
1 
 

UCL 

Individualized Modelling of 
Mortality by Cause Based Upon Risk 

Factors 
 

PhD Thesis 

 

 

Dr Christopher Martin 
 

 

  

  



2 
 

Declaration 

I, Dr Christopher Martin confirm that the work presented in this thesis is my own. 

Where information has been derived from other sources, I confirm that this has been 

indicated in the thesis. 

 

Signed …………………………………………………….   Date …………………….. 

 

Abstract 

This thesis describes the development and evaluation of a stochastic mortality model that is 

intended to support shared decision-making between health care professionals and patients; 

health care planning; and actuarial analysis for life insurance, health insurance and pensions. 

The model uses risk factors and cause of death to calculate all-cause mortality in a modularised 

Markov Chain Monte Carlo approach. This modularisation allows the substitution of different 

cause of death models and hazard ratios, enabling customisation, calibration to different 

populations, and further research.  

The cause-specific sub-models used in this evaluation incorporate a method of auto-calibration 

to different populations using baseline population mortality rates, risk factor distributions, and 

individual risk factor values. 

The model can investigate the impact of changing trends in risk factors and population 

mortality rates. Trends in lifestyle factors such as smoking cessation, medical interventions 

that adjust risk factors such as blood pressure or serum cholesterol reduction, or interventions 

that reduce mortality from specific causes, can be examined. Non-specific, observed trends 

like the select transition effect seen in life insurance portfolios, or cohort effects relating to 

year of birth, can also be applied. 

A thorough internal and external evaluation of the model is presented, including its 

performance in simulating three randomised controlled trials (two of the treatment of 

hypertension, and one of cholesterol reduction in subjects experiencing a cardiovascular 

event), as well as three simulations of historical prospective cohort data  projected over at 

least 16 years. 

A demonstration of the application of the model in the assessment of the impact of changing 

trends in obesity rates in the UK over the next 50 years suggests that rising obesity makes a 

modest negative contribution to mortality improvement, but not enough to reverse current 

improvement rates. 
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Part 1. Introduction 

 

This thesis is a description of the development of a computerised all-cause mortality model for 

individuals that uses risk factors such as smoking status, blood pressure and other features to 

calculate cause-specific mortality risks and then all-cause mortality risk. The model allows the 

application of what-if scenarios based on modification of risk factors, or reductions in disease 

or mortality risk that might arise from treatment, or from retardation in the rate of ageing 

itself. 

The thesis is in five parts.  

Part 1 is an introduction that describes the need for individually contextualised all-cause 

mortality models in health care and the insurance industry and sets out the requirements for 

the model. It consists of two chapters. The first chapter establishes the need for this kind of 

mortality modelling, and the second is a statement of the functionality in the model that 

would be required to fulfil its objectives in the medical and actuarial domains. 

Part 2 is a survey of the literature that outlines the current state of mortality risk-modelling 

and identifies relevant methods that could be used in building the various elements of a risk 

factor- and cause-based, all-cause mortality model.  A selection of important existing models 

that demonstrate different methodological approaches are then discussed. 

Part 3 describes the model structure in detail, beginning with a brief reminder of the intended 

function and the needed for transportability, before describing the modelling method in detail. 

Part 4 presents an evaluation of the model. The evaluation consists of internal validity tests of 

the model performance, followed by an external validation exercise where the model is used 

to simulate three randomised controlled trials and three epidemiological cohort studies. Part 4 

concludes with a discussion of the strengths and weaknesses of the model and ideas for future 

development. 

Part 5 is intended as an illustration of the power and utility of the model to give a qualitative 

as well as quantitative understanding of the consequences of what-if scenarios. Two issues are 

explored: the segmentation of risk by socioeconomic group; and the impact of two possible 

future scenarios of obesity trends projected forwards over the next few decades. 

Part 6 is a summary and statement of future research. 
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What this thesis adds 

This thesis describes a stochastic, individualised, risk factor adjusted, model of the 

mortality of individuals by cause of death that enables the application of complex 

what-if scenarios and includes a unique combination of innovations. 

 Methods are used for the dynamic and stochastic ageing of risk factor values 

over a lifetime that minimize distorting bias over time. [See section 8.2] 

 A new method of auto-calibration by reference to population mortality rates 

and risk factor distributions is described. [See section 9.4] 

 An adjustment for frailty effects is used in the context of a stochastic 

simulation. [See section 9.2] 

 The management of missing information is supported by the explicit inclusion 

of states of ignorance. [See section 8.3] 

 Methods that minimize or eliminate distortion in projections of risk factor 

values and mortality rates over time or across simulations are introduced. [See 

sections 7.4, 8.2, 8.5] 

 Methods are included for calculating the decay of risk with cessation of 

exposure. [See section 9.7] 

 The application of ‘what-if’ scenarios to changes in risk factors, baseline 

mortality rates, rates of ageing and complex combinations of scenarios 

incorporating all three types are enabled. [See sections 8.2.6, 8.2, 8.4] 

 Efficient methods of conducting stochastic analysis are introduced that reduce 

wasted processing and run-times, and therefore enabling real-time, 

individual, detailed, stochastic analysis. [See section 0] 

 A detailed evaluation of the model encompassing internal validity, external 

validity, model performance and in the context of decision-making is 

presented. [See Part 4] 

 As a demonstration of the power of the model to explore ‘what-if’ scenarios, 

two plausible future projections of changes in obesity rates are simulated, 

with an analysis of the changes in expected mortality segmented by 

socioeconomic group. [See Part 5]. 
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Chapter 1 The need for mortality and morbidity risk-prediction 

models 
In this chapter I will describe the context of the model and present the rationale for the 

project. General practitioners, like myself, sometimes have to make important decisions in 

association with patients that have a major impact on their lives, with what feels like 

inadequate information. Sometimes, potentially helpful, but missing information is patient-

specific and relates to individual risk. I may know the risk and benefits of a particular action 

when aggregated across a particular group of people, but I also know this may be poorly 

representative of the risks and benefits  for my particular patient. Even where I do have 

information to better tailor testing or treatment decisions to individual patients, I often find 

myself unable to communicate these risks effectively, and have to make decisions on their 

behalf. I embarked on this project of personalised risk evaluation and communication to try to 

fill this information and risk-communication gap. 

Interest in this work also comes from the insurance industry. The perspectives of this industry 

are superficially very different from the NHS, but they share a common aim. The uncertainty in 

financial transactions, whether it is the selling of individual insurance policies, pensions, or 

complex insurance linked securities, increases risk and therefore cost. Reducing uncertainty 

has the potential to reduce the costs of providing insurance and pensions, and therefore 

making life insurance, health insurance and pensions cheaper for consumers and less risky and 

profitable for companies to provide. 

Medical modellers have as much to learn from the actuarial profession and the finance 

industry as they do from the medical modelling community, and there is great mutual benefit 

to be had by closer collaboration. Some of the differences in approach arise from differing 

priorities, but there are other factors, such as different professional traditions and the 

backgrounds of the individuals – mathematics or physics for actuaries and financial modellers, 

and biomedical sciences and medical statistics for medical modellers.  Historically, the 

literature and specialist communities have been very insulated from one another, and 

methods have developed and advances made with varying levels of awareness across the 

different professional groups. However, with the advent of the Internet, the modelling 

literature is now more open and there is great interest in the sharing of ideas. Consequently, 

although this project has a predominantly medical perspective, I will endeavour to explain how 

it may be of interest to the finance and insurance industries where relevant. 
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1.1 Definitions 
I will begin by defining some terms used repeatedly through the thesis or that have associated 

abbreviations, in order to improve readability. Some definitions are included as they are 

necessary for an understanding of the text, or they may suffer from varying, ambiguous or 

confusing interpretations in their meaning. Terminology and phraseology varies between the 

actuarial, medical and demographic communities, and different concepts may be more or less 

familiar to the different groups, so it is useful to clearly state their intended meaning in this 

thesis. 

Accuracy refers to the closeness of model predictions to actual outcomes at the level of the 

individual subject. 

Angina pectoris (AP) describes the symptomatic manifestation of CHD where chest pain is 

experienced on exertion, as a result of an inadequate supply of oxygenated blood to 

heart muscle. 

Annuities are financial products where a sum of money is paid to an annuity provider at 

retirement, in return for a guaranteed annual payment over some period of time in the 

future. 

Apolipoprotein B and A1 are two lipid-binding proteins found in the blood that  are used to 

transport cholesterol. The ratio of apolipoprotein B to A1 (Apo B/A1 ratio) is a predictor 

of cardiovascular disease (CVD) risk. 

Area under the curve (AUC) is the area under the ROC curve and ais a numerical measure of 

the discriminatory accuracy of a classifier. 

Arbitrage – refers to the practice of exploiting the difference in the value of a product  in 

two different market segments. By buying a product in one circumstance, it may be sold 

at a profit in another. For example, the cash-in price of a life insurance policy may be 

much lower than the actual present value of the policy, and a third party may purchase 

the rights to a life insurance policy for more than the insurer would pay to cash it in, and 

yet still expect to make a profit. 

Artificial intelligence is a loosely-defined term that describes a collection of man-made 

systems or methods that can generate new information or knowledge from existing 

information or data. A key feature is that the systems have the appearance of making 

inferences or learning from data. 
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Artificial neural networks (ANNs) are networked artificial intelligence models, inspired by 

anatomical neural networks. Multilayer perceptrons (MLPs) are ANNs that have three 

layers, and probabilitistic neural networks (PNNs) are ANNs with an additional hidden 

layer, and a different set of learning algorithms to those that are used in MLPs. See 

sections 2.1.6  2.3.2.1. 

Bayesian networks (BNs) are networked artificial intelligence models where the state of 

nodes in a network can influence the state of other, directionally-connected, nodes. The 

networks are in the form of ‘directed acyclic graphs’ (DAGs), indicating that all 

probabilities propagate through the network in one direction across the graph, even 

when there may be multiple routes through the graph. Bayesian networks are also 

known as influence diagrams or causal networks. See 2.1.5. 

Blood pressure (BP) is the peak (systolic – SBP) and trough (diastolic – DBP) pressure, in 

millimetres of mercury (mm Hg), measured at rest in the brachial artery of the arm when 

in the sitting position. 

Body mass index (BMI) is a measure of build calculated by dividing the weight in kilograms, 

by the squared height in metres. 

Calibration refers to closeness of model predictions to actual events when aggregated 

across a sample or a particular group of subjects. 

Cardiovascular disease (CVD) is any disease that affects the heart or blood vessels. 

Central mortality (m) is the number of deaths that occur in a year divided by the mid-year 

population.  The central mortality is a good approximation of the hazard  or force of 

mortality ()  with only minor discrepancies of 1% or so at 30% initial mortality rates (see 

Land 2006).(1) 

Cohort effects describe how observed mortality improvement rates (MIRs) vary significantly 

according to the calendar year of birth. In the UK, there is a ‘Golden Cohort’, born 

around the year 1930, who experience a faster rate of mortality improvement than 

people born earlier or later. 

The Continuous Mortality Investigation (CMI) is an initiative run buy the Faculty and 

Institute of Actuaries in the UK, which uses data donated by the insurance industry, to 

research the analysis of mortality rates, and to prepare tables of mortality rates for use in 

the UK. 
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Coronary heart disease (CHD) refers to atheroma (hardening and partial blocking) of the 

coronary arteries. This term is more or less synonymous with ischaemic heart disease 

(IHD). Myocardial infarction (MI) and angina pectoris (AP) are manifestations of CHD. 

Cox proportional hazards (CPH) models are regression models that assume the log of the 

hazard of an event is proportional to the value of all independent variables, in the same 

scale, across all values of those variables. The linear function (regression) part of the 

model is multiplied by a fitted baseline hazard rate to calculate the expected hazard rate. 

Cross-validation is an internal validation methodology that involves taking a data set and 

dividing it into separate subsets for training and testing.  

Decision support systems (DSSs) are computer systems that synthesise, integrate and 

display information relevant to a particular decision problem, in a timely fashion, and in 

order to support the human decision-making process. 

Dependent variables are the outcomes of interest that are predicted by independent 

variables within predictive models. 

Deterministic processes follow exactly reproducible steps to arrive at an exactly 

reproducible result. The use of the term ‘deterministic’ in this thesis is not specific to any 

particular modelling paradigm and can be applied to any model whether analytical, 

probabilistic, iterative or not, provided that there is no random element to the modelling 

and that the outcome is precisely predictable given the inputs. 

Discrimination refers to the ability of the model to rank or order subjects at risk in a data set 

in a way that matches actual outcomes. 

Enhanced annuities are annuities that have varying annual payments depending on the 

predicted life expectancy of the purchaser. Individuals with a lower life expectancy 

receive higher payments than those with a higher life expectancy. 

Expert systems are computer systems that use a knowledge database and a set of logical 

rules to mimic the decision-making process of a human expert. They are designed to 

substitute for human decision-making. 

Force of mortality (is the conventional actuarial terminology for the hazard rate for 

death. The two terms are interchangeable. 
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Hazard rates (h), are the instantaneous rates of occurrence of an event. They are the 

probability of an event in time t, divide by t, as t approaches 0 in the limit. The 

hazard rate for death is also known to actuaries as the force of mortality. 

The hazard ratio (HR) is the ratio of the hazard in one circumstance to the hazard in 

another.  

The hazard (H) is the accumulated hazard over a time interval t that is not necessarily close 

to 0. It is the partial integral of a hazard rate function over time t. For small values, the 

hazard rate is very close to the probability in value, but, unlike probability, it can exceed 

1. 

High density lipoprotein (HDL) is the serum concentration of lipoprotein packages of 

cholesterol that principally transport cholesterol to the liver for excretion in bile. It is 

commonly referred to as ‘good cholesterol’, as higher concentrations are associated with 

a reduced risk of cardiovascular disease (CVD). 

Hill-climbing algorithms are stochastic optimisation techniques that attempt to find a local 

maximum or minimum in a function of a set of variables. Taking a random starting 

position defined by a specific set of variable values, repeated random local shifts are 

made, and if those shifts are closer to the target, then the position on the function is 

retained, and further random movements tested. 

The International Classification of Disease Version 10 (ICD10) is the standard coding system 

for cause of death that is currently used internationally for mortality statistics. There are 

20 chapters, and 19 of these are used in the mortality statistics. 

Independent variables (risk factors) are items of information that have some predictive 

power of an outcome of interest, regardless of the value or state of any other available 

information. 

‘Individualised’ modelling refers to the process of modelling outcomes specific to an 

individual as opposed to an aggregate analysis of a population, group or class of people. 

In this thesis that means that the input variables to the modelling process and the output 

of the model will be linked to a single entity representing a specific individual. 

Initial mortality (q) is the probability of dying in a given time-interval conditional upon 

survival to the beginning of the time-interval. Actuaries conventionally use the symbol ‘q’ 

to represent initial mortality with a following subscript to indicate age group it applies to, 
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and a preceding superscript to indicate the time interval. So for example, the initial 

mortality of a 50 year old in a 5 year time interval is 5q50. 

Insurance-linked securities - describe a collection of financial derivatives where the flow of 

payments is determined by triggers linked to insurance products. Examples include 

catastrophe bonds where the trigger is linked to insurance losses due to hurricanes, 

earthquakes or other disasters, and longevity bonds that might be triggered by changes 

in mortality rates. 

Life insurance is a financial product where annual payments (premiums) are paid to a 

primary insurer in return for a guaranteed payment on the event of the death of the 

insured person (death benefit). 

Life settlement is the sale of a life insurance policy by the insured to another party who 

takes on the responsibility of paying the remaining premiums in return for the right to 

receive the death benefit. 

Lifecourse events are events that happen early in life, even before birth, and can continue 

to have an impact on mortality rates into old age. 

Logistic function is the reverse of the logit to give a probability 𝑝 =
1

1+𝑒−𝑌. 

Logits are the natural logarithm of the odds (O) 𝑌 = ln(𝑂) = 𝑙𝑜𝑔𝑖𝑡(𝑝) = 𝑙𝑛 (
𝑝

1−𝑝
). 

Macro-simulation – refers to aggregate level models where individual items or subjects are 

not modelled independently, but the model estimates the expected aggregate outcomes 

across a population, or group of items or subjects.  

Markov models, also known as ‘state transition models’, are mathematical models of 

something that represent the probability of changes in the state of that thing over a 

series of time steps. The ‘transition probabilities’ are determined by the existing state of 

the model, and not by the history of prior states. See section 2.3.5. 

Micro-simulation describes a detailed, mechanistic style of modelling that attempts to 

mimic the true processes and behaviours that exist within the system being modelled, as 

opposed to a purely mathematical or statistical method that predicts the outcome 

without mimicking the underlying processes. 

Mortality improvement rate (MIR) is the rate of change in mortality rates from one 

calendar year to the next. The MIR can be positive or negative. 
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Myocardial infarction (MI) describes an event whereby a coronary artery becomes 

completely blocked and results in the death of a segment of heart muscle (myocardium) 

supplied by the blocked artery. 

Object Oriented Programming (OOP) describes a style of computer programming that 

breaks conceptual problems into a series of objects – things with sets of properties and 

behaviours.(2) Objects are actual instances of classes of things.  An object or an instance 

of a class is distinct from other instances (objects) of the same class. This is called 

encapsulation and it ensures that, within the model program, all elements of the object, 

including the methods – the algorithms that drive it – are completely separated from 

other object elements, so that that there is no contamination between objects. 

Odds (O) are a representation of relative probability. They are calculated as the ratio of the 

probability of an event occurring to the probability of the event not occurring (𝑂 =
𝑝

1−𝑝
). 

Odds ratios (OR) are the ratio of the odds of an event occurring in one circumstance to the 

odds of an event occurring in another. 

Portfolio -  in this thesis, refers to the collection of insurance or pension policies held by a 

company. 

Posterior probability is the modified expectation of risk after additional evidence has been 

used to modify some prior assumption about the risk. 

Present value – refers to the expected financial value of something at the present time, 

taking into account discounting of value in the future and any related risks over time. 

Primary insurers are the company that issues an insurance policy to the original customer. 

Prior probability is the default or aggregate assumption about risk before (prior to) the 

evaluation of evidence that modifies our expectation of the risk. 

Probabilistic systems are computer systems that use statistical or mathematical methods to 

give probability estimates for different possible outcomes of interest. They are not 

designed to mimic, or necessarily substitute for, human expert decision-making, but are 

designed to provide supplemental, probabilistic information to support decision-making. 

Probability density functions (PDF) are functions that describe the probability density of an 

event at time t given that it has not occurred at time t=0. For example, given a living 

individual in 2012, then the integral of the PDF for mortality across a year describes the 

probability of dying at each age in the future. Actuaries refer to this as the ‘curve of 
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deaths’ (see Figure 3-6). Strictly speaking it should apply to a continuous mathematical 

function, but I will use it in this thesis to refer to annualised distributions. 

Probability  (p) is the proportion of all trials  that result in an event of interest, and is 

synonymous with risk. 

Receiver operating characteristic (ROC) curves are a graphical measure of discriminatory 

accuracy of a classifier. It is a plot of the sensitivity against 1- the specificity of a 

particular threshold value for classification. The plot is generated after considering every 

possible threshold value. 

Regression models describe a family of statistical models that mathematically describe the 

relationship between a set of independent variables and the outcome of interest or 

dependent variable. 

Reinsurers are large insurance companies that provide (re)insurance to primary insurers, 

allowing them to dissipate some risk by effectively aggregating it across a number of 

companies.  

Reserving is the process of identifying and retaining the total amount of money or assets an 

insurance or finance company needs, in order to meet the future expected liabilities for 

all the insurance or pension products it has issued. 

Risk ratios (RR) are the ratios of the probability of an event occurring in one circumstance to 

the probability of an event occurring in another. 

Select transition effects describe how observed mortality rates are very much lower in the 

early years after a life insurance policy is taken out, as a result of a selection process that 

excludes those most likely to die in the near future. Over time, there is a transition to the 

normal background mortality rate (referred to as the ‘ultimate’ rate) in those who 

survive and continue to pay their life insurance premiums. 

Simple Bayes systems are computer models that use Bayes’ theorem to calculate posterior 

probabilities with an assumption of independence between factors. 

Simulated annealing is a stochastic optimisation technique similar to the hill-climbing 

algorithm, but including a random tolerance of apparently counterproductive 

movements. It is based on the analogous process of crystallisation in a cooling liquid. 

State transition models are Markov models that describe how the subject of the model 

changes over time. The changes are represented as transitions from one ‘state’ to 
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another with time. The states are explicit and discrete forms of existence. For example, a 

state transition model of survival may describe how a person begins in the state ‘alive 

and well’ and passes through the state of ‘illness’ to the state of ‘death’ with the 

probabilities of a change in state at each point in the model being referred to as 

‘transition probabilities’. 

Stochastic processes have a random element to them. A single stochastic process generates 

unpredictable results, and so many repetitions of the process are needed to generate 

distributions of results (e.g. tossing a coin many times to see if it is fair). 

TC/HDL ratio is the ratio of serum total cholesterol (TC) to serum high density lipoprotein 

(HDL) and it is a predictor of cardiovascular disease (CVD) risk. 

Total cholesterol (TC) is the serum concentration of all types of cholesterol. 

Transportability is a measure of how the accuracy, calibration and discrimination of the 

model is maintained when applied to different populations in different places 

(geographical transportability) and different times (historical transportability). 

Underwriting is the process of evaluating risk in insurance policies. 
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1.2 Health care 
Predictive modelling may be applicable at the individual clinical level, where decisions must be 

made for individual patients. However, it is also applicable at an aggregate level, where policy 

choices may be informed by risks in a population and where the maximum benefit in terms of 

health outcomes needs to be gained from limited financial resources. In this section I will 

describe the background of individual clinical decision-making and the role of modelling at the 

organisational level, before establishing a justification for the project to develop better all-

cause, risk factor-based risk prediction models. 

1.2.1 Decision-making 
Here I will present the evidence for the following argument.  

1. Shared decision-making in medicine is an ethical obligation, and decisions around 

behaviour change are especially complicated.  

2. Effective risk communication is vital for shared decision-making. 

3. Humans are incapable of thinking statistically and are prone to various cognitive biases 

and distortions of risk perception created by the way in which risk information is 

communicated. Risk-estimation tools are therefore necessary to estimate risks to 

support decision-making.  

4. Human decision-making is not rational and so cannot be substituted for by expert 

systems. 

5. Computerised risk-calculation systems are necessary to remove the burden of risk 

calculation and interpretation from humans and ensure more rational processing of 

risk information. This allows health professionals and patients to focus on the 

outcomes of choices, which can be presented in more distinct and meaningful ways 

than could possibly be achieved otherwise. 
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1.2.1.1 Shared decision-making 

The traditional paternalistic medical model is based on the premise that the health 

professional has special knowledge of the risks and benefits of different choices and is 

therefore best placed to make that decision on behalf of the patient. Under Parsons’ ‘sick role’ 

hypothesis, the patient acquired certain rights and responsibilities on changing status from 

‘well’ to ‘sick’.  They were absolved from the responsibilities of work, but acquired the 

responsibility of compliance with medical advice.(1)(2) The professional behaves as a ‘rational 

agent’ on behalf of the patient,(3) making an optimum choice based on their special 

knowledge. However, this approach fails to take into account the patient’s perspective of an 

illness, or at least requires effective communication to the professional of the patient’s 

perspectives and preferences (values).   

Values are clearly important and can materially affect the choices made. A study by Dodin et 

al. estimated that values explain 24% of the variation in treatment choices for hormone 

replacement therapy (HRT).(4) The International Patient Decision Aid Standards Collaborative 

has included a dimension for the clarification and expression of values as an indicator of 

quality.(5)  The bio-psychosocial model was first put forward by Engel in 1960.(6) He 

emphasised the need to take into account not only the physical and psychological aspects of a 

patient’s illness, but also the social context, and rejected the notion that they should be 

considered separately. It is only by taking all three together that we can understand the 

experience the patient has of their illness and the impact it will have upon them, because the 

psychological and social dimensions of patients and their illnesses shape their values. 

The four principles of medical ethics are respect for autonomy, beneficence (doing good), non-

malfeasance (not causing harm), and justice. Respect for autonomy requires us to respect the 

right of patients to make their own decisions(7) and this is the principle underlying the 

professional requirement to ‘listen to patients and respect their views’.(8) The principle of 

justice requires us to weigh up competing claims fairly. Taken together, the principles of 

respect for autonomy and justice oblige us to share decision-making with the patient, 

balancing their right of informed choice with the disutilities that their preferred choices  have 

for others. Patients should be free to make decisions from the range of options that can 

reasonably be given to them.(9)   

Shared decision-making has an absolute requirement for effective risk communication. The 

health care professional must also get a good understanding of the patient’s values, and the 

patient in turn must be capable of acquiring and understanding the necessary information with 
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which they can make rational decisions based on their personal values. It is important that the 

clinician’s values do not affect the patient’s choices, and arriving at a shared decision 

necessarily requires some negotiation. It is not always easy for a health care professional to 

avoid allowing their own values to affect the way they communicate risks and options, and 

therefore the choices of their patients.  

Figure 1-1 shows the Stacey Matrix. The dimension along the x-axis is between certainty and 

uncertainty, and the dimension of the y-axis is between agreement and disagreement.(10) 

That is to say the y-axis represents values and the x-axis represents probability. Discord 

between the perspectives and values of the clinician and the perspectives and values of the 

patient can give rise to disagreement. Where disagreement is high, but there is also a high 

degree of certainty, ‘political decision-making’ is required and a shared choice necessitates 

negotiation and compromise. As uncertainty increases, decision-making becomes complex, as 

the saliency of the choices becomes less distinct. Where both uncertainty and disagreement 

are high, decision-making can become dysfunctional and chaotic with little common ground or 

consistency upon which to anchor agreement. Predictive modelling clearly has a role in shifting 

the zone of decision-making left on the x-axis such that there is less uncertainty and a greater 

prospect of functional choices being made. 

 
Figure 1-1 Showing the Stacey Matrix with the transition from certainty to 

uncertainty along the x-axis and from agreement to disagreement along the y-

axis.(10) 
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Shared decision-making is associated with increased patient satisfaction in consultations. 

Decision aids should improve the match between the choices made and the values that are 

important to patients.(11)(2) There is also evidence that they help to engage the patient with 

the fact that a decision must be made, and help them to understand better the choices and 

how their personal values are relevant to the decision to be made.(12) Interestingly, in the 

elderly and institutionalised at least, increasing responsibility and choice can improve alertness 

and a sense of wellbeing.(13) 

In the informed treatment model, the patient retains absolute control over the decision-

making process and the role of the professional is reduced to that of information provider.(3) 

This requires perfect communication of information and knowledge, and makes an assumption 

that transfer of information is all that is needed for patient understanding. There is a risk that a 

patient may make the “wrong” choice of treatment given their own personal beliefs and values 

as a result of an imperfect understanding of the relevant options. For the professional to 

ignore this situation, should it arise, would breach another proposed principle of medical 

ethics: ‘non-abandonment’.(14) There remains a duty for the professional not to leave the 

patient helpless and unsupported. If the professional can see that the patient is arriving at the 

wrong choice given their own values, as a result of a failure to properly understand the 

information and knowledge, they have a duty to protect them from that failure.(14)(15)(16) 

The informed choice model also fails to balance the consequences of the patient’s choices 

against the rights of the rest of society, for example when other people bear the cost of the 

choices, or where a limitation in a particular resource means that a choice made denies a 

treatment to another person.  

The ‘shared decision-making’ model requires a negotiated decision between doctor and 

patient based on the professional’s expert knowledge of medicine and the patient’s expert 

knowledge of their own values and context,  allowing justice to be served by negotiated 

agreement between the two parties. (17) In the process of negotiation there is a danger that a 

doctor may, consciously or otherwise, attempt to influence a patient’s choice to achieve their 

own goals rather than the patient’s.(18) To some extent this is a necessary part of negotiation, 

for example, where resources are limited and need to be shared with other patients.   On the 

whole, patients want to be informed of their choices and be involved in treatment decisions. 

However, their desire to be involved in decision-making varies, with some preferring to 

abrogate responsibility for decisions to the clinician,(19)(20) particularly older patients and 

those with cancer.(21)    
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1.2.1.1.1 The down-side to shared decision-making. 

There are other pitfalls to and counter arguments against shared decision-making and the use 

of decision aids. One example is illustrated by the case of Dr Merenstein, a doctor in Virginia, 

who engaged in shared decision-making with a fit and intelligent 50 year-old man with regard 

to using the serum prostate-specific antigen (PSA testing) to screen for prostate cancer, as well 

as other screening tests and lifestyle advice.  After developing prostate cancer some years 

later, the patient successfully sued the residency programme for which Dr Merenstein worked, 

having  argued that the PSA test should have been done without any discussion with him at 

all.(22) Given the fact that the choice of whether to have the test was an informed one made 

by the patient, the implication is that in some circumstances it is considered to be negligent to 

share decision-making with the patient as they could not reasonably be expected to make the 

right choice consistently, given their values and preferences. It is clear that the professional 

retains some legal accountability for the choices made by an informed patient.  

Decision aids  are often not sufficiently ergonomic for them to be useful and effective in real-

time consultations.(23) Use of decision aids significantly prolongs consultations. This seriously 

impairs their adoption.  

The US Department of Health and Human Services published a report on the adoption of 

shared decision-making in health care in 2011, which identified disadvantages reported in the 

literature.(24) The disadvantages listed distil down to four issues:  

 Patients may fear that sharing the medical decision will undermine a relationship with 

their health care professional.  

 There is a transfer of responsibility to the patient in parallel with the transfer of choice, 

so the patient risks experiencing regret if a particular choice does not work out as 

anticipated. 

 Patients adapt and their perspectives may change through the course of time and with 

changes in their condition. This makes it more difficult for them to foresee how their 

preferences will change. 

 Some patients have a preference for the health care professional to make decisions on 

their behalf and they may become frustrated by too much choice.  
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1.2.1.2 Behaviour change 

A number of studies have examined how the use of decision aids and risk-communication tools 

influence choices and behaviours. However, before reviewing these studies, it is worth 

considering models of behaviour change in individuals.  

The Transtheoretical Model of behaviour change (TTM) was proposed by Prochaska in 

1979.(25)  This is a useful framework for thinking about the process of change, makes intuitive 

sense rather than precisely describing the mental process involved, and is illustrated in Figure 

1-2. 

 
Figure 1-2 A diagrammatic representation of Prochaska's Transtheoretical mode l 

(TTM) of the stages of change in behaviour.(29) In the TTM, an individual passes from 

a stage where they have not contemplated any need for a change in behaviour 

(precontemplation), through contemplation, before reaching a decision to change 

behaviour where they prepare for a change (preparation). The change in behaviour is 

implemented (action), represented here by a change in the button colour to white. 

Over time there is danger of relapse, with a return to the contemplation stage.  

 An individual may not see any need to change or even think about changing their behaviour 

(stopping smoking, for example). They would then be in the ‘pre-contemplation’ stage. At 

some point they may begin thinking about the potential negative aspects of the behaviour, 

such as a risk of lung cancer, and whether they ought to quit. This is the ‘contemplation’ stage. 

The individual may eventually conclude that they want to stop, and they enter a ‘preparation’ 

stage where they make plans on how to change. This stage may be very brief, or protracted 

over months or years, where they have decided to stop but continually fall short of doing so. 
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Eventually the individual may reach the ‘action’ stage, where the behaviour is finally changed 

or abandoned, followed by a ‘maintenance’ stage, where there is a continuing process of 

avoiding relapse.  

We can think of any risk-communication exercise in a shared decision-making consultation as 

being about some change in behaviour. Both the clinician and the patient can be thought of as 

passing through these stages of change when making a decision about lifestyle modification or 

treatment. Difficulties can arise when the two actors in the scenario are at different stages, as 

is usually the case. A doctor may have arrived at a conclusion that an operation is needed 

before a patient even has knowledge of the option.  

A risk-communication tool may be helpful at any stage. However, how well a decision aid or 

risk-communication tool performs in this context depends upon the stage of change and the 

measures of performance used, such as a reduction in risk, a change in resources, greater 

satisfaction with the choice made, or a reduction in decisional conflict. In practice, decision 

aids have been shown to be particularly helpful in establishing that a decision has to be made 

(transition from pre-contemplation to contemplation), reduces decisional conflict, and results 

in more accurate understanding of risks.(12)  

Decision aids can also alter potential individual choices, for example, whether or not to take 

anti-hypertensive or anti-coagulant treatments, or what kind of breast surgery to have after a 

diagnosis of breast cancer.(26)(27)(28)(29)(30) The aggregated effect may not be statistically 

significant, but there may be a significant impact on individual choice. Montgomery et al. 

examined the impact of individually contextualised absolute-risk-scoring and decision-support 

tools in hypertension and found no effect on the average cardiovascular risk scores at follow-

up 6 and 12 months later.(31) However, a subsequent study showed that decision-support 

tools, in conjunction with differing patient values, significantly altered individual choices.(27)  

In a sample of treated hypertensive patients, and another sample of those taking warfarin for 

atrial fibrillation, almost half would choose not to take treatment based on their personal 

preferences after the risk-communication exercise.(27)(28) This suggests that, in these 

decision-making scenarios, risk communication ultimately leads to choices that better fit 

patients’ preferences in about half of cases, and that these choices will diverge from 

conventional best practice in about half of cases. 
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1.2.1.3 Rational decision-making, Bounded Rationality, and 

Prospect Theory. 

Traditional modern economics relies a great deal on the ‘rational choice theory’ of Von 

Neumann and Morgenstern, and the assumptions of this theory underpin much of economic 

modelling today.(32) At the core of the theory is that all individuals use perfect information to 

make ‘rational’ choices and display rational behaviour that maximises benefit to themselves 

while minimising cost. Individuals know what they want and don’t want, and exactly how much 

they want it. They are perfectly consistent, and utterly selfish.(32)(33)(34)  

Although this theory has obvious weaknesses, as the actors are all human beings with limited 

information who do not display rational behaviour for much of the time, it lends itself to 

modelling because of the simplicity of the framework and the consistency of behaviour. It 

remains the dominant economic theory of today. On the whole it is likely that, despite its 

flaws, modelling using rational choice theory has done more good than harm.(35)   

Herbert Simon proposed the concept of ‘Bounded Rationality’ to describe the realistic limits of 

rational behaviour imposed by the lack of information and resources that are inevitably 

present. He suggested that individuals attempt to simplify the framework for making decisions 

so that they become tractable, with the aim of ‘satisficing’.(36)(37)(38) As part of the 

simplification process we compile selective heuristics (simple ‘rules-of-thumb’) that allow us to 

efficiently explore a complex search-space of possibilities for a satisfactory 

solution.(36)(39)(22) There is some evidence that the use of simple heuristics is not only more 

efficient but are somtimes more accurate than more complex methods.(40) 

Against this background, Kahnemann and Tversky developed Prospect Theory as a better 

description of how people make decisions, which focuses, not on the maximising of final utility, 

but on maximising of immediate gains and the minimisation of losses in comparison to a status 

quo.(41)  

Economic theory might seem superficially irrelevant to medical decision-making, but the 

processes and predicaments are the same. Medical decision-making is merely a subset of 

economic decision-making where the utility is measured by health, illness and death, rather 

than the value of some goods or services. Systems that attempt to substitute for human 

judgement based on an expectation of rational, utility-based, choices will almost inevitably fail 

to deliver performance acceptable to users in the reality of a messy, complex and irrational 

world. Decision-support systems should instead focus on the components of the decision-
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making process that are more effectively carried out by machine. Computers are more capable 

of performing complex risk calculation than humans, but humans are needed to define the 

goals, and parameters of a decision as described by Licklider as early as 1960.(42) 

1.1.1.1 The fallibility of human risk perception 

Humans, even trained statisticians, are not very good at making accurate intuitive risk 

estimates. There are a number of biases that distort our attempts at risk estimation. The 

calculation of risk is too complex for humans to do it unaided. 

A person’s perception of a risk is not merely a probabilistic weighing up of the likelihood of an 

event. Various factors influence perception of the scale of risk, and individuals tend to 

calculate risk using various heuristics and rule-based algorithms.(43) This may explain the 

tendency for humans to consider risk in a binary fashion.(44)(45) Risk perception is distorted 

by personal context, cognitive bias, and the framing of risk. 

Patients prefer personalisation of risk communication, where risk estimates are tailored using 

relevant information, and it appears to improve their understanding of the risk.(46)(47) An 

example of personalised risk calculation would be the use of  cardiovascular risk equations in 

the prevention and treatment of heart attacks and strokes.  Their use increases uptake in 

screening programs, though they may not always lead to behaviour change or subsequent 

reduction of risk unless they are used repeatedly.(48)(49)(50) 

A number of cognitive mechanisms, referred to as ‘heuristic biases’, impair the ability of 

humans to make accurate risk estimates. These include the ‘availability heuristic’, saliency, 

dread, ‘optimism bias’, the ‘illusion of control’ and ‘base-rate neglect’. Even ignoring 

computational complexity, cognitive biases impair the human ability to estimate risk, so much 

that effective human risk prediction, or discrimination, is the exception rather than the rule. 

The ‘availability heuristic’ is where the perceived likelihood of an event is very much related to 

the ease with which it is recalled.(51) For example, recent events are more easily recalled and 

so may be perceived as more likely. Saliency is important and may provide explanations for 

some observed phenomena in decision-making.  A choice that stands out from the alternatives 

is more available cognitively and therefore its importance is weighted unduly.(33) Graphic 

discrete-frequency figures such as appear in icon graphs are more salient and more easily 

understood .(52) Some aspects of saliency reduce with an increasing number of choices. 

(53)When the number of choices rises then individual options may seem less distinct, and 

there is evidence that once the number of choices exceeds six, then the ability to make a 
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functional choice declines.(54) Although it seems that a certain amount of choice is desirable, 

too much can be a bad thing.(55) Where choices become complex with a large numbers of 

alternatives, then there is the potential for well-designed decision-support tools to increase 

saliency between choices and therefore simplify decision-making. 

 
Figure 1-3 An example of an icon graph taken from the Laindon Model. (56) This 

example shows how the risk of dying before the age of 85 years is reduced by an 

intervention. Two hundred subjects are shown by icons: those who will survive 

regardless of the intervention are shown by a smiling face ; those who would die 

regardless of the intervention are shown by a black square ; and those who would 

survive as a result of the intervention are shown by a tick.  

Dread or disgust associated with a particular threat makes it more salient and therefore leads 

to a tendency to overestimate rare catastrophic risks. Figure 1-4 shows a bubble plot based on 

a figure from Slovic (1987), where a series of risks are dispersed in two dimensions, one 

reflecting the uncertainty of the risk and the other the dreadfulness of it.(57) The uncertainty 

dimension reflects a lack of existing knowledge or information about the effect of a hazardous 

event, whether it poses any risk, what kind of risk, or uncertainties about the timing. Some 

consequences of an exposure may be delayed and others immediate. The dread dimension 

reflects the awfulness of a consequence because it affects a large number of people, such as 

an infectious disease pandemic; its awfulness because it involves a great deal of suffering or 

loss, like a painful death; or a lack of control that we might have over the likelihood of the 

event, such as an earthquake.   
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Figure 1-4 Bubble plot of the perception of a series of hazards along a scale of 

'dread', representing the uncontrollability or catastrophic nature of the hazard, and 

'uncertainty' on the y-axis, representing the degree to which the effects of the 

hazard are well understood or delayed in their effect. The size of the bubble plot 

approximates to the public desire to control the threat in 1980s USA. Source Slovic 

(1987)(57) 

About 80% of people display optimism bias.(58) This is a tendency to underestimate the risk of 

bad events like getting divorced, having an accident or developing cancer, and overestimate 

the likelihood of good events like living longer, or being able to predict risks.(59)(60) It is 

speculated that there may be survival advantages to this bias, but nevertheless it indicates 

systematic errors in risk estimation in humans.  Kahnemann asserts that humans, even trained 

statisticians or professional researchers, are incapable of thinking statistically.(33)(61)(62) In 

particular, there is an insensitivity to prior probabilities (known as “base rate neglect”). 

“Illusion of control” describes the tendency for some people to regard substantially random 

events to be controllable, such as winning the lottery by buying tickets with lucky numbers or 

being good at throwing dice. (63)(64) It has even been blamed for creating dysfunction in the 

stock market as a result of traders coming to believe that they, or gifted colleagues, have a 

much greater ability to predict the stock market than could possibly be the case.(65) 
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1.2.1.4 Framing of risk 

How risk information is framed appears to have a profound effect on its interpretation and the 

subsequent decisions that are made.(66)(67)   

When benefits or risks are presented as relative rather than absolute risks, their likelihoods are 

overestimated.(68) For example, someone with a 10% risk of a cardiovascular event in 10 years 

can expect a relative risk reduction (RRR) of about 20% by taking aspirin, which would be equal 

to a 2% absolute risk reduction (ARR). A treatment is more likely to be chosen after 

communication of risk using the RRR. 

Representing the same information as a gain rather than a loss (emotional framing) greatly 

reduces a perceived threat.(69) For example, a treatment that is claimed to have a 90% chance 

of cure is more likely to be chosen than one that is described as having a 10% chance of failing 

to cure.(70)  

Probabilities that  represent risk in terms of ‘natural frequencies’ are understood more often 

than if they are communicated as numerical probabilities (particularly as fractions).(71)(72)(73) 

An example of a natural frequency is a risk of 1% being described as, “Out of 1,000 people like 

you, 10 will be affected”.  

For the relative risks of an intervention, a more accurate understanding can be conveyed by 

using numbers needed to treat or harm (NNT or NNH). These are similar in structure to natural 

frequencies. An example would be, “To prevent one death from breast cancer, 1000 women 

need to undergo screening for 10 years”, as an alternative way of communicating 

“Mammography reduces breast cancer mortality by 25%” (based on death rates at the 

time).(73)(62) The relative risk bias feeds on  base-rate neglect, whereas the NNT or NNH 

include that information explicitly. 

Visual representations of risk information are valuable, but are not necessarily free from 

framing bias. When the same interim trial data were presented to a series of physician 

researchers in Texas using a variety of graphical representations, decisions whether to stop a 

trial varied considerably, depending on the representation. Qualitative work in patients 

showed similar trends but identified potential biases in icon graphs relating to the size of the 

denominator.(52) The most accurate understanding of risk was conveyed by icon graphs, 

followed by tables of data, then pie charts, and finally bar graphs (Figure 1-3). (74) 
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1.2.2 Health service organisation and policy 
There has been a recent increase in the use of predictive modelling in health care to stratify 

populations into different risk groups.  

Much of the predictive modelling implemented at an organisational level is focussed on 

processes or factors affecting demand or costs, such as the risk of hospital admission or 

readmission.(75) However, disease specific models are increasingly used to identify those most 

likely to benefit from an intervention.(76) This  enables more targeted delivery of care, with 

improvements in the management of long-term conditions, acute treatment and treatment of 

complications, prevention of disease in those at risk, general health promotion, and reduced 

cost.(77) 

Models are increasingly used to evaluate treatment and prevention strategies, (78) (79) (80) 

(81) (82)  and are widely used in the development of vaccination and screening programs. They 

enable the evaluation of the potential impact and the optimisation of  intervention 

strategies.(83)(84)(85) For example, the MISCAN screening model is a Monte Carlo Markov 

model developed at the Erasmus University in Rotterdam that is widely used internationally  

for estimating the impact of different screening scenarios during programme development 

.(86) 

1.3 Actuarial modelling 
There is increasing interest in the actuarial profession in making better use of epidemiology 

and medical statistics as a means of providing a more forward-looking modelling paradigm that 

is less reliant on the projection of historical trends, and has the possibility of anticipating 

changes in mortality before any signal of a trend change appears in historical data.(87) (88) 

1.3.1 Life insurance 
When a primary insurer has a portfolio of life insurance policies that they have issued, the 

insurer carries the liabilities that the mortality risk entails. There is a significant element of 

chance involved, and the number of policies in a portfolio affects the variability of mortality 

rates observed and the accuracy of any statistical projections upon which they are based. The 

risk of financial catastrophe for the primary insurer is linked to the variability in mortality, and 

the random play of chance. The random element of risk decreases as the number of policies 

increases (the Law of Large Numbers). Therefore primary insurers may seek to reinsure or 

underwrite their portfolio of lives with a reinsurer. These tend to be very large companies with 

very large numbers of reinsured policies. This reduces the impact of chance on the risk to the 

reinsurer.  
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In determining life insurance premiums, or when negotiating underwriting terms, primary 

insurers and reinsurance companies will want to classify the risk for individual policyholders, in 

order to estimate the total risk in a portfolio.  

The controversial life settlements market involves the buying and selling of life insurance 

policies.(89)  Individuals who have a life insurance policy that they may have taken out many 

years before, when their liabilities were greater and when they had dependents, may no 

longer want to continue to pay the necessary premiums. The penalties incurred from early 

encashment of the policy often exceed the expected value of the remaining premiums, 

creating an arbitrage that can be exploited by another party, who would take on the 

responsibility of paying the premiums in return for the right to collect the pay-out on the death 

of the insured party.  

Controversy has arisen because of the generation of incentives for the selling of life insurance 

policies, the potential unintended consequences for the insuree (which might include tax 

liabilities on the foregone premium payments), a rise in the cost of life insurance, the potential 

for fraud and even an incentive for murder. In pricing an insurance product, an insurance 

company will factor in the terms of encashment, and, if this becomes more expensive for 

them, it will inevitably increase the price of original premiums. Regulators are examining how 

the life settlements market should be managed, or if it should be allowed at all. Should the life 

settlements become established, improvements in mortality and morbidity modelling that are 

transparent and open, have the potential to reduce costs and reduce fraud. 

1.3.2 Pensions 
Life tables provide a means of estimating the liabilities in a portfolio of annuities. However, 

with pensions and annuities, the period of liability usually covers a remaining lifetime, and the 

rate of change of mortality over time begins to have a substantial impact on those liabilities. 

Therefore, there is a need to model mortality improvement rates in the future in order to 

reduce uncertainty in liability estimates.(90) 

Uncertainty is expensive. Under the SOLVENCY II framework due to come in to force shortly in 

Europe, pension companies are required to reserve sufficient funds to cover all demands in a 

year that might happen in 199 years out of 200.(90) The greater the uncertainty in the liability, 

the greater the amount of money that must be reserved to meet the ‘1 in 200’ threshold for 

failure. Reserved funds are less productive, and this represents an opportunity cost to the fund 

and therefore the cost of annuities and pensions increases with uncertainty.  
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For the past century, life insurers have segmented risk in policy holders by defining categories 

of risk to which individuals are allocated. Issuers of pensions and annuities however have had a 

more aggregated approach. As mortality improvement has risen, and the cost of providing 

pensions and annuities has grown, there is increasing interest in having differentiated benefits 

for policy holders. Enhanced annuities provide increased benefits to those with lower life 

expectancies and is a fast growing segment of the market, particularly in the UK.(91) The 

segmentation of the annuities risk by medical conditions affecting life expectancy greatly 

complicates the modelling process, both for baseline mortality and future mortality 

improvements.  

Medical modelling may enable better forward-looking models that anticipate variations in 

mortality trends, reduce uncertainty, and therefore reduce the costs of pensions. 

1.3.3 Securitisation 
There is a growing market in insurance-linked securities (ILS) as a means of spreading the risk 

in life insurance and pensions portfolios. The modelling of mortality risk in securities is 

dominated by catastrophe risks such as pandemics of emerging infectious disease and, to a 

lesser extent, terrorism. Currently marketed catastrophic mortality bonds (mortality CAT 

bonds) have three principal components: a baseline mortality model; a disease model relating 

to the catastrophe risk; and a terrorism model.(92) Improvements in disease-based mortality 

modelling have the potential to reduce uncertainty, reduce the cost of transactions, and 

therefore add security to portfolios. 

1.4 Argument 
Accurate models of individual mortality and morbidity based on diseases and risk factors have 

a role in clinical care, health care planning and organisation, as well as research. 

Shared decision-making should be the default mode of operation in health care interactions. In 

order to achieve effective shared decision-making, decision-support tools are often needed, 

and probabilistic risk models are frequently a necessary part of these.  

Even highly-trained humans are poor at estimating risk accurately and are prone to various 

cognitive biases in risk estimation. Computerised risk models will usually be more accurate 

than the estimates of professionals and can remove subjectivity from the process of risk 

calculation. 
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The impact of risk-estimation programs will vary by the context of use. Even where their use 

does not impact on clinical outcomes, they may affect resource use and satisfaction in 

patients. 

Uncertainty in mortality and longevity estimates affects the cost and security of insurance 

products and pensions. Modelling by cause of death may improve the forward projection of 

estimates of mortality-improvement rates; is a necessary component of some kinds of 

insurance product like enhanced annuities or life settlements; and can reduce the costs of 

insurance for customers, and risk for insurers. 

1.5 Use cases 
There is a need for mortality models that are capable of stochastically simulating individuals 

using risk factors and by cause of death. The use cases include: 

 real-time risk communication between health care professionals and patients as a 

means of supporting shared decision-making; 

 real-time application of scenarios that might reflect different treatment options to 

support treatment decisions in individuals; 

 evaluation of different treatment strategies to support guideline development; 

 projecting trends in mortality and morbidity to estimate future demand as part of 

healthcare service planning; 

 estimating longevity and mortality in individuals in insurance or pension portfolios in 

order to determine reserving requirements; 

 estimating mortality and longevity in individuals for insurance premium pricing, 

pension contributions or in  evaluating insurance linked securities.  
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Chapter 2 Model requirements 
As a starting point, I needed to know what the necessary features of the model were that 

would make it suitable for the use cases outlined in the previous chapter. There will be many 

other desirable characteristics of the system, but the requirements are a statement of those 

features that must be included in order for the system to be usable across these use-cases. The 

requirements are listed below and are discussed in more detail in the remainder of the 

chapter. 

Requirements 

1. The model must be population-independent (transportability). 

2. The model must conduct individually contextualised simulation. 

3. Output must be detailed and relevant to potential applications.  

3.1. Output must include initial mortality (q). 

3.2. Output must include probability density (PDF).  

4. There must be no systematic bias in the absence of data. 

5. The processing must be tractable for the given use-cases. 

6. The model results should approximately reproduce observed variations in the literature. 

7. Sub-models should exist independently and be alterable independently of other parts of 

the model. 

8. The model must be able to estimate the impact of interventions and trends in: 

8.1. risk factors; 

8.2. mortality rates by cause of death; 

8.3. the rate of ageing; 

8.4. the final output to represent un-modelled impacts. 

9. The model needs to be accessible to the intended users. 

10. The usability of the model should enable its adoption beyond the original developers. 
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1. The model must be population-independent (transportability). 

The model must be population-independent. 

It must not be fitted to a particular group of people such in a way that would prevent its use in 

other settings. Given the range of use cases and the geographical range in which it could be 

applied, it must be readily adapted to different populations.  All data that is population-specific 

must be easily exchanged for more relevant population data. 

2. The model must conduct individually contextualised simulations. 

One of the essential use-cases for this model is personalised risk-evaluation to support risk 

communication with patients in consultations. Many models are built with the aim of 

conducting risk evaluations in populations, making them unsuitable for individualised analysis. 

3. Output must be detailed and relevant to the potential applications. 

3.1 Output must include mortality ‘q’ values. 

Most people comprehend probabilities more readily than other representations of risk. 

Probabilities are intuitive, and the initial mortality is the standard format in actuarial analysis. 

The initial mortality rate is independent of any individual analysis, as it is not dependent on 

survival in an individual.  

3.2 Output must include probability density function (pdf). 

Visualising initial mortality (q-values) for an individual is problematic. The exponential increase 

in mortality with age makes the visualisation of mortality rates on the normal scale difficult at 

younger ages, as the scaling of the axes will be dominated by rises in mortality at older ages. 

For the purpose of risk communication, or the understanding of risk in relation to a specific 

individual, the survival-weighted initial mortality rate, known to actuaries as the ‘curve of 

deaths’, is easier to comprehend visually.  Figure 2-1 shows the initial mortality from the age of 

50 to 100 years for a male in the CMI 2010 tables for office male pensioners in the year 

2000.(93) On the right is the curve of deaths for a 50 year old man derived from the same 

table. The present value of a pension at a given age is more directly related to the pdf than the 

initial mortality rates, as it already incorporates survival rates. 
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Figure 2-1 Comparison of a plot of the initial mortality rates (q) , on the left, with the 

'curve of deaths', on the right, for a 50 year old man. (Source CMI 2010, all office 

male pensioners) 

4. There must be no systematic bias in the absence of data. 

When data items are missing, the model needs to be able to adapt to that absence without 

any resulting distortion to the modelling outputs. For example, if it is unknown whether an 

individual smokes or not, it is important that the modelling framework does not attempt to 

allocate the status of smoking or non-smoking, as this would be a potent distortion of the true 

risk. However, sometimes simulation of the missing variable is necessary for what-if scenario 

analysis, and the missing variable must be simulated in a fully stochastic fashion. 

The ecological fallacy states that the results of ecological analysis – aggregate analysis across a 

group of individuals – do not necessarily lead to the same conclusions as an individual analysis 

of each of the subjects in a group.(94)(95)  

The model should seek to minimise or eliminate the risk of systematic bias in the analysis and 

be able to give some measure of the distortion introduced by modelling. 

5. The processing must be tractable.  

It is anticipated that this model will be of value as a risk-communication tool. This means that 

the model should give individually contextualised results in real-time. Here I would define real-

time as being a period of time so short that several scenarios could be explored with an 

individual in the space of a consultation lasting 10 minutes. The run-time for an individual 

analysis needs to be measured in seconds rather than minutes for it to be sufficiently 

ergonomic for routine use.  

An aggregate analysis of a population might run to hundreds of thousands of individuals. This 

would not need to run in real-time, but a reasonable timeframe for execution would be 
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overnight, or about 12 hours. Highly detailed micro-simulation with multiple scenarios could 

become intractable as the effect on execution time is multiplicative rather than additive. 

6. The model should approximately reproduce observed variation in risk in the 

literature. 

In order for the model to have face-validity, it should reproduce known features in 

epidemiological data. For example, modelled reduction in smoking should be accompanied by 

a reduction in the modelled lung cancer mortality; reductions in systolic blood pressure (SBP) 

should lead to reduction in cardiovascular disease mortality, and so on.   

7. Sub-models should exist independently and be alterable independently of 

other parts of the model. 

The model needs to adapt to different populations. Also, the process of model development is 

likely to involve an iterative and experimental approach to sub-model development. It must be 

a simple process to substitute one sub-model for another. This could be achieved either by 

delivering the functions of the sub-model as a service or library, or as a physically separate unit 

that can be easily substituted. The model should be able to reproduce the impact of trends 

and interventions. 

8. The model should be able to incorporate trends in risk factors. 

Risk factors are major drivers of mortality, and changes in risk factors are a major driver of 

mortality improvement or deterioration. For example, smoking rates have fallen dramatically 

over the past four decades in developed countries. Uncertainty remains about future trends 

and it might be interesting to investigate future smoking trend scenarios as in the Nicorette 

report.(96) Trends in obesity are potential drivers of increased mortality in younger cohorts. 

Modelling future trends in body mass index (BMI) or waist-hip ratio (WHR) would give valuable 

insights into the problem and inform social policy interventions.  

8.1 The model should be able to incorporate trends in mortality rates. 

What-if scenarios for future projection may take many forms. Some scenarios might include 

projected mortality reductions for specific diseases or disease groups. It may be that 

anticipated improvements in medical technology  would lead to further mortality reductions or 
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the elimination of a particular cause of death, but the nature of those anticipated 

improvements are unclear and prohibit more detailed modelling.  

The scenarios need to be able to specify a reduction in mortality for each year in the future, 

and at the level of the 19 ICD-10 chapters for cause of death as a minimum.  

8.2 The model should be able to incorporate a trend to the rate of ageing. 

There is increasing interest in the prospect of ‘age-retardation’. This remains in the realm of 

science fiction at present, but it is not impossible that practical interventions to slow down the 

rate of ageing may be introduced in time. This could have profound effects on health, society 

and the finance industry. There are potential pharmacological interventions that might affect 

longevity and the rate of ageing, and it would be useful to be able to explore potential impact 

scenarios in advance of them becoming a reality, to inform the debate around such a profound 

social change.(97)(98)  

8.3 The model should be able to incorporate trends to final output including 

cohort effects and select transitions. 

The effect of some interventions may be best applied at the level of the baseline input data 

such as mortality or risk factor values. However, sometimes we might want to make an 

adjustment to final outputs when there is no other convenient method of modelling, or where 

the mechanisms of action and drivers of any trend are unknown or not catered for in the 

modelling framework, such as select transition and cohort effects.(99)(100)    

9. The model needs to be accessible to the intended users.  

A failure in accessibility of a model can occur for a number of reasons and may be intentional 

or unintentional. There may be an intention to commercially exploit the model by restricting 

access, the cost of making a model generally available may be excessive, authors may be 

concerned about liabilities that arise from other people’s use of a model, regulatory barriers 

on the use or release of models, or models may be too difficult to use by anyone other than 

the original authors.(101) Easy accessibility is necessary for widespread uptake and to enable 

to allow stakeholders to verify and evaluate the model for themselves.(102)  
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Part 2. Literature review 

 

This literature review is concerned with the history and current state of morbidity and 

mortality risk-prediction modelling. The decisions that need to be made in the process of 

building a risk factor-based, cause-of-death mortality model are inevitably informed by what 

methods and approaches have been used in the past, and what the successes and failures 

were. 

This part of the thesis is in four chapters 

1. Chapter 3 - History of medical predictive modelling. The first part gives a brief 

overview of the history of computerised predictive tools in medicine. 

2. Chapter 4 - Methodological case studies. Examples of medical models are chosen to 

illustrate the application of different modelling methods that may be useful in 

construction of a mortality model based on risk factors and cause of death. 

3. Chapter 5 - Existing all-cause models. Five major existing all-cause models that 

conduct individualised modelling using risk factors and cause of death are examined to 

see how well they meet the requirements specified for the model used for this thesis. 

4. Chapter 6 - Points of debate. There are two particular issues that attract serious 

debate that need to be acknowledged in this thesis: the debate on whether all-cause 

mortality should, or even can be modelled by cause of death; and the debate about 

deterministic or analytic, versus stochastic, methods. At the end a brief summary 

outlines the salient points from each method and an indication is given of their 

potential usefulness in this modelling exercise. 
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Chapter 3 History of medical predictive modelling 
 

This historical review will include a brief account of the tensions between the two logical 

approaches to diagnostic and risk-prediction systems: probabilistic; and heuristic. Risk 

estimation can be entirely probabilistic, using continuous variables and functions to give 

continuous values for probability (e.g. a probability of death of 0.0372 at age 65), or it can be 

categorical. An example of categorical risk classification would be allocation to ‘high’ (>0.02), 

‘medium’ (0.005-0.02) or ‘low’ risk (<0.005). It can be seen that, by increasing the number of 

categories of risk, categorical systems may begin to approximate continuous probabilistic 

systems closely. Risk-prediction models can take either approach, and it is important to 

understand the strengths and weaknesses of the different approaches, and what has led to 

success or failure in practice. 

Lauritzen and Spiegelhalter divided medical diagnostic and prognostic systems into four 

categories:  the logical model using symbolic reasoning; fuzzy logic systems that they refer to 

as ‘linguistic systems’; ‘legal’ models based on the Dempster-Shafer theory of evidence; and 

probabilistic models. Models based on fuzzy logic or the Dempster-Shafer theory of evidence 

have found little traction in the medical modelling literature, so I will not discuss them further. 

The following account is broadly broken down into two camps: the expert systems that 

correspond to the logical models using symbolic reasoning, and probabilistic models.  

Research into computerised diagnostic-support systems was kick-started by a paper in 1959 by 

Ledley and Lusted. (103) They identified three approaches to the problem: symbolic logic; 

probability; and value theory. They felt that symbolic logic could be used to apply algorithms to 

knowledge databases and draw conclusions about likely diagnoses, as occurs in expert 

systems.  Probabilistic systems could be based on Bayesian probability theory, and ‘value 

theory’ could be used to navigate the complexities of determining treatment strategies in the 

context of diverse and competing utilities. The ‘value theory’ referred to in the paper is better 

known as the ‘game theory’ of von Neumann.(32) This paper, or the work around it, seemed to 

kick-start medical predictive modelling, and within a few years, systems were appearing in the 

literature.  

Figure 3-1 shows a plot of the log of the proportion of all PubMed citations that appear to 

refer to simple Bayes models, logistic regression models, Cox proportional hazards (CPH) 

models, artificial neural networks, Bayesian networks, Markov models or expert systems.  In 
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interpreting the graph, the y-axis represents the proportion of all medical publications that 

include mention of the models. A slope rising from left to right indicates that the rate of 

interest in the model is increasing faster than the growth in medical publication in general. 

 

Figure 3-1 A plot of the log of the proportion of PubMed citations falling into the principal 

categories of computerised risk-evaluation systems since 1965. 

The search terms used for each of the modelling categories are shown in Table 3-1.  

Table 3-1 Showing the search terms used for each of the modelling types used in 

generating the data for Figure 3-1. 

Model type Search terms 

Simple Bayes Bayesian AND (system OR computer) AND (NOT(network) 

AND NOT(influence) AND NOT(diagram)) 

Logistic regression “logistic regression model” 

Cox proportion hazards “Cox proportional hazards model” 

Artificial neural networks “artificial neural network” OR “multilayer perceptron” OR 

“probabilistic neural network” 

Bayesian networks “Bayesian network” OR “influence diagram” 

Expert systems “expert system” 

Markov model “Markov model” OR “state transition model” 
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Four features can be seen in Figure 3-1.  

1. Prior to 1975, medical models were dominated by simple Bayesian systems and 

Markov models. Both modelling methods have had a steady increase in the share of 

medical publications. 

2. From the early 1970s, there was a rapid rise in papers including logistic regression 

models and Cox proportional hazards (CPH) models. Both Cox’s paper on proportional 

hazards models and Nelder and Wedderburn’s paper on generalized linear models 

appeared in 1972.(104)(105) The late 1960s saw a rapid growth in the availability of 

computing power, which made the fitting of complex regression models to data much 

easier. 

3. There was a rapid rise in interest in expert systems from the late 1970s that peaked 

around 1990 and then fell about 10-fold through the 1990s. 

4. From around 1990 there was a rapid rise in interest in artificial neural networks and 

Bayesian networks. This followed breakthroughs in both fields that enabled the 

training of the models from data.(106)(107)(108) 

Currently, the fastest growth in interest is in Bayesian methods, both simple Bayes and 

influence diagrams. I will now discuss these trends, before moving on to a more detailed 

examination of a selection of models that demonstrate important methodologies, in the next 

chapter. The other principal probabilistic method used is logistic regression. Examples include 

the first Framingham cardiovascular disease risk prediction equations and  an equation fitted 

to the Busselton study in Australia.(109)(110) 

3.1 Simple Bayes systems 
The earliest diagnostic systems were probabilistic and predominantly Bayesian. The Reverend 

Bayes was a Presbyterian Minister and mathematician who formulated a method of calculating 

posterior probabilities from a set of prior probabilities. His work was published after his death 

by a friend who found it when going through his papers.(111)(112)(113) 

Bayes theorem is shown in equation 3-1.(26)(114) If a particular variable can take on a set of n 

states, then the posterior probability of a particular state Si given evidence E (p(Si|E)) can be 

calculated from the prior probabilities of each state p(Si), the evidence p(E), and the 

conditional probability of the evidence given state Si p(E|Si). 



44 
 

 

 

𝑝(𝑆𝑖|𝐸) =
𝑝(𝐸|𝑆𝑖). 𝑝(𝑆𝑖)

𝑝(𝐸)
=

𝑝(𝐸|𝑆𝑖). 𝑝(𝑆𝑖)

∑ 𝑝(𝐸|𝑆𝑘). 𝑝(𝑆𝑘)𝑛
𝑘=1

 

where: 

S = a set of possible states for a variable = {S1, S2,…, Sn} 

Si = the state of interest 

E = evidence 

k = the index of the n possible states. 

3-1 

 

The first Bayesian computerised diagnostic systems began appearing in the early 1960s. Early 

Bayesian systems were based on equation 3-1, which is useful for evaluating posterior 

probabilities for problems where there is a direct relationship between predictive factors and a 

set of outcomes. They are often referred to as ‘simple Bayes’ models.(115)  

One system, developed in Salt Lake City and published in 1961, used 50 symptoms and signs to 

give diagnostic probabilities for 32 different kinds of congenital heart disease.(116) All the final 

diagnoses, determined by clinicians, agreed with the most probable diagnosis generated by 

the model, across a limited validation set of 36 cases.  Another Bayesian system for diagnosing 

acute abdominal pain was developed in Yorkshire in the late 1960s by de Dombal et al. and 

was in continual development through to the 1990s.(117) Experimental versions were 

implemented in several hospitals across the UK and Europe, and a version was adapted for use 

in US Navy submarines.(118)(119) 

3.2 Markov models 
The other modelling framework that was dominant before the mid-1970s, and continues to 

grow, is Markov modelling.  The first Markov model applications in the biomedical domain 

were predominantly in the neuro-psychology of memory and learning. A major field of 

application has been in health economics and the modelling of services or treatment 

strategies.(120) Markov models can incorporate complex modelling structures and are of 

particular use where a number of steps need to be incorporated into the process. An early 

example was a cost/benefit analysis of coronary care units, mobile care units, and cholesterol 

screening and treatment programs(121). Two of six major coronary heart disease policy 

models identified in the systematic review by Unal et al. were Markov models.(122) The 

Coronary Heart Disease Policy model was developed at Harvard in the 1980s and remains in 

use today. It will be described in more detail in section 4.4.(80) The other example is the Lipid 
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Research Clinics model developed by Grover in the 1990s.(123) This Markov model was 

intended to estimate the impact of statins or other interventions on life expectancy.(123) This 

model focussed on cardiovascular disease modelling, but also had to estimate overall life-

expectancy as an outcome. The authors therefore combined a coronary heart disease model, a 

stroke model, and a model for all other causes of death. 

3.3 Regression models 
The term ‘regression’ was first used by Francis Galton in the 19th Century.(124) Regression 

models are a set of models characterised by predictor or ‘independent’ variables that relate to 

a single outcome or ‘dependent’ variable. Independent variables might include risk factors like 

smoking, blood pressure or family history, and the dependent variable might be some single 

outcome of interest like death in a particular time frame.  An assumption is made about the 

function that relates the independent variables to the dependent variable, and the set of 

weighting parameters for the independent variables are optimised according to some measure 

of error. Measures commonly used include least squares or maximum likelihood. Most 

regression models transform the data so that a linear equation can be fitted.  

Many of the early probabilistic medical models were logistic functions. (125) One review of 

logistic risk scores in 1990 identified fifteen models for coronary heart disease alone, in the 

year before the updated Framingham risk profiles emerged. Examples include the Whitehall 

equation, derived from a longitudinal study of civil servants in London, and  the original 

Framingham equation.(126) The Framingham models will be described in more detail in 

section 4.1. The Whitehall equation was used to construct an early cardiovascular disease risk-

stratification tool for use in general practice in the UK.(127) As computer use in general 

practice was not ubiquitous at the time of publication, the tool was implemented in the form 

of a circular slide-rule-style disk. Risk factors could be set using dials, and a ranking of risk was 

then shown. The intention was that the tool could be used to identify patients with the highest 

percentiles of risk, so they could be offered targeted intervention. The Dundee Coronary Risk 

Disk had early success, with over 3,500 disks being sold within a few months, and its use was 

included in guidelines for coronary heart disease prevention by the Coronary Prevention Group 

and the British Heart Foundation in 1992.(128)   

In 1972, Nelder and Wedderburn published a formulation of Generalised Linear models, which 

generalised the framework used in regression. This is discussed in more detail in section 4.1.2. 
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3.4 Bayesian belief networks 
Bayesian networks (BNs) are directed acyclic graphs (DAGs) with state variables forming nodes 

and with directional links representing influencing probabilities, such that the state of one 

node might influence the state of another node.(108) Bayesian networks overcome the 

weaknesses arising from the independence assumption in simple Bayes models. They are 

useful when the predictor variables do not necessarily directly influence the output variables 

and there is interaction between the predictor variables of a certain outcome. In this 

circumstance, evidence has to be propagated down the network chain, and through the 1960s, 

‘70s and early ‘80s, there was no efficient algorithm for evaluating the networks.   

In 1986, Joshua Pearl developed a methodology for evaluating singly-connected BNs and a 

method of reducing multiply-connected BNs to singly-connected networks.(106) MUNIN was 

an early example of a prototype Bayesian causal network used for electromyography 

interpretation that was developed in Aarlborg University in Denmark and exploited the 

advances made by Pearl et al.(129)  Lauritzen and Spiegelhalter went on to define an 

alternative methodology that was applicable to all BNs in 1998, based on their analysis of 

MUNIN.(107)  The Aarlborg team then proposed further modifications of Lauritzen and 

Spiegelhalter’s model, that led to the development of HUGIN1, a commercially-developed 

generalised Bayesian learning network.(130)(131)   

In order to construct a Bayesian Network, the causal relationships between nodes and the 

potency of their influential relationships must be well understood. This limits their applicability 

in areas where knowledge is rudimentary. However, if some of the node states are known, the 

probabilities of the states of the other nodes can be calculated. The disadvantage is that the 

node states must be categorical, so continuous variables like blood pressure must be divided 

into categories, and transition probabilities for the changes in state, and weightings for the 

influence of the state in one node on the state in another node, must be known.  

Monte Carlo methods have been integrated with a Bayesian belief-network framework 

utilising stochastic sampling methods. In 1989 the MRC Biostatistics unit at Cambridge and 

Imperial College London started the Bayesian Inference Using Gibbs Sampling (BUGS) project. 

This project produced an environment for creating Bayesian influence models using stochastic 

methods.  Gibbs sampling is a subset of a stochastic optimisation method known as ‘simulated 

annealing’. Simulated annealing will be discussed further inPart 6.19.2Appendix A . BUGS and 

                                                           
1 Munin and Hugin were two mythological crows that the Norse God Odin kept. He would send the birds 
to fly out and spy on his enemies and give him advance warning of attack. 
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its Windows-based inheritor ‘WINBUGS’ was run by the MRC Biostatistical Unit until 2007. An 

opensource version has been launched, called  ‘OpenBUGS’.(132) By the time of Lunn and 

Spiegelhalter’s review in 2009, they had identified a diverse range of applications using BUGS 

or WINBUGS in domains including medicine, health economics, archaeology, psychology and 

actuarial science.(133) The success of BUGS has been in part due to its flexibility, its BUGS 

declarative programming language, and its object-oriented architecture.(133) 

3.5 Neural networks 
In the late 1980s, a breakthrough in machine-learning led to the widespread adoption of 

artificial neural networks in a variety of fields including medicine. 

Neural networks are classifiers consisting of layers of interconnecting nodes, with weighted 

directed connections. The nodes are triggered when the sum of the weighted connections 

exceeds a certain threshold. The structure is based on biological neural networks.(108) The 

development of artificial neural networks (ANNs) arose out of the study of the neuroanatomy 

of the brain by Sherrington and Cajal, particularly of reflexes and the occipital cortex.(134)  

The first mathematical outline of a possible ANN was given by McCulloch and Pitts in 

1943.(135) This ‘neuron’ was only able to handle binary inputs and represented a simple 

inclusive OR or AND gate. Donald Hebb outlined an algorithm in 1949 for updating connection 

weightings between neurons that is still in use, and is known as Hebbian Learning.(108)  The 

first electrical artificial neural network was built by Marvin Minsky and Dean Edmonds in 1951 

(SNARC, or Stochastic Neural Analog Reinforcement Computer).(108) SNARC modelled the way 

a mouse tracks its way through a maze.  

The development of the single-layer percepton with an array of artificial neurons improved 

flexibility. It was first described by Frank Rosenblatt of the Cornell Aeronautical Laboratory in 

1957.(136) In contrast to the neuron, the single-layer perceptron weights the different inputs. 

Unfortunately, it was still unable to solve the ‘exclusive OR problem’, where the network 

output is triggered only when all inputs are not the same, and could only discriminate linearly-

separable classes.   

Ironically , Marvin Minsky and Seymour Papert also proved in 1969, in their paper 

‘Perceptrons: An Introduction to Computational Geometry.’ that single-layer perceptron 

networks would never be able to overcome these problems and that multi-layered networks 

were needed. (137) In the absence of any algorithms for training multi-layered networks, 

research on ANNs ground to a halt until the development of the ‘back-propagation of errors’ 
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algorithm by Rumelhart, Hinton and Williams in the mid-1980s.(138) Since then, neural 

networks have been widely adopted in many domains including the financial industry and 

medicine. An application in cardiovascular predictive modelling will be discussed in section 4.2.  

Artificial neural networks suffer from a number of disadvantages in comparison to other 

approaches including over-fitting and opaqueness in how they arrive at their conclusions. 

Other classification systems such as support vector machines are increasingly preferred. 

Support vector machines identify the maximal hyperplane (the multidimensional function that 

gives rise to the greatest separation between classes) that can be used for classification of 

future data items.(139) 

3.6 Actuarial mortality modelling 
The actuarial profession has a history of mortality modelling that stretches back to the Ulpian’s 

table from around 220 AD. Remarkably, this table was still in use in the early 19th Century in 

Tuscany.(140)             

3.6.1 Life tables 
 Weekly Bills of mortality began to be published in the early 17th Century in London as an early-

warning system for revisitations of the plague, and these were used by a London Draper, John 

Graunt, to compile what are widely regarded as the first genuine life tables.(141) Edmund 

Halley produced a set of life tables in 1693 to enable the British Government to better price 

life annuities, and Jan De Witt did the same for the States of Holland when he was Prime 

Minister in 1671.(141)(142)(143) Life-tabling remains at the heart of actuarial mortality risk 

analysis and the Institute and Faculty of Actuaries continues to coordinate an on-going 

research programme to prepare continuously updated mortality tables.(93) 

Life tables are typically arranged with data in collumns and ages in rows. The value in each 

column is dependent on preceding collumns.  The first column holds a fixed number of lives, 

the second has a probability of death at each age, the third a number of deaths expected at a 

given age, then the number of person years lived in a year at a given age, then the number of 

years lived after an age x, and finally the life expectancy at a given age.  
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3.6.2 Mathematical models 
Mathematical models of mortality have been developed since the mid-19th Century.  The 

Gompertz equation was first described in 1825 by Benjamin Gompertz. It is a hazard model of 

the form in equation 3-2.(144) 

 

 

ℎ𝑥 = 𝑎. 𝑒𝑏.𝑥 

where: 

𝑥 = age 

ℎ𝑥 = the force of mortality at age 𝑥 

a,b = constants. 

3-2 

 

The equation has been remarkably successful at describing the trajectory of the force of 

mortality with age, and remains in widespread use in biology and demographics, as it is very 

versatile in its ability to extrapolate survival, life expectancy and other measures from the 

equation.(145) However, in actuarial practice, its use was limited by failure to describe 

phenomena such as the ‘accident hump’ where mortality rises from the mid teenage years to 

the early thirties in men because of death from accidents and violence.(146) Various other 

modified versions have been developed, including the Makeham-Gompertz model, which 

added a non-age-dependent element, (147) and the Siler competing hazards model, which 

added another component to describe the decline in mortality seen in early childhood.(148) 

Mathematical models like Gompertz are useful in an important stochastic modelling 

methodology called ‘discrete event simulation’ (DES) that will be discussed further in section 

4.3.1. A selection of parametric survival models that were developed to get a better fit to 

population mortality profiles are given in Table 3-2. 
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Table 3-2 A selection of parametric survival models.(149) 

Mortality law x 

Makeham (1859)(147) 𝑒𝜖 + 𝑒𝛼+𝛽𝑥 

Perks (1932)(150) 𝑒𝛼+𝛽𝑥

1 + 𝑒𝛼+𝛽𝑥
 

Beard (1959)  𝑒𝛼+𝛽𝑥

𝑒𝛼+𝜌+𝛽𝑥
 

Makeham-Perks (1932)(147) 𝑒𝜖 + 𝑒𝛼+𝛽𝑥

1 + 𝑒𝛼+𝛽𝑥
 

Makeham-Beard (1932)(147) 𝑒𝜖 + 𝑒𝛼+𝛽𝑥

1 + 𝑒𝛼+𝜌+𝛽𝑥
 

e is Euler’s constant, ,  and  are parameters, and x is a variable. 

3.6.3 Classification systems 
In general, insurers and reinsurers will have a set of risk categories to which they will allocate 

an individual. Typically this will include one or two ‘tobacco’ classes for smokers, a ‘standard’ 

risk, and two or three additional low risk categories such as ‘preferred’, ‘super-preferred’, and 

‘super-preferred-plus’ for those deemed to be at particularly low risk. 

The classification systems tend to be ‘knock-out’ in that all policyholders enter the 

classification algorithm in the most optimistic category (often referred to as  ‘super-preferred-

plus’), and then risk factor values are serially compared to inclusion criteria for the categories. 

If there are any violations, the policyholder is knocked into the next, less optimistic, category 

where the risk factors are compared to the criteria for that category and so on. This method is 

still widely used and is under continuing development.(151) 

These classification systems are similar to expert systems in that they apply logical rules to the 

data to give categorical risk classifications. However, to date, they have largely been applied 

manually rather than by computer. 

3.6.3.1 Numerical methods 

In 1909, the New York Life Company developed a methodology for classifying risk in 

policyholders using scoring systems based on various risk factors.(140)(152) This was initially 

focussed on body build metrics like height and weight, but has expanded over the years to 

include various other risk factors.(151)  The final score after summing across all the risk factors 

is used to allocate the risk categories.  The methodology is still widely used and is increasingly 

sophisticated.(153) This is a mixed probabilistic and expert system, in that logical rule sets that 
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have been probabilistically determined are applied to generate categorical probabilistic 

estimates. 

3.6.4 Mortality trend forecasting 
For the calculation of liabilities in pension funds, there is a keen interest in mortality trends. In 

the medical domain, mortality modelling is often more focussed on discrimination of risk in a 

population: being able to rank individuals in terms of risk. For the pensions industry, striving 

for precision in the prediction of expected life-times is key to ensuring appropriate reserving of 

funds to see individual pensioners through retirement with  financial security. 

Two important developments in recent years have emerged that help forecast trends. The first 

is the use of penalised splines.(154) This is a smoothing methodology that fits a set of evenly-

spaced, overlapping bell-shaped spline curves to data. The field being smoothed is divided into 

segments, and within each segment the curve or surface is given by a weighted sum of the 

overlapping splines. These weights also enable  forecasts to be made.(155) The splines are 

fitted using a penalised form of maximum-likelihood methods, where the penalty function 

stiffens the smoothed curve to reduce the variability and avoid the problem of over-fitting. 

In 1992, Lee and Carter published a time-series model of forecast mortality in the US 

population that now bears their name. The Lee-Carter model is a stochastic model that makes 

forecasts of future mortality based on historical trends, with measures of uncertainty. The Lee-

Carter model is described in more detail in section 0 as one of the methodological case 

studies.(156) 
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Chapter 4 Methodological case studies 
This chapter describes some existing or historical models as a means for exploring some of the 

more important methods that have been used in the past for mortality modelling. 

4.1 The Framingham Heart Study 
The Framingham models of cardiovascular disease risk are probably the most widely used 

predictive models in medicine. (157)  These are a set of models fitted to the Framingham Heart 

Study data that are derived from a longitudinal study of subjects followed up since 1948. The 

first phase of the study recruited 5,209 subjects between the ages of 30 and 62 years from the 

town of Framingham, Massachusetts.(158) The subjects have been recalled every two years 

with details of their medical history, physical examination findings, and laboratory tests being 

recorded. In 1971, another 5,124 people were recruited from the adult children of the original 

participants and their spouses. In 1994, another 506 subjects were recruited from various 

ethnic minorities in the town to achieve a more representative sample structure. In 2002, 

another 4,095 subjects were recruited from the grandchildren of the original cohort, and in 

2003, another 410 subjects from ethnic minorities were added to keep the sample in step with 

the changing demographics of the town. 

A number of models have been fitted to the Framingham data both by the Framingham 

researchers and others who have been lucky enough to get access to the data.(159) I will not 

address them all, but will select important examples to illustrate methodological approaches.  

The first model to appear was a logistic regression model that was published in 1976 and was 

fitted to the data from the original cohort.(126) The independent risk factors identified and 

included in the model were: age; systolic blood pressure (SBP); cigarette smoking; left 

ventricular hypertrophy (identified on an electrocardiogram [LVH]); glucose intolerance; and 

the serum total cholesterol; with an interaction with age. Five models were fitted for the 

following disease groups: coronary heart disease (CHD); ‘brain infarction’ (ischaemic stroke); 

intermittent claudication; hypertensive heart failure; and total cardiovascular disease (CVD). 

The coefficients for the risk of suffering a cardiovascular event in 8 years are shown in Table 

4-1 . 
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Table 4-1 Regression coefficients for the risk of suffering any cardiovascular event in 

8 years for the first Framingham logistic regression model (1976). (126) 

 Coefficients 

Variable Men Women 

Age (years) 0.3743307 0.2665693 

Age2 -0.0021165 -0.0012655 

Serum cholesterol (mg/dL) 0.0258102 0.0160593 

Systolic blood pressure (mm Hg) 0.0156953 0.0144265 

Cigarette smoking* 0.5583013 0.0395348 

LVH by ECG 1.0529656 0.8745090 

Glucose intolerance* 0.6020336 0.6821258 

Cholesterol * age -0.0003619 -0.0002157 

Intercept -19.7709560 -16.4598427 

‘*’ ~ Yes =1, no =0        ECG = electrocardiogram     LVH = left ventricular hypertrophy 

 

4.1.1 Logistic regression model 
Logistic regression can be used to fit risks of death at a specific time point according to the 

state of a series of independent predictor variables. Logistic regression is widely used, partly 

because the logit link function f(Y) restricts the predicted risk to between 0 and 1. The logit 

function refers to the natural logarithm of the odds. One disadvantage is that the predicted 

risk is confined to survival status at a particular time-point. If we are only interested in survival 

at a particular time-point, such as 10 years, or if we can use this as a metric of ranking of risk, 

then this is satisfactory. However, if we are interested in survival at different time-points, and 

how risk changes over time, then logistic regression models are inadequate.  This weakness 

can be partly overcome by segmenting a time period and using a series of fitted models, or by 

taking a time-to-event approach.(160)(109) 
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The form of the logistic model is given in equation 4-1, and the corresponding probability 

function is in equation 4-2. 

 𝑙𝑜𝑔𝑖𝑡(𝑝) = ln (
𝑝

1 − 𝑝
) = 𝛽0+𝛽1. 𝑥1 +𝛽2. 𝑥2 … +𝛽𝑛. 𝑥𝑛 = 𝑙 

where: 

𝑝 =the probability of the event 

𝑙 = a linear predictor 

i=the coefficient for the ith risk factor (ln(odds ratio)) 

0= the intercept for the linear predictor 

xi = the value of the ith risk factor. 

4-1 

 

 

𝑝 =
1

1 + 𝑒−𝑙
 

where: 

𝑝 =the probability of the event 

𝑙 = a linear predictor. 

4-2 

 

Logistic regression is one of a family of statistical models called generalised linear models.  

4.1.2 Generalised linear models 
Generalised linear models (GLMs) are a family of models of the form shown in equation 

4-3.(161)(105) They were first described by Nelder and Wedderburn in 1972.(105) 
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𝑓(𝑌) = 𝛼 + 𝐵. 𝑋 

where: 

Y = the dependent random variable 

B = a set of coefficients {𝛽1, 𝛽2, … , 𝛽𝑛} 

X = a set of independent (predictor) variables {𝑥1, 𝑥2, … 𝑥𝑛} 

 = an intercept constant 

𝑓 = a link function that transforms Y so that it has a linear 

relationship to X. 

4-3 

 

GLMs consist of three parts: the random part (the distribution of the random variable Y also 

known as the dependent variable); the linear predictor (‘B.X’ in equation 4-3); and the link 

function (‘f’ in equation 4-3). 

Many familiar model types are kinds of GLM, including logistic regression, Poisson regression, 

probit models and simple multiple linear regression. In Poisson regression, the link function (f 

in equation 4-3) is the natural logarithm, and in the probit model it is the inverse cumulative 

standard normal distribution function (conventionally referred to as ). Here I have only 

described one GLM type in detail, in section 4.1.1: the logistic regression model, as it is the 

most widely used of the GLMs. 

4.1.3 Weibull accelerated failure time models. 
In 1991, a series of semi-parametric models were fitted to the Framingham data spanning the 

years from 1968 to 1975 with 12 years of follow-up.(157) These took the form of a modified 

version of the Weibull accelerated failure time (AFT) model.(162)(159)(163)   In addition to the 

regression equations themselves, a points-scoring system based on the equations was also 

published as an easier way for them to be implemented in clinical practice.(157)   

4.1.4 Simple Weibull models 
The Weibull survival function is shown in equation 4-4.   
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𝑆(𝑡) = 𝑒−𝜆𝑡𝑝
 

where: 

𝑆(𝑡) = the survival at time t 

 = a parameter that can be substituted by regression 

coefficients  ∑ 𝛽𝑖𝑥𝑖 

p = a shape parameter. 

4-4 

 

An example of a simple Weibull model is the SCORE project “Weibull proportional hazard 

model”.(164) In this model, a baseline survival S0(age) for a person aged 20 or more was 

calculated by setting the variable t at time zero in equation 4-4 to the age in years minus 20. To 

calculate the 10-year risk, the baseline survival was calculated using a value of t as the age in 

years minus 10 years. The survival at time 0 and at 10 years was adjusted according to 

evidence using equation 

 

𝑆(𝑎𝑔𝑒) = 𝑆0(𝑎𝑔𝑒)∑ 𝛽𝑖𝑥𝑖 

where: 

𝑆(𝑎𝑔𝑒) = the survival at a given age 

𝑆0(𝑎𝑔𝑒) = the baseline survival at a given age 

𝛽𝑖 = a coefficient to apply to risk fact 𝑥𝑖 

𝑥𝑖 = the ith risk factor. 

4-5 

 

The probability of experiencing a cardiovascular event is then S(age+10)-S(age). 

4.1.5 Accelerated failure time models 
In accelerated failure time (AFT) models, the impact of the risk factors is considered to be 

proportional to the time to failure, event, or death, rather than being proportional to the 

hazard for that outcome itself. The general form is shown in equation 4-6. (165)The use of the 

exponential guarantees that the acceleration factor will always be a positive number. 



57 
 

 

𝑆(𝑡) = 𝑆0(𝛾. 𝑡) 

where: 

S0 = the unmodified survival function in the base case 

S(t) = the modified survival function in light of risk factors 

 = the acceleration factor = e

 = some factor fitted from data. 

4-6 

 

A simplistic and more familiar way of thinking about AFT models is ‘dog years’. We are familiar 

with the saying that there are 7 human years for every dog year. This is an AFT model with a  

= 7. This method can be of use when modelling changes in the rate of ageing, as opposed to 

modifications of risk factors for death from disease. This is of value if we want to make some 

assessment of the impact of potential advances in medicine that affect the rate of ageing as 

opposed to simply reducing death from disease. 

In the Cox proportional hazards (CPH) model (see section 4.1.7), the baseline distribution of 

force of mortality was separated out from the scaling component of the model. In AFT models, 

the scaling factor is embedded within the distribution function and so they are strictly 

parametric models. That is to say, the risk distribution is, in part, a function of the acceleration 

factor. 

AFT models are useful for modelling variability in the rate of ageing as a process, but less 

useful for modelling more conventional risk factors that scale the magnitude of risk at a 

particular time rather than scale the rate of ageing. The function describing the S0 in equation 

4-6 is not necessarily linear on the standard or the log scale, particularly for specific causes of 

death. Risk factors for particular diseases may not only relate to acceleration or retarding of 

the rate of a process such as ageing. Conventional models will scale risk along the y-axis, but 

the AFT models work by stretching the risk or survival curve along the x-axis. This may make 

them useful in the modelling of interventions that affect ageing rather than adjusting mortality 

rates or risk factors. 

The risk of CVD death in women relates strongly to the timing of the menopause. When 

modelling the impact of smoking on the risk of CVD in women, the hazard of death could be 

expected to be scaled by the presence of smoking as a habit, but there is no reason to suspect 

that the timing of the menopause would be significantly altered by smoking. Simply rescaling 

the distribution of CVD risk with age would be erroneous, as it would imply a shift in the timing 
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of the menopause and therefore a shift in the elbow in the risk of CVD that occurs with the 

menopause.  

Another example relates to the so-called ‘accident hump’.(146) The risk of dying from 

accidents impacts particularly between the ages of 15 and 40 years, with a resulting ‘hump’ in 

mortality rates that disrupts the accuracy of mortality models such as Gompertz.(166) Risk 

factors that affect the risk of accidents, such as alcohol consumption or a risk-taking 

personality, will scale the risk within the time zone of the hump, but should not be expected to 

shift it. 

4.1.6 The modified Weibull AFT model 
A description of the construction of the modified Weibull AFT model is given in a paper by 

Odell in 1994.(163) The structure of the model is described below in equations 4-7 to 4-10. 

 

𝑝 = 1 − 𝑒−𝑒𝑢
 

where: 

p = the probability of the CVD event of interest 

u = a calculated parameter using the time horizon and risk 

factor values. 

4-7 

 

 

𝑢 =
ln(𝑡) − 𝜇

𝜎
 

where: 

u = a calculated parameter using the time horizon and risk 

factor values 

t = the number of years in the time horizon (4 to 12 years) =a 

coefficient calculated from the risk factors 

=the dispersion parameter. 

4-8 

 

 

 

𝜎 = 𝑒𝜃0+𝜃1.𝜇 

where: 

0 and 1 = constants 

=a coefficient calculated from the risk factors. 

4-9 
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𝜇 = 𝛽0 + 𝛽1. 𝑥1 + 𝛽2. 𝑥1 + ⋯ 𝛽𝑛. 𝑥𝑛 

where: 

I = a set of i coefficients that modify the risk factor 

values(162)(Table 1) 

xi = a set of risk factors  

xi = {gender (m=1),  ln(age), ln(age)2, ln(age)*female, 

ln(age)2*female, ln(SBP), Smoking status (smoker=1), 

ln(TC/HDL), Diabetes, diabetes*female, LVH, LVH*male} . 

 

SBP=systolic blood pressure, TC=total cholesterol, HDL= high density 

lipoprotein, LVH=left ventricular hypertrophy. 

4-10 

 

This Framingham model is of interest partly because it is one of the most successful clinical 

applications of a risk predictor in medicine, and partly because of the way it uses a ‘time to 

failure’ approach rather than a calculation of a point probability at a specific time. The 

probability of CVD can be calculated for any time interval from 4 to 12 years. Another 

advantage to this set of equations is that there are a variety of events included, such as the risk 

of any CHD event, the risk of a fatal CHD event, and the risk of fatal and non-fatal CVD. 

4.1.7 Cox proportional hazards models 
In 1989, a Cox proportional hazards model (CPH) was fitted to the Framingham data to 

investigate the impact of a parental history of CHD death on the risks of early (< age 60 years) 

or late( >= age 60 years) coronary heart disease in the offspring.(167) Death due to CHD in a 

parent increased the risk of CHD in the child by 30%, independently of the other risk factors in 

the model, including SBP, age, sex, TC, the number of cigarettes smoked per day, LVH, glucose 

intolerance, the Metropolitan relative weight2, and the age of death of the parents.  

In 2001, another CPH model was fitted to the Framingham data for subjects aged 30-74 years 

who were free of CHD in the 1972-1974 review. The new models were generated in response 

to concerns that the existing 1991 equations were poorly calibrated for different sub-

populations in the US, particularly ethnic minorities.  The structure of the new CPH model was 

                                                           
2 The Metropolitan Relative Weight was an age- and gender-adjusted measure of build based on the 
ratio of the weight to an age-gender-height-based ideal taken from tables produced by the Metropolitan 
Life Insurance Company in 1959.(168)  
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modified to improve the transportability of the model. Before examining this recalibration 

method in more detail, I will outline the general form of a CPH below. 

The CPH model refined regression methods and introduced the concept of a baseline hazard 

rate (force of mortality) that is adjusted by  independent predictor variables.(104)  This has the 

advantage of being able to project survival over a period of time as a continuous variable, and 

is independent of the distribution of the baseline hazard. CPH models are thus sometimes 

referred to as ‘semi-parametric’.(165) There is not necessarily any assumption about the 

distribution of the baseline hazard. It may follow some recognised distribution, or may be 

complex and statistically undefined. 

The basic formulation is shown in 4-11. The equation is in two parts, the baseline hazard 

(h0(t)), which represents the expected force of mortality when all risk factors are absent or 

optimal, and the exponential part, (𝑒∑ 𝛽𝑖𝑋𝑖
𝑛
𝑖=1 ), where risk factor values are transformed to a 

multiplier of the baseline hazard.  

 

ℎ(𝑡, 𝑋) = ℎ0(𝑡). 𝑒∑ 𝛽𝑖𝑥𝑖
𝑛
𝑖=1  

where: 

h =  hazard rate or force of mortality 

h0 = hazard with optimal risk factors 

t = time 

X= a set of n risk factor values {x1, x2,…, xi,.., xn} 

i= the log-hazard ratio for a risk factor i. 

4-11 

 

In a perfect world, where all risk factors that influence mortality rates independently are 

known and included in the model, then the baseline hazard would represent a fundamental 

biological constant relating the risk of death to time. However, we lack sufficient knowledge to 

have an exponential element to the model that perfectly describes mortality. Consequently, 

the baseline hazard includes the impact of all those risk factors which we were unable to 

measure or were uninterested in, and therefore omitted from the model. The baseline hazard 

will vary from one context to another, such as different countries, or different sub-populations. 

Even under the assumption of complete knowledge about risk factors, it would be erroneous 

to imagine that all humans would have the same fundamental baseline hazard function. The 

distribution of the baseline hazard may vary according to genetic, geographical or other factors 

in ways that cannot be represented by a proportional hazard in the exponential component.  
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4.1.8 Recalibration methods 
The method used by D’Agostino et al. in the 2001 Framingham CPH model was based on a 

hazard ratio modification of the CPH.(165)  The baseline risks are adjusted to match those of 

the population of interest, and the hazard ratios are recalibrated against the prevalences and 

mean values of continuous variables in the population of interest.(169) Instead of using a 

baseline hazard for complete non-exposure, the population-average hazard is used, and the 

average risk factor values are subtracted from the individual values as shown in equation 4-12. 

This references an individual’s risk to a population average. To transport the equation to a new 

population, all that is required is that the average hazard and risk factor values for the 

population are substituted.  

 

ln(ℎ′) = ∑ 𝛽𝑖. (𝑥𝑖

𝑛

𝑖=1

− 𝑥�̅�) 

where: 

ln(ℎ′) the log of the hazard ratio to be applied to the 

population hazard

i = the log of the hazard ratio for the ith risk factor 

xi = the value of the ith risk factor in an individual 

𝑥�̅� = the mean value for the ith risk factor. 

4-12 

 

The attraction of this method is that the resulting hazard ratio is always positive, irrespective 

of whether the individual’s risk factor value is greater or less than the mean. Another 

advantage is that the model auto-calibrates according to known characteristics in the 

population that are measureable contemporaneously, and does not require refitting according 

to accumulated mortality over a period of time. This data may only be available in the future, if 

it is ever available at all. However, it also generates an exponential relationship between the 

hazard ratio and the risk factor value, which is not necessarily an accurate reflection of the 

true relationship for all risk factors. This method has been widely used over the past decade in 

the development of calibratable cardiovascular disease models.(169)(170) 

Alternative methods for recalibration include treatment effects models, where an additional 

recalibration factor with an associated  coefficient is added to indicate membership of a 

particular treatment population. In this case the shift in hazard is proportional across the 

spectrum of values for the risk factors. This is equivalent to adding a multiplier to the baseline 
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hazard value. Another potential disadvantage is that a different factor has to be derived for 

every population in which the model is used. 

Another recalibration method is to use a different baseline hazard function. This need not 

necessarily follow the same distribution as the original equation, but would still require fitting 

to data for each and every population, and this data may not be available. 

Janssen et al. outlined a method for recalibrating logistic regression models with an illustration 

using a predictor of post-operative pain developed in the Academic Medical Center in 

Amsterdam.(171) This recalibration method led to more precise absolute estimates of the 

post-operative pain risk. However, they also explored the impact of the recalibration on 

discrimination as measured by the area under the curve (AUC) of the receiver operating 

characteristic curve (ROC), and found no improvement. This is not a surprising result, as the 

ability to discriminate is independent of the absolute value of the metric. The discrimination 

depends on the ordering or ranking of the risk by the model, and not the absolute values. The 

recalibration would only change the absolute estimates, and not the ordering of risk in a 

dataset. 

To recalibrate a logistic regression model, the intercept of the linear predictor needs to be 

shifted to match the local population. This can be achieved by adding a correction factor 

calculated using equation 4-13 to the intercept (0) as in equation 4-13. 

 

𝐶 = 𝑙𝑛 (

𝐼
1 − 𝐼

𝑅
1 − 𝑅

) 

where: 

𝐶 = the correction factor to be added to the intercept 0 

𝐼  = the incidence rate observed in the validation set – the population to 

be calibrated to 

𝑅 = the predicted risk from the un-calibrated model. 

4-13 

The type of recalibration selected would depend on the modelling framework chosen. As 

discussed later, a hazards model is constructed and a method similar to the recalibration of 

CPH models is used. However, as discussed later, this method results in a distortion of the 

hazard ratios calculated across a population, and a novel method will be described later in  

Part 3.Chapter 9. 
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4.1.9 Conclusion 
The Framingham models are probably the most successful predictive models in medicine 

globally. The 1991 Weibull AFT versions were popularised in the mid-1990s and became an 

established component in guidelines for the treatment of cardiovascular disease around the 

world. The success was partly dependent on the timing of their arrival coinciding with the 

penetration of cheap computing power, but also the 1991 versions of the equations captured 

the popularly used risk factors of the time, making them more useful and applicable in clinical 

practice. 
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4.2 PROCAM 
The Prospective Cardiovascular Munster Study, which collected data from 5,389 men aged 35 

to 65 years from Munster, Germany, has given rise to a number of cardiovascular risk models. 

One study compared different models, including Cox proportional hazards models, related 

scoring systems, and two artificial neural networks (ANNs).(172)(173)(174) I will use this 

example to introduce the concept of ANNs in risk classification. 

4.2.1 Basic artificial neural network structure 
The basic structure of an ANN is shown in Figure 4-1. This form is known as a multi-layer 

perceptron (MLP), and consists of three layers: an input layer, where each node Xi corresponds 

to a risk factor xi; an output layer, where each node Oi corresponds to some output 

classification; and a hidden layer of nodes. Each node in the input layer is connected to each 

node in the hidden layer with some influence weighting  wi,h, and each node in the hidden 

layer is directionally connected to each node in the output layer with some weighting wh,o. The 

state of the nodes and the weighting of the connection influence the state of the nodes in the 

adjacent layer in a non-linear fashion. If the weighted sum of the inputs crosses some 

threshold, then the state of the influenced node changes. The inclusion of the hidden layer 

makes it possible for the network to learn from training with a series of examples.  

 
Figure 4-1 Showing the structure of a multilayer perceptron, artificial neural network.  

In a probabilistic neural network (PNN) there are two hidden layers: the pattern layer, with the 

number of nodes matching the input parameters; and the summation layer, with a smaller 

number of nodes feeding the output layer. The structure of a PNN is very similar to a Bayesian 

network, and the associated analytic methods of training are much faster than the heuristic 

back-propagation algorithm that is used in MLPs.(175) 
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ANNs are classifiers, in that they result in categorical outputs rather than continuous 

probability values. However, by using segmented risks for the categories such as deciles or 

quintiles, useful stratification of risk can be achieved. 

4.2.2 PROCAM neural network comparison with logistic 

regression 
Two neural networks were fitted and tested on the PROCAM data using internal cross-

validation, one using a multi-layered perceptron (MLP) and the other using a probabilistic 

neural network (PNN).  

The area under the curve (AUC) for the receiver operating characteristic curve (ROC) was 0.9 

for the MLP and 0.87 for the PNN. Both outperformed a fitted logistic-regression model which 

had an AUC of 0.84.  

 

An interesting feature of the paper on neural networks was that they evaluated the PLM 

compared to the logistic regression model in terms of the net benefit. They estimated that 

using the PLM to decide on whether to intervene with statins increased the reduction in 

coronary events from 15% to 25% in comparison to the logistic regression model. 

A similar study ,evaluating logistic functions, MLP ANNs and decision trees, found that logistic 

functions and ANNs had similar performance when measuring discrimination using ROC 

curves.(177)   

Another comparison of ANNs and LR models, this time in stroke patients, suggested that LR 

models performed well where the modelled outcome had a linear relationship to predictors, 

but that ANNs performed better where there were complex, non-linear relationships.(178)  

This might be expected, as the large number of inter-node connections in an ANN compared to 

LR models increases the number of degrees of freedom in the model, enabling more complex 

curves to be fitted. The down-side is that ANNs are therefore also more vulnerable to over-

fitting. 

Over-fitting describes the tendency for some model types with a large number of degrees of 

freedom, such as ANNs, to  incorporate artefact or random noise from the training data set 

into the predictive modelling structure.(179) It is a common problem in the use of artificial 

neural networks, and I was unable to identify publications where the PROCAM ANNs were 
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tested using external data sets.(176) It is therefore uncertain how the ANNs would perform 

outside of the training set of data. 

4.2.3 Conclusion 
The PROCAM model is of interest as it has fitted regression models and trained ANNS to the 

data and made a comparison of their performance on cross-validation.  However, a 

fundamental weakness of ANNs that limit their uptake is that they are hard to disseminate. 

The information in the model is difficult to publish as the model consists of a series of nodes 

and connections with a large number of weightings to connections. The large number of 

degrees of freedom in the structure of the model contribute to the tendency to overfit to data, 

and the resulting data is voluminous, does not make intuitive sense and is therefore rarely 

published. Regression equations on the other hand are easily and often published which 

facilitates uptake. 
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4.3 Patient Orientated Simulation Technique 
A requirement of the model that is the subject of this thesis is that it should be able to 

simulate interventions such as treatments. Here I will discuss an example of a coronary heart 

disease treatment model developed using the Patient Orientated Simulation Technique 

(POST). POST is a toolkit for developing healthcare-based discrete event simulations, and it has 

been applied to a number of problems such as the impact of screening for diabetic 

retinopathy,(83) (180) and screening for Helicobacter pylori,(85)  in addition to coronary heart 

disease treatment simulation. 

4.3.1  Discrete event simulation 
In discrete event simulation (DES) the modelling process does not proceed in discrete time 

steps as is usually the case in Markov models. Instead, a probability distribution for an event 

occurring over time is determined, and a random time to event is selected using this 

distribution. A number of parallel possible events are modelled and the random number 

generation is used to determine which event occurs first, in a particular simulation. The 

modelling process then leaps to this time point and the cycle is repeated to determine the next 

event, and so on.(181) In this example, a Gompertz equation (equation 4-14) is used to sample 

coronary heart disease events. 

 

 

ℎ𝑡 = 𝐵1. 𝐵2. 𝐵3. 𝑒𝑎𝑡+𝑏 

where: 

ht = the hazard rate for coronary heart disease events 

B1, B2, B3 = the hazard ratios from vessel disease, prior history 

and interventions 

eat+b
 = the hazard rate for coronary heart disease events in 

subjects with one- or two-vessel disease at time t 

a = the slope of increasing hazard with the time t that has 

passed. 

4-14 

 

DES can be efficient in comparison to discrete time-step Markov chain Monte Carlo (MCMC) 

models, and are useful where there is non-linearity in outcomes with input parameters.(120) 

Because time is treated as a continuous variable, as opposed to discrete time-steps as in 

MCMC, there may be greater flexibility and efficiency in DES modelling than MCMC. This may 
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be offset by the more complex and lengthy development process which must determine 

longitudinal risk functions for each possible outcome and interim event.(179)   

One advantage of DES models is that they can include a great deal of complexity, far more 

than pure mathematical or statistical models could accommodate functionally. Figure 4-2 

shows the flowchart that controls the passage of individuals through the simulation.(182) DES 

can also constrain variables such as resource use to reflect real world circumstances.   

 
Figure 4-2 The flowchart for the pathways in the coronary heart disease treatment 

discrete event simulation model by Cooper et al. (182) Reproduced with permission. 

GP= general practitioner, MI=myocardial infarction, CHD=coronary heart disease, 

WL=waiting list. 

 

4.3.2 The simulation process in the POST CHD treatment 

model 
Simulated individuals enter the model with stable angina, unstable angina, or a myocardial 

infarct (MI). Sampling of probability distributions at each point determines when and how the 

individual progresses from the cell. If there is more than one exit arrow from a cell, then more 

than one sampling distribution is needed and the sampled event that occurred first is the one 

chosen. For every cell, a sampling distribution for non-coronary heart death is applied in 

addition to the others represented in the graphical model. If all the randomly-sampled time for 
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events occurs after the age of 85, the individual exits the model. It can be seen how a DES may 

be more efficient than Markov simulation in this example. In a discrete-time Markov model, 

simulation would usually occur in annual steps, and an individual might occupy one of these 

cells for many years, resulting in a large number of simulation steps. With DES, however, the 

potential duration of occupancy does not affect the number of simulations. This will always be 

the same for each cell occupied. 

The data for parameterisation of the CHD treatment model came from the Office for National 

Statistics, and an epidemiological study carried out in Bromley.(182) A simulation for 1994 in 

England was compared with the data from the Health Survey for England prevalence of 

coronary heart disease, and the authors felt the results were reasonably accurate. The model 

underestimates the prevalence of angina by 1% in men and 20% in women in comparison to 

the HSE 1994 data. 

Unlike most DES simulation systems, POST allows an individual to have more than one future 

in a model which allows them to take part in more than one event at a time. So, for example, 

an individual occupying the cell for treatment of unstable angina may pursue a future in 

outpatient investigations, but this may be interrupted by a coronary heart disease death. 

The individuals are allocated to one of four age bands: 45-54; 55-64; 65-74; and 75-84 years, 

and are also allocated a gender, so the number of free parameters is 8 for each probability 

distribution. A simulation of a representative population of 250,000 people was carried out 

over a 10 year period in order to explore the impacts of increasing the availability of 

revascularisation procedures. Increasing the number of angiograms by approximately 50%, and 

almost doubling the number of bypass grafts and angioplasties, resulted in a reduction of CHD 

deaths from 1423 to 1404, and the prevention of two non-fatal MIs out of 1,622. 

4.3.3 Conclusion 
POST is probably the DES modelling tool that has been most widely used in the healthcare 

domain until now. DES models can be efficient where there is good data about forward 

projections of probability distributions for the key parameters in the model in comparison to 

discrete time step models, though this data is often not available. The software development 

was partly funded by the Department of Health and was widely used, though in recent years 

the citation frequency has declined, probably as competing simulation software becomes more 

accessible. Lee-Carter model 
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The Lee-Carter model was first applied to forecasting mortality rates in the USA.(156) The form 

of the model fitted to historical data covering the ages X and years T is in equation 4-15. 

 

ln(𝑚𝑥,𝑡) = 𝛼𝑥 + 𝛽𝑥𝑘𝑡 + 휀𝑥,𝑡 

where: 

ln(𝑚𝑥,𝑡) = the log of the central mortality at age x and calendar year t 

𝛼𝑥 = a vector of age-dependent constants reflecting the age dependent 

average mortality over time 

𝛽𝑥 = a vector of age dependent constants reflecting the relative rate of 

mortality improvement. 

kt = a time-dependent index of mortality. 

휀𝑥,𝑡 = a normally-distributed random number with a mean of 0. 

4-15 

Stochastic forward projections are made by fitting a time series model to the parameter kt. Lee 

and Carter used a random walk with drift as in equation 4-16. 

 

𝑘𝑡 = 𝑘𝑡−1 + 𝑑 + 휀𝑡 

where: 

𝑘𝑡  = the time-dependent index of mortality 

d = a drift parameter 

휀𝑡 = a normally distributed random number with a mean of 0. 



4-16 

As an example shown in Figure 4-3, I have calculated a Lee-Carter projection with a fan 

covering the 80th percentile prediction interval. The model was fitted to data from England and 

Wales taken from the Human Mortality Database up to 2009. A forecast using an 

autoregressive integrated moving average (ARIMA) model for Kt was then made to 2059. 
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Figure 4-3 Log mortality rates in England and Wales from 1980 to 2005, with a Lee-

Carter forecast and  fan-chart from 2009 to 2059. Fitted using the demography 

package in R.(183) 

 

4.3.4 Time series models 
Lee-Carter models are time series models. There are a variety of them, but there is a family of 

stochastic time series models that are of particular interest: the autoregressive integrated 

moving average (ARIMA) models.(184) There are three parts to this family of models, first 

described by Box and Jenkins in 1970, and various combinations of the three may be of 

use.(185)  The Kt parameter for mortality in Lee Carter models are often defined using ARIMA 

models. 

The first part is the autoregressive model (AR). Many time series data display cyclical or 

seasonal characteristics over time. For example, mortality rates vary with the season, with a 

larger number of deaths in winter. Also, annual mortality tends to auto-correlate, with a high 

mortality rate in one year being followed by a low mortality rate the next,(186)  and many 

infectious disease incidence rates follow a cyclical pattern.(187) We can define a regression 

function to display this cyclical trend with random noise overlain, as in equation 4-17. 
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𝑋𝑡 = 𝑐 + Φ1𝑋𝑡−1 + Φ2𝑋𝑡−2, … + Φ𝑝𝑋𝑡−𝑝 + 휀𝑡 

where: 

Xt = time series data 

c = a constant as an intercept 

Φ𝑖 = the ith parameter in a series of p parameters 

t = normally distributed random noise with a mean of 0.

4-17 

 

If we are modelling the probability of an event in a population, such as dying from influenza, 

then we would calculate the risk this year (Xt) from the risk last year (Xt-1) multiplied by its 

parameter t-1, and the risk from the year before that (Xt-2) multiplied by its parameter t-2, and 

so on. As each year passes, last year’s risk is updated by shifting, Xt-1 to Xt-2, but the parameters 

() remain the same. It is this that successfully reproduces the cyclical nature of the modelled 

phenomenon. 

The second part of an ARIMA model is the moving average (MA) function, which describes 

random noise in the time series data.  Using the MA model allows us to generate random 

fluctuations around a stationary mean value, with each value being partly dependent on ‘q’ 

previous values.   

The moving average function can be described as in equation 4-18. 

 

𝑋𝑡 = 𝜇 + 휀𝑡 + θ1휀𝑡−1 + θ2휀𝑡−2, … θ𝑞휀𝑡−𝑞 

where: 

Xt = time series data 

 = the mean of the time series data 

I = the ith parameter in a series of q parameters 

t = normally-distributed random noise with a mean of 0 at time 

t. 

4-18 

 

Seasonal time series data will have cyclical variation with time, but the underlying trend may 

be stationary, with no underlying change in the average value over time spans much larger 

than the periodicity of the data. However, in some time series data there is an obvious trend. 

For example, there is currently a trend for mortality in the UK to fall over time.  
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Where we want to reproduce time series data with a varying seasonal component and with 

random noise, but no underlying trend, then these two models can be combined to give an 

autoregressive moving average model (ARMA) as in equation 4-19. 

 

𝑋𝑡 = 𝜇 + 휀𝑡 + ∑ Φ𝑖. 𝑋𝑖

𝑖=𝑡−1

𝑖=𝑡−𝑝
+ ∑ θ𝑗. 휀𝑗

𝑗=𝑡−𝑡−1

𝑗=𝑡−𝑞
 

where: 

Xt = time series data 

= a constant as an intercept 

i = the ith parameter in a series of p parameters 

j = the jth parameter in a series of q parameters 

휀 j = a series of q normally-distributed random variables with a mean 

of 0. 

4-19 

 

We can reformulate the ARMA model so that it projects a trend by adding differences in 

observed values from preceding years. A linear trend would be projected by just including the 

last year, but polynomial trends can be introduced by adding the differences from more than 

one year. The number of preceding years included is usually indicated as ‘d’. This is referred to 

as an autoregressive integrated moving average (ARIMA). 

 

𝑋𝑡 = 𝜇 + 휀𝑡 + 𝑋𝑡−1 + ∑ Φ𝑖.. 𝑋𝑖

𝑡−𝑝

𝑖=𝑡−1

− ∑ θ𝑗. 휀𝑗 + ∑ (𝑋𝑘 − 𝑋𝑘−1)
𝑡−𝑑

𝑘=𝑡−1

𝑡−𝑞

𝑗=𝑡−1
 

where: 

Xt = time series data 

 = a constant as an intercept 

i = the ith parameter in a series of p parameters 

j = the jth parameter in a series of q parameters 

휀 j = a series of q normally-distributed random variables with a mean 

of 0. 

4-20 

 

The standard naming of ARIMA models uses the p, d, and q values to indicate the structure. 

For example, an ARIMA[3,1,1] model has a q value of 3 in the AR part, a d value of 1 in the 
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integration (trend) and a p of 1 in the MA part. A random walk with drift of order d and moving 

average of order q would be an ARIMA[0,d,q] model. 

There is a potential for ARIMA models to be useful in projecting forwards evolving or cyclically-

fluctuating variables in models. For example, ageing of risk factors may follow some trend 

describable with ARIMA models, or ‘what-if’ scenarios that include improvements in cancer 

treatments leading to a decreasing trend in cancer mortality could be modelled stochastically.  

Baseline mortality rates can be projected to simulate seasonal variation in mortality rates. 

When building models that cycle with a periodicity that is measured in years, this might be 

useful, such as in Markov modelling with discrete annual time steps, but for seasonal variation 

this would be difficult to model without decreasing the length of the time cycle so that 

seasonal variation could be included. However, with DES models, continuous time is used and 

seasonal variation is easier to include. 

4.3.5 Conclusion 
The Lee-Carter models are a staple of actuarial practice internationally. However, they are 

statistical projections of past trends and therefore not useful for exploring ‘what-if’ scenarios. 

However, they may be particularly useful for dynamic, stochastic ageing sub-models for risk 

factors and important disease processes. 
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4.4 The Coronary Heart Disease Policy Model 
The Coronary Heart Disease Policy Model  that emerged from Harvard in the 1980s is a Markov 

model (described as a state transition model in the literature) of the development and 

treatment of coronary heart disease, used for cost-benefit analysis and public health policy 

development.(80) 

 Discrete step Markov models describe the transition of the phenomenon being modelled 

through a series of states, with updating of the occupancy of the states in a series of sequential 

time steps. The transitions of the states are determined by ‘transition probabilities’. The model 

continues through the time steps until a time limit referred to as a ‘time horizon’ is reached, or 

until all occupied states are ‘absorbing’ (‘sink’ states) where there are no exiting 

transitions.(188) (189) An example of a sink, or absorbing state, would be death. 

The complexity of Markov models can vary considerably from simple one or two time-step 

processes as in Figure 4-4 to very large and complex trees. A key feature of Markov models is 

that the state of the model only depends on a fixed, finite number of previous states.(190) 

When only the last state is used, the process is referred to as ‘first-order’, and the ‘Markov 

assumption’ is often stated by default as a first-order process.(188) 

 
Figure 4-4 A simple Markov model with transition probabilities t x and a sink state 

(Dead). 

For first-order Markov processes it is possible to build very complex structures from simple 

component states and transition probabilities. Component collections of variables and 

transition probabilities can be processed cyclically, with the loop continuing a finite number of 

times or until a particular final state is reached. These are referred to as cycle trees.(189) 

A deterministic Markov model must map out all possible future states and propagate the 

probabilities across the resulting network. A stochastic Markov model will repeatedly map the 

trajectory of the model through a series of states determined by random number generation 

across a large number of simulations, and does not necessarily evaluate every possible model 

state. Stochastic Markov models are particularly useful for complex model structures that 
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would suffer from the “curse of dimensionality” in a deterministic modelling framework (see 

section 6.2.2). 

The discrete time Markov model will proceed in a series of finite steps, such as one year, until 

some limiting time is reached, or all states are transited to so-called ‘sink states’ such as death 

from which there is no escape. 

The overall structure of the Coronary Heart Disease Policy Model is shown in Figure 4-5. 

Simulated persons enter the model aged 35 years and are allocated to those free of CHD and 

those with existing CHD. The time steps are annual, and the demographic-epidemiological (DE) 

sub-model is used to allocate persons free of CHD to one of three categories: death from non-

CHD causes; a new incident case of CHD; or reallocation back to the disease-free state.  If a 

subject is allocated to a new CHD event, the Bridge model is invoked. The Bridge model, 

conducts detailed simulation for 30 days reflecting the increased risks in that period of time, 

and the increased interventions that are applied. After this, the subject is passed to the 

Disease History (DH) sub-model, which proceeds in annual steps. The subject with CHD is 

allocated to one of 12 states according to the type of CHD event experienced, and according to 

what interventions might have occurred that have permanent significance, like coronary artery 

bypass grafting. The states reflect the occurrence of a cardiac arrest or a myocardial infarct 

(MI) as a CHD event in any of three time blocks: the first 30 days; months 2-12; or in 

subsequent years. Coronary artery bypass graft (CABG) status is allocated for months 2-12 or 

in subsequent years, but not in the first 30 days.  
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Figure 4-5 The overall structure of the Coronary Heart Disease Policy Model as 

described in Weinstein 1987.(78) There are three sub-models: the Demographic-

epidemiological (DE) sub-model, which allocates the risks of developing CHD, dying 

from non-CHD cause, or remaining well; the Bridge sub-model, which covers the first 

30 days after diagnosis of CHD; and the disease history sub-model, which allocates 

those with CHD to one of 12 categories according to type of CHD and interventions 

like CABG. 

After calibrating the model so that it was consistent with contemporary rates, a simulation 

from 1980 to 2010 was carried out with an assumption of no improvement in risk factor rates. 

Under this assumption there was a 10% fall in CHD event rates, but a 38% rise in the absolute 

numbers of events, due to the ageing population demographics, with a 50% increase in costs 

of treatment.(80) 

A follow up study in 1997 compared progress with the modelling results and reported that the 

predicted CHD mortality rate in 1990 was within 3% of that observed when improvement 

trends in risk factors were included.(79) However, compared to the analysis with no 

improvement in risk factors, the actual CHD mortality rate was 34% lower in 1990 than 

predicted. The authors estimated that 25% of the reduction in CHD mortality was attributable 

to primary prevention in those free of CHD, 29% was due to secondary prevention in those 

with CHD, and 43% was due to improvements in treatment of existing CHD.(191) 
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4.4.1 Conclusion 
The Coronary Heart Disease Policy Model remains in use in the USA, informing public health 

policy. Markov models are theoretically comprehensible and relatively easy to construct. Other 

advantages include adaptability as new information or knowledge becomes available, and the 

ability to easily incorporate complex intervention or what-if scenarios. This has probably 

contributed to the CHD Policy models extraordinary longevity, spanning more than 30 years of 

publication.(80)(192) 
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4.5 Summary 
 

Markov modelling is a well-developed framework for modelling that enables complexity to be 

accommodated, and allows ‘what-if’ scenarios to be explored, so it was adopted for this 

modelling exercise. 

Discrete event simulation has a number of advantages in that it can be efficient, manage 

continuous time-simulation and handle competing risks well, but it may be difficult to calibrate 

for different populations and it may be more difficult to implement a wide variety of ‘what-if’ 

scenarios. It was therefore not adopted for this modelling exercise.  

Generalised linear modelling is a mature modelling framework that often performs well in 

terms of predictive accuracy. This will be useful for cause-specific mortality sub-modelling and 

will provide a source of independent hazard ratios in multivariate models. 

Cox proportional hazards models have been very successful, and, where the proportional 

hazards assumption is reasonable, can be used in cause-of-death sub-modelling.  

Neural networks may be useful for specific sub-models, but tend to suffer from over-fitting 

and are hence less transportable. Once fitted, they are fast, but are usually inaccessible to 

third parties and so would need to be independently fitted to data. They could be used for 

cause-specific sub-models, but would need to be fitted to data that is relevant to the 

population of interest. 

Simple Bayes models have a long pedigree and sound theoretical basis. However, they suffer 

from the assumption of conditional independence, though they tend to perform well despite 

this.  

Bayesian networks perform better than simple Bayes models, but may be somewhat 

complicated to implement in a mixed-methods model and are likely to be too slow to be 

incorporated into Monte Carlo models carrying out large numbers of simulations. They are 

tolerant of missing data. They may be too slow for the cause-specific sub-models at present, 

but may be useful for improving imputation of missing data. 

Weibull models have been very successful and can be used for cause-of-death sub-models.  
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Accelerated failure time methods offer an alternative framework to hazards modelling and 

can be used for modelling intervention scenarios applied to the process of ageing. For 

example, an AFT could be used for baseline hazards. 

The recalibration methods used in the 2001 Framingham models are interesting and allow a 

simple and convenient method of automatically recalibrating models to different populations 

using commonly available data. However, there are systematic biases introduced with this 

method, and some modification of the method is needed to enable its effective use where 

hazard ratios are high. Modification of this method is explored further later in this thesis for 

application in cause-specific sub-models. 

Cause-of-death models suffer from the identifiability problem, but this is unlikely to lead to 

significant distortion in the modelling where the time steps are short, and when risk factors are 

used as drivers of the model. 

Stochastic modelling can enable estimation of uncertainty, allows more complex modelling, 

and can avoid the effects of the ecological fallacy, so it was adopted for this model. 

For this model, I have built a stochastic, cyclical Markov chain Monte Carlo model with 

substitutable cause-specific sub-models that will allow locally-fitted or more transportable 

models to be adopted. I have developed a modified linear calibration model which will be 

described in Part 3.9.5. 
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Chapter 5 Existing all-cause models 
 In this chapter I will give a more detailed description of the major individualised, cause- and 

risk factor-based mortality models.  The models here have been selected partly on their 

importance as judged by their profile in the literature and their implementation in real-world 

problems, and partly based on the information available.  

5.1 Population Health Model (POHEM) 
The Population Health Model is a Monte Carlo micro-simulation model developed by Statistics 

Canada for modelling the impact of interventions on public health in Canada.(193) POHEM is of 

particular interest as it uses risk factor-based, cause-of-death modelling as the context for 

disease and treatment-specific studies, to ensure proper accounting for competing risks. It also 

uses an interesting mix of modelling methods.  It simulates a collection of individuals 

(representative of the population of interest) and carries out a discrete event simulation in a 

Markov framework – randomly drawing event times from an estimation of event distributions 

over a lifetime, rather than progressing in a series of finite time-steps.  It was developed using 

the Statistics for Canada micro-simulation modelling language ‘ModGen’.  

Subjects are aged over time with development of typical ‘health histories’, change in health 

risk factors and employment.  Competing causes of death to those pertaining to the simulation 

of interest are also modelled, as well as co-morbidities. So, if the simulation is examining the 

impact of tamoxifen on breast cancer mortality, for example, then cardiovascular disease, lung 

disease and other causes of death that may compete with breast cancer are also modelled. 

The time-to-event structure of discrete event analysis accommodates competing causes of 

death without the need for adjustment, as the first event to occur is always selected. 

Another advantage of the micro-simulation /DES structure is that it creates flexibility in the 

order of the Markov process. Instead of a compulsory first-order process (see section 4.4), 

time-to-event risk functions can include historical data of relevance. For example, the risk 

functions can include a history of smoking extending up to 10 years in the past and not just the 

state of smoking in the current year as would happen in a typical first-order Markov process.   

There are other ways of incorporating historical information into a first-order Markov process 

other than those they have utilised in this model. Historical data can be transformed into a 

variable representing a state value. Taking the example of smoking, a continuous variable state 

representing ‘pack-years’ of cigarette consumption with a decay function applied after quitting 
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would preserve the first-order Markov assumption whilst taking account of past history, 

effectively by increasing the number of states to include duration-dependent states.  

The first disease selected for simulation in 1995 was lung cancer. During micro-simulation, if a 

particular subject is selected to experience a lung cancer event, a series of stage-dependent 

Weibull survival functions (see section4.1.4) are used to expose the person to the outcome of 

death.  The costs of treatment connected to the different stages were compiled from the drug 

costs of typical treatment regimes. Using the model, predictions of the mortality and cost 

burden of lung cancer, and the comparative cost per QALY between different treatment 

regimes, could be projected.(193) 

The next disease area modelled was breast cancer. The particular focus was on the impact of 

shortening the duration of hospital stay with an expansion of post-operative support at home, 

and the cost-effectiveness of using tamoxifen to prevent breast cancer in high-risk women.  

The model incorporated the Gail model of breast cancer risk to generate 5-year risks of 

developing breast cancer in women aged 30-70 as a determinant of tamoxifen use (see section 

5.1.1).(194)  Three 5-year risk thresholds were used: 1.66%; 3.32%; and 4.15%.  

Using the model, the researchers determined that a reduction in the duration of hospital stay 

and a shift towards ambulatory care would result in savings of $33 million Canadian dollars, 

and were able to derive estimates of the lifetime costs attributable to breast cancer by stage of 

presentation. The simulation of the use of tamoxifen for prevention in high-risk subjects would 

increase costs and make very little difference to outcomes. Tamoxifen appeared to be of 

benefit only in women with a 5-year risk of more than 3.32%, which represented less than 4% 

of the population. 

5.1.1 The Gail model 
The Gail model, published in 1989, was used as a cause-of-death sub-model within 

POHEM.(194) It was the first probabilistic model for breast cancer, and generated breast 

cancer risks for any time interval from 10 to 30 years. It was central to the initial applications 

of the POHEM model, so it is described in more detail here.  The risk factors were: age at 

menarche (AM); the number of breast biopsies (NBB); age category (AC) (above or below 50 

years); age at first live birth (AFLB); and having a first degree relative with breast cancer (FH). 

Unconditional logistic regression of data from a case-control study of breast cancer (Breast 

Cancer Detection Demonstration Project - BCCDP) was used to generate log-odds ratios for the 

included risk factors with interaction terms between NBB and AC, and between AFLB and FH. 

Relative risks were then extrapolated from the log-odds ratios.  Separate models were fitted 
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for those above and below the age of 50 years, as the risks were proportional by risk factor 

above and below the age of 50 years, but not across it.   

To calculate the absolute risks, the total risk ratio is generated as the product of the risk ratios 

determined by the risk factors and interactions. Absolute risks are then looked up from a table 

given the following factors: initial age; the ‘initial’ relative risk for those under 50 years; a 

follow up period of 10, 20 or 30 years; and a ‘final’ relative risk, should the time period of 

interest take the individual over the age of 50 years.  

Gail models, and the variants that have been fitted to different populations, have tended to be 

well-calibrated on internal validation, with expected to observed ratios of 0.87 to 1.12, but 

poorly discriminatory, with c-statistics (a variant of the AUC) of 0.53 to 0.63 in validation 

studies.(195) 

5.2 Archimedes 
The Archimedes model is probably the most ambitious and developed of the models described 

here. Key to the architecture of the Archimedes model is the concept of ‘object  orientation’.   

Object orientated programming (OOP) is useful in Monte Carlo simulation models, as many 

instances of a class can be generated and manipulated independently without the risk of 

contamination between instances.  I used the OOP approach for the model that is the subject 

of this thesis, with a core class representing a virtual person, and with properties and methods 

defining the current state and behaviours. 

The original Archimedes project was an initiative of the US healthcare provider Kaiser-

Permanente that has now spun-off as an independent company. The aim was to develop a 

model that incorporated medical modelling down to the physiological level, with human 

behaviours and healthcare organisational elements. The initial model was focussed around 

diabetes, but has expanded in scope to include many other causes of illness and 

death.(196)(197) It is intended to inform health care policy decision-making, and supports trial 

simulation for the pharmaceuticals industry. 

There are two parts to the model: the “physiological modelling”; and the “models of care 

process”.(197)  It is an agent-based model in that the individual actors or agents - humans, 

patients or trial subjects - are created as instances of objects, which include attributes and 

methods that enable interaction between objects. At a physiological level, the interactions 

between agents are irrelevant, and it represents a continuous-time Monte Carlo Markov 

model, albeit a very complex one. For health care policy and process management simulation, 
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the agent-based modelling of interactions is relevant, but I will restrict the rest of my 

description here to the physiological modelling. 

In the model, all individuals have a physiology and an organ system. All organs have ‘parts’ and 

‘functions’ that reflect the attributes and methods found in OOP.  The ‘parts’ are the 

components of an organ. For example, the heart has four coronary arteries, heart muscle, 

valves and other components. Even the parts themselves have parts and functions, so a 

coronary artery has multi-layered walls and a lumen, or central channel. The function of the 

coronary artery is conducting the flow of blood to heart muscle. 

The physiology of an individual is characterised by certain features that correspond to various 

tests that might be performed in clinical practice. Examples of features in the physiology 

include blood pressure, bone mineral density, and serum cholesterol levels. All features have 

values at all times during life. So the feature ‘blood pressure’ has numerical values attached to 

it representing the systolic and the diastolic blood pressure. There are three types of feature: 

continuously observable features; intermittently observable features; and unobservable 

features. Continuously observable features include things like rashes that can be easily seen. 

Intermittently observable features might require some testing, like the serum potassium level, 

and unobservable features are only evidenced by outcomes, such as metastatic spread in a 

malignancy.  

All features have a value, and a trajectory which describes the change in the feature over time. 

The unmodified progress of an attribute’s trajectory is referred to as the “natural trajectory”, 

but this may be modified by interventions. Interventions can affect either the value of an 

attribute (or risk factor) or the rate of change – the trajectory of that risk factor.  

As a feature progresses, it may influence the occurrence of ‘events’. Events can be the 

emergence of symptoms or signs, or may be some health event like the development of a 

disease or death. Differential equations are derived to describe the trajectory of attributes, 

and functions that describe the relationship of the risk factors to events. No one structure for 

the functions is enforced, rather, whatever structure best describes the relationship being 

modelled in a particular disease is used. 

The Archimedes model is a stochastic simulation of individuals, and so there is a random 

element applied to the equations used to describe the trajectories of features. When 

constructing the model, dependence between feature trajectories was evaluated and, where 

possible, the set of trajectory functions was revised to eliminate any dependence. Where it 
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was not possible to eliminate dependence between functions, then the feature values were 

selected randomly from a joint distribution. 

Two kinds of evaluation were applied to the Archimedes model.  Firstly, the internal 

consistency of the model was checked by measuring the fit of the derived functions to the 

original data used to generate them.  Secondly, the ability of the model to recreate the 

outcomes of randomised controlled trials was assessed.  The Archimedes diabetes model was 

externally evaluated against 74 trials, and only differed significantly from the observed 

outcome in three of those.(198) The ability of the model to predict the emergence of diabetes 

in the San Antonio Heart study showed an AUC for the ROC curve of 0.82, compared with 0.86 

and 0.87 for two fitted regression models.(199) 

5.3 Future Elderly Model 
The Future Elderly Model (FEM) was developed by the RAND Corporation to improve 

projection of health care costs based on changes in health status, disease and disability in the 

elderly, for the Centers  for Medicare and Medicaid Services (CMS) in the USA.(200) The aim 

was to develop a demographic-economic model that would support the application of ‘what-if’ 

scenarios applied to a population of subjects aged 65 years and over. This model can be used 

to explore the economic impacts of medical breakthroughs or demographic trends. Their 

particular focus was on predicting the cost of pensions and health care. Consequently, they 

were particularly interested in how mortality rates might plausibly change in the future, the 

potential impact of medical innovation, and the changing demographic structure of the 

population.  In order to accommodate the requirement for ‘what-if’ scenario support, a micro-

simulation approach was adopted.  A technical expert panel was convened to identify the most 

likely areas of medical breakthrough and to formulate projection scenarios.  

The model was broken up into three parts: a medical model incorporating the transitions 

between different health states; a model of healthcare costs; and a model of new enrolees 

into the Medicare program which provides healthcare to the elderly in the USA. A 

diagrammatic representation of the FEM is shown in Figure 5-1. 
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Figure 5-1 Outline structure of the future elderly model (FEM). H t is the set of health 

statuses hi ,t in year t, Xt is the set of demographic variables, f i is the function 

determining health status h i, t is a random number (0,1) and c i,t is the cost for health 

status h i in year t, and L is the limiting age. Wt is a weighting for selecting new 65 

year-old subjects. 

 

A ‘discrete-piecewise-linear-hazards model’ was used in the medical model. This was a Markov 

model with absorbing disease states, with transitions being influenced by sets of risk factors. 

For each one-year time cycle, transition probabilities are calculated according to the risk 

factors included in the model. The transition models for a range of causes of death were fitted 

using the Medicare Current Beneficiary Survey data from 1992 to 1998.(201)(200) The FEM is a 

stochastic model. Baseline data on disease prevalence and incidence, and risk factor metrics 

such as smoking and body mass index, were taken from a survey of Medicare beneficiaries, the 

Medicare Current Beneficiary Survey (MCBS). A total of 72,476 subjects were used, and the 

data collected had self-reported items including some risk factors like weight and height.  

The initial sample was taken from the subject in the MCBS survey. The contribution of each 

subject was weighted in a way to make the sample representative of the Medicare portfolio as 

a whole.  As the model progresses through one year time steps and the sample ages, new 

subjects entering retirement are added, using the model of new enrolees. Each new subject is 

sampled from the MCBS and weighted to maintain the demographic profile of the Medicare 
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programme. The healthcare costs were calculated according to health status by attaching costs 

to specific conditions. An annual cost for particular condition was estimated from least squares 

regressions of historical Medicare and total health care reimbursements.  The estimated costs 

for each condition were then recalibrated to reproduce the total Medicare expenditure profile.   

The documentation from RAND asserts the importance of evaluation of the model credibility, 

and there is an implication that at least internal validity checks ensuring model consistency 

were carried out, but I was unable to identify any published evaluation of the 

model.(202)(200)(203) 

In the original analysis from 2004, a total of 32 potential medical breakthroughs were 

identified by the Technical Expert Panel. The results of the micro-simulations are informative 

at a qualitative as well as a quantitative level. Simulation of the provision of a range of services 

and interventions to prevent cardiovascular disease was estimated to result in savings of $328 

billion over 22 years (1998-2020). However, it was also concluded that provision of health care 

services before the age of 65 would also result in significant savings to the Medicare 

programme, as individuals would reach the age of 65 healthier and would generate less 

demand for services. However, some of the savings were offset by increased longevity, and 

therefore a greater duration of pension liability and increased exposure to the costs of health 

care for competing diseases such as cancer.(200) A later analysis published in 2005 was more 

pessimistic, suggesting that it is unlikely that any future innovations  will result in any savings, 

as the reduced costs connected with improvements in health will be offset by the increased 

costs of treatment and the health care costs associated with increased longevity.(203) 

5.4 Chatterjee 
This model was developed for a PhD thesis in actuarial science at Heriot-Watt University by 

Tushar Chatterjee.(204) It was structured as a multi-state stochastic Markov model of death 

from coronary heart disease (CHD), stroke and ‘other’ causes using smoking, hypertension, 

hypercholesterolaemia and body mass index (BMI) as risk factors.  Non-fatal cardiovascular 

events and birth cohort were also included as risk factors. Transition probabilities were 

represented by generalised linear models (see section4.1.2) that were fitted to the 

Framingham Heart Study data and calibrated using the Health Survey for England.   

The model was intended to be individualised and ‘long-term’, in that it projected risks 

forwards over an individual’s lifetime. Consequently, it is able to perform ‘what-if’ scenarios 

such as the impact of statins, smoking rates and projections of obesity on life expectancy. In 

order to achieve this, it was necessary to model the dynamics of risk factor ageing. Risk factors 
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were defined as categorical or ordinal variables rather than continuous variables. These 

categories then defined the model states. In total, there were 1760 possible states in the 

model. The occupancy of risk factor states was able to influence the transition of other risk 

factor states, and therefore captured some of the correlation effects between risk factors.  The 

impact of an intervention was applied by reducing transition probabilities in proportion to the 

relative risk reduction.  

Figure 5-2 is a diagram of the possible health states and the transitions. There were 12 possible 

health states for an individual simulation: event free (EF); angina pectoris (AP); coronary 

insufficiency (CI); transient ischaemic attack (TIA); new myocardial infarction (New MI); old MI 

(Old MI);  new hard stroke (New HS);  old HS (Old HS);old  MI and new HS (New HS+MI); old HS 

and a new MI (New MI+HS); old MI and old HS (Old MI+HS); and dead.  Time intervals were 

flexible and could be a fraction of a year if required. Only one transition is permitted in a time 

interval. Overlain on this set of health states are the additional 1760 possible risk factor states. 

Transitions between the risk factors states occur for all health states other than death with 

each time step.  

 
Figure 5-2 A diagram of the possible health states and transitions in Tushar 

Chatterjee's Markov state transition model.  AP = angina pectoris, CI = coronary 

insufficiency, TIA = transient ischaemic attack, MI = myocardial infarction, HS = hard 

stroke. 
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The categorical structure and the systematic use of matrices allows for computational 

efficiency. However, this approach is limited by complexity. With just three risk factors, 1760 

states arise with very large, sparse matrices of transition probabilities. The scope for adding 

complexity in this framework is limited.  I was unable to identify any structured evaluation of 

the model itself, so it is not possible to describe how well it is calibrated or whether it is 

discriminatory for any particular population. 

5.5 Dynamic Model for Health Impact Assessment 
The Dynamic Model for Health Impact Assessment (DYNAMO-HIA) was principally developed 

by the National Institute for Public Health and the Environment in the Netherlands with 

support from a collaboration of European teams. It was funded in a large part by the European 

Union and various interested European establishments. It is a Markov model utilising partial 

micro-simulation to connect micro-simulated risk factors deterministically with disease 

outcomes. It was developed to support health care policy decision-making and is targeted at 

public health practitioners.(205) The software is freely distributed, and detailed specifications 

are published.(206)(207)(208) There were six principal requirements for the project:  

 It should operate on real-life populations – this was implemented as a closed 

population stratified by age and sex in 1 year categories up to the age of 95 years. 

 There should be dynamic projections of risk factor and disease states – this was 

implemented using one-year time steps, with dynamically-changing risk factors with 

age, and with dynamically-changing intervention scenarios. 

 It should include explicit risk factor states – all risk factor states were categorical in 

form. 

 The data requirement should be modest – baseline population mortality data, and 

data on risk factor prevalence and incidence are used. Parameterisation for a number 

of European countries is supplied. 

 The model outputs should be ‘rich’ - three sets of outputs are supplied: raw data 

allowing detailed analysis; dynamic plots such as survival with a comparison between a 

scenario and a base case; and summary measures such as life expectancy. 

 The model must be made generally available – very detailed specifications are 

published openly in peer-reviewed journals and on their website where the software 

can be downloaded for free. The software has a graphical user interface so that it can 

be used by non-programmers.(208) 
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DYNAMO-HIA includes multiple chronic disease states and multiple risk factors that are all 

categorical with no continuous variables. The principal approach is population-based with 

macro-simulation being used across aggregated cells. However, in some circumstances, 

individualised micro-simulation modelling can be carried out when that is more efficient.  For 

‘what-if’ scenarios, it is a counterfactual model that references the results of a simulation to 

some base-case scenario.(209)  

The supplied risk ratios are largely adopted from a previous project, the Chronic Disease Model 

of the Dutch National Institute of Public Health.(210) Users can define new risk factors and 

diseases provided they can obtain the relevant data and format it appropriately. The supplied 

parameterisations are stored as xml files.  

The probability of death from a particular cause based on risk factors varies depending on 

whether the risk factors are continuous, categorical or related to the duration of exposure.  

Calculations are carried out as odds prior to conversion to probabilities. The odds ratio for 

continuous variables are calculated using equation 5-1, and for duration of exposure variables 

equation 5-2. 

 

𝑂𝑅𝑖,𝑑 = 𝑂𝑅𝑖,𝑑
∗ 𝑥𝑖 

where: 

𝑂𝑅𝑖,𝑑= the odds ratio for disease d and risk factor i 

𝑂𝑅𝑖,𝑑
∗ 𝑥𝑖 = the odds ratio per unit of value for risk factor i for disease d 

𝑥𝑖 = the value of the continuous risk factor i. 



5-1 

 

 

𝑂𝑅𝑖,𝑑 = 𝑂𝑅𝑖,𝑑
𝑒𝑛𝑑 + (𝑂𝑅𝑖,𝑑

𝑛𝑏𝑒𝑔𝑖𝑛
− 𝑂𝑅𝑖,𝑑

𝑒𝑛𝑑). 𝑒−𝛽.𝑥𝑖 

where: 

𝑂𝑅𝑖,𝑑= the odds ratio for disease d and risk factor i 

𝑂𝑅𝑖,𝑑
𝑒𝑛𝑑 = the odds ratio at the end of an interval for risk factor i for 

disease d 

𝑂𝑅𝑖,𝑑
𝑏𝑒𝑔𝑖𝑛

 = the odds ratio at the beginning of an interval for risk factor i 

for disease d 

𝑥𝑖 = the value of the continuous risk factor i 

 = a coefficient.  

5-2 
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For categorical risk factors, the odds ratio is a look-up of the odds ratio for the risk factor 

category for that disease. 

‘What-if’ scenarios are applied via risk factors and are either enabled through specifying 

alternative dynamic trajectories for the risk factors, or by defining modified transition 

probabilities between risk factor states. 

No formal evaluation or validation of the model has been carried out as far as I was able to 

ascertain. The authors suggest that the credibility of the model is based on three factors: 

formal validity, which refers to the adoption and use of routine and well established modelling 

practice; plausibility, which refers to the face validity of the modelling (this is referring to how 

understandable or logical the modelling methods are to a knowledgeable reader); and 

predictive validity, which refers to the circumstance where facts demonstrate accuracy of 

predictions. The authors argue that the first two criteria are met, but that the third is 

impossible to achieve and irrelevant for this kind of tool. They argue that the model is not 

intended to be an accurate predictor of the future but a decision-support tool that helps to 

quantify expected differences between possible options.(205) I would agree that predictive 

accuracy in any particular application is impossible to prove, but it is possible to measure 

inaccuracy in historical or retrospective simulations, and confidence can be increased short of 

proof. Even if a decision-support tool is intended to quantify benefit under different future 

scenarios, some evidence is needed that the model estimates of the difference correlate with 

what would happen. Fortunately, the model is freely available, open and customisable, which 

will enable third parties to carry out their own evaluations of the model. 

5.6 Summary 
The value of a model is closely linked to its intended purpose. It would be wrong to judge a 

model as superior or inferior to another without reference to the intended ‘use-cases’.  To 

illustrate this point consider a map as a model of London. There are many maps of London 

including street maps, maps of the London Underground network (tube map) and navigable 

satellite maps with 3D-relief images. Most of us use all of them in different circumstances and 

depending on our requirements at the time. It would be absurd to plan a journey on the 

London Underground using a street map, futile to use the tube map to find an address on a 

particular street, and Internet based global positioning satellite mapping tools will simply not 

work underground (as of 2012). Similarly, to consider one mortality model as better, or worse, 

than another misses the point. The value of a model is dependent on the use case and the 
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related model requirements.  The following criticisms of the models reviewed should not be 

viewed as failures of the models in general, but as statements of why they fail to satisfy the 

requirements necessary for the use cases for this project. 

The results of a comparison between the selected all-cause models and the stated 

requirements for the model in this thesis are shown in Table 5-1Some of the requirements can 

only be assessed if there has been a thorough evaluation including both internal and external 

evaluation, and this evaluation has been openly published. For example, requirement number 

4 about systematic bias would require detailed internal validation results to be available.  

It is difficult to fully evaluate the performance of these models against the requirements due 

to a lack of information on critical information on methods, performance or evaluation.  There 

is no information on any of these models that addresses the issue of biases introduced as a 

result of the modelling processes.   

The only accessible model was the Dynamo-HIA, which can be downloaded from the project 

website.(208) The only requirements which it definitely fails is the individualised simulation. 

Some individualised simulation takes place within the modelling, but most of it is conducted at 

an aggregated level. There was no published evaluation of Dynamo-HIA and so it was not 

possible to determine requirement 4, on freedom from systematic bias, and 6, on the 

reproducibility of epidemiologically-observed variation.  

It is difficult to fully evaluate the performance of these models against the requirements due 

to a lack of information on critical information on methods, performance or evaluation.  There 

is no information on any of these models that addresses the issue of biases introduced as a 

result of the modelling processes.   
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Table 5-1 Table showing the comparison between the all -cause models reviewed and 

the requirements (X = fails  √=complies   ? = insufficient information to conclude). 

POHEM Archimedes FEM Chatterjee Dynamo-HIA 

1. The model must be population-independent (transportability). 

√ ? ? X √ 

2. The model must conduct entirely individualised simulation. 

? √ √ √ X 

3. Output must be detailed and relevant to potential applications.  
1. Output must include initial mortality (q). 
2. Output must include probability density (PDF). 

? ? √ √ √ 

4. No systematic bias in the absence of data. 

? ? ? ? ? 

5. The processing must be tractable for the given use cases. 

√ ? √ √ √ 

6. The model results should approximately reproduce observed variations in 
the literature. 

? √ ? √ ? 

7. Sub-models should exist independently and be alterable independently of 
other parts of the model. 

? √ ? √ √ 

8. The model must be able to estimate the impact of interventions and trends. 
1. The model should be able to apply trends in risk factors. 
2. The model should be able to apply trends in mortality rates by cause 

of death. 
3. The model should be able to apply trends to the final output to 

represent un-modelled impacts. 

√ √ √ √ √ 

9. The model needs to be accessible to the intended users. 

X X X X √ 

10. The usability of the model should enable adoption of the model beyond the 
original developers and in the target audience. 

? ? ? ? √ 
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Like the Dynamo-HIA model, the Archimedes model models dynamic forward projects of risk 

factors. Unlike Dynamo-HIA, it does so stochastically. It has only become accessible to external 

researchers very recently (August 2012), and at considerable cost.  It applies ‘trajectories’ in 

the form of differential equations as random processes. The methods are mathematically 

sophisticated and enable dependencies between risk factor values to be taken into account. 

The trajectories are dependent on the availability of individualised population data for fitting, 

and this impairs the transportability of the model.  The model that is the subject of this thesis 

prioritises transportability and the ability to use publicly available, aggregate data for 

parameterisation, and so methods that rely on the availability of detailed individual data for 

each population are undesirable as this is rarely available. 
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Chapter 6 Points of debate 

6.1 Modelling by cause of death 
Modelling by cause of death makes intuitive sense if we are interested in how changes in risk 

factors or medical interventions play out in terms of mortality. Risk factors will have different 

hazard ratios for different causes of death, so the all-cause mortality that results from a 

change in a risk factor will be dependent on the contemporary mix of cause of death. The 

hazard ratios for smoking vary from less than 2 for cerebrovascular disease to well over 20 for 

lung cancer and lip-oro-pharyngeal cancers. If the proportion of deaths attributable to these 

different causes varies significantly between populations, then the impact of smoking 

cessation on populations will differ significantly. In order to achieve the model requirement of 

transportability, then cause-of-death modelling offers a plausible mechanism to achieve that. 

If we are interested in mortality improvement as a phenomenon, such as in the pensions 

industry, then forward projection of mortality improvement rates will be dependent on rates 

of improvement for specific causes of death. Cohort effects are a significant factor in mortality 

improvement rates, but beyond that, the underlying trend in mortality improvement is also 

substantially significant. This trend has traditionally been projected forwards as a predictor of 

future rates, and a variety of methods are used, such as taking an average rate over the 

previous fifty years, p-spline projections, or stochastic models of mortality improvement such 

as the Lee-Carter model. (93)(156)(211)(154) The Renshaw-Haberman model is similar to the 

Lee-Carter model but incorporates a term for cohort effects.(211) These approaches avoid 

making assumptions about rates of innovation, or progress on specific health issues, which 

may be appropriate if it is assumed that progress in specific diseases or risk factors is 

inherently unpredictable. There is evidence to support this view, in that cause-of-death 

projections have proved to be pessimistic when compared to actual outcomes, particularly 

when incorporating ‘expert medical opinion’.(212)(213) However, the same has been said 

about actuarial historical forward projections, and there may be explanatory value to 

understanding the impact of specific assumptions in progress.(214) This modelling approach 

intends to add explanatory value as well as predictability, and so cause-of-death and risk-factor 

modelling is necessary.  

As an illustration of the impact of cause of death on forward projection, I applied the following 

mortality improvements in a simple mortality model of UK males aged 65 years in 2008 with 

no variation by cause of death, and with no variation with time: 6.5% for CVD; 1% for cancer, 

diseases of the blood, and accidents; and 2% for endocrine deaths which includes diabetes. 
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These are rough approximations for current mortality improvement by cause of death. The 

resulting all-cause mortality, ignoring cohort effects, would be 2.5% in 2008, but would fall to 

1.7% by 2020 even though the rates of improvement for each cause stay the same. Ignoring 

cohort effects, this suggests that maintaining mortality improvement rates at current levels 

will require continued innovation or improvement in different disease areas. This arises 

because uneven mortality improvement rates by cause result in a changing mix of cause of 

death over time, with a changing aggregated risk across all diseases.(212) An analysis ignoring 

cause of death would fail to capture this feature of forward projection. 

6.1.1 Arguments against cause-of-death modelling 
There are various arguments against using cause of death to project mortality improvement 

rates.  

Variation in different causes of death are correlated, and this increases the complexity of 

modelling.(215) For example, the fluctuations in trends in lung cancer, COPD and CVD are 

correlated. These correlations arise as a result of specific risk factors impacting on more than 

one cause of death. For example, smoking  can lead to death from lung cancer, cardiovascular 

disease (CVD) and chronic obstructive pulmonary disease (COPD). By modelling at the level of 

risk factors rather than the level of cause of death, the changing risk factor values should play 

out across the different causes of death being modelled and reproduce any correlations. 

However, there remains a problem with estimating the true baseline central mortality rates 

attributable to a cause of death from data, as the correlation introduces the identification or 

identifiability problem.(216) When two causes of death are concluded to be dependent, but 

the degree of dependence is not known, then the number of possible solutions to the 

competing risk-adjusted mortality rates is infinite.  

By modelling cause of death, the inclusion of cohort effects becomes increasingly 

complicated.(215) A significant proportion of cohort effects can be explained by historical 

trends in risk factors such as smoking. This proportion may vary with different causes of death, 

and so applying cohort effects in models based on risk factors and cause of death is 

problematic where the information on how much mortality improvement is modelled by the 

trends in risk factors themselves is weak. To successfully apply risk-factor and cause-of-death-

based models along with cohort effects would require historical projections using the model 

and some calculation of the residual cohort effects. These can then be projected forward along 

with modelled projections.  
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6.2 Deterministic versus stochastic models  

6.2.1 Distribution of risk 
Deterministic models of simple problems may be able to give distributions of risk, such as the 

joint probability distribution of pairs of coin-tosses. However, where the probability density 

functions of continuous variables are unknown, the joint probability distributions are not 

calculable. When variables are not independent, then there may be no analytical solutions that 

can provide a joint probability distribution, and, with complex multi-level models, the 

distribution of interim probabilitites may not be known a priori. Stochastic methods may then 

be the only methods available to determine a posterior distribution. 

6.2.2 Coping with complexity 
The original idea for Monte Carlo simulation was formed when Stan Ulam, one of the 

originators of the Monte Carlo model, was playing solitaire when recovering from an illness. He 

decided to determine the chance that a game of Canfield solitaire would play out successfully 

when all 52 cards were laid out.(217) He found the problem too difficult to solve by working it 

out combinatorially and found that simply dealing out the pack 100 times and recording the 

results was ‘a more practical method than abstract thinking’. He realised that the method 

would have useful application in the work at the Los Alamos laboratory on the Manhattan 

Project to develop nuclear weapons, and could be used to solve the problem of neutron 

diffusion. 

Deterministic models with finite numbers of states are obliged to evaluate all possible states 

and state transitions. However, stochastic simulations probabilistically  sample the states and 

state transitions that they evaluate. Some states may be sampled and evaluated many times, 

while other unlikely, or impossible, states or transitions are never evaluated at all.(205)  

Deterministic models are usually computationally less demanding than equivalent stochastic 

models when the model structure is relatively simple. Take the circumstance where there are 

only two independent binary risk factors, x1 and x2, that can take on a value 0 or 1. The entire 

joint probability distribution can be found with 4 calculations: p(0x1,0x2); p(1x1,0x2); p(0x1,1x2); 

and p(1x1,1x2). In general, the number of cells to be evaluated for the joint probability 

distribution will be proportional to AB, where A is the number of states the categorical 

variables can occupy and B is the number of variables. It can be seen that there is a non-linear 

relationship between the number of variables and the number of calculations that need to be 

made. The complexity therefore increases non-linearly with the number of variables.  This is 

sometimes referred to as the ‘combinatorial explosion’ or ‘the curse of dimensionality’.(218) 
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If we were to do a stochastic analysis of the same problem, the precision across the entire joint 

probability distribution is determined by the number of simulations. We may decide that 

10,000 simulations gives us the precision we require. It is clearly more efficient to use a 

deterministic analysis in the case of 2 independent binary variables. However, if we have 6 

continuous variables that we have divided into quintiles, then the number of calculations in 

the deterministic analysis is now 56 or 15,625. In this circumstance it is more efficient to use a 

stochastic analysis with 10,000 calculations, provided we are not interested in the precision of 

specific unlikely variable combinations.  

This highlights a difference between modelling that is concerned with expectation and 

modelling concerned with catastrophic, ‘tail’ or ‘Black Swan’ events.(65) If we are using the 

model to generate a view of what is likely to happen, then we are not concerned with the 

precision of estimated probability in highly unlikely combinations of predictor variables. In this 

circumstance we are concerned with the precision in the total risk distribution. On the other 

hand, in catastrophe risk-modelling, we are specifically concerned with how ‘fat’ or ‘thin’ the 

tails of the probability distributions are that reflect these highly improbable events,(219) and a 

deterministic analysis will always be more efficient when analysing tail events, where such 

methods are possible.  

6.2.3 The ecological fallacy 
In some circumstances, deterministic and stochastic models may give differing results. The 

assumption that correlations that appear on aggregate analyses across population groups 

should correctly indicate the correlations at an individual level of analysis is incorrect, and 

sometimes referred to as the ‘ecological fallacy’.(94) (95) For example, a particular analysis of a 

population may determine that the average woman will have 2.4 children in a lifetime. At an 

individual level, no woman will ever be 40% pregnant or give birth to 40% of a child. 

Correlations observed at a population level can be influenced by confounding factors, 

variations in the distribution of factors in different populations, and non-linear consequences 

to risk factor variable values. While the term ‘ecological fallacy’  is used to refer to incorrect 

conclusions that arise from inferring the results of aggregate level analysis to individuals, a 

corollary is that it may be inappropriate to apply correlations at an aggregate level that were 

derived at an individual level in a crude deterministic fashion .  Stochastic analysis is based on a 

large number of individual analyses that may be able to take account of skewed distributions, 

correlations and confounders between risk factors at an individual level, when deterministic 

analyses may not be able to do so. 
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6.3 Summary 
Different modelling paradigms have their advantages and disadvantages, and methods 

selection should be orientated around the specific aims of a model or sub-model rather than 

fashion or any loyalty to any particular method. It is important that models adapt to the needs 

of users, rather than require users to adapt their work flow to accommodate a model. The 

system needs to provide the information users want, when they want it, and with the 

minimum disruption to their normal ways of working. Traditional expert systems have had 

little traction in clinical care, partly because they were often built to substitute for clinicians’ 

knowledge and expertise rather than supplement it, but also partly because heuristic systems 

do not cope with complex problems well, do not adapt themselves to different perspectives 

and priorities, and are expensive to maintain. 

Probabilistic decision-support systems have undergone a rapid period of development in the 

last twenty-five years, and new methods are being refined, with a growth in research that far 

outstrips medical research in general, and expert systems in particular, when measured by the 

number of mentions in the literature. Future development should focus on probabilistic 

methods with judicious use of heuristics where appropriate, and a particular focus on 

delivering the right information at the right time in an acceptable manner to the target users. 
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Part 3. Model structure 
This part of the thesis describes the model structure in detail. After a brief introduction, the 

description of the modelling structure is divided into four parts as follows: 

1. Chapter 7 - Incremental model development. An important developmental step was 

the CHIME model of cardiovascular mortality. A basic outline for the model is given 

with an indication of what difficulties arose in its inclusion in an all-cause model, and 

what changes it led to. 

2. Chapter 8 - Outline of the model software construction. This chapter describes how 

the computer program that delivers the model is structured and covers object 

orientation and the principal processes involved. It also covers the key sub-models for 

ageing, imputation and for the causes of death. The last section addresses the 

recombination of risks from the disease sub-models to give an all-cause risk. 

3. Chapter 9 - Baseline mortality and its recalibration.  This chapter describes the 

methods behind the recalibration of baseline mortality rates using risk factor 

disstributions in the populations of interest. 

4. Chapter 10 - Baseline parameterisation. This chapter details the development of the 

baseline mortality and risk factor distribution tables, the inputs to the model and the 

outputs. 

For the model to be generalisable it needs to remain useful when moving from one population 

to another. The history of medical modelling has been plagued with the problem of lack of 

transportability. When a prediction model omits significant independent risk factors, it may 

perform well in the derivation sample, but suffer from ‘under-fitting’ in external data 

sets.(220)  The factors that affect the calculated posterior probabilities include variation in the 

prior probabilities entering the modelling process, and the differing risk factor distributions 

and demographics in a population. 

The new model needs to be transportable and population-independent, and so the 

information that is specific to the population of interest needs to be isolated from the 

mechanics of the modelling process and introduced as a separate set of modelling parameters. 

The baseline population mortality rates, and prevalences and distributions of risk factors, need 

to become inputs to the model, and need to be age- and gender-dependent so that population 

demographics are accounted for. 
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The basic method of the model developed here is to take a baseline cause-specific mortality 

rate for a given population, and baseline descriptions of the distribution of risk factors, and 

then use whatever information is available about an individual to modify baseline mortality 

rates according to the differences between individual risk factor values and the population 

values. It can take different assumptions about the future change in mortality by cause, and 

assumptions about the future change in certain risk factors, and modify the modelled mortality 

accordingly. 

Figure 6-1 shows the component parts of the model and their interrelationships. Figure 6-2 is 

the swim lane diagram for the general model showing how control passes between important 

modules. The ‘Interface’ is the module that presents a graphical interface to the user and 

collects inputs and directions from them. The ‘Monte Carlo simulator’ creates a virtual 

individual, makes many copies of them, and then simulates each instance through a lifetime, 

before aggregating the resulting mortality rates across all the simulations and passing the 

results to the interface for presentation to the user. The ‘imputation module’ is a model that 

makes inferences about missing data items that might be essential for the simulation. The 

’cPerson object’ represents the virtual human. Within this virtual person, instances of the 

disease sub-models modify the risks of death from the various causes, and the ageing sub-

model modifies risk factors with the passage of time. The ‘Baseline data’ section shows the 

baseline data files that provide information to the various other parts of the model. 

Separate risk factor distributions can be used for imputation of missing values and for 

calculation of hazard ratios if desired. This enables a general baseline population mortality to 

be modified in population sub-samples where the distribution of risk factors may be known, 

such as smaller geographic areas, or insurance portfolios. In this way, information about risk 

factors can be used to predict how mortality might differ in the sub-population compared to 

the general population. 
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Figure 6-1 Outline of the components of the model showing the key sub-models. The 

person sub-model accesses a series of secondary sub-models to calculate the 

prevalence, incidence and mortality rates from each of the 19 chapters of the ICD10 

classification. Other sub-models that impute missing values necessary for simulation, 

or to age risk factors are shown. 

 
Figure 6-2 Swim lane showing the process in an individual Monte Carlo simulation in 

the model, and how the process passes between different components of the model.  
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Chapter 7 Incremental model development 
 

The development of a model is iterative, consisting of repeated cycles of method-finding, 

application, initial internal testing and sense-checking, problem-finding, method-finding, and 

so on. This project was no different, and many different iterations of methods and sub-models 

were experimented with. It would be impossible to map out all the incremental changes made, 

but in order to give some idea of the process, some important iterative steps undertaken in 

building the cardiovascular disease sub-model are described. 

Within the general framework there is the facility to include disease-specific cause–of-death 

models. The method of calling the sub-model is standardised so that the files containing the 

sub-models can be swapped. The methods of modelling within that sub-model are 

independent of the general framework of the model. They must deliver 1-year risks of death, 

incidence, or prevalence by age from that particular cause and no restriction I splaced on how 

it is done. This infers that continuous-time models would not be appropriate as a sub-model. 

For example, a discrete event simulation would normally work longitudinally in time rather 

than in discrete time steps. A particular user can supply their own model that could be based 

on a generalised linear model (GLM), a neural network as with the PROCAM study, a Bayesian 

model as described in Part 2.3.4, or any other modelling framework. 

The main model calls the sub-model and asks for a 1-year risk of cardiovascular disease, the 

incidence of non-fatal events, or a prevalence and returns thos values to the parent person 

object. As the model is object oriented and the disease sub-model is a child model within the 

person object, the disease sub-models have free access to any information about the person. 

This is an important structural feature as it means that there does not need to be any prior 

assumption about what risk factors are passed to the sub-model, and facilitates the swapping 

of different disease sub-models as required.  

The first sub-model consisted of the 1991 Framingham risk profiles. These are well established 

and perform well. However, they are now poorly transportable. With CVD risk falling by 6% per 

year, the Framingham models now greatly over-predict risk in almost all groups, and the 

number of risk factors that could be used was limited. I sought alternative methods that would 

allow additional risk factors to be included, and facilitate intermittent updating or calibrating.  

I then sought ways to take existing hazard, odds or risk ratios data from the literature that 

could be reasonably assumed to be independent and build that into models, rather than take 
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existing models themselves, as these were often incompletely described, and with specific 

combinations of risk factors that might be of epidemiological research interest, but would be 

of little value in the clinic, where different information is routinely available. The INTERHEART 

study published in 2004 presented nine independent risk factors that accounted for 90-94% of 

the population attributable risk, and so I embarked on finding a suitable framework with which 

to exploit this new information. This led to the development of the Centre for Health 

Informatics and Multi-disciplinary Education (CHIME) model. 

7.1 CHIME model structure 
The CHIME model is structured as a proportional odds model.(221) It is assumed that the log of 

the odds ratio of a cardiovascular event is proportional to the risk factor value. This is 

comparable to the Cox proportional hazards model calibration method used by the 

Framingham researchers but substituting odds.(222) The form of the equation is shown in 7-1. 

 

𝑙𝑛 (
𝑂𝑖

𝑂𝑝
) = ∑ 𝛽𝑗 . (𝑥𝑗 − 𝑥�̅�

𝑗

) 

where: 

𝑂𝑖 = the odds of mortality for individual i 

𝑂𝑝=the baseline odds for the population 

𝛽𝑗= the log of the odds ratio for risk factor j 

𝑥𝑗=the value of risk factor j 

𝑥�̅�=the value of risk factor j in the population p. 

NB: variables for age and gender have been omitted for 

simplicity. 

The odds of an event  𝑂 =
𝑝

1−𝑝
 where p is the probability. 

7-1 

 

The model used smoking status; cigarette consumption; serum apolipoprotein B to 

apolipoprotein A1 ratio (ApoB/ApoA1), or the serum total cholesterol to high density 

lipoprotein ratio (TC/HDL); systolic blood pressure; diabetic status; family history of 

cardiovascular disease; consumption of fruit and vegetables; regular consumption of alcohol; 

and waist to hip ratio (WHR), or body mass index (BMI). The hazard ratios were derived from 

the INTERHEART study and continuous linear values were inferred from the categorical factors 

such as WHR and ApoB/ApoA1.(223)  A detailed description of the structure of the model can 
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be found elsewhere (221). In this section I focus here on three aspects that gave rise to 

problems in the general stochastic model framework. 

7.2 Hazards and odds 
Odds were chosen as the vehicle for calculating risk as most of the ratios from the literature 

were expressed as odds ratios. They have an advantage over probabilities in that there is no 

risk of a probability greater than 1 being generated using odds. However, when it came to 

integrating the different calculated odds ratios from the different sub-models, it became 

apparent that the use of hazard rates has a number of advantages over odds, particularly 

when combining the risks of competing causes of death. 

The equation for the hazard rate for an individual of age a and gender g is the sum of the 

hazard rate attributable to a set of k specific causes is shown in equation 7-2. 

 

𝜇𝑔,𝑎 = ∑ 𝜇𝑐,𝑔,𝑎

𝑘

𝑐=1

 

where: 

g,a = the all-cause mortality hazard rate at age a for gender g 

c,g,a = the mortality sub-hazard rate for cause c at age a for 

gender g. 

7-2 

 

The sub-hazard rate is the hazard rate attributable to a particular cause, determined in the 

presence of other competing causes. The marginal hazard rate describes the hazard rate 

attributable to a particular cause, ignoring all other competing causes.(224) If an assumption of 

independence between causes is made, the sub-hazard rate and the marginal hazard rate are 

the same.  

Assumption 1.  

The hazard rate for any particular cause of death is not significantly dependent on any other 

cause of death. 

 

As hazard rate is defined as the instantaneous probability of an event in the limit, then the 

assumption of independence is sound, as in the limit there can only be one event when the 

correlation is any less than 100%. However, if we are trying to determine the hazard rate from 
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data, then that data is necessarily collected over a time interval. If that time interval is short, 

and the hazard rate is low, then the independence assumption remains reasonable. 

Henceforth, the cause specific hazard rate will be assumed to be independent and no 

distinction will be made between the sub-hazard and marginal hazard rate. 

Where we have a set of risk factors R = {r1, r2, …, rn}, and we know the set of distributions of 

these risk factors in the population for whom we have the set of central mortality rates by 

cause M={m1, m 2,…, m k}, we can estimate the adjusted cause-of-death mortalities and 

subsequently the all-cause mortality. 

7.3 Imputation 
Two of the risk factors in the INTERHEART study were impractical for inclusion in the model as 

they are not often available in practice. The ApoB/ApoA1 ratio is often only available as a 

research tool, and BMI is used far more often than WHR as a measure of build, even though 

WHR appears to be more predictive of morbidity. Consequently, the ApoB/ApoA1 ratio is 

imputed from the TC/HDL ratio (equation 7-3), and the WHR is imputed from the BMI 

(equation 7-4). In the CHIME model, simple linear equations fitted to published data were used 

to do this. More detail can be found in the publication.(221) In the vast majority of cases this 

performed satisfactorily; however, in the context of a stochastic simulation of hundreds of 

thousands of simulations, it could occasionally lead to values for the WHR or APOB/ApoA1 

ratio that fall outside the possible bounds. 

 

𝐴𝑝𝑜𝐵

𝐴𝑝𝑜𝐴1
= (

𝑇𝐶/𝐻𝐷𝐿

4.41
) 

 

where: 

𝐴𝑝𝑜𝐵

𝐴𝑝𝑜𝐴1
 = the apolipoprotein B/A1 ratio 

𝑇𝐶/𝐻𝐷𝐿 =the total cholesterol to HDL ratio. 

7-3 
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𝑊𝐻𝑅𝑔,𝐴𝑔𝑒,𝐵𝑀𝐼 = α𝑔  +  𝛽𝑔,𝐴𝑔𝑒 ∗ 𝐴𝑔𝑒 +  𝛽𝑔,𝐵𝑀𝐼 ∗ 𝐵𝑀𝐼 

 

where: 

𝑊𝐻𝑅 = waist to hip ratio 

α𝑔 = an intercept  (0.409665 for women and 0.714408 for men) 

𝛽𝑔,𝐴𝑔𝑒= a gender (g)-specific coefficient for age (0.000945 for 

men and 0.001312 for women) 

𝛽𝑔,𝐵𝑀𝐼= a gender (g)-specific coefficient for BMI (0.017275 for 

men and 0.001546 for women). 

 

 

7-4 

In the general model, all continuous risk factors values are described by a gamma distribution 

function. Imputing one continuous value from another was abandoned in favour of finding the 

percentile of a risk factor value in the population distribution, and then selecting the other risk 

factor value as the same percentile on the relevant alternative risk factor distribution, as in 

equation 7-5. 

 

𝑥 = 𝑔𝑥
−1 (𝑔𝑦 (𝑦)) 

where: 

𝑥, 𝑦 = the risk factor x to be imputed from risk factor y 

𝑔𝑥/𝑦 = the cumulative risk factor distribution function for risk 

factor x or y. 

7-5 

 

7.4 Recalibration of binary variables 
In the CHIME model, the calibration method is of the same form as that used in the 2001 

Framingham Cox proportional hazards (CPH) model, but using odds instead of hazards  as in 

equation 3-6.(222) 

 

ln (𝑂𝑖) = 𝛽𝑖. (𝑠𝑖 − 𝑠�̅�) 

where: 

𝑂𝑖= the odds ratio to be applied for risk factor i with value si 

𝑠𝑖 = the value of risk factor I in this individual 

𝑠�̅� = the mean value of risk factor I in the population. 

7-6 
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For a binary variable, si will have a value of 1 or 0 indicating exposure or absence of exposure 

to the binary variable (such as smoking status or a family history of cardiovascular disease 

(CVD)).  

This method of calculating hazard ratios can suffer from a distorting bias, as became apparent 

on conducting internal validity checks. Once we have calculated individual risk according to 

some risk factor, we should be able to reconstruct the population hazard using equation 7-7, 

and this should match the baseline population hazard (approximated by the central mortality 

rate).  

 

 

𝑚𝑖 = 𝑚𝑖,1. 𝜋 + 𝑚𝑖,0. (1 − 𝜋) 

where: 

mi = the central mortality rate for disease i 

mi,1 = the central mortality rate for disease i in smokers 

mi,0 = the central mortality rate for disease i in non-smokers 

 = the prevalence of smoking in the population. 

7-7 

 

Let us take the example of lung cancer and smoking. Smokers have 23 times the risk of dying of 

lung cancer of a non-smoker.(225) Let us assume that the risk of dying of lung cancer for a 60 

year old, non-smoking man in a given population is 0.1%. The equivalent risk for a smoker is 

2.3%. If we know the prevalence of smoking in this population, we can work out the 

population risk of dying of lung cancer using equation 7-7. If we use  the lung cancer mortality 

as the baseline population risk and apply the recalibration method, as in equations 4-12 or 7-6, 

to calculate the lung cancer mortality risk for a smoker and a non-smoker, we should always 

expect the result to give a 0.1% risk for a non-smoker and a 2.3% risk for a smoker across all 

prevalences for smoking. We can see from Figure 7-1 that this is not the case when using the 

CPH recalibration method as in equation 7-6. The calculated risk of lung cancer in the general 

population is over-estimated almost 3-fold for some prevalences in this example. When the 

prevalence of exposure is very low or very high, the method is a good approximation of the 

risk, but not otherwise. I will discuss a potential alternative that does not suffer from this 

distortion in section 9.3. 
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Figure 7-1 Showing the baseline population central mortality against the 

reconstructed expected population mortality for a binary risk factor with  a hazard 

ratio of 23, and using the hazard ratio recalibration method from the 2001 

Framingham CPH model.(221) An arbitrary risk of 0.1% for a non-smoker is used. 

This method of recalibration makes some sense when the relationship between the odds ratio 

and the risk factor value is log-linear, but not with linear relationships. Some more 

generalizable function that does not lead to distortion of the reconstituted odds ratio, and one 

that could handle linear relationships, was needed. 

7.5 Improvements on the CHIME sub-model structure 
Three weaknesses in the CHIME model structure were identified: 

1. The method of recalibration of binary variables resulted in overestimation of the risk 

when population prevalence was not 0 or 1. 

2. Some of the methods for imputation of missing values could occasionally yield results 

outside of the acceptable range for a risk factor in the context of stochastic simulation. 

3. The use of odds as a measure of risk lacked meaning in comparison to other measures 

and was inconsistent with the demographic literature which used probabilities, 

hazards or log-hazards. 

Consequently, the use of hazards was adopted instead of odds, and new methods of imputing 

missing values were developed as described in section 8.3, and a novel method of calculating  
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hazard ratios that eliminated the distortions generated using the CPH recalibration method is 

described below and in Chapter 9.(222) 

7.5.1 Developing a method for calculating hazard ratios 

The aim is to have a function for calculating the hazard rate ℎ
𝑗

𝑖 for an individual j given a risk 

factor i with a value xi , a calculated hazard ratio 𝐵
𝑗

𝑖, and the average population hazard rate 

ℎ
𝑝

𝑖 as in equation 7-8. 

 

ℎ
𝑗

𝑖 = ℎ
𝑝

𝑖 . 𝐵
𝑗

𝑖 

where: 

ℎ
𝑗

𝑖= the hazard rate for the ith risk factor and person j 

ℎ
𝑝

𝑖= the hazard rate for the ith risk factor in the population 

𝐵
𝑗

𝑖= the hazard ratio to be applied to the general population 

hazard rate given the value of the risk factor i. 

7-8 

 

I will now show how 𝐵
𝑗

𝑖is calculated. 

With linear functions, the relationship between the hazard ratio and the risk factor value xi is 

of the form shown in equation 7-9. 

 

𝐵𝑖,𝑐 = 𝑎𝑖,𝑐 + 𝑏𝑖,𝑐 . 𝑥𝑖 

where: 

𝐵𝑖,𝑐 = the hazard ratio for the ith risk factor and cause c 

ai,c and bi,c = constants relating to the ith risk factor and cause c. 

7-9 

 

It is important to explicitly state an assumption that the hazard ratio between two specific 

values for the risk factor remains constant between populations.  

 

Assumption 2.  

The hazard ratio for mortality between two specific values for the risk factor remains 

constant across populations. 
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Let us call the two risk factor values used to calculate the hazard ratio points x1 and x2 

respectively.  A hazard ratio Bv1,x2 may be identified in population a with a mean value i. The 

assumption is that B1,x2 remains the same in another population with a different mean risk 

factor value j. This is a standard assumption in the medical literature, although it clearly does 

not always hold, particularly at the extremes.  

As an example of this assumption, if the hazard rate for someone with a systolic blood 

pressure (SBP) of 160 mmHg was 1.9 times the risk of an exactly similar person with a SBP of 

134 mmHg, in a population (A) which has a mean SBP of 130 mmHg, then that same hazard 

ratio applies for the same SBPs 160 and 134 mmHg in population (B), which has a mean SBP of 

145 mmHg.  

The formulation in equation 7-9 will be specific to a particular population with a specific mean 

risk factor value.  In different populations with different mean values for the risk factor, both 

ai,c and bi,c will differ. It is not just the intercept of the linear function that changes, but the 

slope also. Consequently, any linear model of the form in equation 7-9 that is fitted to a 

particular set of data is not necessarily transportable to other populations. 

Equation 7-9 would be transportable across populations if we were using unexposed mortality 

as the baseline. As the baseline mortality used in this model is not centred on the unexposed 

population alone but a mixture of exposed and unexposed that will vary from population to 

population, ai,c and bi,c from equation 7-9 are not constant across populations.  

As the model needs to adapt to different populations with different mixes and distributions of 

risk factors, and because those risk factors may be binary (smoker/non-smoker) or continuous 

(BP, BMI), the method of calculating the linear hazard ratios must be easily adaptable to these 

different circumstances without the need for reprogramming or multiple sets of hazard ratios, 

or the inclusion of other variables. 

For linear functions there is a simple method that uses the intersection of a hazard ratio line 

with the x-axis (referred to here as the ‘pivot-point’). Along with the mean value in the 

population, the hazard ratio can be calculated for any individual’s risk factor value, for both 

categorical and continuous variables. It is best explained starting with binary variables, but the 

simplicity is best appreciated when changing from binary to continuous variables, or adapting 

from one population to another with different risk factor distributions. 
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We may have a variable such as smoking status, defined as being a regular smoker or not. We 

may know the hazard ratio for smoking status in relation to a category of cause of death such 

as cardiovascular disease (hazard ratio (HR) = 2.87). This HR must be adjusted so that it 

becomes a multiplier of the risk in the general population, rather than comparing smokers to 

non-smokers.  

Let us say that the ratio of the hazard of death from cardiovascular disease (CVD) in smokers 

(xi=) to non-smokers (xi=) is constant at 2.87. The vertical axis represents the hazard 

ratio applied, and the hazard ratio function line is calibrated such that the value is 1 for the 

population prevalence of exposure. The ratio of the point where hazard ratio function line 

crosses the exposure value on the x-axis (x=1) to the value for non-exposure (x=0) is constant 

at 2.87 in this example. Under these circumstances, the lines representing the hazard ratio 

corresponding to a particular risk factor value in different populations consistently intersect 

with the x-axis at a constant point which we will refer to as the ‘pivot-point’ pi. Given that we 

know the prevalence of exposure in the population p (�̅�i), we can now define the hazard ratios 

for exposure (𝑥i =1) and non-exposure (xi =0) for any population with one variable pi, as in 

Figure 7-2. 

The pivot-point is calculated from the hazard ratio and the two reference points. The reference 

points are ‘0’ and ‘1’ for binary variables, but may be some other values for continuous 

variables.  

 
Figure 7-2 Illustration of the pivot point (pi) as the defining metric of a linear hazard ratio 

between populations. Where  is the lower reference point for the risk factor value and  is 
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the higher reference point, y is the hazard ratio at the risk factor value at  , y is the hazard 

ratio at the risk factor value at , and �̅�p is the mean risk factor value in population p. 

𝑥1,𝑖̅̅ ̅̅ = 0.4 and 𝑥2,𝑖̅̅ ̅̅ = 0.7 are the mean values for the risk factor i in two populations (1,2) and 

are used for defining the hazard ratio such that the hazard ratio 𝐻𝑅 =
𝛽

𝑦

𝛼
𝑦 . 

So, for population 1, the hazard ratio at the mean value for the variable 𝑥1,𝑖̅̅ ̅̅ = 0.4 is 1, and for 

population 2 the hazard ratio at the mean value for 𝑥2,𝑖̅̅ ̅̅ = 0.7 is also 1.  

In this case the HR = 2.87 and 
𝛽

𝑦
1

𝛼
𝑦

1
=

1.64

0.57
=  

𝛽
𝑦

2

𝛼
𝑦

2
=

1.24

0.43
= 2.87. 

In each population  
𝛽

𝑦
𝑝

𝛼
𝑦

𝑝
= 𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡 in all cases where the relationship between the hazard 

ratio for a risk factor i has a linear relationship to the risk factor value x regardless of the 

distribution of the risk factor value x in the population. Therefore, the hazard ratio yp to be 

applied to a population central mortality (hazard) rate mp can be calculated as: 

 

 

 

𝛽𝑝 =
(𝑥𝑖 − 𝑣𝑖,𝑐)

(�̅�𝑝,𝑖 − 𝑣𝑖,𝑐)

𝑦
 

Where: 

𝑥𝑖 = the value for risk factor I  in the individual 

𝑣𝑖,𝑐 = the pivot point for risk factor i and cause of death c 

�̅�𝑝,𝑖 = the mean value for the risk factor I in the population p 

7-10 
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The pivot-point vi,c is calculated using the formula: 

 

𝑣𝑖,𝑐 = 𝛽 −
(𝛽 − 𝛼). 𝑏𝑖,𝑐

𝑏𝑖,𝑐 − 1
 

where: 

𝑣𝑖,𝑐 = the pivot point for risk factor i and cause of death c 

 the lower reference point and

 = the higher reference point used for calculating the hazard 

ratio bi,c 

𝑏𝑖,𝑐 = the linear hazard ratio for risk factor i to be applied to the 

baseline population mortality for a cause of death c. 

 

7-11 

 

This formulation is internally consistent with linear functions relating hazard ratios to risk 

factor values, is simple to calculate, and applies to continuous as well as binary variables.  

Although specific disease sub-models can use whatever modelling methodology works best 

independently of the general model structure, this is the default structure, and most risk 

functions are calculated using this method in the model constructed for this evaluation. 

For the final implementation of the cardiovascular disease model used in this thesis, this pivot 

point method was used to define the hazard ratio relationships and the hazard ratio details are 

given in Part 6.19.2Appendix B . 
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7.6 Summary 
The internal validity of a model is dependent on it not introducing distorting biases in the 

process of calculating risks across the spectrum of risk factor values and with time as subjects 

age. 

An important requirement of this model is that it must be able to calculate risks across the 

spectrum of risk factor values that occur in a population, and in neutral circumstances the re-

calculated population risk must match the baseline population risk. A new method of 

calculating hazard ratios to be applied to population mortality rates is described that ensures 

no distorting bias is introduced. 
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Chapter 8 Outline of the model software construction 
A Markov chain Monte Carlo simulation approach has been adopted as this enables the 

estimation of uncertainty in complex systems where analytic solutions are intractable or 

impossible. The model was coded in Microsoft Visual Basic using the Visual .net 2008 

programming environment. 

8.1 Process 
Figure 6-2 shows the swim lane diagram illustrating the process underlying the stochastic 

simulation of an individual. After loading the known details about an individual, and the 

parameters of a simulation such as the limiting age, the number of simulations to perform, and 

the details of any ‘what-if’ scenarios, the object is created, and any risk factor variables that 

are missing and still required for simulation are imputed by a separate ‘imputation module’. A 

complete ‘base’ virtual individual object then exists, ready for simulation. This entails creating 

multiple copies of the base individual, ageing them stochastically with dynamically changing 

values for risk factors as time passes, and calculating the risk of death each year until the 

limiting age. 

Figure 8-1 is a screenshot of the interface of the model. The model was developed during a 

period of employment at Risk Management Solutions (RMS), and a prototype name 

‘Prognosys’ was used as appears on the screenshot. This is used to enter the characteristics of 

a specific individual, and to set simulation parameters such as the number of simulations, and 

the limiting age. Figure 8-2 shows the tab for specifying ‘what-if’-scenarios. Simple fixed 

mortality improvement rates,  relative risk  ratios, fixed initial prevalences or more complex 

scenario descriptions, are called ‘GASP’ here. ‘GASP’ is an acronym for ‘Geroscience Advanced 

Stochastic Process’ which is a complex framework for deriving future projections of mortality 

improvement designed by Dr Gordon Woo of Risk Management Solutions Ltd.(88) The GASP 

framework was not my work and so will not be described in any detail in this thesis; however, 

where it is referred to, it should be considered synonymous with a complex ‘what-if’ scenario.  
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Figure 8-1 A screenshot of the interface of the model.  

 
Figure 8-2 A screenshot of the 'what-if’ scenario interface tab. On the left, specific 

mortality improvement rates, hazard ratios, starting prevalences for key variables or 

more complex scenario descriptions (GASP) can be specified.  
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Figure 8-3 shows the graphical output of the curve of deaths by cause projected forwards to 

the limiting age.3  

 
Figure 8-3 A screenshot showing the end result of a single simulation of 50 year -old 

man from the UK with a baseline parameterisation from the general UK population in 

2008. 

 

8.2 Ageing 
Manymodesl make predictions about mortality in a fixed time frame , but this model generates 

probability densities over a lifetime. In order to do so, it must take some account of how risk 

evolves over time, and this is linked closely with the evolution of risk factors. In addition, if the 

model is to support ‘what-if’ scenarios, it is necessary to model the natural history of risk 

factors so that the impact of changes on those risk factors over time can be properly explored. 

A core assumption of ageing in the model is that the natural history of a risk factor follows 

Assumption 3 regarding distribution of the risk factor in the baseline parameterisation. For 

example, a 20 year old man in 2012 can expect to have the SBP of a 60 year old man in 2012, 

when he reaches the age of 60 years himself in 2052.  

                                                           
3 The routine to display this graph is the only part of the model evaluated in this thesis not to be coded 
by me and was written by Dr Chris Hornsby of RMS Ltd using the Zedgraph opensource.net graphing 
library. 
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Assumption 3.  

The natural history of the average risk factor value follows the gender-specific age-period 

distribution. 

 
The model is stochastic, so there is a random element to the change of a risk factor over time, 

and the distribution of that variation should reflect the natural variation in the risk factor. 

Different types of risk factor require different modelling methods, and so there are five types 

of ageing used: ageing of continuous variables; ageing of binary variables; ageing of binary-

continuous variables; ageing of chronic pathology, like cardiovascular disease and diabetes; 

and ageing of linked factors, like BMI and waist-hip ratio (WHR). An early version of the ageing 

sub-model for continuous variables was similar to an integrated moving average model as in 

section Part 2.4.3.4. However, this was abandoned in favour of one which used the percentile 

of a risk factor as this was easier to constrain within the distribution of a variable. 

8.2.1 Ageing of continuous variables 
Continuous variables such as SBP are aged by forward-projecting the percentile corresponding 

to the current value of the risk factor variable into the next year, then calculating the 

corresponding risk factor value from the aged percentile, and then perturbing that value with 

standard-normally distributed random noise that is determined using the variable volatility. 

Volatility is defined as the standard deviation divided by the mean. Figure 8-4 shows the flow 

chart for the algorithm used for ageing a continuous risk factor from age x to age x+1.  

When calculating the unperturbed aged risk factor value from the original percentile, an 

adjustment can be applied to comply with any ‘what-if’ scenario that applies to the risk factor 

value. For example, there may be a scenario that requires a 2% fall in the risk factor value in a 

given year. It would be applied at this point. The subsequent addition of random noise may 

negate the scenario adjustment in a particular instance, but, aggregated across all the 

simulations, they should persist. 
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Figure 8-4 Flow chart showing the algorithm for ageing a continuous variable. 

 

8.2.2 Ageing of binary variables 
For binary variables, transition probabilities have to be calculated. The variable can be in one 

of two states, 0 or 1, for any individual simulation. However, aggregated across all simulations, 

the proportion will be a continuous number between 0 and 1. For any individual simulation 

there are two possible transitions, from state 0 to 1 when the proportion of subjects in state 0 

is 0, or from state 1 to 0 when the proportion of subject in state 1 is 1 or (1-0). For any 

individual simulation the proportion of subjects is unknown, and so it is estimated using the 

baseline average prevalence for the binary variable. The transition probability is calculated 

using equation 8-1. 

 

𝑡 =
𝜋𝑥+1 − 𝜋𝑥

1 − 𝜋𝑥  

where: 

t = the original transition probability for ageing 

𝜋𝑥  = the expected prevalence in year x. 

8-1 
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The numerator of the equation reflects the expected total change in prevalence between age x 

and x+1. The denominator corrects this transition probability for the proportion of the 

simulations that can be transited to the exposed or affected state. 

For the ‘what-if’ scenarios, the metric of change is a proportional change in prevalence in a 

given year with reference to the start year. In other words, in the initial year the proportional 

adjustment is 1, as this is 100% of the original prevalence. For the second year, the 

proportional prevalence might be 0.98, or a 2% fall in the prevalence as a proportion of the 

original prevalence. For example, if the prevalence of a risk factor is 0.5 initially, and the 

proportional prevalence in year 2 is 0.98, the target prevalence in year 2 is 0.49 or 0.5 minus 

2% of 0.5 as described in equation 8-2. 

 

𝑡′ = 1 − (1 − 𝑡). (1 − ∆) 

where: 

t = the original transition probability for ageing 

t’ = the ‘what-if’ scenario-adjusted transition probability 

 = the difference in proportion of the original prevalence at 

age x and x+1. 

8-2 

 

Figure 8-5 shows a flowchart for the algorithm for ageing binary variables. 
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Figure 8-5 Showing the algorithm for ageing binary variables in the model.  

 

8.2.3 Ageing of binary-continuous variables 
Some variables are a combination of a binary and continuous element. These are typically 

lifestyle habits such as smoking. A binary variable describes the state of smoking or non-

smoking, and then a continuous variable describes the scale of indulgence. In the case of 

smoking this is the number of cigarettes smoked per day. Ageing for these variables follows a 

two-step process, which is the ageing of the binary variable as in section 8.2.2 and then, if the 

resulting binary state is 1, the continuous element is aged as in section 8.2.1. 

Note that only the net change in prevalence of the risk factor is modelled. This means that in 

any given year there will only be individual changes in prevalence in one direction – from 

exposed to unexposed or vice versa. In reality there will usually be changes in both directions. 

For smoking, this is probably insignificant beyond ages in the mid-20s as initiation of smoking is 

uncommon beyond that age. However, it will fail to capture the stuttering nature of repeated 

failed quit attempts that some individuals display in later life. 

When exploring the consequences of smoking or its cessation in individuals, it would be 

important to compare the impact of immediate cessation against a permanent continued 

smoking state rather than simulate the possibility of quitting in the future probabilistically. 
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Consequently, the model can give the user the option to include or exclude the possibility of 

quitting in the future.  

8.2.4 Ageing of chronic disease 
For CVD and diabetes, the non-fatal chronic disease states need to be modelled as these are 

potent risk factors for cardiovascular disease death. In both cases, the disease specific sub-

models can return a ‘prevalence’ or ‘incidence’ for the non-fatal disease events. The incidence 

rate is used to calculate the transition probabilities for ageing of the disease states in a similar 

manner to the ageing of binary risk factors, with the exception that there is no transition from 

diseased to non-diseased. 

8.2.5 Ageing of correlated continuous variables 
For BMI and WHR, the two variables are highly correlated, so any random changes in one 

should closely follow the other. In this circumstance the percentile of the aged variable is used 

to calculate the value of the other. The assumption is that the percentile of the WHR is the 

same as the percentile of the BMI. 

Assumption 4.  

Correlated continuous variables share the same percentile, and ageing of one should reflect 

ageing of the other. 

 

8.2.6 Age retardation 
For ‘what-if’ scenarios that involve retardation of the rate of ageing, the passage of real time 

proceeds as before in one year increments. However the parameter values (including baseline 

mortality, risk factor values and hazard ratio values) that are used for the given chronological 

age are selected using a retarded age. The retarded age is calculated using an accelerated 

failure time method, and the ‘what-if’ scenario is defined by a series of biological year values 

per calendar year for each year projected into the future [See section 4.1.5]. The baseline 

parameter values are selected using the calculated ‘biological age’ rather than the calendar 

age. As the baseline data is described in one year time steps, the calendar age closest to the 

calculated biological age is selected. For normal simulations this works very well as the 

differences from year to year are generally small. However, when calculating mortality 

improvement rates, the use of an age retardation scenario can give rise to spike of mortality 

improvement where the selected calendar age changes. This is corrected by smoothing of the 

mass of improvement as a post-processing exercise. 
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8.3 Imputation 
When risk factor values are unknown in a simulation, modelling using that variable is switched 

off, except for diabetes and existing CVD, which are risk factors in themselves, or when ‘what-

if’ scenarios require it. Continuous variables are imputed by sampling randomly from the risk 

factor distribution (see section 10.2) for the given age and gender. The imputation of 

correlated variables is discussed in section 7.3. 

8.3.1 Imputing binary-continuous  variables 
Binary-continuous variables such as smoking are imputed in a simple two-step process, with 

smoking status being set using the smoking prevalence as a cut-off for allocating status as a 

smoker, followed by sampling from the continuous variable distribution to allocate number of 

cigarettes consumed. The same algorithm is used for alcohol consumption and for exercise.  A 

complication is the existence of incomplete information. The information provided about an 

individual may be ambiguous and incomplete, so there is a rule set for allocating smoking 

status as described in Table 8-1. Three factors may be known or unknown: smoking status, 

cigarette consumption and the last year a cigarette was smoked. In a data set presented for 

analysis, the data may be incomplete, or contradictory. Rather than simply fail, the model 

makes a decision about how to interpret the incomplete or contradictory information. The 

allocation in the last column of the table indicates the interpretation the model makes based 

on the presented data as described in the first three collumns of the table. 

Table 8-1 Showing the allocation rules for smoking status and consumption of 

cigarettes according to available information, in those not known to be smokers. 

Status Consumption Last year smoked Allocation. 

0 0 Unknown “Never smoker” 

0 Unknown Known “Ex-smoker, impute consumption” 

0 0 Known “Ex-smoker, impute consumption” 

0 Unknown Unknown “Never smoker” 

0 >0 Unknown “Ex-smoker just quit” 

Unknown 0 Any “Never smoker” 

Unknown >0 Known “Ex-smoker with quit date” 

Unknown >0 Unknown “Current smoker” 

Unknown Unknown Unknown “Impute smoking status and 

consumption” 
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8.3.2 Imputing pathology 
Imputing diabetic status and the presence of CVD is modelled using the disease sub-models. 

Known risk factors are used to calculate the expected CVD or diabetes risk, and that value is 

used as the cut-off for allocating disease status. 

8.4 Disease Sub-models 
Each of the 19 chapters of the ICD-10 classification used for mortality statistics has a mortality 

risk sub-module. When the cPerson object is asked to generate mortality risks, it calls each of 

the sub-models in turn and then aggregates the risks for all-cause mortality. Some of the 

disease chapter sub-models have further sub-models within them for calculating the risks of 

specific causes. For example, the cancer sub-module has 11 different sub-models for cancer.   
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Table 8-2 lists the ICD-10 chapter sub-modules, their constituent specific disease sub-models, 

and the risk factors employed in each of them. The hazard ratios applied and the sources for 

the ratios is given in Part 6.19.2Appendix B  Each of the ICD-10 chapter sub-modules is a 

separate class and housed in a separate file. They are all called in a standard way and so 

alternative models can be easily switched when desired.  

Whilst this thesis is primarily concerned with the general framework of the model that enables 

customised disease sub-models to be applied, the choice of hazard ratios is critical to the 

performance of the model. There is no shortage of literature with suggested hazard, risk and 

odds ratios for particular risk factors and particular causes of death. It is important that hazard 

ratios are selected that identify the most reliable estimates that are appropriate to their 

application in the model.  This is described in more detail in section 10.2.1. 

For the disease sub-models, the baseline population hazard is modified by a function 

dependent on the risk factor values in an individual and their distributions in the baseline 

population, using the general form in equation 8-3. 

 

ℎ′ = ℎ𝑝. 𝑓(𝑅, 𝐺) 

where: 

h’ = the adjusted hazard rate 

hp = the population hazard rate 

R = the set of risk factor valuess for an individual{r1, r2, …, rn} 

G = the set of population risk factor distribution functions {gr1, 

gr1, …, grn} 

f(R, G) = the hazard ratio applied to the baseline population 

hazard as a function of the risk factors in an individual and the 

risk factor distributions in the population. 

8-3 

 

No assumptions are made about the nature of f(R, G) for any particular disease. The disease 

sub-models will return a hazard ratio, and the core Markov model will apply it to the baseline 

population hazards.
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Table 8-2 Disease sub-models used in this analysis and the risk factors used.  

ICD-10 category Component 

disease sub-

models 

Risk factors used 

Infectious disease  Age and gender 

Neoplasms - cancer Bladder Smoking status and cigarette consumption, (225) 

age and gender 

 Breast Alcohol consumption,(226) BMI, age and gender 

 Cervical Smoking status and cigarette consumption,(225) 

age and gender 

 Endometrial BMI, age and gender 

 Kidney Smoking status and cigarette consumption, BMI, 

age and gender 

 Laryngeal Smoking status and cigarette consumption, 

alcohol consumption, age and gender 

 Lip-

oropharyngeal 

Smoking status and cigarette consumption, 

alcohol consumption, age and gender 

 Liver Alcohol consumption, age and gender 

 Lung Smoking status and cigarette consumption, age 

and gender 

 Oesophageal Smoking status and cigarette consumption, 

alcohol consumption, age and gender 

 Pancreatic Smoking status and cigarette consumption, BMI, 

age and gender 

Blood diseases  Age and gender 

Endocrine Diabetes BMI, smoking status, treatment with steroids, 

treatment with anti-hypertensives, existing CVD, 

age and gender 

Mental and 

behavioural 

 Age and gender 

Nervous system  Age and gender 

Eye and orbit  Age and gender 
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Ear, nose and throat 

(ENT) 

 Age and gender 

Cardiovascular 

disease (CVD) 

CHD Smoking status and cigarette consumption, 

alcohol consumption, TC/HDL ratio, existing CVD 

status, exercise, family history of CVD, fruit and 

vegetable consumption, stress, SBP, WHR, age 

and gender 

 CVA Smoking status and cigarette consumption, 

alcohol consumption, TC/HDL ratio, existing CVD 

status, exercise, family history of CVD, fruit and 

vegetable consumption, stress, SBP, WHR, age 

and gender 

Respiratory COPD Smoking status and cigarette consumption, age 

and gender 

 Non-COPD-

respiratory 

Smoking status and cigarette consumption, age 

and gender 

Digestive Cirrhosis Alcohol consumption, age and gender 

 Chronic 

pancreatitis 

Alcohol consumption, age and gender 

Skin  Age and gender 

Musculo-skeletal  Age and gender 

Genito-urinary  Age and gender 

Obstetric  Age and gender 

Perinatal  Age and gender 

Congenital  Age and gender 

Symptoms and signs  Age and gender 

External (accidents 

and violence) 

 Alcohol consumption, age and gender 
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8.4.1 Adjustment of Baseline Risk 
Any what-if scenario that involves adjustment of baseline mortality applies a hazard ratio to 

the baseline central mortality rate prior to any further modelling. The scenario is represented 

as a series of hazard ratios applied for each year projected into the future.  

The method of using the pivot point to calculate undistorted linear hazard ratios is described in 

section 9.5. This is easy to implement as the hazard ratio is calculated using equation 7-10. For 

binary-continuous risk factors such as smoking, where there is a binary element for the status 

and a continuous element for consumption, the final hazard ratio is calculated from the 

average consumption per person and is substituted into equation 7-10 to give equation 8-4. 

 

𝑅 =
(𝑠. 𝑐𝑖 − 𝑣)

(𝜋. 𝑐̅ − 𝑣)
 

where: 

R = hazard ratio 

s = status of the binary variable (0 or 1) 

ci = consumption by this individual 

𝑐̅ = consumption by the average smoker in the population 

v = the pivot point for the risk factor in this disease 

 = the proportion of smokers in a population. 

8-4 

 

In this particular parameterisation nearly all the hazard ratios had a linear relationship to the 

underlying risk factor value.  However, the model can handle non-linear relationships. In this 

case, the population hazard ratio weighting referred to as the ‘normalisation factor’ is 

calculated using numerical methods as in equation 9-14. Non-linear ratio relationships already 

in existence are ‘exponential’, ‘exponential squared’ and ‘exponential cubed’. The exponential 

hazard ratios are calculated using equation 8-5. The only non-linear hazard ratios used are for 

BMI in calculating the risk of diabetes where, the hazard ratio is calculated as described in 

equation 3-16. 
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𝑅′ = 𝑅𝑥.𝑤 

where: 

R = the hazard ratio per unit of risk factor value 

R’ = the target hazard ratio for use in adjusting risk 

x = the risk factor value 

w= the weighting factor – currently 1, 2 or 3 for ‘exponential’, 

‘exponential squared’ and ‘exponential cubed’. 

8-5 

 

To change the hazard ratio and pivot point values and properties, the hazard ratio data file  

(shown in Part 6.19.2Appendix E is altered, and no modification of the model program is 

needed. 

8.5 Combining Mortalities 

8.5.1 Monte Carlo simulation modelling 
Typically a Monte Carlo simulation would cycle through the time steps calculating the risk of 

death using random numbers to decide whether an event occurs. Over a very large number of 

simulations, the expected distribution of events (death) should appear. When simulating from 

the current to the limiting age over many causes of death and with stochastic variation in risk 

factors, this means that a very large number of calculations is used to generate a single data 

point – a year of death with a cause of death. All other information is lost. This is clearly 

inefficient, and means extremely large numbers of simulations would be required to achieve 

smooth, stable output.  

One solution is to retain all the posterior probabilities that are calculated for the causes of 

death, and combine them to arrive at the intended probability distribution rather than use 

them to simply generate discrete events. If single events are generated, then much of the 

computation effort is simply discarded. If the initial mortality values (qs) were combined, we 

would suffer from the frailty problem. If we have a large number of simulations, without 

adjustment, those simulations with adverse risk factor profiles at time 0 would contribute just 

as much to the expected mortality in old age as those with good risk factor profiles at time 0. 

To avoid this, the generated probabilities need to be survival-weighted, so that those less likely 

to survive to old age contribute proportionally less to the expected mortality than those who 

are likely to survive. This is exactly what happens when the calculated PDFs are combined. 

They are exactly survival-weighted initial mortality rates. So, to achieve the initial mortality 
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rates over a lifetime, first the PDFs for each simulation are combined, then the survival is 

calculated, and this is used to convert the PDFs back to q values. 

8.5.2 Frailty effects and Markov modelling 
The term ‘Frailty effects’ describes the survival selection effects on the fitness of the average 

survivor at older ages.(227)(165)  In other words, it means ‘survival of the fittest’. As an 

example, smokers have much higher mortality rates than otherwise comparable non-smokers. 

If the smoking prevalence in a population of similar individuals at age a is noted, then the 

population some years later is likely to have a lower proportion of smokers, even in the 

circumstance where no smoking cessation occurs. This is because the higher mortality rate in 

the smokers ensures that there is a higher proportion of non-smoker survivors later in life. It 

has been speculated that this is a potential cause of the ‘mortality plateau’ where the 

mortality rate of the very elderly ceases to rise with age.(228) This is the basis of reliability 

theory as a description of ageing of mortality rates.(229) 

In a Markov chain Monte Carlo model such as this, frailty effects can be problematic. If a 

number of different stochastic simulations are executed for an individual, then in some 

simulations there will, by chance, be an adverse combination of risk factors later in life, with an 

associated reduced chance of survival. When combining mortality rates across a lifetime across 

many simulations, this survival difference needs to be taken into account. Fortunately, one of 

the requirements for the model is to generate PDFs  as output (3.2).  The equation for the PDF 

is given in equation 8-6 

 

𝑃𝐷𝐹𝑎,𝑡 = 𝑒− ∫ 𝜇(𝑎+𝑡)
𝑡
0 𝑑𝑡. (1 − 𝑒

−𝜇(𝑎+𝑡)) 
where: 

PDFa,t = probability of death in year t, given survival at age a 

a = the age at time 0 

t = the number of years after age a 

a+t = the hazard rate or force of mortality at age a+t. 

8-6 

 

The probability of an individual aged a dying at aged a+t is the product of the initial mortality 

at age a+t and the survival at age a+t. 

Equation 8-6 is in two parts. The firs representing the expected survival of someone aged a 

after an interval of t years.(165) The integral term represents the cumulative hazard function 
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between the ages of a and a+t. Here, no assumption is made about the nature of the hazard 

function (a+t), and this could be substituted by a Gompertz function, or any equation fitted to 

observational data. The second part of the equation is the initial mortality (q), and the 

combination of the two is the pdf for mortality of the curve of deaths.(230) 

 

 

 

8.5.3 Competing cause of death 
A property of probabilities that can give rise to problems in modelling is that combinations of 

competing risk probabilities will sum to more than the true combined risk. Where the 

competing probabilities are completely independent (where the probability pa of any one 

occurrence does not affect the probability pb of any other), then it is simple to calculate the 

total expected probability as: 

        

p(a || b)  =  1 − (1 − 𝑝𝑎) ∗ (1 − 𝑝𝑏) 

where: 

p(a || b)  = the probability of event a or event b occuring 

𝑝𝑎 = the probability of event a 

𝑝𝑏 = the probability of event b. 

 

8-7 

However, where the probability of competing event b is in some way dependent on event a, 

then this does not hold. Bayesian probability addresses contingency, but can become overly 

complicated in large models. 

Working in hazards avoids many of these problems. The hazard rate (h) of an event is the 

instantaneous probability, or the instantaneous rate of an event occurrence. The cumulative 

hazard over a short interval, where the hazard rate can be assumed to be constant, cannot be 

negative, but can be greater than 1.(165)(230) 

 

𝐻𝑥 = ∫ ℎ𝑎+𝑡

1

𝑡=0

 

where: 

Ha = the cumulative hazard over one year at age a 

ha = the hazard rate at age a 

8-8 
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t = time passed. 

 

The hazard rate for death from two competing causes of death h and h is simply the sum of 

each of the two:  

 

ℎ( 𝛼 ||𝛽) =  ℎ𝛼 + ℎ𝛽 

where: 

h = the hazard rate 

8-9 

 

When the rate of change of the hazard rate is small across short time intervals, such that the 

hazard rate can be assumed to be constant over 1 year, then the cumulative hazard is: 

 𝐻( 𝛼 ||𝛽) ≈  𝐻𝛼 + 𝐻𝛽 8-10 

 

Simply summing initial mortality rates can lead to significant error in the very elderly. For 

example, where there are three causes of death and all have an initial mortality (q) of 0.05, 

summing the q values will lead to about a 5% overestimate in the all-cause q-value. 
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Chapter 9 Baseline mortality and its recalibration 
Baseline mortality values are used that are appropriate to the population of interest, whether 

that is a country, socioeconomic group or insurance product type. The model needs to include 

a set of mortality risks by cause of death. The relevant risk factors for particular causes of 

death are used to adjust the specific baseline mortality rates as illustrated below. The all-cause 

mortality is then calculated from the sum of the each of the individual causes of death. 

First, I will define a few key concepts that will be used throughout the rest of the thesis. 

Discrete time Markov models usually operate using probabilities. Probabilities have some 

properties which make them awkward to use in modelling. One property is that the scope of 

probability is confined to the range of numbers between 0 and 1. In additive models, 

probabilities are added and subtracted, and so it is easy to breach the boundaries of a 

probability and generate results that are not between 0 and 1. Generalised linear models 

combine probabilities using multiplication and division, and so negative probabilities will not 

arise. However, there is still a risk of generating probabilities over 1. Hazards only suffer from 

half this problem in that they have no theoretical upper limit, but do have a lower limit of 0. 

An additional advantage to using hazards on the context of mortality modelling is that the 

generally available centrql mortality data is a good approximation of hazards, but is a less good 

approximation of probability when the probabilities are not very low and the mortality rate 

can be considered constant through the year.(231)(232) Consequently, this model operates 

using hazards (force of mortality) and converts the output into probabilities using the equation 

9-1.(233) 

 

𝑞 = 1 − 𝑒−ℎ 

where: 

q = the initial mortality 

h = the hazard rate. 

9-1 
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9.1 Modifying baseline hazard rates 
In the following description: 

A prime ( ‘ ) represents a result based on a risk factor-adjusted modification of a baseline 

mortality hazard rate. 

‘*’ Represents the final all-cause result of mortality or survival derived from combinations of 

cause of death. 

The adjusted all-cause force of mortality for cause c at time t for someone with an initial age a 

is: 

 

𝜇𝑔,𝑎+𝑡
∗ = ∑ 𝜇𝑔,𝑐,𝑎+𝑡

′

𝑘

𝑐=1

 

where: 

𝜇𝑔,𝑎+𝑡
∗  = the adjusted all-cause force of mortality at age a+t for 

gender g. 

𝜇𝑔,𝑐,𝑎+𝑡
′  = the mortality hazard rate for cause c and gender g at 

age a+t. 

9-2 

 

Henceforth the gender g is left out for clarity. The adjusted hazard / force of mortality '
c,a+t for 

a particular cause of death c is:  

 

𝜇𝑐,𝑎+𝑡
′ = 𝜇𝑐,𝑎+𝑡

𝑝
. 𝐵𝑐,𝑎+𝑡 

where: 

𝜇𝑐,𝑎+𝑡
𝑝

= the baseline population mortality for cause c at age 

a+t 

𝐵𝑐,𝑎+𝑡 = the adjustment hazard ratio for cause c at age a+t. 

9-3 

 

The baseline mortality for a particular cause of death is adjusted by a hazard ratio Bc,a+t for 

cause c that is a function fc,i of a set of n risk factor values  R for that  cause of death, and 

known distributions gp
i(ri) for the same risk factors (i) in the population of interest p. All 



136 
 

baseline mortality rates, risk factor values, and hazard ratios are age- (a) and gender-

(g)dependent. 

 

 

𝐵𝑐,𝑎+𝑡 = ∏ 𝑓𝑐,𝑖(𝑥𝑖,𝑎+𝑡 , 𝑔𝑖
𝑝

(𝑟𝑖 , 𝑎 + 𝑡))

𝑛

𝑖=1

 

where: 

𝐵𝑐,𝑎+𝑡 = the adjustment hazard ratio to be applied to the 

baseline mortality 

𝑔𝑖
𝑝

(𝑟𝑖,𝑎 + 𝑡) = the distribution function for risk factor ri in the 

general population p 

xi,a+t = the value for the ith risk factor (ri) at age a+t 

n = the number of risk factors included. 

𝑓𝑐,𝑖 = a function describing the relationship between the 

adjustment hazard ratio for cause c and  the risk factor value in 

an individual and the distribution of the ith risk factor in a 

population. 

9-4 

In other words, the final hazard ratio is calculated as the product of all the risk factor specific 

hazard ratios. 

9.2 Aggregating mortality rates across a number of 

simulations  
Across a number of simulations, the stochastic variability introduced in the modelling results in 

variation in risk across the simulations. This causes variation in the survival across the 

simulations. ‘Frailty effects’ describes the consequence of survival of the fittest on aggregated 

mortality rates as time passes.(143) This sub-section describe how these frailty effects are 

modelled. 

The initial state of the variables xi are generally known at time zero, but subsequently vary 

according to random processes that are dependent on the risk factor, population, age, gender 

and state of other relevant variables. Consequently, a series of u simulations across time will 

have identical initial states for the risk factors xi where variables are known, but then diverge. 

The average probability of dying across the u simulations from a particular cause c at age a+t 

and conditional upon survival at age a is c
l,a+t.  
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For the ‘Curve of Deaths’ a ‘d’ symbol is usually used for the probability density function. Here 

a ‘’ is used to avoid confusion with the ‘dx’ in calculus.  

 

The caret ‘^’ indicates an aggregation across simulations. The probability of someone aged a 

dying at exactly age a+t from cause c when aggregated across all the u simulations is: 

 

 

�̂�(𝑎+𝑡)
𝑐 =

∑ 𝛿𝑙,(𝑎+𝑡)
𝑐𝑢

𝑙=1

𝑢
 

where: 

𝛿𝑙,(𝑎+𝑡)
𝑐  = the probability of someone age a dying at exactly age 

a+t years from cause c in simulation l 

u =  the total number of simulations. 

 

9-5 

 

What equation 9-5 is stating is that the probability of dying  at exactly time t will be the 

average of  all the probabilities of mortality across every simulation at exactly time t. 

As a function of survival S*, the probability of someone aged a dying at exactly age a+t from 

cause c when aggregated across all the u simulations is: 

 

�̂�(𝑎+𝑡)
𝑐 =

∑ 𝑆𝑙,(𝑎+𝑡)
∗ . (1 − 𝑒−𝜇𝑙,(𝑎+𝑡)

𝑐

)𝑢
𝑙=1

𝑢
 

where: 

𝜇𝑙,(𝑎+𝑡)
𝑐  = the force of mortality for cause c at age a+t in 

simulation l 

𝑆𝑙,(𝑎+𝑡)
∗  = the probability of the person aged a in simulation l 

surviving t years.  

9-6 

Equation 9-6 is derived from equation 8-6 for the pdf of mortality. The first survival term is 

substituted by S* to represent the survival, and the average across all the simulations is found 

by summing all the values and dividing by the total number of simulations u. 
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As the probability of the person aged x in simulation l surviving t years is: 

 

𝑆𝑙,(𝑎+𝑡)
∗ = 𝑒− ∫ 𝜇𝑙,( 𝑎+𝑡).𝑑𝑡

∗𝑡
0  

where: 

𝜇𝑙,( 𝑎+𝑡)
∗  = the force of mortality from all causes at age a+t in 

simulation l 

𝑆𝑙,(𝑎+𝑡)
∗  =  

NB this assumes that 𝜇𝑙,( 𝑎+𝑡)
∗  is stationary over time.4 

9-7 

as previously described above. 

We get the probability of someone aged a dying at exactly age a+t from cause c when 

aggregated across all the u simulations: 

 

𝛿(𝑎+𝑡)
𝑐 ≈

∑ 𝑒− ∫ 𝜇𝑙,(𝑎+𝑡).𝑑𝑡
∗𝑡

0 . (1 − 𝑒−𝜇𝑙,(𝑎+𝑡)
𝑐

)𝑢
𝑙=1

𝑢
 

where: 

𝜇𝑙,( 𝑎+𝑡)
∗  = the force of mortality from all causes at age a+t in 

simulation l 

𝜇𝑙,(𝑎+𝑡)
𝑐  = the force of mortality for cause c at age a+t in simulation l. 

NB this assumes that 𝜇𝑙,( 𝑎+𝑡)
∗  is stationary over time. 

9-8 

 

                                                           
4 I am grateful to Jon Palin of RMS who identified this assumption and for his coaching on mathematical 
notation, though any errors are entirely mine. 
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Equation 9-8 is the expansion of equation 9-6 using equation 9-7.  Similarly, the conditional 

probability of death from all causes at time t is: 

 

𝛿(𝑎+𝑡)
∗ =

∑ 𝑒− ∫ 𝜇𝑙,(𝑎+𝑡).𝑑𝑡
∗𝑡

0 . (1 − 𝑒−𝜇𝑙,(𝑎+𝑡)
∗

)𝑢
𝑙=1

𝑢
 

where: 

𝜇𝑙,( 𝑎+𝑡)
∗  = the force of mortality from all causes at age a+t in 

simulation i 

u = the total number of simulations. 

NB this assumes that 𝜇𝑙,( 𝑎+𝑡)
∗  is stationary over time. 

9-9 

 

It should be noted that the probability of someone aged a dying at exactly age a+t from all 

causes when aggregated across all u simulations: 

 

𝛿(𝑎+𝑡)
∗

≈ ∑ 𝛿(𝑎+𝑡)
𝑐

𝑘

𝑐=0

 

where: 

𝛿(𝑎+𝑡)
𝑐  = the probability of someone aged a dying at exactly age 

a+t from cause c when aggregated across all u simulations. 

9-10 

 

That is to say, the calculated all-cause conditional probability is similar to, but not precisely the 

same as, the sum of the conditional probabilities by cause when aggregated across k 

simulations. Hence renormalisation is required. 
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𝛿̿̂
𝑎+𝑡
𝑐 =

𝛿𝑎+𝑡
∗

∑ 𝛿𝑎+𝑡
𝑐𝑘

𝑐=0

. 𝛿𝑎+𝑡
𝑐  

where: 

𝛿(𝑎+𝑡)
∗  = the probability of someone aged a dying at exactly t 

years from all causes when aggregated across all u simulations 

𝛿(𝑎+𝑡)
𝑐  = the probability of someone aged a dying at exactly t 

years from cause c when aggregated across all u simulations 

c = one of the k causes of death 

𝛿̿̂
𝑎+𝑡
𝑐  =the corrected probability of someone aged a dying from 

cause c at exactly t years. 

9-11 

The left hand part of equation 9-11 is the ratio of the simulated all-cause mortality as a pdf to 

the sum of the cause specific pdf mortality rates. The right hand term is an individual case-

specific pdf mortality rate. 

9.3 Hazard ratio calculation 
Currently, hazard ratios can be calculated by the model in two ways: linear functions; and non-

linear functions. The framework exists in the current program to define any kind of function, 

and this will be numerically evaluated for normalisation. 

9.4 The generalised formulation 
The baseline mortality data available relates to a population, and the available hazard ratio 

information usually relates to the presence or absence of a risk factor. Therefore, the hazard 
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ratios applied to the baseline mortality data need to be adjusted in order to be applicable to 

the population in question. 

 

 

𝐵𝑖,𝑐
∗ =

𝐵𝑖,𝑐

𝐵𝑖,𝑐
𝑝  

where: 

𝐵𝑖,𝑐
∗  = the hazard ratio that will be applied to the population baseline 

mortality for cause of death c and the ith risk factor 

𝐵𝑖,𝑐 = the hazard ratio that will be applied to the unexposed mortality 

for cause of death c and risk factor i for this individual’s instance of 

the ith risk factor 𝐵𝑖,𝑐
𝑝

= the hazard ratio that will be applied to the 

unexposed mortality for cause of death c and risk factor i for the 

population distribution of the ith risk factor. 

9-12 

 

 

 

𝐵𝑖,𝑐 = 𝜂𝑖,𝑐(𝑥𝑖) 

where: 

𝐵𝑖,𝑐 = the hazard ratio that will be applied to the population baseline 

mortality for cause of death c and risk factor i given a value xi for a 

given  individual 

xi = the value of the ith risk factor. 

𝜂𝑖,𝑐 = the hazard ratio function for risk factor i applied to cause c. 

Note: age and gender variables are omitted for clarity. 

 

9-13 
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𝐵𝑖,𝑐
𝑝

= ∫ 𝜂𝑖,𝑐(𝑥𝑖). 𝑔𝑖
𝑝 (𝑥𝑖). 𝑑𝑥𝑖

∞

𝑥𝑖=0

 

where: 

𝐵𝑖,𝑐
𝑝

 = the hazard ratio that will be applied to the unexposed mortality 

for cause of death c and risk factor i for the population distribution of 

the ith risk factor 

𝑔𝑖
𝑝(𝑥𝑖) = the probability density function for the risk factor for the ith 

risk factor in the population p for any given age 

𝜂𝑖,𝑐(𝑥) = the hazard ratio function for the ith risk factor in relation to 

cause of death c given a value xi 

𝑥𝑖 = the value of the ith risk factor. 

9-14 

 

Hence: 

 

𝜇𝑐 ≈ 𝑚𝑐
𝑝

. ∏
𝜂𝑖,𝑐(𝑥𝑖)

∫ 𝜂𝑖,𝑐(𝑥𝑖). 𝑔𝑖
𝑝 (𝑥𝑖). 𝑑𝑥𝑖

∞

𝑥𝑖=0

𝑛

𝑖=1

 

where: 

 𝜇𝑐 = the force of mortality (hazard) for disease c 

𝑚𝑐 = the central mortality rate for cause c (which is an approximation 

of the mortality hazard rate 𝜇𝑐) 

𝑔𝑖
𝑝 (𝑥𝑖) = the probability density function for the risk factor for the 

ith risk factor in the population p for any given age 

𝜂𝑖,𝑐(𝑥𝑖) = the hazard ratio function for the ith risk factor in relation to 

cause of death c given a value xi. 

9-15 

 

9.5 Linear functions 
This section uses the method described in section 7.4.  

Restating equation 7-10 as it applies to mortality here for convenience, the expected mortality 

rate for a subject with risk factor i at a value xi=  is calculated using equation 7-10 as shown 

below: 
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𝑚𝑝,𝑐,𝑥𝑖
=

(𝑥𝑖 − 𝑣𝑖,𝑐)

(�̅�𝑝,𝑖 − 𝑣𝑖,𝑐)
. 𝑚𝑝,𝑐  

𝑥𝑖  = the value of the ith risk factor 

�̅�𝑝,𝑖 = the average risk factor value in the population 

𝑣𝑖,𝑐 = the pivot point for the ith risk factor and cause of death c 

𝑚𝑝,𝑐 = the mortality hazard rate for cause c in population p 

𝑚𝑝,𝑐,𝑥𝑖
 = the mortality hazard rate for cause c in population p 

given the ith risk factor. 

9-16 

 

The combined hazard ratio Bc to be applied to the population mortality for a cause of death c 

across all the n risk factors is then: 

 

𝐵𝑐 ≈ ∏
𝑥𝑖 − 𝑣𝑖,𝑐

𝑥�̅� − 𝑣𝑖,𝑐

𝑛

𝑖=1

 

where: 

𝐵𝑐 = the Hazard ratio to be applied to cause of death c 

𝑥𝑖 = the value of the ith risk factor in an individual 

𝑥�̅� = the mean value of the ith risk factor in the population 

𝑣𝑖,𝑐 = the pivot point for the ith risk factor and cause of death c. 

 

9-17 

 

All variables are by age and gender and the indicators a and g have been omitted for simplicity. 

9.6 Exponential functions 
The exponential hazard ratio functions use a straight-forward hazard ratio as described in 

equation 9-15. 

The denominator function (equation 9-14) is calculated numerically. 
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There are currently three options for non-linear functions made available in this model: 

 

ℎ𝑖,𝑐(𝑥𝑖) = 𝑍𝑖,𝑐
𝑥𝑖.𝑤 

where: 

ℎ𝑖,𝑐,𝑥(x)= the calculated hazard ratio for risk factor value ri 

Zi,c = the hazard ratio per unit of risk factor value xi 

W = a weighting that can equal 1, 2 or 3 – i.e. the square and 

cube of the risk factor value can also be calculated. 

 

9-18 

Additional functions can be created by adding a public function to the module 

‘FunctionModule’, and then adding a ‘case’ that diverts to that function in the public function 

called ‘CalculateHR’. 

 

9.7 Risk decay 
With some risk factors, the duration of exposure may have an impact on the calculated risk, 

and when exposure ceases, the additional risk does not immediately disappear.  Taking the 

example of cigarette smoking, the smoker’s additional risk of dying from lung cancer, 

compared to a never smoker, approximately halves every 10 years in men after quitting.(234) 

When modelling ‘what-if’ scenarios that involve smoking cessation, this delay in the reduction 

in risk needs to be taken into account. To do this, I have included a decay function to the 

hazard ratio calculation such that there is a transition from the smoking to the non-smoking 

risk that is determined by a decay function. 

The Risk Decay variable contains the half-life for the decay of a risk factor’s excess risk. 

For example, this is the half-life of the decay that occurs after quitting smoking. There is not an 

immediate return to the background risk, instead it decays slowly. In the case of cigarette 

smoking, the model does this by artificially making the hazard ratio correspond to a number of 

cigarettes that are decayed from the number consumed at quitting using the half-life. 
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The decay equation is a standard radio-active decay equation: 

 𝜆 =
− ln(0.5)

𝛾
 9-19 

 

where 𝛾 = half life          

 𝜃 = 𝑒−𝜆.𝑡
 9-20 

 
where 𝜃 is the fraction of the exposure risk applied and t is the number of years since the end 
of exposure. 
 

There is a separate hazard ratio file for each disease sub-model. The file name is of the format  

‘RiskRatio***.CSV’. See Part 6.19.2Appendix E  for the details of the hazard ratios file 

(containing hazard ratios). 

 

9.8 Population risk factor value distributions 
In order to calculate the hazard ratio for a particular risk factor/disease couplet, the 

distribution of the risk factor for non-linear factors and the average value for linear factors 

needs to be known. An example of a segment of a hazard ratio distribution definition file is 

given in Part 6.19.2Appendix C . 

Two tables are utilised: one table gives the distributions of the risk factors needed to calculate 

the hazard ratios; the second table is used to impute missing values as necessary. Usually, both 

tables are identical, but occasionally it may be desirable to use a different set of imputation 

values, if we think the individual comes from a sub-population for which we have risk factor 

information but no baseline mortality table. 

Each risk factor has a defined distribution function by age, with mean values by age and then 

relevant parameters for the distribution function assigned to the risk factor. Almost all are 

point prevalences or are defined by gamma distribution functions, but can also be lognormal. 
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Chapter 10 Baseline parameterisation 

10.1 Mortality  
Forty two cause-of-death categories are used in the modelling, including the 19 ICD-10 chapter 

mortality totals. These are shown in Table 10-1. 

For the UK, the central mortality rates were calculated from deaths by age and gender in the 5-

year age bands as seen in Table 1 in ‘Mortality Statistics. Deaths registered in 2008’ (235) and 

the mid-year population estimates in the spread-sheet downloads from the ONS site 

(www.ons.gov.uk). These 5-year central mortality rate bins were then smoothed while 

preserving the mass of mortality in each age band. Various methods for smoothing can be 

employed, and probably the most popular at present in the UK is the use of p-splines.(154) I 

employed an iteratively renormalized 2-dimensional kernel-smoothing algorithm, with a 3X3 

year moving average, which preserved the mortality mass in each bin. 

Above the age of 85 years, mortality data is sparse. The all-cause mortality is projected in a 

log-linear factor with an asymptote reaching a log hazard of 0. Some authorities suggest that 

the deceleration in mortality rates can be seen from the age of 75, but Gavrilov and Gavrilova 

provide a convincing argument that the deceleration occurs at much higher ages than 

previously thought.(228)(236) The mortality by cause of death is normalised according to the 

all-cause projections in the very elderly. 

  

http://www.ons.gov.uk/
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Table 10-1 Showing all the causes of death used in the model. 

Cause ICD10 code 

All causes     A00-R99,U509, V01-Y89 

I Certain infectious and parasitic diseases    A00-B99 

 Intestinal infectious diseases     A00-A09 

II Neoplasms     C00-D48 

Malignant neoplasms     C00-C97 

 Malignant neoplasms of lip, oral cavity and pharynx    C00-C14 

 Malignant neoplasm of oesophagus     C15 

 Malignant neoplasm of liver and intrahepatic bile ducts    C22 

 Malignant neoplasm of pancreas     C25 

 Malignant neoplasm of larynx     C32 

 Malignant neoplasm of trachea, bronchus and lung    C33-C34 

 Malignant neoplasm of breast     C50 

 Malignant neoplasm of cervix uteri     C53 

 Malignant neoplasm of other and unspecified parts of uterus    C54 

 Malignant neoplasm of kidney, except renal pelvis    C64 

 Malignant neoplasm of bladder     C67 

III Diseases of the blood and blood forming organs etc. D50-D89 

IV Endocrine, nutritional and metabolic diseases   E00-E90 

Diabetes mellitus     E10-E14 

V Mental and behavioural disorders    F00-F99 

VI Diseases of the nervous system    G00-G99 

VII Diseases of the eye and adnexa    H00-H59 

V111 Diseases of the ear and mastoid process    H60-H95 

IX Diseases of the circulatory system    I00-I99 

Ischaemic heart diseases     I20-I25 

Cerebrovascular diseases     I60-I69 

Atherosclerosis     I70 

Aortic aneurysm and dissection    I71 

X Diseases of the respiratory system    J00-J99 

Bronchitis, emphysema and other COPD J40-J44 

Non-COPD respiratory J00-39.9:J45-J99 

XI Diseases of the digestive system    K00-K93 

Cirrhosis related to alcohol K70:K70.9; K74.0:K74.1;K74.6 

Chronic pancreatitis K86.0:K86.1 

XII Diseases of the skin and subcutaneous tissue    L00-L99 

XIII Diseases of the musculoskeletal system and connective tissue   M00-M99 

XIV Diseases of the genitourinary system    N00-N99 

XV Pregnancy, childbirth and the puerperium   O00-O99 

XVI Certain conditions originating in the perinatal period   P00-P96 

XVII Congenital malformations, and chromosomal abnormalities Q00-Q99 

XVIII Symptoms, signs and abnormal clinical and laboratory findings R00-R99 

XX External causes of morbidity and mortality    U50.9:V01-Y89 
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10.2 Risk factor distributions 
For each risk factor used, age-dependent distributions need to be supplied. These are defined 

in a comma separated variable (CSV) file. This allows the risk factor distributions to be easily 

substituted for different parameterisations of the model. 

For the UK, risk factor distributions were identified using the Health Survey for England (HSE), 

the General Household Survey, and the general literature where necessary. Most factors were 

fitted to the HSE raw data, with a least squares fit for gamma distribution shape and scale 

parameters. 

For historical parameterisations and some fields in the US parameterisation, contemporary risk 

factor distributions were recalibrated according to known average values in the given year or 

in the US. A short excerpt of a parameterisation file is given in Part 6.19.2Appendix C  

10.2.1 Hazard ratios and sources 
There are hierarchies of evidence, and wherever possible the results of large meta-analyses by 

reputable sources rather than single studies were used and, where possible, the choices used 

were triangulated with other studies.  

Dependencies between risk factors mean there may be significant difference between 

multivariate and univariate ratios. Wherever possible multivariate ratios regressed against 

other risk factors involved in the modelling were used. This applied to the choice of ratios for 

the cardiovascular disease sub-model where a large number of variables are included. 

For the analysis in this thesis, a set of linear hazard ratios were used, and they are shown in 

Part 6.19.2Appendix B along with their sources. The hazard ratios can be declared as age- and 

gender-dependent in the model, and can be linear, exponential, exponential-squared or 

exponential-cubed, though in the set used here, there was no age dependency, and all but BMI 

in the diabetes sub-model were linear. 

The principal studies used for parameterisation are described below. 

The INTERHEART Study(223) 

This was a case control study including 15,152 cases with a first myocardial infarction and 

14,820 controls drawn from 52 countries. Nine independent risk factors in addition to age and 

gender were identified accounting for 90-94% of the population attributable risk. The risk 

factors identified were abnormal lipids, smoking, hypertension, diabetes, abdominal obesity, 
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psychosocial factors, consumption of fruits, vegetables, and alcohol, and regular physical 

activity. 

The Million Women Study(237) 

This is a prospective cohort study of 1.2 million 50 to 64 year-old women in the UK who were 

recruited between 1996 and 2001. An analysis of cancer mortality in relation to body mass 

index has been published and was used to yield hazard ratios for BMI and various cancers.  

Correao meta-analysis, 2004(226) 

Correao et al did a meta-analysis of alcohol consumption in relation to 15 different diseases, 

including cancers. 156 studies with a total of 116,702 subjects were included.  

Cancer Prevention Study II(225) 

The Cancer Prevention Study II is a prospective Cohort Study of 1.2 million people in the USA 

recruited in 1982 and followed up since. The initial risk factor data collection included 

information on diet, alcohol, tobacco use, occupation, medical history and family history. Data 

on cigarette consumption has been used. 

Meta-analyses by Law 2003,(238) and LaRosa 1999(239) 

These were two different meta-analyses that examined the effect of statins on cardiovascular 

disease event rates.  The LaRosa study identified 5 qualifying trials out of 182 candidate 

studies, and the Law analysis a few years later used the results from 231 trials. Both studies 

drew very similar conclusions, but reported these results in a non-linear fashion as a relative 

risk reduction for a given percentage change in TC/HDL ratio. For this analysis, a linear 

estimate taken as the gradient of this line at average values for the risk factor was used. 

QDScore(240) 

The QDScore model is a risk equation derived from a Cox Proportional Hazards model fitted to 

clinical data from 355 general practices using the EMIS patient record system. Independent risk 

factors included age, sex, body mass index, smoking status, family history of diabetes, existing 

hypertension, existing cardiovascular disease and current use of steroids. The Townsend 

deprivation score was also included as a factor. 
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Assumption 5.  

For the parameterisation used in this thesis, all hazard ratios were age-independent. 

However, this is not a necessary assumption for the model in general as age-specific hazard 

ratios can be used and easily defined in the baseline parameterisation files. 

 

The primary concern of this thesis is the model structure and framework. The set of hazard 

ratios used is just one instance of the possible parameterisations. In selecting the evidence 

with which to populate the hazard ratios, evidence from meta-analyses or systematic reviews 

from well-established leaders in their field, published in high quality, peer-reviewed journals, 

was used for preference. However, both the cardiovascular disease and diabetes sub-models 

used hazard ratios derived from specific studies. These were selected because they 

incorporated a number of risk factors that would account for a substantial proportion of the 

population-attributable risk.  

In general, hazard ratios were assumed to be very similar to the risk ratios and odds ratios 

published, as when absolute event rates are low, all three are similar. In the Law and LaRosa 

meta analyses for example, absolute event rates were typically of the order of 2%. With this 

prior probability a risk ratio of 0.5 would yield a hazard ratio of 0.497 which is within 1% of the 

risk ratio. 

For cardiovascular disease, hazard ratios derived from the INTERHEART study and meta-

analyses by Law, LaRosa and Abrahamowicz  were used.(223)(241)(238)(239)(242)  The 

INTERHEART study is, perhaps, a controversial choice as this was a case-control study of 

myocardial infarction (MI). In selecting the ratios from this study an assumption was made that 

the process driving all other atheromatous disease such as stroke and peripheral vascular 

disease was the same and that the same hazard ratios would apply. The only exception to this 

assumption was with SBP as applied to stroke, as a proportion of strokes are haemorrhagic 

rather than ischaemic, and strokes are therefore more sensitive to SBP than MI.  

Assumption 6.  

An assumption was made that the process driving all other atheromatous disease such as 

stroke and peripheral vascular disease was the same as MI, and that the same hazard ratios 

would apply. The only exception to this assumption was with SBP as applied to stroke, as a 

proportion of strokes are haemorrhagic rather than ischaemic and strokes are therefore 

more sensitive than MI to SBP. 
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The INTERHEART Study determined the presence of hypertension as a risk factor only when 

there was a prior diagnosis, as acute myocardial infarction (AMI) distorts the blood pressure 

readings, so alternative data needed to be identified for SBP in this model. Data from the Law 

meta-analysis was used, which suggested a 10 mmHg fall in SBP was associated with a 22% fall 

in CHD risk and a 41% fall in stroke risk. I estimated the corresponding linear hazard ratio as 

the slope inferred by the exponential hazard ratio at systolic value of 135 mmHg (130-140). 

This gave a pivot point of 93 mmHg that corresponded very closely with an estimate made 

using the odds ratio (OR) from the INTERHEART study of 1.91, with an estimate of the average 

blood pressure for a hypertensive of 164 mmHg, and an average blood pressure of 130 for a 

non-hypertensive. The hypertensive average was taken from the ASCOT study and a study of 

home monitoring in Danish hypertensives.(243)(244) The average for non-hypertensives was 

taken as the value for 35-64 year olds in the Health Survey for England 2003.(245)(221) This 

was triangulated  against Grover’s modelling study, which had similar results to Law.(241)(123) 

When the ratio was applied to a relationship between quantiles, the midpoint of the two 

penultimate quantiles was used. For example, with quintiles, the odds ratio of the 2nd to the 4th 

quintile was used, as it is not always possible to estimate the central point of the terminal 

quintiles. 

For TC/HDL ratio a similar method was used, taking the ratios from La-Rosa and triangulated 

these against those from Abrahamowicz and Law.(239)(242)(241) 

For the diabetes sub-model, the hazard ratios were taken from the QDScore paper.(240) In the 

QDScore model the BMI is incorporated in a complex, non-linear fashion, and it was not 

possible to dispense with this non-linear function when applying it in the model described in 

this thesis. BMI is a potent risk factor for diabetes, and any major distortion in this complex 

function would make the other ratios in the equation meaningless. For men two transformed 

BMI measures were used: (
𝐵𝑀𝐼

10
)

2
 and (

𝐵𝑀𝐼

10
)

3
, and for women  (

𝐵𝑀𝐼

10
)  and (

𝐵𝑀𝐼

10
)

3
 were used 

as they appear in QDScore. 

The hazard ratios can be adjusted and amended without the need for reprogramming the 

model. It would be a relatively trivial exercise to substitute the existing hazard ratios with age-

dependent ones from another source such as the Dynamo-HIA model, for example.(246) An 

extract from the hazard ratios file is shown in Part 6.19.2Appendix E  
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10.3 Inputs 
When an individual is simulated in the model, a series of baseline assumptions are made, some 

of which are obligatory and some of which are not. The minimum necessary baseline data 

consists of a table of baseline mortality, a table of risk factor distributions, and the subject’s 

age and gender.   

 The mortality tables consist of central mortality rates by gender and individual year of 

age across the 19 relevant chapters of cause of death from ICD10 and an additional 22 

specific causes of death. 

 The risk factor distributions give the age- and gender-specific distributions for a series 

of 20 risk factors. For continuous variables gamma distributions are described for each 

year of age along with boundary limits. For binary variables a simple prevalence is 

given. 

Obligatory fields are age, gender, a unique identifier, the initial year of simulation indicating 

the baseline mortality, risk factor profile tables to be used, and the number of simulations to 

carry out. All other variables are voluntary. This reflects the reality of incomplete data in 

everyday life and clinical practice. For each variable there are three pieces of information. 

Firstly, an indication as to whether a variable state is known; secondly, the value of that 

variable if it is known; and thirdly, whether the variable is subject to a ‘what if’ scenario, as this 

would require imputation of the missing values when these are unknown. 

10.4 Outputs 
For each analysis generated there are two output collections.  

10.4.1 Probability density function (PDF) 
The PDF output collection contains the probability density for each ICD10 chapter of cause of 

death, and for each year of age up to the limiting age simulated. Total survival is also 

generated along with aged risk factor variables are given for each and every year up to the 

limiting age along with their survival-weighted values and the baseline risk factor averages for 

comparison. 

An important feature of the PDF for all-cause mortality is that the accumulated sum of all the 

values from the initial age to the limiting age should be very close to one. If the same 

cumulative totals of PDF values for all the 19 causes of death and for every simulated age are 

calculated, that too should sum to one. 
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10.4.2 Initial mortality (qs) 
The initial mortality is probably the most familiar format of data, however it suffers from some 

disadvantages in comparison with the PDF output. Initial mortality values rise exponentially 

with age, making visualisation of the detail of variation in younger ages difficult when data is 

not plotted on the log scale. Mean life expectancy is relatively easy to calculate from PDF data 

in comparison to initial mortality, and it is easy to visualise the distribution of expected deaths 

with time. However, initial mortality output is more familiar to many and can be conveniently 

compared with other data in the same format.  

The initial mortality collection includes annual q values for each of the 19 relevant ICD10 

chapters up to the limiting age.  The baseline mortality tables are given as central mortality ‘m’ 

which is a very close approximation to the accumulated hazard ‘H’ or the accumulated force of 

mortality (∫ 𝜇𝑥
𝑥+1

𝑥
) for a single year.(231) The relationship between the central mortality m 

values and the initial mortality q values is given by equations 10-1 and 10-2. 

 

 

𝑞𝑥 ≈ 1 − 𝑒−𝑚𝑥 

where: 

qx = the initial mortality at age x 

mx = the central mortality at age x as an approximation of the 

force of mortality or mortality hazard rate. 

10-1 

 

 

 

𝑚𝑥 ≈ −ln (1 − 𝑞𝑥) 

where: 

qx = the initial mortality at age x 

mx = the central mortality at age x as an approximation of the 

force of mortality or mortality hazard rate. 

10-2 
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Part 4. Evaluation 

 

“All models are wrong; the practical question is how wrong do they have to be to be not useful” 

George E. P. Box(247) 

Computer models of mortality are increasingly used in medicine. A variety of models have 

been developed and it can be disconcerting that their outputs can differ greatly. 

(248)(249)(250)(251)(252)  Evaluation studies may champion one or more models as being 

more accurate than others. The difficulty with this approach is that it makes a prior 

assumption of what ‘more accurate’ consists of. Models are tools, and each tool will have 

strengths and weaknesses. What makes a model good or bad is partly dependent on its 

intended application. A prediction model that effectively ranks a sample according to risk may 

be very imprecise, but this should not undermine its applicability when a high risk subset of a 

sample needs to be identified.  

Models approximate a particular behaviour of interest. The worth of a model must therefore 

be considered in the context of its intended use.  It would be better to rephrase Box’s quote in 

this way: 

“All models are wrong from some perspective; the practical question is how wrong they have to 

be to be not useful for a particular purpose.” 

Chaos theory informs us that it is usually futile to pursue precise predictions when modelling 

complex, non-linear dynamic systems, although significant insights into patterns of behaviour 

are possible.(253) Some problems in medicine are relatively predictable with precision, such as 

with some single gene inherited diseases. However, for most causes of death, the link between 

risk factors and death is complex, non-linear, and dynamic, and therefore the outcome of 

death is inherently unpredictable. When evaluating models of complex systems, finding 

inaccuracy is therefore merely a matter of looking hard enough. In searching for precise error 

at the micro level, we may overlook valuable descriptive power in the model at the macro 

level. 

"… it is a mistake to aim at an unattainable precision. It is better to be vaguely right than exactly 
wrong." Carveth Read 1898.(6) 
 

The model under investigation has the potential to be both ‘explanatory’, where the response 

of mortality to underlying drivers can be explored and better understood, and ‘predictive’,  

where some forward projection of expected absolute mortality rates can be generated. I will 
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attempt to describe the performance of the model from a variety of perspectives to allow 

potential users to make their own assessment of its potential worth in their particular context.  

My aim is to be multidimensional, and not simply describe a measurement of model outputs in 

comparison to actual outcomes in historical data. Kopec et al. outline a standard for validation 

of population-based disease-simulation models.(254)  Their framework covers the following 

items: 

1. Evidence from examining the model development process. 
a. Conceptual model. 
b. Parameters. 
c. Computer implementation. 

2. Evidence from examining model performance. 
a. Plausibility (face validity). 
b. Internal consistency. 
c. Parameter sensitivity. 
d. Between-model comparisons. 
e. Comparisons with external data. 

3. Evidence from examining the consequences of model-based decisions. 
 

It would be desirable to have head to head comparisons of the performance of this new model 

with the five described in the literature review. This was not possible as only one of the models 

reviewed was accessible at the time of the research, and that did not do individualised 

simulation and could not generate directly comparable results. Instead, two alternative 

comparisons are made, the age-sex specific mortality rates from a relevant population, and a 

retrospectively fitted Cox Proportional Hazards Model that represents the best plausible 

performance of any model. 

This part of the thesis is in five chapters. 

Chapter 11 -  Internal Validation will focus on internal validation and will address face validity, 

parameter sensitivity and internal consistency, by demonstrating plausible behaviour that 

remains consistent under the most stable and predictable assumptions, when no change is 

imposed, and population averages are assumed.  

Chapter 12 -  Description of performance measures. This chapter describes the choice of 

outcome measures used to evaluate the performance of the model on external data. 

Chapter 13 -  Simulation of Randomised Controlled Trials. This chapter describes the 

simulation of three randomised controlled trials and how the model predictions compared to 

the actual RCT results. 
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Chapter 14 -  Comparison with Prospective Cohort Studies. This chapter describes how the 

model simulation of three historical epidemiological studies compares with the observed 

mortality rates over time.  

Chapter 15 - Discussion.  The meaning and implications of the simulation studies is discussed 

in this chapter. 
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Chapter 11  Internal Validation 
Internal validity is the degree to which the outputs and workings of a model are consistent 

within the model and within the context in which it is created. For fitted models, internal 

validity and reproducibility are used more or less synonymously. Internal validity measures 

usually consist of segmented re-analysis within the data set which was used to fit the model. 

However, the model under investigation here is not fitted to data, it is built from evidence in 

the literature, and baseline mortality and risk factor distribution data. The workings of the 

model should still have face-validity: results that are in keeping with the data entering the 

model and with existing knowledge.  

The internal validation explores the functional performance of the model, and the degree to 

which the output and intermediary states make sense, and meet the requirements. 

When risk factor values are unknown in an individual being simulated, and risk factor 

simulation is forced (by a ‘what-if’ scenario, for example), the simulated risk factor 

distributions by age should closely resemble the baseline assumption distribution. 

As far as possible, simulation of risk factors is avoided by the model where there is no 

knowledge of them at initiation. However, it is impossible to avoid the modelling of diabetes 

and non-fatal CVD as state transitions, and when ‘what-if’ scenarios are being modelled, such 

as trends in smoking or obesity. 

The internal validation will explore the behaviour of the model under different circumstances 

and will specifically address the following issues: 

 To what extent do the various modelled outputs differ from the expected? 

 To what extent are outcomes such as mortality, cause of death and morbidity 

sensitive to important risk factors such as age and smoking, and how does this 

compare with the epidemiological evidence? 

 How do BP, BMI, other risk factors and interim states such as diabetes and non-fatal 

CVD emerge over time as simulated individuals age, and how does this compare with 

the baseline assumptions about how these risk factors change with age? 

 How does the risk from smoking decay with time after cessation, and how does this 

compare with what we know about the decay of smoking risk? 

For the purposes of internal validation, the preferred subject scenario, where varying age is 

not necessary for the analysis, is that of a 50 year old UK male in 2008. A fixed scenario is used 
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to make comparisons across scenarios simpler and to eliminate variability from causes external 

to the risk factor of interest. In choosing the scenario, a male was selected, as event rates are 

higher and epidemiological data is more abundant historically for comparison. This means that 

selecting a 50 year-old man for analysis minimises uncertainty but leaves enough likely years of 

life for sensitive analysis. 

Whether the time taken to complete an analysis is adequate depends in part on the context of 

use. For individual simulations as part of risk communication in a clinical context, the analysis 

must be done in real-time and should ideally take no more than a few seconds to complete. An 

analysis that takes longer than one minute in a 10 minute consultation is likely to severely limit 

the model’s usefulness. On the other hand, aggregated analyses of thousands of individuals as 

part of analytics to support the planning of health care can comfortably take several hours. A 

simple individual simulation for the purpose of risk communication does not need to return 

very stable and precise output and could use a relatively small number of simulations. 

Determining the possible rates of mortality improvement – the first differential of the 

mortality rate – and how it is sensitive to variation in risk factors needs extremely stable and 

consistent output, and very large numbers of simulations are required. 

A simulation under neutral assumptions should return mortality rates similar to those in the 

baseline assumption. A failure to return a value close to the baseline can arise from failures in 

imputation, mortality sub-modelling or ageing of risk factors and state-transitions such as 

diabetes and non-fatal CVD. Mortality rates relating to the first year will have been generated 

without any interaction with the ageing module of the model. These ‘first-year-qs’ – the initial 

mortality rates in the first simulated year – should be very close to the baseline, and the 

reliability of the ageing module can be estimated by the degree to which the model output 

deviates from the expected with time.5 

11.1 Software development 
Prior to coding, the class structure of the model was defined in UML2 using the StarUML 

package. Where possible, functions and methods that were to be used were built and tested in 

Microsoft Excel spreadsheets prior to coding, as this allowed simple inspection of all parts of 

the process by the original coder and reviewers of the code. Coding for the prototype was 

done in the .net framework using Visual Basic. 

                                                           
5 I am grateful to Dr Maura Sullivan of RMS who conceived the ‘first-year-qs’ test. 
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The methods and code were iteratively reviewed by other team members throughout the 

process of development.6 Where possible, testing routines were used to examine the 

performance of individual routines, and extensive error trapping and error location flagging 

was employed. To aid the examination of individual components of the model, functions were 

added to switch on or off various sub-models to help isolate functionality and any errors. Also, 

the facility to dump all interim results for individual simulations was implemented to facilitate 

error detection that might otherwise be difficult to identify in the context of a stochastic 

simulation. 

11.2 Analyses 

11.2.1 Male and female comparisons 
This test is intended to demonstrate that the model handles both genders similarly and across 

all ages, and that the relative mortality rates between them are similar to the true rates. 

The first analyses are of men and women from the UK in 2008 aged 20, 45 and 90 years. To 

retain consistency between the internal validation analyses, where possible, standard 

comparisons will be used, and will consist of 50 year old males from the UK in 2008.  

Six subjects, 3 male and 3 female aged 20, 45 and 90 years were simulated for 30 years, and 

logs of the initial mortality rates were compared. 

The log initial mortality rates for men and women aged 20, 45 and 90 can be seen in Figure 

11-1. Male mortality is higher than female mortality at younger ages, but from the age of 93 

there is no discernible difference. An interesting feature is the plateauing of the log mortality 

rate as it approaches one, which is seen in studies of mortality in the very elderly.(236)(255) 

                                                           
6 I am particularly grateful to Chris Hornsby, Brad Hagan, Tarun Kalra and Arlene Suda who participated 
in the reviews to varying degrees. Their critical analysis helped to strengthen the model, though the 
responsibility for the methodological choices and coding - with any attendant weaknesses - remain 
mine. 
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Figure 11-1 Log mortality rates for simulated individuals with all  risk factors as null. 

(Male = grey, female = black; solid = 20 years, dot-dash = 45 years, dashed = 90 

years). 

11.2.2 Sample size and stability of output 
This test was intended to show how stability in the output relates to the number of 

simulations. 

An analysis consisting of 50,000 simulations for a 50 year old male was carried out with a 

limiting age of 120 years and with all risk factors unknown and with all risk factors forced into 

simulation. This generated a sample of 50,000 simulations, with the largest degree of 

variability that is likely to be encountered in normal use of the model. Variation is reduced 

when risk factors are known at the initiation of analysis and, if no simulation of risk factors 

occurs, no variation is generated.   

The life expectancy for each simulation was calculated. From this super-sample of life 

expectancies, subsamples were bootstrapped with replacement.  Subsamples of 50, 100, 500, 

1000, 2000, 5000 and 10,000 simulations were generated and the aggregated life-expectancy 

calculated for each of the seven sub-samples. This process was repeated 1000 times for each 

sample size that was used to generate confidence intervals of 99%, 95%, 90% and 75%. The 

bootstrapping process was carried out using the open-source statistical programming 

environment ‘R’. 

Estimates of life expectancy were made using equation 11-1. This approximation is based on 

an assumption that the average time to death within a year is half a year.  
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Assumption 7.  

The average time to death in a year, when it occurs, is assumed to be exactly 6 months.  

 

This is a very close approximation at lower mortality rates but at high mortality rates in the 

extreme elderly, the average time to death that occurs within a year will be less than 0.5. For 

simulations from the age of 50 this effect is not significant and will be consistent across all 

comparisons. 

 

𝑒𝑥 = ∑ 𝑝𝑑𝑓𝑥+𝑖. (𝑥 + 𝑖)

𝑦−𝑥

𝑖=𝑜

+ 0.5 

where: 

ex = expected mean age of death 

PDFx = probability of death at age x conditional upon survival to 

age x 

y = the limiting age, conventionally taken as 120 years. 

11-1 

 

The distribution of the expected mean age of death across 50,000 simulations is shown in 

Figure 11-2. It shows a distribution that is severely skewed downwards with a hint of a lower 

peak at around age 76. The dominant risk factor in operation is smoking, and the peak on the 

left relates to those subjects allocated as smokers in the simulation. The peak on the right is 

larger as the majority of 50 year old males in the UK in 2008 were non-smokers or ex-smokers. 

Figure 11-4 shows the density curve for mortality in the same analysis. It is much less 

compressed to the right. The difference between these two graphs is that Figure 11-4 shows 

the mean probability of death at any given age conditional upon survival at age 50, whereas 

Figure 11-2  shows the density plot for the mean age of death for each of the 50,000 

simulations. Figure 11-3 shows the density curves for 2000 simulations of a 50 year old UK 

male smoker. Although all simulations are smokers at time zero, it can be seen that those 

simulations where smoking cessation occurs very early on show a rapid reduction in risk. Two 

quite distinct trajectories appear, one for those who do not stop smoking (to the left) and one 

for those who do (to the right). The dotted line shows the average across all simulations as 

would be obtained with a deterministic analysis. It can be seen that the great majority of 

points on the average curve are in low density points for the stochastic analysis, in other 

words, the deterministic predictions would hardly ever happen. 
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Generating the super-sample of 50,000 simulations and bootstrapping sub-samples of various 

sizes allows the estimation of confidence intervals for expected mean age of death. A plot of 

the widths of the confidence intervals by sub-sample size gives rise to Figure 11-5. From this, 

the sample size needed to achieve a given degree of stability in the estimates of life 

expectancy can be estimated. The y-axis represents the gap in years between the two 

percentile points giving rise to the confidence interval. For example, the 90% confidence 

interval width is determined by subtracting the life expectancy on the 5th percentile from the 

life expectancy of the 95th percentile.  If we want our output to give the same life expectancy 

result to a precision of one decimal place on at least 75% of occasions, we would need to 

choose a sample size of at least  2000 simulations. 

 
Figure 11-2 The distribution of estimated mean age of death across 50,000 

simulations of a 50 year old male from the UK in 2008. 
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Figure 11-3 Probability of death beyond age 50 years for 2,000 simulations of a male 

smoker from the UK. The average mortality is shown by the dotted line.  

 

Figure 11-4 The probability of death beyond the age of 50 for aUK male in 2008 with 

no information on risk factors - the 'Curve of Deaths’.  
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Figure 11-5 The width of confidence intervals for the estimated mean age of death by 

the number of simulations in an analysis made by bootstrapping samples 1000 times 

with replacement from a collection of 50,000 simulations.  

 

 

11.2.3 Processing time 
The processing speed average was evaluated based on the time taken to complete an analysis 

for a 50 year old male with forced maximal simulation of variables over ten repetitions, and for 

different numbers of simulations. The number of simulations tested were 10, 100, 200, 500, 

1000, 5000 and 10000. The time taken to conduct analysis is highly dependent on the 

specifications of the computer used. The system used for this test was a Packard Bell ixtreme 

M5800 desktop computer with a 64 bit Intel Core i5 CPU 650, a clock speed of 3.2 GHz and 

running Windows 7. 

Figure 11-6 shows the number of seconds per analysis and how this varies with the number of 

simulations per analysis. There appears to be a fairly linear rise in the time taken per analysis 

up to about 5,000 simulations per analysis. After that a less steep linear trend develops. Figure 

11-7 shows the number of seconds taken per simulation. This falls steeply from about a 

quarter of a second per simulation for 10 simulations in a linear fashion down to about 0.035 

seconds per simulation for 200 simulations per analysis. After 5,000 simulations per analysis, 

the time per simulation reaches just over 0.02 seconds. 

  



165 
 

 
Figure 11-6 Relationship between the 

number of seconds per analysis and 

the number of simulations per 

analysis. 

 

 

 

Figure 11-7 Relationship between the 

number of seconds per simulation and 

the number of simulations per analysis 

on the log scale. 

 

11.2.4 Baseline neutrality 
This test is intended to show how closely model outputs reflect neutral baseline assumptions 

under conditions of ignorance [Requirement 4].   

This is the ‘first-year-qs’ analysis already mentioned. A batch analysis of 70 individuals aged 20 

to 89 with 2000 simulations and with all risk factors other than age and gender being explicitly 

unknown and un-simulated was used. To eliminate ageing effects, only the first year of 

simulation for each age was taken and compared with the baseline mortality rates for that age. 

Requirement 4 states that under conditions of ignorance of risk factors other than age and 

gender, the mean mortality rates generated by the model should closely resemble the baseline 

assumption values.  Taking the first year initial mortality values (q) from a simulation of a series 

of 70 males aged 20 to 89 generates an age-dependent vector of mortality rates that can be 

compared to the baseline.  Baseline mortality rates that enter the model are central mortality 

rates, and so these are first transformed to initial mortality rate estimates using equation 10-1.  

Figure 11-8 shows both data series plotted together as the log of initial mortality. It is 

impossible to distinguish between the plots visually, confirming that requirement 4 is met for 

all-cause mortality. To examine the potential distorting effects of simulation by cause of death, 

the ratio of the output cause-of-death based mortality to the baseline mortality was calculated 
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and plotted for the same data. Mortality rates for all 19 chapters of the ICD 10 causes of death 

were calculated,  but in the interests of brevity, only all cause and endocrine deaths are 

plotted in Figure 11-9. All other causes including CVD are almost indistinguishable from the 

baseline where the ratio is equal to 1. Endocrine deaths are largely dependent on deaths from 

diabetes, and this has to be modelled in all circumstances and diverges significantly from the 

age of about 70. 

 

 

 

Figure 11-8 The log of initial mortality 

for the first year in 70 subjects aged 20 

to 89 with no information on any risk 

factors other than age and gender 

compared with the baseline log of 

initial mortality. 

 
 

 
Figure 11-9 The ratio of the simulated 

mortality to the baseline assumption 

mortality by cause of death for a 50 

year old man simulated over 50 years. 

 

11.2.5 Sensitivity of output to risk factors  
This test is a sensitivity analysis of the relationship between the model outputs and the risk 

factors used in modelling. 

A series of analyses on a fifty year old male, where the risk factor of interest is the only 

variable that changes, was used to estimate the sensitivity of life expectancy to SBP, TC, total 

cholesterol to high density lipoprotein ratio (TC/HDL), BMI and the number of cigarettes 

consumed per day in smokers. For continuous variables, the following percentiles were used: 
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1st, 5th, 10th, 25th, 50th, 75th, 90th, 95th 99th, and the all-cause initial life expectancy for each 

example was noted and compared graphically.  

Figure 11-10 shows the sensitivity of mean life expectancy of a simulated individual to the 

underlying risk factors. The percentile of the risk factor value in the expected distribution is 

along the x-axis with the ratio of the mean life expectancy to the life expectancy associated 

with the 50th percentile on the y-axis. The life expectancy is most sensitive to the number of 

cigarettes consumed per day as seen in the solid line. 

 

Figure 11-10 Sensitivity of mean life expectancy to underlying risk factors. 7 

11.2.6 Ageing of risk factors  
A major and relatively novel feature of this model is the inclusion of simulated ageing of risk 

factors through the course of a simulation. This model makes an assumption that risk factors 

age in a way that reflects the cross-sectional distribution by age at the year of onset 

(Assumption 3). The process of calculating the ageing of risk factors is complicated, particularly 

with binary factors such as smoking and cardiovascular disease status, where final target 

prevalence must be approached by random transitions of states. It is therefore necessary to 

assess how closely the ageing algorithms match the baseline assumptions.   

                                                           
7 The format of this graph was devised by Dr Andrew Coburn of RMS. 
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Two sets of analyses were carried out. One set was concerned with smoking status, SBP, TC 

and BMI, and the other with the ageing of CVD and diabetes prevalence. These analyses 

needed to be separated as the modelling of CVD and diabetes is dependent on the set of 

continuous risk factors mentioned. 

Analyses of 2000 simulations of male subjects aged 50 were used and the values of each risk 

factor and disease were extracted for each and every age up to 90 years. 

Figure 11-11, Figure 11-12, Figure 11-13, Figure 11-15, Figure 11-14, and Figure 11-16 show the 

average simulated values by age compared with the baseline assumption values for SBP, TC, 

CVD, smoking prevalence, and diabetes. Smoking status, CVD and diabetes, are binary risk 

factors in the model, and SBP, TC, BMI and cigarette consumption are all continuous variables. 

There is no significant deviation of the survival-weighted risk factors from the baseline except 

for TC, SBP or BMI. For prevalence of smoking, CVD and diabetes, the survival-weighted risk 

factor value is plotted for comparison. For smoking, it begins to diverge from the late 50s and 

continues to decline after the simulated and baseline prevalence assumptions have plateaued 

at around 7%. For CVD, the un-weighted simulated prevalence is too high from about the age 

of 70, but the survival-weighted value is close to the baseline assumption. The divergence of 

both simulated curves is greater for diabetes. Initial estimates are too high by about 15% 

before converging with the expected values between 64 and 72 years. Baseline diabetes 

prevalence declines markedly from about the age of 70 and this decline is not reflected in the 

simulated prevalence. 

 
Figure 11-11 The ageing of SBP over a 50-year period in a man who is initially aged 

50. The simulated average SBP is the mean value of the SBPs across all the simulated 

individuals. The plots closely overlie each other with only some simulation noise 

showing through. 
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Figure 11-12 The ageing of TC levels over a 50-year period in a man who is initially 

aged 50. Frailty effects are imperceptible for TC and so survival-weighted plots are 

omitted. 

 

Figure 11-13 The ageing of cardiovascular disease prevalence over a 50-year period in 

a man who is initially aged 50. Frailty effects are significant for cardiovascular 

disease, and so the simulated prevalence is also shown weighted for survival.  
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Figure 11-14 The ageing of smoking prevalence over a 50-year period in a man who is 

initially aged 50. There are significant frailty effects with smoking and so the s urvival 

weighted simulation estimate is also shown. 

 

Figure 11-15 The ageing of BMI levels over a 50-year period in a man who is initially 

aged 50. Frailty effects for BMI are imperceptible and so are omitted. 
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Figure 11-16  The ageing of the prevalence of diabetes mellitus over a 50-year period 

in a man who is initially aged 50. Frailty effects are significant for diabetes and so the 

simulated prevalence is also shown weighted for survival.  

 

11.2.7 Smoking status 
Smoking is a critical risk factor. It has a profound impact on mortality and life expectancy, and 

is readily modifiable.(256)(257)(225)(258) Consequently, how smoking prevalence and 

cigarette consumption is modelled is important and deserves more scrutiny than other factors.  

There are four elements to smoking as a risk factor that are modelled:  

 smoking status – whether a subject chooses to smoke or not, and the availability of that 

information; 

 cigarette consumption – how many cigarettes per day on average are consumed by a smoker, 

and the availability of that information; 

 smoking cessation – the simulation can include smoking cessation or persistence of the initial 

smoking status throughout the simulation; 

 the decay of risk following smoking cessation. 

To explore how these factors are modelled and to ensure coherent and sensible results, 13 

analyses were conducted. One was a non-smoker, and the other 12 had cigarette 

consumptions varying from 5 to 60 cigarettes per day (cpd) in intervals of 5 cpd. 

To examine the decay of risk following quitting, 18 analyses of 50 year old males were 

conducted. One subject had never smoked, one was a current-and-always smoker, and the 

other 16 were quitters with duration of quitting varying from zero to 15 years.  Mean expected 
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age of death was compared for different durations of quitting and in comparison to the ‘never’ 

and ‘always’ smokers.  Figure 11-18 shows the impact of the duration of abstinence from 

smoking in years on mean and modal life expectancy for a 50 year-old, male, ex-smoker. For 

comparison, the simulated mean life expectancies were 74.7 for continuing smokers and 81.3 

for never smokers, and the modal life expectancies were 76.5 for continuing smokers and 86.5 

for never smokers. 

The impact of cigarette consumption on life expectancy and cause of death is shown in Figure 

11-17 and Figure 11-20. Average expected age at death falls from about 83 at 5 cigarettes a 

day to about 70 at 65 cigarettes a day. It can be seen from Figure 11-20 that there is also an 

impact on the mix of cause of death over a lifetime. The proportion of death due to cancer 

rises from 30% at 5 cigarettes a day to more than 50% of all death at 25 cigarettes a day. The 

proportion of deaths due to respiratory disease remains fairly stable with cigarette 

consumption, and the proportion of cardiovascular deaths falls slightly. Deaths from all other 

causes decline dramatically with increasing cigarette consumption. It should not be forgotten 

that this graph reflects the proportion of all death due to specific causes and is not the same as 

absolute risk. Even though the proportion of deaths due to cardiovascular disease falls, the 

absolute risk of cardiovascular death at any given age rises dramatically with increased 

consumption.  

Figure 11-18 shows the impact of smoking cessation on life expectancy for a 50 year old man 

by the years since quitting. There is a large immediate effect and a slower rise in life 

expectancy thereafter.(259) This is consistent with expectation as a substantial part of the 

cardiovascular risk in smoking is increased thrombogenesis. This rapidly disappears on quitting. 

However, damage to the endo-vasculature does not simply vanish on cessation and so there is 

persisting excess residual risk that declines slowly with time.  

Figure 11-19 shows the curve of deaths for a 50 year old man showing the effect of the 

number of cigarettes and the effect of allowing or forbidding smoking cessation on the timing 

of death. 
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Figure 11-17 The relationship between life expectancy expressed as the mean 

expected age at death and the modal age of death and the number of cigarettes 

consumed per day in smokers. A second order polynomial is fitted to the discrete 

modal age at death. 

 

Figure 11-18 Modelled increase in life-expectancy with duration of quitting in a 50 

year old man. 
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Figure 11-19 Curve of deaths for four 50 year old male smokers to show the impact of 

allowing quitting and number of cigarettes on simulated mortality (black = average 

cigarette consumption, grey  =10 a day; solid = no quitting, dashed = quitting  

simulated

 

 
Figure 11-20 the effect of cigarette consumption on the mix of cause of death over a 

lifetime. 
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11.3 Summary 
The internal validation demonstrates that the model can conduct real-time individual analyses 

in seconds rather than minutes, making it useable in consultations with patients. Analyses of 

cohorts, or portfolios of many subjects may take several hours, but this is sufficiently quick for 

a straightforward analysis of absolute risks in a group of people. However, for stochastic 

generation of estimates of possible future mortality improvement rates with high definition of 

the tail of the distribution, very large number of simulations would be needed making this 

approach intractable  without some other modification of the methods. 

Examination of the aged output for most risk factors shows excellent freedom from distorting 

bias. However, for smoking, frailty effects result in underestimation of smoking rates in the 

very elderly. This problem is easily corrected by recalibration of the imputation and aging risk 

factor baseline files. 

For diabetes, prevalences are over-estimated in the elderly. This probably arises from a 

combination of cohort effects and an increasing lack of frailty in diabetics. Currently, diabetes 

rates in the very elderly will be affected by lower obesity rates in the past, and higher rates of 

mortality. With increasing obesity, and improved survival in diabetics - with improvements in 

treatment - there is a cohort of diabetics with better survival approaching older age. Whilst the 

survival in elderly diabetics is much better than in the past, their mortality rates would still be 

expected to be higher than average, and this contributes to the increased endocrine mortality 

noted in the analysis.  The discrepancy between the modelled and the target prevalences is 

probably a positive finding rather than a negative one in this context.  

For smoking the differences in the curve of deaths for the different categories of smoker 

analysed were in keeping with expectations, with a substantial, rapid gain in life expectancy on 

quitting, with a slower continuing decline in the gap between the ex-smokers and never-

smokers with duration of quitting.  
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Chapter 12  Description of performance measures 
This chapter deals with the validity of the output in terms of how it relates to observations of 

the real world, and how reliably the model reflects what happens in the real world in those 

scenarios it tries to describe. This will include measures of calibration and discrimination. 

This is a retrospective analysis and makes an assumption that, where the model reliably adds 

information about what will happen to a historical data set, it is likely to be able to do so in 

future prospective analyses.   

Assumption 8.  

Where the model reliably adds information about what will happen to a historical data set, 

it is likely to be able to do so in future prospective analyses. 

 

The external analysis addresses accuracy, calibration, discrimination and 

transportability.(260)(261)  

To some degree ‘independent validation’ is carried out, in that all of the data used for analysis 

was collected by other investigators.  Methodological and spectrum transportability are not 

examined in this evaluation.  ‘Methodological transportability’ is where the model is shown to 

maintain performance in populations where the data was collected using different methods 

such as from medical records or from direct examination. ‘Spectrum transportability’ refers to 

the maintenance of performance of the model in populations of similar nature, but of differing 

scale or severity. This might refer to demonstration of equal performance in a population 

taken from primary care and another in secondary care where a disease of interest would be 

more severe.(220)(260) 

Many models are fitted with a result at a particular time point in mind, such as the 10-year risk 

of CVD or diabetes.(240)(262)(164) The model under investigation is not focussed on any 

particular time-point, but aims to give distributions of risk across a lifetime. The external data 

was selected to give as long a time interval as possible, preferably 20 years, though ultimately 

the choice was limited by availability.  

A model may give very precise predictions of how many subjects will die in a sample and yet 

fail to identify which subjects will or will not die. On the other hand, a model can be very good 

at ranking individuals in a data set according to risk, but be imprecise in the absolute risk to 

which each subject is exposed. In general a model that fails to be discriminatory may be 
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precise in its predictions of aggregated mortality in a particular data set, but is then unlikely to 

give reliable information about a different data set, as this is necessarily reliant on its ability to 

discriminate. It is discrimination and not precision that confers generalizability on a model, so 

it is often better for a model to be discriminatory than to be precise. 

Two approaches have been used,  firstly by using three historical cohorts (NHANES, Whickham 

and the BRHS), and secondly by simulating three  randomised controlled trials, to compare the 

effect size estimated by the model in relation to the risk factor modification with the actual 

effect sizes observed in the RCTs. One of the simulated RCTs, the Scandinavian Simvastatin 

Survival Study (4S), was the first to establish the effectiveness of the HMG Co-A reductase 

inhibitors (statins) in the secondary prevention of cardiovascular disease. (263) The other two 

studies were of the treatment of systolic hypertension in elderly people: the Swedish Trial in 

Old Patients with Hypertension (STOP); and the Systolic Hypertension in the Elderly Program 

(SHEP). (264)(265) 

The requirements relevant to the external evaluation are given below. 

 The processing must be tractable [Requirement 5]. 

 The model should reproduce observed variation in risk in the literature [Requirement 6]. 

As this model was not fitted directly to data, all model performance measures on subject data 

are effectively external evaluation. The evaluations attempt to compare the behaviour of the 

model to observed outcomes.(266)  

12.1.1 Calibration and accuracy 
Calibration refers to the closeness of model outcomes to actual outcomes in absolute terms. 

Given the natural variation between individuals, this can only really be evaluated on an 

aggregated basis. The model output is probabilistic, but outcomes on an individual basis are 

binary: either an individual survives to a particular time point; or they die. To test 

discrimination I have analysed three historical data sets spanning at least 16 years: the US 

National Health and Nutritional Survey I (NHANES); the Whickham Study; and the British 

Regional Heart Study (BRHS). Each data set has relevant risk factor data at time zero and fairly 

complete mortality outcomes at 16 years for NHANES and the Whickham Study, and 20 years 

for the BRHS. This gives the opportunity to see if the mean expected survival at the end of the 

study is close to the actual experienced mortality. 
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12.1.2 Calibration 
The measures of calibration that were used are calibration curves(267), the Hosmer-Lemeshow 

statistic(268), and a direct comparison of modelled and actual outcomes on the sample as a 

whole and critical sub-samples. The sub-samples were based on smoking status, tertile of BMI, 

tertile of SBP, tertile of TC and CVD status.  

Calibration curves are plots of modelled versus actual risk after binning into quantiles of 

modelled risk, usually deciles. This can give some qualitative understanding of the zones of 

accuracy or error in a model, when numbers are sufficient to make variation due to random 

noise insignificant.  

The Hosmer-Lemeshow statistic is a chi-squared analysis of the deciles of risk. It can give a p-

value for the null hypothesis that the model predictions do not differ from the actual 

outcomes. The result is therefore a binary statement as to whether there is a statistically 

significant difference of the model output to the expected values, and is dependent on the 

number of subjects. It gives no indication as to how close or near the model is to the observed 

data.  

12.1.3 Accuracy 
The measures of accuracy used were the Brier score, the coefficient of determination, and the 

Kolmogorov-Smirnov D statistic. 

The Brier score is the sum of the average squared error across all the subjects.(269) It is not a 

test statistic but is a quantitative measure of accuracy, and can be considered a measure of 

loss or regret. The lower the Brier score, the better the predictor under test. A perfect test 

would have a score of zero, and a random one a score of 0.33.(261)(267)(260)(266) Like the 

AUC it can be insensitive to additional markers of risk.(269) 

The coefficient of determination (R2) is similar to the Brier score, and is a measure of the 

variation in the outcome that is determined by the predictor variables in the 

model.(261)(267)(269) 

The Kolmogorov-Smirnov, also known as the D-statistic, is a test of the goodness-of-fit of two 

risk distributions. It has the advantage over the Hosmer-Lemeshow statistic that the D-statistic 

is not dependent on the size of the sample, and gives a quantitative measure of fit as well as 

providing a p-value for the null hypothesis of matching distributions of risk. 
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12.1.4 Discrimination 
Discrimination refers to the ability of the model to consistently rank subjects in order of risk in 

a way that reflects actual outcomes. Ordering alone does not require an ability to indicate the 

gap between adjacent ranked subjects. However, over large numbers of subjects, a failure to 

estimate the relative gap between subjects could lead to a failure in ranking. In this section, 

the extent to which the model discriminates between subjects is explored.  

For the three cohort studies where actual individual subject data are available, the following 

statistics were used: the net reclassification index (NRI); the integrated discrimination 

improvement index (IDI); the Altman-Royston separation index (PSEP); and the area under the 

receiver-operating-characteristic (ROC) curve, with and without standardisation to age-gender 

specific baseline mortality. I also compared the model predictions to those from a Cox-

proportional hazards model fitted directly to the data, as a measure of the best achievable 

model. 

The NRI reports the net change in the proportion of subjects who would be correctly classified 

with one model compared to another. The IDI is the change in the gap between the mean of 

those experiencing the event (death) to the mean of those not experiencing the event 

(survival) when comparing two models as a classifier. The model was compared with baseline 

mortality. The NRI indicates any increase in the rate of getting it right, and the IDI indicates any 

increase in the separation of those classified with and without the event – a measure of 

decisiveness in the model. However, it should be recognised that simply increasing the 

distinction in prediction between the ‘died’ and ‘survived’ groups is not necessarily good, and 

can arise from optimistic, mis-calibrated models where absolute risks are over- and under-

predicted at the extremes.(261) 

The receiver-operating-characteristic (ROC) curve is a plot of the sensitivity against 1-specificity 

for the model predictions for all possible threshold values. It is purely a measure of the 

discriminatory power of the model and is independent of the absolute value of the model 

predictions. Although it generated as a graphical output, a summary statistic referred to as the 

c-statistic or the ‘area under the curve’ (AUC) is used. A perfect predictor would have an AUC 

of 1, and a random predictor would have an AUC of 0.5. One of the disadvantages of the ROC 

curve as a measure of performance is that it is insensitive to incremental improvements in a 

model.(270)(271) Harrel’s c-index is a discrimination metric related to the ROC curve. It is an 

estimate of the probability that in all possible pairings of subjects where both events (death 

and survival) occur, the ranking of the risk by the model is concordant with the events.(272) 
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Age and gender dominate mortality risk, so the performance of the model should be compared 

with simple age-sex mortality tables. By standardising the model prediction to the baseline 

mortality we get a better impression of the performance of the model in comparison to the 

main alternative, the baseline mortality tables.   

A Cox model was also fitted retrospectively to the data for comparison. This could be seen as 

an unfair test. The model under investigation is unfitted to any data and is being evaluated on 

data decades in the past, but with complete ignorance of what actually happens subsequently. 

The Cox model on the other hand is explicitly fitted to the knowledge of what happened in the 

future with respect to the time of data collection. However, this part of the analysis is not 

intended to be a fair comparison, and the Cox model is intended to act as the best plausible 

comparator, the ceiling of performance  beyond which it is implausible for any model to 

exceed. 

Having got a measure for the accuracy, calibration and discrimination of a model, we need to 

assess the performance in the context of decision-making in comparison to the main 

alternative method. To do this, a decision-curve analysis was used as described by Vickers and 

Elkin.(273) The critical insight in this analysis is that the decision curve can be constructed to 

be independent of any particular context.  The decision curve plot is of ‘net benefit’ against a 

decision threshold.  The net benefit would represent the likely benefits accruing from using the 

model, minus the harms or costs. The decision threshold is the probability cut-off used to 

initiate some kind of action. The key assumption is that the decision threshold is predictably 

dependent on the cost-benefit ratio of making a correct classification, diagnosis or prediction. 

Using the decision curve, the user can make some estimate of their decision threshold based 

on the relative costs and benefits in their particular decision scenario. The change in net 

benefit from use of the model is then a valid indicator of added value from model use.  

Assumption 9.  

The decision threshold is predictably dependent on the cost-benefit ratio of making a 

correct classification, diagnosis or prediction. Using the decision curve, the user can make 

some estimate of their decision threshold based on the relative costs and benefits in their 

particular decision scenario. 

 

A very high threshold probability infers that the consequences of wrongly classifying a subject 

as going to die in the given time interval is very bad in some way. For example, if I were 
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offering a simple annuity to a very high value customer where I have been in receipt of a very 

large lump sum payment, and I am offering a very large annual payment in return where the 

lump sum is exhausted at 16 years, I would face large losses if the customer’s lifespan turns 

out to exceed 16 years, and large profits if it is less. It may be that to make significant losses in 

this particular case would be a more serious outcome. I might decide that the chances of this 

happening might need to be kept to less than 30%. In this case, I would not use the model as a 

decision-support tool.   On the other hand, I might choose to use the model for a large number 

of lower value annuitants where a 50% threshold is acceptable. In this situation, I have the 

potential of increasing my profit per customer, or of giving a higher annual payment to the 

customer than I would have done had I simply used the baseline mortality. In the real world, 

the structure and pricing of annuities is rather more complex and comparisons would need to 

be made with whatever alternative classifications would be used, but the decision curve 

analysis should still support that analysis. 

For health care, I might choose a high threshold probability if I were rationing the use of a very 

expensive and scarce treatment to those with a life expectancy that exceeded a minimum 

amount, so that the cost-per-QALY exceeded the standard limit.(274) There would be 

significant negative consequences to misclassifying someone as dying in the time interval 

when they would actually survive, as they would have been denied a treatment that they 

should in fact have received. 

A low threshold for classification would be used where the negative consequences of mis-

classifying a subject as dying in the time interval are small or non-existent.  For example, if I 

wished to sell term life insurance I might choose a low threshold of classification for moving a 

potential customer from the most preferential premium rating (super-preferred-plus) to a 

lower category. The negative consequence is that the customer would have to pay a higher 

premium if mis-classified, with some risk that they might find a preferential rate with another 

company. In health care a low threshold might be used where the consequences of 

misclassifying someone at risk has minimal or no consequence, such as a decision whether to 

mail a health information leaflet to those at highest risk on a practice list. Misclassifying 

someone as being at risk of dying in the time interval merely increases expenses very slightly, 

as more leaflets than necessary will be mailed. 
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Chapter 13  Simulation of Randomised Controlled Trials 
A randomised controlled trial (RCT) is a trial designed to measure the effect of some kind of 

intervention that eliminates or minimizes confounding and bias by using large numbers of test 

subjects, a control group, and random allocation of subjects to intervention or no intervention. 

Ideally, both the subject and researcher are ignorant as to which group they are allocated.  

RCTs of interventions to modify risk factors lend themselves to the evaluation of risk factor 

based, cause of death models as they are designed to control all variables other than the risk 

factor of interest.(196)(275) Reproducing the change in the risk factor experienced in the RCT 

in the model should enable comparison between the change in mortality predicted by the 

model and the mortality reduction actually experienced in the trial.  Baseline characteristics of 

both arms in a trial are routinely published, and this data can be used to generate synthetic 

cohorts for analysis when the original data is not available.(276)   

13.1 Methods 
For each of the RCTs, a synthetic sample for each of the intervention and the control groups 

was created using a mixed method incorporating conditional probabilities and simulated 

annealing.(277) More detail on the methodology is given in Part 6.19.2Appendix A  Both of 

these methods are commonly used for generating simulated samples for research, and they 

both have their strengths and weaknesses. In this particular case, there is information about 

average values for risk factor variables like SBP or smoking rates, and some existing 

information about correlation coefficients. Generating uncorrelated risk factor variables in a 

synthetic sample can be done relatively easily using conditional probabilities, with or without 

probability density functions that describe the distribution of continuous risk factors. However, 

two problems arise. One problem is that when generating a sample stochastically, variability in 

the sample of random numbers does not reliably generate the precise averages sought. The 

second problem is that there are important correlations between some risk factors, such as 

between BMI and SBP, or between smoking and  BMI.(278)(279) Finding a synthetic sample 

that fits all of these criteria  is not possible analytically and there may be more than one 

possible solution.  

The synthetic samples were analysed using 100 simulations per subject. This gives a 75% 

confidence interval of about half a year in life expectancy for an individual subject, but across 

the smallest sample of 812 subjects this will give very stable estimates of survival at the end of 

the trial.  
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These three trials were selected for simulation as they related to interventions to reduce 

cholesterol levels or SBP; they had a sufficiently large number of deaths that reasonable 

confidence in the effect size could achieved; baseline data was available in a journal 

publication; and they reported on the reductions in risk factors that that actually occurred in 

the trial. 

13.2 Scandinavian Simvastatin Survival Study 
The Scandinavian Simvastatin Survival Study (4S) was an RCT of the use of the HMG CoA 

reductase inhibitor simvastatin in men and women between the ages of 35 and 70 with 

existing ischaemic heart disease, a TC value between 5.5 and 8.0 mmol/L despite a lipid-

lowering diet, and a serum triglyceride level below 2.5 mmol/L. A total of 4,444 subjects were 

recruited and randomised into intervention and placebo groups, with 2,221 and 2,223 subjects 

respectively.  The characteristics of the subjects in the placebo and intervention groups can be 

seen in Table 13-1. Follow-up was for a mean of 5.4 years and the primary outcome was all-

cause mortality, with any cardiovascular event (fatal or non-fatal) as a secondary outcome. The 

intervention arm experienced a 25% reduction in TC and an 8% increase in high density 

lipoprotein (HDL) in comparison to the placebo group. The relative risk of death in those taking 

simvastatin was 0.7 and the relative risk of death from coronary heart disease was 0.54. 

13.3 Systolic Hypertension in the Elderly Program 
The Systolic Hypertension in the Elderly Program (SHEP) recruited 4,726 subjects over the age 

of 60 in Sweden with SBP between 160 mmHg and 219 mmHg, and randomised them to 

treatment with a thiazide diuretic (clorthalidone) with a beta blocker (atenolol) added or 

substituted if necessary. The characteristics of the participants in the intervention and placebo 

groups can be seen in Table 13-1. Mean follow-up was 4.5 years. At recruitment, the average 

SBP was 170 mmHg in both groups, and during the study was 155 mmHg in the placebo group 

and 143 mmHg in the intervention group (Table 13-1). The risk ratio for death from all causes 

was 0.87 and the relative risk of cardiovascular death was 0.8 in the intervention group. The 

drop in BP between recruitment and the average through the study is greater than the 

difference in average blood pressure between the intervention and control arms. For 

modelling purposes the average SBP through the trial period was used rather than the SBP on 

trial entry. For simplicity, a single constant value was used in each group rather than a 

simulation of the BP changes throughout the trial. 
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13.4 Swedish Trial in Old Patients with Hypertension 
The Swedish Trial in Old Patients with Hypertension (STOP) recruited 1,627 Swedish men and 

women between the ages of 70 and 84 with SBP of between 180 mmHg and 230 mmHg. The 

characteristics of the subjects in each arm of the trial can be seen in Table 13-1. Mean follow-

up was 2.1 years. Average SBP was 167 mmHg in the intervention arm and 186 mmHg in the 

placebo arm. The relative risk of death from any cause for actively treated subjects compared 

to placebo was 0.57 and 0.41 for cardiovascular death. 

As in the SHEP trial, the average SBP for the duration of the trial was considerably lower than 

the recruitment average of 190 mmHg. Again the averages through the trial period were used. 
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Table 13-1 The parameters described for the intervention and placebo samples in the 

three randomised controlled trials synthesised – the Scandinavian Simvastatin 

Survival Study (4S)(263), the Systolic Hypertension in the Elderly Program 

(SHEP)(265) and the  Swedish Trial in Old Patients with Hypertension (STOP). (264) 

 4S SHEP STOP 

 Intervention Placebo Intervention Placebo Intervention Placebo 

Number of 

subjects 

2221 2223 2365 2371 
812 815 

Average age 

males (limits) 

58.0  

(35-70) 

58.1  

(35-70) 
71.6  

(60+) 

71.5 

(60+) 

75.6  

(70-84) 

75.7  

(70-84) 
Average age 

females 

(limits) 

60.5 60.5 

Proportion 

female 

0.18 0.19 56.3 57.4 0.63 0.63 

Total 

cholesterol 

(mmol/L) 

(limits) 

6.74  

(5.5-8) 

6.75  

(5.5-8) 

6.1 6.1 - - 

HDL 1.18 1.19 1.4 1.4 - - 

Systolic mmHg 

(limits) 

138.5 139.1 170.5  

(160-219) 

170.1 

(160-

219) 

195  

(180-230) 

195 

(180-

230) 

Systolic 

average 

through study 

- - 143 155 167  186  

BMI 26.0 26.0 27.5 27.5 26.7 26.7 

Smoking status 0.24 0.27 12.6 12.9 0.09 0.07 

CVD 1 1 5.4 6.2 - - 

Diabetes 

mellitus 

0.05 0.04 10.0 10.2 - - 

On aspirin 0.37 0.37 - - - - 

On beta 

blockers 

0.57 0.57 - - - - 
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13.5 Results 
A scatterplot of the relative risk  (RR) for all-cause mortality and CVD is shown in Figure 13-1. 

The correlation between the four points for the 4S and SHEP trials is 98%, but this falls to 22% 

once the STOP trial is included.  

The STOP trial is relatively small, and the confidence intervals for the RRRs are wide. For all-

cause mortality the RR was 0.57 with the 95% CI ranging from 0.37 to 0.87. Despite the width, 

the simulated RR is still outside of this range at 0.93.(264) 

The simulated RR for all-cause death, 0.78, was within the 95% CI for RR in the actual 4S study 

0.7 (95% CI: 0.58 – 0.85) and for CVD, the simulated RR of 0.64 was very close to the actual 4s 

study result of 0.65 (95% CI: 0.52-0.8).(263)  Figure 13-2 shows the difference in the actual and 

expected mortality in the intervention and placebo arms of the study, and Figure 13-3 shows 

the risk ratio for all-cause mortality and CVD in the simulation and the actual data. It can be 

seen that it takes about two years for the full impact of statins to be felt, but this is not 

reproduced in the model simulation as there is no lead time programmed into the risk factor 

impact.  

The simulated RR for all-cause mortality in the SHEP trial was 0.94 compared to the actual RR 

of 0.87 (95% CI: 0.73-1.05), and the simulated CVD mortality RR was 0.84 compared to the 

actual RR of 0.8 (95% CI: 0.6-1.05).(265) The Archimedes model was validated against a bucket 

of 16 RCTs covering cardiovascular disease and diabetes. The only trial in common with this 

analysis is the SHEP study, the Archimedes validation confined itself to the primary outcome 

measure of the occurrence of stroke. The Archimedes simulation over-estimated the stroke 

rate by about 10%, whereas this model underestimates CVD mortality by about 6% and all-

cause mortality by about 8%.(280) It is not possible to say on the results of one trial with 

differing outcome measures whether this indicates superior performance, or just good fortune 

in this example. 

For 4S and SHEP the model predictions fell well within the 95% confidence intervals for the 

actual trials with a correlation of 93% for all-cause and CVD mortality in SHEP and 4S together. 

With the addition of the STOP results, the correlation falls to 57%. 
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Figure 13-1 Actual risk reductions at the end of the RCTs compared to model 

predictions showing the line of perfect prediction.  

 

 

Figure 13-2 Survival in the intervention and placebo groups in the 4S  study and the 

model simulation 
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Figure 13-3 Relative risk for all-cause mortality and CVD as a result of using 

simvastatin in the 4S study and the model.  
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13.6 Discussion 
Both 4S and the SHEP trials had a slightly higher risk reduction than the model expectation. 

This is not surprising, as effect sizes observed in RCTs are often higher than those realised in 

practice, and the effect size tends to be higher in earlier studies.(281) The postulated causes 

for this early optimism in effect size includes ‘publication bias’, where studies with smaller 

effect sizes are less likely to be published;  ‘spectrum bias’, where earlier studies appear to be 

undertaken in higher risk subjects with a resulting greater potential for risk reduction; and 

smaller sized studies with wide confidence intervals in the results.  

The STOP study had a total of 1,627 subjects compared to 4,444 in the 4S study and 4,736 in 

the SHEP study. In addition, the study duration was 2.1 years in STOP compared to 5.4 years in 

4S and 4.5 years in SHEP. The STOP study therefore accounted for no more than 7.5% of the 

total number of subject-years in this analysis. The total number of deaths in the STOP study 

was 99, and the 95% confidence interval for RR for all-cause mortality was 0.37 to 0.87. This 

still leaves the model-expected mortality outside the confidence intervals, so it is worthwhile 

looking closer at the differences between these studies and the model assumptions for 

explanations of this difference.  

The STOP trial had older subjects than the other two trials, with an age range of 70-84 years 

compared to 60 and above for SHEP and 35-70 years for 4S. An assumption in the model is that 

the  hazard ratios for SBP in CVD are constant with age. This assumption is used for all of the 

risk factors and diseases in the parameterization used in this particular analysis. However, this 

is easily amended if evidence emerges that the RRs should vary with age. The structure of the 

model easily enables hazard ratio adjustment where evidence for age dependence emerges. In 

the STOP trial itself, risk reduction was analysed by age and there was a suggestion of a non-

significant trend for a diminution in the effect size, and even a reversal from the mid-80s with 

a possible increase in risk above 85 years of age in the treated versus the untreated 

subjects.(264) The meta-analysis by Law et al. also suggests a reduction in the hazard ratio 

with rising age.(241) Using their nomogram, the 15 mmHg reduction in SBP on average 

between the intervention and control arms would be expected to give rise to a 33% reduction 

in coronary heart disease (CHD) incidence and a 40% reduction in stroke. This is a bigger effect 

size than the model suggests, and lower than that seen in the STOP trial. 

It is possible that the reductions in effect size in the very elderly are a result of competing 

cause of death. However, using the 1991 UK male mortality rates, and exploring a 75% 
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reduction in central mortality, this would still only translate into a shift in the RR from 0.75 at 

the age of 80 to 0.78 by the age of 100. 

The choice of taking the average SBP throughout the trial as the modelling comparisons may 

be significant. The principal evidence used for determining the hazard ratios for SBP was the 

meta-analysis by Law et al, and the INTERHEART study.(223) If their analysis used entry level 

BP as the comparison, it may be that the hazard ratios were underestimated, though this 

conclusion is undermined by the fact that the estimated risk reduction from their nomogram is 

larger than the model expectation(241). The INTERHEART study only used a self-reported 

history of hypertension, as recruitment blood pressures were affected by myocardial 

infarction.(223) 

Another modelling assumption, with the particular parameterisation used, was that the 

relationship between the risk and the BP was linear. Preliminary modelling tests with the 

exponential hazard ratio suggested by Law et al. (every 10 mmHg reduction in SBP associated 

with a 41% risk reduction for stroke and 22% reduction for CHD) gave rise to large over-

prediction of mortality in those with high blood pressure. In initial modelling exercises, this had 

given rise to a much greater than expected sensitivity to SBP in cohort study comparisons than 

expected. In the STOP trial the average SBP was 187 mmHg in the control arm, and there is 

some evidence to suggest a ‘dog-leg’ in the hazard ratio relationship resulting in a sharp rise in 

risk with SBPs over 170 mmHg.(282) This is in keeping with a analysis of the Whickham study I 

conducted using another model.(56)  

 

Assumption 10.  

The relationship between the hazard ratio for all risk factors other than body mass index is 

linear. 

 

All three of these studies were done in Scandinavia, but the modelling used a 1991 

parameterisation of the UK population, as insufficient information was available for me to 

construct a full parameterisation for Sweden at that time. As the impact of the interventions in 

these cases would have been manifested in the cardiovascular deaths, then any population 

with a higher proportion of deaths due to CVD would be expected to have a higher RRR for all-

cause mortality. It is unlikely that this could explain the difference observed, as the relative RR 

in CVD alone was still much higher than the modelled expectation.  
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13.7 Conclusion 
The analysis across the three trials suggests that the model reflects expected mortality 

reduction after cholesterol lowering and SBP reduction in those with mild to moderate 

hypertension, but may underestimate mortality reduction in those well above the severe 

hypertension range (defined as a SBP over 160 mmHg). 

Alternative parameterisations of the model should explore further the impact of non-linear 

hazard ratio relationships that give results more comparable to both the SHEP and STOP trials 

while avoiding excessive sensitivity in subjects below 170 mmHg. 

Future parameterisations could also examine the variation of hazard ratios with age, as this 

may help to unravel the complexities of the apparent observed decline in effect size with age 

for SBP, and possibly other risk factors.  
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Chapter 14  Comparison with Prospective Cohort Studies 
When considering how useful a model is going to be, it is necessary to get some measure of 

how reliable the outputs are. The best guide to how well a model will perform in the future is 

probably how well it would have performed in the past. To test this we need a set of subjects 

who had a range of risk factors reliably recorded at some point in the past, and where the 

same subjects were followed up for many years with minimal loss.  

 Important qualities of the data sets used for retrospective model testing include: 

 The data set must not have been used in the parameterisation of the model. 

 The study subjects should be demographically representative of the proposed 

future modelling subjects. 

 Censoring in the data set should be minimal with a very low dropout rate from the 

study. 

 Recording of risk factors at the onset should be standardised and reliable. 

 A large number of subjects need to be included. 

 There should be an absence of rare or unusual events that might perturb mortality 

such as war, famine, or pandemics. 

 Reliable data must be available on baseline mortality rates and risk factor 

distributions at the time of the initiation of the study. 

 

As one of the requirements of the model is that it be applicable in different populations, it was 

desirable to have sets of data from different geographical populations. I identified and was 

able to access data for the following three studies.  

14.1 Methods 

14.1.1 Whickham 
The Whickham study was a cross-sectional survey designed to investigate the epidemiology of 

thyroid disease. It was conducted in the town of Whickham, County Durham, UK, and recruited 

people aged 18 and over between 1972 and 1973.  A total of 3,538 potential subjects were 

drawn pseudo-randomly from the electoral register. The first subject was randomly selected, 

and then every sixth name on the list was then chosen. Of the 3,538 identified, 168 had died or 

moved away before recruitment and the remaining 3,370 were invited to participate by their 
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GP or a researcher if they did not respond to an initial request. A total of 2,779 agreed to take 

part, of whom 46% were male and 54% female with an average age of 47.1 years.   

The age distribution was close to that of Great Britain as a whole but with slightly fewer young 

people, as shown in Figure 14-1, and the socioeconomic mix had a slightly higher proportion of 

social classes I, II and III when compared to the rest of the country . 

The survival status was assessed in 1992 and all but 77 (2.8%) of the sample was successfully 

identified. Of these 77, 20 had emigrated and the date of censoring was known for all but 6. In 

total, 825 of the original sample died.  The distribution in the number of deaths from 1972 to 

1992, and the time from recruitment to death, is shown in Figure 14-2.  

In total, 2,618 subjects were identified who had no missing or ambiguous data in the variables 

used for simulation. The sample characteristics are given in Table 14-1. Cigarette consumption 

was classified into five categories “None”, ‘1-4’, ‘5-14’, ’15-24’ and ’25 or more’. These 

categories were mapped to the following consumptions: ‘3’, ‘10’, ‘20’ or ‘30’ cigarettes per 

day. A positive family history of CVD was defined as there being a first degree relative of any 

age recorded as having ischaemic heart disease (IHD) or other CVD. 

For analysis, only the first 16 years of the available data were used. Recruitment spanned at 

least 1972 and 1973 and follow-up was in 1992. As can be seen in Figure 14-2 the number of 

deaths per year tails off rapidly from 1990. This probably reflects a lag-time between the event 

of a death and the processing of registration of death. Consequently, only the years 1974 to 

1989 are reliable with regard to the mortality rates, and so the analysis was limited to this time 

interval.  
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Figure 14-1 The age distribution of subjects in the Whickham Study. 

 

 

Figure 14-2 The number of recorded deaths in the Whickham Study in each year. 

 

14.1.2 NHANES 
The first National Health and Nutritional Examination Study (NHANES I) was a cross sectional 

survey of 20,739 people conducted between 1971 and 1975 in the USA. Sampling followed a 

complex, multilevel strategy to arrive at a sample that was broadly representative of the 
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general US population but with some oversampling of those in low-income groups and women 

of childbearing age.  Using the 1960 US census data, the population was divided up into a total 

of 1,900 primary sampling units (PSUs) consisting of counties or 2-3 adjacent counties. Sixty 

five PSUs were selected to include all major conurbations and geographical regions, and were 

divided into a number of segments consisting of a cluster of about 18 households. Each 

segment was classified as ‘poverty’ or ‘non-poverty’.  A selection of segments was then taken 

so that the ‘poverty’ to ‘non-poverty’ ratio was about 2:1. A single person from each 

household was identified and a systematic sample of these individuals was taken to match six 

age-sex sub-domains. In total, 28,043 people between the ages of 1 and 74 years were 

recruited, and 20,739 were examined.(283) The age distribution is shown in Figure 14-3. 

In 1992, the NHANES I Epidemiological Follow up study was conducted. All 14,407 subjects 

aged between 25 and 74 who were examined in the 1971-75 study were included. Of this sub-

sample 6,794 subjects with a complete set of the variables listed in Table 14-1 Simulation 

sample characteristics for the Whickham Study, NHANES I and BRHS. were identified and used 

for the model evaluation. The distribution of deaths by year from recruitment is shown in 

Figure 14-4. 

The NHANES I and 1992 NHEF study data are freely downloadable from the CDC website.(284) 

The data is divided into eight separate data files relevant to this analysis. I used an Access 

database to examine, select and merge the data for generation of the analysis sample files. 

The distribution of deaths with the number of years from the beginning of the study is shown 

in Figure 14-4. As with the Whickham data, it shows a sharp decline in the number of deaths 

after the 16th year. This reflects the four-year time span taken to recruit. Those who joined the 

survey in 1975 will have only had 17 years in the study by 1972, and again there may have 

been some lag in registration of deaths occurring in the year before the 1992 follow-up. Again, 

the analysis was limited to 16 years to avoid any bias caused by this terminal decline. 

Unlike the Whickham Study, the NHANES I recorded the actual number of cigarettes smoked 

per day, though there remains a strong digit preference for numbers in multiples of 5, as can 

be seen in Figure 14-5.  
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Figure 14-3  Age distribution in the analysis sub-sample of NHANES I. 

 

 

Figure 14-4  The number of deaths by year from recruitment in the NHANES I.  
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Figure 14-5  Cigarette consumption in NHANES I showing a strong digit preference for 

multiples of 5. 

 

14.1.3 BRHS 
The second phase of the British Regional Heart Study (BRHS) is a prospective study that 

recruited 7,735 men between the ages of 40 and 59 from 24 towns across Britain between 

1978 and 1980. The objective was to explore the geographical variation in CVD risk across 

Britain, focussing on environmental, socioeconomic and personal risk factors.(285) 

The BRHS is a three-phase study. The first phase ran from 1969 to 1973 and explored the 

relationship between environmental and socioeconomic factors and cardiovascular risk in 253 

towns across Britain. (286) The second phase was a survey of middle-aged men across 25 of 

the towns included in phase 1. In particular, the study wanted to explore the relationship 

between water hardness and CVD risk. The third phase is an on-going prospective study of CVD 

morbidity and mortality in the men sampled in phase 2. A total of 8,241 men between the ages 

of 40 and 59 inclusive were recruited and examined between January 1978 and June 1980. 

After excluding the pilot site and a town visited twice, a total of 7,727 were included for follow 

up.  
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The 24 towns were selected to ensure representation from all regions and to reflect variations 

in mortality and water hardness. There were seven selection criteria: 

1. All regions of Britain must be represented. 

2. The towns should be discrete entities that do not have conurbations blending into 

other towns and should be greater than 50,000 people. The largest town was Ipswich 

with 122,700, and there were two towns in Scotland with fewer than 50,000 (Ayr and 

Dunfermline). 

3. The choice of towns should reflect variations in cardiovascular mortality and water 

hardness. 

4. Where possible, towns should be representative of the socioeconomic profile of the 

region they are in. 

5. Towns with a high turnover of residents were avoided. 

6. ‘Outliers’ in terms of the relationship between water hardness and CVD mortality 

were included. 

7. When all the above criteria were met, selection of towns was random. 

For each town, one GP group practice was selected for recruitment, and about 450 

men aged 40-59, stratified into equal five year age groups, were selected at random 

from the practice age-sex register. The aim was to have about 300 men from each 

town included. The GPs were asked to screen the names and exclude t hose who were 

severely mentally or physically disabled. Men with CVD were not excluded , and the 

number of exclusions per practice was kept to about 8-10 subjects. The towns, 

recruitment rates and the standardised mortality rates (SMR) for CVD are given in  

Table 14-2. The published SMRs for CVD mortality suggests that the expected CVD mortality 

across the sample should be about 5% higher than the British average for men aged 35-

64.(285) 

For the analysis sample, records with missing values were removed leaving a test sample of 

7,402 subjects. The data made available to me included the number of cigarettes consumed 

daily, and this was used to determine current smoking status. I lacked information on ex-

smoker status, and so smoking was recorded as a binary variable with the number of cigarettes 

consumed. As in NHANES I, the actual number of cigarettes per day was recorded. Although 

data on exercise were available, there was no direct mapping to the exercise metrics used in 
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the model as minutes per week. Consequently it was omitted from the analysis. The variables 

included for analysis are given in Table 14-1.   
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Table 14-1 Simulation sample characteristics for the Whickham Study, NHANES I and 

BRHS. 

 Whickham NHANES BRHS 

Number of subjects 2,616 6,794 7,402 

Number of deaths 781  1,877 3,259 

Variables included Age, gender, smoking status, 

years since quitting, 

cigarette consumption, 

height, weight, serum TC, 

diabetic status, CVD status, 

family history of CVD 

Age, sex, BMI, 

serum TC, SBP, 

smoking status, 

years since quitting, 

cigarette 

consumption, CVD 

status 

Age, gender, BMI, CVD status, 

smoking status, cigarette 

consumption, SBP, serum TC, 

high density lipoprotein, 

diabetic status, regular 

alcohol consumption and 

units per week of alcohol 

Proportion male 47% 46% 100% 

Mean age (range) 47 (17-92) 48 (25-74) 50 (39-61) 

Proportion of 

smokers 

47% 37% 36% 

Average cigarette 

consumption in 

smokers 

10 (2-30) 24 (0-40) 7.7 (0-90) 

Average BMI 24.8 (15.1-49.3) 25.7 (12.4-72.3) 25.5 (14-43) 

Average SBP 

(mmHg) 

142 (90-262) 133 (80-270) 145 (94-249) 

Average serum TC 

(mmol/L) 

6.0 (2.9-13.5) 5.8 (2-12.5) 6.3 (2.5-13.5) 

Proportion with 

diabetes 

6.9% - 1.35% 

Proportion with CVD 7.5% 6.2% 11.4 

Proportion regularly 

consuming alcohol  

- - 70% 

Alcohol 

consumption in 

units per week 

- - 12.6 (0-48) 

Number of 

simulations 

100 100 100 

Duration of analysis 

(years) 

16 16 20 
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Table 14-2 The towns included in the British Regional Heart Study with the SMR for 

CVD, population and response rates.(286) 

Town 

SMR for 
CVD men 

aged 35-64 Population 
Number 

examined Response 

Ayr 140 47,890 301 70% 

Bedford 80 72,880 303 73% 

Burnley 114 76,130 286 80% 

Carlisle 121 71,820 389 85% 

Darlington 109 85,900 382 82% 

Dewsbury 142 51,130 326 79% 

Dunfermline 118 49,890 350 80% 

Exeter 90 93,800 332 84% 

Falkirk 98 37,600 308 75% 

Gloucester 84 89,890 309 73% 

Grimsby 96 95,610 318 71% 

Guildford 78 58,090 335 82% 

Harrogate 82 63,470 280 77% 

Hartlepool 101 97,110 334 70% 

Ipswich 92 122,700 362 85% 

Lowestoft 85 52,120 324 83% 

Maidstone 99 71,250 319 72% 

Mansfield 95 57,820 321 80% 

Methyr Tydfil 135 55,100 282 76% 

Newcastle-under-Lyme 115 77,320 293 77% 

Peterborough (pilot) 92 70,100 279 80% 

Scunthorpe 109 70,900 313 76% 

Shrewsbury 95 56,630 310 83% 

Southport 114 84,870 322 80% 

Wigan 134 81,140 337 77% 

Averages (mean) 105 71,646 321 78% 

Sample weighted mean 105 71,706 - - 
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Table 14-3 Performance metrics for the three data sets used for external validation, the Whickham Study, NHANES I and the BRHS.  

Measure  Whickham NHANES BRHS 

 n 2,616 6,794 7,402 

 Deaths (%) 781 (30%) 1,576 (23%) 2,057 (28%) 

Calibration     

 Hosmer-Lemeshow  2 (p) 47.1  (0.000) 40.8 (0.000) 1,410 (0.000) 

Accuracy     

 Brier score 0.117 0.128 0.24 

 R2 0.48 0.284 0.133 

 D-statistic (p) 0.70 (0.000) 0.72  0.56 

Discrimination     

 AUC  0.90 0.84 0.71 

 Concordance (c) index 0.84  (0.011) 0.81  0.69 

 NRI (p) 0.0098 (0.23) 0.036 (0.00) 0.096 (0.00) 

 IDI (p) 0.04 (0.00) -0.006 (0.15) 0.059 (0.00) 

 PSEP 0.60 0.43 0.39 

 Spearman’s  0.64 0.50 0.42 

 

 



203 
 

 

14.2 Results 
The performance metrics for the model as applied to the three data sets are shown in Table 

14-3.  

14.2.1 Whickham 
Thirty percent of the Whickham sample had died in the 16 year period compared to 23% from 

NHANES and 28% in 20 years for the BRHS. This reflects the higher proportion of elderly 

persons in the sample. Figure 14-6 shows the model- and baseline-predicted number of deaths 

over 16 years, with uncertainty estimated by bootstrap resampling, and the actual number of 

deaths, with uncertainty estimated using the binomial distribution. The model estimates are 

closer than the baseline estimates. Early on, the modelled and the actual mortality rates are 

very similar, but after 7 or 8 years the rate of rise in the observed mortality rates increases. 

Figure 14-7 shows the cumulative mortality in the Whickham sample and the deaths predicted 

by the model and by the baseline mortality.  From about 5 years, the model-predicted 

mortality is lower than the actual mortality, and the lines diverge, though the model 

predictions remain better than the baseline mortality rates.  Figure 14-8 shows the trend in the 

actual to expected mortality in the Whickham study for the model and baseline mortality.  

 

Figure 14-6  The model and baseline predicted number of deaths in the Whickham 

sample with the distribution of uncertainty as estimated by bootstrap resampling, 

and the actual number of deaths with the binomial distribution of uncertainty.  
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Figure 14-7 Time trend in predicted and actual initial mortality rates for 

theWhickham sample. 

 

Figure 14-8 Trends in the ratio of actual to expected mortality rates over time as 

predicted by the model and baseline mortality in the Whickham study.  
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Figure 14-9  Calibration plot for the Whickham analysis.  

 

The Hosmer-Lemeshow statistic demonstrates that the model predictions differ from the 

actual outcome. The statistic itself is a binary measure and therefore relatively uninformative. 

The calibration plot in Figure 14-9 suggests fairly uniform underestimation of risk by the model 

across all risk quantiles. Accuracy is high with a Brier score of 0.117, a coefficient of 

determination (R2) of 0.48 and a D-statistic of 0.7.   

Discrimination is also good, as suggested by the area under the ROC curve (AUC) of 0.9 and 

Harrell’s c-index of 0.84. A 1993 study of regression equations for predicting all-cause mortality 

typically had AUC of 0.64 – 0.71.(287)  I then compared the discrimination as measured by the 

AUC to what might be seen as the next best option to modelling – using population mortality 

tables, and the best possible option in the perfect world – a Cox model fitted retrospectively to 

the evaluation data.  

The AUC for ROC curves is insensitive to significant differences in discrimination at high 

values(270)(288), and if we compare the ROC curves for the model and the age-sex baseline 

mortality for the Whickham study, there appears to be very little difference (Figure 14-10). The 

ROCs for the model and age-sex standardised model predictions are shown in Figure 14-11. 

The AUC for the age-sex standardised predictions is 64% which is still very respectably 
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discriminating. For comparison, the Framingham model, probably the most widely used 

prediction model in clinical practice, has an ROC curve of 60-85% including the effects of age 

and gender.(289)(290)  By definition, the standardised baseline trajectory would be exactly the 

diagonal with an AUC of 50%.  

 

 

Figure 14-10  ROC curve for the model and baseline age-sex mortality rates on the 

Whickham dataset. 
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Figure 14-11 ROC curve for the model on the Whickham data compared to the age -

sex standardised model predictions.  

 

Figure 14-12 shows the ROC curves for the model and the Cox model juxtaposed.  Again the 

AUCs are high and the ROC curve is poorly discriminating between these two models. The age-

standardised curves are shown in Figure 14-13 and it is much easier to see the significant 

difference between the performance of the two models. 

The net reclassification index is 0.0098 suggesting that about 1% more cases are correctly 

classified by the model than by using age and sex alone. The integrated discrimination 

improvement index (IDI) was 0.04, suggesting that use of the model increased the gap 

between the mean probability estimate of those who died and those who survived by 4%.(291) 

This indicates that the model both increased the correct classification rate as indicated by the 

NRI, but also increased the separation of the survivors and non-survivors.  

Figure 14-14 shows the decision curves for the model and the baseline mortality tables in the 

Whickham dataset. It can be seen that there is a distinct advantage to using the model rather 

than baseline mortality tables, until the threshold probability exceeds 80%.   

Figure 14-15 shows the decision curve for the subset of males between the ages of 40 and 60 

years and suggests a greater advantage to using the model over baseline mortality than across 

the entire sample. 
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Figure 14-12  ROC curves comparing the model performance with a retrospectively 

fitted Cox model. 

 

Figure 14-13  ROC curves for the standardised model and retrospectively fitted Cox 

comparator in the Whickham data. 
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Figure 14-14 Decision curve comparing the use of the model and the baseline 

mortality tables in the Whickham dataset.  

 

Figure 14-15 Decision curve for males between 40 and 60 years of age in the 

Whickham dataset. 

14.2.2 NHANES I 
Figure 14-16 shows the uncertainty distributions for the model and baseline predicted number 

of deaths compared to the actual number of deaths, with uncertainty estimated using a 

binomial distribution. The model has greater overlap with the actual outcomes than the 

baseline mortality.  Mortality rates over 16 years were lower in the NHANES dataset than the 
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Whickham dataset. This reflects the sample weighting towards younger age groups, as in 

Figure 14-3. Looking at the trend in mortality rates in the sample in Figure 14-17, it can be seen 

that predictions using the model and baseline rates are higher than the observed rates for the 

first 12 years, after which the rate of increase in the actual mortality rises. The ratio of actual 

to expected mortality is shown in Figure 14-18. Calibration is good, as shown by Figure 14-19.  

Like the NHANES analysis, there is mild model underestimation of risk in the mid-range but it is 

less erratic, probably reflecting the larger numbers. Across the entire sample the 

discrimination as measured by the ROC curve is good, at an AUC of 84%, but the great majority 

of the discriminatory power comes from the inclusion of age and gender as shown by the AUC 

of 54% for the age-standardised data (Figure 14-20). When looking at the sub-sample of males 

aged 40-60, as in the BRHS study, the age-standardised AUC is much better, at 63% as in Figure 

14-21. 

 

Figure 14-16  The model and baseline predicted number of deaths in the NHANES I 

sample with the distribution of uncertainty as estimated by bootstrap resampling, 

and the actual number of deaths with the binomial distribution of uncertainty.  
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Figure 14-17 Time trend in predicted and actual initial mortality rates for the NHANES 

I sample. 

 

 

Figure 14-18  Trends in the ratio of actual to expected mortality rates over time as 

predicted by the model and baseline mortality in NHANES I.  
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Figure 14-19 Calibration plot for the NHANES I analysis. 

 

 

Figure 14-20 ROC curve for the model on the NHANES I data compared to the age-sex 

standardised model predictions.  
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Figure 14-21 ROC curves for the model predictions and the age-standardised model 

predictions in men between the ages of 40 and 60 years in the NHANES I dataset. 

Again, the Hosmer-Lemeshow test confirms that the model is imperfect, and the Brier score, 

R2, the D statistic and the discrimination measures are similar to the Whickham analysis as 

shown in Table 14-3. However, the IDI is negative, and the NRI is much higher. Nearly 4% of 

subjects would be better classified using the model compared to the baseline mortality and yet 

the separation between those who died and survived as measured by the IDI is actually less, 

though not significantly. The predictions are less polarised and yet more often correct.  

Examining the Decision curve in Figure 14-22 the model is only superior to the use of baseline 

tables at decision probability thresholds below 40%, and the baseline mortality appears to 

perform better for thresholds between 40% and 60%.  This suggests an advantage to use of the 

model for low decision threshold values, and a more distinct disadvantage to using the model 

for higher decision thresholds when compared to use of baseline mortality tables. 
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Figure 14-22 Decision curve comparing the use of the model and the baseline 

mortality tables in the NHANES dataset.  

 

14.2.3 BRHS 
Figure 14-23 shows the number of predicted deaths at 20 years in the BRHS sample using the 

model and baseline mortality tables, with bootstrap resampling to represent uncertainty and 

the actual number of deaths with the binomial distribution representing uncertainty. Figure 

14-24 shows the trend for cumulative mortality over time. The actual mortality rates are about 

25% less than expected according to contemporary (1981) mortality rates, with no allowance 

for mortality improvement. The model estimates are less accurate than the baseline mortality 

estimates. This indicates that the expected mortality, weighted by comparison of risk factors to 

background population averages and prevalences, is higher than the average in the UK for the 

time. The calibration plot in Figure 14-26 shows that calibration is good until predicted risk 

reaches nearly 50% for the 20 year period. There is an abrupt over-estimation in risk from that 

threshold, suggesting over-sensitivity to a single powerful risk factor. 

Discrimination as measured by the AUC of the ROC is more modest in the BRHS than in the 

other two studies. This is because there is a much less heterogeneous sample. All are male and 

the age range is relatively narrow, spanning 20 years. However, the age-standardized AUC for 

the ROC is 61% (Figure 14-27) and quite similar to the results for this sub-sample in the 

Whickham and NHANES studies. 
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Figure 14-23 The model and baseline predicted number of deaths at 20 years in the 

BRHS sample with the distribution of uncertainty as estimated by bootstrap 

resampling, and the actual number of deaths with the binomial distribution of 

uncertainty. 

 

Figure 14-24 Time trend in predicted and actual cumulative mortality for the BRHS 

sample. 
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Figure 14-25 Trends in the ratio of actual to expected mortality rates over time as 

predicted by the model and baseline mortality in the BRHS study. 

 

 

Figure 14-26 Calibration plot for the BRHS analysis. 



217 
 

 

Figure 14-27 ROC curve for the BRHS study. 

To investigate this further I examined the performance of the model in non-smokers where the 

number of cigarettes would not be a factor in the analysis. The calibration plot in Figure 14-28 

shows that the abrupt mis-calibration persists, eliminating cigarette smoking as the cause. 

Figure 14-29 shows the calibration plot for subjects who self-reported the presence of CVD at 

recruitment. The over-sensitivity of risk predictions extends over a greater range of risk and 

the transition is less distinct than in the whole population. The mis-calibration disappears in 

subjects without self-reported CVD at recruitment, as seen in Figure 14-30. The decision curve 

in Figure 14-31 is only slightly better than baseline with decision thresholds below 50%, but is 

worse than baseline predictions after that. Figure 14-32 shows that the utility of the model in 

decision-making is distinctly worse than using plain baseline mortality in those with CVD at any 

threshold. This reverses in those without CVD, so that use of the model is much better than 

baseline mortality tables up to a threshold of about 65% above which there is no distinct 

difference (Figure 14-33).  
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Figure 14-28 Calibration plot for non-smokers in the BRHS analysis.  

 

Figure 14-29 Calibration plot for subjects in the BRHS study who self -reported CVD at 

recruitment. 
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Figure 14-30 Calibration plot for subjects without CVD in the BRHS study.  

 

Figure 14-31 Decision curve comparing the use of the model and the baseline 

mortality tables in the BRHS dataset.  
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Figure 14-32 Decision curve for subjects with CVD in the BRHS study.  

 

Figure 14-33 Decision curve for subjects without CVD in the BRHS study.  
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14.3 Discussion 
All three analyses suggest an ultimate observed mortality rate lower than the contemporary 

rates at the start of the simulation. This is not unexpected as there was no explicit assumption 

of a mortality improvement rate. Standardised mortality rates fell about 16% in England and 

Wales between 1971 and 1986.(292) Mortality rates in the USA were around 1.8% per year 

from 1968 to 1982 but then fell to around 0.6% from 1982 to 2000.(293) To some degree the 

mortality improvement should be anticipated, in that improvements in the modelled risk 

factors such as smoking and BP will precede reductions in mortality, but a significant part of 

the mortality improvement remains unexplained.(100) Given that the mortality improvement 

occurred, we would expect to see a declining trend in the ratio of observed to baseline 

mortality, and this can be observed in all three datasets from 5-6 years into the simulation. 

However, with the exception of the Whickham study, the initial trend is a rise, as can be seen 

in Figure 14-8, Figure 14-18 and Figure 14-25. This may represent select transition effects. In 

this analysis I have used the ratio of actual to expected deaths in any given year to visualise the 

select transition and mortality improvement.  

Select effects are routinely considered in actuarial practice where they are more prominent 

than in epidemiological cohorts or samples, perhaps because they are deliberately generated 

in the former and intentionally minimized in the latter.(294)(295)(296)(232) It is almost 

inevitable that selection bias will affect mortality rates in observational epidemiological studies 

to some degree. The process of dying will prevent a randomly-selected individual from 

responding or taking part in an observational study, which impacts on death rates at the 

beginning of a study.  In the BRHS, randomly-selected individuals at the practice level could be 

excluded on the basis of being physically or mentally unfit. Although appropriate, such 

exclusion criteria will have an impact on early mortality rates. In the BRHS, the number of such 

exclusions per GP practice was limited to 8-10, or about 3% of the total. This does not explain 

the persisting low ultimate mortality rate that is about 75% of the contemporary rates in the 

UK. 

The mortality improvement rates quoted for the UK and US were improvements in the 

standardised mortality rate (SMR). Mortality improvement rates vary by age and so the 

improvement rates may be influenced by changing demographics in the general population as 

well as age-dependent mortality improvement rates. Figure 14-34 shows a heat map of 

mortality improvements in England and Wales from 1926 to 2004. The Golden cohort, with a 

birth year around 1930, can be seen clearly in green running diagonally up and to the right. 

This birth cohort is experiencing much higher mortality improvement rates than the birth year 



222 
 

before or after. The BRHS sample is focussed around this Golden Cohort, and so will carry with 

them significantly higher mortality improvement rates than a sample with a broader age 

range, or with a different age mix. In Figure 14-34, a large period of negative mortality 

improvement can be seen at the onset of the Second World War, with a large rebound 

mortality improvement at the end of the war. 

 

Figure 14-34 Heatmap of mortality improvement rates in England and Wales from 

1926 to 2004 showing the Golden Cohort in green with purple peaks. From ONS data.  

 

In the Whickham study, there appears to be a much higher than expected mortality rate in the 

first 1-2 years. This could result from very high mortality in the sample compared to the 

general population, but that seems unlikely given the enormous mortality improvement rate 

that would have to also be present to represent the rapid decline below the general 

population mortality. Another explanation is that the general population mortality is measured 

over a large population and smoothed to remove auto-regressive year-to-year variation in 

mortality, but all noise is retained in the Whickham data. It could be that the mortality rate in 

the Northwest of England was high in 1972-1973 and this peak was smoothed out of the 

baseline general population mortality.  Another potential explanation is that the recruitment 
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phase spanned 1972 and 1973 and that the number of deaths in the first year may in fact have 

occurred over a longer period of time. 

One of the aims for the model was that it should be possible to calibrate it for different 

populations, whether they differ on the basis of geography, time, or some other demographic 

variable. This has clearly only been partially successful, and it is worthwhile examining where 

the model has failed to calibrate, and why this might be. 

Including existing CVD as a risk factor variable was detrimental in the case of the BRHS but not 

in the Whickham study or NHANES I. In the BRHS, the fields chosen to identify existing CVD 

were self-reported (question 10)(297) and included a broader definition of CVD, but in 

Whickham were taken from secondary analysis of the data by the original investigators, where 

diagnoses of CVD at recruitment were verified in some way. In the NHANES study, the field 

used to identify CVD at recruitment was N1GM0352 which was a self-reported response to a 

broad question: 

[Have you had a health problem that is]…”Possible heart or circulatory trouble – 

irregular heartbeat, swollen veins, other trouble with veins, leg pains, weakness or 

paralysis, dizziness, fainting spells, blacking out, chest pains, shortness of breath”.(298) 

 

The AUC for the standardised model predictions were 55.5% in those with CVD and 52.5% in 

those without across the whole sample, with no evidence of the mis-calibration event seen in 

the BRHS calibration curves. It is not clear what the source of the difference is, but there are a 

number of possibilities. 

 The NHANES analysis of CVD included subjects from 25 to 74 years, as opposed to 40 

to 59 years in the BRHS. The hazard ratios in the parameterisation of the model used 

for the analysis used age-independent values. The impact on risk from any variable 

was the same for the ages of 74, 50 and 25 years. The hazard ratios may be valid for 

older subjects, but not for the ages of 40 to 59. 

 The direction of influence of the hazard ratio in any individual is dependent on the 

population averages and prevalences. If the estimate of the population prevalence for 

CVD was too low for 1981, then CVD as a risk factor across the population would 

increase estimates of the risk of death. The estimated population prevalence of CVD 

was about 10% in 40 to 59 year old males in 1981, and the self-reported prevalence in 

the BRHS data subset used was about 11%. 
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 A hazard ratio of 3.3 for CVD was used and was estimated from Kannel 1997.(299) This 

is a univariate hazard ratio, but in all three analyses here it was used unadjusted in the 

presence of SBP, smoking, TC, diabetes and BMI. All of these additional risk factors 

would inevitably reduce the independent influence of CVD as a risk factor, and it 

would be expected to be lower as a multivariate hazard ratio.  

 The most likely cause is the choice of indicator for CVD in the BRHS was more general, 

vague and self-reported in comparison to the other studies. It included venous 

insufficiency for example and would therefore invite positive responses from 

individuals with varicose veins rather than strictly atheromatous disease. This is 

therefore not a weakness in the BRHS data as such, but is an indicator of how data 

selection and definition is crucial to the performance of a model. 

 

Katz et al. analysed the performance of six regression equations for predicting all-cause 

mortality at 8 or 12 years.(287) The AUC s ranged from 0.64 to 0.71 unstandardized, so this 

modelling method compares very favourably with regression equations being applied 

outside the population of origin. Whilst it has its weaknesses, the transportability of this 

modelling structure is a significant improvement on existing regression equations. 
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Chapter 15 Discussion 

15.1 Strengths 

15.1.1 Information on Cause of Death 
Modelling by risk factors and cause of death enables more sophisticated scenario projection 

than could be achieved with fitted all-cause mortality models. Figure 15-1 shows the predicted 

central mortality by cause of death in the NHANES I analysis. By breaking the modelling 

process down into its constituent causes of death and risk factors, it then becomes possible to 

project the potential impacts of cause-specific improvements in mortality, perhaps as the 

result of new treatments. It also allows the analysis of scenarios focussed around risk factors 

themselves, such as smoking. It becomes possible to estimate the impacts of behaviour change 

or treatments for hypertension or cholesterol disorders.  

 

Figure 15-1 Predicted mortality by cause of death in the NHANES sample.

15.1.2 Adaptation to Different Populations  
By breaking the modelling exercise into cause of death and risk factor components, some 

degree of auto-calibration can be achieved by exchanging baseline parameterisations relating 

to different sub-populations without the need for complex restructuring of the model. 

15.2 Weaknesses 
The micro-simulation approach affords a great deal of flexibility and freedom with respect to 

scenario generation. However, it comes at the price of complexity. Figure 11-6 shows that 

detailed individual analyses are possible with stable results in much less than one minute, and 
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in most circumstances, where life expectancies only need to be stable to within a month, the 

results take only a few seconds. However, where mortality improvement estimates are 

required, extremely stable results are needed and require 10,000 or more simulations. It then 

takes a few minutes per individual simulation, and to analyse a series of individuals from 20 to 

90 would take several hours. Resampling to estimate uncertainty becomes intractable and 

other methods would need to be sought. 

Although the structure of the model allows adaptation to different populations, it is 

demonstrably sensitive to that parameterisation. Reliable information is needed for the 

mortality rates, and for the modelled risk factors. Where that information is missing or 

unreliable it may be better to avoid the use of particular variables as this could significantly 

degrade the reliability of the modelling compared to alternatives such as using age-sex 

dependent baseline mortality rates. 

One of the advantages of Markov modelling over machine learning techniques such as neural 

networks is that the knowledge and information used is made explicit, opening the 

assumptions up to scrutiny and understanding.(108) The modelling in a detailed Monte Carlo 

simulation model is very complex and it is possible to export much of the output of the 

analysis. However, the data generated is vast and therefore difficult to visualise, particularly 

for those who lack detailed domain knowledge. 

This particular parameterisation of the model may lack spectrum transportability, in that the 

STOP trial effect size was greatly underestimated by the model. This may be a result of the play 

of chance in a small data set, but it could also arise from a failure to use age-dependent hazard 

ratios, or it could be due to non-linear changes in the hazard ratio at high systolic blood 

pressures.  

15.3 Future Development 
The research reported here is an examination of a modelling framework rather than a 

particular parameterisation. It is straightforward to change the hazard ratios and baseline 

parameterisations in the model once they have been deduced epidemiologically. However, 

there are some structural modelling improvements that would be desirable. 

15.3.1 Improvements in imputation  
One of the critical improvements needed is more effective imputation of missing values. This is 

not a problem unique to this particular method and is a topic of on-going research in the 

modelling community. In the current model structure, missing values are not imputed where 
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this can be avoided, and where it cannot, values are randomly selected according to age-sex-

dependent risk factor values. It would be useful to incorporate the effect of correlation 

between variables such as BMI, smoking and BP. Binary or categorical correlations can be 

modelled using Bayesian networks and this is one method of imputation currently 

employed.(300) However, a more comprehensive system that incorporates correlations of 

continuous variables in complex networks would be desirable without resorting to 

computationally intensive optimisation methods such as simulated annealing. 

15.3.2 Dynamic hazard ratios  
One of the objectives of the modelling was to have a structure that could adapt to the 

information available. In many models, feature selection is undertaken to identify independent 

variables and minimise the number of features to arrive at parsimonious models. This is fine 

where the information available is confined to and includes the set of independent variables 

identified in fitting. This is efficient but usually not useful in many clinical or insurance 

situations, where the information that you can use is the information that you have. It would 

be possible to retain multiple sets of hazard ratios according to the information available, but 

the consequence is a very large number of sets pertaining to all the possible combinations of 

risk factor values. A more attractive solution would be a dynamic system that adapted hazard 

ratios according to the information available. Where population prevalences and correlations 

are known, then reasonably good estimates can be made using Samsa et al.’s 

methodology.(301) 

15.3.3 Ageing. 
One of the modelling assumptions is that the ageing of risk factors follows the cross-sectional 

age-period pattern present in the population at the time of parameterisation (Assumption 3), 

and there may be cohort effects in the prevalence rates as seen in Figure 15-2. For example, it 

is assumed that the change in smoking prevalence between 2012 and 2013 for 50 year olds in 

2012 is the difference between the smoking prevalence for a 50 year old in 2012 and a 51 year 

old in 2012. However, historical data show a rise and fall in prevalence with age with only one 

peak, in contrast to the cross-sectional age-period prevalence seen in men in England and 

Wales in 2008.(302)(303)(304)(305)  The assumption  ignores cohort effects, which are a driver 

of mortality improvement, and it would be better to model the ageing of risk factors using 

cohort trajectories for the risk factors.  
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Figure 15-2 Baseline assumptions of the prevalence of smoking by age in UK males, 

based on kernel smoothing of the Health Survey for England data. (305) 
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Part 5. Application – exploring obesity-related mortality 

improvements by socioeconomic group 
The aim of this study is to determine the patterns of change in mortality arising from two 

different forward projections of obesity trends when applied to different socioeconomic 

groups, and to explore the dynamics of the comparative differences of those trends between 

the groups.  

This study is one of many that could have been done, and it was chosen so that it would 

illustrate various qualities of the model. 

 The transportability of the model between different populations by simple substitution 

of externalised baseline data in the form of mortality tables and risk factor profiles. 

 The application of complex risk factor-based ‘what-if’ scenarios. 

 The provision of a platform for taking detailed domain knowledge with plausible 

projections into the future and applying that knowledge to baseline parameterisation, 

or projections of risk factors or mortality to generate complex, dynamic predictions of 

future mortality trends. 

 The ability of the model to simultaneously apply different elements of a scenario – in 

this case socioeconomic group risk segmentation and trends in obesity. 

 The ability to demonstrate emergent behaviours from a complex model, in that the 

model can project a series of dynamically-changing factors. 

This part of the thesis is in three chapters..  

Chapter 16 -  Socioeconomic impacts on mortality. This chapter discusses the socioeconomic 

factors that affect mortality, focussing on: 

 The potential value of mortality analysis segmented by socioeconomic group. 

 Socioeconomic classification systems. 

 Observed variations in mortality by socioeconomic group or deprivation. 

 The drivers of inequalities of mortality and life-expectancy. 

Chapter 17 - Obesity and mortality. This chapter discusses the impact of obesity on mortality, 

focussing on the following: 

 Obesity trends. 

 Measures of overweight and obesity. 

 The impact of obesity on mortality rates. 
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 Socioeconomics and trends in obesity. 

 The complexity of scenarios encompassing obesity. 

 The relevance of cause of death in modelling the impact of obesity. 

Chapter 18 - Modelling of the projected impact of two obesity trend scenarios on mortality 

rates in three selected NSSEC groups. This chapter is divided into the following parts:  

 Methods; 

  Scenario construction;  

 Results;  

 Discussion; 

 Conclusion and  

 Additional figures.   
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Chapter 16  Socioeconomic impacts on mortality 
Poverty and deprivation has a profound impact on health and mortality. Serious political, social 

and statistical analysis probably began with Florence Nightingale in the 19th Century. On her 

return from the Crimean War, she devoted herself to an analysis of the impact of poverty on 

health, particularly in the Indian Subcontinent.(306)  

Classification of individuals in the UK population in socioeconomic terms began in 1851, and 

the first socioeconomic classification system by Stevenson was published in 1913 in the report 

for the Registrar General for 1911.(307) The ‘Social Class based on occupation’ classification 

played a key role in quantifying the differences in health and mortality across social groups, 

and was followed by the ‘Socioeconomic Group’ classification that was adopted in 1951 and 

incorporated social status and occupation.  By 2001, radical change in the classification system 

was needed to keep pace with the changing social structure of modern society, with the rise of 

self-employment and the blurring of the distinction between artisan, tradesman,  businessman 

and professional. The National Statistics Socioeconomic Classification (NSSEC) was created to 

better capture employment relations as a key part of  measuring social status.(308) 

The challenge for individual mortality modelling is how to capture the available data on 

mortality variation with socioeconomic group at an aggregate level and make it available as 

inputs into the model. 

 

16.1 The value of mortality analysis using socioeconomic 

group 
Differing socioeconomic mix between pension portfolios can result in variation in absolute 

mortality rates, and variation in mortality improvement trends over time. Utilising 

socioeconomic group data in an analysis can account for some of this variation. Socioeconomic 

group better informs the imputation of missing data, as risk factor distributions can vary 

significantly between socioeconomic groups. Where there are wide confidence intervals in 

mortality rate estimates taken from relatively small portfolios, a socioeconomic analysis may 

provide better estimates of mortality rates as they are based on larger data sets. 

Accurate statistical projections of mortality and mortality improvement are dependent on 

large numbers of subjects and the existence of historical data. At a population level data is 

fairly abundant, but subgroup analysis becomes imprecise and unpredictable as the numbers 

of subjects in each group dwindle. Wealthy annuitants from the highest social groups are 
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relatively small in number, but have a disproportionate effect on liabilities in the pension 

portfolios. The uncertainties surrounding the projected mortality rates in these subgroups may 

therefore be too large to be of value. Modelling by socioeconomic group may provide an 

indirect means of reducing uncertainty. 

The response of different social groups to medical innovation varies, and results in different 

impacts on the rate of change of mortality.(309) Variation in the socioeconomic mix of pension 

portfolios may lead to differences in mortality improvement trends for the portfolios as a 

whole, as well as absolute differences in mortality rates at any one time.  

In most pension books or annuitant portfolios, the information available on an individual’s risk 

factors is limited, but reasonable approximations can often be made about the socioeconomic 

status from geo-coding and the value of their pension.(310) This, in turn gives information on 

the likely scale and prevalence of risk factors, as well as the likely response to future medical 

and social advances. Similarly, for health care providers, needs assessment can be made for 

populations weighted by deprivation indices when detail about individual risk factors is lacking. 

‘What-if’ scenarios are impossible or unreliable using statistical or traditional actuarial 

approaches. Projections made are dependent on past trends, but do not allow us to ask 

questions like: ‘What is the likely effect of a ban on smoking?’ or ‘How would the impact of a 

cure for cancer vary in different product portfolios?’ Socioeconomic analysis enables modelling 

based on cause of death and risk factors that gives a much richer understanding of possible 

futures. 
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16.2 Socioeconomic classification 
Table 16-1 The nine category National Statistics Socioeconomic Classification (NSSEC) 

system 

Level Description 

1 Higher managerial and professional occupations 

 1.1 Large employers and higher managerial occupations 

 1.2 Higher professional occupations 

2 Lower managerial and professional occupations 

3 Intermediate occupations 

4 Small employers and own-account workers 

5 Lower supervisory and technical occupations 

6 Semi-routine occupations 

7 Routine occupations 

8 Never worked and long-term unemployed 

 

16.2.1 Office for National Statistics 
The NSSEC attempts to capture employment relations as a key component of the system. The 

occupational component is based on the Standard Occupational Classification 2000. There are 

various levels of complexity to the categorisation within the scheme. For the purposes of this 

project I have used the nine class system as shown in Table 16-1. 

In order to map socio-economic categorisations across time periods in the data it is necessary 

to have some understanding of the Social Class based on Occupation system which was used in 

important survey data, right up to the late 1990s. The diagram in Figure 16-1 shows the 

categorisation and gives an approximate mapping to the NSSEC. 
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Figure 16-1 Showing the mapping from the system of 'Social Class based on 

Occupation' to the National Statistics Socioeconomic Classification used.  

The NSSEC classification can be applied to mortality modelling at an individual level if the 

occupation and social status is known, and data is available on the distribution of risk factors 

and spread of mortality rates with class. Fortunately, there is data in the UK on the variation of 

mortality with NSSEC by cause of death and risk factors distributions, such as smoking rates, 

thanks to large, high-quality surveys such as the Health Survey for England (HSE), and the 

General Household Survey (GHS).(311)(312) This lends itself to medical modelling based on 

cause of death and risk factors. 

16.2.2 Commercial indices of socioeconomic classification 
There are various commercial, geo-coded, demographic classification systems, such as Mosaic® 

by Experian and Acorn® by CACI.(313)(314)(310) These systems allocate subjects into 

demographic classes that predict consumer behaviour, based on a wide variety of public and 

commercial data sets that include demographics, property values, socioeconomic, property, 

environmental and financial data.(313) These commercial indices are more focussed on 

consumer behaviour patterns than inequalities in health and mortality. Nevertheless, they 

have been found to contribute predictive power to mortality estimates, and the Acorn index 

does include a ‘Health’ version with additional segmentations according to lifestyle and health 

indicators as well as property value and location.(310) 

16.2.3 Deprivation indices 
Deprivation indices are socioeconomic categorisations of localities rather than individuals. 

Various indices have been developed in the UK over the years and for a variety of purposes, 

but generally to inform the distribution of financial resources within the NHS by area. The 

Jarman index, developed in the 1984, was used to weight remuneration for general 

practitioners; (315) the Townsend index of disadvantage and deprivation is a relatively simple 
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index that is widely used in research and modelling;(316)  and the current index of multiple 

deprivation (IMD 2010) is used for weighting funding to local authorities and governmental 

organisations to take account of local need, but it is also widely used in geo-demographic 

research.(317) 

The IMD 2010 is comprised of seven domains as shown in Table 16-2. It can be seen that 

health only accounts for 13.5% of the index. However, it is likely that there are correlations 

between mortality and the other indices such as education and 

housing.(318)(319)(320)(321)(322) 

Table 16-2 Table showing the seven LSOA level domains included in the IMD 2010.  

Domain index Domain weight 

Income deprivation 22.5% 

Employment deprivation 22.5% 

Health deprivation and disability 13.5% 

Education skills and training deprivation 13.5% 

Barriers to housing and services 9.3% 

Living environment deprivation 9.3% 

Crime 9.3% 

 

Multiple deprivation indices are a ranking of lower super-output areas (LSOAs) by deprivation, 

so are integer values from 1 to several thousand reflecting their position in the ranking. The 

IMD can be used as a risk factor to weight estimated mortality rates. In the simulation 

described below, risk factors such as smoking and obesity rates, as well as causes of death like 

cancer and CVD, are used in the modelling of mortality. Some of the predictive power of the 

IMD will be based upon correlations with these underlying risk factors and causes of death. 

This complicates the use of these indices as weighting factors in models that exploit cause of 

death and risk factors as weighting factors, and therefore makes them difficult to use in this 

context. Some published research gives multivariate hazard ratios that include deprivation 

indices such as the Townsend index for CVD, but deprivation affects a wide range of causes of 

death, and so this is of limited value.(170)(323)(324) 

The Health domain of the IMD is, in part, based on the standardised mortality ratio (SMR) for a 

LSOA, and will therefore almost inevitably have some predictive power for mortality rates. It is 
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not clear to what degree the inclusion of all the other factors increase or decrease the potency 

of the IMD as a risk factor for mortality.  

16.3 Observed variation 
There is a clear correlation between deprivation and mortality rates as shown Figure 16-2 from 

data taken from the ONS Longitudinal Study.(325) Below the age of 45, the number of deaths 

is low, so the data is erratic. By the late 80s, the difference in mortality rates narrows greatly, 

but between the ages of 40 and 80 there is a consistent difference in mortality rates. 

 

Figure 16-2 Showing the log mortality rate by age and SEG.(325) 

A previous analysis by the Office of National Statistics, using the Longitudinal Health Survey 

data between 2001 and 2003, demonstrates mortality rates in NSSEC group 7 at almost three 

times that in NSSEC group  1.1.(326) Fortunately, further analysis by the Office for National 

Statistics also gives an analysis of mortality rate variation by cause, allowing more precise 

calibration of baseline mortality data by allowing each cause of death to be separately 

adjusted using the ratios supplied.(327)  

Internationally, income inequalities correlate with mortality. A meta-analysis published in the 

BMJ in 2009 found an increase of 8% in mortality with each 0.05 rise in the GINI coefficient, a 

measure of income inequality.(328) 

The Health Survey for England is conducted annually and focuses on a different aspect of 

health each year. Intermittently, data relating to risk factors for CVD have been collected, and 
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the analysis includes the age, gender, and socioeconomic distribution of the risk 

factors.(312)(329)(330)(245) The General Household Survey is another annual English survey. 

While it is not specifically focussed on health, it does collect important and useful data broken 

down by socioeconomic group, such as smoking and alcohol consumption (Figure 5-2, 5-

3).(311)(331)(332) The results demonstrate differences in some risk factor distributions, 

particularly smoking,  by NSSEC group and quintiles of income. 

 

Figure 16-3 Average number of units of alcohol consumed per week by men and by 

NSSEC group in 2002. General Household Survey 2006.(331) 

The impact of socioeconomic factors on mortality rates seem to vary by gender and age. 

Deprivation-related variation in mortality is lower in women and appears to dwindle over the 

age of 65, such that there is no discernible difference in the mortality rates of those over 90 

years of age when comparing the most deprived and least deprived quintiles of the IMD.(333) 

16.4 Socioeconomic drivers of health inequalities and 

mortality  

16.4.1 Lifestyle 
Lifestyle factors are important drivers of the mortality differential between socioeconomic 

groups.(334)(335) Figure 16-4 shows how smoking prevalence has varied across socioeconomic 

groups between 2001 and 2007 with men in lower SEGs consistently smoking more than men 

in higher SEGs despite a continuing decline in all SEGs over time.(311) 
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Figure 16-4 Graph showing the trend in prevalence by socioeconomic group between 

2001 and 2007. (General Household Survey 200) 

The trend in alcohol consumption across NSSEC groups is less clear-cut (Figure 16-3). There are 

conflicting drivers of consumption across the groups: alcoholism is more common in lower 

socioeconomic groups and  is recognised to cause a slide down the socioeconomic scale in 

individuals.(336) Affordability is a factor in determining consumption, making it more 

accessible to higher socioeconomic groups, with estimates of the price elasticity of demand 

varying between -0.1 and -1.3. This means that consumption falls between 0.1 and 1.3% for 

each 1% increase in price.(337) Figure 16-3 shows that the average alcohol consumption is 

similar across the NSSEC groups, but  Figure 16-5 shows that the frequency of  alcohol 

consumption is highest in the NSSEC group 1.1 and in lower NSSEC groups. This suggests that 

average consumption may be similar across the NSSEC groups, but that excessive consumption 

is concentrated in the lower NSSECs where a similar amount of alcohol consumption is 

concentrated in fewer individuals.(331) 

Another complicating factor arises from the differential impact of alcohol consumption by 

cause of death. Moderate alcohol consumption has cardio-protective effects(223), but 

excessive consumption increases the risk of liver cirrhosis, chronic pancreatitis, accidents and 

various cancers.(226)(338)(339)(340) Given the complexity of the patterns of consumption and 

differential impact by cause of death and quantity consumed, aggregated approaches to the 

analysis of alcohol consumption on mortality are unlikely to be realistic, and a micro-

simulation approach is necessary. 
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Figure 16-5 Showing the proportion of the population in each category of numbers of 

days alcohol is consumed by quintile of income distribution. Source the Health Survey 

for England 2008.(312) 

 

16.4.2 Environment 
Injuries are more common in lower socio-economic groups.(341) This difference may arise 

from the living and work environments, and possibly due to variations in risk-taking behaviour 

by socioeconomic group in young adults.(342)(343)(341) Routine jobs are more often 

associated with accident risk, such as labouring on construction sites and work involving 

potentially hazardous machinery.  

Poorer people are less able to afford good housing, and have much less choice about their 

location. There is good evidence connecting the quality of housing with health outcomes.(344) 

(341) 

Also, the choice of location and employment is important, particularly in relation to traffic 

risks. Lower-cost housing tends to be located closer to heavy road traffic with the attendant 

risks from accidents and pollution.(341) 
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16.4.3 ‘Lifecourse’ 
Mortality rates at any given age are, in part, determined by various exposures in childhood, 

and it may be that these exposures affect mortality rates throughout the life course, and might 

even have compounding effects with time. For example, poor nutrition in a pregnant mother, 

or a young child, may have long-term consequences on health. Mortality rates from CVD are 

linked to low birth weight.(345),(248) Various studies have identified that the month of birth is 

relevant to mortality in later life, presumably related to environmental factors such as cold, 

availability of nutritious foods, and infectious disease.(346)(347)(348)(349) Some lifecourse 

events may be ‘epigenetic’ – the switching on or off of genes that may relate to the risk of 

becoming obese – or ‘socially-patterned exposures’ in childhood such as learned eating and 

exercise habits.(350) Educational achievement is one particular characteristic acquired early in 

life that continues to be associated with the risk of obesity, and indeed mortality, throughout 

life.(351) 
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It is likely that lifecourse effects only account for a minority of mortality risk in the elderly, 

though the small signal relating late life mortality to shocks in early life that was seen by 

Myrskyla in 11 European countries, might be a result of  stronger period effects and weaker 

cohort effects in Finland and the Netherlands.(352)(99) 

16.4.4 Cumulative advantage / disadvantage 
There are, unfortunately, barriers to social mobility that create resistance for those in lower 

social classes against improving their status. These include:(353) 

 Education: children of wealthier parents are better able to access educational 
opportunities. 

 Psychosocial impacts of childhood poverty: poor nutrition, greater stress impact on 
mental health and therefore reduced future earning potential. 

 Social capital: less stable and supportive family environments are more prevalent in 
lower socioeconomic groups, resulting in less social capital for individuals to exploit to 
improve their circumstances. 

 Social barriers: economic and social barriers are put up by certain professional groups 
and sectors of society that reduce access by lower social classes. 

 
In brief, Cumulative Advantage / Disadvantage Theory (CAD) surmises that those people with 

some advantage over others are able to use that advantage to accumulate additional 

advantages and accelerate the process in a form of positive-feedback loop. In effect, it 

confirms that the rich grow richer, and the poorer get poorer. The concepts of CAD have been 

applied to social theories of ageing and mortality.(354) 

Poor health itself is a cause of declining social status, or at least magnifies the barriers to 

upward social mobility, whether that is chronic illness such as diabetes, or out of control life 

style factors such as drug abuse and alcoholism. This results in permanent differences in 

morbidity and mortality between social groups.  

16.4.5 Locus of control and self-efficacy 
The concept of health locus of control arises from Social Learning Theory.(355) Under this 

construct, an individual with an internal locus of control has a greater sense of personal power 

to affect and change things for themselves than individuals with an external locus of control, 

who tend to feel personally disempowered and look elsewhere for drivers of change. For 

example, smokers with an internal locus of control appear more successful at quitting smoking 

than those with an external locus.(356) 
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 There is evidence that an external health locus of control is associated with lower 

socioeconomic status,(357) and social class has been shown to affect whether individuals 

interpret or describe their circumstances ‘dispositionally’ or ‘contextually’.(358) A dispositional 

explanation is more likely to be given by higher socioeconomic groups, where a circumstance, 

event or behaviour is attributed to characteristics of an individual, as opposed to contextual 

explanations, where circumstances are explained in terms of the environmental context. For 

example, in the case of a hypertensive person, higher NSSEC groups are more likely to explain 

it in terms of too much salt in their diet or lack of exercise, and lower socioeconomic groups 

are more likely to attribute it to environmental factors like poor housing or stress at work.  

A concept related to an internal locus of control is ‘self-efficacy’ from Social Cognitive Theory 

and the work of Alfred Bandura.(359) Self-efficacy refers to an individual’s belief about their 

ability to influence events in their lives, and is important in motivation to action and hence 

behaviour change.(360) Socioeconomic factors can affect self-efficacy scores. For example, 

lower educational status significantly reduces self-efficacy scores and reduces the intention to 

quit smoking.(361) 

The prevalence of healthy lifestyles will be greater in higher social classes as a result of a 

dominant internal locus of control and greater self-efficacy. This discrepancy does not vary 

with time and partly explains the continuing disparities in lifestyle factors such as smoking 

rates across socioeconomic groups. 

16.4.6 Access to health care 
In the UK, the existence of the National Health Service (NHS) could be assumed to eliminate 

access issues for health care. However, it is clear such disparities still exist, not so much 

because of financial constraints, but because of environmental and social factors. The quality 

of primary care varies by local deprivation, particularly for preventive services.(362) Deprived 

areas are less attractive places for general practitioners to work, and attracting doctors and 

other staff to those areas can be difficult. Also, health needs are greater in these areas, 

increasing demand for scarce resources. Julian Tudor-Hart observed in 1971 that the 

availability of good health care varied in inverse proportion to the need,(363) and thirty years 

later Watt observed that such disparities continued, with higher rates of psychological distress, 

but lower treatment rates for both depression and hypercholesterolaemia in lower 

socioeconomic groups.(364)   The deprivation indices have been used to weight payments for 

general practitioners in an attempt to address the disparities in workload and reward those 

who venture to work in more deprived areas.(315)(365) However, whilst this may have 
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redistributed financial rewards, it has failed to redistribute demand and workload, leaving the 

disparities unaltered.(364)  

To some degree, lower social class creates its own barriers to accessing health care. Individuals 

in manual or routine work tend to have less control over their working lives, and taking time 

out to access health care can be more difficult. One qualitative study of non-attendance in 

primary care identified competing employment priorities as a cause of failure to attend a 

scheduled appointment.(366) People from lower socioeconomic groups have reduced access 

to transport, making visits to hospitals and clinics less predictable and more costly. Some 

evidence exists that car ownership is an independent risk factor for reduced mortality in all but 

young adult males.(367)(368)(333) 

Individuals from higher socioeconomic groups have greater control and choice over their 

environment and have been better at gaining access to health care.(363) This results in a 

difference in the rate of uptake of medical care. Some evidence exists that this differential 

may be driven by education, in that the socioeconomic gradient in mortality rate appears to 

rise when the rate of medical innovation rises.(369) 

16.5 Conclusion 
Socioeconomic status reflects control and choice over working lives and domestic 

environments, both real and imagined. Education, wealth and health not only make it easier 

for individuals to fully exploit opportunities, and control their environment, but make them 

able to believe that they can do so. The wealthy and well-educated will be more able to make 

healthier lifestyle choices, and select healthier working and home environments. Healthier 

lifestyles are more likely to be adopted by individuals from higher social classes with a greater 

internal health locus of control, and scarce medical treatments are accessed more rapidly. As 

medical innovations become less scarce, the disparity in access between social groups may 

diminish. 

In summary, there are differences in both the scale of impact, and rate of adoption of factors 

affecting mortality. 

 Socioeconomic status affects the power and control that individuals have over their 

lives and physical environments, increasing their ability to make healthy choices. 

 Higher socioeconomic groups benefit from ‘cumulative advantages’, and the lower 

socioeconomic groups from ‘cumulative disadvantages’. 
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 Social class is associated with the health locus of control, and therefore with health 

behaviours such as smoking, drinking, and exercise. 
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Chapter 17 Obesity and mortality 

17.1 Obesity trends 

17.1.1 The ‘obesity epidemic’ and postulated impact on 

longevity. 
Obesity rates have been rising in developed countries since at least the 1980s, and probably 

longer.(370)(371) Examination of the trends by cohort suggests that average weights have 

been rising since the early 20th Century and are underestimated by period analysis.(371)(372)  

The rates have certainly accelerated since the 1970s, and it has been postulated that there has 

been an energy imbalance ‘flipping point’ in the US A in the middle of the  20th Century (Figure 

17-1). Between 1910 and 1960, during the so called ‘move less, stay lean’ phase, increased 

motorisation of transport and mechanisation of industry resulted in a steady reduction in 

energy expenditures. This is a ‘pull’ phase where energy expenditure drove energy intake. 

During this pull phase, the reduction in average energy expenditure was offset by a parallel 

reduction in calorie intake. From 1960 during the ‘eat more, gain weight’ phase, there was an 

expansion in the availability of ‘obesogenic ‘ fast foods.(373) This is a so-called ‘push’ phase 

where energy availability drives up energy intake. The key concept is the ‘time cost’ of food: 

the cost of food in terms of preparation time for the consumer.   

 

Figure 17-1 Graph showing the 'flipping point' in food availability per person in the 

USA during the 20th Century. Source Swinburn 2011.(373) 
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It has been suggested that this rise in obesity is so dramatic that diseases of obesity such as 

diabetes, CVD and some cancers are likely to rise as a consequence.(374)(375) Some have even 

suggested it may be of such magnitude that it drives a fifth ‘epidemiological transition’.(376)  

The Theory of Epidemiological Transition suggests that there was an era of high and variable 

mortality up to the mid-Nineteenth Century, dubbed “The Age of Pestilence and Famine”, with 

life expectancies between 20 and 40 years, followed by ‘The Age of Receding Pandemics’. This 

continued until the mid-Twentieth Century, since when we have experienced ‘The Age of 

Degenerative and Man-made diseases’. This last era, according to Omran’s original thesis,  was 

meant to be characterised by a further decline and then a stabilisation in mortality at a low 

rate.(377) It implied a convergence of life expectancies at birth internationally to around the 

age of 75. However, mortality rates have continued to fall, and life expectancies have already 

exceeded this postulated maximum value in many developed nations. Olshansky and Ault 

suggested a fourth stage driven by improvements in CVD, with a convergence of life 

expectancies at around 85 years. Already this presumed limit is likely to be exceeded, as life 

expectancies in Japanese women at birth reached 86 by 2007.(World Health Statistics 2009) 

Despite this, it is illogical  to write off the existence of a limit to life expectancy simply because 

it has risen for a long time and continues to rise: should we believe there is no top to a 

mountain just because we have been climbing a long time and not reached it yet? The real 

question we should be asking is ‘What is the maximum life expectancy that might be achieved 

within a certain time interval?’ Projecting forward the historical trend of 0.24 year increase in 

the international maximum female life expectancy for the passing of each calendar year, we 

might expect life expectancy to reach 95 by 2040 .(378)  

The recent huge increases in life expectancy in the developed world have largely been driven 

by dramatic falls in CVD mortality since the 1970s, with substantial reductions in smoking and 

improved medical treatments including aspirin, statins, beta-blockers, thrombolytics and 

improved surgical techniques.(379) As the proportion of deaths attributable to CVD declines, 

and with a decline in the potential for novel approaches to treatment for it, some speculate 

that the increase in obesity may drive a rise in mortality in the USA and other developed 

countries in the near future.(374)(375) Indeed it is suggested that we are already beginning to 

see a reversal of this improvement trend in many parts of the USA, with the first increase in 

mortality in any US counties being recorded in 2008, and obesity emerging as an explanatory 

variable in the difference in life expectancy gains between US states.(380)(381) 
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17.2 Measures of overweight and obesity 
Obesity is a profound excess of fat that impacts on health and mortality. The most familiar 

measure of body fat is the ‘body mass index’ (BMI) as described in equation 17-1. 

 

 𝐵𝑀𝐼 =
𝑤𝑒𝑖𝑔ℎ𝑡 (𝐾𝑔)

𝐻𝑒𝑖𝑔ℎ𝑡 (𝑚)2
 17-1 

 

The BMI is the most popular measure used to classify obesity, as it is so easy to calculate and 

there are cut-off points for overweight and obesity defined by the World Health Organization 

(WHO). However, it is not an ideal measure as it only approximately correlates with the 

percentage of body fat (Figure 17-2).  The ideal way to measure obesity in this sense is to 

calculate a fraction of total body mass that is made up of fat. In women, obesity is defined as 

33% and above of body weight as fat, and 25% and above in men. There are a variety of 

measurement methods, including dual x-ray absorptiometry, electrical impedance and body 

density measures, but these are impractical or expensive for everyday use.  

The BMI is a rough indicator of the variable components of the body which include fat and 

muscle. Whilst the variation in fat is greater than muscle, it can be seen that those who are 

particularly muscular may be erroneously classified as obese using the BMI as a metric.(382) 

It is possible to estimate percentage body fat by making a correction for age and gender using 

the Deurenberg equation (equation 17-2).(383)(384) 

 𝐵𝑜𝑑𝑦 𝑓𝑎𝑡 % = 1.2 ∗ 𝐵𝑀𝐼 + 0.23 ∗ 𝑎𝑔𝑒 − 10.8 ∗ 𝑔𝑒𝑛𝑑𝑒𝑟 − 5.4 17-2 

 where male = 1  

 

Unfortunately, little of the literature uses this conversion, and so the BMI is usually reported 

unmodified in the research literature.  

Another measure that is often used is the waist-hip ratio, and there is some evidence that this 

is a better indicator of mortality than BMI.(385)(386)(387) However, it has been suggested 

that, once correlated confounded variables are controlled, it performs little better than the 

BMI.(388) 
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Figure 17-2 The relationship between percentage body fat and body mass index in 

the Heritage Family Study. Reprinted by permission from Macmillan Publishers Ltd: 

International Journal of Obesity(383) , copyright 2002. 

 

One of the reasons suggested for the WHR being a better measure of risk than BMI is that it is 

sensitive to abdominal girth and therefore intra-abdominal fat. It is believed that fat located 

within the abdomen is particularly metabolically active and confers a greater risk of diabetes 

and CVD. A debate continues as to whether the so called ‘apples’ or ‘pears’ body types are at 

higher risk. It is said that ‘pear’ shaped people, in particular women, with narrow waists but fat 

distributed around the bottom, are at lower risk than ‘apple’ shaped people with the same 

BMI who have a greater abdominal girth and therefore more intra-abdominal fat. 

(389)(390)(391)(392) 

Another refinement is the ‘Body Adiposity Index’ (BAI) (equation 17-3) which has been found 

to correlate highly with percentage body fat.(393) Unfortunately, it has not been widely used 

in epidemiological studies and so there is a lack of risk data to evaluate it. 

 𝐵𝐴𝐼 =
𝐻𝑖𝑝 𝑐𝑖𝑟𝑐𝑢𝑚𝑓𝑒𝑟𝑒𝑛𝑐𝑒

𝐻𝑒𝑖𝑔ℎ𝑡1.5
− 1.8 17-3 
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17.3 The relevance of cause of death in modelling the impact 

of obesity 
Obesity is known to increase the risk of a number of cancers including breast, kidney, liver, and 

colon cancer as well as malignant melanoma and leukaemia.(385)(394)(237)(395)(396)(397) 

The risk of lung cancer appears to be reduced in those who are overweight or obese. However, 

this is almost certainly a confounding effect of smoking. Smoking reduces appetite, and so 

smokers weigh less on average than non-smokers. Also, smokers have higher rates of occult 

pathology that may give rise to loss of weight like cancer and COPD. Consequently, smoking 

reduces BMI and increases lung cancer risk. 

Obesity increases the risk of type II diabetes. Fat tissue increases resistance to the hormone 

insulin, and it is a lack of, or lack of effectiveness in, this hormone that causes diabetes. Insulin 

shifts the source of fuel from fat to sugar, and it forces sugar from the blood into muscle and 

liver cells. When there is a high percentage of body fat, and especially intra-abdominal fat, the 

effect of insulin is reduced and sugar begins to accumulate in the bloodstream. The 

relationship with muscle is important, as it does the opposite – increasing sensitivity to insulin. 

So in the elderly who experience a loss of muscle mass with age, the diabetogenic effect can 

occur at lower BMIs.(398)(399)(400)(401) 

Obesity increases the risk of coronary heart disease and stroke.(402)(262)(403) This is 

especially true when the WHR is used as a measure of obesity, as there appears to be a 

stronger association between intra-abdominal fat and CVD than fat distributed elsewhere on 

the body.(404)(386)(405)(406)(407)(388)(408) It is the strength of association with 

cardiovascular death that is the major driver of the link with obesity and all-cause 

mortality.(409) 

Chronic Obstructive Pulmonary Disease (COPD) is a chronic lung disease that includes 

emphysema, and is strongly associated with smoking, but can also arise from occupational 

exposures or be inherited. Sufferers are characteristically quite thin as a result of the 

additional energy expenditure entailed in the increased effort of breathing, and because 

shortness of breath interferes with eating.(410)(411) As with lung cancer, it is unsurprising that 

there will be a non-causative association with a low BMI and increased mortality. 

Some digestive diseases such as celiac disease (gluten enteropathy) and Crohn’s disease can 

emerge very slowly and subtly with the result that they can remain undiagnosed for years, or 

at all. Both are associated with poor absorption of nutrition and a lower average weight, and 
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are also associated with an increased mortality. Again here is an example of a non-causative 

association between low BMI and increased mortality. 

17.4 Impact of obesity on mortality rates 
The scale of the obesity epidemic has led some to predict that it will negate the expected gains 

in life expectancy from further decreases in smoking, and would possibly hold back gains in life 

expectancy by as much as 0.91 years by 2020 for an 18 year old in the USA.(412)(413) The 

impact of obesity is modest in comparison to smoking, particularly in the elderly, and the 

degree of risk it imparts seems to be diminishing with time, possibly as treatment for CVD 

improves – one of the critical causes of death increased by obesity.(414)(415) For example, 

cigarette smoking increases the risk of lung cancer over twenty times, and obesity increases 

the risk of coronary heart disease two-to-three times.(225)(416) This doesn’t diminish the 

importance of obesity as a threat to health and mortality rates, it is just much less significant 

than smoking. Indeed, as time passes and if smoking rates continue to fall, at some point the 

negative impact of obesity will exceed the negative impacts from smoking, but that point has 

not yet been reached.(412) 

The evidence relating BMI to mortality and life expectancy is both confusing and contradictory. 

Many studies identify a clear link, but others suggest that mortality rates can be lower in those 

who are overweight, and the degree of risk conferred by overweight and obesity seems to 

have declined with time in the elderly.(417)(414) 

17.5 The J-shaped curve.  
The relationship between the all-cause hazard ratios for death and the BMI follows a so-called 

J-shaped curve as in Figure 17-3.(418) The J-shape arises from an interaction between causes 

of death driven by obesity, and other diseases or risk factors that are associated with a low 

BMI. These curves taken from an analysis of the Whitehall Study, illustrate the interaction 

(Figure 17-4, Figure 17-5, Figure 17-6).(416) 

Looking at the hazard ratios relating to CVD alone it can be seen that the relationship is more 

or less monotonic, rising from left to right. This is because obesity is a significant driver of CVD 

mortality. With respiratory disease, the risk seems to be dominated by those with a low BMI. It 

is difficult to conceive of causative mechanism for this relationship. However, there are clear 

confounders arising from non-causative associations between low BMI and increased 

respiratory disease mortality.(419)(420)  There is some increase in risk of respiratory death 

with obesity and this relates to the restriction in breathing imposed by the mechanical 

constraints generated by a bulky abdomen and chest – the so-called ‘Pickwickian syndrome’. 
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On the whole, the rise in mortality risk with the lowest BMIs will be a result of confounding 

factors like smoking, COPD or undiagnosed illness, though there may be a small increase in risk 

with those who are significantly malnourished as a result of an eating disorder. When these 

factors are taken into account, the nadir of the curve lies within the normal weight range as in 

Figure 17-7, though being overweight rather than obese appears to confer little if any 

additional risk.(385)(397) The effect of smoking on the J-shaped curve relating BMI and all-

cause mortality can be seen in Figure 17-7. 

 

 

Figure 17-3 J-shaped curve for the hazard ratio of all -cause mortality with BMI. 

Source Kivimaki 2008(320) 
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Figure 17-4 J-shaped curve for the hazard ratio of CVD mortality with BMI. Source 

Kivimaki 2008(320) 

 

Figure 17-5 J-shaped curve for the hazard ratio of non-CVD mortality with BMI. 

Source Kivimaki 2008(320) 
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Figure 17-6 J-shaped curve for the hazard ratio of respiratory mortality with BMI. 

Source Kivimaki 2008(320) 

 

Figure 17-7 Multivariate hazard ratio for BMI and all-cause mortality in the Women's 

Health Study showing how the rise in mortality in the lowest BMIs is greatly 

diminished when smoking, respiratory and occult disease are controlled for. Source  

Solomon 1997(385) 
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17.6 Age and gender 
The patterns of mortality risk appear to differ with gender, but analysis of the impact of gender 

on causes of death related to obesity is more muddled and contradictory. This may reflect the 

complex confounders involved and the heterogeneity of the populations 

studied.(421)(422)(372) However, it would appear that the impacts of obesity are generally 

greater in men than women, that the absolute risk increases with age and the duration of 

obesity, whilst the relative risk decreases.(423)(424) The potential years of life lost for 

morbidly obese US white men is about 13 years, but only 8 for women.(425)(426) In young 

men it is possible that the trend becomes entirely linear, and quadratic for men over 65 with a 

nadir between a BMI of 23 and 27 in one study where the sample was recruited in 1960, but is 

between 27 and 29 in the one shown in Figure 17-8.(427) 

A consistent theme is that the nadir of the curve is located at higher BMIs at older ages and 

the risk with lower BMI is greater in the elderly (Figure 17-8).(425)  

 

Figure 17-8 Showing the effect of age on the nadir of risk of death in relation to BMI. 

Source Adams 2006(425) 
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There are probably three particular drivers of this trend: 

1. There is an increase in the likelihood of undiscovered illness in those with 

low BMI. Early undiagnosed cancers may be associated with weight loss. 

Digestive disorders that affect appetite or absorption such as celiac 

disease and Crohn’s disease often remain undiagnosed for years whilst 

ultimately having some impact on health and mortality rates.(428) 

 

2. The shift of the nadir of the curve to the right with age relates in part to 

the changing ratio of fat to muscle mass with age.(429) In general, body 

mass increases with age and then plateaus and falls in the elderly. In the 

elderly, muscle mass decreases and fat mass plateaus or falls more slowly. 

Fat is involved in the metabolism of hormones and affects insulin 

resistance negatively, and muscle reduces insulin resistance and improves 

lipid profiles. It is possible that this effect contributes to the higher risk 

with lower BMI in all age groups.(430) In other words, the percentage of 

the body that is fat increases with age, even though the total BMI may fall 

in the elderly. 

 

3. The higher risk at lower BMIs increases with accumulated exposure to 

cigarettes. This obviously increases with age, and so older lifelong smokers 

will tend to be lighter as a result of the appetite suppressing effect of 

nicotine, and will carry greater risk of death from a variety of causes. 

 

17.7 Socioeconomics and trends in obesity  
In developed countries obesity rates appear to be inversely related to socioeconomic factors, 

particularly in women.(431) This has been suggested as an explanatory factor in the reversal of 

mortality improvement trends in some US counties in recent years.(380) Examining 

international data over the last four decades, there appears to be a pattern of growth in 

obesity developing first among the more affluent in low and middle income countries. 

However, as countries become more affluent, the rate of rise in obesity is higher in lower 

socioeconomic groups.(373) This trend occurs first among women of lower socioeconomic 

groups. (432) 
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Examining the Health Survey for England from 2008 fails to identify any striking relationship 

between household income and the prevalence of overweight and obesity in men, but is 

noticeable in women, principally because of a lower rate in those from NSSEC group 1 (see 

Figure 17-9 (312)(312) The relative risk of obesity by educational attainment appears to vary 

considerably between countries, and in the UK, low educational achievement has a relatively 

weak effect with a hazard ratio of 1.4.(433) Drivers of this trend are likely to be either 

differences in calorie consumption or physical activity across groups. For physical activity, 

examination of the 2009 Health Survey for England fails to find any significant relationship 

between household income and physical activity, but this does exist for fruit and vegetable 

consumption. This would suggest the trend is driven by a higher quality diet in those who are 

more affluent. This difference is seen in men as well as women and so the relationship must be 

somewhat more complex. Evidence in women from Scandinavia found that overweight or 

obese women were more likely to be unemployed, be less educated, have flimsy social support 

networks, have sedentary lifestyles and have an external locus of control.(434)  

Another factor influencing the socioeconomic difference in obesity prevalence are lifecourse 

events as discussed in section 240.  

 

Figure 17-9 Prevalence of obesity and overweight by NSSEC in England 2008. 

Reproduced with the permission of the National Heart Forum Micro -simulation team. 

Copyright McPherson K & Brown M 2009.(447) 
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Chapter 18 Modelling of the projected impact of two obesity trend 

scenarios on mortality rates in three selected NSSEC groups 
In this chapter I describe two plausible future scenarios of obesity trends in the UK – one a 

projection of current obesity rates forward to a maximum of 60%, and the other a gradual 

reversal of the trend and a return to 1990 obesity rates. Separate scenarios are constructed for 

the general population, NSSEC 1.1, NSSEC 2 and NSSEC 7. The other NSSEC groups are not 

included in the analysis as the differences between them are insufficiently distinct to be 

informative. 

18.1 Methods 
The first step in the analysis was the construction of baseline parameter files that were 

segmented by socioeconomic group.  The scenario trend in BMI then needed to be determined 

such that it would achieve the expected target obesity rates. The constructed trend needs to 

blend with existing trends and smoothly converge on a target value for BMI. 

18.1.1 Construction of baseline mortality tables 
The risk factor distributions for each NSSEC group were fitted using the HSE and GHS 

data.(312)(311)8 Prevalences were derived as simple kernel smoothed average values from 5 

year binned data. For continuous variables, a gamma distribution curve was fitted using least 

squares for the general population, and then the scale parameter was adjusted so that the 

mean values matched the mean values for the socioeconomic group.  

Baseline mortality tables were less straightforward to fit. This was achieved by recalibrating 

the general population mortality rates by cause of death using the ratios for mortality for the 

given cause of death, taken from an analysis in the Health Statistics Quarterly bulletin number 

38.(435) The data upon which the analysis was based was standard death certification data, 

and mid-year population estimates and the 2001 census. The ONS Longitudinal Study was used 

to recalibrate the populations at risk in each NSSEC group to correct for known biases.(326) 

The ratios used are shown in Table 18-1. An assumption was made that the rates given apply 

to both male and females equally, though the data was based on an analysis of male data only. 

                                                           
8 I am grateful to Usman Munir, Mary Change and Sarah Kang of RMS and my two daughters Sarah and 
Rebecca Martin who assisted in the collection of the baseline data and with entry into spreadsheets. 
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Assumption 11.  

The differentials between socioeconomic groups for mortality rates by cause of death are 

assumed to be the same in women and men. 

 

Table 18-1 Showing the age-standardised mortality rates by cause and socioeconomic 

group taken from the ONS analysis of 2003 with the rate ratios calculated below. 

  All cause CVD Cancer Respiratory Digestive External 

GP 1187 1187 1211 219 296 191 

1.1 597 597 806 68 94 79 

2 837 837 990 116 196 103 

7 1718 1718 1584 351 429 285 

              

GP 1 1 1 1 1 1 

1.1 .5 .5 .67 .31 .32 .41 

2 .71 .71 .82 .53 .66 .54 

7 1.45 1.45 1.31 1.6 1.45 1.49 

CVD – cardiovascular disease. GP = general population. 

 

There is evidence that the socioeconomic differences in mortality rates dwindle over the age 

of 65 years and are largely not discernible over the age of 90.(333) The difference in mortality 

rates between the socioeconomic groups was attenuated starting at age 65 so that they were 

close to zero above the age of 90 year.  

Finally, the mortality rates by cause of death were renormalised so that the combined 

mortality rates by cause matched the calculated all-cause mortality in each socioeconomic 

group. 

 

18.2 Scenario construction 

18.2.1 Vitagions 
‘Vitagion’ is a term coined by the Life Risks team at Risk Management Solutions. It refers to an 

event, innovation, treatment or any other thing that influences mortality improvement 

trends.(436) Although it is not widely used in the literature, it efficiently conveys the concept 
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of a discrete event that impacts on mortality improvement9, and so I will use it in the following 

text. 

18.2.2 Modelling the trend in a vitagion 
Introduction of new technologies, new ideas or cultural movements is not instantaneous. It 

takes time to research, productise, approve and become familiar and confident in new 

treatments or new ideas in general. Changes in attitudes and behaviours at a population level 

depend on existing ideas being challenged, alternatives debated and new ideas adopted at an 

individual level across a population. In both scenarios, there will be a slow build-up phase, 

followed by a more rapid phase, and then a phase of diminishing returns giving a sigmoid 

‘survival’ type curve. This sigmoid curve will vary in the steepness of the descent and the lag 

time before it is rapidly adopted. For scenarios that have already begun, only the portion of 

the sigmoid curve that remains past the current date will be observed, which may not have a 

sigmoid shape when applied in the modelling.  

Wejnert described three major dimensions to the drivers of the diffusion of innovation: 

characteristics of the innovation; of the innovator; and the environment.(437) I have simplified 

the analysis to consider only two dimensions more pertinent to the perspective of this analysis, 

which I refer to as internal and external factors. The external factors are determined outside of 

the individual and correspond to the environment in Wejnert’s analysis. In this case the 

external factors would include such things as the scaling up of the resources needed to deliver 

a new technology such as stem cell therapy or a drug. Internal factors relate to the awareness 

and willingness of individuals to adopt a vitagion, whether that is preparedness to take new 

drugs or to change behaviour such as smoking or exercise, and as we have seen the locus of 

control is thought to vary  by socioeconomic group. 

Roger’s theory of diffusion of innovation uses a logistic curve to describe the growth in 

adoption, population, uptake etc. with time as in 18-1. 

                                                           
9 ‘Mortality improvement’ is a familiar term in the actuarial literature which is taken to mean any change 
in mortality rates with time, both positive and negative. Sometime the term ‘disimprovement’ is used to 
refer to changes that are known to be negative. 
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𝑁(𝑡) =
𝐾

1 + 𝑒−(𝑎.𝑡+𝑏)
 

where: 

𝑁(𝑡)= maximum plausible fraction of uptake of the  vitagion at 

time t 

𝐾 = the maximum plausible plausible fraction of uptake of the  

vitagion with unlimited time  

t = time 

a = a rate constant 

b = a shift constant. 

18-1 

 

For this modelling exercise I used a modified Gompertz equation as in equation 18-2 which 

gives a slightly smoother trajectory, but any sigmoid function that gives a close fit to a desired 

trajectory is suitable.  

 

 

𝑁(𝑡) = 𝐾. 𝑒−𝑏.𝑒−(𝑎.𝑐.𝑡)
 

where: 

𝑁(𝑡)= maximum plausible fraction of uptake of the  vitagion at 

time t  

𝐾 = the maximum plausible fraction of uptake of the  vitagion 

with unlimited time 

t = time 

a = a rate constant 

b = a shape constant 

c = a rate modifier. 

18-2 

 

The rate modifier is a multiplier that increases or decreases the trend to reflect differences in 

sub-groups. This modifier is used to differentiate the uptake rates for vitagions between 

socioeconomic groups. 
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The parameters used in determining a projected trend scenario will include: 

 current underlying trends; 

 a scenario modifier to the underlying trend; 

 a target value for the unmodified trend; 

 a target value for the vitagion-modified trend. 

Any scenario needs to begin with the current observed trend which would project forward to 

asymptotically approach a destination or target value. This may be 0% or 100% but is more 

likely to be some more realistic value between those bounds. For example, there may be an 

increasing trend for a disease linked to some environmental exposure. The maximum impact 

will be limited by the proportion of people who were exposed. Where 20% of a population was 

unexposed, a realistic maximum impact might be 80% as a target value. Any intervention that 

modifies the risk of this emergent disease would be a modifier of the underlying current trend. 

Equation 5-3 shows the function used to determine the impact of a vitagion on a trend: 

 

𝑌𝑡 = (𝑌𝑡−1 + (𝑌𝑡−1 − 𝑧). (1 − 𝑒−𝛾𝑡). (1 − 𝑁𝑡)) + 𝜃. 𝑁𝑡  

where: 

𝑌𝑡 = proportion or prevalence at time t 

𝑁𝑡 = maximum plausible fraction of uptake of the  vitagion at 

time t 

t = time passed in years since time 0 

𝑧 = the target of the unmodified trend 

𝜃 = the target of the vitagion modified trend 

𝛾 = the weighted trend at time t=0. 

 

 

5-3 

The trend at time 0  () has to be weighted by the proportion remaining between the original 

proportion Yt=0 and the unmodified target z: 

 

𝛾 = (
𝑠

𝑌𝑡=0
) . |

𝑌𝑡

𝑌𝑡=0 − 𝑧
| 

where: 

𝑌𝑡 = proportion or prevalence at time t 

𝑠 = the initial trend (slope) at t = 0 

t = time passed in years since t = 0 

18-4 
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𝑧 = the target of the unmodified trend. 

 

 

18.2.3 Determining the rate differentials across 

socioeconomic groups 
One of my key assumptions is that the rate at which a scenario is ‘adopted’ by each of the 

socioeconomic groups is going to differ as a consequence of the differing degrees of power, 

control and choice that are experienced. As the differing rate is a consequence of the wealth, 

health and education of the individual and not a consequence of any feature of the scenarios, I 

made an assumption that this rate differential applies to all scenarios. So if NSSEC group 1.1 

individuals quit smoking 20% faster than the general population, they will also absorb the 

benefits of a new cardiovascular treatment 20% faster, and so on.  

Assumption 12.  

The differential between socioeconomic groups in the rate of adoption or access to a 

vitagion is a feature of the socioeconomic group and not the vitagion, and is equal for all 

vitagions. 

 

To determine the rate differential I looked at historically significant scenarios where data is 

relatively ‘hard’ and available, where the complete history of the scenario is within the scope 

of the data available, and where the progress is very substantially determined by ‘intrinsic’ 

characteristics of individuals rather than ‘external’ factors such as supply. 

I selected the smoking reduction scenario for this purpose as it is a discrete, single factor, and 

historically well-documented vitagion. In the UK, it began significantly in the early 1970s and 

continues to the current day. 

Data was taken from the General Household Survey data-set ST30718 and trends fitted for 

each of the SEC categories. SEC categories were mapped to NSSEC terms using Figure 16-1. The 

rate ratio constant (‘c’ as in equation 18-2) for each of the NSSEC groups was determined. They 

were as follows:  

N1 = 1.79; 

N2 = 1.43; 

N7 = 0.86. 
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The rate ratio for the general population is 1.0. 

18.2.4 Scenarios 
For this exercise two scenarios were explored, an ‘expected’ forward projection of current 

trends in obesity rates in the UK, and a plausible rapid improvement scenario, where obesity 

prevalence trends reverse and fall to rates similar to those found in 1990 in about 50-60 years. 

The target obesity rates were 10% for men and 16% for women. This scenario is not intended 

to be the most plausibly optimistic, but was chosen as a smooth and symmetrical reversal of 

trends over the past few decades. The scenario trends for men can be seen in Figure 18-1 and 

for women in Figure 18-2. 

 

Figure 18-1 Showing the trend in the rise in obesity in men in the UK with a forwardly 

projecting ‘expected’ scenario and improvement scenarios segmented by 

socioeconomic group encompassing a symmetrical reversal in the trend over the next 

six decades. 
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Figure 18-2 Showing the trend in the rise in obesity in women in the UK with a 

forwardly projecting ‘expected’ scenario and improvement scenarios segmented by 

socioeconomic group encompassing a symmetrical reversal in the trend over the next 

six decades. 

 

The current trend was based on the difference between the 2010 and 2005 rates indicated in 

the analysis by Wang et al.(433) Trends for the three socioeconomic sub-groups were 

determined using the rate ratios indicated in section 18.2.3. The trend was applied as a 

percentile shift to the BMI distribution in the model. 

A total of 16 scenarios were executed as a product of two genders, four socioeconomic groups 

(including the general population) and two projections (expected and improvement). Seventy-

one ages from 20 years to 90 years were analysed with 10,000 simulations per age. This meant 

that there was a total of 590,720,000 person-years of simulation, which took about 35 hours to 

execute. 

The results were in the form of a qxt table with age as one axis and calendar year as the other. 

The mortality improvement rates were then calculated for each year after the first year using 

equation 18-5. 
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𝐼𝑥,𝑡 = (1 −
𝑞𝑥,𝑡

𝑞𝑥,𝑡−1
) ∗ 100 

where: 

𝐼𝑥,𝑡= mortality improvement rate as a percentage 

𝑞𝑥,𝑡 = initial mortality rate for age x at time t. 

18-5 

 

As expected, the resulting mortality improvement table remained noisy despite the large 

number of simulations. The tables were then smoothed using a Gaussian kernel smoothing 

function (using the image.smooth function in the {fields} package in R).(438)  

18.3 Results 
A 3D plot of the mortality improvement rates by age and calendar year are shown for women 

in Figure 18-3 and men in Figure 18-4. The left hand column shows the improvement 

landscape for the ‘expected’ scenario, where current trends are projected forwards to an 

asymptote of a 60% prevalence of obesity. The right hand column shows the impact of the 

‘improvement’ scenario where the obesity prevalence returns to 1990 levels over 30 years or 

so as in Figure 18-1 and Figure 18-2. The improvement scenario is not intended as a limit of the 

possible but as a plausible reversal of the current trend in a symmetrical fashion to rise over 

the past 2 decades. 

Not everybody finds the 3D surface plots an intuitive way to explore the data, and because of 

the scaling and perspective of the three axes it isn’t possible to identify the precise mortality 

improvement rates at any particular age-calendar year cell. I have therefore presented a series 

of cross-sectional diagrams which also include the general population for comparison. 

Figure 18-5 shows a series of cross sections by calendar year (2015, 2035 and 2045) for 

women, with the age along the x-axis. The left hand column shows the expected scenario and 

the right hand column the improvement scenario. Figure 18-6 shows the same information for 

men. 

Figure 18-7 shows the cross-sectional plots by age in women for the expected scenario, with 

cross-sections for the ages 20, 40, 50, 60, 80 and 90 years. Figure 18-8 shows the same 

information for men. Figure 18-9 and Figure 18-10 show the corresponding cross-sectional 

plots by age for women and men respectively for the improvement scenario. 

For the expected scenario, all improvements are negative and are maximal between the ages 

of 50 and 60 years of age. The negative improvements diminish as the rise in prevalence slows 
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down as it approaches the chosen asymptotic maximum of 60%. There is very little difference 

between the three socioeconomic groups for the expected trend, but the disimprovement is 

slightly greater in the higher socioeconomic groups and is greater in women. 

For the improvement trend, the trend is more complex and variable between the 

socioeconomic groups.  For the general population and NSSEC group 7, the uptake rate is so 

slow that the improvement trend is still negative five years in, at 2015. At this stage, progress 

is flat in NSSEC 2, but NSSEC 1.1 is already showing positive improvement from reductions in 

BMI. By 2035, all improvements are positive with a peak in the 50 – 60 year olds.  Observing 

the trend by calendar year in Figure 18-9 and Figure 18-10, the higher socioeconomic groups 

rise to an earlier peak, but also decline more quickly, resulting in a reversal in the observed 

improvement rate ranking.  

18.4 Discussion 
In the expected scenario, from Figure 18-7 it can be seen that the modelling predicts a 

disimprovement in mortality of up to 0.15% per annum as a result of the projection of the 

current trend for obesity in women from NSSEC 1.1 and 2. In men the disimprovement rate 

does not quite reach 0.1%. The differences by gender and socioeconomic group are minimal 

and are a result of the differing mix of cause of death between the groups. Variation in the 

rates of improvement between socioeconomic groups are driven by two factors in this 

simulation: variation in the cause of death mix between groups resulting in differing all-cause 

improvement rates, and modulation in the rate of uptake of a vitagion. As there is no vitagion 

being modelled in the expected scenario, the only source of variation is from the varying mix 

of cause of death, and the differences are therefore much narrower.  

The peak in disimprovement occurs around the age of 50-60 years. In younger age groups, 

accidents dominate as a cause of death. Epidemiologically, there is little to suggest a 

relationship between accidental or violent death and BMI, and there is no such relationship 

included in the modelling. As the BMI-related causes of death account for a smaller proportion 

of all death, the impact of BMI and obesity is diluted in the younger age groups. In the older 

age groups there is a rise in non-BMI-related cancers such as lung cancer and chronic 

respiratory disease, which again dilutes the impact of BMI in these age groups. Some of the 

diminishing impact of the change in BMI will arise from competing causes of death in the 

elderly, but at the age of 90, mortality rates are between 10% and 15% per annum, and this 

would only marginally impact on the improvement rates. 
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In the improvement scenarios, the improvement rates are far more dispersed as the 

differentiation in the uptake or accessing of the relevant BMI-modifying vitagions, whether 

pharmacological, habitual or cultural, is much greater between the socioeconomic groups. 

Improvement rates peak at around 0.1%, and the timing of the peak varies from about 2025 in 

NSSEC 1.1 to 2045 in NSSEC 7. 

The cross-sectional plots by age with calendar year along the x-axis highlight the dynamics of 

the consequence of the difference in rates of uptake between socioeconomic groups.  There 

are waves in the mortality improvement rates. While the rates of change in BMI are constant 

throughout the scenario, in absolute terms the change diminishes as the obesity prevalence 

asymptotically approaches the target levels. In the higher NSSEC groups the rates of change 

are higher and people experience a sharper rise in improvement. A more simplistic and naive 

approach to modelling the waves would be to simply left-shift the wave for higher 

socioeconomic groups and right shift it for lower socioeconomic groups. Although it appears 

straightforward as a method on observing these graphs, it is hard to translate into a modelling 

scenario, and would lead to a disjunction between current trends and the projected trends. 

18.4.1 Weaknesses 
With regard to the weaknesses of this simulation, there is an assumption that the current 

trends are equal across all NSSEC groups at present.  

Assumption 13.  

The current trends in the change in obesity rates are equal across all NSSEC groups at 

present. 

 

This is a weak assumption, and the rates almost certainly differ. Additional data on the current 

improvement by NSSEC may disperse the trends by NSSEC more than is seen here.  

There will inevitably be some un-modelled consequences of changes in BMI in this simulation; 

however, the major factors are captured including CVD, diabetes and the more common 

cancers (with the omission of colorectal cancer), so the error attributable to this particular 

weakness will represent a small fraction of the modelled scale of improvement seen here. 

The relationship between BMI, BP, smoking, cholesterol and associated diseases like diabetes 

are very complex. Currently, imputation of missing values is rudimentary. In the 

implementation used here, the imputation module takes account of the varying prevalence of 
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existing CVD and diabetic status, but does not impute variation in smoking status or SBP, so 

the sensitivity of mortality to BMI will be underestimated. 

As can be seen from Figure 14-34, cohort effects are the dominant component in mortality 

improvement rates since the Second World War. Life-course events early in childhood can 

influence mortality late in life, and we know that factors such as maternal nutrition during 

pregnancy, and birth weight, affect the risk of obesity later in life.(439)(440) This represents a 

complex confounder that is not taken into account in this analysis. 

18.5 Conclusion 
With the expected trend it would seem that the ‘obesity epidemic’ is unlikely to lead to a 

reversal in the mortality improvement rates on its own. Improvement rates have averaged 

about 1.5% over the past half century, and are currently around 3% in the UK, so a -0.1% 

impact from an increase in obesity will not itself significantly alter the rising in life-expectancy 

that has been observed in recent years.(99) Even allowing for un-modelled disimprovements 

by doubling this figure, the impact of a continuing rise in obesity on mortality improvement 

rates would be minor.   
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18.6 Additional figures 
 

 

 

 

 

  

Figure 18-3 3D map of mortality improvements for women by NSSEC attributable to 

changes in obesity rates. The left hand column represents a forward projection of 

current rates as an 'expected’  scenario, and the right column shows the 

improvements arising from an 'improvement' scenario. 
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Figure 18-4 3D map of mortality improvements for men by NSSEC attributable to 

changes in obesity rates. The left hand column represents a forward projection of 

current rates as an 'expected ' scenario, and the right column shows the 

improvements arising from an ‘improvement’ scenario. 
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Figure 18-5 Cross-sectional plot by calendar year showing the mortality improvement 

rates in women  arising from a forward projection of current obesity trends as an 

'expected' scenario on the left and arising from an 'improvement' scenario on the 

right. 
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Figure 18-6 Cross-sectional plot by calendar year showing the mortality improvement 

rates in men  arising from a forward projection of current obesity trends as an 

'expected' scenario on the left and arising from an 'improvement' scenario on the 

right. 
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Figure 18-7 Cross-sectional plots, by age, of the mortality improvement rates for 

women under a forward projection of current obesity trends as an 'expected' 

scenario. 
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Figure 18-8 Cross-sectional plots, by age, of the mortality improvement rates for 

men under a forward projection of current obesity trends as an 'expected' scenario.  
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Figure 18-9 Cross-sectional plots, by age, of the mortality improvement rates for 

women under a forward projection of an 'improvement' in current obesity trends. 
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Figure 18-10 Cross-sectional plots, by age, of the mortality improvement rates for 

men under a forward projection of an 'improvement' in current obesity trends.  
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Part 6. Summary and next steps 

Chapter 19  Summary 
Society no longer accepts the paradigm of paternalistic medicine and we should embrace 

shared decision-making between clinicians and patients as a more ethical and effective means 

of navigating health care. This generates a need for better risk-communication tools that can 

inform decision-making that is consistent with patients’ perspectives. 

Actuarial and medical science have pursued independent mortality-modelling approaches 

historically, and there is now potential for more synergistic progress in model development 

with potential gains in patient experience, health, more efficient health care services, cheaper 

insurance, reduced financial risk and greater profitability for insurance companies. 

Decision-support tools should focus on providing supplementary information and not on 

substituting for experts, whether that is patients or professionals. Computer models cannot 

take into account specific patient or professional perspectives which are not necessarily 

entirely rational. However, humans are innately bad at judging risks, and so there is a need for 

risk-prediction tools to better inform decision-making. 

Discrete time-step Markov models allow for considerable flexibility in the application of ‘what-

if’ scenarios, and stochastic Monte Carlo methods allow better representation of uncertainty, 

and therefore this has formed the general structure of the model. Current recalibration 

methods allow reasonable approximation of segmented risk, but suffer from distorting biases. 

Here I have outlined a simple and novel method for applying individualised risk factor values to 

population baselines to estimate mortality risk by cause of death, without introducing 

distortions in the calculated risk. 

The use of hazards as the modelling framework, rather than probabilitites or odds, simplifies 

the combination of risks between competing causes of death, and the combination of 

probability densities across simulation subjects allows for frailty effects within the simulation. 

This cause of death and risk factor-based model of mortality is adaptable to different 

populations, and is easy to develop further with the externalisation of risk factor distributions, 

baseline mortality and risk factor hazard ratios. 

Complex ‘what-if’ scenarios can be constructed that reflect possible trends in baseline risk 

factor distributions, baseline mortality rates, changes in the rate of ageing and simple 

adjustment of the output mortalities.  In this way, complex treatment and lifestyle-trend 
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scenarios, potential medical, social or political breakthroughs affecting the fundamental 

process of ageing, simple select and cohort effects, lifestyle change or health care delivery can 

be explored. 

Evaluation shows that the model reasonably calibrates to different populations using baseline 

population rates and risk factor profiles, but the accuracy of the results in terms of calibration 

and discrimination may be sensitive to definitions of risk factors in different circumstances and 

the accurate recording of prevalence rates, highlighting the need for good quality data. 

Discrimination of the tool is good in comparison with many predictive tools as measured by 

the AUC of the ROC. However, the value of the tool may be dependent on the context of use. 

With very high prior risks, use of the tool may be counter-productive where the precision of 

the mortality estimates is important rather than a qualitative description of resulting risk 

patterns. 

19.1 Novel contributions of this research 
This research has introduced a number of novel advances in mortality and morbidity 

modelling. The most important advances described are the methods of auto-recalibration that 

minimize distorting bias that occur with the dominant existing methods,(222)[See section 7.4] 

accommodation of frailty effects in the context of stochastic simulation, [See section 8.5.2] 

dynamic and stochastic ageing of risk factors that minimize distorting biases, [See section 8.2] 

and the use of methods to apply ‘what-if’ scenarios on future risk factor rates, mortality rates 

and rates of ageing.[See section 8.2.6, 8.2, 8.4] 

The structure of the model enhances the transportability of the model with minimal effort. The 

transportability is enhanced by a novel method of calculating hazard ratios that can be applied 

to baseline population mortality rates. Two factors drive this auto-calibration, modelling by 

cause of death, and using population risk factor distributions. This additional information 

captures some of the differences between populations and increases the fidelity of hazard 

ratios generated for individuals. 

In addition, the software framework in which the model is applied allows the full 

externalisation of risk factor distributions, baseline mortality rates, hazard ratios and ‘what-if’ 

scenario definitions. This is necessary for rapid and open development of parameterisations 

and customisation.   
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19.2  Weaknesses and further development. 
This is a discrete time model and this imposes some limitations on what can be done with the 

modelling. Currently, scenarios where there is variation in the rate of ageing result in discrete 

steps in mortality where the smallest unit of time, a year, is held over. Consequently, ageing 

scenario results require smoothing. This problem could be overcome by the use of smoothed 

functions representing mortality rates that allow continuous time evaluations, or more 

detailed examination of particular periods of time, where time steps could be increased to 

quarterly or monthly, for example. Continuous functions could then facilitate the development 

of discrete event simulation methods which might improve speed and efficiency. 

The impact of duration and timing of exposure to risk factors is weakly implemented at 

present. It would be desirable to allow for recruitment of risk with duration of exposure as well 

as decay after cessation of exposure. This might be achieved with accumulated exposure 

methods such as ‘pack years’ for cigarette smoking, or some integration of a function of 

duration and risk factor value for continuous variables. 

The identifiability problem currently makes it impossible to know the exact mortality rates by 

cause of death in a single, static data set. It is an assumption in this model that any 

interdependence between mortality rates by cause of death are not significant enough to 

prevent cause of death-based mortality modelling from being useful and reasonably 

predictive. Modelling using the risk factors that drive correlation will take account of some of 

the correlation that is observed. For example, modelling the mortality of chronic obstructive 

pulmonary disease, lung cancer and CVD captures much of the correlation observed. However, 

further reseach is needed to clarify the scale of interdependence in baseline mortality 

estimates, and the impact this might have on model behaviour and accuracy. It may be 

possible to use time series of mortality rates by cause and in multiple data sets from different 

countries to get some measure of the scale of correlations between causes 

Generalising the framework for representing risk factors in a similar manner to that employed 

by the DYNAMO-HIA toolkit could allow users to define the nature, distribution and effects of a 

risk factor without the need for reprogramming. The availability and openness of models and 

their methods critically affects adoption, and so an open-source approach may be necessary 

for the most effective future development of mortality models for health care and the 

insurance industry. In order to achieve this, an effective business model that ensures 

reliability, stability and accountability needs to be explored. 
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Imputation of missing values and the handling of correlation between risk factor values and 

their effects on specific diseases is only partially managed at present. Using Bayesian networks 

in imputation would allow more complex relationships between risk factors to be represented 

in a valid way. 

The stochastic ageing of continuous risk factor variables could be improved by using integrated 

moving average models, and cyclical fluctuation in mortality related to the seasons or even to 

calendar month of birth could be implemented using autoregressive models. Currently, there 

is an assumption that the trajectory of ageing of risk factor variables follows the cross-sectional 

age-period values; however, it would make more sense to define cohort trends where possible 

and use those.  
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Appendix A  Generating synthetic samples 

The generation of the synthetic sample was done in a two-step process.  

An approximation of the sample was generated using random numbers between zero and one 

to determine a conditional probability for a binary variable or a quantile of a continuous risk 

factor variable for a synthetic subject. The distribution of values in the continuous risk factor 

variables were determined by gamma distribution functions with shape, scale and location 

parameters chosen to visually match expected distribution in the sample and to give an 

average value close to the RCT sample being modelled. 

For the approximate sample generation, the bivariate gamma distributed random variates 

must be constrained by the known correlation and average values as well as having a visually 

plausible distribution for the sample in question. There are a number of different R routines 

available for generating correlated random variables such as ‘mvrnorm’ in the ‘MASS ‘package, 

or as copulas in the ‘copula’ package.(441)(442)  However, none were found that would handle 

gamma distributed variables and give control over all the constraints required. Consequently, 

the following method was used, which gives a reasonable approximation of bivariate 

correlated gamma distributed variables with fixed shape and scale parameters, and fixed mean 

averages for each variable.  The method was tested in Excel prior to application in R and 

generated a close approximation across all the constraints. The absence of analytic proof is not 

of concern, as the approximate sample is further refined using simulated annealing, and any 

error appears to be small in comparison to the random noise in the sub-samples. Bisereal 

correlations (with one continuous and one binary variable) were also modelled with this 

method, but it should be noted that these are highly inaccurate, although less inaccurate than 

simple random number generation. In this case even a highly inaccurate estimate that gets a 

solution closer to the target reduces the burden on the subsequent simulated annealing. 

Let X be a bivariate distribution of two gamma distributed random variables V1 and V2, each 

with a mean average , shape parameter , scale parameter  and Pearson’s correlation 

coefficient .   

𝑉 = 𝑔[𝛼, 𝛽] 

 where g represents the gamma distribution function. 
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Given two random numbers 1,2 , then: 

𝑋1,2 = 𝑓[𝜔1, 𝜔2, 𝛼1, 𝛼2, 𝛽1, 𝛽2, 𝜌1,2, 𝜇1, 𝜇2] 

Two fresh quantile variables 1 and 2 are generated from 1, 2 and 1,2  

 𝜏𝑎 = |
�̂�𝑎,𝑏

2
| . 𝜔𝑏 + (1 − |

�̂�𝑎,𝑏

2
|) . �̂�𝑎 19-1 

 

where: 

 �̂�𝑎,𝑏 = (1 − (1 − |𝜌𝑎,𝑏|)
0.75

) .
𝜌𝑎,𝑏

|𝜌𝑎,𝑏|
 19-2 

 

and:  

�̂� = {
𝜔 𝜌 ≥ 0

1 − 𝜔 𝜌 < 0
} 

 

Equation 19-1 takes the two random variables and reweights them, so that they are 

correlated. Each of the random variables is a percentile that would feed into a gamma 

distribution.  The correlation has to be reweighted prior to inclusion in the equation, and this is 

done with equation 19-2. For negative correlations, the random variable must first be 

subtracted from 1. Figure 19-1 is an illustration of this method applied to two randomly 

generated variables for SBP and BMI. The target correlation was 0.24 and the actual 

correlation was 0.235. 

The approximated sample generated was then subjected to simulated annealing in order to 

achieve a closer fit to the original sample characteristics. Simulated annealing is an 

optimisation algorithm sometimes used for generation of synthetic populations.(277) Although 

it is not particularly efficient, it has the advantage that it is good at finding a global minimum 

where there are a large number of possible minima in a multi-dimensional probability 

space.(277) It is similar to the Hill-Climbing algorithm but includes a tolerance of movements 

away from the nearest optimum.  It is this that enables the search to break free of local optima 

and investigate neighbouring optima that may be a better fit. It is called simulated annealing 

after the process of crystal formation in a cooling liquid. The vibration of atoms in the cooling 

liquid allows them to leap from locally semi-stable configurations with other atoms into more 



313 
 

stable neighbouring ones. In this way a slowly cooling liquid can form the highly stable, but 

seemingly highly improbable crystal formations. 

The simulated annealing algorithm has two principal parts: a sampling strategy; and a scoring 

function for minimisation. Simulated annealing is usually carried out by sampling subjects from 

a population that is very much larger than the intended sample. However, in this case a 

function incorporating equations 19-1 and 19-2 was used as an infinite source of subjects. The 

minimisation function was a simple weighted summation of the errors across the averages and 

the correlations of interest. Simulated annealing uses the ‘Metropolis Algorithm’ which uses 

equation 19-3 to determine whether to swap a current subject with a newly generated 

subject. As  falls or t rises, then a swap becomes more likely. 

The constraints applied to the six samples generated can be found in Table 13-1. The 

correlation coefficients for BMI and SBP were calculated from two large epidemiological 

studies, the British Regional Heart Study (BRHS)(443) and the National Health and Nutritional 

Examination Survey I (NHANES I).(444) Data on men from the BRHS study between the ages of 

50 and 54 were used to determine the correlation between SBP and BMI for the 4S study 

(0.24) where participants were aged 35 to 70, as this eliminated any bias from the inclusion of 

the very elderly or very young.(279) For the correlation between BMI and smoking (-0.16), and 

between CVD and diabetes mellitus (DM)  (0.07) all subjects in NHANES I between the ages of 

70 and 74 were used, as the SHEP and STOP trials were in the elderly. A cross-check of the 

correlation between smoking and BMI in the BRHS subjects gave a very similar figure (-0.14).  

The correlation between BMI and SBP in the elderly NHANES subjects was 0.08, very much 

lower than the BRHS. Narrow age bands were used to minimise the impact of age on the 

correlation calculations, as all the relevant variables also correlate with age. 

 

 

𝑒−(∆
𝑡

) > 𝜔 

where: 

 = the error in the metric 

t = a tolerance parameter 

 = a random number 0 ≤ 𝜔 ≤ 1. 

 

19-3 
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Figure 19-1 A simulated sample of 200 paired SBP and BMI for UK males in 2008. Both 

variables are gamma distributed (SBP [alpha=12, beta=4.5, location=85], BMI 

[alpha=21.5, beta=1.2, location=0]) and were generated to have a target correlation 

of 0.24. The actual correlation is 0.235. 
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Appendix B  Tables with the risk factor details for the 

parameterisation of the model used for this thesis. 

Table 19-1  Showing the risk factors, hazard ratios and pivot points used for the CVD 

sub-model.  

    Hazard ratio Pivot point  

WHR  women 0.915 0.815 1.339§ 0.520 

WHR men 0.96 0.89 1.339§ 0.683 

Smoking status 1 0 2.87§ -0.535 

Cigarettes per day 14 0 2.87§ -7.487 

ALB / ALA1 0.89 0.63 1.70§ 0.259 

Regular drinker 1 0 0.91§ 11.111 

Alcohol units per week 18 0 0.91§ 200.000 

Fruit and veg daily 1 0 0.7§ 3.333 

CVD 1 0 3.3ǂ -0.435 

Family history CVD 1 0 1.45§ -2.222 

DM 1 0 2.37§ -0.730 

Stressed 1 0 2.67§ -0.599 

Exercise 1 0 0.86§ 7.143 

Systolic  (stroke) 140 130 1.69¥ 115.610 

Systolic (CHD) 164 130 1.91¥ 92.637 

TC/HDL 4.00 3.00 1.45† 0.774 

WHR = waist-hip ratio, ALB = apolipoprotein B, ALA1 = apolipoprotein A1, CVD = existing cardiovascular disease, DM 

= existing diabetes mellitus, CHD = coronary heart disease, TC = serum total cholesterol, HDL = high density 

lipoprotein, = the upper reference point used for hazard ratio calculation,  = lower reference point used for 

hazard ratio calculation.  § Yusuf et al 2004(404)  ǂ Kannel 1997(299)  ¥ Law 2009(241) and Grover 1998(123)    

†LaRosa 1999(239), Law 2003(238) and Abrahamovicz 1997(242) 
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Table 19-2 Showing the risk factors, hazard ratios and pivot-points used in the 

oesophageal carcinoma sub-model.  

 BMI Alcohol units 

per week 

Regular alcohol 

consumption 

Cigarettes per 

day  

Smoking  

status 

Women      

 35.4* 87.5 1 13.3 1 

 25.4* 0 0 0 0 

Hazard ratio 2.38† 3.59‽ 1.5328 10.2ⱡ 10.20 ⱡ 

Pivot point 18.154 -33.784 -1.877 -1.446 -0.109 

      

Men      

 31.9* 87.5 1 14.5 1 

 26.9* 0 0 0 0 

Hazard ratio 1.51† 3.59‽ 1.5328 7.6 ⱡ 7.60 ⱡ 

Pivot point 17.096 -33.784 -1.877 -2.197 -0.152 

BMI = body mass index. ( = the upper reference point,  = the lower reference point) 

†Reeves et al. 2007.(237),   *Health Survey for England 2003(245),   ⱡCPS II.(225),   † Renehan 2008.(394) 
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Table 19-3 Showing the hazard ratios and pivot points for the lung cancer sub-model. 

 Cigarettes per 

day 

Smoker 

Women   

 13.3 1 

 0 0 

Hazard ratio 11.94* 11.94 

Pivot point -1.216 -0.091 

   

Men   

 14.5 1 

 0 0 

Hazard ratio 22.36 22.36 

Pivot point -0.679 -0.047 

 * CPS II.(225)  ( = the upper reference point,  = the lower reference point) 
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Table 19-4 Showing the risk factors, hazard ratios and poivot points for the 

pancreatic cancersub-model. 

 Cigarettes per 

day 

Smoker BMI 

Women    

 13.3 1 27 

 0 0 22 

Hazard ratio 2.33* 2.33 1.12† 

Pivot point -10.000 -0.752 -19.667 

    

Men    

 14.5 1  

 0 0  

Hazard ratio 2.14* 2.14 1 

Pivot point -12.719 -0.877  

 * CPS II.(225), †Reeves, Renehan.(237)(394)  ( = the upper reference point,  = the lower reference 

point) 
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Table 19-5 Showing the risk factors, hazard ratios and pivot points for the laryngeal 

cancersub-model. 

 Cigarettes per 

day 

Smoker Alcohol Units 

per week 

Drinker 

Women     

 13.3 1 87.5 1 

 0 0 0 0 

Hazard ratio 17.78* 17.78 3.86† 1.25† 

Pivot point -0.793 -0.060 -30.594 -4.079 

     

Men     

 14.5 1 87.5 1 

 0 0 0 0 

Hazard ratio 10.48 10.48 3.86 1.59 

Pivot point -1.530 -0.105 -30.594 -1.700 

 *CPS II.(225),  †Corrao.(226)  ( = the upper reference point,  = the lower reference point) 

   

Table 19-6 Showing the risk factors, hazard ratios and pivot points for the breast 

cancer sub-model. 

 BMI Alcohol Units per 

week 

Drinker 

Women    

 32 87.5 1 

 22 0 0 

Hazard ratio 1.4* 2.41 1.12 

Pivot point -3.000 -62.057 -8.274 

 *Reeves.(237),   Corrao.(226)  ( = the upper reference point,  = the lower reference point) 
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Table 19-7 Showing the risk factors, hazard ratios and pivot points used for the 

cervical cancersub-model. 

 Cigarettes per day Smoker 

Women   

 13.3 1 

 0 0 

Hazard ratio 2.14* 2.14 

Pivot point -11.667 -0.877 

 *CPS II.(225)   ( = the upper reference point,  = the lower reference point) 

   

Table 19-8 Showing the hazard factors, risk ratios and pivot points used for the 

kidney cancer sub-model. 

 Cigarettes per 

day 

Smoker BMI 

Women    

 13.3 1 27 

 0 0 22 

Hazard ratio 1.41* 1.41 1.34† 

Pivot point -32.439 -2.439 7.294 

    

Men    

 14.5 1 27 

 0 0 22 

Hazard ratio 2.95* 2.95 1.24† 

Pivot point -7.436 -0.513 1.167 

 *CPS II. (225)   †Renehan.(394)   ( = the upper reference point,  = the lower reference point) 
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Table 19-9 Showing the risk factors, hazard ratios and pivot points used for the bladder cancer 

sub-model. 

 Cigarettes per 

day 

Smoker 

Women   

 13.3 1 

 0 0 

Hazard ratio 2.58* 2.58 

Pivot point -8.418 -0.633 

   

Men   

 14.5 1 

 0 0 

Hazard ratio 2.86* 2.86 

Pivot point -7.796 -0.538 

 *CPS II.(225)  ( = the upper reference point,  = the lower reference point) 
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Table 19-10 Showing the risk factors, hazard ratios, and pivot points used for the  lip-

oro-pharyngeal cancer sub-model. 

 Cigarettes per 

day 

Smoker Alcohol Units 

per week 

Drinker 

Women     

 13.3 1 87.5 1 

 0 0 0 0 

Hazard ratio 5.59* 5.59* 6.45† 1.47† 

Pivot point -2.898 -0.218 -16.055 -2.141 

     

Men     

 14.5 1 87.5 1 

 0 0 0 0 

Hazard ratio 27.48* 27.48* 6.45† 2.12† 

Pivot point -0.548 -0.038 -16.055 -0.892 

 *CPS II.(225)  †Corrao.(226)  ( = the upper reference point,  = the lower reference point) 
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Table 19-11 Showing the risk factors, hazard ratios and pivot points used for the liver 

cancersub-model. 

 Alcohol Units 

per week Drinker 

Women   

 87.5 1 

 0 0 

Hazard ratio 1.81† 1.07† 

Pivot point -108.025 -14.403 

   

Men   

 87.5 1 

 0 0 

Hazard ratio 1.81† 1.17† 

Pivot point -108.025 -6.001 

† Corrao.(226)  ( = the upper reference point,  = the lower reference point) 

 

Table 19-12 Showing the risk factors, hazard ratios and pivot points used for the 

endometrial cancer sub-model. 

 BMI 

Women  

 27 

 22 

Hazard ratio 1.59 

Pivot point 13.525 

† Renehan.(394)  ( = the upper reference point,  = the lower reference point) 
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Table 19-13 Showing the risk factors, hazard ratios, pivot points, and exponential 

ratios used in the diabetes sub-model. (source Hippisley-Cox 2009)(240) 

 Steroids Smoker Family 

history 

Anti-

hypertensives 

CVD BMI1 BMI2 

Women        

 1 1 1 1 1   

 0 0 0 0 0   

Hazard 

ratio 

1.412 1.268 2.358 1.787 1.458 37.3 0.934 

Pivot point -2.427 -3.731 -0.736 -1.271 -2.183   

Delta      10.0 10.0 

Standard 

RR 

     1.436 0.993 

        

Men        

 1 1 0.915 0.915 1   

 0 0 0 0 0   

Hazard 

ratio 

1.259 1.249 2.725 1.711 1.5 3.168 0.832 

Pivot point -3.861 -4.016 -0.530 -1.287 -2.0   

Delta      10.0 10.0 

Standard 

RR 

     1.122 0.982 

( = the upper reference point,  = the lower reference point) 
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Table 19-14 Showing the risk factors, hazard ratios and pivot points used in the 

chronic obstructive pulmonary disease (COPD) sub-model. 

 Cigarettes per 

day 

Smoker 

Women   

 13.3 1 

 0 0 

Hazard ratio 10.47* 10.47 

Pivot point -1.404 -0.106 

   

Men   

 14.5 1 

 0 0 

Hazard ratio 9.65* 9.65 

Pivot point -1.676 -0.116 

*CPS II.(225)  ( = the upper reference point,  = the lower reference point) 
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Table 19-15 Showing the risk factors, hazard ratios and pivot points used for the non-

COPD chronic respiratory disease sub-model. 

 Cigarettes per 

day 

Smoker 

Women   

 13.3 1 

 0 0 

Hazard ratio 10.47* 10.47 

Pivot point -1.404 -0.106 

   

Men   

 14.5 1 

 0 0 

Hazard ratio 9.65* 9.65 

Pivot point -1.676 -0.116 

*CPS II.(225)   ( = the upper reference point,  = the lower reference point) 

Table 19-16 Showing the risk factors, hazard ratios and pivot points used for the 

cirrhosis sub-model. 

 Alcohol Units 

per week Drinker 

Women & men   

 87.5 1 

 0 0 

Hazard ratio 26.52† 6.25† 

Pivot point -3.429 -0.190 

† Corrao.(226)   ( = the upper reference point,  = the lower reference point) 
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Table 19-17 Showing the risk factors, hazard ratios and pivot points used for the 

chronic pancreatitis sub-model. 

 Alcohol Units 

per week Drinker 

Women & men   

 87.5 1 

 0 0 

Hazard ratio 3.19† 1.45† 

Pivot point -39.954 -2.220 

† Corrao.(226)   ( = the upper reference point,  = the lower reference point) 

 

Table 19-18 Showing the risk factors, hazard ratios and pivot-points used for the 

'External' sub-model. (accidents and violence). 

 Alcohol Units 

per week Drinker 

Women & men   

 1 87.5 

 0 0 

Hazard ratio 1.12† 1.58† 

Pivot point -8.381 -150.862 

† Corrao.(226)    ( = the upper reference point,  = the lower reference point) 
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Appendix C  Example of a risk distributions file – 

male, 2008, general population. 

This excerpt shows a segment of a risk distributions file with two risk factors, SBP and TC for 

males in 2008 from the general population (as opposed to a sub-population such as a 

socioeconomic group). The tags inside the diamond brackets specify the meaning of the data 

that follows. The beginning of the risk factor definition has an exclamation mark inside the 

diamond brackets which indicates that all data until the stop tag ‘</end> is part of the stated 

risk factor variable. A distribution is declared, and this can be a gamma distribution, a 

lognormal distribution or a proportion. The numbers in the row following the ‘<Average>’ tag 

declare the mean value, and the numbers following the ‘<Average>’ tag but on the same line 

are ages. This extract only shows ages 15 to 21, but the file contains all ages 0 to 120. 

The ‘<Graduation>’ tag specifies the change from one year to the next in the mean value. Up 

to three parameters can be stated in the ‘<Parameter>’ tags, and the volatility is declared 

following the ‘<VariabilityMeasure>’ tag. 

Hard bounds for error checking, and plausible bounds for modelling, are stated at the end. 

The definitions of the risk distributions can be amended by editing this csv file and saving it 

under another name. Many different definition files exist for different sub-populations, and 

the distribution files are selected on running the model. 

………………………………………………………………………………………. 

<!Systolic>       

<Distribution>       

   Gamma       

<Average> 15 16 17 18 19 20 21 

 120.39 121.67 122.83 123.86 124.75 125.52 126.18 

<Graduation>       

 1.29 1.16 1.03 0.9 0.76 0.66 0.56 

<Parameter1>       

 12 12 12 12 12 12 12 

<Parameter2>       

 2.949 3.056 3.153 3.238 3.313 3.376 3.432 

<Parameter3>       

 85 85 85 85 85 85 85 

<VariabilityMeasure>      

 0.04 0.04 0.04 0.04 0.04 0.04 0.04 

<BoundsRange>       
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   70 300       

<BoundsPlausible>       

   84 250       

<Units>        

   mmHg        

</end>        

<!TC>        

<Distribution>       

   Gamma       

<Average> 15 16 17 18 19 20 21 

 3.97 4.08 4.19 4.29 4.38 4.47 4.55 

<Graduation>       

 0.111 0.105 0.1 0.094 0.088 0.082 0.075 

<Parameter1>       

 32.8 32.8 32.8 32.8 32.8 32.8 32.8 

<Parameter2>       

 0.121 0.124 0.128 0.131 0.134 0.136 0.139 

<Parameter3>       

 0 0 0 0 0 0 0 

<VariabilityMeasure>      

 0.04 0.04 0.04 0.04 0.04 0.04 0.04 

<BoundsRange>       

   1.000 40.000       

<BoundsPlausible>       

   2.000 25.000       

<Units>        

   mmol/l       

</end>        
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Appendix D  Example of a baseline mortality file 

This is an extract from a baseline mortality table. The first five rows are a header defining the 

identity of the data. In this case it is UK males aged 15 to 150 in the year 2008. The first column 

shows the description of the causes of death, and the second column shows the set of ICD 10 

codes to which they relate. Most of the causes of death are omitted for brevity, and only ages 

15 and 16 are shown here in the third and fourth columns. Most of these causes of death were 

un-modelled in this parameterisation, but the causes are included in the baseline 

parameterisation, so that they can be utilised if desired in future. 

UK    

Range 15 150  

Group    

Male    

2008 ICD 10 code set 15 16 

All causes     A00-R99,U509,V01-Y89 0.000329 0.000388 

I Certain infectious diseases    A00-B99 2.88E-06 3.12E-06 

 Intestinal infectious diseases     A00-A09 0 0 

 Respiratory tuberculosis      A15-A16 0 0 

 Other tuberculosis      A17-A19 0 0 

 Meningococcal infection      A39 9.21E-07 1.67E-06 

 Septicaemia      A40-A41 9.33E-07 7.69E-07 

 Viral hepatitis      B15-B19 0 0 

 Human immunodeficiency virus B20-B24 1.99E-07 3.76E-07 

 Sequelae of tuberculosis      B90 0 0 

II Neoplasms     C00-D48 3.95E-05 4.01E-05 

Malignant neoplasms     C00-C97 3.68E-05 3.74E-05 

 Malignant neoplasms of lip, oral 
cavity and pharynx    C00-C14 3.34E-07 6.13E-07 

 Malignant neoplasm of oesophagus     C15 2.60E-07 4.85E-07 

 Malignant neoplasm of stomach     C16 2.96E-07 5.49E-07 

 Malignant neoplasm of colon     C18 1.95E-07 3.70E-07 

 Malignant neoplasm of rectum  C19-C21 2.01E-07 3.80E-07 

 Malignant neoplasm of liver and 
intrahepatic bile ducts    C22 1.60E-07 3.07E-07 

 Malignant neoplasm of gallbladder  C23-C24 0 0 

 Malignant neoplasm of pancreas     C25 0 0 

 Malignant neoplasm of larynx     C32 0 0 

 Malignant neoplasm of trachea, 
bronchus and lung    C33-C34 0 0 

 Malignant melanoma of skin     C43 4.43E-07 8.32E-07 

 Other malignant neoplasms of skin     C44 0 0 

 Mesothelioma      C45 0 0 

 Kaposi's sarcoma      C46 0 0 
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Appendix E  Example of a file for defining hazard 

ratios - Diabetes 

This is an extract of the file defining the hazard ratios for the diabetes sub-model. The tag with 

the exclamation mark identifies where a definition for a risk factor begins. It continues until 

the stop tag ‘<END>’. The ‘<ID>’ tag is the identifier for the variable which connects it to the 

object relating to the hazard ratio definition  inside the model. The relationship of the risk 

factor value to the hazard ratio is indicated by the tag ‘<HRFUNCTION>’. This can be ‘LINEAR’ 

or ‘EXPONENTIAL’, ‘EXPONENTIAL SQUARED’ or ‘EXPONENTIAL CUBED’. The variables relating 

to the function follow. For a linear function this is the pivot point, but for the exponential it is 

the hazard ratio ‘HR’. The ratio definitions are age and gender specific, though in this particular 

parameterisation, they are identical for all ages. To modify the model, all that needs to be 

done is change the function definition or the hazard ratio and save the file. A ‘<DECAY>’ tag 

can be added to indicate the half life of risk decay on cessation of exposure. 

Diabetes 1 sub-model      

<!START>        

<ID>        

   FH_Women       

<HRFUNCTION>       

   LINEAR        

<PIVOTPOINT>       

-0.736 -0.736 -0.736 -0.736 -0.736 -0.736 -0.736  

<END> *******************************    

<!START>        

<ID>        

   SMOKSTAT_Women       

<HRFUNCTION>       

   LINEAR        

<PIVOTPOINT>       

-3.731 -3.731 -3.73 -3.731 -3.731 -3.731 -3.731  

<END> *******************************    

<!START>        

<ID>        

   CVD_Women       

<HRFUNCTION>       

   LINEAR        

<PIVOTPOINT>       

-0.44 -0.44 -0.44 -0.44 -0.44 -0.44 -0.44  

<END> *******************************    
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