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Abstract

Introduction: A considerable number of previous studies have shown abnormalities in the processing of emotional faces in
major depression. Fewer studies, however, have focused specifically on abnormal processing of neutral faces despite
evidence that depressed patients are slow and less accurate at recognizing neutral expressions in comparison with healthy
controls. The current study aimed to investigate whether this misclassification described behaviourally for neutral faces also
occurred when classifying patterns of brain activation to neutral faces for these patients.

Methods: Two independent depressed samples: (1) Nineteen medication-free patients with depression and 19 healthy
volunteers and (2) Eighteen depressed individuals and 18 age and gender-ratio-matched healthy volunteers viewed
emotional faces (sad/neutral; happy/neutral) during an fMRI experiment. We used a new pattern recognition framework:
first, we trained the classifier to discriminate between two brain states (e.g. viewing happy faces vs. viewing neutral faces)
using data only from healthy controls (HC). Second, we tested the classifier using patterns of brain activation of a patient
and a healthy control for the same stimuli. Finally, we tested if the classifier’s predictions (predictive probabilities) for
emotional and neutral face classification were different for healthy controls and depressed patients.

Results: Predictive probabilities to patterns of brain activation to neutral faces in both groups of patients were significantly
lower in comparison to the healthy controls. This difference was specific to neutral faces. There were no significant
differences in predictive probabilities to patterns of brain activation to sad faces (sample 1) and happy faces (samples 2)
between depressed patients and healthy controls.

Conclusions: Our results suggest that the pattern of brain activation to neutral faces in depressed patients is not consistent
with the pattern observed in healthy controls subject to the same stimuli. This difference in brain activation might underlie
the behavioural misinterpretation of the neutral faces content by the depressed patients.
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Introduction

The ability to identify facial emotional expressions in individuals

is essential to functioning in social networks because the perception

of emotional faces can influence the production and regulation of

affective states subserving adaptive social behaviour [1]. Affective

states and mental illness are associated with altered processing of

emotional facial expressions. In fact, abnormal facial emotion

processing, and abnormal neural activation to emotional facial

expressions, has been shown in a range of psychiatric conditions,

including major depression [2,3]. For instance, Surguladze et al.

[4] found increased neural responses in subcortical areas to sad but

not happy expressions in depressed patients compared with

healthy controls. Other studies have reported that depressed

patients had greater amygdalar and ventral striatum activation to

sad faces [5] and reduced activation to happy faces in the regions

of the putamen, hippocampus, and ventral striatum compared

with healthy controls [6]. These findings provide support for the

presence of mood-congruent processing bias in depression, (i.e.

hyperactivation to negative and hypoactivation to positive stimuli,

particularly in the amygdala, insula, parahippocampal gyrus,

fusiform face area, and putamen (see [7]). More recent studies

employing functional connectivity analyses have also reported

abnormalities in prefrontal-subcortical circuitry. For instance,

using dynamic causal modeling (DCM), Almeida et al. [8] showed

reduced left-sided top-down orbitofrontal cortex-amygdala effec-
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tive connectivity during happy and sad facial brain processing in

depressed subjects compared to healthy controls. In the same vein,

connectivity studies using resting-state fMRI in major depression

have reported abnormalities in fronto-limbic connectivity [9,10].

Taken together studies of facial emotion processing may provide

important information regarding abnormalities of regional brain

functioning in major depression and this abnormal processing may

help in the prediction or monitoring of response to treatment in

major depression [1].

The studies described above relate to processing of emotional

face expressions such as angry or sad faces. Less attention,

however, has been given to patterns of abnormal neural activation

to neutral faces. Behaviourally, depressed patients are less accurate

at recognizing neutral expressions compared with healthy controls.

Specifically, they are more likely to misinterpret neutral faces as

sad, and happy faces as neutral, suggesting a negative bias in these

patients [11]. Furthermore, they are slower to respond to neutral

compared with emotional facial expressions [11,12]. These

behavioral findings suggest that major depression may also involve

abnormalities in neutral face processing but to date few studies

have investigated the neural correlates of neutral face processing in

depressed patients. Such data would advance our understanding

about emotional processing in depression and help elucidate

further potential biomarkers of emotion face processing that may

contribute to the pathophysiology of major depression.

Recently, pattern recognition techniques have been applied to

detect patterns of brain activation that distinguish between

cognitive states (e.g. [13,14,15]) or between healthy individuals

and patients with psychiatric or neurological disorders (e.g.

[16,17,18,19]). Furthermore, it has recently been shown that

pattern recognition can help to discriminate healthy low-risk

control adolescents from healthy adolescents at genetic risk of

future psychiatric disorders, indicating that this approach can help

to identify which individuals at risk are at true risk of developing

future Axis I disorders [20]. In these applications brain scans are

treated as spatial patterns and statistical learning methods are used

to identify statistical properties of the data that discriminate

between groups of subjects. Once the discriminative pattern is

found, it can be used to classify individuals, case by case, into

groups based on their pattern of brain activation. The most

common statistical approach for analyzing fMRI data is the

General Lineal Model (GLM, [21]), which treats every voxel in the

brain independently and extract measures of interest from them,

such as the average response during a particular experimental

condition or for a specific population. Another important

advantage of pattern recognition approaches is that the predictions

are made based on the information encoded on the whole pattern

rather than in individual brain voxels (i.e. they are multivariate),

which can lead to increased sensitivity over voxel-wise analysis

methods [15].

In the present study, we investigated whether the misclassifica-

tion described behaviourally for neutral faces also occurred when

classifying patterns of brain activation to neutral faces for patients

with major depression. Using healthy control samples as reference

we tested whether the discriminating pattern between brain

activation to emotional versus neutral faces (based on the healthy

subjects) could be used to classify the brain activation of the

patients to the same stimuli. For that we used two fMRI data sets:

(1) Nineteen medication-free patients with depression and 19

healthy volunteers and (2) Eighteen depressed individuals and 18

age and gender-ratio-matched healthy controls.

Our novel pattern recognition framework consisted of two

phases: first, we trained the classifier to discriminate between two

brain states (e.g. viewing happy faces vs. viewing neutral faces)

using data only from healthy controls (HC). Second, we tested the

classifier using the patterns of brain activations of a patient and a

healthy control subject to the same stimuli. The rationale of this

procedure was to investigate how similar would be the patients’

brain activation pattern relative to activation in a healthy

comparison subject. In other words the idea was to consider the

healthy brain pattern as a ‘‘reference pattern’’ and to investigate if

the discriminating pattern between emotional versus neutral

stimuli based on the healthy subjects could be applied to classify

the brain activation of patients. A misclassification of the patients’

pattern of brain activation would represent an inconsistency with

respect to the healthy patterns. Therefore, this approach is very

different from those performed in the previous studies in which the

two populations (healthy controls and depressed patients) were

directly compared. Specifically, we applied a standard leave-one-

out cross-validation procedure in the healthy control group, i.e. we

train the classifier with all but one control subject to discriminate

between patterns of brain response to emotional and to neutral

faces. We then tested the classifier using data from the healthy

control left out and a matched depressed patient. This procedure

was repeated, each time leaving a different control subject out for

testing. We used Gaussian Process Classifier (GPC) as it provides a

predictive probability to the test samples. The predictive

probability measures the classifier’s confidence about the class

membership of a test example. If the predictive probability is close

to 0.5, it means the classifier is not very confident which indicates

that the pattern of brain activation might be ambiguous and/or

different from the patterns used to train the classifier. Our aim was

to investigate if the pattern of brain activation of patients would be

classified with the same confidence level as the HC patterns. In this

case a lower confidence level would indicate that the pattern of

brain activation in depressed patients is not consistent with the

pattern of brain activation in healthy subjects. We used patterns of

brain activation to prototypical emotional (100% sad or 100%

happy) vs. neutral faces to maximize the differences between the

patterns used to train the GPC. Based on behavioural findings

[11,12], we expected to observe less discrimination between these

patterns for depressed patients than for healthy subjects. Finally,

we compared the classifier’s predictive probabilities for emotional

and neutral faces classification between healthy controls and

depressed patients.

Methods

Subjects
Sample 1. Nineteen participants (13 women; age range: 29–

58 years, see Table 1) meeting DSM-IV criteria for major

depressive disorder according to the Structured Clinical Interview

for DSM-IV Axis I Disorders [22] and clinical interview with a

psychiatrist. The severity of depression was evaluated with the 25-

item Hamilton Rating Scale for Depression [23]. All patients were

free of psychotropic medication for a minimum of 4 weeks at

recruitment. Nineteen healthy comparison subjects (11 women),

matched by age and intelligence quotient (IQ), with no history of

any psychiatric disorder, neurological disorder, or head injury

resulting in a loss of consciousness were recruited. All participants

provided written, informed consent. The project was approved by

the Ethics Research Committee, Institute of Psychiatry,London,

England.

Sample 2. Eighteen currently depressed patients with recur-

rent unipolar depression based on standardized diagnostic criteria

for these illnesses [24] (age range 18–54 years, see Table 1). The

severity of depression was also evaluated with the 25-item

Hamilton Rating Scale for Depression [23]. Eighteen healthy
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control individuals matched by gender (age range) with no

previous psychiatric history (based on SCID-P criteria) or

psychiatric history in first and second-degree relatives also

participated in the study All participants provided written,

informed consent after explanation of the nature and possible

consequences of the study. The study was approved by the

University of Pittsburgh Institutional Review Board.

fMRI Tasks
In sample 1, the event-related fMRI experiment included ten

faces (5 male faces) from a standardized series of facial expressions

of sadness [25] that were morphed to represent three emotion

intensities (neutral, 50% sad and 100% sad). For the fMRI

paradigm, facial stimuli and baseline trials (crosshair fixation) were

presented in random order. Each facial stimulus was presented

twice at each intensity of sadness and each trial was presented for 3

seconds. The interval was randomly varied according to a Poisson

distribution with mean inter-trial interval of 5 seconds. For each

facial trial, subjects were asked to indicate the gender of the face by

lateral movement of a joystick; no hand movement was required in

response to the baseline trial [5].

In sample 2, all individuals participated in a 6-minute event-

related experiment [4]. The experiment involved viewing 60

morphed facial expressions to depict expressions ranging from

neutral to intense happy (neutral, 50% happy and 100% happy).

Each facial expression was presented for 2 seconds, with an inter-

stimulus interval (ISI) of variable duration, varied according to a

Poisson distribution (mean ISI = 4.9 s). Participants were asked to

label the emotion of each face by moving either the index

(emotional faces) or middle finger (neutral faces) of the right hand

to ensure that attention was directed to the emotional content of

the face.

fMRI Data Acquisition
In sample 1, neuroimaging data were collected using a 1.5-T

IGE LX System (General Electric, Milwaukee, Wisconsin) BOLD

functional images were then acquired with a gradient echo EPI

sequence covering 16 axial slices (7 mm thick, 0.7 mm gap; TR/

TE = 2000/40 msec, in-plane resolution 363 mm).

In sample 2, neuroimaging data were collected using a 3.0 Tesla

Siemens Allegra MRI scanner. BOLD functional images were

then acquired with a gradient echo EPI sequence covering 33 axial

slices (3 mm thick, 0 mm gap; TR/TE = 2000/25 msec,

FOV = 24 cm, in-plane resolution 363 mm).

fMRI Data Analysis
fMRI Data preprocessing and GLM analysis. In sample

1, data pre-processing was performed using standard procedures

in SPM2. The fMRI data were realigned to remove residual

motion effects, transformed into standard space using EPI

template, and smoothed in space using an 8 mm Gaussian filter

(full-width at half maximum [FWHM]). For each subject a GLM

model was constructed in SPM2 with the three emotion intensities

(neutral, 50% sad and 100% sad) entered in the design matrix as

separate regressors in an event-related design with fixation cross as

the baseline. Trials were modelled using the Canonical Hemody-

namic Response Function in SPM2.

In sample 2, data pre-processing was performed using standard

procedures in SPM5. The fMRI pre-processing procedure was

similar to sample 1, but the functional data for each participant

were first corrected for differences in acquisition time between

slices and then were realigned to remove residual motion effects.

Furthermore, the fMRI data were transformed into standard space

using EPI template and were spatially smoothed with a Gaussian

kernel of 6-mm full-width at half-maximum. Similar to sample 1,

for each subject a GLM model was constructed in SPM5 with the

three emotion intensities (neutral, 50% Happy and 100% Happy)

entered in the design matrix as separate regressors in an event-

related design with fixation cross as the baseline. Movement

parameters from the realignment stage were entered as covariates

of no interest to control for subject movement. Trials were

modelled using the Canonical Hemodynamic Response Function

in SPM5.

Medication load. In sample 2, we used a strategy for

measuring total medication load in depressed patients [26,27] by

coding the dose of each antidepressant, mood-stabilizer, antipsy-

chotic and anxiolytic (benzodiazepine) medication as absent (0),

low (1) or high (2) dose. For antidepressants and mood-stabilizers

we converted each medication into low- or high-dose groupings

using a previously employed approach. Patients on levels 1 and 2

of these criteria were coded as low-dose, those with levels 3 and 4

as high-dose. We added a no-dose subtype for those not taking

these medications. We converted antipsychotic doses into chlor-

promazine dose equivalents, and coded as 0, 1 or 2, for no

medication, chlorpromazine equivalents dose equal or below, or

above, the mean effective daily dose (ED50) of chlorpromazine as

defined previously [28]. Benzodiazepine anxiolytic dose was

similarly coded as 0, 1 or 2, with reference to the midpoint of

the Physician’s Desk Reference-recommended daily dose range for

each medication. We generated a composite measure of total

medication load, reflecting dose and variety of all different

medications taken, by summing all individual medication codes

for each medication category for each individual participant. In

order to investigate possible effects of the medication load on the

results from sample 2, a Pearson product-moment correlation

coefficient was computed to assess the relationship between the

Table 1. Demographic Features and Severity of Depression.

Sample 1 Sample 2

Depressed Patients Healthy Control Subjects Depressed Patients Healthy Control Subjects

n _ 19 n _ 19 n _ 18 n _ 18

Mean Age (years) 43.2 (8.8) 42.8 (6.7) 31.9 (9.2) 29.8 (9.1)

Gender (m/f) 6/13 8/11 1/17 3/15

HRSD 25* 21.1 (2.3) 22.8 (7.5)

Medication Load 1.4 (1.1)

*HRSD-25:25-item Hamilton Rating Scale for Depression.
doi:10.1371/journal.pone.0060121.t001
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medication load of each individual and the predictive probabilities

found to the patterns of brain response to (1) neutral and (2) happy

faces.

Pattern classification analysis. We used Gaussian Process

Classifier (GPC) [29], a machine learning approach that, in the

context of neuroimaging, assigns a predictive probability to an

individual pattern of brain activation based on the confidence of a

classifier computed from pre-processed fMRI scans. The GPC

gives predictive probabilities for stimuli of class 1 and class 2, and

by applying a threshold to those probability values we can

compute the mean accuracy. The predictive probability gives a

measure of how confident the classifier is about the class

membership of the test pattern (i.e. pattern of whole brain

activation for the test subject). If the predictive probability is close

to 0.5, it means that the classifier is not very confident, indicating

that the pattern of brain activation being tested is not able to

discriminate between the two stimulus classes. On the other hand,

if the predictive probability is close to one (or zero), it means that

the classifier is confident about the pattern’s class membership,

which in turn indicates that the pattern being tested is consistent

with the training data. For a detailed description about the GPC

implementation to fMRI based classification please see [30]. In

order to maximize the differences between the patterns used to

train the GPC we only used patterns of brain activation to

prototypical emotional (100% sad or 100% happy) and to neutral

faces in the current analysis. The rationale here was to obtain a

"reference template" for discriminating between emotional vs.

neutral brain patterns based on less ambiguous stimuli. Specifi-

cally, the images corresponding to the GLM coefficients (sample

1:100% sad and neutral; sample 2:100% happy and neutral)

defined the spatial patterns of brain activation used as input to the

GPC. We used the GPC as implemented in PROBID software

(http://www.brainmap.co.uk/PROBID) and additional MA-

TLAB customized codes to enable the novel analysis framework.

The analytic framework consisted of two phases: In the first

stage, we trained the classifier to discriminate between two brain

states (e.g. viewing sad faces vs. viewing neutral faces) using data

only from healthy controls. In the second stage, we tested the classifier

using pattern brain of activations of a healthy control and a patient

for the same stimuli. Specifically, we trained the GPC using data

from all but one control subject (by a leave-one-out procedure) to

discriminate between brain patterns of activation to emotional and

to neutral faces. We then tested the classifier using data from the

healthy control subject left out and a matched depressed patient

(see Figure 1). This procedure was repeated, each time leaving a

different healthy control subject out. The aim was to investigate if

the patients’ patterns of brain activation would be classified with

the same confidence as the healthy controls’ patterns, or if they

would be classified with lower confidence, which would suggest

that the pattern of brain activations for depressed patients does not

resemble the pattern of controls. Finally, we compared the

predictive probabilities for the brain activation patterns to

emotional and neutral faces between healthy controls and

depressed patients using planned t-tests.

Permutation test. Permutation test was used to compute

statistical significance in two situations in this study. First, this test

was used to derive a p-value to determine whether classification

accuracy exceeded chance levels (50%). To achieve this, we

permuted each class’ labels 1000 times (i.e., each time randomly

assigning class 1 and class 2 labels to each pattern of brain

activation) and repeated the entire procedure. We then counted

the number of times the permuted test accuracy was higher than

the one obtained for the true labels. Dividing this number by 1000

we derived a p-value for the classification accuracies.

Permutation test was also used to derive a p-value for the mean

difference in the predictive probabilities between healthy controls

and depressed patients to emotional and neutral faces. For that we

permuted the labels between healthy controls and depressed

patients 1000 times (i.e. each time randomly assigning healthy

control and depressed patient to each predictive probability

obtained to neutral or emotional faces classification). We then

counted the number of times the permuted mean differences

(healthy controls versus depressed patients) were higher than the

one obtained for the true labels. The p-value was derived dividing

this number by 1000.

Results

Discrimination between Patterns of Brain Activation for
Emotional vs. Neutral Faces

For each group (in samples 1 and 2), we trained a GPC using

only the HC data to discriminate between the following stimulus

contrasts: 100% sad vs. neutral (sample 1) and 100% happy vs.

neutral (sample 2). The GPC (based on HC) was then applied to

classify patterns of whole brain activation for different facial

expression in both groups (HC and DP). The accuracies for

classifying patterns of brain activation to emotional and neutral

faces were significantly above chance level for both groups of

healthy controls. However, for the depressed groups, the GPC

accuracies were only significantly above the chance for classifying

patterns of brain activation to emotional but not to neutral faces

(see Table 2). It is interesting to note that the classifiers were less

confident about classifying brain activations to neutral faces

specially for depressed patients group as the emotional accuracy

(i.e. the percentage of cases for which whole-brain activation to

emotional faces were correctly classified as emotional stimulus

class) was consistently higher than neutral accuracy (i.e. the

percentage of cases for which whole-brain activation to neutral

faces were correctly classified as neutral stimulus class). The

confusion matrices are showed in the Supplementary Material

(Tables S2, S3, S4, S5).

Between-group Differences in Predictive Probabilities
The main goal of the present study was to test whether the

classifier’s predictions (predictive probabilities) for patterns of

brain activation to emotional and neutral faces were different for

healthy controls and depressed patients. Interestingly, permutation

tests indicated that the predictive probabilities to neutral faces in

the patients were significantly lower in comparison to the healthy

controls in both samples (sample 1: p = 0.006; sample 2:

p = 0.041). These differences were specific to neutral faces. For

sad faces (sample 1) and happy faces (sample 2), there were no

significant differences in the predictive probabilities between

depressed patients and healthy controls (sample 1: p = 0.17;

sample 2: p = 0.93) (Figure 2).

In order to explore the possible contributions of the medication

load to explain the results found in sample 2, we performed Person

correlation analyses between medication load and the predictive

probabilities to neutral and happy faces. There was no significant

correlation between medication load and predictive probabilities

to neutral faces (r = 0.33, n = 18, p = 0.22) nor between medication

load and predictive probabilities to happy faces (r = 20.18, n = 18,

p = 0.48).

Discussion

Our results suggest that the pattern of brain activation to neutral

faces in depressed patients is not consistent with the pattern of
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brain activation in healthy subjects to the same stimuli. In the

present study we investigated whether the behavioural misclassi-

fication of neutral faces previously reported in depressed patients

[11,12] could be also observed at brain network level measured by

fMRI. To address this question, we applied a novel pattern

recognition framework to fMRI data of two independent samples

of depressed patients and healthy controls. First, a Gaussian

Process Classifier was trained to discriminate between patterns of

brain activation to emotional and neutral faces using data only

from healthy controls. Second, the classifier was tested using data

from a new healthy control and a matched patient. Finally, we

applied the post-hoc tests, to examine whether the predictive

probabilities to patterns of brain activation to neutral or to

emotional faces were significantly different between groups.

We found that the predictive probabilities to patterns of brain

activation to neutral faces in all patient groups were significant

lower in comparison to the healthy controls. This result was

specific to neutral faces, i.e. there were no significant differences

between the groups when considering the predictive probabilities

to patterns of brain activation to sad faces (sample 1) and to happy

faces (samples 2). The predictive probability measures the

classifier’s confidence about the class membership of a test

example. Therefore, these findings suggest that the pattern of

brain activation to neutral faces in depressed patients was not

Figure 1. Summary of the pattern recognition analyses. (A) Feature Extraction: the beta images were transformed into an input vector. (B)
New pattern recognition framework: we first trained the classifier using data from all but one healthy control subject (by a leave-one-out procedure)
to discriminate between brain patterns of activation to emotional (100% sad or 100% happy) from neutral faces. We then tested the classifier using
data from the healthy control left out and a gender and age matched depressed patient. Finally, we compared the predictive probabilities between
healthy controls and depressed patients.
doi:10.1371/journal.pone.0060121.g001

Table 2. Within-group decoding accuracy in Healthy Controls (HC) and Depressed Patients (DP).

Contrast Group N Accuracy* Emotional Accuracy Neutral Accuracy p-value

Sad vs. Neutral HC 19 0.74 0.84 0.63 0.003

DP 19 0.58 0.95 0.21 0.097

Happy vs. Neutral HC 18 0.70 0.78 0.61 0.001

DP 18 0.53 0.78 0.28 0.282

*Overall Accuracy is the mean between emotional accuracy (emotional correctly classified as emotional) and neutral accuracy (neutral correctly classified as neutral).
doi:10.1371/journal.pone.0060121.t002
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consistent with the pattern of brain activation to neutral faces in

healthy controls. These results are in agreement with the

behavioural studies demonstrating that depressed patients label

neutral faces as neutral with significantly less accuracy than either

happy or sad faces [11] and they are slower to respond to neutral

than emotional expressions [11,12]. Similarly, we have recently

shown that patterns of brain activation to neutral faces could help

to differentiate healthy adolescents genetically at-risk for bipolar

disorder from healthy adolescents at low risk of developing these

disorders [20]. Interestingly, a carefully inspection in table 2

indicate that the accuracy to classify neutral stimuli as neutral was

much lower than the accuracy to classify emotional stimuli as

emotional in depressed patients, suggesting a bias to classify

neutral stimuli as emotional in these patients. In order to

investigate whether this bias depends on the novel framework of

this study, i.e. training the classifier using only patterns of brain

activity from Healthy Controls, we performed additional analyses

within each group independently (i.e. training with Healthy

Controls or Depressed Patients - Supplemental methods (Text S1)

and Table S1). The GPC was able to accurately discriminate

between the patterns of brain activity for emotional expressions

versus neutral in both samples and the bias to consider neutral

stimuli as emotional is less clear, seems to occur only in sample 2.

Then, the results of our framework indicate that for both samples

the patterns of activity to neutral expressions in depressed patients

is not consistent with the patterns of healthy subjects to the same

stimuli (as suggested by the lower classification accuracy for neural

faces). Thus, we suggest that the proposed framework applied in

the present study, i.e. using patterns of brain activity from Healthy

Controls as a ‘‘reference pattern’’, reveals the importance of brain

responses to neutral faces in depressed patients.

Taken together, these results support the hypothesis that

depressed individuals may interpret emotionally neutral cues as

emotionally meaningful [1]. Neutral faces are often perceived as

ambiguous and potentially threatening by individuals diagnosed

with a depression or mood disorder [1,31]. For instance, one study

reported abnormally elevated subcortical activation to neutral

faces in youth with bipolar type I disorder, particularly in those

who perceived these faces as threatening [31]. This fits with

findings of earlier research that indicates that depressed individuals

are more likely to interpret neutral faces negatively [11,32,33].

Further, this is also consistent with findings of enhanced memory

for negative material in memory tasks in major depression [34].

It is interesting to note that findings were consistent across two

independent samples of healthy controls and depressed patients

studied, suggesting the robustness of our findings. This is an

important point because pattern recognition analyses generally

aim to develop robust algorithms to identify differences between

classes of interest that are independent of variables of no interest

(for instance, differences related to different scanners, acquisition

protocol, etc). Furthermore, correlation analyses showed that the

classifier’s predictions were not correlated with medication load

(i.e., sample 1 was a free-medication sample and the medication

load of sample 2 was not significantly associated with the GPC

predictive probabilities), although, for the sample 2 we cannot fully

discard some influence in the results caused by the medication

load. In fact, the results for sample 2 were less robust than those for

sample 1, suggesting that medication load could have been a

confounding variable. Our work differs from previous applications

of pattern recognition approaches to patient classification based on

fMRI data as its main goal was not to directly discriminate the

groups. Our aim was to use pattern recognition approaches to test

a hypothesis about differences in face expression processing

between healthy controls and patients. One advantage of using

pattern recognition in this context is the ability to investigate

differences in brain processing at a network level, i.e. analysing the

whole pattern of brain activation. One possible clinical application

of this framework could be training a classifier to discriminate

between emotional and neutral stimuli using a large normative

basis of healthy control subjects. This analysis would define a

‘‘healthy’’ discrimination between patterns of brain activation to

emotional vs. neutral stimuli. One could then apply the classifier to

Figure 2. Results from Gaussian Process Classifier (GPC). Comparison of the predictive probabilities to patterns of brain activation to
emotional and neutral faces between healthy controls and depressed patients. Note that the predictive probabilities to neutral faces in patients were
significantly lower in comparison to the healthy controls. The data are presented with the mean and standard error to the mean. *p,0.05.
doi:10.1371/journal.pone.0060121.g002
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a new subject as a diagnostic approach. If the classifiers’ predictive

probability to neutral stimuli would be below a validated

threshold, there would be evidence that the subject’s pattern of

brain activation was different from the healthy controls pattern

which would indicate that the subject was a patient.

A limitation of this study is that the predictive probabilities of

the healthy control groups were obtained using a leave-one-out

framework and the predictive probabilities of the patient groups

were obtained using an independent sample (the patients were

never used to train the classifier). The leave-one-out framework is

an unbiased approach for assessing how the results of a classifier

will generalize to an independent data set. On the other hand, it

should be noted that the predictive probabilities for each matched

pair of healthy control and patient are based on the same classifier

(which excludes the test healthy control from the training). Ideally

the classifier should be trained with one sample of healthy control

and tested with independent samples of healthy controls and

patients.

In summary, we showed that the misinterpretation of neutral

faces as emotionally-salient in depressed individuals may have a

neural substrate. The lower confidence of the GPC in classifying

patterns of brain activity to neutral faces in depressed patients

when compared with HC patterns suggests that the depressed

patients might engage a different brain network when processing

the neutral stimuli or there might be more variability in the brain

network engaged by the patients. These results also suggest that

examination of brain activation to neutral faces can provide

insights about pathophysiologic processes in depression on an

individual-level, case-by-case basis.
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