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Abstract 
The number of network users is expected to triple between 1998 and 2002 (Cullinane, 1998). While a 

vision of the future Internet offers the potential to break traditional barriers in communications and 

commerce, the current level of service does not satisfy the requirements of many users (Network 

Reliability Steering Committee, 1998, Cullinane, 1998). 

This thesis is concerned with users' perceptions of Quality of Service (QoS), and their attitudes to 

charging mechanisms applied to wide-area networks. Whilst the majority of research in this area has been 

conducted from a technical point of view, studies addressing issues of QoS and charging from a users' 

perspective are limited. The aim of this research was to investigate the latter issue to provide a more 

complete and integrated perspective on QoS and charging in the user-network system. 

The thesis first addresses previous work that looks at QoS and charging, establishing a justification for the 

new research. This part of the thesis concludes that, whilst part of our understanding of QoS requirements 

can be explained by technical and economic paradigms, additional research is required to examine the 

perceptions and concomitant behaviour of users. The methodology employed is outlined in relation to 

obtaining this objective. 

The second part of the thesis details work undertaken. This work has made the following main 

contributions: 

0 Developed a set of conceptual models that describe users' perceptions of network QoS. 

0 Shown that these models can be used to predict users' behaviour in different contexts by 

capturing subjective evaluations of QoS. 

0 Shown how a combination of established and new methods can be successfully applied in 

capturing and assessing users' perceptions of QoS. 

0 Shown how the new data relates to technical and econometric research. 

0 Provided concrete examples of how the new research can inform network systems design. 

The work documented in this thesis has implications for user-centred, technical and econometric research. 

This thesis therefore contributes, not only to the field of HCI to which it is most closely related, but 

provides guidelines that can be used by econometricians and network designers. The research from all 

three of these perspectives is concerned with the efficient function of network resource allocation systems. 

The work documented in this thesis has suggested how it is possible to integrate these perspectives to 

provide valued levels of QoS to users. 
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Chapter 1: Introduction 

1.1 Background to the research problem 
Shared networks, such as the Internet, can now support many applications, ranging from data-driven 

applications, such as email, to real-time applications, such as multimedia conferencing. However, 

customers pay for a service, to which an application is tailored (Cuthbert & Sapanel, 1993). While a 

vision of future networks offers the potential to break traditional barriers in communications and 

commerce, the current service quality to users is often unacceptable (Network Reliability Steering 

Committee, 1998, Cullinane, 1998). In the networking community, different technical Quality of Service 

(QoS) requirements have been ascribed to applications: real-time multimedia is an example of an inelastic 

application, requiring a relatively rich set of performance guarantees. Elastic applications, on the other 

hand, are less dependent on the speed at which data is delivered (Shenker, 1995). However, traditional 

QoS metrics such as response time and delay no longer suffice to fully describe Quality of Service as 

perceived by users. What is needed is a list of service requirements that are important to users, and 

therefore are likely to be profitable to service providers (Anagnostov et al., 1992). 

The increase of demanding real-time traffic may seriously threaten the ability of the Best-Effort (BE) 

service of the Internet to deliver acceptable levels of QoS to many users (Cullinane, 1998). This problem 

has led to suggestions that the Internet should implement classes of service according to the QoS needs of 

applications (Fishburn & Odlyzko, 1998; Gupta et al., 1995; Wang, 1998). Although resource allocation 

schemes differ in details, the premise from which they are constructed is fundamentally the same. This 

premise is to allocate service resources according to the assumed objective QoS requirements of 

applications. Network service providers are indeed now able to offer a wide range of facilities and 

services designed to address variability in the QoS requirements of applications. An example is the 

deployment of adaptive content delivery in Web-based applications, where content is altered to take into 

account application QoS requirements and varying network conditions (Abdelzaher & Bhatti, 1999). It is 

currently not known to what extent changes in objective QoS metrics are perceived by, and impact the 

behaviour of users; many QoS parameters have been found to interact in users' judgments of quality 

(Watson & Sasse, 1997). 

Traffic produced from different applications, or service classes, can be characterized through an 

associated payment (Mackie-Mason & Varian, 1994; Cocchi et al., 1993; Clark, 1997). For example, 

high-volume video may be sent as priority traffic by associating it with a high-priced stream. The majority 

of pricing schemes are based on the assumption that the amount and type of quality that is implementable 

within the network is identical to the quality that will be paid for by users. Previous research has shown 

that users judge the acceptability of pricing schemes according to a variety of dimensions (Mackie-Mason 

& Varian, 1994). The salience of these dimensions is determined, not by the fact that they are technically 

implementable, but by their semantic value. In networked multimedia applications in particular, variations 

in quality at the network level are not directly linked to the subjective assessment of quality received by 

the user (Watson, 1996). This suggests that users will pay for the QoS received in terms of the media 
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quality they require, and the level of media quality required may vary within the same application, 

depending on the user's task (Watson & Sasse, 1997). 

Both technical and economic perspectives of QoS produce solutions that are guided by the methodology 

they employ. For example, in econometrics the aim is often to produce equations that can be used to 

predict variables such as users' demand for network QoS (Koutsoyiannis, 1979). The parameters to these 

equations are usually not based on actual user requirements. Research that is conducted from a technical 

perspective seeks to investigate the performance of network parameters under a variety of objective 

conditions. The network community often assumes there is a straightforward relationship between 

objective quality, measurable at the network level (e. g. latency, jitter) and users' subjective perceptions of 

quality. This means that conditions such as the level or fluctuation of users' demand are assumed prior to 

testing. Recent work with users suggests that the relationship is much more complex. For example, users 

may judge a relatively fast service to be unacceptable unless it is also predictable, visually appealing and 

reliable (Ramsay et al., 1998). 

The success of any scheme that attempts to deliver desirable levels of QoS for the future Internet must be 

based, not only on the progress of technology, but on users' requirements (Keller, 1998). Although it is 

often recognised that a measurement of user satisfaction must be included in the assessment of the 

efficiency of the network as a whole, research is needed to identify how the cost of resource allocation for 

the service provider relates to the value of that resource to users. 

1.2 Research questions 
When designing technologies for electronic services, it is important to understand the interplay between 

different stakeholders and the extent to which providing benefits to one stakeholder may result in 

increased costs to another. The questions asked as part of this research examine users' requirements while 

considering the need to provide system-level developers with information from which to make design 

decisions that meet users' needs. Results from both the economic and technical domains are extremely 

useful in fmding solutions to the problem of providing optimum levels of network QoS in that they enable 

an understanding of the implications on network behaviour caused by users' choices. Clearly, however, to 

predict how a real-world network system will handle such choices research is needed to investigate, not 

only the definition of quality to users, but also how demands for network QoS depend on the context in 

which interactions take place. The aim of this research is to define users' requirements for network QoS, 

and investigate the relationship between users' assessment of QoS in different contexts, and the 

conceptual models that motivate that assessment. The ultimate aim of the research was to provide models 

that can be used to predict users' demand for QoS in priced and unpriced situations. These models should 

aid the integration of users' requirements for QoS into systems design, and therefore have immediate 

practical benefits for systems designers and users themselves. The research was structured in 3 key stages: 

1. Construction of conceptual models that motivate users' perceptions of network QoS and charging 

mechanisms. This stage involves the definition of salient QoS parameters. 

2. Capture of users' evaluations of objective QoS in different contexts. 

3. Integration of findings from previous key stages with technical and economic perspectives. 
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1.2.1 How can users' perception of QoS be defined? 

From a systems-level perspective, the allocation of maximum network bandwidth is often equated with 

maximum network efficiency. An essential part of this efficiency is said to be providing incentives to 

users. Incentives are often described in terms of objective quantities such as the magnitude of demand. 

These variables can be placed into equations for predicting network efficiency. 

The definition of QoS from the perspective of users differs from that employed by the technical network 

community. For example, from the perspective of the Internet Service Provider (ISP), QoS approaches 

that focus on optimising objective QoS may inform resource allocation mechanisms at a systems level. 

Users' subjective assessment, however - e. g. "this level quality is not acceptable" - is made in the user's 

context of interaction - i. e. the particular task in which they are engaged at a particular time (Watson, 

1996). The research reported in this thesis set out to define the QoS parameters considered valuable to 

users and how the value of such parameters maps to an associated charge. Only QoS allocation schemes 

that provide a valuable level of QoS to users will be in a position to drive demand for network services in 

an increasingly competitive market. 

1.2.2 How can users' requirements of QoS be captured? 
Due to the absence of previous work in the research area the methodology to investigate users' subjective 

QoS perceptions must be able to capture such data without requiring previously established hypotheses. 

Previous assessments of quality have required users to express a judgement after the interaction has taken 

place. However, quality derived from the Internet is unpredictable (Kelly, 1997; Buchanan, 1997). This 

results in the QoS received by the user in any one session being variable. In this situation it is unclear 

whether users base they post-session rating on the average quality received or on the first/last quality 

received. Methods of investigation should therefore ideally capture users' perceptions of QoS in a 

continuous and dynamic manner. 

This research question is further complicated by variability in the definition of QoS according to the 

application used. According to systems-level terminology, email is a delay tolerant application. However, 

the extent to which users will tolerate delay is affected by the goal for which the application is used. 

Furthermore, interaction effects between different components of an application have been established. 

For example, in multimedia conferencing tasks it has been shown that the audio component should be 

tested separately, as it is considered the most important part of the task (Watson, 1996). However, 

perceptions of QoS should also be rated in a full conferencing task in order to improve the ecological 

validity of the research. 

This research was designed to apply both qualitative and quantitative methodology to inform decisions 

concerning the optimum manner in which users' perceptions of QoS can be captured. As a result of 

applying a number of different methodologies, a contribution of the research is the provision of guidelines 
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that can aid researchers in selecting the most appropriate methods to use when investigating users' QoS 

requirements. 

1.3 Research approach 
The perspective of this research was not only to understand user behaviour relating to QoS, but also to 

interpret those findings into solutions to real-world problems. The research was conducted to establish 

users' requirements for QoS in a field that is traditionally focused on system-level technology. The results 

can aid the integration of users' requirements for QoS into systems design, and therefore have immediate 

practical benefits for systems designers and users themselves. For example, servers implement 

mechanisms that dynamically control the processing and delivery of information in response to users' 

requests. These functions are performed by using scheduling algorithms that allow requests to be 

processed in a specific order, for example, by Earliest Deadline First (EDF) scheduling. By prioritising 

requests according to users' requirements, the server can process the highest number of requests whose 

delivery still has utility to the user. 

In order to provide a service that is both valuable and implementable, there is a need for compromise 

between the encapsulation of QoS requirements and flexibility in their representation. The appropriate 

compromise necessarily involves tradeoffs between the ability of the network to statistically multiplex 

connections and allocate resources efficiently, and the provision of network-level parameters to which 

users can relate. In providing feasible solutions to real-world problems, this research was designed to 

address such tradeoffs. 

The overall research approach employed in this thesis will be a Human Computer Interaction (HCl) 

approach. The term `user' therefore refers to the system's end-user. However, the research will strongly 

reflect the fact that the provision of efficient QoS involves the integration of technical, economic and HCI 

perspectives. 

The phenomena under investigation are complex. The approach of this research is therefore to combine 

qualitative and empirical research. Qualitative data is needed to investigate users' motivations and 

conceptual models. However, it must be shown that these models have direct impact on users behavior 

when interacting with a system. Empirical data provides this evidence. 

1.4 Research scope 
With the advance of technology, networks are able to support an increasing number of applications. The 

research sought to develop models containing concepts that can be applied at a number of levels. This 

means that, at a high level, the factors contained in the models influence users when interacting with 

networks with variable QoS, regardless of the type of application with which they interact. However, the 

subjective definition of QoS clearly differs between applications. This research has investigated this 

definition experimentally. However, it was not possible to address users' QoS requirements applied to all 

applications using experimental methods. For example, regarding real-time applications, the research 
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places emphasis on the audio medium. Research shows that this is the most critical channel in Multimedia 

Conferencing MMC (Sasse et al., 1994). A large number of HCI research methods have been used in this 

research. However, the number of methods used for each had to be constrained to those that were judged 

to provide the most salient information. 

This research has made a distinction between users with significant networking knowledge and those 

without (see Section 3.5). Due to time constraints, it was on many occasions not possible to investigate the 

influence of many of the factors contained in the models using both types of users. This research therefore 

concentrates on the perceptions of users without significant networking knowledge, as this group of users 

forms the largest group of Internet users. 

This research addresses the perceptions and behaviour of individual users. It does not consider the QoS 

requirements of institutions. It is a premise of the research that the requirements of institutions such as 

companies and universities are, to some extent, an amalgamation of the requirements of the individuals 

that work within them. It is therefore arguably most valid to investigate QoS requirements at the level of 

the individual user. 

1.5 Contributions of the thesis 
Solutions to real-world problems inevitably involve the contribution and integration of a number of 

different domains. The arguments described in this thesis contribute to such solutions by integrating the 

results of user requirements research with both economic and technical perspectives of QoS and pricing. 

The thesis can therefore: 

" Inform researchers in the field of HCI of users' perceptions of QoS by providing a predictive model. 

" Describe affective research methodology for capturing users' requirements for QoS. 

" Aid the construction of predictive equations according to the principles of Econometrics. 

" Enable those involved in the design of network resource allocation mechanisms to design schemes 

that reflect acceptable levels of service. 

" Identify areas for further research into QoS and charging. 

Results show that it is not safe to assume a correlation between objective levels of QoS and users' 

subjective evaluations of that QoS. Rather, pricing mechanisms must address connections between the 

value ascribed to certain levels of quality, and the representation of that quality to users. The results 

presented in this thesis describe objective metrics that reflects users' tolerance for QoS. Servers can 

accommodate these metrics. The thesis additionally describes how established thresholds for QoS are 

affected by contextual factors that affect the magnitude of network resources that are required. The 

research is therefore of direct benefit for network designers working at the level of resource allocation. 

Furthermore, the results show how these factors can be manipulated in equations so that future user 

demand can be predicted. 
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1.6 Structure of the thesis 
Figures 1,2 and 3 show the order of research undertaken. This thesis is structured in the same order as 

research was undertaken. 

1.6.1 Definition 

Select research 
methods 

Investigate technical and 
economic perspectives 

Define subjective 
concepts 

Define user 
groups 

To stage 2 

Figure 1: First stage of research: Definition of subjective concepts relating to QoS 

1.6.1.1 Background 

The thesis begins with an introduction to the area of research (Chapter 2). The purpose of this chapter is to 

describe the context in which the research is imbedded. The chapter involves a discussion of technical 

issues related to QoS and pricing for networks. Existing research in this domain focuses almost 

exclusively on the capture and measurement of objective levels of QoS. Predicting user behaviour 

according to variables such as the charging scheme used is the focus of this research. The objective 

definition of relationships between certain variables such as price and demand is addressed by 

econometrics. Econometrics allows the creation of equations that may be used to predict degree to which 

variables are related. Measures of system utility sometimes make reference to the acceptability of levels of 

QoS to users. However, this variable is often represented by a single aggregate parameter to econometric 

equations (Christ, 1966), whereas users' perspectives of network quality have been shown to be 

multidimensional (Watson & Sasse, 1997). By documenting technical and econometric perspectives of 

network QoS, it is possible to see that work that addresses a users' perspective is needed. The chapter also 

shows how this contribution fills gaps in a more complete solution to the problem of network resource 

allocation. Subsequent chapters show how concepts that define user requirements are related to concepts 

from the technical domain. This enables a clearer understanding of a) how such requirements can be 

supported by the network and, b) how requirements can be related to econometric variables and used in 

equations that predict users' QoS demands. 

The ability of underlying network architecture to support user requirements is an essential consideration if 

solutions derived from this research are to be implementable. Part of the proposed research involves the 

defmition of technical concepts, and their relation to concepts derivable from other domains. Network 

architecture is considered in this chapter, according to the layered structure presented by the Open 

Systems Interconnection (OSI) model. 
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1.6.1.2 Methodology 

The methodology used by researchers is dictated by the research questions they seek to answer (Kuhn, 

1962). Providing statistics to prove a resource algorithm is efficient traditionally involves testing a number 

of predetermined variables in a simulated environment. For example, by monitoring packet drops and 

burst tolerance (see Chapter 2), strategies for network queue management have been claimed efficient 

(Quadros et at., 2000). This provides measures of objective network performance, according to 

predetermined criteria such as the level of latency delivered. This data can be used as a comparison for 

other measures of objective network efficiency but it cannot answer questions concerning subjective 

experiences of quality, or the user requirements that are partially driven by that experience. 

If we recognise that it is necessary to investigate user requirements, the methodology employed needs to 

be different than that employed to answer research questions from a technical perspective. Data that 

focuses on subjective perceptions of QoS is relatively limited. An investigation of appropriate 

methodology for capturing users' requirements for network QoS is also, therefore, a valid subject of 

research. The research method chosen needs to be sufficiently versatile to generate predictive models in 

the absence of previous, directly relevant research. Chapter 3 contributes to the thesis by describing and 

justifying the chosen research techniques, comparing them to the techniques used in other domains. 

A series of focus groups were conducted in order to extract the initial data from which models could be 

constructed. According to the requirements outlined for the research method, model construction was 

performed through the use of grounded theory techniques (Strauss & Corbin, 1990). A description and 

justification of the methods used to conduct both qualitative work, and the empirical verification of 

concepts contained in the resulting models, is addressed in this chapter. The design and implementation of 

software to capture users' requirements for QoS was a part of this research. The use of a new software 

tool, developed as part of this research, represents a new methodology allowing the dynamic extraction of 

subjective ratings. The justification for the use of this tool is presented in this chapter. 

1.6.1.3 Focus group studies 

The first stage of the research involves the definition of concepts that are relevant to users when assessing 

the acceptability of QoS and the charging mechanisms used to deliver that QoS. Chapter 4 describes these 

initial studies. These studies should be viewed as providing the data that forms the backbone of the 

research. The concepts that are the results of these studies formed the subject matter for further 

investigation. This chapter also contributes to the thesis by showing how users describe subjective 

categories of QoS. This not only tells us what to measure in subsequent experiments, but such definitions 

can be compared to those typically used in defining objective network QoS. It is then possible to see the 

amount of translation that is needed to map subjective definitions of QoS to objective definitions of QoS. 

This chapter contributes to the overall aims of the research by showing how network performance is 

perceived according to the context in which users interact. The investigation of context-dependent 

perceptions of QoS employs different methodology from technical investigations of QoS, the latter 

typically testing variables that are fixed prior to experimentation. 
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Focus groups were conducted with users possessing relatively extensive (advanced users) and relatively 

limited (novice users) experience of using networks. The results are presented in a set of models 

describing factors that influence users' definitions and perceptions of QoS. Suggestions for resource 

allocation schemes can be assessed for acceptability by referring to these models. The results from these 

studies show that: 

" For all users QoS is a multidimensional concept. Several subjective QoS dimensions are not directly 

translatable to the concepts that exist in the technical literature. 

" The goal of charging mechanisms should promote users' Confidence that the payment they make 

represents value for money. A predictable level of QoS that is in accordance with users' 

Expectations can promote Confidence. 

" Knowledge of the networking domain, experience with network applications and the particular task 

that is being performed determine users' definitions and perceptions of QoS. 

Advanced users All users Novice users 

Mobile telephone 
survey 

To stage 3 

Charging 
experiments 

Virtual Distance 
experiments 

Figure 2: Second stage of research: Testing subjective concepts of QoS 

1.6.2 Testing subjective concepts of QoS 

The second stage of the research involved conducting a number of experimental and survey studies (see 

Figure 2). The specific questions asked in these studies were driven by those concepts developed as part 

of the definition stage of research. These studies allow correlations between subjective and objective QoS 

to be investigated in a controlled situation. 

1.6.2.1 Investigating QoS requirements using large samples 

Literature concerned with systems-level QoS (e. g. Peterson & Davie, 1999), whilst stating that network 

performance must take user satisfaction into account, suggests that the elasticity distinction made for 

applications on a technical level can be directly translated to represent the value of certain types of QoS to 

users. The purpose of these studies was to challenge this assumption. Two on-line surveys were conducted 

to establish whether user assessment of elasticity varies within the same network application for different 

tasks. In each case over 95 participants were used. Results of this part of the research have shown that 

perceived quality is based on a specific combination of dimensions, depending on the particular task that 
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users perform. The basic assertion - that the characteristics of the users' task are a better predictor of 

perceived quality than the requirements of the network application - was confirmed. This chapter 

contributes to the overall argument of the thesis in showing that behaviour is dependent on context. This 

means that econometric equations must contain contextual variables that are expected to fluctuate 

according to the influence of other variables, during the course of interaction. 

1.6.2.2 Investigating QoS requirements in early empirical studies 
Chapter 6 describes qualitative and experimental studies. These studies were conducted using Web-based 

and real-time tasks. The aim of the studies was to explore the extent to which objective thresholds for QoS 

could be extracted from users' QoS requests, and how these thresholds are influenced by the context of 

interaction. The aim of the studies using Web-based tasks was to explore the effect of users' 

Expectations on their tolerance for different download times for Web pages. Results show that: 

0A mapping between objective QoS and users' subjective perceptions of that QoS can be 

identified and quantified. 

0 This mapping is influenced by a number of contextual factors including the type of task in which 

the user is engaged, the method of page loading, and cumulative time of interaction. 

" Users' conceptual models underlie the influence of contextual factors on subjective perceptions 

of QoS. 

The design of previous experiments was extended to investigate the influence of price and expenditure on 

acceptable levels of quality for interactive audio. In experiments using real-time media users' 

Expectations, and the influence of Predictability for audio quality were investigated. The results from 

these studies provide a set of data showing that these concepts influence users' perceptions of QoS and the 

extent that their behaviour is altered. The data also contributes by indicting, for audio quality, objective 

thresholds where QoS becomes unacceptable. 

To make a direct analysis of users' QoS requirements - as opposed to their evaluations - experiments 

should enable users to control the degree of fluctuation, and the level of absolute loss in the media quality 

they receive. This study therefore contributes to the aims of the thesis by allowing a direct analysis of the 

objective magnitude of demands made on a system. Results show that when users accept a pricing scheme 

they develop strategies to optimize their use of an expendable resource. 

The design of all the studies reported in this chapter incorporates qualitative methods to allow the 

motivations behind users' behavior to be explored. 

1.6.2.3 Investigating the influence of network knowledge 

The concept of Virtual Distance (VD) is defined as the physical distance between the location of the user 

and the destination of the data unit. VD is investigated as it is an example of how the concepts held by 

users effect their Expectancies of QoS. Collective Quality (CQ) refers to the user's perception of the 

quality received by other users of the network, or participants in the user's task. These concepts are 

present in the conceptual models of novice users. This chapter describes a questionnaire examining the 
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influence of VD at two levels of granularity (local and remote VD) on users' acceptance of QoS. The 

questionnaire also investigates the influence of task and network CQ. 

The evidence gained from the survey results show that VD influences users' perceptions of quality, in 

some circumstances. The results show that users' tolerance of poor quality increases as the physical 

distance between them and the source/destination of data is increased. Results also indicate that novice 

users are influenced by task CQ when judging network quality. 

1.6.2.4 Final experiments: Linking QoS to price 
To provide further validation to the structure of the models it is necessary to test the validity and 

interaction of a larger number of concepts in one study. Furthermore, to provide real-world solutions to 

the problem of increasing demand for QoS, it is necessary to understand how the subjective value of QoS 

can be related to the price of that service. In this way it is possible to ascertain whether price can be used 

to limit demand for QoS. This chapter reports the final experiment of the research. This experiment 

brought together a number of concepts previously investigated in this research. A prototype pricing and 

feedback system was implemented to test users' requirements for QoS feedback. The main hypothesis of 

the study was confirmed by the results. A strict linear correlation between the amount of quality delivered 

to users, and the price of that quality, cannot be assumed. Results show that a number of intervening 

factors influence whether users consider a certain price appropriate for a particular amount of audio 

quality. 

1.6.3 Integration of findings with other perspectives 
The final stage of the research involved assessing the new data from both a technical and economic 

perspective (see Figure 3). 

Derive econometric Describe Perform comparative 
equations implications for analysis 

network service 

Figure 3: Final stage of research: Integrate findings with other perspectives of QoS 

1.6.3.1 Comparative analysis 

This chapter contributes to the thesis by showing that it is possible to integrate technical and econometric 

perspectives of QoS with data derived from users, providing realisable solutions to resource allocation 

problems. 

Three main issues were investigated in this chapter: 

0 The definition of QoS: The ability to translate subjective into objective QoS parameters, and vice 

versa. 
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" The ability to translate conceptual models into econometric equations that can be used to predict 

magnitudes of demand for QoS. 

" The ability of technical mechanisms to deliver and receive appropriate amounts of information to 

and from users to meet this demand. 

1.6.3.2 Consequences for the design of resource allocation mechanisms 
The results of this research have implications for the acceptability of charging mechanisms, the 

prioritisation of requests in servers, the implementation and location of traffic shaping software and the 

viability of providing service classes. This chapter contributes to the research by describing how the 

results have consequences for the design of network resource allocation mechanisms. A summary of 

guidelines to be used by network designers is provided. 

1.6.3.3 Conclusions 

The final chapter of the thesis provides a summary of the research as a whole. It recaps the contribution 

made by each study to the overall aims of the research as well as the overall contribution made by the 

thesis to the bigger picture of network QoS and charging. The chapter indicates where gaps are still 

present in this picture and suggests how further work might build on the new results reported in this thesis. 
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Chapter 2: Network QoS and Charging 

2.1 A Technical Perspective of QoS and Charging 
The purpose of this section is to provide a technical description of networks that support variable QoS. 

The section begins with a description of the network architecture that supports QoS mechanisms, with 

reference to the Open Systems Interconnection (OSI) model. Functionality to support different types of 

QoS is then outlined. Figure 4 shows the location of this piece of preliminary investigation in the thesis 

research plan. 

Select research Investigate technical and Define user 
methods economic perspectives groups 

Define subjective 
concepts 

Figure 4: Definition stage: Investigate technical and economic perspectives 

2.1.1 Overview 

Traditional networks such as telephone and cable can be distinguished from computer networks in that the 

former are specialised to manage one form of data. Computer networks are configured to carry a range of 

application traffic. Since 1981 the Internet, the `network of networks', has being doubling in size, with 

usage expected to grow to 320 million by 2002 (The Internet, Analysis and Forecast, 1999). 

The Internet is an example of a packet-switched network. This type of network partitions data into 

separate units, or packets, before transmitting them individually across an undetermined route. It is with 

packet-switched networks that this thesis is primarily concerned. In contrast to packet-switched networks, 

circuit-switched networks, such as the Integrated Services Digital Network (ISDN), operate by 

transmitting data across a dedicated link in a continuous stream. 

The Internet currently provides only one type of service. This service is often referred to as a Best Effort 

(BE) service. This means that all packets are treated as having equal priority. In addition to growing usage 

of the Internet, the number of different types of application is also growing. Networks that support 

different types of QoS are being designed in an attempt to meet the needs of diverse applications. 

2.1.2 Network Performance 

The effectiveness of a computer network depends on whether it is `designed for performance' (Mackie- 

Mason & Varian, 1997). From a technical perspective, performance is related to objective QoS 

parameters. QoS parameters may be characterised into three dimensions (Peterson & Davie, 1999): 

0 Basic: packet size/rate. 

" Environment-sensitive: e. g. jitter, end-to-end delay, packet loss. 
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" Overall communication requirements: e. g., packet ordering, cost, and priorities. 

These determinants of network performance are linked to the concepts of bandwidth and latency (delay). 

2.1.2.1 Bandwidth 

The bandwidth of a channel refers to the upper limit on the number of bits that can be transmitted at any 

one time between two sites. It is therefore a spatial dimension. Much of the traffic on the network is bursty 

in nature (Kelly, 1997). This means that the number of bits that are transmitted across a link will often 

vary. 

2.1.2.2 Latency 

Latency refers to the amount of time it takes for a bit to travel from a certain part of the network to 

another. It is therefore a temporal dimension that occurs as a result of queuing in routers and switches and 

the time it takes to encode/decode data. Variations in latency are referred to as jitter. In packet networks 

network congestion caused by queuing can lead to the loss of packets. 

Although performance can be defined as the combination of bandwidth and latency characteristics, the 

relative importance of these two concepts will vary depending on the type of application being run. From 

a technical point of view, a client that sends a small connection message to a server and receives an 

acknowledgement is said to be latency-bound. In contrast, an application that requests a very large 

download receives a level of network performance that is dependent upon available bandwidth. As 

applications get larger, the Round Trip Time (RTT) becomes less significant while the link capacity 

becomes more important. 

Some applications do not make maximum demands for bandwidth. In some video applications, for 

example, in accordance with the utility of data updates in terms of the perception of users, frames are only 

sent when significant action takes place. For other applications, it is the variation in latency that may 

determine performance. The smoothness in an audio stream, for example, is determined by a low level of 

jitter. 

It is possible to define performance requirements at both the network and the application level. To 

represent these different requirements, layered models of network architecture have been developed. 

These models describe protocols that in turn support progressively more abstract levels of service and 

network communication. The OSI model addresses these different levels of communication. 

2.1.3 Network structure 
2.1.3.1 The OSI model 
The ISO (International Standards Organization) developed the Open Systems Interconnection (OSI) 

model (Figure 5) to allow software and hardware involved in a network system to integrate well. The 

model, if somewhat hypothetical, is a useful guide to understanding the operations of the network. It also 
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implies that each part of the network system may have performance and/or technical requirements that 

must be communicated to other layers. 

End-Host End-Host 

Application II Application 

Presentation II Presentation 

Session Session 

Transport Node within the network 
Transport 

Network Network Network 

Data Link Data Link Data Link 

Physical Physical Physical 

Figure 5: The OSI model 

The Application Layer: Provides network services (e. g., email) to applications. 

The Presentation Layer: Concerns the formatting of the data, e. g. the length of an integer or whether 

encryption is configured. 

The Session Layer: Manages different transport streams, e. g, audio and video streams in a video 

conferencing session. 

The Transport Layer: Responsible for the setting up, maintenance and closing a connection in a manner 

that is transparent from the session layer. Implements a process-to-process channel. 

The Network Layer: Responsible for routing data packets through a network. 

The Data-Link Layer: Ensures the reliable reception of transmitted bits through aggregation. 

The Physical Layer: Defines electrical characteristics of the communications channel, i. e. the transmission 

of raw bits over the link. 

The ISO's OSI model was constructed in reference to relatively low-speed data driven networks. Thus the 

QoS parameters it defines are of a static nature and do not consider parameters such as jitter. 

Several QoS dimensions can be understood by mapping them between the layers of the OSI model 

(Henshall & Shaw, 1988). Thus, QoS specifications are said to be different at different layers of the 

system. Although users may reason about QoS at a more abstract level, dimensions such as Choppiness 

(see section 4.2.1.1) could be translated into an absolute bound jitter and serviced at the network layer, by 

a resource allocation function. The responsibility for dealing with the translation of user requirements 

could be encapsulated in software at the application level. A problem with the OSI model, apart from 
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supplying limited means for QoS renegotiation, is that users may be forced to interpret network QoS at the 
lower layers. 

Hazlett (1997) postulates a QoS negotiation function that is responsible for analysing the QoS 

requirements associated with a task into separate components and then finding a scenario sufficient to 

support the complete activity. This software is responsible for monitoring network performance by using a 
feedback loop and issuing a degradation notice if necessary. This allows QoS renegotiation to take place 
between the layers of the OSI model. To understand how QoS negotiation takes place between the layers 

of the network system, QoS allocation mechanisms at each layer must be considered at a finer level of 

granularity. 

2.1.3.2 TCP/IP 

The Internet communicates using the Transport Control Protocol/Internet Protocol (TCP/IP) standard. 

The IP protocol (Postel, 1981 a) corresponds to the network layer of the OSI model, whilst the TCP part 

(Postel, 1981b) corresponds to the transport layer. Thus, TCP establishes and maintains a network 

connection whilst the IP allows data to be routed through a network. TCP information consists of 

acknowledgement messages from requests for connections between host and destination. 

TCP plays an important role in preventing congestion in the network using a sliding window algorithm. 

This algorithm allows a sender to send multiple packets up to the size of a window. This window has been 

advertised by the receiver and corresponds to the available buffer space. If there is contention at a router 

for the use of a link, queuing will occur. In some circumstances, the queues at routers become very long 

and packets have to be dropped. Assuming an essentially connectionless network, i. e. one that maintains 

soft state for each traffic flow, TCP has to maintain a new state variable for each source-destination 

connection made. This variable, Congestion Window, limits the transmission volume from the source. TCP 

increases this window size when congestion is low and decreases it when congestion is high. Feedback 

concerning congestion is via a time-out. As TCP does not send packets into the network with a 

reservation; the reaction of TCP to network conditions is dynamic. This mechanism can therefore be said 

to be Feedback-Based (Peterson & Davie, 1999). 

Each node in the network will be assigned an IP address that enables it to be located. The route through 

which packets are sent are not pre-specified. IP is therefore not designed to support performance 

guarantees. The IP protocol adds a header to the information it has received from the transport layer. This 

header contains information such as the source and destination of the datagram and the Type of Service 

(TOS) that can define the priority of the datagram, e. g. low delay. 

If an error occurs during the routing of datagrams, this is reported to the source node. This is obviously 

important for the extraction of the necessary feedback that an application and/or a user might require. 

However, as no guaranteed level of QoS is supported by IP, recovery of lost packets is the responsibility 

of the end-nodes. This abstracts computational complexity to the edges of the network, where applications 

can repair poor levels of QoS according to specific algorithms. 
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2.1.3.3 Queuing 

The queuing mechanism employed in a network is of central importance in the control of congestion. This 

is because buffering of traffic is a consequence of multiplexed and limited resource environments. Queues 

manage which packets get transmitted, and which get discarded. One of the most efficient aspects of 

packet networks is that it is possible for several hosts to send data across one path at the same time 

(Peterson & Davie, 1999). This is achieved through a system of multiplexing. Multiplexing means that 

packets from different users use the same queue. Several different algorithms exist for implementing 

queuing strategies in nodes so that packet networks can dynamically evolve to accommodate the variable 
demands of applications. 

In First In First Out (FIFO) queuing, there is no discrimination between packets or traffic type; packets 

are routed in a BE fashion. This means that if the buffer space at a router is full, then the next packet to 

arrive will be discarded. In the FIFO scheme, one flow can act in an `antisocial' manner, thereby virtually 

monopolising the network with packets. With increasingly varied traffic types, the simple FIFO queue is 

becoming inefficient (Bohn et al., 1994). A consideration is whether or not the implementation of traffic 

characterisations should be performed at the outer edges of the network (i. e. at the host), or within the 

network. In FIFO queuing, congestion-control is performed exclusively at the source. Arguably, without 

congestion information provided from routers this control is likely to be unreliable. However, there may 

be processing time overheads in requiring routers to store and transmit congestion information to the 

source. A variation on FIFO queuing is the idea of implementing several queues, each servicing different 

priorities. 

In Fair Queuing (FQ), queues corresponding to different flows are serviced in turn, ensuring none 

`starve'. Thus, if a source sends more packets into the network it can only add to its own queue. Packet 

length is a crucial factor in determining just how fair FQ is, more bandwidth potentially being given to a 

flow with larger packets. In order to cope with this the FQ algorithm simulates a bit-by-bit turn taking 

situation. 

FQ has been expanded by the idea of Weighted Fair Queuing (WFQ) (e. g. Nandagopal et al., 2000). This 

type of queuing can be used to prioritise the amount of service received by a queue. This is achieved by 

assigning weights to each queue that determine how many bits in the buffer should be transmitted at any 

one time (i. e. the percentage share of the network's bandwidth allocated to that queue). WFQ can be used 

to convey the priority of service required for a particular application, by allowing admission control 

decisions to be made at each router. This done by examining how much bandwidth is currently required 

by sources already accessing the particular link. This means that a higher price could be charged for the 

allocation of higher amounts of bandwidth. In the network, more bandwidth would be assigned to such 

traffic. However, bandwidth dominates performance only in certain circumstances, for larger 

transmissions. This indicates that some type of traffic characterisation/profiling, should be used in 

conjunction with WFQ to delineate the salient QoS drivers for that particular task. Such considerations 

clearly increase the administrative overheads in implementing such a scheme. 
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Furthermore, a WFQ router needs to be `learn' what weights to assign to a queue. This means that these 

sources would need to communicate this information to routers. A variation of FQ, Credit Based Fair 

Queuing (CBFQ) (Chan et al., 1995), uses counters to track credits associated with each traffic stream. 
Serving decisions are made on the basis of how much bandwidth has been allocated to specific traffic 

streams. 

2.1.3.4QoSandATM 

Asynchronous Transmission Mode (ATM) networks are connection-oriented, cell switched networks. A 

Virtual Circuit (VC) is set up from host to destination via a Virtual Circuit Identifier (VCI). This makes it 

possible to allocate resources to the route at the time that it is set up (signalling). Packets switched across 

the network are of fixed length and are called cells. When latency is a critical QoS parameter, ATM 

networks may have an advantage over variable length packet networks because: 

" Switching is faster when the unit of transport is predetermined and predictable. 

" Each switch will take the same amount of time to process the same number of cells. This enables 

several jobs to be processed in parallel. 

" The switch can forward the relatively small cell as soon as it finishes arriving, instead of waiting for a 
larger packet to finish arriving. 

Using this idea, it is possible to allocate different QoS to each of the Virtual Circuits. Indeed, in the ATM 

User-Network Interface (UNI) cell format, in addition to a VCI there is a Cell Loss Priority (CLP) bit that 

can be used to indicate which cells should preferentially be dropped at times of congestion. The technique 

can also match cell transmission rates to information generation rates. This provides some flexibility in 

differentiating QoS (see e. g. Cuthbert & Sapanel, 1993). 

A similar mechanism allows different control architectures to run in the same network (Murphy et at., 

1996). Such a mechanism is made possible by dividing the resources in an ATM switch into switchlets. 

Switchlets may create different virtual networks, some by implementing IP control mechanisms, some 

implementing ATM signalling. These networks can be created dynamically by the user (or entity 

requesting creation of the virtual network), who specifies the needed functionality. It is therefore possible 

to specify several virtual networks capable of carrying different traffic types or implementing different 

service classes. 

The I-series recommendations (CCITT) for digital networks based on ATM technology were developed to 

address QoS at three different levels. 

1. Call control: The establishment and release of calls. 

2. Connection level: Resource allocation. This allows traffic to be characterised in advance and 

policed to ensure the user does not attempt to upgrade the quality other than that which has been 

renegotiated. Hutchinson (1997) provides the example of encoded variable bit rate video 

characterised as peak rate = 50Mbps, average cell arrival rate = 25Mbps, burstiness =2 and peak 

duration =I Oms. 

3. Cell control level: Data transfer. 
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Although there is considerable flexibility in ATM networks in implementing different service classes, the 

CCITT's ATM model for QoS fails to adequately consider the needs of the user above the transport layer. 

Research is needed to develop an overall QoS framework that can translate quality requirements between 

different layers of the network system. This is a large-scale issue, involving the mapping of semantically 
loaded QoS at the application level, down through the layered system. Previous research has considered 

the role of users' subjective QoS requirements in priced ATM networks (ACTS CANCAN, 1997). 

Through field trials, the ACTS CANCAN project looked at how charges should be conveyed to 

customers, and their reactions to such charges. It was suggested that a protocol for dynamic contract 

negotiation would need to ensure that users must be sensitive to changes in prices. The ACTS CANCAN 

project has also introduced the idea of a session contract to denote a mutually understood agreement on 

service usage. However these recommendations are based on the assumptions that `charging principles 

should obviously be based on the network provider's need to recover its costs, and to make a profit'. The 

argument of this thesis is that the requirements of users dictate the ability of network providers to make a 

profit. Charging principles should therefore first be defined according to users' preferences for QoS 

charging schemes, and not on network-level criteria. The next section looks at how network services are 

characterised in the network domain. 

2.1.4 Characterising network services 
The IP protocol specifies different uses for its address space (e. g. unicast vs. multicast). Additional fields 

were altered in the header in line with the inadequacies of the current BE service. The FlowLabel and 

Priority fields, for example, may implement the prioritization of packets. This implementation recognizes 

the increasing presence of heterogeneous network traffic. However, not only is there increasing 

heterogeneity among applications, but these applications are being used to support an increasing number 

of tasks. For example, email is now no longer solely used as a mail service, it is also being used as a 

substitute for a telephone. There is therefore an increasing need for the prioritization of services to be 

dynamically allocated to specific traffic flows. 

An example of using a priority field within the IP header in order to prioritise traffic is provided by Bohn 

et al. (1994). This would enable IP routers to queue incoming packets by IP precedence instead of using a 

FIFO scheme. Bohn et al. propose a default precedence of 1 for bulk traffic and 7 for critical traffic, such 

as that concerned with management. Three categories of traffic are suggested (latency-sensitive, low- 

volume and sponsored). Whilst these partitions are not based on salient QoS drivers as perceived by 

users, the latter division illustrates the importance of considering different traffic characterisations across 

an agency's own infrastructure. 

Using precedence schemes, premium services can be differentiated from lower class traffic, the latter 

utilising the capacity not used by the premium service. A token bucket would be used to implement this 

scheme and enforced at the first hop router. A `token bucket' is filled with tokens at rate r, being depleted 

every time a packet is sent into the network. This scheme is analogous to a dynamic quota scheme and 

provides incentives to users to limit transmissions made over a certain period. 
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An example of a commercially available product that prioritises traffic is PacketShaper 

(http: //www. packetshaper. com/). This product controls TCP/IP bandwidth in order to provide the user 

with a choice of service classes with which to manage WWW traffic. The product partitions packets into 

relatively small units by delaying the receiver's acknowledgement of packets, and maintains state 
information about QoS in order to generate direct feedback. 

The scheme proposed by PacketShaper uses user-defined rate control to manage both real-time and non- 

real-time applications. The scheme needs a user-specified classification for a particular application or 
URL in order that bandwidth can be allocated in terms of a three-tier priority system. For example, a 
Bronze service may be allocated to a site containing only text whilst a Gold service may be necessary for a 

site containing video. 

2.1.4.1 Differential Services (DiffServ) 

The Derv architecture has been implemented to provide networks with a scalable service architecture. 

The DiffServ framework is based on the definition of various Per-Hop Behaviours (PHB). Expedited 

Forwarding (EF) and Assured Forwarding (AF) classes have been defined in RFC2598 (Jacobson et al., 

1999) and RFC2597 (Heinanen et al., 1999), respectively. EF can be used to build virtual leased-line 

services for real-time applications. Simulation studies underpin evidence that even IP telephony with 

relatively restrictive delay and jitter requirements can be supported sufficiently well, as for example 

shown in Anurag et al. (2000). The picture is much less clear with respect to AF PHBs. Four levels of 

forwarding assurance have been defined, each one allowing the choice of three different degrees of 

dropping preferences. For example, the DiffServ architecture makes it possible to provide users with a 

guaranteed rate service. Edge and core routers drop packets whose arrival rate exceeds their fair share of 

bandwidth. Arrival rates can be estimated at edge routers. This has been combined with in/out bit schemes 

(Nabeshima et al., 2000). Each packet is checked for whether it is in or out at each router. This is an 

example of how different service profiles can be attached to packets that are generated from different 

applications. 

There are currently two approaches implementing DiffServ. Schemes such as Absolute Service 

Differentiation (ASD) use an admission control mechanism. In this scheme, each user's request for service 

can be assessed at the edges of the network. The advantage of this scheme is that the user could be 

relatively assured of the level of service s/he could expect to receive. Relative Service Differentiation 

(RSD) forwards packets into the network with an indication of their relative priority. This means that only 

relative performance assurances can be provided. RSD is technically preferable to ASD as it is relatively 

easy to deploy (Banchs & Denda, 2000). Different granularities of resource allocation are possible with 

RSD. This allows a pricing scheme to be closely coupled with resource allocation. 

An example of user-based service differentiation is User-Share Differentiation (USD) (Wang, 1998). In 

this scheme, Internet Service Providers (ISPs) characterise traffic flows according to the nature of each 

user's traffic. The BE mechanism of the Internet, as it is today, makes it extremely difficult to provide 
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traffic with any guarantees of service, explicit or relative. The aggregated traffic prevents this 

characterisation of flow. 

Whether congestion control is implemented at the edges of the network depends on whether a resource 

reservation based system is employed. When congestion control is implemented, routers are always 
involved, as in the case of explicit feedback requirements. For the deployment of USD the scheduler 

needs to be able to share queuing space proportionately at bottleneck links. The advocates of USD point 

out that admission control at inter-ISP boundaries is inefficient due to the variety of bottlenecks in terms 

of size. This would mean that the user would have multiple profiles for different bottlenecks. 

2.1.4.2 Integrated Services (IntServ) and RSVP 

Differentiated service proposals have been designed to offer alternatives to schemes based on integrated 

service using the Resource Reservation Protocol (RSVP) (Bernet, 1998), which utilizes end-to-end 

reservation. It has been found that, in a number of circumstances, networks that are capable of reservation 

will have important advantages over networks that implement BE services, regardless of how cheap 
bandwidth might become (Peterson & Davie, 1999). In RSVP, the level of QoS is programmable 

according to requests from applications. However, although these schemes are able to provide QoS within 

guaranteed bounds by setting up per-flow connections, they have obvious scalability problems in terms of 

traffic characterization due to the maintenance of state in the routers. Although RSVP relies on the soft 

state which automatically times out instead of having to be explicitly removed, in some contexts (e. g. 

mobile environments), we cannot expect fixed QoS guarantees to be maintainable. 

RSVP does not assume that it is the sender's job to reserve resources. This implementation may come 

from the recognition that in the Mbone, a multicast overlay of the network, there are many more receivers 

than senders. In a receiver-based mechanism, users can renegotiate the resources allocated to them, as the 

receiver must refresh soft states from time to time. Reservation-based congestion control involves 

resource reservation at the time of the establishment of the flow. Routers must then allocate and monitor 

their resources in line with the accepted request. This is a system where the absolute admission/non- 

admission of the flow to the network is configured. 

In the wake of early enthusiasm for IntServ, it has been realized that this service model would imply 

serious drawbacks if applied on a wide scale for data communication. Scalability, flexibility concerns and 

reliability matters soon emerged among other causes of hindrance. The integrated service model is built 

on the principles of admission control, flow-based resource reservations, the existence of appropriate QoS 

interfaces and signalling protocols, and techniques for specification and definition of QoS semantics. It 

would provably be able to provide QoS support with guarantees in packet-switched networks. 

Nevertheless, a paradigm shift has occurred due to the very nature of the Internet and its properties, which 

almost oppose the IntServ model's principles. Immediate and global connectivity, egalitarian packet 

switching and scheduling, cooperative control mechanisms, self-organizing routing, statelessness, and 

oblivion to connection properties at the network level were identified as among the main warranties of the 
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success of the Internet. Therefore, a shift towards weak QoS-assurance paradigms occurred based on 
differentiation of service classes rather than on the granularity of flows (Nichols & Blake, 1997). 

2.1.5 Interim Summary 

A description of the technical perspective of network QoS and charging has shown that: 

0 The operations of the network system can be divided into layers and the efficient performance of 

the system is a product of efficient performance at each layer. 

0 Network performance is characterised from a technical perspective according to the parameters 

of latency and bandwidth. 

0 Technical mechanisms exist that can characterise application traffic into specific classes of 

service that can be associated with a priority connected with a certain level of QoS. 

0 From a technical perspective, weak QoS-assurance paradigms based on differentiation of service 

classes are currently regarded as preferable to schemes based on the granularity of flows. 

This section has presented an overview of some of the mechanisms that can support network QoS. It is 

clear from this description that the technical capability exists to tailor QoS to the needs of applications. 

QoS implementation details at lower levels of the OSI model (see Figure 5), have implications for 

subjective perceptions of QoS, despite having little or no direct effect on higher levels of that model. For 

example, a video CODEC might be the most important determinant of objective QoS. Additionally, in an 

e-commerce application, server-level latency rather than network congestion may account for latency 

received in a browser. Subjectively, however, users judge QoS at the application level - where their task 

is supported. A user-centered approach to QoS is concerned with users' subjective experiences. This 

experience does not allocate QoS according to the different levels of the OSI model. Instead, users judge 

the value of an interaction according to their ability to perform their task. Figure 6 illustrates the division 

between subjective and objective QoS. 

The next section argues that we cannot divorce the needs of applications from the needs of users. 

Furthermore, the needs of users are subject to a number of contextual determinants. This leads subjective 

and objective definitions of QoS to differ. 

2.2 A User-centred Approach to QoS and charging 
The purpose of this section is to relate the technical perspective of QoS, outlined in the previous section, 

to users' requirements for QoS, and to discuss mechanisms proposed to charge users for QoS. 

2.2.1 Background 

Arguably, for a system to function efficiently, the requirements of users cannot be divorced from the 

implementation of network architecture, and the utility of any technical implementation is clearly limited 

by its ability to fulfil such user requirements. Cuthbert & Sapanel (1993) point out that there is a 

distinction between a service, for which a customer pays, and an application, how a customer makes use of 
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a service. Systems that represent modern telecommunications are complex, dynamic and highly interactive 

(Ward, 2000). However, the holistic model that represents these systems is not well understood in an era 

where complexity is giving rise to an increasing need for specialisation. Paradoxically, senior managers 

and designers of network resource allocation systems in need to appreciate an integrated model of QoS, 

and its drivers since an implementation decision on one level can effect demand for network services as a 

whole. However, it is as of yet not clear if and how QoS parameters defined in accordance with network 
functionality map onto users' subjective perceptions of QoS. Traditional QoS metrics for instance, 

response time and delay no longer suffice to fully describe Quality of Service as perceived by users of the 

Web. The aim of this thesis is to understand the concepts and constructs held by users regarding the 

network QoS they interact with, and the way they are charged for that quality. Many QoS parameters have 

been found to interact in users' judgements of quality. For example, Web pages that are retrieved faster 

are judged to be significantly more interesting than their slower counterparts (Ramsay et al., 1998). This 

suggests that the factors that influence users' judgements of QoS are both complex and large in number. 

Multimedia communication has gained increasing attention, both from the application side and the 

network provider side. While resource provisioning for QoS support in packet-switched networks has led 

to the design and development of sophisticated QoS architectures, notably ATM, IntServ or DiffServ, 

research has not exactly been user or application-centered. During the evolution of QoS architectures, the 

integrated service network approach has lost momentum, and with it, the notion of QoS guarantees. Many 

new multimedia applications based on video, audio and voice communication in fact require much less 

stringent QoS assurance than originally anticipated. Streaming video and audio, for example, became very 

popular within the confines of the WWW, contributing now almost three quarters of overall Internet 

traffic. Delay and loss became much less critical under these circumstances, so that throughput could be 

identified as the dominating QoS factor governing non-real-time multimedia communications. Playout 

buffers and retransmissions serve well those types of applications in the given context. 

The almost-ubiquity of the Internet has considerably shaped the organisation of the work of many users. 

As a result, traditional applications such as email, not considered as time-critical, have become regularly 

embedded into the workflow process so that de facto delay requirements have emerged. These may be less 

severe than real-time requirements as for IP telephony, imposing a delay-bound of a few hundred 

milliseconds, but can nevertheless be identified as significant constraints in the end-to-end path. Internet 

access providers, for example, apply different policies in the time pattern of delivering emails to their 

subscribers, sometimes without considering the significance of delivery time to users. 

The current double challenge is to build services from classes of assured forwarding behaviours that both 

meet applications' and users' QoS requirements and simultaneously are transparent to potential cost 

models. Charging for services based on AF PHBs may be more difficult to sell than earlier models that 

focused on the integrated service network model (Breslau & Shenker, 1998). Conceptually, customers' 

willingness to pay should be inversely proportional to their willingness to adapt. If adaptation is required, 

it remains to be decided on how to adapt, that is, what information is considered salient in a given context 

from the user's perspective. 
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What is currently missing is a technique for specification and mapping of application and user QoS 

preferences on evolving, yet to be defined, service profiles. In addition, adaptation of applications (and 

users) is becoming increasingly important in the face of dominating weak QoS-assurance paradigms, both 

in wire-line and wireless environments. Research is needed to investigate cognitive and perceptive 

conditioning of users in situated and context-sensitive settings. For dynamic application adaptation 

playing an essential, complementing role in the face of the emerging DiffServ framework, not only 

application-type specific knowledge is required, but also context and usage sensitive information will be 

valuable for controlling the adaptation process. Semantic-driven codecs such as MPEG4 may play an 

important enabling role in that respect (MPEG Requirements Group, 1997). 

The introduction of charging to network services means that QoS received will be associated with a notion 

of value. Arguably, users are more likely to find a charge acceptable for parameters that they perceive as 

valuable. The charging mechanisms that support the current BE Internet service are based on a fee 

calculated regardless of the type or amount of bits sent. The increase of demanding real-time traffic may 

seriously threaten the ability of the Internet to provide acceptable levels of utility to many users (The 

Internet, Analysis and Forecast, 1999). Furthermore, it has been argued that a flat-fee charging system 

encourages users to ignore the delay penalty they may impose on others when the Internet becomes 

congested, although during periods of non-congestion the incremental costs of sending extra information 

across the network will be near to zero. Accordingly, several alternatives to the flat-fee charging model 

have been suggested, from bidding for access (Mackie-Mason & Varian, 1995), to the use of quotas 

(Bohn et al., 1994). 
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Figure 6: The relation between objective QoS & perceived QoS 

If different degrees of quality could be established with regard to users' QoS requirements, it would be 

possible for a network provider to segregate network resources according to users' willingness to pay.. 

Figure 6 illustrates the relation between subjective and objective QoS. 
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The Internet is a statistically multiplexed service, aggregating traffic from many sources (see Section 2.1). 

Multiplexing is arguably one of a network's most desirable features, allowing the delivery of several 

application requests at the same time. This profile is, however, threatened by the inability of the network 

to control the distribution of the traffic it supports (Peterson & Davie, 1999). Due to the multiplexed 

nature of the network, the delay of traffic because of congestion imposes external social costs to users. 
Furthermore, if one user sends high volume video traffic into the network, that user subjects a fellow 

user's packets to delay and even loss. 

Table 1: Minimum thresholds for acceptable QoS 

Application Minimum user requirement 
Video 5 frames per sec (Frowein et al., 1991), (Watson, 1996) 
Audio < 30% packet loss' (Sasse et al., 1994) (Watson, 1996). Latency < 

400ms 

Interactive real-time 
muimedia 

Delay < 200ms. Jitter < 200ms (Watson, 1996) 

Web-page access Latency < 11 seconds (Nielsen, 1994), (Bouch et al., 2000) 

Studies that focus on users' perceptions of QoS aim to discover the factors that influence subjective 

opinions of certain levels of objective QoS. Table I presents established minimum QoS required by users, 

for some example applications. 

The figures presented in Table 1 can be used as guidelines for application-specific QoS requirements. 

However, users' intentions make a difference on top of inherent media qualities. Quality can be defined 

from a lower level, using metrics such as packet loss (see section 2.1.3.2). At the highest level, the 

definition of quality is valid insofar as it carries semantic value to the user. For example, users may 

conceptualise the quality they receive in terms of attributes of the media stream (e. g. smoothness), or 

attributes of the entire session (e. g. reliability). From a user's perspective, quality associated with an 

application has been shown to be a multi-dimensional, variable concept (Watson & Sasse, 1997). It has 

been recognized that what determines quality depends on the purpose of interaction. The extent to which 

QoS is perceived as degraded depends upon the real-world task that the user is performing (Watson, 

1996). Examples of heterogeneous applications include desk-top multimedia video conferencing, FTP, 

email and distance learning. It is acknowledged in the technical community that non-interactive traffic 

from applications such as email is relatively delay-tolerant or elastic when compared to real-time 

applications, characterized as inelastic (Shenker, 1995). If it were possible to discover, with reference to 

the real-world task, how users characterize such traffic, a differentiation based on this characterization 

could be made within the network. For example, Virtanen et al. (1995) identified continua within which 

users could describe a particular level of QoS, according to the particular context in which they were 

operating. 

1 Where the packet size is 40ms 
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Evaluating users' QoS requirements is further complicated by the effect on subjective perceptions of 

quality created by the interaction between different media. For example, in multi-media conferencing 

users typically require higher audio quality relative to video quality (Bolot et al., 1995). However, if the 

user's task is such that lip-synchronization is required between the audio and video, the quality required 
from the video stream is 16 frames per second as a minimum (Kouvelas et al., 1996). Furthermore, it has 

been found that lip motion can alter users' voice perception (Blokland & Anderson, 1998). 

QoS is determined in the network according to objective parameters such as jitter and latency (see section 

2.1.2). However, the quality of media required by users can seldom be derived from an analysis of purely 

objective QoS dimensions (Watson, 1996). Through a series of experiments using multimedia 

conferencing, Watson & Sasse (2000) found that perceived quality varied depending on the task that 

participants were required to perform. Furthermore, experiments into responsive charging (Mackie-Mason 

& Varian, 1997) found that valuations of QoS differed across time, user group and task. Bearing this in 

mind, the authors argue that it is important to determine the type of feedback required by users in order to 

promote desired behavior. Indeed, employing user's reactions in a feedback loop (see Figure 7) allows 

price-sensitive users to reflect the value of the quality they received. 

Results from these simulations (Mackie-Mason & Varian, 1997) show that technical network efficiency 

(measured by packet loss) and user satisfaction is increased when feedback concerning congestion and 

pricing is supplied to users, compared to an unpriced scheme. This suggests a possible interaction between 

the presence of feedback and the acceptability of the charging scheme. Additionally, the results illustrate 

the interaction between the valuations of users and the performance of the network. Engineering measures 

of QoS alone, whilst addressing network efficiency, are an imperfect measure of its economic efficiency. 

Users' subjective valuations of quality must be considered if payment behaviour is to be optimised. 

Users' Expectations about the future state of the network have a significant impact on their decision as to 

whether to consume bandwidth. Any model of user behaviour, therefore, must contain a parameter 

representing users' re-evaluation of their decisions (Huberman & Lukose, 1997). The authors argue that 

the greater the uncertainty the user has concerning the network's state, the more likely that users is to be 

uncooperative. This introduces an element of Risk into using the network. 

Huberman & Lukose (1997) have argued that uncertainties about the future QoS users can expect produce 

an important social dilemma. Research into the latencies produced by the Internet has shown that there are 

intermittent periods of congestion, created by such dilemmas. Uncertainties about the state of the network 

lead to a situation where the marginal costs of co-operation are less than the personal cost: 

b>c>b/N 

Where c= user's personal cost 

b= benefits per co-operating member 

N= Total Number of users co-operating 
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These ideas are related to networks in which no charge is made for services. Huberman & Lukose (1997) 

suggest that the congestion problems experienced by users would disappear if usage based charging were 

to be introduced. However, the research raises important issues that should be considered even in the latter 

circumstances. Such issues concern how users' behaviour may be affected by their conception of the 

network as a shared resource, and the element of Risk and uncertainty associated with its use. 

2.2.2 Charging for QoS 

The issue of charging for network QoS can be viewed from a number of different perspectives. The 

immediate concern of a network operator, for example is to get the best return on investment for 

equipment (Cuthbert & Sapanel, 1993). This thesis is concerned with users' requirements for network 

charging, and how these requirements can optimally be supported by technical network mechanisms. 

It has been argued that usage-sensitive pricing is the only way to avoid possible anti-social behaviour by 

users (e. g. Fishburn et al., 1997). However, users have a preference for flat-rates (Cosgrove & Linhart, 

1979), and will pay more under this scheme compared to a usage-based scheme (Mueller & Schement, 

1996). The problem is, therefore, not a simple case of analysing the most technically feasible charging 

mechanism, but also how to make the solution acceptable to users. Ignoring either network or user 

requirements may have disastrous consequences, as was seen in the `tragedy of the commons' when flat- 

rate charging encouraged users to over-use the system (Hardin, 1968). 

DESIGN 
LOOP 

Figure 7: Closed-loop feedback scheme 

2.2.2.1 Usage-based charging 

The main argument for usage-based charging from a user's point of view is that, when we are concerned 

with a scarce resource, those that value that resource more highly can pay for its supply. If this resource is 

used in different ways, service classes can be applied to differentiate its use appropriately. Research has 
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shown that this is a technically feasible solution (see Section 2.1). Different types of traffic sent onto the 

network may have different QoS requirements associated with them. The tasks that generate such traffic 

can be located on a continuum according to a vector of values, each of which can be more or less elastic. 
The need for usage-based charging can be summarised as being to: 

0 Accurately reflect the marginal cost of transporting additional packets across the network: This is 

essentially zero at periods of no congestion. 

" Decrease the absolute congestion on the network: with a flat-fee mechanism, users have less 

incentives to restrict their usage of the network. 

" Allow different user groups to pay only for what they use: If flat-fee costs are based on the 

average use of a connection, ̀ small' user groups will subsidise larger user groups. 

" Reflect the incremental social cost of delaying another user's packets: If the price of sending 

additional packets into the network when it is congested is positive the user pays the cost 
imposed on other users. 

2.2.2.2 Flat fee charging 
Whilst network bandwidth is a resource that is sensitive to usage, the capacity of a user's connection to the 

network is a fixed value. From a logical point of view, this connection should therefore be charged 

according to its capacity. Cosgrove & Linhart (1979) studied the effect of applying flat and usage-based 

charging mechanisms to the telephone service (Mueller & Schement, 1996). Cosgrove & Lirahart (1979) 

showed that users reduced their usage of the network when faced with usage-based charging. Additionally, 

customers would choose the flat-rate option regardless of the amount of calls made. The higher the usage 

level, the more likely customers were to choose the flat-rate option. 

These results may indicate that the Predictability and simplicity of charges are criteria valued by 

customers, and because of this they will actually pay more than their usage levels require. In a study of 

American households, it was shown that families did not want to install phone lines because they were 

uncertain about the magnitude bills incurred by usage (Brittan, 1997). This does not, however, explain 

customer preferences for flat-rate mechanisms at a low level of usage. These results do suggest that an 

adequate feedback mechanism, informing customers of likely charges, might increase the acceptability of 

usage-based charges. 

Charging users a flat fee has relative advantages over charging for usage in terms of the cost and time for 

implementation, eliminating the need for charging infrastructure and traffic measurement. However, the 

relative benefit of flat-fee charging depends on whether the alternative solution is implemented at the 

edges or the center of the network. Avoiding associating a charge with each individual packet sent could 

alleviate implementation overheads incurred with usage-based charging. What is more, these overheads 

largely depends on whether network usage is being charged on a continual basis, or whether its usage is 

priced only during congestion. The argument for flat-fee charging can be summarised: 

0 To accurately reflect the costs of adding access lines and switching equipment. 

" To decrease costs of accounting and administration. 

" To reflect the preferences of users. 
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" Charging of information goods is dominantly flat-fee (Fick & Richie, 1991) making such a 

charging mechanism might be viewed as consistent and familiar in the eyes of users 

According to these pieces of research, some discrepancy exists between users' preference for flat-fees and 

the deployment of usage-based charging as required to make potentially more efficient use of network 

resources. There is an obvious need for compromise between these two forms of charging. As networks 

such as the Internet provide a service, their usage will depend mainly on the subjective reactions of users 

to charging schemes (Bouch & Sasse, 1999). The work reported in Cosgrove & Linhart (1979) and 
Mueller & Schement (1996) was concerned with a network that caries only one form of media 
(telephony). Data networks are able to carry a number of different applications with potentially different 

QoS requirements. Work is therefore needed to relate these previous findings to data networks. 

2.2.2.3 Service classes and traffic characterisation 

Cocchi et al. (1993) have argued that, in order to produce performance incentives, it is necessary to 

support service-class sensitive charging for any multi-class service discipline. Using this paradigm, it is 

possible for users to prioritise their packets to conform to what they perceive to be acceptable QoS. In this 

situation, users could opt to pay a higher price for higher quality. Research shows that users engaged in a 

single non-interactive task were more satisfied with service- sensitive charging than flat rate charging and 

the former also increased the efficiency of the network (Mackie-Mason & Varian, 1997). Although the 

ecological validity of the experiment is questionable (e. g., burstiness is more likely to occur in interactive 

real-time applications), these findings contradict previous findings for flat-fee preferences in telephone 

networks. 

In the model of Bohn et al. (1994), several priority classes can be mapped to service classes. In this 

model, users voluntarily set traffic priorities (or a `precedence level') to characterise their traffic. Whilst 

Bohn et al. (1994) have appropriately taken into account the differences between traffic types in terms of 

burstiness, there is no incentive under this scheme for network providers to provide multiple precedence 

networks (Gupta et al., 1995). Additionally, application titles may not be an accurate reflection of 

application content; some email applications, for example, support real-time transactions. In order to 

explore this issue further, it would be necessary to look at how users characterise the boundaries between 

tasks, in order that a representative traffic characterisation can be derived. 

In contrast to the work reported in Cocchi et al. (1993) and Bohn et al. (1994), schemes have been 

suggested where pricing is based on the marginal cost of the congestion externality. It is argued that, as 

the load placed on the network increases, `quality' will be correspondingly highly priced. These ideas are 

extended to encompass the dynamic alteration of demand for priority service. Whereas the model in 

Cocchi et al. (1993) provides no incentive for the user to act in a socially desirable way, in this model 

users must bear the potential penalty incurred by making the choice of priority pricing. 

Research on users' preferences for the Predictability of flat-fee pricing shows that from the perspective of 

a human user, it may be preferable to use ASD. However, from a technical point of view, ASD is far 
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harder to deploy than RSD. This is an example where there the optimal solution for the user is likely to be 

at odds with the optimal solution of designers of resource allocation mechanisms. The overall optimal 

solution involves a compromise between these two perspectives and means that trade-offs between user 

and network requirements will have to be made. Work that establishes the nature of these trade-offs is 

critical to the usability of the network system. 

Paris Metro Pricing (PMP) uses class-based resource allocation. This scheme assumes that each flow 

requires a set of resources that are in common with other flows. However, HCI research shows that users' 

requirements are driven by the particular task in which they are engaged (see e. g. Young & Harris, 1986; 

Fowler et al., 1989). This means that a flow generated from a certain application could have different QoS 

requirements than another flow generated from the same application. This suggests that class-based 

allocation is not at a sufficiently low level of granularity to account for the variation in users' QoS 

requirements. 

The differentiated service scheme USD involves, not the separate reservation of bandwidth for each flow 

per session, but sharing of a pool of bandwidth among multiple users. This scheme is an example of user- 

based resource allocation. Users are given a minimum amount of individual bandwidth, according to the 

user-ISP contract, and a minimum share of bandwidth over this amount. Advocates of USD argue that this 

scheme strikes the correct balance between aggregation and isolation of sources (e. g. Wang, 1998). Its 

additional benefits may be: 

0 The definition of `user' is flexible: This entails that the level of aggregation of traffic is also 

flexible. For example, the ISP is free to implement multiple classes of traffic to reflect the needs 

of different users; some users may only require a BE service. 

0A hierarchical management structure is provided: The ISP allocates bandwidth to the user, the 

user then allocates among their applications. The user can choose to mark its applications to 

reflect loss or delay priorities. This has important implications for traffic classifications at 

different levels of the market structure. 

0 Incentives are provided for users to control their traffic sending rates. 

This scheme presents a feasible solution to the provisioning of bandwidth. However, even though it allows 

the partitioning of a shared resource, network managers are responsible for defining QoS. It does not 

address how such streams are characterized according to the value they hold to users. The success of this 

scheme, therefore partially depends on results from research that investigates whether the definition of 

quality varies according to users' tasks. As argued by Banchs & Denda (1998), user-based relative 

allocation may be preferable to class or packet-based resource allocation. In a user-based allocation 

scheme users buy a relative share of the available resources. However, this scheme requires that 

information regarding each user is stored in core nodes. If different resource allocation information is 

required for different instances of the same application this makes the scheme unscalable. The viability of 

such mechanisms therefore depends on research that can show the amount of QoS profile flexibility 

needed by the users of applications. 
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2.2.2.4 Quotas 

A scheme of quotas in addition to fixed-fee charging has been suggested (Bohn et al., 1994). Weights 

assigned to priorities and quotas are diminished in proportion to the sum of the weighted packets a user 

puts into the network. In this fashion, the user may, for example, send elastic traffic such as email packets 

with a delay priority/weight of zero. This system combines flat-fee charging with usage-based charging. 
From a user's perspective, this scheme combines the Predictability of bounded usage with the flexibility 

to request increased QoS when it is needed. Under the quota scheme, the average rate of service requests 

are optimal for every user considering the price and anticipated delay. Bohn et al. (1994) suggest that 

software developers should set default priority levels for applications depending on the traffic they contain 

making use of multiple queues at routers based on IP precedence. 

223.5 Expected Capacity 

The scheme of Expected Capacity (EC) (Clark, 1996) recognises the role of users' perceptions of QoS in 

describing priority charging. This scheme recognises that charging mechanisms can allow users to select 

between different service options. The issue of pricing the Internet is discussed from the user's perspective 

through the concept of EC. This term addresses the extent of dissatisfaction likely to arise if a target QoS 

dimension is not met. Traffic is flagged according to whether it is `in' or `out' of the EC profile. When 

congestion occurs, those packets tagged as `out' receive a congestion pushback notification before those 

tagged as `in'. The user should have an opportunity to tag his packets in different ways when he receives 

an indication of congestion levels. It is argued that the problem with most priority charging schemes is that 

the majority do not allow users to express a desire for a particular amount of QoS; users only being able to 

adjust their absolute position in routing queues. Further research is therefore needed to establish QoS 

thresholds below which users are likely to find the level of service they receive unacceptable. This would 

enable to amount of QoS requested to be predicted. 

EC states that in users' minds there is no direct link from a priority to a particular service; users only have 

an expected capacity about what QoS can be delivered. This expectation, if measurable, is the variable 

that should be priced. However, from the discussion presented, it is not clear how users' expected capacity 

would be affected by different tasks or user group heterogeneity. The theory gives precedence to the 

importance of providing users with a service that is in line with their Expectations. Technical 

mechanisms indeed exist to provide a service that users can predict. The fact that edge routers are able to 

make an estimation of the arrival rates of packets indicates that it is possible to configure estimates of the 

probability that network congestion will occur back to the application level. From this level, the 

information can either be encapsulated or shown directly to users, depending on their preference. The 

contract for certain levels of service could state that traffic cannot exceed a certain peak rate. This scheme 

would create a smoothing affect on this traffic, unlike the affects of the typically bursty normal BE traffic. 

This would allow the services to be relatively predictable. 

Additional positive features of the EC theory, from a technical perspective, may be that no additional 

queues are required in each router, thus decreasing administration overheads. However, it is not clear how 

strong users' incentives would be to specify a socially optimal level of EC. 
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2.2.2.6 Smart Markets 

The Smart Market charging model (Mackie-Mason & Varian, 1994) is a system where users submit a bid 

price with each packet they wish to submit to the network. This field, representing willingness to pay, 
indicates that the price to send a packet varies as the degree of congestion on the network varies. This 

approach recognises the relatively unpredictable patterns of congestion in the network. Packets would be 

queued according to bid price and thus a relative priority is achieved. However, users do not actually pay 
the price that they bid for the packet, but the bid price of the first packet not admitted to the network. 
Thus, the equilibrium price at a point is the bid of the marginal user. This maximises net social benefits 

and user incentives to bid accurately. 

The Smart Market model may be criticised from both a technical and usability perspective. From a 

technical perspective, the Internet is a far more complex structure than advocates of Smart Market 

charging seem to have assumed (Odlyzko, 1997). Network congestion may take place at many routers. 
Users might therefore pay for packets at some routers, only to be delayed further along the path. The 

continuous arrival of packets at a router can result in several auctions taking place at any particular router. 
This may pose a significant delay on packets even though a bid may be relatively high. 

In the Smart Market model, users would set a default value in their software for different traffic 

classifications. For example, it is suggested that file transfers would have a lower priority than email 

(Mackie-Mason & Varian, 1995). Although these defaults may be overridden by the user in `special 

cases', this suggestion assumes a one-dimensional QoS parameter associated with a single application. 

The salience of different QoS parameters for specific applications has been shown to be variable (Watson, 

1996). 

Advocates of Smart Market schemes argue that the price intended for the Smart Market is a wholesale 

price, and that retail customers might prefer to `opt out' if price fluctuations occur. They state that such 

fluctuations are inevitable on a network subject to congestion. However, this argument may not have 

considered the layered approach to resource allocation that is present in the network structure (see Section 

2.1). That is, if users are opting out at the retail level, then the degree and nature of aggregate traffic 

influencing wholesale purchase is affected. 

Furthermore, from a user's perspective, it has been argued that there is a `general public aversion to the 

auction mechanism' (Odlyzko, 1997). This is in line with findings for many of the charging models that 

operate in other domains. Odlyzko (1997) argues that businesses are reluctant to explicitly use price as a 

way of partitioning a resource. For example, standard seats at a theatre do not fluctuate according to the 

public's willingness to pay a certain price for them. Further work is needed to assess if the Risk involved 

in this scheme is acceptable according to the real-world metaphor held by users. 

2.2.2.7 Paris Metro Pricing (PMP) 

A different perspective on dealing with congestion in packet networks is provided by the PMP model 

(Odlyzko, 1997). This scheme suggests that users should be required to pay more to use a particular 
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queue, the architecture of which would be identical to a cheaper queue. The idea is that the queue that is 

more highly priced would attract less traffic and therefore suffer from less congestion than the queue with 
a lower price. With reference to the theory of EC (see Section 2.2.3.5), Odlyzko (1997) suggests that QoS 

would be based on expected as opposed to guaranteed QoS. The author cites the charging mechanisms 
employed in telephone networks as proof of the plausibility of his model. Cheaper prices for off-peak 
calls, for example, shifts demand for network capacity into these times. 

Because the responsibility for implementing priority traffic is essentially a user-driven action in this 

scheme, it is unlike the majority of schemes that require more complex allocation mechanisms in routers. 
This may reduce the relative implementation costs of PMP. 

One of the problems with PMP may be that users will always try to use the cheaper queue first, unless they 

are provided with adequate feedback concerning the levels of congestion in the network. Providing this 
feedback creates additional strain on the network. What is more, the separation of traffic in the suggested 

manner may lead to a serious under-utilisation of network capacity. That is, if either queue is not used its 

capacity is not made available to traffic of the other class, but lies idle. This suggests that all PMP is 

putting forward is partitioning the Internet into smaller networks. Although having fewer sub-networks 

minimises the costs of not aggregating all traffic, each will be subject to the same FIFO queuing 

mechanisms and congestion problems that researchers are attempting to solve for networks as a whole. 

This may mean that, contrary to what Odlyzko suggests, both virtual networks have relatively 

unpredictable performance depending on their levels of congestion. Perhaps in anticipation of this 

criticism, Odlyzko suggests that different queuing techniques could be used within each virtual network. 

This could be implemented through the use of priorities, with the concession that lower priority packets 

should not be allowed to starve (thus maintaining a `fairness' criterion). The admission of priority 

charging mechanisms somewhat hampers Odlyzko's argument for the implementation simplicity of the 

PMP scheme. It is also not clear that how PMP would work if multi-dimensional QoS parameters needed 

to be supported. 

Odlyzko argues that in other areas of life, goods are purchased according to their expected as opposed to 

guaranteed quality, involving a large degree of uncertainty. However, to support the theory of expected 

service, the average quality of the different logical networks would need to be adequately predictable. 

Odlyzko admits that much additional research is needed before the PMP model is validated. This research, 

he argues, could be especially concerned with the interaction between network utilisation and the QoS 

perceived by users. 

Arguably, anything that discourages network usage is economically undesirable. Odlyzko (1997) argues 

that many of the charging schemes described above, including the Smart Market, are based on the 

assumption that congestion in the network can only be controlled by imposing charges on users. However, 

as business is driven by demand, from a long-term economic perspective building better congestion 

management structures in the network as opposed to forcing charges encourages more network users, and 
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more network usage. This creates an economy of scale. Congestion-based pricing may not, in the long 
term, provide economic incentives to users or service providers. 

2.2.2.8 Agents and Brokers 

It is important to discuss the implications of technical implementations at the application layer (see 
Section 2.1.3.1) in order to show the role of application software on the fulfilment of user requirements. 
For example, although interacting at a lower layer of the network, broker and agent software have 

semantic validity at the level of the application. This is because, often, this software approximates real- 
world interactions with anthropomorphic programmes. This can easily be seen in QoS Broker agents 
(Nahrstedt & Smith, 1995). An agent is characterised by several factors: 

" Autonomy: The agent should be able to solve problems, or negotiate for network resources for 

example, without the direct intervention of the user. 
" Proactiveness: The agent should be able to direct its behaviour towards an overall goal. This may 

involve delegation to other agent entities. 

" Social Ability: This covers both user-agent and agent-agent interaction. For the research reported 
in this thesis, this category must cover the interaction with acceptable charging mechanisms in 

order to ensure the delivery of optimal QoS. 

0 Responsiveness: Agents must have an awareness of the dynamic fluctuation of their environment 
including the actions of other agents. Such direct awareness is crucial in the area of price 

negotiation. 

Thus the agent acts as an extension of the user, reaching into a domain that is unlikely to be syntactically 

and semantically matched to users' models of the network. Trust is a crucial element for users, especially 

when financial commitments are to be made. The human user must invest a sufficient amount of Trust in 

the agent software in order to release, to that software, control of their expenditure. It is essential that 

work is conducted to investigate the role of Trust in users' conceptions of network QoS to validate the use 

of agents. 

The use of co-operating intelligent agents in communications networks has been considered (e. g. Gecsei, 

1997). These agents partake in activities such as resource allocation and conflict resolution. In a similar 

fashion to the QoS Broker, Gecsei divides agent functionality into two dimensions, customer agents and 

service maintenance agents. The former is embedded at the edges of the network, the latter located on top 

of each router. The customer agents require a database representing the prices, priorities and range of 

services and a negotiation strategy. A mutually acceptable agreement is reached between the service and 

customer agents, based on user requirements. 

This idea of using agents is attractive as it may alleviate many of the complexity problems associated with 

implementing a per packet bidding system such as in the Smart Market model. Specifically, most of the 

scheduling and bandwidth allocation associated with an application would be extracted from that 

application and turned into a resource requirement sent to the broker. This view fits with the traditional 

OSI standard that suggests that different QoS parameters apply at different layers of the network. 
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Nahrstedt & Smith (1995) conclude that an agent scheme is applicable to real-time variable quality 
services, as the broker can be signalled as the demands of applications change, and there is recognition of 
the need to orchestrate multiple dimensions of the quality, and elements of the system, in order to provide 
the most efficient solution for users. 

However, such dimensions do not derive from research into user-driven requirements. For example, it may 
be the case that a measure of a jitter is not a salient dimension in end-users' perceptions when they are 
involved in a certain task. The authors suggest the validity of using profile databases to store QoS 

parameters in a way that is consistent with their use (e. g., jitter = <best processing time, average 

processing time, acceptable processing time>). Thus, the theory provides a useful structure in which 

parameters can be characterised. The actual value of such parameters, such as that which determines the 

acceptable processing time, can arguably only be derived from studies into the quality threshold beyond 

which users' perception of QoS dimensions indicates that service is unacceptable. 

2.3 Chapter summary 
This chapter has outlined a technical and user perspective of QoS, and the schemes that could be 

implemented to charge for this QoS. It has shown that QoS can be defined from an objective and 

subjective perspective. The network requires that QoS parameters be described according to objective 

metrics. Maximising these metrics can be used to assess the utility of the network. Users base their 

definition of QoS on the goal of their interaction; their task. The utility of objective QoS is assessed 

according to its value to users. This means that any pricing scheme must represent the value of delivered 

QoS. 

This chapter has shown that research that results in network architectures for supporting QoS is relatively 

extensive (see Section 2.1). However, although such research describes how resource allocation 

mechanisms could be implemented it cannot specify what should be allocated, and when. Technical 

research has the tendency to take a bottom-up perspective, i. e. to attempt to fit imagined user requirements 

onto what can be implemented in the network (e. g. Cocchi et al. 1993; Bohn et al. 1994, Mackie-Mason & 

Varian, 1994). However, users' QoS requirements and the infrastructure that supports those requirements 

must be seen as inter-dependent parts of the network system. Ignoring this inter-dependency is to assume 

that the amount and type of quality that is implementable within the network is identical to the quality 

required by the user and that pricing schemes will be acceptable to users if they are based purely on 

fmancial incentives. This assumes users will simply pay more for better QoS, depending on their personal 

budget. 

What is needed is research whose focus is to challenge the above assumptions, whilst recognising that 

QoS is a multidimensional concept that can be defined according to different perspectives. Previous HCI 

research has identified the motivating factors behind users' evaluations of QoS. Such research has created 

models that tend to describe high-level concepts (e. g. Huberman & Lukose, 1997). However, instances of 

empirical evaluation of these models is relatively limited. Arguably, without such evaluation it is 
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impossible to predict users' demand for QoS at a level of granularity for it to be usefully represented 

within the network. This thesis describes work that uses empirical evaluation of conceptual models in an 

attempt to bridge the gap between objective and subjective QoS. 

A number of technical constraints mean that what might be an ideal implementation from a users' 

perspective may be unfeasible as a solution for providing optimum resource allocation. An understanding 

of both technical constraints and what constitutes an `ideal' implementation for users is essential if real- 

world solutions to these issues are to be provided. Research into users' QoS requirements as related to the 

capacity of telephone networks is relatively extensive. Such research has shown that, where users are 

uncertain about future QoS, they prefer a flat-fee charging scheme (Cosgrove & Linhart, 1979). However, 

this research did not use methods that allowed an understanding of users' reasons for this preference and 

addressed only a single QoS dimension. Research is needed to investigate if and how users' preferences 

for flat-fee charging relate to data networks that are support multidimensional QoS parameters. 

Defining the best way to capture users' QoS requirements is essential if results are to be considered valid. 

A number of steps have been taken towards defining such methods (e. g. Watson & Sasse, 1997). 

However, this work has tended to focus on the evaluation of existing methods. Research is needed to 

investigate development of new, more effective, methods for capturing users' QoS requirements. This 

thesis has applied a number of existing HCl methods, and developed new techniques, to provide an 

understanding of users' requirements for network QoS, and the implications of these requirements for 

real-world solutions to resource allocation problems. 
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Chapter 3: Methodology 
This chapter is a description and justification of the research techniques used to investigate users' 
perceptions of QoS. It begins with a critical analysis of methods used in other domains, contrasting this 

with HCI methodology. The chapter then provides guidelines for the use of methodology that can be 

applied to investigations of users' requirements for QoS. Justifications for the methods chosen in this 

research are then made with reference to this discussion. Figure 8 shows the current development in the 

plan for the research. 

1 
Select research Investigate technical and Define user 

methods economic perspectives / groups 

Define subjective 
concepts 

Figure 8: Definition stage: Select research methods and define user groups 

3.1 Overview 
Paradigms that address network QoS and charging presuppose a particular context from which a set of 

questions appropriate to that paradigm arise (see Kuhn, 1962). Arguably, so that solutions to the real- 

world problem of increasing demand for network resources can be established, a number of research 

paradigms must be considered. These research paradigms must address, not only mechanisms for 

managing objective QoS, but also the nature of demand for that QoS. Econometrics, being concerned with 

the derivation of key variables that can be quantified, can provide guidelines for the construction of 

models that attempt to describe and aggregate users' demand for resources. However, the extent to which 

such models can be applied to individual users' demand for QoS is not explained by this approach, nor is 

econometrics grounded in empirical work with users themselves. 

.............. 11' Path take by HCI 
Start (technical Assumed salient perspective 
perspective) variables 
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Define salient ...... 
Translate to 

... Link metrics to ......... 
Measure sysi 

variables objective metrics form functions performance 
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conceptual 
................................................................................................................. models 

Start (HCI methods) 

Figure 9: Comparison between HCI and traditional technical research approaches to 
investigating QoS 
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The research methods employed in the research reported in this thesis were aimed at the development of 
models that contribute to a more complete analysis of users' behaviour as it relates to system performance. 

3.2 Technical research 
Traditional technical research into QoS and charging is concerned with the investigation of system 
performance in terms of objective metrics. Therefore it does not focus on the nature or cause of demand 
for system resources, but rather how different magnitudes of demand can be manipulated by the network 

The technical perspective traditionally assumes a number of a priori salient QoS variables. Measurements 

of system performance are taken according to functions that contain a combination of these variables. As 

the variables are fixed at the time the functions are determined, their importance does not change 

throughout testing. It follows that the quantitative results gained are only relevant to this single 

circumstance, in a context in which the subjective importance of QoS parameters are assumed. An 

example is the description of application QoS requirements in terms of fixed profiles. Figure 9 describes 

the differences between the traditional technical approach and the HCI approach employed as part of this 

research. 

3.3 HCI Research 
The HCI perspective emphasises behaviour as being context-dependent, motivated by users' subjective 

perceptions of a service (Hackos & Reddish, 1998). System performance is inextricably linked with the 

demands made by users of that system. The performance of the system cannot be divorced from users' 

perceptions of the service that system delivers. Only by considering users' perceptions is it possible to 

predict future demand for a service. 

Evaluating users' perceptions of QoS is complicated by the number of different tasks that can be 

performed using a network, and the potential for quality to fluctuate within the course of that interaction. 

Therefore it is not always appropriate to ask users to report on their opinions about a system from 

memory. Furthermore, as relatively little previous research has looked at users' opinions of network QoS 

to the levels required by this research, the methodology employed should involve large-scale studies using 

participants from different user-groups. Using specialist reports, where an expert evaluates a system, are 

therefore not applicable to the issues under investigation. Furthermore, some tasks, such as multimedia 

conferencing, frequently involve more than two people. Relying on the quantitative measurements of 

satisfaction (such as those produced from MOS scales) cannot reveal the reasons for such judgements. As 

users' behaviour is context-dependent, it can vary throughout the course of interaction as the value of 

delivered QoS changes according to users' tasks (e. g. Nardi, 1996). 

The user study method employed must be tailored to the type of data required. Both qualitative and 

quantitative data is required in this research. Qualitative data is required to investigate how users relate 

concepts concerned with QoS and to establish their motivations behind observable behaviour. Quantitative 

data is required to investigate the extent to which these concepts implicate actual user behaviour. In 
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typical HCI research, there is a constant shift between analysis and synthesis (Newman & Lamming, 
1995). This research employs this outlook in that the conceptual models generated as part of initial 
investigations will be adapted according to their ability to predict behaviour in experimental situations. 

3.4 Econometric research 
The investigation of the technical feasibility of schemes for network resource allocation is fundamental to 
implementing charging mechanisms for QoS. However, the question that network operators and service 
providers are most concerned with is, `is this charging mechanisms economically viable? ' (Anagnostov et 

al. (1992). To consider this question we need to borrow principles from the field of econometrics. 

Econometrics has been defined as `the application of mathematical and statistical techniques to 

econometric problems' (Johnston, 1972). Econometrics can be considered as the unification of statistic, 

economic theory and mathematics, the integration of such disciplines providing verification of economic 

models applicable to many segments of society (Johnston, 1972, Goldberger, 1964). From testing 

econometric models, it is possible to predict the behaviour of the stochastic variables that are parameters 

to that model. Such predictions can form the basis for policy making. 

As probability is a prevailing concept in economic life, a theory that tries to interpret economic reality 

must reflect a stochastic element (Hagstroem, 1938). Econometrics therefore aims to replace rigid 

economic laws by the creation and use of models, intended to bridge economic theories and data. 

In traditional econometric research, mathematical models define the dependent, independent and 

conditional variables that specify an hypothesis. A priori theoretical expectations are made concerning the 

size of such parameters. One or several equations are needed to express the relationships between the 

parameters. The result of the modelling stage is a theoretical model that serves as the vehicle upon which 

the hypothesis is evaluated and according to which empirical data is collected. The methodology of 

econometrics is presented in Figure 10. Models resulting from this methodology are assessed according 

to the following criteria (Koutsoyiannis, 1979): 

" Theoretical plausibility: The model must describe the economic phenomena to which it relates. 

" Explanatory ability: The model should be able to explain real-world situations. 

" Accuracy of coefficients: The statistical elements derivable must be unbiased and consistent. 

" Forecasting ability: The model must be able to predict the values of future dependent values. 

" Simplicity: Economic factors should be related as simply as possible. 

3.4.1 Econometric models 

There is a difference between traditional and experimental approaches to econometric modelling. 

Advocates of the former approach tend to adhere to their model, constructed via a priori methods, even in 

the presence of unfavourable statistical results. As Koutsoyiannis (1979) points out, this stance is clearly 

not commendable, especially given the complex nature of many economic (and in the case of this 

research, behavioural) variables. In the experimental approach, a more conservative model is constructed 
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but adapted and modified according to the statistical data one gains. The methods employed in this 

research adhere more closely to an experimental econometric approach. 

Theory 

athem atical expression of theory: 
Model or maintained hypothesis 

on frontation of mo del 
with data 

Revise theory if 
incompatible w ith 

A ccept theory if Reject theory if data 

compatible w ith incom patible w ith Confrontation ith data data a 
new data 

Figure 10: Traditional econometric methodology (Koutsoyiannis, 1979) 

An example of a typical econometric model is an instance where a researcher wants to examine demand 

for a product. From economic theory we infer that the variables involved in determining demand are user 

preferences, user income, the price of the resource and the prices of similar products from competitors. 

The model may therefore be expressed: 

Qz=f (PZPo YT) 

Where: 

Qz = Quantity demanded of commodity z 

Pz = Price of commodity z 

Po = Price of other commodities 

Y= Consumers income 

T= Suitable measure of consumer's tastes 

Econometric models are based on the assumption that customer behaviour changes according to a rational 

and predictable pattern, and that change in one variable is in some way proportional to the change of other 

variables. The size of these parameters is also assumed. The method by which such potential subtleties are 

transferred into a mathematical form is not laid out in econometrics. Koutsoyainnis (1979) points out that 

it is the specification of the model that is the weakest, but perhaps the most fundamentally important part 

of econometric methodology. The reason for this weakness is suggested as the failure to fully specify the 

parameters that operate in each case (e. g. Koutsoyiannis, 1979; Theil, 1957). As a result the coefficients 

obtained are at worst incorrect and at best unreliable. 

The more detailed the phenomenon under study, the more stochastic is likely to be its expression. The 

conditional variables lending the stochastic dimension to the model must be explicitly stated in order to 

facilitate a full understanding of the context in which identified parameters operate. As Theil (1957) 
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points out, the nature of any model hoping to provide some forecasting ability is that it is conditional, 
depending ̀ on the circumstances surrounding the situation'. 

3.4.2 Degree of aggregation 
Macroeconomic theory is primarily concerned with studying relationships between top-level economic 
aggregates such as investment and the average price level. Microeconomics, by way of contrast, is 

concerned with individual behaviour such as that of the consumer or firm (ISP). Although 

microeconomics studies potential parameters to a model at a smaller level of granularity, it is a less 

common form of modelling as, from an economic perspective, it provides relatively little insight into the 

consequences of alterations in key magnitudes, such as consumers' expenditure. 

However, to analyse everything at the macroeconomic level may be to mistakenly assume that the 

components underlying the aggregate move in proportion to each other (Theil, 1957). One must equally 

not assume that `adding up' the behaviour of individual decision units (regarding the use of a resource) 

will lead to an accurate analysis of the total expected aggregate use of this resource. Indeed, external 

variables may affect the behaviour of two individuals quite differently depending, for example, on their 

level of knowledge concerning the operations of the network (Perry, 1995). Accordingly, it is necessary to 

understand the behaviour of microeconomic variables before any attempt is made to examine relationships 

between magnitudes. 

3.4.3 Guidelines for model construction for this research 
This research possesses the following similarities to traditional econometric methods: 

0 There is an attempt to investigate whether the magnitude of users' demand for a finite resource 

can be predicted. 

"A number of conditional variables are present. 

" Demand for fmite resources can be expressed at different levels of aggregation. 

0 The conceptual model developed in this research forms the basis from which empirical work is 

conducted. 

"A framework for re-testing is provided (see Figure 9). 

However, methods for model generation in this research differ in several important respects from 

traditional econometric theory: 

0A relatively limited number of a priori assumptions about the nature of the phenomenon under 

study have been made: Methods have been chosen so that users themselves define parameters to 

the model. This avoids preliminary bias as to the salience of such parameters. 

" Data is collected from users before model construction takes place: This essentially reverses the 

first steps of traditional econometric theory in which an agenda for data collection is based on an 

a priori model. 
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" No assumptions are made that user behaviour changes proportionately to changes in other 

variables: For example, users' tolerance for a certain level of QoS may decrease dramatically 

once that level of service dips below a certain amount. 

" Because this research is aimed at understanding the behaviour of individual users it is focused at 
the lowest level of aggregation, at the microeconomic level. The market structure pertaining to 

any network is laid out in a hierarchical manner, individual users represent the lowest levels of 

aggregation, while overall network resource consumption is at the highest. Users' demands at the 

retail level do have implications for the ISP. However, ISP requirements are not the focus of this 

research. 

" The research considers demographic effects on the model. For example, the research considers 
the conditional variables that form the context in which interaction between the user and the 

network takes place. 

In econometric theory, the amount of physical usage of an objectively defined QoS parameter is related to 

the index number (e. g. price) of that service. However, the use of such index numbers is only applicable 

when the proportions of individual items that make up that resource remain the same. In the dynamically 

changeable networks under consideration this is not the case. For example, the amount of real time traffic 

in proportion to data-driven traffic using the network is not constant. This is most clearly seen in the 

disaggregation of service types. This renders the study of services at the level of macroeconomics 

relatively inefficient in the context of networks; it is the QoS demands associated with individual tasks 

that are the focus of this research. The variation in such demands is driven by the choices made by 

individual users. As Theil (1957) points out, 

`The more we uncover the micro-components of the relationships between broad aggregates, the better 

we can derive stable relationships'. 

Clearly, it is only when derived statistical uniformities are understood in terms of the motivations and 

actions of individuals that the composition of aggregates can be understood. Additionally, exploration at 

the lower level enables the identification of conditional variables that may have otherwise been 

overlooked. 

3.4.4 Choosing appropriate methodology: Guidelines 

To effectively relate network state to users' demands for network resources, methods are needed to assess 

which contextual factors influence users' subjective perceptions of QoS. Table 2 is a summary of user- 

study methods appropriate for establishing QoS requirements. These methods are explained in more 

detail below. 
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Table 2: User study methods 
Method Main advantages Evaluation Data Applicable 

MOS Standardized 
Subjective Quantitative Experimental conditions. Where 

scales controlled levels of QoS used 

Continuous 
Immediate 
reaction to 

Experimental conditions. 

assessment changing levels of 
Subjective Quantitative Systems with variable QoS. 

Tasks of low cognitive load 
QoS 

Experimental conditions. 
Task Direct measure of Objective Quantitative Specific tasks, with high 
performance QoS adequacy cognitive load 
measures 

Qualitative Grounds data in Defmition of salient variables. 

methods users' perspective 
Subjective Qualitative User-evaluation of quantitative 

data 

Physiological Indicates Where potentially confounding 
methods 

objective stress Objective Quantitative 
variables can be controlled levels 

3.4.4.1 MOS Scores 

A method to find out users' opinions on the quality presented to them is Mean Opinion Scores (MOS). 

This involves users rating the quality in a post-hoc fashion using a 5-point rating scale (see ITU-T P. 800). 

MOS are a subjective method that produces data that can be assessed statistically. Such methods are 

agreed to be more reliable than objective methods involving instrumental assessment (Flanagan, 1965). 

MOS scales are typically used with small samples of users, in conjunction with controlled experimental 

conditions and have traditionally been used in speech quality assessment where the assessed speech 

approaches, telephone or `toll' quality. Recent work has shown that MOS-based techniques are inherently 

deficient to reveal all essential properties and qualities of multimedia communications (Watson & Sasse, 

1998). There are several effects that may bias MOS-based results substantially. For example, research 

has shown that the intervals on the ITU scale are not conceptually equal in size (Aldridge et al., 1995). 

Nor is it clear if subjects are being asked to evaluate QoS parameters that are important to them. 

It has been shown that overall subjectively perceived speech quality is not necessarily improved alongside 

an increase in intelligibility (Podolsky et al., 1998). This illustrates the complexity of measuring 

subjective quality. Indeed, it is not possible for MOS techniques to establish the perspective from which 

users define and judge quality (Knoche et al., 1999). An advantage of using MOS is that a standardized 

scale on which quantitative data relating to one level of quality can be directly compared to another. By 

allowing the same subjects to evaluate different levels of quality we can ensure that the same conceptual 

value is associated with internals of the scale. However, the use of a purely quantitative method, such as 

MOS, cannot assess the differences in conceptual importance between users, nor how QoS received 

during an earlier part of an interaction can influence judgements later on in that interaction. A level of 

task-oriented analysis is therefore an essential component of the subjective assessment of QoS to be used 

in combination with MOS. 
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3.4.4.2 Continuous Assessment 

Traditional methods for extracting users' opinions about the levels of quality they receive were not 
designed to apply to packet networks using IP. This is because a characteristic of packet-based traffic is 

that it is bursty in nature, particularly for compressed multimedia. From a users' point of view, this means 
that the quality received can be extremely variable over time. 

Methods that ask users to provide a rating of QoS after an interaction cannot assess to what part of that 
interaction they are referring when making the judgment. Furthermore, it has been shown that users' 

memory for more recent stimuli increased when the duration of the stimulus was increased from 10 to 30 

seconds (Aldridge et al., 1995). In order to provide a valid representation of users' experiences with the 

media they evaluate, a method is needed to capture users' opinions in a dynamic fashion, in response to 
dynamically changeable conditions. 

Continuous rating scales have been developed to allow users to assess both audio and video in video- 

conferencing applications. SSCQE (Single Stimulus Continuous Quality Evaluation), was designed to 

incorporate a 5-point labelled scale, implemented as hardware (ACTS TAPESTRIES, 1997). Although 

users' performance of interactive tasks was compromised by the cognitive load introduced by having to 

manipulate the slider, it was shown that there was a difference between ratings given for quality that 

subjects gave using the SSCQE method, and those given at the end of the session. Without the use of 

continuous assessment methods, it would not be possible to show how users' QoS requests change 

dynamically throughout a single interaction. This research employs a continuous rating scale (see Section 

3.8). 

3.4.4.3 Task Oriented Performance Measures (TPMs) 

Task-Oriented Performance Measures (TPMs) involve exposing subjects to varying levels of quality 

under experimental conditions. Their ability to complete the task set is then objectively measured. The 

advantage of using this method is that the measured performance is relevant to the application that 

supports the particular task (Knoche et al., 1999). TPMs contrast with other forms of user-study method 

as they involve objective evaluation (see Table 2). This means that the element of self-reflection that is 

necessary in asking subjects to make subjective evaluations is eliminated - the subject does not have to be 

conscious of all the effects of QoS for the adequacy of that QoS to be assessed. This means that TPMs 

are applicable where subjects are asked to perform a complex task. 

This method has been used to show that, in a consonant identification task, task performance decreases 

drastically at an audio-visual skews of 160ms (Knoche et al., 1999). As the measurements taken by this 

method are defined according to the particular task, it is most applicable where that task cannot be 

generalised outside that task context. The detection of skew is a good example of this. To conduct 

experiments that use TPMs effectively researchers need to be clear that experiments are testing QoS 

parameters that are considered salient to users. Qualitative methods can be used for this purpose. 
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START 
No 

Qualitative Have salient 

methods QoS parameters 
been defined? Continuous 

assessment 

Yes No 

Is intra-session Is user's task 
variable quality complex? 
being tested? 

No Yes 

MOS TPMs 

Should reasons 
Yes for responses be 

described? 

Figure 11: User study methods: decision chart 

3.4.4.4 Qualitative Methods 

It is difficult to speculate on individual stress factors that may arise in particular situations if media 

distortions should happen. Different tools are necessary to find out more on these issues. Qualitative 

methods, as they involve asking users to describe their experiences of QoS, can provide a richer set of 

data than quantitative methods such as the use of MOS. Qualitative methods attempt to extract the 

motivations behind users' decisions made during interaction. They are most applicable in the early stages 

of a user-study to establish a framework from which experiments can be designed but should also be used 

in conjunction with experimental data to enable users to evaluate their objective experiences. Research 

reported in Bouch & Sasse (1999) used qualitative methods to develop a set of conceptual models that 

describe what factors are important to users when they assess network QoS. It was found that users make 

a Risk Assessment of whether future QoS will conform to their task-specific QoS Expectations. These 

models were used to predict which variables will have significant statistical effects when placed in 

experimental context (see Bouch & Sasse, 2000). 

The study methods presented above are not mutually exclusive, but can be used in a complementary 

fashion. It is common, for example, to complement experimental work with verbal protocols, in order to 

capture data at several levels of granularity. Researchers should consider the benefits of capturing 

qualitative data and TPMs, besides more well known MOS-driven approaches. Figure 11 is designed to 

aid researchers in deciding the most appropriate user-study method, or set of methods, to use when 

investigating users' QoS requirements. 

3.4.4.5 Physiological methods 

Recent research has explored the possibility of using physiological reactions such as Galvanic Skin 

Response (GSR) to different levels of quality (e. g. Wilson & Sasse, 1999). This provides an objective 

60 

i 



measure of user stress that can be used to predict the longer-term outcome on users' tolerance for QoS. 
Importantly, for relatively short periods of time (e. g. up to 15 minutes), these measures have been shown 
not to correlate with cognitively mediated assessments of QoS made by users. 

However, although base-line physiological methods are taken prior to testing, there remain problems with 
comparing results between participants in an experiment, and controlling potentially confounding 
variables that create physiological reactions for reasons other than those concerned with QoS. What has 
been suggested is to make use of a 3-tiered approach to user research where objective physiological 
measures are combined with subjective judgements of QoS and TPMs. 

3.4.5 Choice of methodology in this research 
The criteria applied in selecting research methods used in this work were: 

" That qualitative data should be subject to empirical verification through the measurement of 
users' behaviour in experiments: As the aim of the work is to show that users' requirements can 

be mapped to solutions to real-world problems the research must show how concepts derived in 

models affect users' behaviour. 

" The methodology must be applicable in the absence of previously defined models. Technical 

analysis of network charging mechanisms has produced a large body of quantitative data; far less 

research of a qualitative nature has been done. The methods chosen must be able to generate 

original data in the absence of previous qualitative research. 

9 Results should be predictive: The concepts that are generated from the method must be linked so 

that an action -* consequence sequence in users' behaviour can be identified. 

Studies conducted in this research used grounded theory methods (Strauss & Corbin, 1990) to analyse 

focus group data, derived from participants of two established user groups. This qualitative data was 

verified through a series of studies and experiments using software designed to capture users' 

requirements for QoS in a valid way. These methods are described below. 

3.5 User groups 

3.5.1 Identification 

The use of an interactive system is a human activity (Newman & Lamming, 1995). A user of a system has 

been defined as being `... all people who use a particular computer system or application' (Newman & 

Lamming, 1995). A user is also arguably those individuals who might potentially make use of a system. 

An understanding of user demographics can drive the design of a system and the limitations human 

psychology can also influence the accomplishment of computer-aided tasks. As Cuthbert & Sapanel 

(1993) point out, different groups of users require different types of QoS. Business customers working in 

the service industry, for example, require rapid access to large databases of information. It is beyond the 

scope of the research reported in this thesis to investigate the needs of different user-groups at this level of 

granularity. The research therefore confines itself to looking at users broadly distinguished by the amount 

of networking knowledge and experience they possess. 
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The amount and type of knowledge possessed by Internet users varies widely, and that many had to re- 

think their ideas of network operations in order to use that network efficiently (Perry, 1995). We can, 

therefore, expect that users with different levels of knowledge and experience will reason about QoS and 

charging differently. For example, if inexperienced users have a les than satisfactory first experience of 

network QoS they may pursue further interactions with that network. Users differ in the amount of 

syntactic and semantic knowledge they possess (Shneiderman, 1997). Syntactic knowledge, that which is 

device-dependent, contains the low-level details associated with actions in a system. Semantic knowledge 

(e. g. knowledge that data sent from a receiver may take different paths through the network on successive 

sends), concerns concepts and is acquired by meaningful learning through interaction with the system. 

Semantic knowledge is related to the user's understanding of the underlying functionality of the network 

and is related to the user's tasks, strategies and goals (Card, 1983). Two main user groups were defined in 

this research. This definition was guided by discussions with users themselves concerning the levels of 

experience possessed with networking tasks, and the recognition of the capabilities of the system: 

1. Advanced Users possess syntactic and semantic knowledge of network operations, and 

experience with both real-time and data-driven networking tasks. 
2. Novice Users possess a limited amount of syntactic and semantic knowledge of network 

operations but were familiar with data-driven network tasks such as email and the WWW. In 

initial studies the novice user-group was further sub-divided into two groups. Group A possessed 

a limited amount of experience with real-time conferencing media compared to group B. 

3.6 Grounded Theory 

3.6.1 Justification 

The methodology applied to the first set of studies was grounded theory (Strauss & Corbin, 1990). The 

results from these studies provide the models that are the basis for further experimentation (reported in 

Chapter 4). Grounded theory does not presuppose an established body of knowledge concerning the 

phenomenon and is sufficiently flexible in order to cope with data of a complex nature. This research 

method can be used to produce models containing concepts that reflect users' QoS requirements. These 

concepts can be categorized at different levels of abstraction, from users' overall goal of interaction, to the 

intervening factors that lead to that goal. The use of grounded theory can point to missing parts of the 

model that must be filled by further research. This allows the iterative verification of models to take place 

from results of future experiments. An important part of grounded theory is the application of process to 

the analysis. By process is meant `the linking of sequences of action/interaction' (Lunt & Livingstone, 

1996). This allows the methodology to provide the required predictive element. 

3.6.2 Application 

Grounded theory identifies three stages in which data is taken apart and reconstructed (Strauss, 1987). 

These stages involve the application of open, axial and selective coding. Although the coding process as a 

whole must be viewed as an iterative process, the application of these coding stages takes place in a 

roughly sequential order. The first stage, open coding, involves the extraction of categories and sub- 
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categories that are thought to represent assertions that arise from the data. For example, a reference made 

to the instability of the audio quality can be said to describe a segmented audio stream: 

'... it goes for a while and then just stops... no sounds at all come into your ear and then one or two 

seconds later it like, comes back... ' 

Analysing the context to which an assertion refers derives the attributes and dimensions of a category. 
Categories can be located along continua. Thus speed can vary along a continuum from fast to slow. 
These categories are reconstructed during axial coding through the connection of a category and its sub- 

categories. This is done through the establishment of causal and intervening conditions that influence a 

phenomenon. During selective coding, the category that is deemed to be central to the conceptual 
framework is defined, allowing a sequential account of the phenomenon to be outlined. 

Using this system, the full set of conditions (and the properties of categories that made up those 

conditions) on which the core categories are dependent can be systematically developed. For example, the 

acceptance of a charging mechanism could be described as being dependent on factors that can be located 

at different levels: 

0 The Performance of QoS parameters of the network and time: A concept located at the 

Network Level. 

" The link the realized networking task has with the Real-world metaphor: A concept located at 

the User level. 

Where appropriate the corresponding words used by the participants themselves or in vivo codes (Strauss, 

1986) are used to define categories. 

Time º 

(Changing Conditions) 

Action, Action, 

Phenomenon Desired Goal 

Figure 12: Process (Strauss & Corbin, 1990) 

Grounded theory enables the creation of concept hierarchies and process models. Research may show that 

many factors influence users' perceptions of QoS. However, users have essentially to make a binary 

decision at any one time during interaction: to accept the QoS they receive or to reject the QoS they 

receive. The process model in grounded theory describes the transformation of a phenomenon into a 

desired goal via a process made up of known steps (Figure 12). 
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In the research reported in this thesis variables that remain static during the user's interaction are 

addressed. For example, users' tasks or demographics*. It is therefore inappropriate for this research to 

attempt to identify a flow of events connecting the phenomenon to the goal. An alternative `process' 

model for this research is presented in Figure 13. To incorporate action this research is interested in 

factors that directly impact the goal (an acceptable level of QoS to complete the task). 

Phenomenon 

Network 
conditions 

Desired Goal 

External Internal 
factors (e. g. factors (e. g. 

tasks) Expectations) 

Figure 13: `Process' in the current research 

3.7 Focus Groups 

3.7.1 Justification 

Focus groups were used in conjunction with grounded theory as part of initial studies (Chapter 4). As the 

purpose of focus groups is to encourage the development of ideas that are important to participants, 

without presupposing an agenda, they are complementary to grounded theory, which does not presuppose 

an hypothesis when data analysis begins. The use of focus group methods served several purposes for the 

research: 

" Creative input: The focus group could be used to generate new ideas and creative concepts. In a 

group situation it was felt that participants would be more likely to stimulate each other's interest 

to these ends. 

0 Pinpointing misunderstandings: The relatively informal atmosphere in which focus groups are 

conducted may encourage participants to admit their misunderstandings of technical aspects of 

networking. 

0 Eliciting conceptual understanding: Central to the purpose of the research, the language used by 

participants in the focus groups can be analysed to elicit the mental models held concerning the 

phenomena. 

" Oualijlcation and probing: In contrast to more structured methodology, the clarification of 

responses is possible in focus groups. The moderator is additionally able to probe areas of the 

discussion that are of particular interest. 

" To afford the analysis of non-verbal responses (gestures): These responses may carry 

information that supplements or even contradicts the participant's verbal response. 

* In later studies users' tolerance of QoS is shown to change through interaction, due to changes in their 
Expectations. However, the relevance of Expectations as motivating factor remains unchanged. 
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3.7.2 Application 

A focus group typically consists of 5- 10 individuals who come together to discuss a topic under the 

'direction' of a moderator. The moderator promotes interaction and attempts to ensure that the participants 
adhere to a particular agenda. Unlike traditional interviews focus groups offer the opportunity for multi- 

way communication thus developing a wider perspective concerning the issue at hand. 

3.7.3 Analysis 

Focus groups are useful in discovering participants' `meanings and ways of understanding' (Lunt & 

Livingstone, 1996). During the conduct of focus groups, emic data is produced (Krippendorf, 1980). This 

refers to the information arising from a natural setting. In contrast, more quantitative methods produce 

ectic data, or that which represents the researcher's imposed view of the situation. However, the extent to 

which focus group data can be satisfactorily analysed has been questioned (Morgan, 1996). This is in part 

because of the social context in which it takes place. That is, a context in which the group as a whole 

develops its own influential culture. The thematic categorization of responses is very difficult due to the 

data deriving its meaning from a social context. This means that several topics, from different areas of the 

discussion, may be integrated at any point. However, the strength of more qualitative methods lie in their 

emphasis on validity, that is, the production of rich and representative data. Thus what is analyzed in focus 

groups is the general thematic content or discourse used (Lunt & Livingstone, 1996). 

3.7.4 Focus group agenda 
One of the strengths of focus group methodology is its ability to address the core problem areas that are 

raised by individual participants. As a consequence of this, the focus group agenda is designed to promote 

the role of participants in setting what they consider to be the important questions in the research, rather 

than the use of structured questioning imposed by the moderator. The general structure of the focus group 

follows stages: 

1. Welcome and introduction 

2. Round-Robin question 

3. General questioning 

4. Specific questioning 

5. Summary and conclusion 

The first two stages outlined are intended to relax the participants and to encourage the contribution of all 

members of the group. General questioning precedes more structured questions in order to give 

individuals the opportunity to raise points that they feel are important. Probing can raise areas that are of 

special relevance or interest. The final stage of the session enables the researcher to check that she has 

understood correctly the messages put forward by participants. 
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3.8 Capturing users' evaluations of objective QoS 
A justification of the validity of using continuous rating when asking users to evaluate variable network 
QoS has been provided (see Section 3.4.4.2). 

One limitation of the SSCQE method is that users are required to manipulate hardware. Furthermore, 

previous studies using the SSCQE method have played sound through speakers, increasing the potential 
for other cues to influence users' judgements of QoS. The tool therefore requires an additional mode of 
interaction. The SSCQE method uses the ITU quality scale. Research has shown that the intervals on this 

scale are not equal in size (Jones & McManus, 1986). In contrast the unlabelled scale has been shown to 
be a valid method of capturing users' assessments of audio quality (Watson & Sasse, 1998). 

Figure 14: QUASS Figure 15: QUASS (budget) 

A software tool was developed to address the above shortcomings associated with the SSCQE method 
(Bouch et al., 1998). This tool, the QUality ASSessment slider (QUASS), shown in Figures 14 and 15, 

can be integrated into desktop environments. The position of the slider is recorded in a results file each 

second. This tool has been adapted to meet the needs of individual experiments. For example, so that the 

affect of the presence of a finite resource could be analyzed, QUASS was configured to contain a budget 

that diminishes according to the position of the slider that alters the quality the user receives. 

3.9 Chapter summary 
0 The perspective of a research paradigm influences the methodology it uses and the types of data 

it produces. 

9 This research uses a combination of methods to develop and test conceptual models. 

" Unlike traditional econometric methods, the importance of QoS parameters will not be assumed a 

priori. 

" Grounded theory is used to analyse focus group data. This requires no assumptions to be made as 

to the nature of the potentially complex concepts that define the phenomenon of interest. 

0 As no assumptions can be made concerning the nature of aggregate microeconomic variables the 

current research will focus on behaviour at the level of individual users. 

0 The QUASS software was developed to capture users' dynamic evaluations of QoS. 
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Chapter 4: Focus Group studies 
This chapter describes a set of focus group studies that were undertaken as part of this research (see Table 

3). The studies form a fundamentally important part of the research in that the results they generate are 
used to formulate and justify further hypotheses tested. The studies have been published in Bouch & Sasse 

(1999a) and in Bouch & Sasse (1999b). The location of these studies in the overall plan of research is 

shown in Figure 16. 

Select research Investigate technical and Define user 
methods economic perspectives groups 

concepts 

Figure 16: Definition stage: Define subjective concepts 

Focus groups were conducted with participants from different identified user groups (see Section 3.5). 

The results show that users' knowledge and experience of networks, and the real-world task they perform 

with applications, determine their evaluation of QoS and attitude to payment. Users' tolerance for QoS, 

and their attitude to controlling their payments for that quality is governed by their level of Confidence in 

that the performance of salient QoS parameters reflect value for money. Users' attitude to QoS in 

situations where they have no control over their payments for QoS is governed by their degree of Peace 

of Mind. User Confidence, and/or Peace of Mind in turn depend on a number of other factors. A 

glossary of terms is presented in Appendix 2. 

4.1 Aims 
1. To identify, from a user's perspective, salient QoS parameters that can be applied to different 

applications. 

2. To identify contextual factors that influence users' perceptions of QoS. 

3. To identify contextual factors that influence users' perceptions of how they are charged for QoS 

in order to link QoS perceptions to charging mechanisms. 

One benefit of identifying salient QoS parameters is that they would provide the basis for defining a 

charging mechanism based on subjective QoS. Basing a charging mechanism on salient QoS parameters 

does, however, not mean that such a charging mechanism would be automatically acceptable to users. 

Abdelzaher & Bhatti (1999) for example, found that users prefer flat-fee charging schemes, where they 

have limited control over the QoS they receive, to usage-based charging schemes (see Chapter 2). 

Perry (1995), in a survey of the uses of the Internet, has shown that novice user groups, as opposed to 

experienced users, had to drastically rethink their ideas about computers in order to understand the 

behaviour of the network. This suggests it is necessary to examine attitudes to QoS and from the 
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perspective of different user groups; those users with more experience of Internet applications may have 
different Expectations than those users who have a relatively limited knowledge of its services. 

Users in the focus groups were asked to consider different charging scenarios, using the definitions of 
QoS previously outlined during the studies. A contrasting set of charging mechanisms were presented (see 
Chapter 2). The schemes discussed by all users included 

" Smart Market (Mackie-Mason & Varian, 1994): Users submit a bid price with each packet they 

wish to submit to the network. The price to send a packet therefore varies as the degree of 

congestion on the network varies. Users do not pay the price actually bid, but the bid price of the 
first packet not admitted to the network. 

0 Quota charging (Bohn et al., 1994): Weights can be assigned to packets and pre-paid quotas are 

reduced in proportion to the sum of the weighted packets admitted to the network. In this fashion 

the user may, for example, send elastic traffic such as email with a delay priority/weight of zero. 

" Paris Metro Pricing (Odlyzko, 1997): The user is required to pay more to use a particular queue, 

although the architecture of this queue is identical to those that are cheaper. The idea is that the 

queue that is more highly priced would attract less traffic and therefore be able to deliver a higher 

level of QoS. 

Table 3: Summary of focus-group studies 

Study No. of participants User group Set-up 
1 16 Advanced 2 groups of 8 participants/1 hour 
2 16 Novice (A) 2 groups of 7 participants/1 hour 
3 8 Novice (B) 1 group/ 1 hour 
4 30 Novice (A) 5 groups/1 hour 

4.2 Study 1: Investigating QoS: advanced users 
16 individuals took part in the focus group sessions. All users had some experience with using network 

applications such as email, WWW, and videoconferencing, and had completed a module on computer 

networking as part of their degree programme. The group was divided into sub-groups to achieve a group 

size that was manageable for group discussion, with each session lasting an hour. Users discussed QoS 

with the help of a trained facilitator. The sessions were tape-recorded. 

Recordings obtained from the focus group studies were analysed through the application of grounded 

theory techniques (see Chapter 3). Special attention was paid to attempting to extract causal relationships 

from the data. This would provide a means of linking phenomena to reveal the intervening conditions that 

pertain to the desired goal (Strauss & Corbin, 1990). 

4.2.1 Results and discussion 

An example can illustrate how a grounded theory concept was extracted from the focus group transcripts. 

Transcripts contain information that can be grouped into themes or categories. In order to do this, 

* If any of these schemes were not raised by users during the focus group, the moderator introduced and explained them before 

asking users to discuss how acceptable these mechanisms were. 

68 



conceptual labels must first be used to make sense of the data. For example, one quote from the transcripts 

generated through conversations with advanced users was: 

"I don't feel comfortable with not knowing what it's doing... then I'm making a blind decision. " 

By asking questions such as What is this person talking about? and, How do they link the phenomena and 
ideas in this sentence to one another?, conceptual labels can be placed on the phenomena, and those 

phenomena linked together through causation (a process called axial coding). In the above sentence, the 

candidate conceptual labels are in bold. Linking these concepts together we can identify that this user's 
goal is to gain a feeling of comfort by possessing information about actions that are potentially 
uncontrollable. The consequence of an uncontrollable situation is that the user may make an uncertain 
decision. 

After identifying the categories in one sentence, the rest of the transcript is analyzed to see if the same 

categories and labels are relevant throughout the discussion. Another example extract from the same 
transcript was: 

"If I've been on it before and it tells me it does that ... 
I'll know to prepare. That's okay" 

This sentence is at first sight very different from the first example. Quite clearly, the second person is 

talking about a situation where they are satisfied: "That's okay ". However, if the reasons for which they 

have come to this conclusion are examined then similar themes between the two sentences become 

apparent. For example, the second sentence again links the presence of Feedback from the object of 

interaction producing an acceptable state of affairs. In this case, like the former, Feedback allows the 

premeditation of an otherwise uncontrolled situation. The fact that the second example sentence describes 

a difference situation (i. e. a situation where the user is satisfied with the interaction as opposed to 

dissatisfied), but the same categories can be defined as important, lends credibility to those categories. 

Having found consistency amongst categories in the transcript higher level categories are identified. In the 

example above it is therefore relevant to ask questions such as: How is the need to prepare linked to the 

need for comfort? Is it solely because of the actions of the computer? Because of something the user is 

doing, or both? How can we define this relationship? In the first sentence it is clear that the user assesses 

their actions relative to their knowledge of the computer's processes: "... what it's doing". This theme is 

repeated in the second example. It is this ability to predict future events, the Predictability of future 

events, that captures the categories already identified. 

At this stage, the data has been put into categories. Both higher level categories, such as Predictability, 

and sub-categories have been identified. The above example shows that the level of Control over a 

decision can be high or low, and that there are consequences to this. The causal elements that form the 

context in which a concept such as Predictability is embedded can be described according to a Paradigm 
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Model (Strauss & Corbin, 1990). Table 4 (Section 4.2.1.4) describes the context of Risk Assessment 

according to this model. 

The example above shows how a higher-level concept is generated in grounded theory. From the context 
in which it is imbedded, it is possible to see that a number of other concepts are used to explain its 
importance. By identifying how these concepts link together in a cause-and-effect relationship, the final 

stage involves integrating concepts into a storyline. By linking concepts, a top-level goal is identified. 
This goal is shown in the above example, in the user's need for a feeling of Comfort. Consistently through 
the transcript, this feeling was linked with an activity, in the form of an assessment and decision regarding 
was to expect from future QoS. Users' top-level goal is therefore to establish Confidence in this decision. 
Table 4, below, shows the storyline that explains the relevance of this core concept. 

4.2.1.1 Users' perception of QoS parameters 
QoS parameters located at the application level are considered by users to be the most salient. This 

suggests that charges for both data-driven and real-time tasks should be made for QoS parameters in terms 

of the application with which they are associated, as opposed to the network function. There are clear 
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Figure 17: QoS Parameters according to the OSI 
model 

these media reinforces the suggestion that 

different QoS parameters are salient depending on 

the media used and the goal of interaction. 

Most assertions concern quality at the transport (i. e. the Speed dimension), or application level (e. g. the 

ability for an application to be manipulated). Requirements such as minimising Risk (discussed below) 

rely on lower levels of the system to ensure that they are kept to an acceptable level. For example, some 

assertions were made regarding the tendency of the system to crash: 

`.. it seems to get so clogged up that it... crashes' 

The category of Reliability can be conceptually located at the transport layer as it alludes to the network 

being `overrun' during data transfer. Figure 17 shows a number of concentric circles to indicate the 

relative importance of OSI layers in users' assessment of QoS. Appendix 1 provides a complete listing of 

QoS parameters identified by all users. 
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4.2.1.2 Task variables 

Technical considerations of QoS often argue that traffic can be characterised into two basic categories: 
delay-tolerant (elastic) and delay-intolerant (inelastic). Traffic that is associated with real-time 
applications is characterised as delay-intolerant. Traffic produced from data-driven tasks is more delay- 

tolerant (Shenker, 1995). This distinction between traffic types overlaps partly with users' views, but there 

are some differences. The QoS dimensions associated with the timely delivery of data (e. g., Speed, Delay) 

are more likely to be connected to real-time applications, whilst Throughput is associated with data-driven 

tasks. However, perceived QoS parameters depend on the real-world tasks that users perform, and the 

salience of such parameters lies in their relevance to this task, rather than in the characterisation of traffic 

produced as a result of users' operations performed in order to achieve the task. For example, 
Manipulation, associated with real-time video tasks, refers to the ability to manage the video image in 

terms of operations such as resizing. Clearly, users' need for this QoS parameter is dependent upon the 

value placed on what is seen in an image. 

4.2.1.3 Charging schemes 
The process by which users judge the acceptability of the QoS they receive and charging schemes is best 

represented as a structured storyline. Table 4 is an example of a high-level storyline that represents 

components that describe advanced users' Payment Behaviour. 

The Smart Market pricing scheme (Mackie-Mason & Varian, 1994) was judged by participants to involve 

a greater Risk relative to other schemes discussed. This Risk is in part attributable to the metaphor users 

apply to this type of charging scheme. In his theory on mental models, Johnson-Laird (1983) argues that 

users construct working cognitive representations of phenomena they interact with from a set of rules. 

Users' performance on a task is largely dictated by the mental model they possess. Thus, the 

appropriateness of the model applied to the design of a system dictates the efficiency with which users 

interact with that system. Norman & Draper (1986) argue that if there is a significant mismatch between 

the model used by the systems designer and that constructed by users, those users can fail to recognize the 

intended functionality of that system. A users' mental model is: 

"... a more or less definite representation or metaphor that a user adopts to guide his actions and help 

him interpret the device's behavior. " (Young, 1983) 

Using metaphors that users recognize is therefore an effective way of facilitating system usage. However, 

systems designers must use metaphors that accurately map between computer and real-world 

environments. As Tognazzini (1991) argues, design models must be constructed to fit in with users' 

existing knowledge and experience. 

The results reported in this thesis show that users feel unable to develop Social Trust due to the fact that 

the conceptual metaphor for the Smart Market - the auction - should be a situation where bids are made 

face-to-face. In the latter situation, bidders can barter for commodities against a known price. This 

metaphor would be difficult to support adequately in a multiplexed, multi-route architecture. 
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Risk Assessment is clearly an operation that users apply to future events. Users' Expectations of QoS 

received in the future influences their assessments. Users' Expectations concerning the future state of the 

network are a strong determinant of their future actions (Nielsen, 1994). An understanding of network 
conditions, provided through User Interface (UI) feedback, leads to a level of performance that concurs 
with users' Expectations. This decreases the Risk that is associated with payments. The influence of 
Expectations suggests that payment could be made for the chances of poor QoS being configured from a 
network that has become congested. A charge would be levied, not for explicit network conditions, but for 

the conditions expected by the user. The theory of EC (see Section 2.2.3.5) is based on a similar idea 
(Brittan, 1997). User's need for predictable QoS could therefore become the very aspect for which he is 

prepared to pay. 

4.2.1.4 Risk and Confidence 

The introduction of an explicit payment for network services adds, from users' point of view, a dimension 

of value to perceived QoS. Users' level of Confidence that charging procedures represent value was 
found to be the overall high-level determinant of their acceptance of the charging scheme and their 

Payment Behaviour. Confidence is gained through users' assessment of a situation as low Risk, with 
Risk here defined as the chance of paying too much for the QoS received. 

To assess Risk, users consider several sub-concepts; the relevance of the different sub-concepts depend 

on users' level of knowledge and experience. Advanced users draw on Network Concepts, novice users 

do not. Users' Expectations of quality received, for instance, is influenced by the levels of congestion the 

advanced user believes to be present. For all users, an understanding of the multiplexed nature of the 

network leads to a concept of Collective Quality. The presence of this concept suggests that an 

assessment of Risk will be partly based on the users' perception of the QoS received by other users of the 

network. 

Table 4: Payment Behaviour: High-level Story-line (advanced users) 

Users may gain Confidence leading to Payment Behaviour: 

By perceiving the coupling of user and network processes leading to: 

A) A Risk Assessment of a transaction producing: 

1. A high-risk situation characterised by: 

a) Network procedures that are: 

I. Unpredictable according to Feedback which is: 

i. Not qualitative. 

ii. Badly timed 

iii. Unreliable 

iv. Of inadequate amount. 

II. Degrade Trust (Contextual) by opposing expected Collective Quality. 

III. Have high probability of unacceptable QoS according to users' 

Expectations. 
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2. A low-Risk situation characterised by: 

a) Network procedures that are: 

I. Predictable according to Feedback which is: 

i. Quantitative as well as qualitative 
ii. Correctly timed 

iii. Reliable 

iv. Of adequate amount 
II. Promote Trust (Contextual) by confirming expected Collective 

Quality 

III. Have low probability of unacceptable QoS according to Expectations 

b) User conceptions that: 

I. Promote Trust (Social) 

B) An assessment of the performance of network QoS drivers leading to a situation that produces: 
1. Concurrence with Expectations which results in: 

a) A low performance and low Expectancy situation leading to: 
I. An acceptable level of QoS. Acceptance of charging mechanism. 

b) A high performance and high Expectancy situation 
leading to: 

I. Acceptance of good QoS. Acceptance of charging mechanism. 

2. Inconcurrence with Expectations which results in: 

a) A low performance and high Expectancy situation leading to: 

I. An unacceptable level of QoS. Rejection of charging mechanism 

b) A high performance and low Expectancy situation leading to: 

I. Acceptance of good QoS. Rejection of charging mechanism 

Figure 18 utilises the concepts of Risk Assessment and Expectations in order to show how users might 

be influenced by dynamic network conditions. The model in Figure 18 reflects dynamic aspects of the 

network and users' evaluations of network performance. 

The risk of receiving poor performance from the network is dependent on the user's goal, and therefore: 

Risk Assessment = Task importance + Feedback concerning predicted performance 

Seemingly, the situation in which Risk is minimised is where the user pays a flat fee. However, this may 

not be true if one includes the Risk of not receiving value for money where a flat rate is paid. This is a 

trade-off, i. e. sacrificing flat rate charging for the ability to manipulate QoS in accordance with changing 

network conditions and task importance. Results from focus groups indicate that, while flat-fee charging 

offers Predictability, users also need to reflect the importance of their task rather than submit to 

predetermined application QoS. The context of Risk Assessment is shown in Table 5. 
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4.2.1.5 Encapsulation 

Data from the focus groups suggests that users prefer to be able to change their QoS demands in line with 

the importance of their task and dynamic network performance. Many assertions indicate that charging for 

variable quality should be a simple and largely automated process. This reflects the fact that, whilst the 

technical realisation of payment will be on a per-packet basis, for the user it is on the application level. 

Data suggests that the number of times the user must perform an action, above the complexity of the 

action itself, that contributes to how acceptable a charging mechanism might be. This suggests that users 

require certain actions to be hidden from them. For example, users could be asked to specify an upper 

bound for the level of Risk acceptable in making a certain payment. This could be realised by software 

capable of making a prediction of levels of network congestion (see Chapter 10). 

A tentative suggestion for the implementation of a level of automation in the application and network 

levels of the OSI framework is the creation of intelligent agents. These have sometimes been called Smart 

Agents (see Chapter 2). These agents at the application level can be constructed to interact with network 

agents in the extended system. The results of this can be an explicit prediction of the probability of 

negative valuations for salient QoS drivers. The user agent might act as a QoS Broker (Nahrstedt, & 

Smith, 1995) where complex negotiations would take place with the network agent and be largely 

automated from the user's point of view. 
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Figure 18: The role of Risk Assessment, Feedback, and Expectations in Payment Behaviour 
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Table 5: Risk: Phenomenon & context 
Phenomenon Causal conditions Properties of Dimensions Intervening conditions 

causal condition 
Risk Explicit valuation Amount charged, high H low The Predictability of the 

caused by Update rate network. 
Charging for QoS The user's conception of 

Trust. 
Context: 
Where an explicit valuation is placed on QoS (via charging) risk will be assessed and Confidence 
gained as a result of a low risk evaluation. 
Explicit Valuation of QoS -ý Risk Assessment =High Risk --+ Lack of Confidence 
Payment Retention 
Explicit Valuation Risk Assessment = Low -3 Confidence -* Payment 
Levels of aggregation: 
Level 0 Confidence 
Level 1 Risk Assessment, Expectations, System Performance 
Level 2 Social Trust, Contextual Trust, Predictability, Feedback. 

4.2.1.6 Predictability 

Predictability is one of the most fundamental QoS drivers from a user's perspective. The concept of Risk 

Assessment is directly linked with that of Predictability -a low-risk situation is one that is predictable. 
This suggests that users are prepared to accept charging mechanisms that are predictable. Predictability 

can be defined at different levels of granularity. For example, QoS can be predictable within a session, 

and form users' Expectations of the QoS they predict they will receive in following sessions. Users also 

make predictions about likely QoS based on more general QoS trends, such as those expected at a certain 

time of day. It is this latter form of Predictability that allows users to decide whether to commit to the 

interaction as a whole (see Section 4.4). Once users have committed to that interaction, however, the 

Predictability of QoS within that session will influence the trade-offs users make when deciding to 

commit to an interaction in the future. Predictability, therefore, is an important criteria for the judgment 

of QoS on several levels but it may be most important to study it at a relatively low level of granularity. 

It is important for users to be able to predict the performance of different technical QoS drivers 

depending on their task. For example, for email applications it makes less sense to talk of Predictability in 

terms of time; email is usually an elastic application. For time-dependent WWW tasks, however, it makes 

far more sense to attribute Predictability as a measure of QoS that has to be reassessed. A measure of task 

type is be therefore necessary in deriving service charges. 

Predictability is also implied in the level of control required by users over their payments for QoS. 

Somewhat contrary to previous findings (e. g. Cosgrove & Linhart, 1979), results from these studies 

suggest that users prefer to be able to dynamically change the levels of QoS they receive in line with the 

value given to the task being performed. Therefore, dynamic pricing needs to provide Feedback on 

network congestion, which would enable users to predict the Risk involved in making certain payments. 

An idea that balances the need for Predictability with the need to attribute value to a particular transaction 

is the use of quotas (see Section 2.2.2.4). Quotas for certain important QoS drivers can be bought prior to 

network use. Users would then have a (dynamic) choice whether to use their quota for any particular 
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transaction. It is evident that this mechanism involves a trade-off between the user's need to be able to 

predict the network's performance and the need for the dynamic evaluation of network conditions. The 

need for dynamic decision making is shown in the fact that decisions of whether to use quotas depends on 

the context in which the task is performed. For example, the urgency associated with file download is a 

critical factor in determining whether a quota is used. The context in which Predictability is derived is 

shown in Table 6. 

Table 6: Predictability in Context 

Phenomenon Causal conditions Properties of 
causal condition 

Dimensions intervening conditions 

Predictability Feedback Appropriate level predictable Type of task determining 
(positively of granularity H salient QoS drivers 
correlated with Current unpredictable User group (i. e., level of 
Expectations) information networking knowledge). 

Frequent 
information 

Context: - 
Under conditions where the Feedback is appropriate and frequent and the resulting high Predictability 
is frequent and for a long duration a situation of low Risk is obtained. 

4.2.1.7Advanced users' models of QoS and charging 

Figure 19 is a model showing the links between concepts extracted from data gained during focus groups 

with advanced users. Higher-level concepts depend on an aggregate of sub-concepts. A detailed definition 

of each concept is provided in a separate glossary (see Appendix 1). 
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Figure 19: Concepts determining the acceptance of QoS and charging mechanisms (Advanced Users) 

4.3 Studies 2&3: Investigating QoS: novice users 

There were 14 participants in Study 2. These participants were divided into 2 groups of 7 members. Both 

took part in tape-recorded focus groups. The participants in the second study were notably different from 

the first user group in terms of the levels of syntactic and semantic knowledge that they possessed. The 

novice user-group (A) comprised two sets of information management undergraduates. These participants 
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were relatively inexperienced in real-time tasks. All participants were computer literate and had 

experience with email and WWW applications. The group was divided into sub-groups to achieve a group 

size that was manageable for group discussion, with each session lasting for approximately an hour. Users 
discussed QoS and charging with the help of a trained facilitator. 

There were 8 participants in study 3. The participants, in novice user-group (B), were all undergraduate 
students attending a Law course. They possessed a limited degree of semantic knowledge concerning the 

networking domain. All participants had just completed a 10-week course, learning spoken and written 
French, using video conferencing equipment. Participants had limited experience with email and WWW 

applications. Each session lasted for approximately an hour. Users discussed QoS and charging with the 
help of a trained facilitator. The sessions were tape-recorded. Recordings obtained from the focus group 

studies were transcribed and analysed in an identical manner to previous focus groups (see section 4.2). 

4.3.1 Results and discussion: Studies 2&3 (Novice Users) 
Certain aspects of the previous model defined for advanced users were reiterated in the case of novice 

users. However, the same emphasis was not always placed concepts; there were several areas where 
different aspects were addressed by different user-groups. 

There was relatively little difference in results from the two novice user groups compared to differences 

between the advanced and novice users. Although differences in networking experience had the effect of 

limiting the QoS categories considered by user group 3, similarity in semantic knowledge of the 

networking domain leads to the generation of similar opinions concerning QoS and charging. Watson 

(1996) has suggested that the QoS perceived when a subject is involved in a passive listening task, and 

when they are involved in a fully real-time interactive situation, is significantly different. Although the 

users in the third user group were involved in a partial multi-way interaction, the amount of passive 

listening involved may differentiate this task from the tutorial situation experienced by the advanced users 

used in study 1. As a consequence of these task differences, the experience of the third user-group (which 

was that used to distinguish them) may be somewhat limited. This may explain the high degree of overlap 

between the two studies conducted with novice users. 

4.3.1.1 Task 

Results show that the importance of perceived QoS parameters depends not only on the task being 

performed, but also on users' knowledge and experience. Inexperienced users tend to reason about 

applications and quality in terms of a real-world metaphor. Novice users in this study had no conception 

that email requires routing of information through a network infrastructure. With increasing knowledge 

about networking, the influence of such real-world conceptual metaphors on perception of QoS decreases, 

enabling advanced users to conceptualise tasks according to the type of traffic produced. 

The relevance of task-dependent Feedback in assessing the acceptability of charging mechanisms was 

especially apparent for novice users. Due to the use of a conceptual metaphor in the formation of 

Confidence, it is essential that Feedback be configured according to that metaphor. If users apply the 
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telephony metaphor to Web searching tasks, for example, Feedback should be supplied on a per-call 
basis. 

Reliance on a conceptual metaphor leads novice users to attribute Boundaries to tasks in terms of the 
amount and type of QoS that it is appropriate for that user to receive. There was a tendency for this user 
group to 'pigeonhole' applications such as WWW and email. For example, there was no conception that 
an email task would require the system to search for hosts, although they did believe that WWW search 
engines performed this function. As described in section 4.2.1.3, users' perceptions of how network 
systems function is based on the model users have constructed. This model is different for advanced and 
novice users. 

Users' perception of the number of real-world task operations that an application is required to perform 

also influences their assessment of QoS. For example, users conceptualise email delivery as a single 

operation: deliver the message. The Work for this operation is therefore judged to be a small, fixed 

amount. In contrast, WWW-searching applications were seen to require a number of operations. The 

Work for these applications is therefore greater than zero. When Work is assessed as equal to or close to 

zero, the user requires little or no Feedback. If Feedback is supplied for such applications, users' 
judgements of QoS are likely to be negative. 

4.3.1.2 Virtual Distance 

The term Virtual Distance (VD) refers to the physical distance between local and remote users (see 

Chapter 7). This distance is virtual as what is represented is not network connectivity and routing paths 

taken by data as it travels from sender to recipient. Instead, novice users are prepared to accept a lower 

general level of QoS if the physical distance between local and remote users is high. In videoconferencing, 

for example, users will tolerate a higher level of audio packet loss from a participant who is on a different 

continent than from somebody in the same building. They also rate sessions with places that may be 

physically close, but take a long time to reach (because of lack of public transport, or congested roads) 

more favourably than those places they could get to more easily. The concept of VD shows that users 

make a real-world cost-benefit assessment that effects their assessment of QoS. Decreasing the value of 

VD seems to be the goal of many assertions. The context in which this concept is derived is shown in 

Table 7. 

4.3.1.3 Trust 

There are further differences between advanced and novice users in the conceptualisation of Trust. In 

order to form a positive Risk Assessment, it is necessary for users to make a positive evaluation of 

Trust. However, as novice users do not possess network concepts, Trust is attributed to processes 

external to the network (i. e. the user-ISP contract). The link between payment and the service received is 

upheld by social sanctions rather than technical operations. For example, on evaluating the Smart Market 

scheme one individual asserted: 
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`.. bidding involves people getting together and trying to compete.. if you only know how far to believe 

them if they're together.. still, people would normally let you get it anyway'. 

Table 7: Virtual Distance in context 
Phenomenon Causal conditions Properties of 

causal condition 
Dimensions 

Virtual Feedback Current high H low 
Distance information Physical distance: far H near 

Frequent 
information 

Context: - 
For novice users. Where the physical distance between the location of the user and the destination of 
the data unit is large the Virtual Distance will be high. Where the physical distance between the 
location of the user and the destination of the data unit is small the Virtual Distance will be low. 

4.3.1.4 Localisation 

When considering WWW browsing, the slowness of the system was attributed partly to a large VD and 

partly by the number of sub-tasks that the user was required to perform at the local machine. For example: 

`The fact that I have to sit there and click submit and then confirm, well that must mean the computer's 

going to take it's time over things... otherwise it'd give me the stuff automatically'. 

This suggests that users attribute control of the QoS they receive to the application at the local machine as 

opposed to regulating processes in the network. This is referred to as Localisation. Localisation is 

present almost exclusively in the models of novice user groups. Advanced users attribute the QoS they 

receive to the processes occurring in the network (e. g. congestion caused by multiplexing). With users 

who possess networking knowledge there is a conception that user-processes, such as the provision of 

payment, have an affect upon the performance of the network in proportion to the amount paid. User and 

network processes are therefore linked. In contrast to this view, for novice users, there is no explicit link 

between user and network processes, thus diminishing the influence of one upon the other. To illustrate: 

`... you know, either I'm going to pay there and then and it might not get any better, or it's going to 

deliver exactly what I want anyway... If I can't do anything about it, I'd rather not do it like that because 

I could loose a lot of money' 

4.3.1.5 Involuntary and Voluntary actions 

If the QoS received doesn't concur with a user's Expectations than the user's acts are viewed as being 

Involuntary. This is a situation defined by Danger. If they do concur the actions are viewed as 

Voluntary, a situation where an accurate assessment of Risk can be made. Confidence, on which a 

charging scheme will be accepted, is never associated with Involuntary actions. 

The concept of Danger has been defined as being the denial of `the attributability of loss to a decision' 

(Luhmann, 1991). This entails that any loss that may occur, or in this case, the loss of value in the service 

provided, is viewed as externally generated, by the system, and not to the user's decision. 
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The presence of a Voluntary/Involuntary distinction may be part of the reason why there is no notion of 
Trust in network processes in the concepts of novice users. If an action is viewed as Voluntary, then the 
network simply acts as reflector, providing the QoS demanded. If, however, an action is viewed as 
Involuntary, the user has no control over the QoS received. As no amount of payment will influence the 
acceptability of a charging scheme where an action is viewed as Involuntary, trusting the network to 
deliver value is no longer relevant. 

4.3.1.6 Feedback 

Both novice user groups placed a great deal of emphasis on the role of Feedback in determining the 
Predictability of the network. These users associated too much Feedback, and Feedback of different 
types, to situations of bad quality. The discussion brought out several points: 

" Participants required confirmation of delivery failures concerning the inability of the network to 

perform the requested action. 

" There was not enough Feedback concerning the process the system takes in delivering services 
such as email. Feedback was declarative, e. g. `message not sent' instead of procedural. This is 

particularly relevant to novice user groups, who don't reason in terms of network concepts. 

0 Where subjects said that they did not understanding network processes, both text and iconic- 
based Feedback should be consistent and configured according to an accurate metaphor. For 

example: 

`Because I was confused because CompuServ has a bookmark and it's a heart and it's meant to be your 
favourite place'. 

" Trust of Feedback is crucial: For example, the dynamic accuracy of the Netscape `reservoir' 

was questioned. Participants said they found this Feedback wholly untrustworthy. To illustrate: 

,... you get the little hour-glass and then there's the thing at the bottom and it say's waiting for reply but it 

never tells you how long it's going to be so sometimes you're sitting therefor seven-eight minutes'. 

4.3.1.7 Perception of QoS (Novice users) 

Figure 20 presents the model derived from the second set of focus group studies, generated from novice 

users. The processes associated with factors in the model are presented in the form of story-lines, in 

Tables 8 and 9. 

Table 8: Payment Behaviour: High-level Story-line (novice users) 

Novice users' Payment Behaviour is associated with their levels of Confidence: 

A) High Confidence arises from: - 
J) The Predictability of future actions derived from: - 

I. Gaining a high degree of (external) Social Trust and, 

II. Viewing actions as Voluntary producing a low Risk Assessment 

2) Conceptual mappings that fit the real-world metaphor such that: 

I. The delivered service fits the user's VD Expectations and, 
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II. The delivered service emphasises the salient QoS dimensions according to that metaphor. 
B) Low Confidence arises from: - 

1) The unpredictability of future actions derived from: - 
I. Failure to gain an acceptable degree of (external) Social Trust and/or, 
II. Viewing actions as Involuntary producing Danger attributions. 

and/or 

1) Conceptual mappings that do not fit the real-world metaphor such that: - 
I. The service does not fit the user's VD Expectations and/or, 
II. The service does not emphasise the salient QoS dimensions according to the metaphor 
III. The delivered service emphasises QoS dimensions inappropriate to that metaphor. 

Table 9: Risk Assessment Storyline 
Users gain Confidence by making a Risk Assessment producing: - 
A) A high Risk situation characterised by: - 

1)Unconfirmed Expectations and/or, 
2)Perceived de-Localisation according to 
Feedback which is: - 

a) Determined to be needed as the perception that tasks is that they: - 
i. Have strong Boundary Definitions and, 
ii. Have a determined VD that is >0. 

and 

b) Determined to be needed to support users with 

limited knowledge of the networking domain. 

c) Unmapped to the real-world metaphor 

d) Untrustworthy 

e) Badly timed 

B) A low Risk situation characterised by: - 
1) Confirmed past action-network reaction concurrence through: - 

I. (firstly)Confirmation of Localisation, according to Feedback which is: - 

a) Absent if not needed as the perception of tasks that they: - 
i. Have a VD that is determined to be at or near 0. 

or 

c) Mapped according to the real-world metaphor. 

d) Trustworthy 

e) Appropriately timed 

II. Confirmation of Expectations. 
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Conceptual Mapping 
+ Predictability = Confidence 
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Figure 20: Concepts determining the acceptance of QoS (Novice Users) 

4.4 Study 4: Linking QoS to Existing Charging Mechanisms 
Studies 1-3 focused on users' perceptions of QoS and their attitudes to a limited number of charging 

mechanisms. The focus groups in Study 4 extend this research in that it examines the acceptability of 

different charging mechanisms in more detail with users who have the responsibility for payment of line 

and usage charges. Thus the reliability of investigating how users practically and mentally organize their 

network payments is increased in this context. The focus groups in Study 4 were designed to understand: 

1. How network QoS charging compares to other forms of charging (e. g. mobile phone usage). 

2. Whether the method of charging preferred depends on the importance of the user's task. 

3. Whether the amount of control needed over the method of payment depends on the importance of 

the user's task. 

4. The extent of users' satisfaction with method of charging for mobile phone usage. 

5. Attitudes to budgeting, e. g. do participants think of their budget when making calls vs. the 

absolute per-minute charge? 

The agenda for the groups was designed around the aim of exploring any contrasts in users' preferences 

for different types of charging (e. g, admission/line subscription vs. the flexibility provided by dynamic 

charging), and the prevalence of charging Feedback in participants' usage and their preference for this. 

The influence of users' tasks on actual payment behaviour was investigated. For example, one suggested 

profile is to allow users to ask that the quality they receive be prioritised over price. When a task is very 

important it is more likely that users will opt to maximize QoS, at the sacrifice of paying more. 

82 



The conceptual models that drive payment behaviour in different contexts were investigated. For example, 
participants were asked if, when paying per-call they thought about the payments in relation to a budget. 
This would establish the nature of any fmancial trade-offs made. 

4.4.1 Method 

There were 30 participants in Study 4. These participants were classified as novices. They were selected 
according to their: 

1. Responsibility for the payment of subscription and/or usage charges for their network. 
2. Use of that network for more than 2 hours per week. 
3. Use of mobile phone. 

4.4.2 Procedure 

It was essential that users' experience of levels of QoS was established. This is because users' acceptance 
of current levels of QoS is clearly influenced by their previously formed Expectations of that QoS, as 
shown by Studies 1-3. Respondents were asked about their experience of their mobile phone and Internet 
QoS through survey questions given prior to focus groups. The multi-choice questions were divided into 

those asking for the frequency with which the participant was refused admission to the network and those 

concerning QoS experiences within the session (see Appendix 2). The latency thresholds contained in the 
questions reflect thresholds for tolerance previously established (Nielsen, 1994). Participants were split 
into 3 groups. The rest of the procedure for these focus groups was identical to Studies 1-3 (see Section 

4.3). 

4.4.3 Data Analysis 

Multiple regression techniques were used to analyse data from the preliminary survey. Responses in the 

main focus groups were categorized and compared to quantitative data gained from the preliminary 

survey. Thus it is possible to see to see which factors contained in the survey influence attitudes to 

charging. Four factors were extracted from the transcripts for comparison with results from the survey. 

1. Feelings of Control over the QoS received. 

2. Need for Feedback concerning charges being made. 

3. Need for ability to increase QoS at Critical Periods (see below). 

4. Making usage trade-offs (e. g. according to time of day). 

4.4.4 Results 

The main results of the study show that objective price cannot solely be used to reflect users' subjective 

perceptions of quality. That is, a service provider cannot assume that charging twice as much for 

providing twice as much speed on a download doubles the subjective value of that QoS parameter. This is 

because users' conceptions of quality are influenced by a number of contextual and social factors. 

A large number of concepts previously indicated by participants who imagined charging scenarios in 

Studies 1-3, were found to apply in Study 4. However, because Study 4 explored the link between QoS 
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and charging in more depth, other factors were discovered. Studies 1-3 asked users to judge the 
acceptability of artificial charging mechanisms. These mechanisms required that users had some kind of 
control over the QoS they received. In Study 4, participants drew a distinction between awareness of they 
price they actually paid for QoS, and control of that price. It was found that, where there was an awareness 
of price: 

" Users cannot accept dynamic fluctuations in price: Offering twice as much speed for twice the 
price during an interaction creates uncertainty by reflecting a network that is unpredictable. This 
promotes mistrust and a diminished sense of control for the user. 

" Users associate payment with the Commitment they make to a call: They are prepared to pay 
more for Peace of mind (see below). Although users' need to make a Commitment should be 

reflected in the payment made, doubling the price dynamically, even if twice the QoS is offered, 
violates users' sense of Commitment between provider and user. 

4.4.4.1 Results from the preliminary survey 

Results show that users' experiences of network QoS influenced the factors they considered important 

when judging how they are charged for QoS. As found for Studies 1-3, this is because users' previous 
experiences of network QoS shape their Expectations of future QoS. 

Where the number of times users gained access to a network was relatively low, they were more likely to 
favour making trade-offs concerning the time of day they decided to use networks. This was found for 

both data and telephone networks. Qualitative data gained during the discussions indicates that users use 
time-of-day trade-offs to regulate the QoS they can expect. A sense of Control over their interactions is 

given to users through their ability to predict the effectiveness of making such trade-offs. Once access to 

the desired network has been achieved, users have made a Commitment to the interaction. Access to the 

site, reflecting this commitment, is logically not relevant to dynamic QoS variables. It would therefore 

indeed be expected that Factors 2 and 3 would not correlate with number of accesses to the network. 

All four factors examined are correlated with the levels of QoS users typically receive during an 

interaction. This was found for both data and telephone networks. The worse users' experiences of service 

the greater the need for Feedback concerning charges being made. The reason for this is feelings of lack 

of Control over the QoS received during an interaction. For example: 

`Ifl don't know what's going on, how good my connection's going to be, then I'll need to be told when to 

increase it. ' 

Users are forced to make more usage trade-offs that are external to the interaction, if they feel they have a 

lack of Control over the QoS they are about to receive. This suggests that less Feedback is needed if 

users feel that they have Control over the QoS they receive during an interaction, but that giving 

Feedback is at least in part responsible for those feelings of Control. The key, therefore, is to provide 

initial Feedback that gains users' Confidence (see Studies 1-3) in their ability to control QoS. This 

enhances users' Commitment to the interaction. To illustrate: 
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'Understanding what's going on, what I'll get and if it will meet what 1 want ... 
1 suppose it's a peace of 

mind thing. If you tell me what it's going to be like, then I can go ahead and know I'll complete the call 
without hassle'. 

4.4.4.2 Results from the group discussions 

There was a wide selection of different charging schemes used, both for mobile and data networks. Most 
people stressed the importance of the ability to use voice mail and send text messages from their mobiles. 
Unsurprisingly, patterns of usage drove users' choices of tariff. Two themes emerged from the groups. 
Users made the distinction between the need for an awareness of the charge and control of that charge, 
the latter being a chance for users to dynamically and directly reflect QoS needs within an interaction. 
Factors associated with the control of charge were found to be consistent with those previously discovered 
(see Studies 1-3). 

Peace of Mind was found to be the top-level goal in situations where users were aware of the charge 
being made for the interaction, but did not have the ability to control it. Peace of Mind refers to the state 
of mind arising from users' ability to commit to a call and not experience unacceptable changes in price or 
QoS such that would force a re-evaluation of that commitment. Peace of Mind differs from Confidence 

in that the latter is associated with an active role on behalf of the user, i. e. in deciding to make an explicit 
payment associated with a specific part of an interaction. Several other factors emerged from the 
discussion: 

1) Usage trade-offs 

Consistent with the findings of the preliminary survey, where users are not able to control the QoS they 

receive in a dynamic fashion, they make usage trade-offs in terms of time. For example: 

`I'll think, how important is it for me to make this call now and if it's not important then I won't do it'. 

Users also make tradeoffs concerning the charging schemes that they use at particular times of day, and 

for particular tasks: 

`If I'm making a long-distance call I won't use a BT land-line, I'll use a different scheme, that's cheaper'. 

This shows that users make dynamic assessments concerning the value of an interaction, as a whole, 

against their assessment of its price. This suggests that users' think about QoS as attached to an entire 

interaction. Charging schemes might therefore be designed to attach or estimate the cost of an interaction 

at the beginning of a call, in order to provide accurate data to fit users' Expectations. Users' distinctions 

between inter and intra-interaction assessments of value is reflected by the Commitment they make to 

reach the goal of their task. This task is represented by the interaction as a whole. 
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2) Commitment 

Users make commitments to an interaction. That is, they make an upfront assessment of the importance of 
a call and make trade-offs in terms of whether that call is important enough to make at that time. This 

means that they don't want to make constant re-evaluations of the value of the interaction. Therefore, 

providing continuous charging Feedback is not only redundant, it can distract users from the goal of their 
interaction. 

The group in Study 4 stressed the benefits of using pre-paid packages. Value for money guarantees could 
be provided by service providers. A popular example was where the provider refunds the difference 
between expenditure on the chosen tariff and that on a cheaper tariff, for the users particular type of usage 
that month. This provided users with the Confidence to commit to an interaction under a guarantee that 

that interaction represents value for money. 

3) Community 

Users have a sense that they are using a shared resource in both data and telephone networks. Asking users 
to pay for certain levels of QoS can therefore promote an unacceptable level of Risk. This is because a 

payment structure creates a sense of hierarchy in terms of users' financial capabilities. For users at the 

retail level, this means being relatively low in the queue for receiving the QoS required. This situation 

means that users loose the sense of Control they have over the payment decisions they make. To illustrate: 

`I get a sense that I'm being manipulated, there's absolutely no guarantee... it's like there's always going 

to be a bigger fish paying more than me'. 

4) Trust 
Trust has been shown to be a central concept that influences users' requirements for QoS charging 

mechanisms (see Studies 1-3). The notion of Trust was indeed shown to play an important role in 

influencing requirements for dynamic control of QoS and the schemes used to charge for that QoS. 

However, the notion of Trust extracted in Study 4 differs somewhat from that found in previous studies. 

In Study 4, Trust is concerned with the user trusting themselves in addition to Trust that users place in the 

ISP not to violate their sense of privacy. 

a) Trusting themselves 

Allowing users to dynamically control charges for QoS, or making users aware of their expenditure so that 

they must assess their Commitment to the interaction forces users to re-evaluate the QoS they receive. 

Forcing users to make continual re-evaluations of the QoS they receive encourages them to believe that 

there is a Risk of making an inappropriate assessment of that quality. Users mistrust of their ability to 

make appropriate re-evaluations induces unacceptable cognitive load and a sense of anxiety: 

`Knowing that all the time how much it's costing, makes be feel paranoid that I'll go over without 

knowing, I can't judge that right'. 
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b) Trusting the service provider 

Providing continuous charging Feedback, or even making the user aware that continuous charging 
feedback is possible also promotes a sense of mistrust in the service provider. Users feel that their usage is 
being monitored and this is a violation of their sense of privacy and control over the outcome of their 
expenditure. This suggests that users do not make a direct link between their actions, the QoS they 
receive, and the charges that are made against those actions. Users' Trust in the provider is influenced by 
the Localization of the task (see Section 4.3.1.4). 

5) Critical Periods 

Users' Trust themselves to self-regulate their expenditure on a one-off basis. This is analogous to making 
time-of-day usage trade-offs. Users attach a conception of a Critical Period to the charging scheme. Focus 
groups in study 4 show that users want to set the Critical Period by specifying a Critical Threshold (see 
below). This allows them to attach different values to interactions, whilst retaining the Peace of Mind 
that they will not exceed an upper bound. The type of tariff determines the Critical Period. For example, 
the Critical Period for a pre-paid tariff on a mobile telephone is the call that might cause the allowance to 
run out. Users cannot commit to this call because of their inability to predict future levels of service. Users 

considered a disadvantage of having a complete lack of Control over the network to be that they cannot 
choose to enhance the QoS of a call during a Critical Period. This means that they cannot attach value to 
the call. 

In contrast, the Critical Period for a usage-based tariff is that time when the cost of the transaction 

exceeds an unacceptable limit (determined by the Critical Threshold -see below). In this case, users want 
to minimise Risk by re-evaluating their commitment to the interaction at this time. 

The presence of what is thought of as a Critical Period means that there are times when users wish to 

make dynamic re-evaluations of the relationship between the charge and the QoS they receive. The 

important aspect indicated by participants in the focus groups is that these times should be specified by 

them, and not imposed by the computer. The best way to describe these times is in terms of Critical 

Thresholds. 

6) Critical Thresholds 

The Critical Threshold is an upper bound specified by the user, although default settings could be 

applied to interactions associated with the same task. With data networks users want to be able to predict 

if their particular transaction is likely to exceed the Critical Threshold that they have selected. They are 

then able to assess if a Commitment to the interaction should be made. For example: 

`Yes, if I could say, "don't let me spend more than five pounds, and tell me if my (Web-page) selection 

will take me over it", yep, that would be excellent, I'd know then whether to go ahead'. 

Like Critical Periods, the defmition of a Critical Threshold depends on the type of tariff users have. For 

non usage-based tariffs, the Critical Threshold can be specified in terms of time: 
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'1 hate the time when your allowances are about to run out and you might be cut off in an important 

call ... I want it to say "ok, it's that amount of time left", then I know I can get through the whole thing'. 

4.4.4.3 Differences between data and telephone networks 
The main difference between data and telephone networks, as outlined by these focus groups, was that 
telephones always support social interaction. This is the case even when that interaction is asynchronous, 
such as sending of voice mail. 

There is a mistrust of network feedback and a sense that data networks are unreliable. This contrasts with 
users' perceptions of telephone networks. In telephone networks, users conceive a direct link between 

them and the person that they are contacting, even though their speech traverses a network. In telephone 

networks, therefore, there's less chance of loosing data across something conceived of as a direct link. 

With data networks, however, the process of routing is considered present but hidden from the user. This 

adds to the inherent mistrust of network processes. Feedback requirements, informing users of 

accumulative expenditure and in Critical Periods is more important for usage of data networks than for 

telephone networks. 

Figure 21 (Appendix 3) presents the model derived from focus groups in Study 4. The processes 

associated with the objects in the model are presented in the form of story-lines, in Tables 10 and 11. 

Table 10 describes the factors that influence users in considering whether they want explicit control of the 

amount they pay for the QoS they receive. Table 11 describes their feelings about being passively aware 

of the charges incurred by the QoS they receive. 

Table 10: Control of charge for QoS: Story-line 

Users reject dynamic control of payments for QoS due to: 

A) The possession of. 
1) A sense of a network of users, forming a community and 

2) Knowledge that network QoS is a shared resource leading to: 

i) High Risk of relatively low allocation of QoS resources 

3) Mistrust of themselves and/or the service provider 

Users accept dynamic control of payments for QoS when: 

A) The task they are performing is of importance 

B) The interaction is in a Critical Period and 

C) There is a high likely of the Critical Threshold being reached 

Table 11: Charge Awareness: High-level story-line 

Users accept the fmancial value of QoS received, thus affirming the link between charge and QoS, when 

they have: 

A) High Commitment to the interaction, which is characterised by: 

1) A high level of Peace of Mind achieved through: 
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i) A high level of Trust 

a) In the user themselves by setting Critical Thresholds 
b) In the service provider to maintain Privacy 

c) Accurate predictions used for usage trade-offs 
User reject the financial value of QoS received, thus severing the link between charge and QoS, when they 
have: 

A) Low Commitment to the interaction, which is characterised by: 
1) A low level of Peace of Mind through: 

i) A low level of Trust 

a) In the user themselves through inability to set Critical Thresholds 

and/or 
b) In the service provider through inability to maintain Privacy and/or 
c) Inaccurate predictions used for usage trade-offs 

4.5 Chapter summary 

The main substantive contribution of this chapter is in providing an overall framework that can be used to 

predict users' reactions to network QoS, and the mechanisms used to charge for that QoS. Additionally, 

the results show how separate concepts concerning these issues relate together. This allows network 

service providers to understand the effects of meeting requirements for network Feedback. Results show 

that: 

" To support QoS from a users' point of view, QoS management has to be flexible, users' 

views of QoS being influenced by the value they place on the task being performed. 

0 QoS is a multidimensional concept. Several QoS dimensions involve conceptions that are 

not directly translatable to the concepts that exist in the technical literature; that which users 

call QoS is different from that which determines the QoS objectively produced by the 

network. 

0 Users' tolerance of QoS and the acceptability of the mechanism used to charge for this 

quality varies according to users' Expectations of quality, the goal of their interaction and 

the levels of Control they are afforded over payment decisions 

" Using price as the sole variable that dynamically regulates demand for network bandwidth 

(and hence QoS) is not an acceptable solution to users. This is because it violates their 

conception of Trust that can be associated with a predictable service, preventing them from 

making the needed Commitment to an interaction. 

" Users' tolerance for QoS is influenced by the medium they use for interaction. This is shown 

in the fact that there is greater mistrust in the ability of data networks to supply a consistently 

value-for-money service, compared with telephone networks. 
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This chapter provides an important methodological contribution. It shows the efficacy of using grounded 
theory methods for analysing complex relationships on an area where little previous work has been 
established in any detail. It shows how this method can distil a large body of rich and complex data into 
valid hypotheses that predict actual behaviour. 

The work presented in this chapter makes a crucial contribution to the research as a whole. This is because 
it provides the framework from which further hypotheses for investigation are generated. Qualitative 
results generated from the focus groups have generated a high-level overview of issues that are considered 
important to users when considering the domain in question. This `top-down' approach is especially useful 
in distilling areas that are suitable for further analysis. However, the predictive validity of the factors 
identified in the focus group studies is limited if they cannot be shown to affect behaviour during 
empirical work. Empirical work is also needed to establish the ability for factors to be generalised across 
larger numbers of users, thus providing scalable solutions to problems involving user requirements 
capture. 

The complexity of models suggests that there is no simple experiment that can test the efficacy of all the 
established factors in one study. High-level factors were prioritised for further study. This is because 
higher level factors more closely represent the goal of users' interactions. However, there are a number of 
areas, where factors are linked and are concepts that can be explained at a relative high level. Empirical 

work can be designed to test the influence of these concepts on users' behaviour. Distinctions between the 
type of QoS ascribed to different tasks have been established. It is therefore essential that the factors 
derived in the models be tested for validity while users are performing different tasks. The effect of users' 
tasks on these concepts has been investigated during experiments by assessing users' QoS tolerance for 

email, FTP and Web interactions in addition to MMC applications. The effect of Predictability, users' 
Expectations and the role Feedback has been tested under experimental conditions (Chapter 6). The 

effect of Virtual Distance and Collective Quality has been investigated with novice users (Chapter 7). 

Table 12 shows the concepts tested in the studies reported in Chapters 5-8. 

Table 12: Summary of concepts tested in Chapters 5-8 

Chapter Study Design Concepts tested 
5 5 Web based survey Expectations, Predictability, Task 

6 Web-based survey Expectations, Task 
6 7 Web page latency: 

Continuous assessment 
Feedback, Expectations, Trust, 

Metaphor, Task 

8 Control of Web page 
latency 

Feedback, Expectations, Trust, 
Metaphor, Task 

9 Audio packet loss: Continuous assessment Predictability, Expectations, Task 
10 Control of audio packet loss Predictability, Expectations, Task, 

Risk 

7 11 Paper-based survey Virtual Distance, Collective Quality 
8 12 Priced QoS feedback simulation; Control 

of audio packet loss 
Control, Predictability, 

Expectations, Task, Feedback 
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Chapter 5: Investigating QoS requirements using large 

samples 
Focus group data has established that a number of connected factors influence users' attitudes to QoS and 
QoS charging. To get data of an appropriate richness, these studies were conducted with relatively small 

numbers of participants. However, to prove the scalability of these results, it is necessary to investigate 

QoS requirements for larger numbers of users who have experience with priced networks. It is currently 

not possible to analyze users' QoS requirements for usage-based charging of data networks on a large 

scale, or with a wholly representative sample. This is due to the lack of a large-scale implementation of 

usage-based charging. This chapter describes two Web-based surveys. The first investigates an established 

network, that of mobile telephony. This study looks at the influence of high-level factors previously 

identified, namely, the concepts Expectations, Predictability and Task. Based on these results, the 

second survey investigates further the affect of Task and Expectations by dividing tasks into different 

categories. The results of the latter survey have been published in Bouch & Sasse (2000). The location of 

these studies in the overall plan of research is shown in Figure 22. 

Advanced users 

Web experiments 

All users 

Mobile telephone 
survey 

Novice users 

Charging 
experiments 

Virtual Distance 
experiments 

Figure 22: Testing stage: Users' tasks and mobile telephone usage 

5.1 Study 5: Investigating QoS requirements for mobile telephony 

The motivation for this study was twofold: 

A) To examine users' opinions of QoS and charging mechanisms applied to an established 

network. 

B) To produce a greater degree of reliability in the relevance of the concepts extracted in focus 

groups by studying a larger sample of participants. 

Based on the previously generated models, three hypotheses were formed: 

1. That, due to their Expectations, users will be more tolerant of low levels of QoS if they have 

had previous experience of low levels of QoS. 

2. That a predictable level of QoS once a user is admitted to the network would be of greater value 

to users compared to absolute admission/non-admission to the network. 
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3. That users' tolerance for relatively low levels of QoS will be influenced by their task. 

As the amount of Feedback given to users is the means that they judge the Predictability of the network, 
questions were also aimed at exploring the effects of providing users with charging information at the 
User Interface (UI). 

5.1.1 Method 

5.1.1.1 Participants 

The Web page containing the survey was accessible to all Internet users. However, so that specific users 
could be targeted, three user-groups were sent the location of the survey by email: 

1. Members of the research community at British Telecom (BT): This group of users was deemed to 
possess advanced knowledge of mobile and data networks, and extensive experience of mobile 
and data networks. This user-group will be referred to as UG 1. 

2. Undergraduates and postgraduates from technical backgrounds: This group of users was deemed 
to possess relatively good knowledge of mobile and data networks, and some experience of 
mobile and data networks. This user-group will be referred to as UG2. 

3. Undergraduates and postgraduates from non-technical backgrounds: This group of users was 
deemed to possess relatively little knowledge of mobile and data networks, and relatively little 

experience of mobile and data networks. This user-group will be referred to as UG3 

5.1.1.2 Tools 

The survey consisted of twenty open and closed questions (see Appendix 4). The survey was presented in 

HTML form. A Common Gateway Interface (CGI) program was written to collect the WWW encoded 

raw data. An application was written to load the results in a tab-delimited table that could be read by a 

spreadsheet program. 

5.1.2 Results 

There were 96 respondents to the survey. Detailed statistics are tabulated in Appendix 5. In addition to 

closed questions, respondents were asked for their comments on a number of issues related to the 

reliability of their mobile phone usage. Respondents were also asked to explain their answers for several 

of the closed questions posed. For the purposes of categorizing the results qualitative data was analysed by 

applying open coding techniques from grounded theory methodology (Strauss, 1987). This means that 

each sentence was coded according to the main concepts it represents. 

A clear drawback with the design of the experiment is that the composition of the sample could not be 

completely controlled. It was necessary that respondents could be identified in terms of their knowledge of 

networks. Whilst this was possible with the target samples, many replies had to be disregarded when 

analysing this factor. An additional problem was the use of the WWW as a medium for the survey. The 

number of responses from users without technical knowledge was limited by the fact that these users did 
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not often use computers. A more appropriate means of reaching the former users would be to use a paper- 
based survey. 

5.1.2.1 Expectations 

It was possible to distinguish the three specific user-groups from the responses received. One of the aims 
of the survey was to establish whether there were any differences in charging preferences between users 
with differing amounts of knowledge and experience with telephone and data networks (Hypothesis 1). 
Differences between the opinions of these user-groups were found. UG 1 were the most satisfied with the 
service they receive from their mobile telephone. These users were the least likely to be refused admission 
to the network, or to be cut-off in the middle of a conversation. However, when refused admission to the 

network in particular, members of UG I were far more likely to become annoyed. Figure 23 shows this. 

50% of respondents from UG I rated this refusal as `5' or `most annoying'. This compares with only 3% 

and 1% of UG2 and UG3 making the same rating, respectively. These results suggest that it is because of 

the preformed Expectations of UG 1 that such drops in QoS, because occasional, cause such a negative 

reaction. 

5.12.2 Predictability 

The majority of users were refused admission to the network relatively infrequently. 71% of users were 

blocked from making non-emergency calls less than once per week. The majority of users were cut-off in 

the middle to a call less than once per week (63%). However, they found this case more annoying than 

being refused access to the network. Results therefore broadly confirm Hypothesis 2 in that they show the 

relative importance of a stable amount of quality compared to access to the network. Figure 24 shows that 

the majority of respondents rated unstable QoS as 5, or "most annoying": 

"Well, if I can't get in then that's that, at least I'm not going to go ahead and not know if suddenly I'll 

get cut-off later " 
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Figure 23: Annoyance levels for access 

5.1.2.3 Charging feedback 
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Figure 24: Annoyance levels for unstable 
QoS 

Previous focus group studies, reported in Chapter 4, showed that users' ability to predict the value of 

future QoS could be facilitated by dynamically displaying the charge for that QoS. An initial question was 

asked to establish whether users alter their usage patterns based on the price they believe they are paying 
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for the call. Only if this is the case are they likely to require charging feedback on which to base such 
behavior. 

Results show that users consider displaying the likely cost of the call before they commit to that call to be 

of some utility. 49% of users said that such information would be useful in helping them to plan and 
decide the call duration. This is consistent with the discovery that users make a Commitment to an 
interaction by making cost-value trade-offs prior to the call. Indeed, results from this survey show that the 

majority of users restrict their telephone usage during peak-hours to save money in the call. This indicates 

that users react to variable charging schemes with technically desirable behaviour. During certain times of 
day the demand for network usage is relatively light. Users are therefore encouraged to reduce the 

congestion on the network through the application of higher prices. Clearly, in order for users to make 

confident decisions to alter their behaviour in this manner, they must be provided with adequate 
Feedback about the QoS they are likely to receive for their money. Per-call charging Feedback, in 

addition to a network infrastructure that can apply variable pricing, may therefore be two essential criteria 
in helping to alleviate congestion problems. Answers indicate that such Feedback is beneficial in terms 

of restricting usage of the network. For example: 

'... I don't always call in the day as it costs too much. Telling the me the price of each call is like this but I 

can then decide on how much I want each call' 
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5.1.2.4 Users' Tasks 

Category 

Figure 25: Areas to increase QoS 
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Although the number of respondents to questions concerning users' tasks was relatively small, results 

indicate in favour of Hypothesis 3. A reason why drops in QoS are less unacceptable to UG 1 compared 

other user-groups was that the subjective value placed on receiving good QoS is higher UGI. UG 1 

account for the majority of all respondents that use their mobile telephone for business purposes. Many 

users from UG 1 indicate that whether they would pay more for a call depends on its type. Additionally, 

the Feedback requirements of these users are more likely to be tied to whether the quality of the specific 

call can be sacrificed. In the case of a business call, for example, this may not be the case. Figure 25 

shows the relatively strong opinions of users from UG 1 that payments for QoS should depend on what 

type of call they are making. 
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Whilst typically regarded as users' preference for network charging (Cosgrove & Linhart, 1979), these 
results suggest that charging the same price for an interaction, regardless of what users are doing, does not 
meet the necessary variability in task requirements. The need to represent different values, ascribed by 

users to different tasks, is illustrated by the fact that per-call charges are preferred. With per-call charging, 
users are able to assess the cost-benefits of making the call against their need to complete a certain task. 
They are then able to decide whether to commit to the call. 

Variability in task requirements is also illustrated in the reasons users purchase their telephone. Results 

show that Contactability was the most popular reason that people purchased a mobile telephone. 
However, this accounted for only just over half of the responses. As realized by some mobile telephony 

companies, it is likely that a user who requires their telephone for safety and emergency calls alone will 

require a different charging scheme than a user who uses their telephone for business purposes. Arguably, 

in the former circumstance, the potential need to complete the task is relatively high: 

'Sometimes I don't care about if there'll be crackling on the line, if I'm talking to my friend and I don't 

really need to. But if it's my boss, that's another story, I can't be breaking up all over the place' 

Respondents were invited to answer `depends on the call' to issues concerning per-call charging. The high 

number of respondents who indicated this choice suggests that users make judgments concerning the value 

that completing the task/call possesses for them. Unfortunately, the number of respondents indicating this 

option may have been reduced due to the design of the survey. In these questions, it was only possible for 

respondents to indicate one answer. Theoretically, however, more than one answer would be appropriate 

for these questions. 

Furthermore, results show that using variable prices for different tasks would increase mobile telephone 

usage, thus providing a financial incentive for service providers to make provisions for variable pricing. 

Allowing users to receive appropriate Feedback that would enable them to assess the value of their call 

may therefore be a technical overhead that service providers would be wise to consider. 

5.1.3 Interim Summary 

This study has made several substantive contributions. Quantitative results gained confirm the validity of a 

number of concepts previously established in this research by proving their salience for a large number of 

users. The knowledge of the salience of these concepts has also been extended. For example, results show 

that the peak-time usage trade-offs users make across all calls can be transferred to a per-call basis by 

displaying charging Feedback (a prediction of the cost of the call) for each call. Users can then decide 

on the value of the call in terms of the Task they wish to complete. This strengthens the link between the 

three factors previously identified, usage trade-offs, charging Feedback, and users' tasks. 

The results reported in Study 5 are restricted to audio quality of a relatively high level. QoS 

considerations for networks that are capable of supporting applications such as real-time conferencing are 

clearly of a more complex nature. However, the need for a predictable level of QoS in addition to the need 

95 

Ad 



to consider the subjective value of users' tasks, to different users, are higher level considerations that 
should be recognized by any service provider. 

Some authors suggest that, in data networks, strict definitions and levels of QoS can be applied to specific 
tasks (Fishburn & Odlyzko, 1998). The results from this survey indicate that users will, in fact, pay for 
QoS depending on the nature of the call that they are making. Due to the relative heterogeneity of tasks 

supported by data networks an important piece of further research is to establish how QoS requirements 
vary according to the subjective value users ascribe to their task in that environment. This research is 
described in the next section. 

5.2 Study 6: Investigating the influence of users' tasks 
One way of distinguishing the QoS requirements of applications is between delay-tolerant applications, 

and those that are not. It follows from this argument that the description of QoS as required by the 

application can be used interchangeably with the quality required by users. While it is stated that network 

performance must take user satisfaction into account, it has been suggested that the elasticity distinction 

made for applications on a technical level can be directly translated to represent the value of certain types 

of QoS to the user (Shenker, 1995). Most proposals for the implementation of resource allocation 

schemes are based on this assumption. Previous research reported in this thesis has shown that perceived 

quality is based on a specific combination of dimensions, depending on the particular task that users 

perform. Users evaluate effectiveness and efficiency of network services against their own performance on 

a task, not the performance of the underlying transport mechanism. 

This section reports a survey conducted to establish whether users assessments of elasticity varies within 

the same network application for different tasks. It was predicted that a variety of factors influence users' 

notion of value assigned to the task that they are performing, and that this notion determines the QoS 

parameters that define users' performance requirements. If this prediction is correct, resource 

management schemes that represent applications in rigidly classified boundaries will have to be revised. 

5.2.1 Method 

5.2.1.1 Participants 

The survey was conducted through a WWW form, accessible to all Internet users. Anyone who had used 

all network applications covered by the survey was invited to complete it. Users were asked to describe 

their own level of experience and expertise with these applications. A request to complete the survey was 

emailed to several mailing lists at BT, academic research groups at several universities, and discussion 

groups on network service management; staff and student lists in `non-technical' academic departments 

were also emailed. 

5.2.1.2 Tools 

The survey information was gathered by presenting a questionnaire in HTML form, which was made 

publicly available over the WWW. A CGI program was written to collect the results in a compressed file 
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as raw data. This data was then piped through another program for presentation in a tab-delimited format 
that could be easily read by spreadsheet programs. 

5.2.1.3 Survey Structure 

To establish a baseline for how the notion of value might influence respondents' attitude to quality, users 
were asked for initial descriptions of quality for each of the 6 applications. If a respondent stated that 
Throughput was the most important dimension for email, for example, this can be used to see if their 
answer changed when they were presented with the task scenarios. 

In order to evoke real-world situations in which network applications are used, the survey asked users to 
consider task scenarios in which they used 6 network applications. For each application, a scenarios with a 
certain task was presented, and respondents asked to state the most valuable determinant of quality. 
Respondents were then asked if their answer would be different if they had to use the application for a 
second - different -task. If they chose a different determinant, they were asked to explain why it had 

changed. The influence of QoS dimensions on the listed applications is hypothesized in Table 12. 

Table 13: Structure of survey questions 

Application Scenario 1 Scenario 2 
Email Delay-intolerant Delay-tolerant 

File Transfer Protocol Delay-intolerant Delay-tolerant 
Real-time video Background Foreground 
Real-time audio Foreground Background 

World Wide Web Finding information for leisure Finding information for work 
Multimedia Non-interactive Interactive 

5.2.1.4 Email 

Task 1: Imagine you wanted meet with a colleague in 5 minutes and were using email to tell them. 

Task 2: How, if at all, would your answer be different if you wanted to meet them next week? 

It is widely assumed that traffic produced from email applications is invariably of an elastic nature 

(Shenker, 1995). This question investigates the influence of urgency on the use of this application, by 

implicating the use of email in place of a telephone. It is hypothesized that Speed will be an important 

dimension in the initial scenario, but not in the second. 

5.2.1.5 FTP 

Task 1: Imagine you had to print out a file, which you were retrieving, using FTP, for a presentation 

starting in 10 minutes. 

Task 2: How, if at all, would your answer be different if the presentation was in 3 weeks' time? 

Like email, FTP is considered to be an elastic, or delay-tolerant, application. This question is designed to 

vary the value to the speed at which the document can be downloaded by the application. 
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5.2.1.6 Real-time video 
Task 1: Imagine the visual background ('wallpaper') you've set up on your PC is from a video connection 
to a camera showing a river scene. 
Task 2: How, if at all, might your answer be different if you were a security guard watching a real-time 
security video? 

This question is designed to examine the role of the content of a video stream in determining the value 
placed on specific QoS dimensions. It is hypothesized that answers might still specify a delay-dependent 
QoS dimension as being the most important for these applications. However, it is also probable that the 
value of the video update will be indicated as different between the two applications suggested. 

5.2.1.7 Real-time audio 
Task 1: Imagine you are conducting an important business conversation using network audio. 
Task 2: How, if at all, might your answer be different if you were using network audio for listening to 
background music? 

Similar to the question about real-time video, this question is designed to examine the role of the content 

of an audio stream in determining the value placed on specific QoS dimensions. 

5.2.1.8 WWW 

Task 1: Imagine that you are browsing the Internet for leisure interest. 

Task 2: How, if at all, might your answer be different if you were searching for an important document? 

Arguably, browsing the Internet carries different connotations to searching the Internet. Accuracy in 

finding a request in searching may be because, in the latter circumstance, the task involves the access to 

valuable information. 

5.2.1.9 Multimedia conferencing 

Task ]: Imagine you are receiving a lecture that is taking place remotely, and are following to it whilst 

completing other tasks on your computer. 

Task 2: How, if at all, might your answer be different if you were taking part in an interactive tutorial? 

As the latter scenario demands more concentration than the former it is hypothesized that greater value 

will be ascribed to time-dependent QoS variables in the latter case. 

5.2.2 Results 
211 users completed survey forms were collected over a period of 3 months. 146 respondents described 

themselves as members of the network management or research community, and 59 respondents were 

from a (non-technical) academic background. 6 respondents did not classify themselves in these terms. 

Table 13 presents a summary of responses for the initial question regarding the most important QoS 
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dimensions for the 6 network applications. Participants indicated more than one dimension on some 
occasions (results for email are also presented in Figure 26). 

Table 14: Number of responses by QoS dimension 

QoS Dimension Email FTP Real-time Video Real-time Audio 
Speed 105 105 60 55 

Reliability 35 35 10 20 
Ease of Use 70 45 5 4 
Accessibility 35 40 
Smoothness 5 35 70 

Security 10 5 25 5 
Failure Notification 15 

Compatibility 10 5 
Size 11 

Resolution 27 
Feedback 5 

For each application displayed in Table 13, the most popular QoS dimension was statistically significant. 

This means that, for example, the probability that no real trend of opinion is reflected by the high number 

of respondents assessing that Speed is the central requirement for FTP applications is very low (p<0.05). 
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Figure 26: Most valuable determinants of quality: email 
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Figure 27: QoS profile: email 
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Figure 28: QoS profile: Real-time audio 
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Figures 27-32 contrast the QoS dimensions respondents selected for first and second scenarios for each 
application, effectively presenting 2 QoS profiles for the same application used in different contexts. For 

some scenarios, some respondents selected more than one QoS dimension as being the most valuable. 

Figures 27 and 28 clearly show that the particular QoS profile required for email and real-time audio 
depends on the task for which it is used. For both applications - one of which is traditionally regarded as 
delay-tolerant or elastic - respondents selected speed as the most valuable characteristic in Scenario 1. 

Figures 27 and 28 also indicate that the variation within QoS profiles is more pronounced than the 

variation between two applications seen, from a technical point of view, as having opposite QoS 

requirements. 
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Figure 31: QoS profile: MMC Figure 32: QoS profile: FTP 

The profile of Task 1 for real-time video reflects a similar assessment as Task 2 for FTP. In the 

contrasting scenarios, both applications were given profiles that indicate that they are not delay-tolerant. 

Figure 31 shows that profiles for multimedia conferencing vary dramatically between the 2 different tasks. 

An additional aim of the survey was to determine whether different user-groups (expert and casual users 

of networked applications) have different QoS requirements. The survey found no significant differences 

between responses of these two user groups. 
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Figure 30: QoS profile: Real-time video 
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5.2.3 Discussion 

Results show that the salience of particular QoS dimensions varies with the task that users perform. This 
means that the technical description of an application is not sufficient to determine what performance 
guarantee is required. Scenarios presented to respondents produced different QoS dimensions, depending 

on the value users ascribed to their task. The basic assertion - that the characteristics of the users' task 
are a better predictor of perceived quality than the requirements of the network application - have thus 
been confirmed. For each pair of scenarios presented, the network would have to perform the same 
internal operations, yet QoS requirements varied significantly between different tasks. This shows that the 
type and level of quality delivered to the user must be configured, not according to a description of 
actions, but in accordance with the goal of that interaction. 

Results also show that users may not associate applications with their traditional QoS dimensions, even 
where the context in which the task was performed was not manipulated (via contrasting tasks). In the 
initial questions, a significant number of respondents chose Speed as the most salient QoS dimension 

associated with email - traditionally it has been assumed that email is a wholly elastic service. 
Respondents change this assessment when presented with a delay-tolerant scenario. This suggests that 

users hope to achieve goals through the use of email that are conceptually different from the ones stated in 

the technical descriptions of those applications. Focus group research (Chapter 4) has shown that email is 

now commonly used as a substitute for the telephone. Thus, the hitherto unchallenged assumption that 

email can always be delayed when the network is congested has to be revised - users may need the ability 

to distinguish between - and pay differently for urgent emails. This example illustrates the danger of 

designing QoS schemes and mechanisms based on technical considerations alone, and without empirical 

results about eventual users' needs and preferences. 

5.3 Chapter summary 
5.3.1 Substantive results 
The results of Studies 5 and 6 show that users' QoS Expectations must be added to technical 

considerations, extending existing network service models. The studies show that the elasticity of traffic 

must be defined, first and foremost, in terms of users' tasks. Supporting the specification of the purpose of 

the task has potentially crucial implications for providing users with a degree of service that will 

encourage them to utilize, and pay for, the quality that they receive. The results of the studies show that: 

" Users attribute value to QoS dimensions depending on the task they perform 

" Subjective QoS profiles vary considerably within the same application. 

" Voice quality that does not vary within calls is more valuable to users than gaining admission to 

the network: Variability of quality is the main complaint that users have about mobile telephone 

networks. The value in supplying users with a continuous level of quality is that it enables them 

to predict future quality, thereby decreasing the Risk that an unexpected level of quality will be 

received. 
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" Per-call charging recognises the need to represent differing levels of subjective value attributed 

to tasks/calls. 

" Users' reactions to QoS depend on their Expectations of that QoS. 

" There are differences, for mobile telephone networks, in the QoS and Feedback requirements 
for different user-groups, based on their task. 

5.3.2 Methodological contributions 
Studies 5 and 6 have shown that it is possible to gather data from large samples of users by using Web- 

based survey methods. However, it has been shown that strict regulation is needed to control the sample 

accessed. Drawing samples from the Internet means that the relative anonymity of participants is apparent. 

Stronger measures must therefore be taken to allow participants to describe themselves in terms of the 

criteria necessary for the study. 

These studies have shown that users have a rich and varied experience with mobile and Internet networks. 

This shows that, to gain adequate information concerning the magnitude of opinion about QoS, and the 

reasons why these opinions are held, it is necessary to use quantitative and qualitative methods Yor 

example, In the case of Studies 5 and 6 this meant that both open and closed questions were used. 
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Chapter 6: Investigating QoS Requirements in Early Empirical 
Studies 
Research has shown that infon-nation users offer whilst giving an opinion may not be identical to objective 
information gained through observing and logging users' performance whilst performing a task (Adams & 
Sasse, 1997). This is largely because generating post-hoc opinions about QoS involves a degree of self- 
analysis (see Chapter 3). It is therefore essential to validate qualitative data with empirical work. This 

chapter describes a set of experiments that were conducted in conjunction with the collection of 
qualitative material. The results are published in Bouch & Sasse (I 999b) and Bouch & Sasse (2000). The 
location of these studies in the overall plan of research is shown in Figure 33. 

Advanced users All users Novice users 

Web experiments Investigating users' 
tasks: survey 

Mobile telephone 
survey 

Charging 
experiments 

Virtual Distance 
experiments 

Figure 33: Testing stage: Charging experiments 

The motivation for the studies was to show that factors established previously in this research affect users' 

evaluations of QoS and their requests for that QoS. As the results of the experimental studies are 

quantitative in nature, it is possible to establish how such factors affect the likely magnitude of demand for 

QoS. A summary description of studies presented in this chapter is provided in Table 15. 

Table 15: Summary of design of studies presented in Chapter 6 

Study Participants Method/Task Independent variable Dependent 
(section) variable 
Study 7 30 English Within subjects: all Speed of page Categories chosen 
(6.1.1) speakers simulate purchase of download. 'Breaking representing QoS 

Advanced users e-commerce products, up' of page download evaluation 
4 focus groups 

Study 8 As Study 7 As Study 7 Speed of page Tolerance of delay 
(6.1.2) download download 

Study 9 24 English Within subjects: Audio packet loss Perceived speech 
(6.2.1) speakers speech quality rating quality-slider rating 

Novice users 
Study 10 26 native Between subjects: Audio packet loss Requested quality 
(section English speakers Half subjects receive of speech controlled 
6.2.2) Age: 21-30 video in addition to via slider 

Novice users audio channel, 
interviews 
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6.1 Investigating requirements for Web-based QoS 
The population of users of the WWW is increasing (Keller, 1998). Not only does this mean that there is an 
expanding number of potential on-line customers, but places significant demands on network resources. It 
is therefore essential to address users' QoS requirements for WWW environments. The motivation of this 

chapter was to discover how users define and perceive Internet QoS. Previous focus group research has 

established the salience of certain QoS parameters to users (Chapter 4). From these results it was decided 

to look at users' tolerance of the latency of download on Web pages. The Web can support a growing 
number of activities. Of these activities it is those that involve user-input that are likely to incur the 

greatest demands. An example of such activities are e-commerce interactions. This is because delays are 
more likely to be incurred while the server calculates users' requests, in addition to download times. The 

task used for these studies was involved interactions with an e-commerce site. The concepts tested in 

Studies 7 and 8 are Feedback, Trust, Task, Metaphor (of real-world commercial environments) and 
Expectations. The following questions were asked: 
1. To what extent is there a mapping between objective and subjective QoS? 

This question was posed to investigate the level of objective QoS that was considered acceptable to users 

and to find out if general subjective thresholds could be identified below which an objective level of 

quality would not be tolerated in the context of Internet commerce. 
W 

Claims have been made that levying a charge for premium services is the only way to reflect the value of 

quality to users and provide economic incentives to service providers (see Chapter 2). However, it is not 

clear that users are willing to pay a premium for any perceived improvements to quality of service, nor 
have the thresholds above which users perceive the QoS they receive to be qualitatively superior been 

established. The experiments in this study were designed to determine if and when users judge certain 

levels of QoS to be a premium service. 

Previous results (see Chapter 4) in this research have challenged the assumption that there is a strict 

correlation between objective levels of quality received by users and their subjective perceptions of that 

quality. For example, demands for a certain type and level of network performance have been shown to 

vary widely depending on the amount of browser feedback provided (Bouch & Sasse, 1999b). A 

consistent finding is that QoS received by users should concur with their Expectations but that these 

Expectations change according to the pattern of quality received (Bouch & Sasse, 1999a; Dunlop & 

Johnson, 1998). In addition to investigating contextual factors, it was necessary to understand the reasons 

behind the influence of such factors on users' judgements of QoS. This question, therefore, was designed 

to investigate how users' conceptual models related to their perceptions of QoS: 

2. What contextual factors influence users' tolerance of Internet QoS? 

The second question in this study set out to investigate the factors that influence users' perception of QoS 

by asking if users' tolerance for QoS: 

0 Depends upon the type of task in which they are engaged? 

0 Changes if new Web pages are brought up incrementally, or all at once? 
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" Changes with the layout of the Web page? 

" Changes with the overal I pattern of latency presented? 
" What underlying conceptual models influence users'judgements of QoS in Web based tasks? 

6.1.1 Method 

Experiments were conducted to provide information on tolerance thresholds. To capture participants' 
dynamic opinions about the QoS they received, they were asked to speak aloud as they performed the task. 
Four focus groups were conducted to gain qualitative data in order to address how contextual factors that 
influence the definition of thresholds relate to users' conceptual models. 

6.1.2 Participants 

There were 30 male participants, aged between 18 and 68, in the studies. Previous research indicated that 
no control was required for age (Boyer et. al., 1992) It was essential that an appropriately homogenous 

group of users was selected, because previous work had shown that users with different amounts of 
knowledge and experience of Web QoS have different Expectations of QoS (see Chapter 4). The 
following criteria were applied when selecting participants. All participants must: 

" Use the Internet for at least 2 hours per week. 

" Have made at least 2 purchases on the Internet in the last year. 
Have at least an intermediate level of self-assessed skill with using computers. 

Male participants were selected for the study, as it has been shown that there are gender differences in 

visual perception and learning (Morgan et. al., 1992). Males were identified as the most frequent users of 
Internet commerce services. 

6.1.3 Task 

The task involved purchasing a home computer system using the HP Shopping Village Web site 
(http: //ýww. shopping. hp. com). This is a frequently-used site ranked first for retail revenue generated by e- 

commerce (Hogan, 1999). This grounded the task in a real-world context. During the task, participants 

were asked to purchase each component of the computer system separately. Participants accessed 22 Web 

pages during the task. To study whether users' requirements for QoS were similar for similar sub-tasks, a 

set pattern of actions was repeated through the task. For each component purchased participants were 

required to: 

1. View a class of similar products. 

2. Select a specific product from a class of products. 

3. Add the chosen product to their shopping cart. 

4. View the contents of their shopping cart. 

Having a set pattern was important in deten-nining if users' tolerance changed over time. If the tasks had 

varied widely, then any change in tolerance could be ascribed to the variation in what participants were 
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asked to do, and not to a genuine accumulation of frustration. The task was designed so that all 
participants followed the same path through the Web site. 

6.1.4 Experimental conditions 
During the experiments, users were presented with Web pages that had predetermined delays ranging from 
2 to 73 seconds. The choice of this range of speeds was guided by speeds that users had perceived to be 

qualitatively different in previous research (Ramsay et al., 1998). The design was within subjects; each 
user took part in all conditions. The same task was used for each condition. 

6.1.5 Study 7: Investigating QoS evaluations for Web based tasks 
6.1.5.1 Design 

This study investigated whether the latency between requesting a page and receiving it influenced users' 

perceptions of the delay of page delivery. Varying the latency in Condition I had the effect that the page 

where the link had been clicked remained displayed in the browser until the next page had been loaded. 

This is referred to as the non-incremental condition This next page was then brought up in its entirety. 
Predetermined delays were injected into the page loading process. There were two patterns of variation 

applied to each of two conditions. In Pattern I (Figure 34) the delay generated on the Web pages formed a 

more regular, relatively smooth pattern. Pattern 2 (Figure 35) mimicked a random pattern of delay. 

Participants were split into two groups for the investigation of latency in the non-incremental condition. 

15 participants received pattern I while the remaining 15 participants received pattem 2. 

Participants were asked to perform the task and rate the latency received for each Web page access. An 

interface (Figure 36) was developed to register ratings. Participants were directed to click one of the 

buttons in this interface for each Web page accessed. Participants were told that the black button should 

be used to indicate that the quality was totally unacceptable. 
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Figure 34: Latency pattern A: Regular 

The second condition in the study (Condition 2) investigated whether users would be more tolerant of 

delay when Web pages loaded incrementally instead of all at once. Previous research suggests that 

providing continuous Feedback reassures users that the system is working and gives them something to 

106 

Figure 35: Latency pattern B: Random 



look at while waiting (Myers, 1985). Standard browser feedback, provided in the fon'n of progress bars, 
fails to communicate the amount of the page that has been completed (Nielsen, 1994). Loading Web pages 
incrementally can address this shortcoming, while providing users with visually useful Feedback. 

In this condition, participants would receive the banner of the next page as soon as they clicked a link. 
This was followed by text, and, later, graphics. Participants were asked to evaluate the time it took for the 
whole Web page to complete. All participants received pattern 2 (Figure 35) in this condition. Figure 37 

shows the mean delay taken by each Web page to complete in condition 2. These measurements were 
taken using client-based software that captures latency received by users with 100% accuracy (ETEWatch: 
http: //www. candle. com/etewatch/). 

Click Start 
to begin rating 

6.1.5.2 Results 
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Figure 37: Latency pattern (incremental loading) 

Verbal protocols indicated that participants used the 'Low' button when they found the QoS was 

unacceptable; very few participants used the black button. These responses were aggregated when a set of 

Chi-squared tests for statistical significance were conducted. There were 3 key findings to this part of the 

research: 

0 mapping between objective QoS and users' subjective perceptions of that QoS can be 

identified and quantified. 

This mapping is influenced by a number of contextual factors including the type of task in which 

the user is engaged, the method of page loading, and cumulative time of interaction. 

Users' conceptual models underlie the influence of contextual factors on subjective perceptions 

of QoS. 

The study asked to what extent is there a mapping between objective and subjective QoS. A significant 

number of participants assigned certain levels of latency to particular levels of service. Table 16 shows 

this classification. Figure 38 shows the number of users that classified particular levels of delay in certain 

categories. For example, it shows that 14 participants classified an 8 second delay as 'High' while 4 

participants classified it as 'Low'. Not every participant registered a rating for every level of delay. 
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Table 16: Classification of latency 

Rating Range of latency 
Non-incremental 
condition 

Range of latency 
Incremental 
condition 

High 0-5 sec 0- 39 sec 
Average >5 sec > 39 sec 

I Low I> 11 sec I> 56 sec 

Previous Web usage studies have found that delays greater than 10 seconds encourage users to believe 

that an error has occurred in the processing of their request (Nielsen, 1994). The finding that the threshold 

where QoS is judged as 'Low' is around II seconds is therefore consistent with previous work. The upper 
bound of latency assigned by participants to each classification in Condition 2 are almost 6 firnes higher in 

each case compared to the classifications made in the non-incremental condition (see Table 16). This 

indicates that users are more tolerant of latency when Web pages load incrementally than when there is a 

delay, followed by the display of the page in its entirety. Results show that users are more tolerant of 

delay when it follows a predictable pattern. Participants who received a certain level of latency in pattern 

2 were more inclined to rate the QoS they received as higher than participants who received the same level 

of latency as part of pattem 1. This effect was found for both short, e. g. 3 seconds, and long, e. g. 16- 

second delays. Many participants who received pattern 2 identified the shape of the pattem and valued 

their consequent ability to predict the future QoS they would receive: 

'Law rating -A--'A%erage rating --'High' rating 
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Figure 38: Ratings Of latency (Condition 1) 

It's a sin-wave? I know what's coming now, that's useful, not so bad when you can tell what you're 

going to get'. 

Qualitative data may explain the reasons behind increased tolerance for delay when Web pages load 

incrementally. These reasons centre on the utility of the Feedback provided by incremental loading. 

Participants were less frustrated when feedback in the browser showed them that the network was 

processing information: 

'As long as you see things coming up it's not nearly as bad as just sitting there waiting and again you 

don't know whether you're stuck'. 
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'I think if I had a way to know that it loading I wouldn't mind the old Page intact until it was ready to 

switch'. 

Typically, these participants did not prefer incremental loading. This finding suggests that users require 
Feedback to be assured that the network is continuing to process their request. Either browser feedback 

or incremental loading can provide this Feedback. 

The study asked what contextual factors influence users' tolerance of Internet QoS. Data gained from 

verbal protocols and focus groups indicates that participants were strongly influenced by their 
Expectations of delay when responding to the QoS they received in the experiment. There was almost 

unanimous agreement amongst participants concerning the factors that help form these Expectations. 

Findings suggest that users anticipate the time it will take them to perform on-line tasks. This anticipation 
helps form their Expectations of the time it should take them to complete the task. Results suggest that 

when the process of completing a task is disrupted by unanticipated delays a conflict arises between users' 
Expectations and the QoS received. That QoS is likely to be rejected: 

'So I'll be sitting therefor half an hour so I'm setfor that ... so a lot of it depends on the time I anticipated 

I had when I set out'. 

'IfFm going to buy something that I need to do research on, mentally I'll allocate more time'. 

Since the participants in this study were selected on the basis of their experience in Internet shopping, they 

were likely to possess an understanding of the manner in which networks store and route data. This 

understanding was shown to influence the QoS participants expect from the network. Although no pages 

were cached in the experiment, it was participants' conception of this technology that made them 

relatively intolerant of delay when re-visiting previous pages.: 

'(It should be fast because) I've already been there, it should be cached. 

Users are more likely to be tolerant of delay at certain times of the day, or for 'busy' Web sites: 

'Understanding that there's a lot ofpeople coming together on the process makes us more tolerant'. 

Participants believed that companies that are more commercially successful should possess the financial 

means to supply at least adequate levels of QoS, 100% of the time. This Expectation means that users are 

less likely to accept delays incurred while interacting with a site that promotes the products of such 

companies: 
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'Because the companies are so huge they should pour money into their web-sites, should have fast sites. 
if] try to get on those sites and they're slow then I'm not as patient'. 

'This is the way the consumer sees the company ... it should look good, it should befast'. 

For users who possess an understanding of the way that networks store and route data, the type of real- 
world task in which they are engaged is likely to have an influence on the amount of delay tolerated: 

'Like when you're comparing I expect that to take a little longer because it's going to have to go out and 
get information'. 

Qualitative data suggests that participants expect some tasks to take longer than others. From this 
information tasks can be classified according to participants' Expectations of the latency each task 

should incur. High tolerance tasks were: 

" Comparing several items. 

0 Viewing the shopping cart. 

By comparison, low tolerance tasks were: 

Returning to a previously accessed page. 

0 Viewing a class of products. 

0 Adding to the shopping cart. 

During the experiments, users tolerated different levels of latency depending on what they were doing. A 

closer look at Figure 38 shows that more participants classified an 8 second delay, corresponding to 

comparing different printers, as 'High' quality, compared to an objectively lower 6 second delay, 

corresponding to viewing a class of monitors. Results showed that tolerance for delay associated with 

specific tasks depend on a) if the task required accessing a database, e. g. from which to compare products, 

or b) if the task involved a calculation to be made, e. g. in calculating the total spent from the items placed 

in the shopping cart. Statistical tests show that users will accept more delay when they are comparing 

products or viewing the contents of their shopping cart than when they are viewing a class of products or 

adding to the shopping cart, (p<0.01). Additionally, results show that participants' Expectations of the 

commercial setting in which the task was placed influenced their tolerance of delay. For example, viewing 

the shopping cart was a high tolerance sub-task: 

'When I brought up my shopping cart I figured it would have to compile a bit longer so I was more 

willing to wait a little bitfor it to come up'. 

Results show that the content of Web pages influences participants' tolerance for Web page latency. The 

effect of page layout was most prominent in Condition 2. That is, if pages load in an incremental fashion, 

participants require the most salient information to be displayed initially. Participants also stressed the 

need for some functionality to be enabled, even if this functionality provided a minimal degree of 

interaction. They became frustrated at having to endure download latency while looking at advertising. 
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The first part of the Web page participants saw in condition 2 contained the 'HP Shopping Village' 
banner: 

'... If you're going to hang it then at least give me something interesting to look at, showing me this 
banner while I'm waiting, it's like, ok, now I know which company I hate'. 

6.1.5.3 Discussion 

This study has made two important contributions. It has shown that the contextual factors derived through 
qualitative methods can are demonstrably effective in determining users' tolerance of QoS; and that it is 
possible to achieve generalisation between users to the extent that their QoS requirements can be 
quantified. The implications of this for server design are presented in Chapter 10. However, a more direct 
measure of users' QoS requirements could be made from their requests for QoS, as opposed to solely 
asking them to make evaluations. Results from Study 7 show that users can indeed discriminate between, 

and categorise, certain levels of QoS. What is needed is an experiment that contrasts users' opinions about 
tolerance of QoS, captured in their direct classifications, with what can be inferred about users' tolerance 
from their behaviour when they controlled the quality. Study 8 was designed to meet this need 

6.1.6 Study 8: Investigating control of QoS for Web based tasks 
The previous study showed that a number of contextual factors influence users' tolerance for QoS. This 

was shown by asking participants in experiments to categorise the QoS they received. Study 8 investigated 
further contextual variables. Previous focus group work, described in Chapter 4, has shown that users' 
tolerance for Web QoS is influenced by how much control they believe they have over that quality. Study 

8 asked: 

1. Will users tolerate lower levels of QoS if they have control over that QoS? 

Study 8 also examined the affect of duration of interaction on tolerance for QoS. This is especially 
important for evolving on-line services such as those supporting e-commerce. This is because it is not 

until the end of an interaction that customers commit to a purchase. Loosing customers due to poor 

network QoS, before they make this commitment destroys revenue and the efficiency of using e-commerce 

sites as opposed to real-world stores. Study 8 therefore asked: 

2. Does users' tolerance for QoS change as the time they spend interacting with the Web site increases? 

6.1.6.1 Design 

Study 8 involved experimental and focus group research. The task and participants used in Study 8 were 

identical to that used in Study 7. Participants were again asked to assess the latency of each Web page. 

They repeated the task for both non-incremental (Condition 1) and incremental loading (Condition 2). 

However, they were now told that if they found the delay of the Web page unacceptable, they could click 

a button labelled Increase Quality. The effect of this button was to immediately bring up the requested 

page. 



Participants were split into two groups in Study 8.15 participants received Pattern I (Figure 34), while the 

remaining 15 participants received Pattern 2 (Figure 35). 

6.1.6.2 Results 

It was observed that there was a large standard deviation among participants in terms of their tolerance of 
latency. Although the average tolerance was 8.57 seconds, the standard deviation was 5.85 seconds. It is 

not possible to conclude therefore that users will tolerate a specific amount of latency before finding that 

QoS unacceptable. Nor was it possible to see if those participants that received Pattern I were more 

tolerant of latency than those that received Pattern 2. Multiple regression analysis revealed that the 

number of hours participants used the Web significantly influenced their tolerance for latency in this 

condition. Higher levels of Web usage were associated with less tolerance for delay during interaction 

(P<0.0 1). 

The large standard deviation observed when participants were asked to control latency may have been due 

to differences amongst participants in terms of their risk-taking behaviour. Participants differed in terms of 

whether they took advantage of the fact that there was no penalty for pushing the button to increase 

quality. This difference was found when results from Study 8 were compared with those from Study 7. It 

was found that there was no correlation between participants' tolerance when classifýing latency and their 

tolerance when controlling latency. 

Despite not being able to compare one individual's scores with another, data was derived concerning the 

fluctuation in individual participant's tolerance for QoS. Results show that individual user's tolerance for 

delay decreases as the length of time they spent interacting with the system increases. This fiiiding is 

statistically significant (p<0.01). The effect is more powerfully significant for Condition 2, where 

participants received Web pages incrementally, and where the latency received was higher (p<0.001). 
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Figure 39: Maximum delay tolerated (Participant 3) 

Figure 39 shows the maximum delay tolerated by a participant in Condition 2. The point at which the 

participant clicked the 'Increase Quality' button so that the Web page would appear here indicates 

maximum tolerance. 
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Data from focus groups suggest that there are important consequences for a site providing unacceptable 
QoS for the length of the interaction. This data suggests that participants in this study felt that any 
cumulative slowness on Web pages suggested that the security of their purchase was compromised: 

'If it's slow I won't give my credit card number'. 

'I'd say, you haven't gotyour resources fiigured out, you're a poorly managed outylit, I don't trustyou any 
longer'. 

Once users perceive that their security has been compromised, no purchase will be made and the main 
purpose of any commercial Web site becomes critically damaged. It is therefore crucial for systems 
designers to understand the effect of cumulative frustration, especially as it is typically in the later stages 
of interaction that users are likely to commit to a purchase. 

6.1.6 .3 Discussion 

Results from experiments where participants control the levels of QoS they receive provide a more direct 

measure of QoS requirements than where participants are simply required to evaluate quality. This is 
because participants are more likely to assess the quality required to perform their task, rather than 

evaluate that quality solely on what they had previously heard. Results from Study 8 show that users' 
tolerance for QoS fluctuates dynamically and depends on the levels of QoS they have previously received. 
However, from Study 8 it was learnt that although providing participants with the means to control QoS is 

a valid measure of their QoS requirements, requests for QoS must be coupled with a penalty mechanism. 

Participants who were given latency Pattern 2 (Figure 35) made classifications that were higher than 

participants given Pattern 1. However, comparisons were limited in that this effect was investigated by 

comparing randomly-generated QoS with a single arbitrarily selected pattern. With the goal of gauging the 

effect of a predictable service, further work is needed to establish this trend for other patterns of latency 

where the magnitude of delay is more precisely controlled. 

All participants in the study were given the conditions in the same order. Further work is needed to 

establish the effect of the order of exposure on acceptance of certain levels of QoS. Indeed, exposure to 

delay in former conditions could introduce memory effects and effect participants' subsequent 

Expectations of that delay: 

'You get a bit spoiled I guess once you're used to the quickness, then you want it all the time'. 

Results have shown that users are more tolerant of delay when the Web pages load incrementally. 

However, the range of objective delays given in this condition was wider than those given for the 

condition used as a comparison, that where the page was displayed all-at-once. Although these results 

possess a high level of statistical significance, one has to consider that the classifications given by 

participants in our study were relative. 
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This study was specific to a Web shopping task. It is recognized that users' tolerance for QoS is critically 
influenced by their task. Further studies of users' perceptions of QoS should investigate the validity of the 
findings in different domains, such as an entertainment Web site, and with different media, such as those 
supported by real-time applications. 

Qualitative data gained from the focus groups that were conducted as part of Study 7 and 8 indicate some 
of the business implications of providing users with relatively poor QoS. Recent assessments of Web 
usability indicate that the same QoS dimensions have been responsible for the greatest number of 
degradations in users' perceptions of overall QoS for over three years (Nielsen, 1994). Several prominent 
Internet sites such as www. ebay. com, www. schab. com and www. brittanica. com have all experienced 
publicly embarrassing unavailability and poor performance. In a review of twenty prominent sites, it was 
found that what is called the greatest design mistake, slow download times, was committed by an average 
of 84% of Web sites. This figure is Rely to be even greater for the aggregate of Web sites, since smaller 
companies often provide lower levels of QoS than prominent companies. A recent study of nearly 3000 
on-line shoppers found that people use e-commerce sites because they are convenient (Hillebrand, 2000). 
If systems designers cannot understand the limits of users'tolerance for slow download times they risk not 
only promoting users' frustration but also an eventual and significant loss of business (Nielsen, 1994). 

It was found by these studies that users' perceptions of the QoS they receive affects not only the likelihood 

of going to a competitor's Web site, but also their opinion of the company's products and of the company 
itself. Data fi7om users suggest that blame for poor QoS is placed on the server, even though the users in 

this study possessed a conception of the manner in which data was routed on the network. Indeed, even 
though participants said that they could reason that poor QoS could be due to the amount of traffic on the 

network, they nevertheless did not intuitively associate this situation with the cause of delay. When 

participants were questioned about the causes of delay, they did not blame network traffic demands, 

networking infi-astructure, ISPs or even their own modem connections; instead they placed the blame on 

the server and the individual businesses represented by the sites. 

Qualitative data also shows that users who frequently purchase products from particular Web sites 

habituate to the typical levels of quality they receive from those sites. Conceptually, this leads to a sense 

of betrayal if the QoS delivered is not according to what is expected. Users describe this situation as 

compromising their conception of the customer loyalty shown to them by the company from whom they 

are buying: 

'IfI've been going to youfor a long time andyou suddenly can't perform ... well then you've sort of 

betrayed me and I won't be going back'. 

Unpredictable service therefore compromises users' Trust in the company. Failure to provide a consistent 

level of QoS that is needed to maintain users' sense of customer loyalty means that users will not return to 

that site, Maintaining acceptable levels of QoS is not just the problem of the service provider. The revenue 

generated by companies whose products are sold on-line, and the advertisers who are their sponsors, is 
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affected by the ability of Web servers to provide acceptable QoS to users. Data show that the ultimate 
consequence of failing short of this goal is loss of customers. 

Statistically, 84% of Web sites are unacceptably slow. They are also unpredictably so. Users have too 
many Web sites that they can use as alternatives if they are either refused entry to one site or are given 
particularly slow service. There are almost no barriers to switching to another site if performance is 

unacceptable. This makes perfort-nance critical to attracting and keeping customers: 

There'sjust too many alternatives, I can't think of anything that I can'tjust go and get somewhere else'. 

However, there are inevitable spikes of traffic that can overwhelm a server and therefore admission 
control may be used occasionally. Opinions about being denied access to a site were very negative: 

'Couldyou imagine going to store and someone saying, 'oh, too many people waiting in line, come back 
in an hour'. 

'You're going to go to the next store'. 

Users' conception of the Internet is that it provides service on demand. Indeed, the success of the Internet 

is in part due to its convenience. Evidence reported in this study shows that users define convenience as 
'accessibility' and 'ease of use'. In the same way there is a conception that companies want to encourage 

visits to their site, especially in the realm of Internet commerce. Asking users to defer their requests is 

therefore in direct opposition to users' concept of service on demand. It was found that if sites must defer 

customers then some sort of incentive should be offered to return to the site. Participants suggested that 

they would be more willing to defer their request if a discount or coupon was offered as an incentive to go 
back to the site: 

'We'll give you 5% off ifyou come back, well, that would be a different story'. 

6.1.7 Interim summary 
Results show that users' conceptual models of the way in which networks operate can significantly 

influence their tolerance of QoS. Poor Web site performance leads to poor company image and often 

compromises users' conceptions of the security of the site. Results show that users' tolerance for delay 

incurred in Web pages is influenced by a number of contextual factors. These were found to be: 

The amount of time users allocate to the task. 

Understanding system-level concepts. 

The particular task performed. 

The layout of the Web page. 

The length of time spent interacting with the site. 
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Results from experiments where Participants were provided with a means of controlling the QoS they 
received showed that the validity of results could be significantly improved if a penalty mechanism is 
connected with these requests. This fact provided the motivation for a set of experiments providing users 
with a budget for quality. As Web-based transactions do not involve continuous media, it is less likely that 
fluctuations will occur to the quality compared to media such as might be experienced in MMC tasks. The 
need to investigate the influence of the pattern of QoS thus provided the motivation for the next two 
studies, which look at real-time audio quality. 

6.2 Investigating requirementsfor real-time QoS 
The quality of network audio and video is often variable, or bursty in nature. To gain valid results 
concerning users' requirements for that quality, therefore, a method is needed to allow ratings and 
requests to be made in a dynamic and continuous fashion. The methodology used in Studies 9 and 10 
differs from that used in Studies 7 and 8 because the Studies address QoS requirements for real-time 
media. Studies 9 and 10 require participants to use a software tool, QUASS (Bouch et al. 1998). This tool 
has been described in Chapter 3. In these studies, participants were required to move a virtual slider-bar 
corresponding to a 0- 100 scale, to indicate their opinion about the QoS they receive. 

6.2.1 Study 9: Investigating QoS evaluations for real-time audio 
The aim of these studies was to explore the influence of two of the factors previously shown to have an 
effect on users' tolerance for QoS. The role of users' Expectations and the role of the concept of 
Predictability and Task were investigated. Audio quality was chosen as the focus of the studies as this is 

regarded as the critical factor for user acceptance of MMC applications (Watson, 1996). In meeting this 

aim two assumptions, connected with charging schemes, were tested: 

1. That the amount and type of quality that is implementable within the network is identical to the 

quality required by the user: Focus group data has shown that quality is described by users 

according to a variety of dimensions. The salience of these dimensions is determined, not by the 

fact that they are technically implementable, but by their semantic value to the user. In networked 

multimedia applications in particular, variations in quality at the network level are not directly 

linked to the subjective assessment of quality received by users (Watson & Sasse, 1997). 

Pricing schemes will be acceptable to users if they are based purely on financial incentives: This 

assumes users will simply pay more for better QoS, depending on their personal budget. Focus 

group data, in addition to that from experimental studies, suggests that a number of factors 

intervene in users' decisions to pay for the QoS they receive. If the QoS received is predictable, 

users develop Confidence that the QoS they will receive will concur with their Expectations. 

Another aim of the studies was to explore the influence of Feedback from a simple pricing scheme on the 

level of quality requested by participants, and their attitudes to dynamic pricing after the event. 

116 



6.2.1.1 Method 

Study 9 involved a survey and experiment. 24 novice participants took part in both the survey and 
experimental parts of the study. They had no previous experience with real-time audio applications, and 
had limited knowledge of networking. 

Different loss patterns were generated on the audio files, each particular level of loss being stable for 17 

seconds. This time interval was chosen so that the experiment could address a range of loss rates, whilst 
avoiding participants becoming over-familiarized with any particular rate. The samples were recorded 
using the Sun Audio Tool, using linear 16 mono 8kHz and saved as au files. The au headers were 
stripped with Sun audioconvert and played out on a SGI INDY nming IRIX 6.2. Participants were able 
to control the volume of the audio via the Robust Audio Tool, rat (Hardman et al., 1998). 

Previous research has suggested that pricing mechanisms should be structured around users' 
Expectations concerning the QoS received (see Chapter 4). The standard (SERVQUAL) method used to 

investigate users' Expectations can also extract the expected/perceived relative importance of QoS 

drivers. This helps to validate the definition of such drivers. An adapted version of the SERVQUAL 

analysis (Parasuraman et al., 1988) was administered to see if there was any difference between 

participants' Expectations of the audio quality they were to receive and their ratings of that quality. This 

form of analysis, applied successfully in many market research contexts, requires respondents to rate their 

Expectations of future quality, using an interval scale. The SERVQUAL questionnaire contained 

questions about different QoS parameters. The definition and relevance of these drivers had been 

previously established in focus group studies. To ensure that participants were assessing similar aspects of 

the audio quality they received, part of the initial SERVQUAL questionnaire asked participants to identify 

the QoS dimensions they considered important when assessing audio quality. 

Participants were told that the experiment was designed to establish when audio quality becomes 

unacceptable. All participants heard 4 passages of speech of 2 mins each, in 4 corresponding conditions. 

The pattern of audio packet loss generated on these narratives is shown in Figures 4042. In each case, 

Rating Interval refers to the 17-second time intervals during which the loss rate remained stable. 
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6.2.1.2 Results 

A strong correlation was found between ratings 
for Expectations obtained from the 
SERVQUAL questionnaire and dynamic ratings 

obtained during the experiment*. Similar trends 

were identified for each condition in the 

experiment. This phenomenon, however, was 
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observed only for the first 3 and, in a limited 

number of cases, the first 4 time intervals 
Figure 42: Objective loss rates: Condition 4 

during the experiment. Dynamic ratings 

obtained for the remaining intervals were of a similar magnitude regardless of the ratings obtained for 
Expectation. 

Low Expectancy -w- High Expectancy 

c3) 
c 120 

100 

0 80 
C 60 

40 
20 

0 
Ci) 

123456789 10 11 12 

Rating Interval 

Figure 43: Dynamic QoS Ratings by Expectancy: A 

I s Low Expectancy = Hgh Expectarry 

120 - CY) 
100 

80- 
U) 
C8 601 3 

40- 

20- 

=; 

1 10 11 12 ý 

Figure 44: Dynamic QoS Ratings by Expectancy: B 

Results indicate that, when participants expect a low level of audio quality, subsequent ratings are 

comparatively high; similarly, when participants expect a high level of audio quality, subsequent ratings 

are comparatively low. This trend is illustrated in Figure 43 and Figure 44, which compare the scores 

obtained for individual participants whose Expectation ratings differed in the SERVQUAL analysis. 

During analysis scores were correlated where participants agreed on the characterization of audio quality. 
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To examine the role of Predictability in users' audio quality assessment, two figures were extracted from 
the subjective ratings, for each interval of audio (see Table 17). 

It is hypothesised that, if Predictability is an important determinant of users' subjective assessment, such 
ratings should rise during the time when the objective loss rates remain stable. Indeed, such a result would 
suggest that Predictability is a more salient determinant of perceived quality than the absolute objective 
loss rate received. The first figure (RI) extracted from the ratings provided by each participant 
corresponds to a7 second time lapse after an objective change in the amount of loss received. This 

interval was provided because an examination of overall ratings showed that all participants registered and 

reacted to an objective change in quality by this time. The second figure (R2) extracted from the ratings of 

subjective QoS provided by each participant corresponded to the second before a change in objective loss 

occurred. During the period between the two measurements the objective loss remained stable. The final 

rating given by participants during the experiment was also recorded. The timing of this rating varied 
between participants (depending on the exact time when the experiment was terminated), but invariably 

represented a situation where the objective loss rate had been stable for at least thirty seconds. Table 17 

shows the average subjective quality ratings obtained from each condition. The objective loss rate is 

shown in order that a comparison can be made between objective and subjective scores. With the 

exception of the final score, the subjective ratings are presented in Rl/R2 pairings. Table 17 shows that, 

within each condition, the average subjective ratings given by participants are loosely correlated with the 

objective loss received at any one time. However, perhaps the most important finding is that the overall 

pattern of loss throughout a passage has more influence on participants' subjective quality ratings than the 

ý11 absolute arnount of objective loss. This is shown by the fact that a subjective quality rating given for a 

high objective loss rate can be higher than a rating given for a comparatively low objective loss rate. For 

example, Table 18 illustrates average subjective quality ratings, for various objective loss rates amongst 

conditions. Table 17 illustrates that widely different ratings are given for identical loss rates. The scores 

correspond to participants' initial responses to changes in objective loss ratings (RI). 

Table 17: Average Subjective QoS Rating 

Interval 
Condition 
1 

Subjective QoS ratings I/R2) 
1234567 

85/81 68/62 35/36 39/39 37/52 73/86 92 

Difference -4 -6 +1 0 +15 +13 +19 

Loss Rate (0)5 10 15 10 5 0 0 
- 2 68/66 65/69 41/43 40/56 61/69 69/82 89 

Difference -2 -4 +2 +16 +8 +11 +20 

Loss Rate 5 10 15 10 5 0 0 

3 85/66 50/78 67/62 39/33 25/57 38/39 32 

Difference -19 
I. I)Q 
-r, /-o -5 -3 +32 +1 -6 

Loss Rate- 
4 

(0)5 
38/38 

0 
38/51 

10 
33/24 

15 
19/17 

10 
17/27 

20 
19/13 

20 
14 

Difference 0 +13 -9 -2 +10 -6 -5 
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Table 18: Subjective QoS 

S "ective oS rat .g 
Loss rate 0 10 15 

Condition 
1 63,65 68,39 35 
2 69,89 65,40 41 
3 50 45925 39 
4 38 38 

Results from the SERVQUAL analysis confirm the central influence of users' prefon-ned Expectations 

concerning QoS, and the role of this anticipation on their perception and assessment of the audio quality 
received. These results have been obtained by analyzing the magnitude of subjective ratings given during 

the experiment. However, in order to investigate the impact of Predictability upon users' assessment of 
media quality, it is necessary to investigate the dynamic variation of subjective audio quality rating in 

more detail. This requires analyzing the pattern - in addition to the magnitude - of ratings given during the 

expenment. 

The Predictability effect corresponds to a situation where there is a statistically significant difference 

between RI and R2 in that R2 is greater than RI. The presence of the Predictability effect, as indicated 

by these results, means that an identical objective loss rate was rated as being of a higher quality after an 
interval of time. For example, ratings given for a loss rate of 10%, whilst being initially lower than those 

given for 0% objective loss, rose within the 17-second interval to a higher level than those given for 0% 

objective loss. It is logical to ascribe this effect to the characteristic property of the objective loss rate 

during this time, its stability. The Predictability effect therefore suggests the importance of stability in 

quality received, as opposed to its absolute magnitude. 

-- Initial response --w-Second response Objective loss 

cm 
10 0- 

Figure 45 and Figure 46 illustrate the Predictability effect. For every condition, the effect was most 

noticeable for the latter intervals of loss. Indeed, on closer examination of results, it was found that the 

Predictability effect was seen only for those loss rates that had previously been experienced by 

participants. Thus, where the pattern of objective loss was (0), 5,0,10,15,10,20,20 the effect was seen 

when objective loss rates of 0 and 10 were configured. For loss rates that had not previously been 
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encountered, ratings for R2 were lower than those for RI. This effect was replicated in all four conditions 
that were run in the experiment. It can clearly be seen that the effect is only present for those values of 
objective loss that have previously been received. 

Initial response -iw-Second response A Objective loss 

4AA 

Co 

I 

80 

60 

40 

20 
Ar- 

o 
34567 

Rating Interval 

Figure 46: The Predictability Effect: Condition 3 

The Predictability effect was not seen for the higher configurations of objective loss. This occurred in 

both the third condition (20% loss) and in the fourth condition (30% loss). Comments obtained from the 

SERVQUAL questionnaire and during the experiments suggest that these loss rates rendered the speech 

received unintelligible. For Condition 3 and 4, the objective loss rate did not recover from this maximum 

figure. It makes sense that subjective ratings of quality for unintelligible audio did not rise. 

6.21.3 Discussion 

The results of Study 9 demonstrate that: 

Predictability plays an important role in users' assessment of real-time audio quality: an 

objective level of quality will be judged as being of a comparatively higher subjective quality if it 

is stable. It is therefore likely that a lower level of stable quality will be preferred to unstable 

quality that reaches higher absolute levels. 

Users base their assessment of audio quality on their pre-formed Expectations of network 

performance. These findings suggest - provided quality delivered allows users to perform their 

chosen task - stable quality is a criterion that can be applied to many lower level QoS 

parameters, such as audio packet loss. 

Users' Expectations of quality change during the course of their interaction with the network. 

This strongly suggests that Feedback is important to ensure that users' Expectations continue 

to be accurate. Supplying users with appropriate Feedback may encourage them to form a 

cognitive link between the operations of the application, the network, and the real-world task 

metaphor to which those operations correspond. 

These results show that users base their dynamic assessment of audio quality on an assessment of future 

quality. The dynamic nature of this assessment is shown by the correlation between initial Expectations 

and dynamic ratings becoming statistically insignificant as the experiment progresses. 
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Results show that subjective quality ratings given at any one time are relative to the overall pattern of loss 
received for preceding intervals. It could be argued that positioning of the QUASS slider bar prior to a 
rating could have influenced the value of that rating. If this were the case, we would expect a second 
rating to always follow a previous rating in terms of magnitude. In fact, ratings of 78,24,74 were typical, 
i. e. participants had to move the slider bar over a considerable length of the slider interface. This suggests 
that the slider position did not confound the validity of results. A second argument against the validity of 
results could be that scores given for any one rating simply depend on the loss received immediately 
before that time, and not on a wider pattern of events. However, widely different ratings were given for a 
certain loss rate, where the preceding loss rate was identical, but where the overall pattern of loss 

preceding that time was different. 

An argument against this interpretation of these results could be that ratings in the second condition 
showed the Predictability effect because participants adjusted to the duration for which each loss rate 
would be received. This argument entails that the effect would be seen most prominently in the latter 

conditions. It is, however, seen prominently in both the latter and former conditions. It is therefore 

unlikely that the effect is due to participants' habituating to the duration of a loss value. 

These studies have demonstrated that users can make media quality assessments in a continuous fashion. 

This supports the findings of Aldridge et. al. (1995). The studies therefore make a contribution to current 
knowledge of appropriate research methods for assessing of multimedia quality. To assess a dynamically 

variable system, such as real-time multimedia over the Internet, dynamic rating may be the only reliable 

and ecologically valid method to employ. However, media quality actively requested by users may more 

closely reflect users' true requirements in tasks such as multimedia conferencing. Experiments in which 

QUASS allows users to dynamically control (rather than assess) the media quality they receive need to be 

conducted. An initial hypothesis is that users will request relatively little objective quality if that quality is 

predictable. 

6.2.2 Study 10: Investigating control of QoS for real-time audio 

Previous results have shown that Predictability is a high-level QoS parameter of crucial importance in 

users' perceptions of the QoS they receive. Predictability leads to Confidence in the charging scheme 

responsible for allocating QoS resources. The predictive validity of the concepts contained in the models 

has been established by conducting a series of empirical investigations (Study 9). However, these results 

were obtained with a passive listening task, and therefore should not be taken as a direct measure of users' 

quality requirements for other - interactive - tasks. Furthermore, Study 7 showed that it is difficult to 

obtain valid results when asking users to control the QoS they receive, without introducing a penalty for 

these requests. 

Study 10 involved experiments and semi-structured interviews and an interactive task. The aim of the 

studies was to investigate the concepts important to users when deciding to pay for the QOS they request. 

The experiment was designed to validate the central role of the concepts of Predictability, Expectations 
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and Task in users' requests for QoS. By linking these requests with a budget users had to make decisions 
about whether to trade their budget for increased QOS. This tested the concept of Risk. Predictability was 
tested by looking at users' tolerance of variable vs. stable loss (see below). Variability is distinguished 
from Predictability as the former is a description of a system-level property - in this experiment - packet 
loss. Predictability is measured against the degree of variation in objective QoS, a predict service being 
characterised ky relative little variation. 

6.22]Method 

25 novice participants took part in all conditions of the study. All participants possessed experience with 
using networks (e. g. Internet usage), but limited experience with real-time audio applications. 

The QUASS slider was adapted to work in conjunction with network-level software to allow users to 
control the levels of quality they receive in a dynamic fashion. To encourage participants to interact with 
the slider, QUASS was set to decrease its slider position - and the corresponding quality received by the 

user - by 0.1% per second. This level of decrease was chosen so as not to distract users firom the task. The 

slider was configured to display a budget. This budget diminishes in proportion to the magnitude of 
quality requested. No automatic decrease in quality was configured for conditions that contained a budget. 

Participants were able to control the volume of the audio via the Robust Audio Tool RAT (Hardman et. 

al., 1998). The video tool vic (McCanne & Jacobson, 1995), was run to set the task in a representative 

multimedia environment. The quality of speech was degraded via the Forwarder software (written by 0. 

Hodson, UCL, 1999), which drops the required number of audio packets before forwarding them. 

The configuration of the systems set up for the experiment is shown in Figure 47. Computer A ran RAT 

and QUASS, and was connected to Computer B on the same port number. On Computer B, RAT was 

started and connected to Computer C, which ran the Forwarder software. During the experiment audio 

packets generated by users on Computer A affected the audio packets that were forwarded from the co- 

experimenter (on Computer B). Since speech from Computer A to B did not pass through the Forwarder, 

the co-experimenter did not receive degraded audio at any time. 

There were 2 different configurations of loss used in the experiment: 

1. Stable loss: In this condition the position of the slider corresponded to a certain level of packet 

loss - e. g. a slider position of 0 would configure a loss rate of 50% (the slider is at the bottom). 

2. Variable loss: In this condition, the position of the slider corresponded to a range of loss values. 

For example, a slider position of 0 would result in any value between the values of 0% and 50% 

loss, chosen by a random function. In Conditions 2 and 4 (see below), a new level of loss within 

the appropriate range was chosen every 7 seconds (see Section 6.2.1.2). 
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Figure 47: Experimental set-up 

All participants took part in 4 conditions: 
1. No-budget, stable loss rate. 
2. No-budget, variable loss rate. 
3. Budget, stable loss rate. 
4. Budget, variable loss rate. 

In each condition, users were required to play a word guessing-game in collaboration with the co- 

experimenter, where the participant would take turns in describing/guessing a word. Thus, the task was 

relatively equally partitioned into speaking and listening. Each condition was timed and participants asked 
to stop after 5 minutes. During the 5 minutes, participants were asked to use QUASS to control the quality 

that they were receiving. For all conditions, participants were instructed to move the slide-bar so that the 

quality they received was at the minimum level where the task could still be performed. In Conditions 3 

and 4, a budget indicator was displayed, and participants were asked to perform the task maintaining as 

much of this finite resource as possible (see Figure 15). 

All participants were asked a series of 4 questions during a semi-structured interview that took place after 

the experiments. These questions related to the experiment in which they had taken part, and QoS 

charging in general. Each interview lasted approximately 5 minutes. The questions asked of each 

participant were: 

1. Didyou notice a difference in quality between the conditions where no budget was applied? 

The purpose of this question was to explore participants' perceptions of the quality received without 

reference to any potentially distracting elements, such as a budget. The question was also asked to elicit 

the manner in which participants described the quality and the references made to the representation of 

this quality in the Ul. 

2. Didyoujind it difficult to operate the slider andplay the game at the same time? 
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When piloted in a distance learning application, users found it difficult to operate the QUASS slider to 
rate audio and video quality, and participate in interactive tasks at the same time. Even though here users 
were required to rate audio quality only, it was felt that a possible conflict between dynamic QoS requests 
and task performance should be investigated. Such conflicts may have a potential impact upon the 

applicability of requests for dynamic QOS to many Internet applications. 
3. Did you feel that the budget made a difference to the way you operated the slider? 
4. How wouldyoufeel about being charged in this mannerfor Internet services? 

Previous research suggested that the introduction of a resource that is linked to QoS requests might 

encourage users to re-evaluate the quality they receive in terms of the Risk that that quality will not be of 

appropriate value. These questions were therefore asked to elicit participants' subjective opinions about 
the presence and use of the budget, both within the context that they had experienced in the experiment, 

and for the Internet in general. 

6.2.2.2 Results 

Some participants experienced a conflict between attempting to operate the slider, and playing the game at 

the same time. This is important when considering potential applications for quality-based charging, as it 

suggests the need for encapsulated functionality in order to minimize the number of real-time operations 

required by the user (see Chapter 10). 
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Figure 48: Mean maximum loss rates (no-budget) 

In the no-budget conditions, there is a marked difference between the two conditions in terms of the levels 

of quality requested by participants: far less quality was required for the stable loss condition than for the 

variable loss condition. A comparison of maximum loss levels, averaged amongst participants and 

configured for Conditions I and 2 is shown in Figure 48 (t = 12.15 p<0.001). Results for each participant 

are illustrated in Figure 49 (t = 7.2 1, p<0.00 1). 

in the budget conditions, the quality requested for the stable loss condition also differed significantly from 

the variable loss condition: far less quality was required for the stable loss condition compared to the 

variable loss condition. A comparison of maximum loss levels, averaged amongst participants, configured 
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for both conditions is shown in Figure 50 (t =1 1.38, p<0.001). Maximum levels of loss received by each 
participant are shown in Figure 51 (t = 10.25, p<0.001). These results show that users will request higher 
levels of quality when that quality is relatively unstable. 

50 

40 

30 

20 

10 

0 
Participant 

)SS 

)Ssý 

J 

1111111 

Figure 49: Max loss rates per participant (Conditions I& 2) 
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Figure 50: Mean maximum loss rates (budget) 

As previously stated, the use of objective measures alone is not sufficient to establish a framework from 

which users' requirements for QoS can be predicted. Interviews were conducted to establish the reasons 

behind significant differences in users' behaviour during the experiments. 
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Figure 51: Max loss rates per participant (Conditions 3&4) 



Question 1: Did you notice a difference in quality between the conditions where no budget was applied? 

Table 19: Responses to question I 

Question 'No' 

(C 1, C2) 

' Yes' 

(C 1, C2) 

'Yes' 

(C3, C4) 
1 10 11 11 

A highly significant number of participants placed the slide bar in positions where a relatively low level of 
quality would be received in conditions where the loss was stable, compared to when the loss was 
variable. This result shows that users prefer lower, but stable QoS to levels that are higher, but variable - 
and therefore unpredictable. In response to the first interview question (see Table 19), the majority of 
participants who said that they could notice a difference between conditions attributed their answer to the 
fact that they could place the slider at different positions in the interface. For example: 

'... I thought the quality in the second one was a lot better and I remember it that way because I put the 

slider down a lot more. ' 

Most participants, who noticed a difference in quality between conditions, said that this related to the type 

of quality configured in Conditions 3 and 4 only, even though, during interviews, participants were not 
directly asked to compare these two conditions. This finding may be due to the fact that the presence of 

charging Feedback at the UI required that participants re-evaluate the quality they received. A higher 

amount of concentration resulted in participants noticing the differences between these two - latter - 

conditions. For example: 

'... I noticed it in the second lot ... the budget one was a lot worse than the first lot ... It's sort of like 

concentrating on that thing (budget) going down and the dial (slider), connecting those two'. 

6.2.2.3 Discussion 

Results from Study 10 show that users are willing to tolerate greater objective loss rates when those loss 

rates are relatively predictable. The findings also suggest that participants used Ul feedback in post- 

interaction assessments of quality, rather than a direct assessment of the objective levels of loss received. 

Since users' QoS Expectations are developed with reference to their assessment of preceding QoS 

received, this finding may have important implications for users' future quality judgments. Arguably, it is 

the ability of the system to meet users' Expectations that determines that system's Predictability. Results 

from interview data show that, for a large number of participants, an important tool in accomplishing this 

would seem to be the Feedback given to the user via the U1. Questions aimed at understanding the 

mfluence of the budget on users' behaviour aided in understanding the cognitive operations that motivate 

QoS requests: 
Question 3: Didyoufeel that the budget made a difference to the way you operated the slider? 
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Table 20: Responses to question 3 

Question 'N 'Yes' Use of strategy 

3 2 20 12 

As expected, the introduction of a finite resource into Conditions 3 and 4 had the effect of increasing 
participants' tolerance for loss. However, the combination of quantitative and qualitative data may reveal 
ftu-ther, more interesting and complex results (see Table 20). Having established that Ul Feedback is 
crucial to some users in fonning a post- interaction assessment of quality, it is now necessary to ask why it 
is so important. Analysis of participants' responses to post-experiment questions about the effect of the 
budget upon their requests for QoS shows that a number of participants use the way in which the UI 
presents QoS Feedback to formulate a strategy for pre-meditating ftiture QoS, and conserving their 
budget: 

'I'd got it into my mind that I couldn't make it go below the budget 
... and what you end up doing is 

making trade-offs between does it matter if the quality is not good when I'm speaking ... so you work out 
little strategies. ' 

This strategy was developed due to the configuration of the Ul: 

'It's because it had a finite amount and you'd think, what happens when it gets to the bottom, do you get 
cut-Off ?I 

The results in this study illustrate the behavioural consequences of strategies that users forin according to 

UI feedback. Figure 40, for example, shows that quality requests fluctuate widely throughout the 

experiments, but follow similar patterns between conditions. Interview data suggests that this effect may 

be the result of participants decreasing their quality requests when they were speaking in order to prevent 

their budget from decreasing, and increasing such requests when they were required to listen. 

The discovery that users formulate strategies based on Ul Feedback and task requirements can be placed 

into context. Models presented in Chapter 4 show that, when a finite resource is involved, users assess the 

Risk of sacrificing part of that resource against the expected value of future QoS. They use this Risk 

Assessment when making requests for a certain amount of QoS. It is therefore likely that participants in 

these studies formulated strategies based on the amount of Risk associated with their perception that the 

QoS received will be in accordance with what they expect. If that quality is predictable, then any strategy 

users form will be reliable, and the particular charging mechanism is more likely to be accepted. The 

influences on Strategy Formation are shown in Figure 52. Figure 52 illustrates that the strategy users 

form has implications for judgements of the QoS received. In Conditions I and 2 users followed the 

simplest strategy of positioning the slider at a position where the task could easily be completed - there 

was no need to formulate a more complex strategy. 
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During the conditions where a finite resource was represented by the UI (Conditions 3 and 4), participants 
had to consider, more directly, the value of the quality they received according to the task being 
performed. Quality received during the sub-task of listening was considered of greater value than that 
received when the participant was speaking. The formation of an appropriate strategy affected 
participants' assessment of the objective QoS received: some participants who did not notice a difference 
between the quality in Conditions I and 2, did notice this difference in Conditions 3 and 4: 

7 noticed it in the second lot 
... it really unnerved me in the budget one ... I noticed it because I'djust got 

used to doing it (in Conditions I and 2), and working out where it would go. ' 

'It gotfuzzier quicker, only in the last one (Condition 4)'. 

Judgement 

of QOS 

Dynamic 
Pricing 

Mechanism 
Feedback 

Network tol I User 
amlicationi I Interface 

Strategy 
Formation 

lPredictabilityl 

QOS Risk 
Expectations Assessment 

Figure 52: Strategy Formation in context 

Feedback at the application indicating the presence of a finite resource has a crucial influence on 

subjective assessments of quality. However, it is according to the particular strategy users form that value 

is ascribed to (parts of) the interaction. 

Question 4: How wouldyoufeel about being charged in this mannerfor Internet services? 

Table 21: Responses to question 4 

Question For Against Depends 

4 8 11 8 

The majority of participants in this study would not wish to be presented with a budget mechanism, such 

as that employed in these experiments, for all Internet interactions. Many felt that the mechanism 

conveyed too much Feedback. This encouraged participants to concentrate on the relationship between 

the budget display and slider objects, and the consequent formation of a strategy that may have removed 

participants' concentration from the task at hand. These findings agree with the ideas of Wakeman (Ian 
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Wakeman, University of Sussex, personal communication, 1998), in that the budget mechanism used in 

these experiments may have required the user to perform unnecessary sub-tasks therefore adding to the 

user's cognitive load. By bringing the user into the control loop at a higher level of granularity, we may 

encourage the acceptance and use of QoS charging in what is, after all, a traditionally free environment. 

From one point of view, therefore, these findings suggest that users should be able to state how much they 

are willing to pay for a certain amount of quality during the conduct of the task. This should be done in 

one operation, prior to interaction. In a dynamic environment, however, it is questionable whether users 

will be able to state the value of an object within the task, prior to interaction. Indeed, what is assessed in 

the former scheme is the perceived, rather than the actual value of that object. Furthermore, in some 

circumstances users do not wish to be presented with any charging mechanism. The key point here, then, 

is that any charging mechanism would need to provide the appropriate levels of encapsulation required by 

users in order to appropriately represent of the value of to the task, at any particular time. 

In order to ensure that the system is as predictable as possible, participants felt that they would prefer a 

base-rate QoS charged according to a flat-fee coupled with incremental costs for extra quality: 

'... most of the time you might not be that desperate to get something really quickly'. 

This would enable users to configure higher quality, dynamically, in situations where the value of the task 

is relatively high. These results agree with those found in the initial focus groups (Chapter 4). In situations 

where dynamic pricing was applied the majority of participants felt it would be important to be provided 

with a chance to configure the charging feedback in two main situations: 

1. Where the cost of the interaction was likely to be expensive: 

'Yes, you want the information to be able to make those decisions yoursetf .. if it's a period of day that's 

going to be expensive I'd like to be able to turn it on'. 

2. Where the risk of poor quality is relative high and the subjective value of task performance is 

high: 

In this situation the necessity to formulate a strategy to minimize Risk depends on users' ability to predict 

the level of quality received. System Predictability can be made explicit through the use of Ul Feedback. 

The provision of dynamic charging feedback minimizes Risk by providing the user with a sense of 

Control: 

'.. ifyou can control the quality, or ifthe quality goes you're able to control the quality and get charged 

accordingly. ' 
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6.3 Chapter Summary 

The research described in this chapter has investigated users' requirements for network QoS for both 
Web-based and real-time media, in experimental situations. The results show that there is no direct 

association between objective loss levels and subjective QoS judgments. The substantive results are that: 

A much lower amount of audio packet loss will be tolerated if that QoS is associated with a penalty. It was 

shown that users would tolerate up to 20% packet loss when requests for QoS were combined with a 
budget. This shows that users make cost-benefit trade-offs when requesting QoS. 

Users' requirements for QoS do not directly correlate with objective levels of QoS. Although it is possible 

to derive general thresholds that can be used to categorise QoS users need a predictable level of QoS that 

allows them to make accurate value judgements about the quality that they receive. Results also show that, 

for users to formulate appropriate strategies, priced network quality must be presented to them according 

to the task that is their goal. These results confirm the central role of Predictability contained in initial 

models. 

Charging mechanisms should address connections between the value ascribed to certain levels of quality, 

and the representation of that quality to users. QoS mechanisms that focus on the most technically 

efficient way of capturing users' preferences for deploying QoS may miss the point - i. e. that such 

preferences are influenced by the configuration of Feedback at the user's point of interaction, where the 

task is primarily supported. These results confirm the central role of Feedback and users' tasks contained 

in initial models. 

A number of contextual factors affect users' tolerance for QoS. For Web-based QoS these factors were 

both fixed for the length of the interaction (e. g. users' Expectations), and variable within the interaction 

(e. g. length of session). 

The consequences of poor Web page download times were described. Importantly for e-commerce sites 

these were an increased probability of an incomplete purchase, and promoting the impression of 

compromised security. 

The results reported in this chapter have methodological implications. The use of continuous assessment 

methods enables the investigation of how users' requirements for QoS change within a session. This 

would not have been possible with the use of traditional post-interaction methodology. Continuous 

assessment methodology is therefore used in recognition of, not only the variable nature of network QoS, 

but also of how users' QoS requirements depend on the dynamic context of their interaction. 

This research has shown that QUASS can be used to control and evaluate network QoS when users are not 

involved in a complex task. in this situation having to move the slider continuously produced an 

unacceptable level of cognitive load. Interfaces that can be used to indicate only when QoS becomes 

intolerable may be more appropriate to use. Many of the results derived from these studies were gained 
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from qualitative data. This shows the need to complement experimental, quantitative, results with 
information gained from asking users about their motivations for the choices they made. 

The work presented in this chapter was limited to certain QoS parameters and certain media. Further work 

should be conducted to explore the influence of concepts such as Predictability on other media. However, 

as the stability of received quality is a QoS parameter that is common to lower level objective QoS 

parameters (i. e. frame-rate, packet-loss, latency) it is highly likely that similar preferences toward 

predictable service will be witnessed in experiments that investigate these QoS dimensions. 

Results from these studies have shown that users possess a sense of on-line Community. For example, it 

was shown that users are nervous about priority based charging schemes because they have a sense that a 

number of different users will be competing for a finite resource. The next chapter explores two factors 

that are influenced by users' sense of the Internet being a resource depends on the scheduling and routing 

of data in wide area networks. 
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Chapter 7: Investigating the influence of network knowledge 
Previous findings of this thesis established that users' tolerance of QoS is influenced by their impression 

of the level of QoS received by other users (see Chapter 4). This has been termed their notion of 
Collective Quality (CQ). Users' tolerance for QoS has also been shown to be influenced by their 
impression of the physical distance from the location of their interaction and the remote machine/user. 
This has been termed their notion of Virtual Distance (VD). These concepts were raised by novice users 
and are affected by the same causal conditions and intervening factors (see Figure 54). Both the concepts 
of CQ and VD are influenced by the user's task and their sense of the Internet being a resource that 
depends on the scheduling and routing of network data. VD was investigated as an example of how a 
misconceived notion of how the network works can influence users' Expectations of QoS. CQ is an 
example of how a notion of network operations that is in basis technically correct (i. e. the Internet is 

statistically multiplexed), can effect users' Expectations of QoS because of what it means to users on a 
social level. 

Users' understanding of network operations (correct or not) drives both the concepts of VD and CQ. Both 

are therefore potentially addressable by providing users with infon-nation about QoS. This chapter 
documents the results of a questionnaire that investigated the concepts of VD and CQ. The questionnaire 

uses different scenarios to examine the effect of users' tasks on the salience of VD and CQ. 

Advanced users All users Novice users 

Web experiments Investigating users' 
tasks: survey 

Mobile telephone 
survey 

Charging 
experiments 

Virtual Distance 
studies 

Figure 53: Testing stage: Virtual Distance studies 

Although focus group data had established the connection of the concepts in question with intervening 

factors, this had not been done at different levels of granularity. For example, it was not established 

whether users would accept lower levels of QoS if the remote machine was located in a different country 

as opposed to a different city. Additionally, it was not established whether users would accept lower levels 

of QoS if they were told that all network users were experiencing low levels of service, as opposed to 

other users engaged in the same task. One aim of the questionnaire was to investigate these situations. The 

aim of identiýýing the influence of VD and CQ at lower levels of granularity is to understand when it is 

appropriate for the network to supply QoS Feedback to users. For example, if it is established that CQ is 
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only a relevant concept for users engaged in the same task, it would be a waste of resources to tell those 
users about the levels of quality received by users engaged in a different task. 

The work described in this chapter had two aims: 
To conduct a first-pass analysis to investigate, with a relatively large number of users, whether 
VD and CQ influence tolerance for lower levels of QoS. 
To understand at what level of granularity VD and CQ have an affect, if at all. 

This chapter begins with a more detailed description of the concepts addressed by the survey. The location 
of these studies in the overall plan of research is shown in Figure 53. 

7.1 Background 

7.1.1 Virtual Distance 
Results from focus groups studies (Chapter 4) show that novice users reason about the levels of QoS they 
receive in terms of the physical distance between themselves and the remote user. This distance is referred 
to as Virtual Distance (VD). The distance is virtual as what is represented is not the true path taken by 
data as it travels fi7om sender to recipient. The existence of this concept suggests that novice users are 
prepared to accept a lower general level of QoS if the physical distance between local and remote users is 
high. The context in which this concept is derived is shown in Table 7 (Chapter 4). 

Figure 54 shows that the concept of VD depends on the amount and type of Feedback configured to 

support the task. VD is also influenced by the salience of particular QoS parameters that users value in 

helping them to perform the task. For example, users are more likely to tolerate a relatively low rate of 

transmission in video frame update if the visual information content that they receive is relatively 

unimportant, regardless of the VD they perceive. Furthermore, the influence of VD on users' acceptance 

of QoS depends on that quality being predictable in the first instance. Table 22 describes a simplified 

version of the procedural aspects relating to the way that VD is incorporated into users' assessments of 

QoS. 

Conceptual 
Metaphor 

Predictability Confidence 

Expectations Virtual 
Distance 

Feedback 

Collective 
Quality 

Task 

Figure 54: Location of VD and CQ in novice users' conceptual model 
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Table 22: Virtual Distance: story-line 
A) A Risk Assessment of a transmission based on: - 

1) A Predictable level QoS configured by Feedback that is: - 
a) Dynamically updated 
b) Appropriate to the task's Conceptual Metaphor 

Confidence in the Predictability of the network leads to: - 
A) Acceptance of a lower level of QoS in circumstances where: - 

1) Virtual Distance is high 

B) Acceptance of a higher level of QoS in circumstances where: - 
1) Virtual Distance is low 

The physical distance between users and remote machines was varied in the questionnaire. Respondents 

were asked to assess their tolerance for lower levels of QoS under two instances of VD. 
1. Local VD refers to a situation where the physical distance between local and remote users is 

re)atively small, i. e. in the same city. 
2. Remote VD refers to a situation where the physical distance between local and remote users 

is larger, i. e. in different countries. 

The two hypotheses asserted for VD were that: 

1. Users will tolerate lower levels of QoS if the believe the source/destination of data is 

located at a greater physical distance. 

2. The influence of VD will depend on whether users believe that the task is of value. 

7.1.2 Collective Quality 
Focus group studies (Chapter 4) revealed that the level of QoS users believe other users are receiving 

affects their perception of the QoS they receive. Users' perception of the level of QoS other users are 

receiving is called the Collective Quality (CQ). Focus group studies did not establish whether CQ relates 

to the aggregate QoS of all users or whether it can refer to the QoS received, for example, by one other 

user. Part of the aim of this study was to investigate the effect of CQ on users' perceptions of QoS. Table 

23 shows this concept in context. Table 24 shows the procedural aspects of this concept. Like VD, the 

influence of CQ on users' tolerance for lower levels of QoS is dependent on that quality being predictable 

and on whether the task is important to them. The location of this concept in the models of novice users is 

shown in Figure 54. 

The interaction of users' tasks with CQ was investigated by dividing this concept into Task CQ and 

Network CQ- There were two hypotheses connected with this part of the research: 

There will be more tolerance for low levels of QoS where Task CQ is low compared to when 

Network CO is low: Results from focus groups conducted previously in this research show that 

novice users do not possess network concepts. This means that they do not intuitively reason that 
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the source of poor network quality is due to internal network congestion. Nor do these users 
possess the concept that packets from different applications are multiplexed in the network. This 

suggests that novice users will be relatively unaffected by their perceptions of Network CQ. 

0 In instances where the task is defined as of relatively little value, tolerance for lower levels of 
QoS should not be affected by Task CQ. Novice users reason about the QoS they receive in 
terms of the social context in which they interact. This suggests that the importance of the task in 
the conceptions of novice users will increase the influence of Task CQ. 

Table 23: Collective Quality in context 

Phenomenon Causal conditions Properties of 
causal condition 

Dimensions 

Collective Feedback Current high <-+ low 
Quality information 

Frequent 
information 

Context: - 
For novice users. Where Feedback to the user indicates that levels of QoS received by other users are 
high, Collective Quality will be high. Where Feedback to the user indicates that levels of QoS 
received by other users are low, Collective Quality will be low. 

Table 24: Collective Quality: story-line 

A) A Risk Assessment of a transmission based on -- 

1) A Predictable QoS configured by Feedback that is: - 

a) Dynamically updated 

b) Appropriate to the task's Conceptual Metaphor 

Confidence in the Predictability of the network leads to: - 

A) Acceptance of a lower level of QoS in circumstances where: - 
I) Collective Quality is high 

B) Acceptance of a higher level of QoS in circumstances where: - 

1) Collective Quality is low 

7.2 Method 
30 responses were received from the questionnaire. Participants were classified as novices. Respondents 

were all from non-technical academic backgrounds. They all had relatively limited experience with the 

applications used in the scenarios. 

The survey consisted of a number of scenarios depicting a variety of networking tasks. These tasks varied 

as to the whether they involved valued transmissions. Those tasks that were seen as valuable by users had 

already been established (see Chapter 5). Table 25 shows the tasks used for the scenarios. 
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Table 25: Structure of survey scenarios 
Scenario number Type. of application Task characteristics 

I Multimedia conferenci ing Business conference 
2 File Transfer Protocol Unurgent presentation requirements 
3 Email Unurgent message 
4 Real-time video- Background 'wallpaper' to PC 
5 Real-time audio Important remote lecture 
6 Web interaction _ Important information retrieval 

Example I and Example 2 show two scenarios and the following questions used in the survey: 
Example 1: Imaging you are using network audio to conduct an important business conversation with six 

other people. Which, if any, of the following circumstances would make you inclined to tolerate a lower 

level of quality? Please tick as many choices as apply. 

a) Knowing that the majority of the other members of the meeting were experiencing the same, lower, 

levels of quality as you? 

b) Knowing that all other users of the network were experiencing the same, lower, levels of quality as 

you? 

c) Knowing that the majority of the other members of the meeting were located outside your city? 

d) Knowing that the majority of the other members of the meeting were located outside your country? 

Example 2: Imagine you're listening to a lecture that is taking place remotely. Which, if any, of the 

following circumstances would make you inclined to tolerate a lower level of quality? Please tick as many 

choices as apply. 

a) Knowing that all other listeners to the lecture were experiencing the same levels of quality? 

b) Knowing that the speaker is located outside your country? 

c) Knowing that the speaker is located outside your city? 

d) Knowing that all other users of the network were experiencing the sarne levels of quality? 
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7.3 Results 
Results show that the influence of VD and CQ depend on a number of factors. A multiple regression 
analysis was conducted on the data from these two concepts to establish which factor accounted for the 
results. 

7.3.1 Virtual Distance 
Figure 55 shows the results of comparing the influence of local with remote VD. These results suggest 
that, for the majority of scenarios, if the source or destination of data is physically further away from the 
user, that user is likely to accept a lower level of quality. This confirms the first hypothesis. 

The evidence gained makes a strong case for the fact the VD influences users' perceptions of quality. It 

must be stressed that Local VD does not refer to no physical distance, but to a location outside the user's 
city. This is why an effect is seen for local VD. 

The second hypothesis was also broadly confirmed. Results suggest that two factors are influential in the 

general relevance of VD in users' tolerance for QoS: 

0 Where the task is not urgent, VD has a limited impact on users' tolerance for QoS. 

Where the task is perceived as urgent, users are more likely to consider VD influential for those 

tasks that are interactive. 

These results may have been achieved because, where the task is interactive, users are required to 

constantly re-evaluate the level of QoS they receive. Where a single action is involved, such as in an email 

application, the potential for QoS to fluctuate is greatly reduced. Users are therefore not required to re- 

evaluate the QoS they receive in the latter situation. 

Results show that the influence of VD is relatively small where a single user interacts in the task. These 

findings suggest that the more users are involved in a task, the lower the level of QoS users are inclined to 

accept. It may be that users evaluated the level of quality delivered to them depending on how many 

streams are involved in the task. This would mean that if all streams came from a relatively long distance 

the aggregate demands made on the network are seen as higher, therefore reducing the ability of that 

network to deliver a high quality service to the individual user. This concurs with the previous finding that 

users are more tolerant of lower levels of QoS if they understand that network resources are shared (see 

Chapter 6). Additionally, the consequence of a task being urgent is that the quick delivery of information 

becomes an important parameter defining quality. 

7.3.2 Collective Quality 

Figure 56 shows the number of respondents stating that knowledge of certain types of CQ would 

encourage them to accept lower levels of QoS. Results suggest that three factors influence the relevance of 

CQ in users' tolerance for QoS: 

0 Where the task is not urgent, CQ has a limited impact on users' tolerance for QoS. 
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0 Where the task is perceived as urgent users are more likely to be influenced by Task CQ as 
opposed to Network CQ. 

Where the task is perceived as urgent, users are more likely to consider CQ influential for 
those tasks that are interactive. 

This shows that novice users reason about the QoS they receive from the network in terms of the 
particular task they perfonn. The effect of Task CQ is increased when that task is shared. This follows 

the reasoning that all users performing the same task must receive identical levels of quality, as if this 

quality is derived from a single source. 

As hypothesized, a more prominent influence was found for Task CQ as compared to Network CQ. This 

affect is seen in circumstances where the task is perceived as urgent. When the user's task is perceived as 
unurgent there is relatively little difference between Task CQ and Network CQ, both being minimal. 
Whereas the affect of Task CQ is seen to fluctuate between tasks, the affect of Network CQ is both 

minimal and uniform. 

7.4 Chapter Summary 
The hypotheses stated were confirmed by the results of this work. Results from this chapter have shown 

that VD and CQ affect users' perceptions and consequent tolerance for QoS. The substantive 

contributions of this chapter are the findings that: 

0 Novice users are more likely to accept lower levels of QoS if they believe that the 

source/destination of the data is physically further away. 

0 Novice users are more likely to accept lower levels of QoS if they believe that other users of the 

same task are receiving correspondingly low levels of QoS. 

Results show that the influence of VD and CQ are subject to the type of task in which the user is engaged. 

This confirms the link between task and VD/CQ defiiied in original models (Chapter 4). 

VD and CQ are more effective where tasks are perceived as interactive. 

When the QoS received is associated with a task that holds relatively low value to users VD and 

CQ have minimal influence on the likelihood that they will accept a lower level of QoS. 

The methods adopted in this study were quantitative. These methods were appropriate in achieving the 

aim of a first-pass investigation that tested if VD and CQ are relevant to users in their judgments of QoS. 

A number of factors were found to influence the relevance of CQ and VD on tolerance for QoS. However, 

the motivation behind these judgements has been largely assumed. Further work is needed to investigate 

these factors using qualitative techniques. Asking users to describe the reasons behind the effect of these 

concepts has the advantage that not only is it possible to access the vocabulary users employ when 

assessing QoS, but assertions can be linked to other concepts raised in the context of the dialogue. 
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Chapter 8: Final Experiments: Linking QoS to Price 
The work reported in the thesis has focused on testing a sub-set of concepts in each study. To provide 
further validation to the structure of the models, it is necessary to test the validity and interaction of a 
larger number of concepts in one study. The final study investigated the effect of Task, QoS and pricing 
Feedback, Predictability, Expectations and, by offering QoS profiles, the concept of Control. The 
research so far has examined the effect of different objective levels of QoS on users' subjective 
perceptions of that QoS. This has outlined the factors that may affect users when judging the acceptability 
of QoS and the methods used to charge for it. To provide real-world solutions to the problem of increasing 
demand for QoS, it is necessary to understand how the subjective value of QoS can be related to the price 
of that service. In this way, it is possible to ascertain whether price can be used to limit demand for QoS. 
The final study focused on the relationship between QoS and the price of that service. The aim of the final 
study was to: 

Understand how the subjective value of QoS can be related to the price of that service. 
Test a larger number of concepts previously defined in the research. 
Validate the role of such concepts using qualitative methods. 

8.1 Hypotheses 
The main hypothesis used in the fmal study is that: 

There will be no linear correlation between QoS requested and the price of that QoS. 

If this hypothesis is proved correct this means that a number of intervening factors will be important to 

users when judging an appropriate price for the QoS they receive. This is an important question, as it 

implies that objective price cannot be used as the sole variable that regulates demand for QoS. 

The work asks whether it is possible to identify the factors that bridge the relationship between QoS 

requested and the price of that QoS. Based on models previously defined in this research it is 

hypothesized that the correlation between QoS and price depends on: 

8.1.1 The goal of interaction (task) 

Rrevious work in this thesis has shown that the importance of receiving high levels of QoS varies 

according to the user's goal of interaction. In the final experiment, tasks were selected to represent 

contrasting demands for high levels of QoS. The system used enables users to allow agents to control the 

levels of QoS received, via profiles. This allows users to specify whether a profile should prioritize 

delivering a specific level of QoS, or keep within a certain price, in situations where there is a perceived 

conflict between QoS and price dimensions. It is hypothesized that: 

HP Users will be more likely to select a profile where QoS has priority overprice when they are involved 

in an important task. 

H2: Users will be more likely to select a profile where price has priority over QoS when they are involved 

in a relatively unimportant task. 
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8.1.2 The levels of Control users are afforded over QoS (Commitment) 
Research reported in this thesis has shown that users make a Commitment to an interaction in terms of 
reaching their goal. This suggests that they prefer profile-based charging mechanisms instead of schemes 
that enable the dynamic control of payment. It is hypothesized that: 
H3: Users will tolerate lower levels of quality if they select a profile that controls for them. 

It is hypothesized that the degree to which users relinquish control over their QoS is affected by other 
variables. This is affected by whether usage at the time is in a Critical Period (see below): 
ff4: Users will prioritize price over quality when their budget is relatively low. 

8.1.3 Predictability 

Previous work has shown that, when QoS is priced, supplying Feedback that allows users' to predict and 
therefore plan their spending affects their requests for QoS. It is hypothesized that people conceptualize 
the value of QoS not by assessing its price at any one time, but by referring to their remaining budget. To 
assess the value of QoS it is necessary to supply Feedback concerning the remaining budget: 
H5: Feedback concerning future statistics (e. g. future network congestion) will be requested more 
frequently than Feedback concerning current statistics. 
H& Feedback concerning 'battery-life'(i. e. displaying how long people have left to interact before their 
budget runs out) will be the mostfrequently requested information. 

8.2 Method 

8.2.1 Participants 

There were 25 participants in the study. The participants were 'advanced' users (see Chapter 3). The users 

were computer literate and familiar with the operation of networks. They were also familiar with real-time 

applications. 

8.2.2 Task 
The experiment involved listening to a recording of aI 0-minute interview where a candidate was 

interviewed for a university place. This type of task is chosen as real-time tasks have been shown to have 

richer and more complex performance guarantees than traditional data-driven tasks. The recording of the 

interview was done on a dedicated network so that the original audio quality was near-perfect. 

During the experiment, users were able to manipulate the audio packet loss. To situate the task in a 

realistic context, video was streamed at maximum frame rate. Users were not be able to manipulate the 

video quality. 

Participants were either told that tasks involve a measure of task completion (measured tasks), or that no 

measure is required (unmeasured tasks). This distinction is made to manipulate the importance of the task. 
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In the measured scenario, participants were asked to answer specific questions concerning the candidate's 
answers. The questions were designed so that the answers were spaced throughout the conversation. This 
avoided participants finding the answers then asking for an unrepresentative amount of quality afterwards. 
The questions were: 

1. What programming work experience does the candidate have? 
2. What hobbies does the candidate have, outside of college? 
3. What is the title of one of the books the candidate says she has read? 

Table 26: Functionality and representation of prototype charging mechanism 

Functionality Represented to user Determined by 
Dynamic updates Menus option/Text Software and User 
Current network state Menu I /Colour-coded text 

EXAMPLE: 'Congested' 
Software 

Current price Menu I /Text 
EXAMPLE: 'O. 05p' 

Software/User QoS requests 

Current quality Menu I/Text 
EXAMPLE: '25%' 

Software/User QoS requests 

Current budget Menu 1/graphic (see Figure 59) Software/User QoS requests 
Future network state Menu 3/Colour-coded text 

EXAMPLE: 'Empty' 
Software 

Future quality Menu 3/Text 
EXAMPLE: '3x worse than now' 

Software 

Battery life Menu 3/graphic (see Figure 58) Software/User QoS requests 
Profile selection 

Price over quality/ 
quality over price 

Menu 2 radiobutton User 

Control of audio quality QUASS slider User 

In the unmeasured scenario, participants are simply asked to judge the overall acceptability of the 

candidate for the job. in the unmeasured situation, participants' assessments require less scrutiny than in 

the measured situation, whilst still providing motivation to select a realistic level of QoS. All participants 

took part in both the unmeasured and measured task. The same material was used for both conditions. All 

participants undertook all tasks to control for idiosyncratic behavior such as that connected with risk 

taking (Jones & McManus, 1986). The order of administration of conditions is reversed for half of the 

participants in order to control for the effects of Expectations. 

To further encourage participants to select realistic levels of QoS, they were told that they would be able 

to keep a monetary equivalent of the budget they had left at the end of the experiment. 

8.2.3 Tools 
8.23.1 Software 

The experiment uses software that allows users to 

simulate choosing to pay for the audio quality they 

receive. The software allocates a budget to users 

prior to interaction. The functionality and 

representation of this system is displayed in Table 26. 

t7i 

Current Values Set Preferences Future Predicitions 

Figure 57: INFORMATION interface 
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Participants saw the following interfaces: 

1. QUASS tool: This tool enables control of the audio the quality. 
2. INFORMATION: This is a panel of three menus, shown in Figure 57. The menus are labeled Current 
Values, Set Preferences and Future Predictions. The options selectable from the menus are: 

Under Current Values: 

Price: Shows how much is being paid for the quality requested via QUASS. 
Quality: Shows the current quality being received, as a percentage. 
Network State: Shows the current network state is. This could be Empty, Congested or Very 
Congested This infonnation is color-coded. 

0 Current Budget: Shows how much money left to spend by showing the Your Budget display, 
described below. 

Under Set Preferences: 

0 Keep current quality setting: Keeps the audio quality at the current level. If this is selected the 

QUASS tool disappears. This setting has to be cancelled to reconfigUre the QUASS tool. 
Cancel quality setting: Brings back the QUASS tool to allow control of audio quality. 

0 Keep current price the maximum: Selecting this means that the participant won't pay more than is 

currently being paid. 

Cancel maximum price: Allows the price to fluctuate again. 

Under Future Predictions: 

0 Quality: Shows a prediction of the quality likely in the near future. 

0 Network State: Shows what the network state is likely to be in the near future. This could be 

Empty, Congested or Very Congested. This infonnation is color-coded. 

Battery Life: Shows a prediction of the number of minutes the participant can carry on before 

their money runs out, if the current level of quality continues to be requested. It does this by 

showing the Your Budget display, described below. 

Your Budget: What this shows depends on whether it is selected from the Current Values (Figure 

49) or the Future Predictions (Figure 48) menu. On selecting from the Future Predictions menu 

the display will show if the budget will run before the end of the experiment by showing Not 

enough time. 

2. Information Display: (Figure 50). Shows the information selected by choosing from the menus in 

INFORMATION (Figure 47). 
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8.27255 minutes left 
Not enough time 

I 

Figure 58: Your Budget showing 
Battery Life 

Figure 59: Your Budget interface 
showing Current Budget 

Figure 60: Information Display 

8.2 3.2 Pla tfo rms 
Participants were able to control the volume of the audio via the Robust Audio Tool rat (Hardman et. al., 
1998). The video tool vic (McCanne & Jacobson, 1995) was run to set the task in a representative 

multimedia environment. The quality of speech was degraded via the Forwarder software (written by 0. 

Hodson, UCL, 1999), which drops the required number of audio packets before forwarding them. 

The configuration of the systems set up for the experiment is shown in Figure 5 1. Computer A ran RAT, 

QUASS and the Feedback software. This computer was connected to the machine running the Forwarder 

on the same port number. The recorded files were routed to participants via the Forwarder. During the 

experiment QUASS movements generated by users affected the audio packets that were forwarded from 

the server. 

Participant 

Recorded files 

RAT)VIC, QU 
FFFDRACK ý 

Forwarder 

Audio and video 

Figure 61: Experimental set-up 
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8.2.4 Procedure 
Participants were given illustrations of the interfaces they would be asked to interact with, along with a 
description of the functionality of those interfaces. They were asked to study these thoroughly and to ask 
any questions prior to interaction. Participants were then given the following instructions: 

0 For this experiment, you will listen to an interview for admission to the UCL Computer Science 
Department. 

0 The interview will last 10 minutes. 

Please listen to the quality of what you are hearing. You can control this quality, but the more 
quality you ask for, the more of your budget you'll spend. 

We are interested in the information you choose to see to help you make decisions about how much audio 
quality to request. 

To support the empirical findings gained from experiments, data was gathered on users' opinions 

concerning the system. To ask participants to record their opinions about the system at the time of 
interaction (i. e. through using verbal protocols) will place an unacceptable amount of cognitive load on 

them, due to the demanding nature of the task. It is therefore necessary to employ different research 

techniques to extract this evaluation. Participants were given a short semi-structured interview following 

the experiment. They were asked: 

1. Whether they found the tools easy to use. 

2. What they thought the most important piece of information was. 

3. What they did not find useful. 

4. Any other comments. 

8.3 Results 
The main hypothesis of the study was confirmed by the results. A strict linear correlation between the 

amount of quality delivered to users and the price of that quality cannot be assumed. Results show that a 

number of intervening factors influence whether users consider a certain price appropriate for a particular 

amount of audio quality. 

Table 27 shows the numbers of participants selecting each Feedback option. Options where 5 or fewer 

participants selected the option are not shown. 

Table 27: Average number of selections per option 

life 

Future 

ep c uqý ýtual! LW sett 

Future network state 
Current network state 

No. of participa 
Umneasured task 

25 
25 
22 
6 
12 
19 
7 

ing each option 
Measured task 

25 
25 
23 
21 
6 

21 
9 
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8.3.1 Users' Tasks 
Hypothesis HI was confin-ned by the results of the study. Participants were more likely to select a profile 
where QoS has priority over price when they were involved in an important task. The frequency with 
which users selected a QoS profile over a price profile was compared between a measured and 
unmeasured task scenario. 

Users are more likely to select a profile where QoS has priority over price when they are 
involved in a relatively important task. This result is significant (p<0.05). 

Using the same methods, it was found that hypothesis H2 was not confirmed by the results of the study. 
This means that: 

0 Users are not more likely to select a profile where price has priority over QoS when they are 
involved in a relatively unimportant task. 

The effect of users' tasks on profile selection is further confirmed by the fact that, in the measured task, 

participants in this study were more likely to keep the profile selected than to cancel it, compared to those 
few participants who selected a profile in the unmeasured task. Additionally, a greater number of 

participants who received the measured task as the second condition chose to prioritize quality over price. 
This finding, coupled with qualitative feedback from participants (see Section 8.3.4.4) suggests that the 

use of this profile may have been limited because its functionality was initially not optimally understood. 

8.3.2 The levels of Control users are afforded over QoS 
Hypotheses H3 and H4 concerned the levels of quality users would accept depending on the amount of 

Control they were afforded over that quality. For each participant who selected a QoS profile the lowest 

level of packet loss was compared to the lowest level of packet loss accepted under manual control. 

Statistical tests reveal that H3 can be confirmed by the results of the study. This means that: 

0 Users will tolerate lower levels of quality if they select a profile that controls for them. This 

result is statistically significant (p<0.05). 

As stated in section 8.3.1, very few participants selected a profile where price has precedence over quality. 

These results show that the goal of users' interaction has priority over the price levied against that 

interaction. H4 was therefore unconfirmed. This means that: 

0 Users are not more likely to prioritize price over quality when their budget is relatively low. 

8.3.3 Predictability 

Hypotheses H5 and H6 were confirmed by the results of the study. This means that: 

0 Users request Feedback concerning future statistics more frequently than Feedback concerning 

cuffent statistics. 

40 Users find information concerning Battery Life the most important type of Feedback. 
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Table 27 shows the average number of times participants selected current vs. future information options. 
Options that were selected only once have not been included in the analysis. This is because participants 
are likely to select options once through curiosity and not through a genuine requirement for Feedback. 
Table 27 clearly shows the prevalence of predictive Feedback. Statistical analysis shows that Battery Life 
is selected a significantly higher number of times than other options. 

Table 28: Average number of selections per option 
Option Average no. of selections per participant 

Battery Life 
Budget 

14 
8 

Future Quality 5 
Future network state 
Current network state 

3 
3 

8.3.4 Qualitative data 
8.3.4.1 Profiles 

The advantage of using a profile, from a technical point of view, is that the system can predict QoS 

demands made by an application. The potential for price to correlate with QoS demands somewhat 
depends on whether users choose to use agents to control their QoS, rather than to control it manually. 
This is because the amount of fluctuation in demands for QoS is greatly reduced if a proflle is used. This 

study has shown that users' tasks influence profile usage. It is likely that participants chose QoS profiles in 

the measured task scenario to reduce the cognitive load of having to control the quality manually whilst 

attempting to hear crucial parts of the conversation: 

'When I saw it's going to be worse I did tty to not askfor as much, to try to get some leeway. But it was 

more important to hear it, to get the answers'. 

'For the second one (unmeasured) I tried to put it down as low as I could, just as much as I could 

possibly stand' 

The reasons why participants did not prioritize price over quality in the unmeasured task is not made clear 

from the qualitative data collected. However, the lack of profile selection suggests that participants do 

have an understanding that quality is linked to price. That is, participants felt that they could control price 

through lowering the quality. This is a different situation from assuming that an objective magnitude of 

price can be always be linearly correlated with an objective measure of quality. Users make conceptual 

links between price and quality depending on the context in which they are working. 

Results showed that users would accept lower levels of quality if it is given to them as part of a profile. 

This suggests that users are willing to relinquish manual control over the amount of QoS they receive if 

they are confident that a profile ensures that there is a lowest level below which that QoS cannot fall. 

Qualitative data confirms that this is partly due to the amount of Trust users have in their ability to judge 

the value of the quality they receive: 
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-. 4s long as I don't htwe to keep thinking about how much this time is worth then I'll take a bit less 
quality ... I'm not sure I'll get it right if I have to keep assessing it,. 

8.3.4.2 Anchors 

The importance of predictive Feedback was proved in the experiment. During the collection of 
qualitative data participants described the benefit of much of the Feedback provided in the experiment in 
terms of the fact that it represented a base line, or Anchor from which to compare future predictions made 
by the software. For example, participants spoke of the wording of information such as future quality (e. g. 
3x worse than now) as useful as it provided an Anchor from which comparisons could be made: 

'I don't know what it (ftiture network state) means but it's good that it's relative to me now so I can get a 
handle on things'. 

'I need an anchor ... in terms of how it is on a relative scale' 

This is linked to the importance participants placed on the level and rate of expenditure as opposed to the 

absolute coupling between price and quality at any one time. Users' preferences for Feedback 

concerning Battery Life was stressed both during the experiment and from the qualitative data collected. 
This is because it allows users to make a prediction concerning their expenditure. These results suggest 
that expenditure is correlated with QoS and not the absolute magnitude of price. The rate and level of 

expenditure involves a predictive element. This is because the price of service at any one time is assessed 
in terms of its relative importance to an overall budget or expenditure limit. Users must be provided with 

adequate support from the system to be able to make these assessments: 

'The information that tells me about how much my spending is going down is the most useful ... I don't 

understand about the charge for that bit or this bit, all that I think we really should know is how we're 

spending in total'. 

The importance of predictive Feedback is stressed in qualitative data by participants' preference for 

information concerning Battery Life over seeing a straight budget: 

'No, I don't feel good about seeing that blue representation of my money. How do I know the pace it's 

going down? I don't want to have to think so much about it'. 

This reaction shows the predictive power of stating the overall pace of expenditure. The reaction indicates 

the prevalence of other concepts contained in the model. Providing a budget mechanism requires that 

users possess a relative high degree of Self-Trust to make an appropriate calculation of the QoS to 

request. This introduces an unwelcome element of Risk into the interaction: 

'Ifind it really worrying that You ask me to assess what I'm doing with the blue meter ... the battery lifes 

much better ... I 
know where I am'. 
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8.3.4.3 Current statistics 

The reason participants were interested in knowing the current network state may have been due to their 

need for an explanation as to why there should be degradation in the network. This may have been due to 
the network experience of users participating in the experiments. That is, users who do not possess a 
complete understanding about why congestion could occur on the network may require additional 
information explaining this congestion: 

'I don't really know what it means (the current network state), but it's good that you've tried to explain 

why it'sfuzzed in a way that I can understand'. 

8.3.4.4 Idiosyncratic behavior 

Participants in this study show idiosyncratic behavior. A participant who selected a certain option in the 

first condition they did was, in many cases, more likely to select the same option in the second condition. 
This means that users' Feedback needs are likely to differ. What is important is to provide the flexibility 

of information available, to meet the needs of the largest number of users. These results also suggest that, 

once users have made a choice about what information they require to make evaluations of QoS, they are 

likely to stick to those requirements. This means that software can be tailored to the needs of the 

individual and configured to them as a default. 

8.4 Chapter summary 
The aim of this chapter was to test the salience of a number of concepts contained in the model presented 

in Chapter 4. Through testing a set of hypotheses the results from the final study have made several 

substantive contributions. The study has: 

0 Confirmed a number of previous concepts and the interaction between these concepts. The 

hypotheses in this experiment could not have been put forward without a substantial amount 

of knowledge concerning the important concepts to test and important questions to ask. The 

answers derived have shown that the model is valid when applied to a larger scale prototype 

charging and Feedback system. 

Shown that QoS is correlated with expenditure and not absolute price at any one time. Results 

show that users judge the value of the quality they receive from their current interaction by 

referring to their overall expenditure. This is shown most prominently in the need for 

predictive statistics that inform users of the relative importance of current QoS. 

Shown that the Risk Assessment associated with this expenditure depends on the goal of 

interaction. The reaction to this Risk can be seen in the prioritisation of QoS via a profile. 

Shown that users have different requirements for Feedback although default Feedback 

profiles are feasible. Such profiles are feasible because results show that users make a 

conceptual link between quality and price. Default selections are preferable to users to hide 

some of the complexity of the system. 
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In terms of methodology, this study has shown that large numbers of concepts can be tested successfully 

under experimental conditions. However, of the 25 participants in this Study 7 said that they did not find 

the tools easy to use, and 6 said that they found the tools easy to use. There is an inevitable a trade-off 

between testing a large number of concepts and placing a large cognitive load on users. The ability to 

confirm hypotheses must be the test for whether the experimenter has got this balance right. Although 

many subjects said they could not possibly use this complex a piece of software in the real world, their 

ability to use it under experimental conditions has indeed allowed the testing and validation of a number 

of hypotheses. 

150 



Chapter 9: Comparative analysis 
This thesis has identified factors that determine users' perceptions of network QoS. These factors have 
been validated through a series of empirical studies. Results have shown that users' perceptions of QoS 

are determined by complex and interrelated factors, and influenced by the context of interaction. 
However, results also show that it is possible to identify core requirements that should be met in any 
context. For example, although this research has addressed a limited range of media, results have shown 
that users need to be able to predict future levels of QoS regardless of the media they are interacting with. 

This chapter contributes to the thesis by drawing together the results described in Chapters 4 -8 to produce 
a generalised model that is applicable for both novice and advanced users. This model describes core user 

requirements for QoS. This chapter shows how technical and econometric perspectives of QoS can be 

integrated with data derived from users. Network designers and HCI researchers can then use this 
information as a base line for designing efficient and valuable network QoS schemes. 

The chapter begins with describing the general model; examples are given showing how it can be used on 

a basic level to inforrn the design of QoS allocation systems. Differences between users are then outlined. 

The chapter concludes with an explanation of how the results discovered in this thesis relate to economic 

and technical perspectives on problems concerned with allocating QoS. The location of these studies in 

the overall plan of research is shown in Figure 62. 

Derive econometric Describe Perform comparative 
equations implications for analysis 

network service 

Figure 62: Integration stage: Perform comparative analysis and derive econometric equations 

9.1 The general model 
During analysis of focus group data, it was found that certain concepts were defined by both novice and 

advanced users. These concepts represent users' core requirements for network QoS and show how those 

requirements are influenced by making users aware of the charge that they are incurring for the QoS they 

receive. Figure 63 shows the factors that represent these requirements. 
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Trust 

Charge 
Awareness 

Commitment to 
session Expectations Feedback 

Figure 63: Factors determining core QoS user requirements 

The general model can be described by the storyline presented in Table 29: 

Table 29: General Model: High-level storyline 

Confidence 

Users goal is to gain Confidence in the QoS they receive. Users may gain Confidence: - 
By making a Risk Assessment of a transaction producing: - 

1) A high Risk situation that degrades Trust leading to an inability to commit to a session, where: 
a) Received QoS, judged according to task importance, is: 

i) Valuable and the service is: 

ii) Unpredictable according to Expectations and due to 

iii) Inadequate Feedback from network QoS allocation mechanisms 
b) Users are made aware of a charge for QoS and that charge is: 

i) Unpredictable according to Expectations and due to 

ii) Inadequate Feedback from network charging mechanisms 
2) A low Risk situation where: 

a) Received QoS, judged according to task importance, is not valuable or, 

b) Received QoS, judged according to the task, is 

i) Valuable and is: 

ii) Predictable according to Expectations, and due to 

iii) Adequate Feedback from network QoS allocation mechanisms 

c) Users are made aware of a charge for QoS and that charge is 

i) Predictable according to Expectations and due to 

ii) Adequate Feedback from network charging mechanisms 

The general model identifies which factors influence users in making judgements about QoS. However, 

the research reported in this thesis has shown that users re-evaluate the QoS they receive in a dynamic 

manner, as they interact with the system. The factors in the model must therefore be seen as linked 

together sequentially. The storyline in Table 29 illustrates this. Figure 64 shows the process of QoS 

Task 

Risk 
Assessment 

Predictability 
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evaluation by illustrating that process, from the users' initial assessment of Risk, to the consequences of a 
high Risk Assessment. 

Task Risk Assessment Expectations 

Absence of network QoS Feedback makes QoS unpredictable 

Lack of Commitment to session. 
Perception of compromised security. 

Decreased Trust in organization. 

Figure 64: Example interaction sequence (Web-based tasks) 

Figure 64 shows the interaction between parameters supplied by the network and users perception of QoS. 
This is illustrated in the fact that there is a two-way, iterative relationship between such Feedback and 
users' Risk Assessments. Figure 64 shows, therefore, the degree to which meeting users' requirements 
for network QoS depend on the interaction between the high-level concepts that influence their 

perception, and the objective Feedback that may alter those perceptions. 

Clearly, it is therefore possible for the technology responsible for network Feedback to make the 

received QoS unpredictable. This process can become a cycle, in that increasing or prolonged 

unpredictable levels of QoS can decrease users' Trust to a degree where they cease to interact with the 

system. For the Web-based example (see Chapter 6), this manifests in a refusal to give a credit card 

number to complete a purchase. To counteract this cycle systems designers should: 

1. Identify the assumptions users hold that shape their QoS requirements. 

2. Identify the consequences of the existence of these assumptions. 

3. By considering the assumptions held by network technology, provide solutions that illustrate 

how technology can mediate the process between predictable QoS and Risk Assessment. 

It is possible for the technology responsible for network Feedback to make the received QoS predictable. 

This thesis has attempted to identify the factors that make a service predictable. Tables 31-36 provide a 

high-level illustration of how a technological perspective can meet users' Expectations in different 

contexts. How specific examples of technical mechanisms can be employed to meet QoS requirements are 

detailed elsewhere (Chapter 10). 

Table 30 shows the lower-level contextual factors that have been identified in this research as an influence 

on users' requirements for QoS. These factors should be seen as the building blocks to providing users 

with a positive Risk Assessment. A discussion of these factors can be found in Chapter 4. 
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Table 30: Building blocks for meeting users' requirements for QoS 
Supportable by the system Unsupportable by the system Factors determined by Conceptual metaphor Network knowledge &experience individual users Critical thresholds, Task knowledge 

Critical period Self Trust 
Access to interaction Usage Trade-offs 

Social Factors Collective Quality Social Trust 
Hierarchical Allocation Knowledge of shared resource 

Sense of on-line Community 
Provider Trust 

Other factors Virtual Distance 
Control of system 

Table 30 shows the division between factors that can be addressed by designing to meet users' QoS 

requirements and the factors that the system cannot be designed to address. It is not possible to derive 

solutions that rely on manipulating factors that are not supported by the system. However, Table 30 shows 
that the system can implement mechanisms to support factors that are themselves external to the system. 
For example, it is possible for the system to tell the user where he/she is in the queue to receive good QoS. 

This is referred to as Hierarchical Allocation. The need for this mechanism is driven by the user's 
knowledge that network QoS is a shared resource. Table 30 shows, however, that there are some factors 

that do not translate into mechanisms that can be supported by that system. Tables 31 to 36 address the 

factors involved in users' judgements of QoS. These factors have been described in more detail in Chapter 

4. Tables 31 to 36 provide examples of how it is possible to design resource allocation systems to meet 

the three criteria presented above. The location of each factor in the overall models developed is also 

shown in the tables. 

9.1.1 Social factors 
This research has shown that users think about networks as supporting a number of users at any one time. 

The consequence of this is the belief that another user might receive a greater allocation of QoS than 

themselves. The Risk involved in this belief is made clear when users considered the acceptability of 

priority pricing mechanisms (see Chapter 4). In this scheme users would be given the option to pay more, 

dynamically, to receive a better level of QoS for any particular interaction. Table 31 describes this 

situation. 

A consequence of the influence of social factors on users' perceptions of QoS is their consideration of the 

levels of QoS received by other users (see Chapter 7). Table 32 describes this influence. 

9.1.2 Factors determined by individual users 

This research has shown that user demographics influence Expectations of QoS (see Chapter 4). While it 

is not possible for the system to account for the variability arising from user demographics it is possible 

for that system to support generalisations of real-world metaphors users have for network processes. The 

influence of users' conceptual metaphors is shown in Table 33. 
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Table 31: Social factors: Shared Resource 

Users assume Many users share the network at a time. QoS- 
is a finite shared resource 5 

Consequences Where price is associated with QoS users Peace of -1ý Commitment 
of users believe they cannot compete financially for Mind to session 

assumptions QoS. Users believe there is high Risk of not 
receiving value for money 

Technology Price is correlated linearly with QoS: Social 

assumes users will pay more to prioritise their QoS 
requests 

Consequences Priority pricing is rejected by users 
of technical Shared resource 
assumptions 
Possible Provide Feedback indicating hierarchical 
solutions allocation of resources that is consequedce 

of priority pricing. Use mechanisms that Hierarchical 
commit minimum proportion of QoS, prior Allocation 

to interaction 

Table 32: Social factors: Collective Quality 

Users assume Network is a shared resource. There is a 
sense of online community Predictability 

Consequences Users develop a sense of expected 
of users levels of QoS based on accepted levels 

assumptions of QoS of users of the same task F Technology QoS configured to individuals is 

- assumes independent and has unique QoS profile Social Voluntary action 
Consequences Users develop uncertainty concerning Trust 
of technical whether the QoS they receive is fair j Risk Assessment 

assumptions relative to QoS levels received by other 
I I 

users 
Possible solutions Provide Feedback indicating current 

network/task usage. Provide typical Collective 
(estimated) profiles showing QoS Quality 

received by other users prior to 
interaction. Profile mechanisms that 
allocate similar levels of QoS to users 
using the same application. Allow users 
to override this to reflect incremental 
task ortance 

Designers of network resource allocation mechanisms should attempt to meet individual QoS 

requirements by allow individual users to configure certain parameters. This ability helps users predict 

(Table 34) and control (Table 35) their expenditure (see Chapter 4). 

For novice users QOS is seen as shared between users of the same Task 
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Table 33: Individual factors: Conceptual Metaphor 
Users assume Structure and operation of services in the 

real-world can be used to describe 
network structure and operations Conceptual 

Consequences of users 
assum tions 

Users form Expectations of QoS from 
the real-world t h h h 

Mapping 
p me ap or t ey old I 

Technology 
assumes 

Network is an idiosyncratic environment 
with unique structure and operation that 
does not ma t l ld 

Predictability 

p o rea -wor processes 
' Consequences of 

technical assumptions 
Users decreased Confidence that the 
network QoS they receive will meet their 
Ex e ations 

Assessment 

p 
Possible solutions Elicit users' mental models of network 

structure and operations. Provide 
interfaces that map to users' real-world 
metaphors 

Confidenc 

Table 34: Individual factors: Critical Thresholds/Critical Period 

Users assume Their expenditure is represented in 
terms of a personal budget 

Consequences of users Users compare the value for money 
assumptions reflected in the price for QoS at any Self Trust 

one time to the price at another time 
and overall eLcpenditure 

l fi i i f S Th Techno ogy assumes rne s e pr ce or Qo at any one 
identical to that at another time. Task (value) Critical 
QoS delivered below the Critical Thresholds 
Threshold or in a Critical Period 
is equal to that delivered at the 
Critical Threshold Critical 

Consequences of Users cannot make dynamic Periods 
technical assumptions assessments of QoS in relation to 

their incremental expenditure 
Possible solutions Allow users to configure Critical 

Thresholds. 
Allow preset expenditure limits on 
budget. Provide statistics on 
incremental expenditure. Provide 
warning Feedback when a Critical 
Period is imminent 

9.1.3 Other factors 

A number of other factors have been shown, in this research, to influence users' perceptions of QoS. 

Network systems can be designed to accommodate these perceptions, for a number of factors. Tables 35 

and 36 describe these factors. 
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Table 35: Individual factors: Control 

Users assume There is a two-way dynamic 
relationship between users' choices 
and netwo -k operations 

Consequences of users Users believe their actions are directly 
assumptions linked to the resource allocation Control Feedback 

recei ed. 
Technology assumes Levels of QoS received by uses is A 

entirely due to resource allocation 
processes in the network that are in 
turn the consequence of the magnitude 
of demand made by applications 

Network User 
Consequences of Users cannot choose to vary the centric centric 
technical assumptions magnitude of demand for QoS either 

__j passively by restricting usage due to 
congestion Feedback, or actively by 
requesting more resources 

Possible solutions Provide mechanisms that predict 
consequences of individual QoS 
requests. Configure a hierarchical set 
of interfaces for control of QoS 
requests. Allow users to select version 
of interface. Allow users to spend part 
of their preallocated resources 
dynamically 

Table 36: Individual factors: Virtual Distance 

Users assume The effort to deliver data to the local 
user is seen as proportional to the 
distance from which it is derived 

Consequences of users The further away the source of 
Conceptual Task 

assumptions remote data/user the lower the level Mapping 

of QoS they can expect 
Technology assumes The source of users' perceptions of 

QoS is located from the application Feedback 

level upwards 
Consequences of The process of routing data is hidden 
technical assumptions from users 

Possible solutions Provide network Feedback that Virtual 

I allows users to predict levels of QoS. Distance 

9.2 Differences between users 
Models derived from discussions with different user groups are much more complex than the general 

model presented in Figure 63. This means that the examples presented in Tables 31 to 36 must be 

considered as base-line generalisations representing the QoS requirements of all users. The model derived 

from discussions with advanced users embodies several important differences when compared to that for 

novice users. The most salient difference between these two user groups is that advanced users, through 

their understanding of how networks route data, reason about QoS in terms of network concepts. This 

means that, unlike novice users, advanced users make a direct link between the actions of the user and the 

operations of the network. As described in Chapter 4, the absence of network concepts on the part of 

novice users means that Collective Quality is not attributed to all users of the network but to those users 

involved in the same task. This reliance on social -as opposed to technical- aspects of interaction is a 
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result of relying on user -as opposed to network- concepts. Furthermore, because the concept of Virtual 
Distance is based on a misconception concerning network operation, it is absent from advanced users' 
models. 

Because novice users do not directly associate user processes with network reactions, systems operations 
are subject to Localization. This means that reasoning concerning the responsibility for delivering QoS is 
not extended to the network infrastructure. Furthermore, the absence of a mapping between user and 
network concepts leads to novice users' distinction between Voluntary and Involuntary actions. The 
assessment of a low Risk situation requires an action to be seen as Voluntary. 

A central difference between the concepts of advanced and novice users concerns the relative importance 
placed by the latter on real-world task metaphors. Novice users judge the QoS they receive according to 
the level of quality they would expect to receive from an analogous real-world operation. For example, 
novice participants in focus groups studies said that their frustration at Internet search engines returning 
many unrelated items is partly due to the fact that they expect this application to act like a courier. A 
courier should return or deliver the exact item requested. The differences between concepts derived from 
advanced users (UG 1) and novice users (UG2) are surnmarised in Table 3 7. 

Table 37: Comparison between user-groups 

UG Expectations Locallisation Risk Assessment Confidence Predictability 
I Linked with Absent: network Use user + Risk Assessment Assessed using 

network-centric and user network concepts + Predictability network 
+ task QoS processes inter- concepts 
drivers linked 

2 Linked with User-centric Use user + Risk Assessment Assessed using 
metaphor + task social concepts + Predictability user concepts 
QoS drivers 

UG Social Trust Contextual Trust Feedback Task Virtual 
Distance 

I Not required for Required for Linked with Assessed Absent 
predictable predictable network according to 
service service processes- network concepts 

required for 
predictable 
service 

2 Required for Absent (user and Required for Mapped Formed by 

predictable network predictable according to task Feedback 

service processes not service metaphor 
linked 

UG Collective Voluntary action Conceptual User Concepts Network 
Quality metaphor Concepts 

I Assessment Absent: network Minimal reliance Drawn on to Drawn on to 

connected to and user assess system assess system 

network usage processes inter- Predictability Predictability 
linked 

2 Assessed Where received Forms Drawn on to Absent 

according to QoS is perceived Expectations of assess system 

task metaphor to be linked to task QoS Predictability 

user actions I 
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9.3 Comparison between technical, economic and user models 
9.3.1 The econometric perspective 

Figure 65 is a structured representation of variables that can be attributed to econometrics. Figure 65 
shows that an econometric perspective involves variables that can be attributed to three areas. In the 
econometric perspective it is recognised that a measure of user requirements or 'tastes' provides a 
complementary component to understanding the working of a network system. This model shows us the 
aggregate variables that should be considered when defining the parameters to optimise network systems. 
For example, Network Configuration represents a number of variables that can be further described by a 
technical perspective. Likewise what has been referred to as 'taste' in the econometric domain represents 
an aggregation of a number of conditional variables, the investigation of a subset of what are called 
conditional variables has been the aim of this research. 

Econometric 
Variables 

Conditional Variables II Svstem Variables II Dvnamic Variables 

User Task Market Network Dynamic 
- 

Probability L 
Structure 

ýjConfigurationý 

Equilibrium of unstable 

-QOS 

Expected ETa, 
Income Utility 

Value Average 
Average 

expenditure 
resource 

allocation FP -ri 
c 
-eý- 

Dema Individual 
Individua 

Payments resour 
. 
ce 

Figure 65: Econometric factors 

How is it possible to derive econometric equations from data captured in this research when such data 

represents disaggregated conditional variables and when parameters to traditional econometric equations 

use aggregate variables? Clearly no direct substitution can be made. However, it is possible to show: 

That top-level aggregate conditional variables discovered in this research are essential 

components to econometric equations. 

How sub-concepts such as Expectations interact with other concepts to produce aggregate 

effects: For example, how the magnitude of one variable changes in relation to another. 

A translation of subjective concepts into objective metrics through experimental data. 

The fimction below shows how this is possible (see Chapter 10): 
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threshold(i) -latency(i) 

uhhty threshold(i) 
2v 

threshold(i) = threshold of acceptabity of access i 
latency (i) = delay In c ompletion of page i 
X= length of ses sion 

The econometric model presented in Figure 65 shows that conditional variables such as those associated 
with user demographics and users' tasks have an effect on the dynamic equilibrium of a network, through 

the concept of value. On the simplest level, this shows that the efficient function of the network is 

dependent on presenting a service of value to users. 

Econometric models are supported by the research reported in this thesis in the association of users' tastes 

with the creation of demand for certain levels of QoS. For example, providing information to novice users 

concerning the physical distance between them and the data source has been shown to influence demand 

for particular levels of QoS (see Chapter 7). Figure 66 shows how concepts derived in this research can be 

mapped to those described by an econometric perspective. 

Conditional Dynamic 
Variables Variables 

II 

Taste 
7 

Demand 

Predictability Feedback ... Interaction 
with network 

0 

Virtual Collective 
Distance Quality 

Figure 66: Relationship between econometric and user concepts 

Figure 66 shows that there is a link between user and technical aspects of QoS through the concept of 

Feedback. This is because parameters that form users' tastes are shaped by dynamic Feedback from the 

network (see Chapters 7& 8). The capacity of the network to do this is explained by a technical 

perspective. 

9.3.2 The technical perspective 
The ability to translate subjective perceptions into functional form has clear implications for technical 

models of network QoS and charging. Technical concepts describe the building blocks on which QoS and 

certain charging mechanisms can be implemented. As subjective perceptions of these issues have 
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consequences for QoS requirements and the acceptability of particular charging mechanisms these 
perceptions should affect the design of the network. Implications of the research reported in this thesis for 

network design are covered in more detail in Chapter 10. Table 38 shows how similar concepts, 
traditionally defined according to a technical perspective have been defined in this research. 

Table 38: Comparison between concepts derived from the technical, economic and user domains: 

Advanced users 

Ref- Technical concept Economic concept User concept 
I Expected Utility Expectations 
2 Measure of taste User concepts 
3 Performance 

Maintenance, Service 
Guarantees 

Probability of 
unstable QoS, 

Dynamic Equilibrium 

Probability of unacceptable QoS, 
Predictability 

4 Traffic type Expected Utility Task, value, Expectations 
5 Objective Performance Dynamic Equilibrium Subjective perception 
6 Feedback Task-dependent Feedback 
7 Resource Reservation Predictability 
8 Performance Maintenance Reliability 
9 Charging Mechanisms Price Expenditure 
10 Bandwidth Demand Requests 
11 Technical Concepts User/network concepts 

1. The concept of Expected Utility refers to the usefulness of received QoS in terms of its 

ability to support the user's task. This concept forms an important conditional variable in 

econometric models (e. g. Glaser, 1978) in that it is a predictor of demand for a resource. 

New research reported in this thesis, complements this idea by indicating that users' 

Expectations are used to assess the Predictability of QoS received by the network. 

2. The top-level concept User Concepts is a representation of many underlying concepts. The 

'suitable measure of consumer's tastes' represents the econometric equivalent of this 

concept at the same level of aggregation (Glaser, 1978). 

3. The ability of the network to maintain a certain level of performance will determine the 

probability that QoS variables will fluctuate. According to an econometric perspective, if 

this situation arises the Dynamic Equilibrium of that system will be jeopardised. From a 

user's point of view, the acceptance of QoS is dependent on how predictable that service is. 

if the service is not predictable, no assessment of the probability of unacceptable QoS can be 

made and the mechanism for supporting this QoS will be rejected. The fluctuation of QoS 

can be reduced by implementing service guarantees or software that can monitor QoS 

fluctuation and provide Feedback to users accordingly. 

4. From a technical perspective, networks need to route traffic according to mechanisms that 

optimise overall network QoS. The definition of 'good' network QoS can be characterised 

by setting bits in the data packet, therefore creating service classes according to the quality 

demands of the application. Econometrics refers to the subjective interpretation of QoS in 

the aggregate variable of utility. A description of the utility of QoS, and its dependency on 

the context in which users work, has been addressed by this research. This has shown a link 
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between the value users place on QoS received and the necessitY of the network to maintain 
a certain level of performance. 

5. Technical and user concepts represent two complementary factors in determining system 
efficiency. Objective QoS is supplied to the user who makes a value judgement based on 
his/her perception. Payment Behaviour is based on these received levels (along with 
'underlying' factors such as Predictability). This behaviour determines aggregate demand 
for network resources. Where demand matches the ability of the network to provide the 
required QoS the result, described by the economic domain, is Dynamic Equilibrium. 

6. The research that is reported in this thesis has shown that levels of Feedback provided to 
users can significantly affect perceptions of QoS. A two-way relationship should therefore be 

considered with regard to Feedback. The network must be able to supply Feedback to the 
application in order that this application can supply subjective Feedback to users. This 
Feedback has been shown to be task-dependent. 

7. The ability of the network to provide users with guaranteed QoS, through reserving 
resources, clearly affects the degree to which the required QoS is predictable. This latter 

concept has been shown, by this research, to be of central importance in determining users' 

acceptance of QoS. 
8. The reliability of the network is connected to its ability to maintain a certain level of 

performance. This research has shown that, rather than the absolute level of performance, it 

is the Predictability of performance that determines the user's valuation of the QoS 

received. Clearly, service that is maintained at a stable level is easier to predict. 

9. Different charging mechanisms, implemented within the network, are used to manipulate the 

price of resources. For example, many priority charging schemes will have tiers of service 

for which the respective prices are predetermined. In econometric theory the objective price 

for QoS is directly correlated to the magnitude of demand. New research has shown that 

users make use of the level of expenditure when assessing the value of QoS. 

10. This research suggests that gaining users' Confidence affects demand for service. From a 

technical point of view the implication of increased demand is the question of whether the 

network will be able to supply the resource. The ability of the network to supply requested 

resources is largely dependent on its bandwidth. 

Advanced users reason about QoS in terms of network concepts. This means that, relative to 

other user-groups investigated, these users tend to describe the operations of the network by 

utilising concepts taken from the technical domain. 

Table 39 presents comparisons between the economic, technical and (novice) user models previously 

described. Apart from a reliance on technical concepts, points contained in Table 39 should be considered 

salient for this user-group. 
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Table 39: Concepts derived from the technical, economic and user domains: Additional concepts 
held by Novice users 

Ref: Technical concept Economic concept User concept 
I Flow Specification, 

Session Specification 
Localisation 

2 Feedback Predictability, Feedback, 
Risk Assessment 

3 Demand Requests 

I. Localisation means that novice users' understanding of network processes are located at 

what can be done at the local terminal. This means that users' Expectations of QoS are 
determined by the real-world task that they are performing. In technical terms these processes 
involve the specification of traffic as part of the particular session. The traffic type associated 

with a flow is linked to a speciflc session. 
2. Evaluation of how predictable a level of service is involves Risk Assessment. Users' ability 

to perform a Risk Assessment depends on the Feedback received from the application. In 

turn, mechanisms must exist within the technical implementation of the network to provide 

users with the required parameters. The absence of technical concepts on the part of novice 

users means a reliance on Feedback received at the local terminal. 

3. Demand is here linked to User Concepts in different way than for advanced users. Requests 

are based on QoS Expectations. 

9.4 Chapter Summary 
A general model can be constructed from data derived from all user groups. Factors 

contained in this model reflect users' core QoS requirements. Consequences of failing to 

address these requirements can be shown (Figure 64). 

0 Factors contained in the general model can be divided into those that can be addressed by a 

network resource allocation system directly, and those that cannot. 

0 There are notable differences between conceptions of advanced users and those of novice 

users. These differences centre, on the absence of network concepts for novice users. 

Concepts derived in this research overlap, to some degree, with concepts that can be derived 

from technical and economic domains. In certain cases the new concepts provide links 

between these domains, therefore contributing to a more complete picture of system usage. 

163 



Chapter 10: Consequences for the design of resource 

allocation mechanisms 
It is the aim of this research to provide solutions to the real-world problem of how to design resource 
allocation mechanisms to benefit both users and network service providers. This research has addressed 
directly the problem of how to represent acceptable levels of QoS to users. However, in order to solve the 
real-world problem of increasing network congestion it is necessary to provide solutions that can be 
interpreted at the level of network architecture. This chapter discusses previously reported results in this 
thesis in terms of their implications for the design of network resource allocation mechanisms. As 
Anagnostov et al. (1992) point out, to prove the viability of each suggestion outlined in this chapter it 

would be necessary to provide a detailed model of a network some of whose parts are complex and 
undefined. Although some specific examples are given, the main purpose of this chapter, therefore, is to 

suggest how research conducted with users can be interpreted at a technical level. The location of this part 

of the research in the overall plan for this thesis is shown in Figure 67. 

Derive econometric Describe Perform comparative 
equations implications for analysis 

network service 

Figure 67: Integration stage: Describe implications for network service 

10.1 Overview 
To provide a service that is both valuable and implementable there is, arguably, a need for compromise 

between the encapsulation of QoS requirements and flexibility in their representation. This research has 

shown that charging users for the utility of the QoS they receive in achieving their specific goal is likely to 

be the optimal solution. This solution would allow users to specify such requirements at a level of 

granularity that can be used for resource allocation. However, the prospect of asking non-expert users to 

specify parameters such as the maximum burst size of their traffic is clearly not feasible. Even if the 

correct description of traffic can be derived (and is not deliberately misrepresented), determining whether 

resources are available is a non-trivial manner. 

Based on the results reported in this thesis it is possible to provide guidelines for the design of a network 

resource allocation system: 

1. Predictable - i. e. consistent - QoS is essential (e. g. Section 6.2). Given that lower - but 

consistent - QOS is rated higher than higher - but variable - QoS, it may be appropriate to 

intentionally lower the quality delivered to users to a level that can be maintained. It is not 

suggested that the network performance should be degraded; rather, quality should be regulated 

at the application level - e. g. by buffering media quality. Analogous mechanisms for ATM 

networks have been suggested (e. g. RACE, 1992). For example, the desired traffic modifications 
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are achieved by spacing cells, thus avoiding cell delay variation. The results reported in this 
thesis have consequences for the configuration of dynamically adaptive applications (e. g. 
Abdelzaher & Bhatti, 1999). The quality delivered by these applications changes dynamically in 
line with network conditions. Whilst this mechanism is representative of the fluctuating nature of 
network quality it is essential that those applications employ traffic shaping at the application 
level in order to provide a consistent service. 

2. Feedback is essential for predicting QoS (e. g. Section 8.3.3). Network Feedback should 
enable users to make a prediction of future QoS. Results have shown the extent to which users 
depend on the Feedback they receive from the Ul. Indeed, it is arguably this feedback that 
ensures that the QoS remains predictable. In situations of high Risk, users should be provided 
with the option of configuring Feedback dynamically. 

3. Consider differentiated service schemes. Much current debate in the networking community 
has centred around the costs and benefits of providing differentiated versus integrated services 
(Cocchi et al., 1993, Fishburn & Odlyzko, 1998, Nichols & Blake, 1997). Results show that, 

potentially, users - or the applications that represent their preferences - require Feedback 

concerning future quality in order to make accurate assessments of that quality. This entails that a 
feasible service scheme must abstract much of the complexity involved in maintaining 
information about network congestion away from the core of the network. The provision of 
differentiated service mechanisms is therefore preferable to the provision of integrated services 

as the latter involves the maintenance of state within the routers themselves, and may not be 

sufficiently scalable. 

4. Feedback requirements are task-specific (e. g. Section 8.3.1). Predictability maybe a concept 

that applies across many tasks - predictable quality is a requirement that can be applied to 

virtually any networking application. Strategy Formation, however, is clearly task-dependent: 

only within the context of the particular speaking and listening task was it possible for 

participants to formulate the strategy described (see Chapter 6). This suggests that it is unlikely 

there is a generic set of required performance characteristics, or strategies, for all types of 

networking task. Charging mechanisms must therefore attempt to allow customers to change their 

QoS requirements during their interaction. This issue has been considered for ATM networks 

regarding the implementation of signalling fast reservation protocols (see e. g. Cuthbert & 

Sapanel, 1993). 

5. Users require a specific level of Feedback to formulate appropriate strategies (see Section 

6.2.2.3). Dynamic Pricing Feedback should, therefore, not be displayed at all times. Findings 

suggest that it is possible to provide too much Feedback to the user. Users will apply a strategy, 

which they have previously formulated, to a new situation - until Ul Feedback infonns them 

that this strategy is no longer viable. A pricing mechanism that provides an inappropriately large 

amount of Feedback distracts users from their primary task, and is just as likely to be rejected as 

one that provides none at all. Instead, Feedback should be provided when there is a relatively 

high and unexpected cost in using the network, and the user must re-assess the value placed on 

the task. 
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6. Dynamic re-evaluations of quality are not required for all interactions. Users should be able 
to configure default preferences with regard to payment. Results show that, optimally, users 
should be able to determine the influence future QoS requests may have on a finite resource. As 
with pricing Feedback, the actual price should be set within a specified range. Only in situations 
of high cost, or where there is high Risk that delivered QoS will not meet the specified range, 
should the network ask for adjustments in payment. In accordance with user and task 
requirements, an application might request Feedback from the network only if a specified 
amount of change occurred to the internal network state. This implies the need to configure agent 
software at the application level. Currently suggested software that fits the flexible needs of users 
may act as a QoS-Broker, thus encapsulating much of the complexity of dealing with variable 
network congestion within an automated process (e. g. Nahrstedt & Smith, 1995). 

7. QoS requirements can be classified according to task characteristics (e. g. Section 5.3.1). 

This suggests that profile-based pricing schemes should be used. On a technical level, the 

encapsulation of default preferences in the application is perhaps best served through the use of 

profile-based pricing schemes that have the ability to interact with adaptive software at the 

application level. Not only does this approach alleviate the computational load on the network, 
but also affords heterogeneous task requirements to be represented at an appropriate level of 

flexibility. Users regard the network as a tool that enables them to perform particular real-world 

tasks. The task is users' desired focus, rather than the price of interaction. 

The optimal solution to the trade-off between an ultimately predictable flat-fee mechanism and dynamic 

quality based charging that reflects the value of the interaction may involve users providing a set of 

predefined preferences. With regard to the U1, comments from some participants suggested the use of 

encapsulated functions that would be responsible for monitoring quality levels: 

y down when you're speaking 
.. there could be something that could swap the quality, put the qualit 

because you could save hal(your budget that way'. 

'I think I would say 'give me a range 1 and I wouldjust pick a range instead of constantly changing it'. 

'I think perhaps you could have a trial period where you got used to the level you liked and then you'dfix 

it at that afterwards. That level would befairly predictable afterwards. ' 

This system would enable Feedback to be configured to the Ul only when the network could not meet 

such preferences. Although users react to a predictable, priced system by formulating a strategy that 

enables them to minimize the Risk inherent in any transaction, as in these experiments a single strategy 

might be applicable for an entire task. These findings suggest the use of task profiles, in which specific 

performance requirements could be encapsulated and translated into objective criteria. 
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10.2 Implementing task profues 
Results have shown that users prefer part of network functionality to be hidden from their direct 
interaction, but that they also should be provided with a mechanism is modify services to match their 
individual needs. A popular suggestion for the implementation of a degree of automation at the application 
and network levels is the creation of user agents, constructed according to the Feedback requirements of 
the user. These user agents could interact with network agents in the network system in the manner of a 
QoS Broker (Nahrstedt & Smith, 1995). A manner in which this congestion feedback encapsulation could 
be realised via agent software is through the implementation of a series of task profiles. The construction 
of each profile would be driven, not only by the need to capture users' QoS requirements along a number 
of salient dimensions, but by the definition of those dimensions. Table 40 shows those factors that vary 
according to the value placed on a particular task, at a particular time. 

Table 40: Example task profile for an email application: Variable Factors 
Concept 'Value' Implementation Consequence of correct implementation 
Purpose Inelastic Indicate purpose of task Expectations confirmed 
of Task value of task represented 

Conceptual Telephone Indicate purpose of task Expectations confirmed 
Metaphor Feedback on 'per-call' value of task represented 

basis 
Virtual High Provide objective QoS Predictability of system enhanced 
Distance Feedback 
Collective High Provide objective QoS Predictability of system enhanced 
Quality Feedback I 

Table 40 shows the profile of a traditionally elastic application, in a situation where the purpose of the 

task is inelastic, in order to demonstrate the influence of the conceptual metaphor held by users. The task 

profile for this application requires the system to engage in a dialogue that enables the user to indicate 

their desire for, in this case, speed of transmission, as opposed to throughput. This ensures that the QoS 

dimension upon which users evaluate Expectations, is appropriate to the purpose of the task. 

Apart from profile dimensions that are specific to this particular application, an implemented system of 

profiles must consider general user requirements. These general requirements are based on factors arising 

from the real-world assessments users make concerning the operations of certain applications. Table 41, 

shows some of these general characteristics for the email example used above. 

Table 41: Example task profile for an email application: General Factors 

Concept I Value implementation Consequence of correct 

., onfidence Implementation Implementation of lower 
de, en nt level concepts 

Risk Implementation Provide user-configurable 
d endent Feedba ins 

Work I Encapsulate routing -FýTow 
I 

Acceptance of pricing mechanism 

Predictability of system enhanced 

Positive ratinp- of 

Including Feedback showing that Virtual Distance is based on a misconception may not be appropriate 

for a user who possesses knowledge about the operations of the network. Clearly, any implemented 
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pricing scheme must be flexible enough to represent the needs of different users. A way to do this when 
representing task profiles is to implement general dimensions in a core profile and allow those dimensions 
that are dependent on the task and user to be selectable as conditions apply. 

10.3 Accommodating Risk 

Seemingly, QoS, when determined by payment, involves the assessment of Risk. Through the introduction 

of a payment to a service, an explicit value dimension is invested in QoS. Risk is meant in terms of the 
Risk of paying too much for a service and is therefore based on the user's subjective assessment of the 
value of the transaction. This perhaps suggests that payment could be brought against the chance of the 
network becoming congested (and the Risk of making a payment in these circumstances). The distinction 
between providing quality to the user that is in accordance with their Expectations and providing a 
guaranteed service has been acknowledged by previous research into optimising network quality (e. g. 
Clark, 1996). The traditional multiplexed nature of shared networks, such as the Internet, is not consistent 
with the provision of hard guarantees. This research has shown that basing mechanisms for resource 

allocation on the Expectations of users is a viable option. Primarily it has been shown that there is likely 

to be a sufficient amount of heterogeneity between users in terms of their Expectations, to warrant the 

construction of multiple traffic profiles. Thus charge would be levied, not for explicit network conditions, 
but for the results expected by the user. This fits the typical technical performance of the network. The 

user's need for a predictable network could become the very aspect for which he is prepared to pay. 

10.4 Differentiated services 
Chapter 2 introduced the idea of providing the network with the means to support differentiated services. 

The results of studies conducted in this research show that, if network congestion occurs to the extent that 

some users will experience degradation in performance, networks that are designed to provide only BE 

service cannot support the necessary variability in task requirements. Additionally, the traditional 

assumption that the transmission rate of applications such as email can be decreased in times of 

congestion is largely unfounded. Instead, the type of traffic needed to meet the variable needs of users 

should be based on flexible task profiles. In this way the interface between the network and the notion of 

value ascribed to an application is not direct, but lies in the description of a set of QoS parameters that 

form the chosen profile. 

Task profiles could be potentially supported by multiple service classes, the selection of which is 

explicitly indicated by the application. A level of abstraction between the application and network layers 

could therefore be addressed by proposals that concentrate on differentiated services (Nichols & Blake, 

1997). These proposals use the concept of Classes of Service (CoS) in order to define profiles. Profiles 

are based on only a limited number of QoS parameters, which are programmed directly into the routers. 

These schemes, by pushing the complexity to the edges of the network, are compatible with longer-term 

provisioning. This may be important as, at the rate in which networking technology is progressing, it is 

impossible to account for the complexity of all future applications. However, it is not possible to account 

for all the tasks for which such applications will be used. For example, we have already shown that users 
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now employ email applications in a similar way to the telephone. This is not to suggest that priority 
classes should be based on the definition of applications but rather that the class of service delivered by 
applications should be based on the particular needs of those who use them. 

It is these variable requirements that may present a problem for the viability of using differentiated 

services. In order to allow users to specify the value of the task at a Particular time it should be possible 
to implement profiles that can be dynamically overridden. This suggests the need for multiple task profiles 
that mav have to be constantly updated. The benefits of pushing the state of differentiated services to the 

edges of the network may, therefore, be overshadowed by the need to provision such variable 
requirements. Indeed, schemes based on differentiated services assume that there is a direct mapping 
between the identification of an application's QoS profile represented in the packet, and the QoS required 
by users. The viability of differentiated service mechanisms is, therefore, largely based on the frequency 

with which people change their QoS demands associated with particular applications. If we find that such 

variability is minimal, then it is viable to provide users with the ability to select various levels of QoS 

which could be mapped to one of a set of fixed service profiles. However, results suggest that users 

change the purpose for which an application is used - and hence the QoS demands associated with that 

application - several times per session. This entails that the mapping between their requirements, and 

what is represented in the packet, is highly dynamic. Consequently, no permanent link can be made based 

on service-level classifications. In this circumstance the long-term viability of implementing differentiated 

service mechanisms is greatly reduced. 

Additionally, it is important to consider that this issue may be further complicated by debates such as that 

concerning the partitioning of payment between the sender and recipient of data. Perhaps the clearest 

example of where this consideration is necessary is the difference between a commercial Web-site and one 

that provides a public service. "Ist there may be a bi-directional flow of packets in this case it is clearly 

not appropriate to assume that each has the same service or profile requirements (Clark, 1996). 

10.5 Integrated services 
Differentiated service proposals have been designed to offer alternatives to schemes based on integrated 

service approaches using RSVP, which utilize end-to-end reservation. The benefit of utilizing protocols 

such as RSVP, in the light of results reported in this thesis, is that it would be possible to account for the 

variability in QoS requirements due to the value users assign to their particular task. This is achieved 

through the implementation of a reservation scheme specific to the QoS performance requirements of each 

flow. The level of QoS is therefore programmable according to requests from the end applications. 

The results of this research suggest that integrated service mechanisms would seem to present a better 

alternative to the problem of task variability when compared to differentiated service schemes, as the 

former offer reservation on a per-flow basis. However, flows associated with a single application are 

assumed, under this scheme, to share common performance requirements, being consequently identified 

by a particular port number. This means that - if QoS requirements change dynamically -a new 

identifier will need to be administered. Additionally, potential problems occur if a number of flows use 
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the same port number to connected to, for example, a Web-server, but require different and changeable 
levels of QoS. Our findings therefore suggest that there may be aggregation problems with the 
implementation of integrated service schemes. 

10.6 Integrating differentiated and integrated service models 
The answer to the problem of whether to adopt differentiated or integrated services may lie in a 
compromise between these two schemes. Solutions developed in the area of application adaptation may 
indeed meet the criteria of abstracting forwarding details away from the network, whilst allowing the 
appropriate level of flexibility when allocating resources to users. Bemet (1998), for example, presents a 
scheme where layered transmission is combined with resource reservation using RSVP. 

10.7 Example application: Implications for Web server design 
In the WWW server applications host contents for various customers (see Figure 68). Users can access a 
server application by generating at least one request to the corresponding server application. A problem 
identified in Chapter 2 is that server mechanisms do not have protection against excessive loads. Nor can 

performance stability be maintained over a range of client demands. QoS middleware can be developed to 

classify requests into different classes. However, the classification criteria are not flexible. This is due to 

the fact that the middleware classifies the incoming requests based only on where they come from. The 

results of this thesis show that what is needed is an intelligent request classification system that employs 

user tolerance to classify and schedule incoming requests to a server application. 

To meet the needs of users, the work reported in this thesis has shown that servers need to consider a 

number of factors that are subjectively important to users during interaction. Figure 69 shows a flowchart 

diagram encapsulating these factors. 

User Tenninal 

User Terminal 

Global Intemet 

Interconnect 
Network 

Data Service 
System 

Data Service 
System 

Figure 68: High-sPeed interconnect network 

The scheduling algorithms of Web servers can be modified to ensure that tasks complete within their 

deadlines. This can be accomplished, for example, by EDF scheduling. Each request that enters the Web 

server has an associated deadline for completion. The association of deadlines with requests can be fairly 

fine-grained; the deadline associated with the request can be based on the task. From the studies reported 

in this thesis it was clear that users have different models in their mind about which tasks should take 

longer than others. These different deadlines can be assigned by parsing the URL for the request, where 

the URL has been encoded to indicate task urgency, and then associating the correct deadline. 
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Server 
Application 

Module 

Figure 70: Server application system 

Current Web servers such as Apache are a collection of processes and execution threads that all 
implement a fairly simple model: wait for a new request, accept the request, process the request, send the 

results to the client. There is no control over which request completes first. Requests are simply executed 

as soon as a server process/thread is available and can accept the connection. This means that a potentially 
important request with very low latency requirements can be waiting in the queue but no process may have 

been assigned to service it. By the time a process accepts the requests and determines its scheduling 

precedence, the deadline may have passed. This is an especially critical problem when servers are busy 

and therefore the delay increases before a process is available to handle the request. Web servers can be 

modified to accept all connections quickly for classification, then, after consulting QoS policies, 

calculating deadlines for each request. The server processes then can select the next most urgent request to 

complete. 

One of the most efficient ways to improve server resources is to complete requests that have higher value. 

It is possible to use knowledge of objective thresholds to enable servers to process requests while they still 

have utility to users. When servers are overloaded they can waste time by processing requests that have 

long since ceased to have importance to the requester. The ability to associate data concerned with time 

thresholds with each request allows the server to be more selective in its scheduling. 

The server application in Figure 70 has been designed to incorporate the results reported in this thesis (see 

Chapter 6). This application is applicable to any system in which connection-oriented communication is 

used for data exchange. The application system includes a server application module that performs 

predetermined functions in response to external user requests. The server application system also includes 

a characterisation module that determines the priority of users' requests based on information concerning 

tolerance thresholds. Requests are assigned allowable processing deadlines by a classification module. 

The server application system can be used by an ISP to offer data services such as advertisements or 

email, and other services such as e-commerce to users or subscribers connected to the system. The system 

can be static or dynamic. This means that it can handle dynamic services such as cgi-scripts as well as 

store static files. Session duration information is stored in the characterisation modules in a lookup table. 
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In addition to providing better service to all users, objective measures established in this research can 
associate target performance for different classes of service. Current proposals for differentiated QoS are 
driven by relative measures of performance, e. g. in BE vs. premium service. They are not based upon 
absolute measures of performance. We can only assure that a premium client was receiving better service 
than a BE class of service client. Using data for high, average, and low response time ratings we can 
associate specific deadlines with different classes of service (see Chapter 6). Each request can be marked 
with, not only the priority of the request, but also with a specific deadline that satisfies the specific class of 
service. This allows the server to offer differentiated services, not based on priority scheduling, but based 
on actual perfon-nance within defined objective measures. 

0 Start 

Receive a request for a Web page from user 

Determine level of service promised to request 

Determine the session length of the request (How long 
has the user been interacting with the site? ) 

Determine the type of task associated with the request 

Detem-dne user tolerance value based on the 
combination of level of service, session duration and 
task type of the request 

Have more requests 
been received? 

Yes, 

No 

End 

Figure 69: Web server application sYstem processes 

In the case of differentiated services, where a server provides OS-level support for allocation of resources 

based on class of service, the performance of each class can be compared to what the targets are for the 

class. If the target performance is not attained, then the server will have to allocate more resources to the 

premium class. This is an important auditing and control mechanism. Otherwise we know Only that a class 

of service has been given a certain share of CPU resources; it may still be failing to achieve the 

performance goals. 
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If an e-commerce site wishes its customers to rate their shopping experience as acceptable, then the site 
must assure that the performance does not degrade. This can actually mean that the latency must improve 
over the duration of a session. This has a particularly profound effect upon the maintaining of ongoing 
customer relationships, i. e. ensuring repeat business. Focus groups reported in Chapter 6 found that users 
will complete a shopping transaction even while the site has poor performance just because they have 
loaded up their shopping cart and therefore have a significant investment of time and energy at the site. 
However, if performance is perceived as not acceptable, the customer will remember that shopping 
experience and actively avoid the specific site again. This information about a repulsed customer is not 
contained in any log; only the successftil transaction is recorded which misleads the e-commerce site 
operator. To ensure repeat business, the transaction must complete with acceptable performance for each 
page access. The phenomenon of duration causing users to be more critical of performance can be 

expressed as a function that takes into account the duration of the session. Here we express the utility of a 

session of requests as a number between I and - 1, where utility >0 indicates that acceptable performance 
thresholds have been exceeded, utility =0 indicates that the service is exactly acceptable, utility <0 is 

unacceptable performance. Total utility of as session of length N can be expressed as: 

T 7A-, 
ULIbly 

threshold (i) -latency(i) 
threshold(i) 

IV 

thre5hold(i) = tIveshold of acceptabity of access i 
latency (i) = delay in c ompletion of page i 
X= length of ses sion 

Based on data reported in Chapter 6, threshold(i) decreases as i increases which implies that latency(i) 

must improve as i increases just to maintain the same utility over a session. This relationship is illustrated 

in Table 42. 

An e-commerce site generally has a notion of a session which is typically implemented using cookies. A 

cookie is used to associate a user with a shopping cart and profile. The cookie can directly encode a 

session duration field to be used to index into a table of session duration. With this information the server 

can schedule response times to maximize the utility for each user, for the average of all users, or for a 

premium class of users. The server can use the session length as an indication of the tolerance of the user 

to delay. At a minimum, this calculation of utility can be used to more exactly assess the performance of 

the site by taking into account the session duration. An alternative to this cookie method is the use of URL 

parameters that encode the length of the session. 

Although experiments did not exactly quantify the difference in latency between different types of tasks, 

there were significant differences in tolerance for different tasks. This can be applied to Web site 

performance by classifying requests by the kind of access type and then applying appropriate deadlines to 

the task. The association of tasks to deadlines can be encoded in the URL. There are several ways that this 

can be done. The simplest is to embed this information in parameters in the URL so that servers can 

classify requests with minimum performance penalty. For example http: //www. shopping. hp. com/cgi- 

bin/shopping/scripts/general/shopping-ýbasket. 
jsp is a URL that participants believed could take some time 
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to process because it retrieves a shopping basket. On the other hand, the main home page 
http: //www. shopping. village. hp. com was a URL they felt should load up immediately. A deadline can be 
associated with the URL by passing this information as a parameter that can be quickly parsed and does 
not require consulting a table of URLs for the appropriate deadline. The URLs can be included in the 
parameter, for example: 
http: //www. e-shopping. comAots-ofýgoodies? task_deadline=3 

Table 42: Utility values for different latencies over time 

Utility at latency of 
Page 
nbr 

Thresh(i) 
(sec) 6 sec 10 secs 16 sec 

1 16 0.63 0.38 0 
2 16 0.63 0.38 0 
3 16 0.63 0.38 0 
4 16 0.63 0.38 0 
5 10 0.58 0.30 -0.12 
6 10 0.55 0.25 -0.20 
7 10 0.53 0.21 -0.26 
8 10 0.51 0.19 -0.30 
9 10 0.50 0.17 -0.33 
10 10 0.49 0.15 -0.36 
11 10 0.48 0.14 -0.38 
12 10 0.48 0.12 -0.40 
13 10 0.47 0.12 -0.42 
14 10 0.47 0.11 -0.43 
15 10 0.46 0.10 -0.44 
16 10 0.46 0.09 -0.45 
17 10 0.45 0.09 -0.46 
18 6 0.43 0.05 -0.53 
19 6 0.41 0.01 -0.59 
20 6 0.39 -0.03 -0.64 
21 6 0.37 -0.06 -0.69 

=2 6 0.35 -0.08 -0.73 

The parameter could also specify a task-type flag that can be interpreted by the servers, for example: 

http: //www. e-shopping. com/lots of oodies? taskýtype=fast 
- 

ý-g 

http: //www. e-shopping. com/calc_cart-costs? task, 
_ýpe=calc 

This task-type flag technique allows the deadline to calculated by the task using other information, such as 

client class of service or duration of the session for this client. For sites that do not maintain client based 

session information, the URLs can be dynamically generated to include session duration as well as task 

deadline parameters. Many e-commerce sites dynamically generate all URLs in each page and include 

client specific parameters, so there may already exist a framework under which these parameters can be 

conveniently added. 
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Using measures of the latency users will tolerate, we can modify servers to provide Feedback to users. 
Experiments reported in Chapter 6 show that people are willing to classify the service as high for up to 39 
seconds instead of 5 if they have some notion that progress is being made. This suggests that, if the 
request has not completed within 5-10, seconds the user should be sent some indication that the request is 
still being processed. At this threshold the user is unsure whether the request has not been received 
correctly, if the site is down, or if the transaction has failed. Feedback to the user can be delivered as a 
multi-part HTML reply and can keep the client informed of the progress. It can even include boiler plate 
information that will be included in the final complete response. Informing the user if their request will be 
delayed above the established threshold for tolerance implicates that the QoS of the task as a whole is seen 
as better: 

'I think it's great ... saying we are unusually busy, there may be some delays, you might want to visit later. 
You've told me now. IfI decide to go ahead, that's my choice'. 

10.8 Chapter summary 
There is arguably a high level of demand in terms of throughput, cost reduction and generality placed on 

the components of the network in the present situation. The objective of this thesis is to explore, 

understand and predict users' demands for QoS. This chapter has shown that findings derived from the 

application of HCI methods can be translated into econometric equations and algorithmic form. It has: 

0 Provided guidelines describing the most important factors to consider in designing resource 

allocations mechanisms. 

0 Related findings concerned with users' requests for QoS to existing proposals for service 

characterisation and shown the relative viability of these mechanisms in terms of subjective 

utjj4. 

Detailed a Web server application that incorporates users' Expectations of QoS. 

This chapter has made an important methodological contribution in showing that the work reported in this 

thesis has practical application for solving the problem of optimising network QoS. By applying HCI 

methods, it has shown which technical implementation can support the most efficient and useful network 

system. A technical perspective of QoS can help to understand how demand is represented in terms of 

magnitude. This can be incorporated into objective methods that influence directly the design and 

implementation of resource allocation mechanisms. This chapter has shown how this is possible. 
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Chapter 11: Conclusions 
The purpose of this chapter is to present the conclusions of the research presented in this thesis, 
considering its scope and limitations. The results are divided into substantive and methodological 
contributions (Sections 11.3.1 & 11.3.2). An account of how the research aims are met through these 
contributions is given. Areas for ftulher work are suggested (Section 11.4). 

11.1 Research aims restated 
The aim of this research was to investigate users' requirements for network QoS and charging 
mechanisms. This aim was motivated by the fact that: 

1. The number and diversity of applications supported by networks continues to increase. With 
increasing usage, there is a need to allocate resources in accordance with the heterogeneous QoS 
demands made by applications. This thesis has supported the argument that the needs of 
applications are essentially the needs of the users of those applications (see Section 2.2). 

2. To date, the majority of research on QoS has been systems-oriented, focusing on scheduling and 

routing of network traffic. Suggestions on how to partition network resources in a fair and 

efficient manner are based around levying a charge for requested QoS. A number of mechanisms 
have been suggested to allocate and process this charge (e. g. Gupta et al., 1995; Banchs & 

Denda, 2000). However, identifying a trend in behaviour and a cause for that behaviour is not the 

same thing as being able to predict it. Network service designers need to be able to predict the 

levels of traffic that go into the network to be able to allocate resources fairly and 

proportionately. Users' behaviour in response to levels of QoS needs to be predicted by defining 

the relationship, not only between conceptual factors, but between subjective perceptions and key 

magnitudes manipulated by the network infrastructure. 

3. There is growing potential to support interactive applications. With this growing potential, the 

real challenge for future network designers does not solely lie in maximising utilisation of 

servers, but in ensuring that the service provided is both efficient and subjectively valuable to 

users. There is therefore a need to establish users' opinions concerning network QoS and the 

charging mechanisms that have been proposed to allocate this QoS. Previous research of users' 

perceptions and tolerance of QoS has shown that users respond to different levels of QoS by 

altering their behaviour. Watson & Sasse (1997) showed that the level of media quality required 

may vary within the same application, depending on the user's task. Perry (1995) showed that 

users' Expectations reflect their tolerance of QoS whilst Mackie-Mason & Varian (1997) 

showed that allowing users to input their preferences into the network improved the technical 

efficiency of that network (see Chapter 2 for a detailed discussion). 

4. Networks such as the Internet are becoming increasingly service-oriented. As evidenced by the 

growing number of e-commerce Web-sites, the increasing use of advertising and interactive 

applications, network users are now frequently consumers. From a technical perspective, a 

growing number of on-line shopping applications increases the likelihood of delay at the server 

(see Section 6.1.5). However, as the key to the success of such sites is the prediction and 

motivation of consumer demand, it precisely in this environment that delay is less likely to be 
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tolerated. In order to assess consumer demand, therefore, research into users' tolerance for Web- 
based QoS is essential. The users' point of interaction, and the point at which QoS parameters 
can be manipulated by the network, is the application level. However, if the user is seen as a 
consumer of service, the definition and magnitude of those parameters is mediated by the 
particular concept of value. The only way to motivate users' willingness to pay is to understand 
the concept of value. 

5. Previous research suggests that ftirther work on at users' network QoS requirements is likely to 
produce interesting and significant results (e. g. Mackie-Mason & Varian, 1997). Previous 
research on charging mechanisms has shown that users assess the acceptability of charging 
schemes according to their Expectations. Additionally, these Expectations are influenced by a 
number of socially conditioned factors, such as Risk aversion. For example, Cosgrove & Linhart 
(1979) showed for telephony that users prefer flat-fee charging schemes, even if their expectation 
was that charges under this scheme would be more than for usage-based charging. These results 
indicate that users are strongly influenced by usage-sensitive charges, and constrain their traffic 

accordingly (see also e. g. Songhurst & Kelly, 1997). 

The aim of the research presented in this thesis was to: 

I- Construct conceptual models that motivate users' perceptions of network QoS. 

2. Capture users' evaluations of objective QoS in different contexts. 
3. Integate findings from previous key stages with models from technical and economic 

perspectives. 

Each stage of the research progress was accompanied by appropriate methodology (see Chapter 3). Table 

43 describes the match between research stage and method. 

Table 43: Research stage and associated methodology 

Research stage Aim Method 

1. Construction Define subjective QoS parameters Qualitative 

2. Capture Validate QoS parameters (variables), define associated metrics Experimental 

3. Integration Define mathematical relationships between variables Tbeoretical 

11.2 Thesis scope 
This thesis has issues of QoS and charging from a number of angles: 

1. User perceptions, economic and technical implications. 

2. Real-time multimedia communications and data-driven applications. 

3. Mobile and fixed telephone networks, data networks. 

4. Business implications of poor QoS. 

The focus of this research has been users perceptions of QoS and charging for data networks. However, 

employing a focus for research implies that there are broader issues that require consideration. The scope 

of this thesis is wide insofar as it draws on a number of perspectives and platforms in order to place the 
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focus of research in context. The thesis has included economic and technical issues insofar as they interact 
with and have implications for users' perceptions of QoS. The work therefore recognises that a network 
QoS system involves several stakeholders, from network designers to on-line companies. If real-world 
solutions are to be constructed the needs of all these stakeholders should be considered. However, the 
research reported in this thesis is limited to an investigation of users' perceptions of QoS for applications 
that are implemented over networks such as the current Internet. Therefore, although the theoretical 
context of the research is relatively wide, empirical results are focused. 

A strength of any model is its general isabi I ity. This thesis has looked at QoS for both asynchronous media, 
such as Web-based applications, and real-time media such as that used in MMC. The results reported in 
this thesis have shown that, at least on a high level, the concepts contained in the model are relevant 
across both types of media. 

11.2.1 Research method 
An argument that might be levelled at the choice of focus groups as the foundation method used in this 

research is that this method produces biased results due to the research selecting specific parts of the data 

to fit a priori hypotheses. Grounded theory methods were chosen to counter this potential bias. If followed 

appropriately, grounded theory does not allow the selection of certain parts of a transcript; every part of 
the dialogue is coded (see Section 3.6). The data is therefore literally grounded in the constructs produced 
by participants, and not by the researcher. It can be argued that it is difficult to generalise qualitative data 

to wide populations. This means that it is difficult to prove that the models developed apply to large 

numbers of users, nor the degree to which they apply to individual participants in focus groups. The role 

of qualitative methods is not to provide large-scale generalisations but to enable researchers to explore the 

richness of a phenomenon. The research reported in this thesis has purposefully employed both qualitative 

and quantitative methods. Quantitative methods have statistically verified concepts derived from 

qualitative data. Valid HCI research involves investigating phenomena from a user's perspective and 

showing how these perceptions affect behaviour when users interact with the system. One aspect without 

the other leaves an incomplete description of that phenomenon, from which no predication of behaviour 

can be made. A combination of methods allows the generalisation of a model that is both descriptive and 

deterministic. 

11.2.2 Complexity of results 

The models constructed as the foundation of this research are complex. They contain many different 

concepts whose relation to one another is also complex (see Figure 19 & 20). However, this is 

representative of users' perceptions of QOS and charging. It is not possible to describe complex 

phenomena as a whole by way of simple models. For descriptive completeness models in this research 

have been presented in entirety. However, the use of grounded theory has allowed the aggregation of 

concepts into higher-level determinants of users' QoS perceptions. The model is therefore layered, 

Confidence representing users' highest level goal, with a number of lower-level concepts contributing to 

the formation of Confidence. 
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The complexity of the model does not mean that it is impossible to use it practically for predictive 
purposes. A strength of the work reported in this thesis is that a complex model has been shown, through 
the application of methods such as the use of continuous assessment, to influence behaviour to the extent that that behaviour can quantified. For Web latency, for example, objective QoS thresholds were identified in the context of an e-commerce application (see Section 6.1.6). This allows users' tolerance for 
Web latency to be predicted in this context. 

11.3 Contributions of the thesis 
When this research was started in 1997, the issue of charging for Internet service based on levels of 
delivered quality was a relatively new but promising solution to predicted network congestion problems. 
These issues are even more relevant today, in the year 200 1. This is not just because networks are more 
technically able to support higher levels of QoS, at different levels of granularity, but also due to the fact 
that consumer-focused Internet applications have forced a return to a more service-oriented ideology. 
Obvious examples of this are the growing popularity of e-commerce applications, on-line dating and the 
use of Web-based games . Networks now attempt to support the socio-technical systems for which users 
possess mental models representing real-world structures and dynamics. It was shown in Section 4.2.1.3, 
where users rejected the idea of a Smart Market auction because it did not fit the conceptual model they 
had formed for this type of activity. Socio-technical systems, by very definition, cannot be solely 
supported by understanding the requirements of the network that attempts to implement them. Because the 
systems are both social and technical, they require the integration of the requirements of users and 
technology. The research reported in this thesis provides a framework to support this integration, and 

suggests methods by which to model this integration as a dynamic environment (see, for example, the 

utility function discussed in Chapter 10). The thesis has made the following main contributions: 
Developed a set of conceptual models that motivate users' perceptions of network QoS (Sections 

4.2.1 & 4.4.4). 

2. Shown that these models are valid by capturing users' evaluations of objective QoS in different 

contexts (Chapters 5-8). 

3. Shown how a combination of established and new methods can be successfully applied in 

capturing and assessing users' perceptions (Chapter 3). 

4. Shown how the new data relates to technical and econometric research (Section 9.3). 

5. Provided concrete examples of how the new research can inform network systems design (Sections 

10.1,10.2 & 10.7). 

The main contributions of this work are to the field of networking. HCI methodology has been used to 

address the networking problem of congestion. This thesis can be used to inform the design of interactive 

network systems that represent users' QoS requirements. A relatively wide range of methods have been 

used and this thesis documents sound engineering methods of design (see Section 11.2.2). The thesis has 

shown how traditional HCI principles, epitomised in the influence of context on subjective perception, can 

be used to create a simulation of a working system that supports people in their activities. The work 
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therefore attests to the success of the progression from the definition of a situation of concern, through 
design, to design success. 

The thesis has shown that it is not possible to comPartmentalise subjective notions of QoS; a user's 
experience of QoS involves the interaction between concepts. For example, it is not possible to predict 
users' reactions to unpredictable QoS without addressing the ability of system Feedback to promote 
Confidence in the reliability of the network. Consequently, users' decisions to reject a certain level of 
objective QoS are based on complex and integrated conceptual models. This fact supports the use of 
qualitative methods in the investigation of subjective perceptions. The work in this thesis therefore also 
provides insights into optimal ways to measure design success. In this research design success was 
achieved by testing prototype systems on a small scale and then integrating them into a larger scale 
simulation (see Chapter 8). 

The work reported in this thesis has retained elements of creativity and innovation that are sometimes lost 
in traditional applications of HCI methodology (Newman & Lamming, 1995). Grounded theory, for 

example, has been used to create models that predict design solutions in a domain where very little 

previous research on subjective QoS requirements has been done. These models form a platform from 

which other HCI practitioners can predict and test design solutions (see Section 11.3.2). 

The work documented in this thesis has implications for user-centred, technical and econometric research. 
This thesis therefore contributes, not only to the field of HCI from which it derives its outlook and 

method, but to econometricians and to network designers. The research from all three of these 

perspectives is concerned with the efficient function of network resource allocation. The work reported in 

this thesis is of use to: 

HCI researchers, by providing a predictive model of users' perceptions of QoS, and an affective 

methodology for capturing such perceptions. 

0 Econometricians, by demonstrating how complex relationships between subjective concepts can 

be described as mathematical equations. 

* Network service designers, by providing guidelines to enable the design of services that reflect 

acceptable QoS to users. 

The work reported in this thesis has shown that it is, to an extent, possible to integrate these perspectives 

in describing how to provide valued levels of QoS. The next section focuses on the new knowledge 

documented by this thesis. 

11.3.1 Substantive contributions 
This thesis has surnmarised a growing body of evidence that shows that, although many technical 

mechanisms exist to support QoS provisioning in the network, it is essential that users' QoS requirements 

are considered as an equally important part of a resource allocation system. Furthermore, the work has 

shown that users' requirements are both complex and dynamic. However, QoS conferences still tend to 

focus almost entirely on a faster is better approach to delivering that QoS. The fickleness of users' 
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perceptions and tolerance of QoS, as demonstrated in the work such as Cosgrove & Linhart (1979), and 
this and other recent research for data networks, does not concur with such a one-dimensional approach to 
QoS. We now know that users' subjective perceptions of ne ork e iciency are f more complex. tw ff ar 
Delivering optimal levels of QoS to users is a multi-dimensional problem. The work reported in this thesis 
has shown that it is not possible to predict users' requirements for QoS by taking a objective measures 
alone (e. g. Section 6.1.5.2). This finding is supported by recent research that demonstrates that users' 
show physiological stress under conditions of poor video quality before that are consciously aware of it. 
This stress is likely to register in intolerance for that QoS in the long-term (Wilson & Sasse, 2000). A 
measure of objective QoS is therefore only applicable to a certain point in the user's interaction, that same 
objective measure may produce different subjective reactions at a different point. 

A temporal dimension to the acceptance of QoS is also illustrated in that the same objective level of 
quality is indicated by users to be acceptable in one instance and not in another (see Chapter 6). The 
importance of this temporal dimension is therefore illustrated in the comparison of behaviour, and in the 
difference between physiological and cognitively mediated reactions. 

The work reported in this thesis has shown that a vision of future network service must be based on an old 
principle, that economies are ultimately service driven. Obviously, to create optimum services network 

service designers need to be able to predict users' behaviour in response to different levels of QoS. 

However, to predict behaviour is to understand the context in which that behaviour arises. Tolerance of 
QoS, as in the behavioural expression of any preference, is influenced by socio-technical systems that 

represent the context of that behaviour. These systems cannot be directly engineered for. What is possible 
is to recognise the role of such systems and to understand how their elements relate to each other. For 

example, this research has shown that people use the principle of Risk aversion when making decisions 

about the acceptability of a charging mechanism. This principles is made up of an ability to predict future 

network conditions using Feedback provided at the application level. Through the application of a 

principle to this domain a design implication (i. e. providing Feedback at the application level) has been 

obtained. 

11.3.1.1 Modelfindings 

This research has developed a set of models that can be used to predict users' attitudes to charging 

mechanisms and levels of QoS. The thesis has described how a number of intervening and contextual 

factors influence users' perception of, and tolerance for, network QoS. Research has shown that the 

concepts derived in the models can be empirically verified in terms of their salience and connection with 

other concepts. This thesis has also documented a number of different QoS parameters salient for different 

applications and shown how the value of these parameters can be described according to different 

dimensions. 

0 Risk and Confidence: The research has shown that users make assessments of the Risk that the 

QOS they will receive is likely to represent value for money. If this Risk is assessed as low, users 

develop Confidence in their interaction with the system. If this Risk is assessed as high, users 

are enable to develop this Confidence (see Section 4.2.1.4). 
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Feedback: Users require Feedback from the network to be able to predict the level of QoS 
they will receive. In certain contexts this Feedback concerns congestion information and/or 
information concerning Virtual Distance and Collective Quality. The degree to which users 
Trust the network, and themselves, influences whether they are able to financially commit to a 
session or call. This research has shown that making users continually aware of charges 
diminishes the sense of Trust and discourages them from making a financial Commitment. 
However, it was also shown that providing too much Feedback is as detrimental to users' 
perceptions of high QoS as providing too little. The effect of Predictability, users' Expectations 
and the role Feedback have been proven (e. g. Section 8.3.3). 
External factors: This research has shown that a number of external factors influence users' 
perceptions of QoS. For example, user demographics account for differences in user 
requirements. Two separate models have been constructed to account for this difference (see 
Figure 20 & Appendix 3). Advanced users reason able poor QoS in terms of network operations 
whereas novice users do not. Furthermore, the conceptual metaphors held by users influence their 
Expectations of network QoS. The extent to which the system can support such metaphors will 
influence the acceptance of QoS. 

Task: Distinctions between the type of QoS ascribed to different tasks have been established. It 
has been shown that users ascribe different QoS parameters to the same applications depending 

on what they are doing (See Section 5.2.1.4). This means that it is not possible to determine 

users' QoS requirements simply by characterising the contents of a network packet. During 

experimental work (see Section 6.2.2.3) is was shown that users' hold different QOS 

Expectations depending on the type of task in which they are involved. Users' mentally allocate 

more time to certain tasks than to others. These task Expectations have a direct effect on 

tolerance their for QoS. 

11.3.1.2 Integration of discipline knowledge 

This research has shown how it is possible to integrate theory from user-centred studies with existing 

technical and economic knowledge. The models that have been developed demonstrate that no direct 

correlation between objective and subjective QoS can be defined for all circumstances. However, 

although it is known that users' tolerance for QoS is affected by context (e. g. Watson, 1996), this research 

has shown that general objective thresholds for tolerance of QoS can be described. By demonstrating a 

mapping between objective levels of QoS received by users, and their perceptions of that QoS, this 

research has been able to influence the credibility of scheduling algorithms in servers, for example, 

demonstrating the relevance of EDF scheduling. 

The research has shown how subjective perceptions of QoS can be translated into original econometric 

equations that can be used to guide the creation of resource allocation mechanisms in servers. This 

research has therefore shown how subjective QoS requirements can realistically be translated into real- 

world solutions to the problem of predicting users' demand for QoS, thus helping to solve the problem of 

network congestion. 
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11.3.2 Methodological contributions 
This section addresses how the work reported in this thesis contributes to the knowledge of how to 
conduct research in this domain. Because of the differences in the research questions appropriate to 
different perspectives on QoS and charging, methodology employed to study users is necessarily different 
from the solely quantitative methods used in technical and econometric paradigms. 

11.3.21 Providing a new perspective 

This research has examined typical research methods from an HCI perspective and from a technical and 
economic perspective. It has been shown that the research methods typically employed when analysing 
QoS from a technical perspective are not applicable for capturing users' perceptions of QoS. This is 
because users' subjective perceptions of QoS depend on the context of their interaction, i. e. their 
Expectations based on their task. Whilst experiments that focus on optimising network resource 
allocation algorithms produce objectively measurable data, the value of this data is measured in terms of 
magnitude (e. g. of bandwidth used) and not in terms of subjective value. This research has shown that 

what is needed to promote a situation where resource allocation can provide optimum QoS to users, are 
results that show how this objective measure of quality relates to users' subjective perceptions of that 

quality. 

11.3.22 Unpacking theproblem 

Unlike the perspective taken by an econometric paradigm, this research has shown that the ability of the 

system to deliver valuable QoS cannot be adequately explained by aggregate QoS variables. These 

variables define high-level constructs that are assumed to fluctuate according to predetermined 

mathematical rules. This research has shown that the relation between these variables varies dynamically 

according to users' perceptions. For example, it is not possible to say that the value of a resource (e. g. 

audio packets) is related linearly to its magnitude; there is a point where users are able to adequately 

perform their task. QoS levels higher than this point will not be as highly valued. The usefulness of an 

econometric approach, from the perspective of this research has been shown to be its ability to 

mathematically model this dynamic fluctuation on users' tolerance for QoS, an example of which is given 

in Chapter 10. 

11.3.23 Combining methods 

Chapter 3 provided an overview of HCI research methods that can be used to design user studies. This 

research has shown that the optimum methodology for studying users' perceptions of QoS involves a 

combination of quantitative and qualitative methods. Qualitative methods are essential in establishing the 

semantics behind behaviour observed in experimental conditions, while quantitative methods are needed 

to establish the practical implications of such semantics. 

To establish users' motivations behind their reasoning about network QoS, this research initially adopted a 

grounded theory approach combined with focus group methods. The use of grounded theory has been 

shown to be appropriate for studying many HCI issues reported in this thesis, and in previous research 

(e. g. Adams & Sasse, 1999). The use of grounded theory has shown how it is possible to generate 
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conceptual models at a high level of granularity and systematically refine them to an extent that they can 
form independent variables to experiments. As grounded theory is designed to foster the creative 
extraction of new concepts from data, it is especially recommended where there is little previous research 
in the area under study. The use of this method has allowed the work to examine users' perceptions to a 
level of granularity that would be impossible to analyse had experimental methods alone been used. Only 
through using qualitative methods was it possible to establish and test context-dependent behaviour. 
Grounded theory has enabled the integration of inter-disciplinary knowledge. 

IL3.24 Developing new methodologies 
This research has developed and tested new methodology for capturing users' evaluations and requests for 
QoS in a priced and unpriced context. This was the continuous subjective quality measurement device, 
QUASS (Bouch et al., 1998). This allows subjective perceptions of quality to be directly mapped to 
objective statistics. The successful use of this software tool has demonstrated the effectiveness of using 
dynamic continuous rating to capture subjective QoS requirements. Had traditional methods, such as MOS 
been used, much of the results reported in this thesis could not have been captured. For example, without 
dynamic rating, it would have been difficult to establish at which point users found the level of QoS 

unacceptable. This methodology has been used in hardware form in other projects. The research reported 
in this thesis represents the first successful use of an unlabelled software scale. This tool has proved to 
have clear usability advantages over a hardware tool. 

11.4 Further research 
There is a parallelism in our society where technological and even political developments influence the 

way we interact with computers and the demand made for services (Anagnostov et al., 1992). The nature 

of demand for QoS is both dynamic and evolving. Research that investigates network QoS and charging 

must reflect the evolving nature of that environment. There is an increasing likelihood of the introduction 

of wide-scale network charging mechanisms necessary to counteract the demand for network services. 

This is an example of the wide-scale success of these services. The work reported in this thesis has 

demonstrated that the acceptability of network charging schemes is assessed according to a number of 

complex criteria. Focusing on an HCI perspective, this work has made a fundamentally important first step 

in recognising the central role of subjective perceptions in the socio-economic system represented by 

networks where there is a charge for services. There is scope, by applying principles from the field of 

econometrics, to expand the results reported in this thesis. This should be done by distilling data 

describing subjective QoS and charging requirements into econometric equations. An example of how this 

can be done is provided in this these (see Chapter 10). This would enable utility functions to reflect the 

acceptability of charging schemes. That is, the cost variable in cost-benefit assessments would therefore 

be defined according to subjective criteria, and consequently define real-world demand more accurately. 

Such utility functions are fundamental to the design of optimal SLAs. This thesis has identified a number 

of other areas where fimlher work can be done: 

1. Definition of QoS parameters. 

2. Investigation of mobile data networks. 
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3. Refinement of conceptual models. 

4. Variation of contextual variables. 

5. Variation of user demographics. 

6. Use of different research methods. 

7. Tracability. 

Interaction between media. 

11.4.1 Definition of QoS parameters 
The work reported in this thesis has shown that what determines the definition of quality depends on the 
value of certain QoS parameters, in specific task contexts. The diversity of tasks networks are able to 
support is likely to continue to increase. For example, it is likely that Web-based information will 
increasingly contain more real-time elements. This will effect the manner in which QoS associated with 
these tasks is defined. The importance of QoS determinants outlined in this thesis (Appendix 1) is unlikely 
to be static. Continuing work is therefore needed to test the way users define QoS, for specific tasks. 

11.4.2 Investigation of mobile data networks 
The research reported in this thesis has used mobile telephone networks as an example of a system, with 
bounded capacity, that is associated with a number of different charging schemes and marketing scenarios. 

There is increasing potential for wireless data networks to evolve. To address bandwidth constraints in 

mobile data networks, the issue of how to partition such networks is fundamentally important. 

Additionally, the ability for users to perform tasks whilst on the move means that a charging mechanism 

may be appropriately based on that used for mobile telephony. The issue of charging for such services is 

complicated by users' mobility whilst using the service, the relatively static nature of information accessed 

on the Web and the relatively non-interactive nature of information downloaded compared to voice 

telephony. The work reported in this thesis has provided motivation for ftuther work that examines the 

acceptability of charging schemes for wireless data networks from a user's perspective. It has 

demonstrated that a first step in such research must be the definition of users' tasks in mobile 

environments, and how their definitions of QoS can differ from those associated with fixed networks. in 

wireless environments it may be necessary to offset lower QoS in the short-term for social capital in the 

long-term. For the long-term prevention of chum, for example, it may be preferable to drop calls already 

admitted to the network than to prevent admission. Longitudinal studies can address the differences 

between short and longer-terin user satisfaction. 

11.4.3 Refinement of conceptual models 

The functionality of networks is evolving. The way users perceive network operations and the quality that 

they deliver also depends on a number of non-static factors, such as the way QOS is marketed and the 

business model that lies behind the network. As the models reported in this thesis represent users' 

perceptions of QoS they are themselves subject to variation. The use of grounded theory has enabled the 

models to be explained at various levels of granularity. Thus, while top-level concepts are likely to 
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continue to be relevant, continuing work is needed to test the concepts described in this thesis for their 
relevance to an evolving environment. Throughout this thesis concepts defined in the models have been 
tested for their relevance. Indeed, grounded theory methods were chosen for their ability to enable such 
models to be redesigned on the basis of new data. The choice to use this methodology may therefore 
enable other researchers to continue the work described in this thesis. 

11.4.4 Variation of contextual variables 
This research has established the factors that motivate users' tolerance of QoS in certain contexts. 
Qualitative data has enabled the investigation of factors that apply in many such contexts. The context in 
which studies were conducted are determined by the type of participant and task. Results suggest that it is 
unlikely that a single application profile will be relevant to all network tasks (e. g. Chapter 10). This 

research has used tasks that previous work suggests are the most common use of an application (e. g. the 
way video and audio are used in MMC), or the most salient in terms of predicting demand (e. g. e- 
commerce interactions). There is scope for ftuther experimental work to be done looking at other tasks 

and contexts related to other models of interaction. Work that addresses different domains would make it 

possible to develop general functions e. g. for predicting how tolerance changes over the duration of a 
session, for different tasks. 

11.4.5 Variation of user demographics 

This research has suggested that quality assessments made by users vary with the level of networking 
knowledge and experience. Further work is required to establish the salience of results such as the 

Predictability effect for users with more advanced theoretical knowledge and experience with real-time 

network applications. Preliminary studies indicate that individuals with a high level of experience of 

MMC have much lower Expectations of media quality than those who have limited experience in this 

environment. 

11.4.6 Use of different research methods 

Both qualitative and quantitative methods were used in this research. Qualitative methods were necessary 

to establish motivations behind the observable behaviour captured during experiments (see Chapter 4). 

The research reported in this thesis has identified the importance of the context of users' tasks for 

predicting their requirements for network QoS and charging, and consequently, their demand for network 

services. Research should make use of this motivation by comparing subjective perceptions with system 

usage at certain times of the day and by different users. 

The potential use for QUASS is large. The tool has been combined with dynamic qualitative methods by 

asking users to answer simple questions concerning the QoS they receive during basic tasks. This research 

has identified that the use of continuous assessment methods can produce cognitive overload. On the basis 

of these fmdings, QUASS has therefore been written as a small scale tool. The tool can therefore be used 

for rating the audio or video in recordings of full-scale video conferences. 
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11.4.7 Tracability 

Interactive tasks such as MMC can be thought of as synchronous (see Section 6.2). For example, in having 

an audio conversation, both parts of that conversation are played out in relation to one another, and each 
part of the conversation is 'built on' that which proceeded it. This means that the user is able to trace a 
clear path through the conversation (the task), and, automatically understand the meaning of the 
interaction according to the context of the conversation. 

Conversely, task such as Web searching (see Section 6.1) are more likely to involve actions that are 
perceptively disjoint from one another. When typing a query into a search engine, for example, the user is 

uncertain about the relevance of the information that will be returned by that search engine. This means 
that the user is less able to trace a clear path through the task. 

The research reported in this thesis has identified the concepts that describe users' QoS requirements on 
different levels of granularity. Predictability, for example, is a higher level concept that is not task 

specific. However, the distinction in the traceability of different tasks should be addressed by network 

service designers. The research reported in this thesis has suggested that it is likely that tasks that are less 

traceable require more QoS Feedback to be supplied to users (see Chapter 8). Further research should 

identify the specifics of how tracability can be optimally supported in the network. 

11.4.8 Interaction between media 
With advances in technology, and demand for more interactive services, it is increasingly common for 

applications that were defined support a particular type of traffic to now have the capability to support 

more than one type of media. Examples are the use of embedded video in Web-based applications, and the 

growing use of instant messenger email services. This means that QoS requirements considered salient for 

real-time media are influenced by the traditionally elastic context in which that media is embedded. This 

research has shown that it is not possible to determine subjective QoS requirements by looking at the type 

of application traffic is generated from. This is point is even more important in the case of embedded 

media, where the QoS requirements of that media are influenced by the context of the user's interaction as 

a whole. 
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Appendix 1: Glossary of User Terms 

Anchor: Level of QoS referred to when making assessments of future quality. 
Boundary Definition: Distinct QoS categorization made according to the task performed. 
Collective Quality: User's perception of the QoS received by all network users. 
Commitment: Preformed intention to complete the purpose of the interaction. 
Conceptual Mapping: The reliance on a real-world metaphor as a comparison for the QoS provided by 
the task. 
Confidence: Acceptance of a pricing mechanism and the Value of QoS delivered. 
Contextual Trust: Trust which is placed on the operations of the network architecture. 
Critical Period: That time when a Critical Threshold becomes imminent. 
Critical Threshold: Point at which there is Risk that QoS may not be value for money. Re-evaluation of 
Commitment to interaction takes place. 
Danger: An assessment of the user's action as involuntary. 
Expected Utility: Subjective usefulness a user gains from salient QoS parameters. 
Externalization: The tendency to attribute system functions to processes outside network operations. 
Feedback: The amount and type of Feedback is a determinant of the level of Predictability of the system. 
Involuntary Action: Where the actions of a system are perceived as unpredictable. 
LoC: Refers to the attribution of control to either the network or to the user. 
Localization: The attribution of received QoS to processes that are user-centric. 
Metaphor: Real-world example by which novice users judge system operations. 
Network -centric: The attribution of LoC to network-space. 
Network concepts: Concepts that are associated with network actions/operations. 

Peace of Mind: Users perception that no re-evaluation of the value of QoS will need to take place for the 

duration of the interaction. 

Predictability: The probability that the users'judgement of ftiture QoS is accurate. 

User-centric: The attribution of LoC to user-space. 
User concepts: Concepts that are associated with user actions/operations. 

Strategy Formation: Technique employed by users to minimize the cost of a dynamic interaction. 

Dependent on the structure of actions needed to support the task. 

Reliability: The degree to which the system is judged to be stable. 

Risk Assessment: Assessment created by the inclusion of a value judgement on network performance. 

Risk is defined as the risk of not obtaining value for money from QOS drivers considered salient for the 

Task. 

Social Trust: Attributed to actions of other network users, or to user-ISP contracts. 

Value: The subjective usefulness of the data received. 

Virtual Distance: The physical distance between the location of the user and the destination of the data 

unit. 
Voluntary Action: Where the actions of a system are perceived as predictable. 

Work: Number of real-world task operations applications are required to perform. 
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Appendix 2: 
Focus Group Sessions: Preliminary Questionnaire 

Please circle your answer 

Please indicate your typical usage of the following: 

Networks (at home) every day, 3-5 days per week 
Mobile telephone everyday, 3-5 days per week 

Home long is this usage, on average? 

1-3 days per week 

Newtorks (at home) <I hour, 1-3 hours, >3 hours 

With regard to Intemet usage: 

How often are you not able to access the service/Web-page you require? 

More than twice per day, 1-2 times per day, 2-3 times per week, About once per week, Less than once per 
week. 

What is your average waiting time for Web-page download (for the time of day you are typically logged 

on)? 

1-2 seconds, 2-5 seconds, 5-10 seconds, 11-30 seconds, > 30 seconds 

Mobile Telephones 

With regard to mobile telephone usage: 

How often do you see on your display the message 'Limited Service Available' which only allows you to 

make emergency calls? 

More than twice per day, 1-2 times per day, 2-3 times per week, About once per week, Less than once per 

week. 

How often do your calls break-up in the middle of a conversation? 

More than twice per day, 1-2 times per day, 2-3 times per week, About once per week, Less than once per 

week 

1-3 days per week 
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Appendix 4 
Preliminary Questionnaire from 

Please circle your answer 

Please indicate your typical usage of the following: 

Study 4 (Chapter 4) 

Networks (at home) every day, 3-5 days per week 1-3 days per week Mobile telephone everyday, 3-5 days per week 1-3 days per week 

Home long is this usage, on average? 

Newtorks (at home) <1 hour, 1-3 hours, >3 hours 

With regard to Intemet usage: 

How often are you not able to access the service/Web -page you require? 

More than twice per day, 1-2 times per day, 2-3 times per week, About once per week, Less than once per 
week. 

What is your average waiting time for Web-page download (for the time of day you are typically logged 

on)? 

1-2 seconds, 2-5 seconds, 5-10 seconds, 11-30 seconds, > 30 seconds 

Mobile Telephones 

With regard to mobile telephone usage: 

How often do you see on your display the message 'Limited Service Available' which only allows you to 

make emergency calls? 

More than twice per day, 1-2 times per day, 2-3 times per week, About once per week, Less than once per 

week. 

How often do your calls break-uP in the middle of a conversation? 

More than twice per day, 1-2 times per day, 2-3 times per week, About once per week, Less than once per 

week 
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Appendix 5 

Results from Study 5: Investigating QoS requirements for 
mobile telephony 

Question 1: How often do you see on your display the message 'Limited Service Available' which only allows you to make emergency calls? (Table 1). 

Tnhh- II PPcnninoac fn I 

Category Number o responses 
TOTAL UG1 UG2 - UG3 

More than twice per day 9 - 7 2 
1-2 times per day 2 2 
2-3 times per week 5 1 4 
About once per week 7 5 1 1 
Less than once per week 71(76%) 27(75%) 25(73.5%) 
TOTAL RESPONSES 94 24 36 34 

Question 2: How annoying do you find this where 'F = 'Not at all' and '5' = 'Most Annoying' (Table 2). 

Table 2: ResDonses to auestion 2 
Category Number o responses 

TOTAL UG1 UG2 UG3 
1 40(43%) 7 14(39%) 19(56%) 
2 6 2 4 
3 17 3 7 7 
4 15 2 10 

.3 5 16 12(50%) 3 1 
TOTAL RESPONSES 94 24 36 34 

Question 3: How often do your calls get cut-off in the middle of a conversation? (Table 3). 

Tnhh- I- Rf-. -, nnn. -, es tn onestion 3 

Category Number o f responses 
TOTAL UG1 UG2 UG3 

More than twice per day 7 1 4 2 

1-2 times per day 0 
2-3 times per week 9 7 2 

About once per week 15 5 5 5 

Less than once per week 63(67%) 18(75%) 20(55.5%) 20(59%) 

TOTAL RESPONSES 94 24 36 34 

Question 4: How annoying do you find this where '1' = 'Not at all' and '5' -- 'Most Annoying'? (Table 

4). 

Table 4: Responses to question 4 
Number of responses 
UG1 UG2 UG3 TOTTdL 

1 1 1 

2 11 
_ _3 

6 2 
4 4 9 3 

17 6 6 6 
4 
5 32(46%) 14(58%) 

_ 
9 36%) J 9(43% 

TOTAL RESPONSES 70 2 21 
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Question 5: When making a call during peak hours do you keep you calls shorter to reduce the total cost? (Table 5). 

Table 5: Responses to question 5 
Category Number o responses TOT UG1 UG2 UG3 Yes 54(57%) 7 26 (72%) 21 (62%) 

No 11 7 3 1 h ll Depends on t e ca 29(31%) 10(42%) 7 12 - TOTAL RESPONSES 94 
_ _24 

36 

Question 6: If the prices of the calls are displayed before you start your call would it help you to plan and decide the call duration? (Table 6). 

Tahle 6! Ri-. qnnn,., -c tn < 
Category Numb ero ber o responses -- TdT AL - UG1 UG2 UG3 

Yes 46(49%) 9 18(50%) 19(56%) 
No 17 2 11 4 
Depends on the call 30(32%) 13(54%) 7 10 
Don't know 

- 
1 

i 11 
TOTAL RESPONSES F94 24 36 1 34 

Question 7: If the prices were variable (changing by time and location) would you use your mobile phone 
more often? (Table 7). 

Table 7: ReSDonses to auestion 7 
Category Number o responses 

TOTAL UG1 UG2 UG3 
Yes 58(62%) 16(67%) 26( 2%) 16 (47%) 
No 21 7 4 10 
Don't know 5 1 6 8 
TOTAL RESPONSES 94 24 36 34 

Question 8: Would you like the option of paying more for a call if this meant receiving better service? 
(Table 8). 

9: Resnonses to auestion 8 

Category Number o f responses 
TOTAL UG1 UG2 UG3 

Yes 14 4 6 4 
No 47(50%) 6 21(45%) 20(59%) 
Depends on the call 33 (35%) 14(58%) 9 10 

TOTAL RESPONSES 94 24 36 34 

Question 9: Would you prefer a pre-fixed payment for all your calls (local and national) at the beginning 

of the month as opposed to a 'per-call' charge? (Table 9). 

Table 9: Responses to question 9 

Category Number o responses 
T TAL UGI UG2 UG3 

Yes 27 7 11 9 

No 54(57%) 15(62.5%) 20(55.5%) 19(56%) 

Don't know 13 256 

TOTAL RESPONSES 94 24 36 34 
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Question 10: Why did you purchase the phone? (Table 10). 

Table 10: Responses to Question 10 
CategorY Number o ber o responses 

TOTAL UGI UG2 UG3 
Contactability 48(52%) - 11(46%) - 20 (59%) 17 (53%) 
Safety/em rgency 19 6 _ 9 4 
Cheap calls 8 3 5 
Business use 8 7 1 
No access to fixed lines 5 1 4 
Image 2 2 
TOTAL RESPONSES 90 24 34 . 32 

Question 11: Compared to your expectations the voice quality is (Table 11): 

Table I I: Responses to question 11 
Category Number o responses 

TOTAL UG1 UG2 UG3 
Variable 7(47%) 2 2(40%) 3(75%) 
Acceptable 4 3(43%) 1 
Depends on location 5 2 2(40%) 1 
TOTAL RESPONSES 16 7 5 4 

Question 12: For what in particular would you pay? (Table 12). 

Table 12: Resvonses to question 12 
Category Number o ber o responses 

TOTAL UG1 UG2 UG3 
Depends on task 8(38%) 5(45%) 2 1 
Reception 5 2 3(60%) 
Coverage 4 1 3(60%) 
Happy with current status 4 3 1 
TOTAL RESPONSES 21 11 5 5 
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