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Abstract

Neurodegenerative diseases, such as multiple sclerosis (MS) and Alzheimer's

Disease (AD) have been linked to increased permeability of the blood

brain barrier (BBB) [1]. This presents a need to image the BBB in vivo

and non-invasively to detect and monitor dysfunction. This thesis sought

to determine the feasibility of the quanti�cation of blood volume and

water exchange across the BBB through the combination of a spoiled

gradient echo sequence and the emergent technique of magnetic reso-

nance �ngerprinting. An acquisition protocol was simulated and tested

the sensitivity of the measurement, and its accuracy in the presence of

variations in blood T1 (T1;b), tissue T1 (T1;t ), and B1. It was demon-

strated that regional simultaneous quanti�cation ofvb, � b, T1;b,T1;t , and

B +
1 is feasible with an optimised acquisition, and this was demonstrated

in vivo. Implementation of denoising techniques to the experimental

data provided a subtle bene�t in the quanti�cation of water exchange

parameters. Furthermore, a preliminary optimisation of a deep neural

network-enabled dictionary-free MR �ngerprinting implementation was

performed to demonstrate its feasibility as an alternative to standard

�ngerprint matching. Such a technique would result in the acceleration

of matching and overall reduction in computational requirements. This

thesis demonstrates the feasibility of MRF methods to quantify BBB

dysfunction via water exchange measurements for the �rst time, provid-

ing a platform for future clinical research that may enable future early

diagnostic measurements in neurological disease.
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Chapter 1

Introduction

1.1 Background

The blood brain barrier (BBB) is a semi-permeable barrier that separates

the blood vessels in the brain from the extracellular 
uid in the central

nervous system (CNS) [2]. This barrier is vital for supplying the brain

with nutrients and solutes while protecting the neural tissue from toxins

and pathogens. A breakdown of the BBB allows these toxic substances

into the brain and is thought to be a key component in the progress of

degenerative neurological diseases,[1] as well as a range of other condi-

tions including tumors [3], stroke [4] and epilepsy [5]. Water is known to

exchange between the intravascular and extravascular compartments in

the brain across the BBB in healthy tissue [6]{[10]. Changes to the rate

of exchange between these compartments may indicate BBB breakdown

or dysfunction: a method of detection or monitoring of this exchange

could provide invaluable insight into neurological conditions. This indi-

cates a need for a safe and reliable imaging technique that can measure

exchange in vivo.



Chapter 1: Introduction

Magnetic resonance imaging (MRI) is an ever evolving, powerful in

vivo diagnostic tool: MR scanners are highly tunable, allowing for im-

ages of di�erent contrasts to be produced, each able to highlight distinct

tissue characteristics, making MRI widely applicable to a range of imag-

ing needs. In addition, MRI is non-invasive and non-ionising making it

relatively safe. MRI also bene�ts from being widely available in hospitals

making any techniques developed generally accessible.

There are many proposed solutions to the detection of breakdown

of the BBB using MRI. Currently the most applicable imaging method,

dynamic contrast enhanced MRI (DCE-MRI) [11], requires a gadolinium

based contrast agent (GBCA). GBCA leakage methods have shown to

be suitable for quantifying BBB breakdown [12]{[29]. However, the large

molecular weight of gadolinium (Ga-DTPA = 550 Da) [30] means that

these techniques lack sensitivity to subtle dysfunction [26], [31], [32].

One current area of interest is in the measurement of water, a low

molecular weight molecule (H2O = 18 Da), exchanging over the BBB to

probe less profound damage. These techniques however do not preclude

the use of GBCAs as many still utilize them to provide a suitable SNR.

[33]{[35] There is an e�ort to move away from GBCA-based methods

due to evidence that gadolinium accumulates and is retained in tissues

[36], especially the brain. Work, including that by Dickie et al., [37] in

rats, has shown sensitivity to subtle dysfunction measured through water

exchange techniques that is not seen when GBCA exchange is measured.

Ongoing water exchange studies show considerable promise [33], [38]{

[40]; however, they su�er from SNR and e�ciency limitations as well as

constraints in human application due to long scan times.

The research presented here explores a novel non-contrast acquisition

18



Chapter 1: Introduction

and analysis for the detection of subtle BBB dysfunction. Initially, a

novel method based on the magnetic resonance �ngerprinting (MRF)

framework [41] is developed and optimised for the measurement of blood

volume, vb, and the mean intravascular residence time,� b. The maps

produced by this acquisition are further improved through the application

of denoising techniques and a deep learning algorithm.

1.2 Magnetic Resonance Fingerprinting

MRF has been shown to be a fast and e�cient method of multi-parametric

mapping of tissue properties within the brain [41], [42]. MRF is a rela-

tivity novel imaging technique, that exploits the response of tissues when

repeatedly exposed to radiofrequency (RF) pulses of di�erent amplitudes

at varying intervals[41]. Multiple repetitions of sequences are performed

consecutively generating a signal which is characteristic of a set of tis-

sue properties. These voxel-wise responses are compared to a dictionary

of simulated responses calculated from a set of known parameters, al-

lowing multiparameter maps to be extracted. The characteristic signal

shape generated by an MRF acquisition and its comparison to simulated

signals make it robust to incoherent noise corruption allowing a higher

amount of noise in the image - lower SNR - to be tolerated [41]. MRF

was developed primarily as a method for relaxometry quanti�cation [41],

[43]{[45], however has since shown to be e�ective for the quanti�cation

of parameters associated with the microvasculature, including cerebral

blood volume, mean vessel radius and oxygen saturation [42], [46], [47].

This work applied the concepts of MRF to BBB water exchange mea-

surements for the �rst time. It developed the necessary theory, optimised

and assessed sensitivity using simulations, and implemented the method

19



Chapter 1: Introduction

in healthy volunteers to demonstrate proof of principle.

1.3 Denoising

To expediate MRF scans, high levels of undersampling are often utilised

leading to extensive aliasing artefacts. Traditionally interleaved spiral

sampling is used, with each interleaf rotated by a set angle from the pre-

vious interleaf. [41], [43], [48], [49] Using such a spatial undersampling

regime leads to temporally incoherent aliasing artefacts which mitigates

the transfer of these artefacts into the parameter maps [41]. However, due

to the subtlety of signal changes resulting from water exchange, this inco-

herent noise can reach a level at which it overwhelms the signal changes.

A range of incoherent denoising techniques were explored in order to im-

prove the SNR in MRF data to improve sensitivity.

Some temporal variations of sampling patterns can lead to spatial

biases propagating to the parameter maps [50]. This has previously

been alleviated prior to reconstruction of k-space data through re�ned

reconstruction techniques such as iterative reconstruction [51], [52] or low

rank reconstruction [53], [54], or through the use of optimised reordering

schemes to reorder the interleaves prior to reconstruction [50]. In ad-

dition to the established pre-processing denoising techniques, there are

post-processing noise removal techniques, established for the removal of

coherent sources [55], [56]. A novel implementation of Independent Com-

ponent Analysis (ICA) [57], [58] was proposed that performs frequency

speci�c coherent noise removal in order to reduce coherent noise, and

improve quanti�cation precision and accuracy.
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1.4 Deep Learning

Even with high quality MRF data, the inherently discrete nature of the

dictionary to which the experimental data is matched will lead to perva-

sive discretization errors in the �nal maps, further exacerbated by com-

putational and time constraints. To remedy this, some techniques are

moving away from the original MRF framework. Instead of matching the

experimental data directly to a dictionary, the simulated dictionary can

be used to train a machine learning algorithm. One technique explored

here is a convolutional neural network (CNN) entitled Hybrid Deep Mag-

netic Resonance Fingerprinting, or HYDRA, [59] which is one of many

deep/machine learning techniques that have been applied to MRF [60],

[61]. The existing HYDRA algorithm was implemented and expanded to

quantify blood brain barrier parameters. Its hyperparameters and train-

ing data set were further optimised to improve parameter quanti�cation.

1.5 Structure

The work as described above has been contained within seven chapters,

this being the �rst.

Chapter 2 provides a brief introduction of the fundamentals of the

pertinent topics and techniques applied in this work. The key areas

covered include an introduction to nuclear magnetic resonance (NMR),

an overview of the blood brain barrier, of the most prevalent noise sources

present in MRI images as a whole the and noise removal techniques that

can be applied, and an outline of the deep learning technique used to

improve MRF accuracy.
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Chapter 3 details the novel simulation environment creation required

for the generation of MRF simulated signals, and the optimisation per-

formed to create a sequence designed for quanti�cation of water ex-

change parameters. Chapter 4 further expands on this, presenting the

results of the application of the sequence onto a scanner (3T Philips

Ingenia, Philips Healthcare) and the subsequent sequence modi�cations

performed.

Chapter 5 and 6 cover post-processing improvements made to the

data. Chapter 5 explores existing and novel denoising techniques with a

focus on a novel implementation of ICA that targets a prominent artefact

within the data. Chapter 6 outlines the alterations made to HYDRA and

optimisation of the hyper-parameters and training data generation. A

statistical comparison is also performed between the standard dictionary

matched quantitative maps and their deep learning counterparts.

This thesis then concludes with a discussion and recommendations

for future expansion of the work, in Chapter 7.
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Chapter 2

Background and Theory

This chapter o�ers an overview of the topics and relevant literature

related to this study. This includes an introduction to magnetic res-

onance, the blood-brain barrier, and a summary of common noise

sources in MRI images, alongside techniques for noise mitigation.

Additionally, it outlines some pertinent deep learning approaches

employed to enhance MRF accuracy, with focus on the technique

that is later employed.

The information presented on MRI was predominantly derived from

two textbooks: `Handbook of MRI Pulse Sequences' by Bernstein

et al. [62] and `Magnetic Resonance Imaging: Physical Principles

and Sequence Design' by Robert W. Brown et al. [63]. Background

information on water exchange was derived primarily from the re-

views `The Blood Brain Barrier' by Richard Daneman and Alexan-

dre Prat [2] and `Measuring water exchange across the blood-brain

barrier using MRI' by Ben Dickie et al [64]. The underlying ma-

chine learning theory was sourced from the textbook `Deep Learn-

ing', Goodfellow et al [65].
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2.1 Principles of Magnetic Resonance Imag-

ing

Magnetic Resonance Imaging (MRI) exploits the quantum mechanical

property of spin to image the magnetic moments of nuclei of interest.

MRI signal originates from the induction of an electromotive force (emf)

in a receiver coil placed surrounding the subject. This emf is created due

to Faraday's law, as the magnetic 
ux of the `spin' crosses the coil: this is

a time dependent form of current that carries the structural information

of the subject, which can then be transformed into an image.

This section will give an overview of the fundamentals of nuclear mag-

netic resonance (NMR) providing an understanding of MRI necessary for

this work. The background theory underpinning this chapter was sourced

predominantly from two books: `Handbook of MRI Pulse Sequences' by

Matt Bernstein et al. [62] and `Magnetic Resonance Imaging: Physical

Principles and Sequence Design' by Robert Brown et al [63].

2.1.1 Quantum Mechanical Description

NMR is rooted in quantum mechanics. From this we must note some

fundamentals: �rst that radiation is quantized and therefore that atoms

can only have speci�c, discrete energy levels. Certain atomic nuclei pos-

sess a property known as spin,I , when placed in an external magnetic

�eld: this includes the hydrogen atom (1H ), traditionally the nuclei of

interest in MRI, as human tissue is chie
y water. This property can be

visualised as the spinning motion of a nucleus about its own axis (Figure

(2.1.1a)).
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(a) (b) (c)

Figure 2.1.1: (a)The quantum mechanical property spin can be visualised
as a nucleus spinning about its own axis, the axis of its magnetic moment.
(b) Allowed orientations of the angular momentum vector for a nucleus
with spin 1

2 . These orientations are speci�ed by the quantum number m.
(c) Zeeman E�ect: In a non-zero �eld splitting of a spectral line occurs.
The energy level of the atom is split dependent on its orientation with
respect to the external magnetic �eld.

Spin, or spin angular momentum, is limited to discrete values: for

a nucleus with an odd mass number, such as1H , I is equal to 1
2 . The

magnitude p of the angular momentum can be given by:

jpj = ( ~I (I + 1))
1
2 (2.1.1)

where~ is equal to:

~ =
h
2�

= 1:05� 10� 34Js (2.1.2)

As p is a vector, we need an additional quantum numberm to spec-

ify direction. This is logical as the angular momentum vector is lim-

ited to discrete orientations with respect to any given directions (e.g.

z-direction). The component ofpz along the z-direction is given by:

pz = m~ (2.1.3)
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wherem can take any values fromI; I � 1:::� I , therefore for a nucleus

of spin 1
2 , m can be +1

2 or � 1
2 . For a 1H nuclei, pz can be given by:

pz = �
1
2

~ (2.1.4)

This can be visualised in Figure (2.1.1b).

The magnetic moment,� , has the same direction as the angular mo-

mentum, and its z-component can be quanti�ed by the same quantum

number m:

� = 
p (2.1.5)

� z = 
 ~m (2.1.6)

where
 is the gyromagnetic ratio which relates the spin to the magnetic

moment, and is an intrinsic property of an atom.
 for a hydrogen proton

is roughly 2:68� 108 rad/s/T (also expressed as 42:6MHz/T).

When placed in an external magnetic �eld,B0, the energy levels of

the nuclei split, visualised in Figure (2.1.1c), resulting in a di�erence in

energy levels of:

E = � � zB0 = 
 ~mB0 (2.1.7)

From Equation (2.1.7), and the use of Planck's law, �E = ~w:

~! = E+ 1
2

� E � 1
2

= � 
 ~B0 (2.1.8)

! = � 
B 0 (2.1.9)

where ! is the absorption frequency. This absorption frequency is the

angular velocity in this �eld, known as the Larmor frequency, and is
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further denoted as! 0.

Boltzmann's law dictates that more spins populate the lower energy

level, leading to a resultant magnetic moment. The population di�er-

ence of energy levels is very low, with a ratio of 0.99998, however with

the abundance of water present in human tissue a relatively substantial

macroscopic magnetization can be seen [66].

2.1.2 Classical Description

In order to further understand NMR we must change now to a classical

description. The classical description no longer considers the magnetiza-

tion of a single nucleus but instead the bulk magnetization: the summa-

tion of magnetization of a group of nuclei.

It is known that if a bar magnet is placed in a magnetic �eldB0,

it will align with the �eld. However, if it has angular momentum it no

longer aligns parallel to the �eld but will instead precess about the �eld

with a characteristic angular frequency,! 0, the Larmor frequency (Figure

(2.1.2)).

As there is no preferred orientation in the perpendicular to theB0

�eld, the net component in this direction is zero. However, there is a

net magnetization parallel to the �eld, along the z-axis, as described by

Boltzmann's law. In order to detect magnetization we need to tilt the

magnetisation into the x-y plane. This can be done using a radiofre-

quency �eld applied in the x-y plane.

If we imagine a world that is rotating at the Larmor frequency, the

precessing nuclei would appear static: this is known as the rotating frame.

If a radiofrequency (RF) �eld, B1, is applied such that it is static in this
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Figure 2.1.2:A nucleus with angular momentum will precess in an applied
�eld B0 around B0 with frequency! 0.

frame, then, just as with the application of theB0 �eld, the nuclear

magnetization will precess aboutB1 with angular frequency! 1. If this

�eld is applied for a time t, then a rotation denoted as� will be:

� = 
B 1t (2.1.10)

RF pulses are often of a duration that facilitates a 90� rotation,

tipping the magnetization fully into the x-y plane. After this pulse is

applied, the nuclear spins experience only the static �eldB0 and so they

continue to precess aroundB0. However, this precession is no longer

entirely random, as a component of this magnetization,M xy , has been

generated in the x-y plane. This is known as transverse magnetization.

The transverse magnetization rotates coherently aboutB0 with the fre-

quency! 0 which generates emf in the receiver coil. It is this emf that is

ampli�ed and processed to give an NMR signal.
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2.1.3 Relaxation

The equilibrium magnetization of a system when aligned with theB0 �eld

is denotedM 0. Net magnetization can be separated into parallel and per-

pendicular (to the �eld B0) components,M z and M xy respectively. M xy

can be separated intoM x and M y components through simple trigonom-

etry.

The above described spin behaviour is characteristic only of an iso-

lated nucleus: these nuclei, however, do not precess alone but in an

environment containing other proton spins and neighbouring atoms and

variations in the applied magnetic �eld. Energy exchange with the sur-

rounding environment modi�es precession behaviour.

2.1.3.1 Spin-Lattice Interaction

A proportionality constant that represents the inverse of the growth rate

of the magnetisation vector after application of an RF pulse needs to

be included when considering precession behaviour. This a�ect from the

interaction of the proton (or `spin') with the surrounding environment

(referred to here as the `lattice') is a constant and is a property of this en-

vironment, denoted asT1, the experimental `spin-lattice relaxation time':

dMz

dt
=

1
T1

(M 0 � M z) (2.1.11)

where T1 is the experimental `spin-lattice relaxation time'. Relaxation

time can be de�ned as a measure of how quickly a system returns to

equilibrium after perturbation.

After the application of a radiofrequency (RF) pulse, a displacing

magnetic �eld with 
ux density B1, M z has an exponential form deter-
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mined by the T1 and the equilibrium value,M 0:

M z(t) = M 0

�
1 � exp

�
� t
T1

��
(2.1.12)

2.1.3.2 Spin-Spin Interaction

The �eld experienced by spins is a�ected not only by the applied �elds

and surrounding environment, but also by the �elds created by surround-

ing spins. This causes local time-varying 
uctuations leading to di�erent

local precessional frequencies. This leads to a `fanning out' of spins,

referred to as `dephasing'. This dephasing occurs in the x-y plane, per-

pendicular to the applied �eld, and causes changes in the transverse

magnetization.

The rate of reduction of transverse magnetization is governed by an-

other experimental parameter, the `spin-spin relaxation time'T2. Change

in magnetization over time (in the rotating frame) after perturbation

from an RF pulse can be written as:

dMxy

dt
= �

1
T2

M xy (2.1.13)

with the solution:

M xy (t) = M 0 exp
�

� t
T2

�
(2.1.14)

This can be decomposed into its component parts:

M x (t) = M 0 exp
�

� t
T2

�
sin(� t) (2.1.15)

M y(t) = M 0 exp
�

� t
T2

�
cos(� t) (2.1.16)

where � is the azimuth angle of the RF pulse.
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This however, is still simpli�ed. In reality decay occurs faster than

this due to static inhomogeneities in theB0 �eld leading to local varia-

tions in �eld strength, resulting in additional dephasing. A new relax-

ation time T �
2 needs to be introduced to account for this, which can be

de�ned as:
1

T �
2

=
1
T2

+ 

� B0

2
(2.1.17)

Where � B0 is the variation in the magnetic 
ux density. T �
2 can then be

substituted into Equation (2.1.14) to give:

M xy (t) = M 0 exp
�

� t
T �

2

�
(2.1.18)

2.1.4 Pulse Sequences

Relaxation times,T1; T2 and T �
2 , are intrinsic properties of the tissue, and

can be investigated by using sequences of RF pulses and �eld strength

gradients. Repetition time, TR, can loosely be de�ned as the interval

between two subsequent applications of the RF pulse used to perturb

the longitudinal magnetisation. Acquisitions are traditionally the sum

of several identical sequences over multipleTR periods. The echo time,

TE, is the time between the centre of the RF pulse and the centre of the

signal echo peak.

2.1.4.1 Free Induction Decay

When the net magnetization is tipped into the transverse plane, after the

application of an RF pulse, a signal is created. Over time the transverse

magnetization, and therefore the signal, decays with respect to theT �
2

relaxation constant as outlined in Equation (2.1.18). Without the appli-

cation of further RF pulses or gradients, this signal would exponentially
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decrease until no signal was measurable: this is called free induction de-

cay (FID), visualised in Figure (2.1.3a).

(a) (b)

Figure 2.1.3:(a) An example of a free induction decay signal. There is an
overall exponential decay in signal related to theT �

2 relaxation time. The
underlying signal is oscillating with frequency! 0. (b) Application of an
additional gradient causes accelerated dephasing, quashing the FID signal.
A rephasing gradient is applied, reversing the dephasing and creating an
echo known as a gradient echo.

2.1.4.2 Gradient Echo

Gradient echo sequences manipulate this FID in order to extract infor-

mation on either T1, [H ] (density of protons), orT �
2 .

A gradient echo sequence (GRE) begins with an RF pulse of some


ip angle, � , that displaces the spins and begins precession. A gradi-

ent �eld is applied spatially causing a manufactured change in the local

�eld strengths and creating spatially varied resonance frequencies: this

is referred to as a `dephasing gradient'. This results in an accelerated

`scrambling' of the FID. The inverse of this gradient, a `rephasing gra-

dient', with the same strength but opposite polarity, is then applied for

double the duration of the initial gradient allowing these spins to `un-

scramble'. As this is an arti�cial scrambling, the rephasing gradient only

refocuses spins whose precession have been a�ected by the dephasing
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gradient itself: no alterations to the underlyingT2 or T �
2 dephasing oc-

curs. The rephased spins cause a peak in signal called an `echo', with

a height characteristic of the underlying tissues'T �
2 . The signal change

over time can be seen in Figure (2.1.3b) and the sequence diagram for

this technique in Figure (2.1.4). This �gure shows an RF pulse appli-

cation followed by a negative gradient in x, with maximum magnitude

Gx;0, and then a positive gradient in x for twice the duration of the initial

gradient. It should be noted that the secondary gradient is not required

to be `double wide', however this is the optimal design when the gradient

is used for frequency encoding purposes as it places the center of the echo

at the center of k-space, a topic that will be explored in Section (2.1.6).

Figure 2.1.4: Shows an RF pulse application followed by a negative gra-
dient in x, with maximum magnitudeGx;0, and then a positive gradient
in x for twice the duration of the initial gradient. The two shaded com-
partments are of equal area.

2.1.4.3 Spoiling

Spoiling is performed to disrupt the residual transverse magnetization.

Residual magnetization resulting from a signal that has not fully relaxed

can interfere with subsequent acquisitions.

There are three solutions to this that are commonly applicable: long
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TR spoiling, gradient spoiling, and RF spoiling. LongTR spoiling results

when the repetition time, TR, is much longer than the decay constants

T2 and T �
2 , leading the transverse magnetization to decay to zero before

the beginning of the next cycle. This method signi�cantly increases ac-

quisition time, which is routinely minimised.

Another method, gradient spoiling, involves applying a large variable

gradient amplitude to the end of each sequence before the next RF pulse,

which would cause the decay to accelerate as well as increasingTR re-

sulting in further decay. This is a commonly used spoiling technique,

however it also increases theTR, which is often undesirable. The large

and fast changing �elds associated with gradient spoiling create a fur-

ther problem: eddy currents. These currents are induced in any local

conductors, including the patient, by the changing �elds. This can cause

time-varying gradients and shifts in the �eld B0, as well as biological

e�ects within the patient such as peripheral nerve stimulation.

The �nal solution discussed is RF-spoiling: this consists of applying

subsequent RF pulses with di�ering phases to the previous applied pulses.

This prevents small changes in the phase from accumulating to result in

larger coherence over time. Instead of a completely randomized selection

of phase changes, which would likely cause unintended interference as well

as changes in the degree of spoiling between cycles, a recursive formula

is superior. One method of this is the phase-cycling technique by Zur et

al. (1991) [67]:

� j =
1
2

� 0(j 2 + j + 2) (2.1.19)

where the phase at RF pulsej is denoted by � j where � 0 is the initial

RF phase. The starting phase angle was chosen to be �0 = 123� ; this

number is commonly selected as no small multiple of 123 is divisible by
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360. RF-spoiling was the spoiling technique utilized in this thesis.

2.1.4.4 Spoiled Gradient Echo

Spoiling a gradient echo sequence allows you to disrupt the transverse

coherences to create aT1 weighted image: this is the sequence that un-

derpins the work conducted in this thesis.

The signal produced by a spoiled gradient echo (SPGR) can be de-

scribed in terms of three operator selected parameters,TR; TE, 
ip angle

(� ), and three intrinsic parameters of the tissue,T1; T �
2 and proton den-

sity [H ]. Note that as this is a gradient echo there is onlyT �
2 dependence

and not T2 dependence.

As the longitudinal relaxation recovers over time back to equilibrium,

and given that with repeated 
ip angles a reduced amount of total mag-

netization exists, there will come a point after which subsequent signals

will have the same amplitude, assuming perfect spoiling. This point is

called the longitudinal steady-state and its theoretical signal is given by

the equation [68]:

Sspoil = k � M 0 �
[H ]sin(� )(1 � e� T R=T1 )

(1 � cos(� )e� T R=T1 )
e� T E=T �

2 (2.1.20)

wherek is a scaling factor. A visualisation of this steady state signal

for a range of� and TRs can be seen in Figure (2.1.5)

Through inspection of Equation (2.1.20) the parameters to best pro-

duce aT1 weighted image can be found. Spin density e�ects are always

present due to the multiplication with [H ]. Through the (e� T R=T1 ) terms

it can be seen that a shortTR increases their contribution, thereby in-

35



Chapter 2: Background and Theory

Figure 2.1.5: The theoretical signal at the driven equilibrium for a range
of � and TR. Other parameters were:T1 = 1300ms; T �

2 = 48; TE = 2ms.

creasingT1 weighting. Minimising TE leads to a minimisation of the

TE=T�
2 term, minimising the T �

2 weighting.

When � is small, cos(� ) � 1, as such the (e� T R=T1 ) terms cancel, re-

moving dependence onT1. As � is increased theT1 weighting is increased,

suggesting the need for a large 
ip angle when strongT1 weighting is de-

sired. However, here the Ernst Angle needs to be considered. The Ernst

Angle is de�ned as:

� E = arccose� TR =T1 (2.1.21)

The Ernst Angle computes the value of the 
ip angle that maximises

signal for a speci�cTR=T1 combination. Note that this does not neces-

sarily maximise image contrast between tissue types. For a shortTR and

biologically relevant tissueT1 values, the value of� E is low. Therefore

an intermediate value of� , one that is large enough to give strongT1

dependence and small enough to provide a large signal, would be best.

From this we can conclude that for a standardT1-w SPGR sequence,

a short TR, short TE and intermediate� is ideal. For the sequence used
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within this work, although not in the longitudinal steady state, the access

that SPGR sequences provide to theT1 information, and their ability to

minimise T �
2 e�ects at short TE, are vital in order to create the contrast

required.

2.1.5 Slice Selection

Once a suitable sequence is in place a signal can be extracted, however

without spatial encoding, only a single signal would be recovered. Spatial

information from MRI is obtained by applying a set of gradients to o�set

the resonance frequency and phase of spins throughout the brain. In

order to excite the desired slice in 2D MRI a so called `slice select' gradient

applied perpendicular to the desired sliced direction must be applied, that

generates a linear variation in the resonance frequencies along that plane,

and an RF-pulse applied simultaneously with a frequency corresponding

to the location of the desired slice. When applied together this ensures

that only frequencies within a speci�c frequency band, or `slice', become

excited. The range of frequencies excited by the slice select gradient,

� F , Figure (2.1.6), is related to the slice thickness, �z, and the strength

of the applied gradient, Gss, which facilitates the spatial variation in

frequency:

� F = 
G ss� z (2.1.22)

where
 is the gyromagnetic ratio, discussed in Section (2.1.1).

When exciting these speci�c frequencies, �F , the applied RF pulse

would ideally excite equally across the desired frequency range, and excite

nothing external to this range. There is a Fourier relationship linking the

the time varying RF pulse and the frequency pro�le of the slice. Due to

this relationship, the shape of the applied pulse dictates the shape of the
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Figure 2.1.6:An applied magnetic �eld gradient results in a varying cen-
ter frequency (Fc) by position. The range of frequencies excited is propor-
tional to the slice thickness,� F , and the strength of the applied gradient
Gss. By exciting only the frequencies that lie within a small range, a
desired slice can be excited and therefore imaged.

(a) (b)

Figure 2.1.7: (a)(top) A sinc gauss RF pulse with multiple side lobes that
takes an unfeasible length of time to apply and (bottom) the corresponding
applied 
ip angles across the slice for a nominal 
ip angle of 30 degrees,
for a 5mm slice. The ideal `square' pro�le is seen throughout the desired
slice and no excitation occurs external to this slice (b)(top) A sinc gauss
RF pulse with no side lobes applied in under 1ms. Its non-optimal shape
is chosen for the length of time of application. (bottom) The correspond-
ing 
ip angle variation over the slice. Flip angle is far from the ideal
square shape, and some excitation occurs outside of the desired slice.
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resultant 
ip angle pro�le. The ideal `square' pro�le, Figure (2.1.7a),

would require a RF pulse shape with in�nite side lobes - which would

take an in�nite amount of time to apply. Instead a truncated version

of this sinc pulse is applied corresponding to the desired length of the

RF pulse. This gives an imperfect slice pro�le, Figure (2.1.7b). In the

case of an SPGR sequence, where the aim is to minimiseTE in order to

minimise T �
2 e�ects, the RF-pulse is short - less than 1ms - and gives a

poor approximation of the desired `square' slice pro�le as �F / 1
� t .

2.1.6 K-Space

Once appropriate localisation of the slice of interest is achieved, a method

of reading this signal and creating the image is required.

2.1.6.1 K-space Readout

Signal is detected as a set of planar waves, which vary in their phase,

frequency, amplitude, and direction. MRI signal is measured as a time

dependent current change induced in the receiver coils in accordance with

Faraday's Law:

emf = �
@�
@t

(2.1.23)

where � is the 
ux linkage equal to the perpendicular component of the

magnetic �eld crossing a particular area:

� =
Z

~B � d~S (2.1.24)

The signal can then be written as the time dependent change in the

transverse magnetisation integrated across the full sample volume:

signal / �
d
dt

Z
d3~r ~M (~r; t) � ~B receiver (~r; t) (2.1.25)
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where~r is the positional vector, and ~B receiver is the �eld at the receiver

coil. This can further be rewritten in terms of the applied gradients,~G,

used to provide spatial information within the signal. The time depen-

dent signal can be de�ned as the integral of the spin density over the

whole volume modi�ed by the complex phase encoding over time and

space.

s(t) =
Z

d~r� (~r)ei�G (~r;t ) (2.1.26)

This equation can be given in terms of the spatial frequency~k, using the

FFT:

s(~k) =
Z

d~r� (~r)ei 2�k~r (2.1.27)

where:

~k = ~k(t) = 
�
Z t

0
dt0G(t0) (2.1.28)

This signal is now said to be in k-space. K-space is the 2D (or 3D)

Fourier transform of an image: the representation of an image through

an organized collection of its spatial frequencies. Each point in k-space

contains information, spatial frequency and phase, about every point in

image space, and vice-versa. The intensity of a point in k-space is relative

to its contribution to the �nal image; low frequency, central, points will be

brightest as these contain the frequencies associated with the structural

information.

Signal is commonly detected in quadrature: two perpendicular coils

are used to detect signals that are out of phase by�= 2. Due to this

method of detection the information stored in k-space can have real and

imaginary components,I and Q, respectively. The signal from both

channels can be stored separately, or each point can be de�ned as having

both a magnitude and phase. The magnitude can be computed by the
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equation:

M =
q

I 2 + Q2 (2.1.29)

where I is the signal from the `in-phase' or real channel, and Q is the

signal from the `quadrature' or imaginary channel. And the phase can

be computed by:

� = tan � 1[Q=I ] (2.1.30)

These can be thought of as the signals associated withM x and M y as

described in Equations (2.1.15) and (2.1.16).

K-space needs to be �lled systematically during the scan by adapting

the sequence used. An additional set of gradient readout lines can be

added to Figure (2.1.4) to do this. An example of this can be seen in

Figure (2.1.8a), showing the sequence diagram for a gradient echo with

an additional phase encoding line. This line includes a gradient along y

in which the amplitude changes in a stepwise manner from negative to

positive on each successive iteration. This describes a Cartesian �lling of

k-space that can be visualised in Figure (2.1.8b). The application of a

simultaneous gradient along the x and y axes leads to diagonal movement

to the edge of k-space and then a gradient applied along only the x-axis

provides the movement from left to right, �lling out k-space. Each line

of k-space corresponds to the data obtained from the echo of a single

application of the pulse sequence.

This is not the only method of �lling k-space: other methods include

spiral, radial, and zigzag readouts [69]. The readout method selected

is dependent on the application of the sequence: the advantages and

disadvantages of each method vary in relevance and therefore importance

between applications. For example, Cartesian sampling has the most
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(a) (b)

Figure 2.1.8: (a) The sequence diagram for a gradient echo with an addi-
tional phase encoding line. This line includes a gradient along y in which
the amplitude changes in a stepwise manner from negative to positive on
each successive iteration. (b) The �lling of k-space by using the method
in (a): named Cartesian readout. A reduced number of readout lines are
included in this image for ease of visualisation.

simple image reconstruction sampling k-space uniformly. Radial and

spiral trajectories have a lower sensitivity to motion as they sample the

centre of k-space more highly, however they face additional artefacts

and more complex image reconstruction. In particular, spiral readouts

provide a quick way to �ll k-space, making it bene�cial to long scans

with multiple TRs such as MRF.

2.1.6.2 Spiral Sampling

Spiral sampling is most commonly used for MR �ngerprinting [70]. An

example of this can be seen in the diagram of a single-shot spiral read-

out, Figure (2.1.9a). Instead of changing the gradients along x and y

sequentially to sample each line of k-space, as previously shown in Fig-

ure (2.1.8a), a modi�ed sinusoidal change in x and y gives the spiral

shaped readout.

From Figure (2.1.9a), in comparison to the Cartesian sampling in Fig-

ure (2.1.8b), we can see that k-space is less thoroughly sampled, especially
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(a) (b) (c)

Figure 2.1.9: (a) A single shot spiral readout. (b) A variable density spi-
ral: higher sampling density is seen in the centre of k-space. (c) Three
interleaved variable density spirals. Each spiral is acquired during a repe-
tition of the sequence. The dotted lines correspond to the movement from
the centre to the edge of k-space prior to the readout starting

at the edges of k-space. This `under-sampling' leads to less information

being obtained but fewer artefacts seen within the image, although, as

the low spatial frequency information is located at the centre of k-space,

key structural information is not lost. If more focus is desired in the

centre of k-space a variable density spiral can be used in order to further

the density di�erence in sampling between the centre and the edges, vi-

sualised in Figure (2.1.9b).

If this high rate of undersampling is not desired, it is still possible to

use spiral readouts. A method of `interleaving' spiral readouts in order

to more fully sample k-space can be seen in Figure (2.1.9c).

2.1.6.3 Regridding

K-space is inherently in�nite and to image something perfectly it would

be necessary to sample k-space in�nitely, however this is not possible in

practice. Instead a grid is established over k-space by which to sample.

A Cartesian readout, such as that in Figure (2.1.8b), samples across this

grid, allowing for the FFT to be performed at each discrete point on

this grid. When a spiral sampling readout is performed in k-space, the
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sampled points do not neatly align with this k-space grid leading to is-

sues when the FFT is performed. This is traditionally solved through a

Kaiser-Bessel Interpolation Function [71], which interpolates each sam-

pled point in k-space to it's nearest spot prior to the FFT. This can lead

to artefacts associated with this shift of data points, known as `regridding

artefacts'.
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2.2 The Basics of Water Exchange in the

Brain

This section will give an overview of the functionality of the blood brain

barrier (BBB), what factors govern water exchange across the BBB, and

how this is modelled. Background information was sourced primarily

from the reviews `The Blood Brain Barrier' by Richard Daneman and

Alexandre Prat [2] and `Measuring water exchange across the blood-

brain barrier using MRI' by Ben Dickie et al [64].

2.2.1 Overview of the Blood Brain Barrier

Blood vessels in the brain contain two key types of cell: brain endothelial

cells (BECs), which make up the lining of the blood vessels, and mural

cells that sit on the external surface of the BEC layers. The BECs are

bound together by tight junction (TJ), adherens junction and other pro-

teins preventing paracellular di�usion (di�usion from occurring between

gaps in BECs). These brain endothelial cells are surrounded by cellu-

lar and membrane components such as pericytes, basement membrane,

perivascular channels, and astrocyte endfeet (Figure (2.2.1)): these all

further prohibit di�usion [72]{[74].

Rapid di�usion occurs over these BECs (transcellular) for small lipophilic

molecules, such as alcohol. Large and hydrophilic molecules are kept

out, unless they are transported by dedicated channels. These channels

provide vital solutes for healthy cellular function and the clearance of

metabolic waste and other neurotoxic compounds into the bloodstream.

Understanding how healthy water exchange presents in the brain is vital

for recognising abnormalities. Figure (2.2.1b) shows the available chan-
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Figure 2.2.1: (a)The blood-brain barrier (BBB). The vessel lumen (VL)
is formed by brain endothelial cells (BECs) sealed by tight junction (TJ),
adherens junction and other proteins. Surrounding this structure is a ma-
trix of extracellular proteins that play a vital role in the coupling between
the blood and brain as well as forming further barriers to di�usion across
the BBB. (b) Shows the di�erent channels of molecular transport across
the BBB. An increase in measured di�usion would suggest a breakdown
across this barrier. Figure reprinted from Progress in Nuclear Magnetic
Resonance Spectroscopy, 116, Ben R. Dickie, Geo� J.M. Parker, Laura
M. Parkes, Measuring water exchange across the blood-brain barrier us-
ing MRI, p21, 2020, with permission from Elsevier [64].

nels for particular molecules of di�usion across the blood brain barrier.

It can be seen that there are water exchange proteins called aquaporins

(AQP) that allow limited but vital di�usion across the barrier, specif-

ically AQP4 channels. However, if there is a large water transfer, this

could be characteristic of damage to the BBB, as water could transfer

between the BECs through damaged TJs. The reverse is also true, that

reduced water transport across the BBB can also be characteristic of

damage: depolarisation of these AQP4 channels from the astrocyte end-

feet may lead to reduced water transport. The modes of exchange across

the blood brain barrier is an active research area which has yet to be

fully understood. However dysfunction in the BBB has been linked to

chronic neurodegenerative diseases such as Multiple Sclerosis (MS) and

Alzheimer's disease (AD) [16], [75], [76] so understanding what consti-

tutes normal and abnormal water exchange is important for the detection

and quanti�cation of the impact of BBB dysfunction on these diseases.
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2.2.2 Evidence for Limited Exchange

Evidence for restricted exchange across the BBB has been veri�ed through

experiments that aim to quantify the permeability of the barrier to dif-

ferent molecules. If a molecule within the intravascular compartment

has high BBB permeability then the fraction of these molecules that

pass through the BBB during a single pass, called the `extraction frac-

tion', E , will be close to 1. This is because its pre-exchange lifetime, or

mean blood residence time,� b, will be much shorter than its transit time

through the capillary, Tc. If this extraction fraction is much less than

1, the molecule is not able to freely di�use, or be rapidly transported,

across the BBB. This indicates that barriers, such as the tight junction

proteins and slow transportation of water across the APQ4 channels,

limit exchange between the intra- and extravascular spaces.

The permeability surface-area product of a molecule across a mem-

brane, in this case its 
ux across the BBB, can be de�ned by the Renkin-

Crone equation [77], [78]:

PS = � ln(1 � E)f (2.2.1)

where P is the permeability of the barrier, S is the surface area of

exchange vessels, their product describing the 
ux, andf is the cerebral

blood 
ow (CBF) which can be measured. The extraction fraction of

water has been found to be less than 1 across the BBB: this has been

documented in rodents, and large mammals, including humans [6]{[10],

[79]. The value of extraction fraction reported is variable between species:

this however can be attributed to the di�erence in CBF and not a de-

pendence onPS [6]{[9], [79].
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The use ofPSw , the PS of water, and extraction fraction to aid our

understanding of the BBB is well established: the gold standard is a

O15-H2O PET technique [79], [80], but several other techniques such as

arterial spin labelling (ASL) [81]{[83], and di�usion weighted ASL [38],

[84], [85] are also e�ective to the same end. Further discussion of these

MRI techniques occurs in Section (2.2.4).

2.2.3 Physical Parameters Determining Water Ex-

change

Water exchange over the BBB is governed by several key parameters

including vessel lumen volume, water population fractions inside and

outside of the blood vessel, and water residence times. These and other

crucial parameters have been de�ned in Table (2.2.1).

f Cerebral blood 
ow mL, (blood) mL, (tissue)� 1 min� 1

kin Exchange rate of water from blood to brain min� 1

kout Exchange rate of water from brain to blood min� 1

PSw Permeability surface-area product to water mL, (blood or extravascular 
uid) mL (tissue)� 1 min� 1

� b Mean blood water residence time s
Tex Pre-exchange lifetime (=� b) s
� e Mean extravascular residence time s
Vb Absolute blood volume mL
Ve absolute extravascular volume mL
� b Fractional blood volume (mL blood) (mL tissue)� 1

� e Fractional interstitial volume (mL, extravascular space) (mL tissue)� 1

pb Blood water population fraction (mL blood water) (mL blood + extravascular water)� 1

pe Extravacular water population (mL extravascular water) (mL blood + extravascular water)� 1

� Blood-brain partition coe�cient Magnetic moment (mL tissue)� 1 /magnetic moment (mL blood)� 1

M t Total voxel magnetisation Magnetic moment per unit volume of tissue
M b Blood magnetisation Magnetic moment per unit volume of blood
M e Extravascular magnetisation Magnetic moment per unit volume of extravascular space
M 0;b Equilibrium blood magnetisation Magnetic moment per unit volume of blood
M 0;e Equilibrium extravascular magnetisation density Magnetic moment per unit volume of extravascular space

Table 2.2.1: Water exchange parameters; provided are the most common
symbol representation of parameters, a brief de�nition and their standard
units, adapted from [64].

An exchanging system with two compartments, in this case the in-

travascular and extravascular compartment, is said to be in equilibrium

when net 
ux between the two is zero. When modeled, BBB water ex-

change is assumed to be in this equilibrium state. This assumption is
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de�ned in the equation:

PSw;in = PSw;out (2.2.2)

wherePSw;in is the permeability surface-area product of water moving

from the intra- to extravascular compartments with the units [volume of

water per unit time per unit volume of tissue], [mL min� 1 mL� 1], and

PSw;out is its reverse.

When placed into an external magnetic �eld, each compartment gains

a magnetization proportional to the water content, allowing for free water

population fractions in each compartment to be de�ned; the fractions,

pb; pe are given for blood and extravascular spaces respectively and have

a unit of [mL mL � 1]:

pb =
M 0;b

M 0;b + M 0;e
(2.2.3)

pe =
M 0;e

M 0;b + M 0;e
(2.2.4)

whereM 0;b and M 0;e are the equilibrium magnetization in the intra- and

extravascular space respectively.

As the system is in equilibrium, the sum of these fractions is consid-

ered to be unity:

pb + pe = 1 (2.2.5)

When longitudinal magnetization is fully relaxed the in
ux and e�ux of

magnetization across the BBB are equal:

kin M 0;b = kout M 0;e (2.2.6)

wherekin and kout are the exchange rates governing this exchange with
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units [min� 1], This concept is best visualised through Figure (2.2.2).

Figure 2.2.2: A two compartment model consisting of an intra-vascular
compartment (bottom) and extra-vascular component (top). Figure
reprinted from Progress in Nuclear Magnetic Resonance Spectroscopy,
116, Ben R. Dickie, Geo� J.M. Parker, Laura M. Parkes, Measuring
water exchange across the blood-brain barrier using MRI, p22, 2020, with
permission from Elsevier. [64].

The permeability surface area product of water, (PSw), can be found

by dividing magnetization in
ux, kin M 0;b, by magnetization density (� =

M 0;b=Vb) and tissue volume,VT :

PSw =
kin M 0;b

�V T
= kin

Vb

VT
= kin � b (2.2.7)

where� b is the the fractional blood volume.

The exchange rate of the water from the blood to the brain,kin , can

be related to the mean blood water residence time,� b, by:

kin =
1
� b

(2.2.8)

A key assumption within this model is that water exchange between

plasma and red-blood cells, and between interstitial 
uid and brain cells,

is assumed to be in�nitely fast, so exchange rates do not need to be ac-
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counted for. This leads to the simpli�cation that only two compartments

need to be considered. These compartments are de�ned as the blood (or

intravascular) compartment; comprising all water within the vessel lu-

men, and the extravascular compartment; comprising water within the

endothelial cells and everything outside the vasculature. White spaces

within Figure (2.2.2) are areas where water can exchange; grey spaces are

inaccessible to water, and are undetected by MRI. As the thickness of the

grey space is non-zero, the fraction of total equilibrium magnetization in

the intravascular space may not be equal to the volume fraction. The

brain-blood partition coe�cient, � , gives the ratio of this imbalance.

� =
� t

� b
=

M 0;b + M 0;e

Vb+ Ve

M 0;b

Vb

=
vb

pb
(2.2.9)

In addition to this compartmental model, the e�ects of water exchange

inter-compartmentally need to be understood. Within a spatially re-

solved voxel, there may be multiple `compartments' which exchange, such

as across cell membranes. If water exchange is rapid across these com-

partments then di�usion coe�cients and relaxation rates will come from

a single well-mixed compartment. This is due to the water having been

present in all compartments at some time during the measurement, and

therefore its di�usion e�ects will be an average of the compartments.

However, if water exchange is slow, then each compartment, with dis-

tinct di�usion coe�cients and relaxation rates, will have a distinct e�ect

on the signal dependent on water exchange rates: the resulting signal

can be seen as a weighted sum of the di�erent components. Realistically

however, a more intermediate type of water exchange is likely. Each

compartment will give a distinct signal contribution, however this con-

tribution will now depend on the water exchange rate between spaces.
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This results in limited, but not complete, averaging e�ects.

2.2.4 Established MRI Approaches for Quantifying

BBB Breakdown

There are currently two principal methods for quantifying BBB break-

down using MRI; methods that measure water exchange across the BBB,

and methods that measure contrast agent leakage across the BBB.

2.2.4.1 Contrast Agent Leakage Approaches

While there are many mechanisms leading to water crossing the BBB,

there is only one method by which contrast agents can cross: disruption

to the TJ proteins. Methods utilising this extravasation, or paracellu-

lar `leakage', of GBCAs can have comparatively high SNR compared to

contrast agent free techniques as there is a large di�erence in contrast be-

tween the water molecules with relaxation times that have been a�ected

by the GBCAs and those which have not, provided there is substantial

breakdown.

One popular method based on contrast agent extravasation is Dy-

namic Contrast Enhanced MRI (or DCE-MRI): DCE MRI is the `classic'

approach to detecting BBB leakage [12]. After a bolus intravenous injec-

tion, the contrast agent resides in plasma and is circulated by the means

of blood 
ow. RepeatedT1-weighted images are then acquired, allowing

for measurements of signal enhancement over time.

DCE-MRI has many advantages as it is a well documented and rel-

atively straightforward method. Early DCE-MRI studies showed little

success in recording BBB changes [32], [86], however as the technique

has become more sophisticated and spatial and temporal resolution has
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increased [25], [87]{[90], a clearer understanding of BBB changes may be

garnered. DCE-MRI has been used to establish links between vascular

changes in normal aging [25], [74], [87], [91]{[95], and multiple conditions

including Mild Cognitive Impairment (MCI) [25], [87], [88], [92], [96],

[97], Alzheimer's Disease [26], [89], [98], [99] and cerebral small vessel

disease (cSVD) [16], [21], [22], [27], [29], [100]{[106].

Regional changes have been seen in the hippocampus, a key memory

centre, in normal aging and in MCI [25], which was then backed up

with biochemical biomarkers [25], [88], [107]. Increase in extravasation

in white and grey matter has been linked to age related cognitive decline

[25], [74], [87], [91]{[95], and reduced memory retrieval in normal aging

[93], suggesting a link between BBB breakdown and neuropathology.

A concern relating to DCE-MRI is the lack of agreement between

studies. For the assessment of the relationship between the BBB and

cerebral small vessel disease (cSVD), which is linked to AD [13], there

have been varying results. Studies that compare patients with small ves-

sel strokes and cortical strokes found an increase [14], [15] or decrease

[16] in BBB leakage in WM. Further studies looked at the relation be-

tween BBB leakage and the total cSVD score [17], which indicates the

disease burden. Some showed a positive association between BBB leak-

age and disease burden [16], [18]{[20] and some showed a negative or

non-signi�cant association [21], [22]. Further studies found that there

was increased BBB leakage in patients with cSVD compared to control

patients [19], [21], [23]{[26], however, two studies showed that there was

no signi�cant di�erence in leakage rate detected [28], [29]. Other studies

compared the leakage rates in normal-appearing white matter (NAWM)

and white matter hyperintensities, (WMH), a marker for cSVD. Some
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studies found that there was higher leakage rate in WMH compared to

NAWM [20], [24], [26], including one that found a signi�cant increase

[27] and one that included greater leakage in proximity to the WMH

[16]. However, another study reported no signi�cant di�erence in the

leakage measured [28], and another reported reduced leakage [29]. The

discrepancy in the results between these studies is likely due to the lack

of common approach used: there were a wide range of di�erences in the

acquisition protocols, analysis techniques, `leakage' metrics, and sample

sizes [75].

A major limitation of DCE-MRI and other contrast agent leakage

techniques is that these methods have low sensitivity to subtle break-

down. This is because the gadolinium chelates are too large to leak

through small gaps in the blood brain barrier and therefore extravasa-

tion is only seen in severe disruption [30], [108]. This limits early stage

detection of disease. In addition the long term e�ects of repeated gadolin-

ium injections are unknown: gadolinium is known to accumulate in the

brain, even in patients with seemingly intact BBBs [109].

2.2.4.2 Water Exchange Approaches to Quantifying BBB Break-

down

A way to circumvent the insensitivity of larger molecules to BBB damage

is to use a method that measures the exchange of smaller molecules, in

this case water. Water already passes though the healthy BBB through

aquaporin channels and ion pumps, and therefore is in both the blood

and the neural tissue. The movement of water molecules between these

compartments can be detected by understanding the di�erence in MR

properties between the intravascular volume,� b, and the extravascular

volume, � e. BBB disruption is likely to increase the exchange of water

54



Chapter 2: Background and Theory

beyond that which is seen under normal conditions (i.e. more than that

which is seen due to normal aquaporin function) due to damaged TJs,

however due to the many mechanisms by which water exchanges, the

speci�c cause of an increase is not yet distinguishable.

One established group of techniques that measures water exchange is

arterial spin labelling (ASL). All ASL sequences consist of two key com-

ponents: a preparation module which magnetically `labels' the in
owing

blood into a region of interest (ROI), and a readout module which gen-

erates a pair of images, one under `control' and one under `tagged' con-

ditions. Initially a `control' image is acquired for the ROI. ASL uses the

patients' blood as a tracer: in
owing blood into this region is labelled by

inverting its longitudinal magnetization. During the subsequent seconds,

these `magnetically labelled' molecules have 
owed into the region of in-

terest and begin to interact with non-labelled molecules a�ecting their

spins. This causes a change in signal throughout the areas in which these

`labelled' spins have 
owed. Downstream of the tagging position an im-

age is taken to map the brain magnetization after labelling. This `label'

image is subtracted from a `control' scan taken before the labelling that

is identical apart from the omission of the inverted in
owing blood.

Studies into the BBB using ASL are more novel than their DCE coun-

terparts. As expected there have been links found between the increase

in exchange and age [20], the presence of tumours [110], and in patients

with type-2 diabetes and hypercholestremia [38]: all conditions which

have been linked with the break down of TJs in the BBB [25], [111],

[112]. However, a study on cyclical intermittent hypoxia, a symptom of

sleep apnea which is also thought to increase BBB leakage [113], using

di�usion weighted ASL found a reduction in leakage [85].
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Lin et. al. (2018) [114] proposed a method entitled Water Extraction

with Phase Contrast Arterial Spin Tagging or WEPCAST. This method

measuresPSw through the quanti�cation of the fraction of labelled water

transmitted into the superior sagittal sinus (SSS) during a single pass.

This method utilised pseudo-continuous ASL (pCASL), multiple delay

times, and background suppression in order to detect the labelled water in

the SSS. As with previous two-compartment models, the �tting requires

knowledge of the intra- and extravascularT1, which are traditionally

set to be known literature values. As this method measures the label

exclusively in a single vein, it cannot provide any regional information,

only a global measure of the average BBB permeability within the brain.

Another water exchange approach, separate to ASL techniques, is a

multi-
ip angle multi-echo (MFAME) sequence. This method was pro-

posed by Dickie et al. [37] and was adapted from the approach used by

Kim et al. [34] to extract estimates ofPSw throughout the whole brain.

This method utilises contrast agents, but measures water exchange. Us-

ing a T1 weighted scan, MFAME measures the transport of water which

has had its T1 dramatically shortened by the contrast agent across the

BBB. MFAME utilises a multiple 
ip angles across repetitions of the

sequence to sensitise the signal changes across� b and pb, blood water

population fraction.

Unlike the other techniques mentioned MFAME has far fewer studies.

One study, conducted on AD rats showed that there was an increase in

the leakage in these rats compared to the control group [37]. The same

study showed that this increase in leakage can be linked to tight junction

expression (occludin) [37], showing that this increase in leakage is linked

to BBB breakdown. Dickie et al. [37] compares this water exchange
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MFAME technique with DCE MRI and from this comparison we can see

that water exchange is much more suitable for the detection of subtle

breakdown of the BBB. However, no published results have shown how

this technique translates to humans.

Most recently a variant of the double di�usion encoding method,

Filtered-Exchange Imaging (FEXI), has been adapted to measure water

exchange across the BBB [40]. FEXI comprises of two pulsed gradient

spin-echo blocks separated by a mixing time block, followed by a read-

out block, and yields the apparent exchange rate which is sensitive to

membrane permeability [115]{[117]. Powell et al. [40] presented proof

of concept work on BBB-FEXI showing its ability to produce regional

estimates of intra- and extravascular di�usivity, as well as intravascular

water exchange rate across the BBB in line with literature values. FEXI

has been previously used to measure water exchange across cell mem-

branes [115] and has been successfully used for detecting breast cancer

[118] and intracranial brain tumors [119].
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2.3 Magnetic Resonance Fingerprinting

Magnetic resonance �ngerprinting (MRF) can be utilised to allow for

faster and potentially more sensitive imaging than traditional MRI se-

quences. Magnetic resonance �ngerprinting is a relatively new technique,

�rst developed by Ma et al. (2013) [41], but one of much interest. This

section will give a brief introduction to the principles of MRF, the method

involved in acquiring and reconstructing images, and how this technique

is applicable to BBB breakdown measurements.

2.3.1 Overview

For traditional quantitative MRI scanning procedures, a speci�c sequence,

or set of sequences, are required in order to extract a single property, or

intrinsic parameter, of the tissues being imaged. This leads to multiple

scans and sequences being required in order to extract multiple proper-

ties from an area: this technique is bene�cial for the reduction of errors

but is very slow. Additional factors come into play due to the long scan

time; increased cost and increased patient motion. Some diseases such as

Alzheimer's and Parkinson's Disease can lead to patients only being able

to tolerate short scan times. There is therefore a need for an e�cient and

fast technique that can acquire multiple parameters in a single scan.

MRF can be sensitized to a variety of parameters. It uses the varia-

tion of multiple imaging parameters systematically in order to create a

signal which is characteristic of tissue, or a voxel with multiple compo-

nents, with that unique set of properties. This unique signal will contain

information about all of the properties which are intrinsic to the tissue,

hence giving it a unique `�ngerprint'. A pre-computed simulated `dictio-
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nary', containing a �nite variation of simulated signals each with di�erent

intrinsic tissue properties, is compared against the scan signal. The entry

with the signal which matches the scan signal most closely is found and

the associated parameters extracted. This allows for maps of multiple

parameters to be found from a single scan.

2.3.2 Methods

When acquiring a set of MRF images there are four fundamental steps to

the method, as visualised in Figure (2.3.1): creation of suitable variation

of parameters, acquisition of a signal, the creation of a dictionary, and

the reconstruction of the �nal image sets using the comparison between

signals and the dictionary.

2.3.2.1 Parameter Variation

MRF techniques aim to enhance the signal di�erences between tissues of

di�ering properties: for this reason the choice of pulse sequence chosen

must be appropriate for the parameters that will be evaluated. For ex-

ample, to distinguishT1 values the pulse sequence must be sensitised to

T1. The relatively open framework of MRF means that there are many

options for each component of the acquisition and reconstruction process,

and many potential applications.

Regardless of the application or sequence used, one commonality of

MRF sequences is the variation of multiple acquisition parameters: most

commonly 
ip angle and repetition time. It should be noted here that

echo time may also be varied, however the use of this is dependent on

the application, as it would provide sensitivity to T �
2 if using a gradient

echo sequence, orT2 if using a spin echo sequence.
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These parameters are varied throughout multiple repetitions of the

sequences, each producing an image; each of these images acquired will be

further referred to as `repetitions'. There is no general consensus in the

pattern of variation of the 
ip angle and repetition time between studies:

the two most common methods for each parameter will be discussed in

more detail.

For the variation of 
ip angle, either a random variation or a periodic

sinusoidal variation is normally used. An example of this �rst variation

can be be seen in Figure (2.3.2a). This designates a pseudo-random

integer between a maximum and minimum value, chosen by the sequence

designer, for a selected number of repetitions: each point is independent

of the others. The second, and more utilised, variation method is a

form of periodic variation in which the variation resembles a sine wave of

varying magnitude. This variation is seen most commonly in two forms,

one in which the even peaks are half of the amplitude of the odd peaks:

one example of this can be seen in Figure (2.3.2b), and the other in

which the magnitude is varied in a sinusoidal manner, seen in (2.3.2c).

The exact equation governing these variations is not consistent between

studies, nor is there consensus in determining the frequency variation

of the sine waves. Excluded from this visualisation in (2.3.2b) is the

addition of `gaps' between the half periods, seen in some descriptions of

this variation [41], [120]: this can be included in order to allow for signal

recovery between periods.

For the variation of TR, a random variation (Figure (2.3.3a)), si-

nusoidal variation (Figure (2.3.3b)), or a Perlin noise variation (Figure

(2.3.3c)) is traditionally used. The random variation of the repetition

time is much like that of the 
ip angle, Figure (2.3.2a).
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(a) (b) (c)

Figure 2.3.2: Example variation of 
ip angle created by (a) generating
random integers between two values, de�ned by the sequence designer,(b)
the magnitude of a sine wave in which the even peaks are half the height of
the odd peaks, or (c) the magnitude of a sine wave in which the magnitude
of the peaks has a sinusoidal variation.

(a) (b) (c)

Figure 2.3.3:Example variation of repetition time created by (a) generat-
ing random integers between two values, de�ned by the sequence designer,
(b) a sinusoidal variation with a given period, or (c) the �rst harmonic
of Perlin noise.

The third method uses the �rst-harmonics of Perlin noise [121]. Per-

lin described a technique of creating smoother, more `natural', varia-

tions with a pseudo-random appearance. This method uses a sparsely

selected group of random points between the minimum and maximum

user selected values. These points are then cosine interpolated to form

a continuous line between each point: this line is sampled to give the

appropriate number of repetitions required. Each line, or `wave', is re-

ferred to as a `harmonic'. Many, non-imaging, applications of Perlin

noise involve creating multiple harmonics and summing them to create a

`rougher' variation: for MRF imaging methods, only the �rst harmonic

is used, seen in Figure (2.3.3c).

It should be noted that what makes the �ngerprint characteristic of a

speci�c tissue is the incoherent variation of 
ip angle and repetition time

with respect to each other. If both parameters vary proportionally to each

other then there will be fewer combinations of acquisition parameters
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desensitising the signal to changes in tissue parameters, and eliminating

the information rich nature of the MR �ngerprint: if sinusoidal variation

is used for both parameters, then the frequency must be di�erent.

2.3.2.2 Acquisition

After a suitable pulse sequence and parameter variation is selected, it is

possible to obtain the relevant tissue information. Now a suitable readout

must be established in order to obtain that information. As mentioned

in Section (2.1.6), there are many methods with which this readout can

be achieved.

MRF acquisitions are often shortened substantially by using spatial

under-sampling. This technique utilizes readouts that do not sample k-

space fully, such as the spiral sampling technique described in Section

(2.1.6.2). Undersampling can be utilised in MRF as an assumption is

made that the spiral under-sampling in the time domain leads to inco-

herent artefacts in the image domain. This means that if each interleaved

readout is o�set from the previous readout, as previously shown in Fig-

ure (2.1.9c), then the artefacts seen in the �nal time-varying signal can

be assumed to behave as incoherent noise, and therefore do not disrupt

the underlying shape of the �ngerprint signal obtained [41]. Demon-

strated under-sampling techniques include single-shot spiral [41], [43], ra-

dial [122], and music [44] readout: spiral is the most established method.

These techniques can be visualised in Figure (2.3.4).

The method of the `interleaving' of spiral readouts to create artefacts

that are incoherent is a problem in and of itself: one technique, withn

spirals, generates o�sets by rotating an initial spiral by an angle,� = 360�

n

[41], [43], [48], [49]. Another uses a golden-angle step for the change in
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Figure 2.3.4: Examples of k-space trajectory used by di�erent MRF se-
quences. Figure and caption reprinted from Magnetic Resonance in
Medicine, 81, Mark Alan Griswold, Vikas Gulani, Nicole Seiberlich, et
al., Magnetic resonance �ngerprinting: a technical review, 2018, with
permission from John Wiley and Sons [120].

rotation [123], [124]. A visualisation of the established techniques along

with their interleaved spiral readouts can be seen in Figure (2.1.9c). If

a higher rate of sampling is desired, instead of only interleaving between

repetitions within a sequence, the whole sequence can be repeated for

each interleaf: eachTR repetition has a di�erent trajectory to the previ-
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ous iteration of the sequence [41], [125].

2.3.2.3 Dictionary Generation

Alongside the experimental acquisition of data, a dictionary was prepared

which contained the expected results (simulated signal time courses),

of combinations of tissue properties using an appropriate signal model.

From this signal model the resultant signal arising from the magneti-

zation change of isochromats, groups of spins precessing at the same

frequency, can be calculated over time. There are two well established

methods for these signal creations: one is through the use of the Bloch

equations and rotation matrices, and the other is through the use of Ex-

tended Phase Graphs (EPGs) [126].

The �rst method requires the conversion of the Bloch equations [127],

derived in Section (2.1), into their 3 components, with respect to time,

t:

M x (t) = M x (t � 1)exp(
� � t
T �

2
) (2.3.1)

M y(t) = M y(t � 1)exp(
� � t
T �

2
) (2.3.2)

M z(t) = M z(t � 1)exp(
� � t
T1

) + M 0(1 � exp(
� � t
T1

)) (2.3.3)

to give the magnetization changes of each isochromat at a time step,

t, with a di�erence between time steps, �t. It should be noted that

the azimuthal angle is not required within these equations, as it was in

Equations (2.1.15) and (2.1.16), asM x (t) and M y(t) are magnitudes with

no phase information.

The above equations are applied over a series of time steps, �t, in con-

junction with simulated 
ip angles and TRs mimicking the applied MR

sequence to give an accurate calculation of the magnetization response to
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the simulated MR sequence. This method is slow as the magnetization

of each isochromat simulated, normally thousands, needs to be tracked

at each time point. This is the classic technique of signal simulation for

MRF [41]: the deconstructed manner in which the magnetization changes

are made allows for complexities, such as di�usion, or water exchange,

to be added to the simulation easily.

An alternative method used is Extended Phase Graphs (EPGs). This

technique represents a spin system in a discrete set of phase states,

dubbed `con�guration states' [128]. With the application of gradients

comes inevitable dephasing as the �eld strength is spatially dependent:

this will lead to coherence occurring only during short periods of echo

generation, as described more thoroughly in Section (2.1.4.2). Harmonic

magnetization components are generated from these dephasing e�ects

along the spatial axis: these harmonic components can be described as

`helices' and are characteristic of the position of the isochromat relative

to the centre of the sample, and its angular wave vector. The angular

wave vector describes the spatial frequency over time and is a measure

of dephasing [129]{[133]. This allows for transverse magnetization to be

described in terms of complex magnetization components, and the sum

of these helices describes the transverse magnetization of the isochromat

ensemble.

This is a much more e�cient method in terms of computational power,

as there is no requirement of individual isochromat calculations, and it

has more recently been utilized in MRF experiments looking atT1 and T2

quanti�cation [126], [134]. This method, however, becomes very complex

when attempting to add additional phenomena to the simulation, such

as di�usion or water exchange. While this is possible, as it has been
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shown to be achievable in di�usion [133], [135] and water exchange [136],

the complexity of modelling limits the freedom of modi�cation to the

simulation.

2.3.2.4 Image Reconstruction

Once experimental signals are obtained, they are compared to the simu-

lated signals within the dictionary. This is traditionally performed by

normalizing the dictionary and signal and then calculating the inner

product between the scanner signal and every signal within the dictio-

nary: the largest product de�nes the closest match [41]. The property

values associated with the matched dictionary entry are then assigned as

the measured properties of that voxel. This inner product method has

been shown to be robust at a low SNR caused by undersampling [41],

[120].

This pattern matching could be performed on the scanner with a pre-

computed dictionary, allowing for parameter maps to be reconstructed

from the scanner software. A major problem associated with the in-

scanner matching is that it needs to be fast in order to be adopted. There-

fore reconstruction of quantitative maps are traditionally done post-scan

on an external computer. Even with the removal of the burden from the

scanner, matching is still a computationally intensive process. There are

many ways in which this matching method can become more e�cient:

methods such as MRF-ZOOM outlined by Wang et al. [137], treat signal

matching as an optimisation technique allowing for a more sophisticated

search of the dictionary to be performed instead of an exhaustive search.

Other suitable methods include singular value decomposition methods

[138] and machine learning approaches [124], [139].
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2.3.3 MRF Application to Vasculature

There are many approaches and applications to MRF techniques, al-

though few have been thoroughly examined due to the relative novelty

of the technique. The following section will outline some of the �ndings

of MRF, with speci�c focus on brain vasculature. However, MRF is not

limited to the brain: it has been applied to many areas, including but

not limited to, cardiac [124], musculoskeletal [122], abdominal [49], and

prostate [140] studies.

Predominantly MRF is used as a relaxometry quanti�cation tech-

nique, an example of which is given in Figure (2.3.5). Multiple studies

indicate MRF is a robust technique to quantify T1 and T2 in healthy

volunteers [41], [43]{[45]. Others have derivedT1 and T2 in order to dif-

ferentiate between gliomas and metastases [141]. Ongoing work in the

area is aimed at the use of 3D volumetric MRF in order to improve the

visualisation of tumors, and assess the e�ectiveness of treatment [48],

[142].

A study found a discrepancy in fat and CSF values from expected

values[143], however this could be explained by the resolution and scope

of the dictionary not encompassing the appropriate range of values for

fat matching, and CSF errors could result from in-plane motion within

the CSF. This highlights the importance of a wide scope dictionary and

CSF suppression.

A promising methodology for microvascular studies was described by

Christen et al. [42], where a method was developed that measured the

cerebral blood volume, mean vessel radius and oxygen saturation, us-

ing an iron based contrast agent. This technique utilised an inversion-
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Figure 2.3.5: (a) T1, (b) T2, (c) and proton density maps generated
from an asymptomatic volunteer with the MRF-FISP acquisition. Figure
and caption reprinted from Magnetic Resonance in Medicine, 81, Mark
Alan Griswold, Vikas Gulani, Nicole Seiberlich, et al., MR Fingerprint-
ing Using Fast Imaging with Steady State Precession (FISP) with Spiral
Readout, 2015, with permission from John Wiley and Sons [43].

recovery bSSFP sequence leading toT1 and T2 contrast. Results obtained

in vivo showed a good contrast of cerebral blood volume between white

matter and grey matter, however when the mean radius and blood oxy-

genation saturation were evaluated, the results were homogeneous. This

has since been built on by other studies, by applying these techniques

to rats in order to obtain realistic vascular maps [46], or to examine the

microvascular property di�erences between strokes and brain tumours

[47]. The results showed that MRF could detect a signi�cant di�erence

between healthy and stroke models: images reproduced in Figure (2.3.6).

It also showed that there was a distinct di�erence between the signal evo-
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lutions of two pathologically di�erent brain tumours.

Figure 2.3.6: MR images of one representative rat from control, brain
tumor, and stroke models. For each animal,T2w and ADC images are
shown as well as parametric maps obtained with the �ngerprinting ap-
proach. The color-coded parametric maps (blood volume fraction,BVf ,
mean vessel radius, and blood oxygen saturation,StO2) as well as the
map of the coe�cient of determination (R2) are overlaid on theT2w im-
ages. Healthy striatum and lesion ROIs are overlaid on theT2w images
in blue and green, respectively. Figure and caption reprinted from Sci-
enti�c Reports, 6, T. Christen, E. L. Barbier, B. Lemasson et al. MR
Vascular Fingerprinting in Stroke and Brain Tumors Models, 2016, un-
der the Creative Commons CC BY license.

2.3.4 MRF Quanti�cation of B1

Successful quanti�cation of tissue parameters using MR �ngerprinting

is dependent on a reliable measurement of theB1 �eld [41]. However,
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quanti�cation of B1 alongside other parameters, such asT1, results in

errors due to di�culties separating T1-derived changes fromB1-derived

changes in the MRF signal. Due to this entanglement of signals, MRF

techniques generally rely on a separately acquiredB1 map [41], [49] or

on the introduction of a B1 sensitising segment implemented at the end

of the MRF acquisition [123], [144]. However, this requires modi�cation

of the underlying sequence and longer acquisition times.
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2.4 Signal Denoising Techniques

A penalty for the fast and erratic acquisition acquired with MRF is that

the resultant signal contains considerable noise. This section will give a

brief overview of the most prevalent noise sources present in MRI images

as a whole, and noise removal techniques that can be utilised for the

removal of di�erent types of noise within signals/images. It is worth

noting that `denoising' of data refers only to a reduction in noise level,

never complete noise removal. Noise corruption of the signal cannot be

undone, only mitigated.

2.4.1 Removal of Incoherent Noise

Incoherent noise is present in all MRI images - it is caused by electri-

cal resistance in the coils within the MRI scanner and inductive losses

in the sample generating thermal noise [145], [146]. There are many

factors which can impact the quantity of thermal noise in the images -

�eld strength, coil con�gurations [147] - however, it is not the absolute

quantity of noise that is of interest but instead the ratio of noise to sig-

nal. This is called the signal-to-noise ratio (SNR): a high SNR is vital

to produce an valuable image. If the signal to noise ratio is larger than

approximately 2, as is expected for most MRI images, then this noise can

be modelled as Gaussian [148], visualised in Figure (2.4.1b ).

In addition to Gaussian thermal noise, there can be so-called `salt

and pepper' noise, or impulse noise, in MRI images. This impulse noise

is characterised not by an overall disruption of signal but by random

`corruption' of pixel values causing either a drop or spike in signal. This

noise is caused by sensor faults or error in data transmission, and is rare
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Figure 2.4.1: Simulated examples of (a) a noise free grid, (b) the same
grid with Gaussian noise (� = 0, � = 0:05), and (c) the same grid with
salt and pepper noise (random allocation of pixels to min/max value -
noise density of 8% of pixels amended).

in practice: a simulated image of this noise can be visualised in Figure

(2.4.1 c ).

2.4.1.1 Gaussian Smoothing

A simple technique for denoising is Gaussian �ltering. A Gaussian �l-

ter is a linear spatial �lter that removes high frequency components by

convolving the image with a Gaussian distribution. A 2D Gaussian �lter

can be described by:

G2D (x; y) =
1

2�� 2
e� x 2+ y 2

2� 2 (2.4.1)

where � is the standard deviation of the Gaussian distribution. When

applied this �lter produces a convolution matrix with a Gaussian distri-

bution radiating from a centre point. This matrix is convolved through-

out the noisy image, so that each new pixels' value is a weighted sum of

that pixels' neighbourhood's values. The Gaussian shape weights nearby

neighbours higher than more distant ones.

An example of this �lter applied can be seen in Figure (2.4.2), where

its impact on a noise free image, an image with Gaussian noise, and

an image with impulse noise can be seen. This technique works well

73



Chapter 2: Background and Theory

for Gaussian noise, but poorer for impulse noise. The key drawback of

Gaussian �ltering is its use of neighbourhood values, meaning that edges

in the image are not well preserved - blurring is seen even in noise free

images.

Figure 2.4.2: Di�erent types of simulated noisy/noise-free grids,
smoothed with a Gaussian �lter (� = 1:5)

2.4.1.2 Median Filtering

Another denoising technique considered, with better preservation of edges,

is median �ltering. Median �ltering is a non-linear spatial �ltering tech-

nique. It works by applying a kernel in steps across an image, the value

at the centre of the kernel is replaced by the median value of all pixels

within the kernel, Figure (2.4.3). This process is then repeated across the

full image. As the �lter uses a value from surrounding voxel values, it is

good at retaining edges - sharp contrast changes - within the image, and

does not cause any blurring, as seen in Figure (2.4.4). This technique

is particularly useful for impulse noise, where corrupt pixels are outliers

compared to surrounding pixels, while still performing well on Gaussian

noise.

2.4.2 Removal of Coherent Noise

In addition to incoherent noise sources, there can be coherent noise

sources which modify the signal in a systematic way. This noise can
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Figure 2.4.3: The application of a median �lter to a 3 � 3 array where
the centre pixel has a corrupt value. The value of the centre voxel in the
kernel is replaced by the median value of all the voxels in the kernel.

Figure 2.4.4: Di�erent types of simulated noisy/noise-free grids,
smoothed with a median �lter (kernel size = 3).

be a result of bulk motion, sequence parameter speci�c artefacts, such as

aliasing, and readout artefacts: with the necessary fast readout in MRF

imaging, the latter is a prominent noise source. The periodic nature of

this noise means it will not be removed through the use of the afore-

mentioned �ltering techniques: an example of simple sinusoidal noise

denoised with a median �lter can be seen to have little to no e�ect, Fig-

ure (2.4.5).

2.4.2.1 Independent Component Analysis

Independent Component Analysis (ICA) is a technique that allows for

the decomposition of a mixed signal into its independent components.

This solves a problem known as the Blind Source Separation problem

in which we have a linear mixture of source signals that are known to

be independent and we wish to determine the source signals given only
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Figure 2.4.5: Simulated examples of (a) a noise free grid, (b) the same
grid with sinusoidal noise, and (c) the sinusoidal noise denoised with a
median �lter. This shows how little an e�ect median �ltering has on
coherent noise.

the mixed signal. This technique can be used as a �ltering operation to

remove noise [149].

Comon �rst outlined a technique in which non-Gaussian signals can

be separated without an underlying model through the minimising of

mutual information between signals [57]. For simplicity the following

explanation will assume that the number of source signals and the number

of extracted signals are the same - this is not always the case. Given

data comprising of N components with a mixed signal, the signal can be

written as:

S = A � sN (2.4.2)

whereS is the observed signal,sN is a vector containing the independent

source signalss which vary over time, andA is a N-by-N mixing matrix.

Initially the data must be whitened: any existing correlation between the

data is removed. Decorrelation is performed using Principal Component

Analysis (PCA), a hierarchical coordinate system that represents the

statistical variation across high dimensional data [150], and then data is

re-scaled to have unit variance.

Experimentally we can determinesN by �nding the unmixing matrix,

W = A � 1, which minimises the mutual information between transformed
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components. W can be be determined by maximising non-Gaussianity

between components [151], [152], or minimising mutual information [153].

Non-gaussianity can be described through higher order statistics such

as kurtosis [154], or negentropy [155] :W can be found by maximising

kurtosis/negentropy. The maximisation of negentropy is most commonly

used - this technique forms part of an ICA technique entitled FastICA

[58] that is traditionally utilised.

(a) (b)

Figure 2.4.6: (a)The three ICA components from the simulated coherent
noise image. (b) The inverse ICA transformation of each component
show its contribution to the original image. Component 0 re
ects the
underlying grid structure, and components 1 and 2 the two perpendicular
components of the sinusoidal noise.

ICA can be implemented spatially or temporally - for ease of visu-

alisation it is performed spatially here. A visualisation of an example

three source problem can be seen Figure (2.4.5) where sinusoidal coher-

ent noise was added atop a grid structure. The underlying structure can

be generated through some multiplicative factor with a single signal -
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a step change indicating boundaries between each grid in the structure.

The superimposed noise can be decomposed into two components, the

x and y components of the sinusoidal noise. If we were to perform ICA

with N = 3 on this data we would receive back these three components,

Figure (2.4.6a). From visual analysis it is clear which of the components

correspond to the sinusoidal noise components. It is worth noting that

the sign of the components is not retained in ICA - that is that the signal

may be 
ipped [155].

Once noise components are identi�ed and are nulled, the inverse trans-

formation, W � 1, can be performed, and the noise free image can be re-

covered, Figure (2.4.7).

Figure 2.4.7: Simulated examples of (a) a grid with sinusoidal noise, (b)
the same grid after ICA denoising, and (c) the di�erence image (3�
scale).

This denoising technique is traditionally performed to remove coher-

ent noise associated with motion artefacts on temporal signal acquisi-

tions, such as blood pulsation and breathing motion in fMRI and ECG

[156], [157].
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2.5 Machine Learning Applications to MR

Fingerprinting

2.5.1 Motivation

Machine Learning (ML) is often employed to combat common pitfalls of

MR �ngerprinting. There are two key areas in which ML can be applied:

dictionary generation and pattern recognition. The underlying theory for

this section was sourced from the textbook `Deep Learning', Goodfellow

et al. [65].

Dictionary generation is a time consuming process that increases ex-

ponentially with an increase in the dimensionality of the problem. This

leads to a large computational load that is prohibitive to the creation

of high resolution dictionaries. Additionally, there are numerous system

imperfections that can increase the computational complexity when ac-

counted for, and bias quanti�cation when not accounted for [158]. When

optimising or modifying the sequence or acquisition parameters, a new

dictionary needs to be generated with every modi�cation. Application of

MRF with variable timings, such as cardiac MRF that compensates for

the cardiac cycle [124], require a new dictionary to be generated for each

scan.

Applications of ML for dictionary generation problems are tradition-

ally neural network based approaches, later explored in greater detail in

Section (2.5.2). These networks allow a relatively small number of simu-

lated signals to be used to map a non-linear function that approximates

Bloch equations, allowing for expeditious dictionary generation [159].

Generative adversarial networks (GANs) have also been applied to this
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problem. GANs train two competing networks: one `generative network'

creates a signal evolution that imitates experimental �ngerprints and a

second `discriminative' network attempts to classify whether that signal

is real or forged [160]. This has been used to generate dictionaries rapidly

[161].

The pattern recognition stage of MRF is another area that can bene-

�t from the inclusion of machine learning. The standard matching tech-

nique exhaustively compares each signal to every dictionary entry. Sug-

gested algorithms to improve this matching technique include Fast Group

Matching [162], and Fast Library for Approximate Nearest Neighbours

(FLANN) [51] which both structure the dictionary into a `tree-like' archi-

tecture in which only a small proportion of the dictionary is considered.

These techniques do however still require a full dictionary to be generated

prior to matching. Another technique, MRF-ZOOM [137], generates a

coarse dictionary that isolates an area of interest and then `zooms' in and

generates a dictionary as it goes. While this technique is computationally

easier it makes assumptions about the convexity of the matching, which

may not hold.

One area of particular interest is in the reduction of quantization er-

rors arising from matching to a dictionary. The parameters quanti�ed

by MRF, intrinsic or extrinsic to the subject, exist on a continuum. A

drawback of matching these parameters to a dictionary is that dictionar-

ies are inherently discrete. No matter the quality of the match there will

be a error in matching between the true value and the closest matched

dictionary entry - this is called a `discretization' error.

One way to reduce this error is to utilize a technique that no longer

relies on matching to a dictionary but instead represents the problem as
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a non-linear mapping from which the solution can be calculated: these

`dictionary-free' techniques input experimental magnitude data and out-

put parameter maps. [61], [163], [164] Convolutional neural networks, a

type of network feed-forward network where each neuron is performed

to convolution using a �lter where the �lter coe�cient learnt, are most

commonly used for this problem [60], [165]. A detailed outline of such

a technique will be given in Section (2.5.3.1), but �rst some background

on the underlying theory behind neural networks must be given.

2.5.2 Neural Network Architecture

Neural networks (NNs) aim to learn in a way that mimics the brain:

nodes (neurons) are connected by weighted edges (synapses), the com-

bination of which decides whether the next synapse will �re. NNs take

in a set of inputs, pass these through layers of transformations a�ecting

features represented by a series of weighted nodes and biases, and pro-

vide a set of outputs. When the network is initialised these weights are

initialised by some function, normally random in nature. The output of

this network will deviate from the ground truth by some error de�ned

by the loss function: the process of training minimises the loss function

through the intelligent adjusting of these parameters.

Parameters are adjusted through backpropagation - or backwards

propagation of errors - which computes the change in error with respect

to the adjustment of each weight: the gradients represent the slope of

the error function and tell the network which direction and magnitude

to adjust each weight,w, to reduce the error. Weights are then updated
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using the formula:

wnew = wold � � � gradient (2.5.1)

where � is the learning rate and is de�ned in more detail in Section

(2.5.4.4). Each pass of data through the next work is considered a single

iteration.

2.5.2.1 Convolutional Neural Networks

Convolutional neural networks (CNNs) are a specialised form of neural

network that works best on grid-like data: time series data, like a �n-

gerprint, can be thought of as a 1-D grid which is sampled at a set of

time intervals [65]. Convolutional neural networks are named as such as

they utilise a linear operation called `convolution'. Convolution applies

a linear transformation to the data through multiplication with a �lter,

or kernel. This �lter is smaller than the input data and is therefore mul-

tiplied repeatedly through the data to produce a feature vector, the 2D

version of which, called a feature map, is illustrated in Figure (2.5.1).

Application of the same �lter throughout the image allowed for a feature

to be pulled out regardless of its location. This is called translational

invariance and is useful for the detection of a features' presence in addi-

tion to its location [65]. This convolution can be repeated multiple times

using di�erent �lters in order to pull out di�erent features of interest.

Convolutional layers can also be stacked such that a second layer

�lters the feature maps of the layer before: this allows for the detection

of features that are combinations of features seen at lower levels. The

transformations performed by these �lters can be preset but are often

learned throughout training of the network.
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Figure 2.5.1:A simple outline of a single convolutional �lter being applied
in 2D. The input data set has a �lter of equal or lower dimension repeat-
edly applied, each application producing a pixel for the output array. This
resultant array is known as a feature map. In 1D this is referred to as a
feature vector.

2.5.2.2 Residual Blocks

Traditionally in a NN each layer within a block feeds into the next -

residual blocks are an exception. Residual blocks consist of a stack of

layers such that the output of a layer is added to a layer deeper within

the block. This is known as a skip-connection or shortcut and can be

visualised in Figure (2.5.3).

Increasing the number of layers and blocks generally will improve the

quality of the network by introducing more weightings to help extract

more complex functions. A networks ability to map more complex func-

tions is known as its `capacity'. If the capacity of the neural network is

too large for the problem, over�tting may occur [166]. A simple example
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of over�tting when applied to a linear equation can be seen in Figure

(2.5.2). A solution to the over�tting of data is to introduce these skip

connections: skip connections prevent degradation of the network by re-

taining context from the previous mapping. [167]

Figure 2.5.2: An example of a model �t with three functions. Data was
synthesised manually to mimic a noisy quadratic function. (left) A lin-
ear �t to this equation causes under�tting: the �t does not replicate the
curvature in the data. (centre) The quadratic �t generalises well to un-
mapped portions of the data suggesting its capacity is appropriate. (right)
A 9th order polynomial �t to this data causes over�tting: while this �t
perfectly maps to each training point, its behaviour between points does
not align with the underlying function meaning its generalisabilty is low.

Figure 2.5.3: A simpli�ed example of a residual block where the input to
each layer is added to it's output. Figure modi�ed from He et. al. [167].

2.5.2.3 Non-Local Blocks

Application of convolutional �lters are inherently local operations, draw-

ing features from each kernel sized area. However, there can also be
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image features that exist non-locally - these can be extracted through

the use of a non-local block.

Non-local layers take each pixel and compare its similarity to every

other pixel in the image - the feature map is a mean where each pixel is

weighted by its similarity to the target pixel [168]. This can be expressed

mathematically as:

y i =
1

C(x)
� 8j f (x i ; x j )g(x j ) (2.5.2)

where i is the index of the output position andj is the index of all

possible positions,x is the input signal andy is the output signal, all of

the same size. The functionf computes the correlation between the two

points, usually a Gaussian, representing the a�nity relationship between

the points. The parameters governing this Gaussian's shape are learned

through training. g(x j ) can take several forms, but simply it can be

chosen to be a linear weighted function,g(x j ) = W g(x j ) - the un�ltered

data with weights, W , to be learnt. Finally, this is normalised byC(x),

where:

C(x) = � 8j f (x i ; x j ) (2.5.3)

In the case of 1D data with a temporal dimension, as with MRF, this

non-local block allows for the detection of features that are temporally

distant.
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2.5.2.4 Softmax

Softmax layers produce an output equivalent to a categorical probability

distribution: they provide the probability that a class is true [166]. This is

done by scaling the output between 0 and 1 and normalising the outputs

so their sum is equal to one. This gives the bene�t of acting as an

activation function, switching output nodes on/o�. For an input vector

x with a weighting vector w, it can be expressed as:

P(y = j jx) =
exT wj

� K
k=1 exT wk

(2.5.4)

2.5.2.5 Pooling

Pooling is an operation which combines clusters of neuron outputs from

one layer into a single neuron in the following layer. This is often per-

formed using a max pooling operation, where the maximum value of each

cluster of neurons is assigned to the neuron.

The �nal layer in a NN is traditionally a full-connected convolutional

layer used for feature extraction. This method however is prone to over-

�tting. One remedy for this is a global average pooling layer. Global

average pooling can be used to be more robust to corrupt input data, by

taking the average value from each cluster of neurons [169].

2.5.3 Convolutional Neural Networks for MR Fin-

gerprinting Quanti�cation

This application of a CNN allows for parameter restoration without the

need for a dictionary, profoundly reducing computational load and cor-

recting the discrete nature of a dictionary based matching technique: this
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motivation is outlined with more clarity in Section (2.5.1).

2.5.3.1 Hybrid Deep Magnetic Resonance Fingerprinting

HYbrid Deep magnetic ResonAnce �ngerprinting or HYDRA is an algo-

rithm developed to quantify MRF maps forT1 and T2 [59]. The original

HYDRA algorithm contains two halves: signature restoration and pa-

rameter restoration. As the �rst half processes the raw data - a step that

is performed on the scanner throughout the course of this work - only

the second half of the algorithm will be discussed here.

HYDRA utilises a 1D non-local residual CNN architecture (Section

(2.5.2.1)), including shortcuts for residual learning (Section (2.5.2.2))

and nonlocal operations (Section (2.5.2.3)). It begins with two 1D con-

volutional layers, then four residual/nonlocal operation blocks, then a

global-average-pooling layer (Section (2.5.2.5) followed by a fully con-

nected layer. This algorithm is illustrated in Figure (2.5.4).

When initialising a model, it is vital that this initialisation does not

bias subsequent training. It is best to initialise the weights using a

stochastic measure so as not to impose bias on to the weights. Addi-

tionally, as we do not know the appropriate scale of each weight prior

to initialisation this must further be determined through trial and error.

For the variance between the weights to remain the same and in order

to keep the signal from exploding or vanishing, initial weights are drawn

from a distribution with a zero mean and a speci�c variance. In this in-

stance the weights were initialised from the He Normal distribution [170].

When minimising the gradient during optimisation, vanishing or ex-

ploding gradients can occur where there is some combinations of pa-

rameters that create improbable or impossible error: the algorithm fails
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Figure 2.5.4: Diagram of the network architecture used for HYDRA.
Simulated data is used as input training data. Along with a lookup table
of ground truth values, this data is used to train the 1D CNN to output
T1 and T2 quantitative maps. This �gure contains a partial replication of
a �gure by Song et al. [59].

when it encounters such gradients. In order to minimise the chance of

this occurring, a technique entitled `momentum' is applied. Much like

the classical understanding of the word, momentum introduces the idea

of the velocity of a gradient step in order to promote steps that are

concurrent with the existing trajectory of the gradient: the optimising

algorithm promotes and move in the same direction as previous moves.

The learning rate or gradient step size will be increased in the direction

that follows the momentum and reduced in other directions. Instead of

requiring multiple learning rates to be de�ned for the available directions

instead an adaptive momentum estimator is implemented. In this case

the momentum technique Adam or ADAptive Moment estimation [171]

was used. This combines the idea of momentum with a technique that

exponentially weighs the gradient accumulation, vital to stop gradient
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decay in non convex problems.

Every model requires a test for performance: a parameter that is

being minimised, known as the loss function. The root mean square

error (RMSE):

MSE =
1
n

nX

i =1

(x̂ i � x i )2 (2.5.5)

between the model output parameters, ^x, and their true value, x from

the lookup table.

Once trained the experimental data can be passed through the model

and an output of quantitative maps returned. This technique has the

bene�t of both reducing the storage required locally to perform the re-

construction of the quantitative maps by two orders of magnitude and

decreasing the matching time by a factor of 40 [41], [43], [59], [172]{[174].

With a fully sampled k-space, HYDRA provided an SNR boost of

� 0:4% for the T1 quantitative map, and 37:8% for the T2 map when

compared to the original MRF implementation [41], [59], seen in Figure

(2.5.5). This SNR boost increased to 129=214% and 306=141% forT1=T2

for a subsampling of k-space of 15 % and 70 % respectively.

One feature that makes HYDRA of interest amongst other DL ap-

proaches to dictionary-free MRF is that it is trained using data simulated

using Bloch equations and utilises magnitude signal data, making it ac-

cessible for this application and existing data.

2.5.4 Hyperparameter Optimisation

Once a suitable algorithm is developed it must be optimised for the pro-

posed problem. A key step towards this end is the optimisation of hy-

perparameters. Hyperparameters are the parameters that control the
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Figure 2.5.5: Visual results of testing on anatomical dataset with full
k-space sampling for comparing parameter restoration performance. Top
two rows correspond toT1 maps and residual errors while bottom two rows
correspond toT2 maps and residual errors. Proposed HYDRA results in
comparable performance forT1 mapping and yields much better perfor-
mance for T2 mapping, obtaining 10dB higher SNR gains than competing
dictionary matching-based methods [41], [43], [172]{[174]. HYDRA also
outperforms previous networks, such as convolutional neural network by
Hoppe et al. [60] and FNN by Cohen et al. [175]. Figure and caption
reprinted from Medical Physics, 46 (11), P. Song, Y. Eldar, G Mazor,
and M Rodrigues. HYDRA: Hybrid deep magnetic resonance �ngerprint-
ing, 2019, with permission from John Wiley and Sons [59].

learning progress and determine the maneuverability of a network. Hy-

perparameter optimisation is performed in a grid-like search. As the

dimensionality of the problem is signi�cant, exhaustive grid-like search-

ing would be coarse and may result in areas of high model accuracy being

missed. Instead, a random search of the grid is performed with areas of

low feasibly identi�ed, and less frequently sampled. These two search

processes can be visualised in 2D in Figure (2.5.6). The key hyperpa-

rameters considered during optimisation will be discussed in more detail.
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Figure 2.5.6: Exhaustive grid search versus a targeted grid search when
optimising in 2D. Area of high model accuracy can be seen in green.

2.5.4.1 Epochs

The number of epochs de�nes the number of times the entire training

data set is passed through the network. Multiple passes through the net-

work is required to allow for the adjusting weights to provide appropriate

accuracy in the output. If the number of epochs is too large, the time

for training becomes excessive with no additional bene�t to the model.

2.5.4.2 Batch Size

Batch size refers to the number of samples that are passed through the

network in a single pass. Passing the data through the network in batches

provides the network with a variable loss surface between batches, reduc-

ing the likelihood of the network converging to a local minimum. Large

batch sizes allow the network to train more quickly, but require more

memory, and reduce the ability of the model to generalise [176].
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2.5.4.3 Batch Normalisation

Batch normalisation manipulates the data rather than the algorithm.

Batch normalisation normalises the output of the previous layer by sub-

tracting by the mean and dividing by the standard deviation of the batch.

This increases the stability of the model and has a moderate regularisa-

tion e�ect, thereby reducing over�tting.

2.5.4.4 Learning Rate

The learning rate determines the step size of the gradient. An appropriate

learning rate is vital as too small a learning rate will result in the network

taking too long to converge, and too large a learning rate will prevent

the network from converging at all.

2.5.4.5 Kernel Regulariser

The kernel regulariser term introduces a penalty term to the to the kernel

(weights but not biases) throughout the network. For an L2 kernel nor-

malisation, as used in HYDRA [59], the kernel regulariser can be de�ned

as:

wnew = wold � � � (gradient � � � wold) (2.5.6)

Where� is a user de�ned regularisation term. This penalty term restricts

the size of the gradients to ensure that weights are not too large - large

weights can result in undue sensitivity to small changes in input, resulting

in over�tting.
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2.6 Statistical Analysis

Throughout this thesis a metric used to quantify the precision of each

technique is the ability to reliably di�erentiate between the white and

grey matter parameters or the improvement of quanti�cation between

two techniques. This quanti�cation is done using Student's t-test [177],

[178].

The Student t-test using two unpaired samples - most commonly in

this thesis, white and grey matter - tests the null hypothesis that these

samples have equal means. The t-statistic between two groupsx1 and x2

with n samples can be calculated as:

t =
x1 � x2r

� 2
�

1
n1

+ 1
n2

� (2.6.1)

where� 2 is the variance of the samples. The unpaired two sample t-test

assumes that these samples are independently sampled and the variance

is equal between the two. The variance can be de�ned as:

� 2 =

P n1
i =1 (x i � x1)2 +

P n2
j =1 (x j � x2)2

n1 + n2 � 2
(2.6.2)

From this t-statistic a p-value can be de�ned as the probability of

encountering a t-statistic as extreme as the one calculated under the null

hypothesis. This can be written as:

p = 2P(n1 + n2 = 2 > jtj) (2.6.3)

A low p-value is indicative of rejection of the null hypothesis, in-
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dicating that these means are statistically signi�cantly. The boundary

commonly used to de�ne statistical signi�cance is a probability of 5% or

a p-value of 0.05 [179].
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Chapter 3

Model Creation and

Optimisation

The application of MR �ngerprinting techniques is largely depen-

dent on an accurate dictionary of simulated signals with which to

compare experimental signals to. To this end, this chapter will be-

gin with the creation and validation of a simulation environment to

model the two-compartment exchange system, described in Section

(2.2.3), to allow for the robustness of water exchange measurements

to noise to be tested. The latter half of this chapter will utilise this

simulation environment to optimise the experimental acquisition

parameters for the measurement of blood parameters, namely in-

travascular volume,vb, and mean intravascular residence time,� b.

Throughout the duration of this chapter all experiments were sim-

ulation based: both dictionary and noisy `experimental' data were

generated in silico.

The simulation environment development, sequence optimisation

code and subsequent experiments were developed in full as part of

this work. Geo� Parker, Claudia Wheeler-Kingshott and Elizabeth
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Powell provided input to data interpretation.

3.1 Simulating Spin System

Simulated signals were generated using the Bloch equations as described

in Section (2.3.2.3). A single, spatially non-uniform, pixel was modelled

by a grid of isochromats in the x-y plane, visualised in Figure (3.1.1).

This replicates the model described in Figure (2.2.2). These isochromats

were split into two compartments: intravascular with aT1 = T1;b [ms] and

volumevb [%], and extravascular with aT1 = T1;t [ms] and volume (100�

vb) [%]. The isochromats within the intravascular compartment have a

residence time,� b = 1
exchange rate = 1

k in
, dictating their mean residence

time in the intravascular compartment prior to exchanging to the tissue.

Figure 3.1.1: Two compartment model consisting of an intravascular
compartment (red) and an extravascular compartment (grey) centred in x-
y plane. The intravascular, or blood, volume (vb) can be adjusted between
0 to 100% of the available isochromats. The size of each compartment is
de�ned by the number of isochromats within that array. Note: a reduced
number of isochromats are shown here for ease of comprehension.

Each isochromat was set to have an initial magnetization,� 0, of unity
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along the z-axis. For the duration of the simulation the changing magne-

tization components� x ; � y and � z were tracked for each isochromat. The

measured signal was proportional to the magnitude of the bulk transverse

magnetization, i.e. the resultant magnitude ofM x and M y.

Exchange was simulated by calculating the cumulative probability of

exchange for each isochromat within the vascular space at each simula-

tion time step (1 ms). A random 
oat between 0 and 1 was then allocated

to each isochromat: if this 
oat was smaller than the cumulative prob-

ability then exchange would occur. The cumulative probability for this

isochromat was then reset to zero. This can be understood more clearly

in the simpli�ed Python code in Listing (3.1).
1
2 for loop = 1: number of i terat ions
3
4 # Modify time array storing residence time for exchange

isochromat for the new loop
5 t imeArray = t imeArray + loopTime
6
7 # Generate random numbers - one for each isochromat that is

within the vasculature
8 rands = rand (0 ,1 , [( Nx*vb /100) ,Ny ,Nz ])
9

10 # Cumulat ive probabi l i ty of exchange is calculated for each
isochromat at the given time point

11 P = 1 - exp (- t imeArray / tb ) # tb = residence time
12
13 # exchange points when the cumulat ive probabi l i ty is greater

than the random number
14 exch = rands - P
15 exch = (exch < 0)
16
17 #Find the indices of exchanging blood isochromats
18 indBlood = where (exch == 1)
19
20 # Chose random tissue isochromat ( from magnet isat ion vector

array vecMTissue ) to exchange with
21 randsX = rand (0 , size ( vecMTissue , 0) , size ( indBlood ) ,0) ) )
22 randsY = rand (0 , size ( vecMTissue , 1) , size ( indBlood ) ,0) ) )
23 randsZ = rand (0 , size ( vecMTissue , 2) , size ( indBlood ) ,0) ) )
24
25 #Swap arrays and spin histor ies
26 for change in range (size ( indBlood )) :
27
28 hold = vecMBlood [ indBlood [change ,0] , indBlood [change ,1] ,

indBlood [change ,2] ,:]
29 vecMBlood [ indBlood [change ,0] , indBlood [change ,1] , indBlood [

change ,2]]= vecMTissue [ randsX [ change ] , randsY [ change ] ,
randsZ [ change ] ,:]

30 vecMTissue [ randsX [ change ] , randsY [ change ] , randsZ [ change
] ,:] = hold

31
32 # Reset time array for exchanged
33 reset = P - rands
34 reset = ( reset < 0)
35 t imeArray = timeArray * reset

Listing 3.1: Simpli�ed Python code for the simulation for exchanging

spins.

Di�usion is assumed to occur freely within each compartment so the
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exchanging isochromat from the intravascular compartment exchanged

with a random isochromat within the extravascular compartment.

Under these conditions it is possible to set up a pulse sequence in order

to generate a signal: for this simulation a spoiled gradient echo (SGPR)

sequence is used, as described in Sections (2.1.4.2) and (2.1.4.3). A short

TE SPGR sequence was chosen due to its sensitivity to underlyingT1

only, minimising T �
2 in
uence: MRF is limited in its e�ectiveness when

high numbers of parameters are quanti�ed simultaneously [180]. Spoiling

was simulated by implementing each RF pulse out of phase according to

the phase-cycling technique by Zur et al. (1991) [67], as described in

Section (2.1.4.3). This simulation included no readout block or phase

encoding: the peak magnitude of each echo provided the signal evolution

over time.
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3.2 Validating the Simulation

3.2.1 Signal Equilibrium Value

In order to test the validity of this simulation, we �rst considered the

spoiled steady-state equilibrium value. The simulation was tested to

verify that the simulated longitudinal steady-state signal matched the

theoretical signal, outlined in Equation (2.1.20). For this validation a

single compartment was assumed with tissue properties and system pa-

rameters,T1;t = T1;b = 1300 ms andT �
2 = 48 ms. TE was set to a short,

constant value of 2 ms andTR to 25 ms.

A simulation with number of isochromats,N iso= 4000 and number

of TR repetitions, NTR , = 2000 was performed. Figure (3.2.1) compares

the theoretical and experimental found equilibrium value at a range of


ip angles, 0 to 180� . Equilibrium is reached well beforeNTR = 2000

however as spoiling is imperfect small signal 
uctuations occur even at

equilibrium: the �nal 300 signal values were averaged to give the steady-

state value.

Figure 3.2.1: The theoretical signal and the simulated signal at the driven
equilibrium. Simulation parameters were:T1 = 1300ms; T �

2 = 48; NTR =
2000; TR = 25ms; TE = 2ms.
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The coe�cient of determination between the theoretical and simu-

lation results was found to beR2 > 0:9999, revealing a near perfect

correlation between the data: all deviations were less than 1% of the

signal. Subtle deviations can be seen more clearly when the di�erence

between the two value sets is viewed, as shown in Figure (3.2.2).

Figure 3.2.2: Di�erence between the theoretical and simulated model
against the 
ip angle.

A 
uctuation around the true value can be seen, which is exaggerated

at higher 
ip angles. This is likely due to imperfect spoiling being am-

pli�ed at higher 
ip angles. These results indicate that the simulation is

performing correctly.

3.2.2 Replication of Previous Study

To further validate the novel simulation environment, a replication of a

previous MRF experiment was performed. The method used by Ma et al.

[41] to create a dictionary which varied acrossT1 and T2 was replicated

in order to verify that the simulation was working as expected.

A one-compartment simulation environment of a balanced steady

state free procession sequence withNTR = 500, N iso = 200 was used

to simulate three signals: one representing fat, one white matter (WM),
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and one grey matter (GM). Information on the speci�cs used in the paper

is scarce: some simulation parameters had to be inferred. Assumptions

include the tissueT1 and T2, inversion time (T I ), gradient strength, and

the echo time used. However, since sequence and scanner information is

provided a reasonable e�ort can be made at replication:TE was set to 6

ms,T I to 0 ms,T1 to [260; 780; 920]ms, for fat, WM and GM respectively

[181], andT2 at [53; 96; 100]ms respectively [182], [183].

Two simulation experiments were performed in the study, with vary-

ing TR and 
ip angle.

The �rst method applied by Ma et al. utilised a Perlin noise varia-

tion of 
ip angle, Figure (3.2.3a), as described in Section (2.3.2.1). As

the precise variation was not provided, this was replicated using graph

conversion software [184]. This software maps pixel locations in an in-

put image to an array of data points. The sampling of this array was

chosen such that each point extracted by this software corresponded to a

TR repetition. Variations extracted using the graph conversion software

were manually corrected to amend erroneous results. The corresponding

TR varied with a uniform random variation with TRmin = 10:5ms and

TRmax = 14ms, Figure (3.2.4a).

Replications of the 
ip angle andTR variations can be seen in Figure

(3.2.3b) and Figure (3.2.4b) respectively. Figure (3.2.5) compares the

original generated signals and replicated signals.
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