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Abstract

In the burgeoning era of high precision cosmology, cosmologists are rapidly gaining
the high fidelity data they require to probe the cosmos, much like what The Large
Hadron Collider gave to particle physicists. However, unlike particle colliders where
thousands of independent collisions can be performed, there is only one universe to
observe, and thus only one statistically independent sample. Combined with the
problem that the Universe is so large that no single survey is currently capable of
observing the entire Universe in one go, the statistical inference task of cosmology
involves some unique and challenging problems.

In recent years, cosmic shear, or weak lensing has proven itself to be a good
tracer of the large-scale structure of the Universe. Cosmic shear is the effect of
gravity deflecting light by a small amount, causing the observed shapes of galaxies
to be weakly sheared. The correlations observed in the shapes of galaxies can then
be used to infer no only the amount of matter, but also the distribution of matter
in the large-scale structure of the Universe.

Furthermore, as cosmological surveys become increasingly complex, there is
a drive towards using better statistical inference techniques that are not limited
to Gaussian assumptions. This has given rise to the class of methods known as
simulation-based inference (SBI).

In Chapter 3, we present work that makes use of simplified simulations to test
the SBI methodology in the context of a real cosmic shear survey, the Kilo-Degree
Survey. Following the successful completion of the work presented in Chapter 3,
we then perform a full SBI analysis with a novel suite of forward simulations and
testing methodologies of the 4th public ESO KiDS-1000 data as shown in Chapter
4.
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Impact Statement

Chapter 5 then presents work that makes use of wavelet representations to ex-
tract information from the field in the form of data summaries. We develop a
methodology to extract the information related to higher order statistics and show
both its robustness and performance in comparison to competing methods.

Chapter 6 discusses the future of SBI alongside avenues for future work.
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Impact Statement

Impact Statement

The work presented in this thesis at its core explores a new paradigm for performing
statistical inference in the context of cosmology. The novel work presented centres
around two main themes. The first theme is that of investigating and performing
the process of robust statistical inference through the use of machine learning and
forward statistical simulations. The second theme revolves around investigations of
data summaries through the use of wavelet representations of flat fields.

Regarding the first theme of work, the SBI was applied in the context of the
ESO Kilo-Degree Survey. It presented novel methods to test the robustness of the
inference performed and also showed how SBI can become a core methodology to
be used in all future cosmological surveys.

There is similarly no reason why this method must be limited to within astro-
physics. The methods and ideas presented in this thesis can be adapted to be used
in any field that makes use of forward modelled stochastic processes resulting in
some data that is encapsulated by either a signal on a line, plane or sphere.

This ties in now with the second theme of of work presented, which is that of
using wavelet representations as a data summary. We have shown for the first time
that wavelet representations can be used directly in the context of SBI without the
need for further data compression. As such, this presents itself as a reliable and
cheap to compute method of extracting information from a field without the use of
machine learning in the image recognition or data compression step.

This work has led to two peer-reviewed publications.
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1. Introduction

Chapter 1

Introduction

In the burgeoning era of high precision cosmology, cosmologists are rapidly gaining
the high delity data they require to probe the cosmos, much like what The Large
Hadron Collider gave to particle physicists. However, unlike particle colliders where
thousands of independent collisions can be performed, there is only one universe to
observe, and thus only one statistically independent sample. Combined with the
problem that the Universe is so large that no single survey is currently capable of
observing the entire Universe in one go, the statistical inference task of cosmology
involves some unique and challenging problems.

Cosmologists typically nd a physical observable to measure, which is then com-
bined with theory to infer some quantity. One such observable is cosmic shear,
where the de ection of light due to gravity causes the observed shape of galaxies to
be weakly sheared. By looking at the correlation between the shearing of galaxies
both across the sky and in depth, it becomes possible to infer not only the amount
of matter, but also the large-scale structure of the Universe.

The traditional statistical approach has been to use theory to create a likeli-
hood model that can be evaluated, which then through the use of Bayes theorem,
can yield a posterior probability for the physical quantities of interest. However,
the complexity of such likelihood models often reach a point where they become
intractable to integrate over for inference as cosmologists try to model ever more
e ects, such as instrumental systematics. Hence the birth of simulation-based infer-

ence (SBI), where we make use of state of the art machine learning methods to learn
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a likelihood model from forward simulation evaluations. In this work, we explore the
application of SBI to the Kilo-Degree Survey and the use of wavelet representations

as a summary statistic in the context of SBI.

1.1 Cosmology

The eld of cosmology concerns itself with the study of the Universe at the largest
scales. Through its study, cosmologists hope to understand how the Universe evolved
to contain the structures that are observed today, and hopefully come to understand
what the ultimate fate of the Universe might be.

As such, one of the central forces that is of great concern to the eld is that
of gravity, as it is the interaction of the gravitational force and gravitational mass
that plays a pivotal role in understanding the formation of large-scale structures.
Furthermore, with the inference of the existence of dark matter as the only viable
mechanism by which to describe the rotation curves of galaxies (V. C. Rubin &
Ford Jr, 1970), we have come to learn that our Universe's matter is dominated by
this dark matter.

Dark matter is named as such due to its property of only coupling with the force
of gravity, and not the other three known fundamental forces, making it impossible
to observe with any probe besides gravity. However, our understanding of gravity
received a drastic update ever since the publication of Einstein's theory of general
relativity (Einstein, 1915), where gravity should not be thought of as only a force,

but as the resultant change on the structure of spacetime by any massive body.

1.1.1 General relativity

One of the guiding principles of general relativity is that massless objects follow null
geodesics, whilst massive particles instead follow timelike geodesics. As such, for a
massive particle, the metric de nes the notion of the line element that is traversed

as the particle travels through spacetime. It is given by,

ds?= g dx dx ; (1.1.1)
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whereds is the in nitesimal line element, g is the metric tensor, anddx are the
in nitesimal changes in the coordinates of the particle. There are many possible

metrics, such as the Minkowski metric for a locally at spacetime given by,

ds?= dt?+dx?+dy?+dz? (1.1.2)

where t denotes the time coordinate, whilstx, y, and z are the spatial coordi-
nates. We have also made use of the convention of setting= 1, which will kept
throughout this introduction. However, for the study of cosmology, where we ex-
ist within an isotropic and homogenous Universe as claimed by the cosmological
principle that has been observed to be expanding, the most tting metric is that of
the Friedmann-Lemaitre-Robertson-Walker (FLRW) solution, expressed with spa-
tial polar co-ordinates §; ; ) as,

2

#
ds? = dt? + a(t)? 1drkr2+ (2(d 2+sin? d 2) : (1.1.3)

wherea(t) is the scale factor, and is the curvature of the Universe. For a spatially

at universe, given by k = 1, when the scale factor is constant, the FLRW solution
reduces to the Minkowski metric. For a positively curved Universe, given by > 1,

the Universe is considered closed, whilst for a negatively curved Universe, given by
k < 1, the Universe is open.

The scale factor is of particular interest to us as it encodes either the expansion
or contraction of space itself. It is customary to de ne the present scale to be equal
to unity, i.e. a(ty) = 1. Furthermore, the scale factor relates any physical co-ordinate
Xphys: the co-ordinate we measure, to its comoving co-ordinate,,,, its co-ordinate

against the backdrop of an expanding or contracting universe through,

Xphys = @) com’ (1.1.4)

The relationship between the metric and the energy content of the Universe,
where we can consider matter as also a form of energy as given by Einstein is

encoded in Einstein's eld equations,
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G =8GT g : (1.1.5)

where G is the Einstein tensor, T is the energy-momentum tensorG is the
gravitational constant and c is the speed of light. is the cosmological constant,
originally added by Einstein as a term to counteract the e ects of gravity to achieve
a static universe without contraction or expansion. Today however, as the Universe
has been observed to be undergoing accelerated expansiorhas become strongly
associated with the notion of dark energy, which is attributed to driving the accel-
erated expansion of the Universe.

Due to the cosmological principle, we can model the contents of the Universe as

a perfect uid. This gives rise to a form of the energy-momentum tensor as given

by,

T =( +puu +pg ; (1.1.6)

where u is the four-velocity of the uid, is the energy density, andp is the
pressure. For a co-moving observer, i.e. the observer is not moving with respect

to the expansion of the Universe, the four-velocity is given by = (1;0;0;0).

This allows the energy-momentum tensor to become diagonal and written &s

diag( ;p;p;p).

1.1.2 The Friedmann equations

Substituting this form of the energy-momentum tensor into the Einstein eld equa-

tions, and making use of the FLRW metric, we can derive the Friedmann equations,

a? 8G k
= = — —: 1.1.7
a 3 a2’ ( )
a 4G
2T 3 ( +3p)+ 3 (1.1.8)

wherea and & are the rst and second derivatives ofa(t) with respect to time. To
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honour Edwin Hubble's discovery in 1929 of the expansion of the Universe, we de ne

the Hubble-Lemaitre parameter as,

H = = (1.1.9)

o o

Likewise, the Hubble-Lemaitre parameter at present time is called the Hubble-
Lemaitre constant, given byHq = H (to).

As the Universe we live in today is not homogeneous in its ingredient makeup,
with baryonic matter, dark matter, dark energy and radiation all as constituents,
we can split the energy density into its constituent parts. The relationship between
the energy density and the pressure it exerts is given by its corresponding equation
of state,w = B,

Invoking the conservation of energy-momentum locally,

r T =0; (1.1.10)
we can derive the continuity equation, where we make use of the diagonal form of
the energy-momentum tensor,

_+3H( +p =0: (1.1.11)

This equation has solutions of form,

= oa W, (1.1.12)

where we have de ned ( to be the energy density of the Universe today fov 6 1.

It is often helpful to express the energy density in terms of the critical density
of the Universe, i, which is the energy density required to make the Universe
spatially at. This is given by,

3H?2

ot = i(t) = aG (1.1.13)

where the sum is performed over all energy components of the Universe.
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1.1.3 Radiation

As already mentioned, one component of the energy makeup of the Universe is that
of radiation. All relativistic matter is considered to contribute towards the radiation
component, which in today's Universe constitutes mainly of photons and neutrinos.
As the equation of state of radiation givesv = 2, using Eq. (1.1.12), we can nd
that the energy density evolves as / a 4.

In today's universe, radiation makes up less than 1% of the total energy den-
sity, mostly being made up of background radiation from the cosmic microwave
background. In the early hot universe however, much more matter was relativistic

making radiation the dominant component of the energy density.

1.1.4 Baryonic Matter

Baryonic matter is the matter that we are most familiar with on a day to day
level, including protons, neutrons and electrons. In cosmology we consider all non-
relativistic matter that interacts with more than just gravity baryonic, meaning,
this is the form of matter that we can observe directly with our telescopes.

The equation of state for baryonic matter isv = 0, as it does not spontaneously
exert any outward pressue, and thus the energy density evolves ag a 3. In
today's Universe, baryonic matter makes up 5% of the total energy density, and is
19% of the total matter content of the Universe (Planck Collaboration et al., 2020).

Baryonic matter also plays a pivotal role in the formation of structure. On large
cosmological scales, it primarily acts under the force of gravitational attraction,
leading to the formation of galaxies and stars. Yet, on small scales, where the
strength of electromagnetic forces become relevant, the self-interaction of baryonic
matter can suppress the growth of structure when hot, yet also collapses under

gravity to form stars and planets when su ciently cool.

1.1.5 Dark Matter

Today it has been observed that dark matter is the dominant form of matter, with

the most successful model of the Universe, theCDM model (Blumenthal et al.,
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1984; Peebles, 1982), predicting that dark matter makes up 26% of the total energy
density of the Universe (Planck Collaboration et al., 2020). In this model, dark
matter is modelled to only interact through gravity and is also considered to be

cold, meaning it is non relativistic.

Whilst the fundamental nature of dark matter is still unknown, it was rst
postulated to exist by Fritz Zwicky in 1933 (Zwicky, 1933) to explain the discrepancy
between the observed and predicted velocities of galaxies in the Coma cluster. It was
subsequently con rmed by Vera Rubin in 1970 (V. C. Rubin & Ford Jr, 1970) where
only with the introduction of dark matter could the rotation curves of galaxy's be

su ciently explained.

There are currently many candidates for what the dark matter particle might
be. One such candidate are weakly interacting massive particles (WIMPS). WIMPS
interact not only with gravity but also through the weak force, giving rise to direct

detection experiments. See Gelmini (2017) for a review.

Another such candidate are massive compact halo objects (MACHOS). MA-
CHOS are bodies of matter that emit little to no radiation, making them hard to
detect through observation. Their presence however could be detected through the
micro-lensing and distortion of luminous objects that are behind them. Despite be-
ing one of the rst dark matter candidates, baryonic MACHOS were excluded as a
viable candidate due to cosmic microwave background measurements where lumi-
nous baryonic matter was consistent with measured baryonic abundance. However,
in recent years, they have come back as a viable candidate (see Bai et al., 2020 for

a recent overview).

There are also cosmological models that consider alternative forms for dark mat-
ter, such as warm dark matter. In this paradigm, dark matter behaves relativistically
at small scales and non-relativistically at large scales. Other possible forms of dark
matter include fuzzy dark matter, where the dark matter is made up of light bosonic

particles that is able to Compton scatter at small scales.

In the CDM model, similar to baryonic matter, the equation of state for dark

matter is w = 0, and the energy density evolves as/ a 3. As the dominant form

35 of 200



1.1. Cosmology 1. Introduction

of matter, dark matter plays a pivotal role in the formation of structure.

1.1.6 Dark Energy

The nal component of the energy density of the Universe is that of dark energy,
which is the dominant component of the Universe, making up 69% of the total
energy density (Planck Collaboration et al., 2020). Initially postulated by Einstein
as the cosmological constant, it has since taken on the role of being the main driver

of the accelerated expansion of the Universe.

Like dark matter, the exact nature of dark energy is currently unknown and is an
active area of research. The most straightforward dark energy candidate is Einstein's
cosmological constant, which would represent an energy density that does not scale,
but would need to be remarkably ne tuned to produce today's universe (Quartin
et al., 2008). Other candidate theories include quintessence, the rst example of
which was introduced in Ratra and Peebles (1988). In this paradigm, dark energy
exists as a scalar eld, driving the accelerated rate of expansion of the universe.

Regardless of its exact form, its equation of state needs to be negative, to allow
it to ful | this role. In the  CDM model, it has equation of statew = 1, giving
it a constant energy density, = . This diers greatly to the other main energy
components of the Universe as it does not dilute in density as the Universe expands.
Naturally, this also implies that dark energy will eventually become the dominant

energy component in the Universe.

1.1.7 Energy Density

If we subsequently de ne an energy density parameter

= (1.1.14)

crit

the Hubble-Lemaitre parameter can be rewritten in terms of the critical energy

density today as,
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H2= H2 ¢ + : (1.1.15)

where R is the radiation density, y the matter density, ¢ the curvature and

corresponds to dark energy or the cosmological constant.

1.1.8 The seeds of structure formation

The cosmic microwave background, the relic of radiation from the start of the Uni-
verse, frozen in time at the epoch of recombination has been measured to high
precision with only very minor uctuations of under 0.1% from the current-day
mean temperature ofT  2:725K (Planck Collaboration et al., 2020).

To elaborate on the epoch of recombination, as the early Universe is predicted
to have been very hot, initially, electrons and protons were not bound. This meant
that to photons, the Universe was opaque, scattering o of the soup of ionised
particles. After the epoch of recombination however, the Universe cooled enough
for the protons and electrons to become electrostatically bound, becoming neutral
particles. This subsequently led to the rst free streaming of photons through the
Universe.

However, considering the age of the Universe, there would not have been enough
time for the Universe to become so perfectly in equilibrium in the early matter
dominated era of the Universe. This is known as the horizon problem. As such, to
solve the horizon problem, a theory of in ation was proposed (Guth, 1981; Linde,
1982), which was an immediate success as it not only solved the horizon problem,
but also the atness problem and the monopole problem. The theory of in ation
was actually initially proposed to solve the monopole problem, which relates to the
apparent lack of magnetic monopoles as predicted by Grand Uni ed Theories if the
early Universe was very hot.

The atness problem relates to the observed atness of the Universe. As the
curvature energy component of the Universe decays slower with the expansion of
the Universe than either the radiation or matter components, a ne-tuning problem

presents itself to explain why the Universe is observed to be spatially at to within
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a few percent as observed by Planck Collaboration et al. (2020). For a review and

detailed description of how in ation solves these problems, see Baumann (2009).

The initial seeds for structure formation are also thought to have been sowed
from the period of in ation, with the initial quantum uctuations frozen at the
epoch of recombination growing into the galaxies, clusters and lament like web of

the large-scale structure that we observe today.

A mathematical description of the growth of structure can be built up through
perturbation theory culminating in the matter power spectrum. In perturbation
theory, we consider uctuations to be density contrasts against the backdrop of a

homogeneous and isotropic background, expressed as,

(x;t) = M; (1.1.16)

Q)

where (t) is the mean density of the Universe at timé and (x;t) is the density
at co-ordinatesx andt. These density contrasts from the homogeneous background
can be characterised as a function of cosmological scale, meaning, it is useful to

de ne the correlation function of the density contrast as,

(x;x%t) = h(x;t) (x%t)i: (1.1.17)

Using the notion that the correlation function is shift invariant with respect to
co-ordinate x, we can de ne the power spectrum as the Fourier transform of the

correlation function,

Z
P(k;t)= h(x:t) (x®t)idk*dx; (1.1.18)

wherek is the spatial wavevector, andk = jkj the wavenumber.

Starting with the imprint of structure after in ation, we can consider the present
day matter power spectrum as the evolution of the power spectrum from some pri-
mordial power spectrum taken right after in ation. This primordial power spectrum

predicted by in ation assuming Gaussian random eld perturbations has the form,

38 of 200



1.1. Cosmology 1. Introduction

Po(k) = As (1.1.19)

ke ;
where A denotes the scalar primordial uctuation amplitude, ns is the spectral
index, andk, the pivot scale which corresponds to the scale at whidky is measured.
Often this scale is chosen to bk, = 0:05Mpc *, such as in the analysis of the cosmic
microwave background by the Planck Collaboration et al. (2020).

In the long wavelength regime, and to linear order, it is helpful to separate the
evolution of the power spectrum into temporal and spatial factors. We can do this
due to the large scale homogeneity of the Universe and the assumption that growth
of structure on large scales to linear order do not mix. First we have the growth
factor, D (t), which describes the growth of the power spectrum as a function of time.
The second factor is the transfer functionT (k), which describes the evolution of
the power spectrum as a function of scale. As such, we have the linear matter power

spectrum for the present day, given by,

!nsl

P(k;t) = As : D (t)2T (k)?: (1.1.20)
0

1.1.9 The growth of structure

We can make use of relativistic perturbation theory to determine the growth of
uctuations over time when considering small local perturbations. However, for the
analysis of large-scale structure, Newtonian perturbation theory is a good enough
approximation to describe the growth of structure where we largely consider scales
that are much smaller than the Hubble radius, and are known as sub-horizon scales.
This form of perturbation theory is often called linear perturbation theory, as it
only considers the growth of structure to rst order. Non linear structure growth is
much more complex, and leads to the mixing of modes on small scales. It is however
thanks to this non linear structure growth that our Universe is lled with stars,
galaxies and clusters.

The linear evolution of density perturbations as given in Dodelson and Schmidt

(2020) can be modelled by,
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2
i S 4c =0 (1.1.21)

where is the density contrast as a function ok andt. ¢ is the speed of sound, i.e.
the speed at which perturbations propagate in the Universe modelled as a perfect
uid. Once again separating the spatial and temporal components, as with the power
spectrum, we yield a di erential equation that governs the growth of structure as a

function of time. This is given by,

Dt)+2H (1)D{) 4G (1)D(t)=0; (1.1.22)

where we have now explicitly written in the time dependence of the components,
and made use of the simpli cation that at large scales4 G (t) o Ci—';z D(t) is
de ned as the linear growth factor. The scale at which
The small scale at which this simpli cation breaks down is known as the Jeans
scale (Jeans, 1902), and is given by,
\lﬁ N
_ P 4G (Ha(t)?,

k=== (1.1.23)

S

l.e. at the moment of equality between the gravitational force and the pressure force.
If we now only consider cold dark matter, as it is the predominant form of

matter, and look at the growth of cold dark matter structures against a backdrop

of radiation, Eq. (1.1.22) becomes,

Dm(t) _
=

Dm(t) + 0; (1.1.24)

where we have made use of the fact that/ a # for radiation, and soa/ tz. This
di erential equation has two solutions, D (t) = constant and D, (t) / In(t). This
shows us that during the radiation era, matter perturbations either do not grow or
grow slowly.

During the matter dominated era, we have that / a 3, which givesa / t5.
Similarly, in this era, baryonic matter and radiation have long since de-coupled,

setting ¢s = 0. Whilst considering all matter, Eq. (1.1.22) subsequently becomes,
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2D (1)
=0: 1.1.2
32 0 ( 5)

4
Dn(8) + 5Dn(®)

We can see from this equation that there are once again two solutior,, (t) / %
and D (t) / tz. As the initial perturbations appear early in the history of the
Universe, the D, (t) / % solution is suppressed in comparison to th®.(t) /
t> solution for the majority of cosmic time. This tells us that during the matter
dominated era, matter perturbations should grow as a power law.

Finally, during the dark energy; or cosmological constant; dominated era of the
Universe, we have that / const which givesa/ €. Subsequently, Eq. (1.1.22)

becomes,

Dm(t) + 2HDm(t) = 0 (1.1.26)

This di erential equation also has two solutions,D,(t) = const and D, (t) /
e 21t, Like with the radiation era of the Universe, the growth of matter perturba-
tions is also suppressed during the dark energy era.

The above analysis of the growth of structure however only considers matter that
is within causal contact once again after the rapid acceleration during in ation, i.e.

growth within the horizon, or Hubble radius, de ned as,

c

Ry = —;
H HO

(1.1.27)

where Hy is the Hubble constant. To understand structure growth outside of the
horizon then, we can consider two patches of the Universe that are causally discon-
nected and thus evolve independently. For patch one, let us set the geometry to be
at, with density ; and scale factora;(t). For patch two, let us set the geometry to
have curvatureK , with density ,. For their respective Friedmann equations (Eq.

(1.1.2)), if we equate their Hubble parameter, we get,

_ 3Kce2 1.

= —— 1.1.28
2 1 8G a21 ( )

where we can recognise that>—* is the de nition of the density contrast. This
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gives us that super-horizon, / a% Once again applying the scaling that during

matter domination, / a 3, and that during radiation domination, / a 4, we

gain expressions for the growth of structure outside of the horizon. These are,

Dm(t)/ @ for radiation domination, (1.1.29)

Dn(t)/ a for matter domination. (1.1.30)

Crucially, this tells us that during matter domination, structures grow on all

scales, whilst during radiation domination, only super-horizon scales grow.

This change in behaviour motivates our ability to search for the scale at which
the Universe transitioned from radiation domination to matter domination, known
as the matter-radiation equality scalekeq. This scale can be seen distinctly from

the turnover point of the linear matter power spectrum depicted in Fig. 1.1.

Furthermore, we understand that at small scales, the linear power spectrum is
no longer a good approximation, and as such there comes a need to make use of a
non-linear power spectrum. In general, this is much more di cult to compute, with
many modern-day methods making use of either extensions to perturbation theory
such as in Carrasco et al. (2012); N-body simulations of cold dark matter such as
in the Quijote simulations (Villaescusa-Navarro et al., 2020); or hydrodynamical

simulations (Nelson et al., 2019).

Yet, for the purposes of weak lensing, which we will discuss in the following
section, a semi-analytical prescription is instead typically used, tted to numerical
simulations. For example, the work in this thesis makes use BiIMCodéA. Mead et
al., 2021; A. J. Mead et al., 2015)HMCodaugments a halo model that assumes all
dark matter is distributed within some dark matter halo with several free parameters

to t.
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1.2. Weak lensing 1. Introduction

Figure 1.1: The linear matter power spectrum taken from Planck Collaboration et
al. (2018). The turnover point atkeq is clearly visible with the CDM prediction in
black. Beyond the Planck data, the plot features measurements from BOSS analysis
of the Lyman- forest (Palanque-Delabrouille et al., 2013), the SDSS analysis of
luminous red galaxies (Reid et al., 2010) and the DES analysis of cosmis chear
(Troxel et al., 2018).

1.2 Weak lensing

To understand the evolution of the Universe, and to understand which model de-
scribes the Universe best, we need a method of relating what we can observe with
what we can model. For example, in the previous section, we saw how measurements
of the power spectrum could help us constrain the value &, But even so, the
power spectrum is never directly observed, instead, we might infer it from things
like the clustering of galaxies, where we posit that galaxies are going to be more

preferentially found where there are over-densities in matter.

Another such tracer then is cosmic shear. Suppose we hypothesise that there is
no intrinsic reason why the shapes of galaxies should be preferentially aligned in any
particular direction, with no reason for galaxy shapes to be correlated in any way.

This tells us that if we observe any correlation in their shapes, then this becomes
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some piece of physics that we can model and use to probe the Universe.

This gives rise to the theory of weak lensing, where we make use of the fact
that light travels along null geodesics, meaning, that the path of light is bent by the
presence of mass. The overarching e ect is that as light travels through the Universe,
it is de ected by the matter distribution situated between us, the observer and the
source. For strong gravitational potentials, such as with black holes, this can lead
to strong lensing, where the individual shapes of galaxies can be distorted into arcs
and rings. Yet, for the majority of the gravitational lenses in the Universe, the e ect
is much weaker.

We follow now the formalism as set out in the review articles of Kilbinger (2015)
and Bartelmann and Maturi (2016) to present the lensing equation, and arrive at
the shear power spectrum. Discussion of the summary statistics that relate to the
shear power spectrum which can be computed from the observed shapes of galaxies
is saved for later in Sec. 2.2.1.

As mentioned earlier, photons follow null geodesics. Suppose their path is per-
turbed by the presence of some gravitational potential, , resulting in small de ec-
tions, we can write the new perturbed line element as,

! !
ds?= & 1+ 2 dt?+ 1 2 dr?; (1.2.1)
c? c?
where we have made use of the fact that the lens will only radially de ect the photon
and so only consider the radial spatial co-ordinate. Applying Fermat's principle

that light will take the path of least time, we can nd the linearised de ection angle,

N
l

z

2
A = o rodr, (1.2.2)

where the integral is performed along the path of the photorr,, and r , refers to
the gradient taken perpendicular to the propagating light ray.

This integral is non-trivial to compute, but if the de ections are small enough,
as is typically the case for the light that reaches Earth having originated from

galaxies at high redshift, we make use of the Born approximation. This allows us to
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Figure 1.2: The thin lens approximation setup taken from Bartelmann and Maturi
(2016). The observer is situated at O, whilst the source is at S. The orange ellipse
depicts the lens, with the solid orange line being the path of the photon. The dashed
orange line is the apparent path of the photon. The angular diameter distances
between the observer and lens B, between the lens and source iB.s, and
observer to source i®s.

approximate the integration path as a straight line. If we also subsequently make
the assumption that the lens is thin in comparison to the total distance between
observer and source, we can make use of the thin-lens approximation as depicted in
Fig. 1.2.

In Fig. 1.2, for an observer situated at O, whilst the source is at S, the apparent
position of the galaxy is instead at |. Looking at the diagram, and completing the

vector paths from source to observer, we have,

Ds = Dg DLSA; (123)

which allows us to de ne a reduced de ection angle, , related to the true de ection

angle as,
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Dis ,
= 1.2.4
SRk (L2.4)

which in turn leads to the lens equation,

- : (1.2.5)

Armed with Eq. (1.2.2), and Eq. (1.2.4), the reduced de ection angle can be
expressed in terms of the gravitational potential, , as,
Z
2D.s
N=r, —— dz; 1.2.6
? C2 DS Z ( )
where the integral is now taken from observer to source instead of from source to
observer as in equation Eq. (1.2.2), dropping a minus sign from the integral. Relating
this to observables on the sky, it is useful to turn the perpendicular gradient to be
in terms of  projected onto the night sky withr , = D_'r , we yield,
2 Dis

= — dz: 1.2.7
' c? D/, Dg z ( )

As such, it is useful to de ne the term in square brackets on the right hand side

as the lensing potential, , such that,

=r (1.2.8)

The lensing potential presented here is only applicable for thin lenses, but it can
be extended to the case of a thick lens as would be more appropriate for large-scale
structure. Following Bartelmann and Maturi (2016), we now express the lensing
potential, , in terms of co-moving co-ordinates making use of the at-sky approx-

imation with

()= —=—( ;)d; (1.2.9)

with  being the co-ordinate perpendicular to the line of sight and parallel to the

line of sight. Making use of the Born approximation, where the de ection is small,
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allowing us to integrate along the line of sight, combined with a linearised lens
equation, we can de ne a Jacobian matrixA = % which describes the distortion

in the image of the source galaxy. This Jacobi matrix has components,

@

Ai = @i@j;

(1.2.10)

which shows us that without the presence of a lens potential, the image of the source
galaxy would be undistorted. It is common to decompose the components of the

Jacobi matrix as follows,

0 1
1 1 2

A = % %; (1.2.11)

2 1 o

where the convergence is given by,
1 2

=-r°; 1.2.12
2r 1 ( )

and the shear ,

0 1 o0 1
1 @ @
-H =R ot of . (1.2.13)
2 @@:5@2

It should be noted that in the weak lensing regime, both the convergence and
shear are small, with only unique mappings between source and imaged galaxies.

This tells us that A is always invertible.

If the shear and convergence is only caused by weak gravitational lensing, charac-
terised by a scalar eld, then we expect the shear eld to contain no curl components
and should consist only of gradient components to rst order. As such, similar to
prescriptions in electromagnetism, we can split the shear eld into a curl-free E-
mode, and a divergence-free B-mode. In reality the signal that we measure is not
free from contaminants, and so the curl of the shear is non-zero. The B-mode thus
typically contains the e ects of systematics such as badly characterised point spread

functions or is due to the e ects of higher order e ects (Krause & Hirata, 2010).
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Another source of the B-mode signal comes from the e ects of tidal forces causing
the intrinsic shapes of galaxies to not be perfectly de-correlated. We call this e ect
intrinsic alignment, and it is a major source of systematic error in weak lensing
measurements. See Hirata and Seljak (2004) and Krause et al. (2016) for its impacts
on cosmic shear measurements.

By inspection of Eq. (1.2.11), we might notice that the terms ot only exist
on the diagonal, and thus are only related to the magni cation of a source image,
and so we can factorise it out. As the tracer of cosmic shear is only interested in

the shear of galaxies, the physical observable is thus the reduced shegagiven by,

9= (1.2.14)

Yet, this reduced shear also cannot be observed directly, for the simple fact that
the original shape of the galaxy is unknown. Instead, cosmic shear makes use of the
fact that source galaxies that have had their images distorted by the same lensing
potential will see a correlation in their measured shapes. As such, we once again
enter the realm of correlation functions and power spectra.

Like we did earlier with the matter power spectrum, if we de ne a correlator of
the reduced shearhg( )g( 9i, for two points on the sky and ° we can Fourier
transform this to nd the shear power spectrum,C (°), equivalent in form to the
convergence power spectrum in the at sky limit (Bartelmann & Maturi, 2016;

Kilbinger, 2015). The " here denotes the Fourier mode, and the transform satis es,

=)~ =2 )? 2C + *)C (); (1.2.15)

where ~(") is the complex Fourier transform of the reduced shear.

The shear power spectrum can be related to the matter power spectruf,(’),
through a few approximations, such as the Limber projection (A. Heavens, 2003;
Kaiser, 1992; Limber, 1953) and the at-sky approximation (Kaiser, 1992).

The Limber approximation replaces the di cult to compute accurately spherical
Bessel functions required to calculate the shear power spectrum by delta-functions.

Such an approximation is accurate at large. The at-sky approximation then takes
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the expansion in spherical harmonics and replaces it with an expansion of Fourier
modes, meaning we treat the projection of the curved sky as being approximately

at.

The shear power spectrum can thus be expressed in terms of the matter power

spectrum,P as,

z , -
9 apam g o)y (1.2.16)

C()=7 aHs d zP —

with g( )= s and ¢ being the comoving co-ordinate of the source galaxy.

Real surveys however are never capable of directly the whole sky, meaning, any
shear power spectrum measured from real data will causenodes to mix. We call
this mixed cut-sky shear power spectrum the observed pseudd-Cpower spectrum,
rst introduced in Peebles (1973). From a measured pseudotQ, the full sky shear
power spectrumC (°) can be obtained through the application of a mixing matrix

(Alonso et al., 2019; Asgari et al., 2018).

Within weak lensing, it is similarly common to parameterise the matter power
spectrum as a slowly evolving shape function multiplied by an amplitude. This
shape function is often taken to be the linear matter power spectrunR'™. We
typically take the amplitude to be g, the root mean square of the matter density
uctuations in spheres of radius8 Mpch ! with scale factora = 1. This choice
was taken such that the amplitude at present day is roughly equality (Amendola &
Tsujikawa, 2010).

A major contaminant in the measurement of weak lensing however are intrinsic
alignments, A5 . If the intrinsic ellipticities and shapes of galaxies were truly ran-
dom, then all measured correlation would be due to weak gravitational lensing. This
is however not the case, as the interaction between galaxies and the underlying dark
matter distribution can cause them to become preferentially aligned. As such, the
e ect of intrinsic alignments must be modelled and considered in any realistic weak
lensing analysis, see Lamman et al. (2023) for a primer and Hirata and Seljak (2004)
and Krause et al. (2016) for more detailed discussion surrounding their e ects on

weak lensing.
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1.2.1 Photometric redshift

Within cosmology, whilst angular separations of celestial objects can be measured
directly from images of the night sky, distances to objects are commonly measured
through redshift. For weak lensing, this distance is crucial to be able to accurately
calculate how far a light ray has propagated through our Universe.

A photon with source wavelength, s, will lose energy as it travels due to the
expansion in the Universe. This results in an elongated detection wavelength,.

The redshift, z, is thus de ned as

z 2= (1.2.17)

S

As photons travel along null geodesics, from Eq. (1.1.3), we have,

0= % (1.2.18)

whereag denotes the scale factor at the moment of photon emission. As the photon

is observed at present day, we can saf = 1, giving

1

: 1.2.19
1+72z ( )

a(z) =

This subsequently allows us to express the Hubble-Lemaitre parameter expressed
in Eq. (1.1.15) in terms of redshift. The comoving distance to the photon source is

subsequently

A

RC

dz® (1.2.20)

The best measurements of redshift come from spectroscopic observations. The
spectral energy distribution (SED) of a measured celestial object is compared to the
continuum features alongside the emission and absorption spectral lines of known
atoms and molecules. The shifts in wavelength of identi ed spectral features are

then used to infer the redshift of the source celestial object.

Many modern surveys however do not make use of spectroscopy due to limitations
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in depth and time for this measurement process as only objects with a high enough
signal-to-noise can have their SED measured. Instead, photometry is used to infer
the redshifts of objects.

In photometry, the source object is observed through a set of lters typically
spanning 100-200nm in wavelength. For the Kilo-Degree Survey, data from a total
of 9 lters was available, resulting in a low resolution measurement of the spectrum.
Subsequently, template tting methods (Benitez, 2000) are used to assign redshift
estimates to observed galaxies and to place them into tomographic bins. Calibration
is then performed with a galaxy sample where both spectroscopic and photometric
measurements are available (Wright et al., 2019; 2020), with this process often
performed with a self organising map (Kohonen, 1982).

This also indicates that instead of a continuum of redshifts associated with each
source galaxy, galaxy redshifts are only accurate to the tomographic bin level with
inherent redshift uncertainty. With the KiDS-1000 survey, the mean redshift of each
of the ve tomographic bins is allowed to vary to account for the uncertainties in

assigned redshift.

1.2.2 Tensions

Sg is a derived parameter that weak lensing is most sensitive to. It is de ned as,

"os
Sg= Oim : (1.2.21)

w

typically considered the parameter that parameterises the growth of structure.
Weak lensing in recent years has proven to be an excellent probe of the large-
scale structure at late times, with Stage-III surveys such as the Dark Energy Survey
(Abbott et al., 2022; Jerey et al., 2024), the Kilo-Degree Survey (Asgari et al.,
2021), and the Hyper Suprime-Cam Survey (Miyatake et al., 2023; Sugiyama et al.,
2023) all making predictions ofSg that are in excellent agreement with each other.
This agreement has remained true even after multiple re-analyses of the data,
including some cross survey collaborations such as in Dark Energy Survey and Kilo-

Degree Survey Collaboration et al. (2023). Yet, the measurements &f from weak
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lensing di er by some margin from those of the cosmic microwave background, which
have been measured by the Planck collaboration to g = 0:832 0:013 (Planck
Collaboration et al., 2020). This discrepancy has been called tl8g tension, with
much discussion in the literature as to its origin.

Fig. 1.3 depicts the marginalisedSg constraints from a variety of surveys. The
main Planck constraints are depicted by the light purple bar stretching down the
plot. The di erence between the late time Universe probes versus Planck, ACT and
WMAP is visually striking.

It is still widely debated what exactly is the source of theSg tension. Perhaps it
comes from the treatment of the non-linear power spectrum as suggested in Amon
and Efstathiou (2022), or it could be due to a whole myriad of systematic e ects
that are not yet fully understood in all surveys (Abdalla et al., 2022). If there is
no systematic e ect that can relieve the discrepancy ifsg measurements, then this
strongly motivates the search for new physics.

Either way, it is de nite that this tension will only be resolved after a concerted
e ort of both development in physical theory and survey analysis, as suggested in
Anchordoqui et al. (2021). This tension similarly motivates the use of new statistical
analysis techniques to perform parameter inference, and is part of the motivation for
the work presented in this thesis, especially as traditional statistical techniques are
likely to be insu cient for the upcoming Stage-IV surveys such a€uclid (Laureijs
et al.,, 2011), Rubin (LSST Science Collaboration et al., 2009) &toman (Spergel
et al., 2015).
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Figure 1.3: A visual depiction of theSg tension as taken from Abdalla et al. (2022).
The plot shows a multitude of surveys. Almost all late time Universe measurements
are in agreement, yet in disagreement with the Planck, ACT and WMAP measure-
ments of Sg.
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Chapter 2

Parameter Inference

2.1 Bayesian Statistical Inference

Within the era of precision cosmology, the task of parameter inference has become
central. However, unlike in many other elds such as in the life sciences, there is
only ever one truly independent realisation of the data due to there being only one
Universe to observe. Furthermore, whilst the Universe is large, and one might at
rst glance expect distant locations to have little causal contact with each other,
our current model of the evolution of the Universe suggests that all parts of the
Universe were once in causal contact.

Furthermore, for the statistical task of parameter inference, it is also impossible
to perform a direct measurement of say ,,. Instead, the matter density must be
inferred from the tting of a given cosmological model to the observed data gained
from any given cosmological probe, such as weak lensing.

In general, this is a task well suited to Bayesian statistical inference. Bayes

theorem is succinctly expressed as,

P(dj ;M)P( jM) .
P(djM) ’

P( jd:M)= (2.1.1)

whereP(dj ;M) is the likelihood of the data,d, given the parameters, , of interest.
P( jM) is the prior distribution of the parameters, andP(djM) is the evidence.

P( jd;M) is the posterior distribution of the parameters given the observed data.
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All probabilities are conditioned on the modelM.

For the task of parameter inference however, the evidence is often not of great
interest. This is as the evidence represents the probability of data given the model
being used. Yet, as the evidence is not parameter dependent, it is treated simply as a
normalisation constant that can be disregarded when reporting parameter posterior
constraints. It is however useful for the task of model comparison as it is the
probability of obtaining the data given the model, which through Bayes theorem is

proportional to the probability of model given data, i.e.P(djM) / P(Mjd).

In the Bayesian setting, the prior represents the already given knowledge of
a certain parameter. For example, by construction the fraction of energy that is
matter in our Universe must be within the range of 0 and 1. Such physics-informed
priors then become a powerful tool as it means that as our physics progresses, we
can impose ever tighter priors resulting in more precise parameter constraints. The
downsides however would come from when there are major gaps or changes to our
understanding of physics. In such cases then it might be possible that a bad choice
of prior leads to bad inference. In general however, the prior can take on almost
any form, but often within cosmology the prior ends up being either uniform or

Gaussian, with potentially some parameters being correlated.

The crux of the task of performing Bayesian inference however lies within the
likelihood. To calculate the posterior probability distributions, i.e. to successfully
infer the most likely parameter values for the observed data given a certain physical
model, one has to integrate over the likelihood multiplied by the prior. This however
can be both a computationally expensive task, but also a challenging task in the

sense that accurate analytical forms of the likelihood are hard to express.

As the likelihood expresses the probability of the data given the model, it is
the function that needs to contain all of the uncertainties of the model. These
uncertainties in cosmology will always be a mix of both cosmological uncertainties
such as those of cosmic variance, but also systematic uncertainties that arise due to
observational e ects, such as selection biases resulting from the ux limited nature

of all galaxy observations.
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With such complex modelling however, we can imagine that not all of the param-
eters that go into modelling a likelihood are ones that we are interested in inferring.
As such, we can perform marginalisation, which is the process of summing over the
parameters that we do not wish to infer but must vary for accurate modelling, i.e.
marginalisation over nuisance parameters. To elaborate, for a general joint proba-
bility distribution P (x;y), we can marginalise ovey to yield P(x) only, via,

Z
P(xX)=P(xy)dy; (2.1.2)

where the integral is performed over all possiblg values.

2.1.1 Markov chain Monte Carlo

Monte Carlo methods are a general class of methods that make use of stochastic sam-
pling to build up an estimate of some target quantity. There three main broad use
cases for Monte Carlo methods are for optimisation, integration and random sam-
pling. Monte Carlo methods are typically employed when the system being analysed
contains complex relationships of uncertainty, ones that are not straightforward to
analyse analytically.

For example, by performing a random walk Monte Carlo simulation over some
parameter space, one would acquire samples distributed proportional to the proba-
bility density being explored. This is useful as it allows us to evaluate the probability
density, such as a Bayesian posterior without needing to be able to analytically eval-
uate the posterior. This however is an ine cient process in high-dimensional spaces
due to the majority of possible parameter values having low probability density.
As such Monte Carlo methods are often combined with Markov chains to increase
sampling e ciency.

Markov chains are stochastic event sequences, where the probability of the sub-
sequent event only depends on the state of the previous event. By combining the
ideas of a Markov chain with Monte Carlo sampling, we derive the class of methods
called Markov chain Monte Carlo. The idea is that a walker would stochastically

move over a probability density producing samples that are auto-correlated. This
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is more e cient than performing a random walk as it explores regions of higher
probability density more frequently. Furthermore, to boost the speed of sample ac-
quisition, typically multiple walkers are set going simultaneously, each producing its
own chain of samples.

For example, in the Metropolis-Hastings algorithm, each walker starts its chain
of samples at some point, o, drawn from a distribution that can be the prior,
po( ). The next point that the walker can transition to is sampled from some
proposal distribution, g( j i 1), where the probability that the proposed point,

is accepted into the chain by the walker is governed by an acceptance/rejection

algorithm given by,

(= p( jd)=d | i 1)
p( i ad)=d( i 4 )

wherep( jd) is the probability of drawing parameter values given the data,d.

(2.1.3)

Formally, the transition probability of the walker moving from point ; ; to

is given by

TCi )= Cisi9dl i i 1); (2.1.4)

where ( i; i 1) =minfr; 1g. This form of the transition probability ensures that
the detailed balance is ful lled, meaning, correlated samples are being obtained from
a stationary distribution.

This gives rise to the need for convergence when considering Markov chain
Monte Carlo (MCMC) methods. Convergence is when enough samples have been
obtained such that they are e ectively independent draws from the target proba-
bility density, and thus are a good approximation of the target probability density,
enabling accurate estimation of the density's expectation and variance. See MacKay
(2003) and Guilhoto (2017) for more detailed discussion.

Tests for convergence often rely on tests of independence, such as the Gelman-
Rubin test (Gelman & Rubin, 1992), where the intra-chain variance is compared to
the inter-chain variance. The idea being that if the MCMC chain has converged,

then the averaged variance between each chain's mean and the ensemble mean, the
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inter-chain variance, should be small. Intuitively this would mean that the chains
are mixed around the true stationary distribution that we wish to obtain samples
from.

This test however does not work foemcee(Foreman-Mackey et al., 2013), the
sampler most frequently used in the work described in this thesiemceds an a ne-
invariant sampling algorithm, which updates the state of any given walker using the
state of all other walkers. In general this is a serial procedure as the states for each
walker must be updated in sequence, however, the algorithm packagedemcee
makes the algorithm massively parallel by splitting the ensemble of walkers in half,
simultaneously updating the state of one half of the walkers with the other half, and
vice versa.

It is clear however from this that the walkers are not independent, which is why
the Gelman-Rubin test cannot be used to judge convergence fancee Instead, one
can make use of the autocorrelation time,, an estimate of how many samples are
required (the time passed) for each independent sample draw. Foreman-Mackey et
al. (2013) note that for a chain that has reached 50 times the autocorrelation time,
50 , then a good estimate of the mean and variance can be found framcee

Let us talk through more formally the de nition of the autocorrelation time.
Suppose we havef( )g, a real-valued stochastic process at time stateas a function
of parameter . This could perhaps be the stochastic process through which we
acquire new sample points in our MCMC algorithm. If our stochastic process has

already reached equilibrium, then it has a mean de ned by

hfii; (2.1.5)
where theh::i denotes the mean over parameter,. The unnormalized autocorrela-
tion function would be given by,

C(t) h fgfgryi 2, (2.1.6)

where subscripts denotes some other time state. This can be normalised to gain

the normalised autocorrelation function via,

58 of 200



2.1. Bayesian Statistical Inference 2. Parameter Inference

C@.

O = )’

(2.1.7)

which, if we now sum over all time, yields the integrated autocorrelation time,

int (1): (2.1.8)

t=1
In practice, as we do not have in nite time, and are never completely sure if our
stochastic sampling process has reached equilibrium, estimating the autocorrelation
time can be tricky, but estimators can be constructed for it. Foreman-Mackey et al.

(2013) and Sokal (1997) have some invaluable discussions on the topic.

2.1.2 Nested sampling

As an alternative to MCMC methods, there exists an alternative class of methods
that can acquire a representative set of samples from the posterior known as nested
sampling. Whilst nested sampling was initially developed as a method of computing
the Bayesian evidence by marginalising over all possible parameter values, it can also
sample complicated posterior distributions.

In general, nested sampling algorithms aim to create shells of increasing posterior
density. These shells are then sampled from stochastically, building up a collection of
samples with more samples situated in the arguably more interesting areas of higher
posterior density. Visually, this is clearly depicted in gure 2.1 (Lange, 2023). We
can see this process being performed from left to right, with the top hand row of
panels being the exploration phase to construct the shells, and the bottom hand row
of panels the nal samples, downsampled to be ones of equal weight.

There are many nested sampling algorithms, but we will only cover the two that
are used in the work presented in this thesis. One such algorithm\&iltiNest (Feroz
et al., 2009). MultiNest estimates the shell bounds of increasing posterior density by
use of ellipsoids, however, it has recently been found that tidultiNest algorithm
underestimates the variance and introduces possible bias in the nal parameter

inference (Lemos, Weaverdyck, et al., 2023).
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Figure 2.1: In the top row of panels, the exploration phase is depicted for the
Nautilus nested sampling algorithm (Lange, 2023) where shells are constructed
of equal posterior density. In the lower row of panels, posterior samples are then
sampled from the shells with density proportional to the shell importance weighting.
The dots shown here have been sub-sampled and simpli ed to be of equal importance
per shell. Figure taken from Lange (2023).

A newer more robust and fast nested sampling algorithm is that dilautilus
(Lange, 2023).Nautilus works in two phases. In the rst phase, the prior is rst
sampled uniformly with a new (hopefully smaller) volume subsequently constructed
from the points with the highest likelihood. That new volume is subsequently sam-
pled again, with the process repeating until some convergence criterion is met. In
this manner, if each subsequent volume, or shell is sampled uniformly, then they can

be assigned a pseudo-importance density, via,

N

o )= V.l (2.1.9)

whereV; is the volume of shelli with N; sampled points and corresponds to the
parameters being sampled. This allows for the construction of some importance

weighting that can be used when sampling later from the posterior, constructed as,

_ L) O).
e DI (2.1.10)
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where () here refers to the prior andL the likelihood.

Boosted by neural networks to construct the bounds for each sheNautilus
appears to be a robust, fast and crucially for the author, easy to use nested sampling

algorithm.

2.1.3 Likelihoods are complex

Within cosmology, it has only been recently that successful inference on real data
beyond two point summary statistics has been performed, for example in Je rey
et al. (2024). Furthermore, it is also only now with the dawn of Stage-IV surveys
that there are observations of high enough delity to take advantage of the increased
statistical power of beyond two point summary statistics. This has meant that for
the vast majority of statistical inference performed on data to date in the large-
scale structure setting, the inaccuracies within an explicitly formulated likelihood
with the form of a Gaussian has been acceptable. This is as near the peak of the true
likelihood, we expect the shape of the likelihood to be asymptotically Gaussian, due
to the Taylor expansion of any smooth functioned likelihood being parabolic with
vanishing derivative at the maximum likelihood point.

However, with ever increasing observational delity, and a drive to push to-
wards higher precision cosmology, the need for accurate likelihoods has only become
more pressing. This however poses some major challenges, as accurate likelihoods
are hard, and in many scenarios intractable (Jerey et al., 2021). Furthermore,
even with a tractable accurate likelihood, the computational complexity becomes so
great even with the most well tuned and sophisticated Markov chain Monte Carlo
(MCMC) sampler that the problem can become prohibitively expensive to solve.

One avenue of handling complex likelihoods is to employ Bayesian Hierarchi-
cal Models, for example as presented in BORG (Jasche & Lavaux, 2019; Jasche &
Wandelt, 2013; Porqueres et al., 2021a). These have proven to be a very powerful
tool in enabling the combination of completely di erent likelihoods and have found
much success within the eld, see these for examples: Alsing et al. (2017) and Por-

queres et al. (2021b). One downside of these methods however is that they are both
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computationally expensive to evaluate as multiple di cult to calculate likelihoods
must be integrated over. Another downside is that as these likelihoods must have
a tractable analytical form, their implementation and modelling can be extremely
challenging, yielding expressions with many free parameters that must be carefully
tuned or marginalised over such as in Sellentin et al. (2023), where there are a

reported 7 1CP free parameters.

2.1.4 Approximate Bayesian Computation

Given that the ultimate goal of parameter inference is not necessarily to yield an

accurate likelihood, but instead to gain precise and accurate parameter constraints,
there are alternative approaches that can bypass the need to formulate an explicit
likelihood and instead leverage the power of forward simulations to generate stochas-

tic data realisations from input cosmological parameter.

One such approach is that of Approximate Bayesian Computation (ABC). In
the ABC paradigm, rst proposed in D. B. Rubin (1984), the construction of a
posterior was done explicitly through forward simulation. The premise was that, if
a set of parameters produced a data vector that was identical to the observed data
vector, then those parameters must make up part of the posterior. The problem
with such a simplistic approach however quickly becomes apparent with an increase
in complexity of the data. For example, even the probability of drawing the same
value twice from a one dimensional Gaussian with a variance of one is extremely
low when placed in the context of computer precision. This results in the sampling
e ciency of such a method being extremely low, resulting in the method being too
computationally expensive to use in practice.

A more sophisticated version of this algorithm was introduced in Pritchard et al.
(1999) and Tavaré et al. (1997). In this scheme, a notion of closeness or tolerance
was introduced such that any forward simulated data that was close enough to the
observed data vector would nd its underlying parameter be accepted into the pos-
terior. This is the underlying basis of modern rejection sampling ABC methods,

rejection as the closeness is used as a rejection or acceptance metric. This new
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Figure 2.2: The blue line depicts some mock observed data. We choose to t the
data with a linear model of formy = mx + ¢ , Where is the error on each
observation. Simulated draws of the data without noise are depicted by the dashed
grey lines with di erent values of m and ¢ drawn from their respective priors.

methodology greatly increased the sampling e ciency, but introduced other chal-
lenges, such as those of how to de ne this notion of closeness, and how to choose
the tolerance.

To elaborate how one might do this in practice, consider Fig. 2.2. In this gure,
the blue line depicts some mock observed data. If we choose to model this data with
a simple linear model of forny = mx+ ¢, we can simulate di erent realisations of the
data by trying di erent parameter values for m and c. We subsequently measure the
closeness of the simulated data with the mock observed data using & measure,

de ned as

2% (Y Yy (2.1.11)

where the sum is performed over all pairs of model predictionsand measured data

¢. s correspondingly the error on the measured data.

63 of 200



2.1. Bayesian Statistical Inference 2. Parameter Inference

Figure 2.3: Rejection ABC with parameter valuesn and c drawn in a grid across
the prior. Blue points depict values accepted into the posterior whilst red points are
ones that are rejected. The unlabelled third axis is purely illustrative.

Using this closeness measure, we can perform rejection ABC with tolerance to
build up a posterior by only accepting parameter values that have a small enough
2. A posterior constructed this way is depicted in Fig. 2.3. Forward simulations

were run across the entirem and c prior in a grid, and data that produced a ?
value that was smaller than the accepted tolerance threshold was accepted into the
posterior depicted in blue, whilst rejected values with too high of a? are depicted
in red. In this gure, the unlabelled third axis is % and is purely illustrative.

A drawback of this method however is that as the dimensionality of the param-
eters increase, it becomes increasingly unlikely that a random parameter draw from

the prior would be a set of parameters that has high posterior probability by gen-
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erating a data vector that is close to the observed data. Likewise, it would be far
too computationally expensive to simulate every possible parameter point in a grid
with su cient density for a realistic cosmology survey.

We refer to this phenomena as the curse of dimensionality, and is one that not
only plagues ABC, but also all statistical inference methods, including those that
employ more traditional likelihood based methods such as with MCMC.

This however plays in the favour of ABC, as it means that algorithms have
long been developed to sample from the prior with maximum e ciency of nding
parameter values that fall into the posterior region of interest. For example in recent
years, there have been e orts to combine MCMC methods with ABC to increase
the sample e ciency as presented in Leclercq (2018). In these methods, after the
rst round of ABC has been performed, subsequent simulations are sampled from a
new proposal distribution based on the current intermediate posterior.

Yet, even with such advances, Leclercq (2018) nds that sample e ciency re-
mains low. This problem has motivated the search for a method of doing inference
from simulations that makes use of the information from all forward simulations
that may have been run, as even if a forward simulation is drawn from a parameter

value that has low posterior density, it still caries within it cosmological information.

2.1.5 Simulation-Based Inference

Simulation-based inference (SBI) is in general a class of methods that perform in-
ference by harnessing the power of forward simulations to produce realistic data
realisations whilst fully propagating from parameter to data all of the modelled un-
certainties. Throughout the development of SBI, it has had many names, ranging
from likelihood free inference to another popularly used name of implicit likelihood
inference. However, in this work we will stick to the name of SBI as it is slightly
misleading to purely focus on the likelihood part of the inference, as after all, ABC
is also a type of SBI.

With the heavy onset and progress with machine learning methods in the early

21st century, there has been a signi cant focus of developing SBI methods that
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leverage the power of machine learning. These techniques have been especially
successful within cosmology and astrophysics as a whole due to the fundamentally
di erentiable and continuous nature of the physical models that are often employed
within cosmology. As such, machine learning methods that are able to learn smooth
multi-dimensional probability distributions are well suited to the task of cosmological

parameter inference.

SBI can broadly be split into four subclasses, of which the rst kind, ABC we
have already mentioned in brief. The other three subclasses often make greater use
of machine learning and typically employ neural density estimators (NDEs) that
learn a conditional density estimatorq that is parameterised by the weights of a

neural network. Discussion of NDEs will be given in Section 2.1.7.

These neural density estimator methods are generally known as Neural Pos-
terior Estimation (NPE), Neural Likelihood Estimation (NLE) and Neural Ratio
Estimation (NRE). Each of these subclasses of SBI also has a variety of avours
and numerous di erent implementations, but in general they all aim to infer a pos-
terior with the aid of a neural network that is trained on parameter and data pairs

generated through forward simulation.

For all of these neural density based methods, inference starts by rst running for-
ward simulations. These simulations produce pairs of parameters and dafa; dg,
that are then used to train the neural networks. If only a single round of simulation
runs and subsequent neural network training is done, with parameters drawn from
the prior and or a representative proposal distribution, then we nd ourselves in the
regime of amortized inference. In this setting, the training has not been dependent
on any speci ¢ data vectordg, and the trained NDEs can be conditioned on new

data vectorsd; to perform inference on that speci c observation.

This is especially useful in the astrophysical context, for example, where there
may be countless stellar parameters that need to be tted over an entire catalogue
of stars, resulting in one well trained network capable of handling all of the possible

data vectors, such as in Scholte and Saintonge (2023) and Vasist et al. (2023).

However, it is also common, as is the case for cosmology to only have one data
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vector of interest. In this case, it becomes possible that not enough simulations
have been run from parameters in regions of high posterior density to well train the
NDEs. In these scenarios, sequential methods have been introduced where subse-
quent rounds of simulation followed by training are performed with new simulation
parameters centred around regions of high posterior density inferred from the in-
termediate posterior. Through multiple rounds of such parameter acquisition and
training, one expects that enough simulations have been run in regions of high pos-
terior density to train the NDEs to be able to capture all of the nuances of the local

conditional probability distribution.

In the NPE context, a posterior is learnt directly from the forward simulations.
Whilst this appears at a cursory glance to be a straightforward approach, we often
nd the fact that the prior becomes embedded within the network to become a
limiting factor. If the prior is broad, then it is likely that the majority of forward

simulations will be run in regions of low posterior density.

Yet, if samples were instead drawn from a proposal distribution that is di erent
to the prior, such as in subsequent rounds of sequential neural density estimation
SNDE, then what is being learnt is no longer the posterior, but rather a proposal

posterior, p( jd) that is related to the true posterior via

o jd) / Eﬁ;p( jd); (2.1.12)

wherep( ) is the proposal distribution.

This potentially poses a problem for sequential neural posterior estimation (SNPE)
as it means that utilising the simulations from previous training rounds in subse-
guent training rounds is not a simple process, and a re-weighting that we see in the

rst term on the right hand side of equation 2.1.12.

In its initial implementation in Papamakarios and Murray (2016), the method
was limited to proposal distributions that were either Gaussian or Gaussian mixtures
as the reweighting was done post-hoc as an analytical correction. To provide a more
exible framework, Lueckmann et al. (2017) proposed a scheme that would embed

the re-weighting required to transform a proposal posterior into the real posterior as
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an importance weight in the loss function. The downside of this method however was
that the importance weights would vary greatly within the loss function resulting
in poor performance. In practice, this method is rarely used due to its inconsistent

performance (Greenberg et al., 2019; Spurio Mancini et al., 2023).

In recent years, a NPE method that touts to solve many of the proposal distri-
bution re-weighting problems has been introduced in Greenberg et al. (2019). This
method is known as NPE with automatic posterior transformation (NPE-APT).
With this variant of NPE, simulations run with parameter values sampled from dif-
ferent proposal distributions can be combined together and used in the training of
the NDEs alongside the use of exible normalising ow architectures to represent
the probability densities such as those in Durkan et al. (2019) and Papamakarios
et al. (2017).

NPE has found itself to be a very powerful tool that has been widely employed
within Cosmology. Please see Hahn and Melchior (2022), Lueckmann et al. (2017),
Scholte and Saintonge (2023), and Vasist et al. (2023) for examples of their successful
use.

The remaining two subclasses of SBI, unlike NPE do not forego the process of
needing to make use of MCMC to explore the posterior. Instead, they make use
of simulations to either learn the likelihood as in NLE, or the likelihood ratio as in
NRE. One of the major advantages to both NLE and NRE are that they do not have
the prior embedded within the machine learning network, this means that the prior
can be changed posthoc, and a new fast MCMC run can be performed to yield a
new posterior, all without the need to go through the expensive process of acquiring
new simulations and retraining any neural networks.

In NRE, the density estimation problem is recast into a classi cation problem
via what is often called the likelihood ratio trick rst presented in Cranmer et al.

(2015). To elaborate, the likelihood ratio, de ned as,

p(dj 1),
p(dj 2)’

r(dj 1 2) = (2.1.13)

where ; are arbitrary parameter points andd the data, can be expressed as,
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¢ (d)

rdj 1; 2) = m;

(2.1.14)

where c (d) is a binary classi er trained to distinguish data samples drawn from
p(dj 1) and p(dj ,). Whilst this is already su cient as discussed in Hermans et al.
(2020) to perform MCMC sampling of the posterior, this method can be problematic
if there is insu cient support for a given data vector in either p(dj ;) or p(dj »).

As such, Hermans et al. (2020) introduce a method that makes use of the

likelihood-to-evidence ratio instead, given by,

c(d;) _ p(d;) _ p(dj),
1 c(d) pdp() pd)’

where the binary classi er is now trained to distinguish whether samples are drawn

r(dj )=

(2.1.15)

from the likelihood or not. In this manner, there is always su cient support over
the entire prior volume as the space of all possible data vectors is considered.

The fourth subclass of SBI is that of Neural Likelihood Estimation (NLE), rst
introduced in Papamakarios and Murray (2016). In NLE, the likelihoodp(dj ) is
learnt directly from the forward simulations, with the conditional probability density
parameterised by the weights and biases of a neural network.

Within Cosmology, for the task of parameter inference, one of the most desirable
properties of NLE are that they complement classical likelihood based methods by
only changing the likelihood model to one that is learnt from simulations and then
evaluated via a forward pass of a neural network.

If the likelihood learned by the neural network has an explicit analytical form, for
example as is the case with NDEs that are comprised of a mixture of Gaussians, then
it is also again possible to write down an analytical expression for the likelihood.
Similarly, having direct access to a likelihood evaluation means that traditional
goodness-of-t metrics can be calculated as well as investigations done into the
parameter dependence of the likelihood.

In general, it appears that given su cient simulation numbers, as found in Lueck-
mann et al. (2021), all methods of SBI are capable of inferring a robust and unbi-

ased posterior. The major di erences between the methods then lie in the particular
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nuances of the statistical inference task being performed. For example, for an astro-
physical inference task where a multitude of exoplanet physical parameter posteriors
are required as seen in Vasist et al. (2023), an amortized NPE method would be well
suited as after successful training, only forward evaluations of the neural network
conditioned on a given exoplanet's data are required to yield a posterior. No further
MCMC sampling is required unlike if NLE or NRE were used.

Yet on the other hand, if the task to be performed necessitates comparison to
traditional likelihood based analysis, then NPE is unsuitable due to not having
access to a likelihood. For example it would not be trivial to explore the sampling

distribution with NPE, whilst trivial in NLE and still somewhat involved in NRE.

2.1.6 DELFI

Density estimation likelihood-free inference, or DELFI is the method of performing
NLE through the use of NDEs. The name comes from an era of SBI development
where the most popular name for it was likelihood-free inference (LFI), but this is
a slight misnomer as the inference is truly only likelihood free in the NPE or ABC
setting, and just parameterised in the other variants via some NDEs.

There are two main approaches through which NLE via DELFI can be imple-
mented, as discussed in Alsing et al. (2019). NPE is also presented as a possible
variant of the DELFI method, but is not chosen due to its potential re-weighting is-
sues when drawing simulation samples from a proposal distribution that is di erent
to the prior as we have discussed in section 2.1.5.

Fig. 2.4 depicts these approaches with the middle column of panels (2) being
the aforementioned NPE method. The leftmost column of panels, labelled (1)
shows the route by which the joint probability distribution is learnt by some NDEs.
From Bayes theorem, we understand that if the joint distribution is known, then all
marginal probability distributions can be computed from the joint distribution by
integrating over the variables that are not of interest, allowing for a straightforward
route to either calculate the evidence, prior, posterior or likelihood.

The downside of this approach however is that it also su ers from potential re-
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Figure 2.4: A schematic of possible implementations of DELFI, taken from Alsing
et al. (2019). The left column of panels (1) depicts a schematic where the joint
probability distribution is learnt by some NDEs. The middle column of panels (2)
depicts NPE and the right hand column of panels (3) depicts the typical NLE ap-
proach of learning the conditional likelihood. The horizontal blue line that stretches
through the top three panels depicts the value of the data vectdarwhilst the dashed
black lines depicts the shape of the shape of the joint probability distribution in (1),
the marginal distribution of t with respect to parameter in (2) and the marginal
distribution of parameter with respect tot in (3). In all three top panels, the light
blue dots depicts realisations of data parameter pairs.

weighting problems if samples are drawn from a proposal distribution that is not
the prior. Yet, drawing samples from a proposal distribution will almost always be
necessitated for a multi-dimensional parameter inference problem due to the curse

of dimensionality.

As such, the typical NLE approach aims to learn the sampling distribution as a
function of parameters as depicted by the rightmost column of panels in Fig. 2.4, (3).
By evaluating this function at the observed data vector, one recovers the likelihood.

In the gure, the dashed vertical black lines are what the NDEs learn.

One of the other advantages of this approach over learning the joint distribution
is that changes in prior assumption become trivial to computationally implement.
If anything, one can learn the sampling distribution as a function of parameters in
a parameter space that is broader than the prior if physically possible. By doing so,
di erent choices in prior can be explored a posteriori of NDE training without the

need for any retraining.

Furthermore, this NLE approach facilitates the exploration of the likelihood at

di erent parameter values. As such, this would also enable the exploration of the
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cosmological dependence of any statistical analysis without needing to explicitly

construct a cosmology dependent covariance or likelihood.

2.1.7 Neural Density Estimators

NDEs are a class of machine learning methods that can learn multi-dimensional
probability densities. They are an invaluable tool in the realm of SBI as they enable
the learning of any likelihood or posterior without limiting their functional forms to
ones that might be analytically tractable.

There are many di erent types of NDEs that can do the task of density estima-
tion, but we will only discuss two of them here in detail. One such NDE is that of a
mixture density network (MDN), rst introduced in Bishop (1994). Schematically
this is depicted in g. 2.5 taken from Alsing et al. (2019).

The working principle behind Gaussian MDNs are that any multivariate distri-
bution can be expressed as a weighted sum of multivariate Gaussians. The more
Gaussian components, the more exible the target distribution that a MDN can
express.

Mathematically, Alsing et al. (2019) writes this as

p(t] iw) = kclrk< WINTE (w)i il W)l (2.1.16)
wheren, is the number of Gaussian componentd, r( ;w) are the weights of the
Gaussians, ,( ;w) are the means of the Gaussian§x( ;w) are the covariances of
the Gaussians, anav are the weights of the neural network, whilst the conditioned-
upon parameter.

Alsing et al. (2019) writes that in the output layer, the nodes pertaining to the
means and o -diagnoal elements of the covariance matrices of the mixture of Gaus-
sians have linear activation functions, whilst those related to the diagonal covariance
elements have exponential activation functions to ensure that the covariance matri-
ces are positive de nite.

In practice, such a network also has a few dense hidden layers between the input

and output layers, with some non-linear activation such aRelLu or Tanh. ReLu is
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Figure 2.5: A schematic of a Gaussian MDN as taken from Alsing et al. (2019).
The network takes in parameter values as inputs, and outputs the means, weights
and covariances of each multivariate Gaussian building up the Gaussian mixture
model that parameterisesp(tj ). The values of the outputs are parameterised by

the weights, w, of the neural network as a function of parameter.

an activation function that is de ned as f (x) = max(0;x), whilst Tanh is de ned
asf(x) = %. As a general rule of thumb, the more hidden layers, the more
expressive the neural network.

As the goal of the network is to learn the target distribution that is generally
unknown, i.e. somep (tj ), we can make use of the Kullback-Leibler divergence,
DL , to measure the di erence between the target distribution and the distribution
parameterised by our NDEsp(tj ;w). The Kullback-Leibler divergence is de ned

as,

2 (t)
e . p (t]
D ; = I — : 2.1.17
ke (P (] )jip(t] sw)) p (tj )log o W) dt ( )
In practice however, there is no direct access to the target distribution, therefore
an estimate from samples is required. As such, the negative log loss function we

make use of for NDE training is,

L(wj ;t)= X logp(tij i;w); (2.1.18)

i=1
where the sum is over theN samples drawn from the target distribution andL

denotes the log-likelihood function. The same general loss function is used for all
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NDEs, with the only dierence being the exact form of the output layer of the
di erent networks.

The other main class of NDE that we will consider is that of normalising ows.
The guiding principle behind normalising ows is that any target distribution can
be expressed as a sequence of invertible transformations applied to some known
probability distribution function via the chain rule. To elaborate, suppose we have
some complex distributionp(x), we can express this as a transformation from a more
simple initial distribution, (u), where there exists some invertible transformation
of X to u such thatx = f (u).

As such,p(x) can be written as,

@t (x)
LI

p(x)= (f (x)) det (2.1.19)

where repeated application of this chain rule would enable a ow of tractable
transformation functions, f , and Jacobians, det %1(” , transforming some sim-
ple initial distribution, such as a standard Gaussian into a potentially highly complex
distribution.

One such type of ow are Masked Autoregressive Flows (MAFs) introduced
in Papamakarios et al. (2017). MAFs are made up of a stack of Masked Autoencoders
for Distribution Estimation (MADE) as introduced in Germain et al. (2015) that
are constructed as a sequence of conditional probability distributions.

The working principle behind MADEs comes from the chain rule of conditional
probabilities, i.e. that p(Xi;X2;X3) = p(X1)p(X2jX1)pP(X3jX1;X2). This property
means that for a general distributionp(x) where x is a vector of lengthD, then

we have

\D
pP(X) = p(XajX1;X2; 115X 1): (2.1.20)
d=1

MADEs do this to parameterise any multivariate distribution, as depicted in
gure 2.6 taken from Alsing et al. (2019) as a sequence of Gaussiam$, In a
MADE, the means and variances of each conditional distribution within the chain

of conditionals is outputted by the neural network, with linear activation functions
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Figure 2.6: A schematic of a masked autoencoder for distribution estimation
(MADE) as taken from Alsing et al. (2019). The values of the means and vari-
ances of each conditional distribution are parameterised by the weights, of the
neural network as a function of parameter.

associated with the means whilst the variances have exponential activation functions

like in MDNSs to ensure positivity.

Individual MADES used in isolation however pose some drawbacks, such as sen-
sitivity to factorisation order, where, whilst certain conditional factorisation orders
might lead to simple conditionals, others might lead to highly complex ones. This
however, cannot be knowra priori, see Papamakarios et al. (2017) for an illustrated

example.

As such, Papamakarios et al. (2017) proposed the use of MAFs as a ow of
MADESs to overcome these limitations. As MADESs are constructed out of a sequence
of Gaussian conditionals, they are both di erentiable and invertible. Furthermore,
Papamakarios et al. (2017) writes that their Jacobian is triangular by design and

thus their determinant can easily be calculated.

MAFs chain together a sequence of MADEs with the output of any individual
MADE fed as the input to the next MADE, producing a ow of transformations,
but with every MADE having a random factorization order. This then overcomes
both the sensitivity to factorisation order, and also increases the exibility of the

NDE as a whole, making them highly suited for tasks such as NLE (Papamakarios
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et al., 2019).
Expressed in this manner, MAFs can be written as,
Nwyoes  difa(t)
p(tj ;w)= N[u(t; ;w)jo;1] pr(t; sw); (2.1.21)
where the product is performed not only over each conditional chain in each MADE,
but also across all MADEs that form a chain of ows for the overall MAF. Here,
N[u(t; ;w)jO;1]denotes the unit normal, andu is the output from the nal MADE.

In this manner, we can think of the ow as doing the transformation from the unit

normal to a nal target conditional distribution p(tj ).

2.2 Compression

Cosmological data is typically high in dimensionality, and in its most raw form,
typically constitutes of either images, waveforms or spectra of sources. This data is
often not directly suitable for use in statistical analysis, either in the classical sense
or with machine learning frameworks. Due to this fact, it is almost always the case
that data is compressed into a more compact form whilst retaining as much of the
cosmological information as possible before analysis occurs.

Whilst in the literature data compression typically refers to the nal step of
compression before analysis, we will consider compression in the broadest sense,
where any form of dimensionality reduction of the data is compression. As such, we

will rst start with some discussion of summary statistics.

2.2.1 Summary Statistics

Summary statistics are as their name suggest, statistical summaries of the data,
typically constructed analytically with understanding from the way data couples
to the underlying cosmological parameters. These statistics are often constructed
to both minimise loss in cosmological information, but also reduce the amount of
unwanted noise within the data.

For example, let us consider real space shear two-point correlation functions
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(2PCFs) within cosmic shear, ( ) formally de ned in Kaiser (1992). The elegance
of the two point correlation function lies in its ability to be directly measured from
the measured shapes of galaxies.

The shear correlation function arises by considering pairs of positions with sep-
aration, , de ning the tangential and cross components of the shear,= 1+ i ;

as,

Re(e % ); (2.2.1)

Im(e 2); (2.2.2)

where is the angle of separation in polar co-ordinates of the separation vector

The shear 2PCF is de ned as,

()=h¢d() b i(); (2.2.3)

where () are the shear two-point correlation function in real space and the
averaging is performed over all possible separation vectors. There are only two shear
two-point correlation functions ash ; i vanishes in our parity-symmetric universe,
meaning, the shear eld is statistically invariant under a mirror transformation
(Kilbinger, 2015). Furthermore, under such a transformation,; remains unchanged
whilst ips sign.

Bartelmann and Schneider (2001) introduced an estimator of the shear 2PCF

given by,

P
i )( )= i Win'gt;i tij i ?j); (2.2.4)
ij Wil

where the sum is taken over all pairs of galaxidsand j at angular separation . In
practice however, a bin of values is used, and so all pairs of galaxies that lie within
the chosen bin range are summed. is the measured ellipticity of the galaxy,
which relates to the shear in the weak lensing regime via °=  where ° is the

intrinsic ellipticity of the galaxy. w is the weight of the galaxy calculated from the
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precision of its shear estimate.

The cosmological connection of this summary statistic comes from its relation

to the convergence angular power spectrum, given by,

Zld\

M= 5300 CER ) SO (2.2.5)

whereCge and Cgg are the E-mode and B-mode of the convergence angular power
spectra respectively, andl,.4 are Bessel functions of the rst kind whilsti andj are
the respective tomographic bin labels for the galaxies.

Already in this manner, we see that the shear 2PCFs are summary statistics that
have compressed the raw data from galaxy images by rst measuring the ellipticities
of the aforementioned galaxies and then calculting the 2PCFs.

For example, for the Kilo-Degree Survey, where the redshift position of galaxies
are split into 5 tomographic bins, accompanied by 9 angular bins per tomographic
bin, the shear 2PCFs reduce the dimensionality of the survey data from over a kilo
degrees of images, and a redshift depth of around1 to just 270 numbers (Asgari
et al., 2021; Joachimi et al., 2021).

We can perhaps view this as a form of data compression, and there are also
alternative data compression methods that already exist on the summary statistic
level. For example, band powers, which are binned angular power spectra, can be
constructed from the shear 2PCFs (see Joachimi et al., 2021 for the formalism within
KiDS-1000). Using such bandpowers, with say, 8 bands per tomographic bin would
result in a nal KiDS-1000 data vector of just 120 numbers.

With this train of thought, and in pursuit of di erent sensitivities to Cosmology,
practicality of construction from survey data, and the aim to reduce contamination
from the B-mode signal within cosmic shear, a whole variety of di erent summary
statistics have been proposed. For example, Asgari et al. (2021) shows the use of
complete orthogonal sets of E/B integrals (COSEBIS) (Schneider et al., 2010) within
the context of the KiDS-1000 survey analysis.

If the data were truly Gaussian distributed, then all these two-point summary

statistics would be su cient to capture all of the cosmological information. However,
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the non-linear evolution of structure in the Universe means that the data contains
higher order correlations, and as such is non-Gaussian. Furthermore, even if the true
underlying data were Gaussian, non Gaussian e ects such as from selection e ects of
observations of cosmic shear would result in observed data that is no longer perfectly
Gaussian distributed. As such, there is always a drive towards nding higher order
statistics that contain beyond two point information, a point that we will circle back

to in section 2.2.3.

2.2.2 Score Compression

Even after large compression from raw data to summary statistic, the shear data vec-
tors are still often too large in dimensionality to be used successfully within DELFI
style methods. Whilst in theory high dimensional data can be utilised directly, the
reality is that the optimisation problem becomes too complex for any NDE to learn
either with a reasonable number of simulations or within a reasonable time frame.
Due to this fact, further compression is typically required. Such methods of
massive data compression include lossy ones such as the Karhunen-Loéve eigenvalue
method (Tegmark et al., 1997) which can be thought of as principle component anal-
ysis (PCA) dimensionality reduction where only the most informative dimensions
are kept, to information lossless ones such &0OPEMA. F. Heavens et al., 2000).
MOPEI a linear compression method that compresses the data vector down into
the same number of components as the parameters being inferred. It works by rst
nding a set of vectors that maximise the Fisher information at a ducial cosmology
point, where the vectors are de ned to be orthogonal. Then, the data is projected
onto this basis, and the subsequent coe cients are used as the compressed data.
The Fisher information informs us of the sensitivity of the datagd to parameters,
. Following the discussion in Alsing and Wandelt (2018), the Fisher information is

de ned as,

F= E m 'L ; (2.2.6)

whereF is the Fisher information matrix andL is the log-likelihood. TheE denotes
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that the expectation value was calculated at some xed parameter value, whilst
the derivatives were similarly calculated with respect to the same aforementioned
parameters.

For the case when we are able to construct an unbiased estimator from the data,
say, t, such that E [t] = , then the Fisher matrix is related to the variance in

parameters through the Cramér-Rao bound (Cramer, 1946; Rao, 1945),

Var [t] F % (2.2.7)

where Var [t] is the variance of the unbiased estimatotr at parameter value . In
general, we are able thus to use this bound to inform us of how good any estimator
we construct is doing. For the optimal unbiased estimator then, we expect that
its variance be equal to the inverse Fisher information, i.e. we saturate the lower
bound, and thus retain maximal information.

For some log-likelihoodL , we can perform a Taylor expansion around a ducial

parameter value, to second order,

L=L+ TrL Z T3 ; (2.2.8)

where a denotes evaluation at the ducial parameter value and is the observed
information matrix, J rre TL . Through equation 2.2.6 we can see that the
expectation value of] is the Fisher information evaluated at the ducial cosmology,
le.thatF E[J ]

We can see from equation 2.2.8 that to linear order, it is only the score, given by
s r L that couples to the parameters. Furthermore, Alsing and Wandelt (2018)
show that the score when used as an unbiased estimator calculated at a ducial
parameter point saturates the lower bound of the Cramér-Rao inequality.

Alsing and Wandelt (2018) also show that a quasi-maximum-likelihood estima-
tor, constructed by maximizing the Taylor-expanded log-likelihood as shown in equa-

tion 2.2.8 also saturates the Cramér-Rao bound. We can express this estimator as,

+F rL: (2.2.9)
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A caveat of this method however is that both a choice of ducial parameter
values and functional form of a likelihood must be chosen. On the matter ducial
parameters, one can always iterate towards a set of ducial parameters that would
yield optimal compression. Practically in the context of SBI, this would involve
starting o with an arbitrary choice of parameter values within the prior or perhaps
parameter values from some previous analysis. Using this as the starting point,
one can infer a maximum a posteriori estimate (MAP), and use that as the ducial
parameter value to re-compress the data and training data, and re-perform inference

with a now more optimal compression.

For the form of the likelihood, we are aided by the reality that at the peak of
the likelihood, one might expect its form to be asymptotically Gaussian due to the

central limit theorem (Alsing & Wandelt, 2018).

Expanding on this point, and choosing a Gaussian likelihood, one can express

the score as,

s=r 'C d )+ ;(d y'c frcc d ) ;tr(C 'r C); (2.2.10)

whered represents the data. = () is the parameter dependent ducial mean
of the data andC = C( ) the parameter dependent covariance matrix. We have
made use of the fact thar C 1= C r CC tandr InjCj= tr(C *r C) with tr

denoting the trace.

For the purposes of parameter inference, from equation (2.2.10), we can see that
the last term does not couple with the data vectod in any way, and so we will

discard it, leaving us with

s=r 'CYd )+ ;(d )y'C rcc *d ): (2.2.11)

It should be remarked that in the case where C = 0, we call this linear
score compression, and the above score expression reduces to the linear compression

method MOPED
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Figure 2.7: A plot of score compressed data mapped onto the parameter space
with respect to some parameters drawn over the prior. The data was generated by

running a forward model from parameter to data, and then compressed using linear

score compression.

For the purposes of constructing the quasi-maximum-likelihood estimator, with

a Gaussian likelihood, the Fisher matrix would have the form,

1
F=r TCi¥T + é(C rcc rTo); (2.2.12)

which reduces to just the rst term on the right hand side if the covariance is not

parameter dependent.

To gain visual intuition regarding the e ects of linear score compression, let us
consider Fig. 2.7. In these plots, some data was generated from a forward model
(in this case a weak lensing forward model) where two parameters were varied.
Those parameters were then compressed using linear score compression, resulting in
compressed statistic 1 and 2. As we used the form where the score is remapped to
parameter space by way of the Fisher matrix, we can see that compressed statistic
1 roughly spans the same parameter space as parameter 1, whilst the same is true

for compressed statistic 2 with respect to parameter 2.

What should be noted is that compressed statistic 2 contains little to no informa-
tion regarding parameter 1, with the inverse also true for parameter 2 with respect

to compressed statistic 1. In this way, we can see that the compressed statistics with
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linear score compression not only encode information with regard to the parame-
ters, but also reduce the connection from parameter to data to an approximately

linearised model.

2.2.3 Wavelets

With a drive towards higher order statistics to capture non-Gaussianity in the data,
wavelet approaches are a promising tool. Wavelets can in some sense be considered as
localised Fourier transforms. To borrow the nomenclature of classic signals analysis,
wavelets are localised in both space and scale.

As such, the wavelet transform, when performed over su cient scales and posi-
tions becomes a lossless compression method supposing an admissibility condition
is satis ed (Da Silva & Sampson, 1996; Valens, 1999). This means that the original
data or signal can be reconstructed perfectly from the wavelet coe cients.

As such, we can de ne the continuous wavelet transform (CWT) as a set of basis
functions that are localised in both position and frequency. The wavelet transform
of a function f (x) is given by,

z
Wi(a;B = f(x) ap(x)dx; (2.2.13)
where ,.,(x) is the wavelet. The indicesa and b denote the scale and position of

the wavelet respectively, with its relation given by,

X b

1
_ = p— 2.2.14
a,b(x) pa a ( )
The admissibility condition is subsequently
Z . o
W g 4q (2.2.15)

if]
where W (f ) is the Fourier transform of (x). This condition imposes that the
wavelet must be oscillatory with an integrated average value of 0.
To probe the original signal or eld comprehensively, one has to choose a range

of positions and scales that su ciently cover the size of the data. As can be seen

83 of 200



2.2. Compression 2. Parameter Inference

Figure 2.8: A schematic of the scattering transform. The input eld is passed
through a series of wavelet transforms, where the output eld is then fed into the
next series of wavelet lters, forming a cascading series of transforms. Figure taken
from Cheng and Ménard (2021).

from EqQ. (2.2.14), it is common to choose a mother wavelet,(x), which is then

scaled and shifted (Da Silva & Sampson, 1996).

Furthermore, inspired by the architecture of convolutional neural networks, wavelet
transforms can be applied successively in combination with nonlinearities to realise
wavelet scattering transforms. Each layer thus probes the slightly di erent informa-
tion, an idea rst introduced in Mallat (2012). This is visually depicted in Fig. 2.8
taken from Cheng and Ménard (2021).

In its rst iteration, this method was called a scattering transform (Bruna &
Mallat, 2013; Mallat, 2012). The wavelets, or wavelet Ilters are chosen to extract

maximal information from the eld.

A suitable wavelet choice for the mother wavelet within cosmology that satis es
the admissibility condition is the Morlet wavelet (e.g. McEwen et al., 2005), where
the wavelet is a complex exponential modulated by a Gaussian envelope. Its scale
in two dimensional space is considered in polar co-ordinates with both scale and

rotation. The Morlet wavelet is de ned as,
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Figure 2.9: A plot of the complex Morlet wavelet in two dimensions. The wavelet
is a complex exponential modulated by a Gaussian envelope. Figure taken from
Cheng and Ménard (2021).

(X) - _17_8 xT 1y=2 eika e kg k o0=2 : (2216)
|

wherek is the angular wavevector, is the covariance matrix, andkg is the central
wavevector. To maximise rotational symmetry, is typically chosen to have only
one eigenvector that has an eigenvalue di erent to the other eigenvectors. We thus
de ne ko to be in that eigenvector direction, with corresponding eigenvalue of?

(see Andreux et al., 2020 for some recommendations in choice&kof and ky).

This complex valued Morlet wavelet is depicted in Fig. 2.9, where we can clearly

see the Gaussian envelope and the discrete scales used to probe the data.

Scattering transforms have recently been applied successfully within cosmology
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both for inference (Gatti et al., 2024) and for emulation (M. A. Price et al., 2023),
and the method has also been extended to enable the calculation of a wavelet scat-
tering transform representation on the sphere (McEwen et al., 2022).

Another class of statistics that can be extracted from the application of wavelets
are wavelet phase harmonics (WPH), as discussed in Allys et al. (2020). These have
also been used successfully already in cosmology (Allys et al., 2020; Gatti et al.,
2024; Jerey et al., 2022).

A third type of wavelet representation is the wavelet scattering covariance (Cheng

et al., 2024; Morel et al., 2022).
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Chapter 3

A simulation-based inference
pipeline for cosmic shear with the

Kilo-Degree Survey

There are many choices that go into performing SBI for a cosmological survey. A
concern is that such choices may go on to bias or cause unintended issues in the
inference. In this chapter we reproduce work to test the application of SBI in

preparation for real cosmic shear data as published in (K. Lin et al., 2023).

3.1 Abstract

The standard approach to inference from cosmic large-scale structure data employs
summary statistics that are compared to analytic models in a Gaussian likelihood
with pre-computed covariance. To overcome the idealising assumptions about the
form of the likelihood and the complexity of the data inherent to the standard
approach, we investigate simulation-based inference (glsSBI), which learns the like-
lihood as a probability density parameterised by a neural network. We construct
suites of simulated summary statistics, exactly Gaussian-distributed for validation
purposes, for the most recent Kilo-Degree Survey (KiDS-1000) weak gravitational
lensing analysis and demonstrate that SBI recovers the full 12-dimensional KiDS

posterior distribution with just under 10* simulations. We optimise the simula-
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tion strategy by initially covering the parameter space by a hypercube, followed
by batches of actively learnt additional points. The data compression in our SBI
implementation is robust to suboptimal choices of ducial parameter values and of
data covariance. Together with a fast simulator, SBI is therefore a competitive and
more versatile alternative to standard inference.

Keywords: gravitational lensing: weak methods: data analysis cosmology: cos-

mological parameters

3.2 Introduction

Cosmological weak lensing in the era of modern high-precision cosmology has proven
itself to be an excellent probe of key parameters of the standard Lambda Cold Dark
Matter Model (  CDM). Most notably, it is able to constrain a degenerate combina-
tion of gand ,, oralternatively , andSg, a combined parameter typically taken
asSg = g( m=0:3)%5. In recent years, two weak lensing surveys, the Kilo-Degree
Survey (KiDS-1000, Asgari et al., 2021) and the Dark Energy Survey (DES, Amon,
Gruen, et al., 2022; Secco et al., 2022) alongside other photometric galaxy surveys
such as the Subaru Hyper Suprime-Cam (HSC, Sugiyama et al., 2022) have yielded
results that are in agreement with each other despite very di erent methodologies
(Amon, Gruen, et al., 2022; Asgari et al., 2021; Busch et al., 2022; Heymans et al.,
2021; Secco et al., 2022).

Interestingly both KiDS-1000 and DES nd values ofSg of between 2 to 3
lower than the value inferred by Planck, a space-based experiment observing cosmic
microwave background (CMB) anisotropies (Ade et al., 2016; Planck Collaboration
et al., 2020). The consistent results from both KiDS-1000 and DES alongside their
re-analysis suggests that it is unlikely for the tension to arise simply from some
un-modelled systematic error (Amon, Robertson, et al., 2022). If thiSg tension
cannot be resolved through the discovery of systematic errors, then it motivates the
search of new physics.

The analysis of cosmic weak lensing survey data however is fraught with chal-

lenges from not only the modelling side but also the limitations of traditional in-
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ference methods. To elaborate, the modelling must take into account many factors,
such as baryon feedback and the intrinsic alignment of galaxies caused by matter-
galaxy interactions (Amon & Efstathiou, 2022; Kilbinger, 2015; Mandelbaum, 2018).
Therefore, we may nd a complex statistical problem to solve within the likelihood
function, necessary for the task of cosmological parameter inference involving these

stochastic forward modelling processes.

Traditional likelihood analysis requires a likelihood that can be evaluated, but
the complete set of these factors makes it impossible to know the exact analytical
model of the likelihood written in closed form. For many cases, an accurate likelihood
model that takes into account all of the statistical features is essentially too expensive
and thus intractable to evaluate (Je rey et al., 2021). To this end, it is routine in
cosmological surveys to assume a Gaussian likelihood as an approximation to the

true likelihood.

This Gaussian likelihood assumption is employed on summary two-point statis-
tics (Asgari et al., 2021) which are sensitive to the underlying cosmology. However,
in the use of two-point statistics such as the correlation function, we may nd
signi cant deviations from a Gaussian likelihood when we consider the two-point
statistics' sensitivity to low multipoles (Schneider & Hartlap, 2009; Sellentin et al.,
2018). This is true even when the underlying lensing elds are Gaussian (Sellentin
& Heavens, 2018; Sellentin et al., 2018; P. L. Taylor et al., 2019; Upham et al.,
2021). Systematic e ects could also introduce non-Gaussianity, with their relative

importance increasing as surveys become more statistically powerful.

As such, to tackle the statistical side of cosmological analysis, there has been
a growing number of forward simulation based methods (Fluri et al., 2018; 2022;
Gupta et al., 2018; Hahn et al., 2023; Je rey et al., 2021; Ribli et al., 2019; P. L.
Taylor et al., 2019). These seem attractive as they completely circumvent the need of
evaluating or working with an explicit or computable form of the likelihood function.
This then allows these simulation-based inference methods to fully propagate all of
the uncertainties and survey systematics from data to parameters through forward

simulation. It should be noted however that simulation-based inference methods are
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not the only methods that circumvent the use of a Gaussian likelihood, for example,

Bayesian Hierarchical Models (Porqueres et al., 2021a; 2021b).

Most tantalising however is that combining likelihood-free, simulation-based in-
ference (SBI) methods with recent advances in machine learning provides an in-
ference methodology that is not only capable of freeing the analysis pipeline from
intractable likelihoods, but also computationally cheaper when paired with a sim-
ilarly fast simulator. For example, in Alsing et al. (2019), only 1,000 simulations
were needed to infer a posterior with the same constraints as a long Markov chain
Monte Carlo (MCMC) run that required at least 10,000 likelihood evaluations to
converge. These techniques have been explored in detail by others with high levels
of success (Fluri et al., 2018; 2022; Gupta et al., 2018; Jerey et al., 2021; Ribli
et al., 2019).

Notably, Fluri et al. (2022) performed a fullwCDM analysis of KiDS-1000 weak
lensing using deep learning. Despite using the same data set as in this analysis, the
Fluri et al. (2022) analysis is concerned with going beyond the standard weak lensing
framework by using eld-level summary statistics in order to constrain cosmologies
beyond the standard CDM. In that analysis, a graph convolutional neural network
is trained on the cosmology dependence of the simulated weak lensing maps with
respect to four parameters. Using that as a summary statistic, the parameters
are then inferred from the data using approximate Bayesian computation. In this
work, the aim is instead to show the feasibility of applying density estimation SBI
to a standard CDM weak lensing analysis with its full complexity in parameter
space; such an analysis has not been conducted until now. We achieve this by
demonstrating that this methodology allows us to infer all 12 of the standard KiDS-
1000 parameters using mock data vectors that are Gaussian drawn to allow for

validation.

Arguably the idea of SBI began with the seminal work of D. B. Rubin (1984)
when describing the process of inferring a posterior in Bayesian analysis from a fre-
guentist perspective. The core idea being that if the parameter values to a typically

stochastic forward modelling process generates a data vector identical to the ob-
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served data vector, then those parameter values must make up part of the inferred
posterior. This in turn means that they have a high probability of being the true

parameter values. In essence, a rejection sampling schema for the posterior.

This idea led to the birth of a class of SBI more commonly known today as
approximate Bayesian computation (ABC). However, one might immediately notice
that for any realistic stochastic process, getting an exact match in the data vector
is highly improbable, leading to Pritchard et al. (1999) introducing a notion of
closeness to allow for imperfect matching, an idea that is also fraught with problems

requiring ever increasingly complex notions of closeness.

Furthermore, with the low probability of obtaining a data vector that passes any
such closeness criteria, one can imagine that the ABC methodology is computation-
ally ine cient, requiring many forward simulations to nd just one posterior pa-
rameter point. In light of this, many have tried to develop better sampling schemas
to increase the e ciency of ABC, but even after many such improvements, Leclercq
(2018) estimates that computational e ciency remains low. This ABC method,
however, has met high levels of success (Akeret et al., 2015; Fluri et al., 2018; 2022,
Ishida et al., 2015; Jennings & Madigan, 2017; Leclercqg, 2018; Marin et al., 2012;
Prangle, 2017; Pritchard et al., 1999).

There is a desire to make use of all of the information available from forward
simulation, giving rise to an alternative SBI methodology in the form of density
estimation likelihood free inference (DELFI). In this schema, the probability den-
sity of the sampling distribution is learnt through the use of neural networks. After
evaluating this probability density at a given mock or observed data vector, a like-
lihood and thus posterior can be recovered. This method has the advantage of not
requiring an explicit and often simpli ed form of a likelihood, and also does not
throw away the information from forward simulations that do not produce a data

vector that passes any closeness criteria.

In recent years, DELFI has shown itself to be capable of inferring tight con-
straints on the nal posterior surface with an almost order of magnitude fewer

forward simulations than traditional Bayesian methods (Alsing et al., 2019; Hahn
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Figure 3.1: An overview of DELFI SBI usingPyDELFI First, both the observed
data and simulated data are compressed into a set of informative summaries. The
compressed simulated data is used to traifyDELFE neural networks. Applying
the compressed observed data yields an empirical likelihood, which after application
of the priors produces posterior parameter constraints.

et al., 2023; Jerey et al., 2021; Papamakarios & Murray, 2016). In this paper, we
apply this method of statistical inference to mock KiDS-1000 cosmic shear data.
We validate the method using simpli ed simulations but with the full set of inferred
parameters. We also optimise the method to explore how many simulations are
needed in comparison to the number of parameters being varied and inferred. The
setup involves a mixture of both data sensitive parameters but also prior driven

parameters.

This paper is structured as follows: Section 3.3 details the speci cs of the software
used to perform DELFI SBI as well as the compression scheme that is applied
onto the cosmological summary statistics. Section 3.4 provides an overview of the
cosmological setup as well as the test simulations used to generate mock data vectors.
In Sect. 3.5, we outline the process of validating our SBI methodology, testing for
robustness as well as optimising the method for the number of simulations and the
learning process. Importantly, in this section we demonstrate that the method can
be easily made robust towards both poor choices of ducial cosmology as well as

being robust to sub-optimal compression.
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3.3 Simulation Based Inference

3.3.1 DELFI

The methodology of DELFI SBI is depicted in Fig. 3.1. First, both the observed
data and simulated data are compressed into a set of informative summaries. The
compressed simulated data is used to train a neural network, which after applying
the compressed observed data yields an empirical likelihood. After multiplying this
learned likelihood with the priors, one obtains posterior parameter constrains.

Alsing et al. (2019) outlined a variety of ways of performing DELFI. The method-
ology we use involves learning the sampling distribution of data vectors conditional
on the input cosmology,p(dj ) where d denotes data vector and cosmological
parameters. By evaluating this learned sampling distribution at the observed data
vector, one obtains the likelihood, which, after multiplication with a prior, yields the
posterior through the use of Bayes' theorem (Lueckmann et al., 2019; Papamakarios
et al., 2019).

The biggest advantage of learning the sampling distribution of data as a function
of parameters vs. learning the joint distribution is that the networks do not have the
prior embedded within them. This means that one can acquire forward simulations
in regions of posterior interest without worrying about importance re-weighting
issues (Alsing et al., 2019; Papamakarios et al., 2019). This methodology also means
that di erent priors can be explored and changed a posteriori without similar re-
weighting issues.

The speci c implementation of density estimation SBI used is that of th®yDELFI
software packagé (Alsing et al., 2019). To account for any numerical anomalies or
learning problems in the density learning process, a committee of neural density
estimators (NDEs) are employed. This means that multiple NDEs are trained inde-
pendently and later combined, weighted by how well they learned the target density.
PyDELFIsupports natively two di erent classes of NDEs, Mixture Density Networks
(MDNSs) and Masked Autoregressive Flows (MAFsS).

We found that MDNs performed poorly for our problem, especially when consid-

Lhttps://github.com/justinalsing/pydel
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ering high dimensional parameter spaces, so we will not discuss them further (see Als-
ing et al., 2019 for details on the method). We make use of MAFs, which are NDEs
constructed out of a chain of Masked Autoregressive Density Estimators (MADES).
As any probability distribution can be written as a chain of one-dimensional condi-
tional probabilities, a MADE e ectively learns a target distribution through a series
of conditional probability distribution transformations, p(tijt;i 1; ), back to the
unit normal, where t is the data vector of interest. The means and variances are
parameterised by a neural network with weightsy (Alsing et al., 2019; Germain
et al., 2015; Uria et al., 2016). A MADE therefore has a functional form of
ditp( t)
p(tj ;w) = B p(tijtei 15 s w): (3.3.1)

where each conditionap(tjjt1i 1; ;w) is conditioned on having observed the pre-
vious t;; ; data vector values. Alsing et al. (2019) writes that any single MADE
has two key limitations. One limitation is that a single MADE is sensitive to the
order of the factorisation whilst the other is that simple conditionals may not be
exible enough to learn complex target distributions. The information pertaining
to suitability of conditionals or factorisation order however is not available a priori.

To overcome these limitations, MAFs are employed. A MAF addresses these lim-
itations by creating a stack of individual MADEs, where the outputu of each MADE
is used as the input distribution for the next MADE in the stack (Papamakarios
et al.,, 2017). By creating an ensemble of MADEs with random re-ordering of the
factorisation order between each MADE, the limitation and sensitivity of factori-
sation order is overcome. Papamakarios et al. (2019) writes that these MAFs are
very exible neural density estimators and well suited to the task of likelihood-free
inference. A MAF as a neural density estimator can thus be expressed as

Nes dip(®)
p(tj ;w) = N[u(t; ;w)jo;I] S w); (3.3.2)

where u is the output from the nal MADE. N[u(t; ;w)jO;l] denotes the afore-

Q dim(y)
|

mentioned unit normal and ~ 2, p'(t; ;w) represents the chain of conditional

probabilities factorised via the chain rule. The reason this expression picks up the
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N[u(t; ;w)jO;I] term is because we can think of a MADE, or a stack of MADEs
in a MAF as learning the transformation oft back to the unit normal as hinted in

Alsing et al. (2019).

To train these NDEs, PyDELFIminimises the Kullback-Leibler divergence be-
tween the parametric density estimator and the target density. However, for the
purposes of simulation based inference, the target probability density is not known.
As such, a Monte Carlo estimate of the Kullback-Leibler divergence is used instead

for the target density. More details can be found in Alsing et al. (2019).

However, any application of machine learning trained on a small training set
by minimisation of the loss function easily runs into the problem of potentially
optimising said density estimators for local minima that do not well represent the
larger data set as a whole. As sucRyDELFlemploys the technique of training an
ensemble of NDEs with a range of network architectures. By doing so, one constructs
a stack of NDEs, with stacking weights (contribution weighting) of each NDE given
by the relative likelihoods for each NDE. A stack of NDEs combined this way is
reported to perform better than any single NDE (Smyth & Wolpert, 1999; Smyth
& Wolpert, 1998). This gives,

. N)(DEs .
p(tj ;w) = p (tj ;w); (3.3.3)
=1
where  represents the stacking weight of each NDE with index and P =1.

It is possible to run PyDELFIin two di erent modes which we will refer to as
batch run mode andactive learning mode. In the batch run mode, simulations are
run beforehand before being fed as one batchRyDELFI This means that to use the
batch run mode setting, it is typically prudent to select parameter points at which
to run forward simulations by sampling from the prior with an appropriate method,
such as by using an equally spaced grid or a latin hypercube. The main drawback
of this mode is that with any individual standalone run, it is hard to tell whether a
su cient number of forward simulations have been run without some ground truth
to which the results can be compared. This is because the absolute value of the

loss is dependent on the number of parameters being inferred, and there is not one
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target loss to aim for across all models and runs.

In the active learning mode PyDELFIproposes new parameter values at which to
run simulations after obtaining data vectors from a small initial set of simulations.
This means that for the initial set of simulations one can choose to either randomly
sample from the prior or make use of a latin hypercube that maximally covers the
prior volume e ciently. We choose the latter. After training on this initial set of
simulations, PyDELFIhen acquires further sets of parameter-data pairs by sampling
from a weighted mixture of the intermediate posterior and the prior, however, other

parameter acquisition schemes may be used.

The performance of neural networks is typically also sensitive to their initialisa-
tion. For our work, given that we know that the likelihood will be approximately
Gaussian around its peak from the published results of the KiDS-1000 team (Asgari
et al., 2021), we can make use of a Fisher matrik, multiplied by a factor of safety

to initialise our ensemble of NDEs. We express the Fisher matrix as

F=r 'Cu¥T; (3.3.4)

wherer is the derivative of the data vector at the ducial cosmology andC
the data covariance assuming a Gaussian likelihood (See Alsing & Wandelt, 2018
for more details). We have made use of the fact that the covariance is cosmology

independent here.

The factor of safety is introduced to ensure that the NDEs are not initialised
with too restrictive a volume. In practice, this means we initialise our NDEs with a
Gaussian target distribution with their means equal to the chosen ducial cosmology
parameter values and a covariance equal to the inverse Fisher matrix multiplied by
a constant acting as a factor of safety. To elaborate, the NDEs are initialised before
training to p(tj ) = N(tj ;kF 1), wherek denotes the aforementioned factor of

safety constant.
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3.3.2 Parameter sampling

The process of SBI means that ideally the forward simulations that generate the
data vectors are drawn from a set of parameters that maximally cover the prior
volume. As such a latin hypercube covering the prior volume would be ideal as it is
a method of maximally covering the volume of parameters of interest with minimal
computational waste by not sampling any particular parameter values twice (Loh,
1996; Park, 1994; Stein, 1987). As the KiDS prior contains a mix of top hat and
Gaussian components, the hypercube generating algorithms provided by tRgDOE
package could be employed alongsi@ziPy? with only minor modi cations.

Step one of the algorithm is to divide the prior volume into a lattice of equally
spaced hyper-cuboids. Step two is to then randomly choose hyper-cuboids such that
along each dimension no parameter interval is sampled twice. From here, either a
parameter point can be picked randomly within the chosen intervals, or the centre of
each interval can be chosen. Running the inference pipeline on either choice appears
to make little di erence, so for simplicity's sake the middle of each interval is chosen
as the sampled value for our work. This random choosing of hyper-cuboids can be
run multiple times. A measure of minimum Euclidean distance between any two
points is used as a measure of how spread out the points are within the hypercube,
and any random sampling that produces a larger minimum Euclidean distance is
deemed to be a better sample. This process can be repeated an arbitrary number
of times with the only caveat being an increase in computational cost.

The process ends here for parameters that have a at prior, but for parameters
that have a Gaussian prior there is an additional step. For the parameters that have
a Gaussian prior,SciPy is used to map the at spread of parameter points onto a

Gaussian target distribution through its inverse cumulative distribution function.

3.3.3 Score compression

The data vector we have chosen for this work is that of weak lensing two-point corre-

lation functions, which in the KiDS-1000 setup has length 270 (see Sec. 3.4). Using

2https://github.com/tisimst/pyDOE
3https://github.com/scipy/scipy
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data vectors of such length directly withinPyDELFMWould be prohibitively expensive
and di cult to t due to its high dimensionality. Hence, massive data compression
IS necessary to compress the data vectors into highly informative summary statistics

with minimal loss in information.

For this massive data compression task, there are a few methods to choose from.
One option would be to use a neural network to try and maximise the information
content automatically. For example, this can be done through the use of the software
packagelMNN(Charnock et al., 2018), which uses a neural network to construct
summaries that maximise the Fisher information. Another data compression method
is MOPED (A. F. Heavens et al., 2000), a linear compression method built upon
the more classic method of Karhunen-Loéve eigenvalue decomposition (Tegmark
et al., 1997). However, since we know from previous analyses that the parameter
likelihood from cosmic shear two-point statistics will be approximately Gaussian
close to the peak of the likelihood (Schneider & Hartlap, 2009; Sellentin & Heavens,
2018; Sellentin et al., 2018; P. L. Taylor et al., 2019; Upham et al., 2021), we make

use of linear score compression as outlined in Alsing and Wandelt (2018).

Given a log-likelihood,L, its Taylor expansion around a set of ducial parame-

ters, with respectto can be written as,

L=L + TrL = T3 (3.3.5)

where a denotes evaluation at the ducial parameter values, is the observed
information matrix, J rr TL . To linear order in the parameters, the data
vector only couples to the parameters via the L term, commonly referred to as
the score, withs r L. By construction this score function is a vector of length,
wheren is the number of parameters. This is as derivatives of the log-likelihood are
taken with respect to . As such, this provides a natural method for compressing
any data vector of lengthN to a massively smaller vector of lengtim, sensitive to
changes in the parameters to the rst order. Alsing and Wandelt (2018) remark that
this linear compression method generalises the linear Karhunen-Loéve compression

and MOPED schemas considered in A. F. Heavens et al. (2000) and Tegmark et al.
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(1997).

However, as already alluded to above, this method of compression does require
some form of an approximate likelihood with respect to the parameters of interest:
the more accurate the likelihood, the more optimal the compression. It should be
emphasised that an inaccurate likelihood approximation would only result in lossy
compression, and would not bias the inference, simply producing wider posterior
contours. For our work, we choose a Gaussian form for the likelihood for which this
method of compression saturates the Cramér-Rao bound (Alsing & Wandelt, 2018).

Moreover, we assume that the covariance is parameter-independent, which allows
us to drop any partial derivatives with respect to the covariance. The contribution
to the Fisher matrix by the parameter dependence of the covariance is suppressed
for larger survey area (Tegmark et al., 1997). We note that the SBI analysis does
fully account for the parameter dependence of statistical errors, as opposed to the
standard Gaussian likelihood analysis.

This leaves us with a greatly simpli ed linear score compression function, de ned

as,

t=r 'C }d ); (3.3.6)

wheret now denotes the compressed data that will be used as the information-
Su cient summary statistics to be fed into PyDELFI

However, with the expression of score compression as given in Eq. (3.3.6), the
numerical values of the compressed summary statistics are not directly informa-
tive. Through Eg. (3.3.5), Alsing and Wandelt (2018) show that by maximising the
Taylor-expanded log-likelihood, the score compression numbers can be mapped onto

a quasi maximum-likelihood estimator through

+F YrL = +F t; (3.3.7)

where F denotes the Fisher matrix evaluated at the ducial cosmology and
the ducial cosmology parameter values. We use these quasi maximume-likelihood

estimators as the summary statistics withinPyDELFIto be able to make use of the
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Fisher initialisation schema mentioned in Sect. 3.3.1.

Furthermore, it is in this compression step that we may choose to marginalise
over certain parameters such as any nuisance parameters. For example, if we know
that our data is only sensitive to a subset of the parameters varied through forward
simulation, those parameters can be marginalised out of the analysis through the
score. Alsing and Wandelt (2019) proposed a method of doing this whilst maximising
the information within the data vector's sensitivity to those parameters through use
of the Fisher matrix, a method they call nuisance hardened score compression.

For our cosmological setup, the parameters that we might choose to marginalise
out contain little information, meaning that the Fisher matrix yielded little to no in-
formation pertaining to the marginalised parameters. This meant that for our work,
we could marginalise our compressed summaries by simply truncating the score, re-
moving the terms that corresponded to the parameters we wished to marginalise
over. To mirror the analysis done by the KiDS-1000 team however, no marginal-
isation of the score is done throughout this work. It should be noted that if the
covariance depended on parameters, then such a clean separation between statistic
and parameter is impossible, and instead more mixing would be observed between
compressed statistics and parameter values. This would also result in a more com-

plex marginalisation process beyond simply truncating the score.

3.4 KiDS-1000 cosmic shear simulations

For the generation of mock data from initial parameters, forward simulation is done
using the KCAP and CosmoSIS packages (Zuntz et al., 2015)). For this analysis,
the output of the simulations are the shear two point correlation functions (2PCFs),
(). To calculate the 2PCFs, rstly the cosmological pipeline assumes a spatially
at CDM model. The linear matter power spectrum is calculated usinGAMB
(Howlett et al., 2012; Lewis et al., 2000) with its non-linear evolution calculated

using HMCod¢A. J. Mead et al., 2015). HMCodenakes use of a halo model with

“https://github.com/KiDS-WL/kcap
Shttps://bitbucket.org/joezuntz/cosmosis/wiki/Home
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baryonic feedback. The amplitude of the halo mass-concentratiogy,y, is allowed
to vary freely, whilst the halo model bloating parameter o is xed in relation to
apary (S€e Joachimi et al., 2021 for more details).

The e ects of the intrinsic alignment of galaxies is factored in through the non-
linear alignment model of Bridle and King (2007). Following the pipeline as set out
by KiDS (Asgari et al., 2021), the Limber approximation is used to project the mat-
ter power spectrum along the line of sight to obtairC (), which are the observed
cosmic shear angular power spectrum that are dependent on multipoleThe total
shear angular power spectrum is the sum of contributions from gravitational lensing

(G) and intrinsic alignments (1), giving,

)= e )+ clO)+ 0 @40

where Cg (') denotes the galaxy-galaxy contribution,Cg, (*) galaxy-intrinsic con-
tribution; C,, (") intrinsic-intrinsic contribution. The superscripts i now corresponds
to the tomography of lens galaxy whilstj that of source galaxies. TheC (') are
subsequently transformed into 2PCFs,

Z 1 g

(i )( ) — 7J0:4(‘ )C(iJj )(‘); (342)
0

with Jo=4 denoting Bessel functions of the rst kind and the angular separation
on the sky. Following KiDS-1000, we assume zero contribution from the B-modes
to the 2PCFs.

The source galaxies are split up into ve redshift bins with bin boundaries [0.1,
0.3, 0.5, 0.7, 0.9]. All of the cross-correlation and auto-correlation pairs between
respective redshift bins were taken into account resulting in 15 redshift bin pairs.
Following KiDS-1000, scale cuts are performed on the 2PCFs, only keeping angular
separations of between 0.5 and 300 arcminutes with a total of 9 angular bins. This
resulted in a data vector of length 270.

As the goal is to test the performance of th®€yDELFISBI pipeline, we generate
our own mock data vectors by sampling the 2PCFs using the KiDS analytic covari-

ance as derived in Joachimi et al. (2021). We do this to have full control over the

101 of 200



3.4. KiDS-1000 cosmic shear simulations 3. SBI for cosmic shear with KiDS

results and to perform valid testing of the SBI methodology by way of comparison
to that of traditional likelihood analysis. Furthermore, for the purposes of testing
we generated a mock data vector that was used as the observed data vector for both

traditional likelihood analysis and SBI.

In the future, we plan to apply this pipeline to a novel suite of physically informed
forward-simulations of weak lensing observables (von Wietersheim-Kramsta, Lin,
et al., in prep.). For this full SBI analysis of KiDS-1000 data, the simulations
will include all relevant systematics and physical e ects which might induce non-

Gaussianity into the likelihood.

Following the methodology of KiDS-1000, we vary ve cosmological parameters
and two astrophysical nuisance parameters with at priors identical to the ones used
by KiDS-1000 (see section 3.3 of Joachimi et al., 2021). The cosmological parameters
varied include g, the present day root-mean-square matter uctuation averaged
over a sphere of radiush Mpc; the density parameter for cold dark matter,! . =

¢chZ and baryonic matter,!, = ph3 multiplied by ho, the dimensionless Hubble

constant. The spectral index of the primordial power spectrums, is likewise varied.

The two astrophysical nuisance parameters am, , the intrinsic alignment am-
plitude of galaxies anday,,, the baryonic feedback amplitude. Furthermore, we
de ne matter densityas = .+ ,+ ,where is the neutrino density. Fi-
nally, the shifts in the means of the redshift distribution bins follow a Gaussian prior
with covariance that can be found in the latest KiDS data release repositdty For
our analysis, the mean shift in the redshift distribution is set to zero. See Table 3.1

for a summary of the parameters varied and their prior ranges.

It should be noted that the 2PCFs are only strongly sensitive to the parameters
g, ! c and Aja. This means that we expect the prior to dominate the posterior for

all of the other parameters that are varied.

Shttps://github.com/KiDS-WL/Cat_to_Obs_K1000_P1/
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| Parameter | Prior Range | Mock Data | Fiducial |

8 [0.6,1.0] | 0.8 0.811
. [0.019, 0.026]| 0.0230 0.0224
! . [0.07,0.18] | 0.120 0.120
Ns [0.8, 1.15] | 0.960 0.965
ho [0.6,0.9] | 0.674 0.674
Bvary [2.0,4.0] | 3.10 3.13
A [-6.0,6.0] | 0.960 0.974

.[5] N(;C) 0.0 0.0

Table 3.1: The prior ranges for the parameters to be inferred alongside the param-
eter values used to generate the mock data vector and the ducial cosmology for
compression. The prior ranges forg,! p, ! ¢, N, No, @vary and A\ are all top hats,
whilst the prior for , follows a correlated Gaussian distribution characterised by
a covariance matrix C with mean of . The , parameters encapsulate freedom
in the mean of the redshift distribution bins whilst the other parameters are: g,
the root-mean-square matter uctuation;! ,, baryonic matter density;! ., cold dark
matter density; ns, scalar spectral indexhy, Hubble constant; a,ary , baryonic feed-
back parameter;A s, galaxy intrinsic alignment amplitude. We set the equation of
state parameter asw = 1, pick a at curvature, ! = 0, and x a neutrino mass
sum of m =0:06e\V=C.

3.5 Validation & Optimisation

3.5.1 SBI methodology validation

To validate the methodology, using the setup described in Sect. 3.4, both a mock
observed data vector and ducial cosmology data vector were generated. We choose
Planck 2018 cosmology values (Planck Collaboration et al., 2020) as our ducial
cosmology but pick a slightly di erent set of cosmology values to generate the mock
observed data vector. We test robustness and sensitivity to the choice of ducial
cosmology later in Sect. 3.5.2.

The generated data vectors are compressed following the schema outlined in
Sect. 3.3.3. The compressed summary statistics are then fed int@gDELFIpipeline
that initialises the NDEs with the inverse Fisher matrix as mentioned in Sect. 3.3.1
before training the ensemble of NDEs on forward simulated data-parameter pairs.

Importantly, as our data is only sensitive to a subset of the parameters, with
the other parameters being highly prior-driven, we add this prior information to
the inverse Fisher matrix used for NDE initialisation via the method set out in Coe

(2009). This will have no e ect on the nal inferred parameter posterior, but it
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helps regularise the NDE initialisation making it perform more consistently.

In the end, the chosen ensemble of NDEs used included six MAFs comprised of
three to eight MADES, respectively. This choice was made after trying a variety of
di erent combinations of NDEs, with this combination providing good performance
without being too restrictive as would be the case if MAFs with fewer components
were chosen.

The results of the SBI pipeline were compared each time to a standard likeli-
hood inference pipeline usingmceé (Foreman-Mackey et al., 2013) that made use
of 48,000 model evaluations, with convergence tested using the integrated correlation
time as recommended by Foreman-Mackey et al. (2013). As mentioned previously,
the results of the standard likelihood inference pipeline were treated as the ground
truth for testing purposes. Figure 3.2 shows the comparison between the traditional
likelihood analysis vs. the output of the SBI pipeline after running forward simu-
lations with all 12 parameters varied. It is clear that the SBI pipeline is able to
reproduce the ground truth posterior with all 12 cosmological parameters varied.

This particular posterior was obtained after 11,000 forward simulations with
PyDELFlIset to run in its active learning mode. The one-dimensional marginal
posteriors di er slightly for hg and ! ,, which is due to the posterior being prior
driven with a low sensitivity to the data. This means that we expect the posterior
to be at for these parameters.

In particular for ! ,, we can see that the posterior from SBI re ects the expected
at distribution better than the standard MCMC analysis that assumed a Gaus-
sian likelihood. This shows us that the SBI methodology accurately re ects any
de ciency in information within the data vector concerning parameter constraints.

Classi er two-sample tests (C2ST) are often used to determine how well a pos-
terior has been learned, whereby a classi er is trained to see if it can distinguish
between samples from the ground-truth distribution and samples from the learned
distribution (Friedman, 2003; Lopez-Paz & Oquab, 2016). A value of 0.5 in the
test would indicate the classi er cannot distinguish between the two distributions

whilst a value of 1.0 would indicate the classi er can perfectly distinguish between

https://github.com/dfm/emcee
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the two distributions. We found that our methodology when tested with C2ST
was competitive with what Miller et al. (2021) found the performance oPyDELFI
to be, giving a value of 0.65 withO(10%) simulations when only considering three-
dimensional marginalised posteriors ing; m;Aa and a value of 0.6 when only a

two-dimensional posterior is considered.

3.5.2 SBI sensitivity to choice of ducial cosmology

Our SBI methodology requires a choice of ducial cosmology both to initialise the
NDEs as well as to do score compression. There is, however, no way to know what
a good choice of ducial cosmology is a priori, and importantly we would not want
the choice of ducial cosmology to bias the results. Instead, a poor choice of ducial
cosmology should only result in sub-optimal compression. Thus, it was important
to test this methodology for robustness against choice of ducial cosmology.

To test for this, we generated a set of 100 mock observed data vectors using
varying cosmologies that spanned the prior ing and . For this set of mock
observed data vectors, the other parameter values were kept xed to the values
depicted in Table 3.1. For the sake of simplicity, instead of running the SBI pipeline
in its active learning mode, a batch of 24,000 forward simulations were pre-run with
their data vectors compressed using the schema outlined in Sect. 3.3.3 and all 12
parameters varied drawn from a latin hypercube. Separate runs of the SBI pipeline

were then performed using each of the individual mock observed data vectors.

We rst found that the inferred posterior is always consistent with the cosmology
used to generate the mock observed data vectors, even when the ducial cosmology
lay outside of the posterior. We then wished to see how the standard deviation in
Sg is a ected by the choice in ducial cosmology. Figure 3.3 depicts the percentage
change in standard deviation in theSg marginal posterior. We nd that when the
true Sg and corresponding g value is larger than the ducial Sg and g value, the
posterior in Sg is arti cially widened, whilst for the rest of parameter space in |,
and g there is no clear trend. For the majority of cases, the change in standard

deviation is under 5%; a small percentage for an inherently noisy process due to
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Figure 3.2: Posterior distributions of the full parameter set of KiDS-1000 obtained
through a standard MCMC analysis (orange) vs. the SBI pipeline (blue). Choices
for the ducial cosmology and the cosmology parameter values for the mock observed
data are outlined in Table 3.1. The dashed grey lines depict the cosmology used to
generate the mock observed data. The SBI contours were obtained wRlyDELFIin

its active learning mode that made use of 11,000 forward simulations. In comparison,
the MCMC analysis made use of 48,000 model evaluations.
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Figure 3.3: The relative size of théSg marginal posterior standard deviation com-
pared to a ducial analysis where the mock data vector was the same as the mock
data vector. The , and g axes depict the cosmology used to generate the mock
data vector, whilst the colour maps the percentage di erence in the standard de-
viation of the Sg marginal posterior. The black dashed lines depict the ducial
cosmology values, whilst the dotted grey lines that span the gure diagonally depict
lines of constantSg. The standard deviation of theSg marginal posterior is up to
20% di erent to the case where the data cosmology aligned with the ducial cos-
mology.

both cosmic variance changing witl5g and the stochastic nature of NDE training.
This indicates to us that after running an initial analysis with a ducial cosmology
that will yield parameter constraints consistent with the data cosmology, it would

be prudent to re-compress the data vector with the newly inferred data cosmology.

In practice this rst involves performing inference with a ducial cosmology. The
maximum a posteriori (MAP) of this inference can be found with an optimiser such
as Nelder-Mead (Nelder & Mead, 1965), and we use the MAP parameter values to
re-compress our data. We then re-perforiRyDELFlinference with this once-iterated

MAP cosmology to yield more accurate constraints.
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Figure 3.4 depicts this process using the cosmology depicted by the top right
hand corner in Fig. 3.3, where the di erence irsg standard deviation between infer-
ence performed with compression on the ducial cosmology and inference performed
with compression on the mock data cosmology was 19%. This was the worst-case
scenario that we encountered in our testing. After compressing the data on the
ducial cosmology, we infer the MAP and re-perform the compression to obtain new
posterior contours with aSg standard deviation that is now only 5% di erent to that
of inference performed with compression on the mock data cosmology. This process
can be iterated several times if required. Furthermore, all of the MAP values have
very similar Sg, but the MAP from the once-iterated inference is also very close to

the true gand ,, values.

It should be noted that re-performing the PyDELFlinference with a new cos-
mology is computationally inexpensive as we can make use of all of the previously
run simulations to perform the ducial inference. There is only a small amount of
computational cost associated with calculating data vector derivatives with respect
to cosmology at the rst iteration MAP, and also to re-calculate the score compres-
sion followed by training a new set of neural density estimators. As such, we would
always recommend to perform at least one iteration and see if the MAP or standard
deviation varies signi cantly, and to continue iterating until neither the MAP nor
the standard deviation vary by much depending on the amount of noise present.
This result shows that the SBI methodology can easily be made robust towards the

choice of ducial cosmology after just one inference iteration.

3.5.3 SBI sensitivity to quality of compression

As discussed in Sect. 3.3.3, a crucial step in the SBI pipeline is the compression.
Whilst for our testing we were able to make use of optimal compression by using
the same covariance to both draw data vector values and in the compression, this
will not generally be the case. This is as an analytical covariance may not always be
available and a covariance matrix would also be unable to completely capture the

non-Gaussian features of forward simulated data. Therefore, there is a need to test
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Figure 3.4: SBI analysis where the mock observed data was generated from a cos-
mology (blue star) that deviated far from the choice of ducial cosmology (black
cross). The maximum a posteriori (MAP) was found from this initial ducial infer-
ence (fuchsia triangle) with corresponding posterior contours (fuchsia dashed line),
and used to re-compress the data vectors which resulted in new posterior contours
(yellow dash dotted line). The MAP from this once iterated inference is depicted
by the yellow diamond. Inference performed with summaries that were compressed
with the cosmology used to generate the mock observed data is shown by the solid
blue line.
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the methodology in lieu of lossy compression, which we do by tampering with the

covariance used in compression, arti cially worsening it.

We tamper with the covariance in two ways. In the rst method, as our ana-
lytic sample data covariance matrix follows a Wishart distribution (A. Taylor et al.,
2013; Wishart, 1928), we draw random samples of the covariance from a Wishart
distribution constructed from our data covariance whilst varying the degrees of free-
dom. By reducing the degrees of freedom, we increase the amount of noise in the
covariance like if we were estimating the covariance numerically from data samples,
with lower degrees of freedom corresponding to fewer data samples. In the second
method of tampering with the covariance, we suppress the o -diagonal elements of
the covariance by a factor ofL0 ', where| denotes the diagonal distance from the
diagonal element. This has the e ect of destroying all of the cross correlation in-
formation within the compression. This approach of tampering the covariance was
chosen to ensure that the covariance structure would be signi cantly compromised
but retaining its positive de niteness; it does not mimic any physical e ect in the

covariance modelling.

Figure 3.5 depicts the posterior contours obtained through the SBI pipeline using
these arti cially worsened compression methods. We can see from this gure that
in all but the worst Wishart tampered case where the degrees of freedom was set to
312, just above the degrees of freedom limit of 270 to keep the covariance matrix
invertible, the posteriors obtained through SBI do not di er greatly from the case
with good compression. In the realistic Wishart tampered case, the degrees of
freedom was set to 1000, a reasonable number of forward simulations one might
perform to estimate a data covariance. However, even in the worst case scenario,
we can see that the e ect is almost entirely posterior widening and mostly only on

the Aa parameter.

It is clear that this SBI pipeline is robust towards lossy compression and can
infer good posteriors under such circumstances. This sensitivity test also indicates
that making use of a numerically estimated, and thus noisy covariance would su ce

for purposes of re-analysing KiDS-1000.
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Figure 3.5: Posterior contours obtained through the SBI pipeline using three arti-
cially worsened compression covariances plotted on top of the posterior obtained
from using a good compression covariance (solid blue). In the realistic Wishart tam-
pered case (purple dash dotted), a covariance for use in compression was resampled
from a Wishart distribution with the degrees of freedom set to 1000, a reasonable
number of forward simulations one might perform to estimate a data covariance. In
the worst case Wishart tampered case (pink dashed), the Wishart degrees of freedom
was set to 312, just above the limit of the degrees of freedom for our data covariance
that is 270 to keep the matrix invertible (A. Taylor et al., 2013). In the suppressed

o -diagonals case (orange dashed), the covariance had its o -diagonal elements sup-
pressed by a factor ofl0 ', wherel denotes the diagonal distance from the diagonal
element. This strongly suppresses all of the cross-correlation information within the
compression. The dashed grey lines depict the cosmology used to generate the mock
observed data. It should be noted that in all but the worst Wishart tampered case
where only the Ajx contours widen, the SBI method is able to obtain a posterior
almost identical to the good compression case.
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3.5.4 Optimisation

We wish to know how many potentially expensive forward simulations are required
to successfully make use of this SBI methodology. We nd that the active learning
approach requires fewer simulations to produce a well learned and stable posterior.
However, there are downsides: the networks go through more rounds of training
overall, as they are retrained each time a new set of simulations is acquired. In
terms of training speed however, retrainind?’yDELFINDES is faster than even the
simpli ed simulations that we are making use of here. This indicates that they will
be much faster than the more realistic simulations we will make use of in the re-
analysis of KiDS-1000 data. To elaborate, the simulations we are running as outlined
in Sect. 3.4 take place on the order of a minute per realisation whilst training an
entire PyDELFImodel on a modern CPU with no GPU acceleration takes around 10
to 15 minutes. This shows us that the speed of analysis is dominated by the time it

takes to run the forward simulations.

As we have mentioned previously in Sect. 3.3.2, we draw initial parameter points
at which to run the forward simulations using a latin hypercube. We found that
the key benet of using a latin hypercube is that the tails of the parameter space
are well explored. However, just relying on a latin hypercube led to the peaks of
the posterior lacking the number of simulations required to converge. As such, the
active learning mode ofPyDELFIdraws further parameter points at which to run
forward simulations from a weighted mix of the intermediate posterior and prior.
We wished to see the impact on the training by drawing parameter points in this
manner, hence we compared the results of running the active learning approach

against a single large latin hypercube with the same number of total simulations.

There are several metrics that we can use to determine the number of forward
simulations we need to obtain good posterior contours. One method is to look
at the spread in the learnedSg posterior across each of the individual NDEs in the
ensemble that was employed blyDELFI Another method is to check if the marginal
Sg posterior's standard deviation has converged. We found that both of these metrics

were not strongly conclusive, and regardless of the number of simulations, neither
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metric appreciably deteriorated. As an alternative, we turned to the validation loss

of the neural networks to see when the loss stopped decreasing when increasing
the number of simulations. Figure 3.6 depicts such loss curves, comparing both
the validation loss from the active learning mode as well as a latin hypercube with
the same number of samples. We nd that the active learning approach always

outperforms the latin hypercube batch run mode.

To test for the number of simulations required however, we can look at where
the steepness of the log loss curves starts to plateau. When the log loss plateaus,
we can deduce that the networks are no longer able to glean much information
from adding on further simulations. We can see that for the 12-parameter case,
it is around 10,000 simulations that the loss curve starts to plateau. For the 7-
parameter case this takes place around 8,000 simulations whilst for 5 parameters
closer to 7,000. This shows us that the number of simulations required scales with
the number of parameters being inferred. However, as the scaling of simulations
required vs. parameters inferred is not polynomial, it is relatively cheap to infer

more parameters.

Furthermore, it is of note that after the initial hypercube, the active learning
method rapidly improves its quality of training. To graphically depict this, Fig. 3.7
plots the intermediate posteriors overlaid on top of each other. The parameters
have been marginalised out just to make the plot more visually clear, but they were
still learned in this particular run. We can see from this plot that the posterior
quickly converges with small increases in simulation number, starting from a poor
posterior constraints with the 2,000 parameter points hypercube. Yet, the 9,000
simulation intermediate posterior is almost identical to the one obtained after 17,000
forward simulations. This serves to further reinforce what we see in the loss curves

depicted in Fig. 3.6.

Within the setup of PyDELFlitself however, we also tried tuning other hyper-
parameters, such as the number of epochs, i.e. the number of training rounds the
NDEs undergo; the learning rate, a parameter that determines the amount the

NDEs changes after each training epoch; the early stopping threshold, a parameter
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Figure 3.6: The plot depicts validation loss against the number of simulations for
the two modes thatPyDELFIcan be run in. The orange points are the validation loss
from active learning whilst the blue points depict the batch run mode, both modes
are outlined in Sect. 3.3.1. For all simulations, all twelve parameters were varied.
In the top panel PyDELFlalso inferred all twelve parameters, whilst in the middle
panel PyDELFlonly inferred seven parameters, which were §, ! ¢, Aja, @ary, Ns, ho,
I'p}. The bottom panel depicts a scenario wher®yDELFlinferred ve parameters,
which were { g, ! ¢, Aia, apary, Ns}. For more than O(10%) simulations, the gain in
information becomes minimal, with the exact number of simulations dependent on
the number of parameters inferred.
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Figure 3.7: Intermediate posteriors from the active learning mode iRyDELFIfor
2000 hypercube samples (orange), 4000 samples (fuchsia), 9000 samples (purple)
and 17000 samples (blue). The dashed grey lines depict the cosmology used to
generate the mock observed data. The posterior is poorly approximated after the
initial 2,000 simulations, yet improves rapidly with just a doubling of simulation
number, and after 9000 simulations is almost identical to the posterior obtained
after 17000 simulations.
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that determines when to stop training to guard from over- tting. We found the
settings that PyDELFIluses by default to be good, with tweaks providing little to no
improvement. The only hyper-parameter we changed was the number of epochs. For
high dimensionality inference, the number of epochs needed to be set high enough
to give the NDEs enough training rounds to learn the features of the data fully.

Throughout this optimisation testing, the full set of KiDS-1000 parameters was
varied; however, we also tried marginalising out the other parameters in the com-
pression step to see if that made the learning task easier. This is prudent to try as
it both lowers the dimensionality of the problem and also guided by our knowledge
of the cosmological setup, we know that many of the parameters are almost purely
prior-driven. For our setup however, given that there was little sensitivity to the
data in the parameters that we wished to marginalise, performing nuisance hardened
compression as outlined in Alsing and Wandelt (2019) made no di erence.

If the MOPE&mpression schema was used in its original Gram-Schmidt orthog-
onalisation form (A. F. Heavens et al., 2000), then the sampling distribution of
summary statistics would have a covariance structure of that of a unitary matrix.
This in principle should be more straightforward for the NDEs to learn, but would
require modi cations to the current initialisation schema that makes use of a Fisher
matrix requiring the summary statistics to be cast into quasi maximum likelihood
estimators.

We also wished to test if reducing the number of parameters inferred would
arti cially narrow or widen the constraints on the parameters being inferred. We
found that there was no such e ect on the nal parameter posteriors, meaning it is
safe to reduce the number of parameters inferred but keep them varied in the forward

simulations. The marginal posteriors for this testing are depicted in Fig. 3.8.

3.6 Conclusions

As we enter an era of high-precision cosmology, it will become increasingly di cult
to reliably extract information from complex data via analytic models and likeli-

hoods. Therefore, we explored simulation-based inference (SBI) as a methodology
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Figure 3.8: Marginal posteriors from the active learning mode iRyDELFFor varying
numbers of parameters inferred. All twelve parameters were varied in the forward
simulations, and alsoPyDELFlinferred all twelve parameters in the solid blue con-
tour. The dashed grey lines depict the cosmology used to generate the mock observed
data. For the 7-parameter inference (dash dotted purple), the [5] parameters were
not inferred, the 6-parameter inference (fuchsia dashed) also droppkg and the
5-parameter inference further droppedho.

117 of 200



3.6. Conclusions 3. SBI for cosmic shear with KiDS

that would enable forward-modelling and avoidance of a Gaussian likelihood as-
sumption as is common in most cosmological analyses. We tested SBI on the full
12-dimensional parameter space of the most recent Kilo-Degree Survey cosmological
analysis of tomographic weak gravitational lensing data (KiDS-1000), assuming a
Gaussian data vector to validate the SBI methodology, employing density estimation

likelihood-free inference (DELFI) using thePyDELFIsoftware package.

We demonstrated that our SBI method accurately recovers the full cosmological
posterior of the KiDS-1000 analysis when applied to a mock data vector drawn from
a Gaussian likelihood. This was achieved with unddi0* forward simulations. More-
over, we showed that the necessary maximal data compression step in our method
Is robust to employing an inaccurate data covariance, and readily made robust to-
wards the choice of ducial parameter values. This suggests that our approach will
still perform well when using approximate analytic covariances or noisy numerical

covariance estimates.

Furthermore, we found the most computationally e cient mode in which to run
PyDELFIto be an initial latin hypercube of parameter values followed by additional
batches determined byactive learning Marginalising parameters that are varied in
the forward simulations in the score compression also does not bias the parameter
constraints on the remaining parameters. This allows the number of forward sim-
ulations required to be further reduced if certain parameters are not of interest for

the posterior.

The tests for robustness we have performed for our SBI method show that it
Is competitive for performing accurate parameter inference all whilst dropping the
Gaussian likelihood assumption or being restricted to analytic models of the data. If
paired with fast yet comprehensive simulations, SBI inference will also not dramat-
ically increase computational requirements. In forthcoming work we will back-end
our SBI pipeline with realistic forward simulations of weak lensing and apply this
inference pipeline to KiDS-1000 (von Wietersheim-Kramsta, Lin, et al., in prep.).
While we have restricted our analysis to two-point statistics to be able to validate

against the standard inference approach, SBI is readily applicable to any combi-
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nation of summary statistics that are accurately represented in the simulations,
which makes it a powerful tool to extract maximal amounts of information from

next-generation cosmological surveys that contain more non-Gaussian information.
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Chapter 4

KiDS-1000 SBI

The work presented in the previous chapter tested and created a robust inference
pipeline in preparation for a SBI analysis of the public KiDS-1000 data. This chapter
presents the work published in von Wietersheim-Kramsta, Lin, et al., (2024) where
we make use of newly constructed forward simulations to do a full KiDS-1000 SBI
data analysis incorporating novel observational systematics. The work aimed to
probe the e ects of dropping the Gaussian likelihood assumption within cosmic

shear, and to shed some light on its e ects on cosmological parameter constraints.

For this work, the construction of the simulations as well as analysis of the
cosmic shear signal on the inference was led by M. von-Wietersheim-Kramsta. The
author led all the work in doing the SBI analysis. This encompasses the running and
validation of the SBI analysis with accompanying simulations, the classic MCMC
analysis, goodness of t tests, coverage tests, and calculation of all maximum a

posteriors and marginal constraints.

The chapter starts by presenting a summary of the introduction and forward
simulations constructed by M. von. Wietersheim-Kramsta before expanding in more
detail the SBI analysis done both on mocks and data performed by the author. The
gures and gure captions have been taken from von Wietersheim-Kramsta, Lin, et
al., (2024) verbatim, whilst all other sections have been edited from the perspective

of the author's contribution.
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4.1 Introduction

Cosmic shear encapsulates the weak gravitational lensing e ect of foreground matter
on images of distant galaxies. This e ect has proven itself to be a powerful probe of
the large-scale structure of the Universe as the correlated distortion of galaxy shapes
enables enables the inference of a degenerate combination of the Universe's matter
density and the amplitude of the matter power spectrum assuming theCDM cos-
mological model. We currently stand at the intersection where Stage-IIl cosmic
shear analyses are nishing their nal analyses, such as the Kilo-Degree Survey
(KiDS; Asgari et al., 2021; Busch et al., 2022; Heymans et al., 2021; Kuijken et al.,
2019; S.-S. Li et al., 2023; Loureiro et al., 2021), the Hyper Suprime-Cam survey
(HSC; Aihara et al., 2022; X. Li et al., 2023; Sugiyama et al., 2022), and the Dark
Energy Survey (DES; Amon, Gruen, et al., 2022; Gatti et al., 2021; Secco et al.,
2022), all inferring cosmological parameters with unprecedented precision.

Stage-IV galaxy surveys, such aBuclid* (Laureijs et al., 2011), Rubin® (LSST
Science Collaboration et al., 2009) oRoman® (Spergel et al., 2015), will enable
both more precise and accurate cosmological parameter inference, as these surveys
are designed to both be wider and deeper with higher levels of precision. However,
their statistical analysis will also be more challenging as robust inference will require
the inclusion of many more e ects, both in terms of the scienti ¢ physical e ects of
interest, but also the modelling of observational systematics.

Current Stage-lll galaxy survey measurements ofg, the root-mean square of
the matter overdensity eld at 8 Mpc h !, or the derived parameter that is bet-
ter constrained by cosmic shear dbg g( m=0:3)%°, agree well with each other
despite utilising independent methodologies, telescopes, survey volumes and survey
strategies (Amon, Gruen, et al., 2022; Asgari et al., 2021; Busch et al., 2022; Dalal
et al., 2023; Hikage et al., 2019; X. Li et al., 2023; Secco et al., 2022). These con-

straints, however, made from observations of the late Universe (Abbott et al., 2022;

Thttps://kids.strw.leidenuniv.nl/
2https://hsc.mtk.nao.ac.jp/ssp/
3https://www.darkenergysurvey.org/
“https://www.euclid-ec.org/
Shttps://www.Isst.org/
Shttps://roman.gsfc.nasa.gov/
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Amon, Gruen, et al., 2022; Asgari et al., 2021; Busch et al., 2022; Dark Energy
Survey and Kilo-Degree Survey Collaboration et al.,, 2023; Heymans et al., 2021,
S.-S. Li et al., 2023) disagree by up to 3.4 with the g value as measured by
the Planck collaboration (CMB; Planck Collaboration et al., 2020) of the cosmic

microwave background, a probe for the early-Universe.

If the discrepancy cannot be resolved due to the e ects of either physical sys-
tematics, such as baryonic feedback or the intrinsic alignment of galaxies (Amon
& Efstathiou, 2022; Dalal et al., 2023; X. Li et al., 2023; Mandelbaum, 2018; Miy-
atake et al., 2023), or observational systematics, then there is a strong motivation to
search for new physics. As such, we aim to shed some light on this by performing a
full simulation-based inference (SBI) cosmic shear analysis making use of a bespoke
suite of fast forward simulations with novel modelling of observational systematics
whilst dropping the Gaussian likelihood assumption as is typical in cosmic shear

analyses.

It has been widely remarked that the Gaussian likelihood assumption in appli-
cation to cosmic shear analysis has its limitations (Hall & Taylor, 2022; Schneider &
Hartlap, 2009; Sellentin & Heavens, 2018; Sellentin et al., 2018; P. L. Taylor et al.,
2019; Upham et al., 2021), becoming especially non-Gaussian when observational

and physical systematics are included (Je rey et al., 2021).

One such observational systematic of note rises from the variations in seeing
conditions of every image taken by the KiDS-1000 telescope due to atmospheric
conditions, thermal expansion of the telescope, moonlight, zodiacal light, Galactic
extinction, etc. This gives rise to anisotropies in the observational depth of the sur-
vey across the night sky (Guzik & Bernstein, 2005; Shirasaki et al., 2019), resulting
in the anisotropic selection of observed galaxies. Furthermore, to compensate for the
gaps in the telescope's charge-coupled device (CCD), the KiDS-1000 survey strat-
egy made use of overlapping pointings. This gives rise to possible spatial variations
due to these overlapping pointings, where regions of overlapping pointings result in

higher signal-to-noise ratios in a spatially correlated manner.

These e ects have been found to be at the percent-level for the cosmic-shear
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signal measured by KiDS-1000 (Heydenreich et al., 2020), with an e ect on the
standard deviation of the signal by up to 20% (Joachimi et al., 2021). For KiDS-
1000, this is below the level of statistical uncertainty, but would be a signi cant e ect

for Stage-1V galaxy surveys, such asuclid, Rubin or Roman As the impact of these

anisotropic spatial observational e ects on the likelihood have not been explored in
previous work, in this work we make use of a forward model that incorporates
observational depth variations in KiDS-1000, enabling SBI to encapsulate and thus

learn its e ect on the likelihood.

4.2 Simulations

The starting point of the simulations is to construct the three-dimensional matter
power spectrum from an input set of cosmological parameters, which we compute
with CAMBHowlett et al., 2012; Lewis & Challinor, 2002; Lewis et al., 2000). Bary-
onic feedback is incorporated usingiMCod€A. J. Mead et al., 2016) which makes
use of an extra nuisance parameter to characterise the e ects of baryonic feedback,
Apary (see section 3.1 of von Wietersheim-Kramsta, Lin, et al., (2024)).

Next, the simulation splits the light-cone along the line-of-sight into concentric
spherical shells centred at the observer, as required by our large-scale structure
simulator of choice. The shell thickness is chosen carefully such that a log-normal
eld prescription provides an accurate description of the matter over-densities within
each shell (see section 3.2 of von Wietersheim-Kramsta, Lin, et al., (2024)).

As we require accurate cross-correlations between shells, we cannot make use of
the Limber approximation. Instead, a novel implementation of the Levin method of
integration (Levin, 1996)is made use of to perform fast and e cient integration of
the spherical Bessel functions (see section 3.3 of von Wietersheim-Kramsta, Lin, et
al., (2024)). The implementation can be found in the_evin modul€’.

To construct log-normal matter elds consistent with the correlation and cos-

mologies previously calculated, we make use of the Generator for Large Scale Struc-

"Levin ; https://github.com/rreischke/nonLimber_matter_shells
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