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Abstract

The surge in availability of Electronic Health Record (EHR) data presents both

opportunities and challenges for healthcare research. Effective phenotyping,

the process of identifying observable traits related to genetic or environmental

variations, is integral to understanding diseases and advancing drug discovery.

With the increasing complexity of EHR data, traditional methods often fall

short. Machine learning, due to its adaptive and data-driven nature, holds the

promise of more accurately deciphering patterns within EHR, thus enhancing

the precision and scope of phenotyping.

Within this work, we address a broad spectrum of challenges associated

with structured EHR data and its practical applications, highlighting our ef-

forts to enhance phenotyping in the context of drug discovery. The initial

research explores EHR’s temporal dynamics, leveraging the signature trans-

form as an alternative modelling paradigm for sequential data in heart failure

prediction models. Subsequent investigations confront the pervasive issue of

label noise in EHR data. By integrating positive and unlabelled learning with

transformer architectures, we attempt to enrich cohorts by identifying missed

diagnoses and recover genomic associations with greater power. Moreover,

the work navigates the realm of patient subtyping, weighing the merits of

reconstruction against outcome objectives to forge accurate EHR data repre-

sentations. In the final chapter of this research, we advance the field of survival

analysis by integrating differentiable sorting methods with partial order super-

vision. The method serves as an alternative to the conventional Cox’s partial

likelihood with the advantage of a transitive inductive prior.
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Farré and Antonios Poulakakis Daktylidis. Below is a list of chapters and their

respective publication.

Chapter 2: Andre Vauvelle, Paidi Creed, and Spiros Denaxas. Neural-

signature methods for structured EHR prediction. BMC Medical Infor-

matics and Decision Making, 22(1):1–12, 2022a

Chapter 3: Andre Vauvelle, Hamish Tomlinson, Aaron Sim, and Spiros

Denaxas. Phenotyping with positive unlabelled learning for genome-wide

association studies. In Multimodal AI in healthcare: A paradigm shift in

health intelligence, pages 117–135. Springer, 2022b

Chapter 5: Andre Vauvelle, Benjamin Wild, Roland Eils, and Spiros De-

naxas. Differentiable sorting for censored time-to-event data. Advances

in neural information processing systems, 2023



Contents

1 Introduction 17

1.1 Aims and Objectives . . . . . . . . . . . . . . . . . . . . . . . . 19

1.2 Thesis Summary . . . . . . . . . . . . . . . . . . . . . . . . . . 21

1.2.1 Non-Technical Summary . . . . . . . . . . . . . . . . . . 24

2 Neural-Signature Methods for Structured EHR Prediction 25

2.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.3 Aims and Objectives . . . . . . . . . . . . . . . . . . . . . . . . 27

2.4 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

2.5 Data Preprocessing and Cohort . . . . . . . . . . . . . . . . . . 29

2.5.1 Cohort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.5.2 Tokenization . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.6 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.6.1 Signature Methods . . . . . . . . . . . . . . . . . . . . . 32

2.6.2 Signature Variations . . . . . . . . . . . . . . . . . . . . 35

2.7 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

2.8 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

2.8.1 Data Ablation Study . . . . . . . . . . . . . . . . . . . . 40

2.9 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.9.1 Comparison to Previous Literature . . . . . . . . . . . . 43

2.10 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44



Contents 7

3 Phenotyping with Positive Unlabelled Learning for Genome-

Wide Association Studies 46

3.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

3.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.3 Aims and Objectives . . . . . . . . . . . . . . . . . . . . . . . . 48

3.4 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.5 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

3.5.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . 51

3.5.2 Anchor Learning . . . . . . . . . . . . . . . . . . . . . . 52

3.5.3 Using BERT as a Anchor Classifier . . . . . . . . . . . . 54

3.5.4 Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

3.5.5 Anchor Performance Metrics . . . . . . . . . . . . . . . . 57

3.5.6 Hyperparameters . . . . . . . . . . . . . . . . . . . . . . 57

3.6 Experiments and Results . . . . . . . . . . . . . . . . . . . . . . 57

3.6.1 UK Biobank Data . . . . . . . . . . . . . . . . . . . . . . 58

3.6.2 Anchor Classifier Performance and Robustness to Con-

trol Noise . . . . . . . . . . . . . . . . . . . . . . . . . . 59

3.6.3 Evaluating phenotypes with GWAS . . . . . . . . . . . . 60

3.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

4 Subtyping Diabetes with Longitudinal Patient Stratification

with Clinical Outcomes 68

4.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

4.3 Aims and Objectives . . . . . . . . . . . . . . . . . . . . . . . . 70

4.4 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

4.5 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4.5.1 Embedding Patients Trajectories . . . . . . . . . . . . . 74

4.5.2 Embedding Patient Outcomes . . . . . . . . . . . . . . . 76

4.5.3 Clustering Patients . . . . . . . . . . . . . . . . . . . . . 77

4.6 Experiments and Results . . . . . . . . . . . . . . . . . . . . . . 78



Contents 8

4.6.1 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.6.2 Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . 79

4.6.3 Time-to-event Outcomes . . . . . . . . . . . . . . . . . . 80

4.6.4 Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.6.5 Further Implementation Details . . . . . . . . . . . . . . 81

4.6.6 Variational Auto-Encoder Pretraining . . . . . . . . . . . 82

4.6.7 In
uence of Outcome vs Reconstruction Losses . . . . . . 84

4.6.8 Clinical Introspection . . . . . . . . . . . . . . . . . . . . 87

4.6.9 In
uence of Sequence Length . . . . . . . . . . . . . . . 89

4.7 Discussion and Conclusion . . . . . . . . . . . . . . . . . . . . . 91

4.7.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.7.2 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 93

5 Di�erentiable Sorting for Censored Time-to-event Data 94

5.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

5.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

5.3 Aims and Objectives . . . . . . . . . . . . . . . . . . . . . . . . 96

5.4 Background and Related Work . . . . . . . . . . . . . . . . . . . 98

5.4.1 Pairwise Independence . . . . . . . . . . . . . . . . . . . 99

5.5 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

5.5.1 Listwise Ranking and Di�erentiable Sorting Networks . . 100

5.5.2 Di�erentiable Sorting Networks Relation to Ranking and

Partial Likelihood . . . . . . . . . . . . . . . . . . . . . . 103

5.5.3 Di�surv: Handling Censoring with Possible Permutation

Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.5.4 Top-K risk prediction . . . . . . . . . . . . . . . . . . . . 106

5.6 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.6.1 Datasets and Preprocessing . . . . . . . . . . . . . . . . 108

5.6.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . . 110

5.7 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

5.7.1 Calibration of Predicted Permutations . . . . . . . . . . 114



Contents 9

5.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

6 Conclusions 118

6.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

6.1.1 Interpretability . . . . . . . . . . . . . . . . . . . . . . . 118

6.1.2 Cohort Enrichment . . . . . . . . . . . . . . . . . . . . . 119

6.1.3 Subtyping . . . . . . . . . . . . . . . . . . . . . . . . . . 121

Appendices 122

A Chapter 2 Appendix: Neural-Signature Methods for Struc-

tured EHR Prediction. 122

A.1 Signature Methods . . . . . . . . . . . . . . . . . . . . . . . . . 122

A.1.1 A Geometric Intuition and Exploration in Toy Data . . . 122

A.1.2 Key Properties and Caveats for Signature Methods . . . 124

A.1.3 Variations on the Signature Transform . . . . . . . . . . 125

A.2 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

A.2.1 Augmentations . . . . . . . . . . . . . . . . . . . . . . . 129

A.2.2 Classi�er . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

A.2.3 Implementation . . . . . . . . . . . . . . . . . . . . . . . 130

A.2.4 Training and Validation Schema . . . . . . . . . . . . . . 130

B Chapter 3 Appendix: Phenotyping with Positive Unlabelled

Learning for Genome-Wide Association Studies 131

B.1 Model Hyperparameters . . . . . . . . . . . . . . . . . . . . . . 131

B.2 Additional Anchor Learning Results . . . . . . . . . . . . . . . . 132

B.3 Additional GWAS Results . . . . . . . . . . . . . . . . . . . . . 132

C Chapter 5 Appendix: Di�erentiable sorting for censored time-

to-event data 133

C.1 Non-proportional Hazards . . . . . . . . . . . . . . . . . . . . . 133

C.2 Training and Evaluation . . . . . . . . . . . . . . . . . . . . . . 134

C.2.1 Model Architecture and Hyperparameters . . . . . . . . 134



Contents 10

C.3 Additional Results . . . . . . . . . . . . . . . . . . . . . . . . . 135

Bibliography 137



List of Figures

1.1 Diagram illustrating the interconnected structure of the thesis,

beginning with the exploration of feature extraction (Chapter

1) and subsequently focusing on three speci�c healthcare tasks

(Chapters 2-5). The arrows represent the directional 
ow of

research themes. Dashed boxes indicate directions for future

work. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.1 Data preprocessing pipeline. The numbers in green boxes indi-

cate the number of patients at each stage and blue boxes indicate

the number of events in each corpus. PRIMDX - corpus with

only primary diagnoses, PRIMDX-SECDX-PROC - corpus with

primary diagnoses, secondary diagnoses and procedure terms . . 29

2.2 Overall experiment pipeline. . . . . . . . . . . . . . . . . . . . . 39

2.3 Data ablation study. Error bars indicated the� 1 standard de-

viation in prediction metrics on the cross validation folds. . . . . 41

2.4 Progression of metrics over �ve epochs on one training fold. . . . 42

3.1 Overview of AnchorBERT phenotyping for GWAS. Unlabelled

patients (grey dots) are given predicted probabilities of having

the anchor variable (yellow plusses) by AnchorBERT. These pa-

tients are then used as a continuous trait in linear regression

GWAS. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47



List of Figures 12

3.2 Area under precision recall curve for anchor variable classi�ers

as an increasing proportion of cases are added to the unlabelled

set during training. . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.3 Data ablation study for the remaining diseases for each pheno-

typing method. Shaded areas indicate one standard deviation

of results across 10 trails. . . . . . . . . . . . . . . . . . . . . . . 64

4.1 This scatter plot shows pretrained patient embeddings from the

training set using the VAE, reduced to 2D using UMAP. Each

point represents a patient. Those with a diabetes diagnosis are

colored orange, while those without are blue. The plot visualizes

how the VAE separates patients based on their medical history. 83

4.2 Density visualizations of 2D patient embeddings in VAE latent

space for di�erent patient groups. . . . . . . . . . . . . . . . . . 83

4.3 Kaplan-Meier curves for di�erent loss scenarios. Outcome Only

hyperparams: wy = 0:05, wr = 0 (Figure 4.3a, Figure 4.3b).

Reconstruction Only hyperparams: wy = 0, wr = 1:0 (Fig-

ure 4.3c, Figure 4.3d). Outcome and Reconstruction hyper-

params: wy = 0:5, wr = 0:3 (Figure 4.3e, Figure 4.3f). Cluster-

ing loss is weighted aswc = 0:1 for all. . . . . . . . . . . . . . . 88

4.4 Plot of sequence length against Variance Embedding Magni-

tude, j� j with each loss scenario. . . . . . . . . . . . . . . . . . . 91

5.1 Di�erentiable Sorting for Censored Time-to-Event Data. In-

puts, in this case, SVHN images, are transformed into scalar

values through a neural network. A di�erentiable permutation

matrix, P , is computed using sorting networks. The model can

be optimized for downstream tasks, such as risk strati�cation

and top-k highest risk prediction, by using the matrixQp of

possible permutations based on the observed events and censor-

ing. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97



List of Figures 13

5.2 Visualisation of censored data . . . . . . . . . . . . . . . . . . . 98

5.3 Example sorting networks of size 8; (a) Odd-Even, (b) Bitonic. . 101

5.4 For an example case (a) with two events ( , e2 and e5) and

multiple censored samples (, c1; c3; c4; c6; c7) the uncertainty in

the possible permuted rankings (b) due to censoring is taken

into account to derive the possible permutation matrixQp (c). . 104

5.5 Visual abstract of the survSVHN dataset. . . . . . . . . . . . . 113

5.6 Calibration visualization of the Di�surv (Bitonic) predicted

ranking for a group of 8 subjects on the survSVHN dataset. . . 115

A.1 A plot of two event paths with path 1 also being the chord that

joins the two end points of path 2. The Levy area is negative

above the chord and positive above. . . . . . . . . . . . . . . . . 124



List of Tables

2.1 ICD10 terms that identify HF cases . . . . . . . . . . . . . . . . 31

2.2 A summary of the cohort used for HF prediction experiments. . 32

2.3 Summary of augmentations. . . . . . . . . . . . . . . . . . . . . 36

2.4 Sequential models compared. . . . . . . . . . . . . . . . . . . . . 38

2.5 Best performing models maximised for AUROC during hyper-

parameter optimisation. Performance metrics evaluated on the

test dataset with � 1 standard deviation calculated from cross

validation scores. . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.1 Diseases studied . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.2 Basic statistics of UK Biobank EHR data after preprocessing. . 58

3.3 Mean and standard deviation anchor variable classi�er model

performance on test set across each investigated disease.

AUPRC: Area under precision recall curve, AUROC: Area

under receiver operator curve, LR: Logistic Regression. . . . . . 59

3.4 Performance of each phenotyping method when reproducing

known GWAS Catalog associations. MI - Myocardial Infarction,

T2D - Type 2 Diabetes, HF - Heart Failure, DM - Dementia,

RA - Rheumatoid Arthritis . . . . . . . . . . . . . . . . . . . . 63

4.1 Adjusted Rand Index between pairs of models trained with dif-

ferent loss scenarios, shows the di�erences in clustering similar-

ity when training with di�erent loss weightings. . . . . . . . . . 86



List of Tables 15

4.2 Table of Exclusivity (Number of Codes in Cluster/Total codes)

for each loss scenario. . . . . . . . . . . . . . . . . . . . . . . . . 90

5.1 Isolated compute time for di�erent methods, with various batch

sizes and risk set sizes over 100 trials. Mean time and 95%

con�dence intervals are provided in milliseconds. . . . . . . . . . 112

5.2 Results for training on survSVHN with increasing risk set size.

Mean (standard deviation) c-index over 5 trails with di�erent

seeds.„ When n = 2 both methods are equivalent to the ranking

loss to up continuous relaxation of swap operation. . . . . . . . 113

5.3 Results for training on survSVHN while increasing transitiv-

ity. Metric is c-index. Mean performance over 3 trails with

di�erent seeds. Bold indicates signi�cant improvement (t-test,

p � 0:01). Restricted to a �xed batch size and risk set size of 32. 114

5.4 Results for real-world and semi-synthetic datasets. Mean (stan-

dard deviation). Survival metric is c-index. Top 10% metric

is top-k-score. Bold indicates signi�cant improvement (t-test,

p � 0:01). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.5 Results for MIMIC IV CXR keeping the number of events per

mini-batch equal. Mean and standard deviation of the C-index

for di�erent methods and batch risk set sizes. Bold indicates

a signi�cantly higher result with t-test and p � 0:01.„ Most

signi�cant across all Batch Size, Risk Set Sizes. . . . . . . . . . 117

5.6 Results for survSVNH keeping the number of events per mini-

batch equal. Mean (and standard deviation) over 5 trials with

di�erent seeds. Metric is C-index. Bold indicates a signi�cantly

higher result with t-test and p � 0:01. . . . . . . . . . . . . . . . 117



List of Tables 16

5.7 Calibration of rank probabilities from predicted permutation

matrices on survSVHN, keeping the number of events per batch

equal. Mean (and standard deviation) Brier scores over 5 trails

with di�erent seeds. Corresponds with C-index results in Ta-

ble 5.6. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

A.1 Signature terms up the 3rd level for the paths in Figure A.1. . . 123

B.1 Model Hyperparameters. Ranges for tuning indicated by square

braces. Final values from tuning under each disease acronym. . 131

B.2 Total SNPs found in our own GWAS full data experiments,

found in the catalog and found after LD matching. There are

often a greater number of GWAS matches than catalog matches

as multiple SNPs in our analysis maybe in LD with the reported

lead SNP in the catalog. The di�erence between matched and

unmatched SNPs in our analysis may represent false positive

association or as yet undiscovered genetic associations, further

analysis is needed to determine the number of likely causal SNPs

in this set. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

C.1 Hyperparameter values for small real-world datasets. . . . . . . 135



Chapter 1

Introduction

The shift towards digitization in healthcare has profoundly changed the han-

dling of patient information. Electronic Health Records (EHRs), encompassing

diagnoses, treatments, and more, have become essential. These diverse data

sources o�er an opportunity to uncover meaningful patterns, leading to more

targeted and e�cient healthcare.

In this thesis, we will focus onStructured Electronic Health Records

(EHRs). These contain systematically organized data �elds that capture clini-

cal observations, diagnosis codes, and billing information. They are generated

through clinical work
ows and often leverage standardized terminologies like

ICD-10 (International Classi�cation of Diseases, Tenth Edition) for diagnoses

or CPT (Current Procedural Terminology) for procedures. While their pri-

mary use is for clinical care, structured EHRs are increasingly repurposed for

secondary uses such as quality assessment, public health surveillance, and,

notably, drug discovery. Billing codes in particular, serve dual roles - facili-

tating reimbursement processes and acting as valuable indicators for patient

phenotypes in research.

Indeed, parallel to the rise of EHRs has been the surge in drug discov-

ery and development. This growth driven by a staggering 90% failure rate in

advancing drugs from Phase I clinical trials to clinical application [Sun et al.,

2022]. Given the increasing complexity of drug development research [DiMasi

et al., 2003, 2016, Wouters et al., 2020, Sun et al., 2022], the pharmaceuti-
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cal sector constantly seeks innovative methods to identify unique therapeutic

targets and de�ne patient subgroups with varied treatment responses. Phe-

notyping|the practice of categorizing patients through observed clinical in-

formation|is central to this process. Accurate phenotypes not only enhance

our comprehension of disease biology but also allow for the development of

treatments speci�cally tailored to individual patient needs. This supports the

growing emphasis on precision medicine, aiming for more e�ective and �nan-

cially sustainable healthcare solutions.

While the overarching themes touch upon drug discovery and develop-

ment, it is essential to delineate the speci�c aspects we are addressing. Our

work primarily pertains to the identi�cation and subtyping of patient popu-

lations based on nuanced trajectories and clinical outcomes. These activities

are fundamental building blocks that have diverse applications, ranging from

drug development to genetic association studies and risk prediction [Che et al.,

2015, Xu et al., 2021]. In the realm of drug discovery, our contributions could

assist in identifying patient subgroups that may respond more favorably to a

new drug candidate or reveal novel clinical features that are correlated with

drug responsiveness, thereby aiding in pre-clinical and clinical phases. Sim-

ilarly, the techniques developed here could be adapted for risk strati�cation

in public health surveillance or to enhance the power of genomic analysis in

genetic studies.

Yet, phenotyping is a task fraught with inherent challenges. EHRs, though

abundant, are known for their noisy, sparse, and high-dimensional characteris-

tics Banda et al. [2018]. Traditional methods, dependent on manual curation

and domain-speci�c heuristics, lack scalability and often introduce biases. Ex-

pert bias occurs when the manual curation of phenotypes relies heavily on the

subjective judgments of domain experts. Di�erent experts may have varying

opinions on what constitutes a particular phenotype based on their training,

experience, and even personal biases. This can lead to inconsistencies in phe-

notype de�nitions, posing challenges for the generalizability and replicability



1.1. Aims and Objectives 19

of research �ndings [Webb et al., 2022]. These challenges pave the way for

the integration of advanced machine learning techniques to tackle the inherent

complexities of EHR data. Machine learning holds the potential to improve the

automation of phenotypic discovery, uncover concealed patterns, and predict

future clinical events with increased accuracy.

In recent years, there has been a noticeable shift towards utilizing deep

learning and representation learning methodologies [Xiao et al., 2018, Rajko-

mar, 2018, Ayala Solares et al., 2020]. These approaches capitalize on the

capacity to model complex, non-linear relationships and create meaningful

embeddings from raw clinical data. Furthermore, with the emergence of trans-

formers and innovative architectures, there exists potential to more e�ectively

capture the temporal dynamics and multifaceted nature of EHRs.

However, as the �eld stands, at this intersection of healthcare and cutting-

edge machine learning, several questions loom large. How can the power of

EHRs be harnessed most e�ectively for drug discovery? How can modern

machine learning techniques, speci�cally tailored for EHR data, enhance phe-

notyping to aid more targeted drug development? There's also the considera-

tion of whether inductive biases speci�c to phenotyping tasks can be leveraged

within models, and how learning objectives might be re�ned to cater to spe-

ci�c use cases. One of the important questions that arises is how phenotyping

methods can be tailored to meet the distinct objectives that vary between

clinical applications and drug development research. Part of the focus here

is to understand that the goals, data, benchmarks, and limitations may di�er

depending on whether the end application aims for immediate patient care or

long-term pharmaceutical development.

1.1 Aims and Objectives

The overall aim of this PhD thesis is to develop new machine learning meth-

ods to aid phenotyping. This overarching aim is pursued through the following

pairs of research questions and objectives:
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ˆ Explore Advanced Feature Extraction Techniques (Chapter 2):

Can novel approaches, such as signature methods, be used to enable the

e�cient analysis of high-dimentional sequential data?

Implement and evaluate neural network architectures and signature

methods to extract temporal features from structured EHR data, ad-

dressing the dimensionality and scalability challenges inherent in time-

series data.

ˆ Develop Tailored Phenotyping Methods for Diagnosis Classi�-

cation (Chapter 3): Can transformer architectures and postive unla-

beled learning enable phenotype signal discovery in GWAS studies?

Build and validate models that are sensitive to the noisiness within EHR

data, with a particular focus on biological discovery and genome-wide

association studies.

ˆ Analyze Phenotypic Subtyping for Drug Discovery (Chapter 4):

How do unsupervised and supervised tasks trade o� when clustering

patients representations for phenotyping?

Examine the heterogeneity within disease de�nitions to identify mean-

ingful subgroups, thereby supporting more targeted and powerful drug

discovery e�orts.

ˆ Incorporate EHR-Speci�c Priors through Di�erentiable Sorting

(Chapter 5): How do survival analysis methods relate to ranking and

can we leverage e�cient algorithmic sorting structures with only partial

orderings?

Develop a novel method, Di�surv, for survival analysis, integrating the

priors speci�c to EHR data within machine learning phenotyping meth-

ods.

These objectives guide the research presented in this thesis, weaving to-

gether both foundational techniques and innovative approaches to address the
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pressing questions at the intersection of healthcare and cutting-edge machine

learning. They collectively contribute to the �eld by o�ering actionable in-

sights and tangible solutions that have the potential to signi�cantly impact

the way phenotyping aids drug discovery.

1.2 Thesis Summary

This thesis begins by assessing existing temporal dynamic models in struc-

tured EHR data, experimenting with signature methods for feature extraction

(Chapter 2). The focus then shifts to machine learning phenotyping tasks tai-

lored to the particular needs of drug discovery. Enriching genomic discovery

cohorts (Chapter 3), balancing cluster subtyping with reconstruction and out-

come goals (Chapter 4), and developing a groundbreaking method for survival

analysis through sorting algorithms (Chapter 5). This progression of research

threads together a comprehensive approach to the challenges and potentials of

machine learning in healthcare, we visualise this progress together with areas

for future work in Figure 1.1.

The chapters are presented in chronological order and in the remainder

of the introduction, we will delve into each chapter in turn, discussing the

speci�c motivations behind them and how they collectively contribute to the

overarching goals of this PhD research.

In more detail, our initial focus in Chapter 2 was on exploring feature ex-

traction, particularly through the lens of neural network architectures such as

recurrent neural networks, which were just beginning to be used for extracting

temporal features from sequences of structured EHR data Choi et al. [2016a].

Alongside this, signature methods emerged as a powerful tool in the analysis

of time series data. Stemming from the mathematics of rough path theory

and stochastic di�erential equations, signature transforms provide a unique

representation of paths as a graded in�nite sequence of terms. The applica-

bility of these signature terms in various machine learning tasks, especially

healthcare applications like sepsis detection Morrill et al. [2019] and mental
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Chapter 2
Feature Extraction

Neural-Signature Methods for
Structured EHR Prediction

Chapter 3
Cohort Enrichment

Phenotyping with Positive Unlabelled
Learning for Genome-Wide Association Studies

Chapter 4
Subtyping

Subtyping Diabetes with Longitudinal
Patient Strati�cation with Clinical Outcomes

Chapter 5
Survival Analysis

Di�erentiable Sorting for
Censored Time-to-event Data

Future Work
Cohort Enrichment

Learning Phenotypes with Noisy Labels

Future Work
Subtyping

Survival Analysis

Di�erentiable Survival Clustering

Figure 1.1: Diagram illustrating the interconnected structure of the thesis, begin-
ning with the exploration of feature extraction (Chapter 1) and sub-
sequently focusing on three speci�c healthcare tasks (Chapters 2-5).
The arrows represent the directional 
ow of research themes. Dashed
boxes indicate directions for future work.

disorder modeling Kormilitzin et al. [2016], had been demonstrated in recent

literature. However, signature methods do not scale well to high-dimensional

time-series data such as structured EHR data. Recognizing this limitation, re-

cent advancements have found a way to incorporate signature methods directly

into the network architecture as di�erentiable temporal pooling layers. By do-

ing so, it becomes possible to leverage trainable embeddings to mitigate the

dimensionality challenges, opening up new possibilities for handling complex

sequential data. This synergy between neural networks and signature methods

forms the core of our investigation in this chapter, o�ering new insights into

the use of signature methods and setting the stage for a broader exploration

of feature extraction methodologies.

During this project, it became clear that while deep learning methods

outperform linear, more traditional baselines, the simple windowed prediction

task used in these works did not necessarily �t the priors and objectives of drug

discovery applications. Chapter 3, "AnchorBERT: Phenotyping with Positive

Unlabelled Learning for Genome-Wide Association Studies" aims to build a

phenotyping method speci�cally suited to diagnosis classi�cation in the context

of biological discovery and genome-wide association studies. This work focuses
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on the issue of phenotypic misclassi�cation by taking into account the noisiness

within EHR data by framing it as positive and unlabelled data. Our proposed

solution, AnchorBERT, combines anchor learning and transformer models to

produce a continuous measure representing the presence of a phenotype. We

validated this work by reproducing genetic associations, �nding our method

able to reproduce associations only previously found in studies with 5� as

many cases.

In Chapter 4, we delve into the well-explored task of phenotypic subtyp-

ing. Rather than working with well-de�ned phenotypes and identifying those

that may have been misclassi�ed, we take a di�erent approach by assuming

that the existing de�nition may be overly broad and that distinct subgroups

may exist within it. By systematically forming these subgroups, we aim to

reduce the heterogeneity within disease de�nitions. This reduction in hetero-

geneity is anticipated to have tangible bene�ts for drug discovery, as it can

enhance the power of genomic analysis and thus aid in pinpointing unique and

precise targets for treatment. The underlying objective is to identify patients

who share similar presenting trajectories and outcomes within these subgroups.

We attempt to balance these two concepts, through a reconstruction loss and

outcome loss, while subtyping patients with clustering. Building on Carr et al.

[2021a], we explore how learning representations with combined objectives in-


uences the learnt clusters and patient representations.

In our �nal content chapter, Chapter 5, we shift our attention to an al-

ternative approach to the outcome loss examined in Chapter 4. Inspired by

recent advancements in di�erentiable sorting [Petersen et al., 2021], we ex-

plore its adaption to the �eld of survival analysis, a critical semi-supervised

task with signi�cant implications in healthcare. Our method, Di�surv, ex-

pands upon current di�erentiable sorting methods by addressing the inherent

limitations related to censoring, a common obstacle in real-world datasets.

By predicting matrices of possible permutations that accommodate label un-

certainty introduced by censored samples, Di�surv not only paves the way
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for novel frameworks in survival analysis but also o�ers improvements in risk

prediction scenarios.

1.2.1 Non-Technical Summary

This thesis explores how advanced machine learning can improve the analysis

of electronic health records (EHRs) to better understand and treat diseases.

EHRs contain vast amounts of patient data, but their complexity often makes

it challenging to extract meaningful insights using traditional methods.

The research focuses on improving \phenotyping," or identifying traits re-

lated to diseases, which is crucial for drug discovery. Key contributions include

developing new methods to predict heart failure using time-related data, ad-

dressing missing or incorrect diagnoses in EHRs, and enhancing how patients

are grouped for personalized treatment. Additionally, a novel approach for an-

alyzing patient survival data is introduced, o�ering potentially more e�cient

training and ultimately predictive performance.

Overall, this work aims to make healthcare more precise by leveraging

machine learning to better interpret complex medical data.



Chapter 2

Neural-Signature Methods for

Structured EHR Prediction

Based on published work: Andre Vauvelle, Paidi Creed, and Spiros

Denaxas. Neural-signature methods for structured EHR prediction.BMC

Medical Informatics and Decision Making, 22(1):1{12, 2022a

2.1 Abstract

Methods that can e�ectively model structured Electronic Healthcare Records

(EHR) are central to an increasing range of applications in healthcare. Due

to the sequential nature of health data, Recurrent Neural Networks (RNNs)

have emerged as the dominant component within state-of-the-art architectures

for handling sequential data. In contrast, the signature transform o�ers an al-

ternative modeling paradigm that stands on robust theoretical foundations.

Derived from the theory of rough paths and controlled di�erential equations,

signature methods provide a strong theoretical basis that allows for more pre-

cise mathematical control and interpretability in modeling sequential data.

This transform provides a non-learnt approach to creating a �xed vector rep-

resentation of temporal features and has shown strong performance across an

increasing number of domains, including medical data. However, the signature

method has not yet been applied to structured EHR data. To this end, we
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follow recent work that enables the signature to be used as a di�erentiable

layer within a neural architecture enabling application in high dimensional

domains where calculation would have previously been intractable. Using a

heart failure (HF) prediction task as an exemplar, we provide an empirical

evaluation of di�erent variations of the signature method and compare against

state-of-the-art baselines. This �rst application of neural-signature methods in

real-world healthcare data shows a competitive performance when compared

to strong baselines and thus warrants further investigation within the health

domain.

2.2 Introduction

Prediction tasks de�ned on structured EHR data are a key focus for applica-

tions of Machine Learning in Healthcare, with the potential to improve patient

outcomes through faster and more accurate diagnoses. Due to the rapidly

increasing quantity and availability of EHR data, methods in deep learning

are increasingly being utilised to model the complex interactions in a range

of healthcare related predictive tasks. Due to the sequential nature of EHR

data, RNNs have emerged as a key component in many recent state of the art

methods. This chapter introduces signature methods as a theoretically well-

grounded method of extracting features from sequential structured EHR data.

We provide an empirical evaluation of signature methods as a novel alternative

to RNNs for disease prediction using data collected during routine healthcare

encounters.

The signature transform maps a path (for example a time series) onto an

in�nite sequence of summary statistics. It is known that these terms com-

pletely characterise the path (up to translation) and that any function on the

path can be modelled arbitrarily well by a linear function on the signature

[Lyons et al., 2007, Friz and Victoir, 2010]. In a machine learning context, this

makes the signature a useful feature set with which to learn from. The signa-

ture has been successful across a range of predictive tasks involving time series
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data [Morrill et al., 2020] in particular in the medical domain [Morrill et al.,

2019]. However, the signature method has not yet been applied to structured

EHR data, most likely due to its high dimensionality posing computational

challenges. To this end, we follow recent work that enables the signature to be

used as a di�erentiable layer within a neural architecture, enabling application

in high dimensional domains where calculation would have previously been

intractable [Bonnier et al., 2019].

2.3 Aims and Objectives
In this chapter, we perform an empirical evaluation of signature methods as a

novel sequential feature extraction alternative to RNNs for disease prediction

using EHR data. We create a 90 day HF prediction task with data from the

UK Biobank [Sudlow, 2015] to compare neural-signature models with various

augmentations against RNN and bag of words baselines. The key results can

be summarised as follows:

ˆ Neural-signature methods are able to produce a competitive predictive

performance when compared to RNN models, returning results over two

separate corpora and metrics within one standard deviation

ˆ Log-signature and lead-lag variants improve results from those similar to

basic bag of words models to those comparable with RNNs

ˆ Adding time-augmentations does not signi�cantly a�ect model perfor-

mance for both neural-signature and RNN models

2.4 Related Work
The methods previously used to address temporality in EHR can be roughly

separated into three main areas;

Discretization: This consists of splitting the continuous-time variables

into discrete bins. Features are then calculated from the sub-sequences within

each time period. For categorical data, the most common approach is to count

the number of events.
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Neural approaches: Neural network approaches attempt to automati-

cally learn a feature set that best describes the underlying data for a speci�c

prediction task. Pham et al. [2016] and Choi et al. [2016a] applied RNN vari-

ants to �nd results that reported improved performance over existing state-of-

the-art methods.

RNN variants continue to play a role in more recent papers [Choi et al.,

2016b, 2017, Rajkomar, 2018, Ester and Pedreschi, 2018, Ma et al., 2017,

Zhang et al., 2018, Xiao et al., 2019, Qian et al., 2020]. Modi�cations in-

clude using bidirectional RNNs to reduce steps between dependencies, atten-

tion mechanisms to improve interpretability, facilitate combining with Convo-

lutional Neural Network (CNN) models, and improved embeddings for visits

with graph-based attention models. In all such papers, RNNs are used to

handle the sequential aspect of structured EHR.

While it is clear that RNNs perform comparatively well in deep learning

applications, an alternative set of methods is also worth discussing.

Sequential feature extraction: This encompasses methods that are

able to extract 
at features from sequential data while retaining information

relating to ordering. Despite being more popular in higher frequency data

modalities such as streams data, previous works using structure EHR have

explored; shapelets [Zhao et al., 2017] and symbolic aggregate approximation

[Bagattini et al., 2019] for adverse drug reaction prediction. More broadly, this

includes methods such as the discrete Fourier transformation [Agrawal et al.,

1993].

It is this category that signature methods can be considered to belong. A

key advantage of signature methods is a strong theoretical groundwork show-

ing the signatures' usefulness in non-parametric hypothesis testing [Chevyrev

and Oberhauser, 2018] and algebraic geometry [Pfe�er et al., 2018]. Machine

learning applications have also been demonstrated in a growing variety of do-

mains [Chevyrev and Kormilitzin, 2016] including: healthcare [Morrill et al.,

2019, Kormilitzin et al., 2016, 2017, Arribas et al., 2018], �nance [Arribas,
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2018, Kalsi et al., 2019], action recognition [Yang et al., 2019, Liao et al.,

2019] and hand-writing recognition [Xie et al., 2018].

2.5 Data Preprocessing and Cohort

502,629

All participants

5,737

HF cases

57,220

Cases and controls

237,672

PRIMDX

800,102

PRIMDX-SECDX-PROC

Case Control Matching Extract events and tokenize

Figure 2.1: Data preprocessing pipeline. The numbers in green boxes indicate the
number of patients at each stage and blue boxes indicate the number of
events in each corpus. PRIMDX - corpus with only primary diagnoses,
PRIMDX-SECDX-PROC - corpus with primary diagnoses, secondary
diagnoses and procedure terms

The UK Biobank [Sudlow, 2015] is a national, population-based study

with data from 502,629 individuals. We extract a retrospective heart fail-

ure (HF) cohort using the same methodology as Denaxas et al. [2018] which

uses the previously-validated phenotyping algorithm in the CALIBER resource

[Denaxas et al., 2012]. An overview of the preprocessing procedure in given in

Figure 2.1.

In the context of Electronic Health Records (EHRs), diagnoses are gener-

ally classi�ed into primary and secondary categories. The primary diagnosis

is the principal condition that is being treated or evaluated during a health-

care encounter, often necessitating hospital admission. Secondary diagnoses

are conditions that coexist with the primary diagnosis and may require addi-

tional clinical evaluation or treatment. An 'episode' refers to a speci�c period

of care for a patient, beginning at admission and ending at discharge, during

which all healthcare services are provided to address a particular condition.

Medical coding systems are instrumental in standardizing this data. ICD-10

(International Classi�cation of Diseases, Tenth Edition) is a coding system

used internationally to document diseases and health conditions. It primarily
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focuses on the diagnosis. OPCS-4 (O�ce of Population Censuses and Surveys

Classi�cation of Interventions and Procedures, version 4) is a British coding

system used to describe surgical or diagnostic procedures. Both are essential

for the structured component of EHRs and are widely employed for secondary

uses like research and billing. To prevent confusion with other forms of coding

in this text, we will refer to clinical codes such as those found in ICD-10 and

OPCS-4 as 'terms'.

To form the sequential input data required for our predictive model, we

extract primary and secondary diagnosis terms (ICD10), procedure terms

(OPCS4) and, timestamps ("epistart") from the UK Biobank inpatient

dataset. Patient events are extracted using a bu�er period of 90 days before

the diagnosis of heart failure (HF).

2.5.1 Cohort

For the control group, this 90-day bu�er period is aligned with the HF diagno-

sis date of their corresponding matched case in the study group. This matching

strategy allows us to maintain comparability between the two groups, elimi-

nating highly correlated events such as end-of-life care from skewing the results

[Kourou et al., 2014]. Whenever sequences of patient events are sorted in our

analysis, events occurring at the same date are randomized in their order. This

detail becomes particularly important when imposing constraints such as max-

imum sequence lengths, as the randomized order could in
uence the truncated

sequence.

The HF cohort excludes patients with: self-reported prevalent HF cases,

those who died during the study period, heart failure diagnoses outside the

study period between 1997 and 2015. The cases are matched to controls on

assessment centre, year of recruitment, sex, and year of birth. Controls use

an index date that is assigned to the date of HF diagnosis for its matched

case. We randomly sampled the total potential control population of 496,892

with the above matching criteria to create a cohort with a ratio of 1:9 cases

to controls. This resulted in 5,722 cases and 51,498 controls, where 15 cases



2.5. Data Preprocessing and Cohort 31

could not be matched. A list of IC10 terms used to identify HF cases in given

in Table 2.1.

Code Description

I50 Heart failure
I110 Hypertensive heart disease with heart failure
I130 Hypertensive heart and chronic kidney disease with heart failure

and stage 1 through stage 4 chronic kidney disease, or unspeci�ed
chronic kidney disease

I132 Hypertensive heart and chronic kidney disease with heart failure
and with stage 5 chronic kidney disease, or end stage renal disease

I260 Pulmonary embolism with acute cor pulmonale

Includes all sub-chapters of I50

Table 2.1: ICD10 terms that identify HF cases

2.5.2 Tokenization

We create two separate corpora for each patient: PRIMDX is a corpus that only

contains primary diagnosis terms, and PRIMDX-SECDX-PROC also includes

secondary diagnoses and procedure terms. Since the number of events in each

sequence is greater for the PRIMDX-SECDX-PROC cohort, this allows us to

compare each of our methods' ability to handle longer sequences with more

complex and redundant information.

We follow a similar practice to NLP tokenization, using tags to identify

whether a code comes from a particular corpus. This allows us to distin-

guish between primary and secondary codes with the same ICD10 term and

introduce additional tokens to indicate if there is no data present. The to-

kenization process also applies two measures to reduce the vocabulary size;

limit the length of all terms to 4 characters and a minimum count of 5. This is

possible because many ICD10 and OPCS contain extension codes or additional

sub-chapter codes which are not commonly used across healthcare providers

and often contain details that indicate minor di�erences between terms. The

tokenizer vocabulary is �tted on the training data, and any subsequent code

that is not present in the vocabulary is assigned an out-of-vocabulary token in

place.
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Table 2.2: A summary of the cohort used for HF prediction experiments.

HF Controls Total

# patients 5,722 51,498 57,220

PRIMDX
# events 48,779 188,893 237,672
Average # events per patient 8.52 3.67 4.15
Unique tokens - - 2147

PRIMDX-SECDX-PROC
# events 184,036 616,066 800,102
Average # events per patient 32.16 11.96 13.98
Unique tokens - - 6235

In Table 2.2 we provide a breakdown of the demographics of the matched

cohort used in this study.

2.6 Methods

Let each patient record be denoted by the pathx = ( x1
t ; : : : ; xd

t ), where each

value x t 2 Rd is parameterised byt 2 [0; T].

Our objective is to classify each sequence with a binary variable which

indicates whether the patient will develop heart failure within 90 days. The

dimension of the path,d, is determined by the maximum number of unique

tokens as we represent each token with a one-hot-vector, such that only the

dimension corresponding with the index of the vocabulary is one and with

zeros everywhere else.

2.6.1 Signature Methods

The de�nition of the signature transform is as follows.

Let T > 0 and 0< t 1 < t 2 < � � � < t n� 1 < t n = T. Let f x = ( f 1
x ; : : : ; f d

x ) :

[0; T] ! Rd be the unique continuous function such thatf x (t i ) = x i and is

a�ne on the intervals between them 1. The signature is the in�nite collection

1The requirement of a continuous and linear interpolation here is unnecessary and is only
used for notational simplicity, this is due to the signature's invariance to time reparameter-
isations property (see De�nition A.10 in Bonnier et al. [2019]).
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of iterated integrals

Sig(x) =

0

B
@

0

@
Z

� � �
Z

0<t 1< ��� <t k <T

kY

j =1

df i j

dt
(t j )dtj

1

A

1� i 1 ;:::;i k � d

1

C
A

1� k

: (2.1)

The form of the signature in Equation 2.1 can be broken down to help

give the reader a better understanding as done in Chevyrev and Kormilitzin

[2016]. We can start by simplifying to a single indexi 2 f 1; : : : ; dg. This

reduces Equation 2.1 to

Sig(x) i =
Z

0<t<T

df i

dt
(t)dt: (2.2)

As this is a single integral andf is a�ne, the equation simply resolves to the

increment of i-th coordinate of the path

Sig(x) i = x i
T � x i

0: (2.3)

The double-iterated integral considers any pair of coordinatesi; j 2 f 1; : : : ; dg

such that

Sig(x) i;j =
Z

0<t<T
Sig(x) i df

j

dt
(t)dt (2.4)

=
Z

0<t 1<t 2<T

df i

dt1
(t1)dt1

df j

dt2
(t2)dt2 (2.5)

where we have used Equation 2.2 and replacedt to denote the integration

limits as

0 < t 1 < t 2 < T =

8
><

>:

0 < t 1 < t 2

0 < t 2 < T
(2.6)

Notice that the integration limits in Equation 2.6 correspond to the integration

over a triangle. Going further this process can continue recursively and be

interpreted as integrating over an increasingly high dimensional simplex. This
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real number is known as the k-fold iterated integral seen in Equation 2.1

Sig(x) i 1 ;:::;i k =
Z

0<t<T
Sig(x) i 1 ;:::;i k � 1

df i k

dt
(t)dt (2.7)

=
Z

� � �
Z

0<t 1< ��� <t k <T

kY

j =1

df i j

dt
(t j )dtj (2.8)

where the superscripts are members of the set

1; : : : ; k 2 f 1; : : : ; dg: (2.9)

We can further simplify this form and remove the need for the integral when we

consider the path as a series of linear segments in a piecewise linear path. For a

single segment the signature can be expressed by the product of its increment

Sig(x) i 1 ;:::;i k
t;t +1 =

1
k!

kY

j =1

(x i j
t+1 � x i j

t ): (2.10)

To calculate each signature term of the full path, we can use Chen's Identity,

which states that the signature of the entire path can be calculated from the

signatures of its segments [Chen, 1958] as

Sigi 1 ;:::;i k
t;t +2 (x)0;T =

kX

b=0

Sigi 1 ;:::;i b
t;t +1 Sigi b+1 ;:::;i k

t+1 ;t+2 : (2.11)

Using the signature as an in�nite series in a machine learning pipeline

would not be tractable. Instead, it is common to truncate the series to the

k-th level, this is also known as the depth of the signature. This results in

the �nite collection of terms Sig(x) i 1 ;:::;i k where the multi-index is restricted

to length N . For example a signature of depth 1 is the collection ofd real

numbers Sig(x)1; : : : ;Sig(x)d and a signature of depth 2 is the collection of

d + d2 real numbers Sig(x)1; : : : ;Sig(x)d; Sig1;1; : : : ;Sig(x)d;d.

The number of terms � , for any truncated signature of depthN of a
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d-dimensional path, whered � 1, is the geometric series:

� =
NX

k=0

dk =
dN +1 � 1

d � 1
(2.12)

For structured EHR data with hundreds or thousands of unique terms,

this poses a signi�cant computational issue. In the next section, we highlight

a number of variations that can be used to encourage information into lower

order signature terms.

In Appendix A.1, we provide a further breakdown of the de�nitions pro-

vided here and explore an example in toy data to show how the signature

terms describe sequential data. Theoretically, the signature terms are proven

to uniquely describe any path up to translation (Proposition 1) and act as a

universal non-linearity (Proposition 2). This latter property is shared with

neural networks and allows us to reduce potentially complicated non-linear

relationships between variables into linear ones.

2.6.2 Signature Variations

There is a body of variations on the standard signature transform that have

been developed. Each can tailor the properties of the signature to be more

suited for a certain task. Morrill et al. [2020] provides an overview of possible

variations of the signature together with an empirical evaluation on streams

data. Given the substantially greater dimensionality of structured EHR data,

we restrict our investigation to the augmentations in Table 2.4 and the log-

signature.

2.6.2.1 Augmentations

An augmentation considers transforming our sequence of patient eventsx 2 Rd

into one or several new sequences,p, whilst potentially changing the dimen-

sionality of each path toa. In general, this can be described by the map

� : S(Rd) ! S (Ra)p: (2.13)
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Table 2.3: Summary of augmentations.

Augmentation a p Length

Time d + 1 1 n
Basepoint d 1 n + 1
Lead-lag 2d 1 2n
Learnt projections a p n

The time augmentation consists of the concatenation of an extra dimen-

sion. As shown in Proposition 1, this can be used in the absence of any actual

timestamps by simply using the index of the event in the sequence. In both

cases, this removes the property of time-parameterisation invariance of the

signature [Levin et al., 2016]. We also investigate applying actual time dif-

ferences from prediction date to account for the irregularly sampled nature of

the data. We follow Rajkomar [2018] by applying the parameterised scaling

function, f (� T) = Tscalelog(� T) capped a maximumTmax . Tscale and Tmax

control extreme time-deltas and are optimised as hyperparameters.

The basepoint [Kidger and Lyons, 2020] is used to remove the property of

translational invariance. This property means that the signature of two paths

separated by a constant translation will be the same. The basepoint also has

a signi�cant advantage for our pipeline as� 20% of pathways in the dataset

used in this study have only a single event. Basepoint introduces an origin

point at the start of each path and thus ensures each path has at least two

points which is a requirement for calculating the signature.

The lead-lag augmentation [Chevyrev and Kormilitzin, 2016, Flint et al.,

2016] adds shifted copies of the path as new coordinates. This augmentation

explicitly captures the quadratic variation of the underlying process, an im-

portant concept for our data where the co-variance between medical concepts

is known to be highly important to the underlying pathology of disease [Choi

et al., 2020, Qian et al., 2020]. A lag of a single timestep is described by the

following augmentation

� (x) = (( x1; x1); (x2; x1); (x2; x2); : : : ; (x t ; xt )) 2 S(R2d): (2.14)



2.6. Methods 37

The learnt projection can be described by the a�ne transformation or

embedding,� A 2 Ra� d, such that

� (x) = ( � A x1; � A x2; : : : ; � A xn ) 2 S(Ra): (2.15)

This reduces the dimensionality of the path to make the calculation of the

signature tractable.

2.6.2.2 The log-signature

The log-signature corresponds with taking the formal logarithm of the signa-

ture in the algebra of formal power series [Chevyrev and Kormilitzin, 2016].

Both the signature and its logarithm uniquely de�ne a path (Proposition 1)

but the log-signature does not hold the same universality property (Propo-

sition 2) [Liao et al., 2019]. The log-signature maps to a smaller number of

terms at each truncation level determined by Witt's formula, which is shown

in Appendix A.1.3.2 along with an example.

2.6.2.3 Deep Signatures

For the a�ne transformations discussed in Equation 2.15, we brie
y described

a learning process. As detailed in recent works from Bonnier et al. [2019], it is

possible to train the a�ne transformations together with the signature trans-

form through an end-to-end neural network architecture. Here, the signature

acts as a non-parametric pooling function able to extract provably useful in-

formation from sequential data.

It is possible to calculate the gradient needed in this method as the signa-

ture can be formulated as a calculation tree of di�erentiable operations [Reizen-

stein, 2019, Kidger and Lyons, 2020].

The generalised function of the neural-signature model used in this work

can be written as

f (x; �) = �
�
(g� fc � SigN � � � A )(x)

�
(2.16)



2.7. Experiments 38

where we have denoted that the learnt parameters as the weights of a fully con-

nected neural network classi�er� fc and elements of the a�ne transformation

augmentation � A . The sigmoid function is used to map the output activation

to a [0,1] score.

2.7 Experiments

As baselines, we consider a bag of words model with logistic regression as a

commonly used most basic model, along with a GRU model, which is compa-

rable with the state of the art RETAIN Choi et al. [2016b], Ayala Solares

et al. [2020]. We also include a GRU variation that incorporates the time delta

augmentation.

Additionally, we consider the following signature models: the standard

signature (S) provides the baseline for further variations, the log-signature

(LS) removes the universality property (the fully connected neural network

classi�er still guarantees this overall) but greatly reduces the number of sig-

nature terms, the lead-lag (LL) augmentation encourages information about

the quadratic variation into lower-order signature terms, the add time index

augmentation (ATI) provides sensitivity to parameterization, the time delta

(ATD) version goes further to account for non-uniform sampling rates. We

limited the exploration on augmentations to the above after initial testing on

validation data found the leag-lag augmentation to be most in
uential.

Table 2.4: Sequential models compared.

Variants Description

S2 Standard Signature with depth 2
LS2 Log-signature - a condensed form of the signature
LS2 + LL LS with lead-lag augmentation - extracts quadratic variation
LS2 + LL + AT I LS + LL with time index - removes time reparameterisation invariance
LS2 + LL + ATD LS + LL with time delta - accounts for non-uniform sampling rate
LS3 + LL + ATD Increased truncation depth - more complex, sequential features

BoW OH LR Most basic model with one-hot bagging and logistic regression
GRU Baseline gated recurrent unit sequential model
GRU + ATD Takes into account time di�erences

We use two metrics for evaluation; area under the receiver operator curve
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Figure 2.2: Overall experiment pipeline.
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Model

Case Controls : Identifying matched Heart Failure cases and controls (Sec-
tion 2.5
Tokenize : Extract prior medical history using ICD10 terms and apply NLP tok-
enization with corpus tags (Section 2.5.2).
Embedding : Apply augmentations to reduce dimensionality from one-hot encod-
ing (Section 2.6.2.1).
Encoder : Extract sequential features using signature transform or GRU (Sec-
tion 2.6.1).
Classi�er and Predictions : Apply fully connected neural network as a predic-
tion head (Appendix A.2.2).

(AUROC) and area under the precision-recall curve (AUPRC).

Previous studies have shown that the AUROC can provide misleading

results when there is considerable data imbalance, mainly if the number of

controls is high, and we have a preference for identifying true positive ex-

amples [Saito and Rehmsmeier, 2015]. This issue exists in our task due to

the 1:9 case-control split and the increased bene�t of correctly identifying HF

cases over correctly identifying controls. The result of this class imbalance

can cause AUROC to become in
ated due to a high number of true controls.

AUPRC is an alternative metric that captures the trade-o� between precision

and recall. Crucially, it ignores the number of true controls allowing changes

in performance to be seen without being diluted as in AUROC.

The signature variations explored are summarised together with the base-

lines in Table 2.4. Common to each model is the architecture shown in Fig-

ure 2.2. Further details on implementation, including initialisation, activation

functions, optimisation, hyperparameters, regularisation, and other such re-

lated details are found in Appendix A.2.
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Table 2.5: Best performing models maximised for AUROC during hyperparameter
optimisation. Performance metrics evaluated on the test dataset with
� 1 standard deviation calculated from cross validation scores.

PRIMDX PRIMDX-SECDX-PROC
Model AUROC AUPRC # Params AUROC AUPRC # Params

S2 0.682� 0.011 0.211� 0.015 525,296 0.695� 0.005 0.247� 0.003 258,098
LS2 0.687� 0.005 0.248� 0.014 637,906 0.704� 0.011 0.245� 0.019 167,101
LS2 + LL 0.703� 0.007 0.241� 0.005 216,404 0.728� 0.011 0.300� 0.014 592,528
LS2 + LL + AT I 0.700� 0.009 0.249� 0.018 864,817 0.724� 0.007 0.303� 0.009 545,474
LS2 + LL + ATD 0.695� 0.013 0.254� 0.014 596,364 0.730� 0.008 0.304� 0.009 1,504,205
LS3 + LL + ATD 0.698� 0.007 0.244� 0.017 7,015,643 0.734 � 0.008 0.300� 0.009 4,037,181

BoW OH LR 0.699 � 0.007 0.252� 0.006 - 0.690� 0.015 0.300� 0.015 -
GRU 0.701� 0.009 0.241� 0.007 795,390 0.731� 0.008 0.293� 0.017 415,892
GRU + ATD 0.710 � 0.010 0.275 � 0.012 668,997 0.733� 0.008 0.309 � 0.012 489,151

2.8 Results

From Table 2.5, we observe similar predictive performance across signature

models using lead-lag augmentations and GRU models over all corpora, with

all metrics from the two sets of models remaining within one standard deviation

of performance seen on the validation data. All models perform the same

or better on the larger PRIMDX-SECDX-PROC cohort, but more complex

models gain a more signi�cant bene�t from the added data.

The addition of time augmentations does not show a consistent improve-

ment in performance over just applying the lead-lag augmentation, and there is

no consistent di�erence between adding a time index and time delta. Increas-

ing the depth of the signature to three also shows no signi�cant increase in

performance. Signature models perform similar to the bag of words baselines

without the lead-lag transform.

2.8.1 Data Ablation Study

Our �nal set of experiments evaluates how the models perform as the volume

of data is reduced. For the data ablation study, each trial randomly samples a

proportion of the training and validation dataset. For each proportion a new

set of hyperparameters is found for each model.

The model parameters and hyperparameters are trained using 5-fold cross

validation on the sub-sample while the remaining data is unused. The ablation

study test data remains the same as the main experiment.
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(a) AUROC (b) AUPRC

Figure 2.3: Data ablation study. Error bars indicated the � 1 standard deviation
in prediction metrics on the cross validation folds.

In Figure 2.3, results are broadly similar for both models except for three

points where the two models produce performance outside of one standard de-

viation of validation performance. Notably, at 20% data ablation for AUPRC,

the signature model has a 21.0% higher score with 0.283 versus 0.237 for the

GRU. Overall, both models' performance begins to saturate at� 20% for both

metrics, and the results show no conclusive trend as to which model performs

best as the amount of training data is reduced.

2.9 Discussion

Given the some important properties (Section 2) are shared for both signature

methods and RNNs, these results might not come as a surprise. However,

without the lead-lag augmentation the performance of the signature models

drop signi�cantly. This validates the notion that understanding the trajectory

of health data, particularly the quadratic variance of the path, is crucial for

making reliable predictions in the context of electronic health records, not

just for heart failure but potentially for other conditions as well. This could

correspond with encouraging features that describe changing comorbidities to

be present in the lower order terms of the signature.
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Due to the narrow di�erence between prediction performance, it is dif-

�cult to make de�nitive statements on how each model performs di�erently.

However, the di�erences seen when when stratifying by sequence length agree

with our prior hypothesis that the signature would bene�t from the reduced

e�ect of vanishing gradients and produce better results from longer sequences.

This hypothesis could be further investigated by applying these same experi-

ments on di�erent structured EHR datasets and disease prediction tasks with

longer patient histories.

Although performance of neural-signature and GRU models is similar,

there is an important di�erence to consider in the training time and model

size between the two methods. We expected longer training times from the

GRU model since it introduces additional parameters and has a backpropa-

gation through time structure. In Figure 2.4, we show the progression of our

binary cross entropy loss and two performances metrics over �ve epochs on one

training fold. The time taken to complete one epoch is similar between the two

models but the rate of the loss minimisation for the signature model is higher.

Looking at the performance metrics, this ends up making little di�erence as

the models start over�tting after two epochs. Finally, we can compare the

memory requirement of the two models. In Table 2.5 we show the number of

parameters of the best performing models found by hyperoptimisation.

(a) Binary Cross Entropy
Loss

(b) AUPRC (c) AUROC

Figure 2.4: Progression of metrics over �ve epochs on one training fold.

Overall, most models have a similar number of parameters despite the
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di�erences in their construction with the exception of the signature models of

depth 3 which have signi�cantly more. There is a trend toward a higher number

of optimal parameters for the PRIMDX corpus, however when observing the

results of the hyperoptimisation the number of parameters has a marginal

e�ect on performance past a certain threshold. Further investigation is needed

to investigate the ideas discussed as without speci�cally optimising for model

size and performance together we cannot know if this trade o� is bene�cial for

either model.

One aspect to note, is that the GRU is more 
exible in terms of its ability

to smoothly increase or decrease parameterisation, as we increase the depth

of the signature transform, the output number of terms jumps signi�cantly.

One could imagine that many of these signature terms are redundant. This

motivates further investigations into signature transforms that are able return

a sparse set of required signature terms. Finally, the number of parameters

is likely a poor measure for complexity in the signature, as a non-parametric

computational graph dependant of the length of a path is constructed in its

calculation.

For the data ablation study, we expected the signature model to outper-

form the GRU baseline however, results for both methods are similar. Our

prior hypothesis was partly motivated by the success of signature methods in

previous shallow machine learning tasks [Morrill et al., 2019]. A key di�erence

in our task could be the high dimensionality and reliance on embeddings to

make the signature tractable. The need to train these embeddings is likely

data-intensive but could bene�t from initialisation using pretrainedword2vec

embeddings as has been shown for RNNs [Choi et al., 2016a].

2.9.1 Comparison to Previous Literature

Comparing the results in this chapter directly to previous work is challenging

due to the use of di�erent underlying study designs, populations, and incom-

plete de�nitions of cohorts and outcomes [Walsh and Hripcsak, 2014]. We

note that previous works investigating sequential models for predicting HF
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on structured EHR data have found greater performance [Choi et al., 2016b,

Ayala Solares et al., 2020, Rasmy et al., 2018]. In particular, these works also

show a more signi�cant performance di�erence between bag of words base-

lines and RNN based architectures. Again, di�erences in the features and

data sources used make comparisons di�cult. For example, we could compare

against Solares et al. Ayala Solares et al. [2020], which also uses data from

a multi-center UK EHR data source and achieves 0.951 AUROC using the

RNN based model RETAIN. However, we must consider that the authors also

include primary care and demographics data, which could in
uence prediction

performance independent of model choice. The large US multi-center study

by Rasmy et al. [2018] show RETAIN achieving a more comparable AUROC

of 0.769 on US healthcare care with a balanced cohort with 14,500 cases and

with only diagnosis codes provided for as prediction input. The same model

achieved an AUROC of 0.822 when trained and tested on the full cohort of

152,790 cases and 1,152,517 controls with diagnoses, demographic, medication,

and surgery data.

In this work, we have restricted our work to prediction on high dimen-

sional structured EHR data. Signature methods have shown success in related

health prediction applications but with lower dimensional, high frequency data

domains including: mood ratings for Bipolar and Borderline Personality Dis-

order [Arribas et al., 2018], brain imaging data for Alzheimer's disease [Moore

et al., 2019] and physiological data for Sepsis prediction [Morrill et al., 2019].

Future work could look to expand signature method applications within similar

domains such as ECG signals diagnosis [Beritelli et al., 2018] and prediction

systems for biogas production [Capizzi et al., 2020].

2.10 Conclusion

Given the prevalence of RNNs in current structured EHR architectures, any

improvement in this fundamental component is likely to in
uence future work

signi�cantly. A substantial body of theory motivates the use of signature
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transforms to represent sequential data, and previous works have shown them

to have strong empirical performance. In particular, recent works on neural-

signature architectures have enabled their applications on high-dimensional

data.

This work is the �rst to show that neural-signature methods with di-

mensional reduction before the transform are competitive on high dimensional

structured EHR data. Using an HF prediction task, we evaluated the signature

transforms as an alternative to RNNs that provide a predictive and compact

representation of sequential structured EHR data. We show that the signature

achieves comparable performance to RNNs and that the performance of both

models saturates with a similar number of training examples. While the sig-

nature originates from perhaps abstract theory, empirically, it can successfully

compete with the current state-of-the-art architectures.



Chapter 3

Phenotyping with Positive

Unlabelled Learning for

Genome-Wide Association

Studies

Based on published work: Andre Vauvelle, Hamish Tomlinson, Aaron

Sim, and Spiros Denaxas. Phenotyping with positive unlabelled learning

for genome-wide association studies. InMultimodal AI in healthcare: A

paradigm shift in health intelligence, pages 117{135. Springer, 2022b

3.1 Abstract

Identifying phenotypes plays an important role in furthering our understanding

of disease biology through practical applications within healthcare and the life

sciences. The challenge of dealing with the complexities and noise within elec-

tronic health records (EHRs) has motivated applications of machine learning

in phenotypic discovery. While recent research has focused on �nding predic-

tive subtypes for clinical decision support, here we instead focus on the noise

that results in phenotypic misclassi�cation, which can reduce a phenotypes

ability to detect associations in genome-wide association studies (GWAS). We
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show that by combining anchor learning and transformer architectures into

our proposed model, AnchorBERT, we are able to detect genomic associations

only previously found in large consortium studies with 5� more cases. When

reducing the number of controls available by 50%, we �nd our model is able to

maintain 40% more signi�cant genomic associations from the GWAS Catalog

compared to standard phenotype de�nitions.

3.2 Introduction

As the collection of healthcare data has expanded, traditional de�nitions of

disease have been challenged due to large di�erences in outcomes between pa-

tients. Phenotypingrefers to the process of de�ning a clinically relevant set of

characteristics, such as exposures and outcomes for the purpose of patient iden-

ti�cation. These characteristics can include simple traits, such as eye colour,

but also extend to include de�nitions of disease from as wide as diseases of

the circulatory system to speci�c disease subtypes. Identifying these pheno-

types plays an important role in furthering our understanding of disease for

applications within epidemiological research and drug development.

Figure 3.1: Overview of AnchorBERT phenotyping for GWAS. Unlabelled patients
(grey dots) are given predicted probabilities of having the anchor vari-
able (yellow plusses) by AnchorBERT. These patients are then used
as a continuous trait in linear regression GWAS.

In the �rst approach, panels of experts de�ne phenotypes by a series of

rules [Denaxas, 2019]. While they are based on a consensus of domain experts,

the scalability of rule-based methods are limited in that they are laborious,
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iterative, and time consuming processes [Banda et al., 2018]. As electronic

health records grow, there is an opportunity to conduct large-scale analyses

to drive our understanding of disease biology, however this will make expert

review infeasible. Thus, we turn to machine learning.

Machine learning has been previously used to identify phenotypes from

electronic health records, primarily in the context of clinical decision support.

For instance, in Miotto et al. [2016], Zhang et al. [2019], phenotypes are prag-

matically identi�ed to enable particular tasks such as characterising patients

with a likelihood to require more specialised care, or are at risk of deteriora-

tion and/or death. Evaluation of machine learning generated phenotypes has

focused on predictive measures of patient outcomes and response to treatment.

This makes sense in a clinical setting where phenotypes need to be predictive

of the future health state of a patient [Lee and van der Schaar, 2020].

3.3 Aims and Objectives

In this chapter, we focus on the phenotyping task ofdiagnosis classi�cation

in electronic health records forbiological discovery. Traditionally, phenotype

labels are assigned to patients according to the presence or absence of Interna-

tional Classi�cation of Diseases (ICD) codes. However, this method is likely

to mislabel due to the large amount of noise and complexity within EHR

data. Previous studies have shown that identifying phenotypes using diagno-

sis codes as a proxy can result in poor positive and negative predictive values

across diseases and healthcare systems [Wood�eld et al., 2015]. Machine learn-

ing approaches may enable us to make fewer assumptions about the �delity of

individual codes while learning from longitudinal patient histories. Concretely,

our goal is to learn to classify patients according to whether or not they have

a disease.

Within diagnosis classi�cation, we identify two distinct issues: 1) Hetero-

geneity. Current de�nitions of disease are too broad such that multiple distinct

phenotypes exist that better describe the presenting patient. In the context of
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biological discovery, con
icting in
uences from multiple subtypes can reduce

p-values and distort e�ect sizes in association studies. 2) Phenotypic misclas-

si�cation. This instead considers the possibility that diseases have been either

incorrectly identi�ed or missed during clinical observation and data collection.

This noise can result in mislabelling of cases and controls, reducing power in

association studies. Incorrectly assigning a patient as a case occurs when a

patient is misdiagnosed as having the desired phenotype. Conversely, identi-

fying controls with an absence of a diagnosis does not necessarily mean the

diagnosis was ruled out. Instead, the diagnosis may have been missed. While

the �rst issue has previously been addressed with subtyping [Li et al., 2015], we

focus on the second issue of phenotypic misclassi�cation, which has received

comparatively less attention.

We propose a robust metric for analysing phenotyping algorithms in the

context of biological discovery. Our approach is to report replicated associ-

ations from previous studies in the GWAS Catalog [Buniello and Parkinson,

2019]. Importantly, Genome-wide association studies present a unique means

of identifying phenotypes with distinct causal disease biology [Dahl and Za-

itlen, 2020]. GWAS often require high sample sizes, particularly when e�ect

sizes may be small, and indeed many GWAS Catalog associations have been

contributed by large consortia. Alternatively, we attempt to �nd associations

that meet signi�cance thresholds by reducing the noise due to misclassi�cation

and thus improve e�ective e�ect size. Evaluating phenotypes in this manner

presents a more relevant metric to biological discovery, an independent and

robust alternative to outcome-based evaluation.

Problem Speci�cation

The main aim of this work is to create robust phenotypes for genomic

discovery by addressing the issue of phenotypic misclassi�cation.

Our methodological contributions combine two areas of research; trans-

former architectures and anchor variable models. We reduce phenotypic mis-

classi�cation within EHRs by treating the data as only positive and unlabelled
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data. Speci�cally, we use an anchor variable model to predict the probabil-

ity of a patient being a case, employing a transformer model to improve the

approximation of this probability in a model we call AnchorBERT. Finally,

we validate our models against current diagnosis classi�cation methods by re-

producing known associations from �ve di�erent diseases using a repository

of validated studies in the GWAS Catalog. Overall, our contributions are

summarised as:

ˆ We introduce the distinct issue of phenotypic misclassi�cation and

present the �rst model using noisy label learning and state-of-the-art

deep learning architectures to improve genomic associations for biologi-

cal discovery. (Section 3.5)

ˆ We present a robust, independent validation metric, more suited to bio-

logical discovery, based on replicating genomic associations found in the

GWAS Catalog. (Section 3.6.3)

ˆ Our proposed AnchorBERT model outperforms standard phenotypes

de�nitions by maintaining more known associations as the number of

samples used in GWAS is reduced. We are able to reproduce genetic

associations only previously found in large consortium studies. (Sec-

tion 3.6.3)

3.4 Related Work

Previous works have looked to improve GWAS power for diseases with poor

positive predictive value by setting an increased threshold on the number of to-

tal diagnosis codes required to be classi�ed as a case [Diogo and Runz, 2018].

Sinnott et al. [2018] show that setting a threshold to de�ne a case can be

avoided entirely by instead modelling the probability of a phenotype with un-

supervised clustering (Pheprob). This continuous probability is then used di-

rectly in the association study in place of a binary classi�cation, which Sinnott

et al. [2018] shows improved power to detect associations. Pheprob includes
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the total number of codes as an additional variable as part of a parametric

binomial mixture model. The method provides some ability to assign non-zero

probabilities to controls but largely ignores the possibility of false-negative

labels.

Mislabelling controls has a smaller e�ect on power [Edwards et al., 2005],

yet determining which error rate is larger is di�cult and largely unknown

[Zwaan and Singh, 2020]. Previous studies have considered treating cases

as positive only and control data as unlabelled data [Halpern et al., 2014,

Agarwal et al., 2016]. Rather than updating the probability of controls for

use in association studies, these studies focus on semi-automated methods for

improving phenotype de�nitions by iteratively updating anchor variables.

Previous structured EHR machine learning works [Si et al., 2020] sug-

gest that models able to capture non-linear and sequential features between

past, present, and future events produce better results on predictive tasks.

Although our task is ultimately aimed at �nding genetic associations, we hy-

pothesise that more predictive representations will allow greater identi�cation

of noisy samples, reducing their negative in
uence on the control cohort and,

in turn, provide greater overall associative power. Hansen et al. [2018] applied

autoencoders with anchor learning but did not evaluate performance to detect

associations. Yu et al. [2018] compare unsupervised clustering using mixture

model and anchor learning methods but do not reproduce genomic associations

and heavily rely on clinical notes.

3.5 Methods

3.5.1 Problem Formulation

Let x = f x tgT
t=1 describe the sequential collection of disease codes from a total

of T visits in a patient's health record. Each visit x t 2 X , is a multi-hot

encoding of thed-total diseases, such thatx t;j is marked as 1 if thej th disease

was observed during visitt else 0. We lety 2 f 0; 1gd describe the disease state;

this describes all diseases occurring during a patient's life including those that
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are not observed inx. Finally, let g denote the genetic variable of interest

measured for a patient, such as a SNP taking a value inf 0; 1; 2g. For each

patient, we consider the collectionf x; y; gg.

Ideally, we would be able to measure the association between the true,

latent, disease statey and genetic variablesg by de�ning a case-control cohort

on the presence of the disease state; however, we are only presented with the

observed diseasesx. For GWAS, research typically proceeds by �rst labelling

disease cases (yj = 1) if any x t;j = 1 for t 2 f 1; : : : ; Tg. Similarly controls

(yj = 0) if all x t;j = 0 for t 2 f 1; : : : ; Tg. From now on, we assume that we

are only interested in the latent diseasej = a and drop the index fromyj such

that y 2 f 0; 1g.

We propose learning the functionp(y = 1jx) = f (x) and using this as a

continuous trait in a regression to detect associations withg.

3.5.2 Anchor Learning

Anchor learning is a previously well-studied method that can be applied to

only positive and unlabelled data [Elkan and Noto, 2008, Halpern et al., 2014].

Here, we reproduce the fundamental formalisation with reference to our task.

We frame our problem as having positive only and unlabelled data by

assuming that observing a speci�c disease code only positively identi�es the

latent class it is supposed to measure. For any patient without this code, we

cannot say if they have the latent diseasey or not.

More generally, lets indicate if the patient's sequencex is labelled, such

that we know the value ofy. x is positively labelled with y = 1 if s = 1. If

s = 0 then the label of x is unknown, it could take either of the values,y = 0

or y = 1. We are assuming that only positive examples are labelled, which can

be stated as

p(s = 1jx; y = 0) = 0 : (3.1)

Our goal is to modelp(y = 1jx). However, as stated above, we are assum-

ing we only have positive labelled patients. Elkan and Noto [2008] show it is
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possible to progress if we assume our positive examples are chosen randomly

from the set of all positive examples. This can also be stated by saying thats

and x are conditionally independent giveny or

p(s = 1jx; y = 1) = p(s = 1jy = 1) : (3.2)

Using this assumption, we can move closer to our goal of approximating

p(y = 1jx) by learning a classi�er to predict our anchor variablep(s = 1jx) as

p(s = 1 ^ y = 1jx) = p(s = 1jx) (3.3)

p(y = 1jx)p(s = 1jy = 1; x) = p(s = 1jx) (3.4)

p(y = 1jx) =
p(s = 1jx)

p(s = 1jy = 1; x)
: (3.5)

More speci�cally, in our cases is determined by the presence of a diagnosis

code,x t;a = 1 for somet. If disease codea is present, we also strong believe the

patient has its described latent disease,y = 1. We say a is an anchor variable

where

p(s = 1 ^ y = 1jx) = 1 ; if a 2 x: (3.6)

Considering Equation 3.6 and Equation 3.2, our goal can be updated to

p(y = 1jx) =

8
><

>:

1; if a 2 x

p(s=1 jx )
c ; if a =2 x:

(3.7)

where c = p(s = 1jy = 1) is a constant. This means we can learn ananchor

classi�er, h(x) = p(s = 1jx), in place off (x) to rank our instances whena =2 x.

When the anchor variable is present in the patients' data, the probability of

the latent disease is 1. Otherwise, the probability is given by the result of an

anchor classi�er.

Comparing Equation 3.7 to the traditional de�nition of cases and controls,
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it is possible to view our task as learning from noisy labels. We are assuming

that the standard de�nition of a control is noisy and, instead, learn a model

to assign controls with scores that are higher ifx is predictive of being a case.

3.5.3 Using BERT as a Anchor Classi�er

Previously Halpern et al. [2016] used a logistic regression model, similar to

h(x; � ) = �
� P

j (
P

t x t;j )� j

�
within anchor learning to update the terms of

phenotype de�nitions.

In addition using the output of the anchor classi�er directly in downstream

GWAS, we propose AnchorBERT, which combines NLP-like embeddings and

the encoder of a transformer model to modelh(x). This model is inspired by

the original BERT model within the NLP domain [Devlin et al., 2019].

3.5.3.1 Multi-head attention

The main component of our model relies upon entirely on (self)-attention

mechanisms [Vaswani et al., 2017]. The primary advantage being that we

are able to model global dependencies between codes,x t , regardless of their

distance from each other in the sequencex.

Self-attention modules compute representations of each input valuex t by

initially associating it with a query q, and a set of key-value pairs (k; v). These

components are derived through linear transformations of the input:

q = � qx t ; k = � kx t ; v = � vx t (3.8)

where� q, � k , and � v are weight matrices that are learned during training.

The self-attention mechanism calculates attention scores by evaluating the

relevance of each key to the query, using a scaled dot-product:

Attention( Q; K; V ) = softmax
�

QK T

p
dk

�
V; (3.9)

where Q, K , and V are matrices composed of queries, keys, and values,
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respectively, derived from the input sequence. Here,dk represents the dimen-

sionality of the keys, used to scale the dot-product to ensure stable gradients.

Each row in Q and K corresponds to queries and keys for all input positions,

while each row inV corresponds to values.

Our architecture employs multi-head self-attention, wherein the input is

parallelly processed byn distinct self-attention modules. This approach al-

lows the model to capture information from di�erent representation subspaces

at di�erent positions. The outputs from these modules are concatenated and

linearly transformed to produce the �nal output vector of the attention mech-

anism. For an in-depth discussion, refer to Vaswani et al. [2017].

3.5.3.2 Embeddings

Since self-attention does not use any recurrent or convolutional mechanisms,

we need to include an additional encoding to provide information on the ab-

solute and relative position of inputs. We follow Li et al. [2020b] by including

a unique predetermined positional embedding for each visit. Segmentation

embeddings are also included; these are two trainable vectors that alternate

between subsequent visits and provide additional 
exibility to encode di�er-

ences between visits.

Each term x t;j uses a learnt embedding to convert from a one-hot vector

of dimensiond to dmodel . Since our model can attend to each term within a

visit equally, this is equivalent to the unordered multi-hot representation in

our formulation.

An attention mask, A, is used on individual anchor disease terms in the

patient sequence. This is e�ectively equivalent to removing them entirely and

negates any in
uence during training and evaluation. Equation 3.9 becomes

Attention( Q; K; V ) = softmax
�

QK T

p
k

+ A
�

V; (3.10)

where the elements of the attention mask,A, are zero except for at positions

corresponding tox t = a, where a large negative value is used.
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Tokenization of the disease codes occurs before being fed as input to our

model. Unique tokens are assigned to each term with a total count greater

than 0.01% of the total terms; otherwise, a [UNK] token is used. [SEP] tokens

are added between each patient stay (episode). [PAD] tokens are appended to

each sequence to maintain a maximum length of 256. [CLS] tokens are added

at the start of each patient record for the BERT prediction pooling scheme.

3.5.3.3 Training and Prediction

Our model is updated during training by minimizing binary cross-entropy loss.

The binary labels are positive if there are any anchor variables present in a

patients data. We make anchor variable predictions for an entire sequence

by simply taking the �nal attention output vector corresponding to the [CLS]

token and applying a linear layer. The sigmoid function is applied to the logits

from the linear layer to produce the predicted anchor probabilities.

Once training and evaluation are complete, we can produce the �nal phe-

notype probabilities p(y = 1jx). As shown in Equation 3.7, we replace the

predicted anchor probability with 1 if the anchor label is positive. We set

c = 1 as we only need to rank our examples according to the chance that they

belong to classy = 1 [Elkan and Noto, 2008].

3.5.4 Baselines

We �rst compare AnchorBERT to the previously studied anchor logistic regres-

sion (Anchor LR). We apply logistic regression by aggregating our sequence

of disease tokens into total counts and scaling to a unit normal distribution.

Scaled anchor counts are removed from the input features. We use the sklearn

implementation of logistic regression with the L-BFGS-B solver.

We also compare our anchor variable models against the commonly used

thresholding method and Pheprob baseline [Sinnott et al., 2018]. The thresh-

olding models produce a binary phenotype, classifying a patient as a case if

the total number of anchor phecodes equals or exceeds a threshold. We use

the original implementation of Pheprob, a parametric binomial mixture model
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that includes the total count of all a patient's phecodes and anchor phecodes

as input features. Pheprob outputs a continuous phenotype probability for

each patient.

3.5.5 Anchor Performance Metrics

Anchor models are evaluated using the area under the receiver-operator curve

(AUROC) and precision-recall curve (AUPRC). Average precision is used for

AUPRC. While both metrics assess a model's ability to predict the anchor

variable, AUPRC removes the in
uence of true-negative controls allowing us

better to assess the positive predictive power of the models.

3.5.6 Hyperparameters

Hyperparameters for all experiments are detailed the Appendix. Anchor clas-

si�ers are trained using a training:validation:test split of 6:2:2. Test data is

unseen until �nal evaluation, and hyperparameters are tuned via grid search

optimising for validation AUPRC. Hyperparameters are �tted for each dis-

ease, then re�tted with a new seed for each evaluation. The best performing

hyperparameters for each disease are shown in Table B.1.

Dropout is applied to the multi-head attention layers and within the �nal

linear classi�cation head. The model binary cross-entropy loss is optimised

with BertAdam Devlin et al. [2019]. We set the size of embeddings and linear

classi�cation heads to be determined by a shared hidden size hyperparameter.

See our full PyTorch Lightning implementation based on the Hugging Face

[Xia et al., 2020] BERT model at https://github.com/andre-vauvelle/

AnchorBERTfor clari�cation.

3.6 Experiments and Results
In this section, we provide the details and results of our experiments on the UK

Biobank data. We �rst introduce the UK Biobank data, the diseases studied,

and any data preprocessing requirements. Second, we report the performance

of our anchor variable models and describe an experiment to investigate their

robustness to control noise and compatibility with our PU data assumption.
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Finally, we can compare AnchorBERT to our baseline phenotype models on

their ability to reproduce known genetic associations.

3.6.1 UK Biobank Data

The UK Biobank [Sudlow, 2015] is a national population-based study compris-

ing of 502,629 individuals. We extract all available diagnosis terms from both

primary (Read V2 and V3) and secondary (ICD-10) care settings for every

patient. We then map raw terms to Phecodes using the previously validated

Phecode map 1.2b from Wu et al. [2019]. We use Phecodes as our disease terms

since the extracted raw terms are often distinguished by billing-speci�c infor-

mation. Here Phecodes provide a higher level, clinically meaningful traits more

suitable for genetic association studies [Denny et al., 2010]. All unmappable

terms are dropped. Finally, only patients with� 5 terms are retained, result-

ing in a total of 321,837 patients. We study �ve di�erent diseases, identi�ed

by their Phecode and detailed in Table 3.1.

Genomic data extraction and quality control processing follows the same

methodology as Gar�eld et al. [2021]. This data is linked to all possible pheno-

typed patients resulting in 312,010 patients with both genetic and phenotype

data. More detailed statistics of the data are available in Table 3.2.

Table 3.1: Diseases studied

Acronym Disease Phecode

MI Myocardial Infarction 411.1
T2D Type 2 Diabetes 250.2
HF Heart Failure 428.2
DM Dementia 290.1
RA Rheumatoid Arthritis 714.0j714.1

Table 3.2: Basic statistics of UK Biobank EHR data after preprocessing.

# of unique patients 321,837 # of Phecodes 16,655,024
# of visits 7,698,687 Avg. # of Phecodes per visit 2.16
Avg. # of visits per patient 23.9 Maximum sequence length 256
Avg. # of Phecodes per patient 51.7 # of unique Phecode tokens 837
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3.6.2 Anchor Classi�er Performance and Robustness to

Control Noise

After �nding optimal hyperparameters, we retrained and evaluated each anchor

classi�er across ten runs to report the mean and standard deviation of each

performance metric.

In order to investigate if our anchor classi�ers are robust to noisy con-

trols, we would like to test if performance remains high while operating under

corrupted anchor labels. Although we cannot identify which patients in our

dataset have incorrectly been assigned without an expensive chart review, in-

stead, we can arti�cially add noise.

From the perspective of anchor learning, we consider the negative set as

unlabelled. If we randomly switch a sub-sample of the positive anchor labels

to unlabelled during training then evaluate on a validation set free from noise,

we can e�ectively compare the performance of our anchor classi�ers,h(x). As

noise increases, models that are sensitive to label noise should perform worse.

Results of Anchor Classi�ers

As seen in Table 3.3, the BERT classi�er outperforms logistic regression across

all disease areas. We observe considerable variation in performance between

diseases, possibly indicating some diseases may have more comorbidity inter-

actions which could help identify noisy labels. For example, T2D has almost

double the number of cases compared to MI, yet performance is worse across

both metrics and models.

Table 3.3: Mean and standard deviation anchor variable classi�er model perfor-
mance on test set across each investigated disease. AUPRC: Area un-
der precision recall curve, AUROC: Area under receiver operator curve,
LR: Logistic Regression.

AUPRC AUROC
Disease # Cases (ratio) LR BERT LR BERT

MI 18,007 (.0577) .5547� .0000 .6680 � .0021 .9039� .0000 .9538 � .0006
T2D 31,801 (.1019) .4374� .0000 .5071 � .0012 .7980� .0001 .8386 � .0009
HF 9,179 (.0294) .3806� .0000 .4453 � .0043 .9208� .0000 .9405 � .0013
DM 4,582 (.0147) .2380� .0000 .3286 � .0101 .8507� .0000 .8842 � .0024
RA 7,956 (.0255) .1029� .0000 .1375 � .0031 .7603� .0000 .8037 � .0016
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In Figure 3.2, we show the results of our investigation into control noise

robustness for each disease. Overall, BERT outperforms LR across most dis-

eases and noise proportions. Only for the highest noise levels does LR start to

outperform.

Why does BERT's performance drop o� suddenly at high noise levels?

Likely due to a few key reasons: (1) Over�tting: BERT's complexity can cause

it to over�t to the noise rather than generalize from the signal, particularly at

high noise levels. (2) Optimization Challenges: BERT's deeper architecture

can struggle with stable training when noise dominates the dataset, making it

harder to �nd an optimal solution compared to simpler models like LR. This

�nal point is especially poignant given we are not rerunning hyperparameter

tuning for each noise level. If we did, we might see BERT outperforming

at more noise levels. This optimization challenge is also re
ected the large

changes in performance seen in RA and DM, BERT is likely stuck in a sub-

optimal minima.

3.6.3 Evaluating phenotypes with GWAS

We use two experimental setups aimed at validating an improved ability to de-

tect genetic associations. 1) Full data: We run GWAS using phenotypes gen-

erated for all available patients and compare the models' ability to reproduce

known associations from the GWAS Catalog. 2) Data ablation: We reduce

the number of cases available in the GWAS and report which phenotyping

methods are able to retain statistical signi�cance for known associations.

Associations are tested for using plink v2.0's generalised linear model, re-

gressing SNPs against phenotype status [Chang et al., 2015]. Linear regression

is used for the anchor variable and binomial mixture model continuous phe-

notypes, while logistic regression is used for binary threshold phenotypes. All

regressions use the following covariates: sex, age, and 1-10 population structure

principle components.

All reported signi�cant SNPs, from both the GWAS Catalog and our

analysis, are �ltered such that only those with p-value lower than 5� 10� 8
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(a) (b)

Figure 3.2: Area under precision recall curve for anchor variable classi�ers as an
increasing proportion of cases are added to the unlabelled set during
training.
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remain.

Comparison to GWAS Catalog

In order to assess whether our overall phenotyping methods are able to increase

the power of GWAS studies, we compare their ability to reproduce known

signi�cant associations from the GWAS Catalog.

It is di�cult to directly report on study power as a set of true phenotype-

gene associations is not possible to obtain. We follow and expand upon prior

work [Sinnott et al., 2018] by replicating previously found associations. Rather

than replicating a smaller number of hand-selected associations, we instead

compare against all associations found for a disease in the GWAS Catalog

[Buniello and Parkinson, 2019]. The GWAS Catalog is a widely used and freely

available database of SNP-trait associations, including those from consortium

studies with cohort sizes orders of magnitude larger than the UK Biobank.

The catalog contains studies from vastly di�erent populations and exper-

imental procedures. Populations in the catalog may have been measured with

a di�erent sequencing array meaning that some SNPs may not be present in

our data. In addition, reported loci in the GWAS Catalog are often the result

of �ne-mapping, which keeps only the most likely causal SNP, discarding those

highly correlated nearby in linkage disequilibrium (LD) [Slatkin, 2008].

In order to partly address these issues, we expand signi�cant SNPs from

the GWAS Catalog and the UK Biobank genomic data to include SNPs within

LD. We do this using an LD reference panel with a threshold ofR2 > 0:5 from

the 1000 genomes project [Durbin and Altshuler, 2010].

Data Ablation Study

We also conduct a data ablation to study the in
uence of the anchor variable

on the control cohort. Here, we are not reducing the amount of data available

to train the anchor variable model. Instead, we randomly remove a proportion

of the patients after training but before �nding associations. If we reduce

the case population de�ned by Threshold-1, study power should fall. For the

anchor variable models, however, the in
uence of updating the probability of
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Table 3.4: Performance of each phenotyping method when reproducing known
GWAS Catalog associations. MI - Myocardial Infarction, T2D - Type
2 Diabetes, HF - Heart Failure, DM - Dementia, RA - Rheumatoid
Arthritis

Phenotype Model Total Reproduced Catalog Genomic Associations (Proportion)
MI T2D HF DM RA

AnchorBERT 44 (0.3438) 266 (0.1513) 3 (0.0714) 1 (1.0) 32 (0.0814)
Anchor LR 39 (0.3047) 254 (0.1445) 2 (0.0476) 1 (1.0) 32 (0.0814)

Pheprob 28 (0.2188) 247 (0.1405) 0 (0.0) 1 (1.0) 32 (0.0814)
Threshold-1 29 (0.2266) 280 (0.1593) 0 (0.0) 1 (1.0) 32 (0.0814)
Threshold-2 25 (0.1953) 237 (0.1348) 0 (0.0) 1 (1.0) 32 (0.0814)
Threshold-3 18 (0.1406) 200 (0.1138) 0 (0.0) 1 (1.0) 32 (0.0840)

Total Catalog Signi�cant rsIDs 128 1,758 42 1 393

the controls should remain. At the extreme, with zero cases, only associations

due to noisy samples should remain.

Since the variation in p-values can change signi�cantly as some instances

are included or excluded between ablation thresholds, we repeat the associ-

ation studies ten times and report con�dence intervals. In order to reduce

computational power requirements, we only test the phenotypes associations

with signi�cant SNPs found from all methods with full data and report the

proportion of reproduced signi�cant SNPs.

GWAS Results

Table 3.4 contains the results of our comparison against the known associa-

tions from the GWAS Catalog. Our proposed anchor variable approach to

creating continuous phenotype traits for GWAS reproduces more associations

than other models for both MI and HF. Threshold-1 outperforms others on

T2D, while all models �nd an equal number of signi�cant associations in the

catalog for DM and RA. Where the anchor variable models do not �nd a

greater number of associations, the proportion of reproduced associations is

still the same or slightly lower than Threshold-1, the current standard method

used for GWAS studies.

Figure 3.3 shows the results of the ablation study for each disease. Focus-

ing on MI , both proposed anchor variable models are able to reproduce the as-

sociations of the thresholding methods and Pheprob at all ablation thresholds,
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with AnchorBERT also outperforming the logistic regression anchor model.

When removing all cases as de�ned by Threshold-1, non-anchor variable meth-

ods can no longer detect any associations, while AnchorBERT retains 20% and

Anchor LR retains 13% of associations. Across all diseases, with the exception

of RA, when all Threshold-1 de�ned cases are removed, anchor models are still

able to replicate catalog associations.

(a) (b)

(c) (d) (e) (f )

(g)

Figure 3.3: Data ablation study for the remaining diseases for each phenotyping
method. Shaded areas indicate one standard deviation of results across
10 trails.

3.7 Discussion

In this work, we present a novel phenotyping method, AnchorBERT, which

uses anchor learning and transformers to generate continuous phenotypes that

allow for the detection of signi�cant genomic associations with smaller cohorts.
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In seeking a more representative phenotype, we argue that EHR diagnoses can

be treated as positive only and unlabelled data. PU data allows the applica-

tion of anchor learning, where we introduce BERT as a novel modi�cation to

the anchor classi�er. BERT allows greater performance when modelling the

anchor variable and is more robust to label noise, modelled here by introducing

additional cases into the unlabelled set.

Using data from the UK Biobank and GWAS Catalog, we validate our

proposed phenotyping methods, Anchor LR and AnchorBERT, together with

baselines used by GWAS practitioners to detect genomic associations in HF

previously only found in studies with 5� the number of available cases. Using

anchor phenotypes could enable the discovery of genomic associations other-

wise inaccessible to studies with small cohorts. For example from Table 3.4,

our proposed AnchorBERT replicates three signi�cant SNPs (rs17042102,

rs55730499, rs1556516). Which were previously only found in the largest HF

GWAS meta-study to date, with approximately 5� and 3� as many cases and

controls of European ancestry [Shah et al., 2020].

From Table B.2, we can also see that AnchorBERT consistently �nds a

greater number of signi�cant SNPs. While many of these are found to be

within LD of known GWAS Catalog associations, further �ne mapping, and

functional analyses are needed to validate whether the additional associations

not matched with the catalog are novel.

From Figure 3.3b and Figure 3.3, we are able to detect known associa-

tions for patients without an anchor variable (0% cases), suggesting that we

are potentially identifying missed diagnoses. It is notable that, AnchorBERT

reproduces at least as many or more genomic associations than Anchor LR,

showing that the sequential and non-linear relationships between codes that re-

sult in higher anchor classi�cation performance translate into improved ability

to reproduce genomic associations. This trend is consistent across all disease

areas considered, even for T2D where Anchor learning generally performs worse

than Threshold-1.
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We note that the additional HF SNPs identi�ed also have signi�cant as-

sociations with related upstream comorbidities and traits, including: coronary

artery disease, atrial �brillation, and low-density lipoprotein cholesterol. This

could be due to a genuine shared disease aetiology underlying these risk fac-

tors. Alternatively, these associations could be confounded and independently

related to HF comorbidities.

Performance across all diseases is not guaranteed. We �nd anchor phe-

notypes are able to identify genetic associations with 0% cases in all but RA

(See Figure 3.3). Considering Threshold-2 and 3 phenotypes outperform other

phenotyping methods on RA, we suggest that noise in the case de�nition could

be responsible for poor performance, as this violates our assumption in Equa-

tion 3.6.

While AnchorBERT surpasses previous anchor classi�ers, further improve-

ments could be made by including a broader input data set. We excluded all

primary and secondary terms that had no Phecode mapping; a potential ex-

pansion would include these terms with their own unique tokens. Furthermore,

previous works include variables such as medications, patient notes, and age

to provide improved predictive performance [Rajkomar, 2018]. Further work

may be directed to more general noisy label learning methods that do not

need the strong assumptions required of positive only and unlabelled learning

[Li et al., 2020a]. The performance of methods able to able to handle noise

in both case and control cohorts may be more generalisable across di�erent

disease areas. Another strong assumption made by anchor learning is that the

positive set is a random sub-sampled from the unlabelled data with a constant

rate. Our noise corruption experiment also makes this assumption. Previ-

ous works in the imaging domain have relaxed this assumption by modelling

instance-dependent noise [Xia et al., 2020]. Further work may also investigate

the di�culties of using PU learning when only having access to a small subset

of positive example, as shown in some results in this chapter. Garg et al. [2021]

propose two additional objectives which could be applied here to address this
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issue.

As part of this work, we also investigated using a masked language model

self-supervised pretraining task. However, results showed no signi�cant im-

provement over the results shown here and so were omitted for brevity. Using

McDermott et al. [2021] as a guide, we acknowledge that the magnitude of

data available in the UK Biobank may have reduced the bene�t from pre-

training. In addition, our model may have bene�ted from using additional

weakly-supervised multi-task pretraining. The signi�cant advantage would be

that weakly- or self-supervised anchor learning methods have the potential to

leverage large datasets of structured EHR diagnosis data while not needing

expensive genetic information for every patient.



Chapter 4

Subtyping Diabetes with

Longitudinal Patient

Strati�cation with Clinical

Outcomes

4.1 Abstract

In drug discovery and disease research, broad disease labels often fail to cap-

ture the intricate variations of individual patient histories. To address this,

this chapter introduces a modi�ed version of Longitudinal Patient Subtyping

with Clinical Outcome (LPSCO), applied speci�cally to diabetes cases from the

UK Biobank's structured Electronic Health Records (EHRs). The method �ne-

tunes the balance between two loss functions, outcome loss and reconstruction

loss, to identify patient subgroups that exhibit similar clinical outcomes and

trajectories. We quantify the impact of varying outcome and reconstruction

loss functions on the patient representations generated by the model and con-

duct a clinical evaluation of each patient cluster identifying their distinguishing

clinical markers and characteristics. Through this comprehensive examination,

the chapter aims to illuminate the challenges and potential improvements in

EHR-based patient subtyping, ultimately contributing to more e�ective and
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nuanced approaches in patient care.

4.2 Introduction

In the complex and evolving �eld of drug discovery, disease labels often fall

short of capturing the nuances of individual patient experiences. Traditionally,

diseases are characterized by a set of common symptoms or medical �ndings,

providing broad labels that encompass a wide variety of patient trajectories.

However, these labels frequently obscure the signi�cant di�erences in disease

outcomes and trajectories among patients. This considerable variability not

only complicates patient care but also poses challenges to understanding the

underlying disease mechanisms and the discovery of reliable therapeutic targets

[Banda et al., 2018, Dahl and Zaitlen, 2020].

With the advent of Electronic Health Records (EHRs), vast longitudinal

patient data have been made available, paving the way for novel approaches

to disease research. Our focus in this chapter is to extract clinically mean-

ingful subtypes from structured EHR data, an area where initial e�orts have

largely centred on unsupervised clustering to identify patient clusters with

similar medical histories [Miotto et al., 2016]. However, as we will demon-

strate, these methods often confront challenges. These can include issues such

as the confounding impact of common co-occurring diseases or frequently ap-

pearing codes in the data, which, although prevalent, are not directly relevant

to the speci�c disease under investigation. Additional complexities arise from

inconsistencies in data recording, biases introduced by changes in healthcare

provider's IT infrastructure, and administrative variations between healthcare

providers. These factors can often lead to the identi�cation of spurious as-

sociations, which dilute the true relationships between disease subtypes and

clinical outcomes.

To clarify, previous works have focused on patient strati�cation which cat-

egorizes individuals into prede�ned groups based on criteria like risk or treat-

ment response, using known markers [Beaulieu-Jones et al., 2021]. In contrast,
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the focus of clustering in this work is exploratory. Identifying patterns within

data to uncover subgroups without prior assumptions, aiming to reveal insights

into disease mechanisms. While strati�cation relies on established variables for

organization, clustering discovers new subgroup relationships, o�ering a fresh

perspective on patient data.

4.3 Aims and Objectives

Addressing the challenges posed by conventional unsupervised clustering tech-

niques for subtyping in EHR data, our research takes inspiration from the Lon-

gitudinal Patient Subtyping with Clinical Outcome (LPSCO) method outlined

by Carr et al. [2021a]. This method considers weighting three loss functions,

responsible for outcomes, clustering, and reconstruction. We seek not only to

validate their �ndings using primary and secondary care data from the UK

Biobank but also provide a deeper evaluation of the interplay between each of

the losses. Our study brings into focus the clinical implications of the subtypes

derived, o�ering a detailed introspection into the clinical characteristics of the

resulting clusters.

By thoroughly examining these aspects, we aim to better understand the

trade-o�s and challenges in EHR-based patient strati�cation. This under-

standing could guide the development of more e�ective subtyping methods.

In summary:

ˆ We apply the LPSCO method to UK Biobank diabetes data and modify

the survival task to include patient death. (Section 4.6.3)

ˆ We investigate how the balance of outcome, clustering, and reconstruc-

tion losses a�ect patient strati�cation in the LPSCO method. (Sec-

tion 4.6.7)

ˆ We give a detailed look at the patient clusters produced by the method,

focusing on their clinical characteristics. (Section 4.6.8)
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ˆ We analyze how changes in loss weightings in
uence the variance embed-

dings in the method. (Section 4.6.9)

Together, these e�orts o�er insights into the challenges of EHR-based patient

strati�cation and suggest potential ways to improve these methods.

4.4 Related Work

Electronic Health Records (EHR) encapsulate a wealth of data that is multi-

faceted and longitudinal, exhibiting high-dimensional, multi-modal, and het-

erogeneous characteristics. These attributes present formidable challenges

when integrating EHR data into machine learning models [Banda et al., 2018,

Shickel et al., 2018]. While our focus in this chapter is on structured EHR

data, it is important to note that the methodologies under discussion can be

applied across various data modalities and multi-modality settings.

Phenotypic subtyping or clustering traditionally leverages encoding func-

tion together with clustering techniques to identify patient subgroups with

shared characteristics. In the early stages of this research area, studies largely

focused on cross-sectional data, where aggregated patient features were em-

ployed. Dimensionality reduction, typically via factorization methods such as

principal component analysis, was carried out to make the data manageable

and interpretable. Following this, classical clustering methods like K-means

were applied to perform subtyping, as exempli�ed in diabetes research by Ham-

mer et al. [2003].

With the advent of deep learning, autoencoders have emerged as a promis-

ing tool in the arena of EHR subtyping. Works from Miotto et al. [2016] and

Landi et al. [2020], use a two-step process, wherein autoencoders were �rst used

to encode the high-dimensional data into a lower-dimensional latent space.

This non-linear dimensionality reduction replaces traditional, linear methods

such as principal component analysis. In the subsequent step, clustering meth-

ods were applied to these lower-dimensional data.

More recently, methods have emerged that integrate the dimensionality
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reduction and clustering processes into a single framework [Xie et al., 2016].

This shift signi�es a movement towards end-to-end deep learning solutions,

where both clustering and encoding are trained concurrently. These concur-

rent methods, while relatively novel, have shown promising results in terms

of increased e�ciency and improved subtype discovery [Carr et al., 2021b,

Castela Forte et al., 2021].

Thus far, our discussion has centred on methods that emphasize recon-

struction losses, which aim to identify lower-dimensional representations of the

input data. The key goal here is to minimize the discrepancies between the

original high-dimensional data and its decoded prediction. However, in many

cases, there are certain clinical outcomes that we desire the clusters to predict.

For instance, �nding clusters with distinct survival rates can indicate varying

degrees of clinical deterioration or even di�erences in aetiology, as indicated by

disparate biomarkers. Earlier studies assessed clusters post-hoc for outcome-

based variations [Hammer et al., 2003, Castela Forte et al., 2021]. Following

the trend established by reconstruction-focused methods, more recent works

have aimed to integrate outcome objectives with clustering, creating compre-

hensive end-to-end architectures [Lee et al., 2020].

Finally, works such as LPSCO by Carr et al. [2021b] combine all three con-

cepts optimizing for reconstruction, outcomes and clustering objectives simul-

taneously. Manduchi et al. [2021] propose a generative probabilistic predictive

clustering method, using stochastic gradient variational inference. Notably,

their method also includes a likelihood loss term for optimization of reconstruc-

tion. Also of interest is CAMELOT from Aguiar et al. [2022] which introduces

a novel loss mechanism to address the issue of cluster collapse, which will be

an issue we encounter while assessing LPSCO on the UK Biobank data.

4.5 Methods

We can de�ne our datasetD = fX ; YgN
n=1 . X denotes a set of covariate vectors,

Y represents a range of clinical outcomes, andN is the total patient count.
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The dataset captures each patientn's longitudinal data over a time period

f x n
t ; yn

t gT
t=1 . The outcomesY is a time-to-event yn = f sn ; cng, with sn 2 R+

as the patient's follow-up time andcn 2 0; 1 indicating the occurrence (1) or

censoring (0) of the outcome of interest. Each covariate vector is a multi-hot

vector such that, x n
t 2 f 0; 1gM . Each elementxn

ti of x n
t , where i 2 f 1; :::; M g,

can take a value of either 0 or 1. A 1 at positioni indicates the presence of the

i -th feature, while a 0 denotes its absence. Each feature in this representation

signi�es the occurrence of a particular medical term, whereM denotes the total

count of unique terms present. For simplicity, we remove the time subscriptt.

The objective of LPSCO is to cluster the clinical covariatesX , into K

clusters which are represented by a cluster centroid vector� k for k 2 f 0; K g.

However, the clinical covariatesX are �rst mapped into a lower-dimensional la-

tent spaceZ through a nonlinear functionf � enc : X ! Z such that z = f � enc (x )

and where� enc 2 � are learnable parameters. This process enables us to man-

age the high-dimensional complexity of clinical data, as direct clustering inX

could su�er from the curse of dimensionality, where data points become almost

equidistant in high-dimensional space, making meaningful clusters hard to

identify [Steinbach et al., 2004]. The transformation to the lower-dimensional

spaceZ must also preserve relevant clinical characteristics from the covariate

data such that meaningful distances are encoded.

Relevant clinical characteristics can be obtained from two distinct ideas.

First, consider that for patients with similar health trajectories, we would

expect similar presenting patterns in the covariate data. This is achieved

by designingf � enc such that it also enables the reconstruction of the original

covariate data.

Second, we consider that clinically similar patients should share common

outcomes. This requires that the learned latent representationf � enc also cap-

tures outcome-related features. This way, the clustering in the latent spaceZ

will not only be driven by the inherent structure of the data but also by the

prognostic relevance of the clusters.
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The main aim of LPSCO is to concurrently achieve data clustering, data

reconstruction, and outcome prediction within the latent spaceZ . To this

end, we de�ne a loss function that integrates three distinct components: re-

construction loss (L r ), outcome prediction loss (L y), and clustering loss (L c).

This is mathematically expressed as:

L(�) = wr L r + wyL y + wcL c; (4.1)

where the weights (wr , wy, and wc) govern the contribution of each loss

to the �nal objective. These weights ensure that the latent embeddings are

capable of capturing patient trajectories, predicting clinical outcomes, and

retaining the structure of the original data.

The model parameters, �, which de�ne the transformation function f � enc ,

are learned by minimizing this combined loss. The optimization of Equa-

tion 4.1 strikes a balance between data reconstruction, outcome prediction,

and meaningful patient clustering in the latent spaceZ .

4.5.1 Embedding Patients Trajectories

LPSCO begins its process with a pretraining step that involves training an

autoencoder. An autoencoder is a type of neural network architecture de-

signed to learn an encoded representation of the input data, typically used for

dimensionality reduction or feature learning [Hinton and Salakhutdinov, 2006].

Formally, an autoencoder consists of an encoder functionf � enc : RD ! RD 0

and a decoder functiong� dec : RD 0
! RD , whereD andD 0represent the original

and reduced data dimensions, respectively. These functions are parameterized

by � enc and � dec which are updated to minimize the reconstruction error. In

LPSCO, this autoencoder is trained to compress patient data from a high di-

mensional spaceRD to a lower dimensional latent spaceRD 0
. A reconstruction

loss is de�ned as:

L r (x ; x̂ ; �) = �
1
N

NX

n=1

"
MX

i =1

xn
i log(p(x̂n

i ))

#

; (4.2)
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where p(x̂ i ) = g� dec (z) is the predicted probability of the i -th medical

term. Essentially, L r quanti�es the cross-entropy between the original multi-

hot patient vector x and the reconstructed patient vectorx̂ .

Beyond simple patient representations, it is bene�cial to capture tempo-

ral dynamics in patient trajectories. Sequential patient data can be modeled

using architectures that predict each temporal patient representation,x t , from

a series of such representations. Recurrent Neural Network (RNN) encoder-

decoder structures [Dai and Le, 2015], as used in Carr et al. [2021a], o�er one

such approach. In our case, we can reuse the transformer encoder, previously

discussed in Chapter 3. This approach allows us to capture complex tempo-

ral relationships in patient data, thereby enhancing the expressiveness of our

learned representations.

The model framework we utilize extends the conventional autoencoder to

a Variational Autoencoder (VAE) model [Kingma and Ba, 2017]. The VAE

introduces a probabilistic twist to the traditional autoencoder, embedding the

data points into a continuous latent spaceZ , where each point is represented

by a distribution.

The encoder in a VAE, parametrized by� enc, takes the input data x

and maps it to a distribution over the latent space. In the latent spaceZ ,

each data point x is represented as a distribution instead of a �xed point.

In this instance, a D 0 dimensional multivariate Gaussian distribution. This

is achieved using the reparameterization trick, lettingz = �f � (x ) + �f � (x )" .

Where �; � 2 RD 0
are simply learnt linear mappings off � , while " � N (0; I ).

The loss in Equation 4.2 is updated to include a KL-diverence term such that

L r (x ; x̂ ) = �
1
N

NX

n=1

� MX

i =1

xn
i log(p(x̂n

i )) (4.3)

�
� kl

2

D 0X

d0=1

�
1 + log(�f � (x )2

d0) � �f � (x )2
d0 � �f � (x )2

d0

�
�

adapts the latent spaceZ , encouraging it towards a smoothly continuous
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structure. This is achieved by employing a� kl term, derived from the � -VAE

framework [Higgins et al., 2016], to regulate the impact of the KL divergence

within our loss function. The introduction on the KL divergence term ensures

minor perturbations in patient features correspond to proportionate shifts in

the latent representation. This modi�cation encourages the resultant latent

space to match the assumptions required for the subsequent clustering process,

which will be detailed later. While Carr et al. [2021a], does not mention the

inclusion of � kl , it is included in the papers released code. Further analysis on

its in
uence will be addressed in the discussion section.

4.5.1.1 VAE Pretraining

In cases where our cohort of interest is a subset of the total patient population,

such as patients with an incident of diabetes, we initially conduct a pretraining

step on all available data. The aim is to learn broad patient embeddings across

patients covariates over time. Following this, we re�ne the embeddings using

only the cohort data, ensuring they capture both the general medical trends

and cohort-speci�c characteristics.

4.5.2 Embedding Patient Outcomes

In addition to capturing the patients' medical history through data reconstruc-

tion, our method aims to provide clinically relevant information. To achieve

this, we incorporate the patients' outcomes into the learning process. More

speci�cally, the learned patient embeddings are optimized to predict the time-

to-event outcomes based on the Cox partial likelihood [Cox, 1972]:

L y(x ; �) =
Y

i :� i =1

� � (x i )P
j :t j >t i

� � (x j )
; (4.4)

where � � serves as the hazard function, which estimates the likelihood

of an event occurring at a speci�c time, based on the input featuresx i . In

this case, this is again, simply a linear mapping such that� � (x ) = exp( � hazz i ).

The numerator of the equation only accounts for patients without any censored

data, while the denominator considers both uncensored and censored patients,
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provided that t j > t i for the latter. Since we are using a non-linear encoder

f � enc , we are able to model non-linear covariate interactions as �rst discussed

in Katzman et al. [2018].

The advantage of incorporating the outcome prediction in this way is that

it ensures the learned patient embeddings are not only a good representation

of the patient's medical history but also predictive of their future outcomes.

This encourages the embeddings to be more relevant to a certain prognosis of

interest.

4.5.3 Clustering Patients

Once patient embeddings have been learnt, using the reconstruction, outcome

loss or both, conventional clustering methods such as K-means can be applied

post-hoc, as shown by [Zhang et al., 2019]. Alternatively, the cluster assign-

ments can be learnt during training. This concurrent learning strategy enables

the in
uence of cluster assignments on the derived embeddings through back

propagation, thereby optimizing the embeddings for clustering purposes.

LPSCO follows Xie et al. [2016], we createK cluster centroids, each rep-

resented as
 k 2 RD 0
. The probability qn

k that a patient's embeddingzn is part

of cluster k is determined using an appropriate kernel, such as the Student's

T distribution's density:

qn
k =

(1 + jzn � 
 k j2)� 1
2

P
k0(1 + jzn � 
 k0j2)� 1

2

: (4.5)

We then update these cluster assignments iteratively as described by Xie

et al. [2016]. Since we do not know the true cluster labels, we rely on using an

auxiliary target distribution pn
k in a self-training approach. This distribution

emphasizes the clusters that a patient is more likely to be part of

pn
k =

(qn
k )2=f kP

k0(qn
k0)2=f k0

(4.6)

By discouraging large deviations betweenqn
k and pn

k , we can e�ectively

encourage the network to move patient embeddings closer to the nearest cen-



4.6. Experiments and Results 78

troid. As a result, we de�ne the clustering lossL c through the Kullback-Leibler

divergence betweenP and Q as follows:

L c = KL (PkQ) =
1
N

NX

n=1

KX

k=1

pn
k log

pn
k

qn
k

: (4.7)

Given the self-training nature of this approach, meaningful initial cluster

assignments are crucial. This highlights the importance of our pretraining step.

Additionally, ensuring a smooth latent spaceZ leads to more well-de�ned

distances in the Student's T-distribution kernel. These factors collectively

contribute to more e�ective clustering outcomes.

4.6 Experiments and Results

In this section we shift our focus from theoretical background to real-world

applications, detailing how we put our techniques to use on the UK Biobank

dataset. This involves explaining our data preparation process, de�ning our

patient cohorts, how we tokenize data, and how we handle time-to-event and

censoring. We go into detail about our model implementation, which includes a

BERT encoder and a GRU decoder, and discuss how we have set these up. This

section also covers our pretraining strategy using Variational Auto-Encoders,

and dives deeper into diabetes subtyping. We provide a complete analysis of

our results, showing how di�erent hyperparameters a�ect diabetes subtyping,

and investigating the trained variance embeddings under di�erent scenarios.

We o�er a thorough discussion of our �ndings in this section, illustrating the

potential and practicality of our proposed model.

4.6.1 Data

The UK Biobank (UKBB), a comprehensive study comprising approximately

500,000 individuals aged 40 to 54 during recruitment, o�ers an abundance of

both genotypic and phenotypic data. This data spans from the recruitment

phase to various primary and secondary care visits. We primarily utilize pa-

tient records that contain READ 2 and Clinical Terms Version 3 codes from
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General Practitioners (GP) and ICD-9/10 codes from hospital visits.

4.6.2 Preprocessing

Similar to Munoz-Farre et al. [2022], we narrow our cohort down to 154,668

individuals who possess both hospital and GP records. This �lter mitigates a

bias towards acute events typically presenting in secondary care. We acknowl-

edge, however, that this approach might lead to a slight inclination towards

severe cases as we exclude individuals only presenting in GP records and with-

out any secondary care records.

We grouped multiple-day hospital admissions into a single event, noting

the admission date and retaining unique ICD-10/ICD-9 codes for each visit.

Similarly, for GP visits, we aggregated individual visits that occurred within

a week of each other into one event, maintaining only the unique codes. This

procedure eliminated repeated codes, thereby reducing redundancy and the

overall sequence length. Additionally, all the medical codes were mapped to

disease phenotypes, using CALIBER a research platform that provides repro-

ducible phenotyping algorithms for EHR ([Denaxas, 2019]), to ensure consis-

tency in medical term representation across di�erent healthcare settings and

to reduce vocabulary size. Lastly, we excluded patients with fewer than �ve

visits to maintain a robust and representative medical history for each indi-

vidual in our analysis. This optimized data forms the base for further model

implementation and experimentation.

4.6.2.1 Tokenization

For implementing our model, particularly the BERT encoder, we converted

the medical event sequences into a tokenized format. Each medical code is re-

garded as a unique token, with "SEP" tokens introduced between visits which

facilitates the de�nition of a positional encoding, aiding in capturing temporal

patterns within the sequence. Furthermore, a "CLS" token was pre�xed at the

start of each sequence for BERT's pooling operation in outcome prediction.

The "CLS" token pools the global context of the entire sequence, providing a
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comprehensive representation of a patient's medical history for outcome pre-

diction.

4.6.3 Time-to-event Outcomes

Our study is centered on two outcomes: death and diabetes. We derive the date

of death using the death registry from the O�ce of National Statistics, accessed

through the UK Biobank. Deaths are not restricted to diabetes and can be

any due to any cause. For diabetes, we identify occurrences by searching for

"diabetes" across all CALIBER mappings and extracting the date of diagnosis

for patients with these diabetes related terms. These include type-I, type-

II and unspeci�ed codes. The index date for every patient is the date of

recruitment. We determine the censoring date by the last available data date

in the UK Biobank. From these data, we calculate the time-to-event for each

patient as the duration from the index date to either the outcome event (death

or diabetes diagnosis) or the censoring date. This calculation provides us with

a time-to-event for every patient and a status indicator signifying whether an

outcome event occurred or the patient was censored.

4.6.4 Metrics

4.6.4.1 Cluster Similarity Metric: Adjusted Rand Index

The Adjusted Rand Index (ARI) serves as a robust metric to evaluate the

similarity between two sets of data clusters. The formula for the Rand Index

(RI) is given as:

RI =
a + b
� N

2

� ; (4.8)

wherea represents the number of pairs of elements that are in the same cluster

in both sets C and K , and b represents the number of pairs of elements that

are in di�erent clusters in C and K .

The ARI adjusts the Rand Index by considering the expected value of the

RI (E(RI )) under random assignments of clusters. The formula for the ARI
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is:

ARI =
RI � E(RI )

max(RI ) � E(RI )
: (4.9)

In this context, E(RI ) is the expected RI for random assignments of two

sets of clustersC and K . The ARI score ranges from -1 to 1, where a score of

1 indicates perfect clustering, a score of 0 suggests random assignments, and

a score of -1 implies a completely dissimilar clustering structure.

4.6.4.2 Outcome Metrics: Kaplan-Meier Curves

In this study, we opt for Kaplan-Meier (KM) curves and the log-rank test over

the C-index to evaluate survival outcomes. The primary motivation for this

choice is our interest in the relative di�erences in survival between distinct

clusters, rather than a singular measure of predictive accuracy, which is what

the C-index provides .

Kaplan-Meier curves are a non-parametric method used for estimating

the survival function. Speci�cally, they show the probability of an event (e.g.,

death, relapse) occurring at a given time interval. By visualizing the sur-

vival curves of di�erent clusters, we can qualitatively assess the disparities

in outcomes, making it a valuable tool for evaluating the e�ectiveness of our

clustering approach in capturing meaningful subgroups.

4.6.5 Further Implementation Details

Our experiments were conducted using a Python-based implementation with

PyTorch as the primary deep learning framework. The HuggingFace trans-

formers library provided the foundation for our BERT encoder, and for the

decoder, we leveraged a single-layer GRU implemented with teacher forcing.

PyTorch Lightning was used to streamline the training process and aid in

model reproducibility.

We utilized the Adam optimizer for the training of our model, incorpo-

rating a warmup phase and a cosine annealing learning rate schedule. The

model's hyperparameters were systematically tuned through a grid search for

optimal performance.
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4.6.6 Variational Auto-Encoder Pretraining

For visualizing the performance of the trained VAE, we employ dimensionality

reduction using UMAP [McInnes et al., 2018]. This transforms the patient

embeddings into a two-dimensional space that allows us to visually examine

and interpret the structure of the learned latent representations.

We utilize the mean embeddings derived from the VAE for this purpose.

The UMAP procedure transforms these high-dimensional embeddings into a

2D space. The transformed points are then plotted on a scatter plot to o�er

a visually interpretable representation of the structure inherent in the learned

embeddings.

The scatter plot in Figure 4.1 illustrates that patients with diabetes some-

what separate from others in the latent space, suggesting that the VAE is

capable of capturing underlying disease patterns. Intriguingly, two distinct

clusters of patients with diabetes seem to emerge.

To further analyze these potential patterns, we generate two additional

2D histogram plots based on the same UMAP-reduced patient embeddings.

One focuses on patients with diabetes, and the other on patients who died.

These histograms provide a density-based view of the distributions, o�ering a

clearer picture of where patients with these speci�c outcomes are clustered in

the latent space.

In the 2D histogram visualization of deceased patients (Figure 4.2b), we

observe a signi�cant overlap with one speci�c cluster of the diabetes patient

embeddings. This overlap might suggest that this particular subgroup of di-

abetic patients experiences higher mortality rates. The convergence could be

due to a higher proportion of older patients or patients with more severe co-

morbidities within this speci�c cluster, both of which can amplify the risk of

diabetes onset and increase mortality rates. This initial observed variation

between the two diabetes clusters and the apparent overlap of only one cluster

with deaths indicate potential distinctions among diabetes patients.

Seeing these distinctions within in the VAE-derived clusters of diabetes
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Figure 4.1: This scatter plot shows pretrained patient embeddings from the train-
ing set using the VAE, reduced to 2D using UMAP. Each point rep-
resents a patient. Those with a diabetes diagnosis are colored orange,
while those without are blue. The plot visualizes how the VAE sepa-
rates patients based on their medical history.

(a) Patients with diabetes. (b) Patients who died.

Figure 4.2: Density visualizations of 2D patient embeddings in VAE latent space
for di�erent patient groups.
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patients and their di�erent overlaps with deaths somewhat validates that our

VAE pretraining may be capturing relevant clinical embeddings. As we ap-

ply the LPSCO method and start speci�c training for death and diabetes

outcomes, we will observe how these embeddings change from these initial

insights.

4.6.7 In
uence of Outcome vs Reconstruction Losses

Now we have a pretrained VAE, we can explore how patient embeddings change

with di�erent loss scenarios: outcome only (wr = 0, wy = 0:05, wc = 0:1), re-

construction only (wr = 1:0, wy = 0, wc = 0:1), and a combination of both

(wr = 0:3, wy = 0:5, wc = 0:1). Through empirical �ne-tuning of these hy-

perparameters, we mitigated the risk of mode collapse, commonly encountered

when clustering losses are disproportionately weighted.

In the following experiments, we speci�cally target a smaller cohort com-

prising diabetes patients and corresponding controls, matching each patient

with a control based on age, sex, and mortality on a 1:1 ratio. The choice of

diabetes is informed by its extensive research background and aligns with the

research setting adopted by Carr et al. [2021a]. By including matched con-

trols without diabetes, we aim to introduce factors that would help separate

patients who had well-managed diabetes and died of unrelated diseases and

those whose diabetes was more severe and lead to death.

Before delving into the speci�c scenarios, it's crucial to note that, for each

of these experiments, we incorporate the clustering loss into the overall loss

function. This addition enables the model to assign patients into speci�c clus-

ters based on their similarities, giving us an additional dimension to evaluate

the performance and insights gleaned from each experiment.

We made an informed decision to set the number of clusters (K ) to 9

for these experiments. This choice was made after evaluating several di�erent

numbers of clusters. A smaller number resulted in large, ambiguous clusters

with signi�cant overlap, while a larger number often resulted in many similar,

indistinct clusters. We found that K=9 provided a good compromise, allowing
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us to avoid both of these issues and achieve a clearer separation and de�nition

of clusters. Nevertheless, a degree of overlap still persists, indicating room for

further re�nement.

A more rigorous tuning, potentially guided by statistical measures such as

Bayesian Information Criterion (BIC) or Akaike Information Criterion (AIC),

may provide additional insight and further optimize cluster de�nition. How-

ever, the computational limits of our study and deemed the iterative pro-

cess of determining the optimal number of clusters for each scenario as too

resource-intensive. As such, we opted for a pragmatic approach, applying our

established K=9 clustering across all three scenarios. While acknowledging

potential room for improvement, this compromise allowed us to focus on the

main objective: comparing the e�ects of di�erent loss functions on patient

clustering

We start by clarifying the role of each loss scenario. Without outcome

loss, the model is only trained to reconstruct the full medical history of the

patient and has no access direct access diabetes and death outcome labels.

Without reconstruction loss, the model is able to learn from outcomes labels,

but ignores similarities between patient trajectories that are unrelated to the

outcomes. For e�ective clustering based on both patient trajectories and vary-

ing outcomes, the combined loss setting should share information between both

settings.

4.6.7.1 Cluster Similarity

Table 4.1 shows the Adjusted Rand Index (ARI) scores comparing di�erent

pairs of clustering methods: Outcome Cluster with Reconstruction Cluster,

Outcome Cluster with Outcome Reconstruction Cluster, and Reconstruction

Cluster with Outcome Reconstruction Cluster. The ARI score between Out-

come Cluster and Reconstruction Cluster is relatively low at 0.051, signifying

limited similarity between these clusters. This is anticipated, given that one

focuses on patient trajectories and the other focuses primarily on outcomes.

In contrast, the ARI score for the Outcome Cluster compared to the Out-
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come Reconstruction Cluster is substantially higher at 0.3324, indicating that

the combined loss model is e�ectively learning from both patient trajecto-

ries and outcomes. Similarly, the ARI score for the Reconstruction Cluster

and Outcome Reconstruction Cluster comparison is 0.0910, suggesting that

the combined loss model does derive insights from both the trajectory and

outcome-driven clusters. Overall, the higher ARI scores when comparing with

the Outcome Reconstruction Cluster implies that the combined loss model has

a stronger focus on outcomes.

Table 4.1: Adjusted Rand Index between pairs of models trained with di�erent loss
scenarios, shows the di�erences in clustering similarity when training
with di�erent loss weightings.

Comparison Adjusted Rand Index

Outcome Only $ Reconstruction Only 0.051
Outcome Only $ Outcome and Reconstruction 0.332

Reconstruction Only$ Outcome and Reconstruction 0.091

4.6.7.2 Outcome Performance

Next, we asses the impact of di�erent loss scenarios on outcome performance,

as illustrated by Kaplan-Meier curves in Figure 4.3. Note, we have ordered

the clusters numbering by observed mortality rate.

Outcome-Only Losses : For outcome-only losses (Figures 4.3a and

4.3b), the clusters are noticeably separated based on outcomes. In particu-

lar, there is a higher variance in the proportion of events occurring, indicating

that the model is sensitive to di�erentiating between outcomes in this scenario.

Reconstruction-Only Losses : In contrast, focusing solely on recon-

struction losses (Figures 4.3c and 4.3d), we observe that the clusters are less

separated by outcomes. This suggests that prioritizing the reconstruction loss

may not be e�ective in capturing the nuances of di�erent outcomes.

Combined Losses : A balanced approach that incorporates both out-

come and reconstruction losses (Figures 4.3e and 4.3f) o�ers an intermediate

representation. For death-related outcomes, the separation between clusters
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is even higher than that seen with outcome-only loss. However, for diabetes-

related outcomes, this combined loss scenario performs less separation is seen

than in the outcome-only scenario.

4.6.8 Clinical Introspection

Next, we examine how trajectories di�er between loss strategies, focusing on

the support and exclusivity of diabetes-related terms within each cluster. To

ensure the selection of appropriate outcomes for this study, we consulted with

domain experts, incorporating their insights to guide our analysis and outcome

measures. The evaluations are conducted on the test set, and the results are

summarized in Table 4.2.

Cluster Support . Our results indicate that the distribution of support

varies signi�cantly depending on the strategy employed:

ˆ Outcomes Only : This strategy results in a few clusters with minimal

support, indicating that this approach may not fully capture the hetero-

geneity of di�erent trajectories within the dataset.

ˆ Reconstruction Only : This strategy yields clusters with a more evenly

distributed support, suggesting that it might be capturing a broader

range of features.

ˆ Combined Reconstruction and Outcomes : This strategy provides a

balance, falling somewhere in between the two aforementioned strategies

in terms of cluster support.

Exclusivity of Diabetes-Related Terms . Analysis reveals distinct

patterns in the exclusivity of diabetes-related terms across clusters for each

loss strategy:

ˆ Outcomes Only: This strategy predominantly concentrates diabetes-

related terms into clusters 1 and 3. Cluster 1 is characterized by a

higher mortality rate, as revealed in Figure 4.3a, and features a signif-

icant proportion of acute diabetes-related conditions. Cluster 3 has a
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(a) (b)

(c) (d)

(e) (f )

Figure 4.3: Kaplan-Meier curves for di�erent loss scenarios. Outcome Only hyper-
params: wy = 0 :05, wr = 0 (Figure 4.3a, Figure 4.3b). Reconstruction
Only hyperparams: wy = 0, wr = 1 :0 (Figure 4.3c, Figure 4.3d).
Outcome and Reconstruction hyperparams:wy = 0 :5, wr = 0 :3 (Fig-
ure 4.3e, Figure 4.3f). Clustering loss is weighted aswc = 0 :1 for all.
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lower mortality rate and is heavily weighted towards Ophthalmic T2D

manifestations.

ˆ Reconstruction Only: Unlike the "Outcomes Only" strategy,

diabetes-related terms are more evenly distributed across clusters. While

di�erences between clusters are generally subtle, Cluster 0 does show

an inclination towards acute conditions, and Cluster 2 demonstrates a

higher frequency of Ophthalmic complications.

ˆ Combined Reconstruction and Outcomes: The combination of the

two strategies manifests as an intermediate between the individual be-

haviors observed. The distribution and exclusivity of diabetes-related

terms within clusters o�er a nuanced representation, capturing aspects

from both the "Outcomes Only" and "Reconstruction Only" approaches.

In summary, the choice of strategy can signi�cantly in
uence the resulting

cluster characteristics, both in terms of support and the exclusivity of diabetes-

related terms. These �ndings suggest that a more nuanced understanding of

the underlying patterns can be achieved by considering multiple clustering

strategies.

4.6.9 In
uence of Sequence Length

In our analysis, the relationship between the magnitude of the trained vari-

ance embeddingsj� j and the sequence length became evident. The sequence

length, represented as the total number of medical terms in a patient's medical

history, serves as a crucial feature for our model. As seen in Figure 4.4, for

models trained purely on reconstruction loss, thej� j values, derived from the

reparameterization trick as discussed in Section 4.5.1, are higher for longer

sequences. This likely stems from the inherent complexity in reconstructing

extensive medical histories, leading to increased variances in the embeddings.

Conversely, in the case of models focusing solely on outcome prediction,j� j

is signi�cantly higher for shorter sequences. This elevated variance highlights

the inherent challenge in predicting patient outcomes based on limited medical
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Cluster 0 1 2 3 4 5 6 7 8

Outcome Only : wr = 0, wy = 0:05, wc = 0:1
Support 51 1,976 594 969 434 1,834 646 234 10

Acute Renal Failure 0.011 0.65 0.027 0.18 0.044 0.082 0 0 0
Diabetic Neuropathy 0.014 0.41 0.014 0.54 0 0.014 0.014 0.014 0
Diabetic Retinopathy 0.004 0.19 0.004 0.64 0.024 0.13 0 0 0
Heart Failure NOS 0.0058 0.74 0.041 0.12 0.032 0.061 0.0029 0.0029 0
Lipoprotein disorders 0.0081 0.34 0.042 0.27 0.086 0.21 0.016 0.016 0.0025
Obesity 0.0054 0.33 0.019 0.03 0.12 0.2 0.016 0.016 0.0015
Renal Failure NOS 0.019 0.6 0.058 0.21 0.058 0.058 0 0 0
Type 1 Diabetes 0.014 0.25 0.034 0.38 0.089 0.15 0.041 0.041 0.021
Type 2 Diabetes (T2D) 0.0084 0.31 0.047 0.26 0.094 0.23 0.025 0.025 0.0018
T2D Neurological 0.014 0.44 0.014 0.48 0.027 0.014 0.014 0.014 0
T2D Ophthalmic 0.0045 0.19 0.0045 0.65 0.018 0.14 0 0 0

Reconstruction Only : wr = 1:0, wy = 0, wc = 0:1
Support 450 790 703 852 386 587 542 896 1,542

Acute Renal Failure 0.32 0.14 0.23 0.085 0.099 0.099 0.0027 0.0055 0.027
Diabetic Neuropathy 0.43 0.095 0.19 0.054 0.081 0.081 0 0 0.014
Diabetic Retinopathy 0.33 0.068 0.25 0.12 0.068 0.068 0.008 0.004 0.028
Heart Failure NOS 0.31 0.16 0.24 0.093 0.078 0.078 0.012 0 0.023
Lipoprotein disorders 0.18 0.076 0.23 0.076 0.15 0.15 0.039 0.0076 0.12
Obesity 0.17 0.092 0.21 0.069 0.17 0.17 0.039 0.0062 0.18
Type 1 Diabetes 0.15 0.062 0.18 0.041 0.16 0.16 0.062 0.0068 0.16
Type 2 Diabetes (T2D) 0.15 0.068 0.2 0.078 0.16 0.16 0.041 0.0078 0.014
T2D Neurological 0.42 0.12 0.16 0.027 0.11 0.11 0.014 0 0.014
T2D Ophthalmic 0.33 0.068 0.25 0.12 0.063 0.063 0.0045 0.0045 0.032

Combined Reconstruction and Outcomes : wr = 0:3, wy = 0:5, wc = 0:1
Support 755 423 1,240 472 831 1,109 340 69 1,509

Acute Renal Failure 0.18 0.27 0.1 0.29 0.03 0.038 0.055 0.014 0.022
Diabetic Neuropathy 0.15 0.068 0.095 0.58 0 0.041 0.054 0.014 0
Heart Failure NOS 0.18 0.28 0.13 0.28 0.017 0.055 0.035 0.0087 0.0087
Lipoprotein disorders 0.087 0.12 0.14 0.2 0.073 0.093 0.11 0.081 0.098
Obesity 0.075 0.13 0.12 0.21 0.084 0.11 0.12 0.067 0.074
Renal Failure NOS 0.15 0.27 0.19 0.25 0.019 0 0.096 0.019 0
Type 1 Diabetes 0.075 0.075 0.096 0.27 0.12 0.048 0.15 0.12 0.048
Type 2 Diabetes (T2D) 0.074 0.11 0.12 0.18 0.08 0.094 0.11 0.11 0.11
T2D Neurological 0.16 0.096 0.082 0.49 0 0.041 0.096 0.014 0.014
T2D Ophthalmic 0.14 0.068 0.1 0.47 0.027 0.095 0.059 0.018 0.023

Table 4.2: Table of Exclusivity (Number of Codes in Cluster/Total codes) for each
loss scenario.
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history data. When trained with a combined loss function, thej� j serves as

a balance between these two extremes, thereby indicating the model's adapt-

ability in meeting the dual challenges of accurate reconstruction and outcome

prediction.

Figure 4.4: Plot of sequence length against Variance Embedding Magnitude,j� j
with each loss scenario.

4.7 Discussion and Conclusion
In this study, we employed various loss strategies to cluster patients based on

diabetes-related metrics. Our results indicate that the e�ectiveness of clus-

tering varies depending on the loss function employed, with the "Outcomes

Only" strategy showing high concentration of diabetes-related terms in spe-

ci�c clusters, and the "Reconstruction Only" strategy o�ering a more balanced

distribution.

Our results have several important clinical implications. The varying sup-

port across clusters in di�erent strategies hints at the complexity of patient
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trajectories in diabetes care. Speci�cally, some clusters may be more indica-

tive of acute conditions, while others may point to chronic complications, thus

assisting clinicians in targeted intervention.

Building upon the prior work by Carr et al. [2021a], we extend the study

to the UK Biobank dataset, which provides a broader and multi-site patient

cohort. Unlike previous studies, we take a unique approach by incorporating

mortality as an additional factor for clustering, allowing for a greater focus on

acute diabetes comorbidity subtypes. Furthermore, we analyze the in
uence

of sequence length on variance in embeddings, which helps us understand the

di�erent compromises between reconstruction and outcomes objectives.

4.7.1 Future work

While our study o�ers valuable insights into the clustering of diabetic patients

using di�erent loss strategies, there are notable limitations. One signi�cant

challenge lies in the optimization of loss weightings for the model, given the

absence of a single metric to optimize. This makes it di�cult to balance be-

tween the competing objectives of the di�erent loss functions and can result

in the model failing to converge to a reasonable optimum. The lengthy train-

ing time for these models further complicates the task of �ne-tuning the loss

weightings and contributes to our decision not to use Bayesian Information

Criterion (BIC) for model selection. Additionally, our clinical introspection is

based on aggregate counts of codes, which might obscure important ordering

di�erences between clusters. Future work should address these limitations to

develop a more robust and comprehensive understanding of patient clustering

in the context of diabetes care.

Ultimately, the goal of this research is to contribute to the development

of new drugs, providing clinicians with more e�ective treatment options for

patients. The next logical step in this research is to apply GWAS studies

to the phenotypes identi�ed in this work, similar to the approach taken in

Chapter 3.
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4.7.2 Conclusion

In conclusion, our study presents a comprehensive analysis of the impact of

di�erent loss strategies on patient clustering in the context of diabetes care.

We �nd that varying the loss strategy can substantially alter the characteristics

of each cluster, and therefore the interpretation of patient trajectories. Our

results pave the way for further research to optimize clustering techniques for

personalized healthcare.



Chapter 5

Di�erentiable Sorting for

Censored Time-to-event Data

Based on published work : Andre Vauvelle, Benjamin Wild, Roland

Eils, and Spiros Denaxas. Di�erentiable sorting for censored time-to-event

data. Advances in neural information processing systems, 2023

5.1 Abstract

Survival analysis is a crucial semi-supervised task in machine learning with sig-

ni�cant real-world applications, especially in healthcare. The most common

approach to survival analysis, Cox's partial likelihood, can be interpreted as

a ranking model optimized on a lower bound of the concordance index. We

follow these connections further, with listwise ranking losses that allow for a

relaxation of the pairwise independence assumption. Given the inherent tran-

sitivity of ranking, we explore di�erentiable sorting networks as a means to in-

troduce a stronger transitive inductive bias during optimization. Despite their

potential, current di�erentiable sorting methods cannot account for censoring,

a crucial aspect of many real-world datasets. We propose a novel method, Di�-

surv, to overcome this limitation by extending di�erentiable sorting methods

to handle censored tasks. Di�surv predicts matrices ofpossiblepermutations

that accommodate the label uncertainty introduced by censored samples. Our
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experiments reveal that Di�surv outperforms established baselines in various

simulated and real-world risk prediction scenarios. Furthermore, we demon-

strate the algorithmic advantages of Di�surv by presenting a novel method for

top-k risk prediction that surpasses current methods. In conclusion, Di�surv

not only provides a novel framework for survival analysis through di�erentiable

sorting, but also signi�cantly impacts real-world applications by improving risk

strati�cation and o�ering a methodological foundation for developing predic-

tive models in healthcare and beyond.

5.2 Introduction

Survival analysis plays a pivotal role in a many realworld machine learning

applications, spanning �elds such as reliability engineering, marketing, and

insurance, with a particularly signi�cant impact in healthcare. The goal of

survival analysis is to predict the time until the occurrence of an event of

interest, such as death, based on a set of covariates. In clinical studies, these

include demographic variables such as sex and age, but may also encompass

more complex data modalities such as medical images.

The concept of censoring is a distinguishing characteristic that sets sur-

vival analysis apart from conventional machine learning approaches. Partic-

ularly prevalent in observational datasets, it refers to situations where event

times remain unobserved because a patient might not have undergone the event

by the time of data collection. This can be due to a variety of reasons such as

the study period ending before all events of interest have occurred or subjects

leaving the study.

Overlooking censoring can skew predictions towards the censoring event,

rather than the event of interest. This bias becomes particularly noticeable

when the study's endpoint can be inferred from the observed covariates - age

being a notable example. In such cases, the predicted event times are likely to

biased towards the censoring event time, thereby neglecting the actual event

of interest [Kvamme and Borgan, 2019].
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The Cox Proportional Hazards model is widely used for handling censored

data in survival analysis [Cox, 1972]. The model optimizes a partial likelihood

function over ranked data, considering only the order of events, not their exact

time of occurrence. As such, Cox's partial likelihood serves as a ranking loss,

learning from the order of patients based on their hazard of experiencing an

event, not their exact survival time.

Raykar et al. [2007] showed that Cox's partial likelihood (CPL) and rank-

ing losses can be directly equated, with both providing lower bounds to the

concordance index, the primary evaluation metric used in survival analysis.

Both losses are foundational to many survival deep learning methodologies

like DeepSurv Katzman et al. [2018] and DeepHit Lee et al. [2018].

However, this relation operates under the assumption of pairwise inde-

pendence. This simpli�cation, while practical, can de-emphasize the transitive

properties inherent in survival data. As shown by Goldstein and Langholz

[1992], larger risk set sizes can lead to more e�cient estimators, suggesting po-

tential bene�ts in considering listwise ranking losses Cao et al. [2007]. These

losses optimize over lists of values rather than individual pairs, thereby better

capturing the transitive dynamics of the data. Despite the similarities, listwise

losses have remained largely unexplored within the �eld of survival analysis.

This could be partly due to an uncertainty around how to handle censoring.

5.3 Aims and Objectives

We propose a new approach that takes advantage of recent developments in

continuous relaxations of sorting operations, allowing end-to-end training of

neural networks with ordering supervision [Grover et al., 2019, Blondel et al.,

2020, Petersen et al., 2021]. This method incorporates a sorting algorithm into

the network architecture, where the order of the samples is known, but their

exact values are unsupervised. With this, we introduceDi�surv , an extension

of di�erentiable sorting methods that enables end-to-end training of survival

models with censored data.
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Figure 5.1: Di�erentiable Sorting for Censored Time-to-Event Data. Inputs, in
this case, SVHN images, are transformed into scalar values through a
neural network. A di�erentiable permutation matrix, P , is computed
using sorting networks. The model can be optimized for downstream
tasks, such as risk strati�cation and top-k highest risk prediction, by
using the matrix Qp of possible permutations based on the observed
events and censoring.

Brie
y, our contributions are summarised:

ˆ Our primary contribution is the extension di�erentiable sorting methods

to account for censoring by introducing the concept of possible permu-

tation matrices. (Section 5.5.3)

ˆ We empirically demonstrate that our new di�erentiable sorting method

matches or improves risk ranking performance across multiple semi-

simulated and real-worlds censored datasets. (Section 5.6)

ˆ We investigate the role of transitivity in survival analysis and show,

through experiments with semi-simulated data, that di�erentiable sort-

ing networks can bene�t from this inherent property of the data. (Sec-

tion 5.6.1)

ˆ We demonstrate that di�erentiable sorting of censored data enables the

development of new methods with practical applications, using the ex-

ample of end-to-end learning for top-k risk strati�cation. (Section 5.5.4)
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Figure 5.2: Visualisation of censored data

5.4 Background and Related Work

A dataset with censored event times is summarized asD = f t i ; x i ; � i gN
i =1 ,

whereN is the total number of patients. For a patient i , the time-to-event t i

is the minimum of the true survival time t �
i and the censoring timec�

i , with � i

indicating whether an event (t �
i � c�

i , � i = 1) or censoring (t �
i > c �

i , � i = 0) was

observed. Covariates arex i 2 Rd representing a 1-dimensional vector of sized

but the methods discussed here also generalise to higher dimensional tensors

such as image data.

The widely-used method for addressing censoring in survival analysis is

the Cox Partial Likelihood (CPL) model, introduced by Cox [1972]. The CPL

is designed to maximize the following general form:

L (� ) :=
Y

i :� i =1

f � (x i )P
j :t j >t i

f � (x j )
; (5.1)

where f � is the hazard function, a score prediction function estimating

the probability of an event at a particular time, given input featuresx i . The

product only includes uncensored patients, whereas the denominator term also

includes censored patients witht j > t i .

Re
ecting the structure of survival data, the Cox Partial Likelihood (CPL)

model compares individuals still "at risk" at each time point, similar to a

nested case-control study. This directly shapes the likelihood equation in CPL,

with the numerator representing the hazard function for the event-experiencing

individual, and the denominator summing over all individuals still at risk.
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Extensions of the Cox model, like [Katzman et al., 2018] and [Kvamme

et al., 2019], have modi�edf � = exp( � � x i ) to relax the linear covariate in-

teraction and proportional hazards assumptions. Introducing neural networks

h� to handle the non-linearity, adjusting f � to be f � = exp(h� (x i )), and to

manage non-proportional hazards, they setf � = exp(h� (x i ; t i )).

5.4.1 Pairwise Independence

Both of these previous works note that the risk setR = f j : t j > t i g is in-

tractable for deep learning applications as it considers all comparable patients.

To mitigate memory constraints, we can sample a �xed-size risk set, denoted

as ~R, such that j ~Rj = n < N . Kvamme et al. [2019] go further, arguing it is

reasonable to take a constant sample size of 1 and include the individuali in

the risk set (such that n=2). This leads to the simpli�ed loss of the form

L(� ) =
Y

i :� i =1

f � (x i )
f � (x i ) + f � (x j )

; j 2 R n f ig: (5.2)

Further, take the mean log partial likelihood to be

loss =
1
ne

X

i :� i =1

log(1 + exp[h� (x j ) � h� (x i )]) ; j 2 R n f ig; (5.3)

wherene is the number of non-censored events. In this simpli�ed form, it can

be seen that the partial likelihood only considers the pairwise relative ordering

or ranking of survival times.

The concordance index or c-index Harrell et al. [1982] is a commonly

used as an evaluation for survival analysis methods and is a generalization of

the Area Under the Receiver Operating Characteristic Curve (AUROC) that

handles right-censored data. It is de�ned as

c-index :=
1
n

X

i :� i =1

1(f (x i ) < f (x j )) ; j 2 R n f ig: (5.4)

Raykar et al. [2007] �rst showed that the Cox's partial likelihood is approx-
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imately equivalent to maximizing the concordance index or c-index and that

closer bounds can be found by minimizing the general ranking loss, with ac-

ceptable pairsA = f (i; j ) : � i = 1 ^ t j > t i g and

ranking-loss :=
1

jAj

X

(i;j )2A

� (f � (x i ) � f � (x j )) ; (5.5)

where� is a function that relaxes the non-di�erentiable1 of the c-index.

From Equation 5.3 it can be seen that� : x 7! � log(1+exp(� x)) = log( � (x)).

Here, we have shown that the simpli�cations to the partial likelihood made by

Kvamme et al. [2019] are equivalent to using the log-sigmoid ranking loss.

The key di�erence between ranking and partial likelihood losses comes

when considering the assumption that it is reasonable to take a constant sample

size of 2 (one pair in the risk set) in the partial likelihood. This e�ectively

introduces the assumption that each pair (i, j) is independent of any other

pair. However, this assumption seems puzzling given the inherent transitivity

of ranking (if i > j and j > k then i > k ).

5.5 Methods

5.5.1 Listwise Ranking and Di�erentiable Sorting Net-

works

[Cao et al., 2007] �rst proposed the notion of alistwise ranking loss, arguing

its bene�ts in situations where the entire order of items is of importance. This

approach treats the ranking problem as a permutation problem, with the aim

of learning a model that can provide the optimal permutation of an entire list

of items, rather than considering independent pairs. Indeed, this idea is closely

related to the partial likelihood from Cox's original work. As pointed out by

Wang and Yang [2022], the Top-1 probability method originally proposed by

Cao et al. [2007] and extended to ListMLE by Xia et al. [2008] takes the same

form as CPL.

More recent works closely related to listwise ranking have begun to explore
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(a) (b)

Figure 5.3: Example sorting networks of size 8; (a) Odd-Even, (b) Bitonic.

combining traditional sorting algorithms with di�erentiable sorting functions

[Petersen et al., 2021]. Sorting networks are a family of sorting algorithms that

consist of two basic components: wires and conditional swaps [Batcher, 1968,

Knuth, 1998]. Wires carry values to be compared at conditional swaps, if one

value is bigger than the other then the values carried forward are swapped

around. This allows construction ofsorting networks that can provably sort

a list of values. Conditional swaps are exactly the min and max operators

that ensure that with inputs f a; bg and outputs a� � b� , a� = min( a; b) and

b� = max( a; b).

There are multiple di�erent types of sorting networks each with varying

complexity. The ability to implement networks with the divide-and-conquer

paradigm allows for sorting networks that scale more e�ciently. Examples for

Odd-Even and Bitonic sorting networks withn = 8 are shown in Figure 5.3.

The latter allows construction of networks with size complexityO(nlog2n)

verses theO(n2) in Odd-Even networks.

It is worth emphasising these are not neural networks. They are called

"networks" because they are typically represented as diagrams that show how

the items are compared and swapped as they are being sorted. Di�erentiable

sorting networks do not introduce any additional parameters that need to be

updated during optimization.

In order to train models based on ordering information alone, di�erences

between predicted and true orderings must be backpropagated through sort-

ing algorithms. However, they often require the use of non-di�erentiable max

and min operators. These are analogous to the non-di�erentiable indicator
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function that was discussed earlier in the c-index equation Equation(5.4). Dif-

ferentiable sorting methods, similar to ranking losses, rely on approximating

these operators with smooth alternatives [Grover et al., 2019].

Petersen et al. [2021] propose combining traditional sorting networks and

di�erentiable sorting functions. Consider that when a asymptotically ap-

proachesb, the transition point where it surpassesb is non-continuous and

therefore non-di�erentiable. Just as previously shown in the ranking loss, such

operations can be made di�erentiable using the logistic relaxation

min� (a; b) = a� � (b� a)+ b� � (a� b) and max� (a; b) = a� � (a� b)+ b� � (b� a):

(5.6)

If an inverse temperature parameter� > 0 is introduced such that� : x !
1

1+ e� �x , then as� ! 1 the functions tend to the exact min and max functions.

Other relaxation of the step function can also be considered, Petersen et al.

[2022a] show that the Cauchy distribution preserves monotonicity which is

desirable for optimization. Given this, we use the Cauchy distribution as our

relaxation for all experiments, where� : x ! 1
� arctan(�x ) + 1

2 .

For an input list to be ordered, each layer of the sorting network can be

considered an independent permutation matrixP l with elements given by

Pl;ii = Pl;jj = � (aj � ai ) and Pl;ij = Pl;ji = 1 � � (aj � ai ); (5.7)

wherea signi�es intermediate values being compared. The �rst layer is input

with zi = h� (x i ), each vector of covariates or images being processed inde-

pendently by the same neural network. The indices being compared at each

layer are determined by the sorting network and the �nal predicted probability

matrix is the product of each layer of sorting operations,

P =

 
nY

l=1

P |
l

! |

: (5.8)

Where P , is the �nal doubly-stochastic permutation matrix, doubly-
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stochastic meaning that the rows and columns both sum to 1. It possible

to interpret each elementPij of the predicted permutation matrix as the pre-

dicted probability of permuting from a randomly assigned ranki to a true rank

j . Finally, we can de�ne a loss by minimizing the cross-entropy between the

ground truth orders represented by true permutation matrixQ and predicted

permutation matrix P as

L :=
nX

c=1

�
1
n

CrossEntropy(Pc; Qc)
�

; (5.9)

wherePc and Qc denote the c-th columns of their respective matrices.

5.5.2 Di�erentiable Sorting Networks Relation to

Ranking and Partial Likelihood

It is possible to directly relate di�erentiable sorting networks with ranking

losses and partial likelihood. Expanding out the cross entropy loss out we �nd

L =
nX

c=1

 
1
n

nX

i =1

qic log(pic )

!

; (5.10)

where qic = 1 only when i is the true rank otherwise 0. Eachpic is always a

function of the di�erence in pairs of inputsx i and x j . This is complicated by

the products of intermediate valuesa introduced by the sorting network but

denoted as

pic =
nY

(ai ;aj )2P l :l=1

� (ai � aj ) (5.11)

where Pl to denotes the set of comparisons to be made at each layer of the

sorting network. With n = 2 and � = 1, a sorting network only requires a single

relaxed conditional swap and the loss returns to the same recognisable log-

sigmoid ranking loss in Equation 5.5, and Cox negative log partial likelihood

in Equation 5.3.
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Figure 5.4: For an example case (a) with two events ( , e2 and e5) and multiple
censored samples (, c1; c3; c4; c6; c7) the uncertainty in the possible
permuted rankings (b) due to censoring is taken into account to derive
the possible permutation matrix Qp (c).

5.5.3 Di�surv: Handling Censoring with Possible Per-

mutation Matrices

For risk sets of size 2, given proper case-control sampling, it will always be

possible to de�ne a single ground truth permutation matrix Q. However,

when venturing to higher risk set sizes, di�erentiable sorting methods can no

longer handle censoring since there is not a single ground truth permutation

matrix Q. We cannot determine the exact rank of patients who are censored

before another who experienced an event. It is only possible to know the range

of possible ranks for which a patient should belong. In Figure 5.4, we provide

an illustration demonstrating the possible ranks for number of censored and

uncensored events.

Though we no longer have access to a single permutation matrix, we

may instead consider the set of all possible permutation matrices,Q =

f Q1; Q2; : : : ;Q � g. In the best case, all values are uncensored andjQj = 1

and in the worse case, when all patients are censoredjQj = n!. Our primary

contribution is to extended di�erentiable sorting methods to censored ranks

by discriminating between possible and impossible permutations.

We introduce a more computationally tractable representation ofQ by

de�ning the possible permutation matrix, Qp, which is the element-wise maxi-
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mum of every permutation inQ,

Qqij = maxf Q1ij ; Q2ij ; : : : ;Q �ij g: (5.12)

For survival analysis, it is possible to determineQp in linear time given a sorted

list of event times t i and event indicators� i . We will consider higher ranks to

correspond with a smaller time-to-event. Let us consider two scenarios:

1. For right-censored values, the only certainty is that their rank must be

lower than the ranks of preceding uncensored events.

2. For uncensored values, we know that their rank must be lower than all

preceding uncensored events, and higher than the ranks of all subsequent

events.

With these observations, it's straightforward to constructQp. If it's feasible

for patient i to permute to rank j , then Qpij = 1, otherwise Qpij = 0. See

Figure 5.4 (c) for a visual representation ofQp.

Given the possible permutation matrixQp and the predicted permutation

matrix P, the vector of probabilitiesp of a value being ranked within the set

of possible ranks can be computed. Although the ground truth probabilities

are unknown, the range of possible ranks is known, and the model can be

optimized to maximize the sum of the predicted probabilities of all possible

ranks for each sample. Noted here as the column-sum of the element-wise

product � , betweenQp and P.

p =
nX

j =1

(Qp � P) i;j : (5.13)

The binary cross-entropy loss can then be easily applied

L =
nX

i =1

� yi log(pi ) � (1 � yi ) log(1 � pi ) (5.14)

whereyi indicates whether set of predicted ranks is possible or impossible.
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The introduction of the possible permutation matrix can be used in

conjunction with any di�erentiable sorting method that outputs a doubly-

stochastic permutation matrix. This includes methods such as SinkhornSort

from Cuturi et al. [2019]. Though, in this chapter, we will restrict our focus the

discussed di�erentiable sorting networks. We refer to the use of di�erentiable

sorting networks and the possible permutation matrix asDi�surv .

5.5.4 Top-K risk prediction

Finally, we demonstrate how the algorithmic supervision of sorting algorithms

enables the development of novel methods in survival analysis, using the ex-

ample of top-k risk prediction. In practical settings, it is often not necessary

to rank all samples correctly. Rather, it is essential to identify the samples

with the highest risk, such as by a healthcare provider, to prioritize care and

interventions.

With Di�surv, top-k risk prediction is straightforward to implement by

modifying the loss such that the negative log-likelihood of predicted top-k

ranks in P is maximised for individuals with a possible permutation toany

top-k rank according toQp.

First, let's denote Tk as the set of values with a possible permutation to

a top-k rank, derived from the ground truth possible permutation matrixQp:

Tk = f i j
kX

j =1

Qpij > 0g (5.15)

Importantly, due to the uncertainty introduced by censoring, the set of indi-

viduals with a possible permutation to a top k rankTk can be arbitrarily large.

For example, in case all individuals are censored,Tk is the set of all individuals.

Then, the top-k loss is described as:

L top-k = �
X

i 2T k

log

 
kX

j =1

P ij

!

: (5.16)

This loss is minimized when the model correctly predicts a top-k rank for the
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indices inTk . This represents the individuals with possible permutations to the

top-k highest risk ranks. Importantly, this loss function is optimized for the

identi�cation of potential top-k high-risk individuals, without considering the

speci�c order within these top-k ranks. To establish a baseline for comparison

with Di�surv's top-k risk prediction, we also introduce two variants of the Cox

Partial Likelihood method. In the �rst variant, we adjust the likelihood term

so that the product considers only the set of patients who have a potential

permutation to a top-k rank, according to the matrix of possible permutations

Qp:

L CPL I =
Y

i :i 2T k

f � (x i )P
j :t j >t i

f � (x j )
(5.17)

In the second variant, we further limit the set of patients to those who have

both experienced an event and have a possible permutation to a top-k rank:

L CPL II =
Y

i :� i =1 ^ i 2T k

f � (x i )P
j :Tj >T i

f � (x j )
: (5.18)

Note that the denominator term is unchanged in both variants and considers

only comparable pairs and includes censored patientsTj > T i . Evaluation of

top-k risk prediction is also complicated by the uncertainty due to censoring.

For Di�surv and both variants of the Cox Partial Likelihood, we can �rst de�ne

the set of individuals predicted to be within the top-k highest risk:

Pk = f i jrank(f � (x i )) � kg (5.19)

We can then de�ne the fraction of how many of these individuals are in the

set of possible top-k highest ranksTk to evaluate the top-k risk prediction

performance:

top-k-score =
jPk \ T k j

jPk j
(5.20)
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5.6 Experiments

In our experiments, we aim to assess the performance ofDi�surv and compare

it against the conventional Cox Partial Likelihood (CPL) methods. Initially,

we focus on con�rming the importance of taking a listwise approach and evalu-

ating the ability of di�erentiable sorting networks to better capture the inher-

ent transitivity in semi-simulated data. Subsequently, we extend our analysis

to compare Di�surv and its top-k extension across multiple publicly available

real-world datasets.

5.6.1 Datasets and Preprocessing

As in Goldstein and Langholz [1992] and Kvamme et al. [2019], we ensure that

each risk set contains a valid risk set by sampling controls for a given case.

Each batch consists of a number of risk sets such that the input data has shape

(batch size, risk set size, covariate shape).

We �rst describe each small, realworld dataset used in the experiments:

ˆ FLCHAIN dataset: A dataset containing information on patients with

monoclonal gammopathy of undetermined signi�cance (MGUS), focusing

on serum free light chain (FLC) levels to study their prognostic signi�-

cance in predicting disease progression. Number of covariates: 8.

ˆ NWTCO dataset: A dataset from a series of clinical trials on the

treatment and outcomes of children with Wilms' tumor, a type of kidney

cancer, aiming to improve understanding of tumor biology and optimize

treatment strategies. Number of covariates: 9.

ˆ SUPPORT dataset: A dataset from a multi-center study investigat-

ing the prognosis and treatment preferences of seriously ill hospitalized

adults, with the goal of improving end-of-life care and informing decision-

making processes. Number of covariates: 22.

ˆ METABRIC dataset: A dataset comprising genomic and clinical data

on breast cancer patients, focused on uncovering novel molecular sub-
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types for more precise prognostication and personalized treatment strate-

gies. Number of covariates: 9.

Covariate preprocessing follows [Kvamme et al., 2019], and includes stan-

dardising continuous variables and one-hot encoding categorical variables.

MIMIC IV CXR : For the survival task, we extract death events from

the MIMIC IV dataset. This is done by merging the data on "subjectid",

"study id", and "dicom id" with the patient table from MIMIC IV, and on

"subject id" with the admission table. For patients without a recorded date of

death, censoring dates are be determined as 1 year after the last recorded dis-

charge date for each patient. We exclude 29,345 images without any matches

in the MIMIC IV patient table, 19,337 images taken after the latest found dis-

charge date and 55 images taken after a recorded date of death. Time to event

is calculated as the number of days from the image study date to either date

of death or the censoring date. For MIMIC IV CXR, images undergo several

standard transformations: a random horizontal 
ip and a 15-degree rotation,

resizing to 230 x 230 pixels, a 224 x 224 pixel center crop, and conversion

to grayscale with three output channels. The data is then transformed into

tensors and normalized using ImageNet's mean and standard deviation values.

Finally, the train:val:test split of 8:1:1 is done at the patient level ensuring no

images from a patient in the test set was found in the training data.

Semi-synthetic survSVHN : Based on the Street View House Numbers

(SVHN) dataset [Netzer et al., 2011], we simulate survival times akin to survM-

NIST P•olsterl [2019]. The increased complexity of SVHN over MNIST o�ers

a testbed which is better able to discern the performance di�erences between

methods. Each house number parameterizes a beta-exponential time function

for survival times. The beta distribution used to sample from the exponential

uses a �xed value of 500 for both shape parameters. Risk parameters or haz-

ards � i are calculated as the logarithm of house numbers, standardized and

scaled for a mean survival time of 30. We introduce censoring by randomly

selecting 30% of house numbers and replacing true times with values sampled
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uniformly between (0; t i ] (See Figure 5.5).

We can examine the implications of inherent transitivity within the data.

Instead of parameterizing a time function based on unique hazards derived

from house numbers, we group� i into distinct hazard quantiles. Each quantile

encompasses a set of house numbers associated with a similar hazard level.

We then calculate the transitivity ratio, de�ned as # of transitive triplets
# of triplets , where a

sampled triplet is considered transitive if (� i > � j > � k).

This methodology provides us with a means to control the degree of tran-

sitivity in our data. At one extreme, we might categorize data into only two

groups, representing the lower and upper halves of house numbers, which re-

sults in a transitivity ratio of 0. At the other extreme, each house number

could constitute its own unique category (indicated by1 ), leading to high

transitivity.

For preprocessing survSVHN, we follow Petersen et al. [2021] by cropping

the centered multi-digit numbers with a boundary of 30%, resizing it to a

resolution of 64� 64, and then selecting 54� 54 pixels at a random location.

For survSVHN the train:val:test split is provided by Netzer et al. [2011] as is

230,755:5,000:13,068.

Details on the size and proportion of censored samples for each dataset is

given in Table 5.4.

5.6.2 Experimental Setup

We compareDi�surv primarily against Cox's Partial Likelihood, using the

Ranked List implementation from pycox [Kvamme et al., 2019]. We include

Efron and Breslow estimates of CPL from Yang et al. [2022] for survSVHN. For

smaller datasets, we add non-deep learning baselines: Lifelines' Cox Regression

[Davidson-Pilon, 2019] and sksurv's Random Survival Forests [P•olsterl, 2020].

We do not compare with DeepHit [Lee et al., 2018], since we do not model

non-proportional hazards. For an extended discussion see Appendix C.1.

Network Architectures : For both CPL and Di�surv, we use a �xed

neural network architecture depending on the dataset. Small datasets utilize
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a single-layer neural network, survSVHN uses a ConvNet architecture as in

Petersen et al. [2021], and MIMIC IV CXR uses E�cientNet-B0 [Tan and Le,

2020].

Training and Evaluation : We employ AdamW for optimization. Val-

idation approach varies: for smaller datasets, we apply nested 5-fold cross-

validation, while for imaging datasets we use train:val:test splits. We per-

formed hyperparameter tuning for learning rate, weight decay, batch size, and

risk set size. In the case of imaging datasets, we maintained �xed values

for learning rate and weight decay. As in Petersen et al. [2021], we deter-

mine steepness as a function of the risk set sizen, � = 2n for odd-even and

� = (log 2 n)(1 + log 2 n) for bitonic. The type of sorting network can either be

bitonic or odd-even and is determined during hyperparameter tuning. Further

details on the experimental setup, including compute time, are provided in

Appendix C.2 and at https://github.com/andre-vauvelle/diffsurv .

Compute requirements : Experiments on smaller real-world datasets

are compact enough to facilitate e�ective training on a CPU, with each vari-

ant, including the CPH baselines, completing per experiment in less than 20

minutes. However, the larger imaging datasets require more signi�cant com-

putational power. In the most demanding case, the MIMIC IV CXR exper-

iments, run on an 11GB NVIDIA GeForce GTX 1080 Ti, took roughly 18.5

hours per experiment. Both Di�surv and CPH methods exhibited comparable

run times; however, the Bitonic variant was the fastest, with a lead of ap-

proximately 6 minutes. All neural network baselines were implemented using

PyTorch and PyTorch Lightning. Although measures were taken to reduce

compute time and complexity, such as using half-precision and distributed

data parallel (DDP) training strategies, the overall training times are far from

optimized.

To understand the runtime di�erences of Di�surv and Cox Partial Like-

lihood variants in isolation, we also run an additional experiment. For each

method, we compute and time over 100 trials for a forward and backward
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pass on a NVIDIA GeForce GTX 1080 Ti using randomly generated logits.

For di�surv, this includes computing the predicted permutation matrix with

di�erentiable sorting networks and applying the masking (Equation 5.13) and

binary cross entropy (Equation 5.14). The possible permutation matrix gener-

ation is possible to precompute o� GPU on the dataloader, so is not included

in the timing. In Table 5.1, the Di�surv methods, particularly Bitonic, consis-

tently outperform CPL methods in compute time almost across all batch sizes

and risk set sizes. As risk set size increases, CPL methods exhibit a decreas-

ing trend in compute time, while Di�surv's Odd-Even method experiences a

notable rise, especially from risk set sizes of 32 to 128.

It is worth noting that CPL methods are currently computed over batches

using a simplefor loop, as the present implementations do not support batch

parallel computation. However, there's potential for further optimization. For

similar batch sizes and risk set sizes, we noted very similar overall convergence

times with Di�surv Bitonic variant being marginally faster than other methods.

In the context of full model runs, the di�erence between Di�surv and CPL in

terms of training times is minimal; it is the model architecture that have a

dominant e�ect on compute time.

Table 5.1: Isolated compute time for di�erent methods, with various batch sizes
and risk set sizes over 100 trials. Mean time and 95% con�dence inter-
vals are provided in milliseconds.

Method
Batch Size, Risk Set Size

512, 2 128, 8 32, 32 8, 128

Di�surv: Odd-Even 12.37 � 0.15 25.63� 0.09 107.71� 0.38 305.91� 3.66
Di�surv: Bitonic 3.85 � 0.03 17.29� 0.08 55.49� 0.47 92.32� 0.80

CPL: Breslow 853.32� 11.39 281.22� 1.20 94.08� 0.15 25.45� 0.46
CPL: Efron 1729.87� 5.54 494.83� 4.27 164.73� 1.40 51.69� 0.76
CPL: Ranked List 719.42� 4.99 225.69� 0.94 74.36� 0.18 18.19� 0.31

5.7 Results

Our results, summarized in Table 5.2, align with the expectations laid out in

Section 5.5.2: both Di�surv and CPL methods perform similarly when the
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Figure 5.5: Visual abstract of the survSVHN dataset.

Table 5.2: Results for training on survSVHN with increasing risk set size. Mean
(standard deviation) c-index over 5 trails with di�erent seeds. „ When
n = 2 both methods are equivalent to the ranking loss to up continuous
relaxation of swap operation.

Risk set size 2„ 4 8 16 32

Di�surv .918 (.003) .934 (.002) .940 (.001) .943 (.002) .941 (.002)
Cox Partial Likelihood .913 (.002) .925 (.002) .931 (.002) .933 (.002) .930 (.003)

risk set size is at its minimum (n = 2). However, with the expansion of

the risk set size, the performance of the two methods diverges, with Di�surv

consistently outperforming CPL. Table 5.3 sheds light on a potential reason for

this divergence. As the number of quantiles is increased, thereby enhancing the

degree of transitivity within the data, Di�surv-based methods start to surpass

CPL methods. This �nding underscores the role of transitivity in survival data

and validates Di�surv's e�ectiveness in encapsulating this inherent property.

Real-world datasets : We assess our methods on several public datasets:

Four small, popular real-world survival datasets (FLCHAIN, NWTCO, SUP-

PORT, METABRIC) [Kvamme et al., 2019] and the MIMIC IV Chest X-Ray

dataset (CXR) with death as the event [Johnson et al., 2019]. Further details

in Section 5.6.1.

The results presented in Table 5.4 demonstrates that Di�surv achieves

equal to or better performance on all datasets analyzed. Additionally, when

Di�surv is optimized for predicting the top 10% of highest risk individuals, it

matches or outperforms Cox's partial likelihood on the real-world datasets.

We also run an additional experiment where we maintain a constant total
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Table 5.3: Results for training on survSVHN while increasing transitivity. Metric
is c-index. Mean performance over 3 trails with di�erent seeds. Bold
indicates signi�cant improvement (t-test, p � 0:01). Restricted to a
�xed batch size and risk set size of 32.

Number of Quantiles 2 4 8 16 32 64 128 1
Transitivity Ratio .0 .374 .657 .819 .908 .954 .975 .991

Di�surv: Bitonic .643 .803 .882 .922 .933 .939 .939 .939
Di�surv: Odd Even .646 .802 .883 .923 .935 .939 .940 .941

CPL: Ranked List .651 .803 .880 .909 .916 .920 .921 .920
CPL: Efron .647 .801 .871 .898 .904 .905 .909 .908
CPL: Breslow .648 .801 .871 .898 .904 .909 .907 .910

Table 5.4: Results for real-world and semi-synthetic datasets. Mean (standard
deviation). Survival metric is c-index. Top 10% metric is top-k-score.
Bold indicates signi�cant improvement (t-test, p � 0:01).

FLCHAIN NWTCO SUPPORT METABRIC MIMIC IV CXR survSVHN

Size 6,524 4,028 8,873 1,904 377,110 248,823
Censored Proportion 69.9% 85.8% 32.0% 42.1% 60.9% 30.0%

Survival

Cox Regression .750 (.083) .692 (.021) .598 (.010) .628 (.013) - -
Random Survival Forest .789 (.011) .691 (.024) .614 (.009) .641 (.012) - -
Cox Partial Likelihood .794 (.013) .709 (.015) .642 (.006) .698 (.011) .760 (.002) .933 (.002)
Di�surv .793 (.009) .703 (.026) .645 (.002) .684 (.011) .763 (.001) .943 (.002)

Top 10% prediction

Cox Partial Likelihood .460 (.013) .390 (.068) .280 (.023) .249 (.065) .390 (.010) -
CPL-TopK (Variant I) .469 (.007) .413 (.061) .479 (.016) .527 (.083) .408 (.008) -
CPL-TopK (Variant II) .460 (.009) .413 (.054) .479 (.035) .487 (.058) .406 (.006) -
Di�surv .452 (.011) .395 (.082) .296 (.015) .331 (.102) .412 (.002) -
Di�surv-TopK .482 (.019) .421 (.065) .508 (.027) .533 (.092) .412 (.009) -

number of samples in each mini-batch, which means that an increase in risk

set size is compensated by a decrease in batch size. These results o�er further

understanding of the balance required between these two variables. Looking

at Table 5.5 and Table 5.6, we see larger risk set sizes generally improve per-

formance for both Di�surv and CPH, while the bene�ts tend to taper o� as

training can become more unstable and noisy with smaller batch sizes.

5.7.1 Calibration of Predicted Permutations

Model calibration in survival analysis models is essential for ensuring that the

predicted probabilities of outcomes align closely with the true probabilities.

An improperly calibrated model may lead to incorrect risk assessments and
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Figure 5.6: Calibration visualization of the Di�surv (Bitonic) predicted ranking
for a group of 8 subjects on the survSVHN dataset.

treatment decisions, potentially resulting in suboptimal patient care and even

adverse clinical consequences. We focus on the calibration of predicted indi-

vidual rankings, as demonstrated in Figure 5.6 and Table 5.7. Speci�cally,

we qualitatively illustrate in Figure 5.6 that for a model with a risk set size

of 8, both discrete predicted ranks and ranking probabilities are accurately

calibrated for the Di�surv approach. To perform a quantitative comparison

with baseline methods, we need to derive ranking probabilities for the CPL

model. Based on the assumptions in Raykar et al. [2007], we assume that the

probability of correct pairwise ordering for the CPL adheres to the logistic

function. We thus compute permutation matrices using di�erential sorting

networks, employing predicted partial log hazards as inputs and the logistic

sigmoid function as the di�erentiable sorting operator. By subsequently cal-

culating Brier scores for the rank probabilities in the predicted permutation

matrices survSVHN, we analyze various combinations of batch size and risk

set size. Our �ndings show that the Di�surv models consistently exhibit the

lowest Brier scores across all settings (refer to Table 5.7).

5.8 Conclusion

Di�surv introduces a new perspective in survival analysis with censored data,

highlighting the relations between survival analysis and the listwise ranking.

Our experiments show the e�ectiveness of di�erentiable sorting methods for

improving survival analysis predictions. Notably, Di�surv matches or surpasses
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the performance of the established CPL methods across all examined datasets.

Crucially, Di�surv sheds light on the importance of transitivity in ranking

and survival data, revealing that methods sensitive to this inherent property,

such as Di�surv, show improved performance over those that are not. This

insight underscores the value of a listwise approach in dealing with survival

data and encourages further exploration method that promote a transitive

inductive bias.

Moreover, Di�surv provides a foundation for the development of innova-

tive methods, including the top-k risk strati�cation method introduced in this

work. Beyond survival analysis, the introduction of the possible permutations

carries potential for other tasks that involve ranking based on limited order

information. The utilization of specialized sorting networks, such as splitter

selection networks as in Petersen et al. [2022b], could further leverage partial

order information.

Though promising, this work is not without limitations. Future research

could focus on extending its applicability to non-proportional hazards and un-

derstanding the impact of ties. Moreover, investigating how well it can recover

survival functions using approaches like Breslow's estimator and evaluating

with Brier scores would provide valuable insights into its potential and limita-

tions.

Overall, Di�surv constitutes a meaningful advancement in survival anal-

ysis, showcasing its signi�cant potential for enhancing risk prediction in real-

world use-cases. It not only demonstrates promising performance improve-

ments, but also introduces new directions for future research, thereby making

a valuable contribution to the �eld.
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Table 5.5: Results for MIMIC IV CXR keeping the number of events per mini-
batch equal. Mean and standard deviation of the C-index for di�erent
methods and batch risk set sizes. Bold indicates a signi�cantly higher
result with t-test and p � 0:01.„ Most signi�cant across all Batch Size,
Risk Set Sizes.

Method Batch Size, Risk Set Size
64, 2 4, 32 16, 8 1, 128

Di�surv: Bitonic 0.761 (0.001) 0.761 (0.000) 0.763„ (0.001) 0.761 (0.002)
Di�surv: Odd-Even 0.761 (0.002) 0.756 (0.002) 0.761 (0.001) 0.749 (0.001)
CPL: Ranked List 0.760 (0.002) 0.755 (0.002) 0.758 (0.003) 0.755 (0.002)

Table 5.6: Results for survSVNH keeping the number of events per mini-batch
equal. Mean (and standard deviation) over 5 trials with di�erent seeds.
Metric is C-index. Bold indicates a signi�cantly higher result with t-
test and p � 0:01.

Method
Batch Size, Risk Set Size

512, 2 128, 8 32, 32 8, 128

Di�surv: Odd-Even 0.934 (0.001) 0.940 (0.001) 0.941 (0.001) 0.933 (0.002)
Di�surv: Bitonic 0.931 (0.001) 0.942 (0.001) 0.940 (0.00166) 0.928 (0.001)

CPL: Breslow 0.905 (0.001) 0.897 (0.001) 0.910 (0.002) 0.919 (0.001)
CPL Efron 0.904 (0.002) 0.898 (0.002) 0.909 (0.003) 0.918 (0.003)
CPL: Ranked List 0.921 (0.001) 0.922 (0.003) 0.921 (0.001) 0.917 (0.003)

Table 5.7: Calibration of rank probabilities from predicted permutation matrices
on survSVHN, keeping the number of events per batch equal. Mean
(and standard deviation) Brier scores over 5 trails with di�erent seeds.
Corresponds with C-index results in Table 5.6.

Method
Batch Size, Risk Set Size

512, 2 128, 8 32, 32 8, 128

CPL: Breslow 0.081 (0.002) 0.181 (0.001) 0.056 (0.000) 0.014 (0.000)
CPL: Efron 0.081 (0.002) 0.180 (0.001) 0.055 (0.000) 0.014 (0.000)
CPL: Ranked List 0.066 (0.001) 0.185 (0.001) 0.053 (0.000) 0.012 (0.000)

Di�surv: Bitonic 0.059 (0.001) 0.165 (0.001) 0.043 (0.000) 0.010 (0.000)
Di�surv: Odd-Even 0.056 (0.001) 0.158 (0.001) 0.039 (0.000) 0.009 (0.000)



Chapter 6

Conclusions

The overarching theme of this thesis has been the exploration and development

of innovative machine learning methods tailored to the multifaceted demands

of EHRs in drug discovery. Throughout this journey, various research threads

were interwoven, each contributing a distinct piece to the puzzle of improving

phenotyping for targeted drug development. That said, there are still many

challenges and areas for future development left.

6.1 Future work

There are three main directions which naturally follow the work covered in

this thesis. These pursue the three distinct ideas of interpretability, cohort

enrichment and subtyping.

6.1.1 Interpretability

One of the primary limitations of this research lies in the inherent tension

between methodological development and interpretability. While the focus on

advancing sophisticated methods, such as those involving di�erentiable sorting

and signature transforms, has yielded promising results, these complex mod-

els often come at the cost of reduced interpretability. This trade-o� poses

challenges in explaining model outcomes, particularly when applying standard

interpretability tools like SHAP or LIME, which may not fully capture the

intricacies of sequential data. One potentially redeeming factor, in the context

of drug development, is that interpretability issues may be less critical due to
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the extensive screening stages and biological validation processes that precede

patient treatment. Despite this, future work should explore the development

of novel interpretability techniques tailored to these advanced models and in-

vestigate ways to simplify models without signi�cantly sacri�cing performance,

thereby enhancing their practical applicability in both drug development and

clinical settings.

The methods developed in this thesis are primarily geared towards target

identi�cation, as evidenced by the GWAS study in Chapter 3, rather than

direct cohort development for clinical trials. These methods are particularly

powerful in identifying genetic variants associated with speci�c phenotypic

subtypes, making them well-suited for uncovering potential drug targets or

repurposing existing drugs. However, the application of these methods in

designing clinical trials, such as through trial simulations in the UK Biobank

(UKB), presents challenges that were not fully addressed in this thesis.

Speci�cally, simulating clinical trials touches on issues of treatment e�ects

and counterfactual inference, which are critical for understanding how di�er-

ent interventions might perform across subgroups. These aspects were beyond

the scope of this research, which focused more on phenotypic subgroup iden-

ti�cation rather than on evaluating the e�ects of speci�c treatments within

these subgroups. As such, while the methods developed here provide valuable

insights into target identi�cation, further work would be necessary to extend

these insights into the realm of treatment e�ect estimation and trial simulation.

Future research could explore these areas, potentially combining the sub-

group identi�cation approaches developed in this thesis with methods for

causal inference and treatment e�ect estimation. This could pave the way

for more direct applications in clinical trial design, ultimately contributing to

more e�ective and targeted drug development e�orts.

6.1.2 Cohort Enrichment

In Chapter 3, we discussed using Positive Unlabelled learning for Genome-

Wide Association Studies. This aimed to reduce the in
uence of noisy neg-
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ative labels within EHR diagnoses, however, this is relies on quite a narrow

assumption regarding the type of label noise we expect. In the wider �eld of

Noisy Label Learning, methods have been developed to estimate noisy labels

with fewer restrictive assumptions.

Song et al. [2022] provide a review of the recent e�orts in the area. The

two main forms of noise can be split based on their dependency to data features

or class labels:

1. Instance-independent Label Noise : The most commonly considered

form of noise and which assumes the corruption process is condition-

ally independentof the data features [Natarajan et al., 2013]. This can

be formalised by considering a transition matrix,T 2 [0; 1]cxc, where

Tij := p(~y = j jy = i ) is the probability of the true label i being 
ipped

into a corrupted labelj and c is the number of classes.Symmetric or uni-

form noise considers 
ipping labels with equal probability.Asymmetric

noise or pair noise is more likely to corrupted by a particular label. We

considered a simple form of asymmetric noise in Chapter 4 by randomly


ipping cases to controls.

2. Instance-dependent Label Noise : Here, corruption probability is

assumed to be dependent on both the data feature and class label,

� = p(~y = j jy = i; x ). This noise is more di�cult to model as now

the data featurex also in
uences the chancex is mislabelled.

Future machine learning methods for phenotyping could expand to more

general noise assumptions by adapting methods using instance-dependent la-

bel noise. For example, the work by Cheng et al. [2021] introduces a robust

framework that accounts for instance-dependent label noise by simultaneously

estimating both the label noise and the model parameters. This has the po-

tential to signi�cantly improve the quality of phenotype prediction as well as

providing noise rates which could be integrated into downstream applications.

Such frameworks can be invaluable in settings where the noise distribution is
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not just dependent on the class labels but also the feature sets, which is a more

realistic scenario for realworld observational healthcare data.

6.1.3 Subtyping

In Chapter 4, we delved into subtyping by employing a combination of out-

come, reconstruction, and clustering losses. The outcome loss used the Cox's

partial likelihood and in Chapter 5 we introduced an alternative, 'Di�surv',

utilizing di�erentiable sorting. An exciting avenue for future work would be

to replace the Cox's partial likelihood in the composite subtyping loss from

Chapter 4 with Di�surv.

In addition to improving outcome loss, di�erentiable sorting has intriguing

possibilities for tackling the clustering problem. Similar to how it relaxes

the discrete ranking task in survival analysis, di�erentiable sorting can be

employed to relax the discrete allocation task inherent in clustering. Stewart

et al. [2023] have demonstrated the utility of di�erentiable sorting in clustering

by using minimum-weight spanning forests, o�ering a clustering method that

can be integrated into end-to-end trainable pipelines. Combined with Di�surv,

this approach could serve as a powerful alternative to existing methods such as

Lee and Van Der Schaar [2020] and [Aguiar et al., 2022] which rely on training

Selector or Identi�er functions to assign to clusters.



Appendix A

Chapter 2 Appendix:

Neural-Signature Methods for

Structured EHR Prediction.

A.1 Signature Methods

A.1.1 A Geometric Intuition and Exploration in Toy

Data

Previously in Equation 2.3 we showed that the �rst level resolves to the incre-

ment of a path in a single dimension. It is also possible to �nd a geometric

interpretation for 2nd level terms in Equation 2.2. For 2nd level terms where

i = j we �nd Sig(x) i;j = ( x i
T � x i

0)2=2 which is simply the area of a triangle sided

with the increment in the coordinate. If i 6= j then Sig(x) i;j = ( x i
T � x j

0)2=2.

Another geometric comparison can be made here by considering the L�evy area,

which is the signed area shown in Figure A.1. This area illustrates the 2nd

order terms through the following equation

A levy =
1
2

(Sig(x)1;2: � Sig(x)2;1): (A.1)

The Figure A.1 can be related to our task if we consider the line (path 2)

and its cord (path 1) to be two separate patient pathways with three unique
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events (1,2,3), but for path 2 the order of events 1 and 2 are swapped. When

classifying a patient pathway with an HF prediction, the order of events may

hold vital information. However, when we calculate the terms of the signature

in Table A.1, we see that the two paths are only separable when taking a

signature of depth 3.

Taking the geometric interpretation to higher orders becomes more com-

plicated, but for additional interpretable relations, we refer the reader to

Chevyrev and Kormilitzin [2016] which expands on the ideas here to include

relations to statistic moments. It is clear that these signature terms are ex-

tracting information about the order and that higher-order signature terms

can be used to discriminate di�erent paths better. It is also possible to ob-

serve how the terms of the signature change by drawing a path using an online

tool1.

Table A.1: Signature terms up the 3rd level for the paths in Figure A.1.

Sig Terms Path 1 Path 2 Di�erent?

(1,) 3 3 FALSE
(2,) 3 3 FALSE

(1, 1) 4.5 4.5 FALSE
(1, 2) 4.5 4.5 FALSE
(2, 1) 4.5 4.5 FALSE
(2,2) 4.5 4.5 FALSE

(1, 1, 1) 4.5 4.5 FALSE
(1, 1, 2) 4.5 4 TRUE
(1, 2, 1) 4.5 5.5 TRUE
(1, 2, 2) 4.5 5.5 TRUE
(2, 1, 1) 4.5 4 TRUE
(2, 1, 2) 4.5 2.5 TRUE
(2, 2, 1) 4.5 5.5 TRUE
(2, 2, 2) 4.5 4.5 FALSE

1http://imanolperez.pythonanywhere.com/
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