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Abstract

Developmental cell fate decisions are driven by the dynamics of gene regulatory net-
works. While single-cell genomics can provide highly resolved information on devel-
opmental gene expression, this information is only a static snapshot with no details
on dynamics. Metabolic labelling and splicing can provide time-resolved information,
but current methods have limitations. This study presents experimental and computa-
tional methods that overcome these limitations to allow dynamical modelling of gene
expression from single-cell data. First, | developed sci-FATE2, an optimised metabolic
labelling method that substantially increases data quality. This method was used to
pro le approximately 45,000 embryonic stem cells differentiating into multiple neural
tube identities. To recover dynamics, | developed a variational autoencoder frame-
work for velocity inference that outperforms current velocity tools on multiple quan-
titative benchmarks. Observing that instantaneous velocity vector elds poorly pre-
dict longer-scale cell trajectories, | extended this modelling framework with a neural
stochastic differential equation system which models trajectory distributions in latent
space. This framework predicts trajectory distributions that can recapitulate dataset
distributions, that conserve known biology and that capture dynamical aspects such
as decision boundaries between alternative fates and correlative gene regulatory struc-
ture. These methods were used to provide a dynamical description ofin vitro neural
patterning, detailing a sequential decision making process and fate-speci c patterns of
developmental signaling. Together, these experimental and computational methods aim
to recast single-cell analyses from descriptions of observed data distributions to models
of the dynamics that generated them, with the goal of providing a new framework for

investigating developmental gene regulation and cell fate decisions.
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Impact Statement

Single-cell RNA sequencing technologies have had a major impact on the eld of devel-
opmental biology, providing highly resolved and high-throughput descriptions of devel-
opmental gene expression. However, development is a complex and dynamic system,
and the destructive nature of sequencing limits its utility for modelling the temporal
dynamics of gene expression. This study presents a combination of novel experimen-
tal and computational developments that facilitate new methods of dynamical analysis
from single-cell transcriptomics data. First, an optimised and semi-automated protocol
for time-resolved single-cell transcriptomics that provides a material improvement in
data quality, facilitating more robust and meaningful downstream analysis. Second, a
deep generative modelling framework for gene expression “velocity' inference that pro-
vides substantial improvements in prediction performance when compared to existing
methods. Third, an extended modelling framework that goes beyond instantaneous ve-
locity to reconstruct developmental dynamics as trajectory distributions, providing the
rst application of neural stochastic differential equations to biology. Together, these de-
velopments provide new methods to study the dynamics of gene expression with greater
resolution, which could pave the way for work that examines the complex genetic and

regulatory mechanisms that control development and cause disease.
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1 Introduction

1.1 Fate decisions and gene regulation in
development

1.1.1 Tissue function comes from patterning

Embryonic development is the process by which a fer-
tilised egg gives rise to the entire functioning struc-
ture of an organism. This process starts with a single
totipotent cell, and ends with a complex multicellu-
lar organism precisely organised into many interacting
cell types, a feat of engineering made all the more in-
credible by the fact that this system engineers itself.
Such a feat requires precise spatial and tempo-
ral organisation: for the functioning, three-dimension
structure of an organ to form, the correct cell types
must be produced in the right place, at the right time,
and in the right amount. Embryonic development is
a process of strict rules, and developmental biology is
the attempt to understand these rules (Figure 1.1).
The basis for these rules is fundamentally genetic.
This has been known for over a hundred years, since
the pioneering work of Thomas Hunt Morgan and
his students, including Alfred Sturtevant, who demon-
strated that introducing mutations into the genomes
Drosophila melanogasteproduced hereditary changes
This
genetic control is precise and modular, with differ-

to the physical form of these organisms [1].

ent genes serving different specic functions in de-
velopment: for example, subsequent mutation screens
in Drosophila by Christiane Nisslein-Volhard and Eric
Wieschaus demonstrated that the segmented pattern
of Drosophila larvae was controlled by a set of 15
genes [2]. Through decades of genetic screening, in
Drosophila and other model organisms, the idea has
become cemented that within the thousands of genes
in a genome are sets of developmental genes that have
tissue- and context-speci ¢ functions in driving the cor-
rect formation of the organism[3].

However, this genetic basis of developmental rules
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is not a suf cient explanation: every cell possesses
the genetic instructions for an entire organism and
must somehow discern which instructions to execute.
For this, cells must detect from their environment
some kind of inductive signal that provides them with
the necessary information to know how to behave[4].
These signals are received from other cells: this has
been shown across a variety of contexts in grafting ex-
periments. For example, transplanting cells of an optic
cup into the epidermis leads to ectopic lens formation
[5], while transplanting the ventral portion of an em-
bryo into the dorsal pole of another leads to the forma-

tion of a second embryonic axis[6].

This demonstrates a second key component of de-
velopmental rules: cell communication. Cells in an
embryo release signals that can be interpreted by other
cells as positional or temporal information, providing
the necessary context for these cells to know how to
act[7] (by inducing the execution of particular genetic
programmes). This cellular communication provides
developmental rules that are consistent across organ-
isms and often highly conserved across species (for ex-
ample in the highly conserved morphology during gas-
trulation [8, 9]). But these rules are not necessarily
simple, and can display a remarkable degree of exi-
bility. This was rst demonstrated over a century ago
in the work of Wilhelm Roux, who showed that killing
one of the cells in a two-cell stage embryo led the other
to form half an embryo, while instead carefully remov-
ing one of the cells led the other to give rise to a com-

plete, but miniature embryo[1].

The result of this cellular communication in embry-
onic development is pattern formation. These patterns
can sometimes appear elegantly simple - for example,
the stripes of Drosophila body segmentation[10], the
spirals of phyllotaxis in plants[11], the bilateral sym-
metry of vertebrates[12] - but the molecular and ge-
netic mechanisms that generate them can be consid-

erably more complex, providing embryogenesis with



robustness and exibility. Understanding these molec- the expression of posterior genes[15-17].

ular and genetic mechanisms remains a central chal- How morphogen gradients are established has long
lenge in developmental biology. been a subject of debate. Alan Turing rst proposed a
purely chemical mechanism of reaction-diffusion[18],
1.1.2 Patterning comes from signaling while Francis Crick demonstrated that diffusion alone
could form linear gradients within the necessary tem-
To contribute to a spatial pattern in the developing poral and spatial scales of developing tissues[13].
embryo, a cell must receive positional information: it However, controversy remains over the idea of dif-
must know where it is located in the embryo, so it can fusion as the mechanism of gradient establishment,
form the right cell type. The signals that convey this which is related to aspects such as the architecture and
information are known as "morphogens’, substances re- composition of tissues and the different solubilities of
leased from speci ¢ locations in the embryo to form different morphogens, making a mechanism as simple
concentration gradients that can be interpreted as po- as diffusion unfeasible. Indeed, many models of active

sitional information. If a cell senses a high concen- transport, such as planar transcytosis and cytonemes,

tration of morphogen, it knows that it is close to the
source. Conversely, the presence of little to no mor-
phogen informs the cell that it is far away from the
morphogen's source. By sensing multiple morphogens
across different axes of the embryo, a cell can "deduce'
its three-dimensional location in the embryo and de-
termine what type of cell it should become.

The existence of morphogen signals was posited as
early as 1897 by Thomas Hunt Morgan who, observ-
ing that regenerated structures of earthworms would
re-form patterning and polarity, suggested that a gradi-
ent of “formative stuffs' might be responsible[13] (and
Dalcq and Pasteels proposed that cells could use the
local quantities of “‘morphogenetic substances' to select
their differentiation path[13]).
Browne Harvey demonstrated that transplanting the

Subsequently, Ethel

hypostome (a ventral mouthpart) of one hydra into
another hydra led to the development of a secondary
axis of polarity in the host hydra, work that later led
to the discovery of the “organiser' (a cell population
responsible for the induction of neural tissues, anal-
ogous to the primitive node in amniotes), for which
Hans Spemann was awarded the Nobel Prize[14]. The
rst clear experimental demonstration of morphogens
came through the demonstration that high levels of the
protein Bicoid were required for the expression of an-
terior marker genes in the Drosophila syncytial blasto-
derm, while low levels of Bicoid were associated with
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have been proposed as alternatives[13].

Another major area of research is theinterpreta-
tion of these morphogen gradients. Whether actively
or passively constructed, these gradients are continu-
ous, while cellular responses are generally highly dis-
crete, with different domains and layers of tissue form-
ing with clearly de ned boundaries. A model for this
process that remains central to developmental biology
is Wolpert's French Flag model[19]. This model postu-
lates that cells possess intrinsic thresholds to respond
to different concentrations of a morphogen; cells ex-
posed to the highest concentration of morphogen ac-
tivate genes with the highest threshold (in the French
ag analogy, these can be thought of as “blue' genes),
intermediate concentrations of morphogen are insuf -
cient to activate these genes, but can activate other,
lower-threshold genes (‘white' genes), while at low
concentrations of morphogen, only the lowest thresh-
old genes (‘red' genes) can be activated.

This model is simple and compelling, but it remains
to explain the molecular and genetic mechanisms of
these thresholds and the mutually exclusive expres-
sion of each threshold's genes. Indeed, in many in-
stances of development, the discrete and geometrical
patterns formed are considerably more complex than
a tri-colour ag, meaning that the complex non-linear
mechanisms of morphogen interpretation in develop-

ing organisms remains an active area of research.



Figure 1.1: Embryonic development across scales . The development of correct form and function in an em-
bryo is the product of spatiotemporal tissue patterning (demonstrated in this gure by neural tube progenitor
patterning, adapted from Le Dreau and Marti[20]). Patterning arises as a result of cell fate decisions, which can
be conceptualised as a tree of sequential binary fate choices. For example, NMPs give rise to neural or mesoder-
mal cells; then, neural cells pattern into different dorsoventral identities. Cell fate decisions are controlled by
gene regulatory networks, where interacting transcription factors are responsible for detecting the cell signaling
environment and inducing the correct cellular response.

1.1.3 Patterning and signaling in the spinal cord ing this caudal population of progenitors. Wnt expres-

sion is maintained by a feedback loop between Tbxt

One model system that provides considerable genetic ) )
and Wnt, which drives the self-renewal of NMPs. Sub-

complexity along with a relatively simple and inter- i i . i
pexty g 4 P sequently, continued signaling induces the formation

retable spatial pattern is the developing spinal cord, , . .
P P P pIng sp of paraxial mesoderm cells, leading to the expression

known as the neural tube, where discrete domains of .
of Thx6 and the suppression of pro-neural Sox2 [27,
28].

ral cell generation, inducing Sox1/2 positive preneural

neural progenitors form along a single axis of antipar- _ . L ) )
. . Meanwhile, retinoic acid signaling drives neu-
allel morphogen gradients[21]. This structure starts

as a thickened section of epithelium that invaginates i i
cells to become neural progenitor cells expressing Pax6

and Olig2 [29, 30] (Figure 1.2B). NMPs express both
Thxt and Sox2 at low levels and are therefore thought

into the embryo, folding on itself until the most lateral
edges of the invagination fuse to form a tube. The lat-

eral edges of this tube are composed of the basal sur- , i
to balance neural and mesodermal tissue formation

faces of progenitors, while the apical surfaces compose ) .
prog P P (along with self-renewal of NMP populations)[31].

the lumen of the tube, which will continue to form the

central canal and ventricles of the nervous system[22]. As neural progenitors form in the neural tube, they

While the progenitors and neurons of the poste-
rior neural tube, which forms the spinal cord, share
expression and function patterns with neural cells of
the brain, these cells are more closely related, in terms
of developmental lineage, to the mesodermal cells of
somites that form the embryo's trunk[23—-25]. These
neural populations originate from a population of mul-
tipotent progenitors that form the spinal cord and
somites during axis elongation of the embryo. These
progenitors, known as neuromesodermal progenitors
(NMPs), exist in the caudal lateral epiblast (CLE),
which sits at the elongating posterior pole of the em-
bryo[22, 26] (Figure 1.2A).

Initially, signals induce Tbxt expression, establish-

begin to differentiate into postmitotic neurons, which
detach from the apical surface of the neuroepithelium
and migrate laterally, taking up residence basal to the
progenitors[22]. This neurogenic process is also highly
patterned, with progenitors partitioning into distinct
domains along the dorsoventral axis (running orthog-
onal to the tube's length along the embryo)[32]. This
results in a total of 11 cardinal progenitor domains, as
well as oor plate and roof plate cells (summarised in
Figure 1.3)

Each progenitor domain gives rise to a functionally
distinct class of neurons. For example, motor neurons
are generated from Olig2-expressing progenitors near

the ventral pole of the neural tube. Directly beneath
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this domain, on the very ventral side of the tissue, p3
progenitors give rise to V3 neurons[32, 33]. These are
excitatory interneurons that regulate motor activity in
rhythmic and synchronised locomotion[34, 35]. Mov-
ing from the motor neuron domain to the dorsoven-
tral midline of the neural tube, there are the V2, V1,
and VO domains of interneurons, which are involved in
the regulation of muscle movement[32]. On the dorsal
side of the neural tube, there are six more domains of
interneurons, di1-dl6. These receive innervation from
nociceptive, mechanoceptive, and proprioceptive sen-
sory neurons whose cell bodies are located in the dor-
sal root ganglia[36].

The formation of this dorsoventral pattern is the re-
sult of antiparallel gradients that de ne the dorsoven-
tral axis of the tissue: a combination of BMP and Wnt
is released from the roofplate and surface ectoderm (at
the dorsal pole of the tissue), while Sonic Hedgehog
(Shh) is released from the notochord and oor plate at
the ventral pole of the tube[22, 37].

The transduction of Shh signals in the ventral neu-
ral tube occurs through a complex pathway with many
interacting parts: Shh acts on cells via the mem-
brane receptor Patched, acting to disinhibit a second
membrane protein, Smoothened. When disinhibited,
Smoothened inhibits the phosphorylation of intracellu-
lar Gli proteins. This loss of phosphorylation alters the
post-translational processing of the Gli protein, shift-
ing this processing from the production of the repres-
sive GIiR isoform to the production of the activator
form GliA. Active Gli proteins can then induce a tran-
scriptional response by acting as transcription factors
(TFs). Adding further complexity to the process, there
are three different forms of the Gli gene in amniotes,
and numerous modulators of the signaling pathway
that can sequester or shield diffusive Shh (Hhip and

in the induction and repression of ventral and dorsal
transcription factors. Cells closest to the ventral pole
of the neural tube will receive the highest concentra-
tion and longest duration of Shh signaling, and so will
have the highest level of Gli activity. This, in turn, will
lead to the expression of genes that require the highest
amount of Gli activity to be induced, such as Nkx2-2.
Further from the ventral source of Shh, genes with a
lower requirement for Gli activity, such as Olig2, can
be induced.

Through multiple patterning steps, the neural tube
establishes populations of motor neurons and in-
terneurons that are collectively responsible for medi-
ating sensory perception, generating and then regu-
lating muscle movement and locomotion. Disruption
of this rst patterning step prevents the correct pat-
tern of neurons forming, disrupting spinal cord func-
tion. The formation of this pattern represents the rst
step in properly setting up the spinal cord neuronal cir-
cuitry. Understanding how patterns such as these arise
in embryogenesis is, therefore, fundamental to under-
standing the form and function of developing tissues
and organisms.

1.1.4 Studying patterning in vitro

The role of morphogen signals as a proxy for spatial in-
formation is not only an important concept for the de-
veloping embryo; it also creates useful opportunities
for our own understanding of development, simplify-
ing the question of three-dimensional tissue formation
to one of understanding how cells respond to different
concentrations and combinations of the chemical sig-
nals that encode these dimensions. Development, from
this abstraction, can be viewed as a tree of sequential
signal-dependent decisions that describe the diversify-

ing cell types of the embryo: in response to Wnt, NMPs

Scube2, respectively) or act as co-receptors (such asform, then a neural/mesodermal decision exists along
Cdon, Boc, and Gasl) to enhance the transfer of Shh an axis of RA and Wnt signaling, then in neural cells

to its receptor, Patched[38].

dorsoventral patterning exists along an axis of Shh and

The sum of these many parts is that a Shh gra- BMP/Wnt signaling. This tree of decisions can then be

dient in the embryo is transduced into a gradient of
intracellular Gli activity[39], which leads to variation

integrated with spatial information to reconstruct the
full spatiotemporal details of the patterning process.
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Figure 1.2: Formation of the neural tube

. A. Spatial structure of the forming spinal cord; RA, Wnt, and

FGF morphogens delineate the rostral-caudal axis of the central nervous system (anterior-posterior axis of the
organism), along with differential expression of Hox genes. NMPs exist in the caudal lateral epiblast at the
posterior end of the elongating embryo. These NMPs give rise to neural and mesodermal cells, which form
the neural tube and the paraxial mesoderm (and somites), respectively. B. From a cell fate perspective, NMPs
expressing Thxt and Sox2/3 give rise to mesodermal cells expressing Thx6 and Msgnl and preneural cells
expressing Sox2/3 and Nkx1-2 (in turn, neural cells express Irx3 and Pax6 instead of Nkx1-2).

Additionally, in vitro models[40] of development
can bene t from the role of morphogens as a chemical
encoding of spatial organisation, as chemical gradients
can be easier to alter and control than the spatial struc-
ture of tissues. For example, embryonic stem (ES) cells
grown in vitro can be differentiated into various cell
types through the application of different morphogen
signals at speci c times, recapitulating the pathways
observedin vivo[41-43].

In recent years, anin vitro differentiation model
of the neural tube has been established in the Briscoe
laboratory[31, 44, 45]. Mouse ES cells grown on a bed
of broblast “feeders' are rst incubated with FGF for
48 hours, differentiating stem cells into an epiblast-like
state. Cells are then exposed to a 20-hour pulse of Wnt
signaling, which posteriorises cells to a neuromesoder-
mal progenitor (NMP) state. Once NMPs have formed
in the plate, they can be directed towards neural fates
through the addition of retinoic acid (RA) and SAG, a
Smoothened agonist that mimics Shh activity.

Different dorsoventral identities can be created
through the addition of different levels of SAG. At high
levels, a mixture of the most ventral identities (V3 in-

terneurons and motor neurons) forms. As the amount

of SAG used decreases, V2, V1, and VO populations
can be observed. Therefore, by culturing neural pro-
genitor cells with varying levels of Shh signaling, the
neural tube dorsoventral patterning can be recreated
in a tractable in vitro context.

This context removes spatial organisation and thus
will lack important aspects that accompany it, such as
the biophysical effect of three-dimensional geometry
and the structural role of extracellular matrix compo-
nents. However, by removing this organisation, one
can focus on a key part of the problem: the intrin-
sic mechanisms by which cells interpret developmental
signals.

This in vitro system has previously been used
to study fate decisions in neuromesodermal progeni-
tors[31, 44, 46] and the role of opposing transcription
factors[45] and chromatin regulation [47] in neural
patterning. This system provides a tractable frame-
work for studying cell fate decisions with several mate-
rial bene ts over in vivo work: neural progenitor pop-
ulations, which are relatively small populations in the
embryo, can be produced on a large scale for high-
throughput analysis; the progression of cell trajecto-

ries can be studied with greater temporal control than
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is possible when working with embryos extracted from
live mice; and the effect of varying signaling condi-
tions outside of what is observedin vivo can be ex-
plored, providing greater insight into the mechanisms
of these signaling pathways. Although this system is
well established in the Briscoe lab, the dynamics ofin
vitro fate decisions are not yet fully understood: for
example, while p3 progenitors and motor neuron pro-
genitors are spatially segregated in the embryo, form-
ing in response to different levels and durations of Shh
signaling, these progenitor populations appear in the
same dish treated with high levels of Shh agonist. This
may be a result of higher levels of inherent stochastic-
ity in our experimental mimics of the embryonic neu-
ral tube, or may be due to particular unappreciated
aspects of thein vitro protocol that differ from in vivo
environments. Understanding the cause of thisin vitro
variability would not only provide insight into mor-
phogen principles in the embryonic neural tube, but
would also provide real value for the development of
more ef cient protocols for the production of pure cell
types for tissue engineering and stem cell therapies.

1.1.5 Networks of transcription factors interpret

morphogen signals

Morphogens create continuous gradients that serve as
positional information. However, the interpretation of
these concentration gradients is not continuous, with
discrete domains and precise boundaries formed. Un-
derstanding how this occurs is fundamental to under-
standing pattern formation.

In the ventral neural tube, a Shh gradient is inter-
preted to form ve distinct progenitor domains. These
domains have clear boundaries and are functionally
non-overlapping. Each domain expresses a unique
combination of homeodomain and bHLH transcription
factors (TFs) [48, 49]. The non-linear interpretation
of the Shh gradient, and the formation of discrete do-
mains, are consequences of the complex network of in-
teractions between these transcription factors[32, 39,
50].

Some TFs, such as Nkx2-2 in the p3 domain and

Olig2 in the motor neuron domain, are directly sen-
sitive to Shh (via Gli activity)[22, 51, 52].
ever, other TFs that are not themselves Shh-responsive

How-

are still affected by Shh signaling, through interac-
tion with other TFs. Pax6, for example, which is a
marker of more dorsal domains such as p2, is sup-
pressed by Olig2 and by Nkx2-2. Pax6 is induced early
and across the neural tube, but is turned off in ven-
tral domains when these genes are induced by Shh sig-
naling. Through this cross-repressive network of tran-
scription factors, each cell fate is suppressed by the in-
duction of other cell fates, and every cell fate acts to
suppress alternative fates[53, 54]. This creates a rapid,
non-linear transition from one cell fate to another as
Shh levels change, creating a non-linear response to a
continuous Shh signal[22, 32, 39, 50].

The components and cross-repressive activities of
these transcription factors constitute a gene regula-
tory network (GRN) that is responsible for interpret-
ing Shh signals and inducing the correct responses
in the correct locations[39, 50]. The structure and
function of this GRN have been established and con-
rmed through years of experimental work. For ex-
ample, the Shh-responsiveness of ventral neural tube
genes has been con rmed through ChIP-seq detection
of Gli binding sites at these gene's enhancers [55-58].
Cross-repressive interactions have been demonstrated
through genetic perturbation: for example, forced ex-
pression of Nkx2-2 has been shown to remove Pax6
expression, and genetic knockout of Pax6 leads to ex-
pansion of the Nkx2-2 expressing domain[48], a phe-
notype that is even more pronounced when both Olig2
and Pax6 are knocked out together[50].

Alongside and subsequent to this experimental
work, the dynamics of this core subnetwork of TFs
(namely, Pax6, Olig2, Nkx2-2 and Irx3, or PONI) have
been described with mathematical models that demon-
strate how these TFs, along with Gli signaling, are suf-
cient to recreate the observed patterning dynamics.

Such theoretical modelling not only serves to cor-
roborate experimental ndings, but can provide addi-
tional insights that would be dif cult to nd through

experimentation alone[50, 59-62].
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Figure 1.3: Dorsoventral patterning of the neural tube . A. Representative image of neural tube pattern-
ing, from Le Dreau and Marti [20], showing the oor plate (expressing FoxA2, purple), p3 (Nkx2-2; red),
pPMN (Olig2; orange), Pax6+/Pax7+ intermediate/dorsal progenitors. B. Schematic of dorsoventral pattern-
ing domains in the neural tube, with progenitor and neuronal domains; progenitors form on the inside with
differentiating neurons detaching and migrating to the outside; these domains form in response to antiparallel
gradients of ventral Shh and dorsal BMP/Wnt. C. Schematic showing the formation of ventral domains over
time and the duration of signaling. As the duration/level of signaling increases, more ventral fates appear. D.
The gene regulatory network responsible for the interpretation of Shh signals and the formation of progenitor
domains in the ventral neural tube, including the PONI network of Pax6, Olig2, Nkx2-2 and Irx3. E. Patterns of
expression of marker genes in progenitors (left) and neurons (right) across the neural tube.

For example, model simulations have correctly pre- bations lead to a differently structured GRN with a dy-
dicted that loss of Pax6 expression leads to greater in- namical landscape that is less robust to noise, meaning
termingling of p3 and pMN cells, despite the fact that that stochastic uctuations can exert a greater effect on
Pax6 is not a marker of either of these domains[63]. cell fates, leading to less precise boundaries between
This work showed that without Pax6 in the gene regu- domains and more intermingling[63].

latory network, the dynamical landscape boundary be- ) o
These ndings represent a more general insight:

tween p3 and pMN fates is more sensitive to the effects ) i
that the function of gene regulatory networks can arise

of noise, thus there is greater intermingling between ) ] o
not just from the function of individual components,

fates. Additionally, mutation to an enhancer for the ) ) )
] o ] but can emerge from the structure of interactions in

Olig2 gene leads to a similar phenotype. Modelling the .
the network as a whole[64, 65]. GRN function is

PONI gene regulatory network as a system of stochastic o ) o
not necessarily intuitive and can require sophisticated

differential equations demonstrated how these pertur- .
analysis to be understood properly. As such, compu-
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tational models are vital tools for understanding how
gene regulatory interactions affect patterning dynam-

ics in development.

1.1.6 Modelling gene regulatory networks in de-

velopment

Computational models of gene regulation in the ven-
tral neural tube have provided insight into nuanced as-
pects of patterning such as boundary precision[63], ro-
bustness to noise[50], and the optimality of responses
to signaling level and duration[66]. These models of-
ten take the form of differential equation systems that
describe how the system is believed to behave (for
example, describing each transcription factor with a
chemical equation that takes into account production,
degradation, and the effects of other TFs)[31, 46, 50,
59].

dimensional data (such as those acquired from ow

Typically, these models are trained using low-

cytometry[46]) or user-constructed “stereotyped' data,
which describe the trends or patterns observed in data
for wildtype and a small number of knockouts, but are
not themselves actually derived from recorded data
[31, 50, 59]. Models then learn parameter sets that
can accurately recapitulate the observed gene expres-
sion patterns in these data, using methods such as ap-
proximate Bayesian computation [46, 59].

This approach of training on simple or user-
constructed data is suitable because the models in
guestion have been relatively simple (for example, fo-
cusing on the interactions of only four genes). How-
ever, it is becoming increasingly clear that the gene
regulatory mechanisms controlling neural tube pat-
terning are not so simple.

On the ventral side of the tissue, the identities of
p2, pl, and p0 cannot be distinguished with existing
PONI gene regulatory network models. Beyond these
domains, there exist six more dorsal domains that
express dozens more transcription factors and inte-
grate information from a different signaling pathway.
Furthermore, there are more ubiquitously expressed

transcription factors such as Sox2[22], whose neces-
sary roles in neural tube development must somehow
be integrated into our understanding of gene regula-
tion. There are also additional dimensions of gene
regulation that could be considered: for example, an-
terioposterior patterning, and the temporal code of
transcription factors that describe the timing of neu-
ronal differentiations[67, 68]. Even if we restrict our
perspective back to the three most ventral domains
described by PONI models, recent work has demon-
strated the role of Foxa2 in establishing different epi-
genetic landscapes in the p3 domain and more dorsal
domains, suggesting that the existing model of Pax6,
0lig2, Nkx2-2 and Irx3 for ventral fate speci cation is
incomplete[47]. These represent examples of where
it is known that the neural tube development scales
in complexity beyond the scope of existing methods to
model gene regulation, and there are likely many more
unknown unknowns regarding the complex mecha-
nisms required to form the central nervous system.
Existing methods for modelling the structure and dy-
namics of gene regulatory networks cannot scale up
with this increased complexity. Relying on ow cy-
tometry with uorescent labelling limits the number
of genes that can be considered in a model when the
number of transcription factors involved in pattern-
ing is in the tens to hundreds. Relying on synthetic
and manually curated data limits analysis to genes
whose expression patterns in wildtype and knockouts
are precisely known, and presents opportunities for
the introduction of additional sources of error and in-

accuracy in the modelling process.

The development of an embryo from a single fertilised
cell requires the establishment of spatial and temporal
patterns. For these patterns to form, signaling gradi-
ents encode positional information that cells sense and
interpret through gene regulatory networks. To under-

stand how these gene regulatory networks function,
computational models are required. To improve and
expand these models, better data is needed.
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Figure 1.4: Single-cell combinatorial indexing . Two-index setup: In the rst step, cells are distributed into
a 384-well plate. Each well contains a reverse transcription primer with a well-speci ¢ barcode. Each cell
receives a barcode, but these are not cell speci c: for example, in the schematic, two cells have recieved the
“blue’ barcode. After reverse transcription, cells are pooled and redistributed into a second 384-well plate. In
this plate, second-strand synthesis and tagmentation are performed, and then PCR is performed with well-
speci ¢ barcodes in the PCR primers. The combinatorial complexity of these two rounds of random barcodes is
such that no two cells should receive the same two barcodes (within an acceptable doublet rate). For example,
in the schematic, the two cells that received the same rst barcode can now be distinguished. For three-level
indexing, an additional step is used, where after reverse transcription, cells are sorted into a 384-well plate
with well-speci ¢ barcodes contained in ligation primers, which are ligated to the cDNA using a hairpin loop
structure (which is subsequently removed in second-strand synthesis). The cells are then pooled and distributed
in the nal plate as before. This method allows xed cells to be used, requires no bespoke instrumentation, and
exponentially scales in throughput relative to the number of indexing rounds used.

developed to massively increase the cellular through-

. . ut of single-cell sequencing, resulting in an exponen-
1.2 Modelling the dynamics of gene reg- P g a J J P

lat tial increase in the number of cells that can be se-
ion . .

ulatio guenced per experiment[72]. The most widely used
1.2.1 Assaying gene expression with single-cell of these approaches (a result of commercialisation

transcriptomics through 10x Genomics), is a micro uidics-based ap-
proach that achieves single-cell resolution by separat-
Single-cell RNA sequencing has had a major effect on jng cells not into different wells, but into microdroplets
the eld of developmental biology, allowing the com-  containing different barcoded primers. Each cell is en-
plex heterogeneity of developing tissues to be analysed capsulated in a microdroplet that also contains a gel
at a transcriptome-wide level[69, 70]. bead that is coated with oligo-dT primers. Cells are
The rst case of single-cell RNA sequencing was lysed, and these oligo-dT primers are used to perform
used to study individual blastomeres in early develop- reverse transcription. Each bead contains a different
ment[71], an example where the low number of avail-  barcode sequence in its primer that is detected in se-
able cells meant that sequencing single cells was highly quencing, which means that each sequenced read can
informative to the overall embryo phenotype. How- be mapped to a speci ¢ bead. Since each bead is en-
ever, these rstinstances were low throughput, requir-  capsulated with only one cell, this means that each
ing each cell to be individually sorted in a separate well  read can be assigned to its cell of origin. With 10x Ge-
for subsequent library preparation. nomics, this can be used to pro le up to ten thousand

Since then, a number of approaches have been
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single cells in one experiment.

To increase the cellular throughput of this assay,
one only needs to increase the number of cells encap-
sulated with different barcodes. However, the ratio
of cells to beads as input to this approach is the crit-
ical parameter that determines the doublet rate (the
proportion of beads that are encapsulated with two
or more cells); and a low doublet rate is generally
achieved by having a high bead-to-cell ratio (in other
words, most beads remain empty after cell encapsu-
lation). Thus, the throughput of this approach scales
linearly. To double the number of cells that can be pro-
cessed (at a given doublet rate), one must double the

number of beads used for encapsulation.

This linear scaling may make continuing increases
in throughput with this method dif cult; encapsula-
tion of a million cells may require an impractical or
nancially infeasible number of beads. More gener-
ally, while this approach has seen widespread success
in facilitating single-cell analysis of gene expression,
it requires custom or proprietary instrumentation to
perform cell encapsulation, limiting the applicability

of this approach to new or custom settings.

An alternative has developed in recent years that
displays exponential scaling properties, along with a
simple implementation that does not require advanced
instrumentation or technical expertise. This approach
is known as single-cell combinatorial indexing[73]
(Figure 1.4).
cally separated in different wells of a multiwell plate

In this method, cells are still physi-

(rather than through micro uidics), but not just one
cell per well. This method achieves single-cell resolu-
tion through the sequential incorporation of barcodes
through a process of pooling and random splitting.
Each individual barcode is given to many cells, but
through the sequential addition of random barcodes,
each cell receives a uniqguecombination of barcodes,
providing single-cell resolution.

In this method, cells are xed and permeabilised,
allowing the cell membrane itself to act as a semi-
selective barrier for transcriptomic material. Cells are
distributed in the wells of a multiwell plate. A well-

speci ¢ barcode is incorporated in reverse transcrip-
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throughput screens in developing systems[79].

tion. This does not provide single-cell resolution, but
rather describes which well each cell was in for reverse
transcription (and because reverse transcription is per-
formed inside xed cells, all of a cell's mRNA is kept
together).

Cells are pooled and then randomly distributed into
a new plate, where (after second-strand synthesis, tag-
mentation, and clean up) PCR is run with a new set
of well-speci c barcodes in the primers. Again, these
primers do not provide single-cell resolution, but de-
scribe to which well each cell had been added for PCR.
No barcode individually provides cellular resolution;
however, the combinatorial complexity of the number
of possible routes from the rst plate to the second is
such that each cell should have a unique combination
of plate 1 well identity and plate 2 well identity, and
thus a unique combination of barcodes.

The doublet rate depends on the number of bar-
codes and the number of cells, according to the follow-

ing formula:
1
D(C)=1 (1 E)C

Where P is the number of possible barcode combina-
tions, and C is the number of cells in the experiment.
For example, with 2 rounds of barcoding, and 384 bar-
codes per round, there are 147,456 possible barcode

combinations. With 10,000 cells in an experiment, this

would provide a doublet rate of 6.55%.

The throughput of combinatorial indexing can be
increased exponentially through additional steps of
barcoding; with two levels of indexing, a throughput

comparable to 10x Genomics can be achieved with 96

to 384 barcodes per step. Three or four levels of index-

ing, even with fewer barcodes per step, can sequence
millions of cells per experiment.

The high capacity of combinatorial indexing has al-
ready been used for extensive pro ling of cell types
in developing organisms[74—78], as well as for high-
Re-
cently, combinatorial indexing was used to sequence
21 million single cells in a single study[80], demon-

strating the possibilities of high-throughput biology
that this technology could provide.



RNA sequencing provides a high degree of “genetic' sions. Working with these thousand-dimensional data
resolution, in that it provides a sample of a cell's com- can be challenging, both in terms of practical aspects
plete transcriptomic phenotype. By integrating cell-of- such as computational load and more theoretical con-
origin barcodes, methods such as 10x Genomics mi- siderations, such as the challenges brought about by
cro uidics and combinatorial indexing couple thiswith  the “curse of dimensionality,’ where distances and ge-
high “cellular' resolution, allowing one to analyse how ometry between points become less meaningful and
this transcriptomic phenotype varies across the broad less interpretable as the dimensionality of the space
distributions of cell types observed in different biolog- increases[86].
ical systems. In the context of developmental biology, More fundamentally, human understanding cannot
this means that single-cell RNA sequencing can pro- be thousand-dimensional; indeed, understanding itself
vide a highly resolved picture of the spectrum of states can be thought of as the process of compressing a sys-
that are observed as progenitor cells transition to ma- tem to the relevant components for a particular con-
ture cell types, for example, in gastrulation[81, 82] text. The analysis of high-dimensional biological data

or the developing brain[83]. In the central nervous is thus the process of extracting lower-dimensional

system, single-cell assays have drawn connections be-meaning from these data. In some cases, this is triv-

tween speci c codes of transcription factors and the
functional characteristics of developing neurons[84].
While, in the neural tube, single-cell RNA sequencing
has revealed the extent of complex patterns of expres-
sion through space (along the dorsoventral axis) and
time (along subsequent days of neurogenesis)[68].

A major goal in the single-cell eld is to move from
these descriptions of phenotypes to understanding the
causal mechanisms that underlie them[85]. Together,
the cellular and genetic resolution of single-cell se-
guencing allows even subtly different cell states (such
as cells at different stages of a differentiation trajec-
tory) to be distinguished in a way that may not be pos-
sible if only looking at a handful of marker genes, pro-
viding a level of information suitable for the advanced

aims of modelling gene regulation.

ial: for example, when examining the expression of a
particular gene in different cell types, or when exam-
ining the coexpression pro le of two known markers.
But the complexity of biological systems is such
that it is often not so simple; we do not necessar-
ily know what features of a dataset are relevant prior
to analysis. Although biological systems may be too
complex to rely exclusively on manual selection of fea-
tures based on prior knowledge, there are two impor-
tant features of biological systems that make analysis
of high-dimensional measurements feasible: rst, bi-
ological systems are rich in correlative structures. For
example, genes are often co-expressed or otherwise in-
teracting. While a biological system can be de ned
in thousands of dimensions, this correlative structure
means that only a small proportion of this thousand-

However, the large and high-dimensional nature of dimensional space will actually be observed in biology.
single-cell datasets present obstacles for this analysis A second characteristic is that biological systems are
as well as opportunities. The data is sparse, discrete, smootH86]. The structure and behaviour of biological
and noisy, and the thousands of observed variables in systems is continuous in time and space; there is an
each data point must somehow be distilled into low- underlying simplicity or “logic' to these systems, a con-
dimensional analysis and understanding. For this, a sistency that translates to the system existing within a
particular area of opportunity is the use of machine single “smooth' manifold within observation space (as
learning. opposed to random data, which can exist discontinu-
ously throughout the observation space). The result of

1.2.2 Generative modelling from transcriptomics these characteristics is that the total information in a

data biological system can be described with fewer dimen-

Transcriptomics provides measurements of cellular sions than the total dimensionality of all observations

phenotypes that are de ned in thousands of dimen- that can be made.
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Figure 1.5: Variational autoencoder model structure

. A. Structure of an autoencoder model (variational or

otherwise); an encoder network maps from data to a latent representation, a decoder network maps from this
latent representation back to the data space to produce a reconstruction, training is performed comparing the
reconstruction to the original data. B. Components of the loss function of the variational autoencoder, de ned

at the bottom of the box.

For a given biological question, of course, the in-
formation that is actually required is a small subset
of this total information, meaning that the relevantdi-

mensionality of the system is even smaller.

The value of machine learning methods is that
these low-dimensional patterns in and representa-
tions of biological data can be learnt without man-
ual feature selection or prior knowledge. From the
high-dimensional “extrinsic' representation provided
by transcriptomic measurements, machine learning
methods can help us move towards, or roughly ap-
proximate, the lower-dimensional, smooth ‘intrinsic'
dimensionality of the dataset. And if machine learning
methods can be constrained or modi ed in a principled
manner to take into account our speci ¢ biological in-
terest or question, we can further learn a representa-
tion of the biological system's “relevant' dimensionality.
In short, biological systems are simple enough so that
tractable low-dimensional patterns exist in the data
but not so simple that we can reliably detect or extract

sense that they employ many-layered neural networks
and “generative' in the sense that they aim to model
the underlying probability distributions that generate
an observed data set. They have seen widespread and
increasing use in scienti ¢ research, and in single-cell

genomics in particular.

For the question of extracting useful representa-
tions from high-dimensional data, a generative mod-
elling approach known as a variational autoencoder
(VAE) is particularly pertinent (Figure 1.5). At its core,

a VAE consists of an encoder neural network and a de-
coder neural network[87]. The encoder takes input

data (such as RNA-seq data), and maps it to a lower-
dimensional representation called the model's “latent
space'. Invariational autoencoders, this latent space
is probabilistic; each dimension of the latent space is
parameterised as a Gaussian distribution, and the en-
coder maps from the data to the mean and variance
of these distributions. The decoder of the model then
takes samples from these latent distributions and maps

these patterns ourselves. An area of machine learning them back to the data space to produce a reconstruc-

that is particularly useful for this type of problem is

tion of the original input data. The model is trained

deep generative modeldhese models are “deep’ in the with a loss function that combines a “reconstruction
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loss' term, which evaluates how similar the decoder's
output is to the encoder's input, and a regularisation
term which enforces a prior on the latent space distri-
bution (speci cally, this regularisation is implemented
as the Kullback-Leibler divergence of the sampled la-
tent representations from i.i.d standard normal distri-
butions).

If a VAE trains successfully, this means that it
has learnt a lower-dimensional probability distribution
that can be used to successfully reconstruct the original
dataset. In other words, it has learnt core patterns or
structure in the data that can be retained in lower di-
mension, ignoring irrelevant or unnecessary informa-
tion in the full data space.

Variational autoencoders can be thought of as non-
linear probabilistic implementations of principal com-
ponent analysis (PCA). However, an important func-
tional distinction from PCA is that VAEs have a exibly
de ned loss function that can include additional con-
straints or regularisation terms. Through these addi-
tional terms, one can build in additional knowledge or
biological constraints, allowing one to exibly control
what is learnt by the model, moving learning from an
unbiased approximation of “intrinsic' representation of
a dataset to the question-speci ¢ ‘relevant' representa-

tion.

Variational autoencoders are exible models that
can be adapted to different tasks with loss function
adjustments; they are models speci cally designed
to handle high-dimensional noisy data with the pur-
pose of providing more tractable representations for

ogy, including the development of ostensible “founda-
tional models' of biology[91, 92]. Whether such large-
scale models will provide utility remains to be seen.
However, the nature of biological systems is such that
we cannot rely solely on manual or human-driven ef-
forts to extract meaningful patterns from data. The
principled application of machine learning offers a
exible and powerful resource for deriving a lower-
dimensional understanding from the complex, high-
dimensional data of single-cell transcriptomics.

Another area where machine learning may be of
real value is the development of neural dynamical sys-
tems models. These models implement differential
equation systems in a neural network framework, pro-
viding mechanistic descriptions of mathematical mod-
els with the learning exibility of neural networks. Key
to these models is the ability to propagate network
gradients through time-series simulations, requiring
numerical integration methods that are compatible
with gradient backpropagation. A seminal paper in
this area introduced neural ordinary differential equa-
tions (nODES)[93], which pass gradients through nu-
merical integration using the “adjoint method." Since
then, nODESs have seen applications in a number of ar-
eas[94-96], including the modelling of gene expres-
sion dynamics[97, 98], and various extensions to the
principle of nODEs have been developed, including
neural stochastic differential equations (nSDEs)[99],
which establish a neural network compatible frame-

work for stochastic dynamical modelling.

The combination of variational inference of latent

downstream analysis. As such, they have been usedrepresentations with neural dynamical systems has

for numerous tasks in single-cell genomics, for exam-
ple batch correction[88], perturbation effect predic-
tion[89] and even dynamical analysis[90].

Machine learning methods will not, on their own,
provide a magic wand for biological analysis. Black-
box prediction methods and an undiscerning applica-
tion of neural networks will provide little utility for
building biological insight. The success of generative
modelling approaches in other domains of research

such as natural language processing has seen a surge

in popularity in machine learning methods for biol-

also led to the development of different models based
on autoencoders that are constrained in some way to
learn a dynamical system[100, 101]. For example,
Steve Brunton's group have developed multiple neu-
ral network approaches that combine an autoencoder
with a method for sparse identi cation of nonlinear

dynamics (SINDy)[102, 103], resulting in frameworks

that can learn abstract, parsimonious dynamical repre-

sentations of physical systems.

Such modelling approaches have signi cant poten-

tial in biology: systems of gene regulation - and biolog-
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ical systems in general - can be thought of as complex,
dynamical systems. In theory, these systems could be
described using differential equations (and this has
been extensively done[31, 46, 50, 59, 61-63, 104]),
however in many contexts, classical, explicit imple-
mentations of differential equations are not well suited
to the complexity of biological systems. Integrating dy-
namical modelling with a neural network framework
can facilitate a degree of “abstraction,' removing some
of the complexity and considering only the core com-
ponents of the system that are most relevant within the
dynamical model. This type of approach can combine
the strengths of mathematical modelling and compu-
tational biology and may be uniquely valuable for cap-
turing the complex phenotypes and dynamics observed
in biology.

1.2.3 Capturing gene regulatory dynamics with

single-cell resolution

With single-cell resolution, one can measure how a
given gene varies across the different cells of a pop-
ulation. With high genetic resolution (that is to say, si-
multaneously recording across many different genes in
the genome; genome-wide recordings), one can mea-
sure how different genes vary with each other. One can
look for patterns of expression and correlative struc-
ture that may be indicative of functional relationships
between genes. The hope in modelling gene regulation
from single-cell RNA sequencing is that causal relation-
ships will manifest as correlations that can be detected
in the data.

The challenge here is that, without direct observa-
tion of the mechanism between genes, it can be dif -
cult to distinguish direct from indirect interactions, to
extract causation from a large network of background
correlations. Indeed, while the simultaneous detection
of thousands of genes provides a huge amount of in-
formation, it also provides ample opportunity for false
positives.

As a result, inference of gene regulatory net-
works from single-cell data generally performs poorly,
and studies that benchmark numerous methods using

ground-truth benchmarks derived from ChIP-seq data
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nd that often methods perform little better than ran-
dom guesswork[105, 106].

A potential cause of this poor performance is the
lack of temporal information in the data. Sequencing
is a destructive assay, so each datum provides only a
“snapshot' of a single timepoint. Temporal information
comes from time course experiments or from pseudo-

temporal ordering of cells along a user-de ned axis.

Numerous sophisticated pseudo-time tools have
been developed[107-111], and inferred temporal in-
formation can provide valuable insight[112]. How-
ever, this information may be too coarse-grained to
provide value for the analysis of gene expression dy-
namics. The temporal information is at a population
level, but is not of “single-cell resolution,’ and so pro-
vides only very basic information about the patterns of
correlation between genes in the dataset. It has been
found that inclusion of pseudotime information does

little to bene t GRN inference algorithms[105].

This is not simply a matter of pseudo-time algo-
rithms performing poorly. It re ects the complex and
dynamic nature of gene regulation. Gene regulatory
networks are dynamic processes with many forms of
feedback and time-dependent interactions. Simple
atemporal counterfactuals (i.e. "If X then Y') may not
fully describe the scenario[113]. It has been argued
that static, dimensionless representations of gene reg-
ulatory motifs can be considered paradoxical: a neg-
ative feedback loop, for example, can be considered
analogous to the Liar's Paradox (‘is the statementhis
statement is falsdrue?)[114]. Only in the context of
time or space can the paradox of negative feedback
loops be resolved. As such, a proper description of the
dynamics of gene regulation may be crucial to properly
capture the underlying mechanics.

More generally, it is important to consider that
causality is itself dynamic, with an inherent temporal
structure: for A to cause B, it must precede B. With in-
suf cient temporal or dynamical resolution, it becomes
even more challenging to determine the presence and
direction of causality. This issue becomes more critical
as the complexity of the system grows, as the causal

relationships move from ‘A causes B' to the dense set of



interactions that may make up a gene regulatory net-
work.

More speci cally, it has been suggested that there
are notions that describe the relationship between two
factors that we can expect to nd when that relation-
ship is causal. These notions are theproportionality
and speci city of the mapping from the causative factor
to the effect and the stability of this interaction across
a range of different conditions[113]. These notions
can be considered in the context of perturbations, but
may also be evident in the heterogeneous behaviour of
single cells in a population[115, 116].

When gene X varies in expression timing or mag-
nitude, does geneY also? And is this effect speci c to
gene X expression, or is something similar observed
for gene Z and geneW ? Pseudotemporal ordering can
describe population-level trends such as whetherX is
expressed beforeY , but cannot provide detail for more
dynamical concepts.

Previously, the cellular and genetic resolutions of

single-cell sequencing were considered. One could ex-

tend this to consider the technology's dynamic resolu-
tion, the level at which temporal changes are observed.
In conventional single-cell RNA seq, the dynamic res-
olution is not at the single-cell level but at the pop-
ulation level, which limits the manner in which this
technology can be used to study complex dynamics of
developmental gene regulation. However, in recent
years, there have been a number of developments that
have sought to provide dynamic resolution at single-
cell level.

with  time-

resolved single-cell transcriptomics

1.3 Capturing dynamics

1.3.1 Current methods I: splicing data & "RNA ve-
locity'

The destructive nature of RNA sequencing prevents
the collection of time-course data in individual cells.

Although some methods have been published, such
as Live-seq[117], which take sequential samples from
cells without destroying them, these methods are gen-

erally time consuming, technically challenging, ex-
tremely low throughput, untested beyond initial proof-
of-concept studies, and are based on the assumption
that removing a large portion of cytoplasmic material

from a cell will not affect its subsequent behaviour.

An alternative strategy is to encode temporal infor-
mation into the materials that will eventually be cap-
tured for sequencing. For example, information about
the time of production of an mRNA could be recorded,
providing insight into the age of MRNA molecules at
the time of sequencing. By partitioning all detected
MmRNA molecules into time windows (for example,
‘new' and “old"), this can provide a view of how gene
expression is changing. More speci cally, it can be
used to infer the time derivative, or “velocity' of a cell's

gene expression.

One way to perform this partitioning is to rely on
the cell's own temporal progression of processing RNA:
In the production of mature, functional mMRNA, the cell
rst produces pre-mRNA, which can contain “intronic'
regions of RNA that are subsequently spliced out of the
molecule. By exploiting the inherent temporal order-
ing of unspliced pre-mRNA and spliced mature mRNA,
one can infer information about the dynamics of gene
expression: if, for example, it is observed that in a par-
ticular cell, the amount of unspliced mRNA for a given
gene is well above what would be expected (based
some model of transcription for that gene), this im-
plies that gene expression has recently been induced,
and thus the gene expression “velocity' is positive (gene
expression is increasing). This approach was rst de-
A
single-cell modelling approach based on this princi-

veloped for bulk expression data in 2011[118].

ple, termed RNA velocity[119], was then published in
2018, demonstrating, rst, that single-cell sequencing
technologies can detect remarkably high levels of un-
spliced pre-mRNA and, second, that this can be used

to infer temporal information (Figure 1.6).

For this, one can use a model of transcriptional dy-
namics to estimate the “expected' unspliced-spliced ra-
tio for each gene and de ne each cell's velocity as the
deviation of the observed ratios from these expected

values.
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Figure 1.6: RNA velocity . A. Dynamical framework of RNA velocity; unspliced molecules are transcribed and
processed into spliced molecules, which are then degraded. The “velocity' of gene expression can be de ned
as a time derivative based on the production and degradation of spliced mRNA molecules in this framework
(note that the equation displayed here uses the assumption of constant, uniform splicing kinetics (i.e. =1).

In this framework, steady-state dynamics are observed whenu = s. When the observed unspliced species
equals the expectation from steady-state, velocity is zero. Observing more unspliced reads than expected is
indicative of recent induction of gene expression, or positive velocity (red zone in graph); fewer unspliced reads
than expected is indicative of negative velocity (blue zone in graph). B. Simple schematic demonstrating some
instances when the unspliced/spliced categorisation used in RNA velocity analysis encounters dif culties; some
genes are not spliced; some are variably spliced and will retain intronic sequences in mature mRNA,; intronic
regions are largely captured through internal priming at oligo-adenylate tracts, which may lead to length biases

in unspliced read detection.

In the

velocyto , this expected ratio was determined by

rst implementation of RNA velocity,

tent “state' parameters; Cell2Fate [124], which sim-

pli es the velocity modelling procedure by inferring

extreme-value linear regression of unspliced and the dynamics of gene "'modules’;pyrovelocity [125],

spliced reads, based on the assumption that at max-

which models velocity from unprocessed data in a

imal and minimal levels of expression, steady-state Bayesian framework and facilitates robust uncertainty

unspliced-spliced dynamics should be observed.

At the beginning of this thesis, two other veloc-
ity tools had been published: scVelo[120], which
generalised the model of velocyto to handle nonlin-

guanti cation; DeepVeld126], which models velocity
with cell-speci ¢ kinetic parameters using a graph con-
volution network; DeepVelo/scDVR97], which mod-
els velocity using a neural ordinary differential equa-

ear dynamical systems and stochastic dynamics; and tion system, correcting trajectory predictions by stitch-

dynam@121], which was developed to work with ei-
ther labelling or splicing data. Since then, a num-
ber of different tools have been published. In brief,
these include: UniTVelo[122], which extends previ-

ous methods by modelling a uni ed time system across
genes; -velo , which modied the velocity infer-

ence problem to handle scale invarianceyvelovi [123],

which models the parameters of the biophysical splic-
ing framework using stochastic variational inference;
latentvelo [98], which models velocity using a neu-
ral ordinary differential equation framework that as-

sumes a single starting position and cell-specic la-

ing trajectories together using a k-nearest neighbours
approach; and VeloVAH127], which models veloc-
ity using a variational mixture of differential equa-
tion systems. In addition, there are packages de-
signed to process existing velocity dynamics, for ex-
ample CellRank[128], which uses Markov processes
to detect initial and terminal states; and VeloAH129],
which corrects and de-noises velocities through an au-

toencoder model.
Although the range of techniques applied vary
greatly across these methods, this variety represents

a common theme: the popularity and ostensible wide
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applicability of splicing information for dynamical
modelling. Since most conventional single-cell RNA se-
guencing datasets capture unspliced information, min-
imal additional technical developments are required
for this analysis and, indeed, velocity analyses can be
applied retrospectively to existing datasets.

However, there are many conceptual caveats to the
splicing velocity framework. Many genes are single-
exon genes, lacking any splicing dynamics at all. A re-
cent database, SinEx[130], estimates this to be more
than 3,000 genes in mice, and more than 2,000 in hu-
mans. These minimally processed genes are often im-
portant transcription factors. For example, Olig2[131]
and Neurog2[132], two genes critical for the dynamics
of motor neuron development, have only small intronic
regions at the 5' end of their gene body (which would
not be detected in conventional sequencing platforms),
while Sox2, a vital transcription factor for the forma-
tion of neural progenitors, not only lacks any introns,
but also exists entirely within the intron of another
gene[133].

While some genes may lack meaningful splicing dy-
namics, more generally, we nd that intronic regions
can be abundant and dynamically regulated[134]. In-
trons appear at a higher density than exons in the
human genome and many genes contain numerous
introns (the average in humans is eight introns per
gene[135]).

Intronic sequences are not always completely re-
moved during splicing. A major function of splicing
is to allow for alternative splicing, where different in-
tronic regions are removed from or retained in a gene
in different contexts[136]. With only 50-100 bases of
an mRNA molecule sequenced per read, it could be
very dif cult to distinguish an entirely unspliced pre-
mRNA molecule from an alternatively spliced mature
one[137].

splicing behaviour is dynamically regulated such that

For a given gene, it is also possible that

the presence of a particular intronic region may signify
pre-mRNA or mature mRNA in different contexts.
Additionally, the most popular platforms for single-
cell RNA sequencing target the 3' end of genes through
the use of poly-A tail targeting primers. This means

that the majority of the gene body is not sequenced,
and most intronic regions are not captured. It also
means that these assays target mRNA through poly-
A tails, which may be missing in unprocessed intron-
containing pre-mRNA[138]. The high capture rate of
intronic reads (generally up to 20% of detected reads)
occurs through unintentional mispriming of reverse
transcription primers in the gene body[139]. This can
introduce gene-speci ¢ biases in the levels of intronic
reads detected. The detection of unspliced reads has
been reported to show a length bias, possibly a result
of this mispriming phenomenon[140].

As discussed above, the presence of an intronic re-
gion is not conclusive evidence of an unspliced tran-
script, due to the nature of alternative splicing. Addi-
tionally, the absencef intronic regions is only evidence
that a transcript is spliced when the read contains
an exon-exon junction, without intron. In commonly
used methods to infer splicing information, reads that
map entirely to a region of a single exon are classi-
ed as spliced, when in reality they are ambiguous.
Classifying single-exon reads as ambiguous results in
roughly half of reads being classi ed this way, sug-
gesting that conclusive spliced/unspliced classi cation
from sequencing data is not feasible[141].

From these data that result from accidental detec-
tion and ambiguous classi cation of introns, our chal-
lenge is to infer temporal dynamics of gene expression.
Because splicing is not a direct measurement of time,
rather a component of a larger time-directed model of
transcriptional kinetics, in order to infer temporal dy-
namics we must learn this transcriptional model. In
the most simplistic form, this can involve estimation
of unspliced-spliced ratios through linear regression
[119] (which, with noisy, discrete negative binomial
data, may still be a challenge), while in more explicit
models, this requires numerous additional parameters
to be estimated, such as gene-speci ¢ splicing parame-
ters, cell-speci ¢ “latent time' parameters, and dynam-
ical system initial conditions[120]. It may be a ma-
jor challenge to learn all these parameters from data
that are noisy and potentially subject to confounding

sources of variation.
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Figure 1.7: Metabolic labelling

. Cells move through a developmental trajectory in gene expression space;

metabolic labelling provides an instantaneous measurement of this longer-term change. 4-thiouridine (4sU) is
added to cells and incorporated into nascent RNA, distinguishing new from old molecules. With iodoacetamide
(IAA) treatment, these incorporated 4sU bases are converted to a nucleotide analogue that is read as cytosine
in sequencing (molecule structures from Deng et al[142]).

Fundamentally, the “power' of RNA velocity infer-
ence from splicing data is the apparent ease of this ap-
proach, with splicing information present in datasets
that already exist. However, a more robust approach
would be to use experimental methods to directly mea-

sure temporal information.

1.3.2 Current methods II: metabolic labelling

An alternative approach is to partition "new' and “old'
RNA based on an experimentally incorporated label,
rather than splicing dynamics. A common way to do
this is to use the uridine analogue 4-thiouridine (4sU)
to label newly produced transcripts. 4sU has been
widely used as a label to study transcriptional kinet-
ics and expression dynamics, dating back before the
advent of RNA velocity or even single-cell sequenc-
ing[143-145]; the robustness of this method, known
as metabolic labelling, is well established (Figure 1.7).
In this approach, cells are incubated in 4sU-
containing media for a number of hours before collec-
tion. 4sU is rapidly taken up by cells and is incorpo-
rated into newly produced RNA in the place of con-
ventional uridine. To detect RNA that contains 4sU, it

is possible to directly target 4sU (for example, using a

biotin-based approach). However, recent years have
seen the development of numerous sequencing ap-
proaches that take a more implicit strategy[146—-148]:
after collecting samples, RNA can be treated with an
alkylating agent such as iodoacetamide (IAA) or tri u-
oroethylamine (TFEA), which alkylates the thiol group
in 4sU. This alkylation converts 4sU to an analogue of
cytosine that incorporates guanine in reverse transcrip-
tion. As a result, 4su-labelled transcripts carry a U-to-C

signature that can be detected in sequencing.

This incorporation of 4sU is relatively low, meaning
that most bases are unaltered. As such, vital steps of
RNA-seq data processing such as alignment and quality
control can still be performed.

One concern of this low incorporation rate is that it
could lead to false negatives in detecting labelled reads
- reads that are newly produced but do not contain
any detected U-to-C mutations. To address this, most
metabolic labelling approaches maximise the length
of gene sequenced (within the bounds of accurate se-
guencing with illumina machines, up to around 130bp
per read) to capture as much information as possible.
Additionally, a Bayesian framework has been devel-

oped to infer the “true' labelling rate in each cell and
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to correct for false negatives in labelled read detec-
tion[149]. However, this does not always seem nec-
essary for labelled read detection[147], and has seen
minimal benchmarking and quality control analysis in

the context of single-cell datasets.

Metabolic labelling was rst applied in a se-
This led
to a number of different single-cell implemen-
scSLAM-seq[146], NASC-seq[150],
FATE[147], scNT-seq[148] (and since the beginning
of this PhD, also well-TEMP-seq[151] and SLAM-Drop-

seq[152]).

guencing context with SLAM-seq[145].

tations: Sci-

It has been shown that the temporal information
provided by metabolic labelling is superior to that
of splicing. Of the four single-cell technologies that
had been developed at the conception of this project,
scSLAM-seq and NASC-seq were plate-based method
that relied on sorting individual cells into different
wells of a multiwell plate. These technologies have
relatively low throughput, with a single experiment ca-
pable of sequencing a few hundred cells.

By comparison, scNT-seq can achieve a cellular
throughput of thousands per experiment. However,
scNT-seq achieves single-cell resolution using a custom
micro uidics setup and may require considerable tech-
nical expertise to implement. Finally, SCiFATE can also
achieve a throughput of thousands of cells per experi-

ment, but does so using combinatorial indexing.

The exact throughput and doublet rate of this tech-
nology are functions of the number of cells per well,
the number of wells, and the number of sequential
barcodes added. With 2 rounds of barcoding and
384 wells, one can achieve a theoretical maximum of
19,000 cells per experiment with an empirically mea-

sured doublet rate of around 5%.

Thus, sciFATE offers a throughput well beyond

Of existing velocity methods, dynam¢121] is no-
table for being designed to handle metabolic labelling
data, using a biophysical model of transcription and la-
belling, rather than a model of transcription and splic-
ing. dynamois also notable in its implementation of
a low-dimensional vector eld, using a sparse imple-
mentation of vector-valued Tikhonov regression called
SparseVFC[153]. By de ning a functional form of a
vector eld (a speci c regression model, as opposed
to only de ning velocity in terms expression values
where data are observed), dynamofacilitates simula-
tion of trajectories and dynamical analysis of the vector
eld (for example, by de ning xed points, curvature
and speed). However, dynamés vector eld must be
learnt in an existing low-dimensional representation,

based on pre-learnt velocity dynamics that are pro-

é'ected into that space; if there are any errors with the

low dimensional representation or the projection of ve-
locities into this space, these issues may propagate into
the learnt vector eld. For example, by default dynamo
learns vector elds in UMAP embeddings[154] - UMAP
embeddings are not continuous in the euclidean sense,
making it dif cult to interpret dynamical features such
as xed points, curvature, and velocity that are learnt
in a UMAP embedding.

While there may be technical challenges and lim-
itations to available methods for dynamical analysis
from metabolic labelling, the experimental method it-
self provides a viable strategy for recording tempo-
ral dynamics of gene expression in a robust, well-
established, and experimentally controllable manner.
Metabolic labelling offers exciting opportunities for the
prospect of developing experimental means to exam-
ine the complex, dynamics behaviour of developmen-
tal gene regulation.

1.3.3 Challenges and opportunities in time-

scSLAM-seq and NASC-seq, comparable to scNT-seq.

Data quality across these platforms is broadly compa-

resolved transcriptomics

rable. However, with different sequencing depths, ex- While RNA velocity has enjoyed widespread popular-
perimental conditions and cell types used, this is very ity, the temporal information provided by splicing dy-

dif cult to assess reliably. The key distinction between namics is potentially inconsistent across genes and
SCIFATE and scNT-seq is that sciFATE does not requiresubject to a number of biases. Moreover, modelling

a custom micro uidics technology. transcriptional kinetics from this data can require the
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inference of numerous unobserved parameters, mak-
ing the process more dif cult.

Metabolic labelling methods offer obvious improve-
ments that are well suited to in vitro experimental sys-
tems. In particular, SCiFATE offers a time-resolved se-
guencing platform that can be established without be-
spoke equipment or technical experience.

However, this approach is not without limitations:
combinatorial indexing is labour intensive and po-
tentially error prone when performed manually, and
this can limit the applicability of the approach and
the quality of the resulting data. In addition to
this, sciFATE performs an iodoacetamide chemical con-
version step (to convert 4sU to cytosine analogues)
with RNA still inside xed cells.

this is harsh: as well as PFA xation, liquid nitro-

The protocol for

gen ash freeze/thawing and Triton-X permeabilisa-
tion, this protocol involves the treatment of cells with
hydrochloric acid and 50% DMSO, which could have
a negative effect on the integrity of cells and RNA. In
fact, cell retention through this protocol was reported
to be below 5%[147]. Therefore, technical improve-
ments in the protocol may be required to ensure that
the quality of data is suf cient to capture valuable dy-
namical information. More generally, available single-
cell metabolic labelling approaches remain largely in
the proof-of-concept stage and have seen limited fur-

ther application to biological questions.

Methods for inferring velocity from single-cell data
are largely focused on splicing data. One dynami-
cal modelling tool, dynam¢121], can be used with
metabolic labelling or splicing information, provid-
ing a foundation for dynamical modelling from time-
resolved transcriptomics. However, with the potential
issues of data quality in splicing datasets, and with
metabolic labelling technologies still in their infancy,
it is dif cult to determine the performance of this and
other velocity inference tools in capturing true biologi-
cal dynamics from good quality data. As such, compu-
tational developments are still required. One area of
particular promise in velocity modelling and in single-
cell genomics in general is the use of machine learning

to learn hidden patterns and structure in data, helping

to overcome problems of noisy high-dimensional data.

Establishing a robust and powerful pipeline for
time-resolved single-cell transcriptomics could open
the door to many new modes of analysis in genomics.
In particular, the inference of time derivatives (or
velocities) in gene expression creates connections to
methods from statistical mechanics and dynamical sys-
tems theory. For example, the range of cell states ob-
served along a differentiation trajectory can be cap-
tured in a dynamical landscape (or energy potential
landscape), where different cell types are captured as
basins of attractions, where decision points between
fates are described by unstable manifolds, and where
the course of gene expression changes that occur in a
cell transition can be described by a minimum action
path[104]. Such approaches of dynamical modelling
have been widely applied to areas such as uid dynam-
ics, protein folding, and ecological evolution[104],
where they provide robust and theoretically principled
tools for describing complex behaviours and outcomes
that may be otherwise dif cult to understand. In the
context of developmental biology, these modelling ap-
proaches can be used to reconstruct dynamic regimes
that link complex genotypic patterns of gene regula-
tion to the comparatively straightforward phenotypic
outcomes of cell fate decisions[46, 155].

To expand the value of such dynamical analyses, it
will be important to properly capture the complexity of
biological systems. A vital rst step will be to develop
more comprehensive, highly resolved, and dynamical

methods of data collection and analysis.

1.4 Thesis Overview

This thesis aims to develop an integrated pipeline of
experimental and computational methods that facili-

tate dynamical systems modelling of gene expression
from single-cell RNA sequencing data. In doing so, the
objective is to provide new tools and modes of analy-
sis that move us towards being able to use single-cell
sequencing data to model gene regulation in devel-
opment, and thus to move closer towards modelling

and understanding the full complexity of developmen-
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tal regulatory mechanisms. This overall project objec-
tive can be divided into three separate aims.

Aim 1: Establishing time-resolved transcriptomics

through combinatorial indexing

To provide high-quality temporal information at the
resolution of single cells, | rst looked to establish
a single-cell metabolic labelling protocol. Based on
technical requirements, data quality metrics and pre-
liminary data comparisons from different technologies
(shown in Chapter 3), sciFATE[147] was chosen as
the most suitable technology as the basis for our own
metabolic labelling method. This aim required rst
establishing combinatorial indexing, then integrating
this with metabolic labelling, which also had to be in-
dependently assessed. Data quality metrics from ini-
tial pilots performing sciFATE, together with additional
data from published sources, facilitated the further de-
velopment of this protocol into an optimised and im-

proved framework for time-resolved transcriptomics.

Aim 2: Modelling expression dynamics from time-

resolved transcriptomics

With a framework established to collect time-resolved
data, the next step was to develop a comprehensive
dynamical modelling approach. The objective for this
was to move from visualisation-centric analysis to a
more rigorous, dynamical systems inspired framework.
Such a framework would allow new methods of anal-
ysis, for example, simulating the developmental tra-
jectory of individual cells, mapping each cell's even-
tual fate to its original state, and examining what such
state-fate mappings can reveal about the dynamics and
logic of cell fate decisions.

Aim 3: Applying time-resolved modelling to the dy-

namics of in vitro neural cell fate decisions

To apply the above experimental and computational
methods, | looked to combine them with an in vitro
system of neural differentiation. In this protocol, high
levels of Shh signaling induce ventral identities, in-

cluding motor neurons and V3 interneurons, allowing

us to interrogate the logic of cell fate decisions in the
ventral neural tube with dynamical resolution. This
third aim involved collecting in vitro neural differen-
tiation samples with our time-resolved transcriptomics
method and performing dynamical analysis of the re-
sulting data. The goal for this analysis was threefold:
rst, to assess the biological validity of the inferred
dynamics; second, to examine whether dynamical as-
pects of decision making are captured by the model;
and third, to explore the model's predictions to pro-
vide insight into developmental fate decisions.

These three aims are further structured into ve
chapters: In Chapter 3, existing methods in metabolic
labelling and RNA velocity inference are examined to
provide insight that can motivate Aims 1 and 2. Aim 1
is subsequently addressed in Chapters 4 and 5, with
the development of an optimised, semi-automated
metabolic labelling method. Aim 2 is addressed in
Chapters 6 and 7, which describe the development
of a deep generative velocity inference method and
a dynamical systems extension for trajectory simula-
tion and analysis. Aim 3 is addressed in Chapter 8,
which looks at the application of our dynamical mod-
elling framework to our in vitro neural patterning. A
nal chapter explores ongoing work to scale up the de-
veloped framework with the aim of exploring the re-
lationship between expression dynamics and varying

signaling and genetic contexts.
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2 Methods

In this chapter, | describe the methods used for experimentation and analysis in this thesis. As the aims of the

project were methods-based in nature, much of the core details of the single-cell sequencing pipeline and subse-

guent analysis framework are presented in results. This chapter provides greater practical and implementational

detail, proceeding through analyses they appear in the results.

2.1 Investigating existing methods

2.1.1 Analysis of current RNA velocity tools

In Chapter 3, | analyse RNA velocity datasets and infer-
ence methods, to examine the general utility of exist-
ing methods. | started by conducting a case study using
human and mouse[68] neural tube data, collected by
the Briscoe lab.

To examine the performance of RNA velocity anal-
ysis with mouse and human neural tube data, spliced
and unspliced matrices were produced usingvelocyto
(using default parameters and GRCh38-3.0.0 and
mm210-3.0.0 reference genomes for human and mouse,
respectively) from the aligned bam le outputted by
Cell Ranger (3.1.0), the software used to process
single-cell sequencing data from 10x Genomics sam-
ples. Cell type classication was performed using
Antler: this method accepts a knowledge matrix pro-
viding binary expression pro les of known markers for
a set of cell types; gene expression is binarised (with
a cutoff of two UMIs), and each cell is assigned to
the cell type that has the smallest distance between
the knowledge matrix pro le and the binarised expres-
sion pro le for the speci ed marker genes. Cell type
classi cation was performed on count data outputted
by Cell Ranger, and then matched to the cell ids of
the velocyto data (which were preserved from Cell
Ranger). This cell type classi cation was performed by
Chris Barrington of The Francis Crick Institute's bioin-
formatics platform, as part of work for the publication
Rayon et al.

Pre-processing was performed withscVelo: data
were size normalised to 10,000 read per cell and 2,000

highly variable genes were retained for analysis (with

a curated list of 177 key neural tube development
genes, constructed based on previous literature in the
eld[45, 68], added to these highly variable genes to
ensure that key genes were not excluded from analy-
sis).

To examine velocity tools, | usedscVelo[120] and
CellRank[128]. Velocity inference with scVelo was
done using default parameters, with additional spec-
i cations: local averaging was performed using 30
nearest neighbours in the top 30 principal compo-
nents of the data, and velocity inference was done
with “stochastic' mode. Velocity embedding and latent
time inference were done with default parameters. All
CellRank analysis was performed with default param-
eters; gene trends were constructed as cubic splines
with 6 knots.

When comparing human and mouse CellRank
trends, gene selection was performed stratied by
timepoint: highly variable genes were selected for each
timepoint separately and only genes that were highly
variable in all timepoints were retained. This was done
because human data displayed strong batch effects be-
tween timepoints. Because neurogenesis is an asy-
chronous process that occurs continuously across mul-
tiple days, a single timepoint can capture a broad range
of neurogenic states, and the genes that vary across
neurogenesis are expected to vary across timepoints.
This choice may remove or limit the presentation of
timepoint-speci ¢ dynamics, but for the purpose of as-
sessing the utility of RNA velocity analysis, this caveat
was deemed acceptable. Where necessary to achieve
accurate prediction with CellRank, the number of ter-
minal states and the weight connectivity parameter,
which determined the relative contribution of veloc-
ity dynamics and the neighbourhood graph in termi-

nal state estimation, were manually adjusted. For gene
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expression heatmaps, each gene's expression was nor-2 .2 1

malised across all domains examined (i.e., for Sox2, all
trends were normalised between 0 and the maximum
value observed across all trends for V3, MN, V2, V1,
dl4, di3 and dI3 domains). CS17 data were excluded
from RNA velocity analysis due to batch effects and
low data quality (as discussed in results).

I then extended the analysis of splicing data to
other datasets. For analysis of RNA velocity content
across datasets, the Briscoe lab's single-cell datasets
along with publicly available datasets [68, 107, 119,
156-158] available through scVelo, were used. "Neu-
ral tube development genes' used for analysis of un-
spliced information content were de ned manually
from previous literature[45, 68]. For length bias anal-
ysis, | used mouse neural tube data [68], and the
length of each gene sequence was extracted using the
gget[159] tool to access Ensembl databases.

To assess the effects ofscVelo's neighbourhood
projection heuristic versus direct projection, direct pro-
jection of velocity dynamics was performed as follows:

Voroj x = (X + Vproj x  Xoproj

Where projx represents the application ofloglP trans-
formation followed by projection to PCA embedding of
X.

As a nal assessment of existing methods, | exam-
ined the data quality of existing single-cell metabolic
labelling datasets[147, 148, 150, 160]. For this, pro-

In vitro differentiation

For all pilots and experiments, | used neural cells dif-
ferentiated from embryonic stem (ES) cells in vitro.
The mouse ES HML1 line was used for all experiments.
ES cells were maintained at 37 C with 5% carbon
dioxide (CO2) and routinely tested for mycoplasma,
maintained with ES cell medium with 1,000U/ml LIF
(Merck) on mouse embryonic feeder cells (mitotically
inactivated).

For differentiations, these ES cells were dissociated
in 0.05% Trypsin (Gibco) and plated on tissue cul-
ture plates for 20 minutes twice successively to remove
feeder cells. The remaining supernatant cells were
then plated on CellBind six-well plates (Corning) pre-
coated with 0.1% gelatine solution (coated overnight
at 37 C), 60,000 cells per well in 1.5ml N2B27 +
10ng/ml bFGF. On day 2, the medium was replaced
with N2B27 with 10ng/ml bFGF and 5 M CHIR99021
(Axon) for 20 hours. Subsequently, and every 24 hours
thereafter, the medium was replaced with N2B27 with
100nM RA (Sigma) and 500nM SAG (Calbiochem).

This differentiation protocol was used for all exper-
iments, including pilots. The “day' of cells (e.g. "Day
4 progenitors') describes the time since cells were rst
plated in six-well plates. Cell collection was carried
out according to the timing of 24-hour media replace-
ments.

For 4-thiouridine (4sU) incubations, 4sU (Sigma)
was made into 500mM stock dissolved in DMSO, which

cessed data were downloaded from each study's GEOWas diluted in medium that was added to cells. Cells

accession. Data were formatted into anndata objects,
and analysis was performed without preprocessing or

transformation of the data.

2.2 Establishing time-resolved transcrip-
tomics
Having identi ed problems with RNA velocity data and

inference, and having found sci-FATE to offer the best
combination of requirements and capabilities of avail-

were then kept for two hours in an incubator in the

dark (with plates covered with tin foil).

2.2.2 Investigating the effect of 4sU

| rst investigated whether a two-hour 4sU labelling
window had any physiological effect on our cell sys-
tem. For this, | performed immuno uorescence, RT-
gPCR, cell viability assays, bulk RNA-seq, and HPLC of
extracted RNA (for detection of incorporated thionu-
cleotides).

For immuno uorescence examination of the long-

able metabolic labelling, | next set up time-resolved term effects of a two-hour pulse of 4sU, cells were

transcriptomics using an optimised version of sci-FATE. plated in 35mm CellBind dishes (Corning), and were
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labelled with 500 M 4sU, then were washed twice
with PBS, and returned to normal media. For collec-
tion, cells were washed twice with PBS and treated
with 4% PFA for 10 minutes. Cells were washed with
PBS three times and stored at 4C until imaging. For
immunolabelling, cells were washed once with PBS
+ 0.1% Triton-X. Cells were then incubated at 4 C
overnight with blocking solution (PBS + 0.1% Triton-
X + 1% BSA) supplemented with 1:500 rabbit Olig2
antibody (Millipore), 1:500 goat Sox2 antibody (R&D
Systems), and 1:1000 mouse Tubb3 antibody (Cov-
ance). Cells were then washed with cold PBS + 0.1%
Triton-X three times, and secondary solution (block-
ing solution with 1:500 DAPI (ThermoFisher), 1:500
647nm donkey anti-goat, 1:1000 488nm donkey anti-
rabbit and 568nm 1:100 donkey anti-mouse uores-
cent antibodies (ThermoFisher)). Cells were incubated
with secondaries for one hour in the dark at room
temperature, then washed with PBS + 0.1% Triton-
X three times. 30 | mounting media (ThermoFisher)
was added in the centre of each dish and a coverlip
was added on top. Dishes were imaged with a Zeiss Im-
ager Z2 microscope equipped with an Apotome?2 struc-
tured illumination module. Images were taken with
20x magni cation, 12 sections in a z-stack per image,
with maximum intensity projection performed in Fiji.
For RT-gPCR, cells were plated in CellBind six-well
plates. 4sU labelling was performed for two hours

directly before collection. For collection, cells were

random hexamer primers and 1 | of 10 mM dNTP
mix (both from ThermoFisher Superscript Il kit) were
added and mixes were incubated at 65 C for 5 min-
utes, before being placed on ice for 1 minute. For
each reaction, 10 | of cDNA synthesis mix (2 | 10X RT
buffer, 4 | 25mM magnesium chloride, 2 | 0.1M DTT,
1 140U/ | RNAse OUT, 11200U/ L Superscript Il
reverse transcriptase) was added, and reactions were
incubated in the following schedule: 25 C for 10 min-
utes; 50 C for 50 minutes; 85 C for 5 minutes.

The resultant cDNA mixes were diluted tenfold. To
2 | of diluted cDNA, | added 0.5 | of forward and re-
verse primers (10 M each), 2 | of DEPC-treated wa-
ter and 5 | of PowerUP SYBR™ Green Master Mix,
and gPCR was run on fast cycling mode, as per user
PowerUP manufacturers instructions (PCR schedule:
50 C activation step for two minutes; 95 C denaturing
step for two minutes, then forty cycles of two-step PCR
with denaturing at 95 C for 15 seconds and anneal-
ing/extension at 60 C for one minute. Actin was used
as a control gene for normalisation. Each sample was
run in duplicate, with duplicates averaged. Ct val-
ues were calculated by subtracting ActinCt from each
sample's duplicate average.  Ct values were calcu-
lated by subtracting the minimum Ct value observed
in a single gene-replicate time course from each value.
Relative gene expression values were then calculated
Ct.

independently and relative gene expression patterns

as 2 This was performed for each replicate

washed in PBS and lysed with Qiagen RLT buffer. RNA were averaged for plotting. The primers used are de-

extraction was performed with the Qiagen RNeasy kit
with an additional DNase step, as per manufacturer's
instructions, and RNA concentration was quanti ed
with Nanodrop. RNA was diluted to 0.125 g/ | (for

1 g per reaction). To 8 | of RNA, 1 | of 50ng/ |

tailed in Table 1.

For cell viability assays using the CellTiter-Glo®
2.0 Cell Viability Assay (Promega), differentiations
were performed in opaque-walled polystyrene 96-well
plates (ThermoFisher).

Actin TGGCTCCTAGCACCATGA CCACCGATCCACACAGAG
Olig2 AGACCGAGCCAACACCAG AAGCTCTCGAATGATCCTTCTTT
Sox2 | GGCAGCTACAGCATGATGCAGGAGCCTGGTCATGGAGTTGTACTGCAGG
Tubb3 CAACAGCACGGCCATCCAGG CTTGGGGCCCTGGGCCTCCGA
Isl1 TATCAGGTTGTACGGGATCAAA CTACACAGCGGAAACACTCG
Bra ACACACGGCTGTGAGAGGTA TTATCATGGGACTGCAGCAT
Pax6 ACCCGGCAGAAGATCGTAG TTTGCATCTGCATGGGTCT

Table 1: Primers used for RT-gPCR analysis
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For this, plates were incubated with 40 | per well
of DMEM/F12 media with 40 I/ml of matrigel and
Cells
were plated 10,000 cells in 100 | per well, 6 wells

incubated at room temperature for one hour.

per condition. All other differentiation conditions were
kept the same as the standard protocol. After a two
hour incubation with serial dilutions of 4sU or 6sG or
both (concentrations tested: 8mM, 4mM, 2mM, 1mM,
500 M, 250 M, 125 M, 62.5 M; for “both' each indi-
vidual thionucleoside was at the stated concentration).
Plates were left at room temperature for 30 minutes,
then 100 | of CellTiter Glo reagent was added to each
well and plates were shaken on an orbital shaker for 5
minutes. The plates were then left at room tempera-
ture for ten minutes, then results were recorded with a
plate-based luminometer (PerkinElmer EnVision). Rel-
ative viability was calculated relative to a DMSO con-
trol. For a positive control, cells were incubated with
1: 1000 10 mg / ml puromycin, for two hours or

overnight.

For bulk RNA-seq comparisons of different 4sU la-
belling concentrations, samples were collected on day
4 and day 8 and RNA was isolated with a Qiagen
RNeasy kit. Samples were normalised to 375ng and li-
brary prep was performed with Kapa mRNA Hyperprep
with polyA capture beads (KK8421). Libraries were se-
guenced using NovaSeq6000 with 25 million reads per
sample. Library preparation and sequencing were per-
formed by The Francis Crick Institute's Advanced Se-
guencing Facility. Differential expression analysis was
performed with DESeq2[161], with two replicates per
condition. For the untreated control, separated sets of
untreated samples were compared.

For high performance liquid chromatography
(HPLC), samples from day four were collected and
RNA isolated with a Qiagen RNeasy kit, with buffers
supplemented with 10mM DTT to preserve thiola-
belled RNA. RNA was then digested into single nu-
cleotides with the following reaction mix: 8 g of RNA,
1.3 110mM DTT, 1.8 | 1M magnesium chloride, 9 |

0.5M Tris-HCI (Ph 7.5), 1.6U bacterial alkaline phos-

for 16 hours at 37 C. Then each sample was quenched
with a mix of 2.3 1100mM DTT, 4 | of 3M NaOAc (Ph
5.2) and 100 | 100% ethanol. Samples were then in-
cubated on dry ice for 10 minutes and then spun at
12,5009 for ve minutes at room temperature. Su-
pernatants were collected and resuspended in 3001
ice-cold 100% ethanol with 3 | 100mM DTT. Samples
were spun at 12,5009 for ve minutes at room temper-
ature, and supernatant was collected and evaporated
in a speed vacuum until completely dry. The dried, di-
gested RNA was then submitted to the Francis Crick In-
stitute's Structural Biology technology platform, where
Simone Kunzelmann and lan Taylor performed HPLC
to produce the shown chromatograms and incorpora-
tion percentage estimates.

2.2.3 Optimising sCiFATE2

Having established that a two-hour pulse of 4sU had
limited effects of cell behaviour or function in our cell
system, while leading to detectable RNA incorporation,
| next established and optimised the rest of the sci-
FATE protocol, including combinatorial indexing.

This protocol uses tagmentation, a process in which
the protein Tn5, loaded with specic adaptor se-
guences, cuts double-stranded DNA and inserts these
adaptor sequences at the cut (fragmentation and tag-
ging); these adaptor sequences contain the PCR han-
dle for the next step in library preparation. For this,
in-house Tn5 was produced as per [47, 162], to make
10 M stock solution, by Vangelis Christodoulou in the
Francis Crick Institute Structural Biology technology
platform. In summary, Tn5-E54K-L372P was expressed
and puri ed using af nity and size exclusion chro-
The pETM11-Sumo3-Tn5E54K,L372P
plasmid was obtained from EMBL-Heidelberg. Trans-

matography.

formation was carried out into BL21 (DE3) Gold E. coli
(Agilent). Transposase assembly was performed as fol-
lows: Tn5-N7 (5-GTCTCGTGGGCTCGGAGATGTGTA
TAAGAGACAG-3') and Tn5-ME (5'-[phos]-CTGTCTC
TTATACACATCT-3") oligos were resuspended in an-
nealing buffer (50 mM NaCl, 40 mM Tris-HCI pH8.0)

phatase, 0.2U snake venom phosphodiesterase, up toat 100 M. 25 | of each oligo was mixed and annealed

a total volume of 130 |. Digestion was carried out

with the following thermocycle programme: 95 C for
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5 minutes; cooling to 65 C at 0.1 C/s, then held at
65 C for 5 minutes; then cooled to 4 C at 0.1 C/s.
Stock Tn5 was then diluted to 4 M, and 20 | of this
Tn5 was mixed with 20 | of the annealed adaptor mix.
This Tnb5/adaptor mix was incubated at 23 C for 30
minutes, shaking at 300rpm. 20 | glycerol was then
added and mixed thoroughly, before storing at -20 C.
To make TD buffer, which was used to further dilute
Tnb5, the following components were added to 38.75ml
of water, in a glass container on ice: 1ml 1M Tris
pH7.6, 250 | 2M magnesium chloride, 10ml dimethyl-
formamide, for a nal volume of 50ml; 1ml aliquots
were made and stored at -20 C.

For piloting sciFATE, differentiated neural progen-
itors were collected on day ve and eight of the dif-
ferentiation protocol through the following steps: cells
were washed with PBS and dissociated with accutase.
Cells were pooled, spun down and washed once with
PBS, then resuspended in 0.5ml PBS. To this, 1.5ml
5.33%PFA (nal concentration 4%) was added, cells
were incubated on ice for 15 minutes before spin-
ning (unless otherwise stated, all subsequent spins at
2000g, 5 minutes, 4 C) washed in PBSR (PBS + 1%
BSA + 1% SUPERase RNase inhibitor + 10mM DTT)
and resuspended in PBSR. Cells were ash frozen in
liquid nitrogen and stored in liquid nitrogen for up to
2 months

Cells were thawed at 37 C for 3 minutes, spun and
resuspended in PBST (PBS + 1% SUPERase + 0.2%
Triton-X + 10mM DTT) for 3 minutes. Cells were spun
and resuspended in 3ml of 0.1N hydrochloric acid on
ice for ve minutes. This reaction was quenched with
3.5ml Tris-HCI Ph8 + 0.1% Triton-X + 1% SUPERase.
Cells were spun and resuspended in 1ml PBSR. Cells
were spun again and gently resuspended in 50| PBS
+ 1% SUPERase. While cells were on ice, the follow-
ing components were added to the mix in this order:
20 | DEPC-treated water, 200 | DMSO, 40 | 100mM
This
mix was incubated at 50 C for 15 minutes. The reac-

iodoacetamide, 40 | sodium phosphate buffer.

tion was quenched with the addition of 8.5ml PBS +
1mM DTT + 0.1% SUPERase. Cells were spun down,
at 5009 rather than 2000g, and resuspended in 100 |
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PBS + 1% SUPERase. Cells were counted and diluted
to 1 million cells per ml.

Cells were distributed to four 96-well plates, 2 |
per well. To this, 1 | of 25 M oligo-dT primers (5'
-ACGACGCTCTTCCGATCTNNNNNNNN[10-bp-well-s
pecific-barcode] TTTTTTTTTTTTTTTTTTTTTTTTITTT
TTTVN'-3, Integrated DNA Technologies) was added
and plates were incubated at 55 C for 5 minutes, then

placed on ice for one minute. To each well, 2 | of rst-

strand reaction mix (1 | SuperScript IV buffer, 0.25 |
DTT 10mM, 0.25 | dNTPs 10mM, 0.25 | RNase in-
hibitor (ThermoFisher) and 0.25 | SuperScript IV re-

verse transcriptase (ThermoFisher)) was added to each
well, and the plates were put through the following

reverse transcription thermal schedule: 4 C for 2min,
10 C for 2min, 20 C for 2min, 30 C for 2min, 40 C

for 2min, 50 C for 2min and 55 C for 10min.

Cells were then pooled manually with a multichan-
nel pipette, mixing thoroughly before uptake to ensure
cells were resuspended. 1.81 of 1mg/ml DAPI (Ther-
moFisher) was added to the pooled cells. 50 cells per
well were then sorted into four 96-well plates with 5 |
EB buffer (Qiagen). This was done with a MoFlo XDP,
with a 100 m nozzle, gating on scatter and DAPI to

stringently remove doublets and debris.

To each well of each plate, 3 | of second strand syn-
thesis mix using NEBNext Ultra™ Il Non-Directional
RNA Second Strand Synthesis Module (1.81 water +
0.8 | NEBNext second strand synthesis buffer + 0.4 |
NEBNext second strand synthesis enzyme) was added.
Plates were then incubated at 16 C for three hours.
Plates were then stored with foil lids at -80 C for up to

a month.

Tagmentation and clean up were then performed
two plates at a time. For tagmentation, plates were
thawed and 8 | tagmentation mix (7.96
tion buffer + 0.04
incubated at 55 C for ve minutes. Then, 16 | DNA-
binding buffer (Zymo) was added and the plates were

| tagmenta-
| Tn5 4nM) was added. Plates were

incubated at room temperature for ve minutes to al-
low for quenching of the tagmentation reaction and ly-
sis of cells. Next, 48 | Ampure SPRI beads (Beckmann

Coulter) was added to each well, mixed and incubated



for ve minutes. Plates were added to magnets, 75 |

clashes with key sequences used in illumina library

supernatant was removed and each well was washed preparation and to avoid clashes between different in-

with 200 | 80% ethanol twice. Plates were removed
from magnets and left to air dry for 2-3 minutes. 18 |
EB buffer (Qiagen) was added to each well and mixed
well, and plates were left to incubate at room temper-
ature for ten minutes. Plates were returned to mag-
nets, and 16 | supernatant was moved to new 96-well
Lobind plates.

4 | PCR primer mix containing 10 M P5 primer

dices.

This pilot of sciFATE revealed low quality data, so |
next developed improvements to the protocol to pro-
vide higher quality data. First, | assessed the qual-
ity of RNA in different cell xation conditions. For
this, RNA integrity was assessed by isolating RNA from
cells subjected to different xations. For un xed cells

and cells xed with methanol or glyoxal, this isolation

(5'-AATGATACGGCGACCACCGAGATCTACACIi5]AQvas done with Qiagen RNeasy kits, with additional
ACTCTTTCCCTACACGACGCTCTTCCGATCT-3"; IDTeNase DNA removal step. For PFA- xed cells, Recov-
and 10 M P7 primer (5'-CAAGCAGAAGACGGCATACEerAll nucleic acid recovery kit was used instead, as this
GAGAT[i7]GTCTCGTGGGCTCGG-3'; IDT) was addedis designed to work with cross-linked nucleic acid. Ex-

to each well, and 20 | NEBNext High-Fidelity 2X PCR
Master Mix was added manually with a multichannel
pipette. PCR was carried out with the following pro-
gramme: 2C for 5min, 98C for 30s, and 19 cycles of
98 C for 10s, 66 C for 30s, 72 C for 1min) and a nal
72 C for 5min. The entire library was then pooled for
a total volume of around 14ml. From this, 8 aliquots of
800 | were cleaned up with 0.7X volume SPRI beads
(briey: add 560

add to magnet, remove supernatant, wash twice with

| beads, incubate for ve minutes,

80% ethanol, remove from magnet and mix with 100 |
EB buffer, incubate ten minutes, add to magnet, elute
into new tubes). Then, samples were aggregated into
a single 800 | tube and cleaned up again with 0.8X
volume SPRI beads. Samples were eluted into a nal
library volume of 100 |. The nal library product was
guanti ed using Qubit and BioAnalyzer and was se-
guenced on NextSeq 500 with 300m reads. Raw fastq
reads from this experiment were processed using the
Dynast[148] pipeline, as discussed later. Analysis was
performed using ScanPy

For barcoded primers, indexes were chosen from

tracted RNA was submitted to The Francis Crick In-
stitute's Advanced Sequencing Facility, who performed
RNA BioAnalyzer analysis to produce RNA integrity

numbers for samples.

To test the synthesis of library material from cells
subjected to different xations, sciFATE was repeated
as above (excluding the hydrochloric acid and iodoac-
etamide treatment steps), and PFA, methanol and gly-
oxal xed cells were added to different wells in two
(rather than four) plates. Instead of PCR, qPCR was
performed, using the same PCR primers without well-
speci ¢ barcodes, and PowerUP Master mix. DNA con-
Ct, where Ct = Cteyp

Ctpea, or the difference between the ampli cation

tent was calculated as?2

threshold of the experimental condition and the av-
erage for 4% PFA xed cells. To evaluate the RNase
content of samples, RNAseAlert test kit was used ac-

cording to the manufacturer's instructions.

For a second combinatorial indexing test with im-
provements, cells were collected from day 5 of dif-
ferentiation. The following changes were introduced
to the experimental protocol: i) for this pilot, chem-

databases of index sequences from Integrated DNA ical conversion steps were not included, so that the
Technologies (IDT). Reverse transcription barcodes core combinatorial indexing chemistry could be eval-
were chosen from a database of 10bp indices, while uated (while this means that this pilot is not exactly
the P5 and P7 barcodes were chosen from a databasecomparable to the rst pilot, the effect of the chemi-
of unique dual indices speci cally designed for use as cal conversion steps on data quality was subsequently
P5/P7 indices in illumina sequencing. These index assessed). ii) cells were xed in methanol with DEPC.

sequences were designed by IDT to avoid sequenceFor this, cells were washed in PBS, dissociated in 500l
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room temperature accutase for two minutes, spun at
1000g for 3 minutes. For xation, cells were resus-
pended in 400 | PBS + 0.1% DEPC + 10mM DTT and
1600 | Methanol + 0.1% DEPC + 10mM DTT slowly,
dropwise, to cells. Cells were kept on ice, rocking at
20rpm for 30 minutes, and then stored at -80 C for up
to 3 weeks. Note that the melting point of methanol
is -97.6 C, so this xation protocol will not result in
i) SU-
PERase was removed from buffers and replaced with

freeze or thaw-associated damage to cells.

DEPC (apart from the nal buffer in which cells are
suspended, which included neither). iv) the use of
dried BSA was replaced with molecular biology grade
BSA (or recombinant albumin) from New England Bi-
olabs. v) volumes across the protocol were reduced,
with all reaction mixes adjusted to ensure no change
to nal concentrations of enzymes or buffers: after re-
verse transcription and pooling, cells were sorted into
3l EB buffer (rather than 5pl).
ond strand synthesis mix was added, then 5ul Tn5 mix,
then 10ul DNA binding buffer. SPRI bead cleaning was
done with 30ul AMPure beads, and eluted into 16pl.

Still, 4pl of primers and 20pl of PCR master mix was

To this 2ul of sec-

used. For the nal clean-up, the entire library was con-

For this experiment, cells were collected from day
5 of the differentiation, labelled for two hours with
500 M 4sU, and xed in methanol with DEPC added.
For this, cells were washed in PBS, dissociated in 500l
room temperature accutase for two minutes, spun at
1000g for 3 minutes. For xation, cells were resus-
pended in 400 | PBS + 0.1% DEPC (Sigma) + 10mM
DTT (Sigma) and 1600 | Methanol + 0.1% DEPC +
10mM DTT was added slowly, drop-wise to cells. Cells
were kept on ice, rocking at 20rpm for 30 minutes, and
were then stored at -80 C. For this experiment, all re-
verse transcription steps, as well as primer addition for
PCR, were automated using the SPT Labtech Mosquito,
a liquid handling robot that can dispense between 96-
and 384-well plates. Thus, for these steps, a 384-plate
was used. Setting up the protocol to work with auto-
mated liquid handling was done with Daniel Snell of
The Francis Crick Institute's Advanced Sequencing Fa-
cility.

For cell treatment, there were four conditions: no
treatment; treatment with IAA + water; treatment
with IAA + DMSO; and treatment with hydrochloric
acid then IAA + DMSO. Three conditions (all but no

centrated over three successive rounds of 0.9X SPRItreatment) were thawed on ice for 3 minutes, spun

beads. The resultant library was sequenced on No-
vaSeq SP with 700m reads per sample.

This experiment showed dramatically improved
data quality, showing that | had a working protocol
for combinatorial indexing. | next sought to test ad-
justments of the IAA chemical conversion protocol.
In addition, while developing our implementation of
combinatorial indexing, an updated sci-RNA-seq pro-
| looked
to test both metabolic labelling and protocol tweaks

tocol was published by Martin et al[163].

from this paper in one experiment: cells subject to dif-

ferent chemical conversion protocols can be indexed
with reverse transcription primers, while cells subject
to different protocol adjustments (all of which were af-

ter ow sorting and second strand synthesis), could be
indexed with PCR primers, which means that all condi-
tions could be sequenced together and demultiplexed

afterwards.

down (all spins 2000g 5 minutes, 4 ), washed in 1ml
PBSD (1ml PBS + 1% DEPC + 10mM DTT + 30ul BSA
(molecular biology grade, NEB)). One condition was
then spun, resuspended in 150ul water, to which 925pl
hydrochloric acid 0.1N was added, with this condition
incubated on ice for ve minutes and then quenched
with 925ul Tris-HCI (pH 8) + 0.1% Triton-X + 1%
DEPC. All conditions were then spun down and re-
suspended in 100yl PBS + 1ul BSA. To this, sequen-
tially added were: 20ul DEPC-treated water, 200ul
either water or DMSO (DMSO for the hydrochloric
treated sample and one of the other samples), 40ul IAA
100mM, 40pl sodium phosphate buffer. All three con-
ditions were then incubated for 15 minutes at 50 C.
For DMSO-containing mixes, a quenching mix of 8.5ml
PBS + 8.5ul 1M DTT + 8.5ul DEPC + 270ul BSA was
added (the large volume of sciFATE retained to dilute
DMSO). For water-containing mix, a quenching mix of
1.5mI PBS + 1.5ul 1M DTT + 1.5ul DEPC + 60ul BSA
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was added. Separately, a no-treatment condition was
thawed on ice for three minutes, washed in PBSD. All
four conditions were then spun down and resuspended
in 500l PBS. Cells were counted in each condition and

diluted to 1 million cells per ml.

Reverse transcription was performed as previously,
except with Mosquito automation. Second strand syn-
thesis was performed as previously. For tagmentation
and clean up steps before PCR, two protocols were
tested: rst, an SPRI based approach as per above (dif-

fering only in that SPRI elution was done into 18ul

not 16pl); second, a protease-based approach based on

Martin et al. For this, after second-strand synthesis, 1pl
protease (Qiagen) was added to each well. Plates were
incubated at 37°C for 30 minutes, then protease was
heat inactivated at 75°C for 20 minutes. Tagmentation
was performed as previously, adding 5ul Tn5 mix to
take total volume to 11pl. Subsequently 3ul of quench-
ing mix was added to each well (0.375ul BSA, 0.375ul
1% SDS, 2.25ul water), and plates were incubated at
55°C for 15 minutes. Then SDS was neutralised with
the addition of 4pl 5% Tween20, taking total volume
to 18pl.

Each protocol was carried out on a separate pair of
plates. For PCR, 2ul of PCR primer mix was added

to each well, and 20yl PCR master mix was added.

For the SPRI-based protocol, 13 PCR cycles were per-

formed (a reduced number compared to previous ex-
periments, due to the observed amount of cDNA pro-
duced relative to what was needed for submission). Af-

ter PCR, SPRI bead cleaning was used to concentrate

the library, as before.

For the protease/SDS based protocol, in initial

failed quanti cation with BioAnalyzer, suggesting an

issue with contamination. Thus, to clean & concentrate
after PCR with the protease-SDS protocol, | followed
the published Martin et al protocol: | performed 16

PCR cycles, collected 3l of library per well (for total
volume 288yl), performed a single 0.8X volume SPRI
bead clean, eluting in 48l, then running this library

through a 1% agarose gel with ethidium bromide cut-
ting out the sample from 200bp to 600bp and extract-
ing the DNA from this gel section using the QIAquick
gel extraction kit.

In parallel, |1 also attempted to clean up from
protease-SDS protocol by collecting entire volume
from wells and passing through a size-selective Zymo
clean & concentrate column (with 60ul ethanol per
1ml select-a-size buffer added to remove fragments
smaller than 150bp). This was done with plate 3 of
the experiment, while gel-based puri cation was done
with plate 4 (and SPRI-based clean up done with plates
1 and 2). However, this did not show improvement
compared to the above gel-based clean up and data is
not shown.

With this experiment, | observed that the SPRI-
based protocol and the water-based IAA treatment pro-
vided the best combination of data quality and la-
belled read detection, and so | proceeded with this
as our sci-FATE2 protocol. Next, | measured the col-
lision rate (incidence of two cells possessing the same
combination of barcodes) using a species mixture ex-
periment. For this, mouse HM1 ES cells were cultured
as per above in ES cell medium with 1,000U/ml LIF
on feeder cells and human H9 cells in StemFlex (Ther-

moFisher) on a laminin coating. Both were xed in

tests, | found that a component of the quenching mix methanol + 0.1% DEPC as per above and stored at -
- most likely SDS - interfered with SPRI bead clean- 80C. Cells were moved to ice for three minutes, then
ing. The interaction between SPRI beads and DNA spun down at 2000rpm and 4 C for 5 minutes. Cells
is based on the negative charge of the nucleic acid. were resuspended in 1ml PBS + 0.1% DEPC + 3% v/v
Therefore, the anionic nature of SDS may mean that BSA, spun down again as before and resuspended in
it also interacts with SPRI beads; and concentration of PBS at 1 million cells/ml. Mouse and human cells
DNA through this method may also concentrate SDS were then mixed in equal proportions and combina-
to the point of interfering with downstream analyses. torial indexing library preparation was performed as
Performing SPRI-based cleaning and concentration af- above (speci cally, with SPRI-based clean up between

ter the protease/SDS protocol led to unexpected tr or tagmentation and PCR; SPRI-based clean and concen-
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tration post-PCR; for PCR, 10 cycles were performed,

based on DNA content from previous experiments and
total amount of material needed for submission). For
this, no metabolic labelling or chemical conversion
steps were performed.

Initial tests of the new protocol, termed sci-FATE2,
showed a reduction in the loss of cells through treat-
ment steps, due to the streamlined protocol. To quan-
tify the amount of cell loss in old and modi ed chem-
ical conversion protocols, day 4 differentiation cells
were collected and xed in methanol as above. The
modi ed chemical conversion protocol was carried
out, and the original chemical conversion protocol was
carried out as per the original sciFATE protocol[147].
Note that for this comparison, methanol xed cells
were used for both protocol, while the original proto-
col used cells xed in 4% PFA. This was done to prevent
differences in xation from confounding differences
in chemical conversion steps — however | and others
have observed similar low yield of cells with original
protocol and PFA- xed cells [147]. For both the origi-
nal and new protocols, cells were initially counted and
diluted to 5 million cells before chemical conversion
steps, and the number of cells remaining was counted

after all steps were completed.

2.3 A time-resolved single-cell dataset of
neural differentiation

With a protocol for time-resolved transcriptomics es-
tablished, | next collected a dataset for downstream
analysis. The nalised protocol for this was as follows:
cells were incubated in 500 M 4sU for two hours in
the appropriate medium in the dark. Then, cells were
washed in PBS, dissociated in 5001 room temperature
accutase for two minutes, spun at 1000g for 3 min-
utes. For xation, cells were resuspended in 400 | PBS
+ 0.1% DEPC + 10mM DTT and 1600 | Methanol +

0.1% DEPC + 10mM DTT was added slowly, drop-wise
to cells. Cells were kept on ice, rocking at 20rpm for 30
minutes, and were then stored at -80 C for up to three
weeks. The number of wells used for a single xed

sample was chosen such that 5-10 million cells were

xed per sample. An entire differentiation was col-
lect, xed and sequenced together as a single library
preparation, with timepoints indexed by different re-

verse transcription primers.

For chemical conversion, cells were kept on ice at
all times and all spins were done at 2000g, 4 C for 5
minutes. Cells were rst moved from -80 C onto ice
for 3 minutes and gently resuspended. Cells were then
spun and resuspended in 1ml PBS + 0.1% DEPC +
3% vl/v dissolved BSA solution (NEB) + 10mM DTT,
spun and resuspended in 1001 PBS + 3% v/v dis-
solved BSA solution. To this suspension, 220l wa-
ter, then 40 | sodium phosphate buffer (0.5M, Thermo
Scienti c) then 40 [100mM IAA (Sigma, dissolved in
ethanol) were added. Cells were incubated at 50 C
for 15 minutes, being gently resuspended every ve
minutes. Cells were then added to a quenching mix
of 1.5ml PBS + 3% v/v dissolved BSA solution and
5mM DTT. Cells were spun down and resuspended
in PBS at a concentration of 1 million cells per ml.
Sci-FATE?2 library preparation was performed imme-
diately. Cells were distributed 2 | per well into a
LoBind 384-well plate (Eppendorf) using Mosquito HV
(SPT Labtech). 1 | of oligo-dT primer was added to
each well with Mosquito, and the plate was heated
at 55 C for ve minutes before being immediately
placed on ice for two minutes. To each well, 2 | of
rst-strand reaction mix (1
0.125 | DTT 10mM, 0.125 | dNTPs 10mM, 0.125 |
RNase inhibitor (ThermoFisher) and 0.125 | Super-
Script IV reverse transcriptase (ThermoFisher)) was

| SuperScript IV buffer,

added to each well with Mosquito, and the plate was
put through the following reverse transcription ther-
mal schedule: 4 C for 2min, 10 C for 2min, 20 C for
2min, 30 C for 2min, 40 C for 2min, 50 C for 2min
and 55 C for 10min.
ually with a multichannel pipette, mixing thoroughly

Cells were then pooled man-

before uptake to ensure cells were resuspended. To
pooled cells, 1.8 | of 1mg/ml DAPI (ThermoFisher)
was added. 50 cells per well were then sorted into
| water and 0.4 | NEB-
Next Ultra™ 1l Non-Directional RNA Second Strand
Synthesis buffer in each well. This was done with a

four 96-well plates with 3.6
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MoFlo XDP, with a 100 m nozzle, gating on scatter
and DAPI to stringently remove doublets and debris.
To each well of each plate, 1 | of second strand syn-
thesis mix using NEBNext Ultra™ 1l Non-Directional
RNA Second Strand Synthesis Module (0.651 water +

0.1 INEBNext second strand synthesis buffer + 0.25 |

NEBNext second strand synthesis enzyme) was added.

Plates were vortexed at approximately 1000rpm for
ve seconds and spun down for ve seconds, and were
then incubated at 16 C for three hours. Plates were
then stored with foil lids at -80 C for up to a month.
Tagmentation and clean up were performed manually
with a multichannel pipette, two plates at a time. For
tagmentation, plates were thawed and 5 | tagmenta-
tion mix (4.875 | Tn5
4nM) was added. Plates were incubated at 55C for
ve minutes. Then, 10 | DNA-binding buffer (Zymo)
was added and plates were incubated at room tem-

| tagmentation buffer + 0.125

perature for ve minutes to allow for quenching of
tagmentation reaction and lysis of cells. Next, 30 |
Ampure SPRI beads (Beckmann Coulter) was added to
each well. Plates were vortexed at 1000rpm for 10
seconds and incubated at room temperature for ve
minutes. Plates were added to magnets, 421 super-
natant was removed and each well was washed with
100 | 80% ethanol twice. Plates were removed from
magnets and left to air dry for 2-3 minutes. 10 | EB
buffer (Qiagen) was added to each well, and plates
were vortexed at 2000rpm for one minute and spun
brie y for seven seconds, before being left to incubate
at room temperature for ten minutes. Plates were re-
turned to magnets, and 9 | supernatant was moved to
a 384-well Lobind plate. 1 | PCR primer mix contain-
ing 10 M P5 primer and 10 M P7 primer was added
to each well of 384-well plate with the Mosquito, and
10 | NEBNext High-Fidelity 2X PCR Master Mix was
added manually with a multichannel pipette. PCR was
performed with the following program: 2C for 5min,
98C for 30s, and 10 cycles of 98C for 10s, 66 C for
30s, 72 Cfor 1min) and a nal 72 C for 5min. The full
library was then pooled for a total volume of around

7ml. This library was distributed into 8 samples of

850 I. For each, an Ampure SPRI clean up was per-

formed with 0.9X beads, eluting each sample in 100 I.
These eluted samples were collected into two 400 |
samples. To these samples, double size selection was
then performed: 200 | SPRI beads was added, incu-
bated for ten minutes and then added to a magnet.
600 | of supernatant was moved to new tubes, where
160 | fresh beads were added to sample. After 5 min-
utes of incubation, samples were again added to mag-
net, and washed twice with 1ml 80% ethanol. The two
samples were each eluted in 30 | for 60 | total library
product. The nal library product was quanti ed us-
ing Qubit and BioAnalyzer. Libraries were sequenced
two samples at a time on NovaSeq S1, total approxi-
mately 900m reads per sample (75,000 raw reads per
cell). Sequencing was done with con guration 18-10-
10-130 (readl-index1-index2-read?2).

This protocol was performed with cells collected
across the whole time course of day 3 to 8. An ad-
ditional replicate interpolating between day 3 and 4
was then collected, and sequenced separately.

To provide data for SNP detection and background
mutation rate estimation, | performed a single exper-
iment with no 4sU labelling or chemical conversion,
as with other experiments, timepoints from day 3 to
day 8 were collected and xed and sequenced to-
gether. Apart from the lack of metabolic labelling and
chemical conversion, this experiment was performed
as above.

2.4 Modelling velocity

2.4.1 Data processing and label detection

With data collected, | next processed the resulting fastq
les into a dataset for downstream analysis. For data
processing and label detection, theDynast[148] soft-
ware package was used. This combines the standard
fastq processing steps of barcode detection, UMI dedu-
plication, read alignment and counting with the detec-
tion of a speci ed mutational signature (in our con-
text, T to C). For alignment, the GRCm39 genome
was used as reference. Dynast serves as a wrap-
per for STARsolg an alignment tool designed for
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single-cell sequencing data. Dynast's implementa-
tion of STARsolo adjusts the alignment cut off pa-
rameters to be outFilterScoreMinOverLread 0.3
outFilterMatchNminOverLread 0.3 , when the de-
fault for these parameters is 0.66. This is done to pre-
vent reads from being thrown out due to worse align-
ment scores caused by experimentally introduced mu-
tations.

Dynast parses the bam les produced in aligment

to quantify unlabeled unspliced, unlabeled spliced, la-

observed empirically that this cutoff aligned with the
expected number of cells per PCR condition (i.e. with
a cutoff of 1000 UMIs, | observed around 30-45 cells
per PCR primer). Though further quality control was
performed afterwards: to remove low quality cells, |
set lower and upper thresholds at the tenth and nineti-
eth percentiles for number of genes and UMIs observed
per cell, and removed data that fell outside this range
(which corresponded to an accepted range of approx-
imately 4000-25000 UMiIs/cell and 2000-7000 genes

beled unspliced and labeled spliced species for each per cell).Cells with less than tenth percentile labelling
gene in each cell. Labelled reads are those that con- rate (approx. 10% labeling) or more than ninetieth
tain any observed T to C conversions - the assumption percentile mitochondrial percentage of reads (approx.

of this being that sequencing errors are rare enough
not to signi cantly affect this process. To detect SNPs
and estimate background mutation rates,Dynast is run
on control mode with the no-labelling control exper-
imental data. In deduplication of UMIs, where there
are multiple reads with the same UMI, only one is con-
sidered. In the instance of two reads with the same
UMI for the same gene in the same cell have differ-
ent conversion counts (for example, one read contains
a conversion, one does not), reads with detected con-

versions are prioritised - though since molecules with

5%) were also removed. Scrublet [165] was used to

remove cells with a doublet score of above 0.3 (cho-
sen based on the distribution of doublet scores pro-
duced by the algorithm). This method works by sim-
ulating doublets from the data, and using a k-nearest
neighbour classi er along with simulated doublets and

real data to classify which data points look similar to

simulated doublets. The doublet rate estimated by
Scrublet at this cutoff of 0.3 was well below the ex-
pected doublet rate of 6%, suggesting that it suffered

from false negatives (potentially meaning that some

the same UMI should have the same sequence, it is not doublets remain in the data, but few singlets were ac-

clear how frequently this occurs, and it is not expected
to be a major determinant in data quality or labelling
signal detection. A Bayesian framework for label rate

estimation can optionally be performed subsequently

- however, due to issues discussed in results, this is

not used for any downstream analysis. Comparison
of counting and estimation based label detection was
performed on the entire dataset, which had been pro-
cessed through counting and subsequently estimation.
Comparisons to recorded half-lives from ES cells were
collected from supplementary les of the original pa-
per, and half lives were calculated using the equation
ty =In(2) L

2.4.2 Pre-processing

Basic processing was performed withScanPy164]. A
cutoff of 1000 UMIs per cell was used as a preliminary

cut off to distinguish cells from ambient RNA, as it was

cidentally removed by this process.

To handle batch effects, highly variable gene se-
lection was strati ed by replicate: 3000 highly vari-
able genes were selected per replicate (excluding repli-
cate 4 as an incomplete replicate), and only genes se-
lected across all three replicates were retained (gener-
ally around 2000 genes).

An ensemble approach was used for cell type classi-
cation: cells were clustered with the Leiden algorithm
with high resolution (1.6), producing many more clus-
ters than expected cell types (32 clusters, 9 expected
cell types). | performed differential expression (us-
ing ScanPy between clusters, scored cells based on
key marker genes of expected cell types (again, using
ScanPy, and performed a basic classi cation based on
binarised expression comparison to a knowledge table
of marker genes, as per [68, 156]. For each cluster, | vi-

sualised the cluster in UMAP[154] and MDE[166] em-
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beddings, visualised the key-gene scores, the marker-
based classi cation distributions and the top differen-

Observing the poor performance of these exist-
ing tools, | developed VelvetVAE. Full details of Vel-

tially expressed genes, and based on all analyses to-vetVAE's implementation and structure can be found

gether, clusters were assigned to one of 10 groups:
NMP, mesoderm, early neural, neural, pMN, MN, p3,
V3, oor plate or other. In this instance the “other'
class represents low-quality cells, potential doublets
and other indeterminate cell identities, and was re-
moved from all downstream analysis. For visualising
the full data in low dimensional embeddings, PCA was
used, after ay = log(x + 1) transformation. Addition-
ally, minimal distortion embedding (MDE)[166] was
used to embed the top ve principal components into
two dimensions. This was done as exploratory data
analysis showed that the top ve principal components
were suf cient to distinguish the main observed cell
types, and subsequent components did not distinguish
cell types clearly. The MDE embedding serves only to
represent the different cell types present in the data,
the amount of data points, and the broad relationships
between clusters, and does not serve as a quantita-
tively robust depiction of total dynamics in the data.
As such, only the top ve components were retained
for this further embedding to ensure the embedding
was easy to interpret for these purposes. Non-linear
embeddings are displayed alongside PCA embeddings

to improve interpretability.

2.4.3 Velocity modelling with VelvetVAE

I next performed velocity inference, with the model de-
veloped in this thesis, VelvetVAE.

Initially, | inspected the performance of existing
tools dynam¢l21] and scVelo[120] to determine
their performance with sciFATE2 data. For this, the
data was split into two subsets: the neural decision
(early neural, neural, pMN, p3, MN, V3, and FP) and
the NMP decision (NMP, mesoderm, early neural, neu-
ral, and pMN). Both were run on default parame-
ters as per tutorial instructions (scVelo was run on
“stochastic' mode). For neighbourhood projection of
dynamovelocities, dynamdés inbuilt projection method
was used. For all direct projections to PCA space, the

direct projection described in results was used.

in results; here | describe details regarding the train-

ing and application of the model.

To train VelvetVAE on these data subsets, the model

was inputted with the “total' expression dataset (which

is used for projection into latent space), the “new' ex-
pression dataset (which is used to as prediction tar-

get for vector eld), the labelling duration, along with

the precomputed indices of each cell'sk nearest neigh-

bours. These nearest neighbour indices are used for

the neighbourhood constraint, as discussed in results.

By default 100 neighbours were used. This compar-
atively large number of neighbours was chosen as
neighbouring cells are only used to construct a con-
vex hull of the local data manifold, and so increasing

the neighbourhood size should reduce the likelihood
of a valid neighbourhood of data points failing to be

captured. Before training, a steady-state estimation of
gamma values was performed with extreme-value re-
gression, as perdynamoand scVelo (described in re-

sults).

VelvetVAE was constructed in python and pytorch,
using scvi-tools[167] as a framework for single-cell
RNA sequencing variational autoencoder. In this
framework, the encoder network was constructed as
single-layer networks with 128 nodes. Dropout, batch
normalisation and layer normalisation were not used
as default, but can be implemented through optional

arguments to the model function.

The VelvetVAE model was constructed such that the
ow of the model was as follows: the encoder model
accepts as input total gene expression, and maps to la-
tent space. By default, 50 dimensions were used for
this latent space across all analysis. This was chosen
through empirical inspection; too few dimensions, and
the dynamics cannot be fully resolved as multiple dy-
namics may be forced to “share' dimensions. Too many
dimensions, and the vector eld becomes increasingly
sparse, making training more dif cult. While the ideal
solution would be to infer the intrinsic dimension of

the data, it is dif cult to distinguish biologically mean-
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ingful dimensions from noise dimensions, and intrin- between cells. However, this implementation has two
sic dimension estimations algorithms can be sensitive advantages: i) it means, in theory, that VelvetVAE is
to hyperparameters and aspects of the data such as compatible with un-normalised data and ii) it means
non-uniformity, and have not been applied to datasets the decoder output is mapped between 0 and 1, which
as large, noisy or complex as single-cell sequencing improves the stability of learning for the network.

data[168, 169]. Empirical or arbitrary setting of la-

In parallel, the decoder network maps to a

tent dimensionality is sub-optimal but generally used “dropout’ parameter through a separate linear map-

in variational autoencoder studies[98, 123, 167, 170- ping. The output of this network is a real-valued

172]. the chosen dimension of fty was used across | .- \vhich is transformed with y = log( i),

all analysis and datasets tested, suggesting a degreesuch that this output can be interpreted as the logit

of robustness to this dimension choice. The dimen- of a probability. This probability is the probability of

sions of the latent space were assumed to be indepen- observing a dropout value. Alongside the outputted

dent Gaussians, and the encoder network maps to the ‘rate’ and “dropout' parameters of the decoder, there

. 5 .
mean and variance parameter ( ; and 7 respectively) is a gene-level “inverse dispersion' parameter, which is

for each dimension's distribution. From this, the “repa- learnt as a latent parameter of the model. This pa-

rameterisation trick' samples from the distributions in rameter was randomly initialised and updated through

a manner that is compatible with back-propagation (in
short,z= ,+ , N (0;1)).

training. Thus, mapping from “z" back to the data space
gives three parameters: ‘rate', “dropout' and ‘inverse

dispersion'. These are fed to a zero-in ated negative-

Each data point maps through the encoder to a binomial distribution.

mean and variance value, which then is used to sam-

ple a latent value for that data point. This is the value In this zero-in ated negative binomial distribution,

passed through the decoder. By default, the decoder dropoutis rst modelled as a Bernoulli distibution with

network was linear, meaning that no non-linear acti- probability p derived from the outputted dropout pa-

vation function is used (in other words, the output is rameter. In other words, there is a probability p that

a linear combination of inputs). This was done as it the value s zero due to dropout, and a probability 1. p

. . . that dropout is not observed and the value is instead
was observed that linear mappings appear suf cient

to capture the dynamics of the systems being studied, drawn from a negative binomial distribution. This

they provide a more straightforward mapping through negative binomial distribution is then parameterised

which to project velocities, and they provide a more with the ‘rate’ parameter as , and the ‘inverse disper-

. . sion' parameter as . Full details of this zero-in ated
interpretable latent space (for example, gene contribu-

tions to each dimension of latent space can be calcu- negative binomial distribution implementation can be

lated). This linear decoder maps to a “scale’ parame- found in the original publication[167]. From this pa-

ter, which is put through a softmax activation function rameterised distribution, the reconstruction loss of the

such that they sum to one for each data point (this model can be calculated:
scale parameter can be interpreted as the proportion ]
. . L(X) = Egqejx)llogp(xjz)]
of total expression for that cell). This scale param-

eter is then multiplied by the total library size (total Additionally, the Kullback-Leibler divergence of the

number of counts observed in input data) for each cell distribution z from the prior N (0; 1) can then be calcu-

to give a predicted expression value. In default op- lated, giving the VAE loss:
eration, the data inputted to VelvetVAE has been size
normalised, so this library scaling should in effect mul- L1(X) = Equollogp(xjz)] + KL (a(zix)jip(z))
tiply each cell's value by the same constant, and should

have minimal effect on the relative value of expression The structure of this decoder, mapping to the pa-
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rameters of a zero-in ated negative binomial distribu-
tion, along with the other implementational aspects
of the core variational autoencoder described above,
have all been inherited from the original scVI varia-
tional autoencoder model for single-cell RNA sequenc-
ing data[167].

On top of this basic VAE implementation was the
For this,
a neural network vector eld was used. This neural

dynamical inference of velocity dynamics.

network consisted of three layers with 128 nodes per
layer, and a ReLU activation function for each layer.

The vector eld accepts the sampled latent representa-
tion, z, and outputs the predicted latent velocity vector

V,. This velocity vector is added to the latent represen-
tation to give a “future’ timepoint, zi+1 = z + v;. This

maps through the decoder, and high dimensional ve-
locity is calculated as the future ‘rate' parameter minus
the current rate parameter. In this sense, the velocity
describes the change in the mean of the zero-in ated

negative binomial distribution for each gene. As dis-

cussed in results, a biophysical framework is used to
predict labelled expression from the projected expres-
sion and velocity values. The predicted and observed
labelled reads are compared through mean squared er-
ror after log(1 + x) transformation, and this loss was,

by default, given a weighting of 10 relative to the VAE

loss. This was done to ensure that velocity learning
was suf ciently prioritised.

The latent velocity is also put through a neighbour-
hood projection, which is compared to the original la-
tent velocity through a cosine embedding loss, as de-
scribed in results. To make neighbourhood calculations
compatible with batch-based learning (where not ev-
ery neighbour might be in the batch), the full dataset
was stored by the model and accessed using the neigh-
bourhood indices that are inputted to the model.

By default, VelvetVAE was trained in two stages.
First, the VAE and the vector eld were trained to-
gether, then the VAE parameters are frozen and VAE
loss removed, and the vector eld was trained with the
neighborhood constraint (see below). By default, the
rst stage was performed for 200 epochs and the sec-
ond for a further 800. Batch size is set to the size of
the entire dataset, and a learning rate of 0.001 with

the AdamW optimiser (weight decay of 0.001) was
used. Decreasing the batch size did not appear to af-
fect training, if learning rate was proportionately de-
creased also. Full batch size and the relatively large
learning rate of 0.001 were used for faster training
times, however in future contexts, more generalisable
learning may be achieved with smaller batch sizes and
learning rates. Default parameters can be adjusted in

model arguments, but were used for all analysis.

2.4.4 Evaluating VelvetVAE

With the VelvetVAE model established, | next evaluated
the model's performance against other velocity infer-
ence tools, using PCA-based visualisation and quanti-
tative benchmarking based on known cell/system-level
and gene-level dynamics. Full details of benchmarking
can be found in results, here | describe operational and
practical details.

To visualise VelvetVAE velocities in neural and NMP
decision systems, velocities were projected to high-
dimensional gene expression space then projected di-
rectly to PCA space.

Of existing velocity analysis tools, the follow-
ing were selected for comparison: Dynamfi21],
scVelo[120], UniTVelo[122], k-velo [173], velovi [123],
[98], Cell2Fate [124], Pyrovelocity [125],
DeepVeld126], VeloVAH127]. Additional to these
tools, | attempted to include scDVF/DeepVelo97] and
CellDancer [174] but was unable to achieve working

latentvelo

velocity inference with either tool. | excluded meth-
ods that only processed existing velocities, such as
CellRank[128] or VeloAE[129].

For quantitative benchmarking, ground truth and
comparison functions were constructed as described in
results. This was done in a modular functional way;,
such that all velocity tools were tested using the ex-
act same functions, to minimise any differences be-
tween tools: for each tool, a function was de ned that
accepted benchmarking data and outputted predicted
high-dimensional velocities. All tools were tested in
designated python environments with package instal-
lations kept identical where possible, and minimally
adjusted where required to suite a particular package's

dependencies.
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dataset cluster obs cluster gene direction
pMN / MN leiden 4 Olig2 -
pMN / MN leiden 4 Tubb3 +
pMN / MN leiden 2 Neurog2 +
pMN / MN leiden 3 Isl2 +
p3/V3 leiden 1 Siml +
p3/V3 leiden 1 Sox2 -
p3/V3 leiden 3 Tubb3 +
p3/V3 leiden 1 Map2 +
Mesoderm leiden 3 Sox2 -
Mesoderm leiden 3 Nkx1-2 -
Mesoderm leiden 3 T -
Mesoderm leiden 2 Meox1 +
NMP decision cell_annotation Neural Olig2 +
NMP decision cell_annotation Neural T -
NMP decision cell_annotation Mesoderm Meox1 +
NMP decision cell_annotation Early Neural Irx3 +
Neural decision cell_annotation Neural Olig2 +
Neural decision cell_annotation FP Shh +
Neural decision cell_annotation P3 Nkx2-2 +
Neural decision cell_annotation pMN Irx3 -

Table 2: Gene-speci ¢ scoring metrics.

For testing methods with locally-averaged data,
each data point was replaced with the average across
thirty nearest neighbours.

VelvetVAE, VelvetSDE and SvelvetVAE were ran on
default parameters, as described above and in results.
Of other tools, scVelo, dynamo -velo, VeloVAEwere
run on default settings with no adjustments. UniTVelo
was run without "R2 adjustment’, with data rescaling,
and with t option 1. Deepvelo was run with model
parameters automatically chosen by the model'saut
oset_coeff s function; genes with a count of less
than 1 were removed and velocity for these genes was
set to zero (this is not expected to have a major ef-
fect on output, but the model would crash if it was
not performed). For some datasets,LatentVelo train-
ing failed and returned NaNs| was not able to resolve
or avoid this issue with parameter adjustment and so,
for these instances, the predicted velocities were set to
zero. Cell2Fate was run on Cell2fate_DynamicalM
odel_PreprocessedCounts mode. Pyrovelocity was
trained with include_prior and offset set to False,
model_type="auto' , guide_type="auto_t0_constr
aint' , with arguments otherwise taken from tutorial
settings.

| also quantied performance using external
datasets. For metabolic labelling, | only used datasets
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with time course information[147, 148, 151, 152],
as this was required for constructing a ground truth
of dynamics. For this, | compared VelvetVAE only to
dynam@121], as this was the only other available tool
explicitly designed to work with metabolic labelling
data. | also tested VelvetVAE with splicing datasets;
for this, data were subsetted such that cell decisions
and fate bifurcations in the data were clearly visible
in PCA space visualisation, to ensure that the dynam-
ics of the system were simple enough to realistically
be learnt, and to aid with visual inspection of model
performances. Velocity inference was performed iden-

tically for sciFATE2 and external datasets.

For splicing datasets, | processed published RNA
velocity datasets available throughscVelo, from pan-
creas[157], motor neuron[68], dentate gyrus ([119]
and [158] as separate datasets), forebrain[119] and
gastrulation erythroid[81] datasets, for a total of six
datasets. Each was processed to select only a single
or bifurcating trajectory, to keep the velocity inference
task simple.

For gene-speci ¢ scoring, the expected velocity di-
rections are speci ed in Table 2. For smaller datasets,
clusters from the Leiden algorithm were used instead

of cell type annotations to provide greater resolution.



2.5 Trajectory simulation

Having developed a model for velocity inference and
established this model's improved performance com-
pared to existing methods, | next explored trajectory
simulation using the inferred dynamics.

I rst looked at simulating trajectories using
Markov random walks, using a transition matrix (cal-
culated as described in results). To nd a trajec-
tory's next timepoint, the probability vector of the cur-
rent timestep is sampled as a multinomial distribution,
where transition probabilities de ne the probabilities
of each index being chosen in this multinomial sam-
ple. Markov walks are simulated for fty steps by de-
fault (when fty-step Markov walks to numerical in-
tegration simulations of greater length, a cubic spline
approach can be used to interpolate additional time-
points).

Clustering of trajectories (Markov walk or numeri-
cal integration) was performed using GPU-enabled k-
means clustering. For this, trajectories Qyajectories
Ntimesteps » Ndimensions ) Were reshaped to (Nyajectories
Ntimesteps Ndimensions ) Such that each dimension of
each timestep was considered independently (this was
done as k-means clustering works for 2d matrices of
observations and variables).

To assess gene expression pro les from trajecto-
ries, the trajectory values were mapped through the
decoder, and the outputted ‘rate' / parameter was
used for gene expression level.

To assess the fate classi cation of Markov walks,
“target' trajectories for the three fates (MN, V3 and FP)
in the neural decision system were derived as median
trajectories from VelvetSDE trajectories (after training;
see below for more details). To measure the distance
between Markov walks and target trajectories, when
the number of steps and speed of progression may dif-
fer, a dynamic time warping algorithm was used, and
each Markov walk trajectory was assigned the fate of
the trajectory that is was closest to. To assess the
stochasticity of fate simulation with Markov walks, this
was repeated for each cell multiple times, and the

number of different fates a cell's trajectory was clas-

si ed as across multiple simulations was recorded.

Observing that Markov walk simulations led to
poor trajectory clustering and degenerate fate predic-
tion, | instead tried trajectory simulation through nu-
merical simulation. For this, the vector eld function
of VelvetVAE was set as the drift component of a neu-
ral stochastic differential equation[99], and the diffu-
sion component was set to 0. This was implemented
with torchsde[99], a framework for neural stochastic
differential equations. Although this simulation was
effectively a deterministic ODE (the noise term being
zero), it was implemented as a stochastic system with
zero noise because the torchsde framework provided
substantial bene ts in implementation (in particular,
batch simulation; hundreds of simulations could be
performed at once in parallel, which was not possi-
ble with other neural ODE implementations such as
torchdiffeq[93]). For this preliminary analysis, it was
not expected that this noise-free SDE implementation
would produce results that differed from deterministic
ODE implementations in a meaningful way. Produc-
tion of gene expression pro les was done as described
above. For comparing the distribution of simulations
with the original dataset, Q-Q plots were produced by
reshaping trajectories to be (Nyajectories Ntimesteps
Ngimensions ), Such that each timestep was treated as a

separate observation.

Observing the issues of Markov-based and numeri-
cal integration based simulations, | developed a model
extension called VelvetSDE (described in results). For
VelvetSDE training, rst a Markov process object and
a nSDE object were instantiated. For the Markov pro-
cess, a transition matrix was produced (as described
in results), using the velocity dynamics predicted by
VelvetVAE. By default, thirty neighbours were used to
produce the transition matrix and fty steps per walk
were simulated. This Markov walk process can also be
given de ned terminal states (for example, based on
clustering or pseudotime values) where the only possi-
ble transition for a cell is to itself, effectively terminat-
ing the trajectory.

The nSDE object was instantiated with the vector

eld trained with VelvetVAE, as a Stratonovich integral
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with diagonal noise. The noise magnitude was cho-
sen empirically to approximate the noise observed in
Markov walks (generally, a value of 0.2 is chosen for

training).

The training of VelvetSDE was designed as follows:
a cell is mapped to a representation in latent space,
as with VelvetVAE (this is done without accumulating
gradients, as the VAE mapping itself is not trained fur-
ther). From these mapped cells, a random selection
of cells (the number of which was specied by the
n_trajectories  argument) is chosen to be simulated.
Optionally, if a time value (such as from pseudotime or
a timecourse experiment) is passed to the model, this
can be used to ensure that only cells suf ciently early
in the system are simulated (though this is not used in
analysis). For each chosen cell, a matching number of
Markov walk and nSDE simulations are produced. The
nSDE is simulated using the adjoint implementation of

the midpoint method for numerical integration.

To compare the two simulations, the Kullback-
Leibler divergence of the nSDE simulations from
Markov walk simulations is calculated for each time-
point, assuming a Gaussian distribution of values
across trajectories for a single timepoint (empirical in-
spection showed that this is roughly appropriate; for
more details see results and discussion).

By default, training was performed for 250 epochs,
with 200 cells simulated per epoch and 50 simula-
tions. For training, 30 timesteps were simulated with
a nSDE using atmax Of 25, and 15 steps with Markov
walks. The number of timesteps andtax determined
the time points along the system's evolution that the
nSDE is evaluated (another parameter,dt, can be used
to set the step-size used in solving the system, which
can differ from the timepoints at which the output of
the system is recorded; for all work, a dt value of 1
was used). A learning rate of 0.001 was used, with
same optimiser conditions as VelvetVAE. The shorter
trajectory timescales in training (25 timesteps com-
pared to 60-100 timesteps used in simulations) was

be true, which may make comparisons more dif cult.
However, the simulation settings can be adjusted af-
ter training. Since cells were selected throughout the
data manifold, even with these shorter trajectories, the
global dynamics of the system should be well repre-
sented in training. For subsequent trajectories simula-
tions, the noise magnitude can be removed (or set to a
different value), and the tnax can be increased to pro-
duce longer trajectories. To inspect post-training Vel-
vetSDE trajectories, early neural cells were simulated
with tnax of 100 and 100 timesteps. Trajectories and
cells were visualised with a PCA mapping of latent rep-
resentation values (which, due to the linear decoder,
appear very similar to PCA representation of the high-
dimensional data).

To test training times with VelvetSDE, training was
performed on neural decision data for 50 epochs and
the average time per epoch was recorded, with varying
cells simulated per epoch and simulations per cell.

2.6 Dynamical modelling of developmen-
tal dynamics

With an established framework for velocity modelling
and trajectory simulation, | next analysed the dynam-
ics of cell fate decisions in the sciFATE2 dataset.

First, | examined the geometry and timing of fate
decisions in NMPs. For NMP simulations, trajectories
were simulated with a tnh,x Of 60 with 100 timesteps.
Trajectories were clustered with k-means clustering as
described above.

Decision boundary analysis was performed as de-
scribed in results; the choice of 10 simulations per cell
was arbitrary, with the understanding that the propor-
tion of cells that are de ned as “mixed' would be sensi-
tive to this parameter. Indeed, the "mixed' population
was likely a discrete cutoff of a continuous transition
from cells biased towards one fate to cells biased to the
other, and the size of this population is also sensitive
to noise magnitude. For these reasons, an arbitrarily

chosen because across longer timescales, trajectory dis-chosen simulation number was deemed acceptable, as

tributions become more variable and the Gaussian as-

sumption of the loss function becomes less likely to

the analysis was intended as a proof of principle for

detecting regions of low fate certainty.
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To visualise the contributions of genes to the de- mial tting (in other words, zero expression can be
cision boundary, the gene loading contributions to the caused by lack of expression and by dropout; maximal
model's latent space and the model's latent component expression can only be caused by maximal expression,

contributions to the PCA embedding (used for visual- thus exploring decision boundaries through maximal

isation of the latent space) were extracted, and the
product of these two contribution matrices gave the
gene contributions to the latent space PCA embedding.

To visualise expression and velocity values in the
decision boundary, each cell's high-dimensional veloc-
ity was predicted from VelvetVAE. Expression values

are log-transformed (speci cally y = log(x + 1) ).

expression was more reasonable).

For analysis of neural trajectories, early neural cells
were simulated to a tmax of 100 with 100 timesteps.
Gene expression time series were produced by map-
ping trajectories through the model decoder, as de-
scribed above.

As a comparison to VelvetSDE trajectories, | con-

When assessing the role of noise magnitude across Structed alternative trajectory distributions using base-

different timepoints, | binned cells into multiple time
windows to allow a more nely resolved analysis of
the temporal progression of “mixed fate' populations:
For this, | performed neighbourhood smoothing of
timepoints to create a continuous scale of time and
binned cells into six time windows from this. This time
smoothing was performed to accommodate the uneven
distribution of timepoints (D3.2, D3.4, D3.6, D3.8, D4
and D5).

For in silico perturbation, | took "mixed-fate' cells,
and set each TF's expression value in turn to the maxi-
mal observed value for that TF in mixed-fate cells, and
then projected these perturbed data to the VelvetSDE
latent space, and simulated each cell's trajectory. For
fate classi cation, each trajectory was assigned as the
same fate as the closest of the median neural trajec-
tory and the median mesoderm trajectory (which had
been de ned beforehand, by simulating all D3.2 NMPs,
clustering trajectories and taking the median of each
timepoint for each trajectory cluster); trajectories were
compared with these medians using a dynamic time
warping algorithm. Binomial tests were used to deter-
mine negative log p-values, wherek is the observed
number of neural trajectories, n is the number of sim-
ulated trajectories and p is the observed probability of
neural trajectories from mixed-fate cells with no in sil-
ico alterations. The decision to speci cally test over
expression rather than under-expression (that is, to set
expression to maximum values rather than to zero),
was due to the confounding factor of drop-out being

modelled in VelvetVAE's zero-in ated negative bino-

line methods. For Markov random walks, | produced
trajectories as described above. Pseudotime-binned
trajectories required some additional manual curation:
rst a subset of cells was selected, early neural, neu-
ral and pMN cells from day four or day ve, along
with motor neurons. This was done to try to ensure as
stringently as possible that cells not on motor neuron
trajectory were not retained for analysis. From this,
scVelo[120] was used to calculate pseudotime values
for each cell. Pseudotime values were binned into 100
bins, and cells from each bin were randomly sampled
to produce trajectories. This was done with either one
cell or ten cells (subsequently averaged) per trajectory.
This was done with the aim of producing pseudo-time
based trajectories that retained some variability across
trajectories, such that the preservation of biological in-

formation across this variation could be assessed.

For analysis of variation across trajectories, the
tmax Was de ned as the argmax of each trajectory (i.e.
the index at which the maximum value is observed),
and trajectories without stochastic noise were used.
"Related' genes were selected based on prior knowl-
edge of genes known to have a function in the speci ed
trajectory (i.e. Olig2 and Neurog2 are both known to
be involved in motor neuron differentiation). “Unre-
lated' genes were selected based on visual inspection,
as representatives of instances where correlative struc-
ture is not observed between gene pairs.

For the null model analysis, motor neuron trajecto-
ries were used only. For the model of technical noise,

trajectories were constructed by adding the median
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trajectory, and a random walk path (constructed with
the function X¢+; = X¢{ +0:01 N (0;1)) to each ini-
tial position (i.e. each early neural cell used for sim-
ulation). This was done with the latent trajectories,
before mapping to gene expression space.

The variable start position model was constructed
by constructing 200 trajectories, each of which were
equal to the median motor neuron trajectory, with
rst 20
timesteps (of 100 timesteps). To this, random walk

a random start position chosen from the

noise was again added as before.

For analysis of neural gene expression pro les, me-
dian trajectories of gene expression pro les across dif-
ferent fates were constructed by taking the median of
each timestep was taken for each trajectory cluster.
Con dence intervals were calculated by grouping tra-
jectories based on the replicate of the initial cell, and
averaging each replicate's trajectories, before calculat-
ing the standard deviation across replicates and using
this to calculate 95% con dence intervals.

2.7 Ongoing Work

In the ongoing work chapter, | describe work that
is currently planned to expand the efciency and
throughput of the combinatorial indexing pipeline.

A key part of this work is setting up targeted se-
guencing - the motivation for this was the observation
that the majority of sequencing data is removed in the
rst steps of analysis when highly variable genes are
selected. Quanti cation of this observation was per-
formed with mouse neural tube data [68], quantifying
the proportion of total detected UMIs that remain after
selecting different numbers of highly variable genes for
analysis usingScanPy164].

Much of the subsequent work remains at an early
stage, with only preliminary tests having been per-
formed. As such, the only data presented in the ongo-
ing work chapter is a pilot of three level indexing with
a two-index control and different lengths of primer
overhang for the ligation reaction (ligating the second
barcoded primer onto the rst barcoded primer). For

this, | used a two-level indexing primer control of the

following sequence: AAGGAATCAATACGACGCTCTTC
CGATCTTTGATTCCTTNNNNNNNN[barcode]TTTTTT
TTTTTTTTTTTTTTTTTTTTTT. This primer is not iden-

tical to the primer used in two-level indexing, rather it
is identical to the product that should be formed from
the ligation step of three-level indexing, effectively
providing a positive control that emulates the condi-
tion of perfect ef ciency ligation. Alongside this, | used
a three-level indexing reverse transcription primer of
the following structure: /5Phos/[6bp-to-24bp-adapt
or]NNNNNNNN[barcode]TTTTTTTTTTTTTTTTTTTT
TTTTTTTTTT. Each reverse transcription primer con-

tained a unique barcode, allowing the different condi-
tions to be demultiplexed after sequencing, and each
primer was added to a different set of wells. For lig-
ation, | used primers of the following structure: [6
bp-to-24bp-adaptor-reverse-complement][ligation-ba
rcode] TACGACGCTCTTCCGATCT]|ligation-barcode-r
everse-complement]. This forms a hairpin structure
that binds at the reverse transcription primer's adap-
tor site to make a double-stranded stretch suitable for
ligation by T4 Ligase. These primers also contained
speci ¢ barcodes allowing each overhang length to
be distinguished. Because cells are pooled and ran-
domly distributed between reverse transcription and
ligation steps, all reverse transcription primer adap-
tor lengths were exposed to all ligation primer adaptor
lengths, and mismatched ligation reactions were possi-
ble. However, because each adaptor sequence is asso-
ciated with a unique barcode for both primer sets, it is
possible to detect when this occurs in the data. Again,
each ligation primer was added to different wells of

the reaction.

The experiment was performed with cells from day
4 of neural differentiation xed in methanol as de-
scribed above. Cell treatment without metabolic la-
belling and chemical conversion was performed as be-
fore, as was the reverse transcription reaction (albeit
with new test primers). Ligation steps were performed
according to Martin et al.[163]. After reverse tran-
scription, cells were chilled on ice for ve minutes and
pooled, then spun down (all spins done at 500g, 4 C, 3

minutes), washed twice in PBS + 0.1% BSA. Then, 4 |
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of cells were added per well to a new 384-well plate.
To this | added 2 | of 10 M ligation primers, and 2 |
of ligation reaction mix (0.8 | T4 Ligase buffer, 0.3 |
T4 Ligase (NEB) and 0.9 | water). Cells were incu-
bated at room temperature for 20 minutes.

Cells were then chilled on ice for ten minutes,
pooled, washed twice as before, then resuspended in
PBS and distributed, 50,000 cells per well, to a new
384-well plate. From here, second-strand synthesis,

tagmentation, SPRI bead cleaning, PCR, and subse-

quent SPRI clean and concentrating, and quanti ca-
tion were all performed just as with sci-FATE2.

2.8 Computational resources

2.9 Code and data availability

Raw sequencing data and processed sequencing data
can be accessed with the Gene Expression Omnibus ac-
cession: GSE236520. RNA-seq differential expression
data and model benchmarking data are available at:
https://github.com/rorymaizels/Maizels2023aa
Microarray half life data is available from Sharova et
al[175]. All original scripts for raw data processing
and label detection with Dynast is available at:
https://github.com/rorymaizels/sciFATE2_

processing

The deep learning framework for velocity inference
and trajectory simulation is available as the software
package,velvetvae , and can be installed from:
https://github.com/rorymaizels/velvetvae

Code for analysing mouse and human neural trajecto-
ries can be found at:
https://github.com/briscoelab/human_single_

All analysis was run on a cluster, accessing a single cell/tree/main/trajectory _notebooks . Code
GPU core of a NVIDIA V100 GPU node and 8 CPUfor all computational analyses can be found at:

cores, with 120Gb of memory. In this con guration,
for approx. 20,000 cells, VelvetVAE trains within ve

minutes, VelvetSDE within one minute.
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In this chapter | examined the quality of existing methods for velocity analysis from single-cell data. First,

Investigating existing methods

using single-cell data collected fromin vivo neural tube tissue in human and mouse, | performed case studies
to examine the utility of two RNA velocity packages, scVelo[120] and CellRank[128]. Next, | considered
potential issues in the quality of splicing data and highlighted an aspect of RNA velocity visualisation that may
be concealing aws in velocity inference. Finally, | compared the data quality and temporal signal in published

metabolic labelling datasets as an alternative method to RNA velocity from splicing data.

trajectory are not “driver' genes, necessarily: neuroge-

3.1 Exploring existing velocity analysis nesis isdriven by transcription factors such as Sox2,

Olig2, and Neurog2, and these are not returned in
tools analysis, suggesting thatCellRank's analysis may not
To assess existing RNA velocity analysis methods, | fo-pull out early, causal effects from more general cor-
cused on two established tools,scVelo and CellRank, relative patterns in a trajectory. Finally, | found that
using published single-cell data of in vitro neural tube CellRank can produce time series graphs for each gene
patterning as a case study. UsingcVelo's standard ve- along the neuronal trajectory. Visualising these for
locity inference, projection, and visualisation tools, in- key genes shows that the trends broadly correspond to

ferred velocity dynamics visualised in PCA space align the expected trends (Figure 3.1H). However, it should

closely with expected dynamics, with early progeni-
tors progressing along a neuronal trajectory as well
as a secondary trajectory to a later progenitor popula-
tion (Figure 3.1A, 3.1B). The “latent time' inferred by
scVelo (a measure of a cell's timepoint within the dy-
namical system of the dataset) approximately matched
the actual timepoints of the dataset (Figure 3.1B and
3.1C).

CellRank can be used to predict “terminal states'
in the dataset using inferred velocities. Doing this
with the number of terminal states xed allows for ac-
curate terminal state prediction and realistic lineage
probabaility estimations (Figure 3.1D, 3.1E) - however,
when the number of terminal states is not speci ed,
CellRank does not perform as well (Figure 3.1F).

Continuing with the model with two speci ed ter-
minal states (Figure 3.1D), CellRank's prediction of
lineage drivers returned known neuronal markers such
as Tubb3, Ina, Maplb, while the late progenitor lin-

eage drivers returned genes known to be associated

with the gliogenic switch, such as Fabp7 and Sox9 (Fig-
ure 3.1G). This suggests thatCellRank is able to nd
the genes that change the most along a particular tra-
jectory. However, the markers returned in the neuronal

be noted that these trends do not derive from veloc-
ity dynamics directly: cells are ordered based on their
(velocity-derived) latent time, and the gene expression
pro le is produced as a spline of this ordering.

3.2 Applying velocity analysis to species
comparison

To further explore the utility of these tools, | exam-
ined whether they could provide insight for a species
comparison of neural tube patterning dynamics. With
previously collected data from mouse neural tube, and
newly collected data from human neural tube (both
of which were subject to equivalent steps of unspliced
read detection, cell type classi cation, and preprocess-
ing), | asked whether the dynamical resolution of splic-
ing analysis was suf cient to provide insight into simi-
larities and differences between the two species.

Performing domain-speci c velocity analysis for the
two species led to comparable dynamics (Figure 3.2A
and Figure 3.4A). These dynamics gave latent time val-
ues that could be used to construct gene expression
time series (Figure 3.2B).
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