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Abstract

Inverse reinforcement learning is a field of machine learning aimed at building
models of the behaviour of expert reinforcement learning agents, by recovering
their underlying reward and policy functions through observation of the actions they
choose to execute as a response to the evolution of their target environments. Learn-
ing such models makes inverse reinforcement learning (IRL) particularly valuable in
areas such as financial markets, where the aggregate behaviour of competing agents
drives the evolution of asset prices. This is especially relevant for limit order books
(LOBs), the electronic venues where demand and supply of publicly traded securities

match and clear.

‘While there is substantial literature in the field of limit order book simulation,
and various methods of inverse reinforcement learning have showed promising results
in tasks such as robotics, automatic control and video games thanks to the use of
neural networks to learn reward functions, few works have explored the application
of such IRL methods to limit order books. In particular, their compatibility with
the complexities of LOB dynamics and data, and whether the rewards and policies
recovered through IRL display performances comparable to those of the original

agents in the order book.

The works presented in this thesis explore various deep learning approaches
to IRL applied to agents operating on a limit order books, as well as machine
learning models specifically designed to learn challenging features of order book

data. Namely, we introduce a method to solve IRL based on Bayesian neural
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networks; secondly, a combination of adversarial inverse reinforcement learning with
a limit order book simulator trained with real market data; and finally, neural models
including tensorial and graph components to address directly specific challenges of
learning LOB time series of high dimensionality. These results open doors to further
paths of research to learn and model the behaviour of expert agents in complex

financial markets.
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Impact statement

The main objective of this thesis is to explore the extent to which inverse reinforce-
ment learning can effectively be applied to learn and model the behaviour of expert
agents operating on a limit order book. Given the dependency of this task on ad-
vanced market simulation and modelling, the last chapter of the thesis is devoted to
speci c topics in recurrent, tensorial and graph neural networks especially selected
to learn nancial time series of high dimensions and multivariate features. Our
ndings show that the observation of actions performed by expert agents operating in
nancial markets can indeed be used to infer the reward and policy functions (within
the framework of reinforcement learning) that best explain the behaviour of such

agents with respect to the evolution of their surrounding environment.

The impact that these ndings could have outside the world of academic research
is twofold. Firstly, nancial markets are formed by very large numbers of expert
agents that trade and compete against each other within a given market environment,
while trying to maximize their respective objectives. Therefore, the macroscopic
dynamics of the nancial market are driven by the aggregate actions at microscopic
level of these competing agents. As a result, the ability to infer the reward and policy
functions that govern the behaviour of these agents provides as well the potential for
large scale simulations of systems of competing agents whose behaviour has been
learned from those who operate in the real world. This agent-based model (ABM)
approach can be produced in an increasingly realistic manner if the reward and policy

functions that drive the behaviour of the participating agents have been obtained
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from real observations, as inverse reinforcement learning allows. This should open
the door to a signi cant improvement of the accuracy and realism of ABM nancial
simulations, and consequently produce further insights about market dynamics in
the real world, and improve our understanding of their inherent risks, bene ts, and

potential evolution.

Secondly, the ability to learn speci ¢ reward and policy functions from real
nancial agents should enable those market participants in charge of providing the
system with liquidity to better understand the needs of their clients, including the
ability to simulate how large numbers of market agents may react to certain future
scenarios, like those of high volatility or scarce liquidity. Consequently, these systems
may allow for greater capacities in risk management, capital optimization, provision
of liquidity and many other bene ts provided by well-functioning nancial markets.
Finally, along these same lines, investors, supervisors, regulators and researchers
would bene t substantially from tools that allow to incorporate agent-based models
trained with real data to the methods already at their disposal, as well as practitioners
in non- nancial elds whose environments of operation present similar challenges

and complexities.
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Chapter 1

Introduction

Machine intelligence is the last
invention that humanity will ever

need to make.

Nick Bostrom

This chapter presents an overview of the research subject and structure of
this thesis. It introduces the motivation behind the choice of the topic and the
proposed solutions to the question of learning policies and reward functions through
observation of trained experts in nancial markets, and the speci c case for limit
order books and modelling their time series. The structure of the thesis and the
research experiments and contributions are presented, along with an introduction to
the inverse reinforcement learning and nancial modelling topics relevant to each

section.

1.1 Motivation

The concept otcomplexity refers in a scienti ¢ context to systems formed by
large numbers of elements that interact among themselves, generating aggregate

dynamics oemerging propertiesfar more dif cult to model than each individual
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part [And72, AS87, Zur9(. The aggregate complexity implied by each additional
interacting element makes particularly important to model each of them in the rst

place.

Economic structures andancial markets are an example of complex systems
[AAP8E], a complexity implied among other elements by the large number of agents
involved in open markets, the speed and large scale of their interactions, the costs
and regulations involved, the high dimensionality of the data, and crucially the wide
variety and variability of objectives that each agent may be pursuing in the long term

or as a reaction to variations in their environment.

Multi-agent simulations attempt to understand the aggregate macroscopic prop-
erties of complex structures, like economic systems and nancial markets, by rstly
learning to simulate the individual, microscopic behaviour of the agents that consti-
tute the larger systems. Once we understand the dynamics of the constituents, we
can jointly simulate wide populations of interacting agents and their environments,
tting aggregate patterns in data or emerging properfies(3 ZDG24]. In order
to simulate each agent, certain concepts of utility derived from microeconomics and
game theory ICWG99 have been used to imply plausible behaviours for each
agent. However, the fact that these assumptions may be rational or plausible does
not necessarily imply that they correspond to those of the very agents involved in
real environments: hence the incentive to infer the behavioural patterns directly from

real observations.

Modern methods in computational statistics and machine learning have opened
the path to substantial progress in nancial algorithmics and systematic trading
where this approach may be attainabd1j14, LdP1§, and in particular to the
eld of modelling and simulation ofimit order books [FLN* 23, CM21, HKN20],
the electronic registries where supply and demand for publicly traded assets match
and clear, and therefore where the price formation process takes place. Section
2.1 provides a detailed review of limit order books, their central role in global

nancial markets, and advancements in topics and methods for their modelling and
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simulation. PAC™ 16] provide a comprehensive overview of statistical properties
and mathematical models of limit order books, such as multimodality and time series

of high dimensions.

The ability to simulate in detail such complex nancial exchanges opens the
door to training additional machine learning models focused on optimal decision
making, such as reinforcement learning (RL), thus enabling market agents to pursue
systematically their speci c targets of reward optimization, like maximum return
and/or minimal volatility, subject to their respective optimization constraints and

investment objectives.

Reinforcement Learning (RL) is a eld of Machine Learning $B19 that
provides a particularly useful framework to model the systematic decision-making
process whereby an agent interacts with its environment, selecting an action to
execute given the observed state of the environment and a certain reward expected
from taking such action. In this context, the innermost driver of the agent's behaviour
is contained in itseward function, whose cumulative expected value an agent seeks
to maximize with each action chosen against the state of the environment, resulting
in a state-action mapping policy function. Therefore, gaining access to the agent's
reward function through external observations of their state-action trajectories seems

to be a promising path to best model the actual decision-making process of the agent.

This form of learning from expert demonstrations has been developed through
the eld of Inverse Reinforcement Learning(inverse RL, or IRL), a family of
algorithms focused on recovering the reward function from observations of the state-
action trajectories of expert agen®&\BD08, LPK11]. Early works on inverse RL
imposed a number of restrictive assumptions on the process, such as the linearity of
the structure of reward functions, which limited its applicability in practice. Recent
research has expanded inverse RL to more realistic reward functions with arbitrary
structures, state spaces of high dimension, and environments with hidden and non-
stationary transition dynamicE[LA16, FCAL16, FLL18], chie y thanks to the high

expressive power of neural networks when employed to learn the desired policy and
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reward functions. The inclusion of deep learning methods based on neural networks
for inverse RL and for the simulation of the target environments opens a path for
tackling the challenges in its application to limit order books as described in the next

Section.

1.2 Research objectives

Despite the aforementioned ndings in recent research literature, the central role
of limit order books in global nancial markets, and the substantial advancements
in the eld of deep learning, few works have explored the topic of deep inverse
reinforcement learning to model agents operating in limit order books. The works
presented in this thesis aim at covering this gap in research literature, building on
deep learning techniques such as Bayesian and adversarial neural networks to learn
the desired reward functions in an IRL framework, and more advanced versions of
tensorial and graph neural networks to model speci ¢ complexities in time series of

order book data, such as high dimensions and multimodality.

Our work on IRL algorithms adopts the maximum entropy framework proposed
by [ZBD10Q] in order to handle the identi ability of the policy function most likely
to have generated the observed state-action trajectories chosen by the expert agent;
this framework addresses the ambiguity implicit in IRL by the possibility of many
candidate policies being able to explain the same dataset of state-action observa-
tions from a given agent. The rst approach to maximum entropy IRL proposed by
[ZMBDO08] assumes linearity of the target reward function, a limiting restriction to
recovering realistic expert behaviour in limit order books. While this limitation is
overcome by subsequent IRL works based on Gaussian processes (GPK],
this alternative GP-IRL gives up any probabilistic learning by assuming a zero covari-
ance structure for the posterior of the trained GP. @irobjective is to overcome
these limitations. Motivated by the equivalences between Gaussian processes and
Bayesian neural networks (BNNs) described Bed95 Wil97, Gallq, and the

regularization properties of BNNs equivalent to dropout in neural netw@kxl{,
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Chapter 3 introduces our alternative method based on BNNs, aiming at improving
the performance achieved by the GP-IRL benchmark (in terms of accurate recovery
of the ground truth reward function) without giving up the probabilistic structure of

the solution, and incurring in lower computational costs.

Further into the application of IRL to more realistic order book environments,
we acknowledge the limitation in the previous approaches imposed by the assumption
that the IRL observer has complete knowledge of the equations governing the
{original state! action choserd following staté transition dynamics of the
environment; this level of knowledge is very unlikely to be the case when operating
in real limit order books. Hence tleecond objectiveof the thesis: to extend the
scope of IRL by combining it with a market environment trained on real order
book data, while requiring neither full knowledge of the transition dynamics, nor
these being stationary. To this end, Chapter 4 explores the combination of a second
approach to maximum entropy IRL based on generative adversarial neural networks
[GPAM* 14] or GANSs, with an IRL environment trained on real data following a
World Modelsstructure HS1g. Adversarial inverse reinforcement learning (AIRL)
was rst proposed byFLL18] in the eld of continuous control, aiming at recovering
reward functions from robots operating in environments of high dimensions and
unknown, non-stationary transition dynami€s.A16], and showing outperformance
of the recovered rewards over benchmark policies obtained directly from observing
state-action trajectories (i.e. without rst inferring the reward function, known as
imitation learning). Furthermore, AIRL in continuous control tasks claims to be
able to learn rewards that are robust to variations in the underlying dynamics of the
environment, which should be a useful feature for nancial agents operating across
varying market regimes. Therefore, the second objective of the thesis aims at rstly
using real order book data to train a nancial simulator and various RL agents within
it, to then combine adversarial IRL with it to recover the reward functions of the
agents, and verify whether they do outperform their respective imitation learning
benchmarks, in particular upon variations of the underlying market regime. However,

there is a substantial challenge in attempting the transfer of algorithms designed
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for robotics or continuous control into nancial environments, namely because the
mechanics of synthetic environments for robotic control tasks generally consist of
physical laws that do not change as a reaction to the actions chosen by the agent, while
nancial environments like order books are dominated by inherently competitive,
stochastic and reactive dynamics. Consequently, while the evolution of a physical
environment alongside agent actions can be coded close to deterministically, that
of a nancial market based on real data can only be estimated through simulations,
including its reactions to agent actions. Therefore, this approach to IRL for order
book agents is highly dependent on the choice of model for market simulation
that will condition the results. Chapter 4 describes the advantages of adopting
the World Modelsparadigm to address this second research objective of the thesis,
given its previous applications to simulate nancial environmemM&\[MD19].
However, the implications of adopting this type of model remain challenges to be
addressed through our IRL research, such as the loss of information derived from
initial encoding for reduction of dimensionality, the assumption that the underlying
dynamics can be captured by their speci ¢ proposal of recurrent neural and mixed
density networks, and the training of RL agents in the derived latent environment.
The research objective of this chapter is to achieve the recovery of reward functions
from the agents operating in this class of order book simulator trained with real data,
in terms of performance of the reward functions obtained and their robustness to

variations in market conditions.

As ascertained in each of the methods and cases considered so far, each of
them is highly dependent on the choice of models to learn the dynamics of the
target environment where expert agents operate. Limit order books are particularly
challenging to model, given both their stochastic and volatile nature, and the high-
dimensions and multimodality implied by their structufedC* 16] (see Section 2.1
for a wider review of limit order books and properties of their data series). While
modelling paradigms such &¥orld Modelsare useful to cover the requirements of
our second research objective, they handle the large dimensionality or order book

data through its encoding into a latent space of lower dimensions, which implies a
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loss of information. In order to address these limitations when learning order book
time series, and the other limitations described in the previous research objective, the
third objective of the thesis dives deeper into more advanced neural structures in
Chapter 5, aimed at modelling order book time series without the loss of information
implied by dimensionality reduction techniques. Namely, through a combination of
two classes of neural networks: rstly, tensorial neural netwoNB(QV15 able to
handle time series of high dimensions without incurring in intractable increases of
the number of required trainable parameters in their weight matrices; and secondly,
graph neural networks (GNNs${GT" 09], whose ability to capture non-Euclidean
features in irregular data structures should increase the expressive power of the
model in general, and capture the speci c structure of LOB data across its various
features and levels; GNNs and also have showed to improve the performance of
tensorial neural networks when combined in a single maxiglg1], as developed in

our last experimental scenario. We expect the combined tensorial and graph model
to outperform consistently other state-of-the-art neural models for time series in
their accuracy to learn time series of Volume Weighted Average Price (VWAP), an
important economic metric derived from limit order book states; see Section 2.1.1
for speci c details about this important metric, and in particular Equation 2.2 and

Figure 2.1.

1.3 Experimental scenarios

The core of our research is structured along three experimental scenarios, designed

to address in detail each of the research objectives of the thesis:

1.3.1 Bayesian inverse reinforcement learning for nancial ex-

change simulators

Simulations of the aggregate behaviour of large swarms of agents in competitive
environments provide a way of modelling of underlying dynamics for large scale

nancial markets (agent-based models, or ABMs). While the behaviours or policies
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assigned to such agents (the agents' mapping between the state observed in the
environment, and the action they choose to take as a response) could on a rst
approach be based on plausible formulae of rational expectations, more realistic
agent-based models can be obtained by informing these policies with data from

observations in real environments.

The eld of reinforcement learning (RL) has researched extensively how agents
can adapt their behaviour or policy in order to optimize for a certain reward or cost
metric along their sequence of state-action decisions. Therefore, the task of our
interest consists of inverting the RL process: given a sample of observed state-action
trajectories performed by an expert (trained) agent in the real world, our interest is
to infer back the underlying reward function that this agent is most likely trying to
optimize for, in order to then be able to simulate their behaviour in the observed - and,
potentially, subsequent - environments. Inverse reinforcement learning addresses this
task through inference, by learning the reward functions to model individual agents

that would then make possible larger-scale ABM simulations informed by real data.

The rst experimental scenario of the thesis, presented in Chapter 3, explores the
rst algorithms that were proposed for inverse RL based on the principle of maximum
entropy in order to handle the ambiguities related to identifying a policy function
among the many that could explain the given dataset of state-action observations.
This paradigm for IRL was proposed along with the original maximum entropy IRL
method by ZMBDO08], which assumes that the target reward functions are of linear
structure, and that the IRL observer has full knowledge of the transition dynamics of
the environment. In order to ful Il this requirement for this and comparable methods,
our experimental scenario provides a fully synthetic order book simulation, whose
state-action transition mechanisms are driven by probability distributions accessible
by the IRL algorithms as they require. In order to overcome the limitation to linear
reward functions in the seminal paper, this experiment compares two alternative
algorithms to recover non-linear rewards from agents operating in the simulation

of the limit order book: rstly, a functional inference approach through Gaussian
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processes (GP) as proposed bi?K11], able to model non-linear reward functions,
although at the cost of assuming zero covariance for the trained GP to avoid the
intractable integral in the inference process, and therefore giving up the probabilistic
structure of the posterior; and secondly, our own proposed alternative based on
Bayesian neural networks (BNN), motivated by the known equivalences between
deep learning and Gaussian procesdki=saP5 Wil97] that should allow the recovery

of the target reward function without giving up the probabilistic structure (unlike
non-Bayesian networks), it bene ts from the exibility and expressive power of
neural networks, and in particular from the regularization properties that BNNs

possess, equivalent to dropout [GG16].

The experimental scenario presents a simple limit order book simulation of one
level of bid and ask orders, where an expert trading agent with a speci c reward
function trades in a market of stochastic agents following a Markov decision process.
In the rst instance of the experiment, the expert agent follows a linear reward
function, that is recovered with similar accuracy by the three inverse RL algorithms
studied. In the second instance, the expert agent operates under a more realistic,
non-linear reward, from the family of exponential utility functions; given the state-
action trajectories from the expert agent, the results show how the GP-based and
BNN-based methods recover the underlying non-linear reward much more accurately
than the original method that assumed linearity in the reward structure. Furthermore,
as the number of samples increases, the BNN-based method outperforms the other
two, in addition to bene ting from the lower computational costs of training BNNs
as compared to GPs. The results obtained cover the rst research objective described
in the previous section, and reinforce the case for using neural networks to model
the target reward functions. However, the assumption of IRL methods having full
knowledge of the environment dynamics limits the applicability of these methods in
practice to real nancial markets, motivating the more complex methodologies of

the second experimental scenario.
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1.3.2 GAN-based inverse reinforcement learning for latent

space simulations of limit order books

Following up on the conclusions of the rst experimental scenario, the second
scenario of the thesis described in Chapter 4 proposes the combination of two
further expansions in the scope of application of IRL to limit order books. Firstly,
this experimental scenario employs a simulator of nancial environments trained
with tick-based data from a real limit order book, following ttMorld Models
paradigm for training RL agents in simulated environmertS19; in this case,

the model of environment dynamics is no longer known by the IRL observer, and
the dynamics may not be stationary, a scope therefore closer to applications in real
nancial markets. Secondly, leveraging further the explanatory power and exibility
of deep learning, and on the proven learning abilities of generative adversarial
networks (GANs) GPAM™ 14], the experiment combines the market simulator with
two algorithms based on GANSs to recover agents' policies from observations of
their state-action trajectories. These adversarial learning algorithms seem to produce
results in the eld of robotics and continuous control that may be combinable with
the market simulation approach we intend to use for our second research objective:
on the one hand, generative adversarial imitation learning (GAIBE1g, which

aims at learning the policy of the target agent directly from the trajectories observed,
which can be more ef cient than the two-step approach of IRL, as it does not need to
learn a reward function rst; and, on the other hand, an adversarial implementation
of inverse reinforcement learning (AIRLIFLL18] that learns rst a representation

of reward function through one of the adversarial networks, and then derives the

policy from it.

While GAIL seems to be more a ef cient approaalpriori if it is able to infer
the right policy directly from observed trajectories, the perspective of learning an
underlying reward function would characterize more completely the behaviour of the
agent NRO(], and the possibility of learning reward functions robust to variations

of the environment dynamics is certainly worth exploring for nancial applications.
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However, both algorithms have only been developed and tested for deterministic
environments in robotic control tasks, such as physics or simulated environments,
which imply chains oftate-actiorsequences that can be computed deterministically;
nancial environments are of inherently stochastic nature and reactive to the actions
taken by market agents, hence the substantial challenge implicit in our objective of
combining both adversarial methods withN\@rld Modelof the market that is able
capture these properties to inform the RL and inverse RL learning processes, while

being trained with real data.

Proving the applicability to limit order books of the adversarial approaches to
inverse RL and imitation learning would provide a number of relevant implications:
rstly, establishing for the LOB application whether the rewards learned through
AIRL would produce policies that outperform those learned through GAIL directly
from observations, without assumptions or limitations on their structure (such as
linearity); secondly, whether such reward functions would be robust to changes in the
underlying dynamics of the target environment, for instance variations in nancial
market regimes that are frequently re ected in real order books; additionally, the fact
that these results are produced in environments of high dimensions and unknown
dynamics; nally, the adversarial IRL framework improves the dealing with the
ambiguous aspects derived from the ill-posed character of the inverse RL problem
in general, namely the identi ability of reward functions among the many that may

explain a given optimal policy.

1.3.3 Recurrent, graph and tensorial neural networks to model

order books of high dimensionality

The empirical scenarios in Chapters 3 and 4 re ect the dependence of their results on
the availability of models of the environment required for each inverse RL approach.
While the second experimental scenario deals with the need of an environment
trained with real data through\W&orld Modelapproach, this implies to handle the

large dimensionality of the input space through an initial encoding to reduce it into
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lower dimensions, incurring a loss of information that remains present in the resulting
latent space where the environment dynamics are modelled and the RL agents trained.
However, more advanced neural models can allow models of order books to hadle
differently the high dimensions of the input data without incurring in such losses of
information, as well as speci ¢ data features related to their multimodal, multivariate
characterpAAC™ 16]. The third and last experimental scenario of the thesis, presented

in Chapter 5, addresses further advanced topics in machine learning models of limit
order books, namely modelling time series of high dimensions without the loss of
information implied by dimensionality reduction encodings, and the likely presence
of multimodal aspects in multivariate LOB data, as stated in the second research

objective of Section 1.2.

One of the main dif culties encountered in modelling time series of limit order
book data is handling their high dimensionality: while recurrent neural networks
(RNNSs) are patrticularly powerful models to learn sequential data, their weight kernel
matrices suffer an intractable increase of trainable parameters for the dimension of
input data normally implied by order book data (nhamely, atléast T for an order
book withL levels and lookback window). This Curse of Dimensionalitgan be
effectively alleviated by tensorizing and factorizing these matricestentsor trains
[NPOV1Y, a technique successfully explored for datasets such as video sequences
[YKT17], consisting of reshaping a large matrix of weights into a high-order tensor
that can then be decomposed into a chain of smaller tensors with substantially
fewer trainable parameters. However, the application of this technique to RNNs
results in tensor-train RNNs (TTRNNSs) with various limitations, namely: gradients
that explode or vanish during the recurrent training across the train of tensors; a
model structure sensitive to the order of factor tensors in the tensor train; and the

conditioning derived from the choice of initialization for the weights.

These shortcomings can be addressed by including a graph component along
the time dimension of the model [XM21], contributing to capture the way in which

information propagates through time, and providing a more exible structure for the
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resulting tensorized RNN. Graph neural networks (GNNs) are explicitly designed to
learn complex geometric features of non-Euclidean nature in irregular data structures.
Hence our interest in exploring the possibility of learning LOB data series through
such graph and tensor-modi ed RNNs, and evaluate their accuracy in forecasting spe-
ci ¢ nancial metrics of order books, such as VWAP, against more general classess
of RNNs such as GRY as presented in the third research objective of Section 1.2.
The results obtained in this experiment nd indeed signi cant improvements in both
mean squared error and its variance, in the amount of parameters tobe trained, and in

the training time required.

1.4 Scienti c contributions and impact

1.4.1 Bayesian deep learning: Bayesian neural networks for

non-linear inverse reinforcement learning

The earliest inverse RL algorithm to our knowledge aimed at capturing non-linear
reward functions within a maximum entropy framework is based on Gaussian pro-
cesses (GPs) as proposed bi?K11], poised as a problem of functional inference
where a GP is used as functional prior. Although the covariance structure of the GP
cannot be captured by this algorithm due to the intractability of the integral required
to obtain the full posterior, the mean function of the posterior is recovered as reward
function, outperforming those algorithms based on linearity assumptions for the
reward. However, GPs are a computationally expensive method to train, and they are
known not to scale well with number of data points: exact GPs have a computational
cost that scales cubically with the number of data pditasO(N3), due to the

need to invert a matrix of sizd N [TBA™ 24].

The rst experimental scenario proposes an alternative to GP-IRL, based on
Bayesian neural network&YCF" 19], which should be able to learn a non-linear

reward function with accuracy comparable to GPs due to the known equivalences

1Gated Recurrent Unit, a speci ¢ type of RNN with memory mechanisms.
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between BNNs and GP&lga95 Wil97] while being less costly to train than the

GP [MMLS23]; in addition, it bene ts from the regularization properties of BNNs
akin to dropout (G164, preserve the probabilistic structure of the solution, and
have potential to scale ef ciently to higher dimensions thanks to the exibility and
expressive power of neural networkd4SG19. Our results in this experimental
scenario, as presented in Chapter 3, nd that our BNN-based IRL alternative actually
outperforms the GP-based alternative in its accuracy to recover the ground truth
reward function as the number of samples increases, con rming the advantages of
an approach to IRL that combines neural networks with their probabilistic structure.
Finally, proving the adequacy of BNNSs for IRL tasks is particularly well suited
for risk-critical applications APVF23 such as nancial markets, because deep
learning models with a clearly characterized probabilistic structure provide means

for provable guaranties of reliability and metrics of uncertainty [Gal16].

1.4.2 Adversarial IRL on real LOB data and robustness to vari-

ations in underlying transition dynamics:

The algorithms considered in the previous Section 1.4.1 and Chapter 3 have nonethe-
less two shortcomings. Firstly, they assume that the IRL observer has access to
the complete transition matrik (s;a;s) of the environment that establishes the
transition probabilitieg(sys;a) of arriving at a certain state” through actiora

taken from state; this is typically not the case in real applications, particularly in
nancial scenarios, hence the use in our previous experiment of a fully simulated
limit order book whosd (s;a;s?) is known by the IRL observer. This originates the
second shortcoming: a fully simulated LOB may follow plausible dynamics, but

it is not based on real data, and therefore any conclusions derived from it will not
be as useful nor applicable in real nancial markets as those produced by a market

simulator based on real order book data.

Our second experimental scenario aims at overcoming both limitations, as pre-

sented in Chapter 4, through the combination of two generative adversarial methods
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(IRL and an imitation learning becnhmark) witi’éorld Modelof the market envi-
ronment trained with real market da@JWM™ 19]: on the one hand, it is based on

a market simulator trained with real order book data, whose underlying dynamics
are unknown to the IRL observer and display changes of market conditions between
the training and test datasets. As introduced in Section 1.3.2, this market simulator
is based on th&Vorld Modelsparadigm HS19g, which features an initial encoding
stage to reduce the large dimensionality of the original environment, and a combined
structure of recurrent neural networks and mixture density networks to learn and
represent the underlying dynamics of the environment (RNN-MDN structures de-
tailed in Chapter 4, Section 4.4.1). Once trained, we use this environment to train
various RL agents whose rewards we expect to recover through adversarial neural

networks.

The new maximum entropy adversarial algorithm for IRL (GAN-based AIRL
[FLL18]) had previously showed promising results in the eld of robotics and
continuous control, in environments of high dimensions and unknown, non-stationary
transition dynamics, by outperforming adversarial imitation learning benchmarks
[HE16 (GAIL3). However, there is a substantial challenge in the transfer of an
algorithm originally designed for robotic control to the market simulator described
above; namely: there is loss of information inherent to the reduction of dimensionality
in the rst stage of theworld Modelssimulator, which may limit the ability to
recover reward functions able to beat GAIL policies (GAlLaigpriori a more
ef cient algorithm, as it recovers policies directly from observations without need
of learning rst a reward); secondly, expecting the RNN-MDN structure to capture
the stochastic features of the original market data in suf cient detail to train the
GANSs required in the AIRL and GAIL models; nally, whether the reward functions
inferred in the latent space of the simulator will outperform their corresponding GAIL
counterparts in the original observable space of high dimensions upon variations in

the environment dynamics.

2Each trained with a different RL method, all described in Chapter 4: Advantage Actor Critic,
Policy Gradient, and Double DQN.
3Generative adversarial imitation learning.
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Our experimental scenario consolidates in a single OpenAl Gym RL environ-
ment BCP' 16] the World Modelsmarket simulator trained on real LOB data, its
three trained RL agents, and the AIRL and GAIL adversarial networks to learn
the underlying rewards and policies. After conducting the experiments on three
different RL agents, we nd that the rewards recovered by AIRL produce policies
that outperform their GAIL counterparts for each of the three RL agents considered,
particularly when the evaluation takes place on market periods with substantial
differences in price and volatility levels. These results show that adversarial IRL
can consistently outperform imitation learning in market simulators trained with real
market data oWorld Modelsstructure, and that these rewards can be transferred
to periods with market regimes different from those of the training dataset. These
ndings are also useful to highlight the value of learning reward functions to model
real agents in nancial markets, as opposed to attempting their modelling directly
from observations, and open a path of further research in recovering expert rewards

across markets of different asset classes and market regimes.

1.4.3 Tensor networks and graph lIters for high-dimensional

simulators of LOB time series

The contributions described in Section 1.4.2 are conducted on a market simulator
substantially more realistic than those in Section 1.4.1, and based on real market data.
However, while recurrent neural networks remain the core method to model time
series, their generalization to learning and simulating time series of high dimension
like LOB data sequences implies a potentially intractable expansion of the number
of required model parameters. Subsequently, the computational expense associated
and amount of training data required would increase intractably as well. One way of
mitigating thisCurse of Dimensionalitis to reduce the dimensions of the original
environment through an encoder into a latent space of lower dimensions, as done
in the market simulator described in the previous experimental scenario. However,

this implies necessarily a loss of information in the process that would affect the
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performance of the learned rewards back in the original observable space.

On the other hand, the more advanced clagemgorialneural networks also
allows to mitigate thisCurse of Dimensionalitpn RNNs without incurring in loss
of information. Namely, by re-arranging large weight matrices of RNNs into higher
order tensors, that can then be decomposed into smaller core tensors, resulting in a
lower number of trainable parameters as desired. This tensor-train decomposition
(TTD) [Osel] of the network kernels reduces the model complexity and number
of trainable parameters by up to various orders of magnitude. As introduced in the
research objectives and experiments Sections 1.2 and 1.3.3, tensor-train RNNs have
a number of shortcomings that can be remediated thanks to the inclusion of a graph
component along the time dimension of the neural model, which can be interpreted
as modelling how information propagates along time, and is particularly well suited
to learn time series of multimodal nature: a recurrent graph tensor network (RGTN)

[XM21].

The main contribution of Chapter 5 focuses on tractable models of order book
data of high dimensions without need of dimensionality reduction, able to exploit the
advantages that tensor and graph neural networks offer to the speci ¢ characteristics
of LOB time series RVXSM22]. In particular, we examine three RNN models
on the time series of ve different stocks, and measure their relative performance

through their ability to measure Volume Weighted Average Price (VWAP).

Our proposed experimental scenario explores the ability of the additional ten-
sorial and graph components of the new neural networks to learn order book series
and forecast VWAP values with respect to the well-researched GRU architecture for
a generic RNN. By testing both an RGTN and a TTRNN model against the GRU,
we evaluate in our experiments both the added value of the tensorial variations in
their architectures, as well as the speci c effect of the inclusion of a graph Iter in
the recurrent tensor network for mitigating limitations of the tensor train structure
(gradient vanishing, sensitivity to order of core tensors, and the conditioning from

weights initialization) and for addressing multimodalities in the multivariate structure
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of LOB data series.

After running the comparative experiments on the ve different stocks, we
nd consistent outperformance of the RGTN on various aspects, namely: better
forecasting accuracy in VWAP series for the ve cases studied; variance of mean
square error one order of magnitude lower than the TTRNN, and far lower than the
GRU; training periods between two and ve times faster for the RGTN; number
of required trainable parameters for the RGTN is 17% of those of the TTRNN
(and 1.52% those of the GRU); no instances of exploding or vanishing gradients
found during RGTN training. The consistency of these results open a path for
further research in the use of tensor and graph neural networks in the modelling and
simulation of nancial metrics of high-dimensional, multimodal character, mitigating

the limitations found in the models referred in previous experimental scenarios.

1.5 Thesis structure

This thesis is structured along the following sections:

» Chapter 1: Introduction . In this chapter we have presented the overall moti-
vation of the research conducted in this thesis; the research objectives achieved
so far, and those proposed to conclude the thesis; the research experiments
conducted and presented in various international conferences; the scienti c
contributions made through each of these experiments; and the overall structure

of the thesis.

» Chapter 2: Background and Literature Review. This chapter presents the
concepts and theoretical framework necessary to discuss inverse reinforcement
learning, and the principles associated to the methods and algorithms included
in each experiment. These include the framework of standard and inverse
reinforcement learning, imitation learning, Gaussian processes, Bayesian
neural networks, generative adversarial networks, and further related topics.

The sections on Literature Review contain the core references of the evolution
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and current state of the art in Inverse Reinforcement Learning, and a review
of concepts and de nitions related to limit order books, the characteristics of
their data, and methods for their simulation. Overall, this chapter provides
the framework and precedents to develop the contributions made through our

research.

Chapter 3: Bayesian inverse reinforcement learning for nancial ex-
change simulators. This chapter presents our rst experimental scenario:
we present a limit order book simulation designed to compare the ability of
Maximum Entropy IRL, GP-based IRL and our own BNN IRL alternative to
recover linear and non-linear reward functions from expert trading agents. The
chapter introduces the previous IRL methods, describes the detail of the BNN
IRL approach and the advantages it is expected to provide, and provides the

con guration and results of the experimental scenario.

Chapter 4: GAN-based inverse reinforcement learning for latent space
simulations of limit order books. Our second experimental scenario com-
bines an adversarial, GAN-based variant of inverse RL and an imitation learn-
ing benchmark with a nancial environment trained with real market data. The
chapter describes th&orld Modelsstructure of the nancial simulator, the
advantages we expect this model to provide, its combination with adversarial
learning methods and their details, and the results produced by the rewards

recovered with each method subject to variations in the market conditions.

Chapter 5. Recurrent, graph and tensorial neural models for order

books of high dimensionality. Our last experimental scenario aims at tack-
ling the challenge of training models able to learn the high dimensional and
multivariate time series generated by limit order books, without incurring in
neither intractable increases of the number of required trainable parameters,
nor in losses of information derived from encoding or compression techniques
for reduction of dimensionality. We focus on exploring tensorial and graph-

based variations of neural structures to diminish the computational cost and
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amount of parameters required in the modelling of LOB series from inputs
of high dimensions, and in particular on the task of forecasting VWAP time

series without loss of general performance.

Chapter 6, General Conclusions This chapter summarizes the ndings
presented throughout this thesis, the contributions made in each chapter and

the main lessons and conclusions extracted in each of them.

Chapter 7, Further Related Work. This chapter presents ideas and recom-
mendations on potential further research that could be conducted along the

lines developed in this thesis.






Chapter 2

Theoretical background and review

of related work

It ain't what you don't know that
gets you into trouble. It's what you

know for sure that just ain't so.

Mark Twain

This chapter introduces the problem of modelling limit order book dynamics
and frames the theoretical foundations of inverse reinforcement learning, including
the concepts, methods and algorithms necessary to understand its evolution from
their simplest version to the current state of the art. These include models based
on maximum entropy, Gaussian processes, Bayesian neural networks, generative
adversarial networks, and other relevant concepts. We present the literature review
in chronological order of publication of each advance, along with their associ-
ated mathematical frameworks. Throughout the exposition we present as well our

contributions, framing each within the wider development of inverse RL.
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2.1 A review of limit order books

2.1.1 Limit order books: function, structure, dynamics

Limit order books (LOBSs) are the electronic registries where aggregate supply and
demand for listed securities meet and clear, and therefore where price formation
takes place in the process. LOB platforms receive a constant stream of messages
during trading hours; these messages contain orders to buy or sell, either immediately
against an existing liquidity at an available price (market order), or to wait for the
target price to become available (limit order). Other order types may allow for

cancellation or modi cation of existing orders, depending on the speci ¢ exchange.

The clearing of supply and demand orders within the LOB induce competitive
dynamics PGPS06CST1(Q of substantial relevance for market makers (market
agents providing liquidity in nancial markets) in order to optimize their opera-
tions. The core of Chapters 3 and 4 in this thesis are devoted to the problem of
inferring the latent reward and policy functions that characterize the behaviour of
an expert nancial agent through the observation of their external actions in a LOB

environment.

In order to describe these mechanics in detail, let us follow the conventions in
notation and de nitions proposed bEPW' 13] and [ZZR19. The orders arriving
in LOBs are generally to buy (bids) or sell (asks) an asset, and less frequently refer
to cancellations or modi cations of previous orders. Ask orders for the target asset
are quoted to sell this asset at or above the ask (. Equivalently, bid orders
for the asset are quoted to purchase the asset at or below the bi@g{ticeSuch
prices are speci ed in their respective orders alongside their corresponding volume

or size to tradeV 4(t) or V(t).

The state of the order book at a certain point in tinfier a total of, for instance,

0L
L = 5levels is therefore given by the stack of limit orders pg)(t);vg)(t) o1 and
n oL =
pg)(t);vg)(t) with most competitive prices not yet executed. Each level
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contains a bid p(')(t);vg)(t) or ask pg)(t);vg)(t) order, and the levels are ranked

alongl = 1;:::;L from most to least competitive price, as displayed in Table 2.1:

Level | Ask price | Ask volume | Bid price | Bid volume
=1 | ' | w® | o0 |
=2 | oM | WO | O |
1=5 | pd) & (t) oM | v

Table 2.1: State of the LOB at time t given by the stacked prices and volumes available,
ranked per price.

The competitiveness of a price in the order book can be considered as inversely
proportional to its distance with respect to thel price somehow the fair or middle

price re ected by the average between the best bid price and the best ask price:

pE () + P (1) (2.1)
2

pmid(t) -

However, a more comprehensive metric to summarize the state of the order book
at timet is given by the WAR (t), or Volume Weighted Average Price (fbrlevels
at timet), which takes into account all the prices and volumes contained in the rst
L levels of the LOB, computed as per Equation 2.2. Its de nition is self-explanatory,
providing a single price for the related asset at a given timestamp, considering each

price in the LOB with respect to the volume offered or demanded under it.

A VWAP de ned with respect td levels of the LOB at timestanigs computed
through:

| I
Prang®  Vag(®

Qor-

1

VWAR(t) = (2.2)

s ()
a Vfabg(t)
=1
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(1

In Equation 2.2, eactr,

under pricepg';.bg

;bg(t) refers to the volume available in levieht timet

(t) for both bid and ask sides. Figure 2.1 provides an example of
stacked bid and ask orders, ranked through their prices and with their corresponding
VWAP betweerpgl) (t) and pél) (1):

Figure 2.1: VWAP: Volume Weighted Average Price derived from the state of ve levels in
the limit order book.

Actual market exchanges typically offer further data related to their LOBs. Real
time series of pricespg)(t); pg)(t) are covered by thel data category, while2
data would also contain precise timestamps and sizes of current and recent orders,
along with certain details about the liquidity providers involved.data access are
the most comprehensive, include the possibility to send quotes and execute orders,
and detail non-aggregated metrics of every order with each price and size in the order
book.

2.1.2 Properties of limit order book data:

An obvious implication from such data structures is tiggh dimensionalitymplicit
in any tirrrlle series of LOB states: e(\)/ery level of the LOB at tine®ntains four
elements pg)(t);vg)(t); pg)(t);vg)(t) . Considering_ levels in the LOB and a

certain lookback period to capture the evolution of the time series, it follows that
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the time series would be at least of dimensibnL T. The implications and
treatment of this high dimensionality will be a recurrent feature to cover throughout

the topics of this thesis.

The evolution of LOB states following the random arrival of limit orders, market
orders, or cancellations, results in the characteristicatip-stationarytime series
of prices PFKT24. More generally, nancial markets are known to tend to abrupt
changes of behaviour, known as market regin/gsL]L], which will affect order
books as well in the prices, volumes and their respective volatilities traded within.
Recent attempts to model these dynamics and their stochastic characterization include
Hawkes processet& A18], by parametrizing the instantaneous probability of arrival
of each type of event (point process or generalized Poisson process). Furthermore,
the volatility of prices in the limit order book is widely modelled as a stochastic
process itselfCST1Q CGSY14. Section 2.1.3 provides a more detailed review of

the state of the art in modelling the stochastic dynamics of limit order books.

On the other handnultimodalityrefers to data of various different natures and
formats, for instance numerical, textual, graphical, etc. It is a feature recurrent in
nancial data BCF" 24], and patrticularly in limit order books, as they combine price
and volume series, for either buying or selling, in various levels, and usually the
series of LOB states resulting from the aggregate of incoming messages with orders
should be read in parallel with the series of trades that took place against the states of
the LOB. Multimodal data tends to present complexities of geometric nature, often
derived from non-Euclidean underlying data structures, modality dafi$ [22]
and related aspects that require speci c treatment for their modelling and simulation,
such as manifold alignment [CCSC14, Xu22, SRMA22].

From a statistical point of view, multimodality refers to the presence of multiple
modesor distinct local maxima in a distribution (Figure 2.2). For instance, among
the distributions relevant in market microstructure for each level of the order book,
lognormal distributions have been widely used in related literature to model stock

prices, from the original paper on options pricing by Black & SchoS73 to
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related models for interest rateBifl3. In particular, exponentiating a normal
distribution provides the desireéql 0 boundary, while stock prices in the Black
Scholes model follow a geometric Brownian motion, with a therefore lognormal
distribution for a speci c price process. Given the multi-level structure of limit
order books across bid and ask prices, it is indeed reasonable to expect multimodal
behaviour in their aggregate: orders with prices closer to mid-price level are more
aggressive (attractive), and therefore trade quickly; while less competitive orders
with prices further away from mid-price trade less often and accumulate in lower
levels of the order book, re ecting on different modes of the aggregate distribution.
For instance, high-frequency traders (HFT) submit and cancel bid and ask orders
within very short time intervals and very close to thal price level, whose dynamics

are therefore re ected through high impacts on the rst levels of the order book, and

very little effect on the lower ones (details and Figure 3 of [CM21]).

Figure 2.2: Multimodal distribution simulated through various lognormal modes for LOB
price spreads with respect to the mid level.

Deep learning has provided promising results in handling simultaneously mul-
timodal and non-stationary databases of limit order book states, such as adaptive
normalization and generalized encoding over diversi ed time seR&«[ 20]. Fur-

ther progress in deep learning of multimodal time series through more speci ¢ neural
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structures has been obtained through convolutional neural netWwdiR€p2 and
graph neural networks{DJ" 22]. The next section provides a deeper review of

recent advances in LOB modelling.

2.1.3 Advanced modelling of modern limit order books

The dynamics of limit order books derived from the speci c individual bid/ask prices
and volumes pg)(t);vg)(t); pg)(t);vg)(t) as reviewed in Section 2.1.1 de ne the
discrete microscopic properties of nancial markets, also referred tmaket
microstructure Based on these components, it is of general interest to derive the
wider macroscopic properties of the market, including continuous-time volume and
price series, as well as their associated dynamics. These dynamics should cover
both the statistical (stochastic) properties of the price formation dynamics and the
competitive underlying behaviour, as well as the high frequency properties that arise

from the high speed of operation modern electronic market venues.

Reviews like PFKT24 provide a wide perspective of order book de nitions,
mechanics and models. In particular, literature on order books generally considers
two main approaches to the nature of order ow generation. Namely, the particular
approach where the model assumes that the aggregate ow of LOB orders origi-
nates from a stochastic process with parameters conditioned by observables like

pg)(t);vg)(t); pg)(t);vg)(t) is known asero intelligencé GPW" 13, as opposed
to the paradigm operfect rationalitywhere the model assumes that market agents
follow rational policies that aim at maximizing well-de ned utility functions. Useful
references in the modelling of LOBs under perfect rationality include the classic
work of [ACOQ] on optimal execution, the criteria to pick either limit or market or-
ders presented byRrjos2(, and previous works byKyl85] and [Men83 addressing
insider trading features and clearing house dynamics, respectively. Recent research
by [DG1§ proposed compatibilities and potential combinations between the perfect

rationality and zero-intelligence paradigms.

One of the main advantages of the zero-intelligence approach lays on not
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requiring assumptions about speci c utility functions underpinning the behaviour
of the agents. Earlier works bKfuO3] rst examined the dynamics of auction
processes based on the assumption of stochastic order arrivals, @tiiléJ
propose an approach to handle high frequency of order submissions. More advanced
modelling of order ows as stochastic processes were presentedmi/], who

derive a limit theorem and obtain stochastic partial differential equations (SPDES) to

describe the dynamics of the two-sided LOB.

Building further on the use of SPDEs to describe the macroscopic limits of
stochastic order ows, HHKN20] also rely on the zero-intelligence approach to
propose an intermediateesoscopiframework of continuous volumes with discrete
prices, in order to connect the observed microscopic (discrete) prices and volumes
in the LOB to a macroscopic (continuous) description. In particular, the authors
examine the mathematical limits where trading volumes tend to zero while arrival and
cancellation rates in lob orders tend to in nity. The resulting dynamics are captured
in a set of coupled SDEscalledmesoscopic limiting process the authors. The
macroscopic dynamics are then derived by at the limit where tick sizes (smallest
difference between prices allowed in the model) also tend to zero, so as to achieve a
model of continuous variables as desired. The core mathematical contribution of their
work is summarized in their theorem 3.4 connecting their respective mesoscopic and
macroscopic data processes. While these authors use a simpli ed Poisson process
to model the order ow arrivals, it is worth highlighting more elaborate choices
to characterize their statistics: generalized Poisson processes or Hawkes processes
[Haw77] belong to the class or market temporal point processes where a continuous
function of timel (t) or intensitycharacterizes the instantaneous arrival probability
of events of a certain type, namely limit, market or cancellation orders in the case of

a LOB, following Equation 2.3:

Z
| (t)= m+ Ot mt  9dN(S) (2.3)

LStochastic differential equations.
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wherem characterizes a base intensity of probability, &fd) a counting
process. Following this characterizatiobA[L8] present a Hawkes process of high
dimensions to model, analyze and calibrate a limit order book, where the intensity
and the events under scope can include additional market features (or marks) to

consider further characteristics of the arriving events.

Further work along the characterization of LOB dynamics through SPDESs can
be found in £M21], where the class of models proposed by the authors remains
analytically tractable even while extending the model to the entire LOB through
low-dimensional Markovian models. In particular, the authors show that the solutions
to the SPDE allows parametrizations as of diffusion processes of low dimensions
- contributing to its computational tractability, essential in the scaling of practical
applications in LOB models and simulations. The authors pay special attention
to another relevant metric of the order boakder ow imbalance(OFI), which
captures whether a certain state of the LOB (and its evolution) is on aggregate more
dominated by the buying or the selling volumes. For instance, an OFI for an excess
of buy ordersDDZ > 0 will match liquidity available on the sell side, with a price
impact ofd(DD@=D?) (whered is the tick size, per the author's notation, abd
the depth of the ask side in the order book). Following the same de nitions for OFI
in selling order<DDP > 0, the authors propose mid price dynamics characterized in
Equation 2.4, a result relevant to the solutions proposed for the models considered

later:

DDP DD
p Df

DS = d (2.4)
2
A useful review of OFI metrics can be found iIBKS13, as well as a relevant

discussion of price impact of events in the order book.

Two models of particular interest for the application of these SPDE solutions
are presented irgM21]. Firstly, a spectral solution for a two-factor model is approx-

imated through the positive eigenfunctions of a linear operator: their results imply
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that the average LOB pro le can be described by the related principal eigenfunctions;
building on these results, the authors nd that the bid and ask volumes of limit orders
follow correlated geometric Brownian motioks; \;? that allow the characterization

of price dynamics following Equation 2.5:

v av?

ds = q th Vta

(2.5)

The model progresses to a solution with the form of a Bachelier m&del:
S q(np ny)+ ssBy wheress is the volatility of the mid priceB; follows a
Brownian motion,q is an impact coef cient, and drifn, ny) is a function of
the evolution of bid/ask depths. It is also interesting to note the evolution from the
notation for discrete features of market microstructure in Equation 2.4 to the notation
of continuous-time macroscopic price dynamics in Equation 2.5. SecoiW21]
present a mean-reverting model, whose solution spans their ndings to long term
dynamics of the average LOB pro le, and proposes joint dynamics of mid price and

market depths with a model evolving Equations 2.4 and 2.5 into Equation 2.6:

dDp dD?
ds = —t =t 26
S=4 3 5 (2.6)
The solution for this model reproduces the mean-reverting properties of order

book imbalances observed empirically by [CDJ18].

Beyond the results reviewed above that obtain tractable solutions for SPDEsS,
further works have focused on the computational acceleration of order book sim-
ulations: improvements in tractability and computational ef ciency are especially
important to allow for scalability of order book simulators in practice, and for the
subsequent application of machine learning algorithms. In particular, Graphics
Processing Units (GPUSs) are electronic integrated circuits especially designed for
parallel computing tasks, allowing for substantial improvements in processing time

in a wide range of machine learning and optimization algorithms. These applications
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include large-scale simulations of limit order books, for commercial, scienti ¢ or reg-
ulatory purposes; and for training agents to operate optimally within them, whether
in topics related to reinforcement learning or to agent-based modelling, that require
realistic models able to simulate the reaction of the environment to the variety of
actions that an agent may choose to follow. For instamagket impacts a crucial
element in nancial environments to understand how a certain action taken by an

agent in the order book may affect the price of a security in the immediate future.

Along this line of researchHLN" 23] present an accelerated LOB simulator
optimized to bene t from GPU parallel computation thanks to JBFH" 18], a
Python-based framework for machine learning models that allows transformation
of numerical functions and streamlines parallelization in code execution on GPUSs.
JAX features, among others, a modi ed version of the automatic differentiation
methodautograd [MDJAL5], and the XLA module for accelerated linear algebra
in Google's TensorFlowAAB * 15], bringing state of the art machinery of high-speed
computing to the eld of limit order book simulation. In this paper, the authors focus
rstly on accelerating the simulation of LOB processes, to secondly facilitate the
application of reinforcement learning to tbptimal execution problemmentioned
above [ACO0].

The rst part of their contribution focuses on the bottleneck of processing
ordered series of messages arriving into the order book, a process that is necessarily
sequential and therefore seems to be non-parallelizable by de nition. However, a
clever application of themap operator allows to parallelize the processing of various
order books simultaneously; namely, uMNgyoks= 1;000in their experiments. This
step allows for speed improvements of up to a factor of 100 in a Nvidia 2080 Ti
GPU when compared to the same execution time per message on a CPU, with
experiments based on order books fromti@BSTERJatasetUG12. The specic
function of thevmap operator consists of mapping a function throughout array axes,
vectorizing the code so that it can simultaneously apply functions to various inputs

across multiple devices avoiding the need of loops.
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These substantial improvements in the processing time for simulations of order
books allows for further advantages when applying reinforcement learning to address
the problem of optimal execution. In particular, thgmnax RL environment
[Lan2] is speci cally designed to exploit the advantages provided by JAX in terms

of parallel execution of environments across GPUs.

The Markov decision problem (MDP) to be addressed thrayghnax con-
tains speci cations that are particularly useful to illustrate more generally how to
express the optimal execution problem in LOBs as a reinforcement learning problem.
While the details of reinforcement learning will be reviewed in the next Section 2.2,
let us review how it is characterized in the speci ¢ JAX-LOB caseaagmented
state space includes best values for eapgw)(t);vg)(t); pg)(t);vg)(t) , In addition
to the mid price de ned as in Equation 2.1, the quantity executed until currentfime
the associated revenue produced, and the size to be executed. These state variables
are considered latent or internal to the LOB, and a wakeervation spaces de ned
to include the speci c observable features that the RL agent would have access to in
real life: this includes further details on prices deeper into the LOB, spreads, times-
tamps, drift and imbalance metrics. The action space consists of four continuous
dimensions, namely the volumes of the orders that the agent may choose to send
for four price levels in the LOB: mid-pricenear touch(best price in the same side
of the LOB as the order isjar touch(best price in the side of the LOB opposite
to that of the order), and passive price as de ned for the observations space. The
reward function for the agent is de ned as a function of the VWAP, computed as per
Equation 2.2: the reward consists of two summands, rstly the outperformance of
the agent's execution against the standard VWAP strategy, and secondly a drift price
component measuring whether the agent manages to bene t from price variations

within the episode.

Once the MDP is de ned, the RL algorithm of choice for its solution is
Recurrent-PPOHWXZ22], whose actor and critic networks are updated through

gradient descent run with an Adam optimizKB[15] on their respective loss func-
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tions. With a look-back of 10 steps and 1,000 books processed in parallel, the batch
has size of 10,000. Actor-critic RL refers to an RL structure whereby two neural
networks learn simultaneously the poli@ctor network) and the value function
(critic network). Again, the following Section 2.2 will describe in detail the technical

de nitions and characteristics of reinforcement learning in general.

Actor and critic networks have in this case a neural structure that includes a
recurrent neural network layer (RNN$¢h90a Sch90h Sch9], which provides
the memory covering previous states of the LOB, while the structure of the policy
follows a multivariate normal distributiop(n; s ), whose mean parameter vector is

estimated through the actor network, and whose covariance is a trained parameter.

Thanks to the GPU-tailored setup, the results bene t from both a substantial
speed improvement in the simulation of the order books, and speed improvement of
the RL training process. In particulakLIN* 23] present a sevenfold improvement
in training steps (per second) with respect to the equivalent training based on a CPU,
thanks to training the RL agent with tireJaxRL [LKL *22] RL solution that
allows end-to-end RL training fully implemented in Jax for GPU parallelization.
These promising results open the path for further research in machine learning for
simulation of large scale and high frequency limit order books, as well as for optimal
execution strategies and overall understanding and improvement of price formation

mechanisms and liquidity dynamics in nancial markets.

2.2 Reinforcement Learning: theoretical elements

Reinforcement Learning (RL) is a eld of Machine Learning that deals with the
problem of sequential decision making through a computational approach to learn-
ing via interactions$B1§. RL is formally described througMarkov Decision
Processe§MDP), which account for the balance between immediate rewards and
expected delayed rewards in the process to decide which action to choose given the

state of the environment, and a given reward function to be optimized. Decisions
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are generally taken by an agent within a stochastic environment de ned by certain
state variables or features. On each time step, the agent would observe the present
state of the environment, choose to perform the action that will most likely result in
obtaining the highest value of a certain reward metric by way of feedback, and then
update accordingly its views of the state features evolving after the action is taken.
We will discuss the functions typically used to denote the value of eachwtte
subject to optimal choice of action, and the vafjis; a) of the pair(s;a) of actiona

taken in states.

RL has proved to perform consistently through a variety of applications, display-
ing especially relevant results in a number model-free cad&S[ 13, vHGS1§
whose RL agents operate in the given environment without previous knowledge of
the underlying dynamics, learning policies that maximize their aggregate reward
functions along time. Such RL performance generally requires to specify before-
hand a structure for the reward function able to capture accurately the task under
scope, and that can be ef ciently optimizedHIR99. RL also provides a useful
framework to study interactions and strategiesemcial markets , by modelling
the decision-making process of nancial investors as learning agents operating with
an interactive environment based on policies aimed at maximizing their respective

latent reward functions re ected in trading strategies.

This section presents a mathematical framework for reinforcement learning
following the notation employed bys5B1§, as well as those required by each of the
methods of Inverse Reinforcement Learning presented in along this literature review

section.

2.2.1 Markov Decision Processes and Reinforcement Learning

foundations

Forward and Inverse Reinforcement Learning rewards are de ned with respect to

decision-making problems described through Markov Decision Processes (MDPS).
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These are generally characterized as a tMil®® = fS;A;T;g;rg, consisting of,

respectively:

» State spaceS: set of all possible discrete states allowed in the environment.
Every statesis de ned by a number of features. At timgThe speci c state

of the environment is denoted with variatde which takes values2 S.

» Action spaceA: set of discrete actiorsavailable for the agent on each step.
We denote with variablé; the action chosen by the agent at tithevhich

takes valuea 2 A .

 Discount factor g: with real values withirg 2 [0; 1], it introduces a preference
for rewards obtained in earlier steps of each trajectory, with respect to latter

ones.

» Transition model T (s;a;s): contains the probabilitieg(sys; a) of reaching
a certain statethrough actiora taken from stats. These model probabilities
can be considered as function of three arguments, taking valpesSnA S

wherep(sjs;a)= PfS = S 1=s A 1= agfortimet.

* Reward function r: an agent in statechoosing actiora would transition to
states’obtaining a reward(s; a; ") in the process with probabilitg(rj® s; a),

from among the seéR of possible rewards that take values through:

r:S AR R

(sa)7! r(sa 2R
The de nition may also include the state of arrival as variable, spanning:

r-S ASIR R
(saD 7! rsas) 2R
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Variablesf §; Ai; Rigtake at time valuesfs2S; a2 A; r 2 Rg, respectively.
An MDP where eaclfS ; Ag consist of a nite number of elements isr@te Markov

decision process.

The agent and the environment produce a trajectory or sequence of state-action
pairsf (s{;at)gtho while they interact with each other through time, as the agent
aims at maximizing its expectedturn, or the discounted sum of expected rewards

¥
E[ & g'r(s; &) j p] under policyp.
t=0

A policy p is a solution to the MDP, and refers in reinforcement learning to the

rules through which the agent chooses which action to take given the state observed:

* A deterministic policy p(s) consists of a function mapping the state space to

the action space:

p:S!TA

s7! p(9=a

» On the other hand, stochasticpolicy is de ned as the probabilitp(ajs) of
the agent choosing acti@ngiven that the environment is in stage
p:S A [0;1].

The dynamics of the environment under a Markov decision process are com-
pletely characterized by the model of probabilitigsC rjs; a), referred to reaching a
certain stata®and obtaining a rewardthrough taking actiom from states. The
sequence of interactions taking place between agent and environment are represented
in Fig. 2.3: the agent detects on every timestanipe observable feature® S of
the state of the environmer], and based on this observation decides which action
a2 A (s) to take next ;). While A(s) refers to the set of actions available on state
s, we follow the notation convention o6B1g and assume that the set of actighs

is available for all states2 S.
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Figure 2.3: Relationship between an agent and its environment through state, reward and
action in a Markov decision process

Crucially, this model of MDP dynamics implies that the upcoming state and re-
wardS+1; R+1 depend only on the immediate precedent of state-actior( faik):
therefore the state ful lls the Markovian property asfS+1j S;S 1;::5, %) =
p(S+1jS). In addition, the aforementioned transition modiék; a;s) can be de-
rived from the model of MDP dynamics througiisys;a) = & p(°rjs;a) [SB19.

r2R

2.2.2 Value functions, optimal policies and Bellman equations

Along the interactions of the agent with the environment, the choice of their actions
is based on maximizing the expected cumulative discounted reward received over
time for the rest of the trajectory. Theturn G; at timet aggregates the discounted
rewards that the agent would obtain fram 1 until the end of their trajectory at
timeT:

3 2

G=a 9"Ri+nr1= Re1t OR42+ g°Rira+ (2.7)
n=0
The discount factog 2 [0; 1] expresses a preference for obtaining rewards closer

in time tot, and avoidsTllith = ¥. From equation 2.7 follows the property:

Gt = Rus1+ gRu2+ gPRuz+ i

T
= R+t é 9"Reene 1 (2.8)
n=1

= R+1t+ Gr+1
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In order to quantify the value of advancing to certain states by choosing certain
actions, reinforcement learning algorithms generally rely on the two functions that

we can estimate through experiments:

* Thestate-value functionvp(s), for the cumulative reward expected for fol-

lowing policy p from stateS = s.

Vp(9) = Ep[GjS = ¢ (2.9)

 The action-value function gy(s;a), for the cumulative reward expected

through following policyp from taking actiora from states onward:

Op(sa) = Ep[GijS = s A = a (2.10)

The value functions display a recursivity property similar to Eq. 2.8, whereby

Vp(S) anddp(S;A:) can be expressed as a functionvgfS+ 1) andap (S+1; A+ 1)

as follows:
Vp(9) = Ep[R+1+ gvp(S+1)jS = 9 (2.11)

Op(s@) = Ep[R+1t+ 90p(S+1;A+1)iS = S A = @] (2.12)

These important results are known as Bedlman equationfor the state-value
and action-value functions respectively, and are derived by substituting equation
2.8 into equations and 2.9 and 2.10. These equations frame the value of being in
the current stat§ = swith respect to the immediate reward obtairfigd; and the

weighted average of the values of potential successor states reached by following
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policy p:

V(9= & p(aj9g(sia) (2.13)
a2A

The action-value function can also be written with respect to the state-value

function for successor states and their rewards through:

Op(s;@) = §} p(Lris; a)[r + gyp(s?] (2.14)

We can now nd the analogous expression ¥g(s) by substituting equation

Op(s;@) in 2.13 with its de nition in 2.14:

V()= & p(ai9) & p(Srisa)lr + gvp(s)]; 852 S (2.15)
a2A Lr
This expression de nes the value of being at stanhile intending to follow
policy p going forward, i.e. the value of each possible future path weighted by the
probability of following it under policyp. This last result is thBellman expectation

equation for the state-value function.

2.2.2.1 Optimal policies

The goal of the agent is to choose the sequence of actions that maximizes their
cumulative reward; in other words, we aim at nding tbptimal policy p that

is better than all the other possible policies, and therefore providetiaon to

the MDP. Value functions allow for evaluation and comparison among policies: a
certain policyp is deemed to bbetterthan another policp through their respective

v(9:p<p®) V(9 Vpo(S) 8s2 S. It thus follows anoptimal state-value
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function, which is shared across optimal policies:

Vp (9= mpaxvp(s): v (9 (2.16)

which we will denote aw (s) going forward. We can de ne an analogous
optimal action-value function gy (s;a) = q (s;a), which is also common to all

optimal policies:

g (sa) = mpaxqp(s; a); 8s2S;8a2A(9 (2.17)

Equation 2.17 provides the value of rstly taking actiamt states and then

following the optimal policy; we can express it with respect t(s) with:

q(sa)=E[R+1+ 9V (S+1)jS=sA = 4] (2.18)

Although there may be not only one such optimal poficy for nite MDPs
and bounded value functions at least one is guaranteed to exist, underwyhich
is maximized across afi2 S [BT96]. Furthermore, Bel57] proved that in a nite
MDP there exists a unique optimal value function, and any policy that achieves the

optimal value function is called optimal policy.

In order to nd such optimal state-value function through the Bellman
eqguation, this equation should refer to the value for each state with respect to such
optimal policy as the expected return for the best action available at that state.
Combined with equation 2.18, it develops Bellman optimality equation 2.19

for v following [SB1§, which has a solution that is unique and independent of the
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policy, for a nite MDP?:

v (9 max ¢p (s;a)

a2A(s)
maxEp [Rev1t Ovp (S+1)iS = 9 (2.19)
maxg p risa r+gv (9

a SO,I’

The MDP issolvedby nding the corresponding policy:

p(s) = argmatr(s;a)+ gg p sisa V(sHg (2.20)
a L

The equivalent reasoning for the action-value function follows, applied to

equation 2.18:

q(ssa) = E[R+1+9V (S+1)jS=sA= 4

= E Re1t gmaxq (S+1;8)jS = SA=a (2.21)

s%r p(risa) r+gmaxq (sa)

After obtainingv , we can determine the optimal policy for each state choosing
the action that yields a maximum for equation 2.19. Every policy that chooses such
actions with nonzero probability and all other actions with zero probability, is con-
sidered an optimal policypynamic programming is a family of methods generally

used to search for optimal policies based on the value functigsy q (s;a) that
satisfy equations 2.19 and 2.21.

°Notation and conventions as per Sutton & Barto, 2018 [SB18]
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2.3 Introducing Inverse Reinforcement Learning

Building on the theoretical framework for reinforcement learning, we can now
explore the inverse process: given the observable state-action trajectories performed
by an expert agent executing a policy that is already optimal (trained), an external
observer tries to infer back the policy and the reward that guide the behaviour of
the expert agent, with no ability to query or interact with the expert agent, and no
access available to the ground truth values of the original reward function. Within the
framework of learning from the demonstrations provided by an expert, algorithms
such as apprenticeship learningiontation learning [AD18] have focused on
recovering a policy directly from observed data, without attempting to recover an
original reward function in the process. On the other hand, the purpose of Inverse
Reinforcement Learning (IRLJHus98 NRO( is to acquire through inference an
agent's latent reward function in an MDP, through observing expert demonstrations

in a given environment.

Learning a reward function has important advantages over observation and
direct imitation of the agent's external policy (imitation learning, apprenticeship
learning), namely the ability to generalize the reward under variations of the un-
derlying dynamics of the environment, so as to obtain through the learned rewards
new policies that would remain optimal under the new dynamics, along with higher

interpretability and transferability.

In addition, a certain optimal value function is shared across the various optimal
policies for a given MDP, and each policy may also be optimal for several different
reward functions, which implies an important degree of ambiguity for an observer

who knows these without access to the underlying reward.

Moreover, as discussed along section 2.2.2, the reward function is precisely the
core of the de nition of the state and action optimal value functiorgs); q (s;a)
used to de ne and evaluate a policy. Gaining access to the underlying reward function

allows the external observer to derive the value functions and policy that drive the
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behaviour of the expert agent as discussed in the previous section. In the terminology
of [NROO, ANO4], the latent reward is thus the most concise, portable and general

description of the task that drives an agent's behaviour.

Inverse RL has so far allowed signi cant advances in robotid$(4, ACVBO09,
KANO8], and more generally navigatioRBZ06, ADNTO08, ZMBDO08] and intelli-
gent building control BL15], in addition to neurosciencéjv09] and economics
[HopO4].

2.3.1 Formal Framework for Inverse Reinforcement Learning:

This section describes a formal framework for inverse RL building on the nota-
tion and concepts presented in Section 2.2.1. The problem of Inverse Reinforce-
ment Learning consists of recovering an unknown reward function missing from
an MDP:MDPn r= fS;A;T;gg by observing external state-actitnajectories

D = fxq;::;;xkg performed by a trained expert agent which follows an optimal
policy p , to which the observer has no access. Egclepresents a trajectory

of T state-action pairB(S;At)gtT: , followed by the expert agent. We refer to the
MDP with a missing reward function as anvironment. E= MDPn r, following

[AS16]° Other authors refer tvDPn r as aworld mode[HMMA * 17].

Given such demonstrations, inverse RL aims at estimating the reward function
E(s; a) most Iikel)c/):(o have generated the original demonstratidms f x1;:::; Xk g =
f(Sk;t;Ak;t)gtTﬁl - Early studies in inverse RL already showed that once a
Markov Decision Process is de ned by an expert agent, a limited amount of data can
suf ce to recover a policy that yields the same cumulative reward along a state-action

trajectory as the expert does [ANO4].

Throughout our study, we assume that both the expert agent and the learning
observer are rational agents that seek to maximize the expectation of cumulative

reward values received along their trajectories. We will assume as well their ability

3This work contains a valuable contribution in terms of detailed notation to discuss identi ability
of rewards.
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to learn an optimal policy once a reward function is given, and to simulate the

trajectories that result from following such policy in the MDP [NROO].

Once the external observer has obtained an estifnaftéhe expert's reward
function, they can derive a poliqy implied byf through the methods explained
in Section 2.2.2. The quality of therecovered, and therefore of the inverse RL
algorithm, can then be evaluated through the total actual reward collectpd by
compared with that collected by the expert agent by followangWe refer to this
metric asExpected Value Difference which is used to evaluate the performance
of certain IRL algorithms in numerous references of the related IRL literature (see
[JDAS17, WOP15, ANO4)):

h Tt [ h

T i
EVD=E d9d'r(s)ip E A g'r()ip (2.22)
t=0 t=0

where each term de nes:

1. the expected cumulative reward received by the expert agent by following their
[

!
optimal policyp (9): E & g'r(s)jp
t=0

2. the expected cumulative reward receiv%dTby an ageri\t by following the policy
p(s) derived from the inferred reward E é g'r(s)jp
t=0

On the other hand, the use of EVD metrics requires access to the ground truth

reward function, which is not always available in practical applications, and it does
not examine deeper structural properties of estimated reward functions with respect
to the ground truth, other than the expected cumulative reward values. The concept
of EVD can be related to that of cumulative regret, as in the difference between the
total gain obtained by an agent against the maximum total they could have obtained

having had access to all possible information, including other agent's policies.

Section 2.4 reviews a variety of methods and algorithms that have been proposed

forinverse RL, and to overcome the various challenges associated to learning rewards
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from demonstrations.

2.3.2 ldenti ability of reward functions

One of the main challenges of inverse reinforcement learning is related to the ill-
posed nature of the problem: given an initial Bet f x4;:::; Xk g of observed expert
demonstrations, there may be several optimal poligiethat explainD. Moreover,
given one optimal policyp there may as well be several candidate reward functions

consistent witlp .

The problem of identi ability of rewards is well-known in inverse RL: given an
expert agent and an MDP in a xed environment whose ground-truth reward function
is unknown to the external observer, there may be an arbitrarily large number of
reward functions able to explain the policy or expert trajectories observed (i.e. they
arebehaviourally equivalentewards) and therefore the ground-truth reward remains

fundamentally non-identi able.

Previous related work focused on solving directly the problem of unidenti a-
bility includes JAS16, classifying reward unidenti ability into two categories. Let
us de ne a set of reward functions behaviourally equivalentif they induce the

same optimal policies for a given environmé&nt MDPn r.

* Representational classes of behaviourally equivalent reward functions are
invariant with respect to arithmetic operators like positive scaling or adding a
constant. This category includes the trivial case of a reward function that is
constant across all states, and therefore may execute any policy including the
observed one. While this type of unidenti ability cannot be avoided, it is only
super cial as it merely refers to the units of measure of the rewards and to the

trivial case.

» Experimental: given an observed policy, there may still be many more
reward functions for whiclp is optimal than those related through arithmetic

operations. According toyS16, experimental unidenti ability is avoidable,
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and propose a method to overcome it based on the assumption that the learner
can choose a variety of environments and observe the expert's optimal be-

haviour in each of them at will.

However, this assumption is rather restrictive, as the learner rarely has such
ability to obtain trajectories from the expert agent in as many environments as they
please, least in real applications like nancial markets. Alternatively, the following
methods provide criteria to distinguish or prioritise certain reward functions among

all those behaviourally equivalent for a given policy or set of expert trajectories:

[NROQ already proposed linear programming solutions for inverse RL after
removingdegenerate solutiorfsom the set of all rewards for which a certain policy
is optimal, by assuming that the form of the reward is a linear function of the state
features and maximizing the margin or difference between the optimal value function
and their other possible values (see Section 2.4.1). A similar algorithm is proposed
in [ANO4], by minimizing a measure of expected value differences as introduced in
Equation 3.23).

However, the predominant framework used to deal with reward identi ability in

inverse RL literature isMaximum Entropy , discussed in the following section.

2.3.3 Maximum entropy and energy-based models

The concept oéntropy originated rst in physics, used in thermodynamics and sta-
tistical mechanics to describe the uncertainty about the precise physical state of a sys-
tem at microscopic level given certain macroscopic observable speci cations. This
rst conception as measure of uncertainty connects with its information-theoretical
equivalent, rst described by Claude Shannon®mf48aSha48lh. In the context of
information theory, entropid( ) refers to a measure of uncertainty or information
inherent to the set of possible outcomés: f x;g of a given random variabl¥. If

each outcome may take place with probabif(x;), then the related entropy can
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be de ned throughH (X) = é_ Px (%) logP«x(x;). The equivalent de nition over a
X2 X d
probability densityp(x) follows: H(X) =  p(x) log p(x)dx.
X

The principle of maximum entropy states that, given a set of probability
distributions able to explain an observed dataset, the distribution with highest entropy
is the most adequate choice to represent the target data. As rst described by Jaynes
in [Jay57aJay578, it is intuitively motivated by the choice of the distribution that
implies the least assumption of prior information necessary to comply with the target
conditions (thdeast committal or prejudicedve do not commit to any particular
distribution beyond the strictly required to satisfy the constraints of tting observed

data).

This provides useful criteria to better handle the problem of reward identi ability
in inverse RL, resulting in a single stochastic policy learnt fronoamalized Boltz-
mann distribution over sequences of decisions in trajectokes (S:;Ait) thl
(Equation 2.23) and with highest entropy among all those policies able to explain
the observed state-action trajectories with no or minimal additional preferences
[ZMBDO08]. However, it is important to remember that this principle builds on a
probabilistic approach, and therefore its handling of ambiguities is the choice for the

most likely option given the information available at a given point in time.

This distribution is characterized by anergy functionwg : S! R. Energy
based modelsL[CH* 06, KB16] capture dependencies over random variables of
interest by de ning these mappings from input con gurations (states) to a scalar
energyvalue. The energy function associates low energy values to the more likely,
plausible ordesirablestates or con gurations of input random variables; their use in
normalized Boltzmann distributions like Equation 2.23 can parametrize undirected

graphical models, for instance Boltzmann machines [AHS85].

p(xjq) = qu)e Waq(x) (2.23)
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The application of this model to infer the goals of an observed agent was already
introduced by BST0G BTS07 for experiments with access to the ground-truth goals,

with:

equ (s@)

p(ajs;q) = 2 oD (2.24)

ao

This policy parametrization, known asftmaxfor action preference<[e10,
SB19, induces a probabilityp (ajs) for the choice of actiom from statesin propor-

tion to the exponentiated action-val@¢s; a) of a state-action paffs; a):

n 0
Pq(ajs) k exp gq(s;a) (2.25)

A rst application of Equation 2.24 to inverse RL is proposedi®07] under a
Bayesian perspective. The application of this parametrization to inverse RL allows to
generate a distribution from the optimal action val@¥s; a) of the MDP, obtained
through the Bellman equation: Equation 2.23 lets itself naturally to regress from
the original values to a distribution of probabilit¢if1(. The stochastic policy
recovered through maximum entropy (Equation 2.25) is a near-optimal solution to

the MDP, also described asisily-rational orBoltzmanrrational behaviourAM18].

This policy solves @&oft versionof the Bellman optimality equations where the
maximunoperator in Equation 2.19 is substituted byaef tmaxfunction, providing
a differentiable interpolation for the maximum among different functions where

softmaxf(x), loga,ef™ (Theorem 6.8 inZield), along with a modi cation of
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the usual Bellman backup operator:

softmaxg®™ (s, a)
a2A(g 4

VZOH(S)

o soft, ..
Iogaﬁ(s)equq (s;a) (2.26)

log & exp r(9+ g TV
a2A (s 0
We develop the detail of its application to inverse RL in Section 2.4.2. The

complete development and proofs can be found in [Zie1O0].

The original work by FMBDO08] assumes a linear structure for the reward
recovered, and knowledge of the transition motés; a;s) of the MDP in a small
discrete domain to allow the exact computation pgatition function Z(q). Sec-
tions 2.4.2 and onward discuss this method in inverse RL and more general ones for
reward functions of non-linear structure, state and action spaces of high dimension,

and unknown transition dynamics.

2.4 Review of Inverse RL methods

In this section we provide a review of the development of inverse reinforcement
learning, presenting the relevant algorithms in chronological order and increasing

complexity.

2.4.1 First Inverse RL algorithms for linear reward functions

One of the main dif culties in general RL is to de ne the structure of the reward
function. This extends into inverse RL for tleepriori assumptions about the

functional form of the reward we want to infer.

First works on inverse RL assume a linear structure for the reward function

r( ), with respect to some mappirig: S! RX to a vector of features of the state
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spacé. This rewardr : S! R states the value that arriving to statbas for the
agent. The ground truth reward function can then be expressed thro{gyk

é w; fi(s)= w” f (s) withw; 2 RX, andf j(s) features of state. [NRO(Q] propose

a method to maximize the differengep VP (s)) VPi(sp) suchthakw k; 1,
i

whereVPi(sy) is an empirical average return over the trajectories generated by the
f pjg candidate policies consideresd,is the initial statep( ) penalizes breaches of

the constraints, and we seek a setwfg such thaW/P (s)) VPi(s) 8i.

Alternatively, JANO4] propose an algorithm for nding suchw;g that induce a
policy p to minimize an upper bound on the expected value difference discussed in
Equation 2.22, and bound the reward through a mapping to features frecot
[0; 11€.

The objective of maximum margin planninBBZ0q is to predict a reward
that makes the observed policy outperform other available policies by at least some
given margin. It includes a slack variable that permits exceptions to the constraint
but incurring in a penalty. Since it usually becomes computationally expensive or
unfeasible to cover the whole policy space, maximum margin planning assumes
that such optimal reward function yields the largest improvement of reward values

expected among the demonstrated policies and random benchmarks.

Several of these IRL methods maximize the probability of obtaining a certain
reward under models of quasi-optimal agent behawdr]0], [RAO07], [NS13. The
hidden underlying reward function may be understood as parameters for the class
of policies, so that likelihoods about getting to observe the expert demonstrations
are optimized through the ground truth function for the reward SI8(J8 AN04],
feature expectation matching of policies with respect to that of the expert's guarantees

comparable performances.

More recent versions of the margin method progressed to allow learning non-

linear reward functions as welLPK10], [BCBRO07, [RSB0Y; we will study this in

“Note that this assumed functional structure de ne} as a function of the state, not the action.
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detail in Section 2.4.3.

2.4.2 Maximum entropy IRL: energy-based models

The value added by the principle of maximum entropy to deal with reward identi a-
bility in inverse RL was rst introduced byZMBDO08], as discussed in Section 2.3.3.
The framework provided by maximum entropy to work on inverse RL builds on
linearly solvable MDPsTod07 DT10], and has been used widely for learning from
demonstrations of a human expettd1(. The original work still assumes a linear
structure for the reward functiom: (s) = é w; fi(s)= w” f (s), and therefore the
normalized Boltzmann distribution frorri1 where we learn the policy is reduced to

Equation 2.27 and the parameters to estimate|arew:

, 1w
= _— 2.27
p(xjw) Zw)© (2.27)
Assuming that the expert trajectoriBsare sampled fronp(xjw), the agent
will most likely follow an optimal trajectory (i.e., with maximum reward), while the
probability of following subotpimal behaviours will decrease exponentially due to

the lower values they yield for the rewardv” f (x).

soft

q (s;a9 in Equation 2.26 to solve the

Going back to/ZOft(s) =log & expq
a2A(s)
soft version of the Bellman equation(s;a) = E[R+1+ gV (S+1)]S = SA = 4

(Eq. 2.18), we nd a policy that assigns a probability for each actiom be chosen
at states equal to the difference between the sped@®f(s; a) value for that action

and the generiws°f{(s) for this state across all actioa8(see Equation 2.28):

p(ajs) = exgf Q(s;a;r) V(sr)g (2.28)

An additional advantage of the model is that it provides a differentikigie

likelihood [LPK11]. If we assume independence among state-action pairs in the
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demonstration trajectorieg = f (S;t;Ai;t)gth 1, likelihood of demonstrations would
correspond to the subsequent joint probability of choosing sequentially the actions

fa;1g given for each at statef 5.1g [JDAS17]:

5 L . s q _
logp(Djr) = logO O p(aizist) = a a logp(aitisi)
i=1t=1 i=1t=1
s q
=aa Qswuar) V(sur) (2.29)
i=1t=1
s q o _sca
=aa riscay) Vso+ragls ™ Vv(sH
i=1t=1 9

MaxEnt IRL as proposed in Ziebart et a NIBD08] directly maximizesp(Djr)

in Equation 2.29 assuming that rewards are linear in the feature space. However, the
advantages of maximum entropy are also used for more advanced non-parametric
IRL methods able to recover non-linear rewards, such as IRL based on Gaussian
processed[PK11] and deep Gaussian process#3AS17, as both use this quantity

as part of their IRL objectives. The use of a probabilistic model provides an additional
advantage of allowing to capture part of the uncertainty inherent to the training and
use of the model, as well as occasional episodes of suboptimal behaviour in real

world applications, effectively interpreting them as noise.

2.4.2.1 Other relevant models

Other important contributions to the eld of inverse reinforcement learning include
Maximum Entropy Deep IRL\WWOP15; Structured Classi cationGPP13; Rela-

tive Entropy Inverse Reinforcement Learnirigi{P11]; and IRL with Simultaneous
Estimation of Rewards and DynamiddGW™" 16]. In the next section, we review

the rst methods designed to capture non-linear reward structures.
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2.4.3 Functional inference through Gaussian processes for non-

linear reward discovery

The main limitation of the IRL methods presented so far are their restriction to linear
structures for the functional form of the target reward with respect to the features
of the state space. This is a severe limitation for practical applications with real

datasets.

To overcome such limitation, and also to generalize maximum entropy IRL to
non-linear reward structures, Levine et al. presentPi11] a probabilistic, non-
parametric IRL approach based on Gaussian processes (GPs), which provide a useful
prior for the functional inference problem and expand substantially the functional
space of latent rewards by allowing non-linearity. Probabilistic approaches such as
GPs also enable these methods to learn the stochastic connection between latent
reward functions and the actions nally observed. The Gaussian process-based IRL
model is able to learn original reward functions of highly non-linear structure with
respect to state features, treating probabilistically the stochastic policy driving the
behaviour of the agent. Gaussian processes are particularly well suited priors for the
inference of the reward function, and could potentially capture as well predictive
uncertainty through their covariance structure. This and similar approaches treat
the underlying reward as a non-parametric function of the state space features
[LPK10, JDAS17].

The choice of a probabilistic method including stochastic agents with a prior
on the reward values set through a GP seeks to learn back both the reward function
itself and hyperparameters for a kernel function characterizing the shape for this
very reward. Such GP, once trained, may then forecast reward functions matching
the trained agent for any state within its features. Under further simulations for non-
linear reward functions, GP-based IRL behaved better than alternative benchmarks,
in particular when applied under varying state spaces. On the other hand, likelihoods

related to GPs are multimodal. Restart methods tend to be required to use their
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warped kernels so as to nd useful optima. Kernels of higher complexity are likely to
present more frequent local optima, hence in need of more work on their optimization
[LPK11].

To work on a Bayesian reasoning setting,Det f (X1;y1);:::; (XN Yn)Q be a
dataset consisting of N input-output pairs, where we wish to infer a funé{ign
able to represent as closely as possible the mapiping! Y, wherex; 2 X is an

input vector andj; 2 Y is the output scalar, typically witK RM™andY R.

Extending Gaussian random variables, let Gaussian prd¢gsse de ned as
f(x) GP (m(x);k(x;x9) by:

» Mean function: E[f(X)] = m(x), a function that returns for each inpytthe

mean of the corresponding Gaussian random variable.

« Covariance kernelor function: S= k(x;x9 = co{( f(x))( f(x9)]

In [LPK11], f() is the target reward function, ar{;u) contains a nite
number of inducing points f Xu;igi"i 1 Whose corresponding reward valdesgi’i 1
are known:X, 2 R™™ conforms a matriXn m) wherenis a nite number of states

andmthe number of features describing each state.

De ning a probability over the outputs from the GP witlhg p(Djr) (Equation
2.29), the GP can be t using the inducing poiltgo learn jointly the parameters
q for the kernel functiorky and the outputi of the GP:p(u;qjXy; D). The values
of (q;u) are most likely those which maximize the probability givenpand expert

demonstration®:

(u;q )= argmaxp(u;qjD;Xy) = argma (U;q;_DJX“) (2.30)
uq u;q pP(DjXu)

Given thatp(Dj Xy) is independent of], theargmaxof Equation 2.30 is equal to
that of the numeratomp(u;q;DjXy), that can be decomposed ind¢u; q;DjX,) =
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p(u; qjXy) p(Dju;q;Xy). The rstfactorp(u;qjXy) captures the prior probability of
a certain assignment afandg. The authors develop the second faqifdju;q; Xy)

into the following integral expression:

Z
r p(Djr)p(rju;q; Xu)dr (2.31)

This development in Equation 2.31 features:

* the log-likelihoodp(Djr) from equation 2.29 (used as maximum entropy IRL

objective function);

» the GP posteriop(rju;q;Xy) for the reward giveru andq (also known as

training conditiona).

The prior on the reward is modeled as a latent variable through a GP with

mean zero:
r() GP 0ky(xi;Xj) (2.32)

The covariance structure of the Gaussian process is de ned by its Kgrnel
Picking an adequate functional form for the kernel is particularly important, as it

will drive the inductive generalization to the rest of the process.

Given the matrix X, of state features, GP-IRL induces a probability
P(UjXy;d) N (0K ) with [Kyulij = [Kxexli;j = Kq(Xi;Xj). Vectoru gathers

the known values of the reward function evaluated at each poiXg.in

The hyper-parameter priga(q) is used to regularize the kernel, penalizing
those cases where a pair of two inducing points get to be co-varying deterministically
(if kernel matrices are singular, they could be regularized to avoid redundant inducing
points). The marginal log-likelihoolbg p(u; qjX,) for the multivariate Gaussian

case developed by [LPK11] can be developed as an NREnel.

SAutomatic Relevance Determinatiok(xi;x;) = s2exp  3(xi xj)”L(xi X;)
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The resulting training conditional will also obey a Gaussian distribufdNQ5:
p(rju;a;Xu) N (nsp= KiyKytu, Sep= Ky K7yKiKru), whereK p is the
covariance between every pair of values of the reward function throughout all the
state spac¥;, andK ., is the covariance between reward values of all points;in

and those of the inducing points X,.

However, the integral in Equation 2.31 does not have a closed form solu-
tion, therefore the authors assume instead that the training condigmajq; Xy)
has variance zeroSgp = 0), and therefore the target reward function can be
reduced tor = KEUKu;ﬁu, whose(u ;q ) can be obtained from the simpli ed
log-likelihood, reducing the computation pfu; q;DjXy) to logp(u;q;DjXy) =
logp(Djr) + logp(u;qjXy). The recovered reward function can now be transferred
across the entire state space, which is one of the core advantages of this method in

addition to learning non-linear reward functions.

Inverse RL through GPs is extended WpAS17 to deep GPs, aiming at
reducing the reliance of these methods on selections of state features prone to

interpreting Euclidean distance as a measure of similarity.

2.4.4 Neural networks for deep learning of latent reward func-

tions

Despite their ability to learn non-linear rewards, kernel methods such as Gaussian
processes have a number of shortcomings when applied to datasets of the scale and
complexity of real world tasks. IRL with GPs has a high dependence on the number
of inducing points available, that increases with the complexity of the target reward
function; on the other hand, relying on larger sets of demonstrations and inducing
points also results in higher computational costs, which limits its application in

practice for state spaces of large size or high dimensionality.

Furthermore, the methods described so far generally learn rewards based on

features of the state space rather than the raw giatese Selecting these features
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and designing a functional form for the reward based on them increases considerably
the complexity of the inverse RL process, and limits the generality of the method

and the complexity of the rewards it can potentially learn.

Neural networks are a powerful alternative to exibly learn and represent generic
functions, are typically less costly to train, can learn on raw states instead of features,
and scale to higher dimensions better than GPs due to their lower computational
complexity BLO7]. By applying neural networks to learn rewards of non-linear
shape from expert demonstratiodMaximum Entropy Deep Inverse Reinforcement
Learning[WOP13 nds that computational complexity would not depend neces-
sarily on the number of demonstrations, and crucially demonstrate performance
levels in line with previous benchmarkZ{{1BD08, LPK11]), outperforming for

increasingly variable reward functions.

This method includes a structure based on convolutional neural networks
(CNNs) able to capture automatically the spatial features of the state space with-
out need of manual selection. The generalization to non-linear reward structures
in [WOP13 is achieved following the mappin@/: RX I f 0;1gX proposed by
[CK13], where the previous linear structurs) = é wif i(s) = w” f (s) evolves into
r(s)= wwf(s) . |

However, a limitation of this generalization is its restriction to functions that
are constant piecewi&eln addition, this method does not provide alternatives to
recovering any information about the covariance structure of the recovered reward
function that was given up in GP-based IRL by assunfiag = 0 in Section
2.4.3. Finally, the results presented WQP1] refer to cases where value iteration

provides a tractable analytical solution.

8Functions that are constant locally, in connected intervals of the original domain, which may be
separated by a number of boundaries of lower dimension
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2.4.5 Bayesian Neural Networks and equivalences with Gaus-

sian processes:

Despite their powerful properties to learn and represent functions, neural networks
are not designed in general to learn stochastic properties of the objective function,
such as their covariance structure. However, capturing information able to describe
uncertainty is particularly useful to assess the reliability of the conclusions of the
IRL process, i.e. how certain are we about the value of the reward function inferred

for each point of the state space.

Bayesian neural networks (BNNs) provide a way to induce uncertainty and
regularisation to neural networks through Bayesian methods, where the network
parameters express uncertainty characterizing a random variable for each node.
From a Bayesian analysis point of view, the prior integrating the parameters provides
regularisation by averaging across a variety of mode®/f17]. Moreover, under
certain priors, single-layer BNNs converge to Gaussian processes when their layer
tends to in nite width Nea95 Wil97], acquiring properties of universal function
approximator Cyb89, easing estimation and allowing tractable Bayesian inference.
For further reference, other methods to induce uncertainty in neural networks include

deep ensembles [LPB17].

Although this limit cannot be implemented in practice for neural networks of
nite width, Bayesian neural networks have been found to present robustness to over-
tting, displaying regularization propertietNpa95 Mac973. Moreover, applying
dropout prior to each layer in neural nets of any depth is equivale6tlfg to
approximating a probabilistic deep Gaussian procBt4 8], marginalising on the
parameters of their covariance. Along these works, variational inference provides a
practical alternative to costly exact inferené&/{C93 Pet87 Grall GG14. Itis

worth mentioning that variational inference also has a number of disadvantages, such
as the error in the approximation to the true target distributions through a variational

candidate RM15], and the computational costs of the non-convex optimization
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problem [AP23, XC23], as detailed in Section 3.2.3.3.

For these reasons, Bayesian Neural Networks seem to be a particularly attractive
option to bene t from the advantages of deep learning structures over Gaussian
processes for inverse reinforcement learning, without giving up the probabilistic
nature of the model. We provide in Chapter 3 a detailed presentation of the training
of BNNs through variational inference, and of our proposal to use BNNs as an

alternative to Gaussian processes for inverse reinforcement learning.

2.4.6 Guided Cost Learning: Scaling Inverse Optimal Control

to high dimensions and hidden dynamics

The de nition of a reward function representing correctly the target task and allowing
for ef cient optimization is one of the core challenges of inverse reinforcement
learning. Using neural networks to represent the reward is useful to this purpose,
thanks to the exibility and generality that deep neural learning allows (i.e. not
imposing constraints on the structure of the reward). Moreover, they scale more

easily to spaces of higher dimensions than other methods like Gaussian processes.

However, the methods reviewed above still have the shortcoming of assuming
observer's knowledge of the transition matfiXs,a;s) that de nes for a given
environment the probabilitieg(sja; s) of arriving to states’ from states through
the choice of actiom. This is very dif cult to achieve in practice, as it amounts to
nearly having a perfect model of the environment and its reactions to the behaviour

of the agent.

Guided Cost Learning - or Maximum Entropy Inverse Optimal Control - is an
algorithm introduced byHLA16] aimed at combining the advantages of the meth-
ods described above while requiring neither knowledge of the transition dynamics
T (s,a;9) for the environment, nor feature engineering to de ne the reward function.
This method learns simultaneously a reward function from small numbers of samples

from the expert trajectories, and the policy to execute the required task.
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2.4.7 Adversarial learning and maximum entropy inverse RL

Adversarial learning is a eld of machine learning of recent development, that has
showed solid performance in computer visi@(S17, natural language processing
[FGD19, synthesis of time serieRBA* 19, and other various elds of applica-

tion. Generative adversarial networkSJAL16] (GANS) are generative learning
structures where two neural networks are set to learn by competing with each other:
a generator and a discriminator. Typically, the generator aims at learning how to
generate samples as similar as possible to those of a certain original dataset, while
the discriminator aims at learning how to distinguish the samples from the original
dataset from those produced by the generator. Section 4.2.1 provides further detalil

about GANs and their applications in inverse RL.

Aiming at learning from observed demonstrations, we may frame an adversarial
version of the problem through a generator trying to produce state-action pairs as
similar as possible to those observed from the expert agent, while the discriminator
needs to learn how to distinguish true pairs from those produced by the generator.
An interesting equivalence is found byQAL16], where the ef cient evaluation of
the generator density of a GAN pair used to train an energy-based model produces
the same result as running maximum entropy inverse reinforcement learning on
expert samples. In particular, the authors nd that reward functions recovered under
maximum entropycorrespondto an energy function trained through maximum
log-likelihood, building on the links with energy-based models foundKig16,
ZML186].

Building on the connections found bi#CAL16], Adversarial Inverse Rein-
forcement LearningHLL18] presents an algorithm able to learn reward functions
with arbitrary structure from expert demonstrations in high-dimensional spaces.
Moreover, this method avoids assumptions about any knowledge by the observer
about the transition probabilities of a given environment, and presents the notion
of disentangled rewardsn the sense that they remain robust to changes in such

latent dynamicd (s;a;s). This signi cant improvement in the generalization of
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IRL is particularly attractive for nancial applications, since market regimes change
constantly and it is not realistic to assume a knowledge of state-action dynamics in

enough detail to populate the complatés; a; 9 for all cases.

Chapter 4 provides a speci c review and application of this method to recovering
rewards from RL agents trading in a latent model of real nancial markets, and

investigate whether its advantages persist when applied to real market data.






Chapter 3

Bayesian inverse reinforcement
learning for nancial exchange

simulators

Nothing takes place in the world
whose meaning is not that of some

maximum or minimum.

Leonhard Euler

This chapter presents the rst experimental scenario of the thesis, proposing an
approach to maximum entropy inverse reinforcement learning based on Bayesian
neural networks to recover reward functions from agents operating in a simulated
limit order book. The method aims at overcoming the limitations of previous al-
gorithms, being able to recover reward functions of arbitrary non-linear structure,
thanks to bringing together the expressive potential of neural networks and the

probabilistic characterization of Bayesian statistics.
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3.1 Introduction

After reviewing the general background of inverse reinforcement learning, we are
interested in testing whether it is applicable to operate in nancial markets, and to
what extent the theoretical advantages of each algorithm persist in these environments.
In particular, this chapter investigates whether IRL can infer back the underlying
reward functions from agents operating in nancial environments of stochastic nature:

a limit order book (LOB).

Our experiment runs on an order book simulation of a single level, where various
trading agent of stochastic behavior interact with a market-making expert (liquidity
provider). We consider two types of reward function for the expert: rstly, a reward
linear with respect to the features of the state space; secondly, a non-linear structure
better aligned with realistic reward functions. The rst stage consists of allowing the
expert market maker to trade in the LOB simulator, following reward functions of
linear or exponential shape for each case. After observing the state-action trajectories
executed by the market maker for each type of reward, a selection of inverse RL
methods will try to recover the original reward functions of the expert agent in each
case. Namely, we attempt the recovery through the regressors based on either linear
assumptions (as in the original paper introducing maximum entropy inverse RL
[ZMBDO08]) or Gaussian process-based inverse RL, as per the existing literature
previously cited. Our alternative approach based on Bayesian neural networks is
then run on the same experiments, and compared with the aforementioned state of

the art benchmarks.

Whereas in principle all methods will be able to recover the linear reward, only
the Gaussian processes case and our BNN alternative should be capable of recovering
the exponential reward function for the second case. Furthermore, we nd that the
our alternative suggestion of inverse RL based on BNNSs tends to perform better
as the number of samples increases. These ndings allow to conclude that trading

policies generated through non-linear rewards in a stochastic environment may be
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recovered through functional inference, thus supporting the use of inverse RL for

modelling multi-agent trading environments where real data is available.

3.1.1 The Limit Order Book

Limit order books (LOB) lay at the core of nancial markets infrastructure: these
electronic registers receive and aggregate the orders to buy and sell publicly traded
assets, particularly stocks. The transparent matching process among such orders
guides the formation of prices for these assets globally, and understanding its dynam-
ics is therefore of great interest for the operators that supply markets with liquidity in
each asset (also known as market makers) so as to obtain optimality in executing their
operations. Such dynamics are induced by the competition among buyers and sellers,

and is therefore suitable for study through multi-agent learning [PGPS06, CST10].

Our interest in experimenting with inverse RL algorithms on limit order books
lays on the possibility of being able to model such market participants as RL agents
in practice. In order to obtain through inference their reward and policy functions, we
observe their behaviour within the LOB, through the actions they take as a response
to variations in the state of the LOB environment, generating state-action trajectories.
The experimental setup introduced in Section 3.3 provides a speci ¢ description of

the LOB as a Markov Decision Process according to the usual RL de nitions.

The three inverse RL algorithms proposed for this experiment assume prior
knowledge of the dynamics of this market environment, represented in the matrix
T (s,a;9) of state transition probabilities(s)s; a). For this experiment we propose a
one-level LOB model: it contains only one bid price/size pair and one ask price/size
pair (actual LOBs). This limit order book is modelled as a nite MDP (Markov
Decision Process), whose transition mechanics follow a known distribution, in this

case the Bernoulli distribution detailed in Equation 3.17.
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3.1.2 Related work

The price formation process described above is generally referred to as market
microstructure, and it is natural to simulate it through agent-based models (ABMs)
[DBF* 23, PGPS06NL17, WW17, ZDG24 since their aggregate macroscopic
behaviour is indeed a result of the combination of large amounts of competing

agents.

In the majority of cases, one can obtain closed-form descriptions of the me-
chanics for multi-agent market simulations assuming mean- eld structut€¥],
as we do in the experimental scenario of Section 3.3 to derive a nite MDP for the
single-level LOB environment. As described extensively in previous chapters, the
Markovian properties of an MDP are required to be able to apply RL solutions to
any given environment; hence modelling our LOB as such. More advanced research
in applications of RL to algorithmic market making evolved into uses of Q-learning
for calibration of strategies for risk/reward trading, with signi cant improvements of

their respective out-of-sample success [ATn14].

Alternative approaches for simulating the dynamics of large scale populations
within discrete state environments cover the inclusion of game-theoretical concepts
into MDPs [YYT* 17, YYT* 18], as well as inverse RL based on maximum entropy
principles. These are of special interest for dataset derived from social networks; in
particular, HCE" 17] proposed an inverse RL approach to a nancial exchange to
model the dynamics of a variety of market agents participating in the buy and sell
processes; this approach is relevant for machine and human traders alike, including

those operating in low latency elds.

Based on these precedents, our experimental environment will contain two
classes of participants: rstly, a stochastic market background composed of automatic
operators: these provide tetatesof the environment; secondly, an expert market-
making agent operates within the market created by the former, takiragtions

of our interest. Finally, as external observers, our objective is to employ inverse RL
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algorithms to recover the underlying reward function of the expert market-making
agent through observation of tetate-actiortrajectories executed by the agents in

the simulated market.

This proposal of simpli ed LOB-based MDP can also be understood as a
variation of a Colonel Blotto game simulatdB¢r21, Tuk49, Rob0g§ BGB* 19,
well known in game-theoretical studies. A Blotto game sets two players to compete
through attempting optimal allocation of resources sequentially, such as distributing
their soldiers throughout various regions of a battle eld along various iterations of
competition. During each step, each region is acquired by the competitor whose
allocation of resources to this area is larger than that of the opponent. Victory
belongs to the side securing the larger number of regions. Blotto applications include
problems such as democratic elections where various parties compete under the
constraint of limited resources available (time of candidates, campaign budget, etc.)
to cover the largest possible share of voters. Our limit order book contains two such
regions (buy and sell), while the actions chosen are conditioned to the state, therefore

interpretable as a variation of Blotto games.

3.1.3 Contributions.

The main contribution of this experiment is to evaluate the ability of an alternative
inverse RL model based on BNNs to recover non-linear reward functions from
an RL expert more ef ciently than two benchmarks well known in the previous
literature: inverse RL based either on simple maximum entropy assuming linear
rewards, or an alternative based on Gaussian processes. We are particularly interested
in their application to a realistic nancial environment of competitive nature, whose
dynamics are inherently stochastic and with human-realistic reward functions, as
opposed to other widely researched environments of deterministic nature such as

physics, engineering or computer games.
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3.2 Background

3.2.1 Inverse Reinforcement Learning

Building on the standard framework for reinforcement learning, our experiments
follow an MDP composed by the tuples A; T ;r; g; Pyi, where agents operate in
the state spac® and can choose their actions among those available in the action
spaceA; as required in the algorithms under scope, the mat(is? a; s) is known

to the external observer, consisting of transition probabilitiSs; a) from states

to states’by choice of actiora; however, the reward functiar(s; a) is not known to

the external observer, and we will attempt to recover it through inverse RL methods;
gis a factor to discount rewards obtained in future timesteps, taking vgt2¢6,1];

and nally the probability distributior, for the initial state.

The canonical objective of general RL algorithms is to solve a given MDP
through nding a policyp (optimalpolicy) able to prodhucT:e the Iargtiast possible
expected aggregate reward, discounted thraug perE é gr(s)jp . Letus
note ax = f(s; at)gtho the state-action trajectories exeézged by such pglicin

an environment characterized by transitidns

The problem of our interest consists of the inversion of the solution through
functional inference (Figure 3.1): inverse RL considers an incompi&en r
lacking its reward functiom(s; a), and a set of observed trajector@s fxngr’}': 1

executed by the expert when following an optimal policyajs).

This exposes one of the core challenges of inverse RL: the ill-posed character
of a problem where the observed samplef expert trajectories could be explained
through various different optimal policieBlHR99. Sections 2.3.2 and 2.3.3 sum-

marize various options for handling such ambiguities.

Maximum Causal Entropy provides a framework to handle the ill-posed shortcom-

ing of deciding which optimal policy among the various potentially available may
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(MDPnr = hSA;T;g;Poi )

I—:>| Evaluate MaxEnt Objectivep(Djf) |

(D= (D al ool 1)

Figure 3.1: Structure of an IRL algorithm based on maximum entropy.

most likely have generated the expert demonstrations obsefietl]. In particular,

it proposes the assumption that the optimal policy underlying the observed demon-
strations can be described throygh(ajs) p expf Q%(s;a;)g [ZMBD08, HTAL17].

In this formulation,Q%represents a soft value-action Q-function, which treats the
information as obtained sequentially, and regularizes the gain function of stan-
dard RL through a measuke(p) , Ep[ logp(ajs)] of differential entropy, sim-
ilarly to [FLL18, HE1€] and developed in detail ip Section 2.4.0%s; &) =

T
r(sa)+ B, p é gto r (s a0)+ H(p (js9))

t0=t

The overall framework to recover the missin@; a) can therefore be summa-

rized akin to a maximum likelihood setup fB(Djr) [LPK11]:

! #
eXPB A Qlia, 1008 exp QF (3.2)
it a

Further works on causal entropy for global optimization of causal effects on

target variables under unknown causal graphs have been conducted by [BADD23].

3.2.2 Inverse RL methods considered

This chapter will investigate the application of three algorithms for inverse RL

competing for the recovery of the hidden reward of the market making expert
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through the observation of its operations in our limit order book simulator:

Maximum-Entropy Inverse RL. We refer advlaxEnt IRLto the original method

for maximum entropy IRL as introduced in the seminal work Bie](, which
attempts the recovery of the unknown reward assuming it is a linear function of
features observable in the state spa¢e)= w'f (s), wheref (s) : S 7! R™ maps

in mdimensions from states to vectors of features. The objective is thus reduced to

the estimation ofv through inference.

GP-based Inverse RL.The previous method obtains through inference estimates
for the unknown reward values for certain states of the space, which may suf ce in
instances of nite MDPs where the set of observed trajectories covers all the states
in S. However, such cases are not common in practice, limiting our ability to model
agents with realistic applications. In addition, while MaxEnt IRL incorporates the
maximum causal entropy framework to handle the choice of a policy structure, the
assumption of linear structures for the target reward function is severely restrictive

in practice.

Hence the choice of a second algorithm: inverse RL based on Gaussian pro-
cesses (GP-IRL)PK11], able to extend the function space for eligible reward
functions to more complex, non-linear functions of state space features thanks to
the generality of Gaussian processes. As discussed in Section 2.4.3, the core of
the method consists of modelling the prior of the reward through a Gaussian pro-
cess with mean zero, and a covariance kekgék;x9. Let X; 2 R™™ de ne a
matrix of features for a nite amoum of states with dimensiom, where ()

evaluates the reward Ms: f = r(X¢). It follows that fjX;q N (0;Ks.¢) with
[Kt;1]i;j = kg (X %))

The overall gain function of the problem can now be maximized against
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(parameters) anél( ) ( nite rewards):

hZ i
p(f;q;DjXs) = rIO(DJ'r)|O(rJ'f;q;Xf)dr p(f;ajX¢) (3.2)

This incorporates the inverse RL objectipéDjr), the posteriop(rjf;q; Xs)
of the Gaussian process, and priors f@r) andq. While this expression is in
general intractable] PK11] propose @eterministic Training ConditiongDTC)
assumption to treat the mean of the posterior in the Gaussian process as the target
reward function itself, producing a suitable candidate solution although giving up

the covariance structure of the GP.

Bayesian Neural Networks applied to IRL.While Gaussian processes overcome
the limitation of linearity assumptions for the reward function, the tractability of the
objective remains problematic; therefore, we may look for alternatives that would
not require steps like the DTC assumption that gives up the probabilistic modelling
of the uncertainty about the reward that a fully characterized GP could have been

able to capture.

Alternatively, neural networks have proved to be ef cient general approximators
to learn functions of arbitrary structure, without the tractability problems posed by
the GP-based alternative, and so may be used to learn the reward function under a
maximum entropy paradigm as proposed WP13. On the other hand, neural
networks are not able to model uncertainty as probabilistic methods do, and their

parameters remain in general non-interpretable.

The balanced compromise we propose is to try to infer the reward function
through a Bayesian neural network (BNN), able to approximate the same objective
as the Gaussian process without their tractability shortcomings or DTC assumption,
while preserving as well the probabilistic component to model uncertainty about the
reward learned (as explained in Section 3.2.3), while bene ting from the expressive

potential of neural networks.
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3.2.3 Deep Learning and Bayesian neural networks for approxi-

mation of GPs and inverse reinforcement learning:

3.2.3.1 Neural networks

Neural networks are a class of machine learning algorithms for function approxi-
mation and for non-linear reduction and prediction of high dimension data, based
on consecutive layers of hidden latent variabeS17. These networks are orig-
inally inspired by biological neurons and rst proposed by McCulloch and Pitts
[MP43: under a simpli ed structure, neurons may receive a number of external
inputs through various incoming channels or dendrites (fie@@in ancient Greek
dendroy; these inputs are processed through the nucleus of the neuron, and may
result in the activation of a pulse out to the axon of the neuron (fewn or axis).

The model can be summarized through:

* the set of WeightfswkgE=1 applied to each component input sighingE= I
* the aggregator or summing juncti&g );

* the threshold or activation functidn( ).

Given a set ngL(: , of K input components, the neural net produces an output

y="f & Wk %

This model is simple to apply to cases of higher dimensionality and number
of layers: consider the datadetconsistent ofN pairs of inputs vs. output® =
f(xi;y;)gN ; wherex; 2 RX andy; 2 RP. The neural network will try to learn the
mapping betweeh(x;)gl ; andf (y;)gl ; throughy = f (W1 x+ b) W5, where
weight matricedV1 2 RK*Q andW, 2 R?*P and bias vectob 2 R? are trained
to minimize a given loss function with respect to the tryg &and estimatedy)
output values, now including a hidden layer of sigeThe non-linearity is thus a
function mapping : R?! RQ. Widely used choices for their con guration include

hyperbolic tangentténh) or recti ed linear units ReLU) as non-linear elements;
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Figure 3.2: First model of a neural network, as introduced by McCulloch & Pitts.

and mean squared error as loss or cost function to be minimized by choosing the

. . 18 .
right values of parametets= fW1.2;bg : Lw b (Yii Vi) = N a kyi VKA
i=1

Neural networks constitute a powerful, parametric function approximator, alter-
native to the non-parametric approach of Gaussian proce$ées9§ showed that a
neural network with a single layer can be equivalent to a GP when the number of its
components tends to in nity, and hence represent a universal function approximator
[Cyb8Y9. Under these conditions, the neural network would approximate a function
sampled out from the GP of known kernel form, following the Central Limit Theorem
[LSdP" 18], and a prior over the network parametgrsvould correspond to the prior
of a Gaussian process over the functional space, allowing exact Bayesian inference

through the neural network for regressions [Wil97].
Regularization and dropout to palliate over tting

One shortcoming of neural networks in practice is their propensity to over tting:
the adjustment of learnt parameters to the speci c training data so tightly that hinders

the ability of the model to generalize to other regions of the data spaces.

Regularizationis a method to treat over tting, for instance through variations of
the loss function employed like the inclusion of additional summands that penalize

a norm of the parameters: the resulting loss function with a ngror ", of the
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parameters results in a loss function with a structure as follows:
. 1 Y o
Lwiob (Yis Vi) = oN & Ky;  §ik“+ 1 1KW1k + | okWok, + | hKkbk,
i=1
wherel 2f 1,29

Dropoutis a speci ¢ method of stochastic regularization that modi es the neural
network itself by dropping randomly selected units of the network in each training
iteration. This is analogous to training a different network on each cycle, similarly
to ensemble methods based on simultaneous training of several different models
to learn a common underlying objectivéHiK* 14]. In our neural network model
y=f (W1 x+ b) W5, the random selection of elements to drop applies to the input
vectorx, to the output of the neural lay&(W1 x+ b), and to any subsequent layers

that the model may contain.

A Bayesian interpretation of dropout developed 1§ provides a step
forward in bridging the gap between deep learning and Bayesian statistics. The
authors prove that the application of dropout to each layer of a multi-layer perceptron
network is equivalent to approximating a deep Gaussian probads3] through
variational inference. In particular, they show how the loss function to minimize
through the dropout process effectively minimizes as well the KL-divergence between
the deep GP and its approximation. This approach allows to represent metrics of
model uncertainty for the features of neural networks with dropout, and to extend

Bayesian reasoning more generally to deep learning models.

MC dropoutis a case application to estimate predictive uncertainty in models
with dropout, consisting of evaluating outputs of various stochastic forward-pass
steps through a neural network trained by dropout, averaging over several forward
passes through the network at test tineHK* 14] refer to this method asodel

averaging

This reasoning can be extended beyond the approximation of Gaussian pro-

cesses, by applying MC dropout after each model layer towards approximate varia-
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tional inference over Bayesian neural networks [GG16],

3.2.3.2 Bayesian Neural Networks and training methods through

Variational Inference

Although the aforementioned convergence to Gaussian processes of in nitely wide
single-layer NNs with random variables as weights under certain piads
Wil97] implies that these represent a universal function approximégog9d, this

is of little applicability in practice, where neural networks are nite. On the other
hand, nite Bayesian neural networks provide an attractive alternative method to
prevent over- tting Mac94, and amount to a practical implementation of model
averaging. In the context of inverse reinforcement learning, we are interested in
exploring their application in learning non-linear reward functions as a substitute to

Gaussian processes.

From a probabilistic perspective, training a network through optimization (min-
imization) of a loss function is akin to obtaining the weights through maximum
likelihood estimation TLS89. In other words, as described above, non-Bayesian
neural networks provide no information about the certainty with which parameters
are learned and therefore neither about the reliability of the prediction outputs pro-
duced with such a model (predictive uncertainty), with critical implications from the
point of view of Al safety AOS" 16]. In the speci ¢ case of inverse RL, this deprives
the observer from any knowledge about the certainty and reliability of the reward
values inferred for a given region of the state-action space, which may be scarcely
represented in the observed trajectories with respect to other regions. Taking actions
from conclusions based on such inferred rewards without metrics of reliability would

imply a level of risk and uncertainty generally unaffordable in practice.

A more theoretically sound approach to deep learning is to choose a prior
distributionpg(q) over the space of parameter®f the neural network, () that

produces an output = fq(x) for input x. This prior re ects our background
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knowledge about the problem to be learned (thus inducing a distribution on the
parametric set of functionggal1q) and learn the parameters through their Bayesian

posterior.

Previous literature about BNNs covers the utility of their properties in regu-
larization Nea95 Mac92 GG16. Given that exact inferences tend to be complex
from a computational perspective, their variational alternative has been found to be

particularly useful in various cases [HvC93, Pet87, Grall, GG16].

Let(X;Y)= f(xn;yn)gw= 1 be a dataset from where we need to mddg} !
Yn) gr’}': 1 as arobust mapping. We may de ne the Bayesian neural network with a prior
p(q) as distribution on the network weights, and subsequently a likelihood function
p(X;Yjq). This allows a generalization of the point estimates obtained through
maximum entropy to reconstruct through the BNN a complete, robust representation

of the reward function ef ciently.

This Bayesian approach to machine learning allows to learn predictive distri-
butions for a new output 2 RP given a new input point 2 RX with a model

trained with an input/output datageX; Y):

Z
ply ix;X;Y)= p(y jx ;q)p(djX;Y)dq (3.3)

This model requires that we assume as well a distribupigfx; g) for outputy
given inputy and parameterg; for regression tasks we typically employ Gaussian
likelihood, while softmax likelihood can be used for classi cation cases. In the
speci ¢ case of weightdV, for layer| of a neural network as described in Sec-
tion 3.2.3.1, a Gaussian prior over the parameters can be placed through a matrix

po(W)) = N (W;0;1) and point estimates for bias components [LG17].

The evaluation of the integral in Equation 3.3 can be problematic due to the

posterior distributiorp(qjX;Y) over the weights given the observed dgxaY), i.e.
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the distribution of parameters most likely to have produced the dataset:

p(yiX;q)p(a)

pajX;Y) = 003 X)

(3.4)
Sincep(qjX;Y) tends to be intractable analytically in practical applications, a

number of methods have been proposed to approximate this posterior distribution.

The use of variational inference to train Bayesian neural networks has a deeper,
more fundamental implication with respect to generic deep learning: Gal and Ghahra-
mani focus their previous workgG14 in bridging the gap between deep learning
and Bayesian statistics for the speci c case of dropout in neural networks as a
Bayesian approximation to Gaussian processes. In their subsequentG&itH |
they extend the Bayesian equivalence to generic, arbitrarily deep learning models,
showing that stochastic regularization techniques on such learning models can be con-
sidered equivalent to approximate variational inference on Bayesian neural networks.
More generally, Gallg nds that any neural network regularized through dropout
is essentially equivalent to a Bayesian neural network trained through variational
inference. This has profound implications on the potential to extend well-founded
Bayesian probabilistic reasoning throughout general deep learning, and implies
an additional motivation for the experiment we propose, implementing inverse re-
inforcement learning through Bayesian neural networks instead of the Gaussian

process-based method proposed by [LPK11].

3.2.3.3 Methods of approximation of the Bayesian posterior

Early methods employed to approximate this posterior relied on the direct application
of Laplace's method as proposddl[91, Mac93. Alternatively, minimum descrip-

tion length (MDL) [HZ94, HvC93 focuses on penalizing the amount of information
contained in the weights of the network with respect of that of the output vectors

for the training samples, while Hamiltonian Monte Carlo was employed\N@ap3,
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and an ensemble learning alternative was propose&B9§]1. These methods have

the common shortcoming of lacking scalability for large scale datasets. Instead, we
explore for our experiments an alternative approach for the approximation of the
posterior, based on Variational Inference (VI). The advantages of variational infer-
ence include its scalability to large datasets, being an optimization problem solvable
through stochastic gradient descent, and the possibility to parallelize its process-
ing over multiple computer processors and to accelerate it over GERIM19].
Certain shortcomings of the method include the approximation error between candi-
date and true distribution®&M15], and the computational costs of the non-convex

optimization problem [AP23, XC23].

Variational inference is based on approximating the intractable posterior
p(gjX;Y) through a familyqy(q) of variational distributions, where we need to
nd the variational parameters that minimize the divergence betweagp(q) and
p(qjX;Y). The Kullback-Leibler divergenckL qw(q)jjp(gjX;Y) , sometimes
known as eitherelative entropy or alternatively asnformation gain is a usual

choice here derived from information theory [KL51, Kul59]:

h [ V4

. X
KL QM = alog B dx 35)
For our application, it follows:
Z
KL aw(9)jj p(ajX;Y) KL aw(d)jj po(a) ow(q) logp(YjX;q)dq
N Z

KL qw(@)iipo(d) &  aw(@)logp(yiifq(x);a)dg
i=1

Lw
(3.6)

Note thatl, in Equation 3.6 is the objective to minimize with respect to a set

1Zoubin Ghahramani, NeurlPS 2016 keynote addreistory of Bayesian Neural Networks.
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w of variational parameters. Following the notation @g]1q, the use ofu denotes

that both sides of the equation are equivalent up to certain additive constant.

Equation 3.6 still implies computations on each of thelements of the dataset,
which becomes prohibitively expensive for large valueblofn addition, the terms

in the summation become intractable for BNNs with multiple hidden layers.

However, while we cannot compuke. qw(q)jj p(qjX;Y) exactly due to the
intractable componeni(gjX;Y), we can reformulate the KL divergence into an
alternative tractable objective: thlevidence Lower Boun(ELBO) [JB0O4, that
is maximized by the same target variational parameterthat minimize the KL
divergence. Authors such asJD22, KJD19 have described extensively how the
VI posterior maximized by ELBO is in general preferred over other methods to

approximate the Bayesian posterior in various cases of interest.

Letw be the set of target, optimal variational parameters,catite parameters

of the model, such that:

n 0
aw () = argmin KL aw(q)jj p(ajX;Y) (3.7

aqw(d)2Q
Is the best approximation gf(qjX;Y) within the variational familyQ of

distributions. LeD = f X;Yg be the dataset of observations, and the target posterior
p(ajX;Y):

. _ p(D;q)
p(gjD) = o(D)

(3.8)

The objectivel, cannot be computed directly as it depends on the component



3.2. Background 103
Z
logp(D) = log p(D;q)dg of Equation 3.8:

KL aw(9)iip(ajD) = Egllogaw(q)] Egllogp(qjD)]

Eqllogaw(a)]  Egllogp(D;q)]+ logp(D)

(3.9)

However, we can maximize instead the functibridence Lower Boun(ELBO)
[BKM18] with respect to the same variational parameteisut without dependence

on logp(D):

ELBO[w(9)] =  Eqllogaw(a)]+ Eqllogp(D:q)]
Eqllogaw(q)]+ Eqlogp(qjD)]+ logp(D) (3.10)

KL aw(a)jip(q;D) + logp(D)

Thereforelogp(D) = ELBJqw(q)]+ KL qw(q)jjp(qjD) . Taking into ac-
count thatKL qw(q)jjp(qjD) > 0 by de nition, it follows thatELBOgw(q)]
logp(D) for any choice oty (q).

Given thatlogp(D) is independent from thgy(q) chosen, they, (q) that
maximizesELBJqw(q)] follows the same selection of variational parameters

that would have minimized the KL divergence:

n 0
argmax ELBO gw(q)
aw(d)2Q n

argmin KL aw(q)jj p(qjX;Y)
W (9)2Q

Ow (a)
o] (3.11)
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3.2.3.4 Choice of variational families: mean- eld approximations

In our implementation of variational inference to train a Bayesian neural network,
we will parametrizeg,, (q) using a mean- eld variational inference approximation
[Pet87, under the assumption that weights for each layer factorize into independent

distributions:

L
Gw(dz; i al) = O ailai) (3.12)
i=1
Let us assume as prior a Gaussian diagonal distribyigm; :::q.), then solving
for the optimization. Following BKM18], we assume a Bayesian mixture kf
GaussiansN (m; 1) with unit variance, where eaank N (0;s ?), with fy
Categ 1x;:::;1x 2 representing the Gaussian comporietitat generated sample

x;. Blei et al. thus de ne a joint density of observed and latent i f ) variables:

N .
p(mf ;%) = p(m) O p(f ) p(xijfi; m) (3.13)
i=1
The variational family for the mean- eld approximation should then refer
to mandf : q,(mf ), built as follows (Equation 3.14) through the variational
parametersv = fm;s;cg with eachq(fjc) establishing which Gaussian mode
has most likely generated each sample, apd N (m&;ﬁ) characterizing the

corresponding Gaussian mode:

N oK .
aw(mf)= Oa(fijc) O a(mimasy) (3.14)
i=1 k=1
The optimal parametem = fm ;s ;c gto provide theg, (mf) that best
approximates the target posteripfgjX;Y) minimizing their KL divergence as

per Equation 3.7, are the same that maximize the corresponding ELBO, following

2A categorical random variable witk possible values, each occurring with probabify ) = =
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Equations 3.10 and 3.11, and therefore solve the characterization of distributions for
the weights of the BNN. Se@KM18] for more details about its full derivation, and

Section 3.3.1 for the implementation that we will follow in our experiments.

Further progress of interest in variational inference published &¢CF" 19
includes FDP23, a relevant advance in training Bayesian neural networks through
generalized variational inference expanded to include a wider space of neural archi-

tectures that should be of interest for further studies in this eld.

3.3 Three IRL experiments on the LOB simulator

This section presents rstly the details of the limit order book simulation used as
RL environment, following the introductions to LOBs in Section 2.1, and to RL in
Sections 2.2 and 3.1.2, respectively; these are followed by the complete development

and analysis of the three experiments.

Let us consider a single-level order book receiving an incoming order ow that
provides market updates to our LOB: the incoming is generated bipchastic
trading agents (Markovian TAs); among this order ow, an expearket-making
agent (MM) receives the incoming ow of orders and trades back guided by a
reward function speci ed beforehand. In general, the MM expert holds atttime
an inventory of securities of up ig,ax. The MM expert has no knowledge of the
trading policies of the Markovian TAs, and therefore adapts considering them all as
the dynamic environment of an MDP solvable as an RL probleBig. This MDP

is characterized as follows:
» State SpaceS with states at timet de ned as the vector:

h i
s= VP10 Wy iMe  2S (3.15)

Let vf)l)(t), v((f,.l)(t) 2 R o represent the volume currently present in the or-

der book as per the most competitive bid and ask orders, WNft& (t) 2
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f Imax:::; 00005+ Imaxg re ects the inventory held by the MM expert at time
t. Each of theN TAs places on each cycle an order to either buy or sell, so
as to provide the order ow where the MM expert can then trade (hence not

including ahold option). For simplicity, prices are each equal to 1.

Action SpaceA for the expert market maker. The incoming order ow updates
the state of the order book, and therefore the environment where the MM expert
chooses the next action to take so as to maximize the reward obtained. Our MM
expert will pick certain actiom at time-steg, choosing vqumengM)(t)
andvf)MM)(t) in order to trade up to the volumes made available by TAs in the
order book (their most competitive bid and ask) with the objectives de ned by

its inner reward function:

h it
a= V"™t WM 2A (3.16)

Wherevf)MM)(t) + ngM)(t) N: sinceN TAs place one order each per cycle,
the MM can match up to that aggregate volume per cycle (saesition

Dynamicsbelow).

Whereas the function of TAs in this setup is simply to provide a stochastic
order ow for the book by issuing passive orders, the MM expert is an active
trader, taking the liquidity made available by the TAs at the best bid and ask

price per time step, respectively.

Transition Dynamics T (s;a;s). For each time, then-th TA, n2 f 1;:::Ng,
iIssues one ordeot(”) for a side of the order book (the best bid or ask), where

the TAs each obey a stochastic policy:

v 1)
t0 (3.17)

(1) (1)
Yy (t 2 va’(t 1)
exp—t m— T exp a Q)

o p™(jg ;t™) (3.18)

exp

pM(js 1;t™M)= Ber
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In these policieSJt(”) = 1 represents the action to order at best bid, while
of”) = Ois to order at best ask. It follows that each TA will have to issue one

order, either ask or bid, for every timeNote the Bernoulli distributioBer(x)

hidden to the MM expert and independent with respect to each other.

By construction, the complete bidding and asking order ow produced by
the N TAs, VE)TA)(t), ngA) (t), corresponds to addinyg independenBer(x)
variables, whose parameter is given conditionally to both the corresponding

temperatureé and the state of the environmesqt

Once each of thdl TAs has placed one order for tinhethe cumulative bid
ow amounts tongA) (t)=N vf)TA) (t). The cumulative asks and bids from
all TAs att, driven by the policies in Equation 3.17, compose an intermediate

order ow state, denominatdokelief state

h i
b= V1 Vi) (3.19)

Whereas the expert MM only has access to the last LOB state as re ected
in 5, MM action orders &) are executed consolidating with respect to the
belief stateb;. Wider literature on market microstructure refer to this effect
asslippage Once a nal number of bid and ask orders has been matched in
the order book by the MM expert, the MM inventory updates to its new state,

whether short or long the asset.

Figure 3.3 provides a complete diagram of the mechanics of our order book

simulation:

— Based on the last state ; observed (yellow squared node), trading

3Temperature parameters in machine learning models generally refer to parameters that control
the degree of uncertainty or randomness in the process of data generatien(&s:::;tn) doin
our simulator. Higher temperatures correspond to higher degrees of randomness.
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Figure 3.3: Structure of a synthetic limit order book with a single level as an experimental

MDP.

agents de ne their next order owsf)TA)(t);ngA) (), following their

policies througio!”  p™(js 1;t(™M) as per Equation 3.17 and their

respective xedtemperaturﬁoarameterss (re(lj circle node). This step
T

updates théelief stateby = (" (t) Vi (t)  for the next time step

(white squared node).

— Also based on the last stage 1 available, and on the knowledge of the
transition dynamicd (s;a;s) 2 [0; 1]SIIAIISI the expert market maker
chooses the next action to ta&e= a (polygon blue node) that maximizes
Equation 3.20:

v(i=max g psisa r+g v (sH (3.20)
& s
considering all actions eligible from states= s 1 and all possi-
le subsequent stlateﬁ MM therefore computes its actiors =
T
W™ W™
(TAMM) :
— Now that the full order owf v, (t)g for timet has been computed,

we have all the elements required to update the statanto s:
W= e n+ i ™
1 1 TA MM
W= vt n+v 0 M)
MM = iME 1+ @™o o
i

*

*

*

*

.
_ 1 1 .
5= V1) Wty i)

— Finally, based on the new stage we may compute its corresponding
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rewards for the MM (diamond green node), for both the linear and expo-

nential cases as follows in the following paragrdgdward Functions

Figure 3.4 provides a sample illustration of variationsTdk, a;s) across
various actions. The knowledge of the transition probabilities throughout
(S;A) opens the door to an exact solution for the Markov decision process.
Following the ow diagram in Figure 3.1, we can also characterize in the

process th&-value function (Figure 3.5).

Reward Functionr. The de nition of a reward function for the market-maker
expert sets the objective of the experiment, as it is the missing part of the MDP
that each of our candidate algorithms will try to recover. Each choice of a

reward will induce the behavior of the expert [Berl13].

Note that the reward functions are de ned as ground truth for each of our
experiments, but the inverse RL observer has no knowledge of neither their
structures nor parameters when trying to recover them out of observing expert

demonstrations.

This reward may be de ned as a function of the upcoming sateor, through
the equivalences of the transition probabilitie§ipa function of the statg
and the actiora; [SB1§. Let us adopt the former in our notations for both

possible reward functions under our scope to test:

1. Linear function for the expert's reward , de ned as a linear mapping

on the hit count achieved by the expert MM agent:

r(9=N v WY (3.21)

Since we de ned our market simulator to always h&verders present
in the belief statdy;, its subsequent stageis the result of the expert's
actiona; (buy/sell orders) against the order dwy from the Markovian

agents, therefore equivalent to those orders that remained unmatched by
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Figure 3.4: Sample of probabilities in the transition matric€gs; a;s) between current
state and next state with respect to each action selected. The possible combina-
tions of possible states across the three variah&@svgl) :i(MM) are enumerated
along a single dimension for each axis in the gures.
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Figure 3.5: Q-value function for exponential reward. Possible states are enumerated along
a single dimension for the vertical axis as in Figure 3.4.

the expert. This allows for the interpretation of such reward function as
the hit count of the expert MM agent, or metric of the orders effectively

matched by the MM against the total Mfavailable per iteration.

While there is no direct incentive to liquidate holdings of the asset in
this reward function, it contains an implicit motivation not to breach
the constraint of maximum inventoiy,ax, Whether long or short the
asset, given that simulation terminates otherwise, limiting the cumulative
returns achievable. The limit placed as a maximum inventory allowed
re ects the actual risk management policies placed on market making
agents in practice, where material risk takers in regulated nancial
institutions have limitations to the total amount of risk they can hold, as
well as on the capital resources available to cover potential losses. The
inventory held by a market maker at a given point in time implies the
risk of monetary losses derived from such inventory losing value due
to market value variations while in their possessiorack to marketor

MtM), a loss to be absorbed through their limited capital.

2. Exponential function for the expert's reward: to include the case of
a non-linear reward function, we may employ an exponential utility

function; these are well researched across the eld of microeconomics,
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in particular to treat explicitly the extent to which an agent is risk prone
or risk averse AWOQ7, Pra64, as given by the risk aversion parameder

in Equation 3.22. Based on this structure, we build a non-linear reward
as a function of the inventory and hit count of the expert MM agent:

(=1 ed N ) W& bjit™)

(3.22)

In this de nition, b;a 2 R g re ect how risk prone or averse the expert
is. In particular,b re ects the readiness of the agent to hold larger
inventories while trading, which implies larger risks since the overall
value of the inventory may fall while the market oper4teEhis type

of exponential utility functions has also been widely used in algorithms
for decision making\VK15] and advanced nancial portfolio theory

[KS02].

Various representations for each reward function are displayed in Figures 3.6

and 3.7. To interpret Fig. 3.6, for instansss 0 represents an inventory
Imax= 5 for corresponding bid/ask volumes of 0; whereas 1 represents

an inventory size of -5, for a bidding volume 0 and asking volume 1, and so on

across each combination of values.

Each of the experiments proposed is based on the following con guration to

generate the expert demonstrations:

Number of trading agent® = 3
» Temperature factorg: = 0:1;0:5;1:0g
* Inventory:lmax= 5

» Parameters of exponential reward functian= 1.0;b = 0:5

4Holding large trading inventories may imply severe consumption of capital resources for regulated
nancial institutions that provide market making services, in addition to the existence of explicit
trading risk limits.
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Figure 3.6: Comparative of exponential vs. linear reward functions along their respective
enumerated discrete states.

Figure 3.7: Comparative of reward functions throughout features of the LOB states, best
bid/ask volumes, and inventory held by the market maker.

 Discount factoig= 0:9

The simulations are based on episodes that may terminate if the constraint of

maximum inventory is breached, or after a totallof 5 timesteps. A sample of the
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non-terminal states & provides the initial state.

Six experiments:we conduct in total six experiments, consisting of three inverse
RL methods, each tested on two different structures of reward function (linear and
exponential). For each of them, the external observer that conducts inverse RL
methods to recover the underlying reward has no knowledge about neither the reward
structure nor its parameters; the observer only knows the observed demonstrations,

and has access to the observable environment and its transition dynamics.

« Maximum Entropy IRL method, as described in Section 2.4.1 and per the
original conception ofZMBDO08], directly maximizes the likelihoog(Djr)
in Equation 2.29.

e Gaussian process-based IRL, followind’K11] and as detailed in Section

2.4.3.

* Inverse RL through a Bayesian neural network, based on our own implementa-

tion as introduced in Section 3.2.3 and described in the following paragraphs.

3.3.1 Experimental implementation and training of the Bayesian

neural network

Our Bayesian neural network is implemented through Keeas library in
TensorFlow , consisting of two hidden layers of width 30, where the pp(q)
for each weight of the BNN is an independent Gaussian distribution with mean zero
and unit variance. The process to learn the reward function through a BNN includes

two stages:

* Inference phase:the rst step produces various point estimafdgs,) =
fngr’\]‘zl of the reward, mapped along a nite selection of stateS:rfs, 2
Sd\. ,, through optimization of the inverse RL objective included in Equation

3.2.
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 Learning phase:in the second step, the estimates are used as training set for
the Bayesian NN, learning the structure that connects the stat8swith

corresponding inferred estimates of the reward funatighZ R.

In this implementationiN corresponds as well to the number of states contained
in the observed expert trajectoriesin Consequently, every state 81may be
employed several times depending on its presen€k it corresponds to adapting

the learning progress of the BNN to the counts of visitations for each state.

The training process for a BNN implementeddaras TensorFlow implies
nding the optimal variational parametew¢ = fm ;s ;c g of the corresponding
mean eld distributiongy (M f ) (Equations 3.7 and 3.14) over the parameters of
the BNN. The probabilistic, Turing-complete libraBdward [TKD* 16, THS" 17],
based in Python and compatible witteras TensorFlow  models, allows us
to apply the steps and method detailed in Sections 3.2.3.2, 3.2.3.3 and 3.2.3.4, to
nd these variational parameters by solving for the correspon&bhO w =
fm;s;,cg (Equation 3.10) of this distribution. The variational parameters for
each layel, following Equation 3.7 for our speci ¢ BNN instance, correspond
to weights and biasefqg,;0py9. Each of them is implemented through an
edward.models.Normal model as a normal random variable, initialized with
zero mean and unit variance. The inference is run witretheard.KLgp function,
which returns the estimated parameters through 5000 iterations. Within the options
for choice of optimizer available iedward for the variational inference solution,

we use their defauAdamOptimizer option [KB15].

3.3.2 Performance metric and evaluations

In order to compare the relative ability of each IRL algorithm, we use the Expected

Value DifferencesEVD) metric, as de ned in Section 2.3.1 and Equation 2.22:

T

dr(s)ip  E a dr(x)ip (3.23)
0 t=0

Qo

E
t
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EVDs measure the bias of the IRL method, and are more informative than
attempting direct comparisons between the recovered reward functions and the
ground truths, since the expert demonstrations observed can be explained by various

policies.

Figure 3.8: EVD: Expected value differences for reward functions (linear vs. exponential)
as obtained with Maximum Entropy (green), GP-based IRL (red) and BNN-
based IRL (yellow) methods across numbers of experimental demonstrations.
Standard errors on 10 evaluations each.

Each of our experiments is repeated for demonstrations tot&ifingf©, 211,
212 213 and 214 cases, each of them for both eligible reward functions: linear
and exponential. Each demonstration is a trajectory of 10 state-action pairs or
steps. Figure 3.8 provides a summary of the results obtained, expressed through
their corresponding expected value differences for each instance of the experiment:
MaxEnt IRL, GP-IRL and BNN-IRL for each type of reward along demonstrations

between 2 and 24.

Unsurprisingly, the three algorithms evaluated display good and similar ability
to recover the linear case of the hidden reward. However, once the reward becomes
non-linear (exponential), the MaxEnt EVD underperforms signi cantly. While GP-

IRL is able to learn the reward, we nd that BNN EVD outperforms as the number
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of demonstrations increases, as well as providing lower output variance (the shades
for standard errors in Figure 3.8 re ect 10 independent evaluations) and avoiding
the DTC assumption of the GP alternative, therefore opening a door towards scaling
ef ciently in market simulations of high dimensionality and larger amounts of agents,

while preserving a probabilistic structure for the reward functions recovered.

3.4 Conclusions

This Chapter proposes the application of a variety of inverse reinforcement learning
algorithms to a stochastic market simulator (a limit order book) where trading experts
compete based on different reward functions, namely linear and non-linear. Whereas
earlier techniques for inverse RL are indeed able to recover linear rewards in our
market simulator, we are interested in the recovery of more realistic, non-linear
reward functions. Gaussian processes open the path to inverse RL on non-linear
functions; however they present shortcomings in terms of tractability, computational

expense, and loss of probabilistic structure.

We propose an alternative algorithm consisting of Bayesian neural networks, in
order to bene t from combining the expressive potential of neural learning models in
general, and the well-founded mathematics of the Bayesian probabilistic component.
This alternative builds on the work developed 8313 nding equivalences to
explain generic deep learning through well-grounded Bayesian probability theory and
equivalences with respect to Gaussian processes. Bene ts include the regularization
properties of BNNs akin to dropout, as found yG14, and opening the door
to further applications in more complex nancial simulators, including provable
characterizations of nancial risk thanks to the metrics of uncertainty provided by the
probabilistic structures of the model. Our experiments con rm the outperformance
of BNNSs also when recovering non-linear reward functions, including better EVDs
as the number of demonstrations increases, lower output variance, and improved

computational complexity.






Chapter 4

GAN-based inverse reinforcement
learning for latent space simulations

of limit order books

Once you eliminate the impossible,
whatever remains, no matter how

improbable, must be the truth.

Sir Arthur Conan Doyle

This chapter presents the second experimental scenario of the thesis, aimed
at combining inverse reinforcement learning algorithms with market environments
trained with real order book data, whose dynamics are not known by the IRL
observer. To this end, the chapter focuses on further deep learning methods for
recovery of reward functions based on adversarial networks under the maximum
entropy framework, which we aim at combining with a generic methodology to learn
complex environments compatible with real order book data and where RL agents

can be trained, towards a complete method applicable to real order books.
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4.1 Introduction

In the previous chapter, we reviewed methods of inverse RL capable of learning non-
linear reward structures in environments with stochastic features, and found that the
exibility provided by neural networks is particularly well suited to encode reward
functions with forms unknowa priori, including effective regularization. However,

a limiting constraint of these models is the requirement of precise knowledge about
the matrix of probabilities of transitions between consecutive states and actions
for the environment at hand, since they are based on obtaining a solution of the
MDP in the internal loop of the optimization iteration described in Fig. 3.1 and an
of ine solver; generally these requirements are not feasible in practical applications.
Furthermore, the methods discussed are costly to scale to the high dimensional
feature spaces typically found in environments of interest in the real world, from
images and video to data streams from limit order books in nancial markets. In
addition, while feature engineering remains quite laborious for policies and value
functions learned directly from demonstrations, it poses a particularly dif cult task
for reward functions, also due to the sensitivity to sparse or variable rewards of

policies derived henceforth.

Inverse reinforcement learning has evolved to cover continuous environments
of high dimensions and unknown transition mechanics, in elds such as robotics
and continuous control, and generalized beyond rewards of linear structure through

approaches reviewed in the previous chapter:

» aframework of maximum causal entropy [ZMBDO08, ZBD10];

* the choice of neural networks to learn the reward functions without costly

feature engineering [FLA16].

Furthermore, interesting equivalences have been foun8®®L16] between
inverse RL based on maximum entropy (which we have already explored) and a form

of adversarial learning where the discriminator in a generative adversarial network
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(GAN) [GPAM* 14] learns whether certain state-action pairs were generated by the
expert agent whose reward function we seek to infer, or were instead produced by the
generator. This equivalence is developed further into adversarial inverse RL (AIRL)
[FLL18], extending inverse RL towards recovering reward functions transferable
across variations of dynamics in environments of high dimensions, and learning

simultaneously the original reward and the corresponding value functions.

These results seem to suggest that the core limitations we encountered through-
out the methods discussed in Chapter 3 can be overcome, and the methods be applied
in general to potential applications of inverse RL in nancial markets in real-world

environments:

« If the original approach to adversarial inverse RL for continuous control could
be combined with a nancial simulator based on real data of high dimensions,
it would no longer need to assume knowledge of the environment dynamics
through its matrix of transition probabilitids(s; a; s3, which in practice would
not be available in a real market environment. From a similar perspective, we

could allowT (s;a;s9 to vary with time.

» The adversarial approach introduces as well an improvement in handling the
second level of identi ability problems in inverse RL, namely the identi cation
of one reward function among the many that may explain a given optimal
policy, by distinguishing further a class of policy-invariant target rewards
from other candidates heavily conditionedemtangled by the environment

dynamics.

* Since this adversarial approach is still within the maximum entropy framework,
the identi ability problem of a policy among the many able to explain a given

set of observations remains addressed as in the previous chapter.

IRewardsentangledo certain dynamics is a concept speci cally developed as opposed to policy-
invariant rewards, as explained in this chapter and its related bibliography.
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4.1.1 Contributions

This Chapter aims at extending inverse reinforcement learning under a maximum
entropy framework beyond the limitations inherent to the methods explored in
Chapter 3, by proposing a combination of market simulation trained with real market
data with an adversarial approach to the recovery of reward functions from expert RL
agents operating in such simulator. This approach should contribute to overcoming
the limitations encountered in the methods previously considered, while scaling
tractably to data og high dimensions, not requiring knowledge of the environment

dynamics, and being robust to variations in the market dynamics

Increasingly realistic nancial environments pose a signi cant challenge to the
IRL task, due to the higher dimension and stochastic nature of the data, unknown
underlying dynamics, and these being reactive to agents' actions. Under these chal-
lenges, the combination market simulations trained with real data and an adversarial
approach to IRL seems patrticularly well-suited to learn reward functions that are
also robust to variations in the dynamics of the environment, in terms of maintaining

their performance with respect to their original metrics of success and benchmarks.

The experiments presented in this chapter investigate the combination of the
adversarial inverse RL algorithms proposedkhl[18] with a market simulator
based on th&orld Modelsprinciples HS1§ and trained with real LOB data. The
objective is to investigate whether the reward functions recovered through AIRL are
able to consistently outperform an imitation learrfirgnchmarks when applied
to market simulators trained with real order book data in high dimensions and un-
known dynamics. In particular, whether this is also achieved under variations of the
environment dynamics. Imitation learning, and particularly Generative Adversarial
Imitation Learning HE16 (GAIL) is in general a more ef cient approach to learning
from demonstrations, given that it learns policy functions directly from observations,

without the need of rst learning a reward function. Therefore, the reward functions

2Alternative method aimed at direct recovery of policy functions from expert demonstrations
without rst inferring the reward function.
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recovered through an adversarial IRL benchmark will need to display particularly
consistent performance if they are to compensate the cost of requiring two steps
instead of one, and of inferring the policies indirectly. Additionally, the challenges
involved include the differences between the stable dynamics of the robotic envi-
ronments for which the adversarial methods were designed, and the competitive,
reactive dynamics inherent to the nancial environment where we intend to deploy

them.

To this end, we test three different agents to operate in a market simulator with
volatile, non-stationary transition dynamics able to react to the actions of the market
agents. Following the seminal approach, we compare the aggregate market gains
obtained by the policies learnt by both adversarial approaches - imitation learning
and inverse RL - on the same market simulator, after having observed the same
state-action trajectories of three market expert RL agents operating in the same

environment.

4.1.2 Market simulator trained with actual LOB series

The rst requirement of our experiments is a market simulator where the original
market agents can be trained and allowed to operate, in order to: produce the state-
action trajectories that the adversarial learners will later observe and try to reproduce;
to then operate the AIRL and GAIL algorithms based on observing such trajectories;

and nally, to test the policies learned by each adversarial learning method.

The generativ&Vorld Modelsbased on neural networks proposed B5[L] is
designed to extract automatically features observed by the model from the original
environment, and seems to be particularly well suited for this simulation task. This
model provides a training ground for RL agents, which includes learning a latent
spatio-temporal model of the environment, where the estimation of transition prob-
abilities takes place - hence providing as well predictive features for the training

process of the RL agent through a probability density.
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In particular, theWorld Modelsparadigm can be applied to large series of
nancial data to then train RL agents, as proposedWAMD19]: in this case,
the latent transition dynamics are learned through a Mixture-Density Recurrent
Network (RNN+MDN), a structure proposed by $1§ for learning latent transition
dynamics, detailed in Section 4.4.1: see details in Figure 4.5 and Equations 4.10
and 4.11. This model represents the order book data, providing a latent environment
where RL agents can be trained and become ready to operate back in the original
environment pro tably. Based on this framework, the rst step trains various RL
agents with different strategies, namely Policy Gradi&§i92], Double DQN
[VHGS19, and Advantage Actor Critic (A2C\NIBM * 16] with the sole objective of
maximizing the pro t they can extract from operating in our market simulator across

varying levels of pricing and volatility.

Once trained, the experts trade on the market simulator, producing state-action
pairs that the adversarial learning methods (AIRL, GAIL) will observe independently
to try to learn their reward and policy functions respectively, as per the adaption
of the principles in FLL18] adapted to th&Vorld Modelsbased market simulator.
Finally, the evaluations verify the share of aggregate gains for each RL agent that

each adversarial method was able to recover.

4.2 Background

Financial applications of inverse reinforcement learning have previously considered

representing features of the environment through vectors in various scalings, to
investigate competitive markets where experts follow linear rewat@&f 17]. In

our approaches described in Chapter 3, we compared the bene ts of Bayesian inverse
RL based on BNNSagainst its Gaussian process-based counteripak]1] for

non-linear rewards under maximum entropy.

Alternative model-based methods aimed at estimating certain interpretable

3Bayesian Neural Networks.
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parameters like the agent's risk pro le (appetite or aversion) based on its behaviour
against the market environmemtf18, where the external learner assumes a given

shape of the reward function guiding the expert.

Further progress to train neural networks with real data for market simulations
[KBM ™ 19] opens the door to generating further observable trajectories from the
original reward and action spaces. The aforementidiedd Modelsframework
adapted to LOB simulators by\)\WMD19] propose a generative approach based
on encoding latent states of the market, training the experts in such latent space,
to then let them operate in the real environment. Alternative perspectives based
on Gaussian inverse RL have aimed at learning trader signals from models trained

through sentiment-based algorithms, such as [YYA18].

Previous works appear as well in the efforts to avoid the requirement of precise
knowledge of the transition matrik (s;a; <9 for inverse RL algorithms based on
maximum entropy: among others, the aforementioned relative entropy method by
[BKPL11]; further work by KPRS13 deals as well with high-dimensional robotic
environments through their path integral inverse RL approach, although both are

limited to reward functions of linear structure.

Based on this review, and as introduced in the previous section, the inverse RL
algorithms best placed to ful Il the research objectives of this Chapter seem to be
those based on adversarial learning. Let us review the concept, mechanisms and
purpose of Generative Adversarial Networks (GANS) in the following section, before
detailing how they can be used to recover rewards of RL experts within a nancial

simulator.

4.2.1 Generative Adversarial Networks

First introduced by GPAM* 14], generative adversarial networks (GANs) are a
useful model to overcome the dif culties of attempting to learn distributions of high

dimensions through deep neural networks. Deep generative methods, like GANs
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or variational auto-encoders (VAE\V14], have showed ability to model rich
distributions on complex manifolds through unsupervised learning, without need
of maximizing intractable explicit likelihoods that other methods may require. For

instance, VAEs may maximise bounds on such log-likelihoods.

The generative component of a GAN consists of a neural net@o(the
generatoj with parametersjg tasked with producing samples with a distributign
that should get as close as possible to that of the original dataset through the training
process. The input int@ is a random vector  p(2), typically white noise. A
second neural netwol® (thediscriminator) with parametersgyy receives the samples
and tries to discern whether they come from the generator or from the original dataset.
The training process for the generator concludes once the discriminator is unable to

distinguish the origin of the samples.

For the case of inverse RL, the target data distribufipner(X) to be
learned byG is tp]at of state-act(i)oKn pairs observed in expert demonstrations
D=1fxynxkg= (Sets Act) thkl - Let us consider a simpli ed case where
Tk=18k2f1;::;;Kg, so that eaclky  Pexper(Xk) IS @ state-action paiS; A)
sampled from the true distributigmexper(X). The goal is to learn the distribution
Pexper(X) through a generatdd(z qg) that receives white noise p(z) as input.

More elaborated GAN models may also input other features into the generator, such

as labels whef®s(z qg) must produce a sample that belongs to a speci ¢ category.

The training process pits each neural network against the other. Discriminator
D(x;qq) receives state-action pady, and outputs the probability that came from
the true expert demonstrations rather than from the geneftbX;  Pexper(X)9=
D(xi; qq). The discriminator aims at maximizing its accuracy for this classi cation.
On the other hand, the generator aims at maximizing the probability of fooling
the discriminator into classifying its generated state-action ga{es gg) ﬁs if

they came frorp true expert demonstrations, i.e. minimizing the probability

D G(z;dg);qd
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Figure 4.1: Generic representation of learning through Generative Adversarial Networks
with training data form the original environment.

The combined training objective & andD is thus a mini-max game (Equation
4.1) with value functio’VV(G; D) [GPAM™ 14] whose solution is known to be at the
global optimum where the distributigny(x) implicit in G(z qg) reaches the true

distribution pexper(X) of state-action pairs:

minmax/(G;D) = Epeypeql0g D(X;6a) + Ep,log 1 D G(zqg)iqa  (4.1)

The training of GANs therefore contains two learning processes taking place
in parallel: while the generator learns how to generate samples with a distribution
as close as possible to that of the true data, the discriminator is learning how to
evaluate the distance betwegg(x) andpexper(X). [ACB17, NCT16 provide wider
discussions on variations of the learning process and implications from a perspective

of information theory.

Note nally that, given a certain generat@(z qg), the optimal discriminator

Dgs(x;qq) follows Equation 4.2 (Proposition 1 in the origin&PAM™ 14]), and
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therefore it follows that, at optimalitd5(X;qg) = 3 sincepg(X) = Pexper(X):

Pexper{X)
Pg(X) + Pexper(X)

Dg(X;0ad) = (4.2)

4.2.1.1 Bayesian GANs

So far, bothD(x; qq) andG(z; qg) are each de ned through networks whose param-
eters are learned as point estimates, without capturing any measure of uncertainty.
Further work has extended GANSs into the Bayesian space by placing distributions
overgg anddq [SW17, effectively inducing distributions over all the possible con-
gurations of the generator and discriminator networks, which their authors describe
as a distribution over distributionsof the data. This method contributes to avoiding
mode collapse cases where the GAN learns only a few modes of the target distribu-
tion that suf ce to fool the discriminator but fail to capture the tqgper(X). In
particular, Bayesian GANs are trained through iterative samples fi@g)qq; 2)
(wherez  p(2) is white noise), angh(dqjdg; z X), whereX = fX;gi>p, marginaliz-

ing noise from the posterior through MC. An alternative Bayesian approach to GANs

feeds instead a deterministic input to a random generator [ASAvdH17].

These Bayesian alternatives provide in general a more robust regularizer for the
training process than point estimates, since the model relies on various samples of
0y andqg similarly to the various networks available in ensemble learniihgJ93
LPB17]. Bayesian reasoning also allows to incorporate predictive uncertainty into
the GAN model and mitigate over ttinggG14, and may also contribute to better
convergence of the GAN [ASAvdH17].

4.2.2 Precedents (l): Guided Cost Learning

This section presents a review of research and various methods focused on learning
through demonstrations from environments of high dimensions and unknown dynam-

ics, that provide the foundations on which adversarial IRL is later developed. One of
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these earlier attempts is found RLJA16]: building on the principle of maximum
entropy and modelling cost function through neural networks, they projhoserse
Optimal Control (I0OC) via policy optimizatiords a means to learn a cost or reward
function in parallel to the search for a policy. The method is referred to as Guided
Cost Learning (GCL) since the cost functiorgisidedto preferred areas of the state

space as the optimization of the policy takes place.

Chapter 3 discussed several advantages of learning reward functions through
deep neural networks in the inverse RL process. GCL builds on these advantages to
learn directly from observed states instead of from selected features, hence avoiding
the costly and restrictive dependence on manual feature selection and crafting - or
engineering of the functional form - to represent rewards, as incurred by approaches
like [LPK11]. While [WOP13 had already introduced such representations, GCL

extends these to high-dimensional robotic tasks of second dynamic order.

The main contribution of GCL to recovering a reward function without access
to the trueT (s;a;s) of environment dynamics is to learn the reward in the internal
loop of policy optimization, instead of requiring to solve the MDP in the inner loop

of the maximum entropy IRL process described innFig. 3.1. Givercl) a sample of

K
trajectories of expert demonstratioDs= fxq;::5Xxk9= (Sct; Act) thkl - let
us recall Equation 2.27 from the maximum entropy principle, where the reward
Tk
function is now a generigy(Xy) = é_ rw  (Sct; Act) tTgl :
t=1

Assuming thaD = fxy;:::;Xkg are sampled from the distribution in Equation
4.3, GCL employs the sample based method proposeBKik11] to compute the
partition functionZ(w), and a neural network as function approximatorrgix)

generalizing the linearity restriction of Equation 2.27.

pXjW) = le)e () 4.3)

The key contribution of this method is to employ the samples used to compute a
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Z(w)* to optimize the policy as well, thus tting their distribution to that in Equation
4.3 and guiding the algorithm towards spaces with better estimatiof@gf The
process to generate these samples is de ned in more detaihitd]], an algorithm

for learning policies based local linear models. The cost function of GCL 4.4 then
combines optimizing importance sampling on a new distribudior) to estimate

Z(w), and using each such estimate to optimize the tatget):

#
1
LecL(W) = Ep rw(x) +logEq ——e ") (4.4)
P 4 q9(x)

This objective learns both a reward functigpand a policyg(x) where further
state-action pairs can be sampled from, alternating for each iteration of the learning
process. In casg(x) misses certain areas;[A16] substituteg(x) in the denomi-
nator of Equation 4.4 with an equal mixtum€x) of q(x) and an estimat@,,( ) of

~

p(xjw) obtained through the following alternative methoa(x) = %pw(x)+ %q(x).

However, while GCL seems to overcome most of the limitations of the inverse
RL methods discussed in Chapter 3, it learns reward functions that seem to explain
the observed trajectori€s only locally. This limits its application to complex tasks
and the transferability of the reward functions learnt to other regimes of environments
where the underlying dynamics are non-stationary. Although the policies obtained
remain successful, our goal remains to extract robust reward functions from RL
agents operating on the limit order book, hence adversarial inversé&RI1§]

seems to be a better suited candidate for our next experiment.

4.2.3 Precedents (lI): Generative Adversarial Imitation Learn-
ing

In parallel to the development of inverse RL for environments of high dimensions,

imitation learning has evolved in a similar direction, including as well adversarial

4Estimate of the partition function
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versions through equivalences found between training a GAN and learning a policy
through observations. In particulakE16 proposed their generative adversarial
imitation learning, or GAIL, in a paper with several elements aimed at improving

various facets of maximum entropy inverse RL through a model-free approach.

Imitation Learning aims at estimating the expert poligy(ajs) directly from
the observed expert trajectoriBswithout trying to rst infer an estimaté(s; a)
of the underlying reward function and then derive a poli§gjs) from it. This
opens a path for ful lling a goal similar to that of inverse RL but more directly,
through less computational expense and less likely to compound errors in the process.
In particular, GAIL avoids the inner loop included in inverse RL methods like
[ZMBDO08] and [LPK11] (Sections 2.4.2 and 2.4.3), that require solving an MDP as
part of the process to infer the latent expert reward function. The results obtained
by this method in complex robotic tasks within environments of high dimensions
make GAIL an interesting benchmark for our next experiment, in order to evaluate
against its AIRL counterpart whether there is added value in learning a policy by
rst learning the underlying reward function (inverse RL) or rather learn the policy

directly from observations (imitation learning), in a more ef cient one-step approach.

The adversarial nature of GAIL is re ected in the expression whose saddle
point it seeks:Ep logD(s;a) + Ep. log(1 D(s;a)) | H(p), whereH(p) is
the discounted causal entropgf p, andD : S A (0;1) the discriminator
classi er. Parametrizind,, andpq respectively, the algorithm then alternates
between decreasing the adversarial objective agpinstrough TRPGO[SLA* 15]
and increasing it againgt, with an Adam optimizerKB15], advancing towards

areas of th& A space closer to those of the expert demonstrations.

While GAIL seems able to recover the target policies directly from expert
demonstrations without need of rst recovering the reward function, GAIL also

presents a number of limitations for its application to the limit order book environ-

°De ned asH(p), Ep[ logp(ajs)].
5Trust Region Policy Optimization: TRPO is an iterative method to optimize policies that guaran-
tees monotonic improvement.
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ment:

 Learning a policyp(ajs) directly from the observed expert trajector2sas
proposed by GAIL still limits the applicability of such recovered policies to
the environment dynamics under whibhwere observed; on the other hand,
learning the reward function underlying(ajs) would allow to then apply
this reward to new environment dynamics not yet observed in the past, under
which pg(ajs) itself may not be optimal anymore, and were we may derive a
new optimal policy updated with respect to the new environment dynamics,

thanks to the knowledge of the underlying rewards function.

» The algorithm and physics-based experiments explorediif do not seem
to take into account such variabilities, which should be considered for the
case of limit order books given the tendency of nancial markets to change
their behaviour abruptlyAT11]. It remains to be veri ed in our experiments
whether the more direct approach of imitation learning handles the potential

lack of transferability of the policies it learned under changes of market regime.

4.3 Maximum entropy and Adversarial Inverse RL

4.3.1 Introduction

Based on the usual RL framework, let us consider an MDP given by the tuple
hS A;T;r;gi, with state spac8; an action spacA ; transition probabilitiep(s]s; a)
between states! s’given actiona, a reward functiom(s;a), which is not known

in the inverse RL framework and is to be discovered; and a fgototh value within

[0, 1] to discount values of the reward realized at future points in time.

As described in Chapter 2, forward RL aims at obtaining a pglicgble to
to obtain the maximum possible expected re\/\ﬁr@tT:ogtr(s[)jp aggregated

along its trajectory, hence known as optimal for dynani¢s® a; s) of the given
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environment. Lek = fxtgtho =f (st;at)gtho be the trajectories of state-action pairs

Xt produced by policyp , andD = fxngr’\,‘=l their complete dataset.

As in our previous Chapter, inverse RL aims at discovering the reward function
missing from MDRr = hS A; T ;gi through observation of the state-action trajec-
toriesD = fxnghL, performed by the expert agent. In this case, the observer does
not have access to the trili€s; a;s%) environment transition dynamics, which may
also change with time. Once the estimation is concluded, an agent guided by the
estimated rewaré would follow the corresponding induced polipywhen trying
to imitate the expert behaviour re ected in observatifns The quality of each
estimated reward is measured by the aggregate reward vﬁuéthogtr(st)jﬁ
that its associated poliqy is able to obtain with respect of that of the expert agent

E aL,d'r(s)jp ., obtained by following the actually optimal poligy .

4.3.2 Motivation for adversarial inverse RL

As described in Chapters 2 and 3, inverse RL remains implies a problem of policy
identi ability both theory and practice, since many policies may explain a given
collection of observed trajectori€& [NHR99. An additional identi ability problem
arises when a given optimal poligy may also be explained by a variety of different

f reward functions. Thus, the question remains: how to differentiate the rewards
that truly generated the observed trajectoBesgainst others induced by varying
dynamics of the environment? The wrong choice of rewards will produce policies

far from optimality upon variations of (s® a;s) dynamics.

Chapter 3 described how the rst level can be dealt with through the princi-
ple of maximum entropy, proposing that the optimal policyajs) most likely
to explain the observations D can be modelled as soft Q( ): expf Q%(s;a)g
[ZMBDO08, HTAL17], whereQ( ) has the usual RL interpretation of a function re-
ecting the cumulative value of taking actianunder state, and the target includes a
regularization term with a differential measure of entropy. The adversarial approach

to IRL under maximum entropy proposed 18] handles this second level
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identi ability problem suggesting the possibility to leadisentangled rewardsffec-

tively robust to non-stationary (s% a;s) dynamics - also known gsolicy-invariant
rewards with respect to changesTi{s® a;s). In the experimental work of this
chapter, we will attempt to merge this method with an order book simulator trained
on real market data, an experiment aimed at overcoming the challenges found along

Chapter 3, as per the objectives of this chapter.

4.3.3 GAN training for inverse RL

To the best of our knowledge, the rst relationship between maximum entropy
inverse RL and adversarial learning was describedd@AL16]. This work draws

on the similarities between ( rstly) the parallel learning iterations that take place
in a GAN for generatoiG(z qg) and discriminatoD(x;qq) to learn their cost
functions; and (secondly) the gradient steps towards the objective reward and policy
functions followed in inverse RL, in particular presented on the speci c cases of
[FLA16, BKP11] which choose deep neural networks to model generic rewards

subject to unknown transition dynamics in their environments.

Applied to inverse RL methods under maximum entropy, state-action samples
obtained through adversarial training seem to outperform those derived from policies
cloned from previous demonstrations through maximum likelihood in imitation
learning RGB11]]. Overall, the equivalence is applicable to GAN training on energy-
based models in generdB16, ZML16], where maximum entropy inverse RL is a

particular case as presented in Section 2.3.3.

Consider now substituting Equation 4.3, from where state-action trajectories are
sampled under maximum entropy, into Equation 4.2 for the optimal discriminator
givenG(z qg). Following Section 4.2.1, we nd thdd(x;qq) is now optimal for
Pexper(X) = Tiv)e "w(X) This key nding by [FCAL16] allows to characterize the
optimalD (x;qq) independently from the generator, alternating the learning of a
function fq(x) with that of a policyp(x) to maximize each updated estimate of the

reward.
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Let Lpx)(w) be the loss function oD (x), andL g (W) the inverse RL
objective under maximum entropy from Equation 4.4. Following an importance

sampling method as described in Section 4.2.2 to compute the paytition function,

. . . .5 1
the estimate for whicizL p(,)(w) vanishes iZ(w) = En g ° w(x)  where

m(x) = e ") + 1g(x) employing agiw(x) the mixture described in Equation
4.3. This estimate optimizédsy,)(w) and equates it to the inverse RL objective
L px) (W) = flwLirL(W): the same parametensthat optimizeD (x) are those of

the reward function that optimizes the inverse RL objective.

These results suggest that we can therefore bene t from the advantages and
scalability of GANSs to learn reward functions and policies from expert demonstra-
tions without giving up the advantages described in Section 4.2.2. This would be an
aspect in favour of justifying the extra cost of inferring rst a reward function to then
generate a policy (inverse RL) instead of attempting the seemingly more ef cient
alternative of learning the desired policy directly from demonstrations (imitation
learning). In the next section we discuss how one further advantage of implementing
inverse RL through GANs (instead of imitation learning or behavioural cloning) is
the possibility of recovering reward functions that remain robust to potential changes

in the environment transition dynamics.

A direct implementation of this algorithm is tested L[ 18]: although
running this method along entire expert trajectories suffers high output variance,
D(x;qq) can be adapted to individudk,a) pairs, where in Equation 4.2 for
D(x;qq) the GAN alternates learning a functidg(x) = fq(s;a) with optimizing
policy p(ajs) with respect to the last estimate of the reward in each step, obtain-
ing a discriminator as in Equation 4.5. Such discriminator learns at optimality

p (ajs)= exp fq(s; a) , wherep is the optimal policy andq(s; a) could already
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be interpreted as an optimal reward up to a conétant

efq (sa)

Dq(s,@) = (4.5)

p(ai9)+ e

However, such reward may still suffer from the second problem of identi -
ability inherent to inverse RL: while the principle of maximum entropy handles
the ambiguity of the various policies that could have generated a certdihdfet
expert demonstrations, there may also be various reward functions which generate
the same optimal policy. The next paragraphs examine certain restrictions enabling
the observer to distinguish those speci ¢ reward functions of interest that can be
policy-invariant (i.e. keep yielding optimal policies after variations in the dynamics

of the environment) from all the other candidates.

Given the premise of no access to the environment dynamics for the IRL
observer, [NHR99 showed that the only class pblicy-invariantreward transforma-
tions - under which different rewards : S A S'! R keep yielding the optimal
policy - must followr(s;a;) = f(s;a;D+ gF(s) F(s),8F :S! R. Building on
this result, FLL18] introduce a useful formal de nition: a reward functiof(s; a; 9
is disentangledrom a ground-truth reward (s;a;s% and from a set of transition
dynamicsT = fTigi’\i ; if both rewards yield the same optimal policy under all such
transition dynamicdi: p, .+(ajs) = p,or(as), 8Ti 2 T . Such correspondence be-
tween optimal policies, from a perspective of maximum entropy, is equivalent to
equating their respective state-value functions up to a certain funttgyrof the
state:Q, r(s;a) = Quor(s;@)+ f(s), following that the target disentangled rewards
should only be a function of the current state. This is the rst condition to enable
distinguishing the desirable policy-invariant reward candidates from those entangled

to speci ¢ dynamics.

The second condition refers separabilityfor such functions over states, so

“Identi able as theadvantage functiod\(s;a) = Q(s;a) V(s) of the optimal policy. Note the
consistency op (ajs) = exp fq(s; a) with the maximum entropy shape for the policy.
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that a functiong(s) over the current state and another functigs) for the next

state are identi able from their sum. According tBL[L18], this condition can

be implemented through a variation of the functityfs,a) learned byDy,(s;a)

in Equation 4.5 to allow a reward that depends only of the state, learned through

summandyy(s,a)  gq(s), and a componert (s) as per Equation 4.6:

fof (589 = gq(9+ g () by (9) (4.6)

At optimality, f (s;9) learns theadvantagaermr (s)+ gV (s) V(s), where
r (s) is the ground truth rewardy the discount factor in the MDP, and (s) its

value function.

While these properties seem desirable to extend to rewards recovered from
agents operating in a limit order book, they have only been testeHLiylB] on
robotic tasks for continuous control. In order to cover the research objective for this
chapter, we attempt to merge the original AIRL method andltab [DCH* 16]
package into a@penAl Gym environment featuring a market simulator trained on
real data from an equities limit order book and following a structure knovivartd
Models as developed in Section 4.4.1. This will require that both the training of RL
agents and the subsequent recovery of their reward functions through AIRL can be
executed on the same simulator trained with real data (Section 4.4.1), with neither
RL agents nor IRL observers having knowledge of its underlying dynamics. Let us

examine how to achieve this in the next Section.

4.4 Financial environments trained with real data:

experiments and analysis

The core motivation of this experiment is to train expert market agents and then

recover their rewards from a nancial environment trained with real LOB data,
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and of unknown underlying dynamics. The market environment proposed for this
experiment follows théOpenAl Gym paradigm BCP' 16|, so as to merge the
original implementation of AIRL with a the nancial environment basedvgorld

Modelsas per the following Section 4.4.1.

4.4.1 Market environments trained asWorld Modelswith real

LOB series

Simulations and agent training based on real market data require to train a model
able to replicate market reactions to the various actions that agents can take within it.
This implies that the model ought to be able to learn the underlying dynamics that
have most likely generated the observed real data, so that our agents and inverse RL
algorithms can train on it. We nd precedents of graphical neural models for nancial
applications in works such aST15, which focused on portfolio construction. This
simulation capacity in our experiments is provided by Werld Models[HS19
framework, a neural generative model based on probabilistic, unsupervised learning
of spatio-temporal environments, hence capturing the dynamics of the original
environment. Actual market agents conduct their policies as per their understanding
of the environment's probabilitiep(ss;a): if such probabilities are adequately
captured by th&Vorld Model(WM), then the optimality of policies learned by RL
agents after being trained in theM can be expected to persist when applied in the

real world.

The model we will follow in our experiment contains the three core elements of
the originalWorld Modelsenvironment, summarized in Figure. 4.3 and listed in the

three points below. The speci c implementation details will follow in Section 4.4.2.

» Autoencoder. given the original series of states of the real environment, the
autoencoder produces their versignm a latent space of lower dimensionality,

mitigating the computational cost of the training steps that follow (Figure 4.2).

« RNN+MDN': the second component @M should learn the transition proba-
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bilities p(z+ 1jz; ht) of the environment as projected in the latent spacehthe
variables account for the hidden variables of a recurrent neural network (RNN),
a structure best suited to learn sequential dynamics. The probabilistic forecast
of the following statez . 1 is provided by adding a mixture density network
(MDN) to the nal structure, in an RNN+MDN component as presented in

Figure 4.3.

* Reinforcement Learning: the last component in the structure integrates the
action chosen by the RL agent to be performed in the latent representation of
the environment, based on its current statend the estimation of the next one
Z+1. The environment then returns the corresponding reward and completes

the transition into its next state, progressing to the next iteration of the model.

Figure 4.2: Autoencoder compressing features from the original limit order book series into
a latent space of lower dimensiorjgvel20]

4.4.1.1 Function and structure of autoencoders

The function of the autoencoder as rst stage of the model is to reduce the dimension-
ality of the original input timeseries into a target feature space of lower dimension,

hence facilitating its tractability by the RNN that follows. An autoencoder consists
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Figure 4.3: General architecture of the three modules to encode the original environment
states into a latent space, learn its latent transitions, and decide following
actions in the latent space.

of a pair of functiond fy;0ng (known as encoder and decoder, respectively) de-
ned through fy : R"! RMandg, : R™! R", wheren> m, and where g;hg

are their respective parameters. In general, an autoencoder is trained in order to
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compress the original signg(t) 2 R" into a compressed version of lower dimension
z(t) = fq S(t) 2 R™, that can then be used to recover the original one through
§(t) = gn z(t) 2 R". Therefore, the choice of functions and their parameters are
such that the difference between the original sigsigl and the recovered(t)

is minimal: f fq;ghg = argminjs(t) (fq gn) S(t) ji>. Both encoder and de-
coder are in general neural networks, each with parametetsg, respectively: let

Z(t) = sq Wqs(t)+ bg 2 RMand§(t) = sn Whz(t)+ bp) 2 R". The global loss
function of the autoencoder is simply the compouing(t); §t) = jis(t) &t)jj*:

We are interested in particular in the intermediate representation in lower dimension
z(t) = fq S(t) 2 R™, that can be used as input for the following RNN-MDN in the
next stage so that it only needs to handle a signal of lower dimensief,imstead

of the higher-dimensional original iR".

4.4.1.2 Learning a latent transition model

Once the autoencoder has compressed the original world states into their latent,
low-dimensional representations, W&V will try to understand how consecutive

states are connected through certain act@ravailable to the agent.

Recurrent neural networks (RNN, Figure 4.8ch90aSch90h Sch9], are
explicitly designed to model sequential information. In general, RNNs can learn
mappings between inpuksto outputsz through modelling an intermediate, latent
or hiddenstateh; that explains the intertemporal structure of the series. Their
general setup is extensively developed®@B[C14, where the target outpu of
the network is modelled through= s (Vh; + ¢) and the latent state is given by
hy = tanh(Wh; 1+ Ux + b). The application of interest in our case is to learn the
transition dynamicg(sys; a) through various horizons such as thés® a;s) in an
MDP; in this case, it learns the(z+ 1ja;; hy; z) related to the latent representation of
the original environment, contributing to additional learning of future states in the

latent space [HE17].

While the transition dynamics between hidden states of an RNN are generally
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Figure 4.4: Structure of an RNN: given input serigs the RNN aims at learning output
series y, through a latent generative process characterized by states s

deterministic, the stochastic character of the limit order book is accounted for by the
addition of the mixture density network (MDNB[s94], building an RNN+MDN

block to model probabilistically the expected next state of the latent space:

Mixture Density Networks Bis94 are particularly useful to learn mixture
models: these models are characterized by the weighted&n ér'\r"]: 1 WmPm(X)
of multiple simpler distributiongm(X) through weightdV = fwmgm: 1» Wherewn, 2
[0;1] andé,’}",zlwm = 1. LetF = ff mgmzl denote the parameters for distribution
pPm(X); then the parametrized model reads as Equation 4.7, and hence its likelihood
follows Equation 4.8 assuming did 8 data sample, which can be tted through an

EM algorithm.

M
P(XIW;F) = é WmPm(Xjf m) (4.7)
m=1
y
LOJW;F)= O a WmPm(Xnjf m) (4.8)
n=1m=1

Weightsf ngm: 1 in the mixture can also be written as the probabipfg =

mjx,) for componentn of the mixture conditioned to datapoixy.

8Independent and identically distributed.
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The loss function used for tting the MDN follows negating the implicit log-
likelihood:

N M
logL (4W;F)= & log & WmPm(Xnjf m) (4.9)
n=1 m=1

We will employ the choice of MDNs following thé/orld Modelsframework,
where the mixture is Gaussian. The MDN becomes in practice a neural network
with a Gaussian mixture as outp@BC14. Hence their model and negative log-
likelihood follow Equations 4.10 and 4.11 respectively, whiere f M; Sg refer
to the weights, means and variances for each Gaussian comperiepts 2):

M= fmngM ;S=fs2Zg" ,.

" #
BW:M:S)= & P _exp —L(x my? (4.10)
Y mzlrl 2psr% 28% .
N oM
logL (W;M;8)= g log & WmN (XnjMhn;S 5) (4.11)
n=1 mn=1

The connection RNN+MDN in the structure of an MDN combines a neural
network with a mixture model as displayed in Figure 4.5 for the Gaussian mixture
example: the neural network serves to learn the parameters of the mixture model.

The joint RNN+MDN structure is described further in [HS18, Gral3, Sch00].

The nal stage of the model receives the predicted next transition of the latent
statez. 1, and the action that the RL agents decide to take next based on this
prediction. The action is chosen through an RL algorithm, such as DQN, A2C or
policy gradient - all discussed in the following section. In this stage, a reward model
generates the returned by the environment to the agent after the execution of
the action chosen. Similarly to the state of our synthetic LOB model in Chapter 3
(Equation 3.15) and its reward in Equation 3.28\WMD19] propose a regression

modelri(z;Z+1;1 re; q) for the reward considering both the upcoming state of the
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Figure 4.5: Mixture Density Network.

LOB and the total trading inventorlyr_ of the agent resulting from the chosen
action. As detailed byHS1§, this framework provides the bene t of allowing the
RL agents to train directly in the latent state space learned through the networks.
This includes models for both the current state and an estimation of future states
thanks to the transitions learned through samples from distributions for future states

modelled through the RNN+MDN structure.

4.4.2 Details of dataset and implementation

While the seminal implementation &¥orld Modelswas designed for computer
simulations CarRacing-v0  [Kli16] and VizDoom [KWR" 16]), our experiment
counts on a number of variations to adapt it to our purpose. Firstly, we build on the
rst extension of anlWM architecture adapted to nancial simulations, presented by
[WWMD19]. In this design, its autoencoder models latent representations of actual
state sequences of LOB data, while the RNN and MDN learn the sequential evolution
along states of the LOB. Secondly, the implementation oftf\é architecture is
adapted in our experiments to tHab  package DCH" 16], for compatibility

with the implementation of AIRL and GAIL employed in the seminal paper.

The training dataset for the market simulator and inverse RL experiments are
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limit order book series of Tencent stock listed in the Hong Kong Stock Exchange
(TCEHY at HKSE). The complete dataset covers the trading data for four months
(from January to April 2018, both included), where data between January and March
is used as training set, with 20% of it for validation purposes, and April data as test
set. In order to include in every LOB state suf cient information to characterize the

transition dynamics, we include in each snapshot the last 10 price ticks down to 3

levels of the order book.

Data in limit order books becomes high-dimensional as further levels of bids
and asks (buy and sell) orders are considered. These multi-level series of data are
referred to as Level I| LOB data, where each timestamp generally contains various
datapoints re ecting the incoming market orders: The rst level contains the most
competitive bid and ask, at a given point in time, and each subsequent level of the
book contains the next most competitive bid and ask, respectively. For each level,
there is both agrice for each bid or ask (buy or sell order), ranked in decreasing
order of competitiveness, and their respectisime or sizes associated to each

price level.

The objective omid pricecan be computed through the mean of the most
competitive ask and bid from the rst level of the order book. Given the large
dimension of the series of LOB states, their full evolution can be represented as

tensors [TMK 17], an option that will be discussed extensively in Chapter 5.

In addition to the prices and sizes being offered through time, the last component
of the series is the price and size of the orders that were actually traded, providing
our RL training with the actions drade stampsthat took place as a reaction to the

evolution of the market re ected in the LOB.

The input to our autoencoder will consist of stagesf ten consecutive observ-
able ticks per timestamp, so that the RNN+MDN component ofAtharchitecture
has suf cient look-back to learn the transition mechanics from its encoded version

(Figure 4.2). Considering the structure and con guration as tested/W1D19]
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on the target dataset:

» Autoencoder. the original input data dimensionality is @0 3 4: ten
timestamps lookback, three levels of the limit order book, with four values
of bids/asks and prices/volumes each. Following the principles described
in Section 4.4.1.1, a rst-stage autoencoder facilitates the reduction of input
dimensionality from itdO 4 3original into a vectorz with latent dimension
of 16, which then passes on to the RNN+MDN stage. This speci c choice
of autoencoder facilitates an important compression in the dimensionality of
the input, capturing the most representative features of the original input data
into the target space of smaller dimensi&YP18] (Figure 4.2). This smaller
feature space passed on to the subsequent RNN alleviates the computational
expense that the RNN will require in order to learn the temporal structure of

the target time series.

* RNN+MDN': in order to learn the transition probabilities, the RNN+MDN
module follows a multi-modal Gaussian mixture with ve modes as detailed in
Section 4.4.1.2. The target transition probabilities are parametrized following a
distribution of structure as per Equation 4.12 where we assumBP{lsaty; Sk)
is a Gaussian, with modds= 5 and a total of 128 neurons in one layer of
RNN. Once the new latent state is forecasted and the RL agent has chosen its
action, a reward modehs proposed inyWMD19] outputs the value of the

reward for the current state.

K
p(sis;a) = & wi(s;a)D(sImk(s;a);s (s @) (4.12)
k=t

9The model comprises a layer with 128 LSTM units followed by a dense layer of 40 units.
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4.4.2.1 Price volatility, switching regimes and non-stationarity of

nancial environments

In order to test in our experiments whether the rewards and policies learned by the
adversarial learning methods remain robust to changes of market conditions, train
and test datasets within the LOB data available in the Tencent sample are divided to
re ect two periods with variety of stock price and volatility levels. Table 4.1 provides

a comparative of both periods across each relevant feature.

For instance, the prices for TenCent shares at market close were bounded by
HKD 404.28 - 470.97 between January and March, 2018, while the closing price in
the April test period suffered a signi cant decrease, reaching levels between HKD
379.27 and HKD 416.39 and an average of HKD 398.87. Price volatilities, computed
as the standard deviations over closing prices over rolling windows of 5 and 10

trading days, also present a substantial variation in average, minimum and maximum

values.
Training series | Average(HKD) | Maximum (HKD) | Minimum (HKD)
Closing price 439.74 470.97 404.28
5-day volatility 9.10 22.16 2.61
10-day volatility 13.41 24.70 6.05
(a) Training series: January12018 - March 3%, 2018
Testing series | Average(HKD) | Maximum (HKD) | Minimum (HKD)
Closing price 398.87 416.39 379.28
5-day volatility 6.01 8.81 3.25
10-day volatility 7.71 8.54 7.14

(b) Test series: April 1, 2018 - April 38", 2018

Table 4.1: Variations over adjusted closing prices and price volatility series between training
and testing datasets.

In addition, Fig. 4.6 provides a closer look on the intraday data used to train the
market model (red plot lines) with those along the testing period (gold plot lines).
Fig. 4.6a presents mid price levels from the order book sampled hourly, where the
test prices series takes values in a range not covered by the training dataset. The

volatility of these prices in Figures 4.6b and 4.6¢c is computed as their standard
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deviation through a rolling window of one and two trading days, respectively. In
both cases, the range of price volatilities in the testing period differs from that of the
training period enough to test the transferability of the reward and policy functions

obtained through AIRL and GAIL methods, respectively.
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(a) Series for hourly mid prices.

(b) Series for 1-day volatility in mid prices.

(c) Series for 2-day volatility in mid prices.

Figure 4.6: Price and volatility series in the dataset for training the market simulator for
expert agents (red), and the test dataset for each recovery algorithm considered
(gold). Note the substantial variation in their respective levels of prices and
volatilities.
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4.4.3 RL agents trained in theWorld Modelsmarket simulator

After training the complete market simulator following @penAl Gym|[BCP" 16]
format, the expert agents can be trained within it, to then produce the state-action
trajectories that will be examined through the GAIL and AIRL algorithms that will try

to reproduce their achieved cumulative rewards. In particular, the training\ot ia
Modelsmarket environment through real TenCent stock LOB data, and subsequently
of train three agents with widely researched RL algorithms each, enabled each
agent in the results obtained BYWVMD19] to beat standard benchmarks of pro t
performance. Our experiments are based orOpenAl Gym baselines for these

algorithms, adapted to our version\&4brld Modelgto run alongllab

» PG: Policy GradientWil92] is a model-free RL algorithm that seeks to maxi-
mize an objectived(q) directly based on a parametrized polimy(ajs). Let

J(q) represent the discounted return (r)]f following polfy(ajs) along trajec-
T [

tory x of state-action pairs i3(q) = Ep é_ logpg (ajs) Qp, (S5 a) , where

t=0
Qp, (st; @) represents the expected value of discoHnted rewards for the rest
T [
of the trajectory under policg(ajs): Qp,(s;a) = Ep @ o' =Ep r1+
i t=0

oV(s+1) . PG seeks a set of parameters able to maximize sut(g) by
updatingqg through gradient ascent after each interaction with the environ-
ment: ds+ 1 = gs+ aNgJ(gs)'°. This method has the advantage of learning
directly the policy without requiring to learQ(s,;a) as intermediate state,
can learn stochastic policies and is directly applicable to continuous action
spaces. However, it may be more prone to converge to local optima than the
other methods considered, and the estimatidﬁE)g r(x) candisplay large

variances resulting in slow convergence.

 DDQN: Double Deep Q-Network bywHGS1] is a Q-learning algorithm
based on modeling th@(s; a) function for each state-action pair, instead of

attempting direct policy optimization as PG does. Deep Q-learning employs

1%Derived through Policy Gradient TheorefE, r(x) = Ep r(x)Nlogp(x)
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a neural network to map each state teaaQ(s;a) pair, whose parameters

are updated through the Bellman equation; however, it displays a tendency to
overestimate&)(s,; a) values, potentially resulting in selection of suboptimal
actions: maximizing over all actions who®¢ ) values are noisy, and whose
estimates depend on random initializations, tends to result in such overestima-
tion. In practice, assuming that the action of high@&) value will always

get chosen in the future may bias the estimates oQhgvalues and make

the DQN algorithm converge towards suboptimal policies.

DDQN takes a step further, learning two sepai@igyn; Qrarget functions

with a different neural network for each of the@pon(s;@) nds the action

a = m;thDQN(sHl;a) that maximizes the Q-value for the next state and
passes it on tQtarget, Which estimates its Q-valulp= Qarget(St+1;@ ) through

a second neural network to update the learned func@pun(s;a) R+t
0Qtarget(St+1;@ ). Inthis structure, since each neural netwQikon or Qtarget

get different samples, the probability of overestimation on the same action is
lower. Finally, the MSE loss between each estimate of Q-viigen; Garget)

can be used to trai@pgon. DDQN mitigate the high variance observed in PG,
while addressing as well the overestimation of Q-values observed in earlier

Q-learning algorithms.

« A2C: Advantage Actor Critic[MBM ™ 16]. Actor-critic refers to methods that
learn simultaneously estimations of both the poliagt6r) and the value
function (critic). Advantage actor-critic introduces a baseline in the PG
objective to mitigate its output variance: let us substit@fs;a;) in the
PG objective with the advantage functidg(s;a) = Q(s;a) V(s) =
re+ oV (S+1) rYS)' Thus, theactor net\gvork learng (ajs) through objec-

tive J(q) = Ep é logpg (atjst)Ap, (s;a) - Ap(s;a) measures the perfor-
mance of taking (z)ictioat at states; against the average of all(s), while
value functionV(s) measures the value of being at stgtthrough the aver-
age discounted reward obtainable by followm@js) from it. Subtracting

a baseline/(s) from Q(s; &) as per the de nition oA, (s; &) is a way of
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increasing stability and reducing variance of PG methods, as it makes cumula-
tive rewards smaller, therefore producing smaller gradients and hence smaller,
more stable updates. A parametrizéds) is learned by theritic network,
through objectivel(f () = ri+ 9Vf (ly(s+1) Vs (x 1)(s) optimized along
stepsk. In general, A2C estimates directly the policy, while also reducing the
variance of PG thanks to the use of the value function of the critic as baseline,
thus needing a smaller number of samples to reach convergence. Furthermore,
the critic value function can also be employed in the adjustment of the learning
rate for the policies, thus helping further in the variance reduction for the

updates.

The experiment continues by training three RL agents on the market environ-
ment, one for each method: PG, DDQN, A2C. Once the three experts are trained, we
now use each of them for generating sets of 100 trajectories of state-action pairs for
every case, each consisting of 1,480 &) pairs. Out of the three RL agents trained,
A2C presents the strongest performance, regarding highest mean and lowest variance
for the cumulative rewards, with DQN ranking second (Fig. 4.7). As expected, PG

presents larger variance in the rewards obtained.

Figure 4.7: Cumulative rewards produced by the three RL experts considered.
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4.4.4 Adversarial modelling of rewards from the trained RL

agents

Once the expert trajectories are produced, we have three datasets
fD pe; Dppgn; Daxcg that will provide theninputs to both G,%Ill_ééAlRL methods, each
with 100 trajectories of 1,000 step®:=  (Sct; Axt) tlzogo - Our experiment

now learns an AIRL policy and a GAIL policy from eaéld pg; Dppgn; Da2cg, and

tests their transfer to the new period of April market data, with lower prices and

volatilities.

Through the process of adversarial training, the generator aims at modelling
trajectorieqs; a{)iL of states and actions as close as possible the original demon-
strations(st;at)iE executed by the experts. As per usual training of GANSs, the
discriminatorDq aims at distinguishing through logistic regression which incoming
(st;&)i pairs really come from the original expert samples, instead of the synthetic
pairs provided by the generator. Finally, in each iteration the minimax-shaped re-
wardlogDq(fs;ag) log(1 Dg(fs ag)) [FLL18] updates the estimated rewdig
subsequently used to update the estimafiaf the policy.

The initialization of the model is based on the observed state-action pairs
(s at)iE derived from the expert policigs® as run on the trained@orld Mode] on
the discriminator networB®; and on a policydo. The successive iterations of the
model imply updating the discriminatf, and the observer's current estimageof
the reward. Each, induces its associated poligy generating trajectorie(st;at)iL
with distributions closer to that d&; at)iE on each step. The metrics of success are
derived as aggregate rewards obtained by such poficee®cuted on the test dataset

for April 2018 markets.

Adapting therllab  environment to the market-train&iM opens the door
to evaluating the performance of the adversarial networks proposefeLhy §],
producing the outputs and evaluations presented in Table 4.2 and Figure 4.8 after a

total 200 iterations in each instance.
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The network structure chosen Dy, features a ReLU NN of 32 units and two
layers. The components of the generator learn the function in Equation 4.6, where
a linear function approximator modedg(s) and a ReLU neural net with 2 layers

learnshs (s). A 32-unit ReLU Gaussian policy with 2 layers covers the policy.

The results of our experiments con rm that AIRL displays performance superior
to that of GAIL in each of the cases and RL experts examined, thus validating the
research thesis of this Chapter. Upon the variation of the market conditions observed
for the market data of April 2018, the rewards learned by AIRL for each of the three
agents considered display higher robustness (and therefore performance) than the
policies learnt by GAIL directly from the expert observations, without attempting
the recovery of an underlying reward. The consistency of the results across the
three RL methods tested reinforces our conclusion that the theoretical advantages
of adversarial inverse RL can be applied to real limit order books through adequate

market simulators.
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