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Abstract

Measuring and mapping cybercrime is crucial for informing crime reduction initiatives, identifying

gaps in strategies, and guiding further research. This thesis aims to develop and test approaches

to detect, prevent, and understand spatio-temporal patterns of cybercrime, specifically focusing on

malicious download events and IoT botnet attacks.

By leveraging natural language processing (NLP) methods, such as word embeddings, and

deep learning techniques for time series analysis, like long short-term memory networks, alongside

principles from financial trading technical analysis, I aim to provide insights into the detection and

prevention of cybercrime.

Defining and understanding cyberspace is a challenging aspect of studying cybercrime. While

cybercrime classification frameworks are well-established and applicable in the long term, establish-

ing a unified definition and taxonomy for cyberspace itself is difficult due to its volatile nature and

the multitude of possible frameworks.

To address this challenge, I adopt a bottom-up design approach, defining cyberspace based

on the type of cybercrime being investigated, data availability, research objectives, and my own

creativity. This approach allows for a more practical and contextual understanding of cyberspace

within the specific domain of cybercrime.

The thesis structure includes a comprehensive literature review that explores common behav-

ioral features of physical and online crimes and highlights the limitations of a single cyberspace

taxonomy. Additionally, specific case studies and methodologies are presented, including the anal-

ysis of malicious download events using word embeddings and the exploration of evolving patterns

of the Mirai botnet using deep learning techniques.

Overall, this thesis contributes to the field of cybercrime research by leveraging advanced tech-

niques to understand and combat cybercrime, while acknowledging the challenges in defining cy-

berspace itself. The findings and methodologies presented aim to inform crime reduction strategies

and stimulate further research in this evolving field.



Impact statement

The doctoral research delineated within this thesis has contributed to both the academic sphere and

practical fields by advancing the understanding and methodology of cybercrime analysis, particularly

focusing on eSports betting fraud, the behaviour of Mirai botnets, and innovative cybercrime analysis

techniques. This research does not claim to reinvent existing methodologies but rather to apply and

combine them in novel contexts, thereby enriching the current landscape of cybercrime studies.

The investigation into eSports betting fraud revealed patterns of suspicious activities, similar to

those previously identified in traditional sports betting. By leveraging methodological approaches

akin to those employed by investigative journalists, this study adds empirical evidence to the dis-

course on integrity within eSports, a domain where empirical research remains scant. The findings

serve as a call for both legislative and community-driven actions to bolster fraud prevention mecha-

nisms in the eSports arena.

In exploring the Mirai botnet, this research unveiled variations in payload dropping behavior

that diverge from existing literature, suggesting a more complex operational logic than previously

understood. These insights challenge the conventional understanding of Mirai botnet behaviour, in-

dicating that botnet controllers may deploy multiple variants simultaneously for reasons not fully

explained by current theoretical frameworks. Although speculative, these observations underscore

the necessity for continuous and nuanced analysis of botnet strategies, beyond the established narra-

tives.

Methodologically, the thesis introduced innovative approaches to malware detection and clas-

sification, as well as the analysis of cyberattack patterns. By integrating semantic and relational

similarities in malware analysis and employing vector space alignment for continuous data influx

management, this research demonstrates the potential for nuanced and scalable cybercrime anal-

ysis techniques. Furthermore, the use of LSTM autoencoders for encoding tabular time series

data presents a novel approach to understanding the temporal dynamics of cyberattacks, offering

a methodology that could be applied beyond the domain of cybersecurity.

Recognising the gap between experimental and real-world applicability, this thesis also under-

scores the importance of transitioning research innovations into practice. It acknowledges the chal-

lenges inherent in implementing theoretical methodologies within operational settings, highlighting

an area for further exploration and collaboration between academia and industry.
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In conclusion, this thesis contributes to the collective effort to understand and combat cyber-

crime through methodological innovation and empirical investigation. While mindful of its scope

and the vastness of the cyber landscape, this research aims to inspire further inquiry and practical

application, building on the foundation laid by previous scholars and practitioners.
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Chapter 1

Introduction

Cybercrime is a phenomenon which has grown in tandem with the development of computers and

the internet, and today constitutes a persistent and harmful societal problem. The development of the

online world has provided new ways to commit existing crimes, and also new criminal opportunities

that only exist in an online context. Cybercrime comprises a diverse array of crime types, ranging in

complexity, harm and extent. Furthermore, offences range in their level of technicality, from those

which are highly sophisticated (e.g., system intrusion) to those which require little expertise and

closely mirror their of�ine counterparts (e.g., hate speech). Many harmful consequences arise from

cybercrime, and its threat is only likely to increase as new technologies (and therefore opportunities)

become available. Addressing and mitigating cybercrime is therefore a persistent need.

A number of approaches have been taken to combat cybercrime, and cybersecurity is a broad

�eld within both academia and industry. Many approaches are technical in nature, including mea-

sures such as access control, encryption and content detection, and such strategies have been suc-

cessful in mitigating many forms of threat. Technical solutions can only address particular issues,

however, and using those as the only strategy may result in `arms races', as attackers overcome

mitigations or exploit new vulnerabilities. To complement this, other forms of cybercrime research

seek to gain insight into the underlying behaviours associated with cybercrime, and the patterns that

it generates. In this respect, measuring and mapping cybercrime can play a key role in informing

crime reduction initiatives, enhancing and identifying gaps in crime reduction strategies, and identi-

fying areas for further research [4].

In seeking to understand patterns of cybercrime, a natural question concerns `where' events can

be considered to have taken place; that is, whether the occurrence of cybercrime can be considered

from a `spatial' perspective. Considering the spatial component of crime is an approach that has been

applied successfully to crime in the physical world, in particular within the �elds of crime science

and environmental criminology [5]. In this �eld, crime events are examined in the context of the

physical settings in which they occur, and the `place-based' approach considers the role that these

settings play in the commission of the crime. Extensive research has demonstrated that not only
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does crime display distinctive patterns in space, but that these can be reconciled with behavioural

principles of offenders: that crime is partly a product of the places where it occurs. Signi�cantly, this

perspective also informs prevention strategies which can be applied in a locationally-speci�c way.

These include those focused either on the design of places themselves [6, 7] or their management or

policing [8, 9].

The success of spatial approaches for of�ine crime naturally raises the question of whether they

might also be applied for cybercrime. On one hand, there are fundamental differences between on-

line and of�ine space - such as the meaning of distance - which might mean that such an approach

is infeasible. Nevertheless, some online settings are analogous to some extent to their of�ine equiv-

alents, such as online meeting places. If it was possible to understand cybercrime in a place-based

way, then this might have rewards: as well as potentially offering insight into the behaviours of of-

fenders and victims, it may inform preventative solutions in the same way that situational measures

have done for of�ine crime. For this reason, a number of authors have proposed studying cybercrime

from a spatial perspective [10, 11].

However, studying cybercrime in spatial terms requires the understanding of both cybercrime

and cyberspace. Understanding the crimes themselves is relatively straightforward: many cyber-

crime types, such as online identity theft, online banking attacks, cyberbullying, cyberstalking, and

cyberterrorism to name a few, have homologous crimes in the physical space, making it easier to

establish widely agreed cybercrime classi�cation frameworks and de�nitions [12, 13, 14]. Another

advantage of existing cybercrime classi�cation frameworks or taxonomies is that they are relevant

in the long term.

In the taxonomy of cybercrime developed by Ramesh et al. [13], as cited in their work, on-

line criminal activities are comprehensively classi�ed into three principal categories, each targeting

distinct entities. The �rst category encompasses crimes directed at individuals, including the trans-

mission of child pornography, harassment via digital means, and cyberstalking. The second category

focuses on crimes against business and non-business organisations, such as unauthorised access to

computer systems through cyberspace, the propagation of malware, and the unlawful acquisition of

digital information. The third category is related to crimes targeting governmental entities, exem-

pli�ed by acts of cyberterrorism. This classi�cation effectively encapsulates the broad spectrum of

known online criminal activities.

On the other hand, this is not the case when it comes to de�ning both places in cyberspace

and the cyberspace itself. The Internet and related technologies are volatile, making the de�nition

of cyberspace not only irrelevant in the long-term but also dif�cult to agree on because of the large

number of ways in which a cyberspace framework or taxonomy can be constructed [15]. This makes

it dif�cult, if not impossible, to establish a cyberplace taxonomy that can be generalised to the

entire cyberspace spectrum and that holds true in the long term. Also, the lack of standardised

`geographical' metrics in cyberspace hinders one's ability to formalise a cyberplace taxonomy. As
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later shown in section 2.2.1, the spatial aspect of cybercrime is characterised by a multiplicity of

meanings without taking into consideration the type of crimes that can occur in cyberspace. This

can become confusing when deciding which spatial approaches to cybercrime are most appropriate

to use given a particular research context, such as those addressed in this thesis.

1.1 Cybercrime de�nitional challenges

Understanding the concept of cybercrime is crucial for accurate measurement and effective response

strategies. The de�nition of cybercrime, however, is not universally agreed upon, which leads to

challenges in its estimation and legislation. Barn and Barn [16] highlight that the absence of com-

prehensive de�nitions and classi�cations contributes to this issue. Furthermore, the legal landscape

is fragmented, with laws varying signi�cantly across jurisdictions and being dispersed across various

statutes. This leads to inconsistent international efforts and varying prioritization of different types

of cybercrimes.

The terminology used to describe cybercrime adds to the confusion. Terms like `cyberspace

crime', `computer crime', `e-crime', and others are used interchangeably, without a consensus or

clear distinction, re�ecting the absence of a standardised language in the �eld. In exploring academic

perspectives, Akdemir, Sungur, and Başaranel [3] note that Thomas and Loader [17], as well as

Gordon and Ford [18], offer the most cited de�nitions of cybercrime. Thomas and Loader [17]

describe it as computer-mediated activities that are illegal or considered illicit, conducted through

global electronic networks. Gordon and Ford [18], on the other hand, de�ne it as any crime facilitated

or committed using a computer, network, or hardware device.

To provide a comprehensive view, below is how different organisations have de�ned cybercrime

over the years:

Year Organisation De�nition of Cybercrime
1994 The United Nations No speci�c de�nition provided, but terms `computer crime' and

`computer-related crime' used interchangeably.
2000 The Tenth United Nations Congress Illegal behaviour involving electronic operations targeting computer

system security and data. Also includes illegal behavior involving a
computer system or network.

2001 The Council of Europe Cybercrime Convention Actions against the con�dentiality, integrity, and availability of com-
puter systems, networks, and data, as well as misuse of such systems.

2007 The Commission of European Communities Criminal acts using electronic communications networks and informa-
tion systems, or against such networks and systems.

2013 Shanghai Cooperation Organisation Agreement Use of information resources or impact on them in the informational
sphere for illegal purposes.

2013 Cybersecurity Strategy of the European Union Criminal activities involving computers and information systems as pri-
mary tools or targets.

2016 Commonwealth of Independent States AgreementCriminal acts targeting computer information.

Table 1.1: Evolving de�nitions of cybercrime by various organisations (adapted from [2] and collated by [3])

Understanding cyberspace and how to accurately measure is a signi�cant challenge. This dif-

�culty is largely due to the complex nature of de�ning cybercrime, as previously mentioned. The

attempt to �nd a single, comprehensive de�nition of cybercrime reveals the complex and constantly

changing nature of activities in cyberspace. Cybercrime is a �exible and evolving concept, which
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makes it hard to narrow it down to one �xed de�nition. This changeability comes from the quick

progress in technology and the varied reasons and methods used by cybercriminals.

The challenge in clearly de�ning cybercrime re�ects the larger dif�culty in understanding the

concept of cyberspace itself. Cyberspace is not �xed or uniform; it is a continuously changing and

intricate network of interactions and exchanges. These are in�uenced by many things, including

changes in technology, societal norms, and legal systems. Trying to �t this dynamic environment

into strict measurements and de�nitions is not just hard but may be nearly impossible.

The variety and complexity of cybercrime add to this challenge. Cybercrimes can be as differ-

ent as �nancial fraud, cyberbullying, data theft, and cyberterrorism. Each type has its own unique

features, ways of happening, and impacts, which are very different from each other. This diversity

makes it hard to come up with a single system or measurements that can fully cover all aspects of

cybercrime.

Additionally, the legal and jurisdictional dif�culties associated with de�ning cybercrime show

how complex it is to create a universal framework for cyberspace. Different countries and organ-

isations have their own ways of de�ning and dealing with cybercrime, re�ecting various cultural,

political, and legal viewpoints. This inconsistency complicates the task of creating a universal set of

measurements or a conceptual framework that everyone can agree on.

Also, the rapid evolution of technology brings another layer of complexity. New technologies

can lead to new types of cybercrime, making current de�nitions and classi�cations outdated. This

constant change requires ongoing updates and revisions of any framework developed for cyberspace,

making the task of creating a stable and lasting set of measurements almost impractical.

1.2 Malware and IoT botnets: rising trends and prevention

challenges

Rising trends in cybercrime. Cybercriminals have developed increasingly sophisticated methods

to exploit vulnerabilities in information systems and compromise the security of individuals and

organisations. The cost in�icted by cyberattacks has experienced rapid growth, with predictions

estimating it at around 6 USD trillion in 2021, according to Cybersecurity Ventures Of�cial Annual

Cybercrime Report [19]. Malware, encompassing various forms such as viruses, worms, trojan

horses, rootkits, and ransomware, stands as a signi�cant threat to cybersecurity, causing direct harm

to systems and data breaches.

According to Verizon's 2021 Data Breach Investigations Report, a staggering 94 percent of all

malware is delivered through email [20]. This statistic underscores the critical role of email security

in preventing cyberattacks. In the �rst half of 2022, researchers identi�ed nearly 79 million domains

as malicious, based on a comprehensive dataset [21]. Distributed Denial of Service (DDoS) attacks

have maintained their prominence, with a total of 6,248 such attacks documented in 2022 [22]. These
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attacks disrupt online services, causing �nancial and reputational damage to targeted entities.

The Internet of Things (IoT) has become a breeding ground for cybercriminals, with over 10.54

million IoT attacks reported in December 2022 [23]. Microsoft further underscores this trend, re-

porting a 35% increase in IoT attacks in the �rst half of 2020 compared to the second half of 2019

[24]. Symantec (now Norton LifeLock) operates a global “honeypot" that simulates network routers,

the preferred target of IoT attackers. In 2018, this honeypot recorded an average of 5,200 IoT attacks

per month, exemplifying the sheer number of attacks faced by IoT devices [25].

Diversity in cybercrime techniques. The landscape of cybercrime has also witnessed a diversi�-

cation of attack vectors. In 2018, three DDoS-associated malware variants—LightAidra, Kaiten, and

Mirai—accounted for nearly 80% of IoT attacks, according to Symantec's Internet Security Threat

Report (ISTR). However, there are indications that the objectives and methods of IoT attackers are

becoming increasingly diverse [25].

Ransomware and cryptojacking have proliferated in recent years, with NortonLifeLock report-

ing an astonishing 8,500% increase in �le-based coinminer infections and a 46% increase in ran-

somware infections on endpoint computers in 2017 alone [26]. These attacks often rely on social en-

gineering tactics, such as phishing emails containing malicious payloads or links to hosting websites

[27]. Additionally, browser-based crypto-mining exploits watering hole attacks, wherein attackers

install crypto-mining JavaScript code on webservers with high web traf�c. This code then runs on

the browsers of visiting users [28].

File-based cryptojacking continues to be prevalent due to its ef�ciency and pro�tability. A bot-

net of 100,000 �le-based miner bots running continuously for 30 days can generate up to $750,000,

signi�cantly surpassing the earnings of browser-based miners [29]. According to Trend Micro, �le-

based cryptocurrency-mining malware remained the most detected threat in the �rst half of 2019

[30].

Challenges in cybercrime prevention. Efforts to combat cybercrime face substantial challenges.

Malicious actors are continually re�ning their tactics, making it increasingly dif�cult to detect and

hinder their activities. The design of effective intrusion detection systems (IDS) is impeded by the

need to identify unknown and obfuscated malware, as well as the prevalence of zero-day attacks,

which target undiscovered vulnerabilities [31].

Zero-day attacks, which exploit previously unknown software vulnerabilities, pose a particular

threat due to their unpredictability and potential for widespread damage. A zero-day attack occurs

when hackers exploit a vulnerability before developers can rectify it. The rapid emergence of new

malware variants, coupled with obfuscation and evasion techniques, complicates the task of detecting

such threats [32].

The proliferation of Internet of Things (IoT) devices has opened new avenues for cybercrimi-

nals. With the number of IoT devices expected to exceed 29 billion by the end of 2023, as predicted

by Cisco [33], the security challenges associated with these resource-constrained devices become
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increasingly apparent. IoT devices, characterised by limited processing power and memory, present

attractive targets for cybercriminals. Most existing security solutions for IoT devices are resource-

intensive, leading to heavy processing and communication dif�culties. This incompatibility renders

many conventional security approaches ineffective for IoT environments, leaving these devices more

vulnerable to attacks compared to traditional computer systems [34].

The aforementioned rising trends in cybercrime and its associated prevention challenges moti-

vated us to use malware delivery and IoT botnet attacks as case studies for the chapters to follow.

Traditional malware detection methods, like binary analysis, often fall short due to advanced obfus-

cation techniques employed by attackers, making it dif�cult to detect threats based on �le contents

alone. This limitation has led to the investigation of different approaches that do not depend on the

usual detection methods used by intrusion detection systems. By investigating the delivery infras-

tructure of malware, the aim is to develop strategies for triage and identi�cation that circumvent the

challenges posed by �le-based obfuscation. This approach seeks to enhance our understanding of the

distribution networks and methods used in disseminating malware, offering potential new avenues

for preventative strategies.

The interest in IoT botnets stems from their capability for large-scale operations and the need

to understand their longitudinal attack behaviour. IoT devices are everywhere and often have built-in

weaknesses, making them a large target for botnet attacks, which is a major concern for cybersecu-

rity. Studying how IoT botnets act and change over time can give us important information about

how they work and where they might be vulnerable. This research direction is particularly relevant

given the anticipated surge in IoT device usage and the consequent expansion of the attack sur-

face. By focusing on these aspects, the research seeks to contribute to the development of effective

strategies to alleviate the evolving threats posed by sophisticated malware and extensive IoT botnet

infrastructures.

1.3 The aim of the thesis

This thesis aims to examine the potential application of spatial approaches in the context of cyber-

crime. It does this by considering a number of crime types and contexts, and performing empirical

analysis in each case. In parallel with this, the thesis considers the fundamental question of whether

a spatial approach is productive, and whether it is viable to develop a generalised de�nition of cy-

berspace that can be used to study cybercrime. In general, it is argued that de�ning space in an

analogous way to how it is done for physical space - with accompanying generalised theories - is

not viable, and that a more productive route involves the use of generic latent spaces which can be

applied in a range of contexts.

The trajectory of the thesis could have followed either a top-down or a bottom-up design ap-

proach. Similar to the spatial approaches to cybercrime discussed in section 2.2.1, a top-down design

approach involves the conceptualisation of cyberspace and place in cyberspace before setting up the
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main workspace for the detection and prevention of cybercrime. A bottom-up design approach in-

volves the opposite, that is, the conceptualisation of cyberspace and place in cyberspace is resolved

to how the workspace for the detection and prevention of cybercrime is de�ned given the type of

cybercrime being investigated. A bottom-up approach was used because it allowed the de�nition of

cyberspace to revolve around the type of cybercrime being investigated, the availability of data, the

research objectives, and indeed the creativity of the researcher.

This thesis looks into developing and testing approaches to the detection, prevention, and un-

derstanding of spatio-temporal patterns for several forms of cybercrime. In particular, we study

malicious download events and IoT botnet attacks, using natural language processing (NLP) meth-

ods, such as word embeddings, and deep learning for time series analysis, such as long short-term

memory networks, alongside principles used in �nancial trading technical analysis. These methods

allow us to extrapolate cyberspace concepts with respect to latent space. In particular, this approach

is useful because it circumvents the need to discuss and philosophise about what constitutes place,

distance, route, and size in cyberspace, while being able to put forward such metrics simply as a

�rst-order abstraction in latent space.

In the course of this research, it became evident that the spatial dimensions of various forms

of digital fraud, such as those occurring in online gaming or video streaming services, are markedly

different from the spatial considerations in crimes involving networked devices and systems. These

distinctions highlight the inherent challenge in formulating a universal approach to cyberspace and

cybercrime, as the spatial elements pertinent to each crime category vary signi�cantly.

This thesis is primarily concerned with the applicability of spatial and spatio-temporal methods

in the study of cybercrime. The initial objectives encompassed several areas: examining the struc-

tural differences between physical and cyber spaces through the lens of environmental criminology,

acknowledging the need to adapt environmental criminology models to the cybercrime context, un-

derstanding the concept of `place' in cyberspace, and investigating how core environmental crimi-

nology ideas can be adapted to inform more effective strategies for preventing cybercrime. Recent

academic discussions have highlighted the potential of this approach and pointed out the apparent

lack of research from this perspective.

Challenging the belief that research in this area is limited, an extensive review of literature

reveals a substantial body of work focusing on the `geography' of cyberspace and its relevance to

environmental criminology and cybercrime. This body of work encompasses various types of cyber-

crime, leading to the development of new methodologies and measures. However, these studies have

their limitations, often being repetitive in nature and limited in scope. Furthermore, the tendency to

apply broad environmental criminology theories into speci�c cybercrime scenarios has resulted in

oversimpli�ed and sometimes inappropriate applications.

The thesis challenges the idea of developing a generalised concept of cyberspace that can uni-

formly accommodate criminological principles. The diverse forms of space relevant to different
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cybercrimes, as demonstrated in the literature review and case studies, render such an approach

impractical. Recognising these variations, the thesis advocates for a more tailored approach, pro-

jecting cybercrime onto a uni�ed analytical framework – the latent space. This enables the analysis

of diverse cybercrimes regardless of their speci�c characteristics. The focus on the spatio-temporal

patterns of various cybercrimes, using vector-based methodologies, constitutes both a practical and

theoretical approach widely used in cybercrime analysis. The �ndings improve our understanding of

the behavioural patterns of speci�c cybercrimes and offer more effective methods for their analysis.

Additionally, the thesis provides a novel theoretical insight by empirically demonstrating similar is-

sues in digital platforms as observed in traditional sports, thus adding more depth to the discussions

in cybercrime research.

1.4 Intended contributions

The research conducted in this thesis is set to offer signi�cant contributions to the �eld of cyber-

crime analysis, particularly through the application of spatial and spatio-temporal approaches. The

following sections outline the prospective contributions of this research.

1.4.1 Implications for crime and security

This research aims to address key challenges in the �eld of cybercrime and its prevention. By inves-

tigating patterns of manipulative behaviour, such as match-�xing in online sporting environments,

the study seeks to provide insights comparable to those observed in traditional sports, such as the

widespread match-�xing in tennis. This investigation is expected to �ll a critical gap in empirical

research within the eSports domain, particularly concerning betting fraud and match-�xing, which

have been identi�ed as signi�cant threats yet remain underexplored.

Furthermore, this research intends to expand the current understanding of the Mirai botnet

evolving landscape, particularly its payload dropping behaviour. This aspect of the Mirai botnet has

received limited attention in existing literature, and the study aims to provide new insights into the

strategies employed by botnet operators. By examining previously unexplored aspects of Mirai's be-

haviour, such as the simultaneous operation of multiple botnet variants on the same victim machine,

the research will contribute novel perspectives to the cybersecurity �eld.

1.4.2 Methodological implications

The methodological approaches employed in this thesis are designed to be innovative and versatile.

The study utilises a unique combination of semantic and relational similarities in malware analysis,

a method not previously applied in this context. This approach is expected to provide a more detailed

understanding of malware relationships and their behavioural patterns.

In dealing with large datasets, such as �le download telemetry from antivirus systems, this

research proposes a novel method of embedding data in distinct vector spaces over time, followed

by alignment using the Procrustes analysis method. This approach is known to be particularly useful
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for continuous data �ows, allowing for effective comparisons across different time intervals.

Additionally, the study explores the application of �nancial trading principles, like candlestick

analysis, to cybercrime patterns. This novel methodology is anticipated to provide a unique lens for

understanding and predicting cybercrime behaviour, particularly in the context of the Mirai botnet

attack patterns.

1.4.3 Further work

Context-based Malware triage. Future research is encouraged to test context-based malware

triage methods, like those presented in this thesis, in real-world scenarios. This involves integrating

these methods into existing antivirus systems to evaluate their effectiveness in live environments.

Such studies could bridge the gap between experimental results and real-world applications, provid-

ing valuable insights into the practicality and reliability of these methods in everyday use.

Mirai payload dropping behaviour. Further in-depth research into the payload dropping be-

haviour of the Mirai botnet is needed. This research would aim to provide a more granular un-

derstanding of Mirai's tactics and strategies, including the competitive dynamics between different

variants. Identifying indicators for various Mirai campaigns and their evolution over time would also

be a signi�cant contribution to the �eld.

Match-�xing in eSports. There is a clear need for more comprehensive research into match-

�xing in eSports (i.e., competitive online gaming), employing advanced methodological approaches.

Future studies could explore a broader range of fraud indicators, including real-time betting markets

and a variety of betting outlets. This extended research has the potential to signi�cantly impact the

integrity of eSports, providing valuable insights for bookmakers and regulatory bodies.

1.5 Thesis structure

Chapter 2 introduces some of the well-established crime science and environmental criminology

theories used by researchers and law enforcement to understand crime and deploy prevention strate-

gies. The purpose of this chapter is two-fold. The �rst is to show that both physical and online

crimes display common behavioural features that can be explained through the lens of environmen-

tal criminology theories. The second, however, is to argue that, despite these similarities, the spatial

phenomena of cybercrime cannot be explained through a single cyberspace taxonomy or model when

compared to physical crime, where the concept of space is monolithic as assumed by environmental

criminology.

Chapter 3 sets the trajectory of this thesis by arguing that, when compared to the physical

space, it is neither necessary, proportionate, nor reasonable to de�ne cyberspace within the context

of crime prevention. We do so by presenting an illustrative case study of one particular crime type -

match-�xing in eSports (i.e., online games) - which has a direct analogue with its of�ine equivalent

(i.e. match-�xing in traditional sports). We replicate analysis previously applied to tennis to examine
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whether suspicious patterns can be observed in eSports data, and whether these mirror those seen

for other sports. Having done this, we re�ect on the spatial perspective in these cases, arguing that

the concept of place has little to no relevance to preventing match-�xing in both cases. We also

discuss some of the philosophical dif�culties posed by envisaging the concept of cyberspace with

reference to betting fraud in eSports games to further justify that it is not necessary to develop a

uni�ed de�nition or a taxonomical approach as to what constitutes cyberspace in order to prevent

online crime.

Chapter 4 shows that vector-based models, such as word embeddings, allow for de�ning both

cyberspace and its metrics in a way that can be generalised to all types of online crime. The method

presented in this chapter makes use of word2vec to assess the threat level of newly downloaded �les

given information about �les already known to be malicious. This assessment takes into account the

download context of each �le, such as autonomous systems (ASes), network and host IP addresses,

domain names, and URL paths, without relying on patterns of data within the executable code of

these �les. This method can be generalised to any type of crime be it in the cyberspace or the

physical space and allows for conceptual abstraction as to how place in cyberspace can be de�ned

or interpreted.

Chapter 5 explores the evolving landscape of Mirai botnet using attacks data collected from

honeyfarms located around the world. The analysis relies on an in-depth exploration on Mirai botnet

behaviour attack. We found that the payload dropping behaviour deviates from that described in

the relevant literature which was mostly focused on the longitudinal analysis on port scans, types of

infected devices, and geographical distributions of victim machines, to name a few. We identi�ed

multiple Mirai variants, some of which are well-known, such as Miori and Kalon. In particular, we

identi�ed two forms of Mirai attack behaviour which appeared to be in competition with one another

when infecting vulnerable IoT devices.

Chapter 6 builds on the previous chapter and focuses on two major Mirai behaviours that target

victim machines on ports 22 and 23, respectively. Mirai attack sessions against an IoT (Internet

of Things) devices are modelled as attack sequences and encoded into single vectors using two

techniques: (1) entity embeddings are used to embed attack sessions with respect to their associated

time stamps; and (2) these embeddings are then encoded into a single �oat number using a stateful

bidirectional long short-term memory network encoder, allowing us to represent a sequence of attack

events as a time series. We then employ methods such as changepoint analysis and approaches used

in �nancial trading analysis, such as candlestick analysis, to study the longitudinal behaviour of the

Mirai botnet.

Chapter 7 serves as a culmination of the research presented in the thesis, synthesising the main

�ndings and drawing conclusions from the various studies conducted. It revisits the core objectives

set out at the beginning of the research and evaluates how effectively these objectives have been

met. The chapter begins by re�ecting on the broad theme of the thesis: the potential use of spatial
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and spatio-temporal approaches to study cybercrime. It revisits the initial aims, including exploring

the differences between physical and cyber spaces, adapting environmental criminology models to

cybercrime, and understanding the concept of `place' in cyberspace.

The chapter then assesses the extent to which the research has addressed these objectives. It

considers the �ndings across different types of cybercrime studied, such as match-�xing in eSports

and the behaviour of the Mirai botnet, and the implications of these �ndings for the broader �eld

of cybercrime prevention. The chapter critically examines the relevance of spatial perspectives in

understanding and combating cybercrime, highlighting both the contributions and limitations of this

approach.

In summarising the main �ndings, the chapter also discusses the methodological innovations

introduced in the thesis and their potential applications in other contexts. It evaluates how these

new methods contribute to a deeper understanding of cybercrime and offer practical tools for de-

tection and prevention. Finally, the chapter sets the stage for future research, acknowledging the

gaps identi�ed through this work and suggesting avenues for further exploration. It emphasises the

dynamic and evolving nature of cybercrime and the need for continuous adaptation and development

of theoretical models and analytical tools to keep pace with these changes.



Chapter 2

Crime Theories and Environmental

Criminology

As outlined in Chapter 1, one of the key aims of this thesis is to explore the study of cybercrime

from a `spatial' perspective. This is partly motivated by the spatial study of of�ine crimes, which has

formed a key sub�eld within criminology and crime science. This thesis seeks to explore whether

these approaches can meaningfully be translated to the context of cybercrime, in both theoretical

and empirical terms. In doing so, a number of key questions arise: how space can be de�ned in this

context, whether meaningful patterns can be observed, and whether it is worthwhile to do so.

As a �rst step in doing this, this chapter provides an overview of the study of crime from a

spatial perspective. It reviews the central theories and approaches used in the �eld, along with key

empirical �ndings. Following this, the ways in which these ideas have been applied in the context

of cybercrime are reviewed, along with the key challenges and questions that must be resolved in

order for crime to be studied in this way. The chapter ends by introducing approaches based on latent

spaces, which represent an approach which is spatial in nature but agnostic to underlying behavioural

theories, and which are used later in the thesis.

2.1 Crime and place
The study of crime and place involves a number of overlapping aspects: empirical �ndings, theoreti-

cal explanations and implications for prevention. While analysing crime from a spatial point of view

has value in its own right, it is typically closely coupled with the `environmental' approach within

criminology, which is de�ned by its focus on the criminaleventrather than thecriminal [5]. The

approach is fundamentally concerned with the conditions under which crimes occur: where, when

and how offences are committed. The rationale for this is that the event represents an opportunity for

crime prevention: if the situations in which crime arises can be manipulated in such a way that crime

is made less likely, then the disposition of the offender becomes irrelevant. Since all crimes occur

somewhere, and the circumstances in which the crime occurs will be determined by its locations, the

notion of `place' is central to this approach.



2.1. Crime and place 35

In this section, the central principles of environmental criminology will be outlined, along with

some of the key empirical �ndings.

2.1.1 Environmental criminology

Routine Activity Theory (RAT). Introduced by Cohen and Felson [35], RAT postulates how so-

cial and economic conditions, and the routine activities of people (e.g. going to work, school, etc.),

in�uence the occurrence of crime. A central principle of RAT is that crime occurs when a motivated

offender, a suitable target, and a capable guardian converge in space and time [35]. The suitability of

a target is in�uenced by an offender's perception of a target's vulnerability (e.g. exposed and easily

accessible) and associated rewards (e.g. high �nancial gain) [36]. Capable guardianship refers to

the physical presence of a person or any passive protection mechanism (e.g. surveillance systems,

passwords) that is able to deter a rational and motivated offender from perceiving a suitable target

as vulnerable [36]. RAT helps to explain the distribution of crime in time and space because it im-

plies that crime will occur more frequently in places or situations where the three elements coincide

more often. RAT provides the theoretical basis for a number of other principles in environmental

criminology, and motivates analysis of the spatial concentration of crime and the characteristics and

behaviours of targets. Furthermore, it is one of the foundations for situational crime prevention [37],

which is discussed later in this section.

Crime shows a number of regularities that are consistent with RAT. For example, a number of

studies [38, 39, 40] found that crime and violent behaviour was more common close to public high

schools when compared to private ones. Higher crime rates at block level were also reported to be

positively and signi�cantly correlated with the number of surrounding bars and taverns [41]. Along

similar lines, Bernasco and Block [42] showed that robbery rates at block level were positively and

signi�cantly correlated with the number of surrounding bars, grocery stores, and gas stations. In

a study by [43], it was found that exposure of youths to neighbourhood crime and violence had

greater impact on their school functioning, such as attending classes and engaging in extracurricu-

lar activities, rather than increasing criminal and violent behaviour within the school environment

itself. These studies showed that, as per RAT, crimes rates were higher in those places where crime

opportunities were concentrated and which lacked strong guardianship.

Crime pattern theory (CPT). Introduced by Brantingham and Brantingham [44], CPT proposes

that crime is more likely to occur at those places where an offender's awareness space intersects with

one or more perceived suitable targets (e.g. rewarding and low risk level). An offender's awareness

space refers to all places known to them as a results of their routine activities [45]; for example,

areas where offenders work, shop, or participate in leisure activities, and the paths between them.

For these reasons, CPT suggests that crime does not occur at random places but instead at locations

which are well-known to offenders and where crime opportunities exist.
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Crime generators, attractors, and enablers.According to CPT, places where crime occurs

can be categorised intocrime generators, crime attractors, andcrime enablers[46]. Crime genera-

tors are places that attract large number of people for reasons unrelated to crime, such as shopping

precincts, sports stadiums, and entertainment venues, but which lead to criminal activities because of

large concentrations of people and suitable targets.Crime attractorsare places that draw offenders

because they are well-known for crime opportunities, such as drug markets and areas known for sex

work. Crime enablersare those areas that facilitate crime because rules of conduct are not enforced,

such as public parks and parking lots [47].

Proximity, repeat and near-repeat victimisation.It has consistently been shown that many

criminal phenomena are in�uenced by distance, with nearby places tending to be similar in terms

of their criminal character. The concentration of crime at one location is spatially autocorrelated

with neighbouring locations, for example, and nearby locations tend to experience similar crime

problems [48, 49, 42]. Theproximity between locations is thus known to be associated with how

alike these locations are in terms of criminal rates, for example; as Tobler'sFirst Law of Geography

[50] postulates, `near things are more related that distant things'. Crime also tends to display space-

time clustering, whereby nearby locations experience crime at similar times, as exempli�ed byrepeat

andnear-repeat victimisation. Repeat victimisationoccurs when a person, object, or place is subject

to multiple criminal acts in quick succession [51].Near-repeat victimisationis the occurrence of

criminal acts around or at targets that are share similar characteristics and are in the vicinity of a

previously victimised target, as is in the case of burglary [52]. These have been demonstrated for a

number of crime types [53, 54, 55]

Journey to crime.Analysis of journey to crimeis concerned with the distance between the

residential location of an offender and the locations at which they engaged in previous criminal

activities [56]. In general, it has been shown that the further away a target is from their home (or

another signi�cant location), the less likely is for an offender to victimise it [57]. This spatial pattern

is described as the distance decay function, meaning that there exists a relationship between the

distance from an offender's location to a suitable target and the probability that the offender chooses

to offend at the target location [58]. For instance, it was found that offenders tend to attack any

suitable targets within approximately 1 mile from their home or workplace [59, 60, 61]. In the case

of homicides and rape, [62] found that the distances travelled by offenders to their targets were

short and displayed the distance decay effect. This pattern forms the basis for geographic pro�ling,

whereby the distance decay relationship is applied in reverse to identify the potential residential

location of the offender for a particular crime, or series of crimes [57]; this has previously been used

to �nd the residential location of a serial burglar in the Hague [61].

Crime displacement. Crime displacement occurs when prevention and reduction programs, which

either decrease opportunity, increase risk to offenders, or both, shift the incidence of crime to other
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forms of crime, times, targets, or tactics [63]. Since the occurrence of crime is in�uenced by an

offender's motivation, familiarity with the environment, and availability of crime opportunity [64],

crime displacement is most likely to occur at those places that are most familiar or accessible to them

[65]. A number of studies have shown that crime prevention measures such as CCTV monitoring

[66, 67], on-foot police patrols [68, 69], and alley and neighbourhood gating [70] had the effect of

displacing crime to surrounding areas or to other similar targets. However, other studies found no

evidence that crime displacement was a common phenomenon [71, 72, 73, 74, 75, 76], and indeed

there is evidence that diffusion of bene�t may in fact be more likely [77].

2.1.2 Situational offender perspectives

Situational action theory (SAT). A situational offender is any individual whose engagement in

crime is facilitated by the situational characteristics of the immediate environment which permit

and encourage criminal acts [78]. SAT is grounded in three main mechanisms that explain the

formation of crime as a macro phenomenon:situational, action-formation, andtransformational

mechanisms[79]. Thesituational mechanismsare the macro environments, such as organisations,

�elds, and networks, that determine an individual's opportunities, goals, and beliefs [79]. Theaction-

formation mechanismsexplain how an individual behaviour is in�uenced by their opportunities,

goals, and beliefs (e.g. wealth distribution among the population) [79]. Lastly,transformational

mechanismsshow how the joint behaviour of multiple individuals (e.g. aggregation and strategic

interaction) combine to produce intended and unintended group level situations [79]. In a study

related to adolescent shoplifting, SAT was used to show that how an individual perceives deterrence

strategies depends on their self-control and personal morality. Along similar lines, SAT has been

used to explain the social relationship between social disadvantages, which increase crime propensity

and exposure, and juvenile delinquency [80].

Rational choice theory (RCT). According to RCT, offenders are active decision-makers who,

when faced with an opportunity for crime, decide whether to take it by evaluating the potential

bene�ts (i.e. rewards) and the costs (i.e. effort, and the risk of being caught) of doing so [81]. Since

environmental factors contribute to both of these, spatial preferences can be framed in these terms. A

reinterpretation of RCT is the theory of bounded rationality, which purports that humans are not fully

rational but rather that their rationality is limited to the availability and reliability of information,

available possibilities, and consequences [82]. RAT plays an important role particularly in the areas

of crime displacement [83, 77] and situational crime prevention [84, 85], which is discussed in the

next subsection. RAT has also been used to model criminal actions as expected utilities that can

inform probabilities for the spatio-temporal occurrence of crime [86, 87].

2.1.3 Prevention strategies

Situational crime prevention (SCP.) SCP stems from RCT as a crime opportunity-reduction ap-

proach that seeks to increase the effort and risk, reduce provocations and rewards, and remove ex-
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cuses within the immediate environment in order to minimise the circumstances that encourage indi-

viduals to commit crime in speci�c situations [6]. Most SCP measures are place-based and include

target hardening, improved surveillance, controlling access, and increasing awareness [75]. Such

measures have been applied for crime types such as terrorism [88] and theft [89].

Crime prevention through environmental design (CPTED). CPTED is based on the principle

that urban environments, such as buildings, are to be designed by considering the thought process

of a motivated offender such that criminal actions are discouraged and the sense of security is in-

creased [7]. It is a place-based approach focused on target hardening measures such as increased

surveillance, increased sense of territoriality, maintenance, and access control [90]. CPTED has

proven successful in reducing robberies and other residential crimes [91, 92], victimisation and fear

of crime [93], and terrorism [94], to name a few.

Hotspot policing. Crime is known to cluster both spatially and temporarily, as shown in numerous

studies [95, 96, 97, 98, 99, 100]. This behavioural property allows both the prediction of crime at

speci�c locations (e.g. predictive policing) and targeted policing at those high-crime activity places

[8] (e.g. hotspot policing). Hotspot policing involves the targeted allocation of police resources

to those areas with high crime rates, with the aim of addressing the largest volume of crime with

limited resources. This strategy has proven successful: for example, an experimental study showed

that the targeted allocation of police patrols led to a decrease in �rearm assaults and robberies in

highly victimised areas from St. Louis, Missouri [101]. Similar results were achieved in tackling

crimes such as property crimes, prostitution events, motor vehicle theft, drug events, and violent

incidents [102].

2.2 Cybercrime and cyberplace

As per discussions in previous section, the location of crime plays an important role in both un-

derstanding its behaviour and deploying effective crime prevention strategies. One question that

naturally arises is whether the location, behaviour, and theories of crime in the physical space are

relevant to crime in cyberspace. This section begins with a brief discussion about what is cybercrime

and how cyberspace has been conceptualised in the literature. It then discusses the extent to which

environmental criminology theories apply in the context of cybercrime and its prevention.

2.2.1 Cyberspace

Cyberspace is not a monolithic and homogenous space, but rather an ever-expanding collection

of cyberspaces, each existing within the technologies of the Internet [15]. In the bookThe Atlas of

Cyberspaceby Martin Dodge [103], cyberspace was de�ned as(1) the infrastructures of information

and computing technologies;(2) network topologies in abstract space, such as topological maps of

the Internet infrastructure in the form of graph structures;(3) information spaces of the Internet,

such as individual websites;(4) and as means of online communication and interaction between
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people, such as chatrooms, game spaces, multi-user domains, and other virtual worlds. Another

interpretation of cyberspace is based on the Open Systems Interconnection (OSI) model where each

layer – physical, Internet, services, application, information, and people – underlying the internal

structure and technology of telecommunication and computing systems, is considered a subspace of

cyberspace [104]. Each of these cyberplace concepts are distinct from one another in terms of their

function and so they require different metrics.

In [105], the de�nition of cyberspace is formulated based on two general views. Theubiquitous

connections-based view, refers to objects or entities that exist in the physical (e.g. air, water, road),

social (e.g. family, organisation, friendship), and thinking (e.g. ideas, thoughts, emotions) spaces,

being interconnected in the online medium. For example, the Internet of Things (IoT) , Internet of

People (IoP), and Internet of Thinking (IoTk) are all paradigms that represent the interconnection of

the physical, social, and thinking spaces [105]. The IoT is de�ned as the interconnection of hetero-

geneous devices that allow the exchange of information at global scale, and represent both people

and objects at the same virtual level [106]. The IoP conceptualises cyber-objects as `incarnations'

of people at lower layers of the Internet; for example, a network IP node that represents a person

along with its other digital information [107]. Lastly, the IoT is about bringing together aspects

of human thinking, such as instinct, attention, and awareness to promote human-oriented coopera-

tive services; examples include brain informatics, immersive reality, and arti�cial intelligence (AI)

[105]. Thespaces convergence-based view, refers to the convergence between physical, social and

thinking spaces, and cyberspace. For example, a cyber-physical-social system, such as autonomous

automobile and robotic systems, is an amalgamation of human actions, computers, and the physical

environment [108].

The complexity of cyberspace also opens a wide range of philosophical debates – without any

obvious end point – as to how its de�nition and interpretation can be formalised. Furthermore, the

literature tends to adopt the radical position that cyberspace is placeless and anti-spatial [109]. For

example, it is often purported that distance in cyberspace “does not determine or limit interaction

between people” [110], that distance does not exist in cyberspace [111], and that “cyberspace is

profoundly anti-spatial – the Internet is ambient ... nowhere in particular but everywhere at once”

[112]. However, a number of less reductive ways of both de�ning space and measuring spatial

concepts have been proposed in the literature.

Metrics. Cyber-space is not anti-spatial and its metrics can be conceptualised at both technological

and behavioural level, as shown below. There are four macro-concepts of the physical space: –place,

distance, size, androute– that could also be thought of in the context of cyberspace [113].

Place.An interesting view on what places are in cyberspace is given in [114], where cyberspace

is conceptualised as a multidimensional structure of places: thecode/space, cyberscapes, anduser-

generated cyberplaces. The code/spacerefers to the set of coded objects, coded infrastructures,

coded processes and coded assemblages that support the spatial formation of collective life [115].
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This includes, for example, the software producing, monitoring, surveying, and controlling the In-

ternet, traf�c management systems, electricity, and so forth [116].Cyberscapesare formed from

user-generatedand georeferenced media, such as photos, videos, and text, which bridge the virtual

contents and material experiences [114, 117, 118]. Examples include social media services such

as Google Maps, Facebook tagged photos and geotagged Wikipedia articles [118].User-generated

data can, for example, create an endless number of cyberplaces, such as the OpenStreetMap [119],

and crowdsourcing and crowdfunding places [120, 121]. In addition these macro-interpretations of

cyberplace, other authors have also referred to microplaces in cyberspace [10]. Social media ac-

counts and digital messages, such as Twitter accounts and tweets, are examples of microplaces in

cyberspace [122].

A more concrete way to de�ne place in cyberspace is with reference to the three fundamental

components of physical space –location, locale, anda sense of place– that people use to identify

and differentiate places in the physical world [123].Locationis the absolute position of a place as

de�ned by its geographical coordinates.Localerefers to characteristics of the place (e.g., an of�ce

building on a particular street, surrounded by other buildings, having two main entrances, and four

�oors) within which people interact. Lastly, thesense of placerefers to the history, feelings, and

emotional connections people associated with a place (e.g., it is a place for work, socialising, and

creativity). In a similar way, Ifeet al. [124] proposed that cyberplaces can be conceptualised based

on location, state, andfunction, which are described below.

The locational component is denoted by the projection of digital address spaces to physical

address spaces, such as in the case of IP addresses, media access control (MAC) addresses, and

peripheral devices. Thestatal component refers to the internal and external states that describe

the state of a cyberplace and its constituents, examples of which include software source code,

resources utilised by a webpage, the type of �les within a directory, number of hyperlinks that lead

to a website, popularity of a website by number of user visits, and the presence of antivirus and

intrusion detection systems in a computer. Finally, thefunctionalcomponent describes the function

or purpose that cyberplaces serve, either in a benign or malign way, to online users; for example,

accessing news websites to get up-to-date with local news, and hosting malicious software on cloud

computing services. These three components can be used to classify cyberplaces in cyberspace at

different levels of abstraction and depending on the type of cybercrime being investigated [124].

Distance.The concept of proximity in cyberspace has been argued, at least from a technological

perspective, to be both irrelevant and inexistent [125, 126, 127]. There are three main ways in which

distance can conceptualised in cyberspace – that is, with reference to the physical, cyber, and abstract

spaces. IP addresses, for example, are anchored to the physical space, meaning that the distance

between two IP addresses can be measured as the distance between their geographical coordinates

[128]. Thus, although IP addresses are cyber rather than physical objects, the distance between them

can be expressed outside the cyberspace spectrum.
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In cyberspace, distance can be expressed as the shortest path that connects the nodes in a net-

work (e.g., the more edges between two nodes the `closer' or more related they are in cyberspace)

[127]; the number of clicks required by a user to navigate between speci�c pages within websites

[129]; and as a measure of latency which is the delay in time from when a user requested a webpage

until the webpage is displayed entirely on the user's browser (e.g., the smaller the delay the closer

the user is to the website) [130].

In abstract space, cyberobjects can be represented as part of graphs where each object is a

node with the links between them being the edges. Distance, degree, connectivity, and centrality

measures can then be used to express the distance between cyberobjects. For example, [131] used

social networking analysis to study the social relationships between Twitter users. Another approach,

discussed later in this chapter, is the representation of objects as vectors in latent space, where a

similarity measure, such as cosine similarity, is used to denote the semantic closeness between them.

Size.The size of a cyberplace is perhaps the easiest to conceptualise. It can be measured in

many ways, including the size of a �le, storage device, number of registered users on a social media

platform, amount of traf�c on a website, and so forth. From a cybercrime perspective, size can

be measured in a number of ways, depending on what is meaningful in a particular context: as the

number of malware identi�ed in the wild that belong to a speci�c malware family [132], for example,

or as the number of goods sold or users on dark web illicit markets [133].

Route.One way to measure route in cyberspace is by tracing the data packets travelling through

the Internet from source until it reaches destination, which identi�es all the nodes along that route

[103]. Tracking devices, such as mobile phones, record journey related data of users both in the

physical and cyberspace [134]. The route of fake news spreading along a friendship network can

be measured by determining the source of spread and then tracking its direction or directions of

propagation along the network's representation in latent space [135].

One thing that is clear from the above discussion is that, while meaningful notions of space and

its associated metrics can be proposed in speci�c contexts, they are highly diverse in nature. For

example, those de�nitions and metrics which refer to infrastructure (e.g. internet addresses and the

communications between them) bear little relation to those that are de�ned in a more social sense

(e.g. locations on the web and interactions between users). This highlights the dif�culty of proposing

any uni�ed notion of space in cyberspace, and the fact that any such approaches are likely to have to

be context-speci�c.

2.2.2 Cybercrime

There is no set de�nition of cybercrime, which makes it a key analytical problem [4]. Simply put,

cybercrime is the act by which personal, psychological, or economic gains are exercised through

the misuse of data, computers, information systems, and cyberspace [136]. In [137], cybercrime is

categorised astype 1if computers or the Internet are the primary factor of the offence (e.g. malware
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distribution), andtype 2if it includes offences where the human element is the primary factor (e.g.

online grooming). Some broad examples of cybercrime include online fraud, unauthorised access,

online child sexual abuse material, and cyberstalking [138]. Cybercrime thus makes use of technol-

ogy to either augment traditional offending or fully migrate it to the online medium [139, 140]. For

example, crimes such as identify theft and fraud occur both in the physical space and online medium.

A comprehensive typology of different types of cybercrime is presented in [141].

2.2.3 Environmental criminology

As previously shown, it is possible both to conceptualise and measure the `geographies' of cy-

berspace, although not in a formalised manner that takes the shape of a taxonomy. This section

looks into the extent to which crime theories apply to cyberspace and their relevance to developing

cybercrime deterrence strategies.

Routine activity theory. Individual online routines, such as banking, shopping, social interactions

and downloading behaviours are risky routines that expose users to identify theft [142]. For example,

unguarded networks and unsecured public Wi-Fi Internet points might constitute risky places that

allow motivated offenders to eavesdrop on these networks for users' passwords and other personal

details when carrying out their online routine activities. A number of studies have related patterns

of cybercrime to the activity patterns of victims and users. Other studies have shown that the routine

activities of users (e.g. their levels and types of internet use) were related to their likelihood of vic-

timisation via phishing [143, 144], fraud [145, 146, 147], harrassment [148, 149] and cyberstalking

[150, 151]. Cyber intrusion patterns were found to related to the local time zones of the victim hosts,

particularly between 2AM to 4PM [152]. Attackers may perceive that guardianship is overwhelmed

by daily traf�c, and thus less likely to notice intrusion attacks. A similar pattern was found to occur

in the case of both botnet activities, which peaked during the day and lowered during the night [153],

and the distribution of malware, which was most active during weekends [154].

The time-space distribution of spam emails was found to be concentrated strategically during

speci�c parts of the day [155]. It was also found that the bulk of spam emails were usually sent

around the time the fake website, to which the emails redirected the users, was created by the attack-

ers [156]. In [157], it was found that attacks using malicious uniform resource locators (URLs) on

pages discussing US politics were concentrated within shorter time periods; once a malicious URL

was detected, there was a 40% probability that another was used to target US politics related pages

within the next 10 minutes, when compared to 20% probability for other web pages. Such attacks

were prominent before elections [157] . Malicious URL distribution campaigns had occurred at that

place – US politics websites – and those times – before elections – when users were likely to be en-

gaged on political websites, which denoted a space-time convergence of online offenders and their

victims.
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Crime pattern theory. Terms suchrepeatand near-repeat victimisation, crime generators, at-

tractors, andenablersare also relevant to cybercrime. Students from a university in the Midwest,

USA, were found to be victimised andrepeatedly victimisedby cyberstalkers through instant mes-

saging and social networking services [158], where crime opportunities – vulnerable students – in-

tersected with an offender's awareness of space – messaging and networking platforms. Cybercrime

services, such as phishing kits and botnets, and stolen identities arerepeatedlysold on the Dark

markets,repeatedlyvictimising those whose identities are sold [159]. The spread of worms through

a network [160], which self-replicate themselves to infect other `nearby' networked computers, and

malvertising trough drive-by downloads that come bundled with browser plugins and redirect users

to malicious websites [161] are also examples ofnear-repeat victimisation.

In the context of cybercrime, examples ofcrime generatorsinclude e-commerce websites that

enable buying and selling fraud related services; online forums and game servers that facilitate the

occurrence of sexual exploitation and harassment; and Windows OS which is the most used OS

and at the same time the one most subjected to cyberattacks [124].Crime attractorsinclude pirate

websites, illegal streaming services, and underground marketplace, all of which offer free services

to users but which are common to be used to host and deliver malware [124]. Lastly,crime enablers

refer to social networking platforms that lack adequate guardianship; devices and networks with

no antivirus or intrusion detection systems; websites, software, and devices with security �aws or

known vulnerabilities that can be exploited by attackers, to name a few [124].

The spatial patterns in the context of cybercrime were also shown to be described by thedis-

tance decay function. Twitter networks were shown to exhibit social and spatial patterns in cy-

berspace that replicate those in the physical space [162]. As Twitter networks get larger, the ratio

of connectivity get smaller when compared to smaller networks; for example, networks with ties

formed beyond 500km which are less transitive and cohesive [163]. Web server information �ows

were also shown to exhibit a distance decay effect. For example, a decrease in the number of visitors

to a website is directly proportional with the latency values which were used as a measure of Internet

distance [130, 164]. Phone-call and email interactions were also found to decrease as the physical

proximity between people increases [165, 166].

Crime displacement. Cybercrime prevention measures have shown to displace cybercriminal op-

erations at both tactical and spatial level, mostly through evasion techniques. For example, cyber-

criminals can evade IP address blacklists by using other IP addresses that have not been recently

involved in malicious activities [167]. Similarly, website takedowns are often followed by displace-

ment, whereby the content is simply re-hosted elsewhere [168]. Obfuscated malware is a form of

tactical displacement where cybercriminals use obfuscation methods, such as packing, code obfus-

cation, polymorphism, and metamorphism [169] to evade anti-virus and intrusion detection systems

[170]. Tactical displacement is also seen in `stress test' systems, whereby methods are updated in

response to defensive methods by victims [171]. Fast-�ux, which is a technique that involves the
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rapid changing of IP addresses associated with a domain name served by a domain name service

(DNS), allows cybercriminals to keep malicious content online by avoiding single points of failure

in case that the law enforcement identi�es and blocks any of those IP addresses [172]. Fast-�ux DNS

is primarily used to mask botnets by quickly shifting them between different networks of compro-

mised hosts [172]. In a different context, displacement has also been observed for darknet markets,

where shutdowns of particular markets have been followed by the migration of trade to alternative

platforms [173, 174, 175]

2.2.4 Situational offender perspectives

Situational action theory. The situational characteristics of the immediate environment of an in-

dividual determines their susceptibility to online crime activities. For example, [176] found that a

good family environment had a higher impact on an individual's propensity to engage in cybercrime

when compared to other external factors such as corruption. Online bullying is less common among

individuals with a strong morality because it prevents them from perceiving it as an alternative when

encountering provocations in the online setting [177]. These �ndings have also been supported in

the case of digital piracy [178, 179, 180]. Another example is the size of police departments, which

plays a signi�cant role in a situational offender's decision to carry out ransomware attacks against

the police [181].

Rational choice theory. There are a number of examples of cybercriminals making rational se-

lections with respect to when, where and against whom they commit their crimes. In some cases,

for example, criminals explicitly target victims of potentially high value: ransomware attacks, such

as WannaCry, which targetted the UK National Health Service (NHS) computers running Microsoft

Windows OS, encrypt the data and ask for ransom payments in the Bitcoin cryptocurrency in return

for the decryption key [182]. Furthermore, cybercriminals are increasingly motivated by the �nancial

gains from theft of credit card details and other personal information which is re�ected by the shift

of phishing attacks towards �nancial organisations [183]. Botmasters engage in rational decision-

making where their strategies in terms of botnet rental and interaction with the defenders are carried

out such that to maximise the �nancial outcome while remaining undetected [184]. Other crimes ap-

pear to demonstrate that offenders seek to minimise the effort involved in offending, as when agents

who have in�ltrated a system scan its contacts or neighbours for further easily-accessible vulnera-

bilities [185]. Although these examples show the rational intention of cybercriminals, it can also be

the case that cybercrimes can be committed without prior intention [124]. An example of this may

involve a user discovering a vulnerability in a website but, instead of reporting it, deciding to see

what exploiting it may lead to.

2.2.5 Prevention strategies

Situational crime prevention. SCP has been used to limit cyberstalking victimisation through

emails, instant messaging, blog posts, and any other forms of electronic communication by provid-
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ing victims with the means of reporting other users who violate the website terms of usage (i.e.,

extend guardianship and increase risk) [150]. Some measures for attacks against cloud computing

services were proposed as restricting admin privileges (e.g., decrease reward), implement physical

and environmental access controls (i.e., increase effort), implement monitoring controls (i.e., in-

crease risk), and block spoofed emails (i.e., remove provocations), and application whitelisting (i.e.,

remove excuses) to name a few [186]. Another form of SCP is the use of captchas (i.e., target

hardening) to distinguish human from machine input, typically as a method of avoiding password

crackers, spam, or automated data mining from websites [187].

Crime prevention through environmental design. Security focused design is analogous to

CPTED in the context of cybercrime [124]. For example, crime prevention approaches can be de-

ployed at different levels of application security (e.g., secure coding, secure operating systems),

system security (e.g., �rewalls and intrusion detection systems), and network security (e.g., intru-

sion detection systems) [124]. Open source software can bene�t from natural and open surveillance

through the public's eyes thus increasing the likelihood that �aws are identi�ed before being ex-

ploited by cybercriminals [188].

Hotspot policing. Windows was shown to had been the most attacked operating system in the

world [189]. Given a network of worldwide personal computers, the hotspots can be thought of

those clusters of Windows machines where the any security updates serve as hotspot policing events.

Cloud services and ad-hoc devices hosting malware, which can be conceptualised as cyberplaces,

are a form of hotspots of malicious drive-by-downloads [190]. Honeypots, which are cyber systems

designed to act as security mechanisms by luring cybercriminals into revealing their attack vectors

and behaviours [191, 192], can also be considered as cybercrime hotspots.

2.3 Cybercrime and latent space

In the previous section, environmental criminology theories, prevention strategies, and offender char-

acteristics and behaviours were shown to display empirical features that were common to crime in

both the physical and cyber spaces. However, the previous sections have also made clear that the

spatial phenomena of cybercrime cannot be explained through a single cyberspace taxonomy or

model, but rather that conceptualising metrics, such as place, distance, route, and size, in cyberspace

is bound to the type of cybercrime being investigated. For these reasons, in this thesis, cybercrime,

cyberspace, and relevant metrics are primarily conceptualised in the context of latent space which is

described by consistent properties that hold true irrespective of the variable type being projected on

to it.

2.3.1 Latent space

A latent space, which is a form of vector space, is a hidden representation of a set of features that

a machine learning model, such as Word2Vec [1], learns. The feature representations, which are in
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the form of vectors (or embeddings) of a user de�ned dimension, capture semantic and relational

properties within a given dataset. Each element in the dataset has its own vector representation in

latent space that preserves both its meaning and semantic relationships with other elements; that is,

the proximity of representations in latent space re�ects the relationships between their corresponding

elements in the original space. These approaches were originally developed in the context of natural

language processing (NLP), where the elements might represent words in a corpus of text, and the

aim is to classify or establish similarities between parts of text. The latent space allows for a wide

range of data interpretations such as(1) using quantitative metrics (e.g., cosine similarity) compar-

ing relationships between latent space variants;(2) visualising the distribution of the projected data;

(3) de�ning and examining relationships between latent space variants;(4) conducting interpola-

tion and extrapolation reasoning using relationships between latent space variants (e.g., at syntactic

level); (5) assessing analogies and saliency using vector arithmetic (e.g., in NLP,vector(king)

- vector(man) + vector(woman) yields a vector very close tovector(queen) ); and(6)

comparing relationships between multiple latent space variants [193].

Word embeddings can be learned using methods such as Word2Vec [1], TF-IDF (term fre-

quency – inverse document frequency) [194], GloVe (global vectors for word representation) [195],

signal processing and RNN (recurrent neural networks) encoders-decoders [196], fastText [197], and

VAEs (variational autoencoders) [198].

2.3.2 2vec-type embedding models

Vector-space models have been successfully used in the context of cybercrime, more speci�cally in

the analysis, classi�cation, and detection of malware, detection of online hate speech, spam detec-

tion, detection of botnets, detection of Twitter bots, and network intrusion detection, to name a few,

which are introduced below.

In [199], an innovative approach was introduced for creating domain-speci�c word embeddings

from sparse texts, particularly focusing on the cybersecurity domain. The authors propose a unique

framework that utilises a variety of domain knowledge, such as domain-speci�c vocabulary, seman-

tic categories, and relationships, represented through text annotations. They develop the Word and

Annotation Embedding (AWE) algorithm, which integrates these annotations into the word embed-

ding process. The ef�cacy of this method is rigorously tested on two speci�c cybersecurity text

corpora: one comprising malware descriptions and the other containing Common Vulnerability and

Exposure (CVE) data. The paper highlights the practical application of these embeddings in enhanc-

ing information extraction for cybersecurity texts, showcasing a signi�cant advancement in the �eld

of NLP.

A novel application of the word2vec technique, traditionally used in natural language process-

ing, was used by in [200] for malware detection by analysing machine code instructions. Treating

machine code instructions as `words', the authors employ Word2Vec to generate embeddings from
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sequences of these instructions, similar to sentences in natural language. The model utilises instruc-

tions from the �rst kilobyte of an executable module, starting from the entry point, to ensure the

analysis is based on actual machine code. This approach is validated through a dataset compris-

ing 1200 malicious and 1200 benign Portable Executable (PE) samples. The study demonstrates

the effectiveness of using Word2Vec-derived embeddings in a specialised classi�er, which includes

a convolutional and a fully connected neural network layer, for accurately detecting malware in

executable �les. This innovative approach bridges the gap between natural language processing

techniques and cybersecurity applications, speci�cally in the context of malware detection.

The authors of [201] present an innovative approach to Android malware detection, framing

it as a text classi�cation problem using advanced deep learning and text processing technologies.

The authors extract API sequences from Android malware and employ the Word2Vec technique for

vectorisation, converting these sequences into a format suitable for text classi�cation. They utilise a

Bi-directional Long Short-Term Memory (Bi-LSTM) network as the classi�cation model, leveraging

its capabilities in understanding context and dependencies in sequence data. The effectiveness of this

method is rigorously tested on a dataset containing 8000 Android malware samples and 3000 benign

applications. This approach not only demonstrates the adaptability of natural language processing

techniques to cybersecurity challenges but also showcases the potential of Bi-LSTM networks in

effectively distinguishing between malicious and benign software in the realm of Android applica-

tions.

A novel methodology is proposed in [202] for static malware analysis, which approaches

the problem by equating malware to a language and seeks to identify semantic patterns within

it. This approach frames malware instances as documents in a `malware-language', and employs

the Word2Vec model to generate computational representations of these documents. The method

then uses document-distance metrics to determine semantic closeness and classi�es these malware-

documents using the k nearest neighbors (kNN) algorithm. Applied to a dataset divided into nine

malware classes, this technique isolates and leverages semantic similarities within each class for

classi�cation purposes. The model robustness is validated through leave-one-out cross-validation,

demonstrating a high classi�cation accuracy of up to 98%, thus con�rming the potential of treating

malware analysis through a natural language processing lens.

In [203], the authors propose two innovative byte-level feature representations for malware de-

tection in binary �les: Sparse Term-Frequency Simhashing (s-tf-simhashing) and Binary word2vec

(Bword2vec). These static feature representations are designed to work directly on raw �le bytes,

eliminating the need for third-party tools and ensuring independence from operating systems. The

s-tf-simhashing method is an optimised version of tf-simhashing, requiring less computational effort

while outperforming its predecessor in ef�ciency. In contrast, Bword2vec focuses on embedding se-

mantic relationships of n-grams into code vectors. This approach converts binary data to a Word2Vec

representation, effectively reducing the feature space dimensions compared to s-tf-simhashing and
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thereby further decreasing the computational load on the classi�er. The paper demonstrates the

effectiveness of these techniques in analysing full malware applications and infected �les, with ex-

periments conducted on real-world Android and PDF malware datasets, showcasing their potential

in enhancing malware detection capabilities.

The approach proposed in [204] tackles the problem of determining the similarity between two

binary functions based on their compiled forms. This issue is particularly important in areas like

copyright disputes, malware analysis, and vulnerability detection. Traditional methods map binary

functions into vectors in a multidimensional space, capturing both syntactic and semantic similari-

ties. These vectors are then easily compared using simple geometric operations. The paper proposes

a new method that improves upon existing techniques by using unsupervised learning approaches

to create Annotated Control Flow Graphs (ACFGs) from binary functions, thereby reducing human

bias. Inspired by natural language processing methods, such as Word2Vec, to encode assembly in-

structions, this approach leads to more accurate and insightful results. These methods outperform

current state-of-the-art solutions and provide a deeper understanding of the semantic meanings be-

hind binary functions, as evidenced by the clustering patterns observed in the function embeddings.

The authors of [205] propose a novel method for automatically clustering malware by employ-

ing techniques from Natural Language Processing (NLP) and unsupervised learning. The process

begins with the identi�cation of malicious system calls (syscalls) from various binary �les. These

syscalls are then treated textually to extract key features using a statistical method known as TF-IDF

(Term Frequency-Inverse Document Frequency). Following this, Word2Vec, a word embedding al-

gorithm, is used to create a semantic and contextual representation of each syscall. The resulting

weighted syscalls are analysed using the K-Nearest Neighbors (KNN) algorithm to uncover hidden

malware categories. A case study conducted as part of this research demonstrates the effectiveness

of this methodology, successfully identifying at least 60 new categories of malware. This approach

signi�es a signi�cant advancement in malware detection and classi�cation, leveraging the power of

language processing techniques in the cybersecurity domain.

In [206], the authors present a method for malware detection using a shallow deep learning-

based feature extraction technique, speci�cally Word2Vec, to represent malware through its opcodes.

For the classi�cation of these representations, they employ the Gradient Boosting algorithm. To

ensure robust model performance without needing a separate validation split, they utilise k-fold

cross-validation. The evaluation of this method indicates a high level of accuracy, reaching up to

96%, even with a limited amount of sample data. This approach demonstrates an effective blend of

deep learning and machine learning techniques for accurate malware classi�cation.

The study of [207] addresses the growing issue of hate speech on social media platforms like

Facebook, focusing speci�cally on the Amharic language. To combat this, the researchers developed

a hate speech detection system for Amharic text within images posted on Facebook, utilising deep

learning techniques. Their methodology involved collecting Facebook text-images, extracting and
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preprocessing the text (including character normalisation, stop word removal, and stemming), and

dividing the data into training, validation, and test sets. The preprocessed texts were vectorised using

Fasttext word embedding, and then analysed with deep learning models based on BiLSTM, BiGRU,

and Dense Algorithms. After extensive testing to determine the optimal model and hyperparameters,

the system achieved an accuracy of 81% in detecting Amharic hate speech in Facebook image posts.

In [208], the study concentrates on developing technical solutions to identify and categorise

hate speech on Italian Facebook pages. To achieve this, the researchers �rst establish a detailed hate

speech taxonomy to classify online comments. These comments are then annotated by up to �ve

human experts according to the established categories. The technical core of the research involves

designing and implementing two advanced classi�ers for the Italian language. The �rst classi�er is

built upon Support Vector Machines (SVM), a well-regarded machine learning algorithm known for

its effectiveness in classi�cation tasks. The second classi�er utilises a Long Short Term Memory

(LSTM) network, a type of Recurrent Neural Network renowned for its ability to process sequential

data and understand context in text. Both classi�ers leverage morpho-syntactical features, sentiment

polarity, and word embedding lexicons to accurately detect and categorise different forms of hate

speech from the annotated comments on Facebook. The paper primarily focuses on the technical

aspects and ef�cacy of these classi�ers in the context of hate speech detection and prevention on

social media.

A novel approach to spam detection is introduced in [209], utilising a deep learning technique

known as a Convolutional Neural Network (CNN) with an innovative semantic layer, resulting in

what is termed a Semantic Convolutional Neural Network (SCNN). This semantic layer enhances

the model by training random word vectors using Word2Vec, thereby achieving semantically rich

word embeddings. To further re�ne the semantic understanding, WordNet and ConceptNet are em-

ployed for identifying words similar to those missing in Word2vec vocabulary. The effectiveness

of this architecture is rigorously evaluated using two distinct datasets: the SMS Spam dataset from

the UCI repository and a Twitter dataset comprising publicly available tweets. The SCNN model

demonstrates exceptional performance, surpassing existing state-of-the-art results with an accuracy

of 98.65% on the SMS Spam dataset and 94.40% on the Twitter dataset. This indicates the SCNN's

strong capability in accurately detecting spam across different types of text data.

In [210], the authors address the challenge of SMS spam, a signi�cant issue despite the rise of

instant messaging apps like WhatsApp and Messenger. Recognising SMS's continued importance

for privacy and reliable communication, especially for institutional promotions, the paper proposes

a novel machine learning-based classi�cation model. Utilising Word2Vec for word embedding, the

model identi�es two key features to differentiate between spam and legitimate messages (ham). By

focusing on these features, the study compares various classi�cation algorithms, with the random

forest method emerging as the most effective, achieving a 99.64% accuracy rate. This result marks

a notable improvement over previous studies using the same dataset, highlighting the model's ef�-
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ciency in combating SMS spam.

The authors of [211] propose a novel approach to botnet network attack detection is proposed,

diverging from traditional pattern-matching methods by focusing on anomaly detection. This method

employs Word2Vec to generate meaningful representations of network features from NetFlow data.

These representations are then processed through an autoencoder model, which attempts to recon-

struct the NetFlow data. Poor reconstructions are indicative of anomalous data, potentially signifying

botnet activities. Although promising for botnet detection, as evidenced in various �ow-based net-

work dataset evaluations, the performance of this approach varies across datasets. This inconsistency

suggests a need for further research before practical implementation.

The research in [212] addresses the challenge of detecting malicious domains generated by

Domain Generation Algorithms (DGAs), a technique increasingly used by modern botnets to evade

detection through reverse engineering or blacklisting. DGAs generate a large number of pseudo-

random domain names for botnet command and control servers, making them dif�cult to track and

shut down. The study proposes a deep learning architecture to identify these DGA-generated domain

names. It involves extensive experiments with various Deep Neural Networks (DNNs), including

convolutional neural networks (CNN), Recurrent Neural Networks (RNN), Long Short-Term Mem-

ory (LSTM), Gated Recurrent Unit (GRU), Bidirectional Long Short-Term Memory (BiLSTM),

Bidirectional Recurrent Neural Network (BiRNN), and CNN-LSTM layers for both binary class and

multi-class detection. The performance and ef�ciency of the proposed DGA Malicious Detector are

rigorously tested using two datasets — one from public sources and the other from private sources.

Analysing over three million domain names, the experiments demonstrate the detector's high accu-

racy rates of 99.7% and 97.1% for the two datasets, respectively, highlighting its effectiveness in

identifying domains from various DGA families and providing a strong benchmark in deep learning

approaches for DGA detection.

In [213], the authors introduce a method for identifying Twitter bots by analysing their tweets

using a convolutional neural network (CNN). The approach involves experimenting with various em-

bedding methods, both pretrained and those trained on the training dataset, alongside different CNN

architectures to compare their effectiveness. The most successful model utilised a 300-dimensional

word2vec embedding method and a �atten transition function within the CNN. When tested on

the CLEF 2019 Bots Pro�ling Subtask for English language, this model achieved an accuracy of

90.34%, demonstrating the potential of CNNs for Twitter bot detection. Additionally, the paper

hints at future research directions, including exploring deeper convolutional neural network struc-

tures and developing methods based on Long Short-Term Memory (LSTMs) networks, to further

enhance bot detection capabilities.

The authors of [214] present the NLPIDS, a novel network intrusion detection system that com-

bines Natural Language Processing (NLP) and Machine Learning (ML) for analysing network traf-

�c. By converting HTTP requests, which are essentially natural language texts, into feature vectors
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through NLP techniques, the NLPIDS effectively trains a range of supervised machine learning mod-

els, including their ensembles, for intrusion detection. This approach is a key innovation, utilising

NLP to interpret network traf�c and employing ensemble-based ML models to detect anomalous and

potentially malicious activities. The system's ef�cacy was tested using the HTTP DATASET CSIC

2010, a public dataset, and evaluated against standard metrics. The experimental results indicate that

the NLPIDS offers superior performance compared to existing methods, showing its potential as an

effective tool in enhancing network security.

Furthermore, there are established 2vec-type embedding models1 that have been developed for

a wide range of purposes, in addition to those aforementioned, some of which are summarised below.

• Attack2Vec: A system that models and tracks how attacks evolve using temporal word em-

beddings of security events [215]. ATTACK2VEC was tested on a dataset of a billions of

security events and was shown to be effective in �agging not only new attack strategies in the

wild but also which attack steps are likely to be used together.

• Spam2Vec:A semi-supervised framework used to identify spam accounts on Twitter [216].

The framework learns biased spam embeddings of nodes in a Twitter network of over million

users. The spam representation learning of each node in the network was augmented using

biased random walks [217].

• Packet2Vec:An intrusion detection system that uses feature extraction on raw network packet

data [218]. Each data packet was �rst transformed into a sequence of n-grams, similar to a

sequence of words, which were then used to train a Word2Vec model.

• Tweet2Vec:A character level encoder that learns vector representations of whole tweets based

on non-local dependencies in character sequences [219]. This model is aimed at predicting

associated hashtags with any kind of social media textual information.

• App2Vec: An approach to vectorising mobile app usage contexts to show the semantic re-

lationships (e.g., apps that are used for similar purposes) between mobile phone apps [220].

Each app was treated as a word and the app usage data was treated as a document. A Word2Vec

model was then trained on these documents.

• DNA2Vec: An approach to solve problems related to biological sequence analysis such as

those encountered in DNA analysis [221]. K-mers, which are unique subsequences of a DNA

sequence, were used to train a Word2Vec model. It was shown that arithmetic of k-mers vector

representations resembled nucleotides concatenation.

• Illustration2Vec: An image search system that uses vector representations of illustrations and

associated tags such that the semantic relationships between them was preserved [222]. In one

1More are listed onhttps://github.com/MaxwellRebo/awesome-2vec
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example, the system was able to correctly predict the gender of a character in an input image

and the background as illustrating nature.

• Author2Vec: A model that learns vector representations of authors such that those who wrote

similar contents with similar structures appeared semantically closer in latent space [223].

These embeddings were for applications such as author link predictions, classi�cations, and

recommendations.

The diverse applications of 2vec-type models, as highlighted in these studies, illustrate their

signi�cant utility not only in general cybercrime analysis but also in specialised areas like malware

and IoT botnet attacks, which are central to the research in this thesis. These models, with their

advanced embeddings and vector representations, provide innovative approaches to detect, analyse,

and understand the complex nature of these speci�c threats. Their ability to process and interpret

vast amounts of data with precision makes them particularly valuable in the context of malware

detection and IoT security, where traditional methods may fall short. This versatility and ef�ciency

further underscores the motivation for incorporating such approaches into the analysis of malware

triage and dynamics of IoT botnet attacks in the chapters to follow.

2.4 Summary

In conclusion, the concept of “crime and place” and the principles of environmental criminology

extend beyond the tangible realm, proving to be profoundly relevant in the context of cybercrime.

The absence of a standardised, all-encompassing de�nition or spatial framework for cyberspace does

not diminish the presence of discernible patterns and trends in cybercrime. This acknowledgment

necessitates a departure from a generalised approach, advocating for the customisation of traditional

spatial concepts and measurements to account for the distinct characteristics of various types of

cybercrime. Such a tailored perspective opens up innovative research pathways and enhances the

development of speci�c, more effective strategies for the prevention of cybercrime. The introduc-

tion of latent space as a contemporary and widely used method for conceptualising and examining

cybercrime further highlights the potential and promise of this approach. Subsequent chapters will

explore in greater depth how this method can be leveraged for understanding and addressing speci�c

threats like malware and IoT botnet attacks.

Building on the foundational insights about spatial concepts in cybercrime prevention, the next

chapter delves into a critical examination of how these concepts apply to cyberspace, challenging the

traditional views on the necessity, proportionality, and reasonableness of de�ning `place' and `space'

within the cybercrime context. It posits that unlike in physical space, where clear de�nitions and

taxonomies aid in crime prevention strategies like hotspot policing, such rigid frameworks may not

be essential in the �uid and ever-evolving cyberspace. The chapter argues that de�ning cyberspace

and its components is not inherently necessary for online crime prevention, and the effort to do
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so may not be proportionate to the potential bene�ts it could bring. Furthermore, it suggests that

attempting to formally de�ne cyberspace for crime prevention purposes is not reasonable, given its

lack of necessity and proportionality.



Chapter 3

Cyberspace and Match-Fixing in eSports

3.1 Background and motivation
When compared to physical space, conceptualising cyberspace is subject to philosophical and prac-

tical challenges which lead to one main question:Is it necessary, proportionate, andreasonableto

de�ne the concepts of `place' and `space' within the context of cybercrime prevention?This chap-

ter aims to answer the aforementioned question for the same three reasons it highlights. First, we

conjecture that it is notnecessaryto either de�ne cyberspace or employ a taxonomical approach to

cyberspace and its components to prevent online crime. This is opposite to tackling crime in physical

space, where many prevention strategies (e.g., hot-spot policing) bene�t from well-established and

simple de�nitions of place, distance, size, and route. Second, we argue that, outside the philosophi-

cal/broad spectrum, there is no suf�cient justi�catory relationship between de�ning cyberspace and

the bene�ts it has for online crime prevention – these two competing considerations are notpropor-

tionate. Lastly, it is implicitly not reasonableto seek to formally de�ne cyberspace because it is

neithernecessarynor porportionateto online crime prevention. This chapter thus not only argues

against the necessity of de�ning cyberspace within the context of online crime prevention but also

shapes the trajectory for the chapters to follow.

In order to motivate and provide context for this argument, the initial task involved selecting a

type of cybercrime that would serve as a new and unexplored case study but relevant to conceptual-

ising cyberspace and discuss the advantages and disadvantages of doing so from a crime prevention

perspective. While any cybercrime could illustrate the value of conceptualising cyberspace in the

domain of crime prevention, we directed our selection of the type of cybercrime using the speci�ed

criteria below, to enhance academic contribution.

• Occurrence in both physical and online spaces.

• A crime type not yet explored or empirically substantiated in existing cybercrime literature.

• Limited or no examination from the perspective of crime science and environmental criminol-

ogy theories (for example, lacking discussion in the context of routine activities theory, crime
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pattern theory, situational action theory, situational crime prevention, and so forth).

• Suitability for an in-depth exploration of various conceptualisations of cyberspace and cyber

places within the context of this crime type.

• Availability of data to satisfy all aforementioned prerequisites.

Potential cybercrimes such as identity theft, phishing, fraud, online harassment, cyberstalking,

malware distribution, and botnet operations have been excluded due to their prior examination in

the context of crime science and environmental criminology, as elaborately articulated in Chapter

2. These discussions implicitly reference cyber locations though not explicitly de�ned as such. For

example, [167] demonstrated how cybercriminals circumvent IP address blacklists through alterna-

tive, previously non-malicious IP addresses. Likewise, the phenomenon of displacement is evident

in website takedowns and darknet market closures, leading to content or trade relocation to new

platforms [168, 173, 174, 175]. These instances, among other and detailed in Chapter 2, suggest an

implicit acknowledgment of cyber locations without formally de�ning them.

Since the aforementioned crimes have been previously analysed through the lens of crime sci-

ence and environmental criminology, they might not be the most suitable candidates for this chap-

ter's purpose. The pre-existing methodologies in applying these theories to such crimes could bias

the conceptualisation of cyberspace and cyber locations within this framework. For instance, cyber

locations have already been indirectly linked to IP pools not yet blacklisted, darknet markets, or

websites. Therefore, it is obvious what place in cyberspace would look like if we were to focus

this chapter on any of aforementioned cybercrime types. It is worth mentioning that the cybercrimes

discussed in Chapter 2 are not exhaustive, leaving a broader spectrum of cybercrimes unaddressed in

this thesis but which have already been explored in the literature within the context of crime science

and environmental criminology theories.

The rationale, in terms of how and why, for selecting match-�xing in eSports (competitive

online gaming) as the subject of analysis is founded on the criteria outlined at the outset of this

section. First, it represents a distinctive and self-contained form of crime occurring in online space,

which has not previously been studied, and therefore represents a neat example. Second, it is a

crime which has a direct counterpart in of�ine space, in the form of �xing within traditional of�ine

sports (e.g., match-�xing in tennis which has been studied). It therefore provides an opportunity to

compare the two phenomena and indeed discuss their commonalities. Match-�xing in eSports also

has a distinctive relationship with cyberspace when compared to other online crimes. For instance,

some malware can spread without the intervention of an individual because of their self-propagating

nature, while match-�xing can only occur and exist concurrently with an individual's actions (i.e.,

live interaction between and individual and a gaming PC is required at all times). As we will argue at

the end of this chapter, this is one of the many examples as to why a universal taxonomical approach

to the de�nition of cyberspace is not reasonable within the context of cybercrime prevention.
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Moreover, the availability of data online enables us to perform an analysis comparing the preva-

lence of match-�xing in eSports with its counterpart in traditional sports, such as tennis. This is

in contrast to the previously mentioned types of crime, which have been thoroughly investigated

in existing literature. Consequently, this approach not only addresses an academic void regarding

match-�xing in eSports but also enhances our comprehension of this crime category. Such an under-

standing will facilitate a more effective framing of its occurrence within the context of crime science

and environmental criminology theories. Additionally, it will provide insights into potential con-

ceptualisations of cyberspace and its various locations in relation to this speci�c type of crime. The

subsequent sections will introduce the phenomenon of match-�xing in eSports, provide empirical

evidence of its occurrence, and discuss it within the framework of crime science and environmental

criminology theories. Additionally, these sections will present various potential conceptualisations

of cyberspace relevant to this type of crime and �nally, discuss issues posed by the usefulness of

such an approach.

3.2 The scale of eSports

eSports, also known as competitive computer gaming, has emerged as a key aspect of contempo-

rary digital youth culture, often synonymous with “professional gaming". This form of gaming

involves competitive play in a professional context [224]. Traditional sports are now facing compe-

tition from eSports, which is a growing trend in the digital world. For instance, where football is

traditionally played by humans in physical spaces, there is a growing shift towards digital platforms.

Players engage in virtual competitions using various devices in games like League of Legends (LoL),

Counter-Strike: Global Offensive (CS:GO), and Defense of the Ancients 2 (Dota 2), often in front

of live audiences [225]. The signi�cance and permanence of eSports are evident from its increasing

viewership and sales �gures. Remarkably, the gaming industry has now outgrown both the music

and movie industries in terms of revenue [226].

The gaming culture, spanning consoles, computers, and more recently smartphones, has been

an integral part of our society for decades and has seen rapid expansion recently. Its mainstream

acceptance has signi�cantly grown compared to a decade ago. In 2018, the global gaming expen-

diture was $138.78 billion, with mobile gaming accounting for 47% of this, totaling $63.2 billion

[227]. This demonstrates the recent surge in mobile gaming, making it the largest sector in the

gaming industry. Awareness of eSports has also been increasing, with 1.8 billion people knowing

about it in 2019, up from 1.6 billion in 2018 [225]. As early as 2014, more than half of all gamers

in the US and nearly 50% in Western Europe, aged between 10 to 50, were familiar with eSports

[225]. In 2019, the eSports viewership hit 443 million, with 198 million being dedicated enthusiasts.

Forecasts predict this number could surpass 646 million by 2023 [225].

The growth of eSports is also re�ected in the increasing prize pools of its tournaments. In 2010,

the combined prize pools were a mere $3 million, but this �gure soared to over $121 million by 2017,
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evidencing year-on-year growth [225]. In 2018, Dota 2 led in tournament prize pools, followed by

CS:GO, Fortnite, LoL, PUGB, Overwatch, HotS, Hearthstone, Starcraft 2, and CoD: WWII [225].

The top 10 eSports games distributed $131.41 million in prizes in 2018, with projections indicating

annual prize pools could reach $543.69 million by 2023 [225]. Viewership, another key growth indi-

cator, does not always correlate directly with prize pools. For example, the Mid-Season Invitational

2018 for LoL, with a $1.37 million prize pool, attracted 60 million unique viewers, compared to 55

million for The International 2018 for DotA2, which had a $25 million prize pool [225].

eSports gambling encompasses various types of bets, with the most prevalent being money line

bets and proposition bets, often referred to as “prop bets" or “side bets" [228]. Money line bets

involve wagering on the winner of a speci�c match, with payouts based on traditional odds. These

bets are more common than point spread betting, where bets are placed on the score difference

between teams or players, as eSports competitions typically don't have `scores' like in basketball or

soccer [228]. In eSports, proposition bets focus on speci�c events within a game as it progresses.

For instance, a popular prop bet is the“�rst 10 kills" or “f10k" in Multiplayer Online Battle Arena

games like Dota 2 and League of Legends, where bettors predict which team will �rst achieve 10

kills in a match [228].

The eSports betting market is a global phenomenon, with several regions leading the charge

in terms of market share and growth. North America, comprising the United States, Canada, and

Mexico, is a signi�cant player in the sector, showcasing a robust market due to the high popularity

of eSports and advanced digital infrastructure. Europe, with key countries like Germany, the UK,

France, Italy, Russia, and Turkey, also holds a substantial portion of the market, driven by a strong

gaming culture and widespread acceptance of online betting [229].

In Asia-Paci�c, countries like China, Japan, Korea, India, Australia, and Southeast Asian na-

tions including Indonesia, Thailand, the Philippines, Malaysia, and Vietnam are prominent in the

eSports betting landscape. This growth in this region is fueled by a massive gaming population,

technological advancements, and the rise of local tournaments and teams [229].

South America, especially Brazil and Argentina, is witnessing growth in the sector, with in-

creasing internet penetration and a growing number of eSports enthusiasts. Meanwhile, the Middle

East and Africa, including countries like Saudi Arabia, the UAE, Egypt, Nigeria, and South Africa,

are emerging markets in the eSports betting arena, driven by a young population and increasing

access to digital platforms [229].

These regions collectively contribute to the dynamic and rapidly expanding global eSports bet-

ting market, each bringing unique characteristics and growth drivers to the sector. For instance, the

eSports betting market witnessed a signi�cant surge in 2021, marking a remarkable increase from

its earlier �gures. By 2021, the market was valued at around USD 9,749 million, showcasing a rapid

growth trend from the previous years. This escalation is even more striking when compared to the

sector's earnings in earlier years, such as the $14 billion revenue in 2020 and the $700 million mark
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in 2019. This rapid expansion forecasts a potential growth to approximately $35556.36 million by

2031 [230].

The growth in eSports betting has unfortunately also attracted fraudulent activities, including

match-�xing. This issue �rst gained signi�cant attention in 2010 when South Korean StarCraft

player Ma Jae-Yoon, known as sAviOr, was permanently banned for his role in throwing a series

of games. This incident marked the beginning of a series of high-pro�le match-�xing scandals in

eSports. In 2016, another shocking case emerged when StarCraft II competitor Lee Seung-Hyun,

also known as Life, and considered one of the greatest players in the game's history, was convicted

for accepting $60,000 to lose two matches deliberately [231].

These instances are not isolated to StarCraft alone. The three most popular eSports - Counter-

Strike: Global Offensive (CS:GO), League of Legends, and Dota 2 - have all witnessed their own

share of match-�xing scandals. These incidents highlight the challenges faced by the eSports indus-

try, particularly in maintaining the integrity of competitions in the face of growing betting interests.

The involvement of such high-pro�le players in these scandals underscores the need for stricter over-

sight and regulatory measures to protect the integrity of eSports as it continues to grow in popularity

and �nancial signi�cance. [231]

3.3 An overview of match-�xing in eSports

Match �xing is a sporting phenomenon whereby players carry out actions that they would not oth-

erwise have done in the course of their natural competitive play - where `natural competitive play'

refers to them making their best effort to win. Most commonly, this involves deliberate under-

performance (i.e. intentionally losing a match, or part of a match) but can also involve actions which

have no direct link to the outcome (e.g. committing a foul at a particular time). The precise nature of

match-�xing varies across sports, and can involve either individuals or teams, but ultimately involves

the manipulation of outcomes so that the assumption that players' objectives are purely sporting does

not hold [232].

According to Ian Smith, an integrity commissioner at the Esports Integrity Coalition, betting

fraud and match-�xing are the biggest threats for the eSports integrity [233]. Indeed, a number of

con�rmed cases of match-�xing have been identi�ed [234], including a high-pro�le case in which

one of the leading players of the game StarCraft II was found to have �xed matches and was ar-

rested, prosecuted, and banned for life. Popular competitive games such as Counter-Strike: Global

Offensive, League of Legends, and Overwatch have all been involved in match-�xing scandals in the

recent years [233]. Furthermore, in 2021, the Esports Integrity Commission banned 35 Australian

Counter Strike: Global Offensive players for betting on their own matches, some of whom had been

previously banned for similar reasons [235].

There are a number of potential motivations for match-�xing. Some of these may themselves

be sporting: for example, a team may deliberately lose in order to gain a more favourable draw in a
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future round [236]. By far the most common motivation, however, is �nancial [237]. In this case,

players covertly receive some �nancial reward for carrying out certain actions. Again, this reward

might be provided for sporting reasons, as when a competitor is bribed to lose in order to ensure that

their opponent is victorious. However, a much more frequent motivation for match-�xing is in order

to pro�t from gambling on the outcome.

Sports gambling involves bookmakers offering odds which re�ect the reward that they will offer

for a successful bet on a particular outcome. In order for this market to function - i.e. to be attractive

to gamblers and pro�table for bookmakers - these odds should re�ect a reasonable estimate of the

probability of each outcome: low rewards are offered for likely outcomes, and vice versa. These

odds are calculated based on available information, and so are intended to represent a `fair' estimate

of the outcomes. If, however, a gambler has access to information unknown to the rest of the market

- speci�cally, that an outcome is either certain or very likely to occur - then they can pro�t by betting

on that outcome. In the classical case, if a gambler knows that a certain player will lose, they can

bet on their opponent to win (at odds which still offer pro�t, since the market is unaware that they

are certain to win) and win money. Typically, the gambler is not the player themselves; rather, they

pay the player to act in the desired way. Match-�xing of this form has a long history, and cases have

occurred in a number of sports [238].

A number of factors have contributed to a pronounced increase in the risk of match-�xing in

recent years, several of which are associated with the internet. The �rst of these is the deregulation

of the gambling industry in many countries, coupled with a shift towards online gambling, both of

which have contributed to a vast increase in the size of the gambling industry. It has been estimated

that, between 2010 and 2016, gross gambling revenue grew from [239]. Furthermore, the increased

availability of real-time detailed data concerning sporting events - facilitated by the internet - has

vastly increased the number of events and outcomes that can be gambled upon. Among other things

(e.g. the ability to bet `in-play', while events are in progress), this has meant that it is possible

to gamble on a vast array of possible markets. Together, these factors have vastly increased the

opportunities to pro�t from match-�xing [239].

As a relatively new sport, eSports are relatively unregulated, and lack many of the governance

structures and organisations of traditional sports [240, 241]. Furthermore, its competitors are rela-

tively poorly paid, which increases the risk of corruption. Finally, the nature of many games means

that suspicious plays may be less easy to identify than in traditional sports, where observers have a

clear intuition for what constitutes `normal' play. Although performance analytics for eSports have

been proposed [242], they are at an early stage.

One particular risk relates to the ability to bet on low-level sporting activities which typically

attract little attention. High gambling liquidity in these markets is considered to be a particular

risk because a) players at these levels tend to be relatively poorly paid, which makes them more

susceptible to corruption [243, 244], and b) suspicious play is less likely to be noticed in these less
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visible matches. A number of known cases of �xing have occurred in such conditions.

Match-�xing in its various forms constitutes a substantial threat to sport and its associated

industries. Most immediately, it has the potential to undermine the integrity and credibility of sport,

thus compromising its popularity [245]. In turn, sports will be less attrative to sponsors and will

therefore suffer �nancially [246]. Furthermore, match-�xing is a threat to the (legitimate) gambling

industry itself, since its attraction to potential gamblers is based on the assumption of fairness [247].

In addition, match-�xing has been associated with organised crime groups [248] and so is connected

to a broader range of harms.

3.4 Prevention and detection

A number of approaches have been used to combat the threat of match-�xing across a number of

sports. These include proactive preventative measures, several of which constitute situational ap-

proaches: examples of these include the banning of communication devices from players during

competition, the use of anonymous reporting services, and attempts to increase the earnings of play-

ers in order to reduce the economic incentive. Nevertheless, a substantial focus of the �eld remains

on detection and prosecution.

The act of match-�xing is, by its nature, dif�cult to identify and prove: sport is inherently

uncertain, and poor performances by players can occur naturally, so that any particular action can be

claimed to be an honest error. Some prior studies have examined aggregate performance data, and

found deviations from what would be expected under normal play that are consistent with some form

of manipulation; these include examples from basketball [249] and sumo wrestling [250]. However,

these patterns are high-level and also subject to a large number of false positives. Detection is

therefore reliant on identifying other activity associated with the act. In some cases, this may be

established using investigatory techniques common to many types of crime, such as documentary

or communications evidence, or testimony from witnesses or whistleblowers. A number of cases of

match-�xing have been identi�ed in this way.

One other approach is to examine gambling activity for signs of �xing. Since gambling is

an intrinsic part of most match-�xing - the crime cannot occur without it - it is to be expected

that every instance will leave some trace in gambling data. While it will not be possible to access

this data in many cases, since a proportion of gambling will take place with unof�cial `underground'

bookmakers, the data which can be seen nevertheless represents an opportunity to identify suspicious

patterns [239].

Gambling data - and in particular the odds offered by bookmakers - provides an indication

of betting activity on particular outcomes. This is because, as well as being based on sporting

predictions, odds are updated by bookmakers in response to betting activity. If a large volume of

bets are made on one particular outcome, then the bookmaker will adjust its odds, because a) it

wishes to minimise its potential losses, and b) the betting activity itself indicates that the previous
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odds may be mis-estimated. Changes in odds therefore indicate that there has been betting activity

on a particular outcome. If the resulting odds deviate from what would normally be expected, based

on some predictive model, then this would suggest that money has been gambled on an irrational

outcome. If this coincides with an unexpected sporting performance, then it may be evidence of

�xing.

The proprietary nature of much of the data involved, and its commercial sensitivity, means that

much of the work done in this area is done either within industry or by sporting bodies themselves.

Sportradar, for example, is a company which provides monitoring services to sporting bodies, and

its approach is broadly based on these principles [251]. A number of other organisations, such as

the International Betting Integrity Association (IBIA) also provide monitoring services, and many

sports also operate dedicated integrity units.

One academic study which was published on this topic was by Rodenberg and Feustel [252],

who examined match-�xing detection in tennis. To do this, they examined odds movements associ-

ated with a number of matches, and compared these with the expected outcomes of those matches

according to two pre-match predictive models. By doing this, they identi�ed approximately 23

matches per year that appeared to be suspicious. This approach was then adapted in a journalistic

investigation by Blake and Templon [253], who examined odds data for over 25,000 tennis matches.

Using this approach, they identi�ed four players whose results in suspicious matches were highly

unlikely to have occurred based on pre-match predictions.

3.5 The present study

In this study, we replicate a prior analytical approach applied to detect suspicious patterns in tennis

matches in the context of eSports. The method - a re�ned version of that previously used by Ro-

denberg and Feustel [252] and Blake and Templon [253] - aims to detect cases where large volumes

of betting activity coincide with under-performance. It therefore provides a high-level indication of

whether irregular patterns are present, which could be used as a basis for further investigation.

Our analysis here has two main aims. The �rst is to examine whether the method which has

previously been applied to tennis can also be applied in the differing context of eSports; that is, to

a sport taking place in online space. The second is to establish whether similar patterns to those

observed for tennis are also seen in this case, and at what prevalence, which may be interpreted as a

preliminary indicator of potentially-suspicious behaviour in eSports. This would not only highlight a

commonality between potentially-illicit behaviour in both of�ine and online sports, but demonstrate

that match-�xing in eSports is a potential problem which may need to be addressed in a similar way

as is done for traditional online sports.

In our analysis, we focus on one particular betting market, which is that relating to pre-match

win prediction. This means that we do not consider `in-play' betting, or betting on other outcomes,

both of which are also at risk of manipulation. We perform our analysis at the team level, rather than
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in relation to any individual player. Most competitions involve teams competing against each other,

and scores are reported with respect to each team, and we therefore take this to be the main unit of

analysis.

3.6 Method and results

The analytical method we use here is based on the approach initially proposed by Rodenberg and

Feustel [252] and subsequently re�ned by Blake and Templon [253]. It is based on the examination

of betting data - speci�cally odds, and their changes over time - as a means to identify cases where

large volumes of betting activity may have taken place on outcomes in a way that is not consistent

with prior expectation. Such matches are considered to meet the minimal criteria for potential �xing,

and are �agged as such. The outcomes of these matches are then examined, in order to establish

which team lost in each case.

Analysis is then conducted at the level of teams. Teams who have been involved in a large

number of �agged matches are identi�ed as candidates for examination, and further analysis is then

used to examine whether their performances in �agged matches have been inconsistent with what

would be expected in normal circumstances. This test is used to indicate whether, for each team,

there is evidence of suspicious behaviour that is similar to that observed in other sports. The central

data resource used for this analysis is odds data, and this is outlined in the following section.

3.6.1 Data preparation

The odds data from this study was obtained from OddsPortal1, which is a website which aggregates

and archives betting data. For a wide range of sports, and a wide range of competitions and matches

within each sport, OddsPortal tracks the odds being offered by a range of bookmakers. These odds

can relate to various outcomes, but here we focus exclusively on those relating to the winner of the

match. For each participant (i.e. team), the website shows a full record of the odds to win being

offered by each bookmaker. These begin with the `opening odds' - those which are offered by the

bookmaker when the market opens - and then show all changes up to the `closing odds' (at the point

where the match begins and the market closes).

We scraped data from OddsPortal using the scrapeOP Python package available on GitHub2.

We obtained records for all available matches from 2 February 2015 to 26 September 2021, of

which there are a total of 20,424. In total, there are 117,329 betting records: each record represents

an individual bookmaker's odds for a particular match, so matches where markets were offered by

multiple bookmakers will give rise to multiple records. The information contained in each record is

summarised in Table 3.1.

We augmented the dataset by converting each of the odds values to the corresponding implied

probability of winning. This is done by taking the reciprocal of the decimal odds value, and gives the

1https://www.oddsportal.com
2https://github.com/Seb943/scrapeOP
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Variable Summary

Sport/game The video game within which the match was played. There are
9 unique games: Counter Strike, Dota 2, FIFA, Hearthstone,
League of Legends, Overwatch, Rocket League, Starcraft 2, and
Tennis World Tour.

Country The country where the match was played; there are 44 countries
in total.

League/competition The competition in which the match was played. There are 310
leagues/competitions (e.g., Starcraft 2 World Championship Se-
ries Season 3) across all games.

Home and Away teams The teams competing in the match, where one is designated
`home' and the other `away'. There are 9,699 teams which
played either home or away – for example, TyLoo vs. ViCi Gam-
ing where TyLoo is the home team and ViCi Gaming is the away
team.

Score home and score away The scores obtained by the home team and the away team.
Bookmaker The entity that offered the odds. There are 14 bookmakers in the

dataset; for many games, odds were offered by multiple book-
makers.

Opening and closing odds The opening odds are those set by the bookmakers when the bet-
ting market opens, and are based on the match information that
is available to them at that point. The closing odds are those
which were available just before the match started and will re-
�ect any information which has become available up to that point
– such as news or other gambling activity – about a given game.
The opening and closing odds are known for both the home and
away team. The odds indicate the reward being offered for the
outcome in question, but can also be interpreted as the probabil-
ity that one team wins over another.

Date Date when the match was played.

Table 3.1: eSports dataset summary.

probability of winning as estimated by the bookmaker (essentially what the bookmaker is suggesting

constitutes a fair bet). This is done for both opening and closing odds, giving opening and closing

probabilities. Having computed these values, we then �lter the data: for each match, we remove any

records where the opening probabilities were more than 10 percentage points higher or lower than

the median of all bookmaker's opening probabilities for the match in question. The rationale for this

is to exclude those records that are outside the betting consensus across all bookmakers for a given

match, which might be expected to regress towards the consensus value in any case; movements

such as this could otherwise be mistakenly identi�ed as suspicious. After �ltering the data, 1,725

betting records were removed leaving us with 115,604 betting records across all matches.

3.6.2 Identi�cation of high-movement matches

As mentioned previously, one of the underlying principles of this analysis is that a high volume of

betting activity on a particular outcome will cause the odds of that outcome to change, as bookmakers

seek to minimise their liabilities. This implies that large movements in odds serve as an indicator of
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high volumes of betting. For this reason, we calculated the `odds-movements' for each bookmaker

in a each match by looking at the difference between each team's chance of winning as implied by

the opening and closing odds (i.e. opening and closing probabilities).

We then used the odds-movements to identify `high-movement matches', de�ned here as

matches where the implied absolute probability movement was higher than 10-percentage-points

for any bookmaker. In simple terms, these are matches for which betting activity with at least one

bookmaker was suf�cient to cause a substantial revision in their estimates of winning probability.

The 10-percentage-point cutoff was selected in the analysis conducted by Blake and Templon based

on discussions with sports betting investigators, who used the same cutoff value as a prompt for

further investigation into a given match [254]. All matches meeting these criteria were �agged as

high-movement matches.

3.6.3 Team selection

Since the aim here is to identify patterns of activity involving particular teams, the next step was to

identify teams who had been involved in multiple high-movement matches. To do this, we identi�ed

all teams who had lost more than 10 high-movement matches. The identi�cation is speci�c to losing

teams in these situations since this is the only outcome that a team can manipulate themselves;

`deliberately winning' is not meaningful. We identi�ed 57 teams which played at least 10 matches

that met the aforementioned criteria.

3.6.4 Performance analysis

Losing multiple instances of high-movement matches is not, in itself, suspicious. High volumes of

betting activity could happen for a number of unproblematic reasons, such as uncertainty over the

outcome or in�uential news in advance of the match (e.g. a change in the team lineup). In addition,

simply losing matches is not suspicious: in any sport, there are players or teams of lower ability

who lose more regularly despite making their best effort, and any player is liable to under-perform

in a particular match. It is therefore possible that a player or team might lose in multiple high-

movement matches simply by chance. The key question, therefore, is whether any of these instances

are suf�ciently unexpected that they cannot be explained by chance in this way.

To test this, we used a simulation approach to establish the range of outcomes that would be

expected for each team if their results were purely due to chance. To do this, it is necessary to have a

model which provides a prior prediction of the outcome for each team, independently of any betting

activity. Previous research has used a number of approaches for this, including player-matching

strategies [252]. Here, though, we follow Blake and Templon [254] in using the opening odds as

a proxy for the prior probability of winning. The opening odds represent an `expert judgement' on

the part of the bookmaker, taking into account all information available prior to any betting activity,

and therefore represent an estimate based on purely sporting factors. Prior research has shown that

gambling odds in general display `forecast ef�ciency', such that they correctly incorporate available
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information into their forecasts [255].

For each of the 57 teams we identi�ed, we simulated the outcomes of all their high-movement

matches, assuming that the probability of winning was given by the opening probability. We repeated

this one million times, recording the number of losses each time. For each team, these one million

values constitute a null distribution for the number of losses that would be expected if the team

performed according to its opening probabilities. If the team's true number of losses was inconsistent

with this distribution (i.e. higher), it would imply that their performance was signi�cantly worse than

would be expected in these matches. An associated p-value is given by the proportion of the one

million values which exceed the true observed number of losses in these matches.

The steps for this simulation approach are described in Algorithm 1.

Algorithm 1 Simulation pseudocode adapted from [254]
1: procedure GETHIGHMOVEMENTMATCHES(teamName, bettingData)
2: conditionA= probMovement(Winner) > 0:1 and outcome(teamName) = Loser
3: conditionB= probMovement(Loser) > 0:1 and outcome(teamName) = Winner
4: f ilteredTeamMatches= bettingData(conditionAor conditionB)
5: return f ilteredTeamMatches
6: end procedure
7:

8: f ilteredTeamMatches= GetHighMovementMatches()
9: procedure SIMULATE(�lteredTeamMatches, nSimulations)

10: numberWinsPerSimulation= []
11: for i in nSimulationsdo
12: numberWins= 0
13: for j in f ilteredTeamMatchesdo
14: if openOdds> randomValueGeneratorthen
15: numberWins+ = 1
16: end if
17: end for
18: numberWinsPerSimulationappend tonumberWinsPerSimulation
19: end for
20: return numberWinsPerSimulation
21: end procedure
22:

23: numberWinsPerSimulation= simulate()
24: procedure TEAMUNLIKELIHOOD OUTCOME(teamName, bettingData, nSimulations)
25: numberActualWins= count(bettingData(Winner(teamName)))
26: count= 0
27: for numberWinsin numberWinsPerSimulationdo
28: if numberWins< = numberActualWinsthen
29: count+ = 1
30: end if
31: return count=nSimulations
32: end for
33: end procedure

To adjust for the fact that the approach involves multiple comparisons, a Bonferroni correction

was applied to the derived p-values. The Bonferonni correction is a method for controlling the overall
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probability of getting false positives, also known as type I errors, when multiple comparisons (i.e.,

each simulation result being compared to the actual number of losses) are carried out by dividing the

p-values by the total number of tests (i.e., the number of teams for which we simulate) [256]. Based

on the simulation results, 37 out of the 57 teams which were �agged as being involved in multiple

high-movement matches were associated with p-values less than 0.05.

3.6.5 Real-time �agging

In the previous subsection, we used a series of simulations to determine which of the teams would

have been expected to lose as many high-movement matches as they actually did if the chances

of losing implied by the opening odds were correct. Using a level of signi�cance of 0.05 for the

simulation results, we narrowed the team selection to 37 teams. However, one shortcoming of this

approach is that it is an aggregated analysis, carried out once all historical betting data is available.

While this provides a useful indication of the level of irregular activity that might be present, it

is retrospective only and does not provide any real-time indication of the presence of unexpected

behaviour.

One way in which this can be addressed is to perform analysis for each high-movement loss

using only information that was available at the time when it occurred; that is, taking into account

previous matches only. To do this, for each of the 37 teams, we repeated the same simulations

described in the previous section every time a match was �agged as suspicious based on the rule

outlined in algorithm 1, lines 1 to 5; however, in each case, we included only matches that had

happened up to that point (see Figure 3.1). This allows us to compare the result of each suspicious

match with the simulated result given all matches prior to the respective suspicious match.

Figure 3.1: Event simulation at discrete temporal intervals determined by matches �agged as suspicious for match-�xing.

Using this approach, we narrowed down the team selection from 37 to 17 teams which have

played at least one match for which their performance up to and including that point would be

�agged as statistically unlikely. The performances of the teams identi�ed are summarised in Figure

3.2, where the relative balance between matches with and without high movements can be seen. G2

Esports team appears to have played the highest number of matches involving high odds movements.

Not only have G2 Esports have been previously investigated for being involved in match-�xing

[257, 258, 259, 260] but also the online community appears to be suspicious of such fraudulent
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behaviour3 4. Furthermore, there have also been of�cial match-�xing allegations against LGD,

LGN Esports, Team Envy, and some other teams mentioned in Figure 3.2; these allegations and/or

of�cial �xing investigations are publicly available5 6 7 8.

Figure 3.2: Teams which played at least one statistically signi�cant match.

To be clear, the �ndings outlined above do not constitute any form of proof, or claim, of illicit

behaviour. The criteria used in this analysis - large betting movements and team under-performance

- are typical signatures of match-�xing but certainly do not represent suf�cient conditions, and in

practice would be used only as a starting point for further investigation. The primary aim of this

analysis was to establish whether the same patterns that are seen in data for traditional sports could

also be observed for eSports.

3.7 Analysis summary

In general, the �ndings here are consistent with those previously established for tennis [253, 252].

Using similar criteria to those used in previous work, instances of large odds movement were identi-

�ed in gambling data relating to eSports, which are likely to re�ect high levels of gambling activity

on particular outcomes. Furthermore, several teams repeatedly featured in such matches, and their

3https://www.reddit.com/r/G2eSports/comments/ggohnm/so_now_we_are_match_fixing_
unintentionally/

4https://twitter.com/g2esports/status/1306581971129249793
5https://www.dexerto.com/valorant/the-accused-csgo-match-fixer-taking-envy-to-

the-top-1631787/
6https://www.esports.com/en/envy-players-respond-to-csgo-match-fixing-

allegations-following-their-victory-at-masters-berlin-274469
7https://www.gosugamers.net/dota2/news/55194-valve-clears-psg-lgd-of-any-match-

fixing-allegation-for-ti10-grand-finals
8https://tracker.gg/valorant/articles/steels-signing-to-100thieves-reignites-

match-fixing-controversy
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performances in these matches were poorer than would have been expected.

Using the same criteria as in [253], 37 teams were �agged as under-performing in this way, of

a total of almost 10,000 teams in the data. Proportionally, therefore, the number of �agged teams is

lower than the number of players �agged in the prior tennis analysis. However, it should be noted

that the two are not directly comparable: for example, the number of teams in the present analysis is

much higher, but most teams are involved in fewer matches, reducing the volume of data for analysis

in each case.

Besides this issue of sample size, and the fact that the method provides only a very coarse

indication of illicit behaviour, this analysis has a number of other limitations. The �rst of these

is that only one betting market was considered in each case: the pre-match market for the winner

of the match. More sophisticated match-�xing approaches might target other outcomes, and `in-

play' markets, which might be harder to detect. Furthermore, we considered only odds data from

legitimate bookmakers; it is likely that much illicit activity involves `underground' or unregulated

bookmakers, which would not be seen here.

In summary, therefore, the conclusions that can be drawn from this analysis are fairly general:

that a) the analytical method applied here is capable of detecting patterns in the context of eSports,

and b) that at least some examples of unexpected behaviour can be seen for eSports teams. This may

serve as a starting point for further investigation in this context.

3.8 Environmental criminology and eSports

The topic of this chapter was chosen as an example of an activity occurring in cyberspace that

was subject to a threat of fraud that was directly analogous to one relating to activities in physical

space. Replicating the analytical approach previously applied to a non-online sport (tennis) for

online gaming demonstrates that the same behaviours can occur in both the physical and cyber

spaces. This supports the idea that similar analytical approaches, such as those we replicated in this

chapter, can be used to explain, detect, and prevent crimes that occur in both spaces. Given these

similarities, it can be argued that crime theories and environmental criminology approaches can also

be applied to cybercrime in a similar way that they are applied to physical crime.

3.8.1 Routines activity theory

Cohen and Felson's Routine Activity Theory (RAT) [35] suggests that the patterns of everyday ac-

tivities, such as going to work or school, along with social and economic contexts, play a signi�cant

role in the occurrence of crime. The key principle of RAT is that crime happens when there is a con-

vergence of three factors: a motivated offender, a suitable target, and a capable guardian, all in the

same place and time. The attractiveness of a target to an offender depends on how vulnerable it ap-

pears (for example, if it is unprotected and easily accessible) and the potential rewards it offers (like

substantial �nancial gain). Capable guardianship, meanwhile, refers to either the actual presence
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of someone who can prevent a crime or passive protective measures (such as surveillance systems

or passwords) that effectively deter a motivated offender from targeting something they perceive as

vulnerable.

In the context of eSports, this would be a player or team member who is willing to engage

in match-�xing. Motivations could range from �nancial gain (such as betting fraud), coercion,

or even the desire for a particular competitive outcome. The `target' is not a traditional physical

entity but the integrity of the game or match itself. A suitable target for match-�xing is a game

where the outcome can be manipulated without immediate detection. Factors that make a game a

suitable target include lack of strict oversight, ineffective anti-cheating measures, and high betting

interest, which can provide a lucrative opportunity for �xing the match. A capable guardian could

be effective regulatory bodies, anti-fraud systems, vigilant and ethical team management, or even

the community and fans who might notice and report suspicious activity. The absence of such

guardianship in eSports creates an environment where match-�xing can occur with lower risk of

detection and punishment. As in traditional sports, match-�xing typically arises when there is a

combination of high-stakes games, motivated individuals or teams, and a lack of rigorous oversight

and enforcement mechanisms.

3.8.2 Crime pattern theory

The application of Crime Pattern Theory (CPT), as proposed by Brantingham and Brantingham [44],

to the domain of eSports presents a unique framework for understanding the criminal behaviours

within this virtual environment. CPT emphasises the signi�cance of geographical and environmen-

tal factors in in�uencing criminal behaviour, suggesting that criminals operate within familiar areas

or `activity spaces'. In the context of eSports, these `activity spaces' can be understood as the digital

arenas where games are played, the online communities where players interact, and the platforms

where these interactions and competitions are broadcasted. This virtual landscape forms the geo-

graphical context in which eSports-related crimes, such as match-�xing, occur. The theory posits

that the likelihood of a crime happening is higher in areas where the paths of potential offenders and

victims intersect. In eSports, this intersection can occur in online gaming platforms or forums where

players and teams regularly interact, thereby increasing the opportunities for criminal activities like

cheating.

Furthermore, CPT also explores the concept of `nodes', which are speci�c locations where

criminal activities are more likely to occur due to the convergence of offenders, targets, and lack

of guardianship. In eSports, these nodes could be high-stakes tournaments or online betting sites.

The focus of this theory on the environmental context and the patterns of offenders' movements

and interactions provides a lens to examine how the structure and culture of eSports can create

hotspots for criminal activities. The anonymity and remote nature of online interactions in eSports

can encourage offenders, as the physical and psychological distance may reduce perceived risks and
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consequences of engaging in criminal behaviour. To address these challenges, eSports organisations

and regulatory bodies might need to focus on creating effective digital `guardianship', such as robust

anti-cheat systems, strict enforcement of community guidelines, and proactive monitoring of online

spaces to deter potential offenders and protect vulnerable targets in these digital `nodes'.

3.8.3 Crime generators, attractors, and enablers

In the context of eSports, Crime Pattern Theory's (CPT) [46] concepts of crime generators, attractors,

and enablers offer valuable insights. Crime generators in eSports could be popular online gaming

platforms or major eSports events that draw large numbers of players and spectators. These places,

similar to physical venues like shopping centers or sports stadiums, become hotspots for criminal

activities not because they are inherently linked to crime, but due to the high concentration of people

and the presence of valuable targets, such as personal data or digital assets. This makes them prime

locations for activities like account hacking or in-game theft.

Crime attractors in the eSports world are those areas or platforms known for opportunities to

commit speci�c types of crimes. For example, certain gaming forums or chat rooms might become

known for illegal betting or the exchange of hacked game accounts. Players and others who are

looking to engage in these illegal activities are drawn to these spaces. Crime enablers in eSports

are environments where rules and regulations are poorly enforced, or where there is a lack of mon-

itoring. This could include less moderated gaming servers or online communities, where activities

like harassment or cheating can occur more frequently due to the absence of strict oversight. Under-

standing these categories helps in identifying and addressing the speci�c contexts and environments

within eSports where criminal activities are most likely to occur.

3.8.4 Situational action theory

Situational Action Theory (SAT) [78] can be applied to understand crime in the context of eSports

by examining how the environment and situations in�uence individuals to engage in criminal acts.

In eSports, a situational offender might be a player or spectator who, under normal circumstances,

would not engage in illegal activities but is driven to do so due to the environment and context of

the gaming world. This could include cheating in games, participating in illegal betting, or engaging

in online harassment. These actions are facilitated by the immediate digital environment of eSports,

which can sometimes permit and even encourage such behaviours.

The three mechanisms of SAT - situational, action-formation, and transformational [79] - help

explain the occurrence of crime in eSports. Situational mechanisms in eSports involve the macro

environment of online gaming platforms, communities, and networks that shape an individual's op-

portunities and beliefs about what is acceptable behaviour. For example, if a gaming community is

known for tolerating cheating, players in that environment may be more inclined to cheat. Action-

formation mechanisms describe how an individual's behavior in eSports is in�uenced by their goals,

opportunities, and beliefs. This could relate to how the distribution of rewards or recognition in the
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eSports community might in�uence a player's decision to engage in unfair play. Finally, transfor-

mational mechanisms in eSports show how the collective behaviour of many individuals, such as

the culture of a gaming community, can lead to group-level phenomena like widespread cheating or

harassment, which might be unintended but are a product of the collective actions and interactions

of the community members. These mechanisms together provide a comprehensive view of how the

unique environment of eSports can in�uence individuals to engage in criminal activities.

3.8.5 Rational choice theory

Rational Choice Theory (RCT) [81] can also be applied to understand match-�xing in eSports. Ac-

cording to RCT, individuals involved in eSports, like players or team members, make active decisions

when considering involvement in match-�xing. These decisions are based on weighing the potential

bene�ts, such as �nancial gain or strategic advantage, against the costs, which include the effort

required, the moral implications, and the risk of being caught and penalised.

In the context of eSports, environmental factors play a crucial role in these decisions. For

example, if an eSports league has inadequate rule enforcement or poor monitoring systems, the

perceived risk of getting caught for match-�xing decreases, making it a more attractive option for

some. Additionally, the high rewards associated with winning matches, either through prize money

or sponsorships, can serve as a strong incentive for choosing to �x a match. The spatial aspect in

RCT comes into play as well, as the virtual nature of eSports might lead individuals to feel a sense

of detachment or anonymity, potentially distorting their risk assessment.

The concept of bounded rationality [82] further re�nes this understanding by acknowledging

that the decision-making process in eSports is not always fully rational. Players' rationality is lim-

ited by the information they have access to, the perceived possibilities, and their understanding of

the consequences. For instance, a player might overestimate the bene�ts of match-�xing and un-

derestimate the likelihood of getting caught due to incomplete or biased information. This limited

rationality can lead to decisions that might not align with fully rational, objective assessments of the

situation. Understanding these aspects of decision-making in the context of eSports can provide in-

sights into why match-�xing occurs and how it might be prevented, such as through better education

of players about the risks and consequences, and improving the transparency and enforcement of

rules in the gaming environment.

3.8.6 Crime prevention through environmental design

Crime Prevention Through Environmental Design (CPTED) [124] offers a unique perspective on

mitigating match-�xing in the world of eSports. Originally developed for urban environments, the

principles of CPTED can be adapted to the virtual arenas of eSports, focusing on designing sys-

tems and environments that discourage criminal behaviour like match-�xing and enhance a sense of

security and fair play.

The �rst principle of CPTED, target hardening, translates in eSports to strengthening the secu-
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rity of the gaming platforms and systems to make match-�xing more dif�cult. This could involve

implementing advanced software to detect unusual patterns in gameplay that might indicate match-

�xing, enhancing the veri�cation processes for players and teams, or ensuring that the game's coding

and infrastructure are robust against manipulation.

Increased surveillance in the context of eSports could involve monitoring betting patterns,

closely observing high-stakes games for signs of unusual play, and even keeping an eye on com-

munications between players, teams, and external parties. This sort of preventative measures can

act as a deterrent to those considering match-�xing, as the likelihood of detection and consequent

penalties increases.

Finally, access control in the virtual world of eSports could mean regulating who has access to

certain levels of gameplay, administrative functions, or sensitive data. This could involve credential

checks, restricting access to game manipulation tools, or controlling the �ow of sensitive information

that could be used in match-�xing.

3.9 Cyberspace and eSports

Conceptualising the elements of place, distance, size, and route in cyberspace, especially in the

context of match-�xing in eSports, requires a shift from traditional spatial understanding to a more

abstract and digital-focused perspective. An approach to conceptualising place in cyberspace along

with its metrics within the context of match-�xing in eSports is discussed below.

3.9.1 Place

When we consider `place' in the context of match-�xing in eSports, it is less about a physical location

and more about the virtual environments where illicit interactions occur. These places are primarily

online platforms – such as gaming servers, chat rooms, or social media – where players can be

approached by �xers. Additionally, the betting platforms themselves can be considered places where

the actual manipulation of odds occurs. These virtual places are multifaceted and challenging to

monitor due to their digital nature.

One major challenge is the vastness and intangibility of these cyberplaces. Unlike a physical

place, monitoring and regulating these virtual places require sophisticated digital surveillance and

data analysis techniques. Furthermore, the constantly evolving nature of online platforms makes it

dif�cult to establish permanent preventive measures.

Apart from gaming platforms and chat forums, `place' could also include online gatherings like

eSports tournament live-streaming channels or eSports betting forums. These venues could serve

as hubs for initiating or discussing match-�xing schemes. For instance, certain Discord servers or

Reddit threads dedicated to eSports might become venues where �xers and players coordinate.

The challenge is not just the diversity of these places but also their dynamic nature. New

platforms and communication channels emerge regularly, making it a continuous challenge for reg-
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ulators to keep up with potential new `places' for match-�xing activities.

3.9.2 Distance

In the digital realm of eSports, distance is not measured in physical terms but in the connectivity

and accessibility between two points in cyberspace. For match-�xing, this could mean the ease and

speed with which a �xer can contact a player online, or how quickly information about �xed matches

can spread across betting networks. The concept of `distance' could also be applied to the latency in

data transfer, which might affect real-time betting and communication during matches.

The challenge here lies in the inherent immediacy and anonymity of online interactions. Digital

platforms enable rapid and often encrypted communications, making it dif�cult to track and intercept

these interactions. Additionally, the global nature of the internet means that �xers and players can

interact across countries, complicating jurisdictional enforcement.

3.9.3 Size

Size in the context of match-�xing in eSports can be understood in terms of the scale or scope of the

betting platforms, the number of participants involved, or the volume of bets placed on a particular

match. It might also refer to the size of the network of individuals involved in match-�xing schemes,

encompassing players, �xers, and bettors. In cyberspace, size can also indicate the amount of data

or traf�c that a gaming or betting site handles, which could be relevant in identifying suspicious

patterns of activity.

The main problem is the quanti�cation and monitoring of these factors. High volumes of data

and users on platforms can make it challenging to identify anomalies indicative of match-�xing. Ad-

ditionally, the decentralised and often hidden nature of the betting community adds to the complexity

of measuring and understanding its size.

In addition to the volume of bets and size of the betting community, `size' can also refer to

the amount of match-�xing-related content circulating online, such as tips or predictions on social

media that subtly indicate �xed matches. The proliferation of such content and the sheer number

of participants involved in online betting make it a dif�cult task to identify patterns indicative of

match-�xing, especially when mixed with legitimate betting activity.

3.9.4 Route

The concept of route in match-�xing in eSports in cyberspace could refer to the pathways through

which data, communication, and money travel. This includes the channels used for communication

between players and �xers, the transfer of funds in betting activities, and the �ow of information

across gaming and betting platforms. Understanding these routes can be key to detecting and pre-

venting match-�xing, as it involves tracing the movement of information and money in the digital

space.

The primary challenge is tracking these routes in a vast and complex digital environment. Dig-
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ital transactions can be masked or routed through various channels, making tracing dif�cult. Com-

munication routes, often encrypted or conducted on private channels, are equally challenging to

monitor. Moreover, the dynamic nature of digital networks means that these routes can change

rapidly, requiring constant adaptive tracking methodologies.

Consideration of `route' could extend to the tracking of IP addresses used in match-�xing com-

munication or �nancial transactions. For instance, tracing the routing of funds from a bettor to a

player through various online payment systems. The complex web of digital transactions, often in-

ternational and through various intermediaries, creates an intricate network. The routes are not static

but continuously evolving, as �xers and players adapt to avoid detection.

3.10 A subsequent re�ection on place in cyberspace

We have shown that crime theories and environmental criminology approaches can also be applied

to eSports in a similar way that they are applied to physical crime. We do not challenge the potential

of using well-established crime theories and environmental criminology as a means to frame cyber-

crime: as shown in the research cited in Chapter 2, these approaches have proved to be relevant to

crimes occurring in both spaces. However, we challenge the idea of whether conceptualising the no-

tion of `place' in cyberspace is necessary, proportionate, and reasonable within the context of crime

prevention the same way it is within the context of physical crime. Next, we discuss why match-

�xing is an example of a criminal behaviour that poses philosophical dif�culties when it comes to

emphasising the relevance of place within both the physical and online spaces.

Match-�xing in competitive online gaming is a crime type for which, we argue, the concept

of `place' has little to no relevance from a crime prevention perspective. Place-based theories of

crime have little relevance with respect to the notions of place in the context of eSports de�ned in

the previous section: the concept of routine activities, for example, is not meaningful, and distance

has little relevance here. Furthermore, associated crime prevention strategies are unlikely to have

a plausible deterrent effect on the realisation of match-�xing in an eSports arena. The presence

of capable guardianship (e.g., software to detect unusual patterns in gameplay that might indicate

match-�xing) and other passive protection/detection mechanisms, opportunity reduction approaches

inspired by situational crime prevention strategies, or crime prevention through environmental de-

sign approaches are not applicable to deterring match-�xing in an eSports arena during a tournament,

despite dealing with a type of physical crime carried out in a physical place but whose effect trans-

lates into cyberspace. For example, the outcome of a player purposefully underperforming during an

online game tournament is projected from the physical space (e.g., arena) to cyberspace (e.g., gam-

ing environment). Such a reduction in the effort made by a player makes deterrence dif�cult since

in many cases there is an innocent explanation (natural under-performance) which is impossible to

conclusively rule out.

Considering the nature of match-�xing, some other conceptualisations of place may also be
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possible. For example, one could consider contacts between �xers (i.e. gamblers) and players to

occur in a place, and consider mitigations from this perspective. Again, however, there seems little

theoretical value in doing so: the opportunities for this kind of contact are so diverse that any notion

of space would have to be highly generic. While some situational measures relating to this might be

relevant - such as restricting communication activity by players during matches - there is no clear

spatial dimension to this. In an even more abstract sense, one could consider a de�nition of space

related to betting, such as `odds space'. The analysis performed here could be framed in this way:

for example, the identi�cation of high-movement matches could be considered to be based on the

`distance' between odds. However, behavioural theories and prevention measures again have little

clear relevance here, meaning that any framing in `spatial' terms would be arti�cial.

Another inherent issue associated with match-�xing in eSports is that this type of criminal be-

haviour spans across both the physical and online spaces. For instance, part of the crime is carried

out when bets are knowingly placed online in favour of the player who is expected to lose but won

instead. Even if we establish what place is within the context of match-�xing in eSports - one exam-

ple might be the streaming platform on which it takes place - its usefulness from a crime prevention

perspective is highly questionable as in the case of match-�xing in tennis. This stems from the

fact that, as shown in the case of match-�xing in tennis, the place of crime is not necessarily a key

part of crime prevention, particularly through the lens of crime science theories and environmental

criminology which revolve around it.

Re�ecting further on the application of crime theories and the conceptualisation of place in

cyberspace, particularly in the context of match-�xing in eSports, it becomes evident that the prac-

ticality and necessity of these theoretical frameworks can be called into question. While these the-

ories provide a structured way of understanding and analysing crime, their direct applicability and

effectiveness in preventing cybercrime, such as match-�xing in eSports, are more ambiguous. The

dynamic and �uid nature of cyberspace challenges the traditional notions of place, making it dif�cult

to apply these theories in a straightforward manner.

The essence of theories like Routine Activity Theory and Crime Pattern Theory lies in their abil-

ity to provide insights into criminal behaviour and prevention strategies in physical spaces. However,

when transposed to the domain of eSports and cyberspace, the contextual differences are so signif-

icant that the theories may lose some of their relevance and explanatory power. For instance, the

virtual nature of eSports arenas, the anonymity afforded by digital platforms, and the global reach of

online activities create a scenario where traditional crime prevention strategies may not be as effec-

tive. The lack of a tangible `place' in the conventional sense dilutes the application of these theories,

which are deeply rooted in physical environments and interactions.

Moreover, the inherent characteristics of cyberspace, such as its vastness, complexity, and ever-

changing nature, suggest that crime prevention in this domain might require a different set of tools

and approaches, possibly more technological and data-driven. The question then arises: could we
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have reached the same conclusions regarding necessary measures for crime prevention in eSports

without resorting to the conceptualisation of place as de�ned by these theories? It is plausible that

a more direct, pragmatic approach, focusing on the speci�c challenges and dynamics of cyberspace

and digital interactions, could yield effective strategies for preventing crimes like match-�xing in

eSports. This approach would prioritise a data-driven understanding of the technological and so-

cial aspects of cyberspace, rather than trying to �t this new and complex environment into existing

theoretical frameworks designed for the physical world.

Consequently, we argue that there is no suf�cient justi�catory relationship between developing

a conceptual de�nition of `place' for cybercrime and the bene�ts its has for both online crime pre-

vention and the wider research community. As previously shown by the discussions with respect to

match-�xing in both tennis and eSports, not only place is not a key element for crime prevention but

also would have little to no preventative value even if we were to establish such a de�nition. For

these reasons, we maintain our view that the advantages of developing a cyberspace taxonomy are

not proportionatewith the likely return in bene�ts in view of deterring online crime. Lastly, it is

not reasonable to conceptualise a uni�ed de�nition of cyberplace, since it is neithernecessarynor

proportionateto online crime prevention.

3.11 Rethinking research direction for subsequent chapters

Cybercrime, a rapidly evolving and increasingly complex phenomenon, presents unique challenges

that traditional crime theories and environmental criminology struggle to address effectively. The

dynamic and �uid nature of cyberspace, characterised by its vastness, complexity, and constant

evolution, requires a versatile and adaptable approach to crime prevention and analysis. In this

context, the application of latent space analysis emerges as a particularly promising alternative,

offering several advantages over the development of a cyberspace taxonomy for understanding and

combating cybercrime. The keypoints below are constructed with the type of crime investigated in

the subsequent chapters, that is, malware and IoT botnet attacks, and where the rationale behind

choosing these crime types is also discussed.

• Flexibility and adaptability: Unlike rigid taxonomies, latent space models can continuously

adapt to new data and evolving cyber threats. This �exibility ensures that they remain relevant

and effective in identifying and combating emerging cybercrime trends.

Latent space analysis can quickly adapt to detect new and evolving malware and PUPs (poten-

tially unwanted programs) based on their behavioural patterns, code changes, and distribution

methods. Unlike a �xed cyberspace taxonomy, it does not rely on prede�ned malware char-

acteristics, which can quickly become outdated. In the case of IoT botnets, it can adjust to

new botnet behaviours, such as changes in spreading mechanisms, more ef�ciently than static

cyberspace models.
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• Comprehensive analysis of intricate behaviours:Cybercrime often involves intricate and

subtle patterns of behaviour. Latent space analysis excels in uncovering these complex pat-

terns, identifying hidden relationships and anomalies indicative of criminal activity as exem-

pli�ed in the cited work in the previous chapter.

Latent space models can reveal complex relationships between different types of malware and

PUPs, and their distribution networks, which might be missed in a rigid framework of cy-

berspace. These models can identify subtle patterns and correlations in IoT device behaviours

across different networks and locations, uncovering botnet activities that a simple spatial def-

inition of cyberspace cannot.

• Scalability and ef�ciency: Given the large volume of data involved in monitoring cyber-

crime, latent space methodologies provide a scalable and ef�cient solution for processing and

analysing large datasets.

Due to the sheer volume of new malware and PUPs emerging daily, latent space analysis

offers a scalable way to process and analyse large datasets quickly, a task that is impractical

with traditional cyberspace categorisations. Furthermore, the extensive data generated by IoT

devices requires an ef�cient analysis method like latent space, which can process large-scale

data more effectively than conventional cyberspace models.

• Reduction of subjectivity and bias:Developing a taxonomy for cyberspace often introduces

subjectivity and biases. Latent space analysis, being data-driven, minimises these subjective

elements, offering more accurate and unbiased insights.

Latent space analysis minimises the biases that might arise from manually categorising mal-

ware types, providing a more objective detection method. It reduces human error in inter-

preting botnet activities, unlike cyberspace models that might rely on subjective de�nitions of

what constitutes normal IoT behaviour.

• Applicability across various cybercrimes: Latent space analysis is versatile and can be ap-

plied across different types of cybercrimes, making it a comprehensive tool for law enforce-

ment and cybersecurity professionals.

The versatility of latent space analysis allows it to be applied to a wide range of malware types

and PUPs, not limited by speci�c de�nitions of cyberspace. This approach can also be used to

study various forms of IoT botnet attacks, regardless of their unique characteristics that might

not �t into a prede�ned cyberspace framework.

• Enhanced predictive/triage capabilities:These models not only detect existing patterns of

cybercrime but also predict future threats, allowing for proactive measures against emerging

cyber threats.
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Predicting an/or triaging future cyber threats, such as emerging malware variants, is possible

by analysing the evolution of delivery infrastructures in latent space, allowing cybersecurity

professionals to anticipate and mitigate these threats proactively. Cyberspace de�nitions are

too static to accomplish this task. These models can also forecast new botnet attack patterns

based on existing data trends, whereas a cyberspace de�nition lacks this predictive power.

• Bridging the gap between stakeholders:Latent space analysis can help in communicating

complex cybercrime patterns to non-technical stakeholders, making it easier to understand and

act upon these threats.

Communicating the complexities of IoT botnet attacks to non-technical stakeholders is more

effective with latent space visualisations than with abstract cyberspace concepts. The visual

representation of botnet behaviours in latent space can make it easier for various stakeholders

to understand and address these issues.

• Direct targeting of cybercrime: Latent space analysis directly targets the behaviours and

mechanisms of cybercrime, focusing on tangible data and observable patterns, rather than

getting entangled in philosophical and de�nitional debates surrounding the conceptualisation

of cyberspace.

Latent space analysis directly targets the behavioural patterns of malware and PUPs, focusing

on actionable data rather than on theoretical spatial de�nitions of cyberspace. It can pinpoint

speci�c characteristics of botnet behaviour in the IoT landscape, providing direct insights for

prevention strategies, unlike the vague and often unpractical de�nitions of cyberspace.

In conclusion, as we progress into subsequent chapters, a shift in focus towards latent space

analysis and data-driven methods is advocated. This approach aligns more closely with the reali-

ties of online crime and the dynamic nature of cyberspace. It avoids the philosophical complexities

of de�ning cyber place and offers a practical, adaptable, and effective tool for understanding and

preventing various forms of cybercrime, surpassing the limitations of traditional spatial conceptuali-

sations in cyberspace. Consequently, the use of latent space methodologies is not only necessary but

also a more proportionate and ef�cient approach to tackling the diverse and evolving challenges of

cybercrime.

3.12 Summary and contributions

The study in this chapter successfully adapted and applied an analytical method for showing ev-

idence match-�xing, originally used in tennis, to the context of eSports. This adaptation demon-

strates that methods developed for traditional sports can be effectively utilised in the digital domain,

acknowledging the underlying similarity in patterns of match-�xing across different sporting plat-

forms. Through the analysis of betting odds movements and team performance, the study identi�ed
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instances of signi�cant deviations from expected outcomes in eSports matches. These deviations,

similar to patterns observed in traditional sports, suggest the potential for match-�xing activities

within eSports. Furthermore, the study went beyond retrospective analysis by implementing a real-

time �agging system. This system, based on continuous simulation and analysis of betting data,

provides a dynamic tool for the early detection of suspicious activities, enhancing the capability for

prompt intervention.

This study contributes to the growing body of knowledge on the integrity of competitive eS-

ports. By shedding light on the patterns and potential indicators of match-�xing, it provides valuable

insights for stakeholders in the eSports ecosystem, including regulatory bodies, tournament organis-

ers, and betting agencies. The study's adaptation of an existing method to a new context represents

an innovative approach to tackling cyber-based sports crimes. It exempli�es how traditional analyt-

ical techniques can be adapted to address the challenges posed by the digital nature of eSports. The

�ndings of this study have practical implications for the prevention and detection of match-�xing in

eSports. The identi�cation of high-movement matches and the development of a real-time �agging

system offer practical tools for eSports integrity monitoring. These tools can be integrated into ex-

isting prevention and regulatory frameworks to enhance the effectiveness of match-�xing detection

and deterrence efforts.

The chapter concludes by arguing that it is notnecessaryto either develop a uni�ed de�nition of

cyberspace or employ a taxonomical approach to what constitutes place within cyberspace in order

to prevent online crime. In fact, we argue that any attempt to do so will attract further philosophical

debates and lead to analytical dif�culties stemming from the inability to generalise to different types

of online crime. A taxonomical approach to place in cyberspace can also be easily subjected to

criticism from researchers, policy makers, and law enforcement as a result of not complying with

any particular conceptualisation of cyberspace. This is due to the lack of clarity with respect to what

constitutes place in cyberspace, which we suggest is impossible to resolve. Put simply, there is no

one-size-�ts all notion of space that will be applicable to multiple types of cybercrime, and such

notions may not be of any preventative value in many cases.

In the chapters to follow, we will �rst explain the reasoning behind selecting malware deliv-

ery and IoT botnet attacks as case studies. This will demonstrate how the application of latent space

analysis aids in a deeper understanding and more effective prevention of these speci�c types of cyber-

crimes. We then show the advantages of projecting these types of cybercrime in latent space which

is described by consistent properties that hold true irrespective of the type of crime being projected

on to it. This approach avoids the practical and philosophical implications associated with formal-

ising a cyberspace taxonomy and developing related behavioural theories. It generalises across all

types of online crime because the methods used to measure and quantify variables in latent space

(e.g., similarity, interpolation, extrapolation, analogies, clustering, and so forth) are well-established

and their interpretation can be adapted to �t the purpose of any analytical approach. Lastly, as most



3.12. Summary and contributions 80

of the relevant work cited in this thesis, the next chapters demonstrate that no conceptualisation of

place in cyberspace is required to analyse, detect, and prevent online crime such as malware and IoT

botnet attacks.



Chapter 4

JABBIC lookups: a backend telemetry-based

system for malware triage

4.1 Introduction

The analytical progression from the previous chapter, which argued against the application of en-

vironmental criminology theories to the cybercrime such as match-�xing in eSports, highlighted

critical challenges in aligning these spatially anchored theories with the intangible and volatile na-

ture of cyberspace. The conceptual framework that effectively addresses the physicality of space and

place falls short when tasked with interpreting the concept of place within the context of malware

activity. Environmental criminology, which relies on the physical concept of `place,' faces dif�cul-

ties when dealing with the virtual environments of malware propagation spaces that extend beyond

the reach of traditional geographic and physical constraints.

These networks, which include darknet markets, peer-to-peer networks, and compromised web

ecosystems, represent digital spaces that do not have the physical characteristics central to the the-

ories of environmental criminology. The `distance' across which malware transmits, unbound by

physical borders, and the `routes' it navigates through complex delivery infrastructures, challenge

applicability the environmental criminology. The `size' of cyber attacks is measured not by the area

they cover, but by the extent of their digital reach and the amount of data they affect, which adds to

the challenge of using these traditional frameworks.

This chapter thus aims to address the problematic nature of translating static environmental

criminology concepts to the dynamic and abstract domain of cyberspace, with a focus on malware

delivery mechanisms. Given the massive scale of cyber attacks and the intricacies of their execution,

these traditional frameworks appear insuf�cient. These issues raise important questions about the

effectiveness and appropriateness of current criminological frameworks in addressing cybercrime,

particularly in the detailed task of triaging malware through an understanding of its delivery infras-

tructure.

In response to these challenges, the conclusions drawn in Chapter 3 regarding the limited utility
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of spatial theories in cybercrime contexts become particularly relevant within the context of malware.

The latent space approach emerges as a feasible alternative, offering a more advanced and ef�cient

method for understanding and tackling malware issues. This approach moves away from depending

on physical space concepts and adapts to the dynamic nature of the digital environment.

The latent space approach facilitates a data-driven, objective, and adaptable analysis frame-

work, advantageous for the triage of malware threats. By prioritising the behaviour and character-

istics of malware, as manifested through its delivery infrastructure, latent space analysis can better

capture the evolution, distribution patterns, and the rise of new threats through the lens of their digital

behaviours rather than any hypothetical cyber `place'.

The following discussion will support the use of the latent space approach for malware triage,

emphasising its ability to predict future trends and its attention to the features of malware delivery

systems, which are essential for developing proactive cyber defense strategies. This approach not

only addresses the need for rapid and accurate threat categorisation but also aligns with the dynamic

nature of malware threats, which are often designed to evade traditional detection and maximise

impact through the exploitation of vulnerabilities.

In summary, this chapter will advocate for a paradigm shift towards latent space methodologies,

maintaining the view that they provide a more precise, adaptable, and effective toolset for analysing

and preventing cybercrime compared to traditional spatial conceptualisations. Such a shift is not

just methodologically sound — it is a practical necessity in the face of the evolving landscape of

cyber threats. The latent space analysis, with its emphasis on observable data and behavioural pat-

terns, promises to rede�ne the cybercrime prevention strategies, surpassing the con�nes of traditional

criminological theories rooted in the physical world.

4.1.1 Malware: a case study for the latent space approach

The choice of malware as a primary case study for demonstrating the effectiveness of the latent

space approach is grounded in several key considerations. Firstly, malware, as a subject of study,

allows for a direct application of the latent space methodology, highlighting its capacity to contribute

signi�cantly to cybercrime prevention. This approach, focusing on the distribution patterns and char-

acteristics of malware, demonstrates that it is possible to effectively address cyber threats without

delving into the complexities of environmental criminology or the conceptualisation of cyberspace.

Secondly, the data employed in this study, provided by Symantec (now Norton LifeLock),

holds a distinct advantage in its direct relevance and applicability to the cybersecurity industry.

Unlike generic, publicly available datasets, this data offers a more diverse and comprehensive view

of malware behaviours and patterns, making the �ndings more immediately applicable and valuable

to industry professionals. This practical applicability is a signi�cant factor in choosing malware as

a case study, as it ensures that the research outcomes have real-world relevance and utility.

Third, incorporating malware into this context allows us to build upon the groundwork laid by
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the studies done in [261], [261], and [215], where the same datasets were used. By using the same

datasets, this chapter aims to build upon and expand the existing body of research, described below,

offering additional perspectives and insights into malware prevention.

• The research by [261] examined three malware delivery operations using Norton LifeLock's

global download metadata. The study's �ndings on distributed delivery architectures and the

dominance of certain malware binaries (`super binaries') in download activities highlight spe-

ci�c areas where the latent space approach can be particularly insightful. By focusing on

the behavioral patterns and dissemination strategies of these `super binaries', the latent space

methodology can offer new perspectives on prioritising cybersecurity efforts and developing

more effective takedown strategies.

• In [154], the longitudinal study of malicious �le distribution provides an extensive overview of

the malware and potentially unwanted program (PUP) ecosystems . The distinction between

these two ecosystems and their dynamics offers a valuable framework for applying the latent

space approach. By analysing the distribution patterns within these ecosystems, the latent

space method can uncover underlying trends and relationships that traditional models might

overlook, thereby enhancing the understanding and prevention of malware propagation.

• The study conducted by [215], employing a latent space approach with temporal word em-

beddings, effectively tracks and understands the evolution of cyberattacks. The success of AT-

TACK2VEC in identifying common attack strategies and their evolution validates the potential

of similar latent space models in studying malware. By applying a comparable approach to

the malware dataset from Norton LifeLock, we can anticipate not only the current landscape

of malware threats but also their future trajectories.

Fourth, the evolution of malware re�ects a shift from a scattered, individualistic approach to a

structured industry, where specialised skills and tools are traded in clandestine online marketplaces.

Initially, malware spread via physical media like �oppy disks, exploiting limited vectors of infection

[154]. However, as technology advanced, so did the methods of malware dissemination. The use of

spam emails with malicious attachments became prevalent, leveraging social engineering to deceive

users into activating the malware. The sophistication of these attacks grew further with the advent of

drive-by download attacks, which compromise users' machines by exploiting vulnerabilities in web

browsers when they access a malicious website.

The ecosystem surrounding malware delivery has continued to grow in complexity and ef�-

ciency. Exploit kits were developed, bundling multiple exploits to target a wide range of software

con�gurations, thereby maximising the potential victim pool [154]. The emergence of pay-per-

install (PPI) schemes marked another evolution, wherein compromised computer networks, or bot-

nets, are created and then rented out to other criminals for their use. Alongside this, the landscape
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saw the rise of potentially unwanted programs (PUPs), a parallel economy to malware, controlled

largely by different actors. PUPs, which include adware and browser toolbars, are generally more

of an annoyance than a direct threat but nonetheless represent a signi�cant part of the malicious

software ecosystem [154]. The infection process typically involves tricking users into installing a

downloader, which then installs additional components through PPI services [154]. Such diversi�-

cation and specialisation within the malware and PUP ecosystems highlight the need for a deeper

understanding of their structures, dynamics, and the ways in which they interact.

In 2018, the rate of new malware creation surged, intensifying the threat landscape signi�cantly.

Compared to an average of 3.9 malware programs per second that needed to be blocked in 2017,

this number increased to 4.4 per second by 2018, translating to a staggering 376,639 new malware

samples each day [262]. This worrying trend, as evidenced in the �rst quarter of 2019, shows no

signs of slowing down, pointing towards a continuous rise in malware threats. Particularly alarming

is the sustained focus on Windows systems by malware developers. In 2018, over half of all new

malware targeted the widely used Windows operating system [262]. This focus is attributed to

the increasing ef�cacy of protective measures both for individual and corporate users, prompting

cybercriminals to accelerate their production of new malware codes. Consequently, to maintain

their pro�tability, the malware industry is compelled to continually re�ne and optimise its attacks on

Windows systems [262]. Furthermore, according to the McAfee Labs Threat Report from mid-2018,

antivirus sensors identi�ed a staggering 700 million malicious �les, with 40 million of these being

new samples globally [263].

Therefore, this choice of malware in this Chapter's study was also motivated by the escalation in

malware complexity and prevalence. The transition from basic distribution methods to sophisticated

exploit kits and pay-per-install schemes indicates a crucial turning point in the landscape of cyber

threats. The striking increase in malware development, especially targeting Windows systems with

large daily detections exempli�es an urgent need to address these evolving type of infections. Cou-

pled with the emergence of potentially unwanted programs (PUPs) and varied attack methodologies,

this trend highlights the need to deepen our understanding and develop effective countermeasures.

Finally, as will be elaborated in the upcoming subsection, the rationale for focusing on malware

in the context of latent space research stems from the need to overcome certain challenges inherent

in current malware detection and triage methods, which typically employ one or a combination of

latent space and binary analysis techniques.

4.1.2 Approaches to malware detection and triage

The anti-malware industry is confronted by the challenge of identifying malware in large amounts of

telemetry data from �les downloaded by end-hosts using their client protection solutions [264, 265].

Typically, antivirus software collect and transmit telemetry data from a large number of client ma-

chines when users download �les that are potentially malicious and unknown to the proprietary
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security vendor. Since security vendors do not own unknown downloaded binaries but only teleme-

try reports, they rely on �le reputation score systems to prioritise and collect those binaries, either

from their clients' machines or in the wild, that require utmost attention. At this stage, however,

malware analysts need to make decisions as to which �les should be prioritized for collection and

analysis based only on telemetry data since state-of-the-art triage and/or malware classi�cation sys-

tems require the downloaded binaries [263, 266, 267, 268, 269], which are also introduced below.

A widely used solution is built upon �le reputation score systems which are deployed by security

companies such as Talos [270], McAfee [271], and the security company that provided us with the

data. Although �le reputation score engines can discriminate between benign and potentially malign

unknown �les with fair accuracy, they can be misleading when potentially malign unknown �les are

further ranked for collection and analysis, as we exemplify later in this section.

Researchers have developed state-of-the-art systems that show great promise on detecting mal-

ware using word embeddings. To address the challenges of feature extraction tasks in supervised

learning, the authors in [263] proposed a methodology that used Word2Vec and TF-IDF algorithms

to embed APIsyscallsfunctions from malware binaries. These embeddings captured the infection

behaviour of malicious �les and were used to cluster the malware samples into four major families:

modi�cation, stealing, evasion, and disruption. In [266], authors presented a new approach to clus-

tering Android malware for which, based on the VirusTotal [272] scan reports, labelling tools such

as AVClass [273] and EUPHONY [274] failed to assign malware families other than generic ones.

The detection system, called ANDRE, utilized the raw labels from antivirus vendors, meta-info of

binaries, and insights from source code analysis to learn latent representations of both weakly and

strongly labelled malware samples. Clustering and deep learning were then used to assign malware

families to weakly labelled samples based on how similar they were to strongly labelled samples.

Scalable triage malware triage systems that have also shown promising results include BIT-

SHRED [267], MAST [269], and SIGMAL [268]. In BITSHRED, binary feature extraction is �rst

performed using both static and dynamic analysis. Each set of features is hashed into a bit-vector

such that the set of all hashed feature sets represent the �ngerprint of a given sample. Jaccard

similarity and clustering are then used to determine the relatedness between pairs of malware �nger-

prints. MAST [269] uses multiple correspondence analysis [275] to rank Android binaries based on

embeddeddeclaredindicators (e.g., permissions, intent �lters, native code, etc.) that are common

in malicious functionality. Applications ranked as potentially malicious are prioritized for further

analysis. SIGMAL [268] uses a signal processing-based feature extraction where binary contents

are read in a signal-like form as a one-dimensional vector of bytes. This vector is reshaped into a

two-dimensional matrix and represented as a grey-scale image from which texture features are ex-

tracted. The features of the labelled samples are fed to a nearest neighbour classi�er which identi�es

unlabelled samples as malware, benign, or unknown.

Even though the aforementioned state-of-the-art methods for malware classi�cation and triage
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have proven very effective, they require the binary �les and rely on a sequence of analysis stages.

This not only translates to more hyperparameter tuning as is it the case of clustering and deep learn-

ing, and hence increasing model complexity, but also require static and/or dynamic analysis. In

particular, apart from download telemetry, it is uncommon for client protection solutions installed

on end-hosts to send a copy of the downloaded binary to antivirus vendors. This is problematic

for classi�cation and triage methods that rely on binary analysis unless antivirus vendors collect all

binaries from the user's machine or come across them in the wild.

The sheer number of unknown �les downloaded daily on end-hosts means that antivirus ven-

dors are confronted by the challenge of deciding which �le samples to request from end-users for

further analysis. Since binaries may not be initially available, such decisions rely solely on download

telemetry data. Malware triage based on telemetry data was �rst addressed by the authors of [264]

who introduced a telemetry classi�er for automatic malware detection that was to be implemented

at the interface between the anti-malware software installed on end-hosts and an in-depth malware

analysis system. The classi�er used telemetry data – such as �le name, �le type, signer name and

authority, signature type, description in the �le header, and �le creator – to prioritise the collection

and analysis of unknown �les with highest malware probability. The results in [264] were encourag-

ing for which reason we designed JABBIC lookups to triage �les that have already been pre�ltered

as potentially malicious by reputation score systems.

4.1.3 Limitations of current detection and triage approaches

Context-based detection, while emerging as a valuable alternative to signature-based and behavioral-

based detection methods, still largely relies on data intrinsic to the malware itself. This approach

is evidenced in many machine learning applications for malware detection, which primarily utilise

information like opcodes from executables, API calls, and other malware-speci�c features [215,

276, 277, 278]. Despite being categorised under context-based methods, these techniques often do

not differ signi�cantly from traditional static and dynamic analyses, as they typically focus on the

contents extracted directly from the �les, such as source code and API call sequences.

The current trend in malware detection research primarily concentrates on data that is inherent

to the malware itself, such as opcodes from executables and API calls. This approach, while clas-

si�ed as context-based, often mirrors traditional static and dynamic analysis methods, as it largely

involves analysing content directly extracted from the �les, like source code and API call sequences,

examining relationships between �le samples, and observing download activity patterns [276, 277].

This limited scope is perhaps partly due to the challenges associated with applying unsupervised

learning techniques to datasets that only contain malware or PUP-related contextual data in a text-

like form such as autonomous systems (ASes), IP addresses, and domain names [279].

Furthermore, analysing content directly extracted from the �les, like source code and API call

sequences using either static and dynamic analysis, including latent space approaches, assume that
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malware does not use evasion technqiques such as packing, code obfuscation, polymorphism, and

metamorphism. In malware, packing refers to compressing or encrypting a malicious program to

conceal its true content from antivirus software, making it harder to detect [169]. Code obfuscation

involves altering the appearance of the malicious code to make it dif�cult for security analysts and

antivirus programs to understand its true purpose or behaviour [169]. Polymorphism describes the

ability of a malicious program to alter its code with each infection, creating different versions of

itself to avoid detection by signature-based antivirus tools [169]. Metamorphism is a technique

where the malware completely rewrites its core code with each new infection, drastically changing

its appearance without altering its fundamental functions, to evade detection by security software

[169].

Lastly, behavioural-detection and heuristic approaches [244] can also be easily evaded and

are resource-intensive. Behavioural detection is a method of identifying malware by analysing the

actions and patterns of behavior of a program, rather than its code structure [280]. The heuristic

approach to detecting malware involves using experience-based techniques and general rules to esti-

mate and identify potentially malicious activities, often by looking for unusual or suspicious patterns

that deviate from normal operations [281].

Malware can be aware of sandbox detection techniques in which case they delay their execu-

tion or delete themselves [282], and even exhibit benign behaviour to camou�age themselves as

legitimate applications [283]. Also, malware can recognise if they are run in a sandbox or real user

environment by looking at the presence of recently opened �les and running processes to spot the

presence of monitoring tools [284]. Machine learning approaches to heuristic detection of malware

can also be evaded. For example, malware code can be modi�ed such that it is categorised as benign

while still executing the malicious payload [285].

To address these limitations, our approach focuses exclusively on embedding contextual infor-

mation from delivery infrastructure elements like autonomous systems (ASes), host IPs, and down-

load URLs. We then employ a similarity metric that accounts for both semantic and relational

similarities between �le hashes in relation to their delivery infrastructures, offering a more ef�cient

and scalable solution for malware detection.

Word embeddings, which are discussed in detail in Section 4.5, capture semantic and relational

properties between words in latent space. A latent space is a vector space where observed variables

are mapped ton-dimensional vectors such that vectors that are close in latent space, given some met-

ric like cosine similarity, have corresponding data points that have some degree of relatedness [193].

A machine learning model, such as Word2Vec, learns vectors for words based on their word neigh-

bours given a speci�c symmetric window size also known as context [286]. Words that share similar

contexts are assumed to be semantically similar. Skip-gram and Continuous-bag-of-Words (CBOW)

are the most popular predictive vector-based models [1].

The predictive aspect of Word2Vec can be expressed in different ways. Assume the sentence
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The quick brown fox jumped over the lazy dog . Word2Vec can predictfox as being

the most relevant word given the input context wordsquick, brown, jumped, over, lazy,

dog . Training Word2Vec models on multi-lingual corpora can identify synonymous word pairs

across different languages [287] (e.g., thathello in English translates tobonjour in French).

Another example is word analogies such as predicting thatLondon is to England asBerlin is

to Germany.

As mentioned, Word2Vec takes as input a corpus of natural text and, given a window size

relative to each sentence, outputs a vector representation for each unique word. However, non-NLP

data, such as that used in this paper, does not have sentences with a linguistic basis. For example, the

data we use has rows with observations for variables such as �le hash, autonomous system, network

ID, host ID, domain name, and URL path which do no have natural language-like meaning. We

represented each row of the dataset as a discrete arti�cial sentence each of which containing an AS,

network ID, host ID, �le SHA2, domain name, and URL path. Training vector representations of

download events components allows us to use quantitative metrics to compare relationships between

them at syntactic level and conduct interpolation and extrapolation reasoning, similar to natural

language data.

The use of vector-based models in malware analysis has thus far adopted semantic similarity as

the exclusive quantitative metric. The role of extrinsic relational similarity in semantic knowledge,

whose importance has not been acknowledged as a useful measure in context-based detection with

word embeddings, is also used to go beyond the assumption that similarity between objects (e.g.

malware) is determined solely by an overlap of their attributes (e.g. IPs, domains). Relational simi-

larity measures the degree of correspondence between word relations [288] while semantic similarity

measures the how “synonymous” two or more word are [289].

For example, in the case of NLP, word pairs(flower: tulip) and(river: Nile) ,

(car: engine) and (forest: tree) , (joke: laughter) and (hunger: eat) ,

and (library: book) and (winter: snow) are relationally similar. Wordsfood and

fruit , coast andshore , andmagician andwizard are semantically similar or synonymous

[290]. In a similar vein, relational similarity can measure the degree of correspondence between

the relationship between a �le and its host IP address and the relationship between another �le and

its host IP address while semantic similarity can measure the similarity between �les based on how

“synonymous” they are given their delivery infrastructures. By `delivery infrastructure,' we refer to

elements such as the IP address hosting the malicious �le, the autonomous system associated with

that IP address, and the domain name included in the �le download URL.

4.1.4 An alternative: payload-agnostic triage

Signature-based detection is not scalable when hundreds of thousands of signatures need to be

created daily [291]. Anti-virus (AV) systems are ineffective in the face of malware evasion tech-
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niques such as packing, code obfuscation, polymorphism, and metamorphism [169]. Behavioural-

detection [280] and heuristic approaches [281] can also be easily evaded and are resource-intensive.

Malware can be aware of sandbox detection techniques in which case they delay their execution or

delete themselves [282], and even exhibit benign behaviour to camou�age themselves as legitimate

applications [283]. Also, malware can recognize if they are run in a sandbox or real user environ-

ment by looking at the presence of recently opened �les and running processes to spot the presence

of monitoring tools [284]. Machine learning approaches to heuristic detection of malware can also

be evaded. For example, malware code can be modi�ed such that it is categorized as benign while

still executing the malicious payload [285].

In this chapter, the aim is to look beyond the data embedded in malware payloads and instead

take a payload-agnostic detection approach based on contextual data such as delivery infrastructure

characteristics. Such contextual information has already been successfully used by NortonLifeLock

in their reputation-based security system to yield the reputation score of a �le, score which estimates

the extent to which that �le represents a threat [292]. A context-based detection approach was also

shown to work well in [293, 294, 295, 296, 297, 298, 299] (summarised below). Context-based

malware detection not only can of�oad work from both static and dynamic detection systems and

decrease the number of false positives [300] but is also less prone to evasion when compared to

dynamic and static detection methods [301].

In [293], the authors present a novel approach to malware detection by combining �le content

analysis with an examination of �le relationships. Their system, named Valkyrie, utilises a semi-

parametric classi�er model to analyse both the content extracted from �le samples, like API calls

and binary strings, and the relationships between different �le samples. This method has proven

to be more effective than traditional data mining methods alone, as it incorporates the context in

which �les are associated, such as the link between Downloaders and Trojans. The results of their

comprehensive experiments demonstrate that Valkyrie surpasses other popular anti-malware tools

and data mining-based systems in both accuracy and ef�ciency.

In the study [294], the researchers introduce Aesop, a scalable algorithm designed to identify

malicious executable �les. Aesop operates on the principle that �le associations can reveal their

nature, similar to the saying “a man is known by the company he keeps.” Utilising a large dataset

from Norton Community Watch, Aesop constructs a graph using locality-sensitive hashing and infers

the nature of �les based on their relationships. This method achieved early detection of both benign

and malicious �les, signi�cantly outperforming state-of-the-art techniques with a high true positive

rate and minimal false positives.

The paper [295] focuses on the challenges posed by evolving anti-detection technologies in

malware. To address this, the authors propose a malware classi�er based on graph convolutional

networks. This approach �rst extracts API call sequences to form a directed cycle graph, then em-

ploys Markov chains and principal component analysis for feature extraction. The method achieves
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high accuracy, demonstrating its effectiveness in adapting to varying malware characteristics and

outperforming other methods in false positive rates and overall accuracy.

[296] introduces a novel approach to malware detection that does not rely on analysing the

source codes or inspecting the dynamic behaviors of binaries. Instead, it constructs a global hetero-

geneous malware delivery graph, combining �le dropping relationships with the network topology.

This large-scale graph, analysed using a Bayesian label propagation model, enables ef�cient mal-

ware detection with high accuracy. The model, being content-agnostic, estimates the maliciousness

of �les through semi-supervised learning and can process vast amounts of data ef�ciently, as evi-

denced by its evaluation on over half a billion real-world download events.

In [297], the authors address the challenge of detecting web-borne malware without analysing

exploit payloads. They leverage web conversation graph analytics to understand the interaction

dynamics between a victim and malicious host(s). The technique, implemented in a tool called DY-

NAMINER, abstracts malware infection dynamics comprehensively and was evaluated on infection

and benign HTTP traf�c. DYNAMINER's high true positive rate and low false positive rate, along

with its ability to detect unknown malware earlier than traditional AV (anti-virus) engines, showcase

its effectiveness.

The study in [298] explores a new methodology for identifying malware by analysing down-

loader graphs. These graphs capture the download activity on end hosts, revealing patterns that

can distinguish benign from malicious downloaders. By combining telemetry from anti-virus and

intrusion-prevention systems, the study reconstructs and analyses millions of downloader graphs,

identifying key indicators of malicious activity. Their machine learning system, built on these in-

sights, achieves high accuracy in malware detection and often detects threats earlier than existing

anti-virus products, highlighting the potential of this approach in the malware detection landscape.

Lastly, using the same data as that used in this study, [154] found that most of SHA2 �les were

lone �les distributed across multiple IPs and ASes that were part of delivery infrastructures with

relatively long lifespans. The PUP and malware ecosystems are thus relatively stable [302, 154],

which is advantageous from the perspective of context-based detection; this increases the possibility

that another �le used the same delivery infrastructure, either partially or fully, as that used by a

previously unseen �le.

A context-based detection approach is thus particularly appropriate to the potentially unwanted

programs (PUPs) and malware ecosystems because �les are distributed through multiple servers

hosted on multiple ASes, instead of servers with fast �ux, that are part of resilient infrastruc-

tures [302]. PUPs are different from malware in a sense that the �rst coerce users into installing

software that exhibits lack of choice – that is, software such as adware, spyware, pornware, bundle-

ware or junkware that collect user data, monitor user behaviour, deliver unwanted adds, open un-

wanted browser windows, manipulate webpage content, and redirect web traf�c without notice or

user consent [303, 304]. Malware comes in the form of an application or code that compromise user
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security by stealing personal information, locking the device until a ransom is paid, use the user's

device to send spam, and even download other malware (e.g., backdoors, downloaders, droppers,

exploits, hacktools, trojans, password stealers, and so forth) [304].

4.2 Introducing JABBIC

In this section, we address the limitations of existing malware detection and triage methods outlined

previously. We then introduce JABBIC (judge a book by its cover) which is an approach for malware

triage that depends solely on embedding information related to the malware delivery infrastructure,

utilising a technique known as Word2Vec. While a comprehensive discussion of Word2Vec and its

implementation is available in Section 4.5, a concise overview is provided here for context. Addi-

tionally, we illustrate how JABBIC works with examples showing how it successfully identi�es pairs

of �les as belonging to the same malware family, based entirely on the semantic and relational simi-

larities of their delivery infrastructures. Finally, we explore how JABBIC works in conjunction with

proprietary �le reputation score systems, enhancing the process of malware triage and subsequent

binary analysis.

4.2.1 Overview of JABBIC

Figure 4.1: An overview of how JABBIC triages a downloaded �le as potentially malicious based on knowledge it has from
�les already known to be malicious using a combination of semantic and relational similarities between their
respective delivery infrastructure elements.

We can learn about a query �le by �nding its best representative �le at a past timeframe using

simple and readily available contextual information, such as ASes, network and host IDs, domain

names, and URL paths. A query �le is de�ned as a digital �le downloaded by a user, which is
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encountered for the �rst time and not previously recognised as malicious by any antivirus scanning

engines. Lacking established signatures, this �le is unknown in terms of its security status at the

time of download and is subject to initial analysis and telemetry collection by the proprietary system

of the antivirus software.

The search of a past �le that best represents an unknown query �le, which we refer to as alocal

match, is carried out using both semantic and relational similarities. This approach is implemented

in a system, which we call JABBIC (judge a book by its cover) lookups. JABBIC lookups enforce the

returning of a past local match �le whose delivery infrastructure is as close as possible to that of the

unknown query �le and, at the same time, preserve the semantic and relational similarities between

these �les.

This way we can judge the “maliciousness” of a previously unseen �le based on its past rep-

resentative �le that is already known to be either malign or benign. We managed to achieve high

accuracy scores when inferring the malware family of query �les based on their past local match. We

also show that, even if the query �le and its local match have different malware families, they are still

siblings by either delivery infrastructure, parent �les, �le naming patterns, signer, or a combination

of these. We then show that JABBIC lookups can determine if a query �le is a potential threat much

earlier than scanning online services such as VirusTotal [272].

The concept depicted in Figure 4.2 revolves around the comparison of a `query' �le against a

`local match' �le based on their delivery infrastructures. Each �le is associated with various elements

such as the File SHA2, Autonomous System (AS), network ID, host ID, second-level domain, and

URL path. As shown in Section 4.4, network ID and host ID are derived from the IP address of the

�le host, and the second-level domain and URL path are derived from the full �le download URL.

Semantic similarity refers to the comparison of individual elements between the query and the

local match to determine how closely related they are in meaning or purpose. For instance, semantic

similarity would assess how similar the second-level domain or URL path of the query �le is to that

of the local match.

Relational similarity, on the other hand, considers the relationships between different elements

of the delivery infrastructure for each �le. It evaluates how the elements such as AS, network IP, and

host IP are related to each other within the context of a single �le's delivery pathway and then com-

pares these relationships between the query and the local match. For example, relational similarity

would explore how the association between the AS and the network IP of the query �le corresponds

to the same association in the local match.

By analysing both semantic and relational similarities, as discussed in detail in Section 4.3.10,

the system aims to identify whether the query and match �les share enough commonalities in their

delivery infrastructures to suggest they belong to the same malware family. This approach allows

for a more nuanced and comprehensive comparison, which can improve the accuracy of malware

detection and triage systems.
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Figure 4.2: Representation of semantic and relational similarities between and query and a potential match �le given their
respective delivery infrastructures.

4.2.2 Leveraging stability of delivery network infrastructures

The distribution of malware, particularly potentially unwanted programs (PUPs), relies on stable

network ID (and implicitly ASes) and DNS infrastructures that are hosted on popular cloud hosting

providers [305, 306, 307]. These delivery infrastructures can last up to several months and even

years [306], as also shown in [154] who use the same data we use in this chapter. One natural

thing to do is leverage the information provided by delivery infrastructures and the �les that they

download to inform a context-based or payload-agnostic approach in the threat evaluation of �les.

To exemplify this, two query �les, which were downloaded only on 31 October 2015, are selected

and characterised them based on the contexts of their local match �les which were downloaded on 1

October 2015.

In the examples below, the true malware families of both the query and local match �les were

given by the AVClass labeller based on the VirusTotal scanning reports. The aim was to determine

whether the malware family of the query �le could have been correctly inferred based on that of the

local match �le assuming that the true label of the query �le was unknown but only that of the match

�le. The NortonLifeLock and VirusTotal reports also provided data on the parent �les associated

with each query and local match �le. A parent �le, also referred to as a dropper, is a malicious

software, such as a Trojan, that acts as a `carrier' for other malware [308]. For example, a malware

that comes bundled with a media player and which gets installed without the user's knowledge once

the media player �nished installing in their computer. It is possible for multiple malicious �les to

come bundled with the same parent �le. For this reason, the examples below also look into whether

or not the queries and their local matches share not only the same malware families and delivery

infrastructures but also the same parent �les.
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Figure 4.3: Example 1. The true malware family of the query �le was the same as that of the local match returned by the
JABBIC lookup, as per the AVClass labeller. JABBIC would have correctly identi�ed the true malware family of
the query �le based on the that of the local match, assuming that the true malware family of the query �le was
unknown.

Example 1. The query �le identi�ed by SHA2 value2DB04... and its local match identi�ed

by SHA21EA8C... have the same malware familyeorezo and the same �lenamemyoffer-

group_us6.exe . In this case, the malware family of the query �le was correctly inferred based

on its local match �le. The query �le had 2 parent �les both belonging toeorezo malware family.

The local match �le had 9 parent �les out of which only 4 were labelled with a malware family,

which was alsoeorezo . The query and its local match �les have only one parent �le in com-

mon upfst_us_148.exe identi�ed by SHA2 25C0E... with malware familyeorezo , and

which was signed byTuto4PC.com , GlobalSign , TUTO4PC COM INTERNATIONAL SL, and

GlobalSign CodeSigning CA - SHA256 - G2 . Both the query and the local match �les

provided in this example share the same delivery infrastructure, that is same ASOVH, same network

ID 196.80.98 and host ID5, same domain5.196.80.98 , and same URL path/download/

dlshr , as seen in Figure 4.3.

Figure 4.4: Example 2. The true malware family of the query �le was different from that of the local match returned by the
JABBIC lookup, as per the AVClass labeller. JABBIC would have incorrectly identi�ed the true malware family
of the query �le based on the that of the local match, assuming that the true malware family of the query �le was
unknown. It would have, however, still found a local match that came bundled with the same parent �le as that
of the query �le.

Example 2. The query �le identi�ed by SHA2 value82984... and its local match identi�ed by

SHA2 FCF6A... have different malware families;firseria andoutbrowse , respectively. In

this case, the malware family of the query �le was incorrectly inferred based on its local match �le.

The query �le had 100 parent �les out of which 60 wereinstallcore , 23 wereamonetize , 14

wereoutbrowse , and 3 werefirseria . The local match had two parent �les with malware fam-
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ilies installcore andamonetize , respectively. The query �le and its local match �le had one

parent �le in common identi�ed by SHA2C5B0B... which was seen in the wild under different

�lenames, such aswinrar.exe , 592af7bf.qsp , and0003b79b_bdc_crypt_io_copy.

tmp . The other parent �les had common malware familiesinstallcore andamonetize . The

query and local match �les shared the delivery infrastructure partially, as seen in Figure 4.4.

As seen in the examples above, we can infer the malware family of the query �le based on

that of its past local match without carrying out static or behavioural analyses, as per �rst example.

Furthermore, the contexts of both the query and its local match �les can tell us more about their

relationship even if their malware families are different or their delivery infrastructures do not fully

overlap. We can, for instance, ascertain whether these two �les are siblings by either delivery infras-

tructure, droppers, or both, as per second example, in which case the query �le can be �agged as a

potential threat if its match is already known to be malicious. Examples 1 and 2 also show that the

local match �les were representative of their corresponding query �les despite being downloaded 30

days before their corresponding query �les were downloaded.

4.2.3 Integrating JABBIC with proprietary reputation score systems

Ideally, security vendors would have a copy of every �le that is downloaded by their clients and

�agged by their proprietary protection solutions as potentially malicious. This is, however, far from

being the case since a very high proportion of downloaded �les are unknown to security companies –

more than 83% of all downloaded �les were unknown or unclassi�ed even after two years since they

were �rst observed, as per a Trend Micro report [265]. In order to label the sheer number of �les

downloaded every day, copies of these �les are required for static and/or dynamic analysis. Instead

of collecting and analysing every single unknown �le downloaded on end-hosts, which is not only

infeasible but also resource intensive, malware analysts can prioritize the collection of those samples

which require utmost attention.

JABBIC is positioned at the interface between a proprietary reputation score system – widely

used by security companies to �ag potentially malicious �les using telemetry data – and malware

analysts who decide whether �les should be submitted for further analysis (Figure 4.5). When a

�le is downloaded, the antivirus software sends telemetry data to a reputation score system that is

proprietary to the vendor. The telemetry data of unknown �les with negative reputation scores are

forwarded to JABBIC which then searches for known malicious �les whose telemetry data are similar

both semantically and relationally to that of the unknown �les. The unknown and known malicious

�les, their reputation scores, and the con�dence score with which JABBIC matched them, are sent to

the malware analyst who then decides whether to initiate a �le collection request to the end-host. As

shown later in this chapter, the con�dence score quanti�es the likelihood that an unknown �le and a

known malicious �le found by JABBIC share the same malware family.

A JABBIC report sample is provided in Table 4.1. Files with reputation scores of -4 would be
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Figure 4.5: Improved triage of unknown �les using JABBIC at the interface between prorietary reputation score systems
and malware analysts.

Query �le (unknown) Match �le (known)
JABBIC con�dence score

Hash Malware family Reputation score Hash Malware family Reputation score

1 AF4EF... convertad -4 01A28... convertad -106 0.85
2 F3841... installcore -37 DF20D... installcore -106 0.76
3 1C233... yakes -4 90CDC... yakes -106 1
4 D6483... opencandy -4 1B487... downloadadmin -16 0.56
5 38F6E... swisyn -106 27A50... ardamax -4 0.49

Table 4.1: JABBIC triage report sample based on telemetry data.

given lower priority to those with reputation scores of -37 and -106, respectively. However, the con-

�dence with which JABBIC pairs the unknown �les with known malicious �les, as being related

both semantically and relationally by download telemetry, indicates otherwise. The �les with repu-

tation scores of -4, Table 4.1 at row indices 1 and 3, are not only matched by JABBIC with known

�les having very low reputation scores (-106) but also the same malware families. These �les would

thus be incorrectly given the lowest priority which can lead to signi�cant detection delays particu-

larly when there are millions of such unknown �les. Furthermore, the reputation scores of �les are

not necessarily representative of how malicious they are. For example, the unknown and known �les

in Table 4.1 with the same malware family have a very large discrepancy in their reputation scores

(e.g., -4 and -106) despite performing similar malicious tasks.

We suggest two triage rules to help malware analysts to better prioritize the collection and

analysis of unknown �les. Files with negative scores and JABBIC con�dence scores of at least 0.6,

which we set in Section 4.7, are to be prioritized �rst by JABBIC con�dence scores from highest to

lowest. The remaining unknown �les are to be prioritized by reputation scores only. For example,

the unknown �les from Table 4.1 can be prioritized in the following order: 3, 1, 2, 5, and 4.

4.2.4 JABBIC Lookups Architecture

It is proposed that local matching is incorporated into athreat-based systemcalled JABBIC

Lookups (Judge A Book By Its Cover) (Figure 4.6). This name stems from the idea that the risk

level of a �le can be inferred from a past sibling (e.g., local match) for which the risk level is already

known, and which resembles the unknown �le in terms of delivery infrastructure. JABBIC operates

with readily available and basic information of a download event, such as the AS name, network and

host IPs, domain name, and URL path associated with a �le. Of course, more information can be
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used if known or available. There is no need to know the creation date of the �le or how many times

the �le was seen in the community. All JABBIC requires is the existence of common �les to both

the day when the query �les were downloaded and the day into which the local match lookups are

carried out. These �les are used to align the two vector spaces (e.g., the base vector space and the

target vector space which are clari�ed below and in Subsection 4.3.8), which makes the search for

the local match possible. The lookup process in 4.6 is described below.

Figure 4.6: The process by which JABBIC lookups are used to assess the threat level of query �les downloaded at
timeframet based on its past local match at timeframet

0
.

Temporal slicing of download events (1 ). The �rst step in the implementation of JABBIC is to

determine the temporal granularity by which data is to be split and trained. For the purposes of this

research, the download events were split by day.

Create a target vector space lookup database (2 ). JABBIC does not require retraining a vector-

based model every time new data comes in. Instead, a vector-based model is trained separately for

each day (or a different timeframe granularity), and then stored into a lookup database. This allows

for the selection of a speci�c past timeframe into which searching for a local match is carried out.

The target vector space refers to a Word2Vec model that was trained on a set of known malicious

�les (potential local matches for a given query �le) downloaded in a speci�c day.

Create base vector space (3 ). Given a set of unknown query �les (e.g. those downloaded on a

subsequent day, having not previously been seen), a base vector space is created for this new set

of �les. The base vector space refers to a Word2Vec model that was trained on a set of query �les

downloaded in a speci�c day.

Choose timeframe for match lookup (4 ). Since vector-space models were trained for all previ-

ous days and stored into a database, the lookup of the local match can be carried out for any particular

day.

Align base vector space to target vector space (5 ). Assume that the aim is to �nd local matches

at a previous timeframet
0

given query �les at timeframet. The vector spaces for these two time-

frames were trained separately, hence the cosine similarities between vectors are not meaningful

unless brought to a common vector space. For this reason, the base space is aligned to the target
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space. The alignment is done using the vector representations of the �le hashes that are common to

both base and target spaces.

Identify query �les ( 6 ). The query �les are identi�ed as those �les that have not been seen before,

once the base space is aligned to the target space. The vector representations of each query �le and

its context words are used in the searching of past local matches.

Local match lookup results (7 ). The quality of the local match for each query �le is assessed

using the R/O similarity, which measures the similarity between download events in a string-like

sense. This is used as a con�dence factor for inferring the risk of the query �le from that of its

match. For example, a local match known to be malicious and with an R/O similarity in range

[0:6;1] is strongly indicative of a high threat level associated with its corresponding query �le. A

low R/O similarity does not imply that a query �le is benign, but just that its risk level cannot be

con�dently inferred from that of its match.

Addition to database (8 ). Finally, the newly-trained base vector space can be added to the lookup

database, so that it can be queried as a target vector space when local matches are searched for queries

downloaded the next day.

4.3 Methods

The development of JABBIC involves a series of methodological steps, each critical for developing

this triage system. The upcoming sections will delve into these steps in detail, providing justi�ca-

tions for the chosen approaches. These key requirements include:

• Selection of an embedding approach for delivery infrastructure: The �rst step involves

choosing an appropriate method to embed elements of the delivery infrastructure, such as

ASes, host IPs, and download URLs, in a manner that preserves their semantic and relational

similarities. Various techniques including Word2Vec, fastText, TF-IDF, Bloom �lters, and

Locality-Sensitive Hashing were considered. After careful evaluation of their practical impli-

cations and suitability for the speci�c nature of our data and task, Word2Vec emerged as the

most �tting choice for embedding �le download telemetry, given its ef�ciency in capturing

complex semantic and relational patterns.

• Ensuring comparability of embeddings across different latent spaces:Since separate

Word2Vec models may be trained at different intervals (e.g., monthly) for scalability and prac-

ticality reasons, a challenge arises in ensuring that embeddings from these distinct models are

comparable (e.g., calculate cosine similarity between them). This is important because em-

beddings from different time periods inherently reside in different vector spaces. To address

this, we explored canonical correlation analysis and Procrustes analysis, ultimately selecting

Procrustes analysis for its �exibility and lack of restrictive assumptions about the nature of

embeddings.



4.3. Methods 99

• Formulating the match calculation process:A critical aspect is de�ning the mathematical

approach to determine the most suitable local match for a query �le, leveraging both seman-

tic and relational similarities. This process must incorporate a mechanism for vector space

alignment, allowing for effective matching across different latent spaces from which the em-

beddings are derived.

• Selecting a similarity metric for delivery infrastructure comparison: Finally, it is essential

to choose a metric that quanti�es the similarity between delivery infrastructure elements in a

string-like form. We considered both Jaccard similarity and Ratcliff/Obershelp string match-

ing methods. The latter was chosen due to its ability take into consideration character order,

unlike the Jaccard similarity which neglects this aspect. This metric is vital in setting a con-

�dence threshold for JABBIC when determining the likelihood of two �les being part of the

same malware family.

These methodological steps form the backbone of JABBIC, each contributing to its robustness

and accuracy in malware family identi�cation. The following sections will provide an in-depth

exploration of these components, clarifying the rationale behind each choice and its impact on the

overall system ef�cacy.

4.3.1 Choice of delivery infrastructure embedding approach

4.3.1.1 fastText

fastText [197] is a library for ef�cient learning of word representations and sentence classi�cation. It

extends Word2Vec to consider subword information by breaking words down into n-grams, allowing

it to capture the meaning of shorter words and suf�xes/pre�xes, which is bene�cial for understanding

morphologically rich languages. While fastText is powerful for languages where word morphology

is important, it may be less ef�cient when dealing with non-linguistic data like IP addresses or

domain names that don't bene�t from subword information. This can lead to unnecessary complexity

without improving performance for the task of embedding delivery infrastructure.

In [309], the authors propose a novel method for classifying malware using a combination of

the fastText model and a bidirectional long short-term memory (Bi-LSTM) network. This method

focuses on analysing opcodes and API function names to enhance the accuracy of malware classi-

�cation. FastText, which uses distributed representation, is employed to consider the context sur-

rounding speci�c words, and unlike Word2Vec, it incorporates an N-gram algorithm to account for

the words in sentences. This approach is advantageous for static analysis, helping to circumvent the

limitations associated with dynamic analysis.

The method begins with a extracting and embedding opcodes and API function names from

binary �les. One-hot encoding is typically used for this purpose, but it often results in high-

dimensional vectors that can reduce learning ef�ciency. To overcome this, the study suggests using



4.3. Methods 100

fastText for embedding, which effectively captures the relationships between words without creating

unwieldy high-dimensional vectors.

The process comprises two main phases: learning and execution. During the learning phase, the

fastText model embeds the opcodes and API function names, while the Bi-LSTM model classi�es

malware by family types. The execution phase then classi�es malicious �les by family, utilizing the

trained Bi-LSTM model and embeddings from the fastText model.

While this method shows promise in malware classi�cation, especially in handling the com-

plexity of opcodes and API functions, it may not be ideally suited for analysing �le delivery infras-

tructures. The strength of the fastText model in capturing textual context and its N-gram approach

are more aligned with linguistic data (unstrutured like programming languages), rather than the non-

textual, network-related elements like IP addresses, domain names, and URLs typical of delivery

infrastructures, which come in a tabular form (structured).

4.3.1.2 TF-IDF

TF-IDF (Term Frequency-Inverse Document Frequency) [310] is a statistical measure used to eval-

uate the importance of a word to a document in a collection of documents (corpus). It increases

proportionally to the number of times a word appears in the document but is offset by the frequency

of the word in the corpus. TF-IDF treats each word as independent and does not capture the context

or semantic relationships between them. In the case of �le delivery infrastructures, this means it

could miss out on the relational aspects that Word2Vec can capture, such as the similarity between

different IP addresses or domain names that share a common context.

In [311], the authors explore the application of natural language processing (NLP) techniques

to malware detection, particularly focusing on the use of printable strings from executable �les. The

study emphasizes the need for a fast �ltering method to handle the analysis of numerous suspicious

�les from the Internet, especially considering that many of these �les are obfuscated to evade anti-

virus programs.

The research reveals that printable strings, when combined with NLP techniques, prove effec-

tive in detecting malware in practical settings. This method stands out in its capacity to identify

not only variations of existing malware but also entirely new strains. It shows effectiveness against

malware that employs packing and anti-debugging techniques, which are common tactics used to

hinder analysis.

The approach involves extracting all printable ASCII strings from both malicious and benign

samples and then processing these strings to identify frequent words. These words form the basis

for constructing language models, speci�cally using Doc2vec or Latent Semantic Indexing (LSI)

models. Doc2vec is built upon the corpus of words, while the LSI model utilizes TF-IDF scores

for the words. These models convert the words into lexical features, which are then used to create

labeled feature vectors.
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For classi�cation, the study employs a range of machine learning classi�ers, including Support

Vector Machine (SVM), Random Forests (RF), XGBoost (XGB), Multi-Layer Perceptron (MLP),

and Convolutional Neural Networks (CNN). Each classi�er has its unique characteristics and is

popular in various �elds.

The method in [311], while ef�cient in processing time and effective against sophisticated mal-

ware techniques, is primarily tuned for static features extracted from binaries. This focus might

limit its ability to adapt to the dynamic and often non-textual nature of delivery infrastructure data,

which requires an analysis approach that goes beyond the scope of printable strings and delves into

the relational dynamics of network elements. Furthermore, the delivery infrastructure of a �le in-

volves a combination of various network elements that may not be adequately represented through

just textual analysis of printable strings.

4.3.1.3 Bloom �lters

A Bloom �lter [312] is a space-ef�cient probabilistic data structure used to test whether an element

is a member of a set. It can lead to false positives but never false negatives, making it useful for

situations where space is a constraint, and a certain error rate can be tolerated. Bloom �lters have

been previously used in [313] where the authors present SplitScreen, an anti-malware system that en-

hances the performance of signature matching by introducing an additional pre-screening step. This

preliminary step uses Bloom �lters to process parts of malware signatures — essentially, distinctive

strings of data that can identify a piece of malware.

The purpose of this step is twofold: �rstly, to eliminate a large number of clean �les from

further analysis, thereby saving time and computational resources; and secondly, to narrow down

the list of malware signatures that need to be checked, which speeds up the detection process for

infected �les. By doing this, SplitScreen can identify safe �les more quickly, avoiding unnecessary

detailed scans, and it ensures that when a �le does need to be scanned for potential threats, only the

most relevant and up-to-date signatures are used. This approach not only improves the ef�ciency of

the anti-malware system but also reduces the memory requirements since not all signatures need to

be stored locally or processed.

Using a similar approach to that of SplitScreen for malware detection, we can employ Bloom

�lters to estimate the similarity between the delivery infrastructures of two �les. In this adapted

method, each element of the delivery infrastructure is treated as a piece of a signature, similar to

how SplitScreen treats parts of malware signatures. By inserting these elements into a Bloom �lter,

we create a compact representation of each �le's delivery infrastructure. When a new �le (the query)

is encountered, its delivery infrastructure is compared to those of known malicious �les (the matches)

using the Bloom �lter to quickly estimate the Jaccard similarity, which is a measure of the similarity

between two sets. If the Jaccard similarity score is high, it suggests that the query and the match

share a signi�cant portion of their delivery infrastructure elements.
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However, Bloom �lters are not designed to capture semantic or relational information; they

simply indicate whether elements are likely part of a set or similar purely in a string-like sense.

When embedding delivery infrastructures, the nuanced understanding of relationships and context is

crucial, which Bloom �lters do not provide. Although Bloom �lters are ef�cient for determining set

membership, their application in estimating Jaccard similarity for this particular use case presents

limitations because of its inability to capture semantic and relational similarities between strings.

4.3.1.4 Locality-Sensitive Hashing

Locality-Sensitive Hashing (LSH) [314], is an algorithmic technique that hashes input items in such

a way that similar items map to the same “buckets" with high probability. It is used to perform

approximate or exact nearest neighbor searches in high dimensional spaces. LSH is ef�cient for

�nding approximate matches quickly, but it does not inherently understand the meaning behind the

data points. For delivery infrastructure, where the goal is to understand the semantic and relational

similarities between various elements like ASes and IPs, LSH falls short as it does not embed this

information into a space where such relationships are explicitly modeled and preserved as Word2Vec

does.

In [315], the authors present Malytics, a novel malware detection system designed to address the

critical need for precision and generalization in identifying novel malware families, including zero-

day attacks. Malytics is particularly focused on ef�ciency, making it suitable for use on resource-

constrained devices such as mobile phones. The system operates through a three-stage process

involving feature extraction, similarity measurement, and classi�cation, all implemented within a

neural network framework.

The feature extraction stage employs a technique called tf-simhashing, which is based on the

concept of LSH. LSH is known for its ability to hash similar input data into the same `buckets',

thereby maximising the chances of `collisions' for analogous inputs. Simhashing, a widely used LSH

algorithm, approximates the cosine similarity between inputs and is particularly adept at identifying

similar strings or texts, making it a valuable tool in security applications and malware analysis.

Malytics leverages tf-simhashing to generate �xed-size vectors from binary �les of arbitrary

size. It does so by creating a dictionary of n-grams, sequences of byte pairs from the binary �le, and

hashing these into binary values. The occurrence frequency (term frequency or tf) of each n-gram

is used to weight the hash bits, resulting in a vector that embeds the distribution of n-grams. This

process ensures that �les with similar n-grams will yield closely positioned vectors, facilitating the

identi�cation of �les that are likely part of the same malware family.

However, despite the strengths of tf-simhashing in representing �le features, this approach may

not be optimal for delivery infrastructure data. While simhashing can capture the presence and

frequency of certain elements within a �le, it does not inherently understand the relational context

between different components of a �le's delivery infrastructure.
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4.3.1.5 Word2Vec

In contrast, Word2Vec offers a more effective solution for embedding delivery infrastructure data.

Unlike the methods mentioned above, Word2Vec inherently captures and learns from the context

within which elements appear, providing a rich understanding of both semantic and relational sim-

ilarities. This makes it particularly well-suited for datasets that include a variety of infrastructure

elements, such as ASes, network IDs, host IPs, domain names, and URL paths, which are not natu-

rally textual but have a latent structure that Word2Vec can learn from. This capability to understand

the broader context and interconnections within network data makes Word2Vec a more �tting choice

for analysing delivery infrastructure where the relationships between network elements are crucial

for projecting malware �les in latent space based on download telemetry only.

The previously discussed methods in malware detection and classi�cation predominantly con-

centrate on binary �le content, such as opcodes and API calls. These elements are inherently more

informative for identifying malicious activity compared to the relatively limited and less descrip-

tive data found in download telemetry, which typically includes references to ASes, host IPs, and

download URLs. The complexity within binary �les, characterised by opcodes and API calls, has a

more structured and logical sequence that can be analogous to natural language. This resemblance

to natural language makes string-based methods like Bloom �lters and LSH more applicable and

meaningful. In contrast, download telemetry lacks this level of inherent structure and logical se-

quencing, making it less suited to the string-based approaches that are effective in analyzing binary

�le content.

Furthermore, as shown by the previously cited work, Word2Vec is widely used in a variety of

malware detection, classi�cation, and triage approaches. In particular, [215] conducted a study on

a data from the same source and a similar format with the one used in this Chapter and employed

Word2Vec to effectively tracks and understands the evolution of malware attacks through as system

called ATTACK2VEC. The success of ATTACK2VEC in identifying common attack strategies and

their evolution validates the potential of similar latent space models in studying malware. By apply-

ing a comparable approach to the malware dataset from Norton LifeLock, we can anticipate not only

the current landscape of malware threats but also their future trajectories.

Moreover, as demonstrated by the research previously referenced, Word2Vec has been exten-

sively utilised across various malware detection, classi�cation, and triage methodologies. Notably,

in [215], a study utilising data of a similar source and format to that discussed in this chapter effec-

tively employed Word2Vec in a system named ATTACK2VEC. This system monitors and tracks the

progression of malware attacks. The effectiveness of ATTACK2VEC in identifying prevalent attack

methods and their development underscores the applicability of latent space models like Word2Vec

in the �eld of malware analysis.

To validate the effectiveness of Word2Vec as the preferred model for embedding �le download
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telemetry in a latent space, we conducted a comprehensive comparison in Section 4.8.5. This eval-

uation measured performance of Word2Vec against fastText, TF-IDF, Bloom �lters, and LSH. The

focus was on their ability to match an unknown downloaded �le (query �le) with a known malicious

�le (potential local match �le), particularly assessing the semantic and relational similarities within

their delivery infrastructures.

Our �ndings clearly demonstrate superiority of Word2Vec in both speed and accuracy for query

searches. Unlike the other methods, Word2Vec consistently identi�ed better matches, accurately

aligning query �les with known malicious �les that belonged to the same malware family. This out-

come highlights capability of Word2Vec in capturing the intricate relationships and semantic simi-

larities inherent in the delivery infrastructure data, which is essential for effective malware triage.

In the following sections, we will explore the technical aspects of Word2Vec and the compara-

tive methodologies. This deeper dive will shed light on the speci�c features and processes that make

Word2Vec a more suitable choice for the data structure and objectives of the JABBIC system. By

understanding these technical aspects, we can appreciate why Word2Vec outperforms other models

in the context of malware detection and triage.

4.3.2 Introduction to Word2Vec

Word2Vec, developed by Mikolov et al. [1, 316], is a two-layer neural network designed to learn

vector representations of words that capture semantic similarities. It operates under the principle that

words occurring in similar contexts are expected to have similar meanings and, thus, are represented

by vectors that are close to each other in a high-dimensional space, using similarity measures like

Euclidean distance or cosine similarity. In this architecture, the input is a one-hot encoded vector

representing a target word. This vector interacts with an embedding matrix (considered the hidden

layer in some architectures), which is used to produce a dense vector representation of the input

word. The dense vector is then multiplied by a context matrix, generating logit scores for each

word in the vocabulary. Finally, a softmax function is applied to the logits to create a probability

distribution over all possible context words. The process effectively maps the one-hot encoded input

to probabilities of surrounding words, which are used to adjust the model during training. This

updated description aligns with the diagram by excluding mention of a separate projection layer and

clarifying the role of the embedding and context matrices.

Let W be the set of unique training wordsx1;x2;x3; :::;xT in a given corpus, whereT 2 [1; jWj]

is the number of training words. Letx = f w1;w2;w3; :::;wTg be the one-hot encoded vector of a

wordxt as input, such thatxi = 1 if i = t andx
0

i = 0 for all i 6= t. For example, given input wordx2, as

shown in Figure 4.7, its one-hot vector is[010:::00], where 1 denotes the position of the input word

in W. For a chosen word embedding size ofN, two matrices are de�ned: aW � N input weights

matrix, I , each rowmt of which is the initial vector representation of wordwt , and anN � W output

weights matrixO. BothI andO are initialised separately with random real valued weights such that
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Figure 4.7: Word2Vec training steps.

I 6= 0. The input layer, which is the one-hot vector representation of the input word, is multiplied by

the input weights matrix to turn the one-hot vector of the input word into a word embedding. The

result of this multiplication is but the representation of the word in the projection layer.

The next step is to calculate the dot product between the projection layer and the output weights

matrix, which yields a vector for each word inW as shown in Figure 4.7, forming the output layer.

The aim of Word2Vec is that, for any given input word, the values of the output vector should be

larger at those positions corresponding to the context words of the input word. For example, given

that wordsx1 andx3 are context words for the input wordx2, then the dot productsz1 andz3 are

expected to be much larger when compared to all other values in the output vector forx2. In order to

achieve this, the input and output matrices (which are randomly initialised) are iteratively adjusted

via a training procedure. The weights in bothI andO must be adjusted with each iteration such that

the inner-products are maximised for context words and minimised for all other words.

The adjustment of the weights is based on maximising the predictive power of the model; that is,

the extent to which input words predict their context words, or vice versa. To this end, the embedding

of each input word must be mapped to a probability distribution over all other words, representing

the probability that they are context words for the given input; using backpropagation, the weights

are then updated in a way that reduces the prediction error of the model. Two computationally

ef�cient approaches for mapping the output layer to probability scores arehierarchical softmax

andnegative sampling, both of which use the dot products in the output layer.

4.3.3 Hierarchical softmax

The softmax function maps any vector of real values to a probability distribution [317]. The output

of the softmax can be interpreted as a vector of probabilities that a feature belongs to a class. For

example, for each input wordwt , the softmax of the output layer is a vector of probabilitiesy =

[p1; p1; p2; :::; pT ], wherepi is the probability that theith word inW is a context word forwt . The

softmax function, introduced by [318], is de�ned in [316] as
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p(wOjwI ) =
exp(v

0

wO

T
vwI )

å w2W exp(v0
w

T vwI )
(4.1)

where p(wOjwI ) is the probability of getting an output wordwO 2 W given an input word

wI 2 W, andvw andv
0

w denote the vector representations of wordw in the output and input weight

matrices, respectively.

The issue with softmax is that it is computationally expensive when large scale classi�cation is

trained with large datasets that yield large outputs [319]. The normalising sum in the denominator in

equation 4.1 slows down the backpropagation; for example, for a one-million-words vocabulary,must

be calculated for each input word, which has time complexityO(jWj). A more ef�cient way to

compute the softmax of the output logit scores, is hierarchical softmax. Hierarchical softmax was

introduced by [320], and calculates the probability distributions for about log2(W) of the training

words instead of all training words as in the case of softmax [316, 319].

Hierarchical softmax is represented as a Huffman tree based on word frequencies, which is

a binary tree where each training word is represented as a leaf. To reach a leaf node, there is a

path that starts from the root of the binary tree, with each node in the path representing the relative

probabilities of its child nodes [319]. The probability of an output word given an input word is

estimated using the unique path from the root node to the leaf node representing the input word.

Figure 4.8 shows a binary tree where the grey inner nodes represent the probability mass, and the

white leaf nodes represent the training words.

Notationn(wi ; j) denotes thej th inner node that is in the path to wordwi . Each of theW � 1

nodes in the binary tree has an output vectorv
0

n(w; j) [316], which is used to calculate the probability

that the input word belongs to an output class, and is given by

p(wjwI ) =
L(w)� 1

Õ
j= 1

s
�

[[n(w; j + 1) = ch(n(w; j))]] � v
0

n(w; j)
TvwI

�
(4.2)

wherep(wOjwI ) is the probability ofwO 2 W givenw 2 W; s is the sigmoid function de�ned

ass (x) = 1=(1+ exp(� x)) ; n(w; j) is the j th inner node that is in the path tow; L(w) is the length

of the path starting from the root tow; ch(n) is the left child node of any noden; v
0

n(w; j) is the vector

representation of noden(w; j); and [[x]] an equality which evaluates to 1 ifx is true and -1 otherwise.

The calculation of logp(wOjwI ) and gradient5 p(wOjwI ) is proportional toL(wO), which is not

greater than logW. Therefore, the structure of the tree makes hierarchical softmax much faster than

standard softmax when calculating probabilities for particular output words [316].

Figure 4.8 shows a Huffman tree, where all unique words in the corpus are organised into a

binary tree. The words such that the lower the occurrence of a word the lower down the binary tree it

is and vice-versa; that is, the path taken to get to a word that occurs one time in the corpus is longer
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Figure 4.8: Representation of vocabulary using the Huffman tree.

than that to get to a word that occurs 10 times in the corpus. The grey nodes represent the rows in

the output matrix and the leaf nodes, denoted in white, represent each unique word in vocabularyV.

Both node and leaf units have vectors of weights randomly initialised, which are updated with

each training iteration. The productv
0

n(w; j)
TvwI yields the similarity between the input word embed-

ding and the embedding of thej th node unit in the path to the output word. The rationale behind

this operation is that if an input word is similar to the node units in the path to an output word, then

there is a high probability that the output word is the correct output given the input word. This score

is then turned into a probability that is used to determine whether the direction of the path should be

either to the left or right of the binary tree.

The probability of selecting the left intermediate of a noden is given byv
0

n(w; j)
TvwI , and the

probability of selecting the right intermediate of a noden is given by 1� v
0

n(w; j)
TvwI) [317]. As per

Figure 4.8, the probability thatw2 is the output word given an input wordw 2 I, is calculated as

p(w2 = wO) = s (v
0

n(w2;1)
TvwI) � s (v

0

n(w2;2)
TvwI) � (1� v

0

n(w2;3)
TvwI).

Assume a training pair(wV ;w2); wV is the input word and we want to know what is the prob-

ability that its context word isw2, as per Figure 4.8. Each inner node, denoted in grey, represents

a row in the weights output matrix. To get tow2, we start at the root node (i.e., the �rst node in

the Huffman tree) and go down until the node ofw2 is found. In the example provided in Figure

4.8 there are three inner nodes, connected by thick vertices, that lead to context wordw2. First, the

dot product is calculated between the vector representations of input wordwV and root node, and

then fed through the sigmoid function. The output of the sigmoid function gives the probability of

turning left since the second node on the path tow2 is on the left of the tree. The same steps apply

between the vector representations of the input wordwV and all other output nodes on the path to

the context wordw2. The probability along the path tow2 is then simply the product of all three

probabilities (left, left, right) given by the sigmoid activation function. For this reason, we train only

on three outputs (i.e., the nodes along the path tow2 which represent the three rows in the output

matrix) rather than on the entire vocabulary, meaning that only three rows in the output matrix are

being updated for the �rst training pair.

The cross-entropy loss is then used to determine the prediction error, which indicates the dif-

ference between the output and actual distributions. The cross-entropy between the predicted prob-

ability p and the actual binary labely (adapted from page 57 in [321]) is de�ned in equation 4.3.
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H(p;q) , � å
k

pk logyk (4.3)

Adapted to the hierarchical softmax objective function, equation 4.3 is turned into equation 4.4.

CE = �
L(w)� 1

å
j= 1

logs
�

[[n(w; j + 1) = ch(n(w; j))]] � v
0

n(w; j)
TvwI

�
(4.4)

The gradient of the CE loss with respect to the predicted probabilities is used to adjust the

weights for each node unit in the binary tree using backpropagation.

4.3.4 Negative sampling

The drawback of hierarchical softmax is that it updates all output vectors hence becoming compu-

tationally expensive when many different classes are involved. This is the case, for example, for

training sets with a very large number of unique words, where each word denotes a separate class.

Instead of updating all output vectors at each iteration, negative sampling only updates a sample of

them. Speci�cally, as well as the input word (which is always updated), the output vectors are only

updated for a small number of `negative samples', which are words that are known to be incorrect.

The negative sampling objective function, as de�ned in [316], is

logs (v
0

wO
TvwI ) +

k

å
i= 1

Ewi � Pn(w)

h
logs (� v

0

wi
TvwI )

i
(4.5)

wherevwO is the embedding of output word,vwI is the hidden layer,k is the number of negative

samples, andPn(wI ) is a noise distribution of words from where negative samples are drawn. A

negative sample is a `noise word'; that is, one that is not a true class for the input word (i.e. is not

a context word). For example, assume the set of randomly drawn negative samplesWneg= f w j j j =

1;2;3; :::;kg and a given input wordwI . Each sample wordw j 2 Wneg is a false label forwI (i.e. is

a word not in the context ofwI ). Logistic regression is then used to distinguish the input wordwI

from all k elements ofWneg. Only the weights for thek drawn negative samples and the one positive

sample, which is the true label for the input word (e.g. a context word ofwi), are updated at each

training iteration. Values ofk between 5 and 20 are recommended for small training datasets while

2 to 5 negative samples are enough for large datasets [316].

The noise distributionPn(w) is a smoothed unigram distribution, which ensures that the ran-

domly selected negative samples are more likely to be frequent words, given by

P(w) =
f (w)a

å w0 f (w0)a )
(4.6)

whereP(w) is the probability that a word is selected as a negative sample,f (w) is the frequency

of that word in the corpus, anda is a smoothing parameter that smoothes the unigram distribution.

Frequent words are oversampled because they carry more information than less frequent ones. Set-
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ting a to 1 leads to a sampling exactly proportional to the frequency of each word, while settinga

to 0 leads to each word being sampled with the same probability [322]. Ana value of 0.75 had been

empirically demonstrated to work well [316, 323].

The dot product between the input and output word vectors is used as a measure of similarity

between the two; that is, how well the model managed to predict the output word given the input

word. The dot product is then output to the sigmoid function to generate a value in the range[0;1],

as per equation 4.7:

s (x) =

8
>>>><

>>>>:

1; if x > 6

0; if x < � 6

1=(1+ exp(� x)) ; otherwise

(4.7)

The principle of negative sampling can be illustrated using an example from the present context.

Consider two arti�cial sentences each of which describes a download event as follows:

event 1= {AS 1, network IP 1, host IP 1, �le 1 SHA2, domain 1, URL path 1}

event 2= {AS 2, network IP 2, host IP 2, �le 2 SHA2, domain 2, URL path 2}

Negative sampling assigns a label value of 0 to negative samples and 1 to positive samples.

For example, consider that a context window of size 1 is being used, and that wordfile 1 SHA2

is the input word. In this case,host IP 1 is a context word, andURL path 1 , is a negative

sample. Labels are then assigned to each of these words:(host IP 1, 1) , and(URL path

1, 0) , where 1 denotes a true label (i.e. positive sample) and 0 denotes a false label (i.e. negative

sample). The dot product betweenfile 1 SHA2 andhost IP 1 embeddings is expected to be

large enough for the sigmoid to output a value close to 1. The dot product betweenfile 1 SHA2

andURL path 1 embeddings is expected to be small enough for the sigmoid to output a value close

to 0. Sigmoid scores are then compared to each word label to compute the backpropagation errors.

For example, if the sigmoid of the dot product between thehost IP 1 embedding andfile

1 SHA2 embedding is 0.7, then the propagation error is(label � sigmoid value) � a , wherea is

the learning rate; that is, 0.3 (= 1 � 0:7) which positively adjusts the weights offile 1 SHA2

embedding to bring it closer to that of wordhost IP 1 . Conversely, if the dot product between the

URL path 1 embedding andfile 1 SHA2 embedding is also 0.7, then the weights of theURL

path 1 embedding are negatively adjusted by -0.7 (= 0� 0:7) to increase the dissimilarity between

the two words since wordURL path 1 is not a context word.

4.3.5 Subsampling frequent words

Mikolov et al [316] have introduced subsampling of frequent words before training to counter the

imbalance between rare and frequent words. Subsampling can also increase the training speed up
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to ten times [316]. Words such asin , the , anda can occur hundreds of millions of times in very

large corpora. Such words can decrease the predictive performance of trained vectors because they

carry less information value when compare to rare words [316]. To alleviate this issue, each word

wi in the training set is discarded with the probability given by

P(wi) = 1�
r

t
f (wi)

(4.8)

wheret is a chosen threshold which determines how much sampling occurs, andf (wi) is the

frequency ofwi . The recommended value fort is between 1e-3 and 1e-5, where the �rst value is used

in Gensim [324] Python package and the latter is recommended by Mikolov et al [316]. The smaller

the sampling threshold, the less likely is that words are kept in the training set, and subsampling is

more aggressive for words whose frequency is belowt. Subsampling occurs during preprocessing

of the corpus (i.e. before creating the context windows) and involves the complete removal of these

words.

4.3.6 Discarding rare words

To improve the accuracy of the model, rare words are usually discarded in addition to subsampling

frequent words and removing stop words. For example, words with counts below a speci�c threshold

(e.g. words that occur less than 5 times in the corpus) are also discarded as part of the corpus

preprocessing stage. Although not occurring in our dataset, stop words are encountered in natural

language and include word like “the", “is", and “and", to name a few. However, it was found that

removing rare words from the corpus had a small effect on the training performance [323]. The

purpose of discarding rare words from the corpus is to narrow the distance between words in a

sentence, generating word-context pairs that did not exist in the original corpus [323]. For example,

removing wordthe from the sentenceThe quick brown fox jumped over the lazy dog

brings wordslazy andover closer at sentence level than they initially were. In this example, we

assume that “the" is a rare word. While these are common corpus preprocessing steps, in Section

4.5 we argue why none of these were applied to our data.

4.3.7 The Skip-gram and CBOW models

Training word embeddings with Skip-gram model is iterative where, at each iteration, the model

takes as input one word (referred to as the centre word) as the centre word and, using a log-linear

classi�er, such as the hierarchical softmax or negative sampling approaches described above, outputs

a probability distribution for all other words in the vocabulary. The objective of the model is to max-

imise the probability distribution for the words appearing in the context of the input or centre word.

More formally, as de�ned in [316], the Skip-gram model maximises the average log probability of

the context words across each unique wordw1;w2;w3; :::;wT in the training set as
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1
T

T

å
t= 1

å
� c� j � c

j6= 0

logp(wt+ j j wt ) (4.9)

wherec is the window size denoting the number of training words to the left and right of

centre wordwt . The larger the window size, the more centre-target word pairs are used for training,

which can lead to a higher accuracy of the model. Skip-gram can be trained with either hierarchical

softmax or negative sampling. However, compared to hierarchical softmax, negative sampling is a

much simpler and faster algorithm which learns accurate vector representations of words [316].

The Skip-gram model architecture is presented in Figure 4.9a, wherewt denotes the input word;

wt� 2 andwt� 1 are two left context words; andwt+ 2 andwt+ 1 are two right context words. It is used

to predict the context words given an input centre word. Training words embeddings using the

Skip-gram model is the same as that presented in Figure 4.7, and can be summarised as follows:

(a) Skip-gram (b) CBOW

Figure 4.9: Word2Vec model architectures (source: [1])

1. Generate the(target, context) word pairs. For example, given a window size of 2

and input or centre wordfile 1 SHA2 , then the(target, context) word pairs are as

follows: (file 1 SHA2, host IP 1,) , (file 1 SHA2, network IP 1) , (file

1 SHA2, domain 1) , and(file 1 SHA2, URL path 1) .

Because the window size is 2, each of the four training examples are feed forward four times

into the neural network in order to output four embeddings, one for each context word;

2. Generate a one-hot vector representation of the �rst input word;

3. Get the embedding of the input word by multiplying its one-hot vector representation with the

input weights matrix. The one-hot input vector returns the row in the input weights matrix

corresponding to the input word. The result of this multiplication denotes the projection layer;

4. Take the dot product between the projection layer (e.g. the input word embedding) and the

output weights matrix. The result is a vector of dot product scores, each corresponding to a

word in the training set;



4.3. Methods 112

5. Calculate the logit scores by taking the sigmoid of the dot product scores;

6. Use hierarchical softmax or negative sampling to compute the backpropagation error or loss,

and adjust the input and output weights.

Instead of computingc multinomial distributions as in the case of Skip-gram, the CBOW model

architecture outputs one multinomial distribution; that is, forc input context words output a target

word. The only difference between Skip-gram and CBOW model architectures is that the CBOW

takes as input the sum of all context words, as in Figure 4.9b. The projection layer is then a vector

representation of all context words based on which centre word is to be predicted. Skip-gram is

deemed to perform better for infrequent words when compared to CBOW [316].

4.3.8 Alignment of vector spaces

It is common for word vectors to be trained online – with the training data being fed into the model

all at once – so that the resulting word embeddings are in the same latent space. Of�ine training,

on the other hand, is useful when the goal is to capture the semantic meaning of words at discrete

intervals. For example, in order to understand how the meaning of words changed over time, [325,

326, 327, 328, 329] grouped the words into time bins and then separately trained a Word2Vec model

for each time bin. However, the embeddings of a particular word across different time bins cannot be

meaningfully compared, since the vector spaces are different. Vector alignment is required in order

to compare vector representations of words in different vector spaces.

Let V = f v1;v2;v3; :::;vig and V
0

= f v
0

1;v
0

2;v
0

3; :::;v
0

ig be two separate vector spaces inRn,

trained on data for timet andt + 1, respectively. For each word embeddingvi 2 V there is a word

embeddingv
0

i 2 V
0
, both of which capture the semantic content of the same word at timet andt + 1.

The embeddingsvi andv
0

i cannot be directly compared because they are in different vector spaces;

that is, their initial vectors were not initialised with the same values but randomly and independently

of each other. In order to facilitate comparison, it is necessary to �nd a linear transformation, such

as rotation and scaling, that projects both vector spaces into one common vector space. The most

commonly used alignment methods include canonical correlation analysis (CCA) and orthogonal

Procrustes transformation.

CCA is a method for measuring the linear relationship between twon-dimensional variables.

It is a generalisation of the Pearson correlation, which �nds two projection vectors,v andw, in a

shared vector space, one for each variable, such that the correlation between them is maximised

at each coordinate [330, 325]. A simple de�nition of CCA is provided in [325] as follows. Let

two vector spacesV 2 Rn1� d1 andV
0
2 Rn2� d2, wheren andd are the vocabulary size and vector

dimension, respectively. Letx 2 V andy 2 V
0
be two corresponding vectors. Sincen1 is not always

the same size asn2, it may be that case that not all words inV have a corresponding word inV i .

Only the vectors of words that are in both vocabularies are used in the CCA analysis. The projected

vectors can be written asx
0
andw

0
, and the correlation between them as
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r (x
0
;y

0
) =

E[X
0
Y

0
]

p
E[x02]E[y02]

(4.10)

The objective of the CCA is to outputv andw that maximiser :

v;w = CCA(x;y) = arg max
v;w

r (xv;yw) (4.11)

Projecting the vectors for the two vocabularies in a shared vector space is achieved byV � = Vv

andV
0� = V

0
w, whereV � andV

0� are the projections ofV andV
0

in the same vector space. In

the case of vocabularies of different lengths, the vectors of those words that do not appear in both

vocabularies can still be projected into the same shared space by multiplying their vectors with the

projection vectors for their corresponding space.

Some issues that affect the performance of CCA are the presence of outliers, multicollinearity,

singularity, and poor or lack of linearity among variables [331, 332, 333]. Outliers affect the magni-

tudes of correlation coef�cients. Multicollinearity occurs when one variable can be predicted based

on the average of other variables. Singularity arises when there is perfect correlation between the

explanatory variables. Although CCA works well with NLP data, it failed at correctly aligning the

vectors of the data used for the analysis in this chapter. Ensuring that CCA assumptions were met,

meant that some of the data would have been lost following the cleaning process or, even worse, not

met even after the data cleaning process.

Orthogonal Procrustes, which is an assumption free method for hyperspace alignment, is an

alternative to CCA [334, 335, 336]. Assume the two previously de�ned vector spacesV 2 Rn1� d1

andV
0
2 Rn2� d2, wheren1 = n2 andd1 = d2. The objective is to �nd an orthogonal matrixT 2 Rd1� d2

using linear transformations such as translation and rotation [337], which closely projectsV
0

onto

V. First, the translation process brings the vectors in bothV andV
0

to a common centroid [338].

Second, rotation alignsV andV
0
to a target vector space, which can be eitherV or V

0
, depending on

the initial choice of target space, by minimising





 V

0
� TV








2

F
subject toTTT = I [337, 338], where

k�k2
F is the Euclidean or Frobenius norm andI is the identity matrix with all elements on the principal

diagonal being 1; this is under the assumption thatV
0
is the vector space to be projected ontoV. This

process is iterative and continues until convergence; that is, until the best rotation matrixT is found.

Similar to CCA, the orthogonal matrixT is trained on pairs of words that have embeddings in

both vector spaces. Words in one vector space that do not have counterparts in the second vector

space, are not included in the Procrustes analysis.T is trained using the raw vectors inV andV
0
. The

projectedV
0
onV is then calculated asV

0

pro jected= ( V
0
� TT ) s, wheres is the sum of singular values

in the matrix given byV
0
� TT (as per the SciPy Python package scipy.linalg.orthogonal_procrustes

implemented based on [339]).T can be used to transform all word vectors inV
0
including vectors

of those words that were not inV and vice versa.
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4.3.9 Semantic and relational similarities in NLP

Semantic similarity is a measure that conceptually re�ects the distance between two words or objects

based on their meanings, and is an important measure in word embedding, since the aim is often to

�nd terms which are `close', in some sense, to others. . There are many ways to measure semantic

similarity, such as cosine similarity [340], Euclidean distance [341], mutual information [342], Dice-

coef�cient [343], and others [344]. These measures require data different representations of the data;

for example, cosine similarity, Dice-coef�cient, and Euclidean distance require words or objects to

be represented as vectors [345]. Cosine similarity is most used for calculating semantic and relational

similarities between vector representations of words, and is de�ned as follows [340]:

cosq =
x� y

kxk kyk
(4.12)

wherex andy are two word vectors, andk�k is the Euclidean norm of vectorsx andy. The

Euclidean norm of a vector is the length or the magnitude of that vector, which is calculated as

the square root of the sum of squared values. The dot product betweenx andy, when normalised

by dividing by these norms, corresponds to the cosine of the angle between the two vectors. As

such, values for cosine similarity lie between -1 and 1, with 1 re�ecting perfect alignment and -1

corresponding to the vectors being oriented in opposite directions. In general, values closer to 1

re�ect smaller angles, and therefore higher similarity [340].

Semantic similarity has been the most common measure used in both NLP (e.g. temporal

changes in word meaning) and non-NLP (e.g. malware analysis and detection) analyses, as evi-

denced by the sources cited in this chapter. This comes as a limitation because semantic similarity

is based on the similarity between the attributes of words, where a large semantic similarity between

two words re�ects that they are synonyms, without taking into account the relational correspondence

between them [346]. For an example of relational similarity, consider the sentencesLion is a

large cat andOstrich is a large bird . In this example, the word pairs(lion, cat)

and(ostrich, bird) share the same relationis a large , which indicates a high relational

similarity between the two word pairs [347]. Importantly, such a relationship would not be captured

by semantic similarity alone – that betweenostrich andbird , for example. One of the key

uses of latent relational search is to map information or knowledge from a well-known domain to an

unknown domain [348]. For instance, a relational similarity query uses analogy to answer questions

of the form `? is to A as X is to Y': for example, in the above case it may be used to �nd the miss-

ing term in(ostrich, ?) which matches the relationship(lion, cat) (which should return

bird ).
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4.3.10 Local matching

In this work, the central principle is to �nd matches for given query �les amongst �les that have been

observed in previous time slices; these are referred to aslocal matches. The proposed local matching

approach is adapted from Zhanget al.[349] who developed a past correspondence detection method

that �nds terms in previous time slices which are semantically closest to a given input in the present

time slice. This method was aimed at querying archives and collections of past documents, and was

conceptualized as a graph matching problem. In this paper, the problem is instead implemented in

the form of matrix operations, where the matrix rows substitute the local graphs in [349]. A simple

Python implementation1 of Zhang et al.'s approach can yield promising results when querying �le

hashes that have not been previously seen.

Problem formulation. Consider a base vector space, which is the set of vectors trained on the data

containing query �les (e.g. Word2Vec model trained on 31 October 2015 data), and a target vector

space, which is the set of all vectors trained on the data where the local match searching is carried

out (e.g. Word2Vec model trained on 1 October 2015 data). Given a query �leq (represented by its

hash) in base vector space, the aim is to �nd its best representative �lem in target vector space.

Let Ssim(q;m) = cos(M � q;m) be the across-timesemantic similaritybetween a query �leq in

base vector space and a local match �lem in target vector space, whereM is the transformation

matrix which projects the base vector space of query �le hashq to target vector space of local match

�le hash m. Let Fq = ( V;Õ) be a download event associated with query �leq de�ned by a set of

download event elementsV – such thatV = q[ C, whereC = f c1;c2;c3; :::;cug is a set ofu context

words (e.g. ASes, network and host IDs, domains, and URL paths) – and a set of associationsÕ =

f pjassociation betweenq and each context word inCg. Similarly, letFm = ( V
0
;Õ

0
) be a download

event associated with �lemin target vector space, with download event elementsV
0
, and associations

Õ
0

de�ned equivalently. The objective is to �nd the �lem� such thatFm� in target vector space is

most similar toFq in base vector space. In addition to semantic similarity,relational similarity is

then de�ned asRsim = cos(M � (q� ci); (m� c
0

i )) , whereq� ci is the subtraction between vector of

query �le q and the vector of its context wordci , andm� c
0

i is the subtraction between the vector of

m and the vector of its context wordc
0

i .

The local similarityLS betweenFq andFm is calculated as per equation 4.13, wherev0 and

v
0

0 denote the vector representations of query �le hashq in base space and its counterpart �le hash

m in target space, respectively;vi andv
0

i denote the vector representations of alli and i
0

delivery

infrastructure elements (e.g. �le hash, AS, network ID, host ID, second-level domain, and host

URL) of q andm, respectively; andu is the number of context words.LSis a weighted combination

of semantic and relational similarity, with higherl values corresponding to higher weighting for

semantic similarity.

1https://github.com/octavianBordeanu/JabbicLookups
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LS= l �
å u

i= 0Ssim(vi ;v
0

i )
u

+ ( 1� l )
å u

i= 1Rsim((v0;vi); (v
0

0;v
0

i ))
u

(4.13)

The best local match of query �le hashq is then given by taking theargmaxm(LS(q;m)) , which

returns the �le hashm� in target space that is most representative of the query �le hashqsemantically,

relationally, and by delivery infrastructure.

4.3.11 Ratcliff/Obershelp string matching

In order to evaluate the quality of matches, it is necessary to measure the similarity between the

string representations of the download events. This is done using The Ratcliff/Obershelp (R/O)

string matching algorithm, which compares two strings and outputs a value between 0 and 1, where

1 denotes a complete match between the two strings and 0 indicates no letters in common. The

algorithm is de�ned as

Dro =
2 Km

jS1j + jS2j
(4.14)

whereKm is the number of matching characters, andjS1j andjS2j are the length of stringsS1

andS2, respectively [350]. First, the R/O algorithm �nds the longest substring common to bothS1

andS2, which is the anchor string. The remaining characters the left and the right of the anchor

string in bothS1 andS2 are treated as new strings, and the �rst step is repeated until no characters

are left [350]. For example, assumeS1 = Word2Vec andS2 = word2rec, then the similarity between

the two strings is calculated as

2 Km

jS1j + jS2j
=

2 (jword2j + jecj)
8+ 8

=
2 (5+ 2)

16
=

14
16

= 0:875 (4.15)

The value returned by R/O algorithm is used as acon�dence factor when assessing the strength

of the similarity between a query �le at timet and its local match at any other timet
0
. For example,

assume that the cosine similarity between a query �le hash and its local match is 0.15 and the R/O

similarity is 0.96. The higher the R/O similarity the more alike the query �le and its local match �le

are by delivery infrastructure in a string-like sense. This increases the con�dence that the best local

match strongly describes the context of the unseen query �le hash.

Figure 4.10: The calculation of Ratcliff/Obershelp string matching value between a query �le hash at timet and a local match
�le hash at timet

0
.
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4.4 The data

To develop and assess the effectiveness of JABBIC, it was essential to source a dataset that not only

provided exhaustive telemetry from client protection solutions but also met speci�c criteria important

to our research. Key elements such as SHA2 strings of downloaded �les, host IP addresses, and

source URLs were vital. Additionally, to demonstrate how JABBIC enhances and complements

existing proprietary reputation score systems, we needed data originating from such systems. This

requirement was twofold: �rstly, to evaluate the reliability of these reputation scores, and secondly,

to showcase how JABBIC can serve as a more dependable second-stage triage tool. Moreover, for

our analysis to mirror real-world scenarios, we required an extensive volume of download telemetry

data, running into millions of �le samples, to test the performance of JABBIC under conditions that

a typical security system might encounter.

Our search for an appropriate dataset led us to Norton LifeLock's comprehensive and private

�le download telemetry dataset. This dataset stood out due to its detailed coverage and high data

quality. It offered a broad spectrum of information on download events on a global scale, making

it an ideal resource for analysing malware distribution networks and re�ning triage methodologies.

The structure and content of this dataset were aligned with our goals, enabling us to conduct an in-

depth analysis of the underlying patterns and connections within malware delivery infrastructures.

Additionally, the use of Norton LifeLock's dataset allowed us to contribute further to the body of re-

search using similar data sources, as previously mentioned and referenced in our work. Furthermore,

this dataset provided a unique opportunity to scrutinise the performance of the reputation score sys-

tem employed in its collection, reinforcing the necessity and effectiveness of triage tools like JABBIC

in similar �le reputation systems.

4.4.1 Overview

The dataset was provided by a large security company that collected telemetry from client protection

solutions installed on end-hosts around the world. The telemetry cannot be used to identify any

individual user, and the users voluntarily opted-in for the data sharing program. The datasets contain

information on download events for the entire month of October 2015 and for every seventh day

from 5 November 2015 to 29 September 2016. The data include the SHA2 string of the downloaded

�le, the SHA2 string of the parent �le that initiated the download, the IP of the �le host, the URL

of the �le host, and the time and date the �le was �rst observed by the security company. After

missing observations are removed for the above variables, the dataset contains 33,188,789 download

events across all days of October 2015 and 47,923,689 download events across all 48 days from 5

November 2015 to 29 September 2016. As per Figure 4.11, the across-time distribution of download

events follows a relatively uniform distribution.

The download IP addresses were split into network and host IDs based on classless inter-domain

routing (CIDR) [351], since otherwise two IP addresses would be considered distinct when training
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Figure 4.11: Distribution of download events from 1 October 2015 to 29 September 2016.

the vector-based model even if they shared the same network and/or host ID. For example, IPs

64.135.77.80 and64.135.77.110 would be treated as two different words during training

even though they had the same network ID64.135 . If, instead, the two IP addresses are split into

network and host IDs, then the matching network ID will be re�ected in one of the strings, increasing

the closeness of download events when embedded in vector space. IP addresses were classed into

types A, B, or C in order to determine their network and host ID parts [351].The �le host URLs were

also split into two parts: the second-level domain name of the website that hosted the �le and the

URL path denoting the directory of the webserver where the �le resided.

The datasets were further augmented with autonomous system (AS) information. First, the AS

number for each download IP was identi�ed using the Python packagepyasn [352], which mapped

IP addresses to AS numbers. The IP database was downloaded from University of Oregon Route

Views Archive Project [353], which contained up-to-date IP to AS mappings. The mapping database

used was the one that was last updated on 29 September 2016.

4.4.2 Temporal stability of malware delivery infrastructure

JABBIC requires that the malware delivery infrastructures remain relatively stable for at least a few

days. The daily and weekly stability of AS, download IP, network ID of download IP, and host do-

main infrastructures for October 2015 and from 1 October 2015 to 29 September 2015, respectively,

were thus looked at. On average, 78.83% of ASes (N=4601), 61.66% of download IPs (N=4,601),

69.06% of network ID of download IPs (N=8,546), and 55.35% of host domains (N=67,315) ob-

served on 1 October 2015 were also observed in all subsequent days of the same month (Figure 4.12).

Also, on average, 67.27% of ASes, 37.73% of download IPs, 52.83% of network IDs of download

IPs, and 35.92% of host domains observed on 1 October 2015 were also observed in all subsequent

weeks up until 29 September 2016 (Figure 4.13). In particular, ASes and the TCP/IP networks, iden-

ti�ed by the network ID of download IPs, that are used to host the malicious payloads are most stable

over time. Furthermore, Figures 4.12 and 4.13 also indicate the presence of IP and domain �uxing

since their lifespan across time is lowest and their availability �uctuates every approximately every
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6 days (Figure 4.12). Nevertheless, in subsection 4.8.3 it is shown that the robustness of JABBIC is

not signi�cantly affected by IP and domain �uxing.

Figure 4.12: Lifespan of unique ASes, download IPs, network IDs of download IPs, and domain hosts observed on 1
October 2015 with respect to the subsequent days of October 2015.

Figure 4.13: Lifespan of unique ASes, download IPs, network IDs of download IPs, and domain hosts observed on 1
October 2015 with respect to the subsequent weeks from 8 October 2015 to 29 September 2016.

4.4.3 Ground truth labels

VirusTotal [272] was used to search 672,080 unique �le hashes, which include those of queries

and their matches identi�ed by JABBIC and the variant baselines. Since JABBIC was calibrated on

download events from 31 October 2015, the search was limited to the hashes observed during this

month instead of the entire 12-month period. Searching the hashes for the 12-month period would

have taken months considering the daily quota of 20,000 hash searches imposed by VirusTotal for

premium APIs. A breakdown of how many queries and matches identi�ed by each baseline method

were found as malicious on Virus total is shown in Table 4.2. The malware families of �le hashes

were then retrieved using the AVClass labeller [273], which is a malware labelling tool that outputs

the likely malware family for each �le hash based on the VirusTotal scanning reports.

The dropper hashes and the �le names of queries and their matches were collected from both the

NortonLifelock datasets and VirusTotal scan reports. Also searched on VirusTotal were the 45,567

dropper hashes of queries and their matches with different malware families but with associated con-

�dence scores within the threshold set section in 4.7; 30,451 parent hashes were found on VirusTotal

out of which 63.82% were assigned to a malware family by the AVClass labeler.
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Method
Unique query hashes Unique match hashes

# % found % labeled # % found % labeled

Jabbic*

115,705 6.71 3.73

515,571 15.34 7.4
Skip-gram** 3,012 27.08 12.71
CBOW** 4,454 29.88 14.51
fastText** 11,618 17.79 9.96
TF-IDF** 15,586 22.22 12.38
Bloom �lters** 25,026 18.57 10.12
LSH** 25,099 18.18 9.98

* Unique match and dropper hashes were searched for all 30 days.
** These are variant baselines whose performance was evaluate based on their ability to identify match
�les downloaded on 1 0ctober 2015. For this reason, the numbers for unique match and dropper hashes
are much smaller when compared to those reported for JABBIC.

Table 4.2: Query hashes and corresponding match hashes that were identi�ed by Jabbic and variant baselines, found on
VirusTotal and labeled by AVClass with a malware family.

4.4.4 Data limitations

Although the datasets used in this analysis do not contain more recent malware downloads data, they

are still relevant to today's malware download ecosystem landscape; the distribution of malware

continues to rely on relatively stable delivery infrastructures as shown in recent malware analysis

studies [354, 355, 356, 357, 306]. Furthermore, as shown in Section 4.8.1, JABBIC does not require

that the malware delivery infrastructure is stable for more than a few days to yield good results.

JABBIC was calibrated on those(query, match) pairs for which both the query and its match

were found on VirusTotal and labeled by AVClass. If the query was labeled but its match was not,

or vice-versa, then it was not possible to determine whether or not they shared the same malware

family. For this reason, assessing the triage robustness of JABBIC was limited to labeled(query,

match)pairs.

4.5 Embedding download events

As previously mentioned, there are two Word2Vec predictive models, Skip-gram and continuous

bag of words (CBOW). The difference between Skip-gram and CBOW is that the �rst predicts the

context of a given input word, and the latter predicts a word given a context as input. In order to

apply Word2Vec, it is necessary to represent the data concerned in sentence form. Unlike natural

language, in which words are linked by semantics and sentences arise naturally, with the problem

at hand it is necessary to arti�cially formulate a sentence-like representation of the �le download

information. The ordering of sequence of words was decided with the following rationale in mind.

A download event can be thought as an arti�cial sentence of the forman AS that owned an IP

address facilitated the download of a file from a domain at a particular

location given by the URL path . ASes, network IDs, and host IDs were placed next to

each other because ASes owned IP addresses. Domain names and URL paths were placed next to

each other because they formed a full URL. Lastly, the �le SHA256 was placed in the middle of

the arti�cial sentence to ensure that its embedding bene�ted from both left and right context words

irrespective of the window size. For example, given a window size of 2, the embedding of the AS
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is calculated based only on its two right context words since there are no left context words while

the embedding of the �le hash is calculated based on the two context words to its left and right. The

window size is truncated to the number of context words that exist on either side of each word.

Given such a representation, and a window size of 2, the vector representation of any word

is learned on the basis of the two words to its right and the two to its left: the representation of

theSHA2, for example, is based on the correspondingnetwork ID andhost ID , anddomain

andpath . Where the number of context words that exist on either side of a word is less than the

window size, the window is truncated: the context of theASis simply thenetwork ID andhost

ID , for example. The vector representations of all words in the download event sequence are learned

according to this principle.

To give a concrete example, for a download event such as(AS: amazon-02 - amazon.

com, inc., network ID: 32, host ID: 205.251.219, file SHA2: 839C3..

., domain: d2drfrdurj6mvo.cloudfront.net, URL path: /liyan) , a window

size of 2, and a centre word SHA2839C3... , the vector representation of the centre word is

learned based on the two words to its right32 and205.251.219 , and the two words to its left

d2drfrdurj6mvo.cloudfront.net and/liyan .

Choice of Word2Vec model. Skip-gram was chosen for training word embeddings because(1) the

aim is to predict the context of a given word rather than predict the word given a context (e.g. pre-

dict context given a downloaded �le, IP, URL, or AS as input rather than vice versa),(2) Skip-gram

performs better with infrequent words [358], which is advantageous considering the high cardinality

of �le hashes (e.g. there are 968,174 unique �le hashes for 1 October 2015 dataset with 1,129,239

�le hashes, meaning that each �le appears in the dataset around 1.17 times), and(3) does not re-

quire large amounts of data to produce high quality embeddings when compared to CBOW [358].

Negative sampling, with 5 negative samples for each training input, was chosen to update the output

weights. The recommended negative samples is between 5 and 20 for small training datasets, and 2

to 5 for large datasets [316]. Thegensim Python package [359] was used to train all vector-based

models.

Corpus preprocessing. Discarding rare words means that a large number of �le hashes would

be removed because the majority of them occurred less than 5 times in the dataset. Subsampling

frequent words would also mean that some �le hashes, IP addresses, domain names, and URL path

would also be removed. Subsampling frequent words and removing rare ones would considerably

reduce the vector space within which the search for the local match is carried out. It could also be

the case that valuable �le hashes, IP addresses, domain names, and URL paths were removed from

the dataset. For these reasons, all download events were kept in the training dataset irrespective of

how often their components occurred in the dataset.

Temporal granularity. The security company collected and aggregated the download events

telemetry on a daily basis. The same temporal slicing was retained and a separate Word2Vec model
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was trained for each day. JABBIC lookups can be carried on sequentially or concurrently on multiple

days. A daily granularity allows us to limit the search space to most recent download events and thus

increase training and lookup speeds; for instance, the strongest matches were identi�ed a day prior

to that of query �les, as shown later in this study, and hence there is no need to increase the search

space to an entire month. Lastly, in real-world settings, training a separate Word2Vec based model

on a daily basis minimizes the update delay of the search space.

Training hyperparameters. The starting learning rate (a ) was set at its default value of 0.025 and

the number of epochs to 10. The embedding size (i.e. the number of dimensions of each word vector)

was set to the fourth root of vocabulary size. The average vocabulary size across all 30 days of

October 2015 is 1,111,775.29 and the average fourth root is 32.44. The embedding size was therefore

set to 32. Values between 100 and 300 are usually recommended in the literature although there is

much debate on what works well and how to determine the embedding size [360]. The fourth root

of the number of categories (e.g. unique words in vocabulary) is a rule introduced by Google [361].

Relative to the size of each sentence, larger windows capture topic speci�c information about words

while smaller windows capture more functional (i.e. syntactical relationships) information [362].

The window size was set to 2 because the aim was to learn syntactical relationships between words.

The quality of word embeddings was tested by training a Word2Vec model for 1 October 2015

data, containing 1,129,239 download events, for all combinations of the following hyperparameter

values:embedding size: 32, 64, 128, 256;a : 0.025, 0.25;window size:1, 2, 3, 4, 5; andepochs: 10,

20, 30, 100, 200, 300. A dataset that contained �le hash pairs together with an assigned similarity

that measured the relatedness between them was used as a baseline to assess the quality of word

embeddings. This dataset was built manually and the relatedness scores between �le hashes were

calculated using R/O similarity (as introduced in 4.3.11), such that two �le hashes that shared similar

contexts had higher scores and vice versa. These scores were calculated for 1000 observations that

contained the top 200 most downloaded �les. Theevaluate_word_pairs() function from the

gensim [359] package was then used to get the Pearson and Spearman correlation coef�cients and

associated two-tailed p-values between the relatedness scores and the cosine similarities across all

pairs of �le hashes. A similar approach is used in [363] and [364] were datasets containing 999 [365]

and 200 word pairs, respectively, had human-assigned similarity scores.

The accuracy of the word embeddings usinga =0.025, embedding size = 32, window size = 2,

andepochs = 10was fairly high as indicated by the Pearson and Spearman correlation coef�cients

of 0.703 and 0.558, respectively, both with two-tailed p-values lower than 0.001 (Figure 4.14). The

highest correlation coef�cients were obtained usinga =0.025, embedding size = 128, window size

= 3 andepochs = 10(r=0.751, rho=0.654, p<0.001) anda =0.025, embedding size = 32, window

size = 4andepochs = 200(r=0.762, rho=0.622, p<0.001). However, these correlation coef�cients

were only marginally higher than those obtained with the initially proposed hyperparameters. This

small difference in correlation scores was traded off for highest training speeds; smaller embedding
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Figure 4.14: Evaluation of hyperparameter choices.

and window size, and number of epochs meant faster training speeds.

4.6 Temporal exploratory analysis

Figures 4.15, 4.16, 4.17, 4.18, and 4.19 show the proportion of downloaded �les, host IPs, ASes,

domain names, and URL paths that persisted from one day to the next. The number of unique

downloaded �les, host IPs, ASes, domain names, and URL paths that were active from one day to

another was relatively small given the very large number of unique downloaded �les, host IPs, ASes,

domain names, and URL paths both for each day and across all days. During October 2015, 0.16%

of all unique �les were downloaded every day, and 6.22% of all unique host IPs, 22.1% of all unique

ASes, 4.21% of all unique domain names, and 0.46% of all unique URL paths were involved in

the distribution of malware across all days. The majority of malicious �les, ASes, domain names,

and URL paths that were active every day, were new which is what makes malware distribution

campaigns dif�cult to detect.

What is more interesting is that the sinusoidal patterns show periodicity with peaks occurring

approximately every �ve days. The daily changes in the number of active �les, host IPs, ASes,

domain names, and URL paths are an indication of either(1) crime displacement as a result of

blacklisting and shutdowns or(2) the presence of constantly changing fast-�ux networks of hosts

which act as proxies for storing and distributing malware. If the latter, then the sinusoidal trends

indicate a quick recovery of malware activities following the blacklisting of host IPs or domain

shutdowns. Since IP addresses are owned by ASes, it is expected that daily changes in IP addresses

are correlated with daily changes in ASes hence their trends appear to closely follow each other. The

same applies to domain names and URL paths, both of which are part of the same host URL.

Furthermore, the observed sinusoidal patterns show that downtrends occur during weekends

only. One plausible explanation could be that law enforcement agencies and cybersecurity teams

might schedule their takedown operations for weekends. This timing could be strategic, aiming to

catch malicious actors off-guard when they might be less active and hence less responsive to coun-

termeasures. If such takedown operations are successful, they could result in a noticeable decrease

in malicious activities, re�ected as downtrends in the dataset. This hypothesis aligns with the idea
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Figure 4.15: Normalised number of unique �les downloaded in day one that were also downloaded in all other days (unique
�les with respect to t1); number of unique �les that were downloaded from one day to another (unique �les
from t to t+1).

Figure 4.16: Normalised number of unique IPs in day one that were also downloaded in all other days (unique IPs with
respect to t1); normalised number of unique IPs that lasted from one day to another (unique IPs fromt to t + 1).

Figure 4.17: Normalised number of unique ASes in day one that were also downloaded in all other days (unique ASes with
respect to t1); normalised number of unique ASes that lasted from one day to another (unique ASes fromt to
t + 1).

of crime displacement, where malicious activities are temporarily disrupted but might reappear once

the enforcement action decreases or stops.

Another plausible explanation could be attributed to companies updating their security proto-

cols, including the blacklisting of suspicious IPs and domains, as part of routine maintenance, often

scheduled during weekends to minimise disruption to normal business operations. This practice

could lead to a temporary reduction in the prevalence of malicious �les and associated infrastructure

in circulation, as blacklisted entities would be blocked from participating in malware distribution.

The synchronisation of such updates across multiple organisations during weekends could contribute

to the observed periodic downtrends.

It was also found that, on average, out of all �les downloaded across all days, 61.31% were



4.7. JABBIC con�dence score threshold 125

Figure 4.18: Normalised number of unique domains in day one that were also downloaded in all other days (unique domains
with respect to t1); normalised number of unique domains that lasted from one day to another (unique domains
from t to t + 1).

Figure 4.19: Normalised number of unique URL paths in day one that were also downloaded in all other days (unique URL
paths with respect to t1); normalised number of unique URL paths that lasted from one day to another (unique

URL paths fromt to t + 1).

downloaded less than 2 times a day, 21.31% were downloaded between 2 and 10 times a day, 14.94%

were downloaded between 11 and 100 times a day, and 1.33% were downloaded between 100 and

500 times a day, and 0.01% were downloaded more than 500 times day. This means that detecting

malicious �les by tracking how their contexts change over time it is only possible for those �les

that are downloaded over multiple days, which is not the case for most �les as seen in Figure 4.15.

Also, as shown later on, �le contexts (i.e., delivery infrastructure) remain relatively stable over time,

which is another reason why tracking changes in �le contexts is not suitable as a basis for detection.

However, as indicated by the summary of the data above, most of the �les in the dataset con-

sidered here were not downloaded from one day to another. Even if the �les in the datasets used in

this analysis would have been downloaded daily, could it be guaranteed that this would be the case

in the future? To overcome this issue, local matching is proposed as an alternative. This approach

can triage �les which have not been downloaded before by matching them to other download events.

4.7 JABBIC con�dence score threshold

In this section, we assess the triage performance of JABBIC on download events from October 2015

for which malware family labels, parent �les, and �le names are available from both the VirusTotal

scan reports and our datasets. First, we identify 115,705 unique hashes of �les downloaded solely

on 31 October 2015 to ensure that no prior information about these �les is known to JABBIC in the
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lookup process. For each of these �les, JABBIC lookups are used to search their match �le hashes in

every previous day. This allows us to assess the triage accuracy when lookups are performed on data

up to thirty days prior to when query �les were downloaded. Second, we use the malware family,

parent �les, and �le names shared by each(query, match)pair to assess the quality of malicious

known �le matches found by JABBIC for each query �le. Lastly, we relate this quality measure to

the corresponding R/O scores and then set an optimal con�dence score threshold. Unknown query

�les matched with malicious known �les to a con�dence R/O score above the set threshold, are very

likely to be related by malware family, droppers, �lename, digital signers, or a combination of these.

4.7.1 Matched �les and malware families

On average, across all days of October 2015, 81.18% of unique and labeled(query, match)pairs

have the same malware family irrespective of the R/O score. The percentage of(query, match)pairs

with the same malware family increased as the daily proportion of(query, match)pairs with R/O

scores in ranges[0:6;0:8) and[0:8;1] also increased while peaks in R/O scores in range[0;0:6) led

to a percentage decrease (Figure 4.20). The highest density of(query, match)pairs with the same

malware family was associated with R/O scores in range[0:6;1] (Figure 4.21); 89.43% and 87.43%

of (query, match)pairs with R/O scores in ranges[0:8;1] and[0:6;0:8), respectively, had the same

malware family, while the percentage is much lower for scores in the range[0;0:6). Thus, for any

given (query, match)pair, a higher R/O score increases the probability that the malware family of

the query �le is the same as that of its match. The certainty with which JABBIC found matches with

the same malware family as that of their corresponding query �les was highest up to seven days

prior to when queries were downloaded; on average, 85.68% of the matches found in these days had

the same malware family as their counterpart query �les compared to an average of 79.81% across

previous days.

Figure 4.20: Percentage of query �le hashes and their match �le hashes from each previous day of October 2015 with the
same malware families. The plot also shows the proportion of pairs falling into each R/O band.

Next, we evaluate the reliability of setting the con�dence score threshold at 0.6 when deciding

whether a query �le (uknown) and a match �le (known as malicious) are likely to belong to the same

malware family. This is particularly useful when, despite missing malware family labels, analysts
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Figure 4.21: Percentage distribution of(query, match) pairs with the same malware family across different R/O score
ranges.

can rely on the assumption that a query �le and a match �le, which are paired by JABBIC with a

con�dence score of at least 0.6, are also likely to have the same malware family. Thus, the query

�le can be pre�ltered for collection and analysis by more than just its reputation score which, as we

show in the next section, is not a reliable risk indicator. First, we calculated the weighted precision,

recall, and F1 scores across all classes (i.e., malware families) to evaluate the average performance

of JABBIC when matching query and known �les by malware families. Second, we assessed how the

certainty with which JABBIC assigned malware families to previously unseen �les changed based on

different R/O score thresholds using the receiver operating characteristic (ROC) curve and area under

the ROC curve (AUC) metrics. This evaluation approach required envisaging a multi-classi�cation

problem into a binary one as follows. Consider two(query, match) pairs with malware families

and R/O scores(amonetize, convertad, 0.7)and(amonetize, eorezo, 0.4), respectively. Where two

families are the same, the pair is assigned label 1 and 0 otherwise, leaving us with just two classes;

a true class, denoted by 1, and afalseclass denoted by 0. The two(query, match) pairs can thus be

converted to(1, 0.6) and(0, 0.4), allowing us to use ROC-AUC to evaluate how different R/O score

thresholds affect the ability of JABBIC to pair two �les together by malware family.being assigned

label 1 if their families are the same, and 0 otherwise.

Figure 4.22: ROC curves for the R/O score metric (R=0 2 [0;1] and thresholds 0.2, 0.4, 0.6, 0.8).

For a second stage triage, we aim for the highest true positive rate – identify as many queries

as possible that have the same malware families as their matches – while accepting a higher false
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positive rate since the cost of collecting and analysing mismatched unknown �les has no signi�cant

practical implications. The initial triage of �les as either benign or potentially malign has already

been done by the reputation score system. Thus, the only implication of JABBIC matching a small

proportion of unknown �les to malicious known �les with different malware families, is that the

unknown �les are collected and analysed earlier than they otherwise would. For this reason, we

accept a con�dence R/O score threshold of 0.6 as optimal, which not only correctly matches the

highest proportion of unknown query �les to known malicious �les by malware families but also

achieves the lowest false positive rate (Figure 4.22). Most importantly, however, is that 89% of

matched �les with con�dence scores in range[0:6;1] had the same malware families (F1 score of

0.89 in Table 4.3). Therefore, malware analysts can rely on the assumption that if a query �le is

matched to a malicious known �le with a con�dence score of at least 0.6, then the query �le is most

likely to be related to the malicious known �le by malware family.

Weighted precision Weighted recall Weighted F1 score Labeled pairs

R=O 2 [0;1] 0.87 0.82 0.84 89,158
R=O 2 [0;0:6) 0.5 0.36 0.40 11,355
R=O 2 [0:6;1] 0.92 0.89 0.89 77,803

Table 4.3: JABBIC performance at matching unknown and known malicious �les by malware families for different R/O
con�dence score ranges.

4.7.2 Matched �les and sibling characteristics

Even though 16,157 (18.82%) of labelled(query, match)unique pairs had different malware families,

they were still related to some extent because of the delivery infrastructure they shared. Out of these

pairs with non-matching malware families, 8,700 (53.85%) were in range[0:6;1]. It was found that

39.8% of(query, match)pairs with R/O scores in range[0:6;1] and different malware families were

related in line with one or a combination of the sibling characteristics outlined in Table 4.4.

Query and match �les are siblings predominantly by droppers with the same malware families,

�lenames, and digital signers. Some of the(query, match)pairs not only had the same droppers, �le-

names, and singers but also different droppers with the same malware families. For example, query

�le 82984... and its matchFCF6A... had malware familyfirseria and outbrowse ,

respectively. However, both �les were dropped by other �les with malware familiesinstall-

core andamonetize . In this example, despite having different malware families, both query and

match �les were dropped by �les with the same malware families. It was also common that queries,

matches, and their droppers had similar �lename patterns. For instance, query839C3... and its

matchCC3B0... had �lenamescvs_ mystartsearch .exe and cmi_ mystartsearch [

1].exe , respectively.

The sibling relationship between �les also indicates that multiple malware families can be

bundled with the same dropper. For example, query �le48FFC... and local match37725... ,

which had malware familiesdofoil andblack , respectively, came bundled with 100 droppers
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Sibling relationship %* N Example

Query and match �le have at least one dropper in common 12.17 4,989 queryA55C2... ; match9EC96... ; two common droppers54694... andAA3DB
Droppers of query and match �les have the same malware family 22.17 2,612 query dropper066C3... ; match dropperDDE3A; malware familyconvertad
Query dropper and match �le have the same malware family 6.47 4,129 match4016B... ; query dropper9D1EB... ; malware familyopencandy
Match dropper and query �le have the same malware family 13.21 5,149 queryA9332... ; match dropperF0626... ; malware familyconvertad
Query and match �le have the same/related �lenames 7.68 8,700 query70f30... ; match241C9... ; �le name ieLogic.exe
Droppers of query and match �les have fully matching �lenames 42.88 5,702 query48FFC... ; match37725... ; droppers �lename061e97.tmpscan
Query and match �les have at least one digital signer in common 7.71 3,127 query70F30... ; matchFEB08; signersVeriSign, ClientConnect LTD.
Droppers of query and match �les have at least one digital signer in common 54.87 3,944 query dropperDD577... ; match dropper792F2... ; signersVeriSign, DigiCert

* Percentages are of(query, match)pairs where the sibling relationship can be established for both �le hashes. For example, it was possible to ascertain if queries and their matches had at least one dropper in
common for 4,989 out of 8,700(query, match)pairs with different malware families andR=0 2 [0:6;1]. This is because, in many cases, dropper information was available for a query �le but not for its match and
vice-versa for which reason it could not be determined if the two were dropped by the same �le. Out of these 4,989(query, match), 12.17% have at least one dropper hash in common. The remaining results in this
table are reported using the same rationale.

Table 4.4: Percentage of sibling (query, match) pairs withR=O 2 [0:6;1] for which malware families are different.

that had the exact �lenames in the wild, some of which were00013e18_8a8_crypt_io_-

copy.tmp , 061e97.tmpscan , and new_chrome.exe . More interestingly, some of these

parents dropped the query and local match �les in the exact location on the host victim machine:

/cygdrive/c/Users/david/AppData/Local/Google/Chrome/Application/

chrome.exe ; /home/mytech13/public_html/applove/scan/upload/chrome.

exe ; andC:\\Program Files\\Google\\Chrome\\Application\\chrome.exe , to

name a few.

4.7.3 Lambda parameter

Thel parameter value in the calibration phase was set to 0.5, meaning that semantic and relational

similarities were given equal weights in the match lookup process. Below we show the certainty of

local matches had 0.2 and 0.8 been used instead. Local matches were not sensitive to the threel

values; the certainty of local matches was nearly the same (Table 4.5). One reason for this could be

that there was a relatively high number of �les that were good candidates as local matches for a each

query �le. Despite the lack of sensitivity of local match lookups to the threel parameter values, it

appeared that settingl to 0.5 achieved the highest proportion of R/O scores in ranges[0:6;0:8) and

[0:8;1], although just marginally.

l R=O 2 [0;0:2) R=O 2 [0:2;0:4) R=O 2 [0:4;0:6) R=O 2 [0:6;0:8) R=O 2 [0:8;1]

0.2 1.19% 9.78% 18.9% 41.84% 28.29%
0.5 1.15% 8.89% 18.85% 41.91% 29.2%
0.8 1.02% 8.68% 19.47% 41.83% 29%

Table 4.5: Certainty of local matches for differentl parameter values.

4.8 Evaluation
In this section, we begin by evaluating how the con�dence with which JABBIC assigns a match to

a query �le changes across time. This allows us to determine the optimal search timeframe prior

to when queries were downloaded. We then evaluate the extent to which JABBIC can improve the

prioritization for collection and analysis of unknown �les already pre�ltered by reputation scores.

Next, we show that JABBIC managed to pair query and match �les by malware family with high

accuracy despite IP and domain �uxing. We also compare the detection times by VirusTotal with

those expected from JABBIC if used as a second stage triage system. Lastly, we compare the triage
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performance of JABBIC with n-gram, co-occurrence, and set-based matching baselines.

4.8.1 Longitudinal decay of triage performance

The R/O scores of local match provide a measure of the con�dence associated with the triage of

a given query �le. On this basis, the 115,705 query �les, downloaded solely on 31 October 2015,

can be triaged with very high con�dence based on �les downloaded up to 7 days before; 35.17%

and 41.53% of R/O scores are in ranges[0:6;0:8) and[0:8;1], respectively (Figure 4.23). We also

identi�ed 234,211 unique �le hashes downloaded on 29 September 2016 only and searched their

local match �les in every previous 7th day until 1 October 2015. As per Figure 4.24, query �les

can be triaged with relatively high con�dence based on �les downloaded up to 12 weeks before;

on average, 36.4% and 18.5% of R/O scores were in ranges[0:6;0:8) and [0:8;1], respectively.

However, JABBIC lookups should be conducted on data no older than 7 days prior to when query

�les were downloaded in order to maximize triage performance. Furthermore, we recommend that

the con�dence with which a query and match �le are paired by malware family is evaluated based on

the following con�dence levels: high (R=O 2 [0:6;1]) and cannot tell forR=O 2 [0;0:6). We justify

this recommendation based on the results from subsection 4.7.1 which show that(query, match)pairs

with R=O 2 [0:6;1] are associated with the highest matching accuracy that JABBIC has achieved in

terms of malware families.

Figure 4.23: Con�dence decay when query �les downloaded on 31 October 2015 are triaged based on matches from every
previous day.

Figure 4.24: Con�dence decay when query �les downloaded on 29 September 2015 are triaged based on matches from
every previous 7th day.



4.8. Evaluation 131

4.8.2 Reliability of �le reputation scores

File reputation scores are not consistent across �les belonging to the same malware families. For

example, 616 �les with malware familyzusyhad reputation scores -106, -105, -104, -103, -67, -66,

-61, -39, -37, -26, -25, and -5. To understand the scale of this observation, we look at the reputation

scores of �les associated with each malware family. We use 87,532 labelled unique �le hashes

and their reputation scores, including �les that are neither queries nor matches, which span across

2,460 malware families. For each malware family, we count the number of �les that fall within it

and calculate the standard deviation of their reputation scores. The higher the standard deviation

of reputation scores of �les belonging to a malware family, the lower the triage reliability of those

scores since these �les are expected to pose similar threat levels and thus have reputation scores as

close as possible. We �nd that for 42.13% of labelled �les, part of 21.22% of malware families, the

standard deviation of reputation scores is 30. For 84.28% of labelled �les, belonging to 29.63% of

malware families, the standard deviation of reputation scores is 20. As also seen in Figure 4.25, a

high proportion of �les tend to have very different reputation scores despite being labelled with the

same malware family.

Figure 4.25: Number of �les and the standard deviation of their scores for each malware family.

For reasons outlined above, lower reputation scores do not necessarily denote �les with lower

risk levels than those with reputation scores of -106. For instance, a query �le with score -4 was

matched by JABBIC to a known �le with score -106, both with malware familyconvertad. Con-

versely, a query �le with score -106 was matched to a known �le with score -4, both with malware

family elex. In similar cases, malware analysts would not be able to determine when different rep-

utation scores, such as -4 and -106, re�ect the same level of risk unless binary analysis is carried

out. Also, malware analysts cannot be con�dent that lower negative reputation scores truly indicate

higher levels of risk (i.e., whether a �le with score -106 is actually more likely to be malicious than

a �le with score -4).

Next, we exemplify how JABBIC can pre�lter unknown �les with negative reputation scores

in a more reliable manner. Consider that the current date is 31 October for which a large volume
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of telemetry is received by malware analysts who then identify 115,705 unknown with negative

reputation scores. We also hold telemetry data of �les which were downloaded the previous day

and known to be malicious. For each unknown �le, JABBIC lookups are then carried out to identify

their local matches from the previous day. Lookups results show that 80.44% of(query, match)

pairs have R/O scores of at least 0.6, meaning that they are most likely to have the same malware

family in addition to potentially being related by droppers, �le naming patterns, digital signer, or

a combination of these. In Figures 4.26 and 4.27 we illustrate the prioritization of �les using the

reputation score system and JABBIC. Query �les, sorted in ascending order by their reputation scores,

are matched with known malicious �les whose reputation scores do not re�ect similar levels of

maliciousness despite being very likely to have the same malware family (Figure 4.26 – heatmaps A

and B). Most notably, query �les with lowest priority would have been prioritized for collection and

analysis much earlier judging by the reputation scores of their match �les. Similarly, most of query

�les with highest priority for collection and analysis are matched with known �les having much

lower priority. Both heatmaps A and B in Figure 4.26 indicate what we have already shown:(query,

match)pairs have signi�cantly different reputation scores despite belonging to the same malware

families. Therefore, �le reputation scores are at most reliable for an initial triage of unknown �les

as either potentially malign or benign but not for further prioritization of malign �les.

Figure 4.26: Prioritization for collection and analysis of query �les.A: Reputation scores of query �les from lowest (-106
and highest priority) to highest (-4 and lowest priority);B: Con�dence R/O scores of query �les ordered by
reputation scores;C: Query �les ordered by con�dence R/O scores (1 for highest priority and 0.6 for low-
est priority) at low granularity;D: Query �les ordered by con�dence R/O scores at high granularity ([0:9;1],
[0:8;0:9), [0:7;0:8)], and[0:6;0:7)).

Figure 4.27: The order for collection and analysis of each query �le by its reputation and R/O con�dence scores.

In heatmaps C and D from Figure 4.26, query �les are sorted in descending order by the con�-

dence R/O scores with which JABBIC paired them with known malicious �les. The level of reorder-
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ing needed to transition from heatmap A to heatmaps C and D is shown in Figure 4.27. In particular,

the �rst half of query �les are triaged as high priority by their reputation scores while most of them

are given much lower priority based on their con�dence R/O scores. Conversely, the second half of

query �les have low triage priority by reputation scores while most of them have higher triage prior-

ity if the con�dence R/O scores are considered instead. To this end, we argue that the prioritization

of query �les based on con�dence R/O scores, as shown in heatmaps C or D, is more reliable for

two main reasons. First, con�dence scores quantify the relationship between unknown and known

�les by malware family and other characteristics indicating some form of sibling relationship. Sec-

ond, malware analysts can also use the con�dence R/O scores to order query �les at a much lower

granularity. For example, if a large number of query �les have reputation scores -106, then malware

analysts are challenged by the decision as to which of these �les to collect and analyse �rst. By

comparison, JABBIC can output con�dence R/O scores with the desired number of decimal points

and thus allows for much higher level of separation among query �les before collection and analysis.

4.8.3 Robustness against IP and domain �uxing

As per Table 4.6, the ecosystem of malware downloads appeared to rely on delivery networks with

both IP and domain �uxing. The majority of queries and their matches had the same ASes and

network IDs, even those with R/O scores lower than 0.6. However, host IDs and domains appeared to

had been �uxing; queries and their matches were downloaded from different host IPs that resolved to

different domains but which were part of the same physical network. Despite IP and domain �uxing,

there ought to be an inherent relationship between the host IDs and domains of both queries and

their matches since JABBIC managed to pair them together by malware family, particularly in those

instances associated with R/O scores in range[0:6;0:8) where host IDs and domains were heavily

rotated.

Shared
R=O 2 [0;0:4) R=O 2 [0:4;0:6) R=O 2 [0:6;0:8) R=O 2 [0:8;1]
N = 2;255;503 N = 7;078;043 N = 4;901;069 N = 2;135;137

AS 6.54% 86.75% 97.85% 99.17%

network ID 6.55% 87.7% 95.16% 98.16%

host ID 0.93% 0.89% 9.72% 62.47%

domain 0.06% 0.49% 5.15% 46.91%

URL path 0.09% 0.23% 18.66% 48.16%

Table 4.6: Average percentage of (query, match) pairs that shared similar delivery infrastructure characteristics for different
R/O score ranges (1 October 2015 to 29 September 2016).

For this reason, the following discussions provide an insight into how delivery infrastructures

are used to propagate malware families. All labelled hashes observed on October 2015 fall into 2,261

distinct malware families. It was found that the delivery infrastructures of just over 90% of these

malware families exhibited no more than 25 distinct ASes, and 100 distinct IPs and domains (Figure

4.28). Some of these delivery infrastructures were shared across malware families, although at small

scale (Figure 4.29); 91.3% of ASes were shared by up to 20 malware families, and 93.6% of IPs and
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Figure 4.28: Number of unique ASes, IPs, and domains used by each malware family.

91.93% of domains were shared by at most 5 malware families. This supports the argument from

subsection 4.8.5 that two �les having the same delivery infrastructure does not necessarily imply

that they have the same malware family. JABBIC is thus robust, as indicated by the triage results

in section 4.7, not only against IP and domain �uxing but also against the possibility that the same

delivery infrastructure is used by �les with different malware families.

Figure 4.29: Number of malware families that share each AS, IP, and domain (identi�ed by their unique IDs as per x-axis).

The robustness against IP and domain �uxing, which affect the global semantic `meaning'

of �les, relies on how JABBIC uses both semantic and relational similarities to quantify the re-

lationship between �les and their delivery infrastructures. For instance, �les848F8... and

CA7C6... , downloaded in different days, were delivered viav1=[122.70.134.7, dxdown.

laohuangli365.com] andv2=[122.72.24.185, downcdn1.shgaoxin.net] . De-

spite both �les having different delivery infrastructures, relational similarity allowed JABBIC to

identify that IP122.70.134.7 was to domaindxdown.laohuangli365.com as IP122.

72.24.185 was to domaindowncdn1.shgaoxin.net , network ID122 was to host ID70.

134.7 as network ID122 was to host ID72.24.185 , and implicitly that848F8... was tov1

asCA7C6... was tov2.
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4.8.4 JABBIC augmented detection vs. VirusTotal

VirusTotal reports both the date when a �le was submitted for analysis and the date it was detected

as malign. The number of days elapsed since query �les were submitted to VirusTotal until they

were detected as malicious is compared to the time required by a detection system that uses JABBIC

to triage �les as potentially malign. Out of 113,642 unique query �les which had at least one match

in any previous day with an R/O score in range[0:6;1], 7,320 (6.44%) were submitted for scanning

on VirusTotal by third parties and found malicious (include singletons which are malignware not

belonging to a malware family).

0 days 1-9 days 10-19 days> = 20 days

Detected query hashes (N=7,320) 33.1% 8.31% 3.13% 55.1%
All detected hashes (N=216,582) 31.53% 7.41% 3.62% 57.12%

Table 4.7: Number of days until detection by VirusTotal.

More than half of the query �les found as malicious on VirusTotal were detected over 20 days

after they were submitted for scanning. The detection times for all hashes that were scanned and

found on VirusTotal were also included to show that similar detection times are relevant beyond the

sample of query �les (Table 4.7). JABBIC could have triaged and led to the detection of over half

the query �les in less than a day if not hours, depending on the search space size, when compared to

over 20 days as per VirusTotal.

4.8.5 Variant Baselines

As previously mentioned, state-of-the-art triage systems require binary-level analysis for which rea-

son we are not able to compare their performance against that of JABBIC which is a telemetry based

triage approach. Instead, we compare the performance of JABBIC with Skip-gram and CBOW,

fastText [197], TF-IDF [310], Bloom �lters [312], and LSH [314] which are commonly used in

malware detection systems based on string-level similarity of opcodes, network packet payloads,

application programming interface (API) method calls, instruction sequences, and binary strings

[366, 367, 293, 294, 295, 202, 203].

The fastText[197] model does not learn the vector representations of words based on other

surrounding words. Instead, fastText tokenizes a word into a bag of charactern-grams, embeds the

n-grams, and then sums then-gram embeddings to yield the �nal word embedding. We used fastText

with 3 to 6 grams, meaning that the embedding of each download event component was represented

by a bag of 3 to 6n-grams. TF-IDF[310] embeds a word based on how many times it appears in

a document (term frequency) and the number of documents (entire corpus) that contain it (inverse

document frequency). In the context of this paper, each download event (e.g., AS, network ID, host

ID, �le hash, domain, and URL path) is denoted as a document. The product of term frequency and

inverse term frequency scores yields the vector representation of the word.

With LSH, documents are converted intok-shingle sets which are then hashed, using a hashing
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function such as minhash, into buckets such that similar shingles are placed into the same buckets

with high probability [314]. The similarity betweenk-shingle sets is then calculated using Jac-

card similarity. For each download event, its components were concatenated into a single string.

Character-level shingling was then applied to each string where each shingle was formed of 5 charac-

ters. For example, download event, identi�ed by its �le hashCA756... , `China169 Backbone

218.58.225.7 dxdown.rilibiao.com.cn /cx/2015092118/250/ ' is shingled into

5-character substrings `China ', `hina1 ', ` ina16 ', and so forth. If two download events are simi-

lar at string level, then their corresponding �le hashes are assumed to be related. The recommended

shingle size for short documents if 5 [312]. For shorterk, most shingles would appear in most doc-

uments which, as a result, could have high Jaccard similarity even though they had no words or

meaningful substrings in common. Higherk values lower the probability that two documents are

related at string level.

A bloom �lter is a probabilistic data structure in the form of a bit array and usesk hash functions

to store data. Each hash function returns a value between 0 tom, wherem is the size of the Bloom

�lter [312]. Each input is hashed by allk hash functions which returnsk values between 0 andm;

the bits of the Bloom �lter array corresponding to these values are set to 1 [312]. A faster way to

estimate Jaccard similarity between documents is to hash theirk-shingles into Bloom �lters, one

for each document. The estimated string similarity between two documents is given by the Jaccard

similarity between their Bloom �lters. Similarly to LSH, each download event was shingled into

5-character substrings. A Bloom �lter was created for each download event and its shingles hashed

into the �lter. Given the small number of 5-character shingles (e.g., not exceeding 50 shingles) per

download event, the size of each Bloom �lter was set to 1000 with 7 hash functions to ensure a false

positive rate not higher than 0.001, as con�rmed by this online Bloom �lter calculator [368].

Method

(a) Individual performance
based on all labeled (query,match) pairs

(b) Performance comparison based on
(query, match) pairs with queries for which both Jabbic and the baseline found a labeled matchSearching time

(� hours)
% same malware family N % same malware family (Jabbic) N % same malware family (baseline) N

Jabbic 82.4 3,517 – – – – 5
Skip-gram 23.95 1,027 68.1 840 28.04 731 1
CBOW 7.56 1,680 88.41 2,260 11.37 888 1
fastText (3-6 grams) 68.6 1,258 72.38 1,086 73.18 548 1
TF-IDF 74.74 1,437 72.41 1,131 80.56 607 12
Bloom �lters (5 grams) 81.26 1,446 83.58 1,657 89.18 647 124
LSH (5 grams) 80.85 1,504 84.14 1,766 89.57 671 310

JABBIC and variant baselines are compared on query �les and their matches downloaded on 31 and 1 October 2015, respectively, irrespective of their R/O scores.(a) The individual performance results are
reported based on how many(query, match)pairs, out of all labeled pairs, were found to have the same malware family;(b) Results are reported based on those query �les for which both JABBIC and each
baseline method have found a match in order to determine their relative performance on the same query �les. For example, 348 query �les were found in 840 and 731 labeled(query, match)pairs identi�ed
by JABBIC and Skip-gram, respectively.

Table 4.8: Triaging performance of Jabbic compared with n-gram, co-occurrence, and set-based matching models.

As per Table 4.8, the overall performance of JABBIC not only surpassed that of all baseline

methods but was also much faster than those whose performance was relatively close, particularly

set-based matching with LSH and Bloom �lters. Although performance of set-based matching meth-

ods is relatively similar to that of JABBIC, the time they require to triage large numbers of query �les

can reach close or beyond to that of the detection times of VirusTotal. Considering a sample of

query �les that is �ve times higher than that used in this study and a search base space of 1,070,606
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download events, JABBIC triage would require approximately 25 hours to complete while LSH and

Bloom �lters would require more than 25 days which is longer than the 20 days until detection by

VirusTotal.

It is also worth arguing that methods usingn-gram embeddings, such as fastText, and set-

based matching, such LSH and Bloom �lters, are more prone to mismatching �les, and implicitly to

evasion, since they rely on character-level similarity. The relationship between queries and their �les

is thus based on how alike their contexts are in a string-like form. This is, however, not the case as

it has already been shown that 87.43% of queries and their matches (R=O 2 [0:6;0:8)) had the same

malware families despite their contexts only partially overlapping at string level. Therefore, a high

string-level similarity does not imply that two �les are siblings or related by malware family.

Query Jabbic match Bloom �lters match

SHA256 22A1B... BCD0A... BEE4D...
Malware family convertad convertad vopackage
AS LeaseWeb AMS-01 LeaseWeb AMS-01 LeaseWeb AMS-01
Network ID 95 95 95
Host ID 211.189.17 211.189.16 211.189.17
Domain www.download-servers.com www.livestatscounter.com www.download-servers.com
URL path /vuupc /sysinfo/hpstats.php /vuupc/dl.php

Table 4.9: JABBIC vs. string-based matching.

In Table 4.9 it is shown that correctly inferring the malware family of a query �le is not equiv-

alent to maximizing contextual overlap at string level with another �le. The JABBIC match and the

query had an R/O score of 0.7 and the Bloom �lter match and the query had an estimated Jaccard

similarity of 1. The string-based approach returned a match whose delivery infrastructure was the

same as that of the query �le while the match identi�ed by JABBIC had a different host ID (although

in the same network), domain, and URL path. Nonetheless, the JABBIC match had the same mal-

ware family as that of the query �le and the Bloom �lters match had a different malware family than

that of the query �le.

4.9 System Performance

Training Word2Vec models for each day was carried out on a home machine using 5 CPU cores

with 2 worker threads per core. The lookup process was carried out in batches of 1,500 query �le

hashes, required 1 CPU core and approximately 140GB of RAM. The average training and search

times are shown in Table 4.10. The lookup time ought to scale approximately linearly with the

number of unique �les in the search space. The search time of 115,705 query �les in a sample of

1,070,606 download events (daily average) took close to 5 hours, so even an order-of-magnitude

increase should still produce results on useful timescales (and could be mitigated further by the use

of multiple machines/cores).

NortonLifeLock reported 670 million new malware variants in 2017 [26]; that is, approximately

1.8 million variants per day. We were not able to get more recent reports on the yearly number of
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Machine speci�cations Running time

Training 6-core CPU at 2.2GHz, 32GB RAM � 1.3 minutes/model
Lookups 32-core CPU at 2.4GHz, 256GB RAM � 5 hours/115,705 queries

Table 4.10:System performance assuming an average training/search space size of 1,070,606 download events.

malware variants, however, in a similar scenario, if used as a triage system, JABBIC would require

around 78 hours to search the matches for 1.8 million query �les based on a search space of 1,070,606

download events from a previous day with just one CPU core. The search time can be signi�cantly

reduced if multiple cores and more RAM memory are used. This timeframe was considerably lower

than 20 days until more than half of query �les were found as malicious from when they were

submitted to VirusTotal.

4.10 Limitations and Evasion

4.10.1 JABBIC limitations

JABBIC lookups rely on the alignment of one vector space to the other, which requires that some �le

hashes are found in both vector spaces (i.e., downloaded in both days). If no �le hashes are common

to both vector spaces, then the alignment of one vector space to another is not possible. However,

we found that a suf�ciently high number of �le hashes were downloaded not only from one day

to another but also across multiple days, thereby the alignment of vector spaces should not pose

any issues in similar analyses, particularly in the case of malware or potentially unwanted programs

(PUP) ecosystems. It is also necessary to know whether �le hashes from all previous timeframes are

either benign or malicious, otherwise they cannot be used to infer the threat level of a query �le.

Another limitation is that the network/domain information of the delivery infrastructure of mal-

ware is required to be as distinct as possible from benign �les. However, JABBIC is not deployed in

the wild but instead used as a complementary solution to existing detection systems. For example,

reputation-based systems, such as those deployed by NortonLifeLock [292] and Talos [270], uses

proprietary scoring techniques to �ag suspicious �les. These reputation scores re�ect some level of

dissimilarity between benignware and malware network/domain information, for which reason our

system does not need to make such a distinction; rather, it operates on top of such a scoring system.

JABBIC is then used to triage the initially �agged �les and prioritize them for further analysis and/or

submission to scanning services.

Lastly, JABBIC was calibrated on those(query, match) pairs for which both the query and its

match were found on VirusTotal and labeled by AVClass. If the query was labelled but its match was

not, or vice-versa, then we were not able to determine whether or not they shared the same malware

family. For this reason, assessing the triage robustness of JABBIC was limited to labelled(query,

match)pairs.
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4.10.2 Data limitations

Although we did not have access to more recent malware downloads data, our datasets are still

relevant to today's malware download ecosystem landscape; the distribution of malware continues

to rely on relatively stable delivery infrastructures as shown in recent malware analysis studies [354,

355, 356, 357, 306]. Furthermore, as shown in Section 4.8.1, JABBIC does not require that the

malware delivery infrastructure is stable for more than a few days to yield good results.

The malware ecosystem has indeed changed since the period between 2015 and 2016 for which

the results in our analysis are reported. NortonLifeLock [26] reported an 8,500% and 46% increase in

�le-based coinminer and ransomware infections on endpoint computers in 2017 alone, respectively,

when compared to previous years when these types of attacks were not as common. Nevertheless,

the means of propagation continue to rely on droppers or a combination of multiple vectors among

which droppers are still present; for example,ZeuS, CryptoWall, andCoinMinerare not only dropped

by third-party infected software but also delivered via malvertisement and malspam [369].

Ransomware attacks often rely on social engineering tactics that lead the victim into down-

loading and activating the malicious binary [27, 370]. For example, ransomware distributed through

phishing emails that contain payloads or links to the binary hosting websites require the end user to

enable the payload downloader [27]. Browser-based crypto-mining is dependent on watering hole at-

tacks [28] where the attacker installs crypto-mining JavaScript code as a servlet into webservers with

large volumes of web traf�c [371]. The crypto-mining JavaScript code then runs into the browser of

visiting users.

We acknowledge that JABBIC is not suitable for �leless-attacks such as those in the case of

browser-based cryptojacking. However, �le-based cryptojacking spreads in a similar fashion as

traditional malware and continues to be prevalent [29, 372] because it is more ef�cient and faster,

and generates more income than the browser-based miners (e.g., a botnet of 100,000 �le-based miner

bots running for continuously for 30 days could generate up to $750,000 when compared to $30,000

that would be generated with browser-based miners [29]). Furthermore, according to Trend Micro

[30], despite the downward trend, �le-based cryptocurrency-mining malware continued to be the

most detected threat in the �rst half of 2019.

As such, despite the malware ecosystem increasingly shifting towards ransomware and cryp-

tojacking attacks, it is still common that their distribution vectors rely on users downloading the

payloads from malicious hosts. For this reason, malware contextual information – such as payload

domains, URLs, IPs, and ASes – continues to be as relevant to newer types of attacks that rely on

dropper vectors. For example, Malwarebytes Labs discovered a drive-by download campaign that

had delivered theHidden Beemining malware by bundling it with trusted third-party software such

asFlash Player[265] similarly to how the malware samples used in this study were bundled with

and dropped by other third-party software includingFlash Player. We thus argue that JABBIC is a
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useful triage tool as long as �le-based malware – where their distribution is leveraged by drive-by

downloads and other social engineering techniques – continue to be part of the malware ecosystem

landscape.

Evasion. JABBIC lookups work under the assumption that the context of malicious �le download

for a given malware campaign presents similarity over time. JABBIC does not make any assumptions

about the number of times a �le SHA2 has been downloaded. Indeed, it makes no difference whether

or not all �les hashes are unique as long as some or all delivery infrastructures are being reused. This

makes JABBIC less prone to evasion when compared to signature-based or heuristic detection. One

way JABBIC could thus be evaded is if malware writers would avoid reusing, either fully or partially,

the same delivery infrastructures over periods longer than 7 days. Nevertheless, it was shown that

despite IP and domain �uxing the ASes and network IDs did not change as much. Furthermore,

JABBIC was relatively robust against IP and domain �uxing for which reason we do not expect that

the triage certainty is signi�cantly affected unless �uxing occurs at very small time intervals and the

IPs and domains are not reused through rotation every few days as we have found to be the case.

Another way to evade JABBIC is to drop a higher number of benign �les using the same deliv-

ery infrastructures that they use to distribute malware and PUPs. This would increase the chance

that the returned local match is benign, tricking the system into assessing the level of threat of its

corresponding query �le as inconclusive. However, these evasion techniques are both atypical for

the pay-per-install ecosystem and, similar to frequently �uxing networks and not reusing the host

IPs and domains through rotation, �nancially infeasible, given the scalability of the pay-per-install

services and delivery infrastructures they need to use.

4.11 Summary

This chapter built upon the discussions from the previous chapter, critically examining the limita-

tions of applying environmental criminology theories to cybercrime, especially focusing on match-

�xing in eSports and malware distribution in cyberspace. It highlighted the challenges in aligning

these spatially-focused theories with the intangible and volatile nature of cyberspace. Environmental

criminology, rooted in the physical concept of `place', faced dif�culties when applied to the virtual

environments typical of malware propagation. The chapter aimed to address the issue of translating

static and rigid criminological concepts to the dynamic domain of cyberspace, with a particular focus

on malware delivery infrastructure.

4.11.1 Malware: a case study for the latent space approach

The chapter chose malware as the primary case study to demonstrate the effectiveness of the latent

space approach. This choice was based on several considerations:

• Direct application of latent space methodology:Malware provided a relevant subject for

applying the latent space approach, showcasing its capacity to contribute to cybercrime pre-
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vention beyond the limitations of environmental criminology.

• Use of industry-speci�c data: Data provided by Symantec (Norton LifeLock) was utilised

for its direct relevance to the cybersecurity industry. This data offered a comprehensive view

of malware behaviours and patterns, making the �ndings applicable and valuable for industry

professionals.

• Building on existing research: The chapter built upon previous studies that used similar

datasets, aiming to expand the body of research and offer additional insights into malware

prevention strategies.

• Evolution and complexity of malware: The study examined the evolution of malware distri-

bution methods, from simple techniques to more sophisticated strategies like exploit kits and

pay-per-install schemes. This evolution highlighted the need for advanced analytical methods

to tackle the growing complexity of cyber threats.

• Rising malware threats: The chapter highlighted the increasing development of malware,

especially those targeting Windows systems, emphasising the urgent need for effective coun-

termeasures.

• Focus on contextual data for detection:The chapter recommended moving away from fo-

cusing solely on malware payload for detection and instead emphasised using contextual data

in the approach, such as the characteristics of the malware delivery infrastructure (e.g., au-

tonomous systems, host IPs, host URLs).

4.11.2 JABBIC Lookups for malware triage

The chapter introduced the JABBIC Lookups system, a novel approach for triaging potentially mali-

cious �les:

• Complementary triage system:JABBIC was presented as a complementary system to existing

detection methods, such as proprietary reputation score systems used by security vendoers,

enhancing the process of identifying and prioritising suspicious �les for further analysis.

• High triage certainty: The system demonstrated a high degree of certainty in triaging previ-

ously unseen �les, identifying �les belonging to the same malware family and sharing similar

delivery infrastructure characteristics with their respective matched �les.

• Early detection capabilities: JABBIC, if used together with proprietary reputation score sys-

tems like that of Norton LifeLock, would have facilitated much earlier detection of potentially

malicious �les,much earlier than traditional online scanning services like VirusTotal.

The chapter also detailed the local match approach used in JABBIC, highlighting its advantages

over traditional methods in malware analysis:
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• Addressing scalability and temporal analysis issues:The local match approach was de-

signed to overcome the challenges of scalability and limitations in temporal analysis found in

conventional methods.

• Combining semantic and relational similarity: JABBIC used both semantic and relational

similarities based on the delivery infrastructure information of �les. This approach enhanced

the process of matching unknown �les with those already identi�ed as malicious, increasing

the likelihood that they would be classi�ed within the same malware family.

4.11.3 Final thoughts and future research direction

In conclusion, the chapter argued for a shift towards latent space methodologies in cybercrime anal-

ysis, proposing them as more precise, adaptable, and effective tools for analysing and preventing

cyber threats. The latent space approach, with its focus on observable data and behavioral patterns,

was presented as more suitable within the context of cybercrime prevention strategies. It was demon-

strated that there was no need to analyse malware in the context of what cyberspace is, along with

its metrics, and through the lens of environmental criminology. This approach moved beyond the

limitations of traditional criminological theories, offering a more relevant and effective framework

for understanding and addressing cyber threats.

Building on the insights gained from the application of the latent space approach to malware

analysis, the subsequent chapters of this thesis will extend this approach to another critical area of

cybercrime: Internet of Things (IoT) botnet attacks. Similar to the case study on malware, the next

two chapters will present a comprehensive exploration of the longitudinal behaviour of IoT botnet

attacks.

The �rst of these chapters will conduct a detailed exploratory analysis, uncovering the intricate

patterns and characteristics of IoT botnet attacks over time. This analysis will not only provide a

deeper understanding of the current landscape of IoT botnets but also identify important patterns that

guide the latent approach applied in the following chapter.

Following this, the subsequent chapter will introduce a novel latent space approach speci�cally

tailored to IoT botnet attacks. This approach is designed to enable a visual understanding of the

dynamics of IoT botnet attacks, offering valuable insights into their short-term and long-term attack

behaviour. By applying the latent space methodology to IoT botnets, the research aims to further

demonstrate the versatility and effectiveness of this approach.



Chapter 5

The Evolving Landscape of Mirai Botnet

5.1 Introduction

In the previous chapters, we applied a latent space approach to study different aspects of cyber-

crime, starting with match-�xing in eSports and then moving to malware analysis. This approach

highlighted the limitations of traditional environmental criminology theories, especially in under-

standing the virtual and constantly changing nature of cyberspace.

Continuing this exploration, this chapter shifts focus to another signi�cant cybercrime issue:

IoT botnet attacks. The rise of the Internet of Things (IoT) has created a vast network of intercon-

nected devices, which, while innovative, has also opened new opportunities for cybercriminals. The

Mirai botnet is a noteworthy example of how these devices can be exploited to orchestrate large-scale

cyberattacks, such as Distributed Denial of Service (DDoS) attacks. Understanding the behaviour

and evolution of such botnets is crucial for developing effective countermeasures against them.

The objective of this chapter is twofold. First, it conducts a thorough exploratory analysis of

the Mirai botnet using recent data. This analysis aims to update and expand upon existing research

on IoT botnets, examining aspects like geographical distribution, attack behaviour, login credentials

used to gain access to victim IoT devices, patterns in attacks commands, and variant evolution. By

doing so, we seek to understand whether the characteristics of the Mirai botnet reported in earlier

research still hold true with more recent data.

Second, this chapter lays the groundwork for the next section, which introduces a new latent

space approach tailored to the �ndings of our analysis. This approach speci�cally addresses the dy-

namics observed in Mirai botnet attacks on different device ports. Through this, we aim to demon-

strate the versatility and effectiveness of latent space methodologies in tackling various cybercrime

scenarios, beyond traditional criminology theories.

In the next sections, we will provide an introduction to IoT botnets and their scalability, em-

phasising their signi�cance in the landscape of cybercrime. This next sections in this chapter will

explain the rationale behind selecting IoT botnets as a relevant latent space approach case study. It

will involve a discussion on existing research in this area, highlighting how this study aims to com-
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plement and update these �ndings. Speci�cally, we will discuss why the Mirai botnet was chosen

for this analysis, considering its distinct characteristics compared to other IoT botnets.

Additionally, we will justify the choice of our dataset, detailing its advantages and relevance

in comparison to other potential data sources for the same type of crime. This will set the stage

for a detailed examination of various aspects of the Mirai botnet, such as geographical distribution,

attack behaviour, the use of login credentials for unauthorised access, patterns in attack commands,

and the evolution of botnet variants. By analysing these elements, we aim to identify key patterns

and trends that can be effectively examined using a latent-space approach in the subsequent chapter,

thereby demonstrating the applicability and effectiveness of this methodology in understanding and

combating IoT botnet cybercrime.

5.1.1 IoT botnets: a case study for the latent space approach

The latent space methodology, adaptable to various cybercrime types, including IoT botnets, demon-

strates its potential in providing deep insights into complex cyber activities. IoT, as de�ned by

the European Research Cluster on the Internet of Things, is a dynamic global network with self-

con�guring capabilities [373]. This network, encompassing devices from major corporations like

Amazon, Cisco, IBM, and others [374], offers a rich environment for applying the latent space ap-

proach, especially given the complex nature of these interconnected devices, which resemble the

processing capabilities of standard computers [375].

The data utilised in this chapter, detailed in Section 5.2, is sourced from the Global Cyber Al-

liance's Automated IoT Defence Ecosystem (AIDE). This data, gathered globally from honeyfarms,

provides an in-depth view of IoT botnet activities, extending beyond the scope of standard datasets.

These honeyfarms, acting as decoys, capture detailed information about botnet attack methods and

tools, offering a diverse and comprehensive dataset. The availability this dataset, particularly on

speci�c attack strategies such as bash commands and payload sources, played an important role in

our choice of IoT botnets, and particularly Mirai, for the next latent space case study, ensuring that

our research outcomes are directly applicable and valuable to the cybersecurity industry.

By choosing the Mirai botnet as our case study, we build upon and expand the comprehensive

analysis provided by earlier studies like [376]. This decision is informed by the need to understand

how the behaviours and characteristics of Mirai have evolved over time, highlighting its signi�cance

in the current cyber threat landscape and its suitability for analysis via the latent space approach.

The expanding IoT landscape, de�ned as a dynamic global network infrastructure [373], and

the rapid deployment of IoT technologies by major corporations [374], have created a vast array

of devices often lacking strong security. These devices, ranging from smartphones to smart home

appliances, are frequently targeted by botnets like Mirai for various cybercrimes [377]. Mirai's

ability to exploit these vulnerabilities across diverse devices makes it a particularly relevant subject

for our latent space methodology.
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Following Mirai's emergence in 2016, there was a sudden increase in large-scale cyber-attacks.

The signi�cant escalation in attack frequency and intensity, particularly in the �nal quarter of 2016

[378], along with the substantial rise in WAF (web application �rewall) alerts and DNS (domain

name service) attacks, underscores the growing threat posed by IoT botnets. The monitoring of

these botnets, especially Mirai, in hundreds of thousands of instances, demonstrates its dominance

in the IoT botnet landscape, further justifying its selection for an in-depth latent space analysis.

Mirai stands out among other IoT botnets due to its widespread impact and the extensive data

available about its operations. Despite the presence of various other botnets like Hydra, Aidra, and

Bashlite, to name a few and which are described in Subsection 5.1.4, each with unique mechanisms

and impacts, Mirai's extensive in�uence on a wide range of IoT devices, including those with pow-

erful microprocessors, sets it apart as an ideal subject for a detailed case study using the latent space

approach [375].

The common occurrence of weak security in IoT devices makes them susceptible to exploitation

by botnets [377]. Mirai's ability to harness such devices for large-scale attacks highlights the need

to study its attack behaviour in depth. The lack of comprehensive datasets for other botnets, coupled

with Mirai's status as a predominant IoT malware [379], further adds to our decision to consider it

as the focus of this chapter. The �ndings related to Mirai's attack behaviour will then inform a latent

space approach that is suitable to better understanding short and long-term patterns related to these

attack behaviours, as exempli�ed in the next chapter.

The rise of IoT has led to an increase in interconnected devices that are often more vulnerable

to cyber-attacks. The Mirai botnet, by exploiting these vulnerabilities, has shown the ability to

control vast networks of infected devices or `bots' [380]. Understanding the command and control

(C&C) mechanisms of Mirai, as well as its methods of infecting and controlling devices, is critical.

The exploratory analysis in this chapter and the latent space approach in the next chapter provide a

framework for dissecting these mechanisms, offering insights into how Mirai operates and evolves

over time.

The diversity of IoT devices, from smartphones to smart meters, combined with their often in-

adequate security, presents a challenge in understanding and mitigating botnet threats [374]. Mirai's

exploitation of these devices for various attacks, including DDoS, spamming, and fraud [377, 381],

makes it a case study with far-reaching implications. Through the latent space analysis, we can ex-

amine the patterns and strategies Mirai employs across this broad spectrum of devices, providing a

comprehensive understanding of its operational dynamics and potential vulnerabilities.

Finally, the comprehensive nature of the dataset used in this analysis, combined with the evolv-

ing complexity of IoT botnets like Mirai, makes this case study highly relevant and important in the

�eld of cybercrime research. The comprehensive analysis conducted in this chapter, along with the

latent space approach that is informed by these �ndings and will be introduced in the subsequent

chapter, provides valuable insights into Mirai's extensive activities and impact. This contributes
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signi�cantly to the research in the area of IoT botnets.

5.1.2 Botnet architectures

There are a number of common structures which arise frequently in real-world botnets. This section

will present a brief summary of the most common of these.

IRC botnet. IRC botnets use a centralised C&C architectural design implemented through the

Internet Relay Chat (IRC) protocol, which is a protocol that facilitates text communication between

a server and a client over channels [382]. A client is any device connecting to a server and a channel

is a named group comprising one or more clients which all receive the same messages sent to that

channel [382]. In a centralised design (Figure 5.1), all bots establish communication with, and

receive commands from, one or few C&C servers through the same IRC channel. For example, the

botmaster can broadcast the command.sysinfo through the C&C server using the IRC channel to

obtain system information about all bots in the botnet [383]. The advantage of this design (from the

perspective of the attacker) is that it enables the botmaster to easily coordinate the botnet and monitor

its status, such as the number of active bots and their global distribution [381]. The disadvantage of

IRC botnets is that shutting down the C&C server shuts down the entire botnet [383].

Figure 5.1: Botnet with centralised architecture.

HTTP botnet. HTTP botnets also use a centralised C&C architecture which allows botmasters

to control their bots using the HTTP protocol [384]. The botmaster creates a speci�c URL or IP

address which is used by bots to connect to a speci�c C&C server at regular intervals, also de�ned

by the botmaster [383]. Unlike IRC bots, which remain in connected mode after establishing a

connection with the C&C server and wait for updates and commands to be pushed to them by the

botmaster, HTTP bots use a pull approach by periodically connecting to the C&C server to check for

new updates or commands stored by the botmaster inside a �le on the server [385]. Similar to IRC

botnets, HTTP botnets suffer from the single point of failure because of their centralised architecture

[381].

P2P botnet. P2P botnets use a decentralised architecture (Figure 5.2), where each bot in the botnet

also acts as a C&C server [385]. The botmaster sends updates and commands to one or more bots
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(super peers) in different networks which in turn forward those updates and commands to other bots

– which do not have the enhanced capabilities or responsibilities of super peers and which act as

secondary command and control servers – that are in the same network[385]. The chief limitation

of P2P architecture is that the C&C data transmission suffers from higher latency when compared to

the centralised architecture.

Figure 5.2: Botnet with decentralised architecture.

Hybrid botnet. This type of botnet architecture (Figure 5.3) uses a combination of two or more of

the aforementioned architectures. For example, an HTTP2P botnet is a hybrid botnet that uses HTTP

protocol to communicate over a P2P structure, thus allowing it to evade �rewalls [385]. The HTTP

protocol is �rewall friendly (i.e. not typically blocked) and the P2P protocol can survive takedowns

since there is no centralised C&C server [386]. Another example of a P2P hybrid botnet is AHP2P,

which uses web2.0 technology to masquerade its communications into social networking websites

[387].

Figure 5.3: Botnet with hybrid architecture.

5.1.3 Life cycle of botnets

There are �ve main phases through which a host must go before becoming a bot. The�rst phase

is the initial injection of a malicious payload into the host [381]. Thesecond phaserequires the

infected host to run the �rst injected payload, which contains a list of either static or dynamic IP

addresses or domain names that are used to �nd both the malware binary repository and the C&C

server. Once the malware binary repository is found, the bot downloads the code using FTP, HTTP,

or P2P protocols, and then executes it, thus becoming a bot [388, 389]. Thethird phaseestablishes a
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connection between the bot and the C&C server, a process known asrallying [390]. This connection

phase occurs every time the host is restarted, to ensure that the bot continues to be part of the botnet

and able to receive commands from the botmaster [381]. In thefourth phase, the bot has successfully

established a connection with the C&C server and is ready perform malicious attacks [381]. The�fth

phaseinvolves maintenance and malicious code updates to allow the bots to evade detection [381].

5.1.4 Mirai versus other notable IoT botnets

The discussion so far has been centred around traditional botnets formed from networks of compro-

mised computers. In a similar vein, IoT botnets are a network of compromised IoT devices whose

end goal is the same as that of traditional botnets. As previously mentioned, the abundance of IoT

devices available on the market, along with their processing capabilities and frequently-weak se-

curity, have served as crime attractors among cybercriminals. Similar to traditional botnets, IoT

botnets have a C&C server to which the botmaster sends commands and which controls the botnet

of individually hijacked devices, which in turn act as scanners for other vulnerable devices [391].

IoT botnets typically use a decentralised P2P architecture where each bot can act as a C&C server,

thus making it dif�cult for the botnet to be taken down. The most notable IoT botnets, according to

Trend Micro [391], are summarised below.

Hydra. Hydra botnet, which operated on an IRC centralised architecture [392], was released in

2008 and infected routers, which were then used in DDoS attacks. The open source framework of

this botnet led to the release of malware variants, such as Psyb0t, Chuck Norris, and Tsunami, which

scanned the Internet for open ports using Telnet and SSH for embedded devices such as routers

and Digital Subscriber Line (DSL) modems [391]. The connection between the bots and the target

devices was attempted using brute force, exploiting common hard-coded usernames and passwords.

Aidra. Aidra botnet, whose source code was also made publicly available, was released in 2012

and used an IRC centralised architecture. It actively scanned the Internet for open Telnet ports and

established communication with vulnerable devices using default hard-coded common credentials

[391]. The botnet spread over TCP on port 23 and installed backdoors on the compromised de-

vices [392]. It targeted embedded Linux devices to conduct DDoS attacks [393] and later, in 2014,

cryptocurrency mining [391].

Bashlite. Bashlite botnet was �rst discovered in 2014 and exploited vulnerabilities in the Bash

shell system to compromise embedded Linux devices - mostly digital video recorders, cameras,

routers, and Linux servers - to launch DDoS attacks [391]. It used brute force attacks using 62

authentication credentials to connect with vulnerable devices over open Telnet ports [392]. It is

based on a decentralised IRC architecture and continues to active as of today.

LuaBot. LuaBot botnet was powered by malware written in the Lua programming language and

targeted both IoT devices and Linux servers [391]. It was �rst spotted in 2016 and was able to bypass

DDoS protections offered by some security vendors, including Cloudfare and Sucuri [393].
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Remaiten. Remaiten botnet, also known as KTN-RM, was released in 2016 and is a hybrid be-

tween Tsunami, a Hydra variant, and Bashlite; it combines the DDoS features of Tsunami with the

Telnet scanning abilities of Bashlite [391]. It is based on an IRC architecture and is able to download

and execute payloads on many IoT embedded architectures [391, 393].

Persirai. Persirai botnet was �rst discovered in 2017 and uses the Universal Plug and Play (UPnP)

protocol to spread to IP cameras [391]. UPnP is a suite of universal network protocols which allows

devices such as TVs, VCRs, cameras, camcorders, printers and so forth, to discover and communi-

cate with each other for service sharing purposes [394]. UPnP allows such IoT devices to connect

to a port on the router and act like a server, making them discoverable by IoT malware, such as

Persirai [395]. Once the IP camera is compromised, the botmaster uses command injection to direct

the device to a hosting website from where the payload is then downloaded and executed [395]. The

compromised IP camera can then be used in DDoS attacks.

Mirai. Mirai botnet appeared in 2016 and is the most famous IoT botnet due to its large-scale

DDoS campaigns against popular websites such asKrebs on SecurityandOVH [391]. It has also

managed to cause critical disruptions to customers of Dyn, a DNS service provider, which include

Amazon, Twitter, Spotify, Reddit, and AirBnB, using a DDoS attack at 1.2 Tbps powered by 100,000

IoT devices [391]. It exploits mostly CCTVs, routers, and other household IoT devices [392], and is

considered the most dangerous and DDoS-capable IoT malware [393].

Mirai botnet thus stands out signi�cantly when compared to other IoT botnets discussed above,

warranting our attention as a main case study in this and the next chapters for several reasons:

• Scale and impact:Mirai has been involved in some of the most high-pro�le and disruptive

DDoS attacks in recent history. Its infamous campaigns against major websites likeKrebs on

Security, OVH, and the unprecedented attack on Dyn that affected major services like Amazon,

Twitter, and Spotify demonstrate its powerful capability [391]. These large-scale campaigns,

particularly the Dyn attack which reached a staggering 1.2 Tbps using over 100,000 IoT de-

vices, highlight Mirai's great potential for disruption [391].

• Exploitation of IoT device vulnerabilities: Mirai has been particularly effective in exploiting

the vulnerabilities in a wide range of IoT devices, such as CCTVs, routers, and household IoT

devices [392]. This exploitation is a signi�cant concern due to the rapid proliferation of such

devices, many of which have inadequate security measures.

• Innovative attack strategies: Mirai's ability to constantly evolve and employ innovative at-

tack strategies makes it a complex and adaptive threat. For instance, beyond DDoS attacks,

Mirai variants have been discovered to include functionalities like bitcoin mining [396], high-

lighting its evolving nature and versatility.

• Comparative analysis with other botnets:While other botnets like Hydra, Aidra, Bashlite,
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LuaBot, Remaiten, and Persirai have their unique attributes and mechanisms of attack, Mirai's

broad and varied in�uence is more signi�cant than these other botnets. For example, Hydra

and Aidra rely on more traditional centralised IRC architectures and simpler attack vectors

[392, 391], whereas Mirai's ability to exploit a broader range of IoT devices and its decen-

tralised architecture make it a more resilient threat. This decentralised peer-to-peer (P2P)

structure of Mirai not only makes it dif�cult to take down but also allows each compromised

device to act independently in scanning for and infecting other vulnerable devices, thereby

amplifying its reach and effectiveness.

• Prevalence and persistence:Mirai's persistence and prevalence in the IoT botnet landscape

since its emergence in 2016 also set it apart. Despite efforts to mitigate its impact, Mirai

continues to be active and evolve, with new variants emerging regularly. This ongoing activity

suggests that Mirai is not only a signi�cant current threat but also a persistent future threat,

making it an important subject of study.

• Insight into IoT security weaknesses:Studying Mirai provides valuable insights into the

security weaknesses of IoT devices. Since Mirai primarily targets devices with weak security,

such as default passwords, it highlights the urgent need for better security practices in IoT

device manufacturing and deployment. This is critical for the development of more secure

IoT ecosystems in the future.

• Broader implications for cybersecurity: Finally, Mirai's study offers broader implications

for cybersecurity. By understanding Mirai's tactics and strategies, researchers and cyberse-

curity professionals can develop more robust defenses not only against Mirai itself but also

against similar IoT botnets that might emerge in the future. This makes Mirai an suitable case

study for enhancing the overall security approach against IoT-based cyber threats.

5.1.5 Mirai botnet structure and propagation

Mirai is built upon two main parts: the bots and the infrastructure. The bots are used to carry out

DDoS attacks and scan the IP space for new vulnerable Linux-based IoT devices. The infrastructure

is centralised and comprises aC&C serverwhich communicates directly with the botmaster, areport

serverwhich keeps track of botnet status, and aloader devicewhich acts as a binary repository for

Mirai payloads [377]. Mirai binaries are tailored to 18 architectures of Linux-embedded IoT devices,

among which are ARM, MIPS, SPARC, and Intel x86 [377]. Every Mirai bot independently scans

the IP space and uses combinations of hard-coded login credentials to attempt to establish connection

with vulnerable devices. Upon login to a victim device, the bot sends the IP and login credentials

of the victim to the report server, which in turn sends the victim's IP to the loader server [377]. The

loader server instructs the victim to download the payload which, once executed, turns the victim

into a Mirai bot [377]. The entire Mirai operation consists of four main phases, each of which is
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described in detail below.

Figure 5.4: Mirai operation

The rapid scanning phase. In the rapid scanning phase, Mirai scans for potential targets by

sending asynchronous and statelessTCP SYNprobes to hard-coded pseudorandom IPv4 addresses,

mostly on open Telnet TCP ports 23 and 2323 [376].TCP SYNis used to initiate and establish

connection with the target device and is part of thethree-way handshakethat establishes and main-

tains a connection between a server and a client. First, the client usesSYNto initiate and establish

a connection. The server responds withSYN-ACK, meaning that it has acknowledged the request to

connect. Finally, the client acknowledges the server response withACK[397]. In the case of Mirai,

the client attempting to connect is the bot, while the server is the victim from which the connection

is requested.

The login phase. Once a target device is identi�ed, Mirai makes a brute-force attempt to login, us-

ing random combinations of usernames and passwords selected from a list of 62 known credentials.

If the login attempt is successful, the IP address and the login credentials of the compromised device

are sent to a hard-codedreport server[376]. Mirai can then get access to a remote Linux shell on

the infected device by using a set of commands such asshell , enable , sh , /bin/busybox

MIRAI or /bin/busybox ECCHI [398]. The �nal two valid commands useMIRAI andECCHI

to refer to dummy non-existent modules, which ought to return“ECCHI: applet not found”

when executed [377]. Invoking dummy non-existent modules is common practice for verifying that

busybox is installed and checking for the presence of SSH/Telnet honeypots and other irrelevant

systems, which respond with a help screen when triggered with erroneous modules [377]. An inter-

esting observation is that Mirai does not attempt to change the login credentials of the victim once

found [377].

The infection phase. Once access to a working shell is obtained, Mirai attempts to determine the

underlying system environment and then download and execute a payload tailored to the architecture

of the victim device [376]. For example, examining the contents of the �le/bin/echo is used to

determine the CPU platform of the victim device [399]. Mirai can support different architectures

speci�c to IoT devices, including ARM, ARM7, Intel x86, Intel 686, and Motorola 68000, amongst

others [399]. To inject the malicious payload into the victim, Mirai �rst checks iftftp (Trivial File
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Transfer Protocol) andwget are available, in which case the payload is downloaded directly from

the binary repository. Otherwise, Mirai uses theecho command to build the binary by outputting its

hex string representation into a �le [377]. The payload is then executed and removed [377]. Lastly,

other processes bound to TCP/22 or TCP/23, as well as processes associated with competing Mirai

or IoT botnet variants, are killed [377].

The operation phase. Once infected, the victim becomes a new Mirai bot and starts scanning for

other vulnerable devices in a similar fashion to the �rst phase presented above. The scanning phase

initiates a maximum of 128 connections per second and the resulting information is sent to the report

server on port 80 every minute [377]. The bot also establishes a connection with the C&C server to

listen for commands [377].

5.2 The dataset

5.2.1 Data selection and research intentions

The analysis presented in this chapter is based primarily on data provided by the Global Cyber Al-

liance (GCA), which launched the Automated IoT Defence Ecosystem (AIDE) for the automated

collection, analysis, and distribution of botnet attacks on IoT devices. Before delving into the de-

tailed analysis of the Mirai botnet using the The AIDE dataset, it is essential to address the rationale

behind the selection of this particular data source and the broader intentions of this research.

• Identi�cation of the source: The Global Cyber Alliance's Automated IoT Defence Ecosys-

tem (AIDE) was identi�ed as the primary data source for this study through a comprehensive

review of available data sources in the �eld of IoT botnet research. Our focus was on �nding

a dataset that provides a global perspective on IoT botnet activities, with a diverse range of

data points that extend beyond traditional network traf�c analysis. AIDE's unique approach

of using both physical and virtual honeypots across various geolocations and IP spaces made

it stand out as an ideal source for this research. Also, the type of variables contained in the

dataset provided by AIDE is more suitable for exploratory analysis purposes.

• Consideration of other sources:In the search for the most suitable dataset, other sources

were rigorously evaluated. This included datasets from OpenML1 and the UCI Irvine Machine

Learning Repository2, known for their extensive records of IoT device traf�c and botnet char-

acteristics. However, these datasets were found to be somewhat rigid in their scope and less

adaptable for a comprehensive exploration of botnet behaviours, particularly in the context of

the Mirai botnet. Our criteria for dataset selection prioritised versatility, depth of information,

and the potential for novel insights, such as those provided by bash attack commands, leading

us to favour the AIDE dataset.

1https://www.openml.org/search?type=data&sort=runs&id=42072&status=active
2https://archive.ics.uci.edu/dataset/442/detection+of+iot+botnet+attacks+n+baiot



5.2. The dataset 153

• Intention behind the work: The core intention of this work is to provide an in-depth analysis

of the Mirai botnet behaviours, strategies, and impact within the IoT landscape. The chosen

dataset from AIDE, augmented by blacklisted IP data and BGP (border gateway protocol)

routing records, offers the necessary depth to achieve this goal. Speci�cally, we aim to dissect

the complex patterns of Mirai's attacks, understand its exploitation methods, and uncover the

infrastructure it leverages. This analysis is expected to contribute valuable knowledge to the

�eld of IoT cybersecurity and to the rationale behind choosing the latent space approach in

the next chapter.

With the dataset source identi�ed, other potential sources considered, and the research inten-

tions clari�ed, we now proceed to a detailed presentation of the data used in this chapter, as outlined

in the following subsection.

5.2.2 Data sources

The data provided by AIDE is collected from honeyfarms located in IP space around the world. A

honeyfarm is a centralised collection of honeypots that are set up as decoy devices aimed to lure

cyber attackers and collect activity logs about their hacking methods and tools. Honeypots can be

either physical or virtual. A physical honeypot is a physical device, such as an IoT camera, with its

own IP address. A virtual honeypot is a virtual server that simulates a physical device and which

is able to respond to network traf�c. The honeypots deployed by AIDE consist of physical IoT

devices and ProxyPots as virtual honeypots which passively wait for incoming attacks. A ProxyPot

is a proxy server able to replicate an IoT device across multiple IP addresses and physical locations.

These ProxyPots can mimic SSH, Telnet, and other network protocols commonly used for access to

IoT devices and often exploited by attackers.

The exact details of the operating systems used by AIDE honeypots are not disclosed. How-

ever, it is known that they run on a customised OpenWRT, which is an open-source Linux-based

operating system. The custom operating system used by AIDE allows for multiple honeypot in-

stances to run on a single device. This allows a single device to simultaneously simulate a wide

range of vulnerable services and protocols and hence be more visible to attackers. The range of IP

addresses used by AIDE honeypots is also not publicly disclosed as this would allow attackers to

avoid detection. However, it is known that these IP addresses change frequently and span across

multiple networks, internet service providers, and geolocations to make it dif�cult for attackers to

identify and avoid them. Some of the geolocations where honeypots are deployed are discussed in

later in the chapter. Lastly, AIDE honeypots include a range of devices and simulated devices such

as IP cameras, smart thermostats, smart locks, wireless routers and access points, network-attached

storage devices, �tness trackers, smart watches, smart lighting systems, smart appliances, to name a

few, some of which are discussed later in the chapter.

The sample used in this chapter comprises IoT botnet attacks devices from 1 April 2019 to 30
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April 2020. The AIDE server was queried for 10,000 daily IoT attack sessions for each day, leading

to a total of 3,940,000 samples over the mentioned period. The variables present in the dataset -

representing the information recorded for each attack session - are summarised in Table 5.1.

Variable Summary

Session ID Unique ID of the IoT attack session.
File hash The hash of the Mirai botnet binary that was downloaded and executed in a target

IoT device, in Executable and Linkable Format (ELF).
Protocol The protocol used by the scanner process of Mirai to connect to the victim. The

process uses either SSH or Telnet protocols to �nd and compromise IoT devices
at random.

URL The URL hosting the payload, which contains information about the mode of
delivery. For example, in this command/bin/busyboxwgethttp:
//142.93.221.1:80/wrgjwrgjwrg246356356356/x86-O-
>help;/bin/busyboxchmod777help;/bin/busyboxHITO ,
the payload is downloaded from http://142.93.221.1:80/
wrgjwrgjwrg246356356356/x86 using commandwget .

Host port number The port on the decoy server via which the Mirai botnet established connection.
Telnet TCP ports 23 and 2323, for example, are commonly used in the rapid
scanning phase.

Peer port number The port of the report/loader server to which the IoT bots send the victim's IP
and associated credentials.

Host IP IP of the decoy server against which the attack was attempted.
Peer IP IP of the report/loader server to which the IoT bots sent the login credentials of

the decoy server.
Peer country code The country code (e.g., UK, DE, FR) associated with the geolocation of the

report/loader server.
Time stamp The date and time when the IoT attack was detected.
Start time The start date and time of the attack session.
End time The end date and time of the attack session.
Commands Shell attack commands/system calls coming from the command and control

server and used to infect the IoT device. For instance, the/bin/busybox
command triggers thebusyboxutility which incorporates most of the GNU core-
utils (e.g. wget, chmod, cat, etc.) in a single executable. Busybox is mostly used
in embedded Linux, such as that used by IoT devices, to execute such commands
on IoT devices.

Login credentials The username and password used to login into the compromised device (e.g.
username: root andpassword: admin).

Table 5.1: Dataset variables.

To complement the AIDE data, we use a list of 3,166,439 blacklisted IPs known to be used in a

wide range of malicious activities including botnet attacks. This list is regularly updated from over

25 public blocklists of IP addresses, among which are Project Honeypot, Spamhaus, and Zeustracker.

The list of blacklisted IPs and the list of public sources are publicly available on Github3. We use

this information to determine the extent to which the IP address space used by Mirai spread is known

to be malicious.

3https://github.com/maravento/blackip
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5.2.3 Border Gateway Protocol and Autonomous Systems

Border Gateway Protocol (BGP) is a standardised protocol that is used by Internet Service Providers

(ISPs) and other organisations/entities to communicate with each other and to determine the best

path for data to travel between networks on the Internet. These networks, covering different portions

of the Internet, are independently managed by different IPSs/organisations/entities which are known

as autononous systems (ASes) and identi�ed by a unique autonomous system number (ASN) [400].

The BGP routing protocol uses a BGP table which stores information about paths between ASes.

This information includes network pre�xes and the paths to those pre�xes, attributes associated with

each path (such as the next-hop IP address), and metrics such as hop count, path reliability, and path

speed [400].

For instance, when a user attempts to access a webpage using a web browser, a network path is

required for the webpage to be served back to the user. The network used by the user is managed by

an ISP with an ASN, and the server hosting the website is managed by an organisation in a different

part of the world and with another ASN. To serve the website to the user, both ASes (the ISP and the

organisation) use BGP to exchange information about the best routes for the data to �ow between

the user and the website server. BGP routers use the BGP table to make decisions about how the data

should �ow between the user and the web server using criteria such as the shortest path, the least

congested path, the next hop IP address (which can be managed by a third AS), cost, and availability.

Timestamp (epoch format) Peer IP Peer AS number IP pre�x AS path Next hop

TABLE_DUMP2 1554076800 91.228.151.1 31019 0.0.0.0/0 31019, 49697 91.228.151.1

Table 5.2: Example of BGP routing record in an MRT �le.

We used BGP routing data which was downloaded from the University of Oregon Route Views

Project4 which records daily updates of mappings from IP addresses to ASes in MRT5 �le formats.

We used the updated tables at time stamp 00:00 of each day from April 2019 to March 2020. An

example of an MRT entry is shown in Table 5.2. The example shows the ASes that are in the path

to network pre�x0.0.0.0/0 : the origin of this network pre�x is AS49697 followed by AS33019,

with AS49697 being the owner of the pre�x. For example, AS33019 relies on AS49697 to reach

pre�x 0.0.0.0/0 . We use this information to augment the attack dataset with AS information and

to understand the behaviour of the AS infrastructure used in Mirai spread.

5.3 Exploratory analysis

5.3.1 Autonomous systems and geographical distribution

The servers responsible for the spread of Mirai are highly concentrated within the network, as shown

by the small number of ASes that account for most of the infections (Table 5.3) – 2 and 10 ASes

4http://archive.routeviews.org/bgpdata/
5https://tools.ietf.org/html/rfc6396



5.3. Exploratory analysis 156

owned 37.95% and 68.75% of all Mirai loader server IPs, respectively. None of these ASes are listed

in the top 100 global ASes as per CAIDA's (Center for Applied Internet Data Analysis) ranking. This

ranking is based on the size of thecustomer conewhich, for a given AS, consists of all other ASes

that are required to pay that AS for transit traf�c [401]. The customer cone thus re�ects the routing

in�uence of ASes across the Internet.

AS % Rank AS % Rank

DigitalOcean, LLC (AS14061) 19.82 6,381OVH SAS (AS16276) 4.06 3,982
Global Layer B.V.* (AS49453) 18.13 4,271 FutureNow Incorporated (AS201912) 3.60 48,965
Max tv SH. P. K (AS208286) 6.33 59,342FranTech Solutions (AS53667) 2.61 5,046
Global Layer B.V.* (AS57172) 6.21 13,957 PPTECHNOLOGY LIMITED (AS48090) 2.09 59,342
Hostwinds LLC. (AS54290) 4.09 10,437Bunea TELECOM SRL (AS42397) 1.81 5,402

* Global Layer B.V. is registered with two AS numbers – AS49453 and AS57172.

Table 5.3: Top 10 ASes that owned the most active Mirai loader server IPs across all attacks during the 12-month period
(N = 3;504;689 attacks).

The ASes used in Mirai spread are not the most interconnected in the hierarchical inter-AS

routing. This is unlikely to be a coincidence, but rather a strategy for increasing the probability that

the reachability of these ASes is maintained for as long as possible. For example, the high number of

upstream links associated with a high-ranking AS ensures high global reachability, which is directly

proportional with the number of other ASes that can cooperate to disconnect or de-peer that AS if it

is known to be used for malicious activities. In other words, high-ranking ASes have more potential

points of failure. This strategy is noticeable particularly in the case of ASes that own the peer IP

addresses corresponding to the report/loader servers to which Mirai bots send the login credentials

of their victims. Since loader servers are responsible for dropping the payload into compromised

devices, it is in the interest of cyberciminals that these are kept running for as long as possible and

thus to use IP addresses owned by ASes with fewer upstream-links but with a suf�cient number of

available IP addresses. To be clear, this rationale applies speci�cally to loader servers, rather than

scanning bots: the same strategy cannot be deployed by cybercriminals in the case of scanning bots

because the Mirai scanning phase is random, hence the distribution of ASes based on the IPs of

victim devices is not subject to selective control by the attackers. For instance, two of the top three

host IP ASes are not far from the top 100 as per CAIDA's ranking.

% of total AS rank< 3000 AS rank2 [3000;32;000] AS rank> 32;000

Infections 12.19 72.41 15.39
Blacklisted IPs 78.13 21.68 0.19
Cone-customer 97.66 2.11 0.23

Table 5.4: Average percentage of infections, blacklisted IPs, and cone-customer size of ASes with respect to their ranks
(N = 3;504;689 attacks).

The above intuition is con�rmed by looking at the extent to which AS rankings are related to

the number of attacks that each AS facilitated and the number of blacklisted IPs owned by each AS,

respectively, based on three AS ranking thresholds – lower than 3000, between 3000 and 32,000,
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and higher than 32,000 (Table 5.4). We found that 72.41% of Mirai infections were facilitated by

ASes with ranks between 3000 and 32,000, with their cumulative IP address space accounting for

just over 20% of all blacklisted IPs. On the other hand, those ASes with the largest customer-cones

account for the highest proportion of blacklisted IPs, though only a minority (12.19%) of attacks.

The AS ranks are signi�cantly negatively correlated with both the numbers of blacklisted IPs and

the numbers of attacks (Figure 5.5).

Figure 5.5: Correlation between AS ranks and number of blacklisted IPs and attacks, respectively.

Some further context for these values is provided by considering the relative sizes of the IP ad-

dress spaces involved. For example, the fact that ASes with ranks between 3000 and 32,000 account

for only 2.11% of IP addresses means that the corresponding numbers of attacks (72.41%) and black-

listed IPs (21.68%) are highly disproportionate. On the contrary, even though the highest-ranking

ASes account for the largest proportion of blacklisted IPs (78.13%), both this and the proportion

of attacks for this group are disproportionately low in comparison to the size of its customer cone

(97.66%). These observations – also re�ected in Figure 5.6 – suggest that mid-ranking ASes are

favoured in this sense.

Figure 5.6: This plot summarises a number of AS characteristics: the number of attacks it has facilitated, its rank and
customer-cone size, the number of owned IP addresses, and the percentage of its IP addresses that are black-
listed. Each line represents a unique AS, and its crossing-point on each dimension corresponds to its value for
that attribute. ASes are coloured according to rank, allowing the relationship between these ranks and other
characteristics to be seen.
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Nevertheless, the imbalance between the proportions of blacklisted IPs and infections is no-

table: the highest-ranking ASes accounted for the smallest proportion of infections and the highest

proportion of blacklisted IPs, while the imbalance is reversed for middle-ranking ASes. A potential

explanation could be that, at the time the data was collected, the pool of available (not blacklisted)

IP addresses owned by high-ranking ASes was exhausted, for which reason attackers relied on ASes

which owned a smaller pool of IP addresses, but for which fewer were yet blacklisted. This resem-

bles a form of attack displacement across ASes. Alternatively, it could be the case that blacklisting

is more common for highest-ranking ASes, and does not re�ect the underlying attack volume.

Country Attack geolocation prevalence Country Loader servers prevalence

United States 34.64% United States 32.96%
Great Britain 13.46% Netherlands 28.21%
France 9.43% Albania 6.33%
Ukraine 5.75% Germany 5.37%
Canada 3.95% France 4.47%
Netherlands 3.80% Romania 3.20%
Germany 3.59% Bulgaria 3.15%
Sweden 2.87% Great Britain 2.64%
Italy 2.22% Russia 1.87%
Singapore 1.70% Moldavia 1.85%

Table 5.5: Prevalence of Mirai attacks and loader servers at geographical level (N = 3;504;689 attacks).

The geographic distribution of ASes associated with attacks was concentrated in few countries

– out of 5,621 unique ASes used in Mirai spread, 44.58% were registered in Brazil, Russia, United

States, India, and Ukraine. However, the geographic concentration of ASes does not completely

re�ect that of Mirai infections. As per Table 5.5, 57.53% of attacks were aimed at honeypot servers

located in United States, Great Britain, and France alone, and 61.17% of all loader servers were

set up in United States and the Netherlands. In interpreting this, however, it should be borne in

mind that we do not know how many honeypots were deployed in each country, which means we

cannot control for variation in this (for example by converting attack counts to rates). It could thus

be possible that the reason why most attacks occurred against honeypots in United States, Great

Britain, and France is because most honeypots were deployed in these countries.

Most Mirai infections were facilitated by bots and loader servers whose IP addresses were not

owned by those ASes located in countries that accounted for the highest number of ASes linked to

the Mirai spread, such as Brazil, Russia, India, and Ukraine. Furthermore, over 80% of these attacks

were carried out against honeypot servers located in countries that were also the global leaders in

IoT spending in 2019 [402]. It thus appears that the Mirai infection landscape has shifted from a

geographical perspective since 2017 when the prevalence of infections has been highest in Brazil,

Colombia, Vietnam, China, South Korea, Russia, Turkey, India, Taiwan, and Argentina [376].

Next, we look at the BGP peering/de-peering behaviour of ASes that own both the IP addresses

of Mirai bots and Mirai loader servers. BGP routing table monthly updates for the �rst day of every

month between April 2019 and April 2020 were downloaded from RouteViews project [353].BGP
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(Border Gateway Protocol) peering/de-peering refers to the establishment and termination of BGP

sessions between autonomous systems (ASes) that own both the IP addresses of Mirai bots and Mirai

loader servers. BGP peering involves the establishment of a connection between two networks for

the purpose of exchanging routing information. BGP de-peering, on the other hand, refers to the

termination of the BGP session between the two networks. We examine the behavior of ASes that

own both the IP addresses of Mirai bots and Mirai loader servers by analyzing the BGP peering and

de-peering patterns over a period of time using three time series global metrics: trend strength, trend

seasonality, and sample entropy.

Sample entropy is a statistical method used to quantify the complexity or regularity of patterns

in a time series. A lower sample entropy value indicates that the time series is more regular and

predictable, while a higher sample entropy value indicates greater complexity and unpredictability

[403]. Trend strength is a measure of the intensity or magnitude of a trend in a time series. It

helps to quantify how strong or weak the trend is, and can provide insights into the potential future

direction of the trend [404]. Trend seasonality refers to the patterns or �uctuations that occur in a

time series data over a period of time, often characterized by recurring and predictable cycles. The

trend component of a time series data refers to the long-term behavior of the data, such as an overall

increase or decrease in values over time. The trend can be positive, indicating an upward trend, or

negative, indicating a downward trend [405]. Seasonality, on the other hand, refers to the repeating

patterns that occur at regular intervals of time, such as daily, weekly, monthly, or yearly.

Figure 5.7: Trend and seasonality strength and sample entropies describing the BGP peering behaviour between ASes over
12 months. The distributions of these values across all ASes are shown as cumulative distribution functions.

As per Figure 5.7, over the 12-month period, the majority of ASes owning the IP addresses of

Mirai loader servers (N = 5;261 unique ASes) did not exhibit strong peering/de-peering temporal

�uctuations, indicating that these ASes were not subject to takedown and recovery cycles; 68.35%

and 95.84% of ASes owning IP addresses of Mirai loader servers had trend and seasonality scores
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above 0.8 and below 0.5, respectively, with 95.58% of these having sample entropy values below

0.5. Although most ASes have shown temporal trends with relatively high strengths, the low sample

entropy values denote that these trends are due to a slight and steady peering increase or decrease,

which is indicative that the BGP peering/de-peering behaviour of ASes is stable over time.

5.3.2 Scanning behaviour

We have previously found that the servers responsible for Mirai spread are concentrated within the

network. This behavioural pattern appears to also be present with respect to Mirai loader servers –

63,122 loader servers were responsible for dropping the payload for 3,504,689 attacks from 1 April

2019 to 31 March 2020. As per Figure 5.8, the highest percentage of attacks were attributed to

a small percentage of loader server IPs – 0.25% of loader server IPs accounted for 50.16% of all

attacks. Also, 67.21% of loader server IPs were only involved in a single attack within the sample,

while one loader server IP dropped Mirai payloads in 93,539 attacks. These �ndings suggest that the

number of potent Mirai campaigns (in terms of attack prevalence) is relatively small, an observation

which is investigated later in the chapter.

Figure 5.8: Concentration of payload droppings across Mirai loader servers. The left panel shows a Lorenz curve, where
the cumulative proportion of attacks is plotted as a function of the proportion of server IPs (ordered according to
increasing number of attacks). The right panel shows a histogram of the number of attacks per IP.

A clearer insight into the temporal stability of Mirai scans is given by the number of daily active

scans on the same TCP ports. Scans targeted eitherSSH TCPport 22 or TCP Telnetports23, 2323,

23231, 4810, 53153, 5555, 6789, and7547. Ports 22 and 23 are the original Mirai target ports and

usually kept open on devices for reasons such as facilitating the writing of distribution software, �le

sharing, and remote device administration [406], which explains why they account for the largest

number of scanning probes (Table 5.6). Port 2323/TCP is used as an alternative to port 23/TCP. Port

7574/TCP is used by some ISP providers to con�gure the modems of their subscribers [407].

Mirai scans on SSH 22 and Telnet 23 TCP ports accounted for 92.43% of all scans across

the 12-month period (Table 5.6). The time series showing the evolution of Mirai scans at macro

level (Figure 5.9) uncovers an interesting pattern where the time series for ports 22 and 23 are
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