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Abstract

The direct observation of gravitational waves (GWs) in 2015 marked the beginning

of a new era of GW astronomy, unlocking an independent probe for studying the

Universe. GW170817, was the first event detected in both GWs and electromagnetic

(EM) observations. The implications of this multi-messenger event in the field of

physics are far-reaching.

Multi-messenger events can independently estimate the Hubble constant. In

Chapter 2, I demonstrate the presence of a potential systematic error associated with

the peculiar velocity of the host galaxy of nearby GWs, biasing the H0 estimate. I

study the GW170817 event and formulate a Bayesian model that accounts for this

error. Under the proposed model an unbiased estimate of the Hubble constant from

nearby GW sources is obtained, H0 = 68:6+14:0
�8:5 kms�1 Mpc�1, which is crucial

when considering the H0 tension.

In Chapter 3, I present the study of detecting and classifying GWs from core-

collapse supernovae (CCSNe), which are promising multi-messenger events yet to

be observed. Simulated CCSNe signals were injected into real detector noise data. I

implement a two-step approach comprised of wavelet-based transient detection and

machine learning for classification. I compared the performance of 1D, 2D CNNs

(convolutional neural networks) and LSTM (long short-term memory) and showed

that 2D CNNs perform the best overall.

Large galaxy surveys, play an instrumental role in EM observations of multi-

messenger events and studies of their properties. DESI is expected to observe 35

million galaxies. In Chapter 4, I apply Variational Autoencoders to detect anomalous

spectra in DESI data. The dataset used in this analysis is composed of � 208;000
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spectra. The outliers identified fall into two broad categories: spectra with unique

physical features and spectra with artefacts. The latter can be used to improve

the DESI spectroscopic pipeline while the former can lead to the identification of

transients, unusual objects and potential scientific discoveries.



Impact Statement

The work presented in this thesis focuses on the analysis of gravitational wave (GW)

events for estimating cosmological parameters, the detection and classi�cation of

GWs from core-collapse supernovae (CCSNe) and the identi�cation of anomalous

objects or events in large spectroscopic surveys.

The work discussed in Chapter 2, has a direct impact in the estimation of the

Hubble constant,H0, from GWs. The current estimates ofH0 from the cosmic

microwave background and the cosmic distance ladder are in tension. GWs offer an

entirely new and independent method for estimating GWs which can help elucidate

the tension. While currently,H0 estimates from GWs are broad, expected GW

observations in the next few years promise constraints similar to current methods.

For GWs to shed light on this tension, they need to be free of systematic errors

and offer an unbiased estimate ofH0. In our work we demonstrate a previously

unaccounted for systematic uncertainty arising from the estimation of the peculiar

velocity of the host galaxy of nearby GWs, and propose a method to mitigate this.

The work presented in Chapter 3, can facilitate the future detection of GWs

from core collapse supernovae (CCSNe). We implement a two-step approach for

detecting and classifying GW signals from CCSNe using a wavelet decomposition

�lter and machine learning. Beyond the direct impact in the discovery of such signals,

the approach presented can also be applied in any problem whereby the signal has

an unknown morphology and it is buried in noise. Furthermore, similar to GWs

signals, documents can also be considered as time series data, and hence some of the

machine learning approaches discussed in this work can also be applied in the �eld

of natural language processing.
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The work presented in Chapter 4 focuses on detecting anomalous spectra

in DESI data using variational autoencoders (VAEs). This work can be used to

accelerate scienti�c discovery in DESI by identifying atypical spectra which could

correspond to unusual objects or events. Atypical spectra identi�ed could also be

due to artefacts and hence can be informative for data quality processes. This work

can also be applied to other current or upcoming astronomical surveys. As data are

being collected at an unprecedented rate, machine learning is vital in identifying

anomalies. Beyond astronomy, this method can be applied to any problem whereby

the goal is to identify rare and atypical samples in the data such as fraud detection.
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Chapter 1

Introduction

1.1 Cosmology

Modern cosmology is based on the assumption that on the largest scales the Universe

has no preferred observing position or direction and is therefore homogeneous and

isotropic. This is known as the cosmological principle. This leads to a profound

philosophical statement that the place we occupy in the Universe is in no way special.

The cosmological principle derives from the Copernican principle, named after

Copernicus in the mid-20th century. This idea was revolutionary at the time as it

negated the geocentric model of the Universe which was accepted for around1500

years and placed the Earth at the centre. While there is no mathematical proof of the

cosmological principle currently, it has been supported by numerous observations.

The clearest evidence is observations of the cosmic microwave background (CMB)

where �uctuations are at the level of only one part in 105.

Assuming that homogeneity and isotropy hold, the overall geometry and evo-

lution of the Universe is described by the Friedmann–Lema�̂tre–Robertson–Walker

(FLRW) metric (Friedmann, 1922) in terms of two cosmological parameters relating

to the spatial curvature and expansion or contraction of the Universe

ds2 = dt2 � a2(t)
�

dr2

1� kr2 + r2(dq2 + sin2qdf 2)
�

: (1.1)

Note that unless otherwise speci�ed, natural units are used (speed of lightc = 1).

The FLRW metric is a 4D space-time metric wheret describes the time coordinate
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and the spherical polar coordinatesr;q; f describe the spatial dimensions.k is a

measure of the curvature of space-time and can take on 3 valuesk = 1, k = � 1 or

k = 0 corresponding to closed (spherical), open (hyperbolic) and �at geometries.

Observations of the CMB suggest that the Universe is �at. Recent results (Planck

Collaboration et al., 2020) combining Planck data with baryon acoustic oscillations

(BAO) data provide tighter constraints on the geometry of our Universe suggesting a

�at geometry to a1s accuracy of0:2%. a(t) is the time-dependent scale factor that

describes the Universe dynamics on large scales. An expanding universe will satisfy
da(t)

dt = �a(t) > 0, while an accelerating universe will satisfyd2a(t)
dt2 = ä(t) > 0.

1.1.1 The Friedmann equations of motion

The FLRW metric describes the Universe at a given time. To study the evolution

of the Universe with time we need to invoke Einstein's �eld equations for General

Relativity (GR). GR describes gravity as a result of the curvature of space-time

by the energy and momentum of the matter and radiation present. This relation is

expressed mathematically by the Einstein �eld equations (Einstein, 1916a)

Gmn= R mn�
1
2

gmnR = 8pGTmn (1.2)

whereGmn is the Einstein tensor which describes the curvature of the manifold,R mn

is the Ricci curvature tensor,R is the scalar curvature,gmn is the space-time metric

tensor andG is Newton's gravitational constant. The energy-momentum tensor,Tmn

contains information regarding the constituents of our Universe. The cosmological

constantL which can be interpreted as the energy-density of the vacuum, can

sometimes be subsumed into the stress-energy tensor or written explicitly as an extra

term resulting in,

R mn�
1
2

gmnR = 8pGTmn+ Lgmn: (1.3)

L was initially introduced into the �eld equations by Einstein in1917. He did not

consider the cosmological constant to be part of the stress-energy tensor and placed

L on the left hand side of eq. 1.3 suggesting that it is a property of space itself. His
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motivations for introducingL to his equations was to achieve a static universe, which

was the accepted view at the time.

For a perfect �uid the energy-momentum tensor takes the following form

Tmn= diag(r ; � P; � P; � P) (1.4)

wherer is the energy density andP is the pressure. A perfect �uid is general enough

to describe a range of cosmological �uids. The ratio between the pressure and energy

density is known as the equation of state,w = P
r . Dust or non-relativistic matter in

general is described byw = 0 asP << r , while radiation or relativistic matter has

P = r
3 hencew = 1

3. The cosmological constant hasP = � r hencew = � 1.

The Friedmann equations are derived by solving Einstein's �eld equations for

the FLRW metric

H2 =
�

�a
a

� 2

=
8pGr

3
�

k
a2 +

L
3

(1.5)

ä
a

= �
4pG

3
(r + 3P)+

L
3

(1.6)

where H is the Hubble parameter and is commonly expressed asH = 100h

kms� 1Mpc� 1 whereh is the scaled Hubble parameter.H is a time dependent

parameter that characterises the expansion (or contraction) rate of the Universe. The

Friedmann equations allow us to study the evolution of the scale factor in order to

understand how the expansion rate of the Universe changes over time depending on

its constituents. In other words, it is a description of the time evolution and geometry

of the Universe as a function of energy density and pressure.

1.1.1.1 The Constituents of the Universe

The cosmological density parameterW0, accounts for the energy density of all

constituents of the Universe,r 0, and is de�ned as

W0 =
r 0

r crit
(1.7)
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where the0 subscript is used to denote the present epoch andr crit is the critical den-

sity and can be derived from eq. 1.5 by assuming a �at Universe with no cosmological

constant,k = L = 0,

r crit =
3H2

8pG
= 1:88� 10� 26 h2 kgm� 3: (1.8)

Using eqs. 1.7 and 1.8, the Friedmann equation can be rewritten as

k
a2

0H2
0

= W0 � 1: (1.9)

From the above equation one can see that for a spatially �at Universe (k = 0) W0 = 1.

To distinguish between different contributions to the energy density it is nec-

essary to introduce a separate parameter for each kind of component.Wm is used

for non-relativistic, pressureless matter andWr for relativistic particles (radiation).

These are de�ned as follows

Wm =
r m;0

r crit
=

8pG
3H2

0
r m;0 and Wr =

r r;0

r crit
=

8pG
3H2

0
r r;0: (1.10)

Similarly, following from the Friedmann equation we can de�ne

WL =
L

3H2
0

and Wk = �
k

a2
0H2

0
: (1.11)

WL relates to the energy density contribution from the cosmological constant.Wi

denotes present day values, unless otherwise stated. Note thatWk should not be

confused for an extra contribution to the energy density of the Universe. For clarity,

W0 = Wm+ Wr + WL and hence eq. 1.9 becomes:

Wm+ Wr + WL = 1� Wk: (1.12)

The Friedmann equations lead to another useful equation which can be derived

by imposing the conservation of energy-momentumÑmTmn = 0 whereÑm is the

covariant derivative,
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�r + 3H(r + P) = 0 (1.13)

known as the continuity equation. By integrating the continuity equation and substi-

tuting the result into the Friedmann equations the following two results are obtained

r = r 0a� 3(1+ w)

a = a0t
2

3(1+ w) for w 6= � 1:
(1.14)

We can �nd solutions to the Friedmann equations by examining what happens when

a single component dominates the energy density. In the early Universe, under hot

and dense conditions, it is appropriate to assume that the Universe was radiation-

dominated, which has an equation of statew = 1
3. Using eq. 1.14 we getr µ a� 4

anda(t) µ t
1
2 and subsequentlyH = 1

2t. At a later time the Universe entered a

matter-dominated epoch with an equation of statew = 0 which leads tor µ a� 3,

a(t) µ t
2
3 andH = 2

3t. Matter-domination follows radiation-domination as the energy

density of radiation decreases faster than that of matter. In both epochs the Universe

is expanding (as�a > 0) at a decelerating rate (asä < 0). Currently, the Universe is

dominated by the cosmological constant with an equation of statew = � 1 which

givesr µ a0 i.e. it is constant with regards to the scale factor anda µ eH0t where

H0 =
q

L
3 . As the energy density of the cosmological constant remains constant

throughout time, the Universe entered an era ofL -domination as the matter and

radiation density continued to decline. Unlike the previous two cases, in this case

the Universe expands in an accelerating fashion asä > 0. Finally, the Friedmann

equation 1.5 is also commonly written as

H2 = H2
0

�
Wra� 4 + Wma� 3 + Wka

� 2 + WL
�

= H2
0E2(z) (1.15)

H = H0E(z) (1.16)

using eqs. 1.10, 1.11 and the results of eq. 1.14.E(z) is called the Hubble function.
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1.1.2 TheLCDM Model

The modern concordance cosmological model is theL Cold Dark Matter (LCDM)

model which describes a homogeneous, isotropic, �at and accelerating universe. The

main constituents of theLCDM Universe are matter (Wm), radiation (Wr ) and dark

energy (WL ).

There are two types of matter: baryonic matter and dark matter. Baryonic

matter refers to ordinary matter such as protons, neutrons and electrons (although

electrons are leptons) which make up the Earth, stars, galaxies, interstellar medium

and so on. The amount of baryonic matter in the Universe has been estimated by

various observational methods (Fukugita et al., 1998; Rauch, 1998; Steigman et al.,

2007) with recent results (Planck Collaboration et al., 2020) indicating that baryonic

matter makes up only� 5% of the energy density of the Universe. The rest of the

matter density is made up of dark matter. Dark matter is pressureless, non-relativistic

matter that interacts gravitationally but not electromagnetically. Dark matter has not

been yet observed directly but its existence is required to explain several phenomena

(Oort, 1932; Zwicky, 1933; Rubin & Ford, 1970; Davis et al., 1982) including

measurements of the CMB which indicate that the amount of baryonic matter known

to exist is not suf�cient to explain the observed structures (Komatsu et al., 2011).

The exact nature of dark matter is still a subject of intense debate (see Baudis &

Profumo (2022) for a review on dark matter and the contesting candidate models).

Dark matter is estimated to make up� 26%of the energy density of the Universe

(Planck Collaboration et al., 2020).

The contribution from neutrinos and electromagnetic (EM) radiation is currently

very small although very important as the existence of the relic components of the

EM radiation form the CMB. The CMB is one of the richest sources of information

that allows us to study the history of the Universe.

Dark energy is the dominant component at the present time, making up� 68%

of the Universe's energy density. It is characterised by a constant energy density and

negative pressure and is thought to be driving the current accelerated expansion of

the Universe. The nature of dark energy is yet unknown but evidence for its existence
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comes from several cosmological probes such as supernovae, the CMB and baryon

acoustic oscillations. The cosmological constantL is currently used to represent

the contribution from the dark energy with quintessence being a competing theory.

However, if dark energy is indeed the cosmological constant relating to the vacuum

energy (energy density of empty space), there is still a discrepancy of the order of

around120orders of magnitude between the theoretical predictions and the observed

value. Several alternative explanations are reviewed in Weinberg (1989) including

the multiverse theory.

1.1.3 Redshift

So far the evolution of the Universe was described using the scale factor. A directly

observable quantity that the scale factor is related to is the redshift, which is de�ned

as

z=
l obs� l em

l em
(1.17)

wherel obs is the observed wavelength of a photon andl em is the wavelength the

photon had when it was emitted i.e. the wavelength in the emitter's rest frame.

Redshift is a direct consequence of the expansion of the Universe causing a local

observer to see the photon with a wavelength greater than the one emitted. To obtain

the relationship between redshift and the scale factor, consider the FLRW metric for

photons. Photons travel along null geodesics, essentially locally straight lines, for

whichds= 0. This yields

1+ z=
l obs

l em
=

a(tobs)
a(tem)

=
1

a(t)
(1.18)

usinga(tobs) = a(t0) since we observe at the present time anda(t0) is usually set

to be equal to unity, anda(tem) = a(t). As the scale factor describes how distances

between two points change as the Universe expands, then redshift can provide a

way of quantifying the relative size of the Universe. For example atz= 1, a = 1
2

indicating that the Universe was half its current size.

The longer a photon has been travelling until it reached us, the more redshifted
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it will be as it has been subjected to the expansion of the Universe for longer. Hence

redshift is also an indicator of lookback time. Lookback time, as the name suggests,

is the time elapsed between observers on Earth detecting the light and when it was

originally emitted by the source. As light travels at a �nite speed and given that it has

to traverse large distances in the Universe, what we observe is how objects looked at

the time when the light was emitted and not how they are now.

1.1.4 Distance Measures

As redshift indicates the time a photon has been travelling for and the speed of light

is known, then redshift can also be used to estimate the distance to the object. There

are several distance measures in cosmology and astrophysics. Two closely related

distance measures are the comoving distance and the proper distance. The proper

distance is the distance at which an object is now and hence can change over time

due to the expansion of the Universe. Whereas the comoving distance accounts for

the expansion such that two objects moving with the same Hubble �ow (motion of

objects due to the expansion) will stay at the same distance in comoving coordinates

despite of the evolution of the Universe. The line-of sight comoving distance is

de�ned as

dC =
Z t0

t(a)

dt
a(t)

=
Z t0

t(a)

dt
da

da
a(t)

=
Z z(a)

0

a
�a
1
a

dz
1+ z

=
1

H0

Z z(a)

0

dz
E(z)

(1.19)

derived using the FLRW metric. The proper distance is de�ned as,

dp = a(t)dC: (1.20)

The comoving distance between two objects at the same distance but separated

in the sky by some small angleq in the sky, isdMq. dM is the transverse comoving

distance and is related to the line-of-sight comoving distance by
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dM =

8
>>>>><

>>>>>:

1
H0

p
Wk

sinh
�

H0
p

WkdC

�
for Wk > 0

dC for Wk = 0

1
H0

p
Wk

sin
�

H0
p

WkdC

�
for Wk < 0:

(1.21)

Two other important distance measures that relate to observables are the lumi-

nosity distance and the angular diameter distance. The luminosity distance derives

from the inverse square law for the observed �ux (energy measured per unit time per

area)

F =
L

4pd2
L

(1.22)

from an object with known luminosityL (energy emitted per unit time).dL is

de�ned as the luminosity distance. Assuming that the radiation emitted propagates

isotropically and the Universe is �at and not expanding,dL would be the distance to

the object i.e. equal todC. To obtain the relation betweendL anddC for an expanding

Universe, consider a spherical coordinate system with the source at the origin and

at a transverse comoving distancedM. The total area of the sphere crossed by the

emitted light is given by4pa2
0d2

M. The energy per unit time of the photons coming

through the sphere decreases due to two effects. Firstly, the photons are redshifted

so the energy is decreased by a factor of1+ z and secondly, the expansion causes

time dilation which means that the number of photons going through the sphere is

decreased by a factor of 1+ z, hence

F =
L

4pa2
0d2

M(1+ z)2
: (1.23)

Usinga0 = 1, this yields

dL = dM(1+ z) =
dM

a
: (1.24)

Consider now an object of known size`, subtending an angleq on the sky

which can be observed. The closer the object is, the larger the angle will be on the
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sky. In Euclidean geometry this relation is expressed below,

dA =
`
q

for smallq (1.25)

wheredA is the angular diameter distance. In the FLRW metric` = dMa� q for

smallq, hence

dA = dMa =
dM

1+ z
: (1.26)

Comparing eqs. 1.24 and 1.26,

dL = dA(1+ z)2: (1.27)

1.1.5 Hubble's Law

Hubble's law is named after Edwin Hubble who discovered in 1929 (Hubble, 1929)

that galaxies, independent of direction, appeared to move away from us, with a

recession velocity,vr that is proportional to their distance from us,d

vr = H0d: (1.28)

The constant of proportionality is Hubble's constant,H0 which parameterises the

current expansion rate of our Universe. The distance,d, refers to the proper distance

andv = �d. A velocity-distance diagram is known as the Hubble diagram with the

slope being the Hubble constant. At low redshifts,z<< 1, the recession velocity is

approximately proportional to the observed redshift,zobs (Harrison, 1993) and the

distance can be obtained through the luminosity distance, which are both observable

parameters. Populating the Hubble diagram, by measuring the redshift and the

luminosity distance of objects, yields an estimation of the value ofH0. The approxi-

mationczobs � vr is only valid for low redshifts, and is replaced with a relation that

is dependent on the cosmological model at higher redshifts.

The motion of objects due to the expansion of the Universe is called Hubble �ow.

However the observed redshift is not only due to the cosmological expansion of the
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Universe, but also due to the motion of galaxies as a result of the local gravitational

�eld that they experience which causes deviations from the Hubble �ow. This motion

is referred to as peculiar velocities. Correcting for this effect, the observed redshift,

zobs is given by

czobs � H0 d+ vp (1.29)

wherevp is the line-of-slight peculiar velocity. For nearby galaxies the effect of

peculiar velocities is important, whereas for far away galaxies, as the Hubble �ow

velocity is much larger, peculiar velocities become insigni�cant.

1.1.6 Cosmological Probes

In the previous sections, some of the main parameters describing the properties

and dynamics of the Universe were introduced. These, among others, are called

cosmological parameters. Cosmological parameters can be estimated through various

methods. In this section, I will present a brief introduction to the main cosmological

probes used currently to constrain the cosmological parameters.

1.1.6.1 The Cosmic Microwave Background Radiation

As mentioned earlier the CMB is EM radiation from the early Universe. It is the

oldest source of radiation dating back to the epoch of recombination which is at

a redshift ofzCMB � 1100. Recombination refers to the time when free electrons

and protons combined for the �rst time to form electrically neutral hydrogen atoms.

Initially, the Universe was a hot and dense plasma where baryons and photons were

tightly coupled due to Thomson scattering between photons and electrons. As the

Universe expanded, it cooled down to a point that the formation of hydrogen was

energetically favoured, hence triggering recombination. Consequently, photons

decoupled from electrons. At the point of decoupling the photons underwent their

last scattering off an electron and have since travelled mostly undisturbed. After

recombination, therefore, the Universe became transparent allowing us to look back

to the last scattering surface. Beyond this, the Universe is opaque due to scattering

and hence unobservable. These photons form the CMB which is observable in
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all directions around us providing us with a snapshot at the time of last scattering

making it one of the most valuable cosmological probes. The CMB was initially

discovered by Penzias & Wilson (1965) and since then several surveys have been

launched dedicated to studying the CMB, which include COBE (Wright et al., 1992),

WMAP (Bennett et al., 2003) and Planck (Lamarre et al., 2003).

The CMB is a near-perfect black body spectrum with a current temperature

of T0 = 2:73K. The peak emission is at micrometer wavelengths hence the name.

The CMB shows small �uctuations at the level of about1 part in105. These are

called anisotropies. Primary anisotropies are due to the conditions at the time of last

scattering whereas secondary anisotropies are due to effects that occurred between

the last scattering and the observer such as the integrated Sachs-Wolfe effect and

gravitational lensing. These anisotropies create detailed patterns which depend on

the cosmological parameters hence allowing us to estimate their values and place

tight constraints.

1.1.6.2 Supernovae Type Ia

Supernovae are very luminous nuclear explosions occurring in stars which often

outshine an entire galaxy. They are transient events as they fade away with time.

Supernovae Type Ia (SNe Ia) are a speci�c type of supernovae that occur in binary

systems where one of the stars is a white dwarf. White dwarfs in binary systems

can accrete mass from their companion star beyond the critical mass of1:4 solar

masses(M� ) (often also referred to as Chandrasekhar limit). Beyond this limit, the

temperature and pressure in the white dwarf's core will reach a level at which carbon

fusion begins, and as a result, the white dwarf will undergo a runaway reaction

releasing enough energy to disrupt the white dwarf in a massive thermonuclear

explosion.

As all SNe Ia are produced from approximately the same conditions, they have

fairly consistent peak luminosities making them particularly useful for measuring

distances. Although their lightcurves are not quite the same, introducing a stretch

factor which accounts for the relation between the lightcurve shape, colour and peak

luminosity, allows us to standardise the lightcurves, greatly reducing the dispersion.
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Hence, SNe Ia are often called standardisable candles. Knowing the peak intrinsic

luminosity of SNe Ia allows us to infer their distance by measuring the apparent

magnitude. As SNe Ia probe the distance-redshift relation, one can infer the cosmo-

logical parameters through the evolution of the Hubble parameter equation. The �rst

direct evidence for the accelerated expansion of the Universe was obtained through

studying SNe Ia by Riess et al. (1998) and Perlmutter et al. (1999).

1.1.6.3 Galaxy Clustering

The matter distribution in the Universe holds a great amount of information relating

to the geometry of our Universe and the growth of structure. An observable that

can be used to easily probe the matter distribution is the distribution of galaxies.

However, the luminous matter is not a perfect tracer of the dark matter distribution

and thereby total matter distribution, but rather a biased tracer. This bias needs to

be taken into account. The linear bias factorb is used to parameterise the relation

between the dark matter and galaxies distribution.

As observed using the CMB, the Universe can be described to a great extent as

homogeneous, yet at late times we observe a wealth of non-linear structures ranging

from single-galaxy scales to large scale structures. The study of the density pertur-

bation �eld was motivated by observations of these structures and the implications

of their existence. The matter overdensity parameterd, which describes the �eld of

mass-density �uctuations, is a function of time and position and is de�ned as

d(t;xxx) =
r (t;xxx) � r̄ (t)

r̄ (t)
(1.30)

wherer̄ is the mean background density. Similarly the galaxy density �uctuations is

de�ned by

dg =
n� n̄

n̄
=

Dn
n̄

(1.31)

wheren is the number of galaxies in a certain region andn̄ is the average number of

galaxies expected in a region. In the linear regime, the galaxy overdensity is related

to d via,

dg = bd (1.32)
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whereb is dependent on the galaxy type, redshift and length-scale that is being

considered (Kaiser, 1984; Dekel & Lahav, 1999).

To estimate cosmological parameters we make use of the power spectrumP(k).

Broadly speaking a power spectrum is a description of the statistical properties of

a random �eld. It can be used to describe the level of structure of the Universe as

a function of the length scaleL � 2p
k wherek here is the wavenumber. The larger

P(k), the larger the amplitude of �uctuations on the length scaleL. The shape of

the power spectrum depends primarily on the primordial power spectrum (density

variations in the early universe) and onWmh. The relation between the galaxy power

spectrum and matter power spectrum is given by

Pg(k) = b2P(k): (1.33)

A common way of normalising the power spectrum is through the parameters8

which is motivated through observations of local spheres of radius8h� 1Mpc which

showed that optically-selected galaxies on this scale have an average �uctuation

amplitude of about 1 (Peebles, 1980),

s 2
8;g =

* �
Dn
n̄

� 2
+

8

� 1: (1.34)

Similarly the dispersion of the matter overdensity averaged over scales of8h� 1Mpc

is s 2
8 = hd2i 8. Using eq. 1.32 we obtain

s8 =
s8;g

b
�

1
b

: (1.35)

If galaxies perfectly trace the matter distribution i.e.b = 1, thens8 � 1.

Redshift surveys using spectroscopy and photometry allow us to map the posi-

tion of galaxies in the sky and hence derive the galaxy power spectrum from which

we can infer cosmological parameters. The observed redshift however is not equal to

the cosmological one as the local gravitational �eld that galaxies experience gives

rise to peculiar velocities. In addition to the redshift caused by the Hubble �ow, the
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peculiar velocities cause a Doppler shift which results in the spatial distribution of

galaxies to appear distorted in redshift space. This effect is known as redshift-space

distortions. On scales smaller than� 20Mpc, galaxies are gravitationally attracted

towards the centre of their cluster and hence the clustering pattern is squashed along

the line-of-sight. This is because the galaxies closer to us will move towards the

centre hence away from us, increasing their redshift, while galaxies on the far side

of the cluster will move towards us decreasing their redshift. This effect is known

as the Kaiser effect (Kaiser, 1987). On scales of a fewMpc, velocity dispersion

of galaxies creates an elongation along the line-of-sight commonly referred to as

”Finger of God” as the effect manifests as long thin �laments of structure pointing

back at the observer.

1.1.6.4 Baryon Acoustic Oscillations

To understand the origin of baryon acoustic oscillations (BAO) let's think of an

over-dense region in the early Universe containing baryons, photons and dark matter.

There are two competing forces: the gravitational attraction pulling matter towards

the overdensity and the outward radiation pressure. These opposing forces create

oscillations analogous to sound waves.

Dark matter density perturbations were able to start growing as soon as the

Universe transitioned from being radiation-dominated to matter-dominated atzeq �

3500(epoch of matter-radiation equality). Unlike baryons, dark matter only interacts

gravitationally and hence was not coupled with photons in the same way that baryons

were until the epoch of recombination. Hence, as soon as the Universe became

matter-dominated, dark matter collapsed on itself forming dark matter overdensities.

The radiation pressure, carried the baryon-photon overdensity outwards from the

dark matter overdensity up until the epoch of recombination. At this point baryons

decoupled from photons and were no longer carried by the radiation pressure. This

left behind a shell of baryonic matter around the central dark matter overdensity. The

radius is often referred to as the sound horizon and it is the longest distance that the

sound wave travelled before decoupling corresponding to a scale of� 150 Mpcat

z= 0.
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Following this, the dark matter and baryonic overdensities gravitationally at-

tracted matter leading to the formation of galaxies. As a result of the initial separation

of the overdensities being �xed at the sound horizon scale, there is a higher proba-

bility of �nding baryon overdensities separated by this scale. This phenomenon is

known as baryon acoustic oscillations. This pattern has been observed using galaxy

surveys and appears in the matter power spectrum as well as in the CMB power spec-

trum. Due to their characteristic scale, BAOs can be used as a standard ruler across

different redshifts (analogous to standard candles). In comoving coordinates the

length scale of the oscillations is �xed at� 150 Mpccorresponding to the comoving

horizon at recombination. The �rst detection of BAOs was made using data from

the Sloan Digital Sky Survey (Eisenstein et al., 2005) and 2-degree Field Galaxy

Redshift Survey (Cole et al., 2005).

1.1.6.5 Weak Gravitational Lensing

The theory of GR postulates that the contents of the Universe shape the spacetime.

Both dark and visible matter bend spacetime and hence the path of a photon travelling

nearby will be bent as a result of the gravitational potential well. The effect is

analogous to an optical lens focusing light, hence the name gravitational lensing.

Gravitational lensing allows us to observe objects that are too small or faint to

observe as it can magnify their signal.

Strong lensing is characterised by deep gravitational potential wells caused by

objects such as galaxy clusters, leading to images of the background galaxy being so

distorted that it appears as arcs or an Einstein ring (in the case of perfect alignment)

or even multiple images. Weak lensing refers to the case of smaller perturbations

of the galaxy image. Weak lensing does not require a strong individual lens. Light

from distant objects is continuously de�ected by all the matter along the line-of-sight

causing the image that we observe to be slightly deformed. Since the signal is weak,

deep high-quality imaging of a large number of galaxies is required to perform a

statistical analysis to extract the properties of the matter distribution along the line of

sight. Unlike the distribution of galaxies in the Universe which acts as a biased tracer

of the matter distribution, weak lensing gives a direct measurement of the total mass,
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both luminous and dark. It is a direct probe of the matter power spectrum and hence

constrainss8 andWm in particular. Surveys studying weak lensing include the Dark

Energy Survey (DES, Dark Energy Survey Collaboration et al., 2016), Kilo-Degree

Survey (KiDS, de Jong et al., 2013) and Hyper Suprime-Cam Subaru Strategic

Survey (HSC, Miyazaki et al., 2012). For a detailed review see Mandelbaum (2018).

1.1.6.6 Gravitational Waves

Gravitational waves are discussed in detail in Section 1.2.

1.1.7 Cosmological Parameters

The CMB is one best sources of data that allow us to place constraints on the cosmo-

logical parameters. Table 1.1 summarises the cosmological parameters describing

our Universe with the values obtained from Planck Collaboration et al. (2020). These

results assume aLCDM cosmology and spatial �atness. The top six parameters are

the base parameters which are �tted to the data whereas the parameters at the bottom

of the table are derived parameters.

1.2 Gravitational Waves

Gravitational waves (GWs) were �rst predicted by Einstein in 1916 (Einstein, 1916b)

through the formulation of his theory of GR. He demonstrated that two massive

objects orbiting each other would generate waves or ripples in spacetime travelling

outwards from the source at the speed of light. These energy carrying waves are

known as GWs. Proof for their existence remained theoretical for decades, until 1974

when GWs were observed indirectly for the �rst time by Russell Hulse and Joseph

Taylor (Hulse & Taylor, 1975). Radio observations of the binary pulsar system PSR

B1913+16 revealed a decrease in the orbital period of the system at precisely the rate

predicted by GR when a system radiates away GWs. This incited the development

of advanced GW detectors aimed at observing GWs directly. GWs were detected

directly for the �rst time in 2015 by the LIGO (Laser Interferometer Gravitational-

wave Observatory) network (Abbott et al., 2016b) for which the 2017 Nobel prize in

Physics was awarded. This marked the beginning of a new era of GW astronomy

allowing us to observe the Universe using a new independent cosmological probe.
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Description Parameter
TT,TE,EE+lowE

+lensing
+BAO

Baryon density Wbh2 0:02237� 0:00015 0:02242� 0:00014

Cold dark matter
density

Wch2 0:1200� 0:0012 0:11933� 0:00091

Sound horizon at last
scattering x100

100qMC 1:04092� 0:00031 1:04101� 0:00029

Reionisation optical
depth

t 0:0544� 0:0073 0:0561� 0:0071

Scalar amplitude of
the primordial

perturbation power
spectrum

ln(1010As) 3:044� 0:014 3:047� 0:014

Scalar spectral index ns 0:9649� 0:0042 0:9665� 0:0038

Hubble constant
[kms� 1Mpc� 1]

H0 67:36� 0:54 67:66� 0:42

Dark energy density
parameter

WL 0:6847� 0:0073 0:6889� 0:0056

Total matter density
parameter

Wm 0:3153� 0:0073 0:3111� 0:0056

Matter density
�uctuations amplitude
averaged over a sphere

of 8 Mpch� 1

s8 0:8111� 0:0060 0:8102� 0:0060

Age of the Universe
[Gyrs]

t0 13:797� 0:023 13:787� 0:020

Table 1.1: Cosmological parameters constraints from Planck Collaboration et al. (2020)
using CMB power spectra in combination with CMB lensing and BAO. TT
represents the temperature power spectrum, TE the temperature-polarisation
cross spectrum, EE the polarisation power spectrum and lowE the large scale
(small-̀ ) data. Uncertainties indicate 68% con�dence interval.

1.2.1 Gravitational Waves and General Relativity

In the weak �eld limit, the spacetime geometry can by described using the Minkowski

metric plus a small perturbationhmn,
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gmn= hmn+ hmn; jhmnj � 1 (1.36)

wherehmn= diag(� 1;1;1;1) is the Minkowski metric (using Cartesian coordinates

for the spatial dimensions). Inserting the perturbed Minkowski metric in Einstein's

�eld equations given by eq. 1.2, we can obtain the linearised Einstein equations

where effects of higher order can be neglected since the perturbationhmn is small. It

is often mathematically convenient to work with the trace-reverse metric perturbation,

h̄mn which is de�ned as

h̄mn= hmn�
1
2

hmnh (1.37)

whereh = h mnhmn is the trace of the perturbation.h̄mn is called the trace-reversed

perturbation because its trace ish̄= h mnh̄mn= � h. Substituting this into the equation

for the linearised Einstein tensor we obtain

Gmn= R mn�
1
2

gmnR

=
1
2

(¶m¶a h̄a
n + ¶a ¶nh̄a

m� h ab ¶a ¶b h̄mn� hmn¶a ¶b h̄ab )
(1.38)

which results to the linearised Einstein �eld equations,

� h ab ¶a ¶b h̄mn� hmn¶a ¶b h̄ab + ¶m¶a h̄a
n + ¶a ¶nh̄a

m = 16pGNTmn: (1.39)

As we are in the weak-�eld limit, higher-order corrections to the energy-momentum

tensor are not included. The lowest order inTmn is of the same order of magnitude

as the perturbation.

Before solving the linearised Einstein �eld equations, we �rst need to make

an appropriate gauge choice. A nearly �at spacetime given by eq. 1.36 does not

completely specify the coordinate system. We choose a gauge where an arbitrary

small vector added to the coordinates will not alter the validity of our assumption
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that the spacetime is nearly �at. Analogous to the Lorenz gauge in electromagnetism,

we �nd a gauge where the divergence of the trace-reversed perturbation is zero,

¶mh̄mn= 0: (1.40)

Applying the Lorenz gauge, yields

� � h̄mn= 16pGNTmn (1.41)

where� = h ab ¶a ¶b is the d'Alembertian operator. In vacuum,Tmn= 0, hence

� h̄mn= 0
�

Ñ2 �
¶2

¶t2

�
h̄mn= 0

(1.42)

which is the homogeneous, relativistic wave equation. The general solution to the

wave equation are the plane waves, given by

h̄mn= Cmneiks xs
(1.43)

where the polarisation tensorCmn is a constant, symmetric tensor which describes

the polarisation of the wave andkl is the wavevector. This shows that the linearised

Einstein equations lead to an oscillatory solution of the spacetime geometry. The

wave solution resulting from a metric perturbation to the Minkowski spacetime in

the weak �eld limit, is what we call a GW. To check that eq. 1.43 is indeed a solution,

we plug it back in eq. 1.42,

0 = � h̄mn

= h rs ¶r ¶s h̄mn

= h rs ¶r (iks h̄mn)

= � h rs kr ks h̄mn

= � ks ks h̄mn:

(1.44)
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This implies thatks ks = 0 and hence the plane wave is a solution given that the

wavevector is null which is true if the wave propagates at the speed of light. Fixing

the Lorenz gauge results in

0 = ¶mh̄mn

= ¶m(Cmneiks xs
)

= iCmnkmeiks xs

(1.45)

and hence,

kmCmn= 0 (1.46)

meaning that the wavevector is orthogonal toCmn. Imposing the Lorenz condition

does not �x the gauge completely as there is still some coordinate freedom left.

To uniquely specify the metric perturbation, we impose the transverse-traceless

gauge (TT gauge) which preserves the Lorenz gauge. In the TT gauge the metric

perturbation is traceless and transverse to the wavevector. This implies that in the

TT gaugeh̄TT
mn = hTT

mn sinceh̄mn must be traceless and is equal to the trace-reverse of

hmn. Without loosing generality, we assume that the wave propagates along the third

spatial dimension (z-axis). The non-zero components of the metric perturbation are

h11 = � h22 (to satisfy the traceless condition) andh12 = h21 (to satisfy symmetry)

and hence the metric perturbation is purely spatial. These non-zero components are

associated with the two independent polarisations of GWs

hmn=

0

B
B
B
B
B
B
@

0 0 0 0

0 h+ h� 0

0 h� � h+ 0

0 0 0 0

1

C
C
C
C
C
C
A

eik(z� t) (1.47)

whereh+ is the plus andh� is the cross prolarisation.

Let's consider a GW propagating along thez-axis and a ring of particles lying

in thex� y plane initially at equal distances along the circle, as shown in Figure 1.1.

The plus polarisation will stretch the ring of particles in thex-direction and squeeze
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it in the y-direction for the �rst half of the cycle and then squeezes the ring in the

x-direction and stretches it in they-direction for the second half of the cycle. The

cross polarisation will stretch and squeeze the ring in a similar manner, at a45°

angle.

Figure 1.1: The physical effect of a GW (h+ andh� ) travelling perpendicular to the ring of
particles. Obtained from Antelis & Moreno (2017).

1.2.2 Laser Interferometers as Gravitational Wave Detectors

Understanding the physical effect of GWs is crucial for detecting them. As shown,

the effect of a GW is to stretch and squeeze the separation distance between two

free falling particles. In the case of two free �oating masses initially separated by a

distanceL, the strain amplitude,h(t) of a GW is de�ned as

h(t) =
DL
L

(1.48)

whereDL is the absolute change in distance between the two point masses induced

by the GW. GW interferometer detectors are built based on this de�nition, aiming at

measuring the change in length caused by a GW passing through.

The principle behind GW interferometer detectors is a Michelson interferometer

with Fabry-Perot cavities and power-recycling as shown in Figure 1.2. The system

consists of four masses hanging from vibration-isolated wires and an optical system

(laser, beam splitter, light recycling mirror “R” and photodiode) in order to monitor

the distance between the masses. The masses are arranged along two arms of equal
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Figure 1.2: Schematic diagram of a laser interferometer gravitational wave detector. Ob-
tained from Thorne (1995)

length (L1 = L2 = L), perpendicular to each other. The inner surface of the masses

are coated with high-re�ectivity dielectric coatings forming the mirrors while their

outer surface are covered with anti-re�ection coatings. A beam emitted from the

laser, travels towards the beam splitter where it is split in two and directed along each

of the arms. Light travels through the anti-re�ection coating and gets trapped in the

optical cavity between the two mirrors. The mirrors found at the end of the arms have

a much higher re�ective coating than the ones found near the corner of the system.

Hence, some of the light leaks through the re�ective coating of the corner mirrors

and the beams recombine. Most of the recombined leaked light is returned back into

the system by the light-recycling mirror while a small portion reaches the photodiode

which records the interference pattern. In the case of no GW, the two arms remain

at their original length and the two laser beams deconstructively interfere (as they

have a phase shift of half a cycle) and hence no signal is recorded. In the case of a

GW passing through, the distance between the mirrors will change. As the speed of

light is invariant, it will take more time for the light to travel in the stretched arm

and less time to travel in the squeezed arm. The two beams will have a phase shift

that is different to half a cycle and hence will constructively interfere. The phase

shift will be altered by an amountDF µ DL. As a consequence, the intensity of light

detected by the photodiode will be altered by an amountDIpd µ DF µ D L µ h(t)

hence detecting the signal of a GW (Thorne, 1995).
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1.2.2.1 Geometry of Interferometer Detectors

Conversely to pointed telescopes and antennas, GW detectors do not need to point

to the source in order to receive a signal and hence have a signi�cant advantage as

they have a much wider coverage of the sky. However, in general, the arms of a GW

detector will not optimally align with the polarisation and direction of propagation

of a GW reaching the Earth. A GW detector in the x-y plane with arms along the

axes, will see an effective amplitude which will depend on the GW's direction given

by the orientation anglesq andf , relative to the detector's axes.q is de�ned as the

angle between the direction of the wave and the axis perpendicular to the detector

plane andf is de�ned as the angle between the x-axis and the projection line of the

wave's direction on the detector's plane. The polarisation angle,y de�nes the axes

in the plane of the sky relative to the detector axes that correspond to the polarisation

components of the GW. Figure 1.3 shows a schematic of the geometry described.

The antenna pattern functions for the two polarisations,F+ andF� are given by

F+ =
1
2

(1+ cos2q) cos2f cos2y � cosq sin2f sin2y

F� =
1
2

(1+ cos2q) cos2f sin2y + cosq sin2f cos2y :
(1.49)

The wave produces the maximum response in the detector ifq = 0 andf = 0 i.e. the

GW is propagating perpendicularly to the x-y plane andy = 0 for h+ and p
4 for h� .

Conversely, the detector will not detect a plus-polarised GW withy = 0 travelling

atq = 0 i.e. in the x-y plane andf = p
4 which points to the detector's blind spots.

The output signal of a GW detector,s(t), is given by

s(t) = h(t)+ n(t) (1.50)

wheren(t) is the detector noise and the strain,h(t) is given by the linear combinations

of the two polarisations,

h(t) = F+ (q; f ;y )h+ (t) + F� (q; f ;y )h� (t): (1.51)
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Figure 1.3: Schematic diagram showing the plane of the detector and the plane of the sky
which is transverse to the propagation of the GW indicated byN̂ and described
by the orientation anglesq andf . The vectorŝa andb̂ are basis vectors which
de�ne the polarisation of the wave. Obtained from Sathyaprakash & Schutz
(2009).

GWs produced by astrophysical objects will have an amplitude of the order of

h � 10� 22 when reaching the Earth. In order to be able to detect such tiny levels,

the interferometers must be able to detect changes in distance of this magnitude

times the reference length of the instrument. Having long arms of several km long,

helps to make the relative change in length more noticeable. Additionally, the light

bounces several times between the mirrors, enlarging in this way the phase shift to

measurable levels.

1.2.2.2 Noise Sources of Ground-based Detectors

The incredible sensitivity of GW detectors makes them prone to several non-

astrophysical noise sources. Ground-based GW detectors, are best at detecting

GWs in the high frequency band which is between1 Hz and104 Hz. Figure 1.4

shows the contribution from the main sources of noise for ground-based interferom-

eter detectors. The interferometers operate in vacuum to eliminate noise from air

particles. Air particles moving with brownian motion and hitting the mirrors can
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Figure 1.4: Typical contribution of main noise sources for a ground-based interferometer
detector. Noise sources shown are quantum noise from the laser beam (purple),
seismic noise (brown), gravity gradient noise (green) suspension thermal noise
(blue) and coating brownian noise (red). The total noise resulting from all noise
sources is shown in black. (LIGO Scienti�c Collaboration, 2010)

cause them to move. Additionally dust can cause the light to scatter and also cause

damage to the mirrors as dust on the surface of a mirror would be incinerated by the

laser.

Ground-based detectors are affected by ground vibrations from seismic activity.

To minimise the effects of this, the test masses are suspended using multi-step

isolation systems based on pendulums, as a pendulum is a good mechanical �lter for

frequencies above its natural frequency. Another source of noise is gravity gradient

noise which is caused by changes in the local Newtonian gravitational �eld. Sources

include human activities near the detector site as well as changes in air pressure and

density. Approaches to limit the noise from gravity gradients include monitoring

how gravity �uctuations couple to the test masses and subtracting the signal as well

as careful selection of the detector site in a quiet location and capability to build

underground. Earth vibrations and gravity gradient noise below1 Hzare extremely

dif�cult to �lter out and hence de�ne the lower limit of the high frequency band.

Thermal noise occurs in mirrors and their suspensions. Thermal motion in the

suspension �bres can induce motion in the mirrors. Furthermore, light absorbed by

the multi-layer coatings on the test masses causes thermal �uctuations and brownian

noise. Use of cryogenic systems and careful selection of materials for the suspension
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system and coatings helps in minimising the thermal noise.

Finally two sources of quantum noise that are important are quantum shot noise

and radiation pressure noise. Quantum shot noise is associated with the quantised

nature of light. The distribution of photons arriving within a time interval is governed

by Poisson statistics. The error improves with the square root of the expected number

of photons hence the higher the number of photons, the smoother the interference

signal will be. The expected number of photons is proportional to the power of

a laser and hence higher power lasers are needed to limit this effect. Shot noise

dominates above102 Hz. Radiation pressure noise becomes increasingly important

with high power lasers. A photon hitting the mirror will transfer some momentum

to that mirror. Due to the random arrival of photons to the mirror this produces

a �uctuating force from the radiation pressure resulting in an uncertainty in the

mirror's position. The effects of radiation pressure can be reduced by increasing the

mass of the mirrors.

1.2.2.3 Current and Future Detectors

Currently, there are several ground-based interferometer detectors. Table 1.2 sum-

marises current and future detectors. LIGO (Laser Interferometer Gravitational-wave

Observatory) is located in two sites in the US and it is the most sensitive GW detector

currently. It has been observing since2002but no GWs were detected for the �rst

eight years of its operation. Following instrument upgrades, the improved detectors

begun the �rst observational run (O1) in2015successfully detecting GWs for the

�rst time. Two subsequent detections were made until the end of O1 in January 2016.

The second run which ran from November 2016 to August 2017 made 8 detections

including the �rst binary neutron star merger. The third observing run is divided

to two parts, O3a which run from April to September 2019 and O3b which run

from November 2019 to March 2020 when observations were suspended due to the

Covid-19 pandemic. The �rst detection of a merger of a neutron star with a black

hole was made in the third observing run. The latest release of observations brings

the total number of detections to90. Virgo made its �rst detection alongside LIGO

in 2017 and subsequently co-detected the �rst binary neutron star event. GEO and
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KAGRA have not detected a GW signal so far.

Detector Location
Arm

Length
[km]

Frequency
range [Hz]

Sources

C
ur

re
nt

Advanced
LIGO

Hanford, US
Livingston, US

4 10� 10000

Compact binary
inspirals,

inhomogeneous
pulsars, bursts

Advanced
Virgo

Pisa, Italy 3 10� 10000

GEO
Hanover,
Germany

0:6 50� 1500

KAGRA Hida, Japan 3 5� 5000

F
ut

ur
e

LIGO-
India

India 4 10� 10000
Compact binary

inspiral,
inhomogeneous
pulsars, bursts

Einstein
Telescope

Ground-based 10 1� 10000

Cosmic
Explorer

Ground-based 40 5� 10000

DECIGO Space-based 103 0:1� 10 Compact binary,
SMBH, EMRI &
stochastic GWLISA Space-based 2:5� 106 0:0001� 1

Table 1.2: Current and future GW interferometer detectors. The location, interferometer
arm length and frequency range is provided along with the corresponding GW
sources. SMBH refers to supermassive black holes and EMRI to extreme-mass
ratio inspirals.

The downside of the near-all sky sensitivity of GW detectors is that it is challeng-

ing to pin down the location of the source on the sky. A network of ground-based GW

detectors around the globe is therefore essential for source localisation. Observing

the same event in several detectors allows us to triangulate the signal by making use

of the delay in arrival times of the signal to the different detectors. Network observa-

tion not only provides a way to localise the source, it adds to detection con�dence as

well. Sky localisation is important in order to identify the host galaxies of GW events

and for population studies. LIGO-India, predicted for commissioning in 2024, is

expected to improve sky localisation by at least an order of magnitude (Schutz, 2011;

Fairhurst, 2014). Proposed third generation ground-based interferometers include
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the Einstein telescope and cosmic explorer.

All ground based interferometers listed in Table 1.2 probe the high frequency

band which is populated by inhomogeneous pulsars, bursts (stellar collapse, super-

novae) and compact binary inspirals from neutron stars and black holes. Space-based

interferometers, LISA (Laser Interferometer Space Antenna) and DECIGO (Deci-

hertz Interferometer Gravitational wave Observatory), probe the low frequency band

(10� 4 to 1 Hz). Space-based detectors are sensitive to observing binary stars, su-

permassive black holes (SMBH), extreme-mass-ratio inspirals and bursts produced

from stellar mass compact objects orbiting a SMBH. Low-frequency stochastic

background signals from early-universe processes such as vibrating cosmic strings,

phase transitions, and the big-bang itself are also speculated (Thorne, 1995).

GWs in the very-low-frequency band (10� 9 to 10� 7 Hz) can be observed by

making use of precision timing of millisecond pulsars. A GW passing through the

Earth or the pulsar, will show up as apparent �uctuations in the arrival times of

the pulsar's pulses. GW sources in this band are a stochastic background produced

from early universe processes. The �rst detection of low-frequency stochastic GW

background was announced in June 2023 based on analyses of pulsar timing array

(PTA) data by several PTA groups (Agazie et al., 2023; Antoniadis et al., 2023;

Reardon et al., 2023). Evidence for these nanohertz GWs was found in decade-long

datasets with the most likely source being a population of supermassive black hole

binaries.

GWs in the extremely-low-frequency band (10� 18 to 10� 15 Hz) are targeted

by seeking for their imprint on the polarisation of the CMB. The most possible

GW source in the ELF band is quantum �uctuations in the spacetime curvature,

originating from the in�ationary era. By squeezing in one direction and stretching in

the other the entire space inside our cosmological horizon, a quadrupolar anisotropy

is expected to be produced in the CMB.

1.2.3 Gravitational Wave Sources and Search Methods

Gravitational wave sources can be classi�ed in four categories: compact binary

coalescence (CBC), bursts, continuous waves and stochastic waves. So far we have
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only detected GWs from the �rst category.

1.2.3.1 Compact Binary Coalescence

CBC signals arise from a system of two compact objects (such as neutron stars

and black holes) that gradually spiral inwards emitting GWs. CBC systems include

binary black holes (BBH), binary neutron stars (BNS) and neutron star-black hole

pairs (NSBH). The system evolves in three distinct phases; inspiral, merger and

ringdown re�ected in the signal morphology as shown in Figure 1.5.

Figure 1.5: The three phases in the temporal evolution of a GW signal resulting from the
coalescence of a binary system. Obtained from Antelis & Moreno (2017).

Inspiral Phase

In the inspiral phase as the two objects orbit each other, energy is radiated away in the

form of GWs. GWs at the lowest order are radiated due to the variation of the mass

quadrupole moment of a system (Maggiore, 2007). Analogous to electric moments

where the �rst moment is the total charge, the �rst gravitational moment is the total

mass of the system. The second and third moments are the total linear and angular

momentum. The total mass and total linear and angular momentum are conserved

and therefore their time derivatives are zero. The quadrupole moment describes how

stretched out along some axis the mass is. A point mass or a perfect sphere will

not have a quadrupole moment but for example a rod, a disk or a deformed sphere

will all have a non-zero quadrupole moment. A system's quadrupole moment that
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changes with time will radiate away gravitational waves. Two masses orbiting each

other in a circular orbit will have a changing quadrupole moment. The trace-reversed

metric perturbation given as a function of the time-dependent change of the mass

quadrupole momentImn,

h̄mn=
2G
c4r

Ïmn (1.52)

describes the rate at which GWs are emitted from a system. The mass quadrupole

moment is given by

I mn=
Z

r (t;x)(xmxn �
1
3

r2dmn)d3x (1.53)

wherer = T00 is the mass density andr indicates the distance to the source.

For a system of two compact objects separated by a distanceRand of masses

m1 andm2, the total mass of the system is given byM = m1 + m2. To obtain an

approximate order of magnitude for the amplitude of GWs from a CBC consider

h � G
c4r Ï whereI � MR2 and hencëI � Mv2

NS � ENS;kin giving h � G
c4r ENS;kin. vNS

is the velocity of the source's non-spherical motion andENS;kin is the kinetic energy

associated with the non-spherical motion. For example, a typical binary neutron star

system with total massM = 2:8 M� separated by30 km, with an orbital frequency of

700 Hzand a distance of20 Mpc= 1:5� 1024 m will produce GWs with amplitude

h � GMR2w2

c4r � 10� 21 wherew is the orbital angular frequency. Herec is explicitly

stated for clarity.

As energy is radiated away from the system, the orbital frequency increases and

so does the amplitude of the signal. The resulting GW waveform is a sinusoid with

increasing amplitude and frequency also known as chirp signal (for its similarity

with a bird's chirp). The inspiral part of the signal is analytically modelled by post-

Newtonian approximations to GR (Blanchet et al., 1995). During the inspiral phase,

the effects due to the �nite size of the binary objects are negligible and hence we can

approximated the two objects as point masses. In the Newtonian approximation, the

source's quadrupole moment is Newtonian and its evolution obeys Newton's laws

of gravity. In the centre-of-mass frame the dynamics reduce to a one-body problem
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with the mass characterised by the reduced massm= m1m2
m1+ m2

. In the case of circular

orbits, the gravitational attraction is balanced by the centripedal force

v2
s

R
=

GM
R3 (1.54)

wherevs is the orbital velocity of the source and is related to the orbital angular

frequencyws by vs = wsR. Substituting this into eq. 1.54 we obtain Kepler's third

law

w2
s =

GM
R3 : (1.55)

The time evolution of the GW amplitude in the inspiral phase of a binary system

is given by

h+ = A(t )(1+ cos2 i ) cos(F (t )) (1.56)

h� = 2A(t ) cosi sin(F (t )) (1.57)

where

A(t ) =
2
r

�
GMc

c2

� 5=3 �
p fgw(t )

c

� 2=3

: (1.58)

Mc is the chirp mass and is de�ned as

Mc = m3=5M2=5 =
(m1m2)3=5

(m1 + m2)1=5
: (1.59)

Note that the GW amplitude is dependent on the masses of the objects,m1 andm2,

only through the combinationMc. t is de�ned ast = tcoal � t wheretcoal is the time

of coalescence andt is the observer time.i is the inclination angle and represents

the angle between the binary's orbital angular momentum and the line of sight.F (t )

and fgw are the phase and frequency of the GW and in the Newtonian approximation

are de�ned as

F (t ) = F 0 � 2
�

5GMc

c3

� � 5=8

t 5=8 (1.60)

fgw(t ) =
wgw(t )

2p
=

1
p

�
5

256
1
t

� 3=8 �
GMc

c3

� � 5=8

(1.61)

whereF 0 = F (t = 0) is the phase at the time of coalescence. Note that the quadrupo-
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Figure 1.6: Temporal evolution of the GW frequency (top) and separation radius of the
binary (bottom). The individual masses of the compact objects used arem1 =
m2 = 1:4 M� . The binary coalesces att = 0 = tcoal.

lar radiation is at twice the frequency of the source and hencefgw is related tofs by

fgw = 2fs.

To obtain the separation distance as a function of time we �rst differentiate

eq.1.55 with respect to time which yields

�R
R

= �
2
3

�ws

ws
= �

2
3

�fgw

fgw
: (1.62)

Integrating eq. 1.62 and substituting in eq. 1.61 we obtain

R(t ) = R0

�
t
t 0

� 1=4

(1.63)

whereR0 is the radius at the initial timet0 and can be obtained using eq. 1.55,

R0 = ( GM
2p fs;0

)1=3 = ( GM
p fgw;0

)1=3 andt 0 = tcoal � t0. In Figure 1.6, I plot the functions

R(t ) and fgw(t ). In the inspiral phase the frequency increases while the separation

radius decreases, both in a smooth manner. Close to the coalescence time, both the

radius and frequency change very rapidly and our approximation of circular orbit

and point-mass no longer hold.
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Merger and Ringdown Phases

When the separation of the orbit reaches the innermost stable circular orbit (ISCO)

the objects' motion becomes unstable and a rapid decrease in the radial separation

occurs. This initiates the merger phase and consequently the objects collide and

merge. The radius at which this occurs is given by

RISCO=
6GNM

c2 : (1.64)

Using Kepler's third law, the corresponding source frequency is given by

fs;ISCO=
1

6
p

6(2p)

c3

GNM
' 2:2 kHz

�
M�

M

�
: (1.65)

This is the maximum source frequency beyond which the inspiral phase ends and

the two objects plunge towards each other. For a BNS system with a total mass

M = 2:8 M� , RISCO � 25 km and fs;ISCO � 800 Hz, with the corresponding GW

frequency beingfgw;ISCO � 1600 Hz. In the merger phase the system is dynamically

unstable and is described by a highly complex non-linear system of Einstein equations

which have no analytical solution. Therefore, numerical relativity is needed for the

merger phase of the GW waveform. The ringdown phase re�ects the relaxation of

the resulting object to a stationary state. In this phase, the Einstein equations can be

analytically solved using perturbation theory.

Inspiral Equations Revisited

So far, we have implicitly assumed a CBC that is at a suf�ciently small distance from

us (essentiallyz � 0) and therefore we have neglected the effect of the expansion

of the Universe on the propagation of the GWs. To take this into account there are

three modi�cations that need to be done. Firstly, the observed frequency of the GW,

is redshifted with respect to the frequency measured in the source frame. Following

eq. 1.18 and usingl obs
l em

= fem
fobs

, we obtainf obs
gw =

f em
gw

(1+ z) . Eq. 1.58 is modi�ed as follows

A(t obs) =
2
r

(1+ z)2=3
�

GNMc

c2

� 5=3
 

p f obs
gw (t obs)

c

! 2=3

: (1.66)
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Secondly, we have usedr in the GW amplitude to describe the distance to the

source. In the cosmological framework,r is the comoving distance,dC, and hence

using eq. 1.24 we can replace it with the luminosity distance which is the observed

quantity. Eq. 1.66 now becomes

A(t obs) =
2

dL(z)
(1+ z)5=3

�
GNMc

c2

� 5=3
 

p f obs
gw (t obs)

c

! 2=3

: (1.67)

Finally, the chirp mass is affected by redshift and therefore what is actually

derived from the observed gravitational waveform isM c = ( 1+ z)Mc resulting in

A(t obs) =
2

dL(z)

�
GNM c

c2

� 5=3
 

p f obs
gw (t obs)

c

! 2=3

: (1.68)

The equations forF obs(t obs) and f obs
gw (t obs) are given by replacing the chirp mass,

Mc with the redshifted chirp massM c in eqs. 1.60 and 1.61

Degeneracies

From the GW signal we can infer the properties of the source. Using the equations

for h+ andh� we can see that a higher chirp mass will induce a larger amplitude in

the GW signal while a farther source will have a weaker signal. One of the biggest

limitations when inferring these parameters is the presence of degeneracies. The

unknown parameters that the amplitude of the GW signal depends on areM c, dL

andi . The frequency of the GW signal gives usM c and hence it is decoupled from

the amplitude. Therefore, there exists a degeneracy betweendL andi .

Consider a system that is orientated face-on (i = 0) and the exact same system

at half the distance orientated edge-on (i = p
2 ). The amplitude of the GW signal for

the face-on binary will be2A0

d(1)
L

and for the edge-on binaryA
0

d(2)
L

usingA0= A dL. Since

d(1)
L = 2d(2)

L then the two amplitudes are equal. Hence, an edge-on binary could be

misinterpreted as a face-on binary at twice the distance.

In fact, to be more precise, the observed amplitude, as given by eq. 1.51, also

depends on the antenna pattern functions and hence on the angles describing the

source's position on the sky,q andf , and the polarisation angle,y . A way to break
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the degeneracy between the distance, position (q andf ) and orientation (i andy )

is to measure the signal with multiple detectors, at least3 (Nissanke et al., 2010;

Wen & Chen, 2010), which will allow us to determine the source position to within

a few degrees in the best case. Doing so and comparing the signals in the different

detectors allows us to place a constraint on the polarisation angle as well, which is

key to estimating the inclination angle.

A second degeneracy that is present, is the degeneracy between the source chirp

massMc and the redshift. The GW signal only gives a measure of the combination

of the two throughM c. As the GW signal does not provide a direct measurement to

the redshift it is not straight-forward how GWs can be used to probe the distance-

redshift relation to provide an estimate on the cosmological parameters. In order

to disentangle the chirp mass from the redshift, one can use independent methods

to place a constraint on the source mass alone. This can be done by introducing

additional hypotheses on the neutron star equation of state (if there is at least one NS

in the binary system) or on the mass and merger rates of GW sources as a function

of redshift (Mastrogiovanni et al., 2022).

CBCs as Cosmological Probes

As it was �rst noted by (Schutz, 1986), perhaps the best way to break some of these

degeneracies is by observing the event electromagnetically. The EM counterpart

could take the form of a glowing accretion disk, light from the host galaxy or a

gamma ray burst for example, depending on the source objects. The presence of an

EM signal will pin-point the source's position on the sky, lifting the angle-distance

degeneracy to a great extend, and hence reducing the error on the luminosity distance

up to � 10%(Holz & Hughes, 2005). This gives us a direct, calibration-free (in

contrast to SNe Ia) measure of the distance to the source. As GWs are distance

indicators and are thought of as aural rather than optical signals, they are often

referred to as standard sirens, analogous to standard candles. Furthermore, the

event's redshift can also be obtained from the EM counterpart, breaking theM c � z

degeneracy. Having bothdL andz, places the GW event on the Hubble diagram,

allowing us to obtain independent estimates of the cosmological parameters of the
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Universe. Finally, follow-up observations or modelling of the EM counterpart and

its orientation relative to us could also constrain the inclination angle of the source.

Astrophysical events that are observed via more than one signal messenger are called

multi-messenger events (see Mésźaros et al. (2019) for a review on multi-messenger

astrophysics). GW events that have both an EM and a GW signal are considered

multi-messenger events.

Standard sirens that are accompanied by EM signal are also referred to as

bright sirens, in contrast to dark sirens which do not have a direct EM counterpart.

Dark sirens can still be used for estimating cosmological parameters but a statistical

approach is necessary as �rst proposed by Schutz (1986). By making use of galaxy

catalogues, galaxies residing in the event localisation region are identi�ed as potential

hosts and hence their redshifts are combined in a probabilistic way depending on

their distance and sky position (Del Pozzo, 2012; Chen et al., 2018). The dark siren

approach will require a much larger sample of events in contrast to bright sirens to

achieve precise measurements of cosmological parameters.

CBC Search Method

As previously shown, the detector output will have the general forms(t) = h(t)+ n(t).

When no GW signal is present the detector output is equal to the noise,s(t) = n(t).

The challenge in identifying a detected GW signal lies in the fact that we are often in

the situation wherejh(t)j � j n(t)j. The primary method for digging out signals from

a much larger noise is matched �ltering. It relies on the fact that the signal,h(t), is

well modelled and known to some level of accuracy. In the case of CBC waveforms,

h(t) is well modelled by combining the post-Newtonian analytic model with the

numerical relativity model. A matched �lter is a template of the expected GW signal

divided by the interferometer's spectral noise density (depicted in Figure 1.4 for

LIGO), in the frequency domain,Sn( f ). The matched �lter is cross-correlated with

the interferometer output to produce a �ltered outputŝ (Owen & Sathyaprakash,

1999), given by

ŝµ
s̃( f ) h̃�

temp( f )

Sn( f )
(1.69)
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wherehtemp is the template wave, the tilde denotes the Fourier transform and the

asterisk the complex conjugate. If the signal corresponding to the matched �lter is

present, it contributes coherently to the cross-correlation, while the noise contributes

incoherently. The noise is therefore, diminished relative to the signal. The signal-to-

noise ratio (S/N) is given by the ratio of the �ltered output to its root-mean-square

(RMS) value when the signal is absent. The S/N ratio is computed and compared to

a set threshold (Maggiore, 2007).

The spectral noise density in eq. 1.69 acts as a weighting function that em-

phasises the frequencies that the detector is most sensitive to and downweighs the

frequencies where the detector is most noisy. This operation is called whitening.

Whitening is a transformation which ensures that the covariance matrix of a vector

of random variables is the identity matrix, that is, the variables are uncorrelated and

have unit variance. A common whitening matrix isSn( f )� 1=2. Eq. 1.69, can be inter-

preted as correlating the whitened interferometer output with a whitened template. In

practice, both stationary Gaussian noise and non-stationary non-Gaussian transient

noise are present with the latter originating from anthropogenic activity, weather

phenomena and equipment malfunctions (see Abbott et al. (2020a) for a detailed

guide to the LIGO–Virgo detector noise). Departures from stationarity result in

correlations between the samples in different frequency bins. Whitening is essential

in order to uncorrelate the noise and allow us to work in a framework of stationary

and Gaussian noise (Cuoco et al., 2001).

An issue commonly faced is that we do not know a priori whether a GW

signal is present in the data, where it is located in a given stream of data and what

its waveform is. Even though inspiral signals have the same functional form, the

waveform depends strongly on the system parameters such as the masses of the

objects, the eccentricity of their orbit and spins (these effects are described by post-

Newtonian terms). A �lter relating to the waveform of a particular system might not

pick up a signal that has a very different source system. As it would be impossible

to have a �lter for every possible waveform, the approach usually taken is to use a

family of template �lters representing various points in the parameter space such
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that a GW signal will lie close to the template that matches the most with and will be

picked up (see Owen & Sathyaprakash (1999) for an in-depth analysis of template

placement strategies and the associated computational costs).

1.2.3.2 Bursts

Gravitational wave bursts refer to transients of unknown or poorly known phase evolu-

tion. Promising sources of GW bursts include core-collapse supernovae, gamma-ray

bursts, soft-gamma repeaters (e.g. magnetars, quake stars) and cosmic strings. These

sources are dif�cult to model, due to the complex dynamics governing their evolution.

The typical duration of burst signals is< 1 s. Core-collapse supernovae (CCSNe) are

one of the most promising sources and even though none have been detected so far,

they are currently relevant because they can be detected with the current sensitivity

of ground-based interferometer detectors.

Core-Collapse Supernovae

As discussed previously, for GWs to be emitted there needs to be an asymmetry in

the mass distribution and motion of the system. A perfectly spherically symmetric

explosion will not generate GWs as the time derivative of the quadrupole moment

will be zero. Pulsars (highly magnetised rotating neutron star) left behind after

supernovae explosions, have shown to exhibit large kick velocities (Lyne et al., 1982;

Lyne & Lorimer, 1994) which supports that asymmetries are present in supernovae,

possibly as a result of the highly unstable dynamics of the progenitor stars. Therefore,

such supernovae are expected to emit GW burst signals.

CCSNe occur when a massive star reaches the end of its lifetime. The star

undergoes hydrogen, helium, carbon, neon, oxygen and silicon fusion in its centre,

contracting and growing hotter and denser with each stage. While the fusion of

hydrogen and helium takes millions of years, the last burning phase where silicon

fuses to form iron lasts only about two weeks (Woosley & Janka, 2005). As the

silicon fuses to form iron, an iron dense core is created. The inward gravitational

force of the core is balanced by the outward electron degeneracy pressure which is

able to support the core as long as it remains below the Chandrasekhar limit (1:4 M� ).

However, as the shell surrounding the core keeps burning silicon and producing
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iron, the mass of the core increases and when it exceeds the critical threshold, the

degeneracy pressure can no longer support the core and hence it collapses under the

gravitational force.

Eventually, the collapsing core reaches nuclear densities. When the density

of the core reaches� 8 � 1014 gcm� 3, which is around three times the density

of an atomic nucleus, the matter rebounds sending a shock wave that propagates

outwards. After about10 msthe shock wave stalls as its energy went into heating

the infalling outer core it encountered and into completely dissociating the heavy

elements. Neutrinos produced also carry some of the energy away. The almost

stationary shock wave accretes the infalling matter.

At this stage a second energy source is needed to drive the explosion. While

the details of the explosion mechanism are not yet known with certainty, a likely

mechanism is that neutrinos power the explosion (Janka, 2017). Below the shock

front, neutrinos cannot stream freely due to the high density in the inner core. Since

most of the energy of the gravitational collapse goes into neutrinos, scattering

neutrinos deposit this energy into the matter below the shock front, heating it up

and generating further pressure which revives the shock. This process happens on

timescales of0:1 s. This allows the shock wave to resume and blow away the external

layers of the star in a supernova explosion.

A typical core-collapse supernovae releases energy of� 1053 erg. � 99%of this

energy is emitted in neutrinos,� 1%goes into kinetic energy of the ejected material

and a tiny fraction (� 0:01%) is released in photons which is enough to outshine an

entire galaxy. The remnant left behind after the explosion could be a neutron star,

white dwarf or black hole depending on the progenitor star. Neutrino driven CCSNe

are expected to have GW signals that last between0:3 - 2 swith frequencies between

200- 2000 Hzand haveh(t) � 10� 22 for a source located at a distance of10 kpc.

Detecting GWs from CCSNe would provide us with an abundance of information

regarding the astrophysical parameters of the sources including the likely explosion

mechanism.
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Burst Search Methods

The stochasticity of the explosion and computational complexity make it impossible

to use matched �ltering to identify GWs from such events. Currently, there are only

� 30CCSN waveforms available from state-of-the-art 3D simulations, hence most

of the parameter space is unrepresented. Searches for bursts include both untriggered

sources anywhere on the sky (all-sky searches) as well as triggered sources of

known sky location and time observed via other information-carriers. Coincident

and coherent searches are currently employed. Coincident searches identify streams

of data that have excess power that is inconsistent with stationary detector noise,

in the time-frequency domain (spectrogram). Once the times of excess power have

been identi�ed in each detector, coincidence between detectors is checked taking

into account the arrival times between detectors and their orientations (Klimenko

& Mitselmakher, 2004). This method is however limited by the sensitivity of the

weakest detector. In coherent methods, detector responses are combined into a single

data stream which is analysed using the maximum likelihood ratio statistic which

represents the total S/N of the GW signal detected in the network (Klimenko et al.,

2008; Klimenko et al., 2016).

1.2.3.3 Continuous Waves

Continuous GWs refer to long-lasting, monochromatic waves (constant frequency).

They are thought to be produced by a single spinning massive object like a neutron

star (pulsar). Spinning neutron stars could generate GWs as they may have intrinsic

non-axisymmetry due to deformations of the crust (Pandharipande et al., 1976), or

non-axisymmetric distribution of the magnetic �eld (Zimmermann, 1978). Current

ground-based detectors are capable of detecting galactic neutron stars spinning

fast enough (millisecond pulsars) so that twice their orbital frequency lies in the

high frequency band. A millisecond pulsar at a distance of1 kpcwill produce a

continuous GW withh � 10� 24. Continuous GWs may last from months to years.

The waveform is fairly simple (resembling a sinusoid wave) and over short periods

of time a constant frequency is observed. However, over longer periods of time, the

frequency is expected to shift due to loss in energy from GW emission and the shift



62 Chapter 1. Introduction

in position of the ground-based detectors due to the Earth's rotation and orbit around

the Sun. Continuous GWs have not yet been detected. Their detection will shed light

on the structure and equation of state of neutron stars.

Continuous Waves Search Methods

There are thought to be around one billion neutron stars in our own galaxy out of

which only about a few thousands have been detected electromagnetically, mainly

as radio pulsars. Search strategies are split into three categories: targeted, directed

and all-sky. Targeted searches are performed when the star's position and rotational

frequency are known through EM observations for example. Methods such as

matched �ltering can be applied in this case. Directed searches are carried out when

the star's position is known but the frequency is not, and all-sky searches are blind

searches for unknown sources. The parameter space and computational complexity

increases rapidly from targeted to all-sky search. Search methods used include the

F -statistic which maximises the likelihood function with respect to four unknown

parameters (GW amplitude, initial phase, inclination angle and polarisation angle),

and the Hough transform which is a type of matched-�ltering applied to certain

representations of the data. For an in depth discussion on the many techniques

employed for detecting continuous GWs please refer to Walsh et al. (2016) and

Sieniawska & Bejger (2019).

1.2.3.4 Stochastic Waves

A stochastic background of GWs is any GW signal produced by a large number of

weak independent and unresolved sources. There are two broad source categories:

cosmological and astrophysical. Potential sources for the cosmological stochastic

GW background are phase transitions in the early Universe, cosmic strings and the

Big Bang itself. Detecting these GWs could provide key insights to fundamental

processes of the early Universe (Caprini, 2015). Astrophysical sources include

unresolved core-collapse SNe, pulsars and inspirals. If detected, they would pro-

vide information about astrophysical source populations and population formation

mechanisms (Maggiore, 2000).



1.3. Multi-Messenger Astronomy 63

Stochastic Waves Search Methods

Detecting stochastic GWs is challenging since these signals are essentially another

source of noise in the interferometer. Distinguishing them from instrumental noise

is fundamental. Searches are split according to isotropic (e.g. cosmological) and

anisotropic (e.g. a particularly population of stars in our galaxy) stochastic GW

background. Isotropic stochastic waves are detected by cross-correlating the outputs

of two detectors. Since the signal is isotropic it will be similar in both detector

whereas the instrumental and environmental noise (given that the two detectors are

suf�ciently apart) is statistically independent from one another. Cross-correlating the

two detector outputs will yeild the correlated noise components which will include

the stochastic GW background. This is similar to matched �ltering but here the

template comes from the signal in the other detector. Detecting anisotropically-

distributed sources for long-periods of time will give rise to a signal that will rise

and fall in a systematic way according to the change in the detector's orientation due

to the motion of the Earth. Looking for a background signal that exhibits periodic

features is one of the methods employed. For an in depth discussion of the detection

methods for stochastic GW background please see Allen & Romano (1999) and

Romano & Cornish (2017).

1.3 Multi-Messenger Astronomy

The �rst binary neutron star event detected in2017by LIGO and Virgo, named

GW170817, (Abbott et al., 2017c,d) was also the �rst joint detection of gravitational

and EM radiation from a single source.1:7 s after the BNS event was observed

in LIGO, a short-gamma-ray burst (SGRB) was detected by the Fermi Gamma-

ray Burst Monitor (GBM) (Goldstein et al., 2017) and INTEGRAL (Savchenko

et al., 2017). It has long been hypothesised that SGRBs are linked to BNS mergers

(Eichler et al., 1989; D'Avanzo, 2015) and this was a direct con�rmation that these

binaries are indeed the progenitors of (at least some) SGRBs. GRBs are characterised

as short or long depending on the duration of the gamma-ray emission and their

spectral differences (Dezalay et al., 1992; Kouveliotou et al., 1993). Long GRBs are
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associated with the core-collapse of massive stars (Galama et al., 1998; Hjorth &

Bloom, 2012).

Following the detection in LIGO-Virgo and Fermi-GBM, an alert was sent

out to the EM community and a global effort to observe the event across the EM

spectrum begun. The importance of GW multi-detector observations is evident

in the case of GW170817 where the rapid sky localisation area was improved by

� 80% from 190 deg2 (90% probability) with LIGO only, to31 deg2 due to the

contribution from Virgo. The90% probability region provided by Fermi-GBM

was1800 deg2. BNS merger models predict that the expected EM emission will

fade within a matter of days to weeks. The improved localisation area provided by

Virgo was therefore crucial, as it allowed the EM community to swiftly identify the

EM counterpart and observe its entire evolution. The counterpart was observed by

numerous telescopes around the globe (Soares-Santos et al., 2017; Lipunov et al.,

2017; Arcavi et al., 2017; Coulter et al., 2017; Tanvir et al., 2017; Valenti et al., 2017;

Cowperthwaite et al., 2017). The UV, optical, and NIR (near-infrared) emission from

the event was consistent with a kilonova. A kilonova is a transient event fuelled by

the radioactive decay of rapid neutron capture (r-process) elements synthesised in the

merger ejecta (Li & Paczýnski, 1998; Metzger et al., 2010; Metzger & Berger, 2012).

The properties of the kilonova, such as timescale and peak luminosity, strongly

depend on the ejecta composition. Observing the kilonova, allowed us to constrain

the unknown origin of the heaviest elements in the Universe and provided evidence

that BNS are a dominant site of r-process enrichment (Cowperthwaite et al., 2017;

Tanvir et al., 2017).

The role of galaxy surveys is very important in follow-up observations to GW

events. The way a counterpart EM signal is identi�ed when observing the source

location using a telescope, is by making use of difference imaging algorithms, and

comparing the new images of the follow-up observations to images of the same patch

of sky taken at a time prior to the event either as part of galaxy survey observations

or other efforts that image the sky. The next step is to identify the relevant EM

signal by rejecting non-astrophysical artefacts and unrelated transient events such as
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SNe. A galaxy catalog is necessary to match transient events to their host galaxies

and either reject or accept the event as a potential candidate by comparing its

distance from us with the distance given by the GW waveform. Having identi�ed

the relevant EM signal and the corresponding host galaxy, galaxy surveys provide

us with information regarding the properties of the host galaxy such as its redshift

which is key in estimating the cosmological parameters. In this way, galaxy surveys

can facilitate EM follow-up strategies, help us better understand the properties of

host galaxies and thereby provide insights to population formation rates of GW

sources and allow us to use GW events as standard sirens to estimate cosmological

parameters. In the next section I will focus on some of the largest past, current and

upcoming galaxy surveys.

1.3.1 Overview of Galaxy Surveys

Galaxy surveys provide a 3D map of the Universe cataloguing astronomical objects.

The main aim of these surveys is to measure the expansion history and growth of

structure of the Universe with precision and to high redshifts. Doing so will provide

us with a greater understanding of the physics underpinning our Universe.

Approaches of galaxy surveys are generally divided into two types: imaging

and spectroscopic. Spectroscopic surveys provide accurate measurements of redshift

but more observation time is needed per object. Photometric surveys are much less

time-demanding but produce redshifts that are less accurate. Table 1.3 summarises

some of the largest galaxy surveys.

2-degree �eld Galaxy Redshift Survey

The2-degree �eld Galaxy Redshift Survey (2dFGRS, Colless et al. (2001)) was one

of the �rst major galaxy surveys, observing between1997to 2002. The survey was

carried out using the4 m Anglo-Australian Telescope in Australia. It has a2 deg

diameter �eld of view, hence its name, and its spectrograph was comprised of400

�bres. It covered an area of about2;000 deg2, obtaining spectra for around250;000

objects surveying regions in both the north and the south galactic poles.
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Survey Dates
Area

[deg2]
Probes

2dFGRS 1997 -2002 2;000 BAO, RSD

SDSS 2000 - 14;555 BAO, RSD

DES 2013 - 2019 5;000 BAO, WL, CL, SN

SuMIRe 2014 - 2024 1;500 BAO, RSD, WL, CL

DESI 2021 - 2026 14;000 BAO, RSD

VRO/LSST 2024 - 2034 20;000 BAO, WL, CL, SN

Euclid 2023 - 2029 15;000 BAO, RSD, WL, CL

Roman 2026 - 2031 2;200 BAO, RSD, WL, CL, SN

Table 1.3: A selection of major past, current and upcoming galaxy surveys. Abbreviations
are baryon acoustic oscillations (BAO), redshift-space distortions (RSD), weak
lensing (WL), clusters (CL) and supernova (SN). Adapted from Weinberg &
White (2022).

Sloan Digital Sky Survey

The Sloan Digital Sky Survey (SDSS, York et al. (2000)) is one of the largest surveys

with publicly available data. It combines both imaging and spectroscopy, using a

dedicated2:5 mwide-angle optical telescope at Apache Point Observatory in New

Mexico. It has imaged a third of the sky and obtained spectra for� 4 million objects.

Observations begun in2000and both imaging and spectroscopic data were obtained

until 2009when the imaging camera was retired. Since then the telescope has been

observing solely in spectroscopic mode. It is capable of observing galaxies up to

redshift of 2.

Dark Energy Survey

The Dark Energy Survey (DES, Dark Energy Survey Collaboration et al. (2016))

was designed to probe the origin of the accelerating Universe and help constrain the

properties of dark energy using baryon acoustic oscillations, weak lensing, galaxy

clusters and SNe. It is a wide-�eld optical to NIR survey which uses the Dark

Energy Camera (DECam) mounted on the4 m Blanco telescope at the Cerro Tololo

Inter-American Observatory (CTIO) in Chile. Over six years (2013-2019), DES



1.3. Multi-Messenger Astronomy 67

recorded photometric redshifts of� 300million objects and imaged5000 deg2 of

the southern sky. DECam was one of the facilities that observed the EM counterpart

to the �rst BNS event.

Subaru Measurement of Images and Redshifts

The Subaru Measurement of Images and Redshifts (SuMIRE, Takada et al. (2014))

uses a wide-�eld camera (Hyper SuprimeCam) and a wide-�eld spectrograph (Prime

Focus Spectrograph) on the8:2 m Subaru telescope located at the Mauna Kea

Observatory in Hawaii. It observes in the optical to NIR and is able to probe galaxies

of up to redshift of 2:4.

Dark Energy Spectroscopic Instrument

The Dark Energy Spectroscopic Instrument (DESI, DESI Collaboration et al. (2016))

is a powerful spectroscopic survey that begun observing in2021. It has already

recorded more than14million galaxy and quasar spectra which is more than three

times the spectra previously available and� 30%of the total spectra planned over

the instrument's5-year run. DESI is �tted onto the4 m Mayall Telescope on top

of Kitt Peak in Arizona, US. DESI has a8 deg2 �eld of view and aims to observe

a third of the sky. Its focal plane contains5000�bre-positioning robots and the

spectrographs cover a spectral range of360to 980 nm, probing redshifts up to 1.7 for

emission line galaxies. DESI will use redshift-space distortions to map the growth of

structure and BAO to map the distance-redshift relation at high redshifts and thereby

gain new insights into the expansion history and evolution of dark energy.

Legacy Survey of Space and Time

In the early 2020s the Legacy Survey of Space and Time (LSST) of the Vera Rubin

Observatory (VRO) will join in the efforts to map the Universe and understand the

structure and evolution of the Universe. The Rubin Observatory LSST camera on the

8:4 mSimonyi Survey Telescope contains over three billion pixels and will provide

wide-�eld, high-quality images. LSST imaging will probe weak lensing, cluster and

BAO to provide photometric redshifts to billions of galaxies. Additionally, it will

also monitor thousands of SNe.
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Euclid and Roman

The ESO Euclid mission (Laureijs et al., 2011) and the Nancy Grace Roman Space

Telescope (previously WFIRST, Green et al. (2012)) are space-based telescopes

and hence will be able to obtain higher angular resolution and observe in the NIR

region. Large area imaging will be conducted for weak lensing and cluster studies

and spectroscopy of galaxies for BAO and RSD studies, with Roman also observing

SNe. While Euclid will be covering a wide area, Roman will be observing a smaller

patch of the sky deeper.

1.3.2 Spectroscopy

An astronomical spectrum can reveal properties of the source object such as its

composition, temperature, distance and luminosity as well as the object's radial

motion. Due to the fact that the Earth's atmosphere is opaque to most of the EM

spectrum, many ground-based telescopes observe in the optical band. Isaac Newton's

experiment with a prism was the �rst evidence that white light is made up of the

colours of the visible spectrum. As the different colours have different wavelengths,

they refract at different angles when passing through the prism, causing them to

separate. Combining a prism, a telescope and a slit (to mask the light from other

sources), Joseph von Fraunhofer developed the �rst modern spectrograph. In1814,

Fraunhofer used the spectrograph to examine light from the Sun and discovered dark

absorption lines in the solar spectrum, today known as Fraunhofer lines. These were

later identi�ed by Kirchhoff and Bunsen to correspond to the absorption by chemical

elements in the sun's atmosphere.

Most spectrographs nowadays use �bre-optic cables, each with many �bres,

to pass light through a slit. In the DESI spectrograph, the light is then split using

dichroics into three beams each directed to a different camera that is sensitive to

different wavelength ranges. Before reaching the cameras, the beams are spread

using a volume phase holographic grating. This allows for high resolution spectra

to be obtained. Current spectrographs are able to observe and obtain spectra for

multiple objects at once as each �bre can be positioned to observe a different target,

increasing the ef�ciency of spectroscopic surveys.
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Figure 1.7: Rest-frame galaxy spectrum obtained by DESI (spectrum de-redshifted). The
vertical dashed lines indicate important emission and absorption lines.

1.3.2.1 Galaxy Spectra

Figure 1.7 depicts a galaxy spectrum. A spectrum is a plot of power per unit area

per wavelength,Fl against wavelength,l . There are three aspects in a spectrum:

the continuum, the absorption and emission lines. The observed galaxy spectrum

is redshifted. By comparing the features observed in the redshifted spectrum with

known rest-frame spectra of various atoms and molecules on Earth, the redshift of

the galaxy can be obtained using eq. 1.18.

The Continuum

The continuum is made up from the superposition of all the stellar spectra in the

galaxy. A bluer continuum indicates that the galaxy contains hot, high-mass young

stars whereas a redder continuum indicates cool, low-mass stars and an old stellar

population.

Absorption Lines

Absorption lines occur mainly in stellar atmospheres and in the cold neutral interstel-

lar medium (Saintonge & Catinella, 2022). When light passes through these, photons

of certain wavelengths are absorbed by the atoms and molecules encountered. The

absorbed photons excite electrons to higher states. When the electron returns to the

ground state the photon is re-emitted in random directions. Therefore, photons of

wavelengths that correspond to the characteristic state transitions of the elements

that make up the medium do not reach us. Absorption lines can help us identify the

composition of stellar atmospheres and interstellar medium as well as the age and
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metallicity of the galaxy's stellar population (Mo et al., 2010).

Some major absorption lines observed are shown in Figure 1.7. The CaII K and

H l 3935; l 39701 are prominent absorption lines in the spectra of solar-type and

cooler stars due to singly ionised calcium. These lines are typical of old metal-rich

stars (> 109yr). The relative strengths of the H and K lines are an indicator for the

relative importance of young and old stars in the case of mixed population galaxies.

When the K line is larger than the H line, the old star population dominates, and

vice versa (Almeida et al., 2012). The NaI D-linesl 5896; l 5898which occur in

the yellow region of the spectrum due to sodium, partially arise from the cold ISM.

The strength of these lines correlates with stellar dust extinction (Asari et al., 2007).

The separation of D-lines is too small to be resolved by most spectrographs.

Emission Lines

Emission lines originate mainly from the hot interstellar medium. They contain

a wealth of information, as their strength and pattern provide information on the

intensity and nature of the ionising source, the physical and chemical composition

of the interstellar gas and dust content. The strength of the emission lines depends

on the abundance of the corresponding excited state and element but also on the

temperature and ionisation state of the gas.

Diagnostic diagrams based on the ratio of emission line strengths are commonly

used for the classi�cation of emission-line galaxies. Baldwin et al. (1981) were the

�rst to propose such a diagnostic. In particular, the BPT diagram which categorises

galaxies according to the ratio of [NII ] l 6585to Ha and [OIII ] l 5008to Hb is one

of the most used diagnostics. The square brackets indicate “forbidden” lines which

are highly improbable transitions that only occur at very low density areas. The

[N II ] l 6585to Ha ratio indicates whether the ionisation mechanism of the gas is due

to extreme star formation happening in the galaxy, called starburst galaxies (Ha �

[N II ] l 6585) or whether the ionisation is caused by a radiation �eld harder than that

of newborn stars such as active galactic neuclei (AGNs) (Ha /2.5� [N II ] l 6585).

1Quoted wavelengths throughout this thesis correspond to the rest wavelength in vacuum and are
expressed in Angstroms (1	A = 10� 10 m).
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AGNs are compact regions in the centre of galaxies that have much higher luminosity,

often outshining the entire galaxy making the galaxy appear point-like similar to a

star. The EM radiation of an AGN is thought to result from a supermassive black

hole at the centre of the host galaxy accreting matter. Subclasses of AGNs include

quasars, which are the most luminous AGNs, and Seyferts. Quasars and Seyferts

type 1 exhibit broad emission lines while Seyferts type 2 only have narrow features.

Low-ionisation nuclear emission-line region (LINERs) (Heckman, 1980) are a type

of galactic nucleus whose spectra resemble that of narrow-line Seyferts. In contrast

to Seyferts, their spectra are dominated by emission lines arising from low ionisation

states. Any high ionisation lines present are weak. Hence, the [OIII ]/Hb ratio can

be used to distinguish high ionising sources such as Seyferts ([OIII ] � Hb) from

LINER sources ([OIII ] . Hb). Alternative diagnostic diagrams replace Hb with

[O II ] for galaxies with weak Hb emission, as [OII ] is much less affected by low

S/N (Fernandes et al., 2010).

H II Regions and Hydrogen Lines

Star forming regions in a galaxy will ionise the surrounding interstellar medium cre-

ating H II (singly-ionised hydrogen) regions. The ions and electrons recombine and

the excited states decay resulting in the emission of photons of speci�c wavelengths

corresponding to the speci�c electron transitions. HII regions are found in spiral

galaxies and irregular galaxies but rarely in elliptical galaxies. Elliptical galaxies

are thought to form from galaxy mergers which are common in galaxy clusters

(Toomre & Toomre, 1972; Barnes, 1990). While individual stars rarely collide when

galaxies run into each other, giant molecular clouds and HII regions are actively

disturbed, triggering large bursts of star formation. Galaxies undergoing such rapid

star formation are known as starburst galaxies. Under such conditions, nearly all of

the gas is converted into stars leaving the post-merger elliptical galaxy deprived of

gas and therefore HII regions can no longer form.

Hydrogen is one of the most abundant element in the Universe and hence its

spectral lines are commonly observed. The hydrogen atom has only one electron

around its nucleus. The wavelength of the photon emitted or absorbed when an
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electron jumps between two levelsn1 andn2 is given by

1
l

= RH

�
1
n2

1
�

1
n2

2

�
(1.70)

whereRH = 1:09678� 107 m� 1 is the Rydberg constant for hydrogen.

Some of the most common hydrogen lines observed in the optical band are

Balmer lines. Balmer lines refer to electron transition from higher levels to level 2,

emitting a photon. The lines are as follows: Ha l 6565(3 ! 2), Hb l 4863(4 ! 2),

Hg l 4342(5 ! 2) and Hd l 4103(6 ! 2). The Ha line is red in colour and is

commonly seen in most spiral and irregular galaxies, HII regions and active galactic

nuclei.

Other Spectral Features

An effect that can be observed in spectra is broadening of the spectral lines due to

the Doppler effect. This is called Doppler broadening and it is caused by the velocity

dispersion of atoms and molecules. Different velocities cause different Doppler

shifts and the resulting effect is broadening of the spectral lines. The motion of

particles can be due to several reasons such as high temperatures (thermal Doppler

broadening), bulk movement of material, rotational motion of galaxy and chaotic

motion in the gas cloud.

Another important feature is the Balmer break, where the intensity drops in the

blue part of the spectrum forl < 3646 	A. The excited hydrogen becomes ionised

creating a source of continuum opacity for photons withl < 3646 	A. This appears

as a discontinuity in the spectrum with the amplitude of the break indicating the age

of stellar population. The Balmer break is common in star-forming galaxies where

hydrogen is in abundance. Another feature is the4000 	A break which is due to the

absorption of high energy photons by metals in the atmospheres of cool stars and

lack of hot blue stars, causing an intensity drop in the blue region of the spectrum. It

is enhanced in old-stellar population galaxies that are metal-rich such as elliptical

galaxies.
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1.4 Bayesian Statistics

Having collected observations of the Universe, astronomers are faced with the

challenge of unveiling the underlying causes and mechanisms responsible for the

generation of the observed phenomena. These types of problems are called inverse

problems. As the phenomena observed in the Universe are not repeatable experi-

ments, the frequentist interpretation of statistics, which views probabilities in terms

of the frequency of events in repeatable experiments, is inadequate. In the Bayesian

interpretation of statistics, probabilities express a degree-of-belief or plausibility

about events based on the available knowledge. Hence, Bayesian statistics can be

used to model our uncertainty about events that are not repeatable. This allows us

to make the best inference based on the observed data and any prior knowledge we

have available.

1.4.1 Bayes' Theorem

At the core of Bayesian statistics is Bayes' theorem which was �rst proposed by

Thomas Bayes in the18th century. His work titled“An Essay towards solving

a Problem in the Doctrine of Chances”was presented posthumously by Richard

Price at the Royal Society in 1763. Bayes' theorem describes a principled approach

for computing and updating probabilities in light of new information. Given a

theoretical model,M , which describes the underlying mechanisms that led to the

generation of the observed data,d, Bayes' theorem can be used to estimate the

value of the model parameters,q. This translates to the probabilityp(qjd;M ),

called the posterior probability which encapsulates the problem we are interested in

constraining. According to Bayes' theorem the posterior probability is given by,

p(qjd;M ) =
p(djq;M ) p(qjM )

p(djM )
: (1.71)

The prior probability,p(qjM ), represents the state of knowledge (or ignorance)

about the parameters before analysing the observed data. This is modi�ed by

the observed data through the likelihood function,p(djq;M ) which describes the

probability of observing the data given a set of parameters and a model. The



74 Chapter 1. Introduction

denominatorp(djM ) is called the evidence (Sivia & Skilling, 2006).

According to the product rule, the numerator of Bayes' theorem (eq. 1.71) is

equal to the joint probability ofd andq given modelM ,

p(d;qjM ) = p(djq;M ) p(qjM ): (1.72)

The evidence, also called marginal probability, can be calculated via marginalising

eq. 1.72 overq,

p(djM ) =
Z

q
p(d;qjM ) dq =

Z

q
p(djq;M ) p(qjM ) dq: (1.73)

Hence, the evidence is equal to the numerator in Bayes' theorem (eq. 1.71)

marginalised over the model parameters. This suggests that the evidence behaves as

a normalisation constant in parameter estimation problems, as it does not depend

onq. In model selection problems, the evidence plays a crucial role in comparing

the suitability of competing models based on how probable each model is, given the

observed data.

1.4.2 MCMC

Once the likelihood function and prior distribution have been de�ned, the next step is

to �t the model to the observed data so as to estimate the posterior distribution. For

many problems in cosmology and astrophysics, the mathematical equation describing

the posterior distribution is both high-dimensional and complicated. In particular,

in high-dimensions it is often the case that the evidence does not have a closed

form solution and hence the integral is analytically intractable. This means that

the posterior distribution cannot be evaluated exactly. Markov Chain Monte Carlo

(MCMC) methods provide a solution to estimating the posterior distribution in this

Bayesian framework (Gelfand & Smith, 1990).

MCMC combines two concepts: Monte Carlo sampling and Markov chains.

Monte Carlo is a stochastic algorithm used for approximating integrals by drawing

random samples from a given probability distribution and using the associated

empirical estimates. In cases where there is no tractable method for drawing exact
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samples from the probability distribution we make use of a Markov chain to draw

approximate samples. A Markov chain is a stochastic process describing a sequence

of transitions whereby the probability of transitiont depends only on the state

t � 1. The Markov chain is constructed in such a way that the resulting stationary

distribution is equal to the target distribution i.e. the posterior distribution we are

trying to estimate. For each iterationt a new proposed sample will be drawn which

will be accepted or rejected based on how probable it is with respect to the current

sample, according to the target probability distribution. A more probable sample will

always be accepted while a less probable sample will be sometimes rejected. Hence,

this technique allows the algorithm to explore both low and high-density regions of

the target distribution, with a larger number of samples being returned from the more

probable regions.

Running the Markov chain until the stationary distribution has been reached

is called burning in. Beyond this point, a sequence of samples are drawn which

can then be used to obtain the corresponding Monte Carlo estimates. The burning

in samples are discarded. While the samples drawn are identically distributed, any

two successive samples in the Markov chain are highly correlated. An approach

to mitigating this problem is called thinning, where we only keep everynth sample

(Goodfellow et al., 2016). For a review of the various MCMC-based sampling

algorithms see van de Schoot et al. (2021).

1.5 Machine Learning

The �eld of arti�cial intelligence (AI) was born in the 1950s, when a handful of

pioneers, including Alan Turing, started asking whether we could build “thinking

machines” (Turing, 1950). While the ideas and concepts underpinning arti�cial intel-

ligence were discussed for many years before this, the term “arti�cial intelligence”

was coined in 1956 when John McCarthy, together with the rest of the founders of

AI, proposed a summer workshop at the Dartmouth conference. The proposal read

(McCarthy et al., 1955):
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The study is to proceed on the basis of the conjecture that every aspect of learning or

any other feature of intelligence can in principle be so precisely described that a

machine can be made to simulate it. An attempt will be made to �nd how to make

machines use language, form abstractions and concepts, solve kinds of problems

now reserved for humans, and improve themselves. We think that a signi�cant

advance can be made in one or more of these problems if a carefully selected group

of scientists work on it together for a summer.

On this account, arti�cial intelligence took shape as a �eld of research. The

rami�cations of many of the scienti�c questions put forward in the proposal, are still

being explored today.

AI can be described as the effort to automate intellectual tasks normally per-

formed by humans. Both machine learning and deep learning fall under the general

�eld of AI. Machine learning does not conform to the usual paradigm of rule-based

computer programs hard-coded by humans. Instead, a machine learning algorithm

is able to learn from the data without being explicitly programmed. A concise

de�nition by Mitchell (1997) states that: “A computer program is said to learn from

experienceE with respect to some class of tasksT and performance measureP

if its performance at tasks inT, as measured byP, improves with experienceE”.

Presented with a large amount of examples relevant to a task, a machine learning

algorithm is able to come up with the rules for automating the task.

Driven by the development of faster hardware and the availability of larger

datasets, machine learning came to �ourish in the 1990s. The wide application of

machine learning in computer science and other research �elds, was re�ected in

astronomy (Fluke & Jacobs, 2020). Early applications include the use of principal

component analysis and neural networks for galaxy classi�cation (Whitmore, 1984;

Storrie-Lombardi et al., 1992; Lahav et al., 1995). With the advent of large galaxy

surveys gathering highly complex data at the petabyte, and soon exabyte scale, the

value of automated tools for knowledge discovery in astronomy, has been �rmly

established. For an overview of machine learning applications in astronomy we refer
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the reader to Baron (2019).

There are two main types of machine learning algorithms: supervised and

unsupervised. Supervised machine learning algorithms receive a set of features

describing the data along with the corresponding labels and are tasked with learning

the meaningful mapping between the two. The two main types of supervised learning

are classi�cation which involves predicting a class label and regression which deals

with predicting a numerical value. Unsupervised machine learning algorithms are

tasked with learning the underlying distribution of the data and uncovering the

complex patterns present, without labels. Types of unsupervised learning include

clustering, dimensionality reduction and anomaly detection.

1.5.1 Deep Learning

Deep learning is a sub�eld of machine learning. It is based on arti�cial neural

networks (ANNs) in which successive layers of processing are used to learn in-

creasingly meaningful representations. ANNs (also called fully-connected, dense

or feedforward neural networks) are made up of neurons. Multiple neurons form a

layer and multiple layers stacked together form a neural network. A neural network

consists of an input layer, an output layer and layers in between called hidden layers.

Each neuron in a layer is connected to all neurons in the next layer (apart from the

nodes relating to the bias parameters as these nodes are �xed - see discussion in next

section), as depicted in Figure 1.8.

1.5.1.1 Forward Pass

Let's consider a classi�cation problem wherexxx maps onto the class labelsyyy via an

unknown underlying functionf � , yyy = f � (xxx). The goal of the neural network is to

approximate the functionf � by de�ning a mappingyyy = f (xxx;www) and learning the

value of the weightswww which will result in the best approximation. Neural networks

can be described as a series of functional transformations. A network with three

layers can be represented by

f (xxx) = f (3)( f (2)( f (1)(xxx))) (1.74)



78 Chapter 1. Introduction

where f (1) is the �rst layer, f (2) the second, and so on. The overall length of the

chain represents the depth of the network (Goodfellow et al., 2016).

Following Bishop (2006), let the input data be composed ofN examples each

with D features. Consider a neural network, composed of an input layer withD

neurons, re�ecting the number of features that it will receive, followed by 2 layers.

Let the weights of the �rst layer be de�ned byw(1)
ji where j andi indicate thei-th

weight of thej-th neuron. The input variables will be linearly transformed according

to

a j =
D

å
i= 1

w(1)
ji xi + w(1)

j0 (1.75)

wherew(1)
j0 are referred to as the biases and allow for any �xed offset in the data,

anda j are called the activations. A non-linear activation function,h, is then used to

transform these to give

zj = h(a j ) (1.76)

wherezj are the outputs of the hidden layer. Common activation functions include

the logistic sigmoid, the recti�ed linear unit (ReLU) and the tanh function.

Thezj are again linearly combined to give the output unit activations of the

second layer

ak =
M

å
j= 1

w(2)
k j zj + w(2)

k0 (1.77)

wherek = 1; :::;K with K being the total number of outputs. For a binary classi-

�cation problem this will be2. The activation function that will be applied toak

will depend on the problem at hand. In the case of binary classi�cation, a logistic

sigmoid function is used resulting in the outputs being given by

yk = s (ak) (1.78)

wheres (a) = 1
1+ exp(� a) represents the sigmoid function.
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Figure 1.8: Two-layer neural network diagram. The nodes represent the input, hidden
and output variables, while the links between the nodes represent the weight
parameters. The bias parameters are denoted by links coming from the �lled
nodes representing the additional input and hidden variables (x0 andz0). The
arrows denote the direction of information �ow through the network during
forward propagation. Obtained from Bishop (2006).

The bias parametersw(1)
j0 andw(2)

k0 in the �rst and second layers can be absorbed

into the set of weight parameters by de�ning additional input and hidden variables

x0 andz0 whose value is �xed to 1. The overall network function becomes

yk(xxx;www) = s

 
M

å
j= 0

w(2)
k j h

 
D

å
i= 0

w(1)
ji xi

!!

: (1.79)

As these bias nodes are �xed they are not connected to any neuron in the previous

layer. They are connected to all other nodes of the next layer with the weights

being the bias parameters. Figure 1.8 depicts the network we have described. The

equations above, describe the forward propagation in the neural network.

1.5.1.2 Backward Pass

In order for the network to learn, it requires feedback on how well the predicted

outputs match the true values. This is measured by the loss function of the network,

also called the objective function or cost function. The loss function takes the

predictions of the network and the true targets and computes a score, capturing the

performance of the network. The loss function is chosen to re�ect the task at hand.
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For example for a regression problem a typical choice of loss function is the mean

square error while for a classi�cation problem, the cross entropy loss function is

usually used. This score is used as a feedback signal to inform the network in which

direction to adjust the weights so as to minimise the loss.

The functions applied in the neural network forward pass are smooth and

continuous and are hence differentiable. Chaining together the functions of each

layer, as indicated by eq. 1.74, will result in a function that is also differentiable. This

function maps the model's weights to the loss and by minimising it we are able to

�nd the weights that result in the smallest loss value and hence the best predictions.

Given a differentiable function, theoretically it is possible to �nd the minimum

analytically, by identifying all the points of the function where the derivative is zero

and checking which gives the lowest loss value. However, doing this is inef�cient

and intractable for neural networks as they have, at least, a few thousand parameters.

Instead, back-propagation is used. The back-propagation algorithm (Rumelhart

et al., 1986) allows us to compute the gradient of the loss function with respect to

the weights, inexpensively. It works by computing the partial derivative of the loss

function with respect to each weight, one layer at a time, using the chain rule. These

gradient expressions encapsulate how a small change in the weight will affect the loss

value. A key point is that the only way a weight at layer,l , affects the loss function

is through its effect on the next layer,l + 1. Backpropagation leverages this to break

down the problem. Via a backward pass of the network, it calculates the derivatives

of simple operations between successive layers, and chains them together in order to

obtain the derivative of arbitrarily complex combinations of these operations. The

derivative of the loss function is used to update the weights by adjusting their value

in the direction opposite to the gradient.

An optimiser is used to implement the weight update step by making use of the

derivative of the loss function,CCC, with respect to the weights,¶CCC(wwwt )
¶wwwt

. A common

optimiser used is gradient descent which updates the weights according to

wwwt+ 1 = wwwt � h
¶CCC(wwwt)

¶wwwt
(1.80)
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whereh represents the learning rate and the subscriptst andt + 1 indicate the training

iterations. The learning rate indicates the size of the step in the direction opposite

to the gradient. It should be carefully selected since a very small value can lead

to the algorithm taking very long to converge or get stuck in an undesirable local

minimum, while a learning rate that is very large, causes drastic updates which can

lead to divergent behaviours.

1.5.1.3 Training Loop

The weights of the model are initialised with small random values and hence the

model will initially implement random transformations. Naturally, the outputs will

be far from the targets resulting to a high loss score. As the input data are processed

by the network, the weights are adjusted by small amounts in the correct direction,

and the loss score decreases. This process describes the training loop. Calculating

the loss and its gradients over the full training set is computationally expensive,

hence the gradient descent is typically performed over small subsets of the dataset,

known as batches or mini-batches. At each iteration, the network performs a forward

and backward pass over a batch of data. When the network has iterated over all the

batches, it is said to have completed one epoch of training.

1.5.1.4 Generalisability and Regularisation

A central challenge in machine learning is to build an algorithm that performs well

not just on the training set but also on previously unseen data. The ability of a model

to perform well on new inputs is called generalisation. This is often in tension with

the optimiser which tries to minimise the error on the training set. As deep learning

algorithms are capable of learning complicated mappings, a problem we often run

into is that the algorithm over�ts on the training set, learning spurious correlations in

the data arising from noise. While this would mean a very small training error, the

model would perform badly given a newly sampled dataset which does not exhibit

these spurious correlations.

In order to have a robust way of evaluating the performance of a model, it is

common practice to sub-divide the available data into three sets: a training set, a

validation set and a test set. The training set is used for training the model and
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Figure 1.9: Training (dotted line) and validation (dashed line) loss curves indicating areas
of under�tting, over�tting and optimal �t. Obtained from Chollet (2017).

it is typically composed of70� 80% of the entire dataset. The validation set is

used for model evaluation while training and the test set is used only once after

training the model to provide an unbiased estimate of performance. A model that

performs well will have a small training error and a small gap between the training

and validation/test errors, as shown in Figure 1.9.

To increase a model's generalisability and prevent it from over�tting, we make

use of regularisation techniques which work by limiting the capacity of the model.

Common regularisation approaches include adding a penalty term to the loss function.

Such two methods are the L1 and L2 which act by promoting sparsity and restricting

the values that the weights can take on. Early stopping is also commonly used. It

is based on observing the behaviour in Figure 1.9 through monitoring the training

and validation loss. Every time the validation loss improves, a copy of the model

parameters is stored. When the loss on the validation set stops improving for a

pre-speci�ed amount of epochs, then the algorithm terminates training and the model

reverts to the best recorded parameter values.

Dropout (Srivastava et al., 2014) is one of the most effective regularisation

techniques commonly used for neural networks. Dropout applied to a layer, switches

off, i.e. sets to zero, a randomly selected subset of neurons along with its incoming

and outgoing connections. This encourages neurons to be as effective as possible

individually and breaks up situations where neurons rely heavily on other neurons.
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The probability of dropout,p, is called dropout rate and is a tunable parameter

usually set between0:2� 0:5. Dropout is only applied during training which leads to

a discrepancy in the number of active neurons during training and testing. To account

for this discrepancy the weights are multiplied by the keep probability (1� p) before

applying the network to the test data.

In this section I have described the building blocks of neural networks and their

training. In the following sections I focus on three types of deep learning algorithms

which are used in the studies described in later chapters of this thesis.

1.5.2 Convolutional Neural Network

Convolutional neural networks (LeCun et al., 1989) are a specialised class of ANNs

for processing data with a grid-like topology, that is, data in which spatial correlations

exist between neighbouring data points. Examples include time series data (1D)

and image data (2D). A fundamental difference between CNNs and fully connected

networks, is that CNNs employ convolution in place of general matrix multiplication.

A convolution refers to the application of a �lter function (also called kernel) to

the inputs resulting in an activation. Applying the same �lter to an input repeatedly

results in a feature map. The kernel is typically smaller than the input and the feature

map is obtained by sliding the kernel, left to right and top to bottom, across the input

as shown in Figure 1.10.

Convolutional layers are able to learn speci�c features present in the data, for

example in the case of an image, a �lter can pick up vertical or horizontal line

features. The learned patterns are translation-invariant, meaning that after the CNN

has learned a pattern which was present in a speci�c location of the image, it is able

to recognise it anywhere else in the image too. A fully-connected network would

need to learn the pattern again if it encountered it in a new location. This makes

CNNs more ef�cient as they are able to reduce the number of parameters needed to

be learned. As the same �lter is applied to the input data at each position, it means

that the network only needs to learn the weights corresponding to the �lters.

A CNN is usually composed of multiple �lters, i.e. multiple convolutional

layers, allowing the network to learn spatial hierarchies of patterns. The �rst convo-
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Figure 1.10: Example of a2D convolution where the kernel is �rst applied to the upper left
element of the input tensor indicated by the box. The corresponding output
is the �rst element in the output matrix indicated by the double borders. To
produce the rest of the feature map, the kernel moves from left to right and
top to bottom across the input, moving one pixel at a time. Obtained from
Goodfellow et al. (2016)

lution layer learns small local features such as edges and lines. Subsequent layers

can combine these low-level patterns from the previous layers in the network, to

learn larger, higher-level patterns. In this way a CNN can learn increasingly complex

shapes.

The size of the feature map is controlled by the size of the �lter, the stride and

padding applied. The stride determines the distance between the positions at which

the �lter is applied. For example a stride of1 will move the �lter one pixel at a

time. Padding is the addition of zeros to the edges of the input data, prior to the

application of the �lters. This is done to prevent losing any border features as these

ordinarily would participate in only a single operation and hence be undervalued. By

controlling the size of the feature maps we can affect the amount of information that

is preserved.
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Figure 1.11: Example of a max pooling layer applied to the output of a convolutional layer.
The max pooling �lter has a kernel size of 2� 2 and a stride of 2.

Similarly to ANNs, a non-linear activation is applied to the output feature map

of each layer which is then passed through a pooling layer, before reaching the

next layer. A pooling layer is used to downsample the feature map by replacing the

values of the map at each location with a summary statistic of the window. It acts by

sliding a kernel across the feature map applying the same hardcoded transformation.

Transformations include max pooling which keeps the maximum value in the window

or average pooling which computes the average value of the window. Figure 1.11

shows an example of a2� 2 max pooling layer with a stride of2. Pooling layers are

applied to reduce the dimensionality of the data, making the network more ef�cient.

Applying pooling means that the outputs are insensitive to small translations in the

input data, making the network translation invariant. This means that the network

is more concerned with whether a feature is present rather than its exact position.

Pooling layers also help the network to learn hierarchical representations of the input

data by making successive convolution layers look at increasingly large windows.

1.5.3 Long Short-Term Memory

Long short-term memory (LSTM, Hochreiter & Schmidhuber, 1997) is a type of

recurrent neural network (RNNs). RNNs are capable of processing sequences, by

iterating through the elements and retaining a memory of the previous inputs in

the network's internal state. Unlike feedforward neural networks which process

the input in a single step, RNNs loop over a sequence, processing the output of

the previous iteration together with the next sequence element (Goodfellow et al.,

2016). Figure 1.12 shows a schematic of a RNN, where the connection looping back

on the same node indicates that the output is used as an input in the next timestep.
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Figure 1.12: A schematic of a RNN omitting the outputs. Inputs are indicated byx and are
processed by the nodes withh indicating the state. The circuit diagram on the
left indicates that the output of the node is looped back on itself. Unfolding
this structure we get the diagram on the right, where each node represents a
particular timestep. Each node processes the input of the speci�c timestep
together with the state of the previous timestep.

Unfolding the diagram through time, reveals more clearly how RNNs process the

information.

Their ability to retain previous information in memory so as to inform the next

prediction, makes RNNs particularly suitable for language modelling and time-series

forecasting. In practice, while RNNs are able to learn short-term dependencies, they

struggle with long-term ones. The memory of previous inputs fades away quickly as

the RNN processes more elements in the sequence, making it impractical for many

applications in which the data exhibit long-term dependencies. This issue arises

due to the way backpropagation works. Gradients propagated over many timesteps

giving rise to increasingly smaller weights. The product of these many small weights

eventually vanishes, and hence the network is unable to learn these longer-term

dependencies. This is known as the vanishing gradients problem (Bengio et al.,

1994).

LSTMs are one of the most effective ways introduced to overcome this problem.

An LSTM cell is made up of a system of gating units which control the �ow of

information as shown in Figure 1.13. A key element of LSTMs is the cell state which

is a connection running through the entire chain allowing gradients to �ow over long

sequences (Staudemeyer & Rothstein Morris, 2019). The LSTM cell has access to

the cell state at all timesteps and can add or remove information from the cell state

via the use of gate units. The gates are composed of a sigmoid layer which controls

the amount of information to let through by outputting numbers between0 and1.
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Figure 1.13: Unfolded diagram of a LSTM cell composed of the forget, input and output
gates. The cell receives as inputs the sequence elementxt along with the output
of the previous timestep,ht� 1. The cell state creates a highway connection that
allows for the information from previous timesteps to �ow through. The forget
and input gates modify the cell state and the output gate using the updated
cell state to produce the output of the cell which is pass through to the next
timestep. Figure modi�ed from Olah (2015).

The forget gate is responsible for �ltering though the information carried by the cell

state based on the inputsxt (element in the input sequence corresponding to timestep

t) andht� 1 (output of the previous timestep). Next, the input gate determines the

new information to be stored in the cell state. The forget and input gates perform

linear operations on the cell state updating the information. Finally, the updated cell

state is used to produce the output of the unit by passing through atanhfunction

(so that the values are between� 1 and1) and a multiplication operation with the

sigmoid function of the output gate which decides what information to output. The

output of the cell is used as input in the next timestep. In this way LSTMs are able

to capture both long and short-term dependencies in sequential data.

1.5.4 Variational Autoencoder

Variational Autoencoders (VAEs, Kingma & Welling, 2013) are probabilistic, gen-

erative models based on the encoder-decoder architecture. VAEs are tasked with

learning ef�cient low-dimensional representations of the data in an unsupervised

manner. Figure 1.14 depicts an example architecture of a VAE.
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In a standard autoencoder (AE), the encoder is typically a feedforward neural

network and is tasked with mapping the input data,x, onto a low-dimensional hidden

representation,z, called the latent space. As the dimensions ofz are smaller thanx,

the encoder performs dimensionality reduction. This presents the bottleneck of the

model as the encoder must learn an ef�cient compression that preserves as much of

the information as possible by capturing the most meaningful factors of variation in

the data. The decoder is also a feedforward neural network, typically mirroring the

architecture of the encoder. Using just the latent space representations, it is tasked

with reconstructing the original data. The reconstructed output,x̂ is compared to the

original data through the loss function which is typically given by the L2 function,

jjx� x̂jj . This measures how far the reconstructed values are from the original ones.

During training this error is backpropagated, informing the weights update so as to

achieve a lower loss value. Hence, the AE attempts to �nd the best encoder-decoder

pair so as to maximise the information encoded in the latent space and learn the

underlying feature representations of the data.

While AEs are able of capturing non-linearities in the data and learn powerful

representations in low dimensions, they have a fundamental limitation. While the

encoder is able to map similar inputs together in latent space forming clusters, the

Figure 1.14: Example architecture of a VAE. The encoder is tasked with mapping the input,
x onto the low dimensional latent space,z, while the decoder is tasked with
decompressing the latent representation and producing reconstructions,x̂, of
the original data.
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latent space is unregularised, meaning that it is discontinuous, with gaps between

clusters that do not correspond to any data points. Using the decoder to try and

generate from these gaps, will result in unrealistic outputs. This limits the use of the

decoder to just replicating the inputs but not being able to randomly sample from the

latent space and generate.

The latent space of VAEs, on the other hand, is by design continuous and

therefore allows for the decoder to randomly sample from any point in the space

and generate meaningful outputs. The way that this is achieved is through adopting

a probabilistic approach. Instead of encoding each input in a vector, the encoder

produces a probability distribution overz, qf (zjx), wheref represents the parameters

of the encoder network. The encoded distribution is given by a normal distribution

and hence can be described by two vectors containing the latent mean and latent

variance. A point from the latent space is then sampled from the encoded distribution

according to

z � qf (zjx) = N (mzjx;s
2
zjx): (1.81)

The sampledz are then passed through the decoder. As the sampling procedure is

stochastic, each time the same input is passed through the encoder during training,

a slightly different sample in latent space will be propagated through the decoder.

Hence the decoder will not learn just a single point in latent space that characterises

the input, but it will learn that all points that fall within a small area in latent space

de�ned by the variance ofqf are representations of the input.

The decoder also outputs a probability distribution, inferringx from z. The

probability distribution is given bypq (xjz), whereq are the parameters of the decoder

network. The decoder distribution is chosen to re�ect the type of input data. For

example, in the case of binary input data a bernoulli distribution is used whereas for

continuous input data a normal distribution is used. For the latter case, the outputs

are given by

x̂ � pq (xjz) = N (mxjz;s
2
xjz): (1.82)
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Adopting a probabilistic approach is not enough to produce a model that can

generate new meaningful samples. We also need to ensure that the latent space

is regularised. The main properties of a regularised latent space are continuity or

smoothness, meaning that similar inputs reside close in latent space, and complete-

ness, meaning that decoded samples from the latent space are meaningful. It is

important to have these properties both on a local scale (between similar samples)

and on a global scale (between different clusters). This is achieved by enforcing

the encoded distribution to be close to a standard normal distribution. By requiring

the means to be close to0, it prevents the encoded distributions of different classes

to be far apart, and by requiring the variance to be close to the identity, allows for

local variability in a sample's position, preventing discontinuities. By regularising

the latent space the VAE is able to achieve better generalisation.

Let's now take a statistical approach to understanding VAEs and how the encoder

distribution is enforced to be a standard Gaussian. The subscriptsq andf de�ned

earlier to denote the parameters of the decoder and encoder networks are dropped in

what follows for algebraic conciseness, but are implicitly assumed. The encoder is

tasked with inferring the characteristics of a hidden variablez from x. Hence we are

interested in computingp(zjx) which according to Bayes' theorem is given by

p(zjx) =
p(xjz)p(z)

p(x)
=

p(xjz)p(z)
R

p(xjz)p(z)dz
(1.83)

wherep(z) is the prior onz and p(x) is the data likelihood or the evidence. As

discussed previously, computingp(x) is often dif�cult and it usually turns out to

be an intractable distribution. Using sampling estimates to approximately compute

p(x) � 1
n å i p(xjzi) wheref z1; ::zng are a large number ofz samples, is unsuitable

in this case as high dimensional spaces require a prohibitive number of samples

(Doersch, 2016). Instead, variational inference is used to estimate the posterior,

p(zjx). The distributionq(zjx) is de�ned in such a way that it is tractable and

its parameters are very similar top(zjx), making it appropriate for performing

approximate inference.

The Kullback-Leibeler divergence (KL divergence) is a non-symmetric measure
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of similarity between two probability distributions and hence can be used to measure

how good of an approximate estimateq(zjx) is to the actual distributionp(zjx). The

KL divergence betweenq(zjx) andp(zjx) is de�ned as

DKL(q(zjx)jj p(zjx)) = Ez� q(zjx)

�
log

q(zjx)
p(zjx)

�
=

Z

z
q(zjx) log

q(zjx)
p(zjx)

(1.84)

where thelog represents the natural logarithm. The KL-divergence is asymmetric

DKL(qjj p) 6= DKL(pjjq). Substituting eq. 1.83 in the equation for KL divergence,

results in

DKL(q(zjx)jj p(zjx)) = Ez� q(zjx)

�
log

q(zjx)
p(xjz)p(z)

p(x)
�

= � Ez[logp(xjz)] + Ez

�
log

q(zjx)
p(z)

�
+ Ez[logp(x)]

(1.85)

where we used logarithm rules to split the fraction into three terms. Thez� q(zjx) is

replaced withz for compactness. The last term on the right hand side in eq. 1.85 is

independent ofzand henceEz[logp(x)] = logp(x). Rearranging eq. 1.85,

logp(x) = Ez[logp(xjz)] � Ez

�
log

q(zjx)
p(z)

�
+ DKL(q(zjx)jj p(zjx))

= Ez[logp(xjz)] � DKL(q(zjx)jj p(z))+ DKL(q(zjx)jj p(zjx)) :

(1.86)

where the second term on the right hand side is another KL-divergence term. As

discussed earlier,p(zjx) is intractable and hence the third term on the right hand side

of eq. 1.86 is also intractable. However, KL divergence is always� 0 by de�nition

and thereby

logp(x) � Ez[logp(xjz)] � DKL(q(zjx)jj p(z))

� L (x)
(1.87)

indicating that the log-likelihood of the data can be maximised by maximisingL (x),
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which is known as the evidence lower bound (ELBO) as it represents the lower

bound onlogp(x). The ELBO is tractable and thereby the VAE is able to apply

backpropagation and optimise a lower bound on the likelihood of the data by �nding

the parameters of the VAE network (f andq) that maximise the lower bound (or

equivalently minimise the negative ELBO). This de�nes the objective function (or

loss function) of the VAE.

The �rst term of the ELBO is the expectation ofp(xjz), which is the decoder

output, over the latent variables,z, sampled from the output of the encoder. By

maximising this we are essentially maximising the likelihood of the observations

givenzand hence this term represents the reconstruction likelihood which encourages

the VAE to produce good reconstructions. By maximising the ELBO, the second

term is minimised which imposes that the approximate posterior distributionq(zjx)

is close to the prior distributionp(z). The prior distribution is chosen to be a standard

Gaussianp(z) = N (0; I ) whereI is the identity matrix. As the prior onz is diagonal,

it encourages the latent variables to be independent and thereby encode different

interpretable factors of variation. It is evident that this term acts as a regularisation

term, enforcing the output of the encoder, and hence the latent variablesz, to follow

a standard Gaussian. This results in a regularised latent space that is continuous and

complete and enables the generative process.



Chapter 2

The Impact of Peculiar Velocities on

the Estimation of the Hubble

Constant from Gravitational Wave

Standard Sirens

This chapter is based on Nicolaou et al. (2020): The impact of peculiar velocities

on the estimation of the Hubble constant from gravitational wave standard sirens,

Monthly Notices of the Royal Astronomical Society, Volume 495, Issue 1, June 2020,

Pages 90–97. Contributions to Palmese et al. (2020) and Morgan et al. (2020) are

also highlighted.

2.1 Introduction

The present value of the Hubble constant (H0) characterises the current expansion

rate of the Universe. It is one of few cosmological parameters that can be estimated

locally, and considerable resources have been dedicated to measuring its value with

high precision. Despite this, its precise value is still a topic of controversy since

the value inferred from measurements of the early Universe does not agree with the

value obtained using local measurements. Using the cosmic microwave background

(CMB), Planck Collaboration et al. (2020) inferredH0 = 67:36� 0:54km s� 1 Mpc� 1

providing the tightest constraint on the value ofH0 under the assumption of the stan-
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dard LCDM cosmology. Riess et al. (2019), using Cepheid variable stars and

supernovae type Ia (SNIa) from Hubble Space Telescope (HST) observations, deter-

mined the local value of the Hubble constant to beH0 = 74:03� 1:42km s� 1 Mpc� 1

providing a constraint independent of a cosmological model.1 These latest results

imply an increase in the discrepancy between the two precise methods to4:4s .

Whether this tension arises due to systematic effects or new physics is still debated

(Pourtsidou & Tram, 2016; Huang & Wang, 2016; Bernal et al., 2016; Di Valentino

et al., 2016; Wyman et al., 2014; Gómez-Valent & Amendola, 2018). Another study

using gravitationally lensed quasars with measured time delays (an independent

method to SNIa and CMB) �ndsH0 = 73:3+ 1:7
� 1:8 km s� 1 Mpc� 1 under the assumption

of �at LCDM cosmology (Wong et al., 2019). While in agreement with Riess et al.

(2019) it is in disagreement with the inferred value from CMB which further fuels

this debate. Although signi�cant effort has been made to reconcile the local and

CMB estimates ofH0, no obvious systematic error accounting for the discrepancy

has been reported (Efstathiou, 2014; Wu & Huterer, 2017; Follin & Knox, 2018;

Dhawan, Suhail et al., 2018; Feeney et al., 2018a), and the underlying cause of the

tension still remains elusive.

Cosmology is in need of a new entirely independent method to effectively

measure the Hubble constant. Gravitational waves (GWs) provide this, promising to

offer key insight into this tension (Feeney et al., 2018b). GWs can act as cosmological

probes and carry enormous potential to examine the Universe and enhance our

understanding of fundamental physical laws. The detection of GWs has been made

possible with the advancement of the GW observatories Advanced LIGO (Laser

Interferometer Gravitational-Wave Observatory) (LIGO Scienti�c Collaboration

et al., 2015) and Advanced Virgo (Acernese et al., 2014). In the �rst and second

observing runs,11GW events were successfully observed (Abbott et al., 2019). By

comparing the detected GW signal to the waveforms predicted by general relativity,

it is possible to extract the luminosity distance to the source (Veitch et al., 2015).

Crucially, this does not rely on empirical relations used in conventional astronomical

1All quoted error bars represent the 68% con�dence level (CL), unless otherwise stated.
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determinations of cosmological distances. The ability of GWs to act as distance

indicators gave rise to the term standard sirens (analogous to SNIa standard candles)

(Schutz, 1986). In contrast to SNIa, which in conjunction with the distance ladder

probe the distance-redshift relation, GWs do not uniquely provide a measure of the

source's redshift due to the degeneracy between the rest-frame mass and the redshift,

z, of the source. However, as �rst noted by Schutz (1986), the most direct way to

obtain the redshift of a GW source is through identifying an electromagnetic (EM)

counterpart such as a glowing accretion disk or a gamma ray burst. In the case

where a direct EM signal is not present, the redshift can still be obtained through a

statistical approach by making use of galaxy catalogues to identify the potential host

galaxies within the event localisation region (Schutz, 1986). The redshifts of the

potential host galaxies will then contribute in a probabilistic way to the calculation

of H0 (Del Pozzo, 2012; Chen et al., 2018; Fishbach et al., 2018; Soares-Santos &

Palmese et al., 2019).

The �rst GW event to be accompanied by a direct EM counterpart was the

binary neutron star (BNS) merger event, GW170817, (Abbott et al., 2017c,a). An

intense follow-up observing campaign revealed an optical and near-infrared transient

associated with the GW event, known as a kilonova, (Abbott et al., 2017d) which led

to the identi�cation of the host galaxy of the event, NGC 4993. The identi�cation

of the host galaxy contributed to the calculation of an independent estimate of

the Hubble constant from this �rst BNS event ofH0 = 70:0+ 12:0
� 8:0 km s� 1 Mpc� 1

(Abbott et al., 2017, hereafter LVC17). While the measurement is broadly consistent

with both the CMB and cosmic distance ladder results, this �rst multi-messenger

event demonstrates the great potential of GW standard sirens to act as independent

cosmological probes. Given LIGO's currentH0 estimate, a2%measurement ofH0

from standard sirens may be possible in the next� 5 years, given� 50BNS merger

events, suf�cient to help clarify the current Hubble constant tension (Chen et al.,

2018; Del Pozzo, 2012; Feeney et al., 2018b). For GW cosmology to deliver on its

promises, however, theH0 estimate has to be unbiased, free of systematics, and have

representative uncertainties (Mortlock et al., 2018). Taking these into account will
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lead to an era of precision GW cosmology.

The uncertainty in the Hubble constant from observations of nearby GW events

(similar to GW170817) is dominated by the error on the peculiar velocity. In this

paper we investigate the systematic uncertainties that arise from the calculation of

the peculiar velocity and propose a way to limit their effect. This leads to a more

robust calculation of the Hubble constant from nearby GW events. The remainder

of this work is organised as follows: the uncertainties associated with the Hubble

constant calculation are discussed in Section 2.2. In Section 2.3 we demonstrate the

existence of a previously unaccounted for systematic associated with the estimated

peculiar velocity of the host galaxy from observations of its local neighbours from

the 6dF Galaxy Survey (Springob et al., 2014). In Section 2.4 we introduce our new

Bayesian model to control for this systematic, and compare it to the model used in

LVC17 (referred to as baseline model). In Section 2.5 we illustrate that, when using

the baseline model, a bias of� 200km s� 1 in the peculiar velocity incurs a bias of

� 4km s� 1 Mpc� 1 on the Hubble constant making it impractical to clarify theH0

tension. We demonstrate how this effect can be limited when using the proposed

model instead. We then discuss and compare our results to other recent independent

studies and highlight further contributions. Finally, our conclusions are summarised

in Section 2.6. The settings used inPyCBC Inference to infer the parameters of

GW170817 are outlined in Appendix A.

2.2 Uncertainties in the Hubble Constant Calculation

The Hubble �ow velocity of an object is directly proportional to its distance and

hence farther objects travel away from us at a greater velocity than nearby objects.

This indicates that the Universe is expanding at a rate given by the Hubble constant

(Hubble, 1929). Galaxies, however, experience the local gravitational �eld which

causes deviations in the galaxy's motion from the Hubble �ow referred to as peculiar

velocities. The peculiar velocity is given byvp = czp, wherezp is the peculiar

velocity redshift which relates to the observed redshiftzobs and the Hubble �ow
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redshiftzH through

(1+ zobs) = ( 1+ zp)(1+ zH) : (2.1)

For small redshifts,z<< 1, Equation 2.1 approximates to

czobs � czH + czp � H0d+ vp ; (2.2)

whereczobs= vr is the observed recession velocity of the galaxy corresponding to

observed redshift,d is the distance to the object (which is distinct from the luminosity

distance although equal in thez << 1 limit), and vp is the line-of-sight peculiar

velocity. For nearby galaxies, the effect of the peculiar velocity is more signi�cant

compared to far away galaxies. This is because according to the Hubble law, more

distant galaxies will have a larger Hubble �ow velocity, which will be signi�cantly

greater than the induced peculiar motion.

Rearranging Equation 2.2 we obtain

H0 �
vr � vp

d
=

v
d

; (2.3)

wherev= vr � vp is the resultant velocity. The fractional error on the Hubble constant

from a single source depends on the fractional uncertainty of the resultant velocity

of the host galaxy and the fractional distance uncertainty to �rst order given by

�
sH0

H0

� 2

�
� sv

v

� 2
+

� sd

d

� 2
: (2.4)

sv is dependent on the uncertainty of the recession velocitysvr and the uncertainty

on the peculiar velocitysvp where typicallysvp > svr , hence the �rst term on the

right hand sight of Equation 2.4 is dominated by the peculiar velocity uncertainty.

As discussed in Chen et al. (2018), at high redshiftssH0 will be dominated by the

distance uncertainty assd=d scales roughly inversely with signal-to-noise ratio (S/N)

and hence tends to increase with distance. The distance uncertainty is expected to

improve with next generation GW detectors and hence the point at which the two

terms on the right hand side of Equation 2.4 are equal will shift to larger distances.
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For LIGO-Virgo's second observing run the distance at which the two terms were

equal was� 30 Mpc(Chen et al., 2018), close to the distance of GW170817 (� 40

Mpc). For sources found at such distances or closer, the uncertainty on the peculiar

velocity (which can be as high as� 500km s� 1) leads to poorer constraints onH0

than for more distant events, despite typically having smaller localisation volumes

(Chen & Holz, 2016; Singer et al., 2016; Abbott et al., 2018; Palmese et al., 2019).

While an increased distance reach will suppress the uncertainty on the peculiar

velocity, as most events will come from farther away, it is possible that we are able

to identify counterparts only for the closest GW events. Furthermore, observations

of the superluminal motion of the counterpart jet from the Very Long Baseline

Interferometer (VLBI) and the afterglow light curve data can substantially reduce the

inclination angle-distance degeneracy as demonstrated by Hotokezaka et al. (2019)

making the peculiar velocity uncertainty more dominant. Therefore it is crucial to

ensure the peculiar velocity calculation is unbiased, in order to achieve an unbiased

estimate of the Hubble constant free of systematics.

2.3 Peculiar Velocity of NGC 4993

Using the EM counterpart signal, NGC 4993 was identi�ed as the host galaxy of

the BNS merger event, GW170817. In this section we inspect the calculation of

the inferred value of the peculiar velocity of NGC 4993 from observations of its

neighbours using the 6dF Galaxy survey (Springob et al., 2014) and investigate the

systematics that arise. The peculiar velocity analysis is carried out in the CMB

frame.

Calculating peculiar velocities is non-trivial. At present, there are two estab-

lished methods for estimating peculiar velocities. The �rst method entails obtaining

the redshift and distance measurements of galaxies and calculating the peculiar

velocity directly via the use of Equation 2.2. This method relies on the use of

redshift-independent distance indicators such as the Tully-Fisher relation (Tully &

Fisher, 1977) and the fundamental plane relation (Dressler et al., 1987; Djorgovski &

Davis, 1987). The former is a correlation that holds for spiral galaxies and expresses
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the luminosity of the galaxy as a power law function of its rotational velocity. The

latter applies to galaxy spheroids and expresses a power law relationship between

the effective radius of the galaxy, its surface brightness and its velocity dispersion.

The second method for estimating peculiar velocities is by starting from a galaxy

redshift survey and reconstructing the gravity vectorg, at a position of interest by

essentially summing up the inverse-square law over the catalogued galaxies. The

peculiar velocity can be then estimated assuming linear theoryvp µ ( f =b)g where

f is the growth factor andb is the linear bias parameter, i.e. the ratio of density

contrast in galaxies to mass (Fisher et al., 1995; Davis et al., 1996; Erdogdu et al.,

2006; Springob et al., 2014; Carrick et al., 2015).

NGC 4993 appears to be part of a group of galaxies instead of being an isolated

galaxy. There is evidence that it experienced a recent galaxy merger which Palmese

et al. (2017) hypothesise led to the formation of the binary system, or inspiral of a

pre-existing system, resulting from dynamical interactions. As the peculiar velocity

of NGC 4993 is not directly available, a way of obtaining it is to infer the value

from its neighbour galaxies. From the 3D peculiar velocity map of the 6dF Galaxy

Survey (6dFGSv) (Springob et al., 2014), we can identify the nearest neighbours

of NGC 4993. The top panel of Fig. 2.1 illustrates the 15 nearest galaxies and

their corresponding radial peculiar velocity and the bottom panel the average radial

peculiar velocity of NGC 4993 as a function of the number of nearest neighbours

taken into account (equal weights are attributed to the galaxies in this case).

The top panel in Fig. 2.1 suggests that galaxies surrounding NGC 4993 are split

into two categories: galaxies that possess a positivevp and galaxies that possess a

negativevp. This is re�ected in the bottom panel of Fig. 2.1, where the cumulative

average peculiar velocity decreases when more than10 nearest neighbours are

considered. Considering only the �rst10nearest neighbours we obtain an average

peculiar velocity of371� 39km s� 1, whereas considering the nearest15 galaxies

the average peculiar velocity is194� 34km s� 1. This indicates that the average

peculiar velocity obtained is highly dependent on the number of neighbours included,

with relative variations on the order of� 50%.
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Figure 2.1: Top: 15 nearest neighbours of NGC 4993 and their corresponding peculiar
velocities with errors as obtained by the 6dFGSv.Bottom: Cumulative average
peculiar velocity as a function of the number of nearest neighbours. The error
bars were obtained by error propagation from the individual peculiar velocity
errors of the included galaxies. We note here that the error bars in both plots
are an underestimate of the peculiar velocity error. A more representative error
would be of the order of150km s� 1 or higher. The peculiar velocity analysis is
carried out in the CMB frame.

Following LVC17, we adopt a 3D Gaussian kernel centred on the position of

NGC 4993 to obtain the peculiar velocity of the host galaxy by weighing the peculiar

velocities of the galaxies in the survey according to their distance from NGC 4993.

Using a smoothing scale (width of kernel) of8h� 1 Mpc, equivalent to800km s� 1

in velocity space, we obtain a weighted peculiar velocity of315� 36km s� 1 (error
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Figure 2.2: Weighted peculiar velocity as a function of the smoothing scale (width of kernel)
with 1s error bars. Note that the 6dFGS error bars are underestimates. The
points are correlated as galaxies that are included in smaller smoothing scales
are also contributing in larger smoothing scales.

bars indicate1s ). This is similar to the value obtained by LVC17 using the same

smoothing scale (310� 69km s� 1) with the difference being attributed to the fact

that in this work we used the entire catalogue to obtain the weighted peculiar velocity

whereas LVC17 use only the10 galaxies found within one kernel width of NGC

4993. As the choice of smoothing scale is arbitrary, we investigate how varying this

parameter affects the calculation of the peculiar velocity. The results of this study are

depicted in Fig. 2.2. We observe that the choice of smoothing scale affects the value

of the resulting peculiar velocity substantially. This is expected as the smoothing

scale determines the shape of the Gaussian kernel and consequently the distribution

of weights. This suggests that the method incurs a systematic error as the choice of

smoothing scale will bias the resulting peculiar velocity. The dependence depicted

in Fig. 2.2 is not unique to NGC 4993. Inspecting other galaxies in the catalogue

at random, we con�rm a considerable dependence of the peculiar velocity on the

smoothing scale with the exact mapping taking different forms depending on the

chosen galaxy. In many cases this systematic affects the peculiar velocity estimate to

a greater extent than shown in Fig. 2.2.

We compare the above to other studies in the literature that independently
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obtain a peculiar velocity estimate for NGC 4993. Guidorzi et al. (2017) estimate the

peculiar velocity of NGC 4993 to be326� 250km s� 1 where the peculiar velocity

value was calculated using the 2MASS redshift survey (Carrick et al., 2015) and its

error was computed via two methods (Wu & Huterer, 2017; Scolnic et al., 2018).

Two methods were employed because they suggest that the dispersion obtained from

the 2MASS redshift survey is an underestimate because the method for obtaining

the peculiar velocity is subject to systematics as it relies on the ability to convert

from galaxy luminosity to the total matter �eld. It is interesting to note that the

peculiar velocity value obtained by Guidorzi et al. (2017) from the 2MASS redshift

survey differs from the value obtained by LVC17 when using the 2MASS redshift

survey (280� 150km s� 1). The difference in the value is suggestive of a different

smoothing scale used. Hjorth et al. (2017) obtain an independent estimate of the

peculiar velocity by making use of dark matter simulations from the Constrained

Local Universe Simulations (CLUES) project. Using a5h� 1 Mpc range centred

at the CMB rest-frame velocity of NGC 4993 they �nd a mean peculiar velocity

of 307� 230km s� 1. While all estimates of the peculiar velocity of NGC 4993

agree within1s , the value is currently debated owing to a non-trivial dependence on

the particular choice of reconstruction method, such as the arbitrary choice of the

smoothing scale.

The results of the current work illustrate that the procedure to estimate the

peculiar velocity of NGC 4993 is subject to a systematic uncertainty which, if left

unaccounted for, will in turn bias the Hubble constant estimate. This systematic will

apply to all methods that rely on the use of a smoothing scale to obtain the peculiar

velocity. In the following section, we propose a method to limit this effect in order

to obtain an unbiased estimate of the Hubble constant.

2.4 Bayesian Model

To obtain the posterior distribution of the Hubble constant, we construct a Bayesian

model following LVC17 (referred to here as baseline model) and outline this work's

proposed extension.



2.4. Bayesian Model 103

An observed GW event will generate a signal in the GW detectors, which

we denote asxGW. Suppose that we have also measured the recession velocity of

the host (through an EM counterpart) and the mean peculiar velocityhvpi of the

neighbourhood of the host. As these observations are statistically independent the

combined likelihood is

p(xGW;vr ;hvpi j d;cosi ;vp;H0)

= p(xGW j d;cosi )p(vr j d;vp;H0) p(hvpi j vp):
(2.5)

The �rst term on the right hand side of Equation 2.5 is the parameter estimation

likelihood of the observed GW data, marginalised over all parameters characterising

the GW signal exceptd andcosi (wherei is the inclination angle i.e. the angle

between the binary's angular momentum axis and the line of sight). We compute

this usingPyCBC Inference. See Appendix A for more details.

The quantityp(vr j d;vp;H0) is the likelihood of the recession velocity mea-

surement and is modelled as

p(vr j d;vp;H0) = N [H0d+ vp; svr ](vr ) ; (2.6)

whereN [m; s ](x) is a Gaussian probability density with meanm and standard

deviations , evaluated atx, i.e. the measured quantity. For the case of the host galaxy

of GW170817, NGC 4993, we use the quoted valuevr = 3327� 72km s� 1 from

LVC17 (Abbott et al., 2017). A similar Gaussian likelihood is used for the measured

peculiar velocity

p(hvpi j vp) = N [vp; svp](hvpi ): (2.7)

From Equation 2.5 we derive the posterior
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p(H0;d;cosi ;vp j xGW;vr ;hvpi ) µ p(xGW j d;cosi )

� p(vr j d;vp;H0) p(hvpi j vp) p(H0) p(d) p(cosi ) p(vp) ;
(2.8)

wherep(H0), p(d), p(cosi ) andp(vp) are prior probabilities. GW analyses assume

a uniform prior on the volume which translates to a prior on the distancep(d) µ d2.

The domain of the distance prior is set here to be[5;80]Mpc. We take a uniform

prior on lnH0 i.e. p(H0) µ 1=H0 (to allow for comparison with LVC17) in the

range[10;250] km s� 1 Mpc� 1, a uniform prior oncosi , p(cosi ) µ U[� 1;1] and

a uniform prior onvp, p(vp) µ U[� 1000;1000]km s� 1 whereU[a;b] indicates a

uniform distribution with lower bounda and upper boundb. These priors characterise

our beliefs regarding these parameters before any measurements and are chosen to

be similar to the LVC17 analysis to allow for a comparison. A uniform prior on

the peculiar velocity is suitable, as we don't have any information on its value prior

to any measurements and hence assigning equal probabilities to a large range of

possible velocities does not favour a particular value. Marginalising Equation 2.8

overvp, d andcosi , we obtain the marginalised posterior distribution of the Hubble

constant

p(H0 j xGW;vr ;hvpi ) µ p(H0)
Z

p(xGW j d;cosi )

� p(vr j d;vp;H0) p(hvpi j vp) p(d) p(cosi ) p(vp)

� dvpdddcosi :

(2.9)

This baseline formalism is similar to the one used by LVC17. To capture the

direct relation of the smoothing scale to the peculiar velocity we propose to introduce

a parameters, which represents the smoothing scale. This modi�es the peculiar

velocity likelihood given by Equation 2.7 as follows

p(hvpi j vp;s) = N [vp; svp](hvpi (s)) ; (2.10)
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Here, the chosen prior on the smoothing scale follows a Gamma distribution (Weis-

stein, 2019) of shape2 and scale4h� 1 Mpc i.e. p(s) µ Gamma[2;4]. A shift of

1h� 1 Mpc is introduced as a scales between0 and1h� 1 Mpc are unrepresentative.

The smoothing scale prior has a maximum at5h� 1 Mpc. This choice of prior

represents typical non-linear smoothing scales. A prior that is too narrow may mis-

represent the estimated peculiar velocity as it would penalise galaxies that belong

to the same galaxy group but happen to be the members furthest from the galaxy in

question. Similarly a prior looking at much larger scales may also disguise the true

peculiar velocity value as it could amplify the effect of other galaxy groups further

away. We tested the choice of prior and veri�ed that the model is largely insensitive

to prior speci�cation (see Section 2.5).

The modi�ed posterior distribution used in our improved model is

p(H0 j xGW;vr ;hvpi ) µ p(H0)
Z

p(xGW j d;cosi )

� p(vr j d;vp;H0) p(hvpi j vp;s) p(s) p(d) p(cosi )

� p(vp) dvpdddcosi ds:

(2.11)

We utilise theemcee Python package (Foreman-Mackey et al., 2013) to perform

the Markov Chain Monte Carlo (MCMC) sampling.

2.5 Results and Discussion

To investigate the effect of the peculiar velocity value on the inferred value of the

Hubble constant we use the baseline model as described in Section 2.4 for two

different choices of smoothing scale:6 h� 1Mpc leading tohvpi = 335� 150 kms� 1

and18 h� 1Mpc leading tohvpi = 199� 150 kms� 1. Fig. 2.3 (top panel) shows

theH0 posterior distribution for the two values of the peculiar velocity using the

baseline model for the GW170817 event. For the case ofhvpi = 335� 150 kms� 1

the maximum a posteriori value of the Hubble constant posterior along with the68%

HPD (Highest Posterior Density) interval isH0 = 67:4+ 13:7
� 8:3 kms� 1Mpc� 1 and for

the case ofhvpi = 199� 150 kms� 1, H0 = 70:7+ 15:4
� 8:5 kms� 1Mpc� 1.

We also plot the peak of the posterior distribution ofH0 as a function of peculiar
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Figure 2.3: The top panel illustrates theH0 posteriors computed using the baseline model
for hvpi = 199� 150km s� 1 obtained fors = 6 h� 1Mpc (blue line) and
hvpi = 335� 150km s� 1 for s= 18 h� 1Mpc (orange line) when using Gaussian
smoothing from the 6dF galaxy survey. The vertical lines indicate the1s inter-
val of the Planck (purple) and SH0ES (grey) results. The bottom panel illustrates
the peak of theH0 posterior distribution as a function of peculiar velocity under
the baseline model.

velocity shown in the bottom panel of Fig. 2.3, recovering the linear relationship of

Equation 2.3. It is evident that a bias of� 200km s� 1 on the peculiar velocity due

to a different choice of smoothing scale imparts a bias on the Hubble constant of

� 4km s� 1 Mpc� 1, making it impractical to resolve theH0 tension. This presents a

systematic error in the current analysis of nearby GW sources to obtainH0. While

additional GW events promise to constrain theH0 posterior to percent-level, this

systematic will present a limitation.
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Figure 2.4: H0 posterior obtained when using the proposed model. The vertical lines indicate
the 1s interval of the Planck (purple) and SH0ES (grey) results.

To limit the effect of this systematic we propose the improved model described

in Section 2.4. Fig. 2.4 shows the posterior distribution ofH0 using the proposed

model which yieldsH0 = 68:6+ 14:0
� 8:5 kms� 1Mpc� 1. The proposed model accounts

for the relationship between the mean peculiar velocity and the smoothing scale,

therefore removing the need to choose a speci�c smoothing scale in order to calculate

the mean peculiar velocity. By incorporating the smoothing scale in the model we

impose explicitly that the peculiar velocity is a function of the smoothing scale and

hence the model yields a single posterior distribution accounting for the relation

hvpi (s). By imposing a prior on the smoothing scale which represents a reasonable

range to be considered around the host galaxy and then marginalising over this

parameter, the systematic that was present in the baseline model is no longer posing

a limitation in the proposed model. Therefore, we obtain a more robust posterior

distribution on the Hubble constant. It is also worth pointing out that the proposed

model places similar constraints onH0 as no signi�cant increase in the error bars is

observed.

We have shown that the proposed model provides a robust estimate of the Hubble

constant. The applicability of this model is for the case where a direct measurement

of the peculiar velocity of the host galaxy of a GW event is not available and hence

the galaxy's peculiar velocity has to be inferred from neighbouring galaxies using
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Gaussian smoothing. However, in the case where a direct measurement of the

peculiar velocity is available, it is important to obtain an accurate estimate, as a

worse constraint on the peculiar velocity estimate directly translates to broader error

bars onH0. For the GW170817 event, if an accurate absolute measure of the peculiar

velocity were available this would improve the uncertainty ofH0 by � 2%. The

improvement is only modest because the distance error dominates for this distance

and the sensitivity of LIGO/Virgo when this event was observed (see Section 2.2).

2.5.1 Robustness to Prior speci�cation

Our model uses a Gamma distribution with shape2 and scale4h� 1 Mpc shifted

by 1h� 1 Mpc for the smoothing scale prior. We investigate the effect of different

choices of the prior on the posterior distribution of the Hubble constant to ensure

robustness to prior speci�cation. We test this using Gamma[4;2], Uniform[1;18] and

Uniform[1;25].

Fig. 2.5 shows the prior distributions for the smoothing scale (top panel) and

the correspondingH0 posterior obtained from our Bayesian analysis (bottom panel).

Since the four posterior distributions ofH0 are very similar, we conclude that the

posterior distribution ofH0 is largely insensitive to the prior speci�cation on the

smoothing scale under our model.

2.5.2 Comparison to Recent Independent Studies

As shown in this work, the arbitrary choice of smoothing scale leads to different

values of the peculiar velocity for the host galaxy of the GW event, resulting in a

bias in theH0 posterior distribution. The concern raised and addressed in this work

regarding the current methodology of calculatingH0 from GWs has also been raised

by two other independent studies (Howlett & Davis, 2020; Mukherjee et al., 2019)

that appeared almost concurrently with this paper strengthening the importance of

correctly addressing the systematic error relating to the peculiar velocity value as

shown in this paper, to achieve an unbiased estimate of the Hubble constant from

GWs. Our methodology is unique as the other two papers take on slightly different

approaches. Below we compare brie�y our approach with these two papers.
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Figure 2.5: Top: 4 different prior speci�cations for the smoothing scale: Gamma[2;4] (red),
Gamma[4;2] (yellow), Uniform[1;18] (brown) and Uniform[1;25] (orange).Bot-
tom: H0 posterior distributions for the four different choices of prior speci�cation
on the smoothing scale. The vertical lines indicate the1s interval of the Planck
(purple) and SH0ES (grey) results.

Howlett & Davis (2020) refrain from using redshift approximations and instead

use the actual redshift relations. This however imposes the assumption of a cosmo-

logical model; in their paper they assume a �atLCDM cosmology withWm = 0:3.

Additionally in their model they work using the group velocities with the assumption

that the size of the cluster is small enough that the distance to the centre of the cluster

is approximately the distance to NGC 4993 itself. Also, their analysis is performed

using the log-distance ratioh = log10(d(zcmb)=d(z̄)) instead of usingvp. However,

this quantity can only be used when the peculiar velocity estimate does not come

from reconstructed �elds. Repeating the LIGO analysis using their method and the
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same values as LVC, they obtain a small decrease of< 0:5 kms� 1Mpc� 1 in theH0

posterior which is not signi�cant when compared to the uncertainty and the68%

likelihood bounds. So using the accurate redshift formula, group properties and

log-distance ratio instead ofvp makes a negligible difference in the posterior ofH0.

The way Howlett & Davis (2020) address the uncertainty in the peculiar and

observed velocities is by identifying the possible observed velocities from 7 different

group catalogues and the peculiar velocity from 3 galaxy catalogs (6dFGSv, 2MASS

and CF3) as well as allowing the width of the smoothing kernel to vary between

2� 8 h� 1Mpc ending up with 154 models. Using Bayesian model averaging they

perform a weighted average over all models using the Bayesian evidence of each

model to obtain a single posterior distribution onH0. Their method yieldsH0 =

66:8+ 13:4
� 9:2 kms� 1Mpc� 1 which is � 3 kms� 1Mpc� 1 lower than the LVC17 result,

largely due to the fact that a lot of the models included have a lower observed redshift

and larger log-distance ratio than the canonical model. The main difference between

the current work and Howlett & Davis (2020) is that we focus on the treatment of

the smoothing scale as a consistent free parameter in our model, whereas Howlett &

Davis (2020) include it as a set of discrete values specifying a collection of models

which are then averaged over. The two papers complement each other in the sense

that one could combine the two approaches by using our systematic marginalisation

over the smoothing scale, reducing the computation time, with a Bayesian Average

over the choice of group and peculiar velocity catalogues as outlined in Howlett &

Davis (2020).

Mukherjee et al. (2019) approach the problem from a slightly different perspec-

tive. They propose to obtain the peculiar velocity of the host galaxy by using a statis-

tical reconstruction method. They estimate the large scale velocity �ow using BORG

(Bayesian Origins Reconstruction from Galaxies) and the stochastic velocity disper-

sion using a numerical �tting-form which requires the mass of the halo of the host.

Combining the two velocities gives the posterior distribution of the peculiar velocity.

Their resulting peculiar velocity estimatehvpi = 360� 130 kms� 1 is 16%higher and

has a13%less standard deviation compared to LVC'shvpi = 310� 150 kms� 1. By
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combining their peculiar velocity estimate, their redshifts and the inferred luminosity

distance from the GW data, they obtain a revisedH0 estimate where the posterior

peak shifts slightly, to69:3 kms� 1Mpc� 1 from LVC's H0 = 70:0+ 12:0
� 8:0 kms� 1Mpc� 1

with the same68:3%credible interval obtained by LVC (see Figure 4 in Mukherjee

et al. (2019)).

The common ground between our paper and the two other independent papers,

is that in order to achieve an unbiased estimate of the Hubble constant from nearby

GWs we have to correctly account for the uncertainties in the estimation of the

peculiar velocity of the host galaxy. Our methodology is unique as the other two

papers take on slightly different approaches. The novel aspect of our approach is

that we explicitly account for the relation between the peculiar velocity and the

smoothing scale. This allows us to marginalise over the nuisance parameter, that is,

the smoothing scale, while remaining cosmology independent.

2.5.3 GW190814

As a member of the Dark Energy Survey Gravitational Wave Search and Discovery

Team (DESGW), I also contributed to the follow-up observations andH0 analysis

of the GW190814 event. GW190814 was observed on August14 2019by the

LIGO/Virgo Collaboration (LVC) at a distance of241+ 45
� 41 Mpc (Abbott et al., 2020b).

The GW resulted from the inspiral and merger of a23M� black hole and a2:6 M�

compact object whose nature is elusive. The secondary object was either the lightest

black hole or the heaviest neutron star ever detected in a binary system. As there is

a non-zero probability of the secondary object being a neutron star, this potentially

makes GW190814 the �rst detected neutron star–black hole (NSBH) merger.

The event was localised to an area of18:5 deg2 on the sky, making it the event

with the second smallest localisation area after GW170817. As the localisation

area was small and fell within the DES footprint, this made GW190814 an ideal

candidate for follow-up observations in search of an EM counterpart. Our follow-up

efforts made use of the high-quality DES images during difference imaging to help

us identify new EM signals and transients. The follow-up strategy and analysis of

the potential candidates is detailed in Morgan et al. (2020). My speci�c contribution
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to this work was assisting in the visual inspection of EM signals that were �agged by

the DES difference imaging pipeline. The follow-up observations and spectroscopic

assessment of candidate counterparts (Tucker et al., 2022) of GW190814 did not

reveal a convincing EM counterpart. Others (Ackley et al., 2020; Andreoni et al.,

2020; Gomez et al., 2019; Vieira et al., 2020; Watson et al., 2020) concluded the

same.

Even though no EM counterpart to GW190814 was identi�ed, the event can still

be used for cosmological analysis, by employing a statistical approach as discussed

earlier. As the localisation area of the event was within the DES footprint, the DES

galaxy catalogue can provide the redshifts of potential host galaxies for estimating

the Hubble constant. The Hubble constant analysis for this event is detailed in

Palmese et al. (2020). By marginalising over� 1800potential host galaxies from

DES, the resulting Hubble constant isH0 = 78+ 57
� 13 kms� 1Mpc� 1. While it is evident

that theH0 estimate provided from a single dark siren is much less precise than the

H0 estimate from a single bright siren, dark sirens have a much higher detection rate.

From the90 GW events detected so far, only1 event was accompanied by an EM

counterpart. The much higher detection rate could mean that combining many dark

sirens together might soon provide us withH0 estimates that are on par or even better

than a bright siren estimate. However, dark sirens can only provide informativeH0

estimates if they have a small enough localisation volume. If the localisation volume

is too large, the large number of potential host galaxies will signi�cantly wash out

the contribution from the actual host galaxy. Additionally, it may be dif�cult to

construct a complete galaxy catalog with accurate redshifts over a large volume.

(Chen et al., 2018).

The analysis presented in this chapter for the GW170817 event was repeated but

with the prior onH0 replaced with a uniform prior between[20;140] kms� 1Mpc� 1,

to allow for direct comparison with the analysis of the GW190814 event. The

resulting value obtained isH0 = 68:8+ 17
� 7:6 kms� 1Mpc� 1. I provided this updated

analysis of GW170817 in Palmese et al. (2020) (Figure 3 in the paper). The plot is

also shown below in Figure 2.6. The posterior of GW170817 is represented by the
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Figure 2.6: The light blue curve represents the posterior distribution of the Hubble constant
from GW190814, obtained by marginalising over� 1800potential host galaxies
from DES. The dark blue curve is the resulting posterior obtained by combining
the GW190814 and GW170814 events. The grey line is the posterior obtained
from GW170817 as presented in this chapter with a uniform prior onH0 between
[20;140] kms� 1Mpc� 1. The combination of the two dark siren events (dark
blue line) with the GW170817 (grey line) is shown in red. The red vertical
line represents the maximum a posteriori and the dashed lines indicate the
68%con�dence intervals. Constraints from Planck Collaboration et al. (2020)
(Planck) and Riess et al. (2019) (R19) are shown in purple. Figure obtained
from Palmese et al. (2020) (Figure 3 in the paper).

grey line and plotted together with the posterior from GW190814 in light blue and

the combination of GW190814 with GW170814 (a binary black hole event, Abbott

et al., 2017b; Soares-Santos & Palmese et al., 2019) in dark blue. The addition of

the two dark siren events (GW170814 and GW190814) to theH0 estimate from

GW170817 presented in this thesis, improved the68%con�dence interval by� 18%

(H0 = 72+ 12
� 8:2 kms� 1Mpc� 1), shown in red. This demonstrates that well-localised

dark sirens can contribute substantially to the estimation of the Hubble constant,

provided that a complete galaxy catalog at the location of the event is available.

While we have shown in this chapter that peculiar velocities can have a signi�cant

impact on the estimation ofH0, this effect is expected to be negligible at the distance

of GW190814. However, if low redshift dark siren events are combined then this

effect will become relevant and treatment will be necessary.
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2.6 Conclusions

Gravitational wave standard sirens are a new distance indicator offering the advantage

of absolutedistance measures, unlike most extragalactic distance indicators, as the

physics of GWs from CBCs is well understood. When used in conjunction with

electromagnetic counterparts they can be used to independently determine the local

value of the Hubble constant. Given the current tension on the value ofH0 between

local and early-Universe estimates, GWs can offer key insight.

While future improvements of GW observatories will improve the distance

estimate obtained from GWs leading to tighter constraints on the Hubble constant,

nearby GWs will suffer from peculiar velocity uncertainties worsening theH0 esti-

mate. In this work, we studied the impact of possible systematic uncertainties in the

calculation of the peculiar velocity of the host galaxy of the GW170817 merger event,

NGC 4993. As a direct measurement of the peculiar velocity of NGC 4993 is not

available, this was obtained by weighing the galaxies in the catalogue using Gaussian

smoothing. We demonstrated the relationship between the smoothing scale and the

resulting inferred peculiar velocity which induces a previously neglected systematic

in the calculation of the peculiar velocity. When using the baseline model (following

LVC17), a bias of� 200km s� 1 in the peculiar velocity due to a different choice of

smoothing scale incurs a bias of� 4 km s� 1 Mpc� 1 on the Hubble constant making

it impractical to help resolve theH0 tension. This motivated us to introduce an

improved model where the relationship between the smoothing scale and peculiar ve-

locity is explicitly modelled. By doing so and marginalising over the smoothing scale,

we obtain a more robust Hubble constant estimate,H0 = 68:6+ 14:0
� 8:5 kms� 1Mpc� 1,

free of the arbitrary choice of smoothing scale. The coming years promise an abun-

dance of GW events capable of constraining the Hubble constant to percent level

accuracy. In the case where a direct peculiar velocity measurement is not available,

accounting for the systematic uncertainty induced by the choice of smoothing scale,

as outlined in this work, is vital to ensuring the Hubble constant estimate from nearby

standard sirens is unbiased.



Chapter 3

Classi�cation of Core Collapse

Supernova Simulated Signals in Real

Gravitational Wave Noise Data using

Deep Learning

This chapter is based on my contribution to Iess, A. et al. (2023): LSTM and CNN

application for core-collapse supernova search in gravitational wave real data.

Astronomy & Astrophysics, 669 (2023) A42.

3.1 Introduction

Since the detection of the �rst binary black hole (BBH) merger GW150914 (Abbott

et al., 2016b) by the LIGO and Virgo Scienti�c Collaboration, gravitational wave

(GW) astronomy has gained momentum in the scienti�c community as it provided

a new observational probe. During the second science run of the Advanced LIGO

(Harry et al., 2010; Aasi et al., 2015) and Advanced Virgo (Acernese et al., 2014)

interferometric detectors, a large number of BBH mergers were detected detailed

in the �rst GW transient catalog GWTC-1 (Abbott et al., 2019), along with the �rst

multi-messenger observation of a binary neutron star (BNS) merger, GW170817

(Abbott et al., 2017c). In2020, LIGO and Virgo completed the third science run O3.

The �rst part of the run, O3a, led to the discovery of39 candidate binary merger
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events, described in the GWTC-2 catalogue (Abbott et al., 2021b). Currently the

LIGO and Virgo interferometers are being upgraded to increase the sensitivity for the

O4 science run, expected to begin in2023. The KAGRA detector (Somiya, 2012),

which started its �rst observing run towards the end of O3 (Akutsu et al., 2020), will

also increase its sensitivity, effectively establishing a network of four interferometers

with increased capabilities for future runs.

Among astrophysical sources of GWs, core-collapse supernovae (CCSNe),

which are yet to be observed (Abbott et al., 2021a), are an interesting candidate for

multi-messenger analysis due to their EM and neutrino emissions. However, GW

signals from CCSNe cannot be exactly modelled due to the stochasticity involved in

the collapse dynamics. Therefore, alternative detection methods to the usual matched

�ltering approach are necessary, which make minimal assumptions on the signal

waveform, such as coincident and coherent searches (Klimenko & Mitselmakher,

2004; Klimenko et al., 2016).

Machine learning (ML) techniques have been used to tackle many aspects of

GW astronomy including signal detection for different types of sources (Baker et al.,

2015; Gabbard et al., 2018; Kim et al., 2020; Morawski et al., 2019), parameter

estimation (Varma et al., 2019; Haegel & Husa, 2020; Green et al., 2020; Chua

& Vallisneri, 2020; Williams et al., 2021), noise classi�cation (Zevin et al., 2017;

Mukund et al., 2017; Razzano & Cuoco, 2018)), and denoising (Torres-Forné et al.,

2020; Wei & Huerta, 2020), as detailed in the comprehensive review by Cuoco

et al. (2020). In previous work, Iess et al. (2020) showed the ef�cacy of1D and2D

convolutional neural networks (CNNs) in distinguishing between noise transients,

known as glitches, and waveforms from CCSNe burst signals produced through

3D hydrodynamical simulations. Both the glitches and CCSNe waveforms were

injected into simulated background Gaussian noise, produced from the theoretical

sensitivity curves of Virgo during O3 and the future Einstein Telescope (ET) detector

(Punturo et al., 2010; Hild et al., 2011). The CNN models were also able to correctly

classify different CCSNe GW emission models. CNNs have also been used by

Astone et al. (2018) to search for g-mode emission in CCSNe signals in multiple
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GW detectors using a phenomenological model. Cavagli�a et al. (2020) used a

genetic programming algorithm which takes as input features a subset of computed

parameters such as central frequency, bandwidth and durations to achieve the same

goal on single interferometer data. Chan et al. (2020) trained a 1D CNN model

to search for CCSNe using the whitened GW time series from a network of GW

detectors.

In this analysis we extended previous work on the subject (Iess et al., 2020). As

GW signals are time-series data, we explored the use of recurrent neural networks

(RNNs), in particular long short-term memory cells (LSTM), for classifying CCSNe

GW signals produced from various hydrodynamical simulations. My contribution

to the paper was on identifying a suitable architecture, building the LSTM model

and running experiments. My collaborators focused on building the dataset and

provided the CNN models from Iess et al. (2020) for comparison. We made use of

3D hydrodynamical simulations to produce the CCSNe burst signals which were then

injected in real detector noise from the O2 science run of LIGO and Virgo, instead of

simulated noise, re�ecting a more realistic senario. Our analysis is composed of two

stages. Firstly, we apply a wavelet decomposition method to detect excess power

present in each detector strain data, similarly to Abbott et al. (2021a). This provides

a list of identi�ed triggers corresponding to the injected CCSN signals and to noise

transients present in the data. These triggers were then used to create the training

samples which were fed into the machine learning algorithms for classi�cation. In

Section 3.2 we describe the CCSN waveforms and detector strain data and detail the

whitening and trigger identi�cation process. The machine learning models employed

in this study are described in Section 3.3. The results are presented in Section 3.4,

followed by the discussion and conclusion in Section 3.5.

3.2 Dataset

3.2.1 CCSN Waveforms and Detector Noise

In this study we used eight CCSN models from3D hydrodynamical simulations:

s11 (Andresen et al., 2017), s13, s25 (Radice et al., 2019), s18p, he3.5 (Powell
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& M üller, 2019), s18np, y20 and m39 (Powell & Müller, 2020; Powell & M̈uller,

2022). We include3 additional models compared to previous work (Iess et al., 2020),

two of which are higher amplitude models with Wolf-Rayet progenitor stars (m39,

y20) and s18np which has the same progenitor mass as s18p, but no initial density

perturbations in the convective oxygen shell resulting in the shock wave not being

revived (Powell & M̈uller, 2020). The number in the CCSN model names indicates

the progenitor star mass inM� (for example s18p has a progenitor star of18 M� ).

The GW signals resulting from the CCSNe simulations are computed from the time

of core rebound (t = 0). In Table 3.1 we summarise the duration of the GW signals,

the time at which the explosion occurs (if there is one) and the peak frequency. We

also note certain features present in the CCSNe signals which are characteristic of

the GW signals.

The s11, s13 and he3.5 GW signals, have low amplitudes due to intrinsic

dynamics of the collapse. s13, s25 and s18np display a characteristic low frequency

(below� 200 Hz) GW emission due to oscillations of the stalled accretion shock

wave known as the standing accretion shock instability (SASI, Blondin et al., 2003;

Blondin & Mezzacappa, 2006; Foglizzo et al., 2007). Detecting the SASI signature

in an observed GW from a CCSNe can provide insight to the underlying mechanism

of CCSN. (Andresen et al., 2019, 2017; Radice et al., 2019). Several models show

a dominant feature of GW emission at high frequencies due to the surface f and

g-modes of the proto-neutron star which are excited by hydrodynamical instabilities

(Powell & Müller, 2020; Andresen et al., 2017; Kuroda et al., 2016).

The CCSNe waveforms, obtained through 3D numerical simulations, were

injected into real interferometer noise obtained from the O2 science run for LIGO

and Virgo. Compared to simulated Gaussian noise (Iess et al., 2020; Astone et al.,

2018; Chan et al., 2020), real detector noise is subject to a certain degree of variability

as it depends on environmental conditions which can be monitored but not controlled.

When noise artefacts have long timescales they affect the sensitivity of the detector,

which in the frequency domain corresponds to a non-stationary noise power spectral

density (PSD). Moreover, many classes of short-lived non-astrophysical transients
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Model
Time of

Explosion
[s]

Duration
[s]

Peak
Frequency

[Hz]
Comments

s11 - 0:35 600 lowest amplitude

s13 - 0:78 800
low amplitude, weak

SASI, g-mode

s25 0:5 0:62 1000 SASI, g-modes

s18p 0:3 0:90 900 g-mode

s18np - 0:56 900 strong SASI

he3.5 0:4 0:70 850
low amplitude,

g-mode

y20 0:2 1:20 600 strong f-mode

m39 0:2 0:98 800 strong f-mode

Table 3.1: GW signal characteristics of CCSNe produced from3D hydrodynamical sim-
ulations. We show the duration of the burst signal and the time of explosion
(the dash indicates that no explosion occurred in the simulation and thereby the
shock was not revived). The peak frequency indicates the frequency at which
the GW has the strongest amplitude. We highlight certain characteristics that are
prominent for each model.

are also present in the data and can hinder GW search pipelines by triggering false

alarms. We selected44 segments from the O2 public science run (Abbott et al.,

2021c), requiring that they pass the data quality �ags characterised in Abbott et al.

(2016a) at least97%of the time for each detector. The noise segments are of equal

length and are sampled at4096Hz. We obtained a total of� 50 hoursof detector

noise data for each of the interferometers. The segments span the period from

tGPS= 1185669120to tGPS= 1186070528and each is identi�ed by its initial GPS

time.

The CCSNe waveforms are also sampled at4096Hz. We simulated all signals

at a �xed distance of1kpc and uniformly distributed in the sky by sampling from a

uniform distribution in the right ascension,a , and the cosine of the declination,d.

The polarisation angle of the waves was �xed aty = 0. In each segment the �rst300

seconds do not contain injections and were used to estimate the noise power spectral
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density (PSD) (Cuoco et al., 2001) and compute the whitening parameters. The

signals were then injected every ten seconds resulting in a total of376CCSN signals

injected in each segment,47 for each of the eight models. Over all the segments, we

injected a total of2068signals for each model. The samples were injected by taking

into account the antenna pattern functionsF+ , F� (see eq. 1.49) of each detector for

the two gravitational wave polarisationh+ , h� , along with the time delay computed

for each interferometer with respect to the geocentric frame (Schutz, 2011).

3.2.2 Whitening and Trigger Identi�cation

In a real application using observed data we will not know a priori whether a signal

is present in the data and where it is located. As the waveform of burst signals is not

well modelled, it is common to apply a wavelet based method which identi�es excess

power in the detector data. We follow this procedure, by employing the Wavelet

Detection Filter (WDF) library (Cuoco et al., 2001; Cuoco et al., 2018), which is

able to identify excess power in the data, without the need for a physical model of

the source that produced the GW signal. We apply WDF after injecting the signals

into the detector strain data.

WDF computes the noise PSD using the �rst300 sof each segment which is

free from any CCSNe signals. The output of a detector in the absence of a signal

is just the noise presents(t) = n(t) and hence the noise PSD can be calculated

according to

Sn( f ) = 2hjñ( f )j2i Df (3.1)

whereDf is the frequency resolution (Maggiore, 2007). The whitening parameters

are computed by �tting the noise PSD using an Auto-Regressive (AR) model. WDF

applies a whitening step in time domain, in order to remove the stationary noise

contribution. In Figure 3.1 we illustrate examples of the whitened spectrograms of a

blip glitch and a GW signal from the m39 CCSN model.

Following the whitening procedure, WDF provides a list of triggers correspond-

ing to potential signals. These triggers will be both due to CCSN signals and noise

transients. We note that not all injected signals will trigger the WDF, as the signal
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Figure 3.1: Sample whitened spectrograms for the noise and signal classes used in this
analysis: a blip glitch (left) and m39 (right), a rapidly rotating CCSN explosion
model. The GW shown for m39 is for emission at the pole. The spectrograms
are rescaled to the[0;1] range for a 2D CNN classi�er.

amplitude depends on the orientation of the detector relative to the signal propagation

direction and hence some signals will have extremely low amplitudes.

The candidate events identi�ed by the WDF triggers, are used to build the

dataset for training and evaluating the ML algorithms on the task of multi-class

classi�cation. The labels for each trigger are assigned according to the injected

waveform with which the trigger timestamp coincides. As different parts of the same

CCSN waveform can trigger the WDF, we cluster triggers relating to the same signal

into one trigger with a timestamp corresponding to the average of the individual

trigger times. We obtain the data samples by choosing a symmetric window around

each trigger. The window size is chosen to correspond to the length of the s18np

signal which has the second shortest waveform. The reason for applying a window

is due to the fact that the waveform duration is not determined by the governing

physics of the CCSN, but instead by the lack of available computing time when the

simulations are produced, forcing an end time to the waveforms. Hence, to avoid the

information of the signal duration being picked up ML models, we apply a window

around the triggers. We note that the s11 waveform did not trigger the WDF pipeline

a suf�cient number of times due to the fact that it has the lowest GW amplitude. Over

the whole dataset, only25and12triggers were found in the LIGO Hanford (H1) and

LIGO Livingston (L1) datasets, respectively, and none coincident among all three

detectors. Due to this, we avoided using the duration of the s11 waveform for the
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time window of samples. Each interferometer dataset is split into60%training,10%

validation and 30% testing. Before training, the samples were shuf�ed.

To calculate the signal-to-noise ratio (S/N) around each trigger, we use the

injected signal and noise PSD as follows

�
S
N

� 2

= 4
Z ¥

0

jh̃( f )j2

Sn( f )
d f; (3.2)

whereh̃( f ) is the Fourier transform of the signal andSn( f ) is the one-sided noise

PSD (Allen et al., 2012; Maggiore, 2007). In Figure 3.2 we show the matched �lter

S/N distribution of all injected signals. The S/N of the signals varies depending on

the waveform model and the simulated source position on the sky with respect to the

inferferometer. As expected, the same signals produce lower S/N in Virgo due to its

lower sensitivity. We observe that the S/N of lower amplitude models in Virgo have

a sharp drop on the left side of the distribution at a S/N of� 4. This is consistent

with the fact that in the absence of a signal, the S/N is between3� 4 and therefore

weak signals will have a S/N that is equal or larger than this.

3.3 Deep learning algorithms

In this study we explore the use of RNNs for classifying CCSNe signals produced

by various mechanisms and compare their performance to 1D and 2D CNNs (see

Section 1.5). RNNs are a type of neural network specialised for processing sequential

data due to a feedback loop mechanism that allows the network to retain in memory

previous inputs and consider these along with the current input (Hüsken & Stagge,

2003). RNN models are commonly used for time-series data and in the �eld of

natural language processing (e.g. Nicolaou et al., 2019). In this work we used

a particular type of RNN, long short-term memory cells (LSTM) (Hochreiter &

Schmidhuber, 1997), which provide a solution to the vanishing gradient problem

and have the capacity to handle long-term dependencies making them best suited for

analysing gravitational wave data which are composed of thousands of timesteps.

Nguyen (2018) make use of LSTMs to identify noise signals in interferometer data

and Que et al. (2021) for detecting binary systems.
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Figure 3.2: Matched �lter S/N distribution of all the signals injected at Virgo (right) and
LIGO Livingston and Hanford (left). The LIGO detectors are grouped due to
their similar sensitivity and signal S/N. The dashed line indicates the median
S/N of each waveform model.

The 1D CNN and LSTM models receive as input the whitened time series data

whereas the 2D CNN receives the whitened time-frequency spectrogram image. The

output layer of all models is a fully-connected (FC) layer with the number of nodes
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given by the number of classes present in the training set and a softmax activation

function to yield probabilities for each class. The optimiser used is Adam (Kingma

& Ba, 2014), with a learning rate of0:001. The loss function used is the categorical

cross-entropy given by

L(y; ŷ) = �
N

å
i

C

å
c

yic log(ŷic) (3.3)

whereN is the number of samples andC is the total number of classes. The

architectures of each model are described below.

3.3.1 CNN 1D

The 1D CNN is composed of 4 convolutional layers with a kernel size of3. The

number of output �lters for each successive layer is:120, 80, 80, 40. A 2 pixel max

pooling layer followed by a dropout layer with a dropout rate of0:4 is applied after

each convolutional layer. The output from the CNN layers is then fed into two FC

layers of sizes200and100respectively, followed by the output layer. The activation

function used in these layers is the recti�ed linear unit (ReLU) and the batch size is

set to 32.

3.3.2 CNN 2D

The network is composed of3 convolutional layers with kernels of sizes4� 4, 3� 3,

2� 2. A 2� 2 max pooling layer was applied after each convolutional layer. The

output from the CNN architecture is fed into a FC layer of size 200, followed by

the output layer. We used the same activation functions and batch size as in the 1D

CNN.

3.3.3 LSTM

The recurrent model is composed of2 bidirectional LSTM layers, of64 and32

units respectively. The bidirectional LSTM networks offered superior performance

compared to unidirectional LSTMs, as they process the input in both directions (past

to future and future to past). As the inputs are composed of thousands of timesteps,

the model bene�ts signi�cantly from being able to read the data in both directions, as
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Detector Noise s11 s18p s18np he3.5 m39 y20 s13s25 Total

L1 3810 12 1438 1782 704 2052 1969 476 2047 14290

H1 4103 25 1534 1803 881 2059 1991 637 2054 15087

L1, H1, V1 675 0 329 491 115 1940 1139 76 1557 6322

Table 3.2: Number of signal and noise triggers for L1, H1 and coincident triggers in all three
detectors.

for each element in the sequence, it is able to make connections to elements both in

the past and the future. The LSTM layers are connected to4 FC layers of size 1024,

256, 64, 32 withtanhactivation functions, followed by the output layer. Dropout is

applied on 10% of the nodes of each layer. The batch size used is 256.

3.4 Search and Classi�cation Results

3.4.1 WDF Triggers

In L1, WDF yielded10;480CCSNe signal triggers and3;810noise triggers and

in H1 10;984 signal triggers and4;103 noise triggers. However, in Virgo there

were9;273signal triggers and47;901noise triggers. The excess number of noise

triggers seen in the Virgo dataset, is likely due to the non-stationary behaviour and

greater variability of the detector's noise PSD in the individual segments, which

makes the whitening procedure less effective. A way to limit this effect is by using

adaptive whitening which will give the noise PSD evolution in time. Since there are

signi�cantly more background noise triggers in Virgo than signals, when training

for Virgo we kept only the triggers that were coincident with the LIGO detectors.

The time window for coincidence was chosen to take into account the length of the

waveforms and the maximum travel time between interferometers. Taking this into

account, the resulting coincident triggers were5;647due to signals and675due to

noise. In Table 3.2 we report the number of triggers for noise transients and for each

CCSN model for L1, H1 and the coincident of all three detectors. The extracted

samples based on the WDF triggers, shown in Table 3.2, form the three datasets (one

for each detector) that were used for training and evaluating the ML algorithms.
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3.4.2 Classi�cation of samples

The 1D CNN and LSTM models take as inputs the 1D whitened time series strain

samples, whereas the 2D CNN receives the whitened time-frequency images. Each

model is trained separately on all three interferometer datasets, L1, H1 and V1, where

the latter uses the coincident triggers of all three interferometers. We trained both the

1D and 2D CNNs on a Tesla k40 GPU for20 epochs, with each epoch taking� 15 s

and� 20 son L1, respectively. The LSTM network was trained for100epochs on

a Tesla k80 GPU, taking� 60 sper epoch on L1. The training (dashed lines) and

validation (solid lines) loss curves for all three models trained on L1 are shown in

Figure 3.3.

In Table 3.3 we present the results of the three models evaluated on the test

set of each interferometer. We report the true positive rate (also known as recall or

sensitivity) of the models for each of the classes. The true positive rate (TPR), of

a particular classc, is de�ned as the ratio between the number of positive samples

correctly classi�ed as positive, known as true positives (TP) to the total number of

positive samples which is given by the sum of true positives and false negatives (FN):

TPRc =
TPc

TPc + FNc
: (3.4)

We also report the micro-averaged TPR (TPRm) over all classes for each model

(Sokolova & Lapalme, 2009; Grandini et al., 2020), which is de�ned as

Figure 3.3: Evolution of the training (dashed lines) and validation (solid lines) loss functions
for the 1D CNN (red), LSTM (green) and 2D CNN (blue) models.
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ITF Model Noise s11 s18p s18np he3.5 m39 y20 s13 s25TPRm

V1

LSTM 49.2 - 3:6 58.4 0:0 89:5 69:9 0:0 89:8 73:7

CNN 1D 44:6 - 8:4 10:9 0:0 84:3 73.1 0:0 87:4 68:3

CNN 2D 48:6 - 9.6 39:4 3.6 92.3 72:5 0:0 94.6 75.2

L1

LSTM 90:1 0:0 98:2 92:8 85:4 98:7 96:0 87:1 94:8 93:6

CNN 1D 99:4 0:0 89:5 95:3 82:2 99:2 98:2 75:5 98:8 95:9

CNN 2D 99.8 0:0 99.1 99.3 97.4 100.0 99.7 91.6 99.8 99.3

H1

LSTM 96:2 0:0 95:5 96:8 89:1 99.7 95:9 75:1 97:6 95:4

CNN 1D 99:0 0:0 90:1 99:3 91:6 98:4 100.0 80:6 97:4 96:5

CNN 2D 99.7 0:0 99.6 99.8 96.8 99.7 99:8 96.8 99.2 99.1

Table 3.3: TPR (%) for the noise and CCSN signal classes for each model applied to each
of the interferometer datasets. The dash indicates that the CCSN model is not
present in the dataset. The �nal column is the micro-average of the TPR (TPRm).
We indicate in bold, the highest performing model for each signal class in each
dataset.

TPRm =
å cTPc

å cTPc + FNc
: (3.5)

We observe that the 2D CNN outperforms the 1D CNN and LSTM models for

all three datasets. The 2D CNN managed to achieve very good performance for all

classes resulting to an overall TPRm of 99:3%and99:1%for the LIGO L1 and H1

detectors respectively. The 2D CNN achieves a TPRm of 75:2%for the V1 detector

which is much lower than for the LIGO detectors. This is expected, as the V1 data

suffer from reduced sensitivity and lower S/N which resulted in a smaller training

sample. The 1D CNN performs slightly better than the LSTM for the H1 and L1

datasets, but for the V1 dataset the LSTM outperforms the 1D CNN and is almost on

par with the 2D CNN. This suggests that the LSTM model is more robust to lower

S/N than the 1D CNN. As discussed previously, the s11 model is not present in the

V1 dataset and while it is present in the H1 and L1 datasets, the number of training

examples is very low and hence no algorithm is able to learn the features of the s11

waveform leading to a TPR of 0.

For the V1 dataset, we observe that none of the three models were able to effec-

tively classify s13 and he3.5 which are the waveforms with the lowest amplitudes and
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have the lowest number of samples. The LSTM model achieves better performance

on the s18np waveform than the CNN models. This is likely due to the strong SASI

feature of the s18np waveform which the LSTM is able to recognise better at lower

S/N. The CNN models outperform the LSTM for the m39 and y20 waveform which

present strong f-mode emissions, while the LSTM outperforms the 1D CNN for

the s25 waveform which exhibits a SASI feature. The LSTM is also better able

to classify the noise transients. The most common misclassi�cation present in all

models is falsely classifying noise transients as y20 GW signals.

Similarly to the V1 dataset, the s13 and he3.5 waveforms have the lowest TPR

in all three models both for L1 and H1. The 2D CNN clearly outperforms both

models in almost all classes for L1 and H1. For both LIGO datasets, the LSTM

performs better than the 1D CNN for the s18p waveform, while for the noise class

the LSTM obtains lower TPR. While still performing worse than the CNNs, the

LSTM achieves better performance on the noise class in the H1 dataset than in L1.

A common way of increasing the performance on small datasets is by training

the models on larger available datasets and applying the trained models with the

gained knowledge on the smaller dataset to solve a related problem. This is known

as transfer learning (Bozinovski & Fulgosi, 1976). We attempted to use transfer

learning and applied the models trained on the L1 and H1 dataset to classify the

signals in V1 as a way of boosting the performance. However, this yielded worse

results (� 5� 10%lower TPRm) than directly training on V1. This is most likely

due to the fact that the models were trained on datasets with much less noise and

hence are not able to cope with the unusually high noise present in the V1 dataset

which lowers the S/N of the signals.

We implemented an effective alternate approach to improving the performance

on V1, following an ensemble method called model averaging. Model averaging is a

technique for reducing the error by combining several models (Breiman, 1996). The

models are trained separately on the same data and then their output probabilities are

averaged to predict the output class. As different models are expected to make slightly

different mistakes, model averaging leverages this, to “average out” independent
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errors and improve the overall performance.

We apply this, by averaging the predictions of the 1D, 2D CNNs and LSTM

models for each of the datasets. In Figure 3.4 we present the predictions from the

ensemble for each of the interferometer data. We show the confusion matrices,

along with the S/N distribution of the correctly classi�ed and misclassi�ed samples.

We observe an increase in the overall sensitivity for the V1 dataset when using the

ensemble method, TPRm = 79:8%, compared to the single best performing model

which was the 2D CNN with a TPRm = 75:2%. The confusion matrix indicates that

the most common error is predicting wrongly that waveforms of other classes belong

to the y20 class. The S/N histogram indicates that most of the misclassi�ed samples

have a S/N less than20. Misclassi�ed samples with a S/N above20belong mainly to

the m39 class. The S/N distribution of the signals in V1 exhibits a gap in the values

18� 30. This is due to the different intrinsic GW amplitudes of the CCSN models

used in the analysis. The distribution of S/N for L1 and H1 also indicates that most

misclassi�ed samples have a S/N of less than20. The ensemble model performs in

both L1 and H1 as well as the best performing individual model which was the 2D

CNN.

3.5 Discussion and Conclusion

Among sources of GWs, CCSNe are promising multi-messenger candidates due to

their multiple emission channels. Observing CCSNe in GWs can provide insight to

the dynamics of the engine of CCSNe, which are otherwise inaccessible. CCSNe,

even though have not been yet observed by GW detectors, are currently very relevant

as they can be detected with the current sensitivity of ground-based interferometer

detectors. The current matched �lter techniques cannot be applied for detecting

GWs produced by CCSNe, due to the large degree of stochasticity in the emitted

signal. In this study we showed that by combining WDF which identi�es potential

signals in the detector strain without any dependence on the waveform morphology,

with a machine learning algorithm, we can effectively distinguish CCSNe signals

from noise transients and classify the CCSN waveform according to the underlying
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Figure 3.4: Multi-label confusion matrices (left) for the V1 (top), L1 (middle), and H1
(bottom) datasets from model averaging of the LSTM, 1D CNN, and 2D CNN,
along with the S/N distribution (right) of samples classi�ed correctly (green)
and incorrectly (red). We show only samples with a S/N below 60, as there are
no misclassi�ed samples above this threshold.

mechanism.

We examined the ef�cacy of convolutional and recurrent neural networks by
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making use of 1D CNN, 2D CNN and LSTM models. We made use of state-of-the-

art 3D hydrodynamical simulations to produce CCSNe from8 different mechanisms.

We injected the simulated signals in real noise interferometer data obtained from

the O2 science run of LIGO L1, H1 and V1. Similarly to Astone et al. (2018) we

used a wavelet decomposition method to estimate the noise PSD and provide the

whitened data. WDF provides a list of triggers identifying potential signals which

are then fed to the ML models to identify their nature. An alternative approach is

presented in Chan et al. (2020) where a CNN is used to both detect and classify the

signals buried in detector noise, without the need for WDF. This method might incur

high computational costs especially for RNN models which take longer to train, as

all detector data would need to be fed into the model.

We applied our analysis on all three detector data separately and compared

the S/N distributions of the injected signals, the triggers identi�ed by WDF and

classi�cation performance of all three ML models. As the distance of all sources

is �xed, the signal S/N depends on the sensitivities of the detectors and on the

position of sources in the sky relative to the detector plane, through the antenna

pattern functions. Hence, we observed that the same injected signals presented a

lower S/N in V1 than L1 and H1. All three ML models achieved good performance,

TPRm > 90%, on the LIGO L1 and H1 datasets. For V1, the performance was lower

� 75%due to the lower sensitivity and higher noise of the Virgo detector. The 2D

CNN showed the best performance in all three detector data with TPRm = 99:3%for

L1, 99:1% for H1 and75:2% for V1. The 1D CNN performed slightly better than

the LSTM for the L1 and H1 datasets. However, the LSTM outperformed the 1D

CNN for the V1 dataset suggesting that the LSTM is more robust to low S/N, and

particularly for CCSNe models which exhibit a low frequency SASI emission. The

better performance obtained by LSTM model comes at the cost of longer training

times.

To boost the performance on the V1 dataset we implemented model averaging,

which averages the output probabilities of all three models to predict the class of

a sample. The model ensemble boosted the performance on V1 by� 5%. For L1
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and H1 the results were the same as the best performing model. Inspecting the

distribution of S/N of the misclassi�ed samples, we observed that the majority of

these have a S/N< 20.

One of the limitations of using WDF, is that it introduces an imbalance in the

distribution of S/N in the training samples. WDF is successful in identifying high

amplitude GWs, as shown in Table 3.2, but it does not detect the majority of low

amplitude signals present in the detector data such as s11 and s13 as these are very

close to the detector sensitivity. As a result the dataset contains very few examples of

these waveforms which are not suf�cient for the ML algorithm to learn. Increasing

the number of injected samples for low amplitude signals or using data augmentation

may help address this. The increased sensitivity of detectors will also make the

application of WDF more effective, as already suggested by the comparison between

LIGO and Virgo. Alternative methods to detecting signals present in noise include

unsupervised methods such as autoencoders as shown in Moreno et al. (2022) and

Morawski et al. (2019).

In training the classi�ers we have used a large number of CCSN GW signals

to give the classi�ers a chance to learn the signal patterns. Beyond learning the

signal patterns, a classi�er also learns the expected ratio of true signals to noise.

During training, the model has seen more examples of GW signals than noise and

therefore it has learned an implicit prior that GW signals are more likely than noise.

When using such a classi�er at inference time on observational data care should be

taken as this will certainly not be the case. In observational data the ratio of noise

sequences to CCSN GW signals will be very different than in the training set with

the number of noise sequences vastly outnumbering the number of GW signals. This

is because CCSN events are rare and gravitational wave detectors are susceptible to

various sources of noise. The consequence of this is that during inference time, when

uncertain, the model will use the learned prior and therefore classify a sequence as

a signal rather than noise, leading to a high number of false positives. A strategy

to limit the number of false detections in real data, is to use a one-vs-rest ROC

(receiver operating characteristic) curve which would allow the user to identify a
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threshold de�ned by the number of acceptable false positives. Hence, a sequence

will be �agged as a detection only if its probability of being a noise sequence falls

below the speci�ed threshold. The class of the detected signal can be identi�ed as

the most probable signal class.

Overall, the above analysis suggests that convolutional and recurrent NN archi-

tectures can play a role in GW detection pipelines for neutrino-driven CCSN burst

signals, as they are capable of distinguishing different types of signal morphologies

for sources located in a nearby region of the Milky Way. The results obtained are

consistent with applications to neutrino-driven CCSN models on simulated (Iess

et al., 2020) and real detector noise (López et al., 2021). Past and current estimates

have set the rate of galactic CCSN between 1 and 2 events per century (van den Bergh

& Tammann, 1991; Cappellaro et al., 1993; Rozwadowska et al., 2021). Taking into

account planned improvements in the sensitivity of the Virgo, LIGO and KAGRA

interferometers, a galactic CCSN detection with deep learning methods could be

likely if an event occurs with a GW signature that shares characteristics (g-mode

emission, SASI) with the state-of-the-art simulations used in this study.





Chapter 4

Identifying anomalous DESI spectra

with Variational Autoencoders

This chapter is based on work performed under the DESI collaboration with the aim

of publishing.

4.1 Introduction

Astronomical spectra are highly informative, as they provide a way to infer the

composition, temperature and physical processes that occur in the observed object.

Galaxy spectra are crucial for understanding the properties and evolution of galaxies.

Spectroscopic surveys are currently gathering data at an unprecedented rate providing

astronomers with a wealth of information. The Dark Energy Spectroscopic Instru-

ment (DESI, DESI Collaboration et al., 2016) has already gathered� 14 million

spectra, surpassing the amount of spectra previously available, in just its �rst2 years

of operation. The increased volume and velocity of incoming data have accelerated

the shift from traditional data analysis and visualisation tools to big-data techniques

(e.g. Huertas-Company & Lanusse, 2022).

Arguably the most interesting but also challenging to �nd in large datasets are

the “unknown unknowns” that is, objects that we are not even aware of to look for.

Astronomers often relied on visual inspection of data which has the potential to lead

to unexpected scienti�c discoveries. As the volume of data increases, the amount of

rare phenomena observed increases too, but the task of visual inspection becomes
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insurmountable. Astronomers therefore, turn to automated tools that offer a smaller,

curated list containing the most promising outliers.

Machine learning has become increasingly popular as a powerful tool for

automating the detection of atypical or anomalous observations. An anomaly is

de�ned as an object or observation that is rare and differs signi�cantly from the

majority of the data suggesting that it has been generated by a different underlying

mechanism (Hawkins, 1980). Anomalies can be events that occur rarely, extreme

objects, errors due to instrument malfunction or objects that are completely new

and have the potential to unveil new physics. Two types of anomaly detection that

are important to differentiate are outlier detection and novelty detection. Outlier

detection refers to the case where the training data contains both typical data (inliers),

which constitute the majority of the dataset, and anomalous data (outliers). The

goal is to identify the outliers present in the dataset. In novelty detection, the

training dataset contains only typical data and the goal is to identify whether a new

observation is an outlier. In this context an outlier is also called a novelty. Novelty

detection is semi-supervised whereas outlier detection is unsupervised (Ruff et al.,

2020).

Ichinohe & Yamada (2019) used a Variational Autoencoder (VAE) (Figure 1.14)

to rank objects based on the reconstruction error. They approached this in the

framework of novelty detection for a sample of simulated high-resolution X-ray

spectra. Applications of outlier detection to spectroscopic data include Meusinger

et al. (2012) who used self-organising maps (SOM, Kohonen, 1982), a clustering

based algorithm that provides non-linear dimensionality reduction, on a sample of

SDSS quasar spectra. Unusual spectra were de�ned to be residing in low density

regions of the2D embedding created via the SOM. Outliers mainly included broad

absorption lines, unusual red continuums, weak emission lines and conspicuously

strong iron emission lines. Fustes et al. (2013) also used SOM for outlier detection

on a simulated sample of spectra based on SDSS observations. Baron & Poznanski

(2017) used unsupervised random forests to identify outliers in SDSS spectra. Some

interesting outliers identi�ed include galaxies which host supernovae, high ionisation
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spectral lines, galaxies with unusual gas kinematics and galaxy-galaxy gravitational

lenses.

Boroson & Lauer (2010) used the PCA reconstruction error to detect anomalies

in a sample of SDSS quasar spectra. PCA has been one of the most successful and

widely used algorithms for dimensionality reduction and unsupervised classi�cation

methods to extract useful features from the data. Folkes et al. (1999) and Madgwick

et al. (2003a) used PCA to effectively compress galaxy spectra to a few components,

�nding correlations between the PCA components and physical attributes such as star

formation rate and morphological type. Spectral classi�cation derived from PCA was

also used for galaxy clustering by Madgwick et al. (2003b). Yip et al. (2004a) used

PCA to classify a sample of SDSS galaxy spectra while Rogers et al. (2007) analysed

a sample of SDSS early-type galaxies using PCA in order to infer differences in the

average age of stellar population and star formation history. Following Slonim et al.

(2001) on the information bottleneck method, Ferreras et al. (2022) extracted the

stellar population content of galaxy spectra by measuring the entropy of spectra in

order to quantifying the amount of information encoded.

PCA being a linear method, is however, limited when non-linear features are

present. Yip et al. (2004b) have shown that50 PCA components are necessary to

acceptably reconstruct a typical SDSS quasar spectrum exhibiting broad emission

lines. Portillo et al. (2020) used a VAE on a sample of SDSS galaxy spectra to

address the limitations of PCA. They showed that a VAE with six latent dimensions

reconstructs the spectra well (whose original dimension was1000) and outperforms

PCA with the same number of components. The VAE latent space shows separation

of classes and they demonstrate the interpretability of the latent space. Finally, they

identi�ed outliers by estimating the local density of samples in the latent space

using the local outlier factor (LOF) algorithm and ranking spectra according to how

isolated they are in the latent space. The top10outliers identi�ed were stars, spectra

with the majority of the �uxes masked, low signal-to-noise ratio (S/N) spectra, bad

instrument calibration and contamination by stellar light.

In this study, we perform outlier detection using a VAE for the �rst time on
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astronomical spectra obtained from the DESI survey. We explore two approaches

for identifying outliers. The �rst method uses the reconstruction error of the VAE as

an anomaly score. Anomalies are expected to have a high reconstruction error as

they have features that are atypical which the model is not able to reconstruct. This

method is also known as deviation based anomaly detection. The second method we

use is based on the position of spectra in the VAE latent space as anomalous spectra

are expected to be isolated from the majority of the data. This approach is also

known as proximity-based anomaly detection. A third common approach used in

the literature is statistical anomaly detection which makes use of parametric or non-

parametric models to de�ne a probability distribution assumed to describe the data.

A sample is then de�ned as anomalous if it has a low probability of being generated

by the model (An & Cho, 2015; Reis et al., 2019). Due to time constraints we don't

make use of this method, but could be implemented in future work. We �nd that

outlier spectra fall in a variety of categories, with a main distinction being between

physical features and instrumental artefacts. Depending on the science question,

certain types of outliers will be relevant while others will present a nuisance. We

make use of Astronomaly (Lochner & Bassett, 2021) which combines the input of a

human expert with the processing power of machine learning to provide a curated

list of outliers which are relevant to the user.

In Section 4.2 we provide a description of the DESI data along with the pre-

processing we applied. In Section 4.3 we outline the VAE architecture used. An

introduction to VAEs can be found in the introduction part of the thesis, Section 1.5.

The results are split into four sections. In Section 4.4.1 we examine the quality of the

VAE reconstructions and in Section 4.4.2 we explore the VAE latent space and the

interpretability of the latent representations. In Section 4.4.3 we present the outliers

obtained from the reconstruction error and latent space approach and in Section 4.4.4

we present the application of Astronomaly. Finally, in Section 4.5 we discuss our

results, along with limitations and improvements for future work.
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4.2 DESI Data

The dataset consists of DESI spectra from the Bright Galaxy Survey (BGS) (Hahn

et al., 2022; Myers et al., 2022; Ruiz-Macias et al., 2021). During the5-year DESI

observing run, the BGS will observe10 million galaxies over the redshift range

0 < z < 0:6. The BGS targets galaxies with a limit in the r-band magnitude of

r < 19:5 (BGS Bright), a secondary lower priority sample de�ned by the magnitude

range19:5 < r < 20:175(BGS Faint) and a small low-z quasar sample (BGS AGN).

The redshift and spectral classi�cations are obtained from the DESI redshift

pipeline, namedredrock 1 which is a template-�tting code, tasked with �nding an

optimal �t to a spectrum via linear combinations (PCA) of the template components

derived from galaxy models (Guy et al., 2022). The �tting is performed over a

speci�ed redshift range for three template classes: “star”, “galaxy”, and “quasar”.

We use the redshift provided byredrock to shift the spectra to their rest-frame

according to eq. 1.18, so that the spectral lines from all spectra align at the same

wavelength bin. However, as the spectra in the dataset all have different redshifts

but their observed wavelength range is the same, shifting the spectra to the rest-

frame wavelength means that there is now a misalignment in the feature space of the

dataset. Wavelength bins for which we do not have information from all the spectra

are removed. To make sure we are not throwing away large parts of a spectrum, we

limit the dataset to0 � z � 0:3 corresponding to a wavelength range of3600 	A to

7556 	A in the rest-frame. The analysis can then be repeated for higher redshift bins.

The original dimension of spectra is� 7780which means that each spectrum

is described by� 7780�ux measurements. We resample the spectra to1000wave-

length bins. While this leads to some small-scale information being lost as the DESI

spectral resolution is much higher, the resampling is done to reduce the compu-

tational cost and to ease the feasibility of this �rst application of a VAE to DESI

spectra. No doubt, in future work, we aim to apply the VAE on the full spectra. This

resampling corresponds to a resolution of4 	A which is suf�cient to avoid blending

between important spectral lines such as Ha l 6565 and [NII ] l 6550; l 6585.

1https://github.com/desihub/redrock
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Spectrum pixels with zero inverse variance or pixels that are affected by CCD

(charged-coupled device in the spectrograph cameras) defects or cosmic rays are

�agged by a mask vector. The mask is set to zero for bad pixels and one for valid

pixels. Bad pixels are removed and iterative PCA (Yip et al., 2004a) is used to in�ll

the missing values. The dataset does not suffer from heavily masked spectra as only

0:01%of the spectra have more than10%of the pixels masked. The spectra are

normalised individually to have unit norm. The median pixel S/N is calculated for

each spectrum. We only keep the spectra that have a median pixel S/N above 5.

The resulting dataset consists of� 208;000spectra, of which� 156;000form

the training set and the rest form the validation set. In future work, the study

presented here can be scaled to a larger dataset by making use of more spectra, which

will also have a greater potential to lead to a novel object being identi�ed. Using

the spectral classi�cations provided byredrock , the dataset is composed of around

97:8%galaxy spectra,0:7%quasar spectra and1:5%star spectra. Note however that

these are not true labels and whileredrock performs well on galaxies and stars it

misses� 10� 15%of true quasars, in particular low-redshift ones (Guy et al., 2022).

We note that we do not include the object IDs of spectra when presenting results, as

the DESI data are not published yet.

4.3 VAE Implementation

We implemented a VAE usingtensorflow-probability (Abadi et al., 2015). The

encoder consists of the input layer which is made up of1000nodes, followed by4

hidden layers with dimensions800;600;500;300. The architecture of the decoder

mirrors that of the encoder. The latent dimension is set to10. Dropout is used in both

the encoder and decoder to regularise the VAE and avoid over�tting. The dropout

rate is set to 0:2. The recti�ed linear unit (ReLU) activation function given by

f (x) =

8
><

>:

0 for x < 0

x for x � 0
(4.1)
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is adopted in all layers except for the output layers of the encoder and decoder

where a linear activation function is used. We use a Gaussian distribution for the

output of the decoder and thus the reconstruction loss term is given by the Gaussian

log-likelihood. The �rst term in the loss function of the VAE (see eq. 1.86), is given

by

Ez[logp(xjz)] = Ez

"

å
i

1
2

� log2ps 2
xjz;i �

(xi � mxjz;i)2

2s 2
xjz;i

#

(4.2)

wherei indicates theith element of the vectors (Yu, 2020). The inverse variance asso-

ciated with each �ux measurement of each spectrum is used in the reconstruction loss,

acting as a weighting term. This allows us to explicitly incorporate heteroscedastic

uncertainties and element-wise masking. Bad pixels have their weight in the loss set

to zero which is equivalent to in�nite uncertainty.

We train the VAE using Adam optimiser with the starting learning rate set to

10� 3. The learning rate is set to be reduced by a factor of10 if the loss function on

the validation set does not improve for5 epochs. We use a batch size of512and

trained the model for50 epochs. We note that the VAE hyperparameters used do not

represent the optimal values as they were selected through a limited random search

of the hyperparameter space. Optimising the VAE in a more rigorous manner, either

by using a more extensive random search or a grid search (Bergstra & Bengio, 2012),

will reveal the optimised architecture.

4.4 Results

4.4.1 Reconstruction Accuracy

First let's observe how well the VAE is able to reconstruct the spectra. Even though

the VAE was not optimised to achieve the lowest possible reconstruction error, it is

still important to assess whether it is able to reconstruct the spectra to a reasonable

degree. To quantify the performance of the VAE on the task of reconstruction,

we calculate the weighted mean squared error (MSE) between the original and

reconstructed spectrum. The weighted MSE for theith spectrum is de�ned as
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weighted MSEi =
1
M

M

å
m= 1

wwwi � (xxxi � x̂xxi)2 (4.3)

wherexxxi is the original spectrum,̂xxxi is the the reconstructed spectrum andwwwi = 1
sss i

wheresss iii is the noise estimate from the data. All three vectors have dimensions

M = 1000corresponding to the1000�ux measurements. The weighted MSE on the

validation set is1:12. Broken down to the three classes, galaxies have the lowest

MSE at1:09, stars have a MSE of1:87and quasars2:57. Since our dataset is mostly

composed of galaxies the VAE was able to see many examples of galaxy spectra and

hence learn to reconstruct them well. The VAE however, struggles to reconstruct

stars and quasars in comparison to galaxies, as these are rare in the dataset. The

VAE hasn't seen enough star and quasar spectra examples in order to learn the

underlying correlations and the most ef�cient representation in the latent space. This

demonstrates that the reconstruction error is an effective estimate of anomaly score.

4.4.1.1 Galaxy Spectra Reconstructions

Figure 4.1 shows the original and reconstructed spectrum of an elliptical galaxy

obtained from the validation set. The median pixel S/N of the spectrum is33 and

the weighted MSE is1:19. The VAE is able to match the continuum and absorption

lines of the spectrum well. The4000 	A break is present and captured well by the

VAE. In Figure 4.2 we zoom in on regions of the spectrum that contain spectral lines.

We show the CaII K and Hl 3935; l 3970which are prominent absorption lines

in the spectra of solar-type and cooler stars due to singly ionised calcium and the

Na I D-linesl 5896; l 5898which occur in the yellow region of the spectrum due to

sodium. The VAE is able to reconstruct well the absorption lines, capturing well both

the width and amplitude. We also show that in some cases the VAE reconstruction

undershoots or overshoots, failing to exactly meet the amplitude of the spectral line.

Figure 4.3 shows the original and reconstructed spectrum of an emission-line

galaxy with a S/N of14. The VAE is able to reconstruct it well with a weighted MSE

of 0:84. The spectrum shows strong emission lines in Ha , [N II ], [S II ], Hb and

[O II ] indicating that star formation is occurring. In Figure 4.4 we zoom in on two
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Figure 4.1: Original (black) and reconstructed (blue) spectrum of an elliptical galaxy from
the validation set. The median pixel S/N of the galaxy is33. The spectrum is in
the rest frame. The dashed grey lines indicate typical spectral lines labelled at
the top of the plot.

Figure 4.2: Original (black) and reconstructed (blue) spectra of three elliptical galaxies. The
top row shows the VAE reconstruction of the CaII K and Hl 3935; l 3970lines
and the bottom row the NaI D-linesl 5896; l 5898.

regions of interest to observe more closely the Ha , [N II ], [S II ] and [O II ] emission

lines. The VAE is able to reconstruct these very well, accurately mapping the width

and height of the peaks and does not show any blending of the lines that are closely

located.
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Figure 4.3: Original (black) and reconstructed (blue) spectrum of an emission-line galaxy
from the validation set. The median pixel S/N of the galaxy is14. The spectrum
is in the rest frame. The dashed grey lines indicate typical spectral lines labelled
at the top of the plot.

Figure 4.4: Original (black) and reconstructed (blue) spectra of three emission-line
galaxies. The top row shows the VAE reconstruction of the Ha l 6565,
[N II ] l 6550; l 6585and [S II ] l 6718; l 6733 lines and the bottom row the
[O II ] l 3727; l 3730 lines.

4.4.1.2 AGN Spectra Reconstructions

Figure 4.5 shows the reconstructed spectrum of an AGN (active galactic nucleus)

with median pixel S/N of17. The VAE is able to reconstruct the AGN spectrum
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Figure 4.5: Original (black) and reconstructed (blue) spectrum of an AGN from the valida-
tion set. The median pixel S/N of the galaxy is17. The spectrum is in the rest
frame. The dashed grey lines indicate typical spectral lines labelled at the top of
the plot.

Figure 4.6: Original (black) and reconstructed (blue) spectra of three AGNs. The top
row shows the VAE reconstruction of the Ha l 6565, [N II ] l 6550; l 6585
and [S II ] l 6718; l 6733 lines and the bottom row the Hb l 4863 and
[O III ] l 4960; l 5008 lines.

with a weighted MSE of1:68. In Figure 4.6 we zoom in on regions of interest. We

observe the signi�cant broadening of emission lines especially around the Ha region.

Due its non-linear nature, the VAE is able to capture well the width of the emission
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lines. Portillo et al. (2020) have also shown that VAEs successfully reconstruct broad

emission lines overcoming the limitations of PCA which requires more components,

compared to a VAE, to adequately reconstruct the width of broad lines.

4.4.1.3 Star Spectrum Reconstruction

The reconstructed spectrum of a star is shown in Figure 4.7. The spectrum has a

median pixel S/N of27and the VAE is able to reconstruct it with a weighted MSE

of 1:8.

Figure 4.7: Original (black) and reconstructed (blue) spectrum of a star from the validation
set. The median pixel S/N of the spectrum is27. The spectrum is in the rest
frame. The dashed grey lines indicate typical spectral lines labelled at the top of
the plot.

4.4.2 Interpretation of the Latent Space

In Figure 4.8 we plot the latent mean of the training spectra across all10VAE latent

dimensions using a corner plot. While these2D projections of the10D latent space

do not capture the distribution of spectra in its totality, the scatter plots are still

highly informative and useful when trying to interpret the latent space. The data

are colour-coded according to their spectral classi�cation. We observe that the VAE

successfully separates the three classes without ever having seen the labels. The

labels are strictly used for colour-coding plots only. The separation is particularly

good for stars, evident in the �fth latent dimension for example. The scatter plot

of VAE 5 and VAE10shows two distinct groups, the galaxies in blue and the stars

in the green extending arm. Quasars are also separated, shown more clearly in the

seventh and eighth dimensions. The scatter plot of VAE5 and VAE8 clearly shows

the quasars represented in pink separating from the galaxies and stars.
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Figure 4.8: Corner plot of the training spectra embedded in the10dimensional VAE latent
space. The spectra are colour-coded according to their spectral classi�cation.

Beyond examining the class separation in latent space, it is insightful to also

understand how sub-classes of spectral classes are distributed in the latent space. As

we have not included any information on sub-classes, the way that we approach this

is by examining the2D projections of the10D latent space focusing on a single class

each time and extracting spectra, along a speci�ed track in the latent space.

4.4.2.1 Galaxy Tracks

Figure 4.9 shows the2D scatter plot of VAE5 and VAE7 for the galaxy spectra only.

From this plot we can observe a main tail extending to the lower right side of the plot

(indicated by following the “B” labels) and a weaker extension to the upper right side

of the plot (indicated by the following the “R” labels). The tracks have been labelled
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Figure 4.9: Scatter plot of the �fth and seventh VAE dimensions of the galaxy spectra only.
The labels draw out two tracks, B and R, which correspond to bluer and redder
continuums in spectra.

R and B because the spectra exhibit redder and bluer continuums correspondingly.

We extract an indicative galaxy spectrum from each point along the paths B1-B5 and

R1-R5 and plot these in Figure 4.10 (top and bottom correspondingly).

We make sure that the galaxy spectrum corresponding to a point in latent space

is representative of the majority of the spectra surrounding that point by inspecting

several spectra that lie close to it. Another approach to ensure this, is to plot the

stacked spectra of the galaxy spectra that fall within a small radius from the speci�ed

point in the latent space. Stacking spectra helps to better study the average properties

of the galaxies involved and reveal fainter spectral signatures.

The R1 spectrum has absorption lines at CaII H and K and NaI (D-lines) and a

red continuum with a4000 	A break indicating an old metal-rich stellar population.

All spectra in the R-track show a decrease in �ux in the blue part of the continuum.

R2 shows emission lines in [OII ], Ha and [N II ]. As we follow the the R track these

emission lines are strengthened and joined by [SII ], [O III ] and the rest of the Balmer

series indicating star formation. The Ha emission line increases in strength as we

follow the R track. The R5 spectrum shows a strong discontinuity around5000 	A

which is in the wavelength band where the data from the blue and red cameras of

the DESI spectrograph are coadded. After inspecting the individual camera data we

observed that the continuum �ux around5000 	A recorded by blue camera was shifted
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Figure 4.10: Galaxy spectra along the B (top) and R (bottom) tracks drawn in the VAE
latent space shown in Figure 4.9. The normalised spectra are plotted with an
arbitrary offset for visibility. The R track shows redder spectra whereas the B
track shows bluer spectra.

down relative to that of the red camera and therefore this discontinuity is likely an

artefact arising from a miscalibration between the two channels. Interestingly, the R5

spectrum is isolated in the latent space indicating that the VAE has picked up on this
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