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Abstract:

The hippocampus has long been thought to provide a map of spatial location.
However, recent experiments suggest that the same circuits also map task-relevant
continuous features such as temporal delays, auditory-frequency space, and discrete
relations such as odour-place pairings. Thus, the hippocampus may, plausibly,
provide a cognitive map of abstract task space, which may generalize across
contexts to facilitate flexible problem-solving. Entorhinal grid cells are thought to
facilitate this generalization as they maintain their firing phase offsets across
environments, while hippocampal place cells remap. However, in CAl a subset of
cells maintain their firing fields relative to salient landmarks and reward zones across
environments. The aim of the current experiment is to investigate whether CA1

representations of abstract rules might also generalize.

GCaMP6f mice (n=6, additional pilot n=20) ran laps of a cue-rich 7m virtual linear
track with a fixed goal. On each trial two additional cues appeared at pseudorandom
locations. The reward-cue predicted an invisible reward zone, located +70cm from its
centre. The distractor-cue did not predict reward. On each trial animals licked within
reward zones associated with the moving reward-cue and fixed goal to receive
rewards. After mice were expert in this task (~3 weeks), they were exposed to the
same task in 2 additional environments, using different cues. Learning of the cue
task was accelerated in environments 2 and 3. Two-photon imaging was used to
record from CAL1 across learning and generalization. Alongside place cells, a subset
of neurons had stable fields locked to the reward- and distractor-cues. Reward-cue
cells were not purely reward-anticipation cells. However, while place cells remapped
across environments, reward-cue cells maintained their firing fields. Thus, despite
previous evidence that spatial cont ext
flexibly transfer previous learning to a new spatial context, CA1 representations of

task rules are maintained.

dr i



Impact Statement:

The focus of this research has been to 1) establish a novel task to investigate
abstract rule learning and subsequent transfer in head-fixed mice 2) combine this
assay with two-photon imaging to investigate whether hippocampal representations
of an abstract task rule would generalize across spatial environments to support

flexible learning. The impact of this research is correspondingly in two major areas.

The first is the development of a novel, internally controlled experimental assay with
which to further study abstract rule learning and transfer in head-fixed mice. As we
have demonstrated, this assay can subsequently be combined with two-photon
calcium imaging to stably record the activity of hundreds of neurons at single-cell
resolution over a period of weeks-months. Extensions to the current work could
include 1) repeating the current experiment in combination with simultaneous
optogenetic manipulations to inhibit direct input from either lateral or medial
entorhinal cortex at different phases of learning and subsequent transfer. The aim of
this experiment would be to try to infer whether the observed representations of
abstract task rules in the our experiment were inherited from upstream entorhinal
areas. 2) Combine simultaneous recordings from medial prefrontal areas and

hippocampus as animals learn and generalize this cue task.

The second major contribution of this work, to the benefit of neuroscientists but also
artificial intelligence (Al) researchers, are the implications of the current findings with
regard to how the brain might support flexible transfer of previous learning to novel
contexts. Solving this problem, while
forgettingé6, i's one of t hAlresearchbuwis ¢ruciahim j
order to produce machine learning models that can interact with the world and
process continuous streams of data. Understanding how this flexibility is supported

in the brain could provide inspiration for future machine learning approaches.
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The results of this thesis support previous findings from the human imaging literature
to suggest a role for the hippocampus in representing abstract rules, but for the first
time provide evidence of these representations at the single-cell level in rodents. We
show that when animals encounter a learnt task in a perceptually novel context,
learning of this novel iteration of the task is accelerated. Moreover, a subset of
hippocampal cells that appear to represent the abstract task rules maintain these
representations across multiple iterations of the task, rather than orthogonalizing
their representations to reflect the changes in perceptual cues. Contrary to the
established role of the hippocampus in forming distinct representations of individual
episodic experiences, these findings suggest that a subset of hippocampal cells
encode abstract concepts which may generalize across spatial environments as the

animals flexibly re-use previous learning in a new context.

In both cases, the impact of these results will be delivered via publication in a peer-
reviewed journal (in preparation) and conference presentations. Code used in the
design and analysis of the experiment will be made open access and data will also

be made available.
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1 Introduction
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1.1 Anatomy of The Hippocampal Formation

Figure 1-1: The Hippocampal Formation. As drawn by Ramon y Cajal (1911).
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1.1.1 Historical perspectives / Background

The hippocampus is located deep within the medial temporal lobe, and, together with
the amygdala and septal region, forms the limbic system. Now one of the most
studied structures in the brain, the hippocampus was initially overlooked by early

anatomists such as Galen and Vesalius (Engelhardt, 2016). It was the Italian

anatomist Aratius, student of Vasalius, who
matter6, or oOoOwhite growthdé protruding from t
the curvature of this structure was evocative of a silkworm or seahorse i hence we

have inherited the Greek term, hippokampos, meaning seahorse. Later studies,

using the Golgi staining technique, by Ramon y Cajal (Ramon y Cajal, 1893; 1911)

and his student Lorente de No (1933), described the basic connectivity of the

hippocampus. Incredibly, just from observing the shape of individual neurons and the

related assumption that information must travel through them in one direction (Figure
1-1),Caj al described the basic flow of infor mat

1.1.2 A Series of Unidirectional Loops

The hippocampus is an integrative hub, receiving input and projecting to a diverse
range of cortical and subcortical structures. While one of the key organizing
principles of the neocortex is the idea of reciprocal connectivity (Felleman & Van
Essen, 1991)!, the hippocampus is characterized by a series of ordered processing

steps, across multiple parallel loops.

Information from cortex reaches the hippocampus via the parahippocampal cortices,
most notably the entorhinal cortex (EC). Information is then transferred from the EC
to the CA1 and CA3 regions via two main pathways, as first described by Ramon y
Cajal (1893). The first, termed the temporoammonic pathway, is a direct connection
from EC layer 11l to CA1 and subiculum. The second, passes indirectly from EC layer

Il to the dentate gyrus (DG) and CA3 (termed the perforant pathway) and then from

11f area A projects to area B, then area B will tend to project to area A.
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CA3 to CA1 (via the Schaffer collaterals). CAL, directly or via the subiculum, then
provides a major output to deep EC, which then broadcasts information back to
cortex. While modern tracing technigues have uncovered more detail and additional
loops within this circuit, as well as revising some of the anatomical subdivisions
ascribed by these early anatomists, it is quite incredible how much of our modern
understanding of the basic circuitry can be seen in these early studies.

1.1.3 Preliminaries

Most of the detailed anatomical data on the rodent hippocampus has come from rats.

Meno Witter (Godfather of modern studies of rodent hippocampal neuroanatomy)

acknowledges that researchers tacitly assume that the mouse hippocampus is a

small er version of the rat hippocampus but n
of fo (Witter, 2012). Therefore, the foll owin
data and note any significant known differences between rats and mice where

appropriate (see section 1.1.16 for brief comparison across species).

Even within rat neuroanatomical studies there are different conventions regarding

terminol ogy. For some authors the term O6hipp
gyrus, hippocampus proper and the subiculum, w
regiondé is used to refer to perirhinal, ento

pararsubiculum (Witter et al., 2012). In this thesis | will use the convention of The
Hippocampus Book (Anderson et al., 2007), and wu
mean dentate gyrus, hippocampus proper, subiculum, presubiculum, parasubiculum

and entorhinal cortex.

1.1.4 Axes of the Hippocampus

The rat hippocampus is a banana-shaped structure, with its long axis extending
laterally in a c-shape from the midline. This long axis is referred to as the
septotemporal axis. Orthogonal to this axis is the traverse axis. The proximodistal
axis describes the distance along the traverse axis, with reference to the dentate
gyrus. The part of CAl that is adjacent to CA2 (and closer to the DG), is considered

proximal CA1; the region of CA1 adjacent to the subiculum, is considered distal CA1

16



(Figure 1-2). Confusingly, different hippocampal structures are present at different
levels along the septotemporal axis, so that when comparing horizontal slices at
different depths, different structures will be visible. At the septal pole, the dentate
gyrus and CA1-3 are visible. Approximately halfway along this axis, the subiculum
becomes visible and the pre- and parasubiculum are visible towards the temporal

pole.

a) b)

DG CA3 |CA2| | CA1 Sub |Pre |Paral

Figure 1-2: Axes of the Hippocampus. When viewed laterally the c-shaped structure of the
rat hippocampus is visible. The long axis of the hippocampus is termed the septotemporal
axis. Perpendicular to this axis is the traverse axis. The proximodistal axis describes
distances within the traverse axis, relative to the dentate gyrus.

1.1.5 Dentate Gyrus

Information that reaches the hippocampus proper via the indirect path passes via the
dentate gyrus (DG). The DG is composed of three layers, overlaid along the dorsal-
ventral axis; the molecular layer, the granule cell layer (made up of densely packed
granule cells), and the polymorphic cell layer, also known as the hilus. The principal
cells of the DG are comprised of two cell types. Granule cells are most numerous; in
the mouse there are approximately 390 000 granule cells in each DG (Stanfield &
Cowan, 1979), 1200 000 in the rat (West et al. 1991), making up nearly half of the
total neurons in the hippocampus (van Dijk et al., 2016). Granule cells have no basal
dendrites and their apical dendrites branch exclusively within the molecular layer,
where they receive input from layer Il entorhinal cortex (see Figure 1-3). EC cells
also project to DG interneurons. Additional input from pre- and parasubiculum also
terminates in the DG molecular layer (Kohler, 1985).
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Granule cells, exclusively, provide excitatory input from DG to CA3. The axons of
granule cells, known as mossy fibers, project via the hilus to CA3, terminating at the
proximal dendrites of CA3 neurons in the stratum lucidum. Each granule cell
contacts relatively few CA3 neurons. However, a combination of 1) the proximal
location of CA3 dendrites relative to the soma, 2) the large number of terminals on
each CA3 cell (up to approx. 37) (Chicurel & Harris, 1992) and 3) large (8um)
presynaptic granule cell terminals, densely packed with synaptic vesicles, suggest
that the mossy fiber projection is very efficient. This synapse has even been
hypot hesi zed otnatme asydhdpsed, meaning that
required for effective and reliable synaptic release and therefore decreasing the
reliance of postsynaptic spiking on coordinated input activity (Henze et al., 2002)2.
Each granule cell in DG synapses onto approximately 14 CA3 cells, while each CA3
cell receives input from around 46 granule cells (Amaral et al., 1990).

The other major excitatory cell type in DG are mossy cells, located in the hilus (see
Figure 1-3)3. Mossy cells receive dense projections from ipsilateral granule cells and
mostly send projections to contralateral granule cells and inhibitory interneurons.
These connections seem to form an interesting topology; mossy cells located near
the temporal pole project to distant septal areas, ipsilaterally, but to cells in the
temporal pole contralaterally; cells in the septal pole largely show the opposite
pattern of connectively (Buckmaster et al., 1996). These connections have been
proposed to link disparate granule cell populations, potentially with different
functional roles (Amaral & Witter, 1989).

A defining feature of the DG is that neurogenesis persists into adulthood (a feature
unique to only the DG and the olfactory bulb). A population of undifferentiated
precursor cells in the subgranular zone, a region arranged between the granular
layer and hilus, continuously mature across life to form new granule cells which are

subsequently integrated into DG circuits (Kaplan & Hinds, 1977). This process is

2 More recent research suggests mossy cell synapse might switch to detonator model (lasting several
seconds) in response to large post-tetanic potentiation, which in the behaving animal could be
achieved in granule cells by running through a DG place cell or potentially just via spontaneous bursts
by granule cells (Vyleta et al., 2016).

3 So named because they literally resemble a cell covered in moss.
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associated with loss of old cells as the total number of granule cells seems to remain
constant. Neurogenesis has been especially linked with environmental enrichment,
which specifically in young animals does seem to lead to an increased cell layer

thickness that persists into adulthood.

a) | b)

Figure 1-3: Principal Cells of the Dentate Gyrus. A) A DG granule cell from the rat. Long
apical dendrites extend into the molecular layer up to the hippocampal fissure to receive EC
input. The axon (barely visible) sends out collaterals in the polymorphic layer, before sending
mossy fiber projections to CA3. From Amaral et al., 2007. B) A dentate mossy cell, from a
rat. Filled with Neurobiotin. From Scharfman et al., 2001.

1.1.6 The Hippocampus Proper

The hippocampus proper was divided into three subfields by Lorente de No, (CAL,
CAZ2, and CA3), based on differences in morphology and intrinsic and extrinsic
connectivity (Lorente de No, 1934)%. Borders can be differentiated based on
chemoarchitectonic features and more recently based on gene expression profiles,
although this leads to slightly different definitions of boundaries (see Thompson et
al., 2008, Lein et al, 2007). CA3 and CA1l were subsequently subdivided into three
subregions along the proximodistal axis (a,b,c), based on the dendritic organization
of pyramidal cells. Each CA subfield shares the same basic laminar structure,
organized dorsoventrally into five layers; the fiber-containing alveus, stratum oriens,
stratum pyramidale, stratum radiatum and stratum lacunosum-moleculare (see
Figure 1-4). Stratum pyramidale or the pyramidal cell layer contains mostly a sheet,

several cells thick, of pyramidal cell somata, but also some types of soma-targeting

4 The region labeled CA4 by Lorente de No now corresponds to the polymorphic layer of DG.
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interneuron, such as PV-basket cells. The other layers mostly contain fibers and the
cell bodies of other interneurons (see section 1.1.11). CA3 contains an additional
layer, stratum lucidum, a narrow layer, free from somata, positioned above the
pyramidal cell layer which contains mossy fiber axons originating from DG.
Pyramidal cells are the main excitatory cell type in the CA regions. The soma of a
pyramidal cell is located within the pyramidal cell layer, the basal dendrites extend to

the stratum oriens and the apical dendrites extend to the hippocampal fissure.

Figure 1-4: CA Regions of The Hippocampus Proper in the Rat. A) Cresyl violet staining:
You can see in these images the slightly increased soma size in CA3 as compared to CA2,
and the significantly smaller cell bodies in CAl, where cells are more densely packed. Arrow
demarcates CA2-CA3 border where there is a slight widening of the cell layer, referred to as
t he 0 e nBJ NebNistaimidg: ovals demarcate the base of the apical dendrites in CA3
and CA1, which are less visible in CA2, demarcated by a rectangular box, suggesting that
these dendrites are not in the coronal plane. Adapted from Tsakis & Holaha, 2019.

1.1.7 CA3

The CA3 subregion is the second stage in the trisynaptic loop that forms the indirect
pathway. As mentioned previously, DG granule cell axons terminate in the stratum
lucidum. However, the vast majority of excitatory input to a CA3 pyramidal cell
comes from neighboring CA3 cells, which terminate in the stratum oriens and
stratum radiatum. Each CA3 pyramidal cell may receive up to 3750 perforant path
synapses from as many neurons but up to 12000 collateral synapses from other CA3
cells (Amaral et al., 1990). Indeed, the CA3-CA3 collateral synaptic system is the
most extensive synaptic system in the entire brain (Li et al., 1994). Recurrent
projections from a single CA3 axon can extend across approximately 70% of the
septotemporal axis of the hippocampus (Sik et al., 1993). CA3 collaterals can be

both ipsilateral but also contralateral. This high degree of recurrency is the defining
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feature of CA3 and has inspired theorists to suggest that CA3 might act as an auto-
associative network (Marr 1971; McNaughton & Morris, 1987; Rolls, 2007) (see
section 1.1.17).

As well as collateral projections, the major output from CA3, and the next step in the
indirect path, is the Schaffer collateral projection from CA3 to CA1. The Schaffer
collaterals are organized topographically along the proximo-distal axis; distal CA3
principally innervates proximal CA1, while proximal CA3 preferentially innervates
distal CAl (Li et al., 1994). There is also a topography along the radial axis; distal
CAS target the basal dendrites, whereas proximal CA3 terminate predominantly on
the apical dendrites of CA1 and CAS3 cells (Li et al., 1994).

1.1.8 CA2

CAZ2 remains the most understudied part of the hippocampus proper (see Dudek et
al., 2016). Like CA3 cells, cells in CA2 have large cell bodies. For this reason, CA2
and CA3 were originally classified as one subregion, the regio inferior by Ramon y
Cajal, whereas the CA1, defined by smaller cell bodies and located most dorsally in
the brain was termed regio superior. Later work by Lorente de No revealed
differences in cytoarchitecture and connectivity with the regio inferior, which
subsequently became CA2 and CA3 (Lorente de No, 1934). Today, the boundaries
of CA2 can be more clearly differentiated by staining for PEP-19, a calmodulin
binding protein which is present in CA2 but not CA3 or CA1°.

CAZ2 is not part of the traditional trisynaptic loop, but recent research suggests it
might provide interesting parallel routes for information from EC to reach CA1. Unlike
the dendrites of CA3 cells, which extend along the longitudinal axis of the
hippocampus, the dendrites of CA2 cells branch along the traverse axis (Chevaleyre
& Siegelbaum, 2010; see Figure 1-4). Pyramidal cells in the stratum lacunosum-
moleculare of CA2 receive input from layer Il/1l1l of entorhinal cortex. CA2 then
projects to CA1, predominantly targeting basal dendrites in stratum oriens but also
targets stratum radiatum (Caruana et al., 2012). Interestingly, pyramidal cells in CA2

5 Although this is not uncontroversial
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may also project back to EC layer Il (Rowland et al., 2013), proving another recurrent
information loop. Reciprocal connections also exist between CA3 and CA2; stratum
radiatum of CA2 receives weak Schaffer collateral input from CA3 and projects back
to stratum oriens of CA3 (Jones & McHugh, 2011). CA2 can be distinguished from
CA3 based on the lack of stratum lucidium layer as well as the absence of
specialized thorny excrescences on the apical dendrites associated with mossy fiber
input (from DG). However, contrary to original suggestions, it now appears that CA2

does receive some mossy fiber input (Kohara et al., 2014; Dudek et al. 2016).

CAZ2 pyramidal cells contact a variety of extrahippocampal targets, forming
reciprocal, bidirectional connections with the supramammillary nucleus, the medial
and lateral septum and regions of the diagonal band of Broca (Cui et al., 2013). CA2
also receives input from vasopressinergic cells in the paraventricular nucleus of the
hypothalamus and median raphe nucleus, potentially contributing to the proposed

role of CA2 in modulating social behaviour (Tzakis & Holahan, 2019).

Caz2  CAl S

Figure 1-5: Organization of Projections From CA1 to Subiculum. Each CA1 axonal
projection extends to cover approximately a third of the traverse extent and a third of
the septotemporal extent of the subiculum. Figure from Andersen et al., 2007.

1.1.9 CA1l

CAl is the last stage in the canonical trisynaptic circuit, receiving input from CA3 via
the Schaffer collaterals and sending afferent projections to deep layers of EC. The
other major source of excitatory input comes from EC layer lll, via the direct pathway
(van Strien et al., 2009). CA1, unlike CA2 and CA3, does not receive mossy fiber
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input but does receive input from CA2 (Caruana et al., 2012; Chevaleyre &
Siegelbaum, 2010). The cell layer is also more tightly packed in CA1 as compared to
CA2 and CA3 and the size of cell bodies is smaller (approx. 15 um in CA1, 20-30 um
in CA3 in the rat, Amaral et al., 2007) (see Figure 1-4). Unlike CA3, CAl lacks
extensive collateral connections; indeed, connectivity between CA1 principal cells is
sparse (Bezaire & Soltesz, 2013). The main intrinsic connection motif within CAl is
connectivity between principal cells and inhibitory basket cells, which in turn, inhibit

other CA1 principal cells via feedforward inhibition (see section 1.1.11).

CA1, along with the subiculum, is effectively the output region of the hippocampus.
CAL1 output projections mostly target the subiculum, following a strict topography;
proximal CA1 cells target distal subiculum, distal CA1 cells target proximal subiculum
(Amaral et al., 1991). CA1 cells also receive a weak back-projection from the
subiculum (Sun et al., 2014). CA1 provides strong input to deep layers of EC and

other cortical areas, including mPFC, and amygdala (Cenquizca & Swanson 2007).

1.1.10 CA1 Pyramidal Cells

A single CA1 cell receives approximately 30 000 glutamatergic inputs and
approximately 1500 GABAergic inputs, which target specific dendritic compartments
(Klausberger & Somogyi, 2008; Megias et al., 2001; see section 1.1.11). The small,
obliqgue dendrites emerging from one or two large apical dendrites in stratum
radiatum and the basal dendrites in stratum oriens receive input mainly from CAS3,
local axon collaterals, and the amygdala (see Figure 1-6; Figure 1-7). The apical tuft
in stratum lacnuosum moleculare is innervated mainly by excitatory inputs from EC
and thalamus. Because of the relative distance from the dendrites to the soma and
associated attenuation due to dendritic cable properties, EC input provides less
excitatory drive to the cell as compared to the Schaffer collateral input from CA3.
However, some research suggests that the relative input strength of CA3 versus EC
may vary dynamically with different gamma frequencies (Colgin et al., 2002; Buzsaki
et al., 1986; see Hasselmo et al., 2002, see section 1.1.15). Moreover, both inputs
synapse onto different types of interneurons, potentially providing feedforward
inhibition to the cell to gate input from the other pathway (1.1.11).
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CAL1 pyramidal cells fire in bursts or single spikes. Burst firing may increase the
probability of evoking a postsynaptic spike (Lisman, 1997) and seems to be involved
in plasticity and the formation of place fields (Epsztein et al., 2011). Bursting is also
required for temporal coding between cells during phase precession (see section
1.1.15). There appears to be two subpopulations of CA1 pyramidal cell T one that
tends to fire bursts in response to suprathreshold current injections, the other single
spikes (Graves et al. 2012). These subpopulations may correspond to different

extents along the radial axis (see section 1.1.12).
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Figure 1-6: Diversity of Cell Types Within CAL. There are at least twenty-one classes of
interneuron in this subregion. Interneurons are diversified in terms of their expression of
various protein markers, their input and output connectivity, their target cellular
compartment, and where they are situated within the CA1 strata. Figure from Klausberger &
Somogyi, 2008.

1.1.11 Interneurons of the Hippocampus (CA1l)

CAL contains a huge diversity of different interneurons which both provide general
inhibition, but also increase the computational complexity of an individual principal
cell by gating its inputs in a compartment-specific manner, differentially, according to
brain state (Klausberger & Somogyi, 2008; Freund & Buzsaki, 1996). Different
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interneuron types target different regions of the CA1 principal cell and presumably
serve different computational roles. For example, parvalbumin-positive (PV+) axo-
axonic cells target the axon initial segment, while basket cells innervate the soma
and proximal dendrites. Bistratified cells target basal and oblique dendrites in
stratum oriens and radiatum, gating input from CA3. OLM cells target the apical

dendritic tuft in stratum lacunosum moleculare, gating EC input.

Inhibition in CA1 may also serve to temporally regulate principal cell activity as
different interneuron types are locked to certain hippocampal oscillations. For
example, basket and bistratified cells increase their firing rate and are phase-locked
to sharp wave ripples (Ylinen et al., 1995; Klausberger et al., 2004), whereas OLM
cells are suppressed during ripples but are very active during theta state. Indeed,
OLM cells as well as bistratified cells appear to target the dendrites in a coordinated
manner with PV+ basket cells during theta state (Ylinen et al., 1995). Network
modeling studies have shown that PV+ basket cells have a key role in the theta
oscillation, but the diverse range of inhibitory inputs are required to observe

sustained theta (Bezaire et al., 2016).

1.1.12 Heterogeneity Within CA1 Principal Cell Population

L.M.

Figure 1-7: Superficial Versus Deep CA1 Pyramidal Cells. Adapted from Soltesz &
Losonczy, 2018.

It is increasingly recognized that CA1 principal cells are a heterogeneous population,
organized along various gradients in terms of their gene-expression profiles,

developmental trajectories, projection patterns, molecular, structural, and
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physiological properties (Mallory & Giocomo, 2018). Interestingly, many of these
features seem to vary along continuous gradients, rather than discrete sub-regions,
potentially increasing the capacity of the CA1 code by permitting the intersection

between various sets of features organized along different axes.

There is a clear distinction along the radial axis i the superficial-deep axis running
perpendicular to the pyramidal cell layer, from the ventricles to the pia i (Lorente de
No, 1934; Slomianka et al., 2011). Deep CAL1 cells (arranged most dorsally, closest
to the pia, see Figure 1-7) display a smaller HCN-mediated h-current, a lower
membrane resistance, higher excitability, and higher burst probability (Marsurkur et
al., 2020; Cembrowski et al., 2016; Mizuseki et al., 2011; Jarsky et al., 2008).
Conversely superficial cells are more depolarized during sharp-wave ripple events
(Valero et al., 2015, see section 1.1.15).
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Figure 1-8: Patterns of Functional Connectivity Between Lateral and Medial Entorhinal
Cortex Vary Along Both Radial and Proximodistal Axes. MEC preferentially excites deep
CAL cells in proximal CA1, LEC preferentially excites superficial CA1 cells in distal CAL.
These differences were shown to be due to differences in spine numbers in superficial vs
deep CA1 cells, which varies along the proximodistal axis and interacts with differences in
the local density of input fibers from MEC and LEC. Figure from Marsurkar et al., 2017.

There are also radial differences in terms of the timing of neurogenesis, which
occurs in an inside-out pattern. Superficial neurons are typically born later than deep
CA1 cells and migrate past these earlier born neurons during early development

(Bayer, 1980). This suggests that superficial and deep CA1 cells differ in terms of
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their genetic programs, causing downstream differences in terms of their molecular,
structural, and physiological properties. Late born (superficial) CA1 cells are more
likely to provide excitatory drive to inhibitory interneurons (such as parvalbumin-
positive basket cells), whereas early born (deep cells) receive stronger inhibitory
inputs from these cells (Lee et al., 2014; Valero et al., 2015)°. These findings
suggest an interesting circuit motif wherein superficial CA1 cells can act to silence
deep CAL cells through feed-forward inhibition. Interestingly these authors also
observed differential inhibition based on projection targets; basket cells preferentially
target PCs projecting to amygdala (mainly deep-layer CAl cells) and are activated
by PCs which preferentially project to mPFC (mainly superficial CAl cells) (Lee et
al., 2014).

Deep CAL cells receive greater CA2 input (Valero et al., 2015). Schaffer collateral
input from CA3 does not vary to the same degree along the radial or proximodistal
axes. However, because deep CAL cells receive greater feed-forward inhibition from
parvalbumin-positive basket cells, this results in an effectively reduced input from
CA3 to deep CAL cells (Lee et al., 2014). The relative strength of input from medial
versus lateral EC also varies along both radial and proximal axes; MEC preferentially
excites deep CAL cells in proximal CA1, LEC preferentially excites superficial CAl
cells in distal CA1 (Marsurkar et al., 2017; see Figure 1-8). These differences were
shown to be due to differences in stratum lacunosum moleculare spine number in
superficial versus deep cells, which switches along the proximodistal axis; deep
proximal cell have more spines than superficial proximal cells, but superficial distal

cells have more spines than deep distal cells.

While differences in gene expression gradients are seen across all axes, the
greatest difference is observed along the dorsal-ventral (septotemporal) axis.
Indeed, next generation RNA sequencing studies have shown a stronger variability
in transcriptional variability between CA1 neurons sampled from septal versus
temporal poles as compared to differences between CA1 and CA3 neurons sampled

at the same extent along the septotemporal axis (Cerembowski et al., 2016). Rather

6 Even within the subset of deep CA1 PCs can be differentiated based on morphology i two
subclasses with either one apical dendritic trunk of two trunks that branch off near the soma i termed
simple vs complex principal cells (Li et al., 2017; Bannister et al., 1995).
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than representing individual subpopulations, transcriptional profiles tended to show
continuous gradients over the long axis. This is consistent with the graded scheme of
extrinsic connectivity, such as input from EC which also follows a graded topology

(see Figure 1-8).

These differences seem to have important impacts on function; in the dorsal
hippocampus deep CAL1 cells are more likely to show place coding and become
modulated by goals (Danielson et al., 2016; Mizuseki et al., 2011) but are also more
likely to generalize across landmarks and contexts (Danielson et al., 2016, Geiller et
al., 2017), compared to superficial cells. Superficial CA1 cells are more spatially
stable across multiple exposures to the same environment in a random foraging
task, but deep cells show increased stability when a goal-orientated task is
introduced and the degree of learning-related field drift towards the goal in deep cells
is related to task performance (Danielson et al., 2016). There are also notable
differences along the proximodistal axis, with stronger place representations
replaced by more contextual coding as you move from proximal to distal CA1,
possibly due to preferential targeting of proximal CA1 by MEC and distal CA1 by
LEC (Mallory & Giocomo, 2018).

1.1.13 Subiculum

The subiculum, also considered an output region of the hippocampal formation, is a
trilaminar structure. The most superficial layer, the molecular layer, is continuous
with both the stratum radiatum and stratum lacunosum moleculare layers of CA1. As
in the CA regions, the pyramidal cell layer contains the soma of subicular principal
cells but is considerably thicker than the neighbouring cell layer in CAL1. The

polymorphic layer is continuous with the stratum oriens of CAL.

As mentioned, the major input to the subiculum is the topographically organized

input from CAL, in a comparable organization as the CA3-to-CA1 connection. The
subiculum also receives input from EC layer Ill (Honda et al., 2012). Like CA1, the
subiculum sends efferent projections to various areas within the hippocampal and
parahippocampal areas; projecting to the layers V/VI MEC, as well as retrosplenial

cortex, medial prefrontal cortex, perirhinal cortex, and postrhinal cortex (Masumoto
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et al., 2019). Further evidence suggests that there is also a feedback connection
from subiculum to CA1 (Seress et al., 2002). Interestingly, the dorsal subiculum
innervates adult born granule cells in DG (Deshpande et al., 2013). The subiculum
also exhibits dense, reciprocal connections with several subcortical structures such

as the medial septum and several thalamic an

The functional significance of the subiculum is still rather mysterious, with suggested

roles in spatial processing, memory, but also modulating stressr e sponses ( Od6 Mar
2005). Moreover, recent evidence suggests that there are likely functional

subclusters within the subiculum, differentiated by their gene expression profiles and

output projections (Cembrowski et al., 2018).

1.1.14 Entorhinal cortex

The entorhinal cortex is the major input and output region of the hippocampus. Thus,
the EC is the first step in both the direct and indirect pathways, providing
monosynaptic input to both CA3 and CAL. The projection from EC to the
hippocampus is segregated; layer Il cells project to CA1 and subiculum, whereas
layer 1l stellate cells project to DG, CA3 and CA2 (Honda et al., 2012). Layer Il cells
in the MEC, named island cells, densely project to CA1 and weakly project to

subiculum (Kitamura et al., 2014).

The entorhinal cortex can be subdivided along its medial-lateral extent. Lateral and
medial entorhinal cortex (LEC and MEC, respectively) are distinct in terms of
cytoarchitecture and projection patterns (although more so in rodents than primates),
including their hippocampal targets. While both LEC and MEC both have strong
projections to the hippocampus, they differ in their specific projection targets. For
example, LEC innervates the outer third of the molecular layer of DG, whereas MEC
innervates the middle third. LEC innervates distal CA1 (nearest the subiculum),
whereas MEC innervates proximal CA1 (nearest CA2/3), where cells have higher
spatial coding and more theta modulation than those in distal CA1 (Henriksen et al.,
2010). Moreover, along the septotemporal axis of the hippocampus, ventromedial

EC areas project to more ventral areas of the hippocampus, whereas dorsomedial
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EC projects to more dorsal areas. This topology is maintained in the return
connection from CA1 (Dolorfo & Amaral, 1998, see Figure 1-9).
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Figure 1-9: Topological Arrangement of Reciprocal Connections Between Entorhinal
Cortex and Hippocampus. The dorsolateral band of the EC is preferentially connected to
the dorsal hippocampus (towards the septal pole). The ventromedial band is preferentially
connected to ventral hippocampus (towards the temporal pole). These patterns of input are a
smooth gradient, rather than abrupt transitions. The right shows an enlarged EC, indicated
the topology of its major cortical connectivity. The white line demarcates the division
between lateral and medial entorhinal cortex. Modified from Strange et al., 2014.

Both LEC and MEC receive diverse inputs from a range of cortical and subcortical
origins (Canto et al., 2008). Notably, cortical inputs are generally from associative
areas and represent high-level, multimodal sensory input (Burwell & Amaral, 1998).
MEC receives its main input from postrhinal cortex’, whereas LEC receives its main
input from perirhinal cortex. Inputs from the hippocampal formation (from CA1, pre-
and parasubiculum, subiculum and post- and perirhinal cortices) make up 50% of the
total afferent input to MEC, and 30% of total afferent input to LEC (Kerr et al., 2007).
Hippocampal afferences to the LEC come from mostly ventral hippocampus and
perirhinal cortex. LEC receives much stronger cortical projections than MEC, with
cortical input occupying one third versus one fifth of the total afferent input,
respectively (Kerr et al., 2007). Occipital, parietal, and cingulate areas project more
strongly to MEC, whereas insular, prelimbic and infralimbic frontal areas are more
heavily connected to LEC. Both MEC and LEC receive major olfactory inputs: input
from piriform cortex targets both regions, while afferences from olfactory bulb are a
major input to LEC (Kerr et al., 2007). Both MEC and LEC have strong, reciprocal
connections with subcortical structures including thalamus, amygdala, the claustrum,

and the septum (Save & Sargolini, 2017).

7 Parahippocampal cortex in primates.

30



However, lateral and medial entorhinal cortices are not entirely segregated; they are
connected to each other via associational connections (Dolorfo & Amaral, 1998).
Moreover, in the perforant path circuit, mEC and LEC input is merged in the DG, as
mEC and LEC do not project to topographically distinct areas. Conversely, in the
direct pathway from EC to CAl, these two streams target largely separate portions of
CA1, which subsequently target largely separate regions of subiculum (see above).
Also, there are feedback pathways from hippocampus to medial and lateral EC and
from these regions to neocortex (Witter et al., 2017). Because of the probable mixing
of signals in the DG-CA3 pathway, it is unclear to what extent information from
lateral and medial EC remain distinct and how this changes across different parts of
the hippocampal circuit. Within the mEC, neurons in the dorsolateral band contain
grid cells and project to dorsal CA1, cells in ventromedial mEC show less selective

spatial tuning and project to ventral hippocampus.

Like most cortical structures, the mEC and LEC are composed of six layers. The

layers close to the pial surface, layersI-l | | , are ter mebyesBB/per fici
are referred to as 6deepd. Layers | and |1V a
V and VI are cellular. Layer Il contains large stellate and a population of smaller

pyramidal cells, which tend to be grouped into clusters, referred to as islands (Varga

et al., 2010; Kitamura et al., 2014). Layer Ill contains mostly pyramidal cells, which

project to CA1 and subiculum. Layer V can be subdivided into two sublayers; 5a

sends major extrahippocampal projections (to nucleus accumbens, retrosplenial

cortex, amygdala, perirhinal cortex and medial septum). Layer 5b receives input from

CA1l and LIl stellate cell inputs (Surmeli et al., 2015). LVI contains a heterogeneous

group of principal cells and receives afferent projections from CA1 (Canto et al.,

2008).

Interestingly, earlier studies observed an extensive projection from deep layer mEC
to superficial mMEC (Kohler et al., 1986). Moreover, stimulation of subiculum has been
shown to lead to activation of deep layer mEC, followed by superficial mEC,
demonstrating functional connection between deep and superficial layers
(Kloosternan et al., 2003). Further experiments demonstrated a stimulation of
hippocampus predicted an apparent re-entrance of activity in dentate gyrus,

dependent on intact EC input (Deadwyler et al., 1975). Together these results
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suggest that intra-laminar connectivity within mEC might effectively close the
hippocampal processing loop, potentially allowing reverberatory activity to propagate

around the circuit, at least under certain experimental conditions.

1.1.15 Rhythms of the Brain

Broadly speaking, the rodent hippocampus seems to operate in two main states: 1)
an exploratory mode, defined by the presence of a theta oscillation, which is likely
correlates with memory encoding and 2) a non-theta state, occurring during
qguiescent rest periods or during slow wave sleep, characterized by bursts of
synchronous firing, accompanied by sharp wave ripple complexes, where the
hippocampus appears to disengage from sensory input and activity is driven instead
by intrinsic network dynamics. This state may correspond to retrieval or memory
consolidation. Neuromodulatory input from the medial septum may be important for

switching between these states.

1.1.151 Theta

One of the most regular EEG oscillations in the brain is the 4-12Hz oscillation in the
hippocampal local field potential (LFP) present in rodents, humans (Nunez & Bruno,
2021). While the exact behavioural correlates of theta are somewhat unclear®. The
appearance of theta seems to correlate with movement, but also other exploratory
behaviours such as whisking, rearing, sniffing, and echolocation in the bat
(Vanderwolf, 1969; Ulanovsky, 2007) and is also observed during REM sleep. Theta
is coordinated across the whole hippocampal-entorhinal system and wider cortex,
with somatosensory cortex and prefrontal cortex also phase locked to hippocampal
theta (Sirota et al., 2008). Theta may move across the hippocampus in travelling
waves (Patel, J. et al., 2012; Lubenov & Siapas, 2009). Functionally, theta has a role

in temporal coding as place cells fire at earlier phases of theta as the animal

traverses its place field (O6Keefe & Recce
Sféafter 50 years and hundreds of experiments,
unequivocally describe behavioralcor r el at e(s) of hippocampal d oscill at

32

1



The exact cellular mechanisms underlying the theta oscillation remain unclear.
Activity in the medial septum and diagonal band of broca (MS-DbB) appears to play
a crucial role as lesioning or inactivation of these regions eliminates hippocampal
theta (Green & Arduini, 1954). Some researchers theorize that it is the interaction
between MS-DbB and hippocampal circuit oscillators which generates theta (Stumpf
et al.,1962; Muller & Remy, 2018; Huh et al., 2010). Various inputs from MS-DbB
appear to be functionally required for theta generation. General excitatory influence
from cholinergic input has been proposed to interact with precisely timed inhibition
from interneuron-targeting GABAergic neurons, which cause rhythmic disinhibition of
hippocampal principal cells to generate theta (Toth et al., 1997; Buzsaki, 2002).
There is also a proposed role for glutamatergic inputs from MS-DbB. However, it is
likely that the MS-DbB does not provide a pure pace-maker input that drives
hippocampal theta i there also appears to be a role for the intrinsic properties of
hippocampal neurons, and temporal specificity is likely to be increased via
coordinated activity of CA1 interneurons (Nunez & Bruno, 2021; Klausberger &
Somogyi, 2008).

Theta also seems to interact with gamma oscillations, a faster oscillation of 25-
100Hz, and theta-gamma coupling might serve to transiently link distributed cell
assemblies during memory encoding or retrieval (Buzsaki et al., 2002). In the
hippocampus, gamma oscillations occur in two main frequency bands which have
different proposed functions. Slow gamma (25-60Hz), which is coherent with slow
gamma oscillations in CA3, might facilitate the transmission of inputs from CA3 to
CAL1 during memory retrieval (Colgin et al., 2009; Schomburg et al., 2014). Fast
gamma (60-100Hz), which is coherent with fast gamma in EC, may facilitate inputs
from EC during memory encoding (Hasselmo et al., 2002; Colgin et al., 2009).
Moreover, theta-gamma coupling may allow the hippocampus to temporally organize

sequences of events within each theta cycle.

1.1.15.2 Sharp-Wave Ripples

Another key hippocampal oscillation are sharp wave ripples; a negative deflection or
6sharp waved in t he raditBm, ofeercaccondpanied by ahight r at um
frequency oscillation (110-2 00 Hz; OO0Keef e, 1976) in the py
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as Oripplesd. Together, these phenomena

complex or SPW-R. SPW-Rs are produced by synchronous activity in CA3 pyramidal
cells which subsequently excite CA1 pyramidal cells (Chrobak & Buszaki, 1996).
While theta accompanies movement, exploration, or REM sleep, SPW-Rs occur
during quiescence and slow wave sleep; periods where the theta-delta ratio is low.
This quiescent state is also associated with a decreased acetylcholine input from

medial septum (Buzsaki et al., 1983; Norimoto et al., 2012).

SPW-Rs are the most synchronous events in the mammalian brain; transient
increases in excitability (over the course of 40-100 msec) induce temporal
coordination across populations of neurons within the hippocampus but also in
downstream structures (Buzsaki, 2015). The most remarkable feature of SPW-Rs is
the structure of hippocampal spiking that co-occurs with these signatures in the LFP.
During SPW-Rs sequences of pyramidal cells fire in rapid succession, recapitulating
the sequential patterns observed during awake behaviour but over a compressed
timescale of 50-200 msec (Wilson & McNaughton, 1994)°. Reactivation over this
compressed timescale is conducive to long-term potentiation. SPW-Rs are often
accompanied by up-states in the cortex. These features lead to suggestions that
replay of cell assemblies during these privileged highly synchronous events, which
occur while the brain is disengaged from environmental stimuli, might facilitate the
transfer of information from hippocampus to neocortex during memory consolidation

(see section 1.2.4).

9 Or at least more recapitulating behavioural sequences more often than would be expected by
chance i replay sequences are still rare, making up approximately 10-20% of the compressed
candidate sequences. The remaining sequences do not match templates made by aligning the order
cells fired during awake behaviour during the experiment.
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1.1.16 Across-species comparison
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Figure 1-10: Comparative lllustrations of the Hippocampal Formation of Rats,
Monkeys, and Humans. While the orientation of the hippocampus within the brain changes
dramatically across species, the gross cytoarchitectural structure is largely preserved. Figure
from Strange et al., 2014.

A crucial question is whether studying the rodent hippocampus can inform our
understanding of the human brain i is the hippocampus largely conserved across
species? Evolutionarily speaking, the hippocampus is an ancient structure, which
appears to be highly conserved across mammals (see Figure 1-10). In contrast, the
cerebral cortex is far more divergent, and is significantly enlarged in primates.
Sensory modalities are differentially (over)represented across different species (e.g.
olfaction in rats, audition in bats) due to differences in habitats, foraging behaviour,
and the social lives of different animals. Direct cortical inputs to the EC, even in the
rodent, are assumed to be polysensory or associational. This is likely to be even
more so in macaques. For example, the perirhinal cortex which provides dominant

input to macaque EC is thought to be involved in object processing, and potentially in
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forming a concept-like multimodal representation of an object (Taylor et al., 2006).
Interestingly, in the macaque projections from orbitofrontal and medial frontal
cortices terminate mainly in the deep layers of EC, the area which receives output

projections from CA1 and subiculum (Insausti & Amaral, 2008).

Clearly there are gross size differences between the hippocampus of rodents and
primates but it is unclear how hippocampal function changes with scale. For
example, the thickness of the CA1 pyramidal layer in rat is 5 cells thick and in human
is more than 30 cells thick (Amaral et al., 2007). What does this mean in terms of
local circuit computations and the balance of excitation to inhibition? Hippocampal
cells are also more heterogeneous in the human. Moreover, there are clear
cytoarchitectural differences in the organization of hippocampal subdivisions
(Rosene & Van Hoesen, 1987) and these differences seem greater as you move
from DG, which is largely conserved, through the CA1 subfields to the subiculum
(see above figure). The EC in the rat is typically divided into two cytoarchitecturally
distinct subregions (LEC and mEC); in humans there are at least eight subdivisions.
Moreover, the CA1 and subiculum become proportionately larger as you move from
rodents to humans (Cohen & Eichenbaum,1993).

Early reports also suggested fundamental differences in brain oscillations across
species such as a lack of theta oscillation in humans and primates. However, later
research has shown that humans do also exhibit analogues to the theta rhythm
recorded in rodents but with some notable differences T multiple studies in virtual
reality have observed a slower oscillation, more in the realm of 1-4Hz (Jacobs et al.,
2014). Conversely, studies including real-world navigation (Aghajan et al., 2017;
Bohbot et al., 2017; Yassa, 2018) reveal evidence of a higher frequency ~8Hz theta
oscillations, with a speed modulation in freely moving humans which may occur in
discontinuous bouts, rather than long phases of theta coupled to locomotion
(Aghajan et al., 2017).

Several authors (Manns & Eichenbaum, 2006, Tingley & Buzsaki, 2018) suggest that

the hippocampus should be considered a computational unit whose structure is

largely conserved across species. Conversely, the specific function of the
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hippocampus is likely to vary across species due to differences in the types of inputs
it receives from neocortex, which is highly divergent.

1.1.17 Linking Structure to Function

AWhat i s the purpose of the parallel streams
Do the various hippocampal subfields (DG, CA1, CA2, and CA3) act as semi-

independent parallel information-processing units? Does the information received by

these neighboring subfields differ in its cellular origin or in its quality? Or do the

hippocampal subfields act primarily as serial processing stations that are
transforming cortical i nput Basué&®&iegslltaunet e and
(2010).

Answers to the important questions posed by Basu and Siegelbaum, above, are

currently speculative at best. Despite having an increasingly refined understanding of

the neuroanatomy of the hippocampusstowe doné
why these parallel processing loops exist'?. However, we do have strong hypotheses

linking structure to function within some parts of the circuit, most notably the

ascription of pattern separation to the dentate gyrus and pattern completion to CA3.

1.1.17.1 Pattern Separation in Dentate Gyrus

The dentate gyrus has long had a proposed role in pattern separation i where
similar input patterns are orthogonalized to create independent output
representations (Rolls et al., 2018). The DG has a huge number of neurons (around
1 million neurons in the rat, as compared to 200 000 in entorhinal cortex, Amaral and
Witter, 1989). Indeed, one of the notable features of the hippocampal circuit is
relative expansion and retraction of the number of cells across the subregions; there

is a huge expansion along the perforant pathway, presumably followed by a

10 To take an extreme example, consider mEC grid cells in the deep versus superficial layers,
representing effectively input (superficial) and output (deep) regions of the hippocampal circuit.
Although deep layer grid cells are more likely to exhibit conjunctive directional-place responses, this is
the only reported functional difference as compared to superficial grid cells. Given that head-direction
computations are likely to be inherited from upstream x regions, what has hippocampal computation
added to the grid signal?
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significant compression of the code in CA3 (which has approximately 300 000
neurons in the rat)!!. This expansion of coding capacity in the DG may facilitate the
orthogonalization of inputs. DG neurons also exhibit very sparse firing, and
widespread feedback inhibition. Together, these features may serve to reduce the

overlap between similar input patterns'2,

In support of this hypothesis, slight alterations in environmental cues lead to greater
change in DG representations as compared to EC and CA3 (Neunuebel and
Knierim, 2014). Moreover, |l esions to DG
differently to two very similar environments but do not affect their ability to respond

differently to two environments which are not similar (McHugh et al., 2007).

1.1.17.2 Pattern Completion in CA3

CA3, due to its extensive system of collateral connections, has long been thought of

as an auto-associative network (Marr et al., 1971; Samsonovich and McNaughton,

mp a

1997; Kaliand Dayan,2000) . Functionally, this network

compl etioaésoci aauve recall 6, wherein neuron

episodes might be stored and then recalled based on a partial cue (McNaughton &
Morris, 1987; McClelland & Goddard, 1996; Treves & Rolls, 1994). In support of this
theory, genetic deletion of NMDA-type glutamate receptors in CA3 pyramidal cells
spares performance on the Morris water maze but impairs performance when only a

subset of the original cues are present (Nakazawa et al., 2002).

Modeling work (Treves & Rolls, 1992; Hasselmo et al., 1995) suggests that non-
normally distributed and very strong (but not associatively modifiable) input to CA3 is
required to form novel presentations in CA3 in response to changes in sensory
inputs. This role is likely served by the mossy fiber projection onto CA3, with its small

number (Amaral et al., 1990) of highly potent synapses (Henze et al., 1997) and

11 See Cayo-Gajic & Silver (2019) for interesting discussion of similarities between circuit motifs
underlying pattern separation in DG, cerebellum and insect mushroom body, including expansion-
contraction.

12 As mentioned, the DG is one of few areas of the adult brain that exhibits neurogenesis.
Speculatively, newborn neurons may be preferentially recruited during formation of new memories,
further reducing overlap between previously learned information.
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orthogonalized representations. Conversely, direct perforant path input from EC to
CAS3, might serve to provide non-orthogonalized input which might support pattern

completion during memory retrieval.
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1.2 Function of The Hippocampus

Historically, research into the role of the hippocampus as a crucial locus for memory

has occurred in several major streams. The first was initated by Mar r 6 s model s
hippocampal function, based on neuroanatomy, as explored in the previous section.

Around the same time, the second stream was catalyzed by case studies of human

patients with damage to the medial temporal lobe, who were found to have

significant problems in forming new episodic memories. This culminated in The

Declarative Memory Theor y. A t hird stream, focused on t |
memory6, was born with the discovery of plac

potentially providing a population code onto which episodic events might be mapped.

The following section will briefly explore The Declarative Theory and its lasting
legacy on modern studies of hippocampal function in humans and rodents. Sections
on semantic memory and theory exploring the transition from episodic memory to
semantic knowledge are included due to their relevance within the context of

understanding how the hippocampal formation might support memory generalization.

1.2.1 Historical View: The Hippocampus is Required for the

Formation of New Episodic Memories
1.2.1.1 Study of Amnesic Patients

Episodic Memory i i [ me mo ruytémpaadyodated episodes or events, and
temporal-s pat i al rel ati ons (Tdving, h9g2, 1. B8B)s e event so

The first convincing evidence linking lesioning to the hippocampus with memory
impairment was delivered in William ScovileandBr enda Mi |l ner 6s report
famous patient Henry Mol ai son® mddsdtwentyd. 6 ( Sco

13 The first study to link lesioning to the hippocampus with memory impairment was made by von
Bechterew (1900 ) , who presented a case study of a patient wi
6softeningd of the cerebral costructeras. in the hippocampus
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seven-year-old Molaison opted to undergo experimental surgery to reduce his

severe, treatment-resistant epileptic seizures and improve his quality of life. Surgeon
Scoville removed | arge ar easiinlddingbethr y s medi
hippocampi and entorhinal cortices (see Annese et al., 2013). Following the surgery

Henry was left with severe memory problems, unable to recall events in the weeks

and months leading up to his operation (retrograde amnesia) and almost completely

unable to form new memories (anterograde amnesia).

Throughout his subsequent life Henry was visited by psychologists and administered
batteries of tests to establish the nature of his impairment. His intellectual abilities
(including 1Q) and personality appeared unaffected (Corkin, 1984). His attentional
and working memory capabilities were also intact i he could keep items in memory
by actively rehearsing them. He also had intact motor skill learning and was able to
learn tasks such as mirror drawing (Milner, 1962; Corkin 1965; 1968). However,
Henry was unable to verbalize what he had learned and would have no apparent
memory of conducting any of the tests, even several minutes after they had
happened, a phenomenon described as "forgetting the incidents of daily life as fast
as they occur" (Scoville & Milner, 1957, p.15).

Studies of H.M., as well as reports of impairments resulting from more selective
lesioning to the hippocampus in other patients (Zola-Morgan et al., 1986; Rempel-
Clower et al., 1996), have informed our understanding of which types of memory are
hippocampal-dependent and subsequently had a huge impact on the modern
taxonomy of memory. As formalized in the Declarative Theory (Cohen & Squire,
1980), a key distinction was made between declarative memory (memory for
verbalizable facts or events), which appears to require a functioning hippocampus,
and non-declarative memory (encompassing a diverse range of motor skill learning
and priming as well as most working memory tasks), which are spared in patients
with hippocampal lesions and therefore presumably supported by other brain
structures (Milner 1962; Cohen & Squire 1980; see Squire 2004 for detailed

discussion, see Figure 1-11).

Within the subfield of declarative memory, it is specifically episodic memory, or the
ability to recall events within their spatial and temporal context (Tulving, 1972) which

seems to be most reliably dependent on the hippocampus (Zola-Morgan et al., 1986;
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Vargha-Khadem et al., 1997). Interestingly, the hippocampus also seems to be
required for imagining fictitious scenes, at least when the imagined scenarios are

rich in detail and spatially coherent (Hassabis et al., 2007).

MEMORY
DECLARATIVE NONDECLARATIVE
FACTS —— EVENTS PROCEDURAL PRIMING SIMPLE NONASSOCIATIVE
(SKILLS AND CLASSICAL LEARNING
AND PERCEPTUAL CONDITIONING
HABITS) LEARNING

EMOTIONAL SKELETAL
RESPf‘NSES RESPONSES

MEDIAL TEMPORAL LOBE STRIATUM NEOCORTEX AMYGDALA CEREBELLUM REFLEX
DIENCEPHALON PATHWAYS

Figure 1-11: A taxonomy of memory. The hippocampus and other medial temporal lobe
structures comprising the hippocampal formation have a proposed role in declarative
memory, specifically for event-related or episodic memory. The locus of semantic memory
(for facts and events) is less well defined, but traditionally thought to involve various cortical
areas (see text). Non-declarative memory, comprising a range of motor and perceptual skills
are thought to be supported by other brain regions and are spared following hippocampal
damage. From Squire (2004).

1.2.2 Semantic Memory

fé memory necessary for the use of language. It is a mental thesaurus, organized
knowledge a person possesses about words and other verbal symbols, their
meaning, and referents, about relations among them, and about the rules, formulas,
and algorithms for the manipul ation of
(Tulving, 1972, p. 386).

Tulvingb6s distinction between episodic
and long-lasting impact on modern cognitive neuroscience, with each subtype
considered a distinct discipline and largely studied in isolation. While consensus
opinion supports the idea that the hippocampus is required for episodic memory,
these is less agreement as to where in the brain semantic memory (memory for facts

or events, divorced from any spatial-temporal context) might be stored (see
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Patterson et al., 2007). Semantic memory refers to information about common

features which generalize across specific episodes, covering encyclopaedic

knowl edge such as OParis is the capital city
knowledge, informed by multiple learning experiences such as the concept of a

birthday party or more personal weawaysptual r
been quiPuleermsile,\2@l3).

According to the embodiment framework, semantic representations are stored in a
purely distributed manner across the neocortex (Pulvermulle, 2013). For example,
visual representations of a dog might be stored in visual association areas, while
representations of its bark might be stored in associative auditory regions. According
to this theory, any semantic concept is represented in terms of its component,
modality-specific features in sensory and motor cortices. Alternative theories suggest
that integrative converge zones (Damasio et al., 1989) or a single a-modal
integrative hub are also required to link these distributed sensory features together,
allowing the encoding of associations between features such as shape and

movement.

Again, studies of amnesic patients have had a large impact on these conclusions.
6Semantic dementi ad i sgeneralgnparmeants iatéstswfi t h mo d a |
semantic knowledge. For example, patients might be poor at tasks involving

category fluency (e.g. identifying objects as living or non-living, or naming examples

of dog breeds, see Hodges et al., 1995). Semantic dementia is typically

accompanied by degeneration of the anterior temporal lobe, suggesting that this

might be a necessary hub for concept integration.

1.2.3 Are Semantic and Episodic Memory Systems as Separate as
First Thought?

Al wi || refer to both kinds of memory as two
primarily for the convenience of communication, rather than as an expression of any
profound belief about the structural or functional separation of the two. Nothing very

much is lost at this stage of our deliberations if the reality of the separation lies solely
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in the experimenteroés asdbf bet fTANNQILITH OO s

p. 384).

While in the literature there is a focus on this double dissociation between damage to
the hippocampus and related episodic deficits versus damage to the anterior
temporal and frontal brain regions and semantic impairments, this relationship may
not be as straightforward as first thought. Firstly, although patients with
frontotemporal or semantic dementia might exhibit deficits in semantic memory this
does not mean that the hippocampus is not also required to support semantic
memory. Indeed, the hippocampus is also a major convergence zone (see anatomy
section) and might provide the multimodal integration required to link distributed

sensory features.

Secondly, patients with hippocampal damage and episodic memory impairments
generally do seem to display concomitant deficits in learning new semantic
information when appropriate tests are used (see Duff et al., 2020). As has been
highlighted in episodic memory studies, there appears to be a functional difference
between superficial versus rich and relational semantic representations. When tests
that evaluate the richness of semantic representations are used, patients with
hippocampal damage are found lacking (Hilverman et al., 2017). Patients with
damage to the medial temporal lobe also seem to have deficits in flexibly binding
existing semantic content. For example, when asked to generate hypothetical
meanings for novel word compounds (e.g., cactus carpet), the quality and depth of
the definitions in patients with hippocampal damage is impaired as compared to
controls. Moreover, similar experiments using fMRI to image healthy participants as
they were asked to imagine the taste of a new food constructed from familiar
compound elements (e.g. tea-jelly), found associated activations in ventromedial

prefrontal cortex but also in hippocampus (Barron et al., 2013).

These findings suggest that the hippocampus might play a crucial role in the flexible

and relational expression of episodic or semantic information, at least at the
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encoding stage and early retrieval phases!*. However, the question of whether the
hippocampus is required for episodic (and semantic) memory retrieval over the long-

term is another largely open question and will be explored in the next section.

1.2.4 Memory Consolidation

While the evidence that the hippocampus is necessary for the formation of new
episodic memories is well-established, the extent to which episodic memories remain
dependent on the hippocampus over time is still a matter of controversy. According
to some early studies, amnesic patients such as H.M. were unable to remember
events in their recent past, but often memories for events that occurred early in life
were spared (Zola-Morgan & Squire, 1986). This phenomenon, termed temporally
graded retrograde amnesia, suggests that memories might be temporarily stored in
the hippocampus and over time become dependent on other brain areas. According
to the Systems Consolidation Theory (Alverez & Squire, 1994) hippocampal
memories are gradually integrated into neocortical networks over time and

experiencel®.

The potential computational value of the Systems Consolidation Theory was
explored in a series of neural network models from MClelland, McNaughton and
others (formalized in their Complementary Learning Systems Theory, MClelland et
al., 1995)'6, Briefly, according to this model the highly plastic hippocampus rapidly
encodes new episodic information, facilitated by attractor states in CA3 and pattern
separation in the dentate gyrus, which acts to minimize overlap between
representations of similar experiences. The hippocampus then acts as an instructor

to the slow-learning neocortex. Interactions between the hippocampus and

“This theory is consistent with Eichenbaseemgtonr el ati or
1.6.3).

15 Note this is in comparison to cellular consolidation, the result of signal transduction mechanisms

which act to stabilize a trace online (see Dudai et al., 2004).

16 Note, this work was inspired by earlier writings by Marr, who suggested that memory is moved out

of the simple memory (hippocampus) o6éwhen it is known
guestion of how hehne ibtr aiisn bkensotwst cdwdo t hisbé is one of
related to this theory.
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neocortex facilitate the strengthening of cortical representations over time and a
decreasing reliance on the hippocampus.

According to this theory, the transfer of information between hippocampus and
cortex (and associated modifications to cortical synapses related to the learning)
occurs primarily during offline reactivation periods (see section 1.1.15). By
interleaving the reactivation of newly acquired data with reactivation of other existing
representations, modifications to cortical synapses reflect the encoding of the current
item but also effectively the re-coding of existing items. This reduces the likelihood

that unexpected, or outlier data points will effectively overwrite previous learning, a

process termed 6écatastrophic forgettingo

2016), but also essentially bootstraps
| ear niocorge®. n e

The question of what exactly should be replayed and how is an open question. Not
all experiences are equivalently valuable in terms of novelty, saliency, entropy, or
reward-value. Intuitively, experiences that reveal critical and unexpected insights
pertaining to the survival of the individual should be given priority in terms of memory
storage!’. The hippocampus is a hub both in terms of integrating highly processed
sensory information from multiple sources but also in terms of receiving
neuromodulatory input from various (subcortical) structures. Thus, levels of
acetylcholine (Hasselmo, 1999), dopamine (McNamara et al., 2014) and
noradrenaline (Sara et al, 2009) might be used to tag salient memories for
preferential replay (see Redondo et al., 2011). In this way the hippocampus itself
may be involved in prioritizing memory replay by tagging salient but statistically
infrequent experiences which will be preferentially reactivated during offline states
and subsequently integrated into knowledge structures in neocortex (Kumaran et al.,
2016).

Critics of the complementary learning systems approach have emphasized that one
of the assumptions of the theory is that as memories are integrated into cortical
representations, they effectively lose their episodic content, leaving no trace of the
representation in the hippocampus. This assumption is challenged by the fact that

17 For example, if you are attacked by an aggressive dog, it might be adaptive to update the
representation of dogs to include this negative experience.
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findings of temporally graded retrograde amnesia are not entirely consistent 1 in
some papers hippocampal lesions appear to disrupt both recent and remote memory
T meaning that amnesia is effectively ungraded. Divergent findings may depend on
the extent of the lesion within and beyond the MTL but also the type of memory task
used (see Winocur et al., 2010). For example, some of the tests showing a gradient
for declarative memory were clearly tests of semantic and not episodic content (e.g.
identifying famous people or TV characters, spanning different decades of the
pati ent 6s -Wiisdné& Teubdr 1985). €omversely, several studies show
ungraded amnesia for recall of personal, autobiographical events (see Winocur et
al., 2010).

Neuroimaging studies of healthy subjects have suggested that the hippocampus
shows reliable involvement during the recall of autobiographical events, regardless
of the age of the memory, as long as the recalled memories maintain vividness
(Piolino et al., 2009). Moreover, former taxi drivers with damage or degeneration of
the medial temporal lobe are able to navigate and calculate routes along major roads
and often-experienced routes but are impaired in using minor roads or calculating
shortcuts (Rosenbaum et al., 2000; Maguire et al., 2006). Again, like previously
mentioned studies (Hassabis et al., 2007), it appears that when participants are
asked to re-experience the episodic or spatial details of a memory (recent or
remote), this appears to require a functioning hippocampus. In overtrained tasks or
situations where participants are not tested on the depth or richness of their recalled
experiences (i.e., situations more akin to semantic recall), temporally graded

retrograde amnesia might be observed.

Results from animal lesion models are similarly mixed, but a general pattern
emerges. Context-dependent memory tasks, typically tests of spatial memory where
an animal has to use conjunctions of sensory cues, such as the Morris water task
(Morris et al., 1982)8, typically do not show a temporal gradient (i.e. hippocampal

lesioned animals perform poorly, regardless of when the lesion was made relative to

18 The Morris water maze task is an established test of spatial learning and memory in
rodents. Rats are placed in a deep, circular pool filled with opaque liquid and have to
navigate and swim to a hidden escape platform, submerged below the surface. The starting
location of the rat (but not the platform) is varied across trials so that, to improve across
trials, the animal has to use conjunctions of extra-maze room cues to locate the platform
within the fixed room coordinates.
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initial learning (Clark et al., 2005; Sutherland et al., 2001). Obviously how the
episodic versus semantic distinctions map onto animal studies is unclear!®. Some
authors (Rosenbaum et al., 2001) have suggested that this context-dependent
memory (e.g. Morris water maze) might be equivalent to rich episodic memory in
humans and that both remain hippocampal-dependent over the long-term.
Conversely, learning of simple stimulus-response associations that do not require
the encoding of context might be comparable to human semantic memory. This is
also controversial however i there is no consensus regarding what counts as a

hippocampus-dependent context i is it purely spatial context?

Alternative theories to the complementary learning systems approach, such as

multiple trace theory (Nadel & Moscovitch, 1997; Moscovitch et al., 2005),

accommodate this evidence of long-term dependence on the hippocampus in some

tests of memory. According to this theory, each time a memory is retrieved it is re-

encoded by the hippocampus along with the surrounding spatiotemporal context.

The most contextually detailed features of a memory i the episodic contenti are

permanently dependent on the hippocampus for long as these episodic features are

available (not forgotten). Semantic content is stored in the neocortex, which extracts

statistical regularities across data from distinct episodes?°. More recent versions of

multiple trace theory have investigated this interplay between episodic and semantic

memory, suggesting that episodic memoriesmi ght be increasingly 06s
60schemati zed6é over time and retrieval I nstan
2010). Thus, episodic content is transformed to semantic content over time and

experience. The relative strength of each component as well as the surrounding

context will bias the relative contribution of semantic versus episodic components of

a memory at retrieval??.

A~

1256 Semanticizationd and 6Schemati zat.

19 Note, another key limitation of these lesion studies in animals is that it is unknown what the relevant

time course for consolidation might be in rodents. In humans temporally graded retrograde amnesia is

reported over the timescale of years. What is the equivalent period in a rat?

X%l'n the psychological literature, this is consistent
memory as the fAaccumul ated residueodo of multiple | earn
21 Other, related theories include Contextual binding theory (Yonelinas et al., 2019), a variant wherein

the hippocampus plays a long-term role in memory, providing an anatomical index, linking and binding

together distributed neocortical representations.
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ACont extual memories are those -intbgeated,ar e conf
thereby affording flexibility in manipulating the memory representation and in guiding

responses, while retaining great specificity. By contrast, the other type of memory,

which we will call schematic, is a less detailed collection of cues and features which

are not integrated with one another, and consequently cannot be manipulated

flexibly. In our conceptualization, contextual and schematic memories correspond
generally to episodic and semant (Winocotetmor i e s,
al., 2010).

As explored in the previous section, some research studies suggest that it is memory
for semantic content that shows a temporal gradient rather than episodic memory (as
in the famous faces task, Marslen-Wilson & Teuber, 1975). This is in keeping with
the idea of semanticization over time and experience i initial encoding of a novel
task or experience may be dependent on the hippocampus but, over time, this
content becomes abstracted and can be supported by the cortex in the absence of a
functioning hippocampus (Sekeres et al., 2018; Winocur et al., 2010). This process

has al so been termed schematizati on, wher e a

associative networks of knowledge extracted
(Ghosh et al., 2014).
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Figure 1-12: Flavour-place Paired Associates Task. Rats had to learn to associate
different food flavours (presented in one of the four start boxes at the beginning of a trial)
with a certain well in the arena e.g. F1-L1, or flavour-1, location-1 association. Digging at the
correct well predicted reward. From Tse et al., 2007.
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A set of experiments by the Morris lab set out to measure and manipulate the
formation of these abstract schemas in rodents??. In one important study, rats were
presented with different flavours of food at the start each trial, each of which was
paired with a particular sand-well in a familiar environment (Tse et al., 2007). The
rats had to learn flavour-place associations so that when they were cued with a
certain flavour of food in the start box (e.g. banana), they would run to the correct
sand-well to receive the same food reward there (see Figure 1-12). After 10-13
sessions/days (each including six different paired-associates), control animals could
do the task T spending more time at the correct sand-well during non-rewarded
probe trials. Conversely, animals with hippocampal lesions were impaired.

After control animals had learnt the task with six paired associations, two new pairs
were introduced, and the animal was given one trial to learn each. The following day,
rats spent more time digging at the correct wells during probe trials for the new pairs,
indicating that, having learnt the structure of the task, rats could rapidly assimilate
new pairs. Interestingly, subsequent lesioning of the hippocampus 48 hours after the
introduction of the new pairs showed that rats could perform well for the new and old
associates, indicating that, only 24 hours after learning these new pairs the
hippocampus was not required for task performance. Conversely lesioned rats could
not subsequently learn new pairs of associates. The authors concluded that rats can

rapidly learn new information (within a single trial) when it is consistent with a

framework ofpre-e x i sting knowledge. This framewor k,

structure, appeared to be stored outside of the hippocampus.

Interestingly, this schema appeared to be context-specific, as when animals trained
on the first experiment were moved to a new room to learn the same general task
structure but in a different arena and using different cues, learning rate was
equivalent to that of the first experiment 1 rats effectively learnt the task from
scratch. Follow-up studies showed a greater upregulation of immediate early genes
(IEGs) during encoding of an additional pair in a familiar environment in mPFC, ACC,
TSC and CAL (Tse et al., 2011; Wang et al., 2012). Conversely when rats were
learning a completely new map, IEG activation was limited to CAl. These

experiments are therefore in keeping with the aforementioned theories suggesting

22 See also experiments by Harlow (1949), described in the next section.
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that the initial learning of a problem set demands the hippocampus but over
increasing experience a schema develops in cortex representing the abstract
framework of the problem. Further schema-consistent learning effectively leads to
accelerated consolidation as lesions to the hippocampus can be made closer to the

learning event without disrupting behavioural performance.

1.2.6 Conclusions

To summarize, the study of amnesic patients and their deficits have had a large
impact on research into episodic and semantic memory and the functional role of the
hippocampus versus neocortex in each. However, these patient studies have often
provided divergent or inconclusive answers to important research questions. For
example, is the hippocampus required for episodic memory in a time-limited way?
And is the hippocampus required for the formation of new semantic concepts? How
are spatial processing and episodic memory functionally related in the human brain?
Answers to these questions may vary depending on the exact behavioural task used.
Relatedly, there has been a degree of incongruence in comparing animal lesioning
studies with data from human amnesic patients. In part, these incongruencies might
be expected when comparing humans and rodents, especially when a
comprehensive equivalent of &édeclaratived me
However, one could argue that some of these inconsistencies are exacerbated by an
over-reliance on a taxonomy of memory (proposed by Tulving and others) combined
with overzealous ambitions to find double-dissociations and clear structure-function
relationships from amnesic patient data which may not correspond to real functional

partitions in the healthy brain.

Understanding this history is important in appreciating the direction of research into
the single-cell neural physiology in rodents and the drive to relate spatiotemporal

processing with episodic memory.
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l1.36Learning to Learnd and Cogn

Rats, mice, monkeys, and humans all learn and can adapt their learning to new

situations in a flexible way. We can exploit information that was useful in the past,

but also use past learning to imagine the outcomes of novel choices (Behrens et al.,

2018). The world is rich with regularity and repetition and the tasks we encounter in a

lifetime are highly overlapping in terms of their structure (Kemp & Tenenbaum,

2008). In comparison to artificial networks, biological agents demonstrate impressive

abilities to generalize existing learning to novel contexts, without encountering
6catastrophic forgettingd (Pari si et al ., 20

brain?

Harlow (1949) conducted experiments to try to measure this ability to abstract the
underlying structure of a task, a phenomenon
Rhesus monkeys were presented with a series of problems. In each problem set the

monkey was presented with two objects to choose from, one of which was

associated with reward, the other was not. The same set of objects were presented

six times in a block, then a new pair of objects were presented, the task structure

kept the same. The first trial on each new set was always a guess (and animals

performed at chance levels). However, Harlow noticed that performance on trials two

to six increased across blocks, suggesting that animals were learning to abstract

something about the structure of the task over multiple iterations (see Figure 1-13)%.

Harl ow termed this abstraction o6l earning set
to suggest that dstramhgllarity, mddleesizddsesssredoeks, a

number, and smoothness evolve ofly from LS |

23 Note, it is not clear exactly what animals were learning i i.e. an anthropomorphic description of the

|l earning set might be: déone of two stimuld.i presented
heuristic such as a win-stay, lose-shift strategy. However, what is clear from these behavioural

findings is that animals were learning something over iterated sets which allowed them to solve

subsequent problems of the same structure, but with different stimuli.

24 See section 1.7 for how these concepts might be represented in the brain
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Figure 1-13: Schematic of the Task Used by Harlow (1949). A) In each trial block

monkeys were presented with two stimuli, choosing one would lead to an apple juice reward,

the other was not rewarded. B) Monkeys showed increased performance on trials 2-6 across

trial blocks. Harlow suggested that this accelerated performance wastheresul t of o611 ear ni
set f or mat i on édearnirg wiierein the abdtracinecenteat of the task it learnt via

exposure to multiple instantiations. Figure from Behrens et al., 2018.

Tolman also challenged prevailing expectations of how features of the external world
might be represented in the brain to allow flexible inference, beyond pure stimulus-
response learning. In a series of experiments Tolman and colleagues (Blodgett
1929; Tolman & Honzik 1930) exposed rats to various mazes with a series of six or
fourteen choice points and one route to a fixed goal. Animals were either rewarded in
the goal box from day 1 (group one) or explored the maze but were not rewarded
until they were returned to their home cage 2 hours later (group two). After several
days of un-rewarded exploration (3,5, or 10 days in various experiments) animals in
the non-rewarded group were then rewarded in the goal-box (as group one animals
had been throughout). Learning curves aligned to day one of the rewarded sessions
were accelerated in animals that had had prior non-rewarded exposure to the maze.
Tolman concluded thatthenon-r e war ded ani mal s exhii bited 61 a
meaning that they had learnt something about the layout of the maze during
exploration that was not initially observable in their behaviour. When rewards were
added to the maze, animals were motivated to utilize this knowledge to navigate

efficiently to the reward location.
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Apparatus used in preliminary training A s wied ia the tast trial

Figure 1-14: Experi ment al Setup Used in theftt ASunbur st
training environment; animals were trained over successive days to run through the maze to

receive a reward at G. Right: Once rats were familiar with this task, the maze was

exchanged for this sunburst configuration and the original tunnel was blocked off. Rats

preferentially ran down the arm whose vector corresponded to the original position of the

reward. Figure from Tolman et al., 1946.

In a later experiment, rats were trained over successive days to run through a start

corridor, across a circular table and along an a-joining c-shaped corridor to receive a

reward (Tolman et al., 1946; see Figure 1-14). After rats ran this route fluently, the
experimenters changed thebshapé obnfthgumateo
the initial start corridor and circular portions of the maze were the same, but the neck

of the original goal corridor was blocked. Instead, the rat had access to 18 radially-

projecting arms. While rats approached and sampled many of the arms, they

preferentially ran down the arm which projected to the point in space where the

reward box had been in the original maze setup.

Tolman later combined and formalized these ideas in his Cognitive Map Theory

(Tol man, 1948). While the term édcognitive ma
refer primarily to a model of allocentricspace ( O6Keef e & Nadel, 197¢
1990, see section 1.4), Tolman intended the phrase to mean a general internal

model of the world i including actions and their consequences and perhaps

psychological states. He described narrow cognitive maps as more stereotyped,

overlearned routes or habits and broader maps as those which are more flexible and

amenable to generalization. He claimed rats in his sun-burst maze had
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demonstrated these broader cognitive maps which allowed them to take novel routes
to a previously learnt goal. More speculatively, he suggested that social prejudice
andoutgr oup bias were the result of a narrowin

meaning to thempmdad@&. 6narrow

While some of these claims might have exceeded the available evidence, Tolman
was prescientific in many ways. As will be discussed in the next section, the
discovery of place cells and their striking functional resemblance to a cognitive map
of space spawned a whole new field of memory research. Only more recently have
researchers begun to consider more seriously that other, non-spatial components of
experience might also be mapped in a similar way inthe braini Tol man 6 s
formulation of a cognitive map as a general internal model of the world is currently

seeing a revival (see Behrens et al., 2018).

1.4 Spatial Cells in the Hippocampus Form a
Cognitive Map of Space

While research in amnesic patients elucidated the hippocampus as crucial for the
formation of declarative memory (see section 1.2), the development and
advancement of single-cell recording techniques in rodents and the subsequent
discovery of place cells in the hippocampus generated a new perspective i that the
hippocampus provides a map of space to support spatial navigation and/or spatial

memory.

1.4.1 Place cells

Il n 1971 O6Keefe and Dostrovsky made extracel
hi ppocampus of rats as they foraged for food
Dostrovsky, 1971). The authors reported neur
appearedtobet uned to the animal ds position within
place cell firing action potentials whenever the animal entered a discrete region of

the environment , Fguoresl-16a). Carecerdefl placd cdllé had s e e
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firing fields at different locations within the environment and as a population tiled the
two-dimensional space. Indeed, the vector of firing rates across place cells can be

used to accurately decode the animal és posit
McNaughton, 1993).

Remarkably, at least in situations where an animal freely explores a 2-D

environment, place cell firing is relatively indifferent to the directional heading of the

animal within the environment; with a cell firing in its field regardless of whether the

animal approaches this location from the north, south, east, or west (Muller et al.,

1994)25. This observation added weight to the hypothesis that the hippocampal place

code might be considered the neur al Il nstant.
(O6Keefe & Nadel, 1978). Rat herfcentriman refl ect

computations, the firing of place cells appeared to be a truly allocentric
representation of where an animal was within its environment, presumably requiring

a complex integration of sensory and self-motion information.

Place cells were originally recorded in the CA3 and CA1 regions of the hippocampus
in rats, where approximately 90% of pyramidal cells are place cells, although only
15-50% exhibit place fields in a given environment (Wilson & McNaughton, 1993;
Thompson & Best, 1989). Place cells have since been discovered in mice (Dragoi &
Tonegawa, 2011), bats (Yartsev & Ulanovsky, 2013) and humans (Ekstrom et al.,
2003). In rodents, place cells are generally complex spiking pyramidal cells, firing in
complex bursts (Ranck, 1973). Their firing rate is modulated by running speed
(McNaughton et al., 1983). Spatial modulation of place cells varies along the septo-
temporal axis of the hippocampus; in more ventral regions fewer cells are spatially
modulated and those which are, tend to have larger fields (Jung et al., 1994,
Kjelstrup et al., 2008). Cells with similar place field responses are also found in
granule cells in the DG (Jung et al., 1993; Leutgeb et al., 2007), subiculum (Sharp &
Green, 1994) and mEC (Fyhn et al., 2004). In CA1, there is no obvious functional

topography i nearby cells in the brain are no more likely to have adjacent place

25 In 1-D linear tracks place cell firing has been shown to be directionally-selective (McNaughton et
al ., 1983; ObKeefe & Recce, 1993).
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fields (O6Keefe, 1976). An individual pl ace
environment, especially in a large environment, wherein field size also tends to

increase (Fenton et al, 2008; Tanni et al., 2022). Place field distribution across the

population is well-described by a gamma-poisson distribution (Rich et al., 2014); with

a majority of cells displaying one or two fields in a given environment and a minority

of cells displaying many fields. Field propensity appears to be a stable property of a

neuron i persisting across environments and days (Lee et al., 2020).

1.4.2 Grid Cells

Later recordings from the medial entorhinal cortex (mEC) revealed the existence of
Grid cells (Hafting et al., 2005; Sargolini et al., 2006), spatially modulated cells
defined by their multiple firing fields which tesselate an environment in an incredibly
regular pattern (Figure 1-15b). As the animal moves through the environment, a
given grid cell fires at regular intervals in space on a triangular or hexagonal grid.
Like place cells, the firing fields of co-recorded grid cells are offset relative to each
other, so that as a population the firing fields tile the entire environment. Unlike place
cells, grid cells are active in all environments (see section 1.4.5, on remapping). Grid
cells are arranged in clusters or modules along dorsal-ventral axis of the mEC with
cells with small grid scales (smaller firing fields and smaller inter-field distances or
6grid spacingd) in more dorsal parts and | ar
et al., 2004). Interestingly, these shifts in grid scale seem to occur in discontinuous
steps (rather than a continuous sampling of the grid scale space) and co-occur with
clustering of grid orientation (Barry et al., 2007; Stensola et al., 2012). Grid cells in
different modules also display differences in intrinsic theta frequency, which appears

to be lower in cells in more ventral mEC (Stensola et al, 2012).

Notably, the spacing and orientation of grid fields is consistent across environments
and the relative phase offset between grid cells within a module is conserved across
environments (Hafting et al., 2005; Sargolini et al., 2006). These features, alongside
the regular spacing between grid fields mean that the grid cell system is well-placed
to be able to support the coding of metric distances as an animal moves through the

environment, potentially providing a path integration signal to place cells (Hafting et
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al ., 2005; OO0Keefe & Burgess, 2005; Sol
recent experiments have shown that selective grid cell disruption via removing

NMDA glutamate receptors from the retro-hippocampal region is associated with
impaired path integration (Gil et al., 2018). The grid code may also represent vector
distances between current location and various locations of interest within an
environment, even when goal locations are further away than the largest grid scale
(McNaughton et al., 2006; Barry & Bush, 2012; see also Bush et al., 2015, Stemmler
et al., 2015).

While the fascinating geometry of the grid code has captured the attention of
theorists, grid cells constitute only ~18% of the neurons in mEC (Diehl et al., 2017).
Approximately 68% of cells in the mEC stably encode space but are not classified as
grid or border cells, including cells with less symmetric firing patterns. In the deep
layers of the mEC a proportion of grid cells are directional, encoding a conjunction of
spatial position and heading direction (Sargolini et al., 2006). Later studies have also
found evidence of grid cells beyond the mEC in the pre- and parasubiculum
(Boccara et al., 2010).

Figure 1-15 Place and Grid Cells. a) Left, a CAl place cell, recorded as a rat freely foraged
for scattered rice in an open arena. The black line depicts running trajectories taken by the
animal over the course of a 20 minute recording session. Superimposed are the action
potentials from this individual CA1 unit, depicting a discrete firing field. Right, heat map
showing the same data. B) A grid cell recorded from the mEC. Plotting convention the same
as in a. Note the multiple firing fields from this single unit which form a triangular lattice.
From Barry & Bush, 2012.

1.4.3 Head direction cells
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Head direction cells (Ranck et al., 1984; Taube et al., 1990), originally recorded in

the presubiculum but subsequently found in the parasubiculum and deep layers of

mEC (Tang et al., 2016; Sargolini et al .,

direction in allocentric coordinates i i.e. firing whenever the animal is moving
towards the north of a box (see Figure 1-16; Taube et al., 2007). Place (Knierim et
al., 1995), grid (Sargolini et al., 2006) and boundary cells (Lever et al., 2009) (see
below) seem to rotate coherently with head direction cells, suggesting that they
might provide a global orientation input to many of the other spatial cell types. There
IS now convincing evidence to support early theoretical models that the head
direction system forms a one-dimensional ring attractor network in the brain
(Peyrache et al., 2015; Butler et al., 2017; Laurens & Angelaki, 2018; Chaudhuri et
al., 2019). Intriguingly, in the brains of insects the connectivity structure of the
equivalent circuit (the central complex) is itself incredibly similar to a functional ring

attractor (Seelig & Jayaraman, 2015; Turner-Evans et al., 2020; Kim et al., 2017).
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Figure 1-16: Head direction cells recorded from post and pre-subiculum. From Taube,
1998.

1.4.4 Boundary Vector/ Border cells

Boundary vector or border cell s, coll ecti
discovered in the mEC, subiculum, and presubiculum. Boundary cells encode the
existence of a boundary at a specific distance and direction from the animal (see

Figure 1-17). For example, such a cell might fire whenever a rat runs alongside an

east wall of an arena and might gain an additional field when a barrier is inserted

within the environment, again firing to the east of this barrier (Lever et al., 2009;

Barry et al., 2006; Solstad et al., 2008; Boccara et al., 2010). Interestingly, the
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existence of boundary cells was predicted much earlier in theoretical models of place
cell firing (see section 1.4.6.1).

\
Bl

Figure 1-17: Two example subicular boundary vector cells (top and bottom) recorded
across multiple environments. Each cell maintains its firing field location at a certain
distance and direction across multiple spatial contexts. Figure from Bush et al., 2014.
Original ratemap data from Lever et al., 2009.

1.4.5 Remapping

An important feature of the place cell code is the orthogonality of representations

across different environments. Not all place cells are active in a given environment;

in fact, most are silent (Thompson & Best, 1989). Early studies showed that there is

no predictable relationship between a pl ace
environments such that, when comparing population activity across two

environments, a subset of previously stable place cells lose their spatially-selective

firing fields, a subset develop fields in a different spatial location, and a subset of
previously silent cells become spaompsanl | 'y tun
& Best, 1989; Muller & Kubie, 1987). There is no obvious retained structure between

cellsit he shift in spatial tuning, termed Or ema
random (Muller & Kubie, 1987), although this has recently been contested

(Whittington et al., 2020; see section 1.6.6).
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Muller and Kubie sought to quantify what features drove this remapping
phenomenon by systematically altering individual features of a simple testing arena
within a fixed environment and monitoring how the firing fields of place cells changed
(Muller & Kubie, 1987; see Figure 1-18). When a salient, polarizing cue card was
rotated angularly around the external environment, place cells shifted their fields
coherently to follow this cue. However, if the rat observed the experimenter
displacing the cue, rats seem to learn (over the course of several sessions) to
discount this cue as a reliable anchor, after which time place cells no longer
remapped to follow the cue (Jeffery & OO6Keef
to the colour of the cue-card also strongly drove place cell remapping (Bostock et al.,
1991). In all these experiments distal cues such as visual information in the
experimental room were blocked by a curtain. Thus, when few extramaze orienting
cues are available to the animal, changes to salient intramaze or proximal cues

seem to be a strong driver of place cell remapping.

Figure 1-18: Hippocampal Field Locations Shift in Response to Rotation of a
Polarizing Proximal Cue. Ratemap from a single cell as an animal explored a circular
arena with no access to distal cues and polarizing cue card cue which is rotated around the
environment (A-C). The firing of this example cell follows the rotation of the cue card. From
Muller & Kubie, 1987.

However, intuitively it is large, stable features within the environment such as
mountains on the horizon or stars in the sky that are the most reliable anchor-points
for navigation, at least for human navigators. And indeed, research in rodents has
shown that when distal cues are available, these seem to anchor the place map. For
example, in manipulations where the experimental arena is rotated relative to the
environment, place cells remain stable relative to extramaze or room-centric
coordinates (Olton et al., 1978). Indeed, when the rat is exposed to open arenas

which are not curtained off, ensuring distal cues are available to the animal,
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changing the colour or shape of an enclosure leads to changes in the in-field firing
rate of place cells but not in their f

el

d

p

remappingdéd (Leutgeb et al., 200%8khthed@dmenver sel

arena, but placed in a different location in the experimental room i altering the distal
cues available to the animal T complete or global remapping is observed (Leutgeb et
al., 2005; see Figure 1-19).

Global remapping

Figure 1-19: Global Remapping In Place Cells. When an animal is moved from one arena
(A) to another identical arena (B) that is located within a different location within the
recording room (so that different sets of distal cues within the extramaze environment are
available to the animal), place cells remap. As are illustrated in the ratemaps of these 6
example cells, during global remapping, often caused by changes in distal cues, place cells
shift both their firing field locations and firing rates in a largely unpredictable way. Figure
adapted from Colgin et al., 2008. Data originally from Leutgeb et al., 2005.

Interestingly, when proximal and distal cues are put into conflict by rotating them in
opposite directions, cells appear to respond heterogeneously (Shapiro et al., 1997).
Shapiro and colleagues found that, most commonly, cells (from CA1 and CA3) in this
double-rotation experiment remapped; either losing their field or exhibiting a field in a
position that could not be explained by rotated versions of the original field (43%
cells). Other cells (28%) rotated their fields to follow the distal cues, and still other
cells rotated their fields to follow the proximal, intramaze cues (15%). However,
proximal cues can predominate, if they are made sufficiently salient (Shapiro et al.,

1997; Renaudineau et al. 2007). Relatedly, there is controversy regarding whether
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distal cues have a predominant influence on place cell remapping per se, or whether
distal cues specifically determine the orientation of the place map (Siegel et al.,
2008). In manipulations where the apparatus is rotated relative to room coordinates,
place cells appear to remap relative to distal cues. However, when the maze
apparatus is translated relative to room coordinates, place cells appear more likely to
remap relative to proximal cues (Knierim & Rao, 2003; Yoganarasimha & Knierim,
2005; Seigel et al., 2008). Changes in the orientation of the place map driven by
distal cues are likely to be driven by head-direction cells, which rotate to follow the
rotation of distal cues (Knierim & Rao, 2003; Yoganarasimha & Knierim, 2005).
Interestingly, in a goal-oriented task, the relative influence of distal versus proximal
cues may change as a function of experience. For example, in one study rats were
trained on a place preference task and the platform was either translated relative to
room coordinates early in learning or later in learning (Siegel et al., 2008).
Displacement at the earlier timepoint caused CA1 and CA3 cells to shift to an
intermediate reference frame between platform-based and world-based coordinates.
The later shift resulted in place field activity mapping either to the room-based

reference frame or platform-based reference frame.

Importantly, the above experiments and other similar studies (Knierim, 2002),
demonstrated that remapping is not necessarily coherent across the place cell
population. This heterogeneity in place cell responses to sensory manipulations
within an environment, termed Opartial
contexts. For example, when non-spatial features such as odour and colour are
changed in a recording box, individual place cells appear to respond to some
combination of these cues i with some cells firing specifically to odour, some to
colour, and most to a combination of both (Anderson & Jeffery, 2003; see Figure
1-20). This finding of partial remapping is significant because it implies that the place
map does not always behave in a unitary manner, which would be expected if the
population functioned effectively as a single attractor network (for example, if place
responses were inherited from a single upstream grid cell attractor network, see
section 1.4.6.2).
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Figure 1-20: Partial Remapping in CA1. Animals were exposed to four different boxes,
which varied across two axes: colour (black or white) and odour (lemon (L) or vanilla (V)
scented). Each row shows a set of 3 simultaneously recorded cells, across each of these 4
boxes. Heterogeneous responses to these different manipulations were seen across co-
recorded cells from the same animal. For example, in Rat 4, cell 2 appears to selectively fire
in the bottom right corner, regardless of the colour of the box, but only if it is scented with
vanilla. Conversely, cell 1 from the same animal seems relatively insensitive to both box
colour and odour, although potentially changes its firing rate in a white, vanilla box. These
examples illustrate a more general discovery that, under some conditions, the hippocampal
place map responds heterogeneously to environmental manipulations, with different subsets
of cells responding to different environmental changes. From Anderson & Jeffery, 2003.

Interestingly, while visual cues appear to exert a strong influence on the place map
when they are present, they do not appear to be a requirement of a stable map. For
example, place cells are still observed in experiments in which rats navigate in the
dark (Ob6Keefe, 1976; or@enitallylolinerats sélllexhipitstalled 0) and
place cells (Save et al., 1998). Moreover, while visual inputs tend to be the dominant
driver of place cell firing when they are available (Jeffery et al, 1997), the place cell
system is clearly not wed to receiving information from one sensory modality (Best &
Thompson, 1989). Instead, place cells seem to make use of whatever information is
available; be it from visual, tactile, auditory or odour-related inputs (Save et al., 2000,
Zhang et al., 2015, Gener et al., 2013). Once a place map is formed, cells might
become locked to specific visual cues when they are present but removing individual

di st al cues does not tend to disrupt place <c
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Shapiro et al., 1997). However, removing many cues or disrupting the topological

relationship between cues by switching their locations does seem to disrupt the map
(O6Keefe & Conway, 1978; O6Keefe & Speakman
suggesting that the place code is anchored by conjunctions of cues. This is

consistent with the cognitive map theory of hippocampal function which suggests

that navigational behaviour is supported by learning the relationships between
constellations of stimuli within the&é&environ
Nadel, 1978).

Collectively, this body of research suggests that the place map may be driven by
various sensory inputs, depending on what is available to the animal. A stable place
map appears to be anchored to conjunctions of these sensory cues; as
manipulations that add or remove individual cues may not cause shifts in field
position. Manipulations which disrupt the conjunctive relationships between cues or
replace a large proportion of existing cues with new ones, such as when a maze is
moved to a different recording room, are likely to induce hippocampal remapping.
Crucially, manipulations to the environmental geometry also seem to induce
remapping. For example, changing the arena shape from a circle to a square causes
a complete remapping of place cells, while increasing the size of the environment
leads to remapping in half of the cells, and a rescaling of field size in the other half of
recorded cells (Muller & Kubie, 1987). Perhaps relatedly, manipulations to the
boundaries or borders of an environment also appear to induce local remapping,
which will be explored in the following section.

In contrast to hippocampal place cells, entorhinal spatial cells are 1) active across all
environments and 2) preserve their relative spatial and directional offsets relative to
each other across environments. However, in conditions that induce global
remapping in CA3, grid cells appear to realign their firing fields; co-recorded grid
cells maintain the same grid spacing, orientation and relative phase offset, but the
grid fields appear to shift systematically relative to the axes of the environment (Fyhn
et al., 2007). When environment B is novel, grid cells also likely exhibit a temporary

expansion of their firing pattern (Barry et al., 2007). Conversely, conditions that
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induce rate-remapping in CA3 induce no shift in grid field alignment or firing rate
changes in co-recorded grid cells (Fyhn et al., 2007). Interestingly, further research
has suggested that different grid modules may respond independently to specific
changes in the environment. For example, when an environment is squashed, grid
cells in modules with a larger grid scale (in more ventral mEC) appear to rescale
their fields far more than cells with smaller grid scales (Stensola et al., 2012).

Border cell responses are dominated by geometric borders and less by contextual
features of the environment. They retain stable fields across environments in
conditions where place cells would remap, and grid cells would realign their fields
(e.g. changing distal room cues). They also maintain their firing relative to each other
and relative to head direction and grid cells across environments or manipulations to

an environment (Solstad et al., 2008).

Interestingly, in an experiment by Rivard and colleagues (Rivard et al., 2004), CA1
place cells which had fields adjacent to a transparent barrier in one environment
were also shown to have place fields adjacent to the barrier in another environment,
whilst place cells with fields further from the barrier remapped unpredictably between
the two environments. Notably, the two environments used in this experiment were
geometrically identical and differed only in terms of the colour of the walls. As with
many of these place cell experiments, curtains also blocked off access to distal
visual cues. So, at least when environments are extremely similar, sensory cues are
limited and behavioural task requirements are none, place fields near barriers may

be maintained across environments.

1.4.6 How to Build a Place Cell

1.4.6.1 Boundary Vector Model

Beyond manipulations to sensory cues, another major influence over place cell firing
appears to be the presence of boundaries or barriers within an environment. For
exampl e, @Gurdess€1D®) olgserved that when a familiar, rectangular

environment is stretched, place cells with fields along that axis are stretched by a
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corresponding amount, or alternatively their fields split in two. Moreover, adding a

transparent barrier to the environment seems to cause local distortions of the place

map at the location of the barrier i with some cells losing their place fields, or

expanding their field size, while cells with fields further from the barrier are largely

unaffected (Muller & Kubie, 1987; Barry et al., 2006; Rivard et al., 2004; Alvernhe et

al., 2008). Indeed, the position of place fields in manipulated environments can be
predicted by their proximity to boundaries (
2000). Interestingly, isolated objects do not seem to cause this same deformation of

the fields, unless they are placed at the edge of the environment, where they

become more of a boundary or distal cue (Cressant et al., 1997). Removing

boundaries that previously defined the extent of the environment also seems to

disrupt the majority of place cells (Barry et al., 2006). Place cells maintain their firing

relative to the edges of a raised holding platform, when it is rotated, suggesting that

a drop which impedes movement alsoconstitut es a boundary (O6Keef e

These observations inspired a model of place cell firing, wherein place cell activity is

a continuous function of the | ocations of ba
environment (O06Keef e &uthbrshygothesized thed éxi8ténge. Thes e
of boundary vector cells upstream of place cells, whose tuning reflects the presence

of a barrier at a given distance and angl e.
cells were thought to provide feedforward input to place cells. Experimental evidence

for cells which seemed to perform these computations were subsequently found from

recordings in the areas upstream to the place cell network, firstly in the subiculum

(Barry et al., 2006; Lever et al., 2009), but subsequently in the entorhinal cortex

(Solstad et al., 2008; Savelli et al., 2008), and parasubiculum (Solstad et al., 2008),

(see section 1.4.4). Boundary cells seem to provide as least an equivalent excitatory

drive to place cells as grid cells do (Zhang et al., 2013). Boundary cells stabilize

more rapidly than grid cells and do not demonstrate prolonged field expansion in

response to novelty (Barry et al., 2012). Boundary responses also emerge in

development much earlier than grid responses (Bjerknes et al., 2014; Wills et al.,

2014). Place fields are smaller and more numerous towards the edges of a large

environment (Tanni et al., 2022; Hetherington et al., 1997).
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However, there is limited evidence for boundary cells that fire at a great distance
from environmental borders (Lever et al., 2009; Solstad et al., 2008; Savelli et al.,
2008), suggesting that they may function to anchor the edges of a place map, but
other cells, namely grid cells, might be especially important for maintain place fields
in the center of an open field environment. Consistent with this theory, medial
septum inactivation (which disrupts grid cells) does not appear to affect place codes
when the environment is small (Brandon et al., 2011, Mizumori et al., 1989).
However, when the same manipulation is carried out while rats explore larger
environments, you do see remapping of most place cells, except for those with fields
near the boundaries (Wang et al., 2015). These results suggest that inputs from
boundary vector cells are sufficient to sustain place cell firing near the boundaries in
the absence of grid cell inputs, but place cells with fields in the center of a large

arena require grid cell input.

1.4.6.2 Grid-to-Place Models

The hippocampus receives dense input from superficial mMEC, where most grid cells
are found (Sargolini et al., 2006). Early models suggested that place cells might
inherit their spatial coding from upstream grid cells (Fuhs & Touretsky, 2006;
ObKeefe & Burgess, 2005; Sreenivasan &
suggested that place cells might be the result of a linear summation of inputs from
specific, spatially overlapping grid cells from different modules (and spatial scales).
The strength of grid cell inputs to a given place cell would therefore peak at the
overlap of their spatial fields and then decay away. Hypotheses for how the strength
of this input is configured include 1) hard-wired connections (Solstad et al., 2006;
Hayman & Jeffery, 2008), 2) learnt via a heterosynaptic Hebbian learning rule (Fuhs
& Touretsky, 2006; Rolls et al., 2006; Hasselmo et al., 2009; Savelli et al., 2010),
and 3) achieved via competitive network interactions (Fuhs & Touretsky, 2006,
Monaco & Abbott, 2011; Lyttle et al., 2013).
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In support of this model, optogenetic dissection of the connectivity between mEC
and hippocampus has shown that a significant proportion of the excitatory
connections from mEC to place cells come from grid cells (Zhang et al., 2013). Place
fields become less spatial in proximal CA1, where mEC inputs are fewer (Henriksen
et al., 2010). Finally, place cells in ventral hippocampus have larger fields, as do grid
cells in ventral mEC and the topography of projections between the regions suggests
there should be preferential connectivity between these regions (Solstad et al., 2006;
Lyttle et al., 2013).

However, other experimental findings have challenged the theory. Firstly, CAl place
cells seem to emerge before grid cells during development (Wills et al., 2010;
Langston et al., 2010). More recently, selective disruption of grid cell inputs does not
disrupt place cell activity (Gil et al., 2018)2¢. Similarly, as previously mentioned,
medial septum inactivation T which seems to preferentially disrupt grid cells i does
not appear to affect place codes in small environments (Brandon et al., 2011,
Mizumori et al., 1989) but does cause remapping of place cells in the center of a
large arena (Wang et al., 2015). Similarly, knocking out HCN1 channels in mEC of
mice which increases grid scale also increase the size of CA1 place fields, and
reduces place cell stability, especially in cells with fields further from the boundaries
(Mallory et al., 2018). This again lends support to the idea that there might
heterogeneity in terms of feed-forward inputs with some place cells receiving more
input from boundary cells than others, or at least boundary-related input is sufficient
to drive cells when grid cell input is disrupted.

However, findings from inactivation and lesioning studies suggest that both selective
lesioning of layer IIl mEC, to disrupt the direct pathway input to CA1 (Brun et al.,
2008), as well as complete removal of the mEC (Hales et al., 2014), removing both

grid and boundary cell input from the mEC, caused an enlargement, broadening or

26 Grid scale and field size increase when an animal is placed in a new environment (Barry et al.,
2012) and remain expanded for several hours after novel exposure. However, place cell responses
rapidly stabilize in a novel environment and any temporary increase in place field size in response to
novelty decreases on a far more rapid timescale, as compared to the expanded grid fields (Barry et
al., 2012).
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dispersion of CAL firing fields, but did not eliminate place firing entirely. Where does
the spatial information in that case come from? While the majority of border cell input
might be expected to be routed via mEC input, there are also direct inputs from
boundary and grid cells in pre and parasubiculum to dentate gyrus, which could be
supporting these computations when meC is lesioned (Boccara et al., 2010).
Moreover, there is evidence of a direct projection from subiculum to CA1 which might
allow border computations to be transmitted via this route (Lever et al., 2009; Finch
et al., 1983). Other speculations involve the potential for LEC to contribute boundary
input (Deshmukh & Knierim, 2011; Tsao et al., 2013).

1.4.6.3 Conclusions

Neither the border cell or grid cell model of place cell firing explains place cell firing
in isolation. It appears that CA1 place cells receive heterogenous input from a range
of functionally defined upstream inputs (grid cells, border cells, other spatially
irregular cell types) but also subcortical inputs, as removing input from subcortical
structures (Miller & Best, 1980) or parasubiculum (Liu et al., 2004) does not eliminate
place fields but also leads to a decrease in field number and spatial information. This
is especially true in CA1 which receives both direct input from layer 11l mEC, as well
as indirect input via the perforant path. Moreover, So CA3, mEC subcortical input
and pre and parasubiculum all contribute to the precise coding in CA1 place cells.
Moreover, optogenetic dissection of the connectivity between mEC and
hippocampus showed that a significant proportion of the excitatory connections from
MEC to place cells come from grid cells, as well as several other spatial and non-

spatial cell types (Zhang et al., 2013).

Place cell firing is primarily driven by boundary and direct sensory inputs, while grid
cells act to maintain place firing through path integration in large spaces with few
boundaries, in novelty or few cues (Bush et al., 2014; Mallory et al., 2018). However,
the population of place cells may not behave homogeneously, This explains findings

such as partial remapping across the place cell population; different subpopulations
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of place cells will respond differently to environmental manipulations, depending on
their predominant feedforward input.

1.4.7 Linking Spatial maps to Behaviour

The most remarkable feature of the hippocampal place code is that the activity of

neurons many synapses from the periphery should correlate so compellingly with a

measur abl e f eat ur evioorfits x-yhpesitienmispacel Howeveb, e h a
direct evidence | inking the activity of plac
behaviour have, until quite recently, been lacking (butsee O6 Keef e & Speakman
1987).

Early studies showed that the hippocampus in general needs to be intact for an

animal to perform a task that requires integration of cues to localize a goal, such as

on the watermaze task (Morris et al., 1982,
1975). However, this is not direct evidence that the spatial cells are necessarily

required for these computations. Indeed, some authors (Eichenbaum et al., 2017)

have argued that the traditional place cell experiment where an animal freely forages

for food in an open ar enaofdoognitivednapofteequi r e t h
environment i animals can solve this task by a simple random walk strategy,

possibly combined with taxis towards food when it is seen or smelt. This suggests

that the cells in the hippocampus support a cognitive map of space even when the

task demands do not require it.

Until recently, evidence for a link between place coding and behaviour was mostly

indirect. For example, experiments showed that the place map of disorientated mice

appears to align to the geometry of the environment, and, in a goal-directed memory

task, the alignment of the place map can be used to predict the navigational

behaviour of the animal (Keinath etal.,2017; see al so Ob6Keefp & Spe
Similarly, in humans navigating for hidden locations within a virtual room (Hartley et

al., 2004) and rats navigating to a hidden platform on the Morris water maze
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(Hamilton et al ., 2007) when boundaries are
appear to translate with these displacements. These findings would be predicted by

the boundary-vector cell model of place firing, wherein place fields are the result of

boundary vector cells and where boundary vector cells realign or stretch with the

displaced boundaries.

The first direct evidence for a direct relationship between CAL1 activity and behaviour
came from a recent study by Robinson and colleagues (Robinson et al., 2020).
These authors used an all-optical approach to image and stimulate individual CA1
neurons as animals performed a VR linear track task with a fixed reward zone. They
found that holographic stimulation of only a few tens of neurons at a fixed stimulation
zone was sufficient to bias the animal s beh
cells while the mouse was in the stimulation zone was sufficient to drive increased
licking around this zone. Conversely, stimulating cells with fields at the start of the
track did not lead to an increase in lick rate and instead tended to cause animals to
overshoot and miss the reward zone. Interestingly, stimulation also seemed to lead
to a learning effect wherein over the course of a stimulation session animals tended
to decelerate prior to the stimulation zone. While the exact circuit mechanisms and
downstream effects of these manipulations are speculative, these findings suggest
that the distance between computations in CA1 and spatial behaviour can be

relatively small.
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1.4.8 Long-term Stability of the CA1 Code

AA critical assumption about the organizatio
are stable. That is, they show a continuity of function over time. This assumption is

so fundamental thatitisi mpl i ci t 1 n virtually Ehemepsop t heor
& Best (1990).

This stability assumption is perhaps even more true of representations of memory i

where encoding is assumed to involve plasticity to produce stable changes to the

network and subsequent recall is presumed to involve reinstatement of that same

net work state that was present at encoding,
assembly or engram hypothesis. Before 2013, the prevailing assumption was that if

you could manage to track the same place cell units across multiple days, they

would maintain stable fields across time. And indeed, in early (rather heroic) studies

this seemed to be the case. Thompson and Best (1990) recorded ten units over the

course of multiple days 1 including one unit which was followed for 153 days i as

animals were exposed to the same radial arm maze and found that field positions

seemed to be remarkably stable.
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Figure 1-21 Turnover of Active CA1 Population, as Revealed by One-Photon Imaging
in Freely Moving Mice. Ziv and colleagues observed an apparent turnover of the active
CA1 population; while place field tuning (centroid shift) remained stable over time, the
probability of recording a given place cell (or CA1 cell generally) decreased rapidly with
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across days, while the total number of active cell did not change. Thus the active population
of CA1 cells appears to change across time. Figure from Ziv et al., 2013.

The introduction of techniques which facilitated chronic imaging of the same neurons
across days made addressing this question more tractable. In 2013, Ziv and
colleagues in the Schnitzer lab used a miniature head-mounted one-photon
microscope to record the activity of hundreds of CA1 neurons as mice freely ran
traversals of a familiar linear track (Ziv et al., 2013; Figure 1-21). Mice were imaged
on consecutive days for up to 45 days and imaging data were aligned to try to match
the same imaging field across days. Surprisingly, the experimenters observed an
apparent turnover of the active cell population; for a given day the probability that an
active cell would remain active 5 days later was approximately 60%. At a 30-day
interval, the overlap between active populations was approximately 40%. When sub-
setting the data to include only cells with a place field, the overlap at a 5-day interval
was approximately 25%, declining to 15% at 30 days. However, crucially, when cells
were active and had a place field across multiple sessions, field location was largely
consistent even at intervals of 30 days between recording sessions.

Later studies, again using one-photon imaging (Rubin et al., 2015; Gonzales et al.,
2019), or two-photon imaging (Hainmueller & Bartos, 2018), where you can more
convincingly image the same neurons across time, have largely supported these
findings . Again, the most consistent result is a turnover of the active population
across days, with field location remaining largely preserved. Similar drift to the active
population has also been observed in time cells (Mau et al., 2018). Changes to field
position across days are observed when very large tracks (40m) are used (Lee et al.,
2020). However, in this case the animal only experiences a few laps per session,
and it is questionable to what degree fields are stable even within a session.
Importantly, it seems to be elapsed time, rather than degree of exposure to the track
that appears to drive the observed turnover, as a similar degree of overlap in the
active cell population is seen in sessions separated by ten days, regardless of
whether the animal was exposed to the track during this time or whether he was left
in his home-cage (Gonzalez et al., 2019). This suggests that the main phenomenon
is spontaneous drift to the active population over time, rather than any modification

to the code as a function of accumulated experience on the track.
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Importantly, experiments where animals have been exposed to the multiple
environments over the course of weeks have indicated that, despite this ongoing
population drift, environments remain sufficiently orthogonal, so that the similarity
between environments within a day remains lower than the similarity between the
same environment measured several weeks apart, and context and experimental
day can be decoded independently (Rubin et al., 2015). It seems that
representational drift over time and encoding of context occur orthogonally, allowing
a stable readout of spatial context, even using data from several weeks previously
(Keinath et al., 2022).

What could cause this apparent drift to the place code over time? One suggestion is
adult neurogenesis in the dentate gyrus, which occurs over a period of weeks and
has been suggested to cause ongoing modifications to hippocampal circuitry
(Aimone et al., 2006; 2009). Another suggestion is turnover of basal dendritic spines
in CAl over the timescale of days. Incredibly, all dendritic spines in the hippocampus
are expected to turn over across the period of several weeks (Atardo et al., 2015;
Atardo et al., 2018). Indeed, one imaging study has indicated that the variability of
dendritic events across runs down a VR track is predictive of across-day place field
stability, based on somatic transients (Sheffield & Dombeck, 2015). However, more
in keeping with the main finding of changes to the active subset of cells (rather than
changes in tuning) are hypotheses related to changes to global excitability of

neurons across days.

Intracellular recording studies in freely moving rats have revealed that, prior to
exposing animals to a novel environment, cells that go on to have a spatial field in
the environment are intrinsically more excitable than cells which will be silent
(Epstein et al., 2011). Subthreshold responses of silent cells when recorded at the
soma are not spatially tuned. However, depolarizing the cells somatic membrane
potential by injecting a small constant current into the soma i1 i.e. in a spatially
uniform manner i is sufficient to drive silent cells to spike and form a place field (Lee

et al., 2012). Conversely, a small hyperpolarization at the soma is sufficient to
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convert a place cell to a silent cell. These results suggest that most CA1 pyramidal
cells receive spatially tuned synaptic input at the dendrites?’, which is nonlinearly
propagated to the soma, gated by the somatic depolarization of the cell. Thus,
variables other than those which change the nature of the spatial input to the cell
(learning related LTP at the synapse), and instead just increase the excitability of the
cell, have a determining effect on whether a pyramidal cell displays place-specific

spiking on a given day.

One source of this excitability in some cells might be prior learning itself. The
transcription factor, CREB (cCAMP-responsive element-binding protein) undergoes
phosphorylation-dependent activation, persisting for several hours in the vertebrate
hippocampus, following LTP induction (Impey et al., 1996). Atrtificially increasing
levels of CREB in a subset of cells in the lateral amygdala increases the likelihood
that these cells will be incorporated into a memory trace (Han et al., 2007; Yiu et al.,
2014). Overexpressing CREB also leads to increases in excitability (Yiu et al., 2014;
Zhou et al., 2009). Taking together, this evidence suggests that subsets of neurons
that are recruited by a novel learning event might subsequently have elevated
excitability for several hours following this experience, mediated by elevated CREB,
perhaps increasing the likelihood these neurons will be recruited into a subsequent
memory code. This is exactly what has been observed in CA1l; the representations of
two different spatial contexts recruit a greater proportion of overlapping cells when
both environments are first encountered 5 hours apart as compared to when the
environments are first encountered 7-days apart (Cai et al., 2016). Moreover, fear
conditioning in one environment leads to a generalized fear response in a second
neutral environment if the environments were first learnt on the same day, but not if
they were learnt a week apart. These findings appear to be due to a transient
increase in cell activity following new learning which subsequently binds together

representations that were acquired close in time (see Lisman et al., 2018; Jossyln &

27 Inputs from the dendrites are thought to be non-linearly propagated to the soma. What the nature of
the spatially-tuned input is at the dendrites is another discussion. For example, in visual cortex, it has
been shown that individual dendritic branches are tuned for different orientations of visual stimulus,
regardless of the neurons somatic tuning (Jia et al., 2010).
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Frankland, 2018). One interesting possibility is that CREB might be used to tag

neurons involved in learning for later offline activation.

Speculative mechanisms aside, an important question is why does this drift happen
T is it a design feature or a consequence of a noisy and highly plastic hippocampus?
There have been variable suggestions for the computational role of drift and a series
of interesting reviews on the subject (Mau et al., 2020; Chambers et al., 2017; Rule
et al., 2019). Answering this question inevitably elicits more basic questions about
what CALl is encoding. Is the hippocampal code primarily a spatial map that is
constrained by variable, highly plastic circuits, leading to drift over time? Or are
other, non-spatial elements incorporated into the code? In which case, drifting
dynamics might faithfully represent changes to the content of the representation
across days. For example, while the gross spatial environment may be the same,
there might be key differences in terms of external cues that are not under the
control of the experimenter, intervening experience, internal (including motivational)
cues of the animal, subsequent learning or recall, as well as elapsed time itself, that

are reliably encoded in the CA1 representation.

But how are stable representations related to features of the external world read-out
by downstream regions, given that the code drifts over time? Interestingly, so-called
representational drift is not unique to the hippocampus; similar findings have been
observed in barrel cortex (Margolis et al., 2012), motor regions (Liberti et al., 2016;
Peters et al., 2017), lateral entorhinal cortex (Tsao et al., 2013) and parietal cortex
(Driscoll et al., 2019). Like in the hippocampus, the most common observation is a
change in activity levels across days causing cells to drift in and out of the active
population, rather than changes to the tuning of individual neurons. Therefore,
perhaps brain regions change coherently or re-weight their inputs, mediated by
internal error prediction signals, to allow brain regions to achieve faithful decoding,
despite drift (Rule et al., 2019; Rule et al., 2020; Hasselmo, 2006). Longitudinal
experiments recording from multiple brain areas across days (e.g. CA1 and

subiculum) will inform these hypotheses.
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Could drift be related to memory flexibility and generalization? Some authors have
suggested that drift (be it mediated via dendritic spine turnover of general changes to
excitability over time, or both) and effective changes to the active cell population is a
way of prioritizing different subsets of neurons for memory encoding or updating,
contributing to memory flexibility (Mau et al., 2020). This could be consistent with the
systems consolidation theory where information is redistributed across hippocampus
and neocortex over the course of memory consolidation. As memory becomes
integrated into cortical networks, the redundant information in hippocampus can
effectively be reallocated for future encoding, leaving just a small subset of neurons
to reliably maintain a hippocampal engram of the original learning event across days.

Finally, there is an interesting parallel between the turnover of active cells and
dropout, a form of regularization used when training deep neural networks, wherein
the weights of a proportion of network units within a layer are randomly set to zero
on a given training epoch. Dropout is effectively used to reduce overfitting (i.e. the
ability of the network to generalize to unseen training data). The combination of
dropout plus the use of an overparameterized network (i.e. a large number of units)
is used as a strategy to increase the likelihood of convergence to an optimal solution
but prevent overfitting. Is this combination of redundant coding plus dropout
essentially what is observed in the CA1 code across days? And might these
strategies be used by the CA1 network in a similar way i to flexibly generalize to
new data? Ultimately, many of these theories related to the potential computational
value of turnover remain currently untested and experimentally quite intractable.
Some of these answers are going to require across-area longitudinal recordings to
understand how the input-output transformations within and between hippocampus

and cortex change across time and experience.

1.5 The Rodent Hippocampus Maps More Than
Space

The discovery of place and grid cells largely defined the electrophysiological
characterization of neural activity in the hippocampus of rodents in terms of spatial
memory or spatial navigation. In many of these early experiments (e.g., Muller &
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Kubie, 1987) experimenters reported cells which seemed to represent purely spatial

codes. However, inthese free-f or agi ng experiments the effec
trajectory, speed and direction of movement and response to reward were effectively

subtracted out by the experimenter through the random delivery of food and the

accumulation of data across the whole session to create neural tuning profiles.

However, even in early experiments, most notably from the Eichenbaum research
group, when animals performed more structured, goal-oriented tasks, it appeared
that pyramidal cells in the hippocampus were sensitive to features other than
allocentric space. Subsequent research has confirmed these findings. It is now
generally accepted that hippocampal cells can encode space, time, and other task-
relevant features such as rewards or cues. In the next section | will review these
findings, before addressing modern theories of hippocampal function, based on

these discoveries.

1.5.1 Time Coding

As has been discussed at length, cells in the hippocampus of mammals provide
representations of allocentric space, linking together contextual cues and self-motion
information to form a map and potentially subserving episodic memory. Theoretical
accounts of hippocampal function suggest that the hippocampus might also be
involved in tasks in which discontinuous items must be associated not only in space,
but also in time (Wallenstein et al., 1998). Experimental support for these ideas
come from experiments where lesions to the hippocampus impairs performance in a
delayed spatial alternation task or a delayed non-match to position task (Ainge et al.,
2007, Hal l ock et al ., 2013) . Hi ppocampal |l es
odour sequences, while sparing the ability to recognize whether individual odours
were present or absent in a sequence after training (Fortin et al., 2002). Subsequent
research has found a wealth of evidence that neural populations in the hippocampus
provide representations of temporal delays or encode temporal order within a
memory task (see Eichenbaum, 2014; Ranganath & Hsieh, 2016; Davachi &
DuBrow, 2015; Howard et al., 2014, for review).
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For example, Pastalkova and colleagues observed neurons in CA1 that were locked
to certain temporal offsets in the delay period of a delayed spatial alternation task
(Pastalkova et al., 2008; Figure 1-22). During this delay, rats ran on a running wheel
(self-paced) in the stem of the maze for a certain predictable duration (10 or 20
seconds). The firing fields of a subset of neurons were observed to tile this delay
period, firing at reliable temporal offsets which were stable across trials. A different
temporal code was observed during this delay period depending on whether the rat
was about to make a left or right choice at the end of the maze. Moreover, error trials
T where the rat visited the same arm twice in succession i could be decoded from
the population activity. These findings suggest that hippocampal time sequences
might be important for maintaining memory during this delay period, potentially
representing the ratods intendesdndpteet hs t hroug
studies, the population of so-called time cells overlapped with place cells, with many

cells also having spatial fields in the arms of the maze (Pastalkova et al., 2008;
Kraus et al., 2013; Mau et al., 2018).
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Figure 1-22: Hippocampal 6 Ti me . Cadt) Six exadmple cells which fired reliably at a
given temporal offset from running onset on the wheel. Right) A population of co-recorded
time cells, ordered by the latency of their peak firing rate. From Pastalkova et al., 2008.

Subsequent studies found similar time-locked responses in a delayed non-matched
to object task. For example, in a study by MacDonald and colleagues (MacDonald et
al., 2011) rats were presented with one of two objects and then experienced a ten-
second delay, after which the rat was presented with one of two odours in a sand
pot. Each object was associated with a particular odour. When these combinations
occurred in the trial the animal would be rewarded for digging in the correct sand pot.
The authors looked at the activity of CA1 cells during the delay period of the task and
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again, noted cells whose firing was locked to a certain offset in time during the delay
period?®. Notably this study suggested that if the temporal delay is scaled, it appears
thatyougetapartial6r et i mi ngé effect in the ti me
maintain their firing field relative to the delay start, some cells scale their firing fields
to match the change in temporal delay and some cells lose their fields or exhibit new
fields at a different temporal offset (MacDonald et al., 2011).

Further experiments dissociated the effects of movement or distance run versus
elapsed time by experimentally manipulating the running speed of the animal during
the delay period using a treadmill (Kraus et al., 2013). Therefore, in this experiment
rats ran for set durations, within a certain spatial location in the maze, but crucially
covering different distances across trials, depending on the speed of the treadmill. In
this setup the firing rate of most neurons were modulated by both time and distance,
but some were influenced by either variable in isolation. In another study rats were
head-fixed in place and performed simple delayed matched-to sample task
(MacDonald et al., 2013). Although the firing rate of cells was decreased compared
to other experiments where the animal was unrestrained, these authors still
observed temporal sequences in CAl, even without movement or head-direction
information. The authors suggest these findings contradict theories that time cells

might be representing intended paths through space (e.g. Pastalkova et al., 2008).

Time cell responses have also been observed in CA3 (Salz et al., 2016) and mEC
(Heys & Dombeck, 2018; Kraus et al., 2015; Tsao et al., 2018). While in one study
single grid cells were shown to encode both space and time (Kraus et al., 2015),
other recordings made during immobility (Heys & Dombeck, 2018; Heys et al., 2014)
suggest that there are anatomically distinct subpopulations in the mEC which encode
space and time. Transient optogenetic inactivation of mEC during the delay period of
a delayed non-matched to position task appears to disrupt time cells in CA1 and
affect memory performance (Robinson et al., 2017). Thus, it seems, like spatial

coding, temporal coding in CA1 is likely inherited from upstream regions.

28 Note, it is not obvious what behaviour the animals were exhibiting during the delay phase of the
task, but it appears that they were in the theta states.
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Like place cells, time cells exhibit theta phase preference and phase precession
across the temporal field (Pastalkova et al., 2008). Notably, in studies where the
animal is not running continuously or at all during the delay period (Gill et al., 2011;
MacDonald et al., 2013), a robust theta band oscillation in the LFP is nevertheless
observed (Gill et al., 2011; Bland, 1986). Medial septum inactivation, which disrupts
hippocampal theta rhythm, has been shown to disrupt the specificity of time coding in
CAl (Wang et al., 2015). However, this manipulation also likely disrupted grid cells,
which, as mentioned above, also display time coding. Moreover, optogenetic
silencing of MEC has been shown to disrupt time cells in CA1 without affecting theta
power or phase precession (Robinson et al., 2017). Regardless of whether theta is a
necessary component of accurate temporal coding, it certainly appears that, like
place coding, time coding in CA1 occurs when the hippocampus is in a theta state,

even if the animal is not necessarily moving around the environment.

1.5.2 Hippocampal Representations of Behavioural Trajectories/
Abstract Task Features

Beyond space and time, the canonical axes onto which episodic memories are
supposedly mapped, the firing of cells in CA1 have been found to encode other
features of a structured task, particularly when the animal is rewarded for attending

to these features (see Eichenbaum, 2017 for review).

For example, Wood and colleagues trained rats trained on an odour-guided
continuous non-matching-to-sample task with nine different locations (Wood et al.,
1999). On each trial animals had to dig in a cup containing sand, scented with one of
nine odours. If the presented odour was different to the previous trial, a cereal
reward was present in the cup and the animal had to dig to retrieve it. If the odour
was the same, no reward was present, and the animal had to turn away from the
cup. After a short delay, the cup was removed, and a new trial began with a pseudo-
randomly selected location-odour combination. The authors recorded from cells in

CA1 and CA3. Surprisingly, the firing rate of ~40% of cells was associated with non-
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spatial features of the task, reflecting instead odour identity (12%), trial-type (16%) or
approach behaviour (35%). Approximately 30% of cells were associated with the
position of the cup (and therefore the rat), but only 17% coded for cup position
exclusively. Various conjunctions of these features, especially position conjunctions
were also recorded (e.g 22% cells encoded position & trial type). Similarly, in a more
recent experiment rats were trained on an odour sequence and subsequently
presented with sub-sequences (e.g. ABC) or out of order sub-sequences (e.g. ABD)
over successive trials. The authors observed sequences of CAL cell activity during
the odour sampling and delay periods that were specific to each odour and
differentiated between correct and incorrect trials (Shahbaba et al., 2022).

Hippocampal cells have also been shown to differentiate certain spatial locations,
depending on task context. For example, when rats are switched from random
foraging to sequential retrieval of food from several specific locations within the same
arena, a significant number of place fields shift location (Markus et al., 1995).
Moreover, in a spatial alternation task where performance requires knowing not only
where you are now but where you have just been, some hippocampal cells fire
differentially on the stem of the maze before left versus right turn trials (Wood et al.,
2000; Ferbinteanu & Shapiro, 2003; Ainge et al., 2007; Kinsky et al., 2020; Levy et
al., 2021, Lee et al., 2006). These so-called O6spl i tterd& neurons appe
firing fields closer to the goal with experience, whereas cells with fields outside of the
stem, do not (Lee et al., 2006). Splitter cells have also been observed in the
entorhinal cortex (Frank et al., 2000; Lipton et al., 2007). The left-right discriminability
of splitter cell responses correlates significantly with behavioural performance
(Kinsky et al., 2020). As well as distinguishing left or right turn trials, CA1 activity can
also distinguish sample versus test trials (trial phase) in a delayed non-match to
position task (Griffin et al., 2007; Levy et al., 2021).
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Figure 1-23: Experiment by Sun et al., 2020. Mice ran 4 consecutive laps of a square
maze per trial and always received a reward at a fixed reward zone on trial one. The authors
found cells in CA1 which fired at a certain location along the track but had a strong
preference for a particular lap in the trial sequence (L1-4).

In one striking example of the modulatory effect of task-context or structure, Sun and
colleagues used one-photon microscopy to record CAL1 cells as mice ran laps of a
square-shaped linear track (Sun et al., 2020; see Figure 1-23). Each block was
composed of four laps and mice were rewarded at a specific corner of the track at
the start of each block. The animal ran 15-20 blocks in succession. As well as
recording typical place cells (72% cells), the authors also observed cells (31%) that
exhibitespedcavfarrt rate remappingé, wherein the
modulated not only by place but by lap number within a block (termed ESR cells).
For example, a cell might fire specifically on the second lap of a block, within a
certain location on the maze. Most cells were sensitive to the first (rewarded) lap
(50% of cells), but approximately 16% of cells were classified as ESR cells on
subsequent laps 2-4. Crucially, after training animals in the first square track, the
animals were moved to a second, circular track, while maintaining the same task
structure. This induced remapping in the field locations of place cells and ESR cells.
However, 38% of strong ESR cells maintained their firing preferences relative to lap
number i firing fields shifted relative to room coordinates but a cell that increased its
firing rate during the first laps in the square was more likely to do so in the circle.
Moreover, blocking inputs from the mEC caused a shift in the preferred lap of ESR
cells, but left field spatial location intact (essentially a form of rate remapping),
suggesting that the task structure was inherited from upstream mEC input,

potentially from grid cells (see section 1.6.6).
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Figure 1-24: Hippocampal Spatial Cells Encode Sound-Frequency Space. Top: Task
used by Aronov and colleagues. Rats were trained to use a joystick to adjust the frequency
of pure tones played from a loudspeaker to within a certain target range, and then release
the joystick to receive a reward. The speed of traversal along this frequency trajectory was
varied across trails. Bottom: A subset of CA1 cells and mEC cells were found to fire at
discrete locations within sound-frequency space and, as a population, tiled the space
between level press, tone-on period and lever release. These frequency-modulated cells
overlapped with traditional spatial cells (place and grid cells in the examples shown here).
Figure adapted from Aronov et al., 2017.

All the above examples can be thought of as contextual coding within a spatial or
temporal framework; some cells differentiate their firing in response to various task-
related cues or behaviours relevant to the task. But can the hippocampus encode
continuous stimulus dimensions other than space and time? In a ground-breaking

experiment, Aronov and colleagues addressed this question directly. Rats were
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trained to use a joystick to actively increase the frequency of pure tones played from
a loudspeaker to within a certain target range and then release the joystick to receive
a reward (Aronov et al., 2017; see Figure 1-24). The speed of traversal along this
frequency trajectory was varied across trials so that rats learnt to attend to the
correct frequency band (rather than elapsed time). The authors observed cells in
CALl that formed discrete firing fields, reliably locked to certain positions along the
one-dimensional sound-frequency space (6% recorded CA1 cells). As a population,
these cells tiled the space between lever press, tone-on period, and lever release.
Cells in mEC with multi-peaked fields in frequency space were also observed (9.4%
of cells). Notably, both these populations overlapped with place and grid cells
recorded as the animals randomly foraged in 2D arenas. Notably, cells also exhibited
phase precession during the sound task. As in a previous study, neurons in CA1
responded to the auditory tones when they were task relevant but not when they
were passively played back to the expert animal in the absence of the task (Sakurai,
2002). While the results from Sun et al. suggest that the hippocampus can encode
conjunctions of spatial position and gross location within task space, these findings
from the Tank lab suggest that the hippocampus can encode continuous non-spatial
task relevant stimulus dimensions, such as tone frequency, in the same fine-grained

manner as space is encoded in the hippocampus.

An interesting and outstanding question, especially given the apparent strong
influence of boundaries on the spatial firing of place cells is what boundary cells
contribute to the encoding of CA1 cells along more abstract stimulus spaces. For
example, in the experiment by Aronov and colleagues, although most of the cells
classified as border cells recorded as rats explored open arenas also exhibited
stable modulation of their firing rate by features of the sound modulation task (42/68
recorded border cells), it is not obvious that these cells responded preferentially at
task boundaries i i.e. firing at lever press or release. In fact, the distribution of
average firing fields across the task periods appears very similar when comparing
grid and border cells. Are boundary responses only invoked by physical geometry
and not abstract boundaries in mice and men? And if so, are abstract spaces really
encoded using the same mechanisms as physical space, as some recent theories

suggest (see section 1.6)?
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1.5.3 Representations of Objects, Cues and Rewards

It has long been known that hippocampal cells are sensitive to the manipulations of

objects and especially rewards within the environment. For example, early

investigations correlating features in the environment with the firing of hippocampal

units categorized some cells as Omisplace ce
only when an unexpected object or reward was present in that location, or when an
expected object or rewalf76). Tveaetsestoswili ng ( O6Kee

explore goal and object coding in the hippocampus.

1.5.3.1 Goal Coding

Early explorations into the firing correlates of hippocampal neurons reported the
correlation between hippocampal complex spikes and the approach or consumption
ofrewmar d, termed O6consummatory approachd or 06gc
Eichenbaum et al., 1987). More recent experiments have revealed a tendency for
place cells to overrepresent a fixed goal region of an environment (See Nyberg et al.,
2022). In the first of these studies, Hollup and colleagues trained rats to navigate
towards an escape platform located at a fixed location within an annular water maze
(Hollup et al., 2001). Place cells were found to accumulate around the escape
platform; the percentage of cells with fields within this region was more than twice
that of equivalently sized regions elsewhere in the arena. This effect was not
observed if the goal location was consistently moved around in an unpredictable
manner during training. A vast number of studies have replicated this increased
density of CA1l place fields around a goal, mostly using appetitive reward
contingencies (Dupret et al., 2010; Danielson et al., 2016; Lee et al., 2006; Zaremba
et al., 2017; Sato et al, 2020; Lee et al., 2020; Gauthier & Tank, 2018; Robinson et
al., 2020). Although other studies have not replicated this finding, especially in tasks
where animals have to navigate to the goal from different starting locations across
trials (Duvelle et al., 2019; Pfeiffer & Foster, 2013; Spiers et al., 2018). Additionally,
goal clustering is not seen in CA3 (Dupret et al., 2010). However, in CA1l, the

increased density of place cells around the goal appears to emerge as a
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reorganization of activity during learning (Zaremba et al., 2017), a process that is
NMDAR-dependent and possibly involves offline reactivation during rest (Dupret et
al., 2010).

Is this overrepresentation of the goal in CA1 behaviourally relevant to the animal?

The findings are mixed. Indirect evidence comes from a study of a mutant mouse

model of schizophrenia as they performed a head-fixed goal-oriented learning task

(Zaremba et al., 2017). Mutant mice did not display an increased place field density

at the goal and showed a concomitant learning deficit, as compared to control

animals. In contrast, causally inducing or inhibiting CA1 goal overrepresentation via

stimulating or inhibiting locus coeruleus-CA1 axons does not affect the ability of mice

to learn to lick at a new reward zone (Kaufman et al., 2020). As previously

mentioned, optogenetic stimulation of small numbers of place cells with fields at the

reward zone while the mouse was at a consistent stimulation location outside of the

reward zone was sufficient to drive licking around this stimulation zone (Robinson et

al., 2020). However, activation of place cells with fields at the start also introduced

changes to behaviour and it is unclear to what degree stimulation of reward zone

cells basically drove a general self-l ocal i zati on si gnaward{the. e. 0y
reward zone versus whether there was something special about the
overrepresentation at the reward zone that d
the doal 0)

Relatedly, another question that arises in the literature is whether the additional
density of place cells around the goal are in fact typical place fields or whether there
is a separate population of goal-coding neurons in CA1 which are recruited
specifically at goal regions. One paper by Gauthier and Tank (2018; see Figure 1-25)

suggests that there is indeed a small population (1-5% of recorded cells) in the

2% Notably in these VR studies, as well as observing an overrepresentation of CA1 cells at the goal,
you typically also observe an overrepresentation at the ends of the track which (especially when a
blackout is used to separate runs) is a highly salient portion of the track. The question of whether
these results are mainly driven by a general self-localizing signal versus a cue-driven signal (i.e. you
are at the reward zone) might be effectively addressed by repeating the experiment in a longer track
and stimulating cells within a fixed radius away from either end of the track, the reward zone and any
polarizing cues.

88



subiculum and CAL1 that specifically encode the anticipation region leading up to a
goal location. These authors used two-photon imaging to record from many
hundreds of neurons simultaneously as mice explored various one-dimensional VR
linear tracks. They observed that most of the neurons composing this increased
density at the reward zone in one familiar virtual reality environment, also maintained
their firing field offset to the goal when the goal was moved to an earlier position
within the same track. Most significantly, some cells maintained their firing fields
relative to the goal even when the animals were moved to a different VR
environment with a new goal location, a manipulation that in place cells (cells with
fields outside of the goal region) tended to induce remapping®°. Notably reward-
associated neurons never became place cells in either of the remapping
manipulations, leading the authors to claim that these reward-coding cells were a

separate population.
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Figure 1-25 Reward Coding Cells, Gauthier & Tank, 2018. Left: the authors observed an
increased density of place cells around a fixed reward zone during navigation along one-
dimensional VR tracks. Right: When animals were moved from one track (A) to another (B),
each of different lengths, a subset of reward coding cells appeared to maintain their firing
fields locations relative to the fixed goal, rather than remapping, as place cells did, to reflect
the change in available visual cues. Figure adapted from Gauthier & Tank, 2018.

30 There are some caveats. Taking just the remapping result, the authors recorded mice on two
virtual tracks of two different lengths (4m and 2.5m). Then to assess global remapping they looked at
population vectors across the shorter track and the first 2.5m of the longer track (which therefore
excluded the reward zone) and found these values to be low (0.099). However, this result could be
largely driven by cells active at the reward zone which were not active in the other environment. l.e.
the main effect of reward cells clustering across the goal and maintaining firing fields across
environments might be contributing to the strong remapping result in place cells, which the authors
likely over-estimated.
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The Gauthier study is significant in that, as explored in section 1.4.5, changes in
context are one of the strongest drivers of place cell remapping. Thus, the
demonstration of retained elements of the neural code across environments is
surprising. Of course, one could argue that the paucity of orienting cues, the lack of
head-direction or vestibular input and the general artificial nature of head-fixed VR
experiments in mice (e.g. the non-Euclidian nature of the transition structure induced
by teleporting the animal at the end of the track) might mean that reward is an
especially salient orienting cue in these experiments, causing only a partial
remapping across environments. Reward cells with fields in multiple goals also
occupied a very small proportion of the overall recorded population (0.8%), or 4.2%
of the cells with fields across both conditions.

What could be the theoretical significance of these reward associated cells? On the

one hand, these reward representations appea
hypot hesi zed by Burgess and Ob6Keefe over two
O6Keefe, 1996) . I n this model , sgwwlancltowe | | s, d
goal locations within the spatial map. Certain goal cells are tuned to specific

distances and particular directions relative to the goal. For example, when the animal

to is to the north of the goal, a north-tuned goal cell will fire more than a south-tuned

goal cell. As the animal moves closer to the goal, all goal cells increase their firing

rate. Thus, a simple heuristic for goal-directed navigation is to compare the neural

representation of the goal to the current representation and move so as to increase

their similarity®!. Cells in the hippocampus of freely flying bats have subsequently

been discovered which fit this description (Sarel et al., 2017). Perhaps the reward

associated cells described by Gauthier and Tank are the one-dimensional versions

of these same goal cells as they appear when the animal is constrained to run in one

direction down the track.

31 Note this mechanism works only when the agent is within a certain distance from the reward,
defined by the radius of the largest goal-related place field (Bush et al., 2015).
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However, corroboration of the Gauthier result has been lacking. While at least one
other study appears to support the main finding of a population of reward coding
cells (Sato et al., 2020), on closer inspection these authors are clearly measuring
different phenomena. Sato and colleagues trained mice to run in very cue-poor
environments with one main landmark and one fixed reward zone, in an infinitely
repeating corridor. In this setup mice did not appear to anticipate the reward zone
with changes in lick rate before reward delivery and, while the authors do observe an
increase in field density at the reward zone, this peaks sharply at reward delivery,
instead of ramping up before the reward zone, as in the Gauthier paper. Moreover,
when the reward was probabilistically delivered to the animal in the same location on
50% of the trials, the increased field density in the reward zone was eliminated in
trials where the animal did not receive reward, suggesting that reward delivery itself
rather than reward anticipation (as in the Gauthier paper) drove place field density in

this experiment.

Other authors have suggested that the excess of field density at fixed reward zones
is not necessarily explained by a subpopulation of CA1 cells which fire exclusively at
reward zones (Lee et al., 2020). Lee and colleagues trained mice to run along huge
40m virtual linear corridors and found that, while there is a density of fields in
equivalent goal positions across environments, cells with fields at the goal in
environment A did not necessarily have a field at the goal in environment B. These
authorssugge st t hat reward acts as a constant
field propensity, which is skewed across the population. The introduction of reward
increases the likelihood that all cells have a field in this zone. Thus, the minority of
cells with a high propensity to form fields might be more likely to form fields at the
reward zone but also display other, non-reward fields. Cells with a low propensity
might be more likely to form sparse representations of reward, which may be
conserved across environment as field propensity is conserved across
environments. These authors suggest that the small minority of reward associated

cells observed by other experimenters (Gauthier & Tank, 2018; Sato et al., 2020)
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could be explained as cells that could have also had non-reward related place fields
but did not by chance, largely due to the small size of the environments used?.

However, not all studies have even replicated the basic finding of an increased field
density at the goal (see Poucet & Hok, 2017 for review). For example, in one study
(Hok et al., 2007), rats performed a continuous place navigation task within a circular
arena. Rats had to enter an unmarked circular goal zone and stay there for two
seconds to release a food pellet, which was dispensed at a random location within
the environment and the animal had to forage to locate the reward. After the rat
consumed the reward and subsequently spent at least 3 seconds outside of the goal
zone, entry to the goal zone would again trigger release of a reward in a random
location and the process would repeat. Under these conditions, no clustering of
place fields was observed at the goal location33. Other experiments by members of
the same group using this procedure of having a fixed goal triggering reward release
but having actual reward consumption occurring in random locations, also did not

observe place cell clustering around the goal (Duvelle et al., 2019).

From these mixed findings it is challenging to know what to conclude about specific

goal coding in CALl. When goal-directed tasks are used, it appears that in many

studies place cells tend to accumulate around a fixed and predictable goal. While

previous theory predicted a discrete subpopulation of goal cells, especially in
downstream regions of the hippocampus (Burge
only modest experimental support for this theory (Gauthier & Tank, 2018). Notably in

all experiments, while the authors generally observed an increase in lick rate and a

32 There are different caveats to this study. The animals were trained for 4 days on a fixed reward
locations within an environment before imaging on the 5th day. While the example behavioural plots
included in the manuscript seem to indicate that the mice licked and decelerated in anticipation of
these fixed reward zones, it seems valid to be skeptical about how representative of the whole
dataset. This is especially true of sessions where the animal was exposed to more than one
environment per day in the remapping experiments. Moreover, mice typically ran only a handful (>4)
laps per session and only the first 4 laps were included in data analysis. This is a major caveat in this
study. In most place cell experiments it is typical to exclude the first few laps, assuming that the place
map may not have sufficiently stabilized. Given that the track is so long, this seems even more
necessary in this experiment.

33 Place cells were observed to show an increased firing at the goal location but, as the authors do not
filter the data based on running speed, this activity may have been offline reactivation, rather than
online activity.
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decrease in running speed as the animal approached the fixed reward zone, there

was no task requirement to do this 1 the reward would be automatically delivered at

a fixed spatia | | ocation regardless of the aupi mal 6s
would be to see if and how the goal-clustering effect changes when closed-loop

reward delivery is used i so that animals expectation of reward is linked closer in

time with reward delivery.

1.5.3.2 Response to Cues/ Objects

Another related question is whether there is something special about rewards, or
whether the overrepresentation of goal zones is just a salient example of a more
general phenomenon wherein the hippocampus maps task-relevant objects and
cues. In one notable study, Gothard and colleagues trained rats to perform a goal-
orientated task in an open arena, where the conjunctive location of two landmarks
indicated the location of a goal (Gothard et al., 1996). In this experiment, the location
of two landmarks was varied on each trial, but the distance between them was
maintained across trials. Rats had to run from the start box to the location of the
goal, indicated by these landmarks and then return to an end box in another location.
The location of the start and end box were also changed on each trial. As well as
observing typical place cells (45% cells), whose firing correlated with the static
reference frame of the arena, the authors also observed firing of CA1 neurons locked
to the landmark or goal reference frames. Other neurons exhibited firing locked to
the reference frame of the start or end box (where the animal was also rewarded).

The authors suggest that, rather than representing a fixed map of space, the

hippocampus supports submaps spanning multiple reference frames that capture

various feature of the task and are dynamically interchanged, depending on the

ani mal 6s current state. For example, when th
radius around the home box or landmark (approx. 70cm), cells with firing fields of

different offsets to the home box or landmark, respectively, will fire as the local map

aligned to that reference frame is invoked. Indeed, while there is not much detail on

the temporal overlap between place cells and cells locked to other reference frames
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in this study, it appeared that moving the goal to a certain location within the
environment tended to silence place cells with a field in that location. The authors
therefore suggest that the different reference frames are employed at separate time
periods in the task (i.e. invoking one reference frame silences the map
corresponding to another reference frame). This is contrary to the findings of
Gauthier and Tank (2018), who found that place and goal cells were co-active.

Gothard and coll eagues al so observed 6di sjun

than one reference frame. They speculate that a reference frame might be
equivalent to a spatial context in the traditional place cell literature in that cells with
fields in multiple reference frames are equivalent to cells with fields in multiple

environments; OWith this interpretation, Aien

synonymous, at | east from a f uh96).Aron al
interesting question raised by this research, and related to the previous section on
reward cells, is whether maps for a specific reference frame might be employed
across different spatial contexts (i.e. maintaining firing fields relative to salient

features of the task that are reused across environments).

Electrophysiological recording studies have found examples of persistent memory-
like traces of removed objects at both input, LEC (Tsao et al., 2013) and output,
subiculum (Poulter et al., 2021), regions relative to CA1. Similar object vector cells,
which fire at specific distance and directions from objects, regardless of object
identity, object location or spatial context have also been found in the mEC (Hoydal
et al., 2019), where they constitute approximately 15% of recorded neurons (grid
cells are approximately 12%). Further research also found evidence of landmark
vector cells, cells whose fields maintain the same vector relation with objects, in CA1
(Deshmukh & Knierim, 2013). Some of these cells fired at the same orientation and
distance from several objects; some cells first fired in relation to one landmark and
subsequently developed a secondary field to another object. Some of these object
vector cells showed trace responses; firing relative to where an object used to be
before its removal or displacement in a similar manner to the LEC cells recorded by

Tsao and colleagues, although possibly less persistent.
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Later research in head-fixed mice running on cue enriched belts, suggested it is
specifically deep CA1 neurons that are more tuned to landmarks or cues (Geiller et
al., 2017). Landmark vector (LV) cells in deep CA1 ranged in their sensitivity to
object identity i1 some with firing fields only to a specific object (19% of LV cells),
some with firing fields for all objects. Notably LV cells were active across different
environments (different belts and different sets of cues) and generally tended to
maintain similar firing field offsets in environments A and B, despite the different sets
of cues used across environments. It would have been interesting to have included
one overlapping cue across environments A and B to see if any cue identity-selective
cells maintained their preference for a given cue across environments, but the
authors did not do this experiment. LV cells exhibited rapid changes in firing rate in
response to object manipulations, suggesting they are perhaps more strongly driven
by sensory inputs. More salient objects were also represented preferentially by LV
cells; one comparatively large (3cm) and salient cue recruited significantly more LV

fields than more subtle cues such as Velcro (5mm) on the track.
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1.6 Modern Theories of Hippocampal Function

The following section provides a brief outline of current perspectives on hippocampal
function, accounting for these more recent electrophysiology results outlined in the
previous sections34. While certainly not mutually exclusive, these theories place
different weight on the degree to which 1) the hippocampus is designed to map
space versus a general associative machine and 2) the hippocampal maps current
features of (abract) space versus is better thought of as a predictive map.
Importantly, they also have different implications when thinking of the hippocampus

within the framework of memory generalization and transfer learning.

1.6.1 The Hippocampus as a Cognitive Map of Space (Still)

A € t h ecamhpugpigptiee core of a neural memory system, providing an objective
spatial framework within which the items and events of an organism's experience are
|l ocated and(O6Keefel &t dlddel , 1978).

The cognitive map theoryadebc(Ob&debygy ®Q6Kadt
was always intended to suggest that the hippocampus provided more than purely an

x-y readout of self-location within cartesian space. Instead, the hippocampus was
suggested to be part of a: A mMmatiomabout pages t e m, W
in the organismés environment, their spatial
objects in specific placesd (O6Keefe & Nadel
findings of object coding or encoding of non-spatial features within CA1 is not a

challenge to the original theory, as long as the primary encoding axis is still space.

The original theory also suggested that modifications to the basic framework were

required to explain the function of the human hippocampus; to account for language

and the metaphorical use of language, for example.

Modern interpretations of the cognitive map theory do not make many amendments

to accommodate the accumulated findings of non-spatial coding; space is still the

34 For an interesting discussion of some of these perspectives see Lisman et al., 2017.
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primary variable encoded and computed by the hippocampus, with other variables

computed elsewhere in the brain and subsequently mapped onto this reference

frame (O6Keefe & Krupic, 2021). These author
formulation of the cognitive map theory, while many recorded cells were presumed to

be purely spatial, others had more complex feature-in-place tuning, responding to

conjunctions of spatial location as well as the presence of an object, for example. In

this vein, many of the studies referenced in the previous section that appeared to

show non-spatial coding in CA1, may in fact be these same feature-in-place

responses.

According to these authors (O6Keefe & Krupic
of pure non-spatial coding (e.g. coding of odour, divorced from any spatial coding) in

the literature, mostly because most experiments have not adequately controlled for

the influence of spatial location by presenting odour stimuli in different spatial

locations, for example3®. While this explanation of feature-in-place coding might

explain many of the Eichenbaum lab experiments which typically show more of a

modulation of spatial firing by task features such as odour, this explanation does not

stand up so well in explaining the mapping of place cells onto tone-frequency space,

as demonstrated by Aronov and colleagues (Aronov et al., 2017). For example, the

argument that these responses are purely tone-in-place does not explain why you

see phase precession is seen along the tone-frequency space in this experiment.

This also applies to O6time cellsd, which sin
et al., 2008; Shimbo et al., 2021). Moreover, as the authors acknowledge, the

feature-in-place theory does not provide a good explanation for the findings of lap-

specific modulation of place firing by Sun and colleagues (Sun et al., 2020). These

studies provide a real challenge to the cognitive map interpretation, suggesting

instead that, at least under some artificial experimental contexts, the hippocampus

can actually map features other than physical space.

35 The findings of Wood and colleagues (Wood et al., 1999) do contravene this claim. However,

Krupic and O6Keefe point to evidence that this task n
et al., 2000), lending credence to their argument that true non-spatial responses are likely to be

inherited from upstream areas.
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1.6.2 Linking Space and Time: The Hippocampus Provides the
Spatiotemporal Context Underlying Episodic Memory

60étime cells may play a role in episodic men

time, just as place cel |l s (uanpanetal.e20ld) events o

One theory, put forward by Eichenbaum and others (Lisman et al., 2017;

Eichenbaum, 2017, and possibly tacitly assumed by many other researchers),

integrates the observations of place cells and time cells to suggest that the

hippocampus provides not only a map of space but also of time, and therefore

provides the necessar yconceptgfregisbodicenemhosy f or Tul vi
(Tulving, 1985). In this regime, the hippoca
6whend components of an individual episodic
individual events can be mapped onto. Theoretically, this is an efficient system;

instead of representing every episodic event as its constituent what-where-when

components, spatial and temporal components might be reused flexibly across

representations of separate events. l.e. every time | go to the lab the same place

code might be evoked.

A key assumption underling this theory is that the place code is stable across time.
However, as discussed in section 1.4.8, later research, predominantly in mice
contradicts this assumption (e.g. Ziv et al., 2013). Instead, the active subset of place
and time cells appear to turnover across days. Subsequently, one of the current
challenges within the field is understanding how this drifting map might be read-out
by down-stream regions to maintain a stable representation of context. One way of
saving this theory is that rather than providing a spatial reference frame, the place

code is a spatiotemporal reference frame, indicating where you are and when?3*,

36 Presumably, following the same logic, the code relayed by time cells becomes more like a
temporal-temporal code, indicating where you are within a specific, predictable temporal delay and
when (in terms of days)
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However, the main problem with this theory is it is not obvious what is actually being
claimed. Generally, nebulous phrases linking episodic memory and hippocampal
representations are made and it is hard to know what the authors mean. For
example, if the hippocampus provides a spatiotemporal framework underlying
episodic memory, where is the event part of the episode encoded? In the
hippocampus, or somewhere else? And what does this code look like? The idea of a
spatial-temporal framework for memory does not adequately reconcile the place-time

code in rodents with episodic memory in humans.

An alternative interpretation is that hippocampal representations are not a code for

spatiotemporal context, supporting episodic memory, but might be more accurately

thought of as episodic memory itself3’. We now know, from the body of literature

summarized in part in the previous sections, that CA1 neurons are influenced by

more than space and time, but other features such as objects, and sequences of

events or stimuli. So, is the CA1 code not better thought of as an episodic memory

traceii .e. A[ memory] about temporally -dated epi

spati al relations among these eventso, (Tulywv

1.6.3 The Hippocampus as a Relational map of Cognition, not
Space

The relational theory of hippocampal function was formulated to reconcile
inconsistencies between the findings in human patients and nonhuman primates i
that suggested the hippocampus appeared crucial for memory (see section 1.2), and
findings in rodents 1 that suggested that the hippocampus is dedicated to spatial
processing (Eichenbaum et al., 1999). According to this theory, place cells are
relational in that they are 1) driven not by individual cues and 2) are not wed to
certain types of sensory input (e.g. visual, somatosensory etc.), but instead appear

to encode more abstract spati al rel ationshi ps

37 Or maybe we should avoid conflating the two strands of research? Generally, attempts to try to link
episodic memory and place cell codes have been unconvincing. Although see section 1.6.4 for an
interesting recent attempt by Buzsaki and colleagues, focusing on the role of theta in organizing
sequences of cell assemblies, a coding motif which may be used in both rodents and humans.
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it is. However, spatial relationships are just one example of relational processing

within the hippocampus. Place cells moght be
emphasize their involvement in relating var:i
S p a c e GFigresle?6).

According to this theory, some hippocampal cells encode specific conjunctions of
features that might typically define an event i such as odour-place-trial-type
responses. Alongside these event-specific cells are cells with broader tuning which
encode the spatial and non-spatial regularities of a particular experience that are
shared across different episodes within the same behavioural context. For example,
cells which fire specifically for a single odour, regardless of where in space this
odour occurs across trials (Wood et al. 1999). These cells can be thought of as the
nodes that link together distinct episodes within a memory space. According to the
theory, the relationship between specific episodic sequences and nodal
representations, is essentially comparable to theories wherein networks of semantic

knowledge are built from individual episodes.

Episode 1

Episode 2

Figure 1-26: The hippocampus maps a memory space. Nodal codings, such as odour-
specific responses, link together representations of individual episodic events within a given
experience (task/ session). Figure from Eichenbaum et al., 1999.

In this scheme, a place map is built up through multiple temporal sequences, just as
non-spatial tasks are decomposed into temporal action sequences. Place cells are
effectively nodal cells linking individual episodes (read trajectories) that occur in the

same location, just as odour cells are nodal cells linking multiple sampling episodes
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involving a specific odour. As discussed in section 1.4.5, when local and distal cues

are rotated in opposition, some cells remap to form distinct representations of this

new configuration, effectively demonstrating conjunctive episode-specific responses,

whereas other cells remained to locked to either the fixed reference frame, the local

or distal cues, responding to o6nodal 6 featur
episodes of environmental manipulation (Shapiro et al., 1997).

1.6.4 The hippocampus as a General Sequence Generator

6[t he hi pp ogereralpurpose sesueracé generator that carries content-
' imited ordinal structure, and tiles the gap
(Buzsaki & Tingley 2018)

A (very similar) reformulation of the relational theory was put forward recently by
Buzsaki and Tingley (2018). These authors argue that the hippocampus is a general
sequence generator that essentially doesnoét
of the input it receives. The strongly interconnected circuits within the hippocampus
mean that a mix of inputs across a variety of modalities and cortical origins converge
at the hippocampus. This high degree of convergence, alongside the theta
oscillation, which appears to be coordinated across whole hippocampus and mEC,
suggests that the hippocampus receives coincident information from a variety of
sources and is likely blind to the original source of this input. The hippocampus
therefore performs a general computation, regardless of the specifics of the input.
Thus, whether CA1 neurons appear to encode space, time or auditory frequency is
the product of the experimental design and the nature of the afferent input to the

hippocampus, but not the result of differential hippocampal computation.

According to this theory, rather than depending on features of the external world

such as space or time, the primary organizing principle determining the coordination

of cell assemblies in the hippocampus is the hippocampal theta rhythm. Theta can

be thought of as 06éan i nt er n aekpanddependingwhose u
on brain stated (Buzsaki & Tingley 2018). Fo
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theta. As explored in section 1.5.1, in tasks where the animal is not running (and can
even be head-fixed in place) but is waiting for a predictable delay during a
stereotyped task, theta is still observed and, in these circumstances, attention
appears to act as an internalized version of running speed (Buzsaki & Llinas, 2017).
Drawing on evidence that suggests that the hippocampus is required for sequence
memory (Bunsey & Eichenbaum, 1996; Dusek et al., 1997), the authors suggest that
the hippocampus stores the ordinal sequence of sensory inputs, referenced relative
to the ongoing theta oscillation, in a modality agnostic way. This sequence acts as
an index to items in neocortex, so that at encoding and retrieval the hippocampus
acts to chunk items together into sequences, recreating the order they were

experienced during learning.

The significance of this theory is that, in stark comparison to the cognitive map
theory, there is nothing special about the spatial reference frame. Both space and
time are variables that the experimenter might measure and correlate with
hippocampal unit activity, but the hippocampus is wired to encode sequences more

generally.

1.6.5 The hippocampus as a Predictive map

One currently influential theory, linking place coding to reinforcement learning,
purports that the hippocampal place map is better thought of as a predictive map
rather than an accurate read-out of current location. For example, Stachenfield and
colleagues hypothesized that place cell firing represents the future predicted
occupancy of the animal and that, as a population, place cells provide a successor

representation of the environment in their rate code (Stachenfield et al., 2017)38.

38 The latent learning experiments observed by Tolman (1948) could be interpreted in terms of the

successor representation; animals who were given pretraining to explore the maze in the absence of

rewards had the opportunity to learn the transition structure of the maze. Subsequently, when rewards

are added, the reward function is updated, and the value estimate of certain states is rapidly

computed based on this preexisting successor representation and the updated reward vector. Thus,

these animals learnt to take efficient routes to the goal when rewards are added as compared to

animals who did not have this pretraining phase. A similar effect has been reported by other authors

(e. g. the -edxcpoonstuerxet fparcei | itation effectd (Fanselow et
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In reinforcement learning the utility of taking certain actions or occupying certain
states (here, locations in space) is formalized in the form of a value estimate for each
state 1 the temporally discounted return (expected rewards) that an agent is

expected to receive, given that he starts at the current state:

Equation 1-1

Vis) =B ¥ Y R(s)|sg = s
t=1

All reinforcement algorithms are concerned with learning this value estimate from
rewards in the environment, termed the credit assignment problem. While there are
different approaches to solving this problem (see Gershman, 2018), there has been
recent reinterest in the successor representation, first formalized by Peter Dayan
(1993). Dayan revealed that the value estimate for a given state can be decomposed
into 1) a transition matrix, M, of expected, discounted future states, known as the

successor representation and 2) the expected reward at all states:

Equation 1-2

Mis,s)=E z y' (s = 5'I||5|+ =3
t=0

This dissociation has key advantages. Because the successor representation of an
environment can be learnt separately to the reward vector, changes to reward value

at each location will not require a complete re-learning of the transition matrix.

In a random foraging experiment, where rewards are distributed equally throughout
an environment, the successor feature for a given state would look like a typical
place field, with field width depending on the discount factor, gamma. Notably, the
successor representation interpretation predicts many other observed features of
place cell firing T such as fields being locally truncated by impassable barriers
(Muller & Kubie, 1987; Alvernhe et al., 2011). This model also predicts the
observations by Mehta and colleagues showing that as animal repeatedly traverses
a linear track in one direction, place fields tend to shift in the opposite direction of
travel (Mehta et al., 2000). Further, the model predicts clustering of place fields
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around goal locations (as animals tends to visit these states more frequently), as has
been observed in experiments (Hollup et al., 2001). Stachenfield and colleagues also
built on previous research (Dordek et al., 2016) to posit that grid cells might be a low-
dimensional embedding of the place cell map, specifically a compressed
eigendecomposition of the successor representation. Recent modelling work
suggests that the successor representation could be learnt a combination of phase
precession and spike-timing dependent plasticity learning rules, lending biological

plausibility to the theory (George et al., 2022).

The successor representation interpretation of hippocampal function also extends to

explain non-spatial coding in the hippocampus as the state-space referenced by the
successor representation doesné6ét have to ref
apply to the tone-frequency space used by Aronov and colleagues (Aronov et al.,

2017), or the time space spanned by time cells (e.g. Pastalkova et al., 2008).

Therefore, like the relational theory of place coding, the successor representation

hypothesis accounts for non-spatial coding in CA1.

1.6.6 The Hippocampus as a Flexible Map of Abstract Structure

AWe suggest that cognitive maappatternsoih be const
abstract relations that are separated from sensory representations and therefore

generalize across different sensory environments. These abstract representations

can be considered basis sets for describing relational knowledge. New cognitive

probl ems can then be treated as(Behmnsetalence i n
2018)

Another recent theory, from the Behrens lab, suggests that the primary function of
the hippocampal-entorhinal system is to provide a structural code to allow memory
generalization across contexts. All environments share a common structure intrinsic
to Euclidean space which defines the possible transitions through the environment.

For example, | know that when | travel one step North -> West -> South -> East in
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succession | will predictably end up where | started. Understanding this underlying
structure can allow an agent to make novel shortcuts, such as those demonstrated
by rats i n Toihaoa(seé sctiend.f)bCrid cells in the mEC, which
maintain their relative phase offsets across different two-dimensional environments,
can be thought of as encoding this abstract structure of two-dimensional space,

common across all environments (Behrens et al., 2018).

The authors argue that both spatial and non-spatial relational problems can be
thought of as examples of structural abstraction (Kemp & Tenenbaum, 2008) and
grid cells might be equally involved in both. The hippocampus is required for rodents
to solve transitive inference tasks, such as A> B and B > C, implies A > C (Bunsey &
Eichenbaum, 1996; Dusek & Eichenbaum, 1997). Solving this task requires
understanding that the underlying structure of the relationship between items is an
abstract, ordered line. Learning the underlying structure of different types of task, be
it two-dimensional Euclidean space to support navigation, or learning hierarchical
structure to understand both family trees and biological taxonomy, allows the agent

to generalize learning across contexts and make inferences from little data.

This theory was formalized in a model, the Tolman-Eichenbaum machine model or

OTEM6 (Whittington et al., 2020). I n TEM t he
encoding structural abstractions to permit flexible learning is through explicitly

factorizing the structural component of a task from its specific sensory input. The first

part of the model, the structural knowledge component, allows you to know where

you are in abstract space via path integration and can generalize across contexts,

roughly modelled on mEC input. The second, relational component, encodes the

conjunction of the specific sensory features of the current environment with spatial

|l ocation i.e. O6what happened, wheredé. This i
represent hippocampal place cells, receiving both sensory input (hypothetically from

LEC) as well as information on location within the abstract space from the mEC.

39 Note, while these comparisons to entorhinal and hippocampal cells are useful for understanding
choices regarding the general architecture of the model and how this relates to the brain, no specific
representations were hard coded in the model, they are all learnt during training.
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The authors built this biologically inspired model and trained it on a series of graph
structures, representing both spatial and non-spatial relational problems, such as

transitive inference or learning social hierarchies.

At each timestep during training, the model had to predict the next sensory features
given a randomly selected action or movement direction along the graph, compare
the predicted versus actual sensory input, and subsequently update the structural
representation based on this error. Through randomly exploring the graph, the model
learnt its underlying structure. Interestingly, following exploration, representations
resembling grid cells emerged in the structural layer of the model, whereas
representations resembling place cells emerged in the conjunctive layer. Moreover,
when sampling of the graph was biased towards certain objects or boundaries,

object vector cells and border cells emerged in the structural (mEC) layer.

TEM makes some interesting predictions related to hippocampal remapping.
Because place cell coding is constrained by the grid cell inputs, which generalize
across environments, the model predicts that place cell remapping is not truly
random, as is often expressed in the literature, although it may appear random if you
look at field offsets between a pair of place cells across two environments. However,
if you were to look at phase offsets between a place cell and the grid code, these
offsets are predicted to be maintained across environments, although the place field
may shift to align with a different grid field peak. Indeed, analysis of existing
remapping data confirmed a largely maintained relationship between place and grid
fields across environments. The model also predicts the maintained lap preference
representations in CA1 ESR cells across multiple environments in the experiment by
Sun and colleagues (Sun et al., 2020; see section 1.5.2). In this context, part of the
structural grid code is mapped to the abstract representation of lap space, which is
stable across environments, whereas the other part is driven by spatial location.

Place cells, driven by changes in sensory input, remap.
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While more of a computational description of hippocampal function than a
biologically plausible model, TEM provides a neat way to conceptually link together
results from spatial and non-spatial coding. Interestingly, TEM solves tasks which
would be classically thought of as semantic memory tasks, such as learning the
structural hierarchy of family trees, using the same mechanism as it uses to solve
spatial tasks, adding weight to the idea that classic semantic versus episodic
distinctions might not be useful (see section 1.2.3). Other authors have previously
made similar suggestions. For example, Buzsaki & Moser (2013) argue that map-like
representations, which might have originally evolved to process relationships
between cues in an environment to support navigation, might also allow an organism
to build representations of non-spatial relationships between objects, events, and
knowledge, to support semantic memory. The hippocampal system might classify
events, objects and situations based on semantic similarity in same way that it
encodes distance relationship between landmarks*°. The preserved cell-cell
correlations in mEC across contexts means that this distance metric could be applied

flexibly across different scenarios.

In TEM, and in contrast to the cognitive map approach, spatial and non-spatial
coding are explicitly considered equivalent. However, in this paper, while the same
network architecture was used throughout, different networks were trained to solve
different structural problems i such as navigating in a 2D environment versus
computing family hierarchies; there appears to be no easy way of reusing the same
network weights to solve problems utilizing fundamentally different graph structures.
It is interesting to think about how this point relates to the question of the primacy of
spatial representations in the brain. The structural representation of physical space is
so fundamental and is being constantly engaged by mice, monkeys, and humans
through simply exploring and interacting with the world. If the brain is wired to
preferentially solve one task, the structure of space or the structure of events

occurring sequentially in time appear to be the most fundamental. If the learning

40 Although note, to what degree the hippocampal-entorhinal system is involved in these more
semantic tasks is more controversial. It is possible that a similar process is carried out by grid cells in
mPFC.
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weights of the hippocampus were optimized to solve one underlying structure, it
seems plausible that this structure might be closely related to space or time.

1.7 Abstraction, Generalization, and the
Hippocampus?

Al Concepforaeed] through abstraction and capt.
similar entities throughan or gani zi ng principle that expl &
(Kumaran et al., 2009)

As explored in section 1.2.2, the brain structures responsible for the formation of
conceptual knowledge, requiring abstraction across multiple, related experiences,
and sematic memory more generally, are not entirely known. The hippocampus has
traditionally been thought of as encoding individual episodic experiences, with
additional proposed involvement in inference across these individual experiences at
retrieval in some contexts, for example to solve transitive inference problems
(Preston et al., 2004; Bunsey & Eichenbaum, 1996; Dusek & Eichenbaum, 1997).
However, more recently there has been renewed interest in the possible role of the
hippocampus in semantic processing (see section 1.2.2) and the potential dual
participation of the hippocampus and prefrontal areas in concept representations.
So, does task abstraction occur principally in neocortex, as suggested in original
versions of the systems consolidation theory (see section 1.2.4)? Or does the

hippocampal formation play a role in task abstraction and generalization?

In a series of influential single cell recording studies from the brains of epilepsy
patients, Quiroga and colleagues discovered neurons that increased their firing rates
when the participants were presented with representations of specific individuals,
objects, or places, regardless of what format these entities were presented to the
subject. For example, one recorded neuron fired reliably when the subject was
presented with any of 7 pictures of Jennifer Aniston, but none of the other 80

pictures of famous people or places (Quiroga et al., 2005). Further experiments
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revealed neurons whose tuning was agnostic to the modality of the presented entity,
withoneneur on responding to an image of Oprah V
Winfreyd, either written on the screen or pr
al., 2009). Approximately 35% of responsive neurons recorded from the

hippocampus displayed this mult-modal i nvari ant coding, ter me
The authors suggest that these concept cells are the building blocks of declarative

memory (see Quiroga, 2012). These modality-agnostic abstract representations are

redolent of the invariance to cue manipulations and similar sensory-agnostic features

of place cells in rodents. Are they expressions of the same general phenomena?

And can the place cell system generate representations of reusable concepts,

beyond pure reward-anticipation, which might be flexibly reused across contexts to

facilitate flexible learning?

Further research has investigated whether the hippocampus is involved in concept
formation or is instead a passive store of well-established concepts. Are concepts,
such as the concept of Jennifer Anniston, computed via abstraction in the
hippocampus itself or are they simply inherited from other (cortical) brain areas? To
address this question Kumaran and colleagues conducted a study in which
participants played the role of a weather forecaster and, during training, learnt over
successive trials which combinations of arbitrary fractal images in certain spatial
configurations on the screen were deterministically associated with different
outcomes (sun vs rain). In each trial the participant had to predict the binary weather
outcome based on the presented images on screen (Kumaran et al., 2009; see
Figure 1-27). While participants could use item-wise associations between different
patterns and their outcome, there was also embedded structure in the task which
could allow them to acquire spatial and nonspatial conceptual knowledge. For
example, participants could learn that a certain fractal predicted sun when on the left
of the screen and that patterns 1 and 3 were instances of this same spatial concept.
Or that the combination of fractals 2 and 4 always predicted rain, regardless of their
location, and that patterns 7 and 8 are instances of this non-spatial concept. Probe
trials, where a partial pattern was presented to the participant, were used to

determine whether these conceptual strategies were used by participants to solve
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the task and their understanding was also assessed during the post-experimental
debrief.

Activity in the left hippocampus, ventromedial prefrontal cortex (vmPFC), and
posterior cingulate cortex were correlated with performance on these probe trials and
greater probe trial performance was associated with coupling between left
hippocampus and VMPFC. Subsequently, participants were invited to attend another
testing and imaging session, where new sets of fractals were introduced but the task
structure remained the same. Participantso6 b
enhanced in this second session, having already been exposed to the same task
structure previously. Moreover, activity in left hippocampus but not vmPFC during
the initial session correlated with behavioural performance on this transfer session.
Conversely, activity in hippocampus, vmPFC, and posterior cingulate cortex (PCC)
during the transfer session itself were significantly associated with correct probe
performance during this session. Interestingly, more posterior regions of the left
hippocampus (typically associated with retrieval, Schacter & Wagner, 1999) were
associated with performance in the transfer session as compared to the initial
session, suggesting that posterior hippocampus might be required for schema
retrieval, whereas more anterior areas reflect schema formation. Overall, these
findings suggest hippocampus and vmPFC both have roles in conceptual decision
making. However, the authors suggest that hippocampal activity during concept
formation appears to predict subsequent ability to transfer this learning to a
perceptually new context, suggesting that the hippocampus may support the
formation of abstract concepts. Conversely, vmPFC may act to guide choices online,
integrating abstract information from hippocampus with stimulus-bound value

information from PCC.
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EaDD
F1 F2 F3 F4

Figure 1-27: Schematic of the Task Structure Used by Kumuran and Colleagues. On
each trial participants were presented with a combination of fractal patterns (4 possible
items), which appeared in different positions across trails. This combination of items present
and their location comprised a pattern. Overall, there were 8 different patterns, each
deterministically related to a particular weather outcome. Participants had to predict the
weather outcome sun vs rain from the given pattern. The task was structured to include 1)
spatial relationships between stimuli and outcome (for example, whenever F1 is on the left,
predict sun, regardless of the middle item) and 2) non-spatial relationships between stimuli
and outcome (e.g. whenever F2 and F4 are present together, regardless of their location,
predict rain). Learning these relationships would then allow participants to group related
patterns together, as examples of the same concept. For example, P1 and P3 share the
same spatial rule. From Kumuran et al., 2009.

Findings from the human literature suggest a potential role for the hippocampus, in

forming abstract concepts. But how does this relate to current findings in the rodent

literature? As summarized in the previous sections, modern theories of hippocampal

processing within the place cell field differ primarily by what degree space or

spatiotemporal coding is considered the primary function of hippocampal circuits.

This question takes us back to the questions

treatise i is the representation of space, as Kant proposed (1781), present a priori in
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the brain? Is this the basic structure onto which all other relations are mapped*? Or
can the same system map other non-spatial reference frames to facilitate
generalization across spatial contexts? Answering this question is crucial to
understanding the potential role of the hippocampus in transfer learning and

structural abstraction.

As previously mentioned, one current theory explicitly suggests that the role of the
hippocampal-entorhinal system is to provide a structural code to allow path
integration within abstract task space and memory generalization across contexts
(Behrens et al., 2018; Whittington et al., 2020). Entorhinal grid cells are thought to
play a role in facilitating this generalization as they maintain their firing phase offsets
across different environments (Fyhn et al., 2007). However, according to this theory,
while place cells are constrained by the task structure (based on input drive from grid
cells), they are predicted to remap across environments, driven by changes in
sensory information, to produce orthogonal codes. Therefore, according to this
model, abstraction is computed through grid coding in mEC and potentially PFC.
Contrary to the suggestions of Kumaran and colleagues (2009), the hippocampus
plays a passive role, inheriting this structural code and binding it with specific

sensory features of the current environment.

The findings of Sun and colleagues support this narrative (Sun et al., 2020, see

section 1.5.2). In this example, gross representations of task structure (l.e. lap

41 Within the rodent literature, space is quite different from other features that an animal might

encounter in an artificial task. During free foraging, the transition structure of the task is available and

presumably perceivable to the animal at all points. Transition through physical space is under the

animal és control and is tightly and hiomgmspacaibdlsp coupl ed
tightly coupled to the theta state, a brain state associated with attentive exploration. In other tasks, the

animal might have to infer the more abstract transitions from information that is revealed to the animal

as the task progresses. For example, rats in the study by Aronov and colleagues had to learn to

attend to sound-frequency and to associate that variable with reward (Aronov et al., 2017). In some

cases, state transition may not be uighdycouplediweh ani mal 6 s
attention and the theta state. This might be true of the delay period in many of the time cell studies

and perhaps this is the reason time cell coding tends to become less reliable with increasing time

from the start of the delay period. If the animal becomes disengaged then it might not reliably

experience the transition structure of the task, at least not as reliably as with space. Perhaps if other

non-spatial dimensions could be explored with the same reliable attentiveness as space (e.g. as was

acquiredpost-l earning by the rats in Aronovds study), mor e
encoding of abstract spaces.
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number tuning) in CA1 cells were maintained across spatial contexts when the same
task was tested in a geometrically dissimilar environment, while the spatial
component of representations (i.e. where cells fired within a given lap) remapped.
Moreover, blocking inputs from the mEC caused a shift in the preferred lap of ESR
cells, but left place fields intact, suggesting that these two features (spatial coding
and gross location within task space) are functionally distinct and potentially
combined in the hippocampus. Again, the hippocampus appears to inherit this
structural code from mEC and combines this with input from other areas (maybe

LEC) to produce cells with conjunctive structural-spatial firing fields.

The theory that the hippocampus inherits abstract structural codes from meC is

unchallenged by many of the findings of non-spatial coding within the hippocampus

which, while providing evidence of hippocampal cell generalization across spatial

positions within a spatial context (e.g. firing for a given odour, regardless of where it

appeared in an arena, Wood et al., 1999), or mapping along non-spatial dimensions

such as sound-frequency (Aronov et al., 2017), have not generally tested whether
generalized, O6nodal codingsdé exist across sp
been no published recordings of time cells across multiple spatial contexts to

investigate whether they retain their firing sequences or remap. Thus, while the

overl apping representations of similar exper
hippocampus might support inference within a spatial context (Kumaran &

McClelland, 2012; Kumaran, 2012; Milivojevic et al., 2016), it is unclear whether they

can generalize across spatial contexts to support transfer learning.

The reward coding cells reported by Gauthier and Tank are perhaps one of the

clearest examplesofin o d a | codingso or overlapping rep:
generalize across spatial environments i i.e. do not remap (Gauthier & Tank, 2018,

see section 1.5.3). Outstanding questions include whether this feature is specific to

reward-related representations only or whether CA1 can support a general

mechanism wherein behaviourally equivalent features can be reused across spatial

contexts? Reports of land-mark vector cells in deep CA1, which sometimes maintain

their firing offsets to salient cues across environments, suggest this ability to
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generalize across spatial contexts may be true of a subpopulation of CA1 cells
(Geiller et al., 2017, see section 1.5.3).

The aim of the current experiment is to address this question. Specifically, we were
interested in whether hippocampal representations of an abstract task rule would be
maintained across spatial environments to permit flexible re-use of previous learning

in a new context.

2 Methods
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2.1 Animals/ surgery

All procedures were carried out in accordance with the appropriate Home Office
Project Licence (PPL number: PD8CBD97C), within the terms of The Animals
(Scientific Procedures) Act, 1986 (ASPA). Twenty male GCaMP-6f transgenic mice
(C57BL/6J-Tg(Thyl-GCaMP6f)GP5.17Dkim/J), approximately 8-12 weeks of age,
were implanted with a chronic imaging window over the hippocampus (6 animals
used in main experimental cohort; 14 animals used in prior piloting studies, see

Table 2-1. A further 6 wild-type animals, C57BL/6J, were also used during piloting).

Animals were anaesthetised using isoflurane. A 3mm craniotomy was made over
CALl (stereotaxic coordinates: AP = -2.0, ML = -2.0 from bregma) and the overlying
cortex was removed via aspiration. A 3mm stainless steel cannula with a coverslip at
its base was inserted into the craniotomy and secured to the brain with Kwiksil
(World Precision Instruments, USA). A combination of superglue and dental cement
were used to secure the top of the cannula to the skull. Mice were then fitted with a
stainless-steel headplate (Luigs & Neumann), secured to the skull with dental
cement. A small custom 3-D printed plastic light-blocker was cemented to the
headplate. Intraperitoneal injection of Carprofen (Carprieve) was given prior to
surgery as analgesic and Meloxicam (Metacam) was given for three days post-
surgery. Mice were left to recover for at least one week after surgery before handling

and habituation commenced.

One-week post-surgery, mice were put on diet restriction. The sweetened baby
formula milk given throughout training was given with food to habituate animals to
the taste. Throughout the experiment animal weights were restricted in accordance
with the appropriate Home Office Project Licence (PPL number: PD8CBD97C);
weights were kept no lower than 85%, generally closer to 90% of pre-restriction start
weight. Mice were given short (~10-15 min) handling sessions for 4-5 days.

Sweetened milk was placed on the gloved hand of the experimenter to encourage
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the animal to explore and become accustomed to being handled. When the animal
could be handled without stress, training on the experimental setup could begin. The

experiment was conducted using two cohorts of mice, each containing 3 animals.

2.2 Setup and Virtual Reality Environment

The basic setup consisted of a polystyrene cylinder, surrounded by 3 LED screens,
used to present the VR environment, positioned underneath the microscope
objective (Figure 2-1; Figure 2-2). These components were housed inside a
lightproof, acoustically insulated recording box. A USB speaker was used to deliver a
consistent auditory cue every time a reward was delivered. A custom-built flicker
circuit was used to dynamically control the power input supply to the LED screens,
synchronized to the two-photon line scans, to reduce light contamination from the VR
in the imaging channel. In all experiments, animals were head-fixed above the
polystyrene cylinder using adjustable headplate holders, unique to each mouse
(suppliedbyLui gs & Neumann) . Tedetecedby amaoptiéablickl i ¢c ks w
detector, with an IR LED and sensor positioned on either side of the mouth. Licking
broke the IR LED beam and was detected as a voltage drop at the sensor. At a
reward point, a TTL pulse was generated within the VR MATLAB scripts to drive a
solenoid pinch valve, releasing a drop of sweetened milk from the lick port. Rewards

could also be triggered manually by the experimenter.
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Figure 2-1: Schematic of Experimental Setup. Left: Mice were head-fixed under the two-
photon microscope, over a polystyrene cylinder. Virtual reality environments were displayed
to the animal on three LCD screens. Right: example field-of-view from CA1; mean image
across session after motion correction.
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Figure 2-2: Image of Experimental Setup.
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VIRMEn software (Aronov & Tank, 2014) was used to design and present the animal

with virtual reality (VR) stimuli. A simple, low brightnes s O0sewer 6 track was
first pretraining sessions to train animals to run and lick at goal zones. This track

consisted of an infinite corridor in a green checkerboard pattern, providing a source

of wvisual fl ow that c orveneestylunnd spdtialtues t he ani n
other than a salient black and white striped floor cue that was used to signal the

reward zone (see Figure 2-3). The inter-reward distance (and therefore the

frequency of these floor cues) could be dynamically changed by the experimenter in

this training track according to the training needs of the animal. The linear tracks (n =

3) used in the main experiment each consisted of a 700cm corridor, with a distinctive

set of wall and floor patterns, and proximal and distal cues. In each linear track there

was a fixed, 20cm diameter reward zone towards the end of the track (reward zone

centers located at 575, 550 and 610cm in environments 1-3, respectively, see Figure

2-5).

Custom-made VIRMEn scriptswer e used to record the ani mal 6
track, times of reward delivery, the location of various cues and, during imaging

sessions, a timestamp for the start of two-photon recording and each subsequent

frame onset for later alignment of the position and fluorescence data.

2.3 Pilot Experiments

Prior to running the two cohorts of experimental animals, a series of small-cohort
pilot experiments (total mouse n=20) were conducted to finesse aspects of the

experiment. Brief details of these experiments are illustrated in table 1.

Table 2-1: Overview of Pilot Experiments. A series of pilot experiments were conducted
before the main experiment, documented in the remainder of the thesis, to establish all the
necessary experimental techniques that underlie the current results. Table references
animals that had good imaging windows, if relevant, and/ or from whom imaging or
behavioural data was collected.

| 2K4y YySeé YAfSaazySa
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2.4 Training
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Figure2-3: The O6Sewer 6 Tr aiForithefgstexposuies totiheraetup mice
were trained in this simple environment, designed to encourage running and licking at
reward zones. The sewer track was composed of a repetitive green checkerboard pattern
which provided optic flow. The only cues were high-contrast black and white striped reward
zones which appeared at regular intervals, under the control of the experimenter (by altering
the inter-reward distance, see text). Animals were automatically rewarded with a drop of milk
at each reward zone. The inter-reward distance was gradually increased over the course of
training.

Forthefirst5-7 days on the setup, animals were expc
track (Figure 2-3), for sessions of between approx. 15-30 minutes duration. This

simple environment is generally dull (low screen brightness), and therefore less

aversive to mice, except for the reward zones which appear salient. Pilot

experiments with previous behavioural cohorts of animals indicated that pre-training

on this track encouraged mice to run and receive reward earlier in training as

compared to pre-training animals on linear tracks like the one used in the main

experiment. Sessi on duration was varied depfendent
possible, the animal was generally kept on the setup until it had received reward

from the lickport, especially in earlier sessions to establish a link between appetitive

reward and exposure to being head-fixed on the setup.

Initially, the inter-reward interval was low (50cm), to encourage the animal to run and
receive regular rewards. The inter-reward interval was increased in 50cm increments
as t he amingraad liékeg impuoved (up to 500+cm). Initially no auditory
tone was paired with reward delivery (so initial rewards were as appetitive as

possible). After the animal was licking reliably for reward, an auditory pure tone
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(frequency= 6KHz, duration=0.1sec, onset and offset ramp duration=0.001sec) was

introduced and was consistently coupled to reward delivery across the rest of the

experiment (to alert the animal to the precise onset of reward delivery). After the

animal was running consistently throughout the session with an inter-reward interval

of 500cm, imaging sessions were introduced
periodsd were also added before and after t
mouse remained head-fixed under the microscope and imaging continued, but the

VR screens were set to a constant blackout (but with the backlight still on). The

lickport was moved away from the animal and the polystyrene cylinder was raised

(by approximately 1cm) tounfreethuce t he ani mal

2.5 Behavioural Tasks
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Figure 2-4: Simple Linear Track Task. Animals ran laps of a 700cm linear track. Licking
within the 20cm fixed reward zone (indicated by a green rectangle for visualization purposes
only), actively triggered the release of a drop of milk at the lickport, accompanied by an
auditory tone to signal reward delivery. If the animal did not lick at any point during the 20cm
reward zone, a drop of milk was automatically delivered to the animal at the furthest edge of
the 20cm zone, again accompanied by the same auditory tone. Reward zones were located
at 575, 550, and 610cm across linear tracks 1-3.

Following pre-training, the experiment proceeded in several phases. Firstly, animals
were exposed to the first linear track environment with a fixed goal task (Figure 2-4).
On each session (day) the animals ran laps of the 700cm track and were rewarded
in a 20cm diameter invisible reward zone, located at a fixed spatial position across
trials, towards the end of the track (reward zone centred at: 550, 575, 610cm in
linear tracks 1-3, respectively). Each lap was separated by a black screen (LCD
backlight remained on) that was maintained for 5 seconds, at which point the animal

was effectively transported to the beginning of the track. Once animals were
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triggering 70% of the rewards with their licking (i.e. 70% correct trials on a given

session) and their behaviour seemed subjectively stable, they were moved onto the

cue task.
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Figure 2-5: Schematics of the Three 7m Linear Tracks Used Across All Phases of The
Experiment. Each track had distinct constellations of proximal and distal cues (as well as
differences in texture and colour (see also Figure 2-7). The location of the Fixed Goal,
illustrated by the red crossed box, was varied across tracks, centred at 575, 550 and 610cm

in tracks 1-3, respectively.
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Figure 2-6: Schematic of The Cue Task. Profile perspective of the track, mouse and cues.
The linear track component of the now familiar track was maintained; the fixed goal
remained at the same location towards the end of the track. However, on each trial of the
cue task, two additional cues appeared at pseudorandom locations along the track. The
Reward Cue (red circle), demarcated the location of an additional 6 Cu e f@waadlzdne,
located at +70cm from its centre. Thus, regardless of where the Reward Cue appeared
along the track, there was an additional 20cm diameter reward zone, located +70cm from
this region. Importantly, at the Cue Goal itself the Reward Cue was not visible on the LCD
VR screens to the animal. As at the fixed goal, licking within this Cue Goal Zone also
triggered the delivery of milk, accompanied by the same auditory tone. Likewise, if the
animal did not lick within this zone, reward was automatically delivered at the furthest edge
of 20cm reward zone, again accompanied by the same tone. The other moving cue (green
striped polygon), termed the 6é6Distractord, coul o
each trial. However, the Distractor did not predict reward. Licking after this cue would be of
no consequence. Static cues within the environment (blue, yellow and grey objects in the top
panel) were present in all trials but excluded from the subsequent panels to more clearly
illustrate the locations of the moving cues and reward zones.

The first ten trials of the cue task began in the same way, animals were rewarded in

the fixed zone of this now familiar environment. Then, two additional cues (one on
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the left, one on the right-hand sides of the track) appeared at a pseudorandom
location on each trial (Figure 2-6). Each cue could appear at any location within the
cue zone, a region spanning from 100cm-400cm in track coordinates, sampled at
5cm intervals. On each trial, this distribution of possible cue locations was sampled
randomly and independently for each cue. One of these cues, the Reward Cue,
predicted an invisible reward zone, whose centre was located 70cm ahead of the
cue (at which point the cue was out of sight). The other cue, the Distractor, was not
associated with reward, but included as a control to assess whether task-relevant
coding at the Reward Cue was due to its association with the task rule and reward,
rather than just the saliency of a moving object itself. The cue zone excluded the
region towards the end of the track to ensure the moving 20cm reward zone and the

20cm fixed reward zone would never overlap.

Which side the reward cue and the distractor cue appeared across all trials and also
what object corresponded to the distractor and reward cue was pseudorandomized
across mice i object A always appeared on the right-hand side of the track, object B
on the left-hand side. In half of the mice object A corresponded to the reward cue
and B the distractor cue. In the other half this was reversed i object B was the

reward cue and object A was the distractor cue (see Figure 2-7).

The Fixed Goal towards the end of the track remained the same as in the linear track

task. This ensured that mice also had to attend to the spatial reference frame in

order to solve the task and allowed us to isolate reward anticipation responses

(which should apply equally to both moving and fixed goals) versus cue-specific rule
representations. To perform optimally on the task, the animal had to learn to lick

within the 20cm reward zone, located 70cm away from the goal-cue, regardless of

where it appeared on the track, as well as licking within the fixed-goal. There was no

punishment for licking at the distractor cue. The first 10 trials of every session and
subsequently every 10th tri allorouerenardopr obe tr
zones) were present and the task was therefore equivalent to the linear track task.
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Figure 2-7: Schematic of Environments, Reward Cues, and Distractor Used. The order

in which tracks 1-3 were trained was randomized across animals. Moreover, in half of the

ani mals o6Left C#Be&oacrespo ntdrealck 2t he Reward Cue
corresponded to the Distractor Cue. In the other half, the opposite was true. Thus, for each

animal the Reward Cue always appeared on the same side of the track across

environments.

After animals were O6expertd in this phase of
of the goal-cue rewards actively with their licking (or 70% of correct trials) for two
consecutive days, they were moved to a second VR environment, designed to be as
perceptually dissimilar as possible (with different floor patterns, ceiling colour, and
different sets of proximal and distal cues, see Figure 2-7, Figure 2-5, Figure 2-9).
The length of the tracks remained the same (700cm), but the location of the fixed
goal changed across environments (located at 575, 550 and 610 on linear tracks 1-3,
Figure 2-5). Following the same procedure as was used in the first environment,
mice were first trained on the linear track task on the new track. Using the same
criteria, once the animals actively licked at the new fixed goal (70% correct trials)
they were moved onto the cue task, using two new moving cues (Figure 2-8). In 5 of
the 6 mice this process was repeated a third time. The order of environments (which

VR track constituted environments 1-3) was randomized across animals.
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Figure 2-8: Schematic of Cue Task, Environment 2. Profile perspective of the track,
mouse and cues. After Reaching expert performance on the first environment, animals were
then introduced to a new VR environment. Firstly, as before, were trained to perform the
linear track task. Once animals had reached expert performance on the linear track task in
the new environment, they were introduced to the cue task in this second environment, with
new sets of Reward Cue and Distractor cues. As before, static cues within the environment
(additional objects in the top panel) were present in all trials but excluded from the
subsequent panels to more clearly illustrate the locations of the moving cues and reward
zones.
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Figure 2-9: Schematic of experimental timeline. Following a period of handling and
habituation, mice were first pre-trained to run reliably through a simple VR environment ( 6 T h e
S e w eandlitk reliably at the reward port. After pre-training, mice were trained to perform

the simple linear track task in environment 1, until criteria for expert performance was

achieved. After this point they were trained on the cue task in this same (now familiar)
environment. After reaching expert performance on this task, mice were moved onto a

second linear track and were, again, first trained on the linear track task. After reaching

criteria, mice were subsequently trained on the cue task in the second environment. After
reaching criteria on the second task, a series of control trials, including A-B-BBA6 r emappi ng
experiments where animals performed the cue task in the two (now-familiar) environments

(A and B) were conducted in series. After several days of control trials, 5/6 mice were moved

onto a third environment, following the same sequence as previously.

2.6 Reward Contingency

In all experimental phases of the task, animals were rewarded if they actively licked
within a given invisible reward zone (20cm diameter). In this case, the first lick within
the zone triggered reward delivery, after which point no further rewards could be
triggered during that lap in the zone. This was considered a correct trial in the
experimental phase of the task. If the animal did not lick at any point while passing
through the reward zone, reward was automatically delivered at the end of the
reward zone. This was scored as an incorrect trial. Mice thus received the same
amount of milk on correct and incorrect trials. This was important for several
reasons. Firstly, to maintain behavioural motivation in a complex task with relatively
sparse reward opportunities. Secondly, by giving the animals the same number of
rewards per trial in the learning versus expert phases, it was easier to isolate
changes to neural coding related to learning the task rules, rather than receiving
more rewards. Thirdly, we were interested in looking at changes in reactivations

across learning. Because there are known associations between changes in reward
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value and reactivation rate (see Ambrose et al., 2016), again, it was helpful to

disentangle reward rate from learning.

270 Remappingd Experi ments

Remapping data were collected at two points during the experiment; 1) comparing
environments one and two for several sessions after animals had learnt the cue task
in environment two 2) comparing combinations of environments one, two and three
across several sessions conducted after animals had learnt the cue task in
environment three (Figure 2-9). Therefore, the animal already had extensive
experience of performing the cue task in all environments used in these remapping

sessions.

Each remapping session typically took the formofan A-B-BAO6 exper i ment , wh
and B represent two different VR environments (a pair from environments 1, 2 and

3). That is, animals were first exposed one of the environments and associated cues

(termed A) and then the other environment (termed B), and then re-exposed to the

two environments again, within the same recording session. The order of

environments 1 and 2 (i.e., which environment was A or B) was alternated across

days. Each sub-session lasted approximately 10-20 minutes each, depending on

each animal ds running behaviour or subjectiwv
day, and each sub-session was separated by a blackout period for approximately 5

minutes (total session time approx. 55-95mins). Neural data recorded during the

remapping experiment was acquired continuously as one single recording file

(guaranteeing we were recording from the same neurons across environments).

In additional control experiments (not included in the current thesis) the distance
between the goal-cue and its reward zone was increased to 100cm from 70cm and

reversed again.

2.8 Behavioural Measures

As well as analysingthepropor ti on of rewards actively tri
licking, we also looked at some additional behavioural measures. This was because
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1) looking at the proportion of triggered rewards did not measure behavioural
specificity as an animal could trivially trigger all the rewards itself by licking
continuously and non-specifically. 2) From pilot experiments we noticed that animals
also tended to decelerate around a known goal location and therefore, we
hypothesized that deceleration in running speed around the goal could be used as

another informative measure of behavioural selectivity or learning.

2.8.1 Running Deceleration and Changes in Lick Rate Around the
Goal

Average running speed deceleration was calculated on a trial-by-trial basis by taking
the mean speed from the period from 20cm before the cue onset until the start of the
reward zone and fitting a straight line to this curve to approximate the gradient
(acceleration) before the reward zone. The inverse of this value was used (as
decreases in running speed around the goal corresponds to increased behavioural
selectivity). The same process was used to detect the changes in lick rate around
the goal but using the lick rate instead of running speed and keeping the raw value
not the inverse (as increases in lick rate around the goal corresponds to increased

behavioural selectivity).

Because both changes in lick rate and deceleration in running speed appeared to be
informative measures of behavioural selectivity in different mice, they were combined
in a composite Selectivity Index measure. Selectivity Index (SI) was calculated by
first normalizing both changes in lick rate and running speed deceleration values
across all trials for each mouse to obtain a value between 0 and 1. Each normalized
change in lick rate and running speed deceleration value was therefore a value
between 0 and 1, illustrating how selective the licking or deceleration was on a given
trial in comparison to all trials performed by the mouse during the entire experiment.
These normalized values were then combined to attain a selectivity index value per
trial, a value between 0 and 1 measuring the selectivity of the combined running and

licking behaviour at the goal:
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Equation 3
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Sl trial values were averaged across all trials in a session to generate an average Sl

score per session.

Sl ratio: was calculated by comparing the Sl score at the reward cue with the Sl
score at the distractor cue:

Equation 4
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2.9 Imaging

Before the start of the experiment, mice were imaged under isoflurane anaesthesia
and the angle of the headplate holder for each mouse was adjusted to maximize cell
yield. In each subsequent imaging session the mouse was first head-fixed in place
above the wheel and blackout tape (Thorlabs) was wrapped around a custom 3D
printed lightb | ocker on the mouseds head and the ti]
reduce light contamination. The approximate field of view (FOV) was first located
using bright-field imaging. A two-photon, galvo-resonant microscope with a 16x/0.8-
NA water-immersion objective (Nikon) was then used to image GCaMP6f-expressing
CALl neurons. The Ti:sapphire laser (Chameleon Vision, Coherent) was operated
with an excitation wavelength of 920nm, at a power of approximately 50mwW
(measured during scanning mode at the objective). Scanimage was used for data

acquisition. Frames were acquired at a rate of 30Hz.

For chronic imaging of the same field-of-view across days, the two-photon live
recording was firstly manually compared to reference images of the vasculature

overlying the pyramidal cell layer and subsequently, to images of the cell layer itself,
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to aid alignment of the correct plane (Figure 2-10). The Scanimage Motion

Correction toolbox was then used to load a reference z-stack (used across days) and

align the current plane to the target plane within this reference stack (by computing

correlations between the current live image and the z-stack and indicating

displacement in x,y and z). Once the correct plane had been found, a new z-stack

was acquired (centred z-stack, +/- 20um, 1um spacing, 10 volumes). This stack was

used for online z-drift correction over the course of the session using the piezo (also

using the Scani mage Motion Correction tool,
were acquired continuously across the entirety of the session (pre-session rest, track

session and post-session rest, total = approx. 100 min.).

Figure 2-10: Example reference images, used for approximate field-of-view
alignment across days. Left: Vasculature layer, located approximately +310um
above the correct plane through the pyramidal layer. Right: target field-of-view. Pink
crosses were overlaid over reference images and approximate field-of-view was
found by aligning live image (also with cross grid on) in Scanimage. More refined
estimates of correct FOV were then achieved via Scanimage Motion Correction
toolbox.

2.10 Data Pre-processing

Acquired .tif images were processed with Suite2P
(https://github.com/MouselLand/suite2p). Briefly, the raw .tif stacks were motion-

corrected and regions of interest (ROIs, candidate cells) identified via activity-based
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clustering methods (Patchitariu et al., 2017, see Figure 2-11). All further data
processing was conducted in MATLAB.

Figure 2-11: Example Processed Dataset. Left: Mean image, generated by taking the
average image across the session using motion-corrected data. Right: Identified regions of
interest (putative cells) from the Suite2p output. Maximum projection image with regions of
interest (n = 1266) overlaid. Recording from m4466, session 20201010.

2.11 Signal Processing

Data from the pre-session rest, track session and post-session rest were pre-
processed separately (Figure 2-12). In each case, raw fluorescence traces were first
neuropil-subtracted, using established parameters: neuropil corrected trace = raw
trace 1 (0.7 * neuropil trace). Then, adopting a similar approach to Dombeck and
colleagues (Dombeck et al., 2010; Dombeck et al., 2007), slow changes in
fluorescence i e.g. due to drift i were corrected by subtracting the 8th percentile of
the distribution of fluorescence values calculated over a sliding window of width 20
seconds, to produce the corrected trace. Subsequently, large transients (> 2SD of
the mean) were removed from the trace to obtain an initial estimate of the baseline,
F. This baseline was then smoothed in time to produce a running average baseline
(window size = 120s). owF/ F was calcul ated by
trace from this smoothed baseline, F, expressed as a percentage of the baseline and

filtered using a median filter (order = 3).
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Using the same approach employed by previous authors (Dombeck et al., 2007), for
each cell positive deflections in the trace which were likely the result of action
potentials in the cell were estimated by assuming that negative deflections in the
trace were due not to activity, but noise. Therefore, we investigated the amplitude
and durations of peaks in the inverse of the fluorescence trace and compared these
to the positive trace to determine amplitude-duration thresholds that likely
corresponded to signal rather than noise. The number of positive versus negative
transients that exceeded a certain standard deviation (range: 0.5-10sigma, tested at
increments of 0.5sigma) either above or below the mean, respectively, and lasted a
certain duration (range: 0-5s, tested at increments of 0.2s) were calculated. The
number of negative transients was divided by the number of positive transients to
give the error rate. This process was repeated for a range of standard deviations and
transient durations, to give a SD x duration matrix of error rates. This matrix was
used as selection criteria for finding 06sign
the baseline by n STD for m seconds were included if the error rate in matrix entry
n,m <=0.05. All transients where the associated error rate was > 0.05 were excluded.

The final filtered trace, used in all subsequent analyses, took the value of the median
filtered @wF/ F whenever a significant transie

(see Figure 8).
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Figure 2-12: Signal Pre-processing Steps. Raw traces from each sub-session, for each
cell are processed according to the above diagram. Note run data and rest data were treated
as separate sessions and processed separately.

The reason for using this more complicated approach, rather than simply
thresholding the normalized trace (e.g. calling everything above 2SD from baseline a
significant transient), was that, from analysing CA1 data during rest and run periods,
we found this former approach to be more sensitive at detecting small amplitude
transients. This is less important during running periods, where CAL1 cells typically
fire in bursts, but is crucial when analysing activity during rest or quiescence in CAL,
where neurons tend to fire small numbers of spikes. Extensions to the work
documented in the current thesis involve analysing reactivation during the rest
periods of the task. Therefore, for consistency we used this more sensitive approach

throughout.
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Figure 2-13: Example (pF /aRd Filtered traces from 8 examplecells.L e f t : tracps / F
(z-scored for ease of visualization). Significant transients are denoted in red. Right: filtered
traces used in most of subsequent analysis (z-scored for ease of visualization). For each

cell, significant transients are retained (in o F / pBrcentage units). The trace at all other time
points is artificially set to zero.

2.12 Data Analysis

2.12.1 Ratemap generation

Subsequently, Oratemapch MR@Ir.e Tld ctudramedr dtoe
adopted from the electrophysiology literature, where rate means spikes/dwell time in
a given spatial bin. It is used here for con

more accurate.

2.12.1.1 Position Ratemaps

The 700cm track was divided into 2cm non-overlapping bins. For each bin the

average filtered activity trace value was calculated. The ratemap was subsequently

smoothed to remove high-frequency noise by applying a Gaussian smoothing kernel

(filter width=10cm, sigma=4cm). Fr ames i n whi ch the ani mal sdé r

less than 1cm/s were excluded from this analysis.
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2.12.1.2 Reward Cue, Distractor, Fixed Goal Ratemaps

The data was first sub-selected to include only trials where the cue was present (i.e.
excluding probe trials). Then, for cue and distractor ratemaps the same procedure
was followed as above, but instead of using raw position along the linear track,
position offset relative to the various cues was used. For example, for the moving

Reward Cue:

Equation 5

I Qo OONOBQY &1 QO'TEcEd 6 d & QO ™6 E 1| MERE O DO QE ¢
Because the position of the cue was fixed within a trial, for each run, relative cue
position initially took negative values up until the cue centroid, where the relative
position was zero, then took positive values until the end of the run. We choose cut-
off values of +/-200cm to define the region of cue approach and departure to
analyse, artificially setting all other relative cue position bins to NaN. However, later
analysis (Figure 2-14, Figure 2-15, Figure 2-16,Figure 2-17) indicated that this might
introduce sampling artifacts at the edges of the ratemap. Therefore, an additional
processing step, excluding cells with fields at the edges of the ratemap was added,
as will be detailed below. As before, relative cue-centric position was then binned
into 2cm non-overlapping bins. For each bin the average filtered trace value was

calculated and the same gaussian smoothing filter applied.

2.12.2 Defining Significant Coding

To define place cells a field detection followed by a ratemap stability approach was
used. Firstly, average ratemaps were generated, as above. Each ratemap was then
analysed to look for a peak in mean activity, resembling a place field. Fields were
defined as regions of the ratemap which exceeded the mean fluorescence values
across all ratemap bins, had a minimum width of 10cm (5 bins) and a maximum
width of 200cm (50 bins). Cells that had at least one field which conformed to these
criteria were then tested for ratemap stability.
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For each cell, average fluorescence activity maps were made for each run down the

track. Two trial blocks were defined by separating the odd or even runs i blocks one

and two. For each cell, the average activity maps for blocks one and two were

concatenated to make two vectors of length (n spatial bins x (n trials/2)). Ratemap
stability was then defined as the Pearsonos
Data correlations were then compared to shuffles for significance testing. For each

shuffle (n = 100), the activity trace was circularly permuted relative to the position

trace by some randomly generated amount, k (upper and lower bounds of k set so

trace was always permuted by at least 500 frames or 16 seconds). Ratemaps across

runs were then calculated in the same way as above, blocked into odd and even

trials, and then vectorized and correl ated.
shuffles were compared. If the data exceeded the 95th percentile of the shuffle, the

cell was considered to significantly code for that reference frame.

The same field detection and stability approach was used to define reward cue,
distractor cue, and goal cells. The only difference was that ratemaps for both the real
data and shuffles were generated using position relative to each of these landmarks,

rather than raw position along the track, as described in in the previous section.

2.12.3 Cue Coding Simulations

Due to practical limitations on the maximum track size and the need to sample a
sufficient number of cue positions along the track to investigate cue-locked
responses, the sampling of relative cue-position space was limited in the current
experiment (see Figure 2-14a-b). The diagonal stipe shows the limited occupied bins
within this 2D space. For example, when the animal was at the start of the track, this
could only ever be a pre-cue bin (i.e. cue anticipation region) because the earliest
the cue could appear on the track is at 100cm. Given this limited sampling of the
position-relative cue position space, we were concerned that purely spatial
responses at the edges of the track might be misclassified as cue coding, just
because there were fewer possible relative cue positions which could be sampled at

these spatial bins. For example, Figure 2-14c¢ shows a place cell with a stable field
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located approximately 100cm along the track. Figure 2-14d shows this same data
plotted in two-dimensional position-relative cue position coordinate space. As well as
the defined stripe at 100cm, there is also an apparent area of high activity within cue
coordinate space between -200 and 0, especially visible in the ratemap from the
second half of the session. A cell with a place field even earlier on the track (e.g.
50cm) might well be classified as cue coding just because the limited sampling of

cue offsets at this position might give the impression of a small, discrete field.
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Figure 2-14: Possible Sampling Artifacts in Cue-Position Space. A) Dwell map, in run

counts, across spatial position and relative cue position. Horizontal line at zero demarcates

cue centroid. B) Dwell map, in seconds, across spatial position and relative cue position.

Horizontal line at zero demarcates cue centroid. C) Example place cell, with a reliable field

located approximately 100cm along the track. D) The same ratemap data as in C) but binned

within two-dimensional position - relative reward cue position space. The finite coverage of

this two-dimensional space, as shown in A-B, might lead to pure place responses appearing

as discrete fields within cue reward or Ocue off
looking at the ratemap from the second half of the session (bottom row).

To address this possible caveat, we simulated idealised place cells i cells that

purely responded to the animal s | ocation on
same rate at each location. To this end, we used animal position and relative cue

position data from several cue task datasets (n=3 datasets, from n=3 mice). For

each dataset we took data from a complementary linear track session (where only

place responses were expected), run by the same animal, identified place cells and
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extracted a single primary field from each cell (Figure 2-15a). To generate a
synthetic timeseries from each cell, we used the animals position data and, at each
timestep, used the place field from that cell to determine what the activity rate for

each location should be (Figure 2-15).

a) b) Example Cell 1
150
150 F
Example Cell 1 = 100}
S
[T
< q sof
o 100}
L
p 0
oy
< 5of
£
o
H <
S
:‘5"
0 — : : s ; 8
0 100 200 300 400 500 600 700 a
Position, cm é
~ . L
0 1 2 3

Time, mins

Figure 2-15: Procedure for Generating Synthetic Purely Spatial Cells. A) Average
ratemap from a linear track session from an example place cell. B) This ratemap was
used as a lookup table, indexed using position data from a cue task dataset. Thus,
every time the animal was within a given position bin on the track, the synthetic trace
(top) would take the value associated with that position bin from the ratemap in A).
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Figure 2-16: Population Ratemap From All Synthetic Place Cells Generated From An
Example Session. Synthetic cells are sorted according to their peak field location on the
track.

To understand what biases were present in our method for detecting reward cue or

distractor cue cells we applied the field detection and ratemap stability analyses

described above to the purely spatial synthetic data sets (Figure 2-15; Figure 2-16).

The results for position coding (Figure 2-17a,i) illustrate that the majority of simulated

place cells were indeed identified as signif
0.02). However, the observed proportion of simulated place cells that were classified

as significantly coding for the reewparated cue (

0.05 type | error rate*?.

We noticed however, that the distribution of field peaks relative to cue position in the
real data were very different from that of the simulated place cell data (Figure 2-17c).
Thus, it appeared that our original cut-off values of +/- 200cm were potentially
introducing artifacts at the edges, where relative cue space may have been
undersampled. We therefore excluded reward cue and distractor cells with fields that

exceeded +/- 100cm from the cue centroid in all subsequent analysis.

42 Expected type 1 error rate of 0.05 comes from the percentile cut off value (95%) used when
comparing data to shuffle distributions during significance testing of ratemap stability.
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2.12.3.1 Adjusted Type | Error Rate

Given that we had performed an additional step (excluding cells with fields outside
the 100cm diameter zone surrounding the cue) as part of the cell detection stage, we
no longer had an accurate estimate of the expected type | error rate. Therefore, to
calculate the adjusted expected type | error rate, we used the ratemap stability r
values for the shuffled ratemaps, generated during significance testing, see above.
For each session, we took each shuffled r value, and compared it to all other shuffled
r values, and retained those shuffles which exceeded the 95" percentile (the same
procedure used in significance testing of the data). The proportion of shuffles that
exceeded this threshold would be expected to be approximately 0.05. We then
added this exclusion step based on field location, only retaining cells that exceeded
the percentile threshold in the previous step and whose field location was within +/-
100cm T the same process as was used with the data. The proportion of shuffled
cells that meet these criteria therefore gives an adjusted estimate of the type | error
rate for each session. Distributions of the values across sessions is shown in figure
2-17. This analysis generated an average false positive rate of 0.024 for both the

reward cue and distractor cue reference frames.

2.12.3.2 Simulations After Excluding Cells Near the Edges

We re-ran the simulation analysis with this additional criteria, where cells with fields
near the edges of the ratemap (greater than 100cm from the centre) were excluded.
Subsequently, the proportion of simulated place cells that were classified as
significantly coding fortherewardcue ( si mul at ed data: O =
di stractor cue (Wéelessthan hdadjusied expedled k) error
rate (0.024). This cut-off value of +/-100cm was therefore applied in both the cue,

distractor analyses across the experiment.
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Figure 2-17: Proportion of Detected Position, Reward Cue and Distractor Cue Cells
Using Synthetic Place cell Data. Mean proportion of identified cells of each type (pos, cue
and distractor) using real data (green) and simulated perfect place cell data (grey). Error
bars show SE of mean across n = 3 sessions. Red line denotes expected type | error rate =
0.05. B) Example Cue ratemaps using real data versus simulated perfect place cell data.
White lines demarcate the cue centroid position and inner and outer limits of the reward
zone. C) Mean proportion of identified cells of each type now using cut-off values of +/-
100cm. Comparisons of real data (green) and simulated perfect place cell data (grey). Error
bars show SE of mean across n = 3 sessions. Red line denotes expected type | error rate =
0.024 * indicates significance at <0.05, from paired t-tests.

2.12.4 Mutual Information

To calculate mutual information between various position-related variables (actual
position, position relative to the cue, position relative to the distractor) and
fluorescence traces, we binarized the filtered traces, setting all transient periods to
one. We then used existing code (https://github.com/etterguillaume/CalmDecoding)
to calculate mutual information between the binarized transients and these position
variables. Mutual information (MI) therefore corresponded to the amount of
information about the activity of a neuron gained through observing a given position

variable.
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Equation 6

0O 0°Y, o (I g —

Where M refers to the number of possible pos
probability of observing the position bin i, given the activity state j i which can take

two possible states; active or inactive.

2.12.5 Remapping Analyses

To investigate remapping between the fixed-goal and reward cue-goal reference
frames (Figure 3-18), average ratemaps aligned to the reward cue goal and fixed
goal were generated for each half of the session. Trials in which the cue reward zone
appeared within 200cm of the fixed-goal reward zone were excluded when
generating these ratemaps, as in these trials the goal in one reference frame would
be present in the ratemap of the other. Average ratemaps were then stacked to form
one large vector (Ilength ratemap x ncells in length). These four vectors (first half of
the session reward cue goal, second half of the session reward cue goal; first half of
the session fixed goal, second half of the session fixed goal) were then correlated
(Pearsonbs r) to gener adne These popdlatonveoctor vect or
correlations were accumulated across all cue task sessions and paired t-tests were
used to compare within-group population vector correlations (population vector
correlations between the first and second half of the session for both the reward cue
and fixed goal) with between-group population vector correlations (population vector
correlations between the first half of the session of the reward cue map with the first
half of the session of the fixed goal map, and repeating the same procedure for the

second half of the session.
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To investigate remapping across environments 1-3 (Figure 3-26), average ratemaps
were generated for each sub-session (A-B-B@®&6) , f or each of the
frames (position, reward cue, distractor cue and fixed goal). In the position reference
frame, the edges of the ratemap (first and last 100cm) were excluded. This did not
exclude the reward zones. As before, average ratemaps were then stacked to form

one large vector (length ratemap x ncells in length). These vectors were then

correlated across conditions (reference frame type: position, reward cue, distractor

cue and fixed goal, and environment type: same or different), to generate population
vector correl ati onway ANPEAARee@mcdfamatypex A t wo
Environment type) was used to compare population vector correlations across
environmental conditions. Post-hoc t-tests with Bonferroni correction were used to

make paired comparisons.

2.12.6 Caveats of The Current Statistical Approach

While analyses included in the current study attempted to address typical statistical
pitfalls (e.g. choosing appropriate parametric or non-parametric tests, controlling for
multiple comparisons), one important caveat relates to the inclusion of data points
from the same cells across recording sessions and how this likely violates the
independence assumption. For example, in several analyses single-cell recording
data was grouped according to task-related firing features (e.g. classified as place
cells, reward cue cells). Subsequently, this data was accumulated across many
recording sessions and group-wise comparisons (e.g. between place cells and
reward cue cells) were made (see Figure 3-15; Figure 3-26). Given that imaging
data were acquired from approximately the same field of view across days, this
inevitably means that the same neuron could contribute multiple times to the dataset
for a particular group, if it was classified as a member of that group across multiple
recording sessions. For example, if a particular neuron was classified as a place cell
across multiple recording sessions, it& stability measure (Pearson® r) would have
contributed more than once in group-wise comparisons of cell-stability. Although we
did not align imaging data across days and assess how the stability within the
position or relative cue position reference frames changed across recording

sessions, previous research suggests that these measures are likely to be relatively
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stable (see section 1.4.8). Inclusion of data from the same cells across multiple
sessions therefore likely violates the independence assumption.

While it is important to be aware of this violation, we do not have reason to believe
that this oversight challenges the main results of this study as group-wise differences
were observable even at the level of individual sessions. Future extensions of the
current results could include aligning the imaging data across days, identifying the
same neurons across recording sessions and accumulating data from the same
neurons (taking the mean stability for each cell across sessions) before making

group-wise comparisons.
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3 Results
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3.1 Recording Place Cells on a Virtual Reality Linear
Track

Because this experiment required the introduction of novel techniques to the lab
(two-photon imaging and head-fixed behaviour), the first phase of the experiment
involved establishing some basic findings: 1) training animals to lick selectively at a
fixed reward zone in virtual reality (VR) environments, 2) recording and pre-
processing two-photon data to generate stable traces with good signal-to-noise ratio
and 3) recording stable CAL1 place cells. A previous series of pilot experiments were
conducted using previous cohorts of animals (n=20) to finesse aspects of the
experiment and establish these basic findings (see methods, section 2.3). Data from
the experimental cohort (n=6) performing the linear track task in the first virtual reality

environment are used to illustrate these foundational results.

3.1.1 Animals Learn to Lick Selectively at a Fixed Reward Zone in
VR

Key

Reward
A | d A |S_Z| Zone
FEAAAaannn R -

Ocm Fixed Goal 700cm

Figure 3-1: Schematic of Linear Track Task. Mice were trained to run laps of a 7m linear

track, with an unmarked 20cm diameter fixed goal zone towards the end. Licking within this

goal zone triggered the release of a milk reward atarewar d spout in front of
face. If the animal did not lick within the reward zone, the same volume of reward was

delivered at the end of reward zone.

After a period of habituation and pre-training (see methods), mice (n=6) were trained
to run laps of a long virtual linear track (7m) with a fixed reward zone. A trial was

considered correct if the animal actively triggered reward delivery by licking within
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the 20cm reward zone, located towards the end of the track. There was no
punishment for out-of-zone licking and animals received the same reward volume on
each trial, regardless of whether the trial was correct or incorrect (see methods,
section 2.6). Sessions wherein the animal actively triggered at least 70% of the
rewards were considered expert sessions. A set of approximate criteria were used to
determine when animals were licking selectively at the goal and could be moved
onto the next phase of the task. Namely: 1) if they performed expert sessions (70%
rewards triggered) on two consecutive days, 2) they had performed at least one
expert session and other features of their behaviour suggested they could lick

reliably at the fixed goal, if motivated to do so.
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Figure 3-2: Learning of the Simple Linear Track Task. A) Proportion of correct trials, in

which animal actively triggered reward delivery by licking in the reward zone, across days.

Each line represents an individual mouse (n=6). Animals that reached criterion performance

were moved onto the next phase of the experi ment
performance in simple linear track task across mice. Expert performance was defined as

trials where the animal triggered at least 70% of rewards by actively licking in the reward

zone. Each red dot represents the days taken to reach criteria of each of 6 animals. Black

bar illustrates the mean across animals.

Animals rapidly learnt to perform this simple linear track task, although there was
guite some degree of variance across animals (days to first expert session expert p
= 5.16, 0 Fgu3®.), (see
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Figure 3-3: Measures of Behavioural Performance as Animals Learnt to Perform the
Linear Track Task. A) Mean Normalized Change in Lick Rate at the reward zone, across
learning, AU. B) Mean Normalized deceleration in running speed at the reward zone, across
learning, AU. C) SlI, Selectivity Index (a combined measure of change in lick rate and
running speed deceleration at the goal zone), across learning, AU. All panels: each line
represents an individual mouse (n=6), see legend in A).

Because 1) the criteria used to define expert performance were arbitrarily chosen
and 2) the proportion of rewards triggered by the animal did not capture information
about the specificity of behavioural changes at the goal versus a general increase in
licking, we also measured changes in lick rate and deceleration of running speed
around the fixed goal, as additional readouts of spatially selective behaviour at the
goal zone (Figure 3-3, a-b). While the degree of deceleration at the goal increased
when comparing the last versus the first trials of training (deceleration: first sessions:
O = 0.45, & = 0.07; last sessi onthechabge=
in lick rate did not increase consistently across animals (change in lick rate: first
sessions: 1=0.48, O 4&lasDsewions: p=0.51, G 5t(5P=108, p=0.29).

However, this measure is introduced at this stage as it appeared to be a more
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sensitive indicator of behavioural selectivity in the more difficult cue task (see section
3.8).

To account for heterogeneity in the degree of slowing versus licking at the goal zone
across mice, we used an additional Selectivity Index measure (Sl), which combined
both licking and deceleration measures, calculated on a trial-by-trial basis (see
methods). (SI: first sessions: p=0.46, 0 5;lasDsew®ions: u=0.50,0 =4,0. 0
t(5) = 2.21, p<0.05). Figure 3-4 and Figure 3-5 show example data from one of the
animals (m4543) after 10 days of training. The animal anticipates the location of the
fixed reward zone with an increase in lick rate (Figure 3-5, c-d) and a deceleration in

running speed, preceding the start of the reward zone (Figure 3-5, a-b).
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Figure 3-4: Raw Licking Data Across Trials (Example Session). Black dots indicate
individual licks. Green dots indicate licks within the reward zone which actively triggered
reward delivery. Although the mouse does not achieve expert performance on this session
(proportion correct <0.7), it still licks very selectively at the goal zone, when motivated to do
so. Data from mouse m4543, day 10 (proportion of correct trials = 0.67).
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Figure 3-5: Behavioural Data Around the Goal Zone (Example Session). A) Binned
running speed data (cm/sec) as a function of spatial offset from the fixed goal, across runs.
White lines demarcate the perimeters of the fixed goal zone. B) Mean running speed
(cm/sec) as a function of spatial offset from the fixed goal, averaged across the session.
Blue lines demarcate the perimeters of the fixed goal zone. Shaded region shows SEM. C)
Binned filtered lick data (Hz) as a function of spatial offset from the fixed goal, across runs.
White lines demarcate the perimeters of the fixed goal zone. D) Mean filtered lick data (Hz)
as a function of spatial offset from the fixed goal, averaged across the session. Blue lines
demarcate the perimeters of the fixed goal zone. Shaded region shows SEM. Data from
same session as above; mouse m4543, day 10.

3.1.2 Recording Stable Place Cells During Virtual Navigation

Two-photon calcium imaging data were recorded as animals learnt the linear track

task. Imaging data were pre-processed (see methods) and binarized to produce

noise-filtered traces, expressed as a percentage deviance of the fluorescence trace

from baseline, o r  &ek FHgufes 2-12,2-13) . An average of 1196 c
204.3, min = 632, max = 1542) were recorded per session (see Table 2).

Fluorescence traces were then aligned to the VR behavioural data. A stability-based
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met hod was used to define pl &stabilitcaerbsbthe b as e d
session(seemethods ) . I n the I inear track task, approc

recorded cells were classified as place cells.

43 Note the term ratemap is used for consistency with the electrophysiology literature, really
the term fAactivity mapo would be more accurate
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Figure 3-6: Ex a mp Raet &ima p sAverag®Re r c e nt a gAerogp Bihred Track

Position From 18 Example Place Cells, Across Three Recording Sessions and Mice.

Each panel shows ratemaps from 6 co-recorded place cells from a single recording session,

across 3 different mice: m4545, session 4, m4543, session 4; m4555, session 7. In each

sub-panel: upper: mean @F/ F across binned track posi
shaded error bars show standard error of the mean (SEM); lower: heatmap illustrating mean

F/ F across binned track po s iwithinthatsessiof. @F/ Each r un
here refers to the percentage deviance of the activity trace from baseline, subsequently

filtered to remove noise. Note, many of the cells appear to shift their firing fields to earlier

portions of the track over the course of the session, as has been reported by other authors

(Mehta et al., 2000).

Identified place cells had discrete fields at a specific region along the track (Figure
3-6), and as a population tiled the entire linear track (Figure 3-7a-c). Recorded place
cells were highly stable (see Figure 3-6; Figure 3-7d-f; Table 2). Consistent with
previous reports (Rich et al. 2014), many cells had 1-3 stable fields, while the
minority had >5, which might be expected, given the size of the environment (Figure
3-7g-i; Table 2).
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Figure 3-7: Place Cell Population Data, Three Example Sessions. A-C: Population

ratemap of all co-recorded place cells using data from the first half of the session, sorted

using field peaks calculated using data from the second half of the session. Each line on

horizontal axis of these plots conveys the same information, for an individual cell, as is

shown in the previous figure (me a n  gpdfasshbinraed track positions) B-F: Stability

(Pearsonés r values, comparing ratemaps gener at €
session, for each place cell). G-I: distribution of field numbers for recorded place cells. Data
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from same sessions as above: m4545, session 4 (a,d,g); m4543, session 4 (b,f,h); m4555,
session 7 (c,f,i).

Table 2: Summary Place Cells Data Across All Linear Track Sessions Across
Individual Mice. Note ratemap stability and field number values are calculated using the
session means, rather than accumulating individual values across all recorded cells.

Mean Mean Prop Mean Ratemap STD Ratemaf Mean Num. STD Num.

n SessionsRecorded Cel PCs Stability, r Stability, r Fields Fields
m4457 8 1170.75 0.46 0.72 0.23 4.32 1.98
m4453 9 1141.33 0.6 0.76 0.22 4.44 1.96
m4466 7 1129.14 0.59 0.74 0.23 4.23 1.9
m4555 9 1433 0.3 0.57 0.26 4.52 1.94
m4543 16 1345.06 0.57 0.76 0.21 3.84 1.84
m4545 17 997.53 0.7 0.81 0.19 3.65 1.77
SUMMARY] 66 1195.73 0.56 0.74 0.22 4.06 1.87

156



3.2 Head-fixed Mice Can Learn an Abstract Task
Rule

Pretraining (VR) —»| Linear Track, Environment 1:—'| Cue Task, EnvironmentL—l

Figure 3-8: Schematic of the Relevant Experimental Timeline, Cue Task 1. At this point
in the experiment, mice (n=6) have 1) been pre-trained to run and lick for reward in the
simple 6Sewerdé training environment and 2)
zone for the first time, until reaching expert performance. These phases are illustrated in a
green shaded box in the schematic above. At this stage, mice are then introduced to the cue
task, in this same environment for the first time, which will be the focus of this section.

In the previous sections we recorded stable place cells as mice were trained to
perform a simple linear track task for the first time. Once animals had reached expert
performance on this first linear track, they were introduced to the cue task (Figure
3-8, see methods). Again, mice ran laps of the now-familiar linear track environment.
However, in the cue task sessions, in addition to the fixed goal that remained at the
same location towards the end of the track, two sets of moving cues were
introduced, whose location varied independently on each trial. One cue predicted an
additional reward zone, located 70cm away from the cue (the reward cue), the other
(the distractor) did not predict reward (Figure 3-9). We were first interested in

whether mice could learn that the reward cue predicted reward at a certain distance,
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regardless of where it appeared on the track, while still responding within the fixed

spatial reference frame and continuing to lick at the fixed goal.

o e
T e
LE N, SN,

e S
Fixed Goal 700cm

s

Key
—

Reward
Zone

Reward
Cue

Distractor
Cue

Cue-
Reward
Distance

Figure 3-9: Brief Schematic of the Cue Task. Mice ran laps of the same (now-familiar)
linear track. In addition to the fixed cues, two moving cues were also present, and each
appeared at different positions along the track on each trial. The reward cue predicted a
reward zone located +70cm from its centre. The distractor cue did not predict reward. The
fixed goal remained in the same location as in the previous linear track task. See methods

for further detail.

In a similar manner as previously, the proportion of rewards triggered by the animal

licking actively in the cue goal zone was used to infer whether the animal was

performing this task. Expert criterion performance was reached when an animal had

actively triggered at least 70% of the cue goal rewards itself, for two consecutive

sessions.
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Figure 3-10: Animals Learn the Cue Task Over the Course of Several Weeks of

Training. A) Proportion of correct trials, in which animal actively triggered reward delivery by

licking in the moving cue reward zone, across days. Each line represents an individual

mouse (h=6). B) Daysetbdrpachocmaheei on bhedenE
Expert performance was defined as trials where the animal triggered at least 70% of rewards

by actively licking in the reward zone, for two consecutive days.

Animals learnt to perform the cue task over the course of 2-3 weeks (days to expert

O = 17 . 5;Figlre 3=10)1 No&,7one animal (m4466) did not reach criteria on

the first environment but was continued onto the next phase of experiment, to see

whether it could learn more rapidly in subsequent environments, regardless.

Example behavioural data from an expert session are shown in Figure 3-12 and

Figure 3-13. Across all animals, there was an increased tendency to decelerate at

the cue goal when comparing the first and last training sessions (first two sessions; H

= 0.47, 0 = 0.04; Vast Ot w6,sa&ssi O Figlde t (5)

3-11b). Mice also increased their lick rate around the cue goal after training (first two

sessions; O = 0.48, G = 0.02; last two sessi
<0.05, Figure 3-11a). Together, this culminated in an overall increase in selective

licking and slowing behaviour at the cue goal, as illustrated by increases in the
Selectivity Index (first two sesoinens; 0 @ H.0G
=0.04; t(5) = 4.53, p <0.01, Figure 3-11c). Moreover, selectivity index scores at the

cue goal as compared to the distractor cue increased as a function of learning (first
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two sessions; u=-0. 06, u

O

0. 01;

| as

t t wo sessi

<0.01, Figure 3-11d), indicating that mice were learning to selectively increase their

licking and slowing at the cue goal, and increasingly ignore the distractor cue.
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Figure 3-11: Behavioural Across Learning, Cue Task. A) Normalized change in lick rate
at the cue goal across learning. B) Normalized deceleration at the cue goal across learning.
C) Selectivity Index at the Cue goal, across learning. D) Ratio of Selectivity Index values at
the cue goal and distractor cue, across learning.
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Figure 3-12: Raw licking plot from an example expert session on the cue task. Black
dots represent detected licks. Green dots represent licks within a reward zone which actively
triggered reward delivery. On each trial in which the moving cues were present, the reward-
predictive cue is illustrated with a red cross, the cue-locked reward zone is indicated as a red
bar, and the distractor cue is illustrated with a blue cross.

161



a) Running Speed

80

@
S

Fixed
Goal

Speed, cm/sec
N
o

N
S

A\
|

-200

Reward
Cue

@
=)

Speed, cm/sec
8

N
=)

-100 0 100 200

Pos Offset, Relative to Goal, cm

Distractor
Cue

Speed, cm/sec

-100 0 100 200

Pos Offset, Relative to Goal, cm

0
-200

-100 0 100 200

Pos Offset, Relative to Goal, cm

b)

Licks/sec

Licks/sec

Licks/sec
N

Lick Rate

35
3

25

1 ‘
0s %
|

N

-100 0 100
Pos Offset, Relative to Goal, cm

1 [
|

200

0
-200 -100 0 100

Pos Offset, Relative to Goal, cm

200

-100 0 100
Pos Offset, Relative to Goal, cm

200

Figure 3-13: Example Behavioural Data, Cue Task. A) Average running speed, cm/s,
across session within each of the three reference frames (Fixed Goal, Reward Cue,
Distractor Cue). B) Average lick rate, licks/s, across session within each of the three
reference frames (Fixed Goal, Reward Cue, Distractor Cue). A-B: blue lines demarcate
perimeters of reward zones (Fixed Goal and Reward Cue) or, in the case of the distractor
cue, where reward zone would be if the distractor cue predicted reward at +70cm. Zero in
the fixed goal reference frame demarcates the centre of the reward zone. Zero in the reward

cue and distractor cue reference frames demarcates the centre of the cue itself. Same

session as raw lick data, above. In all plots shaded region illustrates SEM.

3.3 Neural Representations During Cue Task

Having established that mice could perform the cue task, we next looked at neural

representations across the multiple task-relevant reference frames. We applied the

same

Arat emapo

stabi

ty

approach,

as

with stable fields locked to the reward cue and distractor cue reference frames (see

methods). Briefly in both cases, instead of raw position, ratemaps were constructed

using the

ani mal 6 s rgwarddudor distractoreude.at i ve t
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Figure 3-14: Population ratemaps from example expert cue session. A) Population

ratemap of recorded Place Cells B) Population ratemap of recorded Reward Cue Cells.

White line at O demarcates centroid of the cue. White lines at +60 and +80cm demarcate the

cue reward zone. C) Population ratemap of recorded Distractor Cue Cells. White lines as

before, although there is no actual reward zone in this case, lines included for comparison.

All using data from the first half of the session, sorted using field peaks calculated using data

from the second half of the session. D) Stabilit
generated from the first and second half of the session, for each cell) for each cell type. A-C:

ratemaps generated using data from the first half of the session, sorted using field peaks

calculated using data from the second half of the session.

As in the previous linear track task, across all expert cue experiment sessions (n =

47, across 6 mice) approximately half of recorded CA1 cells exhibited significant

place coding (O =Fighre3m,Figire 3150TableB4)./s e e

smaller proportionof t he overall population (O = 0.05,
in the cue reference frame, while an even smaller proportion of cells showed
significant coding in the distractor cue ref
ANOVA revealed a significant main effect of group on the proportion of detected

cells: F(2) = 265.0, p <0.001). Post-hoc tests revealed a significant difference

between the proportion of position coding cells compared to both reward cue coding

(p<0.001) and distractor coding cells (p<0.001) but no difference between distractor

and reward coding cells (p=0.75) (see Figure 3-15a).
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