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Abstract 

 

Introduction   

Clustering algorithms are a class of algorithms that can discover groups of observations in 

complex data and are often used to identify subtypes of heterogeneous diseases in electronic 

health records (EHR). Evaluating clustering experiments for biological and clinical significance is 

a vital but challenging task due to the lack of consensus on best practices. As a result, the 

translation of findings from clustering experiments to clinical practice is limited.  

Aim  

The aim of this thesis was to investigate and evaluate approaches that enable the evaluation of 

clustering experiments using EHR.  

Methods  

We conducted a scoping review of clustering studies in EHR to identify common evaluation 

approaches. We systematically investigated the performance of the identified approaches using 

a cohort of Alzheimer's Disease (AD) patients as an exemplar comparing four different 

clustering methods (K-means, Kernel K-means, Affinity Propagation and Latent Class 

Analysis.). Using the same population, we developed and evaluated a method (MCHAMMER) 

that tested whether clusterable structures exist in EHR. To develop this method we tested 

several cluster validation indexes and methods of generating null data to see which are the best 

at discovering clusters. In order to enable the robust benchmarking of evaluation approaches, 

we created a tool that generated synthetic EHR data that contain known cluster labels across a 

range of clustering scenarios.  

Results  

Across 67 EHR clustering studies, the most popular internal evaluation metric was comparing 

cluster results across multiple algorithms (30% of studies). We examined this approach 

conducting a clustering experiment on AD patients using a population of 10,065 AD patients and 

21 demographic, symptom and comorbidity features. K-means found 5 clusters, Kernel K-

means found 2 clusters, Affinity propagation found 5 and latent class analysis found 6. K-means 
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was found to have the best clustering solution with the highest silhouette score (0.19) and was 

more predictive of outcomes. The five clusters found were: typical AD (n=2026), non-typical AD 

(n=1640), cardiovascular disease cluster (n=686), a cancer cluster (n=1710) and a cluster of 

mental health issues, smoking and early disease onset (n=1528), which has been found in 

previous research as well as in the results of other clustering methods. We created a synthetic 

data generation tool which allows for the generation of realistic EHR clusters that can vary in 

separation and number of noise variables to alter the difficulty of the clustering problem. We 

found that decreasing cluster separation did increase cluster difficulty significantly whereas 

noise variables increased cluster difficulty but not significantly. To develop the tool to assess 

clusters existence we tested different methods of null dataset generation and cluster validation 

indices, the best performing null dataset method was the min max method and the best 

performing indices we Calinksi Harabasz index which had an accuracy of 94%, Davies Bouldin 

index (97%) silhouette score ( 93%) and BWC index (90%). We further found that when clusters 

were identified using the Calinski Harabasz index they were more likely to have significantly 

different outcomes between clusters. Lastly we repeated the initial clustering experiment, 

comparing 10 different pre-processing methods. The three best performing methods were RBF 

kernel (2 clusters), MCA (4 clusters) and MCA and PCA (6 clusters). The MCA approach gave 

the best results highest silhouette score (0.23) and meaningful clusters, producing 4 clusters; 

heart and circulatory( n=1379), early onset mental health (n=1761), male cluster with memory 

loss (n = 1823), female with more problem (n=2244). 

Conclusion  

We have developed and tested a series of methods and tools to enable the evaluation of EHR 

clustering experiments. We developed and proposed a novel cluster evaluation metric and 

provided a tool for benchmarking evaluation approaches in synthetic but realistic EHR.  
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Impact Statement  

 

Stratifying and staging of disease is traditionally carried out via domain experts based on a 

small number of variables. However the increased availability of large medical datasets such as 

cohort studies like UK Biobank or ALSPAC or electronic health records (EHR) alongside 

increased computing power and awareness of unsupervised machine learning methods have 

allowed for researchers identifying these groups using a larger number of variables and a 

hypothesis free approach. A type of unsupervised machine learning methods called clustering 

algorithms find groups of patients within a disease based on quantifiable similarity between 

patients. This has the benefit of including a larger number of variables to generate the subtypes 

than traditional human based approaches, and is considered unbiased as the algorithm is 

unaware of prior disease understanding when forming these groups. EHR, is often used as a 

data source to generate disease subtypes due to its breadth, longitudinal nature and clinical 

relevance. The hope is that the combination of using clustering methods on EHR data is the 

generation of disease subtypes that encompass a wide amount of information on a patient, 

offering new disease insight and potential use in clinical practice.  

 

There are, however, certain limitations to this approach. Firstly, though EHR data is broad it 

often lacks depth in certain areas, frequently not containing the biological data to show that 

subtypes found reflect distinct biological etiologies of disease. Secondly, the unsupervised 

approach of clustering analysis means that there is no known ground truth to compare the 

results to, meaning that it is, again, hard to validate the results of these studies. In combination, 

the limitations to showing the validity of the results of EHR clustering studies hampers their 

translation to clinical practice and to further research.  

 

The aim of this thesis is to understand current approaches in cluster validation in EHR studies, 

investigate their limitations, and then develop and test tools to help improve cluster validation. 

Through rigorously researching current practices in cluster methods and evaluation we were 

able to develop tools and evaluation metrics which solve known issues with these experiments. 

We also tested the tools to show how they can be used in a real world clustering experiment, 

examining practically how they can be used.  

 

The future output of this work is to produce open source python packages of the tools 

developed so researchers can use them as well as develop them further. These tools can 
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facilitate testing of new methods for clustering on EHR and help validate the results of EHR 

clustering experiments. We also conducted 2 clustering experiments in this thesis, finding 

subtypes of Alzheimer's disease patients. Though these results can not be directly translated 

into clinical practice, they can spur on further research into more specific treatment pathways 

and greater understanding of polypharmacy.  
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Chapter 1. Introduction  

 

Stratifying, subtyping and staging of diseases exists to identify groups of patients within the 

same disease that have similar prognostic1, symptom 2 or treatment3,4 profiles. Traditionally this 

has been carried out by manually using a small number of variables. The increased availability 

of large medical datasets and the growing popularity of unsupervised machine learning methods 

has led to data driven approaches for subtyping diseases. One type of large medical data 

available is electronic health records (EHR), which are routinely collected patient data from 

health care providers such as hospitals and general practices. Using EHR has many benefits as 

it is longitudinal, clinically-relevant and often representative of the population being studied5 . 

Additionally clustering methods, which are the type of unsupervised machine learning method 

commonly used for subtyping, allow for an unbiased approach to finding subtypes with a larger 

number of variables included in defining the subtypes6. Combining EHR and clustering methods 

enables the generation of disease subtypes that are clinically relevant, and contain variables 

that reflect the whole patient rather than just disease specific variables. These clusters can also 

be shown to have differences in important clinical outcomes across a long timeframe. EHR data 

however, though broad, frequently does not contain the depth of biological information7 that is 

required to prove the subtypes are ‘true disease subtypes’, which is sometimes stated as the 

desired aim of disease subtyping8–10. Furthermore, validation of clustering results is hard as 

there is no ground truth to compare them to11,12. Data driven subtyping of disease in EHR has 

the potential to find new and clinically important groups and patterns in heterogeneous disease 

however limitations in how to validate them hamper their translation to future research. The 

question interrogated in this chapter and further examined in this thesis is: What are challenges 

associated with discovering valid and clinically meaningful subtypes of disease in EHR using 

data driven approaches?  

1.1. Disease Subtyping  

1.1.1. Expert curation disease sub-classification  

Traditional disease subtyping has been performed through manual classification of diseases 

into a small number of subtypes due to a need for identifying different presentations of complex 

diseases. This can come in many forms such as dementia being broken down into dementia 

types including Alzheimer's disease, parkinsons, frontotemporal dementia and others, these 

https://paperpile.com/c/DtlZj7/2Scp1
https://paperpile.com/c/DtlZj7/ILT5k
https://paperpile.com/c/DtlZj7/fimIZ+5iRMx
https://paperpile.com/c/DtlZj7/JyK54
https://paperpile.com/c/DtlZj7/C3au1
https://paperpile.com/c/DtlZj7/2YVSL
https://paperpile.com/c/DtlZj7/djDg3+pexPE+g31MB
https://paperpile.com/c/DtlZj7/GZlbm+zbOl8
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subtypes are defined by different patterns of neurodegeneration, resulting in different symptom 

presentation for each group and results in different treatments4. Mental health diseases can be 

split based on severity of symptoms, for example bipolar can be further grouped into bipolar I, II 

and cyclothymic disorder2, or split based on causes such as anxiety separated into generalised 

anxiety, social anxiety and agoraphobia based on the source of the anxiety2. Cancer is 

commonly split into stages based on tumour size and metastasis1,3. Diseases can also be 

separated based on a separation of a single disease observation such as heart failure based on 

left ventricular ejection fraction 13. There is a difference between the subtyping and staging 

approaches as in some staging approaches such as cancer, if left untreated the patient will 

presumably progress from stage I to stage II, where as in dementia if a patient is diagnosed with 

Alzheimer's disease they not progress to Parkinson's disease (unless through misdiagnosis). 

This sub-classification of diseases can offer many benefits compared to considering the disease 

as a homogenous entity, from giving different treatments and prognoses1,3,4, finding differing 

underlying biological causes4 and separation of groups in clinical trials where one subgroup may 

respond to the trialled drug whereas another may not14.  

1.1.2. Data Driven Disease Subtyping  

The rise in number of large medical datasets, increased computing power and popularity of 

machine learning methods have led to approaches for uncovering disease subtypes in a data 

driven way. Disease subtyping, carried out with a group of unsupervised machine learning 

algorithms called clustering algorithms using large medical datasets, can offer new ways of 

categorising disease. This approach has been carried in a wide range of different diseases on a 

variety of data. For example, gene expression data has been used to identify breast cancer 

clusters. A study found 3 clusters mostly defined by the presence or absence of oestrogen 

receptor and progesterone receptor gene expression, resulting in differing prognoses15. Clusters 

have been found using clinical variables extracted from EHR in asthma16, COPD17  rheumatoid 

arthritis18 and sepsis19. Brain scans have been used to identify subtypes of Parkinson’s disease 

based on cortical atrophy patterns20 , Alzheimer’s disease21,22 and multiple sclerosis23. Cognitive 

tests have also been used to find subtypes of Alzheimer's disease24,25 and Parkinson’s 

disease26,27. A data driven subtyping the clusters are formed through objective collation of a 

much larger number of variables which would not be possible for humans as we cannot 

accurately assess the relationship of five or more variables6. This allows for subtyping to move 

from being based on a difference in one or two variables to being characterised by a 

combination of multiple clinical variables. Another benefit is that it is unbiased. The algorithm 

https://paperpile.com/c/DtlZj7/5iRMx
https://paperpile.com/c/DtlZj7/ILT5k
https://paperpile.com/c/DtlZj7/ILT5k
https://paperpile.com/c/DtlZj7/2Scp1+fimIZ
https://paperpile.com/c/DtlZj7/Xoj6p
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does not bring with it preconceived notions of what features are important to the disease and 

which are not, thus allowing for exploration of new groups of a disease which could potentially 

lead to different and innovative research questions and pathways. 

1.1.3. Electronic Health Records and Data Driven Subtyping  

Electronic health records (EHR) are routinely collected patient data from hospitals, general 

practitioners, and other health care providers. They can contain a range of medical information 

about patients including symptoms, diagnoses, procedures, prescriptions and observations as 

well as demographic factors such as age, gender and ethnicity, collected over a long period of 

time forming a digital representation of a patient’s interaction with a healthcare system28. EHR 

has been used as the bases for subtyping multiple different diseases including sepsis19,29, 

COVID-1930, type 2 diabetes31,32, COPD33,34, heart failure35,36, rheumatoid arthritis37 and 

Alzheimer's disease. Due to the breadth of EHR, data studies can focus on a wide range of 

attributes of diseases including comorbidities38,39, symptoms40,41 and biomarkers30 to create 

broad profiles of patients in the subtypes. It has also been used to subtype other aspects of 

patients' interaction with the healthcare system such as healthcare utilisation42,43, 

polypharmacy44 and clinical workflows45–47.  

 

There are a variety of benefits to using EHR data to find subtypes of diseases such as, the fact 

that the data is frequently collected over a long period of time gives the opportunity to create 

longitudinal clusters35,48,49, see how clusters change over time44,50,51 and evaluate the clusters 

with outcomes that occur many years after the initial disease diagnosis52,53. Due to the health 

care setting in which the data is collected, these outcomes can also be clinically relevant, 

showing the utility of the clusters. This can include outcomes such as number of hospital 

admissions34 or length of time or response to a treatment52,54 . Compared to traditional disease 

specific research cohort studies, a much broader collection of variables is collected allowing for 

subtypes to be constructed with the inclusion of variables not previously thought of as 

connected with the disease. This allows for a whole patient approach to subtyping including a 

range of demographic factors, other comorbidities and treatments and can allow for more 

accurate outcome prediction and prognosis then just considering only the features of the 

disease. 
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1.2. Clustering approaches 

Machine learning can be split into three different groups: supervised machine learning, 

unsupervised machine learning and reinforcement learning55. In this thesis we are mostly 

interested in unsupervised machine learning, though it is easier to understand in the context of 

supervised machine learning. Supervised machine learning is the generation of a function or 

algorithm to predict or classify an observation in data with a certain outcome or label. They are 

normally developed with the use of a training dataset X comprising several variables and 

observations, as well as an output variable Y. Once a functional relationship has developed 

between X and Y that function or algorithm can then be used to classify and predict unlabelled 

data56.  

 

Unsupervised machine learning is a set of algorithms for identifying patterns in data without 

labels. Clustering algorithms are a class of unsupervised machine learning algorithms whose 

function is to group together similar points to find data-driven categories12. To put this in context 

of the machine learning definition above, the information automatically extracted by the 

clustering algorithm is the groupings of the observations in the data the algorithm was applied 

to. There are several uses for this type of analysis. Firstly, for exploratory or ‘hypothesis 

generating’ data analysis, where clustering finds new and potentially interesting groups which 

can then be used to drive further research. Secondly, it can be used for information reduction 

through allowing complicated datasets with many variables to be reduced into easily 

communicable groups, and lastly comparing the data driven groups to already existing 

categories57. These methods have been used in a variety of domains including, image 

recognition58,59, market segmentation60, social network analysis61,62, medical classification63,64 

and climatology65,66. 

1.2.1. Cluster evaluation  

Compared to supervised machine learning, evaluating the results of clustering experiments is 

significantly more challenging. In supervised machine learning how well the algorithm performs 

can be measured by how accurately it predicts the a priori labels or outcomes it was trained to 

predict. In unsupervised learning, often no known true labels to compare with exist and as a 

result evaluating clustering results requires additional analyses. Clustering evaluation can be 

split into two types of evaluation: a) internal evaluation, how well do the properties of clusters 

succeed at being clusters, and b) external evaluation, how well do the clusters perform at being 

clusters in respect to other data/information/ the outside world67,68.  
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The main property examined by internal cluster evaluation is structure, through assigning a 

numerical value on how compact points are within a cluster, compared to how separated each 

cluster is11,12. There are a multitude of metrics to examine this, such as the Dunn index which 

finds the greatest difference between two points within a cluster divided by the minimum 

distance between clusters69,70, and silhouette score which measures how well each point 

belongs to a cluster by finding the mean distance to each point in its own cluster and the mean 

distance to each point in the next closest cluster, divided by the maximum of the two means, 

where the score for the overall cluster solution is the mean of the scores for all points70,71. The 

measures of cluster structure above evaluate structure based on a very narrow definition of 

maximising within cluster similarity and minimising inter cluster dissimilarity which may not 

always be appropriate for examining the results of every clustering method. Another way of 

examining clusters is stability - if the cluster method is repeated on data drawn from the same 

distribution as the original data, do the same clusters appear? In practice this is commonly 

carried out through generating multiple bootstrapped datasets from the original dataset, which is 

sampling from the original dataset with replacement (so the same point can get selected 

multiple times). The overlap between clusters is then compared across all bootstrapped data to 

get a measure of stability72,73. There are several variations of this method such as the level of 

replacement allowed in the bootstrapping, the measure of comparison between datasets, and 

whether jittering, the process of adding random error to the points, is allowed72. Though this 

method is not specific to certain clustering algorithms in the same way as measures of cluster 

structure, it still has limitations in that highly stable clusters may not be meaningful or correlate 

with true cluster labels74. Finally, these methods seek to minimise or maximise individual metrics 

derived from dataset variables which may or may not be significant in terms of the data being 

used (e.g., may not be clinically meaningful). 

 

External evaluation is the second way of evaluating cluster solutions. This is carried out through 

comparing the cluster results to external data not used in clustering analysis. Despite clustering 

methods being commonly used to identify clusters with no known labels, one way of evaluating 

cluster results is through comparison to true labels, if they are known. This can be done through 

comparing the cluster solution with true cluster labels using a variety of measures such as 

Jaccard index68,70, rand index68,70 and f score70. However, as previously mentioned frequently 

when clustering experiments are carried out the true labels are not known or do not exist, thus 

these measures are only used in contexts where they are, which typically are benchmarking 
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studies57,75. The other methods of external clustering analysis depend on the use case of the 

clustering. If it is hypothesis generating, one way of evaluating clusters is by seeing if there is a 

difference in an external variable not used in the analysis19,76,77. The cluster results could be 

compared to existing or traditional groups to see if they predict a given outcome better78. Lastly 

they can be repeated in another dataset to check if they are generalisable29.   

 

From this we can see there are no standardised or ubiquitous ways of evaluating clusters, either 

internally or externally, through different cluster methods, or the same cluster method, and even 

within the same type of metric, in the case of Dunn and similarity. This means that it is hard to 

compare clustering solutions from different studies, or conclusively say that one cluster solution 

is better than the other.  

1.2.2. What is a cluster 

Above, we discussed the variation and resulting problems in evaluating cluster structure, the 

reason for this could lie in the definition of a cluster which is as follows: 

 

‘Basically, one wants to form groups in such a way that objects in the same group are similar to 

each other, whereas objects in different groups are as dissimilar as possible.’12  

 

There is a lot of room for interpretation in this definition: how do you define similar and 

dissimilar? Does a given observation in a cluster only need to be similar to the points nearest it 

or does it need to be similar to a centroid in the cluster or every observation in a cluster? Is a 

cluster similar if it is from the same distribution or because the Euclidean distance between 

points within a cluster is less than those not in a cluster? Due to the range of interpretability, 

there is no fixed definition on what clustering or clusters are.   

 

Another way to define clusters is to define the properties which clusters have. Below are some 

proposed properties11:  

 

1. Within-cluster dissimilarities should be small.  

2. Between-cluster dissimilarities should be large.  

3. Clusters should be fitted well by certain homogeneous probability models such as the 

Gaussian or a uniform distribution on a convex set, or, if appropriate, by linear, time 

series, or spatial process models.  
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4. Members of a cluster should be well represented by its centroid.  

5. The dissimilarity matrix of the data should be well represented by the clustering (e.g., the 

ultrametric induced by a dendrogram, or defining a binary metric “in same cluster/in 

different clusters”). 

6. Clusters should be stable.  

7. Clusters should correspond to connected areas in data space with high density.  

8. The areas in data space corresponding to clusters should have certain characteristics 

(such as being convex or linear). 

9. It should be possible to characterise the clusters using a small number of variables.  

10. Clusters should correspond well to an externally given partition or values of one or more 

variables that were not used for computing the clustering.  

11. Variables should be approximately independent within clusters.  

12. All clusters should have roughly the same size.  

13. The number of clusters should be low11 

 

However clusters found in a dataset may not satisfy all these criteria, For example clusters that 

correspond to connected areas in data space with high density may not have every point in a 

cluster being well represented by a centroid. Or clusters that fit homogeneous probability 

models may not have large separation between cluster dissimilarities. Therefore this still leaves 

the concept of what a cluster is not rigidly defined. Something that is highlighted by the above 

examples is that the definition of a cluster is implicitly defined by the type of method used, for 

example if it is a density based method clusters are defined by points being close together11,79 

or in a model based method clusters are defined by being from the same distribution80,81. 

Despite clustering not having a strict definition, there are limitations on what data can be 

clustered, in that there must be a clusterable structure in the data82. Though yet again, there is 

no single definition of what clusterable structure is; that any data that is non-uniform is 

clusturable83, any data with a non-random structure67 or any data not drawn from a single 

distribution80.  

 

To summarise, as clustering is finding groups of data without the use of known labels, there 

often is no ground truth to compare the clusters to validate them. Additionally, there is no strict 

definition on clustering or the properties that clusters should have. Consequently, multiple 

cluster sets identified from the same dataset can be completely different but also equally valid 

clustering solutions57.  Furthermore, due to no strict definition on what a cluster is there is no 
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strict way of evaluating them internally, meaning that there is no common standard of that 

validity.  

1.3. Challenges in data driven subtyping 

There are several critiques of data driven subtyping in large medical datasets. First the 

algorithms are unbiased and have no way of interpreting the significance of each variable to the 

disease, for example an algorithm has no way of determining that size or rate of growth of a 

cancer tumour is more relevant to a cancer subtype than weight of a patient84,85. This can result 

in the clusters found may not be that informative of the disease. Therefore selecting the 

variables included in the analysis is an important step. Another critique is the lack of translation 

of subtyping studies into clinical practice or clinical trials. This can be due to lack of reporting of 

methods and methodological issues preventing study replications86, lack of consultation with 

medical professionals in the clustering process87, unrepresentative clusters, and not proposing 

evidence that clusters produced are better than traditional groups8. One study examining 

subtyping in Parkinson’s disease proposed criteria for data driven subtypes to fulfil to be able to 

be translated into further clinical use. They included: a) clusters should be easy to implement 

and defined by a small number of routinely collected variables, b) there should be as small 

number of clusters as possible without losing fidelity, d) they should reflect the underlying 

biology of disease and,  e) they should be found in at least four studies8. Using EHR for 

subtyping can help overcome some of these challenges (and address some of these criteria). 

EHR are routinely collected data and some datasets such as Hospital Episode Statistics (HES) 

and Clinical Practice Research Datalink (CPRD) have been shown to be representative of the 

UK population as a whole5,88 .  

 

1.3.1. Challenges in data driven subtyping in EHR 

One significant challenge of data driven subtyping in EHR stems from the criteria that clusters 

should reflect the underlying biology of the disease. This is echoed in other studies, with one 

saying that true biological endotypes are needed to translate clusters to clinical care 10 and 

another proposing a hierarchy of types of disease clusters found, of descriptive, pragmatic and 

biological clusters. Descriptive subtypes are ones in which merely describe a separation of a 

disease, pragmatic subtypes are ones with medical relevance to the disease and can inform 

prognosis or treatment and biological subtypes which explain the underlying biological 

mechanisms or aetiology of the disease9.  This presents a major limitation to using EHR as even 
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though EHR data is very broad it is lacking depth and in any given EHR dataset the user may 

not have access to the biological data that is used for subtyping diseases in other studies, such 

as gene expression data or imaging data. If that data is available, say for example brain scans 

for Alzheimer's disease patients, it may only be available for a certain set of patients that have 

more complex type of Alzheimer's disease and thus not representative of the whole AD 

population. As a result, robust non-biology dependent cluster validation approaches are 

required in order to identify clusters that reflect underlying biological mechanisms in the 

absence of molecular data. 

1.4. Problem specification  

Here we have highlighted the problems with validation of finding data driven disease subtypes 

using EHR. These are:  

 

1. EHR data does not always have the biological data necessary to show that the subtypes 

found are true disease subtypes.   

2. Due to the fact that there are many different approaches to clustering, there is no 

singular definition on what a cluster is and no consensus on how to internally evaluate 

cluster results. 

 

This makes validation of EHR disease subtypes challenging as there is no true biological 

mechanism to prove their existence and no consistent idea of clusters to show that they meet. 

Overcoming the first point and showing clusters are true disease subtypes may require much 

greater data collection which may be costly to maintain the representativeness, size and 

longitudinal nature of EHR data. However the validity of this first point can be called into 

question when considering what the aim of disease subtyping is - what are we trying to find 

when we want to identify ‘true clusters’. This question was addressed philosophically in ‘What 

are the true clusters’57 where the author considers two approaches to clustering, one based on 

natural kinds theory where that there exist natural groups or ‘natural kinds’ - classifications of 

groups that occur in an observer-independent reality and are not artificial or arbitary57,89, or 

alternatively a constructivist view where true clusters are those that are meaningful and useful to 

the user57. The author considers the latter to be the best approach.  

 

We can apply this framework to data driven subtyping in EHR  as from a constructivist 

viewpoint, the aim of finding subtypes of disease would not be to find the true underlying 
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disease groups but to find groups that are clinically useful and meaningful. This can be carried 

out using EHR data, however there is no concrete guidance in practice as to what constitutes 

useful and meaningful clusters in EHR. This also does not resolve the issue of how clusters are 

validated when there are no strict definitions of what clusters are. These issues can hamper the 

value and translation of clustering studies in EHR thus investigating ways of resolving them can 

help increase the utility and potential of EHR subtyping research.  

1.4.1. Problem statement  

What are challenges associated with discovering valid and clinically meaningful subtypes of 

disease in EHR using data driven approaches? 

 

1.4.2. Aim  

To investigate and evaluate approaches that enable the evaluation of clustering experiments for 

disease subtyping in complex EHR.  
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1.4.3. Approach  

 

Figure 1.1: Structure of thesis showing the steps involved and chapter breakdown 

 

The approach will take four main steps (Fig. 1.1): First investigate and understand current 

approaches in clustering in EHR. We do this initially through a scoping review of EHR clustering 

studies (Chapter 2) where we identified the most commonly used evaluation methods as well as  

whether there are specific evaluation methods and preprocessing techniques along the cluster 

pipeline that are used in conjunction with particular clustering methods. We then use a case 

study EHR clustering experiment of Alzheimer’s disease patients to identify the limitations of the 

most popular approach to cluster evaluation found in the scoping review (Chapter 3). Based on 

those limitations found, the next step is to develop a method to improve internal evaluation in 

EHR clustering studies. In this step we develop a method of detecting whether data to be 

clustered has a clusterable structure through comparing it to similar generated data with no 

cluster structure (Chapter 5). We also develop a tool to generate synthetic EHR data with 
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clusters to use to benchmark this and other methods (Chapter 4). The third and final step is to 

test the evaluation method which we do by repeating the case study in chapter 3 (Chapter 6).   
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Chapter 2. How are studies that cluster patients 

using EHR carried out: A scoping review 

2.1. Abstract 

2.1.1. Background 

Clustering in EHR can be an incredibly useful tool that can utilise big data to find previously 

unknown patterns and groups in diseases, and other areas. This can help spur on further 

research and gain deeper insight into those areas. However due to the nature of clustering 

being an unsupervised machine learning approach with no gold standard to compare results to, 

understanding the process in which clusters are created and how they are validated is hugely 

important. Though several reviews have looked at clustering studies in EHR, none have taken 

account of the entire cluster pipeline, for example not recording how input variables were 

selected or how the optimum value for k was found, additionally none analysed the way they 

were evaluated. 

2.1.2. Objective 

Here we conduct a scoping review to identify commonly used methods for cluster discovery and 

evaluation. 

2.1.3. Design 

We conduct a scoping review across 7 databases for any journal article conducting clustering 

analysis using structured EHR. We defined and extracted 18 characteristics relating to study 

context, data, cluster method and cluster evaluation. We identified individual clustering 

experiments within each study and split studies into temporal and non-temporal studies to 

compare their differences. 

2.1.4. Results 

We identified 67 studies which conducted 74 experiments using clustering in EHR. The most 

commonly studied disease was multimorbidity and most frequent methods were hierarchical 

clustering and k-means clustering. There was less diversity in the clustering methods and data 

transformation methods used in non-temporal studies compared to temporal studies. We split 

cluster evaluation into two groups; internal evaluation, which evaluated the properties of the 
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clusters using only data used for clustering, and external evaluation, which evaluates the 

clusters in the context of the external environment using data not used in the original 

experiment. The most commonly used internal evaluation method was comparing results to the 

results of a different clustering algorithm, followed by measuring cluster stability, however 21 

experiments conducted no internal evaluation. The most commonly used external evaluation 

method was comparing variables that were not included in the cluster analysis, 9 experiments 

did not conduct external evaluation. We found that there are some data transformation and 

methods for selecting k that are used in conjunction with some clustering algorithms, though in 

general there does not appear to be fixed methods for data transformation, selecting optimum 

value for k, internal or external evaluation for each cluster method.  

2.1.5. Conclusion 

In conclusion there is a wide variety of methods and approaches for carrying out clustering 

studies and evaluating them. Using multiple different approaches in selecting the optimum 

cluster number and evaluation can help improve the validity of clustering. However the best way 

to identify ways to improve the validity of clustering studies in EHR is to conduct one.   
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2.2. Introduction 

Exploratory methods such as cluster analysis are being used to explore EHR to find previously 

unknown clinically relevant patterns, associations and groups of diseases and patients. 

However due to the unsupervised nature of these methods interpreting and contextualising 

these results can be more difficult than traditional epidemiological studies, and supervised 

machine learning studies11. The results in any study depend greatly on all the methods used in 

the selection and processing of the data, and eventual clustering, and understanding of the 

validity and meaning of the results depends on the methods used to evaluate them11. Thus 

understanding the current methodological and evaluative processes in clustering studies in EHR 

is important.   

Several reviews have looked in part into unsupervised machine learning in EHR. Some surveys 

and primers focus on describing all the machine learning methods used in EHR90 , whereas 

others focus on a disease area such as one review examining machine learning methods in 

diabetes91. These reviews include the unsupervised machine learning methods used however 

do not include additional methods or approaches such as parameter optimisation, or if any 

dimensionality reduction methods were used, or how they were validated.  

2.2.1. Previous Research 

There are several reviews focusing on clustering results in disease specific areas that look at 

clinical though not specifically EHR data92,93. These studies focus on the clustering algorithm 

and the results found to aggregate them in their respective disease area. Finally there are 

reviews examining different methods for phenotyping EHR, which in this context means the 

computerised algorithms that use codes in EHR data to determine and extract clinical 

information such as a disease, from EHR for clinical research94,95. One study reviews commonly 

used rule based and unsupervised approaches to phenotyping96, and another focuses on 

unsupervised methods for phenotyping97. Although these studies do examine unsupervised 

machine learning and clustering techniques in EHR, the use case is different as the results are 

a tool to be used for other researchers rather than insights into a disease.  

 

There is a current gap in the landscape of how entire clustering experiments are carried out, as 

well as how they are validated when using EHR. In conducting a scoping review we can identify 

this process, what are commonly used clustering algorithms and which methods are used in 

conjunction with those algorithms. We can also examine common methods of evaluation, and 
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understand what insight is gained from using each evaluation method and the role that plays in 

interpreting the clusters, and from this identify potential points in the methodology which can be 

improved upon to make results more valid.  

2.2.2. Clustering Pipeline 

Clustering studies in EHR carry out several steps before and after applying a clustering 

algorithm. These steps include handling missing data within the original dataset, then relevant 

variables to be included in the clustering analysis are selected. The data can then be 

transformed in some way, normally through a process of dimensionality reduction. A clustering 

algorithm is then applied. In most clustering algorithms, the number of clusters is a parameter to 

be decided by the user thus a process of testing multiple cluster numbers and deciding which 

one is optimal is carried out. After the clusters have been found. the researcher then needs to 

identify the relevant variables of those clusters to characterise them. From this we get seven 

discrete steps: Missing data, Feature selection, Dimensionality reduction, Clustering algorithm, 

Deciding k,K and Characterising clusters (Fig. 2.1). After the clusters have been found they 

need to be evaluated, we have split this into internal evaluation and external evaluation, which 

in the context of this scoping review is how well clusters perform as clusters, and how valid they 

are compared to external data and information, respectively.  
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Figure 2.1: Steps in the clustering pipeline and evaluation 
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2.2.3. Review Objective 

Aim: What are the current methodological approaches in clustering studies in electronic health 

records  

 

1. What are the current methods used for carrying out clustering analysis in EHR  

2. What are the current methods used for evaluating clustering analysis in EHR  

3. Identify what preprocessing and evaluation methods are used with each clustering 

algorithm   
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2.3. Methods  

2.3.1. Scope definition  

We followed a Population-Concept-Criteria framework98 for defining the scope, and setting the 

eligibility criteria of this scoping review. 

2.3.1.1. Population 

In this scoping review we identified studies that look at patients who have a disease or diseases 

and patient healthcare utilisation. We did not include studies where the observations being 

clustered were people who operate in the healthcare system, symptoms of diseases, health 

care practices, clinical pathways or whole disease trajectories (however disease symptoms, 

clinical pathways and disease trajectories can be the variables).   

2.3.1.2. Concept 

All studies must use structured EHR as the primary data source for their study. EHR is the 

systematic collection of medical information stored digitally99. A key component in using EHR 

data is that it is not initially collected for use in research. Because of this, understanding how 

studies select the relevant variables and process the data to be usable in their analysis is 

important. We do not include studies that use non EHR data in their cluster analysis, however if 

they use other data to inform or validate their research such as survey data or literature to 

inform which variables they use or genetic data to validate the results of their analysis that will 

be included.  

 

We will specifically be looking at structured EHR where the data is discrete and based on a 

coding system. This data includes demographic information such as a patient’s gender and age, 

lifestyle information such as smoking status, diseases such as COPD or tonsillitis, prescriptions, 

symptoms such as memory loss, procedures such as hip replacement, laboratory test results 

such as blood glucose measurements and health care utilisation. We do not include other 

information that can be found in EHR such as unstructured EHR in the form of free text which 

can be doctors or nurses notes, or imaging as due to the complexity of natural language and 

imaging data, the methodology for clustering those types of data will differ greatly.  

 

We only included studies that are using clustering analysis as the primary focus of their study. 

We do not include any study that only uses clustering as input to a classification model, studies 

https://paperpile.com/c/DtlZj7/cEclv
https://paperpile.com/c/DtlZj7/wB3Wr
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that find quantitative similarity between patients without subtyping or studies that are using a 

human defined a priori algorithm for segmenting patients into groups.  

2.3.1.3. Context 

We include any papers from primary, secondary or tertiary care, using data from any country, 

though the study has to be written in English.  

From these concepts we developed the rules below as strict inclusion/exclusion criteria:  

2.3.1.4. Inclusion criteria 

 

● Studies that use structured real EHR as the input for their cluster analysis, this includes 

studies that use structured EHR as input for their cluster data but other data such as 

genetic data, or surveys to inform variable selection of validate results.  

● Studies that produce clusters or segmentations of the original dataset. 

● All diseases, multimorbidity and subtyping of how patients healthcare utilisation are 

included 

● Studies published in a peer review journal 

● An original research article 

● The studies must be in English 

2.3.1.5. Exclusion criteria 

 

● Studies which use imaging or free text EHR to cluster  

● Studies which do not perform a cluster analysis but find patient similarities, latent patient 

representations or graphical representations of patients or diseases 

● Studies in which the resulting clusters are not made up of patients, for example they are 

comprised of different symptoms of a disease. 

● Studies that used clustering as a step before conducting further analysis such as 

classification 

● Not in English 

● Conference papers or review articles  

2.3.2. Searching 

The literature search was carried out using the Web of Science online tool100 which searches 

the following databases: Web of Science Core Collection, BIOSIS Citation Index, Current 

https://paperpile.com/c/DtlZj7/lhNf8
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Contents Connect, Data Citation Index, Derwent Innovations Index, MEDLINE. We also carried 

out an additional search on PubMed which uses the following databases: MEDLINE, PMC. To 

identify initial search terms, we used systematic literature reviews in either clustering or EHR 

and collated the search terms that were used there, we then ran the initial search and reviewed 

30 papers and from that updated the search terms. The final search terms used are shown 

below (Table 2.1). We searched in a date range of 1/1/1990 - 21/10/2021.  
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Table 2.1: search terms used to identify relevant papers 

 Search terms  Bool 

Subtyping 

terms  

(clust* OR subtyp* OR phenotyp* OR heterogen* OR 'deep 

phenotyp*') 

AND 

EHR terms ("electronic health record" OR EHR OR "Electronic Health 

Records" OR "electronic medical records" OR EMR or 

"computerized medical systems" OR "electronic patient 

systems" OR "General practice research datalink" OR GPRD 

OR "clinical practice research datalink" OR CPRD OR "the 

health improvement network" OR THIN) 

AND 

Cluster method 

terms  

("cluster analysis" OR "k means" OR "self organizing maps" OR 

"mixture models" OR "data driven" OR "cluster* algorithm" OR 

"cluster* methods" OR "fuzzy cluster*" OR "kernel based 

cluster*" OR "hierarchical cluster*" OR "unsupervised machine 

learning" OR "semi supervised" OR "deep phenotyp*" OR 

"neural net*") 

 

 

2.3.3. Selection of studies  

References were managed using Web of science interface and an initial screening based on 

title and abstract were carried out based on the inclusion and exclusion criteria. We then 

removed duplicates automatically using a Python script based on matching paper title or 

matching DOI. We then conducted a second screening based on the full text.  

2.3.4. Extraction of relevant variables  

Once the relevant articles had been identified we extracted the following criteria (Table 2.2). The 

criteria were chosen to get a holistic view of the entire cluster pipeline (Fig. 2.1), as well as 

understanding study context.   
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Table 2.2: extracted variables, definitions and how they are recorded  

Category 

name 

Explanation Data options 

Study 

context 

  

Year Year of publication Year  

Country The country of origin that the data used in the study is from Appendix table 

2.1 

Disease The disease that defines the cohort, can also include 

multimorbidity and health care utilisation 

Appendix table 

2.2 

Health care 

setting 

This is the source of EHR data used in the analysis  Primary care, 

secondary care, 

Both  

Time type As EHR is longitudinal the researcher can have two approaches in 

clustering the data; use the presence or absence of any 

observation in a given observation window, or utilise the 

longitudinal nature to examine trajectories over time. Temporal 

studies contain data from a variable or variables over multiple time 

points, where as non-temporal studies have only one data point 

per variable. Temporal studies may require a difference in 

methods used to be able to capture the time relationship in the 

data 

non-temporal, 

temporal 

Data   

Uses 

additional data 

Whether the clustering study uses additional data from non-EHR 

sources to inform or evaluate their cluster analysis  

binary 

Variables 

included 

Types of EHR data included  Diseases 

Demographics 

Healthcare 

utilisation 

Lab tests 

Lifestyle factors 

Prescriptions 

Procedures 

symptoms 

Number of 

input features  

Number of variables used in the cluster analysis, some temporal 

analysis only looks at the change in one variable over time.  

number 

Number of 

patients 

Number of patients used in the cluster analysis  number 
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Cluster 

pipeline 

  

Missing data Method used to fill missing data, if the study presumes that no 

code existing for a given patient in EHR means that they do not 

have it (for example no code for COPD means they do not have 

COPD) then missing data method is None 

Appendix table 

2.3 

 

Feature 

selection 

How the study selected the features to be used in the clustering 

analysis, if they used all features available it is none 

Appendix table 

2.4 

 

Dimensionality 

reduction 

What method was used to transform the data before clustering  Appendix table 

2.5 

Clustering 

algorithm 

Which algorithm is used Appendix table 

2.6 

Deciding k Most clustering algorithms used need the number of clusters 

predefined. This is what method they used to find the optimum 

number of clusters. If the method being used does not need the 

number of clusters to be defined then this is grouped as ‘intrinsic in 

algorithm’. Studies can have more than one method of deciding k 

Appendix table 

2.7 

 

K Number of clusters found number 

Characterising 

clusters 

What method was used for identifying core/significant features of 

the clusters  

Appendix table 

2.8 

Cluster 

evaluation 

  

Internal 

evaluation 

Any method that evaluates the clustering analysis based only on 

the original data entered, these can include methods looking at 

cluster structure such as silhouette score, cluster stability, 

repeating the analysis with different clustering methods and 

repeating the same method with different parameters or variables 

included 

Appendix table 

2.9 

 

External 

Evaluation 

Any method uses external data or sources to evaluate the cluster 

results, such as comparing differences in external data by cluster, 

clinical evaluation of clusters or repeating the analysis in a 

different dataset 

Appendix table 

2.10 

 

 

 

Within some papers there are often multiple clustering experiments within the same paper. Each 

clustering experiment results in its own cluster solution being reported. We define a cluster 

experiment as when different diseases are clustered as they use different data as input into the 
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cluster analysis, or when different dimensionality reduction or clustering methods are used and 

the results from all used methods are reported and interpreted. We do not regard it as different 

experiments if another clustering method is used only to evaluate the clusters found in the initial 

method. When there are multiple experiments conducted in one paper, we record the cluster 

methodology variables and the cluster evaluation variables individually for each experiment 

rather than each paper.  

 



42 

2.4. Results 

 

Figure 2.2: CONSORT diagram showing included studies and reasons for exclusion 
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The initial search using Web of Science found 1017 papers, this was reduced down to 192 

papers after title and abstract screening (Fig. 2.2, Appendix Table 2.11). The paper search 

using PubMed returned 295 papers which was reduced to 205 papers. After both searches were 

combined and duplicates from the two searches removed there were 282 papers remaining 

which underwent full text screening where 218 papers were removed. The most common 

reason for papers to be removed was not conducting a cluster analysis (132 papers) this 

included studies that conducted supervised machine learning, more traditional epidemiological 

research, and studies interested in finding patient similarity without clustering afterwards. This 

was followed by 31 studies that were not clustering patients, 30 studies that were not using 

structured EHR, this can include studies that used free text EHR or imaging data from EHR as 

well as studies that were not using EHR data all together, and lastly 25 papers were excluded 

because of issues due to the paper such as they were not in English or they were review 

articles leaving. This left 64 papers included in the analysis. We suspect the difference in papers 

initially returned to be a result of the databases searched, as PubMed databases focus more 

specifically on medical and health journals whereas the databases searched in Web of Science 

included more papers relating to chemistry, ecology and physics which were screened in the 

initial title and abstract screening.  

2.4.1. Study context  

The variables extracted from the papers that relate to study context were year, country, disease, 

healthcare setting and time type. The first study was published in 2008101 with the next study 

included published in 201438 with the number of studies steadily increasing each year with the 

exception of 2017. 14 studies per year were published in each of 2019, 2020 and 2021 

(Fig.2.3a). The data used in the studies came from 9 different countries (Fig. 2.3C) with 43 

using data from the USA, 10 from Spain, 5 from the UK ( Appendix Table 2.11) and 1 each from 

Russia36, Australia102, South Korea41, Portugal37, South Africa103 and Croatia104. 32 different 

diseases/cohort definitions were used in 74 experiments (Fig. 2.3B, Appendix Table 2.11), the 

most popular was multimorbidity which was used in 12 experiments however 9 of those were 

conducted in Spain. The next most common disease was sepsis which was examined in 6 

experiments, CKD was examined in 5 and heart failure and type 2 diabetes was studied in four 

papers. Several rare diseases were also researched such as Moyamoya disease 41 and 

cerebral palsy105. Clustering in EHR was not just used to investigate diseases or multimorbidity 

but also other health care behaviour, and related issues such as one study clustered joint 

replacement106 another at postoperative pain49 and 3 looked at general healthcare 

https://paperpile.com/c/DtlZj7/EZKar
https://paperpile.com/c/DtlZj7/lfNFJ
https://paperpile.com/c/DtlZj7/umHS5
https://paperpile.com/c/DtlZj7/MFGhI
https://paperpile.com/c/DtlZj7/NEeYx
https://paperpile.com/c/DtlZj7/eKWil
https://paperpile.com/c/DtlZj7/VU46q
https://paperpile.com/c/DtlZj7/aMdzC
https://paperpile.com/c/DtlZj7/NEeYx
https://paperpile.com/c/DtlZj7/nnATu
https://paperpile.com/c/DtlZj7/myR1a
https://paperpile.com/c/DtlZj7/EfJUX
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utilisation42,43,107. Of all the studies 16 used data from primary care, 27 in secondary and 21 in 

both (Fig. 2.3D, Appendix Table 2.11) and 23 studies conducted a temporal analysis and 41 

studies collated all observations that happened over a given time period.  

 

 

https://paperpile.com/c/DtlZj7/9YdWV+ARvCG+Mqg8F
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Figure 2.3: results of study setting A) year of study b) healthcare setting of study c) country of data d) 

disease of study where AD: Alzheimer’s disease, CKD: chronic kidney disease, COPD: chronic 

obstructive pulmonary disorder, CTRCD: Cancer related cardiac dysfunction, CVD: cardiovascular 

disease, HF: Heart failure, MCI: mild cognitive impairment, PANS: paediatric acute-onset neuropsychiatric 

syndrome, RA: rheumatoid arthritis, T2D: Type 2 diabetes   

 



46 

2.4.2. Data 

The median number of patients included was 8480 with a maximum number of 1,127,114 and a 

minimum of 43 (Interquartile range:1577- 46575.76, Appendix Table 2.11) . The median number 

of variables included was 34 with a maximum of 31,659 and a minimum of 1 (IQR: 16-138) 

where temporal studies cluster the temporal changes in one variable(Fig. 2.4A). There is a 

significant weak positive correlation between number of variables and number of patients 

included (Spearman's rank coefficient: 0.25, p: 0.04). The median number of patients in non-

temporal analyses is 10499 (IQR: 2326- 52368) and 5893 (IQR: 1250-31567) in temporal 

studies. The median number of variables in non-temporal studies was 34 (IQR:23-140) and in 

temporal studies the median was 39.5 variables (IQR:9-132) with the range of 1 where the 

trajectory of only postnatal antidepressant use108 and post-operative pain49 are clustered, to  

31659 where whole patient longitudinal clinical vectors are clustered48. There was no significant 

difference found between the number of variables or number of patients used in non-temporal or 

temporal studies using a Kruskal Wallis statistical test. We categorised the types of variables 

included in the analysis into 8 groups:  

● Comorbidities: disease diagnoses  

● Demographics: information such as age and gender 

● Health care utilisation: any information about how the patient interacts with the health 

care system, such as what type of appointments (in person, phone call), missed 

appointments, number of appointments 

● Lab tests: results from blood tests or other biological measurements  

● Lifestyle factors: smoking status, drinking status 

● Medication: any drug prescriptions 

● Procedures: any operations 

● Symptoms: non disease records such as headache or issues sleeping  

Comorbidities were included in 39 studies (61%), demographics in 37 (58%), medication in 24 

(38%), lab tests in 19 (30%), healthcare utilisation in 17(27%), symptoms in 15(23%), lifestyle 

factors in 10 (16%) and procedures in 8. 36 different combinations of these, with 18 (28%) 

studies using only 1 either only comorbidities38,39,77,109–111 (6), medication37,44,108,112,113 (5), 

symptoms40,41,49 (3), lab tests30,114,115 (3) and healthcare utilisation116 (1) (Fig. 2.4B). 2 variable 

types were used in 17 studies (27%), 14 (22%)  used 3, 4 (6%) used 4, 7  (11%) used 5 and 4 

(6%) used 6. No studies used all eight variables (Appendix table 2.12). The most popular 

combination of variables was comorbidities and demographics which was used in 7  studies 

(11%) (Appendix table 2.12). 11 studies (17%) used additional data, this included genomic data 

https://paperpile.com/c/DtlZj7/ECBWh
https://paperpile.com/c/DtlZj7/EfJUX
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/lfNFJ+5ODDY+EqYPV+jmB0j+sxT96+OPKLM
https://paperpile.com/c/DtlZj7/eKWil+EGaPW+GzSVE+C07ua+ECBWh
https://paperpile.com/c/DtlZj7/EfJUX+NEeYx+ZM724
https://paperpile.com/c/DtlZj7/hkbhw+Xk4ux+sC07y
https://paperpile.com/c/DtlZj7/D2vfI
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to verify clusters117, survey data to inform variable selection of symptoms41 and additional 

baseline assessments initiated by researchers to inform cluster characterisation118.  

 
Figure 2.4: Log scale scatter plot of number of variables and number of patients in each longitudinal and 

cohort studies b) Upset plot of types of variable used in each study  

 

2.4.3. Cluster Pipeline 

Seven variables were extracted from the studies that relate to cluster methodology, these were: 

Missing data, Feature selection, Dimensionality reduction, Clustering algorithm, Deciding k,K 

and Characterising clusters. Not every step is carried out by all studies. Below we outline the 

methods undertaken in each step of the cluster pipeline across all experiments carried out in the 

studies.  

 

https://paperpile.com/c/DtlZj7/kpCS7
https://paperpile.com/c/DtlZj7/NEeYx
https://paperpile.com/c/DtlZj7/tygca
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2.4.3.1. Clustering algorithm 

21 different clustering algorithms were used throughout 74 experiments, the most commonly 

used was hierarchical clustering, used in 26 experiments (35%) followed by k-means which was 

used in 22 (30%), though several variations of k-means were also used such as consensus k-

means29(1), k-medoids107 (1), longitudinal k-means30,108,119 (5), k-medians49(1) and kernel k-

means30 (1) (Fig. 2.5,Appendix Table 2.11). Hierarchical clustering and k-means were also the 

only two methods to be used for both temporal clustering and non-temporal clustering. 

Interestingly only hierarchical clustering and k-means were used by more than one experiment 

when examining non-temporal clusters. The other methods that were used once were:  

1. consensus k-means29  

2. factor analysis120  

3. fuzzy c-means121 

4. Latent class analysis (LCA)102 

5. Latent dirichlet allocation (LDA)122 

6. non-negative matrix factorisation (NMF)117 

7. Ordering Points To Identify Cluster Structure (OPTICS)123 

8. two step clustering41 

9. composite mixture models53 

10. k-medoids107  

11. sphere analysis33.  

However with temporal clustering, longitudinal k-means30,108,119, spectral clustering124,125 and 

tensor factorisation35,77,126 are all used 5 times, 2 times and 3 times respectively, reflecting the 

fact that there may be a wider range of commonly used or accepted methods in temporal cluster 

analysis  

https://paperpile.com/c/DtlZj7/9VeHO
https://paperpile.com/c/DtlZj7/Mqg8F
https://paperpile.com/c/DtlZj7/UGXvP+ECBWh+sC07y
https://paperpile.com/c/DtlZj7/EfJUX
https://paperpile.com/c/DtlZj7/sC07y
https://paperpile.com/c/DtlZj7/9VeHO
https://paperpile.com/c/DtlZj7/Wp6bs
https://paperpile.com/c/DtlZj7/z7RH8
https://paperpile.com/c/DtlZj7/MFGhI
https://paperpile.com/c/DtlZj7/aH0x7
https://paperpile.com/c/DtlZj7/kpCS7
https://paperpile.com/c/DtlZj7/jw4IR
https://paperpile.com/c/DtlZj7/NEeYx
https://paperpile.com/c/DtlZj7/XuVyL
https://paperpile.com/c/DtlZj7/Mqg8F
https://paperpile.com/c/DtlZj7/iiN96
https://paperpile.com/c/DtlZj7/UGXvP+ECBWh+sC07y
https://paperpile.com/c/DtlZj7/imL3I+OOOpZ
https://paperpile.com/c/DtlZj7/2LuQz+EqYPV+XV00v
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Figure 2.5: types of clustering method used in each experiment in temporal and non-temporal studies 

2.4.3.2. Missing Data and Variable Selection 

43 studies (67%) reported no method for how they handled missing data, this could be either 

that they do not report how they handle missing data or that they define the absence of 

recording for a particular disease or symptom, or date of recording of particular disease or 

symptom to indicate that the patient does not have it (Appendix table 2.13. 12 studies (19%) 

remove patient records or variables with missing data. 4 studies use methods to impute the 

missing data to provide a complete data set, the methods used were multiple imputation29 (2), 

mean imputation127 (1) and fully conditional specification123 (1). Finally 5 studies (8%) used 

methods within their clustering methodology that can handle missing data so there is no need 

for its removal. After handling missing data the next step is selecting variables to include in the 

clustering analysis48,51,53,103,119. 33 studies had variables selected by the researchers carrying out 

the study, 10 studies (16%) selected their variables based on a prevalence threshold of the 

variables (Appendix table 2.13), 5 used previous research to inform variables that were 

selected39,44,76,110,117. 2 studies (3%) removed variables that were correlated29,33 and 3 studies 

(5%) used a statistical method to select variables based on external data, 2 of these were a 

prediction task43,128 where variables were selected if they were predictive of a given outcome 

and 1 was using a PheWAS study38. 1 study conducted a survey of patients with the disease to 

identify what symptoms they had and used that to select their variables41. 10 studies (16%) did 

https://paperpile.com/c/DtlZj7/9VeHO
https://paperpile.com/c/DtlZj7/8kYYl
https://paperpile.com/c/DtlZj7/jw4IR
https://paperpile.com/c/DtlZj7/DQP1E+XuVyL+UGXvP+sDPAO+VU46q
https://paperpile.com/c/DtlZj7/sSu3M+5ODDY+sxT96+GzSVE+kpCS7
https://paperpile.com/c/DtlZj7/9VeHO+iiN96
https://paperpile.com/c/DtlZj7/ARvCG+BEsWl
https://paperpile.com/c/DtlZj7/lfNFJ
https://paperpile.com/c/DtlZj7/NEeYx
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not report how they selected their variables or include a list of all variables used so it is 

assumed they used all available variables (Appendix table 2.13).  

 

Figure 2.6: Data transformation methods used in temporal and non-temporal experiments 

2.4.3.3. Data Transformation 

Data transformation is an important step in cluster analysis. Typically it involves some form of 

dimensionality reduction which reduces the dimensions of the input variables. This reduces the 

effects of the curse of dimensionality on cluster methods, as with an increased number of 

variables the feature space becomes more sparse and the dissimilarities between points 

become smaller. It also creates a set of uncorrelated variables so they do not spuriously drive 

the formation of clusters. However data transformation can extend past just dimensionality 

reduction and help encode information about the variables and their relationship which would 

otherwise not be detectable by the clustering algorithm. 26 experiments did not use any 

dimensionality reduction (Appendix table 2.12), 20 in non-temporal and 6 in temporal 

experiments, a new deep learning model was used in 9, z score normalisation was used in 7 

experiments, 6 used multiple correspondence analysis (MCA), 3 used principal component 

analysis (PCA)43,121,129,term frequency–inverse document frequency (TFIDF)36,40,122, and T-

sne19,123, 2 experiments use auto encoders119,130 and longest common subsequence (LCS)131,132. 

Self organising machines128, factor analysis133, manually combining variables44, graph 

networks125, topological data analysis (TDA)76, Temporal Needleman-Wunsch (TNW) algorithm 

37, b splines119, medAI112, polynomial kernel PCA116, robust linear regression49 and tensor 

https://paperpile.com/c/DtlZj7/V6F3N+z7RH8+ARvCG
https://paperpile.com/c/DtlZj7/aH0x7+umHS5+ZM724
https://paperpile.com/c/DtlZj7/CS3IJ+jw4IR
https://paperpile.com/c/DtlZj7/UGXvP+MA7Et
https://paperpile.com/c/DtlZj7/iavuT+scFcB
https://paperpile.com/c/DtlZj7/BEsWl
https://paperpile.com/c/DtlZj7/4KRo1
https://paperpile.com/c/DtlZj7/GzSVE
https://paperpile.com/c/DtlZj7/OOOpZ
https://paperpile.com/c/DtlZj7/sSu3M
https://paperpile.com/c/DtlZj7/eKWil
https://paperpile.com/c/DtlZj7/UGXvP
https://paperpile.com/c/DtlZj7/EGaPW
https://paperpile.com/c/DtlZj7/D2vfI
https://paperpile.com/c/DtlZj7/EfJUX
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construction77 are used by one experiment each (Fig. 2.6). These methods have a range of 

complexity, and find different relationships between the variables, for example standardising 

data using z score normalisation or TFIDF does not change the number of variables, in the case 

of z score normalisation the resulting value for a given patient and variable is not affected by 

other variables included in the dataset, where that is the case for TFIDF. PCA and MCA, which 

is PCAs equivalent for categorical variables, reduce the number of variables by finding linear 

relationships between them, this is extended to find more complex non-linear relationships using 

methods such as polynomial kernel PCA and auto encoders. Temporal experiments have a 

wider range of dimensionality reduction techniques with 16 techniques out of 33 experiments 

compared to 12 techniques used across the 43 non-temporal experiments. Temporal 

experiments also have more new methods developed for transforming the data with 9 

experiments developing new deep learning or statistical models and one using medAL, from a 

previous study, which creates patient similarity through aligning the sequences of drug 

prescription patterns, compared to 2 non-temporal experiments. This reflects the added 

complexity of transforming the data while maintaining all the temporal information available in 

EHR. Fig. 2.7a and b show which data transformation method was used with which clustering 

algorithm. It suggests that there is no specific data transformation method to be used with a 

specific cluster method. However we can infer some limitations to which data transformation 

methods can be combined with which clustering methods. For example t-SNE which does not 

produce regularly shaped data is used with cluster methods that do not find spherical or elliptical 

shaped clusters like hierarchical clusters or density based methods such as DBSCAN or 

OPTICS. Similarly spectral clustering is used on data transformed into a graph network as 

network contentions are used as input into spectral clustering134. Interestingly all but one124 of 

the experiments that developed new models for data representation cluster their data using 

either hierarchical clustering or k-means.  

https://paperpile.com/c/DtlZj7/EqYPV
https://paperpile.com/c/DtlZj7/BomAK
https://paperpile.com/c/DtlZj7/imL3I
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Figure 2.7: Which data transformation methods are used with which clustering methods for a) non-

temporal studies and b) temporal studies 
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Figure 2.8: methods for deciding optimal number for K a) number of times each method is used b) how 

many methods used by each study  

2.4.3.4. Identifying Optimum Cluster Number 

Most clustering algorithms used in the experiments require the user to predefine the number of 

clusters to be found. To determine the optimum cluster number the cluster method is run with a 

range of possible cluster numbers and the best result is picked. There were 40 different 

methods used to select the optimum clustering number with 3 experiments using clustering 

algorithms that did not require a selection of K35,76,123, and 6 experiments that do not say which 

https://paperpile.com/c/DtlZj7/sSu3M+2LuQz+jw4IR
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methods were used to select K78,105,116,122,131,135 . The most popular method is to examine the 

total sum of squares change with each cluster number using an elbow plot, this was used by 16 

experiments , Silhouette score was the next most popular method which was used by 11 

experiments, then the Calinski Harabasz index which was used by 9 (Fig. 2.8A, Appendix table 

2.14). The methods used can be grouped into four groups:  

Structure: methods that measure how well the cluster solutions adhere to points in a cluster 

being more similar to points in other clusters 

Repeating cluster methods: metrics that measure the frequency of similar results appearing 

after repeating the same cluster method on the same data  

Visual inspection: graphically displaying the data in a given format to make an assessment on 

the optimum cluster number  

Other cluster attributes: use of external information to decide cluster number  

Each cluster method used as well as a short definition can be found in Appendix table 2.17. 

 

Other experiments split the data into multiple groups and compare features of the clusters at 

each possible cluster number between the groups to define cluster number39,50,119,121 (6 

experiments), similarly cluster stability is used by four experiments36,37,117,118, where the data is 

bootstrapped multiple times, the cluster method is ran on each sample set and the value of how 

often the same clusters arise is found. 3 experiments use other clustering or dimensionality 

reduction methods to identify K, with one experiment using information from PCA107 and 2 

others using hierarchical clustering41,107. Cluster size is used as a deciding factor for cluster 

number in 5 experiments29,49,105,108,132. Other external information has been used to determine 

cluster number such as 3 experiments compared how well each cluster solution predicted 

outcomes127,132,136, and 3 experiments incorporated clinical evaluation into the decision108,110,130. 

In 3 experiments the researchers picked the number of clusters used43,137,138. 33 experiments 

only used one method to decide cluster number, 13 used 2, 9 used 3 and 7 used 4 (Fig. 2.8B). 

There are some methods for deciding k which are specific to the clustering method used (Fig. 

2.9, Appendix table 2.13) such as pairwise consensus values and consensus matrix heat map 

are only used with consensus k-means, topic coherence and magnitude of topic are only used 

with tensor factorisation and pseudo T index and adjusted rand are only used with hierarchical 

clustering. Despite many methods for deciding k not being particular to one clustering method, 

there are  patterns of some approaches only being used for certain types of clustering 

algorithms. For example silhouette score is used only in conjunction with hierarchical clustering 

and k-means (and derivatives), similarly calinski harabasz index is  used most in k-means and 

https://paperpile.com/c/DtlZj7/iavuT+nnATu+aH0x7+D2vfI+Pixwe+5nkiN
https://paperpile.com/c/DtlZj7/UGXvP+z7RH8+JYTZa+5ODDY
https://paperpile.com/c/DtlZj7/eKWil+kpCS7+tygca+umHS5
https://paperpile.com/c/DtlZj7/Mqg8F
https://paperpile.com/c/DtlZj7/Mqg8F+NEeYx
https://paperpile.com/c/DtlZj7/9VeHO+EfJUX+nnATu+scFcB+ECBWh
https://paperpile.com/c/DtlZj7/SQ2ge+8kYYl+scFcB
https://paperpile.com/c/DtlZj7/sxT96+MA7Et+ECBWh
https://paperpile.com/c/DtlZj7/PlSif+Ubog3+ARvCG
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longitudinal k-means. Bayesian information criterion (BIC) is used with 5 different clustering 

methods (LDA, probabilistic subtyping model, LCA, composite mixture models and longitudinal 

k-means) 4 of which are statistical models which assume there are latent variables or distinct 

distributions.  
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Figure 2.9: Which method for deciding k was used with which clustering algorithm 
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2.4.3.5. Characterising Cluster Results 

The median number of clusters found was five, with a range of 2-42. All but 5 experiments found 

less than 20 clusters37,53,122,123,131. There is not enough data for each cluster method or method 

of deciding k to determine whether there is a relationship between those factors and the number 

of clusters found. The range of possible number of clusters tested would also affect this. After 

clusters have been found, relevant or significant features of the cluster are used to characterise 

them. The most common method of doing this is by identifying the features which are either 

most prevalent in the cluster or have higher prevalence in that cluster compared to other 

clusters (21 studies, 33%). Other studies use further analysis to identify features such as 

descriptive statistics (9 studies), statistical test (16) or observed value over expected value ratio 

(8) (Appendix table 2.14). Some temporal studies characterise the trajectory of the cluster using 

cumulative trajectory analysis30,108,132 (3) and rate of change of variables115 (1). Finally some 

clusters use external information to aid the characterisation such as multimorbidity clusters 

using the Elixhauser Comorbidity index136 (1), others use researchers or clinicians to identify 

important features in the clusters and create expert-curated labels37,48,117,122,139. 

2.4.4. Cluster evaluation  

Clustering, used in this context, is often exploratory and therefore, there is no concrete way of 

defining success in clustering studies as there is no gold standard to compare to and no 

hypothesis to reject or accept. There does exist a wide range of methods to examine and 

evaluate different variables of clustering solutions. We have split the types of evaluation into two 

groups, internal and external evaluation. Internal evaluation is concerned with evaluating the 

clusters themselves such as evaluating cluster structure or stability, the effect of different 

variables included in cluster formation and different methods and parameters of methods on 

cluster formation. External evaluation methods evaluate the cluster solution based on 

information and data not included in the original cluster analysis such as external replication in a 

different dataset or examining if patients belonging to different clusters have a significant 

difference in variables not included in the analysis.  

 

The most common internal evaluation method used is repeating the analysis with a different 

clustering method and comparing the results (19) (Fig. 2.10a), this method was used in two 

ways either as a benchmarking tool to show that the original cluster method found ‘better’ 

clusters than the comparison method, or as a validation tool showing that two clustering 

algorithms with different assumptions could find similar clusters. The second most popular is 

https://paperpile.com/c/DtlZj7/aH0x7+XuVyL+iavuT+eKWil+jw4IR
https://paperpile.com/c/DtlZj7/ECBWh+sC07y+scFcB
https://paperpile.com/c/DtlZj7/Xk4ux
https://paperpile.com/c/DtlZj7/SQ2ge
https://paperpile.com/c/DtlZj7/DQP1E+aH0x7+eKWil+dNu6I+kpCS7
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measuring cluster stability (17 experiments) (Appendix table 2.14). Several experiments use 

cluster structure metrics to evaluate their cluster solution such as silhouette score30,103 (2), 

CVNN103(1), network analysis or density37,116,125,127(6), agglomerative coefficient111 (1) and r 

squared104 (1). 6 experiments used data visualisation to asses properties of the clusters with 3 

using PCA34,120 and 3 using t-SNE36,77,117 as visualisation methods.  

 

Experiments also looked into how different aspects of their clustering methodology affected their 

cluster solution through using sensitivity analysis19,34,51,53,121 (6) to examine how the inclusion of 

certain variables, such as variables with high missingness, affect the cluster solution. Some 

experiments evaluate how changing the parameters of the clustering algorithm affect the 

solution such as the number of clusters30,101,130 (4). There are some methods used that examine 

each points inclusion in a cluster, for example using classification rules and decision trees are 

used to assess each point belonging to each cluster33,119 (2). Some cluster methods give a 

score or likelihood value of each point belonging to a cluster, this score was examined to 

evaluate the cluster method in 3 experiments29,76,122. 4 experiments examine how much each 

variable in each cluster overlaps with other clusters104,110,116,128. We can group these methods of 

internal evaluation into 5 groups depending on what they are assessing:  

Stability - how frequently do the same clusters appear when clustering from the same 

distribution,  

Structure - are clusters well separated and compact, defined by a given metric,  

Effect of variables - does removing variables, either based on high missingness or other 

factors have an affect on clustering  

Effect of parameters - does changing some of the parameters chosen in the clustering 

analysis have an effect on results  

Effect of algorithm - how does changing the algorithm have an effect on results. This method 

was used in two different ways, either similar clusters were found by different methods thus 

validating the existence of those clusters or as a benchmark, this method is better than another 

method based on a given criteria.  

Fig. 2.11 shows that there is no particular evaluation method used for a specific clustering 

algorithm. There are some metrics such as CVNN, or silhouette score that are only used in 

hierarchical analysis, or topic coherence and topic dependency only used in NMF but these 

metrics are only used in one or two experiments so we can not conclude that they are only used 

with that particular algorithm.  

 

https://paperpile.com/c/DtlZj7/sC07y+VU46q
https://paperpile.com/c/DtlZj7/VU46q
https://paperpile.com/c/DtlZj7/OOOpZ+eKWil+D2vfI+8kYYl
https://paperpile.com/c/DtlZj7/OPKLM
https://paperpile.com/c/DtlZj7/aMdzC
https://paperpile.com/c/DtlZj7/Wp6bs+WzHst
https://paperpile.com/c/DtlZj7/EqYPV+kpCS7+umHS5
https://paperpile.com/c/DtlZj7/XuVyL+sDPAO+WzHst+z7RH8+CS3IJ
https://paperpile.com/c/DtlZj7/EZKar+MA7Et+sC07y
https://paperpile.com/c/DtlZj7/iiN96+UGXvP
https://paperpile.com/c/DtlZj7/aH0x7+sSu3M+9VeHO
https://paperpile.com/c/DtlZj7/sxT96+D2vfI+aMdzC+BEsWl
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21 experiments used no internal evaluation at all, 24 used one, 11 experiments used two, 8 

used three and 2 used four (Fig. 2.10B, Appendix table 2.15). Of the experiments that used 

more than one internal cluster evaluation metric, the majority used methods that evaluate 

different features such as stability, and repeating with a different method, rather than multiple 

scores that assess cluster structure. 

 

 As nearly a third of experiments do not internally evaluate their clusters, we investigated the 

relationship between number of methods used to find the optimum cluster number and number 

of internal evaluation methods to deduce whether information from finding the optimum cluster 

method was thought of as internally evaluating their cluster solution (Fig. 2.10C). 16 studies that 

use no internal evaluation method only use one method to decide the optimum cluster number, 

and 12 studies that use 1 internal evaluation method that use 1 method to decide the value of k. 

There are however 3 studies that use no internal evaluation that use three methods to identify k 

and 7 studies that use one internal cluster method that use with 3 or four methods to decide k 

(Appendix table 2.14), so in some limited instances having no or few internal evaluation 

methods is compensated by results used to find k.  
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Figure 2.10: Internal evaluation methods used by each experiment a) number of experiments using each 

internal evaluation method, b) number of total internal evaluation each experiment used, c) heatmap of 

number of internal evaluation methods used with how many methods for deciding k by each study 
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Figure 2.11: Which internal evaluation methods were used with each clustering method 

 

External evaluation uses additional information or data to evaluate the cluster results. Through 

conducting external evaluation additional meaning and utility can be inferred from the cluster 

solution. It can also help contextualise the results in the wider experimental or disease setting. 

The most popular method was comparison of outcomes which was used by 40 experiments 

(Fig. 2.12A, Appendix table 2.16). This method involved determining whether there was a 

significant difference in a variable not included in the analysis between the clusters. Typically 
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the variables investigated will have clinical relevance such as mortality, and more than one 

outcome can be investigated. Some studies also compare demographic information not 

included in the analysis. One experiment takes this further by examining whether there are 

genetic differences between the clusters, thus being able to show that the clinical clusters have 

biological correlates117. Another study inferred a biological basis to their clusters through using 

clinical trial data to ascertain whether different clusters had different responses to the drugs 

trialled29. Difference between outcomes of the cluster solution was compared to that of 

traditional cluster groups in 5 experiments29,49,77,103,108, and predictive utility compared to  other 

methods in 1131. Some studies not only investigated whether there was a significant difference in 

outcomes but whether cluster membership could be used to predict given variables (11) 

(Appendix table 2.16). As clustering is a data driven approach the algorithm is blind to the 

clinical significance of the of the variables used, thus in seven experiments clinician(s) appraise 

the results to assess whether they are clinically meaningful (Appendix table 2.16). 2 

experiments compare the clusters of a disease to clusters found in a control group without the 

disease78,118 and 6 compare cluster membership when stratifying the data by 

gender44,50,111,113,120. One limitation of non-temporal studies is that the clusters may only exist in 

the observation window of the experiment, to test this 8 experiments examine whether clusters 

still appear at different points in time (Appendix table 2.16). Similar temporal analysis is 

undertaken by 2 experiments comparing the trajectories of disease/diseases in their 

clusters110,131 . Another possible limitation of the clusters found is that they may only exist in the 

dataset which the analysis is conducted on, therefore 6 experiments repeat their analysis in an 

external dataset to test replicability29,32,34,38,106,117, however as additional datasets may not be 

available, 2 studies split their initial dataset conducting their experiment on one part and using 

the second part to see if the same clusters appear48,127. Similar to internal evaluation methods, 

there seems to be no particular external evaluation method used for particular clustering 

algorithms (Fig. 2.13). Only 9 experiments did not externally evaluate their cluster results, 27 

experiments used only one method, 19 used two, 5 used three and 4 used 4. 3 experiments 

used no internal or external evaluation method whatsoever30,44,121 (Fig. 2.12B). The majority of 

papers used only one or two internal and external evaluation methods with 12 studies using 1 

external method and no internal method, 8 that use 1 internal method and 1 external method 

and 8 that use two external methods and 1 interna method. 4 studies use three internal methods 

while only using one external method compared to 2 using the reverse (Fig. 2.12c)(Appendix 

table 2.16). This suggests that when there is little evaluation of the clustering, external 

evaluation is prioritised, but as total number of evaluation methods increase those methods are 

https://paperpile.com/c/DtlZj7/kpCS7
https://paperpile.com/c/DtlZj7/9VeHO
https://paperpile.com/c/DtlZj7/ECBWh+EfJUX+VU46q+EqYPV+9VeHO
https://paperpile.com/c/DtlZj7/iavuT
https://paperpile.com/c/DtlZj7/tygca+5nkiN
https://paperpile.com/c/DtlZj7/Wp6bs+JYTZa+OPKLM+C07ua+GzSVE
https://paperpile.com/c/DtlZj7/iavuT+sxT96
https://paperpile.com/c/DtlZj7/IHRy3+myR1a+kpCS7+9VeHO+lfNFJ+WzHst
https://paperpile.com/c/DtlZj7/DQP1E+8kYYl
https://paperpile.com/c/DtlZj7/GzSVE+z7RH8+sC07y
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more likely to be internal evaluation methods, however as there are such few numbers of 

studies using 3 or more of either evaluation type this can not be definitively concluded.  

 

 
Figure 2.12: external evaluation methods used by each experiment a) number of experiments using each 

external evaluation method, b) number of total external evaluation each experiment used, c) heatmap of 

number of internal evaluation methods used with number of external evaluation methods used by each 

study  
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Figure 2.13: which external evaluation methods were used with each clustering method 
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2.5. Discussion 

In this chapter we conducted a scoping review to identify the methods used to conduct and 

evaluate clustering experiments on patients using EHR. We identified 64 studies which 

contained 74 individual experiments. The first study was carried out in 2008 with all preceding 

studies carried out after 2014. Most studies were conducted using data from USA, Spain or UK, 

with the most researched topic of interest being multimorbidity and most common disease was 

sepsis . 

2.5.1. Cluster Pipeline  

To understand how clustering studies were performed using EHR data, we extracted 

information roughly corresponding to the analysis pipeline involved in clustering: Missing data, 

feature selection, dimensionality reduction, clustering algorithm, deciding K and characterising 

clusters. We also identified methods of internal evaluation and external evaluation. We found 

that not every experiment carried out every step of this pathway. In most cases there is not a 

common set of these methods or evaluation tools that is used for one particular clustering 

method, with the exception t-sne being used as a dimensionality reduction method in 

conjunction with clustering methods that do not find spherical clusters, and BIC as a metric to 

find the optimum cluster number with probabilistic models. This suggests that there is not a gold 

standard or defined method for carrying out cluster analysis and researchers can use an array 

of methods depending on their use case or resources available to them. We also compared 

studies that found temporal clusters to studies that found non-temporal clusters. We found that 

there was more variety in cluster methods used in temporal studies, with 5 cluster methods 

being used in more than one study compared to non-temporal studies where 31 studies used 

either k-means or hierarchical clustering and every other method was only used in one other 

study. Temporal studies were more likely to use a data transformation method, especially more 

complicated ones or develop their own.  

2.5.2. Data 

Clusters found are dependent on the data chosen to go into them. The first selection criteria is 

the disease cohort being studied. The most popular was multimorbidity which differs from 

looking at an individual disease, as rather than segmenting a group it is trying to form groups 

from individual diseases. Even within looking at a singular disease some studies used cluster 

analysis to focus on one aspect such as health care usage43 or comorbidity in a disease43,110 . 

https://paperpile.com/c/DtlZj7/ARvCG
https://paperpile.com/c/DtlZj7/sxT96+ARvCG


66 

However even when clustering is used to examine a disease as a whole, a wide range of 

variables are used that are not typically limited to disease symptoms or laboratory tests, 

including patient attributes such as demographics, comorbidities and lifestyles factors. This is 

one of the benefits of using EHR in this context as it contains a broad range of attributes and 

allows the researcher to include variables that may not be immediately associated with the 

disease. This also reflects a change in the conceptualisation of the disease from being 

something defined by disease specific factors, for example in COPD the severity rating based 

on GOLD stages is defined the quantity of air exhaled140, to being defined by attributes in the 

patient as a whole, not necessarily caused by the disease but possibly affecting it. The reason 

for this, as stated in the papers, is that including variables related to the whole patient and not 

just the disease will lead to better clinically relevant outcome prediction. This is because factors 

such as age, comorbidities and lifestyle factors influence outcomes such as mortality, 

hospitalisation, and response to treatment. However Fig. 2.3B shows that there is not a constant 

set of factors that are used when subtyping patients, with the median occurrence of a certain 

combination of factors that are used being 1. The final stage in the clustering method that 

affects the data going into the clusters is feature selection. The majority of studies did not say 

how the input features were selected so it was presumed they were manually selected. 

However some studies justified their variable selection by basing it on previous evidence or 

criteria, to extend this 2 studies selected their variables based on how they performed in a 

prediction task for outcomes, experimentally verifying their choice of variables to the task they 

wanted their cluster to perform. Other studies used prevalence thresholds which may be due to 

the data transformation methods or cluster methods not being able to accurately include 

uncommon variables into their process, which results in clusters that do not take into account or 

are unrepresentative of the entire disease being clustered. Overall this shows a spectrum of 

decision making processes used to decide whether to include variables in a cluster experiment, 

either from a researcher/clinicians own knowledge, external knowledge that can be found or 

gathered by the researcher or decided experimentally. However The decision to include 

variables may be outside researchers control and dictated by factors such as prevalence or 

missing data, showing that the scope of clusters are defined by limitations in method and data. 

To conclude the definition of clusters is initially decided on the disease or diseases of interest, 

where clusters are investigating either a whole disease, an aspect of a patient with a disease 

(e.g comorbidities of patients with HIV) or combining multiple diseases. Within studies 

specifically subtyping diseases, they include a wide range of variables expanding the disease 

definition from disease symptoms to the whole patient, before using clustering to segment the 

https://paperpile.com/c/DtlZj7/dBIi9
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group. Lastly, variables can be selected by different types of knowledge sources though can be 

limited by factors in the data such as prevalence.  

 

The process of clustering involves using mathematical definitions and relationships in the data 

that can then be clustered based on the chosen algorithm. When human categorisation of 

disease occurs, they use their knowledge of the disease or diseases and how aspects of it 

relate to each other and the patients to inform how they should be split up, however when the 

data is used in a clustering algorithm the algorithm itself is blind to those relationships, and is 

only ‘aware’ of what is encoded in the data. On one hand this is the highlighted benefit of 

clustering algorithms, that they are not biassed towards preconceived notions of a given 

disease, however to fully understand the results and process of the clustering algorithm it is also 

important to understand the mathematical encoding and relationships that are generated at 

varying stages in the cluster process. This starts by how the variables are encoded in the raw 

data but further steps of encoding more information into that data mathematically occurs in the 

data transformation and the clustering algorithm. 26 experiments did not carry out any data 

transformation prior to clustering using a range of different clustering algorithms. This can lead 

to spurious clustering results if the data is not scaled and correlated variables are not removed 

or reduced141. More complicated data transformation methods are used in temporal studies 

compared to non-temporal studies with several studies creating their own machine learning or 

statistical model to represent the data before clustering with hierarchical or k-means algorithms, 

through this they are encoding more complicated mathematical relationships into patient vectors 

that would otherwise not be detected by the clustering algorithm. The process of identifying the 

optimum cluster number is a step which can have a very large effect on the cluster results. 33 

experiments only used one method to decide the optimum value of k which means that the 

dependent result is biassed towards whichever method chosen to find the best solution selected 

as best. Thus understanding how the method of deciding k defines what is a good cluster 

solution is important. Arguably the biggest factor that dictates what clusters are found is the 

clustering algorithm and how it goes about finding clusters. In non-temporal studies there are 

only two commonly used clustering algorithms which are heirachicial and k-means algorithms. 

This could arguably suggest a homogenization of methods used in clustering studies in EHR 

which could be an issue as there are several limitations of these methods such as they are very 

susceptible to outliers142,143 and k-means can only find clusters which are linearly separable144 

so it is important before using these methods that they are appropriate for the data being 

clustered. From this we can see that understanding exactly how the methods work in relation to 

https://paperpile.com/c/DtlZj7/7uvah
https://paperpile.com/c/DtlZj7/b4aLK+HwLzq
https://paperpile.com/c/DtlZj7/PCDaH
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the data and other methods used is vital, and because of this some studies have criticised the 

understanding of clustering being unbiased and hypothesis free, and can be carried out with 

little domain specific knowledge. They have suggested that there is domain-specific knowledge 

involved, though that domain has transferred from being one of the disease or diseases being 

studied to the methods used to study them.  From this understanding we can frame the choice 

of each method in the cluster pipeline as an a priori decision by the researchers that this given 

method is appropriate for the task at hand. However there are ways that disease domain 

knowledge is brought into the clustering decisions such as the choice of variables, or how some 

studies chose the best clustering number through assessment of the resulting clusters145,146. 

However as it is not always possible to check that the methods used are appropriate for the 

data, evaluating the clusters afterwards is necessary.  

2.5.3. Cluster Evaluation 

After clusters have been found the results need to be evaluated both in the context of the 

clustering solution itself and external environment. We therefore split the evaluation into two 

groups: internal evaluation and external evaluation. We then further split internal evaluation into 

five categories: stability, structure, effect of variables, effect of parameters and effect of 

algorithm.  

Stability - how frequently do the same clusters appear when clustering from the same 

distribution,  

Structure - are clusters well separated and compact, defined by a given metric,  

Effect of variables - does removing variables, either based on high missingness or other 

factors have an affect on clustering  

Effect of parameters - does changing some of the parameters chosen in the clustering 

analysis have an effect on results  

Effect of algorithm - how does changing the algorithm have an effect on results. This method 

was used in two different ways, either similar clusters were found by different methods thus 

validating the existence of those clusters or as a benchmark, this method is better than another 

method based on a given criteria.  

Additionally it could be argued that a form of internal validation also takes place when deciding 

optimal cluster number as it is using an evaluative metric, often stability or structure and finding 

the best solution relative to other cluster numbers. There is no conclusive way to say which is 

the best form of internal evaluation, and well evaluated cluster solutions will look at all 

approaches yet performing more than one internal evaluation method was only carried out by 

https://paperpile.com/c/DtlZj7/nQ7Da+447w8
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roughly a third of experiments. External evaluation methods can be grouped into four categories 

that address different aspects of clustering: do clusters also find separation in variables not 

included in the cluster analysis, can the clusters be replicated, are they clinically meaningful, 

and are they useful? Arguably the most basic external evaluation approach is seeing whether 

the clusters also find differences in variables not used in the analysis. This can show two things. 

First, by finding significant differences in variables not included in the analysis it shows the 

separation found is not just limited to the clustered variables. Secondly, as the variable(s) 

chosen is frequently a clinically meaningful outcome such as mortality or healthcare utilisation, 

that grouping patients in this way suggests a clinical utility of the clusters, e.g. if we think of 

disease X as these presented subtypes rather than a disease as a whole we can better 

understand or predict when y will happen to patient. Potentially, however this conclusion has 

limitations without reference to other possible solutions. Yes this clustering solution shows a 

difference between a variable but is there a solution that shows better separation. This is carried 

out by some studies who compare the results to existing methods of classification or other 

clustering solutions. Replicability of clusters is another way of evaluating clusters. This was 

carried out in two ways, one by repeating the study in an external dataset, and another for non-

temporal studies is seeing if the same clusters appear at later observation windows. This is 

necessary to assess firstly whether the clusters are generalisable and also temporarily stable. 

As the clustering algorithm is blind to the clinical significance of the variables entered to the 

disease of interested it is possible that the resulting clusters do not make any sense clinically, 

therefore it is important to have a specialist in a field review the clusters to see if the results are 

meaningful and that the proposed way of viewing the disease or aspect of disease is 

informative. Lastly the final way of externally evaluating clusters is looking at predictive utility - 

can we use these clusters to effectively predict an outcome that is useful. Again similar to 

finding separation in variables, assessing the predictive ability of a cluster solution only 

becomes significant when compared to other cluster solutions, traditional ways of group 

variables or the raw variables themselves. A broader way of looking at the last two types of 

external evaluation are- are the clusters useful and are they meaningful? If a study was to only 

evaluate the clusters based on how well they separate or predict outcomes, one might suggest 

that clustering is not the appropriate method for this task, and that a statistical model or 

supervised machine learning algorithm may be more useful. However, that is not the only 

proposed reason why clustering is used, it is also to help understand and interpret a large 

amount of heterogeneous data that is too vast for humans to empirically process without further 

segregation. This could explain why the majority of clustering studies found less than 20 
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clusters, a factor which can mostly be driven by the range of potential cluster numbers tried, as 

larger numbers of clusters becomes increasingly harder to interpret. From this we can say that 

effective clustering studies are a balance between uncovering meaningful patterns in the data 

that are also useful in additional tasks.  

2.5.4. Challenges in Clustering Studies 

This scoping review identified many challenges of conducting clustering studies. For example 

one issue is missing data, which was dealt with in many different ways. The majority of papers 

did not report a method for handling missing data, of those that did, 12 of them removed 

variables or observations with missing data, however this can lead to unrepresentative data if 

the observations are not missing completely at random. This is overcome by using imputation 

methods as was carried out by four studies. Some studies identified or used clustering methods 

specifically for handling missing data. Another interesting challenge arose when experiments 

used multiple methods for deciding the optimum number of clusters as sometimes those 

methods could give different values. There were different approaches when this occurred, such 

as using a majority vote119 or an algorithm that aggregated the results 37, others used a 

predefined criteria such as the largest cluster number77 or inspected the results of each cluster 

solution112. Several studies assessed the results from each method of deciding k and then 

deciding what the optimum cluster number is themselves from that information, however this 

process can be somewhat subjective. Similarly several studies compare their cluster solution 

with results from different methods. Some studies use this approach to benchmark their solution 

based on their own set of criteria such as prediction of outcomes to show that their proposed 

solution is optimum, however other studies use it to validate their results by showing that similar 

clusters appear with other methods, and one study used it to make inferences about the use 

cases of the clustering methods. This highlights an interesting problem with clustering analysis 

especially in cases where other cluster methods are used to verify the original experiments 

results as it can highlight the variability of the solutions, thus calling them into question. It can 

also create an issue when clusters from two different solutions are being compared, as to 

whether they are similar based on similarly occurring variables, or because they have the same 

patients in them.  

https://paperpile.com/c/DtlZj7/UGXvP
https://paperpile.com/c/DtlZj7/eKWil
https://paperpile.com/c/DtlZj7/EqYPV
https://paperpile.com/c/DtlZj7/EGaPW
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2.5.5. Strengths and Limitations  

2.5.5.1. Strengths 

One strength of this scoping review is that we looked at a very wide range of studies and 

aspects of those studies. One benefit of this is we have collected and interpreted many different 

approaches in carrying clustering in EHR and how they are used together. Additionally we 

include a wide range of variables extracted which allows us to understand each step of the 

cluster method and evaluation as well as the context or data that was used. Through separating 

studies into temporal and non-temporal studies it allowed us to compare methods between 

them. This allowed us to find that more complex methods for data transformation and clustering 

methods are used in temporal studies.  

2.5.5.2. Limitations  

The  broad scope of this review does have limitations. For example we included in our analysis 

any studies that use clustering in EHR rather than limiting the selection to studies specifically 

looking at identification of subtypes, and from that identify all the possible methods used in 

clustering. The inclusion of a large number of studies also prevented us for assessing the entire 

methodology of each individual study and how that relates to the validity of the clusters was not 

possible. Additionally, collecting such a wide range of variables meant that there was a lack of 

granularity in descriptions of the methods used: for example we did not record dissimilarity 

metrics used by experiments, which is an important feature of clustering methods. Also this led 

to broad categories such as the comparing outcomes category in external evaluation, which was 

the most popular category. Arguably this is only because this encompassed any time a study 

tested whether cluster labels also found a significant difference in an external variable. This 

label gives no indication as to what variables were tested, how many variables, or the process 

used to compare them. Similarly in internal evaluation we categorised stability as one metric 

however there are a variety of different ways of performing this with different metrics or scores 

to assess it such as rand50 or Jaccard's index34,118 , yet we noted every individual cluster 

structure metric such as silhouette score or calinski harabasz, however as those metrics may be 

associated with certain algorithms, and this allowed us to examine those relationships.  

2.5.6. Conclusion  

In conclusion we conducted a scoping review identifying 67 studies conducting 74 experiments 

clustering EHR data. The most common clustering methods used were hierarchical clustering 

https://paperpile.com/c/DtlZj7/JYTZa
https://paperpile.com/c/DtlZj7/WzHst+tygca
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and k-means, with the most commonly studied topic being multimorbidity, and most commonly 

studied disease was sepsis. Though there are some methods and types of methods used at 

certain steps of the analysis which are only used with one type of clustering algorithm, most are 

used with several different algorithms. We identified different groups of internal and external 

validation and found that external validation is favoured more than internal validation. As 

clustering has no ground truth and there is no gold standard to validate it, the process of 

choosing the methods and evaluating the results is important, especially considering the 

assumptions that each method brings when using them.  

2.5.7. Going forward  

Through this scoping review we have identified a wide variety of methods used in every stage of 

the clustering process and the key steps in evaluating them. Each step contributes to the 

resulting cluster but none more than the clustering method itself. We will conduct our own 

clustering case study in electronic health records using different clustering methods to examine 

how they affect the resulting clusters, how to evaluate them and from that identify areas which 

could help improve the validity of clusters. 
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Chapter 3. Identifying subtypes of Alzheimer’s 

disease in electronic health records: Approaches for 

cluster evaluation 

The results from this chapter was published in the following papers:  
Using Unsupervised Learning to Identify Clinical Subtypes of Alzheimer’s Disease in Electronic  

Health Records.Studies in Health Technology and Informatics 270 (June): 499–503. 
 
Identifying and evaluating clinical subtypes of Alzheimer's disease in care electronic health 

records using unsupervised machine learning. Alexander N, Alexander DC, Barkhof F, Denaxas S.  BMC 
Med Inform Decis Mak. 2021 Dec 8;21(1):343. doi: 10.1186/s12911-021-01693-6. PMID: 34879829; 
PMCID: PMC8653614. 

3.1. Abstract  

3.1.1. Introduction 

Our scoping review identified several approaches for evaluating clusters, the most common 

internal metric being comparing cluster results from another cluster solution. This can be carried 

out in two ways. The first approach involves evaluating all cluster solutions then selecting the 

best performing solution based on those metrics. The second approach compares the results of 

different clustering methods to see if a similar cluster appears, increasing the reliability that the 

clusters found exist. Here we will conduct a case study examining both of these approaches via 

finding subtypes of Alzheimer's disease (AD) in electronic health records.  

3.1.2. Background 

One of the key challenges in producing and proving valid cluster results in EHR is that there is 

no ground truth values to compare to11,12, no common consensus on what defines a cluster, and 

not enough underlying biological data to show that the clusters are ‘true’ biological groups of 

disease. To investigate how EHR clustering studies evaluated clusters given these problems we 

conducted a scoping review and found that internal cluster validation can be grouped into five 

categories; examining cluster structure, examining cluster stability, examining effect of 

variables, parameters and the algorithm. External validation can also be found to be asking two 

key questions, are the clusters meaningful and are they useful. To explore how these evaluative 

criteria can be carried out, as well as examining the most popular internal clustering validation 

method- comparing the cluster solution to other clustering solutions we conducted a case study 

of EHR clustering using AD patients. We selected AD as it is a heterogeneous disease. It is also 

https://paperpile.com/c/DtlZj7/GZlbm+zbOl8
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a degenerative neurological disease without a cure. Several studies have identified clusters of 

AD in electronic health records, repeatedly finding a cluster with a mental health comorbidities. 

Other studies using cognitive tests and brain scans as a basis for clustering have found clusters 

with a split between effects of memory and non memory areas. As AD is a degenerative disease 

cross sectional studies have a limitation in that it is unknown whether the subtypes found are 

distinct subtypes or different stages in the disease, this can be alleviated through the long 

observational windows available in electronic health records. Though previous research has 

been conducted in finding subtypes of AD using EHR, none has been carried out in a UK 

dataset making it a good candidate for a disease for this case study.  

3.1.3. Methods  

We first identify relevant comorbidities and symptoms to include in the analysis via a literature 

review. We then cluster the data using four different methods, k-means, kernel k-means, affinity 

propagation and latent class analysis as k-means was found to be the most popular non-

temporal clustering method, while the other methods have characteristics that overcome 

limitations of K-means such as only finding linearly separable and spherical clusters. We 

evaluate the results using two internal evaluation methods, structure via silhouette score and 

stability, and two external evaluation methods; predictive utility and replicability in external 

datasets. We assess how to find the best method through comparing the cluster solutions on 

the results from the evaluation methods and we use an alluvial plot to find overlap between the 

cluster results.  

3.1.4. Results 

The systematic review to identify symptoms returned 19 studies, from which we identified 25 AD 

symptoms. The systematic review to identify comorbidities returned 42 relevant studies, from 

which we identified 13 diseases associated with AD.  K means, kernel k-means, affinity 

propagation and LCA found 5,2,5 and 6 clusters respectively. K-means was found to be the best 

performing result with a silhouette score of 0.19, and stability of 0.78. an early onset, depression 

and anxiety cluster with faster rate of decline  a non typical AD cluster with high prevalence of 

motor issues, neuropsychological symptoms and confusion with low occurrences of memory 

symptoms, a Typical ad cluster with high prevalence of memory symptoms and low prevalence 

of other symptoms, a CVD and related disease cluster with high levels of diabetes, heart failure, 

hypertension and atrial fibrillations and lastly a mostly male cluster with memory problems and 
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cancer. A repeated cluster of early onset and mental health cluster was found in three out of 

four of the methods.  

3.1.5. Conclusion 

Through this case study we found limitations of comparing different cluster methods to find the 

best method due to biases in the evaluation metrics used to compare them. One strength of 

comparing different clustering solutions to validate other solutions is that it indicates that those 

clusters truly exist and are not artefacts of whichever cluster method is used. However one 

limitation of this approach is that we do not know whether the cluster methods will always find 

similar clusters; the cluster methods work in similar ways and have similar underlying 

assumptions. Here there is room to develop a new method that assesses whether there are 

clusters in a data set without needing comparison to cluster solutions from other cluster 

methods.  
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3.2. Introduction 

Clustering has potential as a method in finding and understanding patterns in diseases in large 

datasets such as EHR. However due to several aspects of this collection of methods there are 

an array of problems that arise when using them. First as the methods are exploratory that 

means there is no ground truth to compare the results to, preventing easy assessment of the 

cluster's success. This problem is exacerbated by the fact that several commonly used cluster 

methods will find clusters independent of a clusterable structure existing in the dataset11,67. 

Therefore, internal clustering measures are important in evaluating how good the cluster 

solution is as clusters. Despite this the scoping review in chapter 2 found that roughly a third of 

experiments did not perform any internal evaluation - evaluation performed without the use of 

external data, thus evaluating how well the clusters performed as clusters and not how valid 

they are in an external context. The focus of studies was more on external evaluation. Among 

those that did there was no standard internal evaluation method carried out amongst all different 

clustering methods, as well as no standard internal evaluation method for one specific clustering 

algorithm. This means that there is no gold standard way or unified approach in evaluating 

clustering in EHR. This has two main consequences. Firstly two studies that find clusters in the 

same disease are not easily compared as different metrics are used. Secondly it is harder for 

other researchers to know if any given clustering solution is ‘valid’67,147. This could in turn reduce 

the translatability and  further research from those studies as it is hard to tell whether any cluster 

solution is reliable. Therefore, we intend to examine internal cluster validation to see if there is a 

way that this can be improved upon. 

 

From our scoping review in chapter 2 we found the most common method of internal evaluation 

is comparing the results with the results from a different clustering method. This is done in two 

ways, competitively35,112 or collaborative106 . When comparing clusters competitively the 

objective is to choose the best clustering method based on how well they perform in different 

cluster evaluation metric(s). However the selection of the ‘best’ method depends upon which 

metric is used to compare them, and if there are more than one used, how to aggregate the 

results if they all do not unanimously indicate one solution. The other way of evaluating cluster 

solutions by comparing them to results from different methods is collaboratively,, seeing if 

similar results in both methods appear and using that as evidence of validity of the the clusters. 

This can also provide evidence that the clusters exist rather than being just divisions in the data 

found by the method which mitigates one of the major flaws in some clustering methods. 

However when this approach is used in studies they often do not expand on how they find two 

https://paperpile.com/c/DtlZj7/GZlbm+7Xed1
https://paperpile.com/c/DtlZj7/7Xed1+p5U8J
https://paperpile.com/c/DtlZj7/2LuQz+EGaPW
https://paperpile.com/c/DtlZj7/myR1a
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solutions similar. This could be done in two ways, either by a large overlap in patients or by 

clusters having similar variables. As there is a wide range of variability in this method of 

evaluating clusters it is important to investigate it to identify its limitations as well as what can be 

inferred about the cluster solutions from the results.  

 

To investigate how evaluating clusters through comparison with different cluster methods works 

and what the limitations are, we carry out a clustering case study where we will compare the 

results from different methods both competitively and collaboratively. To do this we will conduct 

a clustering study identifying subtypes of Alzheimer's disease in EHR using several different 

clustering methods. We will evaluate the individual cluster solutions based on internal and 

external cluster criteria identified from the scoping review, assessing cluster structure, stability, 

difference in outcomes, predictive utility, and replicability in external datasets. We then compare 

the solutions based on those methods to assess from that, where there is scope to develop a 

method which can improve the internal evaluation of clustering solutions. 

 

3.2.1. Aims and Objectives  

The aim of this study is to use the case study of clustering AD patients in EHR to identify 

subtypes to assess the strengths and limitations of cluster evaluation with specific focus on 

comparing results between clusters.  

Objectives  

1) Identify limitations of comparing cluster solutions from different methods both 

competitively and comparatively 

2) Assess whether there is scope to develop a new method to aid cluster evaluation 

3) Identify and characterise clinically relevant subtypes in AD 

4) To identify other possible issues that prevent valid subtyping in EHR subtyping studies  
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3.3. Background 

3.3.1. CPRD Data 

CPRD GOLD is a database of primary care records from general practices in the UK. It covers 

roughly 7% of the population with a patient observation period of 5.1 years88 and is considered 

to be a representative sample of the UK148. This data from primary care can be linked to data 

from hospitals or disease registries giving a view of the patient's path in the NHS. 

A large proportion of data in CPRD GOLD is recorded in a structured way, with specific codes 

corresponding to diseases, symptoms, medications and demographic information. The medical 

information in read CPRD GOLD is not just limited to diagnoses, but includes symptoms, 

healthcare behaviour and laboratory test results. In CPRD GOLD, data pertaining to medical 

information in the clinical table are stored as Read codes (version 2), which are a hierarchical 

coding structure with 36 chapters: 26 chapters representing disease and 10 representing 

procedures, examinations and health care utilisation. Each Read code also has an associated 

read term, for example the code Z7CE615 has the corresponding term “loss of memory” and 

about 8,000 of the codes directly link to ICD10 codes which are diagnostic codes used in 

hospital data149. SNOMED CT have been gradually replacing Read codes since 2018 in UK 

primary care150. In general, diagnoses recorded in CPRD GOLDare considered highly valid151 as 

well as being representative of the UK population99,148. 

Other information within CRPD is patient data including: year of birth, family number and 

gender, ethnicity, registration dates for when the patient joined (current registration date 

column) and left (transfer out date column) and reason for leaving if appropriate. Data are 

pseudo-anonymized by removing identifying data such as postcodes and date of birth (only year 

of birth is remaining). Birth year and gender are used as quality control measures, patients with 

missing or spurious data in these fields are removed88. CPRD GOLD also contains therapeutic 

data recorded as a product code and BNF code corresponding to the drug, as well as quantity, 

number of packs and number of days for which drugs have been prescribed. Lastly there is 

information about the practices stored with unique practice identifiers and region of practice. It 

also contains the “up-to-standard” date, the date the CPRD GOLD algorithm deems the data are 

of research quality. This is based on death recording and data missingness99. 

The CPRD GOLD database consists of ten tables99, described below (Appendix Table 3.1).  

 

https://paperpile.com/c/DtlZj7/1xT2o
https://paperpile.com/c/DtlZj7/EU3rh
https://paperpile.com/c/DtlZj7/6Ja70
https://paperpile.com/c/DtlZj7/xlVNi
https://paperpile.com/c/DtlZj7/bhMtB
https://paperpile.com/c/DtlZj7/EU3rh+wB3Wr
https://paperpile.com/c/DtlZj7/1xT2o
https://paperpile.com/c/DtlZj7/wB3Wr
https://paperpile.com/c/DtlZj7/wB3Wr
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3.3.2. Cluster Analysis  

The aim of this study was to assess how to compare the results from different clustering 

methods. However the choice of those methods is important as selecting clustering methods 

with approaches that are too different will reduce the compatibility of the results. The first 

method we will trial is k-means as that is the most common method used in non-temporal 

studies found in our scoping review. The other methods selected will all be non-hierarchical and 

non-density based methods that counteract some of the disadvantages of k-means such as 

Kernel k-means and affinity propagation finding non-linearly separable clusters, and latent class 

analysis finding non-spherical clusters with unequal variance. The methods selected are 

summarised in Table 3.1. 

 

Table 3.1: cluster methods used in this case study 

Name Description Function Hyper- 

parameters 

Description and 

assumptions 

Pros/Cons 

K-means Partitions N points 

into K clusters, each 

point in a cluster will 

be closest to the 

mean of that cluster  

sum squared 

error  

Member of 

clusters (k) 

Cluster seeds 

Distance 

metric 

Linear separation 

Equal variance 

Returns cluster 

membership 

Pros: quick 

Cons: assumes 

clusters are 

equal size and 

variance  

Kernel K-

means 

the same as k-

means but a kernel 

function has been 

applied and 

transformed the 

original dataset 

kernel function  

 

sum squared 

error  

number of 

clusters (k) 

cluster seeds  

Non-linear 

separation  

equal variance  

returns cluster 

membership 

Pros: finds non-

linearly 

separable 

clusters  

Cons: results in 

large number of 

variables to 

cluster  

Affinity 

propagation  

Finds a set of 

exemplar points that 

best represents the 

other points using 

message passing 

Responsibility  

availability 

Preference 

and damping  

Non-linear 

separation  

returns exemplar 

points and cluster 

membership 

Pros: do not 

have to 

predefine 

cluster number 

or seeds  
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Latent 

Class 

Analysis 

(LCA) 

Assumes the 

distribution of the 

variables are driven 

by unknown latent 

classes  

Expectation 

maximisation  

number of  

latent classes 

linear separation  

non-equal 

variance 

variables are 

independent 

Returns p of 

cluster 

membership 

Pros: does not 

assume equal 

variance 

between 

clusters  

 

Principle 

Component 

Analysis 

(PCA) 

transforms and 

reduces a matrix to 

uncorrelated and 

orthogonal principal 

components  

minimises 

reconstruction 

error 

  

Singular value 

decomposition 

(SVD) 

 scaling and 

normalisation 

 linear 

correlations 

between 

variables  

returns 

transformed 

components  

Pros: removes 

correlation 

between 

variables  

Cons: only uses 

numerical data  

Multiple 

Correspond

ence 

analysis 

(MCA) 

a version of PCA for 

categorical variables  

minimises 

reconstruction 

error  

 

SVD  

 

indicator tables  

   returns 

transformed 

components  

Pros: 

transforms 

categorical data 

into numerical 

data  

Cons: only uses 

categorical data  

 

 

 

3.3.2.1. K-means 

K-means clustering is the one of the most widely used clustering methods. It forms clusters 

through minimising the distance between each point belonging to that cluster and its centre, 

also known as the sum of squared error141 (shown in equation 3.1). 

                                                   (3.1)  

 It is an iterative algorithm that updates the cluster centres then updates the cluster assignments 

of each point until convergence152. This is shown below  

 

1. Define K cluster centres μ1...μk  

https://paperpile.com/c/DtlZj7/7uvah
https://paperpile.com/c/DtlZj7/RCZY4
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2. For each vector xi  compute the distance to each cluster centre and assign it to its 

closest cluster  

3. Redefine cluster centres μ1...μk  as the mean values of the all the vectors assigned to 

clusters C1...Ck 

4. Repeat steps 2 and 3 until cluster membership does not change   

 

Though K-means benefits from its simplicity and speed of convergence that also leads to 

significant problems. It converges to a local optima as the guaranteed finding the global optima 

requires a near infinite number of permutations153. K-means will also only be able to find clusters 

that are linearly separable, spherical and with equal variance154. The success of the method 

depends on several hyperparameters, namely the number of clusters and the initiation points of 

the cluster centres. 

To determine the best number of clusters to use, clustering results for a range of values for K 

are found and different metrics are used to quantify how good a solution it is. Total sum squared 

error is one measure (equation 3.1), it is what the algorithm aims to minimise and will decrease 

with each increase of K68. The Akaike information criterion (AIC) and the Bayesian information 

criterion (BIC) add a coefficient to the total within cluster similarity which penalises it based on 

the increased complexity which is the overall  K155. There are other metrics like mean silhouette 

coefficient which is not optimised by the algorithm. The silhouette coefficient (equation 3.2) of 

each point is a measure of how much it “belongs to” its assigned cluster. This equation takes 

the mean distance point i is from all points in its closest clusters, and subtracts the mean 

distance of all points in its assigned cluster, which is then divided by the max mean distance of 

either the assigned cluster or the closest cluster. If point i is close to all the points in its assigned 

cluster and far from its next closest cluster then the  numerator will be larger, however if point i 

is closer to a cluster that is not its assigned cluster then the numerator will  be negative. The 

value of K with the greatest mean silhouette coefficient indicates the solution with greatest 

cluster cohesion156.  

                                           (3.2) 

where a(i) is the mean distance of all the points in i’s cluster to i and b(i) is the mean smallest 

distance of the points of any cluster that i is not a member. 

https://paperpile.com/c/DtlZj7/qsyBl
https://paperpile.com/c/DtlZj7/PCwvt
https://paperpile.com/c/DtlZj7/emtl7
https://paperpile.com/c/DtlZj7/ZNM67
https://paperpile.com/c/DtlZj7/2W18S


82 

The initial cluster centres are selected randomly so each repetition of the method will give 

different results. Several different methods exist to choose an initial point for the cluster centres 

that is repeatable and result in a solution which is closer to the global optima. One such method 

is multiple random starts, which takes the best solution, based on total sum squared error after 

a large number of repeats running the algorithm. Another method is K-means ++ which selects 

a random point, the following points selected are also random but the probability of them being 

chosen is proportional to the distance if they are from the initial point resulting in initial centres 

that are far away from each other157. 

Even if the optimal value for K and optimal cluster seeds are found there are constraints and 

issues with K-means that are impossible to overcome. Firstly, the data used must be numerical 

as it is impossible to define a distance between two nominal variables such as blue and brown 

eyes. Secondly the separations between clusters are always linear. If there were a set of points 

in 2 dimensions with two cluster centres, there would be a line that every point on one side is 

closer to one cluster centre and every point on the other is closer to the second cluster 

center158. However if that line were to bend it there would be points on one side of the line that 

are closer to the other cluster centre. This means that K-means would not be able to identify the 

clusters if they are two separated concentric circles (Fig. 3.1)159154. The variance of the clusters 

is also assumed to be equal. If two clusters exist next to each other, one much larger than the 

other, the distance for the points in the larger cluster on the edge of the small cluster will be 

closer to the small cluster centre resulting in those points getting assigned to the wrong 

cluster160. 

https://paperpile.com/c/DtlZj7/jQI5I
https://paperpile.com/c/DtlZj7/7tsxc
https://paperpile.com/c/DtlZj7/IE2b7
https://paperpile.com/c/DtlZj7/PCwvt
https://paperpile.com/c/DtlZj7/loU2D
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Figure 3.1:  K-Means separation of a) linear and b) non-linear natural clusters  (M Baranwal,2018) 

3.3.2.2. Kernel K-means  

If clusters are not linearly separable then the data can be transformed to a higher dimensional 

space through applying a kernel to  such as a Gaussian kernel, or if the data are categorical 

using a dissimilarity measure as the kernel161. Using a dissimilarity measure as a kernel function  

places the data in n dimensional space, as well as also making it continuous. This method 

presumes that through inflating the number of dimensions where the clusters were non-linearly 

separable, they are now transformed to be linearly separable. However through increasing the 

number of dimensions computational time also increases, as well as problems arising from an 

increase in dimensionality.   

3.3.2.3. Affinity Propagation  

Affinity propagation is a method which identifies a set of the best possible observations from the 

data set to represent the other observations. It uses similarity, the inverse of dissimilarity, to find 

the best candidate point to represent each point in the data set and thus form clusters. It works 

through passing messages between points. A point’s  “responsibility” is sent from point i to a 

candidate point which is a measure of how much more  representative the candidate point is of 

it compared to all other points (equation 3.3).  The “availability” is a message from each 

candidate point to each data point showing how available it is to be a candidate and not 

https://paperpile.com/c/DtlZj7/rOr3A
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represented by another candidate point (equation 3.4). The availability and responsibility for 

each point is updated iteratively; the assignment to each candidate point converges and clusters 

are found162. 

                              (3.3)  

                          (3.4) 

 

where k is the exemplar point, and s(i,k) is the similarity between point i and exemplar k 

Unlike K-means, Affinity propagation does not require the user to predefine cluster number or 

initial cluster seeds. However the “preference” which is each point's self-similarity does need to 

be defined. The lower this value is the smaller the number of clusters. This lowers the self-

responsibility of each point which then in turn lowers the availability to other points162. 

This method also functions with any measure of similarity, the data does not need to be 

continuous or the similarity matrix symmetric. However it can result in a large number of 

clusters163  

3.3.2.4. Latent Class Analysis  

Latent class analysis (LCA) is a type of statistical model which presumes that the distribution of 

the data are a result of unknown hidden categories or latent classes164. This approach groups 

each point through determining the likelihood of it belonging to each latent class. It uses 

expectation maximisation to fit the model to the data, which is an iterative process which starts 

with initially random parameters to guess the distributions of the groups of data, then uses the 

likelihood that each data point fits into the guessed distributions to update the parameters 

iteratively until convergence 165. 

Like K-means the number of latent classes has to be determined by the user, but can be done 

in a similar way using BIC. It however does not presume that the variance in the groups is equal 

and returns a likelihood of cluster belonging rather than a definitive assignment166. 

https://paperpile.com/c/DtlZj7/315L2
https://paperpile.com/c/DtlZj7/315L2
https://paperpile.com/c/DtlZj7/mFi9m
https://paperpile.com/c/DtlZj7/q7KBc
https://paperpile.com/c/DtlZj7/bF0lG
https://paperpile.com/c/DtlZj7/XoGbW
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3.3.2.5. Dimensionality Reduction Methods  

Principal components analysis (PCA) is a well-known dimensionality reduction technique that 

takes a matrix of numerical variables and reduces the dimensions while minimising the amount 

of variance lost141. It returns values of the original data set transformed into a lower dimensional 

space where the dimensions are all orthogonal 141. This improves K-means as its distance in 

higher dimensional space becomes more uniform which then makes it harder to establish 

partitions167. It also removes correlations between the variables.  

Multiple correspondence analysis is the equivalent dimensionality reduction technique for 

categorical variables. It transforms the variables so they are represented graphically168.  As well 

as reducing the dimensions MCA also has the benefit of converting the data to numerical values 

so it can be used in K-means169. 

3.3.3. Alzheimer's Disease 

3.3.3.1. Overview 

Dementia affects 850,000 people in the UK170 increasing to 1 million people by 2025. There are 

many forms of dementia, the most common is Alzheimer's disease (AD) which makes up 

between 60-80% of diagnoses170. There is no known cure for the disease171.  

 

AD is a neurodegenerative disease where the biological causes manifest many years or even 

decades before symptom presentation172. The underlying cause is from the build up of 

misfolded amyloid beta proteins which form amyloid plaques and hyperphosphorylated tau 

neurofibrils173, however the exact roles of both of these proteins is not fully understood. The 

accumulation of these proteins causes neuronal death leading to atrophy, in typical AD this is 

initiated in the hippocampus and entorhinal cortex but then spreads to more areas as the 

disease progresses174. This expresses initially as memory loss or general cognitive decline, 

which develops into decreased function in other cognitive domains, executive processing and 

attention175. These symptoms are often accompanied by a host of neuropsychological 

symptoms such as depression, anxiety, and psychosis. Alzheimer's disease is currently split up 

into distinct stages of progression based on the level of cognitive decline. These are mild, in 

which the patient has trouble recalling names or getting lost in well-known areas, moderate 

where there is increased behavioural change and episodic memory loss, and severe where 

there is a lack of awareness of surroundings and full time care is needed176.  
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3.3.3.2. Alzheimer's Disease and the National Health Service  

Patients initially present with symptoms of dementia in primary care. A cognitive test such as a 

mini mental state exam is carried out, as well as a patient history, and blood tests to rule out 

other causes of the symptoms177. If the doctor suspects dementia the patient is then referred to 

a memory clinic or geriatric psychiatrist for diagnosis of the particular subtype. Only after the 

patient has been seen by a specialist can a general practitioner prescribe treatment. There are 

two types of drugs to treat AD; cholinesterase inhibitors(ChI’s) (donepezil, rivastigmine and 

galantamine) and partial NMDA receptor blocker memantine178. The ChIs are prescribed 

typically for mild to moderate AD, and memantine is prescribed for moderate to severe cases or 

when the patient is not responding to other drugs. These drugs do not halt or slow disease 

progression; they merely mask the symptoms. At some point during the disease progression a 

clinician will decide to stop prescribing the drug as it is no longer beneficial177. Because of the 

lack of efficacy of pharmacological treatments there is also a multitude of non-pharmacological 

therapies that exist; these include cognitive therapies, aroma therapies, musical and art based 

therapies179. 

3.3.3.3. Brain Imaging in AD 

The best way to look at the underlying neurodegeneration of AD in a non-invasive way is 

through imaging the brain. There are several different methods to do this which show different 

results. The first way is through using structural magnetic resonance imaging (MRI). This is 

mostly used to show atrophy in the brain and the different atrophy patterns can be used to 

determine different types of dementia and to track progression of AD180. Structural MRIs main 

flaw is that it is not able to detect levels of amyloid beta plaques or tau neurofibril tangles which 

signify the disease180. Another method is positron emission tomography scans (PET). This 

involves putting a radioactive tracer in the patient's body, the emissions from the tracer can be 

detected by a scanner. Depending on the tracer used the resulting images can show how well 

different processes in the body are functioning181. One popular PET tracer is fluorodeoxyglucose 

(FDG) which the body treats the same way as glucose thus can be used to indicate brain 

metabolism181. A distinct pattern and progression of brain hypometabolism has been discovered 

to differentiate AD from other dementia types180. Hypometabolism in brain regions has also 

been found to correlate with different clinical symptoms and be a predictor of cognitive 

decline182. One benefit of PET is that there is a huge amount of versatility in what it can 
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measure which is based on what tracers are designed. Both amyloid tracer180 and a tau tracer183 

can be used in their respective pathologies. The main benefit of these tracers is that it allows for 

clinical examination of these biomarkers in vivo and not just through autopsy. However some 

studies have found that amyloid PET does not perform better than FDG PET and structural MRI 

at identifying the clinical stages of the disease184. Tau PET however has been shown to be a 

good marker in the prodromal period of AD showing significantly higher cortical retention of tau 

PET tracers in patients with mild cognitive impairment who progress on to AD compared to 

cognitively normal people183.  

3.3.3.4. Alzheimer’s disease studies using primary care EHR 

Previous research investigating the prevalence of dementia and its subtypes using CPRD 

identified  47,386 patients with dementia, of those 12,633 were diagnosed with AD185. This study 

defined dementia and AD as the appearance of at least 1 diagnostic code specifying dementia 

or AD respectively. A list of these codes can be found in appendix 3 code lists.  This estimates 

the population prevalence of dementia to be 0.3% in 2000 rising to 0.7% in 2010185. Using these 

figures AD can be estimated to make up 26% of all dementia cases, however this is much lower 

than other estimates which state that AD makes up 60% - 80% of all dementia cases170 . Part of 

the reason for this may be due to dementia recording in CPRD as there are low recordings of 

specific dementia subtype. 34% of dementia cases recorded as unspecified dementia and only 

30% as AD. There are a multitude of different reasons for the low recording of dementia 

subtypes in primary care compared to other diseases such as the actual diagnosis is frequently 

made in a memory clinic and the primary care records are not updated accordingly. Quality and 

Outcomes Framework (QOFs) for dementia which incentivised the diagnosis and recording of 

dementia and specific subtypes were introduced in 2006. This led to an increase in the rate of 

dementia recording186. 

3.3.3.5. Alzheimer’s disease heterogeneity  

The burden of AD is exacerbated by several factors. The most pressing one is that there is no 

current cure. Current pharmacological treatments exist to lessen the severity of the symptoms 

but do not slow down rate of progression. Despite the lack of effective treatment, no new AD 

drug has been approved since 2002178. Part of the reason for this is that AD is a highly 

heterogeneous disease with any two individuals displaying a different array of symptoms187. In 

addition to the heterogeneity of symptoms, there also exists heterogeneity of disease 

progression188,189. There are multiple factors which affect the rate of decline such as education 
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level and age of onset190. Lastly as modern medicine progresses and conditions such as heart 

disease become chronic and manageable rather than fatal this leads to over 65s having an 

average of two different chronic conditions191 . It is unlikely that these diseases and their 

treatments act independently of each other. Common comorbidities such as diabetes192 and 

depression193 have been found to increase the rate of progression in Alzheimer's disease and a 

greater number of comorbidities is also associated with increased cognitive impairment194. Thus 

in understanding how AD expresses in any individual patient it is vital one must also understand 

their other comorbidities. It is not only important to examine the heterogeneity of AD in patients 

but also patients with AD  

3.3.3.6. Understanding AD heterogeneity  

There exists a huge body of research investigating how different disease, lifestyle and genetics 

factors affect different attributes of AD. Such as education affecting rate of progression195 or 

how genotype influences age of onset196. However there are a myriad of these disease factors 

within any one AD patient, so it is impossible to examine how their unique combination of these 

disease factors will affect their AD presentation and progression. An alternative approach to 

looking at this heterogeneity is by identifying latent subtypes of AD within the disease. This 

approach assumes that, based on these disease factors, AD patients are not uniformly 

distributed. Therefore, within that distribution(s) exists groups of AD patients where there are 

patients more similar to each other than to those in other groups. This makes AD patients an 

appropriate target for identifying subtypes. 

3.3.3.7. Current Approaches 

Several studies have used clustering to identify subtypes of AD or mild cognitive impairment in 

electronic health records. The first is a non-temporal study clustering comorbidities and 

medication using hierarchical clustering method which found four clusters: a CVD cluster, an 

anxiety and depression cluster, an older comorbid cluster, and a deafness cluster which had a 

high burden of anti-dementia drugs197. The second included all patient data available in EHR, 

transformed into longitudinal representative vectors using convolutional neural networks and 

auto encoders, then clustered with hierarchical clustering. They found three clusters: an early 

onset cluster with neuropsychological symptoms and mental health comorbidities, late onset 

cluster with cerebrovascular disease and a typical onset cluster with no behavioural 

disturbances48. The final study compares comorbidity trajectories of patients with AD to controls 

and clusters the different trajectories, also using hierarchical clustering to find four clusters: a 
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mental health and psychosis, respiratory systems clusters, a cluster with lower likelihood of 

CKD and kidney disease, a cluster with depression, anxiety and heart disease, a cluster that is 

similar to controls and a cluster that is similar to controls with slightly higher precedence of 

issues with digestive system, osteo arthritis and cataracts31. Though there are different patterns 

of cluster results from all three studies partially based on different pre-processing methods and 

inclusion of different variables, however similar clusters do appear such as a depression and 

anxiety cluster and a CVD cluster.  

 

Most research in this area focuses mainly on subtyping two aspects of AD; cognitive 

tests24,25,198–203 and brain scans204–212 which measure cognition and the neurological change 

underlying that. Cognitive tests provide a quantitative score of the severity of memory loss and 

other cognitive problems. This results in subtypes of patients with similar patterns of symptoms. 

Studies generally found a subtype of patients that had more severe memory problems with 

fewer other symptoms and another subtype which had a larger array of different cognitive 

problems, yet their memory was less affected. The second approach is using brain scans either 

to measure atrophy patterns in different parts of the brain or the build-up of molecular markers 

that are associated with AD. These studies found corresponding subtypes, frequently finding a 

cluster that has hippocampal atrophy (the hippocampus plays a role in memory) and clusters in 

which the atrophy is more diffuse, or the hippocampus is spared. In both approaches they 

validate the subtypes through comparing the underlying biology in the case of studies carried 

out using cognitive tests or using cognitive tests for studies using brain imaging. This allows 

studies to conclude that their cognitive subtypes have physiological causes or state that their 

biological subtypes do have a symptom presentation in the patient.  

Studies frequently do not account for the progression of AD, and it can be argued that rather 

than finding true AD subtypes they have merely identified different stages. Some studies have 

added a longitudinal dimension to their approach to clustering, in which the memory-non-

memory split disappears213.  

 

AD will be a good choice as a disease to subtype for this case study as it is a heterogeneous 

disease where clusters have already been found in several studies focusing on the disease. 

Though brain scans and cognitive tests are the most common data sources for investigating AD 

subtypes, they are not regularly collected in EHR. It is not routine to send potential AD patients 

for brain scans, and is only carried out in the UK for hard to diagnose cases4 therefore it would 

not contain a representative sample of AD patients. Similarly the results of individual questions 
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are not recorded in structural EHR data. For that reason this clustering experiment will only use 

structural EHR data. There have previously been studies examining AD heterogeneity using 

EHR, though this will be the first in a UK population.  

3.4. Literature Reviews  

3.4.1. Current approaches in AD subtyping   

3.4.1.1. Introduction  

We investigated current approaches into subtyping ad with any data type to understand the 

current landscape of clustering studies and their results. 

 

3.4.1.2. Methods  

Databases  

Web of knowledge was used to search for studies which includes the following databases:  

● Web of Science Core Collection 

● BIOSIS Citation Index 

● Current Contents Connect 

● Data Citation Index 

● Derwent Innovations Index 

● KCI-Korean Journal Database 

● MEDLINE® 

● Russian Science Citation Index 

● SciELO Citation Index 

● Zoological Record 

Search Criteria  

The search criteria used to identify relevant studies contained three parts: featuring AD, different 

types of cluster analysis, and finding disease subtypes.  

 

The following search terms were used to find each of those points (Table 3.2) :  

 

 

Table 3.2: Search terms for identifying studies for current approaches in AD subtyping 
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Set Search Results 

1 

Alzheimer's Disease 

 114367 

2 

cluster analysis OR k-means OR self organizing maps 

OR mixture model OR data driven OR self organising 

maps OR affinity propagation OR latent class analysis 

OR unsupervised machine learning OR auto encoders 

 126292 

3 

hierarchical OR fuzzy OR partition* OR kernel based 

OR spectral 

 1243501 

4 

cluster* 

 887270 

5 

4 AND 3 

 87198 

6 

subtyp* OR heterogeneity OR hidden phenotyp* OR 

subgroup* OR phenotyp* 

 1225295 

7 

5 OR 2 

 196847 

8 

7 AND 6 AND 1 

 104 

 

Inclusion and Exclusion Criteria 

The inclusion criteria were very stringent,  focusing on a very narrow field of studies that were 

specifically about AD and finding subtypes within the disease presentation or biology, and how 

those subtypes are validated  

Inclusion criteria  

● Studies subtyping AD specifically, this does not include MCI does not always progress to 

dementia or AD. 

● Studies subtyping human patients  

● The aim of the study is to use clustering to find subtypes  

● Study is in English  

● Studies published in a peer review journal  

● Research articles 
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Study selection 

Studies were selected based on a first screening of their title and abstract. A second screening 

of the full study removed studies that did not fit the inclusion criteria. Studies were managed in 

web of knowledge interface and Mendeley. Duplicate studies were removed manually.  

Data extraction 

The following information was gathered from the studies:  

● Data used 

● Sample size  

● Cluster method used  

● Subtypes found  

● If and how the studies validated their results  

● If and how the studies accounted for AD progression  

● What the conclusion of the study was 

3.4.1.3. Results  

The search returned 355 results. 230 titles were removed through title and abstract screening. 

This left a total of 105 studies. On a second screening reading the full study excluded 16 studies 

as they were not studying AD, 6 studies that were not on humans, 11 studies not using cluster 

analysis, 29 studies not trying to identify subtypes  and 6 studies examining MCI, we could not 

access the full paper for 2 studies and one was a review, this left 34 studies remaining for 

analysis (Fig. 3.2).  
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Figure 3.2: consort plot for studies accepted in literature review of current approaches in clustering AD  

 

There are broadly five classes of studies to identify and characterise AD subtypes: use cognitive 

tests to find subtypes and validate them using biological information (10 studies), use biological 

information from brain scans to find subtypes and validate them using cognitive tests (15  

studies) and two studies using both data types, finding subtypes of disease progression (3 

studies) and lastly using EHR data to find clusters (3 studies). We examined and discussed the 

approaches of each study class. 
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AD clustering using Cognitive Tests  

Data and methods 

Superficially AD heterogeneity is most noticeable in patients’ cognitive abilities; this has led to 

research studies aiming to identify AD subtypes using cognitive tests. Out of the 10 studies, 5 

used the mini mental state exam results which tests a patient's memory, language, and 

cognition198–201. Other tests are frequently used alongside such as the Wechsler memory scale 

(four studies)24,25,202,203 (and the Alzheimer’s Disease Assessment Scale - cognitive subscale  

(ADAS cog) (two studies)200,214, two studies used only one cognitive test199,214 and the rest use 

multiple which gives a greater range of symptoms included in the analysis194,198,200–203.  Latent 

class analysis  is frequently used to find clusters 194,199,201,202as that method assumes that 

underlying latent factors cause the distributions in variables that leads to the subtype formation. 

This is understandable in this context as the differences in cognitive function could be explained 

by the underlying biological differences. Other methods used are K-means200,203 by three 

studies, hierarchical clustering25,214, and non-negative matrix factorisation198.  

Results  

The clusters found in these studies are commonly characterised in respects to the presence or 

absence of memory loss as a symptom. Two studies found a cluster with more severe memory 

problems and another with less severe memory problems but with greater deficit in other 

cognitive areas24,198. This theme is continued with multiple studies finding a memory impacted 

cluster, a cluster with greater impact in other cognitive domains then further additional  cluster/s 

with a mixture between different symptoms25,201–203,214. An initial interpretation of these results is 

that two apparent subtypes of AD patients exist which are defined by the presence or absence 

of memory deficits and other cognitive deficits. 

Validation 

The main method to validate the existence of the clusters was through finding differences in the 

underlying pathophysiology, on the basis that if there exists a difference in genotype or atrophy 

pattern between the clusters found it implies that these are true subtypes in the disease rather 

than random segmentations of data. Studies frequently found an association between memory 

affected clusters and hippocampal atrophy and APOE4 genotype (APOE is a gene associated 

with higher risk of AD)198–201,214. Hippocampal sparing and more diffuse atrophy was associated 

with non-memory affected clusters24,25,198,199,202,203. One study however used neuropsychological 
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symptoms as variables to cluster on, and validated the results using cognitive tests however 

found no difference between the clusters.  

No study used internal measures of cluster validation such as a silhouette score to validate their 

subtypes and only one repeated their method in an external population to evaluate if the 

subtypes were replicable198. Lastly these studies all suggest that their results offer insight into 

AD heterogeneity and new directions for research, with the exception of one study that clusters 

patients and then compares their response to galantamine, giving their results a practical 

application200, and two examined the longitudinal patterns of decline in each cluster24,25 which 

even though the clustering itself is conducted at a certain time point the difference in 

progression is compared.    

AD clustering using biological data  

Data and methods  

The approach of studies above is to find cognitive subtypes of AD patients and then validate 

them using biological data. An alternate approach is to find biological subtypes and then 

compare their difference in cognition. 5 studies found subtypes based on the extent of atrophy 

in different brain regions22,204–206,210. Two studies looked at whole brain imaging using Tau-Pet 

scans212,215. Other studies examined neuronal variables without brain imaging such as one study 

which used neuron counts in cortical and subcortical regions208, and another using EEGs216. 

Some studies focused on a particular areas of the brain, with one examining cortical 

thickness207 and another the entorhinal cortex209 where neurodegeneration is thought to start. 

Other studies use biomarkers tau217 and Lewy bodies218 and tau and amyloid beta-42219 and 

another study clusters gene expression data220. A wider range of techniques are used to cluster 

this data, five studies use hierarchical clustering206–208,215,219, three use k-means212,216,218, another 

k-mediods217, and one uses non-negative matrix factorisation210 and three studies generating 

their own methods.  

Results 

As a parallel to the results discussed above, frequent resulting clusters were one with 

hippocampal atrophy/volume loss and at least one of a hippocampal spared cluster or diffuse 

atrophy cluster which correlated with the respective symptom of memory loss and non-memory 

related cognitive complaints22,206,208–210,212,215. This pattern of higher neuropsychiatric burden is 

also seen in the EEG study, correlating with a cluster with larger EEG output216.  

Validation 
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A greater range of different methods to examine and validate the clusters was used in imaging. 

Studies examined feature importance to clustering using random forest trained on the cluster 

labels as output206 or also PCA207, cluster stability was also examined by two studies217,220.  

Other approaches  

AD clustering using cognitive and biological data  

Two studies clusters both data from cognitive tests and brain imaging, with one using ADAS 

COG, TRABSCOR and FAQ scores in conjunction with global atrophy levels through using k-

means resulting in four clusters221, and another using multiple neuropsychiatric tests with 

specific brain region atrophy levels through unsupervised Bayesian clustering222. The former 

finds one cluster with the highest cognitive performance and brain volume, and one with the 

lowest, however the remaining two clusters do not have equal ranking in brain volume and 

cognitive performance suggesting they do not always correlate. The other study finds a memory 

affect cluster with atrophy to the medial temporal lobe, a lateral temporal lobe atrophied cluster 

with language issues and a posterior cortical lobe atrophied cluster with problems in executive 

function, this study compares the differences in clusters with an MCI cohort, and differences in 

tau pathologies. Neither study conducts internal validation, however they both compare different 

external variables between clusters. The first study examines the differences in drugs and types 

of drugs between clusters, giving the clusters more practical clinical insight.  

Longitudinal clustering 

One problem that is not addressed by the above clustering methods is that, as AD is a 

progressive disease with different symptoms and biological make-up at each stage. There is no 

way to guarantee from a cross sectional analysis that you are finding disease subtypes rather 

than patients at different stages of the disease. There are different ways to approach this 

problem. One way is to examine cluster stability223, a study repeated the initial clustering at 3 

different time points spread 6 months apart. Though 81% of patients stayed in the same cluster 

after the second time point, only 17% stayed the same in all 3, casting doubt on the longevity of 

the clusters found in cross sectional analysis. Another approach is to cluster the cognitive 

decline itself, this was carried out using a random mixed effect model accounting for age at 

baseline, sex and education213. They found four groups, no decline, mild decline, fast decline 

and a cluster with large variance. Similarly, another study clustered atrophy trajectory using an 

unsupervised Bayesian clustering211 which found one cluster of minimal atrophy, 3 diffuse 

atrophy clusters a early onset hippocampal sparing cluster, a late onset hippocampal spearing 

cluster and 2 outlier clusters. Lastly, a final approach is examining the heterogeneity in the order 
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in which different brain regions reach a certain level of atrophy21. This approach has the benefit 

of being able to place patients into a subtype but also determine how far they have progressed 

through that subtype. The memory/non-memory split is not as apparent when clustering 

longitudinally which may be a result of initial deviation in symptoms but as brain atrophy gets 

more diffuse there becomes less variation in the symptoms172. 

AD clustering using EHR  

Finally there are three studies utilising hierarchical clustering on EHR data, one that clusters the 

difference of comorbidities between AD patients and matched controls31, one that clusters 

patient comorbidity, demographic and medication197 and one that clusters entire longitudinal 

patient vectors, including comorbidities medication and treatments48. All three had one or two 

clusters with mental health problems, with one study having an early onset and mental health 

cluster. One study had three clusters with early onset with neuropsychological problems and 

depression, late onset with mild neuropsychiatric problems with cerebrovascular disease and a 

typical onset with no behavioural problems. This shows that a split between clusters with 

neuropsychiatric problems and without is still present in EHR data and shows how that split is 

clinically presented.  

 

Summary of findings 

To conclude there have been a multitude of studies trying to identify subtypes in AD. Among the 

studies looking only at cross sectional data using cognitive tests a recurring pattern occurred of 

a memory affected cluster being identified and then cluster(s) of non-memory or more diffuse 

symptoms being identified. The mirror of this was found when clustering using brain scans of a 

cluster or clusters of hippocampal atrophy (relating to memory affected cluster) and a cluster or 

clusters of either parietal atrophy or more diffuse atrophy which relates to more diffuse non 

memory symptoms. Only a handful of studies have tried to address the problem of disease 

progression in identifying AD subtypes, though two out of three EHR studies are longitudinal 

studies.  

 

Despite there being a common pattern between clusters observed in the above studies, they still 

frequently differ in number of clusters and the specific characteristics of each cluster which 

raises issues as to what exactly can be inferred from the subtypes discovered as they cannot all 

be considered definitive and functional new subtypes within AD.  
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Results and outcomes examined in identified studies can be classified on a spectrum with 

regards to interpretability. On one end there are studies that are trying to find distinct biological 

differences in the disease along a causal pathway such as the study examining AD genetics to 

discover disease endophenotypes which then lead to different biological correlates. At the other 

end there are studies which examine clinically important outcomes in terms of treatment of the 

patient, for example the study which compared the effectiveness of galantamine in its 

discovered clusters and clusters using EHR data which included a wide range of variables that 

are not linked to AD. Essentially there exists a continuum of results from subtyping experiments 

that at the two extremes lie suggesting new biologically based groupings of AD and suggesting 

subtypes that are only relevant to specific patient outcomes. In between lie most other studies 

that explain cognitive heterogeneity in terms of biological subtypes or biological heterogeneity 

with cognitive subtypes (Fig. 2.3). Arguably any individual study of this type cannot definitively 

argue for the existence of the subtypes they have discovered; however collectively they do offer 

interesting insights into AD heterogeneity.  

3.4.2. Identification of comorbidities and symptoms 

3.4.2.1. Aims  

We conducted a literature review of symptoms and comorbidities associated with AD to identify 

clinically relevant variables for clustering. 
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Figure 3.3: scale of interpretability/biological underpinnings of different clustering studies different data 

types in AD clustering studies 
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3.4.2.2. Methods  

 

The search strategy contained two approaches, one to identify any symptom of AD and the 

second to identify any comorbidity associated with AD.  

 

Databases  

Similar as on page 19 

 

Search Criteria  

The search criteria used to identify symptoms to use in the cluster analysis:  

●  “Alzheimer's Disease” AND “Symptoms” AND “prevalence”.  

● A search was carried out for tests conducted to diagnose or assess AD patients and any 

symptom which those tests identified or measured was included.  

The search criteria to identify comorbidities  

● “Alzheimer's Disease” AND (“Disease” OR “Comorbidity”) AND (“risk” OR “progression” 

OR “protective”)  

● systematic review  

 

Inclusion and Exclusion Criteria 

Symptoms Inclusion criteria  

● Studies about specifically Alzheimer’s disease  

● cognitive tests used to diagnose or assess the progression of AD  

● Written in English  

Symptoms Exclusion criteria  

● Studies that are not looking at AD but dementia as a whole or MCI  

● Not in English  

 

Comorbidity Inclusion criteria  

● Studies about specifically Alzheimer’s disease  

● Systematic reviews  

● Written in English  

Comorbidity Exclusion criteria  
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● Studies that are not looking at AD but dementia as a whole or MCI  

● Not systematic reviews 

● Not in English  

 

Study selection 

Studies were selected based on a first screening of their title and abstract. Studies were 

managed in web of knowledge interface and Mendeley. Duplicate studies were removed 

manually.  

 

Data extraction 

Symptoms were extracted from the literature based on the following definition:  Any mental or 

physical change that is caused by AD224. We identified these in two ways, firstly through 

symptoms identified in systematic literature reviews. Secondly we also identified symptoms that 

are tested and measured in cognitive tests used to diagnose or test AD. This is because if 

measuring that symptom affects AD diagnosis, it therefore must have a role to play in AD.  

 

Comorbidities were extracted if they had an increased risk of, were protective against, or altered 

the progression of AD. 

  

https://paperpile.com/c/DtlZj7/TmCp8
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3.4.3. Results  

 

Figure 3.4: studies included and excluded in literature review to identify AD symptoms 

Symptoms search  

The literature search for systematic reviews to identify symptoms returned 1618 studies, of 

which 73 where systematic reviews, after a title and abstract screening removing studies that 

were not related to symptoms (33), not about AD (16) and not about patients specifically (5), 19 

systematic reviews were used to identify symptoms (Fig. 3.4). After extracting symptoms from 

this systematic literature review, we also extracted symptoms measuring in the  Alzheimer's 

disease assessment scale.  

There resulting symptoms found were agitation225, anxiety225, apathy225, confusion226, delirium 

227, delusion225, depression225, difficulty walking226, problems eating225, fainting228, falls185, 

hallucinations225, incontinence229, language226, memory226, mood disorders227, orientation226, 

paranoia229, seizure228, sleep225. 

https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/uP0jk
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/TttGj
https://paperpile.com/c/DtlZj7/w8kwW
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/q3xyx
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/uP0jk
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/q3xyx
https://paperpile.com/c/DtlZj7/TttGj
https://paperpile.com/c/DtlZj7/iEUMV
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Figure 3.5: studies included and excluded in literature review to identify AD comorbidities  

 

Comorbidities search  

The literature search found 9713 studies 457 which were systematic literature reviews or meta 

analyses (Fig.3.5). After a title and abstract screening removed studies for not being about a 

disease (321) or AD (79) or for not focusing on patients and other reasons (15), 42 studies were 

left. From them the disease that were identified where atrial fibrillation230, anxiety230, 

hyperglycemia231, hypercholesterolemia232, rheumatoid arthritis233, stroke234, hearing loss230, 

depression230, kidney disease235, heart failure236, atherosclerosis236 and cancer237.   

https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/anK6J
https://paperpile.com/c/DtlZj7/S9PAY
https://paperpile.com/c/DtlZj7/mwTXs
https://paperpile.com/c/DtlZj7/O1zaA
https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/4fADw
https://paperpile.com/c/DtlZj7/A3t5C
https://paperpile.com/c/DtlZj7/A3t5C
https://paperpile.com/c/DtlZj7/dmTma
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3.5. Methods 

3.5.1. Study population 

3.5.1.1. CPRD data   

The data for this research is taken from CPRD. CPRD data are routinely collected data from 

general practices in the United Kingdom. Only patients from practices which have been marked 

up to standard are used and only data collected after the practice was found to be up to 

standard is used.  

3.5.1.2. Patients  

Defining Dementia subtype Diagnosis   

Two different dementia subtypes are used in this analysis the first is AD and the second is 

unspecified dementia (UD) which will be used as an external data set for replication. AD is 

defined as the presence of an AD diagnostic read code, with no future read codes indicating a 

different dementia subtype diagnosis185. Unspecified dementia was defined by the presence of a 

Read code diagnosing dementia but an absence of information on a specific subtype, with no 

future read codes then specifying a subtype. The phenotype definitions and codelists can be 

found in appendix 3 codelists  

 

Eligibility  

The inclusion criteria for both the AD data set were as followed:  

1) Defined as having AD or UD based on the above criteria  

2) Onset of dementia occurred after the age of 40 

3) Have greater or equal to one year follow up pre and post diagnosis  

4) Have at least one symptom or comorbidity recorded 

5) Has complete date of birth and gender information 

 

Observation time  

The study period was between 1st of January 1997 and 31st June 2016. The start of the 

observation time was defined as the latest of:  

1)  When the patient joined the practice 

https://paperpile.com/c/DtlZj7/w8kwW
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2)  When the practice became up to standard, which is the date at which the practice met 

the minimum data quality criteria, as defined by CPRD88 

3) 1st January 1997    

The end of the observation time was defined as the earliest of:  

1) When the patient left the practice 

2) When the patient died  

3) 31st June 2016  

3.5.2. Covariates 

Symptoms 

These symptoms are identified from systematic reviews and domains tested in cognitive tests. 

The following list of symptoms were used:  agitation225, anxiety225, apathy225, confusion226, 

delirium 227, delusion225, depression225, difficulty walking226, problems eating225, fainting228, 

falls185, hallucinations225, incontinence229, language226, memory226, mood disorders227, 

orientation226, paranoia229, seizure228, sleep problems225. The phenotypes for each symptom 

were defined using previously defined and validated CALIBER phenotyping algorithms or  using 

a definition from other published studies. If no existing phenotype for a symptom could be found, 

then a new Read code list was generated through searching the symptom on the Read code 

browser, which returned relevant Read terms based on keyword matching. This list was then 

sorted to remove any read terms not relating to the symptom and the corresponding Read 

codes found. The list of Read codes  that make up the phenotype for each symptom and the 

source of that can be found in the appendix codelist table 3.3a. The phenotypes were reviewed 

by a clinician with relevant expertise.   

If a patient has any of the read codes on the read code list defining the phenotype they were 

considered to have the symptom. They are only classed as symptoms if they occur after the AD 

diagnosis. If the patient also has a comorbidity that explains the symptom, the symptom is not 

counted for that patient, for example the symptom of depression and a previous diagnosis of 

depression. The resulting matrix has 1 row per patient and one column per symptom, filled with 

a 1 or 0 for the symptoms presence or absence respectively (Fig. 3.6).  

Comorbidities 

https://paperpile.com/c/DtlZj7/1xT2o
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/uP0jk
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/TttGj
https://paperpile.com/c/DtlZj7/w8kwW
https://paperpile.com/c/DtlZj7/iEUMV
https://paperpile.com/c/DtlZj7/q3xyx
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/uP0jk
https://paperpile.com/c/DtlZj7/2JOhV
https://paperpile.com/c/DtlZj7/q3xyx
https://paperpile.com/c/DtlZj7/TttGj
https://paperpile.com/c/DtlZj7/iEUMV


106 

The comorbidities were identified through a review of systematic reviews that examined risk 

factors or protectors for AD. The following comorbidities will be used:  atrial fibrillation230, 

anxiety230, hyperglycemia231, hypercholesterolemia232, rheumatoid arthritis233, stroke234, hearing 

loss230, depression230, kidney disease235, heart failure236, atherosclerosis236 and cancer237.  The 

phenotypes for each comorbidity were defined using previously defined and validated CALIBER 

phenotyping algorithms or  using a definition from other published studies. The list of Read 

codes and the source for them for each comorbidity is in appendix codelist table 3.4a.  

 The comorbidity was only recorded if it was present prior to diagnosis of AD. Like the 

symptoms matrix, each row corresponded to a patient and each column a comorbidity,  with 1 

and 0 indicating its presence or absence (Fig. 3.6). 

Lifestyle factors and Demographics  

Age at diagnosis: Age at diagnosis was calculated through finding the difference between the 

earliest event date recorded for an AD diagnosis for each patient and the birth year recorded. 

As some of the methods used only take categorical data it was then split into quintiles to 

categorise it.  

Gender: Patient gender was identified from the gender column in the patient table  

Smoking status: smoking status was defined using a predefined phenotype which categorised 

smoking into non-smokers, current smokers, ex-smokers and ever smokers, ever smokers were 

combined with ex-smokers due to low prevalence. 

Drinking status: Drinking status was defined using a predefined phenotype which categorised 

drinking status into non-drinker, ex-drinker, occasional drinker, current drinker, excess drinker, 

binge drinker and drinking status not specified.  

These variables were then one hot encoded, where each category such as non- drinker in 

drinking status is transformed into its own column with either a 1 or a 0 if a given observation 

belongs to that category (Fig. 3.6). 

Missing data  

If the patient had missing gender or date of birth information the record was removed. If a read 

code event had a missing event date then that read code record was removed. If the patient had 

no smoking information they were defined as non-smoker. If a patient had no drinking status 

they were defined as drinking status not specified  

https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/anK6J
https://paperpile.com/c/DtlZj7/S9PAY
https://paperpile.com/c/DtlZj7/mwTXs
https://paperpile.com/c/DtlZj7/O1zaA
https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/v9Xjw
https://paperpile.com/c/DtlZj7/4fADw
https://paperpile.com/c/DtlZj7/A3t5C
https://paperpile.com/c/DtlZj7/A3t5C
https://paperpile.com/c/DtlZj7/dmTma
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Output  

All the symptom, comorbidity and demographic variables were combined into one binary matrix 

which is used as input into the clustering algorithm. 
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Figure 3.6: Diagram showing how the symptoms, comorbidity and demographics data are extracted and 

processed to create the input data 
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3.5.3. Outcomes 

To test if the cluster analyses can find differences in AD related factors that are not included in 

the analysis, after consultation with a primary care clinician we have devised relevant outcomes. 

There are several outcomes of interest in AD. Rate of disease progression, or cognitive decline 

is the most frequently used outcome, however given the breadth of patient information in EHR it 

gives the opportunity to investigate other outcomes pertaining to the treatment and quality of life 

of the patient. 

Length of time on Acetylcholinesterase inhibitors 

Cholinesterase inhibitors (ChI’s) are the most common type of drug prescribed for AD238. It is 

typically prescribed at the mild to moderate stage of AD177. These drugs do not stop the 

underlying disease progression they only alleviate the symptoms. Because of this there reaches 

a point that it no longer becomes beneficial to prescribe them. This can be due to two reasons, 

that they are no longer effective or because of negative interactions with other drugs. Finding 

the length of time till patients are no longer prescribed ChI’s gives clinicians an indication of how 

long their AD is treatable.  

ChIs were defined as any product containing Donepezil, rivastigmine or galantamine (appendix 

codelist table 3.5). The start date was defined as the date they first presented to the GP with AD 

based upon a previously published phenotype239. We did not start from the date of the first 

prescription as this could occur in a memory clinic but there is no recorded indication of this in 

the data. The end date was defined as the first consultations after the final ChI prescription had 

finished, where the GP did not prescribe more ChIs. We found the difference in years of these 

two dates.  More information on identifying the length of time on ChIs is in appendix 3 methods.  

Time until moving home 

One important point for AD patients and their family is when the patient is no longer able to care 

for themselves and has to move to receive a greater amount of care. We defined the start date 

as the date of diagnosis, and the end date as the first recorded date of being seen in a care 

home or assisted living environment, or record change of address as defined by a CALIBER 

phenotype94. We then found the difference between these two dates.  

 MMSE test score progression 

Cognitive tests are the most common way to firstly diagnose as well as track AD progression. 

The most common test is the mini mental state exam (MMSE) which gives a score out of 30, 

https://paperpile.com/c/DtlZj7/JMRH6
https://paperpile.com/c/DtlZj7/1vfh8
https://paperpile.com/c/DtlZj7/q9E8V
https://paperpile.com/c/DtlZj7/WmO0V
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with low scores signifying more severe dementia240. This test is frequently used when the 

patient first presents to the GP with suspected dementia so using the measure will provide an 

idea of progression from the early stages of AD. Several different cognitive tests are recorded in 

the data however it is only MMSE which have scores also recorded. We identified patients with 

two or more recorded MMSE scores and found the rate of decline per year from the first and the 

last (additional information on data cleaning is in appendix 3 methods) 

Health care utilisation 

We defined several markers of health care utilisation. We extracted information on the rate of 

primary care consultations (defined as in-person consultations based on the consultation type 

recorded in CPRD) based on the number of years between diagnosis and the end of the 

observation period. We identified missed appointments through an existing CALIBER phenotype 

which extracted events related to non-attendance. We summarised these by calculating the 

number of appointments and number of missed appointments per year between diagnosis and 

the end of observation period.  

Mortality 

This tracks the proportion of people in each cluster who died each year. Mortality and date of 

death is determined through the death date column in the CPRD patient table. 

3.5.4. Clustering Methods 

To be able to effectively compare the results from different clustering methods we needed to 

select methods that are not so different in their approach that they result in completely different 

clusters. Below is each clustering method we selected and why (Table 3.3). 

  

https://paperpile.com/c/DtlZj7/vMwI4
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Table 3.3: Each clustering method used and the reason for their selection 

Method Reason 

K-means  Was found to be the most popular clustering method for non-temporal 
clustering studies in our scoping review. However it does have limitations: That 
the clusters are linearly separable, have spherical shape and are roughly equal 
size and the number of clusters has to be predefined. 

Kernel k-means This method is chosen because it can take binary data as input and through 
using a kernel it can find non-linearly separable clusters 

Affinity propagation This method has been chosen because it can find non-linearly separable 
clusters and the number of clusters does not need to be predefined. 

LCA This method has been selected as it can have binary data as input and find 
clusters with non equal variance 

 

3.5.4.1. K-means  

Dimensionality reduction  

MCA was used as a dimensionality reduction technique, the number of components picked 

corresponds to the point at which the difference in variance explained by the component 

diminishes. 

Selecting k  

K was decided through plotting elbow plots for the total sum of squares, silhouette coefficient 

and Bayesian information criterion for values of k of 2-8.  

Clustering Algorithms  

K-means was used to cluster the results from the MCA.  To find the best clustering solution the 

algorithm was repeated 100 times and the best solution based on total within cluster variance 

was returned.  

 

3.5.4.2. Kernel k-means  

Data pre-processing  

No data processing was carried out on the binary variable matrix 

Selecting K 

K was decided through finding the lowest Bayesian information criterion and highest silhouette 

score for values of K of 2-8  

Clustering Algorithms  
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Kernel k-means using hamming distance. To find the best clustering solution the algorithm was 

repeated 100 times and the best solution based on total within cluster variance was returned.  

 

3.5.4.3. Affinity propagation   

Data pre-processing 

We used MCA to reduce the dataset following the same method that is used in k-means. We 

then found the similarity matrix for this data by finding the distance matrix based on euclidean 

distance and multiplying it by -1 to return the similarity matrix. 

Selecting k  

One benefit of affinity propagation compared to k-means is that you do not need to 

predetermine K. However initial experiments showed that this produces 100+ clusters which is 

an uninterpretable amount. To control the number of clusters the preference was changed. To 

find a cluster number in a reasonable range K was predefined and the and different preferences 

were trialled until a result with K clusters was found. This was repeated with k = (2:8). To 

determine the best solution the net similarity was returned which is the sum of the similarity for 

each point to its exemplar and the preference of each exemplars. An elbow plot of the results of 

each cluster number was used to determine which cluster result to use. 

Clustering Algorithms  

We ran affinity propagation using the preference found from the method above.  

 

3.5.4.4. Latent class analysis  

Data pre-processing 

No data processing was carried out, the raw binary matrix was used. 

Selecting k  

Latent class analysis (LCA) was trialled using 2 to 8 different classes and the optimum class 

was identified using the lowest value of the Bayesian information criterion. 

Clustering Algorithms  

We ran LCA with the selected number of classes. To assign each patient to a class we found 

the posterior probability for each patient and assigned it to the class with the greatest posterior 

probability.  
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Below is an aggregation of each method and the approach used (Table 3.4):  

 

Table 3.4: each cluster method and the data pre-processing and selecting K for each method 

Method Data Pre-processing Selecting K 

k-means MCA Total within sum of squares, 
BIC, silhouette score 

Kernel k-means None Silhouette score, BIC 

Affinity propagation MCA 
Similarity matrix (-1* euclidean 
distance matrix) 

Net similarity  

LCA None Bayesian information criterion 

3.5.5. Validation  

3.5.5.1. Overview  

In cluster analysis there exists no gold standard of evaluating cluster output68. Evaluating the 

cluster results involves testing the performance of the cluster solution based on several well 

defined internal and external metrics. We have selected four aspects of the clustering solutions 

to evaluate: cluster structure, cluster stability, cluster replicability and cluster predictive utility 

(Table 3.5, Fig. 3.7).  

https://paperpile.com/c/DtlZj7/emtl7


114 

 

Figure 3.7: Diagram showing the four methods of evaluating cluster results 

3.5.5.2. Methods 

Cluster structure 
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Mean silhouette coefficient is used to compare internal cluster separation between methods. 

The silhouette score for each individual point was found based on the Euclidean distance and 

then averaged across all points. 

Cluster stability 

Bootstrapping the samples and then repeating the method 100 times and using jaccard index to 

assess the similarity between clusters was carried out to assess cluster stability72. 

Bootstrapping was carried out by taking a sample at random of the patients with replacement of 

the samples. The clusters found in each repeat of the method were then compared to the 

original clusters to find their corresponding cluster. The Jaccard index for each cluster pair was 

found, this is the sum of all the patients in both clusters divided by the number of patients in 

either cluster. This was returned for each cluster and each repeat. The mean over all repeats 

was found and returned to give an overall value. This method was carried out using the  boot 

package in R72. 

Cluster replicability  

Two test sets are used to see if the clustering results can be found in out of sample data sets. 

The first one is a section of the original AD patients set where 25% of practises are selected at 

random and the patients from these practises are removed from the dataset to create a test set. 

Selecting patients from random practices is to mimic the effect of an external data set. The 

second data set is made up of patients with unspecified dementia, to see if the same clusters 

can be found in cases that are not just specifically AD cases. 

All four cluster methods are repeated on both sets, using the same cluster number found in the 

original analysis. Two different methods were used to determine whether the same clusters are 

found. Firstly a χ2 test was used to compare the distributions of each disease factor between the 

original and test datasets to determine whether they are significantly different.  

The second method used decision trees. A decision tree was trained on the original data results 

for each method with the outcome being the cluster membership and the input the disease 

factors used in the cluster analysis. 70% of the data was used to train the decision tree and 30% 

to cross validate it. The gini index was used as a measure of node purity. These decision trees 

were then used to label the data from the new data sets which was then compared to the labels 

gained from the cluster analysis. The label from the decision tree was counted as the “correct” 

label, the error of each cluster method was defined by the % of discordance labels  each point 

had. The data flow for this method can be seen in Fig. 3.8. 

https://paperpile.com/c/DtlZj7/Q8zY7
https://paperpile.com/c/DtlZj7/Q8zY7
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Figure 3.8: replicability validation flow diagram 1) splitting AD cohort into train and test data sets 2) using 

training set to cluster patients with chosen clustering method 3) split training set into decision tree train 

and cross validation set, then train decision tree 4) label test sets with trained decision tree (gold standard 

labels) 6) find % concordance between decision tree labels and cluster labels  

Cluster predictive utility  

For the result of a clustering analysis to be useful the subtypes that it finds should be better at 

predicting relevant outcomes than the individual disease factors used. The predictive value of 

each of the clustering results and each individual disease factor is examined using two 

outcomes; rate of progression using MMSE scores and time till in care. The first is examined by 

taking the adjusted R2 value of a linear model for each disease factor, and the second using P 

values from Kaplan Meier curve 
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Table 3.5: summary of approaches to validation 

Name Reasoning Test 

Cluster Structure To see if each actual groups have been found or just 
partitions in a continuum of data  

silhouette coefficient  

Cluster Stability To see if the clusters can be repeatedly found from 
sampling the same distribution 

jaccard score from 
multiple bootstrapped 
samples  

Cluster 
replicability  

To see if clusters can be found in a different data set so 
they can be generalised 

repeat method in 
different data sets, 
compare results 

Cluster 
predictive utility 

To see if clustering patients can offer disease insight or 
help prediction  

linear regression 
compared to other 
disease factors  

 

3.5.6. Cluster comparison 

Competitive comparison  

To identify the best performing cluster method out of the 4 methods we will compare the 

performance on each of the evaluation criteria above.  

Collaborative comparison  

To compare the results of the four cluster methods to see if there are any overlapping cluster 

patterns we will use visual examination of an alluvial plot. 

3.5.7. Ethics 

CPRD works through practices opting in to data collection and then patients opting out, which 

they can do online. The data are anonymised and stored in a way appropriate for its sensitivity. 

To gain access to the data a proposal has to be sent to the Independent Scientific Advisory 

Committee (ISAC). They ensure the protocol for the study is feasible, ethical and original and 

will not lead to the de-anonymisation of data. The number of the ISAC for this study is 18_111 

“Alzheimer’s disease subtype discovery in electronic health records using cluster analysis" and 

it was approved on the 12/6/18. 
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3.6. Results 

3.6.1. Cohort  

We identified 10,065 AD patients and 9,124 UD patients (Fig. 3.9) that satisfied the study 

criteria. (Table 3.6).  

 

 

Figure 3.9: consort plot of AD cohort 

3.6.1.1. Variables for inclusion 

We extracted from the data the following symptoms and comorbidities based on a systematic 

literature review:  agitation, anxiety, apathy, confusion, delirium, delusion, depression, difficulty 

walking, problems eating, fainting, falls, hallucinations, incontinence, language, memory, mood 

disorders, orientation, paranoia, seizure, sleep, atrial fibrillation, anxiety, hyperglycemia, 

hypercholesterolemia, rheumatoid arthritis, stroke, hearing loss, depression, kidney disease, 

heart failure, atherosclerosis and cancer. Hypercholesterolemia,delirium, delusion, orientation, 

and paranoia was removed  as they had a prevalence of less than 1%.  

 

Table 3.6: Cohort prevalence levels for each variable 
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 Mean 95% CI 

Age 80.75 80.59 - 80.91 

   

Gender N Percent 

Male 3401 33.79 

Female 6664 66.21 

Smoking Status   

non-Smoker 5692 56.55 

Ex-Smoker 3315 32.94 

Current Smoker 989 9.83 

Drinking Status   

non-Drinker 2797 27.79 

Ex-Drinker 722 7.17 

Occasional 

Drinker 1770 17.59 

Current Drinker 120 1.19 

Symptom   

Agitation 906 9 

Anxiety 705 7 

Confusion 2315 23 

Depression 906 9 

Difficulty Walking 403 4 

Eating 503 5 

Fainting 503 5 

Falls 1107 11 

Hallucinations 302 3 

Incontinence 2416 24 

Language 604 6 
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Memory 7851 78 

Mood disorders 1409 14 

Seizure 201 2 

Sleep 1912 19 

Comorbidity   

Anxiety 2213 21.99 

Atherosclerosis 565 5.61 

Atrial fibrillation 1310 13.02 

Cancer 3049 30.29 

Depression 2724 27.06 

Diabetes 1503 14.93 

Haemorrhagic 

Stroke 192 1.91 

Hearing Loss 3532 35.09 

Heart Failure 748 7.43 

Hyperglycaemia 143 1.42 

Hypertension 6094 60.55 

Kidney disease 2920 29.01 

Rheumatoid 

Arthritis 251 2.49 

 

  

Due to the low prevalence of some of the symptoms they were combined into larger groups 

based on commonly recognised groups in the literature226. The new groups are; 

Neuropsychological (57.5%) which is the occurrence of any of the following; Aggression, 

Agitation, Anxiety, Apathy, Confusion, Delirium, Delusion, Depression, Hallucinations, Sleep, 

Eating, Paranoia and Mood disorders, and motor (4.4%) which is the occurrence of difficulty 

walking and orientation problems. Memory and confusion are kept as two distinct symptoms as 

the previous analysis suggests these two symptoms are a big driver for cluster formation.  

https://paperpile.com/c/DtlZj7/2JOhV
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3.6.2. K-means 

3.6.2.1. MCA and Selecting Cluster Number 

The scree plot (Fig. 3.10b) shows a lack of change of variance after 5 dimensions so that 

number will be used. The cluster number with the greatest average silhouette coefficient is 5, 

this is also the point where an elbow can be seen on Fig. 3.11c measuring BSS/TSS. This is not 

the cluster number with the smallest BIC but there is little difference between the BIC when k = 

5 and the minimum point so 5 clusters will be used. The mean silhouette coefficient of 0.19 

indicates that there is poor separation between clusters, which is evident from looking at the 

MCA plot (Fig. 3.10a). 

 
Figure 3.10: a) MCA plot of the two largest components b) scree plot of variance explained by each 
component from MCA 



122 

 
Figure 3.11:  a) highest BIC per 100 runs of K-means per cluster  b) Highest silhouette coefficient per 
100 runs c) variance explained for each cluster solution for 100 runs 

3.6.2.2. Cluster Characterization 

The clusters can be characterised as follows: 

This is shown in Fig. 3.12 and appendix table 3.2 

Cluster 1: Mental Health, early onset and smoking cluster 

n = 1528 

In this cluster there are a large number of patients with neuropsychological symptoms, 

(83.51%), low occurrence of motor symptoms (1.31%). There is the highest number of patients 

with anxiety (62.11%) and depression (69.24%), highest early onset (43.98%). They are mostly 

female (80.17%) current smokers (48.95%), and current drinkers (29.52%). This cluster is 

defined by the high levels of neuropsychological problems and mental health problems. 

Cluster 2: Non-typical AD cluster 

n = 1640 
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This cluster has the lowest occurrences of memory symptoms (44.15%), highest occurance of 

all other symptoms (confusion:71.04 , motor:9.45, neuropsychological:98.35%). It also has a 

high prevalence of hearing loss (46.59%), cancer (32.2%) and atrial fibrillation (20.79%). It als 

has the highest number of patients who have late onset (43.11%) and mostly female (81.28%) 

This clusters defining characteristic is that the patients have a high occurrences of other AD 

symptoms and not memory problems  

Cluster 3 : Typical AD cluster 

n = 2026 

This cluster has a high prevalence of memory problems (89.09%), lowest occurrence of 

confusion and neuropsychological symptoms. (confusion:0.05%, motor: 4.39%, 

neuropsychological:18.85%). There are a high number of patients with hypertension (80.6%) 

and kidney disease (39.88%) who are mostly female (90.18%), non-smokers (80.9%) and non-

drinkers (38.55%). This cluster is defined by not having high levels of most disease factors 

Cluster 4: CVD cluster 

n = 686 

This cluster has average scores for all symptoms, but high or highest levels of all cardiovascular 

diseases and major causes of CVD (diabetes:84.26%, heart failure:17.93%, hypertension: 

81.49%, atrial fibrillation: 20.41 %) as well as the highest levels of ex-smokers (55.39%) and 

drinkers (24.34%) This cluster is defined by having CVD or diseases related to CVD 

Cluster 5: Men with memory problems and cancer 

n = 1710 

This cluster has a similar profile to cluster 3. It has the highest occurrence of memory(90.94%), 

lowest of motor (1.23%), as well as the highest levels of cancer(43.27%) and hearing loss 

(48.42%) and being mostly male (80.99%). This cluster is defined by it being the only cluster 

with mostly men, without the presence of other AD symptoms with the exception of memory 

problems with high levels of Cancer 
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Figure 3.12: Variable prevalence for each cluster for k-means: a) symptoms b) comorbidity c) age d) 
gender e) smoking status f) drinking status 
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3.6.2.3. Outcomes 

Based on MMSE scores, cluster 1 has the quickest progression, this could be due to also 

having earlier onset which implies a stronger genetic predisposition to AD and correlates with 

quicker AD progression (Fig. 3.13c). Cluster 4 has significantly higher frequency of 

appointments per year, which is probably due to the high levels of chronic conditions such as 

heart disease, cluster 3 had the lowest. Cluster 4 also has the highest number of missed 

appointments and cluster 2 has the lowest though this is not significantly different from cluster 

5(Fig. 3.13a +b). There is no significant difference between the other 4 clusters There is no 

significant difference between the clusters in time from onset to removal from ChIs (Fig. 3.13d). 

Cluster two shows a faster rate till both death and time until moving home (Fig. 3.13e,f). 

 
Figure 3.13: a-d) outcomes per cluster for k-means with a five percent confidence interval e-f) Kaplan 
meyer curves for each cluster for k-means with log rank error 
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3.6.3.4. Validation 

A silhouette score of only 0.19 implies a weak cluster structure (appendix figure 3.1). The mean 

Jaccard coefficient across re-running the method 100 times on a bootstrapped sample is 0.78 

which indicates highly stable clusters (appendix table 3.6). This cluster method was then 

repeated in two other data sets, an AD set from the same population and a UD data set, using a 

χ2 test found no difference in the distributions of disease factors in the clusters between the 

training and the test set. To investigate this further decision tree was then trained on the training 

set which was then used to label the test data sets, the concordance between the labels from 

the decision trees and the cluster labels measures how replicable the cluster is. In the AD group 

73% of the patients labels matched and in the UD group 67% matched (appendix table 3.7). 

There is fairly high concordance between the cluster labels in the trial and test AD groups 

suggesting that the clusters can be found in a different data set, the concordance drops to 67% 

in the UD dataset, however as this is close to the concordance found in the AD data set, it 

indicates that this method is fairly robust at finding similar clusters in data sets with greater 

variation. These clusters did not predict the rate of decline better than any single disease factor 

(appendix table 3.8). A cox proportional hazard score found that confusion and heart failure and 

memory had a greater hazard ratio for time of death than k-means, however only confusion had 

a greater hazard ratio compared to K-means when examining time until moving home. 

3.6.3. Kernel K-means 

3.6.3.1. Selecting K  

K-means was applied to the Hamming distance matrix of the original data set. 2 clusters were 

found to be the optimum number of clusters, as that had the lowest BIC score and highest 

silhouette score (Fig. 3.14b,c). 
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Figure 3.14: a) PCA plot of the largest components of the hamming distance matrix b) lowest BIC per 
100 runs of kernel K-means per cluster c) highest silhouette coefficient per 100 runs of kernel k-means 
per cluster 

3.6.3.2. Characterisation 

Fig. 3.15 and Appendix table 3.3 

Cluster 1 - Typical 

n = 4426 

Cluster 1 has high prevalence of memory problems (88.54%) and fewer occurrences of other 

symptoms, (confusion 8.13, motor 1.92, neuropsychological 38.66%), and lower prevalence of 

all comorbidities aside from hypertension (63.9%). The age of diagnosis is skewed towards a 

younger age of diagnosis.  Both clusters have a similar number of men and women, though 

cluster 1 has more women (68.66%). It also has a higher number of non-smokers (63.47%). 

Both clusters have equal prevalence of each drinking status with the exception of Ex-drinker 

(5.08%) and non-drinker (88.54%) where there is less in cluster 1 This cluster can be 

characterised by the absence of many symptoms and comorbidities included as disease factors. 

Cluster 2 - Comorbid 
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n = 3164 

Cluster 2 has low prevalence of memory problems (58.25%) and higher occurrences of other 

symptoms, (confusion 48.1, motor 7.96, neuropsychological 83.98%). It has high levels of all 

comorbidities, aside from hypertension. Age of diagnosis is skewed towards older age of 

diagnosis, It has a higher number of men (37.23%) and the highest occurrence of Ex-smokers 

(39.38%). Cluster two has higher number of Ex-and non-drinkers (10.08%, 1.39%, respectively). 

These clusters can be characterised by its high prevalence of multiple comorbidities and 

symptoms. 
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Figure 3.15: Variable prevalence for each cluster for kernel k-means: a) symptoms b) comorbidity c) age 
d) gender e) smoking status f) drinking status 
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3.6.3.3. Outcomes 

As can be expected from a comorbid and non-comorbid division cluster 2 has significantly more 

appointments and missed appointments,  per year (Fig. 3.16 a,b) however there is no significant 

difference in progression rate and time on ChI’s (Fig. 3.16c,d). Cluster 2 also has a quicker 

death rate and time until moving home (Fig. 3.16 e,f). 

 
Figure 3.16: a-d) outcomes per cluster for kernel k-means with a five percent confidence interval e-f) 
Kaplan Meyer curves for each cluster for kernel k-means with log rank error  
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3.6.3.4. Validation 

The silhouette score of 0.15 indicates a weak cluster structure, looking at the  silhouette plot 

(appendix figure 3.2) roughly half the points in the second cluster have a silhouette score of less 

than 0 indicating that they do not belong to that cluster. The Jaccard coefficient however is 0.99 

which shows that the clusters are incredibly stable. The clusters are also replicable with  87% 

concordance in the AD test data set, however this drops to 73% in the UD data set. These 

clusters did not show any predictive value compared to single disease factors.  

3.6.4. Affinity Propagation 

3.6.4.1. Selecting K 

Net similarity has been used to identify the best value for K (Fig. 3.17). Unlike using the total 

within cluster variance, like in K-means, net similarity is not fully optimised in the algorithm so 

does not definitively decrease or increase with an increase in K. However it is still expected to 

increase with larger values of K, therefore the highest absolute value does not correspond to the 

best value of K. Given these factors, 5 clusters was deemed to be the best solution as after that 

value the rate at which the net similarity increased slowed.  
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Figure 3.17: Net similarity per cluster, the total of each clusters points similarity and the exemplar 
preferences  
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3.6.4.2. Cluster Characterisation 

Fig. 3.18 and appendix table 3.4 

Cluster  1: Typical AD/ Hyperglycaemia 

N = 1473 

The first cluster has a high prevalence of patients with memory symptoms (85.47 %) and low 

prevalence of all other symptoms. It has the highest levels of hypertension (84.18 %), nearly 

entirely female (98.3%) and has the most non-smokers (88.26%) and drinkers (46.91%).  

   

Cluster 2: Mental Health, early onset and smoking cluster 

N = 1268 

Cluster 2 has the highest prevalence of anxiety and depression (59.46% and 68.93% 

respectively), current smokers and drinkers (21.37 and 1.97 % respectively), 70% percent of 

patients are women and their onset is earliest compared to the other clusters.  

 

Cluster 3: CVD cluster 

N = 1504 

This clusters has the highest prevalence of patients with cardiovascular disease and other 

related diseases, including atherosclerosis (10.7%), atrial fibrillation (41.02%), diabetes 

(34.24%), heart failure (29.45%) and kidney disease (53.26%). It also has the highest number of 

ex-smokers and drinkers (48.6%, 15.49 % respectively) 

 

Cluster 4: Typical AD/ Cancer  

N = 1900 

This cluster has the highest level of memory problems (94.28%) and low or the lowest of all 

other symptoms (motor: 1.21%, neuropsychological: 16.42%). It is the only cluster with more 

men than women (men: 66.21%) and has the highest level of cancer (38.68 % ) 

 

Cluster 5: Non-typical AD  

N = 1445 

This cluster has the lowest prevalence of memory problems (45.88%) but the highest of all other 

symptoms (confusion: 63.53%, motor: 8.44%, neuropsychological: 98.69 %). It has an older 

onset age(onset 88+: 32.80%)  and also has the highest prevalence of hearing loss (49.76%). 
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Figure 3.18: Variable prevalence for each cluster for affinity propagation: a) symptoms b) comorbidity c) 
age d) gender e) smoking status f) drinking status  



135 

3.6.4.3. Outcomes 

Cluster three has significantly higher appointment rates (Fig. 3.19 A+B), followed by cluster 5 

which interestingly has the lowest missed appointment rates. Cluster 5 has the quickest rate of 

progression, followed by cluster 2. There is no statistical difference between time on ChIs (Fig. 

3.19 D). Cluster 3 and 5 have the fastest death rate and cluster 5 has the fastest time until 

moving home which is understandable as clusters 3 and 5 have the oldest onset age (Fig. 

3.19E+F).  

 
Figure 3.19: a-d) outcomes per cluster for affinity propagation with a five percent confidence interval e-f) 
Kaplan Meyer curves for each cluster for affinity per with log rank error  
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3.6.4.4. Validation 

The silhouette coefficient indicates a weak cluster structure (appendix figure 3.3), however with 

the exception of over half the points in cluster 3 most points have been assigned to the right 

cluster. This method also has weak cluster stability with a Jaccard score of 0.37. The 

concordance between the AD test set was 63% and 64% in the UD test set indicated weak 

repeatability however there is no real difference in the concordance between the two data sets 

indicating that the clusters are more robust to more varied data sets. Lastly the cluster 

membership failed to predict rate of decline better than any single disease factor, however it did 

predict time until moving home better than every disease factor aside from confusion.  

3.6.5. Latent Class Analysis   

3.6.5.1. Selecting K 

A six class model was found to have the lowest BIC score so this model will be used (Fig. 3.20). 

 

Figure 3.20: Lowest BIC per 100 runs of LCA per cluster 
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3.6.5.2. Cluster Characterisation 

Fig. 3.21 and Appendix table 3.6  

Cluster 1: Hearing loss and cancer 

N = 588 

Patients in cluster 1 have a 0% probability of having confusion, and 81.87 likelihood of memory 

problems. They have the highest probability of having cancer (42.46%) and hearing loss 

(69.96%). 

Cluster 2: Typical AD patients 

N = 973 

Cluster 2 has the highest probability of having memory problems 93.6%, and the lowest of all 

other symptom groups (confusion: 0, motor: 2.24, neuropsychological: 2.39%). They also have 

skewed early diagnosis and the second highest probability of being male(86.3%) and a lowest 

of being non-drinker (12.45%) 

Cluster 3: CVD cluster 

N = 952 

Patients in cluster 3 have a are the second most unlikely to have memory problems (72.26%), 

but have high probability of having other symptoms. They have the highest probability  of CVD 

and related illnesses such as atrial fibrillation (21.27%), diabetes (23.55%), heart failure 

(12.72%) and hyperglycemia (2.69%) Lowest likelihood of being female (6.94%) Highest 

probability of being an ex-smoker (54.03%) 

Cluster 4: Mental Health, early onset and smoking cluster 

N = 1224 

This cluster has the highest probability of anxiety and depression (55.45% , 61.61%, 

respectively) and lowest likelihood of motor symptoms (1.38 %). It also has the earliest onset 

(49.68%) and are most likely to be current smokers (36.95%) 

Cluster 5: Hypertension and kidney disease 

N = 1805 
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This cluster has the highest probability of having hypertension and kidney disease (79.81 %, 

41.65%, respectfully). It also has the highest probability of early diagnosis (11.99%) and highest 

probability of being a non-smoker (72.99%) and being female (94.89%) 

Cluster 6: Non-typical AD. 

N = 2048 

This cluster has the lowest probability of memory symptoms (56.14%) but highest of all other 

symptoms (confusion: 60.68, neuropsychological: 100, motor: 6.95%). It has median levels of 

most comorbidities but the highest probability of having late diagnosis (5.77%) second highest 

probability of being female (92.97%) 
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Figure 3.21: Variable prevalence for each cluster for LCA: a) symptoms b) comorbidity c) age d) gender 
e) smoking status f) drinking status 
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3.6.5.3. Outcomes 

Cluster 4, the mental health cluster has a quicker progression rate than all clusters apart from 

cluster 6 according to MMSE scores (Fig. 3.22c), this agrees with the results from K-

means.Cluster 3, the CVD cluster has the highest number of appointments per year, followed by 

cluster 6 the non- typical AD cluster, both of these are significantly higher than the other 4 

clusters and significantly different from each other (Fig. 3.22 a and b). Clusters 1 and 5 have the 

lowest appointment rate per year, both these clusters have very low likelihood of non-memory 

symptoms which means that they could go to the GP less due to a simpler presentation of AD. 

Cluster 4 has the greatest number of missed appointments per year and cluster 1 has the least, 

though these findings are not significantly different from the other clusters.  There is no 

significant difference between the clusters in time on acetylcholinesterase inhibitors. cluster 1 

has worse survival rate and time until moving home, cluster 2 has longer time until moving 

home (Fig. 3.22 e and f) 
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Figure 3.22: a-d) outcomes per cluster for LCA with a five percent confidence interval e-f) kaplan meyer 
curves for each cluster for LCA with log rank error 
 

3.6.5.4. Validation 

The silhouette coefficient for LCA results was 0.12 which shows a weak cluster structure 

(appendix figure 3.4) however the Jaccard index was 0.67 indicating that the clusters were 

stable. The concordance in the AD and UD data sets were 54% and 65% respectively, 

indicating that the clusters found are not replicable, however interestingly the UD dataset 

performed better than the AD data set. The LCA clusters did not perform better than single 

disease factors at predicting rate of decline though did predict time until moving home better 

than all disease factors aside from confusion and time till death with the exception of 

neuropsychological symptoms, memory and heart failure. 
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3.6.6. Method Comparison 

3.6.6.1. Competitive comparison  

Table 3.7: evaluation results for each of the cluster methods 

Cluster method Silhouette score stability AD replicability UD replicability 

K-means 0.19 0.78 73% 67% 

Kernel k means 0.15 0.99 87% 73% 

Affinity 
propagation 

0.16 0.37 63% 64% 

LCA 0.12 0.67 54% 65% 

 

 

To identify the best performing cluster solution from the four cluster methods we compare the 

quantitative results from each evaluation metric (Table 3.7). Kernel k-means has the highest 

stability score showing that when the clustering method is repeated on the same sample 

distribution the same clusters appear. It also has the highest replicability scores showing that 

the same clusters can be found in different data sets, increasing the generalizability of the 

results. K-means however had the highest silhouette score of 0.19 which shows that these 

cluster results had better structure than kernel k-means as it shows that on average, each point 

belongs more to its own cluster than to another cluster. Despite outperforming the other cluster 

methods on stability and replicability, kernel k-means was not found to be predictive of any 

outcomes, showing that while these clusters may be strong clusters they lack potential utility 

and meaning in a clinical context, therefore k-means will be considered the best performing 

cluster metric. However competitive comparison only considers the results from one clustering 

method. We can gather more information about the potential clinical clusters in AD through 

comparing the results from all the methods collaboratively. 

3.6.6.2. Collaborative comparison 

To compare the results of the methods an alluvial plot has been made which shows the flow of 

patients in each type of cluster for each method (Fig. 3.23a).  

 

Mental health Smoking and early onset 

This cluster appeared in the k-means, affinity propagation and LCA, it represented 11046 

patients that were grouped together (Fig. 3.23). This cluster had the fastest rate of progression 
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in LCA and k-means and the second quickest in affinity propagation. As this appears in 3 out of 

four methods it is a strong indication that this cluster is not an artefact of the methods  

 

Typical / cancer /hypertension  

Typical AD is a cluster found in all 4 methods and is defined by having high memory problems 

and low prevalence of other symptoms. Despite a cluster in each method being characterised 

as “typical” the same patients are not always categorised as typical. The patients in the typical 

cluster in k-means, are mostly in the typical cluster in affinity propagation however also form the 

hypertension cluster in LCA. Similarly, the cluster characterised by having high levels of cancer 

in K-means contributes to the typical AD cluster in LCA. A conclusion that can be drawn from 

this is that both patients with cancer and hypertension have similar symptom profiles of high 

memory problems and low other problems, but the clusters are frequently separated based on 

whether the patient had hypertension or cancer. 

 

Non-typical/ CVD 

There is also a non-typical AD cluster found in LCA k-means and affinity propagation, with also 

a big crossover between patients that are in the CVD cluster. In K-means the CVD cluster has 

the smallest number of people, however that is added to by patients from the non-typical AD 

cluster in affinity propagation and LCA.  
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Figure 23:  Flow of patients between different clusters in each cluster method. a) All cluster types b) 
Mental health cluster only  
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3.7. Discussion  

3.7.1. Overview 

In this study we systematically compared 4 clustering methods on how they identified AD 

subtypes in EHR. These methods were k-means, kernel k-means, affinity propagation and LCA, 

which found 5,2,5 and 6 clusters respectively. K-means was found to be the best performing 

cluster solution with a silhouette score of 0.19, stability score of 0.78 and repeatability in the AD 

and UD test sets of 73% and 67%. Through comparing all the cluster solutions collaboratively 

we found a similar cluster in three out of four methods which had earlier onset, high prevalence 

of depression and anxiety comorbidities and a faster rate of decline. 

3.7.2. Competitive comparison  

Results  

We compared the results of the four cluster methods to identify the best cluster solution, which 

was the solutions from K-means. This solution contained five clusters; an early onset, 

depression and anxiety cluster with faster rate of decline  a non typical AD cluster with high 

prevalence of motor issues, neuropsychological symptoms and confusion with low occurrences 

of memory symptoms, a typical AD cluster with high prevalence of memory symptoms and low 

prevalence of other symptoms, a CVD and related disease cluster with high levels of diabetes, 

heart failure, hypertension and atrial fibrillations and lastly a mostly male cluster with memory 

problems and cancer. This cluster had the highest silhouette score of 0.19, which despite being 

the highest indicates a weak cluster solution, it has the second highest stability of 0.78 and 73% 

and 67% replicability in the external AD and UD datasets respectively. Despite the kernel K-

means solution out performing this solution in stability and replicability, k-means was decided to 

be the best solution as the results from kernel k-means were a split between patients with lots of 

comorbidities and those without which could potentially be driven by spurious effects of the 

kernel.  

Comparison to previous research  

Similar clusters to those found in k-means have been found in previous research, such as 

clusters with a pattern similar to the early onset and mental health cluster has been found in 

several other studies clustering AD patients with EHR. One study found an early onset cluster 

with a high burden of neurocognitive problems, and comorbidities of depression and anxiety 48 

and another a mental illness cluster197, Lastly a study clustering patient comorbidity trajectories 

found a cluster of anxiety and depression, combine with heart disease 31, which suggests that 

https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/4Hkop
https://paperpile.com/c/DtlZj7/Ita9h
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the cluster pattern is not one which is a cluster that could be found in healthy individuals in an 

AD cohort. The typical AD cluster with high occurrence of memory problems and the non typical 

AD cluster with low prevalence of memory problems and high prevalence of other symptoms 

reflects the divide seen in studies using cognitive tests and brain scans24,198,211,215 suggesting a 

presentation of these previous findings in clinical practice. 

3.7.3. Collaborative Comparison  

Through comparing the results from all the cluster solutions through using an alluvial plot we 

found four common cluster patterns, the most prevalent was the early onset, dementia and 

anxiety cluster, followed by  a typical cluster with cancer, a typical cluster with hypertension and 

a CVD/non typical cluster. 

 

3.7.3.1. Early onset and dementia and anxiety cluster  

Results 

One group of patients that were consistently grouped together throughout  different clustering 

methods was the cluster with patients who had earlier onset, a history of depression and anxiety 

were more likely to be smokers and also women. As this subtype was found in 3 out of the 4 

methods it suggests that this is a distinct subtype of patients rather than an artefact of the 

methods used. This subtype was found to have statistically significant progression as measured 

by MMSE score per year decline in LCA method and k-means.  

Previous research and Clinical Interpretation  

Previous research does show that earlier age of onset is associated with faster cognitive 

decline, partly because they frequently have a higher baseline which would be consistent with 

the fact that they have longer time till they are admitted into care241. There are several 

possibilities of how the disease factors that define the clusters relate to the age of onset and 

rate of decline. It is possible that the combination of factors are causal in increasing the rate242–

244, this would infer that an intervention into these factors could slow the rate of decline. 

However these three disease factors and the faster rate and earlier onset could all be as a 

result of another causal disease factor such as loneliness which has been found to be a risk 

factor of AD245 and depression and anxiety. Further investigation into this relationship would be 

beneficial as this cluster of people are a high risk category and if loneliness is the underlying 

latent  factor affecting the outcome it would offer a relatively simple non-pharmacological 

intervention.  

https://paperpile.com/c/DtlZj7/A01XK+pX8xO+46srR+umxUc
https://paperpile.com/c/DtlZj7/bUGaB
https://paperpile.com/c/DtlZj7/RDRSe+d5fXI+a9Are
https://paperpile.com/c/DtlZj7/RDRSe+d5fXI+a9Are
https://paperpile.com/c/DtlZj7/FsvdJ
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3.7.3.2. Typical/ Cancer cluster 

Results 

Another cluster that was found consistently in LCA, K-means and affinity propagation was a 

cluster with mostly men with a history of cancer, with high prevalence of memory problems but 

low prevalence of every other symptom. 

Previous research and Clinical Interpretation 

There are multiple reasons why a cluster with cancer patients with high memory problems and 

low prevalence of other symptoms formed. Firstly the age of onset seems somewhat uniformly 

distributed if slightly higher in younger age groups which is linked to less variety in symptoms246. 

Secondly in affinity propagation and K-means this cluster had a larger proportion of men who 

are less likely to report mental health related problems to their doctor247, so they could have had 

the number of neuropsychological symptoms they just went unreported. Lastly Cancer was 

included as a comorbidity as some studies suggested that cancer is inversely associated with 

likelihood of developing AD236,237,248. This effect is assumed not to be caused by survivor bias. 

Two possible theories as to why that is the case is that a mutation in the gene p53 which is a 

known tumour suppressor gene, inhibits cell apoptosis which leads to an increase chance of 

getting cancer however stops neurodegeneration 248, another suggestion is the overexpression 

of protein Pin1 which is involved in cell division, which has been found to be protective against 

neurodegeneration248. It could be that these proteins and genetic predispositions prevent more 

global neurodegeneration in the sample of cancer patients that do get AD thus leading them to 

have a smaller array of symptoms.  

 

3.7.3.3. Typical/ Hypertension cluster  

Results 

The second cluster that was frequently found with high memory problems and low levels of 

other symptoms tended to separate from the typical/cancer cluster was the presence of 

hypertension, and in some cases kidney disease. This cluster was found distinctly when using 

LCA and has a big overlap with the typical AD clusters found in k-means and affinity 

propagation, though they had high prevalence of both  kidney disease and hypertension, it was 

not the highest.  

Previous research and Clinical Interpretation 

https://paperpile.com/c/DtlZj7/6tBwP
https://paperpile.com/c/DtlZj7/gBNn2
https://paperpile.com/c/DtlZj7/qM2ZE+dmTma+A3t5C
https://paperpile.com/c/DtlZj7/qM2ZE
https://paperpile.com/c/DtlZj7/qM2ZE
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One interesting feature about this cluster is that it is separate from the CVD cluster despite 

hypertension and kidney disease being associated with CVD249,250. This CVD cluster has 

different symptom make up by comparison, with low levels of memory problems and higher 

prevalence of other symptoms251. A possible underlying reason could be difference in age of 

onset however there is no real difference in age of onset between the two groups. Another 

possible reason could be a difference in prescribing antihypertensive drugs which are 

associated with a lower risk of AD, however this does not imply that just because something 

reduces the likelihood of AD that it also reduces the spread of neurodegeneration which will 

lead to different symptoms. 

 

3.7.3.4. CVD / non typical AD 

Results  

This cluster pattern is the combination of two commonly found cluster patterns across the 

results. Firstly the CVD cluster which has high occurrences of diseases such as atrial fibrillation, 

atherosclerosis and diabetes as well as having higher levels of confusion, motor and 

neuropsychological symptoms, which was found when using k-means, affinity propagation and 

LCA. Secondly the non-typical AD cluster which was defined as having low prevalence of 

memory symptoms and high prevalence of other symptoms, this pattern was found in all four 

methods. We found through the collaborative comparison that there was a large amount of 

patient cross over between the two clusters when using different clustering methods, especially 

from the non-typical AD clusters in k-means and LCA.  

Previous research and Clinical Interpretation 

One explanation as to why there was a crossover between the CVD cluster and the non-typical 

AD cluster is that as this cluster has an older age of onset they are more likely to have more 

comorbidities as well as have more complicated symptoms. This cluster is of clinical importance 

as it frequently has more appointments, and has less time until moving home. This may seem 

obvious given their age of onset and comorbidities but also having a complicated set of 

symptoms in AD may mean treating these people is alot harder.   

The clusters could not be validated through seeing if there were biological differences between 

them, meaning that it is hard to draw conclusions stating that true disease subtypes have been 

found.  

 

https://paperpile.com/c/DtlZj7/RHP3Q+lgRFQ
https://paperpile.com/c/DtlZj7/lrt2o
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3.7.4. Strengths and limitations 

3.7.4.1. Cluster methods  

K-means 

One issue with k-means is that the clusters found depend on the initialisation of the points at the 

beginning of the algorithm, there is also no way of optimising this process to find the objectively 

best clustering solution. Therefore we ran k-means 100 times and selected the best performing 

solution, however it is not the most computationally efficient compared to methods such as k-

means++ 157. To select the optimum value of K we used 3 different measures, however they 

were not concordant, so there was still some subjectivity in picking K.  

 

Kernel K-means 

Kernel k-means seemed to form clusters based on patients that had a high number of disease 

factors present and those that had a very low number of disease factors present. This could 

potentially be remedied by using a different distance metric as a kernel for example jaccard 

distance metric which does not take into account disease factors that both patients do not have 

in calculating the distance.  

 

Affinity propagation  

There were several limitations to using affinity propagation for this purpose. They mostly stem 

from the fact that using a large dataset meant that the number of clusters found were initially in 

the hundreds, which would be unusable for this purpose. Lowering the preference decreased 

the number of clusters found, however it is advised to decrease the value from the median 

similarity between the samples162 to the minimum. To find a usable number of clusters a 

preference 100 times the minimum similarity was randomly used. This also created the problem 

as the results as they were  not defined by the algorithm but instead by selecting an 

appropriately low value for the preference. To make sure that the cluster result wasn’t just the 

product of a random selection of the preference, the number of clusters was predefined and 

different preferences were trialled until it resulted in the appropriate number of clusters. This 

was trialled for clusters 2:8 and the net similarity was used to determine the optimum cluster 

number. To make sure that the result wasn’t a random outcome that came from picking that 

exact value as a preference, a range of different preference values should have been tried in 

order to investigate how the net cluster similarity changed and how cluster membership 

changed. 

https://paperpile.com/c/DtlZj7/jQI5I
https://paperpile.com/c/DtlZj7/315L2
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LCA 

Given that LCA is a less stringent application of k-means in that it does not assume the variance 

of the clusters to be equal141 it was surprising that by all the validation measures it performed 

worse than K-means. This may be a result of the fact that the method assumes latent classes 

causing the distributions of the disease factors which may not have been the case.  

3.7.4.2. Comparison approach 

Competitive Comparison 

One aim of this study was to investigate how to compare different cluster solutions as a method 

of validation. One way of doing this is through competitive comparison- evaluating each solution 

with different metrics and choosing the best performing one. However when we carried this out 

we found limitations as all of the metrics did not unanimously indicate one solution. The k-

means solution had the best silhouette score, however kernel k-means had highest stability and 

replicability, though as the solution was not predictive of any outcomes and was a split between 

comorbid and non comorbid groups we decided that the k-means solution was better. This 

highlights the subjective nature of picking the best solution as it involves putting greater 

significance of some evaluative measures over others as well as the subjective interpretation on 

the results from the clusters. Another problem when conducting competitive comparison to 

identify the best method is that it depends on which metrics are chosen to compare the methods 

on. A strength here is that we chose a range of methods which did not focus on one aspect of 

the cluster solution, e.g. cluster structure. However those metrics can have biases. For instance 

the silhouette score is biassed towards linearly separable clusters156 which is why the silhouette 

score for affinity propagation and kernel k-means is lower. Similarly stability may be biassed 

toward some methods with greater rigidity-less variation within each random seed of the 

method72 , lastly the replicability depends on the accuracy of the original model trained so the 

results may not always be directly comparable. Thus there are limitations to using competitive 

comparison as an evaluation tool to find the best cluster solution as it depends on taking 

account of the biases of the metrics and tools chosen to compare them, as well as factors such 

as meaningfulness of the clusters which suggests that this method can never be truly objective.  

 

Collaborative Comparison 

We also investigated the evaluation of cluster solutions through collaborative comparison; 

through comparing the solutions to find clusters with similar or the same features or have a 

large number of the same patients. In doing this even though we found clusters with similar 

https://paperpile.com/c/DtlZj7/7uvah
https://paperpile.com/c/DtlZj7/2W18S
https://paperpile.com/c/DtlZj7/Q8zY7
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characteristics, frequently through examination of the alluvial plot we found that they did not 

contain a large number of the same patients. A more systematic way of doing this would be to 

use ensemble clustering which is repeating the same method 100 or more times and examining 

the most common cluster solutions252 however this is frequently carried out with only one 

method. Another limitation of complimentary comparison is that we do not know whether similar 

cluster patterns, such as the early onset and mental health cluster pattern found, was due to a 

distinct cluster in the data or through similar assumptions in the cluster methods chosen. To limit 

the variability in cluster results we selected four methods that find clusters in a similar way, they 

are all partitioned and non-density based. However, that could mean that they will find similar 

clusters in any dataset which limits the reliability of the conclusion that the appearance of similar 

cluster(s) across multiple methods means that it truly exists and is not an artefact of the 

methods used.   

    

Individual validation methods 

One of the strengths of this study is that we evaluated our clusters with multiple internal and 

external evaluation methods which assess a variety of different aspects of the clusters. To 

assess internal validation used silhouette score to examine cluster structure and jaccard's index 

on bootstrapped data to assess cluster stability. The silhouette score had the benefit that it is 

standardised and can be compared between different methods, however had the limitation that 

it may not be able to accurately assess the cluster structure of clustering solutions from all the 

methods we used. Though cluster stability can be used to compare results from different 

methods the results might vary depending on the metric used to assess overlap. Also it has 

been found that finding stable clusters does not always correlate with finding meaningful or true 

clusters72,73 As stated previously, one of the issues with some cluster methods such as k-means 

is that they will always identify clusters, independent of them truly existing, and neither of these 

methods can definitively say whether this is true in any given cluster solution. We used two 

methods of external evaluation, (alongside comparison of outcomes), these were replicability in 

external datasets and predictive utility. Our method of assessing replicability had strengths in 

that we tested it in two datasets, allowing us to be able to see if our results were generalisable 

to unspecified dementia. However these datasets still come from a very similar population, and 

thus the level of generalisability suggested by the results may be limited. Another problem is 

that the method of finding the true cluster labels- through training a supervised machine learning 

model, means that this method has limitations depending on how accurate that model is and it 

may be that other models rather than a decision tree could be used in the future. We also 

https://paperpile.com/c/DtlZj7/Rw2Gk
https://paperpile.com/c/DtlZj7/Q8zY7+6y1S6
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assessed the predictive utility of the cluster solutions through using the cluster labels, as well as 

the variables used in the cluster analysis to predict useful outcomes. Theoretically this method 

is good as it can highlight good cluster solutions to be useful however in the way that it was 

carried out here the interpretation may be limited through including both the cluster labels and 

the original data in the same model as that is repeating similar information. A more informative 

way of carrying out this evaluation method would be to build two models, one predicting an 

outcome based on the cluster labels and another on the original variables to see if through 

clustering the data it allows for better prediction. One significant limitation to the validity of the 

clusters is that they were not assessed by a clinician to properly ascertain their clinical utility and 

meaningfullness. 

 

3.7.5. Conclusion 

In conclusion when comparing the 4 methods against each other k-means was found to be the 

best methods, however when examining all the cluster solutions we found a repeated pattern of 

an early onset, depression and anxiety cluster which had a faster rate of decline. We found that 

there were limitations through comparing clusters competitively as not all metrics gave a 

unanimous conclusion and those metrics were biassed which lead to a subjective aggregation 

of the results and decision of the best performing method. Even though there is a benefit of 

comparing the results of different solutions collaboratively, and in finding a cluster in three out of 

four methods it suggests that this cluster is not an artefact of the methods, this may be due to 

the similarity in the methods and not due to a clusterable structure in the data. This issue could 

have potential for a development of a new method.   

One problem that collaborative comparison of different cluster methods aims to fix is that some 

methods will always identify clusters so through comparison of multiple methods it suggests that 

this cluster is real. However it is not known whether similar clusters are found through similar 

assumptions in the method. To fix this we aim to develop a method which will assess whether 

there is clusterable structure in a dataset without the use of comparison to other methods. We 

also aim to develop a synthetic EHR dataset with clusters to test the developed evaluation 

method.  
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Chapter 4. clustEHR: A Synthetic EHR Cluster 

generator for benchmarking cluster datasets 
The results from this chapter was published in the following papers:  

ClustEHR: a tool for generating synthetic EHR data for unsupervised learning experiments. 

IPDLN conference 2022 

4.1. Abstract 

4.1.1. Background 

Clustering in electronic health records (EHR) is commonly used to identify subtypes of disease. 

New methods and evaluation metrics are regularly being developed to help find these 

subgroups. A set of algorithms exist that generate synthetic cluster data sets which vary in 

different parameters such as cluster size and number, noise levels and cluster separation. 

However synthetic datasets have limitations: a) they normally consist of only numerical data, b) 

they do not consider aspects such as missing data and c) have often lack outcome variables 

(e.g., death) that are crucial for researchers developing algorithms in electronic health records 

during the evaluation stage.  

4.1.2. Aims  

To develop a synthetic EHR cluster generator to for testing new cluster methods and evaluation 

metrics 

4.1.3. Methods 

We create a wrapper for synthetic EHR generator SYNTHEA to produce clusterable EHR data. 

We use different diseases or different inter disease conditions (for example, chronic bronchitis 

and emphysema in COPD) as cluster labels. We allowed for the following parameters to be 

controlled by the users: number of clusters, number of patients in each cluster, number of 

variables, variable data type, ratio of noise variables and separation of clusters. An increase in 

noise variables and smaller separation between clusters should increase the difficulty of the 

clustering problem. To evaluate this we generated datasets with different separation and 

number of noise variables and found the accuracy of k-means in recovering true cluster labels. 

We used a linear model to find the relationship between increased number of noise variables, 

separation and k-means accuracy. 
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4.1.4. Results  

We produced a tool which allows for the generation of realistic EHR clusterable data with known 

cluster labels and clinically relevant outcomes. There are 17 disease based clusters available 

with data based on patient demographics, conditions, medications, procedures and 

observations. Patient outcomes are generated through rate of decline of observations. We 

found that there was a significant increase in accuracy of k-means with greater separation in the 

clusters, however we also found that increased noise variables did decrease accuracy, this 

relationship was not significant. 

4.1.5. Discussion  

This is the first synthetic cluster generator using realistic EHR data with patient outcomes as 

most synthetic cluster generators do not generate clusters reflective of real world data, whereas 

this tool takes synthetically generated EHR and processes it to produce labelled clusterable 

data with associated outcomes. Despite limitations in altering cluster difficulty, the realism of the 

data and ability to examine outcomes, which is a popular evaluation metric, means this tool has 

utility. Further research should be conducted in improving noise variables, and also developing 

the tool for longitudinal clusters and creation of patient vectors.  
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4.2. Introduction  

4.2.1. Overview  

When proposing a new cluster method or cluster evaluation metric, the method or metric needs 

to be evaluated on a variety of different datasets to show that they can work in different cluster-

based circumstances when a ground truth is known. Frequently when new cluster methods or 

evaluation metrics are proposed, their performance is evaluated on commonly used test 

datasets such as the iris dataset75,253, the wisconsin breast cancer datasets, or the wine dataset. 

This allows for different methods from different studies to be compared. However there is an 

issue in using real world data sets in that the user cannot define the parameters of the clusters 

thus cannot fully assess whether their algorithm or metric will be successful at identifying or 

measuring clusters with all types of clustering problems 75. Generating synthetic clusters allows 

the user to create a set of clustering datasets with an array of different parameters altered, such 

as cluster number, how separated the clusters are and whether there are any data points or 

variables that are not informative to the clusters. From altering these parameters, a range of 

difficulty of clustering problems can be created. This allows for the identification of the limits of 

the cluster methods and evaluation metrics, such as they can not identify poorly separated 

clusters, or a metric does not appropriately assess cluster solutions with a large number of 

clusters. 

 

Despite the application and potential of synthetic cluster generators they have several 

limitations when it comes to using them to test methods specifically for use on EHR as the 

synthetic data created does not reflect complexity of EHR data. For example most synthetic 

cluster generators produce only numerical data, yet EHR has a range of datatypes so cluster 

methods that perform well on synthetic data may not work equally as well on EHR data. From 

the scoping review we identified that internal evaluation is less prioritised than external 

evaluation, the most popular approach of this being comparing outcomes between clusters. This 

is not an option in most synthetic cluster generators as the data used has no real world context, 

yet as it is a common approach in cluster evaluation having realistic meaningful data with 

clinically relevant outcomes to test clustering methods may be useful. clustEHR has been 

developed as a synthetic dataset generator that produces datasets with definable clusters, 

percentage of noise variable as well as outcomes that resembles realistic electronic health 

record data to test clustering algorithms. 

https://paperpile.com/c/DtlZj7/ZeUQL+a8za1
https://paperpile.com/c/DtlZj7/ZeUQL
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4.2.2. Previous Research  

4.2.2.1. Synthetic EHR 

Synthetic data overview  

Real world datasets are used increasingly in research and data analysis, yet due to the large 

cost, difficulty of access and privacy and confidentiality issues it is not always feasible to use or 

publish this data. The solution to this is to generate synthetic data to test and develop machine 

learning models254. The process and value of creating synthetic data was first proposed for use 

on census data255 where synthetic data could be generated from real census data through a 

process of multiple imputation where inferences can still be made from the results, yet does not 

risk de-anonymisation. This highlights a key concept in synthetic data, as rather than generating 

random numbers or entries for the variables required it involves creating realistic data within the 

same ranges and relationships between other variables254. For example if a synthetic dataset 

was to be created including gender height and weight, height would be normally distributed, with 

no or very few values greater than 2m and less than 1.4m, it would correlate with weight and 

there would be a difference in the mean height for men and women. As more machine learning 

and statistical approaches have been developed to generate synthetic data, it has become used 

in a wide range of fields including biometrics256, genomics257, financial data258, and EHR259.  

 

Synthetic EHR  

The use of EHR in research has grown over the last two decades, however there are also an 

array of practical problems with using EHR in research namely lack of ease of access, cost of 

access, and patient privacy issues. Synthetic EHR data can help alleviate some of these issues  

as there are no confidentiality issues it can share allowing for more open and fair scientific 

practices while protecting patient anonymity. It is also open access and less time consuming 

and costly to generate meaning that studies and models can be piloted or tested before gaining 

access to real data. Finally, as some synthetic EHR data is generated based on sampling from 

distributions it allows for the generation of an infinite amount of data which can be used to train 

complex deep learning models (Fig. 4.1).  

 

One of the earliest examples of synthetic EHR generation was by Buczak et al260 who created a 

method for generating synthetic EHR for an outbreak of tularemia. They had two methods for 

generating the EHR, one for generating synthetic background EHR for the patients which 

includes patient demographics, previous illnesses and their treatments, and another for 

https://paperpile.com/c/DtlZj7/g6Rmb
https://paperpile.com/c/DtlZj7/uVobD
https://paperpile.com/c/DtlZj7/g6Rmb
https://paperpile.com/c/DtlZj7/vRLyd
https://paperpile.com/c/DtlZj7/6HZIe
https://paperpile.com/c/DtlZj7/iy2Aw
https://paperpile.com/c/DtlZj7/f47r5
https://paperpile.com/c/DtlZj7/5oz1L
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generating the EHR for the disease outbreak. Their approach consisted of defining a patient 

pathway for diseases based on existing EHR records involving laboratory reports, diagnoses 

 

Figure 4.1: Ontology diagram showing the different approaches in creating synthetic EHR generators 

 

One approach which does not require the need for this manual understanding or detection of 

disease pathways is using complex deep machine learning models, most commonly generative 

adversarial networks. GANs are a combination of two models, a generative model and 

discriminator model. The generative model learns patterns from an existing training data set and 

generates fake data based on those learnt patterns. A discriminator model is a classifier trained 

to find the difference between real or fake data. Data is generated by the generative model, then 

fed through the discriminator model, the outcome from the discriminator model is then fed back 

to the generative model to improve the realism of the output data261. The earliest synthetic EHR 

generator using this method was medGAN262. Here a GAN was trained to generate synthetic 

EHR based on binary and count data of diagnoses, procedures and medication. It could not, 

however, provide longitudinal information or results from observations such as blood pressure 

https://paperpile.com/c/DtlZj7/0Aomn
https://paperpile.com/c/DtlZj7/mOwL3
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or height. It also occasionally placed male specific disease codes such as prostate cancer, in 

the same record as female related disease codes such as menopausal disorders. Further 

research in this area has focused on creating methods which improve on these faults to 

generate more realistic health records such as including a temporal structure263,264, relationships 

between patient state and medication dose, and more accurate data 265. There are issues with 

this approach compared to using a disease-based model, as all these approaches require the 

need of a training set there is a small risk of de-anonymisation266. It is also harder to train this 

method to pick up the variety of data types and ranges that occur in EHR. These models can 

struggle to identify patient pathways that exist for example, that a patient goes to a general 

practitioner, presents with a certain symptom, a doctor orders a specific test in response, the 

test returns values within either a normal or abnormal range, the doctor gives a diagnosis, they 

are then referred to a specialist. However, patterns like that are easily represented in the earlier 

methods used as that is how the models are built. Yet when GANs reach the point of encoding 

all this information accurately, there will not be the issue of having to invest time in having to 

create a pathway for each disease specifically as it can be learnt for all diseases. One benefit of 

using models like GANs compared to creating modules based on disease pathways is that they 

can learn interactions between diseases, whereas those relationships would have to be entered 

in manually by the algorithm creator in the algorithms described above. Also it is easier to 

generate data that contains a wider range of diseases. 

 

Limitations  

Despite the advances in synthetic EHR generation there are still some limitations to these 

methods. Disease pathway based methods require time and analysis for each new disease 

pathway created which means they often do not contain multiple diseases thus lack realism.  . 

Similarly, one study looking at the realism of different methods of synthetic EHR generation 

found that data generated using a GAN did not have statistically similar characteristics to that of 

the real dataset267. Due to this lack of realism it is uncertain whether using the data for 

generating machine learning models and analysis is actually possible. Another proposed benefit 

of synthetic EHR is that it maintains patient confidentiality and thus can be published. Methods 

of generating synthetic EHR based on creating algorithms from care paths and statistical 

information can not lead to de-anonymization as they are not based on real patient data to begin 

with. However methods that use real data as a training set to generate synthetic data still have 

the possibility of being de-anonymized, however this risk has been found to be 4-5 times lower 

than that of using the original data set 266. 

https://paperpile.com/c/DtlZj7/7LClZ+Yw6K8
https://paperpile.com/c/DtlZj7/iAF4j
https://paperpile.com/c/DtlZj7/BQJdc
https://paperpile.com/c/DtlZj7/1VCNE
https://paperpile.com/c/DtlZj7/BQJdc
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Conclusion 

The aim of synthetic EHR are to provide researchers access to EHR easily, without risking 

patient confidentiality and anonymity. However it has not yet been shown to the best of our 

knowledge if these ways of generating synthetic data can be used to develop machine learning 

models or good clinical insight without the need of the researcher using real EHR, without risk of 

de-anonymisation.  

4.2.2.2. Synthetic cluster generators  

Synthetic cluster generators differ from synthetic data generated for real world contexts such as 

EHR or finance as the properties that are being used to refine or create the synthetic data are 

not those with real world meaning or relationships, such as disease state or age. Synthetic 

cluster generators use properties such as cluster number or cluster shape (e.g spherical or 

elliptical) to create infinite amounts of labelled cluster data to test the performance of clustering 

algorithms and evaluation metrics.  

 

Milligan proposed a method for generating synthetic non-overlapping clusters in 1985268 

allowing for control of cluster number, number of dimensions, equal or unequal cluster sizes and 

percent of noise observations and variables. The data are generated by sequentially setting the 

cluster boundaries in each dimension, finding the midpoint for each cluster and then generating 

the points in each cluster from a multivariate normal distribution where, if a point fell outside 1.5 

standard deviations away from the mean it was discarded. Noise observations and variables 

were then added to the data set. The method was validated by running a hierarchical clustering 

algorithm across the data to see if it could recover the true cluster labels. GenRandomClust269 

and OCLUS270 were created allowing the ability to define the separation between clusters. In the 

case of OCLUS it was also possible to determine the distribution that the points were generated 

from, either normal, or gamma, uniform or triangular which will result in different shaped clusters 

with varying changes in density of points across the cluster. These methods so far have only 

generated clusters that have either circle or elliptical shape, meaning that they would be 

appropriate for testing clustering algorithms such as k-means or LCA but not clustering 

algorithms that can identify irregular shapes such as DBSCAN. This was overcome by Pei and 

Zaine271 which generated 2-dimensional cluster data in irregular shapes and patterns. Finally 

MDCGen272 is a cluster generation algorithm which allowed for control over a cluster size, 

spherical or non spherical clusters, how separated the clusters are from each other and whether 

https://paperpile.com/c/DtlZj7/Yr1RP
https://paperpile.com/c/DtlZj7/68Jwj
https://paperpile.com/c/DtlZj7/GV33g
https://paperpile.com/c/DtlZj7/S8yZH
https://paperpile.com/c/DtlZj7/WlFFE
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they overlap,  independent rotation of individual clusters, the relationship between variables in 

the data set and the ability to independently control each feature for each cluster.  

 

To identify the core and desirable features of synthetic cluster generators we identified studies 

proposing new synthetic cluster generators through searching papers citing previous synthetic 

cluster generator studies, starting with Milligan268 and stopping when no new studies were 

found. We selecting only studies that were: 

● Generating clusterable data for general usage and not for a particular clustering 

algorithm 

● For use on clustering algorithms and not other unsupervised machine learning methods 

such as outlier detection 

● Allowed for user entered variables rather than algorithmically varying difficulty of 

datasets through evolutionary algorithms273. 

● Proposing new algorithms or methods and not enhancing existing methods  

● Written in english   

We then extracted all user defined parameters from the synthetic clustering generator proposed 

in each study. We then count the number of times each parameter occurs, if it appears in all or 

all but one study it is classed as a core feature, if it appears less frequently it is a desirable 

feature.  

 

We identified 8 studies (appendix table 4.1) proposing new synthetic clustering generators. We 

acknowledge that this may not be a complete list of all available synthetic cluster generators 

due to our search strategy. We identified 13 total user defined parameters which are 6 core 

features (Table 4.1) and 7 desirable features(Table 4.2).  

 

 

  

https://paperpile.com/c/DtlZj7/Yr1RP
https://paperpile.com/c/DtlZj7/lvCbs
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Table 4.1: Core features of synthetic cluster generators, their importance and example 

Parameter 

Number 

of 

studies Definition Importance 

Example 

parameter 

input 

number of 

clusters268–272,274–

276 8 

The number of unique 

clusters to be returned 

This allows cluster algorithms to 

be tested on whether 

performance varies by cluster 

number k=3 

equal/unequal 

size268–272,274–276 8 

Whether there are the 

same number of points in 

each cluster or not  

This allows for testing if unequal 

cluster sizes affects cluster 

method performance 

Equal clusters = 

True 

number of 

dimensions268–

272,274–276 8 

The number of dimensions 

in the dataset, 

corresponds to number of 

variables 

This allows for testing of cluster 

algorithm performance in higher 

dimensions D = 100 

different 

separation268–

272,274–276 8 

Whether clusters in 

different datasets vary in 

distance from each other 

Different levels of separation 

leads to creates different difficulty 

of cluster problems as more 

separated clusters are easier to 

detect 

Separation = 

[high/ medium/ 

low] 

number of points 

in each cluster268–

272,274–276 7 

The total number of points 

in each cluster 

This is similar to equal/unequal 

size but with greater user control 

k1=50, 

k2=13,k3=100 

distance of 

separation 

/overlap between 

clusters269–272,274–

276 7 

The size of the gap or 

overlap between individual 

clusters generated 

Similar to different separation, 

greater overlap means increased 

difficulty of cluster problems Overlap = 10% 

 

  

https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
https://paperpile.com/c/DtlZj7/iQPuw+68Jwj+GV33g+oSORT+WlFFE+S8yZH+smQz6
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Table 4.2: Desirable features of synthetic cluster generators, their importance and example 

Parameter 

Number 

of 

studies Definition Importance 

Example 

parameter 

input 

noise 

observations268,269

,271,272,274,275 6 

Number of individual 

points that do not have a 

cluster membership and 

are not generated from the 

same distribution as the 

clusters are 

This increases the difficulty of the 

clustering problem as noise 

observations can bias clustering 

algorithms such as k-means. It 

also mimics real world examples  

Noise 

observations = 

10% 

noise 

dimensions/variab

les268,269,272,274,275 5 

These are variables/ 

dimensions that are not 

generated from the same 

distribution as the clusters 

and thus are not 

informative to cluster 

membership 

This increases the difficulty of the 

clustering problem as it lowers the 

overall distance between points in 

different clusters. It also mimics 

real world examples 

Noise variables 

= 2 

cluster 

shape269,270,272 3 

This can be changing the 

elongation of elliptical 

clusters or producing 

clusters in irregular shapes 

or letters  

Tests whether clustering 

algorithms can find clusters of 

non regular shapes  

Shape = 

elliptical / 

spherical/ the 

letter A 

covariance 

between 

dimensions/variab

les269,270,272 3 

Allows for the user to 

define inter cluster or 

overall relationships 

between variables 

Tests how correlated/uncorrelated 

variables affect cluster method 

performance  

Covariance 

matrix 

distributions270–272 3 

Which distribution the data 

for each cluster is sampled 

from 

This can have an affect on the 

shape of clusters and the change 

in density 

distributions=[ 

normal/ gamma/ 

uniform] 

Rotation269,272 2 

If the clusters are non 

spherical rotating them in 

space  

Tests to see if clustering 

algorithms are sensitive to cluster 

rotation Rotation = 900 

subspace 

clusters272 1 

Are there clusters nested 

inside other clusters  

Can allow for testing of 

hierarchical methods  

Subspace 

clusters = True  

 

 

Conclusion  

Current synthetic cluster generators allow for a wide variety of user defined parameters to alter 

the difficulty of clustering problems produced and mirror features that are found in real world 

clustering problems such as noise variables. However the data produced is still unlike that of 

EHR due to the existence of different variable types, meaningful context of the variables 

produced and external data that is not part of the clusters generated that can be used for 

outcomes. We have not yet identified a synthetic cluster generator that produces realistic EHR 

https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+oSORT+WlFFE+S8yZH
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+oSORT+WlFFE+S8yZH
https://paperpile.com/c/DtlZj7/Yr1RP+iQPuw+68Jwj+oSORT+WlFFE
https://paperpile.com/c/DtlZj7/68Jwj+GV33g+WlFFE
https://paperpile.com/c/DtlZj7/68Jwj+GV33g+WlFFE
https://paperpile.com/c/DtlZj7/GV33g+WlFFE+S8yZH
https://paperpile.com/c/DtlZj7/68Jwj+WlFFE
https://paperpile.com/c/DtlZj7/WlFFE
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data, and thus can be used for testing clustering algorithms and evaluation metrics for use on 

EHR data.  

4.2.3. Aim  

The aim of this chapter is to create a synthetic cluster generator producing realistic EHR data 

for use on testing and benchmarking cluster methods and evaluation metrics that are targeted 

for use in EHR to identify subtypes of disease.  

4.2.4. Objectives  

1) Create a tool which uses realistic EHR data with known true cluster labels  

2) Allow for user defined parameters to alter the difficulty of the clustering problems 

including core and desirable feature found from previous studies  

3) Produce external data not for clustering that is made of clinically relevant outcomes such 

as mortality and rate of decline in clinical variables  
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4.3. Methods  

4.3.1. Original data source  

To create our synthetic EHR cluster generator we opted to modify output from an existing 

synthetic EHR generator rather than develop our own synthetic EHR. We chose to do this as it 

has already been published synthetic EHR generators have already been shown to produce 

realistic longitudinal EHR, compared to basing the generator on existing real EHR, it can 

produce infinite amounts of data and finally it is less time consuming then generating synthetic 

EHR from scratch. The synthetic EHR generator that was chosen as the base EHR generator 

was Syntea259 as at the time of starting the project (dec 2018) it generated the most realistic 

EHR.  

 

Synthea is a patient care pathway based generator which produces longitudinal disease specific 

health records with information about prescriptions, tests, encounters and medical observations. 

It simulates patients' progression through these pathways via disease modules made up of 

different states(Fig. 4.2). There are three types of states that form a particular disease module. 

The first control states include initial and terminal states and delay states which hold patients for 

a certain amount of time such as three weeks before transitioning to the next state such as an 

appointment or symptom onset. There are also clinical states which are states for when they 

have a clinical encounter, procedure, medication or onset of disease or symptom. Lastly there 

are transition states which allow for distributed or conditional transitioning to following states. 

Every patient starts in the first initial state of every disease module, yet that does not mean they 

have the disease. Through transitional states the chances of progressing further down the 

disease module set based on conditions and probabilities reflecting real life statistics. For 

example in the gout disease module the chances of progressing through the disease module 

and the patient contracting gout is 2.925% for males and 0.975% for female (Fig. 4.3). The 

probability of progression is based on real disease prevalence statistics from the American 

Centre for Disease Control. The patient then enters a delay state waiting for disease onset, then 

through clinical states for gout symptoms and care plans. The user can define what disease 

modules are available for patients to be entered to, but always includes a ‘wellness encounter’ 

module. This module is the equivalent to a check up appointment at a general practitioner, 

produces observation data for regularly check medical information such as BMI and blood 

pressure.  

https://paperpile.com/c/DtlZj7/f47r5
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Figure 4.2: Example synthea module output for 'examplitis'. Source: 

https://synthetichealth.github.io/module-builder/#example_module' 
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Figure 4.3: Beginning of Synthea module output for gout. Source: 

https://synthetichealth.github.io/module-builder/#gout 



167 

4.3.1.1. Synthea output  

The output of Synthea can be exported in 18 tables (Table 4.3) containing information on all the 

patients that were generated. As this data is based on American EHR several of the tables link 

to health insurers and payment. In our tool we only use the data from five tables; Patients, 

conditions, medications, procedures and observations.  

Table 4.3: List of tables exported by synthea 

Table name Description 

Patient There is one row per patient. Contains patient specific information including unique 
patient identifier, date of birth and death (if relevant), demographic information such 
as race, ethnicity gender and marital status. 

Conditions Conditions are diagnoses such as gout or emphysema. There is one row per 
condition, including patient ID of the patient diagnosed, date of diagnosis, end date of 
condition, SNOMED-CT code of condition and text description (e.g SNOMED-
CT:87433001, text description:Pulmonary emphysema (disorder)). 

Medications Contains prescription data of patients. There is one row per prescription. Type of 
medication is recorded via RxNorm code and text description (e.g RxNorm: 245314, 
text description: albuterol 5 MG/ML Inhalation Solution). Other columns include 
prescription start and end date, patient ID,  number of times the prescription was 
filled, reason code and description (the SNOMED-CT code and text of the condition 
the medication was prescribed for) and cost. 

Procedures Contains medical procedures undergone by patient including surgeries. There is one 
row per procedure, including patient ID, start date, end date, SNOMED-CT code of 
procedure and text description (e.g SNOMED-CT: 88039007, text description: 
Transplant of lung (procedure)), cost and reason code and description. 

Observations Contains medical observations from patients such as general information like 
smoking status, measurements such as weight and lab test results such as blood 
glucose levels. There is one row per observation, including patient ID, date, LOINC 
code and description of the observation (e.g LOINC: 19926-5, text description: 
FEV1/FVC), value of result, unit of results, and data type  

Allergies Contains information on patient allergies, start and stop date and reaction and severity. 

Care plans Contains information on specific patient care plans including start and stop date, and 
reason.  

Claims Contains information on claims made to patients medical insurers 

Claim 
transactions 

Contains payment information for claims made to patients medical insurers  

Devices  Contains information for patient permanent and temporary medical devices such as 
pacemaker. 

Encounters Contains every patient encounter with the health care system including date, 
encounter type, reason, and cost  

Imaging Contains information on imaging conducted on patients including date and body 
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studies location 

Immunisations Contains date and type of immunisations for patients  

Organisations Contains unique identifiers, name, address and utilisation for different health care 
organisations used by patients  

Payer 
transitions 

Contains patients transitions to different medical insurance companies and start and 
stop date of coverage.  

Payers Contains name, unique identifier, address and coverage of medical insurance 
companies 

Providers Contains name, gender, unique identifier, speciality and address of clinicians  

Supplies  Contains date, description and patient id that medical supplies were used. 

 

4.3.2. Synthetic EHR Cluster generation  

To create synthetic EHR cluster data we generate data from Synthea and then modify it to 

produce data with known cluster labels, clinical outcomes and EHR data that can be used to 

test clustering algorithms. This is carried out by defining proxies within the EHR data produced 

for cluster labels and cluster separation and algorithmically identifying parameters such as noise 

variables. In the initial state of the tool each cluster corresponds to patients with one particular 

disease such as COPD.  

4.3.2.1. Parameters  

As we are modifying existing synthetic EHR data rather than generating our own it gives us less 

control over the parameters of the clusters produced compared to traditional synthetic cluster 

generators (Table 4.1,Table 4.2). Below we have outlined the parameters we alter to create a 

range of difficulty in the clusters produced.  

 

Separation/ overlap  

Separation between two clusters is traditionally defined as either the distance between cluster 

centres or the distance between the closest points in two different clusters11,69, whereas overlap 

is either the number of points or the likelihood of points from one cluster occurring in the range 

of the distribution of another cluster270. This can be quantitatively set when generating raw 

synthetic cluster data. As this is not possible here we use a proxy for separation of clusters 

which depends on the definition of a singular cluster. The baseline setting for clustEHR is that 

individual clusters are set by disease state, such as having one cluster defined by COPD 

https://paperpile.com/c/DtlZj7/9VfXx+GZlbm
https://paperpile.com/c/DtlZj7/GV33g
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patients, another by dementia patients and a thirdy by patients with colorectal cancer. To 

simulate less separated clusters rather than defining individual clusters by different diseases, 

they are defined by individual conditions within the same disease. For example one cluster can 

be defined as patients with chronic bronchitis, and another with emphysema which are both 

different conditions within COPD. As patients with the same disease but different conditions 

often have more in common such as onset age, smoking status and treatment plans, the 

resulting clusters will be less separated than those defined by different diseases.  

 

Noise variables  

Noise variables are traditionally defined as variables not generated from the same distribution 

as an individual cluster and thus are not informative in identifying the correct cluster label268. 

One synthetic cluster generator generates the cluster data first and then generates noise 

variables by sampling from a uniform distribution with the ranges corresponding to the maximum 

and minimum ranges of the cluster data previously generated268. We take a different approach 

by finding the relationship between each variable and the true cluster labels; if there is no 

relationship then these variables are classed as noise variables. For example if the two 

diseases are dementia and asthma, dementia patients will most likely have a higher age of 

onset thus is an informative variable, however patient marital status is likely not to differ 

significantly between patients with dementia or asthma thus is considered a noise variable. 

Users can select the number of noise variables or ratio of noise variables to informative 

variables.  

 

Cluster size  

Cluster size is the number of points in each cluster. Here it will correspond to the number of 

patients with a particular disease that forms the cluster.  

 

Data Type  

Traditional synthetic cluster generators the output is normally all numerical, however EHR data 

contains a range of different data types. Three possible data types exist in the data, they are 

numerical, which are variables such as age and blood pressure, binary which are variables such 

as the existence or not of a symptom or condition and  categorical which are variables such as 

ethnicity and gender. Users can enter the number of variables of each data type they want to 

return. We also include an option to one-hot-encode categorical variables, which turns each 

category within a categorical variable into their own binary variable.  

https://paperpile.com/c/DtlZj7/Yr1RP
https://paperpile.com/c/DtlZj7/Yr1RP
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Number of variables  

Number of variables here corresponds to the number of dimensions in traditional synthetic 

cluster datasets. Greater number of variables is the same as a higher dimensional dataset 

which can increase the difficulty of the clustering problem.  

4.3.3. Pipeline  

To create the synthetic EHR cluster data we generate the data for each individual disease 

cluster separately using synthea. We then select the 5 synthea output tables required, clean 

and extract the relevant data from them for each individual disease cluster and combine that 

into one table for each cluster. Once this has been carried out for all disease clusters we then 

combine those tables to create a singular table. We then impute missing data, identify noise 

variables and select the variables required to meet the user defined noise variable and variable 

data type specifications. Lastly we create the outcomes table (Fig. 4.4).  

4.3.3.1. Creating data from for 1 cluster  

Data generation from Synthea  

We use Synthea to generate patients with a particular disease for one cluster. We need the 

number of patients with a disease that corresponds to the user defined parameter of number of 

patients in a cluster. However it is not possible within synthea to predefine the number of 

patients with a particular disease, only the number of overall patients. To overcome this we 

generate 2000 patients, and select only the ones with the disease of interest, deleting the data 

for the other patients. Using that information we work out the prevalence of that disease. We 

then use that rate to work out how many total patients need to be generated to produce the 

number of patients with the disease of interest required. For example if there needs to be a 

cluster of 200 COPD patients, we first generate 2000 patients, 40 of which have COPD. We 

then identify the prevalence of COPD patients to be 1 in 50. To produce the remaining 160 

COPD patients needed we then re-run Synthea to generate data for 8000 patients (160*50).  

We repeat this until we have the required number of patients.  

 

Extracting data from individual Synthea tables  

After the data has been generated we process and extract relevant data from the five synthea 

tables into one single table.  
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Patient Table: From the patient table we extract patient ID, marital status, race and gender. We 

use date of birth to find age of onset from disease diagnosis date in the conditions table, we 

also find age of death and years from disease diagnosis to death.  

Conditions table: From this table we extract patient diseases that are not the disease that 

defines the cluster. Due to the large number of conditions we aggregate them into broader 

categories such as diseases, for example where there is a diagnosis of either contact dermatitis 

or atopic dermatitis they are grouped as dermatitis. These groupings are decided based on the 

disease module they are generated from. The grouping of the  or larger groups such as injuries 

for conditions such as ‘fracture of ankle’ or ‘sprain of wrist’ based on ICD chapters277. After the 

conditions are aggregated each disease or disease group is represented by a column and there 

is a 1 or 0 depending on whether that patient has the disease or not. The columns for the 

diseases of the clusters are removed.  

Medications:The number of prescriptions for each drug is counted for each patient. Only 

prescriptions relating to the chosen specific disease for the cluster are included as defined by 

the reason code and description columns.  

Procedures: For each patient for each procedure the number of times that procedure occurs is 

counted. 

Observations: We extract all observations for a patient then take the value of the observation 

closest to the cluster disease onset. 

 

We then combine all extracted variables from the five tables to produce one singular table.  

https://paperpile.com/c/DtlZj7/DFE2O
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Figure 4.4: Pipeline for processing Synthea data for clustEHR 
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4.3.3.2. Combining individual cluster datasets into one dataset 

After the above process has been carried out for each disease in the cluster list each single 

cluster dataset is combined. Patients and observations with categorical input are one hot 

encoded. The observation variables are processed alongside procedures and conditions where 

any variable with less than 40% occurrence in the whole datasets and that did not occur in each 

individual disease cluster are dropped. For continuous observation variables, variables which do 

not occur in all three disease clusters or have greater than 40% missingness are dropped. The 

remaining missing values are imputed using the k nearest neighbours method from the 

sklearn.impute package. This method works by identifying 6 nearest neighbours to a patient 

with a missing value are found, using euclidean distance, based on all other variables in the 

dataset. It then finds the mean value of the missing variable from those six patients, this is used 

as the imputed value for the missing variable. For the medications data if the clusters are made 

up of different diseases then all the medications from that disease are combined.  

4.3.3.3. Variable selection  

The user can define 3 parameters to determine the variables included in the final dataset: ratio 

of noise variables, ratio of variable type and total number of variables. We select the variables 

from all possible variables to match these requirements.  

 

Defining noise variables  

Before the appropriate variables are selected, they need to be defined as either noise variables 

or informative variables. This is based on whether they are predictive of true cluster labels. To 

assess this we use random forest feature importance which is a secondary output of training a 

random forest classifier. A random forest classifier is an ensemble machine learning method 

which is made up of decision trees. Decision trees classify input x into labels y by at each 

branch the data is split by a cut off of a variable until the data contained at the terminus of each 

branch is of only one group type. Random forests are a collection of these trees. When the data 

is split by a cut off of a variable, The success of that split can be measured by the ‘purity’ of the 

resulting pools - to what extent does each pool have only one variable278. The increase in purity 

from one node to the next is a measure of feature importance. To use this method to identify 

noise variables we first train a random forest using the generated cluster data as input to predict 

the true cluster labels. We then return the feature importance for each variable, variables with 

feature importance below a cutoff are labelled as noise variables. The selection of this method 

and identifying the value of the cut off point is outlined in ‘Labelling Noise Variables’(Fig. 4.5).  

https://paperpile.com/c/DtlZj7/0y2zw
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Figure 4.5: process for determining noise variables using random forest feature importance 

 

 

Selecting variables  
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As there are three user inputs affecting variable selection it can be hard to fulfil the requirement 

of all three variables. To minimise the chance of this happening the input for ratio of noise 

variables and ratio for variable data type is combined in this form: informative variable and 

binary, informative variable and categorical, informative variable and numerical, noise and 

binary, noise and categorical, noise and numerical. For example if the following data is entered 

 

Informative variable binary: 5 

Informative variable Categorical: 2 

Informative variable numerical: 3 

Noise binary: 4, 

Noise Categorical: 1, 

Noise numerical: 0 

 

It would mean that for every 5 variables that are of a binary data type and are informative 

variables there would be 2 feature and categorical variables, 4 noise and binary variables. 

Users can also define the total number of variables, however it is not always possible to 

maintain the desired ratio and number of features so the user also sets which one of these is 

the priority. 

4.3.3.4. Creating clinical outcome data.  

We create a clinical outcome table based on rate of decline of the numerical observations. A 

large proportion of  these observations are recorded at yearly check ups as output from the 

‘wellness encounter’ modules so includes regular measurements of factors such as blood 

pressure as well as quality of life scores (QOLS). We find the rate of decline for each 

observation by finding the last recorded value and subtracting the value which was recorded 

closest to disease onset, this is then divided by the number of years between the two 

recordings, this method was chosen as it is a computationally efficient method to assess rate of 

decline compared to using a linear model, however it may be susceptible to outliers. We also 

add age at death and number of years between disease diagnosis and death as outcome 

variables.  
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4.3.4. Labelling Noise Variables 

4.3.4.1. Selecting Method  

We test four different metrics that assess individual variable's role in predicting the true cluster 

labels. These are; feature importance in a random forest, coefficient of each variable in logistic 

regression, the F1-score, which is a measure of model accuracy, when that variable is left out of 

a logistic regression, and F1-Score when only that variable is used in logistic regression. We 

compared the four methods with two metrics, how stable they are, so we know that with each 

selection of random variables it always finds the same result and how distinct they are, that 

each variable does not have the same outcome as the others. 

Data 

Three disease modules from Synthea are used which are COPD, dementia and dermatitis, 

there are 29 variables in total ranging from those that do not differ much between diseases such 

as marital status, gender and initial QOL scores, and those which only appear in one disease, 

such as FEV1 scores and dementia drugs. There are 600 patients in total, 200 for each disease. 

Methods 

Random Forest Feature importance 

A random forest is trained on the data with 1000 estimators using the gini index. The feature 

importance for each variable is then extracted279. The feature importance comes from the purity 

of the result pools that result from splitting the data based on that feature from each decision 

tree that makes up the random forest. Purity is a measure of how much each pool after the split 

contains only patients with one cluster label; this is measured by the gini index278. 

 

Logistic Regression Coefficient 

A logistic regression is trained using all the variables and the coefficient of each variable is 

returned.  

 

F1 score Leave one variable out logistic regression 

The data was split into a 60% test 40% training set. We fitted a logistic regression using all the 

variables bar one, and use the predictions for the training set to get the F1 score, the lower the 

score, the more that variable is needed to aid prediction (source). 

 

F1 score only one variable logistic regression 

https://paperpile.com/c/DtlZj7/Df3BG
https://paperpile.com/c/DtlZj7/0y2zw
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The data was again split into 60% test 40% training set. We fitted a logistic regression using 

only one variable and then get the f1 score for that model. 

Metrics 

We created 100 subsets of the original data is created by selecting a random sample of the 

variables. All the methods were applied to each subset then the rank of each variable's 

importance is returned. 

 

Stability 

We measure cluster stability by measuring the similarity in the ranking of the variables between 

two subset results for the same method, we use spearman's rank coefficient to do this. We get 

the coefficient for each subset compared to each other subset for each method and compare 

 

Distinction 

To make sure the results are able to separate out each variable we have a measure of 

distinction which is the number of unique ranks/ the number of variables, the larger it is the 

greater the distinction 

4.3.4.2. Data set generation 

As the data sets created can vary on a range of different parameters, we created 720 different 

data sets with varied parameters. As the number of permutations of the choices of each 

parameter were too great to carry out a full factorial experiment we selected the options for each 

parameter at random: the parameters were: 

● Cluster number: we selected the number of clusters at random between 2 and 20. As 

clusters between 2 and 7 are more common than 7 and above, we weighted the sample 

by making numbers from 2 to 7 four times more likely to be selected then numbers 

greater than 7 

● Diseases: the diseases that made up each individual cluster were selected at random  

● Total number of variables: random selection between total number of variables available 

and half the total number of variables available  

● Total number of noise variables: random selection between 1 and half the total number 

of variables  

● Equal cluster size: there was a 50/50 chance of the clusters being of equal size  

● Cluster size: the cluster size was a random selection between 100, 200, 300, 400 and 

500  
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4.3.5. Defining noise variable cutoff  

After identifying the best metric of measuring predictive ability of each variable we found the cut 

off of that metric at which variables below will be defined as noise variables.  

4.3.5.1. Random Noise variable generation  

After the number of noise variables were selected, that number of variables were selected at 

random and then each variable was re-ordered at random to lose any association with the 

cluster labels, a random forest was then trained on the data and the feature importance of the 

noise variables were returned. As is possible that the shuffling could result in the features still  

being associated with the true cluster labels, this process was repeated 100 times and the mean 

feature importance of the noise variables was returned.  

4.3.5.2. Deciding noise cut off  

The mean for each mean predictive metric for each noise variable was found and that was 

taken as the noise cut off that will decide what is considered a noise variable or not.  

4.3.5.3. Modelling associations with parameters  

To ascertain whether any of the parameters affected the noise cut off a linear model was made 

with the following variables to see the size and significance of the effect size. Each variable was 

scaled to be between 0 and 1.The variables entered into this model were: % of noise variables, 

cluster number, number of total variables, noise variable data type and whether clusters were of 

equal size. The y value was the predictive metric for each noise variable. From this the 

coefficient and p value of each variable were returned.  

A second model was then made to see if it is possible to accurately predict the feature 

importance score given the variables so a more accurate noise cut off can be set on a dataset 

by data set basis. We removed % of noise variables as a variable in this model because for it to 

be used to define the cut off of noise variables we will not know at that point the percent of noise 

variables. We split the set into 70% training 30% test set and returned the R2 value to assess 

model performance.  

 

4.3.6. Testing  

Next we examined whether clustEHR generates data suitable for testing cluster methods. We 

do not test realistic EHR as Synthea has already been tested for this259. Synthetic cluster data 

https://paperpile.com/c/DtlZj7/f47r5
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generators allow the user to generate a range of difficulty of clustering problems by altering the 

separation of the clusters and noise. In clustEHR we produce different ‘separations’ of clusters 

by altering whether clusters are defined by different diseases or inter-disease clusters. We 

include noise variables by labelling variables as noise and selecting the required number to the 

final outputted data. As these are not traditional approaches we need to test whether altering 

these parameters change the difficulty of the clustering problem. We generate multiple datasets 

varying in these parameters, and find the accuracy of k-means in recovering the true cluster 

labels. If k-means is less accurate that is interpreted as a harder clustering problem.  

4.3.6.1. Data set generation 

We varied 4 parameters when generating the datasets to get a range of different datasets. 

These were:  

 

Cluster number: we generated datasets with 2-6 clusters (5 options). 

Equal or unequal cluster size:  If cluster sizes are equal the number of patients in each cluster 

is 200, if not, the clusters sizes are a random number between 50 and 400 (2 options).  

Informative variable: noise ratio: we selected the following ratios 1:1, 4.6:1, 8.3:1 and 12:1, 

and four datasets with no noise (8 options).  

Separation: We generated datasets with higher separation through disease defined clusters 

and lower separation through inter-disease condition clusters (2 options). As cluster numbers in 

interdisease clusters can not be defined, there were between two or three clusters in these data 

sets. Aside from the number of clusters the datasets were generated using the same 

parameters as above.  

 

The total number of datasets generated was 160 (5*2*8*2) 

4.3.6.2. Defining accuracy  

To test how well varying the noise and separation parameters work at creating clustering 

problems we run tests to see how well k-means can recover the original cluster membership.  

 

Pre processing and running K-means 

We first standardised the dataset using the StandardScalar package in sklearn which 

standardises each variable using the formular below  
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                                                                     (4.1) 

 

Where x is a value, μ is the mean for the dataset and σ is the standard deviation. 

 

We then run PCA returning the number of components that equal 90% of the variance. We then 

run k-means where k equals the number of clusters in the dataset.  

 

Matching clusters  

As the first cluster in k-means may not be the same cluster as the first cluster in the original 

labels, we match the cluster labels by generating a confusion matrix which shows how many 

patients from each of the original clusters are in each of the clusters generated by k-means. We 

take the maximum number in this confusion matrix and from that infer that the original cluster 

label is equal to that k-means cluster label. We then find the next maximum value in the 

confusion matrix for clusters whose labels have not been matched up; we continue this until all 

original cluster labels and k-means cluster labels have been paired. We then take the sum of 

the number of people in the matched clusters as the correctly identified patients and then divide 

it by the total number of patients to get the accuracy.  

4.3.6.3. Statistical analysis  

We used a linear model to examine the relationship between noise variables and separation, 

and cluster accuracy. The input variables were cluster number, separation, noise ratio, whether 

the clusters were equal sizes or not as covariates and the outcome was accuracy. Noise ratio 

was the number of noise variables for every 1 feature variable. Whether the clusters were of 

equal size, and separation (either separate diseases or inter diseases) were encoded as binary 

variables. 
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4.4. Results  

4.4.1. Data Generation 

 

User defined inputs  

To generate a single datasets users can vary the following inputs: the number of patients per 

cluster, the random seed to generate data, the number of clusters, the noise and variable data 

type ratio, the total number of variables, which of total variables and noise variable ratio to be 

prioritised and lastly output file (descriptions of  each input argument is in Appendix 4.2) 

 

There is also an option to create a setup file to create multiple datasets in the form of a json. 

(appendix 4.2)  

 

Output 

clustEHR produces four output tables, cluster data which contains data to be clustered, 

outcomes which contains patient linked clinical outcomes, labels which contains the true cluster 

labels for each patient, vars table which contains the mean, data type and noise variable 

classification for each variable in the cluster dataset. It also includes a JSON including all the 

parameters used to generate the data.  

 

Example output  

We generated example output for 3 clusters with 20 variables with 5:1 feature to noise ratio with 

equal ratio of numerical to binary variables, below is the summary of the cluster data (Table 4.4) 

and the outcome data (Table 4.4) (full data for the first 5 patients is in the appendix 4 table 3-6).   

https://docs.google.com/document/d/1xt_dgIRpzaX6vJ-zVE4qauBTUV9Gh36QSUEMW7RE-JM/edit#D2L_table_ref_Summary%20table%20for%20example%20cluster%20data%20generated%20by%20clustEHR
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Table 4.4: Summary table for example cluster data generated by clustEHR 

Variable 

Mean/ 

percent 

prevalence COPD Dementia 

Osteo- 

arthritis 

Noise 

Variable 

Data 

type 

Onset Age 56.55 46.63 74.6 48.4 Informative cont 

Never smoker 44% 20% 59% 53% Informative bin 

Former smoker 56% 80% 41% 47% Informative bin 

DALY 12.17 8.74 15.02 12.75 Informative cont 

QALY 59.17 57.55 63.96 55.99 Informative cont 

QOL 0.66 0.71 0.6 0.66 Informative cont 

Pain severity - 0-10 2.32 1.9 1.89 3.16 Informative cont 

Creatinine 1.58 1.53 1.57 1.63 Informative cont 

Carbon Dioxide 24.61 25.07 24.28 24.48 Informative cont 

Urea Nitrogen 13.41 13.7 13.63 12.9 Informative cont 

Osteoarthritis medication 30% 0% 0% 88% Informative bin 

COPD medication 7.29 21.88 0 0 Informative cont 

Dementia medication 0.56 0 1.68 0 Informative cont 

Sodium 139.95 139.63 140.2 140 noise cont 

Total Cholesterol 184.03 184.02 184.87 183.2 noise cont 

Platelet distribution width in Blood  329.8 332.68 335.03 321.68 noise cont 

Hematocrit of Blood  42.52 42.19 42.82 42.53 noise cont 

Anaemia 52% 54% 52% 49% noise bin 

Diabetes 58% 55% 61% 58% noise bin 

Colonoscopy 0.98 0.98 0.91 1.06 noise cont 

Abbreviations: DALY: disability adjusted life years, QALY: quality adjusted life years, QOL: quality of life, 

COPD: chronic obstructive pulmonary disease.  
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Table 4.5: Summary table for example cluster data generated by clustEHR 

Variable 

Mean 

decline per 

year 

COPD mean 

decline per 

year 

Dementia 

mean decline 

per year 

Osteoarthritis 

mean decline 

per year 

Body Mass Index Rate -0.01 -0.01 0 -0.04 

Body Weight Rate -0.05 -0.02 0.01 -0.12 

Body Height Rate 0 0 0 0 

Diastolic Blood Pressure Rate -0.04 0.2 -0.25 -0.07 

Systolic Blood Pressure Rate -0.21 -0.63 0.05 -0.03 

Pain severity Rate -0.3 0.16 0.07 -1.13 

QALY Rate 0.65 0.72 0.56 0.66 

QOL Rate -0.01 0 -0.02 -0.01 

DALY Rate 0.37 0.28 0.48 0.35 

Total Cholesterol Rate 0.51 -0.39 1.53 0.4 

High Density Lipoprotein Cholesterol 

Rate 0.04 -0.04 0.55 -0.39 

Low Density Lipoprotein Cholesterol 

Rate -0.07 -0.47 -0.17 0.43 

Triglycerides Rate 0.24 -0.45 0.38 0.78 

Carbon Dioxide Rate 0.35 -0.3 1.67 -0.31 

Glucose Rate -2.06 -1 -5.51 0.33 

Sodium Rate 0.26 0.05 0.68 0.06 

Potassium Rate -0.02 0.04 -0.07 -0.02 

Calcium Rate 0.06 -0.09 0.3 -0.02 

Chloride Rate 0.04 0.08 -0.01 0.05 

Creatinine Rate 0.58 0 1.77 -0.01 

Urea Nitrogen Rate -0.8 -0.25 -2.29 0.14 

Haemoglobin in Blood Rate 2.45 7.36 0.05 -0.07 

MCV by Automated count Rate 0.09 0 -0.08 0.36 

MCH by Automated count Rate 0.07 0.07 -0.02 0.14 

MCHC by Automated count Rate 0 -0.02 0.03 -0.02 

Erythrocyte distribution width by 

Automated count Rate 0.04 0.03 0.03 0.06 

Erythrocytes in Blood by Automated 

count Rate 0.01 0.02 0 0.02 

Haemoglobin A1c/Hemoglobin.total in 

Blood Rate -0.01 -0.02 0 0 
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Leukocytes in Blood by Automated count 

Rate 0.02 0.03 0.03 0 

Hematocrit [Volume Fraction] of Blood 

Rate 0.07 0.07 -0.11 0.24 

Platelet mean volume in Blood Rate -0.01 -0.01 0.02 -0.05 

Platelets in Blood Rate -2.15 -2.64 -1.86 -1.94 

Platelet distribution width in Blood Rate 2.29 2.78 -2.42 6.5 

Abbreviations: DALY: disability adjusted life years, QALY: quality adjusted life years, QOL: quality of life, 

COPD: chronic obstructive pulmonary disease, MCV mean corpuscular volume, MCH: mean corpuscular 

haemoglobin, MCHC: mean corpuscular haemoglobin concentration 

4.4.2. Labelling Noise Variables  

4.4.2.1. Selecting Method 

The results show that the F1 score from logistic regression with each variable has the highest 

stability with a mean Spearmans rank of 1, followed by random forest with a mean spearmans 

rank of 0.96(Fig. 4.6). However from the discrepancy score the one variable logistic regression 

only got 0.7 suggesting that it did not discriminate between variables well, however random 

forest received a score of 1.0 (Fig. 4.7) which shows each variable received a unique rank. 

 
Figure 4.6: Mean stability per method 
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Figure 4.7: Mean Distinction per method  

4.4.2.2. Defining Noise Variable Cut Off  

Out of 720 tested datasets there were a total of 7556 generated noise variables, the average 

feature importance was 0.00662 +- 0.00025 (95% CI).  

 

We assessed the associations between the clustering data parameters and the feature 

importance by making a linear model where each observation was a generated noise variable. 

The coefficients for each parameter and their p value is shown in Table 4.6. We also plotted 

each parameter and feature importance individually to visually inspect any association (Fig. 

4.8).  

  

https://docs.google.com/document/d/1xt_dgIRpzaX6vJ-zVE4qauBTUV9Gh36QSUEMW7RE-JM/edit#D2L_fig_ref_%20a)%20Violin%20and%20boxplot%20of%20feature%20importance%20split%20by%20variable%20type,%20b)%20scatter%20plot%20of%20feature%20importance%20by%20cluster%20number%20with%20regression%20line,%20c)%20Violin%20and%20boxplot%20of%20feature%20importance%20split%20by%20whether%20there%20were%20equal%20number%20of%20observations,%20d)%20scatter%20plot%20of%20feature%20importance%20by%20%5Cpercentage_sign%20of%20noise%20variables%20with%20regression%20line,%20e)%20scatter%20plot%20of%20feature%20importance%20by%20total%20number%20of%20variables%20with%20regression%20line.
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Table 4.6: Coefficients and p values of each parameter from the linear model trained to predict feature 

importance  

Parameters β Coefficients P values  

Data Types 0.00205 0.00 

Cluster Number 0.00627 0.00 

Equal number of observations 0.00234 0.00 

Percent of Noise variables 0.00981 0.00 

Total Number of Variables  -0.00768 0.00 

 

 

 

 
Figure 4.8:  a) Violin and boxplot of feature importance split by variable type, b) scatter plot of feature 

importance by cluster number with regression line, c) Violin and boxplot of feature importance split by 
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whether there were equal number of observations, d) scatter plot of feature importance by 

\percentage_sign of noise variables with regression line, e) scatter plot of feature importance by total 

number of variables with regression line. 

 

 

These results show that the effect of all the parameters on the feature importance is significant 

however that may be due to the size of the sample. Percent of noise variables has the greatest 

coefficient of 0.0098 indicating that it had the greatest effect on the feature importance followed 

by the total number of variables which had a negative coefficient of -0.0078.  

 

Considering that the parameters of the data set can have an effect on the feature importance of 

the noise variables we made another linear model to see if using this linear model would be a 

more accurate way of determining the cut off rather than a single constant cut off. For this model 

we did not include % of noise variables. This model returned a root mean squared error of 

0.0105 and a R2 of 0.037. Though the mean squared error seems close to 0 as the mean of the 

true values was 0.0066 this is comparatively huge, the R2 is also very small. This suggests that 

the model is not very accurate. 

4.4.3. Testing  

 
Figure 4.9: Scatter plot showing accuracy of k-means results for the ratio of noise:feature variables for 

clusters that were made up of separate diseases, where 0 is no noise variables and 1 is a 1:1 ratio of 

noise variables to feature variables. The line represents a linear model of the results for each cluster. 
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Figure 4.10: Scatter plot showing accuracy of k-means results for the ratio of noise:feature variables for 

clusters that were made up of conditions within a disease, where 0 is no noise variables and 1 is a 1:1 

ratio of noise variables to feature variables. The line represents a linear model of the results for each 

cluster. 

 

Table 4.7: results from the linear model  

 Coef. Std.Err. t P>|t| [0.025 0.975] 

const 1.0242 0.0559 18.3293 0.0000 0.9138 1.1346 

Equal size 

true 0.0596 0.0262 2.2756 0.0242 0.0079 0.1114 

Inter-disease 

clusters true  -0.2286 0.0342 -6.6883 0.0000 -0.2961 -0.1611 

noise 0.1408 0.0411 3.4277 0.0008 0.0596 0.2219 

k -0.1001 0.0125 -7.9833 0.0000 -0.1249 -0.0754 

 

Fig. 4.9 and 4.10 show the relationship between ratio of noise variables and accuracy of k-

means for when separation is set as different disease clusters and when it is inter-disease 

respectively. For the case where there are different diseases the biggest effect on accuracy is 

when there are only two clusters. However when there are four to six clusters the effect is 

lessened. There also appears to be a slight negative correlation between increased number of 

noise variables and accuracy when there are 4-6 clusters.  
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When clusters are defined as inter-disease conditions there are fewer possible cluster numbers. 

There also appears to be a large difference between when there are two clusters and three 

clusters.  The range of the accuracy does vary greatly for each noise ratio, and when there are 

two clusters the increase in noise variables improves the accuracy of the results.  

The linear model (Table 4.7) shows that setting clusters as inter disease conditions does have a 

negative effect on the accuracy, and this result is significant. However it also shows that 

increased noise has a positive effect on the accuracy. Examining Fig. 4.10 suggests that this 

might be driven by the marked difference when there are 2 clusters. On closer inspection of the 

data, the high accuracy results when there is a high ratio of noise variables are all from one 

disease-asthma where the two conditions are childhood asthma and current asthma, as all 

clustering problems with this disease had 100% or near 100% accuracy. This may provide an 

easy clustering problem as one of the conditions is historic and the other is not meaning there 

will be significantly more procedures and medications associated with the currently treated 

condition. As these two conditions formed the only cluster problem at high noise for when there 

were only 2 clusters, this led to a positive relationship between noise and cluster accuracy 

which can be considered a spurious result.  Therefore we removed all results that were from this 

disease in the inter disease category and re-ran the linear model. The results of this are shown 

in Table 4.8. 

 

Table 4.8: results from the linear model not including datasets generated from asthma. 

 

 Coef. Std.Err. t P>|t| [0.025 0.975] 

const 1.0046 0.0356 28.1975 0.0000 0.9341 1.0751 

Equal size true 0.0706 0.0177 3.9947 0.0001 0.0356 0.1055 

Inter-disease 

clusters true  -0.3313 0.0226 -14.6688 0.0000 -0.3760 -0.2866 

noise -0.0415 0.0358 -1.1600 0.2481 -0.1122 0.0292 

k -0.0867 0.0079 -10.9223 0.0000 -0.1024 -0.0710 

 

These results show a stronger relationship between having clusters defined as individual 

diseases, and inter-disease conditions and accuracy. They also show a slight negative 

relationship between increased noise and accuracy, however this relationship is not significant.  
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4.5. Discussion  

4.5.1. Overview  

Here we have developed a method for generating synthetic EHR for testing clustering 

algorithms and metrics. It also allows for testing of clustering algorithms, as true labels are 

known and the difficulty of the clustering problem can be altered, as well as producing clinically 

relevant patient outcomes. It has the same benefits as other synthetic EHR datasets in that 

there are no privacy issues in using it, it is easy to access, open source and infinite amounts of 

data can be generated. There are two main parameters to alter the difficulty of the clustering 

problem returned; level of cluster separation either greater separation when clusters are defined 

by individual disease, or less separation when defined by inter-cluster conditions, and also noise 

variables. We found that less separated clusters did result in statistically significant decrease in 

accuracy of k-means suggesting a hard clustering problem. We also found lower accuracy in k-

means with a greater ratio of noise variables, however this was not found to be significant.  

4.5.2. Comparison to previous research  

At the start of this chapter we identified core and desirable features of synthetic cluster 

generators based on previous research, below we outline whether those requirements have 

been met (Table 4.9).    
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Table 4.9: Core and desirable features of synthetic cluster generators as found through a literature 

search and whether that requirement has been met by clustEHR 

 

 Parameter Has requirement been met 

Core 

features  

number of 

clusters 

This requirement has been met in some cases as when the clusters 

are defined by inter-cluster conditions (lower separation) the number of 

clusters is defined by the number of those conditions thus cannot be 

set by the user.  

equal/unequal 

size 

This requirement has been met as the user can define the number of 

patients in each cluster 

number of 

dimensions/ 

variables 

This requirement has been met, however it may not be always possible 

to return the user defined number of variables and the user defined 

ratio of noise variables to informative variables. 

different 

separation 

This requirement has been met by generating clusters with higher 

separation when they are defined by different diseases and lower 

separation when they are defined by inter disease conditions  

number of 

points in each 

cluster 

This requirement has been met by users being able to define the 

number of patients in each cluster 

distance of 

separation 

/overlap 

between 

clusters 

This requirement has not been met. This could be implemented by 

identifying the centre of each cluster and removing patients that are 

over a user defined distance away from this centre. This would, 

however, produce spherical clusterings meaning that the resulting 

clusters would be biassed towards k-means. 

Desirable 

features  

noise 

observations 

This has not been met, though can be incorporated by adding patients 

that do not have either disease 

noise 

dimensions/vari

ables 

This has been met through identifying noise variables in the existing 

synthetic EHR data generated using random forest feature importance 

and including them in the final outputted data.  

cluster shape 

This has not been met, it would be challenging to meet this criteria 

through modifying existing data 

covariance 

between 

dimensions/vari

ables 

This has not been met, it would be challenging to meet this criteria and 

maintain realistic EHR data as defining the correlation between 

variables would mean they are no longer reflective of the real world 

clinical relationships the variables have 

distributions 

This has not been met, it would be challenging to meet this criteria and 

maintain realistic EHR data as the distributions of variables and 

therefore clusters are based on real world data 

Rotation 

This has not been met, it would be challenging to meet this criteria and 

maintain realistic EHR 

subspace 

clusters 

This has not been met however it is likely that they exist in the form of 

inter disease conditions, however it is not a user controlled parameter.  
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There are other features of clustEHR which do not exist in traditional synthetic cluster 

generators such as mixed variable types and external data in the form of clinical outcomes. 

4.5.3. Strengths  

One of the main strengths of this tool is that, to the best of our knowledge, it is the only synthetic 

cluster generator that produces realistic EHR data. The fact that it produces realistic EHR data 

allows for cluster methods and evaluation metrics to be tested on data that is much more similar 

to the data those methods will be used on including features such as different data types. Finally 

clustEHR also returns clinically relevant outcomes which we found to be the most common 

external evaluation metric for clustering studies in EHR in our scoping review (chapter 2). 

4.5.4. Limitations  

There are, however, limitations to this work. Firstly, changing the ratio of noise variables in a 

dataset did not have a statistically significant effect on the accuracy of k-means, which indicates 

a lack of control for the user in altering the difficulty of the clustering problem produced. This 

could be addressed by calculating a better cut off value for defining noise values or a different 

method in defining them such as creating a test set with known noise variables and training a 

classifier to identify noise variables in other datasets. There are also fewer parameters to control 

compared to traditional synthetic cluster generators, this can be a large limitation especially not 

being able to control the cluster number for inter-disease condition defined clusters. Though 

some parameters have the option to be added in future development of this tool, others, such as 

defining distributions or correlations between variables, cannot be altered while still maintaining 

realistic health records (Table 4.9). Lastly there has been no clinical input into assessing the 

output data, defining cluster separation and we did not compare the output to existing EHR to 

check realism, however this has already been conducted on Synthea, the result of this is that 

clinical insight can not be gained from experiments using clustEHR data.  

4.5.5. Future research  

There are multiple avenues for further research with this tool. The first is updating the tool to 

allow for additional user parameters mentioned above (Table 4.9,Table 4.10). It could also be 

developed for testing different clustering and unsupervised machine learning approaches in 

EHR, for example currently the data produced is based on non-temporal clustering analysis. A 

future direction could involve producing data for longitudinal clustering or for generating patient 

disease vectors. This tool is currently a proof of concept however with further development, it 
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can be released as a python package for researchers to test potential clustering methods and 

evaluation metrics before use in real EHR studies.  

4.5.6. Going forward  

Going forward we can use this tool to evaluate the internal cluster evaluation metric created in 

the next chapter.   
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Chapter 5. Monte Carlo Health Attuned Multiple 

Metric Evaluation Rubric: Using Reference Datasets 

to Assess Whether Clusters Exist 

 

5.1. Abstract 

5.1.1. Background  

There are many out of the box clustering methods, such as k-means, which will find clusters 

whether there exists a clusterable structure in the data or not. Current internal evaluation 

metrics, such as silhouette score or cluster stability,indicate whether a cluster solution is ‘good’, 

however these metrics do not indicate whether the data itself has clusters. M3C is a previously 

developed method that tests whether clusters exist in a dataset by comparing the stability of the 

clusters to a set of synthetically generated datasets with no clusters, yet no method has used 

cluster structure to identify whether there are clusters in a dataset. 

5.1.2. Aims  

Here we aim to develop a method to identify whether there are clusters in a dataset by 

comparing a metric of cluster structure to a reference set of datasets without clusters, for use in 

electronic health records. We compare to datasets without clusters as there is no strict definition 

of what a cluster is, however there are more concrete ideas of data where clusters are not such 

as data generated from a single distribution. We also investigate whether datasets with a found 

cluster structure produce clustering solutions with greater differences in outcomes in EHR. 

5.1.3. Methods  

First we used a literature review to identify commonly used cluster validation indices that 

measure cluster structure in k-means. We then test which of these indices paired with three 

different ways to generate the reference datasets performed the best at distinguishing datasets 

with clusters to datasets without. Finally we used clustEHR, a synthetic EHR cluster generator 

to see if datasets with clusters are more predictive of clinically relevant outcomes than those 

without.  
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5.1.4. Results  

We identified 12 potential cluster validation indices, which combined with 3 different methods of 

generating a set of reference datasets, created 36 different possible combinations that can be 

used to identify clusters. Of these, 8 combinations were found to be able to discriminate 

between datasets with clusters and datasets without. Only one combination - calinski harabasz 

index combined with generating data based on a uniform distribution (min max method), found  

clusters where there are more significantly different outcomes between those clusters.  

5.1.5. Conclusion 

This method will benefit researchers using unsupervised machine learning to identify subtypes 

of diseases as it is unknown whether there is a clusterable structure in their data beforehand. 

The uses of this method can be expanded to variable selection and finding the best method for 

pre-processing data. Despite mostly being evaluated on synthetic EHR clusters, this tool has 

potential for use in any clustering experiment. Further research should look into developing this 

metric for other clustering methods.  
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5.2. Introduction 

 

The majority of the clustering algorithms that were used in studies in our scoping review will 

always find clusters in any given dataset. There is nothing inherent in those methods that 

indicate whether the clusters found are ‘good’ which is why it is important to evaluate the 

structure of the clusters through using internal evaluation methods. Through our scoping review 

we found there are four groups of internal evaluation methods each answering a different 

question about the cluster solution:  

● Stability: are the same clusters found if you repeat the same method within the same 

distribution 

● Structure: is each cluster compact and are clusters well separated 

● Parameters of the method: what effect does each parameter or variable have on the 

resulting cluster solution 

● Method comparison: can these clusters be found with different methods, is one method 

better than the other 

When a clustering experiment is carried out, certain assumptions are made about the dataset. 

First, that the heterogeneity in the data forms clusters and secondly, that the clustering method 

chosen is the best way to find them. The two groups of internal evaluation that can best help 

answer these questions are structure and method comparison. However there is limitations in 

the current approaches conducted with these methods:  

 

Using cluster structure metrics to inform whether there are clusters in the data  

There are a multitude of Cluster validation indexes  (CVIs) that can be used to evaluate cluster 

structure, however they are rarely used to definitively say whether there are clusters in a dataset 

as found by a given clustering algorithm. This could partly be that some metrics, such as using 

the within cluster sum squared error depends on the magnitude and the number of variables 

used in the analysis, thus there can not be a definitive cut off point to say clusters exist or 

clusters do not exist as it will change for each dataset. Some metrics like the silhouette score 

provide a more standardised score - all results for a clustering solution will be between -1 and 1 

however there is no definitive value within that to say at which point clusters are present in the 

data, it depends upon the researcher to interpret the score and what that means for their 

clusters. The scoping review found other non-numerical methods of evaluating cluster structure 

which involved  inspecting the clusters using data visualisation via either t-SNE or PCA. This 

approach is highly subjective and can be obscured by factors such as the size of the dots on the 
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graph. The scoping review also indicated that metrics for examining cluster structure are not 

commonly used in internal evaluation, but are more commonly used to find the optimum number 

of K. When used in this way the results only indicate the performance of the cluster solution 

relative to the same method and data, just with different values of K. This indicates that 

measures of cluster structure alone are not enough to answer whether clusters exist in the 

dataset.  

 

Using method comparison to inform whether there are clusters in the data  

 

Several studies in the scoping review repeated the clustering experiment using a different 

method and compared the results to see if the same clusters reapered19,106, if they did it is taken 

as evidence that there are clusters in the data. We used a similar approach to validate the 

existence of the early onset and mental health cluster in the experiment in chapter 3. However 

we found one limitation of this approach, which is that we do not know whether those algorithms 

will always find similar clusters due to the fact they find clusters in similar ways. Thus this 

approach is not ideal for identifying whether there are clusters in the data.   

 

Using cluster structure and method comparison to identify the best clustering algorithm 

The scoping review identified studies that compared the clustering solutions of multiple methods 

to find the best clustering algorithm 29,35,42,112,138. We also carried out the same comparison in the 

clustering experiment in chapter 3, yet we found that comparing the conclusions alone on 

structure metrics contained issues as some cluster metrics are better suited to the assumptions 

of some clustering methods.  

 

The above points suggest that the current internal evaluation methods used in EHR clustering 

studies are not sufficient to answer the question of whether there are clusters in the dataset 

being clustered. This is in part due to what the approaches are being compared to. In the case 

of using cluster validation indices to measure structure, they are only being compared to cluster 

solutions with different values of K or nothing at all. When using different clustering algorithms to 

validate whether a cluster is ‘real’ the results depend on the other clustering algorithms used. 

Potentially the most appropriate way to establish whether there are clusters in a dataset is to 

compare the dataset to ones known not to have a clusterable structure.   

A method proposed in Pattern Recognition67 uses a hypothesis test to test for cluster structure 

by using a Monte Carlo simulation. This creates a reference distribution, based on multiple 

https://paperpile.com/c/DtlZj7/myR1a+CS3IJ
https://paperpile.com/c/DtlZj7/9VeHO+2LuQz+EGaPW+9YdWV+Ubog3
https://paperpile.com/c/DtlZj7/7Xed1
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generated data sets, which are known to have no underlying cluster structure, based on the 

parameters of the original data set. It compares cluster statistic 𝑄(any appropriate cluster 

validation index) from the original data set to the 𝑄 statistics from the results of the Monte Carlo 

generated reference distribution, and if it is above (or below) a predetermined cut off, it is 

concluded to have a clustered structure. This method could also be used to find the optimum 

number of clusters. 

One important component of this method is the CVI used as the Q statistic. There are many 

potential options of CVI which assess cluster structure in different ways. They normally consist 

of a ratio of separation between clusters and how compact the clusters are, however the way 

that separation and compactness are defined depends on the method. Some methods take into 

account distance between cluster centres and cluster diameter, some methods look at the 

distance of points in an individual cluster compared to its next closest cluster. Some do not take 

into account distance, instead they examine a point’s nearest neighbours and finds a ratio of 

how many of them are in the same cluster. Due to these different approaches it is important to 

investigate a wide range of CVIs as potential Q statistics.  

However this method focuses on internal evaluation of clusters yet the literature review found 

that 21 experiments did not use any internal evaluation instead favouring external evaluation, 

most commonly comparing clinically relevant outcomes between the clusters to show that there 

is a meaningful difference between the clusters. Based on this it is important to investigate 

whether having a dataset with cluster structure leads to greater difference in clinical outcomes. 

To this end, we test whether finding clusters in a dataset results in more meaningful outcomes 

in the cluster analysis. We developed the method based on the original method proposed in 

pattern recognition called Monte-Carlo Health Attuned Multi Metric Evaluation Rubric (MC 

HAMMER). 

5.2.1. Previous Research 

As mentioned above, this method is a development of a method outlined in the book Pattern 

Recognition. It has been used in practice in the method M3C280. The gap statistic is a third 

method which compares a dataset to a reference distribution. This method is a commonly used 

method for identifying the optimum cluster number. 

https://paperpile.com/c/DtlZj7/nJOuy
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5.2.1.1. Pattern Recognition 

This method is based on the principle of hypothesis testing. One can test if data set 𝑋 has 

cluster structure through testing the following null and alternative hypotheses: 

H1 The data set 𝑋 has a cluster structure 

H0 The data set 𝑋 has no cluster structure 

To perform this, 𝑋 has to be compared to a range of data sets which we know has no cluster 

structure to either reject or accept the null hypothesis. Monte Carlo simulations generate 

randomly dispersed data, known as ‘reference data sets’. These generate the null distribution 

used to compare the original data to based on cluster statistic 𝑄. 

The steps involved in the process outlined in Pattern Recognition are below and in . 

1. Generate n number of reference data sets 𝑅 based on parameters of original data set 𝑋 

2. Apply a clustering method to 𝑋 and 𝑅 

3. Find the cluster statistic 𝑄 for 𝑋 and 𝑅 to return 𝑄𝑋 and the set of statistics 𝑄𝑅. The 
distribution of 𝑄𝑅forms the null distribution.  

4. Compare cluster statistic 𝑄𝑋 to set 𝑄𝑅, if it is above (or below, depending on the nature of 
𝑄), cut off 𝑝 , the null hypothesis is rejected. If it is the reverse, the null hypothesis is 
accepted. 

It also outlines ways to carry out different parts of the method as follows: 

1. Generation of data with random distribution. It states with ratio data ot tests whether 
the points in 𝑋 have a random position in hypercube 𝐻𝑙, which has 𝑙 dimensions where the 
bounds of those dimensions are the minimum and maximum value of each variable in 𝑋.To 
get the random data, points should be generated from a uniform distribution in hypercube 
𝐻1. 

2. Cluster Statistic Q. For non-hierarchical, concrete (not fuzzy) clustering problems it 
suggests Hubert's gamma statistic. 
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Figure 5.1: Method outlined in Pattern Recognition for Monte Carlo Method of Cluster Recognition for 
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using a monte carlo experiment to compare the original dataset to a set of datasets without clusters to 
identify if there are clusters in that dataset. 

 

5.2.1.2. Monte Carlo Consensus Clustering (M3C)280 

This study develops a method to identify whether there are clusters in a dataset, and the 

optimum number of clusters using a monte carlo method outlined above, but for use solely in 

consensus clustering using cluster stability as the basis measure rather than cluster structure. In 

consensus clustering the Proportion of Ambiguous Pairs (PAC) index is frequently used to 

decide cluster number, however it is biassed towards higher values of K, M3C aims to eliminate 

that bias by turning the comparison to a null distribution into a formal hypothesis test. 

MC3 Method Characterisation  

1. Reference Data Set Generation. M3C use PCA to extract the eigenvectors of 𝑋 which are 

then multiplied by a randomly generated dataset from a Gaussian distribution. 

2. Cluster Statistic 𝑄. M3C uses PAC statistic. 

3. Calculating P value. M3C uses the following equation (5.1) to calculate the p value within 

the bounds of the Monte Carlo experiment, where 𝑂𝑘 is the number of PAC scores in the 

reference population less than or equal to the PAC score of 𝑋, and 𝐵 is the total number of 

simulations. 1 is added to the numerator and denominator to not  get a p value of 0. 

𝑃𝐾 =
𝑂𝑘+1

𝐵+1
                                                                 (5.1) 

4. Calculating P Values Beyond the Monte Carlo Experiment. M3C fits a beta distribution 

to estimate the p value beyond the ranges of the Monte Carlo experiment (which has a 

finite number of simulations). This is chosen over a normal distribution because, especially 

when K = 2, the PAC distribution has a non-normal skew and kurtosis. 

5. Clustering algorithm. M3C uses consensus clustering. 

 

There are three main differences between M3C and our method. First this method uses 

consensus clustering as its clustering algorithm, we will focus on K-means because our 

literature review shows that this is the most common clustering algorithm used in cohort studies. 

Secondly this study uses a cluster stability metric for q which is appropriate for the clustering 

algorithm they have chosen as it involves repeating a clustering algorithm multiple times. We 

use a cluster structure metric as in k-means the way that clusters are found is based on the 

https://paperpile.com/c/DtlZj7/nJOuy
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distances between points which is a component of the structure of the data. Lastly this study 

focuses more on using their method to identify the optimum cluster number whereas we aim to 

focus more on the ability to identify the presence of clusters.    

5.2.1.3. Gap statistic  

The gap statistic is a method frequently used to find the optimum cluster number281. It first finds 

the mean of the sum of distances of all points in a cluster across all clusters for a given cluster 

solution with K clusters. This is defined as Wk. The optimum number of clusters is the one with 

the biggest difference or ‘gap’ between log(Wk) and the expected log(Wk) in the range of K 

tested. The expected Wk is found from a reference distribution based on simulated data with no 

clusters in. In the initial proposed method this data is generated from a uniform distribution 

transformed by the eigen vectors of the original dataset being clustered. 

Gap statistic method characterisation  

1. Reference dataset generation: The gap statistic extracts the eigenvectors of the 

original dataset X which is multiplied by a randomly generated dataset based on a 

uniform distribution 

2. Cluster statistic Q: the gap statistic uses the the mean of the sum of the distances of 

each point in a cluster over all clusters Wk 

3. Identifying the best cluster number: the gap statistic finds the difference between 

log(Wk) of dataset X for a given K and the expect log(Wk) from the null reference 

distribution. It finds this error across a user defined range of values of K, the value of K 

with the biggest difference is proposed as the optimum value of K.  

Several variations of the gap statistic have been developed such as weighting Wk
282 and not 

using the logarithmic function283. The difference between the gap statistic and our proposed 

method is that first, the gap statistic provides no information on whether there is a cluster 

structure in the data or not. It also does not use a hypothesis test rather uses the difference 

between found and expected values.  

All three of the above methods generate reference datasets without cluster structure to compare 

against the original dataset. One important conceptualisation in these methods, as well as our 

own, is that clusters existing (or the best cluster solution) is defined by comparison to when 

clusters are not present. Thus the definition of clusterable structure or ‘clusters’ is inferred from 

the definition of what they are not. It is therefore important to understand what each method is 

https://paperpile.com/c/DtlZj7/NYNiy
https://paperpile.com/c/DtlZj7/x32hb
https://paperpile.com/c/DtlZj7/b6GBv
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stating what a clusterable structure is not and from that deduce what a clusterable structure is. 

In Pattern recognition this is defined by the null hypothesis- ‘this dataset has a random 

structure’, with a random structure being that each point in a data set is equally likely to occur 

anywhere within the hypercube of the dataset. This corresponds to data generated from a 

uniform distribution. Datasets which significantly differ from this based on cluster statistic Q can 

be said to have structure. From this we can infer that clusterable structure is one where the 

probability of a point in a dataset occurring is not equal. It can be said that a similar assumption 

is made by the gap statistic as it also uses a uniform distribution, however the purpose of this 

method is not for identifying clusters in a dataset. M3C uses a gaussian distribution as a basis 

for a reference dataset. This has a different assumption about which data are not clusterable. 

Points in a gaussian distribution are more likely to occur at some points rather than others; 

however it can be said that there are no clusters because the data derives from a single 

distribution. Therefore data has clusterable structure when data contains multiple distributions.  

However many clustering studies and studies proposing new cluster methods define what 

clusters are, without reference to what they are not. One such definition is as follows: ‘The 

objects are clustered or grouped based on the principle of maximising the inter-class similarity 

and minimising the intra-class similarity’284. Similarity here is the inverse of distance, as defined 

by a distance metric. It is difficult to define a reference dataset based on this definition apart 

from one where the distance from each point to its k-neighbours is equal, yet this may be 

considered too rigid a definition of data without cluster structure. Arguably both pattern 

recognition and M3C define what clusters are a priori, here we will take a data driven approach 

by testing different methods of developing a reference dataset which intrinsically make different 

assertions about what clusters are. 

5.2.2. Aims  

Our aim is to develop a cluster evaluation method to detect if a dataset has a clusterable 

structure based on a statistic Q when using k-means. We also aim to see if datasets where 

clusters are present have better separation of outcomes thus can help find more useful clusters 

when subtyping diseases in EHR. 

5.2.3. Objectives  

1) Perform a systematic literature review to identify CVIs that can be used as a potential Q 

statistic 

https://paperpile.com/c/DtlZj7/f8szK
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2) Identify which CVI and random distribution method is the best at differentiating datasets 

with clusters to those without when used in MCHAMMER 

3) Test on EHR data to see whether clusters existing in a dataset generates more 

meaningful clusters 
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5.3. Identifying Cluster Validation Indexes: Literature review 

5.3.1. Aim 

The method outlined in Fig. 5.1 requires a CVI which measures the cluster structure. To identify 

the best CVI for this task we must first find a list of potential CVIs that measure cluster structure 

for use in k-means. To do this we perform a literature review.  

5.3.2. Methods 

5.3.2.1. Finding Cluster validation Metrics 

We conducted a systematic literature review of cluster validation metrics to identify potential 

CVI’s. We aim to identify CVIs that use structure as a basis for evaluating cluster performance.  

There were two ways we found cluster metrics from this approach: first from the methods 

proposed in papers we found, and secondly from the CVIs that these methods were 

benchmarked against. We searched the web of science core collection using the following 

terms: [cluster* or K-means] and [internal and validity].  

 

 Our inclusion criteria for the metrics were: 

1) A journal article or conference paper 

2) CVI is examining cluster structure rather than cluster stability or to identify cluster 

number. We defined this as any index that uses a measure of distance in their index 

instead of repeating the method multiple times. 

3) CVI is not too computationally complex as MCHAMMER involves finding the metric for 

100+ times on large datasets, thus if it is too complex MCHAMMER will take too long to 

run. We defined this as either the method takes greater than 10X longer to run 

compared to traditional methods or the complexity is greater or equal to with On3 or 

Omn2 where n is the number of observations and m is the number of variables. 

4) CVI is appropriate to use on K-means as MCHAMMER will be tested on K-means as a 

clustering method. We will define this as whether a paper specifies a different clustering 

algorithm for their CVI or if k-means is used when testing the method.  

5) A new CVI is being proposed, rather than an updated method or review of existing 

methods, this is so we can identify new method. 

6) For use on numerical data 
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5.3.3. Results 

Our search returned 991 results. After filtering based on titles and abstracts this was narrowed 

to 32 results. Of those 32 results, 10 were not for k-means, 11 did not propose a new metric, 1 

used only categorical data, 2 were not looking at cluster structure, and 6 were too complex (Fig 

5.2). This returned two new methods: CVNN285 and BWS286. 

 
Figure 5.2: consort plot showing reviews studies and reasons for exclusion 

https://paperpile.com/c/DtlZj7/Y1R9g
https://paperpile.com/c/DtlZj7/AJV6U
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To expand the list of CVIs we identified methods used in benchmarking new cluster methods 

from the 32 papers and selected methods used in more than one study and meets our inclusion 

criteria list. The methods gathered from benchmarking methodologies are Hubert's gamma[4,6], 

normalised Hubert's gamma285,287], silhouette score285–292, calinski harabasz index285–294, Davies 

Bouldin index285–293, Dunn index285–291,294, S DBW index285,287,291, SD index285,289. We also 

included IGP index286 as the approach used in this method differs from the others listed (this is 

described in further detail in the cluster validation indexes section). 

 

5.4. Methods  

5.4.1. Reference dataset methods  

We identified three methods to create reference datasets to generate the null distribution of 

𝑄from the original data for clustering used in the previous developments of these methods.  

1. Random Order: The reference dataset is generated by shuffling the order of the data 

points in each variable which removes correlation between the variables (b).  

2. Max Min: The reference dataset is generated from a uniform distribution between the 

minimum and maximum values of the variable (c). 

3. PCA-trans: This generates a reference dataset by finding the eigenvectors of the data set 

using PCA, these are then used to transform a random data set generated from a single 

gaussian distribution. The resulting data set is one with only one cluster yet maintains the 

relationships between the variables (d).  

https://paperpile.com/c/DtlZj7/ai3Km+Y1R9g
https://paperpile.com/c/DtlZj7/ai3Km+Y1R9g+rR8et+wj2HL+Jfp30+ip3Ug+Kg5KL+AJV6U
https://paperpile.com/c/DtlZj7/ai3Km+Y1R9g+rR8et+nXksh+wj2HL+Jfp30+ip3Ug+vwxsG+Kg5KL+AJV6U
https://paperpile.com/c/DtlZj7/ai3Km+Y1R9g+rR8et+nXksh+wj2HL+Jfp30+ip3Ug+Kg5KL+AJV6U
https://paperpile.com/c/DtlZj7/ai3Km+Y1R9g+rR8et+wj2HL+Jfp30+ip3Ug+vwxsG+AJV6U
https://paperpile.com/c/DtlZj7/ai3Km+Y1R9g+ip3Ug
https://paperpile.com/c/DtlZj7/Y1R9g+wj2HL
https://paperpile.com/c/DtlZj7/AJV6U
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Figure 5.3: The results of each transformation method on an original dataset a) original dataset 
generated using make_classifications tool in SKLEARN with 2 clusters, 2 dimensions and 100 
observation b) the results of the random shuffle transformation on the original data C) the results of Max 
min on the original data d) the results of PCA-trans on the original data  

5.4.2. Cluster Validation Indexes  

Hubert's Gamma  

Hubert's gamma statistic is a measure of how much the high distances between variables 

correlates with cluster membership. It uses 2 matrices, the distance matrix which was the basis 

of clustering (D), and a matrix recording cluster (C) membership, where the value at point (i,j) is 

1 if they are from different clusters and 0 if they are from the same. The statistic is shown in the 

equation 5.2, where M is the number of pairs, N is the number of observations and D and C are 

the matrices mentioned above. 

 

                                  (5.2) 
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Normalised Hubert’s Gamma 

Normalised Hubert’s Gamma Statistic is the normalised version of the statistic above. The 

normalised statistic is shown below (Equation 5.3)  where 𝜇 is the mean and 𝜃 is the variance 

                            (5.3) 

 

Silhouette score 

The silhouette score for an individual point is a measure of how much that point belongs to its 

assigned cluster. It can fall within the range of 1 and -1, with 1 showing better fit. It is defined as:  

                                                       (5.4) 

where a is the mean distance between individual point i  and other points in its assigned cluster, 

b is the mean distance from point i, and all the points in the nearest cluster. The overall 

silhouette score for a clustering solution is the mean of the silhouette scores for all the individual 

points.  

Calinski Harabasz index  

Calinski Harabasz index (CH) is a ratio of the degree of separation of cluster centres over how 

compact the clusters are. It is defined as:  

                                         (5.5) 

where Ck is equal to the centre of cluster k, g is the centre of the entire dataset, K is the number 

of clusters, and n is the number of points in the dataset. The higher the score, the better the 

cluster solution. 

Davies Bouldin index 

Davies Bouldin (DB) is a more simplified version of a silhouette score. It is the distance between 

each point in a cluster and its centre divided by the distance between the cluster centre and the 

next closest cluster centre. It is defined as: 

 

                            (5.6) 

where ci is the centre of cluster Ci. The lower the value, the better the clustering solution.  



210 

Dunn index 

The Dunn index is a measure of minimum separation between clusters divided by the maximum 

cluster diameter. There are several variations of the dunn index with different measurements of 

cluster diameter and separation. Here we have defined separation as the maximum distance 

between two cluster centres. Cluster diameter is measured by the mean distance of each point 

in a cluster to its centre (equation 5.7).  

                                       (5.7) 

Where ni are the number of points in cluster i. 

S Dbw index 

The S Dbw index is a measure of cluster scatter and cluster density. Density is defined as the 

number of points within r radius of a location where r is equal to the mean of the standard 

deviations cluster distances. The density between two clusters is measured as the density of the 

midpoint between two clusters divided by the max density of the centres of the two clusters as 

shown in equation 5.8. 

              (5.8) 

Where den(ci,cj) is the midpoint density and den(ci) is the density at the midpoint of cluster i. The 

density of each pair of cluster combinations are summed and divided by the number of 

combinations. 

The scatter of a cluster is the variance of a cluster divided by the variance of the whole dataset 

(equation 5.9). 

                                                 (5.9) 

The S Dbw index of a clustering solution is density + scatter. 

SD index 

The SD index is a measure of cluster scatter and cluster distance. Cluster scatter has the same 

definition as it does in S_Dbw and distance is measured through distance between cluster 

centres. These two scores are then added.  
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IGP index  

IGP does not look at cluster separation or compactness. The IGP score for one cluster is the 

sum of points in that cluster where its nearest neighbour is also in the same cluster. The IGP 

score of a clustering solution is the mean of that score.  

BWC index  

The BWC index of cluster i  is made up of two parts, first between(i) or b(i) which is the distance 

between the centre of cluster i and its next closest clusters and within(i) or w(i) which is the 

mean distance between all the points in cluster i and the centre. The relationship between b(i) 

and w(i) is shown below.  

 

                                     

       (5.10) 

The overall BWC index for a cluster solution is the mean of the scores for each cluster.  

CVNN 

CVNN is a measure of separation and compactness. Separation here is a measure of how 

many of each point’s k number of nearest neighbours are in different clusters. For each point in 

a cluster we identify its k nearest neighbours then a ratio of how many of those points are not in 

the same cluster divided by k is returned. The separation of a cluster is the mean of this score 

across all points. K is a parameter which needs to be defined. The study proposing CVNN as a 

method states that as values of k increases the total separation for a cluster solution will form a 

u shape with a minimum. To find the optimum value of k we find the separation at each value of 

k between 3 and number of points in the dataset/(3*number of clusters) and use the minimum 

value. Compactness for a cluster is the mean pairwise distance of each point in a cluster. CVNN 

is proposed as a method to identify the optimum number of clusters, so the separation and 

compactness of a cluster solution with a given number of clusters is normalised by dividing it by 

the max separation and compactness respectively for all potential number of clusters trialled. As 

we are not using the method to find the optimum number of clusters we normalise separation 

and compactness by taking the mean separation and compactness of each cluster divided by 
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the max separation and compactness of each cluster respectively, these two normalised values 

are then added together. 

5.4.3. Hypothesis Testing  

To see if the 𝑄-statistic based on a CVI for the original dataset is significantly higher or lower 

than the 𝑄 statistics of the null datasets we perform a one tailed hypothesis test which returns a 

p value. To get the p value we use the same method as outlined in M3C280 which is shown 

below:  

                                                           (5.11)  

Where B is the total number of reference datasets. The value for Ok changes depending on the 

CVI used as the𝑄statistic. If a smaller value of the CVI indicates a better cluster solution Ok is 

the number of 𝑄 scores from the reference datasets that are less that the 𝑄 score from the 

original dataset. If a larger CVI value indicates a better cluster solution then Ok is the number of 

𝑄scores which are greater than the 𝑄 score from the original dataset. If the p value is less than 

0.05 the 𝑄 score is found to be significantly higher ( or lower) than that of the reference datasets 

and the null hypothesis of ‘there is no cluster structure in the dataset’ can be dismissed.  

5.4.4. Full MCHAMMER method  

The full MCHAMMER method is based on the method shown in Fig 5.1 and described below 

using pseudocode. First the set of B number of reference datasets is generated using the 

chosen RDM (either min max, random shuffle or PCA-trans), based on the original D dataset for 

clustering. Then k-means is run on each dataset in the set of reference datasets and from those 

results clustering statistic Q is found based on the chosen CVI (as listed in the CVI section) 

which forms the null distribution ND. Then k-means is applied to the original dataset D, and the 

Q value is found for that solution. The P value is found for Q of the original dataset using 

equation 5.11, if P < 0.05 then the null hypothesis is rejected and the original dataset has a 

cluster structure. In the following experiments we will test combinations of each RDM and CVI 

within in this method by using either min-max, random shuffle or PCA-trans in step 2 to 

generate the set of reference data sets, and using one of the CVIs identified from the literature 

review in step 6 and 9.    

____________________________________________________________________________ 

https://paperpile.com/c/DtlZj7/nJOuy
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Input: Original data set D,  

          Number of reference datasets B 

Output: p value for the significance of Q statistic for original 

dataset D 

1  for i in [0 to B]:  

2 Generate RD using chosen RDM 

3 Set of reference datasets RDS <- RDS + RD  

4  for j in RDS:  

5 Find clustering solution of j using k-means 

6 Find statistic Q using chosen CVI  

7 Null distribution ND <- ND + Q 

8  Find clustering solution of D using k-means 

9  Find Qo of cof the cluster solution  

10 p = Run hypothesis test from equation 5.11 using Qo and ND  

11 if p <= 0.05:  

12 There is cluster structure  

13 else: 

14 There is no cluster structure 

 ____________________________________________________________________________ 
 

5.4.5. Evaluation Criteria 

We will identify  the best performing RDM CVI combination for MCHAMMER using the following 

evaluation criteria:  

1) Can the RDM CVI combination used in MCHAMMER find clusters in datasets with 

clusters 

2) Can the RDM CVI combination used in MCHAMMER find that there are no clusters in 

datasets without clusters 

3) Can the RDMM CVI combination used in MCHAMMER identify cluster number  

4) The RDM CVI combination’s success is not a result of extraneous factors such as 

increase in size of the dataset being compared.  

Additionally once we have found RDM-CVI combinations that satisfy the above criteria we will 

then investigate the following features:  

1) How does each RDM-CVI combination in MCHAMMER perform on real world datasets 

2) When clusters are found using each RDM-CVI combination in MCHAMMER, do those 

clusters have better separation of outcomes compared to datasets where clusters were 

not found.   
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5.4.6. Experiment 1 Negative controls  

The aim of this experiment is to see if any of the reference dataset method-Cluster Validation 

Index (RDM-CVI) combinations identify clusters in datasets where no clusters exist. 

5.4.6.1. Generating Test Datasets  

As the three methods of generating test data are based on two different ways of generating a 

random distribution - from a single gaussian distribution (pca trans) and a uniform distribution 

(random order and min max) two sets of test data sets need to be created using the alternate 

distribution. The pseudocode below shows the methods for generating each set of test datasets. 

To generate the uniform distribution test data to test PCA-trans we used the numpy function 

np.random.rand which returned a matrix 100 X 3 with values between 0 and 1. Test sets 

generated using a gaussian distribution also had the dimensions of 100 X 3, a mean of one and 

a standard deviation between 0.1 and 0.3 which was randomly selected.   
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______________________________________________________________________ 

Function: Generating a set of test datasets S for PCA-trans RDM 

Output: set of test dataset S with no cluster structure generated from 

a uniform distribution 

1  for i in [0: X number of test data sets]: 

2 generate test dataset TD using np.random.rand  

3   where: 

4     max(TD) = 1 

5     min(TD) = 0 

6     Number of observations = 100 

7     Number of variables = 3 

8 S = S + TD 

______________________________________________________________________ 

Function: generating a set of test datasets S for Min Max and random 

shuffle 

Output: set of test dataset S with no cluster structure generated from 

a gaussian distribution 

1  for i in [0: X number of test data sets]: 

2 generate test dataset TD using gaussian distribution 

3   where: 

4     mean = 1 

5     SD = random value between 0.1 and 0.3 

6     Number of observations = 100 

7     Number of variables = 3 

8 S = S + TD 

______________________________________________________________________ 

5.4.6.2. Clustering methodology  

K-means was applied to the data sets with 100 repeats and the optimum solutions based on 

within cluster sum of squares is returned. 3 different values of k are trialled - 2,4 and 5. These 

values were chosen to get a range of values for K, and results from the scoping review (chapter 

2) showed that 4 and 5 were the most common cluster numbers found in non-temporal studies. 

We did not include three as the experiments are very time intensive to lower the number of runs 

of MCHAMMER needing to be carried out.  

5.4.6.3. Experiment structure  

PCA trans: 

1) Generate a set of 100 test data sets using uniform distribution  

2) For k = [2,4,5] 
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a) Run MCHAMMER with PCA trans RDM, generating a set of 100 datasets 

b) Return p value for every CVI for each test set  

c) If p value is less than 0.05 then clusters have been found  

3) For each CVI across all test sets and value of k find % of cases where clusters were 

found 

Min Max and random order:  

1) Generate a set of 100 test data sets using gaussian distribution  

2) For k = [2,4,5]  

a) For RDMs min max and random order  

i) Run MCHAMMER with the chosen null distribution generating 100 null 

distributions  

ii) Return p value for every CVI for each test set  

iii) If p value is less than 0.05 then clusters have been found  

3) For each CVI for each RDM across all test sets and value of k find the % of cases where 

clusters were found. 

 

5.4.7. Experiment 2-Identifying clusters 

The aim of this experiment is to see if MCHAMMER can identify clusters in cases where there 

are clusters. We trial MCHAMMER with each RDM-CVI combination on datasets that contain 

clusters.  

5.4.7.1. Test dataset generation 

The sklearn.datasets function make_classifications is used to generate datasets with clusters in. 

This function generates clusters based on N distinct gaussian distributions where the number of 

noise variables and the separation between the clusters can be varied. We test 3 parameters 

within this: cluster number, noise variable - the number of variables not informative in the 

clusters and separation - how far apart the clusters are. We have three options for each 

parameter. In the function each group is generated within a hypercube and separation can be 

defined by how separated the hypercubes are. The values for each parameter are: 

Cluster number = 2,4,5 
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Noise variables = 10%, 30% and 50%. We selected these parameters to provide a range of 

difficulty within the clustering problems, as the literature review suggested that with several 

studies selecting variables manually without testing whether the features will be informative to 

the clustering.  

Separation = 0.5,1 and 5. We selected these variables based on visual inspection of the 

clusters to find clusters that did not appear visually separable, were slightly visually separable 

and distinctly separable.  

For each cluster number, noise variable and separation combination we generate 100 datasets 

all with 100 variables and 10 features, creating 27 different sets of test datasets. Where noise is 

smaller and separation is larger the clustering problem is easier.  

5.4.7.2. Cluster methodology  

We run k-means using the same method as experiment 1. 

5.4.7.3. Experiment structure  

1) Generate 100 test datasets for each cluster number-noise variable and separation 

combination.  

2) Run MCHAMMER with each RDM-CVI combination where k = the number of clusters in 

the test dataset, generating 100 reference datasets  

3) Find the p-value for each RDM-CVI combination for each test set, if the p value is less 

than 0.05 clusters have been found  

4) For each set of test sets find the % that clusters have been found for each RDM-CVI 

combination   

 

5.4.8. Experiment 3- Identifying Correct cluster number 

Here we examine whether MCHAMMER can find the correct number of clusters.  

5.4.8.1. Test set generation  

The test sets were generated using the same method in Experiment 2.  
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5.4.8.2. Clustering method  

K-means was run using the same methods in the experiments before. 

5.4.8.3. Deciding k  

Mchammer is run with values of k = 2,4 and 5, the lowest p value for all the values of k is taken 

as the optimum value of k 

5.4.8.4. Experiment structure 

1) Generate sets of 100 test data sets for each cluster number, noise and separation value  

2) For each test dataset in each set 

a) Run MCHAMMER with each RDM-CVI combination for k = 2,4 and 5  

b) Return p values for each setting  

c) If for a single RDM-CVI combination the minimum p value for the values of k is 

that of the true cluster number return true, if not return false 

3) For each test set find the % number of cases where the true cluster number was found    

 

5.4.9. Experiment 4-Testing CVI Parameters 

During the creation of the reference datasets the sum of all the distances between each point in 

the dataset changes. If the CVI used returns a result which is relative to the sum of the 

distances between the points then differences between the CVI score returned for the original 

datasets and the reference datasets could be a results of a difference in the sum distances 

between all the points in the datasets and not due to a more clusterable structure. Therefore it is 

important to see if the score from each CVI increases as the sum of distances between each 

point increases.  

We generate test datasets generated from both uniform distributions and gaussian distributions 

increasing the total magnitude of the dataset. We use these two distributions as they are the 

distributions we sample from to generate the datasets without cluster structure. We will then run 

k-means, and retrieve the CVI score for each of the CVIs. We will then perform a linear 

regression to see if there is any relationship between total distance between all points in the 

dataset and CVI score.  
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5.4.9.1. Test data set generation  

We generate 100 datasets using a uniform distribution and 100 using a gaussian distribution 

using the same method used in experiment 1. We then multiply the datasets by 1,3,5 and 10 

creating 400 different datasets for each distribution type with different total distance between all 

points. 

5.4.9.2. Cluster method  

For each dataset we will conduct k-means as it has been carried out in the above experiments, 

and then find the CVI for the resulting cluster solution. For each dataset we will conduct k-

means when k = 2,4 and 5.  

5.4.9.3. Statistical analysis  

We will first find the total sum of distances between each point in the dataset using the formula 

below.  

                                             (5.12) 

We will then use linear regression to find if there is a relationship between CVI and total sum of 

distances.   

5.4.10. Experiment 5- Real Data sets  

Here we examine how well MCHAMMER performs on real world datasets. This is in both 

identifying whether there are clusters in the dataset as well as identifying the correct cluster 

number compared to the CVI’s that MCHAMMER has used. 

5.4.10.1. Datasets  

We identified 6 datasets from the UCI machine learning dataset repository that are commonly 

used for benchmarking clustering algorithms, these were: The iris dataset253,295, the wisconsin 

breast cancer dataset296, the ecoli dataset set297,298, the wine dataset299, the glass dataset300 and 

the yeast dataset301. The features of these datasets are shown below (Table 5.3). 

 

 

 

 

https://paperpile.com/c/DtlZj7/a8za1+zeIyB
https://paperpile.com/c/DtlZj7/4uY0X
https://paperpile.com/c/DtlZj7/FHIt5+x99F5
https://paperpile.com/c/DtlZj7/sF3vw
https://paperpile.com/c/DtlZj7/wvHrk
https://paperpile.com/c/DtlZj7/bJipK
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Table 5.1: Variables of real datasets  

Name Variables Observations 

Number of 

clusters Variable types Missing data 

Breast cancer 30 569 2 Numerical No 

ecoli 7 336 8 Numerical No 

glass 9 214 6 Numerical No 

iris 4 150 3 Numerical  No 

wine 13 178 3 Numerical No 

yeast 8 1484 10 Numerical No 

 

5.4.10.2. Data processing 

As each dataset is numeric we  standardised each variable in the data using the formula below:  

                                                                     (5.13) 

 

Where x is a value, μ is the mean for the dataset and σ is the standard deviation. Then we apply 

PCA to the standardised dataset returning the number of components that correspond to 90% of 

explained variance.  

5.4.10.3. Identifying clusters 

We run MCHAMMER on each dataset with the RDMs of random order and min max. Silhouette 

euclidean,CH,DB and BWC were used as CVIs. The presence of clusters was returned. 

5.4.10.4. Identifying correct cluster numbers  

Here we compare whether MCHAMMER is better at identifying the correct cluster number 

compared to all the original CVI’s used. To find the optimum cluster number according to each 

CVI we ran k-means on each processed real data set for k = 2-12, we then found the score for 

each CVI for each of the results of k-means, we then found based on those scores what would 

be the optimum cluster value, which is either the maximum or minimum score depending on the 

CVI. 
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To find the optimum cluster value for MCHAMMER with 500 null datasets with random order 

and min max as RDMs and silhouette euclidean,CH,DB and BWC as CVIs with the minimum p 

value across the values of k is taken as the optimum value of k    

5.4.10.5. Identifying clusters with true labels  

As it could be that MCHAMMER could not find clusters due to the labels that k-means returned 

so we then tested whether it would say there are clusters in the datasets when the original 

labels are used.   

 

5.4.11. Experiment 6 - A better CVI  

Here we use the components of the original 12 CVI’s to see if we can develop one that is better 

at distinguishing datasets with and without clusters. To generate a new clustering method we 

have identified all the separate methods of compactness and separation that make up the 

cluster statistics used. 

Compactness methods: 

● Mean distance from each point to the centre of each cluster. 

● Maximum distance from each point to the centre of the cluster. 

● Maximum distance between two points in a cluster. 

● Mean maximum distance for each point in a cluster. 

● Mean distance of all points to all points. 

● Radial density (from S-Dbw). 

Separation methods: 

● Distance between cluster means. 

● Distance between cluster midpoints  

● Scatter (from S-Dbw) 

● Nearest neighbour separation (from CVNN).  

For metrics that are per cluster we take the mean, maximum and minimum for all the results 

across the clusters.  
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5.4.11.1. Dataset generation  

To compare each method to see if it can find a difference between datasets with clusters and 

datasets without clusters we generated two types of data without clusters and two types of data 

with clusters. 

5.4.11.2. Data without clusters  

We used two methods to generate data without clusters, a uniform distribution and a gaussian 

distribution, we generated 100 datasets with 5, 10 and 20 dimensions. 

5.4.11.3. Data with clusters  

We have two ways of generating clusters: the first is generating clusters from multiple gaussian 

distributions which have been used above, and the second is generating spherical clusters 

using the sklearn function make blobs from the package datasets. There are five parameters 

that can be varied in this, radius of each cluster, cluster number, number of dimensions, 

separation, and noise. Cluster number, number of dimensions and radius can be generated 

within the function, radius through setting the standard deviation of each cluster. Cluster 

separation can not be set however cluster centres can be so to determine separation we set the 

distance between two cluster centres to be:  

                   (5.14) 

Where σ is the standard deviation for each cluster and sep is a user defined separation value for 

each cluster.  

To generate noise variables we ran make blobs total dim - noise variables, and then randomly 

generated from a uniform distribution the number of noise variables and combined the datasets. 

5.4.11.4. Datasets  

The parameters we varied were: 

Cluster number = 2,3,4 

Dimensions =5, 10,20  

Separation = 0.5,1,3 

Noise variables =0% 20% 50%  
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For each combination of parameters (81 combinations) we made 100 datasets each for each 

cluster generation method. To generate cluster labels we applied k-means for when k equals 

the k set to generate the data, for the circular clusters we also used the original cluster labels.  

5.4.11.5. Analysis  

We found the score for each compactness, separation and overall metric listed above for each 

dataset. We then standardised the results using equation 5.13 to make the cluster scores 

comparable. We then found the mean across each parameter combination. We then found the 

biggest difference in the means between datasets with clusters to those without when matched 

on cluster number and number of dimensions. For each method we then found the mean of 

these means, the range, and how frequently the differences in the means were either positive or 

negative which we called one-sidedness.  

We then took the methods with the biggest mean difference in separation and compactness. To 

identify which mathematical relationship between the separation metric and the compactness 

metric generated the biggest difference between clustered data and non clustered data we 

found the mean difference between clustered and non clustered data as carried out above for 

separation*compactness, separation/compactness, compactness/separation and separation + 

compactness. 

5.4.11.6. Evaluation  

To assess the performance of the newly generated CVI we re-run experiment 1 to see if it finds 

clusters where there are none, experiment 2, identification of clusters and experiment 5 real 

world data sets. 

5.4.12. Experiment 7 Analysis of outcomes   

Here we want to examine if MCHAMMER finding a cluster structure in data is related to finding 

more meaningful clusters. One way of assessing the meaningfulness of clusters when finding 

subtypes of diseases is by seeing if the clusters have a significant difference in clinically 

meaningful outcomes. We will examine if disease subtypes found through MCHAMMER are 

more likely to have statistically significant outcomes. 
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5.4.12.1. Dataset generation  

Here we generate data using clustEHR which generates realistic synthetic EHR clusters with 

relevant clinical outcomes, that allows you to control the difficulty of the clustering problem 

through added noise variables and separation of clusters. Separation of clusters is defined by 

either having clusters that are separate diseases or separate conditions within the same 

disease.  

To generate the datasets we varied the following parameters: 

Cluster number: 2-6 

Equal sized clusters: True or false, if clusters were equal size there were 200 patients per 

cluster, if unequal a random number between 50 and 400 was selected for each cluster  

Separation: disease based clusters, inter-disease condition based cluster  

Variable to noise variable ration: 1:1, 4.6:1, 8.3:1 and 12:1, and four datasets with no noise.  

This generated 160 clusterable datasets. Each data set contained data for clustering, cluster 

labels and outcome variables.  

5.4.12.2. Pre processing 

To process the data before clustering we took the cluster data of the data generated by 

clustEHR, the synthetic EHR data generator that generates data with known clusters (chapter 

4). The data was then scaled using equation 5.13. We then applied PCA returning the number 

of components that corresponds to 90% of variance explained. 

5.4.12.3. MCHAMMER  

For each processed dataset we ran MCHAMMER with the min max method and silhouette 

score with euclidean distance, CH, DB and BWC as CVI’s. We generated 500 null distributions 

and ran k-means where k equals the number of clusters in the original dataset. We then 

returned the p value and the cluster labels for the original data set as found by k-means.  

5.4.12.4. Cluster outcomes 

To assess whether the clusters found by k-means have significantly different outcomes we ran 

an anova statistics test for each of the outcomes where the independent groups and the 
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dependent variable is the outcome. We then find the % of outcome variables that are 

significantly different out of all the total outcome variables.  

5.4.12.5. Analysis  

To find if there is an association between whether MCHAMMER finding clusters and significant 

differences in outcomes in the clusters we performed a t-test for each CVI, with the dependent 

variable as whether clusters were found the dataset and the dependent variable being the % of 

outcomes that were found to be significantly different between clusters. We applied a bonferroni 

correction to account for multiple comparisons.  
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5.5. Results  

5.5.1. Experiment 1 - Negative control 

 
Figure 5.4: shows the percent of times that each RDM-CVI found clusters in test datasets without 
clusters in. The red line is at 5 percent 

In this experiment we tested each RDM-CVI combination in MCHAMMER identifying clusters in 

datasets without clusters which were defined as data generated from a uniform and gaussian 

distribution. We set a 5% cut off that any RDM-CVI combination that found clusters more than 

5% of times is counted as not useful 

 The best performing RDM-CVI combinations are: min max with Hubert's gamma index, 

silhouette Euclidian score, silhouette cosign score, CH index, DB index, Dunn index, SD index, 

IGP and BWC, Random order with silhouette euclidian score, silhouette cosign score, DB score 

and CVNN, and pca trans with hubert's gamma, silhouette cosign score, S_Dbw index and 

CVNN (Fig. 5.4).  
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Min max performed the best out of all the RDMs not finding clusters in any of the test data sets 

using 7 of the 12 CVIs. PCA-trans performed the worst of the methods finding clusters a mean 

of 31% of times across all CVIs (Fig. 5.4,Table 5.1). 

Table 5.2: The percent of times each RDM-CVI combination found clusters where there were none 

CVI PCA-Trans Min Max Random order 

hubert's gamma 0.0 0.0 6.0 

norm gamma 97.0 54.7 6.7 

silhouette 

euclidean 56.0 0.0 5.0 

silhouette 

cosine 5.0 1.7 3.7 

CH 53.0 0.0 7.3 

DB 39.7 0.0 4.7 

dunn 42.3 0.0 5.3 

SD_score 24.0 0.0 6.0 

S_Dbw 1.0 33.0 4.3 

IGP 18.3 2.0 6.7 

BWC 40.3 0.0 6.3 

CVNN 1.0 9.0 2.7 

Silhouette cosign score was the best performing CVI not finding clusters in any of the RDMs, 

closely followed by hubers gamma and CVNN. Normalised gamma performed the worst, finding 

clusters when combined with any of the three RDMs. The results from this experiment alone can 

not be used to determine whether a RDM-CVI combination can be used to discern whether 

there are clusters in a data set. It could be that a given combination will state that there are no 

clusters in a dataset without clusters but also find no clusters in a dataset with clusters. So to 

identify the best performing RDM-CVI combination we must combine these results to the results 

in experiment 2. 

5.5.2. Experiment 2 - Identifying clusters  

In this experiment we identified RDM-CVI combinations that were the best at identifying clusters 

in a dataset with clusters, with clusters that varied in noise variables and degree of separation. 

The best performing RDM-CVI combinations over all test sets were min max with silhouette 
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euclidian score, CH, DB  and BWC and random order with silhouette euclidian score, CH, DB 

and BWC (Fig. 5.5, Appendix Table 5.1). 

S_Dbw was the worst performing method finding clusters a mean of 3% of times, this is followed 

by CVNN and Hubert's gamma which only succeeded in finding clusters in well separated 

clustering problems when combined with random order and norm gamma which only succeeded 

in finding clusters in well separated clustering problems when combined with PCA-tran.   

PCA-trans was the worst performing RDM only finding clusters in the most well separated 

clustering problems. This could be due to the data with less separated clusters being more 

similar to the transformed data based on a gaussian distribution thus the resulting CVIs having 

closer scores. 

Interestingly there is a pattern across all RDM-CVI combinations that when separation is 0.5 

less noise results in poorer ability to find clusters. This may be due to increased noise allowing 

clusters to be found that are not the same as the clusters generated.  

Combining these results with those from experiment 1 we are able to identify RDM-CVI 

combinations that can discriminate between clustered data and non-clustered data. The best 

performing of these are CH and DB combined with min max. These combinations never 

identified clusters when they did not exist and identified clusters when they did exist 94% and 

97% of the time respectively. This was followed by silhouette euclidian score and BWC. The 

random order method was better at identifying clusters in these selected CVIs however found 

more false positives in the experiment above.  
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Figure 5.5: shows the percent of times each RDM-CVI combination in MCHAMMER identified clusters in 

clustering problems with varying levels of noise variables and separation between clusters. 3X3 square 

represents one RDM-CVI combination with each individual square representing a set of test datasets with 
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a set percentage of noise variables and separation between the clusters. The top left square represents 
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the easiest clustering problem and the bottom right square represents the hardest. 
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5.5.3. Experiment 3 - Identifying the correctly cluster number  

Here we tested to see which RDM-CVI combination in MCHAMMER performed the best at 

identifying the correct cluster number (Fig. 5.6, Appendix Table 5.2). Similar to the results in 

experiment 2, silhouette euclidean score, CH, DB, Dunn and BWC using the random order 

distribution method and silhouette euclidean score, CH and DB with the min max distribution 

method all performed well in identifying cluster number. BWC and Dunn did not perform 

sufficiently well at identifying the correct cluster number with the min max method.  

Interestingly two CVI’s that performed badly at identifying clusters in data sets: Hubert’s gamma 

with min max distribution and S_Dbw with min max and random order distributions. This 

highlights that it is not necessarily the case that a CVI that is good at identifying cluster number 

is good at determining whether clusters exist in a dataset. However Hubert’s gamma did 

perform worse with the easier clustering problems. 

CVNN was the worst performing CVI on average, identifying the correct cluster number only 

41% of times. PCA trans again performed the worst out of all the distribution methods only 

finding the correct cluster number when they are well separated. 
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Figure 5.6: shows the percent of times each RDM-

CVI combination in MCHAMMER identified the 

correct cluster number in clustering problems with 

varying levels of noise variables and separation 

between clusters. 3X3 square represents one RDM-

CVI combination with each individual square 

representing a set of test datasets with a set percent 

of noise variables and separation between the 

clusters. The top left square represents the easiest 

clustering problem and the bottom right square 

represents the hardest. 
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5.5.4. Experiment 4 - Testing CVI parameters 

Here we examine the relationship between each CVI and the sum distance between all points in 

the data set for uniform distributions and gaussian distributions respectively (Fig. 5.7 and Fig. 

5.8.) to see if the CVI changes as a result of increased distance in the dataset, as this could 

lead to spurious identification of clusters in MCHAMMER. To further test this relationship we 

also carried out a linear regression for each of the variables controlling for the number of 

clusters. The results of this are shown in Table 5.2. These results show that there is a 

relationship between CVI and total distance between points in three CVIs: hubert's gamma, 

normalised hubert's gamma and S DBW in both gaussian distributions and uniform distributions, 

however there is no significant relationship in the current best performing RDM-CVI 

combinations - min max with CH, DB, BWC and silhouette with euclidean distance did. This 

indicates that the difference in CVI score found between the original cluster data set and the null 

distribution generated data sets is not due to a possible change in the sum distance between all 

the points in a dataset.  
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Figure 5.7: The relationship between CVIs and the sum distance between all points in the dataset with 
datasets generated by a gaussian distribution 
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Figure 5.8: shows the relationship between CVIs and the sum distance between all points in the dataset 
with datasets generated by a uniform distribution  
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Table 5.3: linear model results for the relationship between CVIs and the sum distance between all points 

in the dataset with datasets generated by a uniform distribution 

Metric 

Clusters 

found Coefficient Distribution 

Hubert's gamma TRUE 12681.84 Gaussian 

Norm gamma TRUE -26398.51 Gaussian 

Silhouette euclidean FALSE 10506.39 Gaussian 

Silhouette cosine FALSE -1495.32 Gaussian 

CH FALSE 86.06 Gaussian 

DB FALSE -516.03 Gaussian 

dunn FALSE -1401.70 Gaussian 

S Dbw FALSE -1648.17 Gaussian 

SD TRUE -4083.87 Gaussian 

IGP FALSE -12174.92 Gaussian 

BWC FALSE 1098.13 Gaussian 

CVNN FALSE 631.74 Gaussian 

Hubert's gamma TRUE 12509.38 Uniform 

Norm gamma TRUE -54461.26 Uniform 

Silhouette euclidean FALSE -8298.91 Uniform 

Silhouette cosine FALSE -12380.27 Uniform 

CH FALSE 46.74 Uniform 

DB FALSE 10775.10 Uniform 

dunn FALSE -10402.44 Uniform 

S_Dbw FALSE 3170.12 Uniform 

SD TRUE -13050.90 Uniform 

IGP FALSE -12031.61 Uniform 

BWC FALSE -17811.54 Uniform 

CVNN FALSE -5916.77 Uniform 
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5.5.5. Experiment 5 - Real Data sets 

5.5.5.1. Identifying clusters 

In this experiment we see how MCHAMMER performs at identifying clusters in real world 

datasets (Table 5.4). Clusters were not found with random order with silhouette using euclidean 

distance and min max with silhouette with euclidean distance, CH and DB. Clusters were found 

in the breast cancer dataset for random order with CH and DB. Random order BWC found 

clusters in the breast cancer data set, the ecoli data set and the yeast dataset. Min max 

distribution with BWC found clusters in the ecoli dataset, the iris dataset and yeast dataset.  

Table 5.4: If MCHAMMER identified clusters in the real datasets for each RDM-CVI combination  

Data sets 

random 

order 

silhouette 

euclidean 

random 

order CH 

random 

order DB 

random 

order 

BWC 

min max 

silhouette 

euclidean 

min max 

CH 

min max 

DB 

min max 

BWC 

Breast 

Cancer FALSE TRUE TRUE TRUE FALSE FALSE FALSE FALSE 

ecoli FALSE FALSE FALSE TRUE FALSE FALSE FALSE TRUE 

glass FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE 

iris FALSE FALSE FALSE FALSE FALSE FALSE FALSE TRUE 

wine FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE 

yeast FALSE FALSE FALSE TRUE FALSE FALSE FALSE TRUE 

5.5.5.2. Identifying correct cluster numbers 

The results of each CVI optimum cluster number for each real data set is shown in Table 5.5 for 

original CVIs and Table 5.6 for MCHAMMER with different RDM-CVI combinations. Silhouette 

score with cosine distance was the best CVI at recovering cluster number, finding the correct 

cluster number 3 times. The MCHAMMER methods did not perform well at identifying the 

correct cluster number. Random order with silhouette score using euclidean distance, min max 

with silhouette score, DB and BWC all identified the correct number of clusters in the breast 

cancer data set however that is because they tended to identify 2 as the optimum number of 

clusters across all the datasets suggesting that these methods are biassed towards finding 2 

clusters. A similar pattern occurred with random order CH which identified the correct cluster 

number in the iris and wine data set however as it identified 3 clusters to be the optimum 

number of clusters in five out of six of the test data sets this may be because it tends towards 3 

being the optimum value of any dataset. Min max with CH correctly identified 2 clusters in the 
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breast cancer dataset and was the only method that identifies a correct cluster number without 

being biassed towards a singular cluster number. The correct cluster number for yeast and iris 

datasets was never found suggesting that all methods are not equipped for finding the correct 

cluster number in datasets with high number of clusters, suggesting a possible bias in the 

algorithm to predicting smaller numbers, or not being able to identify smaller gaps between 

clusters. One potential remedy could be investigating further approaches for the RDMs. 
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Table 5.5: The optimum number of clusters identified for each original CVI with the correct number 

highlighted 

 

True 

Clusters 

Hubert's 

gamma 

norm 

gamma 

silhouette 

euclidean 

silhouette 

cosine CH DB dunn S_Dbw SD IGP BWC CVNN 

Breast 

Cancer 2 12 4 2 2 2 2 2 11 2 2 2 9 

ecoli 8 12 5 6 5 6 6 5 11 2 2 6 12 

glass 6 12 4 2 6 9 9 2 11 4 4 4 7 

iris 3 12 2 2 2 12 2 2 12 2 2 2 11 

wine 3 12 3 3 3 3 3 2 10 3 3 3 5 

yeast 10 12 6 6 2 9 8 6 12 6 4 7 9 

 

Table 5.6: The optimum number of clusters identified by MCHAMMER for each RDM-CVI combination 

with the correct number highlighted   

 

True 

Clusters 

random order 

silhouette 

euclidean 

random 

order 

CH 

random 

order DB 

random 

order 

BWC 

min max 

silhouette 

euclidean 

min max 

CH 

min max 

DB 

min max 

BWC 

Breast 

Cancer 2 2 3 4 3 2 2 2 2 

ecoli 8 2 3 2 2 2 3 2 2 

glass 6 2 2 2 2 2 5 2 2 

iris 3 2 3 6 6 2 2 2 2 

wine 3 2 3 2 2 2 2 2 2 

yeast 10 2 3 4 5 2 4 2 2 

 

5.5.5.3. Identifying clusters with true labels 

MCHAMMER was not able to identify whether there were clusters in the real datasets, however 

this could be the fault of k-means not identifying the correct clusters. To test this rather than 

using the labels returned by k-means we used the true cluster labels in working out the CVI for 

each data set to see if MCHAMMER could detect clusters (Table 5.7). The best performing 

methods are min max with CH which found clusters in the breast cancer data set, the iris data 

set and the wine data set and min max with silhouette euclidean which found clusters in the 

breast cancer, ecoli and wine data sets. Clusters were always found in the wine data set.  
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Table 5.7: The optimum number of clusters identified by MCHAMMER for each RDM-CVI combination 

with the correct number highlighted   

Data sets 

random 

order 

silhouette 

euclidean 

random 

order CH 

random 

order DB 

random 

order 

BWC 

min max 

silhouette 

euclidean 

min max 

CH 

min max 

DB 

min max 

BWC 

Breast 

Cancer FALSE FALSE FALSE FALSE TRUE TRUE TRUE TRUE 

ecoli FALSE TRUE FALSE FALSE TRUE FALSE FALSE FALSE 

glass FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE 

iris FALSE FALSE FALSE FALSE FALSE TRUE FALSE FALSE 

wine TRUE TRUE TRUE TRUE TRUE TRUE TRUE TRUE 

yeast FALSE FALSE FALSE FALSE FALSE FALSE FALSE FALSE 

5.5.6. Experiment 6 - A better CVI  

In this experiment we tested different components of the 12 CVIs to see if we could generate a 

better performing metric. The best performing metric was the minimum value of the mean 

distance of each point to the centre of each cluster. This metric also shows that the difference 

between the compactness metric between data with clusters and without clusters is either a 

positive value or negative value 95.3 % of the time (Table 5.8). This shows that 95% of the time 

the compactness measure is greater(or smaller) than the data without clusters.   

 

Table 5.8: The top five best performing compactness measures by mean difference between data with 

clusters and data without clusters 

Types Minimum Maximum Range Mean One sided 

mean centre 

dist min -0.7510 0.0829 0.8339 0.2035 0.9531 

mean all min -0.7461 0.0818 0.8279 0.2004 0.9556 

mean centre 

dist mean -0.6595 0.0885 0.7480 0.1807 0.9420 

mean all mean -0.6559 0.0875 0.7434 0.1779 0.9358 

mean centre 

dist max -0.5772 0.1059 0.6831 0.1336 0.8815 

 

We performed the same experiment on metrics showing cluster separation (Table 5.9). The 

separation metric with the biggest standardised mean difference between data with clusters and 

data without is scatter (mean 0.111), however the metric measuring the maximum distance 
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between the midpoints of each cluster had a much higher percent of times where the difference 

between the means had the same value (scatter 78%, max midpoint dist 88%) so this would be 

a more appropriate choice for separation metric.  

 

Table 5.9: The top five best performing separation measures by mean difference between data with 

clusters and data without clusters 

Types Minimum Maximum Range Mean One sided 

scatter -0.628 0.129 0.756 0.111 0.778 

midpoint dist 

max -0.071 0.450 0.521 0.099 0.881 

midpoint dist 

mean -0.129 0.494 0.623 0.091 0.798 

mean centre 

dist max -0.154 0.495 0.649 0.082 0.733 

dataset 

meancenter 

dist mean -0.190 0.524 0.714 0.065 0.623 

 

The best compactness metric was minimum mean distance of all points to the centre for each 

cluster and the best separation metric was maximum distance between cluster midpoints. 

However to decide the best mathematical relationship between the two metrics we repeat the 

experiment but defining the overall metric as: compactness + separation, compactness / 

separation, separation / compactness and compactness * separation. The results of this are 

shown in Table 5.10. Compactness/ separation had the highest mean difference between 

datasets with and without clusters so this is the final metric.  

Table 5.10: Results of the differences between data with clusters and data without clusters for the best 

performing compactness and separation measures given different mathematical relationships 

Method Minimum Maximum Range Mean One sided 

comp/sep 0.1071 0.6013 0.4942 0.3200 1 

comp+sep 0.0256 0.8012 0.7756 0.2431 1 

compXsep 0.0367 0.4781 0.4414 0.1677 1 

sep/comp 0.0024 0.3135 0.3111 0.0520 1 
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5.5.6.1. Evaluation  

 
Figure 5.9: the percent of times clusters were identified in data with clusters under different conditions for 

noise and separation and those without using min max RDM   

 

Table 5.11: The p values of mchammer with dunn-min on real world datasets 

Data set Random order Min max 

breast cancer 0 0 

ecoli 0.99 0 

glass 0.99 0 

iris 0.43 0 

wine 0 0 

yeast 0 0 
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Though Dunn min performs well at finding clusters in in datasets where there are clusters and 

identified clusters (Fig. 5.9) in all the real datasets (Table 5.11)  it also finds clusters in datasets 

without clusters 26% of the time meaning that as a metric it is good at finding clusters because it 

has a tendency to find false positives meaning that this metric is not appropriate for use in 

MCHAMMER.  

5.5.7. Experiment 7 - Analysis of outcomes  

In this experiment we used synthetic EHR data generated by ClustEHR to see if identification of 

cluster structure resulted in a higher number of significant outcomes for each CVI. The 

relationship between p value returned by MCHAMMER when using each of the four chosen 

CVI’s and the percent of statistically significant outcomes is shown in Fig. 5.10. Here we can 

see that the only CVI to produce a negative relationship between p value and number of 

significant outcomes was CH, with all the others showing a positive relationship. This shows 

that, using CH as the Q statistic, when Q found in the original dataset is less similar from the 

null distribution of Q there are more likely to be more significant outcomes in the clusters. Fig. 

5.11 shows the differences in the percent of significant outcomes for when clusters were found 

or not.  
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Figure 5.10:  shows the relationship between p value and the percent of significant outcomes found for 
each CVI 

This shows that CH is the only CVI that had a higher proportion of significant outcomes when 

clusters were found compared to when clusters were not, reinforcing the relationship seen in fig 

5.11. A t-test (Table 5.12) shows that this relationship is significant and that  on average 12.5% 

more outcomes were found to be statistically significant when MCHAMMER with CH determined 

there were clusters. More significant outcomes were found when it was determined there were 

not clusters by the other three CVI’s but this was only found to be significant with BWC. 
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Figure 5.11: The percent of significant outcomes found data sets where clusters were found and datasets 
where clusters were not found for each CVI 

Table 5.12: t-test results for the difference between percent of significant outcomes found in datasets with 

clusters compared to those without, for each CVI 

CVI pval mean_dif bonferroni significant 

silhouette 

euclidean 0.3904930468 -4.295 0.098 FALSE 

CH 4.21E-05 12.495 0 TRUE 

DB 0.7686235378 -1.191 0.192 FALSE 

BWC 1.67E-06 -14.750 0 TRUE 
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5.6. Discussion 

5.6.1. Conclusion  

Here we developed a method called MCHAMMER for identifying clusters in a datasets. The 

method works by comparing the original cluster dataset to a set of reference datasets without 

clusters based on statistic 𝑄 which indicates the goodness of the cluster structure. After 

identifying 12 CVIS to use a potential Q statistic, and developing three methods for generating 

datasets without cluster structure we found that 4 methods performed the best at differentiating 

datasets with and without clusters and identifying cluster number which were CH, Silhouette 

score with euclidean distance, DB and BWC with min max method of generating  a reference 

dataset. We found that when using CH as the Q statistic, when clusters were identified in 

synthetic EHR data, these clusters are more likely to have significant outcomes compared to 

when clusters were not identified. 

To develop this method we needed to identify a way of generating the reference datasets, of 

which we tested 3: min max which took the minimum and maximum value from each variable 

and sampled from a uniform distribution to create a randomly generated dataset with the same 

ranges as the variables in the original dataset, pca trans which found the variance in the dataset 

using PCA and then transformed a gaussian distribution using the eigenvectors that were found 

through PCA, creating datasets that had the same variance as the original dataset and lastly, 

random order which shuffled the data in each individual variable to remove correlations between 

the variables. We also needed to identify the most appropriate metric for q. For this we selected 

12 commonly used CVIs.  

To identify which RDM-CVI combination was the best suited at identifying clusters we ran 

several experiments. Experiment 1 and 2 used synthetic data without clusters and with clusters 

respectively to examine whether each combination can identify clusters in datasets with clusters 

while not identifying clusters in datasets without clusters. The best performing combinations 

from these two experiments combined were min max and random order with silhouette score 

with euclidean distance, CH, DB and BWC. These combinations also succeeded at finding the 

correct cluster number in synthetic cluster datasets. As through transforming the data to 

generate the reference datasets, it could be that the differences in the CVI’s that lead to 

MCHAMMER identifying clusters are due to  a difference between the total distance  between 

all the points in the dataset. However we found no relationship between total distance and CVI 

with these CVIs. We tested MCHAMMERS performance  on real world datasets at both 
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identifying clusters and correct cluster number. MCHAMMER struggled to identify the existence 

of clusters both when labels from k-means was used and also when the true labels were used. 

The best performing methods were min max with CH and silhouette score. This may be in part 

due to the constraints of k-means the method places on the clusters it is meant to find, in that 

each cluster has to have equal variance across all dimensions and have clusters of equal 

density302. Other studies testing new cluster methods or benchmarking current methods have 

shown that k-means is out performed at recovering true cluster labels in these data sets147,303. 

This suggests that the lack of performance of MCHAMMER may be as a results of the 

restrictions of k-means, and as this method has been optimised for k-means it struggles to 

perform on real world datasets. Lastly one RDM-CVI combination, min max method with CH that 

found clusters where there was a greater number of significant outcomes compared to datasets 

where clusters were not found. Thus MCHAMMER using min max distribution and CH as a 𝑄 

statistic can not only discriminate between datasets with and without clusters but when clusters 

are found those clusters are more likely to be meaningful. 

5.6.2. Previous Research 

The best performing method for generating datasets with no cluster structure was one that was 

based on a uniform distribution similar to pattern recognition67 and gap statistic281. However 

unlike pattern recognition, gap statistic and M3C we arrived at this choice in a data driven way. 

Through comparing different methods we can conclude that we have experimentally shown that 

using a uniform distribution is the best at differentiating between clustered and non-clusterable 

data. Yet using a data driven approach to find the method for generating reference datasets and 

a statistic for Q does arguably mean that parameterising the output - what have we actually 

found in datasets with clusters - is harder. On one hand as it is compared to a uniform 

distribution, similar to pattern recognition, when we say data has a cluster structure, we are 

implying that each point is not equally likely to occur in a given area. However, as we have also 

refined our method through testing the RDM-CVI combinations on datasets which we have 

defined as ‘having clusters’, we have also defined what clusters are based on the definition of 

how clusters were generated for those datasets -generated from different distributions. To this 

end when someone uses MCHAMMER to identify whether there are clusters in a dataset what 

they are finding is whether that data set does not have a random structure but is biassed 

towards groups of points generated from different distributions.   

https://paperpile.com/c/DtlZj7/hWJM0
https://paperpile.com/c/DtlZj7/W49n4+p5U8J
https://paperpile.com/c/DtlZj7/7Xed1
https://paperpile.com/c/DtlZj7/NYNiy
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MCHAMMER can be used not only to identify whether there are clusters, but this information 

can be used at several points during the clustering pipeline. For example during variable 

selection to select which variables create the most clusterable data. Frequently before data is 

clustered a researcher will transform or process the data in some way to reduce the dimensions 

of the dataset or to put it into a form more appropriate for the clustering method. There are 

multiple different methods to conduct this and MCHAMMER could compare different pre-

processing methods to identify which one produces the most clusterable data.  

5.6.3. Strengths and Limitations  

The main strength of this method is the use case, there are currently no tools available which 

allow users to check whether there are clusters in their dataset before they begin their cluster 

analysis based on cluster structure. This is especially important as commonly used cluster 

methods such as k-means will always return clusters whether they exist in the data or not. 

Secondly we have shown that when MCHAMMER with CH using min max as a RDM identifies 

clusters in a dataset that these clusters have more significant outcomes than datasets where no 

clusters have been identified. This may have merit when using clustering to identify subtypes of 

diseases as the resulting clusters are more likely to have difference in outcomes thus are more 

likely to be clinically meaningful.  

There are however limitations to this method. It struggled to identify clusters in real datasets 

commonly used for benchmarking clustering metrics and methods as well as identify the correct 

cluster number. However this could be because the assumptions of k-means are not suited to 

the data which is highlighted by the fact that several k-means metrics could not identify the 

correct cluster number 292,304 and that several clustering methods are more successful at 

recovering the clusters than k-means. We did further test whether MCHAMMER identified 

clusters when the true labels were used and CH with min max only found clusters in 50% of the 

datasets. This also could be because CH as a metric has been optimised for use on k-means. 

Another limitation is the CVI’s selected for the potential 𝑄 statistic. There are a subsection of 

CVI’s which use density as a factor in examining cluster structure291,292 however we did not 

include them as they are computationally complex and as MCHAMMER already takes a long 

time to run we did not want to increase that time. The CVIs proposed, although developed on 

the principle of measuring cluster structure, are tested and optimised for identifying the correct 

number of clusters. 

https://paperpile.com/c/DtlZj7/Kg5KL+TRxjP
https://paperpile.com/c/DtlZj7/Kg5KL+ip3Ug
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Lastly, as mentioned above, MCHAMMER is a slow method to run compared to conventional 

metrics as it has to generate and then run k-means on the number of datasets that make up the 

set of reference datasets. 

5.6.4. Future Research 

Future research could expand MCHAMMER for other clustering methods aside from k-means, 

this could involve developing a method and a set of criteria which allows a user to test a range 

of CVI’s for a chosen clustering method so they can identify which is the best one given a set of 

criteria, including how well it discriminates between datasets with and without clusters. This 

would allow for this methods use to be extended past k-means and include a range of CVIs. 

With these additional features, similar to clustEHR, this tool could be released as a python 

package for use by researchers in their cluster experiment pipeline. 

Further research also should be conducted into the relationship of cluster structure and useful 

cluster outcomes. This was examined here but due to the large scale of datasets tested 

individual investigation into what outcomes were significant and their relationship to the clusters 

were unable to be investigated.  

Lastly further research should be carried out into how this method can be used in the context of 

real data clustering study. This will be carried out in the next chapter repeating the experiment 

from chapter 3.   
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Chapter 6. Using MCHAMMER to find clusters in 

Alzheimer’s disease using electronic health records.  

6.1. Abstract  

6.1.1. Background  

From the scoping review in chapter 2 we identified the most common internal evaluation method 

for EHR clustering studies to be comparing the results of different clustering methods, with one 

approach using the existence of clusters in multiple methods to validate their existence. 

However, in our own case study (chapter 3), we found limitations of this approach as two 

separate methods may find similar clusters due to similar approaches in the methods. Based on 

this we developed the method MCHAMMER to test whether there is clusterable structure in 

data, however we have not yet tested how it can be used in a real world clustering experiment. 

Another finding from the scoping review was the different approaches to dimensionality 

reduction before clustering, this can also be investigated to see how different approaches affect 

cluster results.  

6.1.2. Aims  

Our aim is, through using the data from the initial experiment in chapter 3, to examine the 

effects of different data preprocessing and dimensionality reduction methods on cluster results 

and to use this experiment as a real world case study for how MCHAMMER can be used in 

clustering experiments.  

6.1.3. Methods 

Using the AD dataset from the original experiment we apply different data pre-processing and 

dimensionality reduction methods. We identify the best performing cluster solutions using 

MCHAMMER and cluster stability. We validate the findings to find the best overall cluster 

solution using silhouette score, predictive utility and replicability in external datasets. 

6.1.4. Results  

We identified 9646 AD patients and 8354 unspecified dementia patients for the clustering 

analysis. The three best performing cluster solutions as identified are MCA with 4 clusters, RBF 

kernel PCA with 2 clusters and MCA and PCA with 6 clusters. The overall best performing 
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method was MCA, the four clusters found were a heart and circulatory system disease cluster, 

early onset and mental health cluster, a male cluster with memory loss and a female cluster with 

motor problems. This solution had a silhouette score of 0.23, replicability in external datasets of 

72% and produced meaningful clusters. 

6.1.5. Conclusion 

We used MCHAMMER with k-means to find four clusters of AD using EHR. Through using 

MCHAMMER we can conclude that these are actual clusters and not artefacts of the method. 

This is because k-means will always return clusters even if there is no cluster structure in the 

dataset, therefore we use MCHAMMER to test beforehand through comparing the data with 

data with no clusterable structure . One particular cluster-the early onset and mental health 

cluster was found in previous experiments and in previous research. Further research should be 

conducted into this cluster to examine the relationship between depression and anxiety 

diagnoses and AD.  
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6.2. Introduction  

In chapter 3 we conducted a clustering study of AD patients in EHR which compared the results 

from four different clustering algorithms. Each algorithm produced different clustering results but 

we used the recurrence of one particular cluster, the early onset and mental health cluster as 

validation that this cluster exists and is not an artefact of the methods used. However this may 

not be a valid assumption as it is unknown whether those clustering algorithms have similar 

methods and will always find similar clusters in any dataset. To address this we developed 

MCHAMMER which tests whether there is clusterable structure in the data set through 

comparing it to a set of datasets without clusters using the Calinski Harabasz cluster validation 

index to see if there is a significant difference in the results. Here we will examine how 

MCHAMMER performs in a real world clustering experiment using the same data as the 

experiment in chapter 3.  

 

In the scoping review in chapter 2 we found that there were a variety of different methods used 

to transform the data for example through applying dimensionality reduction methods before 

clustering. As this is an important step in clustering, we also aim to identify the different 

functions of data transformation as well as examine the effects of different methods of 

dimensionality reduction on the resulting clusters.  

6.2.1. Previous research  

We identified a range of data transformation methods used in EHR clustering studies in our 

scoping review. However a large minority did not conduct any transformation. The simplest 

method used was z score normalisation which scales the variables so they are all in the same 

range, this stops variables with larger ranges forming a greater proportion of the dissimilarity 

score which underlies many clustering algorithms. TFIDF can transform variable counts or 

binary variables into numerical variables based on the frequency. One study uses TFIDF to pre-

process data in a clustering study investigating clinical treatment of sepsis. The raw data for this 

study contained a large number of count variables so using TFIDF allowed for additional 

information about how common or rare each clinical procedure was before subtypes were found 

using latent Dirichlet allocation122. PCA is a commonly used dimensionality reduction method 

used in conjunction with k-means. It was used in one study finding subtypes of patients who are 

at risk of emergency room revisits43. Here the study used it as their data contained numerical 

variables, and used to aid clustering through lowering the number of dimensions. MCA is a 

dimensionality reduction method comparable to PCA but for categorical variables. Due to this it 

https://paperpile.com/c/DtlZj7/aH0x7
https://paperpile.com/c/DtlZj7/ARvCG
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is used in multimorbidity studies where the input variables are binary, representing whether a 

patient has a disease or not. As MCA transforms binary variables into numerical variables it 

allows the data to be clustered using a numerical clustering method. One study clustering 

COPD patients based on a range of symptoms, comorbidities and demographic factors34, used 

MCA though through doing so had to transform numerical variables into categorical variables. 

Through this process, information about the ordinal nature of those variables are lost. A way of 

overcoming this is to use MCA on the categorical variables and PCA on the numerical ones, 

which was carried out by one study conducting fuzzy clustering to examine multimorbidity121. 

This had the benefit of not losing information in converting one type of variable to another while 

resulting in data which are all numerical, as there are more fuzzy clustering methods for 

numerical data than mixed data. However, the data which some studies are clustering is more 

complex, such as longitudinal or sequential data. As PCA assumes linear relationships between 

data this might not always be the best method to use to capture all the information in these 

relationships. One study looking at sequential information of workflows in heart failure uses 

kernel PCA 116 as a dimensionality reduction technique which transforms the data using a 

polynomial kernel to find non-linear relationships. Some studies generate their own model to 

transform the data, one study creates patient embeddings based on an auto encoder 48. An auto 

encoder is a multi-layered neural network in which the input data is the same as the output data. 

In the centre of the neural network there is a layer that has fewer nodes than the original data 

has variables, so the values at that layer are a lower dimensional representation of the original 

data. This is beneficial in this use case as it can allow for the messy and mixed data of EHR, 

deal with complex and longitudinal relationships in the data with minimal information loss. This 

study then goes on to find clusters of multiple diseases using hierarchical clustering which is a 

simple out the box method.  

 

From these studies we can ascertain the different roles that data transformation plays before 

data is clustered:  

Standardisation: This is to make sure each variable has the same range so the disimilarity 

score between each observation is not skewed by a variable with a bigger magnitude. This is 

the only function fulfilled by z-score normalisation which is the simplest data transformation 

listed above. 

Transformation of variable types: This is turning the data from categorical to numerical data, 

such as using MCA on categorical data giving a numerical output or in cases where there is 

https://paperpile.com/c/DtlZj7/WzHst
https://paperpile.com/c/DtlZj7/z7RH8
https://paperpile.com/c/DtlZj7/D2vfI
https://paperpile.com/c/DtlZj7/DQP1E
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mixed data types using both MCA and PCA, or an autoencoder, to return a dataset which is all 

the same variable type. 

Reduce number of dimensions: This is valuable as higher dimensional data results in less 

difference in the dissimilarity scores making the results from k-means less stable. PCA, both 

kernel and linear, MCA and auto encoders all aim to do this while retaining as much information 

in the data as possible.  

Remove correlation: This is important as when correlated variables are included in k-means 

the dissimilarity between patients gets weighted in favour of the correlated variables. PCA and 

MCA return orthogonal variables with no correlation between them.  

Encoding additional information: transforming the data can also help to encode additional 

information into the patient vectors being clustered that would not otherwise be detected, or not 

properly represented, by a given clustering algorithm. For example when clustering 

multimorbidity, the data is either 0 or 1 for whether each patient has a given disease. If a 

disease is rare, that includes no extra weight compared to a common disease, however using 

TFIDF the data is transformed to include information about the frequency of the disease giving 

rarer diseases higher value thus contributing more to the dissimilarity score before clustering. 

Similarly k-means or hierarchical clustering can not utilise information on the order of events or 

temporal information such as when patients are diagnosed with diseases and in what order, 

which is one of the benefits of using EHR data. However transforming this information into a 

patient vector through using an autoencoder or other specifically designed statistical or deep 

learning model can allow that information to be present in a form that can be used by out of the 

box clustering methods. 

Performing data transformation on EHR data before clustering ideally should perform some if 

not all of these requirements. However this step still needs to produce data that creates stable, 

well structured meaningful clusters. Here we aim to examine how different data transformation 

processes lead to different clusters using the same AD data from the original experiment. 

Through using MCHAMMER we will be able to check that the data does have clusters through 

comparison with a set of datasets without clusterable structure based on the Calinski Harabasz 

cluster validation index.  

6.2.2. Aim  

The aims of this experiment are to examine the effects of different pre-processing methods on 

AD clusters and to provide a case study of how MCHAMMER could be used in a real world 

clustering experiment.  
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6.2.3. Objectives  

1) To identify and characterise clusters found in AD when using MCHAMMER  

2) Examine several ways of preprocessing the data to get different representations of the 

data to find the best clustering solution  

3) To provide a case study of how MCHAMMER can be used in a clustering experiment  
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6.3. Methods  

6.3.1. Data transformation 

Here we use the term data transformation to refer to two steps: data pre-processing and 

dimensionality reduction. Data pre-processing encapsulates any changes to the already 

selected variables prior to dimensionality reduction. The AD EHR dataset contains three data 

types: numerical, binary and categorical so the first step is to process the data so it is all the 

same data type, as many dimensionality reduction methods only allow for one data type. The 

second step is dimensionality reduction which reduces the number of variables in a dataset and 

removes correlated variables. One objective of this experiment is to see if there are clusters in 

this dataset, however that can depend on the space which the data is transformed to after 

dimensionality reduction. The data transformation methods detailed above can be used as both 

pre-processing and dimensionality reduction methods. Here we will test different pre-processing 

and dimensionality methods to find which processes result in the most clusterable data.  

6.3.1.1. Pre-processing techniques  

Categorisation  

For dimensionality reduction techniques that only allow categorical data, numerical data has to 

be transformed into categories, for this, similar to chapter 3 we split the age of onset into 

quintiles. This has one limitation in that it loses ordinal information, the first quintile for age is 

seen as equally different to the second as it is to the fifth, similarly with ordinal categorical 

variables such as smoking status the current smoker category is seen as equally different to 

non-smoker as it is to ex-smoker.  

Term frequency - inverse document frequency  

To change the binary variables into continuous variables we can apply TF-IDF which is a 

popular method of vectorising text documents in natural language processing(NLP). When 

processing nlp datasets, there is a dataset or corpus of text variables, known as documents284. 

The simplest way to transform this into a numerical matrix is to have each document as a row 

and every word that appears in the corpus as a column. For each word in each document there 

is a count of how many times that word appears. The problem with this method is that it will 

overrepresent common words such as ‘and’ or ‘the’. To rectify this TFIDF takes a measure of 

how frequently this word occurs in the document out of how many total words in the document, 

but it is weighted against how frequent that word is across the whole corpus. This is shown 

below in equation 6.1.  

https://paperpile.com/c/DtlZj7/f8szK
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                                                          (6.1) 

 
 

Where i is how many times the word occurs in a document, d is the number of words in that 

document, N is the number of documents and dfi is how many documents that word appears in. 

To translate this method for use with clinical data i would be whether a patient has a comorbidity 

or symptom so will either be 1 or 0. The resulting value will be higher if the patient has fewer 

comorbidities and symptoms, and also if that comorbidity/symptom is rarer throughout the entire 

dataset, this reflects the importance an individual variable has in the patient's clinical profile. 

This has been used in previous clustering studies36,40,122 and has been shown to increase 

performance in prediction tasks using ICD-10 codes305. 

 

Ordinal categorical variables to numerical variables.  

Smoking status is arguably an ordinal variable as each possible category of non-smoker, 

current smoker and ex-smoker are not equally distant from each other. To convert this to a 

numerical variable we encode non-smoker as 0, ex-smoker as 1 and current smoker as 2.  

 

Scaling  

For the numerical dimensionality reduction methods, it is necessary to scale the variables as 

when measuring variance, the variables with a greater range will have more weight on the 

components then those without. To rectify this we scale each variable in the dataset to be 

between 1 and -1 using the following equation (equation 6.2). 

 

                                                               (6.2) 

 

Where x is a value, μ is the mean for the dataset and σ is the standard deviation. 

6.3.1.2. Dimensionality reduction  

Multiple correspondents analysis  

Multiple correspondents analysis (MCA) is a dimensionality reduction technique for categorical 

variables, which returns a matrix representing the observations in a geometric space. It works 

https://paperpile.com/c/DtlZj7/aH0x7+umHS5+ZM724
https://paperpile.com/c/DtlZj7/Mq5X0
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via finding the identity matrix, where each row is an observation and each column is a category 

of a variable in the original data, where there is a 1 if that category is seen in the observation or 

0 if it is not. This table is then standardised by dividing Xij by the sum of row i, and column j. 

Applying PCA on this transformed matrix returns the observations represented in the factor 

space169.  

 

Principle component analysis  

Principle component analysis (PCA) is a dimensionality reduction technique which aims to 

reduce the number of dimensions in a dataset while keeping as much of the information as 

possible. It does this by finding the eigenvectors and values of the covariance matrix of the 

original dataset, then selecting the number of eigenvectors for either the number of dimensions 

that should be returned or that correspond to a % of variance explained.  

 

Kernel PCA  

One limitation of PCA is that through using covariance, it is using a linear relationship in the 

data to reduce the data, however it may be that the data has a non linear structure which if 

reduced with PCA will lose too much of the variance/information306. To allow this relationship to 

be found we can project the original data into a higher dimensional feature space where the 

number of dimensions is equal or greater to the number of observations. The problem with this 

is that it becomes much more computationally expensive running PCA in a dataset with much 

higher dimensions. We can map 𝐗 into a higher dimensional space using the function Φ, and we 

can represent this by 𝐗→Φ(𝐗) (equation 6.3). A kernel function has a special property where in   

                                                   (6.3) 

Using a kernel function mitigates the cost of high dimensionality due to a mathematical marvel 

called the kernel trick in that. one does not need to use the entire transformed matrix in an 

algorithm (right side of equation 6.3) as if at some point in that algorithm a the dot product of the 

original matrix is used, one can substitute the kernel of the dot product of the original matrix thus 

saving computational time141.  

There are many different kernel functions that can be used, the simplest kernel function is a 

linear one in which as PCA already performs a linear transformation (equation 6.4), so when 

using kernel PCA with a linear kernel, the result will be the same as standard PCA.  

                                                              (6.4) 

Two other popular non-linear kernels are the polynomial kernel and the radial basis function 

(RBF) kernel. The polynomial kernel is defined as (equation 6.5): 

https://paperpile.com/c/DtlZj7/bEGAR
https://paperpile.com/c/DtlZj7/U7pPi
https://paperpile.com/c/DtlZj7/7uvah
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                                                   (6.5) 

Where c is a fixed constant and d is the order of the polynomial.  

The RBF kernel is shown below (equation 6.6). 

                                        (6.6) 

Where  is the euclidean distance of the two vectors squared and ɤ is a parameter to 

be tuned. Transformations using an RBF kernel can reduce concentric circles or spheres into 

linearly separable groups307 (Fig 6.1,Fig 6.2):  

 
Figure 6.1: sample data of 2 clusters with a concentric sphere structure in three dimensions. Image 

source: Wang, Quan. (2012). Kernel Principal Component Analysis and its Applications in Face 

Recognition and Active Shape Models.  

 

 

 
Figure 6.2: data from Figure 6.1 after being reduced using RBF kernel PCA. Image source: Wang, Quan. 

(2012). Kernel Principal Component Analysis and its Applications in Face Recognition and Active Shape 

Models.  

 

https://paperpile.com/c/DtlZj7/BLSzn
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The different parameters and data types used for each dimensionality reduction method are 

shown below(table 6.1) . As with all these methods it is possible to set the number of 

components to return, this can be defined as the number of components that explain 90% of the 

variance of the original dataset. Through doing this we can compare these methods on the 

clusterability of the data they return, while standardising the information loss between them.   

  



263 

Table 6.1: Data types, relationships found and parameters of MCA, PCA and kernel PCA 

Method Data types  Relationships Parameters  

MCA Categorical - Number of components returned  

PCA  Numerical linear Number of components returned 

Polynomial kernel PCA Numerical non-linear D-power of polynomial equation  
C - constant 
Number of components returned  

RBF kernel PCA numerical non-linear γ 
Number of components returned 

6.3.2. Experiment Methods  

6.3.2.1. Data  

The data included is the same from the initial experiments in chapter 3, with the same study 

population criteria, variables and outcomes. We did not include number of consultations as an 

outcome as that is more reflective of the comorbidities in the clusters than the type of AD that 

the cluster has.  

6.3.2.2. Data cleaning 

The data was processed in the same way as the initial experiments, but to make sure there is 

enough coded information in the clustering analysis each patient required 2 or more records of a 

symptom or comorbidity.  

6.3.2.3. Data Pre-processing  

As the output of the dataset contains three different types of data: binary, ordinal and numerical, 

and all of the dimensionality reduction techniques only take one data type, we need to process 

the remaining data types to return a dataset which contains only data of the same type.  

Pre-processing for dimensionality reduction techniques  

Numerical data to Binary data:  

We transform numerical data to categorical data by splitting it into quintiles and then one hot 

encoding the data.  

 

Ordinal data to Binary data: 

Ordinal variables were one hot encoded  
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Ordinal data to numerical data: 

Each category in a variable was ranked for example : non smoker, ex smoker, current smoker 

and given a number corresponding to their rank : non smoker=0, ex smoker=1, current 

smoker=2.  

 

Binary data to numerical data: 

There are several different methods of processing binary data:  

 

No pre-processing:  

As binary variables can be interpreted numerically (the values are either 1 or 0) they do not 

have to be pre-processed, however as the basis of PCA is forming a covariance matrix a 

covariance matrix of binary data may lead to the most representative reduction of the data141.  

 

TFIDF 

TFIDF was applied to all symptoms and comorbidities using equation 6.1 where count i is 

always equal to one. Gender was not included in this analysis as it does not make contextual 

sense to include that variable in the analysis.  

 

MCA  

MCA is used as a dimensionality reduction technique but can be used to transform the binary 

variables to numerical variables as the results from MCA is a numerical matrix. We performed 

MCA on all binary variables returning a matrix corresponding to 90% of explained variance.  

Dimensionality reduction 

MCA  

We pre-processed the original dataset using the methods above to turn numerical and ordinal 

data to binary data. We then applied MCA and returned the number of components that 

corresponded to 90% of the variance explained. 

 

PCA  

We transform the binary and categorical variables using each of the methods above, we then 

normalise the dataset by subtracting the mean of each variable from each value in the variable 

and divide by the standard deviation. We then apply PCA returning the number of components 

that correspond to 90% of the variance explained. 

https://paperpile.com/c/DtlZj7/7uvah
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RBF kernel PCA  

The data is pre-processed and normalised as with PCA, we then transform the data using RBF 

kernel PCA with Y= 0.5 divided by the number of variables, returning the number of components 

that correspond to 90% of the variance explained. 

 

Polynomial kernel PCA  

The data is pre-processed and normalised as with PCA, we then transform the data using 

polynomial kernel PCA with the power of the polynomial d = 3 and the coefficient c = 0 the 

number of variables returning the number of components that correspond to 90% of the 

variance explained. 

6.3.2.4. Processed datasets 

As there are three methods to transform the binary data to numerical data (no transformation, 

TFIDF and MCA) we then use the three versions of PCA in conjunction with these three 

methods generate 9 transformed datasets, as well as the dataset transformed using MCA to 

create ten total datasets. The pre-processing and dimensionality reduction methods for each of 

those datasets is shown in table 6.2 and Fig 6.3.  
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Figure 6.3: Data 

transformation 

methods starting 

with data pre 

processing where 

4 data 

preprocessed 

datasets are 

made; categorical 

data, numerical 

data, TFIDF and 

MCA processed, 

the second step is 

dimensionality 

reduction where 

the categorical 

dataset is 

transformed by 

MCA, the other 

three are all 

transformed by 

PCA, polynomial 

kernel PCA, and 

RBF kernel PCA to 

create 10 

transformed 

datasets, this is 

then run through k 

means with 

possible cluster 

numbers between 

2-8 generating 70 

possible cluster 

solutions.  
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Table 6.2: Each data pre-processing and dimensionality reduction method tested  

Dataset 
name 

Numerical 
variables 

Ordinal 
variables  

Binary 
variables 

Dimensionalit
y reduction 

Variance 
explained 

Additional 
Parameters 

MCA Split into 
quintiles 

One hot 
encoded 

same MCA 90%   

PCA same Given a number 
according to 
rank 

same PCA 90%   

RBF Kernel 
PCA 

same Given a number 
according to 
rank 

same RBF kernel 
PCA 

90% γ=0.5/ 
number of 
variables 

Polynomial 
Kernel PCA 

same Given a number 
according to 
rank 

same Polynomial 
kernel PCA 

90%  D=3 
c=0 

TFIDF and 
PCA 

same Given a number 
according to 
rank 

Symptoms 
and 
comorbidities:
TFIDF 
gender:same 

PCA 90%   

TFIDF and 
RBF Kernel 
PCA 

same Given a number 
according to 
rank 

Symptoms 
and 
comorbidities:
TFIDF 
gender:same 

RBF kernel 
PCA 

90% γ=1/ number 
of variables 

TFIDF and 
Polynomial 
Kernel PCA 

same Given a number 
according to 
rank 

Symptoms 
and 
comorbidities:
TFIDF 
gender:same 

Polynomial 
kernel PCA 

90%  D=3 
c=0 

MCA and 
PCA 

same Given a number 
according to 
rank 

MCA PCA 90%   

MCA and 
RBF Kernel 
PCA 

same Given a number 
according to 
rank 

MCA RBF kernel 
PCA 

90% γ=1/ number 
of variables 

MCA and 
Polynomial 
Kernel PCA 

same Given a number 
according to 
rank 

MCA Polynomial 
kernel PCA 

90%  D=3 
c=0 
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6.3.2.5. Cluster methods 

We used k-means to cluster the data with 100 initialisation, to find the optimal value of k we 

evaluated k=2-8  

6.3.2.6. Selecting best dataset and K  

We used two methods for selecting the best dataset and cluster number  

 

MCHAMMER  

We ran MCHAMMER 500 times on each dataset for cluster numbers 2-8 using the min max 

method of generating a null distribution and CH as cluster statistic q. If the p value returned was 

less than 0.05 it was interpreted as a cluster structure existing in the dataset.  

 

Cluster stability 

As more than one dataset-k combination was suggested to have clusters we also used cluster 

stability as a metric for deciding cluster number. Cluster stability measures whether the clusters 

keep reappearing when the cluster method is repeated on the same dataset, with the idea that if 

the same points do not continuously form the same cluster then that cluster is not ‘stable’ and 

does not truly exist.  

This is carried out in the same way as in the initial experiment where the processed cluster data 

is bootstrapped generating a dataset with the same dimensions but with some points re-

sampled and others not included. We then run k-means on the bootstrapped dataset with k 

equalling the same as in the original clustering solution. We then calculated the Jaccard’s score 

for each cluster between the original clustering solution and the bootstrapped version, which is 

the number of points that occur in both original cluster X and bootstrapped cluster X divided by 

the total number of points in both. We then found the mean Jaccard’s score across all clusters. 

We then repeated this method 100 times and found the mean Jaccard’s score for each cluster 

and for the clustering solution as a whole.  

 

To determine the best clustering solution from the best dataset and k value we had four criteria  

● The highest mean Jaccard’s score 

● No cluster with a mean Jaccard’s score < 0.85  

● Clusters found as indicated by MCHAMMER 

● Disparity in maximum and minimum cluster size less than a third of the number of 

patients  
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6.3.2.7. Cluster characterisation  

We counted the prevalence of each category in percent, with the exception of onset age where 

we found the mean. To find if the differences between groups was significant for each variable 

we then conducted a chi squared test for categorical and binary variables and an ANOVA test 

for numerical variables, we then adjusted the returned p values using Bonferroni correction to 

account for multiple comparisons, if the adjusted p value is less than 0.05 the group difference 

is considered to be significant.  

6.3.2.8. Cluster outcomes 

Cluster outcomes were defined in the same way as the initial experiment. These were:  

MMSE score decline per year: The mini mental state exam is a cognitive test to test memory 

performance in patients with suspected AD, when multiple tests are performed we can use this 

to measure the memory decline in patients. We identified the MMSE score recorded closest to 

AD onset (as defined in the initial experiment), and the latest MMSE score recorded. We found 

the rate of decline via dividing the difference between the two scores by the difference in years 

of the dates they were taken.  

 

Number of missed appointments per year: missed appointments was defined through the 

CALIBER phenotype, we found the sum of the number of missed appointments between 

diagnosis and end of the observation period and divided by the number of years.  

 

Length of time on AChIs: Acetylcholinesterase inhibitors are a common initial pharmaceutical 

intervention for AD that help mitigate the symptoms. However as they do nothing to slow 

disease progression there reaches a point where it is no longer useful or practical to prescribe 

them177. This was found using the same method in the initial experiments. We found any 

product prescribed to the patient that contained Donepezil, Rivastigmine or Galantamine. We 

found the length of time the prescription is meant to be prescribed and then identified the next 

GP consultation after that as the time at which the GP found it no longer necessary to prescribe 

AChI’s. We then subtracted this date from the date of diagnosis.  

 

Time until moving home: This was found using the same method as before where any change 

of address was interpreted as moving house or into an assisted living environment or care home 

to be able to access better care. We then found the difference between date of diagnosis and 

https://paperpile.com/c/DtlZj7/1vfh8
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change of address. We then found the proportion of each cluster that moved each year after 

diagnosis. 

 

Mortality: We found the proportion of each cluster that died per year after diagnosis. 

6.3.2.9. Statistical tests  

To compare MMSE score decline per year, number of missed appointments per year and length 

of time on AChIs we used an ANOVA test, to compare time until moving home and mortality we 

used a cox proportional hazard ratio test, finding the hazard ratio for each cluster compared to 

every other cluster, we also visualised the survival rate using a Kaplan Meier curve which 

produces a survival curve showing the probability of an event (either death or moving home) 

from time since AD diagnosis.  

6.3.2.10. Cluster Validation  

Cluster structure  

To examine whether the clusters had good structure we found the silhouette score of the 

clustering solution as well as plotting a silhouette plot. 

Cluster predictive utility 

Here we determine whether the clusters are good at predicting useful clinical outcomes. 

However, to show the clustering process is useful they need to be better at predicting outcomes 

than using the individual variables used in clustering experiments, without clustering them 

beforehand. To do this we compare how good just the cluster labels are at prediction, compared 

to a model using the raw variables. If the clusters can predict the outcomes better than a model 

with the raw variables it shows that there is a hidden latent factor that is not only driving the 

clusters but also leading them to be a better predictor of a given outcome. We assess how well 

the cluster labels predict the outcomes of MMSE score decline per year, Time on AChI’s and 

number of missed appointments per year.  

 

Raw variable model 

We split the data set into a training and test set with 80% of the data in the training set and 20% 

in the test set. We convert smoking status, an ordinal variable, to numbers as outlined above. 

There was no other pre-processing carried out on the variables. We use a trained linear model 

to predict the outcomes based on the raw variables in the training set. We then used the trained 
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model to  predict those outcomes on the test set. We found the mean squared error and the 

mean absolute error of the predicted outcomes of the test set.  

 

Cluster model  

As the clusters are discrete entities we take the medians of each outcome for each cluster and 

used that as the predicted value for the outcome of that cluster. We split the dataset into a 80:20 

training and test sets. We found the median values of the outcomes for each cluster in the 

training set. To find the predicted  outcome of the test set we returned the median score from 

the training set for the cluster they belonged to. We then used this to find the mean squared 

error and the mean absolute error. We then compared the two models to see which model had 

the lowest error.  

Cluster reproducibility  

Here we determine whether repeating the same cluster process in different datasets can identify 

the same clusters. This is to see whether the clusters found are specific to the dataset used or 

can be generalised.  

 

Test datasets  

We defined two test datasets in the same way as the initial experiment:  

● AD test data set: We selected a random sample of 25% of all practises, all the patients 

from these practises formed the AD test data set.  

● UD test data set: This dataset is made up of patients with the read code of ‘dementia’ 

without a specific subtype defined.  

 

Pre processing and k-means  

We used the same preprocessing steps as the original pre processing steps to process and 

reduce the dimensions of the test datasets. We then applied k-means with k equal to k in the 

original analysis with 100 iterations.  

 

Finding true cluster labels  

To find the true cluster labels of each point in the test datasets we trained a random forest 

classifier on the original dataset with the cluster labels as the variable being predicted. Random 

forests are an ensemble supervised machine learning classifier based on decision trees. The 

model bootstraps the training data and generates a decision tree based on that data, it repeats 
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this n number of times, resulting in n number of decision trees141. To predict the cluster number 

the test data is run through all the trained decision trees and the class label that the majority of 

trees predict is returned as the overall predicted class label. It has benefits over a decision tree 

as it does not overfit. There are two parameters which can be optimised when training a random 

forest, first maximum tree depth which corresponds to the maximum number of branches  a 

point has to travel to get to the final node, and number of trees, this is the number of decision 

trees which form the forest. To train the random forest classifier we split the dataset into a 70:30 

train test split. We test the parameters of 20,30,40 and 50 for tree depth and 200, 30, 400 and 

500 for the number of trees. The model with the highest accuracy is used. We then predict the 

true labels of the clusters using this model. We then return the concordance between the k-

means labels for each test set and the predicted label (Fig 6.4).  

 
Figure 6.4: Reproducibility validation flow diagram: (1) splitting AD cohort into training and test sets, (2) 

finding clusters for patients in AD training set, (3) splitting the AD training data set into a random forest 

training and cross validation set and training a random forest, (4) labelling test dataset with trained 

random forest (gold standard) labels, (5) repeat cluster method, (6) find \percentage_sign concordance 

between gold standard and cluster labels to quantify replicability  

https://paperpile.com/c/DtlZj7/7uvah
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6.4. Results  

6.4.1. Cohort 

We found 9,649 patients that satisfied the cohort criteria, this was split into two datasets with 

7,207 patients in the AD trial dataset and 2,442 in the AD test dataset. The UD dataset had 354 

patients. The patient selection is shown below (Fig 6.5).  
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Figure 6.5: CONSORT diagram showing inclusion and exclusion of AD and UD datasets. Abbreviations: 

AD: Alzhiemer’s disease, UD: Unspecified Dementia 
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The variables of each data set are shown in the tables below (table 6.3) 

 

Table 6.3: percent prevalence of variables in the AD train dataset 

Variable Type Variable 

AD training 

dataset 

AD test  

dataset 

UD test  

dataset Full Cohort 

Demographics 

Onset age in years 

80.56 (SD 7.9 

years) 

81.3(SD 7.8 

years) 

82.34(SD 7.9 

years 

81.49(SD 7.9 

years) 

Female 65.6% 65.52% 66.67% 66.09% 

Non smoker 62.05% 63.68% 64.77% 63.53% 

Ex smoker 33.09% 31.57% 30.75% 31.80% 

Current smoker 4.86% 4.75% 4.48% 4.67% 

Symptoms 

Confusion 23.84% 22.77% 31.46% 27.23% 

Memory Problems 66.38% 62.86% 47.56% 57.17% 

Neuropsychological 

symptoms 44.22% 42.14% 50.02% 46.63% 

Motor problems 11.42% 15.56% 15.47% 13.86% 

Comorbidities 

Atrial fibrillation 10.1% 10.16% 14.34% 12.08%% 

Anxiety comorbidity 19.54% 18.63% 19.24% 19.28% 

Hyperglycemia 1.11% 1.35% 1.3% 1.23% 

Rheumatoid 

arthritis 2.23% 1.84% 2.25% 2.19% 

Stroke 1.28% 1.23% 1.9% 1.56% 

Hearing loss 29.83% 30.71% 29.46% 29.78% 

Depression 

comorbidity 23.98% 22.93% 27.17% 25.32% 

Kidney disease 22.08% 20.35% 19.94% 20.85% 

Heart failure 5.65% 5.24% 9.38% 7.33% 

Atherosclerosis 4.12% 3.69% 3.38% 3.72%% 

Cancer 24.09% 24.57% 22.33% 23.34% 

Hypertension 58.47% 57.78% 59.29% 58.76% 

Diabetes 13.08% 13.76% 13.68% 13.45% 
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6.4.2. Selecting pre-processing method and cluster number  

Dimensionality reduction 

We generated 10 different datasets with different methods of processing the cluster data and 

dimensionality reduction techniques (Appendix figure 6.1). When inspecting the results from 

methods that used TFIDF as a pre-processing step for binary variables we found that the 

dimensionality reduction, and thus resulting clusters, were driven by the presence or absence of 

gender or which smoking status category the patient belonged to. For this reason, we decided 

not to include these transformed datasets as possible datasets for clustering. This suggests, in 

this use case, we could not balance using TFIDF in a way that makes contextual sense 

considering the data, and also produce meaningful cluster results.  

 

MCHAMMER and Jaccard's score results  

We ran MCHAMMER to identify which processed dataset and cluster numbers were found to 

have clusters as well as finding each cluster solution's stability (Fig 6.6, Appendix Table 6.1).  

16 out of 70 of the possible combinations were found not to have clusters in them which were 

MCA when k = 2,3, PCA when k = 2,3 TFIDF when k = 2, TFIDF and polynomial kernel PCA 

when k=2 and MCA and PCA  where k = 2,3 and 4 and all cluster numbers with MCA and 

polynomial kernel PCA. Interestingly 7 out of 16 of the clustering solutions that were found not 

to have clusters had clusters all with a mean Jaccard’s score of over 0.85 suggesting that even 

though all the clusters are stable, they do not appear significantly different from clustering a 

dataset with no cluster structure.  

 

Table 6.6 shows the best performing dataset and cluster numbers, showing only the 

combinations where clusters were found, all individual clusters in each solution had a mean 

Jaccard’s score of > 0.85, these were then ordered by mean Jaccard’s score. The best 

performing datasets were polynomial kernel PCA when k = 2 and 3 with a mean Jaccard’s score 

of 0.98 and 0.97. However when inspecting the cluster results we found that the clusters were 

made up of one large cluster containing either 7127 or 7036 patients with one or two small 

clusters of 80 patients, or 80 and 91 patients. This was considered to not be useful clustering 

solutions as most of the patients are in the same cluster so we disregarded these results. The 

next best performing results are MCA with 4 clusters, RBF kernel PCA with 2 clusters and MCA 

and PCA with 6 clusters all with a mean Jaccard’s score of 0.93. As they all appear equally 

good clustering solutions based on the criteria defined we categorised all three solutions.  

https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#D2L_fig_ref_the%20results%20of%20MCHAMMER%20and%20cluster%20stability%20for%20each%20transformed%20dataset%20for%20k=2-8
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Figure 6.6: the results of MCHAMMER and cluster stability for each transformed dataset for k=2-8 
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Table 6.4: The results of MCHAMMER and cluster stability for the best performing datasets 

Data 

transformation 

method k 

Jaccard’s 

stability  

Polynomial Kernel 

PCA 3 0.98 

Polynomial Kernel 

PCA 2 0.97 

MCA and 

PCA 6 0.93 

MCA 4 0.93 

RBF Kernel PCA 2 0.93 

MCA and 

PCA 8 0.92 

MCA and 

RBF Kernel PCA 2 0.92 

MCA 7 0.86 

 

6.4.3. MCA with four clusters 

6.4.3.1. Cluster characterisation  

Cluster 1 heart and circulatory system comorbidity cluster n = 1379 

Cluster 1 is 55.3% female with an average onset age of 85 years old which is the oldest onset 

age of all the clusters (Fig 6.7,Table 6.5) . Compared to the other three clusters the patients 

have low symptom prevalence across all symptoms with the lowest level of neuropsychological 

symptoms (21.6%) and confusion (16.1%) (Fig 6.8,Table 6.5). This cluster does however have 

very high levels of comorbidities, with the highest prevalence of atrial fibrillation (32%), 

hyperglycaemia (3.1%), kidney disease (64.1%), heart failure (22.0%), atherosclerosis (10.3%), 

hypertension (86.6%) and diabetes (32.1%)  (Fig 6.9,Table 6.5). This cluster contains 74.3% of 

all of the patients in the cohort that have heart failure, as well as 61.4% of those with atrial 

fibrillation and 55.4% of those with kidney disease. Due to the high disease burden of diseases 

that affect the heart and circulatory system this cluster is characterised as the heart and 

circulatory system comorbidity cluster.  

 

Cluster 2  early onset mental health cluster n = 1761 
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Cluster 2 is 80.0% female with an onset age of 74.2 years which makes it the cluster with the 

earliest mean onset by 5 years. It also has the highest number of current smokers (10.8%) (Fig 

6.7, Table 6.5). It has a diverse symptom profile with the highest prevalence of 

neuropsychological symptoms (65.0%) and confusion (28.5%) (Fig 6.8, Table 6.5). It also has 

the highest prevalence of depression (48.4%) and anxiety (40.0%) (Fig 6.9,Table 6.5)  with the 

majority (50% in both cases) of patients with depression and anxiety belonging to this cluster. 

As both depression and anxiety are mental health diseases we will characterise this cluster as 

the early onset and mental health cluster.  

 

Cluster 3 male cluster with memory loss  n = 1823 

Cluster 3 is mostly male (77.1%) with an onset age of 79 years old (Fig 6.7,Table 6.5) with over 

half the cluster consisting of ex smokers (53.5%). It has the highest prevalence of memory 

problems as a symptom (83.8%) with the lowest prevalence of both confusion and motor 

symptoms (18.4% and 6.9% respectively, Fig 6.8,Table 6.5). Two comorbidities in this cluster 

are higher than in other clusters which are hearing loss (38.8%) and cancer (32.0%) (Fig 

6.9,Table 6.5) however, this is only slightly higher than the prevalence of these diseases in 

cluster one. This cluster will be characterised as the male cluster  

 

Cluster 4 Female with motor problems n = 2244 

This cluster is nearly all female (93.9%) with an onset age of 84 years, which is the second 

oldest mean onset age; it also has the highest percent of non-smokers (82.8%)  (Fig 6.7,Table 

6.5). It has the lowest prevalence of memory symptoms (54.2%) but the highest of motor 

problems (16.6%) which accounts for 45.5% of all patients with motor problems (Fig 6.8,Table 

6.5). This cluster does not have the highest prevalence of any comorbidities but does have the 

second highest levels of hypertension (77.5%) and rheumatoid arthritis (3.0%) (Fig 6.9,Table 

6.5). This cluster will be characterised as the female cluster with motor problems  
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Figure 6.7: percent prevalence of demographic variables, and mean onset age by cluster for MCA 

dimensionality reduction 

 

 
Figure 6.8: percent prevalence of symptoms by cluster for MCA dimensionality
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Figure 6.9: percent prevalence of comorbidities by cluster for MCA dimensionality  
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Table 6.5: Percent of each value for each cluster with the MCA dataset where starred values indicate 

significant difference 

 1 2 3 4 

Female 55.26* 79.87* 22.88* 93.89* 

onset age 8.05* 39.82* 4.37* 22.01* 

non smoker 10.37* 0.88* 4.88* 2.32* 

ex smoker 32.56* 1.1* 6.76* 6.24* 

current smoker 31.25* 13.11* 32.03* 22.37* 

memory 16.1* 29.51* 18.46* 28.21* 

confusion 1.89* 10.75* 5.62* 1.29* 

motor 10.08* 48.38* 7.89* 25.31* 

neuropsycholog

ical 32.05* 4.99* 11.07* 9.58* 

anxiety 

Comorbidities 49.75* 21.83* 53.55* 15.95* 

atherosclerosis 38.14* 16.9* 38.9* 28.12* 

atrial fibrillation 21.97* 0.66* 1.48* 2.94* 

cancer 3.12* 0.55* 0.51* 0.8* 

depression 

Comorbidities 86.58* 27.98* 43.84* 77.45* 

diabetes 64.1* 2.58* 6.7* 24.15* 

hearing loss 58.96* 70.05* 83.87* 54.23* 

heart failure 9.72* 10.7* 6.87* 16.62* 

hyperglycaemia 21.68* 65.0* 45.03* 40.55* 

hypertension 48.37* 67.42* 40.83* 82.75* 

kidney disease 85.05* 74.23* 79.02* 84.13* 

rheumatoid 

arthritis 1.02* 3.07* 1.31* 3.03* 

stroke 2.83* 0.44* 1.19* 1.07* 

6.4.3.2. MCA cluster outcomes  

Cluster 2, the early onset and mental health cluster was found to have the fastest rate of decline 

as judged by decrease in MMSE score per year, dropping on average 3.6 points a year, with 

cluster 1 having the lowest rate of decline dropping only 2.3 points a year however this 

difference was not found to be significant (Fig 6.10 A, Appendix Table 6.2). Cluster 2 was also 
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found to have the longest time being treated with AChIs, for an average of 3.5 years compared 

to 2.3 years, 3.2 years and 2.9 years for clusters 1,3 and 4 respectively (Fig 6.10 b,  Appendix 

Table 6.2). This difference was found to be significantly different. Cluster 2 also had the highest 

number of missed appointments, with on average 3.9 missed appointments per year with cluster 

3 having the closest with 1.8 missed appointments per year, this difference is also found to be 

significant (Fig 6.10c, Appendix Table 6.2). There is an increased risk of patients in cluster 4, 

female with motor problems cluster, having to reside in residential care, compared to patients 

not in cluster four (HR 1.17 CI:1.07-1.27,Fig 6.11, Table 6.6) with a lower risk in other clusters. 

This is interesting as cluster 4 and 1 have very similar ages of onset yet only cluster 4 is high 

risk for moving house. Cox proportional hazard ratio was used to assess the mortality risk and 

risk of moving home for a cluster compared to patients in all other clusters. The mortality risk is 

greatest for cluster 1 (HR 1.46 CI: 1.3-1.63, Fig 6.12, Table 6.6) followed by cluster 4 (HR 1.17 

CI 1.06-1.29) with cluster 2 having the lowest risk of mortality (HR 0.65 CI 0.59-0.73) the risk for 

mortality for each cluster roughly correlates with the mean age of onset for each cluster with 

clusters of higher age of onset having greater chance of mortality. 

https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#bookmark=id.1opuj5n
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Figure 6.10: Differences in outcomes for each cluster for MCA dataset where a) MMSE score decrease 

per year b) Number of years a patients spends on AChIs c) number of missed appointments per year
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Figure 6.11: Kaplan Meier Curve for rate of time from diagnosis to patient is moved home by cluster for 

MCA dataset 

 
Figure 6.12: Kaplan Meier Curve for patient mortality by cluster for MCA dataset  
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Table 6.6: hazard ratios for each cluster for time until moving home and mortality for MCA dataset 

Variable 

Cluster 

Number 

Hazard 

Ratio 

Low 

confidence 

interval 

High 

confidence 

interval 

Bonferoni 

adjusted 

P-Value Significance 

time until moving home 1 0.92 0.83 1.03 0.04 TRUE 

time until moving home 2 0.99 0.91 1.08 0.22 FALSE 

time until moving home 3 0.89 0.81 0.97 0.00 TRUE 

time until moving home 4 1.17 1.07 1.27 0.00 TRUE 

time until death 1 1.46 1.3 1.63 0.00 TRUE 

time until death 2 0.65 0.59 0.73 0.00 TRUE 

time until death 3 0.98 0.88 1.09 0.17 FALSE 

time until death 4 1.17 1.06 1.29 0.00 TRUE 

6.4.3.3. MCA cluster validity  

We measured cluster structure of the cluster solution through silhouette score and plotting a 

silhouette plot, the overall silhouette score was 0.23 which indicates a weak clustering solution 

(Fig 6.13). To identify whether the clusters had predictive value we compared how well the 

clusters predicted three outcomes compared to a linear model trained using the original input 

variables. We compare the error of these models to assess whether the clusters have better 

prediction utility. When using cluster labels to predict the MMSE score decline, the mean 

squared error was less than the model using all the raw variables (5.17 points per year and 5.63 

points per year respectively, Appendix Table 6.5) indicating that there is latent information in the 

clusters that better predict this outcome which is not found in the raw variables alone. However 

the error in both cases is very large so even though the cluster solution performed better neither 

model performed well. The mean absolute error when predicting number of years from 

diagnosis to AChI’s performed equally as well when using the cluster labels or the raw variables 

(2.02,2 respectively, Appendix Table 6.5) and the linear model out performed cluster labels 

when predicting number of missed appointments with a mean squared error of 5.25 for the 

linear model and 5.78 for cluster labels. To test the replicability of the data we repeated our 

analysis in two test sets: an AD test set which is a sub-sample of practices from the original 

dataset and a UD dataset which is patients with unspecified dementia. We then used a random 

forest trained on the labels from the original dataset to find the true cluster labels of the dataset 

and measured the concordance between the two labels. The model had an accuracy of 91% on 
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the original data. There was 72% concordance between the true labels and k-means found 

labels in both datasets (Appendix Table 6.6) suggesting that the clusters are fairly replicable.  

 
Figure 6.13: a) silhouette plot showing individual and mean cluster silhouette score for the MCA dataset 

b) first 2 components of MCA coloured by cluster number 

6.4.4. RBF kernel with 2 clusters  

The next clustering solution that performed well was the dataset reduced with RBF kernel and 

clustered with k = 2. The two clusters it found were a non comorbid cluster with 3515 patients 

and a comorbid cluster with 3692 patients. 

6.4.4.1. Cluster characterisation  

Cluster 1 Non comorbid cluster N = 3515  

Cluster one was 66.5% female with a mean onset age of 80.4, roughly equal to cluster 2 (Fig 

6.14, Table 6.7). It contained more non smokers than cluster 2 (66.7%) and less current 

smokers (2.6%, Fig 6.14,Table 6.7). The cluster had the highest prevalence of memory 

problems and neuropsychological problems, with 75.2% having memory problems and 45.1% 

having neuropsychological problems (Fig 6.15,Table 6.7). It did not have higher prevalence of 

any comorbidity but did have roughly equal prevalence of cancer, hearing loss and hypertension 

than cluster 2 (22.4%,29.3% and 58.5% respectively, Fig 6.16,Table 6.7). As this cluster lacks 

high prevalence in comorbidities this cluster is characterised as the non-comorbid cluster.  

 

Cluster 2 Comorbid cluster N = 3692  

Cluster 2 was 64.7% female with a mean onset age of 80.7 (Fig 6.14, Table 6.7). It contained 

more ex-smokers (35.4%) and current smokers (7.0%) than cluster 1 (Fig 6.14,Table 6.7). It had 

more patients with confusion than cluster one (25.3%) and every patient in the dataset who had 
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motor problems (Fig 6.15,Table 6.7), however there were less patients in this cluster with 

memory problems (58.0%). It also contained every patient in the dataset with  atherosclerosis, 

atrial fibrillation, heart failure, hyperglycemia, rheumatoid arthritis and stroke, with the majority of 

patients with kidney disease (prevalence of 26.2%), anxiety (prevalence 31.1%), depression 

(34.2%) and diabetes (24.9%) (Fig 6.16,Table 6.7). As this cluster has high prevalence of 

different diseases it is characterised as the comorbid cluster.  

 

 
Figure 6.14: percent prevalence, and mean onset age of demographic variables by cluster for RBF 

kernel PCA dataset 

 
Figure 6.15: percent prevalence of symptoms by cluster for RBF kernel PCA dataset 
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Figure 6.16: percent prevalence of symptoms by cluster for RBF kernel PCA dataset 

6.4.4.2. Cluster outcomes  

Cluster 1, the non comorbid cluster, had a slightly higher rate of decline as defined by MMSE 

score decrease per year, 2.9 points compared to 2.7 points in cluster 2, however this was found 

not to be significant (Fig 6.17 A, Appendix Table 6.3). It also had a longer time on AChIs with on 

average 3.2 years compared to 2.9 years in cluster 2, this was found to be significant (Fig 6.17 

B, Appendix Table 6.3). Cluster 2 had significantly more missed appointments per year with 3.1 

missed appointments compared to 2.1 in cluster 1 Fig 6.17C, Appendix Table 6.3). There was 

no higher risk of home between the two clusters Fig 6.18, Table 6.8), however cluster 2 does 

have a higher mortality risk compared to cluster 1, (cluster 2 HR 1.13 CI 1.03-1.24, cluster 1 HR 

0.88 CI 0.81-0.97, Fig 6.19,Table 6.8).  

  

https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#bookmark=id.2szc72q
https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#bookmark=id.2szc72q
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Table 6.7: Percent of each value for each cluster with the RBF kernel PCA dataset where starred values 

indicate significant difference 

 1 2 

Female 66.54* 64.71* 

onset age 7.37* 31.12* 

non smoker 0.0* 8.04* 

ex smoker 0.0* 19.72* 

current smoker 22.39* 25.7* 

memory 22.28* 25.33* 

confusion 2.62* 6.99* 

motor 13.29* 34.15* 

neuropsycholog

ical 0.74* 24.84* 

anxiety 

Comorbidities 30.64* 35.43* 

atherosclerosis 29.3* 30.34* 

atrial fibrillation 0.0* 11.02* 

cancer 0.0* 2.17* 

depression 

Comorbidities 58.49* 58.45* 

diabetes 17.75* 26.19* 

hearing loss 75.16* 58.02* 

heart failure 0.0* 22.29* 

hyperglycemia 45.12* 43.36* 

hypertension 66.74* 57.58* 

kidney disease 80.42* 80.68* 

rheumatoid 

arthritis 0.0* 4.36* 

stroke 0.0* 2.49* 

 

 

 

https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#bookmark=id.meukdy
https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#bookmark=id.meukdy
https://docs.google.com/document/d/1MBaQeiRrG1fGxBuZ_rhXlVrVOISQIzjd_6NSHUGbU60/edit#bookmark=id.meukdy
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Figure 6.17: differences in outcomes for each cluster for RBF kernel PCA dataset where a) MMSE score 

decrease per year b) Number of years a patients spends on AChIs c) number of missed appointments per 

year 
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Figure 6.18:  Kaplan Meier Curve for rate of time from diagnosis to patient is moved home by cluster for 

RBF kernel PCA dataset 

 
Figure 6.19: Kaplan Meier Curve for patient mortality by cluster for RBF kernel PCA dataset 
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Table 6.8: hazard ratios for each cluster for time until moving home and mortality for RBF kernel PCA 

dataset 

Variable 

Cluster 

Number 

Hazard 

Ratio 

Low 

confidence 

interval 

High 

confidence 

interval 

Bonferoni 

adjusted 

P-Value Significance 

time until moving home 1 1.01 0.94 1.1 0.37 FALSE 

time until moving home 2 0.99 0.91 1.07 0.37 FALSE 

time until death 1 0.88 0.81 0.97 0.00 TRUE 

time until death 2 1.13 1.03 1.24 0.00 TRUE 

6.4.4.3. Cluster validity  

The silhouette score and plot for this cluster solution indicates very weak cluster structure with a 

mean silhouette score of 0.05, the silhouette plot (Fig 6.20) indicates that most of the points in 

cluster 2 have a negative silhouette score indicating they should not have been assigned to this 

cluster. Similar to the MCA cluster solution, using the cluster labels to predict MMSE score 

decline performed better than a model using the raw variables with an absolute mean squared 

error of 5.05 compared to 5.56. It performed very slightly worse at predicting number of years on 

AChI’s (mean squared error of 2.05 compared to 2) and much worse at predicting the number of 

missed appointments with a mean squared error for using cluster labels as 5.69 compared to 

5.25 (Appendix Table 6.5). These results were very replicable in other datasets with a model 

accuracy of 0.98% with concordance of 90% in the AD test dataset and 88% in the UD test 

dataset (Appendix Table 6.6) 

 
Figure 6.20: a) silhouette plot showing individual and mean cluster silhouette score for the RBF kernel 

PCA dataset b) first 2 components of RBF kernel PCA coloured by cluster number 
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6.4.5. MCA with PCA with 6 clusters 

MCA with PCA when k = 6 was the third group of the best performing cluster solutions. It 

identified 6 clusters characterised as: Mental health cluster with 1084 patients, the non-typical 

AD cluster with 1308 patients, the early onset cluster with 825 patients, the female non-smoker 

cluster with typical AD containing 1577 patients, the smoking and typical AD cluster with 1726 

patients and the  heart and circulatory system comorbidity cluster with 687 patients. 

6.4.5.1. Cluster Characterisation  

Cluster 1: Mental health cluster n=1084 

Cluster 1 is almost entirely female (95.1%) with a mean onset age of 81 years old (Fig 

6.21,Table 6.9). It has the second lowest prevalence of memory problems (49.4%, Fig 

6.22,Table 6.9), but has the highest prevalence of anxiety (70.1%) and depression (74.9%) 

which accounts for over half (54%) and nearly half (47%) of all cases of anxiety and depression 

in the cohort respectively. It also has the highest prevalence of rheumatoid arthritis (3.8%) (Fig 

6.22,Table 6.9). As this cohort has the highest prevalence of depression and anxiety this cluster 

will be characterised and the mental health cluster.  

 

Cluster 2: Non-typical AD cluster n=1308 

Cluster 2 is 65.9% female and has an mean onset age of 83.1% (Fig 6.21,Table 6.9). It has the 

highest symptom prevalence of confusion (58%) which accounts for 44.1% of the entire cohort 

suffering from confusion, motor problems (27.6%) which is 43.9% of all of the patients with 

motor problems and neuropsychological problems (78.8%) (Fig 6.22,Table 6.9). This cluster 

also has the highest prevalence of hearing loss (35.5%) (Fig 6.22, Table 6.9). As this cluster 

has the highest prevalence of AD symptoms which are less commonly associated with AD this 

cluster is characterised as the non-typical AD cluster. 

 

Cluster 3: Early onset cluster n=825  

Cluster 3 is 60.0% female and has a mean onset age of 66.3 years which is 14.7 years younger 

then the next lowest mean onset age of the other clusters (Fig 6.21, Table 6.9). It has the 

second highest prevalence of memory symptoms (77.5%) and neuropsychological symptoms 

(59.8%) yet has the second lowest prevalence of motor symptoms (5.3%) (Fig 6.22, Table 6.9). 

As the mean onset age for this cluster is so young it will be characterised as the early onset 

cluster.  
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Cluster 4: Female non-smoker Typical AD cluster N = 1577 

Cluster 4 is 71.8% female with a mean onset age of 83.5 years. It is made up entirely of non 

smokers (100%) (Fig 6.21, Table 6.9).  This cluster has the lowest prevalence of confusion 

(7.9%), motor problems (3.4%) and neuropsychological symptoms (21.8%) while having the 

highest prevalence of memory problems (81.0%) (Fig 6.22, Table 6.9). This cluster also has the 

highest prevalence of cancer (34.1%), atherosclerosis (7.7%) and hypertension (79.0%). As this 

cluster has high prevalence of memory symptoms and low prevalence of other symptoms we 

characterised this as the typical AD cluster (Fig 6.22, Table 6.9).  

 

Cluster 5 Smoking and typical AD cluster N=1726 

Cluster 5 is the only cluster with more men than women (45.5% female), and has a mean onset 

age of 81.0 years (Fig 6.21, Table 6.9). It contains only ex-smokers (82.2%) and current 

smokers (17.9%) with the highest prevalence across all clusters in these groups (Fig 6.21,Table 

6.9). It has the second highest prevalence of memory problems (77.5%) and the second lowest 

prevalence of confusion (15.9%) and motor problems (6.8%) (Fig 6.22, Table 6.9). This cluster 

also had the second highest prevalence of cancer and atherosclerosis (27.9% and 5.5% 

respectively, Fig 6.22,Table 6.9) generating a profile very similar to cluster four but separated by 

gender and smoking status, based on this it is categorised as the Smoking and typical AD 

cluster. 

 

Cluster 6 heart and circulatory system comorbidity cluster n= 687 

Cluster 6 is 61% female with the oldest mean onset age of 84.3 years old (Fig 6.21, Table 6.9). 

It has the lowest prevalence of memory problems (42.8%) with the second highest prevalence 

of confusion (31.3%) (Fig 6.22,Table 6.9). It has the highest rate of many comorbidities 

including atrial fibrillation (52.7%), diabetes (38.7%), heart failure (48.6%), hyperglycemia 

(9.6%) and stroke (3.1%), having 82.1% and 82.5% of all patients in the cohort with heart failure 

and hyperglycemia respectively (Fig 6.22, Table 6.9). As the comorbidities which are very 

prevalent in this cluster mostly affect the heart and circulatory systems this cluster is 

categorised as the heart and circulatory system comorbidity cluster. 
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Figure 6.21: percent prevalence, and mean onset age of demographic variables by cluster for MCA and 

PCA dataset 

 
Figure 6.22: percent prevalence of symptoms by cluster for MCA and PCA dataset
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Figure 6.23: percent prevalence of symptoms by cluster for MCA and PCA dataset 

6.4.5.2. Cluster Outcomes  

Cluster 3, the early onset cluster had the quickest decline in MMSE score of 4.4 points per year 

with cluster 6, the heart and circulatory comorbidity cluster having the lowest with 1.3 points 

decline per year however the differences between clusters was not found to be significant (Fig 

6.24A, Appendix Table 6.4) Cluster 3 also had the longest time on AChI’s of 3.8 years with 

cluster 6 being the lowest with 2.5 years, which was found to be significantly different (Fig 

6.24B, Appendix Table 6.4). There was no significant difference found between groups in 

number of missed appointments per year, but cluster 3 was again the highest and cluster 4 (Fig 

6.24c, Appendix Table 6.4), the female non-smoking typical AD cluster, was the lowest. Cluster 

2, the non typical AD cluster had the highest risk of moving home (HR 1.17 CI 1.07-1.29,Fig 

6.25, Table 6.10) and cluster 3 had the lowest (HR 0.83 CI 0.74-0.93) The cluster with the 

greatest mortality risk is cluster 6 (HR 1.79 CI 1.56-2.05,Fig 6.26, Table 6.10) with cluster three 

having the lowest (HR 0.42 CI 0.36-0.5).   
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Table 6.9: Percent of each value for each cluster with the MCA and PCA dataset where starred values 

indicate significant difference 

 1 2 3 4 5 6 

Female 95.11* 65.9* 60.0* 71.85* 45.54* 61.28* 

onset age 70.11* 8.64* 22.18* 5.58* 10.14* 12.95* 

non smoker 1.94* 0.69* 2.18* 7.67* 5.5* 4.8* 

ex smoker 2.49* 7.03* 2.42* 6.28* 7.42* 52.69* 

current smoker 15.77* 19.11* 16.73* 34.12* 27.87* 23.0* 

memory 19.93* 57.95* 15.76* 7.86* 15.93* 31.3* 

confusion 1.01* 0.0* 1.7* 0.0* 17.9* 2.33* 

motor 74.91* 13.84* 30.67* 5.71* 14.89* 19.65* 

neuropsychological 13.19* 3.75* 6.55* 13.44* 12.69* 38.72* 

Anxiety comorbidities 26.11* 12.54* 25.82* 0.0* 82.1* 44.83* 

atherosclerosis 18.27* 35.47* 18.67* 32.15* 34.3* 34.21* 

atrial fibrillation 0.83* 2.14* 0.85* 0.89* 0.87* 48.62* 

cancer 0.92* 0.15* 0.24* 0.0* 0.0* 9.61* 

Depression Comorbidities 66.61* 29.82* 33.58* 79.01* 60.25* 78.46* 

diabetes 20.85* 4.2* 4.48* 33.61* 24.22* 47.31* 

hearing loss 49.35* 53.59* 77.45* 81.04* 77.46* 42.79* 

heart failure 9.59* 27.6* 5.33* 3.42* 6.78* 20.82* 

hyperglycemia 39.94* 78.82* 59.76* 21.75* 36.15* 38.28* 

hypertension 72.88* 87.46* 72.48* 100.0* 0.0* 52.84* 

kidney disease 81.01* 83.1* 66.27* 83.47* 81.02* 84.3* 

rheumatoid arthritis 3.78* 1.68* 2.06* 1.84* 2.43* 1.46* 

stroke 0.18* 0.84* 0.97* 1.97* 1.1* 3.06* 
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Figure 6.24: differences in outcomes for each cluster for MCA and PCA dataset where a) MMSE score 

decrease per year b) Number of years a patient spends on AChIs c) number of missed appointments per 

year 
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Figure 6.25: Kaplan Meier Curve for rate of time from diagnosis to patient is moved home by cluster for  

MCA and PCA dataset 

 
Figure 6.26: Kaplan Meier Curve for patient mortality by cluster for MCA and PCA dataset  
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Table 6.10: hazard ratios for each cluster for time until moving home and mortality for MCA and PCA 

dataset 

Variable 

Cluster 

Number 

Hazard 

Ratio 

Low 

confidence 

interval 

High 

confidence 

interval 

Bonferroni 

adjusted P-

Value Significance 

time until moving home 1 1.13 1.01 1.25 0.00 TRUE 

time until moving home 2 1.17 1.07 1.29 0.00 TRUE 

time until moving home 3 0.83 0.74 0.93 0.00 TRUE 

time until moving home 4 0.85 0.77 0.94 0.00 TRUE 

time until moving home 5 1.01 0.92 1.11 0.14 FALSE 

time until moving home 6 1.07 0.93 1.23 0.06 FALSE 

time until death 1 0.88 0.77 1 0.01 TRUE 

time until death 2 1.52 1.37 1.68 0.00 TRUE 

time until death 3 0.42 0.36 0.5 0.00 TRUE 

time until death 4 0.87 0.77 0.98 0.00 TRUE 

time until death 5 0.96 0.86 1.07 0.08 FALSE 

time until death 6 1.79 1.56 2.05 0.00 TRUE 

6.4.5.3. Cluster Validation  

The cluster structure for this clustering solution was evaluated using a silhouette plot (Fig 6.27) 

and had a mean silhouette score of 0.19  indicating a weak cluster structure. Similar to the other 

two cluster solutions the cluster labels predicted MMSE score decline better than the linear 

model with an absolute error of 5.15 points per year for the cluster labels and 5.56 for the linear 

model, but again had bad performance overall. It had worse prediction for number of years on 

AChI’s (cluster label error of 2.04 compared to 2) and number of missed appointments (cluster 

label error of 5.8 missed appointments per year compared to 5.25) (Appendix Table 6.5 ). These 

clusters were not found to be replicable in other datasets with a concordance in the AD dataset 

of 39% and 52% in the UD dataset, with the random forest classifier having an error of 93% 

(Appendix Table 6.6) .   
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Figure 6.27: silhouette plot showing individual and mean cluster silhouette score for the MCA dataset b) 

first 2 components of MCA coloured by cluster number  
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6.5. Discussion  

In this chapter we repeated our initial clustering analysis of AD patients in EHR. We tested 

different methods of dimensionality reduction to examine different ways of transforming data 

prior to clustering. MCA with 4 clusters gave the best clustering result as it had the highest 

silhouette score and resulted in meaningful clusters. The four clusters it found were a heart and 

circulatory disease cluster, an early onset and mental health cluster, a mostly male cluster with 

high occurrence of memory loss and finally a mostly female cluster with motor problems. The 

early onset and mental health cluster had a quicker though not significantly quicker, rate of 

decline, and longer time on AChIs perhaps reflecting that even though decline might be quicker, 

due to their age they are prescribed ACHi’s for longer. The female cluster with motor problems 

was significantly more at risk of moving home, even compared to the cardiovascular disease 

cluster which has a similar mean onset age. As this cluster had high levels of memory problems 

and confusion as symptoms this could suggest a diffuse symptom profile, rather than memory 

problems may be associated with a greater need for care and support. Further research into this 

association should be carried out as it could help families plan for care support when diagnosed. 

This cluster solution had a silhouette score of 0.23 which suggests a weak cluster solution, 

however as selecting this as a possible cluster solution involved having strong cluster stability 

and using MCHAMMER to test for cluster existence there is still strong indication of this solution 

being internally valid. This cluster solution was better at predicting rate of decline of MMSE 

score better than the original variables, yet not for the other two outcomes tested which signifies 

slight predictive utility of the solution. It was also found to be fairly replicable in the external 

datasets suggesting that these results are somewhat generalisable.  

 

The best performing results using MCA and K-means are very similar to the results from MCA 

and k-means from the experiment in chapter 3, with the most significant difference being that 

here the optimum cluster number was 4 but in the original experiment the optimal cluster 

number was 5. This is due to a different procedure in identifying the optimum cluster number. 

Three out of four clusters from this experiment were also found in the previous experiment, they 

were: the CVD cluster, the early onset and mental health cluster and the male cluster with 

memory problems. The female cluster with motor problems was not seen in the experiment, 

however may include patients from the non-typical AD cluster with patients from the typical AD 

cluster being spread across other clusters, potentially the early onset and mental health cluster 

which had a much higher prevalence of people with memory problems compared to the initial 

experiment. As well as being found in the previous experiment some clusters have also been 
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found in previous research in subtyping AD and MCI in EHR. One previous study looking at 

probable AD cases found a CVD cluster, a mental health cluster with early onset and a cluster 

with hearing loss197. Another found an early onset cluster with mental health problems that was 

mostly female48. This study highlights the possibility that due to the early onset nature that 

symptoms from the prodromal period can get misdiagnosed as depression or anxiety. This 

could be very likely as depression is a symptom of prodromal dementia308, and can have similar 

cognitive effects as AD309, and as AD is diagnosed through exclusion, in that someone is 

diagnosed when other possible diseases have been ruled out310, this could all lead to 

depression and anxiety misdiagnosis. It should be noted that these studies also find different 

clusters driven by including different variables in their analysis such as medication.  

 

Similar to the initial study there is a split in the symptoms profiled of clusters with one cluster 

having more memory symptoms and lower prevalence of other symptoms and another having 

high confusion and motor symptoms and lower prevalence of memory symptoms. This reflects a 

common pattern seen in AD subtyping studies using brain scans or cognitive tests finding a split 

between memory affected and non memory affected clusters 205. There was a lack of evidence 

for a distinct subtype of motor problems in these studies, with one finding a constructive 

dyspraxia subtype which suggests a cluster issue with fine motor control 311. This could 

potentially be because traditional cognitive tests for AD do not assess motor problems312 so that 

information is frequently not included in these studies. This is a benefit of using EHR as it allows 

for a much broader scope of symptoms included. Non-subtyping studies have found that 

patients with AD with corticobasal syndrome have greater motor problems than those without 

313,314 suggesting that there may be biological support for this cluster. However the early onset 

and mental health cluster had high occurrences of neuropsychological symptoms and high 

levels of memory problems suggesting that even though there is a memory/non memory 

affected split in clusters found in cognitive tests and brain imaging study that this effect is 

muddied when subtyping at a broader clinical level.  

 

Through creating a whole patient subtype we have included comorbidities, thus it is important to 

assess to what extent the clusters we found are subgroups of an AD population or commonly 

found multimorbidity clusters. The CVD cluster has been found in multiple multi-morbidity 

clustering studies 50,51,102 and a mental health cluster has been found in another 51. Different 

multimorbid clusters form in these studies compared to this one due as they include a wider 

range of diseases whereas we only selected diseases with a causal link to AD. Despite these 

https://paperpile.com/c/DtlZj7/4Hkop
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/QIzdp
https://paperpile.com/c/DtlZj7/QyYQh
https://paperpile.com/c/DtlZj7/MI9z4
https://paperpile.com/c/DtlZj7/8ffhx
https://paperpile.com/c/DtlZj7/O2dS1
https://paperpile.com/c/DtlZj7/VqvDT
https://paperpile.com/c/DtlZj7/z58Xw+mE2sl
https://paperpile.com/c/DtlZj7/MFGhI+JYTZa+sDPAO
https://paperpile.com/c/DtlZj7/sDPAO
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studies suggesting that the heart and circulatory disease cluster and the early onset with mental 

health cluster would be found in a control adult population without AD, and are therefore no AD 

specific subtypes, their association with, for instance earlier onset and faster decline, suggests 

that these clusters are still informative for AD.  

 

In this experiment we compared multiple ways of transforming the data prior to clustering. We 

evaluated the results of each pre-processing and dimensionality reduction method for clustering 

solutions with k in the range of 2 to 8. After eliminating results based on clusters not existing, 

not being stable and having to unequal cluster sizes there were three approaches with equally 

good results which were MCA with four clusters, RBF kernel PCA with 2 clusters and MCA and 

PCA with 6 clusters. The RBF kernel PCA with 2 clusters found a cluster with high number of 

comorbidities and a cluster with a low number of comorbidities, similar to the results of the 

kernel-kmeans cluster solution carried out in chapter 3. MCA and PCA 6 cluster solution found a 

heart and circulatory disease cluster similar to the one found in the MCA 4 cluster solution, 

however this only contained half the number of people. The early onset and mental health 

cluster from the MCA solution is divided into two clusters in the MCA and PCA 6 cluster 

solution, with one early onset cluster which has an onset age of 66.3 years, also containing high 

prevalence of neuropsychological symptoms and memory symptoms, and another mental health 

cluster which has the lowest occurrence of memory problems which is a similar pattern to the 

early onset and mental health cluster found in the the initial k-means result from chapter 3. 

There is a female non-typical AD cluster with high prevalence of hearing loss which calls into 

question the cluster found in the MCA solution where hearing loss is clustered with men with 

memory problems, additionally cancer is highly prevalent in a cluster which is mostly female in 

the MCA-PCA solution where it is most prevalent in a mostly male cluster in the MCA solution. 

Despite the MCA-PCA solution performing poorly on the evaluation metrics compared to the 

MCA solution, the differences in the patterns in the clusters do call into question the validity of 

the results from MCA.  

 

We used three evaluation methods to evaluate the clusters and from that choose the best 

clustering solution. These were silhouette score, predictive utility and replication in an external 

datasets. All three methods had relatively equal performance at predicting outcomes compared 

to using the raw data. The mca-pca 6 cluster solution had the worst silhouette score (0.19) and 

replicability in external datasets (39% and 52% for the AD and UD datasets respectively). The 

rbf kernel pca 2 cluster solution had the highest replicability (90% ad dataset, 88% UD dataset) 
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yet had a lower silhouette score compared to the MCA 4 cluster solution. Despite having worse 

replicability we selected the MCA solution as the best cluster solution as firstly it had a higher 

silhouette score, (0.05 compared to 0.23), and secondly the clusters were more meaningful as it 

had clusters with distinct comorbidity and symptom profiles compared to a split merely in high 

and low levels of symptoms and comorbidities. This approach is subjective.  

  

Through trialling different preprocessing and dimensionality reduction techniques we were able 

to compare multiple different methods with different assumptions. However there were some 

issues with the resulting clusters from some pairings. Using TFIDF as a preprocessing method 

for binary data did not result in useful clusters, not as a result of the method itself but due to the 

fact that smoking status and gender were not included in the preprocessing step. This led to the 

components and resulting clusters in dimensionality reduction methods using TFIDF to be 

driven by gender and smoking. However, including smoking status as a variable in TFIDF 

processing would have produced spurious results as it is a multi category categorical variable. 

Including gender would not have given informative results as finding a ratio of a gender code 

based on how many other comorbidities the patient has is not useful. Polynomial kernel PCA 

with k = 2 and 3 had the best performing clusters based on mean jaccard stability however there 

was a large disparity in cluster sizes that meant that the results would not be meaningful. From 

these results we can conclude that kernel pca methods may not be appropriate for this data 

type. 

 

This experiment was also used as a case study for using MCHAMMER in a real world EHR 

clustering study. One interesting finding is that a large number of clustering solutions examined 

were found to have clusters, which suggests that it may not be useful as a method by itself to 

identify optimum cluster number, however there does appear to be a bias towards finding 

clusters with higher numbers which was not examined in the initial development of 

MCHAMMER. It did however find that MCA and polynomial kernel pca methods did not have 

any clusters in them so can identify datasets where k-means would not be an appropriate 

clustering method. Interestingly where MCHAMMER found clusters did not always correlate with 

good cluster stability, this could be because there are multiple different cluster solutions for a 

given cluster number in the data, resulting in clusters being found, but it being unstable as with 

repeated clustering runs those different solutions are found. There are several cases where 

MCHAMMER found clusters, yet those clusters were not stable, which suggests a limitation of 

MCHAMMER, as even though it uses a k-means result based on the optimum result of 100 
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iterations, it only selects one result whereas stability compares 100. This could suggest a 

possible extension of MCHAMMER to encompass stability by comparing multiple runs of k-

means on the original dataset. There are also cases where the clusters have high stability but 

are not found to be clusters, for example MCA where k = 2 and MCA and PCA where k = 2 or 3. 

This indicates that there is not a difference in structure to the extent that the data can be 

differentiated from a reference dataset by calinski harabasz but still enough of a cluster 

structure that they are stable, this could highlight potential false negatives in MCHAMMER. 

Further research should be conducted into the relationship between stable clusters and data 

with clusterable structure. Differentiating results between cluster solutions that are stable and 

that are found to have cluster structure are as a result of different assumptions of each method, 

and it has been found that high stability does not correlate with valid clusters 72. Given that they 

do not align, having clusters which perform well in both metrics increases the validity of the 

clusters found. 

6.5.1. Strengths and limitations  

The major strength of this experiment is that we examined a wide range of data preprocessing 

and dimensionality reduction methods. Through using cluster stability and MCHAMMER to find 

the best clustering solution from different processed datasets it allowed us to not be limited to 

one way of dimensionality reduction which may not give optimum clustering results. In selecting 

the top three results and comparing them based on the clusters and on external and internal 

evaluation it also made sure that the ideal cluster solution found gave meaningful, useful and 

replicable clusters. The method of choosing the best cluster solutions from the range of possible 

solutions using MCHAMMER, overall cluster stability and a cut off for individual cluster stability, 

as well as a cut off for cluster size disparity also worked well as it integrated different metrics to 

identify the best cluster solution as all but one metric was a cut off. In other studies that used 

multiple metrics to identify the best cluster solution there were cases when each metric pointed 

to a different optimum cluster numbers and the choice of the best cluster number could be 

subjective33,114,124,197. In this case choosing which solutions performed the best was more 

empirical however the 0.85 cut off for individual cluster stability, though reported in literature72 is 

an arbitrary cut off.  

There are limitations in the way that the overall best cluster solution was found when using 

interpretation of the cluster results and external and internal evaluation methods. The best result 

of MCA with 4 clusters was decided based on best performance of silhouette score and how 

meaningful the clusters are, with the latter being subjective and it is unknown that if we used 

https://paperpile.com/c/DtlZj7/Q8zY7
https://paperpile.com/c/DtlZj7/hkbhw+imL3I+4Hkop+iiN96
https://paperpile.com/c/DtlZj7/Q8zY7
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another measure of internal validity whether one of the other two solutions would have 

performed better. The MCA 4 cluster solution was less replicable than the RBF kernel 2 cluster 

solution, however this could be a fault of the method used to measure replicability as there is a 

trend for lower replicability with higher cluster numbers. It may be that even with random data 

the results are more replicable with lower cluster numbers as there are less possible clusters for 

each patient to be assigned to. Similarly there are limitations to the method used to assess 

cluster predictive utility. In the case of rate of decline by MMSE score all the cluster methods 

had a smaller margin of error than the linear model, however both errors were still too large to 

be useful and the better performance of the cluster models could be a result of a linear model 

not being the appropriate model to predict MMSE score decline. The final limitation is that 

through both this experiment and the initial experiment we found 7 solutions for clustering AD 

patients in EHR with different cluster numbers and profiles. Despite using evaluation metrics to 

identify the best cluster solution , and MCHAMMER to determine clusterable structure, the 

existence of the other solutions puts doubt on the true existence of clusters.  It could be the 

case that the other solutions could outperform the chosen best solution in other evaluative 

criteria that was not carried out due to time and resource limitations.  

6.5.2. Future research  

Despite the limitations mentioned above a consistent early onset and mental health cluster was 

found in 2 out of three clustering solutions in this experiment, 3 out of four clustering solutions in 

the experiments in chapter 3 and two other studies. This subtype warrants further research, 

especially into how depression and anxiety affect AD or whether the patient is being 

misdiagnosed in the early stages of AD. One thing this study highlights is the variability in 

different dimensionality reduction methods, so establishing a data driven protocol for identifying 

the best dimensionality reduction method for a given dataset based on lack of information loss, 

and the resulting data clusterability should be developed. Another limitation is that the selection 

of evaluation criteria can bias what cluster solution is identified as the optimum cluster solution, 

both in the selection of the optimum value for k and when comparing solutions from different 

methods of dimensionality reduction and different clustering methods. A standardised battery of 

evaluation methods should be created which evaluates a wide range of external and internal 

variables of the clusters so idendentifying the best cluster solution can be more definitive.  
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6.5.3. Conclusion  

In conclusion we used MCHAMMER in conjunction with cluster stability to compare several 

methods of data preprocessing to identify the optimum cluster solution for AD in EHR, the result 

was generated from MCA with four clusters which were a heart and circulatory disorder cluster, 

an early onset and mental health cluster, a male cluster with memory problems and a female 

cluster with motor problems. The early onset cluster with mental health problems is repeatedly 

found across several cluster experiments and in previous research and required additional 

research into this subgroup. We showed how MCHAMMER can be used in a real world 

clustering experiment to help select the best dataset to use. Practically this worked well as the 

results returned from MCHAMMER were true/false rather than a suggestion of an optimum 

cluster number which meant that there were no disagreements in methods of which is the best 

clustering number. However MCHAMMER finding clusters did not always correlate with stable 

clusters suggesting it cannot be a method used in isolation.  
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Chapter 7. Discussion 

7.1. Abstract  

 

In this chapter we discuss the findings of this thesis and their potential implications. Through this 

work we have examined how clustering studies evaluate their results using a scoping review, 

finding the most common internal method was comparing clustering results of an experiment to 

those found in other experiments. We then examined the limitations of that approach using a 

case study. We then developed two tools to aid cluster method development and cluster 

validation based on those limitations and then tested them via repeating the initial clustering 

study.  

The main strengths of this thesis are the output of two novel tools for use in EHR clustering 

studies, and the results of consistently finding one AD cluster throughout multiple clustering 

experiments of early onset, depression and anxiety, which has been reported in other studies. 

However there are also limitations such as the lack of biological depth of data in CPRD meant 

that we could not identify the biological underpinnings of the clusters.  

This thesis has offered methods and tools in showing cluster internal validity through 

MCHAMMER as well as methods to validate their utility through methods of external validation 

in the clustering experiments.  

7.2. Chapter summaries  

7.2.1. Chapter 2: How are studies that cluster patients using EHR carried 

out: A scoping review 

Aim 

What are the current methodological approaches in clustering studies for subtyping in 

electronic health records  

Objectives 

1. What are the current methods used for carrying out clustering analysis in EHR  

2. What are the current methods used for evaluating clustering analysis in EHR  

3. Identify what preprocessing and evaluation methods are used with each clustering 

algorithm  
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7.2.1.1. Summary 

In this chapter we conducted a scoping review of clustering studies in EHR to identify how they 

were carried out and evaluated. We identified 67 studies conducting 74 experiments, with the 

most popular clustering methods being k-means and hierarchical clustering (used by 30% and 

35% of studies respectively). We also observed that there are very often no standardised 

methods for dimensionality reduction, selection of the optimum value of k or cluster evaluation 

for each cluster method. Regarding evaluation we found that studies are much more likely to 

conduct external evaluation rather than internal evaluation (86% as opposed to 71% of 

experiments), highlighting the utility and meaningfulness are more valued than how well the 

clusters succeed at being clusters. The most popular internal evaluation method was 

comparison of the results obtained during the primary experiment with the results of a different 

experiment utilising a different clustering method (30% of experiments) .  

The findings from this scoping review informed the analyses and direction of this thesis in 

several ways:  

a) Comparing results from different clustering methods was used in two ways; 

competitively, with one result outperforming another on a set of criteria, or 

complementarily where the existence of a cluster solution is validated by it reappearing 

in another method. We decided to conduct further research into the limitations of this 

method and what can be inferred about cluster validity from its results.  

b) Internal cluster evaluation approaches can be grouped into examining five different 

aspects of the clustering solution: structure, stability, effects of variables, effects of 

parameters and effects of algorithm 

c) External clustering approaches can be asking one of four questions; do clusters also find 

separation in variables not included in the cluster analysis, can the clusters be replicated 

and are they clinically meaningful, are they useful?  

d) Though there are some methods of internal evaluation and selecting k which are used 

mostly for one specific clustering algorithm there are no fixed methods to be used for a 

specific clustering algorithm. 

7.2.2. Chapter 3: Identifying subtypes of Alzheimer’s disease in electronic 

health records: Approaches for cluster evaluation 

The results from this chapter was published in the following papers:  
Using Unsupervised Learning to Identify Clinical Subtypes of Alzheimer’s Disease in Electronic  

Health Records.Studies in Health Technology and Informatics 270 (June): 499–503. 
 
Identifying and evaluating clinical subtypes of Alzheimer's disease in care electronic health 
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records using unsupervised machine learning. Alexander N, Alexander DC, Barkhof F, Denaxas S.  BMC 
Med Inform Decis Mak. 2021 Dec 8;21(1):343. doi: 10.1186/s12911-021-01693-6. PMID: 34879829; 
PMCID: PMC8653614. 

 
 

 

 

Aim 

The aim of this study was to use the case study of clustering AD patients in EHR to 

identify subtypes to assess the strengths and limitations of cluster evaluation with specific 

focus on comparing results between clusters.  

Objectives  

1. Identify limitations of comparing cluster solutions from different methods both 

competitively and comparatively 

2. Assess whether there is scope to develop a new method to aid cluster evaluation 

3. Identify and characterise clinically relevant subtypes in AD 

4. To identify other possible issues that prevent valid subtyping in EHR subtyping studies  

 

7.2.2.1. Summary 

In chapter 3 we conducted a case study into cluster evaluation in EHR in AD patients. We 

identified 10,065 patients with AD in 11.3 million EHR. We compared four clustering methods: k-

means, kernel k-means, affinity propagation and latent class analysis.  We found a consistent 

cluster of in 3 out of 4 methods of depression, anxiety and early disease onset, with a quicker 

rate of decline. This cluster has also been found in previous research48,197 . We used the 

recurrence of this cluster in multiple methods as proof of existence of the cluster rather than 

being an artefact of the methods, as these methods will always find clusters irrelevant of them 

existing. 

 

The most popular form of internal evaluation identified in the scoping review was comparing 

cluster results from those to other cluster methods. This was carried out a) competitively, where 

the best clustering solution is identified through how well each solution performs in certain 

clustering methods, and b) collaboratively, which is using the clustering results from one cluster 

solution to validate the existence of the results in another solution. Comparing the results 

competitively, to find the best performing method, we found that k-means was the best 

performing cluster solution, however there is potential for biases within the methods used. For 

example, silhouette score performed better with linearly separable clusters, thus one limitation 

https://paperpile.com/c/DtlZj7/4Hkop+DQP1E


313 

of competitive comparison is that it is highly dependent on the metrics used. Through 

complimentary comparison we identified the consistent cluster referred to above. The purpose 

of this approach is to validate the existence of clusters found as some clusters will always 

identify clusters whether they exist in the data. One limitation of this approach in general is that 

there is no way of knowing if the same clusters occurred in different clustering algorithms due to 

the similarity of approaches of these algorithms. This provides scope for a new cluster 

evaluation method of testing whether there are clusters in the dataset beforehand to verify that 

clusters found are not artefacts of the method.  

 

In addition to the depression, anxiety, and early onset cluster we identified several other clinical 

clusters in AD. Through collaborative comparison of all four methods we identified three other 

clustering patterns of typical AD and cancer cluster, typical AD and hypertension cluster and 

CVD/ non typical AD cluster. The best performing clustering cluster method from the competitive 

comparison identified five ad clusters of; an early onset, depression and anxiety cluster with 

faster rate of decline  a non-typical AD cluster with high prevalence of motor issues, 

neuropsychological symptoms and confusion with low occurrences of memory symptoms, a 

typical AD cluster with high prevalence of memory symptoms and low prevalence of other 

symptoms, a CVD and related disease cluster with high levels of diabetes, heart failure, 

hypertension and atrial fibrillation and lastly a mostly male cluster with memory problems and 

cancer. 

 

Through this case study we also identified other issues with standard approaches to evaluating 

clusters. Cluster stability has benefits over measurements of cluster structure in that it is not 

biassed towards one type of clustering algorithm, it has limitations in that the results are heavily 

dependent on the amount of resampling used when bootstrapping the original dataset74 and the 

metric used to measure overlap between each bootstrapped clustering solution72,74. Measuring 

the replicability of a cluster solution has limitations in that you have to identify what the ‘true’ 

cluster label for observations in the replication datasets. In this study this was carried out 

through training a decision tree to identify the correct labels thus the replicability score is heavily 

dependent on the accuracy of the model trained to label it. Lastly, in measuring predictive utility 

of the clusters through seeing how well the cluster labels as well as the original variables 

predicted outcomes, however our approach of including all the variables in the same model has 

limitations as it includes repeated information.  

https://paperpile.com/c/DtlZj7/T8MGo
https://paperpile.com/c/DtlZj7/T8MGo+Q8zY7
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7.2.3. Chapter 4: clustEHR: A Synthetic EHR Cluster generator for 

benchmarking cluster datasets 

The results from this chapter was published in the following papers:  

 

ClustEHR: a tool for generating synthetic EHR data for unsupervised learning  experiments. 

IPDLN conference 2022 

 

Aim  

The aim of this chapter was to create a synthetic cluster generator producing realistic 

EHR data for use on testing and benchmarking cluster methods and evaluation metrics 

that are targeted for use in EHR to identify subtypes of disease.  

Objectives 

1. Create a tool which uses realistic EHR data with known true cluster labels  

2. Allow for user defined parameters to alter the difficulty of the clustering problems 

including core and desirable feature found from previous studies  

3. Produce external data not for clustering that is made of clinically relevant outcomes such 

as mortality and rate of decline in clinical variables  

7.2.3.1. Summary  

Before developing a cluster evaluation method, it is important to have realistic benchmarking 

data to test it with, where parameters of clusters such as separation and numbers of clusters 

can be controlled, and the true cluster labels are known. However traditional synthetic cluster 

generators normally only consist of numerical data, and do not contain patient outcomes thus do 

not fully reflect the complexities of real world EHR. We created and evaluated a tool for 

generating synthetic EHR cluster data (called clustEHR) based on the synthetic EHR generator 

Synthea. Synthea produces unlimited amounts of unique EHR data that is longitudinal and 

generated based on known disease prevalence estimates and patient clinical pathways. We 

then created an approach for post-processing this data to produce EHR that can then be 

clustered based on user defined parameters.  

 

Through using Synthea as a base for clustEHR means that it outputs realistic health records, as 

the similarity of Synthea data compared to real EHR has already been tested. A key component 

of synthetic cluster generators is to know the true labels, so we used the disease, or inter 

disease conditions to define clusters which allowed for the true labels to be known. There are 

several user-controlled parameters in clustEHR including: cluster size, separation, noise 

variables and number of clusters, as well as having clinically relevant outcomes based on rate 
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of decline of medical observations. An important feature of synthetic cluster generators is being 

able to vary the difficulty of the clustering problems, we did this through varying cluster 

separation and noise variables. However we found that changing noise variables did not have a 

significant effect on the difficulty of the problem. In the scoping review in chapter 2 we identified 

the most common form of external evaluation of clustering studies in EHR is comparison of 

outcomes between clusters. Therefore we generated clinically relevant outcome data for 

clustEHR which is the rate of decline of medical observations, such as quality of life scores and 

blood biomarker level, from the point of initial disease diagnosis to the end of the observation 

period of each patient.  

7.2.4. Chapter 5: Monte Carlo Health Attuned Multiple Metric Evaluation 

Rubric: Using Reference Datasets to Assess Whether Clusters Exist 

Aims  

Our aim was to develop a cluster evaluation method to detect if a dataset has a 

clusterable structure based on a statistic Q when using k-means. We also aimed to see if 

datasets where clusters are present have better separation of outcomes thus can help 

find more useful clusters when subtyping diseases in EHR. 

 Objectives 

1. Perform a systematic literature review to identify CVIs that can be used as a potential Q 

statistic 

2. Identify which CVI and random distribution method is the best at differentiating datasets 

with clusters to those without when used in MCHAMMER 

3. Test on EHR data to see whether clusters existing in a dataset generates more 

meaningful clusters 

7.2.4.1. Summary  

 

One flaw of many clustering methods is that they will find clusters in data irrelevant of whether 

clusters exist in the data or not11,12. One approach found in the scoping review to rectify this was 

to compare the results of one clustering solution to that of another to validate a given cluster's 

existence. However, through conducting our own case study, we identified a limitation to that 

approach as it could be that any two clustering algorithms find the same cluster due to 

similarities in the algorithms rather than that cluster truly existing. Therefore we developed a 

cluster evaluation metric called MCHAMMER for use in k-means clustering, which tests if a 

clusterable structure exists in the data - that the data does actually form groups of points that 

are more similar .To test if  there is a clusterable structure in a given dataset we developed a 

https://paperpile.com/c/DtlZj7/GZlbm+zbOl8
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method that compares that dataset to a set of reference datasets with no clusterable structure 

through measuring the clustability of the data using statistic Q, which is a metric of clusterability. 

This approach has been used by several methods280,281 to identify the optimum cluster number 

however not to solely identify if there is clusterable structure in the data. Another key difference 

between MCHAMMER and other methods that use reference datasets is that we experimentally 

found the best internal cluster validation metric for statistic Q and the best method for 

generating the set of reference datasets. To identify potential internal validation metrics that 

could be used as a potential q statistic we conducted a literature review where we found two 

studies proposing new internal validation metrics, we then extracted other internal validation 

metrics from benchmarking studies which produced 12 metrics to be tested as a potential q 

statistic. These were: 

1. Hubert's gamma 

2. Normalised Hubert's gamma 

3. Silhouette score (Euclidean distance) 

4. Silhouette score (Cosine distance) 

5. Calinski Harabasz index 

6. Davies Bouldin index 

7. Dunn index 

8. S DBW index 

9. SD index  

10. IGP index 

11. CVNN 

12. BWC 

We selected three methods of generating datasets without clusters to form the set of reference 

datasets which were; 1) sampling from a uniform distribution of the minimum and maximum 

values of each variable of the original dataset, 2) randomly shuffling each variable of the original 

dataset and 3)  transforming data generated from a gaussian distribution using the eigan 

vectors of the original dataset. To find which combination of internal validation metric and 

method for generating the set of reference datasets allowed for identifying clusterable structure 

in a dataset we tested if each combination identified clusters in data known to have clusterable 

structure and if it does not identify clusters in data without clusterable structure. The four best 

combinations were 1) Calinski Harabasz index 2) Davies Bouldin index 3) silhouette score 

(euclidean distance) and 4) BWC index all with min max method of generating reference 

datasets (no metric identified clusters in datasets without clusters, identified clusters in datasets 

https://paperpile.com/c/DtlZj7/NYNiy+nJOuy
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with clusters: CH: 94%, BD:97%, silhouette score: 93.3%, BWC: 90.2).  Our scoping review 

identified that external evaluation is much more popular than internal evaluation when 

evaluating clustering solutions in EHR, we also wanted to examine the relationship between 

MCHAMMER finding clusterable structure in data and if those clusters had meaningful 

separation in outcomes. We generated clusterable data with clustEHR and examined each of 

the four successful combinations if clusters were found, did that result in a greater number of 

statistically significant outcomes between clusters. In this experiment, the Calinski Harabasz 

index performed the best (12.5% more statistically significant outcomes when clusters found). 

Therefore the Calinski Harabasz index with the min max method was selected as the optimal 

method for generating reference distributions in MCHAMMER.  

7.2.5. Chapter 6: Using and evaluating MCHAMMER to find clusters in 

Alzheimer’s disease using electronic health records.  

Aim  

The aims of this experiment were to examine the effects of different pre-processing 

methods on AD clusters and to provide a case study of how MCHAMMER could be used 

in a real world clustering experiment.  

Objectives  

1. To identify and characterise clusters found in AD when using MCHAMMER  

2. Examine several ways of preprocessing the data to get different representations of the 

data to find the best clustering solution  

3. To provide a case study of how MCHAMMER can be used in a clustering experiment  

7.2.5.1. Summary  

 

To evaluate the MCHAMMER approach in a real-world clustering experiment we repeated the 

clustering experiment from chapter 3. We also compared the effects of different data 

transformation methods on clustering results. To do this we pre-processed the data from the 

original experiment using different methods and then used either MCA, PCA or kernel PCA with 

either RBF kernel or polynomial kernel as dimensionality reduction. We used MCHAMMER and 

stability to narrow down the best clustering solutions then chose the optimum solution based on 

silhouette score, replication in external datasets and prediction of outcomes compared to the 

original variables. 
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Through using MCHAMMER and stability we identified the best clustering solution to be 

generated from using MCA as a dimensionality reduction method with 4 clusters. This is the 

same approach that performed best in the original clustering experiment. This method also 

produced a cluster with depression anxiety and early onset similar to the one found in 3 out of 4 

methods in the experiment in chapter 3. It also found  a heart and circulatory disorder cluster, a 

male cluster with memory problems and a female cluster with motor problems. All the clusters 

found, with the exception of the female cluster with motor problems are similar to the clusters 

found in the k-means result in the original experiment which involved clinician curation of the 

results.   

 

In this experiment we examined several different dimensionality reduction methods' effects on 

the data. The two kernel approaches are of special interest as they allow for dimensionality 

reduction through non-linear relationships in the data. One approach MCA and polynomial 

kernel PCA did not produce data with clusterable structure, irrelevant of the cluster number. 

Polynomial kernel PCA when k=2 and k=3 produced the most stable cluster results, however 

due to the size disparity between the clusters this solution was not examined further. Lastly RBF 

kernel with 2 clusters was one of the best performing cluster solutions however the clusters 

produced were less meaningful as they were merely a split between patients with a high number 

of comorbidities and symptoms and those with low number of comorbidities and symptoms, 

similar to that of the kernel k-means result from the initial experiment. This indicates that the 

kernel methods may not be appropriate for this data.  

 

MCHAMMER performed well practically when selecting the optimum clustering solution in 

combination with measuring cluster stability. When multiple metrics were used to select the 

optimum cluster number in the experiments in Chapter 3 they often suggested different cluster 

numbers. However due to MCHAMMERs output being binary, this was avoided. The results did 

show a bias towards MCHAMMER finding clusters in solutions with higher values of k, also 

there was not always concordance between solutions found to have clusters by MCHAMMER, 

and those with high stability. 
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7.3. Strengths and Limitations  

7.3.1. Strengths  

In this thesis we identified clinical subtypes of AD using EHR. We found a consistent cluster 

throughout many of the experiments carried out of a depression, anxiety and early onset cluster. 

One strength of this research is repeatedly finding this cluster throughout the multiple 

experiments in this work, as well as it being found in other studies48,197.  The fact that this cluster 

was repeatedly found, not only in our experiments but also in other studies provides strong 

evidence on the the existence of this cluster. Another strength in our approach of finding these 

clusters was the different internal and external evaluation metrics we used to validate the cluster 

results which quantifiably examined a wide range of attributes of the clusters found. Using EHR 

data also provided several strengths to the clustering experiments. First there were a large 

number of variables available to define the clusters. This allows the creation of clusters based 

on the whole patient rather than specific features, such as results on cognitive tests. It also 

generates potential new avenues for research such as the relationship between some 

comorbidities and disease factors, for example; depression and the effect on rate of decline, or 

cancer and more typical AD presentation. Another benefit of EHR is the long observation period, 

which is important in progressive diseases such as AD as firstly one can assess the progression 

of the disease and secondly it allows finding of subtypes which are not just patients at different 

stages of disease. The clinical context of EHR allows for the formation of clinically relevant 

outcomes such as length of time on AchIs and time to moving home. When significant 

differences between clusters are found, it provides the groupings with meaningfulness for 

clinicians, patients, and their families. This clinical context also highlights the utility of the 

clusters as they can be easily implemented in clinical practice as they are defined with routinely 

collected data. 

 

We developed two novel methods to aid clustering studies in EHR; MCHAMMER and clustEHR. 

These tools did not exist before. This has several strengths, for example in the case of 

clustEHR, it is based on EHR data, which, given that it is much more complex than simple 

numerical data that is the basis of many other synthetic cluster generators270,271 , it allows 

clustering algorithms to be tested on data more similar to the data they will be applied to. 

MCHAMMER, though not specifically designed for use on EHR, is useful in EHR clustering 

studies. Due to the fact that, when clustering in EHR the biological basis for the clusters are 

unknown. Determining whether the data has a clusterable structure can help increase the 

https://paperpile.com/c/DtlZj7/4Hkop+DQP1E
https://paperpile.com/c/DtlZj7/GV33g+S8yZH
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validity of the clusters. A final strength of the tools developed in this research is the novelty in 

their approach. For example though many tools exist to identify the correct cluster number 

through comparison with a reference dataset281, only one uses it to identify if data can be 

clustered280 however it uses stability rather than structure and is used only for ensemble 

clustering. There is also novelty in the concept around MCHAMMER as it is rarely tested or 

considered in EHR clustering experiments whether there is a clusterable structure in the data. 

clustEHR includes outcomes as a feature of the synthetic data generated which is a novel 

feature of synthetic cluster generators. It facilitates analysis into how clusters relate to outcomes 

which is an important aspect of clustering in EHR. 

7.3.2. Limitations  

There were several limitations in our approach to finding subtypes in AD using EHR. Firstly 

through our experiments we conducted multiple cluster experiments which gave different 

results. This highlighted the problems with identifying which solution was the overall best 

solution. In the future outlining a list of criteria and their order of importance to create a way of 

determining the best solution as definitively as possible could help this. There were also 

limitations of using EHR as a data source, though the breadth and longitudinal nature is 

beneficial to research, this comes at the cost of lack of depth to the records with specific 

symptoms or tests not being recorded systematically or regularly. There are also variables that 

would be useful to include in the analysis that are not regularly recorded in primary care data, 

such as family history of AD or brain scans. Additionally further information about patient 

symptoms may be recorded in free text notes which we do not have access to. A further 

limitation of this is that due to the fact that there is no consistent or routinely collected biological 

data on patients, such as brain scans, genetic data or AD biomarkers this meant that it was not 

possible to identify the biological underpinnings of the clusters directly. Another limitation comes 

from the fact that the clustering experiments only use primary care data. Frequently possible AD 

patients get referred to memory clinics in tertiary care, which we were unable to get linked data 

for. This means that we do not get a full picture of the patient's treatment of AD, including 

potential follow up cognitive assessments and different diagnoses. Lastly because this is 

secondary use data, we had to use proxies for some outcomes. For example, there is no well-

defined CPRD field or phenotype for moving home to access better care. We presume that any 

change of address is due to moving based on reasons due to the patients AD however this may 

not always be the case.  
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One potential limitation of EHR clustering to find subtypes of diseases is that EHR does not 

have the data to find biological correlates of the clusters. This issue has the potential to be 

solved through large cohort studies linked with EHR. The UK biobank is a cohort study with 

500,000 participants containing genotyping, imaging and medical questionnaire data315  that has 

been linked to HES and CPRD data316. This allows for clustering algorithms to be conducted in 

EHR and then, through using the data in uk biobank, see if there are genetic differences in the 

clusters. However, through linking with UK Biobank, some of the advantages of CPRD are lost 

such as the large number of patients and also the representativeness of different socioeconomic 

groups and ethnicities315. The focus of clusters in EHR is often pragmatic and defined by their 

utility especially in predicting outcomes. However as a completely unsupervised approach may 

not always generate useful results this has led to a development of semi supervised machine 

learning methods called predictive clustering. These work through generating patient vectors 

though an autoencoder where part of the loss function is how well clusters based on those 

vectors predict a given outcome317,318. This still allows groups of patients to be found but also 

driven by a useful outcome. 

 

One issue with MCHAMMER is that defining whether clusters exist structurally in the data is not 

as much of a priority for researchers as finding clusters which are clinically useful and 

meaningful. This aspect of clustering was highlighted in the scoping review (Chapter 2) where 

external validation was found to be much more popular than internal evaluation. Another 

limitation, found from using MCHAMMER in a real-world clustering context is that it regularly 

finds clusters when k is greater than 5. Further research should be conducted into this effect. A 

limitation of clustEHR is that the data produced is currently only suitable for non-temporal 

clustering and requires further development for temporal clustering studies.  

7.4. Future research  

7.4.1. Cluster results  

The cluster results uncovered interesting patterns of patients with AD which have the potential 

for further research especially into the depression, anxiety and early onset cluster and how 

those features relate to each other and to the faster rate of decline. One possibility for the 

existence of this cluster is that depression is a symptom of the prodromal period of dementia319. 

This has led to the suggestion by other studies finding a similar cluster that this could be a 

misdiagnosis of depression48 but is actually the early stages of dementia. Interestingly there is a 
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lot of research conducted into the misdiagnosis of dementia as depression, especially in elderly 

patients320 as elderly patients with depression also can experience cognitive decline321. This is 

known as pseudodementia. However there is less research conducted for the inverse, where 

dementia is misdiagnosed as depression, potentially in part because the impact of misdiagnosis 

with dementia, as an incurable degenerative disease, has greater effect on the patient than 

misdiagnosed with depression322. The research into dementia being diagnosed as depression, 

called pseudodepression, suggests that the main non-cognitive difference between depression 

and pseudodepression is apathy. Even though depression as a distinct mental illness does have 

apathy as a symptom, it also includes bouts of low moods or crying322. Further research into the 

difference between prodromal depression and depression can prevent misdiagnosis. As 

depression can also cause cognitive decline in patients there is some evidence that treatment of 

the depressive symptoms can help alleviate the cognitive decline323 . Further research should 

be conducted into this especially if non-pharmaceutical treatments of depression also alleviate 

cognitive symptoms. Another avenue for potential further research is examining whether the 

mental health issues associated with this cluster increase the rate of decline, this is possible as 

patients with depression are more likely to progress from mild cognitive impairment to AD324 . 

However it could just be due to the fact that patients with earlier onset of AD decline faster325. 

Further research is needed into how early onset and depression and anxiety interact to lead to 

faster cognitive decline.  

 

One benefit of including comorbidities as variables to cluster AD patients is that it can help 

uncover common comorbid patterns. For example, one cluster that appeared in several of the 

clustering experiments conducted in this thesis as well as in other EHR AD clustering studies 

was a cluster of patients with CVD or other heart and circulatory diseases. Further research 

could examine how the treatments for AD and these diseases interact, especially as 

polypharmacy has shown to increase the rate of cognitive decline326 . Research into developing 

policies on management of AD patients with CVD comorbidities could also be useful especially 

with regards to managing daily drug taking when patients have memory problems.  

7.4.2. Cluster benchmarking  

There are many potential avenues for further research and development with clustEHR. Firstly, 

the way of defining noise variables does not always lead to a change in difficulty of the 

clustering problem. Developing a better cut off for noise variables will allow for better control of 

the clusters being produced making clustEHR more suitable for benchmarking. Secondly 
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separation of clusters has only two settings as defined by whether the clusters are either 

diseases or inter disease conditions. Separation could alternatively be defined by removing 

patients from a set distance from a cluster centre, however this would only be appropriate for 

partitional methods. The use case for clustEHR could also be expanded to be able to test 

methods for creating vector representations of a patient's EHR, or for examining multi morbidity.  

7.4.3. MCHAMMER  

Currently MCHAMMER is designed for k-means so the next step of development would be to 

allow users to enter their own clustering algorithm and cluster validation metrics alongside a 

standardised test and criteria so users can define the best CVI for any given algorithm. One 

factor within MCHAMMER is that it generates a definition of clusterable structure through 

comparison with a dataset that does not have clusterable structure. Through experimentation 

we found that the dataset best used as a reference dataset is one with a uniform distribution- 

thus our method implicitly defines datasets without clusterable structure to have a uniform 

distribution. However, users may have their own a priori definition of what clusterable structure 

is and is not, e.g. any data that does not have uniform separation between points may have 

clusterable structure, or any data not from a single distribution may have a clusterable structure. 

Future developments of MCHAMMER should account for the inclusion of different assumptions 

of clusterable and non-clusterable structure though allowing user defined methods of generating 

the set of reference datasets.  

 

7.5. Problem Statement revisited  

In the introduction of this thesis, we outlined two evaluative issues with data driven identification 

of disease subtypes using EHR. These were:  

 

1. EHR data does not always have the biological data necessary to show that the subtypes 

found are true disease subtypes.   

2. Due to the fact that there are many different approaches to clustering, there is no 

singular definition on what a cluster is and no consensus on how to internally evaluate 

cluster results. 

 

Our intention in the following chapters was to better understand these issues and to help 

develop tools to make the results of clustering experiments more valid.  
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EHR data does not always have the biological data necessary to show that the 

subtypes found are true disease subtypes. 

 

In the introduction we questioned the validity of the underlying assumptions of this issue. The 

criticisms of this issue are based on the two opposing views of ‘true clusters’ proposed in the 

paper ‘What are the true clusters’57. Here the author states that there are two approaches to 

understanding true clusters; the first based in natural kinds theory which proposed that there are 

groupings of things that exist in an observer independent reality, reflecting the true state of 

nature and are not dependent or defined by arbitrary or artificial criteria, that are applied by an 

observer89,327. The second approach stems from a constructivist view which questions the notion 

of an observer independent reality as the only way an observer can interact with that reality is 

through observing it328. To apply these theories to the aims of clustering, an aim based in 

natural kinds theory would be to find clusters which represent the true natural clusters57,89, 

where as the constructivists view, which the author supports, suggests that the validity or ‘truth’ 

of the clusters come from if they are meaningful or useful to the user. Identifying the underlying 

disease subtypes through data driven clustering aligns more with the idea of true clusters based 

on natural kinds theory. However the strengths of EHR data and the clusters they produce, lend 

them to be better understood as ‘true clusters’ using the constructivists approach. Therefore to 

evaluate this thesis’s contributions in addressing the issues with the above point we will 

examine how we gained understanding in, and evaluated EHR clusterings meaningfulness and 

utility.  

 

The scoping review in chapter 2 highlighted how studies that carry out clustering in EHR focus 

on showing the meaning of their clusters through external evaluation. This is particularly evident 

in that nearly all studies examined whether the clusters they had found also had differences in 

variables not included in their analysis. This showed that on one level the clusters had meaning 

by showing that there was separation outside the information used to split the patients. Further 

methods were used to show meaning and utility such as appraisal by clinicians, comparison to 

traditional groups and examining their predictive utility. As examining differences between 

outcomes is a common approach in showing cluster meaningfulness in EHR studies, we 

decided to include clinical outcomes data as an output in clustEHR. This allows for greater 

examination into the relationship between clusters being found and clinically relevant outcomes 

and thus further investigation into the relationship between internal cluster validity and external 

cluster validity. We examined cluster utility as an external evaluation metrics in both the 
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clustering experiments in chapter 3 and 6. The method for assessing predictive utility in chapter 

6, by seeing if the cluster labels allows for more accurate prediction of outcomes then the raw 

variables, is arguably a very stringent test. However if clustering solutions can reach this bar it 

definitively shows the value of conducting clustering as it shows that there is a greater level of 

information encoded in the labels that is not accessible to prediction when just using the labels 

themselves. Overall assessing the meaningfulness in the truest sense, which is most simply 

asking experts in the field if the clusters are meaningful to them, is inherently subjective. It can 

require asking multiple clinicians to ensure that a substantial answer is returned. Therefore it is 

interesting to see the different quantitative approaches such as finding differences in outcomes 

that act as proxy measures of meaningfulness. Showing cluster utility is arguably an easier 

aspect to evaluate, so comparing data driven clusters to traditional subtypes, or assessing their 

predictive utility are approaches that should be more commonly used in subtyping studies in 

EHR.  

 

Due to the fact that there are many different approaches to clustering, there is no 

singular definition on what a cluster is and no consensus on how to internally 

evaluate cluster results. 

 

The definition of clusters used in the introduction was:  

 

‘Basically, one wants to form groups in such a way that objects in the same group are similar to 

each other, whereas objects in different groups are as dissimilar as possible.’12  

 

Yet there is a lot of variability in how that definition can be interpreted. Stricter limits of this 

definition can arguably come intrinsically from the clustering algorithms used. For example 

points can be similar if they are from the same distribution in model based clustering 

algorithms80 or if they are all closer to the same centroid in partitional clustering algorithms11. 

This could then imply that given that each clustering algorithm intrinsically has its own slightly 

narrower definition of a cluster, then they would require their own specific metrics to evaluate 

how well a clustering solution adheres to that definition. Despite that being the case, the scoping 

review in chapter 2 found that there was no specific internal evaluation metric, either in selecting 

the optimum value of k or for evaluating the results, used for one specific clustering algorithm. 

The effects of this were highlighted in the initial clustering experiment in chapter 3 where we 
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found limitations in identifying the best result from different clustering algorithms as some 

metrics are more suited to certain algorithms. 

The scoping review (chapter 2) and initial clustering experiment (chapter 3) also highlighted 

another issue with internal cluster validation. Some algorithms such as k-means will always find 

clusters in data independent of whether a clusterable structure exists in it. One method that 

studies use to mitigate this is to repeat the experiment with a different method(s) and attempt to 

replicate previously observed findings. However we found in chapter 3 that this approach had 

limitations as similar clusters may be found if the underlying approaches of the algorithms are 

similar, for example they both find elliptical clusters or find clusters based on how close a single 

point is to centroid or representative point. Therefore in chapter 5 we developed MCHAMMER 

which tests if there is clusterable structure in the data through comparing it with data without 

clusterable structure. One important reflection on MCHAMMER, is that when it shows results 

indicating there is clusterable structure in the data, that definition of clusterable structure is 

based on the definitions of what is not clusterable structure, as defined by the method used to 

generate the set of reference data sets, and also the clustering algorithm, in this case, k-means. 

To reflect on the point above, that as there is no consensus definition of what a cluster is or is 

not, the definitions in most cases come from the algorithms used and therefore the results 

should be interpreted and evaluated inline with the relative cluster definitions proposed by the 

methodology.  

7.6. Thesis Framing - But what is a cluster?!?  

As discussed in the introduction, there is no strict definition of what a cluster is, however we 

discussed two approaches in relation to identifying subtypes of diseases. The theory of both 

approaches is discussed by Hennig57 where one can consider finding true clusters as identifying 

the ‘natural kinds’ of an entity or, essentially, groups that exist in an unobserved context, which 

are not artificial. The alternative approach, which he proposed, is defining true clusters by what 

is meaningful and useful to the researcher/ user. Put into context of finding subtypes of diseases 

it is arguable that finding true distinct biological subtypes aligns with the natural kinds theory of 

true clusters, and is considered the ideal goal of disease subtyping 8,9. However this is not 

always possible with clustering in EHR as there may not be access to biological data, yet 

clustering diseases in EHR can produce meaningful and useful clusters. Another perspective on 

clustering was brought to light when developing MCHAMMER, in that clusters exist in data with 

clusterable structure. This definition is independent of the conceptual differences in what is a 

true cluster as data can have clusterable structure resulting in clusters which are not meaningful 
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or useful or have no biological correlates with true disease. Arguably this way of conceptualising 

clusters is much more aligned with internal evaluation whereas the other definitions can be 

examined through external evaluation. Given these concepts on clustering, and that there is no 

fixed definition as to what a cluster is, it is important to contextualise the work in this thesis in 

regard to these three ideas.  

 

The way in which the clustering experiments into AD patients are carried out is much more 

inline with the idea of clusters being shown to have utility rather than uncovering clusters 

anchored in biological mechanisms. This is illustrated through not only examining cluster 

differences in several clinically relevant outcomes but also through examining the predictive 

utility as an external evaluation method, the function of which was to prove that the clusters 

could predict an outcome better than just using the variables in a model. Previously in the 

discussion, we stated that finding a range of cluster solutions through conducting multiple 

clustering experiments, casts doubt on the validity of any given solution. Yet when viewed 

through the lens that a true cluster solution is what is meaningful and useful this may not be the 

case, as any solution is ‘true’ if this can be proved meaningful and useful based on predefined 

criteria. The selection of the best clustering method in Chapter 6 is influenced by the 

meaningfulness of the clusters as even though on some metrics the kernel PCA with 2 clusters 

was better performing, the clusters were not considered meaningful as it was a cluster of 

comorbid patients or non-comorbid patients. This highlights a problem in examining the 

meaningfulness of clusters as it is inherently a subjective measure, however can be considered 

essential in subtype discovery and with EHR as clusters that are not meaningful in someway to 

the context of the disease have less potential for further research and clinical translation.  

 

ClustEHR can be interpreted both through a natural kinds cluster perspective and a meaningful 

and useful cluster perspective. Firstly, as the datasets generated have true cluster labels this 

corresponds with the idea of finding true clusters rather than useful clusters. However, as 

clustEHR also contains outcomes, cluster utility can also be evaluated without the need to 

consider whether the true cluster labels are correctly identified by the algorithm. This approach 

was carried out in how clustEHR was used in testing MCHAMMER as it was not examined 

whether k-means identified the correct cluster labels, only whether the clusters found had 

different outcomes. MCHAMMER defines true clusters in relation to a datasets clusterability. 

However, it does investigate whether that is related to useful clusters. Yet there are limitations 

to that analysis and further research should be conducted into that relationship.  
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7.7. Conclusion  

Clustering in EHR has great potential to uncover novel subtypes and patterns of diseases due 

to the breadth of EHR data and the unbiased approach of unsupervised machine learning 

algorithms. However it also has limitations due to a lack of consistent definition of what 

clustering is, no singular evaluation approach and no biological data available in EHR to validate 

the discovered clusters. In this thesis we examined current approaches in clustering EHR and 

how they are evaluated using both a scoping review and our own experiments. We identified 

methods to improve cluster evaluation through verification of clusterable structures in data, as 

well as a method for benchmarking cluster methods in EHR. Throughout the experiments and 

tool development in this thesis we have highlighted many of the aims and limitations of 

evaluative methods used when conducting clustering analysis in EHR. The research findings 

presented in this thesis can drive disease subtyping EHR studies of higher accuracy by enabling 

robust cluster evaluation methodologies.   
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Appendix 2 

appendix table 2.1: list of countries found in scoping review 

Country 

USA 

Spain 

Russia 

UK 

Australia 

South Korea 

Portugal 

India 

South Africa 

Croatia 

appendix table 2.2: diseases and abbreviation definitions  

Disease  

COPD Chronic obstructive pulmonary disorder 

Multi Morbidity  

Sepsis  

ICU patients Intensive care unit patients 

COVID  

MCI Mild cognitive impairment 

AD Alzheimer’s disease 

HF Heart Failure 

T2D Type 2 diabetes 

Autism  

CKD Chronic kidney disease 

postoperative pain  

opioid prescription  

Cerebral Palsy  

Moyamoya disease  
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RA Rheumatoid arthritis 

PANS Paediatric acute-onset neuropsychiatric syndrome  

CVD Cardio vascular disease 

HIV human immunodeficiency virus 

CTRCD Cancer therapy-related cardiac dysfunction 

Health care utilisation  

Antidepressants and pregnancy  

Congenital malformations  

Breast cancer  

Epilepsy  

Frailty  

Drug use  

Paediatric trauma patients  

Joint replacement  

Delirium  

Parkinsons  

Multiple myeloma  

prostate cancer  

 

 

appendix table 2.3: methods for handling missing data  

Missing data 

None 

Multiple imputation 

Remove incomplete records 

Incorporated 

Mean imputation 

Fully conditional specification 
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appendix table 2.4: methods for selecting features used  

Feature Selection 

None 

Remove correlated variables 

Manually chosen 

Predictiction task 

Remove unique variables 

Risk factors 

PheWAS 

Previous research 

Prevalence threshold 

Survey 

 

appendix table 2.5: methods for data transformation  

Data transformation definition 

None  

PCA Principle components analysis 

MCA Multiple correspondent analysis 

Factor analysis  

New deep learning model  

New statistical model  

TFIDF term frequency–inverse document frequency 

TDA Topological data analysis  

Robust linear regression  

b splines  

Autoencoders  

LCS longest common subsequence 

z-score normalisation  

TNW Temporal Needleman-Wunsch (TNW) algorithm 

medAl  



348 

t-SNE  

Tensor construction  

Polynomial Kernal-PCA  

Manually combined variables  

SOM Self organising maps  

Graph network  

New NLP model  

 

 

appendix table 2.6: clustering algorithms  

Clustering algorithm definition 

None  

K-means  

Consensus K-means  

Hierarchical Clustering  

LDA Latent Dirichlet allocation 

Graph Based Clustering Algorithm  

Probabilistic subtyping model  

K-medians  

Tensor factorisation  

composite mixture models  

LCA Latent class analysis 

Longitudinal k-means  

Sphere analysis  

Two Step Clustering  

Factor Analysis  

DBSCAN Density-based spatial clustering of applications with noise  

Spectral Clustering  

Fuzzy C-means  

Kernel K-means  

NMF Non-negative matrix factorisation 

OPTICS Ordering points to identify the clustering structure 

K-medoids  
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appendix table 2.7: methods for deciding k 

Deciding K Description 

None  

Silhouette Score  

Cluster size  

Consensus matrix heatmap separation  

Pairwise consensus values  

TSS Total sum of squares 

Gap statistic  

Inspection of dendrogram  

Calinski Harabasz index  

Stability  

Manually chosen  

Within group dispersion  

Comparisons of outcomes  

BIC Bayesian information criterion 

Intrinsic in algorithm  

Between cluster variance  

Pseudo F  

Pseudo T  

Test train group(s)  

AIC Akaike information criterion 

Davies Bouldin  

Does not say  

Dunn  

Correlation coefficient  

Hierarchical Clustering  

Fawkes mallows  

Adjusted Rand  

Adjusted Wallace  

Variance explained-elbow plot  
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Clest  

k-distance tuning  

Topic coherence  

Magnitude of topic  

Clinical evaluation  

Partition coefficient  

Partition entropy  

Xie-Beni  

Cubic clustering criterion  

R squared  

CVNN  

C index  

Eigan gap heuristic  

PCA Principle component analysis  

 

appendix table 2.8: methods for characterising clusters 

Characterising clusters 

None 

ranking variables by mean difference 

statistical test 

mean and SD 

most prevalent 

observed expected ratio 

Elixhauser Comorbidity Index 

researcher/clinician 

rate of change of variable 

SPADE 

Examination of factor loadings 

Cumulative trajectory analysis 

Prediction model 

Pearson rank correlation 
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appendix table 2.9: methods of internal evaluation 

Internal evaluation 

None 

Silhouette score 

repeat with different method 

Sensitivity analysis 

probable cluster assignment 

Stability 

Elixhauser Comorbidity Index 

data visualisation using t-sne 

concept association score 

simulation data 

data visualisation using PCA 

decision tree 

SPADE 

Network analysis 

classification of points to each cluster 

using rule 

variable overlap in clusters 

agglomerative coefficient 

repeat method with different parameters 

topic coherence 

topic dependence 

CVNN 

C index 

r squared 

network density 
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appendix table 2.10: methods of external evaluation 

External evaluation metric 

None 

comparison of outcomes 

repeat in external datasets 

Clinical trial data 

Comparison to tradition cluster groups 

Comparison to control group 

Other 

comparison between genders 

analysis of trajectories 

predictive utility 

utility compared to other methods 

Clinician appraisal 

model stability across time 

same dataset test train split 

simulation studies 

Genetic association 
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appendix table 2.11: all included experiments from all the studies included in the scoping 

review with key features of the studies 

Title Year Disease Country Time Type 

Clustering 
algorithm N K 

Derivation, Validation, and Potential Treatment Implications of 
Novel Clinical Phenotypes for Sepsis29 2019 Sepsis USA 

Non- 
temporal 

Consensus K-
means 20189 4 

Exploration of critical care data by using unsupervised machine 
learning114 2020 

ICU 
patients USA 

Non- 
temporal K-means 1503 3 

Multimorbidity and functional status in older people: a cluster 
analysis118 2020 

Multi 
Morbidity Spain 

Non- 
temporal K-means 813 4 

Deep representation learning of electronic health records to 
unlock patient stratification at scale48 2020 T2D USA temporal 

Hierarchical 
Clustering 

10050

6 3 

Deep representation learning of electronic health records to 
unlock patient stratification at scale48 2020 AD USA temporal 

Hierarchical 
Clustering 6748 3 

Deep representation learning of electronic health records to 
unlock patient stratification at scale48 2020 

Parkinson
’s USA temporal 

Hierarchical 
Clustering 6248 2 

Deep representation learning of electronic health records to 
unlock patient stratification at scale48 2020 

multiple 
myeloma USA temporal 

Hierarchical 
Clustering 3894 5 

Deep representation learning of electronic health records to 
unlock patient stratification at scale48 2020 

Breast 
cancer USA temporal 

Hierarchical 
Clustering 16660 2 

Deep representation learning of electronic health records to 
unlock patient stratification at scale48 2020 

prostate 
cancer USA temporal 

Hierarchical 
Clustering 28802 2 

Unsupervised Machine Learning for the Discovery of Latent 
Clusters in COVID-19 Patients Using Electronic Health 
Records129 2020 COVID USA 

Non- 
temporal K-means 6101 4 

Latent COVID-19 Clusters in Patients with Chronic Respiratory 
Conditions133 2020 COPD USA 

Non- 
temporal K-means 2326 3 

Multimorbidity patterns with K-means nonhierarchical cluster 
analysis329 2018 

Multi 
Morbidity Spain 

Non- 
temporal K-means 

40899

4 6 

Deep Learning Prediction of Mild Cognitive Impairment using 
Electronic Health Records137 2020 MCI USA 

Non- 
temporal K-means 5923 5 

Data-driven discovery of probable Alzheimer's disease and 
related dementia subphenotypes using electronic health 
records197 2020 MCI USA 

Non- 
temporal 

Hierarchical 
Clustering 792 4 

Unsupervised machine learning for the discovery of latent 
disease clusters and patient subgroups using electronic health 
records136 2020 

Multi 
Morbidity USA 

Non- 
temporal K-means 1577 2 

Assessing clinical heterogeneity in sepsis through treatment 
patterns and machine learning122 2019 Sepsis USA 

Non- 
temporal LDA 29253 42 

Multiscale classification of heart failure phenotypes by 
unsupervised clustering of unstructured electronic medical 
record data36 2020 HF Russia 

Non- 
temporal K-means 25952 15 

https://paperpile.com/c/DtlZj7/9VeHO
https://paperpile.com/c/DtlZj7/hkbhw
https://paperpile.com/c/DtlZj7/tygca
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/DQP1E
https://paperpile.com/c/DtlZj7/V6F3N
https://paperpile.com/c/DtlZj7/4KRo1
https://paperpile.com/c/DtlZj7/RZlae
https://paperpile.com/c/DtlZj7/PlSif
https://paperpile.com/c/DtlZj7/4Hkop
https://paperpile.com/c/DtlZj7/SQ2ge
https://paperpile.com/c/DtlZj7/aH0x7
https://paperpile.com/c/DtlZj7/umHS5
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Using topological data analysis and pseudo time series to infer 
longitudinal phenotypes from electronic health records76 2020 T2D UK temporal 

graph based 
clustering 
algorithm 924 3 

Comorbidity clusters in autism spectrum disorders: an 
electronic health record time-series analysis38 2014 Autism USA temporal 

Hierarchical 
Clustering 4934 4 

Extracting Deep Phenotypes for Chronic Kidney Disease Using 
Electronic Health Records115 2017 CKD USA temporal 

Probabalistic 
subtyping 
model 17314 5 

Trajectory analysis for postoperative pain using electronic 
health records: A nonparametric method with robust linear 
regression and K-medians cluster analysis49 2019 

postopera
tive pain USA temporal k-medians 3025 4 

A cluster-based approach for integrating clinical management 
of Medicare beneficiaries with multiple chronic conditions39 2019 

Multi 
Morbidity USA 

Non- 
temporal 

Hierarchical 
Clustering 44645 13 

TASTE: Temporal and Static Tensor Factorization for 
Phenotyping Electronic Health Records35 2021 HF USA temporal 

tensor 
factorisation 3244 5 

Flexible, cluster-based analysis of the electronic medical record 
of sepsis with composite mixture models53 2018 Sepsis USA 

Non- 
temporal 

composite 
mixture 
models 52659 20 

Measuring the prevalence of 60 health conditions in older 
Australians in residential aged care with electronic health 
records: a retrospective dynamic cohort study102 2020 

Multi 
Morbidity Australia 

Non- 
temporal LCA 9436 7 

Longitudinal K-means approaches to clustering and analyzing 
EHR opioid use trajectories for clinical subtypes119 2021 

opioid 
prescripti
on USA temporal 

Longitudinal 
k-means 3691 3 

Longitudinal K-means approaches to clustering and analyzing 
EHR opioid use trajectories for clinical subtypes119 2021 

opioid 
prescripti
on USA temporal 

Longitudinal 
k-means 3691 7 

Longitudinal K-means approaches to clustering and analyzing 
EHR opioid use trajectories for clinical subtypes119 2021 

opioid 
prescripti
on USA temporal 

Longitudinal 
k-means 3691 7 

Paving the COWpath: Learning and visualizing clinical pathways 
from electronic health record data119 2015 CKD USA temporal 

Hierarchical 
Clustering 1576 31 

Electronic health record and patterns of care for children with 
cerebral palsy105 2021 

Cerebral 
Palsy USA temporal 

Hierarchical 
Clustering 3546 7 

Chronic obstructive pulmonary disease phenotypes using 
cluster analysis of electronic medical records33 2018 COPD USA 

Non- 
temporal 

sphere 
analysis 3144 9 

Identifying clinically important COPD sub-types using data-
driven approaches in primary care population based electronic 
health records34 2019 COPD UK 

Non- 
temporal K-means 30961 5 

Features and diversity of symptoms of moyamoya disease in 
adolescents: A cluster analysis41 2021 

Moyamoy
a disease 

South 
Korea 

Non- 
temporal 

Two Step 
Clustering 303 5 

AliClu - Temporal sequence alignment for clustering 
longitudinal clinical data37 2019 RA Portugal temporal 

Hierarchical 
Clustering 426 25 

Comparative analysis of methods for identifying multimorbidity 
patterns: a study of 'real-world' data120 2018 

Multi 
Morbidity Spain 

Non- 
temporal 

Hierarchical 
Clustering 

40894

4 12 

https://paperpile.com/c/DtlZj7/sSu3M
https://paperpile.com/c/DtlZj7/lfNFJ
https://paperpile.com/c/DtlZj7/Xk4ux
https://paperpile.com/c/DtlZj7/EfJUX
https://paperpile.com/c/DtlZj7/5ODDY
https://paperpile.com/c/DtlZj7/2LuQz
https://paperpile.com/c/DtlZj7/XuVyL
https://paperpile.com/c/DtlZj7/MFGhI
https://paperpile.com/c/DtlZj7/UGXvP
https://paperpile.com/c/DtlZj7/UGXvP
https://paperpile.com/c/DtlZj7/UGXvP
https://paperpile.com/c/DtlZj7/UGXvP
https://paperpile.com/c/DtlZj7/nnATu
https://paperpile.com/c/DtlZj7/iiN96
https://paperpile.com/c/DtlZj7/WzHst
https://paperpile.com/c/DtlZj7/NEeYx
https://paperpile.com/c/DtlZj7/eKWil
https://paperpile.com/c/DtlZj7/Wp6bs
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Comparative analysis of methods for identifying multimorbidity 
patterns: a study of 'real-world' data120 2018 

Multi 
Morbidity Spain 

Non- 
temporal 

Factor 
Analysis 

40894

4 9 

Discovering prescription patterns in paediatric acute-onset 
neuropsychiatric syndrome patients112 2021 PANS USA temporal K-means 43 6 

Identifying subpopulations of septic patients: A temporal data-
driven approach19 2021 Sepsis USA temporal DBSCAN 5539 15 

Identifying subpopulations of septic patients: A temporal data-
driven approach19 2021 Sepsis USA temporal 

Hierarchical 
Clustering 5539 12 

Detecting time-evolving phenotypic topics via tensor 
factorization on electronic health records: Cardiovascular 
disease case study77 2019 CVD USA temporal 

tensor 
factorisation 12380 13 

Multimorbidity patterns in the elderly: a prospective cohort 
study with cluster analysis50 2018 

Multi 
Morbidity Spain temporal K-means 

19010

8 5 

Distributed Tensor Decomposition for Large Scale Health 
Analytics126 2019 Sepsis USA temporal 

tensor 
factorisation 38159 3 

Comorbidity patterns among people living with HIV: a 
hierarchical clustering approach through integrated electronic 
health records data in South Carolina110 2020 HIV USA 

Non- 
temporal 

Hierarchical 
Clustering 8490 4 

Learning Clinical Workflows to Identify Subgroups of Heart 
Failure Patients116 2016 HF USA temporal K-means 

27268

5 10 

Cardiac risk stratification in cancer patients: A longitudinal 
patient-patient network analysis127 2021 CTRCD USA 

Non- 
temporal K-means 4632 4 

Weighting Primary Care Patient Panel Size: A Novel Electronic 
Health Record-Derived Measure Using Machine Learning42 2016 

Health 
care 
utilisation USA 

Non- 
temporal K-means 52368 4 

CKD subpopulations defined by risk-factors: A longitudinal 
analysis of electronic health records124 2021 CKD USA temporal 

Spectral 
clustering 9323 5 

The comorbidity burden of type 2 diabetes mellitus: patterns, 
clusters and predictions from a large English primary care 
cohort111 2019 T2D UK 

Non- 
temporal 

Hierarchical 
Clustering 

10239

4 4 

Learning latent heterogeneity for type 2 diabetes patients 
using longitudinal health markers in electronic health records32 2020 T2D USA temporal 

Hierarchical 
Clustering 24975 4 

Medication Profiles of Patients with Cognitive Impairment and 
High Anticholinergic Burden44 2018 MCI USA 

Non- 
temporal 

Hierarchical 
Clustering 13627 13 

Soft clustering using real-world data for the identification of 
multimorbidity patterns in an elderly population: cross-
sectional study in a Mediterranean population121 2019 

Multi 
Morbidity Spain 

Non- 
temporal 

Fuzzy c-
means 

85308

5 8 

Medication patterns in older adults with multimorbidity: a 
cluster analysis of primary care patients113 2019 

Multi 
Morbidity Spain 

Non- 
temporal K-means 

16451

3 6 

Longitudinal trajectories of antidepressant use in pregnancy 
and the postnatal period108 2018 

anti 
depressa
nts and 
pregnanc
y USA temporal 

Longitudinal 
k-means 166 4 

https://paperpile.com/c/DtlZj7/Wp6bs
https://paperpile.com/c/DtlZj7/EGaPW
https://paperpile.com/c/DtlZj7/CS3IJ
https://paperpile.com/c/DtlZj7/CS3IJ
https://paperpile.com/c/DtlZj7/EqYPV
https://paperpile.com/c/DtlZj7/JYTZa
https://paperpile.com/c/DtlZj7/XV00v
https://paperpile.com/c/DtlZj7/sxT96
https://paperpile.com/c/DtlZj7/D2vfI
https://paperpile.com/c/DtlZj7/8kYYl
https://paperpile.com/c/DtlZj7/9YdWV
https://paperpile.com/c/DtlZj7/imL3I
https://paperpile.com/c/DtlZj7/OPKLM
https://paperpile.com/c/DtlZj7/IHRy3
https://paperpile.com/c/DtlZj7/GzSVE
https://paperpile.com/c/DtlZj7/z7RH8
https://paperpile.com/c/DtlZj7/C07ua
https://paperpile.com/c/DtlZj7/ECBWh
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Multimorbidity Patterns in Elderly Primary Health Care Patients 
in a South Mediterranean European Region: A Cluster 
Analysis50 2015 

Multi 
Morbidity Spain 

Non- 
temporal 

Hierarchical 
Clustering 

32232

8 3 

Using EHRs for Heart Failure Therapy Recommendation Using 
Multidimensional Patient Similarity Analytics138 2016 HF USA 

Non- 
temporal 

Hierarchical 
Clustering 1386 5 

Haemangiomas and associated congenital malformations in a 
large population-based sample of infants101 2008 

congenita
l 
malforma
tions USA 

Non- 
temporal K-means 5313 12 

Data-driven identification of temporal glucose patterns in a 
large cohort of nondiabetic patients with COVID-19 using time-
series clustering30 2021 COVID USA temporal 

Longitudinal 
k-means 77502 3 

Data-driven identification of temporal glucose patterns in a 
large cohort of nondiabetic patients with COVID-19 using time-
series clustering30 2021 COVID USA temporal 

kernel k-
means 77502 19 

Using topic modelling via non-negative matrix factorization to 
identify relationships between genetic variants and disease 
phenotypes: A case study of Lipoprotein(a) (LPA)117 2019 CVD USA 

Non- 
temporal NMF 12759 6 

Prospective stratification of patients at risk for emergency 
department revisit: resource utilization and population 
management strategy implications43 2016 

Health 
care 
utilisation USA 

Non- 
temporal K-means 

29346

1 6 

Multimorbidity clusters among long-term breast cancer 
survivors in Spain: Results of the SURBCAN study135 2021 

Breast 
cancer Spain 

Non- 
temporal K-means 6512 5 

Disease types discovery from a large database of inpatient 
records: A sepsis study78 2016 Sepsis USA temporal K-means 

11271

14 4 

Adult onset epilepsy is defined by phenotypic clusters with 
unique comorbidities and risks of death330 2021 epilepsy UK 

Non- 
temporal 

Hierarchical 
Clustering 10499 4 

Identifying longitudinal clusters of multimorbidity in an urban 
setting: A population-based cross-sectional study51 2021 

Multi 
Morbidity UK 

Non- 
temporal 

Hierarchical 
Clustering 

17488

1 5 

A machine learning approach to identify distinct subgroups of 
veterans at risk for hospitalization or death using 
administrative and electronic health record data123 2021 

Multi 
Morbidity USA 

Non- 
temporal OPTICS 11000 30 

Cluster Analysis of Mixed and Missing Chronic Kidney Disease 
Data in KwaZulu-Natal Province, South Africa103 2021 CKD 

South 
Africa 

Non- 
temporal 

Hierarchical 
Clustering 200 3 

Data-Driven Visual Characterization of Patient Health-Status 
Using Electronic Health Records and Self-Organizing Maps128 2020 

Multi 
Morbidity Spain 

Non- 
temporal 

Hierarchical 
Clustering 6498 5 

Clustering of Mental and Physical Comorbidity and the Risk of 
Frailty in Patients Aged 60 Years or More in Primary Care104 2019 Frailty Croatia 

Non- 
temporal K-means 159 3 

Machine Learning for Feature Selection and Cluster Analysis in 
Drug Utilisation Research130 2019 Drug use Spain 

Non- 
temporal K-means 37996 5 

Evaluation of multidisciplinary collaboration in pediatric 
trauma care using EHR data 2018 

Health 
care 
utilisation USA 

Non- 
temporal 

Spectral 
Clustering 249 3 

https://paperpile.com/c/DtlZj7/JYTZa
https://paperpile.com/c/DtlZj7/Ubog3
https://paperpile.com/c/DtlZj7/EZKar
https://paperpile.com/c/DtlZj7/sC07y
https://paperpile.com/c/DtlZj7/sC07y
https://paperpile.com/c/DtlZj7/kpCS7
https://paperpile.com/c/DtlZj7/ARvCG
https://paperpile.com/c/DtlZj7/Pixwe
https://paperpile.com/c/DtlZj7/5nkiN
https://paperpile.com/c/DtlZj7/cuo9b
https://paperpile.com/c/DtlZj7/sDPAO
https://paperpile.com/c/DtlZj7/jw4IR
https://paperpile.com/c/DtlZj7/VU46q
https://paperpile.com/c/DtlZj7/BEsWl
https://paperpile.com/c/DtlZj7/aMdzC
https://paperpile.com/c/DtlZj7/MA7Et
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High-Cost Patients: Hot-Spotters Don't Explain the Half of It107 2017 

Health 
care 
utilisation USA 

Non- 
temporal k-medoids 1486 5 

Data analytics in health promotion: Health market 
segmentation and classification of total joint replacement 
surgery patients106 2016 

joint 
replacem
ent USA 

Non- 
temporal K-means 767 2 

Analysis of multi-dimensional contemporaneous EHR data to 
refine delirium assessments40 2016 delirium USA 

Non- 
temporal 

Hierarchical 
Clustering 88206 3 

Innovations in Chronic Care Delivery Using Data-Driven Clinical 
Pathways132 2015 CKD USA temporal 

Hierarchical 
Clustering 664 3 

  

https://paperpile.com/c/DtlZj7/Mqg8F
https://paperpile.com/c/DtlZj7/myR1a
https://paperpile.com/c/DtlZj7/ZM724
https://paperpile.com/c/DtlZj7/scFcB
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appendix table 2.12: variables in each clustering study  

Title 

N 

variable

s N 

demo

graphi

cs 

lab 

tests 

sympt

oms 

medic

ation 

como

rbiditi

es 

lifesty

le 

factor

s 

diagn

oses 

healt

hcare 

utilisa

tion 

proce

dures 

Derivation, Validation, and Potential Treatment Implications of Novel 

Clinical Phenotypes for Sepsis 29 20189 1 1 0 0 1 0 0 0 0 

Exploration of critical care data by using unsupervised machine learning 9 1503 0 1 0 0 0 0 0 0 0 

Multimorbidity and functional status in older people: a cluster analysis 38 813 1 0 0 1 1 1 0 1 0 

Deep representation learning of electronic health records to unlock 

patient stratification at scale 31659 100506 1 1 1 1 0 0 0 1 1 

Deep representation learning of electronic health records to unlock 

patient stratification at scale 31659 6748 1 1 1 1 0 0 0 1 1 

Deep representation learning of electronic health records to unlock 

patient stratification at scale 31659 6248 1 1 1 1 0 0 0 1 1 

Deep representation learning of electronic health records to unlock 

patient stratification at scale 31659 3894 1 1 1 1 0 0 0 1 1 

Deep representation learning of electronic health records to unlock 

patient stratification at scale 31659 16660 1 1 1 1 0 0 0 1 1 

Deep representation learning of electronic health records to unlock 

patient stratification at scale 31659 28802 1 1 1 1 0 0 0 1 1 

Unsupervised Machine Learning for the Discovery of Latent Clusters in 

COVID-19 Patients Using Electronic Health Records 26 6101 1 0 0 0 1 0 0 0 0 

Latent COVID-19 Clusters in Patients with Chronic Respiratory 

Conditions 26 2326 1 0 0 0 1 0 0 0 0 

Multimorbidity patterns with K-means nonhierarchical cluster analysis 243 408994 1 0 0 0 1 0 0 0 0 

Deep Learning Prediction of Mild Cognitive Impairment using Electronic 

Health Records 36 5923 1 0 1 0 1 1 0 0 0 

Data-driven discovery of probable Alzheimer's disease and related 

dementia subphenotypes using electronic health records 215 792 1 0 0 1 1 0 0 0 0 

Unsupervised machine learning for the discovery of latent disease 

clusters and patient subgroups using electronic health records 285 1577 1 0 0 0 1 0 0 0 0 

Assessing clinical heterogeneity in sepsis through treatment patterns 

and machine learning 2521 29253 0 0 0 1 0 0 0 0 1 

Multiscale classification of heart failure phenotypes by unsupervised 

clustering of unstructured electronic medical record data 655 25952 0 0 1 0 1 0 0 0 0 

Using topological data analysis and pseudo time series to infer 

longitudinal phenotypes from electronic health records 7 924 1 1 0 0 0 1 0 0 0 

Comorbidity clusters in autism spectrum disorders: an electronic health 

record time-series analysis 45 4934 0 0 0 0 1 0 0 0 0 

Extracting Deep Phenotypes for Chronic Kidney Disease Using 

Electronic Health Records 2 17314 0 1 0 0 0 0 0 0 0 

Trajectory analysis for postoperative pain using electronic health 

records: A nonparametric method with robust linear regression and K-

medians cluster analysis 1 3025 0 0 1 0 0 0 0 0 0 

A cluster-based approach for integrating clinical management of 

Medicare beneficiaries with multiple chronic conditions 25 44645 0 0 0 0 1 0 0 0 0 
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TASTE: Temporal and Static Tensor Factorization for Phenotyping 

Electronic Health Records 332 3244 0 0 0 1 1 0 0 0 0 

Flexible, cluster-based analysis of the electronic medical record of 

sepsis with composite mixture models 14 52659 1 0 0 0 0 0 0 1 0 

Measuring the prevalence of 60 health conditions in older Australians 

in residential aged care with electronic health records: a retrospective 

dynamic cohort study 23 9436 1 0 0 0 1 0 0 0 0 

Longitudinal K-means approaches to clustering and analyzing EHR 

opioid use trajectories for clinical subtypes 16 3691 1 0 0 1 1 0 0 0 0 

Longitudinal K-means approaches to clustering and analyzing EHR 

opioid use trajectories for clinical subtypes 16 3691 1 0 0 1 1 0 0 0 0 

Longitudinal K-means approaches to clustering and analyzing EHR 

opioid use trajectories for clinical subtypes 16 3691 1 0 0 1 1 0 0 0 0 

Paving the COWpath: Learning and visualizing clinical pathways from 

electronic health record data 16 1576 0 0 0 1 1 0 0 1 0 

Electronic health record and patterns of care for children with cerebral 

palsy 34 3546 1 1 0 1 0 0 0 1 1 

Chronic obstructive pulmonary disease phenotypes using cluster 

analysis of electronic medical records 23 3144 1 1 1 1 1 0 0 1 0 

Identifying clinically important COPD sub-types using data-driven 

approaches in primary care population based electronic health records 14 30961 1 1 1 0 1 1 0 0 0 

Features and diversity of symptoms of moyamoya disease in 

adolescents: A cluster analysis 12 303 0 0 1 0 0 0 0 0 0 

AliClu - Temporal sequence alignment for clustering longitudinal clinical 

data 8 426 0 0 0 1 0 0 0 0 0 

Comparative analysis of methods for identifying multimorbidity 

patterns: a study of 'real-world' data 263 408944 1 0 0 0 1 0 0 0 0 

Comparative analysis of methods for identifying multimorbidity 

patterns: a study of 'real-world' data 263 408944 1 0 0 0 1 0 0 0 0 

Discovering prescription patterns in pediatric acute-onset 

neuropsychiatric syndrome patients 9 43 0 0 0 1 0 0 0 0 0 

Identifying subpopulations of septic patients: A temporal data-driven 

approach 45 5539 1 1 0 1 0 0 0 0 0 

Identifying subpopulations of septic patients: A temporal data-driven 

approach 45 5539 1 1 0 1 0 0 0 0 0 

Detecting time-evolving phenotypic topics via tensor factorization on 

electronic health records: Cardiovascular disease case study 1068 12380 0 0 0 0 1 0 0 0 0 

Multimorbidity patterns in the elderly: a prospective cohort study with 

cluster analysis 16 190108 0 0 0 0 1 0 0 0 0 

Distributed Tensor Decomposition for Large Scale Health Analytics 745 38159 0 0 0 1 1 0 0 0 0 

Comorbidity patterns among people living with HIV: a hierarchical 

clustering approach through integrated electronic health records data 

in South Carolina 24 8490 0 0 0 0 1 0 0 0 0 

Learning Clinical Workflows to Identify Subgroups of Heart Failure 

Patients 126 272685 0 0 0 0 0 0 0 1 0 

Cardiac risk stratification in cancer patients: A longitudinal patient-

patient network analysis 112 4632 1 1 1 0 0 0 0 0 0 



360 

Weighting Primary Care Patient Panel Size: A Novel Electronic Health 

Record-Derived Measure Using Machine Learning 17 52368 1 0 0 0 0 0 0 1 0 

CKD subpopulations defined by risk-factors: A longitudinal analysis of 

electronic health records 14 9323 0 1 0 0 0 1 0 0 0 

The comorbidity burden of type 2 diabetes mellitus: patterns, clusters 

and predictions from a large English primary care cohort 16 102394 0 0 0 0 1 0 0 0 0 

Learning latent heterogeneity for type 2 diabetes patients using 

longitudinal health markers in electronic health records 9 24975 1 1 0 1 0 0 0 0 0 

Medication Profiles of Patients with Cognitive Impairment and High 

Anticholinergic Burden 68 13627 0 0 0 1 0 0 0 0 0 

Soft clustering using real-world data for the identification of 

multimorbidity patterns in an elderly population: cross-sectional study 

in a Mediterranean population 49 853085 1 0 0 1 1 0 0 1 0 

Medication patterns in older adults with multimorbidity: a cluster 

analysis of primary care patients 10 164513 0 0 0 1 0 0 0 0 0 

Longitudinal trajectories of antidepressant use in pregnancy and the 

postnatal period 1 166 0 0 0 1 0 0 0 0 0 

Multimorbidity Patterns in Elderly Primary Health Care Patients in a 

South Mediterranean European Region: A Cluster Analysis 263 322328 1 0 0 0 1 0 0 0 0 

Using EHRs for Heart Failure Therapy Recommendation Using 

Multidimensional Patient Similarity Analytics 42 1386 1 1 1 0 1 1 0 0 0 

Haemangiomas and associated congenital malformations in a large 

population-based sample of infants 21 5313 1 0 0 0 0 1 1 0 0 

Data-driven identification of temporal glucose patterns in a large 

cohort of nondiabetic patients with COVID-19 using time-series 

clustering 1 77502 0 1 0 0 0 0 0 0 0 

Data-driven identification of temporal glucose patterns in a large 

cohort of nondiabetic patients with COVID-19 using time-series 

clustering 1 77502 0 1 0 0 0 0 0 0 0 

Using topic modeling via non-negative matrix factorization to identify 

relationships between genetic variants and disease phenotypes: A case 

study of Lipoprotein(a) (LPA) 1853 12759 0 0 1 0 1 0 1 0 1 

Prospective stratification of patients at risk for emergency department 

revisit: resource utilization and population management strategy 

implications 152 293461 1 1 0 1 1 0 1 1 1 

Multimorbidity clusters among long-term breast cancer survivors in 

Spain: Results of the SURBCAN study 24 6512 1 0 1 0 1 0 0 1 0 

Disease types discovery from a large database of inpatient records: A 

sepsis study 200 

112711

4 1 1 0 0 1 0 0 0 1 

Adult onset epilepsy is defined by phenotypic clusters with unique 

comorbidities and risks of death 36 10499 1 0 0 1 1 0 0 0 0 

Identifying longitudinal clusters of multimorbidity in an urban setting: A 

population-based cross-sectional study 34 174881 1 0 0 1 1 1 0 1 0 

A machine learning approach to identify distinct subgroups of veterans 

at risk for hospitalization or death using administrative and electronic 

health record data 119 11000 1 1 0 1 1 0 0 1 0 

Cluster Analysis of Mixed and Missing Chronic Kidney Disease Data in 

KwaZulu-Natal Province, South Africa 32 200 1 1 0 0 0 0 0 0 0 
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Data-Driven Visual Characterization of Patient Health-Status Using 

Electronic Health Records and Self-Organizing Maps 2265 6498 1 0 0 1 1 0 0 0 0 

Clustering of Mental and Physical Comorbidity and the Risk of Frailty in 

Patients Aged 60 Years or More in Primary Care 23 159 0 1 1 0 1 0 0 0 0 

Machine Learning for Feature Selection and Cluster Analysis in Drug 

Utilisation Research 32 37996 1 0 0 0 1 1 0 0 0 

Evaluation of multidisciplinary collaboration in pediatric trauma care 

using EHR data 137 249 1 0 0 0 0 0 0 1 0 

High-Cost Patients: Hot-Spotters Don't Explain the Half of It 32 1486 0 0 0 0 1 0 0 1 1 

Data analytics in health promotion: Health market segmentation and 

classification of total joint replacement surgery patients 75 767 1 0 1 0 1 1 0 1 1 

Analysis of multi-dimensional contemporaneous EHR data to refine 

delirium assessments 140 88206 0 0 1 0 0 0 0 0 0 

Innovations in Chronic Care Delivery Using Data-Driven Clinical 

Pathways 24 664 1 0 1 1 1 0 0 1 0 

appendix table 2.13: cluster methods in each clustering study 

Title Missing data 

Feature 

Selection 

Data 

Transformation 

Clustering 

algorithm 

Derivation, Validation, and Potential Treatment Implications of Novel Clinical 

Phenotypes for Sepsis 

Multiple 

imputation 

Remove 

correlated 

variables None 

Consensus K-

means 

Exploration of critical care data by using unsupervised machine learning None Manually chosen None K-means 

Multimorbidity and functional status in older people: a cluster analysis None Manually chosen MCA K-means 

Deep representation learning of electronic health records to unlock patient 

stratification at scale incorporated 

Prevalence 

threshold 

new deep 

learning model 

Hierarchical 

Clustering 

Deep representation learning of electronic health records to unlock patient 

stratification at scale incorporated 

Prevalence 

threshold 

new deep 

learning model 

Hierarchical 

Clustering 

Deep representation learning of electronic health records to unlock patient 

stratification at scale incorporated 

Prevalence 

threshold 

new deep 

learning model 

Hierarchical 

Clustering 

Deep representation learning of electronic health records to unlock patient 

stratification at scale incorporated 

Prevalence 

threshold 

new deep 

learning model 

Hierarchical 

Clustering 

Deep representation learning of electronic health records to unlock patient 

stratification at scale incorporated 

Prevalence 

threshold 

new deep 

learning model 

Hierarchical 

Clustering 

Deep representation learning of electronic health records to unlock patient 

stratification at scale incorporated 

Prevalence 

threshold 

new deep 

learning model 

Hierarchical 

Clustering 

Unsupervised Machine Learning for the Discovery of Latent Clusters in COVID-19 

Patients Using Electronic Health Records 

remove incomplete 

records Manually chosen PCA K-means 

Latent COVID-19 Clusters in Patients with Chronic Respiratory Conditions 

Multiple 

imputation Manually chosen factor analysis K-means 

Multimorbidity patterns with K-means nonhierarchical cluster analysis None Manually chosen MCA K-means 

Deep Learning Prediction of Mild Cognitive Impairment using Electronic Health Records 

remove incomplete 

records Manually chosen 

new deep 

learning model K-means 

Data-driven discovery of probable Alzheimer's disease and related dementia 

subphenotypes using electronic health records None 

Prevalence 

threshold None 

Hierarchical 

Clustering 

Unsupervised machine learning for the discovery of latent disease clusters and patient None None new statistical K-means 
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subgroups using electronic health records model 

Assessing clinical heterogeneity in sepsis through treatment patterns and machine 

learning None Manually chosen TFIDF LDA 

Multiscale classification of heart failure phenotypes by unsupervised clustering of 

unstructured electronic medical record data None 

Remove unique 

variables TFIDF K-means 

Using topological data analysis and pseudo time series to infer longitudinal phenotypes 

from electronic health records None 

Previous 

research TDA 

graph based 

clustering 

algorithm 

Comorbidity clusters in autism spectrum disorders: an electronic health record time-

series analysis None PheWAS None 

Hierarchical 

Clustering 

Extracting Deep Phenotypes for Chronic Kidney Disease Using Electronic Health Records 

remove incomplete 

records Manually chosen None 

Probabilistic 

subtyping 

model 

Trajectory analysis for postoperative pain using electronic health records: A 

nonparametric method with robust linear regression and K-medians cluster analysis None Manually chosen 

robust linear 

regression k-medians 

A cluster-based approach for integrating clinical management of Medicare beneficiaries 

with multiple chronic conditions None 

Previous 

research None 

Hierarchical 

Clustering 

TASTE: Temporal and Static Tensor Factorization for Phenotyping Electronic Health 

Records None None None 

tensor 

factorisation 

Flexible, cluster-based analysis of the electronic medical record of sepsis with 

composite mixture models incorporated Manually chosen None 

composite 

mixture 

models 

Measuring the prevalence of 60 health conditions in older Australians in residential 

aged care with electronic health records: a retrospective dynamic cohort study None 

Prevalence 

threshold None LCA 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use 

trajectories for clinical subtypes incorporated Manually chosen None 

Longitudinal k-

means 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use 

trajectories for clinical subtypes incorporated Manually chosen b splines 

Longitudinal k-

means 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use 

trajectories for clinical subtypes incorporated Manually chosen autoencoders 

Longitudinal k-

means 

Paving the COWpath: Learning and visualizing clinical pathways from electronic health 

record data None Manually chosen LCS 

Hierarchical 

Clustering 

Electronic health record and patterns of care for children with cerebral palsy None Manually chosen 

z-score 

normalisation 

Hierarchical 

Clustering 

Chronic obstructive pulmonary disease phenotypes using cluster analysis of electronic 

medical records None 

Remove 

correlated 

variables None sphere analysis 

Identifying clinically important COPD sub-types using data-driven approaches in primary 

care population based electronic health records 

remove incomplete 

records Manually chosen MCA K-means 

Features and diversity of symptoms of moyamoya disease in adolescents: A cluster 

analysis None Survey None 

Two Step 

Clustering 

AliClu - Temporal sequence alignment for clustering longitudinal clinical data None Manually chosen TNW 

Hierarchical 

Clustering 

Comparative analysis of methods for identifying multimorbidity patterns: a study of 

'real-world' data None 

Prevalence 

threshold None 

Hierarchical 

Clustering 

Comparative analysis of methods for identifying multimorbidity patterns: a study of 

'real-world' data None 

Prevalence 

threshold None Factor Analysis 
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Discovering prescription patterns in pediatric acute-onset neuropsychiatric syndrome 

patients 

remove incomplete 

records None medAl K-means 

Identifying subpopulations of septic patients: A temporal data-driven approach 

remove incomplete 

records Manually chosen t-SNE DBSCAN 

Identifying subpopulations of septic patients: A temporal data-driven approach 

remove incomplete 

records Manually chosen t-SNE 

Hierarchical 

Clustering 

Detecting time-evolving phenotypic topics via tensor factorization on electronic health 

records: Cardiovascular disease case study None None 

tensor 

construction 

tensor 

factorisation 

Multimorbidity patterns in the elderly: a prospective cohort study with cluster analysis None 

Prevalence 

threshold MCA K-means 

Distributed Tensor Decomposition for Large Scale Health Analytics None None None 

tensor 

factorisation 

Comorbidity patterns among people living with HIV: a hierarchical clustering approach 

through integrated electronic health records data in South Carolina None 

Previous 

research None 

Hierarchical 

Clustering 

Learning Clinical Workflows to Identify Subgroups of Heart Failure Patients None 

Prevalence 

threshold 

polynomial 

Kernal-PCA K-means 

Cardiac risk stratification in cancer patients: A longitudinal patient-patient network 

analysis mean imputation Manually chosen 

z-score 

normalisation K-means 

Weighting Primary Care Patient Panel Size: A Novel Electronic Health Record-Derived 

Measure Using Machine Learning None Manually chosen None K-means 

CKD subpopulations defined by risk-factors: A longitudinal analysis of electronic health 

records 

remove incomplete 

records Manually chosen 

new deep 

learning model 

Spectral 

clustering 

The comorbidity burden of type 2 diabetes mellitus: patterns, clusters and predictions 

from a large English primary care cohort 

remove incomplete 

records Manually chosen None 

Hierarchical 

Clustering 

Learning latent heterogeneity for type 2 diabetes patients using longitudinal health 

markers in electronic health records None Manually chosen 

new statistical 

model 

Hierarchical 

Clustering 

Medication Profiles of Patients with Cognitive Impairment and High Anticholinergic 

Burden None 

Previous 

research 

manually 

combined 

variables 

Hierarchical 

Clustering 

Soft clustering using real-world data for the identification of multimorbidity patterns in 

an elderly population: cross-sectional study in a Mediterranean population None Manually chosen PCA Fuzzy c-means 

Medication patterns in older adults with multimorbidity: a cluster analysis of primary 

care patients None 

Prevalence 

threshold MCA K-means 

Longitudinal trajectories of antidepressant use in pregnancy and the postnatal period None Manually chosen None 

Longitudinal k-

means 

Multimorbidity Patterns in Elderly Primary Health Care Patients in a South 

Mediterranean European Region: A Cluster Analysis None 

Prevalence 

threshold None 

Hierarchical 

Clustering 

Using EHRs for Heart Failure Therapy Recommendation Using Multidimensional Patient 

Similarity Analytics None Manually chosen None 

Hierarchical 

Clustering 

Haemangiomas and associated congenital malformations in a large population-based 

sample of infants 

remove incomplete 

records None None K-means 

Data-driven identification of temporal glucose patterns in a large cohort of nondiabetic 

patients with COVID-19 using time-series clustering None None 

z-score 

normalisation 

Longitudinal k-

means 

Data-driven identification of temporal glucose patterns in a large cohort of nondiabetic 

patients with COVID-19 using time-series clustering None None 

z-score 

normalisation kernel k-means 

Using topic modeling via non-negative matrix factorization to identify relationships 

between genetic variants and disease phenotypes: A case study of Lipoprotein(a) (LPA) None 

Previous 

research None NMF 
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Prospective stratification of patients at risk for emergency department revisit: resource 

utilization and population management strategy implications 

remove incomplete 

records Predictiction task PCA K-means 

Multimorbidity clusters among long-term breast cancer survivors in Spain: Results of 

the SURBCAN study None Manually chosen None K-means 

Disease types discovery from a large database of inpatient records: A sepsis study None None 

new deep 

learning model K-means 

Adult onset epilepsy is defined by phenotypic clusters with unique comorbidities and 

risks of death None Manually chosen 

z-score 

normalisation 

Hierarchical 

Clustering 

Identifying longitudinal clusters of multimorbidity in an urban setting: A population-

based cross-sectional study incorporated Manually chosen MCA 

Hierarchical 

Clustering 

A machine learning approach to identify distinct subgroups of veterans at risk for 

hospitalization or death using administrative and electronic health record data 

fully conditional 

specification Manually chosen t-SNE OPTICS 

Cluster Analysis of Mixed and Missing Chronic Kidney Disease Data in KwaZulu-Natal 

Province, South Africa incorporated None None 

Hierarchical 

Clustering 

Data-Driven Visual Characterization of Patient Health-Status Using Electronic Health 

Records and Self-Organizing Maps None Predictiction task SOM 

Hierarchical 

Clustering 

Clustering of Mental and Physical Comorbidity and the Risk of Frailty in Patients Aged 60 

Years or More in Primary Care None Manually chosen 

z-score 

normalisation K-means 

Machine Learning for Feature Selection and Cluster Analysis in Drug Utilisation Research 

remove incomplete 

records Manually chosen autoencoders K-means 

Evaluation of multidisciplinary collaboration in pediatric trauma care using EHR data None 

Prevalence 

threshold Graph network 

Spectral 

clustering 

High-Cost Patients: Hot-Spotters Don't Explain the Half of It None Manually chosen 

z-score 

normalisation k-medoids 

Data analytics in health promotion: Health market segmentation and classification of 

total joint replacement surgery patients 

remove incomplete 

records Manually chosen None K-means 

Analysis of multi-dimensional contemporaneous EHR data to refine delirium 

assessments None None TFIDF 

Hierarchical 

Clustering 

Innovations in Chronic Care Delivery Using Data-Driven Clinical Pathways None Manually chosen LCS 

Hierarchical 

Clustering 

 

appendix table 2.14: deciding k and characterising clusters in each clustering study 

Title 

Clustering 

algorithm Deciding K 1 Deciding K 2 Deciding K 3 

Deciding 

K 4 K 

Charactersing 

clusters 

Derivation, Validation, and Potential Treatment Implications of 

Novel Clinical Phenotypes for Sepsis 

Consensus 

K-means Cluster size 

consensus matrix 

heatmap 

separation 

pairwise 

consensus 

values None 4 

ranking variables by 

mean difference 

Exploration of critical care data by using unsupervised machine 

learning K-means Silhouette Score Gap statistic TSS None 3 mean and SD 

Multimorbidity and functional status in older people: a cluster 

analysis K-means 

Calinski Harabasz 

index 

Inspection of 

dendrogram Stability None 4 statistical test 

Deep representation learning of electronic health records to 

unlock patient stratification at scale 

Hierarchical 

Clustering TSS None None None 3 researcher/clinician 

Deep representation learning of electronic health records to 

unlock patient stratification at scale 

Hierarchical 

Clustering TSS None None None 3 researcher/clinician 



365 

Deep representation learning of electronic health records to 

unlock patient stratification at scale 

Hierarchical 

Clustering TSS None None None 2 researcher/clinician 

Deep representation learning of electronic health records to 

unlock patient stratification at scale 

Hierarchical 

Clustering TSS None None None 5 researcher/clinician 

Deep representation learning of electronic health records to 

unlock patient stratification at scale 

Hierarchical 

Clustering TSS None None None 2 researcher/clinician 

Deep representation learning of electronic health records to 

unlock patient stratification at scale 

Hierarchical 

Clustering TSS None None None 2 researcher/clinician 

Unsupervised Machine Learning for the Discovery of Latent 

Clusters in COVID-19 Patients Using Electronic Health Records K-means TSS None None None 4 most prevalent 

Latent COVID-19 Clusters in Patients with Chronic Respiratory 

Conditions K-means TSS None None None 3 most prevalent 

Multimorbidity patterns with K-means nonhierarchical cluster 

analysis K-means 

Calinski Harabasz 

index None None None 6 

observed expected 

ratio 

Deep Learning Prediction of Mild Cognitive Impairment using 

Electronic Health Records K-means manually chosen None None None 5 None 

Data-driven discovery of probable Alzheimer's disease and related 

dementia subphenotypes using electronic health records 

Hierarchical 

Clustering 

within group 

dispersion None None None 4 statistical test 

Unsupervised machine learning for the discovery of latent disease 

clusters and patient subgroups using electronic health records K-means 

comparisons of 

outcomes None None None 2 

Elixhauser 

Comorbidity Index 

Assessing clinical heterogeneity in sepsis through treatment 

patterns and machine learning LDA BIC None None None 42 researcher/clinician 

Multiscale classification of heart failure phenotypes by 

unsupervised clustering of unstructured electronic medical record 

data K-means Stability None None None 15 statistical test 

Using topological data analysis and pseudo time series to infer 

longitudinal phenotypes from electronic health records 

graph based 

clustering 

algorithm 

intrinsic in 

algorithm None None None 3 statistical test 

Comorbidity clusters in autism spectrum disorders: an electronic 

health record time-series analysis 

Hierarchical 

Clustering 

Inspection of 

dendrogram None None None 4 statistical test 

Extracting Deep Phenotypes for Chronic Kidney Disease Using 

Electronic Health Records 

Probabilistic 

subtyping 

model BIC None None None 5 

rate of change of 

variable 

Trajectory analysis for postoperative pain using electronic health 

records: A nonparametric method with robust linear regression 

and K-medians cluster analysis k-medians 

Between cluster 

variance Cluster size None None 4 statistical test 

A cluster-based approach for integrating clinical management of 

Medicare beneficiaries with multiple chronic conditions 

Hierarchical 

Clustering pseudo F pseudo T 

test train 

group(s) None 13 most prevalent 

TASTE: Temporal and Static Tensor Factorization for Phenotyping 

Electronic Health Records 

tensor 

factorisatio

n 

intrinsic in 

algorithm None None None 5 most prevalent 

Flexible, cluster-based analysis of the electronic medical record of 

sepsis with composite mixture models 

composite 

mixture 

models BIC AIC None None 20 statistical test 

Measuring the prevalence of 60 health conditions in older 

Australians in residential aged care with electronic health records: 

a retrospective dynamic cohort study LCA BIC None None None 7 mean and SD 

Longitudinal K-means approaches to clustering and analyzing EHR Longitudinal Calinski Harabasz Davies Bouldin Silhouette test 3 mean and SD 
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opioid use trajectories for clinical subtypes k-means index Score train 

group(s) 

Longitudinal K-means approaches to clustering and analyzing EHR 

opioid use trajectories for clinical subtypes 

Longitudinal 

k-means BIC AIC 

test train 

group(s) None 7 mean and SD 

Longitudinal K-means approaches to clustering and analyzing EHR 

opioid use trajectories for clinical subtypes 

Longitudinal 

k-means TSS test train group(s) None None 7 mean and SD 

Paving the COWpath: Learning and visualizing clinical pathways 

from electronic health record data 

Hierarchical 

Clustering doesnt say None None None 31 SPADE 

Electronic health record and patterns of care for children with 

cerebral palsy 

Hierarchical 

Clustering doesnt say Cluster size None None 7 mean and SD 

Chronic obstructive pulmonary disease phenotypes using cluster 

analysis of electronic medical records 

sphere 

analysis Dunn 

correlation 

coefficient None None 9 most prevalent 

Identifying clinically important COPD sub-types using data-driven 

approaches in primary care population based electronic health 

records K-means Silhouette Score None None None 5 mean and SD 

Features and diversity of symptoms of moyamoya disease in 

adolescents: A cluster analysis 

Two Step 

Clustering 

Hierarchical 

Clustering None None None 5 statistical test 

AliClu - Temporal sequence alignment for clustering longitudinal 

clinical data 

Hierarchical 

Clustering Stability Fawkes mallows Adjusted Rand 

Adjuste

Wallace 25 researcher/clinician 

Comparative analysis of methods for identifying multimorbidity 

patterns: a study of 'real-world' data 

Hierarchical 

Clustering Adjusted Rand pseudo T None None 12 most prevalent 

Comparative analysis of methods for identifying multimorbidity 

patterns: a study of 'real-world' data 

Factor 

Analysis 

Variance 

explained-elbow 

plot None None None 9 

Examination of 

factor loadings 

Discovering prescription patterns in paediatric acute-onset 

neuropsychiatric syndrome patients K-means TSS Silhouette Score Gap statistic Clest 6 researcher/clinician 

Identifying subpopulations of septic patients: A temporal data-

driven approach DBSCAN k-distance tuning None None None 15 mean and SD 

Identifying subpopulations of septic patients: A temporal data-

driven approach 

Hierarchical 

Clustering Gap statistic Silhouette Score None None 12 mean and SD 

Detecting time-evolving phenotypic topics via tensor factorization 

on electronic health records: Cardiovascular disease case study 

tensor 

factorisatio

n 

Variance 

explained-elbow 

plot topic coherence None None 13 most prevalent 

Multimorbidity patterns in the elderly: a prospective cohort study 

with cluster analysis K-means 

Calinski Harabasz 

index None None None 5 

observed expected 

ratio 

Distributed Tensor Decomposition for Large Scale Health Analytics 

tensor 

factorisatio

n 

magnitude of 

topic None None None 3 most prevalent 

Comorbidity patterns among people living with HIV: a hierarchical 

clustering approach through integrated electronic health records 

data in South Carolina 

Hierarchical 

Clustering 

clinical 

evaluation None None None 4 most prevalent 

Learning Clinical Workflows to Identify Subgroups of Heart Failure 

Patients K-means does not say None None None 10 most prevalent 

Cardiac risk stratification in cancer patients: A longitudinal 

patient-patient network analysis K-means TSS 

comparisons of 

outcomes None None 4 statistical test 

Weighting Primary Care Patient Panel Size: A Novel Electronic 

Health Record-Derived Measure Using Machine Learning K-means TSS None None None 4 mean and SD 

CKD subpopulations defined by risk-factors: A longitudinal analysis Spectral Silhouette Score Calinski Harabasz None None 5 most prevalent 
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of electronic health records clustering index 

The comorbidity burden of type 2 diabetes mellitus: patterns, 

clusters and predictions from a large English primary care cohort 

Hierarchical 

Clustering TSS None None None 4 most prevalent 

Learning latent heterogeneity for type 2 diabetes patients using 

longitudinal health markers in electronic health records 

Hierarchical 

Clustering does not say None None None 4 

observed expected 

ratio 

Medication Profiles of Patients with Cognitive Impairment and 

High Anticholinergic Burden 

Hierarchical 

Clustering pseudo F pseudo T None None 13 most prevalent 

Soft clustering using real-world data for the identification of 

multimorbidity patterns in an elderly population: cross-sectional 

study in a Mediterranean population 

Fuzzy c-

means 

test train 

group(s) 

Partition 

coefficient 

partition 

entropy Xie-Beni 8 

observed expected 

ratio 

Medication patterns in older adults with multimorbidity: a cluster 

analysis of primary care patients K-means 

Calinski Harabasz 

index None None None 6 

observed expected 

ratio 

Longitudinal trajectories of antidepressant use in pregnancy and 

the postnatal period 

Longitudinal 

k-means 

Calinski Harabasz 

index Davies Bouldin 

clinical 

evaluation 

Cluster 

size 4 

cumulative 

trajectory analysis 

Multimorbidity Patterns in Elderly Primary Health Care Patients in 

a South Mediterranean European Region: A Cluster Analysis 

Hierarchical 

Clustering 

test train 

group(s) Adjusted Rand pseudo T None 3 most prevalent 

Using EHRs for Heart Failure Therapy Recommendation Using 

Multidimensional Patient Similarity Analytics 

Hierarchical 

Clustering manually chosen None None None 5 most prevalent 

Haemangiomas and associated congenital malformations in a 

large population-based sample of infants K-means 

cubic clustering 

criterion pseudo F TSS 

R 

squared 12 most prevalent 

Data-driven identification of temporal glucose patterns in a large 

cohort of nondiabetic patients with COVID-19 using time-series 

clustering 

Longitudinal 

k-means Silhouette Score TSS None None 3 statistical test 

Data-driven identification of temporal glucose patterns in a large 

cohort of nondiabetic patients with COVID-19 using time-series 

clustering 

kernel k-

means Silhouette Score TSS None None 19 

cumulative 

trajectory analysis 

Using topic modeling via non-negative matrix factorization to 

identify relationships between genetic variants and disease 

phenotypes: A case study of Lipoprotein(a) (LPA) NMF Stability None None None 6 researcher/clinician 

Prospective stratification of patients at risk for emergency 

department revisit: resource utilization and population 

management strategy implications K-means manually chosen None None None 6 most prevalent 

Multimorbidity clusters among long-term breast cancer survivors 

in Spain: Results of the SURBCAN study K-means doesnt say None None None 5 

observed expected 

ratio 

Disease types discovery from a large database of inpatient 

records: A sepsis study K-means doesnt say None None None 4 most prevalent 

Adult onset epilepsy is defined by phenotypic clusters with unique 

comorbidities and risks of death 

Hierarchical 

Clustering TSS None None None 4 statistical test 

Identifying longitudinal clusters of multimorbidity in an urban 

setting: A population-based cross-sectional study 

Hierarchical 

Clustering TSS None None None 5 most prevalent 

A machine learning approach to identify distinct subgroups of 

veterans at risk for hospitalization or death using administrative 

and electronic health record data OPTICS 

intrinsic in 

algorithm None None None 30 prediction model 

Cluster Analysis of Mixed and Missing Chronic Kidney Disease Data 

in KwaZulu-Natal Province, South Africa 

Hierarchical 

Clustering Gap statistic CVNN 

Silhouette 

Score None 3 statistical test 

Data-Driven Visual Characterization of Patient Health-Status Using 

Electronic Health Records and Self-Organizing Maps 

Hierarchical 

Clustering Silhouette Score C index None None 5 

pearson rank 

correlation 

Clustering of Mental and Physical Comorbidity and the Risk of K-means Calinski Harabasz None None None 3 statistical test 
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Frailty in Patients Aged 60 Years or More in Primary Care index 

Machine Learning for Feature Selection and Cluster Analysis in 

Drug Utilisation Research K-means 

clinical 

evaluation Gap statistic 

Silhouette 

Score 

Calinski 

Harabas

z 5 most prevalent 

Evaluation of multidisciplinary collaboration in paediatric trauma 

care using EHR data 

Spectral 

clustering 

eigan gap 

heuristic TSS None None 3 most prevalent 

High-Cost Patients: Hot-Spotters Don't Explain the Half of It k-medoids 

Hierarchical 

Clustering TSS PCA None 5 

observed expected 

ratio 

Data analytics in health promotion: Health market segmentation 

and classification of total joint replacement surgery patients K-means TSS None None None 2 mean and SD 

Analysis of multi-dimensional contemporaneous EHR data to 

refine delirium assessments 

Hierarchical 

Clustering 

Inspection of 

dendrogram None None None 3 mean and SD 

Innovations in Chronic Care Delivery Using Data-Driven Clinical 

Pathways 

Hierarchical 

Clustering Silhouette Score Cluster size 

comparisons of 

outcomes None 3 

cumulative 

trajectory analysis 

 

appendix table 2.15: internal evaluation methods in each clustering study 

Title 

Internal 

evaluation metric 

1 

Internal 

evaluation metric 

2 

Internal 

evaluation 

metric 3 

Internal 

evaluatio

n metric 

4 

Derivation, Validation, and Potential Treatment Implications of Novel Clinical Phenotypes for Sepsis 

repeat with 

different method 

Sensitivity 

analysis 

probable cluster 

assignment None 

Exploration of critical care data by using unsupervised machine learning None None None None 

Multimorbidity and functional status in older people: a cluster analysis Stability None None None 

Deep representation learning of electronic health records to unlock patient stratification at scale None None None None 

Deep representation learning of electronic health records to unlock patient stratification at scale None None None None 

Deep representation learning of electronic health records to unlock patient stratification at scale None None None None 

Deep representation learning of electronic health records to unlock patient stratification at scale None None None None 

Deep representation learning of electronic health records to unlock patient stratification at scale None None None None 

Deep representation learning of electronic health records to unlock patient stratification at scale None None None None 

Unsupervised Machine Learning for the Discovery of Latent Clusters in COVID-19 Patients Using 

Electronic Health Records None None None None 

Latent COVID-19 Clusters in Patients with Chronic Respiratory Conditions None None None None 

Multimorbidity patterns with K-means nonhierarchical cluster analysis Stability None None None 

Deep Learning Prediction of Mild Cognitive Impairment using Electronic Health Records None None None None 

Data-driven discovery of probable Alzheimer's disease and related dementia subphenotypes using 

electronic health records None None None None 

Unsupervised machine learning for the discovery of latent disease clusters and patient subgroups 

using electronic health records None None None None 

Assessing clinical heterogeneity in sepsis through treatment patterns and machine learning 

probable cluster 

assignment None None None 

Multiscale classification of heart failure phenotypes by unsupervised clustering of unstructured 

electronic medical record data 

data visualisation 

using t-sne 

repeat with 

different method 

concept 

association score None 

Using topological data analysis and pseudo time series to infer longitudinal phenotypes from probable cluster repeat with simulation data None 
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electronic health records assignment different method 

Comorbidity clusters in autism spectrum disorders: an electronic health record time-series analysis Stability None None None 

Extracting Deep Phenotypes for Chronic Kidney Disease Using Electronic Health Records None None None None 

Trajectory analysis for postoperative pain using electronic health records: A nonparametric method 

with robust linear regression and K-medians cluster analysis Stability None None None 

A cluster-based approach for integrating clinical management of Medicare beneficiaries with multiple 

chronic conditions None None None None 

TASTE: Temporal and Static Tensor Factorization for Phenotyping Electronic Health Records 

repeat with 

different method None None None 

Flexible, cluster-based analysis of the electronic medical record of sepsis with composite mixture 

models Sensitivity analysis None None None 

Measuring the prevalence of 60 health conditions in older Australians in residential aged care with 

electronic health records: a retrospective dynamic cohort study None None None None 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use trajectories for clinical 

subtypes decision tree None None None 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use trajectories for clinical 

subtypes decision tree None None None 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use trajectories for clinical 

subtypes decision tree None None None 

Paving the COWpath: Learning and visualizing clinical pathways from electronic health record data SPADE None None None 

Electronic health record and patterns of care for children with cerebral palsy Network analysis None None None 

Chronic obstructive pulmonary disease phenotypes using cluster analysis of electronic medical 

records 

classification 

cluster using rule None None None 

Identifying clinically important COPD sub-types using data-driven approaches in primary care 

population based electronic health records Stability 

Sensitivity 

analysis 

data visualisation 

using PCA 

repeat 

with 

different 

method 

Features and diversity of symptoms of moyamoya disease in adolescents: A cluster analysis None None None None 

AliClu - Temporal sequence alignment for clustering longitudinal clinical data Stability Network analysis None None 

Comparative analysis of methods for identifying multimorbidity patterns: a study of 'real-world' data Stability 

data visualisation 

using PCA 

repeat with 

different method None 

Comparative analysis of methods for identifying multimorbidity patterns: a study of 'real-world' data 

data visualisation 

using PCA 

repeat with 

different method None None 

Discovering prescription patterns in paediatric acute-onset neuropsychiatric syndrome patients 

repeat with 

different method None None None 

Identifying subpopulations of septic patients: A temporal data-driven approach Stability 

repeat with 

different method 

Sensitivity 

analysis None 

Identifying subpopulations of septic patients: A temporal data-driven approach Stability 

repeat with 

different method 

Sensitivity 

analysis None 

Detecting time-evolving phenotypic topics via tensor factorization on electronic health records: 

Cardiovascular disease case study 

data visualisation 

using t-sne Stability 

repeat with 

different method None 

Multimorbidity patterns in the elderly: a prospective cohort study with cluster analysis Stability None None None 

Distributed Tensor Decomposition for Large Scale Health Analytics None None None None 

Comorbidity patterns among people living with HIV: a hierarchical clustering approach through 

integrated electronic health records data in South Carolina 

variable overlap in 

clusters None None None 

Learning Clinical Workflows to Identify Subgroups of Heart Failure Patients variable overlap in Network analysis None None 
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clusters 

Cardiac risk stratification in cancer patients: A longitudinal patient-patient network analysis Stability Network analysis None None 

Weighting Primary Care Patient Panel Size: A Novel Electronic Health Record-Derived Measure Using 

Machine Learning 

repeat with 

different method None None None 

CKD subpopulations defined by risk-factors: A longitudinal analysis of electronic health records Stability None None None 

The comorbidity burden of type 2 diabetes mellitus: patterns, clusters and predictions from a large 

English primary care cohort 

agglomerative 

coefficient None None None 

Learning latent heterogeneity for type 2 diabetes patients using longitudinal health markers in 

electronic health records None None None None 

Medication Profiles of Patients with Cognitive Impairment and High Anticholinergic Burden None None None None 

Soft clustering using real-world data for the identification of multimorbidity patterns in an elderly 

population: cross-sectional study in a Mediterranean population Stability 

Sensitivity 

analysis None None 

Medication patterns in older adults with multimorbidity: a cluster analysis of primary care patients Stability None None None 

Longitudinal trajectories of antidepressant use in pregnancy and the postnatal period None None None None 

Multimorbidity Patterns in Elderly Primary Health Care Patients in a South Mediterranean European 

Region: A Cluster Analysis Stability None None None 

Using EHRs for Heart Failure Therapy Recommendation Using Multidimensional Patient Similarity 

Analytics 

repeat with 

different method None None None 

Haemangiomas and associated congenital malformations in a large population-based sample of 

infants 

Repeat different 

parameters None None None 

Data-driven identification of temporal glucose patterns in a large cohort of nondiabetic patients with 

COVID-19 using time-series clustering 

repeat with 

different method 

repeat different 

parameters None None 

Data-driven identification of temporal glucose patterns in a large cohort of nondiabetic patients with 

COVID-19 using time-series clustering 

repeat with 

different method 

repeat different 

parameters None None 

Using topic modelling via non-negative matrix factorization to identify relationships between genetic 

variants and disease phenotypes: A case study of Lipoprotein(a) (LPA) topic coherence topic dependence 

data visualisation 

using t-sne None 

Prospective stratification of patients at risk for emergency department revisit: resource utilization and 

population management strategy implications None None None None 

Multimorbidity clusters among long-term breast cancer survivors in Spain: Results of the SURBCAN 

study None None None None 

Disease types discovery from a large database of inpatient records: A sepsis study 

repeat with 

different method None None None 

Adult onset epilepsy is defined by phenotypic clusters with unique comorbidities and risks of death None None None None 

Identifying longitudinal clusters of multimorbidity in an urban setting: A population-based cross-

sectional study Sensitivity analysis 

repeat with 

different method None None 

A machine learning approach to identify distinct subgroups of veterans at risk for hospitalization or 

death using administrative and electronic health record data None None None None 

Cluster Analysis of Mixed and Missing Chronic Kidney Disease Data in KwaZulu-Natal Province, South 

Africa Stability CVNN Silhouette score 

repeat 

different 

method 

Data-Driven Visual Characterization of Patient Health-Status Using Electronic Health Records and Self-

Organizing Maps Silhouette score 

variable overlap 

in clusters 

repeat with 

different method None 

Clustering of Mental and Physical Comorbidity and the Risk of Frailty in Patients Aged 60 Years or 

More in Primary Care 

variable overlap in 

clusters r squared None None 

Machine Learning for Feature Selection and Cluster Analysis in Drug Utilisation Research 

repeat different 

parameters 

repeat with 

different method None None 
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Evaluation of multidisciplinary collaboration in pediatric trauma care using EHR data Network analysis network density None None 

High-Cost Patients: Hot-Spotters Don't Explain the Half of It Stability None None None 

Data analytics in health promotion: Health market segmentation and classification of total joint 

replacement surgery patients 

repeat with 

different method 

repeat different 

parameters None None 

Analysis of multi-dimensional contemporaneous EHR data to refine delirium assessments None None None None 

Innovations in Chronic Care Delivery Using Data-Driven Clinical Pathways None None None None 

 

appendix table 2.16: external evaluation methods in each clustering study 

Title 
External evaluation 

metric 1 
External evaluation 

metric 2 

External 

evaluation 

metric 3 

External 

evaluatio

n metric 4 

Derivation, Validation, and Potential Treatment Implications of Novel Clinical 

Phenotypes for Sepsis comparison of outcomes 
repeat in external 

datasets 
Clinical trial 

data 

tradition 

cluster 

groups 

Exploration of critical care data by using unsupervised machine learning comparison of outcomes None None None 

Multimorbidity and functional status in older people: a cluster analysis 
Comparison to control 

group None None None 

Deep representation learning of electronic health records to unlock patient 

stratification at scale Clinician appraisal 
same dataset test train 

split None None 

Deep representation learning of electronic health records to unlock patient 

stratification at scale Clinician appraisal 
same dataset test train 

split None None 

Deep representation learning of electronic health records to unlock patient 

stratification at scale Clinician appraisal 
same dataset test train 

split None None 

Deep representation learning of electronic health records to unlock patient 

stratification at scale Clinician appraisal 
same dataset test train 

split None None 

Deep representation learning of electronic health records to unlock patient 

stratification at scale Clinician appraisal 
same dataset test train 

split None None 

Deep representation learning of electronic health records to unlock patient 

stratification at scale Clinician appraisal 
same dataset test train 

split None None 

Unsupervised Machine Learning for the Discovery of Latent Clusters in COVID-19 

Patients Using Electronic Health Records comparison of outcomes None None None 

Latent COVID-19 Clusters in Patients with Chronic Respiratory Conditions comparison of outcomes Other None None 

Multimorbidity patterns with K-means nonhierarchical cluster analysis comparison of outcomes 
comparison between 

genders None None 

Deep Learning Prediction of Mild Cognitive Impairment using Electronic Health 

Records Other None None None 

Data-driven discovery of probable Alzheimer's disease and related dementia 

subphenotypes using electronic health records None None None None 

Unsupervised machine learning for the discovery of latent disease clusters and 

patient subgroups using electronic health records comparison of outcomes None None None 

Assessing clinical heterogeneity in sepsis through treatment patterns and machine 

learning comparison of outcomes None None None 

Multiscale classification of heart failure phenotypes by unsupervised clustering of 

unstructured electronic medical record data comparison of outcomes None None None 
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Using topological data analysis and pseudo time series to infer longitudinal 

phenotypes from electronic health records comparison of outcomes None None None 

Comorbidity clusters in autism spectrum disorders: an electronic health record time-

series analysis comparison of outcomes 
repeat in external 

datasets None None 

Extracting Deep Phenotypes for Chronic Kidney Disease Using Electronic Health 

Records comparison of outcomes None None None 

Trajectory analysis for postoperative pain using electronic health records: A 

nonparametric method with robust linear regression and K-medians cluster analysis comparison of outcomes 
Comparison to tradition 

cluster groups None None 

A cluster-based approach for integrating clinical management of Medicare 

beneficiaries with multiple chronic conditions comparison of outcomes None None None 

TASTE: Temporal and Static Tensor Factorization for Phenotyping Electronic Health 

Records None None None None 

Flexible, cluster-based analysis of the electronic medical record of sepsis with 

composite mixture models comparison of outcomes None None None 

Measuring the prevalence of 60 health conditions in older Australians in residential 

aged care with electronic health records: a retrospective dynamic cohort study comparison of outcomes None None None 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use 

trajectories for clinical subtypes comparison of outcomes predictive utility predictive utility 
predictive 

utility 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use 

trajectories for clinical subtypes comparison of outcomes predictive utility predictive utility 
predictive 

utility 

Longitudinal K-means approaches to clustering and analyzing EHR opioid use 

trajectories for clinical subtypes comparison of outcomes predictive utility predictive utility 
predictive 

utility 

Paving the COWpath: Learning and visualizing clinical pathways from electronic 

health record data analysis of trajectories 
utility compared to other 

methods None None 

Electronic health record and patterns of care for children with cerebral palsy None None None None 

Chronic obstructive pulmonary disease phenotypes using cluster analysis of 

electronic medical records None None None None 

Identifying clinically important COPD sub-types using data-driven approaches in 

primary care population based electronic health records comparison of outcomes 
repeat in external 

datasets 
Clinician 

appraisal None 

Features and diversity of symptoms of moyamoya disease in adolescents: A cluster 

analysis comparison of outcomes None None None 

AliClu - Temporal sequence alignment for clustering longitudinal clinical data None None None None 

Comparative analysis of methods for identifying multimorbidity patterns: a study of 

'real-world' data 
comparison between 

genders None None None 

Comparative analysis of methods for identifying multimorbidity patterns: a study of 

'real-world' data 
comparison between 

genders None None None 

Discovering prescription patterns in pediatric acute-onset neuropsychiatric 

syndrome patients comparison of outcomes None None None 

Identifying subpopulations of septic patients: A temporal data-driven approach comparison of outcomes None None None 

Identifying subpopulations of septic patients: A temporal data-driven approach comparison of outcomes None None None 

Detecting time-evolving phenotypic topics via tensor factorization on electronic 

health records: Cardiovascular disease case study comparison of outcomes Clinician appraisal 

Comparison to 

tradition cluster 

groups None 

Multimorbidity patterns in the elderly: a prospective cohort study with cluster 

analysis 
comparison between 

genders 
model stability across 

time 
Clinician 

appraisal None 
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Distributed Tensor Decomposition for Large Scale Health Analytics None None None None 

Comorbidity patterns among people living with HIV: a hierarchical clustering 

approach through integrated electronic health records data in South Carolina analysis of trajectories comparison of outcomes None None 

Learning Clinical Workflows to Identify Subgroups of Heart Failure Patients Clinician appraisal comparison of outcomes None None 

Cardiac risk stratification in cancer patients: A longitudinal patient-patient network 

analysis comparison of outcomes 
model stability across 

time same dataset test train split 

Weighting Primary Care Patient Panel Size: A Novel Electronic Health Record-Derived 

Measure Using Machine Learning predictive utility comparison of outcomes None None 

CKD subpopulations defined by risk-factors: A longitudinal analysis of electronic 

health records similuation studies None None None 

The comorbidity burden of type 2 diabetes mellitus: patterns, clusters and 

predictions from a large English primary care cohort 
comparison between 

genders 
model stability across 

time None None 

Learning latent heterogeneity for type 2 diabetes patients using longitudinal health 

markers in electronic health records 
repeat in external 

datasets None None None 

Medication Profiles of Patients with Cognitive Impairment and High Anticholinergic 

Burden None None None None 

Soft clustering using real-world data for the identification of multimorbidity patterns 

in an elderly population: cross-sectional study in a Mediterranean population None None None None 

Medication patterns in older adults with multimorbidity: a cluster analysis of primary 

care patients 
model stability across 

time 
comparison between 

genders None None 

Longitudinal trajectories of antidepressant use in pregnancy and the postnatal period 
Comparison to tradition 

cluster groups None None None 

Multimorbidity Patterns in Elderly Primary Health Care Patients in a South 

Mediterranean European Region: A Cluster Analysis 
comparison between 

genders 
model stability across 

time 
Clinician 

appraisal None 

Using EHRs for Heart Failure Therapy Recommendation Using Multidimensional 

Patient Similarity Analytics predictive utility None None None 

Haemangiomas and associated congenital malformations in a large population-based 

sample of infants comparison of outcomes None None None 

Data-driven identification of temporal glucose patterns in a large cohort of 

nondiabetic patients with COVID-19 using time-series clustering comparison of outcomes None None None 

Data-driven identification of temporal glucose patterns in a large cohort of 

nondiabetic patients with COVID-19 using time-series clustering comparison of outcomes None None None 

Using topic modelling via non-negative matrix factorization to identify relationships 

between genetic variants and disease phenotypes: A case study of Lipoprotein(a) 

(LPA) Genetic associasation 
repeat in external 

datasets None None 

Prospective stratification of patients at risk for emergency department revisit: 

resource utilization and population management strategy implications comparison of outcomes None None None 

Multimorbidity clusters among long-term breast cancer survivors in Spain: Results of 

the SURBCAN study comparison of outcomes predictive utility None None 

Disease types discovery from a large database of inpatient records: A sepsis study comparison of outcomes 
Comparison to control 

group predictive utility 

model 

stability 

across 

time 

Adult onset epilepsy is defined by phenotypic clusters with unique comorbidities and 

risks of death comparison of outcomes predictive utility 
model stability 

across time None 
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Identifying longitudinal clusters of multimorbidity in an urban setting: A population-

based cross-sectional study comparison of outcomes 
model stability across 

time None None 

A machine learning approach to identify distinct subgroups of veterans at risk for 

hospitalization or death using administrative and electronic health record data comparison of outcomes predictive utility None None 

Cluster Analysis of Mixed and Missing Chronic Kidney Disease Data in KwaZulu-Natal 

Province, South Africa comparison of outcomes 
Comparison to tradition 

cluster groups None None 

Data-Driven Visual Characterization of Patient Health-Status Using Electronic Health 

Records and Self-Organizing Maps None None None None 

Clustering of Mental and Physical Comorbidity and the Risk of Frailty in Patients Aged 

60 Years or More in Primary Care predictive utility comparison of outcomes None None 

Machine Learning for Feature Selection and Cluster Analysis in Drug Utilisation 

Research comparison of outcomes Clinician appraisal None None 

Evaluation of multidisciplinary collaboration in paediatric trauma care using EHR data comparison of outcomes None None None 

High-Cost Patients: Hot-Spotters Don't Explain the Half of It comparison of outcomes None None None 

Data analytics in health promotion: Health market segmentation and classification of 

total joint replacement surgery patients 
repeat in external 

datasets None None None 

Analysis of multi-dimensional contemporaneous EHR data to refine delirium 

assessments comparison of outcomes None None None 

Innovations in Chronic Care Delivery Using Data-Driven Clinical Pathways comparison of outcomes predictive utility None None 
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appendix table 2.17: Methods for identifying the optimum cluster number  

Method name Acronym Description Type 

Between cluster 

variance  

The sum of the difference between points in a cluster and 

points not in that cluster287 structure 

C index  Measure of separation and compactness of clusters287 structure 

Calinski 

Harabasz index CH 

Ratio of cluster points to cluster centroid over cluster centroids 

to global centroid287 structure 

Davies Bouldin  

Ratio of sum distance of each cluster point to its centroid over 

the distance between centroids287 structure 

Dunn  Ratio of inter cluster distance and between cluster distance287 structure 

Silhouette Score  

Measure of how much each point belongs to it's respective 

cluster287 structure 

Total sum of 

squares TSS 

The sum difference between each point in a cluster and its 

centre287 structure 

Variance 

explained- 

elbow plot  

Change in the variance explained by a cluster solution with 

difference cluster numbers287 structure 

Xie-Beni  Ratio of cluster separation and compactness287 structure 

within group 

dispersion  Distance between points in a cluster287 structure 

pseudo F  

Ratio of between cluster separation and within cluster sum of 

squares weighted by number of clusters331 structure 

pseudo T  

Compares the difference between clusters at k and clusters at 

k+1331 structure 

Cluster 

validation 

Nearest 

Neighbours CVNN 

Measure of separation and compactness of clusters based on 

points nearest neighbours285 structure 

k-distance 

tuning  Measure of distance of k neighbours332 structure 

Akaike 

Information 

Criterion AIC 

Assess the goodness of fit of the model through examining 

how much variance is explained by the model with the fewest 

number of variables333 structure 

Bayesian 

information 

criterion BIC 

Assess the goodness of fit of the model through examining 

how much variance is explained by the model with the fewest 

number of variables, the cost of additional variables is greater 

than AIC333 structure 

R squared  Measure of explained variance by cluster assignment101 structure 

https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/KhwUL
https://paperpile.com/c/DtlZj7/KhwUL
https://paperpile.com/c/DtlZj7/Y1R9g
https://paperpile.com/c/DtlZj7/gZuDx
https://paperpile.com/c/DtlZj7/7S09j
https://paperpile.com/c/DtlZj7/7S09j
https://paperpile.com/c/DtlZj7/EZKar


377 

Gap statistic  

Identifies optimum cluster number through comparison with 

reference dataset287 structure 

Partition 

coefficient  Measurement of how much each point belongs to its cluster121 structure 

partition entropy  Score of how definitively each point belongs to a cluster121 structure 

cubic clustering 

criterion  

Finds the optimum number of clusters through comparison to 

a reference dataset287 structure 

correlation 

coefficient  

Correlation coefficient between the distance matrix and the 

cophenetic matrix33 structure 

eigan gap 

heuristic  Greatest gap between eigan values of a laplacian matrix125 structure 

magnitude of 

topic  Output of matrix decomposition that relates to importance126 structure 

topic coherance  Finds the relative distance between points in the same topic126 structer 

Adjusted Rand  Similarity score between two clustering solutions70 

repeat cluster 

method 

Adjusted 

Wallace  Similarity score between two clustering solutions70 

repeat cluster 

method 

Clest  Estimates cluster number through resampling112 

repeat cluster 

method 

Fawkes mallows  Measure of concordance between cluster solutions70 

repeat cluster 

method 

Stability  

How often the same clusters appear when sampled from the 

same distribution72 

repeat cluster 

method 

consensus 

matrix heatmap 

seperation  

Visualisation of how frequently points were clustered together 

apon resampling29 

repeat cluster 

method 

pairwise 

concensus 

values  

The proportion of cluster runs where two points are in the 

same cluster29 

repeat cluster 

method 

test train 

group(s)  

Finds optimum cluster number through comparison of results 

in multiple groups 

repeat cluster 

method 

Inspection of 

dendogram  

Examine the resulting dendrogram from hierarchical clustering 

to identify optimum cluster number 

Visual 

inspection 

Principle 

components 

analysis PCA 

Dimensionality reduction method to visualise data and find 

optimum cluster number 

Visual 

inspection 

Cluster size  Number of points in a cluster 

Other cluster 

attributes 

https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/z7RH8
https://paperpile.com/c/DtlZj7/z7RH8
https://paperpile.com/c/DtlZj7/ai3Km
https://paperpile.com/c/DtlZj7/iiN96
https://paperpile.com/c/DtlZj7/OOOpZ
https://paperpile.com/c/DtlZj7/XV00v
https://paperpile.com/c/DtlZj7/XV00v
https://paperpile.com/c/DtlZj7/xh9a6
https://paperpile.com/c/DtlZj7/xh9a6
https://paperpile.com/c/DtlZj7/EGaPW
https://paperpile.com/c/DtlZj7/xh9a6
https://paperpile.com/c/DtlZj7/Q8zY7
https://paperpile.com/c/DtlZj7/9VeHO
https://paperpile.com/c/DtlZj7/9VeHO
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Hierarchical 

Clustering  

cluster with different method use results from that to inform 

cluster number 

Other cluster 

attributes 

clinical 

evaluation  Clusters assessed by expert 

Other cluster 

attributes 

comparisons of 

outcomes  Cluster number picked by best optimisation of outcomes 

Other cluster 

attributes 

manually 

chosen  Pre-selected by researcher 

Other cluster 

attributes 
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Appendix 3 

Appendix 3 methods  

 

Defining variables for outcomes  

Disease Onset 

This phenotype was defined as the earliest date of either AD diagnosis or the point at which any 

two of a cognitive test, a Read code indicating a problem with their memory or a referral event to 

a memory clinic or geriatric psychiatrist occuring within 6 months of each other or a diagnosis. 

Length of time on Acetylcholinesterase inhibitors 

ChIs were defined as any product containing Donepezil, rivastigmine or galantamine (appendix 

5). 

Length of time on ChIs was identified using data found in the therapeutics table. Quantity of 

drug (number of individual pills) was divided by the daily dose which was then added onto the 

date of prescription to find the date when that prescription would have run out. The latest date of 

that is found for each patient, then the first consultation with a GP is found from that date - 7 

days. The date of this consultation will be used as it is the day in which the doctor decided not to 

prescribe more ChI’s. The difference between this date and the date the patient first presented 

to the GP with AD is found to give the length of time that AD is treatable with ChI’s. The reason 

time on ChI’s was not measured is because there is no indication of whether the first 

prescription was given in a memory clinic. 

Defining daily dose 

Number of daily doses was taken from the NDD column of the therapeutics table. this measures 

the number of individual pills to be taken a day. If this was less than 0 or greater than 4 it was 

presumed incorrect and treated as missing. For the data that was missing the recommended 

daily dose for that specific product according to the British National Formulary, a book which 

provides pharmacological guidance to clinicians, 334 was used. 

Defining Quantity 

 This information was taken from the quantity column. Values less than 7 and greater than 365 

were presumed mistakes and treated as missing data. Missing quantity data was imputed as the 

https://paperpile.com/c/DtlZj7/eR0WI
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median value for the same patient and product code, or if that was not available the same 

patient and drug and administration method, and if that was not available the same drug and 

administration method. 

Appendix figures 

 
Appendix figure 3.1: Silhouette plot for k-means  
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Appendix figure 3.2: Silhouette plot for kernel k-means 
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Appendix figure 3.3: Silhouette plot for affinity propagation 
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Appendix figure 3.4: Silhouette plot for LCA 
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Appendix 3 Tables 

Appendix Table 3.1: List of tables in CPRD GOLD data 

 Data stored in table  Encoding Example 

Patient  

Patient information such as birth 

year, sex, marital status, dates 

registered with practice and 

reason they left.  

text for patient ID, Date format for 

dates, Integer for gender, marital 

status and transfer out reason, with 

look up tables to decode integers  

Practice  

Region of practice alongside 

information regarding  data 

collection and quality  

Integer for practice ID and region, 

(look up table for region code), date 

for other variables  

Staff Staff ID, gender and role  

All integers with staff gender and 

role having look up tables  

Consultation  

The date and type and length of a 

consultation alongside the patient 

and staff, a consultation can 

include an in person consultation 

with a GP or nurse, or a letter sent 

home. 

Consultation type incoded as integer 

with look up tables  

Clinical  

Medical events for each patient, 

this includes diagnoses and 

symptoms, the date of each event, 

the consultation type, and an 

identifier to find additional clinical 

information about the event.  

clinical events are encoded using 

readcodes,  

F110.00 

Alzheimer's 

disease 

Additional 

Clinical Detail 

Additional clinical information on 

events from the table above.   

The format of the additional data 

depends on what data is being 

encoded  

Referral 

Records referrals to other 

healthcare services such as 

memory clinics or other specialist 

care.  

Information about the referral is 

encoded as integers with look up 

tables  

Immunisation  

Information on dates and types of 

vaccines  

type of immunisation imputed as 

read code alongside text identifier 

as free text  

Test 

Tests carried out which are 

recorded in read codes, and their 

results which, depending on the 

test result can be a numerical 

value or whether it’s abnormal or 

normal. 

test encoded as read code with 

additional information in free text, 

result from the test incoded in 

further columns with a column 

determining entity type (text, integer 

etc)  

388m.00 Mini-

mental state 

examination 

score - 24 
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Therapy 

Drugs prescribed to patients 

recorded using product codes, as 

well as information regarding the 

length of time and dosage covered 

by the prescription.  

drugs are incoded with product code 

and bnf code 

product code 

= 2930 

donepezil 

hydrochloride 

tablets 5mg 

 

Appendix table 3.2: Variable prevalence for each cluster for k-means 

Symptom/ 

comorbidity 1 2 3 4 5 

Anxiety 62.11 20.98 7.90 16.47 6.02 

Atherosclerosis 3.14 3.41 6.27 8.16 8.13 

Atrial fibrillation 3.86 20.79 9.58 20.41 14.85 

Cancer 19.04 32.20 27.69 26.09 43.27 

Confusion 22.71 71.04 0.05 32.36 8.60 

Depression 69.24 22.99 13.03 25.51 10.53 

Diabetes 9.75 5.67 10.02 84.26 6.43 

Haemorrhagic  

Stroke 

2.03 1.40 1.58 1.60 2.81 

Hearing Loss 16.88 46.59 26.95 38.92 48.42 

Heart Failure 2.23 12.56 4.49 17.93 6.43 

Hyperglycaemia 0.00 0.00 0.00 15.74 0.00 

Hypertension 45.94 61.89 80.60 81.49 40.18 

Kidney disease 12.30 33.72 39.88 58.89 14.56 

Memory 74.93 44.15 89.09 77.70 90.94 
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motor 1.31 9.45 4.39 7.58 1.23 

neuropsychological 83.51 98.35 18.85 71.43 35.50 

Rheumatoid Arthritis 3.99 2.32 2.27 2.33 1.64 

Age       

42 - 73 43.98 2.01 10.27 16.47 26.14 

74 - 78 26.51 10.12 17.77 23.76 24.97 

79 -82 14.73 19.27 24.23 24.34 20.64 

83 - 87 11.58 25.49 25.02 19.83 17.43 

88+ 3.21 43.11 22.70 15.60 10.82 

Gender      

Female 80.17 81.28 90.18 45.92 19.01 

Male 19.83 18.72 9.82 54.08 80.99 

Smoking Status      

Current Smoker 17.41 5.24 4.79 9.04 14.09 

 Ex-Smoker 32.92 24.15 14.31 55.39 54.44 

non-Smoker 48.95 68.84 80.90 35.57 31.11 

Drinking Status      

Current Drinker 1.57 1.16 0.84 0.58 1.52 

Ex-Drinker 7.26 6.10 2.86 24.34 6.32 

Excess Drinker 0.46 NA NA NA 0.47 
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non-Drinker 29.52 33.48 38.55 28.57 7.72 

Not Specified 46.01 44.21 35.14 24.34 69.59 

Occasional Drinker 15.18 15.06 22.61 22.16 14.39 
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Appendix table 3.3: Variable prevalence for each cluster for kernel k-means 

Symptom/ 

comorbidity 1 2 

Anxiety 11.77 36.28 

Atherosclerosis 3.34 8.79 

Atrial fibrillation 6.57 22.03 

Cancer 26.30 35.87 

Confusion 8.13 48.10 

Depression 16.52 41.81 

Diabetes 8.29 24.21 

Haemorrhagic  Stroke 1.04 3.13 

Hearing Loss 30.64 41.31 

Heart Failure 2.67 14.10 

Hyperglycaemia 0.23 3.10 

Hypertension 63.90 55.88 

Kidney disease 23.66 36.50 

Memory 88.54 58.25 

motor 1.92 7.96 

neuropsychological 38.66 83.98 

Rheumatoid Arthritis 1.27 4.20 
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Age    

42 - 73 20.88 17.35 

74 - 78 20.85 18.90 

79 -82 20.92 19.79 

83 - 87 20.11 20.42 

88+ 17.24 23.55 

Gender   

Female 68.66 62.77 

Male 31.34 37.23 

Smoking Status   

Current Smoker 7.84 12.80 

 Ex-Smoker 28.33 39.38 

non-Smoker 63.47 46.87 

Drinking Status   

Current Drinker 1.04 1.39 

 Ex-Drinker 5.08 10.08 

Excess Drinker 0.09 0.35 

non-Drinker 25.55 30.91 

Not Specified 50.99 39.19 

Occasional Drinker 17.24 18.08 
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Appendix table 3.4:  Variable prevalence for each cluster for affinity propagation 

Symptom/ 

comorbidity 
1 2 3 4 5 

Anxiety 
10.73 59.46 15.96 3.84 30.73 

Atherosclerosis 
4.89 3.39 10.7 7.32 0.76 

Atrial fibrillation 
7.33 4.34 41.02 8.42 3.32 

Cancer 
25.12 21.45 29.92 38.68 32.66 

Confusion 
0.54 18.06 48.34 0 63.53 

Depression 
15.55 68.93 21.68 8.05 32.66 

Diabetes 
11.47 10.73 34.24 12 5.88 

Haemorrhagic  Stroke 
1.22 2.44 1.99 2.58 1.18 

Hearing Loss 
24.37 15.69 35.37 44.95 49.76 

Heart Failure 
2.51 1.89 29.45 2.16 1.31 

Hyperglycemia 
0.07 0.32 6.05 0.32 0.42 

Hypertension 
84.18 38.56 76.8 50.68 51.83 

Kidney disease 
45.28 8.75 53.26 18.32 19.03 

Memory 
85.47 80.99 67.95 94.26 45.88 

motor 
5.91 0.87 6.25 1.21 8.44 

neuropsychological 
22.47 80.76 84.77 16.42 98.69 

Rheumatoid Arthritis 
2.44 3.71 2.19 1.89 2.56 
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Age  
     

42 - 73 
7.47 53.08 7.91 24.05 7.89 

74 - 78 
16.84 26.58 17.89 24.53 13.91 

79 -82 
23.83 12.30 23.14 22.21 19.03 

83 - 87 
25.66 6.70 22.81 18.37 26.37 

88+ 
26.21 1.34 28.26 10.84 32.80 

Gender 
     

Female 
98.30 69.48 56.05 33.79 83.81 

Male 
1.70 30.52 43.95 66.21 16.19 

Smoking Status 
     

Current Smoker 
3.67 21.37 7.65 11.63 6.30 

 Ex-Smoker 
8.08 39.67 48.60 46.63 18.06 

non-Smoker 
88.26 37.93 43.75 41.53 73.63 

Drinking Status 
     

Current Drinker 
0.95 1.97 1.46 1.11 0.55 

 Ex-Drinker 
1.97 7.97 15.49 6.37 4.15 

Excess Drinker 
NA 0.71 NA 0.21 0.14 

non-Drinker 
46.91 21.69 24.73 12.32 37.16 

Not Specified 
29.74 53.31 39.83 60.53 43.88 

Occasional Drinker 
20.43 14.35 18.48 19.47 14.12 
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Appendix table 3.5: Variable prevalence for each cluster for LCA 

Symptom/ 

comorbidity class 1: class 2: class 3: class 4: class 5: class 6: 

Anxiety 
0.11 0.04 0.14 0.55 0.10 0.28 

Atherosclerosis 
0.01 0.09 0.09 0.04 0.07 0.04 

Atrial fibrillation 
0.02 0.19 0.21 0.03 0.12 0.17 

Cancer 
0.42 0.36 0.40 0.22 0.27 0.28 

Confusion 
0.00 0.00 0.53 0.16 0.00 0.61 

Depression 
0.16 0.10 0.16 0.62 0.18 0.31 

Diabetes 
0.00 0.21 0.24 0.12 0.16 0.14 

Haemorrhagic  

Stroke 
0.03 0.03 0.02 0.03 0.01 0.01 

Hearing Loss 
0.70 0.36 0.44 0.18 0.26 0.38 

Heart Failure 
0.00 0.10 0.13 0.02 0.07 0.10 

Hyperglycemia 
0.00 0.00 0.00 0.00 0.00 0.00 

Hypertension 
0.00 0.02 0.03 0.01 0.01 0.02 

Kidney disease 
0.18 0.61 0.60 0.44 0.80 0.67 

Memory 
0.00 0.31 0.30 0.12 0.42 0.35 

motor 
0.82 0.94 0.72 0.78 0.86 0.56 
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neuropsycholo

gical 
0.04 0.02 0.05 0.01 0.05 0.07 

Rheumatoid 

Arthritis 
0.30 0.02 1.00 0.80 0.16 1.00 

Age  
0.03 0.01 0.01 0.03 0.03 0.03 

42 - 73       

74 - 78 0.26 0.18 0.20 0.50 0.12 0.06 

79 -82 0.16 0.25 0.22 0.27 0.18 0.15 

83 - 87 0.19 0.23 0.23 0.14 0.22 0.21 

88+ 0.20 0.19 0.21 0.09 0.24 0.24 

Gender 0.20 0.14 0.14 0.00 0.24 0.35 

Female       

Male 0.46 0.86 0.93 0.27 0.05 0.07 

Smoking 

Status 

0.54 0.14 0.07 0.73 0.95 0.93 

Current 

Smoker       

 Ex-Smoker 0.59 0.37 0.35 0.45 0.73 0.68 

non-Smoker 0.27 0.52 0.54 0.37 0.20 0.25 

Drinking 

Status 

0.12 0.10 0.11 0.18 0.07 0.06 

Current Drinker 0.22 0.12 0.15 0.28 0.36 0.36 
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 Ex-Drinker 0.04 0.08 0.12 0.08 0.05 0.07 

Excess Drinker 0.16 0.20 0.17 0.15 0.21 0.16 

Non-Drinker 0.01 0.01 0.02 0.01 0.01 0.01 

Not Specified 0.00 0.00 0.00 0.01 0.00 0.00 

Occasional 

Drinker 

0.56 0.59 0.54 0.47 0.37 0.40 

 

Appendix table 3.6: jaccards boot table  

 

Method Mean Jaccards Index 

K-Means 0.78 

Kernel K-

Means 0.99 

Affinity 

Propagation 0.37 

Latent Class 

Analysis 0.67 

 

Appendix table 3.7: decision tree test error  

 

Methods AD error UD error 

K-Means 0.27 0.33 

Kernel K-

Means 0.13 0.27 

Affinity 

Propagation 0.37 0.36 

Latent Class 

Analysis 0.46 0.35 

 

Appendix table 3.8: linear model prediction r2  
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var rsqr ad_rsqr predict 

Memory 0.008345186912 0.001159282469 FALSE 

Confusion 0.008345186912 0.001159282469 FALSE 

neuropsycholog

ical 0.008345186912 0.001159282469 FALSE 

motor 0.008345186912 0.001159282469 FALSE 

Anxiety_CM 0.008345186912 0.001159282469 FALSE 

Atheosclerosis 0.008345186912 0.001159282469 FALSE 

Atrial_fibrilation 0.008345186912 0.001159282469 FALSE 

Cancer 0.008345186912 0.001159282469 FALSE 

Depression_C

M 0.008345186912 0.001159282469 FALSE 

Diabetes 0.008345186912 0.001159282469 FALSE 

Haemorrhagic_

Stroke 0.008345186912 0.001159282469 FALSE 

Hearing_Loss 0.008345186912 0.001159282469 FALSE 

Heart_Failure 0.008345186912 0.001159282469 FALSE 

Hypercholestorl

emia 0.008345186912 0.001159282469 FALSE 

Hyperglycemia 0.008345186912 0.001159282469 FALSE 

Hypertension 0.008345186912 0.001159282469 FALSE 

Kidney_disease 0.008345186912 0.001159282469 FALSE 

Rhumatoid_Art

hritis 0.008345186912 0.001159282469 FALSE 

km 0 0 FALSE 

kk 0 0 FALSE 

ap 0 0 FALSE 

lca 0 0 FALSE 

 

Appendix table 3.9: cox proportional hazard ratio time till death 

 

hr pval lower_conf upper_conf names 

0.5459139538 0 0.4986118653 0.5977034759 Memory 

1.542066739 0 1.406779816 1.690363907 Confusion 
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1.325180167 3.21E-09 1.207243814 1.454637791 

neuropsycholog

ical 

1.012862076 0.9004408877 0.8290785421 1.237385282 motor 

0.8595446312 

0.00638362575

5 0.7709609106 0.958306657 Anxiety_CM 

0.6661522676 

0.00055698125

84 0.5289263663 0.8389803796 Atheosclerosis 

1.336411761 1.51E-06 1.187484623 1.504016439 Atrial_fibrilation 

1.18153685 

0.00044371816

66 1.07652286 1.296794874 Cancer 

0.9705816321 0.5500765994 0.8800432945 1.070434501 

Depression_C

M 

0.835866775 

0.00716700937

2 0.7334724396 0.9525555806 Diabetes 

1.151332215 0.3607309995 0.8510582384 1.55755013 

Haemorrhagic_

Stroke 

0.9932518579 0.8849459694 0.906211016 1.088652903 Hearing_Loss 

1.845378944 0 1.614546587 2.109213495 Heart_Failure 

6.14E-06 0.9782605061 0 Inf 

Hypercholestorl

emia 

1.365365478 0.06787283146 0.9773848186 1.907358138 Hyperglycemia 

0.9574835543 0.3360049677 0.8763793234 1.046093549 Hypertension 

0.9170492223 0.07739248622 0.8330196814 1.00955511 Kidney_disease 

1.055899914 0.7041083734 0.7974636294 1.398088374 

Rhumatoid_Art

hritis 

1.846494381 0 1.624505847 2.098817623 km2 

0.9308953922 0.3229327664 0.8076727552 1.072917497 km3 

1.28364002 

0.00510669975

1 1.077805682 1.528783647 km4 

1.138622374 0.07255705629 0.9881876054 1.31195828 km5 

1.473772293 0 1.350473553 1.608328253 kk1 

0.9971779518 0.9728479006 0.8474188114 1.173403109 ap2 

1.768648624 4.66E-15 1.533541696 2.039799742 ap3 

1.107035156 0.1862347958 0.9520919641 1.28719376 ap4 

1.71480554 1.35E-13 1.486574534 1.978076425 ap5 

1.072458555 0.5379043405 0.8584493482 1.339819703 lca2 
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1.528066983 6.96E-05 1.239950809 1.883130111 lca3 

0.8926194956 0.2968978143 0.7210581039 1.105000498 lca4 

0.9041921517 0.3388213235 0.7355874391 1.111442914 lca5 

1.530314745 1.50E-05 1.262147859 1.855458695 lca6 

 

Appendix table 3.10: cox proportional hazard ratio time until moving home  

hr pval lower_conf upper_conf names 

0.7139461731 7.88E-15 0.6557682059 0.7772855308 Memory 

1.556281001 0 1.433749692 1.689284097 Confusion 

1.439713858 0 1.327035999 1.561959128 

neuropsycholog

ical 

1.137098767 0.1519657641 0.9538079785 1.355612067 motor 

1.046292823 0.3321483485 0.9548472359 1.146496141 Anxiety_CM 

0.7372051438 

0.00167414437

7 0.6095484659 0.8915967384 Atheosclerosis 

1.118026964 0.04973682961 1.000128301 1.24982394 Atrial_fibrilation 

0.8939755624 0.01083207434 0.8201353912 0.9744638687 Cancer 

1.093652738 0.03832131036 1.00482779 1.190329649 

Depression_C

M 

0.8598397856 

0.00952194739

4 0.7670798871 0.9638167672 Diabetes 

1.154850936 0.2951918305 0.8819748902 1.512152669 

Haemorrhagic_

Stroke 

0.957526476 0.2955242881 0.8827432114 1.038645147 Hearing_Loss 

1.021923505 0.7789873901 0.878296128 1.189038202 Heart_Failure 

1.017213033 0.9201277844 0.7286788993 1.419997691 Hyperglycemia 

0.9248006511 0.04890721835 0.855576646 0.9996255138 Hypertension 

0.9197497186 0.0550077479 0.8444233301 1.001795562 Kidney_disease 

1.374578772 

0.00482966016

4 1.101733649 1.714994184 

Rhumatoid_Art

hritis 

1.520727001 1.30E-13 1.361055952 1.699129714 km2 

0.8952791431 0.06224790679 0.7969991618 1.005678277 km3 

0.9488428602 0.5189903425 0.8088798838 1.113024061 km4 

0.893038159 0.0663068343 0.7914667362 1.007644563 km5 
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1.295926283 4.42E-11 1.199758339 1.399802674 kk1 

1.017394499 0.7934512304 0.8941840762 1.157582196 ap2 

1.209544535 

0.00255389004

5 1.068920234 1.368668994 ap3 

0.8243135895 

0.00262339891

2 0.7268302276 0.9348715395 ap4 

1.444421073 1.72E-09 1.281515591 1.628035002 ap5 

0.6569448957 2.02E-05 0.5415502156 0.7969281215 lca2 

1.049542349 0.5908165546 0.8799268245 1.251853122 lca3 

0.9401275704 0.4736936096 0.7940324486 1.113102935 lca4 

0.8620851043 0.07660371767 0.7314979736 1.01598467 lca5 

1.404855054 1.62E-05 1.203709498 1.639612985 lca6 

Appendix 3 Code lists 

All the codelists used can be viewed here: 

https://docs.google.com/document/d/1IpRzddt2RgzYfpKRKUvjBzZ4ODX35_X3YUO8hFU771U/

edit?usp=sharing 

 

If this is inaccessible please contact nonie.alexander.16@ucl.ac.uk 
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Appendix 4 

Appendix table 4.1: synthetic cluster generator studies with user defined variables.  

  

Number 

of 

clusters 

Noise 

observations 

Noise 

variables 

Equal 

sizes 

Number of 

points in 

each cluster 

Number of 

dimensions 

Cluster 

shape 

An algorithm for generating 

artificial test clusters 

Milliagn 

(1985) 1 1 1 1  1  

Simulating Data to Study 

Performance of Finite 

Mixture Modeling and 

Clustering Algorithms 

Maitra and 

Melnykov 

(2008) 1 1 1 1 1 1  

Generation of Random 

Clusters with Specified 

Degree of Separation 

Qui and 

Joe (2006) 1 1 1 1 1 1 1 

OCLUS: An Analytic Method 

for Generating Clusters with 

Known Overlap 

Steinley 

and 

Henson 

(2005) 1   1 1 1 1 

MixSim: An R Package for 

Simulating Data to Study 

Performance of Clustering 

Algorithms 

Melnykov 

et al 

(2012) 1 1 1 1 1 1  

MDCGen: Multidimensional 

Dataset Generator for 

Clustering 

Iglesias 

(2019) 1 1 1 1 1 1 1 

A synthetic data generator 

for clustering and outlier 

analysis 

Pei and 

Zaiane 

(2006) 1 1  1 1 1  

Generation of Gaussian sets 

for clustering methods 

assessment 

Gherbaoui 

(2021) 1   1 1 1  

 

  

Different 

separation 

Distance of 

separation/ 

overlap Rotation 

Covariance 

between 

variables 

Distribution

s 

Create sub 

space 

clusters 

An algorithm for generating 

artificial test clusters 

Milliagn 

(1985) 1      

Simulating Data to Study 

Performance of Finite 

Mixture Modeling and 

Clustering Algorithms 

Maitra and 

Melnykov 

(2008) 1 1     
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Generation of Random 

Clusters with Specified 

Degree of Separation 

Qui and 

Joe (2006) 1 1 1 1   

OCLUS: An Analytic Method 

for Generating Clusters with 

Known Overlap 

Steinley 

and 

Henson 

(2005) 1 1  1 1  

MixSim: An R Package for 

Simulating Data to Study 

Performance of Clustering 

Algorithms 

Melnykov 

et al 

(2012) 1 1     

MDCGen: Multidimensional 

Dataset Generator for 

Clustering 

Iglesias 

(2019) 1 1 1 1 1 1 

A synthetic data generator 

for clustering and outlier 

analysis 

Pei and 

Zaiane 

(2006) 1 1   1  

Generation of Gaussian sets 

for clustering methods 

assessment 

Gherbaoui 

(2021) 1 1     
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User defined parameters  

n: Number of patients per cluster, can be either an integer or a list of integers, if it is an integer 

the number of patients in each cluster will be the same, if a list the patient number for each 

cluster will correspond to each item in the list  

 

Seed: random seed to generate data  

                  

Clusters: This can either be an integer or a list of strings. If it is an integer a random selection of 

diseases equalling that number are selected to generate clusters, if a list of strings the items in 

the list should correspond to diseases that will make up the disease module. 

 

Vars: (default None) this allows the user to predefine what variables they would like   

 

Noise_var_ratio: this is the ratio between noise and feature variables and each variable type. It 

should be structured in a nested list of integers: 

[[feature:binary, feature:categorical, feature:numerical], 

[noise:binary, noise:categorical, feature:numerical]]. It can be inputted as a dictionary:  

{ 

Feature:{ 

 binary: 5, 

 Categorical: 2, 

 numerical: 3 

}, 

Noise:{ 

 binary: 4, 

 Categorical: 1, 

 numerical: 0 

} 

} 

 

 

It would mean that for every 5 variables that are of a binary data type and are a feature (not 

noise) there would be 2 feature and categorical variables, 4 noise and binary variables.  

 

If the inner list only has 2 items and not three it is presumed that categorical variables are not 

wanted and keeps the one hot encoded data set  

 

Var_n: number of returned variables 

 

Description: logical, as mentioned above there are two ways to define clusters, either different 

cluster labels or with different conditions within the same disease, if description = True then it 

uses condition if False it uses diseases  
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Priority: either ‘var_n’ or ‘noise_var_ratio’ (default var_n). As it is not always possible to satisfy 

the desired noise var ratio and number or variables, this argument lets the user select which 

one they want to preserve   

 

Out_file: where the output data should be stored  

 

User input 

To create multiple datasets the users can create a configuration file in the form of a json. An 

example of this is shown in figure 1. The only additional variable not included in the list above is 

the number of datasets. If a single value is given then that value is taken for all the datasets, if a 

list is given and it is equal to the number of datasets then each item in the list is taken as the 

value for that dataset. If it is equal to two then those are taken as the range with equally spaced 

values for a list length equal to the number of datasets.

 

Appendix 4.2 user defined parameters for clust EHR  
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Appendix table 4.3: cluster data for the first five patients of example data generated by 

clustEHR 

PATIENT 

osteoarthritis 

medication 

Never 

smoker 

Former 

smoker Creatinine 

Pain 

severity COPD 

Onset 

Age DALY 

Urea 

Nitrogen QALY 

3af745a2-96ce-

445b-aa9d-

0a175c90762e 1 0 1 0.8 7 0 

55.961

67009 8.12 9.5 66.28 

5e11b165-5095-

474c-a2d9-

4c472342ef45 1 0 1 2.9 10 0 

61.957

56331 5.16 9.6 49.24 

2bd88c77-0409-

495b-8cae-

82d6c048f49a 1 0 1 1.26 9 0 

45.968

51472 0 12.86 45 

2d6253a1-d9cc-

43a4-a2e4-

80cb3615b290 1 1 0 3.2 2 0 

63.956

19439 7.16 17.1 52.64 

bf00a30d-35d4-

431f-a829-

08dd10e07c95 1 0 1 0.9 3 0 

51.964

40794 5 10.3 58 

 

PATIENT 

Carbon 

Dioxide 

dementia 

medication QOL Anemia Diabetes Sodium 

Platelet 

distribution 

width in 

Blood 

Hematocrit 

of Blood 

Total 

Cholesterol 

Colon- 

oscopy 

3af745a2-96ce-

445b-aa9d-

0a175c90762e 24.3 0 0.84 1 1 143.2 249.6 48.5 180.6 2 

5e11b165-5095-

474c-a2d9-

4c472342ef45 28.4 0 0.72 1 1 142.1 312.2 40.3 171.4 0 

2bd88c77-0409-

495b-8cae-

82d6c048f49a 25.98 0 1 0 0 141.2 367.9 45.1 184.2 0 

2d6253a1-d9cc-

43a4-a2e4-

80cb3615b290 28.3 0 0.82 1 1 141.5 221.9 41.7 153.1 0 
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bf00a30d-35d4-

431f-a829-

08dd10e07c95 26.8 0 0.8 1 1 142.5 251.2 41.6 181.5 2 

 

Appendix table 4.4: outcomes for the first five patients of example data generated by clustEHR 

PATIENT 

Death 

Age 

Years 

to 

Death 

Hemoglobin in 

Blood Rate 

Carbon 

Dioxide 

Rate 

Glucose 

Rate 

Pain severity 

Reported Rate 

QALY 

Rate 

QOL 

Rate 

Sodium 

Rate 

MCV 

Rate 

3af745a2-96ce-

445b-aa9d-

0a175c90762e 57.88 1.92 0.07 2.56 4.43 -2.61 0.90 0.00 -5.91 -0.38 

5e11b165-5095-

474c-a2d9-

4c472342ef45 62.15 0.20 -9.43 -38.29 -5.30 -32.61 0.66 -0.03 -7.66 67.16 

2bd88c77-0409-

495b-8cae-

82d6c048f49a NaT NaT 0.50 -1.30 4.24 -4.28 0.65 -0.15 -1.19 -0.84 

2d6253a1-d9cc-

43a4-a2e4-

80cb3615b290 78.52 14.57 0.02 -0.62 0.96 0.11 0.84 0.00 0.16 0.75 

bf00a30d-35d4-

431f-a829-

08dd10e07c95 NaT NaT 0.33 -0.31 -0.31 -0.11 0.63 -0.01 -0.33 -2.24 

 

PATIENT 

Urea 

Nitrogen 

Rate 

Creatinine 

Rate 

Body 

Mass 

Index 

Rate 

MCHC 

Rate 

Erythro- 

cyte 

distribution 

width Rate 

Erythro- 

cytes in 

Blood 

Rate 

Hemoglobin 

A1c/ 

Hemoglobin 

total in 

Blood Rate 

Triglyc- 

erides 

Rate 

Total 

Cholest- 

erol Rate 

Body 

Weight 

Rate 

3af745a2-96ce-

445b-aa9d-

0a175c90762e 2.56 -0.10 0.00 0.06 0.23 0.01 -0.10 1.65 0.60 0.00 
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5e11b165-5095-

474c-a2d9-

4c472342ef45 49.49 1.18 0.05 -8.25 8.25 0.59 -0.01 -0.07 0.39 0.16 

2bd88c77-0409-

495b-8cae-

82d6c048f49a 1.17 0.07 0.00 -0.21 0.31 -0.04 0.00 1.14 1.04 0.00 

2d6253a1-d9cc-

43a4-a2e4-

80cb3615b290 0.30 -0.25 -0.34 0.00 0.00 0.18 0.03 -0.73 4.39 -1.33 

bf00a30d-35d4-

431f-a829-

08dd10e07c95 0.36 0.28 0.00 -0.02 0.63 -0.18 0.02 3.09 -0.96 0.00 

 

PATIENT 

Diastolic 

Blood 

Pressure 

Rate 

Hematocrit 

in Blood 

Rate 

Chloride 

Rate MCH Rate 

Leukocytes in 

Blood Rate 

High Density 

Lipoprotein 

Cholesterol 

Rate 

Body 

Height 

Rate 

Platelet 

mean 

volume in 

Blood Rate 

3af745a2-96ce-

445b-aa9d-

0a175c90762e -5.91 0.66 3.05 0.19 -0.32 1.23 0.00 -0.01 

5e11b165-5095-

474c-a2d9-

4c472342ef45 -1.21 38.88 -20.62 22.39 8.25 0.58 0.00 -12.37 

2bd88c77-0409-

495b-8cae-

82d6c048f49a -1.48 -1.11 1.00 -0.13 0.45 -0.65 0.00 -0.10 

2d6253a1-d9cc-

43a4-a2e4-

80cb3615b290 0.33 0.51 0.01 0.39 0.65 -1.08 0.00 0.10 

bf00a30d-35d4-

431f-a829-

08dd10e07c95 0.33 1.54 -0.09 -0.16 -0.77 -0.83 0.00 0.00 
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PATIENT 

Platelets in 

Blood Rate 

Potassium 

Rate 

Systolic Blood 

Pressure Rate 

DALY 

Rate 

Calcium 

Rate 

Low Density 

Lipoprotein 

Cholesterol 

Rate 

Platelet 

distribution width 

in Blood Rate 

3af745a2-96ce-

445b-aa9d-

0a175c90762e -4.67 -0.79 -11.81 0.20 -0.20 -2.01 19.75 

5e11b165-5095-

474c-a2d9-

4c472342ef45 -676.30 -0.59 -3.35 0.34 1.77 -0.40 831.83 

2bd88c77-0409-

495b-8cae-

82d6c048f49a 7.44 -0.39 -10.83 0.35 -0.26 2.07 4.70 

2d6253a1-d9cc-

43a4-a2e4-

80cb3615b290 -42.73 0.01 0.88 0.16 0.03 -1.45 -0.32 

bf00a30d-35d4-

431f-a829-

08dd10e07c95 5.69 0.12 -1.20 0.37 -0.04 5.89 27.13 

Appendix table 4.5: Labels for the first five patients of example data generated by clustEHR 

PATIENT DISEASE code 

3af745a2-96ce-

445b-aa9d-

0a175c90762e osteoarthritis 0 

5e11b165-

5095-474c-

a2d9-

4c472342ef45 osteoarthritis 0 

2bd88c77-

0409-495b-

8cae-

82d6c048f49a osteoarthritis 0 

2d6253a1-

d9cc-43a4-

a2e4-

80cb3615b290 osteoarthritis 0 
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bf00a30d-35d4-

431f-a829-

08dd10e07c95 osteoarthritis 0 

dfda4c60-5eef-

41f0-87f9-

053719a1d04f osteoarthritis 0 

 

 

 

Appendix table 4.6: variable types of example data generated by clustEHR 

 

Variable Importance Rank Noise Variable Data type 

Onset Age 0.117891 4 feature cont 

Marital Status 0.000974 46 noise bin 

Ethnicity asian 0.000668 53 noise bin 

Ethnicity black 0.000811 51 noise bin 

Ethnicity hispanic 0.000384 55 noise bin 

Ethnicity white 0.001026 44 noise bin 

Gender 0.000885 49 noise bin 

osteoarthritis medication 0.170729 3 feature bin 

dementia medication 0.187136 2 feature cont 

copd medication 0.232510 1 feature cont 

MCH 0.005486 30 noise cont 

MCHC 0.005855 26 noise cont 

Body Mass Index 0.007953 14 noise cont 

High Density Lipoprotein Cholesterol 0.006745 20 noise cont 

QALY 0.019594 5 feature cont 

Triglycerides 0.005749 28 noise cont 

Total Cholesterol 0.006069 23 noise cont 

Hemoglobin A1c/Hemoglobin total in Blood 0.006673 21 noise cont 

Potassium 0.005415 32 noise cont 

Platelet distribution width in Blood 0.007115 17 noise cont 

Body Weight 0.005268 33 noise cont 
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Chloride 0.007867 15 noise cont 

Sodium 0.006036 25 noise cont 

QOL 0.010179 10 feature cont 

Body Height 0.004843 39 noise cont 

Urea Nitrogen 0.008975 13 feature cont 

Creatinine 0.009880 11 feature cont 

Platelet mean volume in Blood 0.004524 40 noise cont 

Erythrocyte distribution width 0.006321 22 noise cont 

Glucose 0.007746 16 noise cont 

Low Density Lipoprotein Cholesterol 0.006052 24 noise cont 

Diastolic Blood Pressure 0.004993 38 noise cont 

Systolic Blood Pressure 0.005770 27 noise cont 

Hemoglobin in Blood 0.006907 18 noise cont 

Pain severity 0.017101 6 feature cont 

Carbon Dioxide 0.009496 12 feature cont 

DALY 0.015708 7 feature cont 

MCV 0.005173 34 noise cont 

Platelets in Blood 0.006752 19 noise cont 

Erythrocytes in Blood 0.004993 37 noise cont 

Calcium 0.005635 29 noise cont 

Hematocrit of Blood 0.005161 35 noise cont 

Leukocytes in Blood 0.005430 31 noise cont 

Never smoker 0.012982 8 feature bin 

Former smoker 0.012242 9 feature bin 

sinusitis 0.000600 54 noise bin 

Injury 0.000764 52 noise bin 

Anemia 0.000974 47 noise bin 

Obesity 0.000877 50 noise bin 

CVD 0.001470 42 noise bin 

bronchitis 0.001009 45 noise bin 

Diabetes 0.000910 48 noise bin 

sore throat 0.001131 43 noise bin 
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Colonoscopy 0.001517 41 noise cont 

Medication Reconciliation (procedure) 0.005047 36 noise cont 
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Appendix 5 

Appendix table 5.1: number of times each RDM-CVI combination identified clusters in a dataset 

with a range of difficulty in clustering problems 

noise 

seperat

ion CVI min_max pca_trans random_order 

10% 0.5 BWC 58 1.33 80.67 

10% 1 BWC 78.67 12 92.67 

10% 3 BWC 100 94 100 

30% 0.5 BWC 85.33 4 96.67 

30% 1 BWC 92.67 13.33 98.67 

30% 3 BWC 100 92 99.33 

50% 0.5 BWC 98 10 100 

50% 1 BWC 99.33 29.33 100 

50% 3 BWC 100 99.33 100 

10% 0.5 CH 76.67 0 100 

10% 1 CH 83.33 0.67 100 

10% 3 CH 100 97.33 100 

30% 0.5 CH 94.67 0 100 

30% 1 CH 97.33 6.67 100 

30% 3 CH 100 99.33 100 

50% 0.5 CH 98 0 100 

50% 1 CH 99.33 26 100 

50% 3 CH 100 100 100 

10% 0.5 CVNN 36 16.67 22 

10% 1 CVNN 29.33 13.33 19.33 

10% 3 CVNN 56 48 50.67 

30% 0.5 CVNN 40.67 10.67 24 

30% 1 CVNN 41.33 13.33 26 

30% 3 CVNN 66.67 50.67 60 

50% 0.5 CVNN 57.33 21.33 40 

50% 1 CVNN 50 13.33 36 
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50% 3 CVNN 59.33 46 57.33 

10% 0.5 DB 83.33 4.67 98 

10% 1 DB 91.33 14 100 

10% 3 DB 100 96.67 100 

30% 0.5 DB 95.33 5.33 100 

30% 1 DB 99.33 19.33 100 

30% 3 DB 100 97.33 100 

50% 0.5 DB 99.33 12.67 100 

50% 1 DB 99.33 36 100 

50% 3 DB 100 100 100 

10% 0.5 dunn 37.33 0 59.33 

10% 1 dunn 66.67 7.33 86.67 

10% 3 dunn 100 91.33 99.33 

30% 0.5 dunn 66.67 3.33 86.67 

30% 1 dunn 82.67 8 95.33 

30% 3 dunn 100 89.33 98.67 

50% 0.5 dunn 84.67 6.67 95.33 

50% 1 dunn 94.67 22 99.33 

50% 3 dunn 100 96.67 100 

10% 0.5 Huberts gamma 0 0 18.67 

10% 1 Huberts gamma 0 0 23.33 

10% 3 Huberts gamma 7.33 66 98 

30% 0.5 Huberts gamma 0 0 21.33 

30% 1 Huberts gamma 0 0 33.33 

30% 3 Huberts gamma 17.33 56 96.67 

50% 0.5 Huberts gamma 0 0 21.33 

50% 1 Huberts gamma 0 0 42.67 
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50% 3 Huberts gamma 29.33 64 100 

10% 0.5 IGP 10.67 7.33 38.67 

10% 1 IGP 26.67 16 54 

10% 3 IGP 98 94.67 92.67 

30% 0.5 IGP 24 9.33 56.67 

30% 1 IGP 40 15.33 62 

30% 3 IGP 98 82.67 84.67 

50% 0.5 IGP 48 10 87.33 

50% 1 IGP 68.67 22 89.33 

50% 3 IGP 98.67 83.33 76 

10% 0.5 Norm gamma 12.67 0 2 

10% 1 Norm gamma 21.33 8.67 6 

10% 3 Norm gamma 92 98 73.33 

30% 0.5 Norm gamma 1.33 0.67 0 

30% 1 Norm gamma 6.67 11.33 1.33 

30% 3 Norm gamma 56.67 98.67 32 

50% 0.5 Norm gamma 4.67 2 0 

50% 1 Norm gamma 5.33 12.67 3.33 

50% 3 Norm gamma 40.67 98.67 14.67 

10% 0.5 S_Dbw 7 22 0 

10% 1 S_Dbw 4 8.33 0 

10% 3 S_Dbw 1.67 0 0 

30% 0.5 S_Dbw 4 17 0 

30% 1 S_Dbw 2 6.67 0 

30% 3 S_Dbw 0 0 0 

50% 0.5 S_Dbw 1.67 14.33 0 
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50% 1 S_Dbw 0 3.67 0 

50% 3 S_Dbw 0 0 0 

10% 0.5 SD 0 1.33 21.33 

10% 1 SD 2 10 40.67 

10% 3 SD 97.33 96.67 98 

30% 0.5 SD 2.67 2.67 31.33 

30% 1 SD 9.33 6.67 59.33 

30% 3 SD 98.67 96.67 99.33 

50% 0.5 SD 3.33 3.33 48.67 

50% 1 SD 22 20 76 

50% 3 SD 100 99.33 100 

10% 0.5 Sillhouette cosine 41.33 2.67 58 

10% 1 Sillhouette cosine 56.67 18.67 74.67 

10% 3 Sillhouette cosine 100 99.33 99.33 

30% 0.5 Sillhouette cosine 52 5.33 68 

30% 1 Sillhouette cosine 70 16.67 82 

30% 3 Sillhouette cosine 100 98.67 100 

50% 0.5 Sillhouette cosine 69.33 4.67 77.33 

50% 1 Sillhouette cosine 88 37.33 90.67 

50% 3 Sillhouette cosine 100 99.33 100 

10% 0.5 Sillhouette euclidean 68 3.33 96 

10% 1 Sillhouette euclidean 84 22 100 

10% 3 Sillhouette euclidean 100 99.33 100 

30% 0.5 Sillhouette euclidean 92 6.67 100 
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30% 1 Sillhouette euclidean 97.33 32.67 100 

30% 3 Sillhouette euclidean 100 99.33 100 

50% 0.5 Sillhouette euclidean 98.67 10.67 100 

50% 1 Sillhouette euclidean 100 55.33 100 

50% 3 Sillhouette euclidean 100 100 100 
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Appendix table 5.2: number of times each RDM-CVI combination identified the correct cluster 

number in a dataset with a range of difficulty in clustering problems 

noise 

seperati

on CVI min_max pca_trans random_order 

10% 0.5 BWC 46 24.67 65.33 

10% 1 BWC 69.33 35.33 84.67 

10% 3 BWC 99.33 91.33 99.33 

30% 0.5 BWC 74 32 92 

30% 1 BWC 87.33 35.33 95.33 

30% 3 BWC 100 86.67 99.33 

50% 0.5 BWC 94.67 33.33 98 

50% 1 BWC 97.33 41.33 100 

50% 3 BWC 100 94.67 100 

10% 0.5 CH 73.33 30.67 100 

10% 1 CH 80.67 28 100 

10% 3 CH 99.33 98 100 

30% 0.5 CH 89.33 28.67 100 

30% 1 CH 94 32 100 

30% 3 CH 99.33 96 100 

50% 0.5 CH 97.33 30.67 100 

50% 1 CH 99.33 44 100 

50% 3 CH 100 98.67 100 

10% 0.5 CVNN 37.33 33.33 34 

10% 1 CVNN 35.33 32.67 32.67 

10% 3 CVNN 52.67 38 50 

30% 0.5 CVNN 40 29.33 36.67 

30% 1 CVNN 34.67 34 32.67 

30% 3 CVNN 63.33 36 54.67 

50% 0.5 CVNN 51.33 42 46 

50% 1 CVNN 41.33 35.33 37.33 

50% 3 CVNN 62 34.67 58.67 

10% 0.5 DB 68 28.67 89.33 
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10% 1 DB 84.67 32 95.33 

10% 3 DB 99.33 94 100 

30% 0.5 DB 93.33 34.67 98.67 

30% 1 DB 96 38 99.33 

30% 3 DB 100 94.67 100 

50% 0.5 DB 98.67 32 100 

50% 1 DB 99.33 42.67 100 

50% 3 DB 100 98 100 

10% 0.5 dunn 36 23.33 50.67 

10% 1 dunn 56.67 32.67 74 

10% 3 dunn 99.33 91.33 98.67 

30% 0.5 dunn 53.33 28.67 78.67 

30% 1 dunn 75.33 38 92 

30% 3 dunn 99.33 86.67 98.67 

50% 0.5 dunn 79.33 28.67 90.67 

50% 1 dunn 92.67 41.33 98 

50% 3 dunn 100 91.33 100 

10% 0.5 Huberts gamma 100 32.67 34 

10% 1 Huberts gamma 100 32.67 33.33 

10% 3 Huberts gamma 92 92 98 

30% 0.5 Huberts gamma 100 33.33 38.67 

30% 1 Huberts gamma 100 33.33 39.33 

30% 3 Huberts gamma 78.67 82.67 96.67 

50% 0.5 Huberts gamma 100 31.33 30 

50% 1 Huberts gamma 100 44 44.67 

50% 3 Huberts gamma 66 84.67 100 
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10% 0.5 IGP 35.33 36 40.67 

10% 1 IGP 37.33 32.67 41.33 

10% 3 IGP 96 90.67 92.67 

30% 0.5 IGP 30.67 32 41.33 

30% 1 IGP 33.33 26.67 39.33 

30% 3 IGP 94.67 86 82.67 

50% 0.5 IGP 41.33 33.33 60 

50% 1 IGP 48.67 34 69.33 

50% 3 IGP 98 89.33 79.33 

10% 0.5 Norm gamma 33.33 30.67 34.67 

10% 1 Norm gamma 33.33 31.33 32 

10% 3 Norm gamma 90.67 96 82 

30% 0.5 Norm gamma 41.33 36 40 

30% 1 Norm gamma 42.67 35.33 40.67 

30% 3 Norm gamma 65.33 94 57.33 

50% 0.5 Norm gamma 47.33 34 36 

50% 1 Norm gamma 41.33 44 40.67 

50% 3 Norm gamma 62 96.67 60.67 

10% 0.5 S_Dbw 52.67 29.33 76.67 

10% 1 S_Dbw 74 37.33 89.33 

10% 3 S_Dbw 99.33 96 99.33 

30% 0.5 S_Dbw 77.33 28 90.67 

30% 1 S_Dbw 88.67 41.33 94 

30% 3 S_Dbw 100 94.67 100 

50% 0.5 S_Dbw 92.67 34 93.33 

50% 1 S_Dbw 99.33 36 98.67 
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50% 3 S_Dbw 100 97.33 100 

10% 0.5 SD 44.67 32.67 32.67 

10% 1 SD 41.33 34.67 43.33 

10% 3 SD 98.67 96 98.67 

30% 0.5 SD 52 25.33 37.33 

30% 1 SD 40 32.67 52 

30% 3 SD 98.67 91.33 99.33 

50% 0.5 SD 32 32.67 39.33 

50% 1 SD 36 36 68 

50% 3 SD 100 98 100 

10% 0.5 Sillhouette cosine 46.67 34.67 51.33 

10% 1 Sillhouette cosine 51.33 33.33 67.33 

10% 3 Sillhouette cosine 99.33 98.67 98.67 

30% 0.5 Sillhouette cosine 49.33 30 59.33 

30% 1 Sillhouette cosine 66 36 76 

30% 3 Sillhouette cosine 100 98.67 100 

50% 0.5 Sillhouette cosine 64 28 71.33 

50% 1 Sillhouette cosine 84 46 88 

50% 3 Sillhouette cosine 100 98.67 100 

10% 0.5 Sillhouette euclidean 50 32 88 

10% 1 Sillhouette euclidean 75.33 33.33 97.33 

10% 3 Sillhouette euclidean 99.33 98.67 100 

30% 0.5 Sillhouette euclidean 82.67 33.33 100 

30% 1 Sillhouette euclidean 94 32 100 
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30% 3 Sillhouette euclidean 100 98 100 

50% 0.5 Sillhouette euclidean 98 32.67 100 

50% 1 Sillhouette euclidean 100 52 100 

50% 3 Sillhouette euclidean 100 100 100 
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Appendix 6 

Appendix 6 figures 
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appendix figure 6.1: The first 2 components of each dimensionality reduction and pre-processing 

method 

Appendix 6 tables 

Appendix table 6.1: jaccard's stability and mchammer results for each cluster solution and each 

cluster for every data transformation method  

method2 k clusters mchammer jaccards 

MCA 2 1 FALSE 0.99 

MCA 2 2 FALSE 0.98 

MCA 2 mean FALSE 0.99 

MCA 3 2 FALSE 0.91 

MCA 3 1 FALSE 0.89 

MCA 3 3 FALSE 0.85 

MCA 3 mean FALSE 0.88 

MCA 4 4 TRUE 0.91 

MCA 4 1 TRUE 0.94 

MCA 4 3 TRUE 0.95 

MCA 4 2 TRUE 0.94 

MCA 4 mean TRUE 0.93 

MCA 5 1 TRUE 0.85 

MCA 5 3 TRUE 0.86 

MCA 5 4 TRUE 0.83 

MCA 5 2 TRUE 0.79 

MCA 5 5 TRUE 0.75 

MCA 5 mean TRUE 0.82 

MCA 6 1 TRUE 0.83 

MCA 6 3 TRUE 0.85 

MCA 6 2 TRUE 0.82 

MCA 6 4 TRUE 0.77 

MCA 6 6 TRUE 0.81 

MCA 6 5 TRUE 0.83 

MCA 6 mean TRUE 0.82 
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MCA 7 7 TRUE 0.88 

MCA 7 5 TRUE 0.85 

MCA 7 1 TRUE 0.87 

MCA 7 6 TRUE 0.88 

MCA 7 2 TRUE 0.87 

MCA 7 3 TRUE 0.83 

MCA 7 4 TRUE 0.83 

MCA 7 mean TRUE 0.86 

MCA 8 3 TRUE 0.82 

MCA 8 1 TRUE 0.85 

MCA 8 7 TRUE 0.81 

MCA 8 5 TRUE 0.8 

MCA 8 6 TRUE 0.75 

MCA 8 4 TRUE 0.83 

MCA 8 8 TRUE 0.82 

MCA 8 2 TRUE 0.73 

MCA 8 mean TRUE 0.8 

PCA 2 2 FALSE 0.65 

PCA 2 1 FALSE 0.36 

PCA 2 mean FALSE 0.51 

PCA 3 2 FALSE 0.59 

PCA 3 1 FALSE 0.53 

PCA 3 3 FALSE 0.15 

PCA 3 mean FALSE 0.42 

PCA 4 3 TRUE 0.49 

PCA 4 2 TRUE 0.52 

PCA 4 1 TRUE 0.22 

PCA 4 4 TRUE 0.31 

PCA 4 mean TRUE 0.39 

PCA 5 4 TRUE 0.32 

PCA 5 1 TRUE 0.31 
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PCA 5 2 TRUE 0.48 

PCA 5 3 TRUE 0.47 

PCA 5 5 TRUE 0.49 

PCA 5 mean TRUE 0.42 

PCA 6 4 TRUE 0.52 

PCA 6 3 TRUE 0.37 

PCA 6 1 TRUE 0.35 

PCA 6 6 TRUE 0.42 

PCA 6 2 TRUE 0.33 

PCA 6 5 TRUE 0.61 

PCA 6 mean TRUE 0.43 

PCA 7 4 TRUE 0.58 

PCA 7 5 TRUE 0.67 

PCA 7 2 TRUE 0.28 

PCA 7 7 TRUE 0.41 

PCA 7 3 TRUE 0.46 

PCA 7 6 TRUE 0.39 

PCA 7 1 TRUE 0.35 

PCA 7 mean TRUE 0.45 

PCA 8 4 TRUE 0.88 

PCA 8 6 TRUE 0.65 

PCA 8 3 TRUE 0.54 

PCA 8 2 TRUE 0.45 

PCA 8 5 TRUE 0.37 

PCA 8 8 TRUE 0.37 

PCA 8 1 TRUE 0.28 

PCA 8 7 TRUE 0.77 

PCA 8 mean TRUE 0.54 

RBF Kernal PCA 2 2 TRUE 0.93 

RBF Kernal PCA 2 1 TRUE 0.93 

RBF Kernal PCA 2 mean TRUE 0.93 
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RBF Kernal PCA 3 3 TRUE 0.78 

RBF Kernal PCA 3 2 TRUE 0.95 

RBF Kernal PCA 3 1 TRUE 0.7 

RBF Kernal PCA 3 mean TRUE 0.81 

RBF Kernal PCA 4 3 TRUE 0.9 

RBF Kernal PCA 4 4 TRUE 0.71 

RBF Kernal PCA 4 2 TRUE 0.58 

RBF Kernal PCA 4 1 TRUE 0.43 

RBF Kernal PCA 4 mean TRUE 0.66 

RBF Kernal PCA 5 4 TRUE 0.67 

RBF Kernal PCA 5 3 TRUE 0.37 

RBF Kernal PCA 5 1 TRUE 0.44 

RBF Kernal PCA 5 5 TRUE 0.83 

RBF Kernal PCA 5 2 TRUE 0.52 

RBF Kernal PCA 5 mean TRUE 0.57 

RBF Kernal PCA 6 1 TRUE 0.69 

RBF Kernal PCA 6 5 TRUE 0.88 

RBF Kernal PCA 6 3 TRUE 0.57 

RBF Kernal PCA 6 4 TRUE 0.55 

RBF Kernal PCA 6 6 TRUE 0.42 

RBF Kernal PCA 6 2 TRUE 0.33 

RBF Kernal PCA 6 mean TRUE 0.57 

RBF Kernal PCA 7 7 TRUE 0.77 

RBF Kernal PCA 7 1 TRUE 0.93 

RBF Kernal PCA 7 4 TRUE 0.61 

RBF Kernal PCA 7 3 TRUE 0.86 

RBF Kernal PCA 7 2 TRUE 0.37 

RBF Kernal PCA 7 5 TRUE 0.33 

RBF Kernal PCA 7 6 TRUE 0.17 

RBF Kernal PCA 7 mean TRUE 0.58 

RBF Kernal PCA 8 2 TRUE 0.85 
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RBF Kernal PCA 8 6 TRUE 0.93 

RBF Kernal PCA 8 4 TRUE 0.59 

RBF Kernal PCA 8 8 TRUE 0.94 

RBF Kernal PCA 8 1 TRUE 0.59 

RBF Kernal PCA 8 5 TRUE 0.43 

RBF Kernal PCA 8 3 TRUE 0.47 

RBF Kernal PCA 8 7 TRUE 0.37 

RBF Kernal PCA 8 mean TRUE 0.65 

Polynomial Kernal PCA 2 1 TRUE 0.99 

Polynomial Kernal PCA 2 2 TRUE 0.95 

Polynomial Kernal PCA 2 mean TRUE 0.97 

Polynomial Kernal PCA 3 1 TRUE 0.95 

Polynomial Kernal PCA 3 2 TRUE 1 

Polynomial Kernal PCA 3 3 TRUE 0.98 

Polynomial Kernal PCA 3 mean TRUE 0.98 

Polynomial Kernal PCA 4 2 TRUE 0.99 

Polynomial Kernal PCA 4 3 TRUE 1 

Polynomial Kernal PCA 4 1 TRUE 0.95 

Polynomial Kernal PCA 4 4 TRUE 0.65 

Polynomial Kernal PCA 4 mean TRUE 0.9 

Polynomial Kernal PCA 5 2 TRUE 0.95 

Polynomial Kernal PCA 5 4 TRUE 0.99 

Polynomial Kernal PCA 5 5 TRUE 0.99 

Polynomial Kernal PCA 5 1 TRUE 0.77 

Polynomial Kernal PCA 5 3 TRUE 0.42 

Polynomial Kernal PCA 5 mean TRUE 0.82 

Polynomial Kernal PCA 6 3 TRUE 1 

Polynomial Kernal PCA 6 4 TRUE 0.99 

Polynomial Kernal PCA 6 6 TRUE 0.64 

Polynomial Kernal PCA 6 5 TRUE 0.77 

Polynomial Kernal PCA 6 2 TRUE 0.97 
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Polynomial Kernal PCA 6 1 TRUE 0.2 

Polynomial Kernal PCA 6 mean TRUE 0.76 

Polynomial Kernal PCA 7 1 TRUE 0.22 

Polynomial Kernal PCA 7 2 TRUE 0.98 

Polynomial Kernal PCA 7 7 TRUE 1 

Polynomial Kernal PCA 7 3 TRUE 0.66 

Polynomial Kernal PCA 7 4 TRUE 0.32 

Polynomial Kernal PCA 7 5 TRUE 0.24 

Polynomial Kernal PCA 7 6 TRUE 0.35 

Polynomial Kernal PCA 7 mean TRUE 0.54 

Polynomial Kernal PCA 8 2 TRUE 1 

Polynomial Kernal PCA 8 5 TRUE 0.78 

Polynomial Kernal PCA 8 7 TRUE 0.97 

Polynomial Kernal PCA 8 3 TRUE 0.88 

Polynomial Kernal PCA 8 1 TRUE 0.19 

Polynomial Kernal PCA 8 8 TRUE 0.53 

Polynomial Kernal PCA 8 4 TRUE 0.59 

Polynomial Kernal PCA 8 6 TRUE 0.16 

Polynomial Kernal PCA 8 mean TRUE 0.64 

TFIDF and PCA 2 1 FALSE 1 

TFIDF and PCA 2 2 FALSE 1 

TFIDF and PCA 2 mean FALSE 1 

TFIDF and PCA 3 1 TRUE 0.99 

TFIDF and PCA 3 2 TRUE 0.99 

TFIDF and PCA 3 3 TRUE 1 

TFIDF and PCA 3 mean TRUE 0.99 

TFIDF and PCA 4 4 TRUE 0.95 

TFIDF and PCA 4 2 TRUE 0.93 

TFIDF and PCA 4 1 TRUE 0.83 

TFIDF and PCA 4 3 TRUE 0.61 

TFIDF and PCA 4 mean TRUE 0.83 
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TFIDF and PCA 5 3 TRUE 0.95 

TFIDF and PCA 5 5 TRUE 1 

TFIDF and PCA 5 4 TRUE 0.99 

TFIDF and PCA 5 2 TRUE 0.98 

TFIDF and PCA 5 1 TRUE 0.86 

TFIDF and PCA 5 mean TRUE 0.96 

TFIDF and PCA 6 3 TRUE 0.99 

TFIDF and PCA 6 5 TRUE 0.98 

TFIDF and PCA 6 1 TRUE 0.99 

TFIDF and PCA 6 6 TRUE 0.83 

TFIDF and PCA 6 4 TRUE 0.95 

TFIDF and PCA 6 2 TRUE 0.91 

TFIDF and PCA 6 mean TRUE 0.94 

TFIDF and PCA 7 2 TRUE 0.98 

TFIDF and PCA 7 7 TRUE 0.98 

TFIDF and PCA 7 6 TRUE 0.85 

TFIDF and PCA 7 5 TRUE 0.96 

TFIDF and PCA 7 3 TRUE 0.92 

TFIDF and PCA 7 1 TRUE 0.86 

TFIDF and PCA 7 4 TRUE 0.92 

TFIDF and PCA 7 mean TRUE 0.92 

TFIDF and PCA 8 1 TRUE 0.7 

TFIDF and PCA 8 3 TRUE 0.82 

TFIDF and PCA 8 4 TRUE 0.52 

TFIDF and PCA 8 5 TRUE 0.95 

TFIDF and PCA 8 7 TRUE 0.63 

TFIDF and PCA 8 8 TRUE 0.94 

TFIDF and PCA 8 2 TRUE 0.9 

TFIDF and PCA 8 6 TRUE 0.82 

TFIDF and PCA 8 mean TRUE 0.79 

TFIDF and RBF Kernal PCA 2 2 TRUE 1 
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TFIDF and RBF Kernal PCA 2 1 TRUE 0.99 

TFIDF and RBF Kernal PCA 2 mean TRUE 0.99 

TFIDF and RBF Kernal PCA 3 2 TRUE 1 

TFIDF and RBF Kernal PCA 3 3 TRUE 1 

TFIDF and RBF Kernal PCA 3 1 TRUE 1 

TFIDF and RBF Kernal PCA 3 mean TRUE 1 

TFIDF and RBF Kernal PCA 4 1 TRUE 0.82 

TFIDF and RBF Kernal PCA 4 2 TRUE 0.93 

TFIDF and RBF Kernal PCA 4 3 TRUE 0.82 

TFIDF and RBF Kernal PCA 4 4 TRUE 0.91 

TFIDF and RBF Kernal PCA 4 mean TRUE 0.87 

TFIDF and RBF Kernal PCA 5 1 TRUE 1 

TFIDF and RBF Kernal PCA 5 2 TRUE 0.98 

TFIDF and RBF Kernal PCA 5 3 TRUE 1 

TFIDF and RBF Kernal PCA 5 4 TRUE 1 

TFIDF and RBF Kernal PCA 5 5 TRUE 0.99 

TFIDF and RBF Kernal PCA 5 mean TRUE 0.99 

TFIDF and RBF Kernal PCA 6 1 TRUE 0.94 

TFIDF and RBF Kernal PCA 6 3 TRUE 0.98 

TFIDF and RBF Kernal PCA 6 5 TRUE 0.9 

TFIDF and RBF Kernal PCA 6 2 TRUE 0.98 

TFIDF and RBF Kernal PCA 6 4 TRUE 0.98 

TFIDF and RBF Kernal PCA 6 6 TRUE 0.81 

TFIDF and RBF Kernal PCA 6 mean TRUE 0.93 

TFIDF and RBF Kernal PCA 7 6 TRUE 0.95 

TFIDF and RBF Kernal PCA 7 3 TRUE 0.96 

TFIDF and RBF Kernal PCA 7 4 TRUE 0.77 

TFIDF and RBF Kernal PCA 7 2 TRUE 0.91 

TFIDF and RBF Kernal PCA 7 1 TRUE 0.92 

TFIDF and RBF Kernal PCA 7 5 TRUE 0.84 

TFIDF and RBF Kernal PCA 7 7 TRUE 0.87 
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TFIDF and RBF Kernal PCA 7 mean TRUE 0.89 

TFIDF and RBF Kernal PCA 8 2 TRUE 0.94 

TFIDF and RBF Kernal PCA 8 4 TRUE 0.97 

TFIDF and RBF Kernal PCA 8 6 TRUE 0.96 

TFIDF and RBF Kernal PCA 8 3 TRUE 0.97 

TFIDF and RBF Kernal PCA 8 8 TRUE 0.85 

TFIDF and RBF Kernal PCA 8 7 TRUE 0.72 

TFIDF and RBF Kernal PCA 8 1 TRUE 0.83 

TFIDF and RBF Kernal PCA 8 5 TRUE 0.78 

TFIDF and RBF Kernal PCA 8 mean TRUE 0.88 

TFIDF and Polynomial Kernal PCA 2 1 FALSE 0.99 

TFIDF and Polynomial Kernal PCA 2 2 FALSE 0.99 

TFIDF and Polynomial Kernal PCA 2 mean FALSE 0.99 

TFIDF and Polynomial Kernal PCA 3 3 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 3 2 TRUE 0.98 

TFIDF and Polynomial Kernal PCA 3 1 TRUE 0.85 

TFIDF and Polynomial Kernal PCA 3 mean TRUE 0.94 

TFIDF and Polynomial Kernal PCA 4 1 TRUE 0.97 

TFIDF and Polynomial Kernal PCA 4 4 TRUE 0.91 

TFIDF and Polynomial Kernal PCA 4 2 TRUE 0.98 

TFIDF and Polynomial Kernal PCA 4 3 TRUE 0.89 

TFIDF and Polynomial Kernal PCA 4 mean TRUE 0.94 

TFIDF and Polynomial Kernal PCA 5 1 TRUE 0.78 

TFIDF and Polynomial Kernal PCA 5 2 TRUE 0.98 

TFIDF and Polynomial Kernal PCA 5 3 TRUE 0.69 

TFIDF and Polynomial Kernal PCA 5 4 TRUE 0.81 

TFIDF and Polynomial Kernal PCA 5 5 TRUE 0.89 

TFIDF and Polynomial Kernal PCA 5 mean TRUE 0.83 

TFIDF and Polynomial Kernal PCA 6 1 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 6 3 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 6 5 TRUE 0.98 
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TFIDF and Polynomial Kernal PCA 6 2 TRUE 1 

TFIDF and Polynomial Kernal PCA 6 6 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 6 4 TRUE 0.92 

TFIDF and Polynomial Kernal PCA 6 mean TRUE 0.98 

TFIDF and Polynomial Kernal PCA 7 6 TRUE 0.98 

TFIDF and Polynomial Kernal PCA 7 3 TRUE 0.98 

TFIDF and Polynomial Kernal PCA 7 2 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 7 7 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 7 5 TRUE 0.84 

TFIDF and Polynomial Kernal PCA 7 4 TRUE 0.83 

TFIDF and Polynomial Kernal PCA 7 1 TRUE 0.72 

TFIDF and Polynomial Kernal PCA 7 mean TRUE 0.9 

TFIDF and Polynomial Kernal PCA 8 3 TRUE 0.97 

TFIDF and Polynomial Kernal PCA 8 7 TRUE 0.93 

TFIDF and Polynomial Kernal PCA 8 6 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 8 4 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 8 2 TRUE 0.99 

TFIDF and Polynomial Kernal PCA 8 5 TRUE 0.82 

TFIDF and Polynomial Kernal PCA 8 1 TRUE 0.85 

TFIDF and Polynomial Kernal PCA 8 8 TRUE 0.85 

TFIDF and Polynomial Kernal PCA 8 mean TRUE 0.92 

MCA and PCA 2 1 FALSE 0.99 

MCA and PCA 2 2 FALSE 0.99 

MCA and PCA 2 mean FALSE 0.99 

MCA and PCA 3 3 FALSE 0.97 

MCA and PCA 3 2 FALSE 0.96 

MCA and PCA 3 1 FALSE 0.89 

MCA and PCA 3 mean FALSE 0.94 

MCA and PCA 4 1 FALSE 0.94 

MCA and PCA 4 3 FALSE 0.74 

MCA and PCA 4 2 FALSE 0.85 
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MCA and PCA 4 4 FALSE 0.91 

MCA and PCA 4 mean FALSE 0.86 

MCA and PCA 5 1 TRUE 0.93 

MCA and PCA 5 4 TRUE 0.75 

MCA and PCA 5 2 TRUE 0.86 

MCA and PCA 5 5 TRUE 0.77 

MCA and PCA 5 3 TRUE 0.89 

MCA and PCA 5 mean TRUE 0.84 

MCA and PCA 6 5 TRUE 0.96 

MCA and PCA 6 4 TRUE 0.94 

MCA and PCA 6 2 TRUE 0.93 

MCA and PCA 6 3 TRUE 0.93 

MCA and PCA 6 6 TRUE 0.93 

MCA and PCA 6 1 TRUE 0.9 

MCA and PCA 6 mean TRUE 0.93 

MCA and PCA 7 5 TRUE 0.94 

MCA and PCA 7 7 TRUE 0.91 

MCA and PCA 7 3 TRUE 0.86 

MCA and PCA 7 1 TRUE 0.88 

MCA and PCA 7 4 TRUE 0.84 

MCA and PCA 7 2 TRUE 0.73 

MCA and PCA 7 6 TRUE 0.64 

MCA and PCA 7 mean TRUE 0.83 

MCA and PCA 8 3 TRUE 0.93 

MCA and PCA 8 5 TRUE 0.95 

MCA and PCA 8 6 TRUE 0.92 

MCA and PCA 8 2 TRUE 0.92 

MCA and PCA 8 4 TRUE 0.91 

MCA and PCA 8 7 TRUE 0.94 

MCA and PCA 8 8 TRUE 0.9 

MCA and PCA 8 1 TRUE 0.92 



432 

MCA and PCA 8 mean TRUE 0.92 

MCA and RBF Kernal PCA 2 1 TRUE 0.94 

MCA and RBF Kernal PCA 2 2 TRUE 0.91 

MCA and RBF Kernal PCA 2 mean TRUE 0.92 

MCA and RBF Kernal PCA 3 1 TRUE 0.94 

MCA and RBF Kernal PCA 3 3 TRUE 0.76 

MCA and RBF Kernal PCA 3 2 TRUE 0.77 

MCA and RBF Kernal PCA 3 mean TRUE 0.82 

MCA and RBF Kernal PCA 4 4 TRUE 0.8 

MCA and RBF Kernal PCA 4 3 TRUE 0.81 

MCA and RBF Kernal PCA 4 1 TRUE 0.61 

MCA and RBF Kernal PCA 4 2 TRUE 0.52 

MCA and RBF Kernal PCA 4 mean TRUE 0.68 

MCA and RBF Kernal PCA 5 1 TRUE 0.83 

MCA and RBF Kernal PCA 5 2 TRUE 0.8 

MCA and RBF Kernal PCA 5 3 TRUE 0.67 

MCA and RBF Kernal PCA 5 5 TRUE 0.63 

MCA and RBF Kernal PCA 5 4 TRUE 0.56 

MCA and RBF Kernal PCA 5 mean TRUE 0.7 

MCA and RBF Kernal PCA 6 3 TRUE 0.85 

MCA and RBF Kernal PCA 6 6 TRUE 0.83 

MCA and RBF Kernal PCA 6 2 TRUE 0.8 

MCA and RBF Kernal PCA 6 5 TRUE 0.72 

MCA and RBF Kernal PCA 6 4 TRUE 0.77 

MCA and RBF Kernal PCA 6 1 TRUE 0.65 

MCA and RBF Kernal PCA 6 mean TRUE 0.77 

MCA and RBF Kernal PCA 7 5 TRUE 0.86 

MCA and RBF Kernal PCA 7 1 TRUE 0.78 

MCA and RBF Kernal PCA 7 7 TRUE 0.66 

MCA and RBF Kernal PCA 7 4 TRUE 0.86 

MCA and RBF Kernal PCA 7 3 TRUE 0.78 
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MCA and RBF Kernal PCA 7 2 TRUE 0.48 

MCA and RBF Kernal PCA 7 6 TRUE 0.53 

MCA and RBF Kernal PCA 7 mean TRUE 0.71 

MCA and RBF Kernal PCA 8 6 TRUE 0.78 

MCA and RBF Kernal PCA 8 7 TRUE 0.88 

MCA and RBF Kernal PCA 8 4 TRUE 0.83 

MCA and RBF Kernal PCA 8 8 TRUE 0.79 

MCA and RBF Kernal PCA 8 3 TRUE 0.91 

MCA and RBF Kernal PCA 8 1 TRUE 0.82 

MCA and RBF Kernal PCA 8 2 TRUE 0.89 

MCA and RBF Kernal PCA 8 5 TRUE 0.87 

MCA and RBF Kernal PCA 8 mean TRUE 0.85 

MCA and Polynomial Kernal PCA 2 2 FALSE 1 

MCA and Polynomial Kernal PCA 2 1 FALSE 0.9 

MCA and Polynomial Kernal PCA 2 mean FALSE 0.95 

MCA and Polynomial Kernal PCA 3 3 FALSE 0.98 

MCA and Polynomial Kernal PCA 3 2 FALSE 0.86 

MCA and Polynomial Kernal PCA 3 1 FALSE 0.88 

MCA and Polynomial Kernal PCA 3 mean FALSE 0.91 

MCA and Polynomial Kernal PCA 4 1 FALSE 0.62 

MCA and Polynomial Kernal PCA 4 2 FALSE 0.88 

MCA and Polynomial Kernal PCA 4 3 FALSE 0.9 

MCA and Polynomial Kernal PCA 4 4 FALSE 0.84 

MCA and Polynomial Kernal PCA 4 mean FALSE 0.81 

MCA and Polynomial Kernal PCA 5 1 FALSE 0.64 

MCA and Polynomial Kernal PCA 5 3 FALSE 0.82 

MCA and Polynomial Kernal PCA 5 4 FALSE 0.85 

MCA and Polynomial Kernal PCA 5 5 FALSE 0.77 

MCA and Polynomial Kernal PCA 5 2 FALSE 0.41 

MCA and Polynomial Kernal PCA 5 mean FALSE 0.7 

MCA and Polynomial Kernal PCA 6 5 FALSE 0.96 
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MCA and Polynomial Kernal PCA 6 3 FALSE 0.87 

MCA and Polynomial Kernal PCA 6 6 FALSE 0.69 

MCA and Polynomial Kernal PCA 6 4 FALSE 0.76 

MCA and Polynomial Kernal PCA 6 2 FALSE 0.63 

MCA and Polynomial Kernal PCA 6 1 FALSE 0.25 

MCA and Polynomial Kernal PCA 6 mean FALSE 0.69 

MCA and Polynomial Kernal PCA 7 5 FALSE 0.99 

MCA and Polynomial Kernal PCA 7 7 FALSE 0.87 

MCA and Polynomial Kernal PCA 7 3 FALSE 0.75 

MCA and Polynomial Kernal PCA 7 2 FALSE 0.43 

MCA and Polynomial Kernal PCA 7 6 FALSE 0.72 

MCA and Polynomial Kernal PCA 7 4 FALSE 0.66 

MCA and Polynomial Kernal PCA 7 1 FALSE 0.42 

MCA and Polynomial Kernal PCA 7 mean FALSE 0.69 

MCA and Polynomial Kernal PCA 8 1 FALSE 0.84 

MCA and Polynomial Kernal PCA 8 7 FALSE 0.99 

MCA and Polynomial Kernal PCA 8 8 FALSE 0.89 

MCA and Polynomial Kernal PCA 8 6 FALSE 0.84 

MCA and Polynomial Kernal PCA 8 5 FALSE 0.72 

MCA and Polynomial Kernal PCA 8 4 FALSE 0.76 

MCA and Polynomial Kernal PCA 8 2 FALSE 0.8 

MCA and Polynomial Kernal PCA 8 3 FALSE 0.39 

MCA and Polynomial Kernal PCA 8 mean FALSE 0.78 

 

 

Appendix table 6.2: mean outcomes for each cluster for the MCA dataset and their significance 

as tested by ANOVA  

variable 1 2 3 4 bonferoni sig 

mmse_declin

e 2.279307626 3.635543442 2.577392669 2.639711864 0.21 FALSE 

achi_time 2.350284495 3.492722467 3.196975477 2.869284539 0 TRUE 

dna_count 2.135135135 3.914285714 1.863636364 1.988764045 0.02 TRUE 
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Appendix table 6.3: mean outcomes for each cluster for the RBF kernel PCA dataset and their 

significance as tested by ANOVA  

variable 1 2 bonferoni sig 

mmse_decline 2.922802262 2.708262625 0.26 FALSE 

achi_time 3.19362949 2.877729279 0 TRUE 

dna_count 2.071895425 3.082568807 0.04 TRUE 

 

Appendix table 6.4: mean outcomes for each cluster for the MCA and PCA dataset and their 

significance as tested by ANOVA  

variable 1 2 3 4 5 6 bonferoni sig 

mmse_decline 2.179 3.651 4.374 2.676 2.473 1.336 0.16 FALSE 

achi_time 2.996 3.232 3.752 2.787 2.919 2.537 0 TRUE 

dna_count 2.563 2.347 3.932 1.791 1.945 3.733 0.1 FALSE 

 

Appendix table 6.5: model error for predicting outcomes for linear models and cluster based 

models 

method outcome 

linear model 

MSE 

clust means 

MSE 

linear model 

absolute error 

cluster means 

absolute error 

MCA 

mmse score 

decline per 

year 31.68 26.74 5.63 5.17 

MCA 

number of 

years until no 

AChIs 4.01 4.07 2 2.02 

MCA 

number of 

missed 

appointments 

per year 27.59 33.42 5.25 5.78 

RBF Kernal 

PCA 

mmse score 

decline per 

year 30.86 25.47 5.56 5.05 

RBF Kernal 

PCA 

number of 

years until no 

AChIs 4.01 4.22 2 2.05 
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RBF Kernal 

PCA 

number of 

missed 

appointments 

per year 27.59 32.4 5.25 5.69 

MCA and 

PCA 

mmse score 

decline per 

year 30.86 26.49 5.56 5.15 

MCA and 

PCA 

number of 

years until no 

AChIs 4.01 4.14 2 2.04 

MCA and 

PCA 

number of 

missed 

appointments 

per year 27.59 33.67 5.25 5.8 

 

Appendix table 6.6: random forest model accuracy and test set concordance rates for each 

dataset 

method model accuracy 

AD 

concordance 

UD 

concordance 

MCA 0.91 0.72 0.72 

RBF Kernal 

PCA 0.98 0.9 0.88 

MCA and 

PCA 0.93 0.39 0.52 

 

 

 

 


