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A B S T R A C T   

Early and late blight are two diseases which pose a huge risk to both potato (Solanum tuberosum L.) and tomato 
(Solanum lycopersicum, L. 1753) crops and make farmers run at a loss. The early and automatic detection of 
these diseases would save time as well as enable farmers to act quickly on crops which have been affected. 
Machine learning and deep learning technology provide many solutions for the detection of the blight diseases in 
affected crops, and are common in the literature. However, explanation methods for such solutions are not 
common, but are necessary, considering some machine learning models are seen as black boxes. This study 
proposes a ResNet-9 model which detects the blight disease state of potato and tomato leaf images, which 
farmers can leverage. With the data obtained from the popular “Plant Village Dataset”, there were 3,990 initial 
training data samples. After augmenting the training set and a rigorous hyperparameter optimization procedure, 
the model was trained with these hyperparameter values, and examined on the test set, which contained 1,331 
images. A test accuracy of 99.25%, 99.67% overall precision, 99.33% overall recall and 99.33% overall F1-score 
values were achieved. To fully understand the model, explanations for the proposed model were provided 
through saliency maps, which showed the reasoning behind the predictions of the model. It was observed that the 
ResNet-9 model considered the shape of the leaf, diseased areas present and general green areas of the leaf for its 
predictions and this makes us understand the model predictions better and see that the model behaves as ex-
pected. Our results could contribute to the testing and deployment of Convolutional Neural Network (CNN) 
models for classification of proximal sensing images of potato (Solanum tuberosum L.) and tomato (Solanum 
lycopersicum, L. 1753) plant leaves. Further studies would benefit from this modeling framework and would 
have the chance to test several other variables to determine the leaf infections in an earlier stage for crop 
protection.   

1. Introduction 

Potatoes (Solanum tuberosum L.) and tomatoes (Solanum lyco-
persicum, L. 1753) are two of the most popular crops of the world which 
contribute to sustain world population diets. However, two diseases 
common to both crops are early blight and late blight, which cause 
serious problems for both these crops and farmers. The timely detection 
of blight diseases on these affected potato and tomato crops can lead to 
prompt intervention by farmers. This would lead to a reduction in losses 
and an easing in the farming and harvesting process. There exist fore-
casting systems which use existing data about the weather and stage of 
blight diseases to analyze and forecast how other areas would be prone 
to these blight diseases (Meno et al. [1]). Using hyperspectral remote 

sensing technology, researchers have been able to monitor the disease 
severity of potato late blight in near real-time, considering spectral 
variables such as red-edge reflectance, moisture stress index, plant stress 
detection index among others (Kundu et al. [2]). Other approaches 
which detect blight diseases are achieved with Machine Learning (ML) 
technology, which can leverage the increase in data availability and 
computing power. ML models are being deployed in many fields and 
agriculture is no exception. ML models, which detect the blight diseases 
on affected tomato and potato crops, when deployed on smartphones, or 
even drones for situations where farms are thousands of acres, can be 
helpful on farms where a plant pathogen expert is not present to di-
agnose diseases. However, such models are also useful in areas where 
farmers manually check for the disease, although inefficient. Hobbyist 
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farmers also need help when they need to identify the types of blight 
diseases affecting their crops. 

Questions about some ML models being black boxes have been raised 
because it is unclear how these ML models come about their results. 
With such uncertainty, even though models may have state-of-the-art 
performance, it is difficult to trust their results. This concern is even 
more alarming in high-stake real-world scenarios, e.g., the detection of 
blight diseases on a farm. Since model predictions can be used to 
determine subsequent actions, such as the application of fungicide to the 
affected crops. Therefore model predictions are better when accompa-
nied by their explanations. Having model explanations leads to better 
trustworthiness in the model by both model creators and end users. This 
is because explanations provide a better understanding about the model 
predictions. 

Early blight disease is caused by a fungal pathogen called Alternaria 
solani (A. solani) and appears on potato and tomato leaves as concentric 
rings which are dark brown to black abrasions (Rotem et al. [3]). Early 
blight disease is mainly controlled by fungicides and three main fungi-
cide groups for early blight management are: the Quinone outside In-
hibitors (QoIs) such as Azoxystrobin, the Succinate Dehydrogenase 
Inhibitors (SDHIs) such as Boscalid, and the Demethylation Inhibitors 
(DMIs). The most used fungicides out of these three are the QoIs and 
SDHIs, till recently when the QoIs and SDHIs were said to be the most 
effective (Einspanier et al. [4]). The use of biofumigants, non-stressed 
plants and pathogen-free seeds are also helpful in managing the dis-
eases, e.g., stressed plants are more vulnerable to the early blight disease 
as compared to non-stressed plants (Lal et al. [5]). 

Phytophthora infestans Mont de Bary leads to the occurrence of late 
blight in potato and tomato plants. The late blight disease is evident in 
leaves when the leaves are water-soaked and have light to dark brown 
spots. In wet weather conditions, lesions on the surface of the leaf may 
become surrounded by a gray or white moldy growth. In humid regions, 
a moldy growth is usually seen and as the disease gets worse, the color of 
the leaf becomes yellow, then after some time it changes color again to 
brown, curls, withers and finally dies (Nelson [6]). According to reports, 
late blight was the cause of the Irish famine in the 1800s. High humidity 
and mild temperatures are advantageous for disease development and 
may ruin a field in a short time when the right conditions are present 
(Adolf et al. [7]). From the results of Lal et al. [8], products made up of 
neem were realized to be potent for curbing the late blight and also led 
to increasing yield. There are two broad classes of fungicides used in the 
fight of late blight: protectant fungicides and penetrant fungicides, and 
these fungicides can slow or stop late blight from growing when applied 
on time (Damicone [9]). 

Existing blight diseases management tools include the BlightPro 
Decision Support System (DSS), which is created to manage late blight in 
potatoes and tomatoes. The DSS is web-based and links many compo-
nents into the DSS system that is able to predict blight diseases using 
information about weather and crop conditions and their management. 
Plantix is an agriculture application that has the ability to detect over 
five hundred diseases in many plants including the blight diseases in 
both potato and tomato plants. The agriculture application has infor-
mation about crop diseases, preventive measures and management 
strategies. 

In recent years, there have been different approaches and attempts at 
identifying blight diseases in plants, through plant images, using ML, 
computer vision and deep learning methods. Following we look at the 
different approaches present in the literature used to tackle the blight 
disease detection in potato and tomato plants. These approaches have 
been reviewed in order of increasing model performance. 

Singh & Kaur [10] used potato leaf images from the open PlantVil-
lage dataset and performed image segmentation, where affected areas of 
the leaves were separated from the other healthy areas, using the 
k-means clustering algorithm. Feature extraction was done using the 
gray level co-occurrence matrix. The final step of their approach was a 
multi-class Support Vector Machine (SVM) classification model with a 

linear kernel function. Their classes were early blight, late blight and 
healthy potato classes, which achieved a test accuracy of 95.99%. 

Iqbal & Talukder [11] also followed the process of image processing, 
image segmentation and feature extraction on the potato leaf images, 
before finally comparing seven traditional machine learning techniques: 
Random Forest (RF), Logistic Regression (LR), K-Nearest Neighbours 
(KNN), decision trees, naive Bayes, linear discriminant analysis and 
SVM. They used these techniques for multi-class image classification. 
They had three classes which were early blight, late blight and healthy 
potato classes. Their RF model was the best out of all the other tech-
niques, which achieved an accuracy of 97% on their test set. 

Hong et al. [12] used flipping, blurring and relighting as data 
augmentation techniques to increase their training set. Then, using five 
different deep learning architectures, which are DenseNet Xception, 
Xception, ResNet50, MobileNet and SuffleNet, they classified 8 types of 
tomato leaf diseases plus one tomato healthy class, and compared the 
performances of these five architectures. Their results show that the 
number of epochs and batch size had the biggest influence on their re-
sults. The DenseNet Xception architecture was observed to have the 
highest accuracy of 97.10% on the test set, while ShuffleNet obtained 
the lowest accuracy of 83.68%. 

Considering early blight and late blight disease of potato, Hou et al. 
[13] presented a technique, called the graph cut algorithm, an automatic 
way to segment the leaf from the images accurately and effectively. 
Using the Otsu’s method and statistical thresholding, they extracted the 
foreground and background of the images. The color features of the 
images were extracted from the individual channels of the L*a*b* color 
space on the area of interest, while a local binary pattern was used to 
extract the texture features. In order to evaluate the performance for 
potato disease recognition, four machine learning algorithms (KNN, 
SVM, Artificial Neural Networks and RF) were used, of which SVM 
classifier achieved the highest overall accuracy of 97.4% for the disease 
classification. Hou et al. [13] also used this approach to determine how 
severe the blight diseases were. 

Tiwari et al. [14] used the VGG-19 pre-trained model for feature 
extraction from potato leaf images. With their classes being early blight, 
late blight and healthy classes, the features that were extracted were 
then passed into four different classification models which were: SVM, 
Artificial Neural Networks, KNN and LR. The highest performing model 
was found to be the LR model, with an accuracy of 97.8% on the test set. 

Khalifa et al. [15] worked by identifying the different blight diseases 
or absence thereof in potato leaves by following a 3-step process: image 
segmentation done by using a k-means clustering algorithm, feature 
extraction and classification. A 14-layer deep learning architecture, 
which included two convolutional layers was used to extract features 
and perform the image classification. An initial accuracy of 95.3% was 
obtained the test set, which was then increased to 98% by incorporating 
a data augmentation technique. 

Using image data from the PlantVillage Dataset, Kumar & Vani [16] 
selected 14,903 images which belonged to tomato classes only, as their 
focus was on the tomato plant. They looked at one tomato healthy class 
and nine other classes of tomato leaf diseases, which therefore summed 
up to 10 classes in total. The LeNet, VGG-16, Xception and ResNet50 
architectures were compared. At the end of their experiments, LeNet 
performed with an accuracy of 91.5%, Xception had an accuracy of 
97.11%, ResNet50 had an accuracy of 97.55%, and VGG-16 had an 
accuracy 99.11% on the test set. They concluded that VGG-16 performed 
the best out of all four architectures because of the 3x3 filter size which 
captured more information. 

In this paper, we present two main aims in order to solve the tasks of 
blight disease detection and model explanations, and this is done 
regardless of time and environmental factors. Firstly, we aim to build a 
robust deep learning model which determines the blight disease state 
(leaf anomalies or healthy leaf) of potato and tomato plant leaf images. 
Secondly, we seek to determine the explanations of the robust deep 
learning model using appropriate methods, which will help us 
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understand the model better. To the best of our knowledge, this is the 
first work to provide explanations which go together with the model for 
potato and tomato blight disease detection. 

In order to achieve the aims of this research, we use a multi-class 
image classification approach and consider these three classes: early 
blight, healthy and late blight. We also introduce a ResNet-9 model to 
solve the multi-class image classification task. We use the VGG-16 model 
from Kumar & Vani [16] as the baseline model for this research. In 
Kumar & Vani [16], their main task was to classify nine different classes 
of tomato leaf images as well as one tomato healthy class. In this task, 
this model obtained an accuracy of 99.11% on their test set. Their 
VGG-16 model with its hyperparameters are adapted to the task and 
dataset of this paper, evaluated and compared with the proposed 
ResNet-9 model. We use accuracy, precision, recall and F1-score metrics 
to evaluate both ResNet-9 and VGG-16 models. We also use loss curves 
to understand the training process of the two models. 

After we have evaluated of the ResNet-9 model, we then use expla-
nation methods in an attempt to understand the reasoning behind the 
model predictions. Shapley values are the explanation method used and 
these Shapley values are calculated for each image pixel of the input 
image to determine the contribution of each image pixel to the model 
prediction. We then create saliency maps from the Shapley values to 
provide a visual representation of the Shapley values of the image pixels. 
The code used in this paper is available at https://github.com/Alyeko 
/potato-tomato-blight-disease-detection, while the image dataset used 
is available at https://www.kaggle.com/datasets/alyeko/pt-leaf-data. 

The contributions of this research are two-fold:  

i) Introduction of a robust ResNet-9 model which is able to predict 
either early or late blight disease or the absence of these diseases in 
both potato and tomato leaf images.  

ii) Provision of saliency maps which provide insights into the reasoning 
behind ResNet-9 model predictions. 

2. Materials and methods 

2.1. PlantVillage dataset 

The PlantVillage Dataset has 54,309 carefully organized images of 
diseased and healthy leaves of crops plants that have been categorized 
by experts of plant pathology. The dataset contains categories of plants, 
which are Apple, Blueberry, Cherry, Corn, Grape, Orange, Peach, Bell 
Pepper, Potato, Raspberry, Soybean, Squash, Strawberry and Tomato. 
The PlantVillage Dataset holds images of 17 diseases caused by fungus, 4 
diseases caused by bacteria, 2 diseases caused by mold (oomycete), 2 
diseases caused by a viruse and 1 disease caused by a mite (Hughes, 
Salathe, et al. [17]). However, the focus of this research is on the potato 
and tomato dataset. These images are openly accessible under the li-
cense of Creative Commons Attribution-ShareAlike (CC-BY-SA) 3.0 
Unported (available on github at https://github.com/spMohanty/P 
lantVillage-Dataset). The images in the dataset were generally taken 
by technicians at experimental labs in the United States. Images were 
taken by placing the leaves against a paper sheet that gave a gray or 
black background. For each leaf, about 4-7 images were taken with a 
standard digital camera (Sony DSC - Rx100/13 20.2 megapixels) using 

the automatic mode. Each leaf was rotated around 360 degrees while the 
photo was being taken, to include the reflectance and the nature of the 
disease and also for more data to be captured in different orientations 
(Hughes, Salathe, et al. [17]). The images in this dataset have a height of 
256 and a width of 256, and have been saved in the JPEG format. 

In Table 1, we observe a clear case of an imbalanced dataset, with 
152 images for potato healthy class while all other classes have 1,000 
images or more. This data imbalance problem is taken care of in Section 

Table 1 
Summary of Potato and Tomato Data in PlantVillage Dataset  

Crop Type Class Number of Images Total 

Potato Early Blight 
Healthy 
Late Blight 

1,000 
152 
1,000  

2,152 

Tomato Early Blight 
Healthy 
Late Blight 

1,000 
1,591 
1,909  

4,500  

- - 6,652  

Fig. 1. Sample images of potato early blight (top row), potato healthy (middle 
row) and potato late blight (bottom row). 

Fig. 2. Sample images of tomato early blight (top row), tomato healthy (middle 
row) and tomato late blight (bottom row). 

Fig. 3. Augmentation techniques used.  
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2.2 (Figs. 1–3). 

2.2. Data preprocessing 

2.2.1. Dataset splits and normalization 
We use a custom function to split the 6,652 images per class into 

training, validation, and test sets in the proportion 60:20:20. We use 
these three sets independently of each other which prevents the problem 
of data leakage. In Table 2, we show the summary of the dataset splits. 
We normalize the images by dividing all image pixels by the value 255, 
which converts the pixel values to the 0 to 1 range. We perform this 
normalization because neural networks work better with normalized 
data. This normalization was applied to all images in all three sets. 

2.2.2. Data augmentation 
In order to increase the size of the dataset samples, which will be 

beneficial in the subsequent stage of modelling, we apply data 
augmentation techniques to the images in the training set with the help 
of the Transforms class in PyTorch and the techniques were center crop, 
gaussian blur and random rotation. 

For the center crop augmentation, we crop an image at the center, 
depending on the size passed into the center crop function. We use sizes 
randomly selected from [180, 200, 220, 240]. A size of 180 means that 
an original image of size 256x256 would be zoomed to the center such 
that the new image size would be 180x180. 

For the gaussian blur augmentation, we use the kernel size and sigma 
values for this gaussian blur augmentation. The sigma value is the 
standard deviation used for creating the kernel to perform the blurring. 
The sigma values were chosen from a range of values of [1, 1.5, 2, 2.5]. 

The angles we use for the random rotation were selected randomly 
from 50◦, 70◦, 100◦, 130◦ and 150◦. Even though severe rotation of 
images can cause the loss of image labels, as can be seen in the Modified 
National Institute of Standards and Technology (MNIST) dataset, where 
image 6 can be seen as 9 after a severe rotation, this was not the case for 
the leaf images as the disease present on the leaf was of more interest, 
and which remains the same no matter the rotation of the leaf image. 

Out of all the samples, healthy potato images had to be augmented 
the most, because of fewer samples whereas images of the tomato late 
blight kind were augmented the least because this had the most samples 
(seen in Table 3). 

2.2.3. Image resizing 
During the augmentation process of the center cropping technique, 

since the sizes of images changed, images were resized back to their 
original sizes. Only images from the training set were resized, since only 
images in the training set were augmented. This was also achieved using 
the Transforms class in PyTorch. 

Table 2 
Dataset splits  

Set Number of Images 

Training 3,990 
Validation 1,331 
Test 1,331 
Total 6,652  

Table 3 
Number of images per class after data augmentation  

Dataset Class Number of Images Total Number of Images   

Training 

Early blight 3,996   

12,009  
Healthy 4,011 
Late Blight 4,002   

Validation 

Early blight 442   

1,331 
Healthy 443 
Late Blight 446 

Test - - 1,331  

Fig. 4. ResNet-9 Architecture.  
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2.3. Potato and tomato leaf classification with ResNet-9 model 

2.3.1. ResNet-9 network architecture and implementation 
We implemented the ResNet-9 model in PyTorch and we trained the 

model on the Kaggle NVIDIA TESLA P100 GPUs. As seen from Fig. 4, 
there are four convolutional blocks, two residual blocks (made of two 
residual layers each) and one Classifier totaling nine layers, hence the 
name ResNet-9. The Convolutional Block 1 is the input layer, which 
obtains input data (plant leaf image) and sends it to the hidden layer for 
further computations. The hidden layer comprises Convolutional Layer 
2 to the Linear Layer in the Classifier. The output layer for this ResNet-9 
model is a Softmax layer, which returns class probabilities with the 
model prediction being the class with the highest probability. 

2.3.2. Operations and functions of the network 
Input images have shapes of [3, 256, 256] where 3 represents the 

number of channels which are red, green and blue, seen in all coloured 
images. The first 256 value represents the width of the image, while the 
second 256 value represents the height of the image. As the data moves 
from layer to layer in the ResNet-9 model, the shapes of the outputs 
change and are shown in Table A1 in the Appendix. 

An input image first goes through the Convolutional Block 1 where a 
2d convolutional layer operation is applied on it to extract features such 
as color, texture, edges and shape from the image, then normalized by 
the batch normalization layer which normalizes the inputs from the 
previous layer before it enters the next layer. As seen from the results of 
Santurkar et al. [18], batch normalization allows gradients to have a 
stable behaviour, which allows training of the network to be faster. 
Finally, the ReLU activation function, which is a non-linear activation 
function, transforms the data in a non-linear way for the data to be 
linearly separable, for classification in the case of this research. 

In the hidden layer, the input image continuously goes through the 
computations of 2d convolutional layer, batch normalization and ReLU 
with the addition of MaxPool2d operation with a kernel size of 4 which 
reduces the spatial measurements (height and width) of the input, so 
that the most important features can be extracted from the image. From 
the current layer to the subsequent layer, as seen in Table A1, the height 
and width of the input image reduces as it moves through the blocks of 
the network. In the final residual block of the hidden layer (i.e., Residual 
Block 2.1), the number of channels value grows to 512, the height value 
reduces to 4 and width value also reduces to 4. The final 2d max pooling 
operation of the hidden layer reduces the height and width dimensions 
from 4 to 1 each. The flatten layer reshapes input tensors to a single 
dimension so that the softmax function can be applied to it. The linear 
function, which is the fully connected layer, then sends the data forward 
into the softmax layer. The softmax layer found in the output layer scales 
the input tensors in the range [0,1], makes the sum of all tensors equal to 
one, and returns the probabilities of the input image belonging to each of 
the three classes. The class with the highest probability would be the 
predicted class for the image. 

σ(xi) =
exp(xi)

∑n
j=1exp

(
xj
) (1)  

Softmax activation function 
The loss function of the ResNet-9 model was the Cross Entropy (CE) 

loss whose equation is shown in Eq. (2). During the training process, this 
loss function was optimized (reduced) during the backpropagation and 
training process of the network. 

L = −
∑n

j=1
tjlog

(
pj
)

(2)  

CE loss equation 
Where n is the total number of classes, 

tjis the truth label, and 
pj is the output of the softmax for the j-th class (Kiprono Elijah [19]) 

2.3.3. Hyperparameter optimization 
The optimizer, learning rate, weight decay, momentum, gradient 

clipping, and number of epochs, were the hyperparameters considered 
for training the ResNet-9 model. 

With the help of Optuna, a python library, the process of finding the 
best combination of hyperparameter values was achieved with the help 
of a sampler based on the Tree-structured Parzen Estimator (TPE) al-
gorithm, which is a bayesian optimization method, and this sampler was 
integrated with a pruning mechanism. The pruning mechanism saved 
time during the optimization process by terminating trials with un-
promising results. For the hyperparameter optimization, we defined and 
ran an objective function with 100 trials. The aim for running the 
objective function was to minimize the CE loss function. In order to find 
the best learning rate value, we use a one cycle learning rate scheduler to 
adjust the learning rate based on the number of epochs. This scheduler 
ensures a decrease in the learning rate values for the remaining epochs 
(Smith [20]), so that the lowest CE loss value is obtained. For all other 
hyperparameters, we define search spaces, seen in Table 4. The opti-
mization algorithm found the best combination of hyperparameter 
values which gave the lowest possible CE loss, and we present these 
hyperparameters in Table 5. 

We use a batch size value of 32 and we train the model with the 
training data and the hyperparameters chosen after optimization 
(Table 5). The validation data was used to evaluate the model during the 
training process and helped the model to learn during training. We then 
tested the ResNet-9 model on the unseen data, the test set. 

2.4. Hyperparameters of VGG-16 baseline model 

We implemented the VGG-16 baseline model obtained from Kumar 
& Vani [16], with their hyperparameters shown in Table 6. This baseline 
model was implemented in PyTorch and was trained on the Kaggle 
NVIDIA TESLA P100 GPUs. The loss function used for this VGG-16 
baseline model was also the CE loss. 

Table 4 
Hyperparameters explored during training  

Hyperparameter Values Tested 

Optimizer Adam, SGD 
Initial Learning Rate [0.01, 0.06] (log-uniformly sampled) 
Weight Decay [0.001, 0.1] (log-uniformly sampled) 
Momentum [0.0, 1.0] (uniformly sampled) 
Gradient Clipping [0.1, 0.5] (uniformly sampled) 
Number of epochs [8, 25] (uniformly sampled)  

Table 5 
Hyperparameters chosen after optimization  

Number of 
Epochs 

Optimizer Initial 
Learning 
Rate 

Weight 
Decay 

Momentum Gradient 
Clipping 

22 SGD 0.011 0.00018 0.42 0.13  

Table 6 
Hyperparameters obtained from Kumar & Vani [16]  

Number of 
epochs 

Batch 
size 

Optimizer Learning 
Rate 

Weight 
Decay 

Momentum 

30 32 SGD 0.0005 0.0005 0.9  
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2.5. Evaluation of models 

We use accuracy, precision, recall and f1-score metrics on the test set, 
to evaluate both ResNet-9 and VGG-16 models. We also use loss curves 
to understand the training process of the two models. 

Accuracy =
TP + TN

TP + TN + FP + FN
(3)  

Precision =
TP

TP + FP
(4)  

Recall =
TP

TP + FN
(5)  

F1 − Score = 2
Precision ⋅ Recall

Precision + Recall
(6)  

Evaluation metrics 
where, considering one class at the time, 

True Positive (TP) is when the model correctly predicted to be the 
considered class. 
True Negative (TN) is when the model correctly predicted to not be 
the considered class. 
False Positive (FP) is when the model incorrectly predicted to be the 
considered class. 
False Negative (FN) is when the model incorrectly predicted to not be 
the considered class. For Precision, Recall and F1-score, the final 
scores are computed by averaging over the classes. 

2.6. Model explanations 

2.6.1. Saliency maps 
We generated saliency maps to help explain the ResNet-9 model 

predictions, with the help of the DeepSHAP function of the SHAP python 
package. DeepSHAP is the improved SHAP version of the DeepLIFT al-
gorithm by Shrikumar et al. [21]. For a current image that is to be 
explained, DeepSHAP uses a selection of background samples and in-
tegrates over them. DeepSHAP finds shapley values in such a way that 
the sum of these shapley values is equal to the difference between the 
output of the expected model on the selected background images and the 
output of the current model (Lundberg & Lee [22]). 

Figure 5 shows the stages an input image goes through before a sa-
liency map is generated. 

Fig. 5. Process leading to saliency map generation.  

Fig. 6. a: ResNet-9: Training and validation Losses. b: VGG-16: Training and validation Losses.  

Fig. 7. a: Confusion matrix for the ResNet-9 model. b: Confusion matrix for the VGG-16 model.  
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3. Results 

3.1. Loss curves during training 

Figure 6a shows training and validation losses of the ResNet-9 model 
during training over 22 epochs. At epoch 1, training loss is 0.736, while 
validation loss is 0.663. At epoch 22, training loss is 0.550, while vali-
dation loss is 0.563. 

Figure 6b shows training and validation losses of the VGG-16 model 
during training over 30 epochs. At epoch 1, training loss is 1.12, while 
validation loss is 1.09. At epoch 30, training loss is 0.0, while validation 
loss is 0.9. 

3.1.2. Confusion matrix 
The confusion matrices for the two models presented in Fig. 7a and b 

and these show us the actual and predicted classes for each of the three 
classes. 

3.1.3. Classification report for the ResNet-9 model 
The accuracy on the test set for the ResNet-9 model was observed to 

be 0.9925 (99.25%). 
Table 7 shows a classification report for the ResNet-9 model. It 

presents precision, recall and F1-score for all three classes. Highest value 
for precision, recall and f1-score is 100%. Lowest precision score is 99%, 
lowest recall score is 98% and lowest F1-score is 99%. 

3.2.3. Classification report for the VGG-16 model 
The accuracy on the test set for the VGG-16 model was observed to be 

0.9872 (98.72%). 
Table 8 shows classification report for the VGG-16 model. It presents 

precision, recall and F1-score for all three classes. Highest precision 
score is 100%, highest recall score is 99%, and highest F1-score is 99%. 
Lowest precision score and recall scores are 98%. 

3.3. Model explanation: Saliency maps 

Six model explanations in the form of saliency maps are provided in 
this subsection, two for each of the three classes. 

In Fig. 8 a-f, we see six saliency maps which all have different SHAP 
value ranges, from negative to positive values. The negative SHAP 
values are represented with blue pixels which signify the pixels of the 
image that negatively contribute to the model predictions. The positive 
SHAP values are represented with red pixels, which signify the pixels of 
the image that positively contribute to the model predictions. 

4. Discussion 

4.1. Model performance during training 

Figure 6a shows a general decrease in training and validation losses 
of the ResNet-9 model from epochs 1 to 22. In epoch 1, we see that the 
model underfits to the training data and records higher training losses 
than validation losses. From epoch 2 to 13, we see increases and de-
creases of validation losses while training losses generally decrease. 

Table 7 
Classification Report for the ResNet-9 model  

Class Precision Recall F1-Score 

Early blight 100.00% 98.00% 99.00% 
Healthy 100.00% 100.00% 100.00% 
Late Blight 99.00% 100.00% 99.00% 
Overall 99.67% 99.33% 99.33%  

Table 8 
Classification report for the VGG-16 model  

Class Precision Recall F1-Score 

Early blight 100.00% 98.00% 99.00% 
Healthy 99.00% 99.00% 99.00% 
Late Blight 98.00% 99.00% 99.00% 
Overall 99.00% 98.67% 99.00%  

Fig. 8. a: Saliency map for one early blight sample (potato). b: Saliency map for one early blight sample (tomato). c: Saliency map for one healthy sample (potato). d: 
Saliency map for one healthy sample (tomato). e: Saliency map for one late blight sample (potato). f: Saliency map for one late blight sample (tomato). 
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However, we realize that both training and validation losses are 
generally low from epoch 14 to 22 and this behaviour suggests that the 
ResNet-9 model is neither underfitting nor overfitting. From Fig. 6b, we 
see a general decrease in training and validation losses of the VGG-16 
model from epoch 1 to 30. This suggests that the VGG-16 model is 
neither underfitting nor overfitting. 

4.2. ResNet-9 metrics 

After ResNet-9 model training, when evaluated on the test set which 
contained 1,331 images of potato and tomato leaf images, the test ac-
curacy was 99.25%. We also see a classification report in Table 7, made 
up of results of precision, recall and F1-score for all three classes. Out of 
the three classes, the early blight and healthy class had the highest 
precision score of 100%, healthy and late blight had the highest recall 
score of 100% and the healthy class had the highest F1-score of 100%. 
The ResNet-9 model returns overall precision score of 99.67%, overall 
recall score of 99.33% and overall F1-score score of 99.33% on the test 
set. From these observations, we deduce that the ResNet-9 model has a 
high performance in terms of accuracy, precision, recall and F1-score on 
the test set. 

Figure 7a also shows a confusion matrix for the ResNet-9 model, 
which provides a visual representation of the number of actual and 
predicted values for each class. We are also able to see the incorrect 
classifications of the ResNet-9 model. For instance, we see that 7 early 
blight images were incorrectly classified as belonging to the late blight 
class. 

4.3. ResNet-9 comparison with VGG-16 baseline model and other 
approaches 

By observing the VGG-16 confusion matrix in Fig. 7b, we see that the 
early blight class has the highest number of wrongly classified images, 
with a total number of 10 images from the early blight class being 
wrongly classified as being in the late blight class. We see that 
comparing the confusion matrix of the ResNet-9 with that of the VGG- 
16, the VGG-16 model has more incorrect classifications compared to 
the ResNet-9 model. With the ResNet-9 returning an accuracy value of 
99.25% against 98.72% for VGG-16, it signifies that the ResNet-9 was 
able to make more accurate predictions on the test set than the VGG-16 
baseline model. An overall precision score of 99.67% for ResNet-9 
against that of 99.00% for VGG-16 also suggests that ResNet-9 is more 
sure of its positively predicted values than the VGG-16 baseline model. 
Comparing overall recall value of 99.33% for ResNet-9 to 98.67% for 
VGG-16 also suggests that ResNet-9 is better in recall, and finally the 
99.33% f1-score for ResNet-9 against 99.00% for VGG-16 also means 

ResNet-9 is better in terms of F1-score. These comparisons reveal that 
the ResNet-9 model is the superior model between the two models. 

The VGG-16 model is generally seen in the literature to produce high 
quality results in classification tasks, however the results as seen from 
Table 8 for the VGG-16 model can be attributed to the hyperparameters 
obtained from Kumar & Vani [16] and may produce higher results if the 
best combination of hyperparameters were found which gives the lowest 
possible CE loss value of the VGG-16 model. 

Table 9 gives a brief comparison of existing approaches for blight 
disease detection together with the approach of this research. From the 
table the highest performing models are all deep learning approaches 
while the relatively lower performances belong to traditional ML 
approaches. 

It could be seen that all approaches rely on image classification to 
determine the blight diseases or healthy leaves of input images. How-
ever, approaches such as image segmentation in Singh & Kaur [10], and 
feature extraction together with traditional ML approaches in Iqbal & 
Talukder [11], are nowadays automated by layers of deep learning 
models, such as convolutional layers and max pooling layers. Together 
with improved computing resources such as GPUs, deep learning models 
are able to perform image classification problems with higher speed and 
accuracy. This can be seen as the reason for better performance in the 
deep learning approaches in Table 9. 

The performance of the deep learning models seen in Hong et al. 
[12], Tiwari et al. [14] and Khalifa et al. [15], could be improved by the 
addition of careful data augmentation techniques to improve the size of 
training data samples for the deep learning models to learn better. 

The ResNet-9 model of this research, when compared to all other 
methods in Table 9, has the highest performing test accuracy. This is 
attributed to rigorous data augmentation, normalization of images and 
tuning of different hyperparameters before model training and 
evaluation. 

4.4. Deductions from saliency maps 

With pixels that are highlighted red having positive shapley values 
and hence, contributing positively to the model prediction, and blue 
pixels having negative shapley values and hence, contributing nega-
tively to the model prediction, saliency maps observations made are 
three-fold: 

Firstly, the outline of the leaf is usually not highlighted. This suggests 
that the shape of the leaf is not affecting the model prediction. Secondly, 
for the classes: early blight and late blight, the saliency maps show the 
diseases on the leaves being highlighted red suggesting that the model 
considers those diseased areas of the leaf for its predictions. Finally, for 
the healthy class, general green areas on the leaf are selected as the areas 
that contribute positively to the model predictions. 

From the saliency maps provided, it is clear that the model focuses on 
the diseased areas of the leaf in the case of blight disease detection and 
focuses on the green and healthy areas of the leaf in the case of healthy 
leaf detection. These explanations show that the model performs as 
expected, and that the predictions can be trusted. On the other hand, if 
the background region alone (where no leaf is present) were to have 
been highlighted with the color red, it would inform us that our model 
predictions are problematic, because the background of images in the 
dataset is not important for the model predictions. If this were the case, 
it would inform us that the model does not perform as expected. 

5. Conclusion 

Data augmentation techniques allowed us to increase the number of 
training samples and this improved the learning ability of the model. 
Rigorous data preprocessing and hyperparameter optimization provided 
the set of best hyperparameters to achieve a good test accuracy 
(99.25%). Training and implementation of the ResNet-9 model can be 
further explored by adding more agricultural management and 

Table 9 
Comparison of different existing approaches of blight disease detection  

Authors Approach Test 
Accuracy 

Singh & Kaur  
[10] 

Image segmentation, K-means clustering and 
image classification with SVM model. 

95.99% 

Iqbal & 
Talukder  
[11] 

Image processing, segmentation and feature 
extraction. Image classification with a random 
forest model. 

97.00% 

Hong et al.  
[12] 

Image classification with densenet xception deep 
learning model. 

97.10% 

Hou et al. [13] Image segmentation with graph cut algorithm and 
image classification with SVM model. 

97.40% 

Tiwari et al.  
[14] 

Feature extraction with VGG-19 pre-trained model 
for image classification. 

97.80% 

Khalifa et al.  
[15] 

Image classification with 14-layer deep learning 
model. 

98.00% 

Kumar & Vani  
[16] 

Image classification with VGG-16 model. 99.11% 

This research Image classification with ResNet-9 model and 
Saliency maps 

99.25%  
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environmental data in the future. The ResNet-9 model is able to detect 
the type of blight disease in potato and tomato plant leaf images or the 
absence of these diseases with an accuracy of 99.25% on the test set, as 
well as overall precision of 99.67%, overall recall of 99.33% and overall 
F1-score of 99.33%. The ResNet-9 model also performs better than the 
VGG-16 baseline model, when accuracy, precision, recall and F1-scores 
of the two models are compared. The saliency maps provided in Fig. 8 
prove that our ResNet-9 behaves as expected, giving the justification of 
the predictions made by the model. 

Various factors such as temperature of farms, soil properties, leaf 
area properties, among others have not been considered by this research. 
The focus was however on the creation and evaluation of a robust deep 
learning model which uses available photos of potato and tomato leaves 
to make classifications on new plant images. 

The approach of this research detects early and late blight disease or 
their absence in both potato and tomato plant leaf images. This approach 
can be expanded by making it consider other plants like corn and pepper 
as well as potato and tomato diseases like common scab, bacterial wilt, 
leaf curl and bacteria spot. This would make the approach more 
powerful. The deployment of deep learning models on edge devices such 
as smartphones permit end users, like farmers and other stakeholders, to 
have access and leverage their use. The deployment of this model with 
an interface, where farmers can take photos of their affected crops in 
real-time, would be beneficial. This is a future consideration and 
expansion upon this research. 
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