
In Silico Evolution Of Biomolecular
Assemblies

Joel Calum Forster

A dissertation submitted in partial fulfillment

of the requirements for the degree of

Doctor of Philosophy

of

University College London.

Institute for the Physics of Living Systems

University College London

August 30, 2022



2

I, Joel Calum Forster, confirm that the work presented in this thesis is my own.

Where information has been derived from other sources, I confirm that this has been

indicated in the work.



Abstract

The relationship between form and function of biomolecular machinery often

proves challenging to isolate. Attempts to gain intuition of the underlying physics

must first identify the key structural features and relate them by some model to be-

haviour. In this dissertation we take a reverse engineering approach. We outline

a methodology using evolutionary algorithms, coupled with coarse grained models

and molecular dynamics simulations, to identify and extract novel physics in sys-

tems under study. By allowing an algorithm to explore and iterate upon structure

we were able to uncover new, non-trivial, design principles which did not follow

purely from observation. We begin with the consideration of passive cargo uptake

by a cell membrane, allowing a patchy nanoparticle to alter the position of ligands

on its surface to improve efficiency and reliability of vesicle formation. We were

able to identify novel "chain-like" ligand patterns which lower the free energy bar-

rier for membrane wrapping when compared to uniformly spaced ligands. As a

next step, the methodology was applied to design self-assembling fibrillar networks

of collagen-mimetic molecules. Computational methods were developed which al-

lowed the characterisation of network properties. This routine was applied to probe

the global properties of collagen-mimetic molecules across a range of binding en-

ergy strengths. We show that measurements of graph topology reflect system struc-

ture. Finally, we evolve collagen-mimetic molecules to target a specific periodic

patterning (d-period). The resulting simulations are then characterised, establishing

a region where d-period can be predicted and controlled for such a system. It is

hoped that the methodology and the novel results presented here offer new insights

into the future of rational design of self-assembly at the nanoscale.



Impact Statement

The research presented here outlines novel methodologies for exploring design

space in nanoscale simulations. We first leverage evolutionary algorithms to gain

new insights into the design rules which govern successful and efficient budding

for cell membrane deforming nanoparticles. We here show for the first time that

long chains of sticky patches on the particle surface lower the free energy barrier

to full membrane wrapping. This finding offers new design solutions for nanoparti-

cles with potential applications for drug delivery, and future experimental research.

We also outline a methodology for the analysis of self assembled biologically rel-

evant network topologies using concepts from image analysis and graph theory.

These tools have the potential to augment and support traditional order parameter

measurements in the study of self assembled networks, both in nature and in the

development of artificial materials. Finally we provide a study exploring the re-

lationship between charge patterned collagen mimetic monomers and the periodic

patterns present in collagen in nature. By applying evolutionary strategies to an an-

alytical model relating structure to assembly, we find some success generating and

exploring designs which are able to tune the periodicity of the assembled networks.

Collagen mimetic peptides are a long utilised model of collagen formation and this

approach has potential to assist in the design of peptides for future experimental

studies.
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Chapter 1

Introductory Material

1.1 Background

1.1.1 Molecular Dynamics

The history of application of molecular dynamics simulations to biological prob-

lems is almost as long as the history of computing itself[1]. Even within the world

of biophysical modelling, the �eld has come to encompass an enormous variety of

sub-disciplines and applications, as a result a short discussion of only the speci�c

techniques and tools used in this study is provided.

The fundamental operation of any molecular dynamics simulation is the ap-

proximate numerical solution of Newton's equations of motions for a set number

of particles over a set period of time. Interactions between particles in the system

are de�ned by setting pairwise potentials or de�ning some approximate force �eld.

Integration of Newton's equations can be carried out using a variety of different

approaches, but the most commonly used is the verlet algorithm, given in equations

1.1 and 1.2.

r i(t + dt) = r i(t) + vi(t)dt +
1
2

ai(t)dt2 (1.1)

vi(t + dt) = vi(t) +
1
2

[ai(t) + ai(t + dt)] dt (1.2)

Wherer i(t) andvi(t) are the position and velocity of atomi respectively, dt is
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the simulation timestep,t is the simulation time, andai is the acceleration of atom

i. The verlet algorithm has seen extensive use in molecular dynamics simulations,

and is employed here as part of the simulations package used in the study[1].

Most simulations carried out using molecular dynamics require some medium

or solvent to be present. Explicit simulation of this solvent using collections

of atoms can be computationally taxing. In order to circumvent this bottleneck

molecular dynamics simulations will commonly implicitly simulate a solvent us-

ing Langevin dynamics, the general form of which is given in equation 1.3. This

alteration to equations of motion mimics the effect of random collisions with the

particles of interest by modelling a random force, and has the impact of producing

and effective friction in the system by opposing the motion of particles.

miai = � ÑU(r i) � gmivi(t) + miR(t) (1.3)

Wheremi is the mass of particlei, andU describes the potentials between

particles. Here,g is a collision constant, describing how often a collision with the

implicit medium will occur (and is a proxy for �uid viscosity) given in units of

reciprocal time, for this reasong often also called the damping constant. Heret is

time, and the functionR(t) is a stationary Gaussian process, and is the source of the

randomised noise in the system. It satis�es the conditions given in equations 1.4

and 1.5.

hR(t)i = 0 (1.4)



R(t)R(t0)

�
= 2gkBTd(t � t0) (1.5)

HerekB is the Boltzmann's constant,T is the temperature of the system and

d is the Dirac delta function. During the time evolution of a molecular dynamics

simulation the properties of the system at large which are kept constant de�ne the

statistical ensemble which describes its state. These properties are chosen depend-

ing on the dynamics which are of interest. Most commonly simulations are carried
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out under the microcanonical ensemble (orNVE). In this regime the number of par-

ticles (N), volume (V), and energy (E) of the system are conserved. This study also

employs anNpH ensemble which holds number (N), pressure (p), and enthalpy (H)

constant. This ensemble was used in simulations where the volume of the simula-

tion cell could not be held constant. TheNpH ensemble was chosen to allow for the

membrane to alter its shape while still maintaining periodic boundary conditions.

Under this ensemble, the volume of the system is permitted the change, meaning

that as the membrane is deformed, the box in which the simulation is carried out

may change its size, maintaining the interactions between beads at the edges of the

system. In this way we avoid the edge effects caused by �nite boundaries, which

would not accurately capture the behaviour of a much larger membrane.

Force �elds in molecular dynamics simulations can take an enormous variety

of forms. However, in the case of the coarse grained simulations carried out as

part of this study the most commonly employed force �eld is the Lennard-Jones

potential, given in equation 1.6.

VLJ(r) = 4e
� � s

r

� 12
�

� s
r

� 6
�

(1.6)

Heree represents the effective interaction strength,s is the characteristic in-

teraction distance for the potential, andr is the contact distance between a two

particles. Force �elds in molecular dynamics can also be cut off beyond some dis-

tance to improve performance. This technique is employed across the models in

this study.

Molecular dynamics simulations generally employ a system of reduced units

rather than SI units. These units are designed to allow for results to be generally

applicable and comparable between systems. Here the unit of simulation distance

is given ass0, energy ase0, and time ast 0 = s0
p

m=e[2].
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1.1.2 Coarse Grained Modelling

Modelling the behaviour of biological systems using molecular dynamics simula-

tions at an atomic level of detail is computationally expensive. To address this, the

development of coarse grained models has developed alongside the all-atom tradi-

tions of molecular modelling[3, 4]. The aim of any coarse grained model is to cap-

ture only those structural and functional features which are of interest, and discard

the extraneous elements of the system under study. This can drastically improve

the performance of simulations, and allow a modeller to explore the behaviour of a

system at scales which would be impractical in the all-atom case.

Coarse grained models generally fall into top-down, or bottom-up approaches.

A top-down model seeks to capture the large scale dynamics and behaviour of a

system by designing a minimal element which is informed and inspired by that

bulk behaviour. For example, in the case of self assembling colloids in solution, a

top-down model might model the colloids as simple solid spheres decorated with

sticky patches. A bottom-up approach takes existing experimental or theoretical

data of known molecules or proteins, and creates a simpli�ed model informed by

the structure of that data. An example of this is the modelling of a protein by choos-

ing to model only the backbone residues to form a simple coarse grained polymer.

Provided that the dynamic behaviour of the key facets of the original system are

approximately reproduced, this approach allows for far greater computational ef�-

ciency than an equivalent all-atom simulation.

In general a top-down coarse grained model will opt to use the simplest pos-

sible components which still capture the desired dynamics or behaviour. This

includes the aforementioned replacement of atoms by hard spheres, but also the

use of harmonic spring potentials in place of bonds, and to encode for persis-

tence length through angular harmonic potentials. Coarse grained models often

employ Lennard-Jones interactions to model neutral non-covalent interactions, and

some form of Coloumbic interaction for charged interactions. In the case of more

speci�c systems, the development of novel phenomenological force �elds may be

employed[5].
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This study is primarily focused on top-down coarse grained models. These

models have seen success in capturing and modelling the dynamics of a wide range

of biophysical systems. Cell membrane simulations sit at a scale which is extremely

well suited to coarse grained simulation thanks to their scale and complexity[6, 7].

As a direct consequence, a number of high pro�le coarse grained models have been

developed, including MARTINI[8] and the model developed by Yuan et. al.[5].

Coarse grained models have also been used extensively to study the hierarchical

organisation of self assembling structures[9, 10, 11]. Of particular interest in this

study is the self assembly of collagen �brillar networks[12].

1.1.3 Macromolecular Self Assembly

The self organisation of molecular components into macromolecular functional

assemblies is an essential mechanism in the formation of complex biological

systems[13]. Self assembly is found across all living systems, and has been present

since the appearance of the earliest lifeforms on Earth, with some studies go-

ing so far as to suggest that self organisation preceded the appearance of living

systems[14]. These processes are responsible for the formation of cell membranes,

viral capsids[15, 16], protein �lament networks[17, 12], genome structures, and a

wide variety of functional assemblies involved in both active and passive processes

in the cell[18, 19]. Self assembly in living systems is usually an active and re-

versible process with a persistent turnover of molecular components. Regulatory

machinery and recruitment pathways allow for the spontaneous self organisation of

the functional assemblies required in response to stimulus or signalling. Patholo-

gies can result in the non reversible formation of assemblies such as plaques. The

accumulation of these plaques has been connected to a wide range of diseases[20].

In general self assembly at scales relevant to life are mediated by non-covalent

interactions between the molecular building blocks. The relationship between the

design of the building blocks themselves and the bulk dynamics of assembly in all

but the most simple systems can prove elusive. Identifying this relationship between

physical structure of molecular components, and the characteristics of the self as-

sembled structure by visual inspection alone is generally insuf�cient, necessitating
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some modelling or experimental approach. The use of coarse grained models is par-

ticularly well suited to the study of this relationship[9]. An overview of the various

techniques used to construct coarse grained models for self assembly simulations

is given in �gure 1.1. Here the components used to construct building blocks is

shown, alongside the kinds of structures which can be produced by this method.

For example, in the case of a polymer simple beads can be connected by harmonic

springs, or for a lipid membrane short polymers of this kind are designed in such

a way that they interact laterally with a hydrophobic and hydrophilic cap on each

end. Design of these elements is the de�ning feature of the �nal structure of the as-

sembly. By using either a top-down or bottom-up approach, changes in the minimal

building block for a model system can be used to uncover the key features which

govern its self organisation.

This study takes this coarse grained approach to self assembly simulations a

step further by outlining and applying a methodology which employs evolutionary

techniques to this process of model design. This not only allows for the design

of models with speci�c desired behaviour, but also provides insight and direction

which can uncover unintuitive design rules for tuning bulk behaviour.

1.1.4 Evolutionary Algorithms

Evolutionary algorithms are a class of heuristic search algorithms which are prin-

cipally used for solving complex optimisation problems[21, 22, 23, 24, 25]. These

highly ef�cient search algorithms are particularly well suited to �nding sub-optimal

solutions to problems are not solvable in polynomial time (meaning that �nd-

ing the globally optimal solution scales non polynomially with the scale of the

problem[26]). In the case where a particular problem is suf�ciently complex that

�nding the global minimum would be computationally taxing, this can reduce the

time required in �nding an approximate solution to the problem. An example of

this class of problems is the famous travelling salesman problem where �nding the

globally optimal solution by brute force has factorial time complexity. This problem

has been extensively explored using evolutionary algorithms, reducing the time re-

quired to obtain good (but rarely globally optimal) solutions[27]. These algorithms
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Figure 1.1: The construction of top-down coarse grained models.Simulations of com-
plex self organisation can be reproduced using simple building blocks. Through
the design of small scale elements with clearly de�ned structures and interac-
tions with one another. Examples given here include a simple polymer chain
of beads attached by harmonic springs and angular potentials, encoding the
stiffness and persistence length respectively. Also pictured is a model of a
cellular membrane, with lipids de�ned as the simple polymer but with some
non-covalent interaction between them. A system may include some particu-
lar or unusual dynamics, such as conformational change or chemical reaction
in addition to the more general physics of a pure molecular dynamics simu-
lation. Using only this small collection of components, an enormous array of
possible assemblies can be modelled (seen in the bottom panel). This �gure is
reproduced with permission of the original authors[9]

.
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can be seen as a simulacrum of the process of evolution and natural selection in the

natural world, with mutation, breeding, and direct competition driving optimisation

over time.

An evolutionary algorithm is driven by two principal forces, the process of se-

lection, and the introduction of variation. The most general form of an evolutionary

algorithm takes as input some set of potential solutions to an optimisation problem,

selects under some set of conditions the solutions which are most preferred, then

introduces new variation to the population. This altered collection of solutions then

forms the input for the next generation of testing. The algorithm operates in this

way until a satisfactory solution has been found, or until some stop condition is

met. A �ow diagram representing this most general form of the process is given in

�gure 1.2.

Evolutionary algorithms have a long history of use across a wide variety of

disciplines[28]. Macroscopic engineering problems have proved particularly pli-

able, with successes such as the design of spacecraft antennae[29], and the structure

of aerodynamic nose cones for high speed rail [30]. They have also seen successful

application in �nding solutions for logistics problems such as the scheduling of rail

services[31], and in the �eld of drug discovery[32]. Non computational guided evo-

lution approaches which follow the protocol of evolutionary algorithms have shown

promise in the lab, with developments in drug assaying taking explicit inspiration

from computational techniques[33, 34].

Application of evolutionary algorithms in the context of simulations and

biophysical modelling has seen success[35, 36, 37, 38]. as well as applica-

tions in docking[39], and a more recent development in interest for nanoscale

engineering[40, 41].

The work of researchers such as Thomas Geijtenbeek provide an intuitive point

of entry for understanding the power of optimisation routines such as genetic al-

gorithms. Geijtenbeek applied a covariant matrix adaption evolutionary strategy

(CMA-ES)[42] approach to optimising the locomation of simulated three dimen-

sional “creatures” with biologically analagous muscles and skeletal structures[43].
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This approach optimised the motion of these creatures by evolving a strategy of

stimulus response control based on input from their surroundings, allowing the crea-

tures to remain upright and walk through their environment.

This design of arti�cial living systems has been especially connected with evo-

lutionary strategies. The work of Karl Sims has been key to the popular conception

of evolutionary algorithms in simulation and software. His early work on evolved

“creatures” represents a very early case of combining simulation and evolutionary

strategies[44] and has gone on to inspire a number of future studies[45]. These in-

clude the models of soft-body robots developed by Cheney et. al [46] which showed

that animal-like locomotive behaviour could be achieved by evolving systems of

cells. Soft body robots which were optimised using evolutionary algorithms were

taken further by Kriegman et. al. who showed that this technique could be used to

design xenobots, making the jump from simulation to to the lab[47].

This study focuses exclusively on genetic algorithms1, a subclass of evolution-

ary algorithms. A genetic algorithm is distinct from other kinds of optimisation

routine principally as a result of its strict separation between “genome” and “phe-

nome” data. The “genome” typically being some simple data structure such as a

string of character, or an array of numbers, while the “phenome” is produced by

some problem speci�c encoding of the data present in the “genome”. Performance

of a “phenome” is performed through the execution of some routine or program

which de�nes a �tness function. The search operation itself is performed only on

the “genome” with no explicit knowledge of the speci�cs of “genome” to “phe-

nome” encoding. In the natural world this �tness function can be imagined as the

successful survival and production of offspring by an organism, a process not di-

rectly coupled to changes to the genome itself.

The form that a genetic algorithm takes is governed by the problem being con-

sidered for optimisation. Different implementations of a genetic algorithm will vary

the form of the “genome” itself, the speci�cs of the encoding from “genome” to the

“phenome”, the de�nition of the �tness function, and the processes used for intro-

1The term “evolutionary algorithm” or “EA” is used in place of the more speci�c term genetic
algorithm in the subsequent chapters.
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Figure 1.2: Illustration of an archetypal evolutionary algorithm. This shows the most
general de�nition of an evolutionary algorithm, omitting all system speci�c
details. Various approaches and strategies can be used at every stage of this
process. Here the stop condition is usually de�ned by a set number of genera-
tions, or a target �tness value being reached.

ducing variation and novelty to the population. These parameter and design choices

are made based on the problem being considered, and the constraints that the algo-

rithm must operate under. Larger scale architectural changes to the algorithm may

also be applied to prevent premature convergence, although this does not impact the

main operation of the algorithm itself.

In their discussion of the unusual and unexpected behaviour of evolutionary

strategies, Lehman et. al. note how common it is for evolutionary algorithms to

exceed the expectations of their human programmers[48]. They observe that the

tendency of these approaches to produce solutions which surprise their designers

is the rule rather than the exception. This applies both to the so often unintuitive

solutions produced by successful operation of an algorithm, but also highlights a

potential pitfall for an algorithm with a malformed objective which the solutions

can learn to “cheat”. In this study we seek to leverage these “creative” properties of

arti�cial evolutionary techniques to assist in the design of nanoscale objects, and to

uncover the relationships between form and function at this scale.



1.1. Background 24

1.1.5 Graph Theory Techniques in Biophysical Modelling

A graph (or network2) is a mathematical construct composed of an ordered pair

composed of a set of objects and a set of pairwise relations between those objects.

The objects here are referred to as “vertices” (or “nodes”3) and the connections

“edges” (or “`links”)[49]. This general construct can be used to de�ne a related

“graph” data structure which can also be imagined as a matrix of pairwise adjacency.

This data structure effectively stores the pairwise relationship between a de�ned set

of objects. The measurement of characteristic features of the overall structure of a

graph is referred to as graph (or network) topology.

Applications of graph theory and network topology have grown increas-

ingly eclectic in recent years. While some biological �elds such as ecology[50],

neuroscience[51], molecular interaction[52], or studies of protein interaction[53]

have a long history of the use of networks for characterising systems[51], novel

applications of network techniques continue to proliferate in the biological

sciences[54]. Network characterisation itself has become more and more vital

to the �elds of infrastructure design and information technology as the scale and

complexity of these arti�cial systems has increased. As a result tools and tech-

niques for network characterisation have matured, and have found success across a

range of biological and modelling applications.

The use of network topology for characterising structure of biological assem-

blies has been one such novel use case. Network analysis of self assemblies has

been used to differentiate structures based on their network properties[55, 56].

Expression of protein structure using networks has become an area of increasing

interest[57, 58, 59]. Interest in this area is likely to only increase as machine learn-

ing techniques which operate on graph data reach maturity. One of the most high

2The words “graph” and “network” are often used interchangeably. The choice of nomenclature
is in large part purely a function of tradition depending on the �eld, but often “graph” is used to refer
to the more general case, while “network” is used in real-world settings. The word “network” is the
term principally used throughout the remainder of this text

3The term “node” is used in general for a network, while “vertex” is preferred for a graph. In
the same way when referring to connections, “links” is often used for networks, while “edges” is
in general used for graphs. This distinction is purely a matter of tradition, the terms are in practice
equivalent.
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pro�le cases of the success of this technique is the Alphafold platform which oper-

ates on a network based encoding of protein structure[60].

This study makes extensive use of concepts and techniques from the analysis

of graph topology, that is the measurement of general features from the overall

structure of the graph. The speci�c properties which are measured are de�ned and

described in the relevant chapters in which they are utilised.

1.2 Structure of this Thesis

This chapter gives an outline of the common theory present across the text. This

dissertation applies evolutionary algorithms and graph topology techniques in the

context of self organising coarse grained molecular dynamics simulations. The dis-

sertation is presented both as an outline of the novel methodologies developed, and

as a record of the �ndings obtained through the application of those methods.

In Chapter 2 we present a study on the arti�cial evolution of a coarse grained

model of a membrane crossing patchy nanoparticle. Ef�ciency of membrane in-

vagination and vesicle formation has been connected to the positioning of ligands

on the surface of nanoparticles, but has generally been restricted to icosahedrally

symmetric patternings. We employ an evolutionary algorithm to optimise the speed

and reliability of wrapping and vesicle formation by the nanoparticle by allowing

for repositioning of ligand on its surface. We �nd that in the regime where total

binding af�nity is very close to the minimum energy required for membrane cross-

ing, the algorithm produces unintuitive chain-like patternings of ligands wrapping

across the nanoparticle surface. We show that this patterning lowers the free energy

barrier when compared to particles with patchy designs.

In Chapter 3 we outline a novel method for characterising the structure of self

assembled �brillar networks. By transforming the coordinates of a coarse grained

simulation to a discrete coordinate space, and using techniques from image analysis

we were able to produce networks which represent the bulk structure of the system.

Building upon a previous study, we were able to measure the network topology of

the assemblies across a wide parameter space of binding strengths. We showed that
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a number of network topology measurements were able to quantitatively distinguish

between globular and �brillar networks.

In Chapter 4 we employed an evolutionary algorithm to a coarse grained model

of mimetic collagen �bril formation. By using an analytical prediction of the char-

acteristic local density patterning (d-period) of assembled collagen �brils the algo-

rithm optimised across a variety of target periods. By testing the optimised designs

in molecular dynamics, we compare the predictions of the optimised monomers

with the measurements of the true d-period of the assembled system. We identify

a regime where d-period can be controlled by controlling the length of the neutral

region for dipolar monomers. We �nd that in the case where the target d-period is

shorter than half the length of the monomer, the predictions of the analytical model

no longer hold.

Finally, Chapter 5 includes a summary of all results and methods, and a dis-

cussion on the future direction of the work presented.



Chapter 2

Optimisation of Cell Membrane

Crossing Nanoparticles

2.1 Introduction

When compared with the long established methods for the design of human-scale

structures and materials, the design of functional structures at the nano-scale can

suffer from a notable lack of intuitive and robust design principles. While mimick-

ing the natural world has had profound success in replicating behaviours found in

nature, the connection between form and function of at this scale can prove elusive.

Development of models by which this function might be interpreted can be ham-

pered by the enormous phase space of possible models and parameters, often far

too great for exhaustive experimentation and interpretation.

In this project we take the inverse approach. We here specify a desired func-

tion, set up a molecular dynamics simulation to test the successful performance

of a varied population of structures, and allow an optimisation algorithm to alter

the design over successive generations to improve performance. By characterising

the entire population over all generations, the structural features which the algo-

rithm exploited to obtain success can be identi�ed, and novel design rules can be

extracted.

This study outlines how this approach can be used in the design of functional

nanostructures at biologically relevant scales. In this case the passive endocystosis
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Figure 2.1: Integrating an evolutionary algorithm into molecular dynamics simula-
tions (a) A high level overview of the process by which particles are generated
and evaluated. (b) A nanoparticle with all 72 ligand positions shown, of which
Nl ligands are active (in blue, a “1” in the nanoparticle “genome”) and 72� N
are inactive (in white, a “0” in the “genome”). The active ligands have inter-
actions with the membrane switched on while the inactive ones do not. (c)
Example designs from various points in the evolution and a snapshot from the
�nal timestep of their evaluation. Here the improvements in performance are
clear.

of a patchy nanoparticle.

The work presented in this chapter was published in Physical Review Letters

in 2020, and is available under open access[61].

2.1.1 Motivation

The development of nanoparticles for the purposes of targeted drug delivery has

been a long standing ambition in the �eld of medical nanotechnology[62, 63]. De-

spite this, the application of these technologies in a clinical setting has been held

back by a number of factors. While a number of these barriers are related to physiol-

ogy and the toxicological concerns around their application, the design of nanopar-

ticle systems remains an enormous and time consuming challenge. Control of man-

ufacturing at the scale required to produce nanoparticles is a technological hurdle,

while the limited tools and design principles to assist in their development has pro-

vided obstacles to production. Exploring the relationship between structure and

function for these nanoparticles is therefore of value to the study of their design. In

this study we explore this relationship in the context of coarse grained molecular

dynamics simulations, in an attempt to elucidate this relationship.
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2.1.2 Nanoparticle Endocytosis

Selective uptake of material from its surroundings is vital to the proper functioning

of the cell. The �uid membrane which separates the inside of the cell from the out-

side is a complex system of lipids and protein machinery, responsible for managing

exchange with the cell's surroundings as well as controlling the �ow of information

into and out of the cell[7, 64]. Material uptake from the surroundings will always

require some membrane deformation, followed by a �ssion and fusion event to form

a bounded vesicle. This process is referred to as pinocytosis in the case of liquid

or bulk transfer, or phagocytosis in the case where a pathogen or similar material

is intentionally engulfed by a cell. In other cases it can be passive or active and

classi�ed according to which receptor mediates the process.

A large portion of the membrane machinery in the cell is active, and involves

the recruitment of protein complexes (such as clathrin[65], or BAR[66]) which

shape and deform the membrane to assist in vesiculation (the formation of bounded

cargo carrying vesicles on the inside of the cell). However, spontaneous passive

endocytosis can also occur without the assistance of these proteins. In passive en-

docytosis cargo binds to the membrane due to direct binding with some membrane

element, and due to Brownian dynamics will slowly become wrapped, making �s-

sion and vesiculation energetically favourable. An illustration of this process is

given in �gure 2.2.

In order for cargo to cross the membrane the strength of the adhesion to the

membrane must overcome the energy required to bend the membrane. Since the

curvature is de�ned by the cargo, there is a required minimum binding energy per

unit area to achieve vesicle formation. The general equation for bending energy

Ebend per unit surface areaA required to deform the membrane is given in equation

2.1[67, 68],

Ebend

A
=

1
2

B(k̄ � k0)2 (2.1)

whereB is the membrane stiffness,k0 is the original resting curvature of the

membrane, and̄k is the overall curvature of the deformation.
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Figure 2.2: Illustration of passive endocytosis of a simple nanoparticle. A diagram of
passive endocytosis where no protein recruitment within the cell takes place.
Here the blue receptors in the membrane are attracted to the nanoparticle sur-
face, causing capture, wrapping and eventual budding of the nanoparticle into
a vesicle for transport. This example nanoparticle has no surface structure,
meaning in this case the attraction is even across the whole surface.

A general curvature,k is de�ned as,

k =
1
Rc

(2.2)

whereRc is the radius of curvature. The term̄k = ( k1+ k2)=2 in equation 2.1 is

the overall membrane curvature, wherek1 andk2 are the two principal curvatures of

the object being wrapped (the curvatures along orthogonal surface tangents, which

in the case of a �at membrane might be imagined as thex andy axes). Since in the

case of membrane uptake the radius of curvature is de�ned by the size and shape of

the cargo, the radius of curvature is equivalent to the radius of the cargo, and since

this cargo is spherical, we would expectk1 = k2 in the case of complete vesicle

formation.

In order for vesicle formation to occur, the radius of curvature must fully engulf
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Figure 2.3: Failed endocytosis of a Janus particle. A Janus nanoparticle with a non
membrane-interacting side shown in blue. In this surface distribution, the same
total binding energy as an evenly covered membrane can still result in failure to
form a vesicle. In this simplistic scenario and in two dimensions this is a trivial
result, however in three dimensions and with a more complex distribution of
membrane binding points, determining whether a particle will bud or not is far
less clear.

the cargo. Adapting equation 2.1 we �nd that the minimum total bending energy

must ful�ll the condition Ebend � 8pB[67]. The stretching of the membrane also

requires some minimum energy, with budding occurring whereEstretch� 4pR2
cTmem

whereTmemis the membrane tension. In general the bending term dominates where

the cargo is small[67].

If the binding energy between a foreign object and the cell membrane is suf-

�ciently strong to overcome membrane stiffness, budding can occur. This process

is usually highly dynamic, and there is a dependence on the shape and structure of

the object which is acting on the membrane[69]. This relationship between shape,

structure, and budding success is not immediately clear. To illustrate this non-trivial

relationship, Figure 2.3 shows how a Janus particle, even with equivalent total bind-

ing energy to an evenly covered particle, will not bud due to large non-interacting

regions on its surface. This trivial case highlights that it is both the binding strength

per unit area, and the arrangement of binding regions that play a role in successful

passive endocytosis. The principles underlying this distribution dependence are not
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well known, and are explored in the work presented.

2.1.3 Previous Studies

The importance of shape and surface Computational studies of nanoparticle endo-

cytosis have been carried out to investigate the details of membrane penetration

and vesiculation at various scales[70, 71]. The importance of nanoparticle size

was highlighted by Gaoet al., showing that nanoparticle endocytosis has some

minimum and maximum possible radius as a result of the free energy change in-

duced by wrapping[72]. Studies into nanoparticle shape and size, and the impact

of these properties suggests that both play a role in uptake[69, 73]. Váchaet al.

used coarse grained simulations to demonstrate that the shape of a nanoparticle has

an impact on its uptake, showing that the ef�ciency of passive endocytosis is lower

for spherical particles than for spherocylindrical particles, and that sharp edges sup-

press endocytosis[74]. This model was later used by this same group to study the

effect that shape has on cargo release once a nanoparticle has entered the cell, a

process which is not explicitly considered in this study[75]. Schubertováet al..

showed that the distribution of ligands across a nanoparticle surface has an impact

on the ef�ciency and success of cellular uptake[76]. This last �nding is expanded

on in this study. Here we consider the ligand distribution question from a slightly

different angle, but with the same goal of understanding the relationship between

nanoparticle structure and their ef�cient endocytosis.

Experimental studies into the impact of ligand surface density and distribu-

tion are restricted by current manufacturing techniques at the nanoscale. Eliaset

al. showed that HER2-af�body ligand density on the surface of a superparamag-

netic iron oxide nanoparticle did have a direct impact on the target cell binding[77].

Nanoparticle size has also been established to play a role in cell uptake[78].

The exhaustive review by Uberti on the simulation and theory work on

nanoparticle endocytosis provides an overview of the �eld, as well as offering some

insight into how nanoparticle endocytosis might be controlled and predicted in the

future[79]. Additionally, the review by Sousa de Almeidaet al. provides insight

into the key �ndings of existing experimental and theoretical studies, and provides
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Figure 2.4: Illustration of membrane model parameters. Colouration is here used to
demonstrate the top and bottom halves of the membrane particles. Here~n is the
particle axis of symmetryd0 is the average inter-particle distance,s0 encodes
the spontaneous curvaturec0 of the particle pair, and represents the energet-
ically favourable values ofs i ands j . Figure adapted from original found in
Yuanet al.[5].

an overview of the impact of nanoparticle design on the future of nano-medical

technologies[80].

2.2 Methods

2.2.1 Modelling the Cell Membrane

The membrane was modelled using the coarse-grained single layer model developed

by Yuanet al. [5]. This section serves to provide some background on this model,

and outline the parameters chosen for this study. This model was selected for its

ability to undergo �ssion and fusion events (a requirement for budding of vesicles)

and the relative speed of evaluation compared to more complex models of the cell

membrane. This model has been used to study membrane scission and dynamics in

the context of active membrane deforming machinery[18], and in previous studies

of nanoparticle endocytosis[81].

This meshless model eschews the triangulation approach of other membrane

models, and instead encodes all bulk properties by de�ning the pairwise interac-

tions of the particles which make up the membrane. Interactions between beads

are mediated by a custom potential, this potential is orientation-dependent, where

each particle has some axis of symmetry~n. A schematic diagram of the various

parameters of the particle-particle interaction is presented in �gure 2.4.
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An angular function,f (r̂ i j ;~ni ;~n j ), based on the relative orientations of the par-

ticle pair is de�ned as follows,

f (r̂ i j ;~ni ;~n j ) = 1+ m
�
a(r̂ i j ;~ni ;~n j ) � 1

�
(2.3)

a = ( ~ni � r̂ i j ) � (~n j � r̂ i j ) + sinq0(~n j � ~ni) � r̂ i j � sin2q0; (2.4)

wheremis related to the bending rigidity of the membrane,~ni and~n j are the

unit normals of particlesi and j, and ˆr i j is the distance between the two parti-

cles. By altering the value of the rest angleq0, the shape of the relaxed membrane

can be changed, changing this term can be used to produce spherical or curved

membrane topologies. An additional term describing the transition from standard

4-2 Lennard-Jones attraction to �uid behaviours is described in equation 2.5. This

piecewise function relies on the separation distance of the two particles in question,

and smoothly transitions to zero at the critical radiusrc. By altering the parameters

of this function, the strength and range of the restoring potential can be altered. The

general form of the potential is given by the set of equations,

u(r) =

8
<

:

uR(r) = e
h� rmin

r

� 4 � 2
� rmin

r

� 2
i

r < rmin

uA(r) = � ecos2z
h

p
2

�
r� rmin
rc� rmin

�i
rmin < r < rc:

(2.5)

The value ofz can be used to alter the strength of the attractive potential,

therefore impacting the diffusivity and aggregation of the particles. The function

u(r) andf (r̂ i j ;ni ;n j ), describing the distance and angular dependent aspects of the

potential respectively can then be used to develop the overall coarse grain membrane

potential (equation 2.6) used in this study, as fully described in Yuanet al.[5].

U(r̂ i j ;~ni ;~n j ) =

8
<

:
uR(r) + e[1� f (r̂ i j ;~ni ;~n j )] r < rmin

uA(r)f (r̂ i j ;~ni ;~n j ) rmin < r < rc

(2.6)

The membrane parameters were chosen to encode for a �at membrane with a

bending rigidity of 15kT are given in table 2.2.1, wheres = s0 is also the mem-
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brane bead diameter.

Parameter Value

rc 2.6

rmin 2
1
6

m 3.0

z 4.0

e 4.34

s 1.0

q0 0.0

.

Table 2.1: Membrane model parameters. Membrane parameters used in the study. These
parameters generate a �exible membrane which is more or less �at under stable
conditions, as well as sitting within the �uid region of the phase space. This
was chosen to more closely match the behaviour of a cellular membrane. All
values are in reduced units. This phase space is described in detail in the original
study[5].

2.2.2 Simulations

All simulations were carried out using the open source molecular dynamics package

LAMMPS [2], modi�ed to capture the above membrane potential. This software is

a generalised molecular dynamics package with extensive support for coarse grain

simulations of the kind described in this study.

The cell membrane was modelled using the protocol described in section

2.2.1. The implementation of the potential in LAMMPs was provided by Peter

Wirnsberger[82]. As changes to the error handling in newer versions of LAMMPs

were not compatible with the custom potentials, the Feb2016 release of LAMMPs

was used.

The membrane consisted of 2900 particles with initial in plane dimensions 50s0 by

50s0, and a 200s0 high box. The membrane centre of mass was tethered by a spring

to the centre of the simulation cell to ensure there was no global transformation

of the entire membrane. The membrane used in all simulations was allowed to

relax without the other components present to ensure zero tension at the start of



2.2. Methods 36

the simulations. This was achieved by running a short simulation of the membrane

alone under anNpH ensemble coupled to the Langevin thermostat to allow it to

relax, and using the resulting topology of this equilibrated membrane as the input

for the endocytosis simulations.

The pairwise interactions between ligands and membrane beads were modelled us-

ing VLJ_CUT, a modi�ed version of the Lennard-Jones potential described in equa-

tion 1.6. This modi�ed L-J potential was cut off beyond some critical interaction

radius, and the potential had a constant added to ensure that the strength of the po-

tential was zero at this critical radius. The critical radius used here wasrc = 1:8s0

(s0 being the MD unit of length). The full form ofVLJ_CUT is given in equation

2.7. This was accomplished using thelj/cut andpair_modify shift commands in

LAMMPs (see appendix C for example input �les).

VLJ_CUT(r) =

8
<

:

4e
h� s

r

� 12 �
� s

r

� 6
i

+ VLJ(rc): r < rc

0 r � rc

(2.7)

Simulations were run using a Langevin thermostat (outlined in 1.1.1 and described

by 1.3) with reduced temperature set to 1:0 and the damping parameter set to 1:0.

Simulations were carried out within the NpH ensemble (constant particle number,

pressure and energy) fortrun = 25000t 0 time steps, each of a size 0:01t 0 (t 0 repre-

senting the MD reduced unit of time for the simulation)[2].

The coarse grained nanoparticle model used in the study consisted of two princi-

ple elements, an inner exclusionary volume and a surface patterning of 72 ligands.

The inner exclusionary volume was achieved using a cut and shifted Lennard Jones

potential (given in 2.7) withrc set to the potential energy minimum atrm = 2
1
6s ,

resulting in a potential with no long range attraction, and a short range repulsion.

For the nanoparticle core,s was set to 4s0, effectively making this value the radius

of the inner exclusionary sphere. Although this inner core of the particle is in some

sense considered “solid” it is not modelled as a hard sphere with a discontinuous or

non-differentiable potential. This requirement (that the potential be differentiable)
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Figure 2.5: Example of a nanoparticle fully covered with ligand patches.This particle
corresponds to the case where the entire particle “genome” is population with
“1”s. The patterning of the ligands on the surface is de�ned by the approximate
spherical packing solution tables produced by Sloane[83].

was the reason for choosing this cut potential instead of some hard sphere potential.

The 72 ligands each have an interaction strengthe, while these are de�ned individ-

ually in experiments all ligands were either switched off or set to the same interac-

tion strength with the membrane. As 72 points cannot be placed on the surface of

a sphere evenly, the approximately even spacing was accomplished using approxi-

mate spherical packing tables developed by Sloaneet al.[83, 84].

Ligand radius was selected to match that of the membrane beads. This was done

to ensure that the interactions are short range and to avoid the membrane beads

engul�ng the ligands themselves rather than wrapping the bulk of the nanoparticle.

The entire nanoparticle was treated as a rigid structure using the�x rigid/nve

lammps command. This treats the assembly as a single body with a common centre

of mass and integrated using theNVE microcanonical ensemble. The result is a

solid exlusionary core, and membrane binding ligands that are �xed in place and

cannot move across the particle surface. A fully covered example of a nanoparticle

with radii equal to the characteristic interaction ranges of each element is shown

in �gure 2.5.

For simulation, a cell with periodic boundaries was chosen. The membrane was

simulated with a Nose/Hoover pressure barostat, speci�cally thenph/aspherecom-

mand in LAMMPs. This allowed the boundaries of the simulation to change as the

membrane is deformed. The particle was modelled as a rigid body usingNVEinte-
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gration as outlined, speci�cally therigid/nve command in LAMMPs. The parame-

ters used are de�ned in full in table 2.2.2.

Parameter Value

Xsize 50s0

Ysize 50s0

Zsize 200s0

Nmembrane 2900

T 1:0kT

tstep 0:01t

trun 25000t

.

Table 2.2: Table of global simulation properties. These values were used for all simu-
lations carried out. Boundaries are periodic in all dimensions. Since theNpH
ensemble allows for volume changes, the cell size is not constant in time. Co-
ordinates for the system were centred at the origin and spanned from half of the
total size about this point (for example,X varied from� 25:0s0 to 25:0s0) at
initialisation.

Example snapshots of the simulation, and the motion of a particle successfully

crossing the membrane is shown in �gure 2.6. Here the bending, binding of lig-

ands to the membrane and eventual �ssion and budding can be seen.

Particle coverage and budding was detected using a spatial clustering algorithm in

LAMMPS. This algorithm considers particles which share a common close neigh-

bourhood as being part of the same cluster. In this way any membrane bead with a

single neighbour which is part of an existing cluster will be assigned to that cluster.

By tracking the size of clusters in time, the time point at which a signi�cantly sized

cluster (N > 30) is created can be used to determine the time that a group of mem-

brane particles break away from the membrane bulk (along with the nanoparticle).

This value is then used as the time of budding, and is used to determine whether a

particle budded at all. An example of this budding detection is given in �gure 2.7.

This method of detecting budding is robust at total binding energies lower than

500kT, but did produce issues at very high binding energy densities. This issue
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Figure 2.6: Example trajectory of a nanoparticle crossing the membrane.Here a 31
ligand,e = 9:0kT particle is shown undergoing succesful budding at four dif-
ferent timesteps. Here, the membrane beads on the near side have been made
partially transparent for clarity.

Figure 2.7: Membrane clustering example.Example of a 22 ligand,e = 11:0kT particle
crossing the membrane at four different timesteps. In this visualisation the
membrane clustering is labelled by the colour of the membrane beads, with
yellow membrane being in one cluster and purple in another. As the particle
buds off and forms a vesicle a new cluster is formed. The formation of new
large clusters (N > 30) is detected in post processing and is used as the test for
whether or not a particle crosses the membrane succesfully.
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Figure 2.8: Examples of high energy particles becoming integrated.Here two high en-
ergy (Nl =55, e = 14kT) particles are shown after tearing the membrane and
being totally engulfed by it at the end of the simulation (25000t 0). In these
high energy cases, the attraction to the membrane prevents budding despite
high coverage. This con�guration is kinetically arrested and likely not physio-
logically relevant.

was caused by the particle becoming engulfed but stuck in the membrane plane, or

in rare cases the particle tearing the membrane and leaving large clusters detached

from the bulk. An example of two particles getting arrested in this way is given in

�gure 2.8. These very high energy ranges were investigated as part of the original

parameter range exploration but were not considered in later analysis.

2.2.3 Evolutionary Algorithm

In order to optimise and explore the design space of ligand placements we elected

to use an evolutionary algorithm[25, 85, 24, 86, 87]. The algorithm starts with a

population of individuals who are evaluated according to some set of criteria de-

�ned according to the desired outcome. These individuals have a �tness attributed

to them based on the results of this evaluation. Individuals with low �tness are dis-

carded, while individuals with high �tness are permitted to proceed to the next step.

After this selection step individuals undergo random mutation according to proba-

bility Pmut, and may be chosen to swap genes with another individual according to

probability Pcross. These two steps produce a selection of the original population,

offspring of that population, and novel mutants. The population is then padded with

clones at random to ensure uniform size across generations and used as the pop-

ulation for the next generation. This process is repeated until a target number of

generations is complete. A simpli�ed illustration of this entire process is given in

�gure 2.1.
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The algorithm itself was developed in the Python 2.7 scripting language with the use

of the DEAP evolutionary algorithm library[88] which provided a base architecture

for the project. Code for the project is made fully available upon request.

The genome used in this study took the form of a 72-bit array. Binary list data

structures are extremely common in evolutionary algorithm design[25, 24] as they

be mutated and manipulated without needing any special rules for mutation or

crossover as in the cast of �oating point lists.

Each bit in the array that makes up an individual corresponds to a position in the ap-

proximate spherical coverage table used to set the ligand positions[83]. The strength

of the ligandse is set as a hyperparameter at the beginning of each EA instance.

That is, the strength of the interaction between the ligands and the membrane is set

as a constraint at the start of each optimisation, and is not encoded by the “genome”

itself. Preliminary studies were carried out where this parameter was free to change,

however it was found that this very large parameter space made convergence slow,

hampering efforts to extract rules and optimised designs. Additionally experiments

where ligand position was allowed to change by encoding polar coordinates as part

of the genome presented the same issue, that being that the search space proved too

wide for optimisation to occur in reasonable time.

The number of active ligandsNl was also set as a hyperparameter during each run.

By varyingNl ande for each independent EA instance, a large parameter range was

explored, with solutions for all pairings considered during analysis. This was done

to ensure that the algorithm was indeed optimising for ligand positioning, rather

than simply converging on the trivial solution of maximising the bending energy

per surface area.

In order to evaluate each particle design a simulation of the kind described is carried

out, and the trajectory is then read by an evaluation routine. The function used

to assign a �tness by the evolutionary algorithm is given in equation 2.8. This

�tness function accounts both for particles which do not successfully bud, and those

that do, by driving failed designs towards greater membrane coverage. Once a

particle has crossed the membrane it is then assigned an additional score based
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on the speed with which this budding occurs. Each particle is tested underR = 4

different rotations during evaluation to ensure that there is no bias introduced by

the starting orientation of the particle. These orientations were generated using

a pseudo-random number generator and rotating the particle's original orientation

with respect to the membrane plane to match the orientation vector.

f =

8
<

:

RcNc non-budding

RcNc + Rt
trun

tb
+ Rb budding

(2.8)

Here,Nc is the number of membrane beads in contact with the ligands with a weight-

ing constantRc. Where budding occurs an additional reward,Rb, was given. To

characterise the ef�ciency of budding we measured the time of buddingtb, nor-

malised by total runtime of the simulationtrun with a weighting constantRt . This

runtime is kept constant as outlined in table 2.2.2. The rewards were set toRb = 100

for budding,Rc = 1 for coverage, andRt = 10 for budding time. A full breakdown

of the values used in this study is given in table 2.3.

2.2.4 Preventing Premature Convergence

One of the principle challenges to overcome in the application of evolutionary al-

gorithms is that of premature convergence. This occurs when a local solution is

reached and the algorithm is extremely unlikely to overcome the barrier required to

explore better solutions by mutation and crossover alone. Many techniques exist for

avoiding premature convergence[89], the algorithm used in this study implements a

migration solution.

Under a migratory evolutionary algorithm, the population is split into a number

of subpopulations, henceforth called demes (the number of demes is denoted by

ndemes). These demes are separate from each other and perform optimisation by

running a local evolutionary algorithm instance. At the end of each generation all

demes must wait for the other demes to �nish the current generation, and when

all demes reach this point an individual is chosen from the demes to migrate to

a different deme. This is achieved by selecting a random point of the cumulative

density function of the �tnesses of all particles, then selecting the particle which
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corresponds to that point in the ordered list of all particles. Otherwise put, a particle

must be selected for migration, and each particle has a selection weight determined

by its �tness divided by the sum of all �tnesses. An individual is then selected from

the demes to which the individual does not belong, each one with a weight propor-

tional to the inverse of their �tness. This has the opposite result, un�t particles are

more likely to be selected. The �rst individual selected then overwrites the second

individual. In this way a �t individual is copied to another deme, replacing an un�t

individual. The total population of the demes remains unchanged.

This procedure of allowing individuals to move between demes has the effect of

running broadly evolutionary algorithm instances which will eventually converge

upon a single solution. The isolation of each algorithm instance allows for it to

explore local solutions, while the migration introduces performant designs to that

population in a controlled and restricted way. This process has the intended effect of

slowing premature convergence by preserving diversity for longer than for a single

deme.

2.2.5 Selection, Mutation, and Crossover

After evaluation and migration are completed, selection is performed on the pop-

ulation within each deme. Although many selection routines have been developed

for evolutionary algorithms, one of the most common and the one used in this study

is tournament selection[24, 86]. This is done by �rst selecting a subset ofntourn par-

ticles. Comparison between �tness scores occurs within each set ofntourn particles,

with the best individual in the tournament allowed to survive. All other individuals

are then discarded. An individual may only take part in one tournament per genera-

tion, which has the effect of allowing some less than optimal individuals through to

future generations. This ensures a good diversity of designs, but still allows the best

design overall to survive. In the case of this study, tournaments were performed on

ntourn = 3 randomly selected particles, with only the highest �tness particle in the

tournament being allowed to survive. Tournaments are repeated until every individ-

ual in the population has taken part in a tournament.
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Parameter Value

Rb 100

Rt 10

Rc 1

Pcross 0:5

Pmut 0:2

Pmutind 0:15

G 35

ndemes 4

nmax 20

M 1

ntourn 3

trun 25000t 0

R 4

Table 2.3: Evolutionary algorithm parameters. Parameters of the evolutionary algorithm
and the simulations run as part of it.Rb, Rt andRc are the rewards for budding,
speed of entry and coverage respectively. These are used in the calculation of
�tness seen in equation 1 in the main text.PcrossandPmut are the independent
probabilities that an individual will be selected for crossover or mutation. If an
individual is selected for crossover a different individual is selected at random
with uniform probability from the rest of the deme population.Pmutind is the
independent probability that each bit will be chosen to be swapped with another
in the “genome” of an individual chosen for mutation, for each bit chosen a
new position is chosen at random from the rest of the bits in the “genome” with
uniform probability. Ngen is the number of generations,ndemes is the number
of separated subpopulations, withnmax being the number of individuals in each
deme. The total population of the entire system isndemes� nmax, for a total of
80 in this case.M is the number of individuals chosen for migration at the end
of each generation.ntour is the number of individuals selected for each round of
tournament selection.trun is the total runtime of each simulation, andR is the
number of randomly oriented repeat simulations run for each new individual.

.

Once a subpopulation of �t individuals has been selected, crossover and mutation

are applied to produce the population for the next generation. These techniques

serve the purposes of both ensuring novelty is introduced to a population, and allow-
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ing for successful features to be inherited and combined. Crossover is an operation

which takes two individuals (referred to as “parents”) and produces an individual

whose genome is a combination of the two inputs (the “child”). This method is in-

formed and inspired by sexual reproduction in the natural world, though it is grossly

more simplistic.

The probability of an individual being selected to be used for crossover isPcross. If

there are more thannmax individuals in a deme at the end of the crossover stage,

individuals are removed at random. If there are fewer thannmax individuals after

this step, individuals are chosen at random and cloned to make up the difference. In

this way the population of the overall system remains constant throughout the run.

This study applied a two-point crossover[24]. This operation is illustrated graphi-

cally in Figure 2.9. In two-point crossover, the genomes of the two parents are cut

at two random points (the same points for both individuals) and the midpoints of

these two points are exchanged. In this way the endpoints of the genome are rarely

swapped (only when one of the points is at the end of the genome).

After a population is generated, individuals are chosen with probabilityPmut for

mutation. To ensure the constantNl constraint was satis�ed, a shuf�e mutation

was used. This operation swaps bit positions in the genome but ensures that the

number of bits in the “on” state (with a value of 1) remains the same before and after

mutation. This is achieved by selecting bits that will be swapped with probability

Pmutind, then selecting a new position for that bit and replacing the value of the target

bit with that of the selected, and vice versa. This operation is illustrated in Figure

2.10. This has the effect of allowing ligand positions to shift, but not allowing for

ligands to be added or removed.

The structure and order of operations across the entire evolutionary algorithm is

shown as a �owchart in Figure 2.11.

Parameters for the evolutionary algorithm were chosen to discourage premature �x-

ation (the entire population becoming identical). The probability of crossoverPcross

was set to 0:5, probability of mutationPmut was set to 0:2 the independent prob-

ability of a “genome” bit being selected for swappingPmutind was set to 0:15. A
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Figure 2.9: An illustration of the two point crossover system used in the study.Here,
two boundaries between genes (in the case of this study, single bits)Pi andPj

are selected with uniform probability. The points can be at the absolute edges
of the “genome”, but must be spaces apart by at least one gene. The points
do not have to be positioned in the order shown here,Pj could be positioned
to the left ofPi , it is only the inner region between them which is considered.
The bounded genes between the two points is swapped between the selected
“genomes” of equal length, allowing for transfer of information. In this dia-
gram, genes 3, 4, and 5 are swapped by individualsA andB.

tabulated form of these parameters is included in Table S1. We tested that the exact

choice of the EA parameters did not qualitatively change our results and conclu-

sions, as long as they were such to support the evolution of population towards

higher performance.

The evolutionary algorithm was run for 35 generations across 4 demes, each con-

taining 20 individual particles. Each particle was run under 4 randomised initial

orientations with respect to the membrane plane to ensure the robustness of par-

ticle uptake. The average population �tness for a single generation is the aver-

age over all 80 of the individuals and their rotations. This was repeated for dif-

ferent numbers of active ligands (20� N � 60) and ligand-membrane attractions

(4kT � e � 14kT), producing a total population of around 1:30� 106 potential in-

dividuals, with 5:34� 105 being unique in practice.
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Figure 2.10: Shuf�e mutation illustration. In this algorithm each bit has aPmutind chance
of being selected for shuf�ing. Here each bit selected for shuf�ing is high-
lighted in orange in the “selection” part of the �gure. Once a bit is selected,
its new position is selected from the remaining non-selected bits (in blue) with
uniform probability. The bits selected for the new positions of the orange bits
are shown in purple in the “bitshift” section of the �gure. Each pair is then
swapped over. As the �gure highlights, this does not always result in a change,
one swap results in a 0 and a 1 changing position in the “genome”, another
shows a 1 and a 1 swapping over. The algorithm does not make a distinction
here, meaning that mutation does not always result in a guaranteed change.

2.2.6 Network Representation of Ligand Topology

Once evolution of particle design has been carried out, analysis of the form and

structure of the resulting individuals was performed. During the course of the evo-

lutionary algorithm individuals were saved to an SQLite database along with their

“genome” and �tness (outlined in equation 2.8)[90]. The genomes can then be

remapped to particles using the same encoding used in the algorithm to fully recon-

struct a particle, the analysis of the structure of this particle was then carried out on

these reconstructed individuals.

One of the issues faced when �nding the structural features of the particle in 3D

space was the issue of rotational symmetry. The mapping between the list of bits

used for the “genome” and the relative patterning of ligands on the surface of a par-

ticle are not strictly one to one. Two different encodings can result in patterns which
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Figure 2.11: A program �owchart of the key steps of the algorithm implemented in the
study. Herei represents the current generation number and is iterated every
time the loop is run.G is the number of generations that the EA is allowed to
run for, in this studyG = 35. M is the frequency of migration, in this study
M = 1, so a migration took place every generation as described in the text.
n is the population size andnmax is the target population size, in this case
nmax = 20 for each deme.PcrossandPmut are the probabilities of crossover and
mutation occuring, as described in the main text. Here anA == B represents
a test for equivalence betweenA andB, and “A%B” is the modulus operator
which �nds the whole number remainder ofA divided byB.
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are approximately rotationally symmetric (exact rotational symmetry is not possible

given that the symmetric patterning of 72 points on a sphere is not possible [83])

this results in the fact that each pattern of ligands does not have a unique genome.

For this reason the bit array along could not be used to �nd what designs the evo-

lutionary algorithm was converging towards. This necessitated a representation of

ligand patterning which depends only on the relative position of each ligand on

the particle surface. In order to accomplish this structural characterisation a num-

ber of techniques were considered, such as the application of spherical harmonics

or zernike descriptors to represent the particle surface[91, 92], however a network

based approach being eventually chosen. This network (or graph) based approach

to structural characterisation �rst treats each ligand as an unconnected node in a net-

work. The relative distances between each ligand on the surface of the nanoparticle

are then measured by taking the great arc distance between them. This great arc

distance can be thought of as the shortest path length over the nanoparticle surface

between a pair of ligands. The general form of the great arc between two points on

a sphere is given in equation 2.9.

s= Rarccos(cosq1cosq2 + sinq1sinq2cos(f 1 � f 2)) (2.9)

Wheres is the great arc distance between two points on a sphere,qi andf i are the

spherical polar angles of some arbitrary pointi on the surface of the sphere, andR

is the sphere radius. Here the two points of interest are de�ned by polar coordinates

(R;q1; f 1) and(R;q2; f 2).

Each pair of nodes in the network is connected by an edge with a weight of the

inverse of the great arc distance. Edges with a weight less than 3.3/s0 were then re-

moved from the network. This weight corresponds to the maximum distance of two

second order nearest neighbours on the surface of the particle. The edge weights

were originally assigned in order to perform distance calculations, but this was even-

tually determined to be unfruitful, and this great arc weighting was used solely for

pruning. A particle along with its network representation are illustrated in �gure

2.12.
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Figure 2.12: Construction of ligand patterning networks. To objectively characterise
nanoparticle designs we translated the ligand positions on the surface of the
particle into nodes of a network. The weights of the edges between the nodes,
w, are set to the inverse of the great arc distance between the ligandsd
(Fig. 2.12b). As it only uses pairwise distances, this representation is rota-
tionally invariant. Edges with weights below the threshold of 3:3=s0 were
removed (s0 being the MD unit length), which retains only nearest and next-
to-nearest neighbours.

2.2.7 Network Topology Measurements

The application of principles from graph theory to structural data is a �eld with a

long history. Network based representations of proteins in particular have been used

widely for identifying and comparing structural features[57, 58]. Thanks in part to

the ubiquity of communication technology, and the development of machine learn-

ing techniques designed to be applied to network data structures[93, 94] there has

been renewed interest in applications of graph theory in biological settings[55, 56].

In a biological system such as the one presented here, if we make the assumption

that form and function are related, probing the network representation can provide

insight into the design rules which the evolutionary algorithm has exploited.

Using the networks rendered from the ligand patterns of the populations produced

over the algorithm, the properties of the their structures were investigated. This

study used on a few common metrics of network topology, but focused primarily on

the network density, and the number of connected components (or subgraphs).

The network density is de�ned as the ratio between the number of edges in a given

network and the number of edges in a complete graph (where all nodes are con-

nected to all other nodes). In the case of a neighbour network, this can be thought

of as a measure of how clustered and connected the ligands are.
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Di =
2jEi j

jVi j(jVi j � 1)
=

hzi i
jVi j � 1

(2.10)

For a networki the density is de�ned by equation 2.10 wherejEi j andjVi j are the

number of the particle network's edges and vertices, respectively, andhzi i is the

average degree (number of connected edges) of all nodes in the network.

2.2.8 Rotational Displacement

Once designs were obtained analysis of the dynamics of budding and cell membrane

crossing were carried out. The �rst method applied was to �nd the rotational dis-

placement of the particle over the course of the simulation to identify arrest during

wrapping, since a particle must “roll” with respect to the membrane to become fully

wrapped. This was accomplished by selecting a �xed point at the start of the simu-

lation trajectory, re-centering the coordinate system of the simulation on the centre

of the particle, and measuring the angular displacement of the vector,q(0), to the

same �xed point at each timestep,q(t ). The rotation mean squared displacement

was then calculated using equation 2.11.

Dq2 = h[q (t ) � q (0)]2i (2.11)

2.2.9 Free Energy Measurements

In order to To obtain the free energy pro�le as a function of the degree of the wrap-

ping of a given nanoparticle, umbrella simulations were carried out using the degree

of membrane wrapping as the reaction coordinate. This work was carried out by Jo-

hannes Krausser1, and is described in detail in the original publication[61].

This was accomplished by de�ning the variablegwrap, de�ned as the number of

neighbouring membrane particles in close proximity to the central core of the

nanoparticle (the coordination number). By parameterising the simulation trajec-

tories using this value as the reaction coordinate the trajectories were biased by the

harmonic potentialVbias(gwrapkg) = kg
2

�
gwrap � gwrap;0

� 2 wherekg is the force con-

1This work is included in this chapter to ensure the completeness of the �ndings of the study. No
credit is taken for the umbrella sampling and free energy measurements performed as part of this
work.
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stant of this potential, andgwrap;0 is the position of the window used for umbrella

sampling.

Values ofgwrap;0 were de�ned along 60 set intervals,kgammawas set to 0:5kT. For

each window the centre of mass of the nanoparticle is sampled for 5000t 0 with a

frequency of 0:01. Each simulation is carried out 100 times and the resulting data

was combined using the weighted histograms method. This was carried out using

the colvars package in LAMMPs.

2.3 Results

2.3.1 Evolving Nanoparticles

In general the performance of particles was found to be directly related to the total

binding energy density on their surface. The result of this was that for nanopar-

ticles with high ligand binding af�nity (e) and a large number of ligands present

on the particle surface (Nl ), vesicule formation and budding was all but assured.

This breaks down at extremely high values of total surface binding energy where

particles either tear the membrane, or became engulfed by the membrane as in �g-

ure 2.8. For total binding energy density below some threshold endocytosis proved

impossible, with particles unable to deform the membrane to the extent required

for vesiculation. This total surface binding energy threshold for successful budding

was found to be around 200kT. A diagram of the phase space with a hightlighted

boundary region is shown in �gure 2.13.

The highlighted region in �gure 2.13 represents the region of the phase space where

between 15% and 85% of the population successfully crossed the membrane. This

region has a mean af�nity ofN � e = 248:5kT and a standard deviation of 28:8kT.

The region was found to contain 60260 unique designs for nanoparticles. It is this

boundary region, where the binding energy on the nanoparticle surface is barely

suf�cient to achieve the bending required to form a vesicle, that the functional de-

pendence on ligand patterning was explored.

Within this critical region of the phase space, the evolutionary algorithm was shown

to improve the reliability and ef�ciency of endocytosing nanoparticles over the
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Figure 2.13: Performance of the evolved nanoparticles. The fraction of the entire pop-
ulation that successfully crossed the membrane at various values ofNl ande.
Regions of low total binding af�nity struggle to cross the membrane, while
regions of high af�nity reliably cross. In the extreme of very highNl and high
e in the top right corner the particle is either incorporated and engulfed by the
membrane, or tears the membrane, resulting in a measurement of failed bud-
ding due to the clustering algorithm used. In the region aroundN � e � 200kT
the population is made up of a mixed collection of budding and non-budding
particles. The boxed regions here contain the regions of the phase space 15%
and 85% of the population successfully form a vesicle, excluding the high
af�nity cases where membrane integration occurs.

course of successive generations. The �tness curves for sample cases are given

in �gure 2.14. Here the improvement of the population average of �tness over time

(given in equation 2.8) is clear. Given the variety in the initial �tness of each in-

stance of the evolutionary algorithm, this improvement is more apparent when nor-

malised to the starting �tness. An example of this improvement is given in �gure

2.15.

In this critical boundary region we �nd that nanoparticle designs in the �rst gener-

ation are typically not able to penetrate the membrane by the end of the MD run,

whereas the evolved designs deform the membrane more strongly, and eventually

bud off. Accordingly, the mean �tness of the whole population increases as the
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Figure 2.14: Evolution of Particle Fitness. The mean population �tness for various ex-
amples of the active ligand numberNl and ligand-membrane interactione.
Fluctuations in this mean are to be expected, as not all mutations are bene�-
cial.

Figure 2.15: Normalised Fitness Evolution. The normalised population �tness for three
examples of the active ligand numberNl and ligand-membrane interaction
e. The error bars represent the standard error of the mean �tness over the
population of 80 individuals in one realization of the EA/MD algorithm.
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Figure 2.16: Examples of classi�ed particles.Example particles taken from thee = 11kt,
N = 22 case. Here the performant particles in blue were those which succes-
fully budded and had high �tness, while the poor particles in orange failed
to bud under any rotation, and had low �tness. The difference between good
and poorly performing particles is visible by eye, with the �t particles show-
ing linearly connected ligands with few high density patches, while poorly
performing particles have ligands disconnected from each other and clustered
into high density patches.

evolution progresses and eventually approaches saturation (Fig. 2.15). The �tness

values are normalised by the mean �tness value of the initial population of the algo-

rithm run. This initial population is effectively a randomly generated set of particles

for the samee andNl . This also suggests that not only do the designs improve over

the course of evolution, but that the evolved particles outperform similar randomly

generated particles.

2.3.2 Shape and Structure of Evolved Nanoparticles

Initial visual inspection of the evolved structures of nanoparticles in the critical

region pointed to some common structural elements of the successful designs. No-

tably, very few of the successful designs contained large patchy regions of high den-

sity ligand packing. This is particularly striking where the nanoparticle is ligand-

starved, and has only a few available sites for ligands to be placed. Examples of

some of the designs are given in �gure 2.16.

Structural characterisation of the particle families performed with the network en-

coding described points at key differences in the designs of those particles which

ef�ciently bud, and those which do not. Successful designs at low ligand numbers
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(N < 35) tend to have lower graph densities, meaning that the ligands on average

have a fewer neighbours. In addition to this such particles also have lower aver-

age subgraph numbers, suggesting that despite this low density arrangement, the

ligands tend to form structures which are entirely connected overall. This suggests

that ligands in successful particles tend to be connected with one another by only

few edges, covering a large angular range across the nanoparticle surface. Taken to-

gether, this indicates that successful designs are characterised by patterns in which

most ligands are part of the same chain-like subgraph, like those visible in �gure

2.12a and shown in the top panel of �gure 2.16. Conversely, isolated “patches”

of ligands perform very poorly. Interestingly, additional experiments with designs

that have ligands uniformly distributed across the nanoparticle also showed poorer

performance than their evolved counterparts, with budding times on average 30%

longer than that of the evolved successful designs.

In order to properly normalise the density across the parameter range the density of

the succesful designs was normalised by the mean ligand neighbour network density

of a large sample of randomly generated particles,Dr . This was also done for the

subgraph numberS, with the subgraph number of the randomly generated sample

Sr .

The relationship between the ligand number and the normalised density and sub-

graph number are given in �gure 2.17. Here the distinction between performant

particles and those which failed to bud is clear. The lower density shown in the top

panel of this �gure shows the clear tendency for the population of lowNl budding

particles to have reduced network density in the neighbour networks representing

the ligand patterning on their surfaces. Taken in isolation this might suggest even

distribution of ligands over the particle surface, however the drastically reduced sub-

graph number suggests that these ligands, despite their low density arrangement, are

connected into large scale structures across the surface. This con�rms what is seen

by eye, that the ligands have a tendency to distribute into long chains which wrap

across the surface of the nanoparticle.

At high ligand numbers this distinction between budding and non-budding popula-
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Figure 2.17: Network properties of particle classes.The average normalised graph den-
sity (upper panel) and the average normalised subgraph size (bottom panel)
for the budding and non-budding particles across the whole population. The
insets show sample particles in each sub-population. The error bars represent
the standard error of the mean.

tions begins to disappear. In this high ligand region the ligands have too few avail-

able sites to position themselves into these chain like patterns, suggesting that some

other design principle may be at play. This may simply be even coverage across

the particle surface as shown by Vachaet al. [74]. It should again be noted that

the data used for this plot is the population of particles which fall into the boundary

region shown in �gure 2.13, this means that the ligand interaction strength is also

changing as the ligand number changes, and that each point is an ensemble average

of multiple instances which slighty different ligand binding af�nities.

We noticed that unsuccessful designs often end up deforming the membrane but
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never becoming fully wrapped by it. The measurement of rotational displacement

(de�ned in equation 2.11) is given in �gure 2.18. While at the beginning of the

simulation the rotational displacement does not differ much between budding and

non-budding particles, a signi�cant discrepancy appears prior to budding, where

successful particles exhibit substantially larger rotational freedom compared to the

non-budding particles. This freedom enables particles to explore the transitional

states needed to be able to wrap themselves in the membrane. Indeed, the frequency

of budding events shown in Fig. 2.18 illustrates the direct correlation between rota-

tional rearrangements and successful membrane budding.

We also checked the case where rotational displacement is measured only until the

point at which a particle buds, as opposed to for its full run lengthtrun, the difference

between the budding and non-budding population remains (see appendix A).

2.3.3 Kinetics

The free energy barrier of the system as a function of the membrane wrapping,

determined by umbrella sampling of the simulation trajectories, is given in �gure

2.192. Here a stark difference between the sample particles is clear, showing a

greater energy barrier for the case for the poor design.

Since for �xedNl ande all the designs have the same free energy difference between

wrapped and non-adsorbed states, the difference in their performances must arise

due to different free energy landscapes they experience on the path to full wrapping.

Fig. 2.18b shows the budding free energy pro�le for one �t and un�t design, which

carry the same total adhesion energy, computed using umbrella sampling with the

degree of membrane wrapping as the reaction coordinate. Interestingly, the free

energy minimum for the un�t particle is positioned at� 75% membrane wrapping

and is separated from the full wrapping by a large barrier. The free energy pro�le

for the �t particle on the other hand reaches the global free energy minimum at

full wrapping, without encountering any signi�cant energy barriers en route. Taken

together, our analysis implies that by enabling a large coverage of the nanoparticle

curvature, the chains of ligands have two roles: i) to allow for suf�cient wrapping

2Work carried out by Johannes Krausser
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Figure 2.18: Rotational mean square displacement of nanoparticle designs.The rota-
tional mean square displacement of the budding and non-budding population,
(e = 11kT, N = 22). The error bars represent the standard error of the mean
for each subpopulation. The inset shows a sample rotational trajectory for one
ligand on one particle from each subpopulation, while the top panel shows the
count of the budding events.

and ii) to guide the rotational rearrangements to ef�ciently reach full wrapping.

2.4 Discussion

In this study we explored the relationship between the patterning and distribution

of ligands on the surface of a nanoparticle and its ability to reliably endocytose and

cross the cell membrane. By coupling coarse grained models to an evolutionary

algorithm we were able to identify a new class of ligand patterned nanoparticles

which more reliably and ef�ciently cross the cell membrane. These designs are

characterised by long strings of ligands across their surface which wind around the

particle. These chains of ligands have the effect of avoiding the rotational arrest of

the nanoparticle as it becomes wrapped by the membrane, and as a result reduce the

free energy barrier to complete wrapping, and vesicule formation.
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