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Abstract

“The greater the diversity, the greater the perfection.” – Thomas Berry

Segmentation of brain MRI scans is paramount in neuroimaging, as it is a prereq-

uisite for many subsequent analyses. Although manual segmentation is considered

the gold standard, it suffers from severe reproducibility issues, and is extremely te-

dious, which limits its application to large datasets. Therefore, there is a clear need

for automated tools that enable fast and accurate segmentation of brain MRI scans.

Recent methods rely on convolutional neural networks (CNNs). While CNNs

obtain accurate results on their training domain, they are highly sensitive to changes

in resolution and MRI contrast. Although data augmentation and domain adaptation

techniques can increase the generalisability of CNNs, these methods still need to be

retrained for every new domain, which requires costly labelling of images.

Here, we present a learning strategy to make CNNs agnostic to MRI contrast,

resolution, and numerous artefacts. Specifically, we train a network with synthetic

data sampled from a generative model conditioned on segmentations. Crucially, we

adopt a domain randomisation approach where all generation parameters are drawn

for each example from uniform priors. As a result, the network is forced to learn

domain-agnostic features, and can segment real test scans without retraining. The

proposed method almost achieves the accuracy of supervised CNNs on their training

domain, and substantially outperforms state-of-the-art domain adaptation methods.

Finally, based on this learning strategy, we present a segmentation suite for robust

analysis of heterogeneous clinical scans. Overall, our approach unlocks the de-

velopment of morphometry on millions of clinical scans, which ultimately has the

potential to improve the diagnosis and characterisation of neurological disorders.
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In this thesis, we present a learning strategy for domain-agnostic segmentation of

brain MRI scans, without retraining or fine-tuning. We believe that this work will

have a substantial impact on future research for several reasons.

First, by being publicly released as part of FreeSurfer (one of the most

widespread neuroimaging packages), our method will enable researchers to conduct

reliable analysis of enormous amounts of clinical scans. In fact, such datasets are

currently left unexplored in hospitals around the world due to the lack of segmen-

tation algorithms that can adapt to their variability. Therefore, the work presented

in this thesis unlocks the possibility to perform reliable neuroimaging studies on

millions of clinical scans, which is orders of magnitude higher than the size of the

current largest research study (with a maximum of tens of thousand subjects). In

addition, the presented model could also lead to other applications, such as the intro-

duction of quantitative morphometry in the clinic, as well as the analysis of images

produced by the highly promising and increasingly available low-field portable MRI

scanners.

Second, building a single model that can be run “out of the box” greatly facili-

tates the use of our method by researchers around the world. First, it eliminates the

need for retraining, and hence the associated costly requirements in terms of data, as

well as deep learning expertise and computer hardware. Additionally, it alleviates

the common problem of segmentation reproducibility across different algorithms,

datasets, and even neuroimaging studies.

Finally, the generalisation ability of our method is a major improvement over

all existing methods for brain segmentation, and we hope that it will emulate further
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works in this direction. While we focus here on segmentation of brain MRI scans,

several approaches have already been proposed to extend our framework to other

medical image analysis tasks, such as brain MRI registration and super-resolution.

Moreover, the results presented in this thesis suggest that our technique can be ex-

tended to analyse other medical image modalities such as computerised tomogra-

phy. Finally, although our method has been inspired by previous works focusing

on the brain, preliminary results suggest that our learning strategy can successfully

be extended to other organs, such as the heart. As a result, we are convinced that

this work will open up many opportunities for the development of robust machine

learning methods in medical image analysis.
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Chapter 1

Introduction

1.1 Neuroimaging and brain segmentation
Neuroimaging is of paramount importance in the study of the human brain and its

different associated structures, as well as for the characterisation and diagnosis of

neurological disorders. As such, the analysis of brain images plays a prominent

role, since it enables researchers to derive accurate measurements that are then used

in an array of investigations such as volumetry, morphology, and connectivity stud-

ies [11, 12, 13]. However, a prerequisite for almost all these analyses is the precise

contouring of brain structures, a task known as image segmentation. In this context,

magnetic resonance imaging (MRI) is the imaging technique of choice, since it en-

ables the acquisition of noninvasive scans in vivo with excellent soft-tissue contrast.

We now briefly describe the concepts behind MR imaging, which it central to this

dissertation. We then come back to the problem of segmenting brain MRI scans

of any MR contrast and resolution, and finally, we describe the contributions and

organisation of this thesis.

1.2 Magnetic resonance imaging

1.2.1 Spin relaxation and contrast

MR imaging relies on capturing radio frequency (RF) signals emitted by hydrogen

protons (found in abundance in all living tissues) when excited by short variations

in magnetic field. In this purpose, MRI scanners have three main component: the
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Figure 1.1: (a) In the absence of external field, the spins are randomly oriented. (b) When
applying a static field B0, spins roughly align to the direction of this field. This
very slight misalignment makes them experience a torque that leads to a pre-
cession movement with a small angle at the Larmor frequency f0, directly pro-
portional to the strength of B0. (c) After the RF pulse, all spins relax to their
equilibrium position by precessing at the Larmor frequency.

magnet, to create a strong magnetic field; the transmitter coil, to emit RF perturba-

tions; and the receive coil, to capture tissue responses.

The acquisition of MR scans starts by generating a static field B0 with the scan-

ner magnet. This field is used throughout the image acquisition process and aims

at aligning the spin of all hydrogen protons in the same direction (Figure 1.1.a-b),

resulting in a net magnetisation of the body (referred to as M0). While M0 is exactly

aligned with B0, this is not the case of the individual spins. In fact, spins cannot

exactly align to the main field, and this slight misalignment makes them experi-

ence a torque [14]. As a result, they precess around B0 at the Larmor frequency f0

(Figure 1.1.b), which is directly proportional to B0 [15]. This precession movement

averages across all spins, which explains why M0 is aligned with the main magnet.

The source of the MR signal is obtained by temporarily applying a second field

(known as RF field, or B1), which aims to deviate the spins from their equilibrium

position. Specifically, this field needs to be applied in an orthogonal direction to

B0, and with the same frequency as the precession of the spins, which is known

as the resonance condition. As a result, the spins of all protons are flipped by an

angle (e.g., 90◦ or 180◦), that is directly proportional to the duration of B1. At

the end of the RF pulse, the spins immediately start realigning to their equilibrium

position by continuing their precession movement, hence creating local magnetic

fields oscillating at the Larmor frequency (Figure 1.1.c). The coordinated relaxation

of all spins results in a RF signal, which is acquired with a receive coil by measuring
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the induced electrical voltage.

This relaxation has two components, which can both be used to form an im-

age. The first component is the transverse dephasing of the spins. This is due to

local variations in the magnetic field, either caused by inhomogeneities in B0, or by

spin-spin interactions. While the effect of the scanner magnet can be cancelled by a

specific repetition of pulses (such as the spin-echo sequence [16]), the remaining de-

phasing leads to a quick decrease in the transverse component of M0, characterised

by the spin-spin relaxation time T2. The second component of the relaxation is

longitudinal, and describes the realignment of the spins to the direction of the main

magnetic field. This is due to the loss of energy of the spins to the surrounding

tissues (i.e., lattice). The longitudinal movement is characterised by the spin-lattice

relaxation T1, which is typically longer than T2. Based on the measurements of

the emitted RF signals, different tissue types can be separated by using the fact that

they have different T1 and T2 responses, ultimately leading to contrast variations in

the final MRI scan.

1.2.2 Spatial localisation and slice selection

If the magnetic field was constant throughout the scanner, like we pretended so far,

all spins in the body would precess at the same frequency (since f0 is directly pro-

portional to the experienced field). Thus, the current settings make it impossible to

assign the acquired RF signals to where they originated in the body. For this rea-

son, spatial localisation is achieved by using a third field (gradient field), which can

linearly vary in space in all three dimensions. By introducing spatial variations in

B0, this new field enables us to change the precessing frequency across the subject,

as both are proportional. Consequently, one can target a specific region of the body

by modulating the frequency of the RF pulse to fulfil the resonance condition of

this region. As explained next, MRI scans can then be built by iterating this process

over the whole area to image.

As opposed to research scans that are often acquired directly in 3D, clinical

MRI 3D images are usually reconstructed by successively acquiring a set of 2D

parallel slices. As explained before, this is achieved by using a one-dimensional



1.2. Magnetic resonance imaging 31

BRF
amplitude

frequency

ba
nd

w
id

th

slice 
thickness

z

B0

B0 + Gz

slice 
spacing

slice center

Figure 1.2: Slice selection process. After superimposing a gradient Gz onto B0, one can
activate spins at a given location along the z-axis by modulating the frequency
of the RF pulse. This RF signal is always associated to a given bandwidth,
which determines the thickness of the acquired slice. By repeating this process
several times, one can image successive slices to reconstruct a 3D scan.

gradient (e.g., along the z-axis) to modify the Larmor frequency along that axis.

Slices are then activated in turn by exciting them with RF pulses of frequencies

tuned to match the resonance condition imposed by the gradient (Figure 1.2). While

further in-plane localisation is performed individually for each slice, we focus here

on the slice selection process.

In practice, the pulse signal B1 cannot be generated with a single frequency, but

rather with a range of frequencies, which is described by its bandwidth. More pre-

cisely, the bandwidth of the pulse signal causes the surroundings of the target slice

to also fulfil the resonance requirement, which effectively provides the acquired

slices with a thickness. During the acquisition process, this thickness is often tuned

by clinicians to find a trade-off between signal-to-noise ratio (thick slices), and

crispness (thin slices with less signal from out-of-plane tissues). However, the RF

pulse does not have the same amplitude for all the frequencies in the bandwidth. As

such, the pulse signal is also described by its profile, which assigns an amplitude

to all the frequencies in the bandwidth. In theory, numerous profiles could be used

(e.g., sinc function to give a rectangular slice profile, or Gaussian distributions).

Yet, in practice, these are designed with numerical optimisation methods, such as

the Shinnar-Le Roux algorithm [17], which seek to find a compromise between

the ideal slice profile (i.e., a rectangle window), and the amount of RF exposure

(measured by the specific absorption rate, or SAR).
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a b c

Figure 1.3: MRI brain scans of the same subject for different modalities: (a) T1-weighted,
(b) T2-weighted, and (c) a sequence typically used for deep brain stimula-
tion [1]. Each scan enhances the contrast of different structures.

More generally, any of the three gradients can be used as the principal direction

(not only the z-axis used here for the example), thus leading to three main orien-

tations (axial, coronal and sagittal). Moreover, the three directions of the gradient

field are not fixed, and can be rotated to acquire images with different angles.

1.2.3 Variability in image acquisition protocols

In the previous sections, we showed that 3D MRI scans can be reconstructed by

repeatedly exciting proton spins at different locations, and evaluating their response

time. However, there are numerous ways to excite the proton spins. Therefore,

a “pulse sequence” is defined as the combination of all the parameters controlling

the image acquisition protocol. This includes the type of analysed relaxation, the

strength and direction of B0, as well as all the characteristics of the B1 and gradi-

ent pulses (i.e., number of repetitions, duration, direction, frequency, slice profile,

amplitude, slice spacing and thickness, etc.) [18]. In general, the parameters of a

sequence act on two main visual features of the produced scans. The first one is

the contrast of the image, where structures can exhibit very different intensity dis-

tributions, like in T1-weighted (T1), or T2-weighted (T2) scans, which are among

the most commonly used (Figure 1.3). The second main characteristic is the image

resolution, which can be further defined by the acquisition orientation, slice thick-

ness, slice spacing, and in-plane resolution. Overall, depending on the application

(region of interest, pathology detection, etc.), hundreds of different sequences can

be used to highlight different physical properties of tissues, ultimately leading to a

huge variability in acquisition protocols.
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Figure 1.4: PV and bias field effects. (a) T1 scan acquired at 1 mm isotropic resolution. (b)
Same slice, but at 1×1×6 mm coronal resolution. Red boxes indicate the same
location, between the white matter and CSF. Voxels with PV can have inten-
sities similar to unrelated structures (e.g. cerebral cortex, yellow box). (c) T1
scan with important bias field effects. (d) Same scan after bias correction [2].

1.2.4 Acquisition artefacts

Brain MR scans are also subject to a wide range of artefacts, which even further

increase the variability of intensity distributions in brain MRI scans. Some of these

artefacts include head motions, susceptibility artefacts, incomplete field-of-view,

RF interferences from outside the scanner room, ghosting, etc. While several of

these effects can be solved or avoided by changing the acquisition settings or hard-

ware, we focus here on three main artefacts that are inherent to MR imaging: scan-

ner thermal noise, partial voluming (PV), and bias fields effects.

First, MRI scans can present various level of noise, measured by the signal-to-

noise ratio (SNR) [14, 15], and often modelled by the Rician distribution [19]. This

noise primarily originates from the imaged subject, as well as from the RF coils and

associated electronics. More precisely, the human body can be seen as a conductor,

which reacts to the magnetic field by creating small residual electrical currents,

known as skin currents. In turn, these skin currents will induce other currents in

the coils, which will hinder the quality of the measured signals, thus leading to

noisy images. Different strategies can be used to decrease the impact of this issue,

such as: using stronger magnet fields (which is very costly since it amounts to

purchasing a new scanner), averaging several acquisitions of the same subject, or

applying one of the many postprocessing techniques that have been proposed for

noise removal [19, 20, 21].
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The second artefact is the partial volume effect, which arises when different

tissues are mixed within the same voxel during acquisition, resulting in averaged

intensities that may not be representative of any of the underlying tissues [22, 23].

For instance, the edge between white matter and cerebrospinal fluid in T1 scans

(CSF) can have the same colour as grey matter (Figure 1.4.a-b). This problem

particularly affects low resolution scans with thick slices, and fine-detailed brain

regions like the hippocampus. While PV cannot be completely avoided, its effect

can be greatly softened by increasing the resolution, or adapting the slice orientation

to the region of interest, for instance by acquiring the hippocampus with coronal

rather than axial or sagittal slices.

The last artefact treated here is the bias field effect, which translates into

low-frequency intensity inhomogeneities smoothly varying across MRI scans (Fig-

ure 1.4.c) [24]. These can be caused by a variety of problems including non-

uniformities in static and RF fields, as well as RF standing waves and penetration

effects [25]. Bias field effects generally do not affect diagnosis, as they are natu-

rally filtered out by the human eye. However, they are much more problematic when

automatically segmenting images based on grey-level intensities. For this reason,

many bias field correction algorithms have been proposed to facilitate downstream

analyses (Figure 1.4.d) [26, 27, 28].

1.3 Problem definition

As explained in Section 1.1, segmentation is a crucial task in most neuroimaging

studies. Manual delineation is considered to be the gold standard in terms of accu-

racy. However, this approach suffers from reproducibility issues, which can stem

from labelling mistakes, or from disagreements in segmentation criteria between

different human raters. Moreover, manual segmentation requires expertise that may

not always be available, and even so, it remains extremely tedious and expensive.

As a result, manual delineation of large datasets is rarely possible, which in turn

hinders the development of neuroimaging for large-scale studies.

Automated algorithms have been introduced to tackle these problems, as
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Figure 1.5: Domain-gap problem. (a) We first train a supervised CNN on T1 scans at 1 mm
isotropic resolution. (b) At test time, this network obtains excellent results
when applied to MRI scans of the same domain. (c) However, the results
quickly degrade for scans of different contrast, even if they are of the same
MR modality (T1). The quality of the segmentations further decreases for test
scans of different (d) MR modality, or (e) different resolution.

they do not require human intervention and enable reproducible labelling of large

datasets. The modern segmentation literature relies almost exclusively on deep neu-

ral networks and particularly convolutional neural networks (CNNs), which have

demonstrated very good performance in numerous computer vision tasks such as

image regression, classification and segmentation [6, 7, 29, 30, 31, 32]. Moreover,

the success of CNN-based methods has been reinforced by their unparalleled short

processing time on modern graphics processing units (GPUs), which can analyse

3D images in just a few seconds, thus enabling studies on a huge number of scans.

Nevertheless, CNNs employed in general computer vision tasks have tradition-

ally required enormous amounts of training data (i.e., several thousands examples)

to generalise well to a wide range of scenes and intensity distributions [33]. In

the case of segmentation of brain MRI scans, we note that data requirements may

be less demanding, since brain images present a lower variability in terms of object

shapes and intensity distributions compared to natural images. In addition, data aug-

mentation techniques contribute to further alleviate the need for large-scale training

datasets of brain MRI scans [34, 35]. However, even gathering smaller training

datasets (i.e., several dozens of examples) generally remains complicated due to

the labelling requirements for supervision. Moreover, datasets of brain MRI scans

often consist of images acquired with the same protocol (often 1 mm isotropic T1

scans), hence only representing a very small fraction of the considerable variabil-

ity in intensity distributions (see Section 1.2). As a result, CNNs trained for brain

MRI segmentation learn features that closely adapt to the narrow distribution of the
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available training data, and thus typically do not generalise well to images of dif-

ferent domain (i.e., a specific combination of MR contrast and resolution, see Fig-

ure 1.5) [36, 37, 38, 39]. Because of this “domain-gap” problem, such supervised

learning methods need to be retrained for any new combination of target contrast

and resolution, each requiring a large set of manually labelled data. Even if the gen-

eralisation of CNNs can be improved with data augmentation and transfer learning

strategies [35, 40], the trained networks remain sensitive to unseen contrasts and

resolutions at test time.

Due to their lack of robustness, supervised learning methods are hardly

implemented in any of the main neuroimaging packages that drive the field

(FreeSurfer [41], FSL [42], SPM [43]). Instead, these softwares often adopt an

alternative strategy, where they only segment scans of a specific domain (e.g.,

FreeSurfer expects T1 scans of approximately 1 mm resolution), by heavily pre-

processing them. However, this strategy precludes studies on datasets that do not

fulfil such data requirements.

Overall, no current automated method can robustly segment scans of any con-

trast and resolution without retraining (see Chapter 2). As a result, many datasets

are left partially or completely unexplored. This is particularly the case for clini-

cal datasets, which exhibit a high variability in acquisition procedures, and whose

potential remains locked in picture archiving and communication systems (PACS)

in hospitals around the world. Analysing such scans would enable neuroimaging

studies with sample sizes in the millions, and thus much higher statistical power

than any current research dataset. Moreover, it could lead to other potential applica-

tions, such as the analysis of scans produced by the increasingly available portable

low-field MRI scanners, or quantitative morphometry in the clinic for diagnosis and

monitoring of neurodegenerative disease. Finally, relying on a single model would

greatly improve the reproducibility of neuroimaging studies by democratising the

dissemination and usage of CNNs. Therefore, there is a clear need for fast, accu-

rate and reproducible methods that can robustly segment brain MRI scans of any

contrast and resolution without retraining or fine-tuning.
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1.4 Contributions and structure of the thesis

In this work, we introduce a learning strategy to improve the generalisation abil-

ities of CNNs in the context of segmentation of brain MRI scans. Specifically,

we propose to train a single network with synthetic scans obtained by leverag-

ing a generative model inspired by that of Bayesian segmentation. Crucially, we

adopt a domain randomisation approach [44], where all the parameters control-

ling the generative model are sampled at each mini-batch from uniform priors of

wide range. As a result, the network is forced to learn domain-agnostic features,

and can readily segment scans without any retraining or fine-tuning. Moreover,

our method only requires a set of anatomical segmentations to be trained, which

greatly alleviates the need for supervised training data. We emphasise that the

code used to train and test all the models introduced in this thesis is available at

https://github.com/BBillot/SynthSeg. Moreover, the trained models are distributed

with FreeSurfer [2].

The rest of this thesis is divided into eight chapters, where we gradually build

robustness to contrast, resolution, morphology, and real-life artefacts encountered

in clinical acquisitions.

Chapter 2 provides an overview of the methods employed for brain MRI seg-

mentation, and introduces segmentation CNNs for image segmentation, as well as

state-of-the-art approaches to improve their generalisation ability.

Chapter 3 introduces the first learning method for segmentation of brain MRI scans

of any contrast. This approach is demonstrated on a variety of scans at 1 mm res-

olution, and is shown to considerably outperform supervised CNNs outside their

training domain (even in intra-modality scenarios), as well as Bayesian segmenta-

tion methods, while requiring a fraction of the runtime.

Chapter 4 extends this framework by explicitly modelling PV effects for brain

MRI scans at varying low resolutions. While the model introduced in this chapter

requires to be retrained for any new target resolution, this can be done by reusing

the same set of training segmentations.
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Chapter 5 adapts the proposed learning strategy to explore an extension to patho-

logical brain scans. In particular, this chapter tackles the problem of joint segmen-

tation of brain anatomy and multiple sclerosis lesions, in the context of brain MRI

scans of any prefixed target contrast and resolution.

Chapter 6 unifies the previous chapters to present the first method that can seg-

ment brain MRI scans of any MR contrast and resolution, without any retraining,

fine-tuning, or adaptation. Moreover, the proposed approach is partly trained on

segmentations obtained by running automated methods on public datasets, which

enables us to model a wide range of morphologies, and to build robustness to a high

diversity of subject populations.

Chapter 7 presents a novel architecture, which considerably increases robustness

to clinical acquisitions of varying quality. Moreover, the proposed approach is ex-

tended by adding cortical parcellation, automated quality control and intracranial

volume estimation. The potential of this final model is then demonstrated in a study

of ageing on 14,000 uncurated and highly heterogeneous clinical scans, where it

obtains very similar results than recent research studies conducted on data of much

higher quality.

Chapter 8 concludes this thesis by providing a thorough discussion on the differ-

ent aspects of the proposed method, and identifying multiple directions for further

expansion of this work.



Chapter 2

Literature review on brain

segmentation

In this chapter, we review the main classes of methods proposed for segmentation

of brain MRI scans. We also introduce learning-based approaches, as well as state-

of-the-art strategies to improve their generalisation ability. Finally, we introduce the

key concept of domain randomisation, which is at the core of this thesis.

2.1 Bayesian segmentation
Contrast adaptiveness in segmentation of brain MRI scans has traditionally been ad-

dressed with Bayesian segmentation. This strategy is based on a generative model,

which combines an anatomical prior and an intensity likelihood distribution. The

former is often represented by a statistical atlas, which describes the spatial prob-

ability distribution of each label class. This anatomical prior is further endowed

with a deformation model that enables adaptation to the anatomy of test scans. On

the other hand, the likelihood term models the intensities of different brain tissues,

which is typically achieved by using a Gaussian Mixture Model (GMM). Segmen-

tations of test scans are then obtained by “inverting” this generative model with

Bayesian inference [45, 41]. Robustness to MRI contrasts is achieved by a subclass

of Bayesian methods by using unsupervised likelihood models, where the GMM

parameters are directly estimated from the test scans [43, 46, 47, 48]. These unsu-

pervised methods are widespread, as they can segment scans of any contrast (even
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ex vivo scans), and support the use of high-resolution statistical atlases built from

ex vivo modalities (e.g., ex vivo MRI or histology [1, 49]).

However, Bayesian segmentation requires important computational resources

(between 15 and 30 minutes per scan), as it requires to perform an iterative optimisa-

tion process on each test scan separately. This optimisation includes the likelihood

model, often performed with the expectation maximisation (EM) algorithm [50],

as well as the prior parameters, which can be done with numerical methods like

BFGS [51, 52, 53, 54] or conjugate gradients [55] (inside or outside of EM). Al-

though, variational Bayes inference [56] partly alleviates the computational burden

of the EM algorithm for the likelihood model, the general optimisation required

by Bayesian segmentation may still hinder its scalability to large datasets, and its

deployment for time-sensitive applications.

Additionally, the accuracy of Bayesian segmentation methods is limited by

changes in resolutions, as they are highly fragile to PV effects [22, 57]. PV can eas-

ily be incorporated into the generative model of Bayesian segmentation by consid-

ering a high resolution (HR) image generated with the conventional non-PV model,

and by appending smoothing and subsampling operations to yield the observed low

resolution (LR) image. However, inferring the most likely HR segmentation from

the LR voxels quickly becomes intractable, as estimating the model parameters re-

quires marginalising over all possible configurations of HR labels within each LR

supervoxel. Early methods attempted to circumvent this limitation by approximat-

ing the posterior of the HR label [58, 59], or by explicitly modelling the most com-

mon PV classes (e.g., white matter with CSF) with dedicated Gaussian intensity

distributions [60, 61]. Van Leemput et al. [62] formalised the problem and pre-

sented a principled statistical framework for PV segmentation. Specifically, they

made several simplifications such as limiting the maximum number of tissues that

can mix within a LR voxel, or simplifying the blurring kernels [62]. As a result,

they were able to solve the marginalisation problem in simple cases (e.g. unimodal

scans, or producing segmentations with few labelled classes). Nevertheless, even

with these simplifications, their method remains impractical for most real world
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Registrations

Test scan Final segmentation

Training  scans Training  segmentations

Candidate  
segmentations

Propagations Label fusion

Figure 2.1: Overview of multi-atlas segmentation. Test scans are segmented by: (a) reg-
istering all the training scans to the test image, (b) propagating the resulting
spatial transforms to the training labels, and (c) merging all the candidate seg-
mentations with a label fusion algorithm.

scans, and PV-aware Bayesian segmentation may still remain hardly feasible for

datasets at low resolution.

Alternatively, a recent method has been proposed to combine the modality-

agnostic Bayesian framework with learning-based segmentation approaches, by us-

ing a CNN to quickly invert the Bayesian generative model [63]. However, this

method requires training on a set of unlabelled scans for each target MR modality

or resolution, and thus cannot be directly used to segment test scans of arbitrary

domains (i.e., MR contrast and resolution).

2.2 Multi-atlas segmentation
Instead of using a statistical atlas as in Bayesian segmentation, another popular and

more recent approach is the use of image atlases, where by “atlas” we refer to an

image with corresponding structure delineations. In this paradigm, the simplest

strategy to automatically segment an MRI scan is to use a single atlas. Specifi-

cally, a 3D image is registered to a test scan, whose final segmentation is obtained

by applying the resulting transformation to the corresponding label map [64, 65].

This strategy is straightforward but its accuracy highly depends on the quality of
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the registration, which in turns depends on the similarity between the two scans.

Moreover, the choice of the employed atlas also introduces a bias in the results.

Therefore, an alternative strategy is to use multiple atlases to increase the

anatomical variability covered by the model, and to limit the bias introduced by the

use of a single atlas. This method, called multi-atlas segmentation (MAS), consists

in individually registering the available atlases onto the test scan, and applying the

warps to their corresponding label maps. All the warped labels are then merged into

one final segmentation with a label-fusion algorithm (Figure 2.1) [66, 67, 68]. While

MAS was originally intended for intra-modality segmentation, it can be adapted

to cross-modality problems by employing multi-modality registration metrics (e.g.

mutual information) [69, 70, 71]. Nevertheless, the accuracy of MAS still highly

depends on the quality of the registrations, whose performances are typically poor

in the cross-modality scenario [72]. Moreover, this method is computationally ex-

pensive due to the numerous registrations performed for each new test scan, and is

often slower than Bayesian segmentation [67]. This issue is now being ameliorated

with the recent advances in fast CNN-based registration techniques [73, 74, 75], and

especially with a recent technique that was proposed for registration of arbitrary

MRI contrasts [76]. However, a robust MAS segmentation tool with CNN-based

registration is yet to be demonstrated.

2.3 Supervised convolutional neural networks

Modern image processing mostly relies on deep neural networks, which yield

state-of-the-art results in many computer vision tasks such as semantic image seg-

mentation [5, 77], super-resolution [30, 31], classification [33, 78], object detec-

tion [79, 80], and image generation [81, 82]. As mentioned in Chapter 1, supervised

CNNs now prevail in recent medical image segmentation [7, 32], and are arguably

best represented by the UNet architecture [6]. In this section, we first give a brief

history of CNNs. Then, we describe their general architecture, and explain how

these networks are trained. Finally, we go over some general limitations of tradi-

tional supervised CNNs, and particularly their lack of generalisation.



2.3. Supervised convolutional neural networks 43

(a) (b)

(c) (d)

Figure 2.2: Examples of famous CNN architectures: (a) the neurocognitron proposed by
Fukushima [3], (b) LeNet-5 proposed by LeCun et al. [4], (c) fully convolu-
tional network proposed by Long et al. [5], and (d) UNet architecture proposed
by Ronneberger et al. [6]. All images displayed here are taken from their re-
spective cited papers.

2.3.1 Brief history of convolutional neural networks

CNNs were inspired by the organisation of the human visual cortex, where neu-

rons are connected to reconstruct and interpret the entire visual field. The earli-

est precursor of CNNs is arguably the so-called “neocognitron” architecture [3],

where different types of “cells” were proposed to gradually extract more global fea-

tures of the input images at progressively decreasing resolutions (Figure 2.2.a). The

term CNN was first introduced by LeCun et al. [4], who proposed a model for the

recognition of handwritten digits. By learning a set of convolutional kernels, these

networks were shown to effectively capture highly non-linear distributions by an

“encoding” process between high-dimensional inputs and low-dimensional output

classes (Figure 2.2.b). In the following years, CNNs continued to be developed

and progressively started to obtain impressive performance driven by the increasing

availability of public datasets [83, 84, 85]. These improvements were mainly due

to the increasing depth of the networks, which enabled a better extraction of high-

level features [86, 87], with the famous AlexNet architecture counting eight layers

(convolutional and fully connected) and more than 60 million parameters [33].
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While CNNs were at this point mainly used for image classification, fully con-

volutional neural networks were first proposed in 2015 by Long et al. [5] for se-

mantic image segmentation at the pixel-wise level. This was achieved by, as before,

encoding images to a low-dimensional space (latent space), and by using an up-

sampling operation to reconstruct dense segmentation predictions (Figure 2.2.c).

Interestingly, pixel-wise segmentations were obtained by summing upsampled fea-

tures from different resolution levels, which will become one of the central ideas of

all modern CNN architectures. Indeed, this design was then extended in 2015 by

Ronneberger et al. [6], who presented the ubiquitous UNet architecture – arguably

the most widespread network for modern medical image analysis (Figure 2.2.d).

Based on the fully convolutional architecture, UNets were proposed to reconstruct

output segmentations by generalising the use of upsampling operations, each sep-

arated by several convolution layers. As such, the output segmentations were ob-

tained from the latent space by using a “decoder”, which mirrored the encoding

process. Crucially, so-called “skip connections” were used to concatenate the fea-

tures of the encoder to the decoder, which enabled the network to combine low and

high level features for enhanced contextualisation when computing output segmen-

tations. This work, originally presented in 2D was then extended to 3D in order to

obtain volumetric segmentations [88].

In parallel with the UNet architecture, residual connections were introduced to

further facilitate the information flow within the network and prevent the network

to saturate during training [78], an issue known as the “vanishing gradient” [89].

The two approaches were proposed to be unified within the V-Net design presented

by Milletari et al. for general performance improvements [7]. The use of skip

connections has inspired Huang et al. to generalise their use throughout the CNN

architecture, which enabled to further increase the depth of networks, and ultimately

helped to improve the performance of CNNs [90].

Finally, the accuracy of segmentation models has been improved with the re-

cently proposed attention mechanisms and transformer blocks, which have origi-

nally been introduced for natural language processing [91]. The ability of trans-



2.3. Supervised convolutional neural networks 45

formers to encode long-range dependencies has spiked a huge interest in computer

vision, where self-attention transformers are now being proposed to replace convo-

lutional layers for image analysis tasks [92, 93, 94], including semantic segmenta-

tion [95, 96]. The earliest works on attention-based segmentation of medical im-

ages initially focused on gating mechanisms, which were directly included within

the CNN architecture without any transformers [97, 98]. While transformers have

now also been employed for medical image segmentation [99, 100], these have

been far more often used in “hybrid designs” inspired from the UNet architecture,

where transformer blocks can either be directly combined with convolutional lay-

ers [101, 102], used to replace the UNet encoder [103, 104], or included as an

additional encoding step in latent space [105].

2.3.2 The CNN architecture

In this section, we provide an overview of the general CNN architecture and its

building blocks, and we explain the network training process.

Convolutional layers: The main building block of CNNs are convolutional layers.

These are used throughout the network to build intermediate features of increasingly

higher semantic level. For each convolutional layer, n new features are created by

convolving the features of the previous layer with a set of n different matrices (ker-

nels), whose parameters are learnable (Figure 2.3.a). In practice, each kernel slides

across the input features (the sliding size is called the stride), thus producing at each

point a representation of the corresponding receptive field. The latter is directly

given by the kernel size, which is typically much smaller than that of the image

(e.g., 3×3×3 for 3D applications) to alleviate the computational load. Moreover,

we note that the input features are often padded prior to convolution (e.g., with a

constant value), such that the output features yield the same size as the inputs.

Activation functions: Since a convolutional layer alone is not capable of captur-

ing non-linearities in the training data, these are modelled with so-called “activation

functions”. Early forms of activations included the sigmoid (σ(x) = 1/(1+ e−x))

and hyperbolic tangent functions. However, these can make the training inefficient

when the input features are far from 0 (by “killing” the backpropagation gradi-
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Figure 2.3: (a) Typical chaining of the blocks used to build a CNN. The feature maps of
layer L+ 1 are obtained by convolving the feature maps of the layer L with a
set of kernels, and applying a non-linear activation function. Features at lower
resolution are then obtained with a pooling operation. (b) Representative ar-
chitecture of a CNN used for medical image segmentation. Note the batch nor-
malisation layers before the max-pooling or upsampling, and the concatenation
links between the encoder and decoder, which make this network a UNet.

ents, see below). For this reason, they are now replaced with rectified liner units

(ReLU, f (x) = max(0,x)), and their subsequent versions: shifted ReLU, leaky

ReLU, parametrised ReLU [106], and exponential linear unit (ELU) [8].

Pooling and upsampling: As mentioned in Section 2.3.1, the network output is

obtained by building robust representations of the input at several progressively de-

creasing resolutions. This is achieved by using pooling operations, which decrease

the resolution of a feature map by locally deriving a summary of statistics inside

a sliding window. The most common pooling operation is max-pooling, where we

only keep the maximum value for each location of the window (see Figure 2.3.a).

The pooling operation is then mirrored in decoders by either using learnable trans-

posed convolutions, or simple non-learnable upsampling operations.

Assembling layers to form a network: As shown in Figure 2.3.b, networks can

be built using these three types of layers. Here are a few comments. First, note that

several convolutional layers can be used between each max-pooling or upsampling.

Second, while ReLU activations (or their variants) are used for nearly all layers, the

very last convolution is associated to a softmax to retrieve probabilistic multi-class

dense predictions. Third, many network designs use normalisation layers (such

as batch or instance normalisation [9, 107]) before each pooling or upsampling, as

they were shown to accelerate the training process by reducing the internal covariate

shift in the training data [9]. Finally, note that the UNet architecture can easily be

recovered by adding skip connections between the encoder and decoder.
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Network training: The process of tuning the learnable parameters of the network

is called training. This is achieved by using a training dataset, i.e., a pool of images

with corresponding outputs (i.e., ground truths) for the task in hand (brain segmen-

tation in our case). Training a network is an iterative process, where each step is

organised as follows. First, a fixed number of training images (i.e., a mini-batch)

is run through the network. Next, the error between the obtained outputs and their

corresponding ground truths is measured by computing a cost function, which is

often taken as the cross-entropy or soft Dice metric [7]. Next, the “backpropaga-

tion” algorithm is used to estimate the gradient of the cost function with respect to

every parameter by averaging the cost function over the mini-batch [108]. Hence,

to obtain a precised estimation of the gradient at each step, the mini-batch is set to

the maximum possible value, while being constrained by the memory limitations of

the used GPU. Finally, all learnable parameters are updated by adopting a stochastic

gradient-descent approach [109, 110, 10] to improve predictions over training. This

iterative process is repeated until a convergence criterion is met, or by taking the

parameters that yield the best predictions on an external “validation” set.

2.3.3 The domain gap problem and domain generalisation

As mentioned before, supervised CNNs now prevail in recent medical image seg-

mentation, for which they obtain state-of-the-art results [7, 32]. Nevertheless, deep

learning networks are also known for their overall lack of generalisation to domains

different from the training data. This issue is known as “domain-gap” or “distri-

bution shift” [111, 112], and often causes neural networks to be considerably less

accurate when tested on unseen datasets, even if they represent the same type of

scenes or objects than the training domain [113]. The domain gap also applies to

brain MRI segmentation, due to the huge variability in image acquisition protocols

(see Section 1.2.3). As a result, while supervised CNNs obtain fast and accurate

results on their training domain, they do not generalise well to data with different

resolution [114] or MR contrast [36], even within the same modality (e.g., T1 scans

acquired with different parameters or hardware) [115]. Therefore, such networks

need to be retrained for any new combination of contrast and resolution, often re-
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quiring new costly labelled data. This problem can partly be ameliorated by includ-

ing multiple contrasts in the training set, or by training on multi-modality scans with

modality dropout [116]. However, while the resulting CNN is able to individually

segment each training modality, it still cannot be applied to unseen domains.

Overall, the lack of generalisation of supervised CNNs has sparked a vivid

research interest in domain generalisation methods. By acting on different level of

the training or testing procedures, these strategies are plentiful and extremely varied.

The rest of this chapter aims to provide a literature review of such approaches.

2.4 Data augmentation
The robustness of neural networks is often improved with data augmentation tech-

niques. These methods usually include random spatial deformation (affine and

elastic transformations, cropping, flipping), as well as changes in intensity distri-

butions [35, 117, 118]. However, the parameters used for such operations are often

handcrafted, and thus suboptimal. Instead, recent semi-supervised methods, such

as adversarial augmentation [119], explicitly optimise the augmentation parameters

during training [120]. Interestingly, these techniques often result in highly aggres-

sive data augmentation that goes beyond realistic shapes and intensity distributions.

Alternatively, contrastive learning methods have been proposed to leverage unsu-

pervised data for improved generalisation ability [121, 122]. Overall, although data

augmentation make networks generalise to intra-modality applications [34, 35], it

generally remains insufficient in cross-modality settings [38].

2.5 Domain adaptation
The lack of generalisation of deep learning methods has triggered an important

interest for domain adaptation approaches. These methods explicitly seek to bridge

domain gaps between a given source domain with labelled data, and a specific target

domain, typically without labels. A standard approach is to pre-train a network

on a source domain with data labelled for a related task, and then fine-tune it on

a target domain with typically much less available training examples [112, 123].

This strategy has been widely applied, and yields good results in many different
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applications [114, 124, 125, 126]. However, these methods still require supervision

in the target domain, which is often not available. For this reason, other approaches

make the realistic assumption that no labels are accessible in the test domain. A

first solution is to map both domains to a common latent space, where a classifier

can be trained [127, 128, 129]. In comparison, generative adaptation methods seek

to match the source images to the target domain with image-to-image translation

methods [40, 130, 131]. Since these approaches are complementary, recent methods

propose to operate in both feature and image space, which leads to state-to-the-art

results in cross-modality segmentation [132, 133].

In contrast, state-of-the-art results in intra-modality adaptation are obtained

with test-time adaptation methods [115, 134]. These methods rely on a supervised

network trained on a specific source domain, and seek to generalise to unseen target

domains at test-time by applying fine-tuning. Additionally, in order to alleviate the

reliance on supervision in the source domain, these techniques often comply to the

“source-free” scenario, where the source domain is not available after having pre-

trained the segmentation model (as opposed to unsupervised image-to-image trans-

lation methods) [135]. Several strategies have been proposed for the fine-tuning

step. A first class of methods argues that the main difference between medical im-

age domains lies in contrast, and as such, they fine-tune a shallow normalisation

module to bridge the domain shift during testing [115, 136]. Another strategy is to

fine-tune the parameters of the batch normalisation layers [137]. We note that the

last two methods were reunited in a single framework [138], although this method

was applied to image classification and not segmentation. Finally, another solution

is to employ an adaptable module at different layers [134]. For all these approaches,

fine-tuning is then performed in a self-supervised fashion [115, 134, 136], possibly

with the injection of prior anatomical knowledge under the form of a statistical at-

las [115], or by minimising the entropy of the predicted segmentations [137, 139].

Importantly, we emphasise that even though domain adaptation strategies often

alleviate the need for supervision in the target domain, they all still need to be

retrained for each new domain.
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2.6 Meta-learning

As opposed to domain-adaptation strategies, meta-learning (i.e., learning to learn)

approaches assume that no information on the test data is available during train-

ing [140, 141]. Therefore, in line with the domain generalisation literature, these

techniques seek to make CNNs generalise to any domain by assuming that semantic

information of similar objects are likely to be the same across domains (e.g., cere-

bral structures have the same general shape regardless of the employed MR con-

trast). To be trained, these methods require simultaneous access to several domains

with labelled data. At each iteration step, the domains are split between “meta-train”

and “meta-learn” subsets [142]. The model is then optimised such that the gradient

updates on meta-train also improves generalisation on meta-test, possibly by using a

discriminator in the feature space [143], or by directly building a class-specific but

domain-agnostic feature space using associated losses [144]. However, these ap-

proaches were only tested for intra-modality applications with coarse labels [144],

and are yet to be demonstrated in more complex settings.

2.7 Generative model for training

Synthetic data can be used to replace real training images, and to increase ro-

bustness by introducing surrogate domain variations. In brain MRI, many gener-

ative model have been proposed to synthetise scans, such as physics-based mod-

els [145, 146, 37], or adversarial generative networks [147, 148, 149], possibly

conditioned on label maps for improved semantic content [150, 151]. These strate-

gies enable the generation of huge training datasets with perfect ground truth ob-

tained by construction rather than human annotation [152]. However, although

generated images may look remarkably realistic, the domain shift problem (here

known as “reality gap” [111]) still persists, and in practice, synthetic datasets are

mostly used to pre-train networks in domain adaptation or other transfer learning

schemes [131, 152]. However, recent approaches have shown competitive results

with synthetic training data alone [153, 149], possibly by optimising the generation

process to reduce the reality gap, for example with adversarial networks [154] or
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by computing a semantic loss on a downstream task [155]. Overall, while all the

aforementioned methods enable a boost in performance for a specific domain, they

still require retraining or fine-tuning for every new target distribution, and thus do

not resolve the general lack of generalisation of deep neural networks on unseen

domains. To the best of our knowledge, no current learning method can segment

medical scans of any contrast or resolution without retraining.

2.8 Domain randomisation
Domain randomisation is a recent strategy that relies on descriptive generative mod-

els (i.e., based on descriptive sets of rules). Unlike learning-based generation meth-

ods, these models offer full control over the generation process. Hence, instead of

trying to match a specific domain [37], one can considerably enlarge the distribu-

tion of the synthetic data by fully randomising the generation parameters (intensity

distribution, shape, noise, etc.). This learning strategy is known as domain ran-

domisation [44], and is motivated by converging evidence that augmentation be-

yond realism leads to improved generalisation [34, 156]. If pushed to the extreme,

this approach yields highly unrealistic samples, in which case real images are en-

compassed within the landscape of the synthetic training data [157]. As a result,

domain randomisation seeks to bridge all domain gaps in a given semantic space,

rather than solving this problem for each domain gap separately. The underlying

assumption is that, by randomising the distribution of certain image attributes (e.g.,

brain MRI contrast), we teach the network not to rely exclusively on these attributes,

and thus to become agnostic to them for the task in hand. So far, domain randomisa-

tion has only been used to control robotic arms [44], and for car detection in street

views [157]. In both cases, the randomisation was applied to a restricted list of

parameters, as it might be difficult to sample from high dimensional spaces. Here

we propose to combine domain randomisation with a generative model inspired by

Bayesian segmentation, in order to achieve, for the first time, segmentation of brain

MRI scans of a wide range of contrasts and resolutions without retraining.



Chapter 3

A learning strategy for

contrast-agnostic MRI segmentation

This chapter is based on the following publication [158]:

B. Billot, D.N. Greve, K. Van Leemput, B. Fischl, J.E. Iglesias1, A.V. Dalca1,

“A Learning Strategy for Contrast-agnostic MRI Segmentation”,

Medical Imaging with Deep Learning (MIDL), 2020.

3.1 Background
As explained in Chapter 2, CNNs produce fast and accurate segmentations when

tested on their training domain. However, they typically do not generalise

well to images with intensity distributions that are different from the training

data [36, 37, 38]. For this reason, combined with the high variability in acquisition

protocols, the adoption of modern supervised segmentation methods has substan-

tially been hindered in neuroimaging. Indeed, these approaches often require a set

of manually segmented images for each desired contrast, which is often too costly

to be accessible. In this chapter, we first address the problem of training a super-

vised network that is invariant to MR contrast, whereas other sources of variability

in brain scans (i.e., resolution, pathology, subject populations, real-life clinical arte-

facts) will be the focus of subsequent chapters.

Robustness to MRI contrasts has classically been achieved with Bayesian

1contributed equally
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methods, which are fully adaptive to MR contrast if used with an unsupervised

likelihood model [43, 46, 47]. However, these strategies require significant com-

putational resources, thus limiting large-scale deployment. Another solution is to

use MAS. Although it was originally designed for intra-modality problems, it can

be extended to cross-modality by using adequate registration metrics [69, 70]. Yet,

cross-modality nonlinear registrations remain inaccurate, thus leading to poor seg-

mentation performance [72].

As discussed in Chapter 2, supervised CNNs are sensitive to changes in MR

contrast. Data augmentation methods have been shown to improve robustness in

intra-modality scenarios [34, 35]. Cross-modality problems can be tackled by train-

ing a single network on multi-modal data, possibly with modality dropout [116].

However, this assumes access to labelled data of a wide range of contrasts. This

problem is partly alleviated with domain adaptation techniques, which can learn to

generalise from a source domain with labelled data to a specific target domain with-

out any supervision [115, 132]. Yet, all these methods still need to be retrained for

any MR modality unseen during training or fine-tuning.

Here, we present SynthSeg, a novel learning strategy that enables automatic

segmentation of unpreprocessed brain scans of any MRI contrast. Specifically, we

train a CNN using a dataset of only label maps: synthetic images are produced

on the fly by sampling a generative model conditionally on segmentations. Hence

SynthSeg is never presented with real scans during training. The proposed genera-

tive model is inspired from the Bayesian segmentation framework, and also includes

aggressive data augmentation (spatial deformation, bias field modelling, etc.). Cru-

cially, we adopt a domain randomisation approach, where all the parameters of

the generative model are sampled at each mini-batch from uniform distributions of

typically wide range. Therefore, we expose the CNN to synthetic (and often un-

realistic) contrasts during training, and force it to learn features that are inherently

contrast agnostic. As a result, SynthSeg is able to readily segment brain MRI scans

of any contrast without any retraining or fine-tuning. We demonstrate SynthSeg

on more than 1,000 scans of four different MR contrasts, where it shows a supe-
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rior generalisation ability compared to supervised CNNs, and slightly outperforms

a state-of-the-art Bayesian segmentation approach.

3.2 Methods

We first introduce the generative model of Bayesian segmentation, and then describe

our method, which builds on this framework to achieve contrast-independence.

3.2.1 Classical generative model for Bayesian segmentation

The Bayesian segmentation framework relies on a probabilistic generative model.

Let L = {L j}1≤ j≤J be a 3D map consisting of J voxels, such that each voxel value

L j is one of K possible labels: L j ∈ {1, . . . ,K}. We emphasise that, in the rest of

this thesis, j will index the J voxel locations of 3D objects (i.e., j ∈ {1, ...,J}).

The generative model starts with a prior anatomical distribution p(L), typi-

cally represented as a statistical atlas A, which associates each voxel location with

a K-length vector of label probabilities. This atlas A is endowed with a spatial de-

formation model, which is described by a field φ and parametrised by θφ . The

probability of observing L is then:

p(L|A,θφ ) =
J

∏
j=1

[A◦φ(θφ )] j,L j , (3.1)

where [A◦φ(θφ )] j,L j is the probability of label L j given by the warped atlas.

Given a label map L, the image likelihood p(I|L) for a corresponding im-

age I is commonly modelled as a GMM (conditioned on L). Specifically, each

label k ∈ {1, ...,K} is associated with a Gaussian distribution for intensities of

mean mk, and standard deviation sk. We group these Gaussian parameters into

θ ′
G = {mk,sk}1≤k≤K . Moreover, I is then modulated by a smooth bias field noise B

(parametrised by θB). The bias field effect is known to be multiplicative [27], but

we define it here in the log domain, such that it becomes additive. As a result, the
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Figure 3.1: SynthSeg overview. Images of random contrasts are sampled on the fly con-
ditionally on segmentations of brain MRI. The pairs (I,T ) are used to train a
CNN in a supervised fashion based on the average Dice loss [7].

image likelihood is given by:

p(I|L,θB,θ
′
G) =

J

∏
j=1

N (I j −B j(θB);mL j ,s
2
L j
), (3.2)

where N (·;m,s2) is the Gaussian distribution. We assume that I j has been log-

transformed, such that the bias field is additive, rather than multiplicative.

Bayesian segmentation aims to find an estimate L̂ of L by seeking to estimate

p(L|I) [46]. This is done by using Bayes’s rule to “invert" the described generative

model, and formulating this problem as a maximum-a-posteriori optimisation to

maximise p(I|L)p(L) with respect to L. Fitting the Gaussian parameters θG to the

intensity distribution of the test scan is what makes these methods contrast agnostic.

3.2.2 Proposed generative model

We propose to train a segmentation CNN using synthetic data created on the fly

with a generative model similar to that of Bayesian segmentation. Here we describe

the generative model, which is illustrated in Figures 3.1 and 3.2.
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Input labels Deformed labels GMM sampling Bias field Training labelsTraining image
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Figure 3.2: Intermediate steps of the generative model. A randomly selected training label
map (a) is spatially deformed in 3D (b). A preliminary image (c) is condition-
ally sampled from the deformed map using a GMM of randomised parameters.
The image is successively blurred (d) and corrupted with a smooth bias field (e).
The training image (f) undergoes further brightness augmentation, and training
labels are obtained by only keeping the target labels for segmentation.

3.2.2.1 Training map selection

The proposed generative model assumes the availability of N training label maps

{Sn}N
n=1 at high resolution rHR (typically 1 mm isotropic). Let all label maps take

their values from a set of K labels: {1, ...,K}. The generative process starts by

randomly selecting a 3D segmentation Sn from the training dataset (Figure 3.2.a).

We note that, as opposed to the previous section, we do not sample the training

segmentations from a probabilistic atlas, since this would yield noisy maps.

3.2.2.2 Spatial augmentation

In order to increase the variability of the available segmentations, Sn is then de-

formed with a random spatial transform φ , which is the composition of an affine

and a non-linear transform φaff and φnonlin, respectively.

The affine component is the composition of three rotations (αx, αy, αz), three

scalings (ζx, ζy, ζz), three shearings (τx, τy, τz), and three translations (tx, ty, tz),

where (x,y,z) refer to the three dimensional coordinate system. All these parame-

ters are independently sampled at each mini-batch from continuous uniform distri-
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butions with predefined ranges:

αx,αy,αz ∼ U(arot ,brot), (3.3)

ζx,ζy,ζz ∼ U(aζ ,bζ ), (3.4)

τx,τy,τz ∼ U(aτ ,bτ), (3.5)

tx, ty, tz ∼ U(atr,btr), (3.6)

θaff = {αx,αy,αz,ζx,ζy,ζz,τx,τy,τz, tx, ty, tz}, (3.7)

φaff = Aff(θaff), (3.8)

where arot , brot , aζ , bζ , aτ , bτ , atr, btr are the predefined bounds of the uniform

distributions, and Aff(·) refers to the composition of the affine transforms. We note

that here, since the rotations are relatively small ([arot ,brot ] = [−10,10]), we can

simply sample them from uniform distributions. However, sampling the rotation

angles should be handled more care when increasing their range [159].

The non-linear component φnonlin is a diffeomorphic transform obtained as fol-

lows. First, we sample a small vector field of size 10×10×10×3 independently at

each location from a zero-mean Gaussian distribution of standard deviation σSVF,

which is drawn from U(0,bnlin). This field is then upsampled to full image size

with trilinear interpolation to obtain a stationary velocity field (SVF). Finally, we

integrate this SVF with a scale-and-square approach [160] to yield a diffeomorphic

deformation field that does not produce holes or foldings:

σSV F ∼ U(0,bnlin), (3.9)

φ
′
SV F ∼N10×10×10×3(0,σSVF), (3.10)

φSV F = Resample(φ ′
SV F ;rHR), (3.11)

φnonlin = Integrate(φSV F). (3.12)

Finally, we obtain an augmented label map L by applying φ to Sn using nearest

neighbour interpolation. For convenience, we define θφ = (θaff, σSVF). Therefore,
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L is given by:

L = Sn ◦φ(θφ ) = Sn ◦ [φaff(θaff)◦φnonlin(σSVF)]. (3.13)

This model yields a wide distribution of shapes, while securing spatial smoothness

to ensure that L still exhibits an anatomy resembling that of a brain (Figure 3.2.b).

3.2.2.3 Initial synthetic image

After deforming the input segmentation, we generate an initial synthetic scan G by

sampling a GMM conditioned on L. This is achieved by using the likelihood model

introduced in section 3.2.1, where G is formed by independently sampling at each

location j the distribution indexed by L j. Crucially, in order to randomise the con-

trast of G (Figure 3.2.c), all the GMM parameters θG = {µk,σk}1≤k≤K (which, as

opposed to θ ′
G, are not defined in log-space anymore) are sampled at each mini-

batch from uniform distributions of range {aµ ,bµ} for the means, and {aσ ,bσ} for

the standard deviations. We note that the latter are used to both model tissue het-

erogeneities, and approximate the Rician distribution of the scanner thermal noise.

µk ∼U(aµ ,bµ), (3.14)

σk ∼U(aσ ,bσ ), (3.15)

G j ∼N (µL j ,σ
2
L j
). (3.16)

3.2.2.4 Bias field simulation

We then simulate bias field artefacts to make SynthSeg robust to such effects. First,

we sample a small volume of shape 43 from a zero-mean Gaussian distribution of

random standard deviation σB. We then upsample this small volume to full image

size, and take the voxel-wise exponential to obtain a smooth and non-negative field

B. Finally, we multiply G by B to obtain a biased image GB (Figure 3.2.d), where the

previous exponential ensures non-negativity, and that division and multiplication by
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the same factor are equally likely [46, 43]:

σB ∼ U(0,bB), (3.17)

B′ ∼N4×4×4(0,σ2
B), (3.18)

B = Upsample(B′), (3.19)

GB, j = G j × exp(B j). (3.20)

3.2.2.5 Intensity augmentation

Then, an image Ĩ is produced by rescaling GB between 0 and 1 with min-max nor-

malisation, and applying a random gamma transform (voxel-wise exponentiation)

to further augment the intensity distribution of the synthetic scans. This transform

enables us to skew distributions while leaving intensities in the [0,1] interval. In

practice, the power is sampled in the logarithmic domain from the uniform distribu-

tion U(aγ ,bγ), and we take its exponential, for the same reason as the bias field.

Finally, we make the synthetic images more realistic by introducing a small

degree of spatial correlation between neighbouring voxels. This is achieved by

blurring Ĩ with a Gaussian kernel with standard deviation σblur (Figure 3.2.e). If ⃝∗

denotes the 3D image convolution operation, the final image I is given by:

γ ∼U(aγ ,bγ), (3.21)

Ĩ j =

(
G j −min j∈{1,...,J}(G j)

max j∈{1,...,J}(G j)−min j∈{1,...,J}(G j)

)exp(γ)

, (3.22)

I = Ĩ⃝∗ N (0,σ2
blur). (3.23)

3.2.2.6 Model output and segmentation target

At each training step, our method produces two volumes: an image I at rHR sampled

from the generative model, and its segmentation target T . The latter is obtained by

taking the deformed map L in (3.13), and resetting to background all the label values

that we do not wish to segment (e.g., extra-cerebral structure). Thus, T has K′ ≤ K

labels (Figure 3.2.f).
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rHR arot brot aζ bζ aτ bτ atr btr bnlin aµ bµ aσ bσ σblur bB aγ bγ

1 -10 10 .9 1.1 -.01 .01 -15 15 3 25 225 5 25 0.5 0.3 -.2 .2

Table 3.1: Hyperparameters used in our experiments. Angles are in degrees; spatial mea-
sures are in voxels, except rHR which is in millimetres. Intensity hyperparame-
ters assume an input in the [0,255] interval.

3.2.2.7 Domain randomisation

The proposed generative model involves several hyperparameters (described

above), which control the priors of model parameters. We emphasise that their

values (summarised in Table 3.1) are not chosen to mimic a particular imaging

modality or subject cohort. On the contrary, we adopt here a domain randomi-

sation approach [44], where all parameters are sampled at each mini-batch from

uniform priors of wide range, generally leading to unrealistic images (Figure 3.2).

As such, we force the network to learn contrast-agnostic features for improved

generalisation.

3.2.3 Segmentation network and learning

Given the described generative model, a segmentation network is trained by sam-

pling pairs (I,T ) on the fly (as opposed to relying on a fixed set of precomputed

training pairs), in order to present the network with a new contrast at each mini-

batch. Here we describe the network architecture, the training strategy, and the

inference pipeline.

3.2.3.1 Network architecture

In this work, we employ a 3D network based on the UNet architecture [6]. We

emphasise that this architecture was developed on previous work for segmentation

of 3D brain MRI scans [161]. We now detail the structure of the network, which

is also illustrated in Figure 3.3. Specifically, the network consists of five resolution

levels, each separated by a batch normalisation layer [9] along with a max-pooling

(contracting path), or upsampling operation (expanding path). All levels comprise

two convolution layers with 3×3×3 kernels. Every convolutional layer is associ-

ated with an Exponential Linear Unit activation (ELU) [8], except for the last one,
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Figure 3.3: Overview of the network UNet [6] architecture used in this chapter and the
following ones. It is composed of five resolution layers with concatenation
links between the contracting and expanding branches. All convolutions are
performed with 3×3×3 kernels and an ELU [8] activation, except for the last
one, which uses softmax. All max-pooling and upsampling operations are as-
sociated with a batch-normalisation layer [9]. During training, we use patches
of size 160× 160× 160 obtained by randomly cropping the generated input
images. The size of the corresponding feature maps throughout the network
for such inputs are displayed along with the number of feature maps used at
each level. We note that the network produces soft probability maps for the K′

structures to segment. This architecture is trained for 150,000 iterations (batch
size of 1) using a soft Dice loss with the Adam optimiser [10] and a learning
rate of 10−4.

which uses a softmax. While the first layer counts 24 feature maps, this number

is doubled after each max-pooling, and halved after each upsampling. Following

the UNet architecture, we use skip connections across the contracting and expand-

ing paths. Note that the network architecture is not a focus of this work: while

we employ a UNet (the most widespread network for medical images), it could in

principle be replaced with any other segmentation architecture.

3.2.3.2 Learning

The above-described network is trained with the soft Dice loss [7], that is averaged

across all predicted structures. If Yk represents the soft prediction for label k ∈
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1, ...,K, and Tk is its associated ground truth, this loss is given by:

Loss(Y,T ) = 1− 1
K′

K′

∑
k=1

2×
∑

J
j=1Yk, j ×Tk, j

∑
J
j=1Y 2

k, j+T 2
k, j

, (3.24)

We use the Adam optimiser [10] with a learning rate of 10−4, and a batch size of

1. We train over 150,000 iterations, which is enough for the learning to converge.

The network is trained twice, and the weights are saved every 5,000 steps. In total,

training takes around three days on a Nvidia Quadro RTX 6000 GPU (24Gb).

3.2.3.3 Inference

At test-time, the intensities of input scans are robustly normalised between 0 and 1

(using the 1st and 99th percentiles). The trained network then predicts soft proba-

bilistic segmentations for all target labels. Finally, hard segmentations are obtained

by applying an argmax operation on these soft predictions. We highlight that all

segmentations are given on a 1 mm isotropic HR grid that matches the resolution of

the training examples. Overall, the whole inference pipeline takes approximately 3

seconds per scan on a Nvidia Titan XP GPU (12GB).

3.2.4 Implementation details

Skull stripping: The proposed method is designed to segment brain MRI without

any preprocessing. However, in practice, some brain MRI scans do not include

extra-cerebral tissue, for example due to privacy issues. We build robustness to

skull stripped images, by treating all extra-cerebral regions as background in 20%

of training samples.

GPU implementation: In practice, the generative model and the segmentation

network are concatenated within a single model, which is entirely implemented on

the GPU in Keras [162] with a Tensorflow backend [163].

Contralateral structures: As detailed below (see Table 3.2), we use different label

values for the contralateral structures in each hemisphere (both during generation

and segmentation). This implies that during generation, the intensities of right and

left structures are not sampled from the same Gaussian distributions. For example,
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Cerebral white matterR/L* ThalamusR/L* HippocampusR/L* Brainstem*
Cerebral cortexR/L* CaudateR/L* AmygdalaR/L* Background*
Lateral ventricleR/L* PutamenR/L* Accumbens areaR/L* CSF

Inferior Lateral VentricleR/L* PallidumR/L* Ventral DCR/L* Skull
Cerebellar white matterR/L* 3rd ventricle* Choroid plexusR/L Eyes
Cerebellar grey matterR/L* 4th ventricle* Cerebral vesselsR/L Soft tissues

Table 3.2: List of the structures present in the training maps. Structures for which we use
different labels for right and left hemispheres are marked with R/L. Finally, the
regions predicted by the network are noted with *.

a training image can have a dark left thalamus, while presenting a bright right tha-

lamus. We have adopted this counter-intuitive strategy since it led to a slight but

consistent improvement (0.01 in Dice score) during pilot experiments.

3.3 General experimental setup

3.3.1 Brain MRI datasets

We use four datasets with an array of MR modalities, and contrast variations within

MR modalities. All datasets are at 1 mm isotropic resolution and contain labels for

37 regions of interest (ROIs).

T1-39: 39 whole head T1 scans at 1 mm isotropic resolution with manual seg-

mentations [2]. These scans were acquired using an MPRAGE sequence on a 1.5T

Siemens Vision scanner with parameters: TR = 9.7ms, TI = 20ms, TE = 4ms,

α = 10◦. We randomly split these scans between training (20) and testing (19). In

order to enable synthesis of full head scans, the training maps were complemented

with three labels for extra-cerebral tissues (skull, eye, and soft tissues) that were

computed semi-automatically with in-house tools (see Table 3.2 for a full list of the

training label values).

T1mix: 1,000 T1 whole head MRI scans collected from seven public datasets:

ABIDE [164], ADHD200 [165], GSP [166], HABS [167], MCIC [168], OA-

SIS [169], and PPMI [170]. All these scans are acquired at approximately 1 mm

isotropic resolution on a variety of scanners and using different protocols, so T1mix

enables evaluation on a large dataset of heterogeneous T1 contrasts. Since man-
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ual delineations are not available for these scans, we evaluate against automated

reference segmentations obtained with FreeSurfer [2, 171].

FSM: 18 subjects, each with 3 modalities: T1, T2, and a sequence typically used in

deep brain stimulation (DBS) [1]. All scans are acquired on a 3T Prisma scanner. T1

scanss follow an MPRAGE sequence with parameters: (TI = 700ms, TE = 2.98ms,

α = 4◦). The t2 scans have the following parameters: (TR = 3200ms, TI = 564ms,

TE = 3.66ms). Finally the DBS scans are acquired with an MPRAGE sequence

with TR = 3000ms, TI = 406ms, TE = 3.56ms, α = 8◦. As before, silver standard

reference segmentations are computed by running FreeSurfer on the T1 scans. This

dataset enables evaluation on two new contrasts, T2 and DBS.

MSp: T1 and proton density (PD) scans for 8 subjects, with manual delin-

eations [172]. Both types of scans are acquired on a 1.5T Siemens Sonata with

a multi-echo fast low-angle shot (FLASH) sequence with the following parame-

ters: TR = 20ms, TE = 60s, α = 3◦,30◦. These scans were approximately skull

stripped prior to availability. Despite its smaller size, this dataset enables evaluation

on another contrast (PD) that is very different than T1.

Importantly, while FreeSurfer reference segmentations are not as accurate as

manual delineations, they enable us to evaluate SynthSeg on vast amounts of scans

with highly diverse contrasts, which would have been infeasible with manual trac-

ings only. Moreover, FreeSurfer has been thoroughly evaluated on numerous inde-

pendent datasets, where it showed to produce accurate results [41, 173]. Finally, it

also yields high Dice scores against manual segmentations for T1-39 (0.88, albeit

biased by mixing FreeSurfer training and testing data) and MSp (0.85).

3.3.2 Competing methods

We compare our method SynthSeg with three other approaches:

Fully supervised network: We train a supervised UNet on the 20 training images

from the T1-39 dataset (whole brain, unprocessed), in order to assess the accuracy

of supervised CNNs on images of the same MR modality (T1) acquired on the

same and other platforms. We employ the same architecture and loss function as
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Input labels Deformed labels GMM sampling Bias field Training labelsTraining image

Figure 3.4: Generation of a T1-like image for training SynthSeg-rule.

for SynthSeg, and we use the same data augmentation when applicable, specifically

spatial deformation, and gamma augmentation. This supervised network can only

segment T1 scans, so we refer to it as “T1 baseline".

SAMSEG: Based on the Bayesian segmentation framework, SAMSEG [48] uses

unsupervised likelihood distributions, and is thus fully contrast-adaptive. Like our

method, SAMSEG can segment both unprocessed or skull stripped scans. SAM-

SEG does not need to be trained, but it independently solves an optimisation prob-

lem for each test scan, which typically requires 15 to 30 minutes.

SynthSeg-rule: We also analyse a variant of the proposed method, where we gen-

erate synthetic images with realistic contrasts that aim to reproduce the intensity

distributions of the test scans. This is achieved by training a different CNN for

each testing contrast, and by replacing the uniform priors for the GMM parameters

by label-specific Gaussian priors. The parameters of such priors are estimated in-

dependently for each contrast by segmenting a few test scans with SAMSEG, and

computing the means and variances for each label with robust statistics (median and

median absolute deviation). Overall, this variant enables us to compare the effect

of generating random against realistic contrasts. An example of these more realistic

synthetic images (conditioned on T1 contrast) is shown in Figure 3.4.

3.3.3 Experimental setup

All CNN methods are trained on the same 20 subjects from T1-39. We emphasise

that SynthSeg and SynthSeg-rule only require labels maps to be trained, whereas

the supervised network also uses the T1 scans.

Quantitative evaluations of the results are performed using a hard Dice score
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Method Overall performance modality-agnostic runtime (s)

T1 baseline
0.89 ± 0.10 (same dataset)

No 3.06 ± 0.02
0.59 ± 0.11 (other T1s)

SAMSEG 0.83 ± 0.02 Yes 1382 ± 192
SynthSeg-rule 0.82 ± 0.02 Yes 3.22 ± 0.03
SynthSeg 0.85 ± 0.02 Yes 3.22 ± 0.03

Table 3.3: Summary of results, capturing the performance of each method, its ability to
segment arbitrary modalities, and run time (averaged over 10 runs). SAMSEG
was run using 8 cores (Intel Xeon at 3.00GHz), whereas SynthSeg was run on
an Nvidia P6000 GPU. Image loading time was not considered.

metric, which measures the overlap between the same regions across two hard seg-

mentations. If X and Y are corresponding structures in two different segmentations,

their hard Dice score is given by:

Dice(X ,Y ) = 2× |X ∩Y |
|X |+ |Y |

, (3.25)

where | · | represents the cardinality of a set. Therefore, Dice scores vary between 0

(no overlap) and 1 (perfect match). Here, we compute Dice scores for a subset of 12

representative brain ROIs: cerebral white matter (WM), cerebral cortex (CC), lateral

ventricle (LV), cerebellar white matter (CW), cerebellar cortex (CBC), thalamus

(TH), caudate (CA); putamen (PU), pallidum (PA), brainstem (BS), hippocampus

(HP), and amygdala (AM). We note that results are averaged across hemispheres

for contralateral structures.

All approaches are evaluated on the test subset of T1-39, as well as on T1mix,

FSM, and MSp. We emphasise that we do not report results for the T1 baseline on

MR modalities other than T1 (Dice scores are inferior to to 0.1); nor on MSp since

it cannot cope with skull stripped data (Dice scores inferior to 0.4).

3.4 Results
Table 3.3 provides a summary of the methods and their runtime. Figure 3.5 shows

box plots for each ROI, method, and dataset, as well as averages across the ROIs.

Finally, Figure 3.6 shows sample segmentations for every method and dataset.
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The supervised T1 baseline excels when tested on the test scans of T1-39 (i.e.,

intra-dataset), achieving a mean Dice of 0.89, and outperforming all the other meth-

ods for every ROI. However, when tested on T1 images from T1mix and FSM, we

observe substantial variations in Dice scores (e.g., across the different sub-datasets

within T1mix), with a consistent decrease in performance (see for instance the seg-

mentation of the T1 in FSM in Figure 3.6). This is likely due to the limited variabil-

ity in the training dataset, despite the use of augmentation techniques, highlighting

the challenge of variation in unprocessed scans from different sources, even within

the same modality.

SAMSEG yields very uniform results across datasets of T1 contrasts, produc-

ing mean Dice scores within 0.03 Dice of each other. Being agnostic to contrast,

it outperforms the T1 baseline outside its training domain, and maintains this high

level of performance on the non-T1 contrasts. Although the mean Dice scores for

non-T1 contrasts are slightly lower than for the T1 datasets (where the white/grey

matter contrast is generally superior), SAMSEG maintains its high level of perfor-

mance on every contrast and dataset with a minimum mean Dice of 0.81.

SynthSeg also produces high Dice across all contrasts, slightly higher than

SAMSEG (0.02 mean Dice improvement), while requiring a fraction of its runtime

(Table 3.3). The improvement of SynthSeg compared to SAMSEG is consistent

across structures, except the cerebellum. Compared to the T1 baseline, SynthSeg

obtains Dice scores that are 0.03 lower than the T1 baseline on its training domain

(T1-39). This can be seen in Figure 3.6, where SynthSeg gives a slightly less ac-

curate segmentation of the thalamus, pallidum and putamen for the T1-39 example.

However, SynthSeg generalises substantially better to other T1 datasets, and can

segment other MRI contrasts with little decrease in performance (minimum mean

Dice is 0.83). Finally, we note that SynthSeg sometimes commit some mistakes,

particularly in the cerebellum (T1mix example in Figure 3.6).

Importantly, SynthSeg-rule is outperformed by SynthSeg, and its Dice scores

are also slightly lower than those produced by SAMSEG. This illustrates that adapt-

ing the parameters to a certain contrast is counterproductive, at least within our sim-



3.5. Discussion 68

Figure 3.5: Dice scores obtained by all methods, shown both in aggregate (top left), and for
individual ROIs on each dataset. Sub-datasets of T1mix are noted with a star.

ple generative model: we observe consistent drops in performance across ROIs and

datasets, despite injecting contrast-specific knowledge for each modality.

3.5 Discussion
In this chapter, we have presented a learning strategy for contrast-agnostic brain

MRI segmentation, which builds on classical generative models for Bayesian seg-

mentation. Sampling a wide range of model parameters enables the network to learn

to segment a wide variety of contrasts and shapes during training. At test time, the
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Figure 3.6: Example segmentations for each method and dataset. We selected the median
subject in terms of Dice scores across ROIs and methods.

network can therefore segment neuroanatomy given an unprocessed scan of any

contrast in seconds. While the network is trained in a supervised fashion, the only

data required for training are a few label maps. Importantly, the proposed method

does not need any real scans during training, since images are synthesised from the

labels, and are thus always perfectly aligned – in contrast to techniques relying on

manual delineations. However, we note that our method requires the training label

maps to contain labels for all brain structures to be synthesised.

While a supervised network excels on test data from the same domain it was

trained on, its performance quickly decays when faced with more variability, even

within the same type of MRI contrast. We emphasise that this effect is partic-

ularly pronounced as we tackle the challenging task of segmenting unprocessed

scans. This is one reason why deep learning segmentation techniques have not yet
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been adopted by widespread neuroimaging packages like FreeSurfer or FSL, where

fewer assumptions on the specific MRI contrast of the test data need to be made.

In contrast, SynthSeg maintains accuracy across T1 variants as well as other MRI

modalities.

In absolute terms, the Dice scores obtained by SynthSeg are consistently higher

than SAMSEG, and not far from supervised contrast-specific networks like the T1

baseline, or other similar methods [174]. Compared with a recent article that uses

a CNN to estimate the GMM and registration parameters of the Bayesian segmen-

tation framework [63], the method proposed here achieves higher average Dice on

T1 (0.86 vs 0.82) and PD datasets (0.83 vs 0.80). However, we highlight that di-

rect comparison is not available due to differences in datasets. More importantly,

this previous method requires significant preprocessing and modality-specific un-

supervised re-training. This highlights the ability of SynthSeg to segment a wide

variety of contrasts without retraining or preprocessing; the latter eliminates the de-

pendence on additional tools which can be computationally expensive and require

manual tuning.

Limitations of our method include the fact that SynthSeg sometimes produce

mistakes in the cerebellum (as shown in Figure 3.6), which happens in 2% of the

tested cases. A possible explanation is the fact that the training label maps do not

accurately capture the real anatomy of some regions: first the “tree-like” structure

of the white cerebellar matter, and also the extra-cerebral regions, which are only

represented by three coarse labels that do not model bones, muscles, fat, vascula-

ture, etc. As such, the synthetic training images do correctly represent the anatomy

seen at test-time, which probably affects more the cerebellum since it is “lower”

in the neck. Another current limitation is the fact that the robustness of SynthSeg

to other non-simulated effects remains unclear, such as its performance on face-

stripped scans, which is usually done by blurring or removing the face.

inally, by comparing the results of SynthSeg and SynthSeg-rule, we saw that

constraining the intensity distributions of the synthetic scans to look more realistic

leads to a consistent drop in accuracy. This result is also reinforced by the findings
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in our pilot experiments, where we saw that using different Gaussian distributions

for contralateral structures led to a small but consistent increase in Dice scores.

These outcomes are consistent with recent results in image augmentation[44, 157],

and supports the theory that forcing the network to learn to segment a broader range

of images than it will typically observe at test time improves generalisation. How-

ever, an important question that remains is whether there is a limit to the unrealistic

augmentations that we can apply that could ultimately cause the performance of

SynthSeg to degrade. This important point will be further explored in subsequent

chapters, notably in Chapter 6.

Overall, by greatly increasing the robustness of fast CNNs for the segmenta-

tion of a wide variety of MRI contrast, without any need for retraining, SynthSeg

promises to facilitate adoption of deep learning segmentation techniques by the neu-

roimaging community.



Chapter 4

Modelling low resolution acquisitions

and partial volume effects

This chapter is based on the following publication [175]:

B. Billot, E. Robinson, A.V. Dalca, J.E. Iglesias,

“Partial Volume Segmentation of Brain MRI Scans of any Resolution and Contrast”,

Medical Image Computing and Computer Assisted Intervention (MICCAI), 2020.

4.1 Background
In Chapter 3, we have introduced a framework for contrast-agnostic segmentation

of brain MRI scans. Although this method was successfully applied to volumes of

approximately 1 mm isotropic resolution, it has not been tested on scans at lower

resolutions, which are abundantly acquired in clinical settings. Here, we seek to

extend the previously introduced model to segment scans of any target resolution.

A well-known problem for automated segmentation of scans at low resolution

is the PV effect (see Section 1.2.4). As it will be shown in this chapter, modern

supervised segmentation approaches based on CNNs can learn to segment with PV

given appropriate training data, which can be obtained for instance by subsampling

manually labelled HR scans. However, CNNs do not generalise well to test scans

with significantly different resolutions [114], despite recent advances in transfer

learning and data augmentation [35, 114, 176].

PV effects also greatly affect the performance of Bayesian segmentation meth-
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ods, as these approaches get confused by the fact that intensities may not be rep-

resentative of a single tissue class [22, 57]. As explained in Section 2.1, PV can

easily be modelled within the Bayesian framework by extending the conventional

non-PV model with subsequent smoothing and subsampling operations. Neverthe-

less, Bayesian inference on this PV-aware model quickly becomes intractable, as

segmenting scans on the HR grid requires to marginalise over all HR label configu-

rations within each observed LR supervoxel. While simplifying assumptions can be

made to enable inference in relatively simple settings (i.e., segmenting uni-modality

scans only using a few labels) [62], Bayesian segmentation remains impractical for

most applications involving thick-slice scans.

In this chapter, we present PV-SynthSeg, which extends the model introduced

in Chapter 3 by segmenting brain MRI scans (possibly multi-modal) of any fixed

target resolution. Specifically, we propose here to incorporate the PV-aware for-

ward model of Bayesian segmentation within our generative model. Consequently,

the generated synthetic scans now present intensity distribution and PV character-

istics simulating those of real LR scans. As a result, the downstream segmentation

CNN is trained to learn the mapping between scans at a fixed low resolution and

HR segmentation maps (i.e., at 1 mm isotropic resolution). Importantly, we retrain

a different network for each new target resolution by adjusting the amount of syn-

thesised PV. Retraining is greatly facilitated by our approach, since, as before, it

only requires a set of training anatomical segmentations. PV-SynthSeg leverages

machine learning to achieve, for the first time, PV segmentation of MRI scans of

unseen, arbitrary resolution and contrast without any limiting simplifying assump-

tions. PV-SynthSeg is very flexible and can readily segment multi-modal and clini-

cal images, which would be unfeasible with exact Bayesian inference.

4.2 Methods

4.2.1 Bayesian segmentation with PV: intractable inference

In this section, we reuse the Bayesian generative model introduced in Chapter 3.

Let A be a probabilistic atlas that provides, at each spatial location, a vector with



4.2. Methods 74

the probabilities for K classes. The atlas is spatially warped by a deformation field φ

parametrized by θφ , which follows a distribution p(θφ ). Further, let L = {L j}1≤ j≤J

be a 3D label map of J voxels defined on a HR grid, where L j ∈ {1, ...,K}. We

assume that each L j is independently drawn from the categorical distribution given

by the deformed atlas at each location:

p(L,θφ |A) = p(θφ )p(L|θφ ,A) = p(θφ )
J

∏
j=1

p(L j|θφ ,A). (4.1)

Given a segmentation L, image intensities IHR = {IHR, j}1≤ j≤J at HR are as-

sumed to be independent samples of a (possibly multivariate) GMM conditioned on

the anatomical labels:

p(IHR,θG,θB|L) = p(θG)p(θB)
J

∏
j=1

N
(
IHR, j −B j(θB); µL j ,ΣL j

)
, (4.2)

where θG groups the GMM parameters, and B is the bias field in logarithmic do-

main, parametrised by θB. Both θG and θB have associated prior distributions p(θG)

and p(θB), which complete the non-PV model.

We model PV by assuming that, instead of the HR image IHR, we observe ILR =

{ILR, j′}1≤ j′≤J′ = D(I), defined over a coarser LR grid with J′ < J voxels, where

D is a blurring and subsampling operator. If the blurring is linear, the likelihood

p(ILR|L,θB,θG) is still Gaussian (since every LR voxel is a linear combination of

Gaussian HR voxels) but, in general, does not factorise over j′.

Bayesian segmentation often uses point estimates for the model parameters to

avoid intractable integrals. This requires finding the most likely model parameters

given the atlas and observed image, by maximising p(θφ ,θB,θG|ILR,A). Applying

Bayes’ rule and marginalising over the unknown segmentation, the optimisation

problem is formulated as:

argmax
θφ ,θB,θG

p(θφ )p(θB)p(θG)∑
L

p(ILR|L,θB,θG)p(L|θφ ,A). (4.3)

Without PV (i.e., D(I) = I), the sum over segmentations L is tractable because both
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b) Non-PV scan c) Downsampling d) Upsampling e) Training inputsa) Deformed 
labels

Figure 4.1: Generation of a synthetic multi-modal MRI scan (1×9×1 mm axial FLAIR and
a 1×1×9 mm coronal T1). We sample a HR image (b) from a deformed label
map (a). We then simulate PV scans at LR with blurring and subsampling
steps (c). The LR scans are upscaled to the isotropic HR voxel grid (d) to
generate training pairs (e).

the prior p(L|θφ ,A) and the likelihood p(I|L,θB,θG) factorise over voxels. How-

ever, in the PV case, blurring introduces dependencies between the underlying HR

voxels, and the sum is intractable, as it requires evaluating KJ terms. Even with

simplifying assumptions, such as limiting the maximum number of classes mixing

in a LR voxel to two, using a rectangular blurring kernel, and exploiting redundancy

in likelihood computations [62], computing the sum is prohibitively expensive. If M

represents the voxel size ratio between HR and LR, each optimisation iteration re-

quires K(K−1)2(M−1) evaluations of the prior and K(K−1)(1+M)/2 evaluations

of the likelihood, which only remain tractable for very low values of M.

4.2.2 Incorporating PV effects within our generative model

Instead of using PV-aware Bayesian segmentation, we propose here to incorporate

PV effects within the generative model introduced in Chapter 3. Specifically, we

sample synthetic images from the PV-aware generative model, and employ a CNN

to learn the mapping between LR intensities and HR labels. We now describe the

different steps of the modified model, which are illustrated in Figure 4.1.

4.2.2.1 Preliminary synthetic image

Starting from a training dataset {Sn} with N segmentations at high resolution rHR

(i.e., 1 mm isotropic), we first draw a segmentation Sn. We then obtain a preliminary
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image IHR by sampling the non-PV joint distribution introduced in Chapter 3:

p(IHR,L,θφ ,θG,θB,γ|Sn) = p(IHR|L,θG,θB,γ)p(L|θφ ,Sn)p(θφ )p(θG)p(θB)p(γ),

(4.4)

where the deformation field φ , the bias field B (parametrised by θφ and θB respec-

tively), and γ are obtained as explained in Section 3.2.2. However, instead of using

uniform distributions for p(θG) as in Chapter 3, we now sample the GMM parame-

ters from Gaussian distributions independently for each modality (see Section 4.2.3

for further details). We also emphasise that, as opposed to Section 3.2.2, no blurring

has been applied yet to form IHR. Overall, the present process yields a multi-modal

HR image IHR from a HR label map L (Figure 4.1.b).

4.2.2.2 Simulation of slice thickness

From this HR image, we now simulate low resolution acquisitions, starting with the

slice thickness. This is achieved by independently blurring each channel of IHR with

a Gaussian kernel that approximates real slice excitation profiles (see Section 1.2.2).

These offer the advantage of being decomposable in 3D: we can convolve in each di-

rection separately, which is much faster than 3D convolutions. Moreover, the values

used for the standard deviations of these kernels are in practice relatively low, such

that we can approximate the Gaussian kernels with masks of finite size truncated to

3 standard deviations. Therefore, these two points enable us to efficiently perform

the convolution in the space rather than the frequency domain, which would require

corresponding Fourier transforms. However, it is more convenient to initially de-

fine the standard deviation of the kernel in Fourier space. Here, we design it such

that the power of the HR signal is divided by 10 at the cut-off frequency (i.e., the

one that corresponds to the spatial truncation). As the standard deviations in the

spatial and discrete frequency domains are related by σ f σs = (2π)−1, the standard

deviation of the blurring kernel in spatial domain σthick is given by:

σthick =
3log(10)

2π
×

rLR,n

rHR
, (4.5)
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where rLR,n is the (possibly anisotropic) voxel size of the test scan in channel n.

Moreover, we further multiply σthick by a factor β , sampled from a uniform dis-

tribution of predefined range, to introduce small resolution variations aiming at in-

creasing robustness, and to mitigate the Gaussian slice profile assumption.

4.2.2.3 Simulation of slice spacing

After having simulated the slice thickness, we now simulate the target slice spacing

by subsampling the blurred version of IHR (still defined on the HR grid) with trilin-

ear interpolation. This process yields an image ILR, that is defined on the LR grid

(Figure 4.1.c).

4.2.2.4 Final HR training inputs

Finally, we upsample ILR back to the original HR space with trilinear interpolation

to obtain the training image I (Figure 4.1.d). This mimics the preprocessing at test

time, where the LR input scans are upscaled to rHR, so that the CNN produces

segmentations on the HR grid representing anatomy within the LR voxels.

4.2.2.5 Hyperparameter sampling strategy

As before, the hyperparameters governing the distributions of θφ and θB are drawn

from uniform distributions. However, we increase the ranges of these distributions

compared to Chapter 3 (see Table 4.1), which enables us to further augment the

synthetic training pairs.

Since this chapter focuses on the effect of resolutions, we do not train contrast-

agnostic networks. As such, the GMM parameters θG are sampled from modality-

specific Gaussian priors. Similarly to the SynthSeg-rule method of Chapter 3, the

parameters of these normal priors are estimated by segmenting a few scans of the

target modality with SAMSEG [48], and computing the mean and standard devi-

ation for the Gaussian prior of each label. However, instead of directly using the

means and standard deviations, we replace these values by the medians and median

absolute deviations, which are more robust to outliers produced by SAMSEG when

it mis-segments a region. In any case, we then artificially increase all the standard

deviations of the Gaussian priors by a factor of 5, with the aim of diversifying the
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rHR arot brot aζ bζ aτ bτ atr btr bnlin bB aγ bγ aβ bβ

1 -15 15 .8 1.2 -.01 .01 -20 20 3 0.5 -.3 .3 .85 1.15

Table 4.1: Ranges of the uniform distributions for the parameters of the generative model.
Resolutions are in millimetres, rotations are in degrees, and all other spatial
measures are in voxels.

generated contrasts, while keeping them centred around the target modality. We

note that this last step also enables us to mitigate potential intensity estimation er-

rors that may originate from SAMSEG segmentation mistakes.

4.2.3 Learning and inference

The mapping between upsampled LR brain MRI scans and HR segmentations is

learned by training a 3D UNet [6] with synthetic pairs generated on the fly. More

precisely, we retrain a model for each target low resolution by adjusting the amount

of simulated PV in the generated scans. Here we reuse the same architecture, loss

function, and training strategy as in Section 3.2.3.

During testing, input scans are resampled at rHR (i.e., 1 mm isotropic) with

trilinear interpolation, in order to obtain segmentations on the HR grid. As in Sec-

tion 3.2.3.3, the upsampled scans are normalised between 0 and 1, and passed to the

network.

Volumes of individual brain regions are estimated by summing all the values

of the corresponding soft predictions, and multiplying the result by the volume of

a voxel (1 mm3). We emphasise that summing soft probabilities rather than hard

segmentation enables us to account for segmentation uncertainties and, to a certain

extent, for partial volume effects [62]. Finally, hard segmentations are obtained by

applying an argmax to the soft predictions.

4.3 General experimental setup

4.3.1 Brain MRI datasets

T1-39: the same 39 1 mm isotropic T1 brain scans introduced in Chapter 3. We

keep the division between test and training (20 and 19 scans respectively), so that

each subset contains the same subjects as before. Moreover, we re-use the same
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training and testing manual segmentations as before.

FLAIR: 2413 T2-fluid attenuated inversion recovery (FLAIR) scans from

ADNI [177] at 1×1×5 mm resolution (axial). These scans are acquired on dif-

ferent scanners with varying protocols. Corresponding silver standard reference

segmentations are obtained by running FreeSurfer [2] on companion T1 scans (not

used in this work).

CobraLab: 5 multimodal (T1/T2) 0.6 mm isotropic scans with manual labels for

five hippocampal subregions (CA1, CA23, CA4, subiculum, molecular layer) [178].

All images are acquired on a 3T GE Discovery MR 750 scanner. The T1 scans are

acquired using a prepared fast spoiled gradient-recalled echo sequence, FSPGR-

BRAVO, with the following parameters: TR = 9.2ms, TI = 650ms, TE = 4.3ms,

α = 8◦. The T2 scans are acquired using a fast spin echo sequence, FSE-CUBE,

with th following parameters: TR = 2500ms, and TE = 95.3ms. We segmented

the rest of brain anatomy with FreeSurfer [2] to obtain dense label maps that will

be used for training.

ADNI-HP: this dataset is another separate subset of the ADNI dataset [177], with

268 subjects. Importantly, half of these subjects are diagnosed with Alzheimer’s

disease (AD), while the other half only includes healthy controls. Each subject has

been imaged with a 1 mm T1 isotropic scan, as well as with a T2 acquisition at

.4×.4×2 mm coronal resolution, where the latter only covers the hippocampus.

4.3.2 Competing methods

We compare PV-SynthSeg with two other competing methods.

Supervised CNN: The first competing approach is a supervised CNN using

the same 3D UNet architecture and augmentation (where applicable) as for PV-

SynthSeg. We emphasise that this method requires paired imaging and segmenta-

tion data for each new MR contrast and resolution. Here, we train different super-

vised CNNs for each combination of resolution and contrast, by using real images

that we blur and downsample to the target resolution. We emphasise that such

methods are only applicable when supervised data is available for the target do-

main, which is rarely the case for clinical LR acquisitions. Nevertheless, evaluating
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Figure 4.2: (a) Box plot of Dice scores in T1-spacing experiment with 3, 6 and 9 mm spac-
ing in coronal (co), axial (ax), and sagittal (sa) orientations, averaged over 12
representative ROIs (same as in Chapter 3). (b) Box plot of Dice scores for the
12 ROIs in the FLAIR experiment and their average (av).

the performance of supervised CNNs on their training domain provides us with an

informative upper bound for the accuracy of PV-SynthSeg.

SAMSEG: As in Chapter 3, we then evaluate the performance of Bayesian segmen-

tation without PV. This is a natural alternative to our approach, as it only requires

label maps for supervision, and adapts to MRI contrast.

All methods are tested by applying the same inference pipeline as in Sec-

tion 4.2.3. Hence, they all provide segmentations on the target HR grid. We then

evaluate all methods by computing Dice scores for the same 12 ROIs as in Chap-

ter 3. Moreover, these scores are computed on both the HR (“dense") and the LR

grid (“sparse"), the latter being obtained by downsampling the HR predictions to

the native space of the LR input scans.

4.4 Experiments and results
We evaluate PV-SynthSeg in three experiments. First, we study the accuracy of the

proposed approach as a function of resolution. Then, we evaluate the robustness of

our method on clinical FLAIR acquisitions. Finally, we analyse the results obtained

for segmentation of the hippocampal subfields from multi-modal scans.

4.4.1 T1-spacing: accuracy as a function of resolution

This first experiment aims at assessing performance at increasing levels of PV. In

this purpose, we simulate sparse clinical scans at decreasing resolutions by down-

sampling the 19 test subjects of T1-39 to 3, 6 and 9 mm slice spacing (all at 3 mm
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Figure 4.3: Structure-wise box plots of Dice scores in T1-spacing experiment for each
spacing and orientation, including 12 ROIs and their average (av): cerebral
white matter (WM) and cortex (CC); lateral ventricle (LV); cerebellar white
matter (CW) and cortex (CBC); thalamus (TH); caudate (CA); putamen (PU);
pallidum (PA); brainstem (BS); hippocampus (HP); and amygdala (AM).

slice thickness) in coronal, sagittal and axial orientations. For each of these nine

input resolutions, we use our learning strategy to train a different network to pro-
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Figure 4.4: Examples of dense segmentations for the T1-spacing experiment. First row:
sagittal view of 1×6×1 mm scan in coronal direction. Second row: coronal
view of 1×1×9 mm scan in axial direction. Due to PV effects, SAMSEG does
not accurately segment the caudate/lateral ventricle are (yellow arrows), as well
as the hippocampus area (blue arrow).

vide segmentations on the 1 mm isotropic grid. We evaluate the accuracy of the

output segmentations against the manual delineations of the test subjects, which are

directly available at 1 mm isotropic resolution.

Figure 4.2.a shows the mean Dice scores obtained by all method at each testing

resolution. PV-SynthSeg consistently outperforms SAMSEG by up to 0.06 in Dice

score, and is robust to large slice spacings: even at 9 mm, it yields competitive Dice

scores (0.83), both when evaluated densely and on the sparse slices. Comprehen-

sive structure-wise results are shown in Figure 4.3; they reveal that, with increas-

ing slice spacing, accuracy decreases the most for the thin and convoluted cerebral

cortex. This is also apparent in Figure 4.4, where the cortex is inaccurate for all

methods. Due to PV effects, SAMSEG inaccurately segments the caudate/lateral

ventricle area, and almost completely fails to segment the amygdala and the inferior

lateral ventricle, which our method successfully recovers. Having access to the ex-

act intensity distributions, the supervised approach outperforms PV-SynthSeg (only

marginally at higher slice spacing), but is only an option in the rare scenario where

one has access to manually labelled HR scans of the target contrast.

4.4.2 Evaluation on real LR acquisitions

We now evaluate PV-SynthSeg on scans representative of clinical acquisitions, with

real thick-slice images and a contrast other than T1. Specifically, we use the same
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Figure 4.5: Sagittal and coronal views of a sample (1×1×5 mm in axial direction) from the
FLAIR experiment with corresponding dense segmentation for each competing
method. SAMSEG is highly sensitive to PV: it segments the pallidum as puta-
men (red arrow), largely over-segments the hippocampus (green arrow) as well
as the lateral ventricle (yellow arrow).

20 label maps from the T1-39 dataset to train our method, and we then segment the

FLAIR dataset by producing segmentations on a 1 mm isotropic grid. The Gaussian

hyperparameters are estimated from a subset of 20 FLAIR scans, and the remaining

2393 are used for testing. We evaluate the results by computing Dice scores against

the segmentations derived from FreeSurfer. Here we still assess the performance

of SAMSEG, but we do not use a supervised CNN, in order to simulate clinical

settings for which data requirements are seldom met.

In this experiment, PV-SynthSeg achieves a mean Dice score of 0.77 (Fig-

ure 4.2.b). This is a good result, considering the low contrast of these scans and

their large slice thickness (5 mm). In contrast, SAMSEG only yields 0.65 Dice (0.12

Dice below PV-SynthSeg), and consistently labels the pallidum as putamen. This is

shown in Figure 4.5, where the pallidum is pointed by the red arrow. Although PV-

SynthSeg uses hyperparameters computed with SAMSEG, it successfully recovers

the pallidum (Dice ≈ 0.75), which highlights its robustness against inaccurate hy-

perparameter estimation. PV-SynthSeg is also noticeably more accurate in other

structures in this example, like the hippocampus (in green). As in T1-spacing, nei-

ther method is accurate for the cortex at this resolution (Dice ≈ 0.60) – again, partly
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due to the low grey-white matter contrast.

4.4.3 Volumetric study on multi-modal scans

Finally, we employ the ADNI-HP dataset to validate PV-SynthSeg in a proof-of-

concept neuroimaging group study conducted on a multi-modal MRI dataset with

different resolutions for each channel. In this experiment, we use the segmenta-

tions from the CobraLab dataset to train our model to segment the five hippocam-

pal subregions on the ADNI-HP dataset at 0.6 mm isotropic resolution. Since no

ground truth is available for the target dataset, we use the ability to detect well-

known hippocampal atrophy patterns in AD as a proxy for segmentation accu-

racy [179, 180, 181, 182]. We highlight that SAMSEG is now replaced with a

publicly available hippocampal segmentation algorithm [49], with a probabilistic

atlas also created from the CobraLab dataset.

We measure atrophy with effect sizes in predicted volumes between controls

and diseased populations. Here we compute effect sizes with Cohen’s d [183].

If µC, s2
C and µAD, s2

AD designate the sample means and variances of two volume

populations of size nC and nAD, where C stands for Controls and AD for Alzheimer’s

disease, Cohen’s d is given by:

d =
|µC −µAD|

s
, s =

√
(nC −1)s2

C +(nAD −1)s2
AD

nC +nAD −2
. (4.6)

Cohen’s d below 0.2 are considered to be small, whereas values above 0.8 indi-

cate large effect sizes [183]. Hippocampal volumes are computed by summing the

corresponding soft predictions, thus accounting for segmentation uncertainties. All

measured volumes are corrected for age, gender, and intracranial volume (estimated

with FreeSurfer) using a linear model.

Figure 4.6 shows that PV effects in the T2 scans cause the interface between

white matter and the lateral ventricle to appear as grey matter, leading to seg-

mentation errors in the Bayesian algorithm (see yellow arrows). Despite having

been trained on only five cases, the supervised method does not have this problem,

but follows the internal structure of the hippocampus (revealed by the molecular
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Figure 4.6: Segmentations from the Hippocampus experiment. (a) Close-up of coronal and
sagittal views of a T2 scan with corresponding segmentation by all methods.
The present scan is overlaid on its corresponding T1 scans, as the T2s of this
experiment may present a partial antero-posterior coverage of the hippocam-
pus. (b) Coronal views (T1 and T2) of a segmentation obtained for another
subject. In both (a) and (b), PV leads to segmentation errors for the Bayesian
approach (yellow arrows). The supervised method shows lower performance
for the molecular layer (blue arrows pointing to the brown labels).

Method CA1 CA23 CA4 Subiculum Molec. Layer Whole

Supervised: d 1.94 1.66 1.87 1.84 2.15 2.10
Supervised: p <10−29 <10−23 <10−28 <10−27 <10−34 <10−33

PV-SynthSeg: d 2.06 1.62 1.73 1.33 1.48 1.92
PV-SynthSeg: p <10−32 <10−25 <10−25 <10−15 <10−19 <10−29

Bayesian: d 1.93 1.42 1.73 1.96 0.48 1.79
Bayesian: p <10−29 <10−18 <10−24 <10−29 <10−4 <10−26

Table 4.2: Effect sizes (Cohen’s d) and p-values of non-parametric Wilcoxon tests, compar-
ing the volumes of the hippocampal substructures in AD subjects vs. controls.

layer: the dark band pointed by the blue arrows) much less accurately than PV-

SynthSeg. While all three methods detect large effect sizes in the AD experiment

(Table 4.2), PV-SynthSeg replicates well-known differential atrophy patterns (de-

rived from manual [182] and semi-automated segmentations [181]) much better

than the other two approaches, with CA1 showing stronger atrophy than CA4, and
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the subiculum remaining relatively spared.

4.5 Discussion

In this chapter, we have presented PV-SynthSeg, which extends the model of the

previous chapter to segment brain MRI scans with PV effects. PV-SynthSeg can

accurately segment most brain ROIs in scans with very large slice thickness, re-

gardless of their contrast. In general, PV-SynthSeg obtains slightly less accurate

results than supervised networks trained on the same domain as the testing scans.

However, we saw that the gap between the two slightly decreases when retraining

to segment at progressively lower resolutions, which is an encouraging result for

the application of the proposed method for such scans. Moreover, the real gain of

PV-SynthSeg compared to supervised networks is when we do not have supervised

training data in the domain of interest. Indeed, PV-SynthSeg can adapt to this sce-

nario, since it only requires a set of label maps to be trained, whereas supervised

CNNs would have to be trained on another source domain, which would expose it

to the domain-gap problem. As a result, PV-SynthSeg enables to easily train CNNs

for segmentation of brain MRI of any fixed contrast and resolution.

However, PV-SynthSeg still needs to be retrained for each new domain. If

this problem will be tackled in the subsequent chapters by further randomising the

contrast and resolution of the synthetic training examples, we note that, for exam-

ple, variations in resolution could also be tackled with hypernetworks [184]. These

have been proposed to mitigate the problem of relying on several networks to per-

form similar tasks, by adjusting the weights of a single network to the task at hand.

This approach has already been applied in medical image analysis for image recon-

struction [185], registration [186], and segmentation [187]. Here we hypothesise

that, although not tested in this thesis, hypernetworks could represent a potential

good solution to segment scans of different resolutions without having to retrain.

Another general limitation of PV segmentation is the low accuracy for the cor-

tex at larger spacing, which is explained by the fact that clinical scans with large

slice spacing cannot accurately render the thin and highly convoluted structure of
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the cerebral cortex. As a result, this issue precludes applications of our method to

cortical thickness analyses.

Overall, by enabling the analysis of brain MRI scans at low resolution with

varying PV effects, the method introduced in this chapter represents an intermediate

step to achieve our goal of segmenting strongly anisotropic clinical acquisitions.



Chapter 5

Extension to joint segmentation of

multiple sclerosis lesions and brain

anatomy

This chapter is based on the following publication [188]:

B. Billot, S. Cerri, K. Van Leemput, A.V. Dalca, J.E. Iglesias,

“Joint segmentation of Multiple Sclerosis lesions and brain anatomy in MRI scans

of any contrast and resolution with CNNs”,

International Symposium on Biomedical Imaging (ISBI), 2021.

5.1 Background
So far, we have achieved modality-agnostic segmentation of brain MRI scans, and

extended our method to easily segment at any fixed target resolution. However, the

presented methods have only been demonstrated in the context of healthy brains,

or for diseases with atrophy patterns (e.g., AD) that can be modelled, to a certain

extent, with spatial transformations. In this chapter, we seek to evaluate our method

when major appearance and morphology disruptions occur, and we focus here on

multiple sclerosis (MS) white matter lesions.

MS is a presumed autoimmune disorder affecting one in ten thousand people in

western countries [189]. MS attacks the central nervous system via a demyelinating

process, which causes physical and mental disabilities. Additionally, MS correlates
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with abnormally fast cerebral atrophy, especially for the cortex and deep grey matter

structures [190]. Because of its remarkable ability to image soft tissue and reveal

white matter lesions, MRI is the technique of choice to diagnose MS and monitor

its progression. Moreover, MRI is arguably the best technique to evaluate brain

atrophy, and volumetric measurements obtained from MRI scans can be used to

assess the efficacy of treatments [191]. For these reasons, joint segmentation of

lesions and brain structures from MRI scans is of high importance in tracking MS

progression. Although manual delineation is the gold standard, it remains time-

consuming and suffers from inter- and intra-rater variability issues, especially for

MS lesion segmentation [192]. Therefore, there is great value in automated tools for

accurate, fast, and reproducible segmentation of both MS lesions and brain anatomy.

State-of-the-art methods for MS lesion segmentation mostly build on recent

advances in CNNs [32, 193]. However, as previously explained, CNNs generalise

poorly to test scans of unseen resolution or contrast, which is especially problematic

when analysing MS data, since it is often acquired in clinical settings and thus may

vary considerably in terms of resolution, pulse sequence, hardware, etc.

In comparison, Bayesian segmentation methods are robust to changes in con-

trast, and their unsupervised variants can segment lesions in any modality [194].

State-of-the-art results have been achieved with an atlas-based approach [195],

where a variational autoencoder is used as a prior to model the spatial distribution

of lesions. However, these methods are slow compared to CNN-based approaches,

and may be fragile when used on clinical scans with high slice thickness and thus

subject to PV effects.

Building on Chapters 3 and 4, we present the first CNN to segment MS lesions

and brain regions from (possibly multimodal) MRI scans of any contrast and at any

specific target resolution. Specifically, we train contrast-agnostic CNNs on syn-

thetic scans with simulated lesions. As before, our method can be easily retrained

to segment at any target resolution, by re-using the same set of training segmen-

tations, and adjusting the amount of synthesised PV. Since the synthetic scans are

built from training label maps, and thus perfectly aligned with them, we can use
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noisy segmentations obtained with automated methods. This enables us to train

with public datasets, which have labels for MS lesions, that we complement with

automated labels for the brain anatomy. The results show that our method is more

robust than CNNs trained with real scans, and segments lesions as accurately as the

state-of-the-art in Bayesian contrast-adaptive methods, while being more accurate

for brain regions and running two orders of magnitude faster.

5.2 Methods
Segmenting MS lesions is challenging due to their highly varying appearance and

location. Since the method introduced in the two previous chapters achieves great

flexibility, we propose here to adapt it to MS lesions by modelling their appear-

ance with a separate Gaussian component, and by learning their spatial distribution

from manual lesion annotations available from public datasets [192, 196]. Since the

synthetic scans are perfectly aligned with their labels, we complement the training

segmentations with automated rather than manual labels.

5.2.1 Generative model

The presented generative model is the same as in the previous chapter, and we

briefly summarise it here. In training, we assume the availability of a pool of 3D

segmentations of J voxels at high resolution rHR, with labels for MS lesions and

brain structures (Figure 5.1.a). Image-segmentation pairs are generated at every

mini-batch as follows. First, we randomly select a segmentation Sn from the pool,

and spatially deform it into L with a diffeomorphic transform φ , parametrised by

θφ : L = Sn ◦φ(θφ ) (Figure 5.1.b).

We then generate an intensity image G (possibly multimodal), by sampling a

GMM of K classes conditioned on L, which we corrupt with a bias field B defined

in logarithmic domain and parametrised by θB:

p(G|L,θG,θB) =
J

∏
j=1

N
(
G j −B j(θB); µL j ,ΣL j

)
, (5.1)

where j indexes voxels and θG = {µk,Σk}1≤k≤K groups all the GMM parameters,
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a b c

Figure 5.1: Generation of a FLAIR scan: (a) Training label map with MS lesions (bright
purple); the segmentation of the brain regions are automated and thus imper-
fect. (b) Spatial augmentation. (c) GMM sampling, artefact and PV modelling.

that are sampled at each mini-batch from corresponding priors. Next, we normalise

G between 0 and 1, and raise its voxel intensities by a random exponent γ (centred

around 1) to yield an image IHR at high resolution rHR

As in Chapter 4, we then model resolution and PV by forming a low resolu-

tion image ILR defined on a coarser grid of J′ < J voxels. We first simulate voxel

thickness by independently blurring each channel n of IHR with a Gaussian kernel

of standard deviation σthick = 2log(10)(2π)−1β rLR,n/rHR, where rLR,n is the target

low resolution of the n-th channel, and β is a random factor (see Section 4.2.2). ILR

is obtained by downsampling each blurred channel to rLR,n to simulate slice spacing.

Finally, we obtain a training image I by upsampling ILR back to rHR (Fig-

ure 5.1.c). Meanwhile, a training segmentation T is obtained by removing the labels

in L that we do not wish to segment. Overall, (I,T ) pairs are sampled on the fly to

train a CNN to segment LR input scans on the target HR grid.

5.2.2 Parameter sampling and lesion modelling

Similarly to Chapters 3 and 4, the parameters of the generative model are all inde-

pendently sampled at each mini-batch for enhanced augmentation. On the one hand,

θφ , θB, γ , β are drawn from the same uniform distributions as in Chapter 4. On the

other hand, we now consider three sampling strategies for the GMM parameters θG,

which model the contrasts of lesions and anatomy:

SynthSeg : means and variances are drawn from uniform priors U(25,255) and

U(5,25), in order to train a modality-agnostic network (see Chapter 3) to segment
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anatomy and lesions of any contrast.

SynthSeg-rule : θG is sampled from modality-specific normal distributions with

hyperparameters estimated from a few scans of the target contrast and resolution

(see Section 4.2.3). SynthSeg-rule aims to simulate realistic contrasts for lesions

and anatomical regions in a given target modality.

SynthSeg-mix : we randomly select between the two previous strategies at each

mini-batch with equal probability. This method combines the tailored contrast mod-

elling of SynthSeg-rule with the higher generalisation of SynthSeg.

5.2.3 Learning and inference

We train a different network for each new target resolution (and modality, depending

on the sampling strategy for θG), using the same 3D UNet architecture, average soft

Dice loss function [7], and training parameters as in Chapters 3 and 4. Inference

is achieved like in the previous chapter by resampling the test scans to rHR, and

normalising their intensities between 0 and 1 with robust min-max normalisation.

5.3 General experimental setup

5.3.1 Brain MRI datasets

We use two publicly available datasets in our experiments:

MSSeg: 15 unpreprocessed T1 and FLAIR scans acquired on three different scan-

ners (Philips Ingenia 3T, Siemens Aera 1.5T, Siemens Verio 3T) with different pro-

tocols [192]. Scans have native resolutions varying between 0.75 and 1.1 mm), but

are all resampled to 1 mm isotropic resolution. Consensus lesion tracings are ob-

tained by merging the delineations of seven human raters [192]. Whole-brain seg-

mentations are obtained by using the lesions labels to apply a lesion filling method

to the T1 scans [197], and process the latter with FreeSurfer [2]. Finally, the au-

tomated FreeSurfer segmentations are combined with the consensus tracings into

silver standard reference labels for evaluation.

ISBI15: 15 skull-stripped T1 (0.92 × 0.92 × 1.4 mm) and FLAIR scans (0.95 ×

0.95× 2.5 mm), resampled to 1 mm isotropic [196]. The T1 scans are acquired
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using a Philips 3T scanner with the following parameters: TR = 10.3ms, TE = 6ms,

α = 8◦, while the FLAIR sans use TI = 835ms, TE = 68ms. Using distance maps,

we combine manual labels of the lesions from two raters into consensus tracings.

These are merged with FreeSurfer segmentations (computed as above) to obtain

silver standard reference labels for evaluation.

5.3.2 Competing methods

We compare the three variants of our method, namely SynthSeg, SynthSeg-rule and

SynthSeg-mix against two competing methods.

Supervised CNN: First, we train supervised CNNs on real annotated images of the

target contrast and resolution. Importantly, we use the same 3D UNet architecture

and apply the same augmentation as for our method. Again, we emphasise that this

approach requires supervised training data, which is seldom available for a given

combination of contrast and resolution.

SAMSEG-lesion: We also compare our method against a state-of-the-art Bayesian

tool for MS lesion and anatomy segmentation “SAMSEG-lesion” [195]. Even if

its lesion model is trained on a private dataset of 212 scans (more than 10 times

larger than both of our training sets) [195], SAMSEG-lesion is a natural competitor

to the SynthSeg variants as it is fully contrast adaptive, only requires label maps to

be trained, and segments most brain regions.

5.4 Experiments and results

5.4.1 Cross-validation study on MSSeg

In this first experiment, we conduct a cross-validation study on the MSSeg dataset,

by dividing it in 3 folds of 5 subjects each. We separately segment the T1, FLAIR,

and multimodal T1-FLAIR scans of each fold after having trained our method on

the labels of the two remaining folds. Importantly, we train two SynthSeg mod-

els for each fold (one for the unimodal scans, and one for the T1-FLAIR pairs),

whereas we train SynthSeg-rule and SynthSeg-mix three times each (once for every

modality) with intensity distributions estimated on the scans of the corresponding
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Figure 5.2: (a) Box plots of the cross-validation Dice scores for the MS lesions and (b) for
the average over the same 12 brain ROIs as in previous chapters. (c) and (d)
show the results obtained when training on MSSeg and testing on ISBI15.

training folds. We highlight that the contrasts of multi-modal images are sampled

independently without the use of covariance matrices. We assess performance by

computing the Dice scores for MS lesions and 12 representative ROIs (the same as

in Chapters 3 and 4).

The box plots of Figure 5.2.a and 5.2.b show that SynthSeg and its variants are

able to segment MS lesions and brain ROIs on real test scans, despite having only

been trained on synthetic data generated from automated segmentations of brain

anatomy. These scores also approach the inter-rater precision median Dice score

of 0.68 (computed on the seven manual delineations). Interestingly, training with

random or realistic contrasts yields very similar results (no statistical difference for

two-sided non-parametric Wilcoxon signed-rank test), while mixing both strategies

leads to significant improvements (p < 0.01 for all scores). Compared to the state-

of-the-art tool SAMSEG-lesion, our method obtains similar results for MS lesions

(no statistical difference, except with SynthSeg-mix for FLAIR), and is more accu-

rate for brain ROIs while running considerably faster.

We note that the lesion scores of the variants SynthSeg and SAMSEG-lesion

remain behind the inter-rater precision median Dice score of 0.68 (computed on the

seven manual delineations). In comparison, the supervised CNNs are much closer

to the intra-rater level, since they are trained on the exact intensities. As such, the

supervised CNNs considerably outperform the other approaches (except SynthSeg-

mix for the lesions, where no statistical difference can be inferred), but are only

an option when supervised training data of the target contrast and resolution are

available.



5.4. Experiments and results 95

(a) Ground Truth (b) Supervised (c) SAMSEG-lesion

(f) SynthSeg-mix(d) SynthSeg (e) SynthSeg-rule

Figure 5.3: Segmentation of an ISBI15 FLAIR scan by all evaluated methods. MS lesions
are in bright purple. Arrows indicate major segmentation errors (yellow for MS
lesions, red for brain ROIs).

5.4.2 Generalisation to ISBI15

In the second experiment we evaluate the robustness of our method by retraining

every model on all MSSeg scans, and testing them on the held-out ISBI15 dataset.

As before, we compute Dice scores obtained for 1 mm resolution segmentations of

the T1, FLAIR and T1-FLAIR scans. However, we now train different SynthSeg

models for the T1 and FLAIR scans, as they do not have the same native resolutions.

The robustness of the proposed method is demonstrated in the second experi-

ment, where SynthSeg and its variants sustain their high level of performance when

tested on the ISBI15 dataset (Figure 5.2.c,d and 5.3). In contrast, the scores of the

supervised CNNs drastically degrade compared to the first experiment, thus show-

ing poor generalisation ability, even within the same MR modality (Figure 5.3.b).

Although it was trained on a much larger dataset, SAMSEG-lesion achieves a level

of performance similar to our method for MS lesions (no statistical difference), but

is significantly outperformed for the brain ROIs. For example, SAMSEG-lesion

segments the cerebral cortex poorly (red arrows in Figure 5.3.c), which is well re-

covered by all the variants of SynthSeg.
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5.5 Discussion

In this chapter, we have shown that our approach can robustly adapt to severe

anatomical changes in the context of MS lesions. Despite being trained on partly

automated labels, our method achieves state-of-the-art results in contrasts-agnostic

segmentation, and generalises well to unseen image contrasts. While mixing syn-

thetic scans of realistic and random contrasts in training gives slightly more accu-

rate results for a fixed contrast and resolution, we found that using totally random

contrasts enables to readily segment lesions in scans of any contrast at a given res-

olution.

A limitation of this work is that despite yielding results similar to other auto-

mated algorithms on unseen contrast and resolution, the different variants of Synth-

Seg proposed in this chapter are still far from the inter-rater accuracy. We believe

that the results in lesion segmentation can be improved in several manners. First,

we could replace the Gaussian assumption for their intensity distribution by a more

precise model, such as a multi-variate Gaussian model, or one that accounts for spa-

tial intensity variations within a single lesion. Moreover, the spatial distribution of

the simulated lesions could be improved by replacing the manual lesion segmenta-

tions used in this work with a generative model of lesions such as in [195]. Finally,

further gain in performance could be obtained in the multi-modal scenario by using

covariance matrices when sampling the contrast of each modality.

We also note that a close inspection of Figure 5.2 reveals that there is slight

drop in accuracy for SynthSeg and its variants between MSSeg and ISBI15. First,

this can be explained by the fact that images in the ISBI15 datasets are of slightly

lower quality, as they present a general lower resolution than the MSSeg data which

directly impacts the results. This might also be the reason why SAMSEG-lesion

also presents this decrease in accuracy between MSSeg and ISBI15, since it does

not model PV effects at varying resolutions. Second, the MSSeg scores have been

obtained by performing a cross-validation analysis, which is known to present opti-

mistic results compared to training and testing on different datasets (as it is the case

for ISBI15). Finally, we acknowledge that this drop in accuracy also suggests that
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there is still room for improvement for improving the generalisation ability of the

SynthSeg method, an issue that will be addressed in the subsequent chapters.

Overall, we believe that the approach presented in this chapter is a first step

in demonstrating the capability of the general SynthSeg approach to tackle the seg-

mentation of pathologies that deviate from the healthy brain anatomy.



Chapter 6

Segmentation of brain MRI scans of

any contrast and resolution without

retraining

This chapter is based on the following submission (under review):

B. Billot, D.N. Greve, O. Puonti, A. Thielscher, K. Van Leemput, B. Fischl, A.V.

Dalca, J.E. Iglesias,

“SynthSeg: Segmentation of brain MRI scans of any contrast and resolution without

retraining”.

6.1 Background
In Chapter 3, we built robustness to contrast at high resolution, and we then suc-

cessively showed that our generative model could be modified to incorporate PV

effects (Chapter 4), and to model pathologies causing important variations in brain

anatomy and appearance (Chapter 5). In this chapter, we aim at grouping all these

different aspects under one single model, that could be used without any retraining

or fine-tuning. Here we present a refined version of SynthSeg, which can readily

segment brain scans of any contrast and resolution, without having to be retrained

or fine-tuned. This is achieved by keeping the same generative model and domain

randomisation strategy as before (including image contrast, morphology, artefacts,

etc.), but we now also randomise the simulated resolution of each training example.
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As in Chapter 3, we apply a random subset of common preprocessing operations to

each example (e.g., skull stripping, bias field correction), such that SynthSeg can

segment scans with or without preprocessing.

By adopting this domain randomisation strategy, our method only needs to be

trained once. This is a considerable improvement over supervised CNNs and do-

main adaptation strategies, which all need retraining or fine-tuning for each new

contrast or resolution, thus hindering clinical applications where the image acqui-

sition protocols are extremely variable (see Section 1.2.3). We also highlight that

the only required training run is greatly facilitated in terms of training data, since

it only necessitates a set of anatomical label maps. Furthermore, we showed in the

previous chapter that these could be obtained automatically (rather than manually).

Indeed, the fact that synthetic images are perfectly aligned with their segmentations

enables us to avoid labelling mistakes, which usually preclude the use of automated

labels for training. In this chapter, we use such automated segmentations to greatly

improve the robustness of SynthSeg to a wide range of morphology by including

training maps obtained from public datasets of highly diverse populations (e.g.,

young and healthy, or ageing and diseased).

Another question that we try to address in this chapter, is to have a better

understanding of whether there is a limit to the “unrealism” of the synthetic scans,

from which the performance of the trained model start to decrease. To answer

this question we tune all the hyperparameters controlling the generative model, and

conduct a sensitivity analysis on the tuned values. Similarly we also conduct an

ablation study on several aspects of the methods to understand what are the effects

of the different augmentations during generation.

Overall, SynthSeg yields almost the accuracy of supervised CNNs on their

training domain, but unlike them, exhibits a good generalisation ability. Indeed,

SynthSeg consistently outperforms state-of-the-art domain adaptation strategies and

Bayesian segmentation on all tested datasets. Moreover, we demonstrate the gen-

eralisability of SynthSeg by obtaining state-of-the-art results in cross-modality car-

diac segmentation.
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Inputs for training
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Input Labels

Figure 6.1: Steps of the generative model: (a) selection of an input label map, (b) spatially
3D deformation, (c) GMM sampling, (d) bias field and intensity augmentation,
(e) simulation of random slice spacing and thickness, (f) upsampling to the
target HR.

6.2 Methods

6.2.1 Generative model with randomised resolution

As in previous chapters, SynthSeg is trained on synthetic scans sampled on the fly.

Here we describe the changes made to the generative model in order to make the

downstream network agnostic to differences in resolution.

6.2.1.1 Preliminary HR image

We assume the availability of N training label maps {Sn}N
n=1 at high resolution

rHR with values in {1, ...,K}. We emphasise that these training label maps can be

obtained manually, automatically (by segmenting brain scans with an automated

method), or even can be a combination thereof – as long as they share the same

labelling convention. Moreover, we note that some training labels maps include

labels for lesions (see Section 6.3.2). As before, a preliminary image IHR is built

by randomly selecting a segmentation from the training set, spatially augmenting

it in 3D, sampling a first image of random contrast, and applying a bias field and

a gamma transform (Figure 6.1.a-d). However, we note that we now decouple the

intra-region intensity variations (still modelled by the GMM) from the scanner ther-

mal noise, which we simulate by adding to the whole image a white noise of random

standard deviation drawn in U(0,20).
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6.2.1.2 Resolution randomisation

We now model differences in resolution. After randomly selecting a direction (i.e.,

axial, coronal, or sagittal), we draw the slice spacing rspac and the slice thickness

rthick from U(rHR,bres) and U(rHR,rspac), respectively. Note that rthick is bound by

rspac as slices very rarely overlap in practice.

Once these resolution parameters have been sampled, we first simulate slice

thickness by blurring IHR into Iσ with a Gaussian kernel of standard deviation σthick,

which is further multiplied by a random coefficient β (see Section 4.2.2.2). Slice

spacing is then modelled by downsampling Iσ to ILR at the prescribed low resolution

rspac with trilinear interpolation (Figure 6.1.e). Finally, ILR is upsampled back to rHR

(typically 1 mm), such that the CNN is trained to produce crisp HR segmentations,

regardless of the simulated resolution. This process can be summarised as:

rspac ∼ U(rHR,bres), (6.1)

rthick ∼ U(rHR,rspac), (6.2)

β ∼ U(aβ ,bβ ), (6.3)

σthick = 2log(10)(2π)−1
β rthick/rHR, (6.4)

Iσ = IHR⃝∗ N (0,σ2
thick), (6.5)

ILR = Resample(Iσ ;rspac) , (6.6)

I = Resample(ILR;rHR) , (6.7)

where ⃝∗ is the 3D image convolution operation.

6.2.1.3 Model outputs

This model produces an image I at rHR along with its target segmentation T . The

latter has K′ ≤ K values, which are obtained by removing the labels that we do not

wish to segment from the deformed segmentation (Figure 6.1.f).

6.2.2 Tuning the hyperparameters of the generative model

As opposed to the previous chapters where the hyperparameters governing the gen-

erative model are set by visual inspection of the produced images, we now tune
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Figure 6.2: Representative samples from the presented generated model. Synthetic scans
present a considerable diversity in terms of contrasts and resolutions, but also
in terms of sizes, shapes, and bias fields. Further variability can be observed re-
garding skull stripping, lesions, and anatomical morphology (see Section 6.3.2
for more details).

Parameters Values

[arot , brot ] [−20, 20]
[aζ , bζ ] [0.8, 1.2]
[aτ , bτ ] [−0.01, 0.01]
[atr, btr] [−30, 30]

Parameters Values

bnlin 4
[aµ , bµ ] [0, 255]
[aσ , bσ ] [0, 35]

bB 0.6

Parameters Values

[aγ , bγ ] [−0.4, 0.4]
rHR 1
bres 9

[aβ , bβ ] [0.95, 1.05]

Table 6.1: Parameters controlling the generative model. Intensity parameters assume an
input in the [0, 255] interval. Rotations are expressed in degrees, and spatial
measures are in voxels, except resolutions that are in millimetres. Parameters
follow the notation introduced in previous chapters.

their values by trying to maximise the results obtained on a validation set. This

includes the parameters controlling the range of the uniform GMM priors, spatial

deformations, and intensity augmentations. Table 6.1 reveals that all the new values

lead to even broader prior distributions than previously. Interestingly, we see that

the uniform priors of the means of the GMM now cover the whole range of possible

intensities (from 0 to 255). Also, even though the parameters of the spatial defor-

mations yield wider distributions than before, they lead to synthetic images that still

closely resemble brains (Figure 6.2). Overall, we highlight that these values are the

object of a sensitivity analysis in Section 6.4.2.
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6.2.3 Segmentation network and learning

We train a segmentation network by sampling pairs {I,T} on the fly from the above-

described generative model. Here we use the same architecture, loss function, and

training parameters as in previous chapters. However, convergence now approx-

imately takes 300,000 steps (seven days on a Nvidia RTX6000), and models are

saved at every 10,000 iterations. Finally, the retained model is chosen based on

a validation set. We note that the network now takes longer to converge than in

the previous chapters, which is caused by the increased complexity of the synthetic

training data due to the resolution randomisation. We also tried to increase the size

of the network in pilot experiments to evaluate if a larger and deeper network could

cope better with such variability, but the results were very similar to the network

presented here while being obtained at higher computational cost.

6.2.4 Inference

At test time, hard segmentations are obtained by resampling input scans to rHR,

normalising their intensities between 0 and 1, and taking the argmax of the soft

predictions given by the network. In practice, we also perform test-time augmen-

tation [198], which slightly improved results on the validation set. Specifically, we

segment two versions of each test scan: the original one, and a right-left flipped

version of it. The soft predictions of the flipped input are then flipped back to native

space (while ensuring that right-left labels end up on the correct side), and aver-

aged with the predictions of the original scan. Once test-time augmentation has

been performed, final segmentations are obtained by keeping the biggest connected

component for each label. In total, the whole inference pipeline takes around 14

seconds per scan on a Nvidia TitanXP GPU (12GB).

6.3 General experimental setup

6.3.1 Brain scans and reference segmentations

In total, our experiments on brain segmentation use eight datasets comprising 5,300

scans of six different modalities and ten resolutions. The splits between training,

validation, and testing are summarised in Table 6.2.
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Dataset Subjects Modality Resolution

Training

T1-39 20
SynthSeg: Label maps

1 mm isotropic
Baselines: T1

HCP 500
SynthSeg: Label maps

1 mm isotropic
Baselines: T1

ADNI 500
SynthSeg: Label maps

1 mm isotropic
Baselines: T1

Validation
T1-39 4 T1 all tested resolutions
FSM 3 T2, DBS all tested resolutions

Testing
T1-39 15 T1 all tested resolutions
ADNI 1,000 T1 1 mm isotropic
T1mix 1,000 T1 1 mm isotropic
FSM 15 T1, T2, DBS all tested resolutions
MSp 8 T1, PD all tested resolutions

FLAIR 2,393 FLAIR 5 mm axial
CT 6 CT 3 mm axial

Table 6.2: Summary of the used brain datasets. The 10 test resolutions are 1mm3 and
3/5/7mm in either axial, coronal, or sagittal direction. SynthSeg is trained solely
on label maps (no intensity images).

T1-39: 39 T1 scans with manual labels for 37 structures [41]. They were acquired

with an MP-RAGE sequence at 1 mm isotropic resolution.

HCP: 500 T1 scans of young subjects from the Human Connectome Project [199],

acquired at 0.7 mm resolution, and that we resample at 1 mm isotropic resolution.

ADNI: 1,500 T1 scans from the ADNI [177]. All scans are acquired at 1 mm reso-

lution from a wide array of scanners and protocols. In contrast to HCP, this dataset

comprises ageing subjects, some diagnosed with mild cognitive impairment or AD.

As such, many subjects present strong atrophy patterns and white matter lesions.

T1mix: 1,000 T1 scans at 1 mm isotropic resolution from seven datasets:

ABIDE [164], ADHD200 [165], GSP [166], HABS [167], MCIC [168], OA-

SIS [169], and PPMI [170]. We use this heterogeneous dataset to assess robustness

to intra-modality contrast variations due to different acquisition protocols.

FSM: 18 subjects with T1, T2, and DBS sequences at 1 mm resolution [1].
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MSp: 8 subjects with T1 and PD acquisitions at 1 mm isotropic resolution [172].

These scans were skull stripped prior to availability, and are manually delineated

for the same labels as T1-39.

FLAIR: 2,393 FLAIR scans at 1× 1× 5mm axial resolution. These subjects are

from another subset of the ADNI database, and hence also present morphological

patterns related to ageing and AD. Matching 1 mm T1 scans are also available, but

they are not used for testing.

CT: 6 computerised tomography (CT) scans at 1×1×3mm axial resolution [200],

with the aim of assessing SynthSeg on imaging modalities other than MRI. These

scans are acquired using a Siemens DR-H scanner. As for the FLAIR dataset,

matching 1 mm T1 scans are also available.

In order to evaluate SynthSeg on more resolutions, we artificially downsample

all modalities from the T1-39, FSM, and MSp datasets (all at 1 mm isotropic res-

olution) to nine different LR: 3, 5 and 7 mm spacing in axial, coronal, and sagittal

directions. These simulations do not use real-life slice selection profiles, but are

nonetheless very informative since they enable to study the segmentation accuracy

as a function of resolution.

Except for the T1-39 and MSp datasets, which are available with manual la-

bels, we use reference segmentations obtained with FreeSurfer [2] on the T1 scans

of each dataset, and undergo a visual quality control for anatomical correctness.

As explained in Section 3.3.1, FreeSurfer has been shown to be very robust across

numerous T1 datasets and yields Dice scores in the range of 0.85-0.88 [41, 173].

Therefore, its use as a silver standard reference enables reliable assessment of Dice

below 0.85; any scores above that level are considered equally good.

6.3.2 Training segmentations and population robustness

As indicated in Table 6.2, the training set comprises 20 label maps from T1-39, 500

from HCP, and 500 from ADNI. Mixing these label maps considerably increases

the morphological variety of the synthetic scans (far beyond the capacity of the

proposed spatial augmentation alone), and thus enlarges the robustness of SynthSeg

to a wide range of populations. We emphasise that using automated label maps for
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ba

Figure 6.3: Each training label maps is available (a) with, or (b) without lesion labels
(green), and at different levels of skull stripping: perfect, imperfect, or none.

training is possible because synthetic images are by design perfectly aligned with

their segmentations.

Because SynthSeg requires modelling all tissue types in the images, we com-

plement the training segmentations with 12 extra-cerebral labels obtained with a

Bayesian segmentation approach [201] including labels for: bones, muscles, skin,

arteries, among others. Note that these new labels are dropped with 50% chances

during generation, to make SynthSeg compatible with skull stripped images. More-

over, we randomly “paste” during training lesion labels from FreeSurfer with 50%

probability, to build robustness against white matter lesions (Figure 6.3). However,

we emphasise that, as opposed to Chapter 5, lesions are now segmented as white

matter. Finally, we further increase the variability of the training data by randomly

left/right flipping segmentations and cropping them to 1603 volumes.

6.3.3 Competing methods

We compare SynthSeg against five other approaches:

T1 baseline [35]: A supervised network trained on real T1 scans (Table 6.2). We

use the same data augmentation as for SynthSeg (when applicable), including the

new noise injection step. This baseline seeks to assess the generalisation of super-

vised CNNs to intra-modality (T1) contrast variations.

nnUNet [202]: A state-of-the-art supervised approach, very similar to the T1 base-

line, except that the architecture, augmentation, pre- and postprocessing are auto-

mated with respect to the (real) T1 input data.

Test-time adaptation (TTA) [115]: A state-of-the-art domain adaptation method

relying on fine-tuning. Briefly, a segmentation CNN is trained on supervised data,

while a denoising network is trained to correct erroneous segmentations. The seg-
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mentation CNN is then fine-tuned on each target domain by using the denoised

predictions as ground truth.

SIFA [132]: A state-of-the-art unsupervised domain adaptation strategy, where

image-to-image translation and segmentation modules are jointly trained (with

shared layers). SIFA seeks to align each target domain to the source data in both

feature and image spaces for improved adaptation.

SAMSEG [48]: A state-of-the-art Bayesian segmentation framework with unsuper-

vised likelihood. SAMSEG is contrast-adaptive, and can segment at any resolution,

albeit not accounting for PV effects.

The predictions of all methods are postprocessed as in Section 6.2.4, except

for nnUNet, which uses its own postprocessing. All learning-based methods are

trained twice, and models are chosen relatively to the validation set. Segmentations

are assessed by computing (hard) Dice scores and the 95th percentile of the surface

distance (SD95, in millimetres).

6.4 Experiments and results
Here we evaluate present SynthSeg in four experiments. First, we compare it against

all competing methods on every dataset. Then, we conduct an ablation study on the

proposed method. The third experiment validates SynthSeg in a proof-of-concept

neuroimaging group study. Finally, we demonstrate the generalisability of our

method by extending it to cardiac MRI and CT.

6.4.1 Robustness to contrast and resolution

In this experiment, we assess the generalisation ability of SynthSeg by comparing it

against all competing methods for every dataset at 1 mm isotropic resolution (Fig-

ure 6.4, Table 6.3).

Despite that fact that SynthSeg has never been exposed to a real image during

training, it reaches almost the same level of accuracy as supervised networks (T1

baseline and nnUNet) on their training domain (0.88 against 0.91 Dice scores on

T1-39). Moreover, SynthSeg generalises better than them on intra-modality con-

trast variations, as it always meets the 0.85 level that can be reliably assessed with
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T1-39 ADNI T1mix FSM-T1
MSp-T1

FSM-T2
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Figure 6.4: Box plots showing Dice scores obtained by all methods for every dataset. For
each box, the central mark is the median; edges are the first and third quartiles;
and outliers are marked with ♦.
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Figure 6.5: Sample segmentations from the first experiment. Major segmentation mistakes
are indicated with yellow arrows.

FreeSurfer, whereas the T1 baseline and nnUNet are often below. Crucially, Synth-

Seg sustains a good accuracy across all tested contrasts and resolutions, which is

infeasible with supervised networks alone. Indeed, SynthSeg outputs high-quality

segmentations for all domains, even for FLAIR and CT scans at LR (Figure 6.5).

Moreover, SynthSeg produces the best scores for all eight target domains, six of

which with statistical significance for Dice and eight for SD95 (Table 6.3).

Although the tested domain adaptation approaches (TTA, SIFA) considerably
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Datasets T1 baseline nnUNet TTA SIFA SAMSEG SynthSeg

Dice
T1-39 0.91 0.91 - - 0.85 0.88
ADNI 0.83 0.82 0.83 0.8 0.81 0.84
T1mix 0.86 0.84 0.87 0.82 0.86 0.87
FSM-T1 0.84 0.84 0.87 0.84 0.86 0.88
MSp-T1 0.82 0.81 0.85 0.84 0.83 0.86*
FSM-T2 - - 0.82 0.82 0.82 0.86*
FSM-DBS - - 0.71 0.82 0.81 0.86*
MSp-PD - - 0.8 0.74 0.81 0.84*
FLAIR - - 0.71 0.73 0.64 0.78*
CT - - 0.46 0.62 0.71 0.76*

SD95 (mm)
T1-39 1.31 1.31 - - 1.85 1.5
ADNI 2.63 2.8 2.26 3.03 3.09 2.18*
T1mix 2.14 2.32 1.73 2.24 1.77 1.69*
FSM-T1 2.09 2.11 1.72 2.21 1.81 1.59*
MSp-T1 3.55 3.71 2.14 2.57 2.47 1.89*
FSM-T2 - - 2.35 2.32 2.21 1.87*
FSM-DBS - - 4.48 2.09 2.34 1.81*
MSp-PD - - 3.71 4.41 2.99 2.06*
FLAIR - - 3.95 3.30 3.67 2.35*
CT - - 19.43 4.51 3.36 3.29*

Table 6.3: Mean Dice scores and 95th percentile surface distances (SD95) obtained by all
methods for every dataset. The best score for each dataset is in bold, and marked
with a star if significantly better than all other methods at a 5% level (two-sided
Bonferroni-corrected non-parametric Wilcoxon signed-rank test). Supervised
methods cannot segment non-T1 modalities, and domain adaptation strategies
are not tested on the source domain.

increase the generalisation of supervised networks, they are still outperformed by

SynthSeg for all contrasts and resolutions. This is a good result since, as opposed

to domain adaptation strategies, SynthSeg does not require any retraining. We note

that fine-tuning the TTA framework makes it more robust than supervised methods

for intra-modality applications (noticeably higher lower-quartiles), but its results

can substantially fluctuate for larger domain gaps (e.g., on FSM-DBS, FLAIR, and

CT). This is partly corrected by SIFA (improvement of 14.92mm in SD95 for CT),

which is better suited for larger domain gaps [115], albeit with some abrupt vari-

ations (e.g., MSp-PD). In comparison, SAMSEG yields consistently good results
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Figure 6.6: Examples of segmentations obtained by SynthSeg for two scans artificially
downsampled at decreasing LR. SynthSeg presents an impressive generalisa-
tion ability to all resolutions, despite heavy PV effects and important loss of
information at LR. However, we observe a slight decrease in accuracy for thin
and convoluted structures such as the cerebral cortex (red) or the white cerebel-
lar matter (dark yellow).

Figure 6.7: Dice scores for data downsampled at 3, 5, or 7mm in either axial, coronal, or
sagittal direction (results are averaged across directions).

across MR contrasts at 1 mm resolution (average Dice score of 0.83). However,

because it does not model PV, its accuracy greatly declines at low resolution: Dice

scores decrease to 0.71 on the 3 mm CT dataset (0.05 Dice below SynthSeg), and to

0.64 on the 5 mm FLAIR dataset (0.14 Dice below SynthSeg).

To further validate the robustness of the proposed approach against changes
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Figure 6.8: Mean Dice scores obtained for SynthSeg and ablated variants.

in resolutions, we test SynthSeg on all artificially downsampled data (Table 6.2),

and we compare it against T1 baselines retrained at each resolution, as well as

SAMSEG. The results show that SynthSeg maintains a very good accuracy for all

tested resolutions (Figure 6.7). Despite the considerable loss of information at LR

and heavy PV effects, SynthSeg only loses 0.038 Dice between 1 mm and 7 mm

slice spacing on average, mainly due to thin structures like the cortex (Figure 6.6).

Meanwhile, SAMSEG is strongly affected by PV, and loses 0.076 Dice across the

same range. As before, the T1 baselines obtain excellent results on scans similar

to their training data, but generalise poorly to unseen domains (i.e., FSM-T1 and

MSp-T1), where SynthSeg is clearly superior. Moreover, the gap between them on

the training data progressively narrows with decreasing resolution, until it almost

vanishes at 7 mm, thus making SynthSeg particularly useful for LR scans.

6.4.2 Ablations on DR and training label maps

We now validate several aspects of our method, starting with the domain randomi-

sation strategy. We first focus on the intensity profiles of the synthetic scans by

training four variants: (i) SynthSeg-R, which is resolution-specific; (ii) SynthSeg-

RC, which is specific to both resolution and contrast, and where we use normal

priors estimated on each target domain (i.e., as SynthSeg-rule in Chapter 5); (iii) a
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Number of training segmentations 1 5 10 15 20
Number of retrainings 8 5 4 3 2

Table 6.4: Number of label maps (N) and associated retrainings. The latter increase for low
values of N to compensate for the greater variability in subject selection.

variant using slightly tighter GMM uniform priors (µ ∈ [10,240], σ ∈ [1,25], as

opposed to µ ∈ [0,255], σ ∈ [0,35]); and (iv) a variant with even tighter priors

(µ ∈ [50,200], σ ∈ [1,15]). SynthSeg-R and SynthSeg-RC assess the effect of con-

straining the synthetic intensity profiles to look more realistic, whereas the two last

variants study the sensibility to the ranges of the GMM uniform priors. Finally,

we train three more networks by ablating the lesion simulation, bias and spatial

augmentations, respectively.

Figure 6.8 shows that, crucially, narrowing the distributions of the generated

scans in SynthSeg-R and SynthSeg-RC to simulate a specific contrast and/or reso-

lution, leads to a consistent decrease in accuracy: despite retraining them on each

target domain, they are on average lower than SynthSeg by 0.014 and 0.026 Dice re-

spectively. Interestingly, the variant with slightly tighter GMM priors obtains scores

almost identical to the reference SynthSeg, whereas restricting these priors (at the

risk of excluding intensities encountered in real scans) leads to poorer performance

(0.023 fewer Dice on average). Finally, the bias and deformation ablations highlight

the impact of those two augmentations (loss of 0.037 and 0.043 in Dice scores, re-

spectively), whereas ablating the lesion simulation mainly affects the ADNI and

FLAIR datasets, where the ageing subjects are more likely to present lesions (aver-

age loss of 0.039 Dice).

In a second set of experiments, we evaluate the effect of using different num-

bers of segmentations during training. We retrain SynthSeg on increasing numbers

of label maps randomly selected from T1-39 (N ∈ {1,5,10,15,20}, see Table 6.4).

Moreover, we include the version of SynthSeg trained on all available maps, to

quantify the effect of adding automated segmentations from diverse populations.

All networks are evaluated on six representative datasets, including a new subset of

ADNI with T1 scans at 1 mm resolution (Figure 6.9). The results reveal that using
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only one training map already attains decent Dice scores (between 0.68 and 0.80

for all datasets). As expected, the accuracy increases when adding more maps, but

Dice scores almost reach their maximum value when using N = 5 (except for MSp-

PD, which levels off at N = 10), which suggests that a good accuracy can already

be achieved with very few training label maps. Interestingly, Figure 6.9 also shows

that SynthSeg requires fewer training examples than the T1 baseline to converge

towards its maximum accuracy.

Meanwhile, adding 1,000 training automated maps from diverse subject pop-

ulations enables us to improve robustness to morphological variability, especially

for the ADNI and FLAIR datasets with ageing and diseased subjects (Dice scores

increase by 0.018 and 0.019 Dice respectively). To confirm this trend, we study

the 3% of ADNI subjects with the largest ventricular volumes (relatively to the

inter-cranial volume, ICV), whose morphology substantially deviates from the 20

manual training maps. For these ADNI cases (30 in total), the average Dice score

increases by 0.047 Dice for the network trained on all label maps compared with

the one trained on manual maps only. This result further demonstrates the gain in

robustness obtained by adding automated label maps to the training set of SynthSeg

(Figure 6.10).

6.4.3 Alzheimer’s Disease volumetric study

In this experiment, we evaluate SynthSeg in a proof-of-concept volumetric group

study, where we assess its ability to detect hippocampal atrophy related to AD [203].

Specifically, we study whether SynthSeg can detect similar atrophy patterns for

subjects who have been imaged with different protocols. As such, we run SynthSeg

on a separate set of 100 ADNI subjects (50 controls, 50 AD), all with 1 mm isotropic

T1 scans as well as FLAIR acquisitions at 5 mm axial resolution.

As in Chapter 4, we measure atrophy with effect sizes (Cohen’s d [183]) in pre-

dicted volumes between controls and diseased populations. All measured volumes

are corrected for age, gender, and intracranial volume (estimated with FreeSurfer)

by using a linear model.

In addition to SynthSeg, we evaluate the performance of SAMSEG, and all
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Figure 6.9: Dice vs. number of training label maps for SynthSeg (circles) on representative
datasets. The last points are obtained by training on all available labels maps
(20 manual plus 1,000 automated). We also report scores obtained on T1mix
by the T1 baseline (diamonds).

Ground Truth SynthSeg after training on
20 manual maps only

SynthSeg after training on 20 
manual + 1,000 automated maps

Figure 6.10: Close-up on the hippocampus for an ADNI testing subject with atrophy pat-
terns that are not present in the manual training segmentations. Hence, train-
ing SynthSeg on these manual maps only leads to limited accuracy (red ar-
rows). However, adding a large number of automated maps from different
populations to the training set enables us to improve robustness against mor-
phological variability (green arrow).

Cohen’s d are compared to the value obtained by running FreeSurfer on the T1

scans [2]. The results, reported in Table 6.5, reveal that both methods yield a Co-

hen’s d close to that of the HR T1 scans. We emphasise that, while segmenting the

hippocampus in 1 mm T1 scans is of modest complexity, this task is much more

difficult for 5 mm axial FLAIR scans, since the hippocampus only appears in two to

three slices, and with heavy PV. For this reason, the accuracy of SAMSEG greatly

degrades on FLAIR scans, where it obtains less than half the expected effect size.
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Contrast Resolution FreeSurfer SAMSEG SynthSeg

T1 1 mm3
1.38

1.46 1.40
FLAIR 5 mm axial 0.53 1.24

Table 6.5: Effect size (Cohen’s d) obtained by FreeSurfer, SAMSEG, and SynthSeg for
hippocampal volumes between controls and AD patients for different types of
scans.

In contrast, SynthSeg sustains a high accuracy on the FLAIR scans, producing a

Cohen’s d much closer to the reference value, which was obtained at HR.

6.4.4 Extension to cardiac segmentation

In this last experiment, we demonstrate the generalisability of SynthSeg by ap-

plying it to cardiac segmentation. With this purpose, we use two new datasets:

MMWHS [204], and LASC13 [205]. MMWHS includes 20 MRI scans at approx-

imately 1 mm resolution, and 20 CT scans at very high resolution (0.28-0.58 mm

in-plane, 0.45-0.62 mm slice spacing). All these scans are available with manual la-

bels for seven regions (see Table 6.6). On the other hand, LASC13 includes 10 MRI

heart scans at approximately 1.25 mm isotropic resolution, with manual labels for

the left atrium only. We randomly split the MMWHS MRI dataset between training

(13), validation (2), and testing (5), while the two remaining datasets (MMWHS CT

and LASC13) are used for testing only.

Nevertheless, the label maps used for training only model the target regions

to segment, whereas SynthSeg requires labels for all the tissues present in the test

images. Therefore, we enhance the training segmentations by subdividing all their

labels (background and foreground) into finer subregions. This is achieved by clus-

tering the intensities of the associated image with the Expectation Maximisation

algorithm [50]. First, each foreground label is divided into two regions to model

blood pools. Then, the background region is split into a random number of N re-

gions (N ∈ [3,10]), which aim at representing the surrounding structures (e.g., ves-

sels, bronchi, bones) with different levels of granularity (Figure 6.11). All these

label maps are precomputed to alleviate computing resources during training. We

also emphasise that all sub-labels are merged back with their initial label for the loss
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Image (not for training) Training image

Enhanced training label maps for image generation Target segmentationManual labels
N=3 N=4 N=5 N=6
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Figure 6.11: Obtaining training label maps for segmentation of cardiac chambers. Starting
from a set of images with manual delineations, we obtain dense training la-
bel maps by clustering the intensities of the image: each foreground in split
in two (shaded colour), whereas the background is subdivided between vary-
ing regions (N ∈ [3,10]) to model surrounding regions with different level of
granularity. Finally, we train the network with synthetic images to segment
the seven regions with manual labels.

Datasets LA RA LCV RCV MYO AA PUA average

MMWHS MRI 0.91 0.9 0.89 0.84 0.81 0.86 0.86 0.87
MMWHS CT 0.92 0.86 0.89 0.88 0.85 0.94 0.84 0.88
LASC13 0.9 - - - - - -

Table 6.6: Dice scores for seven cardiac regions: left atrium (LA), right atrium (RA), left
cardiac ventricle (LCV), right cardiac ventricle (RCV), myocardium (MYO),
ascending aorta (AA), and pulmonary artery (PUA). LASC13 only has ground
truth for LA.

computation during training. Finally, inference is performed as in Section 6.2.4, ex-

cept for the test-time flipping augmentation that is now disabled.

The results are reported in Table 6.6, and show that SynthSeg segments all

seven ROIs with very high precision (all Dice scores are above 0.8). Moreover, it

maintains a good accuracy across all tested datasets, with mean Dice scores of 0.84

and 0.88 for MMWHS MRI and CT respectively. These scores are similar to the

state-of-the-art results in cross-modality cardiac segmentation obtained by unsuper-

vised domain adaptation strategies [132, 206, 207] (with maximum Dice score of

0.82) when training on MMWHS MRI and testing on MMWHS CT. However, we

note that these results are not directly comparable, due to differences in working

resolution (2 mm for all these methods, 1 mm for SynthSeg). Overall, segment-
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Figure 6.12: Representative cardiac segmentations obtained by SynthSeg on three datasets,
without retraining on any of them, and without using real images during train-
ing. LASC13 only has ground truth for LA (pink).

ing all these datasets at this level of accuracy (Figure 6.12) is an achievement for

SynthSeg, since, as opposed to the methods cited above, it is not retrained on any

of them.

6.5 Discussion
In this chapter, we have proposed the first method for segmentation of brain MRI

scans of any resolution and contrast (including CT) without retraining or fine-

tuning. The impact of the adopted domain randomisation strategy is demon-

strated by the domain-constrained SynthSeg variants, since training contrast and

resolution-specific networks yields poorer performance. SynthSeg obtains slightly

better scores than state-of-the-art domain adaptation methods for small domain

gaps, while considerably outperforming them for larger domain shifts. Addition-

ally, the proposed method is consistently more accurate than Bayesian segmenta-

tion, while being robust to PV effects at LR, and running two orders of magnitude

faster. SynthSeg can reliably be used in clinical neuroimaging studies, as it detects

AD atrophy patterns on LR clinical scans. Finally, by obtaining state-of-the-art re-
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sults for cardiac cross-modality segmentation, we have shown that SynthSeg has the

potential to be extended to many more medical imaging applications.

An important question that was tackled in this chapter was whether there was

a limit to the amount of “unrealism” in the synthetic training scans above which

the performance of the trained model could decrease. It seems here that there are

different outcomes. Regarding the GMM priors, the sensitivity analysis showed that

it was important to be able to represent intensity distributions covering the whole

range of possible intensities, since restricting the range of the GMM uniform priors

from [0,255] to a smaller range leads to poorer results.

However, there is a clear limit in terms of intensity and spatial augmentation.

By intensity augmentation, we refer to the image corruptions that are performed af-

ter the GMM sampling, i.e., the bias corruption, noise injection, and gamma trans-

form. It is clear by looking at Figure 6.2, that even though these intensity augmenta-

tions sometimes lead to very unrealistic visual results, the brain still remains clearly

visible in all synthetic scans. Similarly, we can see that the combination of hyperpa-

rameter values that obtained the best validation results still yields synthetic training

examples that closely resembles brain anatomy. Therefore we can conclude that the

network builds a tolerance to unrealistic brain images, as long as they remain plau-

sible. This outcome is rather intuitive, as it seems logical that the network needs

to rely on a good understanding of what a brain is in order to be able to segment

structures with similar intensity distributions but at different locations in the brain.

In comparison, synthetic images of random contrast and of totally random shapes is

less a problem in registration, since a registration CNN is able to align two images

without necessarily building an understanding of the brain anatomy [76].

Overall, by producing robust and reproducible segmentations of brain MRI

scans of a wide range of contrasts and resolutions, SynthSeg has the potential to

analyse highly heterogeneous clinical scans, for which very few methods have been

developed. This hypothesis is now going to be tested in the next chapter.



Chapter 7

Hierarchical CNNs for segmentation

of brain MRI scans in the wild

This chapter is based on the following submissions:

• B. Billot, M. Colin, S.E. Arnold, S. Das, J.E. Iglesias, “Robust Segmenta-

tion of Brain MRI in the Wild with Hierarchical CNNs and no Retraining”,

accepted to Medical Image Computing and Computer Assisted Intervention

(MICCAI), 2022 [208].

• B. Billot, M. Colin, S.E. Arnold, S. Das, J.E. Iglesias, “Robust machine learn-

ing segmentation for large-scale analysis of heterogeneous clinical brain MRI

datasets”, under review.

7.1 Background
In this chapter, we seek to apply the proposed learning strategy to develop a self

standing tool (including brain segmentation, automated quality control of the re-

sults, and estimation of intracranial volume) for the analysis of heterogeneous clin-

ical scans “in the wild”. Overall, being able to analyse such clinical datasets is

highly desirable, since they represent the overwhelming majority of brain MRI

scans. For example, 10 million brain clinical scans were acquired in the US in

2019 alone [209]. This figure is considerably larger than the size of the biggest

research studies such as ENIGMA [210] or UK BioBank [211], which comprise
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tens of thousands subjects. Hence, analysing such clinical data would considerably

increase the sample size and statistical power of the current neuroimaging studies.

Furthermore, it would also enable the analysis of populations that are currently un-

derrepresented in research studies (e.g., ADNI [177] and UK BioBank [211] with

95% white subjects [212, 213]), but that are more easily found in clinical datasets.

As explained in Chapter 1, the use of clinical data in neuroimaging studies has

been mainly hindered by the lack of segmentation tools that can cope with the high

variability in acquisition protocols. Possible methods for deployment in the clinic

include running FreeSurfer on companion 1 mm T1 scans and/or using such labels

to train a supervised network (possibly with domain adaptation) to segment other

sequences. However, these methods preclude the analysis of the majority of clinical

datasets, where 1 mm T1 scans are rarely available.

Because SynthSeg is currently the only method that can segment scans of any

contrast and resolution without retraining, it holds great promises for clinical appli-

cations. The only other strategies that can adapt to variability in the testing data are

domain adaptation and Bayesian segmentation. However, these methods are hardly

usable for heterogeneous data: the former needs to be retrained for every new con-

trast or resolution, and the latter remains sensitive to changes in resolution. We also

emphasise that these methods were shown in previous chapters to be outperformed

by SynthSeg. However, we will show in this chapter that, despite its great potential,

SynthSeg frequently falters when applied to clinical scans with low signal-to-noise

ratio (SNR), poor tissue contrast, very low resolution, or insufficient field-of-view.

Importantly, segmentations with low accuracy are often characterised by spurious

or topologically incorrect outputs, which is a common problem of CNNs [214].

Several strategies have been introduced to improve the robustness of CNNs

against artefacts that lead to poor segmentations, most notably hierarchical mod-

els. These models divide the final task into easier operations such as: progressive

refining of segmentations at increasing resolutions [202], or segmenting the same

image with increasingly finer labels [215]. However, even hierarchical models may

struggle to capture high-order topological relations in difficult cases [214]. Recent
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approaches have sought to solve this problem by modelling high-order topological

relations, either by aligning predictions and ground truths in latent space during

training [216], by correcting predictions with a registered atlas [217], or with de-

noising networks [218].

While the aforementioned methods substantially improve robustness, they do

not guarantee accurate results in every single case. Hence, the ability to identify

erroneous predictions is crucial, especially when analysing clinical data of varying

quality. Traditionally, this has been achieved with visual quality control (QC), but

several automated strategies have now been proposed to replace this tedious proce-

dure. A first class of methods seek to register predictions to a pool of reference seg-

mentations to compute similarity scores [219], but the required registrations remain

time-consuming. Therefore, recent techniques employ fast CNNs to model QC as a

regression task, where faulty segmentations are rejected by applying a thresholding

criterion on the regressed scores [220, 221, 222].

In this chapter, we present SynthSeg+, the first segmentation suite for robust

analysis of clinical brain MRI scans of any contrast and resolution. Specifically,

the proposed method leverages a novel deep learning architecture composed of hi-

erarchical networks and denoisers. This new architecture is trained with the domain

randomisation approach introduced by SynthSeg, and is shown to considerably in-

crease the robustness of the original method. Furthermore, SynthSeg+ includes new

modules for cortex parcellation, automated failure detection, and estimation of in-

tracranial volume (ICV, a crucial covariate in volumetry). All aspects of our method

are thoroughly evaluated on more than 15,000 highly heterogeneous clinical scans,

where SynthSeg+ is shown to enable, for the first time, automated segmentation and

volumetry of large, uncurated clinical datasets.

7.2 Methods

7.2.1 A multi-task hierarchical segmentation suite

As opposed to SynthSeg, which segments brain scans with only one network,

SynthSeg+ uses hierarchical modules designed to efficiently decompose the seg-
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Figure 7.1: (a) Overview of the inference pipeline of SynthSeg+. As opposed to SynthSeg,
which segments scans with only one network, SynthSeg+ now performs the
segmentation task with three modules: S1, D, and S2. SynthSeg+ is also able to
perform cortex parcellation and automated quality control with corresponding
networks S3, and R.

(b) Outputs of the intermediate modules for three representative cases, each dis-
played on a different row. First, all modules produce accurate results. Second, the
denoiser corrects mistakes in the initial tissue labels (red boxes), ultimately leading
to a good segmentation. Third, all modules obtain poor results due to the very low
tissue contrast of the input, but the automated QC correctly identifies the output as
unusable for subsequent analyses.

mentation task into easier intermediate steps that are less prone to errors (Fig-

ure 7.1.a). For this purpose, a first network S1 is trained to produce coarse ini-

tial segmentations of the input images. More precisely, these initial segmentations

only contain four labels that group brain regions into classes of similar tissue types

and intensities (cerebral white matter, cerebral grey matter, cerebrospinal fluid, and

cerebellum). These classes are easier to discriminate than individual regions.

The output of S1 is then fed to a denoising network D [218] in order to increase

the robustness of the initial segmentations. By modelling high-level relations be-

tween tissue types, D seeks to correct potential semantic inconsistencies introduced

by S1, like in the top red box in Figure 7.1.b, where there cerebral grey matter around
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the ventricles. Moreover, it also enables recovery from large mistakes in the initial

tissue classes (e.g., missing brainstem in bottom red box in Figure 7.1.b), which

sometimes occur for scans with low SNR, poor contrast, or very low resolution.

Whole-brain segmentations are obtained with a second segmenter S2, which

takes as input the image and the corrected tissue classes given by D, thus combining

the robustness of D with the accuracy of S2. In practice, S2 learns to subdivide the

initial tissue predictions into the target labels, as well as to refine the boundaries

given by D, which are often excessively smooth (e.g., the cortex in Fig. 7.1.b). In

practice, S2 segments the exact same labels as SynthSeg (see Table 3.2), plus the

CSF, in order to be able to estimate ICV.

We then employ a third segmenter S3, which takes as input the segmentation

of the cortex given by S2, and learns to subdivide it into 68 labels following the

Desikan-Killiany cortical atlas [223] used in FreeSurfer [224]. The final output of

S3 is then obtained by taking the segmentation of S2 and replacing its cortex region

with the 68 cortical labels produced by S3.

In parallel, a regressor R provides us with overall “QC scores” describing the

quality of the obtained segmentations, which we use to preform automated QC.

Here, the QC scores aim to reflect Dice scores that would have been obtained if

the input test scans were available with associated ground truths [225]. More pre-

cisely, R is trained to regress Dice scores for 10 representative ROIs (white matter,

cortex, lateral ventricle, cerebellum, thalamus, hippocampus, amygdala, pallidum,

putamen, brainstem), based solely on the segmentations produced by S2. One can

then apply a thresholding criterion to reject segmentations obtaining too low QC

scores for one or several regions.

We highlight that by SynthSeg+ we refer to all the whole pipeline (i.e., the en-

semble of S1, D, S2, S3, and R). However, we note that S3 and R only require whole

brain segmentation as inputs. Hence, these modules can be applied to segmenta-

tions obtained with other methods using the same labels as S2. This is for example

the case of the SynthSeg version developed in the previous chapter, to which S3

and R can be appended. We now describe the training procedure of all the different
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(a) Deformed Labels (b) HR image (c) LR image (d) Training data for S1 (e,f) Training data for S2

Figure 7.2: Generative model to train S1 and S2. A label map is deformed (a) and used
to generate an HR scan (b), from which we simulate a LR scan of random
resolution (c). S1 is trained to produce HR segmentations of the four coarse
tissue classes from the LR image, which is upsampled to HR space for con-
venience (d). S2 is trained to estimate all target labels, using both the image
and soft tissue segmentations as inputs (e,f). During training, we corrupt these
tissue maps to model the errors made by the denoiser D.

modules, which are trained separately.

7.2.1.1 Training of the S1 and S2 segmenters

In order to obtain domain-agnostic networks, S1 and S2 are trained separately with

synthetic scans sampled from the generative model of Chapter 6. This includes:

spatial deformation, sampling a first image from a GMM of randomised parame-

ters, applying a bias field and intensity augmentations, noise injection, simulating

acquisitions of random resolutions, and upsampling back to the target HR (Fig-

ure 7.2.a-d), and removing the labels that we do not wish to segment. Nevertheless,

based on the requirements of each network, different additional steps are added to

obtain the final ground truth segmentations. For S1, these are completed by convert-

ing the 37 target labels to their corresponding tissue classes (Figure 7.2.d). While

the ground truths for S2 contain all target labels (Figure 7.2.e), we also perform

this conversion to simulate the input segmentations given by D. We highlight, that

the simulated segmentation inputs are represented as soft probability maps (Fig-

ure 7.2.f). Moreover, during training, these maps are randomly dilated/eroded and

spatially deformed to model imperfections in D at test-time.

7.2.1.2 Training of the denoiser D

Recent denoising methods are mostly based on supervised CNNs trained to re-

cover ground truth segmentations from artificially corrupted versions of the same

maps [115, 226, 218]. However, the employed corruption strategies are often hand-

crafted (random erosion and dilation, swapping of labels, etc.), and thus do not
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(a) Image and labels (b) Deformation (c) Intensity augm. (d) Low resolution (e) Input for D (f) Target for D

Figure 7.3: Degradation model to train D. (a) A real image and its labels are spatially de-
formed (b, f). The image is successively degraded with intensity augmentation
(c), simulation of random low resolution, and noise injection (d). The training
input for D (e) is then obtained by feeding the degraded image to S1.

arot brot aζ bζ aτ bτ atr btr bnonlin bB aγ bγ rHR bres aβ bα

-30 30 0.5 1.5 -0.02 0.02 -50 50 6 2 -0.6 0.6 1 12 0.95 1.15

Table 7.1: Hyperparameters controlling the degradation model of D. Rotations are in de-
grees, and spatial measures in millimeters.

accurately capture errors made by the segmentation method to correct.

Instead, we propose to employ examples representative of S1 errors, obtained

by degrading real images, and feeding them to the trained S1. D is then trained

to map the outputs of S1 back to their ground truths. During training, images are

degraded on the fly with operations similar to the training of segmenters: spatial

deformation, bias field, voxel-wise exponentiation, simulation of low resolution,

and noise injection (Figure 7.3). However, the ranges of the parameters controlling

these corruptions are made considerably wider than for the training of segmenters

(Table 7.1), in order to more frequently obtain erroneous segmentations from S1,

and thus to enrich the training data.

7.2.1.3 Training of the regressor R

While the proposed architecture considerably improves robustness, it remains im-

portant to detect potential erroneous predictions, especially when segmenting clin-

ical scans of varying quality. Thus, we introduce another module R for automated

failure detection. As explained in Section 7.2.1, R is trained to predict Dice scores

for 10 representative ROIs (white matter, cortex, lateral ventricle, cerebellum, tha-

lamus, hippocampus, amygdala, pallidum, putamen, brainstem) that we would have

obtained if we had access to manual ground truths of the test scans [225].

After R has regressed Dice scores for a particular segmentation, one can apply
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a criterion on these scores to accept or reject the segmentation of a specific region.

Here, we consider that the segmentation of a region is failed if it obtains a predicted

Dice score lower than 0.65 (a value chosen based on the validation set). In practice,

R is trained with the same method as D, where we degrade real images on the fly,

segment them with S2, and feed the obtained segmentations to R.

7.2.1.4 Training of the segmenter S3

S3 is trained in a similar fashion ad D, where input training segmentations are ob-

tained by degrading real images on the fly and passing them to the frozen S1, D, and

S2. This strategy enables S3 to learn features that are representative of the whole-

brain segmentations produced by S2. We emphasise that, instead of using the same

hyperparameter values as for D or R, the degradation model for S3 now reuses the

same values as for S1 and S2 (see Table 6.1). This makes the implicit assumption

that erroneous segmentations will have been filtered out by the automated QC.

7.2.2 Learning and inference

7.2.2.1 Network architectures

While all the segmenters use the same architecture as before, the denoiser uses a

slightly lighter design optimised on a validation set: it only has one convolution per

level, and keeps a constant number of 16 features. Additionally, we suppress the

skip connections between the top two levels, in order to find a compromise between

UNets, where top-level skip-connections can potentially reintroduce erroneous fea-

tures at late stages of the network; and auto-encoders, with excessive bottleneck-

induced smoothness. Meanwhile, the architecture of the regression network is the

same as the encoder of the segmentation modules, except that convolutions now

use a kernel size of 5×5×5 as in [222], which greatly improved the results on the

validation dataset. Regression scores are then retrieved by appending two more

convolutions of 10 features (one for each QC region of interest) and a global max-

pooling.
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7.2.2.2 Learning

The three segmenters and the denoiser are trained separately with the average soft

Dice loss [7], and using the same parameters as before. Meanwhile, the regressor

is trained using a sum of square loss function, and its learning rate is now fixed

to 10−5, a value that was set with respect to the validation dataset. Note that, in

addition to the previous list of predicted labels (Table 3.2), we now also segment the

intracranial CSF in order to estimate ICV (see next section). We emphasise that we

train each module separately (and not end-to-end) since training D and R requires

faulty segmentations that are representative of the mistakes made on real scans,

and which cannot be obtained on the synthetic scans used to train the segmenters.

We train each module until convergence, which approximately takes 300,000 steps

for the segmenters (seven days on a Nvidia RTX6000), and 50,000 steps for the

regressor (one day on the same GPU). In practice, each network is concatenated

to its corresponding generative model (or data augmentation model in the case of

D and R) to form a single model, which is entirely implemented on the GPU in

Keras [162] with a Tensorflow backend [163].

7.2.2.3 Inference and ICV estimation

Test scans are automatically resampled to 1 mm resolution, and their intensities are

normalised between 0 and 1. The trained model then predicts soft probabilistic

segmentations for all labels (including the regions of Table 3.2, the CSF, and the

68 cortical labels). Overall, the whole inference pipeline takes between 15 and 18

seconds per scan on a RTX6000 GPU. We note that we do not perform the post-

processing applied in Section 6.2.4 for two reasons. First, teaching the network to

segment the intracranial CSF effectively removes nearly all noisy voxels outside the

brain; and second, the remaining errors are now directly dealt with by the proposed

architecture.

As before, volumes of individual brain regions are estimated by summing all

the values of the corresponding soft predictions. In turn, ICVs are estimated for

every subject by summing the predicted volumes of all structures, including the

extra-cerebral CSF.
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7.3 Experiments and results

7.3.1 Brain MRI datasets

Training: We use the same training scans as in Chapter 6, which enables us to

build robustness to a wide range of subject populations. We emphasise that labels

for the 68 cortical regions are obtained by running FreeSurfer [2] on the T1 scans

corresponding to these label maps.

Clinical data: In order to evaluate robustness to real clinical acquisitions, we

use 15,346 clinical scans from the picture archiving and communication systems

(PACS) of Massachusetts General Hospital. These scans are from 1,367 MRI sub-

ject sessions (745 males, 622 females, ages 18-90). All scans are uncurated, and

span a huge range of resolutions and MR contrasts (T1, T2, FLAIR, diffusion MRI,

etc.), with different acquisition parameters within each contrast. Silver standard ref-

erences for whole-brain segmentation and cortex parcellation were obtained for a

subset of scans as follows. First, we isolated all sessions (N = 62) with T1 scans at

approximately 1 mm isotropic resolution, which we processed with FreeSurfer [2].

Next, we rigidly registered [227] the resulting labels to the other scans of the cor-

responding sessions, providing us with segmentations for 614 scans. We note that

we also obtained ICVs for all these scans by reporting the estimations given by

FreeSurfer on the T1 scans. We then conducted a visual QC, and removed 94

scans either due to: bad registration, insufficient coverage of the brain, wrong organ,

empty acquisition, etc. Finally, we split the 520 remaining scans between valida-

tion (20), and testing (500), while the other 14,752 scans were held-out for indirect

evaluation.

Research data: This dataset groups scans introduced in Chapter 6: the 10 testing

scans of T1-39, 18 T2 and 18 DBS scans from FSM, and 8 PD scans from MSp. All

scans are at 1 mm isotropic resolution, and are available with either manual or auto-

mated segmentations for 37 brain regions [41]. Labels for cortex parcellation were

obtained by running FreeSurfer on the T1 scans of each dataset (see Section 6.3.1).

Similarly to Chapter 6, we downsampled these scans at progressively decreasing

resolutions: 3, 5 and 7 mm in axial, coronal, and sagittal orientation.
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Figure 7.4: (a) Comparison between whole-brain segmentations produced by SynthSeg+

and SynthSeg for cases where SynthSeg respectively exhibits large (“big fail”),
moderate (“mild fail”), and no errors (“pass”). (b) Segmentations obtained by
three variants of our method. Yellow arrows point at notable mistakes.

ADNI: Finally we use the same ADNI subset as in Chapter 6, where 100 subjects

(half AD, half controls) are imaged with 1 mm T1, and 5 mm axial FLAIR scans.

7.3.2 Whole-brain segmentation

In this first experiment, we quantitatively assess the accuracy of SynthSeg+ to per-

form whole-brain segmentation. In this purpose, we first use the 500 heterogeneous

clinical scans with silver standard reference segmentations. These are segmented

with SynthSeg, SynthSeg+, and three ablated versions obtained as follows. First,

we evaluate an architecture representative of classical cascaded networks (S1 +S2),

simply by ablating the denoiser D. Then, we evaluate two more variants obtained

by appending a denoiser to SynthSeg (SynthSeg+D) and the cascaded networks

(S1 +S2 +D), with the aim of assessing the performance of state-of-the-art denois-

ing methods [218].

For visualisation purposes, we split the results into three classes based on a

visual QC performed on the segmentations of SynthSeg: “big fails”, “mild fails”

and “passes” (Figure 7.4.a). The results, shown in Figure 7.5.a, reveal that the

hierarchical design of SynthSeg+ considerably improves robustness, and yields the

best scores in all three categories. SynthSeg+ shows a noticeable improvement of

0.235 Dice over SynthSeg for big fails, and outperforms it by 0.051 and 0.024 Dice

on mild fails and passes, respectively.

In comparison with cascaded networks, using a denoiser D to correct the mis-
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Figure 7.5: (a) Dice scores for whole-brain segmentation of 500 clinical scans, presented
based on a visual QC of SynthSeg segmentations. (b) Results obtained on scans
of four MR modalities (T1, T2, DBS, PD) at decreasing resolutions.

takes of S1 leads to a consistent improvement for SynthSeg+ of 0.023 to 0.0515

Dice. Additionally, integrating D within our framework (rather than using it for

postprocessing) enables us to substantially outperform the two other variants by

0.031 to 0.062 Dice. This outcome is explained by two reasons. First, these meth-

ods do not have access to the input scans, and may thus produce segmentations

that deviate from the original anatomy. In contrast, we predict final segmentations

by exploiting both the input test scans and prior information given by D. Second,

the predictions of denoisers are often excessively smooth, especially for the convo-

luted cortex (Figure 7.4.b). Here, we greatly mitigate this issue by using the outputs

of D as robust priors for S2, which effectively learns to refine the smooth bound-

aries given by the denoiser. However, Figure 7.4 illustrates that the predictions of

SynthSeg+ may still exhibit marginal smoothing effects. While the resolution stud-

ies show that this residual smoothness leads to a marginally lower accuracy than

SynthSeg for scans at high resolution (uncommon in clinical settings), we consider

this to be a minor limitation compared to the considerable gain in robustness brought

by the proposed approach.

In order to study accuracy as a function of resolution, we now evaluate the per-

formance of SynthSeg+ and SynthSeg on the downsampled research dataset. The
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Figure 7.6: Dice scores for cortex parcellation on the same data as Figure 7.5.

results are displayed in Figure 7.5.b and show that both SynthSeg and SynthSeg+

maintain a good level of accuracy across all tested contrasts and resolutions (above

0.80 Dice). The two methods yield very similar scores, but with different trends:

while SynthSeg produces slightly sharper and more accurate segmentations at 1 mm

isotropic resolution (up to 0.014 Dice better), SynthSeg+ generally remains more

robust at low resolutions, where it obtains superior scores (maximum difference of

0.016 Dice).

7.3.3 Cortex parcellation

Here, we assess the accuracy of SynthSeg+ for cortex parcellation. Here we com-

pare SynthSeg+ to the results obtained by appended S3 to the segmentations pro-

duced by SynthSeg. Figure 7.6.a shows that, as in the first experiment, SynthSeg+

vastly improves the results of SynthSeg on heterogeneous clinical data: it yields

better scores by 0.171 Dice on big fails, and remains superior by 0.018 Dice on

good cases. Regarding the evolution of performance at decreasing resolutions,

Figure 7.6.b confirms the trend observed for whole-brain segmentation: although

SynthSeg is more accurate at high resolution (largest gap of 0.016 Dice for 1 mm

T1-weighted scans), it is outperformed by SynthSeg+ at lower resolutions (0.026

Dice for 7 mm proton density scans). We note that the scores for cortex parcellation

are below those obtained for whole-brain segmentation. This is not surprising since
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Method Sensitivity Specificity Accuracy AUC

D vs. S2 outputs 0.934 0.667 0.882 0.857
Liu et al. [221] 0.981 0.905 0.967 0.990
Regressor R (SynthSeg+) 0.998 0.905 0.980 0.997

Table 7.2: Results of the automated QC analysis on 594 clinical heterogeneous scans for
SynthSeg+ and two competitors. The best score for each metric is in bold.

cortical regions are smaller and more convoluted: they are more difficult to segment

by our method as well as by FreeSurfer, and their automated reference segmenta-

tions might be less accurate than for the other regions. Nevertheless, the quality

of the present results is highlighted by the fact that they are similar to the scores

obtained by a state-of-the-art supervised CNN trained on T1-weighted scans [35].

Moreover, SynthSeg+ maintains this high level of performance across all tested

contrasts and resolutions, including the highly heterogeneous clinical dataset.

7.3.4 Automated quality control

In order to test the automated QC module of SynthSeg+, we reuse the 500 clin-

ical scans employed in previous experiments, and re-introduce the 94 scans that

were discarded due to insufficient field-of-view, wrong organs, critical artefacts, etc.

These 594 scans are segmented with SynthSeg+, and classified with a visual QC on

a pass/fail basis. This analysis results in a rejection rate of 17.3% for SynthSeg+,

while this rate falls to 3.8% when excluding the unusable scans. We now seek to

automatically replicate the results of this visual QC. Here, SynthSeg+ is set to reject

a segmentation if at least one region obtains an automated QC score below 0.65

(a value chosen on the validation set). We compare SynthSeg+ against two com-

petitors: a state-of-the-art technique for regression of QC scores [221] based on a

variational auto-encoder for denoising, and a simpler version of this work, where

segmentation quality is estimated by computing Dice scores between the outputs of

D and S2 (the labels of the latter being converted to the four tissue classes).

Table 7.2 reports the sensitivity, specificity, accuracy, and area under the ROC

curve (AUC) [228] obtained by each method for this binary classification task. De-

spite its relative simplicity, the approach comparing the outputs of D and S2 already
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Figure 7.7: Scatter plot of ICVs predicted by SynthSeg+ and FreeSurfer on the 500 clinical
scans. Orange points depict 1 mm T1 scans (N = 62), while the others scans
are in green. The dashed line marks where abscissa is equal to ordinate.

yields a fair accuracy: it correctly classifies 88.2% of the cases, albeit with limited

specificity (66.7%). While the two other strategies vastly improve the results (with

accuracies above 96%), it appears that the simple regressor used in SynthSeg+ ob-

tains scores very similar to the dedicated state-of-the-art method [221]: although

no statistical difference can be inferred between AUCs (DeLong test [229]), our

approach slightly outperforms Liu et al. for all metrics other than specificity.

7.3.5 Intracranial volume estimation

ICV estimation is a crucial task in volumetric studies, where the volumes of indi-

vidual structures need to be corrected for head-size effects. Here, we use the 500

clinical scans to compute correlation coefficients between the ICVs estimated with

SynthSeg+ and FreeSurfer [2]. First, we focus on the subset of 62 T1 scans at 1 mm

resolution, since analysing these high-quality scans will provide us with a theoret-

ical upper bound for correlation. For these scans, Figure 7.7 illustrates that both

methods produce strongly correlated ICVs (Pearson’s r = 0.910). Noticeably, the

result hardly changes when extending this analysis to all the 500 scans (r = 0.906),

which highlights the robustness of our ICV estimation module against clinical data

of varying quality. Finally, a closer inspection of Figure 7.7 reveals that SynthSeg+
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Contrast Resolution FreeSurfer SynthSeg SynthSeg+

T1 1 mm3 1.38 (0.895) 1.40 (0.898) 1.36 (0.891)
FLAIR 5 mm axial - 1.23 (0.876) 1.20 (0.872)

Table 7.3: Effect sizes (Cohen’s D) for hippocampal volumes predicted by FreeSurfer,
SynthSeg, and SynthSeg+ between 50 controls and 50 AD patients on different
types of scans. AUC scores obtained by every method are shown in parentheses.

tends to predict lower values than FreeSurfer for bigger heads. This difference can

be explained by the fact that SynthSeg+ and FreeSurfer do not use the same method

to predict ICVs: SynthSeg+ simply counts all the voxels that are labelled as either

brain or CSF, whereas FreeSurfer estimates ICVs by computing the determinant of

the matrix representing affine rigid deformation to MNI305 space [230]. We em-

phasise that the difference observed between the two methods is consistent with the

literature, where FreeSurfer has been shown to present a bias for bigger heads, for

which it often predicts larger ICVs [231].

7.3.6 Alzheimer’s Disease volumetric study.

We now conduct a proof-of-concept volumetric analysis similar to that of Chapter 6,

where we study whether SynthSeg+ can detect subtle hippocampal atrophy linked

with AD [232]. For this purpose, we segment the 100 ADNI scans with SynthSeg+,

compute hippocampal volumes, and correct for age, gender, and ICV (estimated

with SynthSeg+) using a linear model. Differences between control and diseased

populations are then measured by computing effect sizes (Cohen’s d [183]).

Table 7.3 reports the results obtained by FreeSurfer and SynthSeg+. It also

presents the results obtained by SynthSeg in Section 6.4.3, where it has already

been tested on the exact same subjects. Table 7.3 shows that all methods yield

strong effect sizes (between 1.36 and 1.40) on the T1 scans. While segmenting

the hippocampus is of modest complexity in 1 mm T1 scans, this task becomes

much more challenging on the axial FLAIR scans, where the hippocampus only

appears in very few slices. Nonetheless, both SynthSeg and SynthSeg+ maintain

a good level of accuracy, and are still able to detect strong effect sizes (1.23 and

1.20, respectively). We emphasise that the results obtained are very similar across
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Volume trajectories (mm3) with age

Figure 7.8: Volume trajectories obtained by processing 14,752 heterogeneous clinical scans
with SynthSeg+. For each brain region, the value of N indicates the number of
volumes considered to build the plot, i.e., the number of segmentations that
passed the automated QC for this structure.

methods, which is confirmed by the absence of statistical difference when running

DeLong tests on corresponding AUCs (all p-values are above 0.3).

7.3.7 Ageing study on over 14,000 clinical scans

In this final experiment, we conduct a proof-of-concept volumetric study on the

14,752 held-out clinical scans. Specifically, we verify whether SynthSeg+ is able

to reproduce well-established atrophy patterns related to ageing. We first process

all scans with SynthSeg+ and filter the results with the automated QC. Instead of

rejecting whole segmentations based on a global threshold (as in Section 7.3.4), we
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Figure 7.9: Cortical and hippocampal volume trajectories obtained by SynthSeg and
SynthSeg+ in different scenarios: using all available scans, keeping only those
which passed the automated QC for each region, and simulating the case where
we only have access to scans acquired at low resolution (here with a slice thick-
ness of more than 6.5 mm).

now apply a per-structure rejection criterion, where only the volumes corresponding

to regions with a QC score above 0.65 are considered for the rest of this study.

This provides us with between 12,954 (cortex) and 13,357 (white matter) volumes

for each ROI (see Figure 7.8 for the exact numbers). We then build age-volume

trajectories independently for each region with a B-spline model. Specifically, our

ageing model includes: B-splines with 10 equally spaced knots for age, linear terms

for slice spacing in each acquisition direction (i.e., sagittal, coronal, and axial), and

a bias for gender. We then fit this model numerically by minimising the sum of

squares of the residuals with the L-BFGS-B method [233].

Importantly, Figure 7.8 shows that the obtained trajectories are highly similar

to the results obtained by recent studies on scans of much higher quality (i.e., 1 mm

T1-weighted scans) [234, 235, 236]. For example, SynthSeg+ accurately replicates:

the peak in white-matter volume at approximately 30 years-old, the acute increase

in ventricular volume for ageing subjects, and the early onset of thalamic atrophy

compared to other subcortical structures.

If we now compare it to SynthSeg, the proposed approach exhibits similar tra-

jectories, but it does so by producing far fewer outliers (Figure 7.9). This can be

seen by the substantially cleaner curves obtained by SynthSeg+ when including

volumes from all available scans, or by the considerably higher number of segmen-
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tations that passed the automated QC. Finally, as opposed to SynthSeg, SynthSeg+

produces almost identical results when we evaluate it exclusively on scans of very

low-resolution (i.e., with slice spacing above 6.5 mm), which further highlights its

ability to analyse clinical datasets of widely varying quality.

7.4 Discussion

In this chapter we presented SynthSeg+, the fist segmentation suite for large-scale

analysis of highly heterogeneous clinical brain MRI scans. The performance of

our hierarchical modules is demonstrated throughout all experiments, where it ob-

tains considerably better results than SynthSeg on clinical data, both quantitatively

(higher Dice scores in the first experiment), and qualitatively (far fewer outliers

in the ageing study). However, the results of the resolution studies (both for whole

brain segmentation and cortical parcellation, see Figures 7.5b and 7.6b) suggest that

SynthSeg might be more suited for the analysis of high resolution scans (with slice

spacing below 3 mm), whereas SynthSeg+ is more robust to scans at low resolution

(slice spacing above 5 mm), which are indeed more frequent in clinical settings.

Ablation studies showed that using a denoiser D to correct the mistakes of

S1 leads to a consistent improvement over cascaded networks and state-of-the-art

denoising networks used for postprocessing [218]. Moreover, even if SynthSeg+

still produces mistakes on scans of low quality, our results showed that these are

correctly identified by the proposed regression-based QC strategy. We emphasise

that SynthSeg+ is a multi-task tool, and is also able to perform volumetric cortex

parcellation of clinical scans in the wild. The accuracy of this module is demon-

strated by the fact that it is able to maintain, across all tested domains, scores that

are competitive with state-of-the-art supervised CNNs [35].

Finally, we have demonstrated the potential of SynthSeg+ on more than 14,000

uncurated clinical scans, where it precisely replicates volume trajectories observed

on data of much higher quality. This result suggests that SynthSeg+ can be used

to investigate other population effects on huge amounts of clinical data, which will

considerably increase the statistical power of the current research studies.
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Overall, by enabling robust and reproducible analysis of heterogeneous clini-

cal brain MRI scans, we believe that the present work will enable the development

of clinical neuroimaging studies, which have the potential to improve our under-

standing of the healthy and diseased human brain.



Chapter 8

Conclusion

8.1 Discussion

8.1.1 Summary of contributions

In this thesis we have introduced a general learning strategy to segment brain MRI

scans of any contrast and resolution without any retraining or fine-tuning. The pro-

posed approach relies on segmentation networks, which are trained with synthetic

scans sampled from a generative model inspired from that of the Bayesian seg-

mentation framework. Crucially, robustness to different acquisition characteristics

(e.g., MR contrast, resolution, artefacts, anatomical variability, etc.) was achieved

by adopting a domain randomisation strategy, where the parameters of the gener-

ative model are sampled at each mini-batch from uniform priors of wide range.

The overall robustness of the proposed method to these characteristics has been

progressively built along the different chapters. In Chapter 3, we first proposed a

method for modality-agnostic segmentation of brain MRI scans. We then adapted

this approach to segment scans at any fixed resolution by modelling low-resolution

acquisition with PV effects (Chapter 4). Next, we extended this PV-aware version

of our method to be robust to pathology, and specifically white matter MS lesions

(Chapter 5). All these aspects were then unified into a single model, achieving for

the first time segmentation of nearly any brain MRI scan with no retraining (Chap-

ter 6). However, this method has been shown to occasionally falter when applied

to clinical scans of low quality. For this reason, Chapter 7 extended our approach
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by proposing a novel architecture, where domain-agnostic networks were trained

to efficiently subdivide the target segmentation task into easier intermediate steps.

This last contribution enabled us to considerably improve robustness for quanti-

tative analysis of highly heterogeneous clinical scans. We now discuss some key

findings and aspects of the proposed strategy.

We highlight that the code and trained models used for this dissertation are

publicly available with FreeSurfer and at https://github.com/BBillot/SynthSeg.

8.1.2 Supervised networks

We have seen that supervised networks yield excellent results when tested on their

training domain. This is explained by the fact that, during training, they have ac-

cess to the real intensity distributions of the test scans. This information enables

them to slightly outperform the proposed strategy on images with intensity distri-

butions similar to the training data. This result has been reported throughout this

thesis: T1-baseline on T1-39 in Chapters 3, 6 and 7; supervised baseline of the T1-

spacing experiment in Chapter 4, cross-validation in Chapter 5). Nevertheless, their

performance quickly degrade when tested on scans of unseen MR contrast or res-

olution (see T1-baseline on the other T1 datasets in Chapter 3, supervised CNN in

hippocampus experiment in Chapter 4, validation on external dataset in Chapter 5).

We note that the supervised baselines presented in Chapter 6 (T1 baseline and

nnUNet) exhibit a substantial improvement in intra-modality performance with re-

spect to the results obtained in previous chapters. Indeed, the scores on held-out T1

datasets are now much closer to the level of accuracy on their training domain. This

can be explained by the much broader ranges used for the augmentation parame-

ters, as well as the added noise injection step. As a result, the trained supervised

networks of Chapter 6 are able to better generalise from the relatively clean T1-39

source scans, to noisier and more variable data (e.g., T1mix). While this last result

shows that aggressive data augmentation partly alleviates the domain gap problem

for intra-modality applications, supervised CNNs still need to be retrained for each

new combination of target MR modality and resolution, which is often not possible

due to the lack of available supervised data.
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8.1.3 SynthSeg and domain randomisation

It has been shown throughout this thesis that even though SynthSeg is slightly out-

performed by supervised CNNs on their training domain (difference of 0.03 Dice

in Chapter 6), it still achieves a good level of accuracy, and most importantly, it is

able to sustain this level of performance across all domains, without any retraining

or fine-tuning. Moreover, when comparing SynthSeg with supervised networks re-

trained at different resolutions, we see that the small gap in accuracy that remains in

the training domain nearly vanishes at very low resolution. This suggests that real

and synthetic scans mainly differ in their HR content, which progressively fades at

lower resolutions, thus making SynthSeg particularly useful when processing scans

at lower resolutions.

The impact of the domain randomisation strategy is demonstrated by the

domain-constrained SynthSeg variants in Chapters 3 (i.e., SynthSeg-rule) and 6

(i.e., SynthSeg-R and SynthSeg-RC), for which training contrast and resolution-

specific networks leads to consistently poorer performance. We believe this out-

come is likely a combination of two phenomena. First, randomising the generation

parameters enables us to mitigate the assumptions made when designing the model

(e.g., Gaussian intensity distribution for each region, slice selection profile, etc.).

Second, randomising the training parameters often results in synthetic training ex-

amples presenting low SNR or poor tissue contrast, which in turn highly increases

the robustness of the network to real low-quality data. Interestingly, we saw in

Chapter 5, that mixing random and realistic contrasts mimicking the target domain

led to a slight increase in performance. Yet, this strategy reintroduces the need to

retrain for each target domain, and was hence dropped in following chapters. More

generally, the effects of the domain randomisation observed in this work are con-

sistent with the literature, where there is converging evidence that augmenting the

data beyond realism often leads to better generalisation [34, 44, 120, 156, 237].

However, an important question was whether too unrealistic synthetic training

data could degrade the performance of the trained model. This question has been

tackled in Chapter 6, where we have seen that there is indeed a limit to the amount of
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augmentation that can be applied. Specifically, we tuned the hyperparameters of the

generative model by maximising the Dice scores on a validation set. Eventually, we

saw that even though this hyperparameter tuning led to even more unrealistic images

than in the previous chapters, the brain anatomy was still preserved. This result sug-

gests that unrealistic augmentation helps networks to better generalise at test-time,

as long as the training examples are still plausible (i.e., we can still recognise the

overall topology). We acknowledge that this hypothesis remains rather vague in its

formulation, and future work will aim at defining this concept more precisely. Fi-

nally, we emphasise that the amount of unrealistic augmentation (and/or synthesis)

highly depends on the target task, since registration networks have been shown to

obtain competitive performance while being trained on purely noisy images without

any anatomical structure [76].

8.1.4 Intuition as to how SynthSeg works

An underlying question about the SynthSeg method is how or why does it work.

We warn the user that this section is rather speculative, since it is extremely difficult

to understand what are the functioning of CNNs. However, after three years of

intense experimenting we believe to have come to a certain understanding of the

SynthSeg method. As the hyperparameter tuning has suggested in Chapter 6, it

seems that SynthSeg relies on a strong anatomical prior of the brain morphology,

since deforming the training images too much leads to a decrease in performance.

As such, we believe that the training process enables it to learn a sort of anatomical

atlas of the brain. At test-time, SynthSeg then adapts this anatomical prior to each

of the test scans.

However, the question is now: how does SynthSeg adapts its atlas to individual

scans ? Indeed, the network cannot rely on the direct intensity distributions of the

scans, since it keeps changing all the time. Therefore, we hypothesise that, instead

of using actual intensities, SynthSeg relies on tissue contrasts between regions to

decide on where to place the boundaries between structures.

To investigate this hypothesis, we conducted one last experiment, where we

retrain a variant on SynthSeg to take as input not the synthetic data, but their spa-
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Figure 8.1: Results obtained by SynthSeg and a variant of SynthSeg (“SynthSeg + Gra-
dients”) on the exact same datasets as in the first experiment of Chapter 6.
SynthSeg + Gradients is trained by taking as input the spatial gradients of the
generated training examples. Similarly, spatial gradients are also applied to the
scans used at test-time. Overall, both methods present very similar results.

tial gradients. This model was tested on the same datasets as in Section 6.4.1 and

compared to SynthSeg. The results are shown in Figure 8.1, and reveal that both

models obtain very similar results across all tested MRI modalities and resolutions.

Although this outcome is not a proof, it suggests that SynthSeg might rely on tissue

contrasts to be able to segment scans of a wide range of contrasts and resolutions.

8.1.5 Comparison against closest competitors: domain adapta-

tion and Bayesian segmentation

Although SynthSeg and SynthSeg+ are currently the only methods that can read-

ily segment brain scans of any contrast and resolution, we also analysed the per-

formance of our two closest competitors: domain adaptation and Bayesian seg-

mentation methods. First, combining supervised CNNs with domain adaptation

approaches considerably increases their generalisation. By fine-tuning a few con-

volutional layers on each target domain, the TTA framework [115] enables to boost

performances in intra-modality applications, especially in the case of different pre-

processing (e.g., skull stripping). While TTA can segment modalities distinct from
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its training domain (which is unfeasible with supervised CNNs alone), it is gener-

ally outperformed in cross-modality applications by state-of-the-art unsupervised

domain adaptation methods like SIFA [132], which are better suited for larger do-

main gaps [115, 134]. Overall, both types of domain adaptation methods are out-

performed by SynthSeg for all domains, while still requiring to be completely re-

trained (unsupervised domain adaptation) or fine-tuned (TTA). This outcome high-

lights the benefit of using a domain randomisation approach over state-of-the-art

domain adaptation strategies.

As opposed to domain adaptation, Bayesian segmentation readily achieves

contrast-independence. However, it still needs to perform inference via an itera-

tive optimisation on each test scan. As a result, SAMSEG [201] runs consider-

ably slower than SynthSeg (two orders of magnitude), which precludes analysis

of large-scale datasets. In terms of accuracy, the results in Chapter 3 show that

SAMSEG is slightly, yet consistently, outperformed by SynthSeg on brain MRI

scans at 1 mm isotropic resolution. Moreover, because SAMSEG does not model

PV (which would be intractable, see Chapter 2), its accuracy declines dramatically

when applied to anisotropic acquisitions of decreasing resolutions, which is shown

by the T1-spacing experiment in Chapter 4, the segmentation of FLAIR scans in

Chapters 4 and 6, and by the resolution study in Chapter 6. This is in contrast to

SynthSeg, which remains robust to changes in resolution, even for thick-slice scans.

8.1.6 Training label maps: alleviating the labelling labour cost

and increasing population robustness

We believe that the proposed learning strategy enables to greatly alleviate the la-

belling labour for training purposes. First, the segmentation CNN is only trained

once, which only requires a set of anatomical segmentations (no images). This is

in contrast with supervised methods, which need paired images and labels for every

new domain. Second, by studying the accuracy of the trained model as a function of

the number of training atlases, we saw that SynthSeg typically requires less training

examples than supervised CNNs to converge to its maximum performance (Chap-

ter 6). And third, parts of the training dataset can be obtained at almost no cost
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with automated methods. We highlight that while segmentations obtained with au-

tomated methods are generally not used for training (since they are noisy and prone

to errors), this is made possible here by the fact that synthetic scans are, by design,

perfectly aligned with their ground truths.

Additionally, we emphasise that using automated segmentations to train the

proposed method is not only possible, but recommended when one does not have

access to a large number of manual training maps. In this case, the inclusion of such

segmentations greatly improves robustness to highly different morphologies caused

by anatomical variability (e.g., ageing subjects, white matter lesions) or pathologies

(e.g. AD-related atrophy), as it was shown in Chapter 5 (white matter MS lesion

segmentation), and Chapters 6 and 7 (volumetric hippocampal study in AD). How-

ever, even though the training images are, by construction, perfectly aligned with

their ground truths, we acknowledge that using automated label maps for training

might introduce a bias for the network. For example, FreeSurfer is known to slightly

over-segment the hippocampus, thus SynthSeg could be exposed to too large hip-

pocampi during training, which will cause it to underperform when seeing real-size

hippocampi during testing. In chapter 6 and 7 we have mitigated this effect by only

using automated segmentations with 50% chances during training. Moreover, we

emphasise that the automated label maps cover a lot of morphological variability

for every structure. If we apply this reasoning to our hippocampus example, in-

cluding 1,000 automated label maps from varied populations will expose SynthSeg

to hippocampi of a lot of different sizes during training, thus reducing the bias of

FreeSurfer towards large hippocampi.

We note that, while the training label maps employed in our experiments (1,020

segmentations in total) enables us to model a wide range of subjects population, they

certainly not include examples of every neurological pathologies. However, we do

not find this as a major limitation in practice, since the ageing study in Chapter 7

has shown that the training label maps are sufficient to accurately segment large

quantities of data, and that robustness to very specific pathologies can be modelled

simply by adding corresponding training segmentations.
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Finally, the employed Gaussian model imposes two conditions on the training

segmentations. First, these are required to encompass labels for all tissues present

in the test scans. However, this issue can be ameliorated by obtaining automated

labels for missing structures using a simple intensity clustering algorithm. We ap-

plied this strategy in Chapters 6, which enabled us to obtain state-of-the-art results

for cardiac segmentation, where the original label maps did not describe the com-

plex distribution of surrounding tissues (vessels, bronchi, bones, etc.). Second, the

Gaussian model also needs all labels to correspond to regions with Gaussian-like in-

tensity profiles. In practice, we find this requirement not to be too constraining for

medical images (which are well structured, unlike e.g., street views), where labels

can simply be subdivided into finer regions to satisfy the Gaussian assumption (e.g.,

blood pools in cardiac chambers). Again, this can be achieved by using a clustering

algorithm inside the labels corresponding to the regions to subdivide. Moreover, our

results show that SynthSeg can handle deviations from the Gaussian model within

a given structure if they are mild (like the thalamus in brain MRI, where the differ-

ent nuclei exhibit slightly different intensities [1]), or far away from the regions to

segment (like the neck in brain MRI). Finally, we believe that this very last point

suggests that SynthSeg could already be robust to face-stripped scans (even if this

effect is not simulated within our generative model), but we acknowledge that this

hypothesis needs to be precisely verified (see paragraph 8.2.1).

8.1.7 Evaluation with manual ground truths and silver standard

segmentations

A limitation of this work is the high proportion of automated label maps used for

evaluation. This situation is of course not ideal, since automated label maps are

prone to errors, which means that an improvement in the evaluation metric does

not necessarily reflect a gain in performance. Moreover, it introduces some biases

when using such maps to assess the performance of a similar method. Here, we

could say that SAMSEG is positively biased by using FreeSurfer silver standard

segmentations, as the two methods use Bayesian segmentations. SynthSeg could

also be positively biased, since its training examples are sampled from a genera-
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tive model based on Bayesian segmentation. Thus we acknowledge that different

competing methods may have benefited from different biases, which are difficult to

quantify in practice.

We emphasise that this choice of using automated silver standard reference

segmentations was initially motivated by the wish to evaluate SynthSeg on a wide

variety of contrasts and resolutions, which would have been infeasible with manual

labels only. Moreover, we emphasise that a lot of testing datasets still use man-

ual segmentations (T1-39, and MSp for brain segmentation in Chapters 3, 4, 6, 7;

MMWHS and LASC13 for the heart experiment in Chapter 6), and that the re-

maining datasets have all undergone thorough visual quality control. Importantly,

SynthSeg has shown the same generalisation ability when evaluated with manual

or automated ground truths. For this reason, we think that the general conclusions

of this thesis remain valid. Moreover, these outcomes are further reinforced by the

indirect evaluations on Alzheimer’s Disease patients performed in Chapters 4, 6,

and 7, as well as the ageing studies conducted in Chapter 7, which demonstrates the

accuracy and clinical utility of SynthSeg.

8.1.8 Analysis of clinical scans

While domain-agnostic segmentation of research-quality scans is desirable since it

eliminates the need for retraining, the most promising application for SynthSeg is

arguably the analysis of clinical images. Indeed, no segmentation routine is cur-

rently available for these scans due to their highly variable acquisition procedures

(Chapter 1). Current methods deployed in the clinic include running FreeSurfer on

1 mm T1 scans or using labels obtained on such scans to train a supervised network

(possibly with domain adaptation) to segment other sequences. However, these

methods preclude the analysis of the majority of clinical datasets, where 1 mm T1

scans are increasingly available but far from widespread.

Although the SynthSeg model implemented in Chapter 6 holds great promises

for the analysis of brain MRI scans in the wild, we saw in Chapter 7 that it some-

times falters when exposed to scans of low quality (i.e., with poor SNR, or insuf-

ficient coverage of the brain). To this end, we proposed SynthSeg+, which relies
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on a novel architecture that we train with the same domain randomisation approach

as before. By inserting a denoiser within a cascaded network, we overcome the

shortcomings of each module: the denoiser improves the robustness of the first

segmenter, while the second segmenter corrects the smoothness of the denoiser.

However, Figure 7.4 illustrates that the predictions of SynthSeg+ may still exhibit

marginal smoothing effects. While the resolution study in Chapter 7 showed that

this residual smoothness leads to a marginally lower accuracy than SynthSeg for

scans at high resolution (relatively uncommon in the clinic), we consider this to

be a minor limitation compared to the considerable gain in robustness brought by

SynthSeg+ for analysis of clinical applications.

8.1.9 A multi-task segmentation suite

In addition to whole-brain segmentation, the method presented in Chapter 7 is com-

plemented with several modules that are important for quantitative analysis of clin-

ical scans. First, we proposed a QC strategy based on a regression CNN, which

was shown to accurately detect the few cases where SynthSeg+ fails, mainly due to

acquisitions of very poor quality (e.g., very low SNR, or insufficient coverage of the

brain). Interestingly, our method produces slightly better results than a state-of-the-

art approach by Liu et al. [221]. This is despite the fact that the latter was shown

to outperform regression CNNs in a simpler problem (3D segmentation with only

one label) [221]. This difference can be partly explained by the fact that variational

auto-encoders (which are at the core of Liu et al.) have been shown in our prelimi-

nary experiments to produce excessive smoothness when dealing with whole-brain

segmentations (see Section 7.2.2.1). As a result, this outcome suggests that the gap

in performance between direct regression and the strategy used by Liu et al. [221]

may decrease in complex tasks such as ours. We also emphasise that other methods

for automated QC were not evaluated in this work, since they rely on lengthy iter-

ative processes [219, 222], which makes them impractical to use at the scale of the

target clinical datasets. Finally, and similarly to whole-brain segmentation, while

the use of an automated QC algorithm may bias the study of populations that are

under-represented in the training dataset (e.g., subjects with extreme atrophy or spe-
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cific pathology), we think that this issue can be solved by adding training subjects

of the corresponding anatomy.

Next, SynthSeg+ is the first method to perform volumetric cortex parcellation

of clinical scans in the wild. The accuracy of this module is demonstrated by the fact

that it yields scores that are competitive with state-of-the-art supervised CNNs, ei-

ther tested on the same scans (i.e., T1-baseline [35]), or on different datasets [238].

Importantly, SynthSeg+ maintains this high level of performance across all tested

domains, including the highly heterogeneous clinical acquisitions. We emphasise

that this good generalisation ability can difficultly be matched by supervised CNNs,

which would need to be retrained on every single domain using costly training la-

belled data. However, we note that estimating the cortex thickness, which is a com-

mon task in many neuroimaging studies [239, 240], might be more complicated

when analysing clinical scans at low resolution (since the slice thickness can be

locally larger than the size of cortical folds).

The model presented in Chapter 7 is also able to precisely predict intracranial

volumes. This was achieved by adding the CSF to the list of segmented struc-

tures (as opposed to the previous chapters). The accuracy of this module is demon-

strated in Section 7.3.5, where SynthSeg+ produces results similar to FreeSurfer [2]

(that is used in numerous volumetric studies), and is even able to recover from

either very small or very large head volumes, which tend to be “attenuated” by

FreeSurfer [231].

Overall, we have demonstrated the true potential of the proposed method by

evaluating it on more than 14,000 uncurated clinical scans, where it precisely repli-

cates volume trajectories observed on data of much higher quality. This result sug-

gests that SynthSeg+ can be used to investigate other population effects on huge

amounts of clinical data, which will considerably increase the statistical power of

current neuroimaging studies.
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8.2 Future work
Relying on a descriptive generative model enables us to control and randomise the

appearance of the produced images. We believe that this strategy opens up numer-

ous research directions. For instance, the proposed generative model has already

been applied by our collaborators to contrast-agnostic registration [76], as well as

to joint super-resolution and synthesis of 1 mm isotropic T1 scans [241]. Here, we

propose several possible directions to extend the work presented in this thesis.

8.2.1 Improvement of artefacts modelling

A first step in improving the proposed generative model would be to broaden the

scope of simulated sources of noise and artefacts. A first step would be to simulate

the scanner thermal noise with a Rician distribution [19], rather than the Gaussian

noise used in this study. Second, we could also add simulations of anonymisa-

tion by face-stripping, which is often done by blurring or removing the face from

a whole-head scan. Other artefact simulations include modelling possible k-space

subsampling during image acquisition, susceptibility artefacts, and ghosting. An-

other issue is the problem of head motion during image acquisition, which leads to

poor SNR [242, 243, 244]. We note that existing tools already propose to model

most of these artefacts for real images [245]. Finally, we emphasise that future

work should precisely quantify the robustness of SynthSeg to all these effects.

8.2.2 Segmentation of multi-modality brain MRI scans

Related to the above is the issue of multi-modal scans, where motion artefacts are

commonly observed between channels. Indeed, as subjects often move (even if

slightly) between the acquisition of several contrasts, the resulting volumes are not

perfectly aligned. In addition, multi-modality acquisitions suffer from non-linear

distortions, caused by the differences in gradient fields between channels [246]. We

emphasise that registration techniques only partly solve this non-linear misalign-

ment issue, as accurate registration of several volumes with different slice thickness

in different orientations can be challenging. Although our approach has successfully

been applied to multi-modal scans (Chapters 4 and 5), we believe that modelling the
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non-liner distortion effects within our synthetic training data could lead to further

performance improvements. We note that many CNN-based approaches have been

proposed to segment this type of data, partly due to the abundance of public chal-

lenge datasets [247, 248, 249]. However, the proposed methods only segment a

small number of labels: MS lesion [32, 116], brain tumour [116, 250], and three

tissue classes (white matter, grey matter, CSF) [251].

8.2.3 Extraction of cortical thickness

Another research direction could be to focus on surface extraction for estimation

of cortical thickness, which is a powerful biomarker for the progression of many

neuropsychiatric disorders. Surface placement has typically been achieved by rep-

resenting the white matter and pial surfaces as topologically correct meshes, and

deforming them to the 3D image while avoiding intersections [2, 252]. While esti-

mating cortical thickness on thick-slice clinical scans might be of limited accuracy,

we believe that meaningful measurements can still be extracted in regions where

the surface is orthogonal to the acquisition direction. This could be achieved by,

for example, combining the soft segmentation given by SynthSeg+ with the method

developed by Aganj et al. relying on line integrals [253].

8.2.4 Segmentation of extra-cerebral structures

A straightforward extension of our model would be to incorporate the extra-cerebral

labels to the list of structures predicted at test-time. Segmenting such regions has

applications in radiation therapy planning, for instance in transcranial brain stim-

ulation [201, 254]. We emphasise that extra-cerebral structures are arguably more

challenging to segment than cerebral regions, as they present more variability in

terms of shape and appearance [201]. Moreover, the produced segmentations are

more likely to suffer from the chemical shift artefact since extra-cerebral tissues

contain much more fat than the brain [14]. Nevertheless, we believe that this task

can be directly tackled with our framework. This might require to further subdivide

the coarse “extra-cerebral soft tissue” label during training (as we did in Chapter 6)

to better model the different tissues inside the neck (e.g., fat, muscles, etc.).
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8.2.5 Segmentation of pathology

In chapter 5 we successfully applied the proposed method to the segmentation of

white matter MS lesions. A direct extension could be to segment other pathologies

such as brain tumours [255, 256], or stroke lesions [257, 258]. We believe that this

could be addressed by incorporating training segmentations from public datasets

with manual delineation of tumours [247] and stroke lesions [259], that we could

complement as in Chapter 5 with labels derived from automated tools. The resulting

approach could then be tested on patients presenting this pathology as well as on

healthy controls.

8.2.6 Network architecture

The focus of this work has been on the generative model and not on the employed

CNN architecture. Therefore, all the segmenters trained in this thesis followed the

same UNet architecture [6], which is arguably the most common design used for

medical images applications. Nevertheless, future work could focus on the ef-

fect of replacing this architecture by more recent designs, such as ResNet [78] or

DenseNet [90], that have been shown to substantially outperform U-Nets in segmen-

tation tasks [260, 261, 262]. We could also evaluate the performance of different

attention mechanisms [98], or spatial transformers [91] which have the potential

to improve modelling spatial localisation and to better enforce anatomical consis-

tency [92, 93, 104].

Another possible direction of research could be to leverage hypernet-

works [184], where, instead of relying on several networks to perform several

slightly different tasks, a single network is trained and its weights are adapted to the

task at hand. Hypernetworks have already been successfully applied to medical im-

age reconstruction [185], registration [186], and segmentation [187]. As explained

in Chapter 4, future work could investigate the use of a single hypernetwork that we

would adjust to the slice thickness and acquisition direction of the input test scans.
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8.3 General Conclusion
In this thesis we presented a novel learning strategy based on domain randomisation

to bridge generative models of brain MRI scans and CNNs for domain-agnostic seg-

mentation without retraining. By further improving the robustness of our method

with a novel hierarchical segmentation scheme, the final proposed approach is able

to accurately analyse highly heterogeneous clinical acquisitions. Consequently, this

will enable to conduct neuroimaging studies with much higher sample size and sta-

tistical power than the current largest research studies. Moreover, we believe that

our work also has the potential to unlock other applications, such as the analy-

sis of scans acquired with the promising portable low-field MRI scanners, or the

introduction of quantitative morphometry in the clinic for diagnosis purposes and

monitoring disease progression.

We emphasise that both SynthSeg and SynthSeg+ can be run “out of the box”

on brain MRI scans of any contrast and resolution, which has three main benefits.

First, it greatly facilitates the use of the proposed method by researchers around the

world, since it eliminates the need for retraining, and thus the associated require-

ments in terms of labelled data, deep learning expertise, and hardware. Second,

relying on a single model considerably improves the reproducibility of the results,

since no hyperparameter tuning is required. And finally, it makes our multi-task

segmentation suite easier to disseminate, which is done here by distributing it with

the publicly available package FreeSurfer.

Overall, by enabling robust and reproducible analysis of heterogeneous clinical

brain MRI scans, we believe that the present work will will enable quantitative

analyses of huge amounts of existing clinical data, which could greatly improve the

characterisation and diagnosis of neurological disorders.
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