
Memristive Crossbars as
Hardware Accelerators:

Modelling, Design and New Uses

Dovydas Joksas

A dissertation submitted in partial fulfilment of the requirements for the degree of

Doctor of Philosophy

of
University College London

Department of Electronic and Electrical Engineering

Principal supervisor: Adnan Mehonic
Subsidiary supervisor: Anthony J. Kenyon

July 15, 2022





Declaration

I, Dovydas Joksas, confirm that the work presented in this thesis is my own. Where
information has been derived from other sources, I confirm that this has been indi-
cated in the thesis.

3





Abstract

Digital electronics has given rise to reliable, affordable, and scalable computing
devices. However, new computing paradigms present challenges. For example, ma-
chine learning requires repeatedly processing large amounts of data; this creates a
bottleneck in conventional computers, where computing and memory are separated.
To add to that, Moore’s “law” is plateauing and is thus unlikely to address the in-
creasing demand for computational power. In-memory computing, and specifically
hardware accelerators for linear algebra, may address both of these issues.

Memristive crossbar arrays are a promising candidate for such hardware accelera-
tors. Memristive devices are fast, energy-efficient, and—when arranged in a crossbar
structure—can compute vector-matrix products. Unfortunately, they come with
their own set of limitations. The analogue nature of these devices makes them
stochastic and thus less reliable compared to digital devices. It does not, however,
necessarily make them unsuitable for computing. Nevertheless, successful deploy-
ment of analogue hardware accelerators requires a proper understanding of their
drawbacks, ways of mitigating the effects of undesired physical behaviour, and ap-
plications where some degree of stochasticity is tolerable.

In this thesis, I investigate the effects of nonidealities in memristive crossbar arrays,
introduce techniques of minimising those negative effects, and present novel crossbar
circuit designs for new applications. I mostly focus on physical implementations of
neural networks and investigate the influence of device nonidealities on classification
accuracy. To make memristive neural networks more reliable, I explore committee
machines, rearrangement of crossbar lines, nonideality-aware training, and other
techniques. I find that they all may contribute to the higher accuracy of physically
implemented neural networks, often comparable to the accuracy of their digital
counterparts. Finally, I introduce circuits that extend dot product computations
to higher-rank arrays, different linear algebra operations, and quaternion vectors
and matrices. These present opportunities for using crossbar arrays in new ways,
including the processing of coloured images.
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Impact Statement

Modern computing systems perform billions of computations per second. That has
made it possible to deliver impressive applications, such as machine-learning-enabled
search, to more people; however, these new uses have been resulting in increasingly
unsustainable energy requirements. Memristive crossbars—the focus of this thesis—
may be one way to improve the efficiency of many data-intensive applications.

The findings and new methods presented in this thesis will contribute to a better
understanding of the performance of memristive crossbars and how it can be im-
proved. I present an analysis of a number of nonidealities together with findings
of which ones are the most severe; this can inform which aspects of device design
need to be improved and where better modelling techniques need to be employed.
To add to that, I present a number of software tools, including a Python package
badcrossbar, which can speed up the analysis and development of systems based
on memristive crossbar arrays.

In this thesis, I also present new ways of using memristive crossbar arrays, as well
as demonstrate ways of improving their operation. I show how crossbars can be
combined to perform higher-rank tensor contractions as well as multiplication of
quaternion-valued vectors and matrices. This can be useful in fields not directly
related to machine learning, such as image processing. Further, I demonstrate how
neural networks implemented using memristive crossbar arrays can be made more
reliable using techniques like committee machines and nonideality-aware training.
These methods make it more feasible to use systems made up of stochastic memris-
tive devices in production.

Analysis of and improvements to memristive crossbars, as well as systems based
on them, presented in this thesis can be used to accelerate their adoption in the
real world. This will make computing more efficient, thus contributing to a more
sustainable growth of fields like machine learning.
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Conventions

Notation

Symbol appearance Usage

a A scalar.
a A vector.
A Usually a matrix, though may be used to denote

higher order arrays or vectors where the convention
is to use upper-case letters, e.g. voltage vector V.

A A set of matrices.
{Ai} A set of matrices, each of which is identified with a

subscript.
[a]i ith entry of vector a.
ai Usually ith entry of vector a.

[A]i,j Entry in ith row and jth column of matrix A. If more
indices were used, it would also indicate the dimension
of the array.

Ai,j Usually entry in ith row and jth column of matrix A.
[A]i,∗ ith row of matrix A; it may be considered a vector.

The idea can be extended to higher order arrays.
[A]∗,j jth column of matrix A; it may be considered a vector.

The idea can be extended to higher order arrays.
A⊤ Transpose of matrix A.

A⊤(i1,i2,...,in) Transpose of an n-dimensional array A with the per-
mutation of axes specified by the sequence of indices
i1, i2, . . . , in.

i Either a variable with an index i or a variable related
to physical quantity i.

i Variable with a label (and not an index) “i”.
(t) Variable at time step t.
f Scalar-valued function.
f Vector-valued function.

[a, b] A closed interval from a to b.
]a, b[ An open interval from a to b.

continues on the next page
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Conventions

⌈a⌉ Ceiling of a.
R The set of all real numbers.
R>0 The set of positive real numbers.
R≥0 The set of nonnegative real numbers.
Rm The set of vectors with m entries containing real num-

bers.
Rm×n The set of matrices with m rows and n columns con-

taining real numbers.
C The set of all complex numbers.
H The set of all quaternions.

i, j, k i may refer to the imaginary unit of either complex
numbers or quaternions. j, k are the second and third
imaginary units of quaternions, respectively.

:= Definition.
← Assignment.
x ↑ x increasing.
x ↓ x decreasing.

Colours

In this work, where categorical data are presented, I utilise colourblind-friendly
palette by Okabe & Ito [13, 14]. Although the colours are rarely referred to by name,
these are provided in the table below for convenience. In cases where I do refer to
the colours by name, the name is additionally underlined with the corresponding
colour. For noncategorical data, I utilise viridis and cividis colourmaps provided by
Matplotlib.

Colour Name

Black
Blue
Orange
Green
Reddish purple
Sky blue
Vermilion
Yellow
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Chapter 1

Introduction

1.1 Computing Hardware: Status Quo and the Prob-

lem

Computing has become a key part of many sectors of the world economy. Moore’s
law—the trend of exponentially increasing transistor density in integrated circuits—
has made powerful computing devices affordable to both commercial entities and
individual consumers. Further, the growth of low-cost cloud computing services [15]
allowed businesses to adopt resource-intensive applications without the need to build
the infrastructure themselves. Finally, since the early 2010s, machine learning and
artificial neural networks (ANNs) in specific have become integral in many industries,
including but not limited to transport, medicine, security, and entertainment [5].

Although computing has revolutionised many fields, there exist energy efficiency
problems, which tend to be overlooked. By some estimates, information and com-
munications technology could constitute from 8% to 21% of the world’s electricity
demand by the end of 2020s [16]. Although the rapidly increasing use of comput-
ing is partly to blame for this, it is important to understand what part computing
hardware has played in this and whether it could be improved.

One of the major obstacles to limiting the power consumption and increasing the
speed of modern computers lies in their architecture. Conventional computers based
on digital logic use the von Neumann architecture, where computing and memory are
separated. In scenarios where large amounts of data are used, e.g. machine learning,
this architecture creates challenges because those data have to be repeatedly moved
between computing and memory units. Figure 1.1 provides a simplified picture of
this issue often referred to as the von Neumann bottleneck. Von Neumann bottle-
neck means that in many scenarios most clock cycles and energy are spent not on
computing, but on transferring data between different parts of the computer. It is
thus important to understand whether alternative computing hardware paradigms
could be adopted, even if only for applications where this issue manifests itself most
critically.
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Input OutputCentral processing unit

Von Neumann
bottleneck

Memory

Figure 1.1: Von Neumann bottleneck. For many data-intensive applications,
energy and time are mostly spent not on performing computations, but on moving
data between memory and computing units.

1.2 Emerging Alternative

In-memory computing is one possible way to address memory bottlenecks. This is
an approach where some computational tasks are performed directly in memory [17],
meaning that most data do not have to be moved at all. While this can save energy
and time, not all applications are suitable for in-memory implementations.

Linear algebra is one of the areas where in-memory approach could accelerate com-
putations. One candidate in specific is vector-matrix multiplication, which is utilised
in many applications involving data processing. For example, in machine learning
methods like ANNs, input vector x is multiplied by synaptic weight matrix W to get
output vector y. It is hoped that if these quantities can be represented using physical
variables, one could use physical principles to perform desired computations.

Resistive crossbar arrays may be used to physically compute vector-matrix products
in memory. These are structures consisting of two sets of intersecting perpendicular
conductive lines with resistive devices placed at those intersections. With this setup,
input vector x is typically encoded into applied voltages V, and weight matrix W is
encoded into device conductances G. Due to (1) Ohm’s law, which can implement
multiplication, (2) Kirchhoff’s current law (KCL), which can implement addition,
and (3) the structure of this circuit, which determines which quantities get multiplied
and which products get added up, crossbar array can implement vector-matrix mul-
tiplication (i.e. multiply-accumulate operations)—the output vector y is extracted
from produced currents I [17]. The crossbar structure and the computation it per-
forms is illustrated in Figure 1.2. The mappings between arbitrary matrices and
physical quantities, the encoding of negative numbers, and the derivation of the
computation are all provided in Section 2.2.

One popular choice for devices in crossbar arrays is memristors. Although there ex-
ist disagreements over the definition of a memristor, these devices typically exhibit
properties desirable for physical computing of linear algebra operations. For exam-
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accumulate
(Kirchhoff’s current law)

multiply
(Ohm’s law)

Figure 1.2: Resistive crossbar array for performing multiply-accumulate
operations. Product of a vector of voltages, V, and a matrix of conductances, G,
can be computed due to the combination of Ohm’s law, Kirchhoff’s current law, and
the crossbar structure. Adapted from Ref. [5].

ple, it is often possible to change their conductance by applying voltage pulses—
this variable-resistor-like behaviour is useful for encoding arbitrary numerical values.
Many memristors also exhibit good retention, meaning that once programmed, their
conductance is unlikely to change for a long time. This makes memristive crossbar
arrays attractive for hardware acceleration.

1.3 Existing Issues

Memristive crossbar arrays rely on analogue properties to encode information. While
this ensures very high memory density and energy efficiency, it also makes compu-
tations less reliable than if they were performed on digital computers. Even small
disturbances will result in deviations from intended behaviour, unlike in digital cir-
cuits, where states are discrete and thus well separated. Memristors, as an example,
may get stuck in a certain state, exhibit non-ohmic behaviour or even change con-
ductance over time. In addition to that, the assumption of perfectly conductive
crossbar lines may not hold true, which may cause further deviations.

The nonideal behaviour of analogue devices has a number of consequences for com-
pute hardware based on analogue crossbar arrays. Most importantly, not all appli-
cations are suitable to be accelerated using this approach. Where precision is key,
e.g. in scientific computing, deviations from idealised computation of vector-matrix
products or similar operations may be unacceptable. Even in contexts where some
degree of uncertainty is tolerable, it is not trivial to apply memristive crossbar ar-
rays. For example, in machine learning, disturbances may cause large errors during
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inference, while insufficient resolution of weight adjustment may result in failure
to converge towards an acceptable solution during training. But even with these
problems present, machine learning has been the main area of exploration where
memristive crossbar arrays could be utilised because it is difficult to find other ap-
plications where some amount of disturbance could be tolerable.

1.4 Goals of the Thesis

Memristor-based crossbar arrays offer an exciting new way of performing data-
intensive computations, but they also come with their own set of limitations. As a
result, in this thesis, I want to explore the following:

• memristive nonidealities in the context of crossbar arrays
• ways of mitigating the negative effects of those nonidealities
• new ways of utilising memristive crossbar arrays

Because memristors suffer from nonidealities, it is important to understand their ef-
fect on device-, system-, and application-level behaviour. Firstly, this thesis aims to
investigate the nature of nonidealities and how they manifest themselves in individ-
ual devices. Then, it is crucial to explore how this affects entire crossbars consisting
of these nonideal devices. Finally, by considering the specific applications in which
memristive crossbars will be used, it is possible to measure the effect of nonidealities
in those contexts. Because crossbar arrays are most often used for physical imple-
mentations of ANNs, a special focus will be given to this application. This will be
done by considering the influence of nonidealities to ANNs, which can be measured
using metrics like classification accuracy.

To enable the use of crossbar arrays in practise, the negative effects of nonideali-
ties must be addressed. Nonidealities or their effects can be mitigated by adjusting
device-level behaviour, by making modifications to the crossbar circuit, or by con-
sidering the applications that crossbar arrays will be used for. This thesis focuses
mostly on algorithmic approaches, thus modifications to the structure of the devices
and similar techniques where major intervention is needed will be excluded from the
analysis.

The use of resistive crossbar arrays has been mostly limited to hardware acceleration
of ANNs, thus it is interesting to explore new ways of utilising them. Due to the way
crossbars perform computations, these new applications would still likely lie in the
area of linear algebra and adjacent applications. But combining multiple crossbar
arrays or introducing different connections in them might extend their use beyond
the computation of vector-matrix products. Exploring the possibilities that such
approach can offer is one of the goals of this work.
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1.5 Thesis Outline

Chapter 2 discusses the fundamentals behind the ideas explored in this thesis and
provides additional context for the research that was carried out. Chapter 3 ex-
plores how one may simulate the effects of memristive nonidealities in the context
of memristive implementations of ANNs. Chapter 4 provides a system-level method
for addressing the negative effects of nonidealities in memristor-based ANNs. Chap-
ter 5 lays out how to efficiently simulate the effect of line resistance and introduces
ways of minimising current decreases due to it. Chapter 6 is focused on ways of
improving the performance of memristor-based ANNs during their training. Chap-
ter 7 introduces potential new applications of memristive crossbar arrays that are
not necessarily related to machine learning; this is preliminary work focused mostly
on circuit design. Finally, Chapter 8 contains the summary of results and provides
future outlook and conclusion.
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Chapter 2

Theoretical Foundations

2.1 Memristive Devices

2.1.1 Memristor formalism

Memristor was formalised as a circuit element in 1971 [18]. An electrical property,
called memristance, was introduced; it related charge and magnetic flux linkage, as
shown in Equation (2.1). The memristor was speculated to exist because it filled
a gap in fundamental symmetries observed in circuit theory, as demonstrated in
Figure 2.1.

M(q) :=
dφ

dq
(2.1)

where M is memristance, q is electric charge, and φ is magnetic flux linkage.

Given that
V =

dφ

dt
=⇒ dφ = V dt (2.2)

(where V is voltage and t is time) and

I =
dq

dt
=⇒ dq = I dt (2.3)

(where I is current), we have:

M =
dφ

dq
=

V dt

I dt
=

V

I
(2.4)

Equation (2.4) shows that memristance M has the same units as resistance, i.e.
ohms. Additionally, if M (or charge q, which M is a function of) does not change
over time, we observe that memristor acts as an ohmic device, linearly relating
voltage V and current I.

One of the consequences of the above formalisation is that memristor’s conductance
depends on the charge that has flowed through it—conductance can increase if the
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I

V q

φ

Resistor
R = dV

dI

Capacitor
C = dq

dV

Memristor
M = dφ

dq

Inductor
1
L
= dI

dφ

dq
=
I d
t

dφ
=
V
dt

Figure 2.1: Symmetries of the four fundamental circuit elements. The
diagram depicts four fundamental circuit elements: resistor, capacitor, memristor,
and inductor. The intrinsic properties of these elements—resistance R, capacitance
C, memristance M , and (reciprocal of) inductance L—are characterised by the
relationships between current I, voltage V , charge q, and magnetic flux linkage φ.
Diagram inspired by Ref. [19].

charge flows one way, and decrease if the charge flows the opposite way. Multi-
ple classes of devices have been proposed as instantiations of the memristor, with
resistance-switching devices being one of them.

2.1.2 Resistance switching

Resistance switching can be defined as a reversible process of changing the resis-
tance of a device using, typically, electrical signals [20]. Resistive random-access
memory (RRAM) is an example of a technology that exhibits resistance switch-
ing [21]. Figure 2.2a shows the basic structure of an RRAM cell—an insulating
thin film (usually, a metal oxide), in which resistance switching takes place, is sand-
wiched between two electrodes. Although the structure is capacitor-like, resistance
switching makes the electrical dynamics of RRAM incredibly rich [22]. There are
multiple types of RRAM, but the one that will be explored the most in this thesis
is filamentary RRAM.

2.1.2.1 Switching mechanisms

Resistance switching in filamentary RRAM is based on the creation of conductive
filaments in the switching layer. This may occur through a number of mechanisms.
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For example, silicon-oxide-based (SiOx ) filamentary RRAM will typically exhibit a
number of defects, including wider than normal angles between Si–O bonds. When
a bias across a device is applied, electrons may be injected between these bonds,
which will weaken them, making their breakage more likely [23]. High enough applied
voltage can cause electroforming, a process characterised by the rapid movement of
oxygen ions and even irreversible changes. This is key to filamentary resistance
switching because the ions leave behind a conductive chain of oxygen vacancies in
the switching layer. This chain connects the two electrodes as shown in the left half
of Figure 2.2b.

Bottom electrode

Switching layer

Top electrode

V

(a)

electroforming
RESET

SET

(b)

Figure 2.2: Visualisation of RRAM. (a) Structure of an RRAM device. Voltage
is typically applied at the top electrode, while the bottom electrode is grounded.
Voltage difference initiates various changes in the switching layer in-between. (b)
Three main processes taking place in the switching layer of filamentary RRAM
devices. Electroforming creates a conductive chain of oxygen vacancies. RESET
process partially breaks that chain, while SET process restores it again. The diagram
is more representative of bipolar, rather than unipolar, switching.

After electroforming, it is usually possible to switch the device between two or more
resistance states by manipulating the device electrically. If there are two distinct
states, they are often referred to as low-resistance state (LRS) and high-resistance
state (HRS)1. This switching between multiple states is possible through partial
breakage and restoration of the conductive filaments, which occurs either due to
electric field or thermal energy. However, filaments are typically not destroyed
completely—device in HRS has lower resistance than it had in its pristine state
(before electroforming). The process of switching from a lower resistance state to
a higher one is called “RESET”, while the opposite is called “SET”2. Both of these
processes are shown in the right half of Figure 2.2b. In reality, both the formation
and the breakage of filaments manifests itself as increased/decreased concentration
of oxygen vacancies rather than as a change in a continuous chain of vacancies.

1These may also refer to the lowest and highest resistance states in multi-level switching.
2Although these are not acronyms, they are typically capitalised in the literature; I will follow

this convention in this work.
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2.1.2.2 Switching modes

In oxide-based RRAMs, there exist two common switching modes based on I-V
characteristics: bipolar and unipolar [24]. In bipolar mode, SET and RESET pro-
cesses occur in different voltage polarities [25]. On the other hand, in unipolar mode,
both processes occur in the same voltage polarity, although that requires additional
control mechanisms [26]. The two modes are compared in Figure 2.3.

SET

#0, #4

#1

#2 #3

#5

#6

RESET

(a)

SET
disabled for

#3–#6

#0, #4

#1

#2#3

#5

#6

RESET

(b)

Figure 2.3: Resistance switching modes. Some of the possible transitions
between high-resistance state (in blue) and low-resistance state (in orange) are shown
for (a) bipolar and (b) unipolar switching. IC is the compliance current.

Bipolar switching is visualised in Figure 2.3a. One may set the device to LRS by
applying a voltage in one of the polarities. In the diagram, this is achieved with a
negative sweep (like in SiOx devices [20]) in steps 0–2. Limiting compliance current
IC is typically necessary to prevent permanent device damage [27]. The device can
be reset to HRS by applying voltage of opposite polarity. In Figure 2.3a, this is
achieved with a positive sweep in steps 4–6.

Unipolar switching is visualised in Figure 2.3b. The logic of this mode of switching
is the same in both polarities, thus I am only displaying one of the two possibilities—
unipolar switching with positive sweeps. During SET process in steps 1–3, current
should be limited. Like in bipolar switching, current compliance is usually utilised;
alternatively, a series resistor may be used [26]. When the device is in LRS and
one wishes to reset it back to HRS, current compliance should be removed. Voltage
sweep of the same polarity is applied in steps 4–6; this time, a larger current may
be produced due to the absence of current compliance limit.

Bipolar and unipolar modes typically operate under different physical mechanisms.
In the case of bipolar switching, the movement of ions in filamentary devices is driven
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mainly by the electric field [28]—as demonstrated in Figure 2.2b, ions may move
towards one of the electrodes during SET and then partially fill the vacancies during
RESET. In unipolar switching, thermal energy usually plays a more important role.
As shown in Figure 2.3b, SET may occur by applying a high enough voltage and
is dominated by electric field. However, during RESET, large current is generated,
which contributes to higher thermal energy. This causes the breakage of the filament
in a less directed way than in bipolar switching where ions are attracted to one of
the electrodes. Operating devices in the unipolar mode produces greater damage to
the filament, thus they typically have much lower endurance [29]. Besides, unipolar
devices have not yet achieved effective multi-level switching in both directions [30].
As a result, nowadays, bipolar mode of operation is usually preferred over unipolar
mode.

Unipolar switching is more commonly observed, but bipolar mode may be promoted
with a careful choice of the device stack. Specifically, bipolar switching typically
requires electrodes with significantly different oxygen affinities [31]. Work functions
and softness of electrode materials may affect the switching mechanisms as well [32].

2.1.2.3 Relevance to this work

Because of the general ability to modify conductance, RRAMs are often classified as
memristors, or, at the very least, memristive devices. Attempts to both prove [33]
and disprove [34] that resistance-switching devices, including RRAMs, are memris-
tors have been made in the recent past. Either way, in this work I will cover only the
applications that relate to the variable-resistor-like behaviour of physical devices. I
will therefore use “memristors”, “memristive devices” and “resistance-switching de-
vices” mostly interchangeably—these will refer to devices whose resistance can be
easily manipulated. I will mostly use high-level abstractions to represent the physics
of RRAM and similar types of devices. The mechanisms behind resistance switch-
ing are diverse, complex, and still a topic of active research [35]. The description I
provided is only a simplified picture serving to provide context when exploring mem-
ristive crossbar arrays, the effects of nonidealities, etc. Much more detailed analysis
and physical models of resistance-switching devices can be found in Refs. [36–38].

2.2 Crossbars and Linear Algebra

Crossbar arrays are structures with m inputs and n outputs. The inputs are applied
to the word lines (WLs), while the outputs are obtained from the bit lines (BLs).
Each WL meets each BL once, thus producing an m × n grid of intersections. At
each of the intersections, a device is placed.
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In resistive3 crossbar arrays, inputs are usually applied in the form of voltages and
the outputs are interpreted as the currents at the bottom of BLs. Such a configura-
tion is shown in Figure 2.4. The most important feature of resistive crossbar arrays
is the fact that they can physically compute one of the most fundamental operations
in linear algebra—vector-matrix product.
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Figure 2.4: Structure of resistive crossbar arrays. Inputs (voltages Vi) are
applied to conductive lines known as word lines, while the outputs (currents Ij)
are obtained from conductive lines known as bit lines. In this circuit, the resistive
elements used are memristors; the conductance of each of them is denoted by Gi,j.

Suppose we had a row vector a of size m with elements

a =
[
a1 a2 · · · am

]

3i.e. crossbar array where resistive elements, such as memristors, are used
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and m× n matrix B with elements

B =




B1,1 B1,2 · · · B1,n

B2,1 B2,2 · · · B2,n

...
... . . . ...

Bm,1 Bm,2 · · · Bm,n




Then their matrix product
c = aB (2.5)

produces row vector with elements

c =
[
c1 c2 · · · cn

]

where

cj :=
m∑

i=1

aiBi,j (2.6)

Resistive crossbar arrays can compute vector-matrix products in this form without
moving the entries of B, i.e. they implement in-memory computing. Such crossbars
are usually referred to as dot-product engines (DPEs). Although earliest examples
of DPEs date back to early 1960s [39], resistive variants of this concept have recently
become attractive due to simple fabrication [40] and operating principle [41]. Such
implementations are able to compute vector-matrix products thanks to three things:

1. Ohm’s law
2. Kirchhoff’s current law (KCL)
3. their structure

In crossbar arrays, we usually encode values of matrix B into conductances of the
crossbar devices, values of vector a—into applied voltages, and the output currents
of the crossbar array then, consequently, represent the vector c. Equation (2.6)
indicates that a given entry in the output vector is computed as a sum of products
of pairs of numbers. In crossbar arrays, these products are computed physically and
can be described using just Ohm’s law, while the addition too is performed physically
and can be explained using KCL. Which pairs of numbers are being multiplied and
which products are being added together is determined by the structure of the
crossbar. Sections 2.2.1 to 2.2.3 derive from first principles how resistive crossbar
arrays compute vector-matrix products.
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2.2.1 Ohm’s law and multiplication

Ohm’s law can be stated in the following way: current through a conductor is
proportional to the voltage applied across that conductor, with conductance acting
as the constant of proportionality. One can state this using Equation (2.7) and
visualise using Figure 2.5.

I = V G (2.7)

where I is current, V is voltage, and G is conductance.

G

+ −
V

I = V G

Figure 2.5: Visualisation of Ohm’s law using a resistor. I represents current,
V —voltage across the resistor, and G—conductance of the resistor.

When memristor is set to a certain conductance state, it usually retains that state,
unless high voltage is applied across it. Otherwise (for small voltages) it typically
behaves like an ohmic resistor. Thus one gets identical behaviour to the one depicted
in Figure 2.5, just with a memristor. If one grounds one terminal of the memristor,
as shown in Figure 2.6, the current I can be controlled with the input voltage V

alone (given that conductance G is constant).

I = V G

V

G

Figure 2.6: Ohm’s law in a programmed memristor. Once the memristor
is programmed to a certain conductance state G, current I can be controlled using
input voltage V .

Although elementary, this is the fundamental block of DPEs. Ohm’s law allows to
scale numbers by a certain factor. If a number is encoded into the voltage, then the
current represents the scaled version of that number with conductance acting as the
multiplicative factor.
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2.2.2 Kirchhoff’s current law and addition

KCL can be stated in the following way: the sum of currents entering a node must be
equal to the sum of currents leaving the node. KCL is a logical conclusion following
from the conservation of charge. One can state this law using Equation (2.8) and
visualise it with an example in Figure 2.7.

∑

i

Ii = 0 (2.8)

where Ii are currents flowing towards or away from (depending on the sign) the
node.

I1
I2
I3

I4 = I1 + I2 + I3

Figure 2.7: Visualisation of Kirchhoff’s current law. Here, differently from
Equation (2.8), all currents are defined as positive. The sum of three currents, I1,
I2 and I3, entering the node is equal to the single current, I4, leaving the node.

In crossbar arrays, one terminal of each of the memristors is grounded, as already
seen in Figure 2.6. Memristors are placed so that in each column they are connected
to the same conductive line—BL. Each column of memristors might be represented
using a circuit in Figure 2.8.

This kind of architecture enables to implement one more basic operation—addition.
If one can encode summands4 into the values of currents that meet in the BLs, their
addition is performed physically. This would be true of any branches meeting at a
node, thanks to KCL.

2.2.3 Crossbar structure and vector-matrix multiplication

In memristive crossbar arrays, each memristor has one terminal connected to a WL,
and the other terminal—to a BL. As discussed previously, the currents for a given
column of memristors are added up together in BLs. WLs, on the other hand, are
used to apply the same input voltage to all memristors in a given row.

As seen in Section 2.2.1, memristor with conductance Gi,j will generate ViGi,j

amount of current; we will refer to this current as Ii,j. As seen in Section 2.2.2,
the total amount of current, Ij, generated at the bottom of jth BL will be

∑m
i=1 Ii,j,

4i.e. numbers to be added together
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I4 = I1 + I2 + I3

I3

I2

I1

Figure 2.8: Kirchhoff’s current law in a column of programmed memris-
tors. One terminal of each of the memristors is connected to a conductive line (bit
line). At the bottom of the bit line, the currents are added together.

where m is the number of bit lines. By substituting ViGi,j for Ii,j, we find that

Ij =
m∑

i=1

ViGi,j (2.9)

By comparing Equation (2.9) to Equation (2.6), we find that this can be expressed
in a more compact way—output currents of a DPE are equal to the vector-matrix
product of applied voltages and memristors’ conductances, as shown in the example
in Figure 2.9. In general, this is expressed using Equation (2.10). In the equation,
G is an m× n matrix representing memristors’ conductances, V is a row vector of
size m of applied voltages, and I is a row vector of size n of output currents. More
generally, V could be a p ×m matrix with each row representing a separate set of
applied voltages. In that case, I would be a p × n matrix; each of its rows would
contain corresponding sets of output currents.

I = VG (2.10)

The significance of Equation (2.10) is that it shows that vector-matrix products
can be computed physically using DPEs. If one wanted to compute vector-matrix
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I1

G3,1

G2,1

G1,1

I2

G3,2

G2,2

G1,2

V1

V2

V3

[
I1 I2

]
=
[
V1 V2 V3

]


G1,1 G1,2

G2,1 G2,2

G3,1 G3,2




Figure 2.9: Using dot-product engines to compute vector-matrix prod-
ucts. An example crossbar with 3 word lines and 2 bit lines is shown. The output
currents (I1 and I2) can be expressed as a vector-matrix product of applied voltages
and memristors’ conductances.

product from Equation (2.5), the values of a would be encoded into voltages V,
values of B into conductances G, and currents I would represent c. Importantly,
this computation can be done inO(1) time complexity. That, of course, assumes that
one excludes programming time5 and so this approach would be the most feasible
where the conductances do not have to be reprogrammed multiple times, i.e. where
matrix B is constant, and only a may be changing.

2.2.4 Dealing with negative numbers

Crossbar in Figure 2.9 has one important limitation—it cannot handle numbers of
different signs when encoding them in the conductance matrix. That is because
conductance cannot be negative6. One way to address this is to use two memristive
devices per every matrix entry that one wishes to encode. The modified circuit is
shown in Figure 2.10.

One might process the circuit’s outputs to get a new set of total output currents.
Specifically, for a pair of output currents I+j and I−j , one might introduce circuitry
that subtracts the latter from the former to get the total output current, Itotj . That

5Additional consideration regarding time complexity might be the mechanism by which the
voltages are applied.

6Further, real devices typically have conductance greater than zero.
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Figure 2.10: Dot-product engine implementing positive and negative
numbers. An example crossbar that can encode a 3 × 2 matrix containing en-
tries which may be positive, negative, or zero. The total output currents can be
computed by subtracting output currents labelled with a superscript “−” from the
output currents to the left of them labelled with a superscript “+”.

is, we would have
Itotj := I+j − I−j (2.11)

For the specific case of Figure 2.10, we get
[
Itot1 Itot2

]
=
[
I+1 I+2

]
−
[
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]

=
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]
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2.2. Crossbars and Linear Algebra

If we define effective conductance Geff
i,j as

Geff
i,j := G+

i,j −G−
i,j (2.12)

we can express the output currents in Figure 2.10 as

[
Itot1 Itot2

]
=
[
V1 V2 V3

]


G+

1,1 −G−
1,1 G+

1,2 −G−
1,2

G+
2,1 −G−

2,1 G+
2,2 −G−

2,2

G+
3,1 −G−

3,1 G+
3,2 −G−

3,2




=
[
V1 V2 V3

]


Geff

1,1 Geff
1,2

Geff
2,1 Geff

2,2

Geff
3,1 Geff

3,2




We can generalise this to crossbars of arbitrary size. If we define total output
currents as

Itot := I+ − I− (2.13)

where
I+ = VG+ and I− = VG− (2.14)

where G+ corresponds to conductances of memristors in the same columns as the
output currents I+, and G− corresponds to conductances of memristors in the same
columns as the output currents I−, then if we define effective conductances as

Geff := G+ −G− (2.15)

one can expresses the total output currents as

Itot = VGeff (2.16)

Implementing subtraction in hardware and using two memristors per every matrix
entry provides flexibility in what matrix values can be encoded. Effective conduc-
tance Geff

i,j is just a useful abstraction—this value can be made positive if G+
i,j > G−

i,j,
negative if G+

i,j < G−
i,j, and zero if G+

i,j = G−
i,j.

Suppose the minimum conductance that any device can be set to is Gmin and max-
imum conductance is Gmax, then the minimum value that Geff

i,j can be set to is
Gmin −Gmax and the maximum value is Gmax −Gmin, i.e.:

G+
i,j, G

−
i,j ∈ [Gmin, Gmax] =⇒ Geff

i,j ∈ [Gmin −Gmax, Gmax −Gmin] (2.17)
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If each device’s conductance can be modified continuously, then for a given Geff
i,j

there will exist an infinite set of pairs of G+
i,j and G−

i,j that would yield that value.
For example, if Gmin = 2mS and Gmax = 9mS and we want to make Geff

i,j equal
to 3mS, we could have G+

i,j = 5mS and G−
i,j = 2mS, or G+

i,j = 8.5mS and G−
i,j =

5.5mS, or any other one of an infinite set of pairs. This has a number of important
consequences, which will be explored most extensively in Chapters 3 and 6.

2.2.5 Mappings between matrices/vectors and physical vari-

ables

With DPEs, we usually want to compute vector c in vector-matrix product in Equa-
tion (2.5). We do so by linearly mapping from vector a onto voltages V:

V = kV a (2.18)

and by linearly mapping from matrix B onto effective conductances Geff :

Geff = kGB (2.19)

where kV is voltage scaling factor and kG is conductance scaling factor.

Then the output currents of the DPE will be a representation of c. The function
that maps from total output currents Itot to the output vector c will be linear as
well (which is what makes DPEs feasible):

c =
1

kI
Itot (2.20)

where kI is current scaling factor typically defined to be

kI := kV kG (2.21)

Although the minimum and maximum possible (as allowed by equipment) values of
V and Geff are usually known, that is often not the case with matrix B and vector
a, the latter of which may even be changing over time. To add to that, the I-V
response of memristors might be nonlinear. These issues pose an interesting question
of how one determines the optimal values of kV and kG; that will be explored in
Chapters 3 and 6.

2.2.6 Line resistance

Although not mentioned previously, one of the most important assumptions in this
analysis was that the resistance along the WLs and the BL is negligible. In Fig-
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ure 2.4, the boundaries between differently coloured segments denote the junctions
between the resistive elements and word/bit lines. DPEs can compute vector-matrix
products precisely only if the resistance of the word- and bit-line segments between
these junctions is zero. Naturally, in practise, the resistance can never be zero. Thus,
if this resistance is non-negligible, careful analyses of DPEs should consider each of
these junctions as a separate circuit node and model each branch as a resistive
element. This is explored in detail in Chapter 5.

2.3 Artificial Neural Networks

Fully connected artificial neural networks (ANNs) are composed of two main building
blocks: neurons and synapses. The synapses scale the signals, while the neurons add
up the incoming scaled signals and then transform that sum. The structure of fully
connected ANNs is shown in Figure 2.11. In the diagram, the neurons are depicted
as circles, and synapses (or weights) are depicted as the connections between those
neurons. Inputs are applied to a neuronal layer called the input layer after which
the signal propagates to the right up until the output layer. Between the input and
the output layers, there is typically a number of hidden layers. Also, input layer
and the hidden layers usually each contain a bias neuron. Finally, we will refer to
sets of synapses between two neighbouring neuronal layers as synaptic layers.

2.3.1 Synapses, neurons and vector-matrix multiplication

Each synaptic layer and the two neuronal layers that it is surrounded by form a
weighted bipartite graph—neurons in the two neuronal layers are the nodes, while
the synapses in the synaptic layer are the edges. The scaling operation of the
synapses and the summation operation of the neurons can be summarised as a vector-
matrix product in Equation (2.22) and illustrated with an example in Figure 2.12.

y := xW (2.22)

where x is a vector containing the inputs to the synaptic layer, W is a weight matrix,
and y is a vector containing the outputs of the synaptic layer.

As mentioned before, presynaptic layers usually include a bias neuron—it applies a
constant input (usually 1). Because an input of one is applied, the weights associated
with the bias neuron can be represented as a vector and so Equation (2.22) can be
modified to the form in Equation (2.23).

y := xW + b (2.23)
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Figure 2.11: Structure of fully connected artificial neural networks. Net-
works contain one input (neuronal) layer to which the input data are applied, one
output layer, and a number of hidden layers in-between. All neuronal layers, except
for the output one, usually have a bias neuron.
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Figure 2.12: Computations in a synaptic layer of an artificial neural net-
work. An example artificial neural network with 3 presynaptic and 2 postsynaptic
neurons.

where b is a vector containing the strengths of synapses associated with the bias
neuron.

However, for any specific layer, the input of 1 can be combined with the rest of the
inputs x, while the bias weights can be incorporated into the weights matrix W. In
this work, this will usually be done implicitly.
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2.3.2 Activation functions

As mentioned before, in addition to summation, the postsynaptic neurons usually
transform the signals. They do so by applying an activation function. Inputs to
(i+ 1)th synaptic layer can be expressed using Equation (2.24).

xi+1 = σi (xiWi + bi) (2.24)

where xi+1 and xi are inputs to (i + 1)th and ith synaptic layers, respectively, Wi

is the weight matrix of the ith synaptic layer, bi is a vector of weights connected to
the bias neuron in the presynaptic neuronal layer of the ith synaptic layer, and σi is
a vector-valued activation function associated with the postsynaptic neuronal layer
of the ith synaptic layer.

Now, suppose we had a fully connected ANN with 2 synaptic layers. Its outputs
could be expressed using Equation (2.25).

y = σ2

(
σ1 (x1W1 + b1)︸ ︷︷ ︸

x2

W2 + b2

)
(2.25)

where x1 are inputs to the ANN.

Activation functions are used to increase the network capacity by introducing non-
linearities [42]. The most popular choices for activation function include logistic
function, hyperbolic tangent and rectified linear unit (ReLU) [43]; scalar expres-
sions for these functions are listed in Equation (2.26) and their graphs are shown in
Figure 2.13.

f(x) =
1

1 + exp(−x) logistic function (2.26a)

f(x) =
exp(x)− exp(−x)
exp(x) + exp(−x) hyperbolic tangent (tanh) (2.26b)

f(x) = max{0, x} rectified linear unit (ReLU) (2.26c)

Without an activation function, there would be no purpose of having more than
one hidden layer in an ANN. That is because a series of linear transformations
(which can be represented as linear products) can be expressed as a single linear
transformation. Following the example of an ANN with two synaptic layers, its
outputs could be expressed as a single vector-matrix product (with an addition of
bias) if no activation functions were used, as shown in Equation (2.27).

49



Chapter 2. Theoretical Foundations
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Figure 2.13: Activation functions commonly used in artificial neural net-
works. The expressions for these functions are listed in Equation (2.26).

y = (x1W1 + b1)W2 + b2 = xW1W2︸ ︷︷ ︸
W

+b1W2 + b2︸ ︷︷ ︸
b

(2.27)

Nonlinear activation functions prevent multiple weight matrices (and bias vectors)
from “collapsing” into one; in that way, they increase network capacity. Furthermore,
if the ANN’s activation functions are non-polynomial, then it can approximate any
continuous function to any degree of accuracy [44], provided the network is large
enough. This makes neural networks suitable for fitting data of arbitrary complexity.

2.3.3 Inference

ANNs are often used for tasks like regression and classification. For example, a
neural network might be used to classify images of handwritten digits. The pixels
of the image are converted to a vector x, which is passed to the ANN that produces
vector y consisting of 10 entries, each associated with the possibility that the image
is of a certain digit. This example is demonstrated with a one-hidden-layer ANN in
Figure 2.14.

In general, this process is called inference, i.e. a class (or a specific value in the
case of regression) is inferred from the inputs X. The outputs Y of ANN (or any
other supervised learning model) that are used in inference can be expressed using
Equation (2.28).

Y = f(X,W ) (2.28)

where W are the parameters of the model, which, in the case of ANNs, are the
synaptic weights. For fully connected ANNs with n synaptic layers the specific form
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Figure 2.14: Artificial neural network inferring the class of a handwritten
digit. Pixel intensities are combined into a vector that is applied as an input to the
network. Entries in the output vector that have large values indicate high confidence
that the image belongs to the corresponding class.

of Equation (2.28) can be obtained using the recursive formula in Equation (2.24).

2.3.4 Training

The parameters (W = {Wi} in ANNs) of a supervised learning model are deter-
mined through a process called training. During it, we attempt to fit some training
input data Xtrain to training target data Ttrain [45]. When a model is trained, its
outputs Y should predict test targets Ttest given a set of test inputs Xtest [45].

Training usually involves defining a loss function, which describes how close the
outputs are to the target data and then minimising it. Popular loss functions have
included squared-error and cross-entropy functions [46]; their expressions are listed
in Equation (2.29).
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E(W ) =
1

M

M∑

m=1

P∑

p=1

([
f(Xm,∗,W )

]
p
− [T]m,p

)2
squared-error (2.29a)

E(W ) =
1

M

M∑

m=1

P∑

p=1

[T]m,p ln(
[
f(Xm,∗,W )

]
p
) cross-entropy (2.29b)

where f is the feed-forward (inference) function, X ∈ RM×N is input data, T ∈ RM×P

is target data, M is the number of examples, N is the number of inputs, and P is
the number of classes.

Given the complexity of ANNs and the data, analytically determining the set of
weights W that would minimise E(W ) is infeasible. Instead, this minimisation is
usually performed with gradient descent. That is, at time step τ , one computes the
gradient, ∇iE, of the loss function with respect to weights in ith synaptic layer, and
then slightly adjusts those weights in the direction opposite to the gradient [45].
This process is repeated iteratively multiple times and can be formalised using the
recursive formula in Equation (2.30) [45].

W
(τ+1)
i = W

(τ)
i − η∇iE

(
W (τ)

)
(2.30)

where η ∈ R>0.

In Equation (2.30), the gradients are usually computed using an algorithm, called
back-propagation [47]. Instead of computing them individually for each weight,
gradients—with the help of the chain rule—can be expressed as products of a number
of terms, most of which are the same for the weights in the same synaptic layer.
As a result, these can be rewritten as matrix products thus leading to efficient
computation with libraries like Basic Linear Algebra Subprograms (BLAS).

2.3.5 Connection to crossbar arrays

In Section 2.2, I demonstrated how resistive crossbar arrays (e.g. memristor-based)
can compute vector-matrix products physically. Given that a significant portion of
ANNs’ computations can be expressed using linear algebra operations, it is worth
considering whether they could be implemented in hardware using DPEs.

2.3.5.1 Inference

In Section 2.3.1, I showed how a synaptic layer of an ANN performs an operation
that can be expressed as a vector-matrix product. Naturally, one may try to imple-
ment synaptic layers of neural networks using crossbar arrays. This idea merits an
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exploration because of three main factors:

1. Large digitally implemented ANNs consume a lot of power [48], while physical
implementations would significantly reduce it.

2. During the inference stage, the weights of an ANN stay constant, only the
inputs change.

3. If the weights of an ANN are disturbed by a small amount, it can still achieve
reasonably high accuracy.

I will extensively explore the use of crossbar arrays for ANN inference in Chapters 3,
4, and 6.

2.3.5.2 Training

Similarly, I have alluded to how the calculation of loss gradients (in training) may be
expressed using a series of matrix products. Even though weight matrices would be
constantly changing in this case, these changes would be very small from iteration
to iteration. It is thus reasonable to at least consider the use of crossbar arrays
during training of ANNs. Although in this thesis I do not focus on the training of
ANNs directly on crossbar arrays, the incentive for this is evident from the fact that
training is time- and power-consuming. For example, the energy needed to train a
large deep learning model can be as high as the equivalent CO2 emissions of 5 cars
throughout their lifetimes [49].
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Chapter 3

Simulating Nonidealities

This chapter investigates the effects of memristor nonidealities on physical realisa-
tions of artificial neural networks. I explore how one may model nonidealities, which
of them are the most severe, and if there are straightforward ways to mitigate at
least some of them. The key findings of this chapter have been published in Ref. [1].

3.1 Introduction

Memristive implementations of artificial neural networks (ANNs), which we may re-
fer to as memristive neural networks (MNNs), offer advantages in terms of speed and
power efficiency but also suffer from nonidealities. In dot-product engines (DPEs)
used to implement MNNs, “nonideality” might be considered any behaviour that
deviates from idealised computation of the desired vector-matrix product. The key
question to consider is whether these nonidealities make it infeasible to use MNNs
for real-world applications. Of course, the performance of ANNs is not judged as a
binary outcome of success or failure but rather using continuous metrics like accu-
racy because these structures are typically employed in tasks like classification [50].
It would thus be useful to understand how much the memristor nonidealities reduce,
say, the accuracy compared to ideal (digital) implementations.

The mode of training plays a significant role in the analysis of nonidealities. These
modes include in-situ training and ex-situ training. The former refers to the training
of artificial neural networks directly on memristive crossbar arrays. On the other
hand, ex-situ training refers to the training of artificial neural networks on digital
systems, after which their weights are transferred onto memristive crossbar arrays.

Networks trained in situ can better adapt to nonidealities but are more difficult
to train due to precision challenges. Training MNNs directly on crossbar arrays
of phase-change memory (PCM) devices makes the networks more robust to the
stochasticity, variability of maximum conductance and faultiness of those devices
as well as to the frequency and accuracy of RESETs [51]. In-situ training is also
reported to “adapt to variations in a circuit” [52]. However, one may also find that
training on crossbar arrays can be sensitive to the linearity and symmetry of con-
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ductance changes during programming as well as the tuning of network parameters
such as the learning rate or the shape of neuron response [51]. Thus, many finely
programmable conductance states may be needed to ensure effective training [53].

Ex-situ training is easier to implement, but may rely on low prevalence of non-
idealities. Compared to in-situ training, the precision of weights is less significant
for MNNs trained ex situ [53]. However, ex-situ training typically does not involve
the modelling of nonidealities1. Therefore, such training may require better de-
vices, e.g. higher ratio between the highest and lowest conductances (i.e. Gon/Goff

ratio) [53]. In addition, experiments of three differently manufactured Ti/Ta2O5–x

and Ta/Ta2O5–x devices demonstrated that more linear I-V behaviour leads to bet-
ter accuracy of MNNs trained ex situ [54]. This is expected because ex-situ training
usually assumes that memristors simply perform linear scaling of the input signal2.

Existing literature covers a wide number of memristor technologies where the per-
formance on popular datasets, like MNIST [55], is reported. However, the focus has
been largely on that alone—individual technologies. With each technology having
not only different materials, but also different fabrication methods, it is difficult to
judge which characteristics really matter. Without this knowledge of what to pri-
oritise when designing memristive systems, it becomes challenging to optimise their
performance.

One ought to consider an alternative approach—analysis of individual nonidealities
associated with memristors. Treating various characteristics without focusing on a
particular technology allows to make more general conclusions. It might be difficult
to draw general conclusions by focusing on a particular degree of nonideal behaviour
found in a specific technology. Instead, because most nonidealities manifest them-
selves in a similar way in different mediums, it is preferable to evaluate their effect
at various extents of their prominence. In this chapter, whenever possible, I aim to
investigate the effects of nonidealities as a function of their severity. This allows to
better understand the nature of the nonidealities and to what extent they can be
tolerated. I explore the effects of the dynamic range and chance of failure of memris-
tive devices, I-V nonlinearities, nonlinear programming, and device-to-device (D2D)
variability.

1See Chapter 6, where that is done.
2See Chapter 6, where no such assumptions about linearity are made.
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3.2 Methodology

3.2.1 Experiments

For some of the simulation parameters, experimental results from SiOx resistive
random-access memory (RRAM) were used. RRAM consisted of 35 nm thick sput-
tered SiOx switching layer (x ≈ 1.9), which was placed between molybdenum (Mo)
bottom electrode and gold (Au) top electrode. There was an additional titanium
(Ti) wetting layer. All tested devices were manufactured by Wing H. Ng.

The devices were investigated using two main techniques: I-V sweeps and voltage
pulses. I-V sweeps allow to quantify I-V nonlinearities but are not the preferred
mode of operation of non-volatile memories (NVMs). Application of voltage pulses—
although a more difficult procedure—allows to modulate RRAM resistance in a more
controlled and continuous manner as well as at a lower power. This method also
allows to achieve high Gon/Goff ratios. Device characterisation was performed by
Adnan Mehonic.

3.2.2 Simulations

The main goal of the simulations is to estimate the performance of ANNs that are
implemented using memristive crossbar arrays. The accuracy of MNNs might be
lower than the underlying ANNs because of two main factors:

1. imperfect mapping onto conductances
2. nonidealities associated with memristors

3.2.2.1 Mapping onto conductances

As described in Section 2.2.5, one may map from a matrix B to effective conduc-
tances Geff by multiplying by a constant kG. I also mentioned that there is an
infinite number of possibilities for the values of G+ and G−. The choice may not be
arbitrary because the severity of nonidealities might depend on the values of conduc-
tance. However, the simulations presented in this chapter often deal with discrete
states, thus, to simplify the analysis, I decided to employ, what I call, proportional
mapping scheme.

In proportional mapping, whose variant was mentioned in Ref. [53], one programs
just one device in a differential pair. The other device is left unelectroformed, i.e.
its conductance is ∼0. The device that one programs is usually electroformed, after
which its conductance is in the interval [Goff , Gon]. If memristors’ conductances can
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be varied in a continuous manner on that interval3 then, for a given Geff
i,j , we can

summarise what G+
i,j and G−

i,j should be using Equation (3.1).

G+
i,j = Gon and G−

i,j = 0 if Geff
i,j ≥ Gon

G+
i,j = Geff

i,j and G−
i,j = 0 if Goff < Geff

i,j < Gon

G+
i,j = Goff and G−

i,j = 0 if Goff/2 < Geff
i,j ≤ Goff

G+
i,j = 0 and G−

i,j = 0 if −Goff/2 ≤ Geff
i,j ≤ Goff/2

G+
i,j = 0 and G−

i,j = Goff if −Goff ≤ Geff
i,j < −Goff/2

G+
i,j = 0 and G−

i,j = −Geff
i,j if −Gon < Geff

i,j < −Goff

G+
i,j = 0 and G−

i,j = Gon if Geff
i,j ≤ −Gon

(3.1)

Essentially, if Geff
i,j is positive, we set G−

i,j to 0 (i.e. do not electroform), and set G+
i,j to

Geff
i,j ; we perform analogous action if Geff

i,j is negative. However, if |Geff
i,j | /∈ [Goff , Gon],

we set memristor to the closest possible conductance, or not electroform it at all if
|Geff

i,j | is closer to zero than to Goff .

A special case of this scheme may have to be applied if one operates memristors using
I-V sweeps. Because these result in discrete conductance states, one will not be able
to achieve perfect resolution in the interval [Goff , Gon]. Instead, in that interval, just
like outside of it in the general case, one would need to round the absolute value of
Geff

i,j to the closest achievable discrete conductance state.

Proportional mapping has some flaws and they may quantified by considering what
weights could be represented accurately using this scheme. In proportional mapping,
the deviation from idealised behaviour can be expressed as a disturbance to matrix
W, i.e.:

if f(x,W) : x→ y is vector-matrix product, then

f(x,W)

proportional
mapping−−−−−−−→ f(x,W̃)

(3.2)

To compute W̃, we should map W onto Geff , and then perform proportional map-
ping onto G. After that, we perform inverse proportional mapping (G̃eff = G+−G−)
and finally convert G̃eff to W̃. This process is illustrated in Figure 3.1.

I realised that the choice of kG determines which weights will be represented accu-
rately. If we define

kG :=
Gon

Won

(3.3)

then we can view this as a problem of determining what values of weights should
be represented using the highest values of conductance. For a synaptic layer with

3That is usually possible when memristors are programmed using voltage pulses.
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Figure 3.1: Simulating the effect of proportional mapping scheme. Weights
W are converted to conductances G using proportional mapping, which requires
rounding some weights. To understand how the weights were rounded we perform
inverse mapping and eventually obtain W̃. The mapping stage in vermilion is the
only one resulting in perturbation to the weights.

weights W, one may be tempted to set Won equal to Wmax, where

Wmax := max|W| (3.4)

In that case, the weights with the largest absolute values would be implemented
with devices set to highest conductance levels. However, that may not be ideal.
Suppose, that Wmax = 6 and Gon/Goff = 3. Then the smallest absolute weight that

could be represented accurately is
6

3
= 2, i.e. the weights between −2 and 2 would

effectively have to be rounded to −2, 0, or 2 (whichever is closest). I refer to these
regions—i.e. ]

− Won

Gon/Goff

, 0

[
and

]
0,

Won

Gon/Goff

[
(3.5)

—as inner weight gaps. As I will demonstrate later, it is usually preferred to decrease
them at least by some amount.

To reduce inner weight gaps, we may set Won to something lower than Wmax. I
decided to determine Won by firstly excluding a small proportion, pmax, of weights
with largest absolute values, and only then picking the highest remaining weight.
For example, in the simulations described in this chapter I excluded 1.5% of weights
with largest absolute values, i.e. I set Won to the 98.5th percentile of the absolute
values of the weights in a given synaptic layer [1].

One of the issues with setting Won to be lower than Wmax is that a proportion of
weights with largest absolute values cannot be represented precisely. We will refer
to these regions of weights as outer weight gaps; these two regions will be defined as

]−∞,−Won[ and ]Won,∞[ (3.6)
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In the ANNs that I trained, most of the continuous weights are concentrated around
zero [1], thus it is worth sacrificing the absence of outer weight gaps for some re-
duction of the inner weight gaps. The significance of inner and outer weights gaps
is illustrated in Figure 3.2.

0

Won

Gon/Goff

Won

− Won

Gon/Goff

−Won

Inner
weight gap

Inner
weight gap

Outer
weight gap

Outer
weight gap

proportional
mapping

Figure 3.2: Practical consequences of proportional mapping scheme. The
weights (in blue) are implemented using either electroformed devices (in green)
with conductances in the interval [Goff , Gon], or unelectroformed devices (in orange),
whose conductance is zero. Weights in the weight gap regions are rounded to the
closest implementable weight, as indicated by “↑” and “↓” arrows. In this case, elec-
troformed memristors could be programmed in a continuous fashion.

A special case of having discrete conductance states may also be considered. Fig-
ure 3.3 shows the effect of proportional mapping when the states are equally spaced
in (a) conductance, and (b) resistance domains. In the simulations of this chapter,
scenarios with mainly discrete states were considered.

It is natural to assume that there may be always be an optimal value of pmax because
it determines Won, and thus sizes of inner and outer weights gaps. As mentioned
before, this value was constant in the simulations of this chapter; however, the
optimisation of it is explored in Chapter 4.

3.2.2.2 Linearity-preserving nonidealities

We wish to use crossbar arrays for computing vector-matrix products. Therefore,
how the nonidealities affect the physical computation of this operation will affect
how it (and the inference of the ANNs) will be simulated. Specifically, for any
synaptic layer of an ANN we wish to compute y = xW (see Equation (2.22)). We
will call nonidealities linearity-preserving4 if their effect on the computation of the

4Categorisation of nonidealities into linearity-preserving and linearity-nonpreserving was pro-
posed by George A. Constantinides.
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Equally spaced
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Equally spaced
resistance states

2 states 4 states 7 states

(b)

Figure 3.3: Available weight levels when using proportional mapping with
discrete conductance states. Weight levels achieved with (a) equally spaced
conductance states and (b) equally spaced resistance states. For n conductance
states of electroformed memristors, there are 2n+ 1 discrete weight levels.

vector-matrix product can be expressed as a disturbance to the values of the matrix,
as shown in Equation (3.7). It will then be possible to express their effect on ANNs
as a disturbance to the weights, as shown in Equation (3.8).

if f(x,W) : x→ y is vector-matrix product, then

f(x,W)
linearity-preserving

nonidealities−−−−−−−−−−→ f(x,W̃)

(3.7)

if f(X,W ) : X→ Y is ANN inference, then

f(X,W )
linearity-preserving

nonidealities−−−−−−−−−−→ f(X, W̃ )

(3.8)

So, for a given synaptic layer with weights W, one could simulate the effect on
them using the steps in Figure 3.4. I note that both the mapping stage and the
nonidealities could affect the accuracy. However, if the nonidealities are linearity-
preserving, all effects can be captured as a disturbance to the weights.

If one can program electroformed memristors in a continuous fashion (e.g. using volt-
age pulses), then the effect on weights can be visualised using Figure 3.5. However,
if the electroformed devices can only be programmed to one of discrete conductance
states (e.g. when using I-V sweeps), then it will affect the mapping stage to even
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G̃G̃effW̃

×kG mapping scheme

linearity-preserving
nonidealities

inverse
mapping scheme

÷kG

Figure 3.4: Simulating the effect of linearity-preserving nonidealities. The
weights W are converted to conductances G, after which they are disturbed and
one obtains new weights W̃. Two stages that may result in reduction in accuracy
are depicted in vermilion.

greater degree, i.e. beyond the degradation due to proportional mapping. The over-
all effect on weights after discretised proportional mapping and linearity-preserving
nonidealities is illustrated in Figure 3.6.

Weights trained
digitally

Weights disturbed to
reflect the effect of

the mapping

Weights disturbed to
reflect the effect of

nonidealities

mapping onto
conductances

applying
nonidealities

Figure 3.5: Effect on weights after proportional mapping and linearity-
preserving nonidealities. The weights are trained digitally. After that, they are
disturbed to reflect the effects of the mapping onto conductances and the memristor
nonidealities.

3.2.2.3 Linearity-nonpreserving nonidealities

The second class of nonidealities that I introduce is linearity-nonpreserving. As
the name suggests, they are all the nonidealities that are not linearity-preserving,
with examples being I-V nonlinearities and line resistance. The motivation for this
classification stems from the fact that such nonidealities cannot be simulated as
straightforwardly as in Section 3.2.2.2.

Specifically, linearity-nonpreserving nonidealities cannot be simulated as a distur-
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Figure 3.6: Effect on weights after discrete proportional mapping and
linearity-preserving nonidealities. The weights are trained digitally. After that,
they are disturbed to reflect the effects of the mapping onto discrete conductance
states and the memristor nonidealities.

bance to the matrix in vector-matrix product. Instead, one deviates from the ideal
computation of this operation; this can be formalised using Equation (3.9). By ex-
tension, when applied to MNNs, the effect of such nonidealities can no longer be
simulated just as a disturbance of the weights; instead, the functional behaviour of
the neural networks changes, as shown in Equation (3.10). The exact way in which
specific linearity-nonpreserving nonidealities can be simulated is explored later.

if f(x,W) : x→ y is vector-matrix product, then

f(x,W)
linearity-nonpreserving

nonidealities−−−−−−−−−−−−→ f̃(x,W)

(3.9)

if f(X,W ) : X→ Y is ANN inference, then

f(X,W )
linearity-nonpreserving

nonidealities−−−−−−−−−−−−→ f̃(X,W )

(3.10)

3.2.2.4 Neural network particulars

For the simulations of this chapter, I trained ANNs to recognise handwritten digits
of the MNIST [55] dataset. To prevent overfitting, I divided 60 000 training images
into training and validation sets in the ratio 3 : 1. All 10 000 test images were
used to evaluate the accuracy after training. Each5 hidden layer used 100 neurons.
Each hidden layer used logistic activation function, while the output layer used soft-
max activation function. The weights were adjusted using gradient descent during
trained. I used patience of 20 epochs, meaning that the training would stop early
if the validation accuracy had not increased for 20 epochs. I additionally employed

5Typically two hidden layers were used, unless stated otherwise.
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learning rate decay, where the learning rate would be multiplied by a factor of 0.8
every 20 epochs.

To account for variability, both in this chapter and in Chapters 4 and 6, I train and
run inference on MNNs multiple times. That is to account for variation in training
and the stochasticity of nonidealities. For the simulations of this chapter, I train
30 networks for each architecture. In the case of nondeterministic nonidealities, I
perform inference on each trained network from 20 to 30 times. More information
can be found in Ref. [1].

3.3 Results and Discussion

3.3.1 Gon/Goff ratio in proportional mapping

Weight gaps, which in part are determined by the Gon/Goff ratio, can affect MNN
performance in a major way. Understanding how this ratio affects inference accuracy
of a network is crucial to the optimisation of RRAM devices. For example, it is
possible to increase Gon/Goff ratio by

• using lower bake temperature during fabrication; however, that results in lower
endurance [56]

• using sol-gel spin coating instead of physical vapour deposition (PVD); how-
ever, that reduces the quality of the pattern [57]

It is thus important to understand what trade-offs can be made to maximise the
accuracy of an MNN.

The results for equally spaced conductance and resistance states are shown in Fig-
ures 3.7a and 3.7b, respectively. It is important to note that the differences between
the figures are minimal. Zero conductance states corresponds to a scenario where
all the devices are unelectroformed and thus all synaptic weights are set to zero.
This results in all outputs being zero and choice of which class to pick becomes
arbitrary[1]6. Single conductance state corresponds to a scenario with fraction of
the devices unelectroformed and fraction of them electroformed but set to Gon. This
already results in 3 discrete levels due to the zero weight and pairs of memristors
implementing either positive or negative weights. However, only at 2 conductance
states do we start seeing different accuracies for different Gon/Goff ratios—only then
do we introduce some of the devices set to Goff . Further, only at 3 conductance can
we, in theory, start noticing differences between equally spaced conductance and

6In my approach, when all outputs have the same value, the first class is chosen. In MNIST,
number of examples in each class is similar, so with all outputs being zero, one gets 9.8% test
accuracy because 980 images (out of 10 000) are labelled as “0” in the test set.
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resistance states. That is because only then are the intermediate conductance states
(between Goff and Gon) introduced. In practise, this difference is hardly noticeable;
the only difference in accuracy between Figures 3.7a and 3.7b that can be seen by
a naked eye occurs at 3 conductance states for Gon/Goff = 5 [1].
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Figure 3.7: Effect of Gon/Goff ratio on memristive neural network accuracy.
(a) Using equally spaced conductance states with different Gon/Goff ratios. (b)
Using equally spaced resistance states with different Gon/Goff ratios. (c) Using
equally spaced conductance states with experimental Gon/Goff ratio. (d) Using
equally spaced resistance states with experimental Gon/Goff ratio. The networks
were trained on the MNIST dataset. Adapted from Ref. [1].

Figures 3.7a and 3.7b show that higher Gon/Goff enables MNNs to achieve higher
saturated accuracy. I define saturation as a point when an MNN implemented with
a certain number of conductance states achieves the same accuracy (to the tenths
digit in percent) as an MNN with an infinite number of conductance states. I noticed
that accuracy saturates at a different number of states for different Gon/Goff ratios.
For example, for Gon/Goff = 1.5, accuracy saturates at 3 conductance states for
both equal conductance and resistance spacing, while with Gon/Goff = 5, saturation
occurs at 8 equally spaced conductance states and at 12 equally spaced resistance
states. Generally, with these fully connected networks trained on MNIST, the satu-
ration occurs at the same number of, or fewer, conductance states for equal conduc-
tance spacing when compared to equal resistance spacing. In all cases, the saturated
accuracy is lower than the accuracy of ANNs with continuous weights because weight
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gaps do not allow perfect mapping of synaptic weights onto conductances, no matter
how many conductance states are available [1].

One of the SiOx devices analysed had Gon/Goff of 3.006. Inference accuracy of an
MNN with such a ratio is shown in Figures 3.7c and 3.7d for equal conductance
and equal resistance spacing, respectively. Both scenarios yield almost the same
results—the accuracy for both saturates at 96.8%, at 6 states for equal spacing
between conductance states and at 7 states for equal spacing between resistance
states.

3.3.2 Faulty devices

Types of nonidealities that one encounters when dealing with memristors are of-
ten of a discrete nature, and we may explore two flavours of it. One subtype is
memristors that cannot electroform [58], i.e. they continue to be highly insulating
even after repeated electrical stimulation. The second subtype is memristors that
do electroform but get stuck in a certain conductance state after electroforming,
e.g. Gon or Goff [59]. We may refer to memristors with either of these behaviours as
faulty devices.

In proportional mapping scheme, some individual devices not being able to electro-
form may not be a problem. That is because 1) a certain proportion of mapped
weights will have to be zero anyway, which requires a pair of unelectroformed mem-
ristors, and 2) nonzero mapped weights require one electroformed and one unelec-
troformed memristor. The concentration of devices being unable to electroform
may not necessarily be homogenous throughout the crossbar, thus one may apply
nonideality-aware mapping to minimise its effects. However, for simplicity, in this
analysis, I mark a random fraction7 of devices as not being able to electroform after
choosing which weights they would implement.

3.3.2.1 Effect of starting accuracy

Figure 3.8 demonstrates the effect of a certain proportion of devices being unable to
electroform. Not surprisingly, the more of such faulty devices there are, the lower
the average accuracy becomes. 100% of the devices being unable to electroform is
equivalent to having a neural network with all zero weights. In the case of MNIST,
this leads to ∼10% test accuracy, like in Section 3.3.1.

Figure 3.8 also introduces the concept of starting accuracy. In Ref. [1], I defined it as
the accuracy of a neural network mapped onto crossbar arrays, with no nonidealities
present. I found that this parameter may have a significant effect on the sensitivity

7equal to 100%− yield
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Figure 3.8: The effects of starting accuracy and proportion of devices un-
able to electroform on memristive neural network accuracy. Lower starting
accuracy often leads to more rapid decrease in accuracy as a larger fraction of the
devices is unable to electroform. The networks were trained on the MNIST dataset.
Adapted from supplementary information of Ref. [1].

of an MNN to the nonidealities.

Limited results of the simulations in this chapter originally presented in Ref. [1] have
led me to hypothesise that in many cases the higher the starting accuracy, the more
robust MNNs are to nonidealities. In Figure 3.8, one set of networks was trained for
fewer epochs, thus achieving lower accuracies both before and after mapping. The
accuracy of networks with average starting accuracy of 95.7% drops more abruptly
than those with average starting accuracy of 96.8% [1].

Of course, the trend related to starting accuracy is not a universal one but can
be useful in the analysis when no additional data are available. In Chapter 6, I
explore the limitations of using this trend as an analysis framework; however, for
many nonidealities and procedures that do not lead to excessively long training,
it can be used to gain insight into MNN performance even before performing the
inference. It may also be employed when comparing the performance of networks
with different architectures—this usually may be more difficult because one cannot
ensure the same average starting accuracy for different groups of networks. In this
and later chapters, to show that a property X of an ANN leads to more sensitivity
to nonidealities, I often employ two groups of networks, which we may refer to as A
and B—former having lower starting accuracy than the latter. If X manifests itself
more in B, and B, as a result, becomes more sensitive to nonidealities than A, it
becomes more likely that X leads to more sensitivity. That is because B becomes
more sensitive to nonidealities than A despite A having a lower starting accuracy.
Again, this framework may not generalise to all training protocols and datasets,
thus, it should be employed carefully.
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3.3.2.2 Effect of number of layers

Figure 3.9a shows mean accuracy of MNNs for different proportions of their weights
set to zero, thus simulating the effect of devices not being able to electroform.
Different curves show results for different number of hidden layers. Despite MNNs
with one hidden layer having the lowest starting accuracy, they seem to be the most
robust—their accuracy remains the highest when a large proportion of synapses are
removed. When analysing the rest of the architectures, I observed a similar trend—
the fewer hidden layers, the more robust MNNs are to this nonideality, at least with
the MNIST dataset.

The dependence of robustness to inability to electroform on the network architecture
is a significant one. Unlike in digital implementations, where one might only consider
the performance of an ANN in perfect conditions, MNN implementations require
careful analysis of the expected degree of nonideal behaviour of memristive devices.
For example, in the case of Figure 3.9a, it makes sense to use a network with two
hidden layers if all the devices work as expected, but for a nonideal yield (say, 80%)
it may be preferable to use a network with one hidden layer instead [1].

Adnan Mehonic and I speculated that the decrease in robustness8 when more hidden
layers are used is a result of decreased parallelism of a network. In general, ANNs are
known to have a certain robustness to small changes [60]—removal of one synapse or
neuron should not change the network behaviour in a major way. That stems from
the fact that ANNs are parallel structures—each one of those neurons or synapses
is responsible only for a small portion of the ANN’s operation. However, hidden
layers are added in series, and not in parallel, thus a removed synapse will have a
cascading effect through the layers of the network [1].

Following similar logic, it might make sense to increase the number of neurons in
every layer to increase parallelism, and thus robustness. However, by performing
analogous simulations to the ones investigating the effects of the number of layers9,
I did not find enough evidence that this approach works. It is probable that this
increased parallelism is cancelled out by increased absolute number of devices unable
to electroform. More synapses are present in an ANN, but also more of them are
not functional because the same proportion of memristors cannot electroform [1].

Additionally, I investigated the effect of devices stuck in one resistance state, specif-
ically Goff or Gon. Although this is less relevant for ex-situ training, where devices
can often be successfully reprogrammed, we would ideally aim to reprogram as few
devices as possible to save energy and time [1]. It is thus useful to understand

8at least in ex-situ training, where networks are not aware of how the nonidealities will manifest
themselves

9The results are not presented in this work.
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Figure 3.9: The accuracy of memristive neural networks implemented
using faulty devices. Accuracy with (a) devices not able electroform; (b) elec-
troformed devices stuck at Goff ; (c) electroformed devices stuck at Gon. The results
are shown for networks with different number of hidden layers, which were discretised
using 10 equally spaced conductance states and Gon/Goff = 3.006. The networks
were trained on the MNIST dataset. Adapted from Ref. [1].

the effect of stuck devices when the naïve programming scheme is used with no
verification of conductance values.

The effect of devices stuck at Goff is shown in Figure 3.9b; we notice that the effect
is not as detrimental as that of devices being unable to electroform. It is important
to note that when 100% of electroformed devices are stuck at Goff , we have not
one, but three discrete weight levels available. One is the zero weight realised using
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unelectroformed devices and the other two are realised using pairs of memristors in
Goff state [1]. Therefore, in this scenario, accuracy in the range of 78%–83%, instead
of ∼10%, is achieved.

With devices stuck in Goff , it is much more difficult to make any meaningful conclu-
sion about the effect of number of layers. However, if one excludes networks with
one hidden layer from the consideration (as they have a visibly lower starting accu-
racy), one could claim that the accuracy of MNNs with fewer hidden layers becomes
higher at very high proportions (∼70%) of devices getting stuck at Goff . That many
devices getting stuck, however, is extremely unlikely and is thus of little value for
the analysis.

Similarly, the effect of devices stuck at Gon is shown in Figure 3.9c. In this case,
we observe a more sudden drop in accuracy initially compared to when devices get
stuck at Goff . This might be due to the fact that Gon is used to implement the
most significant synaptic weights [1], i.e. Won and −Won, and so the effect is more
apparent.

An interesting phenomenon is observed for accuracy curves of MNNs with two, three
and four hidden layers: their global minima occur not at 100% of faulty devices,
but at a smaller proportion. I speculated that this, too, stems from the fact that
Gon implements the most significant weights [1]. During mapping, most important
synapses were already set to Won or −Won and thus were dominant. Some of the
electroformed devices getting stuck at Gon means that some synapses with lower
synaptic weights were set to Won or −Won and thus became dominant too, which
decreased the relative importance of the synapses that were meant to be set to
those discrete weights. At some point so many of the synapses will be randomly
assigned high importance that any bit line (BL) of memristive crossbar array with
not enough devices at Gon will not have a chance of dominating. This likely results
in a large amount of representation of the data set learnt by the MNN to be no
longer useful. At this point it would be better to have all electroformed devices
stuck at Gon so that the prediction would be made by considering only the binary
state (electroformed/unelectroformed) of the devices.

3.3.3 Current/voltage nonlinearity

One of the main assumptions when designing DPEs is that their devices will be
ohmic, i.e. current produced by each of the devices will be a product of applied
voltage and a constant parameter, which we refer to as conductance. However, one
may deviate from this behaviour in practise. Figure 3.10a shows full I-V sweeps
of SiOx RRAM devices for 15 different conductance states; it can be seen that the
curves can be highly nonlinear, especially at higher voltages [1].
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Figure 3.10: Voltage sweeps of SiOx RRAM devices. (a) Double sweep. (b)
Single sweep. Data were obtained by Adnan Mehonic. In the diagram, the same
colours appear twice or thrice in different curves; that is not an indication of any
relation between such curves. Adapted from Ref. [1].

The effect of I-V nonlinearities was simulated in two steps. Firstly, ANNs were
mapped onto 15 aforementioned states with conductance value parameters Gex ob-
tained using low-voltage reading pulses. Then the bottom branches (i.e. sets of
experimental voltages Vex and currents Iex) of I-V curves in Figure 3.10a (seen sep-
arately in Figure 3.10b) were used as a lookup table to compute output currents of
crossbar arrays. That is, current Ij at the output of jth bit line was computed as

Ij =
m∑

i=1

f(Gi,j, Vi) (3.11)

where f(Gi,j, Vi) refers to the interpolation of currents10 of a given curve in Fig-
ure 3.10b.

Given that the degree of nonlinearity is not constant with respect to voltage, it
is important to decide what software inputs correspond to what voltages. In my
ANN model, inputs to every synaptic layer always ranged from 0 to 1. To convert
software inputs to voltage in volts, I multiplied inputs by an input scaling factor,
kV , as mentioned in Section 2.2.5. The procedure of simulating I-V nonlinearities
is summarised in Figure 3.11.

In Figure 3.10, the reset voltage of the leftmost curve is 0.95V. This means that for
that particular conductance state, there are no corresponding current outputs above
the voltage of 0.95V. Thus, to prevent devices from switching during inference
stage, kV can be equal to at most 0.95 for this particular set of 15 conductance
states. With kV = 0.95, software input of 1 would correspond to 0.95V, software
input of 0.5 would correspond to 0.475V, etc. Essentially, kV , in this case, is in the
range ]0, 0.95] and it is thus interesting to see if changing this value has a noticeable

10In Chapter 6, a similar approach of viewing the outputs as arbitrary functions of inputs and
weights is used to adapt to nonidealities during training.
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Figure 3.11: Simulating I-V nonlinearities. The effect of the nonideality
cannot be represented using disturbance of the weights alone (unlike in Figure 3.1
or Figure 3.4), therefore currents I (and thus outputs ỹ) are interpolated using
experimental conductances Gex, voltages Vex, and currents Iex.

effect on inference accuracy. After all, the smaller the kV , the lower the voltage
range that the devices are operated in.
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Figure 3.12: Analysis of I-V nonlinearity and its effect on memristive
neural network accuracy. (a) The inference accuracy of MNNs with continuous
weights (yellow), with discrete weights without taking into account I-V nonlin-
earities (blue) and with discrete weights by taking into account I-V nonlinearities
(vermilion). Results are shown for different values of kV . (b) Dependence of con-
ductance and conductance linearity on voltage for the most nonlinear I-V curve
from Figure 3.10. The networks were trained on the MNIST dataset. Adapted from
Ref. [1].

Results exploring the effect of kV on inference accuracy are presented in Figure 3.12a.
We can observe a slight dependence of accuracy on the value of kV . Choosing
kV = 0.1 or kV = 0.2 can lead to as good of an accuracy as that of discretised
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networks, which treat memristors as ohmic resistors. The fact that low values of
kV lead to high accuracy can be explained by the fact that I-V curves are highly
linear at lower voltages, as seen in Figure 3.10b. However, counter-intuitively, if kV
is decreased even further, the accuracy drops. This might be due to nonzero current
at voltage of 0V [1].

In this application, we care more about constant ratio of current to voltage, rather
than constant I-V slope. I have thus adopted the metric of conductance linear-
ity [54], which attempts to quantify the extent to which device behaves ohmically
using a ratio of conductances at two points. Specifically, conductance at some ref-
erence voltage Vref is divided by the conductance at half that voltage, as shown in
Equation (3.12). The closer this ratio is to 1, the more linear the device is considered
to be.

conductance linearity :=
G(Vref)

G(Vref/2)

where G(V ) :=
current at voltage V

voltage V

(3.12)

Figure 3.12b shows the variation of conductance linearity for different reference
voltages Vref . Using this definition of the linearity of I-V behaviour, the findings
suggest that conductance is more nonlinear at high voltages, as suspected from the
I-V curves earlier. Similar trends are seen in the other curves too [1].

3.3.4 Nonlinear programming with voltage pulses

When memristors are applied with voltage pulses, their conductance often changes
in a nonlinear way. Ensuring linearity in conductance modulation is especially im-
portant for in-situ training where linear weight updates are required [51]. However,
even in ex-situ learning, it is useful to be able to program devices in a simple way.
That reduces the amount of required circuitry and power during programming [1].

Figure 3.13 shows pulsing curves with varying degrees of nonlinearity for a single
SiOx RRAM device. Different curves were obtained by tweaking the shape of the
pulse, namely amplitude and width. It is important to note that Figure 3.13 focuses
on resistance, rather than conductance11, linearity. Although resistance linearity
would not help in in-situ training, it is nevertheless useful to have a simple model
like this in ex-situ learning, as mentioned before.

In a naïve programming scheme, the devices could be applied with a certain number
of pulses calculated using some model (like the linear fits in Figure 3.13) to set them
to a certain resistance state; the final resistance may not necessarily be verified. The

11Not to be confused with a different concept of conductance linearity with respect to voltage
explored in Section 3.3.3.
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absence of verification scheme naturally means that there would exist deviations of
the real resistances from the intended ones. This would result in decreased accuracy
of an MNN.
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Figure 3.13: Nonlinear resistance changes in an RRAM device when
applied with pulses of different shape. (a) Pulses of width 500 ns and amplitude
0.90V. (b) Pulses of width 150 ns and amplitude 1.30V. (c) Pulses of width 150 ns
and amplitude 1.33V. Data were obtained by Adnan Mehonic. Adapted from
Ref. [1].

I simulated the effect of using naïve programming scheme in two steps. Firstly,
I mapped ANN weights onto 10 equally spaced conductance states obtained from
linear fits in Figure 3.13. Then, I disturbed the weights by using the actual experi-
mental resistances at the specified number of applied pulses.

The accuracy results after such a disturbance to MNNs discretised with 10 equally
spaced conductance states are presented in Figure 3.14. Blue columns, which assume
linear resistance changes, reiterate that larger Gon/Goff ratio results in higher accu-
racy (see Section 3.3.1). With deviations from the linear model taken into account

74



3.3. Results and Discussion

(see vermilion columns in Figure 3.14), we can observe moderate decreases in accu-
racy for highly nonlinear programming curves (Figures 3.13a and 3.13b). But even
in the worst case scenario, these decreases in accuracy (with respect to discretised
model) are limited to ∼0.4 pp.
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Figure 3.14: Performance of memristive neural networks under nonlinear
resistance changes during programming. Three pairs of bars show results for
MNNs that use programming curves from Figures 3.13a to 3.13c, respectively. Blue
bars assume linear resistance changes (as described by linear fits in Figure 3.13) and
vermilion bars use experimental data (i.e. individual data points in Figure 3.13). 10
equally spaced conductance states were used for discretisation. The networks were
trained on the MNIST dataset. Adapted from Ref. [1].

To quantify the effect of programming nonlinearities in Figure 3.13, I introduced
the metric d/Gavg (the values for the three curves are compared in Figure 3.14). It
denotes the average absolute deviation, d, of conductance from the linear fit, divided
by the average conductance. The latter is defined as

Gavg :=
Goff +Gon

2
(3.13)

Conductance, instead of resistance, was chosen for easier comparison with D2D
variability whose analysis is presented later and which uses conductance as the
main physical variable.

Although d/Gavg lets one to quantify the degree of nonlinearity and the results agree
with the visual intuition, it may not be a perfect metric for these kinds of deviations.
This metric only captures the local nature of deviations and does not take into
account wave-like global features of the curves in Figure 3.13. These features result
in some resistance regions being disturbed more than others, which manifests as a
larger decrease in accuracy than if the disturbances were independent from the value
of resistance. Therefore, two different experiments with equal Gon/Goff and d/Gavg

values will generally not result in the same nonlinearity effect and thus the same
accuracy [1].
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3.3.5 Device-to-device variability

One of the main advantages of ex-situ training lies in its simplicity—the conductance
of memristors has to be set only once because the devices will not be switched during
MNN’s operation stage referred to as inference. However, two things have to be
considered when evaluating the feasibility of this method:

1. how straightforward it is to set the conductance of memristors in a precise way
during initial programming stage

2. whether conductance could change over time thus degrading the quality of an
MNN

The first point was partly explored in Section 3.3.4. However, it was assumed that

• it is easy to identify linear range of operation of the device
• other devices will share similar pulsing characteristics

Neither of these assumptions is guaranteed to be true in practise. Figure 3.15 shows
the full pulsing regions of the experiments previously presented in Figure 3.13. It is
clearly visible that the linear regions constitute only fraction of the entire pulsing
regions. Although it might be easier to set memristor conductance near average
conductance value, Gavg, conductances near minimum or maximum conductance
values of electroformed devices (Goff and Gon) might be difficult to achieve. That is
because the curves flatten out near these points so they are more difficult to reach
when starting from a point in-between. For example, if one wanted to achieve a
conductance near Gon, the achieved value would likely be lower than desired. This
is typical for RRAMs (and memristors in general) because they all exhibit responses
to voltage pulses that are to some extent nonlinear.
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Figure 3.15: Pulsing curves of a single SiOx device when applied with
pulses of different shapes. Figure 3.13a contains the linear region of the orange
curve, Figure 3.13b contains the linear region of the blue curve and Figure 3.13c
contains the linear region of the reddish purple curve. Data were obtained by Adnan
Mehonic. Adapted from Ref. [1].

Second point is essentially related to the retention of the devices, i.e. their ability to
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retain the same conductance state over time. With filamentary devices, such as SiOx

RRAM, it is often the case that their filaments might self-dissolute over time [61],
resulting in a change in conductance. Additionally, devices can experience the effects
of random telegraph noise (RTN), where conductance can abruptly change between
multiple states.

These time dynamics and D2D variability are difficult to model and the models differ
for different types of RRAM devices. My aim, however, was to model these variations
at least in a qualitative way, so that the model of disturbance would agree with the
results often seen in various types of memristors. In order to simulate these effects,
the model should consider the probabilities of devices’ conductances deviating from
desired values by certain amounts in either direction.

To implement such a model, it would be most natural to randomly sample from a
probability distribution with qualitative features that reflect the physical constraints
we want to include. Specifically, to capture the nature of variability described ear-
lier, I laid out the constraints that the probability density function (PDF) of such
a distribution (which models the conductance of a memristor disturbed by D2D
variability) should have [1]:

1. Electroformed devices should always have a conductance between some mini-
mum and maximum conductances, i.e. PDF should be defined on a bounded
interval [Goff , Gon]. Although there would be no way to find out theoretical
Goff and Gon over the whole population of devices, it is a useful feature of PDF
to avoid physical impossibilities, such as negative conductances.

2. If the conductance is closer to Goff than it is to Gon, the probability of it
deviating towards Gon should be higher than the probability of it deviating
towards Goff , and vice versa. Also, the closer the conductance is to one of these
values, the more skewed the PDF should be towards the other value. This
constraint stems from the discussion earlier: it is more difficult to program
the devices accurately at the extreme ends of the conductance range.

3. It should be possible to define the mode of a PDF. This is useful because this
maximum value of a PDF could denote the desired conductance.

4. It should be possible to define the magnitude of deviation. This would enable
to investigate the effect at different degrees of uncertainty.

Modified PERT is one of the distributions whose PDF satisfies all of these require-
ments [1]. Its PDF is defined on a bounded interval [a, b] and it is also characterised
using its mode, m, and shape parameter, γ [62]. It becomes skewed if its mode is
too close to one of the endpoints (a or b). Additionally, it is possible to change its
variance by adjusting γ.
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One challenge, however, is that variance might be difficult to incorporate into the
analysis. Variance is defined in terms of an average of a PDF, but I use median,
and not the average, to denote the desired conductance. I thus decided to use a
different metric—average absolute deviation, d, of conductance from the mode. It
will be defined as the average absolute deviation of disturbed conductance, Gnew, of
electroformed device from the original (or desired) conductance, m. By expressing it
as a proportion of average conductance12, Gavg, the results will be easier to compare
to those presented in Section 3.3.4 where metric d/Gavg is used. Additional difficulty
is that there is no analytic expression for γ in terms of d, thus I needed to compute
γ numerically [1].

Figure 3.16 shows examples of modified PERT PDFs for a hypothetical device with
Gmin = 4mS and Gmax = 12mS (and consequently, Gavg = (4mS + 12mS)/2 =

8mS). Figure 3.16a shows the effect of changing mode, m, (while keeping average
absolute deviation, d, constant at 0.1Gavg) on the shape of the PDF. If m = Gavg =

8mS, then the PDF notably resembles normal distribution with mean Gavg. This is
not, however, an exact equivalent because the probability density for modified PERT
outside the interval [4mS, 12mS] is zero, unlike in normal distribution where the tails
extend infinitely far both ways. Examining further, we can see that if m is too close
to one of the endpoints, the PDF becomes noticeably skewed towards the other
endpoint. Additionally, different PDFs of modified PERT follow symmetry pattern.
For example, curve with m = 5mS is symmetric to the curve with m = 11mS as the
mode of the former is the same distance away from the left endpoint, as the mode
of the latter is from the right endpoint. Figure 3.16b shows the effect of varying
average absolute deviation, d, (while keeping the mode, m, constant at 5mS). We
can see that the lower this deviations is, the more localised and less skewed the PDF
becomes [1].

When applied in simulations, this disturbance results in continuous deviations of
conductance. It was applied only to electroformed devices because the conductance—
and thus its absolute variability—of unelectroformed devices is orders of magnitude
lower than that of electroformed devices. After applying such a disturbance, the
devices are no longer in discrete conductance states, but if the disturbance is not
too large in magnitude, the peaks of the conductance distribution are still detectable
at the original positions of discrete conductance states. Earlier in the chapter, Fig-
ure 3.6 demonstrated exactly that—discrete states become “fuzzy” after disturbance.

The effects of D2D variability modelled using modified PERT are presented in Fig-
ure 3.17. We can see that if d = 0.05Gavg, the decrease in inference accuracy is
relatively small—∼0.3 pp. This decrease is smaller than the decrease due to dis-

12I am referring to average conductance defined in Equation (3.13), not the average of the PDF
of modified PERT.
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Figure 3.16: Probability density functions of modified PERT for conduc-
tance values of a hypothetical memristive device. It is assumed that a device
has Goff = 4mS and Gon = 12mS. (a) The effect of changing mode, m (in mS),
while keeping average absolute deviation, d, constant at 0.1Gavg. (b) The effect of
varying average absolute deviation, d, while keeping the mode, m, constant at 5mS.
Adapted from Ref. [1].

cretisation13. However, disturbances of larger magnitude make the drops in accu-
racy much more significant: ∼1.1 pp and ∼2.3 pp for average absolute deviations of
0.10Gavg and 0.15Gavg, respectively [1].
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Figure 3.17: Accuracy of memristive neural networks under the influ-
ence of D2D variability modelled using modified PERT distribution.
The networks were discretised using 10 equally spaced conductance states and
Gon/Goff = 3.006. The networks were trained on the MNIST dataset. Adapted
from Ref. [1].

13This can be seen by comparing the difference between the yellow bar and the blue bar with
the difference between the blue bar and the first vermilion bar in Figure 3.17
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3.4 Summary and Conclusion

This chapter described the effect that various memristor nonidealities have on the
accuracy of ANNs when they are implemented using such devices. It used simula-
tions to investigate the effects of Gon/Goff ratio, faulty devices, I-V nonlinearities,
nonlinear programming and D2D variability.

I found that the nature and impact of these nonidealities can vary significantly
from one to another. From the results presented in Section 3.3.1, we can see that
Gon/Goff ratio plays a very important role when using proportional mapping scheme.
In Section 3.3.2, I found that the effect of faulty devices can be tolerated, as long
as the proportion of such devices is limited to a few percent. When analysing the
results of I-V nonlinearities in Section 3.3.3, I found that our SiOx RRAM devices
can be operated at lower voltages to achieve almost perfectly linear behaviour and
eliminate any decrease in accuracy. Simulation results in Section 3.3.4 showed that
using a naïve programming scheme can lead to a noticeable accuracy decrease when
experimental data deviate significantly from the modelled behaviour. Finally, by
analysing D2D variability in Section 3.3.5, I found that its negative effect quickly
increases as the magnitude of variability becomes larger.

Overall, this chapter provides a clearer understanding of how different nonidealities
affect MNN accuracy. Specifically for proportional mapping scheme, I found that
having Gon/Goff ratio of at least ∼3 should be prioritised when designing the devices.
I found that achieving hundreds of conductance states is not as important because
a small number of states (usually, fewer than 10) is enough for the accuracy to
saturate. Focusing on D2D variability will be important when designing memristive
devices in the future as that might be one of the most detrimental nonidealities.

This chapter offered new insights into the nature of MNNs, but several improvements
can be made. The results presented in this chapter were based only on the MNIST
database. For more general conclusions, one may have to employ other datasets,
especially because MNIST is a relatively easy classification task—even with a linear
classifier, one can achieve >90% accuracy [63]. I also did not include the analysis of
some of the other nonidealities, like RTN or line resistance. To rectify that, in later
chapters, I also employ CIFAR-10 dataset (Chapters 4 and 6) and simulate RTN
(Chapter 4) and line resistance (Chapters 4 and 5).
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Committee Machines

This chapter explores how teams—or committee machines—of memristive neural
networks may be used to mitigate the effects of nonidealities and increase the classi-
fication accuracy. I investigate a type of committee machine—ensemble average—to
test how well it performs when networks are exposed to different nonidealities. The
key findings of this chapter have been published in Ref. [2].

4.1 Introduction

Chapter 3 explored the effects of various device nonidealities on memristive neural
network (MNN) accuracy. It demonstrated that some nonidealities are more severe
than others, thus informing in what ways the devices should be optimised. It is now
important to understand whether there are other ways improve the performance of
MNNs that are implemented using nonideal devices.

There has been a large number of attempts to deal with various nonidealities of
memristive devices and their systems. Some of them are listed in Table 4.1; it can be
seen that past efforts were directed mostly at improving device-level characteristics
by combining memristive elements with complementary metal–oxide–semiconductor
(CMOS) circuitry [64, 65] or adjusting fabrication process [54, 66–71].

Although these approaches might to some extent be successful at mitigating the
effects of nonidealities, it is a complicated process. A good example of this is
Ref. [65]—to increase programming accuracy not only are four devices used to en-
code every synaptic weight, but also advanced programming schemes are employed
to compensate for asymmetric device responses.

Thus, to mitigate the negative effects of nonidealities, the main approach in the
past has been to try eliminate the nonidealities themselves. The main challenge
with this is that in different technologies, dealing with nonidealities may require
different techniques [2]. Thus, I instead propose focusing on the specific application
that the memristors are used for and try to improve relevant metrics in that specific
context.
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First author
(year)

Nonideality Device type Proposed solution

C. Sung
(2018) [54]

Current/voltage
nonlinearity

TaOx RRAM Hot-forming step is adopted

C. Li
(2018) [64]

Current/voltage
nonlinearity

Ta/HfO2
RRAM

1T1R architecture is adopted

Y. Fang
(2018) [66]

Device-to-
device
variability

HfOx RRAM Ultra-thin ALD-TiN buffer layer is
introduced

B. Govoreanu
(2013) [67]

Device-to-
device
variability

Al2O3/TiO2
(VMCO)
RRAM

Non-filamentary RRAM is
adopted

A. J. Kenyon
(2019) [68]

Device-to-
device
variability

SiOx RRAM The roughness of bottom
electrodes is increased

L. Xia
(2017) [72]

Faulty devices - A modified mapping algorithm
and redundancy schemes are used

S. Ambrogio
(2018) [65]

Limited
dynamic range

PCM Two pairs of conductance of
varying significance for every
synaptic weight are used

M. Hu
(2016) [73]

Line resistance - Advanced mapping algorithms are
used to compensate for line
resistance effects

W. Wu
(2018) [69]

Programming
nonlinearity

HfOx RRAM Electro-thermal modulation layer
is deposited on the switching layer

J. Woo
(2016) [70]

Programming
nonlinearity

HfO2 RRAM Bilayer structure is adopted

S. Ambrogio
(2018) [65]

Programming
nonlinearity

PCM PCM devices are used together
with CMOS transistors

Z. Chai
(2018) [71]

Random
telegraph noise

TiO2/a-Si
(aVMCO)
RRAM

Non-filamentary RRAM is
adopted

Table 4.1: Examples of past efforts at dealing with nonidealities of mem-
ristive devices and their systems. Adapted from Ref. [2].

Specifically, given that memristors are often used to implement artificial neural
networks (ANNs), one may look at ways to improve the accuracy of these networks,
without considering nonidealities directly. For that I decided to apply a method
called committee machines (CMs) [2], which is used in computer science. It is based
on the idea that by making multiple ANNs work together, one can achieve higher
accuracy than if those same networks worked individually.

The application of system-level approaches and specifically CMs in the context of
MNNs has been very limited. To the best of my knowledge, boosting, a type of CM,
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has been explored only once before in this context [74]. Even in that case, the focus
was on using CMs to improve the training, while the work in this chapter focuses
on improving the inference accuracy. Ref. [75] also proposes the use of boosting or
bagging techniques for MNN training; however, they view device variability as an
advantage, while I use CM techniques to mitigate its effects.

In this chapter, I demonstrate how CMs of MNNs achieve higher accuracy than
individual MNNs. Additionally, I show that this method usually does not require
more area or devices—a large MNN can be replaced with a committee of smaller
MNNs and the committee will achieve higher accuracy in most scenarios. I test
the effectiveness of MNNs when dealing with faulty devices, device-to-device (D2D)
variability, nonlinear programming, random telegraph noise (RTN), and line resis-
tance.

4.2 Methodology

4.2.1 Experiments

Chapter 3 was based solely on the results of SiOx resistive random-access memory
(RRAM) devices. In this chapter, I propose a different way of dealing with non-
idealities and to test the feasibility of the idea I use experimental data from three
different types of devices. These data enabled a more realistic modelling and allowed
to explore nonidealities not covered in Chapter 3.

The first technology explored was a 128 × 64 Ta/HfO2 RRAM one-transistor–one-
resistor (1T1R) array comprised of NMOS transistors and Pt/HfO2/Ta devices. The
conductance of the devices was modulated using SET pulses with varying gate volt-
age, and RESET pulses with varying voltage. The electrical measurements allowed
to quantify the effects of faulty devices, D2D variability, and line resistance. The
experimental data were provided by Can Li and Qiangfei Xia of the University of
Massachusetts Amherst; more details on fabrication and characterisation can be
found in Ref. [64].

The data from second and third type of devices were used for similar purposes in
my work. The second type was a filamentary-based Ta2O5 device that consisted of a
TiN, Ta2O5, TaOx , and TaN/TiN stack, while the third one was a non-filamentary-
based amorphous-Si vacancy-modulated conductive oxide (aVMCO) device com-
posed of a TiN, amorphous-Si, and TiO2/TiN stack. Data from these devices were
used to investigate the effects of RTN and line resistance. Ta2O5 and aVMCO data
were provided by Pedro Freitas, Zheng Chai, and Wei D. Zhang of the Liverpool
John Moores University; more details on fabrication and characterisation can be
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found in Ref. [76] and Ref. [77] for Ta2O5 and aVMCO, respectively.

4.2.2 Simulations

4.2.2.1 Neural network particulars

For the simulations of this chapter, I employed both fully connected ANNs and
convolutional neural networks (CNNs), though the focus was on the former one.
Fully connected networks were trained on the MNIST dataset and contained

1. fully connected layer with 25 (the default, unless stated otherwise), 50, 100,
or 200 hidden neurons and logistic activation function

2. fully connected layer with 10 output neurons and softmax activation function

CNNs, on the other hand, were trained on the CIFAR-10 dataset and contained

1. convolutional layer with 32 output filters, 3×3 kernel size and ReLU activation
function

2. convolutional layer with 32 output filters, 3×3 kernel size and ReLU activation
function

3. pooling layer with 2× 2 pool size
4. dropout with probability 0.25

5. convolutional layer with 64 output filters, 3×3 kernel size and ReLU activation
function

6. convolutional layer with 64 output filters, 3×3 kernel size and ReLU activation
function

7. pooling layer with 2× 2 pool size
8. dropout with probability 0.25

9. pooling layer with 2× 2 pool size
10. fully connected layer with 1024 hidden neurons and logistic activation function
11. dropout with probability 0.5

12. fully connected layer with 10 output neurons and softmax activation function

I divided 60 000 MNIST training images and 50 000 CIFAR-10 training images into
training and validation sets in the ratio 5 : 1. In both datasets, all 10 000 test images
were used to evaluate the accuracy after the training. I trained fully connected
networks using stochastic gradient descent and patience of 25 epochs. CNNs were
trained using Adam optimiser [78] for a 1000 epochs. For each configuration, 25

differently initialised networks were trained.
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4.2.2.2 Mapping onto crossbars and combining into committee machines

Like in Chapter 3, weights were mapped onto pairs of conductances using propor-
tional mapping scheme after training. The effect of nonidealities was simulated using
experimental data and models based on those data.

After simulating the nonidealities in individual networks, they were combined into
CMs that employed ensemble averaging (EA) [79]. The principle behind EA is shown
in Figure 4.1—two or more networks are combined in parallel and their outputs
y1,y2, . . . ,yn are averaged. After that, the prediction is made using the average
vector y—the prediction, as in regular ANNs, is the label corresponding to the
largest entry in the vector.

. . .

. . .

. . .

. . .

. . .

. . .

. . .

. . .

. . .

Averaging

y

y1 y2
yn

. . .

Figure 4.1: The structure of committee machines employing ensemble
averaging. The outputs of n individual artificial neural networks are averaged to
produce a more reliable prediction. Adapted from Ref. [2].

4.2.2.3 Alternative methods

Various CM methods have been employed with conventional ANNs in order to im-
prove their accuracy. Even simple methods, such as EA, often produce better accu-
racy than that of the best individual network in a CM [80]. As mentioned earlier,
besides EA, there are also methods like boosting, which can improve the performance
of traditional ANNs. However, these methods can be more difficult to apply in the
context of MNNs because they often require training additional gating networks or
boosting networks during the training stage [2].

Gating networks would likely be sensitive to nonidealities when implemented using
memristors. A gating network is essentially a master network that determines how
the outputs of an ensemble of networks are combined [81]. To avoid it acting as a
performance bottleneck, it too would have to be implemented on crossbar arrays.
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However, various nonidealities would decrease its effectiveness thus affecting the
performance of the whole committee [2].

Similarly, I speculate that boosting of networks would not be feasible in ex-situ train-
ing. In boosting, networks are trained sequentially—the first network is trained,
then the second network is trained with more emphasis on examples that the first
network got wrong, then the third network is trained with more emphasis on ex-
amples that the first two networks got wrong, and so on [82]. Unfortunately, this
would likely not be effective in ex-situ training—one requires information about
where individual ANNs perform poorly, but that cannot be known precisely until
they are implemented on crossbar arrays and the nonidealities manifest themselves.
As expected, in Ref. [74], where this method is applied in the context of memristive
crossbar arrays, each physical implementation has to be trained differently.

There also exist modifications of EA that could potentially perform better. One
example of this is generalized ensemble method (GEM), which, instead of giving each
network equal importance during averaging (as in EA), uses different weightings for
each [79]. These weightings are determined analytically by considering correlation
of errors between different networks. One limitation of the particular approach in
Ref. [79] is that only ANNs with mean square error loss function were considered.
This loss function is rarely used in modern machine learning, and so I employ a more
conventional cross-entropy loss function in the simulations of this chapter. Because
of that, I decided to not explore analytic determination of weightings using GEM.

Instead, I investigated whether any performance gains can be achieved by trying
to determine optimal weightings numerically. This method, like GEM and others
previously mentioned, might be impractical because

• these weightings could be determined only after the ANNs are physically im-
plemented on crossbars

• the devices could change throughout their lifetimes thus affecting the optimal
weightings

Even assuming that the devices would have perfect retention, I found that the
optimisation of weightings results in effectively the same accuracy [2]. Because of
this, I focus on EA in this work, but provide an example of accuracy improvement
with CMs when using numerically determined weightings in Appendix A.

4.2.2.4 The importance of constituent networks

One also has to consider what kinds of ANNs will be combined into CMs. I found
that even when the ANNs have the same digital weights before mapping, CM con-
structed from these networks can achieve higher accuracy than just a single nonideal

86



4.2. Methodology

network. Although all networks have the same weights before mapping, each of them
will be affected differently by the nonidealities, as shown in Figure 4.2a. For exam-
ple, in one MNN a certain set of devices might get stuck at Gon, while in a different
MNN it might be a different set, thus resulting in different performance. These dif-
ferently “damaged” networks could combine different representations of the data set
when working in a CM thus achieving higher accuracy. However, such an approach
would generally not yield a CM accuracy that is higher than the accuracy of a single
digitally implemented network [2].

A better approach is to use different digital networks for different physical imple-
mentations that constitute a CM, as shown in Figure 4.2b. The different networks
could be obtained by initialising them differently, or by training them on different
subsets of the training data. In the context of MNNs, having networks with different
weights before the mapping stage would not only help to mitigate the effects of the
nonidealities, but would also allow to combine the different learnt representations of
the data set. As a result, this method enables for a CM to achieve higher accuracy,
which is sometimes even higher than that of individual networks with digitally im-
plemented weights [2]. Due to better performance, I have used this method in the
simulations of this chapter. However, I provide an example comparison of these two
approaches in Appendix B.
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Figure 4.2: Comparison of methods for constructing memristive commit-
tee machines. (a) When identical digital networks are used, resulting committee
machines can only mitigate the effects of nonidealities. (b) When different digital
networks are used, resulting committee machines can both mitigate the effects of
nonidealities and combine different learnt representations of the data set Adapted
from Ref. [2].

4.2.2.5 Choice of architectures

In the simulations of this chapter, any given CM used networks of identical archi-
tecture. Furthermore, I focus on fully connected ANN because they are the most
natural to implement using memristive crossbar arrays. However, a method as sim-
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ple as EA could also be applied to CNNs, for example. This could potentially be
of interest as recently there has been significant progress towards implementing this
type of architecture using crossbar arrays [83]. I present the results of using EA
with memristive convolutional neural networks (MCNNs) in Appendix C.

4.2.2.6 Accounting for variability

To reflect the effects of nonidealities, like in Chapter 3, all networks were disturbed
multiple times. This was done 25 times for setups not involving line resistance,
and—due to long simulation times—4 times for setups where line resistance is taken
into account. Each time the networks were disturbed, their outputs were computed,
multiple combinations of networks were chosen, and their performance as a com-
mittee of certain size was evaluated. At most, 10 000 data points were recorded for
each committee size—these data captured the variations of the networks that were
trained, their combinations, and different disturbance iterations [2].

4.2.2.7 Comparing committee machines and individual networks

As mentioned in Section 4.2.2.4, CMs might achieve higher accuracy than even the
individual networks that were not disturbed by physical implementation. This is
natural as more representations of the data set are combined [2]. But this also makes
it more difficult to assess the effectiveness of CMs properly—one may hypothesise
that an individual MNN with as many parameters as the CM might achieve the
same or better accuracy.

One way for an MNN to achieve better performance may be for it to have higher
starting accuracy1, as noted in Section 3.3.2.1. That can be achieved by constructing
larger networks. To easily control for total number of parameters (weights), it is
most straightforward to use one-hidden-layer network. In such networks, an n-
fold increase in hidden neurons results in ∼n-fold increase in the total number of
weights2.

In Section 4.3, the effectiveness of CMs is assessed in two ways. Firstly, for each
technology, the absolute accuracy improvements for individual networks and CMs
are presented. After that, accuracy of CMs is explored by controlling for total
number of devices needed—the performance is compared to individual networks
that have as many parameters as all the networks in the CM combined.

1This usually holds true if the nonideality is not very severe, as explored in Chapter 6.
2Slight deviation from perfectly proportional scaling is due to the presence of bias neurons.
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4.3 Results and Discussion

4.3.1 Ta/HfO2 resistive random-access memory

While Chapter 3 focused on experimental data from a single device, this section is
based on array-level Ta/HfO2 experiments. They provide a more complete picture
of device- and system-level nonidealities. In this section, I analyse the effects of
faulty devices, D2D variability, and line resistance. Ta/HfO2 memristors do not
exhibit apparent RTN and overall have excellent retention properties [84]; however,
this particular nonideality will be considered when exploring other technologies.

4.3.1.1 Faulty devices and device-to-device variability

To modulate the conductance of memristors in the most energy-efficient way, one
would apply voltage pulses. In Section 3.3.4, I explored a naïve way to implement
this by assuming a simple linear model without verifying the conductances after
programming. If each pulse does not result in constant change in conductance, this
leads to deviations from desired conductance values. However, at least in ex-situ
training, if conductance verification schemes were used, one could spend additional
time and power resources to achieve more accurate programming by applying SET
and RESET pulses until a desirable state is achieved [2].

However, even in that case, two obstacles remain—faulty devices and D2D vari-
ability. At least a small fraction of the devices is likely to get stuck in a particu-
lar conductance state. Additionally, different devices might behave differently, e.g.
have different dynamic ranges. Figure 4.3a shows conductance changes in Ta/HfO2

RRAM devices when they are applied with SET pulses. We can see from the me-
dian values that overall the devices’ conductance tends to increase as more pulses
are applied. However, the wider bottom regions of the violin plots indicate that
a significant proportion of the devices is stuck around Goff and cannot set entirely
no matter how many voltage pulses are applied. There also exists a smaller, but
noticeable, proportion of devices that are stuck near Gon, or simply do not span the
full conductance range [2].

Figure 4.3a aggregates data from multiple SET cycles for each of the memristors,
thus it is important to understand the behaviours of individual devices. Figures 4.3b
to 4.3f show conductance of 5 (out of 8192) devices over 11 full (SET and RESET)
cycles. These five plots represent the main classes of qualitative behaviours that are
of interest to the analysis.

Figure 4.3b shows an example of preferable (and typical) device behaviour. In this
device, conductance changes in a continuous fashion and spans a wide range of val-
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ues, from ∼0.1mS to ∼1.0mS. Although, even here, RESET cycles tend to feature
abrupt decreases in conductance, one can always repeat a cycle and exploit the more
predictable behaviour of SET cycles to program the device more accurately [2].
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Figure 4.3: Data from Ta/HfO2 RRAM crossbar array pulsing experi-
ment. (a) Modulation of devices’ conductance over 11 SET cycles, each consisting
of a 100 potentiating pulses. Violin plots of gradual conductance changes are shown
for all Ta/HfO2 devices, with dots representing median conductance after a certain
number of pulses. 100 points were used for Gaussian kernel density estimation.
All violin plots have their maximum widths normalised. Examples of devices with
their conductance (in mS) (b) spanning the full range, (c) spanning part of the full
range, (d) exhibiting cycle-to-cycle variability, (e) stuck at high values, (f) stuck at
low values. These diagrams show conductance of five devices from Ta/HfO2 cross-
bar array over 11 SET and RESET cycles. The radial component represents the
conductance and the angular component represents the number of applied pulses.
The first SET cycle starts at the top of each of the diagrams. The conductance (in
blue) over 100 SET pulses is displayed in a clockwise fashion across the right half of
each of the diagrams. After that, conductance (in orange) over 100 RESET pulses
(starting at the bottom) is displayed across the left half of each of the diagrams,
after which the next cycle is displayed. Data were provided by Can Li and Qiangfei
Xia. Adapted from Ref. [2].

In Section 3.2.2.1, I only considered the choice of kG when mapping onto crossbar
conductances. However, with multiple devices present, one also generally has dif-
ferent Goff and Gon for different devices. That could be an issue because, unless
one develops a complex mapping procedure, there should be only a single operating
range for all the devices to satisfy the rules in Section 2.2.5. It is preferable to choose
a large enough conductance range for precision purposes, but there are trade-offs
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that have to be considered.

One choice, as an example, could be to pick the range between the first and the
last median points in Figure 4.3a, i.e. [∼0.1mS,∼1.0mS]. Device whose behaviour
is shown in Figure 4.3b could be set to any conductance within that range. On the
other hand, device whose behaviour is shown in Figure 4.3c could not be set to all
conductance states within that range. Although operating in a predictable fashion,
its conductance does not exceed 0.8mS in any of the cycles. This is an example of
D2D variability which can make it difficult to choose optimal operating range for
all devices [2].

Device whose behaviour is presented in Figure 4.3d exhibits a high degree of cycle-
to-cycle (C2C) variability. Although in in-situ training that could prove to be a
problem, this specific device might perfectly serve its purpose in ex-situ training of
MNNs. We can observe that this device spans the same conductance range3 as the
device whose behaviour is presented Figure 4.3b. Although the behaviour is unpre-
dictable from cycle to cycle, all states in the full range are, in theory, achievable, thus
one can cycle the device multiple times until it is set to the required conductance
level [2].

Lastly, there are faulty devices whose negative effect is the most difficult to mitigate.
Figure 4.3e shows behaviour of a device stuck at high conductance values, while
Figure 4.3f shows behaviour of a device stuck at low conductance values. In most
cases, such devices cannot be used to encode information because they exhibit almost
no conductance variation [2].

Given that some devices perform like the ones whose behaviour is shown in Fig-
ures 4.3c, 4.3e, and 4.3f, their negative effect should be, if possible, minimised. If
the conductance that a device has to be set to is outside that device’s range, it is
sensible to set it to the closest achievable conductance. For example, suppose that
a device in Figure 4.3c has to be set to 0.9mS. Even though, this value is outside
device’s range, one could set it to the highest achievable conductance (∼0.8mS) [2].

It is impossible to rectify the negative effects of fully stuck memristors in Figures 4.3e
and 4.3f by applying voltage pulses. However, the may still encode information based
on their position in the crossbar and the fact that they had been electroformed, as
demonstrated in Section 3.3.2. Of course, in most mapping schemes, all devices have
to be electroformed, thus this feature would be of lesser utility. That is especially
the case because, unless the density of faulty devices is position-dependent in the
crossbar, it would be difficult to minimise negative effects for all the devices. One
might get lucky with individual devices that get stuck in desirable states, but this

3when considering all cycles
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advantage is almost certain to get cancelled out over a large number of devices,
even with the power to choose which bit lines implement positive and negative
components of the differential pairs.

In the simulations of this chapter involving faulty devices and D2D variability, I
used the operating conductance range between the first and the last median points
from Figure 4.3a. When implementing any given weight in an MNN, I chose the
devices randomly from the 128 × 64 crossbar and set them to the most desirable
states, as described before.

4.3.1.2 Line resistance

Another nonideality that can affect the performance of MNNs in a major way is
line resistance. The effect can be extremely detrimental when the crossbars used
are large and the interconnect resistance is high when compared to the resistance
of the devices. However, there are design choices available that may minimise the
negative effects.

The Ta/HfO2 crossbar has a shape 128 × 64 and so this shape was used in all the
simulations involving line resistance in this chapter. Even relatively small MNNs
trained to classify MNIST images would likely need more than one such crossbar
in order to be implemented. For example, an ANN with 784(+1) : 25(+1) : 10

architecture4 used in this chapter would need

2× ((784 + 1)× 25 + (25 + 1)× 10) = 39 770

memristors to be implemented. To overcome this, I simulated multiple 128 × 64

crossbars, each of which would implement a different subset of all the weights. In
the real world, each one of them would compute in parallel.

Eight crossbars in total were simulated for each MNN. Seven crossbar were used to
implement the first synaptic layer because ⌈785/128⌉ = 7 and—because ⌈25/128⌉ =
1—one crossbar was used to implement the second synaptic layer5. Figure 4.4a
shows the first subset of weights in the first synaptic layer being mapped onto first
of the seven crossbars. Because 113 + 6 × 112 = 785, this and five more crossbars
utilised their bottom6 113 bit lines, while the seventh crossbar utilised its bottom
112 bit lines. In the eighth crossbar implementing the second synaptic layer, 26 bit
lines were utilised.

4784 input neurons, 25 hidden neurons, and 10 output neurons. “(+1)” indicates bias neurons
in the input layer and the hidden layer.

5In both cases, the number of output neurons (of a synaptic layer) was smaller than 64, so
exceeding available bit lines was not a concern.

6Further analysis on why it is preferable to place devices near the bottom (i.e. near the outputs)
of a crossbar array can be found in Chapter 5.
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Figure 4.4: Implementation of a synaptic layer using crossbar arrays. It
was assumed that a synaptic layer of shape 785 × 25 would be physically realised
using 128 × 64 crossbars. (a) Mapping the first subset of weights onto one of the
seven crossbars. Positive (in blue) and negative (in orange) weights are mapped
onto memristors in different bit lines, like in Figure 2.10. Memristors in grey are left
unelectroformed and are not used to implement any of the weights. (b) Heatmap of
average changes in output currents due to line resistance. For this simulation, it was
assumed that the crossbars do not suffer from device-to-device variability. Adapted
from Ref. [2].

Devices in Figure 4.4a can be categorised into 4 groups. The most relevant are
memristors in blue and orange—they implement positive and negative weights, re-
spectively. The memristors in black are unelectroformed, and are used in conjunction
with the devices implementing positive or negative weights, or to implement zero
weights (after they have been discretised, like in Figure 3.3). Finally, there are
memristors in grey, which—due to the architecture of the crossbar—are left unused
and thus are not electroformed.

Even when using multiple smaller crossbars (instead of a single one that could ac-
commodate 39 770 memristors), the interconnects can significantly affect the distri-
bution of currents. Heatmap in Figure 4.4b shows average output current decreases
due to line resistance in all seven Ta/HfO2 crossbars. The resistance of the devices
ranged from ∼1 kΩ to ∼11 kΩ, and the interconnect resistance of the crossbars was
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0.35Ω and 0.32Ω in the word lines (WLs) and bit lines (BLs), respectively. The
heatmap shows a slight trend in the decreases in current—the decreases range from
∼12% at the outputs closest to the applied voltages to ∼16% at the outputs in the
rightmost BLs that are used.

4.3.1.3 Performance

MNNs were simulated by combining the nonidealities of Ta/HfO2 explored in this
section: D2D variability7 and line resistance. Box plots in Figure 4.5 show the
accuracy of

• ANNs implemented on digital computers (in yellow)
• networks mapped onto crossbars, but without the nonidealities present (in

blue)
• MNNs working individually with nonidealities present (in vermilion)
• committees of MNNs working together with nonidealities present (in green)
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Figure 4.5: Effectiveness of committee machines when using Ta/HfO2
devices. Accuracy of memristive neural networks and their committees was com-
puted by taking into account device-to-device variability and line resistance data of
Ta/HfO2 crossbar. In the box plot, the maximum whisker length is set to 1.5× IQR.
The networks were trained on the MNIST dataset. Adapted from Ref. [2].

As seen from the plot, digital ANNs achieve ∼95.9% median accuracy. Nonideal
MNNs achieve ∼91.0% median accuracy when working individually. Although that
is a substantial drop in accuracy, it is improved if CMs are used. The more net-
works are used, the more the performance increases—with CM size of 5, the median
accuracy reaches ∼95.7%, as seen in the rightmost green box plot [2].

Figure 4.6 shows the accuracy of Ta/HfO2-based MNNs and their CMs, while con-
trolling for the total number of memristors required. The networks were disturbed

7including faulty devices
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using only D2D data because line resistance effects take a long time to simulate in
larger networks. It is also important to mention that a fair comparison is incredibly
difficult to perform because different training can lead to different advantages for
certain architectures compared to others.

105 106

Total number of memristors

90

91

92

93

94

95

96

97

98

M
ed

ia
n 

ac
cu

ra
cy

 (
%

)

Individual networks
Committees of 2 networks
Committees of 3 networks
Committees of 4 networks
Committees of 5 networks

Figure 4.6: Effectiveness of committee machines when controlling for the
total number of Ta/HfO2 devices. Median accuracy of individual one-hidden-
layer memristive neural networks and their committees was computed by taking into
account device-to-device variability data of Ta/HfO2 crossbar. The networks were
trained on the MNIST dataset. Adapted from Ref. [2].

CMs consisting of two networks, with 25 hidden neurons in each, achieve ∼0.9 pp
higher median accuracy than individual networks with 50 hidden neurons, despite
requiring almost the same number of memristors8. The trend is even more apparent
for larger networks: CMs of two networks, each with 100 hidden neurons, achieve
∼1.1 pp higher median accuracy than individual networks with 200 hidden neurons,
despite requiring almost the same number of memristors9. In this specific case, even
larger improvement in accuracy can be gained by using more smaller MNNs in a CM.
CMs of four networks, each with 50 hidden neurons, achieve ∼1.5 pp higher median
accuracy than individual networks with 200 hidden neurons, despite requiring almost
the same number of memristors10 [2].

4.3.2 Ta2O5 resistive random-access memory

This section explores Ta2O5 devices. They were chosen mostly for the investigation
of RTN, which is observed both in this type of devices and in aVMCO devices
explored in Section 4.3.3.

82 × (2 × ((784 + 1) × 25 + (25 + 1) × 10)) = 79 540 memristors in a CM vs 2 × ((784 + 1) ×
50 + (50 + 1)× 10) = 79 520 memristors in an individual MNN.

92× (2× ((784 + 1)× 100 + (100 + 1)× 10)) = 318 040 memristors in a CM vs 2× ((784 + 1)×
200 + (200 + 1)× 10) = 318 020 memristors in an individual MNN.

104× (2× ((784 + 1) × 50 + (50 + 1)× 10)) = 318 080 memristors in a CM vs 2× ((784 + 1) ×
200 + (200 + 1)× 10) = 318 020 memristors in an individual MNN.
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4.3.2.1 Random telegraph noise

Electronic devices often experience RTN, which can be defined as “the abrupt
and random switch of the measured current/voltage among discrete values, un-
predictably affecting the device behavior” [85]. This nonideality is different from
most of the others discussed previously because it is nondeterministic even during
inference. In MNN implementations, this type of noise can cause the accuracy to
fluctuate over time.

Table 4.2 shows the occurrence rate of RTN in a Ta2O5 device with 8 equally dis-
tributed resistance states. These data were provided by Pedro Freitas, Zheng Chai,
and Wei D. Zhang; data were obtained by setting the device into different states
using I-V sweeps, and measuring its current multiple times. The table shows that
higher resistance states exhibit RTN more frequently.

Resistance
level 25 kΩ 50 kΩ 75 kΩ 100 kΩ 125 kΩ 150 kΩ 175 kΩ 200 kΩ

RTN
occurrence
rate

40.625% 43.75% 46.875% 59.375% 62.5% 65.625% 68.75% 71.875%

Table 4.2: Occurrence rate of random telegraph noise in a Ta2O5 device.
Data were provided by Pedro Freitas, Zheng Chai, and Wei D. Zhang. Adapted
from the supplementary information of Ref. [2].

Figure 4.7 shows the magnitude of RTN (when it occurs). Cumulative probability
plots for those states are shown together with lognormal fits11. As we go to higher
resistance states (from left to right), the magnitude of RTN increases—current de-
viation becomes larger. Thus, both in terms of occurrence rate and the magnitude,
RTN is more severe in higher resistance states of Ta2O5 [2].

4.3.2.2 Performance

To simulate Ta2O5-based MNNs, two nonidealities were considered. Firstly, RTN
data were employed—networks were disturbed lognormally multiple times. In addi-
tion to that, interconnect resistances were borrowed from Ta/HfO2 experiments to
simulate line resistance effects.

The performance of MNNs experiencing Ta2O5 RTN and Ta/HfO2 line resistance is
explored in Figure 4.8. The difference in accuracy between the first and second box
plots shows that there is significant drop in accuracy simply due to mapping. This
might be due to the combination of the following:

• Resistance—not conductance—states were equally distributed.
• High Gon/Goff of 8 was used.

11Lognormal fitting was suggested by Pedro Freitas, Zheng Chai, and Wei D. Zhang.
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Figure 4.7: Random-telegraph-noise-induced current deviations in a
Ta2O5 device. The figure consists of cumulative probability plots of absolute
relative current deviations for 8 discrete resistance states of a Ta2O5 RRAM device
(in the instances when random telegraph noise occurs). In addition, lognormal fits
are shown for each resistance state. Data were provided and lognormal model was
suggested by Pedro Freitas, Zheng Chai, and Wei D. Zhang. The networks were
trained on the MNIST dataset. Adapted from Ref. [2].

• Only 8 discrete states were available.

As evidenced by findings in Section 3.3.1, the first two factors lead to accuracy
saturating at a higher number of states—eight states might not have been sufficient
for that.
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Figure 4.8: Effectiveness of committee machines when using Ta2O5 de-
vices. Accuracy of memristive neural networks and their committees was computed
by taking into account RTN data of Ta2O5 device and line resistance data of Ta/HfO2

crossbar. In the box plots, the maximum whisker length is set to 1.5 × IQR. The
networks were trained on the MNIST dataset. Adapted from Ref. [2].

A further drop in accuracy when taking into account nonidealities is not as severe.
This might be because RTN magnitude is usually limited to <100% and the distur-
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Chapter 4. Committee Machines

bance is always unidirectional12. Additionally, the resistance of Ta2O5 device ranges
from 25 kΩ to 200 kΩ, so the influence of line resistance is not as significant [2].

Committees of 5 MNNs achieve inference accuracy of ∼96.5%. This value is higher
than that of the software baseline of individual networks (which is plausible because
committees use more parameters in total). This also reveals a trend observed in
all the simulations performed: the higher the accuracy of the individual MNNs, the
higher the accuracy of the committees that they constitute [2].

Figure 4.9 shows the accuracy of Ta2O5-based MNNs and their CMs, while control-
ling for the total number of memristors required. As with Ta/HfO2 devices, line
resistance effects were not considered. Instead, only RTN data of Ta2O5 devices
were taken into account.
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Figure 4.9: Effectiveness of committee machines when controlling for
the total number of Ta2O5 devices. Median accuracy of individual one-hidden-
layer memristive neural networks and their committees was computed by taking into
account random telegraph noise data of Ta2O5 device. The networks were trained
on the MNIST dataset. Adapted from the supplementary information of Ref. [2].

In this case, the advantage of CMs is not as apparent as in Figure 4.6 with Ta/HfO2

devices. However, the accuracy of CMs becomes higher (compared to individual
networks) at larger network sizes. Also, in the case of Ta2O5-based MNNs, the
accuracy curves in Figure 4.9 have more overlap and there is an optimal number
of networks (which is not necessarily five) that should be used in a CM at a given
total number of memristors. For example, it might be preferable to use CMs of
2 networks, with 100 hidden neurons each, instead of 4 networks, with 50 hidden
neurons each13. However, CMs of 4 networks, with 100 neurons in each, achieve
higher accuracy than CMs of 2 networks, with 200 neurons in each14 [2].

12Unidirectional changes are less severe in differential pair architecture because negative effects
are, to some extent, cancelled out.

13Both require similar number of memristors: 2×(2×((784+1)×100+(100+1)×10)) = 318 040
in CMs of size 2 vs 4× (2× ((784 + 1)× 50 + (50 + 1)× 10)) = 318 080 in CMs of size 4.

14Both require similar number of memristors: 4×(2×((784+1)×100+(100+1)×10)) = 636 080
in CMs of size 4 vs 2× (2× ((784 + 1)× 200 + (200 + 1)× 10)) = 636 040 in CMs of size 2.
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4.3. Results and Discussion

4.3.3 aVMCO resistive random-access memory

The aVMCO device was characterised in a similar way to Ta2O5 one. Its investiga-
tion, too, was focused mainly on RTN.

4.3.3.1 Random telegraph noise

Table 4.3 shows the occurrence rate of RTN in an aVMCO in 8 nearly equally
distributed resistance states. These data, too, were provided by Pedro Freitas, Zheng
Chai, and Wei D. Zhang. The table shows that, as in Ta2O5, higher resistance states
exhibit RTN more frequently. However, the occurrence rates are, on average, lower
in aVMCO device.

Resistance
level 1.00MΩ 1.92MΩ 2.84MΩ 3.76MΩ 4.68MΩ 5.60MΩ 6.52MΩ 7.50MΩ

RTN
occurrence
rate

6.67% 8.89% 8.89% 15.6% 20% 20% 24.4% 28.9%

Table 4.3: Occurrence rate of random telegraph noise in an aVMCO
device. Data were provided by Pedro Freitas, Zheng Chai, and Wei D. Zhang.
Adapted from the supplementary information of Ref. [2].

Figure 4.7 shows the magnitude of RTN (when it occurs) in aVMCO device. As be-
fore, there is a trend of higher resistance states experiencing larger RTN magnitude.
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Figure 4.10: Random-telegraph-noise-induced current deviations in an
aVMCO device. The figure consists of cumulative probability plots of absolute
relative current deviations for 8 discrete resistance states of an aVMCO RRAM
device (in the instances when RTN occurs). In addition, lognormal fits are shown
for each resistance state. Data were provided and lognormal model was suggested
by Pedro Freitas, Zheng Chai, and Wei D. Zhang. Adapted from Ref. [2].

4.3.3.2 Performance

When simulating the accuracy of aVMCO-based MNNs, line resistance from Ta/HfO2

experiments and RTN of aVMCO was considered. The performance of such MNNs
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is explored in Figure 4.11.
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Figure 4.11: Effectiveness of committee machines when using aVMCO
devices. Accuracy of memristive neural networks and their committees was com-
puted by taking into account RTN data of aVMCO device and line resistance data of
Ta/HfO2 crossbar. In the box plots, the maximum whisker length is set to 1.5×IQR.
The networks were trained on the MNIST dataset. Adapted from Ref. [2].

As with Ta2O5-based MNNs, there is a large drop in accuracy due to mapping
alone—likely, the consequence of too few states available. However, the additional
drop in accuracy due to nonidealities is hardly noticeable. That is because

• the occurrence rate and magnitude of RTN in aVMCO device are small [2]
• the resistance of aVMCO device is even higher than that of Ta2O5 device, thus

line resistance has even smaller effect [2]

The median accuracy of individual MNNs is ∼94.6%. This being higher than the
accuracy of individual Ta2O5-based MNNs results in slightly higher accuracy of
the CMs—ensembles of aVMCO-based MNNs achieve ∼96.7% median accuracy,
compared to ∼96.5% in Ta2O5-based MNNs [2].

Figure 4.12 shows the accuracy of aVMCO-based MNNs and their CMs, while con-
trolling for the total number of memristors required. As with Ta2O5 devices, only
RTN data were taken into account.

When using aVMCO devices, CMs are less effective. With small network sizes, they
achieve even lower accuracy than individual networks, as seen from Figure 4.12.
However, eventually, as in Ta2O5 case, CMs of smaller networks achieve higher
accuracy than larger individual networks consisting of the same total number of
memristors [2].
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Figure 4.12: Effectiveness of committee machines when controlling for
the total number of aVMCO devices. Median accuracy of individual one-
hidden-layer memristive neural networks and their committees was computed by
taking into account random telegraph noise data of aVMCO device. The networks
were trained on the MNIST dataset. Adapted from the supplementary information
of Ref. [2].

4.3.4 General trends

4.3.4.1 Effectiveness when controlling for total number of memristors

As observed in Figures 4.6, 4.9, and 4.12, the effectiveness of CMs varies for dif-
ferent nonidealities. For design purposes, for a given total number of memristors,
there is an optimal number of networks that should be used in a CM, as demon-
strated in Section 4.3.2.2. That sometimes means the use of one network only, which
technically would not constitute a CM. However, the results suggest that individual
networks only achieve higher accuracy when the networks that they replace are very
small and/or the nonidealities are not too detrimental. But even with nonidealities
whose effect is minimal, I hypothesise that as the size of the networks that CMs re-
place increases, CMs eventually show better performance [2]. This is, for example,
suggested by Figure 4.12.

It is difficult to say with certainty why CMs would be the most effective when
replacing large MNNs, but their training is likely the main reason. Figure 4.13 shows
the accuracy of one-hidden-layer ANNs with different number of hidden neurons.
With each doubling of the neurons, the increase in accuracy is smaller; this is natural
as we are limited by the upper limit of 100% but I am hypothesising that this
saturation may be more rapid than the increasing gains in robustness described
in Section 3.3.2.1. Figure 4.13 shows that ANNs with 50 hidden neurons achieve
much higher accuracy than ANNs with 25 hidden neurons, and thus are much more
robust to nonidealities when implemented using memristors. However, networks
with 200 hidden neurons achieve only slightly higher accuracy than those with 100

hidden neurons. When these two types of ANNs are implemented using memristors,

101



Chapter 4. Committee Machines

their accuracy drops to similar values (because they have similar starting accuracy),
but 100-hidden-neuron network can work with another ANN in a CM totalling the
same number of memristors as the 200-hidden-neuron MNN, but achieving higher
accuracy overall [2].
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Figure 4.13: Accuracy of artificial neural networks implemented on digital
computers. All networks contained one hidden layer; the accuracy is shown for
different number of hidden neurons. In the box plots, the maximum whisker length
is set to 1.5 × IQR. The networks were trained on the MNIST dataset. Adapted
from the supplementary information of Ref. [2].

4.3.4.2 Modularity

One of the unique advantages that CMs of MNNs provide is the increased modular-
ity, which enables more flexibility. Although this would be less important in digital
architectures, where the behaviour at the device and circuit level is more predictable,
memristive systems could greatly benefit from modularity. As seen in Chapter 3, as
well as this one, the effect of nonidealities on MNN accuracy is sometimes difficult
to predict. However, with CM approach, one could manage this more easily. For
example, if verification accuracy of one of the constituent MNNs deteriorates below
acceptable level, the outputs of that network could simply be ignored [2], ensuring
higher accuracy of the rest of the CM [2]. The more MNNs constitute a CM, the
more viable this strategy becomes.

4.3.4.3 Parallelism

CMs are a feasible approach to improve the performance of MNNs mainly due to
their intrinsic parallelism. One can easily use a similar hardware setup both for a
CM and a large MNN. In CMs, we use almost the same number of memristors and
each network computes in parallel, independent of the others. Therefore, in terms of
both power and time, we achieve similar results, while the accuracy, in most cases,
improves.
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4.3. Results and Discussion

4.3.4.4 Number of neurons

As seen in the previous sections, comparisons of networks of different sizes are not
straightforward because it is difficult to scale both the number of synapses and the
number of neurons at the same rate. Although in this chapter I focused mostly on
synapses (as they are implemented using memristors), it is important to consider
neurons too. Specifically, introducing many more neurons could have an impact on
energy consumption if more digital-to-analogue converters (DACs) and analogue-to-
digital converters (ADCs) had to be used15.

We may consider this question by performing the most basic calculation first: how
many neurons does a large MNN have, and how many neurons does a CM of smaller
MNNs have? I will take an example of one-hidden-layer MNN with 50 hidden
neurons versus CM of two one-hidden-layer MNNs, each with 25 hidden neurons;
both of these structures require similar number of memristors (79 520 vs 79 540).
However, the large network consists of

785 + 51 + 10 = 846

neurons, while the committee consist of

2× (785 + 26 + 10) = 1642

neurons in total.

Although this difference is significant, it is not indicative of how many more DAC
and ADC units would be required in a CM compared to a large MNN. That is
because in a CM, all MNNs use the same inputs, thus 784 digital inputs would have
to be converted to analogue signals only once. The signals could be redirected to
different crossbars implementing the first synaptic layer of constituent networks, or
they could even be implemented on the same crossbar by placing them on different
BLs. Additionally, the bias neurons have constant values thus they do not require
any conversions. Therefore, if the activation functions are implemented digitally,
the number of DAC and ADC units required would be

784︸︷︷︸
DAC

+ 50︸︷︷︸
ADC

+ 50︸︷︷︸
DAC

+ 10︸︷︷︸
ADC

= 894

in the large network, and

784︸︷︷︸
DAC

+2× ( 25︸︷︷︸
ADC

+ 25︸︷︷︸
DAC

+ 10︸︷︷︸
ADC

) = 904

15This point was raised by one of the reviewers during peer review of Ref. [2].
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in the CM. Therefore, the only additional neurons introduced by the CM are the 10

output neurons from the second MNN [2].

Implementing activation functions in hardware may provide advantages. Although
coming at the expense of precision, analogue realisations of activation functions
eliminate the need to have DACs and ADCs in every hidden layer. Additionally, in
a CM employing EA, the outputs of several MNNs could be combined directly in
hardware. Firstly, for the output layer of each of the networks, an activation function
would be applied, after which the corresponding activated outputs (i.e. currents)
would be added together, resulting in as many output units as in a single MNN;
only those outputs would require conversion to the digital domain. Continuing with
the previous example, one would only need

784︸︷︷︸
DAC

+ 10︸︷︷︸
ADC

= 794

DAC and ADC units in total, both for the large MNN and the CM of smaller
networks [2]. This applies to any fully connected network with any number of
hidden layers.

4.4 Summary and Conclusion

This chapter explored the use of committee machines in the context of memris-
tive neural networks. I used simulations and experimental data from memristive
Ta/HfO2, Ta2O5, and aVMCO devices to determine whether CMs can successfully
mitigate the effects of nonidealities.

I have found that the CM method routinely utilised in conventional machine learning
is of great use in the design of memristive architectures too. By combining MNNs
into groups (committees), one may achieve higher inference accuracy than if those
networks worked individually. Although that is not surprising (given the greater
number of parameters in the CM), I have found that the accuracy can often be
increased without increasing the total number of memristors, i.e. by replacing a large
MNN with a number of smaller ones. Additionally, introduced modularity makes
these systems more flexible and thus more robust to unexpected future behaviour.

CMs are one more approach in the toolbox of memristive electronics. Instead of
tweaking fabrication process or programming schemes, this method allows to in-
crease the accuracy of hardware-based neural networks in most circumstances sim-
ply by modifying the mapping of the parameters onto crossbar arrays. Importantly,
this method is device-technology- and, to some degree, nonideality-agnostic [2].
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Chapter 5

Addressing Line Resistance

This chapter focuses on the analysis of line resistance, which is a system-level non-
ideality, and ways to mitigate its effects. Using a Python package that I developed,
I investigate the effect of nonzero interconnect resistance. I additionally propose
techniques to minimise these effects by rearranging the lines of crossbar arrays. The
key findings of this chapter have been published in Refs. [2, 4].

5.1 Introduction

Line resistance may be considered to be the nonideality arising from interconnects
with nonzero resistance connecting neighbouring memristive elements in a crossbar
array. Chapter 3 did not discuss line resistance, but this nonideality was considered
in the simulations of Chapter 4. Given the significance of line resistance and the
number of approaches that could be used to mitigate it, this nonideality warrants a
separate chapter.

When crossbar arrays are used as dot-product engines (DPEs), then one deviates
from ideal computation of vector-matrix product due to line resistance. If these
DPEs are used to implement memristive neural networks (MNNs), inference accu-
racy tends to decrease [2]. Although my aim is to focus on approaches that do not
require modifying the fabrication process of the devices themselves, it is important
to understand different ways in which this problem is currently addressed.

The smaller the ratio between device resistance and interconnect resistance, the
more prominently line resistance manifests itself. Thus, increasing this ratio is the
most obvious solution to the problem. One may decrease interconnect resistance by
increasing the thickness of the wires (word lines (WLs) and bit lines (BLs)) [86]. It
may be challenging to increase the thickness of the wires in dense crossbar arrays,
thus more conductive materials could be chosen instead. Ref. [87] proposes using
2 nm Pt nanofins whose resistance is 1000 times below that of a 2 nm–wide Cu wire.

One may also mitigate line resistance by taking into account how this nonideal-
ity manifests itself in crossbar arrays specifically. That includes consideration of
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crossbar structure, mapping schemes and external circuitry.

At the circuit level, one may employ double biasing [73]. This refers to the applica-
tion of input signals from both the left and the right of the WLs of a crossbar, and
sensing the outputs from both the bottom and the top of the BLs. Double biasing
makes the distribution of potentials in a crossbar array more symmetric, thus line
resistance effects become less severe [73].

Another approach is modifying the mapping of weights onto crossbar arrays. For
example, nonlinear mapping may be used to tackle the degradation of signals [73].
By selectively increasing the conductance of some of the memristors, they compen-
sate for that attenuation. Similarly, one may use sensitivity analysis to determine
the most sensitive weights and map them closest to the applied voltages to reduce
the MNN error [88].

Another possible solution may be dividing large crossbar into multiple smaller ones.
Ref. [89] present a rationale for this approach by claiming that the accuracy improves
(because of increased capacity) as we increase the size of a crossbar from 1× 1, but
that it eventually goes down due to voltage drops across the interconnects. Similarly,
one may implement this by organising smaller crossbar arrays in a two- or three-
dimensional structure [90]. However, using multiple smaller crossbars introduces
additional complexity—the need to aggregate the signals from these structures to
produce a unified output1.

To successfully address the effects of line resistance, one must understand how it
manifests itself in crossbar arrays. Therefore, in this chapter, I consider passive
crossbar arrays and the effect that line resistance has on the distribution of cur-
rents/potentials, and specifically on the behaviour of MNNs that these crossbars
constitute. I also consider ways of minimising these effects using techniques at
either software or circuit level. Ref. [4] describes Python package badcrossbar2,
which I developed. I used it for most of the simulations and visualisations in this
chapter.

1Of course, committee machines have a similar disadvantage.
2https://github.com/joksas/badcrossbar
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5.2. Methodology

5.2 Methodology

5.2.1 Simulations

5.2.1.1 Neural network particulars

Where artificial neural networks (ANNs) are employed in this chapter, the net-
works and committee machines (CMs) described in Chapter 4 are used. How these
networks were trained and how their performance was evaluated is described in
Section 4.2.2.

5.2.1.2 Simulating effects of line resistance

The main goal of these simulations is to compute output currents of a crossbar
array. However, in the process, all branch currents and node voltages will have to
be computed. Fortunately, in circuits—such as passive crossbar arrays—containing
only passive elements that requires only the application of Kirchhoff’s current law
(KCL) and Ohm’s law [4].

In an m×n crossbar array, there are 3×m×n branches. We may enumerate these by
considering m×n memristors and the branches that each of them is associated with,
as shown in Figure 5.1. Each memristor is part of a branch itself; the currents flowing
through each of the memristors might be collectively represented using matrix ID ∈
Rm×n. Then, as shown in Figure 5.1, we may construct another matrix IWL ∈ Rm×n

that consists of currents in the branches to the left of the left (or top) terminal of each
of the memristors. Finally, matrix IBL ∈ Rm×n can be constructed from currents in
the branches below the right terminal of each of the memristors. We can also notice
that the last row of IBL corresponds to the output currents

[
I1 I2 · · · I3

]
of the

crossbar array:
[IBL]m,j = Ij for j ∈ [1, n] (5.1)

Without line resistance, there are only m+1 unique nodes, i.e. nodes with generally
unique voltages: m WLs with generally different applied voltages and n BLs, which
are all biased at 0V. But when line resistance is present, there are voltage drops
not only across memristors, but also across interconnects. This produces 2×m× n

unique nodes—a pair for each memristor, as shown in Figure 5.2. Computing these
node voltages leads to trivial computation of currents in each branch by applying
Ohm’s law [4].

To set up equations at each of the nodes, we may start with KCL. When m,n >

1, these relations are given by Equations (5.2a) and (5.2b) for WL nodes and by
Equations (5.2c) and (5.2d) for BL nodes [4].
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Figure 5.1: Crossbar branch currents. Currents IWL flowing through word
lines, IBL flowing through bit lines, and ID flowing through the memristors them-
selves. Adapted from Ref. [4].

[IWL]i,j − [IWL]i,j+1 − [ID]i,j = 0 for j < n (5.2a)

[IWL]i,j − [ID]i,j = 0 for j = n (5.2b)

[ID]i,j − [IBL]i,j = 0 for i = 1 (5.2c)

[ID]i,j + [IBL]i−1,j − [IBL]i,j = 0 for i > 1 (5.2d)

To replace currents in Equation (5.2) with voltages, one may use Ohm’s law relations
in Equation (5.3) [4].

[IWL]i,j = GWL(Vi − [VWL]i,j) for j = 1 (5.3a)

[IWL]i,j = GWL([VWL]i,j−1 − [VWL]i,j) for j > 1 (5.3b)

[IBL]i,j = GBL([VBL]i,j − [VBL]i+1,j) for i < m (5.3c)

[IBL]i,j = GBL[VBL]i,j for i = m (5.3d)

[ID]i,j = Gi,j([VWL]i,j − [VBL]i,j) for all (i, j) (5.3e)
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Figure 5.2: Crossbar node voltages. Voltages VWL and VBL at the word line–
and the bit line–nodes, respectively. Adapted from Ref. [4].

Substituting Equation (5.3) into Equation (5.2) and rearranging, we get Equa-
tion (5.4).

(
2GWL +Gi,j

)
[VWL]i,j

−GWL[VWL]i,j+1 −Gi,j[VBL]i,j = GWLVi

for j = 1 (5.4a)

(
2GWL +Gi,j

)
[VWL]i,j

−GWL[VWL]i,j−1 −GWL[VWL]i,j+1

−Gi,j[VBL]i, j = 0

for 1 < j < n (5.4b)

(
GWL +Gi,j

)
[VWL]i,j

−GWL[VWL]i,j−1 −Gi,j[VBL]i,j = 0
for j = n (5.4c)

(
GBL +Gi,j

)
[VBL]i,j

−G(i,j)[VWL]i,j −GBL[VBL]i+1,j = 0
for i = 1 (5.4d)

(
2GBL +Gi,j

)
[VBL]i,j

−Gi,j[VWL]i,j −GBL[VBL]i−1,j

−GBL[VBL]i+1,j = 0

for 1 < i < m (5.4e)
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(
2GBL +Gi,j

)
[VBL]i,j

−Gi,j[VWL]i,j −GBL[VBL]i−1,j = 0
for i = m (5.4f)

where GWL and GBL are interconnect conductances along WLs and BLs, respectively.

The left-hand sides in Equation (5.4) can be expressed as linear combinations of
[VBL]i,j and [VWL]i,j, thus Equation (5.4) can be expressed in matrix form [4], as
demonstrated in Equation (5.5).




2GWL +G1,1 −GWL · · · −G1,1 0 · · · 0

−GWL 2GWL +G1,2 · · · 0 −G1,2 · · · 0

0 −GWL · · · 0 −G1,2 · · · 0
...
0 0 · · · 0 0 · · · 0
...
0 0 · · · 0 0 · · · −Gm,n

−G1,1 0 · · · GBL +G1,1 0 · · · 0

0 −G1,2 · · · 0 GBL +G1,2 · · · 0

0 0 · · · 0 0 · · · 0
...
0 0 · · · 0 0 · · · 2GBL +Gm,n







[VWL]1,1

[VWL]1,2
...

[VBL]1,1

[VBL]1,2
...

[VBL]m,n




=




GWLV1

0

0
...

GWLVm

...
0

0

0

0
...
0




(5.5)

Equation (5.5) can be represented succinctly as Equation (5.6).

GCVC = IC (5.6)

Because generally we know GC and IC, node voltages VC can be solved for using
conventional linear algebra methods. Branch currents can then be computed using

• Ohm’s law if the resistance of the elements is non-zero
• KCL otherwise

To solve for VC, I utilised Python’s libraries scipy and numpy that wrap around
an implementation of the Basic Linear Algebra Subprograms (BLAS) library [91],
which is an industry standard in computational linear algebra. Although Python is
generally a slow language, both scipy and numpy are written mostly in lower-level
languages, such as C [91], which are significantly faster than pure Python imple-
mentations. In badcrossbar, there are two main stages of computation: 1) filling
up matrices GC and IC, and 2) solving for VC; the second step is usually more
time consuming. However, scipy allowed me to utilise the fact that VC is a sparse
matrix, which improved the performance.
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5.3 Results and Discussion

5.3.1 Performance of computation

To evaluate badcrossbar, I measured the time it takes to compute currents and
voltages in crossbars of different sizes, given inputs of different sizes. The results
for n×n crossbars are shown in Figure 5.3; each curve represents different numbers
of sets of applied voltages3. Each curve straightens out above a certain threshold.
Given the log-log scale of the graph, this leads to suggest that with large enough
inputs or large enough crossbars, median computation time, t, scales as a power of
n [4]. This is unsurprising and is in agreement with the theory and literature of
solving systems of linear equations [92].
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Figure 5.3: Performance of badcrossbar. The median time (out of 10 for every
data point) to compute currents and voltages in crossbars of shape n× n is shown
for various numbers of sets of applied voltages, as well as for different n. Adapted
from Ref. [4].

I realised that, at least when using badcrossbar, there is an optimal number of
inputs (sets of voltages) that should be supplied at once. In Figure 5.3, processing
a 1000 sets of applied voltages at once results in shorter computation time than
doing so, say, in 10 different batches (each of size 100). However, this is not the case
for larger number of sets: supplying 10 000 sets at once is slower than doing so in
10 separate batches (each of size 1000). I hypothesise that this is due to memory
management, which may vary from machine to machine [4]. Unfortunately, this
would mean that optimal setups may not be universal on all machines and thus may
have to be estimated using hardware specification or discovered empirically (using
trial and error).

3This is important to consider as we may want to simulate the effects for a number of input
examples at once. For example, MNIST test set contains 10 000 images, all of which are usually
processed when evaluating a model.
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5.3.2 Analysis of effects

How the crossbar operates when the interconnect resistance is zero may provide
insight into how it deviates from intended behaviour when line resistance is present.
This is explored in Figure 5.4, in which random crossbars with no line resistance are
applied with random inputs over many iterations.

Figure 5.4a shows the distribution of average voltages. Unsurprisingly, the average
voltage at each node in a given WL is the same because there are no voltage drops
across the interconnects. Similarly, average voltage in all BLs is 0V because they
are connected to the ground.

0.5

0

Av
er

ag
e 

vo
lt
ag

e 
(V

)

(a)

0.13

0

Av
er

ag
e 

cu
rr

en
t 

(A
)

(b)

Figure 5.4: Crossbar operation when line resistance is not present. (a)
Average voltages at the nodes. (b) Average currents in the branches. The voltages
and currents were simulated in a 10× 10 passive crossbar array with zero intercon-
nect resistance and memristor resistances drawn from a uniform distribution in the
interval [10Ω, 100Ω] over 100 iterations, where each iteration consisted of a 100 in-
put examples drawn from a uniform distribution in the interval [0V, 1V]. Computed
and visualised using badcrossbar.

More revealing is the distribution of average currents in Figure 5.4b. One will notice
that they tend to accumulate in

1. the left side of the WLs (near the applied inputs)
2. the bottom of the BLs (near the grounded outputs)

From this, one can guess that when line resistance is present, voltage drops across
the interconnects will cause

1. signals (applied voltages) in the WLs to attenuate when going from left to
right

2. voltage in the BLs to increase when going from bottom to top
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Figure 5.5a showing distribution of average voltage in a crossbar array with non-
zero interconnect resistance confirms these predictions. Firstly, WL node voltages
decrease when going away from the inputs on the left. Secondly, BL node voltages
are no longer perfectly zero, but rather increase when going away from the outputs
at the bottom. These are the asymmetry issues that Ref. [73] suggested addressing
using double biasing (see Section 5.1).
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Figure 5.5: Crossbar operation when line resistance is present. (a) Av-
erage voltages at the nodes. (b) Average currents in the branches. The voltages
and currents were simulated in a 10 × 10 passive crossbar array with interconnect
resistance 1Ω and memristor resistances drawn from a uniform distribution in the
interval [10Ω, 100Ω] over 100 iterations, where each iteration consisted of a 100 in-
put examples drawn from a uniform distribution in the interval [0V, 1V]. Computed
and visualised using badcrossbar.

Figure 5.5b shows the distribution of average currents in a crossbar with non-zero
interconnect resistance. Trend is similar to Figure 5.4b where no line resistance is
present—currents simply accumulate at the left of the WLs and at the bottom of
the BLs. However, as seen from the colour bars, line resistance significantly limits
the range of currents: maximum average current decreases from ∼130mA down to
∼61mA.

5.3.3 Mitigation techniques

5.3.3.1 Intensity-aware mapping

As seen in Figures 5.4b and 5.5b, currents tend to accumulate in the bottoms of
BLs. Because of that, the effect that each input has might depend not only on
its expected value, but also on where the corresponding voltage is applied in the
crossbar array. To utilize this, I came up with an input reordering scheme that
would mitigate the effects of line resistance.
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In the supplementary information of Ref. [2], I introduced intensity-aware mapping.
In this scheme, inputs with highest expected intensities are applied closest to the
outputs; this is illustrated in Figure 5.6. This would be possible in applications like
supervised learning—the inputs could be reordered based on training and validation
sets, which are not used during inference.
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Figure 5.6: Intensity-aware mapping. Inputs (such as pixels of an image) with
highest expected intensity are applied at the word lines closest to the outputs.

Figure 5.7 demonstrates the effectiveness of intensity-aware mapping. When us-
ing the ordering of inputs inherent to the original format (rows and columns of an
MNIST image) like in Figure 4.4b of Section 4.3.1.2, average output current de-
creases range from ∼12% to ∼16%. However, once the inputs have been ordered
using intensity-aware mapping (as in Figure 5.6), average output currents decreases
range from only ∼5% at the outputs closes to the inputs to ∼9% at the (active)
outputs furthest away from the inputs [2].
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Figure 5.7: Effectiveness of intensity-aware mapping in reducing current
decreases. Heatmaps of average changes in output currents due to line resistance
without and with intensity-aware mapping. For this simulation, it was assumed
that the crossbars do not suffer from device-to-device variability. Adapted from
supplementary information of Ref. [2].

In Ref. [2], I tested intensity-aware mapping with data from Ta/HfO2 crossbar (in-
terconnect resistance of 0.35Ω in the WLs and of 0.32Ω in the BLs). As seen in
Figure 5.8a, the accuracy of individual nonideal networks is ∼95.6% when not using
intensity-aware mapping. With the scheme applied (see Figure 5.8b), the accuracy
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of such networks increases up to ∼95.7%—approximately the same accuracy as that
of networks with nonidealities not applied. With the accuracy of individual non-
ideal networks increasing, the accuracy of CMs increases as well, as described in
Section 4.3.2.2. Because in this case intensity-aware mapping was so successful at
mitigating negative effects of line resistance, it was not even applied in the simu-
lations of the main text of Ref. [2]; otherwise it would not have been possible to
understand CMs’ effectiveness when dealing with this nonideality.
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Figure 5.8: Effectiveness of intensity-aware mapping in reducing accu-
racy decreases due to line resistance. Accuracy of memristive neural networks
and their committees was computed by taking into account line resistance data of
Ta/HfO2 crossbar. The accuracy is shown (a) without and (b) intensity-aware
mapping. In the box plots, the maximum whisker length is set to 1.5 × IQR. The
networks were trained on the MNIST dataset. Adapted from supplementary infor-
mation of Ref. [2].

To investigate how intensity-aware mapping deals with more severe line resistance,
I simulated crossbars with line resistance five times higher than the one in Ta/HfO2

crossbar, i.e. I used interconnect resistance of 1.75Ω in the WLs and of 1.6Ω in
the BLs. As seen in Figure 5.9a, the effect on accuracy is much greater—it drops
to ∼91.0% in individual nonideal networks. However, shown in Figure 5.9b, we
can observe the positive effects of using intensity-aware mapping—the accuracy in
individual nonideal networks is ∼94.6% when the scheme is applied [2]. Naturally,
the accuracy of the CMs increases as well.

This method works (at least with MNIST data). However, it is difficult to provide
a rigorous description of why4. I originally hypothesised5 that “[intensity-aware
mapping] makes it so that most of the current is generated near the outputs, while

4This is the case in the analysis of many applications involving complex structures like ANNs.
For example, batch normalization is frequently utilised to improve the speed and stability of ANN
training; however, the working mechanisms of this technique are still not well understood [93, 94].

5even before performing the simulations, which acted as a rationale for trying out this method
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Figure 5.9: Effectiveness of intensity-aware mapping in reducing accuracy
decreases due to high line resistance. Accuracy of memristive neural networks
and their committees was computed by simulating five times higher resistance than
one present in Ta/HfO2 crossbar. The accuracy is shown (a) without and (b)
intensity-aware mapping. In the box plots, the maximum whisker length is set
to 1.5 × IQR. The networks were trained on the MNIST dataset. Adapted from
supplementary information of Ref. [2].

the currents in the top parts of the bit lines are disturbed minimally” [2]. Although
this description is correct, I no longer think it is the main reason why the method
works. Inputs with highest expected intensities applied at the bottom WLs will still
contribute large amounts of current resulting in large voltage drops in the bottom
branches of the BLs. This means that the right (or bottom) terminals of uppermost
memristors will still be biased at significantly higher voltage than zero (similar to
Figure 5.5a). The currents in these uppermost segments of BLs will be minimally
disturbed only because the inputs there are often zero anyway and not because they
are furthest from the inputs with highest expected intensities, as might be inferred
from the original statement.

The more likely reason for the method’s effectiveness may lie in how the contributions
of the inputs with highest expected intensities are affected. One may assume that
with line resistance, voltage drops across segments of BLs are a given; one can only
choose which inputs would be least affected by that (by placing them closest to the
outputs). The voltages of inputs with highest expected intensities will be the highest
(and thus most different from the voltages at the bottom of BLs), thus placing these
inputs closest to the outputs will most effectively mitigate the decreases in current
due to line resistance. This is especially important in data sets where only small
fraction of inputs have high intensity (such as MNIST) and they thus carry more
information relative to the rest of the inputs—minimising current decreases due to
these inputs will minimise the decrease in inference accuracy.
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5.3.3.2 Random reordering of inputs and outputs

When working with CMs, it is important to consider whether line resistance may
increase correlation between different networks. Different inputs may produce dif-
ferent amounts of current, and thus different effects of line resistance. For example,
if all networks in a CM suffered the most from line resistance when presented with
an “8”, it would be difficult for them to compensate for each other’s degradation.
This might be avoided if the networks were not affected in the same way—similar
to how random telegraph noise (RTN) tends to manifest itself randomly and thus
different MNNs in a CM are disturbed differently.

One possible way to increase the diversity of effects in a CM is through random
reordering of inputs and outputs6. One may randomly choose which inputs (and
corresponding weights) map onto which WLs in a crossbar array for each synaptic
layer. Additionally, which BLs in a crossbar implementing the last synaptic layer
map onto which outputs (and corresponding weights) should also be chosen ran-
domly. This is sufficient because reordering the inputs of ith synaptic layer achieves
everything that the reordering of the outputs of (i−1)th synaptic layer would achieve.
Doing the former (shuffling inputs) also ensures that position of the bias is changed
too, which the latter method (shuffling of outputs of the preceding layer) does not
achieve.

This method does not entirely eliminate the dependence of behaviour of individual
MNNs in a CM on particular inputs. Certain input classes may still generate more
current resulting in greater effects of line resistance. However, random reordering
makes the effects on each network less homogeneous.

Random reordering may also be combined with intensity-aware mapping. This can
be done by applying 1) intensity-aware mapping to the inputs of the first synap-
tic layer, and 2) random reordering to the inputs of the rest of the synaptic lay-
ers and the outputs of the last synaptic layer. However, with small networks,
there does not seem to be a significant advantage of using random reordering in
addition to intensity-aware mapping. In the case of networks with architecture
784(+1) : 25(+1) : 10, random reordering is applied only in the second synaptic
layer of shape 26× 10 (which translates to memristor array of shape 26× 20). Even
without reordering, the effects of line resistance in crossbars of such size are usually
negligible. Nevertheless, this method may be advantageous when trying to increase
the performance of CMs of large MNNs.

6I introduced this method when performing simulations for Ref. [2]. Because this is only pre-
liminary work, which did not appear in the final version of the manuscript, in this thesis I only
present the principles behind this method. Some simulation results can be found in the publicly
available correspondence with the reviewers of Ref. [2].
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5.4 Summary and Conclusion

This chapter explored line resistance in passive crossbar arrays: how it can be sim-
ulated, as well as how it can be mitigated. I explained how badcrossbar computes
node voltages and branch currents, as well as demonstrated its plotting capabilities.
Using this tool, I analysed how line resistance manifests itself in crossbar arrays,
i.e. how branch current accumulation leads to disturbance of node voltages due to
voltage drops across the interconnects. Finally, I explored the techniques one may
use to deal with effects of line resistance: intensity-aware mapping, which minimises
the impact on the most significant inputs, and random reordering, which increases
the differences in how this nonideality manifests itself in different networks of a CM.

Careful consideration of line resistance will be key to feasible deployment of DPEs
in the real world. Many memristive crossbar arrays these days are still of very
small size [95–97]; even the largest ones are limited to at most tens of thousands of
devices [64]. Even ANNs introduced a decade ago may contain millions of param-
eters [98], thus scaling memristive systems will be necessary to make them useful
in practise. Without the techniques to decrease ANN size [99], either the crossbar
arrays will have to be scaled or the ANN parameters will have to be implemented on
multiple crossbars7. First approach would present line resistance challenges, while
the second one would increase the complexity of fabrication and operation. In this
chapter, I explored how one may reduce the effects of line resistance in MNNs with
no changes to fabrication process and with no additional circuitry.

7or the two methods will have to be combined
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Chapter 6

Rethinking Training

This chapter focuses on improvements to ex-situ training of memristive neural net-
works. I present nonideality-aware training, weight mapping scheme more suited
to memristive implementations, and a validation scheme more fit for the stochastic
nature of analogue devices. The key findings of this chapter have been published in
Ref. [3].

6.1 Introduction

Approaches described in Chapters 4 and 6 dealt with memristive neural networks
(MNNs) that had been trained using conventional methods without considering the
nonidealities. The main issue is that the behaviour of conventional artificial neural
networks (ANNs) is often significantly different from MNNs. The synapses of the
former typically exhibit the same response all the time and, typically, relate inputs to
outputs in a linear fashion. In MNNs, on the other hand, synapses are implemented
using memristors, which can get stuck in a particular state, exhibit different response
over time (retention, random telegraph noise (RTN)), and even produce nonlinear
outputs (I-V nonlinearity).

A significant part of the literature on dealing with memristor nonidealities is focused
on changes at the hardware level. As described in Chapter 4 and Ref. [3], this may
involve:

• modifying device structure [66, 69, 70]
• using additional circuitry [64, 65]
• modifying programming or mapping schemes [72, 73, 100]
• performing in-situ retraining once the weights have been mapped onto crossbar

conductances [101–105].

However, these techniques may have some drawbacks. For example, pulse-width
modulation described in Ref. [100] may minimise the effects of I-V nonlinearities,
but this comes at the cost of increased clock cycles [106]. Additionally, hardware-
level changes are often technology-specific and thus difficult to apply to a wide range
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of device types [3].

Alternatively, techniques that do not interfere (or do so minimally) with hardware
may be employed. I described the method of committee machines (CMs) in Chap-
ter 4—it allows to improve the performance of MNNs by combining them together
and requires only to average the outputs of crossbar arrays [2]. Also, modifying ex-
situ training has been proposed in the past. Common approaches include adjusting
the loss function [107] or injecting noise into the synaptic weights1 [108, 109], thus
making MNNs more robust to the effects of the nonidealities.

Ex-situ training can be a promising method to making MNNs more feasible. How-
ever, past approaches have only considered a limited number of nonidealities. For ex-
ample, injection of noise into the conductances is not sufficient in many situations—
the effect of nonidealities like I-V nonlinearity cannot be represented by the dis-
turbance of the weights alone, as described in Section 3.2.2.3. Additionally, con-
ventional weight implementations do not map naturally to resistive crossbar arrays,
while training validation schemes are not well suited to the often stochastic nature
of MNNs. Therefore, in Ref. [3], Erwei Wang and George A. Constantinides of Im-
perial College London, Adnan Mehonic and I proposed a number of improvements
to this method [3]; these are summarised in Figure 6.1.

The first change aims to address linearity-nonpreserving nonidealities. As explored
in Section 3.2.2.3, the effect of such nonidealities cannot be represented using change
in conductance alone. However, existing works usually ignore this issue altogether.
Because of this, to reflect the non-ohmic behaviour of memristors during train-
ing, we incorporated I-V nonlinearities into the node functions of MNNs; this was
suggested by George A. Constantinides and implemented by me and Erwei Wang.
Redefining node functions in this way allows to take nonlinear effects into account
during training which makes the network adapt to them. If the nonidealities are
sufficiently predictable, this could, in theory, even improve the training [3]. Non-
linear device response—like the activation functions of the neurons—may increase
network capacity [110].

The second change relates to how weights are implemented in MNNs. Conventional
approaches map weights to pairs of conductances in crossbar arrays so that both
positive and negative values could be encoded. We decided to train double the
number of weights but constrain them to be nonnegative; this was suggested by
George A. Constantinides and implemented by me and Erwei Wang. Using double
the weights enables to linearly relate each one to a single conductance, which then
allows to

1or conductances, which implement those synaptic weights
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Figure 6.1: Overview of the proposed changes to ex-situ training of mem-
ristive neural networks. Redefining the output operations of the synaptic layers
of neural networks allows to address non-ohmic behaviour of memristors and makes
it feasible to use highly nonlinear devices. Associating weight parameters with in-
dividual conductance values in crossbar arrays creates a more natural mapping and
enables to use techniques like regularisation to decrease power consumption. Using
an aggregate value as validation metric makes the assessment of memristive neu-
ral network performance more reliable. The networks were trained on the MNIST
dataset. Adapted from Ref. [3].

• minimise the effects of nonidealities whose severity depends on the conductance
value [3]

• use regularisation as a way to decrease power consumption [3]

The third change relates to how validation is performed during the training of MNNs.
Conventional validation methods compute some metric like accuracy once at spec-
ified checkpoints. However, because many memristor nonidealities are stochastic,
this may not be a reliable way of assessing MNN performance. Because of that,
I proposed using an aggregate metric—for example, median validation error—to
determine which version of the network to use for inference [3].

In this chapter, I focus on how to increase the effectiveness of ex-situ training
of MNNs and also analyse the robustness of this method. I employ data from a
SiOx memristive device and Ta/HfO2 memristive crossbar array, as well as empir-
ical findings in the literature. The aforementioned improvements—redefining node
functions, modifying weight implementation and using memristive validation—are
realised and their effectiveness is analysed. Finally, I investigate the robustness of
ex-situ training—I assess the accuracy of the networks by exposing them not only
to the nonidealities they were trained to deal with, but also to other, unexpected
nonidealities.
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6.2 Methodology

6.2.1 Experiments

One of the two types of devices I used to investigate modified training was Ta/HfO2

devices explored in Chapter 4. The data on 128 × 64 crossbar were provided by
Qiangfei Xia of the University of Massachusetts Amherst. For more information on
their structure and characterisation, see Section 4.2.1.

I also used data from a SiOx device. SiOx resistive random-access memory (RRAM)
device consisted of 1 µm Si/SiO2 switching layer, which was placed between 100 nm

Mo bottom electrode and 100 nm Au top electrode. Additionally, 5 nm Ti wetting
layer was inserted between SiOx and Au. The device was manufactured by Wing
H. Ng. After electroforming and additional validation steps, positive sweeps were
applied to the SiOx device, starting from 0.5V and increasing by 0.05V in each run,
resulting in resistance states spanning multiple orders of magnitude, as shown in
Figure 6.2. Device characterisation was performed by Nikolaos Barmpatsalos.
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Figure 6.2: Single sweeps of 53 resistance states of a SiOx device. Different
states were obtained by incrementing maximum voltage by 0.05V. Every seventh
state shares the same colour; this does not indicate any other relationship between
such states. Device was characterised by Nikolaos Barmpatsalos. Adapted from the
supporting information of Ref. [3].
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6.2.2 Simulations

6.2.2.1 Nonlinearity-aware training

As explored in Chapter 3, we may categorise nonidealities into linearity-preserving
and linearity-nonpreserving. The effect of the former can be simulated by disturbing
the conductances; in ex-situ training, this often translates to noise injection, which
allows to either adapt to the nature of specific nonidealities or simply makes the
MNNs more robust. However, the precise nature of linearity-nonpreserving non-
idealities cannot be represented using this approach. For example, the output (i.e.
current) of individual devices may not scale linearly with the input (i.e. voltage).

Most works in the literature exploring ex-situ training of MNNs assume linear re-
lationship between inputs and outputs in individual devices; nonlinearities are in-
troduced only in the activation functions. Specifically, outputs are assumed to be
a function of the product of a vector of applied inputs and a matrix of weights.
That is, outputs yj ∈ y ∈ R1×N are calculated using inputs xi ∈ x ∈ R1×M ,
weights Wi,j ∈ W ∈ RM×N , and a nonlinear activation function f , as shown in
Equation (6.1).

yj = f




M∑

i=1

xiWi,j


 (6.1)

However, with linearity-nonpreserving nonidealities, one deviates from this linear be-
haviour. Therefore, George A. Constantinides suggested modifying the output oper-
ation of the synaptic layers to reflect the nature of such nonidealities. I realised that
although there exist linearity-nonpreserving nonidealities like line resistance where
the nonlinearities manifest themselves globally throughout the crossbar2, there is a
special subset that is easier to simulate. Specifically, non-ohmic behaviour manifests
itself in individual devices only, therefore these nonlinear effects of all the devices
can be separated. Thus, to take I-V nonlinearities into account in ex-situ MNN
training, the products in Equation (6.1) can be replaced with a nonlinear function
g [3], as shown in Equation (6.2).

yj = f




M∑

i=1

g
(
xi,Wi,j

)

 (6.2)

Function g should take the non-ohmic behaviour of memristors into account. Its
exact form will depend on

2The current flowing through any given device is a function of not only the voltage applied
across it and its conductance, but also of the voltages applied across and conductance of all the
other devices.
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• the scheme that maps between weights and conductances [3]
• non-ohmic device behaviour model, which will usually be determined by the

type of devices used [3]

6.2.2.2 Weight implementation

As explored in Chapter 3, picking the mapping scheme that relates weights and con-
ductances is an important choice when designing MNNs. Synaptic weights in typical
ANNs can take any real value. On the other hand, conductances are nonnegative.
To deal with this mismatch, I implemented an ANN architecture where double the
number of weights is trained, but each one is constrained to be nonnegative; this
allows to associate them with the conductances of individual devices. That creates
not only a more natural mapping, but also makes it easier for the networks to adapt
to nonidealities and allows the designer to tweak power consumption more easily [3].

Conventional approaches Section 2.2.5 explored the mappings required to im-
plement vector-matrix products using dot-product engines (DPEs). These mappings
are performed in the same way in the special case of the fully connected synaptic
layers of ANNs as long as standard weights implementation schemes are employed.
Both inputs x ∈ x and outputs y ∈ y are mapped onto voltages V and from total
output currents Itot, respectively, in a proportional way, as demonstrated in Equa-
tion (6.3).

V = kV x (6.3a)

y =
Itot
kI

where kI = kV kG (6.3b)

where kV is usually determined before training, while kG is made equal to
Gmax −Gmin

max |W| .

No matter what scheme is used, at least two conductances will be needed to encode
both positive and negative weights. Conductances G+ and G− are introduced into
“positive” and “negative” bit lines of the differential pair architecture described in
Section 2.2.4. Each weight is made proportional to the difference G+ − G−, with
kG acting as the constant of proportionality; this allows to encode any real number
within a finite range. In typical differential pair implementations, Gmin = Goff and

Gmax = Gon, and thus kG =
Gon −Goff

max |W| . In proportional mapping scheme, described

in Chapter 3, Gmin = 0 and Gmax = Gon, and thus kG =
Gon

max |W| .

The issues associated with proportional mapping scheme, such as unimplementable
regions, have been explored in Chapter 3, but conventional differential pair realisa-
tion presents design challenges too. For example, infinite conductance combinations
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will produce the same difference [111], i.e. the same effective conductance. There-
fore, an arbitrary choice may have to be made of how to perform the mapping
between weights and conductances. As an example, to encode weights W ∈ W,
pairs of conductances G+ and G− may be picked symmetrically around the average
value [111], as specified in Equation (6.4).

G± = Gavg ±
kGW

2
(6.4)

where Gavg :=
Goff +Gon

2
.

Although multiple mapping schemes might produce the same conductance difference,
some may be more advantageous than others. Even the scheme in Equation (6.4) can
be useful in some scenarios—it typically reduces the number of conductances near
Goff and Gon, which are often more difficult to achieve [1]. However, the choice of the
mapping scheme can be explicitly tied to certain objectives. For example, Ref. [64]
points out that differential pair architecture can be used to mitigate the effects
of stuck devices—say, if G+ is stuck in an undesirable state, G− can be adjusted
to minimise the negative effects. Alternatively, a simpler scheme that optimises a
certain metric (e.g. power consumption) may be employed [3]. In this chapter, in
most of the simulations where conventional weights are used, I employ a scheme
that minimises power consumption by ensuring that at least one of {G+, G−} is set
to Goff , as shown in Equation (6.5).

G+ = Goff +max{0, kGW}
G− = Goff −min{0, kGW}

(6.5)

Although tweaking the mapping scheme to achieve certain behaviours may be pos-
sible, that is a very low-level approach requiring at least some understanding of
the physics of memristors. Thus, even when training is done ex situ, the network
designer will have to make choices about not only the conventional training hyper-
parameters (learning rate, number of epochs, etc.) but also the physical implemen-
tation of MNNs because it will impact the network performance. To make MNNs
feasible in the real world, it may be necessary to adopt more high-level approaches [3]
that require minimal understanding of the hardware—similar to how Compute Uni-
fied Device Architecture (CUDA) hides away the complexity of graphics processing
units (GPUs) behind high-level software abstractions [98, 112].

Double weights In this chapter, I do not try to tweak the mapping function, but
instead adopt alternative weight implementation. I train two sets of nonnegative
weights, W+

ij ∈ W+ ∈ RM×N
≥0 and W−

ij ∈ W− ∈ RM×N
≥0 , that I refer to as double
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weights; similar approach has been explored in Ref. [113]. With this method, each
weight is mapped onto a single conductance in the aforementioned “positive” and
“negative” bit lines, respectively. Even though each weight is nonnegative, one can
still encode the negative contribution of ith input on jth output because of the dif-
ferential pair architecture, which introduces the subtraction operation in hardware.
Only the nonlinearity-aware node function in Equation (6.2) has to be adjusted to
the one in Equation (6.6) [3].

yj = f




M∑

i=1

g
(
xi,W

+
i,j

)
− g

(
xi,W

−
i,j

)

 (6.6)

Because all weights in W :=
[
W+ W−

]
are nonnegative, they can be related to

the corresponding conductances in the same way: W± ∈ [0,max(W)] can be linearly
mapped onto G± ∈ [Goff , Gon], as demonstrated in Equation (6.7). Like proportional
mapping, this is a simple technique; but unlike proportional mapping, it does not
introduce the issue of weight gaps.

G± = kGW± +Goff (6.7)

The first advantage of double weights is that conductances are exposed in a more
direct way to the training algorithm. This allows to select the combinations that
achieve both the optimal performance (in terms of loss, for example) and robustness.
As an example, if certain nonidealities manifest themselves more at lower conduc-
tance values (like with programming deviations [114]), the training may be able to
select pairs at higher values, while maintaining the same difference between G+ and
G−. This allows to minimise the negative effects of nonidealities without explicitly
specifying which conductance pairs should be selected [3].

Secondly, when weights W are related to conductances G in a monotonically in-
creasing3 (in this case, linear) fashion, regularisation can be used to influence the
magnitude of not only the weights, but conductances too. This provides a way
of using regularisation as a high-level tool for controlling power consumption. In
Ref. [3], George A. Constantinides and Erwei Wang proposed to use ℓ1 sparsifica-
tion regulariser [115], which can not only improve training4, but also promote lower
conductance values. Instead of manually tweaking the mapping scheme, network
designer can choose to what extent low power consumption should be prioritised.
This could be determined by, for example, adjusting the regularisation factor in ℓ1

regularisation [3] and incorporated into conventional hyperparameter tuning pro-

3i.e. W ↑ =⇒ G ↑ and W ↓ =⇒ G ↓
4This can happen when regularisation prevents overfitting, for example.
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cess [116] typically performed before deploying ANNs in the real world [3].

6.2.2.3 Validation

One other way to improve MNNs training is to adjust validation. ANNs are trained
for a number of epochs; to produce a network to be used in inference one could

• train for a predetermined number of epochs and pick the optimal5 weights
obtained at some point during this process

• train until the network performance plateaus

The process by which the optimal version of the network is picked is referred to as
validation. A validation dataset is commonly employed and a metric like error or
loss is used to judge the performance of the network at certain epochs [117].

One of the main issues with memristive implementations of ANNs is that they are
typically at least partly stochastic in nature [2, 118]. This means that, for example,
validation accuracy at any given epoch may not be fully representative of the true
performance of an MNN simply due to random chance. Because of that, I suggested
using an aggregate value—a validation metric that is computed multiple times would
provide higher reliability [3]. When using this approach, choices can be made about

• what metric is used and how frequently validation is performed (just like in
standard validation of conventional ANNs)

• the type of aggregate value, e.g. mean, median, etc.
• how many times the validation metric is computed at each checkpoint

In the simulations of this chapter, I computed validation error

• once every epoch for standard validation
• 20 times every 20 epochs for memristive validation

Therefore, both methods resulted in the same number of computations required. I
discuss later in the chapter whether a different approach may be needed in some
scenarios.

6.2.2.4 Nonidealities

In the simulation of this chapter I employed

• experimental data from
– a SiOx device (I-V nonlinearities)
– a HfO2 crossbar array (stuck devices)

5as defined by some performance metric

127



Chapter 6. Rethinking Training

• models based on
– simplified assumptions (stuck devices)
– findings in the literature (programming variability)

I-V nonlinearities As explored in Chapter 3, one of the most common ways
to characterise deviations from ohmic behavior in memristive devices has been by
considering two points on an I-V curve [54, 119]. I will again employ one such
method—conductance linearity (defined in Equation (3.12))—to quantify nonlinear
I-V behaviour. Conductance linearity of 1 is indicative of ohmic behavior, while any
deviations from that value indicate I-V nonlinearity. Although this metric can be
useful to describe non-ohmic behaviour at different voltages, it is more challenging
to utilise for modelling purposes [3].

An I-V model in which stochasticity can be incorporated is necessary for simulations
involving training. Because particular instantiation of even nonlinear behaviour can
be learnt during training, it would not reveal how useful such a model would be
when applied to a different set of devices. Therefore, the approach in Chapter 3
may not be sufficient because there I used experimental I-V measurements as a
lookup table for computing currents of devices in certain conductance states at
certain voltages. As a result, Adnan Mehonic suggested multiple physical models
that could be employed for describing non-ohmic memristor behaviour. I decided to
use Poole-Frenkel conduction model [3] because

• the physical mechanism behind it was plausible for SiOx devices
• experimental I-V curves were fit really well by this model
• it had a simple analytical form that allowed to embed stochasticity by consid-

ering the uncertainty in some of the parameters

Poole-Frenkel model predicts that the amount of current through a device can be
characterised using Equation (6.8). T is room temperature (= 20 ◦C), thus I fit
the following parameters: c and the product dε. The fits for the majority6 of the
resistance states are shown in Figure 6.3.

I = cV exp

(
2e

kBT

√
eV

4πdε

)
(6.8)

where I is the current, V is the voltage, c is a constant (with units of conductance),
T is the temperature, d, in this scenario, can be assumed to be effective oxide
thickness, and ε is the permittivity.

64 states with abrupt changes in current were excluded from the analysis; they were chosen
using criteria based on the relative size of the second derivative of current w.r.t. voltage [3].

128



6.2. Methodology

0

1

×10−3

0

1

×10−3

0

1

×10−3

0

1

×10−3

0

1

×10−3

0

1

×10−3

0

1

×10−3

0.0

0.5

1.0

×10−3

0

5

×10−4

0

5

×10−4

0.0

2.5

5.0

×10−4

0

2

4

×10−4

0

2

×10−4

0

2

×10−4

0

1

2

×10−4

0

1

2

×10−4

0

1

×10−4

0.0

0.5

1.0

×10−4

0.0

0.5

1.0

×10−4

0.0

2.5

5.0

×10−5

0.0

2.5

5.0

×10−5

0

2

4

C
u

rr
en

t
(A

) ×10−5

0

1

2

×10−5

0

5

×10−6

0.0

0.5

1.0
×10−5

0

2

4

×10−6

0

1

2

×10−6

0

2

×10−6

0

1

×10−6

0

1

2

×10−6

0.0

0.5

1.0

×10−6

0

1

2
×10−6

0

1

×10−6

0

1

2

×10−6

0

1

×10−6

0.0

0.5

1.0

×10−6

0

1

×10−6

0.0

0.5

1.0

×10−6

0

1

×10−6

0.0

0.5

1.0

×10−6

0.0

0.5

1.0

×10−6

0

5

×10−7

0.0 0.5
0.0

0.5

1.0

×10−6

0.0 0.5
0

5

×10−7

0.0 0.5
0

5

×10−7

0.0 0.5

Voltage (V)

0

5

×10−7

0.0 0.5
0.0

2.5

5.0

×10−7

0.0 0.5
0.0

2.5

5.0

×10−7

0.0 0.5
0.0

2.5

5.0

×10−7

Figure 6.3: Poole-Frenkel fits for 49 resistance states of a SiOx device.
The fits (as black dotted curves) are shown for lower (in blue) and higher (in reddish
purple) resistance states. Adapted from the supporting information of Ref. [120].

Figures 6.4a and 6.4b show a number of I-V curves in lower and higher resistance
states, respectively. Lower resistance states are much more linear; however there
is a slight trend that can be inferred from the colours of the curves—the higher
the resistance, the less linear the curves become. Higher resistance states are much
more nonlinear. To add to that, it is more difficult to predict the amount of nonlin-
earity from the resistance [3]. This reiterates the necessity of taking variability of
nonlinearity into account.

To model the variability of c and dε, I tried to predict their values given some
observable variable [3]—deviations from any constructed trend would be indicative
of the uncertainty in the values of these quantities. In particular, I plotted their
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Figure 6.4: SiOx data used in the simulations of ex-situ training of mem-
ristive neural networks. I-V sweeps are shown for (a) low-resistance and (b)
high-resistance region of the device. Conductance linearity was computed by divid-
ing the conductance at voltage V by the conductance at voltage 0.5V . The trends
of the logarithms of Poole-Frenkel parameters c and dε are shown in (c) and (d),
respectively, against the logarithm of resistance. Lower-resistance states are shown
in blue on the left, and higher-resistance states are shown in reddish purple on the
right in both panels. To ensure dimensionless inputs to logarithms, R, c, and dε are
the amounts of the corresponding quantities in SI units, e.g. R represents the num-
ber of ohms of resistance measured at 0.1V, rather than resistance. Marker colours
represent the mean conductance linearity of the fits, rather than the experimental
I-V curves. Adapted from Ref. [3].

values against those of resistance7 measured at 0.1V. Plots for the logarithm of c
and dε are shown in Figures 6.4c and 6.4d, respectively. Two different sets of fits8

7Where I treat resistance as the ratio of voltage to current.
8Here, “fits” are used to model the relationship between the parameters (which themselves

were obtained using Poole-Frenkel fits) and resistance. The goodness of Poole-Frenkel fits was
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were constructed for states below and above the conductance quantum G0 = 2e2/h

because of different trends (like in Figure 6.4d) and/or amounts of variability (like
in Figures 6.4c and 6.4d). Additional argument [3] for this was that memristive
devices can behave differently in different resistance states, and that has been often
tied to the conductance quantum [121, 122].

The trends of c and dε reiterate some of the observations about the I-V behaviour of
the SiOx device and help assess the appropriateness of Poole-Frenkel model. Slopes
close to −1 and intercepts close to 0 in Figure 6.4c demonstrate that c does indeed
act similarly to conductance, i.e. reciprocal of resistance. The main difference be-
tween lower- and higher-resistance states is that the deviations from the trend are
noticeably higher for the latter. In Equation (6.8), product dε indicates the amount
of nonlinearity—because it appears in the denominator inside of an exponentiated
square root, the smaller this product is, the more nonlinear the I-V curve becomes.
For the lower-resistance states in Figure 6.4d, there is a clear trend of decreasing dε

with increasing resistance. For the first few states, this product is incredibly large;
although algebraically Equation (6.8) can approximate linear behaviour (i.e. ohmic
conduction), the values of dε are plausible only for the less conductive states near
and below G0. For higher-resistance states on the right of Figure 6.4d, the trend
is much less clear—dε is much lower for all those states, but the trend is not only
plateaued but also more unpredictable. This unpredictability is indicative of the var-
ied colours of the curves in Figure 6.4b, as explored before. Although the massive
deviations from the trend line may make the fit of little use in conventional mod-
elling scenarios, the uncertainty is exactly what is needed in our case to understand
whether nonideality-aware ex-situ training can handle unknown behaviour [3].

The fits together with individual data points in Figure 6.4c were used to build a
statistical model that would allow to generate as many data points as necessary.
I built two variants of the model: one for lower-resistance states on the left sides
of Figures 6.4c and 6.4d and one for higher-resistance states on the right sides
of those figures. To evaluate the effectiveness of the proposed training method, I
considered two different resistance regions. Low-resistance range was constructed by
interpolating model parameters between the lowest resistance state (leftmost point
in Figures 6.4c and 6.4d) and 5 times that resistance. To ensure the same dynamic
range, high-resistance range was constructed by interpolating model parameters
between the highest resistance state (rightmost point in Figures 6.4c and 6.4d) and
one fifth that resistance [3].

The statistical model was used to determine the output current of any given device
in the following way [3]:

not considered in the analysis because the deviations in those fits were negligible compared to
deviations from fits in Figures 6.4c and 6.4d.
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1. initial c and dε were interpolated from the appropriate fits in Figures 6.4c
and 6.4d using resistance parameter R

2. c and dε were then disturbed using multivariate normal distribution (which
considered both sets of parameters)—the covariance matrix was determined
using the residuals of the fits in Figures 6.4c and 6.4d

3. current I was determined using Equation (6.8)

Item 2 needs justification. The residuals from the fits in Figures 6.4c and 6.4d
are shown in Figures 6.5a to 6.5d. In terms of heteroskedasticity, there seems to be
regions where the deviations are of greater magnitude and biased one way, especially
for higher-resistance states in Figures 6.5b and 6.5d. However, the residuals of c and
dε are correlated. Because these sets of parameters have roughly opposite effects on
the amount of current, their correlation makes it so that the magnitude of variability
is smaller than if these deviations were independent; that is the reason I decided to
use multivariate9 normal distribution. The rationale for using normal distribution
to model the magnitude of the deviations is presented in Figures 6.5e to 6.5h—the
residuals can be reasonably fit using normal distribution [3], especially for higher-
resistance states where the variability is greater.

As mentioned in Section 6.2.2.1, the choice of the output function g in ex-situ train-
ing with linearity-nonpreserving nonidealities depends both on the mapping scheme
and the nature of nonlinearity. Combining

• linear mapping between inputs and outputs in Equation (6.3)
• double weights mapping in Equation (6.7)
• relationship between current and voltage characterised by c and dε in Equa-

tion (6.8)
• the normal deviation model of the uncertainty in the values of c and dε

yields the expression for g in Equation (6.9).

g (x,W±) =
1

kG
cx exp

(
2e

kBT

√
ekV x

4πdε

)

where

[
c

dε

]
= exp

(
ln

(
1

kGW± +Goff

)
m+ b+ E

)

and E ∼ N2(0,Σ)

(6.9)

where m and b are slopes and intercepts, respectively, of the corresponding fits in
Figures 6.4c and 6.4d, Σ is the covariance matrix of the residuals, and all inputs to
logarithms or exponents are the amounts of quantities in SI units.

9Using only covariance matrix to model the relationship between ln(c) and ln(dε) likely overes-
timates, not underestimates the amount of variability because only linear relations are taken into
account.
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Figure 6.5: The analysis of the residuals of ln(c) and ln(dε) fits. The
data points in Figures 6.4c and 6.4d exhibited significant deviations from the fits.
The residuals of ln(c) for lower- and higher-resistance states are shown in (a) and
(b), respectively. (c) and (d) show the corresponding residuals of ln(dε). (e)–(h)
Corresponding normal probability plots for both sets of parameters (both lower- and
higher-resistance states). Adapted from Ref. [3].

Stuck devices The effects of devices getting stuck is a common nonideality in
memristive devices. This was explored extensively in Chapter 3. In this chapter,
I again employ a similar model where devices may get stuck at Goff or Gon. For
both types of simulations I used a probability of 5% that any individual may get
stuck in that state. Although this is a simple model, it is not experimental-data-
specific and thus could be combined with the nonidealities that were modelled using
experimental data [3], specifically SiOx nonlinearities.

Additionally, I introduce a more realistic probabilistic model for describing stuck
device behaviour in Ta/HfO2 crossbar array. In Chapter 4, I randomly drew from
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a sample of all 8192 memristors and set the conductance to the closest achievable
state. Although, given the high number of devices, this is a relatively robust method,
it is

• discrete in nature, thus more difficult to apply during ANN training where
gradients need to be computed

• limited in data in certain conductance regions, thus training may exceedingly
fit the weights to the behaviour of a single instance of a crossbar array

Because of that, I decided to adopt a more continuous approach to picking the states
at which the devices may get stuck in.

Previously encountered Ta/HfO2 data are shown in Figure 6.6a. In this case, all 11
potentiation and depression cycles are shown for some of the devices. Most of the
memristors are able to achieve a high conductance range, with only a fraction being
stuck in one state or having limited range. For the simulations in this chapter,
I defined Goff and Gon as the median of minimum and maximum conductances,
respectively, achieved by all 8192 memristors over 11 cycles. I then classified any
device whose maximum range—i.e. the difference between the highest and lowest
conductances it achieves—was less than half the median range10 as stuck. I made a
simplifying assumption that any such device would be treated as fully stuck; again,
this overestimates the effect of the nonideality rather than underestimates it because
in reality some of the “stuck” devices may still be tweaked, albeit within a narrower
range [3].

The challenge in building a probabilistic model in this case is producing a probability
density function (PDF) describing the conductance values at which devices may get
stuck. It is straightforward to choose the devices that may get stuck—these may
simply be chosen randomly by considering the proportion of the devices that fit the
aforementioned definition of stuck behaviour; in this case, 10.1% qualified as such.
However, it is more difficult to convert the discrete mean conductance values of those
stuck devices—shown on the y axis of Figure 6.6b—into a probability distribution
that would generalise beyond those specific values.

To produce a probabilistic model, I decided to employ kernel density estimation
(KDE) [3]. It is a method of producing a PDF given a sequence of randomly dis-
tributed variables11—each point is usually approximated with a random distribution
that are then summed together [123]. As these distributions are typically identical,
the only choices that have to be made are

10Where median range := Gon −Goff .
11As an example of another application, the software (Matplotlib) using which I produced Fig-

ure 4.3a employed KDE to produce the violin plots.
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Figure 6.6: Experimental Ta/HfO2 data utilised in the simulations of
ex-situ training of memristive neural networks. (a) 11 full (potentiation and
depression) cycles of 82 randomly selected devices from a 128×64 Ta/HfO2 crossbar
array. Devices whose maximum range was less than half of the median range were
classified as stuck. (b) Mean conductance values of stuck devices together with
the estimated probability density function produced using kernel density estimation
employing truncated normal distributions. Adapted from Ref. [3].

• the type of distributions to be used
• the width12 of those distributions

In this chapter, I decided to use truncated normal distributions—they were trun-
cated at zero to avoid negative conductance, while the means of the underlying
normal distributions were set to the mean conductances of faulty devices shown on
the y axis of Figure 6.6b; to estimate the standard deviation of the underlying dis-
tributions, I employed Scott’s rule [124]. Because the conductance values below zero
are clipped, this introduces a bias—the probability density is underestimated near
the boundary, even if the PDF is rescaled after truncation [125]. To rectify that, I
employed a reflection method. Instead of renormalising, another distribution—the
reflection of the original normal distribution around zero—is introduced and its neg-
ative part is clipped [126]. This way, the two truncated PDFs add up to one, but the
estimate of the probability density near zero is more reliable [126]. The resulting
PDF produced using this method and Ta/HfO2 data are shown in Figure 6.6b.

To summarise, the effect of stuck devices was simulated in two steps:

1. an individual device had a 10.1% chance of qualifying as stuck
2. whenever the device had qualified as stuck, its conductance was drawn from a

12More commonly referred to as “bandwidth” in the context of KDE.

135



Chapter 6. Rethinking Training

probability distribution in Figure 6.6b produced using KDE

Programming variability I also considered device-to-device (D2D) variability
that stems from inaccuracies during device programming. As explored in Chapters 3
and 4, during mapping of weights onto conductances, one may end up with different
values than desired. Lognormal distribution is commonly employed to model these
deviations; for example, Ref. [114] demonstrates that resistance deviations follow this
trend with the relative (and thus, of course, absolute) magnitude of the deviations
being greater at high-resistance state (HRS) than at low-resistance state (LRS). I
decided to employ this model to test the effectiveness of

• double weights—specifically, whether they are useful when the nonideality
manifests itself to a greater degree at certain conductance values (see Sec-
tion 6.3.4)

• the nonideality-aware training to deal with incredibly stochastic nonidealities
(see Section 6.3.6)

For the simulations, I constructed three types of devices with certain standard devi-
ations of the logarithms of the resistances Roff and Ron (with the values in-between
interpolated linearly in the resistance domain). These types of devices are meant to
represent different behaviours useful in the aforementioned simulations:

1. 0.25 for both Roff and Ron (more uniform D2D variability useful for exploring
double weights)

2. 0.5 for Roff and 0.05 for Ron (less uniform D2D variability useful for exploring
double weights)

3. 0.5 for both Roff and Ron (high-magnitude D2D variability useful for exploring
the effects of incredibly stochastic nonidealities)

6.2.2.5 Neural network particulars

In the simulations of this chapter, I employed both fully connected ANNs and convo-
lutional neural networks (CNNs). As described in Ref. [3], fully connected networks
were trained on the MNIST dataset and contained

1. fully connected layer with 25 hidden neurons and logistic activation function
2. fully connected layer with 10 output neurons and softmax activation function

CNNs, on the other hand, were trained on the CIFAR-10 dataset and contained

1. convolutional layer with 32 output filters, 3×3 kernel size and ReLU activation
function

2. pooling layer with 2× 2 pool size
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3. convolutional layer with 64 output filters, 3×3 kernel size and ReLU activation
function

4. pooling layer with 2× 2 pool size
5. convolutional layer with 64 output filters, 3×3 kernel size and ReLU activation

function with maximum value of 1
6. fully connected layer with 25 hidden neurons and logistic activation function
7. fully connected layer with 10 output neurons and softmax activation function

I divided 60 000 MNIST training images and 50 000 CIFAR-10 training images into
training and validation sets in the ratio 4 : 1. In both datasets, all 10 000 test
images were used to evaluate the accuracy after the training. All networks were
trained using stochastic gradient descent for a 1000 epochs with batch size of 64,
with the “best” network chosen based on validation-set performance. Where ℓ1

regularisation had been employed, I used regularisation factor of 10−4. To account
for nondeterministic nonidealities, 5 networks were trained for each configuration. I
performed 25 inference runs for each trained network, totalling 5 × 25 = 125 runs
for each configuration.

The code used in the simulations of this chapter is available at https://github.

com/joksas/nonideality-aware-mnn-training/releases/tag/2022-04-22.

6.3 Results and Discussion

6.3.1 Nature of training

Figure 6.7 presents training results for MNNs simulated to have been implemented
using SiOx devices suffering from I-V nonlinearities. I also decided to track test set
accuracy during training computed using nonideal setup both when the training is
conventional and nonideality-aware. Of course, I did not use these curves to adjust
any aspect of the training procedure; these were only employed to investigate the
differences between conventional and nonideality-aware training [3].

Figures 6.7a to 6.7c explore the training under the influence of low I-V nonlin-
earity whose representative I-V curves are shown in Figure 6.4a. In all three
cases—conventional training, nonideality-aware training without regularisation, and
nonideality-aware training with regularisation—the validation and test curves are
quite closely coupled together and similar across the three panels. This is indicative
of the small effect of low I-V nonlinearity. It is important to note that at most
epochs in Figures 6.7b and 6.7c the validation error is higher than test error, even
though the setup is identical. Although this seems counter-intuitive, scenarios like
this are possible because validation and test may be different in nature (in addition
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Figure 6.7: Training results of memristive neural networks exposed to
I-V nonlinearities and employing either standard or nonideality-aware
schemes. In this figure, the two rows represent different nonidealities applied:
(a)–(c) low and (d)–(f) high I-V nonlinearity. Columns, on the other hand, refer
to different training paradigms: (a), (d) conventional training (thus same training
and validation curves in both panels); (b), (e) nonideality-aware training; (c), (f)
nonideality-aware training with ℓ1 regularisation. In this and following associated
figures, curves with semi-transparent regions indicate that the error was computed
multiple times; the region is bounded by the minimum and maximum errors, while
the opaque line inside represents the median value. The networks were trained on
the MNIST dataset. Adapted from Ref. [3].

to the fact that they contain different examples). In the case of MNIST, the sets
are slightly imbalanced, therefore, compared to the validation set, there might be
more examples in the test set belonging to classes that MNNs struggle with more.

Figures 6.7d to 6.7f, on the other hand, consider high I-V nonlinearity. A very
notable difference is seen Figure 6.7d where the validation and nonideal test curves
diverge from each other quite early in the training process. This is a surprising
result indicating that the optimal configurations for inference with ideal and non-
ideal devices may differ—while it may seem sensible to continue with training in
Figure 6.7d when the validation accuracy is tested on ideal setup13, it will result in
a highly suboptimal memristive performance.

The divergence of error curves puts the results related to starting accuracy—i.e.
the accuracy after training with the nonidealities not applied—initially explored in

13This is also indicative of the test accuracy on ideal setup, as suggested by results in Figure 6.7a
where the effect of the nonideality is very small.
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Chapter 3 in a different light. In Ref. [1], I hypothesised that it is a reliable metric
for estimating how robust ANNs will be to nonidealities. Because I had employed
training schemes where training usually stopped rather early and the nonidealities
were not especially severe, this trend seemed to hold true. However, as indicated
by Figure 6.7 and Appendix D, more severe nonidealities lead to earlier divergence
of ideal and nonideal error curves where this trend might break. I discovered this
while performing the simulations presented in Ref. [3] (and in this chapter), where
the severity of nonidealities was highly varied and the training took for a prede-
termined number of a 1000 epochs. Although starting accuracy may be a useful
indicator of MNN performance, it should be used carefully, especially when the
training procedure can take a large number of epochs.

Going back to results in Figures 6.7e and 6.7f (which explore effects of high I-
V nonlinearity whose representative I-V curves are shown in Figure 6.4b), these
indicate that nonideality-aware training can be very effective. Both in the non-
regularised and regularised cases, the validation and test curves are closely coupled
together [3]. This means that when nonideality-aware training is employed

• validation error becomes a good indicator of nonideal test error
• nonideal test error becomes lower

6.3.2 Improvement in inference performance

Results comparing standard and nonideality-aware training techniques are presented
in Figure 6.8. For all training configurations, both the error and the average power
are presented. The latter was calculated for the crossbar array14 only, excluding any
additional circuitry [3]. Although external circuitry, such as digital-to-analogue con-
verters (DACs) and analogue-to-digital converters (ADCs), are a concern, Ref. [127]
suggests that power consumption arising from passive elements dominates in the µS
device conductance range and above—both groups of devices that I investigate fall
roughly in this region.

The performance of nonideality-aware training applied to networks implemented
using low-resistance (and low-nonlinearity) devices is explored in the three box plots
on the right side of Figure 6.8. Standard training achieves median error of 4.6%;
nonideality-aware training achieves only slightly smaller median error of 4.3% [3].
In theory, this could suggest either of the following:

• nonideality-aware training is not very effective
• low I-V nonlinearity has a very small effect

14I computed P = IV instead of P = I2R for each device because of the nonlinear I-V charac-
teristics.
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Figure 6.8: Inference results of nonideality-aware training designed to
deal with SiOx I-V nonlinearities. The box plots on the left refer to memristive
neural networks implemented using high-resistance states in Figure 6.4a, while those
on the right—using low-resistance states in Figure 6.4b. The variability in power
was small, thus the average power consumption was used for the horizontal position
of the box plots. In the box plots, the maximum whisker length is set to 1.5× IQR.
The networks were trained on the MNIST dataset. Adapted from Ref. [3].

Results presented later show that nonideality-aware training is very effective at
mitigating the effects of severe nonidealities, thus the second explanation is almost
certainly the correct one. When regularisation is applied, not only does the power
decrease (by more than half), but so does the median error—it goes down to 4.1% [3].

The performance of modified training applied to MNNs consisting of more nonlinear
high-resistance devices is explored in the three box plots on the left side of Figure 6.8.
Due to much higher resistance, the networks consume almost three order of mag-
nitudes less power. However, with conventional training the median error increases
to 41.6%—the consequence of incredibly nonlinear and stochastic I-V behaviour.
When nonideality-aware training is employed the median error decreases to

• 9.1% in the non-regularised case
• 7.1% in the regularised case

The error rate is decreased very significantly, to levels more similar to MNNs imple-
mented using low-resistance devices. Importantly, all of this is done while maintain-
ing almost three orders of magnitude lower power consumption [3]. Thus, adjusting
ex-situ training can make it feasible to use high-resistance devices, which are not
only highly nonlinear, but also more stochastic.

6.3.3 Testing on memristive convolutional neural networks

I additionally explored how well nonideality-aware training works when employed by
memristive convolutional neural networks (MCNNs). Like in Chapter 4, I assumed
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that only fully connected layers would be implemented using memristive crossbar
arrays. That is because DPE implementations are more naturally suited to such
layers—the outputs can be expressed as a vector-matrix product without the need
to construct large sparse matrices or sliding windows.

The results exploring the effectiveness of nonideality-aware training when dealing
with SiOx nonlinearities are shown in Figure 6.9. Similar to the results in Sec-
tion 6.3.1, the validation and test curves are coupled much more closely when
nonideality-aware training is employed. This reduces the inference error, as shown
in Figure 6.9c—the modified approach decreases the median error from 43.0% down
to 18.9% [3].
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Figure 6.9: Results of using nonideality-aware training to deal with I-V
nonlinearities in memristive convolutional neural networks. (a) standard
training, (b) nonideality-aware training, (c) inference results of both methods. Con-
volutional layers were assumed to have been implemented digitally, while the fully
connected layers were assumed to suffer from high SiOx nonlinearity. The networks
were trained on the CIFAR-10 dataset. Adapted from Ref. [3].

6.3.4 The role of weight implementation

The rationale for using double weights is that they expose conductance values to the
training process more directly, in a linear one-to-one mapping, which can improve
performance optimisation. To test this claim and the usefulness of double weights
in general, I utilised simulations of lognormal D2D variability of two kinds [3]:

1. more uniform variability where the relative magnitude of resistance deviations
is constant

2. less uniform variability where the relative magnitude of resistance deviations
is 10 times greater at Roff compared to Ron—this is qualitatively motivated
by the findings in Ref. [114]

These hypothetical devices can then allow to test the performance of double weights
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when

1. the severity of the nonideality is less15 dependent on the conductance value; in
this case, we do not expect double weights to perform better than conventional
weights

2. the severity of the nonideality is more dependent on the conductance value;
in this case, we expect double weights to perform better than conventional
weights

The distribution of conductances and the inference error for various mapping and
training schemes is presented in Figure 6.10. The following schemes were explored:

1. conventional weight implementation with symmetrical mapping from Equa-
tion (6.4)

2. conventional weight implementation with mapping from Equation (6.5) pre-
ferring low conductances

3. double weight implementation with mapping from Equation (6.7) without reg-
ularisation

4. double weight implementation with mapping from Equation (6.7) with regu-
larisation

Firstly, I explored D2D variability that was more uniform throughout the dynamic
range. The resulting conductance distributions for the four schemes are shown in
Figures 6.10a to 6.10d. Conductances for conventional mapping schemes in Fig-
ures 6.10a and 6.10b are distributed along one and two line segments, respectively.
On the other hand, conductance for double weights mappings in Figures 6.10c
and 6.10d are more spread out, reflecting the fact that any given number may
be represented using more than combination of two conductance values. One can
also spot that in Figure 6.10d, the conductances take on, on average, smaller values
(compared to Figure 6.10c) because regularisation penalises high weights and, by
extension, high conductance values [3].

Conductance distributions resulting from various mapping schemes in MNNs ex-
posed to D2D variability that is less uniform are presented in Figures 6.10e to 6.10h.
Due to simple rules in conventional mapping, the conductance in Figures 6.10e
and 6.10f are distributed along the same line segments as the conductances in Fig-
ures 6.10a and 6.10b. However, a visible difference is seen in Figures 6.10g and 6.10h.
Compared to conductances in Figures 6.10c and 6.10d, conductances in Figures 6.10g
and 6.10h take on higher conductance values. This can be explained by the fact that
D2D variability in this case is more pronounced at lower conductances. The training

15Due to the differential mapping nature, it is difficult to construct a nonideality where the
nonideality does not at all depend on the conductance value. That is especially the case when the
noise is applied to resistances, i.e. the reciprocals of conductances.
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Figure 6.10: Comparison of weight implementations in memristive neu-
ral networks. Conductance distributions of the first synaptic layer of memristive
neural networks suffering from more uniform device-to-device variability and im-
plemented using (a) conventional weights and mapping rule from Equation (6.4),
(b) conventional weights and mapping rule from Equation (6.5), (c) double weights
without regularisation, (d) double weights with regularisation. (e)–(h) equivalents
of panels a to d for less uniform device-to-device variability. Scatter plots contain
10% of randomly chosen conductance values for one of five sets of networks. Infer-
ence performance for different weights implementations with (i) more (panels a to d)
and (j) less (panels e to h) device-to-device variability; box plot colours correspond
to scatter plots in panels a to h. In the box plots, the maximum whisker length is
set to 1.5× IQR. The networks were trained on the MNIST dataset. Adapted from
Ref. [3].

process, optimising for lower error, pushes the conductances to higher values, where
the device behaviour is more reliable [3].

Figure 6.10i investigates the inference error of various weight implementations schemes
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when the networks are exposed to more uniform variability. Conventional weights
with a mapping rule preferring low conductance values result in the lowest median
error of 6.3%. The highest median error of 7.9% results from conventional weights
mapped using the symmetric rule. The median error when using double weights
without and with regularisation is 7.2% and 6.7%, respectively. Although I did
claim that double weights should offer no advantage over conventional implemen-
tations when the nonideality is weakly dependent on the conductance value, it is
somewhat surprising that double weights perform poorer compared to the scheme
preferring low conductance values [3]. That is in spite the fact that they could
produce any conductance distribution necessary, including the one achieved by that
mapping rule.

I hypothesise that finding the optimal configuration of double weights is a computa-
tionally more difficult problem. This is suggested visually by Figures 6.10a to 6.10h,
where the conventional schemes have to optimise the conductances along line seg-
ments (i.e. a 1-D problem) and double weights have to optimise the conductances on
a surface (i.e. a 2-D problem). So, in situations where the severity of the nonideality
is not strongly signalled by the conductance value, double weight implementations
might struggle to find the optimal configuration [3]. That is not to say that dou-
ble weights will always perform worse than conventional implementations in such
scenarios—after all, the highest median error in Figure 6.10i was achieved with a
conventional weight implementation scheme.

Figure 6.10j shows the inference error for various weight implementations schemes
when the networks are exposed to variability that manifests itself to a greater degree
at low conductances. In this case, the utility of double weights is much clearer—
double weight implementation without regularisation achieves the lowest median
error of 5.4%. When conventional weights are used, they achieve median error of
5.9% and 6.6% for the symmetric rule and the rule preferring low conductances, re-
spectively. When regularisation is employed, the power is, unsurprisingly, decreased,
but at the same time the error is increased. Due to the nature of this nonideality,
pushing conductance values towards less conductive states results in less reliable
behaviour and thus higher error. This is an example of a trade-off that can be con-
trolled using regularisation factors—the network designer can fine-tune the network
performance and decide to what extent lower power should be prioritised at the
expense of accuracy [3].

6.3.5 Effectiveness of memristive validation

As explored earlier, standard validation methods may not be suitable when training
MNNs. Many memristor nonidealities are stochastic, thus the performance at any
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given moment is a sample drawn from a random distribution, rather than a purely
objective measure. Using an aggregate metric (like median error, for example)
may be a more reliable way of assessing performance—I refer to this as memristive
validation. The findings from the simulations suggest that in aggregate this method
will achieve only marginally better performance; however, it should help avoid a
highly suboptimal version of the weights (which, for example, might yield much
higher error) in a small number of cases [3].

Memristive validation may have to be optimised because, in some cases, it may
be outperformed by standard validation. In most cases, having a relatively low
frequency of validation (e.g. 20 repeats every 20 epochs) is sensible because the
variability at any given checkpoint is usually higher than between checkpoints. But,
of course, if the checkpoint frequency is made low enough, this claim about variability
will eventually cease to be true. Alternatively, some setups might intrinsically have
a different variability profile. For example, in the case of MCNNs in Figure 6.9b,
the validation error variability between checkpoints is much greater than at any
given checkpoint. In that case, it might be advantageous to make checkpoints more
frequent [3]. This could be done by

• keeping the number of repeats at each checkpoint the same, thus maintaining
the same level of reliability (at any given epoch) but increasing total compu-
tation time

• decreasing the number of repeats in order to decrease computation time (com-
pared to the first option) but sacrifice some level of reliability

6.3.6 Nonideality agnosticism

The main limitation of simulating MNN behaviour (or, in fact, any kind of be-
haviour) is that the modelling is based on some assumptions that may not nec-
essarily be true in practise. Firstly, the real nature of the nonidealities might be
different from the one that is modelled. As an example, I already explored this
in Section 6.2.2.4—I model I-V nonlinearities using data from only a single SiOx

device and these data differ in certain ways from the simplified model. However,
to hedge against fitting training to the behaviour of one specific device or a model
that is flawed, I incorporated some variability, which may represent not only the
stochasticity of the device, but also the “fuzziness” of the model itself. Even so, the
variability itself is a model whose parameters may be different from device to device.
The second, and more extreme, possibility is that real devices encounter different
types of nonidealities than the ones that were employed during their training. For
example, because data from only a single SiOx device were used, an array of such de-
vices may reveal the effects of stuck devices that were not apparent when analysing
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a single device. Therefore, it is important to understand how sensitive nonideality-
aware training is to the assumptions used to model the device behaviour.

To test the robustness of adjusted training, I focused on the second possibility
(encountering different nonidealities than the ones that networks were trained for)
because it is a more general case that also captures the first possibility (different
model for any particular nonideality). As explained in Section 6.2.2.4, I use 4 dif-
ferent nonideality models, some of which may

• have different parameters
• be combined together

In addition to the idealised case, this produces 9 device behaviour models in total.
When it comes to training, I employ regularisation in some of the setups, thus
bringing the total number of training setups to 13. By considering every combination
of training and inference setups, we get 13× 9 = 117 possible scenarios [3]. Median
inference error for each of these scenarios is presented in Figure 6.11.
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21.8 21.3 14.6 7.2 16.2 9.8 6.8 6.9 6.8 14.1 9.2 7.9 8.3

26.5 25.8 14.4 7.3 12.2 14.7 7.8 7.2 6.7 15.2 9.5 8.0 8.3

62.7 12.2 23.4 6.7 16.3 29.5 7.4 6.8 7.6 5.4 6.1 7.0 8.4

75.1 50.8 44.6 14.2 15.7 59.7 24.0 17.9 17.0 30.0 18.2 11.9 13.7

65.9 65.4 45.9 18.4 23.8 54.0 29.2 23.3 18.4 53.1 33.2 17.7 14.1

Figure 6.11: Agnosticism of nonideality-aware ex-situ training. Median in-
ference error in percent is shown for various combinations of training and inference
setups. Memristive neural networks produced using nonideality-aware training usu-
ally achieve lower error than networks trained using the conventional method. To
highlight the differences between different training setups, each row in the heatmap
uses a separate instance of the logarithmically scaled colour map. The networks
were trained on the MNIST dataset. Adapted from Ref. [3].
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The first thing that can be inferred from Figure 6.11 is that for any given nonideality
the lowest error is typically achieved by MNNs that were trained by being exposed to
this nonideality. For example, looking at the row denoting high D2D variability, one
notices that the lowest median error of 14.1% is achieved when MNNs trained on this
nonideality are employed. However, there also exist slight deviations from this trend.
For example, when looking at the row denoting high I-V nonlinearity, it is apparent
that networks exposed to more uniform D2D variability (with regularisation) achieve
lower median error of 8.5% compared to networks exposed to high I-V nonlinearity
(without regularisation), which achieve median error of 9.1% [3]. This may indicate
that the nature of some nonidealities might overlap and that regularisation offers
additional advantages, such as avoiding overfitting.

In fact, it is interesting to investigate the effect of regularisation on the robustness
of nonideality-aware training. As indicated by Figure 6.11, for I-V nonlinearity,
regularisation often results in higher error, unless the nonideality encountered is the
exact one that the networks were exposed to during training. Regularisation encour-
ages lower weights implemented by more resistive devices; these devices are more
stochastic, which could help avoid overfitting, but they also experience a specific
kind of nonlinearity that might not be useful when dealing with different nonideali-
ties. In the case of D2D variability, regularisation more often results in lower error,
thus indicating increased robustness. This could be a result of high-magnitude
stochasticity experienced by high-resistance devices suffering from this nonideality.
Thus, from these findings alone, it is not possible to say definitively in which cases
regularisation may increase the robustness of MNNs trained using nonideality-aware
scheme [3]—it is likely determined by the nature of the nonideality.

However, the main takeaway from Figure 6.11 is that nonideality-aware training
usually makes MNNs more robust to the effects of nonidealities. It is true that
for ideal devices or devices that suffer from non-severe nonidealities, conventional
training may not always be the best choice, as indicated by the first, second and
fourth rows of Figure 6.11. However, in all other cases, conventional training results
in the highest error rate compared to other training setups. That is true even when
the nonideality that MNNs encounter during inference is different from the one they
were exposed during training [3]. This reiterates the findings in the literature of
conventional ANNs that noise injection during training can improve generalisation
capabilities [128] and robustness [129] of the networks.

6.4 Summary and Conclusion

This chapter focused on ways to adjust MNN training such that they would perform
better in the presence of nonidealities. Although it is possible to train networks
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directly on crossbar arrays, doing it using digital computers has certain advantages:

• greater flexibility in deciding what optimal behaviour should look like
• models are trained to expect to be deployed on many different crossbar-based

systems, not just one specific instance

Given that, I demonstrated how one can produce robust and accurate MNNs by

• modelling typical memristor nonidealities (including I-V nonlinearities) during
training

• utilising a mapping scheme that takes into account the nature of physical
devices and that allows to control power consumption more easily

• using validation procedure more suited to the stochastic nature of memristors

Adjusting ex-situ training of MNNs is a promising technique to make them more fea-
sible. Like committee machines in Chapter 4, it improves the accuracy and brings it
closer to the levels achieved by digital computers. Also, likely even more important
are training adjustments that abstract away the complexity of the physical nature of
crossbar-based ANNs. Specifically, double weight mapping scheme allows network
designer to control the importance of power consumption without the need to un-
derstand how network parameters will be implemented physically. Besides, methods
like memristive validation can make the training more reliable and predictable when
trying to implement MNNs in slightly different conditions, thus making it more
like the training of standard ANNs. Separately, these methods have drawbacks:
increased training time, limited utility in some scenarios, minimal improvement in
median case, respectively. However, combining them can, almost in all cases, guar-
antee more desirable MNN behaviour in terms of robustness, power consumption,
ease of operation, and reliability.
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New Applications

This chapter focuses on new ways in which memristive crossbar arrays could be used.
I present circuits that can perform multiplication of higher-rank arrays as well as a
different operation, called double tensor contraction. I also introduce a design for a
crossbar circuit that can compute products of quaternion vectors and matrices.

7.1 Introduction

Previous chapters explored how dot-product engines (DPEs) may be used to accel-
erate the computation of linear algebra operations. Specifically, I investigated how
in-memory computation of vector-matrix products can be beneficial in areas like
machine learning, and what the limitations of this approach are. In this chapter,
I aim to extend the kinds of operations DPEs perform by using the existing prin-
ciples. This chapter is mostly conceptual, and the approaches presented are only
preliminary work.

My first goal is to generalise linear algebra operations that DPE-like structures can
achieve. Both dot product of two vectors and vector-matrix product are examples
of tensor contractions—operations where the elements of multidimensional arrays
(i.e. tensors) are summed up along a matching dimension. The acceleration of
both operations is well established in the literature [130]. However, even matrix-
matrix products (commonly involved in, for example, machine learning) are not
trivial to implement, while hardware-accelerated contraction of higher-rank tensors
is not even discussed in the literature. Furthermore, operations like double tensor
contractions have not even been considered for implementation with DPEs. Hence,
in this chapter, I lay out the design principles behind the implementations of various
tensor contractions. I also introduce modified DPE circuits for computing double
tensor contractions.

Secondly, I aim to extend the use of DPEs beyond the computation of products of
vectors and matrices consisting of real numbers. Due to the linear nature of these
operations, that may be reasonably straightforward to achieve. This has already
been demonstrated with complex numbers by breaking vectors and matrices into
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their real and imaginary parts [131]. My goal is to extend this to quaternions,
which are numbers containing one real and three imaginary parts. I note that this
is different from the concept of quaternion-valued memristor-based neural networks
introduced in Ref. [132]. In this chapter, I demonstrate—using existing principles—
how one may compute quaternion vector-matrix products with a system of crossbar
arrays and consider how the noncommutative nature of quaternion multiplication
affects circuit design decisions.

Although the current chapter is titled “New Applications”, I describe how one may
use crossbar arrays to perform new mathematical operations (like double tensor con-
tractions), rather than focusing on high-level applications (like neural networks). I
do, however, mention some use cases where hardware acceleration of these opera-
tions could be beneficial. With those and any other possible applications, the most
feasible approaches are likely to be the ones where there exists a constant array,
which can be encoded using the conductances of the crossbar array—similar to the
approach with the weights of artificial neural networks (ANNs).

7.2 Tensor Contractions

Contraction refers to a binary operation where the elements of two tensors are
summed up along one matching dimension. Here, I am using “tensors” to denote
multidimensional arrays rather than abstract objects often employed in differential
geometry [133]. Tensor contraction can be generalised using Equation (7.1).

If A ∈ Rm1×m2×···×mM and B ∈ RmM×n1×n2×···×nN−1 ,

then tensor contraction A ·B = C has elements

ci1,i2,...,iM−1,iM+1,iM+2...,iM+N−1
=

mM∑

iM=1

ai1,i2,...,iM biM ,iM+1,...,iM+N−1

(7.1)

Because the elements are summed up along one matching dimension of the two
tensors, the rank1 of the resulting tensor is two less than the sum of the ranks of
the input tensors, as shown in Equation (7.2).

If rank(A) = M and rank(B) = N , then rank(A ·B) = M +N − 2 (7.2)

Several well-known special cases of tensor contractions are dot product of two vectors
in Equation (7.3a), vector-matrix multiplication in Equation (7.3b), and matrix-
matrix multiplication in Equation (7.3c).

1Here, I am referring to tensor rank [134] rather than the rank of a matrix (or a linear trans-
formation) [135].
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c =
n∑

i=1

aibi (7.3a)

ci =
n∑

j=1

ajbj,i (7.3b)

ci,j =
n∑

k=1

ai,kbk,j (7.3c)

One may also define double tensor contraction by summing up the elements of two
tensors along two matching dimensions [136], as shown in Equation (7.4).

If A ∈ Rm1×m2×···×mM−1×mM and B ∈ RmM×mM−1,n1×n2×···×nN−2 ,

then double tensor contraction A : B = C has elements

ci1,i2,...,iM−2,iM+1,iM+2...,iM+N−2
=

mM−1∑

iM−1=1

mM∑

iM=1

ai1,i2,...,iM biM ,iM−1,iM+1,...,iM+N−2

(7.4)

Because the elements are summed up along two matching dimensions, the rank of
the resulting tensor is four less than the sum of the ranks of the input tensors, as
shown in Equation (7.5).

If rank(A) = M and rank(B) = N , then rank(A : B) = M +N − 4 (7.5)

Possibly, the most well known example of double tensor contraction is Frobenius
inner product, which is defined as the sum of the elements of the element-wise
product of two matrices2, as shown in Equation (7.6). Another way of formulating
it is that it is equal to the trace of the product3 of two matrices [138], as further
demonstrated in Equation (7.6).

c =
m∑

i=1

n∑

j=1

ai,jbj,i = tr(A ·B) (7.6)

In this chapter, I aim to generalise the use of DPEs to tensors of various ranks.
Some of the special cases of tensor contractions, including vector-matrix and matrix-
matrix products, have already been explored in this thesis. However, it is interesting
to find out whether the same principles can be extended to higher-rank tensors, or

2Using the definition of tensor contractions introduced earlier where the last dimensions of the
first tensor must match the first dimensions of the second tensor, it would be more typical to refer
to one of the matrices as a transpose in this example because the order of the dimensions must
match in Frobenius inner products [137].

3i.e. single tensor contraction
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even double contractions.

For simplicity, I will assume that the aim of a DPE is to compute a tensor contraction
of nonnegative voltages V and conductances G to produce the resulting tensor of
currents, I. That is, in this chapter, I will leave out the details of how one can deal
with negative numbers because that has been explored extensively in Chapters 2,
3, and 6. I will also only consider the problem of inference, i.e. cases where G

is constant and only V is changing. The conductance tensor that the crossbar
devices are programmed to will be referred to as G′, the voltage tensor applied to
the crossbar array at any given time will be referred to as V′, and the resulting
current tensor will be referred to as I′. The ranks of tensors V′, G′, and I′ will not
necessarily be equal to the ranks of V, G, and I, respectively.

7.2.1 Single tensor contractions using dot-product engines

As explored in the previous chapters, hardware implementations of single tensor
contractions have been investigated in the literature. Although always referred to
as “dot products”, “vector-matrix products” and “matrix-matrix” products, they can
all be referred to as tensor contractions and they have been physically realised using
DPEs in the past. Even with tensor contractions that are not explicitly mentioned in
the literature, I believe they can be derived from the existing principles in a trivial
way. Therefore, this part (Section 7.2.1) is more of an overview of the existing
theory and circuit design rather than fully original contribution. Although I provide
some general principles that are not spelled out in the existing literature, my main
contributions are described in Section 7.2.2 and relate to hardware implementations
of double tensor contractions.

7.2.1.1 Ranks 1 and 1

The simplest tensor contraction is a dot product of two vectors, i.e. tensors of rank
1. If one wishes to compute current4 I ∈ R≥0 that is the contraction of voltages
V ∈ Rm

≥0 and conductances G ∈ Rm
≥0 then one can use the circuit in Figure 7.1; it

has already been explored in Figure 2.8 in Chapter 2. With this circuit, V′, G′, and
I′ are equated to V, G, and I, respectively. Although trivial, for completeness and
in the context of other types of contractions, the process for this is explicitly stated
in Algorithm 7.1. In the algorithm, function f refers to the physical computation
performed by the circuit in Figure 7.1. Because the ranks of V and V′ match, f is
called only once and so the time complexity of contracting the tensors5 is O(1).

4Here, I am denoting current as a tensor, though, in this special case, it is a scalar value or
tensor of rank 0.

5once the conductances have been programmed
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Figure 7.1: A dot-product engine operating on voltages of rank 1 and
conductances of rank 1.

Algorithm 7.1: Contraction of tensors of rank 1 and 1 using the dot-product
engine in Figure 7.1
G′ ← G
V′ ← V
I′ ← f(V′,G′)
I← I′

7.2.1.2 Ranks 1 and 2

The next contraction is the vector-matrix product. If one wishes to compute currents
I ∈ Rn

≥0 that are a contraction of voltages V ∈ Rm
≥0 and conductances G ∈ Rm×n

≥0 one
can employ the circuit in Figure 7.2. Like in the previous example, V′, G′, and I′ are
equated to V, G, and I, respectively, as shown in Algorithm 7.2. Because the whole
tensor V can be supplied to V′ at once, the time complexity of this contraction is
O(1) as well.

Algorithm 7.2: Contraction of tensors of rank 1 and 2 using the dot-product
engine in Figure 7.2
G′ ← G
V′ ← V
I′ ← f(V′,G′)
I← I′

7.2.1.3 Ranks 2 and 2

Matrix-matrix multiplication is not as straightforward to implement using DPEs.
Suppose that one wanted to compute currents I ∈ Rp×n

≥0 that are a contraction
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Figure 7.2: A dot-product engine operating on voltages of rank 1 and
conductances of rank 2.

of voltages V ∈ Rp×m
≥0 and conductances G ∈ Rm×n

≥0 . One can easily show that
if conductances are encoded into an m × n crossbar, matrix-matrix multiplication
cannot be performed in constant time (O(1)). That is because the result of matrix-
matrix multiplication is another matrix (i.e. tensor of rank 2), while the outputs of
such a crossbar come in a shape of a vector (i.e. tensor of rank 1) of size n. One can
essentially approach this in one of two ways by considering the trade-off between
space (i.e. required area of a chip) and time (needed to perform the computations).

The first approach is to supply matrix V as a sequence of vectors and record a
subset of I in each iteration. This is explained in Algorithm 7.3. The rows of V are
supplied one by one and assigned6 to V′, while the rows of I are then recorded with
each new result of I′. Although this does produce the correct result, time complexity
increases to O(p); this is evident looking at the for loop in Algorithm 7.3. Sim-
ilar issues arise when using crossbar arrays for convolutional layers of memristive
convolutional neural networks (MCNNs). Because kernels are used with multiple
parts of the input, one usually mimics the sliding by supplying the voltages sequen-
tially [139, 140]. However, this increases the total computation time compared to
fully connected layers, which only need to compute vector-matrix products.

The second approach is to replicate the conductances across multiple parallel cross-
bar arrays, thus decreasing the computation time but sacrificing chip area. This can
be done using a circuit in Figure 7.3. Using these crossbar arrays, G is duplicated p

times such that one could supply whole V at once; this is described in Algorithm 7.4.
If G does not change over time, it has to be programmed only once into the crossbar
arrays. This brings runtime (inference) time complexity down to O(1), as evidenced

6In this discussion, I do not differentiate between row and column vectors.
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Algorithm 7.3: Contraction of tensors of rank 2 and 2 in O(p) time using the
dot-product engine in Figure 7.2
G′ ← G
for i = 1 to p do

V′ ← [V]i,∗
I′ ← f(V′,G′)
[I]i,∗ ← I′

end

by the fact that f is called only once in Algorithm 7.4. Similar approach can be
used to improve the parallelism of MCNNs, though transferring the same weights
to multiple crossbar arrays may be challenging due to device nonidealities [140].

Figure 7.3: A dot-product engine operating on voltages of rank 2 and
conductances of rank 3.

Algorithm 7.4: Contraction of tensors of rank 2 and 2 in O(1) time using the
dot-product engine in Figure 7.3
for i = 1 to p do

[G′]∗,∗,i ← G
end
V′ ← V⊤

I′ ← f(V′,G′)
I← I′⊤

7.2.1.4 Ranks 1 and 3

Contraction of tensors of rank 1 and 3 can be easily implemented using the circuit in
Figure 7.3. Suppose we wanted to compute currents I ∈ Rp×n

≥0 that are a contraction
of voltages V ∈ Rm

≥0 and conductances G ∈ Rm×n×p
≥0 . Using the circuit in Figure 7.3,
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V could be duplicated p times, as described in Algorithm 7.5. Assuming this du-
plication is done in a fully analogue way7, the time complexity of the computation
becomes O(1).

Algorithm 7.5: Contraction of tensors of rank 1 and 3 using the dot-product
engine in Figure 7.3
G′ ← G
for i = 1 to p do

[V′]∗,i ← V
end
I′ ← f(V′,G′)
I← I′⊤

With this type of contraction, trying to avoid duplication is neither straightforward,
nor highly desirable. Implementing G ∈ Rm×n×p

≥0 will require at least p arrays of
size m × n. The only alternative that would avoid duplicating voltages would be
to construct a crossbar array of shape m× np, such that it would produce a vector
of output currents of size np. However, this vector would then have to be reshaped
into a tensor of shape p× n.

7.2.1.5 Higher ranks

Single contractions of tensors of higher rank can be implemented in similar ways to
the ones already explored. For G ∈ Rm×n×···

≥0 of rank 3 and more, multiple crossbar
arrays of size m × n will be necessary to accommodate all the devices, as seen in
Section 7.2.1.4. In cases where the whole tensor V cannot be supplied at once, it
will be possible to make one of two choices already explored in Section 7.2.1.3—one
can do either of the following

• iterate through V but increase computation time
• duplicate G but increase required chip area

7.2.2 Double tensor contractions using dot-product engines

7.2.2.1 Ranks 2 and 2

As mentioned earlier, Frobenius inner product is possibly the simplest and most well
known example of a double dot product. In terms of electrical quantities, we can
state the problem as trying to compute current I ∈ R≥0 that is a double contraction
of voltages V ∈ Rp×m

≥0 and conductances G ∈ Rm×p
≥0 . When one realises that Frobe-

nius inner product is the sum of the elements of element-wise multiplication of two
matrices, the crossbar circuit that could achieve this becomes almost obvious.

7The duplication could even be done by modifying the structure of the circuit in Figure 7.3—the
word lines of different crossbar arrays could be connected together, thus ensuring that the same
voltage is applied to any conductance G′

i,j,k for a given i.
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If one can apply voltage Vj,i to conductance Gi,j and sum all the produced currents,
the result will be equal to the double tensor contraction of voltages and conduc-
tances. Conventional DPEs only sum up the currents in each bit line but if one
connected the bit lines of a number of crossbars, each consisting of a single bit line
(i.e. like the one in Figure 7.1), then the output currents from all those bit lines
would be added together too. The design for such a circuit is shown in Figure 7.4;
I refer to this architecture as double-dot-product engine (DDPE). In the case of
double tensor contraction of tensors of rank 2 and 2, no duplication of voltages or
conductances is needed and the result can be obtained in O(1) time using the trivial
procedure described in Algorithm 7.6.

Figure 7.4: A double-dot-product engine operating on voltages of rank 2
and conductances of rank 2.

Algorithm 7.6: Double contraction of tensors of rank 2 and 2 using the double-
dot-product engine in Figure 7.4
G′ ← G
V′ ← V⊤

I′ ← f(V′,G′)
I← I′

Double contractions of rank-2 tensors could also be realised using conventional
DPEs. That can be done by reshaping voltage and conductance tensors to vec-
tors of size mp. After that is done, the double tensor contraction can be computed
using the same type of circuit as in Figure 7.18.

8In that circuit, one would have to have m← mp.
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7.2.2.2 Ranks 2 and 3

Similar approaches can be used to compute double tensor contraction when the rank
of the conductance tensor is increased by one. If one wishes to compute currents
I ∈ Rn

≥0 that are a double contraction of voltages V ∈ Rp×m
≥0 and conductances

G ∈ Rm×p×n
≥0 one can employ the circuit in Figure 7.5. Moving from Figure 7.4

to Figure 7.5 is similar to moving from Figure 7.1 to Figure 7.2—in this case, we
simply increase the number of bit lines in each crossbar array and then connect the
corresponding outputs of each. The double contraction of tensors of rank 2 and 3

can then be computed in O(1) time using Algorithm 7.7.

Figure 7.5: A double-dot-product engine operating on voltages of rank 2
and conductances of rank 3.

Algorithm 7.7: Double contraction of tensors of rank 2 and 3 using the double-
dot-product engine in Figure 7.5
G′ ← G⊤(1,3,2)

V′ ← V⊤

I′ ← f(V′,G′)
I← I′

Alternatively, like before, conventional DPEs may be utilised. Firstly, one has to
reshape the voltage tensor into a vector of size mp, and conductance tensor—into a
matrix of shape mp×n. After that, the double tensor contraction can be computed
using the same type of circuit as in Figure 7.29.

9In that circuit, too, one would have to have m← mp.
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7.2.2.3 Higher ranks

Double contractions of tensor of higher ranks can be computed using the principles
described in Section 7.2.1.5. That is, one can either iterate through V and sacrifice
computation time or duplicate G and sacrifice chip area. For example, if one wanted
to compute currents I ∈ Rq×n

≥0 that are a double contraction of voltages V ∈ Rq×p×m
≥0

and conductances G ∈ Rm×p×n
≥0 then either of the following could be done:

• using the circuit in Figure 7.5 and iterating through the first dimension of V,
resulting in O(q) time complexity

• duplicating the circuit in Figure 7.5 (together with conductances G) q times,
resulting in O(1) time complexity

7.3 Quaternion Computations

7.3.1 Quaternion definition

Complex numbers (C) are represented in the form specified in Equation (7.7). The
imaginary unit i has the property in Equation (7.8).

a+ bi where a, b ∈ R (7.7)

i2 = −1 (7.8)

Quaternions (H) can be thought of as an extension of complex numbers [141]. They
are represented using the form specified in Equation (7.9) [142]. The imaginary
units i, j and k have the property in Equation (7.10) [142].

a+ bi + cj + dk where a, b, c, d ∈ R (7.9)

i2 = j2 = k2 = −1 (7.10)

These imaginary units are also bound by the constraint in Equation (7.11) [142]

ijk = −1 (7.11)

which implies that their multiplication is noncommutative, as shown in Equation (7.12).
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ij = −ji = k (7.12a)

jk = −kj = i (7.12b)

ki = −ik = j (7.12c)

7.3.2 Uses of quaternions

One of the main uses of quaternions nowadays is in computer graphics. Specifically,
quaternions are often used for performing rotations in 3D space. The axis of rotation
can be described using three numbers, while the angle of rotation requires the fourth
number; these can be represented using a quaternion [143]. In this way, quaternions
become a more compact alternative to rotation matrices [144].

Quaternions also address some challenges in image processing. Discrete Fourier
transform (DFT) can be used to convert a series of numbers into discrete frequency
components, i.e. perform Fourier transform. This can be useful for processing audio
signals or, in the case of 2D variants of DFT, greyscale images. However, DFT is
more difficult to apply to colour images. Each pixel of a colour image typically con-
sists of 3 numbers encoding the levels of red, green, blue (RGB) colours. Quaternions
(of the form in Equation (7.9)) can used to represent RGB pixels by, for example,
encoding R into b, G into c and B into d (leaving a at zero) [145]. This then allows
to employ quaternion variants of methods like DFT to perform computations on
colour images.

Quaternion discrete Fourier transform (QDFT) can be used to perform 2D Fourier
transform on quaternion images [146]. Given a matrix X ∈ Hm×n with entries
Xi,j, the entries Yi′,j′ of its QDFT Y ∈ Hm×n are given by the expression in Equa-
tion (7.13).

Yi′,j′ =
1√
mn

m∑

i=1

n∑

j=1

exp

(
−µ2π

(
ii′

m
+

jj′

n

))
Xi,j (7.13)

where µ is any unit quaternion whose real part is zero.

Because each Yi′,j′ can be expressed as a linear combination of entries Xi,j, one can
transform Equation (7.13) into a matrix equation. Specifically by reshaping X and
Y into vectors x and y (of size mn), respectively, one can represent the relationships
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in Equation (7.13) in matrix form10 y = Wx using Equation (7.14).




Y1,1

Y1,2

...
Ym,n



=




1 1 · · · 1

1 exp
(
−µ2π

n

)
· · · exp (−µ2π)

...
... . . . ...

1 exp (−µ2π) · · · exp
(
−µ2π(m+ n)

)







X1,1

X1,2

...
Xm,n




(7.14)

It is not a coincidence that, in this case, I expressed the result as a product of a
matrix and a column vector instead of a row vector and a matrix. Unlike for real
and complex matrices, the equality in Equation (7.15) does not hold in general for
quaternion matrices A and B [148]. Due to noncommutative nature of quaternion
multiplication, the equivalent relation involves conjugate transposes [148], instead
of transposes alone, as shown in Equation (7.16).

(AB)⊤ = B⊤A⊤ for A ∈ Cm×n and B ∈ Cn×p (7.15)

(AB)
⊤
= B

⊤
A

⊤ for A ∈ Hm×n and B ∈ Hn×p (7.16)

where quaternion conjugate (a+ bi + cj + dk) := a− bi− cj− dk [144].

Either way, QDFT is an example of an application that can utilise matrix com-
putations. From this naturally follows a question of whether these computations
could be accelerated. Specifically, it is interesting to find out whether it is possible
to represent quaternion vectors and matrices, as well as to compute their products,
using conventional DPEs.

7.3.3 Complex vector-matrix products using crossbar arrays

One may firstly consider a simpler case involving complex numbers, instead of
quaternions. Indeed, multiplication of complex vectors and matrices using DPEs
has already been realised in the past11 [131]. Like QDFT, DFT can be expressed as
a product12 y = xW, which provided motivation for implementing complex vector-
matrix products using DPEs in Ref. [131]. By decomposing x and W into real and
imaginary parts, it is possible to express real and imaginary parts of y in terms of

10Here, W is referred to as the QDFT matrix, a concept analogous to the DFT matrix [147].
11This is also partly why I am focusing on quaternions.
12Here, where complex numbers are involved, I am again using vector-matrix, instead of matrix-

vector, products.
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the products of real vectors and matrices [131], as shown in Equation (7.17).

x = xa + xbi where xa,xb ∈ Rm (7.17a)

W = WA +WBi where WA,WB ∈ Rm×n (7.17b)

y = xW = (xa + xbi) (WA +WBi)

= xaWA + xbWAi + xaWBi− xbWB

= (xaWA − xbWB)︸ ︷︷ ︸
real part

+(xbWA + xaWB)︸ ︷︷ ︸
imaginary part

i = ya + ybi
(7.17c)

Consequently, one could implement real matrices WA and WB using conductances
GA and GB in two crossbar arrays13 and apply voltages Va and Vb that encode
the values of xa and xb, respectively. Then the output components ya and yb

could be obtained from currents Ia and Ib, which are the linear combinations of the
products of voltages and conductances. Because in the last line of Equation (7.17c),
the components of both x and W appear twice, physical implementation could,
similarly to the discussion in Section 7.2, be realised in one of two ways:

• supplying the voltage representing the real part, followed by the voltage rep-
resenting the imaginary part

• duplicating the crossbar arrays so that both sets of voltages could be supplied
at once

Both choices would lead to O(1) time complexity. The first possibility would simply
take twice as long because both real and imaginary components would have to be
duplicated. The second choice, however, would require twice as large chip area. In
Ref. [131], the second possibility was considered; the circuit for that approach is
shown in Figure 7.6. I will refer to this as complex dot-product engine (CDPE).

7.3.4 Quaternion vector-matrix products using crossbar ar-

rays

Similar to the approach with complex numbers, I decided to decompose quater-
nion matrices and vectors into components. If one wanted to compute quaternion
vector-matrix product y = xW, x and W could be expressed in the form in Equa-
tion (7.18).

x = xa + xbi + xcj + xdk where xa,xb,xc,xd ∈ Rm (7.18a)

W = WA +WBi +WCj +WDk where WA,WB,WC,WD ∈ Rm×n (7.18b)

13Here, like in Section 7.2, I consider only nonegative matrices. For implementation of matrices
consisting of both positive and negative entries, see Chapters 2, 3, and 6.
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Figure 7.6: Complex dot-product engine used for computing the product
of a complex vector and a complex matrix. It consists of 4 conventional
dot-product engines that operate on the components of complex numbers. The
conductance entries are duplicated in the two rows; each row receives a different
component of the complex input. The components of the complex output vector are
computed by combining the outputs of different dot-product engines.

Multiplying out the components of x and W leads to the expression for y where
each component is expressed as a sum of products of real vectors and matrices as
shown in Equation (7.19).

y = ya + ybi + ycj + ydk where (7.19a)

ya = xaWA − xbWB − xcWC − xdWD (7.19b)

yb = xaWB + xbWA + xcWD − xdWC (7.19c)

yc = xaWC − xbWD + xcWA + xdWB (7.19d)

yd = xaWD + xbWC − xcWB + xdWA (7.19e)

Realising quaternion vector-matrix product is analogous to the process in Sec-
tion 7.3.3. One may implement matrices WA, WB, WC, WD using conductances
GA, GB, GC, GD, respectively, and encode vectors xa, xb, xc, xd using voltages
Va, Vb, Vc, Vd, respectively. The combined outputs of crossbar arrays would pro-
duce currents Ia, Ib, Ic, Id that would represent the output components ya, yb,
yc, yd, respectively. Like with CDPE, Equation (7.19) contains duplication of both
voltages and conductances. The circuit that implements quaternion vector-matrix
multiplication by supplying all voltage components at once is depicted in Figure 7.7.

I refer to the circuit in Figure 7.7 as left-multiply variant of quaternion dot-product
engine (QDPE)—“left” refers to the fact that the vector x is to the left of matrix
W. As discussed in Section 7.3.2, generally W⊤x⊤ ̸= (xW)⊤ for quaternion vectors
and matrices, thus the same exact circuit in Figure 7.7 cannot be used to compute
products of quaternion matrices and quaternion column vectors. However, the mod-
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Figure 7.7: Left-multiply variant of quaternion dot-product engine used
for computing the product of a quaternion vector and a quaternion ma-
trix. It consists of 16 conventional dot-product engines that operate on quaternion
components. The conductance entries are duplicated in the four rows; each row
receives a different component of the quaternion input. The components of the
quaternion output vector are computed by combining the outputs of different dot-
product engines.

ification to the circuit is only minimal because when the order of multiplication is
changed and transposes are used, the same entries in the vector and matrix are
being multiplied, only their order is changed. That is important because, as seen in
Equations (7.10) and (7.12), changing the order of multiplication of any two quater-
nion imaginary units may only change the sign of the result, but not the unit; I
summarise this in Equation (7.20).

for a, b ∈ {i, j, k}, ab =




−1 if a = b

−ba if a ̸= b
(7.20)

Because of this, computing matrix-vector product Wx could be realised using a cir-
cuit in Figure 7.7 where only the signs of the currents are changed before combining
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them together at the outputs14. Performing a computation analogous to the one in
Equation (7.19) confirms this—the same vector and matrices are being multiplied,
only the signs of some change; this is summarised in Equation (7.21). The circuit
that performs quaternion matrix-vector multiplication is depicted in Figure 7.8.

y = ya + ybi + ycj + ydk where (7.21a)

ya = WAxa −WBxb −WCxc −WDxd (7.21b)

yb = WBxa +WAxb −WDxc +WCxd (7.21c)

yc = WCxa +WDxb +WAxc −WBxd (7.21d)

yd = WDxa −WCxb +WBxc +WAxd (7.21e)

Figure 7.8: Right-multiply variant of quaternion dot-product engine used
for computing the product of a quaternion matrix and a quaternion vec-
tor. It consists of 16 conventional dot-product engines that operate on quaternion
components. The conductance entries are duplicated in the four rows; each row
receives a different component of the quaternion input. The components of the
quaternion output vector are computed by combining the outputs of different dot-
product engines. Compared to Figure 7.7, only the signs of the currents at the
output combinations are different.

14I am implicitly assuming that if the shape of the crossbar arrays is m×n and the shape of W
is n×m, the transposes of the matrices would be implemented, similar to mappings in Section 7.2.
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An example application of the circuit in Figure 7.8 is the computation of the afore-
mentioned QDFT. Because QDFT matrix does not change over time, it could be
encoded using the crossbar conductances, while the images would be encoded using
the input voltage signals. However, scaling challenges should be anticipated. For
m×n images, the shape of QDFT matrix is mn×mn, thus massive crossbar arrays
may be needed for use even with relatively small images.

In non-machine-learning contexts, it is more difficult to evaluate the performance
of crossbar-based circuits, but some options are available. For example, principles
similar to the ones explored in the previous chapters could be applied to memristive
implementations of QDFT. Applications that may employ QDFT, e.g. digital wa-
termarking [149], will often use both the QDFT matrix, W, (expression for which
is provided in Equation (7.14)) and its inverse, W−1. Thus, to visually judge the
effects of nonidealities, one may

1. simulate hardware acceleration of the product y1 = Wx, where x is the input
image

2. simulate hardware acceleration of the product y2 = W−1y1

3. compare images y2 and x

In a digital implementation, y2 and x should be the same, but in a physical imple-
mentation involving memristive crossbar arrays, deviations will be expected due to
nonidealities, like faulty devices, I-V nonlinearity, etc. In the special case where only
linearity-preserving nonidealities are present, the analysis above may be simplified—
nonideal physical realisations f(W) and f(W−1) of W and W−1, respectively, alone
(i.e. without the input image) might be used to understand the negative effects. For
instance, because WW−1 = I, where I is the identity matrix, some insight may be
gained by considering the deviations of the product f(W)f(W−1) from I.

7.4 Summary and Conclusion

In this chapter, I explored linear algebra applications of crossbar arrays beyond real-
valued vector-matrix products. Firstly, I generalised the principles of computing
single tensor contractions using DPEs. That included spelling out the trade-offs
between the duplication of voltages and the duplication of conductances. I also
introduced a modified DPE circuit, called double-dot-product engine, that is able to
compute double tensor contractions by adding the currents produced by individual
memristors along not one but two matching dimensions. Secondly, I extended the
use of DPEs to the computation of quaternion vector-matrix and matrix-vector
products. Because quaternion multiplication is noncommutative, the circuits for
the two operations are different, though the difference is minimal—one only needs
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to change the signs of some of the currents before they are combined at the outputs.
The generalisations and extensions of crossbar array applications in this chapter will
hopefully contribute to a better understanding of the capabilities of these structures
and a better awareness of new scenarios where they could be utilised.
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Chapter 8

Summary, Future Work, Conclusion

The research presented in this thesis focused on memristive crossbar arrays. I inves-
tigated the effects of a number of memristor nonidealities, as well as ways to mitigate
them using software approaches. I also explored new applications of crossbar arrays
and identified some of the remaining challenges.

In Chapter 3, I investigated the effects of memristor nonidealities on the perfor-
mance of memristive neural networks (MNNs). The nonidealities included lim-
ited dynamic range, faulty devices, I-V nonlinearities, nonlinear programming and
device-to-device (D2D) variability. I found that the effect of dynamic range can be
critical when proportional mapping scheme is used, while the effect of some nonide-
alities, like faulty devices, can often be tolerated. Although it is typically difficult
to avoid nonideal device behaviour once they have been manufactured, I found that
with some nonidealities, like I-V nonlinearity, it may be possible to tweak the pa-
rameters during the inference stage to minimise the negative effects.

In Chapter 4, I considered whether the effects of nonidealities could be mitigated
in software by using teams of neural networks, i.e. committee machines (CMs). I
found that using multiple smaller networks in parallel usually leads to more robust
behaviour and higher accuracy. Although some nonidealities, like line resistance,
are more difficult to deal with, CMs are a more modular approach, which, given the
stochastic behaviour of memristors, might indeed be advantageous.

In Chapter 5, I focused on line resistance. I presented a Python package—bad-

crossbar—that I had developed and used to investigate how line resistance affects
distributions of currents and voltages in crossbar arrays. I also demonstrated how
one may mitigate its effects both in general and in the context of CMs by introducing
intensity-aware and random reordering schemes, respectively.

In Chapter 6, I focused on the training process of neural networks that would later
be implemented using crossbar arrays. I explored nonideality-aware ex-situ training
and demonstrated that it can significantly improve MNN performance. Additionally,
I showed the importance of weight implementation schemes—some of them may not
only allow to control power consumption in a more direct way but also minimise the
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effects of some of the nonidealities. I also introduced an improved method of training
validation, which leads to more robust and reliable estimates of the performance of
stochastic MNNs.

Finally, in Chapter 7, I proposed several new mathematical uses of memristive cross-
bar arrays. By generalising the principles behind existing crossbar circuits, I laid
out how one may extend them to compute not only higher-rank tensor contractions,
but also double tensor contractions After that, I introduced two circuits that are
able to compute products of vectors and matrices containing quaternion entries by
splitting both of them into multiple components.

The concept of starting accuracy might be an incredibly useful tool to estimate the
performance of MNNs; however, it is not yet understood well. In Chapter 3, I showed
how, with many nonidealities, the accuracy of an ideal artificial neural network
(ANN) (i.e. starting accuracy) is indicative of its accuracy once implemented with
memristive crossbar arrays. However, simulations of Chapter 6 suggested that this
trend has its limits. It would thus be valuable to understand with which types of
nonidealities, which training procedures, and which datasets the starting accuracy
is a good indicator of MNN accuracy. After all, the design of memristive circuits
could be significantly simplified if one did not need to model the exact nature of
nonidealities when comparing different ideal ANNs before implementing them in
hardware.

It is also important to further study CMs of MNNs, especially to understand the
contexts in which they are effective and in which—not. I found in Chapter 4 that
with severe nonidealities, committees can significantly increase classification accu-
racy. However, that is not always the case with nonidealities that are less severe
or that manifest in a similar way in each network (e.g. line resistance). Further
investigation of these effects should lead to a better understanding of scenarios in
which it is most advantageous to utilise CMs.

Another issue that needs further investigation is the stochasticity of accuracy in
MNNs. In digital implementations of ANNs, the outputs (and thus the accuracy)
is the same if the same inputs and weights are used multiple times. However,
once these networks are implemented using crossbar arrays, nonidealities manifest
themselves and one may deviate from the intended weights or the intended linear
scaling behaviour, as seen in Chapters 3 and 6. To add to that, even within a
particular MNN implementation, the accuracy might vary over time due to, for
example, poor retention or the presence of random telegraph noise (RTN). It would
be useful to have a better understanding of how different nonidealities influence
the spread of accuracies. That is not trivial to do because the stochasticity of
performance depends not only on, say, magnitude of conductance deviations, but
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also the nature of those deviations—for example, if the conductances in a differential
pair drift in the same direction, the effect will be smaller than if they drifted in the
opposite directions, etc.

Finally, it is needed to research scenarios in which the circuits that I introduced in
Chapter 7 could be used. Like with machine learning applications, they are likely
to be the most useful in scenarios where the matrix (or tensor) implemented using
conductances stays constant. As discussed before, in the context of quaternion
dot-product engines (QDPEs), that could be quaternion discrete Fourier transform
(QDFT)—for a given image size, the QDFT matrix stays constant and so it could
be encoded using multiple crossbar arrays. However, scaling challenges remain even
with these applications and one would also need to consider how sensitive this type
of image processing is to memristive nonidealities.

This thesis includes comprehensive analysis of memristive crossbar arrays, software
approaches to deal with nonidealities, and proposals of novel circuits. Crossbar
arrays may be a solution to many power-intensive applications, including artificial
neural networks. I hope the findings and ideas in this work will contribute to faster
and more energy-efficient, yet robust and reliable, electronics.
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Figure A.1: Effectiveness of committee machines with numerically op-
timised weightings. Memristive neural networks were disturbed using random
telegraph noise (RTN) data from the Ta2O5 device. In the box plot, the maximum
whisker length is set to 1.5× IQR. Adapted from the supplementary information of
Ref. [2].
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Figure B.1: Performance comparison for methods of constructing com-
mittee machines. Accuracy was computed by taking into account the effects of
faulty devices and device-to-device variability of Ta/HfO2 crossbar. (a) Using iden-
tical digital networks. (b) Using different digital networks. The maximum whisker
length is set to 1.5×IQR. The accuracy of individual disturbed nonideal memristive
networks in the two subfigures is not identical only because the data were produced
using two different simulations. Adapted from the supplementary information of
Ref. [2].
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Figure C.1: Effectiveness of committee machines of memristive convolu-
tional neural networks. Memristive convolutional neural networks were disturbed
using faulty devices and device-to-device variability data from the Ta/HfO2 cross-
bar array. In the box plot, the maximum whisker length is set to 1.5 × IQR. The
networks were trained on the CIFAR-10 dataset. Adapted from the response to
reviewers in Ref. [2].
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Figure D.1: Effectiveness of conventional and nonideality-aware training
when dealing with devices getting stuck at Goff . The effect of the nonideality
is not very severe and so the validation and test curves diverge later in the training
process. The results are shown for all 5 trained networks.
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Figure D.2: Effectiveness of conventional and nonideality-aware training
when dealing with devices getting stuck at Gon and experiencing high I-V
nonlinearity. The effect of the nonideality is very large and so the validation and
test curves diverge very early in the training process. The results are shown for all
5 trained networks.
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Glossary

activation function a function describing how the inputs to a neuron are trans-
formed. Activation function can be defined independently for each neuron or
can include as its arguments the inputs of all the neurons in the neuronal layer
17, 49, 50, 103, 104, 120, 123, 193, 194

artificial neural network a computing structure made up of neurons and synapses
27, 28, 30, 31, 47–53, 55, 57, 60, 61, 63, 65, 67, 68, 71, 74, 80, 82, 84–87, 92,
94, 101, 102, 107, 115, 118, 119, 124, 127, 134, 136, 139, 147, 148, 150, 170,
193–195, 197, 202

back-propagation an algorithm by which loss gradients are computed in artificial
neural networks, which are then used for gradient descent during training 52

bias neuron a neuron that applies a constant input (typically 1) to the synaptic
layer after it 47–49, 88, 92, 103, 117

bit line conductive line of a crossbar array from which the outputs are obtained
37, 38, 41, 46, 70, 94, 103, 105–110, 112–117, 193, 197

conductance scaling factor the ratio between effective conductances (in siemens)
in dot-product engines and entries in the matrix 46, 57, 58, 124

crossbar array a structure consisting of intersecting perpendicular conductive lines
(word and bit lines) 17, 37–39, 41, 43–45, 52, 53, 57, 60, 193, 195

current scaling factor the ratio between currents (in amps) in dot-product en-
gines and entries in the output vector 46

dot-product engine hardware used to compute vector-matrix products physically
39, 40, 42, 46, 47, 52, 55, 70, 105, 118, 124, 141, 149, 151–153, 157, 158, 161,
166, 197

effective conductance a value obtained from the difference of two conductances,
which can be used to represent both positive and negative numbers in dot-
product engines. Defined using Equation (2.12) 45
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Glossary

ex-situ training the training of artificial neural networks on digital systems, after
which their weights are transferred onto memristive crossbar arrays 19, 20,
55, 56, 68, 73, 76, 85, 86, 89, 91, 119–123, 125, 130, 132, 135, 137–142, 144,
146–148, 169

hidden layer a neuronal layer between the input layer and the output layer. In
an artificial neural network, there may exist zero, one or more hidden layers
47–50, 194

in-situ training the training of artificial neural networks directly on memristive
crossbar arrays 53, 55, 56, 73, 91, 119

inference a process by which a trained statistical model is used to make predictions
17, 20, 50–53, 60, 61, 67, 71, 76, 114, 121, 127, 138, 140, 141, 143, 146, 147,
152, 154, 169

input layer a neuronal layer on which the inputs are applied. The neurons in this
layer do not have an activation function 47, 194

kernel density estimation a method of estimating the probability density func-
tions from discrete data 134–136, 198

loss function a function that is being minimised when a model is trained 51, 52,
86, 120, 193

memristive neural network memristor-based hardware implementation of an ar-
tificial neural network 55–57, 63–68, 70, 72, 74–76, 80–83, 85, 87, 88, 91, 92,
94–96, 98–106, 117–121, 123–125, 127, 137–140, 142, 144, 145, 147, 148, 169,
170, 198

memristor an electronic element whose conductance depends on the current that
has flowed through it 17, 33, 34, 37, 38, 40–43, 45, 52, 56, 57

(artificial) neuron one of the main building blocks of artificial neural networks
used to sum and transform incoming signals 47–49, 56, 193–195

neuronal layer a collection of neurons each of which is directly connected to the
same neurons as every other neuron in that neuronal layer, i.e. one may view a
synaptic layer and two neuronal layers that it is surrounded by as a bipartite
graph 47–49, 193–195

node (ANN) see (artificial) neuron

194



node (circuit) a point or region of the circuit that can be assigned single value of
electric potential 41, 47

output layer the last neuronal layer of an artificial neural network 47, 48, 194

resistance switching reversible process of changing resistance of a device using
electrical signals [20] 34, 37, 71, 195

resistive random-access memory memory technology exhibiting resistance switch-
ing 34–37, 57, 64, 70, 71, 73, 74, 76, 77, 80, 82, 83, 89, 90, 97, 99, 122, 198

supervised learning training a statistical model using labelled data, i.e. pairs of
input-output data 50, 51

(artificial) synapse one of the main building blocks of artificial neural networks
used to scale the incoming signals 47, 193, 195

synaptic layer a collection of synapses that are connecting neurons in one neuronal
layer to neurons in another neuronal layer 17, 47–50, 52, 193, 194

training a process by which the parameters of a statistical model are optimised
using a metric like loss. In the case of artificial neural networks, these pa-
rameters are the synaptic weights 51, 53, 55, 67, 83, 85, 101, 115, 120, 121,
125–127, 134, 139, 141, 145–148, 170, 193–195

voltage scaling factor the ratio between voltages (in volts) in dot-product engines
and entries in the input vector 46, 71–73, 124

weight 17, 18, 47, 49, 50, 53, 56, 58–66, 68, 70, 72, 74, 85–88, 92, 93, 106, 117, 119,
120, 123–127, 132, 134, 136, 141–144, 150, 155, 195, see (artificial) synapse

word line conductive line of a crossbar array to which the inputs are applied 37,
41, 46, 94, 105–110, 112–117, 193, 198
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Acronyms

1T1R one-transistor–one-resistor 83

ADC analogue-to-digital converter 103, 104, 139

ANN artificial neural network 27, 28, 30, 31, 47, 49–53, 55, 57, 60, 61, 63, 65, 67,
68, 71, 74, 80, 82, 84–87, 92, 94, 101, 102, 107, 115, 118, 119, 124, 127, 134,
136, 139, 147, 148, 150, 170, glossary: artificial neural network

aVMCO amorphous-Si vacancy-modulated conductive oxide 83, 84, 95, 99, 100,
104

BL bit line 37, 38, 41, 46, 47, 70, 94, 103, 105–107, 110, 112–117, glossary: bit line

BLAS Basic Linear Algebra Subprograms 52, 110

C2C cycle-to-cycle 91

CDPE complex dot-product engine 162, 163

CM committee machine 82, 83, 85–88, 94, 95, 98, 100–104, 107, 115, 117, 118, 120,
169, 170

CMOS complementary metal–oxide–semiconductor 81

CNN convolutional neural network 84, 88, 136

CUDA Compute Unified Device Architecture 125

D2D device-to-device 56, 75, 77, 78, 80, 83, 89, 91, 92, 94, 95, 136, 141, 142, 147,
169

DAC digital-to-analogue converter 103, 104, 139

DDPE double-dot-product engine 157

DFT discrete Fourier transform 160, 161

DPE dot-product engine 39, 40, 42, 46, 47, 52, 55, 70, 105, 118, 124, 141, 149,
151–153, 157, 158, 161, 166, glossary: dot-product engine
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Acronyms

EA ensemble averaging 85, 86, 88, 104

GEM generalized ensemble method 86

GPU graphics processing unit 125

HRS high-resistance state 35, 36, 136

KCL Kirchhoff’s current law 28, 39, 41, 107, 110

KDE kernel density estimation 134–136, glossary: kernel density estimation

LRS low-resistance state 35, 36, 136

MCNN memristive convolutional neural network 88, 140, 145, 154, 155

MNN memristive neural network 55–57, 63–68, 70, 72, 74–76, 80–83, 85, 87, 88,
91, 92, 94–96, 98–106, 117–121, 123–125, 127, 137–140, 142, 144, 145, 147,
148, 169, 170, glossary: memristive neural network

NVM non-volatile memory 57

PCM phase-change memory 55

PDF probability density function 77, 78, 134, 135

PVD physical vapour deposition 64

QDFT quaternion discrete Fourier transform 160, 161, 166, 171

QDPE quaternion dot-product engine 163, 171

ReLU rectified linear unit 49

RGB red, green, blue 160

RRAM resistive random-access memory 34–37, 57, 64, 70, 73, 76, 77, 80, 83, 89,
97, 99, 122, glossary: resistive random-access memory

RTN random telegraph noise 77, 80, 83, 89, 95–100, 117, 119, 170, 175

WL word line 37, 41, 46, 47, 94, 105–107, 110, 112–117, glossary: word line

198



People

Nikolaos Barmpatsalos 122

Zheng Chai 83, 96, 97, 99

George A. Constantinides 60, 120, 123, 126

Pedro Freitas 83, 96, 97, 99

Can Li 83, 90

Adnan Mehonic 57, 68, 71, 74, 76, 120, 128

Wing H. Ng 57, 122

Erwei Wang 120, 126

Qiangfei Xia 83, 90, 122

Wei D. Zhang 83, 96, 97, 99
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Index

activation function, 17, 49, 50, 103,
104, 120, 123, 193, 193, 194

analogue-to-digital converter (ADC),
103, 104, 139

artificial neural network, 27, 28, 30, 31,
47–53, 55, 57, 60, 61, 63, 65,
67, 68, 71, 74, 80, 82, 84–87,
92, 94, 101, 102, 107, 115, 118,
119, 124, 127, 134, 136, 139,
147, 148, 150, 170, 193, 193–
195, 197, 202

back-propagation, 52, 193
Basic Linear Algebra Subprograms

(BLAS), 52, 110
bias neuron, 47–49, 88, 92, 103, 117,

193
bias weight, 48, 50
bipolar switching, 35–37
bit line, 37, 38, 41, 46, 70, 94, 103,

105–110, 112–117, 193, 193,
197

CIFAR-10, 84, 136, 137, 141, 177
committee machine (CM), 82, 83, 85–

88, 94, 95, 98, 100–104, 107,
115, 117, 118, 120, 169, 170

complementary metal–oxide–semiconductor
(CMOS), 81

complex dot-product engine (CDPE),
162, 163

Compute Unified Device Architecture
(CUDA), 125

conductance linearity, 72, 73, 128
conductance scaling factor, 46, 57, 58,

124, 193

convolutional neural network (CNN),
84, 88, 136

crossbar array, 17, 37–39, 41, 43–45,
52, 53, 57, 60, 193, 193, 195

current scaling factor, 46, 193
cycle-to-cycle (C2C), 91

device-to-device (D2D), 56, 75, 77, 78,
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141, 142, 147, 169

digital-to-analogue converter (DAC),
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discrete Fourier transform (DFT), 160,
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generalized ensemble method (GEM),
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