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Abstract

The development process for new drug therapies is expensive, involved,
and essential, and computational methods play an ever-increasing role
in many of the steps. This thesis presents an exploration into the use
of computational techniques and simulation-based methods to aid the
pharmaceutical development process. Focussing on the usage of en-
hanced sampling techniques including metadynamics, replica-exchange,
and combined methods, it investigates their application through vari-
ous stages of the drug discovery pipeline. It is divided into three main
projects, each targeting a specific aspect of the process.

Firstly, by establishing and analysing a database of cryptic sites in publicly
available protein structures, it provides a significant resource in the field
of drug discovery. Cryptic sites are those binding sites that are only visible
in the presence of the ligand and exploiting them has the potential to
dramatically increase the druggable proteome.

The second project involves the development and testing of three novel
methods for absolute binding free energy calculations within fragment-
based drug design. Intended as a proof of concept, it is demonstrated
that these methods each have a specific area in which they excel, with
wide applicability in the lead optimisation phase.

Finally, this thesis presents an investigation into the use of self-assembling
peptides for drug delivery and biomaterial applications. Drug encapsula-
tion promises wide ranging benefits, but is often achieved using synthetic
polymers to create self-assembling micelles. In collaboration with ex-
perimentalists at UCL, I explore the viability of creating histidine-based
peptidic vesicles by studying their self-assembled structures and the im-
pact of sequence changes on their resultant properties.
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As has become increasingly evident over the past two years, the drug de-
velopment process is essential, not just on an academic level, but for the
life and livelihoods of billions. Any research involved in the advancement
of this process, therefore, has the potential for wide-ranging impact and
relevancy. The work in this thesis employs a multitude of computational
techniques to aid in the drug development pipeline.

The work towards establishing a database of cryptic sites has the potential
to lead to a significant expansion in the number of proteins available
as targets for drugs. Currently, less than half of the druggable human
genome is targetable by identified drugs, and so expanding this could lead
to the development of new therapies for previously untreatable diseases.

This thesis also presents three new methodologies for calculating the
absolute binding free energy of a ligand to a protein. This is a vital
computation for the lead identification and optimisation stages of drug
development. The methods that were developed were made available
to other researchers within widely metadynamics software, and has led
to the creation of even more accessible tools for the academic commu-
nity. This research was published in the Journal of Chemical Theory and
Computation.

The pharmaceutical treatments for many of the deadliest diseases are
hampered by low efficacy and significant side effects. This arises from the
majority of drugs lacking the specificity to only target the cells that need
to be treated, and instead affect the whole of the patient’s body. This
thesis presents work aimed at developing peptide-based drug delivery
mechanisms that could solve some of these issues in treating diseases
such as cancer. A model was produced that was able to predict the
secondary structures of these peptides based on their sequence, and was
used to design novel sequences for use in self-assembly.

Finally, this thesis presents an in-depth analysis of the interactions within
lamellar structures, isolating those that impacted their stability, and thus
illuminates the inner mechanisms of experimentally created fibril struc-



Impact Statement v

tures with biomaterial applications. This research was published in ACS
Macro Letters.
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Chapter 1

Introduction

In this thesis, I present an exploration into how computational techniques can ad-
vance the development of new drug therapies. Utilising cutting edge biophysical
tools, I investigate multiple stages along the drug discovery pipeline through individ-
ually insightful research projects. The research presented herein is divided into three
broad projects, based on the step of the drug development process that it targets.

Firstly, I aid in the process of drug discovery, by helping to develop a database of
cryptic binding sites. Secondly, I develop and test novel methods for determining the
absolute binding free energy in protein-ligand complexes, a key calculation required
as new drug molecules are being designed. Finally, I investigate and design new
peptide sequences for the purposes of drug delivery.

1.1 The Drug Development Process
The process of drug development is the foundation for all modern pharmacological
development. It underpins a pharmaceutical industry that was worth over $1 trillion,
in 2020 alone.1 A drug, by the standard accepted definition, is a low-molecular
weight compound that is able to modulate, in some capacity, the biological activity
of a target. The development process starts with identifying a suitable target and
ultimately ends with a new drug being approved for use and administered to treat
patients. On average, for a new drug to complete this process, takes over 10 years
and costs $1.3 billion.2

This enormous undertaking is tackled by a myriad of researchers and scientists,
from both industry and academia. Although this process is unique for each drug,
and has changed dramatically in recent decades due to the increase in the usage of
in silico tools,3 it follows the same general trajectory. Figure 1.1 depicts a schematic

1Global Pharmaceutical Sales by Market 2017-2020. Statista. URL: https://www.statista.
com / statistics / 272181 / world - pharmaceutical - sales - by - region/ (visited on
07/28/2021).

2O. J. Wouters et al. JAMA, 323: 844, 2020.
3J. Mortier et al. Curr Top Med Chem, 12: 1935–1943, 2012.

https://www.statista.com/statistics/272181/world-pharmaceutical-sales-by-region/
https://www.statista.com/statistics/272181/world-pharmaceutical-sales-by-region/
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representation of the common pipeline that is involved in the development of a
new drug. The six primary stages of the process highlighted will be explored, to
provide a baseline understanding for all the work that follows. This process starts by
identifying and characterising the target for the therapy.

1.1.1 Target Identification
It is universally accepted that a drug is only as effective as its target, in so much as
the target must be directly and provably involved in the biological process that causes
the disease that you are trying to treat. The initial concepts for target molecules can
come from a variety of sources. Firstly, new biomedicinal research can lead to the
identification of new biological pathways, that, if disrupted or altered, could lead
to the desired therapeutic outcome. A lot of research is devoted to understanding
the pathogenesis of disease in this way, to enable interventions that can treat them
directly. Secondly, whilst drugs may also be developed to treat the symptoms of a dis-
ease, as long as there is an identifiable protein, enzyme or other macro biomolecule
that needs to be modulated, this counts as a target. Finally, potential targets may
also be sourced from analysis and scanning of structure databases and other existing
literature sources.

Regardless of the source, the most important criterion for good target selection
is that it is critical to the progression and function of the disease. This maximises
the potential of the drug proving to be an effective treatment, after the substantial
investment that has gone into developing it. Ideally, the target must also be fairly
specific to the disease in question, increasing the chances that the drug will be safe
to take and reducing the chances of negative side effects. This is what is known as
“off-target” binding, when a drug can alter a target that it was not designed to bind
to. Validation of these criteria for each target is essential, and may involve extensive
in vitro experimentation in order to proceed.

Another set of properties that it is important to consider for a target are its
“ligandability” and “druggability”. Ligandability is a measurement of the possibility
that small molecules would be able bind to the target. The druggability, represents
the combination of the ligandability and the ability for that ligand to impact the
target’s biological activity. The significance of these properties is discussed further in
Chapter 3, where I outline a project to expand the known set of structures with high
ligandability by searching for cryptic sites in proteins.

1.1.2 Hit Identification
After a suitable target has been selected, and its candidacy for drug development
has been validated, molecules will then be screened against it to find those that
are capable of binding to it. High Throughput Screening (HTS) has represented
one of the most dramatic influences in the advancement and modernisation of the
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Figure 1.1: The Drug Development Pipeline
Schematic illustrating the process by which a drug is developed and where the
research presented in this thesis fits into the pipeline.
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hit identification process in recent years. It involves testing the binding of a very
large number of compounds to the target, in a very rapid manner. These assays
have been made ever more effective with advances in robotics and other biochemical
technologies, and are now run routinely in an automated procedure. In fact, millions
of screening assays can be performed in the space of months,4 utilising standard
compound libraries.

Virtual screening is the in silico complementary counterpart to HTS, and involves
running numerous small simulations using compounds from ligand or fragment li-
braries. Protocols such as molecular docking are able to assess and rank the binding
modes of these small organic compounds in a similarly rapid manner. A simple dock-
ing algorithm acts by placing these hundreds of thousands or millions of fragments
into the biological target, and evaluating the binding using some form of scoring
function. There are many protocols, such as AutoDock, LibDock and CDOCKER,
which aim to predict the optimal binding modes of the fragments to the proteins.
The compounds that are found to have a high affinity, specificity, and exhibit the
desired therapeutic effect on the target are labelled as “hits”, and are developed
further in the subsequent stages of the pipeline.

1.1.3 Lead Identification
Once a set of hits has been established, whether through HTS or computationally, the
next stage in the process is to narrow down this set to select genuine drug candidates,
or “leads”. At this point, it is necessary to identify the most promising, strongest
binding hits, and then develop them further. This will often entail the creation
of multiple variant structures from each hit, with lots of minor and incremental
changes that will alter their properties very slightly. These congeneric hit series will
then be assessed more rigorously and with greater accuracy than the speed-optimised
processing performed in step 2. This stage in the process is where the most detailed
research and development on the compounds occurs, with a multitude of different
experimental and computational techniques used to categorise and investigate the
structures. As well as the binding, the therapeutic impacts of the hit series are also
assessed, studied and refined during this process. The resultant set of leads are those
most promising candidates that are taken further towards trials.

The work presented in Chapter 4 outlines the development of new simulation
techniques for measuring the absolute binding energy of ligands. This is an integral
calculation to any computational efforts that aim to assess binding affinity in these
complexes and thus help in the lead identification or lead optimisation step of the
pipeline.

4M. Attene-Ramos et al. “High Throughput Screening”. In: Encyclopedia of Toxicology. Elsevier, 2014.
916–917.
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1.1.4 Lead Optimisation
Before a lead is considered for pre-clinical trials, however, a final stage of optimi-
sation and pharmacological characterisation is required. In much the same way as
the previous step, the lead optimisation stage takes the lead and further refines its
structure and properties. The ultimate goal is to maintain the therapeutic effects
exhibited by the lead thus far, whilst reducing the severity of side effects and other
deficiencies. Whilst the main focus is on safety and to ensure the leads are not
harmful to the rest of the body, other improvements may be found, such as improved
absorption or a greater therapeutic efficacy.

As the line of research moves away from individual molecular reactions or
protein-ligand binding and onto more general and holistic studies of a drugs im-
pact in a cell or in the body, the utility of computational simulations to the pipeline
falls away. Whilst specific questions about a particular side effect or interaction
can be studied computationally on a granular level, the capability does not exist to
simulate cells or tissues.

Once a lack of toxicity has been established, the optimised leads are then sub-
jected to in vivo assays. This final stage of testing applies the leads to living cell
cultures, to verify the findings of the in vitro experiments. After the all-clear has
been given, the drug can then advance to the pre-clinical trials.

1.1.5 Pre-clinical/Clinical Trials
Pre-clinical trials refers to any steps taken with the newly prepared drug before it
is tested on human subjects. These may be on animal subjects or consist of further
safety experiments performed within a laboratory. The entirety of the trials phase,
which can take up to 5 years of the development process, aims to assess two key
aspects of the drug’s impact on the body: its efficacy and its safety. Once clinical trials
begin with human subjects, they progress in phases, with the dosage and number of
subjects increasing as the drug passes from one phase to the next. After each phase
has been completed, the results are analysed carefully before the next phase begins.
Only about 25% of experimental drugs pass all phases to reach the final step in the
pipeline.

Briefly, Phase 0 starts with “micro-dosing” the drug to a very small number of
subjects under close supervision, as a safety test. Phase I involves a slightly larger
trial, to establish the safe and effective dosage and identify any potential side effects.
Phase II represents a larger scale study of a few hundred subjects,5 to test the efficacy
in a wider population and track any differences in the response between individuals.
Finally, Phase III involves long term testing on a few thousand subjects, monitoring
side effects over a longer duration and enabling reliable statistics for comparison to

5T. P. Kenakin. “The Drug Discovery Process”. In: A Pharmacology Primer. Elsevier, 2014. 281–320.
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other therapeutics. If this final phase is successful, the manufacturer can apply for
approval in order to begin circulating the drug for the use on the general public.

1.1.6 Approval
The application for a drug to be approved is sent to the regulatory body within
the developer’s country. The approval authority will check through all of the data
that are submitted, to confirm that all the necessary precautions have been taken
and that the development process has been rigorous. These tests for safety and
quality will be extensive, and may involve more research and trials being conducted.
Primarily, it will be an assessment of the risk-to-reward ratio associated with the
drug’s application, something which will be continually monitored by the approving
authority even after approval is granted. Eventually, if the drug is approved, it can
be administered for its intended purpose on the general population.

1.1.7 Drug Delivery
A parallel aspect to the development of drug therapies, the unofficial step 5.5 in the
process, is the field of drug delivery. Despite all of the time and economic investment
that goes into their development, many pharmaceutical treatments for the most
deadly diseases are hampered by low efficacy and significant side effects. These
issues arise in the majority of drugs as they lack the specificity to only affect the
intended target. Developing drugs that exhibit high specificity is very challenging,6

and consequently many can lead to severe and debilitating side effects. Nowhere is
this more apparent than in the treatment of cancer, where courses of chemotherapy
hugely impact the quality of life for many patients.7,8

One solution to this, inspired by the highly specific capsids that encase naturally
occurring viruses, is to create polymeric vesicles for use as a drug delivery system. If
successfully implemented, such a system would be able to provide higher efficacy and
fewer side effects from a highly targeted, lower dosage, in treatments for diseases
such as cancer and dementia.

A drug delivery system is, in its most basic form, a method of transporting drug
molecules around the body and releasing them where (and exclusively where) they
are required. In order to qualify as a suitable candidate for drug delivery, a system
must satisfy four main criteria. Firstly, it has to be versatile with regards to the types
of molecules it is able to transport, as having to develop a new delivery system in
parallel with every new drug would not result in an efficient development process.
Secondly, it must be able to properly shield the drug molecules as they travel through
the body, and must be stable enough not to leak or burst in the complex and energetic

6S. K. Bardal et al. Applied Pharmacology. St. Louis, Mo.: Elsevier/Saunders, 2011.
7K. Nurgali et al. Front. Pharmacol., 9: 245, 2018.
8V. Schirrmacher. Int J Oncol, 54: 407–419, 2019.
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environment that is the blood. In order to satisfy the condition of locality, a delivery
system must be able to release its cargo in the desired location and nowhere else.
This requires some form of trigger that is specific to the disease being treated, for
example identifying differences between cancerous and non-cancerous cells. And
finally, once the drug has successfully been delivered, the drug delivery carrier must
be metabolised in a non-toxic way, with no negative side effects.

The most common form of drug delivery system currently being developed is a
vesicle; a spherical nanoparticle container constructed from smaller polymer units.
This encapsulation technique allows for a separate set of development criteria to
those considered when developing the drug molecules themselves. A greater diversity
in the chemical features and properties available,9 including agents to impart cell
specificity,10 is therefore possible. Nanoparticles can be engineered to respond to a
whole host of physical and chemical stimuli such as temperature, magnetism, light,
pH, enzyme concentration, or redox gradients.11

In work presented in Chapters 5 and 6, the vesicles that are being considered
consist of amphiphilic molecules that self-assemble into the form of a bilayer mem-
brane that surrounds a hydrophilic core. This conformation satisfies the first criteria
for a drug delivery system, as it enables a wide variety of drug molecules to be
transported. Hydrophilic (water soluble) molecules can be transported in the core
of the vesicle, whilst amphiphilic and hydrophobic (water insoluble) molecules can
be transported within the bilayer itself.12–14 These concepts of self-assembly along
with other essential biological features will be expanded upon in the next section.

1.1.8 Computational Impact
In summary, computational methods can be, and are, frequently applied to the first
four steps in the drug discovery pipeline as outlined above. Target identification
can benefit from bioinformatic analysis and large databases of structures, such as a
cryptic pockets database (Chapter 3). Virtual screening methods such as docking are
routinely used in the hit identification step, although none of this type of analysis was
involved in any of the projects in this thesis. The lead identification and optimisation
stages involve similar processes, with increasing accuracy and cost as the process
advances and the drug design gets more refined. Absolute binding free energy
calculations are a major part of the computational contribution to these stages, and
there are a variety of ways to perform these calculations (Chapter 4). As previously

9D. Lombardo et al. J. Nanomater., 2019: 1–26, 2019.
10Z. Jiang et al. Biomater. Sci., 7: 461–471, 2019.
11S. Mura et al. Nature Mater, 12: 991–1003, 2013.
12C. LoPresti et al. J. Mater. Chem., 19: 3576, 2009.
13I. F. Uchegbu and S. P. Vyas. Int. J. Pharm., 172: 33–70, 1998.
14D. D. Lasic and D. Papahadjopoulos, eds. Medical Applications of Liposomes. Amsterdam ; New York:

Elsevier, 1998. 779 pp.
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mentioned, the idea of computational or simulation methods assisting in animal and
human trials is currently closer to science fiction than science fact, however, it is
impossible to rule such a thing out for the future. Finally, the design of drug delivery
methods runs in parallel to that of drug molecules, and simulations of polymers
and self-assembly can be highly beneficial to experimentalists working in this area
(Chapters 5 and 6).

1.2 Biophysical Background
The genetic information for any organism is stored in its DNA, via a sequence of DNA
bases. This genomic sequence encodes all the data for the multitude of proteins in
the body, and is translated with use of RNA intermediates. This course of information,
from DNA sequence, to RNA messengers to protein sequence is the “central dogma”
of molecular biology,15 and has constituted one of the most important advances in
our understanding of how life works in the past century.

Thus, proteins, the end-point of this process, are an essential component of living
organisms. They are central to both the normal function of the human body, as well as
the vast majority of pathologies. Understanding the structure, dynamics, behaviour,
and physico-chemical properties of proteins is the foundation for biomedical science,
and all of the work presented in this thesis is dedicated to the advancement of this
in some capacity.

1.2.1 Proteins
Proteins perform a multitude of functions within the body. Over 7,000 naturally oc-
curring peptides have been identified, ranging from enzymes to hormones, and from
neurotransmitters to ion channels.16 They are implicated in actions including, but
not limited to: coordination, movement, enzymatic catalysis, transport and storage,
immune response, generation and transmission of signals, growth and differentia-
tion. Consequently, they some of the most diverse and essential parts of biological
systems.

The fundamental building blocks of a peptide or protein are amino acids, the
sequence of which constitutes a peptide’s primary structure. There are 20 proteino-
genic amino acids, that is, ones that are naturally found to encode for proteins in
humans. These amino acids have a much greater chemical diversity than the DNA
bases that they are translated from, hence the hugely expansive variety of functions
they perform.

The basic structure of an amino acid is shown in the top of Figure 1.2. Each
centres on a single carbon, the α-carbon (Cα), with a carboxyl and amino group

15F. Crick. Nature, 227: 561–563, 1970.
16K. Fosgerau and T. Hoffmann. Drug Discovery Today, 20: 122–128, 2015.
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Figure 1.2: Amino Acids
General structure of an amino acid (top) and the chemical structures of the
amino acids frequently referenced in this thesis.
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covalently bonded on either side. The R group as shown in the general structure
represents the side chain of the amino acid. As is evident, this is the part of the
structure that changes between the different amino acids. These side chains can be
positively or negatively charged, polar or non-polar, long or short, bulky or small.
The combination of these properties provides the basis for the diversity exhibited by
proteins.

Figure 1.2 displays the structures of the amino acids that are referred to most
frequently in the work presented in this thesis. When in a peptide or protein, in-
dividual amino acids are referred to as “residues”, and are often denoted using a
single letter alphabetical code, as shown in the figure. Sometimes these codes will
match the name of the amino acid, e.g. histidine (H), but due to the degeneracy in
the distribution of starting letters of amino acids, often do not; e.g. tryptophan (W).
Individual amino acids are fused together via a condensation reaction to form an
amide bond,17 into chains. This central chain of a peptide is commonly referred to as
the “backbone”, and plays a vital role in the conformation that the peptides adopt.

The order of amino acids within a protein is called its sequence or its primary
structure. Interactions within the backbone and the side chain properties create
small scale ordered conformations, which are termed secondary structure features.
Secondary structural elements, when taken together, interact to form the 3D shape
of the protein; its tertiary structure. This process, described as peptide folding, is
a diverse field of research in its own right. The 3D structure, the arrangement of
cavities, protrusions, and areas with differing chemical properties, determines the
biological function that the protein plays. Ultimately then, the sequence of amino
acids within a protein indirectly codes for its function via its 3D structure.18 One of
the most important elements to understand is the secondary structural features, as
they are instrumental in much of the work presented in this thesis.

Another set of nomenclature that is important to note is that used to describe
the length of these biological molecules. In general terms, a peptide has between 2
and 50 amino acids, whilst a protein is anything longer than that. Sometimes, as
used by IUPAC, the definition is based on molecular weight, with 10,000 Da being
the threshold between peptide and protein,19 although even in the official definition
there is a caveat that this is not precise.

The other terms most commonly used are oligopeptides and polypetides. Once
again, these are defined by length, and the definitions are equally as imprecise.
It is generally accepted that an oligopeptide is no more than 10 residues, and a
polypeptide is up to the 50 residue protein threshold.

17M. Goodman and G. Kenner. “The Synthesis of Peptides”. In: Advances in Protein Chemistry. Vol. 12.
Elsevier, 1957. 465–638. DOI: 10.1016/S0065-3233(08)60121-7.

18C. B. Anfinsen et al. PNAS, 47: 1309–1314, 1961.
19V. Gold, ed. The IUPAC Compendium of Chemical Terminology: The Gold Book. 4th ed. Research

Triangle Park, NC: International Union of Pure and Applied Chemistry (IUPAC), 2019.

https://doi.org/10.1016/S0065-3233(08)60121-7
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Secondary Structure

Secondary structural features are a unique and defining characteristic of proteins.
Typically, they correspond to the free energy minimised conformation of that residue
sequence.20 The two most common are α-helices and β-sheets, which are shown in
Figure 1.3.

The formation of these secondary structures can be defined in multiple ways.
Firstly, as shown in Figure 1.3, the hydrogen bond network formed between the
backbone residues plays an essential role in the stabilisation of these structural
features. This hydrogen bonding occurs between the oxygen of the carbonyl group
of one residue and the nitrogen of the amine group of another. In the α-helix, this
occurs with residues four residues apart in the sequence, leading to a tightly wound
and rigid cylindrical structure. In a β-sheet, this hydrogen bonding occurs between
residues in separate strands, resulting in a far more planar structure.

The other method for defining these structures comes from exploring the back-
bone angles of the peptides. As first measured by Ramachandran et al.,21 the torsional
backbone angles, φ and ψ, are critical in determining the secondary structure that
peptides adopt. Although there are some variations, the typical values of these an-
gles are (φ = -60°, ψ= -45°) and (φ = -139°, ψ= 135°) for α-helices and β-sheets
respectively.

Although α-helices are the most commonly found helical conformation in
peptides,22 other helical conformations do occur. An α-helix is characterised as a
4-turn helix, due to the separation of the hydrogen bonding residues in the sequence.
Correspondingly, there are the 310 helix, which is a tighter-wound 3-turn variety;
and the π helix, which is a wider 5-turn helix. These are comparatively rare, most
commonly existing as mutations of or on the boundaries of an α-helix.

In a similar fashion, there are multiple conformations associated with β-sheets,
the second most common type of secondary structure found in nature.23,24 As shown
in Figure 1.3, the “parallel” and “antiparallel” β-sheets differ in the direction of the
strands involved, leading to a different hydrogen bonding networks being formed.
The more optimal alignment of the hydrogen donors and receptors in the antiparallel
arrangement results in a stronger interaction and, therefore, improved stability, and
is thus more commonly found in natural proteins.

Other secondary structural features, such as turns and loops do exist, but are not
explored in detail in this thesis. Finally, any protein sequence that does not exhibit

20B. Alberts et al. Molecular Biology of the Cell. 4th Edition. Garland Science, 2002.
21G. Ramachandran and V. Sasisekharan. “Conformation of Polypeptides and Proteins”. In: Advances

in Protein Chemistry. Vol. 23. Elsevier, 1968. 283–437.
22C. Nick Pace and J. Martin Scholtz. Biophys. J., 75: 422–427, 1998.
23A. Perczel et al. J. Comput. Chem., 26: 1155–1168, 2005.
24E. P. DeBenedictis and S. Keten. Soft Matter, 15: 1243–1252, 2019.
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Figure 1.3: Protein Secondary Structures
Diagram of the most common secondary structure features of a protein, shown
in cartoon (left) and stick (middle) representations, and the backbone hydrogen
bonding network (right) that leads to their structure. Also, the differences
between the β-sheet conformations (bottom).
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the approximate characteristic bonding or angles of one of the defined secondary
structures is described as a random coil.

Ligands

When carrying out their biological functions, proteins interact with a lot of different
molecules inside the body. Most generically, any small organic compound that binds
to another biomolecule, in this use-case a protein, is described as a “ligand”. If
that ligand modulates the biological process of the protein in a therapeutic way, it is
called “drug”. If the ligand is small, and has two or fewer rotatable bonds, it can be
called a “fragment”.

From the protein’s point of view, there are two key states to be aware of. The
structure of a protein that has a ligand bound to it is described as a holo structure.
Conversely, a protein that does not have a ligand is the apo structure. As with many
of the terms mentioned thus far, the inherent complexities of biological systems make
it difficult to apply any rigour to these definitions. As explored in Chapter 3, what
structures are classed as holos and apos can change depending on the context, and
what types of molecules you consider to be ligands of import.

1.2.2 Principles of Self-assembly
The projects presented in Chapters 5 and 6 involve the design and characterisation
of molecules for the purposes of drug delivery. The central concept that underpins
that research is the use of amphiphiles that self-assemble to create nanostructures,
either for encapsulation or biomaterials purposes. The process of self-assembly, the
materials involved, and the driving forces behind it, will be outlined in detail.

Intramolecular Forces & Self-Assembly

Amphiphiles are a class of molecule that exhibit both hydrophilic and hydrophobic
properties. Because of this, when placed in water, they will behave very differently
to other classes of molecules. Typically, the hydrophobic and hydrophilic sections are
found in separate parts of the amphiphile, and are termed “blocks”.

The hydrophobic blocks experience repulsion from the water molecules around
them, so that it becomes entropically favourable for them to clump together and
avoid exposure to the surrounding water. The force of this interaction is known as the
hydrophobic effect,25–27 and results in the tendency for the formation of aggregated
nanostructures when in solution.

The creation of these aggregates brings the hydrophilic blocks into close proxim-
ity to one another, to a point at which they start to experience a repulsive effect, due

25S. Krimm. J. Polym. Sci. B Polym. Lett. Ed., 18: 687–687, 1980.
26E. E. Meyer et al. PNAS, 103: 15739–15746, 2006.
27L. R. Pratt. Annu. Rev. Phys. Chem., 36: 433–449, 1985.
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to the interactions with water molecules being more energetically favourable than in-
teractions with other identical blocks. Consequently, these two opposing effects form
a balance that drives the self-assembly of the amphiphiles into nanostructures.28,29

As long as the concentration of amphiphiles is at or above the critical micelle
concentration (CMC),30 they will form some form of nanostructure, termed a micelle.
What type of micelle is formed from this self-assembly process is mostly determined
by the respective geometries of the two blocks. The combination of the solvent inter-
actions acting on these blocks leads to a thermodynamically optimal arrangement,
that can be expressed using the packing parameter, p:

p =
v

a0d
(1.1)

Where a0 is the optimal surface area of the hydrophobic/hydrophilic interface and v
and d are the volume and length of the hydrophobic block respectively.28,31

As shown in Figure 1.4, if the value of this packing parameter is 1
2 < p≤ 1, the

amphiphiles will self-assemble into a double-layer membrane. These membranes
naturally have edges where the hydrophobic layer is exposed to the solvent, thus it
becomes energetically favourable for this membrane to curve,32 eventually closing
up entirely to form a spherical vesicle. Whilst spherical micelles have been employed
successfully for drug delivery purposes33 they are only really suited to the transport
of hydrophobic compounds. The bilayer structure of vesicles, on the other hand,
has been shown to be able to transport a much wider array of chemical structures.12

They are able to transport hydrophobic compounds in the membrane, but are also
able to transport hydrophilic and amphiphilic compounds in the central core region
(Figure 1.4), thus presenting a highly promising candidacy for a universal drug
delivery system.

Liposomes vs. Polymersomes

There are two global classes of amphiphilic molecules that are commonly found
in nature: lipids and polymers. Both are able to create vesicles, resulting in the
construction of liposomes and polymersomes, respectively. Given the prevalence
and significance of the phospholipid bilayer in nature, liposomes as a method of

28J. N. Israelachvili. Intermolecular and Surface Forces. 3rd ed. Burlington, MA: Academic Press, 2011.
674 pp.

29B. Lindman and P. Alexandridis, eds. Amphiphilic Block Copolymers: Self-Assembly and Applications.
1st ed. Amsterdam: Elsevier, 2000. 435 pp.

30E. S. Machlin. “Thermodynamics of Micelles”. In: An Introduction to Aspects of Thermodynamics and
Kinetics Relevant to Materials Science. Elsevier, 2007. 425–454.

31J. N. Israelachvili et al. J. Chem. Soc., Faraday Trans. 2, 72: 1525, 1976.
32R. A. L. Jones. Soft Condensed Matter. Oxford Master Series in Condensed Matter Physics 6. Oxford ;

New York: Oxford University Press, 2002. 195 pp.
33M. C. I. M. Amin et al. “Polymeric Micelles for Drug Targeting and Delivery”. In: Nanotechnology-

Based Approaches for Targeting and Delivery of Drugs and Genes. Elsevier, 2017. 167–202.
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Figure 1.4: Amphiphile Self-assembly
The structure of an amphiphile (top), the micellar structures that can be made
(middle), and the structure of a vesicle (bottom).
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compartmentalisation come from well established roots. They have been successfully
synthesised,14 and have previously been used for the encapsulation of drugs and other
biomedical applications.34

However, it has been shown that polymersomes have a substantial degree of
customisability35,36 as well as a greater chemical stability and a greater versatility
than liposomes can support.37 The reduced stability of liposomes is counter to one
of the key criteria identified earlier, as it could lead to drug leakage and therefore
unforeseen side effects from a potential treatment. It has been demonstrated that
this difference is due to the increased entanglement between the hydrophobic chains
within the bilayer.12 Furthermore, other factors that elevate the suitability of poly-
mersomes for a drug delivery purpose is that liposomes have slower dynamics and
are less customisable in their chemical properties. Taken together, these factors make
the polymersomes the most promising choice for advancing drug delivery efforts.

1.3 Research Objectives
As has been described above, the development process for new drug therapies is
complex, multi-faceted and presents many challenges. Nevertheless, as has oft been
recently demonstrated, it is a vital and visible part of modern life. The role that com-
putational simulations are playing in the fight against novel and existing pathogens is
constantly expanding and deepening.38 In this thesis, I present three research projects,
each with a focus on a different step in the pharmaceutical development process,
and each with the aim of providing essential information for their advancement.

The goal of the first project was to establish and analyse a database of cryptic
binding sites in proteins. This was undertaken with the aim of assessing the lig-
andability of as many proteins as possible, to ultimately lead towards expanding
the proteome available as drug targets. The information would be sourced from
publicly available, online protein structure databases, which would then be assigned
a score to determine the crypticity of the binding site. Whilst still in the early stages
of development, my role in this project was to continue expanding and addressing
issues with the code base for the project, including managing the transfer to a new
API that had prevented the code from working.

The objective of the second project was the development and evaluation of
the efficacy of three novel methodologies for the calculation of absolute binding free
energies. Calculating this value is a fundamental part of computer-aided drug design,
and is one for which there are many challenges and few widely accepted methods.

34M. J. Lawrence. Chem. Soc. Rev., 23: 417, 1994.
35G. Battaglia et al. Langmuir, 22: 4910–4913, 2006.
36B. M. Discher. Science, 284: 1143–1146, 1999.
37L. Zhao et al. Biomaterials, 35: 1284–1301, 2014.
38M. Bissaro et al. Drug Discovery Today, 25: 1693–1701, 2020.
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This project was designed as a proof of concept for a new set of metadynamics
collective variables and their implementation in combination with other existing
enhanced sampling techniques. The aim was to assess their accuracy and strengths,
as well as how they could optimally fit into a drug design workflow.

Finally, the third project was divided into two distinct investigations, both aimed
at developing self-assembling peptidic vesicles for use as a drug delivery system. The
first part aims to understand the key properties of the peptides, and how their amino
acid sequences affect their secondary structure and, consequently, their behaviour
in self-assembly. The latter investigation aimed to model lamellar structures and
explain the properties they convey to fibrillar aggregates.



Chapter 2

Methodologies

All of the research and results in this thesis have been produced using computational
simulations, more specifically molecular dynamics. Computational techniques have
many advantages that make them relevant to a diverse array of scientific studies.
They are able to simulate conditions infeasible to replicate experimentally, and can
probe a magnitude of variations and variables in mere weeks that would take far
longer to perform in a wet laboratory. They can be used to investigate the evolution
of the fine structures of matter over time, inaccessible to even the most specialist of
measurement equipment. This chapter will provide an overview and explanation of
all the terms and techniques used throughout this thesis.

2.1 Computational Methods
With the ever-growing accessibility of high-powered computational resources,
simulation-based methods have become an essential component of many scientific
disciplines, from materials to drug discovery and molecular biophysics to catalysis.
For most applications, molecular dynamics simulations should not be taken as an
exactly accurate description of the motion of every atom, but instead an accurate
description of the statistical and average thermodynamic properties of the system. As
a result, the validity of results produced by a simulation is intrinsically linked to the
amount of the conformational space explored, or the number of target events mod-
elled by the simulation. However, even with infinite simulation time, an atomistic
simulation may still provide inaccurate results, as there are many other factors that
affect the quality of the output. Additionally, many methods such as metadynamics
and enhanced sampling techniques have been developed to maximise the relevant
statistics collected in any given simulation. All of these important considerations will
be outlined as the concepts are introduced.
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2.1.1 Molecular Dynamics: The Fundamentals
From its conception in the 1950s,39 and aided by advances in computer technology,
molecular dynamics (MD) has been used to study systems in a wide range of scientific
disciplines. In 1977, the first simulation of a protein was performed40 and since
then, with the exponential growth in our technological capabilities and with more
advanced algorithms to work with, MD has gone from being able to simulate a small
protein for just 2 picoseconds to simulations of billions of atoms at once for 2,000
picoseconds.41

For the contemporary computational scientist, MD can perform four very general
purposes within their research workflow:

• understanding mechanisms, through observing the atomic or other fine scale
dynamics of the species being studied;

• interpreting experimental results, by providing context or a more detailed
explanation when the data present something unexpected;

• testing different hypotheses, in a systematic manner;

• making novel predictions, developing new insights to provide fresh avenues of
investigation to later capitalise on.

These requirements are common to numerous scientific fields, hence the wide appli-
cability of MD.

In essence, MD involves the integration of the Newtonian equations of motion
to give an estimation of the potential energy surface of a system, and the resultant
propagation of the motion of all the atoms in the system.42 These equations of motion
can be expressed for the ith particle as:

Fi = miai (2.1)

where Fi is the force acting on a particle with mass mi and acceleration ai. The nature
of these particles represents the first, and ultimately most important, approximation
made for classical (force-field based) MD simulations; that they are spherical atoms
connected by springs (see Section 2.1.2).

This has two significant consequences that govern the use-cases of these molec-
ular mechanics models. Firstly, the simulations are unable to process the transfer of
electrons, and as such no chemistry or reactions can be validated using them. Sec-
ondly, the interactions between these particles that would arise from the behaviour

39B. J. Alder and T. E. Wainwright. J. Chem. Phys., 31: 459–466, 1959.
40J. A. McCammon et al. Nature, 267: 585–590, 1977.
41Y. Shibuta et al. Nat Commun, 8: 10, 2017.
42M. Karplus and J. A. McCammon. Nat. Struct Biol., 9: 646–652, 2002.
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of the electrons are all defined by simple pairwise functions. The justification for the
latter simplification stems from the Born-Oppenheimer approximation, which states
that, due to the relative speeds of electronic and nuclear motion, they can be consid-
ered independent. It is important to note here that, whilst these rules are true for
all traditional force fields and all of those considered in this thesis, there will always
be exceptions to these rules, as these general tools can be manipulated to work in
a multitude of different ways. There are, for example, force fields that do permit
electronic transfer within molecular dynamics simulations, which have powerful but
niche applications. For the sake of brevity, I will only present the exceptions that
are relevant or otherwise illustrative, but know that the scope and flexibility of these
methods allows for an impressive breadth and variety of rule-breaking techniques.

The equation presented above can be expressed using the total potential energy
of the system U(r):

Fi =−∇i U (r1,r2, . . . rN) (2.2)

U(r) =
1
2 ∑

i j
U (ri j) (2.3)

This, in turn, is assumed to be calculated from the sum of all these pairwise
interactions of the system (Equation (2.3)). Within the simulation framework, the
variables that define these pairwise functions and all other interactions are set by
the so-called molecular mechanics “force field”. The nature and specifics of the force
field used for MD simulations is a discipline unto itself, and so will be discussed in a
lot more detail in Section 2.1.2.

Integration Algorithms: Time Steps & Constraints

The equations presented above do not have analytical solutions for the number
of particles that we are looking at (from 200 to 200,000 atoms). Consequently,
we have to divide time up into discrete time steps, δ t, and numerically integrate
these equations of motion for each time step, using algorithms such as the Verlet43

algorithm. Thus, the evolution of the system is determined iteratively, through the
calculation of the forces acting on each atom at each δ t. This time step has to
be selected carefully to ensure the physical fidelity of the simulations as a whole.
Ideally, we would wish to make this δ t as large as possible, as this would enable
the simulations to be longer and thus gather more data about our target system.
However, this is heavily constrained by the requirement that the time step be shorter
than the shortest timescale of motion of the system. The shortest timescale of motion
is determined by the the fastest motion of the system, and is invariably found in the

43W. C. Swope et al. The Journal of Chemical Physics, 76: 637–649, 1982.
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vibrations of covalently bonded hydrogen atoms. Due to their incredibly low mass,
this is typically in the order of femtoseconds (10−15 s). For the typical integration
algorithms used in MD, such as Verlet in the case of the software we use, the error is
proportional to the fourth power of the time step. As this covalent hydrogen bond
is ubiquitous, being universally present in organic molecules, this will always be the
factor that limits the time step of biomolecular simulations.

A possible solution that allows the use of longer time steps (2 fs) without incur-
ring numerical instability is to constrain the length of these bonds. This is achieved
by applying holonomic constraints to the motion of these fast internal vibrations, es-
sentially freezing them as rigid bonds. Originally, this was performed using SHAKE,44

although this was widely replaced by LINCS,45 due to the improved accuracy, sta-
bility and ease of parallelising the latter. With LINCS, the constraining influence,
and therefore the coupling between the restraints, is relatively local. As a result, a
decomposition method can be applied, leading to easy parallelisation and enabling
better load balancing on the CPU.

Although parallel versions of SHAKE are now available,46 for the purposes of this
thesis, LINCS was chosen for all the simulations, chiefly due to its better parallelised
performance.47 Through the use of these algorithms, the time step can be set to 2
fs, a standard value for atomistic simulations that was used for all the simulations
presented here.

Periodic Boundary Conditions: The Edge Cases

Given that it will never be possible to create infinitely large atomistic simulations,
it follows that a decision must be made as to what happens at the edges of the
simulation box. A “hard” simulation box would not be physically acceptable, due
to the large number of artefacts produced from particles rebounding off its surface.
Additionally, whilst it would be possible to implement a vacuum boundary condition,
this would also be highly disruptive to the system.

The current solution to this problem comes in the form of periodic boundary
conditions (PBC), which are able to mimic an infinite simulation environment using
a finite simulation box, and allows simulations that mimic biomolecules in a crowded
solution. In a practical sense, this is implemented by any particle that exits the box on
one side reappearing on the opposite side (see Figure 2.1a), and any interactions for
particles near an edge are calculated including atoms on the other side. This results
in the simulation box appearing to be surrounded by identical copies of itself in all
directions (see Figure 2.1b), with the PBC reproducing the properties of a continuous
solvent across the edges of the box. PBC enables simulations of much smaller sizes to

44J.-P. Ryckaert et al. J. Comput. Phys., 23: 327–341, 1977.
45B. Hess et al. J. Comput. Chem., 18: 1463–1472, 1997.
46Y. Weinbach and R. Elber. J. Comput. Phys., 209: 193–206, 2005.
47B. Hess. JCTC, 4: 116–122, 2008.
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Figure 2.1: Periodic Boundary Conditions
a) diagram of the motion of one particle in 3D, from reference frame of the sim-
ulated system b) a 2D representation of the motion of particles from an external
viewpoint, showing the interaction of the nearest neighbours c) available shape
and solvent volume reduction of commonly used box geometries

reproduce the bulk properties of far larger systems, providing a realistic simulation
environment with dramatically reduced computational resources.

Another factor to consider is the shape of the simulation box used, as this will
affect the number of solvent molecules required. The simulation boxes represented
in Figure 2.1a,b are shown as cubic cells, the most basic and easiest to understand
the interactions of the PBC. A cubic box represents the simplest solution, in that
it has a single, linked set of interfaces per coordinate direction. The ideal shape
for simulating a small or compact system would naturally be a sphere, however
that would present an impossible task when dealing with an infinitely-sided periodic
boundary. As shown in Figure 2.1c, other geometries for the simulation boundaries
exist, for which there is a reduction in the total volume required with the same
separation from opposing faces, thus representing a middle ground between the two
extreme cases. The majority of simulations presented in this thesis were made using
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a rhombic dodecahedral cell, as this is able to use 29% fewer solvent molecules than
a cubic cell with the same maximum dimensions.

PBCs are not without their limitations or potential for artefacts of their own, as
the results become highly dependent on the box size. If the box is too large, you are
expending a lot of computational power to simulate impractical amounts of solvent.
However, with too small a box the simulations start to take on crystal-like properties,
due to the proximity of their identical neighbours. For our purposes, solely simulating
solvated biological systems, it is imperative that the different images do not affect
one another, as this would lead to nonphysical behaviours being introduced. For the
most part, this is simply achieved by making the solvation buffer around the protein
or molecules of interest large enough that it exceeds the cut-offs of the longest range
interactions. The relevant cut-off that is most important is that imposed on the
non-bonded interaction by the Particle Mesh Ewald.

Particle Mesh Ewald

As will be explored in detail when the force fields are discussed (see Equation (2.10)),
the non-bonded interactions between atoms in MD are split into two components: the
van der Waals force which decays very rapidly with distance, and the electrostatic,
Coulomb force, which does not. The former is fairly trivial to deal with, as its
influence will be non-negligible only in a small radius around each atom. The latter,
however, would require unfeasible amounts of computational resources to calculate
in its entirety, and as such must be handled more efficiently to ensure simulations
are able to scale to more than a few atoms. Whilst it would, in theory, be possible
to simply impose an arbitrary distance cut-off, truncating the interactions with no
extra considerations, this would understandably produce a lot of artefacts and would
make the simulations highly inaccurate.48

An effective alternative is the formulation known as a Particle Mesh Ewald
(PME).49,50 The PME takes the long-range non-bonded interactions and splits them
further into a short- and a long-range component. The short-range component is
summed normally in real space, whilst a fast Fourier transform is performed on
the long-range component, and the summation is performed in reciprocal space.
Due to the fact that long range sums converge rapidly in Fourier space, this greatly
increases the efficiency of the calculations,49 while maintaining the accuracy by not
cutting them off absolutely. This process requires the space to be discretised into a
lattice, hence the mesh of PME. Furthermore, with periodicity an implicit assumption
when performing PME, this method goes hand-in-hand with PBC, the combination
of which has become the standard for MD simulations. Despite these restrictions and

48K. Miaskiewicz et al. J. Am. Chem. Soc., 115: 1526–1537, 1993.
49T. Darden et al. J. Chem. Phys., 98: 10089–10092, 1993.
50U. Essmann et al. J. Chem. Phys., 103: 8577–8593, 1995.
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efficient calculation methods, the PME calculations take up a significant portion of
the resources when performing unbiased simulations.

NVT & NPT: Dealing with State Functions

When performing simulations, in order for them to be relevant to other areas of
science, the ultimate goal is to reproduce natural or experimental systems as faith-
fully as possible. All simulations work within the assumption of ergodicity: that the
average of a given property of a system over time is the same as the ensemble aver-
age. A classical, closed system is most commonly found within the “microcanonical”
ensemble. In such a system the total energy, E; the total number of particles, N; and
the volume, V; are conserved, leading to this also being referred to as the NVE en-
semble. Experiments, however, are rarely conducted under such conditions, and it is
far more common to control either the volume, temperature or pressure macroscopic
variables. To achieve this in a computational setting requires the use of simulated
thermostats and barostats.

Thermostats: By selecting the temperature as a constant in the simulations, we
move from the NVE to the NVT ensemble. This “canonical” ensemble is the one
in which all the simulations analysed in this thesis were performed. For this to be
achieved within a simulation, the velocities of the particles within the system must
be scaled to fit a Maxwell-Boltzmann distribution at the chosen temperature. Whilst
there have been many different methods for performing this calculation over the
years, the thermostat used in the simulations within this thesis is the velocity-rescale
thermostat.51 In general, thermostats act by first evolving the system by one time
step. Then, the kinetic energy K of the system is calculated at that current position
of the simulation. This value of the kinetic energy is then itself evolved by one time
step, using “auxiliary continuous stochastic dynamics” to give a new value Kt . Finally,
the velocities of all the particles within the system are rescaled by the factor:

α =

√
Kt

K
(2.4)

This velocity-rescale thermostat specifically ensures that the right fluctuations are
implemented with the addition of a noise component and provides rapid and accurate
equilibration of the temperature. For this reason, it was used exclusively for the work
presented in this thesis.

Barostats: During the initial setup process before the start of each simulation,
the systems are equilibrated in the NPT ensemble, keeping pressure constant. It is
therefore necessary, during this phase, to employ barostats. Both the Berendsen52

51G. Bussi et al. J. Chem. Phys., 126: 014101, 2007.
52H. J. C. Berendsen et al. J. Chem. Phys., 81: 3684–3690, 1984.
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and the Parinello-Rahman53,54 barostats were used to help determine the best pa-
rameters for the production simulations. As previously stated, all simulations were
run under the NVT ensemble, and so these barostats were only used during the
equilibration stages of the molecular dynamics protocol. This decision was made
due to previous experience on how the different macro ensembles performed as im-
plemented in Gromacs, and which gave the best computational performance in prior
work with metadynamics specifically. The ensemble that was selected determined
the subsequent choice of barostat, using the one that was recommended as having
the best performance for that ensemble.

2.1.2 Environment Variables
Although vital to the correct running of the simulations, all of the factors intro-
duced so far are common between most modern simulations. The force field and
corresponding water model, however, are much more varied. Nonetheless, they are
perhaps the most influential component in determining the overall accuracy and
performance of computational MD investigations. The development of the most ac-
curate and widely applicable force field is its own field of study, and so the choice will
be discussed in detail. Prior to that, I will outline the role that the force field plays
in the calculations. It is important to note, that the force fields under consideration
in this thesis are those specifically designed for the study of biological systems, and
as such any generalised comments should be read as only pertaining to this class of
force fields.

Force Fields: The Molecular Mechanics Model

Within MD, the molecular mechanics force field represents the set of equations and
parameters that are used to calculate the energy of the simulated system, so as to
reproduce realistic interactions within and between the molecules. Force fields are
in constant development, and come in a wide variety of forms and complexities.
They are almost always based upon empirical measurements, although in recent
years some new forms have been developed using other methods, such as machine
learning.55 In general, force fields will be designed to be as broadly applicable as pos-
sible and thus reproduce the behaviours of the widest range of biologically relevant
molecules as accurately as possible. The form of most force fields separates inter-
actions into the intramolecular, bonded terms, and the intermolecular, non-bonded
terms.

U f f =Ubonded +Unon−bonded (2.5)

53M. Parrinello and A. Rahman. J. Appl. Phys., 52: 7182–7190, 1981.
54S. Nosé and M. Klein. Mol. Phys., 50: 1055–1076, 1983.
55V. Botu et al. J. Phys. Chem. C, 121: 511–522, 2017.
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Figure 2.2: Molecular Mechanics Force Fields
A demonstration of the different bonded (top three) and non-bonded (bottom
two) terms that constitute a common force field. The atomic motion that the
term describes is shown with the ball-and-stick diagrams on the left, and the right
shows the functional form of the potential that this corresponds to. Relevant
constants and parameters have been noted.
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Bonded Terms: The three components of the bonded terms all form harmonic
potentials that increase in energy the further the system deviates from set equilibrium
values. The three terms represent the stretching of bonds (Eq. 2.6), the bending
of bond angles (Eq. 2.7), and the torsional rotation of dihedral angles (Eq. 2.8),
respectively.

Ubonded =
1
2

bonds

∑
i j

kr (ri j− r0)
2 (2.6)

+
1
2

angles

∑
i jk

kθ

(
θi jk−θ0

)2 (2.7)

+
1
2

torsional

∑
i jkl

kφ

[
1− cos(nφi jkl−φ0)

]
(2.8)

These are all demonstrated visually in Figure 2.2, along with generalised forms of
the potential energies they impose on the system. Being more constrained and
simple in nature, these values are often empirically determined, with the use of
crystallographic data for the equilibrium bond lengths and IR absorption spectra for
equilibrium bond angles and bending coefficients.

Non-Bonded Terms: There are two components that make up the non-bonded
terms, the van der Waals, which is applied to all non-covalently-bonded atoms; and
the electrostatic, which is applied to all partial charges. They are given by the
following equations:

Unon−bonded =
atoms

∑
i 6= j

4εi j

(
σi j

ri j

)12

−
(

σi j

ri j

)6

(2.9)

+
1
2

charges

∑
i 6= j

1
4πε0

qiq j

ri j
(2.10)

The first term uses a Lennard-Jones potential to approximate the van der Waals
interactions between all atoms. It consists of an extremely short-ranged (r−12) repul-
sive component that accounts for the Pauli exclusion principle, and a slightly longer
ranged (r−6) attractive component that factors in induced dipole interactions. The
combination of these attractive and repulsive components gives the characteristic
shape of the Lennard-Jones potential (Figure 2.2), which illustrates the meaning
of the parameters ε, the well-depth, and σ , the zero-energy distance. The second
term is a Coulomb potential that is dependent upon the charges on each species, q
and their separation, with ε0 being the permittivity of free space. Despite being the
simplest mathematically, this term of the force field proves the hardest to reconcile.
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As discussed in Section 2.1.1, because this function only decays as 1
r it is very wide

reaching and thus the calculations of these potentials dominate the computing time.
Thus the Ewald summation method of the PME is necessary to impose a cut-off,
utilising summation in Fourier space to minimise the loss of accuracy.

These parameters used in the non-bonded section of the force field are more chal-
lenging to determine experimentally. Therefore, they are either calculated through
ab initio calculations, such as partial charges being calculated through the use of den-
sity functional theory, or are iteratively optimised to match more indirect empirical
data.

The a99SB-disp Force Field

Force fields are historically most commonly derived from extensive calculations on
short peptides, and tested on, large globular proteins and so describe their behaviour
well.56 Typically, this class of proteins has often seemed the most interesting from a
pharmaceutical standpoint, and so it has been appropriate to devote a lot of time
to achieving accuracy where they are concerned. Even for these globular proteins,
however, the computational resources needed to observe folding and unfolding have
not historically been available. However, not all proteins fall into this well under-
stood class. For some of the work in this thesis, for example, the systems under
investigation fall into the category of intrinsically disordered peptides, or IDPs.

One of the principal limitations, therefore, when utilising computational meth-
ods to study IDPs is that many force fields are not well-equipped to describe these
proteins. It has often been observed in recent literature that many current force fields
are significantly less accurate when investigating peptides with intrinsic disorder.57–60

Not only this, but many force fields also have poor descriptions of protein-protein
interactions,61 a factor that has a much bigger impact when considering smaller, indi-
vidual, unfolded peptides as in Chapters 5 and 6. There is also evidence that current
force fields also over-estimate helical content62 a factor which was under direct in-
vestigation in these projects. Although the Amberff14sb63 and CHARMM36m64 force
fields were initially used for some of the preliminary work within this thesis, after
the precursor studies presented in Chapter 5, these were replaced for the remainder
of the undertakings described herein.

56K. Lindorff-Larsen et al. PLoS ONE, 7: e32131, 2012.
57R. B. Best et al. JCTC, 10: 5113–5124, 2014.
58S. Piana et al. J. Phys. Chem. B, 119: 5113–5123, 2015.
59S. Rauscher et al. JCTC, 11: 5513–5524, 2015.
60J. Henriques et al. JCTC, 11: 3420–3431, 2015.
61D. Petrov and B. Zagrovic. PLoS Comput Biol, 10: e1003638, 2014.
62R. B. Best et al. Biophys. J., 95: L07–L09, 2008.
63J. A. Maier et al. JCTC, 11: 3696–3713, 2015.
64J. Huang et al. Nat Methods, 14: 71–73, 2017.
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The force field used in the majority of simulations presented in this thesis was
the (at the commencement of my PhD) recently released a99SB-disp.65 This force
field was specifically designed for use with both folded and disordered proteins, and
displayed a greater accuracy for the latter over many contemporarily available force
fields. In tests on a partially disordered glycoprotein, the von Willebrand factor,66 the
a99SB-disp force field proved to have the most favourable results. Furthermore, as
results presented in Chapter 5 show, it was able to provide very close agreement to
experimental results when considering the helicity of short peptides. As a result, this
force field should be considered the default for all investigations presented, unless
otherwise stated.

Selection of a Water Model

The other major component that impacts the accuracy of simulated systems is the
choice of water model. Water is such an incredibly complicated molecule, with
many unique properties that define the world around us and make life possible.
No biological molecule exists naturally in a vacuum, and it is the interactions with
the solvent around them that determines the shape and function of all proteins
and enzymes. Given that in any simulation done in a solvent, the water molecules
will make up the overwhelming majority of atoms in the whole system, it is very
important to describe them correctly. There have been many studies demonstrating
the essential role the water model has in the resultant accuracy of simulations.57,58,64

A water model consists of parameters that describe how the solvent is treated
and defines its interactions with all other atoms in the system. All the simulations de-
scribed in this project, are modelled with an explicit solvent, meaning that each water
molecule is simulated individually, rather than being approximated as a general field
potential. The traditional 3-point water model such as in TIP3P and SCP, describe
water with 3 partial charges, one for each of the constituent atoms. However, the
particular water model selected for the initial simulations was TIP4P-D,58 which is
an example of a 4-point water model. This means that for every water molecule,
as well as the hydrogen and oxygen atoms, the model incorporates an additional
pseudo-atom that represents the electron density from the lone pairs on the oxygen.
This type of water model improves the electrostatic distribution around the water
molecules at the cost of an approximately 33% increase in the size of the system,
and therefore significantly increasing the computational resources required for the
same length of simulation.

Despite this increase, the TIP4P-D water model was initially chosen as it had
improved water dispersion interactions that facilitated more accurate simulations
of disordered proteins. Previous water models had led to this particular class of

65P. Robustelli et al. PNAS, 115: E4758–E4766, 2018.
66A. Kuzmanic et al. J. Phys. Chem. Lett., 10: 1928–1934, 2019.
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proteins being too compact in simulations and correcting for an underestimation in
London dispersion forces led to the creation of TIP4P-D.58 As the main variable in
question for the investigation in Chapter 5 was the helicity of disordered peptides,
it was initially thought that TIP4P-D represented the best chance of simulating their
behaviour correctly. This decision was later revised and new water models were
trialled at the beginning of the project. As the a99SB-disp force field was specifically
designed to tackle a similar problem to TIP4P-D via other means, and was presented
with its own, recommended water model.65 (based on the original TIP4P67 model),
this was later adopted as the de facto water model. Therefore, it can be assumed to
be the water model used alongside a99SB-disp throughout the entirety of this thesis,
unless otherwise specified.

2.1.3 General Protocol: Standard Setup for MD Simulations
All of the simulations detailed in this thesis were conducted using the software
GROMACS.68 Different versions of this software were used at different points during
the course of the PhD, in order to keep up with the most recent releases and to ensure
the best performance at all times. That being said, within each of the projects an
effort was made to maintain a consistent version across all the simulations, to ensure
reproducability and guarantee no artefacts were introduced by switching versions.

The process by which simulations were conducted follows a standard progres-
sion, with little variation between projects. This procedure is as follows:

1. System preparation

2. Energy minimisation

3. Equilibration

4. Production

This protocol that was used was developed and refined over many years by the
collective efforts of my research group. The process always begins by readying the
system for simulation.

Step 1: System Preparation: Parametrisation and Solvation

The molecules that are the subject of interest in your simulations can come from
a myriad of sources, and often require extra preparation before they are ready to
be investigated. In some cases, you are constructing the molecules from scratch,
as was the case with the peptides in Chapters 5 and 6. Alternatively, you may be
taking crystal structures from repositories such as the Protein Data Bank (PDB), as
described in Chapter 4, and adding ligands to the extant protein structure.
67W. L. Jorgensen et al. J. Chem. Phys., 79: 926–935, 1983.
68M. J. Abraham et al. SoftwareX, 1–2: 19–25, 2015.
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Parametrisation: Most force fields (see Section 2.1.2) will contain parameters
for the most common macromolecules of interest, such as that standard amino acids
that make up proteins. These parameters can originate from empirical measurements
or quantum mechanical calculations. However, they will not contain parameters for
every possible combination of atoms, for custom organic molecules, fragments and
so on. Therefore, it is necessary to add these parameters, taken from a more general
force field.

For the work presented in Chapter 4, this was performed using the generalised
AMBER force field for organic molecules, GAFF2 in conjunction with RESP charges
calculated at the B3LYP/6-31G(d) level.69 This level of theory was selected to match
that used for the GAFF2 force field. Whilst other, more rigorous or accurate methods,
such as Hartree-Fock, are available, it was deemed essential that the level of theory
used for the charges was exactly the same as those used for the rest of the force field.
Once calculated, these parameters are included with the rest of the force field for
calculations during the simulation.

Solvation: Each complex is immersed in a pre-equilibrated box using the desired
water model. This box is chosen from one of the standard geometries supported by
GROMACS; cubic, truncated octahedral or rhombic dodecahedral, the latter two
providing a 23% and 29% reduction in solvent respectively. Invariably, the box is
created with a certain minimum-distance threshold around the target protein, set to
be larger than the PME distance cut-off described in Section 2.1.1.

Other factors to consider include the charges on certain polarisable residues,
such as histidine. In these cases, it is important to select the appropriate protonation
state, in most cases the standard state at physiological pH will assigned to these
ionisable residues. Once all the individual elements are in place and the system is
fully prepared, it must begin the journey of being physically ready for simulation.

At this stage, the pH of the system is set, and any other adjustments to the
environment that the protein is in are made. First, the system is neutralised, adding
ions to counter the charged residues present in the system. Then, extra ions can
be added to further adjust the pH of the system beyond neutral. For many of the
simulations presented in this thesis, the final systems included 0.15 mol ·dm-3 of
NaCl that was added to mimic conditions in vivo and to match the phosphate buffer
solution (PBS) introduced in experimental conditions for the same reason

Step 2: Energy Minimisation

As aforementioned, the sources of structural input for your simulation can vary, but
in almost all cases the structures will not be perfectly optimised. The crystallisation
process used to produce X-ray structures, found in the PDB, will often leave the
protein not in the relaxed state. On top of this, hydrogens are not reconstructed in

69C. I. Bayly et al. J. Phys. Chem., 97: 10269–10280, 1993.
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X-ray experiments and must be added later, which will create further clashes and
artefacts in the initial structures. The de novo peptide structures will also be far
from equilibrium in most cases. A combination of all of these factors lead to it being
essential to run a minimisation of the total energy of the system in a controlled
way, before any actual simulation of motion can occur. The method used for all the
simulations in this thesis is the steepest descent method.

Steepest Descent: Steepest descent considers the gradient of the potential en-
ergy surface of the system, aiming to minimise the force applied to atoms as a result.
It works by shifting atoms and seeing whether this results in a reduction in the po-
tential energy. In this way, it is effective at removing steric clashes, and setting bond
lengths and angles closer to their natural relaxed values.

Whilst not the most efficient or accurate of energy minimisation algorithms,
steepest descent is very rapid and more than sufficient, given the equilibration steps
that follow in the MD protocol. Typically 50,000 cycles were used for the energy
minimisation step in the simulations, which was adequate to prepare the system for
the next step of the process.

Step 3: Equilibration

Once the system has had its energy minimised to remove the most extreme clashes
and nonphysical bond lengths, it must be brought to the correct temperature and
pressure. This is a much slower and delicate process than the energy minimisation
as, although it involves the solvent box, the changes must be done gradually to avoid
disturbing the protein. Indeed, for most of the equilibration, the positions of the
atoms of the protein are completely restrained to avoid it breaking apart.

The equilibration process for all simulations in this thesis were performed in
three steps. The first step involves the heating of the system from 0 to 300 K over a
1 ns simulation in the canonical (NVT) ensemble. This sets the temperature of the
system to standard room temperature, at which all the experiments we are comparing
to would have been conducted.

The heating is followed by two steps of equilibration under NPT conditions
using the velocity-rescale thermostat.51 In the first of these, a Berendsen barostat52

was used, restraining the position of the protein-ligand complex for 10 ns. Finally,
a full relaxation of the system using Parrinello-Rahman53,54 pressure coupling was
performed for a further 10 ns. The final system structure from the equilibration
process was used as a starting point for the MD simulations.

Step 4: Production

All systems were simulated with periodic boundary conditions, in the NVT ensemble.
The NVT ensemble as chosen due to its historically more favourable performance in
benchmarks with Gromacs, on various hardware setups. The PME cut-off, used for
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treating long-range electrostatics, was set to 12Å. A time step of 2 fs was used for
all simulations, after imposing constraints on the hydrogen stretching modes. They
were run for a variety of lengths, dependent upon the specifics of the data required
and the convergence of the simulations themselves.

2.2 Enhanced Sampling: Going Beyond MD
Although MD is a very powerful tool, and whilst it is the foundation on which all
of the work in this thesis is built, it does have its limitations. For, as efficient and
effective as MD can be, there are some areas where extra techniques are required to
achieve the results you are looking for.
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Figure 2.3: Timescales
Diagram showing the approximate timescales within which the main methods
available to us operate. Relevant physical, chemical and biological processes are
shown for comparison.

Ultimately, MD suffers from a timescale problem. This is demonstrated very well
in Figure 2.3, where it can be seen that a lot of the important biochemical events that
we are interested in observing, specifically including ligand binding and secondary
structure formation, are at the upper edge of typical MD capabilities. Furthermore,
from a technical point of view, the results of MD simulations are only meaningful if
they can be said to have visited all energetically relevant configurations of the system,
i.e. that they are ergodic within the timescale of the simulation. Consequently, MD is
less effective for systems that diffuse slowly as it takes too long for sufficient statistics
to be collected in order to establish average properties.

Another issue that impacts the efficacy of studying certain systems is the inability
of MD to escape metastable states. Within the potential energy surface of the system
that MD works from, there will exist local minima that are more favourable than
the other similar configurations. As a result, once the system enters one of these
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minima with a depth larger than thermal fluctuations, it can find it difficult or even
impossible to escape. Therefore, MD is unsuitable for studying systems that have
relevant configurations separated by high free energy barriers.

The combination of these two main factors has led to the divergent develop-
ment of numerous methodologies to improve upon the base MD functionality, which
are referred to collectively as enhanced sampling methods. The enhanced sampling
methods that I utilised in this thesis can be divided into two main categories. The
first, involves the use of collective variables (CVs) to bias the system according to a
select few degrees of freedom. The second uses multiple replicas of the simulation,
run in parallel with slightly differing conditions present in each replica.

2.2.1 CV-based Methods
Metadynamics

a)

c)

b)

Figure 2.4: Metadynamics & Well-Tempered metadynamics
a) The addition of Gaussian hills (yellow) enables the system to escape a local
minima, and continues until a continuum is reached. b) The FES can be ex-
tracted from the sum of the hills added over the course of the simulation. c)
WT-metaD adds hills of decreasing height, reaching a smoother continuum at
convergence when compared to regular metaD.

Metadynamics70 (metaD) is the main technique that will be incorporated in this
project, and involves the definition of collective variables (CVs), which are assumed
to describe the whole system. These CVs act to reduce the degrees of freedom of the

70A. Laio and M. Parrinello. PNAS, 99: 12562–12566, 2002.
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system from 3N, where N is the number of atoms (often in the order of 10-100,000),
to only a few, key variables that holistically describe the key and desired behaviours.
CVs come in a wide variety of forms and complexity, with new examples and novel
ways to implement them being developed all the time.

The simplest CVs could take the form of a distance or a bond angle, which
could move a ligand or rotate a section of protein that obscures a binding pocket,
respectively. You could also incorporate more general CVs, such as the α-helical
content of a groups of atoms, or a contact map which measures the distance between
many pairs of atoms at once. And finally, you can even select purely holistic measures
of the system to bias, such as the radius of gyration (Section 2.2.3) or potential
energy of the system.

During simulations, the system is biased by adding an external, history-
dependent bias potential to the Hamiltonian of the system. Functionally, this trans-
lates to adding Gaussian potentials “hills” to the free energy profile as a function of
the chosen CVs. This allows the system to escape local minima and more rapidly
explore the full conformational space. This bias potential, V , can be mathematically
expressed as:

V (s(q), t) = ∑
kτ<t

W (kτ)exp

(
−

d

∑
i=1

(si− si(q(kτ)))2

2σ2
i

)
(2.11)

where τ is the deposition rate of the Gaussians, σi is the width of the Gaussians
for the ith CV, si. W (kτ) denotes the height of the Gaussians at simulation time
(kτ), although the form that this takes changes depending on the implementation
of metaD. By depositing these hills, metaD discourages the system from revisiting
configurations that have already been sampled. Computationally, metaD is achieved
with the GROMACS plugin PLUMED2.71

This process can be visualised in 2D as in Figure 2.4a, which shows how the
addition of these hills enables the simulation to escape local minima, thus enhancing
the sampling. In the long time limit, the bias potential converges to the negative free
energy landscape in the CV space:

V (s(q), t→ ∞) =−G+C (2.12)

Thus, given that the height and position of these hills are carefully recorded as the
simulation progresses, the free energy surface (FES) with respect to these CVs can
be reconstructed at the end of the simulation by subtracting the added Gaussians
from the continuum (Figure 2.4b). Convergence is said to have been reached when
energy has been deposited along the whole CV space. Although this diagrammatic
representation is ideal for this explanation, it is worth noting that it is more common

71G. A. Tribello et al. Comput. Phys. Commun., 185: 604–613, 2014.
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to have two or three CVs biasing the system, resulting in the FES having a much more
complex, higher-dimensional form. The use of metaD presents many advantages over
conventional MD simulations72:

• accelerates the sampling of rare events by enabling the system to escape
metastable states

• enables the exploration of new reaction pathways due to the fact that sys-
tems tend to escape these minima by passing the lowest free energy route

• no knowledge of the FES is needed a priori unlike umbrella sampling, metaD
inherently explores the lowest energy configurations first

• able to reconstruct the FES the deposited bias potential provides an estimate
of the underlying energy landscape

• inherently parallelisable can involve multiple contributions to the same
history-dependent bias

Despite all of these benefits, metaD alone is not without its drawbacks. Firstly,
a simple metaD simulation does not converge to a set value, but rather oscillates
around it. This can lead to overfilling of the free energy, pushing the system to very
high energy states or configurations that are not physically relevant. Moreover, this
makes it hard to know when to stop the simulations, as there is no defined cut-off
point. The solution for both of these comes in the form of well-tempered metaD
(see below). Secondly, whilst metaD can be used effectively to focus a simulation
on a particular aspect of interest within a system, selecting appropriate CVs can
be a challenge. As the selection of the CVs greatly impacts the performance of
metaD, it is often required to run standard, unbiased simulations first, in order to
analyse the most effective CVs to use. Although not removing the problem entirely,
this can also be greatly mitigated by applying certain restraints to the system (see
below) or by combining metaD with non-CV-based methods (Section 2.2.2). Finally,
it is inherently the case that the added energy from the potential bias alters the
probability distribution of the non-CV metrics within the system, although that can
be addressed through reweighting (see below).

Well-tempered Metadynamics

Well-tempered metaD73 was developed to improve the results from base metaD
simulations, and fine tune the convergence of the system by introducing a bias factor
to control the height of the added Gaussian hills. As hills are deposited, their height
is reduced exponentially according to the set bias factor. At convergence, this means

72A. Barducci et al. WIREs Comput Mol Sci, 1: 826–843, 2011.
73A. Barducci et al. Phys. Rev. Lett., 100: 020603, 2008.
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that the sum of all the hills is much more uniform than when using standard metaD,
as shown in Figure 2.4c. This allows for a more accurate determination of the
underlying FES, as well as providing another criterion to record the convergence of
the system. Another significant added bonus is that well-tempered metaD has been
mathematically proven to eventually converge to the correct free energy profile.74

However, the choice of bias factor can be crucial to effectively exploring the CV
space. A bias factor that is too low will result in the hill height decreasing too rapidly,
potentially preventing the system from exiting a local minimum and nullifying any
benefit of metaD in the first place. Alternatively, an overly high bias factor will lead to
the hills decreasing in height very slowly, resulting in the system taking much longer
to reach convergence than may have been necessary and wasting computational
resources. Throughout the course of this project, well-tempered metaD has been the
only variety of metaD that has been employed and, due to its significance, the bias
factor will always be reported.

Using Funnel-like Restraints

As previously discussed, the accuracy and convergence of simulations and metaD is
greatly influenced by how many of the target events are observed. When studying
the binding properties of a ligand for example, as seen in Chapter 4, it is necessary to
observe multiple binding and unbinding events in order for the binding free energy to
be calculated with any degree of confidence. One of the simplest methods to achieve
this is to restrain the ligand in close proximity to the binding pocket, applying a
potential that restricts it from diffusing too far from the region of interest. A number
of approaches implementing boundaries with different shapes have been also been
experimented with over the years .75

One of these was originally dubbed funnel metadynamics and implemented as
a straight-sided funnel,76 however the potential utilised in my group is a sigmoid
function that creates a tapered funnel shape as shown in Figure 2.5. The funnel
generated is symmetric about the central defining axis, created as a straight line
between points P0 and Px. The ends of the funnel are capped by potential barriers,
or walls, which prevent the ligand from escaping. The radius of the narrow end
is defined by f and the radius of the base of the funnel is f plus an additional
buffer h. The final two parameters scent and βcent define the shape of the sigmoidal
function, being the distance from the origin and the steepness of the inflection point,
respectively. Figure 2.5 shows how these parameters come together to produce and
control the shape of the potential barrier.

74J. F. Dama et al. Phys. Rev. Lett., 112: 240602, 2014.
75J. Fidelak et al. J. Phys. Chem. B, 114: 9516–9524, 2010.
76V. Limongelli et al. PNAS, 110: 6358–6363, 2013.
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Figure 2.5: Parameters for Funnel-like Restraints
Diagram showing the shape and defining parameters of the funnel-shaped re-
straints.

The funnel is implemented in PLUMED71 as an upper wall on the values of CVs
used to define the geometry of the system, whether Cartesian or axis-based (see Chap-
ter 4). This funnel has proven effective when studying ligand binding affinities,77 and
hence was applied when developing methods to improve the calculations thereof.

Reweighting

It is important to note, however, that the major improvements to sampling energetic
information afforded by metaD do, theoretically, come at a price. We are introducing
unphysical conditions to these simulations and thus influencing the time-evolution
away from what would be “natural”. Through adding the bias potential to the Hamil-
tonian of the system, the probability distributions of all non-CV degrees of freedom
are altered. Thus we gain an abundance of statistical and energetic information,
whilst losing detail about the motion and dynamics. Nonetheless, it is possible to
reweight the metaD statistics, to recover the unbiased probability distributions for
specific non-CV variables.78 Not only does this allow one to test variables through-
out an unbiased simulation to ascertain their efficacy in distinguishing states (an
essential consideration for a CV) but it means that the variables being biased do not
always have to be the variables being measured. Therefore, you can select CVs to
bias your simulation to achieve the best sampling and efficient convergence, and
then reweight to achieve quantitative comparison with experimental data.

77N. Saleh et al. J. Chem. Inf. Model., 57: 1210–1217, 2017.
78P. Tiwary and M. Parrinello. J. Phys. Chem. B, 119: 736–742, 2015.
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COMet-Path

In complex systems such as ligand-protein binding, it is often hard to find a small
number of CVs capable of describing all necessary degrees of freedom in the tran-
sition. Path-based methods constitute progress towards trying to solve this issue.
COMet-Path (Coefficients Optimisation of a Metric for Path Collective Variables)79

is a technique that allows the definition of a metric as a linear combination of CVs
selected from a pool of possible variables. It combines the advantages of Path CVs
with machine learning in order to produce an optimally weighted set of CVs to bias
the simulations.

Path CVs: Path CVs80 were designed to search for low free energy paths in
complex molecular systems. Typically, the reaction coordinate of a system connects
the states that you are interested in sampling, and so can be used to define a “path”
between the start and end points. Configurations of the system can then be found
at intervals along this path to define it and used as reference for biasing. Thus any
other configuration of the system will be defined relative to this established set of
reference configurations.

In Path CV methods, this path is defined by two key CVs: s which describes
the progression along the path, and z which is defined as the distance from the
initial path in the free energy space. These two variables are mathematically de-
scribed in Equations (2.13) and (2.14), where X represents the atomic coordinates
at the current simulation time step, and Xi denotes the same for the ith reference
configuration.

s =
∑

N
i=1 iexp(−λR [X−Xi])

∑
N
i=1 exp(−λR [X−Xi])

(2.13)

z =− 1
λ

ln

[
N

∑
i=1

exp(−λR [X−Xi])

]
(2.14)

The tunable smoothing factor λ serves to dampen the variation of the s variable.
The function R represents the metric that is used to measure the similarity of the
configurations to the reference configurations. Thus, the problem at hand changes
from defining the best CVs to describe a complex transition into one of finding the
best metric.

In other implementations of Path CVs, this metric was defined using RMSD, see
Section 2.2.3. This has the advantage of simplicity, and the deviations from the path
can be interpreted intuitively, however it does come with several drawbacks. Firstly,
prior to calculating the RMSD an alignment to the reference configurations has to
be made, which is computationally inefficient. This also introduces the potential to
cause significant errors if the structures are misaligned, something that has a higher

79L. Hovan et al. JCTC, 15: 25–32, 2019.
80D. Branduardi et al. J. Chem. Phys., 126: 054103, 2007.
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chance of occurring the farther away from the path the system gets, i.e. at higher
z values. Furthermore, in these high z regions, degeneracy in RMSD values starts
to become an issue, as the larger the RMSD value, the more varied the structures
with that value become. Other options included the use of the analogous distance
RMSD (DRMSD) or a contact map matrix which, whilst they removed the need for
an alignment step, came with their own issues with computational efficiency and
degeneracy.

With the development of COMet-Path, it was obvious that a new metric was
necessary to improve upon Path CVs. This generalised metric came in the form of a
combination of CVs with coefficients optimised by the COMet algorithm, as shown
in Equation (2.15)

R [X−Xi] =
M

∑
j=1

c2
j (x j− xi, j)2 (2.15)

where M CVs, x j, are combined with coefficients, c j, to replace the atomic coordinate
based metric in Equations (2.13) and (2.14). Not only does this formulation remove
the need for an alignment, it enables the selection of a wide variety of CVs and does
not even require structural information to perform. The path itself, through the
selected reference configurations, is defined not through atomic coordinates but by
values of the chosen CVs, which imparts significant versatility and durability to the
method. Ideally, with the correct CVs, you would be able to solve the degeneracy
problem at high z and even construct your own artificial paths by interpolating the
CV values. However, the crux of problem shifts again, from finding the best metric,
to finding the best CVs to describe a given system. For this purpose, the COMet
algorithm was developed.

COMet Algorithm: The COMet algorithm always requires some initial MD sim-
ulation to start the process. In the case of Chapter 4, for example, this was achieved
with the fun-metaD runs. It is then necessary to establish a pool of CVs for COMet
to test, and their values for the reference configurations that will define the path. In
the case that the initial input simulations do not provide sufficient exploration of the
whole path for the latter to be determined, steered MD can be used to get a rough
but continuous trajectory.

Steered MD

Steered MD involves applying an external force to a set of atoms within the
simulation. When COMet-Path was used in Chapter 4, for example, steered
MD was employed to pull the fragments out of the binding site to get an initial
estimate for the unbinding path. The force was applied to follow the ligand
from its initial binding site along a previously used path, where appropriate, or
directly along the funnel axis to its maximum extension.
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With that initial preparation out of the way, the optimisation can start in earnest.
The initial naive “guess” for the coefficients assumes all the CVs are equally weighted.
This iterative process consists of the following four steps:

1. Find an equally spaced subset of reference configurations
Given the coefficient values, find a set of equally spaced configurations to en-
sure a smooth path. This is done by simply sequentially optimising the position
of the structures, and then repeating a few times until it is self-consistent.

2. Calculate the values of the Path CVs
With the new set of reference configurations, calculate the value of the Path
CVs along the initial simulation. Once this is complete, it enables the free
energy to be reweighted solely onto the path progression variable s.

3. Calculate the spectral gap
The FES and the success of the coefficients are evaluated using a metric called
the spectral gap. This is derived from the maximum entropy approach,81 as
applied to collective variable optimisation in SGOOP.82

4. Perturb the coefficients for the CVs
The values of the coefficients are changed slightly, and then the process starts
again from Step 1.

This cycle is performed until the best spectral gap is found, and the optimal coeffi-
cients for the set of CVs are established. Once these coefficients have been found for
a system, the COMet-Path simulations themselves can be started, with the s and z
variables being biased.

Final Considerations: Spectral gap optimisation, and in turn COMet, is very
sensitive to the number of barriers in the FES found in Step 2. Barriers are chosen
to be within thermal fluctuations, 1.5 kT, and should be crossed often during the
simulation without biasing. Whilst it is possible to constrain the number of barriers
the output coefficient provides, the only step taken in our implementation is rejecting
coefficients that provided 0 barriers in the FES.

Moreover, it was sometimes necessary to manually constrain or adjust the range
that certain CVs could take, and what values of their coefficients could be. Although
this decision was not trivial, it is occasionally the case that one CV dominates in the
final COMet output, which whilst insightful, it is not beneficial for COMet-Path to
run with just one CV. The metric itself functions significantly more effectively when
a diversity of CVs are included, and so this action should benefit the simulations as
a whole. Whilst seemingly heavy handed approach, this can be justified by arguing

81E. T. Jaynes. Phys. Rev., 106: 620–630, 1957.
82P. Tiwary and B. J. Berne. PNAS, 113: 2839–2844, 2016.
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that the COMet optimisation will only ever be as effective as the quality of the input
data. Often the input data comes from rapid preliminary simulations, designed to
expedite the process rather than provide a perfect exploration of the system. Thus it
is not unexpected that this occasionally produces some sub-optimal results.

2.2.2 Replica Exchange Methods
As discussed when describing metaD, one of the most significant difficulties in explor-
ing an accurate canonical ensemble using unbiased MD is that the system may get
stuck in a local minimum. Using MD in combination with replica exchange methods,
however, can go a long way to remove this limitation.

Replica exchange methods involve the creation of multiple independent copies of
the simulation, called replicas. These replicas are run concurrently, with marginally
different ensembles caused by slight and deliberate changes to a single input variable.
Additionally, these replicas exchange their coordinates in periodic time intervals, thus
increasing the sampling obtained by the total simulation.

Parallel Tempering vs. Hamiltonian Replica-exchange

Parallel tempering83 is an enhanced sampling method that utilises multiple repli-
cas to increase the sampling of an MD or metaD simulation. It simulates different
replicas at increasingly higher temperatures than the target system, thus exchanging
conformations only available at these higher temperatures into the lower tempera-
ture simulations. Using this technique is able to greatly increase the sampling of all
degrees of freedom attained by the simulations that are most relevant; those with
a temperature most similar to experimental conditions (300K), as it is able to over-
come energy barriers otherwise unassailable in a reasonable simulation time-frame.

When used in conjunction with metaD, which acts in a complementary manner
to target specific degrees of freedom of interest, parallel tempering metaD is able to
provide convergence of the free energy much more efficiently than each of its con-
stituent methods individually.83 Whilst significantly more computationally expensive
than standard metaD, it is able to compensate for the difficulties of selecting the
perfect set of CVs in intricate systems and complex pharmalogical targets.84–86

SWISH

Sampling Water Interfaces through Scaled Hamiltonians (SWISH) was initially de-
veloped to find cryptic binding sites in order to expand the amount of druggable

83G. Bussi et al. J. Am. Chem. Soc., 128: 13435–13441, 2006.
84F. Doro et al. JCTC, 11: 1354–1359, 2015.
85A. Kuzmanic et al. eLife, 6: e22175, 2017.
86K. A. Marino et al. J. Am. Chem. Soc., 137: 5280–5283, 2015.
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proteins available.87,88 In the case of fragment binding as in Chapter 4, the main
barrier for convergence of the variables of interest is the entropic penalty of entering
the binding site. metaD on its own is not well-equipped to deal with entropic barriers,
and therefore SWISH was better suited to searching for the global minimum.

�=1�<1 �>1

Figure 2.6: SWISH Replica Differences
Schematic representation of the effects of SWISH replicas on protein-ligand
binding. Low λ, binding is not favoured; λ equal to 1, natural environment;
high λ, binding is favoured.

In SWISH, the well depths (ε values) of the Lennard-Jones potential (as seen
previously in Section 2.1.2) between the the water atoms and the apolar protein
atoms - carbon and sulfur - are scaled with the scaling factor λ. As λ is multiplicative,
the replica for which λ is 1 represents the unchanged water environment as naturally
defined by the water model. This acts to make the water increasingly lipophilic
with increasing λ, the aim being to promote the ligand entering the binding site in
high λ replicas, for it then to leave again in the replicas with λ ≤ 1 (Figure 2.6).
Furthermore, as has just been alluded to, the scaling factor can be set below 1 for
one or more replicas, in order to favour the unbinding process, if that is of interest.

With the application of SWISH as will be described in Chapter 4, the scaling was
applied in an equal but opposite manner to the apolar atoms of the ligands, which
is also a novel application of SWISH. Although the impact of this change was not
quantified, theoretically this will have boosted the efficacy of SWISH, by increasing
the strength of the effect. With the combined force acting on both the pocket and the
ligand, the higher λ replicas will have deviated further from the natural environment,
thus providing a greater favourability for the bound state.

SWISH can also be utilised to screen for cryptic sites, or to rapidly assess many
binding poses. When combined with a concentration of ligands, it facilitates many
binding events being observed in a short simulation time, as the ligand does not
simply find its best binding pose and remain there. This allows for a much better
characterisation of the binding dynamics and the binding free energy of the ligand.

87V. Oleinikovas et al. J. Am. Chem. Soc., 138: 14257–14263, 2016.
88F. Comitani and F. L. Gervasio. JCTC, 14: 3321–3331, 2018.



Chapter 2. Methodologies 44

Due to the fact that SWISH can introduce significant strain on the protein, it is
often necessary to protect the bulk of the protein from some of its effects. In Chap-
ter 4, restraints were applied to the sEH protein, to prevent any general unfolding
at higher λ values. To do this, a contact map was applied to monitor the distances
between pairs of key representative atoms belonging to secondary structures of the
protein according to the Timescapes89 definition. The pairs were chosen by exam-
ining the most consistent contacts between equilibrated apo and holo structures, to
exclude any region that underwent natural conformational changes and were lim-
ited to approximately 100-200 in number to ease the computational burden. The
movements of these atoms were restrained to abide by average fluctuations observed
during a simple MD simulation with a spring constant of 3000 kJ ·mol-1 ·nm-1.

2.2.3 Post-Processing & Analysis
During the course of the simulations, and in the post-processing analysis that follows,
it is necessary to monitor the simulated system in many different ways. As it would
not only be impossible to manually inspect each frame of a simulation but this would
remove any sense of how the system changes over time, certain average metrics and
more generalised measurements are made. Below are detailed explanations of the
measurements referenced in this project and the information they can provide about
the simulations.

RMSD & RMSF

The Root-Mean-Square Deviation (RMSD) is the measure of the average distance of
every atom in a molecule to equivalent atoms in a reference structure. The RMSD
can be used to probe how much the structure of a molecule has changed during the
course of a simulation, or measure the stability of anything from a small section of a
ligand to a whole protein.

RMSD =

√
1
N

N

∑
i=1

δ 2
i (2.16)

It is calculated using Equation (2.16) i.e. the sum over every ith atom in an N-atom
protein or segment where δi is the distance to the ith atom of the provided reference
structure. When looking at large proteins, it is common practice to only monitor
the RMSD of the backbone atoms (C,N,O and Cα), due to the high flexibility of the
side-chains creating too much noise for any meaningful conclusions to be drawn.
By averaging over the whole simulation time, the root-mean-squared fluctuation
(RMSF) can be calculated for each atom, or for each residue in a protein. This can
be used to identify which areas of a protein are more stable than others.

89W. Wriggers et al. JCTC, 5: 2595–2605, 2009.
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Radius of Gyration

The Radius of Gyration, Rgyr , acts as a measure of both the compactness and stability
of a molecule or system.

Rgyr =

√
∑

N
i=1 mi r2

i

∑
N
i mi

(2.17)

It is calculated using the GROMACS gmx gyrate function, according to the for-
mula shown in Equation (2.17) and gives the mass-weighted root mean square
distance from each atom of the molecule to the centre of mass of the whole molecule.
Molecules such as globular proteins will have a stable Rgyr , and any deviation from
this is indicative of a conformational change. In relation to smaller, more intrinsically
disordered molecules such as the peptides discussed in Chapters 5 and 6, Rgyr can be
used to give an idea of whether any secondary structure is forming and to measure
the longevity of said structure.

2.2.4 Methods of Calculating Helicity
The helicity of the peptides is a key variable under investigation in the projects
detailed in Chapter 5 and Chapter 6. As there is no definitive way to calculate the
helicity of a molecule at any given point within the simulation, the following three
methods were compared to get a more reliable estimate of the helical properties
of the peptides. It was found early on in the work presented in Chapter 5 that the
Ramachandran analysis significantly overestimated the helicity when compared to
the other two metrics. Therefore, whilst it is included here for completeness, it was
not used after a small subset of initial simulations.

DSSP

The first method for calculating helicity, DSSP, can be evaluated using the Python MD
analysis toolkit MDTraj.90 DSSP is a method that defines secondary structure features
using the pattern of hydrogen bonds in the protein backbone,91 assigning a single
letter code for each type. It is named after the database of secondary structures
of proteins of the same name for which it was created. Alpha helices are assigned
as repeating turns of four residues, which can result in the helicity of the terminal
residues not being registered. Despite this, DSSP results are often compared di-
rectly to experimental helicity results, something which will be discussed further in
Chapter 5 when comparing simulation results to experimental values from known
structures.

90R. T. McGibbon et al. Biophys. J., 109: 1528–1532, 2015.
91W. Kabsch and C. Sander. Biopolymers, 22: 2577–2637, 1983.
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αRMSD

Using the driver application from the Plumed plugin, it is possible to calculate
the αRMSD distribution of each peptide, a direct measure of the α-helical content.92

This collective variable uses a moving window of six residues, and compares the
RMSD values of the residues within that window to an ideal α-helix. In the following
analyses, the αRMSD was used, meaning that the atoms within the window are
aligned to a reference structure, and the output value is a measure of the atomic
displacements when compared to that reference. These values were subsequently
converted into a fractional helicity (percentage) by running the same analysis on
a perfectly helical reference structure for each peptide to get a maximum baseline
reading.

Ramachandran Analysis

Ramachandran plots use the dihedral angles of the backbone of the peptide to give an
idea of the geometry of the overall protein. Different areas of these plots correspond
to different secondary structures, and so can act as another method of calculating
the helicity. The regions αR (inner box) and α+ (outer box) correspond to a right-
handed α-helix and a more general positive α-helix. Given that the values for both
peptides were not solely confined to the right-handed region, the α+ region was
used to calculate the helicity. For each frame the fractional helicity was calculated by
taking the percentage of points that fell within that the α+ region compared to the
total number of points for that frame.

92F. Pietrucci and A. Laio. JCTC, 5: 2197–2201, 2009.



Chapter 3

Developing a Database of Cryptic
Binding Pockets

The main goal of the project presented in this chapter was to develop an expanded
and up-to-date database of potential cryptic sites within proteins. This was achieved
by scanning through the available structures on the Protein Data Bank (PDB) and
assigning them a score based on how cryptic each binding site is. This chapter details
the development of this database, the scoring process and some preliminary results
from its analysis.

3.1 Introduction
It is an unfortunate truth within the biomedical field, that a large proportion of
information and research is centred on a surprisingly limited number of targets.
After the hugely successful, groundbreaking efforts to map the human genome, it
was found that, at most, half of the potentially disease-causing proteins were, in
principle, good drug targets93 (see Figure 3.1). The case 20 years later, however,
has not improved dramatically.94 This is understandably a problem, as there exists
a large set of known-to-be-disease-causing proteins and mutations that, at present
have no known treatments at all.

The main accepted definition states that a protein is “druggable” if a ligand has
been identified that can bind with affinity high enough to modulate its biological
activity.95 Therefore, one of the leading causes for a protein to be deemed not drug-
gable by standard strategies is if no other molecules have been identified that bind
to the physiological substrate binding cavity. There may be many reasons for this
lack of available binders, as the binding pocket of an protein is likely to be be highly
specific to the substrate it is intended to bind.

93A. L. Hopkins and C. R. Groom. Nat Rev Drug Discov, 1: 727–730, 2002.
94T. I. Oprea et al. Nat Rev Drug Discov, 17: 317–332, 2018.
95P. J. Hajduk et al. J. Med. Chem., 48: 2518–2525, 2005.
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One of the most promising solutions to this widespread problem, and the one
explored in this project, is the search to identify cryptic sites in this set of thus far
undruggable targets. The search for cryptic sites is not an entirely new avenue of
exploration, and nor has it been without its successes. In 2013, the identification
and successful targeting of a cryptic pocket on K-RAS, the most frequently mutated
oncogenic protein in humans, ended a thirty year search for a successful inhibitor.96

That being said, the actual identification of cryptic sites is far from trivial.

3.1.1 Definition of a Cryptic Binding Site
Firstly, it is important to define what constitutes a cryptic site. Secondly, it is even
more important to note that the definition of a cryptic site is not always agreed upon.
From a practical point of view, a cryptic binding site is one that can be identified
when the ligand is bound, but not in the absence of the ligand. The reason for
the ambiguity, and for why this definition does not lend itself to a more rigorous
exploration, is because it is very dependent on how you are searching for the sites.

Proteins, like any solvated molecular system, are inherently dynamic. Indeed, for
a lot of proteins, their flexibility and motion defines a core part of their functionality
within the body. Therefore, all proteins exist not as a single, fixed structure, but as an
ensemble of configurations that is constantly in flux. At present, however, our main
methods of experimentally identifying protein structures are static, such as crystal
structure and CryoEM, and maintain no dynamic information at all.

Many of the first cryptic sites were discovered tangentially from other research,
where the unexpected binding of crystallisation media led to the identification of
novel sites.97 Figure 3.1 shows an example of a clearly defined cryptic site identified
in TEM β-lactamase. In the apo structure, the helical motif completely blocks the
pocket, so that no opening is visible on the protein surface. However, in the holo,
a large pocket opens where the ligands are bound, made possible by the shifting
upwards of this helix.

In many ways, MD simulations are our answer to this dilemma, as they are able
to provide dynamics information in the timescales we are looking for. However, not
only are simulations based on experimental crystal structures as a basis, but there is
no possible way to perform dynamics on every protein in the proteome. This issue is
exacerbated by the fact that the locations where cryptic sites are likely will be among
the most flexible areas of the protein.98

The question that arises, therefore, is how often does a site have to be unidenti-
fiable, or “hidden”, in order to be considered cryptic? Is it in one unbound structure?
Is it in the majority of observed unbound structures? Does one have to prove that the

96J. M. Ostrem et al. Nature, 503: 548–551, 2013.
97J. R. Horn and B. K. Shoichet. J. Mol. Biol., 336: 1283–1291, 2004.
98R. B. Fenwick et al. Eur Biophys J, 40: 1339–1355, 2011.
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Figure 3.1: Cryptic Sites
The portion of the human genome that is considered druggable or as suitable
drug targets (top) [Reproduced from [93]] and the structure of TEM β-lactamase
showing the cryptic site (bottom).
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closed state is the most energetically favourable state for the unbound conformation?
Although an interesting philosophical question, finding the absolute definition of
a cryptic pocket is beyond the aims of this chapter. We need a pragmatic view to
use in this project with the goal of locating these cryptic pockets. Therefore, for the
purposes of this goal, a site that does not exist in at least one unbound structure will
be considered cryptic. However, this project explores as many unbound structure as
possible for each bound structure, thus improving the chances that any identified
sites are truly cryptic.

3.1.2 What is the PDB?
This year, the Research Collaboratory for Structural Bioinformatics Protein Data
Bank99 or PDB for short, is celebrating its 50th year of continuous operation, and is
considered one of most important resources for all of the biosciences field. It consists
of an online repository of over 185,000 structures of biologically relevant molecules
and complexes, with a host of structural and bioinformatic data for each one. Nearly
ten thousand new, unique structures were added last year alone.

Each submission to the PDB is identified by a four-character code, the PDB
ID. Every one of these entries contains an experimentally determined structure of
a protein, a nucleic acid (DNA or RNA) or a myriad of other types of structure.
Accompanying the coordinate file that stores the structure, the entry consists of a
large amount of structural, sequential, and biological metadata that can be used to
search for and identify each structure. This wealth of information is exactly what we
hope to exploit within this project.

3.1.3 CryptoSite
The key, inciting development that ultimately led to this project was the development
of CryptoSite.100 It was the first attempt to produce a set of proteins with identified
cryptic sites by using the structures available on the PDB. From a starting data set
exceeding twenty thousand structures, they were able to narrow it down to a curated
collection of 93 pairs of structures, establishing a benchmark when considering
cryptic site detection.

This set and the associated web server were instrumental in driving the con-
versation on cryptic site identification forward. However, there are a number of
important differences in what we are trying to achieve. Firstly, the measure by which
the pocket was detected was very different with CryptoSite. They utilised Fpocket,101

and ConCavity,102 which are algorithms that provide a druggability score based on

99H. M. Berman. NAR, 28: 235–242, 2000.
100P. Cimermancic et al. J. Mol. Biol., 428: 709–719, 2016.
101P. Schmidtke and X. Barril. J. Med. Chem., 53: 5858–5867, 2010.
102J. A. Capra et al. PLoS Comput Biol, 5: e1000585, 2009.



Chapter 3. Developing a Database of Cryptic Binding Pockets 51

the volume, hydrophobicity and evolutionary conservation of the pocket. Secondly,
by only considering isolated holo and apo pairs, they only explored one possible
unbound conformation for each ligand. As previously discussed, this is potentially
insufficient to prove crypticity of a pocket, due to the lack of exploration into the
ensemble of unbound conformations.

3.1.4 Beyond CryptoSite: Other Simulations Methods
Although groundbreaking, further analysis of the data used by CryptoSite led to the
conclusion that, whilst potentially cryptic, it was unlikely that many of the pockets
were druggable.103 This primarily arose from the finding that binding energy hot
spots were found near to the majority of identified druggable cryptic sites.104 Beglov
et al. considerably expanded the list of targets harbouring cryptic pockets from the
PDB database, by considering all the structures similar to each protein from the
original CryptoSite set. Then, when they analysed the hot spots in this expanded
CryptoSite set, they did not find a sufficient number that existed outside the primary
binding site of each protein to conclude that these cryptic sites would be druggable.
Consequently, they concluded that only a small handful of the initially identified
sites would be able to bind ligands with meaningfully high affinities. Despite the
expansion that they made to the available set of structures, Beglov et al. still filtered
out a large proportion of the PBD dataset, including all PPIs. Thus, we reasoned that
there was considerable latitude to further expand the database when conducting our
project.

3.2 Database Development
This project has been an ongoing part of the research within my group for a while,
and I was just one in a small list of people taking up the torch on its development. The
goal of trying to achieve as broad coverage as possible, by querying the entirety of
the PDB, involved multiple different iterations, to overcome a number of individual
challenges. In order to explain what these problems were, why they arose, and
what was done to solve them, I will begin my giving a general overview of how the
software works.

3.2.1 General Code Structure
As previously stated, the PDB is a large online repository of crystal structures of
biological molecules. Each entry in the database has an identifying PDB ID, and
holds the structure and metadata for one protein system; being either a protein on
its own (apo) or with one or many ligands (holo). This information is what our code

103S. Vajda et al. Curr. Opin. Struct. Biol., 44: 1–8, 2018.
104D. Beglov et al. PNAS, 115: E3416–E3425, 2018.
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is searching through, using the built-in tools that the PDB provides, known as the
API.

Figure 3.2 shows a diagrammatic representation of the process in constructing
this database, and the code involved. The first step in constructing a subset database
using data from the online one is to download the necessary data. However, there
are two major restrictions when going about this. Firstly, the PDB is exceedingly
large, and so downloading all of the information for all of the systems would not
be feasible. A significant proportion of the metadata stored for each PDB entry is
not relevant to what we are trying to achieve, so downloading only the information
that is absolutely necessary is the only way to perform this stage in a realistic time
frame. This necessitates some form of custom query to be made, to trim down the
download. The second data-saving precaution that can be taken at this stage is to be
selective on the entries that are downloaded. Due to the way in which the entries will
be analysed further down the line, there are a set of criteria that must be imposed
on the files before they are downloaded. Once this downloading and filtering has
been performed, you are left with a workable data set that can then be analysed for
crypticity.

With the downloaded data set, the scoring algorithm is then applied to give each
group of structures a score. Although discussed in more detail later, to summarise,
the score is taken by using PyMOL to compare the holo and apo structures, and giving
a single averaged value to signify the difference between the structures. A critical
step that must be performed before the calculation is the alignment of the structures.
As the score is directly based on the difference between the positions of atoms that
make up the binding site, the structures must be as closely aligned as possible to
avoid false-positive results. The database of scored systems is retained, ready for
future analysis.

As the first two stages are still being finalised as of the time of writing, the
final section of the code has not been extensively checked or verified. Nevertheless,
the goal of the analysis remains to take the cryptic scores calculated, and extract
as many interesting conclusions as possible. There are two main avenues that this
analysis will focus on. Firstly, in a similar vein to that explored in the other cryptic
databases described previously, the protein families, secondary structures involved
in the binding sites, characteristics of the binding site, and many other metrics will
be investigated to see if any patterns emerge. This will be accompanied by a detailed
look at individual cryptic structures that were identified by their scores. Not only will
the analysis compare known cryptic structures to validate the scoring mechanism,
but it will look for any previously-unidentified cryptic pockets, which can provide
new research direction and application of the methods within the group.

The code for this software was all written in Python, and utilised a wide array
of its functionality. Pandas was used as the main data manipulation package, and
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Figure 3.2: Code Structure Overview
Diagram showing the overall structure of the database code software, cate-
gorised into the main three objectives (1) downloading, (2) scoring, and (3)
analysing the information available through the Protein Data Bank.
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consequently the database itself is stored in a Pandas DataFrame. The database
was stored locally using Pickle, and the whole code was run with the wrapper script
monomer_calc.py. At this early stage in its development, the analysis and plotting
was performed within a Jupyter notebook. The process starts by downloading the
data from the PDB.

3.2.2 Downloading & Filtering
The downloading stage of the code is most technically challenging but conceptually
the simplest. Its purpose is to retrieve the correct data from the PDB. However, it is
what defines the “correct data” and how to filter and store it where the complexity
arises.

Figure 3.3 shows an overview of the key sections of the code involved in the
downloading process. The end result is two databases containing the key information
for the holo and apo structures respectively. At multiple points within the process,
those structures and complexes that fail the Boolean criterion being assessed are
recorded in a catalogue of rejects. Their PDB IDs are stored, so that, eventually,
one may look up an entry in the PDB and either return the crypticity score from the
database, or the reason for which it was not successfully scored. The possible reasons
for rejection will be discussed in detail, but the process starts by identifying the lists
of PDB IDs to download.

Querying the PDB

The PDB has two APIs that enable access to the data stored there, the first of which
is the Search API.105 Usage of the Search API involves creating a JSON (JavaScript
Object Notation) file that queries the PDB and returns a list of PDB IDs that satisfy
the query. Although it has available search criteria involving sequence and struc-
tural similarity along with other chemical structure features, the query used for the
downloading process only has a very narrow set of criteria.

Within the code, the querying is performed using the rcsbsearch Python
module, specifically designed for interfacing with the Search API. Two limiting
criteria are used at this first initial selection of data: resolution of the crystal structure
and selecting only monomers. The resolution of the crystal structure is a very good
indicator as to its overall quality, and thus the level of trust one can have in the
positions of the atoms it displays. As we are looking directly at the structures, with
no dynamics or equilibration to remove potential artefacts, we have to be fairly
selective with this criterion. Currently, a maximum resolution of 2.5 Å is imposed
on the structures. This value was based on the collective experience of the group
working with these PDB entries, and what we considered to be the upper limit

105Y. Rose et al. J. Mol. Biol., 433: 166704, 2021.
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Figure 3.3: PDB Query Process
Diagram showing the process and methods involved in downloading, filtering,
and sorting data from the PDB.
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for good quality structures, although this may be raised or lowered in subsequent
developments as required.

The stipulation to only look at monomers is also one which the group hope to
change in the future. At the current stage in the project, there are still a number of
variables and details that have to be finalised to confirm that everything is optimised.
Due to the experimental nature of the code at this time, keeping the systems as
simple as possible is the best way to ensure that the end result is consistent and
works well. There are plans to expand this in the future, to look at homodimers,
heterodimers and beyond. The main issues when considering anything more than a
monomer is the alignment, which is explained in more detail Section 3.2.3.

Two queries were made with these two criteria, one which returned holo struc-
tures, the other apos. They both returned a list of PDB IDs, around 85,000 holos
and 14,000 apos as of the time of writing. These lists are passed to the next step
in the process, where the relevant data is downloaded. Finally, two more queries
are performed, to check how many structures were not included. Currently, approx-
imately 25,000 PDB structure were rejected due to their resolution being too high,
and 17,000 were rejected because they were not monomers. The resolution cutoff
creates the largest number of rejected structures for any of the filtering steps in this
procedure. However, at this stage it is not clear whether increasing this threshold
will result in improved sampling and results, or whether the scoring process, most
specifically the alignment stages, would not be equipped to deal with lower resolu-
tion structures. This is something that will be investigated once the efficacy of the
code as a whole has been validated. These rejected IDs are saved for later reference.

Downloading the Data

Downloading the data uses the second API, the Data API.105 This uses a GraphQL-
based query system, to return a custom set of fields from the available data for a
given list of PDB IDs. The database script uses the Python module urllib to directly
query the URL: https://data.rcsb.org/graphql.

The data types that are requested are defined by the later stages of the process-
ing, with nothing extraneous to unnecessarily increase the storage and download
time. To summarise, the information that is downloaded falls into the following
categories:

i. general entry information, such as ID, resolution and release date;
ii. other identifiers, such as the UniProt access code and the cluster number;

iii. ligand information, such as their names, IDs, as well as structural information
like SMILES and InCHI;

iv. R-factors.

The general information (i) is used to identify and categorise the entries. The other
database identifiers (ii) are used to access further information about the systems
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using other available databases, such as UniProt. The cluster number refers to the
“clusterNumber95” variable, which is central to the way the database has been built
(see below). The ligand information (iii) is used in the later stages of this process for
filtering out irrelevant ligands, as well as for subsequent analysis purposes. Finally,
the R-factors (iv) are associated with the accuracy of the electron density measure-
ments during the crystallisation, and are used in conjunction with the resolution to
weight the analysis in later stages.

ClusterNumber95

The “clusterNumber95” field is the one chosen to identify each structure going
forward. Whilst not static, it is unique for each entry whereas alternatives such
as the UniProt Access Code may differ. Furthermore, it denotes a 95% sequence
similarity, thus allowing for point mutations.

The script downloads this information in chunks of 1000, running in parallel
on the available processors of the CPU it is running on. Whilst not necessary at this
stage, it makes the download more efficient and faster. This runs for both the list
of holos and apos individually, producing two DataFrames that are then ready to be
filtered in the next stage of the process.

Cleaning the Data

Once the complete set of the data has been downloaded, it is then necessary to
ensure that all of the data is free from artefacts and erroneous entries before any
analysis can be performed. Although the PDB is a valuable resource with a lot of
high quality information, not all fields in every entry are complete or correct.

The process begins by removing heterodimers, identified by having duplicate
or multiple UniProt codes for the same PDB entry. These can also be identified as
the same UniProt code with different cluster numbers, for example, viral proteins
that get cleaved post-translationally. As previously stated, this may change as more
structures are considered in the future, but at this point in time only monomers are
allowed through.

Entries that are missing data, specifically UniProt code, clusterNumber95 or
R-factor values, are removed, as these are all essential for the scoring procedure.
Any non-biological proteins, such as fusion proteins and artificial proteins are also
removed as they are not relevant to our study. Finally, entries for which 1

resolution−R <

0, which is a standard measure of poor electron density quality compared to the
resolution, are also removed. The remaining, filtered structures are put through one
final test before they can be scored.
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Consolidating the Data

One of the most complicated aspects of working with the PDB entries, is that a lot of
small molecular or atomic components within the system are frequently characterised
as ligands. This makes defining an exact set of holos and apos substantially more
difficult. Therefore, the final filtering step of the process is to ensure that all of the
structures that are in the holos database are indeed true holos.

Firstly, known compounds that are not ligands are removed from the database
entries. This starts with single elements, and known solvents, which are fairly easy
to determine. However, the script then removes ions, and “low-mass ligands”, which
are far more vague in their definition. This part of the process relies solely on
manually created, and curated, lists of compounds to define what to remove.

These lists are potentially one of the most important aspects of the code that
could affect the outcome of the results, and are a central part of the work going
forward. Inherently, biological systems and protein interactions are incredibly com-
plex, and the range of techniques used to study them is correspondingly broad. A
compound could be essential to the binding and stability of one protein, whilst being
an irrelevant solvent molecule for another. These lists will continue to be evaluated
and improved as this project progresses, as more is learnt about the structures and
specific results.

Finally, this process is completed by downloading the latest components.cif dic-
tionary, which acts as a companion to the PDB and contains all the ligand codes
used therein. Using ligand information downloaded from PDBeChem,106 mainly to
identify which PDB codes contain each compound, and whether the compound is a
bound ligand or not, the remaining ligands for each structure are categorised. With
the removal of these elements, ions, solvents, and low-mass ligands, and with the
inclusion of entry-specific information from PDBeChem, some structures are left with
no true ligands. Consequently, these structures are re-classified as apos and moved
to that database.

Table 3.1 shows a summary of how each step in the cleaning and filtering process
affects the total number of structures in the database, for both the holos and the apos.
A number of insights can be drawn from this progression. Firstly, it is a testament to
the quality of the data available through the PDB, that only around 400 structures
(0.4%) are rejected due to incomplete information. The heterodimer removal only
takes away approximately 3,000 structures (3%), and therefore we are not losing
a significant portion of the data set by only considering monomers, thus removing
them at this stage should not impact the overall conclusions. The significance of the
impact of the curated lists for holo reclassification, as highlighted before, can not
be overstated. Over 20,000 of the originally designated holos are reassigned in this

106A. D. Baxevanis, ed. Current Protocols in Bioinformatics. New York: Wiley, 2003. 14.3.1-14.3.
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Table 3.1: Filtering the PDB
Number of Structures Remaining at each stage of the Process

Step
Number of Remaining Structures

Holo Apo

Initial Number 85425 14616

Heterodimer Removal* 82540 13714

Fusion Removal 82540 13714

No clusterNumber95 82514 13630

Heterodimer Removal** 82514 13630

No R-factors 82171 13537

Reclassifying holos 54514 34346

Matching clusterNumber95 28605 14411

* based on UniProt vs. PDB ID
** based on UniProt vs. clusterNumber95

process, emphasising the need to have absolute confidence in the selection criteria.
Finally, the loss of structures that have no corresponding holo or apo, is significant
but unavoidable. This will arise from the huge variety of experimental work that has
contributed to the PDB, and as there is no way to measure the crypticity without
these pairings, we must accept that our database can only be as complete as the PDB
data it is based on.

Formatting & Saving the Data

The final stage of the process involves formatting the resultant DataFrame and then
saving it. This involves, setting the indexes and data types, reordering the columns
and collapsing the chains into a list for each PDB ID. The final set of holos and
apos is prepared for the score calculation by retaining only holo structures that
have at least one corresponding apo with the same clusterNumber95 value. As
aforementioned, this means that 95% of their sequences match. This way we allow
for small differences between the proteins (such as point mutations or cases where,
for example, the sequences of the mouse and the human proteins differ in a few
negligible residues), as it is assumed that this will not affect the protein significantly.

The end result is two locally stored databases, one for holos and one for apos.
Once stored locally, the files take up 6.05 MB and 1.85 MB respectively. They are
now ready to be processed and scored.



Chapter 3. Developing a Database of Cryptic Binding Pockets 60

Backend API Changes

Before discussing the scoring process, I wish to briefly highlight one of the challenges
that came with the work involved with this project. In the early stages of my work
on this analysis, the PDB changed the way in which one accessed the data in it, i.e.
it had two new APIs.105 Consequently, the information presented above describes the
process as it exists now, with the new APIs in effect. The migration from the legacy,
REST-based API that the PDB used to operate with, to the new JSON and GraphQL
bases ones constitutes one of my main individual contributions to the project.

3.2.3 Scoring
The scoring method, in essence, gives a value for the difference between the holo
and apo structures. Once all the data is downloaded, filtered and prepared, the
script goes through the structures grouped by the cluster numbers, and for each holo
structure within the cluster, performs the scoring across all the corresponding apos.
The whole process illustrated by the diagram in Figure 3.4, starting from the holos
database as seen in Figure 3.3.

Procedure

All of the following processing happens within PyMOL. For each holo within the
cluster (as defined by the clusterNumber95), the script starts by fetching the structure
file using the PDB ID. Once downloaded, the ligand is identified and symmetry mates
are generated around the ligand, which are a product of the crystal structures being
exactly that, crystal structures. It may be the case that the ligand is closest to a
pocket on a symmetry mate than the original coordinate structure, hence this step is
necessary. Then, it extracts the residues and coordinates associated with each site.

Subsequently, for each apo structure associated with the loaded holo, the fol-
lowing is performed. First, the structure is fetched using the PDB ID, and once
downloaded an alignment is attempted to each holo model. This default aligns the
Cα of the two structures using the built-in PyMOL align operator. Assuming that
this is successful, the alignment is stored and scoring is initiated.

For each atom, of each residue, of each apo, the interaction potential with the
ligand is calculated. These values are then averaged for each chain in the apo.
This is then repeated, for the interactions between the ligand and the holo atoms.
The difference between these two interaction values is then found. These are then
summed, to give a score per residue per apo, which are then averaged again for
each holo. This average is weighted using the crystal structure quality indicators
downloaded previously. The weight is given by:

w =

(
1

resolution−R-value

)
×Nchains (3.1)
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SCORES DB

Fetch holo structure
Get ligand coordinates and generate symmetry mates
For each chain (inc. sym. mates):

Select protein atoms around the ligands

Average over apos, weighted by resolution and R value.

Fetch apo structure
For each apo chain to each holo chain:

Align Cα apo to holo

Further RMSD based alignment if initial alignment fails

Measure ligand interactions with apo
Sum atom scores
Average for number of chains
Find minimum difference between averaged

(holo - apo) per residue, per atom, for atoms
present in holo, (0 where no score)

Sum score for each residue

2utils/Protein [class]

Load holo

Average

Align apos

Extra alignment

Scoring

SCORING

FOR EACH HOLO...

FOR EACH APO...

POOR
ALIGNMENT

GOOD
ALIGNMENT

APOS DB

HOLOS DB

Figure 3.4: Scoring Process
Diagram showing the process and methods involved in scoring the downloaded
holo and apo structures for crypticity.



Chapter 3. Developing a Database of Cryptic Binding Pockets 62

where the resolution and R-value are as described above, and Nchains is the number
of chains in the apo. The result that is returned, is the maximum score of any residue
close to the ligand for that site.

The maximal site score was selected as the best metric, as it was deemed the
most useful way of determining which structures could be worth investigating. Pre-
vious iterations had returned the sum of all residue scores, but that resulted in
misalignments out-scoring genuine cryptic sites due to the small contribution from
many misaligned residues. Thus, the maximum score is a more reliable way to avoid
false positives due to alignment issues.

Alignment

On the subject of alignment issues, it is apposite to discuss what happens in the
eventuality that the alignment step is not successful. As is evident, the way the
score is calculated, by overlapping every apo chain with every holo chain - and
their symmetry mates - and then comparing the differing interactions, is completely
dependent on the accuracy of the alignment. However, sometimes the molecules
cannot be properly aligned by global means. For example, occasionally there will
be a larger structural change within the protein that is not centred on the binding
site, but does alter its overall position within the molecule. In these cases, an extra
alignment step is required.

The alignment is judged based on two criteria, that involve a resolution cutoff,
defined by:

cutres =
√

res2
holo + res2

apo (3.2)

where resholo and resapo are the resolutions of the holo and apo structures respectively.
The alignment is considered poor if either the RMSD between the holo and the apo
is greater than cutres, or less than 75% of the Cαs of the two structures are separated
by more than cutres. This extra manipulation, which aims to fix the misalignment,
involves a local alignment that is performed by selecting residues within 15 to 10 Å
around each ligand (in decrements of 1 Å) until a better alignment is found compared
to the global one. If none of the local alignments are an improvement, then the
alignment defaults to the global one.

3.3 Preliminary Results
Figure 3.5 shows a summary of the most up to date results from the analysis of the
scored database. The uppermost plots show the distribution of the maximum site
scores for each structure, for all of the structures analysed in the database. At this
stage in the ongoing refinement of the processes and variables associated with the
scoring, a cryptic score of 20 has been selected as minimum score for a site to be
thought of as cryptic. This was determined iteratively using some of the key examples
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proposed in the CryptoSite benchmark set, such as the previously mentioned TEM
β-lactamate. Therefore, any structure that scores 20 or more is potentially of interest
for further investigation.

In total 2,457 structures were found to have a score of 20 or more. When
grouped by their cluster number, the distributions of which are also plotted in Fig-
ure 3.5, this leaves 549 unique clusters that contain a maximum score higher than
20. When compared to the 93 cluster set from the expanded CryptoSite data, it is
already evident at this early stage in the analysis that there is great merit in the
existence of a larger set of cryptic sites within the PDB.

It is important to note, at this juncture, that this number will change as more
work is done to analyse the structures that have been highlighted. On the one
hand, the threshold of 20 may not be the optimal boundary point for a structure
to be considered cryptic, and changing it would have a dramatic affect on the total
number found. As the work on the database continues, a more statistically derived
indication of the minimum score required for crypticity would need to be calculated
and tested, and would lead to a more reliable estimation of the number of new
structures identified.

Another part of the preliminary analysis performed on the data set was to look
at the secondary structures involved in the sites. The residues involved in the binding
site were extracted from the mmCIF files,107 which hold the crystallographic infor-
mation about the structure. It provided the secondary structure assignment for the
residues involved in the binding site specifically. For each site, the fraction of the
residues that take each secondary structure was calculated, for α-helices, β-sheets,
and loops respectively.

The distributions of these fractional secondary structure content values is plotted
in Figure 3.5, to compare the relative amount of each secondary structure type in
cryptic and non-cryptic sites. For this analysis, cryptic sites were determined by score
greater than 20, as before, whilst non-cryptic sites were those with a score lower
than 10, to avoid any uncertainty. As the distributions follow similar patterns in all
of the three plots, it can be concluded at this stage that there does not appear to be
an identifiable difference between the secondary structure make up of cryptic sites.
Nevertheless, this conclusion may change as the definition of cryptic pockets within
our data set is further refined.

A further analytical assessment that was performed at this early stage in the
process was to compare the scored clusters with the 93 pairs used in the original
CryptoSite set. This analysis raised an important question about the tracking of
the rejects within the current version of the database, as only 52 of the 93 pairs

107S. R. Hall and B. McMahon, eds. International Tables for Crystallography: Definition and Exchange of
Crystallographic Data. Red. by H. Fuess et al. 1st ed. Vol. G. International Tables for Crystallography.
Chester, England: International Union of Crystallography, Oct. 1, 2006.
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Distribution of Structures and Cryptic Scores

Distribution of Clusters and Cryptic Scores

Secondary Structure Comparison

Structures with Score >20:
2457

Clusters with Score >20:
549

Figure 3.5: Preliminary Database Results: Scores & Secondary Structure
Distribution of maximum cryptic scores for each structure (top) and cluster
(middle). The left plot shows the full range of scores, while the plots on the
right show the distribution for scores exceeding 20. The secondary structure
comparisons (bottom) show the relative distributions of the α-helical (left),
β-sheet (middle) and loop (right) content in cryptic and non-cryptic sites.
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were either recorded in the database or were listed as known rejects. At the time of
writing, this has not been answered, but Figure 3.6 plots the results for the remaining
pairs. As shown, of these pairs, 35% were rejected by the filtering steps imposed
upon the structures. The majority of these were rejected as they were not listed
as monomers in the PDB, whilst a small number were missing R-factors. Of those
that were processed and scored, 71% were identified as cryptic, which is a very
encouraging result for the very first test of the database. In the future, detailed
structure-based investigations into those structures that were not scored as cryptic
could lead to a refinement of the procedure, but that work was beyond the scope of
the project within this thesis.

Figure 3.6: Preliminary Database Results: CryptoSite
Comparison between the cryptic pairs from the CryptoSite set and the corre-
sponding PDBs evaluated in the current database. The first pie chart, top, shows
the proportion of pairs for which a score was calculated. Of those that were
scored, the second pie chart, bottom, shows how many were identified as cryp-
tic, i.e. had a score > 20.

It is important to highlight, when making this comparison, a couple of notable
differences between the approaches of our database and that of CryptoSite. The
first of these is that our database is centred around the use of the aforementioned
clusterNumber95 to group similar structures together, not just individual PDB en-
tries. Given that proteins are dynamic objects, and crystal structures from the PDB
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only represent snapshots of this overall ensemble, it allows us to maintain some of
this character into the scoring, rather than relying on strict holo-apo pairs. It also
ensures that point mutations and other small variations do not exclude structures
from analysis, thus widening the sets of structures available. Another difference is
that, by imposing filters on the structures that are used, we can rely on the quality
of the crystallographic data that we are analysing. This does result in some bias
towards X-ray and CryoEM structures over those obtained from other experimental
crystallisation methods, although this may be removed in future advancements to
the database.

Despite all of these differences, the fact that 71% of the CryptoSite pairs that
were scored have identifiable crypticity is a very promising results. Furthermore,
as this is an ongoing project, the remaining 29% present a uniquely valuable tool
for those continuing the work to investigate and improve the scoring and structure
handling.

Taking this into account, a preliminary analysis on the current database was
also performed, looking at the families of the proteins scored, in order to know if
there is a specific family with a higher propensity for containing cryptic pockets.
We compared the populations of families from the 549 identified cryptic clusters
with that of the whole PDB, as can be seen in Figure 3.7 (for each cluster, the most
frequently occurring label was used). The analysis showed that, whilst the three most
common families from the PDB: Hydrolases, Transferases and Oxidoreductases are
also the most likely to contain cryptic pockets in our scoring, the proportions do vary.
For example, Transferases increase from a 14% share of the total PDB population to
28% (the highest) share of those with identified crypticity. All of these three families
are enzymes, not binding or structural proteins, which is an interesting fact when
considering future applications of the database to find novel druggable targets.

In undertaking this analysis, it raised a meaningful point about the quality and
reliability of the data available on the PDB. Due to the fact that the information,
specifically the family information, is inputted by hand by individual research teams,
there is little quality control and coherence between the entries. In this single data
field alone, there was evidence of numerous spelling mistakes, ambiguous assign-
ments, and a myriad of different terms for the same family description. Filtering
and consolidating these terms required a lot of manual inspection of the data and
therefore is not quickly repeatable, as would be desired. A solution to this, in future
developments to the database, would be the integration with other data sets, such
as UniProt or the Gene Ontology (GO) knowledgebase. Both of these contain a
much better curated set of bioinformatic and functional information, which would
effectively complement the structural information from the PDB.
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Figure 3.7: Preliminary Database Results: Families
Comparison between the family labels of the 549 cryptic clusters in the database,
top, and the representative set of the whole PDB, bottom. The most commonly
occurring families are labelled, with the percentage contribution given below
the respective label.
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3.4 Discussion & Future Work
Working on this project has emphasised to me how much of science is a cumulative
process, with many individuals steadily building something that has the potential
to be truly significant. Some projects represent you planting the seed of the tree,
whose shade you will never sit under. Other projects, you are simply watering
that tree, helping it to grow before handing the responsibility of a slightly larger,
slightly stronger tree to another. I believe this project holds a lot of potential, as
evidenced by the already promising agreement with sets such as CryptoSite, and that
my contribution has propelled it closer to realising that potential.

3.4.1 Essential Continuation Work
As mentioned frequently throughout this chapter, this project is still in the develop-
ment stage, and there are a number of key factors that must be investigated further
in order to complete it. One of the central aspects to the validation of the methods is
the curated lists of ions and low-mass ligands that are currently being removed from
the structures. This represents one of the most subjective aspects of this project, as
they have been created organically throughout the project as problems have arisen.
The importance of co-factors and other functional ligands that are not drug related
means that determining the boundaries of these lists will be challenging, although
the current lists appear to be sufficient for all cases examined.

Furthermore, refining the scoring procedure and specifically selecting a more
precise cryptic score threshold, will be crucial to continued analysis of the data. This
is clearly evidence by the 29% of CryptoSite pairs that were not identified as cryptic
by the current algorithm. As described earlier, there is still work needed to validate
the methods and assumptions used in the scoring process, which I have not had the
opportunity to complete.

One of the most helpful diagnostic tools for the downloading process will be
to look in greater detail at the reasons that structures are rejected from the scoring
and the database. As the purpose of this investigation is to maximise the number
of structures analysed from the PDB, attempting to reduce the number of rejects
would naturally help towards this goal. Although work on this has already begun,
there are still PDB entries that do not appear in either the tracked rejects or the
scored database, as shown in the missing CryptoSite pairs. Addressing these gaps is
naturally as essential step, however, it is not the only area for development regarding
the currently rejected structures.

In particular, the resolution of the structures considered, that currently repre-
sents the largest single loss of structures, will be a important factor to investigate.
It goes without saying, however, that this will have to be undertaken carefully, so
as not to degrade the quality of the output and to ensure that stages of the process,
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such as the alignment, are suitably rigorous to facilitate the correct processing of
lower quality structures.

In order to move the project towards a publishable state, which is inevitably the
ultimate goal, more detailed analysis of the identified cryptic sites will be performed.
Obviously, this will take place following the verification and validation of the process,
so that one can be as certain as possible of the crypticity of the sites considered.
As well as revisiting the secondary structure analysis as shown previously, a main
focal point of further investigation will be to categorise the cryptic sites according
to the family of proteins it is found in. This is an important aspect in understanding
the therapeutic impact of the work,94 and would greatly enhance the impact of the
results.

3.4.2 Expanding the Project
Looking beyond the immediate scope of this project, there are a number of avenues
that can be explored. The first of these steps will be to expand the database from only
considering the monomers, as has currently been stipulated. The main barrier that
has prevented the inclusion of dimers and other, larger multimers is the difficulty
in aligning the structures. The more proteins and chains there are to consider, the
alignment process becomes exponentially more complicated. As aforementioned, the
alignment for the monomers is already not trivial, and given the critical nature of
suitable alignment to the crypticity calculation, this will take substantial investment
of time to get correct.

Another large part of the future of this project, and one of the inciting reasons
for its inception, would be the simulation of some of the identified cryptic structures.
As discussed, the flexible nature of proteins makes crypticity an inherently dynamic
property, and so expanding on the information provided by the static crystal struc-
tures in the database will be essential to validate the predictions. Theoretically, the
database could provide hundreds of new structures with great potential for previously
unknown cryptic sites and potential druggability assessment.

Furthermore, an area in which there is substantial interest in the search for
cryptic sites is in the field studying protein-protein interactions. The interfaces of
protein-protein interactions are being increasingly recognised for their therapeutic
potential, due to their important role in many biological pathways.108 Consequently,
many efforts have been concentrated in studying these interfaces, leading to the
creation of PPI databases such as TIMBAL,109 2P2I,110 and Dockground,111 among
others. By current estimations, there are approximately 7,500 PPI structures within

108A. Mullard. Nat Rev Drug Discov, 11: 173–175, 2012.
109A. P. Higueruelo et al. Database, 2013: , 2013.
110M.-J. Basse et al. Database, 2016: baw007, 2016.
111P. J. Kundrotas et al. Protein Science, 27: 172–181, 2018.
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the PDB, but thus far all of those will have been excluded from our analysis due
to the monomer assertion. Focussing analysis on these structures once multimers
are included, and identification of potential cryptic sites therein, could aid in the
advancement of this rapidly growing field.

Improving the availability and user-friendliness of the information included in
the database will also be a top priority. As with CryptoSite and others, an online
web server or front-end system to quickly display information contained within the
database will be the optimal way to make the data accessible to the wider commu-
nity. Visualisation of the structures, sequence and family metadata and druggability
indicators could all be displayed alongside the crypticity score to give context and
ensure the maximum utility of the information to the users. The iPPI-DB online
database,112 for example shows a great example of how this information could be
presented clearly and effectively to a curious audience.

A final consideration when projecting the future of this research is the ubiquitous
impact that machine learning is having on the computational field. Once a set of
cryptic sites has been identified, characterised and validated, it could be used to
train a model to identify cryptic sites based on the apo structure alone. A reoccurring
complaint, and the main limitation, of such models is that they are only as accurate
as the data that they are trained on, highlighting the importance of developing such
as database to begin with.

From a different perspective, the recently released AlphaFold Database113 pro-
vides a fascinating new resource beyond what is accessible from the PDB. It contains
almost 1 million protein structure predictions that cover the majority of the human
proteome, eclipsing the number of experimental structures that are currently avail-
able. As previously mentioned, one of the largest reasons that structures could not
be analysed was the lack of holo-apo pairing with a matching cluster number. Al-
though unable to provide ligand information, and far from being an infallible system,
integration of AlphaFold structures in place of missing apos could potentially expand
the dataset available to use even further. Theoretically, where there exists a holo
structure or structures in our current database that do not have a corresponding
apo, AlphaFold could be queried to provide the ligand-free structure in place of an
experimentally acquired one. Naturally, as this is a new method without much exter-
nal validation, these scores would be marked in some way to filter them out during
analysis, but the wide-reaching and predictive purpose of this database would only
benefit from more input and structures.

The advances in this area of technology are constantly revolutionising how we
approach different areas of research, and so the ultimate end point of this project
may be unrecognisable when compared to the database created thus far.

112C. M. Labbé et al. Nucleic Acids Res, 44: D542–D547, 2016.
113J. Jumper et al. Nature, , 2021.



Chapter 4

Developing and Evaluating
Optimal Methods to Calculate
Absolute Binding Free Energies

4.1 Introduction
The focus of this chapter, centres around creating new tools to help in the design
of new drug therapies. This investigation was designed as a proof of concept for
three different but connected computational methods that we have developed in
our group, by testing them on a realistic and complicated biological system. We
performed multiple simulations explore the strengths and weaknesses of the three
methods, where they excelled and where they potentially struggled.

4.1.1 Drug Discovery & Binding Free Energies
Fragment-based Drug Discovery

One of the possible strategies commonly adopted to develop new drugs is to use
organic molecular fragments, or small molecule libraries, as a foundational scaffold
that you then design your new drug around. Once you are able to find a small,
organic molecule that binds strongly to your biological target, you can use it as the
starting point to add other molecular components that will give the medicinal effect
that you are looking for. This concept is central to the approach called fragment-
based drug discovery (FBDD), which has become a standard industry technique,
with companies screening using libraries made up of thousands of fragments. At this
stage in the drug discovery pipeline, the objective of any computational simulation
is to answer the basic question: how well does each fragment bind to the molecule
that you want to create a drug for? The quantity we use to measure this strength of
binding is the binding free energy (BFE).
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Reliably estimating target-ligand BFEs is therefore an important task in
computer-aided drug discovery, and provides a challenging set of problems for
researchers to solve. This is not to say, though, that there has not been significant
progress made towards this goal. In recent years, marked improvements have been
made to protein and ligand force fields,64,65,114,115 parallel molecular dynamics (MD)
codes,68 and enhanced sampling algorithms.116,117 Consequently, the calculation of
relative and absolute binding free energies has become both more accurate and more
accessible.76,118

Current performance & RBFE vs. ABFE

Much of previous literature and standard techniques calculate relative binding free
energies (RBFEs), meaning they are able to rank the fragments, by saying that
fragment A binds more effectively than fragment B, but are not able to provide
quantitative values that can be compared to experimental data. In particular, re-
cent advances in free energy perturbation (FEP) methodologies have made them
amenable for routine and successful use in the hit-to-lead optimisation phase of
drug discovery pipelines.119–122 To further improve upon this, the methods we are
using calculate the absolute binding free energies (ABFEs). In this way they can
be compared directly to experiment, enabling us both to quantitatively benchmark
our performance and, eventually, to provide a much more powerful tool if we are
successful.

Significant progress123–125 has been made in the calculation of ABFEs using
alchemical approaches. A stand out amongst these has been double decoupling
methods.126–132 However, the routine use of alchemical methods for the calcula-

64J. Huang et al. Nat Methods, 14: 71–73, 2017.
65P. Robustelli et al. PNAS, 115: E4758–E4766, 2018.
114C. Tian et al. JCTC, acs.jctc.9b00591, 2019.
115K. Roos et al. JCTC, 15: 1863–1874, 2019.
68M. J. Abraham et al. SoftwareX, 1–2: 19–25, 2015.
116A. Cavalli et al. Acc. Chem. Res., 48: 277–285, 2015.
117J. D. Chodera et al. Curr. Opin. Struct. Biol., 21: 150–160, 2011.
76V. Limongelli et al. PNAS, 110: 6358–6363, 2013.
118W. L. Jorgensen. Acc. Chem. Res., 42: 724–733, 2009.
119L. Wang et al. J. Am. Chem. Soc., 137: 2695–2703, 2015.
120B. Kuhn et al. J. Med. Chem., 60: 2485–2497, 2017.
121R. Abel et al. Acc. Chem. Res., 50: 1625–1632, 2017.
122Z. Cournia et al. J. Chem. Inf. Model., 57: 2911–2937, 2017.
123A. Rizzi et al. J Comput Aided Mol Des, 32: 937–963, 2018.
124Z. Tan et al. J. Chem. Phys., 136: 144102, 2012.
125E. Gallicchio and R. M. Levy. Curr. Opin. Struct. Biol., 21: 161–166, 2011.
126M. Gilson et al. Biophys. J., 72: 1047–1069, 1997.
127Y. Deng and B. Roux. J. Phys. Chem. B, 113: 2234–2246, 2009.
128D. L. Mobley and K. A. Dill. Structure, 17: 489–498, 2009.
129Y. Deng and B. Roux. JCTC, 2: 1255–1273, 2006.
130X. Ge and B. Roux. J. Phys. Chem. B, 114: 9525–9539, 2010.
131H. Fujitani et al. J. Chem. Phys., 123: 084108, 2005.
132Y. Qian et al. J. Phys. Chem. B, 123: 8675–8685, 2019.
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tion of ABFEs still faces a number of challenges, especially with targets that un-
dergo significant conformational changes, as well as with charged or non-congeneric
ligands.133–135

A valid alternative for performing ABFE calculations is found in collective-
variable-based free energy methods. The main examples of these types of methods
include umbrella sampling136,137 and metadynamics (metaD).76,116,138 Both have
been used extensively to compute the ABFE along physical binding trajectories for
both simple and complex systems.127,139–142 In contrast to alchemical ones, these
methods can be used to directly enhance the exploration of target conformational
changes and ligand binding poses. Moreover, they also explore metastable min-
ima and transition states that determine binding kinetics while, due to their nature,
alchemical methods only sample the bound and unbound states.

However, their suitability for drug discovery pipelines is reduced by two main
factors: the need to define an optimal set of collective variables (CVs) and their
computational cost. With respect to optimal coordinates that approximate the as-
sociation path, path-like variables such as Path CVs have been successful80,143 but
require knowledge of end states that is not always available. Alternatively, smart
boundaries (e.g. funnel shaped) as in funnel metadynamics76 have been shown to
be effective in dealing with some of the shortcomings of standard metaD.

With the significant progress in this field notwithstanding, there are still chal-
lenges when applying these methods in a universal way. The main cause for delay
in this regard is the ability to define CVs that optimally describe the systems you are
studying. Indeed, this process can be be very involved, complex and time-consuming.
Going some way to solve this issue, the combination of methods such as metaD and
umbrella sampling with ones employing multiple replicas can help to account for
non-optimal CV selection.83,144,145 Thus, the complementary use of these methods
has been able to accurately produce free energy landscapes for flexible complexes,
such as G protein-coupled receptors.146 Despite this success, FBDD requires a fast

133T. Steinbrecher et al. J. Chem. Phys., 127: 214108, 2007.
134J. Michel and J. W. Essex. J Comput Aided Mol Des, 24: 639–658, 2010.
135M. Lapelosa et al. JCTC, 8: 47–60, 2012.
136G. Torrie and J. Valleau. J. Comput. Phys., 23: 187–199, 1977.
137H.-J. Woo and B. Roux. PNAS, 102: 6825–6830, 2005.
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turnover of results and, as such, the increased computational costs of these combina-
torial methods is not well suited to this application.

4.1.2 The Test System
In order for our results to be reliable, and to ensure that they were applicable in a
broad context, the system we chose had to be realistic. By realistic, in this context I
mean that it must reflect the systems and ligands that this technique will actually be
applied to in industry. It is common practice to use what are described as guest-host
systems to test new methods in the field, but these have their limitations.

Human Soluble Epoxide Hydrolase

The specific system that we selected was human soluble epoxide hydrolase (sEH),
which satisfied all the criteria to make it realistic. Firstly, it is a large, flexible and
complex enzyme, with two distinct lobes connected by a short and highly mobile
strand. Secondly, and more importantly for the purposes of our testing, the binding-
site itself has an inherent complexity to it that would make exploring the binding
process less straight-forward. This binding site is found in the C-lobe and is made
from two pockets, the right-hand side (RHS) and the left-hand side (LHS), which
are connected by a narrow channel. The channel region itself is also considered a
suitable site for binding, giving the binding-site the overall appearance of a dumbbell,
accessible from two different directions over each of the two pockets (Figure 4.1b).
By selecting this single system that had two entry points, it was possible to observe
multiple different binding processes, thereby providing the opportunity to extensively
test the applicability of our methods.

Human sEH (EC 3.3.2.10) itself is an enzyme that has enduring pharmaceutical147

and computational148,149 significance. This is mainly due to its the fact that it
metabolises epoxyeicosatrienoic acids (EETs), which have been linked to slow-
ing Alzheimer’s disease. One of the key features that underlies the progression
of Alzheimer’s disease is inflammation within the brain that can result in neural
damage. EETs have been shown to combat this, by reducing inflammation and
weakening oxidative stress. sEH acts to break down EETs via epoxide ring opening,
producing the respective glycols, and therefore has become an promising target for
the treatment of Alzheimer’s.

Consequently, the inhibition of this enzyme has been a priority in the industry
for a while, as evidenced from the number of inhibitors developed for it.150 Initially,
the first generation of these inhibitor drugs contained urea-like motifs, which made

147M. A. H. Khan et al. Clin. Sci., 127: 463–474, 2014.
148N. M. Lim et al. Fragment Pose Prediction Using Non-Equilibrium Candidate Monte Carlo and Molecular

Dynamics Simulations. preprint. Nov. 12, 2019.
149S. D. Lotz and A. Dickson. J. Am. Chem. Soc., 140: 618–628, 2018.
150H. C. Shen and B. D. Hammock. J. Med. Chem., 55: 1789–1808, 2012.
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Figure 4.1: Structure, Binding Site and Contacts of sEH
a) The overall structure of sEH, with two individual lobes highlighted. b)
Closeup of C-lobe of sEH , with the three regions that constitute the binding site
shown as shaded volumes. c) Scheme of the most important contacts formed for
ligands crystallised in the C-lobe binding site. The Tunnel (PDB code 5alp, top)
and RHS (PDB code 5aly, bottom-right) show hydrogen bonds and π-π interac-
tions, whereas the LHS (PDB code 5alt, bottom-left) forms only hydrophobic
contacts.
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H-bonds within the active-site. However, recent advancements have seen a greater
diversity of structural features present in the designs of inhibitors,151 leading to the
continued interest in the fragment binding process for this particular enzyme.

The interest in this molecule is also evidenced by the number of high-resolution
structures of sEH-ligand complexes that are available, a fact which greatly helped
our investigation. Öster and colleagues152 published a database that provides more
than 50 X-ray structures of human sEH-ligand complexes. Even more importantly,
this database also contained thermodynamic data, thus offering a comprehensive
view of the active site, the protein-ligand interactions and their binding affinities.151

With a small manipulation, the IC50 results found in the database could be converted
directly to BFE results that were used to compare to our calculated estimates.

Fragment Selection

From the Öster database,151,152 we selected 18 different fragments to use when
testing the three different methods. Primarily, the ligands were chosen based on the
site of their crystallisation in the X-ray structures, with six ligands per Tunnel, RHS
and LHS pockets. Other factors that were taken into account were the resolution
of the X-ray structures, the chemical diversity, the sizes (which ranged from very
small fragments to long and flexible ligands), and the spread of the experimentally
determined binding affinities. A table reporting all of the most relevant information
for all of the fragments selected can be found in the Appendix (see Table A.1).

It is worth noting the trends in the different chemical and physical properties
of the ligands align with where they were bound in the X-ray structures. Figure 4.2,
which shows all the fragments divided up by their crystallised binding site, highlights
the differences in structures.

For instance, the ligands initially located in the Tunnel contain a urea-like moi-
ety that is able to form hot-spot H-bond interactions with both sides of the tunnel.
They also contain different bulky and aromatic groups that are able to form other
interactions in both pockets either side of the tunnel. These ligands tend to contain
more than 20 heavy atoms, and have a high molecular weight and a higher number
of rotatable bonds.

The ligands initially located in the RHS pocket are characterised by the presence
of aromatic rings. Consequently, they bind using a combination of hydrogen bond
and π-π stacking interactions. Typically, they have a lower flexibility than those
found in the tunnel, and have a common U shape. Their number of heavy atoms and
molecular weight, as well as their number of rotatable bonds, are more characteristic
of traditional fragments (Table S1).

151Y. Xue et al. ChemMedChem, 11: 497–508, 2016.
152L. Öster et al. Drug Discovery Today, 20: 1104–1111, 2015.
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Figure 4.2: The 18 Fragments
The chemical structures of the 18 fragments selected from the experimental
database,152 shown with the PDB IDs for their complex with sEH. They are
separated into the three initial binding sites that they were found in: six for the
Tunnel, LHS and RHS respectively.

Finally, the ligands that bind in the LHS pocket are those that are highly stiff
and linear. Most are the smallest fragments that were included in the study, and
were most likely bound here due to a lack of the interactions characteristic of the
other two sites. 5alo and 5alt, however, have bulky areas that fill the larger space
provided by this more exposed pocket.

4.1.3 Designing Novel CVs for Fun-metaD
As explained in Section 2.2.1, the main purpose of using a funnel-like potential in
combination with metaD is to constrain the movement of the ligands to the area
around the binding site, thus improving the speed of convergence of the simulations.
By limiting the volume of the bulk water available for exploration by the fragment
once it is unbound, we are able to observe many more binding and unbinding pro-
cesses in a shorter time. In all previous implementations of funnel metadyamics76
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Table 4.1: sEH Funnel Parameters
The values of the parameters used to define the funnel-like restraints for the
simulations of sEH complexes.

Parameter Value
Lower Wall (proj.) 0.0 Å
Upper Wall (proj.) 45.0 Å
Wall buffer, f 1.5 Å
Wall width, h 12.0 Å
scent 30 Å
βcent 0.15

and funnel-shaped restraint metadynamics,77 the funnel has been fixed within the
simulation box, and the protein-fragment complex had to be re-aligned to the funnel
at every step of the simulation. This process is very computationally expensive, and
the extra calculations involved greatly hampered the performance of these methods.
Therefore, an implementation of a funnel that was able to remove this alignment
step, and move with the protein in the simulation, would be hugely beneficial from
an efficiency point of view.

This was achieved through the use of two newly designed CVs, which were
coded for the PLUMED2 plugin71 for the project by one of the developers, Gareth
Tribello. These CVs work by using two anchor points within the protein itself to de-
fine a vector, that extends out through the binding site, and provides an axis around
which the funnel can be defined. As described in Chapter 2 with Figure 2.5, the
first CV, pp.proj, defines the projection along the axis from the origin, and repre-
sents the distance from the binding site. The second, pp.ext defines the extension
away from the axis, and represents the perpendicular distance from the axis at the
given projection. The combination of the two enables the position of the fragment
(taken from the centre of mass) to be tracked within the geometry of the funnel,
which is implemented as a potential wall using a sigmoidal function as described
in Section 2.2.1. In this manner these CVs provide both a novel translationally and
rotationally invariant implementation of funnel-shaped restraints, and the ability
to bias the position of the fragment, all in one method. The simplicity of the ap-
plication allows the computational cost to be considerably lower than that of the
original implementation of funnel metadynamics76,77 and the removal of a reliance
on alignment steps results in the final reconstruction of the free energy being less
noisy.

Now that the method with which we apply the funnel has been dramatically
improved, the next and most critical step is to select the size, shape and location of
the funnel restraints above our protein. For a detailed explanation and definition of

77N. Saleh et al. J. Chem. Inf. Model., 57: 1210–1217, 2017.
71G. A. Tribello et al. Comput. Phys. Commun., 185: 604–613, 2014.
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all the parameters that I am about to use, and the equations that govern the shape
of the funnel, refer back to Section 2.2.1. In order for any funnel-shaped restraint
to be successful, it must satisfactorily enclose the pocket, allowing enough room for
the ligand to properly explore unbound, bulk water environments, whilst not being
so large as to provide no benefit to the convergence at all. More specifically with
this novel implementation, the choice of the anchor points within the protein will
determine the direction and stability of the funnel over the pocket.

After a lot of trial and error, visualising many iterations of the funnel with a
wide range of parameters, it became apparent that we would have to take a slightly
different approach with sEH. Due to the irregular, elongated shape of the binding
site with its multiple pockets, it was necessary to use two funnels, one oriented
over each entry point (LHS and RHS). The main reason for this was that no single
circular funnel could be found that covered the elliptical pocket without lots of excess
space around the protein, space that the ligand could easily have got stuck in during
the simulations. Secondly, due to the nature of the CVs, the information that we
would get back about the position of the ligand would be radially degenerate, i.e.
every combination of A projection and B extension would actually represent a circle
of points around the axis. Therefore, a funnel placed in the middle between the
pockets would yield approximately the same values of A,B for both pockets, meaning
we could not tell them apart. However, a funnel placed directly above one of the
pockets would have starkly different values of projection and extension for the two
pockets, thus allowing the full binding process to be extracted from these results
alone.

For simplicity, the origin point of both funnel axes (P0) was kept the same, and
set on the Cα of Trp464 (all residue numbers refer to full N- and C-lobe system).
In order to average out and mitigate some of the motion of the protein, and due to
the decreased protein density in the centre of the pocket, the second point (Px) for
both funnel orientations was defined using the centres of mass of multiple residues
around the pocket. For the funnel orientated over the RHS, PR was defined by the
centre of mass of the Cα of residues Ser417, Val497, and His523, while the funnel
orientated over the LHS pocket used the Cα of residues Ile362, Ser373, Val379, and
Met520 (see Figure 4.3).

A final benefit to using two funnels relates to the potential applications of these
methods in a pipeline. As mentioned in Section 4.1, the end goal is to establish
an automatic pipeline for assessing fragments for a wide range of targets. It would
therefore be important for the values of the results for ABFEs that you received to
be independent of the funnel chosen, so that you could always be confident of the
results. In testing two different funnels over the same binding site, we were able to
check how much of an impact the funnel orientation had on the final results.
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Figure 4.3: Fun-metaD Funnel Arrangements
The orientation and defining points for FLHS and FRHS. A representative fragment
is shown to indicate the location of the binding pockets. Both funnels encompass
all three pockets, and originate from the same point P0.

4.1.4 Combining Fun-metaD with Other Methods
As previously mentioned in Section 4.1, metaD has traditionally provided limited
benefits when it comes to overcoming entropic barriers. Given that the re-binding
process, going from the unbound state with high mobility and degrees of freedom
to the bound state with low mobility and far fewer degrees of freedom, represents
a decrease in entropy, it was theorised that this would be a challenge for metaD
alone to observe. Maximising the number of rebinding events per simulation time
would make the simulations more accurate and more efficient, so we proposed a
combination of fun-metaD with two other methods in an attempt to mitigate the
difficulty posed by the entropic penalty of rebinding. These methods were COMet-
Path and SWISH.

COMet-Path

As described in detail in Section 2.2.1, COMet-Path79 (which stands for Coefficients
Optimisation of a Metric for Path Collective Variables) is a method that extends the

79L. Hovan et al. JCTC, 15: 25–32, 2019.
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utility of metaD. Instead of using two or three CVs when implementing metaD, it
incorporates a linear combination of CVs selected from a wide variety of possible
metrics, including other distances, contact maps, and even the solvation of the frag-
ment. COMet-Path has a significant setup process for each system that is tested, and
so it was decided to only test this method on nine of the 18 systems selected.

COMet-Path Settings

The COMet-Path simulations were, by necessity, started after some of the fun-
metaD had been run for all of the systems. The simulations to initialise the paths
were performed using steered MD, which was found to be the most convenient and
efficient way to extract the information we required. It was able to estimate the
approximate unbinding path far quicker and cheaper than equivalent metaD simu-
lations. Fifty nanoseconds of steered MD was used to pull the ligand from its initial
binding site along a previously used path, where appropriate, or from the initial
funnel projection to a final value of 43 Å for systems where no initial path existed.
Following these precursor simulations, the COMet algorithm (Section 2.2.1) was
used to establish an optimised set of coefficients for the input CVs. This calcula-
tion process itself typically took around a day to complete, and so was not a major
contributor to the length of the project.

Once this setup was complete, the COMet-Path simulations could begin. How-
ever, there were a number of other factors concerning the pool of possible CVs and
the possible values of the coefficients that had to be determined before the pro-
duction runs could begin in earnest. To this end, a number of different iterative
optimisation test runs were performed, to ensure that we were going to get the best
possible performance out of each COMet-Path simulation. These iterative cycles are
described in detail in the scheme found in the appendix, Figure A.1, but I will outline
the most pertinent findings.

Firstly, the projection along the axis CV from fun-metaD continually emerged
as an important CV, which helped to reinforce our confidence in the validity and
efficacy of our new formulation. Conversely, we found that CVs that only related to
conformational changes of the protein, such as those governing the position of loops,
were not useful and did not correlate to the binding at all. Although this conclusion
was more system dependent than the rest, it was insightful into the role - or lack
thereof - of steric factors in initialising the binding process for sEH. Due to there
being a lot of evidence in the literature that protein-ligand solvation and desolvation
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effects are critical to the binding mechanism,153–160 they were included in the first
iterations of the COMet-Path application. They were included in the form of the of a
bridging water CV, which used a neighbour list to calculate the ligand solvation along
the trajectory, but led to a significant increase in the overhead for the COMet-Path
calculations. From these initial findings, it was concluded that this metric was very
important when the ligand was close to the binding site, however, its impact on the
performance did not come with any improvement in the overall results and so was
left out of the final iterations.

Ultimately, the most important point that we found (and the most significant
difference between this implementation of COMet-Path and previous work) was the
need to limit the individual coefficients for each CV to a set maximum value. Re-
stricting the contributions in this way was an effective method of enforcing diversity
in the final metric as, in some of the tests, one CV would dominate the others with a
weight close to 1.0. This dominant CV was not, reliably, the same across all systems,
and as such there was still a good rationale for running COMet-Path incorporating
many CVs, but that some reasonable checks and balances would have to be put in
place. In the final iteration, the values of the coefficients were optimised between
0 and 0.5. This meant that there was a maximum possible 25% contribution from
any given variable (due to the final coefficients being squared). Additionally, the
minimum value for the funnel projection CV pp.proj was fixed to 0.25, as not
only did the projection emerge as an important CV, but we also wanted to ensure
its involvement across all the simulations. Finally, combinations of coefficients that
would result in no barrier were removed as artefacts.

COMet-Path Application The strength of the addition of COMet-Path lies in the
speed of convergence, theoretically providing an accurate answer faster than before.
The more efficient biasing provided by the optimised set of CVs, along with the
inclusion of the path variables, should be able to maximise the recrossings observed
and thus require fewer computational resources to achieve a similar agreement. The
offset of this is that it requires previous simulations to be performed as input to the
machine learning aspect of the process. This means that whilst it has the potential
to be very efficient for a set of very similar fragments, it is less suitable for a diverse
set. For our purposes, to try and demonstrate this method’s full potential, we did
perform the coefficient optimisation step for each of the nine systems, foregoing

153T. Young et al. PNAS, 104: 808–813, 2007.
154R. Abel et al. J. Am. Chem. Soc., 130: 2817–2831, 2008.
155C. N. Nguyen et al. JCTC, 10: 2769–2780, 2014.
156D. J. Huggins and M. C. Payne. J. Phys. Chem. B, 117: 8232–8244, 2013.
157K. Haider et al. JCTC, 14: 418–425, 2018.
158C. Woods and J. Michel. ProtoMS2.1. A Fortran Program for Monte Carlo Simulations of Chemical

Systems. 2005.
159J. Michel et al. J. Med. Chem., 49: 7427–7439, 2006.
160M. Aldeghi et al. Commun Chem, 1: 19, 2018.
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the time-saving aspect of COMet-Path in favour of accuracy, in keeping with the
proof-of-concept style of our investigation. In industrial applications, however, when
considering a set of congeneric ligands, this would only need to be performed once
for the full set, dramatically reducing the overheads/set-up time of this particular
method and making it a much more attractive option.

Notwithstanding all of the benefits that it provides, COMet-Path is still an appli-
cation of metaD. An involved and efficient one, but still just metaD. This means that
the issues presented by the entropy of binding are not addressed, which is where the
final methodology comes in.

Fun-SWISH

SWISH87,88 (Sampling Water Interfaces through Scaled Hamiltonians) was originally
developed within our group for locating cryptic sites within proteins (for a more
detailed exploration of this application of SWISH, see Chapter 3). It is a form of
Hamiltonian replica exchange, and works by scaling the interactions of the water
molecules of a simulation system with specific protein atoms (Section 2.2.2). We
hypothesised that SWISH would be effective in dealing with the entropic penalty
as the scaling could be specifically focused to favour the rebinding. Moreover, the
COMet-Path coefficient optimisation process highlighted the solvation of the ligand
as a potentially important factor in the dynamics of the whole system.

In light of this, and in a novel application of SWISH, we also extended the
scaling to the ligand-water interactions as well, in a complementary manner to the
protein-water scaling. The λ = 1.0,1.0 replica represents the “realistic” environment,
and will be the one from which we take our results. The four replicas leading to
λ = 1.20,0.8 favour the re-binding. Although unbinding is relatively easy to achieve
by biasing the funnel projection CV, a single replica λ = 0.95,1.05 was added that
slightly favours the unbound state, to ensure the ligand never stayed bound for too
long.

Another small but not to be overlooked benefit that SWISH provides is that
the protein-water interaction scaling also acts to open up the pocket in the highest
scaling replicas. This makes it even easier, especially for the largest of the fragments,
to enter the binding site, by removing the steric factors that may otherwise have been
a hindrance. Hopefully, it is these systems where SWISH will provide the biggest
improvement over the other methods. Due to the multi-replica nature of SWISH, it is
far more computationally expensive than regular metaD, but could end up providing
much better results for the hardest to converge fragments. As is a running theme
in this project, no expense was spared in our application, in an attempt to prove
the absolute maximum potential of SWISH. For an industrial application however,

87V. Oleinikovas et al. J. Am. Chem. Soc., 138: 14257–14263, 2016.
88F. Comitani and F. L. Gervasio. JCTC, 14: 3321–3331, 2018.
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SWISH could be reserved for the most promising of candidates, after initial screening
and results from more economic methods have been determined.

4.1.5 Performance Summary
Now that all the methods have been introduced, it would be appropriate to sum-
marise the three methods under investigation. To this end, I will compare their
performance to their respective roles and theoretical applications. Figure 4.4 shows
the computational performance for all of the three methodologies during a bench-
marking run on different computer architectures. When making a direct comparison,
it should be borne in mind that the fun-SWISH resources are given per replica, and
that the total cost will be increased six-fold.

Figure 4.4: Computational Scaling Summary
Speed and scalability of enhanced sampling simulations on different hardware
for a single complex of sEH ( comprising of approximately 75000 atoms). Results
for fun-metaD, COMet-Path and fun-SWISH are shown with scaling of perfor-
mance with increasing number of computational nodes indicated by successive
bars. All simulations were set up as described in Section 2.1.3 and run for 10 ns
(1 CPU node = 2x Platinum 8160 (48 cores) and 1 GPU node = 1x Tesla P100).

Fun-metaD, being the least complicated method to set-up and the cheapest to
run, is intended to be used as a medium throughput screening tool, with a corre-
spondingly acceptable accuracy. COMet-Path using the fun-metaD CVs would be
more efficient for a set of congeneric ligands, for which the initial simulations and
optimisation calculations only have to be run once. This increased performance could
be exploited when testing variations of a design within the drug discovery process
to more rapidly assess the impact of small structural changes. Fun-SWISH, due to it
being a replica-exchange method, is naturally more computationally expensive than
the other methods. However, the theoretically better accuracy that this provides does
lend itself to two very beneficial applications. On one hand, for situations where the
real time expenditure of your results is more important than the computational cost,
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then the same accuracy could potentially be achieved in one day with fun-SWISH
rather than one week with fun-metaD. Alternatively, as has been employed in this
investigation, the same ’length’ simulations of fun-SWISH are able to provide more
accurate results and greater convergence for systems that fun-metaD would not be
able to converge.

Finally, the evidence for the scalability of the methods as shown in Figure 4.4
is presented more as a example than a true investigation. The difference in perfor-
mance with increasing number of cores, as well as the comparison between CPU and
GPU, will be mostly determined by the internal workings of GROMACS and PLUMED,
which are common to all methods.

4.1.6 Initial Investigation into N-lobe Relevance
Computational efficiency, that is getting the longest simulation time and most ac-
curate results from any computational expenditure, is one of the most important
tenets of any simulation-based science. In order to properly test these methods, and
to be able to run long simulations for each system, it was essential to reduce the
computational cost of each of the tests as much as possible. Many factors can affect
the efficiency and performance of a simulation, but one of the biggest ones is the
size of the simulation itself, and the sole biggest contributors to that is the water
molecules that make up that water box. As the total volume of the water box is
chosen to encompass the largest anticipated movements by the protein, the size and
shape of the protein can have a dramatic impact on the total size of the system.

In order to simulate the full sEH molecule, with its two-lobe structure and the
fact that the link between these is so flexible, it requires a very large water box to
encompass it all, and therefore a very high total number of atoms (e.g. 180,000).The
ideal solution to this, would be to decapitate the enzyme, keeping the C-lobe which
contains the binding site and theoretically all the area of interest, and discarding
the N-lobe. However, as sEH was specifically chosen as a realistic and complex test
system (see Section 4.1.2), it was imperative that any reduction in size did not affect
the active site and therefore its function in any way. Consequently, to check whether
or not this was feasible, we performed an extensive set of MD simulations using
both the whole protein and only the C-lobe, with all 18 of the ligands (as shown in
Figure 4.1). Ultimately, we were attempting to determine whether or not the the
N-terminal lobe of the enzyme plays any role in the binding, and if there was any
way that it could obstruct access to the pocket.

Results from Unbiased Full System Simulations

The first stage of this initial investigation was to take the full system and simulate
it with each of the 18 ligands. Unbiased MD simulations of 300 ns were deemed
appropriate, as it would allow any large motions of the enzyme to become apparent



Chapter 4. Developing and Evaluating Methods to Calculate ABFEs 86

whilst being short enough to not excessively delay the start of the project. Root-
mean-square deviation (RMSD, see Section 2.2.3) and per-residue root-mean-square
fluctuations (RSMF, see Section 2.2.3) were used to assess the conformational flexi-
bility exhibited by sEH during the simulations.

The RMSD of the full system (N- + C-lobes) is shown in Figure A.3 (and Fig-
ure A.2A for the apo), aligned to the equilibrated structure for all backbone atoms.
They show a very high conformational flexibility, deviating by at least a very signifi-
cant 10 Å in all cases. In contrast, the plots of just the RMSD of the C-lobe in these
simulations in Figure A.4 (and Figure A.2B) tell a very different story, being almost
uniformly stable below a 2.5 Å threshold. This is a reassuringly high stability being
exhibited by all the sEH complexes and the apo system. The analysis of the RMSF per
residue in Figure A.5 and Figure A.2C reinforces this conclusion, with the residues
corresponding to the N-lobe (a.a. 1-220) showing much greater change over the
simulation.

It was clear from these results, and from detailed visual inspection of the trajec-
tories, that the flexibility of the loop linking the two lobes induced a high dynamism
to the whole complex. Despite this, however, it was evident that the linker was not
long enough for the N-lobe to be able to block access to the binding site under any
circumstances.

Results from Unbiased C-lobe Simulations

As was evident from the simulations of the full sEH enzyme, the N-lobe did not
appear to provide any functional or structural advantage. Therefore, we continued
with our plan to produce a smaller and more compact system by severing the linking
loop, leaving only the residues of the C-lobe (a.a. 224-547). However, before we
could continue with testing the methods, we had to make completely sure that the N-
lobe did not actually provide some hidden stabilising factor to the C-lobe, that could
lead to an unravelling within the timescales of our simulations. It was paramount
that the deletion of the N-lobe did not affect the shape or stability of the binding site.

Further 300 ns simulations of this new C-lobe-only sEH system were performed,
for each of the 18 ligands and on its own, the apo. The RMSD results of the new com-
plexes (Figure A.7) all approximately stayed below the 2.5 Å threshold established by
the previous simulations, maintaining a reassuring stability across the board. Once
again this was corroborated by the per residue RMSF (Figure A.8 and Figure 4.11B)
where the only notable peak for all the systems arose from the severance point with
the end of the loop that was able to move freely.

Finally, although not essential to the decision to maintain the C-lobe-only system,
we also looked at the RMSDs of ligands during these 300 ns simulations, to get an
understanding of how they would behave in our later investigations. As before,
the backbone atoms of the C-lobe residues were aligned to the C-lobe equilibrated
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structure but in this case there was no fitting for the ligand position. When divided
by the ligands’ crystallised binding sites as in Figure A.9, it is already evident that
there are differences between the sites. In particular, due to the presence of the
urea-like motif present on the Tunnel fragments that yield strong hydrogen bond
interactions, these ligands were very stable for the duration of the simulations. With
almost the polar opposite results, those ligands originally bound to the LHS pocket
showed particularly large fluctuations, most likely because they are smaller ligands,
located in an extended and flexible cavity without significant hot-spots.

Table 4.2: RMSD Results of Full System and C-lobe MD
Mean RMSD determined for the full and C-lobe systems, aligned over the back-
bone atoms of equilibrated reference structures. Systems are grouped by their
initial crystallised binding site. Standard deviation is given in brackets.

Interim Conclusions

Much to our relief, the two lobes proved to be dynamically independent, and there
was no evidence of any obstruction of the pocket by the N-lobe in any of the simu-
lations. Additionally, through comparison between simulations of both the full and
reduced-size systems, we could say with confidence that the removal of the N-lobe
would not negatively affect the dynamics of the binding site.

Table 4.2 shows a final summary of the results from this preliminary investi-
gation, averaged over the whole simulation and with their standard deviations. It
is also even more evident from these numerical values the stark difference in the
behaviours of the ligands, especially those initially bound to the LHS pocket. Differ-
ences which will become ever more relevant as we begin to compare the performance
of the different methods.
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4.1.7 Process and Analysis
Simulation Details and Running

The process of running the simulations themselves followed the standard procedure,
although there were a few aspects of note. In order to ensure remove any variation
introduced in the crystal structures, all of the ligands were transplanted into the
pocket equilibrated C-lobe systems obtained from the unbiased simulations.

Fun-metaD We ran 36 simulations (18 holo systems x 2 funnel-shaped restraint
orientations) of 500 ns each, with an accumulated total of 18 µs of simulation time.
For the fun-metaD, Gaussian hills with an initial height of 1.5 kJ ·mol-1 were applied
every 1000 MD steps. The hill width chosen for the projection and extension CVs
were 0.25 and 0.3 Å, respectively. The Gaussian functions were re-scaled in the well
tempered scheme using a bias factor of 10 for all the systems. The resulting free
energies were calculated using the sum_hills function of the PLUMED plugin 71. The
bound states were defined by the position of the global minimum, and the unbound
states were defined by values of the distance CV greater than 30 Å. An upper limit
for the CV was set at 45 Å on the basis of the box size and available solvent phase.

Fun-SWISH The initial setup for SWISH was performed using the Python codes
for GROMACS force field manipulation developed within our group. We ran every
fun-SWISH simulation for 300 ns for all the 18 systems. For the six identified outliers
(complexes with PDB code 5am3, 5alg, 5alh, 5aly, 5am0, and 5alo), we extended
the simulation time up to 1 µs . This resulted in a total accumulated time of 60 µs
across all the fun-SWISH simulations. Exchanges between replicas were attempted
every 1000 MD steps, and the average exchange probability between replicas was
approximately 30-40% for all systems.

Restraints, in the form of a harmonic potential applied to a contact map, were
applied to the sEH protein, to prevent any general unfolding at higher λ values. To
do this, a contact map was applied to monitor the distances between pairs of key
representative atoms belonging to secondary structures of the protein according to
the Timescapes89 definition. These pairs were chosen looking at the most consistent
contacts between equilibrated apo and holo structures, to exclude any region that un-
derwent natural conformational changes and were limited to approximately 100-200
in number to ease the computational burden. The movements of these atoms were
restrained to abide by average fluctuations observed during a simple MD simulation
with a spring constant of 3000 kJ ·mol-1 ·nm-1.

COMet-Path We ran 350 ns simulations of the selected systems, and additional
simulations were run for three systems including the bridging water CV, leading to
a total time of almost 5 µs . The coefficient space for the defined CVs was explored
using 1 million steps of a simulated annealing procedure with a geometric cooling

89W. Wriggers et al. JCTC, 5: 2595–2605, 2009.
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coefficient of 0.99. The CVs were normalised (over 1) to ensure the importance of
the assigned coefficients. Using the same funnel-shaped restraints defined above,
Gaussians with a height of 2 kJ ·mol-1 were deposited every 1000 steps, using a bias
factor of 12. The sigma values were 0.15 for the (s) variable, which describes the
progression along the coordinate, and 0.0004 for the (z) variable, which is defined
as the distance from an initial (guess) path in the free energy space.

Example Analysis and Plots

Figure 4.5 shows an example of the plots produced during the final analysis of a
single system, namely 5akk. Specifically, these were selected from the 500 ns fun-
metaD simulations of both FLHS and FRHS. The first set of plots show the free energy
surfaces as a function of the new projection and extension CVs. The heights of the
potential surface are shown with contours, whilst the shape of the funnel is indicated
by the black line. The positions of the main areas of notes are shown with roman
numerals, with the bulk water (I), the LHS (II) and RHS (III) pockets, and the
boundary of the protein binding (IV). The values of these FES were used to calculate
the value of ∆G , although this then required a correction to account for the funnel
restraints.

The correction for the loss of translational and rotational freedom of the un-
bound ligand due to the funnel-like boundaries, i.e. the funnel/standard volume
correction C f/sv, was computed according to the following formulation127,129.

∆Gbinding = ∆GmetaD +C f/sv (4.1)

∆GmetaD = kBT log

 ∫
bound exp

(
−F(s)
kBT

)
ds∫

unbound exp
(
−F(s)
kBT

)
ds

 (4.2)

C f/sv =−RT ln

(
ξ metaD

bulk V metaD
bulk Vbox

8πVbulkV0

)
(4.3)

Here the bulk metaD is the fraction of the total possible orientations explored
by the ligand in the unbound state, V0 is the standard volume accessible to a ligand
at 1 mol ·dm-3 concentration, and Vbulk is the bulk volume (i.e., Vbox - Vprotein+ligand

). The correction was found to be 1.54 kcal ·mol-1 for the C-lobe complexes.

To assess the convergence of the simulations, we compared the usual recon-
struction of the free energy surfaces obtained by integrating the bias at various time
points with a time-independent estimate of the free energy.78 These plots can be seen

78P. Tiwary and M. Parrinello. J. Phys. Chem. B, 119: 736–742, 2015.
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Figure 4.5: Demonstrative Analysis Results
Example plot for each step of the analysis for the fun-metaD of 5akk. a) 2D FES
from both funnel CVs, black line denotes position of the funnel restraint. Roman
numerals show the bulk water (I), the LHS (II) and RHS (III) pockets, and the
boundary of the protein binding (IV). b) Convergence over time of the 1D FESs.
c) Time evolution of the projection CV with rolling average, black. Red boxes
show the recrossings, with total number given in top right. d) Time evolution
of the ∆G value, green dotted line shows experimental value with green and
orange shaded regions denoting 2 and 3.5 kcal ·mol-1 tolerance respectively.
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in Figure 4.5 b) and show the change in the reconstructed free energy profiles as a
function of the simulation time for both CVs.

The convergence of the system and the reliability of the ∆G estimate is also
very heavily dependent on the exploration of the pp.proj CV. Figure 4.5 c) shows
the evolution of the pp.proj value as a function of the sampling time, for 5akk.
Re-crossings, which are defined as one unbinding/rebinding event, are highlighted
by red dashed boxes, with the total count per system (rx) shown in the upper right
of each plot. The highest grey dashed line at 30 Å represents the bulk water, i.e. the
unbound state. The lower grey dashed line shows the “bound” state projection values
used in determining the re-crossing count. These bound state values were calculated
from the average initial values per funnel (FLHS and FRHS) and site (Tunnel, LHS,
RHS). Everything within the grey shaded region was considered bound, and includes
± one standard deviation from that average value.

Figure 4.5 d) charts the evolution of the calculated ABFE values during the
simulation. The green dashed line indicates the experimental estimation of the BFE
(∆Gexp ), while the green and orange shaded regions show the± 2 and 3.5 kcal ·mol-1

tolerance, respectively. The estimated error arising from the oscillations in the ABFE
over time is shown by the grey shadow. It should be noted that this error value tends
to zero at the end of the simulation, and whilst this is a good sign that the simulation
has reached convergence, it is not an accurate representation of the total error in the
system.

4.1.8 Establishing Convergence Criteria
An ever-present consideration with well-tempered metaD based methods is: how
long to simulate each system for? This is particularly important for ABFE calculations
as their computational cost could be a major limiting factor in their application.

We established new convergence criteria in order to give a measure of the re-
liability of the calculated ABFE, independently from any external information. By
removing the necessity of having experimental values to compare to, these methods
are able to fit much more effectively into a framework for drug design. They enable
these models to be predictive rather than simply confirming established fragment
assays.

Having analysed the data, and by trying to maintain a near-optimal balance
between computational cost and accuracy, we established the following general
convergence criteria:

i. at least one recrossing has to be observed
ii. the combined error in the ABFE should be equal to or lower than 2.5 kcal ·mol-1

Of these two criteria, the importance of the former should be particularly stressed.
Without a proper unbinding and re-binding event, the relative depths of correspond-
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ing bound and unbound wells in the FES could be very inaccurate. That being said,
we considered them both key components when deciding to accept or reject our
simulations and so I will now detail how they are assessed.

Criterion 1: Recrossings

The number of recrossings is defined as the number of unbinding/re-binding events
within a simulation. It is an indication of whether the ligand has explored the
necessary conformational space, and how many times it has done so within each
simulation. In a practical sense, one recrossing is where the fragment explores
bounds conformations, then exits the pocket to reach the bulk water, and finally
returns to the pocket.

To count the recrossing number along the simulations, we used the projection
CV (pp.proj). I developed a simple Python script to count the unique times that the
pp.proj value oscillated between two set values. This is represented visually as red
boxes on the plots for fun-metaD (Figures A.14 to A.16), COMet-Path(Figure A.21),
and fun-SWISH (Figures A.24 to A.26). Due to the different geometries of the funnel-
shaped restraints, and as the two orientations (FLHS and FRHS) positions the three
initial binding pockets (LHS, RHS, and Tunnel) at different locations relative to the
origin of the funnel, it was necessary to define different pp.proj thresholds for each
combination. These bound state threshold values were calculated from the average
pp.proj in the initial frames of the simulations, per funnel, per initial binding site,
thus resulting in six distinct bound-state definitions that were used to identify the
recrossings.

Criterion 2: Combination Error

When it came to calculating the error in our ABFE values, there were two methods
by which it could have been done:

i. the standard block averaging method for metaD simulations
ii. the error arising from the oscillation of the ABFE over time

Firstly, the “standard” error was calculated from block averaging on 50 ns blocks of
simulations, which gave the error for every metaD grid point. This was then averaged
over the entire grid, and doubled, due to the fact that the ABFE is a difference (∆G )
between two states, both of which have this error associated with them. This process
is the accepted method for calculating the error inherent in a metaD simulation, and
provided satisfyingly small error values. However, these error values were not large
enough to account for the discrepancies between our results and experiment, nor
were they sufficient to differentiate at all between differently performing systems.
They were deemed even more unsuitable for our purpose, as these error values barely
changed over the course of the simulation, thus providing a very poor measure of
convergence.
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As the results using the first method were both too small and too uniform,
a second error was also used: the variation of our ABFE estimate over time, as
calculated by re-projecting the FES . This error was calculated from the average
of the unsigned differences between the final estimate and the previous 100ns of
simulations, by comparison with the previous ten estimates. The oscillation over
time will eventually reach zero in a fully converged simulation that also contains
recrossing events. The system-to-system variation of this new error was much closer
to our expectations, although it alone was not perfect. It was often observed to tend
to zero at the end of the simulation, resulting in a good measure of convergence, but
an unrealistic estimate of the final error in the value of ∆G .

Table 4.3: Combination Error Values
Final combination error values for all remaining systems in kcal ·mol-1 . Those
systems with dashes are those that were already excluded due to having zero
re-crossings in accordance with the first criterion.

Combination Error / kcal ·mol-1

Binding Pocket PDB ∆GF-RHS ∆GF-LHS ∆Gfun-SWISH ∆GCOMet-Path

Tunnel

5am1 0.7 1.7 1.3
5am3 – – 0.7 –
5alg 2.2 1.7 0.6 –
5alp 3.1 2.7 0.7 0.8
5alh – – 1.5
5ai5 2.7 1.8 2.8

RHS

5am4 1.0 1.0 3.3
5aly 0.7 1.7 0.5 3.9
5akh 2.2 0.7 3.7
5am0 2.5 2.9 0.5
5alx 1.6 2.7 2.0 –
5aia 0.8 1.9 1.2 1.1

LHS

5alo 1.0 2.3 1.3
5alt – 3.5 1.0 0.8
5akg 2.3 3.3 0.8 0.8
5akk 0.9 2.0 1.1 0.8
5ai0 1.5 1.2 1.5
5ak6 1.7 1.7 1.9

Average (StDev) 1.7 (0.8) 2.1 (0.8) 1.5 (0.9) 1.4 (1.2)

Therefore, the final error that was used was labelled the Combination Error, as it
was formed from the combination of the two just described. It was calculated as the
sum of the standard error, representing the minimum possible error inherent in the
simulation; and the oscillation over time error, representing the system variance and
convergence. As each of the component errors can be considered, to a reasonable
extent, independent of each other, a simple addition was used. We decided on the
value of 2.5 kcal ·mol-1 as the threshold for the convergence of the simulation and
therefore the reliability of the ABFE estimate. This value would ensure that we would
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be excluding those simulations that experienced significant variation to the ∆G value
at the end of the simulation.

4.2 Results
Here I present the results from the testing of the three methodologies. With over 80
µs of total simulation time between them, there was a significant amount of data to
process. The specifics of the analysis process have been described in Section 4.1.7
and, due to the volume of results, only exemplar plots have been included here. A
complete set of the plots for each system and method can be found in the appendix,
Appendix A.

4.2.1 Fun-metaD Results

Figure 4.6: Fun-metaD Results Highlight for 5ak6
Demonstration of the resultant Free energy surface for a representative sEH-
ligand complex (PDB: 5ak6). Showing a) the funnel applied, b) the FES with
pockets marked with roman numerals, and c) the reweighted FES with respect
to pp.proj and ligand RMSD.

Figure 4.6 shows the reconstructed FES results for one of the complexes studies
(5ak6) for both FLHS and FRHS. This complex is highlighted in particular due to
it being the best example regarding the ligand’s exploration, and thus the clear
resolution of the major pockets and features of the enzyme (labelled with roman
numerals). The other FESs can be found in Appendix A, Figures A.10 to A.12. The
characteristic shape shared by all of the FESs delineates the edge of the funnel-
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shaped restraint boundary. It shows that in all of the simulations the ligand was able
to explore the full extend of the projection and extension of the funnel.

Another important factor result that was revealed by these plots was that the
ligands were able to explore all the pockets of the sEH binding site, even in just these
500 ns simulations. Not only this, but from an experimental point of view, there will
be no distinction between the LHS, the RHS or the Tunnel, as the ligand will be able
to explore all of them equally. There is also no guarantee that the pocket that the
ligand is crystallised in represents the optimal binding pose for that ligand.

In an attempt to address these discrepancies in a systematic manner, we re-
projected the FESs onto an RMSD space using bound and unbound reference struc-
tures for each simulation. The re-projected FESs grouped all the bound states into
one central minimum, which compounded the problem rather than fixing it. Because
of this, this method did not provide the easy and simple solution to locating the
correct bound state for each ligand, and so was not used to calculate the ∆G values.

Reprojection of the Free Energy Surfaces

With the aim of providing a pocket-independent measurement of the ABFE, the
FESs were reweighted as a function of the RMSD from bound and unbound
reference structures. The reweighting itself was performed using the algorithm
described by Tiwary et al.78 By grouping together the bound states, this also
provided a clearer distinction between the bound and unbound states. The
reference structures selected for the bound state were those where the ligand
is bound in the initial binding pose after the equilibration simulations. For the
unbound states, I developed a short programme to parse through the snapshots
of the simulation and select those where the ligand was in an optimal position
away from the pocket. The optimal position, representing the point at which the
ligand was confirmed to be in the bulk water, was defined by a combination of
the two funnel CVs (>32 Å in pp.proj and <5 Å in pp.ext), and the distance
from the ligand to any protein atoms being greater than the PME cutoff of 12
Å. To avoid any final issues presented by the periodic boundary conditions (see
Section 2.1.1), these snapshots were all checked manually before the analysis
continued.

In line with the convergence criteria outlined above, we have removed the data
for some of the fun-metaD simulations. 5am3 and 5alh for both FLHS and FRHS, along
with 5alt FRHS, were not eligible for consideration due to the lack of recrossings (ref
Figure A.14 and Figure A.16 respectively). There were only two systems using FRHS

that had a combined error larger than the allotted 2.5 kcal ·mol-1 . However, for
FLHS, there were five systems where this value exceeded the threshold at the end of
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the simulation. This is good evidence towards these systems requiring an extension
to their simulations to provide the most reliable ∆G values.

When comparing with respective experimental values, only those systems that
were able to satisfy both convergence criteria have been considered. We decided that
3.5 kcal ·mol-1 was a suitable maximum variation for our estimates to have and, for
FRHS, 78% of the systems fell within this regions. FLHS performed worse, however,
with only 58% of systems falling within this acceptance bracket. Furthermore, once
these remaining results were divided up by funnel and binding site as in Figure 4.7,
two conclusions became apparent.

Firstly, it was clear that the orientation of the funnel restraints did have an
impact on the simulation results. And secondly, it was obvious that the different
nature of the environments within the LHS and RHS pockets themselves impacted
the binding dynamics.

With the funnel positioned over the RHS pocket, the binding process is dictated
by a more rigid and uniform environment, resulting in the simulations reaching
convergence the majority of the time. Contrastingly, when considering FLHS, it is
evident that convergence was harder to reach in the 500 ns, highlighted by higher
rejection rate with our new criteria. This is potentially a result of the large, more
flexible pocket, and the lack of defined hot spots to promote strong binding (as
highlighted in Figure 4.1). The struggle of FLHS to reach convergence can be seen in
Figure A.13 which shows the evolution of the reconstructed free energy profiles for
each CV over the last 200 ns of simulation.

Further analysis revealed that the convergence of the FESs was also dependent
on the fragment size in a significant way. When looking at the smallest ligands,
the calculated ∆G converges rapidly, with four or five recrossings (as with 5akk,
Figure A.16) Not only this but 5akk reached the experimental ∆G value after only 200
ns with both funnel orientations and had low error values throughout (Figure A.19).
On the other hand, the larger fragments that were initially bound to the RHS or the
Tunnel took a lot longer to reach convergence, only coming close to the experimental
∆G towards the very end of the 500 ns, for those that did reach it (Figures A.17
and A.18). In this case, there is a slight increase in the correlation for small and less
flexible fragments (R2 of 0.50 and 0.41 for ligands that crystallised in the RHS and
LHS pockets with FRHS).

This correlation can be seen in Figure 4.8, which shows the trend in the differ-
ence between our value and ∆Gexp with increasing molecular weight of the fragments.
The interplay between the funnel orientation and the fragment properties can also
be seen in the dotted lines in that plot. Although FLHS has a higher deviation overall,
it is less affected by the increasing size of the ligands due to its larger opening and
more flexible nature. FRHS by contrast is much more selective when it comes to the
size of the ligand.



Chapter 4. Developing and Evaluating Methods to Calculate ABFEs 97

Figure 4.7: ∆Gexp vs. ∆Gcalc per pocket for fun-metaD
Correlation between the experimental and calculated ABFEs grouped by the
ligands initially located in the Tunnel (top), RHS (middle) and LHS (bottom).
Systems that did not achieve at least 1 re-crossing have been excluded. The black
line indicates the ideal behaviour, while the green and orange shadows show the
± 2 and 3.5 kcal ·mol-1 tolerance, respectively, around the ideal behaviour.
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Figure 4.8: ∆∆G vs. Fragment Molecular Weight
∆∆G per molecular weight for ligands fun-metaD simulations. Ligands from both
funnels FLHS and FRHS are shown.

When taken together, these findings show that the large and highly flexible
ligands did not converge well, and if this were a pharmaceutical or critical application
of this method, that the simulations should be extended to get a more reliable ABFE
measurement. To test what would happen to the results if an extension was made, we
selected one of the systems with the worst agreement and extended the simulation by
a further 250 ns (Figure A.20). However, as can be seen in the Table in Figure A.20B,
there was only an observed improvement in the FRHS simulation, with the FLHS

value deviating away from ∆Gexp in the last 100 ns. For this reason, and to save
computational resource, it was not deemed necessary to extend all the simulations
to this point.

In general, it can be concluded that FRHS performed better than FLHS. Despite
this difference in performance, fun-metaD proved to be an effective method for
calculating the ABFE of small and rigid fragments. In these cases, it presented an
acceptable trade-off between accuracy, rapidity of convergence and computational
cost.

When it came to the larger and more flexible fragments, this performance was
less impressive, exacerbated by the more extended LHS pocket. Perhaps unsur-
prisingly, single-replica metaD with only a funnel-shaped boundary is fairly slow
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to converge for large and flexible fragments, and thus it is not an optimal tool for
determining their ABFEs.

It was our hope that the enhancement of fun-metaD with other methods will
make up for these shortcomings, hence the combination with COMet-Path and
SWISH. Due to the fact that results showed that FLHS represented the greatest
challenge to convergence, and because the other methods were considerably more
computationally expensive than fun-metaD, henceforth this was the only funnel used.
With the proof-of-concept nature of this investigation in mind, we wanted to test
against worst-case scenario to prove the efficacy of the following methods.

4.2.2 COMet-Path Results
COMet-Path (Coefficients Optimisation of a Metric for Path Collective Variables),
as explained in Section 2.2.1, was originally developed to enhance the efficacy of
Path Collective Variables via machine learning. Simply, it involves not just the two
CVs developed for fun-metaD, but a whole host of others including other distances,
contact maps, and even the solvation of the fragment. All these different variables
are combined as a linear combination, and the machine learning is used to determine
the weighting used when we combine them.

The strength of COMet-Path is that we should be able to get an accurate answer
faster than before, although it does require previous simulations as input to the
machine learning algorithms. This means that whilst it has the potential to be very
efficient for a set of very similar fragments it is less suitable for a diverse set. In
this case, as we had specifically and intentionally selected a diverse set of ligands
(Section 4.1.2), the preliminary work had to be carried out for each ligand. Because
of this, the initial step was to select nine of the 18 sEH-ligand complexes, three per
pocket (LHS, RHS, and Tunnel) from the fun-metaD simulations. As is thematically
consistent with this project, the nine systems chosen were approximately the worst
performing systems with fun-metaD.

These simulations were used to calculate the coefficient value for each metric
used. This was an iterative process, involving a number of steps to test and fully
optimise the selection of which metrics to include. During this stage in the start of
the analysis, it was also necessary to refine the method with which the path itself
was allocated. All the details for this process can be found in Figure A.1.

Figure 4.9 shows example results for one system, 5akk, after the 350 ns of
simulation utilising COMet-Path. Figure 4.9A shows the original FES from the fun-
metaD, with the path superimposed in black, where B shows the reconstructed FES
obtained by COMet-Path. The rest of the results for the remaining eight systems can
be found in Figure A.22.
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Solvation Effects

During the optimisation process, the water coordination of the ligand was high-
lighted as an instrumental factor in the binding processes. However, the in-
clusion of the bridging waters variable within the COMet-Path methodology
produced mixed results. Despite the substantial performance impact of this
particular CV, it did not seem to improve the convergence of the free energies
as much as expected. When considering the trajectories themselves, it became
clear that although solvation and desolvation of the ligand has a demonstrable
impact in some areas of the simulation, it was negligible in others. Therefore,
in the iteration of metrics that were used, this particular CV was deemed too
costly to include. There is the possibility, in the future, however, that a position-
specific reformulation of this metric could achieve great results.

Even with these optimised collective variables, when applying the conver-
gence criteria there were three systems showing zero recrossing events after 350
ns (Figure A.21). Furthermore, for another of the other simulation, the combination
error was higher than 2.5 kcal ·mol-1 . These significant omissions notwithstanding,
the remaining results from the shorter COMet-Path simulation gave ABFE values in
good agreement with the experimentally determine ∆Gexp . As a whole, COMet-Path
will be specifically effective when investigating any substantial set of congeneric
fragments, for which the initial optimisation stage would only need to be performed
once. In this application, COMet-Path provides an optimal association CV that is able
to converge the FES more rapidly, in an large, exposed cavity, with reduced computa-
tional cost versus fun-metaD. For this particular trial, however, although it did have a
few exclusions due to not meeting the convergence criteria, COMet-Path performed
fairly well. Whilst it did require coefficient optimisation on the pre-existing free
energy landscapes, it was able to produce satisfactorily reliable values of the ABFE
for the test set of fragments.

Figure 4.9: Example results for COMet-Path
a) original fun-metaD FES, b) resultant reconstructed FES using COMet-Path and
c) time evolution of ∆G for the full COMet-Path simulation.(PDB code: 5akk)
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4.2.3 Fun-SWISH Results
Fun-SWISH, as explained in Section 2.2.2, is a replica-exchange method that focuses
on different properties of water between each replica. We ran fun-SWISH with six
replicas, as detailed in Section 4.1.4, for an initial run of 300 ns all of the 18 systems.
As aforementioned, these were all done using only FLHS in order to face the greater
convergence challenge. Representative results (one system per initial pocket) can be
found in Figure A.23, explicitly demonstrating the differences in the resconstructed
FESs for all replicas.

Figure 4.10: Fun-SWISH Results
Change in SWISH results over time, convergence of different replicas for SWISH
simulations.

For all the systems, the convergence criterion relating to recrossings is auto-
matically satisfied, as the number of recrossing events exceeded 1000 in all of the
simulations. This is not necessarily surprising, as using a replica-exchange method
greatly enhances the conformational sampling, thus exponentially increasing the
number of observed transitions between the bound and unbound states The recross-
ing counts can be viewed on the plots in Figures A.24 to A.26. Only three of the
systems had a combination error value that exceeded the 2.5 kcal ·mol-1 threshold,
and therefore were excluded on those grounds. Despite this, six of the remaining
systems were designated as outliers, identified due to the difference between the
∆Gexp and the calculated ABFE being greater than 3.5 kcal ·mol-1 Figure 4.10.

These outlier systems represent the most complicated convergence cases, where
the replicas with higher λ values, and thus those that favour rebinding, have a better
∆G estimate. The full table of these values from the 300 ns simulations can be
found in the Appendix, Table A.2. In keeping with the proof-of-concept mentality,
we wanted to see whether we could reach acceptable values for all these problematic
systems using SWISH. Consequently, we decided to extend the simulations of these
six outliers (5alg, 5alh, 5alo, 5aly, 5am0, and 5am3) up to 1 µs .
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This extension proved to be very successful, as only one outlier (5alh) remained
after the 1 µs results were included, Figure 4.10A. The full details of the improve-
ment shown with each of the six extensions are tabulated in the Appendix (Table A.3),
as well as a demonstration of the impact the extension had on the reconstructed FESs
for each λ, Figure A.27. The final results for fun-SWISH therefore provided a highly
favourable 93% success rate, and with a correlation coefficient (R2) of 0.55. Fur-
thermore, 60% of the computed ABFEs were now within 2 kcal ·mol-1 of ∆Gexp ,
almost a doubling of the 33% in this bracket achieved with the FLHS fun-metaD simu-
lations. When looking for a literature comparison, these fun-SWISH results compare
favourably with ABFE obtained using alchemical methods.161–164 In particular, such
as with the example of Aldeghi et al. where they achieved a success rate of 91% with
a correlation coefficient of 0.6.

Additionally, although the size and physicochemical properties of the ligands
have a quantifiable impact on the convergence of the simulations, the efficacy of
fun-SWISH is not as adversely affected by extended or flexible binding cavities and
non-congeneric sets of ligands than alchemical methods. As shown in Figure 4.10,
although the ABFE values of the fragments originally bound to the LHS converged,
according to the convergence criteria, before 200 ns, the fragments found in the RHS
required at least 300 ns of simulation to converge. This issue was even more evident
for those largest and most flexible fragments found in the Tunnel which needed at
least the full 1 µs to reach acceptable values (Figure 4.10).

Fun-SWISH and logP

As an aside, with the SWISH simulations specifically, we were able to relate the
enthalpy difference of binding with the logP for the fragments we investigated.
logP, the partition coefficient, is an experimental measure of the hydrophobicity
of a molecule, based on its solvation in lipophilic and hydrophilic solvents. For
a full mathematical breakdown of the relationship between the calculated ABFE
and Hdi f f ,w, see Appendix A.5. As shown in Figure A.28 fragments with lower
logP values tended to be more comfortable in the bulk water ( Hdi f f less than 0)
and those fragments with higher logP values preferred the bound state (positive
Hdi f f ). The correlation between these properties could be leveraged to aid in
the development of new drugs, for fragments which lack experimental data.

The very encouraging results demonstrated the strengths of fun-SWISH as a very
powerful tool for ABFE prediction. It was able to produce accurate ABFE values in

161A. P. Bhati et al. JCTC, 15: 1265–1277, 2019.
162M. Aldeghi et al. Chem. Sci., 7: 207–218, 2016.
163D. L. Mobley and M. K. Gilson. Annu. Rev. Biophys., 46: 531–558, 2017.
164E. Wang et al. Chem. Rev., 119: 9478–9508, 2019.
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almost 90% of test systems. This performance was not hampered by our set of non-
congeneric ligands that presented a wide variety of physicochemical properties, nor
by the large and flexible cavity presented by sEH with FLHS. Even with the toughest
systems, an extension to 1 µs removed all but one of the outliers, something which
neither fun-metaD or COMet-Path were able to achieve. However, this accuracy and
reliability requires a substantial investment of time and resources, as the six replicas
required for each simulation represent a significant computational cost. Nonetheless,
the amount of computational resources needed is not prohibitive, and we believe the
performance increase more than makes up for it when studying the most complicated
cases. To put the cost into perspective, a realistically affordable computational setup
that provides one GPU per λ would be able to provide predictions of the ABFE in
under a week.

4.2.4 Overall Comparison of Methods
Table 4.4 compiles the calculated absolute BFEs for the 18 holo complexes (the results
for the reweighted BFEs are gathered in Table S1), while Figure 4.11 shows the
correlation between the calculated and experimental BFEs. In Table 4.5, which shows
the success of the prediction of ABFE and how it compares with the experimental
value.

Figure 4.11 collates the final results from all four methods into one comparative
plot, showing the correlation for each method to the experimental ABFE value. The
numerical and error values are presented in Table 4.4. Those systems that are marked
with an X did not pass the convergence criteria outlined in Section 4.1.8, and were
not included in the plots for Figure 4.11. Our investigation into these three methods,
demonstrated that each method has both strengths and weaknesses, although all are
able to work very effectively within a specific niche. By considering their potential
limitations, and by playing to their strengths, it is highly likely that each method is
able to excel in relevant and applicable scenarios.

Metadynamics with funnel-shaped restraints (fun-metaD) is able to produce
accurate ABFE estimations for the smallest ligands with low computational cost.
These small ligands are most similar to those found in common fragment libraries,
meaning that fun-metaD will provide an excellent way to screen large quantities of
these fragments rapidly towards the beginning of a drug discovery pipeline. One of
the things to note here is that the results were fairly dependent on the position of
the funnel relative to the binding site. The RHS binding site could be considered
a more typical binding cavity (solvent exposure, hot-spot interactions etc.) and so
the FRHS performance could be considered more indicative of fun-metaD’s expected
performance on less complex systems. As stated in Section 4.1.3, the selection of the
funnel in project was not trivial, and took a lot of care and deliberation before we
eventually decided to test two to ensure good coverage of the binding site. That being
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Figure 4.11: Methods Results Comparison
Correlation between the experimental and calculated ABFEs for all complexes
selected that satisfied the convergence criteria. For the six outliers of fun-
SWISH (see the main text) we show the results of the extended simulations.
The black line indicates the ideal behaviour, while the green and orange shad-
ows show the ± 2 and 3.5 kcal ·mol-1 tolerance, respectively.
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Table 4.4: ∆G Results
Final ∆G results for all methods, in kcal ·mol-1 . Systems with a red X were
excluded due to the convergence criteria.

said, sEH was purposefully chosen for its large and realistically complex binding site,
so other more simple pockets would prevent far less of a challenge.

When faced with larger and more complex fragments, COMet-Path provides
faster convergence times than fun-metaD per simulation, but does come with an
initial preparatory step that requires additional simulations to be run. For a diverse
set of ligands as tested here, this ultimately leads to a slower process overall, for
unremarkable improvements to the accuracy (77% for fun-metaD FRHS compared
to 80% for COMet-Path, Table 4.5). However, the advantage COMet-Path presents
would come to the fore if you were to study a large set of congeneric fragments,
running the precursor simulations only once, and thus enabling the efficiency benefit
of faster convergence to exceed the delay of this initial work. Looking to the future,
as discussed in Section 4.2.2, a position-dependent implementation of a solvation-
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based CV could dramatically improve the relevance of this method, making it even
more desirable in a pipeline application.

Table 4.5: Percentage Agreement
Final percentage of systems within varying tolerances of the experimental value.

Finally, combining SWISH with fun-metaD produced the closest ABFE values to
experiment, achieving a 93% success rate compared to only 58% with the same fun-
nel orientation with fun-metaD (FLHS, Table 4.5). Although the high computational
cost of this methodology may make it less desirable in the screening phase, once
some leads have been established (ref. Section 4.1.1) fun-SWISH has the capacity
to provide incredibly accurate assessment of the ABFE for a few key targets. In this
manner it would excel towards the end of the drug discovery process, whereas the
previous two methods inhabit the space earlier in the process. Additionally, fun-
SWISH can also provide detailed information about the role of the solvent in the
binding, making it even more useful in a drug design capacity.

4.3 Conclusions and Impact
Overall, this phase of the project presented novel CVs, applicable to a range of
systems, that enable a more efficient implementation of funnel metadynamics, by
decreasing the computational cost required to converge the binding free energies. In
this way, this new approach addressed one of the most significant challenges faced
by CV-based methods when attempting to calculate absolute binding free energies
within fragment-based drug discovery.

In this chapter, I presented an investigation into the efficacy of three metaD-
based methods utilising these new CVs when tasked with calculating ABFEs for a
realistically complex protein target. Human sEH, with its elongated binding site
and distinct binding pockets, enabled us to test fragments with a diverse range of
size, shape and physicochemical properties. The unique challenges presented by
this system enable us to test out methodologies to understand the fullest extent of
their capabilities. We even found that many of the fragments were able to explore
the binding cavity as a whole in the simulations, something that would have been
impossible to extract from the crystallographic data.

As a proof of concept, I believe that this part of the thesis was highly success-
ful. Not only were we able to confirm that all of the methods could produce ABFE
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results with reasonable accuracy, but we were able to identify the exact roles each
would excel at within the drug discovery process. Fun-metaD, with its low cost and
great performance for small fragments, is ideally suited to an initial screening phase.
COMet-Path, with its exceptional convergence times but additional setup procedure
would be best utilised on a library of congeneric fragments.

And fun-SWISH, with its higher cost but excellent agreement with experiment,
provides a promising way to computational measure the ABFE of key candidates
with great accuracy without resorting to experiments.

These three techniques, which taken individually present niche methodologies
with effective but specific performance, come together to provide a package of tools
for a wide variety of applications. Although not completely automatic, these methods
are completely general, in that they are applicable to any druggable protein or
enzyme no matter how complex. One or all of these would be easily deployable
within pre-existing computational pipelines for Drug Discovery, for the accurate and
efficient prediction of ABFEs. FEP methods made a huge impact in the field when it
came to determining relative binding free energies (Section 4.1.1). The future of the
three methodologies presented here could rival their impact in the field of absolute
binding free energies.

4.3.1 Publication and Reception
The work from this chapter was published in the Journal of Chemical Theory and
Computation (JCTC) in May 2020 under the title Combining Machine Learning and
Enhanced Sampling Techniques for Efficient and Accurate Calculation of Absolute Bind-
ing Free Energies.165 It was well received by the community and garnered a good
response from other researchers in the field. As of the time of writing, it has been
cited by 5 other publications.

4.3.2 Recent Progress & Future Work
Following the completion and publication of this project, a new PhD student was
brought into the group to continue studying and developing these methods. As men-
tioned in Section 4.2.4, the selection of the funnel is non-trivial and does impact the
results. For this reason, they started by looking into the ability to automatically select
the funnel and its parameters. This functionality would dramatically improve the
ability of non-expert users to utilise the method, thus opening it up to a much wider
audience, as well as reducing the manual overheads required when implementing it.

The result of this is the FunnelMaker package, that he designed to automate
this procedure. This package takes into consideration the location of the solvent in
respect to the binding site and the protein residues. It then constructs an escape

165R. Evans et al. JCTC, 16: 4641–4654, 2020.
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vector by finding an unobstructed path for the ligand to unbind to the bulk solvent.
The funnel is then build around this vector, using a set width and other parameters.
Advantageously, the script does not necessarily require a ligand to function, and can
be performed on the apo structures if needed.

He has also looked into the combination of the fun-metaD projection CV, with
another ligand-based RMSD variable. Using these two variables to bias the metaD,
he has expanded the test to three new targets, each with seven binding fragments.
This is to further validate the applicability of the fun-metaD setup beyond sEH. Pre-
liminary results show that the inclusion of the RMSD is able to increase the number
of recrossings observed during the simulations. He has also investigated the conver-
gence criteria by running each simulation in triplicate. At the time of writing, the
results from this work are being prepared for publication.

Another way in which his work has built upon the results in this chapter has been
the integration of these methods with the BioSimSpace platform.166 This dramatically
improves the usability of this methods, and makes it available to a broader user
base. In order to achieve this, parts of the functionality were implemented in Open
MM,167 further increasing the accessibility and future-proofing this method in this
burgeoning open-source simulation field.

Finally, from a methodological perspective, one of the areas that could be ex-
panded and improved is the COMetPath implementation. One of the proposed ad-
vancements to this method would incorporate different coefficients along different
parts of the simulation. As was observed in this project, the solvation - calculated
using the bridging water CV - was highlighted as being a very important component
of the COMetPath metric, but only in the sections of the path close to the binding site.
Therefore, if it were possible to bias different variables to different degrees along the
simulated path, then the effects of the bridging water CV could be efficiently imple-
mented, with the potential to dramatically improve the effectiveness of COMetPath
to investigate ligand binding. Not only this, but such a development could lead to
many new exciting applications for a diverse range of simulation targets with the
effective combination of transiently impactful CVs.

166L. Hedges et al. JOSS, 4: 1831, 2019.
167P. Eastman et al. PLoS Comput Biol, 13: e1005659, 2017.



Chapter 5

Modelling Amphiphilic Peptides I:
Exploring the Nature of
Hydrophilic Peptides and
α-helical formation

The project that constitutes the work presented in this chapter and the next, was
conducted alongside the team working with Professor Battaglia, who is my secondary
supervisor. Throughout the majority of my PhD, I worked on this project with Dr
Carlos Noble Jesus, at the time a PhD candidate in Prof Battaglia’s experimentally-
focused group. This was a joint research project between the two groups, centring
on the PhD theses presented by myself and Dr Noble Jesus. Over the course of
the project we each shared our knowledge, results and expertise, an experimental
perspective from him and a computational one from me.

The experimental group are working to synthesise vesicles using amphiphilic
block copolymers for the purposes of drug delivery. This phase of the thesis specifi-
cally aims to use peptides to replace the standard synthetic polymers that they use.
The main goal of the work presented in these chapters, therefore, is to aid in the
design of these peptides. The highly customisable nature of these peptidic building
blocks enables the size, structure and chemical properties of the resultant vesicles
to be finely tuned. Nonetheless, their application to drug delivery comes with many
challenges, which will be explored in detail. As will become evident over the course
of the following two chapters, each of us played a critical role in characterising,
understanding and designing these novel peptide sequences.
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5.1 Introduction
The case for drug delivery mechanisms is, at its core, a simple one. The pharmaceu-
tical treatments for many of the most deadly diseases are hampered by low efficacy
and significant side effects. This arises from the majority of drugs lacking the speci-
ficity to only target the cells that need to be treated, and instead affect the whole of
the patient’s body. One solution to this, inspired in part by the highly specific capsids
that encase naturally occurring viruses, is to create polymeric vesicles for use as a
drug delivery system. If successfully implemented, such a system would be able to
provide higher efficacy and fewer side effects from a highly targeted, lower dosage,
in treatments for diseases such as cancer and dementia.

Due to the length and complexity of experimentally constructing these custom
peptides, and the vast number of sequences that could be used, this work will use
simulations to provide insight and guidance to their development process. As pre-
viously discussed, computational methods can provide rapid answers to questions
that would be very time consuming or expensive to answer in a wet laboratory envi-
ronment, and thus enable a much greater range of potential sequences to be tested.
The combination of the increasing technological capabilities available for researchers
around the globe and the continuous refinement of computational techniques means
that simulations are becoming an essential tool in many areas of scientific study.

5.1.1 Research Aims
The ultimate goal of this research project is to be able to provide predictions of
the overall structure and behaviour of polypeptide vesicles, given the sequence of
amino acids that constitute the amphiphilic peptides they are self-assembled from.
This development would represent an invaluable tool to Dr Noble Jesus and the
Battaglia group, and the community at large, as they would be able to screen multi-
ple different sequences before committing to lengthy and expensive experiments in
their laboratories, very much akin to the process of fragment screening in the drug
discovery process. The process through which this will be achieved is the iterative
improvement of computational models. Broadly speaking, this will manifest as a
feedback loop, continually evaluating the performance of each new model against
experimental data. The first objective of the project is to find or develop a realistic
model for simulating the properties of a single block copolymer molecule. With a
distinct focus on the accuracy of the helical properties it is able to predict, a simu-
lation environment will be chosen from existing force fields and water models and
will be directly compared to experimental data. Once the optimal set up has been
found, the peptides devised by the Battaglia Group will be simulated, to determine
their secondary structures and behaviour.



Chapter 5. Modelling Amphiphilic Peptides I 111

This will lead to the simulation of multiple peptides together: dimers and larger
constructions. These multimer simulations will provide information on the interac-
tion between the peptides, how they move together in solution, and what sort of
structures they form. At this stage, it may be necessary to simulate collections of
hydrophilic and hydrophobic blocks independently, as each would be under signif-
icantly different conditions within a vesicle. The objective would be to garner an
understanding of the self-assembly and stability of the polymersomes, and draw con-
nections between the properties measured in the simulations and the macroscopic
properties observed in the physical experiments. With this model established, it
could then be used in a predictive manner, designing new sequences of peptides with
the desired properties for Dr Noble Jesus to synthesise and validate.

5.1.2 Experimental Synthesis & Self-assembly
Although I did not conduct any in vitro experiments throughout my PhD, in order to
explain all of the simulation results and some of the decisions made throughout the
following chapters, it is apposite to give an overview of the techniques employed by
Dr Noble Jesus in his synthetic work. In this brief interlude, I outline the process of
synthesis and self-assembly behind the peptides that I was simulating.

Solid-phase Peptide Synthesis

Solid-phase peptide synthesis (SPPS)168 is the synthetic method used to produce the
peptides explored in this and the following chapter. Each peptide is built sequentially,
amino acid by amino acid, with one end attached to a resin block, allowing liquid
substrates and solvents to be washed away whilst keeping the growing peptide intact.
Once the desired peptide has been created, the products are cleaved from the resin
block, ready for purification and analysis.

Not only does this allow for highly customisable sequences, but it is a process
that can be automated using modern peptide synthesisers, and has reduced product
lost through intermediate steps when compared to other methods.169 The only down-
side to this approach comes in the fact that there is a limit to the size of the peptides
that can be produced, as the efficiency reduces dramatically once the peptides exceed
approximately 40 residues in length.170 This put a hard upper limit on the lengths
of the peptides that we could explore within this project which, whilst not explicitly
prohibitive, was an overriding consideration when it came to sequence design.

168R. B. Merrifield. J. Am. Chem. Soc., 85: 2149–2154, 1963.
169J. M. Palomo. RSC Adv., 4: 32658–32672, 2014.
170P. E. Dawson and S. B. H. Kent. Annu. Rev. Biochem., 69: 923–960, 2000.
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Purification and Verification

Once the peptides had been synthesised, they were prepared and purified using a
mix of washes and separation in a centrifuge. This removes any residual synthesis
chemicals and components, and selects for the correct weight of peptides. Then
they are further purified using preparative reverse-phase high-performance liquid
chromatography (RP-HPLC). Mass spectrometry (MS) was then used to verify that
the peptides had been correctly synthesised. MS is used to measure the molecular
weight of the peptides, and thus is able to confirm the accuracy of the sequence and
the purity of the product. The particular form of MS that was used was MALDI-TOF,
which stands for Matrix-Assisted Laser Desorption/Ionisation Time-of-Flight.

pH Switch Self-assembly

The technique used for the self-assembly of the peptides was a pH switch. The
idea behind a pH switch is to slowly tune the amphiphilic properties of the peptides
to encourage self-assembly. Under highly acidic conditions, the peptides become
completely hydrophilic, losing their amphiphilic properties entirely, and becoming
fully soluble. Then, as the pH of the solution is gradually raised, the histidines
become mono-protonated and the hydrophobic block becomes hydrophobic once
more. Theoretically, this slow increase in the amphiphilicity of the peptide will give
them the best conditions to form into their most favourable micellar structures. For
the pH switch employed by Dr Noble Jesus, the peptides were initially dissolved at a
pH of 4.0, to eventually end at a physiological pH of 7.4.

Solvents

A number of solvents were used by the experimental group throughout their work.
Firstly, sometimes experiments were conducted in pure, distilled water. Secondly, a
phosphate buffer (PB) solution is made from sodium mono/di-hydrogen phosphates
and acts to maintain a stable pH. Alternatively, the phosphate buffer saline (PBS)
solution is similar to PB, but with that added benefit that it closely mimics the ion
concentration and pH of the human body, making it ideal for testing the drug delivery
therapies in. Finally, a solution of 20% trifluoroethanol (TFE) in PB (v/v) was used,
which is an established method for promoting the formation of α-helices.171,172

5.1.3 Experimental Analytical Techniques
Once the peptides had been created and self-assembly had been attempted, it is
necessary to measure and characterise the product that has been produced. Although
Dr Noble Jesus employed a lot of experimental characterisation techniques, the
following three are the most relevant to the work presented in this chapter.

171P. Luo and R. L. Baldwin. Biochemistry, 36: 8413–8421, 1997.
172D. Roccatano et al. PNAS, 99: 12179–12184, 2002.
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Circular Dichroism

Circular dichroism (CD) is a spectrographic technique that uses circularly polarised
light to predict the frequency of each secondary structural element within a given
biological molecule. It utilises the phenomenon that left- and right-handed circularly
polarised light is absorbed in different amounts by chiral molecules, a property
common to the vast majority of amino acids. CD has been found to be particularly
accurate when examining helical secondary structures. This is due to the regularity
of helical regions, which have well-defined backbone φ and ψ angles, along with the
high intensity of the signals produced.173

Transmission Electron Microscopy

Transmission electron microscopy (TEM) is a form of microscopy that enables the
viewing of samples on the nanometer scale. TEM utilises a beam of electrons passing
through the sampling to produce the image, a method that enable considerable
higher resolutions than those attainable by traditional light microscopy. TEM was
used to visualise the self-assembled vesicles and fibrils.

Dynamic Light Scattering

Dynamic Light Scattering (DLS) is a technique employed by those working with
nanoparticles to measure the diameter of said particle when suspended in a fluid
medium. It relies upon the relationship between the diameter of the particles and
the rate at which they diffuse through the medium via Brownian motion. Using
laser light scattered by the particles, DLS measures the change in this scattering
over time to calculate the rate of diffusion of the particles, which in turn yields
the hydrodynamic radii of the particles.174 This form of measurement is particularly
useful when studying vesicles, as regular, repeated DLS readings can be used to
monitor the stability of the vesicles in solution, since the formation of any aggregates
would result in an increase in the hydrodynamic radius.175

5.1.4 A Peptidic Drug Delivery System
As discussed in Chapter 1, the main characteristics essential for a drug delivery
system are that it must be:

i. able to transport a wide range of drug molecules
ii. stable to shield the drug molecules and not breakdown in the bloodstream

iii. have a trigger mechanism to release its cargo in the desired location
iv. biocompatible

173L. Whitmore and B. A. Wallace. Biopolymers, 89: 392–400, 2008.
174W. T. Winter. J. Polym. Sci. B Polym. Lett. Ed., 21: 1020–1020, 1983.
175S. K. P. Velu et al. Macromolecules, 46: 1591–1598, 2013.
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These features have resulted in the application and development of block copolymers;
synthetic polymersomes being a widely researched area in recent years. The uses of
peptides for vesicle formation, however, has not been commonly considered, despite
them sharing many of the same advantages as the often used synthetic polymers.176

As has been previously explored, peptides have a high level of chemical diversity
and thus are able to convey a substantial degree of customisability to the properties
of the constructed copolymers. Furthermore, peptides with custom sequences can be
synthesised to a high-degree of accuracy, as explained above, and thus peptides can
be produced with very specifically modulated properties.177,178

Using peptides as the base for vesicles provides another advantage, in that it
is significantly easier to make these vesicles biocompatible. Biocompatibility is the
broad yet fundamental final criterion that stipulates that a drug - or drug delivery
system in this case - must be safe to use, and that all possible care must be taken
to minimise harmful side effects. Factors that constitute progress towards this goal
include ensuring that the vesicle does not trigger an immune response from the body,
and that when it is broken down after use, the products are non-toxic. The solution
employed here of using naturally occurring amino acids to construct the polymers
satisfies these conditions as amino acids are continuously metabolised by the body,
fulfilling the need for biocompatibility.

Another promising characteristic of peptides inherited from the chemical diver-
sity of the amino acids is the large impact stimuli can have on their secondary and
tertiary structures. Not only does this allow for their controlled self-assembly,37 but it
makes them ideally suited to satisfy the third criterion. Their inherent pH sensitivity
is the main property that will be focussed on in this investigation.

The idealised process by which these peptide molecules can be used for drug
delivery is shown in Figure 5.1. The vesicle is formed via self-assembly from the
amphiphilic chains (see Figure 1.4 for reference). Initially, in the extracellular envi-
ronment, the ideal vesicle is stable at pH 7.4, maintaining its encapsulation of the
drug molecules. Once the vesicle is taken into the cell via endocytosis, an endosome
forms from the remnant bilayer of the cell membrane. As the pH in this endosome
increases to pH 6, the switch in the hydrophobic block occurs, and it becomes hy-
drophilic. At this point the balance of forces maintaining the vesicle is broken, and
so it breaks apart and releases the drug molecule cargo into the endosome. The
resulting build-up of osmotic pressure causes the endosome to break apart, thus
delivering the drug molecules to the cell.

176A. Carlsen and S. Lecommandoux. Current Opinion in Colloid & Interface Science, 14: 329–339,
2009.

177S.-C. Li et al. Biopolymers, 35: 667–675, 1995.
178K. Mayo. Trends Biotechnol., 18: 212–217, 2000.
37L. Zhao et al. Biomaterials, 35: 1284–1301, 2014.
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Dispersal

Controlled Release

Endocytosis

pH 7.4

Hydrophilic Chains

Hydrophobic Chains

pH 6.0

Extracellular Environment

Encapsulated Drug Molecules

Endosome resulting from
endocytotic vesicle as
nanoparticle enters cell
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Figure 5.1: Drug Delivery Process
Diagram showing the process by which a pH-sensitive drug delivery nanoparticle
would enter a cell to release its cargo. The change in pH in the endocytotic
vesicle acts to trigger the release of the encapsulated drug as the properties of
the peptide change.
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5.1.5 Selecting the Amino Acid Sequence
In natural proteins, their sequence of amino acids defines the structure, and therefore
their function. With a total of 20 different protogenic amino acids to choose from,
even in a short sequence like the maximally 40 residue peptides under investigation
in this project, there is an impracticably large number of variations to investigate
them all individually. A select few sequences have been focused on and the reasons
for selecting these exact configurations are explained herein. The hydrophilic and
hydrophobic sections of the copolypeptides have been designed and, in the early
stages of the project, evaluated separately.

Hydrophobic Block

The hydrophobic block consists of variations on a polyhistidine chain. Histidine (H)
was selected as the basis for the hydrophobic chain, as the polymeric form is not only
hydrophobic but has a pKa around 6.179 This puts it in the ideal pH range for targeted
drug delivery (5.5 - 6.5) as found around tumours and transport organelles. The
ideal properties of histidine arise from the imidazole group side chain, the changing
protonation state of which gives histidine a charge range of +2 to -1, depending
on the pH. As described when discussing the pH switch self-assembly methods, a
change in hydrophobicity with pH is essential to shift the overall amphiphilicity of
the peptides to drive self-assembly.

At pH 4, the initial acidity of the pH switch, the imidazole group is double proto-
nated and therefore ionised, giving it a net positive charge. This makes polyhistidine
hydrophilic, and therefore soluble at and below pH 6.180 Then at pH 7.4, the imida-
zole group will be mono-protonated, and therefore will return to being hydrophobic,
creating the amphiphilicity required for self-assembly.

Hydrophilic Block

Once self-assembled, the hydrophilic block becomes the external surface of the vesicle
or micelle, and as such one of the most important considerations when designing a
hydrophilic sequence is that it must be able to resist protein fouling. Protein fouling
is caused by unwanted absorption of the peptides to a material’s surface, and can
significantly reduce the effectiveness of the treatment,181 massively increases the
chances of triggering an immune response,182 as well as causing thrombosis in some
extreme cases.183

The ideal hydrophilic layer has a balance of properties, being sufficiently hy-
drophilic to promote interactions with the solvent molecules and being able to pro-

179H. Walba and R. W. Isensee. J. Org. Chem., 26: 2789–2791, 1961.
180O. Rotzschke et al. PNAS, 99: 16946–16950, 2002.
181Q. Wei et al. Angew. Chem. Int. Ed., 53: 8004–8031, 2014.
182S.-D. Li and L. Huang. J. Controlled Release, 145: 178–181, 2010.
183M. B. Gorbet and M. V. Sefton. Biomaterials, 25: 5681–5703, 2004.
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vide enough amphiphilicity to drive self-assembly, without a net charge that leads
to fouling. The combination of glutamic acid (E) and lysine (K) was selected as the
main building blocks for the hydrophilic segments. These amino acids held a number
of different advantages. By combining them in pairs their negatively and positively
charged side groups respectively could combine to provide a net neutral charge.

The EK pair specifically has been found to be the best at avoiding protein ad-
sorption, thus making them resistant to protein fouling.184,185 As is the case with
most biotechnological advancements, we are just playing catch up with nature, as E
and K are the most abundant amino acids on the surface of proteins and molecular
chaperones.184 Finally, these sequences were also selected because they did not im-
pact the pKa of the overall protein significantly enough of to move out of the desired
range of 6-6.5.

The Initial Peptide Sequence

The initial peptides sequence that was proposed by the experimental group was
(EK)5-(H)30. This combined the aforementioned hydrophilic and hydrophobic blocks,
with the aim to pair the anti-fouling propertied of the EK residues with the pH switch
of the histidine. At 40 residues long, it was the maximum length efficiently available
from SPPS.

5.2 Results
As a result of the close exchange of results between the two groups involved, and
the differing nature and timescales of computational vs. experimental investigations,
a multitude of research on both sides was done in an iterative way, with conclusions
from either side influencing the others’ next steps. The process itself was central
to my PhD and therefore essential in understanding how the work presented in
Chapter 6 was achieved.

I am presenting here the results of each set of simulations that I performed,
in chronological order, to show the progression of ideas as the project advanced.
Each set provided their own minor conclusions, influencing the development of new
methods, and the exploration of new sequences.

The first sets of simulations that were performed involved the search for a suit-
able combination of force field and water model to conduct all subsequent simula-
tions in. In order to do this, it was necessary to use an experimental baseline to
test the behaviour of the peptides, and as helicity was to be the main variable under
investigation, helicity reference values were a necessity. Although it was not possible
to find results relating to the exact peptides that were being considered, Baker et

184A. D. White et al. Chem. Sci., 3: 3488, 2012.
185T. Ederth et al. Langmuir, 35: 1818–1827, 2019.
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al. published results in 2015 for similar peptides to the hydrophilic segments.186

This paper provided the fractional helicity values for peptides made from various
combinations of lysine and glutamatic acid, calculated using circular dichroism data
(CD, see Section 5.1.3). This spectrographic technique employs circularly polarised
light to measure the secondary structure content of a biological molecule.

Fractional helicity is calculated from CD data using the value of the molecular
ellipticity at 222 nm, [θ ]222.

% = 100
(

[θ ]222− [θ ]coil
−42,500(1− (3/n)− [θ ]coil)

)
(5.1)

Specifically, this was performed according to Equation (5.1) where [θ ]coil = 640-45T
= 415 deg · cm2 ·dmol-1 · res-1 at 5 °C, and n is the number of peptide bonds.186 In
order to efficiently advance into the next stages of the project, two peptides from this
paper were selected to be simulated, the outputs of which have then been compared
to the published results. The specifics of the peptides that were selected can be found
in Table 5.1, and will be henceforth collectively described as the two Baker peptides
for simplicity. These two in particular were selected as they represented the extremes
of fractional helicity present at a sufficiently short peptide length. Furthermore, they
both contained the same number of residues, and were closest in length to the
original peptides of interest, making them the ideal candidates.

Table 5.1: Baker Peptides
Sequences and recorded experimental fractional helicity values of the Baker pep-
tides. Used as a reference for helical and non-helical EK sequences, respectively.

Formula Sequence Literature Frac. Helicity

(E4K4)3 EEEEKKKKEEEEKKKKEEEEKKKK 74%

(E2K2)6 EEKKEEKKEEKKEEKKEEKKEEKK -1%

(E4K4)3 represented the highest possible fractional helicity - given the stabilising
interactions of different sidechains always being in contact on the outside of the
helix - with 74% fractional helicity recorded by Baker et al.186 (E2K2)6 represented
the lowest possible helicity and had an experimental value of -1%. Although this is
not an achievable percentage value, this is as reported by the experimental paper
and arises from the formula that is used to calculate the fractional helicity. As such,
this value will be maintained here, to be interpreted as 0%. This result is expected
as, theoretically, it should be very unfavourable for any form of helix to form as the
same sidechains would always be adjacent on the outside of the helix.

186E. G. Baker et al. Nat Chem Biol, 11: 221–228, 2015.
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Whilst all of the simulations were performed using the standard protocol as
described in Section 2.1.3, there were variations in key variables relating to the
simulations environment, simulation length and initial conditions. These details are
summarised in the grey boxes for each set of simulations, for quick reference.

5.2.1 What water model to use?

FORCE FIELD Amber ff14SB
WATER MODEL variable
LENGTH 1 µs
SALINITY pure water
INITIAL CONFORMATION extended

The first key variable that was investigated when determining the optimal simulation
environment for the peptides was the water model. As outlined in Section 2.1.2,
the water model choice can have a large impact on the accuracy on the simulation,
and will be very important as we are considering the secondary structure of the
peptides. The initial simulations were set up using the Amber ff14SB force field63

and the TIP4P-D water model.58 Helicity was calculated in the three ways as out-
lined in the methodologies chapter, DSSP, αRMSD and using Ramachandran plots
(Section 2.2.4).

The results of these calculations are tabulated in Table 5.2. The percentage
values shown are averages for the total simulation time are displayed, along with the
literature experimental values for comparison. The evolution of these helicity values
over time, for both DSSP and αRMSD are shown in Figure 5.2.

A number of conclusions can be drawn from these results. Firstly, it is clear that
the analysis of Ramachandran plots produces a large overestimate of the helicity,
shown especially in the (E2K2)6 result which should be as close to 0 as possible. The
other two metrics prove to be much more reliable, as they show negligible amounts
of helicity in (E2K2)6 and both show similar results for (E4K4)3. The difference in
values for DSSP and αRMSD can be attributed to the different definitions of an α-
helix, with the Plumed driver analysis showing a slight underestimate due to the
limited scope of its definition.

They show that the helicity results achieved using this particular simulation
set-up differ substantially from the experimental results, as all of the methods used
for (E4K4)3 were significantly lower than 74%. It was therefore concluded that the
force field/water model combination of Amber ff14SB and TIP4P-D was not accurate

63J. A. Maier et al. JCTC, 11: 3696–3713, 2015.
58S. Piana et al. J. Phys. Chem. B, 119: 5113–5123, 2015.
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Table 5.2: Baker Peptide Helicity Results
Percentage helicity results for the simulations of the Baker peptides. Results for
different water models and different measuring methods are given, along with
literature reference values.

Molecule Literature
TIP4P-D Results TIP4P-Ew Results

DSSP Rama. αRMSD DSSP Rama. αRMSD

(E4K4)3 74% 11.0% 33.1% 6.2% 16.3% 40.4% 12.8%

(E2K2)6 -1% 0.5% 14.3% 0.7% 3.3% 23.2% 1.8%

in predicting helicity in disordered peptides when compared with experimental data.
It was surmised that the TIP4P-D water model, whilst seemingly designed to be well-
suited to the peptides in question, was in fact too strong for peptides of this small
size. One could deduced that the dispersive properties of this water model appear to
be preventing the helix from being modelled correctly.

The TIP4P Ewald (TIP4P-Ew) water model was selected as the next water model
to replace TIP4P-D. This particular water model was chosen as it held the same ad-
vantages of using a four-point water model, it did not have the changes for disordered
proteins that TIP4P-D had, whilst also offering improvements over base TIP4P when
using an Ewald scheme.187

The results from this next iteration of the Baker peptides simulations can be seen
in Table 5.2, and unfortunately showed similar behaviour to those using the TIP4P-D
water model. The percentage helicity values a demonstrate a marginal improvement
on those generated using the TIP4P-D water model, as do the helicity over time plots
in Figure 5.2. The (E4K4)3 result is higher across the more reliable metrics (DSSP and
αRMSD), and therefore is slightly closer to the experimental value, but still far from
optimal. Moreover, the slight increases of the (E2K2)6 results away from 0 indicate
that this is a broader increase in helicity rather than an increase in accuracy of the
model.

Therefore, the main conclusion that can be drawn from these two sets of simu-
lations is that neither the TIP4P-D nor the TIP4P-Ew water models produce accurate
helicity predictions in disordered peptides when paired with the Amber ff14SB force
field. Both are able to distinguish, in a binary fashion, whether or not a small peptide
will be helical or not, but neither are able to quantitatively predict the percentage
helicity when compared with experimental data from known structures. In order to
produce effective results that will be useful for the collaborating group, it is necessary
to find another force field in order to significantly improve the simulation model. To
this end, the next step was to try the recently released a99SB-disp.

187H. W. Horn et al. J. Chem. Phys., 120: 9665–9678, 2004.
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(E2K2)6(E4K4)3

TIP4P-D

BAKER PEPTIDES

DSSP

αRMSD

αRMSD

DSSP

TIP4P-Ew

Figure 5.2: Water Model Comparison
Initial structures and results of simulations of the Baker peptides (E4K4)3, left and
(E2K2)6, right. Plots show fractional helicity calculated via two different methods,
for simulations using water models TIP4P-D, top, and TIP4P-Ew, bottom.



Chapter 5. Modelling Amphiphilic Peptides I 122

5.2.2 What force field to use?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 2 µs
SALINITY
INITIAL CONFORMATION helical

0.15 mol·dm-3 NaCl

The a99SB-disp force field65 was specifically designed with disordered proteins in
mind, and had yielded good results in tests by other members of the group. It was
therefore deemed the best force field to try after the substantial difference between
helicity results and experimental results with Amber ff14SB. These a99SB-disp simu-
lations were run with the modified TIP4P-disp water model that was released with
the force field, and were initialised to start from the fully helical conformation. This
was done to avoid the entropic penalty of forming an ordered helix, as one would
expect to see a destabilisation in a shorter simulation time than helix formation.
Despite this change, after the first 1 µs of simulation the helicity had not reached a
stable value, and so these simulations were extended for another 1 µs to allow the
system to reach a realistic equilibrium state.

Table 5.3: a99SB-disp Baker Peptide Percentage Helicity Results

Molecule Experimental Results
a99SB-disp Results*

DSSP αRMSD

(E4K4)3 74% 62.9% 55.1%

(E2K2)6 -1% 4.14% 3.05%

*Averaged over the final 500ns

Table 5.3 shows the helicity results, calculated using the two most accurate
metrics, averaged over the final 500 ns. The evolution of these values is also shown
in Figure 5.3, and demonstrate a striking difference between the two peptides. It
can be observed that the (E4K4)3 breaks its initial rigid structure but settles into a
metastable state of a partially helical conformation. The (E2K2)6 on the other hand
slowly but steadily becomes less helical until it reaches 0, not once bouncing back
or increasing. The most-populated structures clustered from the last 500ns can also
be seen in Figure 5.3, showing the most likely structures that these peptides formed,
along with the breakdown of the helicity per residue.

65P. Robustelli et al. PNAS, 115: E4758–E4766, 2018.
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DSSP
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Residue

αRMSD

(E2K2)6(E4K4)3

Figure 5.3: a99SB-disp Baker Peptide Results
Final structures and results for simulations of (E4K4)3, left, and (E2K2)6, right,
with a99SB-disp. Central structures from the most-populated cluster with a
cutoff of 0.5 nm, representing 88% and 6% of structures respectively. Plots show
helicity measurements over time and average helicity (using DSSP) per residue.
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It is immediately clear that these results represent a significant improvement
over any of the previous results. Whilst maintaining a very low helicity value for
the “control” (E2K2)6, a99SB-disp is also able to quantitatively provide a fractional
helicity for (E4K4)3 very close to the experimental value. The one caveat to this would
be that it took a long time to achieve this accuracy, with a full 2 µs of simulation
time needed to bring the average value in line with experimental values. Given
the success of a99SB-disp modelling the helicity of the Baker peptides, and taking
into consideration the similarities of the Baker peptides to the target molecules I am
looking at, it provides confidence in the conclusions drawn from the simulations.
The success of a99SB-disp in describing disordered sections of proteins was also
confirmed by other members of the group.66

5.2.3 What are the expected secondary structures?
Having concluded the contemporaneously optimal simulation environment, it
seemed prudent to establish a baseline expectation of the secondary structure for
the peptides. For this, we turned to online predictors. Whilst fast and easy to use,
freely available online secondary structure predictors are not that reliable, and so
the results from four different methods were compared: Robetta, PSIPRED, JPred4
and Spider2.

Of the available sites, the most promising was the Robetta server. This was
especially helpful, as not only did it use a combination of prediction techniques, but
provided the added utility of predict structural conformations directly in the form of
pbd files, from which future simulations could be started. The Robetta server utilises
the Rosetta software, which has been used for many different applications, including
de novo design of peptides, and uses a number of comparative prediction algorithms
in sequence.

Figure 5.4 shows the final output from the Robetta server as to the most likely
conformations that the longer (EK)5-(GH3)7 peptide would take. The hydrophilic
part is fully helical, whilst the hydrophobic part has no structural features and is
relatively compact, coiling up as the hydrophobic residues avoid the water. These
features are common between all the selected conformations predicted by Robetta,
in that they only differ in the convolution and orientation of the hydrophobic section.
This can be noted in the differences between the first and second guesses shown in
Figure 5.4

Another of the online predictors used was PSIPRED, which is based on position-
specific scoring matrices generated by PSI-BLAST. The results from PSIPRED are also
included in Figure 5.4, and demonstrate similar conclusions to Robetta — a partially
or fully helical hydrophilic block and a random coil hydrophobic block. If fact these

66A. Kuzmanic et al. J. Phys. Chem. Lett., 10: 1928–1934, 2019.



Chapter 5. Modelling Amphiphilic Peptides I 125

(EK)5(WHHH)7

PSIPRED ROBETTA

1st Guess

2nd Guess

(EK)5(PHHH)7

(EK)5(GHHH)7

(EK)5(GHHH)7

(E4K4)3

(EK)5(GHHHH)7
Conf:
Pred:
Pred: CHHHHHHHHHCCCCCCCCCCCCCCCCCCCCCCCCCCCCCC

AA: EKEKEKEKEKGHHHHGHHHHGHHHHGHHHHGHHHHGHHHH
10 20 30 40

Legend:

= helix

= strand

= coil

Conf: = confidence of prediction
- +

Pred: predicted secondary structure

AA: target sequence

Conf:
Pred:
Pred: CHHHHHHHHHCCCCCCCCCCCCCCCCCCCCCCCCCCCCCC

AA: EKEKEKEKEKGHHHHGHHHHGHHHHGHHHHGHHHHGHHHH
10 20 30 40

Legend:

= helix

= strand

= coil

Conf: = confidence of prediction
- +

Pred: predicted secondary structure

AA: target sequence

Conf:
Pred:
Pred: CHHHHHHHHHCCCCCCCCCCCCCCCCCCCCCCCCCCCC

AA: EKEKEKEKEKGHHHGHHHGHHHGHHHGHHHGHHHGHHH
10 20 30

Legend:

= helix

= strand

= coil

Conf: = confidence of prediction
- +

Pred: predicted secondary structure

AA: target sequence

Conf:
Pred:
Pred: CHHHHHHHCCCCCCCCCCCCCCCCCCCCCCCCCCCCCC

AA: EKEKEKEKEKPHHHPHHHPHHHPHHHPHHHPHHHPHHH
10 20 30

Legend:

= helix

= strand

= coil

Conf: = confidence of prediction
- +

Pred: predicted secondary structure

AA: target sequence

Conf:
Pred:
Pred: CHHHHHHHHHHHCCCCCCCCCCCCCCCCCCCCCCCCCC

AA: EKEKEKEKEKWHHHWHHHWHHHWHHHWHHHWHHHWHHH
10 20 30

Legend:

= helix

= strand

= coil

Conf: = confidence of prediction
- +

Pred: predicted secondary structure

AA: target sequence

(E2K2)6

Figure 5.4: Secondary Structure Predictions
Results from online secondary structure predictors PSIPRED, top left, and Ro-
betta, top right, for the long (EK)5-(GH3)7 peptide. Robetta predicted structures
of the Baker peptides are also shown, bottom.
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features were in all of the predictors used, the others being JPred4, which uses a
neural network based approach and Spider2, which utilises the solvent exposure of
the peptide’s amino acid residues. Given the corroboration of these four systems,
it was a safe assumption that this general secondary structure was a good starting
point for further investigation, and thus the first guess files provided by Robetta were
used for the unbiased simulations that followed.

Although we were confident in the overall conformation extracted from these
predictors, we were not as certain about the quantitative value given for the hy-
drophilic helicity. This scepticism was primarily due to the closest analogous peptide
- (EK)12 - in the Baker results only having an experimental helicity of 22%.186 Due
to this doubt over the true fractional helicity of the hydrophilic segment, and with
the aim of confirming how significant the hydrophilic helicity was to the overall
dynamics and stability of the peptide itself, another peptide was created. This new
peptide (E4K4)2-(GH3)7, was a chimera of sorts, created by combining a hydrophilic
section with a considerably higher experimental helicity of 65%, (E4K4)2, with the
existing hydrophobic tail, (GHHH)7. The structure for the (E4K4)2-(GH3)7 peptide
was prepared and fused manually using PyMol.

5.2.4 Does solvent salinity affect secondary structure?
FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 1 µs
SALINITY
INITIAL CONFORMATION extended

variable

It was around this time that the focus of the experimental group shifted towards
using shorter chains for their peptides. This move was mainly brought on by a
change to film hydration as the main method for facilitating the self-assembly. This
short (EK)2-(GHHH)3 peptide had a total of only 16 amino acids in length. It had
been seen to produce vesicles of consistent size and shape according to DLS (see
Section 5.1.3) experimental results taken by the Battaglia group.

As this sequence was quite far removed from the Baker peptides and predicted
structures, the first step was to perform unbiased simulations starting from a fully
extended conformation to see how it would behave. As well as changing from using
the pH switch method to film hydration method when self-assembling the vesicles,
the synthesis conditions had also been altered from using PBS to pure water. This
change in ion concentration could have a significant impact upon the formation
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of helices and other secondary structures, and so it was deemed apposite to also
investigate this change when performing the unbiased simulations.

Per
Residue

αRMSD

DSSP

Pure H20

EKGH

0.15 moldm-3 NaCl

Figure 5.5: Salinity Unbiased Results
Final structures and results for simulations of (EK)2-(GHHH)3 in different solvent
conditions. Central structures from the most-populated cluster with a cutoff of
0.4 nm, representing 26% and 28% of structures respectively. Plots show helicity
measurements over time and average helicity (using DSSP) per residue.
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Consequently, two simulations were run, one which used pure water with no
additional ions, and the other contained a solution of 0.15 mol · dm-3 of NaCl to
mimic the concentration of ions in the synthesis solutions of PBS. Figure 5.5 shows
a the helicity results for these unbiased simulations after running for 1 µs , as well
as the most-populated clustered structure. Taken together, they show that very little
total secondary structure was formed during the simulation, in a time that should
have been more than adequate to see some formation. The differences between the
simulations with and without a salt concentration were not material to the following
investigations. As seen in most clearly in the per-residue plots, in the presence of
the PBS-mimicking 0.15 mol ·dm-3 of NaCl, there was a slight increase in the helical
behaviour of the peptide but not to such an extent that it would have an impact on
the overall dynamics of the system. Therefore, it was concluded that the simulation
conditions would attempt to match the experimental conditions currently being used,
wherever possible, but that it was not an absolute necessity.

5.2.5 Does the behaviour change as a dimer?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 1 µs
SALINITY
INITIAL CONFORMATION variable

0.15 mol·dm-3 NaCl

From the previously outlined unbiased simulations, it was apparent that the short
(EK)2-(GHHH)3 peptide did not form any significant secondary structure on its
own — in either water or the mock PBS-like solution. This was, however, a not
entirely unexpected result, and the cluster analysis from these simulations was able
to provide the average structures from which the next simulations could be started.
It was hypothesised that, as is often the case with peptides, that interactions with
other peptides might help to bring about some conformations and behaviour that
would not be visible from just a monomer.

In order to explore how these small chains interact with each other, it was
rational that the next step would be to simulate a dimer of these peptides. Taken
into account the results from the previous section and experimental methods, it was
clear that the salt concentration improved the measured helicity. Consequently, only
the results and structures from the unbiased with 0.15 mol ·dm-3 of NaCl will be
considered going forward. It was decided that it would be beneficial to observe the
interactions of both the relaxed structures seen in the cluster analysis output, and
of the peptides in a more linear extended conformation. Moreover, given that the
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peptide itself is asymmetrical, having different properties around the hydrophilic
head to the hydrophobic end, it seemed obvious that the relative orientation of the
peptides would also have an impact on their dynamics. As such, three dimer systems
were prepared in total, both relaxed and extended conformations, with “parallel”
and “antiparallel” sequencing of the relaxed conformation. The three initial dimer
conformations are shown schematically in Figure 5.6 (top), with the colours denoting
the N-C terminal direction (red = N terminus). These simulations were set up with a
separation between the dimers of 2 Å to ensure some interactions would occur, and
ran for 1 µs .

"PARALLEL"

RELAXED

Helicity (DSSP)

RMSD from Starting Structures

Starting Structures

RELAXED EXTENDED

"ANTIPARALLEL" "PARALLEL"

Figure 5.6: Dimer Simulations Results
Initial structures and results for simulations of dimers of (EK)2-(GHHH)3. Plots
show helicity measurements over time and average helicity and RMSD from the
initial structures shown.

The results shown in Figure 5.6 show that none of the dimers formed any stable
or novel structures during the simulations. This was also confirmed when looking at
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the clustered structures, which can be found in the Appendix, Figure B.1. In fact, it
can be seen that both the “parallel” dimers drifted apart during the simulation, and
being in close proximity to one another did not last.

The dimer simulations ultimately failed to provide any behaviour that had not
already been observed in the monomer simulations. Although this lack of insight
was momentarily disappointing, it encouraged the use of more creative investigation
methods. Furthermore, the simulation of multimers of these peptides eventually led
to the most conclusive results in this project, the foundation for which can be found
in these first dimer simulations.

5.2.6 How helical are the hydrophilic blocks?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 1.5 µs
SALINITY
INITIAL CONFORMATION predicted secondary structures

0.15 mol·dm-3 NaCl

When the dimer simulations proved anticlimactic, it was decided to return to the
longer peptide structures, and to attempt to extract more tangible information from
them using metadynamics (metaD). The metaD simulations of the longer (EK)5-
(GH3)7 peptides were designed to achieve two goals: to fully simulate the whole
block copolymer for the first time and to directly investigate the helicity of the (EK)5

block.

The αRMSD of the hydrophilic block of each peptides was selected as the sole
CV used to investigate the systems. Biasing the helicity directly was intended to
speed up the exploration of folded and unfolded states so that an understanding of
the optimal helicity could be established faster than the 2 µs needed for the Baker
peptides. As investigations from other members of my research group have shown,
there are not any other suitable CVs probe helicity other than αRMSD, and so no
other CVs were chosen for the hydrophilic block. Furthermore, it was decided not
to apply any bias to the hydrophobic block, as there had been very little work at
this stage in the project on its dynamics. Additionally, the interaction between CVs
defined on separate blocks would have been non-existant, leading to no benefit in
terms of convergence.

Starting from the two structures predicted by the Robetta server for (EK)5-(GH3)7

and (E4K4)2-(GH3)7 and before any metaD could be attempted, two brief unbiased
simulations were run. First and foremost this was to ensure that there was nothing
fundamentally wrong with the set-up of either of the systems, and that the molecules
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reached a reasonable equilibrium before the main production run could begin. Plots
showing a representative set of the results from this short unbiased simulation can
be found in the Appendix, Figure B.2. From (a), it can be seen that the Rgyr increases
for (E4K4)2-(GH3)7 at a faster rate, and has greater fluctuations than (EK)5-(GH3)7. In
combination with the relative stability shown in the αRMSD plot for (E4K4)2-(GH3)7

implies that this motion is coming almost entirely from the hydrophobic block. This
difference is most probably due to the initial adjustments to the system so that it
can properly equilibrate after the addition of the chimera helical head, a validated
by visual inspection of the trajectory. The αRMSD is very stable for (E4K4)2-(GH3)7,
which - even in this short simulation time - implies a propensity for higher overall
helicity as expected. The same cannot be said for (EK)5-(GH3)7, as the αRMSD values
are observed to vary significantly, even within the first 100 ns.

The metaD simulations were set up using Plumed, with a biasfactor of 8 and a
grid defined from the values of αRMSD observed in the unbiased simulation. After an
initial simulation run demonstrated a poor distribution in the deposition of Gaussian
hills, it was necessary to add a lower wall at an αRMSD value of 0.5. These previous
simulations had seen the helices collapse - entirely natural as the system explores the
CV space - but they get stuck in a deep minimum at a fully disordered conformation,
due to a feature of the mathematical model at αRMSD equal to exactly 0. The
wall was put in place simply to stop the simulation reaching this limit, and will be
corrected for when the results are analysed.

The second plots in Figure 5.7 show the FES in relation to the αRMSD for both
of the Long peptide simulations. Both of the FESs presented here are quite flat,
with no deep minima that would indicate a strong preference towards a particular
conformation. There is a large abundance of small minima brought about by the
non-continuous nature of the αRMSD variable, but they are mostly shallow enough
so as to be thermally accessible from one another. Despite this, when comparing
the two, it can definitely, qualitatively be concluded that the (EK)5 block prefers less
helical states than the (E4K4)2 block, a results which matches the experimental data.
The (EK)5 FES shows a clear upward trend going to higher, more helical values, with
the lowest energy point being the minima at 0. For (E4K4)2, however, the lowest
minima is at the maximum αRMSD value, and more generally the FES takes on a
concave shape with a rough preference for the 6-8 range.

The bottom two sets of plots in Figure 5.7 demonstrate measures of confidence
in the FES. Those that show how the αRMSD value changes over time provide
evidence that the systems have both diffused sufficiently with the CV-space, and have
shown a good exploration of the possible αRMSD values. The convergence plots
in the final set show the evolution of the shape of the FES from snapshots along
the simulation. Of particular importance is the difference between the dark green,
cyan and blue lines, representing the last 200ns of the simulation. The fact the
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Figure 5.7: αRMSD MetaD Results
Final structures and results for metaD simulations of (EK)5-(GH3)7 and (E4K4)2-
(GH3)7. Central structures from the most-populated cluster with a cutoff of 0.9
nm, representing 85% and 53% of structures respectively. Plots show the recon-
structed FES, the diffusion of αRMSD throughout the simulation and snapshots
of the FES over time to demonstrate convergence.
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there is very little visual difference between these lines in these plots shows that FES
are converged to a good degree. Consequently, we can be confident that the FES
represents an accurate measurement of the energy surface of the system, given the
current simulation parameters.

The images from the cluster analysis in Figure 5.7 show the central structures
from the most populated clusters. Although with metaD simulations the deposited
energy from the added Gaussians alters the dynamics, this only will have affected
the hydrophilic section — and they can still be demonstrative for the hydrophobic
section. As can be seen, however, there was no stable structures forming from this
parts of the peptides.

In summary, the metaD simulations provided concrete evidence as to the re-
spective conformations of these two hydrophilic blocks. The results showed that
predictions extrapolated from the experimental results by Baker were correct, and
that the online predictors had significantly over-estimated the helical propensity of
(EK)5. However, a more detailed look would have to be given to the hydrophobic
section, as the results were not enlightening on that front.

5.2.7 Can we mimic a vesicle surface environment?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 500 ns
SALINITY
INITIAL CONFORMATION extended, brush

0.15 mol·dm-3 NaCl

Following on from the lacklustre results from the metaD simulations, it was decided
to continue with the ethos of the dimer simulations and that the next step would be
to simulate a number of the hydrophilic blocks together. This coincided with reports
from the experimental group that they were seeing a lot of aggregation in their
self-assembled peptides. The peptides would clump together over time, eventually
falling out of suspension altogether. One of the reasons for this could have been the
interactions or lack of sufficient vesicle-vesicle repulsion from the hydrophilic block,
and thus these simulations were the logical next step.

The resultant brush arrangement was designed to mimic the surface of the
vesicle itself, whereby the hydrophilic chains protrude into the water away from
the hydrophobic layer, and was specifically designed to get an understanding of
how the hydrophilic sections interact with one another. These simulations were set
up as shown in the diagrams in Figure 5.8. As the packing arrangement of these
peptides on the surface of the vesicle is unknown, the simulations were initially
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set up to test both cubic (top) and hexagonal (bottom) packing. For this set of
exploratory simulations, the (EK)5 peptides were initialised in the fully extended
confirmation, in order to get the packing separation and alignment as well defined as
possible. The 2D diagramatic representations show the arrangement of the circular
cross-sections - assuming each peptide was approximated to a cylinder. Based on the
maximally extended side chains of the lysine residues, the radius of these circles was
measured to be 7 Å; and the separation between each peptide was initially set as 5
Å. The unit cell represented by the brown square/rhombus respectively matches the
simulation box dimensions and was set so that, when tessellated in 2-D, it forms an
“infinite” lattice with all of the peptide chains experiencing the same environment.
This exploited the PBC (see Section 2.1.1 for reference) of the simulation to enable
a lot of statistics to be acquired from a limited system. Consequently, with 9 and 12
peptides per unit cell respectively, and a reduced water box due to these specified and
tight constraints, these systems were very small, smaller even than their monomeric
counterparts, and thus was able to run relatively rapidly.

Due to the fact that the peptide chains are attached to the hydrophobic blocks
in the vesicle, it was necessary to anchor them in some way to the bottom face of
the water box. Therefore, the manner in which the peptides were tethered in place
was another potential areas of uncertainty, which could have introduced unnatural
behaviour into the results. From a technical point of view, this was trivial, as a
harmonic restraint can be applied to the position of the final lysine residue closest
to the box edge to anchor it in place. However, the vesicle itself is a fluid system
and, in reality, the separation would not be so clearly defined, as there would be
some flexibility in the position of the connection. Consequently, in order to verify
how much of an effect this will have, two simulations were started for each packing
arrangement defined above. One saw all the peptides anchored with firm restraints
on their movement in all directions, whereas the other only had restraints on the
z-direction (the axis along which the peptides were aligned), allowing them to move
freely in the xy-plane. This gave rise to the four simulations performed on the
(EK)5 peptide; cubic and hexagonally packed in combination with xyz-anchored and
z-anchored.

Figure 5.8 shows a demonstrative set of the results from the 1 µs simulations.
The end-to-end distance plots displayed the minor differences in the dynamics of the
two anchor methods for each system. Although minimal, the differences were more
readily apparent when visually inspecting the trajectories from the simulations. After
talks with the experimental team, it was proposed that the surface of the vesicle
would indeed be fluid, and as such the z-anchored was likely to be much more
realistic in reproducing the conditions as intended. With this in mind, and taking
into account the large range of motion of the anchor points from the z-anchored
simulations (in the Appendix, Figure B.3a), the distinction between the hexagonal
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Figure 5.8: Brush Simulations: Variations
Design and results for proof-of-concept simulations for vesicle surface mimicking
brush simulations, for cubic packing, top, and hexagonal packing, bottom.
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and cubic setup was meaningless going forward. As expected from the Baker et al
and previous simulation results, there was little to no helicity found in these peptides,
although the hexagonal simulations did display some temporary helicity in a few of
the peptides (Figure 5.8).

It was through manual inspection of the systems, however, where the main
conclusions were drawn. When observing the peptides motion, it was clear that
they were forming some long-lasting interactions, and appeared to have an inher-
ent “stickiness” to them. Using snapshots such as those shown in the Appendix
(Figure B.3b), it was determined that interactions were in fact backbone hydrogen
bonding. This was confirmed by plotting some of these distances explicitly. Fig-
ure B.3c shows some example peptide pairs, and highlights both the characteristic
H-bond distance but also the longevity of the contacts.

This revelation was especially interesting to our investigation, as it provided
a uniquely peptidic reason for the issues with self-assembly. As the overarching
purpose of this project was to provide explanations as to why the peptides were not
performing as well as synthetic polymers when it came to vesicle formation, it was
encouraging to have found a tangible property that could only arise from peptides.

These initial brush simulations provided our first lead into what may be causing
the aggregation observed by the experimentalists. They not only showed that this
simulation design was able to provide insight into these peptide systems, but also
that the cubic z-anchored setup was the optimal solution. With this new avenue of
investigation, it was time to combine what had been previously learned about the
helicity of the hydrophilic sequences with this novel simulation technique.

5.2.8 Can we improve upon the hydrophilic sequence?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 1 µs
SALINITY
INITIAL CONFORMATION helical, brush

0.15 mol·dm-3 NaCl

Following on from the first brush simulations, and with a focus on targeting the
backbone hydrogen bonds of the peptides, three different hydrophilic sequences were
suggested. As shown in Table 5.4, the first was (EK)5, the same as had been simulated
previously and had been the default since the project’s conception. The second,
(E4K4)2, was a shorter version of the most helical of the Baker peptides — results
which we replicated Section 5.2.2. The hypothesis was, that since the backbone
hydrogen bonds would be “locked up” within each peptide maintaining the α-helix,
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there would be less opportunity to form inter-peptide hydrogen bonds. Although
this sequence was longer than the (EK)5, this was required for it to be maximally
helical. The use of α-helical hydrophilic peptides has also been shown to have strong
anti-fouling properties,188 which aligns with the choice of EK-based blacks and thus
could provide extra benefits if successful.

The final peptide (AEAK). . . was a custom peptide sequence designed to have a
high helical propensity, but with fewer charged sidechains. The inclusion of alanine,
know for its helix-forming abilities,189,190 was intended to match the high helicity
found in (E4K4)2. However, the lysine and glutamate residues of the other two
peptides are able to form salt bridges with each other, which are both strongly
attractive and long range interactions. The attraction of these charged side chains
is potentially what brought the peptides together in the first place, close enough for
the longer-term backbone hydrogen bonds to form as seen in the previous set of
simulations. Therefore, by reducing the number of these interaction possible, the
defined electrostatics of the (AEAK). . . peptide would potentially reduce the H-bond
formation even further,.

Table 5.4: Sequences of the Brush Simulation Peptides

Name Sequence

(EK)5 EKEKEKEKEK

(E4K4)2 EEEEKKKKEEEEKKKK

(AEAK). . . AEAKAKAEAEAKKAEA

Taking a leaf from previous simulation experience, for this set the peptides
were constructed in the ideal α-helical conformation by setting the backbone angles.
Figure 5.9 shows the three sequences in this conformation, as they appeared at the
beginning of the simulations. Nine of each peptide were arranged in a grid, in the
cubic arrangement as described in Section 5.2.7. The simulation were run using
harmonic restraints for the z-anchoring, enabling free motion in the xy-plane. This is
shown in the diagram in Figure 5.9, and demonstrates how these simulations relate
to the vesicle surface.

The plots in Figure 5.10 show the results from these three simulations. In each
plot, the dark blue line shows the change in the total percentage helicity of the
system over time, across all nine peptides. The yellow line shows the change in the
number of hydrogen bonds formed between the backbone atoms of different peptides

188C. Zhang et al. Biomaterials, 178: 728–737, 2018.
189M. Sueki et al. Macromolecules, 17: 148–155, 1984.
190E. J. Spek et al. J. Am. Chem. Soc., 121: 5571–5572, 1999.
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(EK)5

AEAK...

(E4K4)3

Figure 5.9: Brush Simulations: Sequences & Design
The three hydrophilic peptides in the initial, fully helical conformations. Diagram
showing the design of the brush simulations, with vesicle surface, bottom; the
3x3 brush of peptides, middle; and a single z-anchored peptide, top.

throughout the simulation. Both are plotted as rolling means, with the shaded region
corresponding to one standard deviation of the respective means.

It is evident from these plots that the helicity of the peptides and their ability
to form hydrogen bonds with their neighbours are correlated. This validates our
hypothesis that due the internal hydrogen bonds that maintain the helix would
have to be broken in order to create these bonds with other peptides. Overall,
the (EK)5 and (E4K4)2 performed as expected. The supposedly non-helical (EK)5

gradually lost all helicity over the course of the simulation, which resulted in a
corresponding increase in the inter-peptide hydrogen bonds. By contrast, the (E4K4)2

maintained a high helical content after an initial relaxation from the 100% helical
starting structure. Consequently, the peptides were never able to create many h-
bonds.
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(E4K4)3
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Figure 5.10: Brush Simulations: Results
Final structures and results for hydrophilic brush simulations. Central struc-
tures from the most-populated cluster with a cutoff of 2.6 nm, representing
91%, 60%, and 73% of structures respectively. Plots show the correlation be-
tween the average helicity (blue, calculated using DSSP) and the number of
inter-peptide hydrogen bonds being formed (yellow) over the simulation.
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The success of the (AEAK). . . peptide was, however, more mixed. Although it
reached a stable state and did not become completely disordered like (EK)5, this had a
consistently lower helicity than that shown by (E4K4)2. It also had considerably more
h-bond formation, at times on par with that exhibited by (EK)5. Therefore, whilst the
charged side chain interaction did not appear to be a factor in the aggregation of the
peptides as first thought, they did prove to be important in the stabilisation of the
helices. When in helical conformation, as one turn of the helix occurs approximately
every four residues, the (E4K4)2 sequence has layers of alternating negative and
positive charges. Evidently, to some degree, this provides a stabilising effect, one
which was broken in the (AEAK). . . sequence. This conclusion was matched by the
experimental results, when these sequences we designed were synthesised.

5.2.9 How well do these predictions match experiments?
Now that, for the first time, we had a suitable model and some predictive results
beyond what had been synthesised experimentally, it was essential to test these
newly designed sequences. The three peptides from the brush simulations; (EK)5,
(E4K4)2and (AEAK). . . were synthesised and purified by the collaborating group,
using the methods described above. CD experiments were then performed on the
peptides, in order to measure the secondary structures that they formed.

To measure the helicity in the same manner as the simulations, the peptides
were dissolved in phosphate buffer solution (PBS). They also took the measurement
with the peptides solvated with a solution of 20% trifluoroethanol (TFE) in phos-
phate buffer (v/v). This was chiefly to see whether helicity could be induced in the
naturally less helical peptides, due to TFE propensity for promoting the formation of
α-helices. If successful, this would open the possibility of achieving the benefits of
helicity for self-assembly with more varied hydrophilic sequences.

The complete set of CD results can be seen in Figure 5.11 for all peptides in PBS
(a) and 20% TFE in PBS (b). A more detailed breakdown of the results for (E4K4)2

and (AEAK). . . is shown in Figure 5.12, with the CD data analysed using BeStSel,191

showing the secondary structure composition implied by the the CD measurements.
(EK)5 CD data was performed separately, and is shown in the Appendix, Figure B.5.

All three of the initial brush peptides formed a random coil when dissolved in
PBS, as demonstrated by the negative ellipticity around 200 nm in all of the spectra.
This can be seen in the BeStSel breakdown, which display a value of 0% in the helix1
category. Upon dissolving in the TFE solution, however, the results show that the
helicity of both (E4K4)2 and (AEAK). . . increased, with minima very close to 208 nm
and 222 nm, and a positive band around 190 nm. This is confirmed in the BeStSel
analysis, which shows an increase in the helix1 content for both when moving to

191A. Micsonai et al. Nucleic Acids Res., 46: W315–W322, 2018.
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Figure 5.11: Experimental Hydrophilic CD Results
Circular dichroism results for all synthesised hyrophilic brush peptides under
different solvent conditions: (a) PBS and (b) 20% TFE in PBS.

TFE. This increase is very minimal for the (AEAK). . . peptide, and thus can still
only be considered to be in the random coil conformation. Dr Noble Jesus notes that
this (AEAK). . . spectrum may also indicate the presence of 3-10 helices rather than
α-helices, due to the large ratio of molar ellipticity values between the minima,192,193

but that this could not be confirmed or denied from the current results.

Overall, the experimental results showed that the synthesised peptides were
considerably less helical than the simulations predicted. There could be a number of
explanations for this discrepancy. Firstly, the simulations of the brush itself may have
introduced some artefacts into the behaviour of the peptides. Whilst the z-anchoring
was our best guess of a method for simulating the vesicle surface, the peptides may

192Ø. Jacobsen et al. Org. Biomol. Chem., 7: 1599, 2009.
193C. Toniolo et al. J. Am. Chem. Soc., 118: 2744–2745, 1996.
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Figure 5.12: Secondary Structure of (E4K4)2 & (AEAK). . .
Detailed breakdown of secondary structure analysis hydrophilic brush peptides,
at pH 7.4 in PBS and 20% TFE in PBS. CD spectra, top, and BeStSel secondary
structure composition analysis between 190-250 nm from CD data, middle.
Distribution of charges in the helical structure, bottom.



Chapter 5. Modelling Amphiphilic Peptides I 143

behave differently when in free in solution by themselves. As is an ever-present
concern with simulated work, it may also have been down to the force field that
we are using not being accurate enough for such small, disordered peptide systems.
Despite the fact that, again, the a99SB-dispforce field was the most effective of the
contemporary force fields at describing these systems, and had performed well on
the Baker peptides, the sizes of peptides that we are investigating may be below its
limit for quantitative accuracy. Finally, it may simply have been that the simulations
were not long enough to allow the initially-created helices to break fully. Whilst the
(EK)5 lost all of its helicity over the course of the 1 µs simulation, and the others
seemed stable by comparison, maybe with a longer simulation we would observe a
greater decline in the total α-helical content for both (E4K4)2 & (AEAK). . . . Finally,
while the simulations were performed in a minimal solution, the real experimental
conditions, including the buffer, have a tangible effect on the helicity as shown by
the effect of different buffers on the CD.

Following on from this differing results, the experimental group also synthesised
longer, 32 residue variants of the (EK)5 and (E4K4)2 peptides. As previously noted,
one turn of an α-helix requires four residues, so increasing the length of the peptides
would make this process easier, and thus may be able to observe a greater difference
between the behaviours of these two sequences. The detailed results for these new
peptides, (E4K4)4 and (EK)16, can be found in the Appendix, Figure B.5. The differ-
ence in the conformations of these longer sequences is immediately apparent. The
(E4K4)4 displays the distinct characteristics of strong amounts of α-helicity, under
both solvent conditions. On the other hand, (EK)16 displays no helicity in PBS, but
large amounts of helicity in the 20% TFE solution. These longer sequences exhibited
the behaviour that we expected from the simulations. Therefore, this goes some way
to validate the simulation model, highlighting that there is either a over-stabilisation
of α-helices in the force field or that the simulations were not sufficiently long to see
a fully relaxed state.

Table 5.5: Experimental Secondary Structure Result
Predominant Secondary Structure from CD Results

Molecule
Solvent Conditions

PBS 20% TFE in PBS

(EK)5 random coil -

(E4K4)2 random coil random coil/α-helix

(AEAK). . . random coil random coil

(E4K4)4 α-helix α-helix

(EK)16 random coil random coil/α-helix
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Table 5.5 shows a summary of all of the experimental conclusions, with the
dominant secondary structure(s) for each peptide and solvent combination. Overall,
with the inclusion of the longer sequence results, they corroborated the broader
conclusions of the hydrophilic brush simulation, if not matching all of the details.
The (EK)5 and extended (EK)16 were confirmed to not form helices, unless forced
to with solvent conditions. The (EK)5 and (E4K4)4 were the most helical across the
board, although the helicity of the shorter peptide may have been over-expressed in
the simulation results. And finally the (AEAK). . . had a lower helicity that initially
intended in both sets of results. From the experimental perspective these results
showed the effectiveness of the TFE solution in promoting helix formation, even in
the less helical peptides such as (EK)16. It also showed that helical peptide hydrophilic
blocks could be synthesised, the sequences of which could be tuned to better improve
the self-assembly.

5.2.10 Can untethered systems demonstrate self-assembly?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 2 µs
SALINITY
INITIAL CONFORMATION extended, brush

variable

The experimental comparison had raised a number of potential issues with the pre-
vious brush simulations. All of the following were raised as possible reasons for the
newfound discrepancy between the helical propensity found from the CD data, and
that measured computationally:

i. the length of the simulations was not long enough,

ii. the z-anchoring affected the behaviour too much,

iii. the force field was unable to describe these small peptides effectively.

The latter was not possible to address without the release of other force fields, but
the next set of hydrophilic simulations were designed to address the previous two
issues. These simulations were run for longer, a full 2 µs each, and were created
without any position restraints on the peptide residues, removing the z-anchoring.
The peptides were still arranged in a 3x3 grid right at the beginning of the simulation,
but in a much larger water box to allow for them to interact more “naturally” and
move around each other. Finally, the peptides started the simulation from a linear
conformation, not the ideal α-helix as had been done previously, in order to compare
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the respective behaviours. It was also hypothesised that this decision may go some
way to avoiding any influence of the force field, if the stabilisation of the α-helices
was only uni-directional.
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(A
EA

K)
...

Pure H20 0.15 mol·dm-3 NaCl

Figure 5.13: Untethered Brush Results
Fractional helicity over time, calculated using DSSP, for nine monomers of
(EK)5, (E4K4)2and (AEAK). . . in different solvent conditions. Structures shown
are the central structure from the most populated cluster from cluster analysis
with a cutoff of 3.5 nm.

At this point in the project, there were some mixed messages from the experi-
mental group regarding the best solvent conditions to simulate in. This uncertainty
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arose from the fact that self-assembly attempts would be performed under certain pH
conditions, whilst measurements such as CD could be taken under different ones. In
order to ensure that any simulations were compatible and directly comparable with
the experimental results, with as few caveats as possible, these simulations were run
in both pure water and 0.15 mol ·dm-3 NaCl solvents.

The helicity results of these longer, untethered simulations can are displayed in
Figure 5.13, along with the most populated clustered structures. As a whole, these
simulations display considerably less helicity than the previous brush simulations.
The (EK)5 performs as initially expected, with very little α-helical content exhibited
throughout the simulations. Both the (E4K4)2 and the (AEAK). . . , however, displayed
drastically reduced helicity when compared to the previous results. Although the
(E4K4)2 was still more helical overall, they performed much closer to the experimental
results than the fully-helical brush simulations. There was little difference between
the solvent conditions with the 0.15 mol ·dm-3 NaCl producing slightly higher helicity
for (E4K4)2, but lower overall helicity for (AEAK). . . .

In conclusion, from a qualitative point of view, this new set of brush simulations
aligned with the CD results much more accurately than anything seen previously.
Although it is not clear which, if any, of the problems identified above was behind
the discrepancies seen in the first set of results, it is evident that this simulation
model performs more effectively for these short peptides.

5.2.11 What happens to the hydrophobic block?

FORCE FIELD Amber a99SB-disp
WATER MODEL TIP4P-disp
LENGTH 1 µs
SALINITY
INITIAL CONFORMATION extended, brush

0.15 mol·dm-3 NaCl

Due to the fact that the hydrophobic sections had not been studied in detail up to
this point, and as the changes to the hydrophilic section had not led to a dramatic
conclusion towards the self-assembly, the focus turned to the hydrophobic sections.
The experimental group suggested that the issue with the self-assembly may be aris-
ing from the charged termini of the peptides disrupting the hydrophobic interactions.
Unlike the synthetic polymers traditionally used for vesicle formation, peptides are
inherently zwitterionic by the nature of their charged N- and C- terminal regions.
There is indeed evidence within the literature to suggest that these can impact self-
assembly.194 The most common way to deal with these charges is through capping,

194K. H. Chan et al. Sci Rep, 8: 17127, 2018.
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where a small biological molecule is attached to the charged ends in order to neu-
tralise without the addition of extra ions. Acetylation is the method most frequently
used for capping N-termini, and has been shown to regulate protein stability.195 This
was selected by the experimental group over any form of C-terminal capping, as it
was more straightforward for them to achieve. Therefore, the order of the peptides
N-C was flipped for this set of simulations.

A Python framework was created in order to automate the setup of these hy-
drophobic brush simulations, as I foresaw this as being an area lots of variations
could be explored computationally and thus feeding important insights back to the
experimental group. Unfortunately, rapid developments moved the research away
from this particular investigation, so that small pipeline did not yield the increase in
efficiency it had been intended to do. Nevertheless, the lessons learnt in producing
these scripts were used with much longer lasting efficacy in later projects, so not all
efforts were wasted.

Three systems were build and run using this framework: an unacetylated short
sequence (H3G)3, an acetylated short sequence Ac-(H3G)3, and a longer, unacety-
lated sequence (H3G)7. These three peptides were arranged in a 4x4 grid, in the
same vain as the previously described brush simulations, for a total of 16 peptides
per simulation. Following feedback from the experimental group, these brush simu-
lations were initialised with a much smaller separation between the peptides, thus
increasing the overall mimicked density of the peptides in the “vesicle membrane”.

The results of these three simulations can be seen in Figure 5.14. The first set
shows the negligible differences between the behaviours of the (H3G)3 and the Ac-
(H3G)3. No observable structure formed, nor did they in the longer (H3G)7 peptides
(Figure 5.14, bottom) The lack of helicity in these systems is not surprising, due to the
influence of the glycine residues, a known disruptor of α-helices. For the first time,
the β-strand propensity was also measured, due to the advice of the experimental
group.

It was around this time that new experimental findings were coming to light,
involving specific variations in the hydrophobic chain. These novel results ultimately
led directly to the spin-off work that is outlined fully in Chapter 6, and were centred
around the fact that some of the new sequences they had tried had produced fib-
rils. Although no (H3G)3 peptides were ever synthesised, similar investigations using
(H)12 and Ac-(H)12 showed a negligible difference between the two — as both pro-
duced fibrillar structures after self-assembly. Ultimately, although these hydrophobic
investigations were left dead on arrival, the work towards the computational setup
and the new direction taken by the experimental group led to on to the most re-
soundingly successful facet of this collaboration.

195D. C. Scott et al. Science, 334: 674–678, 2011.
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(H3G)3 and Ac-(H3G)3

(H3G)7

16 Peptide Brush Simulations

16 Peptide Brush Simulations

Figure 5.14: Hydrophobic Brush Results
Results for the hydrophobic brush simulations for the unacetylated short
(H3G)3, red; the acetylated short Ac-(H3G)3, blue; and the longer, unacety-
lated sequence (H3G)7, yellow.
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5.3 Conclusions & Impact
This project, to me, represents the most realistic look at how science works in prac-
tice. It was an experience of two groups, looking at a problem with very little prior
information, and striving to understand as much as possible. It was a slow, iterative
process that passed from experiment to simulation and then back again — and it was
a stumbling one, with no clean and simple solution to any one problem. But progress
was made. Every set of results, every idea, every group of simulations yielded some
small conclusion, one lesson that could inform the design of new simulations, or of
new peptides. The model was consistently and constantly improved, through count-
less trials, to produce something that was successful in reproducing the experimental
results. This project shows how complementary in vitro and in silico work can be,
and how effectively such a collaboration can explore unknown problems.

The final model that we have produced in this project is the culmination of
a lot of small sets of results. Figure 5.15 shows a diagrammatic representation of
the stages that were taken during the project, explicitly highlighting the primary
conclusion from each one. They are sub-divided into categories based on the key
focal point of investigation during the research process. Starting with the selection
of the simulation environment, we established the optimal water model and force
field using the Baker peptides, as well as the impact of solvent salinity. Using a
combination of online predictors, an idea of the expected secondary structure was
achieved. Subsequently, with dimer simulations, and αRMSD metaD, we built upon
this to form a foundational understanding of the secondary structure expected from
our central peptides.

The focus initially shifted to characterising the hydrophilic blocks of these pep-
tides in greater detail. With the development of the brush simulations, showed that
we could run simulations imitating the vesicle surface environment. We made pre-
dictions and designed new peptides to solve the aggregation of the vesicles observed
experimentally during self-assembly. These novel sequences were then tested experi-
mentally and, when the results did not match the predicted helicities, or model was
refined once more to produce a set of simulations that did match the experimental
results.

This project led finally on to the investigations into the hydrophobic sequence
variations, work which developed into a project of its own and will be discussed in
the next chapter. The understanding of simulation environments, techniques, and
processes laid the foundations for the sequences explored and simulations employed
in Chapter 6.
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10 Untethered Brush Simulations

9 Experimental Comparison

8 Brush Simulations

7 Brush Simulations: Proof of Concept

Hydrophilic Block Simulations

6 Metadynamics: αRMSD

5 Dimers

Full Peptide Simulations

4 Salinity

3 Online Predictions
2 Force Field

1 Water Model

Environment Selection

Determined the best water model to use.

Secondary structure formation does not change significantly when in the presence of another chain.

First strong evidence of helical differences between hydrophilic block sequences.

Mimicking the vesicle surface environment led to an initial explanation for the experimental aggregation.

Showed strong relation between helicity and hydrogen bonding, novel sequence created and tested.

CD experiments showed that the trend was correct, but simulations predicted over stabilised helices.

Removal of restraints led to much better agreement with experimental data.

Hydrophobic block does not exhibit secondary structure formation.

Determined the optimal force field to use.

Produced some expected secondary structures.

Solvent salinity matching recommended, not necessary.

Figure 5.15: Summary of Conclusions
Schematic charting the steps described in this chapter, separated into key cate-
gories of the investigation focus and detailing the main conclusion drawn from
each step.
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5.3.1 Future Work
On of the initial avenues of investigation that could be taken when continuing this
work would be to simulate the longer hydrophilic sequences that were synthesised,
namely (EK)16 and (E4K4)4. If these did indeed turn out to produce semi-stable helical
structures in the simulated environment, this would represent further validation of
the model that we have developed. The simulated addition TFE, or an analogue
thereof, could also provide an even more extensive test to the simulation methods,
to see if a difference could be established.

Furthermore, the experimental group also advanced their exploration of the
histidine chain in the hydrophobic block. Following literature evidence that inducing
helical behaviour in the hydrophobic block rather than the hydrophilic, as has been
simulated in this chapter, was able to produce vesicles,196 alanine was introduced into
the hydrophobic sequence. This led to the creation of (AH3)7 and A5H25. The first
was intended to see the effects of interspersing alanine residues at regular intervals,
whilst the latter aimed to see the impact of an initiating alanine helix would have.
The outcome of these experiments did not show the production of α-helices, but
instead a mixture of β-sheets and random coils. A set of simulations to investigate
these sequences could provide enlightening information as to where the interplay
between the alanine and the histidines secondary structure propensities.

As mentioned in Section 5.2.11, the capping of the N-termini of the hydrophobic
chain was intended to remove the charge and improve the self-assembly. Another
method that they employed to remove this terminal charge was to create a tri-block
peptide, where the hydrophobic block is followed by another, identical hydrophilic
block. This led to the creation of an (EK)2-(H)16-(KE)2 peptide sequence. Excitingly,
this tri-block sequence self-assembled into a mixture of vesicles and fibrils, implying
that there were some very interesting interactions going on between the peptides.
Looking to the future, simulations of these peptides would be able to investigate
these interaction and provide an even greater understanding of the properties of
these molecules.

196T. J. Deming. Macromolecules, 32: 4500–4502, 1999.
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Modelling Amphiphilic Peptides
II: Exploring Variations in
Hydrophobic Sequences and
Self-assembly into Amyloid-like
Fibrils

This chapter focuses on the work done in collaboration with the experimental group
headed by Prof. Giuseppe Battaglia. It incorporates the elucidative capabilities of
MD simulations, here used to explain the results that they found when studying
polyhistidine-based peptides. Initially designed for drug delivery purposes, these
peptides demonstrated the capability of reversible self-assembly into nanofibrils.
Although an unexpected outcome, these findings have a lot of potential from a
biomechanical perspective, and were therefore pursued in greater detail.

The peptides were synthesised with aromatic amino acids in the histidine block
that produced distinct antiparallel β-strands. These lead to the formation of amyloid-
like fibrils, which the experimental group imaged with TEM among other analytical
techniques. The fibril structures are pH-sensitive — in that their self assembly is
controlled by a change in pH. The ability to create well-defined fibrils that are pH-
responsive in a physiologically relevant range is of interest for biotechnological and
biomedical applications.

My side of this project, and the work presented in this chapter, revolves around
providing insight into the observed structures. Simulations of both the β-sheets
formed by the peptides and the lamellar structures suggested to form the observed
fibrils were performed in to explore all the variables involved and explain the effects
of the different included amino acids. Detailed analysis of the interactions involved
between the peptides in these structures provided a much better understanding of
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the relative stabilities of the different fibril structures in order to corroborate and
enhance the work of our experimental collaborators.

6.1 Introduction
6.1.1 Background
Peptides are essential building blocks of biological systems, and thus present a lot of
attractive properties for any biomedical applications. Not only are they biocompati-
ble, in that they are not innately toxic to the body, but they are also biodegradable, in
that they can be broken down by extant biological pathways. Furthermore, they can
be manufactured with custom sequences of great complexity and low polydispersity,
i.e. sequence accuracy, using a range of available techniques. The applications of
peptides most notably shine in their applications in the field of self-assembly.

Ensembles of peptides are naturally able to self-assemble into complex structures
on the nanometer scale. These systems have a strong connection between their
functionality and their self-assembled 3D structure, such as pores, fibrils, and more
advanced constructions.197,198 This myriad of advantageous attributes has led to a
wide array of applications from medicinal fields even to solid-state physics.199,200

This technology does not come without challenges, however, as there a number
of limitations when working with fine-tuning peptidic self-assembly. Firstly, it is
very common for molecular engineering approaches to start from existing examples
from nature.201 Although a less risky option , this crutch limits the creativity and
customisability when creating novel sequences and structures. Often problems are
solved by including synthetic (non-peptidic) polymer components into the sequence
in order to achieve stronger or simpler supramolecular interactions,202,203 nullifying
the aforementioned advantages. Finally, by studying sequences of only two or three
amino acids in length,204 one may simplify the complexity of interactions but lose
out on the diversity that larger nanostructures bring.

pH Sensitivity

One of the biggest selling points of the peptides designed by the experimental group
is change in structure brought on by external, controllable factors, in this case pH.
Within a protein the secondary structure that the peptides take dictates the final
tertiary and quaternary structures. Therefore, finding sequences that changes their

197D. M. Raymond and B. L. Nilsson. Chem. Soc. Rev., 47: 3659–3720, 2018.
198L. Rodríguez-Arco et al. Biomaterials, 192: 26–50, 2019.
199K. Tao et al. Science, 358: 896, 2017.
200A. Duro-Castano et al. Adv. Drug Delivery Rev., 160: 52–77, 2020.
201J. R. Simon et al. Nature Chem, 9: 509–515, 2017.
202J. D. Hartgerink. Science, 294: 1684–1688, 2001.
203E. G. Bellomo et al. Nature Mater, 3: 244–248, 2004.
204S. Fleming and R. V. Ulijn. Chem. Soc. Rev., 43: 8150–8177, 2014.
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secondary structure in response to external stimuli will convey this responsiveness
to the whole 3D structure.

This concept itself is not novel, as there are numerous contemporary exam-
ples of systems that have used pH-sensitivity to drive self-assembly.205–207 Moreover,
other methodologies have been employed, including combinatorial and evolution-
ary methods, that have seen success in creating supramolecular structures both
experimentally and computationally.208,209 This has been applied to many fields with
promising results, for example the creation of hydrogels210 and new emulsifiers.211

Despite these successes, the limitations of computational methods, which have been
explored in this thesis extensively, still remain and thus investigations of long or
numerous oligopeptides are rare. Additionally, the aforementioned combinatorial
library methods rarely offer additional information. As a result, there are few ex-
amples in the literature wherein pH-responsive self-assembly has been engineered
in oligopeptides that produces structures with controlled dimensionality, structure,
and function. Therefore any work able to produce structures would be highly sought
after.

Amyloid Fibrils

Amyloid fibrils are found commonly throughout nature. Their formation usually
occurs due to the aggregation of existing β-structures, into conformations that are
more energetically favourable. For those peptides that adopt a β-sheet secondary
structure, they are a frequent product.212,213 Previously, they were considered to be
harmful constructs within the body, due to their key role in a number of pathologies.
As they are linked to diseases such as amyloidosis, Parkinson’s and Alzheimer’s, they
have naturally been avoided by any nanomedicine efforts.

However, recent research has redeemed the amyloid name to some extent, due
to the discovery of the other roles they perform. Fibrils have been indicated to
perform a diverse range of biological functions in all manner of organisms ranging
from bacteria to humans.214 These functions include structure, cell-cell recognition
and protein storage. They have also been linked to hormone storage in the endocrine
system and so can be a part of normal cell physiology.215

205F. Raza et al. Biomater. Sci., 7: 2023–2036, 2019.
206D. Wang et al. Langmuir, 37: 339–347, 2021.
207M. Díaz-Caballero et al. ACS Catal., 11: 595–607, 2021.
208C. G. Pappas et al. Nature Nanotech, 11: 960–967, 2016.
209P. W. J. M. Frederix et al. Nature Chem, 7: 30–37, 2015.
210A. Lampel et al. Chem. Soc. Rev., 47: 3737–3758, 2018.
211G. G. Scott et al. Adv. Mater., 28: 1381–1386, 2016.
212R. N. Rambaran and L. C. Serpell. Prion, 2: 112–117, 2008.
213L. M. De Leon Rodriguez et al. Chem. Soc. Rev., 45: 4797–4824, 2016.
214C. L. Pham et al. Essays Biochem., 56: 207–219, 2014.
215S. K. Maji et al. Science, 325: 328–332, 2009.
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Fibrils are certainly interesting from a biomaterials perspective, as they have
a very high stability and tensile strength.212,216,217 This originates from their cross-
β-sheet structure, the interactions within which provide a lot of strength as well as
flexibility. These much sought after features have resulted in the rise of biotechnolog-
ical applications for fibrils in bioprinting, controlled release, and cell adhesion.218–220

Understanding the biomedical potential of amyloid fibrils is a burgeoning field, one
which is working hard to overcome the reputation of the past.

6.1.2 Peptide Design and Characterisation
The peptide sequence that was the framework for this investigation was the shorter
(EK)2-(H)12 peptide, that possessed all the amphiphilic, anti-fouling, correct pKa
and pH sensitivity as discussed in Section 5.1.5. This sequence was adapted by
replacing histidine residues in the chain with other, more hydrophobic, hydrophobic
residues. Primarily this was done to assess whether a more hydrophobic block could
drive the self-assembly of these peptides towards more stable structures, as well
as to investigate whether they impacted the pH sensitivity and other advantageous
properties of (EK)2-(H)12.

The amino acids that were inserted were tryptophan (W), phenylalanine (F),
and isoleucine (I), resulting in the formation of (EK)2-(WH)5, (EK)2-(FH)6, and (EK)2-
(IH)6, respectively. From now, these peptides will be referred to EKXH, i.e. EKH,
EKWH, EKFH and EKIH, for brevity. EKFH was of particular note, due to the fact that
the formation of fibrils is a well-documented phenomenon for phenylalanine.221–223

The peptides were synthesised in the manner described in Section 5.1.2, and
validated using MALDI-TOF. The pH switch method was used to self-assemble them,
starting in a PBS solution and increasing the acidity from pH 4 to pH 7.4. Figure 6.1
shows how, as the pH switch was carried out, the solutions changed from transparent
to turbid, as expected. Utilising this, turbidity assays were used to confirm the reten-
tion of the pH sensitivity in the new peptide sequences (see Appendix, Figure C.2).
These results showed that the self-assembly remained determined by the effects of
the histidines protonation state, and proving they were reversible under changing
acidity of the solution. The colloidal stability of the systems was determined but,
as can be seen in Figure 6.2a, sedimentation of the was observed within a matter
of minutes. Although agitation did lead to the solution becoming turbid again, this

216T. Fukuma et al. Tribol Lett, 22: 233–237, 2006.
217M. Schleeger et al. Polymer, 54: 2473–2488, 2013.
218S. L. Gras et al. Biomaterials, 29: 1553–1562, 2008.
219N. P. Reynolds et al. Biomacromolecules, 15: 599–608, 2014.
220R. S. Jacob et al. J. Biol. Chem., 291: 5278–5298, 2016.
221M. Reches. Science, 300: 625–627, 2003.
222C. Tang et al. Langmuir, 25: 9447–9453, 2009.
223K. Ryan et al. ACS Appl. Mater. Interfaces, 7: 12702–12707, 2015.
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Figure 6.1: Experimental Setup
Self-assembly of the peptides from pH 4 to pH 7.4 using the pH switch method.
The initial clear peptide solution becomes turbid as the pH increases, indicating
the formation of insoluble particles.

did not remain for any length of time. DLS measurements were also taken, see
Figure 6.2b, and highlighted the presence structures greater than 1 µm .

6.1.3 Key Experimental Results
The main two experimental techniques that were employed to investigate the pep-
tides once they had self-assembled were Circular Dichroism (CD) and Tunnelling
Electron Microscopy (TEM). The central, demonstrative plots from this analysis are
displayed in Figure 6.2.

CD Data

The CD measurements were taken by the experimental team of all the EKXH peptides
at pH 7.4, having been self-assembled in water. This was match the physiological
pH and used to compare the effect of the addition of different hydrophobic amino
acids to the histidine block (Figure 6.2a). CD analysis give information about the
secondary structure of molecules by measuring the absorption of circularly polarised
light (see Section 5.1.3).

The CD spectrum of EKH showed that the histidine-only peptide adopted a ran-
dom coil conformation. This was observed by the characteristic wide negative band
at around 200 nm.224 The addition of the aromatic amino acids clearly caused a
change to the secondary structure, as the CD spectra for the other three peptides
indicated the existence of β-strands within their structure.225 This was most clearly
observed in EKFH and especially EKWH with sharp minima of high magnitudes at ap-

224D. H. Correa and C. H. Ramos. Afr. J. Biochem. Res., 3: 164–173, 2009.
225A. Micsonai et al. PNAS, 112: E3095–E3103, 2015.
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Figure 6.2: TEM Images & CD Results
(a) Circular dichroism spectra of the EKXH peptides. EKH is included as a
baseline to demonstrate the change in secondary structure that occurs when
adding different hydrophobic amino acids to the peptide sequence. (b) Trans-
mission electron microscopy images of the self-assembled structures for EKH,
EKIH, EKFH and EKWH
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proximately 200 nm and 225 nm, respectively, indicating the presence of antiparallel
β-strands in particular.225

Thus, the CD data showed that the addition of aromatic amino acids to the
EKH peptide promoted the formation of β-strand structural features. This conclusion
was used directly to influence that starting structures used when initialising the
simulations.

TEM Images

TEM imaging allows the direct observation of the structure on the nanometre scale
(see Section 5.1.3 for details). The TEM images of the fibrillar structures produced
by the self-assembled peptides are shown in Figure 6.2b. The EKWH peptide pro-
duced the most well-defined fibril structures, with the EKFH also looking particularly
resolved. The EKIH was the least structured of the altered peptides, and EKH did
not produce much ordered structure. The fibrils for all the peptides had a width of
approximately 10 nm, with lengths of microns or more.

Figure 6.3: TEM Detailed Investigation
(a,b) TEM micrographs showing lamellar structure in EKWH fibrils. (c) Measur-
ing the separation between the dark bands in the fibrils yields a repeat distance
of approximately 35 Å

Further investigation of the TEM images allowed the experimentalists to further
characterise the fibrillar structures. They found that they had a length around 0.5
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µm or more and ranged between 10 and 40 µm wide. The internal lamellar structure
was measured to have a repeat distance of 35 ± 5 Å. This was determined using the
dark bands seen in Figure 6.3a-c, as well as in more detailed figures in the Appendix
(Figure C.3). These bands were correspond to staining with phosphotungstic acid,
which binds preferentially to carboxylic groups,226 and therefore highlights the po-
sition of the glutamic acid residues as well as the C-termini of each β-strand. The
pattern highlighted in Figure 6.3, therefore, arises from the linear arrangement of
the strands, showing the fibrils are multiple lamellae wide.

Taken in combination, the experimental results show that the addition of the
additional aromatic amino acids to the histidine sequences results in the creation of
ordered structures. Most notably found in EKWH, there exists clear β-sheet secondary
structure formation, and amyloid-like fibrils of varying stabilities. It was hypothesised
that these were constructed from a mainly β-sheet structure that results a cross-β
conformation,212 which would be explored using the simulation methods.

6.1.4 Computational Methods
The simulations were setup taking into consideration all the information that the
experimental results were able to provide. Given infinite time and computational
resources, the ultimate method would be to simulate a disordered bunch of peptides
in a large water box to see whether and how they aggregated. However, to visu-
ally observe the self-assembly of each peptide, overcoming all of the considerable
entropic barriers involved, would be beyond the scope of even the most frivolous
computational specialist. Therefore, the central idea behind the simulations was
to initialise the systems in their hypothesised structures and observe their destabil-
isation over time. This would give us a strong indication of their stability and the
interactions involved without the need for endless, disordered simulations.

System Design

The individual peptides (EKH, EKWH, EKIH and EKFH) were initially created using
AmberTools.227 The combination of tleap and cpptraj tools were able to initialise
the structures with the set backbone angles. Taking the information gained from the
CD results, the β-strands were built in both parallel and antiparallel arrangements.
The backbone angles were set as (φ = -139°, ψ= 135°) for the antiparallel strands
and (φ = -119°, ψ = 113°) for the parallel ones.228 An example of the EKWH strand
can be seen in Figure 6.4a.

In setting up the simulations, we have considered the protonation state at phys-
iological pH 7.4, which is the final pH to which the peptides are driven by the

226M. Massignani et al. Small, 5: 2424–2432, 2009.
227R. Salomon-Ferrer et al. WIREs Comput Mol Sci, 3: 198–210, 2013.
228S. Choudhuri. “Additional Bioinformatic Analyses Involving Protein Sequences”. In: Bioinformatics

for Beginners. Elsevier, 2014. 183–207.
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Figure 6.4: System Design
The EKWH peptide is used to illustrate the different conformations that were
simulated. (a) β-strand obtained from the tleap and ccptraj Ambertools. (b)
β-sheets constructed in the same-sided antiparallel arrangement (top), alter-
nating antiparallel arrangement (middle), and alternating parallel arrangement
(bottom). (c) Lamellar structure constructed from three alternating, antiparallel
β-sheets. Each β-sheet is arranged directly on top of the other, with the minimum
possible separation that avoided side chain clashes.

experiments. Under these conditions, the residues found in the peptides are the
following: lysine, positively charged, glutamic acid negatively charged and the rest
of amino acids, tryptophan, isoleucine, and histidine are overall neutral. Due to
the hypothesised impact that histidine will have on the resultant structures, it is im-
portant to note the protonation state — which due to the nature of MD is unable to
change during the simulations. With this special consideration, the histidine residues
were set as mono-protonated.

As shown in Figure 6.4b, the β-sheets were created from arranging six of the
individual β-strands together. This was achieved using a custom PyMOL script,229

which I created. This set the inter-peptide Cα-Cα distance to be 4.9 Å, which was
consistent with literature values230 for the parallel and an intermediate for the an-
tiparallel. It was at this stage that the first of the variations to the configurations
was developed, which led to two arrangements for the β-sheets: alternating and
same-sided.

229Schrödinger, LLC. “The PyMOL Molecular Graphics System, Version 2.0+”. May 2020.
230J. S. Merkel et al. Structure, 7: 1333–1343, 1999.
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Alternating vs. Same-sided β-sheet Construction

Due to the alternating sequence of the hydrophobic and aromatic residues within
each peptide, when they were constructed into a β-strand conformation, it resulted
in the side chains of the same residue having the same orientation. For example,
all the histidine residues will be facing up in relation to the plane of the β-sheet.
Consequently, when constructing the β-sheet, there are two options; having all the
β-strands in the same orientation, e.g. having all histidines facing up on all strands;
or having them alternating, a strand with histidines up next to one with histidines
down (Figure 6.5a). We simulated both options for the EKWH β-sheets.

Figure 6.5: Lamellae Construction Scheme
Schematic representation of the various arrangements of side-chain orientations
used in this investigation. (a) Same-sided (left) and alternating (right) antipar-
allel β-sheets. (b) Same-sided (left) and alternating (right) antiparallel β-sheets
for the construction of the lamellar systems
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Finally, the lamellae were created by stacking three of the (antiparallel) β-sheets
vertically on top of one another, as shown in Figure 6.4c. Due to the repeating
nature of the proposed internal structure within the fibrils, the lamellar structures
simulated represent the most realistically-sized test set for our hypothesis. As the
internal conditions (felt by the central β-sheet layer) can be assumed to be the same
whether there are 3 or many more layers in the structure, the “height” of these
repeating units was not deemed to be a variable under investigation. It would have
been possible to include more layers to each of the lamellar structures, but this would
have further increased the computational cost whilst providing no extra information
than the current simulation set provided. This assumption was corroborated by the
hydrogen bond interaction data displayed later.

Although the dynamics of the β-sheets had already been performed at this stage,
it was decided that it was apposite to start the lamellae simulations from the rigid
and un-equilibrated structures of the β-sheets. This was done, not only to allow for a
much more consistent construction, but also as it was hypothesised that there could
be extra stabilising influences from the additional sheets, i.e. the worst performing
β-sheets such as EKIH may not destabilise as much in the lamellar configuration. An
inter-sheet distance of 11.5 Å was chosen. This is slightly larger than the standard
value, but was selected to avoid clashes between the extended side chains. It was
observed that the EKWH lamellar actually narrows its separation closer to the stan-
dard value over the course of the simulation, which shows that this allowance was
minimally impactful. Due to the large increase in the simulation size, and to main-
tain the balance of computational cost and accuracy, only three different lamellar
structures were simulated.

Simulation Setup & Details

The initial systems were immersed in a pre-equilibrated octahedral box using the
four-point water model from the a99SB-disp force field65 which is a modified version
of TIP4P-D. This particular force field, as discussed in Section 2.1.2, has been shown
by members of our group to provide accurate results, specifically when focusing
on intrinsically disordered proteins analogous to the peptides under investigation
here.66 The systems are set-up such that the amino acids are in the appropriate
charged states at physiological pH (7.4). Lysine is positively charged, glutamic acid
is negatively charged, and the hydrophobic amino acids, tryptophan, isoleucine,
and phenylalanine are all neutral. Also for this reason, the histidines were set to
be mono-protonated. They were subsequently minimised using 50000 cycles of
steepest-descent energy minimisation. The equilibration process was performed

65P. Robustelli et al. PNAS, 115: E4758–E4766, 2018.
66A. Kuzmanic et al. J. Phys. Chem. Lett., 10: 1928–1934, 2019.
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in three steps. The first step involved the heating of the system from 0 to 300
K in 1 ns (NVT ensemble) and was followed by two steps of 10 ns equilibration
(NPT ensemble) using the velocity-rescale thermostat.51 In the first of these steps,
a Berendsen barostat was used, and the position of the peptides was restrained.
The second saw a full relaxation of the system using Parrinello-Rahman pressure
coupling.

The final structures from this equilibration process was used as the starting point
for the each of the all-atom, explicit solvent MD simulations. All the simulations and
some of the analysis were conducted using the simulation software GROMACS,68

versions 2018.3 and later. All production runs of MD used periodic boundary condi-
tions and an NVT ensemble. The Particle Mesh Ewald method was used for treating
long-range electrostatics using a cut-off of 12 Å.49 A time step of 2 fs was used for all
simulations after imposing constraints on the hydrogen stretching modes. Simula-
tions of the parallel-arrangement systems consisted of approximately 65,000 atoms,
while the antiparallel systems required 90,000 atoms due to the extra extension of
the hydrophilic blocks on one side. For the lamellar systems, over 110,000 total
atoms were used in the simulation box. Each simulation was run for at least 1 µs for
all of the systems.

Analytical Methods: Clustering

Clustering was performed on the last 500 ns of each simulation using the GROMACS
cluster tool with the gromos algorithm as described in Daura et al.231 After an num-
ber of trials with both data sets, an RMSD cut-off of 3 Å was used for the β-sheet
simulations and 2.5 Å was selected as the cut-off for the lamellae simulations. The
central structure of the most populated cluster was selected as the representative,
equilibrated structure of the simulation. These analyses have been carried out for
the β-sheets and the lamellar structures.

Analytical Methods: Contact Maps

Contact maps are used to analyse the network non-bonded interactions between
atoms at any given point during the simulation. From an input structure file, you
must first identify the total feasible pairs of atoms that will form a contact, based on
the type of atom and their separation. For the lamellar structures, this would typically
result in a total of around 1000 contacts. Because systems are mobile and non-
bonded interactions are by their nature transient and flexible, a switching function
is used to determine whether these contacts are formed, instead of a hard cut-off. In
this implementation, the switching function is a rational switching function (s) of

51G. Bussi et al. J. Chem. Phys., 126: 014101, 2007.
68M. J. Abraham et al. SoftwareX, 1–2: 19–25, 2015.
49T. Darden et al. J. Chem. Phys., 98: 10089–10092, 1993.
231X. Daura et al. Angew. Chem. Int. Ed., 38: 236–240, 1999.
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the distance between the atom pairs (r) and given by:

s(r) =
1−
(

r−d0
r0

)n

1−
(

r−d0
r0

)m (6.1)

Where d0 = 0.0, n = 6, m = 2n. The value of r0 the expected value for each contact, is
optimised for each contact individually. For r ≥ r0, s(r) = 1.0 whilst for any larger r0,
the value of s(r) decays smoothly to 0.0. This provides a range of values and provides
leniency as to whether a contact is formed. When comparing two contact maps for
the same system, it is these values of the switching function for each contact that we
use to evaluate the differences. For contacts that change, i.e. are formed or broken
during the simulation, a difference of

∣∣sinitial− s f inal
∣∣≥ 0.75 was used. Typically, for

the lamellar systems under consideration in this paper, this reduced the total of
1000 contacts down to 300-400. To define contacts that were definitely maintained
throughout the simulation, a cut-off of

∣∣sinitial− s f inal
∣∣≤ 0.4 was used.

6.2 Results
The results for the computational section are included in detail, as this was the work
performed solely by the author. In the course of the research project, the simulations
were performed sequentially, building up in complexity as we started to understand
more about the peptides and their interactions. As is therefore fitting, the results
are presented in chronological order, starting from the β-sheet simulations and then
progressing to the lamellae, which as already discussed were build from identical
copies of these β-sheets.

6.2.1 βββ -Sheet Results
As explained in Section 6.1.4, there were a number of different possible configu-
rations in which the β-sheets could be constructed. Due to the fact that the CD
experiments indicated an antiparallel configuration for at least EKFH and EKWH,
these results are the ones that I will outline first, also seeing as they were the struc-
tures that were carried further in this investigation. That being said, simulations of
the other configurations were performed to confirm the experimental findings and
are outlined later.

Alternating Antiparallel Configurations

Figure 6.6 shows the root-mean-square deviation, RMSD (central plot), taken from
the initial, ideal structures (left) for the antiparallel β-sheet simulations. It demon-
strates the general evolution of the simulated structures over the 1 µs simulation,
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and is used as strong indicator of the β-sheets’ stability — the higher the RMSD the
less β-sheet-like the structure has become.

All the systems were initialised as an ideal structure, but then underwent unre-
strained equilibration. Therefore, they all start from a similar position very close to
0.0. It can be seen that, EKWH remains stable close to the initial β-sheet arrange-
ment. EKH, EKFH, and EKIH, on the other hand, undergo conformational changes
that take break this organised structure, to relative degrees of severity.

Figure 6.6: Antiparallel β-Sheet Results
Time evolution of the root-mean-square deviation (RMSD, Å) of the alternating
antiparallel β-sheet structures for the MD simulations of EKH (purple), EKIH
(cyan), EKFH (magenta), and EKWH (orange). Comparison between the repre-
sentative initial structure (left) and stabilised structures (right) visually shows
the conformational changes of each β-sheet during the MD simulations. Repre-
sentative snapshots were clustered for the last 500 ns of the simulations, the
results of which are shown in the histograms (far right).

The structures from the last 500 ns of these MD simulations were clustered to
provide an understanding of the disorder displayed by the systems, shown in the
histograms in Figure 6.6. Moreover, the labelled snapshots in Figure 6.6 display the
central, representative structure of the most populated cluster for each of the four
simulations. In the case of both EKFH and EKWH, the first cluster, representing 79%
and 66% of all structures respectively, accounted for the majority of the clustered
snapshots. The difference between this first cluster and subsequent ones is significant
in these two plots, with the other clusters being characteristic of a small minority
of the snapshots. Therefore, it can be concluded that not only is the representative
structure a reliable indicator of the structure of these β-sheets, but that they are
stable in these configurations.

However, it is evident that the other two systems behaved in a much more
volatile manner by comparison. EKH only displayed 16% of total structures in the
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most populated cluster and EKIH, produced an even greater distribution of structures,
with merely 6% in the most populated one. potentially due to the introduction of a
non-aromatic amino acid, These results show that these systems are still changing
considerably towards the ends of the simulations, which would indicate that they
are not stable in the antiparallel β-sheet conformation as expected. The snapshot of
EKH shows that one of the strands has started to become disordered, whilst EKIH
gives an idea of just how distorted the initial structure was.

Figure 6.7: RMSF β-Sheet Results
Heatmaps showing the per-residue root-mean-square fluctuation (RMSF, Å)
for both parallel (left) and antiparallel (right) EKH (first row), EKIH (second
row), EKFH (third row) and EKWH (fourth row) β-sheets. Within each plot,
each row represents one peptide – arbitrarily numbered 1-6 on the side – and
the amino acid sequence is given by the one-letter code on the top. As the
sequence reverses with alternating peptides within the antiparallel conformation,
the flipped sequence is also given for clarity at the bottom of the plot.

These details can be seen in even starker relief in the the root-mean-square
fluctuation (RMSF) per residue plots, Figure 6.7. The heatmaps shown here com-
partmentalise the fluctuations to give a visual indication of how mobile each residue
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was, with the darkest squares being the most mobile. The antiparallel EKH (top
right), for example, shows that outermost peptide that was notably disordered in
the clustered snapshot. Antiparallel EKIH (second row, right) also exhibits a lot of
flexibility, matching it’s almost unrecognisable final structure.

The RMSF-per-residue plots also exhibited an increase in the stiffness of the
β-sheets from EKIH < EKH < EKFH < EKWH, as observed by in the experimental
results. This trend was indeed present in both the antiparallel and the parallel
configurations. However, the antiparallel arrangement had a higher stability overall.
Taken together, the scaling of the stability and rigidity exhibited by the antiparallel β-
sheets in the RMSD and RMSF results, respectively, matched that of the experimental
findings.

Parallel & Same-sided Configurations

As previously mentioned, there were other possible alternatives when designing the
β-sheets, which were also investigated. Firstly, the simulations for the EKWH systems
were extended up to 1.5 µs in order to assess the stability difference between the
alternating and the same-sided antiparallel arrangements. These results showed
a clearly enhanced stabilisation of the alternating antiparallel arrangement, most
likely due to steric and electrostatic effects (Figure 6.8a). Although performing
about as well as EKFH in the antiparallel results shown above, the same-sided was
nonetheless considerably worse than the alternating arrangement. For this reason,
all the systems were then run in alternating antiparallel and parallel arrangements,
respectively. Figure 6.8b shows the results for the alternating parallel β-sheets.

Although the trends are, in general, similar to those found in the antiparallel
arrangement, with the EKIH being the most unstable one, the differences between
EKH, EKFH and EKWH are less significant in this case. In the parallel arrangement,
EKWH explored different conformations along the simulation, as is confirmed by
the cluster analysis. In this case the first cluster represents 66% of all the snapshot
structures, while in the alternating antiparallel it represented 79% of the structures.
For EKFH, the difference is even greater, as although the RMSD ends the simulation at
a similar value, the cluster analysis reveals a much greater diversity in the structures
explored. In this case, the difference between the anti- and parallel structures of
the first cluster is significant, decreasing from 66% to 22%, an indication of the
instability of the system along the simulation. In the image representing the first
cluster of EKFH, it can be observed that one of the β-strands is distorted. The EKH
exhibits a similar behaviour to EKFH in the RMSD plot, being in between of the two
aromatic structures, EKFH and EKWH. However, the representative snapshot of the
first cluster, which accounts for 48% of the simulated structures, shows a broken
β-sheet. Finally, for EKIH the most unstable and effectively no longer in the β-sheet
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Figure 6.8: Same-sided and Parallel β-Sheet Results
Time evolution of the root-mean-square deviation (RMSD, Å) of the β-sheet
structures along the MD simulations for (a) alternating (bold yellow) and same-
sided (dashed brown) antiparallel arrangement. (b) RMSD for the alternating
parallel β-sheets formed from EKH (purple), EKIH (cyan), EKFH (magenta),
and EKWH (orange) β-strands
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conformation, although ironically this is a slight improvement over the antiparallel
arrangement.

In summary, the β-sheets results showed great agreement with the experiments. The
antiparallel was the most stable as indicated by the CD data. When looking at
the antiparallel alternating simulation, the scaling of the stability and rigidity from
EKIH to EKWH perfectly matched the order reported by the collaborating group.
Consequently, it was the antiparallel alternating sheets that were used to make the
majority of the lamellar structures.

6.2.2 Lamellae Results
Due to the significant increase in the size of the simulation systems, the number
of atoms and thus the computational “cost” of the lamella simulations increased
dramatically. As a result, taking into account both the experimental results and
the previously outlined β-sheets results, only three lamellae were built. In order
to encompass the extremes, we only considered the most unstable, EKIH, and the
most stable, EKWH. Therefore, we constructed to lamellae, consisting of three of the
alternating antiparallel β-sheets of these two peptides.

However, a third lamellar structure was also created. The EKWH was also made
using the same-sided (antiparallel) arrangement of the β-sheets. This was done
to investigate whether or not there would be an extra stabilising effect created by
having a large number of the same interactions between the layers. Thus, these three
lamellar structures were simulated for a total of 1 µs each.

Standard Metrics

The analysis of the lamellar structures began by employing the same global met-
rics as were applied to the β-sheet simulations. The time-evolution of the RMSD
(Figure 6.9a) indicated that EKIH evolves, during the first 400 ns, to a different
metastable conformation in which it remained stabilised until the end of the simula-
tion. A similar evolution was observed for the same-sided EKWH lamellae. However,
the alternating EKWH system maintained its stability in its original conformation
for the whole simulation. As potentially expected, this outcome matched the results
from the preceding β-sheet simulations and the experimental ranking.

To evaluate the different conformational changes that occurred within these
lamellar structures, we performed a cluster analysis on the structures of the last 500
ns of the simulation (as described in Section 6.1.4). In the case of EKIH, we could
distinguish up to 6 different clusters, with two significant clusters that cumulatively
accounted from approximately 90% of all structures. For the EKWH same-sided
arrangement, three clusters were clearly distinguished, with the most populated
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a) b)

c)

d)

Figure 6.9: Lamellae RMSD Results
(a) Time evolution of the RMSD (Å) of the lamellar structures formed by the
alternating antiparallel β-sheets of EKIH (cyan) and EKWH (yellow). For the
EKWH system the same-sided antiparallel β-sheets were also simulated (brown).
The final snapshot of the lamellar structures for each system in a cartoon repre-
sentation and histograms showing the results of the cluster analysis for the last
500 ns of the simulations for (b) alternating EKIH, (c) same-sided EKWH, and
(d) alternating EKWH.

cluster representing around 60% of the structures of the last 500 ns. Finally, the
EKWH lamellae in the alternating arrangement clearly showed only two clusters,
with the first cluster representative of almost 75% of the structural conformational
space for this system. This fact, taken together with the fact that only two clusters
were identified for this system, further demonstrates the stability of the alternating
EKWH lamellae throughout the simulation (Figure 6.9b).

These findings were also verified with the RMSF per-residue analysis as seen in
Figure 6.10. As is evident from the EKWH plots, the central hydrophobic block is
particularly stable, and the only residues that exhibit any flexibility are the exposed
hydrophilic Lys and Glu. The results for EKIH shows how the outer layers are the
most unstable, and that is starting to cause movement in the hydrophobic block,
especially in some of the outer peptides. Finally, the same-sided results demonstrate
that, whilst it is still the hydrophilic residues (here on one side only) that are the most
mobile, this is causing encroaching instability into the hydrophobic residues, on the
edges of the sheet in particular. Thus, to recapitulate, the three lamellar structures
behave in a similar way to their constituent β-sheets, and match the experimental
results.
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Figure 6.10: Lamellae RMSF Results
Heatmaps showing the per-residue RMSF (Å) for lamellar structures simulated,
EKWH same-sided antiparallel (left), EKWH alternating antiparallel (middle),
and EKIH alternating antiparallel (right) β-sheets. Each row represents one
peptide – arbitrarily numbered 1-6 on the side – and the amino acid sequence
is given by the one-letter code on the top

Detailed Interaction Analysis

Overall, these global metrics provide a satisfactory overview of what is happening
to the lamellae, enough to conclude that what we are seeing is in line with the
experimentalists. However, it does provide any detail into what is going on within
the lamellae, and what mechanisms or interactions are causing the stability, or lack
thereof. Consequently, a more detailed interaction analysis was undertaken, in
order to better understand the difference between the EKIH and EKWH lamellar
structures. We expressly wanted to evaluate what interactions changed throughout
the simulation, both within each of the constituent β-sheets and between the layers
of the lamellae.

Firstly, a visual inspections of the the systems was undertaken, and we observed
that there were not only changes in the interactions between the layers, but also
in the hydrogen bond (HB) pattern between the β-strands of each sheet, i.e., the
inter-sheet interactions. Following this observation, we assessed the evolution of
the HB interactions between the backbone atoms of the β-strands for each β-sheet
(Figure 6.11). The results highlighted that the EKIH lamellae lost the initially-formed
HB contacts during the first 100 ns of the simulation. This most significantly affected
those β-sheets that were directly exposed to the solvent, while the β-sheets in the
middle maintained a steady total number of interactions. This behaviour was also
observed in a more extreme fashion with the EKWH in the same-sided arrangement,
where the HB network was considerably impacted in all the β-sheets. In stark contrast
to this, the alternating EKWH system showed an increase in the number of HB formed
over the initial 500 ns, which was then conserved until the end of the simulation.
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Figure 6.11: Lamella Intersheet Hydrogen Bonding
Time evolution of the total number of hydrogen bonds formed between the
β-strands for each β-sheet of the lamellae: EKIH (left), EKWH alternating
(middle) and EKWH same-sided (right) arrangement. The values plotted show
a rolling average mean (with a window of 100) normalised over the maximum
number of H-bonds formed per sheet per simulation.

This is an interesting conclusion, as it shows that it is not merely the interfacial
interactions between the sheets that determines the stability of the lamellae. With
these results, we demonstrated that the same-sided EKWH system was the most
unstable of the lamellar systems constructed. For this reason, we have followed the
structural and interaction pattern analysis for only the alternating EKIH and EKWH
systems.

Evidence in support of the diminishing returns with extra layers assumption
(Section 6.1.4 can be also found in the hydrogen bonding analysis. Each plot in
Figure 6.11 shows a different behaviour, EKIH, the left-most figure show the outer β-
sheets becoming unstable, with the middle β-sheet remaining stable, the alternating
EKWH in the centre shows a global stabilisation of the β-sheets and, in contrast,
the same-sided EKWH shows a general breaking apart of the β-sheets. In all of
these cases, adding more β-sheet layers to the simulations would have provided
extra statistics, but would not have changed the conclusions or the behaviour of the
overall structures. Thus, it would involve considerably increasing the computational
cost with no demonstrable gain in the results, and the three layer lamellar structure
are the most efficient for our analysis.

Due to the fact that the salt bridges between the Lys and the Glu in the hy-
drophilic groups was a strong interaction, and thus one that could help to bind the
sheets together, we wanted to get an idea of how these stayed together over the sim-
ulation. The initial thinking behind this was that, if maintained, these salt bridges
could act as a “zip” at the edges of the lamellae to hold the layers together. As
demonstrated by Figures C.4 and C.5 shown in the Appendix, it is very clear that
this is not the case. In these figures, a) and b) show the total number of these salt
bridges that are formed, out of a possible 12. As is evident, despite both starting
with almost all 12 formed in the first few frames, that decays VERY rapidly to what
can be considered chance contacts throughout the rest of the simulation. There is a
minute difference between EKIH and EKWH, but it is a difference between 0 and 1,
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not a difference between 0 and 12 that would have provided an explanation to the
difference in their relative stabilities.

As a final check that these numbers were indeed being calculated correctly,
Figures C.4 and C.5c and d show each of these 12 tracked distances individually, with
a reduced rolling average window to better visualise any “instantaneous” interactions.
The dotted line shows the 0.5 nm distance below which the salt bridge would be
considered to be formed. These plots confirm that these connections are definitely
broken for the majority of the simulation, and that whilst a couple do produce short-
lived contacts at points, most are just diffusing around. Therefore, we can conclude
that these interactions do not play a role in stabilising the lamellar structures and
these hydrophilic residues will find it more favourable to be making interactions
with the water than each other. Therefore, as the salt bridges did not show any
difference between the peptide sequences, a more generic metric was considered:
the distance between the Cα-Cα of vertically aligned residues within the layers.
These plots have been included in the Appendix (Figures C.6 and C.7), with the
dotted line representing the 11.5 Ålayer separation that the lamellae were initialised
with. Ultimately, whilst these plots were able distinguish the different behaviours
and stabilities of EKIH and EKWH, they did not provide any new information that
the RMSD and RMSF did not already provide more reliably.

In order to better understand these results, we have performed a contact map
analysis (see Section 6.1.4 for details) to identify the most important interactions
that changed along the simulation. We have made two contact maps, one repre-
senting the initial conformation of the system, and the other representing the final
simulation output conformation. The initial conformation was selected as the out-
put from the final equilibration step (see Computational Methods), i.e., the exact
structure that started the MD simulation at t=0, and consequently is referred to
henceforth as the “equilibrated” system. The second contact map was made using a
conformation representative of the final result of the MD simulation, specifically the
central structure of the most populated cluster from the cluster analysis of the last
500 ns (see Figure 6.9b). The aim of creating these two contact maps was to directly
observe which internal interactions changed from the beginning of the simulation to
end. We are mainly interested in the contacts that were broken and formed along the
simulation, to most accurately gauge how the systems have evolved (Figure C.8).

These results indicate that both systems changed their initial contacts and evolve
during the simulations. In the case of EKIH, this change occurred mainly at the
beginning of the simulation, while for EKWH the evolution occurred more gently
and was maintained along the simulations (Figure 6.12). However, this information
alone does not provide an indication of how these changing interactions affected the
overall structural conformation. For this reason, we have separated the broken and
formed interactions by their location within the lamellar structure, that is, whether
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Figure 6.12: Lamellae Distance from Contact Map Results
Evolution of the simulation with respect the equilibrated (green) and the cen-
tral structure of the most populated cluster (orange) contact maps for EKIH
(left) and EKWH (right) systems.

the contacts were within the same β-sheet or between the different β-sheets (see
Figure 6.14).

From visual inspection of the equilibrated structures (Figure 6.13) we can clearly
observe that for EKIH, most of the interactions were present within the β-sheets,
whilst fewer interactions connected the layers, with the exception of the salt bridges
formed between the Glu and Lys residues located along the edges of each β-sheet.
However, for EKWH the initial contact map looks completely different. In the equili-
brated structure, not only were there a lot of interactions between the residues of the
same β-sheet and the salt bridges, as seen in EKIH, but also a large number between
the Trp and His residues of different layers.

Furthermore, the difference in the evolution of the contact maps when com-
paring the final structures of EKIH and EKWH is remarkable. Although the EKWH
seems to show a shift in the relative positions of the layers, the overall percentages
of interactions broken (48.3%) versus those formed (51.7%) are very similar. De-
spite the fact that the external layers seemed to present some small instabilities, the
lamellar structure as a whole was maintained and conserved. However, a completely
different behaviour was observed in the EKIH lamellae. Regarding the total number
of interactions, only 35.5% of the measured interactions were broken versus 64.5%
which were formed, a larger portion of which came from new interactions formed
between the layers. Although, a priori, the formation of these new interactions could
be considered a stabilising effect for the whole system, when combined with a visual
inspection of the final structure, it is clear that this is not the case. The β-sheets of the
EKIH lamellar system underwent some form of rotation or torsion in a lateral plane,
seemly creating a more a helical structure instead of a β-aggregate (see Figure 6.13,
right panel).

Finally, we have further segregated these interactions that are broken and
formed, both within and between the β-sheets, by the kind of non-covalent interac-
tions due to the residues involved. We can differentiate three broad classifications of
these interactions:
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a)

b)

Figure 6.13: Clustered Lamellar Structures
Cartoon representation of the equilibrated (left) and the central structure of
the most populated cluster (middle) for the (a) EKIH and (b) EKWH lamellar
systems. The inset image shows a front view of the system.
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Figure 6.14: Contacts Breakdown
The bar plots (right) show an analysis of the contacts whose switching function
changed by more than 0.75 from the equilibrated contact map to the final
contact map, categorised by the location of, and change exhibited by, each
contact. The total % of interactions formed within the same β-sheet (orange)
and between different β-sheets (light orange) and the total % of interactions
broken within the same β-sheet (blue) and between different β-sheets (light
blue) are also given for each plot.
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1. the salt bridges, formed only between Glu (E) – Lys (K) residues located at
the end of the β-sheets;

2. any of the contacts between the E and K with the hydrophobic residues of the
peptides, i.e., His (H) and Ile (I) or Trp (W);

3. and the hydrophobic contacts between the residues H-H, H-I and I-I for EKIH,
or H-H, H-W and W-W for EKWH.

The pie plots in Figure 6.15 show the breakdown of these interaction types, with
the salt bridges (i), coloured blue; the mixed hydrophilic/hydrophobic contacts (ii),
coloured orange; and the hydrophobic-only contacts, coloured green. The inter-
sheet interactions (Figure 6.15 a-b, top) show that most of the broken interactions
corresponded to those between the hydrophobic contacts, while most of the formed
interactions corresponded to either contacts between the H- or W-/I- and E or (to a
lesser extent) K, or E-K salt bridges. Thus, for both the EKIH and EKWH structures,
the contacts that are formed heavily favour the external parts of the lamellae.

In addition to this, we would like to remark on the nature of the non-covalent
interactions that are maintained along the whole simulation, which is indicative of
how stable these interactions are. It is worth noting that, in this case, there are
larger differences between EKIH and EKWH, mainly arising from the proportion of
salt bridges that are maintained, which ranges from 4.7% for EKIH to 10.9% for
EKWH. When viewed with the number of salt bridges that are formed between the
β-sheets, an even greater difference emerges between the systems. Considering that
the salt bridge is a strong electrostatic non-covalent interaction, this difference could
explain the higher stability of the EKWH system when compared to EKIH.

The final detail to remark on for these results concerns the formation and main-
tenance of the hydrophobic-only (iii) contacts. Although it appears that the EKIH
forms/maintains a higher proportion than the EKWH, the nature of the specific inter-
actions must be considered before a direct comparison can be made. This is because,
whilst for EKIH it is only the H-H interaction that can make strong π-π stacking
interactions, to reinforce the other hydrophobic H-I and I-I contacts, in EKWH inter-
actions between any combination of hydrophobic residues (H-H, H-W, and W-W) can
form π-π stacking interactions. Therefore, considering this disparity in the strength
of the interactions it is possible to make provides further evidence for the enhanced
stability of the EKWH lamellae.

In summary, the interaction network of the two lamellae has provided insight
into their fibrillar differences. The interactions within the EKIH lamellar structure
change it geometry significantly, with the β-sheets themselves demonstrating se-
rious destabilisation. Whereas with EKWH, the lamellar structure is stable and
maintained along the simulations thanks to the hydrophobic-hydrophobic contacts it
maintains. Through this analysis, we demonstrated how the differences in the types
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Figure 6.15: Contact Residue Analysis
Pie charts indicating the residue-residue contacts that are broken, formed, and
maintained within the β-sheets (inter-sheet, top row) and between the β-sheets
(bottom row) for the (a) EKIH and (b) EKWH lamellar systems. The colours of
the segments indicate the nature of non-covalent interaction for each residue
pair, with blue for the salt bridge between Glu–Lys residues, located at the
edges of the β-sheets; oranges for the interactions between the hydrophilic and
the hydrophobic residues of the peptides, i.e., Glu or Lys with His or Ile/Trp;
and greens for the hydrophobic-only contacts, between residues His and Ile or
Trp.
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and strengths of interactions that the different amino acids are able to form directly
affects the conformation and stabilisation of the two opposing lamellar structures.
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6.3 Conclusions and Impact
Taken in combination with the experimental results, this project was able to achieve
a number of unique feats. The reversible self-assembly of predictable amyloid fibrils
from amphiphilic oligopeptides that utilise the physiologically relevant pH-sensitivity
of histidine is a novel achievement. The Trp and Phe insertions into the sequence
helped to stabilise the fibrils and produce amyloid structures with higher rigidity and
tensile strength. Being able to fine-tune the properties of the resultant nanostructures
through small changes to the peptide sequence is a vital part of designing new
biomaterials. These pH-sensitive fibrils have the potential to inspire the development
of complex and versatile new nanomaterials with a host of biomedical applications.

When considering just the simulation work there is also a lot of success to
be found. Through a large number of different simulations, our computational
results always lined up well with the experiments. We were able to demonstrate the
long reaching impact that small sequence variations had on not only the secondary
structure, but the aggregate structure as well. We were able to then isolate the
interactions responsible, finding the best measures to quantitatively show the inner
mechanisms of the lamellar structures. This project highlights the elucidating power
of MD simulations, being able to explain the unexpected and provide critical insight
where experiments can not. Through this complementary relationship, all scientists
are able to benefit from the expertise of others.

6.3.1 Publication & Reception
This material was published in ACS Macro Letters under the title Amphiphilic
histidine-based oligopeptides exhibit pH-reversible fibril formation in July 2021.232

6.3.2 Future Work
One of the main ways to expand the scope of this project in the future would be to
introduce more sequences to be investigated. For example, the current hydrophobic
block were all sequenced by alternating the histidine and the aromatic amino acids,
which has the potential for a lot of extra diversity. The ratio of histidine residues to
the inserted hydrophobic residues could be adjusted to explore the limit at which the
pH-sensitivity and other advantageous properties of the histidines begin to dimin-
ish. One could also change the arrangement of the residues, creating for example
(EK)2-(FFHH)3, to investigate whether this resulted in a greater stability in the fibril
structures. Furthermore, expanding the length of the peptides towards the polypep-
tide level could provide even more stable structures after self-assembly, and could be
investigated via more simulations.

232C. Noble Jesus et al. ACS Macro Lett., 984–989, 2021.
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Another course for subsequent work would be to simulate more variations on the
lamellar constructions than has been performed thus far. Explorations of lamellar
structures of the other peptides, EKH and EKFH, as well as both same-sided and
alternating conformations for the whole peptide set. These combinations would
provide more context for the lamellar results presented here and further elucidate
the importance of the specific hydrophobic interactions formed with phenylalanine
and histidine.

Finally, a computational method that could be incorporated into this investi-
gation is coarse graining.233,234 Coarse graining is a powerful tool for study the be-
haviours of large biomolecular systems, that involves the simplification of the system
to a smaller set of pseudo-atoms. It allows for the simulation of very large systems,
and has been used to study the self-assembly of peptides.235 This methodology would
potentially enable larger scale simulations of the lamellar structures, and their ar-
rangement within the fibrils, than accessible by the all-atom simulations employed
in this thesis, and enable a greater understanding of their macroscopic properties.

233H. I. Ingólfsson et al. WIREs Comput Mol Sci, 4: 225–248, 2014.
234S. Kmiecik et al. Chem. Rev., 116: 7898–7936, 2016.
235P. W. J. M. Frederix et al. Chem. Soc. Rev., 47: 3470–3489, 2018.
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Conclusion

In this thesis, I have presented a demonstration of the powerful impact computa-
tional techniques can have on the drug development process. Over four years, three
distinct research projects, two publications, hundreds of µs of simulations, and count-
less hours of work, I have assessed the potential of enhanced sampling techniques
to advance the efficiency and efficacy of the pharmaceutical pipeline. Not only have
I considered methods for improving the accuracy of the results but I have also ad-
dressed the common limitations arising from computational time and resources.

The drug discovery pipeline is a complex, expensive, and multifaceted process,
involving the identification of druggable targets, the identification and optimisation
of new drug molecules, and extensive testing of these in clinical trials. Due to the
involvement of proteins in a multitude of different functions: movement, catalysis,
transport, storage, immune response, nerve signals, cell growth, and differentiation,
protein targets arise as a significant focal point for drug design research. Therefore,
understanding their function and conformational behaviour is an essential factor in
designing new drugs. The work in this thesis focuses on some of the steps in the
pipeline, illuminating and developing the use of protein dynamics simulations to aid
this process.

In recent years, interest in developing new drugs for cryptic pockets has in-
creased considerably, due to an understanding of the limitation of the druggable
genome, i.e, from all the proteins available within the human proteome, only around
10% are druggable in well-known pockets. Chapter 3 records my contributions to
the continuing effort to establish and analyse a database of cryptic sites in proteins.
One of the challenges that I overcame during my work on this project was the need
to redevelop the downloading process, due to an overhaul of the PDB’s Data and
Search APIs. I directly oversaw the changes to this process and further advanced the
development of the database.

Although still in the developmental stages, preliminary analysis of the data thus
far shows a significant expansion in the number of systems identified, with 549
clusters found to contain some cryptic pockets. When compared with other existing
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sets such as CryptoSite, the number of systems is not only greatly increased, but
as 71% of the scored structures were identified as cryptic, the agreement is very
promising as well. Concerning the secondary structure, the results did not show
a notable difference between the cryptic and non-cryptic sites, although this may
change as the database is developed. Further analysis at this early stage, of the
family populations of the cryptic database compared to the whole PDB, showed a
notable increase in the proportion of Transferases in the cryptic set.

Altogether, this stage of the project work led me to an understanding of the
vast complexity of the structure of protein targets. My contributions towards the
database for cryptic sites highlighted why they present such important opportunities
for the target identification stage of the pipeline. It also enabled me to experience
the challenges associated with working with experimental X-ray structures, how to
assess their quality, and how to work with them more effectively throughout the
research process.

With an understanding of the structural complexity and diversity of protein
targets, I moved to studying the interactions between protein targets and ligands
in more detail. The binding affinity of potential drug molecules is an essential
component of the lead identification and optimisation stages of the drug discovery
pipeline. As such, being able to perform this calculation in a cost-effective and
accurate way, whilst also maintaining dynamical information of the protein target,
would be of huge benefit to the process.

In Chapter 4, I presented a proof-of-concept investigation into three novel
methodologies to perform this calculation, based around the newly developed fun-
metaD CVs. They were extensively tested on sEH, a realistic and complex system,
and all the methods produced ABFE results with sufficient accuracy when compared
to experimental values. Due to the fact that these were metaD-based methods, they
also provided a dynamic understanding of the ligand binding, maintaining the com-
plexity and flexibility of the protein system. They were able to derive information
of the conformational behaviour of the complexes, something which other ABFE
methods such as FEP would not be able to.

Furthermore, this project successfully elucidated the roles that these methods
could play when applied to the drug design workflow. Fun-metaD, demonstrated
exceptional performance for small fragments and, with its low computational cost,
proved ideally suited to a first pass screening of the lead optimisation phase. COMet-
Path demonstrated a strong but potentially more niche application for libraries of
congeneric fragments, due to its exceptional convergence times at the cost of addition
preliminary work.

Finally, fun-SWISH showed the greatest accuracy even when faced with a poorer
funnel definition and challenging, bulky ligands. Arising from the understanding
and investigations into cryptic sites, the novel use of SWISH in this manner proved
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very effective. Being a multiple replica method, however, it presented a higher
computational cost, although this was more than compensated for by its excellent
agreement with experimental values.

This project also explored the limitations of these methods, and how to assess
their convergence and thus accuracy. By providing a system-independent set of
criteria to use to judge the progress of the metaD simulations, I showed that these
methods can be used with confidence in the absence of experimental results. This
conclusion alone meant that these methods could stand out as suitable candidates
for accurate, computational determination of ABFE during the lead optimisation
development stage.

With an understanding of protein-ligand binding and how drugs are designed for
a certain disease, I finally turned to investigate the targeted delivery of these drugs
around the body. The field of drug delivery is becoming increasingly important, as
pharmaceutical treatments for many of the most deadly diseases are hampered by
low efficacy and significant side effects. This project looked to create polypeptide
vesicles for use as a drug delivery system as to provide higher efficacy and fewer
side effects from a highly targeted, lower dosage. This work was conducted in close
collaboration with an experimental group, and used simulations to provide insight
and guidance to their development process.

Chapter 5 charted the development of a computational model to understand the
self-assembly of amphiphilic peptides. This process involved an iteration of many
sets of simulations and techniques, starting with the optimisation of the simulation
environment. Testing of different force fields and water models led to a essential
appreciation of how important these variables are and established an optimal setup
for all future simulations.

Using a combination of methods, a foundational understanding of the secondary
structure expected from these peptides was established and tested. The hydrophilic
sections, comprised of lysine and glutamic acid residues, were investigated for their
helicity, using both unbiased MD and metaD. Online predictors, as well as simulations
that investigated dimers and the effect of salinity on these peptides, aided in rounding
out my understanding of their behaviour.

The development of brush simulations enabled a more detailed simulation of the
vesicle surface environment. This led to the design of new peptide sequences to solve
the aggregation of the vesicles observed experimentally. Ultimately, this resulted in
these novel sequences being synthesised, consequently producing a refined model to
generate a set of simulations that reflected the experimentally determined helicity.
This project provided an understanding of the flexibility of the computational simu-
lation environment, and an effective model for investigating the dynamics of small
peptide sequences.
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Finally, Chapter 6 followed the successful implementation of this model to ex-
plain the self-assembly and relative stabilities of amyloid-like fibrils. The introduction
of additional aromatic amino acids in the histidine blocks of the peptides from Chap-
ter 5 led to the formation of fibrils, that were sensitive to changes at physiological
pH, and had relevance for biotechnological and biomedical applications. I was able
to effectively provide insightful data into the occurrence and properties of these
structures.

Across simulations of individual β-sheets and lamellar structures, the results
always aligned well with the experimental findings. For the β-sheet simulations, the
scaling of the stability and rigidity perfectly matched the order reported by CD data.
The far reaching impact that the inclusion of aromatic amino acids into the histidine
sequence had on not only the secondary structure, but the aggregate structure as well,
was outlined in detail. Simulations of lamellar structures also exhibited behaviour
consistent with the β-sheet simulations and with experimental results. Furthermore,
an in-depth analysis of the interactions within the lamellar structures was able to
isolate those that influenced the stability, thus illuminating the inner mechanisms of
the fibril structures themselves.

Overall, this final chapter presented a number of novel achievements. Experi-
mentally, the reversible self-assembly of amyloid fibrils from amphiphilic peptides
with pH-sensitivity in a physiologically relevant range is an important step towards
the design of new biomaterials. Computationally, across a large number of differ-
ent simulations, our results always accurately reflected the experimental findings.
I was able to show that small sequence variations in the histidine block had a pre-
dictable influence not only on the secondary structure, but on the lamellar structure
as well. I was also able to isolate the interactions responsible for these differences,
and quantitatively explored the inner mechanisms of these nanostructures.

Taken as a whole, this thesis shows how computational methods can advance the
development of new drug therapies. I have applied up-to-date and novel biophysical
techniques and demonstrated how they can be utilised at multiple stages along the
drug discovery pipeline. Specifically, I aided in the development of a database of
cryptic binding sites that can lead to an expansion of the druggable proteome, greatly
improving the array of proteins available for target identification. Furthermore,
I created and tested cost efficient methods for determining the absolute binding
free energy in protein-ligand complexes, a key calculation required for new drug
molecules in the lead optimisation phase. I produced a model of, and provided novel
sequence designs for, amphiphilic peptides for the purposes of self-assembly into
vesicles for drug delivery. Finally, I used this model to explain the emergence of
lamellar fibrils, and how their amino acid sequence affected their final properties
and behaviour.
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Table A.1: sEH Ligand Details
Systems used for the enhanced sampling simulations with experimental and cal-
culated ABFEs (in kcal ·mol-1 ), with chemical and physical properties of the
ligands for each system selected.
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1stIteration: Exploring Parameters
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5th Iteration: Improving the Paths
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Figure A.1: COMet-Path Optimisation Scheme
Scheme that shows the optimisation process of the COMet-Path algorithm.
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A.1 N- v.s C- Lobe Investigation

Figure A.2: A) Root mean square deviation (RMSD, Å) profile for the apo human sEH.
The full system (N- and Clobe) was aligned over the equilibrated structure
considering all the backbone atoms. B) RMSD (Å) profiles of the residues
belonging to the C-lobe of human sEH aligned over the equilibrated structure
and considering only the backbone atoms of the C-lobe. For both profiles (A and
B) the mean value is indicated by the bold line. The dotted line represents the
RMSD threshold value at 2.5 Å. C) Representation of the per-residue fluctuations
(RMSF, Å) profiles of 300 ns MD simulations are shown considering the full
system (N- and C-lobe) of human sEH.
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Figure A.3: Root mean square deviation (RMSD, Å) profiles of 300 ns MD simulations of
systems with the ligands initially located in the A) narrow tunnel, B) right-hand
side (RHS) and C) left-hand side (LHS) of the binding cavity. The full system
(N- and C-lobe) of human sEH was aligned over the equilibrated structure, con-
sidering all the backbone atoms. For each system the mean value is indicated by
the bold line. The dotted line represents the RMSD threshold value at 2.5 Å.
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Figure A.4: Root mean square deviation (RMSD, Å) profiles of 300 ns MD simulations of the
residues belonging to the C-lobe of human sEH with the ligands initially located
in the A) narrow tunnel, B) right hand side (RHS) and C) left hand side (LHS)
of the binding cavity. The backbone atoms of the C-lobe residues were aligned
over the equilibrated structure. For each system the mean value is indicated by
the bold line. The dotted line represents the RMSD threshold value at 2.5 Å.
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Figure A.5: Representation of the per-residue fluctuations (RMSF, Å) profiles of 300 ns
MD simulations of full system (N- and C-lobe) of human sEH with the ligands
initially located in the A) narrow tunnel, B) right-hand side (RHS) and C) left-
hand side (LHS) of the binding cavity are shown. The residues belonging to the
N-terminal of sEH are highlighted.



Appendix A. sEH Supplementary Figures & Results 193

Figure A.6: A) Root mean square deviation (RMSD, Å) profile for the C-lobe of apo human
sEH. The mean value is indicated by the bold line. The dotted line represents the
RMSD threshold value at 2.5 Å. B) Representation of the perresidue fluctuations
(RMSF, Å) profile of C-lobe system of human sEH.
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Figure A.7: Root mean square deviation (RMSD, Å) profiles of 300 ns MD simulations of the
C-lobe of human sEH with the ligands initially located in the A) narrow tunnel,
B) right hand side (RHS) and C) left hand side (LHS) of the binding cavity. The
backbone atoms of the C-lobe residues were aligned over the C-lobe equilibrated
structure. For each system the mean value is indicated by the bold line. The
dotted line represents the RMSD threshold value at 2.5 Å.
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Figure A.8: Representation of the per-residue fluctuations (RMSF, Å) profiles of 300 ns MD
simulations of the C-lobe of human sEH with the ligands initially located in the
A) narrow tunnel, B) right hand side (RHS) and C) left hand side (LHS) of the
binding cavity are shown.
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Figure A.9: Root mean square deviation (RMSD, Å) profiles of 300 ns MD simulations of
the ligands initially located in the A) narrow tunnel, B) right hand side (RHS)
and C) left hand side (LHS) of the binding cavity. The backbone atoms of the
C-lobe residues where aligned over the C-lobe equilibrated structure, not fitting
the ligand position. For each profile the mean value is indicated by the bold line.
The dotted line represents the RMSD threshold value at 2.5 Å.



Appendix A. sEH Supplementary Figures & Results 197

A.2 Fun-metaD Results

Figure A.10: Free energy surfaces as a function of the projection and extension CVs for the
systems with the ligands initially located in the narrow tunnel of the binding
cavity.
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Figure A.11: Free energy surfaces as a function of the projection and extension CVs for the
systems with the ligands initially located in the right-hand side (RHS) of the
binding cavity.
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Figure A.12: Free energy surfaces as a function of the projection and extension CVs for the
systems with the ligands initially located in the left-hand side (LHS) of the
binding cavity.
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Figure A.13: Change in the reconstructed free energy profiles as a function of the sampling
time for representative systems showing convergence evolution for funnel-
shaped CVs.
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Figure A.14: Projection CV (pp.proj) value as a function of the sampling time, for ligands
initially bound in the tunnel pocket. Re-crossings (rx), defined as one unbind-
ing/rebinding event, are highlighted by red dashed boxes, with the total count
per system shown in the upper right of each plot. The upper limit “bound”
projection values used in determining the re-crossing count were calculated
from the average initial values (grey dashed line) per funnel, FLHS and FRHS,
plus one standard deviation. Everything below that value (grey shaded region)
is considered bound.
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Figure A.15: Projection CV (pp.proj) value as a function of the sampling time, for ligands
initially bound in the RHS pocket. Re-crossings (rx), defined as one unbind-
ing/rebinding event, are highlighted by red dashed boxes, with the total count
per system shown in the upper right of each plot. The upper limit “bound”
projection values used in determining the re-crossing count were calculated
from the average initial values (grey dashed line) per funnel, FLHS and FRHS,
plus one standard deviation. Everything below that value (grey shaded region)
is considered bound.
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Figure A.16: Projection CV (pp.proj) value as a function of the sampling time, for ligands
initially bound in the LHS pocket. Re-crossings (rx), defined as one unbind-
ing/rebinding event, are highlighted by red dashed boxes, with the total count
per system shown in the upper right of each plot. The upper limit “bound”
projection values used in determining the re-crossing count were calculated
from the average initial values (grey dashed line) per funnel, FLHS and FRHS,
plus one standard deviation. Everything below that value (grey shaded region)
is considered bound.
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Figure A.17: Evolution of the calculated ABFE values during the simulation, for complexes
where the ligand was initially crystallized in the tunnel pocket (shown with
black diamonds). The green dashed line indicates the experimental estimation
of the BFE, while the green and orange shaded regions show the ± 2 and
3.5 kcal ·mol-1 tolerance, respectively. The estimated error arising from the
oscillations in the ABFE over time is shown by the grey shadow .
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Figure A.18: Evolution of the calculated ABFE values during the simulation, for complexes
where the ligand was initially crystallized in the RHS pocket (shown with
black diamonds). The green dashed line indicates the experimental estimation
of the BFE, while the green and orange shaded regions show the ± 2 and
3.5 kcal ·mol-1 tolerance, respectively. The estimated error arising from the
oscillations in the ABFE over time is shown by the grey shadow .
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Figure A.19: Evolution of the calculated ABFE values during the simulation, for complexes
where the ligand was initially crystallized in the RHS pocket (shown with
black diamonds). The green dashed line indicates the experimental estimation
of the BFE, while the green and orange shaded regions show the ± 2 and
3.5 kcal ·mol-1 tolerance, respectively. The estimated error arising from the
oscillations in the ABFE over time is shown by the grey shadow .



Appendix A. sEH Supplementary Figures & Results 207

Figure A.20: A) Free energy surfaces at 300, 500 and 750 ns for system 5am0 considering
both funnel orientations, FRHS and FLHS, respectively. B) Estimation of cal-
culated BFE for both funnels and comparison with the experimental value. C)
Time evolution of the calculated ABFE for 5am0. The estimated error arising
from the oscillations in the ABFE over time is shown by the grey shadow.
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A.3 COMet-Path Results

Figure A.21: Projection CV (pp.proj) value as a function of the sampling time, for nine
ligands selected to run COMet-Path simulations. Re-crossings (rx), defined
as one unbinding/rebinding event, are highlighted by red dashed boxes, with
the total count per system shown in the upper right of each plot. The upper
limit “bound” projection values used in determining the re-crossing count were
calculated from the average initial values (grey dashed line) plus one standard
deviation. Everything below that value (grey shaded region) is considered
bound. For COMet-Path, simulations were run only using the FLHS.
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Figure A.22: COMet-Path Results: FES and ∆G v. T
A) Free energy surface for the binding/unbinding of the sEH-ligand complex
through the fun-metaD simulations FLHS. Contour lines are drawn every 2
kcal ·mol-1 . B) Reconstruction of the free energy surface obtained by COMet-
Path simulation. C) Time evolution of the calculated ABFE. The estimated error
arising from the oscillations in the ABFE over time is shown by the grey shadow.
The information is organized for all the systems simulated with COMet-Path
methodology.
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A.4 Fun-SWISH Results
In the following tables, the colour code shows the difference between the experimen-
tal and the calculated BFEs (∆∆G = ∆Gcalc - ∆Gexp ). Values of ∆∆G equal to or below
2 kcal ·mol-1 are coloured in green, values between 2 and 3.5 kcal ·mol-1 are shown
in orange, and differences greater than 3.5 kcal ·mol-1 are coloured in red.

Table A.2: Fun-SWISH 300 ns Results
Calculated absolute binding free energies (in kcal ·mol-1 ) for each λafter 300 ns
of fun-SWISH

Table A.3: Fun-SWISH Outliers Results
Calculated absolute binding free energies (in kcal ·mol-1 ) for each λafter both
300 and 1000 ns of fun-SWISH for the six outliers identified



Appendix A. sEH Supplementary Figures & Results 211

Figure A.23: Fun-SWISH Results: FES per λ
Free energy surfaces for the 6 replicas obtained after 300 ns of fun-SWISH
simulations for systems 5alp, 5aia and 5alt, using λ1 as a control over fun-
metaD at the same funnel-shaped restraint FLHS. Contour lines are drawn
every 2 kcal ·mol-1 .
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Figure A.24: Fun-SWISH Results: Recrossings (Tunnel)
Projection CV (pp.proj) value as a function of the sampling time, for ligands
initially bound in the tunnel pocket. Re-crossings (rx) are defined as one un-
binding/rebinding event and the total count per system is shown in the upper
right of each plot. The upper limit “bound” projection values used in determin-
ing the re-crossing count were calculated from the average initial values (grey
dashed line) plus one standard deviation. Everything below that value (grey
shaded region) is considered bound. For fun-SWISH only simulations at FLHS
were run.
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Figure A.25: Fun-SWISH Results: Recrossings (RHS)
Projection CV (pp.proj) value as a function of the sampling time, for ligands
initially bound in the RHS pocket. Re-crossings (rx) are defined as one unbind-
ing/rebinding event and the total count per system is shown in the upper right
of each plot. The upper limit “bound” projection values used in determining
the re-crossing count were calculated from the average initial values (grey
dashed line) plus one standard deviation. Everything below that value (grey
shaded region) is considered bound. For fun-SWISH only simulations at FLHS
were run.
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Figure A.26: Fun-SWISH Results: Recrossings (LHS)
Projection CV (pp.proj) value as a function of the sampling time, for ligands
initially bound in the LHS pocket. Re-crossings (rx) are defined as one unbind-
ing/rebinding event and the total count per system is shown in the upper right
of each plot. The upper limit “bound” projection values used in determining
the re-crossing count were calculated from the average initial values (grey
dashed line) plus one standard deviation. Everything below that value (grey
shaded region) is considered bound. For fun-SWISH only simulations at FLHS
were run.
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Figure A.27: Fun-SWISH Results: Simulation Time with λ
Free energy surfaces for the 6 replicas obtained after A) 300 ns and B) 1000
ns of fun-SWISH simulations for 5am3 system, using λ1 as a control over fun-
metaD at the same funnel-shaped restraint FLHS. Contour lines are drawn
every 2 kcal ·mol-1 .
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A.5 Relationship between free energies from SWISH and
enthalpic contributions from water interactions
The absolute binding free energy is defined as the difference of the free energies
between the bound and the unbound state. We can separate these free energies into
their contributions:

Gbound = Gwater−protein +Gprotein−ligand +Gwater−ligand +Ginternals (A.1)

G′unbound = G′water−protein +G′water−ligand +G′internals (A.2)

(A.3)

We now make an assumption that the scaling does not affect the internal degrees
of freedom or the protein-ligand interaction, given that only the water interactions
are scaled. We can also assume that the entropic contributions are independent of
scaling. The scaling of the water-protein interactions, denoted by λ, goes from 0.95
to 1.20. The scaling of the water-ligand interactions goes from 1.05 to 0.80 and can
be expressed as 2−λ .

Now we can express the absolute binding free energy with a particular value of
scaling:

∆Gb,λ =
[
Gprotein−ligand +Ginternals−G′internals

]
−T Swater−protein +T S′water−protein

+(2−λ )[Hwater−ligand−H ′water−ligand ]

−T Swater−ligand +T S′water−ligand

We can also isolate out the expression for the replica with normal scaling (λ=
1):

∆Gb,λ =∆Gb,λ=1

+[Hwater−ligand−H ′water−ligand−Hwater−protein +H ′water−protein]

+λ [Hwater−protein−H ′water−protein−Hwater−ligand +H ′water−ligand ]
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∆Gb,λ = ∆Gb,λ=1 +Hdi f f ,w−λHdi f f ,w

= ∆Gb,λ=1 +(1−λ )Hdi f f ,w

Here we can see that a plot of the replica-specific absolute binding free energies
versus (1 — λ) should be a straight line with intercept ∆Gb,λ=1 and slope Hdi f f ,w

which is defined as:

Hdi f f ,w = Hdi f f ,w−l−Hdi f f ,w−p

= [Hwater−ligand−H ′water−ligand ]− [Hwater−protein−H ′water−protein]

Figure A.28: Fun-SWISH & logP
Correlation between Hdi f f ,w obtained from fun-SWISH simulations and logP
for the sEH complexes (the outliers after 300 ns of fun-SWISH simulations are
not considered).
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A.6 Full Methods Comparison: Only COMet-Path systems

Figure A.29: ∆Gexp v. ∆Gcalc (Systems with COMet-Path)
Correlation between the experimental and calculated binding free energies for
the six systems selected for COMet-Path methodology that had more than 1 re-
crossing (5alp, 5aly, 5aia, 5alt, 5akg and 5akk). The plots show the results for:
(top) fun-metaD for FRHS and FLHS; (bottom-left) COMet-Path methodology,
and (bottom-right) fun- SWISH. For the methodologies at the bottom only FLHS
was applied (see Table S1 for exact values plotted). The black line indicates
the ideal behaviour, while the green and orange shaded regions show the ± 2
and 3.5 kcal ·mol-1 tolerance,
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RELAXED

"ANTIPARALLEL"

"PARALLEL"

RELAXED

EXTENDED

"PARALLEL"

Clustered Structures

Figure B.1: Dimer Simulation Clustered Structures Central structure from most populated
clusters for the last 500ns of the unbiased simulation of EKGH dimers. Clustering
was performed with a cutoff of 1 nm, with the structures shown representing
63%, 69%, and 66% of the structures, respectively.
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(EK)5-(GHHH)7
Radius of Gyration

αRMSD over time

(E4K4)3-(GHHH)7

Figure B.2: Pre-metadynamics Unbiased Simulations Figures Plots showing the radius
of gyration and αRMSD measurements for the 200 ns unbiased simulations
performed on EKGH and EEGH. The grey lines show the raw data, with the
blue line and shaded region denote a rolling mean the its standard deviation,
respectively.



Appendix B. Peptides Supplementary Figures & Results 222

a)

b)

c)

Displacement / Å

Cubic xyz-anchored Cubic z-anchored Hexagonal xyz-anchored Hexagonal z-anchored
Di

sp
la

ce
m

en
t/

Å

Di
sp

la
ce

m
en

t/
Å

Di
sp

la
ce

m
en

t/
Å

Di
sp

la
ce

m
en

t/
Å

Displacement / Å Displacement / Å Displacement / Å

Figure B.3: Initial Brush Simulations Figures (a) Displacement of the individual peptides
along the simulation. Black dots represent the staring locations. The size of
each circle represents the difference between the position of the centre of mass
and the anchor point. (b) Snapshot of a long term contact between two pep-
tides, with backbone hydrogen bonds shown. (c) Tracked distances backbone
distances showing duration of contacts and distance.
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a)

b)

c)

Figure B.4: Brush Simulations Helicity per peptide, measured using DSSP for (a) (EK)5 (b)
(E4K4)2 and (c) AEAK. . .
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(E4K4)4 (EK)16
a

b

Figure B.5: Extended Experimental Results Secondary structure for extended versions of
hydrophilic brush peptides, at pH 7.4 in PBS and 20% TFE in PBS. CD spectra,
top, and BeStSel secondary structure composition analysis between 190-250 nm
from CD data.
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C.1 Supporting Experimental Results

a b

(EK)2-(IH)6

(EK)2-(FH)6

(EK)2-(WH)5

Figure C.1: Colloidal Stabilities . Large structures with low colloidal stability form during
peptide self-assembly. (a) Sedimentation of the EKXH peptides occurs within
1 hour of self-assembly. (b) Auto-correlation functions with large delay times
before a non-monotonic decay indicate the formation of very large structures.
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Figure C.2: Turbidity Assays of EKXH Peptides The absorbance at 600 nm was measured
at multiple points during a pH switch to quantitatively determine the pKa of the
peptide, i.e. the point at which self-assembly occurs. Measurements were also
taken for disassembly by performing a reverse pH switch, i.e. the addition of
HCl. Error bars denote ±1 standard deviation from three measurements.
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Figure C.3: TEM Images TEM micrographs showing structures formed by EKWH peptides.
(a) Fibril lengths range from hundreds of nanometers up to in excess of microns.
(b) Fibril widths vary from 7 nm up to tens of nanometers, and are present in
both odd and even numbers of lamellae. (c) Enlargement of the region denoted
by the dashed square in Fig. S2b, showing ranching of fibrils.

C.2 Supporting Computational Results
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b)a)

c)

d)

Figure C.4: Salt Bridges - EKIH
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a) b)

c)

d)

Figure C.5: Salt Bridges - EKWH
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a)

b)

Figure C.6: Cα Distances - EKIH
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b)

a)

Figure C.7: Cα Distances - EKWH
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b) a)

Figure C.8: Contact Map Details
Contact maps of the equilibrated and clustered structures for the a) EKIH and b)
EKWH systems, for which the value of the switching function changed by more
than 0.75. The orange line differentiates the majority of the interactions that
were found in the equilibrated system but not observed in the final clustered
structure (i.e. broken contacts, left) from those that are found in the clustered
structure but were not present in the equilibrated system (i.e. formed contacts,
right).
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Colophon

This document was typeset in LATEX using the Charter typeface and compiled with
pdfLATEX. It was composed primarily in Overleaf and Vim. The Roboto and Charter
typefaces were used in Figures, created in Affinity Designer and Affinity Photo. Plots
were performed exclusively in Python, with a combination of pandas, seaborn and
matplotlib. Structural images were created with PyMOL, and chemical diagrams
with ChemDraw.
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