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Abstract 

The current transient phenomenon is a current-time response observed in metal-insulator-

metal devices, such as defective capacitors or resistance switching devices. It is a response 

easily identified by its rapid increase in device current followed by a slow decay, resulting in 

an iconic peak in device current which has historically played a key role in the analysis of 

current transients. 

Whilst the transient has mostly been interpreted as a defect to be mitigated against, it has 

also been used to determine properties of the oxide such as oxygen vacancy mobilities. This 

application of the current transient is derived from the space charge limited current (SCLC) 

theory which is used to explain the phenomenon’s origin. 

However, in this thesis I demonstrate that the SCLC model fails to hold up under scrutiny in 

the context of silicon oxide-based devices; a finding which is in line with inconsistencies 

already present within the current body of literature. I use a range of electronic and optical 

characterisation methods to demonstrate the current transient is the result of two changes 

occurring in the device each driven by different forces. This finding has significant 

implications on the use of the SCLC model and the act of determining mobilities from the 

current transient’s peak.  In response, I develop a comprehensive characterisation 

methodology to gain a deeper insight into the current transient’s causes and propose 

alternative models that could potentially explain the behaviour in silicon oxide devices more 

accurately. Finally, I attempt to reframe the current transient not as a defect to be mitigated 

but as a computational tool to be used. With a deeper understanding of the current 

transient’s mechanics, I apply it to the problem of edge detection of images and comment on 

its potential to implement homeostatic behaviours in bio-inspired circuits.   
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Impact Statement 

In this thesis I have investigated a particular form of electronic breakdown in silicon dioxide 

referred to as the “current transient”. This has impact at both the fundamental level for our 

understanding of how the breakdown occurs, as well as at the application level, where 

computational problems are solved and there is a need to reduce the large power 

consumption of today’s machine learning hardware.  

At the fundamental level, I have presented my results regarding the physical causes of the 

current transient phenomenon at two international conferences: EMRS Fall Meeting 2019, 

EMRS Spring Meeting 2021. At these conferences I presented work where key assumptions 

within the existing literature were challenged and alternative explanations were presented. 

In particular, I addressed an equation which has been reproduced in many secondary 

studies since its original publication to obtain the activation energies of defects within an 

oxide thin film. My work in this thesis suggests that this equation may not be as universally 

applicable as had been assumed in the secondary studies, a finding which inspires further 

research into where and when this equation is applicable. In addition to this I have 

produced a replacement equation which aims to address some of the limitations identified 

in the existing models. This equation enables other researchers to validate my findings 

against their own and investigate the dynamics of the current-time response in response to a 

range of stimuli. Having provided this capability to quantify the dynamics of the current-

time data, my equation may help researchers develop their understanding of the 

phenomenon. In addition, by questioning some of the key assumptions within this body of 

work the work may initiate new work within the topic.  

At the application level, I have presented a novel circuit design making use of the current 

transient phenomenon that was both presented at an international conference, MEMRISYS 

2019 where it was awarded a conference prize for originality, and published in “Frontiers in 

Neuroscience: Neuromorphic Engineering”. This work is an example of novel electronic 

devices being used to reduce the complexity and power consumption of detecting edges 

within an image. It was the first time that the current transient phenomenon has knowingly 

been used within a circuit to carry out computations and may go on to inspire the use of the 

phenomenon in a range of other computational problems.  
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1 Introduction and Literature Review 

1.1 Introduction 

Today’s technological age is one of data. As consumers we produce vast quantities of data, 

all of which is often filtered and interpreted in some form [1]. Traditional approaches, such 

as hard coded logic can only go so far in these scenarios; data is noisy, incomplete or simply 

too populous. Instead, we routinely apply machine learning techniques to tackle such 

problems at an industrial scale. Not only is machine learning being applied in an industrial 

setting but with the emergence of the internet-of-things (IoT) the average consumer is 

surrounded by electronic devices exploiting some form of data analysis [2]. This growing 

reliance on machine learning algorithms does however come at a cost.  

The development/training of a machine learning model can consume significant amounts of 

electrical energy and computing time. In a review of deep learning implementations it was 

found that improvements in performance correlated with increases in computing power 

which when extrapolated suggested the current approach is unsustainable [3]. As an 

example, one study found the training of one natural language processing model produced 

the same amount CO2 as that of an average human does across 7 years. [4] 

One cause of the large power consumption is the limitation of the hardware available. CPUs 

are based on the Von Neumann architecture first published in 1945 [5] which specifies the 

separation of memory and processor. This results in a computational bottleneck at the point 

where data has to be transferred from memory to processor and vice versa [6]. Machine 

learning algorithms are particularly susceptible to this as they rely on the dot product 

operator which requires many passes of information between memory and processor. The 

dot product is a mathematical operation carried out on two vectors. The elements of the 

matrices are multiplied element-wise with the results then summed to produce a scalar 

value. This occurs often in machine learning as it is an efficient method to represent multiple 

inputs being multiplied by their synaptic weights with the outputs then being 

summed/integrated. The inputs are encoded in one vector and the synaptic weights in a 

second; the dot product of these two vectors are then calculated. The multiple 

multiplications and the requirement to store the cumulative summation requires data to 

pass between memory and processer multiple times. In response to this limitation, engineers 
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have developed hardware to accelerate computing the dot product operator and other 

matrix operations; Google’s Tensor Processing Unit (TPU) is one such example [7].  

While designing more efficient digital architectures is one approach to reducing power 

consumptions, an alternative is to take inspiration from biology – a field referred to as 

neuromorphic engineering. In neuromorphic engineering CMOS circuity is designed to 

replicate the behaviours of the neurons and their interconnects; the synapse. The justification 

of replicating biological systems is based on the efficiency of the human brain. It is estimated 

our brains consume 20% of the body’s oxygen [8] equivalent to an approximate power 

consumption of 20W while resting. This is many orders of magnitude more efficient than the 

more sophisticated machine learning architectures in use today. For example, AlphaGo, 

famous for beating the world’s best Go player Lee Sedol, was approximately consuming 

10kW. This estimation is based on the thermal design power (TDP) reported for the 176 

GPUs and 1202 CPUs operating simultaneously [9]. Meanwhile, neuromorphic chips have 

proved successful, demonstrating word spotting and image recognition at milli-Watt power 

consumptions. Intel developed their Loihi chips demonstrating a reduction of 100x in energy 

consumption when compared to GPUs [10]. IBM developed TrueNorth and classified 

images at 1200 to 2600 images per second at a power consumption of 25-275mW [11]. 

Finally, imec demonstrated online learning with their neuromorphic chip which composed 

its own take on a Belgian flute minuet [12].  

While neuromorphic engineering typically uses CMOS circuitry to implement neurons [13], 

more novel nanoelectronic devices have been used in recent years when replicating the 

synapse connections between neurons, for example: photonic [14], ferroelectric[15] and 

graphene [16] based devices have all been used to replicate the behaviour of biological 

synapses. One  device of particular interest is the memristor [17], claimed to be the fourth 

missing fundamental component, discovered by HP labs [18]. The memristor is a device 

whose resistance is dependent on the charge which has previously flowed through the 

device. It can be interpreted as a resistor whose resistance can be electronically tuned. 

Memristors based on oxide thin films rely on a reversible breakdown of the insulator, often 

exhibiting two stable resistance states [19]. The change in resistive in silicon dioxide devices 

is argued to be the result of the formation of a conductive filament through the oxide [20], 
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[21]. The symmetry between an insulator with tuneable, conductive channels and the 

Hodgkin-Huxley model of the neuronal membrane [22] led researchers to investigate the use 

of these devices as synapses [23]. Memristors have gone to replicate the spike timing 

dependent plasticity learning rules thought to be crucial to learning within biological neural 

networks [23],[24]. The devices studied in this thesis are silicon dioxide based memristors 

[25] which have previously been applied to replicating synaptic behaviours [26].  

Discovering the memristor and its link to replicating synaptic behaviours has had a visible 

impact on the neuromorphic field. Exploring other nanoelectronics devices and behaviours 

within this context may present new opportunities for applications in neuromorphic 

computing. In this thesis I explore a phenomenon observed in defective capacitors often 

referred to as the “current transient” which has not yet knowingly been applied to the 

problem of neuromorphic computing. The current transient phenomenon describes the 

current flowing through a defective capacitor in response to step potential, an example is 

plotted in Figure 1. It exhibits rich dynamics, both increasing and decreasing in conductance 

which may prove useful in a computational device. I attempt to develop our understanding 

of the current transient’s physical cause as well as demonstrate its potential as a 

computational element.  

I will begin by describing and documenting the current transient as it is understood from the 

existing literature. I then document the experimental methods used throughout the thesis 

and go on to present techniques I have developed to aid in the characterisation of current 

transients. The new techniques are then applied to the understanding the physical models of 

the transient in greater depth and finally I apply the technique to the problem of edge 

detection within images.  

1.2 Literature Review 

The response of a capacitor to a step voltage should ideally be defined by a capacitive decay 

and dielectric relaxation processes. Apply a constant voltage across its terminals and the 

device current decays until eventually resting at a constant leakage current. However, this is 

not always the case. Apply the voltage for a long enough time or at a high enough 

temperature, and the current flowing through the device will begin to increase as the oxide 

becomes defective and its resistance decreases. This is referred to as oxide degradation [27]. 
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It is a general term used to describe an oxide film becoming defective over time in response 

to environmental stresses. Although it comes in many forms, this thesis addresses one 

particular embodiment of resistance degradation – the current transient.  

So called current transients are identified by their distinctive shape when plotted on a 

current-time graph shown in Figure 1. Upon applying a voltage to the device, the current 

rapidly increases to a maximum and then slowly decays, resulting in a characteristic peak in 

device current. Interestingly, whereas oxide degradation is largely a permanent effect, the 

change in oxide resistance that occurs throughout a current transient is not, it is instead 

volatile.  As discussed in the introduction this is one reason why I propose to investigate this 

phenomenon for computational uses. However, before we can consider such applications, 

we must understand the causes and characteristics of these transients and for this we turn to 

the literature.  

 

Figure 1 The current transient and its voltage dependence. The current 

transient of amorphous silicon dioxide thin films are plotted a range of 

voltages. The voltage is applied to the top electrical contact while the bottom 

contact is grounded. For each voltage, the average of three trials are plotted 

while the error bars depict the maximum and minimum of the three trials. 

Between each trial, the device is grounded and allowed to relax for 1 hour.  
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1.2.1 General Characteristics of the Current Transient 

Before diving to the causes of transients, let us first develop an understanding of how they 

behave and where they are found.  

Their most characteristic feature is a combination of their distinct peak and the long 

timescales over which they occur. Published peak times have ranged from 5 to 20 seconds 

and the entire transient is typically observed for a duration on the order of 10s-100s of 

seconds [28]–[30]. They are phenomena which is both slow and long lasting. Note that 

timescales of this scale are not typical for integrated resistor-capacitor (RC) circuits due to 

them requiring large capacitances which in turn require physically larger capacitors. For 

example, X-FAB’s XT018 technology features sandwich capacitors with a maximum 

capacitance density of 0.25𝑓𝐹/μ𝑚2. The devices studied in this thesis have an area of 

200μ𝑚 × 200μ𝑚; corresponding to a capacitance of 10𝑝𝐹 if implemented using X-FAB’s 

XT018 technology. In order to achieve a time constant similar to that observed by the current 

transient of our devices, say 10 seconds, a resistor of 1 × 1012Ω would be required. This is an 

unrealisable resistance value for integrated electronic circuits. To become feasible the 

resistance would have to be lowered by increasing the capacitance, this would require larger 

capacitors which in turn consumes valuable physical space. The significantly longer 

timescales of the current transient’s response in comparison to an RC circuit is one attractive 

property of the phenomenon. 

However, the transient’s dynamics are not fixed. They are accelerated by an increase in 

applied voltage [31] (as shown in Figure 1), an increase in temperature [32], [33] and when 

illuminated with a laser [34], [35]. Under all these conditions the transient can be made to 

accelerate with the peak occurring earlier in time. If pushed far enough the peak disappears 

entirely and we observe only a decaying current – an effect most likely due to the temporal 

resolution of the measurements. 

Whilst responsive to a range of stimuli it is still not certain whether other environmental 

effects such as humidity have an effect on the transient’s dynamics. It has been suggested 

that humidity has no effect [36] but no published data has been presented to support this 

case and further work is required to draw any conclusions. 
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Considering the properties of transients have been so consistent across published studies it 

is interesting to note that these studies have featured many different oxide materials. 

Originally in Barium Strontium Titanate (BST) systems [31], [37]–[39] but also in other oxide 

systems such as hafnium oxide [32], tantalum oxide [35] and in our own silicon oxide 

devices.  

Although present in many different device structures, it seems not all systems are equal, and 

this is particularly evident with respect to device polarity. In the early studies on currents 

transients, they are only observed in a single voltage polarity [31], [40]. While we would not 

expect to associate polarities with an MIM capacitor’s capacitance, because it is polarity 

independent, we must consider it when considering its leakage current. This is because 

defective capacitors which exhibit detectable leakage currents often have asymmetric IV 

curves with different magnitudes of current observed in opposite voltage polarities resulting 

in a rectifying device. Equally, the current transient phenomenon is often only observed 

under one voltage polarity. The justification of this is that the transient is only observable at 

low current densities, too large and the transient is obscured. However, our devices exhibit 

transients in the more conductive polarity and other devices within the literature exhibit 

transients in both polarities [40], [41]. That said, in most cases the effect of the voltage 

polarity is not documented [29], [30], [34], [35], [37], [42], [43].This question of why 

transients are sometimes only observed in only one polarity is still up for debate and may 

suggest composition does have some role in defining the transient’s characteristics – as 

would be expected.  

The fact transients have been observed in such a variety of materials suggest they are a 

general phenomenon which could occur in a wide variety of MIM devices given the right 

conditions. This fact makes understanding the cause and properties of current transients 

important as implications could exist for a number of research domains investigating metal-

oxide structures such as in transistor gates or the relatively new field of resistive switching 

memories and the memristor. The properties of the current transient differ from the usual 

resistance switching behaviours observed in our devices. They are analogue and volatile 

while when operated in a typical resistance switching mode the devices exhibit non-volatile 

binary switching. However, volatile analogue behaviours have previously been observed 
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and referred to as diffusive memristors [44]. We could be observing a similar behaviour in 

our devices, but should note the timescales are shorter in diffusive memristors with the 

decay in conductance occurring over 1 second. 

1.2.2 Existing Models 

A number of models have been proposed to explain this phenomenon, the most popular of 

which is the Space Charge Limited Current (SCLC) theory [45], [46] which was developed 

for describing a generic space charge within an ideal insulator. This original model was first 

linked to oxygen vacancies by Zafar et al. [28] where the space charge in question is 

assumed to be charged oxygen vacancies. The drift of charged defects under an applied bias 

causes an ionic current in addition to the electronic current flow. The charged defects are 

blocked by the electrical contact at one side and accumulate. This accumulation forms a 

Coulombic repulsion impeding further migration in turn reducing the ionic current as it 

begins to work against itself.  

In deriving the SCLC model, the authors consider the transient behaviour to be the result of 

a generic space charge within an insulator with no trapping [45], [46]. The conduction is 

assumed to be planar and the analysis is restricted to a single dimension. This could model 

either an electronic current, in which case charges and mobilities refer to that of the 

electrons, or to an ionic current, in which case they refer to properties of some charged 

defect within the oxide. In recent publications, researchers have assumed it is the latter. The 

mobility is often assumed to describe mobile oxygen vacancies within the oxide [30], or in 

other work copper ions[41], in both cases the current is assumed to be ionic.  
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The model is based off the following equations:  

Electronic 

conduction:  

𝑗𝑐𝑜𝑛(𝑥, 𝑡)
= 𝑞𝑛(𝑥, 𝑡)𝜇Ε(𝑥, 𝑡) 1 

Displacement 

Current:  

𝑗𝑑𝑖𝑠𝑝(𝑥, 𝑡)

= ϵ
∂𝐸(𝑥, 𝑡)

𝜕 𝑡
 

2 

Poisson’s 

Equation: 

ϵ
∂E(𝑥, 𝑡)

∂𝑥
= 𝑞𝑛(𝑥, 𝑡) 3 

Total current:  𝑗(𝑡) = 𝑗𝑐𝑜𝑛𝑑 + 𝑗𝑑𝑖𝑠𝑝 4 

Where the symbols are defined below: 

𝒒 The charge in Coulombs of a unit of the space charge in question. For 

electrons, this is the charge of a single electron. For ions, it is the charge of 

the respective ion.  
𝒏 Concentration of space charge.  
𝜇 Mobility of space charge within the oxide. 
𝑬 Local electric field within the oxide. 
𝑳 Thickness of the oxide.  
𝝐 Dielectric Permittivity of the oxide.  
𝒋 Current density. This may be electronic or ionic depending on the space 

charge in question. 
𝒙 Position within the oxide from 0 to 𝐿. 

 

Boundary conditions are defined by the electric fields at the anode, 𝐸𝑎(𝑡) = 𝐸(𝐿, 𝑡), and 

cathode, 𝐸𝑐(𝑡) = 𝐸(0, 𝑡), were 𝐿 denotes the thickness of the insulator. The applied voltage is 

assumed to be fixed.  

From this set of equations, a description of the device current density is derived, equation 5. 

𝑗(𝑡) = 𝜖 (
μ

2

∂𝐸2(𝑥, 𝑡)

∂𝑥
+
∂𝐸(𝑥, 𝑡)

∂𝑡
) 5 

 

This equation is then integrated with respect to 𝑥 from the cathode to the anode, to obtain 

equation 6 describing the current as a function of the cathode and anode electric fields. Note 

that the authors claim ∫
∂𝐸(𝑥,𝑡)

∂t
𝑑𝑥

𝐿

0
= 0 on the basis that the applied voltage does not vary 

with time: ∫
𝜕𝐸(𝑥,𝑡)

𝜕t
𝑑𝑥

𝐿

0
=

∂

∂𝑡
∫ 𝐸𝑑𝑥
𝐿

0
=
∂𝑉

∂𝑡
= 0 [46]. The authors acknowledge that this 
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approximation is only valid in a single dimension. If applied to cylindrical of spherical 

geometries they claim the problem is intractable.  

The current equation can be rewritten in terms of the total charge in the insulator, equation 

7, by acknowledging the relationship between the cathode and anode electric fields: 𝐸𝑐(𝑡) =

𝐸𝑎(𝑡) −
𝑄(𝑡)

𝜖
, where 𝑄(𝑡) describes the total charge within the insulator. 

𝑗(𝑡) =
𝜖μ

2𝐿
(𝐸𝑎
2(𝑡) − 𝐸𝑐

2(𝑡)) 6 

𝑗(𝑡) = [μ𝑄(𝑡)/2𝐿]2𝐸𝑎(𝑡) − [𝑄(𝑡)/ϵ] 7 

 

Having derived an equation describing the device current, a key equation of the SCLC 

model is an equation that links the mobility of the space charge with the time at which the 

peak occurs, 𝑡1. This is assumed to be the moment in time when the front of charge has 

reached the anode of the device. Their derivation begins with the assumption that the field 

at the cathode is zero: 𝐸𝑐(𝑡) = 0. The second assumption is to assume that when current is 

evaluated at the anode of the device, the conduction component of the current is zero as no 

charge has yet reached the anode: 𝑗𝑐𝑜𝑛𝑑 = 0, these leaves only the displacement component: 

𝑗(𝑡) = 휀
∂𝐸(𝑡)

∂𝑡
. Combining this with equation 6, along with the previous assumption that the 

field at the cathode is zero, we arrive at the differential equation: 
1

Ea
2 𝐸 =

μ

2𝐿
∂𝑡 which has the 

solution given by equation 8. 

𝐸𝑎(𝑡) =
𝑉

𝐿

1

1 −
μ𝑉
2𝐿2

𝑡
 8 

 

Having determined the field at the anode, the time for the space charge’s front to reach the 

anode can be now be derived. The velocity of the space charge is given by: μ𝐸(𝑥, 𝑡), however 

the authors assume that the field experienced by the front of the space charge is equal to the 

field at the anode, 𝐸(𝑥, 𝑡) = 𝐸𝑎(𝑡). This is based on the fact field should be constant between 

the charge front and the anode. The time for the charge front to traverse the device can then 

be found by solving the integral in equation 9, the solution of which is given by equation 10. 
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𝐿 = μ∫ 𝐸𝑎(𝑡)𝑑𝑡
𝑡1

0

 9 

𝐿 = −2𝐿 [𝑙𝑛 (1 −
μ𝑉𝑡

2𝐿2
)]
0

𝑡1

 10 

𝑡1 = 2 [1 − 𝑒𝑥𝑝 (−
1

2
)]
𝐿2

𝜇𝑉
 

 

11 

Equation 11 which describes the time at which the charge front reaches the anode is finally 

approximated to: 𝑡1 ≅ 0.787
𝐿2

μ𝑉
 [45]. Note that although this approximated form is the 

equation most often used in modern studies it is often incorrectly rounded. In Lampert et al 

the coefficient is rounded to 0.786 [46] and in modern studies the coefficient is often rounded 

to 0.78 [31], [34], [47].  

𝜏 ≅ 0.787
𝐿2

μ𝑉
 12 

With this derivation we have arrived at a key equation of the SCLC model, equation 12, 

which has been used frequently in the literature surrounding the current transients; often in 

order to obtain the mobility of the space charge. Whether this equation is valid depends on 

the original model of a space charge traversing the device to hold true. In this thesis I will 

investigate whether that is indeed the case.  

The pervasiveness of the SCLC model may be the result of equation 12 and the attractive 

material properties it suggests are obtainable.  For example, it suggests it is possible to 

obtain the mobility of the migrating defects, which when combined with the Einstein-Nernst 

equation, can reveal the activation energy of such defects. Researchers have used this 

equation when current transients are observed to determine mobility and activation energies 

for variety of materials [29]–[32], [35], [48]. Some have gone further and suggested that 

changes in the transient caused by illumination with a laser is evidence of an optically 

accelerated mobility [34] or of charge transitions within the defect [35]. But if researchers are 

to use this model to extract mobilities as well as secondary observations based on changes of 

mobility then we must be sure the model is valid and this is where issues begin to arise.  
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1.2.3 Limitations, Inconsistencies and Concerns 

Although the model has proved useful, it is has yet to be validated thoroughly. Yes, higher 

temperatures and applied voltages cause an increase in the rate of the transient as predicted 

and peak time plotted against reciprocal voltage have been shown to be linear in certain 

regimes, but thanks to the original SCLC model we can afford to be more specific than that. 

Take for example the thickness dependence of peak time as given in equation 12. This occurs 

as a result of vacancies having to traverse across the oxide from one electrode to the opposite 

and should cause the peak time to have a squared dependence on the device thickness, 𝐿. 

Although no research has specifically investigated this, there is published data from a 

related study [40] which can be used to initially assess this dependence. From Manceau’s 

data it appears the timing of the peak is unaffected by device thickness. He studies three 

oxide thicknesses: 900Å, 450Å and 200Å,  in which we would expect an increase in peak 

time; with respect to the 200Å device the  450Å should have a peak timing 6 × larger and the 

900Å device 20 × longer. This is not observed as evident in figure 8 of [40]. Instead, it seems 

to be the prominence of the peak that is affected, not its timing. In thinner samples the peak 

appears spread out, whereas in thicker samples the peak is more pronounced. This 

inconsistency between a key equation of the SCLC theory and experimental evidence is one 

cause for concern when applying this model – but is not the only one.  

Even more concerning is the predicted straight line fit for peak time versus reciprocal 

voltage plots, often used as the key indicator of SCLC behaviour, equation 12. Of the papers 

which present a straight line, these often consist of only a few data points when claiming a 

straight line [36], [37]. Furthermore these plots are dependent on measuring peak times, a 

process which is not trivial as can be seen from Figure 2, where of the shallowness of some 

curves obscures the peaks. This risks the selection of peak times being potentially subjective, 

or at least it introduces a large degree of uncertainty for shallower transients. What’s more, 

in some studies this linearity is found to exist only within a specific region [40], [49], [50] and 

in others it disappears entirely instead becoming exponential [29], [42]. Although these 

inconsistencies have not been studied thoroughly as of yet, they do warrant a scepticism in 

applying the SCLC theory, and in particular equation 12, to the current transients. 
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Figure 2 The challenge of identifying the transient's peak. Reproduced from 

[51]. Transients are plotted for BaSrTiO3 devices. The peak at lower 

temperatures is considerably broader. 

1.2.4 Alternative Models 

Of course, SCLC is not the only model used to explain these transients.  

While SCLC argues the transient is the result of a large ionic current, Meyer et al. [39] 

conclude differently, instead suggesting the ionic currents are negligible and the transient is 

the result of a change in the electronic conductivity of the bulk and interfaces.  

To arrive at this conclusion, they simulated the redistribution of vacancies, electrons and 

holes within their BST oxide layer bound by two Schottky contacts at the BST-Pt interfaces. 

The simulation was based on a finite differences approach considering the redistribution of 

each particle species driven by both drift and diffusion.  Iteratively the simulation 

determines the redistribution of particles and then calculates the total device current based 

on both the particles distribution and their velocity.  The total device current is the sum of 

the electron, hole and vacancy currents. For each particle species, the current is a 

combination of a diffusion and drift term as described by the Nernst-Einstein equation 13.  

𝑗𝑘 = −𝐷𝑘
𝑑𝐶𝑘
𝑑𝑥

+
𝑍𝑘
|𝑍𝑘|

μ𝑘𝐶𝑘𝐸 

where 𝑘 ∈ {𝑛, 𝑝, 𝑉𝑂
..} 

13 

 

Symbol definitions: 

𝑘 Indicates particle species. This may be electrons, holes or charged oxygen 

vacancies.  
𝑗𝑘 Current density for particle species 𝑘.  
𝐷𝑘 Diffusion coefficient for particle species 𝑘. 
𝐶𝑘 Concentration of particle species 𝑘. 
𝑍𝑘 Charge in Coulombs of particle species 𝑘. 
μ𝑘 Mobility of particle species 𝑘. 
𝐸 Local electric field within the oxide.  
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This approach proves useful as it allows us to separate the electronic and ionic currents – 

something not possible in experiment.  

Within the simulation they observe a rapid asymmetric redistribution of electrons and holes 

resulting in one highly n-type interface at the negative electrode and the other slightly 

depleted from its resting concentration of electrons. From the published data it appears this 

slows at the onset of the transient’s peak. Trailing behind this redistribution of electrons is 

the migration of oxygen vacancies, a much slower process. Vacancies also migrate towards 

the negative electrode along with the electrons, which the authors suggest strongly 

influences internal electric field and in turn causes some bending of the conduction band. 

Due to the lower mobility of the vacancies and their slower migration it is found the 

corresponding ionic displacement current is too small to be the cause of the increase in 

device current. Instead, it is caused by the modulation in electronic conductivity that the 

change in vacancy distribution causes.  

Through varying the simulated device temperature, the activation energy for the increase in 

conductance is found to be 0.8eV which the authors claim is reasonable for vacancies within 

a BST device. However, given that the transient’s peak has already occurred by the time 

vacancies have redistributed to a significant degree, we should be cautious in arguing the 

activation energy determined from the peak describes the vacancy migration. Instead, from 

the published results it seems this may correspond to the electron and hole migration that 

occurs predominantly before and during the occurrence of the peak.  

Other researchers have also arrived at a similar conclusion. For example, Zhong et al [42] 

observe what appear to be electronic traps with activation energies of 0.18-0.3eV and 

conclude oxygen vacancy migration leads to changes in electron/hole concentrations in turn 

modulating bulk conductivity.  

With the existence of two differing theories, some studies have attempted to identify 

whether the effect is electronic (Meyer et al.) or ionic (SCLC). For example, Wakiya et al [43] 

consider both the SCLC model and the modulation of electronic conductivity when 

analysing transients in their own devices. They find the electronic conductivity model 
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produces a more plausible value for the dielectric constant and therefore conclude it to be 

the better model. However, in contrast to this Kamel et al [30] attempts to address the 

question as to whether the effect is ionic or electronic currents based on the assumption that 

if electronic traps were involved, they would be affected by the crystallinity of the oxide. 

They find that almost identical transients are observed in their amorphous and 

polycrystalline devices and suggest this supports the claim by Zafar et al [31] that the effect 

is ionic in nature.  But eventually, in a later paper [37] they also conclude an alternative 

theory based on the presence of shallow electronic traps suggesting they too are considering 

an electronic explanation.  

It appears that the question of whether this effect is ionic or electronic has yet to be 

concretely settled. However, the general progression within the literature has been toward a 

predominantly electronic conduction which is modified via the migration of vacancies. This 

is one question which I will attempt to address within this thesis.  

1.2.5 Open Research Questions 

The need to verify these models is made all the more important when we see them 

employed to determine physical properties of devices. In the simplest of cases these have 

been mobility values and activation energies, taken directly from the SCLC equations, but 

some studies have gone further. For example, observations of the transients accelerating 

when illuminated with light from a laser have been combined with the SCLC theory to 

argue that a vacancy’s mobility can be increased optically. Equally, the same acceleration of 

the transient in response to illumination has been argued to be evidence of charge 

transitions within oxygen vacancies. Naturally, such findings could have large implications 

especially in the relatively new field of defect engineering. But how sure we are of these 

conclusions being valid depends on the validity of the SCLC model and equation 12 being 

applied in these contexts. 

As I have shown there appear to be many uncertainties when it comes to the physical causes 

of the current transient. In response to this literature review I have compiled a list of open 

research questions which if tackled may help further our understanding of the current 

transient. In this thesis I attempt to address some of these questions, in particular questions: 

b,d, e and f. Question a is not directly addressed due to the significant challenge of 
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identifying migrating defects within oxides. However, the work carried out in addressing 

the other research questions will help inform our understanding of question by extracting 

the drifting defects characteristics such as volatility. Equally, question c is reserved for 

future work as it required the fabrication of additional devices which was not feasible at the 

time.  

a) Both models rely on the presence of vacancies. This has yet to be categorically 

demonstrated. In some cases, it has been argued copper ions are the migrating 

defect. 

b) The driving force behind the transient is different between each model. SCLC is 

purely field driven, while electronic conduction relies on charge injection as well 

field driven drift. Whether this is a field or charge driven process has not been 

investigated.  

c) Thickness dependence does not match with SCLC theory’s equation 12.  

d) Clarifying the number of processes that make up the transient. It has been assumed 

that they are the result of a single change occurring in the oxide i.e. the migration of a 

space charge. But what if the transient were the result of two separate changes 

occurring in the device simultaneously?  

e) Why is there a polarity dependence to observing the transient? 

f) How to trigger/induce transients? How can we design devices to exhibit them? Can 

we control their presence? 
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1.3 Summary 

The current transient is a recurring phenomenon in a variety of MIM devices. Historically it 

was interpreted as a defect but in more recent studies the effect has been used to extract 

material properties and changes in those properties. These studies are based on a key 

equation from the SCLC model reproduced below which links the timing of the peak, τ, with 

the applied voltage, 𝑉, the mobility of the drifting defect, μ, and the thickness of the oxide, 𝑑.  

τ =
0.787𝑑2

μ𝑉
 

Within the literature I have identified a number of inconsistencies and concerns with 

applying this equation to the current transients observed experimentally. In this thesis I 

attempt to verify the physical model on which the SCLC model is based upon by both 

developing new experimental techniques and analytical tools. In attempting to build a better 

picture of the current transients causes, I will be able to comment on how valid the SCLC 

model is when extracting defect mobilities. 
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2 Methodology 

2.1 Device Structure 

The devices studied in this thesis were fabricated by Dr. W. Ng. Although I am detailing the 

fabrication process for completeness, I did not carry out this task; instead, all credit goes to 

Dr W. Ng.  

The device has a metal-insulator-metal (MIM) structure as shown in Figure 3b and is 

fabricated on a silicon wafer. In order to avoid interactions between the bottom metal 

contact and the wafer, a thick silicon dioxide layer is thermally deposited onto the wafer 

prior to the bottom electrode. The bottom electrode and thin film oxide are then deposited 

across the entire sample un-patterned. Finally, the top electrical contacts are patterned 

during deposition into squares with sides ranging from 200𝜇𝑚 to 800𝜇𝑚 as shown in Figure 

3a. Patterning is achieved via a contact mask; photolithography is not used.  

The electrode materials differ between the top and bottom electrodes and were not chosen 

specifically for this project, they were instead selected to obtain high performances 

resistance switching memories by other members of the group [19]. It has been argued that 

asymmetry in the device’s structure is required to observe stable switching, requiring an 

active and inert electrode [52]. A recent investigation on the molybdenum contact suggested 

it plays an important role as an oxygen reservoir readily transferring oxygen between the 

electrode and silicon oxide film [53] – akin to an active electrode. 
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A 

 

B

 

Figure 3 Device structure. (A) Device layout and dimensions of the top electrical 

contact. The bottom contact is a blanket film of molybdenum across the entire 

sample. (B) The device stack and composition. The MIM structure of the device 

remains largely constant throughout the thesis. Occasionally the top contact is 

modified from gold to conductive ITO.  

In general, the device layers do not change throughout the study. Both the bottom contact (a 

molybdenum thin film) and the oxide layer (an amorphous silicon oxide thin film) remain 

constant whereas the material of the top electrical contact is changed according to the 

experiment. This thesis is predominantly based on gold top contacts, however, I also 

investigate conductive ITO.  Details on which top contact is being used will be specified in 

the corresponding sections. Note, an additional titanium buffer layer is used between the 

top metal contact and the oxide to improve adhesion. This adhesion layer is not ideal as it 

could introduce additional defects migrating within the oxide. Despite this concern, 

transmission electron microscopy (TEM) studies combined with electron energy loss 

spectroscopy (EELS) have found no detectable migration of the titanium interface in the 

devices [19].   

The choice of gold as a top electrical contact may introduce migration of gold atoms into the 

oxide and their diffusion through the film. For example, a study into the diffusion of gold 

through amorphous SiOx observed migration of gold into the oxide when held at a 

temperature of 390oc for 4 hours [54]. Further, when held at 500oC for 2 hours the gold was 
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found throughout the approximately 500nm thick oxide. However, no migration was 

observed at temperatures below 370oC. While the diffusion of gold through silicon oxide 

films at high temperatures has been observed, it is often neglected or assumed not to occur 

in devices operated as resistance switching memories. In electrochemical metallisation 

memories, where metallic filaments form between the two electrodes, gold is considered an 

inert electrode [52]; this is also assumed true for valence change memories [55]. In one 

example of a device which comprised of gold and silver electrodes sandwiching an As2S3 

film, only the migration of silver was observed to form a conductive bridge between the 

contacts [20]. The assumed stability of the gold contacts within this application may be 

because device operation is restricted to room temperature experiments or that the presence 

and migration of a comparatively more active/mobile electrode, such as silver, have a more 

significant effect on device properties.  

Layer thicknesses are analysed using a profilometer, detailed in the following section. The 

bottom electrical contact is 300nm thick to ensure good conductivity across the device. The 

oxide thin film has a thickness of 35nm. The top electrical contact has a varying thickness 

depending on the material which is given in the table below.  

Type 1  Type 2 

Layer Film Thickness (nm)  Layer Film Thickness (nm) 

Au 110  ITO 50 

Ti 3  Ti 3 

SiOx 35  SiOx 35 

Mo 280  Mo 280 

Table 1: Comparison of device stack for two types of devices. The bottom 

three layers within the stack are the same for both devices, whereas the top 

layer is varied between the two. 

2.2 Fabrication Techniques 

2.2.1 Film Deposition 

All device layers were deposited using RF sputtering which is a physical vapour deposition 

technique. The material being deposited is referred to as the target material and is initially in 

a solid state. Deposition is achieved by bombarding the target material with a plasma, 

causing the ejection of atoms from the target, and is carried out in low pressure conditions 
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within a typically inert gas environment. The ejected atoms deposit onto the sample via 

either a direct ballistic path or a random walk, depending on the gas pressure within the 

chamber. A low gas pressure results in the more direct ballistic ejection, whilst a higher gas 

pressure will cause more collisions resulting in a more random walk.  

The plasma is formed by subjecting the sputtering gas (Argon) to a high electric field. The 

field may be either DC or AC. However, in the case of insulating targets such as SiO2 an AC 

field is required, which oscillates at an RF frequency of 13.56MHz.  

A simplified version of the sputtering system is illustrated in Figure 4. The setup consists of 

the sample, connected to the anode of the RF power source, the target material situated in 

front of the cathode, and the sputtering gas injected into the chamber. The plasma is formed 

of argon ions, positively charged, which are attracted to the negatively charged cathode i.e. 

the target. This causes the high energy collisions between the argon ions and the target 

surface needed to cause the ejection of target atoms. 

In general, sputtering produces amorphous films with sub stoichiometric oxides. The SiOx 

oxide of our devices have a stoichiometry of 𝑥 ≅ 1.9 while the roughness of the film appears 

to be defined by that of the bottom molybdenum layer with an RMS roughness of 0.9 to 

1.5nm [56].   

While most layers are un-patterned and deposited uniformly across the sample, the top 

contact requires patterning. This is done using a contact masking technique where a metallic 

mask is placed in direct contact with the sample.  

Following deposition, the devices do not undergo annealing. This could be a concern 

because annealing processes are a necessary step during industrial scale fabrication. If the 

devices are affected negatively by annealing processes, it would make industrialisation of 

the devices a challenge.  
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Figure 4 Radio Frequency Magnetron Sputtering. This illustration shows 

the basic setup for sputtering thin films. A large radio frequency electric 

field ionises argon gas to produce a plasma. High energy collisions occur 

between the ionised argon and the target material to be deposited. The 

collisions cause target atoms to be ejected from the source with a high 

kinetic energy, which traverse the chamber and deposit onto the sample, 

over time forming an amorphous thin film.  

2.2.2 Film Thickness Measurements 

Once sputtered, film thicknesses are measured using a contact profilometer2 able to 

achieve a resolution of 0.5nm. This process involves contacting the sample with a 

diamond tip and scanning across the surface. The sample height is obtained by adjusting 

the height of the tip so as to maintain a constant force against the sample using a 

feedback loop as it scans.  This change in tip height correlates with the sample’s surface 

height. When measuring layer thicknesses of a device stack, a staircase-like structure is 

patterned during fabrication and layer thicknesses are measured relative to each other. 

These principles are illustrated in Figure 5.  

                                                      
2 Bruker DektaXT Surface Profiler: https://www.bruker.com/en/products-and-solutions/test-and-

measurement/stylus-profilometers/dektakxt.html 

https://www.bruker.com/en/products-and-solutions/test-and-measurement/stylus-profilometers/dektakxt.html
https://www.bruker.com/en/products-and-solutions/test-and-measurement/stylus-profilometers/dektakxt.html
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Figure 5 Contact profilometer for thin film thickness 

measurements. A) Schematic of a profilometer. A probe 

scans across the sample’s surface while adjusting its 

height to maintain a constant force. A feedback loop is 

used to maintain this force while reporting the tip height. 

B) Measuring thin film thicknesses after deposition is 

done by producing a staircase-like structure.   

2.3 Electrical Characterisation 

An important observable of our device is the current flowing through it. This contains 

information on both the bulk conductivity of the oxide layer as well as barrier heights at the 

interfaces. The challenge, however, is to reduce any offsets or nonlinearities caused by the 

measurement equipment itself, one example being the contact resistance of probes. In this 

section I will describe my approach to measuring device currents and justify the chosen 

approaches.  

2.3.1 Electrical Probing – 2W/4W 

Before carrying out current measurements the choice of how to contact the device electrodes 

needs to be decided. Broadly speaking there are two approaches, either fine metallic probes 

are placed directly on the device’s contacts with the aid of micromanipulators, or the device 

is wire bonded within a chip carrier. The wire bonded approach has its advantages in that the 

position of the electrical contact does not vary between experiments, thermal expansion 

during temperature measurements will not affect the contact significantly and there is less 

risk of damaging the device during characterisation in contrast to the probe method, which 

can be susceptible to sample damage caused by the experimentalist. That said, wire bonding 
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does risk damaging the device during the bonding process. An ultrasonic pulse is used to melt 

a gold or aluminium wire to the device contact while some pressure is applied to aid in the 

joining of the two metals. This pressure can cause layers within our device to compress, 

resulting in electrical shorts between the two metal contacts and thus breaking the device - 

something we have repeatedly observed. Given the structure of our devices and how 

susceptible they are to damage from the wire bonding process I have chosen to instead use 

the direct probing technique using tungsten probes. Care must be taken when bringing the 

probe down to avoid damage. Usually, a low voltage is applied when bringing the probe in 

contact as a test signal. The current is monitored for a jump in device current which indicates 

the probe has made contact. Initially, when the probe is not contacting the device, the current 

oscillates between positive and negative currents around zero amps due to there being no 

detectable electronic current. Once the probe contacts the device, the voltage applied across 

the device now induces a detectable current matching the polarity of the applied voltage 

causing the apparent jump in device current. 

Once a contact method is chosen, the next decision is regarding how currents should be 

measured. There are in general two methods to select from, either a 2-wire measurement or 

a 4-wire measurement. The justification for the choice is based on how conductive the 

sample is.  
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Figure 6 2-Wire and 4-Wire measurements. A) A schematic of the 2-wire 

measurement setup. A voltage (𝑉𝑆𝑜𝑢𝑟𝑐𝑒) is applied to the sample with two 

probes. Each probe introduces a series resistance (𝑅𝑝𝑟𝑜𝑏𝑒) with the sample’s 

resistance (𝑅𝑠𝑎𝑚𝑝𝑙𝑒). The device current (𝐼𝑀𝑒𝑎𝑠) is measured by an ammeter 

in series. B) A schematic of the 4-wire measurement setup. In contrast, a 

constant current (𝐼𝑠𝑜𝑢𝑟𝑐𝑒) is sourced through the sample via two probes. 

The voltage induced across the device (𝑉𝑀𝑒𝑎𝑠) by the current is measured 

with a voltmeter in parallel with the sample.  

The simplest method of measuring electrical resistance is to apply a fixed voltage and 

measure the total current flowing through the device. This is referred to as a 2-wire 

measurement because only two electrical contacts are made, as illustrated in Figure 6a. A 

voltage source and ammeter are placed in series with the device and the device resistance is 

calculated via Ohms Law. 𝑅 =
𝐼

𝑉
 

However, this is not an exact measurement because it assumes the electrical resistance is 

entirely defined by the device under test, whereas in practice there are multiple sources of 

electrical resistance in series with the device. In order of increasing significance these include: 

the wires between the sample and the voltage source, the voltage source’s internals resistance, 

the ammeter’s internal resistance and, most importantly, the contact resistance that occurs at 

the junction between the electrical probes and the device under test. When characterising thin 

films, the contact resistance is one of the most important quantities to consider and can be 

minimised by depositing metal contacts on the sample during fabrication. Fortunately, in 
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most cases the device resistance is large enough to dominate the electrical resistance and so in 

case this method is valid, but in instances where resistance is low (< 10Ω) an alternative 

approach should be taken.  

When the device resistance is low, the parasitic resistances of the measuring circuit become 

significant and must be removed by using a 4-wire resistance measurement as shown in 

Figure 6b. In this setup Ohm’s law is still employed to measure resistance. However, rather 

than sourcing a voltage and measuring a current, the opposite is done: a constant current is 

forced through the device, inducing a voltage across it. The potential drop is measured with 

a voltmeter in parallel to the device via two additional probes. It is important to 

acknowledge that all four contacts still exhibit the same contact resistance and wire 

resistances that were an issue in the 2-wire technique. However, in this instance the current 

flowing through the measurement contacts is significantly lower due to the large impedance 

of the voltmeter. The voltage drop across the parasitic resistance is therefore negligible and 

the voltage measured by the voltmeter is assumed to more accurately represent the voltage 

drop across the device. This is because the current flowing through the probes (which 

measure the voltage across the device) is reduced; causing the voltage induced across the 

contact resistance to also be reduced. These voltages induced across the contact resistances 

of each probe introduce errors into the voltage measurements hence by reducing them we 

obtain a more accurate measurement of the voltage across the device. 

The choice between the 2-wire and 4-wire resistance measurement is therefore based on the 

device resistance. The devices I study in this thesis are high resistance, ranging from the 

kiloohms to the megaohms. At this magnitude the parasitic resistances of the measurement 

circuit, such as the contact resistances, are negligible. To verify this the contact resistance 

between the tungsten probe and the gold metal contact was measured using a 4-wire 

measurement setup for seven different devices. The contact resistances were measured and 

found to have a mean value of 0.58Ω with a variance of 0.03Ω. These measurements are 

plotted in Figure 7. This value of contact resistance is significantly lower than the resistance 

of the device being measured. Considering this, the 2-wire measurement is used throughout 

this thesis.  
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Figure 7 Contact resistance measurements. The contact resistance between 

a tungsten probe and the gold contacts of the device is measured for seven 

devices. A single outlier was found with a value of approximately 0.21Ω. 

The mean averages and variance of the contact resistances are given – these 

include the outlier value.  

2.3.2 Current Measurements 

Having contacted the device, we must now address the problem of measuring device 

currents. Again, there are a number of methods that could be used, the choice of which 

usually depends on the magnitude of the current that is being measured.  

A digital multimeter (DMM) ammeter is the most basic method of measuring currents. It 

operates using Ohm’s law by measuring the voltage drop across a fixed resistor referred to 

as the shunt resistor. While this approach is valid for currents on the order of milliamps or 

larger, issues arise for smaller currents due to the noise induced by the shunt resistor. To 

measure smaller currents larger shunt resistors are required, which leads to two problems. 

Firstly, larger resistors introduce greater thermal noise, which disturb the voltage being 

measured. Secondly, a larger resistance also results in a larger voltage drop occurring across 

the ammeter. This voltage drop, called the voltage burden, becomes an issue when it is no 

longer negligible compared to the voltage being applied to the device under test. The 

combination of voltage burden and the thermal noise of the shunt resistor inevitably places a 

lower limit on current measurements when using a DMM.  

The currents flowing through our devices are typically in the range from 100nA to 1mA and 

as such a sense resistor is not an appropriate approach to measuring device currents. 
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Instead, we make use of a picoammeter, able to detect much smaller currents on the scale of 

picoamps to nanoamps.  

Picoammeters achieve lower current measurements via a variety of techniques which vary 

between manufacturers.  Most use an op-amp to convert the input current to a voltage while 

amplifying the signal using a transimpedance amplifier. Again, the implementation of this 

varies between manufacture and is often protected intellectual property and not disclosed. 

However, the general operation can be understood with the circuit in Figure 8. The circuit is 

a transimpedance amplifier converting the input current (𝐼𝑖𝑛) to an output voltage (𝑉𝑜𝑢𝑡). It 

exploits the fact that an operational amplifier will adjust its output voltage in order to 

reduce the voltage difference between its two input pins (- and +). In this circuit the 

noninverting input pin (+) is grounded which causes the op-amp to adjust its output voltage 

to ensure the voltage at inverting input pin (-) is also zero volts. When an input current is 

injected into the circuit, the voltage at the input pin is momentarily offset. This leads the op-

amp to quickly adjust the output voltage, inducing a current of equal and opposite 

magnitude through the feedback resistor in turn, cancelling out the input current. This 

feedback from the op-amp rapidly returns the voltage at the inverting pin (-) to zero  

creating what is referred to as a virtual ground. In generating this inverse current, the 

voltage at the output of the op-amp is defined by Ohm’s law: 𝑉𝑜𝑢𝑡 = −𝑅𝐹𝐼𝑖𝑛, resulting in a 

voltage that follows the input current with an amplification defined by the feedback resistor, 

𝑅𝐹. 

 

Figure 8 Transimpedance amplifier. The input current (𝐼𝑖𝑛) is amplified 

and converted into an output voltage (𝑉𝑜𝑢𝑡) via the operational amplifier. 

The gain is defined by the feedback resistor (𝑅𝐹): 𝑉𝑜𝑢𝑡/𝐼𝑖𝑛 = −𝑅𝐹 . 

The virtual ground is a key advantage of this technique. It means the voltage burden is 

reduced considerably as there is now no longer a shunt resistor in series with the device 
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under test. This allows the measurement of smaller currents, which would not have been 

possible using a DMM due to the significant voltage burden caused by the sensing resistor.  

For these reasons, a picoammeter is the appropriate meter to carry out current-time 

measurements or current-voltage sweeps on our devices. I use a Keithley 6430 sourcemeter, 

which combines a low noise voltage source and picoammeter into a single unit.    

In some instances, I apply more complex voltage transients to the device beyond step 

potentials; for example, custom spike trains or pulses. In these scenarios the sampling 

frequency of the Keithley is not high enough to reproduce such signals. Instead, I replace the 

Keithley sourcemeter with an arbitrary signal generator, to generate voltage transients, and 

a current preamplifier in series with the device to amplify device currents. The schematic for 

this setup is shown in Figure 9. This setup is used in the edge detection and optical injection 

studies. 

 

Figure 9 Experimental setup of spike train measurements. Spike trains 

are generated using an arbitrary signal generator. The device current is 

amplified and converted into an output voltage via the preamplifier in 

series with the device. The output of the current preamplifier is captured 

by an oscilloscope.  

The specifications for the current preamplifier (SR570) and oscilloscope (Rigol DS4024) are 

included in the tables below.  
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Stanford research SR570 Current Preamplifier 

Current Gain (Max) 1pA/V 

Bandwidth 

Sensitivity Bandwidth 

10e-3 1MHz 

10e-4 1 MHz 

10e-5 800kHz 

10e-6 200 kHz 

10e-7 10 kHz 

10e-8 2 kHz 

10-9 200Hz 

10-10 100 Hz 

10e-11 10 Hz 

10e-12 10 Hz 

 

Rigol DS4024 Oscilloscope Specifications 

Bandwidth 200MHz 

Sample Rate 2GSa/s 

Input Resistance 1MΩ ± 1%  

Input Capacitance 15pF ±3pF 

Rise Time 1.8ns 

 

2.4 Optical Characterisation 

While investigating the current transient phenomenon detailed in chapter 5 the optical 

properties of the device became an important aspect of the project. I carried out a variety of 

experiments to determine the optical absorption properties of the thin film layers as well as 

measuring photocurrents generated absorbed photons. I will now detail the setup used to 

carry out these studies. It involved photon generation using a laser, characterisation of the 

laser beam, detection of photocurrents, and determining the absorption spectra of thin films.  
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2.4.1 Photon Generation 

Any optical characterisation starts with the generation of photons. There are two 

fundamental approaches to photon generation: we may either produce photons with 

varying phases and a broad range of wavelengths from a source such as a filament bulb, 

which is referred to as an incoherent source; or from a laser, in which photons are of a very 

narrow range of wavelengths and identical phases; we call this a coherent source. No one 

type of source is superior and each has their benefits in certain situations. As such, I make 

use of both incoherent and coherent sources within this thesis, the choice of which is 

dependent on the experiment.  

Incoherent sources produce photons with a broad range of wavelengths and phases. 

Filament bulbs are one example and rely on the black body radiation emitted from a heated 

metal wire. The output power of a filament bulb is spread across its output spectrum 

resulting in the power for any given wavelength being considerably lower than the total 

output. What’s more, the power output across the spectrum is not uniform but instead has a 

skewed output defined by Planck’s law. This skewing depends on the bulb type and 

filament temperature, however in this work a tungsten halogen lamp3 is used with an 

output of 120Watts with a spectrum centred around 800-1000nm. While the lower power for 

a given wavelength is a disadvantage in measuring small photocurrents, the broad range of 

wavelengths is a significant advantage when it comes to measuring optical properties such 

as reflection and absorption as it allows for a quick scan of the optical properties across a 

range of wavelengths when analysed using a spectrometer. For this reason, I use an 

incoherent source when characterising the absorption profiles of the thin film electrical 

contacts. However, the incoherent light source’s output power is not strong enough to 

generate detectable levels of photocurrents in the device, for that work a higher-powered 

photon beam is required.  

Where greater optical powers are needed, coherent sources are employed.  In this work solid 

state laser diodes are used throughout due to their ability to be fabricated to output a wider 

range of photon wavelengths than alternatives such as gas lasers. However, this comes with 

                                                      
3 Kl-120 Koehler Illuminator: https://www.labspherestore.com/product-p/as-02509-100.htm 

 

https://www.labspherestore.com/product-p/as-02509-100.htm
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a cost in that solid-state lasers struggle to produce as high-power outputs as gas lasers and 

have wider output spectra. While solid state lasers are limited in their output power, the 

diodes used in this work can all generate up to 50mW of optical power, which has proved 

sufficient to observe photocurrents in our devices. Because of the greater output power of a 

laser source, it is able to produce detectable photocurrents within our devices.  

When measuring the photocurrent induced by the laser within our devices I use three 

different wavelengths: 473nm, 520nm and 808nm.  The details for each of these diodes are 

included in the table below. In order to drive the 520nm and 808nm diodes I designed a 

bespoke circuit board which allowed me to quickly swap between diodes. This circuit 

schematic and layout are included in Appendix A. The 473nm laser diode is packaged with 

the manufacturer’s driver circuitry. The divergent beams of the laser diodes are collimated 

using a collimating lens assembly from Thorlabs (LTN330-C) and then directed onto the 

sample with lenses and mirrors.  

  

Laser Diode Part 

No. 

Manufacturer Centre Wavelength 

(nm) 

Max Output Power 

CW (mW) 

GEM-473 Laser Quantum 473 500 

PLT5 520B OSRAM 520 80 

L808P200 ThorLabs 808 200 

 

2.4.2 Beam Characterisation 

When characterising the laser beam I primarily focus on the number of incident photons per 

second within a unit area of 1cm2 – the photon flux. This is the more appropriate quantity 

because during photocurrent measurements absorbed photons correspond to injected 

electrons which can be linked to the current density generated in the device which is 

dependent on the quantum efficiency of the process. The photon flux is determined from 

three separate measurements: the optical power, the area of the laser beam and the 

wavelength of incident photons. 
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The photon flux is determined by first calculating the total number of photons incident on 

the sample per second. This is calculated by measuring the total power of the wave (𝑃) and 

then dividing by the energy of a single photon (
ℎ𝑐

λ
) at the central wavelength (λ).  

𝑛 =
𝑃λ

ℎ𝑐
 

The photon flux (φ) is then determined by dividing the number of incident photons by the 

area of the laser beam (𝐴). 

φ =
𝑃λ

ℎ𝑐𝐴
 

For each laser the centre wavelength is taken from the laser’s specifications while its power 

and beam diameter are measured directly. 

2.4.3 Beam power 

Beam power is measured using a photodiode supplied by Thorlabs4. Incident photons 

induce a photocurrent that is compared to a known calibration dataset.  The output 

photocurrent can then be related back to an incident optical power. However, different 

wavelengths are absorbed by the photodiode to varying degrees. For this reason, the sensor 

is calibrated across a range of wavelengths recording the induced photocurrent for a fixed 

incident optical power. The response is referred to as the responsivity of the sensor. The 

responsivity is used as a lookup table during measurements to determine the incident 

optical power.   

2.4.4 Beam Profile and Area 

The profile of the beam is measured using the knife-edge method (KEM). A micrometer 

traverses across the beam, progressively blocking more and more of the beam from the 

power meter, as illustrated in Figure 10. The total beam power is recorded at each increment 

of the micrometre. The output of this measurement is plotted in Figure 11 for the 473nm 

laser diode. The beam profile is often assumed to be Gaussian, plotting the measured power 

against the micrometer position should result in an integrated Gaussian function. Being 

Gaussian, there is no definitive edge to the beam however a common metric is the region 

                                                      
4 ThorLabs S120VC Standard Photodiode 200-1100nm: 

https://www.thorlabs.com/thorproduct.cfm?partnumber=S120VC 

https://www.thorlabs.com/thorproduct.cfm?partnumber=S120VC
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from the centre of the beam outwards until the measured power drops to 20% of the total 

power. Using this technique, the following beam widths were obtained for each laser. 

 

Figure 10 The Knife Edge Method. An illustration of the experimental 

setup used to measure laser beam widths using the knife edge method 

(KEM). The laser beam is aligned with an integrating photodiode which 

reports the total integrated optical power. A micrometer is incrementally 

brought into the path of the beam, blocking a portion of it. The optical 

power is recorded with each increment until eventually the entire beam is 

blocked.  

 

Figure 11 Knife edge method data. The total optical power of the beam is 

plotted against the position of the micrometer as it passes through the 

beam’s path. The beam width is determined by boundaries at which the 

total power is 20% and 80% of its total power.  

Laser Wavelength (nm) Beam Width (mm) 

473 1.0 

520 1.0 

808 1.4 
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2.4.5 Photocurrent  

Measuring the optically generated photocurrent is a challenge because it is significantly 

smaller than the total device current. In order to extract this measurement, the photocurrent 

has to be modulated at a particular frequency to make it distinct from the device’s electrical 

currents. If modulated, then filtering can be used to isolate the amplitude of that particular 

frequency. This is the approach I take in my thesis to measure photocurrents. The beam is 

modulated using an optical chopper placed in the beam path; the filtering is carried out 

using a lock-in amplifier. 

 

Figure 12 Lock-in amplifier schematic. The lock-in amplifier operates by 

multiplying the modulated signal with a reference signal of the same 

frequency as that being detected. In order to remove the phase dependence 

of the output, two detectors are used with a phase difference of 90 degrees. 

The outputs of these two detectors are summed using a Pythagorean 

summation to give the absolute magnitude of the frequency component 

regardless of any phase offset.  

A lock-in amplifier is able to detect the amplitude of frequency components with low signal-

to-noise ratios. This is the result of it being a coherent detector. A lock-in amplifier operates 

by multiplying the incoming signal, 𝑉𝑠(𝑡), with a reference signal, 𝑉𝑟(𝑡), obtained from the 

modulator (equations 14-16). The frequencies of the signal and reference signal are given by 

𝜔𝑠 and 𝜔𝑟 respsectively. The phase of the signal with respect to the reference is given by ϕ. 

The time average of this multiplication is then calculated. For all frequencies not equal to the 

reference frequency the average converges to zero (equation 17). However, for frequencies 

that match the reference, the average is non-zero and proportional to the amplitude 

(equation 18). The block diagram of a lock-in amplifier is shown in Figure 12. 

𝑣𝑠(𝑡) = 𝑉𝑠 𝑐𝑜𝑠(𝜔𝑠𝑡 + 𝜙) 
14 

 

𝑣𝑠(𝑡) × 𝑣𝑟(𝑡) = 𝑉𝑠𝑉𝑟 𝑐𝑜𝑠(𝜔𝑠𝑡 + 𝜙) 𝑐𝑜𝑠(𝜔𝑟𝑡) 15 
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𝑣𝑠(𝑡) × 𝑣𝑟(𝑡) =
𝑉𝑠𝑉𝑟
2
[𝑐𝑜𝑠((𝜔𝑠 +𝜔𝑟)𝑡 + 𝜙) + 𝑐𝑜𝑠((𝜔𝑟 −𝜔𝑠)𝑡 − 𝜙)] 16 

< 𝑐𝑜𝑠((𝜔𝑠 −𝜔𝑟)𝑡) >
𝜔𝑠≠𝜔𝑟
→    0 17 

< 𝑐𝑜𝑠((𝜔𝑠 −𝜔𝑟)𝑡) >
𝜔𝑠=𝜔𝑟
→    1 18 

< 𝑣𝑠(𝑡) × 𝑣𝑟(𝑡) ≥
𝑉𝑠𝑉𝑟
2
× 𝑐𝑜𝑠(ϕ) 19 

 

The phase of the two signals is an important consideration because the measured amplitude 

of the reference component is also dependent on the phase (equation 19). Therefore, to 

calculate the amplitude the signal must be either be in phase with the reference or the phase 

difference must be known in order to calculate the amplitude.  

Fortunately, there is a method around this issue. If two lock-in detectors are used and are 

separated by a phase difference of 90degrees, the total amplitude can be calculated using a 

Pythagorean sum of the magnitudes from each respective detector, as shown in equation 20. 

𝑉𝑠𝑉𝑟
2
= √(𝑣𝑠(𝑡) × 𝑣𝑟(𝑡 − 𝜋/2))

2
+ (𝑣𝑠(𝑡) × 𝑣𝑟(𝑡 + 𝜋/2))

2
 20 

 

The complete experimental setup is illustrated in Figure 13. A constant voltage is applied to 

the device using the Keithley 6430 source meter to generate a current. A current preamplifier 

is placed in series with the device whose output voltage is then inputted into the lock-in 

amplifier. The lock-in amplifier compares the current preamplifier output with a reference 

signal produced by the optical chopper. Finally, the output voltages of the lock-in amplifier 

and current preamplifier are captured using an oscilloscope. 
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The specifications for the lock amplifier (PAR 5208) are included in the table below.  

Princeton Applied Research 5208 Lock-In Amplifier 

Min Frequency 5Hz 

Max Frequency 200kHz 

Voltage Sensitivity 1μV-5V 

Input Impedance 10MΩ shunted by 30 pF 

Tracking Rate <10s/decade 

 

 

 

Figure 13 Photocurrent measurement setup. The laser beam is modulated 

using an optical chopper at a fixed frequency. The device current is 

amplified and converted to a voltage via a current preamplifier. This 

voltage is then sampled by the lock-in amplifier and mixed with the 

reference signal output from the optical chopper. The lock-in amplifier 

determines the magnitude of the reference frequency component within 

the device current. This is output as a voltage and then captured by an 

oscilloscope. Channel 1 of the oscilloscope records the output of the lock-

in amplifier. Channel 2 records the raw current transient to verify the 

correct behaviour is being observed.  

2.5 Optical Absorption Measurements on Thin Films 

It was necessary to characterise the optical absorption of the top electrical contacts of our 

devices. This cannot be characterised for films deposited on the device as the stack is not 

transparent. Instead, a glass slide was placed in the chamber alongside the device during the 

metal electrode deposition so that a film of similar thickness was grown on the slide. Using 
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this sample, I was able to measure the absorption properties of the metal contacts with the 

following technique. 

To begin, the optical reflectance and transmission were measured using an integrating 

sphere as illustrated in Figure 14. The sample is placed covering one of two ports on the 

sphere, depending on the measurement in question. For reflectance measurements the 

sample is placed at the opposite side of the sphere to the port when light enters. For 

transmittance measurements the sample covers the port where light enters and the opposite 

port is replaced with a reference standard with a known reflectance. Incident light is 

generated by a tungsten halogen lamp 5 and the specular and diffuse 

reflections/transmissions from the sample are collected by the reflective surface of the sphere 

and coupled into a fibre. The spectrum of the light is finally analysed using an Ocean Optics 

spectrometer6. This allows us to capture the optical properties of the sample from 400nm to 

900nm. 

Finally, the optical absorption of the film is calculated from the measured values of the total 

reflected 𝐼𝑅 and transmitted 𝐼𝑇 light by subtracting their total from the total incident light 

𝐼𝑇𝑜𝑡𝑎𝑙. 

𝐼𝐴 = 𝐼𝑇𝑜𝑡𝑎𝑙 − 𝐼𝑅 − 𝐼𝑇 

 

                                                      
5 KI-120 Koehler Illuminator 
6 Ocean Optics QE Pro UV-VIS: https://www.oceaninsight.com/products/spectrometers/high-

sensitivity/qepro-uv-vis/?qty=1 

https://www.oceaninsight.com/products/spectrometers/high-sensitivity/qepro-uv-vis/?qty=1
https://www.oceaninsight.com/products/spectrometers/high-sensitivity/qepro-uv-vis/?qty=1
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Figure 14 Illustration of an integrating sphere. The integrating sphere is 

used to measure both the specular and diffusive components of reflected 

and transmitted light. The configuration for each of these measurements 

are both illustrated.  
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2.6 Appendix A 

Schematic of the laser diode driver circuit 

Used to power the 520nm and 808nm laser diodes.  

 

PCB Layout of Laser Diode Driver 
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3 Reliably Inducing Current Transients: A tool for 

characterisation 

3.1 Introduction 

Current transients are elusive. Usually interpreted as defects and only observed in a few 

devices within a batch, they are a challenge to characterise. This is in part because producing 

devices which reliably exhibit transients hasn’t previously been possible, and also because 

the effect appeared to be binary: either they were there or they were not. Ideally, to 

characterise a behaviour in depth it is useful to be able to induce the effect progressively and 

correlate its presence with any changes in device properties. Understandably, because the 

existing literature on current transients has had to rely on the sporadic appearance of 

current transients, the characterisation that could be carried out was limited. Clearly the lack 

of a technique to induce transients is therefore a much-needed tool if we are to understand 

this phenomenon in greater detail.  

In this section I present a technique I have developed to reliably and repeatably induce the 

current transient phenomenon. Not only does this allow current transients to be induced in a 

variety of devices, but it also allows for the transient to be induced progressively – from 

barely present to being the dominant device behaviour. As a tool, the technique I present has 

both enabled me to characterise the behaviour in greater detail and opened-up the potential 

for its use as a computational device.  

3.2 Constant Current Stressing 

As a starting point, current transients have always been considered the effect of oxide 

defects [25], [26], [48], [49]. This suggests that if we wanted a device to exhibit current 

transients then we simply need to engineer a defective device. 

Fortunately, the generation and control of defects in oxides is an active research field at the 

time of writing and is often referred to as defect engineering [50]. A process of particular 

interest is electroforming [51], the act of applying large enough electric fields to an MIM 

device to induce a partial and reversible breakdown. This is used frequently in resistance 

switching memories (ReRAM) and memristor based research; and is also readily observed in 

the silicon oxide devices used throughout this thesis [22]. 
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Electroforming is therefore a reasonable place to start when wanting to induce defects. But it 

is not perfect. Electroforming is typically associated with large discrete jumps in the device 

conductance, as shown in Figure 15, which shows the response of a typical device studied in 

this thesis. Devices which have undergone this process exhibit a switching behaviour 

between two different resistance states: one of high resistance and the other low resistance. 

These states are discrete and typically very stable. The properties are therefore very different 

to what we know about the transient, which in contrast is analogue and volatile. This raises 

the question that if the resultant device behaviour after electroforming is so different, how is 

it an appropriate technique to induce transients? 

 

Figure 15 Typical electroforming of SiOx devices. The device is initially 

formed with a large negative voltage. After being formed, the device 

switches between a high resistance and low resistance state in response to 

negative and positive voltages. Reproduced from [22]. 

A clue in the relationship between electroforming and a current transient device is in 

noticing that the conductance of a device exhibiting transients is more similar to the high 

resistance state of an electroformed device than to the low resistance. From this, I 

hypothesised that perhaps the current transient can be induced if a more subtle 

electroforming were used i.e. before the dramatic switching event.  

Achieving a subtle electroforming is not simple, because the process itself appears to be the 

result of a positive feedback process[52], [53]. A voltage is applied to the device, injecting 

charge in the oxide, forming defects such as vacancies, in turn increasing the device 

conductance. This process is inherently unstable. The increase in conductance leads to 

higher current densities, causing an acceleration in the formation of defects, further 
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increasing current densities and so on until a runaway breakdown occurs. This exponential 

increase in conductance can be best observed when large constant voltages are applied to 

the device (13V to 15V). While this positive feedback effect is driving the change in 

conductance it is hard to achieve a controlled, progressive and subtle modulation of device 

conductance. 

 

Figure 16 Exponential increase in current during forming. Electroforming 

using a constant voltage approach results in exponential growth in 

conductance. This is due to the positive feedback that arises from 

maintaining a constant voltage despite the rapidly increasing current. 

Resistance switching devices make use of this type of electroforming, but 

it is not conducive to observing current transients. 

Clearly, the positive feedback inherent in electroforming needs to be avoided. I do this by 

moving away from a voltage-based electroforming and instead use a constant current 

electroforming, which I will refer to as stressing the device to differentiate it from the more 

familiar electroforming. At the peak of constant current stressing, a similar voltage is 

applied as is used in electroforming. However, the key difference is the negative feedback of 

the current source which then reduces this voltage as the device begins to breakdown. 

Constant current stressing is a common technique, often used to assess the time-dependent 

dielectric breakdown (TDDB) of oxides where electron trapping causes defects within the 

insulator increasing its conductance [63]. 
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Figure 17 Comparison of voltage-based electroforming and constant 

current stressing. Voltage-based electroforming is used to produce 

devices that exhibit resistance switching behaviour. A voltage ramp is 

applied to the device while the current is measured in series. The device’s 

conductance increases sharply as the voltage ramp exceeds the forming 

voltage. Often a current compliance is used to stop the device shorting 

complete. To induce transients a current based stressing is used. A 

constant current is sourced through the device while the voltage across 

the device is tracked by a voltmeter in parallel. As the device’s 

conductance increases due to stressing the voltage across the device 

reduces.   

Rather than apply a fixed voltage, I instead source a constant current through the device. 

This has the advantage that, as the device becomes more conductive, the voltage across the 

device is reduced in order to maintain the constant current, in turn slowing down the 

formation of defects in the oxide. This will continue until an equilibrium is reached at which 

the applied voltage is reduced to the point that forming no longer occurs, but is still large 

enough to maintain the constant current. This is now a negative feedback process, 

something much more conducive to inducing subtler changes in device conductance. This 

approach has been used before in the context of ReRAM devices [54]–[56] but has not, to my 

knowledge, been used to induce the current transients studied in this thesis. 

An example of the reduction in voltage in response to stressing the device in this manner is 

plotted in Figure 18a. As the device becomes progressively more conductive, the applied 

voltage is reduced until the point where stressing no longer generates defects in the oxide 
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and the voltage stabilises. The data is also plotted on a logarithmic time axis to revel the 

dynamics at the beginning of the stressing. Note that the initial increase in current is 

assumed to be due to the charging of the device electrode.  

A 

 

 

B 

 

Figure 18 Constant-current stressing of devices. A constant current source is 

applied to the device for 80 seconds while the voltage across the device is 

recorded. The voltage decreases overtime indicating the device is becoming 

more conductive. This effect is permanent, resulting in a conductive device 

that exhibits current transients. A) The stressing response plotted with a 

linear 𝑥 axis.  B) The stressing response plotted with a log 𝑥 axis to reveal the 

earlier dynamics.    

Stressing the device in this manner permanently increases the device conductance. 

Comparing the device’s response to a step potential before and immediately after stressing 

clearly shows this.  

However, it is important to also acknowledge that the device does not exhibit the current 

transient immediately after stressing. Instead, the device must be either allowed to rest for 

24 hours, or if a positive potential is applied to the top gold-titanium contact, the relaxation 

can be accelerated. When given time to relax, the device will eventually exhibit current 

transients, as shown in Figure 19b. This delayed response is not surprising. I will 

demonstrate in later chapters that the transient is partly the result of a drifting defect with 

low mobility. I assume the stressing causes a significant amount of drifting to occur 

alongside the generation of defects; the relaxation time allows for this to reset to its resting 

distribution at thermal equilibrium while the generated defects persist. 
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A 

 

B

 

Figure 19 The current transients induced by constant current stressing. 

A) The current-time response for devices stressed on a linear 𝑥 axis. A 

constant voltage of -1.25V is applied to the top metal contact, while the 

bottom contact is grounded. B). The current-time response for devices on 

a log 𝑥 axis to clearly show its dynamics.  

3.3 Progressively Inducing Current Transients 

Not only does this technique allow current transients to be induced in devices, but it can 

also do so progressively. By stressing the devices to varying degrees - that is, by varying the 

magnitude of the stressing current (Figure 20), the prominence of the current transient is 

also modulated. As shown in Figure 21, the more stressed a device is, the more prominent is 

its current peak.  
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A

 

B 

 

Figure 20 Constant-current stressing of devices. A constant current source is 

applied to the device for 80 seconds while the voltage across the device is 

recorded. The voltage decreases overtime indicating the device is becoming 

more conductive. The devices are initially in a pristine state and have 

undergone no previous electrical stressing. This effect is permanent resulting 

in a conductive device that exhibits current transients. For example, if the 

constant current is removed and then reapplied at a later time, the voltage 

across the device largely continues from the point it was previously 

interrupted. However, there is an initial period where the induced voltage is 

much lower than what was previously applied, this is due to the contact 

having to be recharged; once charged the voltage carries as described 

previously. A) The stressing response plotted with a linear 𝑥 axis.  B) The 

stressing response plotted with a log 𝑥 axis to reveal the earlier dynamics.    

A 

 

 

B

 

Figure 21 Effect of stressing current magnitude on subsequent current 

transients. Stressing devices with progressively larger current densities 

results in more prominent transients. A constant voltage of -1.25V is 

applied to the top metal contact, while the bottom contact is grounded. 

These devices are no longer pristine, but were previously stressed with 

constant currents with a magnitude indicated by the figure legend. A) The 
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current-time response for devices stressed to varying degrees on a linear 𝑥 

axis. B). The current-time response for devices stressed to varying degrees 

on a log 𝑥 axis to clearly show its dynamics.  

Current transients of different amplitude have been observed before in tantalum oxide 

capacitors with varying thicknesses [37]. Three devices were studied with oxide thicknesses 

of 200, 450 and 900 Angstroms. The transient was most prominent in the thickest device (900 

Å) and barely visible in the thinnest device (200 Å). It was argued that this was due to the 

higher current densities of the thinner devices obscuring the current transient – an argument 

that is often applied to current transients [31], [40]. However, that argument does not hold 

when applied to our own devices. In Figure 21B we see the current transient is most 

prominent in devices with higher current densities i.e. the more aggressively stressed 

devices. Therefore, the claims in the literature that larger current densities obscure the 

current transient phenomenon appear to contradict my findings which show the transients 

are more prominent at higher current densities.  

One possible explanation for the prominence of current transients, which can explain both 

my own findings and those of [37], is based not on current densities but on the total number 

of defects within the oxide. If we assume that the oxide layer has a roughly constant 

concentration of defects during growth, then it follows that thicker devices will possess a 

greater number of defects in total. Equally, in the case of my own devices, the more 

aggressively the device is stressed, the more defects are assumed to be generated in the 

oxide. Potentially then, the amplitude of the transient can be predicted not by the 

conductance of the device but instead by the total number of defects within the oxide.7  

Although consistent with findings in both the literature and in my own devices, further 

work is needed to validate this hypothesis. For example, stressing the thicker devices of [37] 

to observe whether the prominence of the transients increases due to the induced defects 

despite the increase in current density. Characterising the effect of oxide thickness on the 

current transient has not been carried out in this thesis and would be an important study for 

future work. 

                                                      
7 Note there is a distinction here between the concentration of defects and the total number of defects. 

If the transient were instead dependent on the concentration, then devices of different thicknesses 

would exhibit no differences between each other.  
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If this were the case, then it would support my hypothesis. As shown above, the ability to 

progressively induce the transient is a powerful characterisation tool because device 

properties could potentially be tracked and correlated with the prominence of the current 

transient which I will demonstrate in later chapters. But this is not all; it can also be used to 

investigate the question of the current transient’s polarity dependence identified in the 

literature review.    

3.4 Addressing the Polarity Dependence of Current Transients 

Stressing the device does not guarantee the presence of current transients. The device only 

exhibits current transients if stressed with negative currents that is when electrons are 

injected at the top gold-titanium contact. If electrons are injected at the molybdenum contact, 

we do not see the same response. One indication of why only negative currents induce 

current transients can be found in the structural changes in the device that stressing causes.  

As is expected, the stressing process causes structural defects at the electrical contact; 

something that has been observed before when similar devices were electroformed and 

switched repeatedly [57], [58]. I have used a scanning electron microscope to image these 

defects in more detail and identify differences between negative and positive stressing 

currents. 

When devices are stressed with negative currents, that is the molybdenum contact is 

grounded while electrons are injected into the oxide with negative voltages applied to the 

gold contact, a large number of small holes appear in the contact, typically grouped within a 

specific region. Images of these defects are shown in Figure 22.  Each individual hole has a 

diameter on the scale of 1 to 5 micrometres. Holes are grouped together in clumps with radii 

in excess of 20 micrometres.  

The origin of these features is not clear. The localised region in which the defects are 

occurring do not correspond to the position of the probe on the sample, hence we can 

eliminate a mechanical cause. The localisation could potentially suggest it may be related to 

conductive filaments forming through the oxide. However, in previous work using 

conductive AFM etching to image the conductive filaments showed conductive filaments 

with a maximum diameter of approximately 1μ𝑚 [69]; whereas these clusters have a much 

larger diameter of 20μ𝑚. While the origin is not yet known, the effect is reproducible. If 
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stressed with a microampere constant current such defects can be reproduced reliably. 

However, it should be stressed that these defects are not required for observing current 

transients and in the devices studied in this these such defects were avoided. 

Visibly different defects are induced when the device is stressed with positive currents, that 

is electrons injected into the molybdenum contact. Rather than the discrete holes, the entire 

contact appears to roughen. In this case, the defects are spread across almost the entire 

contact as shown in Figure 23. The defects are reproducible across devices. However, they 

are again not desirable and are an indicator of too aggressive stressing. The devices studied 

in this thesis do not exhibit these defects.   
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Figure 22 The effects of negative stressing currents on device electrodes. 

After a constant current stressing where electrons are injected at the top 

electrode the top electrode exhibits structural defects. The images are 

obtained using a scanning electron microscope. A) The device’s top 

electrode with dimensions 200umx200um. A collection of defects is 

observed in the top right hand corner of the device, these do not 

correspond to the location of the probe tip. B) A closer view shows what 

appears to be a collection of circular voids within the contact. The holes are 

grouped into an elliptical region with a diameter of approximately 40um. 

C) A closer view of the individual voids within the contact. Individual 

holes are typically of 0.5-1um in width, while some appear to have 

combined to form larger voids.   
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Figure 23 The effects of positive stressing currents. A) After a constant 

current stressing where electrons are instead injected at the bottom 

electrode the top electrode still exhibits structural defects, but they take a 

different form. Defects are not localised to a particular region but instead 

occur across the electrode. B) A closer view of a defective region. The effect 

appears significantly less localised than the defects previously observed 

for negative devices.  

These different responses to stressing currents of opposing polarities may help indicate why 

current transients only occur in negatively stressed devices. There is potentially an 

interaction occurring at the top metal-insulator interface, which governs whether current 

transients will be induced or not.  

This is useful to acknowledge for researchers wanting to induce current transients in 

devices. Depending on the device stack, the polarity of stressing matters.  

Combining the finding that only negative stressing currents induce current transients with 

the observation that stressing currents of opposite polarities induce different defects at the 

metal contact, we could potentially infer that the presence of current transients in our 

devices is dependent on the top metal-insulator interface. I will now show that this does 

appear to be the case, in part, by studying near identical devices to those discussed 

previously with only a change to the top metal contact.   

This is an important observation because, although current transients have been observed in 

devices with a variety of metal contacts, researchers have struggled to explain why the 

behaviour is often only observed in one polarity. Frequently, the explanation is based on the 
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different current densities in opposite polarities:  current transients are obscured by larger 

current densities in one polarity and are only observed in the less conductive polarity [25], 

[37]. Although convincing, this hypothesis doesn’t hold in my own devices which only 

exhibit transients in their most conductive polarity. What, then, is causing the polarity 

dependence of the current transient? A dependence on one of the metal-insulator interfaces 

may be an alternative explanation. 

~ 

I have characterised two devices with different top electrical contacts: one with conductive 

ITO and the other gold. The bottom contact and oxide layer are not changed, and remain the 

same as for the gold contacted devices I presented in the previous section.  

When stressed, the ITO contacted device does not respond in the same manner as the gold-

titanium contacted device. Rather than a smooth gradual increase in conductance the 

response is more chaotic, as shown in Figure 24b.  

A

 

B

 

Figure 24 Comparison of the stressing responses of a gold (left) and an 

ITO (right) top contacted device. A) The voltage across the device while 

being stressed with a constant current of -5uA. (inset) An illustration of the 

device stack featuring a gold top contact. B) The voltage across an ITO top 

contacted device while being stressed with a constant current of -1uA. 

Larger currents were not possible. The response is less smooth when 

compared to the gold contacted device. (inset) An illustration of the device 

stack featuring an ITO top contact.   

The aluminium contacted devices have yet to demonstrate current transients after stressing. 

Not only do they fail to exhibit current transients, but any increase in conductance induced 
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by the constant current stress is also much more volatile than the other devices, with the 

devices returning to a high resistance state within a couple of hours.  

In contrast, the ITO contacted devices did exhibit transients but, interestingly, only partially. 

A typical transient observed in ITO devices is plotted in Figure 25. It exhibits the initial 

increase in conductance as is typical with current transients, but does not then start reducing 

in conductance. Instead, the device exhibits a chaotic spiking-like behaviour which if 

observed for too long will cause the device to switch to a low resistance state.  

Observing only a partial current transient in ITO contacted devices is an important finding. 

As I will discuss in detail in chapter 4, it is strong evidence of the transient being the result 

of multiple changes occurring in the device in parallel, but it also supports the hypothesis 

that the top metal-insulator interface plays a role in generating transients.   

For example, the slow decay in conductance of the transients is only observed in the gold 

contacted device suggesting it is either (i) the properties of the metal-insulator interface or 

(ii) the different responses to stressing at this interface, that selects for whether the decaying 

behaviour is observed. In contrast, the initial increase in conduction appears in both the ITO 

and gold contacted devices. This suggests the behaviour is less affected by top metal-

insulator interface and is possibly located in the bulk oxide layer or at the bottom metal-

insulator interface.   

The notion that changes to particular interfaces of the device can modulate the current 

transient’s properties is supported by work in tantalum oxide-based devices [59].  In this 

study a layer of Al2O3 was deposited between the tantalum oxide bulk and the titanium 

nitride electrodes, which reduced the prominence of the current transient without the buffer 

layer.  
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Figure 25 The current transient for ITO top contact devices. The partial 

current transient observed in the ITO-contacted devices. The initial 

increase in current is observed. However, the decay does not occur. 

Instead, the device current exhibits discrete spikes. If held for longer, the 

device will eventually switch to a low resistance state. This appears to 

resemble soft electrical breakdown of the oxide. It may therefore be 

possible to reset the device to its previously high resistance state by 

applying a voltage sweep of the opposite polarity. However, this has not 

yet been investigated.  

 

The disappearance of the slower decay in conductance with the change in top electrode may 

help inform the physical model describing the current change.  

The first point to consider is the location within the device stack where changes are 

occurring which cause the decay in conductance. Considering the absence of the decay 

coincides with the change in the top electrode, this is suggestive that whatever change is 

occurring to cause the decay in conductance is located at the interface of the top electrode 

and the amorphous silicon dioxide. Considering the slow dynamics of the change in 

conductance, a highly likely explanation is a drift of some mobile defect. It is well known 

that silicon dioxide films are affected by alkali mobile ions such as sodium and lithium ions 

all of which are positively charged [71][72][73]. The drift of these mobile charges can 

significantly affect the potential drops at metal-oxide interfaces as well as modulating 

barrier heights when allowed to accumulate. If some positive mobile ion, regardless of the 

species, did exist the oxide of the device then it would be attracted to the top electrode 

which is at a negative potential causing an accumulation of positive space charge at the 

interface, in turn reducing the potential across the oxide.  
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However, I would argue that alkali metals such as sodium and potassium are unlikely to be 

the cause of this positive space charge because they do not migrate at room temperature but 

instead require temperatures in excess of 100 degrees Celsius [74]. The current transients 

presented in this thesis are all observed at room temperature, suggesting an alternative 

candidate is needed to explain the mobile space charge, in particular one that is mobile at 

room temperature. That said, modelling of the temperature within similar TaOx devices 

have suggested possible increases in oxide temperature of up to 100OC with applied voltages 

of -0.7to -1.8V due to Joule heating [75].  This would suggest that if similar effects were at 

play during the current transient, then higher temperatures within the oxide could be 

occurring and potentially enabling the drift of alkali metal defects.  

 

A likely candidate for positive ions that are mobile at room temperature is the proton [76]. 

Ionised hydrogen has repeatedly been observed to be both present and stable in silicon 

dioxide films [77][78]. The protons have been shown to modulate the electronic properties of 

capacitor devices with protons trapped within the oxide. They exhibit long term stability 

with their presence dedicated after multiple cycles of migrating back and forth between 

device electrodes [79][80]. They are typically thought to be introduced during the oxide 

growth and their concentration has be shown to increase through annealing in atmosphere 

at temperatures above 200 degrees Celsius [78]. But their presence has also been introduced 

electronically via electrolysis of water within the device [81] and via radiation [82]. 

Crucially, their migration has repeatably been demonstrated at room temperature [78]. 

This leads onto the question of why the accumulation of protons only occurs in the gold 

contacted devices as opposed to the ITO. The accumulation at the gold interface would be 

expected when we consider it is an inert metal and is unlikely to be reduced by the proton. 

In contrast, there is a strong body of evidence to suggest the ITO would reduce in the 

presence of protons.  

Whilst ITO contacts can be considered inert in some electrochemistry scenarios [83] this is 

not always true, its reduction is instead heavily dependent on the pH of the electrolyte, for 

example in acidic electrolytes reduction of the electrode has been frequently observed 

[84][85]. This reduction of ITO in the presences of acids has been demonstrated in both 
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electrochemical experiments at room temperature [86] and as well as when the ITO is 

exposed to a hydrogen plasma [87]. In one study, when negative voltages were applied to an 

ITO electrode immersed in hydrochloric acid spherical structures developed at the grain 

boundaries of the ITO film resulting in a metallic like appearance [88]. After characterization 

with EDS [88] and with XRD in a separate study [89], the spherical regions where found to 

be depleted of oxygen or exhibited only peaks of indium and tin providing strong evidence 

that these spheres were metallic. The same spherical structures were observed in ITO films 

exposed to a hydrogen plasma, which when analysed with auger spectroscopy again 

revealed a lower oxygen concentration in the spherical regions [87].  

This reduction of ITO by protons may explain why the accumulation of space charge does 

not occur in the ITO contacted devices, instead the protons reduce the ITO producing H20 as 

a byproduct which would not contribute a positive space charge. The reduction of the 

electrode may also explain the more chaotic current-time response of the ITO device, as the 

structure of the electrode is undergoing significant changes. 

With the potential for structural changes now occurring in both the oxide and the metal 

contacts, it is not simple to differentiate the role each plays in the modulation of the device’s 

conductance. The effect of the contact could be investigated by fabricating and 

characterising devices with a variety of contact materials. Any differences in behaviour 

between the devices could be attributed to metal or the metal-insulator interface, while any 

persistent effects could be attributed to the oxide. To further examine any behaviour 

attributed to the oxide, devices of different oxide thicknesses could be fabricated. This may 

reveal a dependence on the oxide thickness which could be supporting evidence for the 

oxide having a role in the changing device conductance. However, we should be wary of 

conclusions drawn from this approach because the change in oxide thickness will also 

modify the magnitude of the current density flowing through the device potentially 

affecting also the interfaces. This fabrication of devices will of different oxide thicknesses 

and a variety of metal contacts is reserved for future work. 

3.5 Summary 

The constant current stressing technique I have demonstrated in this chapter is used 

throughout my thesis to induce current transients in a range of devices. It has proved both 



 

 

68 

 

useful in generating large numbers of devices to characterise as well adding further weight 

to the argument that transients are the result of defects within the oxide.  

Not only does this technique allow for current transients to be induced to varying degrees, 

but through the choice of electrode materials, devices can be made to exhibit only a 

particular region of the transient. This ability to isolate particular dynamics of the transient 

are crucial if we want to characterise the transients in depth.  

It is, to the best of my knowledge, the first time constant current stressing has been used to 

induce current transients and has proved an effective tool in studying the phenomenon. 
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4 Breaking up the Transient 

4.1 Identifying separable processes within the current transient 

In the published literature current transients have been defined by their peak. This is on the 

assumption that the entire time evolution of the transient is explained by a single change 

occurring in the device, the redistribution of a space charge. I will show that it is not so 

simple.  

Instead, the transient appears to be the result of two separable changes occurring within the 

oxide, each with significantly different timescales and relaxation properties. I will show this 

by first investigating how each change in device conductance relaxes over time and monitor 

the timescales over which this occurs, but most strikingly I will show that it is possible to 

entirely separate the effects by fabricating a device exhibiting only one of these changes in 

isolation.    

4.1.1 Electronic Relaxation Properties 

Within the context of the SCLC model, the current transient is caused by the injection of 

charge into an insulating oxide. The species of the space charge is not specified in the 

model’s original description, because it is dealing with a generic space charge. However, in 

more recent work the charge is defined and varies on the device being studied. For example, 

in some instances the charge is assumed to consist of positively charged oxygen vacancies, 

while in others it is assumed to be copper ions. If the space charge is assumed to be a 

drifting ion within the oxide, the current observed is assumed to be ionic, while if the space 

charge is assumed to consist of electrons and holes, the current is electronic.  

  

The charge is injected or generated at one electrode, say the cathode, forming a region of 

space charge within the oxide which migrates across the device from the injection electrode 

to the opposite electrode, the anode. What causes the apparent injection or ejection of space 

charge from the oxide depends on the species of the space charge in question. When 

considering electrons, the injection and ejection occurs between the oxide and the metal 

contact forming an electronic current. Alternatively, when considering defects such as 

charge oxygen vacancies researchers have redefined injection/ejection. Instead, they assume 
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either a generation of vacancies within the oxide at the metal-insulator interface (injection) 

or a neutralisation of the defect at the opposite electrode (ejection) [28]. In this context there 

is not a direct transfer of the defect between the contact and oxide. We should highlight that 

it is assumed such a situation is still modelled by the SCLC model, however, no theoretical 

analysis has been provided to support this claim. There is therefore uncertainty in applying 

the equations of the SCLC model to this assumed scenario. The total amount of charge 

within the oxide gradually increases as the front of the space charge traverses the device 

until it reaches anode at which point the maximum amount of charge that can be stored in 

the oxide has been reached. During this stage the device current is defined by the total 

amount of charge within the oxide, equation 21, and so the device current gradually 

increases as the oxide is filling and reaches its maximum value when the oxide is entirely 

fully i.e. when the space charge front reaches the anode. The region of the current transient 

is indicated by points A-D in Figure 26. 

𝑗(𝑡) = [μ𝑄(𝑡)/2𝐿]2𝐸𝑎(𝑡) − [𝑄(𝑡)/ϵ] 21 

Where the symbols are defined below: 

𝑸 The total stored charge within the oxide in Coulombs. The species of charge 

depends on the application of the model. This may be electrons, or mobile 

ions within the oxide.   
𝜇 Mobility of the space charge within the oxide. 
𝑬𝒂 Local electric field at the anode of the device.  
𝑳 Thickness of the oxide.  
𝝐 Dielectric Permittivity of the oxide.  
𝒋 Current density. This may be electronic or ionic depending on the space 

charge in question. 

 

After the space charge has filled the oxide, when the peak in device current is reached, the 

space charge then begins exiting the oxide via anode. It is assumed the charge exits the oxide 

via the anode at a faster rate than it can be replenished at the cathode because the existing 

space charge within the oxide acts to oppose injection at the cathode hence why the 

behaviour is referred to as being space-charge limited. Because the rate of ejection is initially 

faster than injection, the amount of space charge in the oxide begins to decrease with time 

corresponding to the decay in device current observed after the peak. The amount of charge 

in the oxide decreases until eventually an equilibrium is reached between the rate of 
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injection at the cathode and ejection and the anode at which point a steady-state current is 

observed. Again, the device current is defined by the total charge within the oxide, hence 

this results in a decaying device current which approaches a steady state DC value. This 

process if indicated by points D-G of Figure 26.  

 

Figure 26 An illustration of the migration of a generic space charge 

according to the SCLC model. During stages (A-C) progressively more 

charge is injected into the oxide resulting in an increase in both the 

electronic and displacement current. Once the front of the space charge, 

indicated by the dashed line, reaches the opposite electrode from which it 

was injected (D) the space charge begins exiting the oxide. The space 

charge is ejected from the oxide at a faster rate than it is being injected, due 

to the coulombic repulsion of the charge acting against further injection, 

and so the oxide begins to discharge (E-F).  Eventually the rate of injection 

and ejection of space charge reaches an equilibrium and the device exhibits 

a steady-state current. (F-G) 

  

 

Note that although the SCLC model assumes a homogenous distribution of defects or 

charges within the oxide, this is often found not to be the case in resistance switching 
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devices. Instead, filamentary conduction occurs where a specific path of defects forms 

through the oxide, bridging the two metal contacts. This results in defects with a very 

localised distribution in a form resembling conductive filaments through the oxide. These 

filaments have been characterised within the devices studied in this thesis using etching 

conductive atomic force microscopy. This is yet another argument against the use of the 

SCLC model in resistance switching devices. However, for the purposes of assessing the 

model’s suitability for our devices I will begin by giving the model the benefit of the doubt 

and assume a homogenous distribution does exist and see what predictions arise. 

How then would this space charge redistribute when the device is grounded? In the original 

papers this is not investigated [45][46] but I will propose a qualitative description so that 

relaxation results can be interpreted.  

With no voltage applied to either electrode, the migration of the space charge will be by 

diffusion. This will cause the space charge to spread out assumingly favoring a uniform 

distribution throughout the oxide. If in these conditions charge can still migrate into the 

electrodes, I would assume the charge would gradually exit the oxide via both the anode 

and cathode resulting in gradual discharge of the oxide.  

In the relaxation experiments that are to follow, the device is grounded after the peak of the 

current transient has been observed. This would mean that at the point the device is 

grounded the space charge has already reached the anode and is therefore present across the 

whole oxide. I would therefore expect the space charge to exit both electrodes which if left 

for a long enough time would completely discharge the oxide. However, in the following 

experiments the device is not grounded for long enough to entirely relax but instead another 

step potential is applied to the device to interrupt the relaxation process and so some space 

charge should still be present in the oxide. It is hard to determine what current-time 

response should be observed during this second step potential because the original 

definition of the SCLC model does not provide details on solving the differential equations 

describing the decay portion of the transient and so I haven’t been able to reproduce it. 

However, it is possible to predict the magnitude of current that should be observed at the 

start of the second step potential based on the charge stored within the oxide. For example, 

we can define the charge stored within a fully relaxed device as 𝑄0. After applying the first 
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step potential and observing the current transient the total charge stored in the device has 

now increased to some value 𝑄1. When the device is then grounded and allowed to relax, 

the charge in the oxide should decay from 𝑄1 to its resting value of 𝑄0. If this relaxation was 

then interrupted with a second step potential, the charge stored in the oxide at the beginning 

of the transient, 𝑄2, must be bounded between its resting value, 𝑄0, and the amount of 

charge stored at the end of the first step potential i.e. when it was initially grounded, 𝑄1. The 

charge should therefore be bounded by the following: 𝑄0 ≤ 𝑄2 ≤ 𝑄1. 8 Knowing that the 

charge must take a value within this bound, the SCLC model can predict the device currents 

within this bound. From equation 21, we know the device current is proportional to the total 

charge stored in the device. This means the device current at the onset of the second step 

potential should take a value that must be larger than the current observed at the beginning 

of the first transient, when 𝑄0 was stored within the oxide, but smaller than the current 

observed at the end of the first transient, when 𝑄1was stored within the oxide. This concept 

is illustrated in Figure 27 which highlights the bounded region where a second current 

transient would be expected to begin. 

  

                                                      
8 Note that this bound only applies to the initial current observed at the onset of the interrupting step 

potential and not for its entire duration. It may be possible for the charge in the oxide to exceed 𝑄1 

during the evolution of the current transient if the front of the space charge had diffused away from 

the anode and there was, for a period, no ejection of space charge.  
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Figure 27 Estimating the relaxation properties of a current transient 

within the SCLC model. The starting point of a second current transient 

caused by a second step potential being applied to the device after the 

device is allowed to relax should be bounded within the shaded region. 

This assumes that during relaxation the total charge stored in the oxide 

should relax from its value at the end of the first transient, 𝑄1, to its resting 

value, 𝑄0.  

 

 

 

Figure 28 Electronic relaxation of current transients. The current time 

response in response to -1V potential applied to the gold top contact with the 

molybdenum bottom electrode grounded.  The potential is maintained for 10 

seconds and then the top electrode is grounded. The device stays grounded 

for 30 seconds after which the -1V potential is reapplied. This is repeated 5 

times. 
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As described in the previous paragraphs a step potential that interrupts the relaxation of a 

previous current transient should produce a second current transient which has an initial 

current value bounded by the previous transient. This current should take a value between 

the currents at the start and end of the preceding current transient. To test this, multiple step 

potentials of -1V where applied to the gold contact of the device with respect to the 

molybdenum contact with a duration of 10 seconds to induce a current transient. Between 

each step potential the device was grounded for 30 seconds to allow the device to relax to 

some degree but crucially this was not long enough for the device to fully relax. The current 

transients observed for a series of these cycles are plotted in Figure 28 and show that 

interrupting the transient during relaxation doesn’t adhere to the bounding previously 

described. Instead, the initial current value of each transient is consistently less than the 

preceding transient. It appears that each step potential causes the device to become 

progressively more resistive suggesting the charge within the oxide is reducing with each 

cycle. Within the framework of the SCLC model, this would require each transient to be 

depleting more charge than was previously injected into the oxide and leads to the 

contradicting conclusion that by repeatedly injecting charge into the oxide we are depleting 

it of charge. 

An alternative understanding of the current transient’s relaxation can be obtained by first 

acknowledging that while the transient appears to restart with each cycle, this is not actually 

the case. Instead, the decay portion of the current transient persists and is continuous 

between each cycle; if the initial increase in current is neglected the decay in current appears 

to align with where the previous transient ended. This suggests there is some element 

within the device stack that acts as a bottleneck with respect to the device’s conductivity 

which during a step potential becomes progressively more resistive causing the decay in 

device current.  

Assuming this hypothesis is true, we can investigate over what timescale this change in the 

device relaxes over by extending the relaxation period until the progressive increase in 

resistance disappears. In Figure 29, the same experiment is repeated but with the device now 

grounded for 15 minutes between each step potential. In this instance we see that the decay 

in conductance no longer follows on from the previous transient, instead almost fully 
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relaxing. This is strong evidence that the decay in conductance is caused by some change 

occurring in the device which is long-lasting and persistent at room temperature relaxing 

over a timescale of minutes.  

 

Figure 29 Electronic relaxation of current transients at longer timescales. 

The current time response in response to -1V potential applied to the gold 

top contact with the molybdenum bottom electrode grounded.  The 

potential is maintained for 10 seconds and then the top electrode is 

grounded. The device stays grounded for 15 minutes (black trace) after 

which the -1V potential is reapplied. This is repeated 5 times. This is 

compared to the current transients observed when left to rest for 30 

seconds (blue trace). 

In contrast, the initial increase in current does appear to relax with each cycle even when 

only grounded for 30 seconds. With each cycle the device current is initially suppressed, 

starting from beneath the upper limit defined by the decay. This behaviour is suggestive of a 

resistive element which is initially the more resistive element within the stack but which 

during the step potential rapidly reduces in resistance causing device current to increase 

until the point at which another element in the device stack is then more resistive and 

therefore limits, and defines, the current through the device.   

The relaxation timescales of this initial rise in current can be investigated using a similar 

relaxation experiment although at shorter timescales. I applied a series of Gaussian voltage 

pulses of amplitude -2V, a full width half maximum of 30ms and a period between pulses of 

143ms. The device current, plotted in Figure 30a, increases with each pulse as expected; we 

are observing the early stages of the transient, its initial increase in current. However, if the 

period between pulses is increased from 143ms to 500ms this accumulation entirely 

disappears. The pulses are identical in shape and amplitude and it is only the rest period in 
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between them that is varied. This suggests that the initial stages of the transient are relaxing 

on much faster timescales than the current transient as a whole.  

This faster volatility can be investigated in greater detail by varying the period of the pulses 

across a wider range. As before, each pulse induces a small increase in device conductance. 

If negligible relaxation were occurring during the rest in between pulses, we would expect 

the change in conductance for each pulse to depend solely on the number of pulses that 

have been applied and not on the frequency of the pulses. Alternatively, if relaxation is 

occurring, the lower frequency pulses will inevitably be competing with a greater degree of 

relaxation while the device is grounded between pulses and so will appear to increase the 

device conductance less than higher frequency pulses. This frequency dependence is most 

clearly revealed when the device current for each pulse is plotted against the number of 

pulses that have been applied. In Figure 30b we plot this graph for pulse trains with a range 

of frequencies from 3Hz to 7Hz.  The gradient of each trace is evidently a function of their 

frequency, the higher the frequency the greater the gradient. This dependence demonstrates 

that the pulse trains are competing with a volatility which relaxes on a similar timescale to 

period between pules i.e. over 100s of milliseconds. 

This all indicates that during the early stages of the transient, the rise in device current, is 

volatile on the millisecond timescale. This would be significantly faster than the relaxation 

timescales we observed earlier for the transient as a whole. 
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How then do we reconcile these vastly different responses – a slow persistent reduction in 

conductance but a fast and volatile increase in conductance?  

It seems a possible solution is to treat the transient as not a single change occurring in the 

device, i.e. the injection of charge into the oxide (SCLC), but instead as two separate changes 

occurring simultaneously. There is a slow persistent change that acts to reduce the device 

conductance and a faster more volatile change acting to increase conductance. These two 

processes are in competition and it is the least conductive one that will limit and define the 

device conductance. Initially it is the faster process that defines the device conductance. It 

begins highly resistive but quickly increases in conductance until eventually being limited 

by the slower decrease in conductance that acts as the bottleneck to device conductance in 

the transient’s latter stages. The notion that two separate changes are occurring within the 

oxide has been suggested before, when a simulation of the oxide tracked the redistribution 

of both electrons/holes and oxygen vacancies [39]. Electrons and holes redistributed faster 

than the vacancies owing to lower mobilities of the oxygen vacancies within the oxide. It is 

a

 

 

b

 

Figure 30 Volatility of the initial increase in conduction. (a) Device 

current in response to two different Gaussian pulse trains. Each Gaussian 

pulse had an amplitude of -2V and a full width half maximum of 30ms; 

however, they differed in period. Smaller time gaps (143ms) between 

pulses caused an accumulation in conductance whereas larger time gaps 

(500ms) no longer increased the device conductance, demonstrating the 

volatility of the effect. (b) The peak current for a series of pulses is plotted 

for pulse trains with a range of frequencies. Because of the volatility of the 

conductance change, the change in conductance caused by each pulse is 

not constant but depends on the frequency of the pulse train. 
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assumed the slower dynamics of the transient are defined by the slower vacancies, while the 

faster dynamics are the result of the faster electrons and holes. It could be argued that even 

the faster dynamics, occurring over approximately 100ms, is too slow for electron trapping 

to be a possible cause. However, some studies have shown traps deep within the oxide’s 

band gap can have long trapping times on the scale of minutes [81], [85], [94]–[97]. This 

would suggest that the such timescales could potentially be explained via charge 

trapping/detrapping.  

Note, the device consists of different layers each with their own conductance with a 

potential to vary. The changes occurring could therefore be located in different layers of the 

device such as the contacts. For example, gold from the top contact could be migrating into 

the oxide or metal layers within the device could be oxidising/reducing such as the 

molybdenum bottom contact or the titanium adhesion layer. Considering the many number 

of changes that could be occurring within the different layers of the device, it is plausible 

that multiple changes are occurring simultaneously within different layers of the device. The 

work presented in this chapter has not identified where the changes of device conductance 

are located but it has suggested that multiple changes are occurring simultaneously.  

 

This hypothesis that the transient is the result of two separate changes occurring in the oxide 

simultaneously is further supported by investigations into devices with top electrodes of 

different materials. 

4.1.2 The effect of device stack 

If the hypothesis that the transient is the result of two separate changes is true, then it would 

suggest that devices could potentially be made to exhibit only one of these changes in 

isolation. If such a device could be fabricated this would be strong supporting evidence for 

the hypothesis as well as a clear demonstration the changes are separable. Changing the top 

contact material appears to do exactly that.  

Devices fabricated with a conductive ITO top electrode, instead of the gold-titanium contact, 

do not exhibit the decay in conductance, only the initial increase. The current-time response 

of an ITO contacted device is plotted in Figure 31. The current begins to increase as we have 
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seen previously with the gold devices; however, it never reaches the inflection point. 

Instead, it continues increasing in conductance, becoming progressively noisier until the 

device undergoes breakdown. 

The ITO device has gone through a similar stressing process as the gold devices which is 

detailed in chapter 3. Initially they exhibit only capacitive currents and are of a very high 

resistance. They then undergo a constant current stressing procedure to produce a more 

conductive device and then after being given time to relax will produce this repeatable 

transient – assuming the applied voltage is held for a short enough time so that the device 

does not breakdown. A similar kind of behavior has been observed before in a range of 

oxides and is often used in the replication of short term potentiation of synapses [96]–[98]. 

Equally, this absence of the slower dynamics may also validate the work of Meyer et al.[39] 

where the slower dynamics were assumed to be the result of oxygen vacancies. It could be 

that the ITO contact is more likely to exchange oxygen with the oxygen vacancy than the 

inert gold contact.  

Alternatively, the Au contact could be diffusing through the oxide whereas the ITO contact 

is not. Au has previously been observed to form conductive bridges between two contacts 

through a thin film of ZnO [99]. Considering gold is known to diffuse in silicon dioxide 

films, this could be a possibility [54]. However, TEM analyses of the devices studied in this 

thesis have not produced observable gold filaments [100].  

Another explanation for the opposing behaviours between the Au and ITO contacts could be 

due to differences in their work functions. Although not directly measured on my samples, 

the work function of gold is between 4.9-5.2eV [101] while thin films of ITO have been 

measured to have a work function between 4.25-4.28eV [102]. This could result in a 

difference in work function of approximately 1eV. Such differences would lead to offsets in 

the band alignments the contact and oxide which could affect which traps within the oxide 

the electrons are injected into.  

As discussed in chapter 3 the disappearance of the slower decay in conductance with the 

change in top electrode is suggestive of proton migration playing a role in the slower decay 

in device current.  
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Figure 31 Demonstrating separability. The current-time response for a 

device with a conductive ITO top electrode. The current is in response to a 

-3V step potential applied to the top contact with respect to the bottom. It 

exhibits only the increase in conductance and not the decrease. The current 

becomes progressively noisier until eventually the device undergoes 

breakdown. (inset) The device stack. It is identical in structure to the gold 

contacted devices except for the change in the top electrode’s material from 

gold-titanium to ITO. 

 

4.1.3 Summary 

It seems then that the transient is best explained through two separate changes occurring 

simultaneously in the oxide; the first causing an increase in conductance and the second a 

slow decay in conductance. This is supported by the fact that the relaxation timescales of the 

two changes are significantly different from one another and that devices can be made to 

exhibit only one of the two processes – clearly demonstrating the separable nature of 

processes.  

Having recognised this, the previously published approaches of analysing current transients 

based on the peak timing is not appropriate in our devices. Any changes in the peak timing 

inadvertently couples change from either of the two separate processes into a single 

observable, thereby making it impossible to attribute changes in peak timing to changes 

within either of the two processes.  

From this point forward, we will analyse the transients as two separate processes. Observing 

the dynamics of each change individually in response to different stimuli. Not only does this 
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allow us to gain a deeper understanding of what is causing the transients, as you will see in 

the following sections, but also further supports the notion of separate processes as it reveals 

the response to stimuli are also significantly different. 

4.2 Empirical Fitting Equation 

4.2.1 Introduction & Framework 

As I have shown in the previous chapter, the timing of the peak is no longer an appropriate 

representation of the current transient’s dynamics. While it was previous used in other 

devices to track the acceleration of the transient caused by voltage, temperature and optical 

illumination; I have shown that the transient in our device is most likely a combination of 

two separate changes occurring within the device, meaning that the peak timing 

inadvertently couples any changes from either of these changes into a single observable. 

Ideally, we need to be able to track the rates of each of these changes separately so that they 

can be studied in isolation. However, the timing of the peak makes it impossible to attribute 

changes in the peak’s timing caused by either the decay or increase in conductance. An 

alternative analytical tool is therefore sorely needed.  

In this section I develop empirical models intended to track the rates of the increase and 

decrease in conductance separately. The models are primarily for the purpose of quantifying 

the rate of the changes in conductance, the question of a physical model will be addressed in 

the following chapter. 

~ 

The following models are based on the relaxation experiments I presented in chapter 4. It 

was clear that the slower decrease in device current defined the maximum device current, 

while the initial rise in current approaches this maximum but never exceeds it. I represent 

this using the product of two time-dependent functions, 𝑓𝑖𝑛𝑐(𝑡) and 𝑓𝑑𝑒𝑐(𝑡). The increase in 

current is a charging-like term, 𝑓𝑖𝑛𝑐(𝑡), increasing from 0 to 1, so that initially it is the 

function that defines the device current. However, as 𝑓𝑖𝑛𝑐(𝑡) approaches 1 it then allows the 

function it is multiplied with to define the total current, in this case 𝑓𝑑𝑒𝑐(𝑡).   
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𝐼(𝑡) = 𝑓𝑖𝑛𝑐(𝑡) × 𝑓𝑑𝑒𝑐(𝑡) 

𝑓𝑖𝑛𝑐(𝑡) = {0 → 1} 

𝑓𝑑𝑒𝑐(𝑡) = ℝ 

22 

While this equation is the foundation of the empirical model there remain the questions of 

what form 𝑓𝑖𝑛𝑐(𝑡) and 𝑓𝑑𝑒𝑐(𝑡) should take and how to compare their effectiveness. I am 

going to explore two groups of models, the first are exponential based models and the 

second is a power law model.   

4.2.2 Evaluating Effectiveness  

The effectiveness of each fitting equation is assessed by two properties: the quality of the fit 

and how realistic the fitted parameters are to the corresponding physical system the model 

is derived from. 

Goodness of Fit: Residuals 

The difference between the fitted equation and the original experimental data is referred to 

as the residual and can often be a good visual indicator of the goodness of a fit. A good fit 

would ideally exhibit residuals centred around zero with no systematic offsets or time-

variant components. Residuals in this form suggest the fitted equation tracks the 

experimental data well where the variances in the residual around zero are assumed to be 

some form of noise or variance in the original data. In contrast, a poorer quality fit would 

systematic offsets which can vary with time. This is suggestive that either an additional term 

is missing or the wrong function has been chosen.  

However, whilst residuals are useful to visually assess a fit they are not as useful when 

larger datasets are being fitted. For this reason, I will only show one residual for each model 

which is representative of the model’s performance. The same experimental data will be 

fitted for each model so the comparison is accurate. In order to assess a model’s goodness of 

fit across a whole dataset a single numerical metric that can quantify the fit is preferred. The 

R2 metric is one such metric.  

Goodness of Fit: R2 Measure 

A more quantitative description for the goodness of fit is the R2 measure. The R2 measure 

compares the variance between the raw data points and the model’s predicted values 
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against the variance of the raw data and the mean of that data. In other words, we can 

acknowledge that the simplest model to predict a dataset would be to assume the mean 

value of the dataset in all cases. This model would have a variance defined by equation 23, 

which is equal to the variance of the dataset. For any other model we develop we can also 

calculate the variance of the dataset against the model’s predictions with equation 24. If this 

variance were similar to the dataset’s variance, then the model is no better than simply 

predicting the mean value and we would conclude it fits the data badly. Alternatively, if the 

variance of our model is much less than the variance of the dataset then that can potentially 

indicate a good fit; that said, residuals should still be checked.  The R2 value, equation 25, is 

based on this premise and defined by the ratio of the variance of our model to the variance 

of the dataset which is then subtracted from 1 to produce a function that increases as the 

model’s fit improves.  

𝑆𝑆𝑡𝑜𝑡 =∑(𝑦𝑖 − �̅�)
2

𝑖

 

Where 𝑦𝑖 is an individual datapoint and �̅� is the mean average of the dataset. 

23 

𝑆𝑆𝑟𝑒𝑠 =∑(𝑦𝑖 − fi)
2

𝑖

 

Where 𝑓𝑖 is model’s predicted value for index 𝑖. 

24 

𝑅2 = 1 −
𝑆𝑆𝑟𝑒𝑠
𝑆𝑆𝑡𝑜𝑡

 25 

 

When comparing models, I will compute the R2 measure for all current transients within a 

specific dataset and compare their distribution for each model.  

Confidence Intervals 

Even if an ideal fit could be achieved there is still uncertainty in the values of the fitted 

parameters. For example, a minimum in the fitting error could be achieved by a range of 

parameter values. This range is referred to as the confidence bounds, which can be 

interpreted as the range within which the fitting algorithm is certain the final value lies. For 

example, 90% confidence bounds will define a range within which the algorithm is 90% sure 

the optimal value can be found. If a higher confidence is required the range will generally 
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increase. There is therefore a trade-off between certainty and specificity. In this thesis I used 

the standard confidence threshold of 90%. 

Confidence intervals influence the choice of model for a particular dataset by their 

magnitude. If a model results in fitted parameters with large confidence intervals it can 

make interpreting results a challenge, especially if the changes in these values are small. For 

this reason, when selecting a model to analyse a dataset I will give preference to models 

with smaller intervals. 

Physical Significance of Fitted Parameters 

Each term of a given model will correspond to some physical property based on the 

assumed physical system the model is derived from. These properties will have a range of 

values which are deemed realistic. Values outside of this may suggest the assumed model is 

not applicable. The details of what physical properties each term corresponds to are specific 

to each model and so will be detailed later alongside the model.  

The rates of change in conductance during the transient are important characteristics which 

play a significant role in this thesis. In particular, I need to be able to detect and quantify 

changes in these rates. An initial question is how certain am I that changes in the time 

constants of an exponential model are the result of changing rates on the transient? Could 

the same be observed if a DC offset in current were being induced?  

To test whether DC current offsets could cause a change in the fitted rates I take a typical 

transient and track how the fitted parameter values change as a successively larger DC 

current is artificially added to the current-time data. This is done by adding a constant term 

to the device current measured during a transient observed in experiment. It is repeated for 

different constant values from 10 to 100nA. An example of the current transients with offsets 

added are plotted in Figure 32. Each model is then fitted to the curves in Figure 32 to 

investigate the effects of the offsets on the fitted parameters.  
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Figure 32 Current-time data artificially offset with a constant DC current. 

A collection of current-time plots with DC offsets in current which are 

artificially generated from experimental data. These current transients are 

used to investigate how offsets affect the fitted parameters – specifically if 

they affect the parameters describing rates of change such as the time 

constants in the exponential models. 

~ 

Having defined how each model will be evaluated, we can now turn to the models 

themselves.  

4.2.3 The Exponential Model 

Background Theory 

The exponential model, equation 26, is the simplest model, and is based on an exponential 

charging curve multiplied with a single decaying exponential. The decaying exponential 

defines the maximum value of the conductance whilst the charging term imitates the initial 

increase in conductance up to the maximum value.  The rate of increase in conductance is 𝑏 

while the rate of the decrease in conductance is 𝑑.  

𝐼(𝑡) = [1 − 𝑎 𝑒𝑥𝑝(−𝑏𝑡)] × [𝑐 𝑒𝑥𝑝(−𝑑𝑡) + 𝐼0] 

Where 𝑎, 𝑏, 𝑐, 𝑑, 𝐼0 > 0 
26 

 

Exponential models have previously been used to describe the slow trapping of charges 

within the deep traps of an oxide [92][103]. In this prior work a single charging exponential 

(1 − exp (−𝑎𝑡)) function was used to fit current time plots where trapping was argued to be 

occurring across hundreds of seconds. However, the single exponential was the result of a 

simplification. In fact, they initially propose the summation of multiple exponentials with 
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different time constants corresponding to traps with varying barrier heights. Despite this, 

the assumption was made that most traps are located near the interface and that they are 

likely to have similar trapping/detrapping properties, hence the simplification to a single 

exponential. This approximation will be returned to in the following model where stretched 

exponentials are used to consider distributions of time constants. 

However, charge trapping is not the only justification of an exponential model. Dielectric 

relaxation based on the polarisation of bonds within the dielectric can also be described by a 

single exponential, particularly when described by the Debye law which states that the rate 

of change of the polarisation should be proportional to the current value of polarisation 

[104]. Dielectric relaxation is frequently used to characterise the decaying currents through a 

capacitor. The current arises due to the polarisation of the dielectric, 𝑃(𝑡), changing over 

time. This induces an additional displacement current, 𝑗𝑃(𝑡) =
∂𝑃

∂𝑡
,  in parallel with the 

electronic, or free, current produced by the free carriers drifting under the applied field, 

𝐽𝑓𝑟𝑒𝑒(𝑡). 

The exponential form of the current derives from Debye’s law which states the change in 

polarisation with time is proportional to the polarisation itself (equation 27). The solution of 

this is a exponential function. 

𝜕𝑃(𝑡)

𝜕𝑡
∝ 𝑃(𝑡) 
 

27 

 

However, whilst this form of dielectric relaxation is frequently used in characterising the 

currents flowing through capacitor during a step potential, it may not be applicable in this 

case.  

As discussed previously, the additional displacement current caused by the relaxation 

occurs in parallel with the current of the free carriers. In this case the additional 

displacement current is simply added to the free conduction current as in equation 28. But I 

have shown in the previous chapter that decay in conductance does not appear to be the 

result of an additive decaying current but instead it acts as the conductance limit of the 

device. For example, the decaying conductance is not observed in the early stages of the 

transient, but instead is only observable once the device’s conductance is sufficiently large 
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enough. The decaying conductance therefore acts less like an additional current in parallel 

but instead as an increasing resistance in series with the device which is best described by a 

product of two functions as opposed to the addition of the terms.  

𝐽(𝑡) = 𝐽𝑓𝑟𝑒𝑒(𝑡) + 𝐽𝑃(𝑡) 
 

28 

 

For this reason, the exponential model is more likely to correspond to a charging-based 

process than to dielectric relaxation.  

Goodness of Fit 

An example of the fit to a double exponential and the corresponding residual is included in 

Figure 33. A voltage of -1.1V was applied to the top gold contact while the bottom 

molybdenum contact was grounded. Although the equation can track the general shape of 

the transient, it fails to accurately fit the transient’s peak as well as the decay. The residuals 

of the fit are largely bounded within ±5𝑛𝐴, approximately corresponding to an error of 1.7-

2.5% at the transient’s peak. We can also see a significant curve in the residual that persists 

throughout the decay, suggestive of a missing term or incorrect function. 

 

Figure 33 The exponential model’s fitting performance at higher voltages. 

A) The experimental data obtained from a -1.1V step potential applied to the 

top electrical contact of an gold contacted device is plotted with the fit 

obtained using the exponential model. Inset are the parameter’s 

corresponding to this fit. B) The residuals of the fit calculated by subtracting 

the experimental dat from the exponential model.  



 

 

89 

 

The performance of the fit improves as the voltage applied to the device is reduced and the 

transient becomes less prominent. For example, in Figure 34 the voltage across the device is 

reduced to 0.7V causing a less prominent transient corresponding to a better fit. This is a 

common property of all the fitting models presented in this thesis. The improvement 

suggests either the initial portion of the decay is well described by an exponential but it 

diverges when observed for longer time periods or, alternatively, the decay is a function 

which can initially be approximated as an exponential for smaller electric fields but diverges 

at larger electric fields. While the decay’s fit improves at lower fields, the initial portion of 

the transient and the region around the peak is still poorly fitted, even at this lower voltage. 

 

Figure 34 The exponential model’s fitting performance at lower voltages. 

A) The experimental data obtained from a -0.7V step potential applied to the 

top electrical contact of a gold contacted device is plotted alongside the fit 

obtained using the exponential model. Inset are the parameter’s 

corresponding to this fit. They demonstrate the model achieves a better fitting 

performance at lower voltages. B) The residuals of the fit calculated by 

subtracting the experimental data from the exponential model, this is 

significantly reduced comapred to the residuals when attempting to fit 

transients from higher voltages. 

Relevance of Fitted Parameters 

Although the model has been fitted to the experimental data, the parameters have yet to be 

checked for their feasibility. To do this, I have fitted a collection of current transients that 

have been induced with voltages from 0.7V o 1.2V in a number of devices stressed to 

different degrees. From a visual analysis of these current transients, along with the 
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theoretical basis of the models, it is possible to predict how most parameters should vary 

according to the applied voltage and device conductance. I will now evaluate each of the 

fitted parameters plotted in Figure 35.  

The offset, 𝐼0, is one parameter than can be predicted with reasonable confidence. With 

increasing voltages we know the total current flowing through the device increases. Equally, 

I have also previously shown that devices stressed by larger currents exhibit higher current 

densities. The fitted parameters agree with both of these observations; the fitted offset 

parameter increases with voltage, and devices stressed by high currents exhibit a systematic 

offset reflecting the higher current densities of the more conductive devices.  

The two rate constants, 𝑏 and 𝑑, are assumed to both increase with the applied voltage. This 

is based on a visual analysis of the transient which looks to accelerate with increasing 

voltage as well as the fact the peak in device current occurs earlier in time at higher voltages. 

As we can see in Figure 35, both of these rate constants increase with voltage as expected.  

The coefficient of the decaying exponential, 𝑐, is also expected to increase with applied 

voltage as it describes the magnitude of the decaying current, which clearly increases with 

applied voltage. However, we should also note that this parameter does not only describe 

the magnitude of the decaying exponential but also the phase offset of the exponential. I 

have not included any phase term within the decaying exponential, which could become 

significant if the transient is not allowed to fully reset between trails. And so, as a result of 

not including this term, the fitting parameter 𝑐 will be the product of the exponential’s 

magnitude and phase offset, as shown by equation 29. Although this is the case, each 

transient is considered fully reset due to a resting period of 1 hour being carried out between 

inducing each transient; the phase offset of the exponential is therefore assumed to be close 

to zero.  

𝐼(𝑡) = 𝑎𝑒𝑥𝑝(−𝑏𝑡 + 𝜙)  

𝐼(𝑡) = 𝑎𝑒𝑥𝑝(𝜙) exp(−𝑏𝑡) 

 
 

 

𝐼(𝑡) = 𝑐𝑒𝑥𝑝(−𝑏𝑡) 

Where 𝑐 = 𝑎𝑒𝑥𝑝(𝜙). 
29 
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The final fitting parameter, 𝑎, should represent the phase offset of the exponential describing 

the increase in conductance9. If this were a charge trapping process, as assumed in the 

derivation of the model, then the offset would correspond to the population of traps at 

thermal equilibrium. I would have expected this is independent of the voltage being 

applied, however the fitted parameters in Figure 35 show a dependence. I could argue that 

at higher voltages more traps are accessible to the charges being injected and so the 

proportion or traps that could possibly be filled would then depend on the applied field 

owing to the increase in number of total traps that could be field. However, I do not have 

evidence to support this argument. 

                                                      
9 Note in this case, 𝑎, only contains information on the phase offset and not the magnitude of the 

exponential – unlike 𝑐 of the decaying exponential. This difference arises from how the function 

describing the increase in conductance is defined. It is defined as a function that varies from 0 to 1, 

and so the magnitude of the exponential term is fixed to 1. In contrast, the decaying exponential is 

defined to describe the overall conductance of the device and so its coefficient, 𝑎, also contains 

information on the magnitude of the current through the device. 
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Figure 35 The fitted parameters of the single charging exponential model. 

The parameters obtained from applying the single charging exponential 

model to current transients induced in five different devices are plotted. Each 

device is characterised with a range of step voltages from -0.7V to -1.2V 

applied to the top electrical contact of a gold-contacted device. Note, there 

are some data points missing due to the transient at that voltage being 

distorted. The devices have each been stressed to a different degree by a 

constant current indicated by the legend. Devices stressed by larger currents 

are more conductive and exhibit higher current densities.  

~ 

The rate constants of the model play a crucial role in the following chapter. It is therefore 

important to know how accurately the rate constants obtained via the model represent the 

dynamics of the transient, as opposed to also being a function of any offsets induced in the 

current transient. To validate this the parameters of model are tracked for a set of current 

transients with progressively larger DC offsets artificially added to the current transient as 

shown in Figure 32.  
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The parameters obtained by fitting the exponential model are plotted as a function of the 

offset current in Figure 36. The two parameters of particular interest are the rate constants: 𝑏 

and 𝑑. The rate constant of the increase in conductance, 𝑏, is shown to increase with the 

offset current eventually increasing by 2% for an offset current of 0.1μ𝐴. In contrast, the rate 

constant describing the decay in conductance, 𝑑, reduces but does so marginally changing 

by only 0.06% for an offset of 0.1μ𝐴. It can essentially be considered constant.  

This is an important observation if I am to later use this model to detect changes in the rate 

constants, as it suggests these changes could be the result of an offset and so I must compare 

the change in rates with any observed offsets in current.  

 

Figure 36 The effect of DC offset currents on fitting parameters obtained 

by the exponential model. The change in the value for each fitting parameter 

is plotted for an increasing offset current added to the current transient and 

plotted in Figure 32. An offset current of 0.1μA corresponds to approximately 

doubling the steady-state current of the original current transient. 

~ 

Until now I have analysed the fitted parameters neglecting their uncertainty. However, it is 

important to consider this when selecting a model for later use in characterising data as it 

can limit what resolution of changes in parameters are detectable.   

The range of values within the confidence bounds for each parameter of the exponential 

model are plotted in Figure 37 as a percentage difference of the parameter’s value. The 
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confidence intervals in this work are set to 95% confidence bounds meaning there is a 95% 

chance the optimal value of the parameter lies within the defined range. If we first consider 

the parameters describing the increase in conductance, 𝑎 and 𝑏, we can conclude the 

uncertainty in their value is around 1-5%. When fitting the more conductive devices there is 

less uncertainty. This is expected because the increase in conductance is observed for a 

longer duration providing more data points for the fitting algorithm compare against. The 

rates describing the decay in conductance: 𝐼0, 𝑐 and 𝑑, suffer from greater uncertainty. At 

lower voltages and for less conductive devices the uncertainty can reach 100%. With 

confidence intervals this large it would make using the model to detect changes in these 

parameters a challenge as changes would need to be on a similar scale, i.e. rate constants 

would have to double in response to a stimulus to be reliably detected by the fitting 

equation. Fortunately, the uncertainty improves at higher voltages and for more conductive 

devices. At the largest voltage tested, 1.2V, the uncertainty drops below 1%. This is 

understandable; at higher voltages the decay in conductance is more dramatic and a greater 

portion of its dynamics are observed within the given time. The same argument holds for 

the more conductive devices.  
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Figure 37 Confidence bounds of the exponential model. The confidence 

bounds for each fitting parameter are plotted as a percentage of the 

parameter’s final value. Confidence bounds are plotted for current transients 

induced by a voltage ranging from 0.7 to 1.2V for five different devices. The 

devices were stressed to different degrees by a constant current indicated in 

the figure legend.  

This suggests that if confidence intervals are to be reduced when analysing the decay in 

conductance, it would need to be observed for a longer duration. The confidence intervals 

can also be improved by filtering out the high frequency noise components of the transient 

with a low pass filter with a cut off frequency of 1Hz. This filtering is shown to improve the 

uncertainties for all fitting terms in Figure 38 by almost an order of magnitude. Considering 

the significant improvement in confidence bounds low pass filtering will be applied to 

current transients in the following chapter.   
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Figure 38 Improving confidence bounds of the exponential model 

combined with low pass filtering. The confidence bounds for each fitting 

parameter are plotted as a percentage of the parameters final value. Prior to 

fitting the current transient is low pass filtered with a cutoff frequency of 1Hz 

to remove noise. This filtering reduced confidence intervals by up to an order 

of magnitude in some instances.  

Summary 

In general, the exponential model fits reasonably well at lower voltages and could be 

deemed suitable within that range. However, at higher voltages the model struggles to fit 

the decay in conductance as the dynamics of the portion of the transient become more 

prominent. The confidence intervals of the fitted parameters are also reasonable, typically 

within the range of 0.1-1% of the parameter’s value, although uncertainties for the 

parameters describing the decay reach in excess of 10% at lower voltages and in more 

conductive devices. 
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This all suggests the model could be useful when characterising current transients at low 

voltages in resistive devices. However, an improved model is needed to characterise the 

more prominent current transients where the quality of fit declines significantly. 

4.2.4 The Stretched Exponential Model 

Background Theory 

The stretched exponential model, equation 30, is based on an extension of the exponential 

model whereby the traps have a distribution of time constants as opposed to a single time 

constant. [105] The distribution of the traps is defined by the terms β and δ, the smaller the 

number the broader the distribution. The original exponential model can be considered a 

limiting case where β, δ → 1.  

𝐼(𝑡) = [1 − 𝑎 𝑒𝑥𝑝(−(𝑏𝑡)𝛽)] × [𝑐 𝑒𝑥𝑝(−(𝑑𝑡)𝛿)] 

Where 𝑎, 𝑏, 𝑐, 𝑑 > 0 and β, δ ∈ [0,1] 
30 

 

 

Stretched exponentials have also been used to explain slow traps deep within the oxide’s 

band gap[91], [106]. It is assumed that a distribution of time constants is a more realistic 

representation of traps within an oxide than a single time constant. This had been suggested 

before, though in discrete summation form [92]; the stretched exponential is a continuous 

representation of such a system.  

A similar argument can be made for dielectric relaxation-based explanations. The Debye 

relaxation can be extended to the Kohlrausch-Williams-Watts (KWW) law which also uses a 

stretched exponential equation [107], [108] a function which has been used before to describe 

the decay in oxide conductance [98].   

Goodness of Fit 

A similar performance at the lower voltages is achieved by the stretched exponential model 

when compared to the exponential model, as shown in Figure 39. There is potentially 

slightly less bending of the residuals in the decay portion of the transient, although the very 

start of the transient appears to have larger residuals but these quickly decay.  
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Figure 39 The stretched exponential model’s fitting performance at lower 

votlages. A) The experimental data obtained from a -0.7V step potential 

applied to the top electrical contact of a gold contacted device is plotted 

alongside the fit obtained using the stretched exponential model. Inset are the 

parameter’s corresponding to this fit. B) The residuals of the fit calculated by 

subtracting the experimental data from the stretched exponential model. 

Where this stretched exponential model improves on the exponential model is at higher 

voltages. The fit and residuals of the stretched exponential model for the larger voltage 1.1V 

are plotted in Figure 40. While there is still a curve to the residuals we can see there is a 

significant improvement compared to the standard exponential model, particularly in the 

decaying portion of the transient. The residuals are much flatter and are now constrained to 

within ±5𝑛𝐴 as opposed to the exponential model which exhibited residuals which started 

at −10𝑛𝐴 , oscillated between ±6𝑛𝐴 and eventually rose to 7𝑛𝐴. 
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Figure 40 The stretched exponential model’s fitting performance at higher 

votlages. A) The experimental data obtained from a -1.1V step potential 

applied to the top electrical contact of a gold contacted device is plotted 

alongside the fit obtained using the stretched exponential model. Inset are the 

parameter’s corresponding to this fit. B) The residuals of the fit calculated by 

subtracting the experimental data from the stretched exponential model. This 

shows a significant improvement in comparison to the standard exponential 

model which failed ot fit well at higher votlages. 

The improved performance of the stretched exponential is also reflected by the R2 statistical 

test, detailed earlier. However, the improvement is only slight and could be considered 

negligible. In Figure 41, the R2 values are plotted for both the exponential and the stretched 

exponential models. The stretched exponential has a marginally higher offset than the 

exponential model. But this difference is not significant enough to justify the use of the 

stretched exponential model, instead, we need to compare the feasibility of fitted parameters 

obtained by each model.  
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Figure 41 R2 test values comparsion. The results of the R2 tests are plotted for 

both the exponential and stretched exponential models. The differences 

between the two are negligible suggesting comparison are better done based 

on residuals and, as is done later, confidence bounds.  

Relevance of Fitted Parameters 

The phase offset term of the exponential, 𝑎, which should describe the initial proportion of 

traps populated at thermal equilibrium, behaves in a similar manner to the standard 

exponential model. There is potentially less of a voltage dependence for the devices stressed 

by larger currents. However, the voltage dependence is still a challenge to explain by a 

charge trapping model.  

The rate constant describing the increase in conductance, 𝑏, also behaves as expected, 

increasing with applied voltage. This is similar to the standard exponential model.  

An interesting response is observed for the stretch parameter of the increase in conductance, 

β. This term describes the distribution of the rate constants: a value of 1 indicates a single 

rate constant, while smaller values indicate a broader spread of rate constants. For the 

majority of devices and voltages the stretch value remains bound at 1, suggesting an 

exponential model is sufficient. However, for the devices that have undergone greater 

electrical stressing, 50𝜇𝐴 and 100𝜇𝐴, the value of the stretch parameter lowers, suggesting 

these devices have a broader distribution of rate constants. This would be expected if we 

assume that a higher concentration of defects induced by the electrical stressing produces 

traps with a broader distribution of trapping characteristics. 

However, although the parameters describing the increase in current appear feasible, there 

are some concerns with the parameters describing the decay in conductance: 𝑐, 𝑑 and δ.  
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One concern is the low values of the stretch parameter, δ, at higher voltages. Such low 

values would correspond to a very broad distribution of rate constants. This doesn’t entirely 

rule out the validity of the model but it should still be acknowledged. Another concern is the 

fact δ does not show a clear dependence on the degree of stressing the device has 

undergone, whereas the stretched term describing the rise in current, β, does. It could be 

argued that if a charge trapping model such as a stretched exponential were causing the 

decay in conductance then we would expect the variation of rate constants to increase with 

higher stressing conditions which are assumed to generate greater concentrations of defects 

and trapping sites. If this isn’t observed it either suggests the traps which are causing the 

decay in current are unaffected by the electrical stressing the devices have undergone or it 

may be a sign the model is not applicable in this context.  

Despite some concerns regarding the stretch parameter, δ, the other parameters behave as 

expected. The rate parameter, 𝑑, increases with applied voltage and the coefficient, 𝑐, 

behaves in the same manner as it did for the exponential model.  
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Figure 42 The fitted parameters of the stretched exponential model. The 

parameters obtained from applying the stretched exponential model to 

current transients induced in five different devices are each plotted. Each 

device is characterised with a range of step voltages from -0.7V to -1.2V 

applied to the top electricla contact of a gold contacted device. Note, there are 

some data points missing due to the transient at that voltage being distrorted. 

~ 

The issues faced while trying to interpret the rates obtained with the stretched 

exponential model occur again when the confidence bounds in Figure 43 are analysed.  

Initially, the performance is similar to the exponential model for the rates describing the 

increase in conductance: 𝑎, 𝑏 and β, in the range of 0.5-1%. Note that the confidence 

intervals for δ are only plotted for instances when β < 1. When δ = 1 the parameter has 

hit an upper bound and the confidence intervals are therefore invalid. While the 
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uncertainty for these parameters is acceptable, the same cannot be said for the 

parameters describing the decay in conductance: 𝑎, 𝑏 and β. For these parameters the 

uncertainty is frequently in excess of 10% and in some cases exceeds 100%. Equally, the 

uncertainty worsens at larger voltages despite a larger portion of the decay being 

available to the fitting function to compute. It is important to acknowledge that this 

doesn’t indicate a worsening in performance at higher voltages. For example, we have 

seen this model performs at better at higher voltages compared to the exponential 

model. However, it does indicate that there is less certainty in the fitted values, 

suggesting a greater number of solutions exist for this model.  

 

Figure 43 Confidence bounds of the stretched exponential model after low 

pass filtering. The confidence bounds for each fitting parameter are plotted 

as a percentage of the parameter’s final value. Prior to fitting the current 

transient is low pass filtered with a cutoff frequency of 1Hz to remove noise. 

Larger confidence bounds for the parameters describing the decay in 
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conductance: c, d and δ, suggest the better fit of the model is the result fo this 

equation having too many degrees of freedom, essentially allowing many 

values of the parameters to produce good fits.  

The large uncertainties of the stretched exponential model also impact the resilience of the 

model to DC offset currents. The fitted parameters for the transients with artificial offsets are 

plotted in Figure 44. As expected, the parameter describing the offset in current increases 

linearly with the added offset. Equally, the parameters describing the increase in 

conductance: 𝑎,𝑏 and 𝛽, behave largely the same as they did for the standard exponential 

model, with the exception the rate constant, 𝑏, which exhibits a nosier response. This is 

potentially due to the increased uncertainty in this term when compared to the rate constant 

of the standard exponential model. However, it is the parameters of the decay in 

conductance: 𝑐, 𝑑 and 𝛿, which are most affected by the uncertainty. Each of these terms 

exhibit significantly nosier responses than the standard exponential model, making trends 

harder to identify. It may be that 𝑐 exhibtis an increasing trend while the rate constant 𝑑 

decreases, which would be similar to the standard exponential model, but, the greater 

uncertainty in these terms is potentially obscuring this response. Another concern is the 

trend observed in the stretch term, 𝛿. Adding an offset should not affect this term. For 

example, the stretch term of the increase in conductance, 𝛽, exhibits no change. This 

response of the stretch term describing the decay is one example of the function being a poor 

representation of the data.  
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Figure 44 The effect of DC offset currents on fitting parameters obtained 

by the stretched exponential model. The change in the value for each fitting 

parameter is plotted for an increasing offset current added to the current 

transient and plotted in Figure 32. An offset current of 0.1μA corresponds to 

approximately doubling the device’s steady-state current of the original 

current transient. 

Summary 

The stretched exponential model is clearly able to achieve a better fit than the exponential 

model, in particular at higher voltages. However, this comes at the cost of uncertainty in the 

values of the fitted parameters. The uncertainty in the fitted parameters describing the decay 

in conductance are typically within the range of 1-10% of their fitted value an order of 

magnitude larger than those of the exponential model.  Such large uncertainties make 

detecting changes of parameter values in response to other stimuli, such as temperature, 

more challenging unless the change in the parameter value is larger than the uncertainty.   

The model is therefore still in need of improvement despite its improved fitting quality – 

specifically the function to describe the decay in conductance.  

4.2.5 The Hybrid Model 

Background Theory  

So far, the increase in conductance can be described well with the stretched exponential. 

However, it is the decay in conductance which the exponential models have struggled to fit. 

To address this issue, I introduce a modified power law-based model to explain the decay 
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based on dielectric relaxation currents, and combine this with the stretched exponential 

model to model the increase in conductance. 

Power laws are often empirically applied to both dielectric relaxation as well as oxide 

breakdown to describe stressed induced leakage currents (SILC). For example, the Curie-

Von Schweidler law (CS) uses a power law: 𝑡−𝑏 to describe the relaxation currents observed 

when a step potential is applied to a dielectric [109], [110] and In high-k dielectrics the CS 

law has been found to dominate at lower frequencies [111]. In this work we study devices 

with DC signals, suggesting it is an appropriate form of relaxation to consider, although the 

devices are not based on a high-k dielectric. A second justification for the reciprocal model is 

based on charge detrapping. Some studies have shown that discharge currents follow power 

laws [112], [113]. However, these results are based on observing discharge currents while the 

device is grounded after a step voltage has been removed. This is a different scenario from 

what is studied in this thesis, where the decay is observed during the step potential. There 

are therefore at least two potential justifications for a model of this form.  

The original definition of CS relaxation currents in experimental devices is the summation of 

a power law decay and a constant offset: 𝐼(𝑡) = 𝑎𝑡−𝑏 + 𝑐. However, in practice this is not 

trivial to fit and has numerous solutions. It is specifically a challenge to extract the offset 

current, 𝑐, unless the relaxation current can be observed for a long enough duration - 

something not feasible in my devices due to their slow dynamics and long resetting times 

between trials. For example, by having the exponent as a fitting parameter, the constant 

offset can be made obsolete, meaning the decay in the current transients can reliably be 

fitted well with only the power law: 𝐼(𝑡) = 𝑎𝑡−𝑏. If an attempt is made to fit with the offset 

parameter, 𝑐, included it simply reduces to zero. Within the strict definition of a dielectric 

relaxation current, the current could theoretically approach 0 and have no offset, assuming 

the oxide is perfectly insulating and contains no mobile charges. However, our devices are 

far from ideal. They exhibit reasonably large leakage currents which do not decay to zero. If 

a power law is used to fit experimental data which contains an offset then the exponent 

term, −𝑏, ends up being adjusted to account for this i.e. by broadening the reciprocal to 

approximate an offset within the observed time range. 
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While being able to fit the data with fewer parameters may initially seem like an advantage, 

issues arise when we are trying to characterise the dynamics of the current and have to 

account for the effects of DC current offsets. This inadvertently couples changes in the DC 

current with the fitting parameter that is supposed to characterise the dynamics of the 

current – limiting how much useful information can be extracted from the model. 

We therefore need to adjust the power law model to account for DC offset currents and the 

rate of the decay with two separate parameters and minimal coupling between the two 

terms. To avoid this, I have chosen to fix the exponent term to a constant value and instead 

tune only the coefficients of power law. I have tried different values for the exponent such 

as, 𝑏 = −2 and 𝑏 = −0.5 all of which can be used to fit the data, however, for simplicity I 

have chosen to fix the exponent is: 𝑏 = −1, essentially transforming the power law model 

into a reciprocal model. The choice of a reciprocal is based off a linear approximation of a 

changing resistance. From Ohm’s law the current of a device in response to an applied 

voltage is proportional to the reciprocal of the device’s resistance. If the change in resistance 

can be approximated as linear in its early stages then the current response will approximate 

a reciprocal function. Adding this in parallel to an offset current, results in the following 

model to describe the decay in conductance: 𝐼(𝑡) =  
1

𝑚𝑡
+ 𝑑, where 𝑑 defines any DC offsets 

and 𝑚 describes the rate of the decay. 

A key issue to address, one also faced by the original power law models, is the fact that the 

equation is ill-defined at 𝑡 = 0, at which point the reciprocal approaches infinity. This is 

solved by introducing an additional constant term in the denominator: 𝐼(𝑡) =  
1

𝑚𝑡+𝑐
+ 𝑑 so 

that at 𝑡 = 0 the model has an initial starting value of: 𝐼(𝑡 = 0) =
1

𝑐
+ 𝑑.  

An interpretation for this model is a current which decays from its initial value, 
1

𝑐
+ 𝑑, to a 

steady-state value, 𝑑, at a rate defined by 𝑚. 

The final adjustment of the reciprocal function concerns the need for the derivative of the 

function to be defined by a single parameter and to be independent of the initial value of the 

function. Take, for example, a decaying exponential where any DC component has been 

removed: 𝑓(𝑡) = 𝐴 𝑒𝑥𝑝(−α𝑡), the derivative of which is: 𝑓′(𝑡) = −α𝐴 𝑒𝑥𝑝(−α𝑡). The 

derivative of the exponential can be normalised with respect to its initial value, 𝑓(0) = 𝐴, to 
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produce a function that is entirely defined by the rate constant α as given by equation 31. 

This has the advantage that the rate of change of the function is described solely by α, 

meaning α is an accurate comparison of the function’s dynamics regardless of its initial 

magnitude.    

𝑓′(𝑡)

𝑓(0)
= −α𝑒𝑥𝑝(−α𝑡) 
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In the hybrid model’s current form, 𝑔(𝑡) =
1

𝑚𝑡+𝑐
, after removing the DC offset term it isn’t 

possible for the derivative to be normalised with respect it its initial value, 𝑔(0) =
1

𝑐
. The 

derivative of 𝑔(𝑡) is given by equation 32. It is therefore dependent on both the parameters: 

𝑚 and 𝑐, meaning 𝑚 is not an accurate rate constant when comparing functions with 

different magnitudes.  

𝑔′(𝑡) =
−𝑚

(𝑚𝑡 + 𝑐)2
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To correct this, I modify the function so the initial value at 𝑡 = 0 is not defined by the 

denominator, 
1

𝑐
, but is instead defined by the numerator. This is achieved by redefining the 

reciprocal function as described by equation 33.   

ℎ(𝑡) =
𝑐

mt + 1
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The derivative of the modified hybrid model, ℎ(𝑡), is given by equation 34. This derivative 

can now be normalised with respect to the initial value of the function, ℎ(0) = 𝑐, to obtain a 

derivative that is entirely defined by the rate constant 𝑚 (equation 35).  

ℎ′(𝑡) =
−𝑐𝑚

(𝑚𝑡 + 1)2
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ℎ′(𝑡)

ℎ(0)
=

−𝑚

(𝑚𝑡 + 1)2
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Finally, the reciprocal function is combined with the stretched exponential to fit both the 

decay and increase in conductance respectively. This model is summarised by equation 36.  

[1 − 𝑎 𝑒𝑥𝑝(−(𝑏𝑡)β)] × [
𝑐

𝑚𝑡 + 1
+ 𝑑] 
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Goodness of Fit 

An example of the hybrid model fit and corresponding residuals at 0.7V are plotted in 

Figure 45. As with the stretched exponential model, a similar performance is observed when 

compared to the exponential model. There is less of a curve to the residuals in the decay 

portion of the transient compared to the stretched exponential model.  

 

Figure 45 The hybrid model’s fitting performance at lower voltages. A) The 

experimental data obtained from a -0.7V step potential applied to the top 

electrical contact of a gold contacted device is plotted alongside the fit 

obtained using the hybrid model. Inset are the parameters corresponding to 

this fit. B) The residuals of the fit calculated by subtracting the experimental 

data from the hybrid model. 

The same improvement in performance is maintained at the higher voltage of 1.1V as shown 

by the residuals in Figure 46. Again, it could be argued that the curve of the decay is 

reduced in comparison to the stretched exponential suggesting a better fit even at higher 

voltages. Also of interest is the improvement of the fit for the increase in conductance. This 

seems to have been the result of introducing the reciprocal fit for the decay in conductance 

and is suggestive that the combination of the stretched exponential and reciprocal model are 

mutually beneficial.   
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Figure 46 The hybrid model’s fitting performance at higher voltages. A) The 

experimental data obtained from a -1.1V step potential applied to the top 

electrical contact of a gold contacted device is plotted alongside the fit 

obtained using the hybrid model. Inset are the parameters corresponding to 

this fit. B) The residuals of the fit calculated by subtracting the experimental 

data from the hybrid model. These suggest a slight improvemnt of the 

residuals within the first poriton of the transient, however the second portion 

fo the transient exhibits more of a curve in the residuals compared to the 

stretched exponential model.  

The conclusion that the hybrid model offers a slight improvement is also supported by the 

R2 statistical test. Again, the improvement is slight, as shown in Figure 47. Having compared 

the three models, it is clear that the test is not a reliable indicator of the effectiveness of each 

model, as similar scores are achieved by all three models. Instead, the models are best 

compared by the relevance of the fitted parameters obtained by each model. 
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Figure 47 R2 test values comparsion. The results of the R2 tests are plotted for 

both the exponential, the stretched exponential and the hybrid models. The 

differences between the three are again negligible, suggesting this test is not 

an appropriate tool for comparing the models.  

Relevance of Fitted Parameters 

Having achieved better fits with the hybrid model, there still remains the question of 

whether the fitted parameters in Figure 48 are feasible. I will begin by analysing the rates of 

the decay in conductance: 𝑚, 𝑐, and 𝑑, followed by those of the increase in conductance: 𝑎, α 

and β. 

For the decay in conductance, the two parameters defining the offset in current, 𝑑 and 𝑐, act 

as expected. The steady state current described by 𝑑 increases with both voltage and device 

conductance. Equally, the parameter 𝑐 which describes the initial current at 𝑡 = 0 increases 

with increased voltage and device conductance. 

The rate of the decay of conductance, described by 𝑚, increases with applied voltage. As 

explained previously this is expected, from the observations that the whole transient 

appears to accelerate with increased voltage and also that the current peak occurs earlier. 

Interestingly, this term does not exhibit a systematic offset for devices of differing 

conductance, suggesting current densities are not affecting this parameter (with exception of 

the device stressed with 1μ𝐴). 

The rates for the increase in device current are similar to those observed for the stretched 

exponential model. The parameter describing the rate, α, increases with applied voltage and 

exhibits a systematic offset for devices of higher conductance. Equally, the same behaviour is 

observed for β, describing the distribution of the rate constants. It is largely equal to 1, 
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suggesting a single rate constant, but for devices stressed within higher currents it reduces, 

suggesting a broader range of rate constants in these devices. Finally, the parameter, 𝑎, 

which describes the initial offset of the increasing is again found to increase with voltage 

and device conductance.  The dependence on applied stress can potentially be justified 

based on the proportion of filled electron traps. I have previously shown that devices 

stressed with larger currents are more conductive, suggesting a higher density of defects 

and electron traps within the oxide. The proportion of traps which are filled in these more 

heavily stressed devices is expected to be smaller due to the inevitably wider distribution of 

trap depths. This would cause the charging exponential to start with less of a phase offset 

than in the case of a device with fewer traps, which corresponds to a larger 𝑎.  

 

Figure 48 The fitted parameters of the hybrid model. The parameters 

obtained from applying the hybrid model to current transients induced in 

five different devices are each plotted. Each device is characterised with a 

range of step voltages from -0.7V to -1.2V applied to the top electricla contact 
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of a gold contacted device. Note there are some data points missing due to 

the transient at that voltage being distorted. 

~ 

As done with the exponential model I will now test how offsets in device current affect the 

fitted parameters, with particular attention paid to those describing the rate of the increase 

and decrease in device current: α and 𝑚, respectively. An artificial offset is added to a typical 

current transient as shown in Figure 32 which is then fitted using the hybrid model and the 

parameter values tracked for an increasing offset. The parameters are plotted in Figure 49 

with respect to their fitted value with no artificial offset added. Again, the parameter 

describing the steady state offset, 𝑑, increases linearly with the offset, as should be the case. 

Equally, the parameters describing the conductance increase: 𝑎, α and β, respond in a similar 

manner to the standard exponential model: the coefficient of the exponential, 𝑎, decreases 

with the offset while the rate constant, α, increases.  The stretch term, β, is unaffected, as 

should be the case. The rates describing the conductance decay: 𝑐 and 𝑚, also exhibit similar 

trends to the standard exponential model. The offset term, 𝑐, decreases with the offset while 

the rate constant, 𝑚, decreases. In the case of 𝑚, the change has increased by an order of 

magnitude in comparison to the standard exponential model, suggesting the standard 

exponential model is more resilient to offsets affecting rate parameters. In general, the 

resilience of the hybrid model is similar to the standard exponential model when 

considering the parameters of the increase in conductance, while resilience reduces for the 

parameters describing the decay in conductance.   
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Figure 49 The effect of DC offset currents on fitting parameters obtained 

by the hybrid model. The change in the value for each fitting parameter is 

plotted for an increasing offset current added to the current transient and 

plotted in Figure 32.  

~ 

Finally, with respect to confidence bounds, the hybrid model presents better performance. 

Previously, both the exponential and stretched exponential models struggled to fit the decay 

with sufficiently small confidence bounds, exhibiting uncertainties that always exceeded 

0.1%. In contrast, the hybrid model achieves uncertainties of <0.1% for parameters 𝑐 and 𝑑, 

which both describe the decay in conductance. The third parameter describing the decay, 𝑚, 

is also able to achieve uncertainties <1% at higher voltages.  

This significant reduction in uncertainties of the fitting parameters, combined with the 

smaller residuals, the interpretable values that are obtained for each parameter, and its 

resilience to offsets make this model an excellent candidate to characterise the current 

transients.  
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Figure 50 Confidence bounds of the hybrid model after low pass filtering. 

The confidence bounds for each fitting parameter are plotted as a percentage 

of the parameter’s final value. Prior to fitting the current transient is low pass 

filtered with a cutoff frequency of 1Hz to remove noise. This lower confidence 

for the parameters describing the decay in conductance: 𝑐, 𝑑 and 𝑚, is an 

advantage in comparison to the stretched exponential model.  

Summary 

The hybrid model has been shown to achieve a similar quality of fit as the stretched 

exponential, but crucially this has not come at the expense of uncertainty in its fitted 

parameter values. The model is able to achieve an uncertainty typically of 0.1-1% for the 

parameters describing the decay – of a similar magnitude to that achieved by the 

exponential model. Uncertainties begin to exceed this range at lower voltages where the 

dynamics of the decay in conductance are less prominent, in which case the uncertainties 

can reach 20%. One limitation this model is regarding the resilience of the parameters 

describing the rate of change in conductance to DC offsets. It is important for the model to 

not couple changes in offset with changes in the rate parameters as it could lead to 
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misleading results in later chapters.  However, the two rate terms, 𝛼 and 𝑚, both drift as 

offset currents are added to the transient. This is the same as the exponential model which 

showed a trend in the rate parameters with this increasing offset current. 

Considering this model’s improved residuals compared to the exponential model and 

smaller uncertainties in comparison to the stretched exponential model, as shown in Figure 

51, it may be a suitable candidate for extracting information about the dynamics of the 

current transient curves. It will be used in the following chapter to investigate the physical 

causes of the current transients.  

 

Figure 51 Comparison of model residuals. The residuals for the 

exponential, stretched exponential and hybrid model are plotted as 

histograms. Each histogram has bins with a width of 0.3𝜇𝐴. The 

exponential model is shown to have a wider distribution of residuals, 

demonstrating its worse fit. Meanwhile the stretched exponential and 

hybrid model exhibit comparable distributions.  

4.3 Summary 

In this chapter I have shown the current transients observed in amorphous silicon dioxide 

MIM devices are more complex than the SCLC model assumes. For example, the 

significantly different relaxation timescales of the increase and decay in device current 

suggest that the two are caused by different processes. It has also been shown that devices 

with different top contact materials can be fabricated to exhibit only one of these changes. 
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For example, by changing the material of the top contact to ITO we observed only the 

increase in device conductance and no decay. This ability to isolate one of the dynamics is 

strong supporting evidence for my hypothesis that the transient is the result of two separate 

processes.  

This finding raises doubts on whether equation 37 is still valid. Unfortunately, the loss of 

this equation would be significant because it has played a crucial role in the existing 

literature in quantifying the dynamics of the transient, specifically whether the dynamics of 

the transient were accelerating or decelerating. Such changes in dynamics obtained by this 

equation have been used to determine the activation energies of defect migrations, as well as 

in supporting evidence for optically modulated mobilities. If this equation is no longer 

applicable these findings become questionable.  

This is not the only limitation to equation 37. It also assumes the dynamics of the transient 

can be determined by solely measuring the timing of the peak in device current. But if my 

hypothesis is correct, this assumption is wrong. The peak timing is defined by the rates of 

both the increase and decrease in conductance. It is not valid to assume these rates are 

coupled. Instead we need a model that can extract information on both changes separately. 

 I have presented my attempt at developing such a model - equation 38. This model is based 

loosely on existing theories of charge trapping and dielectric relaxation currents. However, I 

have made modifications to better suit the objective of extracting information on specifically 

the dynamics of the transients. The model achieves a good quality of fit with acceptable 

uncertainties in fitted parameter values of 0.1-1%. Most importantly, I have modified the 

model to minimise the effect DC offsets have on the parameters describing the rate of 

change in conductance: 𝛼 and 𝑚. This is crucial in ensuring the model can be used to 

determine changes in rates in response to changes in current density such as optical 

injection.  

𝐼(𝑡) = [1 − 𝑎 𝑒𝑥𝑝(−(𝑏𝑡)β)] × [
𝑐

𝑚𝑡 + 1
+ 𝑑] 

 

38 

 

𝜏 =
0.787𝑑2

𝜇𝑉
 37 



 

 

118 

 

The work in this chapter has both potentially changed how we should think of the current 

transients in sputtered silicon oxide devices with gold and molybdenum electrodes at a 

fundamental level, as two separate changes occurring in the device, not as a single change; 

and also provided an alternative equation that can be used to analyse and extract 

information from the current-time data. Whether the same work is replicable in other oxide 

systems remains to be investigated. We should be cautious as the breakdown of the model 

may only apply to certain devices. The oxide studied in this thesis is a sputtered silicon 

dioxide, resulting in an amorphous film. Current transients have been observed in films 

with a range of crystallinities. For example, amorphous Ta2O5 via chemical vapour 

deposition [49], [50], [70], amorphous BaTiO3 [37], crystalline BaSrTiO3 via pulsed laser 

deposition [29], a sputtered BaSrTiO3 [28], a sputtered TiO2 oxide [42] and a crystal of STO 

[34]. Due to the variety of different crystallinities present in the literature we must be 

cautious in assuming the model will breakdown for all devices, it may instead only apply to 

the sputtered and amorphous films.  

Equally, the model itself does not yet address what the physical causes of the transients 

might be. This is investigated in the following chapter.  
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5 Identifying the Driving Forces of the Transient 

5.1 Introduction 

Having determined that the transient is most likely the result of two separate changes 

occurring in the device simultaneously, I now attempt to identify what is driving these 

changes.  

There is a crucial distinction to be made here between the change that is occurring and the 

force driving that change. Consider the example of a charged defect drifting under an 

applied field. The change occurring in the device is the redistribution of the defects within 

the oxide which could affect the device conductance in many ways such as local electric 

fields or interface barriers heights, whilst the force driving the change is the applied electric 

field. As another example we can consider charge trapping. The change occurring is the 

filling up of trap states, whereas the force driving this change is the presence of a flux of 

charge that electrons can be captured from. In both examples, by modulating the force 

which drives the process we would observe a modulation in the rate the change occurs at.  

In this section it is the driving forces causing the changes which I aim to identify and not the 

change itself. By first identifying what’s driving each change, I am able to later whittle down 

the vast number of possible explanations that could be used to explain them to a more 

specific few. This helps me gain a better understanding of potential physical models.  

The original SCLC model is fundamentally a field driven process. The dynamics of the 

current-time plot are the result of an ionic current on top of an electronic current where the 

ionic current is the result of drifting space charge within the oxide. Note that while a space 

charge is involved there is no exchange of charge between the electrical contacts and the 

oxide, the contacts are considered blocking and the space charge must pre-exist within the 

oxide. However, there are alternative explanations for slow dynamics involving oxides 

which do not rely on space charges of low mobility ions but are instead based on deep 

electron traps within the oxide. For example, deep trap states which lie within the band gap 

far from the conduction band can have long trapping times on the scale of minutes [81], [85], 

[94]–[97]. These could theoretically lead to an accumulation of negative charge in the oxide 

in turn leading to a reduction in device current. Importantly, these trapped charges have 
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been shown to de-trap over 100s of seconds with no applied field, but also on millisecond 

timescales at de-trapping voltages of -2V [94], [96]. These relaxation properties are similar to 

what will be observed in the field resetting work presented later in this chapter. It is 

therefore crucial to also consider a charge driven hypothesis such as trapping as well as the 

field driven drift inherent in the SCLC model.  

5.2 Identifying Charge Driven Changes in Conductance 

Charge driven behaviours can be a challenge to determine. This is because the simplest 

approach to inject charge into the device would be to increase the applied voltage. Naturally 

however, any correlation observed between a faster response and the increased currents 

could then also be explained through the increase in applied voltage. I therefore need a 

method to modify device current density without affecting the applied field.  There are a 

number of different approaches I could take, these include increasing the device 

temperature, modifying the device conductance and optically injected photocurrents.  

Although each of these can be used to increase current density, not all are ideal in this 

scenario. For example, while an increase in device temperature will increase device currents 

it would also risk accelerating any defect drifting that could be occurring within the oxide. 

In fact, a thermally activated drifting defect is a key assumption in the existing current 

transient literature where the transient’s acceleration at elevated temperatures is used to 

determine the defect’s activation energy [28], [29], [35], [42]. For this reason (that elevated 

temperatures risk also accelerating defect migration) I do not use temperature 

measurements to inject additional charge into the oxide.   

Instead, I will outline two techniques which I have used to modulate the current density 

flowing through the device while maintaining a constant voltage. First, I will modify the 

device conductance with two different techniques and second I will inject an additional 

photocurrent in parallel with the electronic current. These techniques will be used to 

characterise both the rise and fall in device conductance.  
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5.2.1 Via the Modulation of Device Conductance 

One approach to generating different current densities through the device for a constant 

voltage is to fabricate devices of different conductance. In this thesis I have used two 

different approaches which I will now outline. 

The first approach is to use the constant-current stressing process I developed in chapter 3. 

The stressing process modulates the device conductance permanently, and can be used to 

produce devices of different conductance. A more aggressive stressing generates more 

conductive devices which exhibit higher current densities for a given voltage. However, this 

approach has its limitations. For example, having undergone different degrees of stressing 

the concentration of defects is no longer consistent between devices. Equally we have seen 

form SEM images that stressing can cause structural changes to the device which are highly 

localised. Any observed differences could therefore be the result of these explanations as 

opposed to the differences in current densities.  

The second approach attempts to evade this issue of different defect concentrations between 

devices by temporarily modulating the conductance of a single device electronically. As we 

have seen the device becomes progressively more resistive during the current transient. 

Observing the dynamics of the transient for a series of sequential transients, as was done in 

the relaxation experiments of section 5, provides some insight into how the current density 

affects rate. However, this approach is also not perfect. It could be argued that any changes 

we observe in rates are simply the result of the current transient not fully resetting instead of 

the different current densities. For this reason, the electronic modulation of conductance 

must be corroborated with alternative techniques, such as the optical injection of charge, 

which will be detailed in the following section.  

~ 

I have induced current transients in a collection of devices stressed to varying degrees. In 

Figure 52a-f current transients are plotted for five devices stressed with constant currents 

ranging from 1 to 10𝜇𝐴. The transients are observed for voltages ranging from 0.7V to 1.2V 

and as required the devices stressed with larger currents are largely shown to have higher 

current densities across this voltage range. However the technique is not perfect as 

demonstrated by the two devices stressed by 5 and 10𝜇𝐴 which exhibit very similar current 
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densities. Also there are occasionally issues with the transient being noisy or exhibiting 

jumps in conductance, this is attributed to poor electrical contact by the probes. When fitting 

the current-time data these transients are excluded from the fitting.  

I begin by analysing the current-time plots visually. The currents are first normalised so that 

the gradients can be more easily compared. Any DC offset is subtracted from the curve 

which is then divided by the peak current value. The normalised currents are plotted in 

Figure 53a-f for each of the devices. The gradients of each side of the transient can now be 

compared. The second half of the transient, the decay in current, is found to overlap for all 

devices except the device stressed with 1microapmeres.10 This suggests that the rate of decay 

in current is largely independent of the current density through the device. In contrast, the 

first half of the transient, the increase in current, appears to increase faster for the more 

conductive devices. This is most clearly seen in Figure 53d-e where the x-axis has been 

focused on the initial 10 seconds. 

  

                                                      
10 The device stressed with 1 microampere is found to be an outlier in each of the following 

experiments. However, it is included for completeness.  
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D 

 

Figure 52 Current transients induced in devices stressed to different 

degrees. (A-F) The current transient observed in the gold contacted 

device for a range of voltages from -0.7 to -1.2V. The voltage is applied 

to the top gold electrical contact while the bottom molybdenum contact 

is grounded. Five devices are studied, each stressed by constant currents 

of varying magnitudes. The stressing magnitude is indicated in the 

figure legends meanwhile the stressing process for each of these devices 

is shown in Figure 20, where the change in voltage caused by the 

constant current is plotted against time. 
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Figure 53 Normalised current transients revealing the effect of device 

conductance on dynamics. (A-C) Current transients induced in five 

different gold contact devices. The voltage is applied to the top electrical 

contact while the bottom contact is grounded. The current transients have 

been normalised to make comparison easier. (D-F) The same current 

transients are plotted for only the first 10 seconds in order to more clearly 

show the gradients of the increase in conductance.  
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Although not a thorough approach to analysing the transients it is suggestive that the 

increase in current is potentially accelerating in the presence of higher current densities. The 

decay in conductance, however, is not as easily analysed. Due to the greater noise exhibited 

by the less conductive devices it appears the curves overlap, but this could be misleading. 

For example, the devices stressed with 50 and 100𝜇𝐴 do potentially to have a greater 

gradient than the less conductive devices.  

In order to get a more reliable characterisation of how these rates change, I will use the 

fitting equation developed in chapter 4.2. The hybrid model allows me to fit the current-time 

data and quantify the rates of both the increase in conductance, parameter 𝛼, and the decay, 

parameter 𝑚. Both parameters increase as the process accelerates.  

 

Figure 54 The fitting parameters obtained using the hybrid model. The 

hybrid model is fitted to the current transients of Figure 52a-f. This figure is 

reproduced from chapter 4.2.  
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The parameters obtained for the current transients shown in Figure 52a-f are plotted in 

Figure 54. Beginning with the increase in conductance, 𝛼, the rate increases with the applied 

voltage as is expected. Importantly, however there is a systematic offset for the more 

conductive devices. This offset suggests that for a given voltage the increase in conductance 

accelerates with higher current densities. This is suggestive of a current driven process such 

as charge trapping.  

In contrast, the rate of the decay in conductance, 𝑚, does not exhibit a systematic offset for 

the more conductive devices. Instead, the rate seems well defined by the voltage being 

applied. This would suggest the process is field driven, such as a charged defect drifting 

under an applied bias. 

One concern with this analysis, however, is that the systematic offset of the rate for the 

increase in conductance mostly occurs when the stretched term of the exponential, 𝛽, 

departs from 𝛽 = 1. To ensure this is not simply a result of this fitting parameter moving 

away from its bound, I have reanalysed the data with a modified version of the hybrid 

model where 𝛽 is fixed to 𝛽 = 1. The rates obtained by this are plotted in Figure 55 and 

shows that 𝛼 is not affected by the constraint 𝛽 = 1 and still exhibits the systematic offset 

indicative of a charge driven process.   
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Figure 55 The fitting parameters obtained using the hybrid model with 𝛃 =

𝟏. A modified hybrid model is fitted to the current transients of Figure 52a-f 

where the stretched exponential is simplified to a single exponential term. 

This was to verify whether the systematic offsets observed for α where the 

result of β departing form its bound of β = 1. 

The finding that rate constant describing the increase in device conductance varies with 

device conductance suggests the process is accelerating in the presence of higher current 

densities. In contrast, the rate of the decay term does not exhibit a variation with device 

conductance suggesting that the rate is defined by only the applied voltage and is 

independent on the current density. These two different behaviours suggest the increase in 

conductance may be the result of a charge driven process suggests as charge trapping or 

joule heating, while the decay is a field driven behaviour such as a charged defect drifting. 

However, there is a limitation with this approach in that each device has been stressed to a 

different degree and any differences in devices could be explained by this as opposed to 
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differences in current density. In the next section I will address this limitation by studying a 

single device.  

~ 

Whilst studying devices of different conductance is one way to assess the effects of current 

densities on the rates of the transient it suffers from the fact that each device also 

presumably has a different defect concentration caused by the magnitudes of the constant 

current stressing. To address this limitation, I instead focus on a single device and use the 

fact that the decay in conductance resets at a slow rate when grounded. This allows me to 

interrupt the relaxation of the decay, by inducing a current transient in the device while in a 

more resistive state. This is done by repeatedly inducing transients with a delay in between 

where the device is grounded. This delay is increased with each trial allowing the device to 

relax to a greater extent with each trial. The timings of the trials and the incrementally 

increasing rest periods are included in Table 1. The current transients produced by this 

technique are plotted in Figure 56. We can see that as the device is allowed to relax for a 

longer period the current transient occurs at higher current densities.  

Stage Duration 

(seconds) 

Trial 1 150 

Rest Period 60 

Trial 2 150 

Rest Period 90 

Trial 3 150 

Rest Period 120 

Trial 4 150 

Rest Period 300 

Trial 5 150 

Rest Period 600 

Trial 6 150 

Table 2 Experiment parameters for increasing rest periods. The duration of 

each trial and the rest period between trials is indicated in seconds. The 

resultant current transients are plotted in Figure 56. 
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Figure 56 Observing transients of different current densities in a single 

device. A current transient is repeatedly induced by applying -0.9V to the 

gold electrical contact while the bottom contact is grounded. The rest period 

between each transient is progressively larger allowing the device 

conductance to relax to a greater degree. The timings of each trial are detailed 

in Table 2. 

The rates obtained by fitting each of the transients of Figure 56 to the hybrid model are 

plotted in Figure 57. Note the hybrid model has been modified to neglect the stretch term, 𝛽, 

as it was found to consistently equal 1. The rate describing the increase in conductance, 𝛼, is 

shown to increase as for the current transients at higher current densities. This agrees with 

the previous finding that the more conductive devices exhibited a systematic offset of this 

rate. Again, suggesting the process is accelerated by higher current densities and therefore is 

charge driven process.  

On the other hand, the decay in conductance does not agree with the previous findings. 

While in devices of different conductance’s the rate of decay was unaffected, in this 

experiment the rate decay apparently slows at higher current densities.  
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Figure 57 The progression of fitting parameters during the relaxation of the 

current transient. The fitting parameters, with confidence bounds, are 

plotted for the hybrid model again using the simplification 𝛽 = 1. Each trial 

corresponds to the current transients in Figure 56 with the current transient 

occurring at higher current densities with each successive trial. i.e. trial 6 

corresponds to current transient with the highest current density.  

This unexpected result may be the result of the hybrid model not being suitable for this 

experiment. For example, the parameter describing the steady-state current, 𝑑, supposedly 

reduces as the device relaxes to higher conductance. I would have expected this parameter 

to be constant and unaffected by how much the device has relaxed as it should converge to 

the same DC current level. Although it appears there is a change in offset of the transients in 

Figure 56, I assume this is only because the higher current density transients started from an 

earlier stage in their dynamics and simply haven’t been observed for long enough to reach 

the level of the lower current density transients. This is based on the relaxation work in 

Figure 28 of chapter 4 which showed subsequent transients do appear to align with each 

other. However, I could be wrong in this assumption. In which case, it could be conceivable 

if 𝑑 were found to increase. For example, in Figure 56 it is clear that by the end of the 

transient, at 150 seconds, the transients at higher current densities appear to exhibit an 

offset, which could be systematic. If so, an increase in 𝑑 could be understandable. It is not 

however possible to justify a reduction in 𝑑.  

The misleading reduction in the steady state current, 𝑑, may be the result of the hybrid 

model not being suitable for this experiment. The hybrid model was developed in the 
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previous chapter using current transients that were allowed to fully reset before inducing 

any subsequent current transients. However, this is not the case in this experiment. Instead, I 

am purposefully interrupting the relaxation process before the transient has fully relaxed. 

This means that there is an offset in time, similar to a phase offset of an exponential term, 

that has to potentially be accounted for.  

Whether the offset is causing the shift in the fitting parameter can be evaluated by 

considering what happens to the parameters when the hybrid model with no offset term is 

imposed upon a hybrid model which does exhibit an offset. In equation 39, an offset term 

has been included by the introduction of τ within the hybrid model. We can use this 

equation to consider how this would affect the fitting parameters of the hybrid model if 

used within this scenario. The additional offset term can be factored out of the denominator, 

in order to obtain an equation which resembles the original fitting equation, equation 40. 

From this equation we can determine how the fitting parameters 𝑐 and 𝑚 are affected by any 

offset present in the transient. We are specifically interested in how the rate parameter 𝑚 

which is shown to depend on the reciprocal of any offset, equation 41. Hence, as τ decreases, 

which corresponds to the allowing the transient to relax to a greater degree, we would 

expect 𝑚 to increase. If the current transient is allowed to fully relax, τ → 0, then the model 

converges onto the original hybrid model as expected. Crucially, what this analysis 

demonstrates is that if using the hybrid model while interrupting the transient during 

relaxation at progressively longer intervals, the rate parameter 𝑚 should get progressively 

larger, the opposite to what was obtained through the fittings of Figure 57. This suggests the 

decrease in 𝑚 is not the result of an offset term shifting the fitted value. 

𝐼(𝑡) =
𝑐

𝑚(𝑡 + τ) + 1
+ 𝑑 39 

𝐼(𝑡) =
𝑐

𝑚𝑡 +𝑚τ + 1
+ 𝑑  

𝐼(𝑡) =
𝑐

𝑚τ + 1
×

1

(
𝑚

𝑚τ + 1) 𝑡 + 1
+ 𝑑 40 

𝑐 →
𝑐

𝑚τ + 1
;  𝑚 →

𝑚

𝑚τ + 1
 41 
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As an alternative to the hybrid model, I also analyse the transients of Figure 56 using the 

exponential model. This is on the basis that any offsets in time caused by interrupting the 

relaxation of the transient is elegantly handled by the exponential function. For example, 

any offset in an exponential function such as, 𝐼(𝑡) = 𝑎 𝑒𝑥𝑝(−𝑏(𝑡 + τ)), is accommodated 

within the coefficient of the exponential and not the rate term, 𝐼(𝑡) = 𝑎 𝑒𝑥𝑝(−𝑏τ) 𝑒𝑥𝑝(−𝑏𝑡). I 

can therefore have greater confidence that any shifts in the rate constant are not the result of 

interrupting the relaxation of the transient.  

The parameters obtained from using the exponential model are plotted in Figure 58. Again, 

the rate constant describing the increase in conductance is shown to increase with higher 

current densities as has been the case in all experiments so far. Also, important is the 

observation that the steady state term, 𝐼0, increases. As discussed earlier this is a more 

realistic result than the hybrid model which suggested this term decreased. However, 

despite this improvement the rate constant describing the decay in conductance is still found 

to decrease with higher current densities. It follows a similar pattern to that obtained using 

the hybrid model. This may suggest that the decay is indeed decreasing in the presence of 

higher current densities, however this is challenging to justify.  

 

Figure 58 The progression of fitting parameters during the relaxation of the 

current transient using the exponential model. The fitting parameters, with 

confidence bounds, are plotted for the exponential model. Each trial 

corresponds to the current transients in Figure 56 with the current transient 

occurring at higher current densities with each successive trial. 
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~ 

Further evidence for the increase in conductance being drive by charge trapping is found by 

measuring the difference between the electronic current entering the device via the cathode 

and exiting via the anode. In Figure 59 the difference between the anode and cathode 

currents is plotted for the first 7 seconds of the transient. The magnitude of the difference is 

on the order of nanoamperes, which is within the source measurement unit’s sensitivity of 

100fA. Equally, the difference is not constant but increases with the magnitude of current 

entering the device which would be expected for a system with a constant capture 

coefficient. Note that these results alone are not a reliable indicator of charge injection due to 

them potentially being the result of an asymmetry in the circuits measuring current at each 

end of the device. However, when we combine this finding with the others presented 

throughout this chapter (the increase in rate at higher current densities and in illuminated 

conditions) we now have a body of evidence which collectively support the hypothesis that 

the increase in conductance is driven by an injection of charge being trapped within the 

device.  

 

Figure 59 Detecting differences in anode and cathode currents. The 

difference in electronic current between the anode and cathode of the 

device is plotted for the first 7 seconds of a current transient observed 

under an applied voltage of -0.7V. The non-zero difference is suggestive of 

a charge trapping process occurring within the device.   

 

Summary 
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Studying how the rates of the current transient depend on the general device’s conductance 

has revealed the increase in conductance is most likely a charge driven process such as the 

trapping of electrons in defects conducive to conduction.  This is based on the observation 

that devices stressed with larger currents which in turn exhibit higher current densities, 

demonstrate a larger rate constant than the more resistive devices. This finding was then 

supported by a second experiment where the conductance of a single device was 

electronically tuned by exploiting the slow relaxation properties of the decay in 

conductance. In this experiment, the rate constant was also found to increase as the device 

become more conductive. Both these experiments demonstrate that at higher current 

densities the rate constant increases indicative of an acceleration of the process which is 

causing the increase in conductance.  

However, these experiments were less conclusive when analysing the decay in conductance. 

When studying devices of different conductance no significant difference was observed in 

its rate. This would be suggestive of a field drive process as it demonstrates the rate of the 

process is entirely defined by the applied voltage and resultant electric field. But this was 

not supported by the second experiment based on a single device with an electrically tuned 

conductance. In this experiment, the rate of the decay was found to decrease with higher 

conductance. The data was also fitted to the exponential model because of concerns that this 

may be the result of the hybrid model not being suitable for this experiment. However, the 

exponential model also produced the same finding that the decay in conductance slowed at 

higher current densities. The similarity of the two models could be suggestive that the 

process is indeed slowing at higher current densities, however with the first experiment not 

producing this result further work is needed to assess which of these findings is correct. 

Despite the uncertainty in these results, there is no evidence to suggest the process is 

accelerating in the presence of higher current densities. It therefore seems unlikely this 

process is a charge driven process. I will reanalyse the decay in conductance from a field 

driven perspective later in section 5.3 providing more conclusive results.  

5.2.2 Via the Optical Injection of Charge 

While modifying the device conductance is one approach to modulating current densities it 

will always suffer from the fact that the devices of different conductance’s are in some way 
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structurally different from another in potentially their density or alignment of electron traps. 

Something must be causing the change in conductance, and therefore any change in rates 

could be explained both by the change in current density but equally by the physical change 

in the device causing the higher conductance.  It is therefore crucial we have a technique that 

can modulate the current densities without inducing changes in the device structure. Ideally 

this should also be possible with a single device so as to avoid device to device variation.  

The technique I have chosen is to inject additional charge by inducing a photocurrent from 

the metal into the oxide. Theoretically this could be achieved by illuminating the metal with 

a laser of sufficient power and with a wavelength that is absorbed by the metal. This 

technique has previously been used to characterise the barrier heights of Schottky contacts. 

Photons are absorbed by electrons within the metal and are excited across the Schottky 

barrier into the semiconductor’s conduction band, similar to the photoelectric effect [114], 

[115]. The optical injection of charge into the oxide from an electrode has been observed in 

similar devices with the same sputtered oxide although with different electrodes; a 

transparent ITO top contact and a p-doped silicon bottom contact [116]. It was observed that 

illuminating the device with 410 or 650nm light generated a photocurrent which reduced the 

voltage at which the device switches from its high resistance state to its low resistance state. 

The conclusion from this work was that photons interacted and were absorbed with the p-

doped silicon contact and not the oxide. This generated an additional photocurrent into the 

oxide generating defects. In this section I will investigate whether a similar effect can be 

achieved using gold electrical contacts.   

Current transients have previously been shown to optically responsive [34], [35]; an effect 

which I have been able to reproduce. In Figure 60A the transient is shown in both dark and 

illuminated conditions with 473nm light. The transient appears to shift upward and to the 

left i.e. earlier in time. A plot often plotted in the existing literature is the peak timing 

against the reciprocal voltage which should show a reduced gradient when illuminated. In 

Figure 60B I replicate this response.  

However, although current transients have already been shown to be optically responsive, 

previous studies have claimed photons interacted with the oxide layer and not the metal 

[34], [35]. This is concerning because it would suggest a mechanism is at play which does not 
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inject charge but instead accelerates defect drift. If true, this would nullify the technique as a 

method of injecting additional carriers into the oxide.  

In this section I will demonstrate that the optical response of our devices is not the result of 

photon absorption within the oxide but instead the metal contact. This is a significant 

finding as it enables the use of the induced photocurrent to identify any charge driven 

processes such as electron trapping and also has wider implications on the existing literature 

which assume photons interact within the oxide.   

A 

 

 

B 

 

 

Figure 60 The optical response of current transients. A: Current transients 

in dark and illuminated conditions. Current transients in dark conditions, 

with no laser light, are plotted with the grey trace. Illuminating the device 

with a constant laser source results in an acceleration of the transient as 

shown by the blue trace. A constant voltage of -0.4V is applied to the top 

electrical contact. B: The time at which the peak occurs is plotted against 

the reciprocal of the applied voltage for dark and illuminated conditions. 

As expected, illuminating the sample with 473nm light shifts the peak to 

an earlier point in time. We have replicated this graph, derived from the 

SCLC model, to demonstrate that we observe the same as existing studies.  

5.2.2.1 Validating Photocurrent Generation 

A direct method of injecting additional current into the oxide without modifying the device 

voltage or structure is to optically inject a photocurrent into the oxide layer.  However, this 

is only possible if the device absorbs photons in such a way that electrons are excited from a 

metal contact into the conduction states in question. I will start by demonstrating that our 

devices do indeed produce photocurrents and then go on to use this property to detect any 

charge driven processes.  
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Our device structure has similarities to a metal-semiconductor Schottky contact. Whereas a 

semiconductor has a well-defined conduction band it is assumed our devices have some 

conductive path through the oxide comprised of defect/trap states within the band gap. Such 

conductive paths have been observed in these devices before using AFM-etching [21]. They 

are referred to as conductive filaments and are used to explain the relatively high 

microampere currents flowing through the oxide.  

Schottky barriers exhibit photocurrents when photons excite electrons from the metal 

contact, across the barrier and into the semiconductor’s conduction band which can be used 

to determine the height of the Schottky barrier [114], [115]. Considering the symmetry 

between the Schottky contact and our own device, it suggests that our devices should 

theoretically produce photocurrents when illuminated at one of the metal contacts. I will 

now demonstrate this appears to be the case.  

 

Figure 61 Comparison of a metal oxide Schottky contact with a Schottky-

like contact. It has been argued that a defective oxide can form a Schottky-

like barrier when forming an interface with a metal. This assumes a high 

density of electron trap states within the band gap that can act as an 

alternative conduction pathway to the conduction band. 

To verify whether photocurrents can be induced I use the optical setup detailed thoroughly 

in chapter 2, it has been reproduced here for ease. The device is illuminated by a laser beam 

modulated at 30Hz using an optical chopper. If charge injection were occurring, a 

corresponding 30Hz component in the device current should be observed. I obtain the 
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magnitude of this frequency component using a lock-in amplifier referenced against the 

optical chopper.  

The magnitude of the 30Hz component was measured while the optical power was 

incrementally increased. A laser of 473nm light was used in this work because it is a 

wavelength of light that is readily absorbed by gold [117]. 

 

Figure 62 Photocurrent measurement setup. The laser beam is modulated 

using an optical chopper at a fixed frequency. The device current is amplified 

and converted to a voltage via a current preamplifier. This voltage is then 

sampled by the lock-in amplifier and mixed with the reference signal output 

from the optical chopper. The lock-in amplifier determines the magnitude of 

the reference frequency component within the device current. This is output 

as a voltage and then captured by an oscilloscope. 

As shown in Figure 63, as the optical power is increased, the magnitude of the 30Hz 

component of device current increases linearly with respect to photon flux density.  



 

 

139 

 

 

Figure 63 Magnitude of photocurrents with increasing photon flux 

densities. The magnitude of the 30Hz component is obtained via a lock-in 

amplifier. Each data point is the mean of a sample of 10 illuminated trials, 

vertical error bars represent the standard deviation of the samples and 

horizontal error bars represent the uncertainties of the photon flux densities. 

Between each sample there is a resting period of 1 hour to allow the sample’s 

conductance to fully relax to its resting value. 

The linear response of the generated photocurrent is expected due to there being a one-to-

one relationship between the number of photons absorbed and the number of electrons 

excited/injected. The gradient of this plot is a function of the material’s optical absorption at 

the wavelength in question.  

Whilst the correlation with optical photon flux and the magnitude of the 30Hz current 

component is suggestive of photocurrent, there is still the question of how this photocurrent 

is being generated. If I am to use this technique as a method to inject charge into the oxide, 

or the metal-oxide interface, then the carriers must be being generated and injected from the 

metal contact and not generated from within the oxide. Considering the light is incident on 

the top electrical contact, which should absorb the majority of photons, a safe assumption is 

that this is where photocurrent is being generated.  

To verify this hypothesis, I use the fact that each of the layers in the stack have a different 

absorption spectrum and therefore absorb various wavelengths to varying degrees. When 

illuminated with different wavelengths of light the magnitude of the photocurrent should 

correlate with the absorption at that wavelength. If a wavelength is highly absorbed a large 

photocurrent should be induced and vice versa. The magnitude of the photocurrent at 
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different wavelengths should correspond to the absorption spectra of the material where 

photocurrents are generated.  

The optical absorption properties are determined using reflectance/transmission 

measurements within an integrating sphere - detailed in chapter 2.  In Figure 64 I plot the 

optical properties of gold contact, Figure 64a, and the oxide thin film, Figure 64b. As 

expected, the absorption of the oxide layer is minimal throughout the visible spectrum but 

increases sharply at shorter wavelengths approaching UV wavelengths.  

A

 

 

B

 

Figure 64 Optical properties of the thin film gold contact and amorphous 

oxide layers obtained through reflection and transmission 

measurements. (A) Optical properties of the gold electrical contact. High 

absorption occurs at wavelengths <500nm with a rapid drop in absorption 

occurring between 500-600nm. (B) Optical properties of the amorphous 

silicon oxide thin film. The majority of lights from visible to infrared are 

transmitted with little absorption.  

Interestingly, the optical properties alone already support the hypothesis that absorption is 

occurring within the electrical contact. As I have shown in Figure 63, the photocurrent is 

observed when the gold contacted device is illuminated with 473nm light, a wavelength that 

is negligibly absorbed in the oxide layer but readily absorbed in the gold contact. Although 

not conclusive it is certainly suggestive that the light is most likely to interact with the gold 

and not the oxide. Here, there are potentially two processes occurring in parallel. Electrons 

absorbed within the gold may relax emitting phonons and heating the metal contact, or 

electrons near the metal-oxide interface may be excited across the electronic barrier into the 
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oxide’s conductive traps; the latter being a well-known phenomenon in Schottky contacts. 

We can further verify this claim by illuminating the contact with a range of wavelengths.  

If the light were absorbed in the gold contact then as the wavelength is increased beyond the 

500nm transition of the gold’s absorption spectra then we should observe a rapid reduction 

in the photocurrent. To test this, I illuminated the device with three wavelengths of laser 

across this transition with decreasing levels of absorption: 473nm (highly absorbed), 520nm 

(moderately absorbed) and 808nm (negligibly absorbed). The magnitude of photocurrent 

induced by each of these wavelengths for increasing photo flux is plotted in Figure 65. We 

observe both a reduced magnitude in photocurrent with reduction in absorption at that 

wavelength as well as reduction in the gradient of the current vs power plot.  

 

Figure 65 Gold contacted device response to progressively less absorbed 

wavelengths. The magnitude of the 30Hz component is obtained via a lock-

in amplifier. Each data point is the mean of a sample of 10 illuminated trials, 

vertical error bars represent the standard deviation of the samples and 

horizontal error bars represent the uncertainties in the photon flux density. 

The photocurrent injection across a barrier should correlate with absorption of incoming 

photons. This means that the gradient of the lock in amplifier current vs photo flux should 

be linear with a gradient that is proportional to the absorption coefficient for that specific 

wavelength. In Figure 66 I plot the gradient against the absorption coefficient. The response 

is linear as expected, although there are only 3 data points so this is not conclusive.  
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Figure 66 The correlation between the gradient of the photocurrent Vs 

photon flux density plots; and the optical absorption of each wavelength. 

A strong linear fit is observed for these three wavelengths as would be 

predicted if the optical absorption were causing the additional photocurrent. 

However, only three wavelengths were studied to conclude a linear fit, due 

to the availability of lasers, so we should treat the result as being suggestive.  

The photocurrent therefore appears to be being generated in the top electrical contact. I have 

shown the magnitude of the photocurrent for varying wavelengths correlates with the 

absorption properties of the gold contact, not the oxide, and that this relationship is linear as 

is theoretically predicted. I am therefore confident that photons are being absorbed in the 

electrical contact generating an additional flux of charge into the oxide. Illumination with a 

laser can therefore be used as a tool to assess the impact of charge injection on the transient’s 

dynamics.  

5.2.2.2 The effect of photocurrents on the transient’s rates 

As I have just shown, illuminating the device’s top contact can be used to induce an 

additional flux of charge carriers into the oxide. I will now use this observation to 

investigate whether the increase or decay in conductance is driven by an injection of charge.  

This is assuming that if either were the result of some trapping of electrons, we would 

expect the rate of trapping to increase with higher current densities. This would also 

correspond to a faster decay or increase in conductance when the device is illuminated 

compared to when in dark conditions. This effect should also correlate with the optical 

power of laser beam.  

How then do the changes in conductance respond to an additional photocurrent, do they 

accelerate, decelerate, or are they unaffected? 
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To determine how the additional photocurrent affects the dynamics of the transient, a 

current transient will be induced using a step potential of -0.7V applied to the top electrical 

contact. This is done multiple times with a waiting time of 1 hour between samples to allow 

the device to relax and reduce the drift in conductance which occurs between trials. With 

each trial I alternate between illuminated (laser on) and dark (laser off) conditions. The 

power of the laser is then increased and the experiment repeated. The rates of the increase 

and decay in conductance will then be quantified for increasing optical powers. 

To quantify the rates of change in conductance I fit the current-time data to empirical hybrid 

model developed in chapter 4.2. This equation, reproduced below, has a number of fitting 

parameters detailed previously, however of specific of interest in this work are the rates of 

the increase in conductance, α, and the decrease, 𝑚. Note that while the model was 

developed using a stretched exponential model to describe the increase, during this study 

the model is simplified to a single exponential where β = 1. This was done because after an 

initial trial β was found to repeatedly hit this bound.  

Equation Rate of 

Increase 

Rate of Decrease 

𝑰(𝒕) = [𝟏 − 𝒂𝐞𝐱𝐩(−(𝜶𝒕)𝜷)] × [
𝒄

𝒎𝒕 + 𝟏
+ 𝒅] 𝛼 𝑚 

 

Once the current-time data is collected and the rates for each trial are obtained from the 

fitting equations, the mean of the decay rate and the mean of the increase rate (𝑟𝑛)  is 

calculated for a particular power in both the dark (𝑟𝐷𝑎𝑟𝑘) and illuminated (𝑟𝐼𝑙𝑙𝑢𝑚) scenarios, 

equation 42. Finally, the ratio (𝑅) of the rates in illuminated to dark conditions is calculated 

to quantify the effects of the additional photocurrent, equation 43. The ratio is calculated for 

both the rates describing the increase and decay in conductance. 

rIllum =
∑ rn
N

N
; rDark =

∑ rn
N

N
 42 
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R =
rIllum
rDark

 43 

While rates are obtained by fitting the data to a model, these values are not absolute but 

instead have confidence intervals. These confidence intervals need to be propagated in any 

calculations so that the uncertainty of the final result is accurately represented. In my 

analysis I carry out two calculations using the fitted rates: first a mean average of the dark 

and illuminated rates and finally a division of these two means. To begin, the uncertainty in 

the mean average of the rates (er) is determined using equation 44, where ei represents the 

absolute uncertainty for a given fitted parameter: fi ± ei. The uncertainty of the mean 

average of the decay rate for both dark and illuminated conditions, eDark and eIllum, is then 

propagated through the ratio calculation with equation 45.  

er =
√∑ (ei)

N
i

N
 

Where r ∶ {Illum,Dark} and N represents the number of trials. 

44 

eR
R
= √(

eIllum
rIllum

)
2

+ (
eDark
rDark

)
2

 

Where R is defined by equation 2. 

45 

 

The ratios of the rate of the increase in conductance for illuminated over dark conditions are 

plotted in Figure 67 for an increasing optical power. A value of 1 for the ratio indicates no 

difference between the rate in dark and illuminated conditions, it is therefore expected the 

ratio at the control measurement, 0mW, is close to this value. In Figure 67 the control 

measurement is slightly below the value suggesting the drift in conductance between the 

dark and illuminated trials is causing a systematic downwards shift. However, as the optical 

power is increased from 30 to 80mW a clear upwards trend is observed, at higher optical 

powers the rate constant in illuminated conditions is becoming increasingly larger compared 

to when in dark conditions. This is suggestive that the additional photocurrent caused by 

the absorbed photons is causing the increase in conductance to accelerate, against suggesting 

the process is charge driven.  
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Figure 67 The effect of illumination on the increase in conductance. The 

rate of the increase in condcutance, α, was obtained using the hybrid model 

in both dark and ligh conditions. The mean of these rates were calculated 

from 20 trials in illuminated conditions, RIllum, and in dark conditions, RDark. 

The ratio of these two quantites are plotted against the optical power of the 

laser beam. The vertical error bars indicate the uncertaintied progataed from 

the fitted parameters 95% confidance bounds. The increase in this ratio at 

higher optical powers suggests the rate, α, is increasing due to the additional 

photocurrent.  

Unfortunately, the results of the decay in conductance are less conclusive. The ratios of the 

rate describing the decay in conductance in dark and illuminated conditions are plotted in 

Figure 68. Initially, there appears to be an upward trend for optical powers between 0 to 

50mW, however this trend reverses at higher optical powers, 70-80mW, when the effect of 

the laser should be at its greatest.  

One significant issue with this analysis is the uncertainty in the rate parameter of the decay 

in conductance. As recognised in chapter 4.2, the uncertainty in the decay terms are larger 

than those of the rate constant for the increase in conductance, obscuring smaller changes in 

value. To obtain a more conclusive result the uncertainty in these measurements needs to be 

reduced. This could be done by either observing the transient for a longer duration or by 

increasing the applied voltage so that the decay dynamics are more prominent. However, 

both of these approaches have their limitations. For example, by observing the transient for a 

longer duration the relaxation period between each trail has to be increased exponentially. 

The relaxation time between each trial is already set to 1 hour and drift is still observed in 

the data as evidenced by the control measurement at 0mW not being centred around 1. 

Equally, by increasing the voltage we increase the electronic current which in turn reduces 

the significance of the optically generated current, reducing the impact the laser beam has on 
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the rates. An increase voltage also reduces how long the increase in conductance is 

observable for, increasing the uncertainty of the parameters for the increase in conductance 

at the expense of those for the decay.  

 

Figure 68 The effect of illumination on the decrease in conductance. The 

rate of the decrease in condcutance, m, was obtained using the hybrid model 

in both dark and ligh conditions. The mean of these rates were calculated 

from 20 trials in illuminated conditions, RIllum, and in dark conditions, RDark. 

The ratio of these two quantites are plotted against the optical power of the 

laser beam. The vertical error bars indicate the uncertainties propagated from 

the fitted parameter’s 95% confidance bounds. The uncertainty in the fitting 

of this rate is considerably larger than that of the decay. As a result no 

conclusive trend is observed. 

 

Summary 

I have shown that the current transients observed in amorphous silicon dioxide thin films 

are optically responsive in a similar manner to existing studies in other oxides [34] in that 

the transient accelerates when illuminated. However, I question the mechanism by which 

this acceleration arises. In existing studies, it had been assumed that the incoming photons 

interacted with oxygen vacancies within the oxide layer, but in my silicon dioxide devices 

this does not appear to be the case. Instead, the photons seem to be absorbed by the gold top 

electrical contact of which they are incident upon. This was determined by recording how 

the magnitude of the induced photocurrent changed when the wavelength of the laser was 

adjusted and then comparing this to the optical properties of the gold and oxide thin films. 

In addition, when characterising the optical properties of the oxide thin film, I found there 

was negligible absorption of all three wavelengths studied. The most probable explanation is 
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therefore photon absorption occurring in the top electrical contact. The implications of this 

result may be significant for the existing studies as it suggests that the use of the current 

transients in this manner may not support the arguments they are trying to make such as for 

the optical acceleration of oxygen vacancies [34] or as evidence of charge transitions with 

vacancies [35]. Note, however that these studies are based on a collection of results not just 

the optical acceleration of the transients. I am therefore not challenging their final 

conclusions, just the use of the current transients within that specific context.  

While investigating how photons were absorbed within the transient, I also demonstrated 

that the laser beam generated additional photocurrents which correlated linearly with the 

incoming photon flux. This ability to generate an additional photocurrent in parallel with 

the electronic current provided a tool to investigate the driving forces behind the transient. 

This technique allowed me to increase current densities within the device without 

modifying the applied potential. Using this technique, I was able to support my previous 

finding that the increase in conductance accelerated in the presence of higher current 

densities as the rate constant was found to increase with higher photon fluxes. However, the 

technique failed to produce conclusive results for the decay in conductance. The 

uncertainties in the fitted parameters of the decay were too large and obscured any changes 

that were potentially occurring. 

5.3 An electric field driven reduction in conductance 

The attempts to analyse the decay in conductance from a charge-based perspective have 

failed to produce realisable conclusions. In this section I will attempt to analyse the decay in 

conductance with a focus on detecting field driven processes. 

A number of changes could be occurring in the device which are driven by an electric field. 

A charged mobile ion such as a hydrogen or sodium defect could be drifting under the 

applied field affecting interface barriers, alternatively a charged vacancy defect could 

instead be the drifting agent, or chemical bonds could be becoming polarised as in dielectric 

relaxation.  A key identifier of a field driven process is its reversibility when the polarity of 

the field is reversed. By applying a voltage with an opposite polarity to what was previously 

applied, any redistribution or polarisation can be reversed. I will use this property to 

identify whether the decay in conductance is an electric field driven change in the device. 
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To test for field resetting two kinds of square waves are applied to the device. The first wave 

switches between 0 and -1V, Figure 69a. The -1V induces the current transient causing the 

changes to occur in the device. When grounded to 0V very little resetting should occur and 

the changes in conductance caused by the -1V pulses accumulate. This is then compared to a 

second square wave which switches between -1V and +1V, Figure 69b. The introduction of 

the positive potential would induce a resetting force to any field driven processes and 

depending on the timings of the two pulses the effects of the transient should no longer 

accumulate as it now competes with the resetting of the +ve potential. 

We see this exact behaviour in the decrease in conductance. The device currents in response 

to the two square waves are plotted in Figure 69b. When the device is grounded between the 

current transients the device becomes progressively less conductive with each successive 

transient. In contrast, when the device is no longer grounded but instead a positive +1V is 

applied to the in between transients the transient now returns to its original value almost 

entirely. Clearly the positive voltage is now introducing a resetting force, undoing the 

changes caused by transient’s reduction in conductance.  

 

Figure 69 Field reversal of the current transient. (a) Square waves applied to 

the device with respect to the device’s bottom electrode. The control wave 

(orange trace) oscillates between -1V and 0V and exhibits negligible resetting. 

The resetting wave (blue trace) oscillates between +/-1V, demonstrating the 

field reversal of the transient. (b) Device currents in response to the control 

(orange trace) and resetting (blue trace) square waves 
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I have so far referred to this reversal of the device’s conductance as the act of resetting the 

device which is based on the terminology used in resistance switching devices where charge 

defects drift within the oxide. However, the positive potential could instead be causing a 

discharging of the oxide in which case the term resetting would not be suitable. Although 

discharging is a possibility, we see that when the device is grounded, instead of the +1V 

potential, the resetting occurs at a significantly slower rate. We would be expecting some 

discharging to be occurring at 0V however no discharging current is observed. This isn’t 

however a concrete argument, because it could be argued that the positive voltage reduces 

some electronic barrier which acted to inhibit discharging when grounded. An additional 

argument against this being a discharging process are the different timescales of the 

assumed charging and discharging. If charging were causing the decay in conductance, then 

the effects are observed to occur over 15 seconds, meanwhile the discharge currents 

observed under the positive potential appear to discharge completely within 5 seconds.  

Again, this is not conclusive as trapping/de-trapping times could vary. However, I have also 

shown in the previous sections that multiple experiments to identify charge driven 

processes such as trapping/de-trapping to be driving the decay of conductance have either 

showed no dependence on current densities or have been inconclusive. On the balance of 

probabilities, it would seem it is the applied field that is causing the reversal in the device’s 

conductance by redistributing some charge defect within the oxide. 

When the finding that the effects of the decay in conductance is field reversible is combined 

with the previous results showing it did not accelerate with increased current densities it 

strongly suggests the decay is the result of a field driven process. This agrees with the 

original SCLC model and later uses of the model which assumed a field driven drift of 

charge oxygen vacancies. However, these previous assumptions of a field driven affect are 

only partially true. In the preceding sections I have argued that the increase in current is a 

separate process which is instead the result of charge injection into the oxide or one of the 

interfaces.  

5.4 Implications for a Physical Model 

Originally, the transient was thought to be the result of an ionic current superimposed on an 

electronic current [45], [46]. The ionic current being the result of a field driven drift of some 
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space charge, frequently assumed to be charged oxygen vacancies in more recent work [31], 

[47]. However, I have shown that the increase and decrease in conductance appears to be the 

result of two separate changes occurring in the device simultaneously. In fact, ITO contacted 

devices exhibit only the increase in conductance. An ionic current could only explain this 

observation if the drifting space charge were able drift at a constant velocity indefinitely. A 

more suiting explanation is that of Meyer et al. [39] where the transient is an electronic 

current which is modified through changes in the device’s conductance. This is in better 

agreement with my conclusion of two simultaneous changes causing the transient because 

the electronic conductance of an MIM device can be modified in many ways, some of which 

can certainly occur simultaneously. My results therefore follow the general trend identified 

in the literature review favouring an electronic explanation over an ionic explanation.  

There are, however, many mechanisms by which the electronic conductance of an MIM 

device can be modulated. Fortunately, my findings identifying the driving force behind each 

change can help hone in on potential explanations. I will first review the different 

mechanisms by which the conductance of an MIM device can be modulated and then 

discuss how a charge driven increase in conductance, and a field driven decay can occur 

within those models. 

An MIM device can be abstracted to a series combination of three different components: a 

metal-insulator interface, a bulk insulator, and a second metal-insulator interface. All three 

of these components define the device’s conductance however in some instances one of 

these three is considerably more resistive than the others, in which case that component 

alone will provide a good approximation of the device’s conductance. However, so far there 

has been no work to identify which of these layers, if any, dominate the conductance of a 

device exhibiting current transients. That said, most devices documented in the literature 

exhibit rectifying behaviours which is suggestive of an interface defined conductance. But 

importantly, even if a device were rectifying that does not suggest the dynamics are always 

well described by an interface model. In the reverse polarity, where the interface is the least 

conductive, then of course the device conductance will most likely be well described by an 

interface model as it likely to be the most resistive. But in the forward polarity, where the 

interface is its most conductive, the bulk oxide may then play a more significant role in 
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describing the device conductance, therefore requiring a bulk based model. Without 

knowledge of which layers define the device conductance, we need to consider every layer 

within the device when investigating what physical changes could be occurring in the 

device to cause the current transients. I will first detail potential conduction mechanisms for 

each of these layers and then later comment on what implications my findings have on each 

one of these potential explanations.   

First, let’s consider the bulk oxide. A crystalline oxide is highly insulating due to the large 

bandgap of the oxide. At high voltage and low temperature, current through the oxide 

predominantly occurs via tunnelling, either directly or via the Fowler-Nordheim 

mechanism. However, if there exist electron trap states within the oxide, it is possible for 

higher current densities to occur by using these traps as alternative conduction pathways.  

The sample studied in this thesis consists of an amorphous silicon oxide. Amorphous silicon 

dioxides have both a higher concentration of oxygen vacancies [118], which effect electronic 

conduction because they act as electron/hole traps, and have a more efficient pathway to the 

creation of oxygen vacancies. In an amorphous phase, the silicon dioxide features wide O-Si-

O bond angles [119] which act as sites for electron trapping. The sites can trap up to two 

electrons within this wide bond, reducing the energy barrier required to produce the 

vacancy [120]. The presence of oxygen vacancies and an efficient pathway to their creation 

leads to the breakdown of the oxide with conduction occurring through vacancy trap sites 

despite the large bandgap.  

There is evidence for these trap states forming conductive bridges through the oxide based 

on TEM [121], [122] and CAFM etching techniques [69].  At higher temperatures, thermionic 

emission can begin to occur within these states exciting trapped electrons from one trap state 

within the bandgap to its neighbour, or across the oxide, via the conduction band, this is 

referred to as Poole-Frenkel conduction [123].  

The Poole-Frenkel effect increases the oxide’s conductance, σ𝑃𝐹, by increasing the number of 

free electrons in the conduction band from its thermal equilibrium concentration 𝑛0 to 𝑛𝑃𝐹. 

This increase occurs due to the applied field reducing the barrier height, Φ𝐵, required for an 

electron to be thermally excited from its trap state into the conduction band. The reduction 
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in the barrier height for an applied field, 𝐸, is given by: ΔΦ𝑃𝐹 = √
𝑞3𝐸

πϵ
 and equation 46 

describes the increase in the conductance caused by the reduction in the barrier height [71]. 

Note, because this effect relies on the thermal excitation of the electron, the number of 

additional electrons is based on a Boltzmann distribution and dependent on the thermal 

energy of the electron, 𝑘𝐵𝑇.  

𝜎𝑃𝐹 = 𝑞𝜇𝑛𝑛𝑃𝐹 = 𝑞𝜇𝑛 𝑛0𝑒𝑥𝑝 (
−𝑞(Φ𝐵 − ΔΦ𝑃𝐹)

𝑘𝐵𝑇
) 

46 

 

𝐽𝑃𝐹 = 𝐸σ𝑃𝐹 = 𝑞𝜇𝑛 𝑛0𝐸𝑒𝑥𝑝(
−𝑞(Φ𝐵 − ΔΦ𝑃𝐹)

𝑘𝐵𝑇
) 47 

 

From equation 46, it is clear the conductance of a device governed by the Poole-Frenkel 

effect can be modulated by both a change in the carrier concentration of the trap sites, 𝑛0, as 

well as the barrier height reduction which will vary with the local electric field, 𝐸. Both of 

these will be considered when we consider the model as a potential explanation for the 

current transients.  

However, Poole-Frenkel is not the only explanation for conductance through trap sites. This 

migration between neighbouring traps can also occur through tunnelling via a mechanism 

called trap-assisted tunnelling (TAT) [112], [124], [125]. TAT has previously been found to 

explain well the conduction in amorphous silicon dioxide films exhibiting resistance 

switching behaviours [126]. 

One potential TAT model is that of Ielmini et al. based on an inelastic tunnelling process 

[112], [127]. In this model, the tunnelling current is a combination of four separate currents 

as illustrated in Figure 70: two electron capture currents into the trap from both the left and 

right interface, 𝐽𝑐𝐿 and 𝐽𝑐𝑅, and two electron emission currents out from the trap to both 

interfaces, 𝐽𝑒𝐿 and 𝐽𝑒𝑅. Each of these currents are dependent on the density of traps, 𝑁𝑇, the 

probability the trap at position 𝑥 with energy 𝐸𝑇 is populated, 𝑓𝑇(𝐸𝑡 , 𝑥), as well as the rate at 

which the capture occurs, 𝑐𝐿(𝐸𝑇 , 𝑥) and the rate at which emission occurs 𝑒𝐿. Equations 48-49 

describe each of the capture and emission currents between the trap and the left hand side 

interface. The same equations hold for the right hand side interface.  
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𝐽𝑐𝐿 = 𝑞𝑐𝐿(𝐸𝑇 , 𝑥)(1 − 𝑓𝑇(𝐸𝑇 , 𝑥))𝑁𝑇 
48 

 

𝐽𝑒𝐿 = 𝑞𝑒𝐿(𝐸𝑇 , 𝑥)(𝑓𝑇(𝐸𝑇 , 𝑥))𝑁𝑇 49 

 

 

Figure 70 Schematic describing the TAT model presented by Ielmini et al. 

Reproduced form [112]. The direct tunnelling across the oxide is described by 

JFN. The trap assisted tunnelling currents are result of the capture of electrons 

from the left and right interface, JcL and JcR, and the emission of electrons 

form the trap to the interfaces, JeL and JeR. 

Importantly, the population of the trap states change over time as described by equation 50. 

This allows for the possibility of transient responses which eventually settle to a steady state 

population density defined by the Fermi-Dirac distributions of both the left and right 

interfaces, 𝑓𝐿(𝐸𝑇) and 𝑓𝑅(𝐸𝑇), defined by equation 51.  

𝑞𝑁𝑇
∂𝑓𝑡
∂𝑡
= (𝐽𝑐𝐿 − 𝐽𝑒𝐿) + (𝐽𝑒𝑅 − 𝐽𝑐𝑅) 50 

𝑓𝑇 → (
1

𝑓𝐿(𝐸𝑇)

𝑐𝐿
𝑐𝐿 + 𝑐𝑅

+
1

𝑓𝑅(𝐸𝑇)

𝑐𝑅
𝑐𝐿 + 𝑐𝑅

)
−1
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This time dependence of the trap populations is another potential mechanism that could 

justify the current transient behaviour. 

Both the Poole-Frenkel and ITAT models can explain the changes in conductance observed 

during the current transient. The increase in conductance, which my investigations have 

shown is most likely to be the result of charge trapping, is particularly well suited to being 

explained by these models. Take for example the Poole-Frenkel model. In equation 47, the 
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device current is a product of the trap population, 𝑛0, and the probability of an electron 

thermally hopping from the trap to the conduction band. This model describes the steady 

state conditions and so the populations of traps are considered constant. However, we could 

conceivably treat this term as being time dependent. Initially, with the device grounded and 

at room temperature, the traps may be largely depleted, corresponding to the low 

conductance observed when the step voltage is initially applied to the device. However, 

with the voltage now applied, traps that were previously depleted or had a low chance of 

being populated when grounded may now have a higher likelihood of being populated, 

corresponding to an increase in the probability of a trap being populated, 𝑛0. As the device 

becomes more conductive and higher current densities flow through the device this further 

increases the number of electrons trapped within the oxide. Eventually, a higher equilibrium 

or steady state value of 𝑛 will be reached. A similar argument can be made for the ITAT 

model, which already accommodates transient effects by acknowledging the probability of 

traps being populated vary with time as described by equation 50. In order to observe an 

increasing conductance, the current flow into the traps would have to be greater than out of 

the traps.  

The decay in conductance could also be explained by assuming an indirect interaction 

through the local electric field and some mobile defect drifting under the applied field, such 

as a charged oxygen vacancy. For example, the Poole-Frenkel is exponentially dependent on 

the local electric field in order to reduce the trap depths experienced by the captured 

electrons. If this electric field were to be reduced, it would cause an exponential reduction in 

device current. Mobile ions could potentially act to reduce the local electric fields 

experienced by of the majority of traps. The principle is illustrated in Figure 71. If we first 

consider an ideal insulator of thickness 𝑑 with no trapped space charge, the electric field 

would be constant throughout the oxide as given by equation 52. If we then introduce a 

space charge, 𝑄, into the oxide, which is homogeneously distributed, the electric field now 

exhibits a gradient as defined by equation 53. In this scenario the existence of the charge 

within the oxide already acts to reduce the field experienced by the traps, however, when 

distributed across the thickness of the oxide the drop in potential is shared amongst many 

traps so the different for each trap is not as large. If, however, the charge is mobile and 

forced to accumulated at one of the interfaces by an applied field, the drop in the local 
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electric field is concentrated near the interface, equation 54. As a result, many more traps 

now experience the lower electric field leading to an overall reduced device current. This is 

therefore one potential mechanism to explain the slow field driven decay in conduction if 

Poole-Frenkel conduction were the defining conduction mechanism.  

 

Figure 71 The effect of mobile space charge on the electirc field of an 

insulator. The charge density and electric field of a capacitor is plotted for 

three different scenarios: an ideal insulator with no internal space charge, a 

insulator with homogeneously distrbiuted space charge and an insulator 

where the space charge is accumulated at one side of the device. Changing 

the distribution of the charge does not affect the reduction in the electricl field 

across the insulator, however, it does affect the shape of the electric field. In 

an homogeonous distirbution of space charge, the drop in potential is shared 

across the entire insulator. When the space charge is confined to particular 

region, the potential drop occurs across only this region remaining constant 

elsewhere.  
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While I have discussed potential bulk explanations of the effect, interface-based models may 

also explain the changes in conductance observed during the current transient.  

Interface models have previously been used to explain the resistance switching observed 

within memristor devices. These models assume the existence of a Schottky-like barrier at 

the metal-oxide interface based on the rectifying nature of the device. The Schottky-like 

barrier is the result of a heavily defective oxide acting similar to an n type [128] or p type 

[129] semiconductor. Upon contacting the metal, charge transfer occurs between the metal 
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and defect sites within the oxide due the offset of work functions in turn forming a space 

charge and electronic barrier impeding any further charge transfer across the interface.  

The conductance of the device varies due to changes in either the barrier height, enabling 

greater thermionic currents, or its width, allowing for greater tunnelling currents. It has been 

argued that the barrier is modulated through one of two ways. 

One explanation, is based on interface states [128]–[130]. The interface states, or surface 

states, modulate the net space charge at the interface and their population can reduce or 

contribute to the barrier height/width depending on whether they are n or p type states 

[131], [132]. If the concentration of these interface states is large enough, it can be that the 

barrier height is independent of the metal/oxide work functions and is instead entirely 

defined by the interface states – this is referred to as fermi pinning. The trapping of charge 

within these interface states may explain modulations in the barrier height/width. In one 

instance it was claimed surface states of a metal-amorphous silicon Schottky barrier led to a 

reduction in the barrier height [133].  

Alternatively, Asanuma et al have argued the change in barrier height is the result of a 

migration oxygen vacancies towards the interface modulating the band alignments of the 

two materials [134].  They observed that higher concentrations of oxygen vacancies led to a 

larger bandgap in their PCMO bulk and developed a model based on the accumulation of 

vacancies causing a widening of the insulator’s bandgap at the interface in turn increasing 

the barrier height.  

These two interpretations of a Schottky-like interface can also potentially explain the 

changes in conductance during the current transient. The charge driven increase in 

conductance could be explained by charging of interface states affecting the fermi pinning of 

the barrier, while the field driven decay in conductance may be the result of oxygen vacancy 

accumulation at the interface in turn increasing the barrier height via changes in the 

bandgap of the oxide or in the magnitude of space charge at the interface. 

To conclude, there are therefore still a number of possible explanations that can explain the 

changes in conduction causing the current transient and I haven’t yet identified any one 

which best explains the current transient. If the device is bulked limited, then the field 
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driven decay in conductance could be explained by a mobile space charge reducing local 

electric fields which could apply to both a Poole-Frenkel and trap assisted tunnelling model. 

Meanwhile, the charge driven increase in conductance could be explained by the population 

of traps required for electronic conduction to occur. Again, this applies to both Poole-

Frenkel and trap assisted tunnelling models. Alternatively, if the conductance is interface 

limited, the charge driven increase in conductance may be the result of trapping within 

surface states at the interface reducing the barrier height via Fermi-pinning. While the field 

driven decay can again be explained by charge defects drifting towards the top contact 

modulating the band alignments of the metal contact and oxide. Equally, while I have 

explored these in two separate groups, bulk or interface limited models, the solution may 

well be a combination of the two.  

To make further progress on this topic, future work should focus on locating where these 

changes in conductance are occurring, i.e. at the interface or the bulk. This could be done 

through changing the electrode materials, which may indicate interface effects, and varying 

oxide thickness and area which could reveal bulk effects. For example, in chapter 3.4, I 

demonstrated the decay in conductance was no longer present by changing the top contact 

from gold to ITO. This is potential evidence that the decay in conductance is the result of 

some process occurring at the interface, but it is not a conclusive result. Further work along 

these lines may help us identify which of the bulk or interface models need to be considered. 

Once the location of the change is identified, we can then use my findings on the driving 

force to propose a physical model for the effect, charge trapping should increase device 

conductance and a field driven drift of defects should reduce it. 
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6 Application: Edge Detection 

The breakdown of oxides has proved a promising tool in unconventional computing, 

neuromorphic being a clear example of this. In this work, originally published in [116], I 

tackle the task of image processing taking inspiration from the neuromorphic field but by 

using the current transient as a device. The first time to my knowledge that these transients 

have knowingly been used to carry out computations.  

6.1 Introduction  

Image processing typically involves reading an image from a camera and storing it within 

memory to then be read out again when required for processing. Noting that image 

processing is usually carried out in a parallel form, the workflow wastefully alternatives 

between parallel and serial forms of the data – beginning with a parallel image at the camera 

source, storing to memory in an essentially serial form and finally reconstructing the image 

for processing in yet again a parallel form. We could however envisage processing the image 

in its original parallel form prior to any storage. This is naturally challenging considering the 

high density of pixels. Any processing circuitry would have to fit amongst pixel circuitry. 

The simplicity of the metal-insulator-metal structure suggests that if the device can be scaled 

down to nanoscale dimensions, this could be a possibility. 

To demonstrate the concept of pre-processing an image at its source, I develop a potential 

divider using current transient devices that detects edges within an image. The system 

requires no training or control signals instead using only local signals of the pixels avoiding 

the challenge of routing such signals between pixel circuitry. It also operates in real time 

suggesting potential uses in autonomous robotics. 

 

Figure 72 The x-axis Sobel operator. This 3x3 kernel would be convoluted 

with a group of 3x3 pixels of the image to quantify the gradient along the 

x-axis. 
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Before presenting the circuit, let’s return to how edges are detected using conventional 

techniques. An image is first split up into smaller sub-images, referred to as kernels. A 

typical kernel is a square of 3x3 pixels. To process the image, each of its kernels are 

convoluted with another kernel of the same size but which contain different elements that 

are chosen to perform a particular operation, this is referred to as an operator. For example, 

the Sobel operator, shown in Figure 72, is used to detect edges [136]. The Sobel operator (𝐺) 

detects the gradient across the centre pixel by calculating the difference in value between its 

two neighbouring pixels. It comes in two variations, one to calculate the gradient along the 𝑥 

axis (𝐺𝑥) and the other the 𝑦 axis (𝐺𝑦). The two results are typically combined using equation 

55.  

𝐺 = √𝐺𝑥
2 + 𝐺𝑦

2 
55 

 

The challenge with kernel computations like the Sobel operator, is the computational 

intensity of convoluting kernels. Each element of the image kernel is multiplied with its 

corresponding element in the operator kernel with the results from each multiplication 

finally summed together. This is implemented using a scalar dot product operation. Each 

kernel is transformed into a column vector via a process called vectorisation which takes 

each column of the matrix with dimension 𝑚 × 𝑛 and stacks them on top of each other to 

form a single column vector of dimension 𝑚𝑛 × 1. These are then multiplied together using 

the scalar dot product. However, the scalar dot product is well known to be a 

computationally intensive operation [6] and therefore presents a bottleneck in the processing 

of an image.  

Circuits designed to accelerate the scalar dot product operator are referred to as Dot Product 

Engines (DPEs). The memristor has been used in crossbar structures to implement DPEs 

[117] . The elements of one column vector are encoded in the memristor’s conductance while 

the elements of the second are encoded in the voltage that is to be applied to the memristor. 

The multiplication of kernel elements is the result of Ohm’s Law11, as the voltage is applied 

to the memristor an output current is produced that is equal to the applied voltage 

                                                      
11 Ohms Law: 𝑉 = 𝐼 × 𝑅,  𝐼 =

𝑉

𝑅
= 𝑉 × 𝐺 
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multiplied by the device conductance. The summation of each multiplication is achieved by 

summing the currents at a common node according to Kirchoff’s current law. Memristive 

crossbars have been shown to successfully implement DPEs [118]. 

Using memristors to compute this operation is therefore one possible approach in 

accelerating the task of edge detection. A state-of-the-art demonstration of a memristive 

crossbar computing the Sobel operator was presented by Li et al[119] with good 

performance. Their implementation consisted of non-volatile memristors with a kernel size 

of 5x5 pixels, corresponding to a column of 25 memristors. In similar work, a perceptron 

neural network was trained to replicate the Sobel operation by Yakopcic et al. [120]. This 

technique also makes use of a memristive crossbar, however, the multiplication is of pixel 

values and trained network weights instead of the Sobel operator elements specifically. 

Some techniques go further and replace the dot product operation entirely. Fuzzy logic gates 

built upon memristors [121] and swarm computations, based on the behaviours of ants 

replicated using grids of memristors [122] have all been applied to the problem of edge 

detection. 

These existing techniques attempt to improve efficiency by varying their approach to 

computing edges, however, none consider the original encoding of the signal. Instead, they 

assume a continuous real representation of the pixels, taking a value from 0 to 255.  In this 

work I differ by assuming a spike encoded input where pixels output spike trains with a 

frequency proportional to their value. This design was inspired in part by biology but also 

by research into low powered, event-based vision circuits. A spike-based circuit computes at 

the arrival of a spike and remains dormant in between. This property is used to argue that 

spiking circuits can achieve better power efficiency compared to clocked digital systems 

[123]. This has led to the development of spike Spiking Neural Networks (SNNs) - a form of 

low powered neural network which this circuit could be ideal to integrate with.  

If pixels were to produce spike trains of varying frequencies, the problem of edge/gradient 

detection is replaced by the challenge of determining differences in frequency between two 

neighbouring pixels. A large difference in frequency would indicate an edge while spike 

trains of similar frequency suggest a flat surface. The circuit I present computes exactly this.  
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I will begin by characterising a single physical implementation of the circuit. From this I 

produce a behavioural model which is later used in simulations to scale the circuit to an 

entire image. The performance of the circuit is then benchmarked and compared to existing 

memristor solutions and conventional kernel operators. Finally, I investigate the circuit’s 

dependence on device variability and additive thermal noise to determine the minimal 

fabrication requirements and operating conditions for the system to be realisable.  

6.2 Circuit Design 

The circuit is placed between two neighbouring pixels and determines the difference, or 

gradient, in their values. The pixels are spike encoded, meaning that they output a spike 

train with a frequency that is proportional to the brightness of the pixel – bright pixels 

generate high frequency spike trains while darker pixels produce lower frequencies, 

whereas the amplitude is fixed. The circuit must therefore be able to determine the 

difference in frequency between two incoming spike trains in order to determine the 

gradient across two neighbouring pixels. 

We also wish to operate in real time, suggesting we use a fast response of the oxide and 

avoid the need to reprogram devices. We must therefore use a volatile regime. As we have 

seen in previous chapters, the current transients have two main mechanisms: a fast and 

volatile increase in conductivity and a slower more persistence reduction in conductivity. 

The initial increase in conductance is the most suitable region to operate in as it is both fast 

and volatile.  

The proposed circuit, illustrated in Figure 73, is similar to a potential divider in that it is 

made of up of two of our devices in series with the output taken from the centre. However, 

whereas in a potential divider one of the resistors would be permanently grounded, in this 

circuit each device is connected to one of the two neighbouring pixels.   
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Figure 73 Schematic of Edge Detection Circuit. Pixels generate spike 

trains with constant amplitude and a frequency proportional to the pixel’s 

brightness. Each pixel input is connected to its neighbour via a potential 

divider of two back to back current transient devices. The output spike 

train is measured at the common node of the two devices, the point 

labelled 𝑉𝑜𝑢𝑡 . 

This layout introduces a form of competition between the two inputs. For example, when 

one input generates a spike while the other is grounded, the current transient device 

immediately attached to spiking output is orientated in such a way that its conductance 

increases. On the other hand, the device connected to the grounded input experiences the 

same spike but with the opposite polarity, causing its conductance to reduce. Therefore, 

when an input fires it increases the conductivity of its own current transient device while 

reducing that of its neighbours.  

This modulation of the device’s conductance causes the amplitude of spikes to vary at the 

output.  A very active input will increase its conductance over time, leading to large output 

amplitudes, while spikes of the less active neighbour are attenuated. Alternatively, if both 

inputs spike at a similar frequency, they simply cancel each other out resulting in an output 

spike train with near constant amplitude.  

This principle was demonstrated experimentally as shown in Figure 74. Initially both inputs 

are set to oscillate at 50Hz, Figure 74i, the output spike train shown in Figure 74ii remains 

constant as expected. The frequency of input 1 was then increased to 100Hz as shown in 

Figure 74iii. It is here that we observe the competition in action. The spikes of the lower 

frequency input 2 remain suppressed at a minimum amplitude, while in contrast, the higher 

frequency spikes of input 1 grow over time. 
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Figure 74 Detecting differences in frequency. (i) The spike trains for each 

input are plotted. Both input 1 (red trace) and input 2 (black trace) are set 

to 50Hz. (ii) The spike train recorded at the output of the circuit. The spikes 

generated by both inputs have a constant and similar amplitude. (iii) The 

input spikes trains are plotted again, however, the frequency of input 1 has 

been increased to 100Hz. (iv) The output spike train for inputs with 

differing frequencies. The spikes caused by input 1 grow over time, while 

those of input 2 remain suppressed at their initial and minimum value.  

The output of the circuit is therefore also a voltage spike train with an amplitude that 

encodes the difference in frequency of the two incoming spike trains. By measuring the 

amplitude of the spike train, we are able to quantify the difference in frequency between the 

two inputs. A large difference results in an amplified spike train, while for smaller 

differences the spikes are minimised. We are therefore able to quantify the difference in 

frequency between two incoming spike trains. 

Having the ability to determine the difference in value between two spike-encoded pixels 

can then be extended to an entire image. Due to the simplicity of the design, device pairs can 

be easily daisy-chained between rows and columns of pixels in order to obtain gradients in 
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both the X and Y axis. Obtaining these gradients allows us to carry out a simple edge 

detection, similar to the Sobel operator however with a smaller kernel and no weightings. 

 A significant advantage to this approach is the absence of any control or training signals. 

With the circuit being able operate entirely online, there is no need for control signals to be 

distributed to many copies of the circuits that would make up an image. This allows for the 

circuit to have a high packing density and avoids what could cause troublesome routing 

issues. 

6.3 Circuit Characterisation  

To simulate the circuit at a system level and apply it to an entire image, I first had to 

characterise the circuit’s response to a range of inputs and produce a simulation model. I 

constructed a single instance of the circuit and characterised its behaviour by applying spike 

trains of varying frequencies to each input.  

When characterising the circuit each input spike train was generated using a Rigol DG1062Z 

signal generator and the output of the circuit was captured using a Tektronix MDO4104-6 

oscilloscope. The spike trains consisted of Gaussian shaped pulses with a full width at half 

maximum (FWHM) of 1.3ms and varied in frequency between 50 to 100 Hz. Spikes were 

shifted temporally by a random amount to account for the more stochastic nature of a 

physical system. The output of the circuit is calculated by taking the average amplitude of 

the spikes which are above a defined threshold.  

The circuit was characterised at a resolution of 10Hz at both inputs. The response was then 

linearly interpolated using MATLAB’s interpolation function. This results in the lookup 

table shown in Figure 75. The two input frequencies are plotted along the 𝑥 and 𝑦 axis while 

the output voltage is plotted along the 𝑧 axis.  The red points within the figure indicate the 

experimental dataset while the contour represents the interpolated response obtained 

through MATLAB. 
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Figure 75 Behaviour Map of Circuit. The amplitude of output spikes is 

plotted against varying input frequencies. The red points indicate the 

experimental sample points. The contour is the result of a linear 

interpolation. This map is used in simulations to estimate the circuit’s 

response to particular inputs.  

6.4 Simulation Model and Benchmarking 

Having characterised the circuit and constructed a lookup table describing its behaviour, we 

can now simulate a system applied to an entire image. The circuit will be initially be 

replicated across the image and placed between neighbouring pixels along both the 

horizontal and vertical axis. Later I will address the effect of device variance and its effect on 

performance.  

To begin, the test images are converted from RGB to grayscale using MATLAB’s rgb2gray 

function.12 Then the value of each pixel is linearly mapped to a frequency between 50-100Hz. 

The two frequencies of the neighbouring pixels are then used as coordinates against the 

lookup table of the circuit characterisation to determine the output amplitude of the spike 

train. This is repeated for all neighbouring pixels to produce a set of output amplitudes 

corresponding to the edges within the image. The output amplitudes are finally mapped 

back into 0-255 pixel values. Brighter pixels correspond to larger differences in input 

frequencies which are in turn interpreted as edges. Initially we assume an ideal system with 

                                                      
12 MATLAB’s RGB2gray function combines the red (𝑅), green (𝐺) and blue (𝐵) components of the 

pixel with the following equation: 0.2989𝑅 + 0.5870𝐺 + 0.1140𝐵 
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identical duplicates of the circuit, we then investigate the effect of variance on the system 

and derive the maximum tolerable variations.  

Benchmarking is a crucial tool in comparing solutions to a computational problem. In this 

work, I use the BSDS500 benchmark and dataset [124]. This is a collection of 500 images to 

test edge/boundary detection algorithms, as well as a benchmark which returns a score 

called the F-Measure that ranks the detected edges against human trials. The higher the F-

Measure, the closer the performance to a human’s interpretation.  

Using the benchmark compare the circuit’s performance against conventional computer 

algorithms (Prewitt, Sobel, log, Robert’s and Canny) as well an existing memristor 

implementation. Although, there are a number of memristive existing edge detection 

techniques, it is only possible to compare quantitively with Khokhar et al. This is due to 

theirs being the only study which makes use of this benchmark. Fortunately, they kindly 

provided the output images produced by their circuit to be put through the original 

benchmark. I would like to acknowledge and thank them for providing this data. The hope 

is that by using this benchmark we can encourage others in the future to also characterise 

neuromorphic edge detectors in the same quantifiable manner.  

The circuit is evaluated in two scenarios. I first characterise the circuit’s ability to carry out 

edge detection with no additional processing, I then characterise the circuit as a pre-

processing stage to each of the conventional algorithms. This is done to determine whether 

the circuit could boost performance if used as a pre-processor.   

6.5 Performance 

Examples of the simulated output are presented in Figure 76, while the full catalogue of 

output images are available via UCL’s data repository [144]. 
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Figure 76 A comparison of input images and the simulated output 

images. (A) A selection of 4 images from the BSDS500 dataset. They were 

first converted to grayscale using MATLAB’s rgb2gray function and then 

presented to the circuit as inputs.  (B) The output images obtained from the 

simulated circuit. Output amplitudes read from the circuit where mapped 

back to a 0-255 grayscale representation in order to produce an image that 

users and readers can interpret.  
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Whilst it is not possible to quantitively compare our work to Li et al. or Yakopcic et al., due 

to their use of different test images, we are able to compare against Khokhar et al. as well as 

numerous conventional operators. Figure 77A plots the benchmark score (F-Measure) for 

each algorithm along with a control which categorises pixels as edges randomly. The circuit 

I have proposed scores an F-Measure of 0.465. This places the circuit’s performance at the 

bottom end of the conventional operators, on par with the Canny operator. However, in 

comparison to Khokhar et al. who achieve a score of 0.366, we present a jump in 

performance. This suggests the circuit may be a prime candidate for hardware accelerated 

edge detection with comparable performance to conventional algorithms.   

 

Figure 77 Benchmark performances for the proposed and alternative 

approaches to edge detection. (A) Performance of the circuit in 

comparison to one memristive circuit and some conventional algorithms: 

Canny, Roberts, log, Sobel and Prewitt. Performance is measured against 

the BSDS500 dataset using the original benchmark script. The output of 

this benchmark (F-Measure) is plotted on the y axis. (B) Performance of 

conventional algorithms using the proposed circuit as a pre-processing 

step.  

I previously proposed the circuit could also be used as a pre-processing stage to a 

conventional algorithm. The performances of conventional algorithms using the output of 

the edge detection circuit as their input are compared against their performance when 

simply using the original image. These comparisons are plotted in Figure 77B. When using 

the circuit output as the input to conventional operators, an improvement in performance is 

observed for the Prewitt, Sobel and log operators – the higher performing algorithms. On 

the other hand, the Robert’s and Canny detectors, which score lower in the benchmark, see a 

drop in performance. We could therefore envisage combining the circuit with certain 
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conventional algorithms to obtain a boost in performance that is better than the sum of its 

parts.  

6.6 Resilience to Variance and Noise 

Variance 

One of the biggest challenges faced by memristive technologies is the variance associated 

with memristors, it is therefore important to consider how resilient a system is to such 

variances. In this work, I am primarily concerned with variances in resistance modifying the 

offset of voltage spikes at the output. I consider two different scenarios of resistance 

asymmetries and determine the maximum amount of variance that would be acceptable.  

To begin, device resistances where measured by forward biasing them for a fixed amount of 

time and then recording their final value. The resistances varied from 0.77 to 2.17𝑀Ω when 

sampled across 16 devices – 50% fell within the range of 0.99-1.66 𝑀Ω. They were found to 

vary spatially; devices near each other would have similar resistances but would differ from 

those at a distance.  

I consider two scenarios of device variances that could affect circuit performance: 

asymmetric and symmetric. These refer to how the two devices making up the potential 

divider vary with respect to each other. In the asymmetric scenario the two devices making 

up an individual circuit do not share the same resistance value, resulting in an asymmetric 

potential divider. Alternatively, in the symmetric scenario the two devices making up a 

single circuit have equal resistances; however, this shared resistance varies from circuit to 

circuit.  

Circuits were constructed to test how symmetric and asymmetric variances affected the 

output. In the case of symmetric variations two circuits were constructed. The first 

comprised a pair of 1.24 and 1.32 𝑀Ω resistors whereas the second, a pair of 2.17 and 2.10 𝑀Ω 

– although not entirely symmetric it was the closet approximation with devices that were 

available. In figure 7A, the output of the circuit is plotted for each circuit. They are plotted 

from a second perspective in figure 7B for clarity. The shape of the response does not vary 

significantly, however, there is a clear offset induced by the differences in device resistances. 
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This offset is likely caused by the loading effect of the oscilloscope attached to the output of 

the circuit and can be minimised by using a high impedance oscilloscope or ADC. 

Alternatively, in the asymmetric case, when pairs of devices are not equal, the shape of the 

circuit’s response changes. The response becomes asymmetric and resembles more of a 

slope. Although this may seem the worst-case scenario, the performance of the circuit does 

not drop significantly. In simulations this asymmetric response was compared to a 

symmetric response, this resulted in a small drop from an F-Measure score of 0.474 to 0.459 – 

still above the threshold score of 0.366 by Khokar et al.  

Crucially, we find the system is most sensitive to symmetric variances leading to voltage 

offsets. These offsets interfere with the classification of edges by changing the amplitude of 

output spikes. A pixel on a surface, which should have an amplitude beneath the threshold, 

risks being nudged beyond the threshold by an offset, in turn being interpreted as an edge. 

The opposite could also occur for edge pixels. Symmetric variances blur the boundary 

between edge and surface pixels.    

I simulate the effect of symmetric variances by randomly allocating device resistances across 

the image. Resistances are set to follow a Gaussian distribution with a standard deviation 

that is varied across multiple simulations. The F-Measure is calculated for each distribution 

of device resistances. In Figure 78D the circuit’s performance is plotted against an increasing 

standard deviation of device resistances. Initially, the performance is not affected 

significantly, however, beyond a standard deviation of 40𝑘Ω performance drops sharply 

eventually approaching the performance of a random system.  
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Figure 78 The effect of device variances on circuit operation. (A,B) The 

circuit behaviour characterised for a symmetric variance in device 

resistances. Two circuits were constructed using a pair of 1.24 and 1.32 𝑀Ω  

resistors (green points); and a pair of 2.17 and 2.10𝑀Ω  (red points). 

Although the shape of the response is not affected, there is a clear offset 

occurring when neighbouring circuits have different resistances. The plots 

are of two different perspectives for clarity. (C) The circuit behaviour 

characterised when a pair of resistors have differing values.  This results in 

an asymmetric response. (D) The circuit’s benchmark performance (F-

Measure) is simulated and plotted for a range of device resistance 

distributions. Inset is an example of a corrupted output, the result of 

symmetric device variances.  

The degree to which variance can be tolerated is found by considering a cut-off performance 

beyond which we assume the circuit is no longer a benefit to the user. For this I have chosen 

the performance of Khokhar et al. (F-Measure = 0.366). Using their performance as the 

benchmark I find the largest acceptable variation would be a standard deviation of 50 𝑘Ω. 

Unfortunately, this presents a problem. The standard deviation of our 16 devices had a 

standard deviation of 472 𝑘Ω, almost ten times the allowable variation. That said, it is 

important to note there has yet to be any optimisation in device fabrication to reduces such 
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variances. Further studies would be needed to investigate the causes of these variations and 

the degree to which we can reduce them.  

Thermal Noise 

Whilst a circuit’s variances can be controlled to some degree during its fabrication, noise will 

be an ever-present problem throughout the circuit’s lifetime. Random additive thermal noise 

affects the circuit in the same way as previously documented with symmetric resistance 

variations in that it modifies the output amplitudes of spikes. This disturbance at the output 

once again blurs the boundary between edge and non-edge pixels. In this section I 

characterise how the circuit’s performance degrades with increasing additive thermal noise 

at the pixel’s signal generator.  

The voltage at the potential divider’s output will be affected by additive thermal noise 

generated at the signal generator. The output voltage when an input spikes, in this instance 

input 1, is given by equation 56, where 𝑉1 is the spike amplitude and 𝑅1 and 𝑅2 are the 

resistances of the spiking and grounded device respectively. Although the resistances 

change throughout the simulation, it is not significant and so the resistance ratio, 

𝑅2/(𝑅1 + 𝑅2) , is approximately equal to 0.5 throughout, assuming the devices are of a 

similar value. The additive thermal noise for the spiking input, 𝑣1, and the grounded input, 

𝑣2, is added in series with their respective signal generator. The distorted output is therefore 

described by equation 57. From this analysis, it becomes clear that the original clean signal, 

𝑉𝑐𝑙𝑒𝑎𝑛, is corrupted additively with the noise signal, 𝑉𝑛𝑜𝑖𝑠𝑒, and can be expressed as a sum of 

the two terms. The noise terms 𝑣1 and 𝑣2 are generated randomly and added to the ideal 

output according to equation 58. The outputs are then benchmarked for a range of random 

voltage fluctuations.  
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𝑉𝑜𝑢𝑡 = 𝑉1 ×
𝑅2

𝑅1 + 𝑅2
 

 

56 

𝑉𝑜𝑢𝑡 = 0.5 × [𝑉1 + 𝑣1 − 𝑣2] + 𝑣2 

 

57 

𝑉𝑜𝑢𝑡 = 𝑉𝑐𝑙𝑒𝑎𝑛 + 𝑉𝑛𝑜𝑖𝑠𝑒 

 

Where: 

 𝑉𝑐𝑙𝑒𝑎𝑛 = 0.5 × 𝑉1 

𝑉𝑛𝑜𝑖𝑠𝑒 = 0.5 × [𝑣1 − 𝑣2] + 𝑣2 

58 

 

 

In Figure 79 I plot the circuit’s F-Measure against the magnitude of the random noise at the 

signal generators. The system is resilient to small fluctuations of noise, however, beyond 

20mV the performance degrades rapidly. Eventually the performance approaches that of a 

random system. Consequently, we can identify the requirements for the system to be 

realisable. Input voltage sources should generate less than 20mV of randomly fluctuating 

noise. For optimal performance, this should be beneath 10mV. 

 

Figure 79 Effect of thermal noise on circuit performance. The benchmark 

score of a system with random additive thermal noise at the inputs is 

plotted for a range of amplitudes of noise. The performance drops rapidly 

for noise with amplitudes greater than 20mV. For a realisable system, 

inputs should generate less than 20mV of noise, ideally this should be 

below 10mV. 
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6.7 Scalability 

One key advantage of the memristor is its potential to scale to nanoscale dimensions and 

potential for high packing density. It is no surprise then that scalability is an important 

metric when considering memristive circuits. In this section, I will compare the scalability of 

my proposed circuit against other memristive implementations.  

The chosen figure of merit when comparing scalabilities is the number of components 

required for each additional raster/pixel added to the image. This includes both the number 

of additional memristors/devices and periphery circuitry. It does not consider input circuitry 

due to this rarely being documented in the existing literature as well as also being heavily 

dependent on the camera design.  

The table below compiles the components required with each additional raster across a 

collection of memristive edge detection circuits. Although data could be collected for most 

of the techniques, it was not possible to fully quantify Khokar et al. Instead, I assume their 

output requires a single comparator per raster to threshold outputs as stated in their paper. 

However, they also regularly update their network weights between frames which would 

require additional control circuitry which has not been documented. This acts to increase 

both the component count and footprint, therefore I can conclude with some confidence it 

would be a more complex circuit than the others I will go to compare against.  

STUDY MEMRISTORS OR 

DEVICES PER 

RASTER/PIXEL 

OPERATION 

AMPLIFIERS PER 

RASTER/PIXEL 

SIZE OF 

RASTER 

MANNION ET AL. 

(2020) 

+2 +1 (Comparator) 1x2 

LI ET AL. (2018) +25 +1 (Transconductance) 5x5 

YAKOPCIC ET AL. 

(2017) 

+461 +40 (20 Summing, 20 Unity 

Gain) 

3x3 

KHOKHAR ET AL. 

(2018) 

+225 Not available 1x2 
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Of the two remaining techniques by Li et al. and Yakopcic et al, the approach of Li et al. is 

superior with respect to component count. This comes as no surprise considering Yakopcic’s 

neural network consists of 10 input neurons, 20 hidden layer neurons and 2 memristors for 

each synapse connection. Equally, each hidden neuron consists of two operation amplifiers, 

further increasing footprint size. On the other hand, Li et al. uses a single crossbar array with 

one transimpedance amplifier per column.  

Before comparing my proposed circuit against Li et al. we must consider how a system 

might be realised when scaled to an image. Either a multiplexed approach is be taken, 

whereby only a single circuit is constructed and scanned across the image, or a parallel 

approach is taken, that is multiple instances of the circuit operate simultaneously in parallel. 

The multiplexed approach favours scenarios where latency is less of a concern and smaller 

footprints are desired, while the parallel approach is preferred when building real time 

systems.   

When comparing the proposed circuit against Li et al. it does appear the more scalable. For 

example, we require a twelfth of the memristors yet the same number of comparators. That 

said, it should not be considered the better circuit solely on this basis. As detailed in the 

following section the circuit has a finite settling time due to the memory properties of the 

current transient phenomenon. If a scanning implementation were to be used, it would 

require some time for the device to relax in order to avoid mixing between consecutive 

inputs – slowing the circuit down. For this reason, a scanning approach would favour the 

crossbar technique of Li et al. which does not suffer memory effects. In contrast the circuit 

presented in this section could potentially be better suited for a parallel implementation 

required to operate in real time. However, this is speculative as we would also need to 

consider the periphery circuitry required to analyse the outputs. To gain a better 

understanding of the scalability of the circuit we would therefore need to attempt to design 

and build a complete system encompassing both the edge detection circuitry and the 

periphery circuitry that would allow us to interface with a digital processor. Once this has 

been achieved then the scalability of the system can be evaluated with better accuracy.  
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6.8 Sampling Frequency 

Another important metric is the speed at which the computation can be completed. Whilst 

the benchmark used in this study does not enable us to compare computation times we can 

attempt to evaluate the circuit by considering at what frequency it could analyse images.  

From Figure 74, we see that the output voltage stabilises after approximately 0.05 seconds. 

This would suggest a potential sampling frequency for a pair of pixels of 20Hz. However, 

this is not an accurate estimate of the sampling frequency of the entire system as it would 

also depend on the implementation of the circuit which significantly affects overheads. If a 

single circuit was scanned across the entire image, then, at best, individual pixels would be 

sampled at a rate of 20Hz. For a standard definition image (720x480 pixels) this would result 

in the entire image taking 4.8 hours. Clearly this would not be the correct approach. Instead, 

a parallel approach should be taken whereby a copy of the circuit is produced between each 

pixel circuitry and allowed to operate continuously in parallel. The sampling rate of the 

system is then defined by the periphery circuit and how quickly this is able to sample the 

outputs of each pixel. The periphery circuit has not been considered in this work so I can’t 

estimate its sampling rate, however we know a rate of 20Hz would be the upper limit as this 

is the settling time of each individual circuit. If a sampling of 20Hz were achievable then it 

would suggest videos could potentially be analysed however the output would appear 

choppy to observers. 

But we should also note that this study has not attempted to optimise the settling times of 

the circuit instead it has demonstrated the work as a proof of concept. It may therefore be 

possible to reduce the settling time by optimising the pulse amplitudes and widths.  

6.9 Summary 

In this chapter I have integrated a device which exhibits the current transient phenomenon 

into a electronic circuit designed to detect edges within images. To my best knowledge it is 

the first time the current transient has knowingly been used to carry out computations. The 

circuit is benchmarked and compared against other memristor based circuits demonstrating 

a jump in performance nearing that of more conventional edge detectors. However, the 

circuit suffers from sensitivity to device to device variation in conductance. Having analysed 

how such variances affect circuit performance I have found further work is needed to either 
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reduce the circuit’s sensitivity, or to reduce the device to device variation in conductance of 

device via changes in fabrication. 
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7 Conclusions & Future Work 

In this thesis I have investigated a particular form of dielectric breakdown often referred to 

as the current transient phenomenon. My work on this problem can be broadly split into 

three categories: 

i. The development of new techniques to characterise current transients. 

ii. Comments on the physical origin of the current transients. 

iii. The applications of this effect in novel computing architectures. 

Development of New Techniques 

I have developed an electrical stressing technique to induce current transients within 

devices. This is a significant step in understanding the transients in a greater depth as it 

enables the researcher to generate transients repeatably in many devices and in devices of 

different dimensions and structure. Previously, current transients were observed 

sporadically and only within a few devices within a batch, making detailed characterisation 

of the effect a challenge. Although not studied in depth in this thesis, using the current 

stressing technique on devices with a variety of electrode and oxide materials may help to 

discover more of the physical causes of the transient.  

Besides techniques to produce current transients, I have also developed a novel fitting 

model that extracts information on the dynamics of the transient. This was developed to 

replace the peak timing equation used frequently in the existing literature: 𝜏 =
0.78𝑑

𝜇𝑉
, which 

was based on the space charge limited current (SCLC) model.  I have argued that a 

replacement was necessary because the timing of the peak was not a good descriptor of the 

dynamics of the transient as it coupled changes in the dynamics of both the increase and 

decrease in conductance into a single observable. In contrast, the equation below was 

developed to extract the rates of these two changes separately.  

𝐼(𝑡) = [1 − 𝑎 𝑒𝑥𝑝(−(𝛼𝑡)𝛽)] × [
𝑐

𝑚𝑡 + 1
+ 𝑑] 

Although the equation is shown to fit well, there are still questions to address on the 

physical significance of the second half of the equation describing the decay in conductance: 

𝑐

𝑚𝑡+1
+ 𝑑. This equation was based on a modified dielectric relaxation model, however 
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relaxation does not appear to be a good explanation for the decay in conductance. Further 

work is therefore needed into whether the physical significance of this model. Despite being 

largely empirical, the equation may still prove a useful tool for researchers studying current 

transients, as it enables them to extract key information about the transient’s dynamics in 

response to stimuli.   

Comments on the Current Transient’s Physical Origin 

Having developed tools to reliably induce transients and an empirical equation to extract 

properties of the transient’s dynamics, I then used these to investigate the physical causes of 

the transient. The most significant finding of this work was to identify that the transient 

appears best explained by two separate changes occurring in the device simultaneously. 

This goes against the models previously presented within the existing literature that explain 

the entire transient by the redistribution of a charged defect either generating a ionic current 

or modifying interface barrier heights. This is significant as such models have been used to 

determine activation energies and mobilities of defects, these may be inaccurate.  This 

finding adds a greater level of granularity to the research problem as it now splits the 

problem into two separate research questions: specifically, what is causing the increase in 

conductance, and what is causing the decrease? Having studied the transient within this 

context, i.e. assuming it is the result of two separate processes, I have been able to 

understand the properties of each of these processes in more detail, revealing significant 

differences. The increase in conductance exhibits fast dynamics and volatile behaviour 

occurring on the millisecond time scales whereas the decay is a much slower and persistent 

change relaxing over minutes to hours. Further investigations concluded that each of the 

changes where driven by different mechanisms. The increase in conductance appeared to be 

a charge trapping process, as it was observed to accelerate in the presence of higher current 

densities across a variety of experiments. On the other hand, the decay in conductance 

appeared to be a field driven process such as the drift of a charged defect.  

While my work has helped identify a subset of potential explanations for each of the 

changes in conductance, I have not been able to identify any one model as the most 

probable. To make progress in this question, I believe the next step is to identify where in 

the device each of these two changes are occurring. For example, I have presented initial 
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results that suggest the decay in conductance is the result of an interaction occurring at the 

gold-silicon dioxide interface. However, this needs to be investigated in greater depth. 

Equally, the question of where the change causing the increase in conductance happens has 

yet to be investigated. If we are able to identify the location of these changes occurring in the 

device, we may be able to make further progress in identifying the causes of the current 

transients. Developing this more detailed understanding of the effect may also reveal other 

mechanisms by which we can control its behaviour; for example, the optical control of the 

current transient.  

Computational Applications 

Finally, I have attempted to reframe the context of this research problem. I have tried to 

present it not as a defect to be mitigated but as a computational device to be used. I have 

shown the device can be integrated into circuitry to detect edges within an image when 

combined with neuromorphic vision sensors. This circuit was shown to exhibit a step 

change in benchmark performance, bringing the performance of memristor based edge 

detectors in line with that of more conventional algorithms.  However, in its current form 

the device to device variance of conductance makes this circuit difficult to realise. In the 

future, research should address how to reduce this variance through refining the stressing 

and manufacturing processes of the devices.  

Future Work 

To finish, although the current transient may seem an obscure phenomenon, it has gone on 

to influence a large number of peripheral studies. These include studies using the mobility 

values it is claimed are measurable using the SCLC theory, as well as in studies to argue for 

the optical modulation of vacancy mobilities and as evidence of charge transitions of said 

vacancies. It is therefore crucial we have confidence in the physical model of the current 

transient before we use the phenomenon in such related work. Through compiling this 

thesis, I have concluded we do not understand the physical model in enough detail to 

warrant its uses in these peripheral studies. In response, I have developed and presented 

techniques to try and help better our understanding of this behaviour but argue that there is 

still some way to go and further research is needed. 
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A key question that has yet to conclusively addressed is where the changes in conductance 

are located within the device. Characterising devices with different metal contacts may help 

identify changes in conductance at the metal-insulator devices. Equally, we cannot be sure 

whether the equations developed in this thesis apply to all devices exhibiting current 

transients. I have studied an amorphous silicon oxide deposited via sputtering, but current 

transients have also been observed in crystalline oxides deposited via chemical vapour 

deposition, whether these devices behave in a similar manner needs to be investigated. 

Finally, there is the question of combining the theories of the current transient phenomenon 

with those of resistance switching devices where metal diffusion into the oxide is often the 

cause of changes in device conduction. Although previous TEM studies on the devices in 

this thesis have not detected gold diffusing into the silicon oxide, the stressing procedure 

that the devices exhibiting current transients undergo is different to those which underwent 

the TEM analysis. Hence, we must still acknowledge the possibility of gold diffusing into the 

oxide. Future work could involve running a TEM analysis on a device which has been 

stressed with constant currents and exhibits the current transient. Alternatively, a metal 

which is less susceptible to diffusion in silicon dioxide, such as copper or aluminium, could 

be investigated to determine whether current transients are reproducible in such devices.  
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