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Abstract

Abstract
Congenital heart disease (CHD) is the most common type of birth defect,
affecting about 1% of the population. MRI is an essential tool in the
assessment of CHD, including diagnosis, intervention planning and follow-up.
Three-dimensional MRI can provide particularly rich visualization and
information. However, it is often complicated by long scan times,
cardiorespiratory motion, injection of contrast agents, and complex and timeconsuming postprocessing. This thesis comprises four pieces of work that
attempt to respond to some of these challenges.
The first piece of work aims to enable fast acquisition of 3D time-resolved
cardiac imaging during free breathing. Rapid imaging was achieved using an
efficient spiral sequence and a sparse parallel imaging reconstruction. The
feasibility of this approach was demonstrated on a population of 10 patients
with CHD, and areas of improvement were identified.
The second piece of work is an integrated software tool designed to simplify
and accelerate the development of machine learning (ML) applications in MRI
research. It also exploits the strengths of recently developed ML libraries for
efficient MR image reconstruction and processing.
The third piece of work aims to reduce contrast dose in contrast-enhanced MR
angiography (MRA). This would reduce risks and costs associated with
contrast agents. A deep learning-based contrast enhancement technique was
developed and shown to improve image quality in real low-dose MRA in a
population of 40 children and adults with CHD.
The fourth and final piece of work aims to simplify the creation of computational
models for hemodynamic assessment of the great arteries. A deep learning
technique for 3D segmentation of the aorta and the pulmonary arteries was
developed and shown to enable accurate calculation of clinically relevant
biomarkers in a population of 10 patients with CHD.
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Impact Statement

Impact Statement
Congenital heart disease (CHD) is a general term for a wide range of birth
defects that affect the normal heart function. It is very common, affecting about
1% of the population. It is also complex and varies from person to person.
Magnetic resonance imaging (MRI) helps clinicians understand the disease
and plan the best treatment for each person.
However, MRI examinations are complex and time-consuming, taking up to an
hour. During this time, the patient must follow instructions, such as staying still
and holding their breath. This is problematic with children, who often require
general anaesthesia (GA). Part of this thesis has worked towards faster,
simpler, free-breathing examinations, which would be more tolerable to young
children, reducing the need for GA and the associated costs and risks.
Another problem with MRI is that it sometimes requires the injection of a
contrast dye. This allows clinicians to see blood vessels more clearly, but it
can have side effects, especially in people with kidney disease (which is
common among CHD patients). In this thesis, artificial intelligence (AI)
technologies were used to reduce the amount of contrast dye needed to obtain
high-quality images. This will directly benefit patients by reducing their risk of
suffering adverse events. A lower dose could also enable the use of contrastenhanced MRI in patients in whom the examination might have otherwise
been ill-advised, improving the information available to clinicians and
ultimately leading to better care. It would also reduce costs related to the
purchase of expensive contrast dyes.
MRI is often used to extract information beyond that which is visually apparent.
For example, images can be used to create 3D computer models, simulate
blood flow and study the best treatments. Unfortunately, this requires expert
dedication and time. In this thesis, AI was used to automatically locate
important blood vessels in 3D MR images, a necessary step in creating
9

computer models. This automation will reduce the time and expertise needed
for this type of analysis and increase its availability, benefiting more patients.
It could also make the technology more robust, because automated algorithms
are generally more consistent than humans.
Finally, this thesis includes the development of several pieces of software that
could be useful to researchers. The most important of these is a tool that
accelerates and simplifies MR image processing, especially in AI applications.
AI has proved very powerful in MRI, as well as many other fields, and its
potential is now being intensely explored. The tools developed in this thesis
will speed up future research and development, leading to faster innovation.
Taken together, the work in this thesis is a step towards faster, safer and more
cost-effective cardiovascular MRI. Benefits will accrue to patients directly in
terms of risk, comfort and quality of care. Indirectly, novel research tools will
bring various benefits over time. Finally, shorter and simpler clinical workflows
will benefit health services, such as the UK’s National Health Service (NHS),
by increasing clinical throughput, reducing waiting lists and facilitating the
adoption of cutting-edge technologies.
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contrast-enhanced magnetic resonance angiography

CFD

computational fluid dynamics

CG

conjugate gradients

CG-SENSE

conjugate gradients sensitivity encoding

CHD

congenital heart disease

CNR

contrast-to-noise ratio
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convolutional neural network
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FFT
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GBCA
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32

List of Abbreviations

NSF

nephrogenic systemic fibrosis

NUFFT

non-uniform fast Fourier transform

PCA

principal component analysis

PE

phase encoding

PI

parallel imaging

PICS

parallel imaging compressed sensing

PSNR

peak signal-to-noise ratio

ReLU

rectified linear unit

RF

radiofrequency

RMSE

root mean squared error

RNN

recurrent neural network

RO

readout

RV

right ventricle

SAX

short axis

SE

spin echo

SENSE

sensitivity encoding

SNR

signal-to-noise ratio

SO

secondary observer

spGRE

spoiled gradient echo

SPIRiT

iterative self-consistent parallel imaging reconstruction

SS

slice selection

SSFP

steady-state free precession

SSIM

structural similarity index

SV

stroke volume

TPU

tensor processing unit

TV

total variation

VCG

vectorcardiogram

WSS

wall shear stress

33

Background

Chapter 1
Background

35

Background

1.1 Cardiovascular Disease
Cardiovascular disease (CVD) is a broad group of diseases that affect the
heart or blood vessels. Collectively, CVDs have been the leading cause of
death worldwide for the past 20 years [1]. The World Health Organization
(WHO) estimates that 17.9 million people died from CVDs in 2019, or about
32% of all deaths [2].
There are many different types of CVDs. They include:
•

Coronary heart disease, a condition where the coronary arteries, the
blood vessels that supply the heart with blood, are narrowed, reducing
blood flow to the myocardium. It is the most common of CVDs and
includes angina, myocardial infarction and sudden cardiac death.

•

Cerebrovascular disease, which affects the blood vessels supplying the
brain. The most important manifestation is the stroke, which involves
an interruption of blood supply to the brain due to narrowing or tearing
of blood vessels.

•

Peripheral arterial disease, which affects the blood vessels supplying
the extremities can result in restricted blood supply to arms and legs.

•

Rheumatic heart disease, damage to myocardium and cardiac valves
secondary to streptococcal infection.

•

Congenital heart disease, a group of birth defects that result from
abnormal development of the heart and major blood vessels.

The latter is the focus of this thesis, which presents improvements to the
magnetic resonance imaging workflow for assessment of congenital heart
disease.

1.1.1 Congenital Heart Disease
Congenital heart disease (CHD) is a type of cardiovascular disease that
occurs in approximately 6-8 per 1,000 live births [3], with prevalence rates
increasing due to improved detection.
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A healthy heart has two separate pumping systems: a left part and a right part.
Each has two chambers: an atrium and a ventricle. The left part of the heart
pumps blood into the systemic circulation to provide nutrients and oxygen to
the rest of the body, while the right part pumps blood into the pulmonary
circulation (i.e. the lungs) for oxygenation. Oxygenated blood enters the left
atrium through the pulmonary veins, from where it flows to the left ventricle
through the mitral valve, and then out to the aorta through the aortic valve and
finally to the rest of the body. Deoxygenated blood returns through the venae
cavae and goes into the right atrium, from where it enters the right ventricle
through the tricuspid valve, and out to the main pulmonary artery through the
pulmonary valve. After oxygenation in the lungs (and removal of carbon
dioxide), blood returns to the left atrium through the pulmonary veins. The main
purpose of the different valves is to prevent blood from flowing backwards.
The atrioventricular (AV) valves (mitral and tricuspid) prevent blood from
flowing from the ventricles back into the atria. The semilunar valves (aortic and
pulmonary) prevent blood from flowing back into the ventricles during diastole.
CHD is an umbrella term for a wide variety of congenital malformations
affecting the heart chambers, the major blood vessels, the valves, and/or how
these components are connected. This includes defects such as the following.
•

Septal defects are holes in the dividing wall between the left and right
chambers of the heart (the septum). These holes may appear on the
atria or the ventricles, and typically result in anomalous blood flow from
the left to the right chambers of the heart. Septal defects can have
varying sizes, clinical manifestations and degrees of severity.

•

Coarctation of the aorta (CoA) is a narrowing of the aorta, the main
artery supplying oxygenated blood to the body through the systemic
circulation. This can have serious consequences, limiting blood flow
and imposing extra load on the left ventricle, which must generate
higher pressures to ensure sufficient blood flow.

•

Aortic valve stenosis is a narrowing of the aortic valve, which normally
opens during systole to allow blood flow from the left ventricle into the
aorta, and closes during diastole to prevent blood from flowing back into
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the heart. A narrowing can limit blood flow from the heart towards the
rest of the body, increasing the load on the left ventricle. This can have
serious consequences.
•

Pulmonary valve stenosis is a narrowing of the pulmonary valve,
located between the right ventricle and the pulmonary arteries. This can
limit blood flow into the lungs and increase the load on the right
ventricle.

•

Transposition of the great arteries is a rare but serious defect in which
the two main arteries (aorta and pulmonary artery) are swapped, with
the aorta connected to the right ventricle and the pulmonary artery
connected to the left ventricle. As a result, oxygenated blood from the
lungs is sent straight back to the lungs, while oxygen-poor blood is sent
to the rest of the body. This always requires surgical treatment.

•

Hypoplastic left heart syndrome (HLHS) is a condition in which the left
heart is not developed sufficiently during pregnancy. Structures such
as the left ventricle, the mitral valve, the aortic valve and the ascending
aorta may be underdeveloped, too small or not formed. As a result, the
heart is unable to pump sufficient blood to the rest of the body. Complex
surgical treatment might be necessary for HLHS patients.

•

Tetralogy of Fallot is a combination of four congenital defects that may
appear together in malformed hearts: a ventricular septal defect, a
pulmonary valve stenosis, right ventricular hypertrophy and an
overriding aorta which allows blood flow from both ventricles. This
configuration results in the mixing of oxygenated and deoxygenated
blood. A typical manifestation is cyanosis (blue skin) due to insufficient
oxygen on the systemic circulation.

•

Tricuspid atresia is a defect in which the tricuspid valve, which controls
blood flow from the right atrium to the right ventricle, is not developed.
As a result, deoxygenated blood arriving from the systemic circulation
cannot flow into the right ventricle and out to the lungs. This defect often
appears with atrial or ventricular septal defects as blood finds other
routes.
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•

Truncus arteriosus is a very rare congenital defect in which the aorta
and the main pulmonary artery are connected. It often appears with a
ventricular septal defect. As a result, oxygenated and deoxygenated
blood are mixed together, and too much blood is sent to the lungs.

This is not an exhaustive list of all possible congenital heart defects, but it
illustrates the complexity of the disease. Thanks to advances in diagnosis and
treatments, survival rates are increasing, and care has moved from simply
improving survival during childhood to lifelong management and optimization
of life expectancy and quality of life, which often involves serial assessment
using imaging.

1.2 Cardiovascular Imaging
Imaging is essential in the management of CHD patients at all stages of care,
from foetal development to long-term monitoring into adulthood. Imaging
provides information about the anatomy and function of the heart and is used
to inform therapeutic decisions, evaluate the result of interventions and guide
prognosis.
There are several biomedical imaging technologies that are commonly used
in the management of cardiovascular disease, including echocardiography,
cardiac angiography, magnetic resonance imaging (MRI), computed
tomography (CT) and nuclear medicine techniques. What follows is a brief
description of these techniques.
Echocardiography, which obtains images of the heart using ultrasound, is on
the frontline for the assessment of CHD as well as other types of
cardiovascular disease. It is portable, non-invasive, cost-effective and
provides immediate high quality 2D and 3D imaging. In many cases,
echocardiography alone is sufficient for the management of cardiovascular
disease. However, it can fail to provide good quality images in patients with a
poor acoustic window, where ultrasound penetration is limited due to the
positioning of the heart with respect to other tissues such as bone (ribs), air
(lungs) or fat (skin). Limits to ultrasound penetration also mean
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echocardiography provides poor field of view and visualization of the distal
vasculature. Finally, echocardiography is limited in its ability to answer some
clinical questions, such as the quantification of right ventricle size and function.
Cardiac angiography or catheterization has traditionally supplemented
echocardiography for cardiovascular assessment. In cardiac angiography, a
catheter is inserted through a blood vessel and guided towards the heart using
X-ray fluoroscopy. Contrast agents are then injected through the catheter and
X-ray images are taken. This provides high resolution delineation of cardiac
chambers and vascular anatomy. Additionally, the catheter enables direct
measurement of intravascular pressures, which provides valuable information
about hemodynamics. However, it is desirable to limit the use of angiography
due to its invasive nature and the exposure to radiation. In addition,
conventional X-ray fluoroscopy provides only 2D projection data, which is
suboptimal for the visualization of 3D structures [4], [5]. For these reasons, the
use of invasive angiography for diagnostic purposes has declined in recent
years.
Cardiovascular MRI (CMR) has become increasingly important in the past two
decades, and is now used routinely in the clinical management of CHD. CMR
is a very powerful tool to assess cardiovascular morphology and function. It
provides high-resolution 2D or 3D imaging, in any plane, irrespective of the
patient’s body build, without any ionizing radiation. CMR is the gold standard
for quantification of ventricular volumes and blood flow velocities. It also
provides excellent visualization of extra-cardiac structures such as the aorta
and the pulmonary arteries. Together with gadolinium-based contrast agents,
CMR may be used for angiography or the assessment of perfusion. Still other
CMR techniques enable the characterization of different properties of
myocardial tissue, such as T1/T2-mapping and diffusion tensor imaging.
However, some patients may have implants incompatible with the strong
electromagnetic fields used to generate signal in CMR. In addition, CMR scans
take a long time and require frequent breath-holding, which can be problematic
for some patients and can occasionally make sedation necessary [4]–[6].
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Computed tomography (CT) also plays an important, supplementary role in
the evaluation of patients with CHD. In CT, an X-ray source generates a
photon beam that rotates around the patient, while arrays of detectors
measure the X-ray attenuation on the other side. This attenuation data can be
used to reconstruct a tomographic image. CT enables 3D imaging with high
spatial and temporal resolution, especially in the case of electron beam
tomography (EBT), a type of CT which allows much faster rotation of the Xray beam. The high spatial resolution of CT makes it suitable for studying small
structures such as blood vessels. A CT scan is also much faster than a CMR
scan, which simplifies testing in children, uncooperative or critically ill patients.
It may also be used in patients with non-MR compatible implants or
pacemakers. Finally, CT can be used together with iodinated contrast agents
to examine myocardial perfusion. However, CT uses ionizing radiation, which
precludes its use during pregnancy and can lead to large cumulative doses in
young CHD patients likely to require longitudinal follow-up. Additionally it
cannot offer as much functional information as CMR [4], [7].
Finally, another important category of cardiovascular imaging is nuclear
medicine, which includes methods such as positron emission tomography
(PET) and single-photon emission computed tomography (SPECT). These
involve the injection of a radiotracer into the bloodstream. A gamma camera
around the patient detects the gamma rays emitted by the radiotracer and is
used to generate an image of the distribution of the radiotracer. Nuclear
medicine techniques can provide unique metabolic and functional information
and help examine damage to myocardial tissue. They may be combined with
CT and MRI in specialised equipment to incorporate morphologic information
to the examination. These are non-invasive techniques but involve exposure
to small radiation doses due to the radiotracer.

1.3 Principles of Magnetic Resonance Imaging
Magnetic resonance imaging (MRI) is a key medical imaging technology with
a major clinical role in the assessment of CHD and many other specialties.
Some of the key reasons why it is so useful are:
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•

It allows flexible placement of the imaging volume, which can have any
size and be oriented in any direction. True 3D acquisitions are possible,
i.e., where data for an entire volume is acquired simultaneously rather
than slice by slice.

•

It is sensitive to a wide array of tissue properties, which confers it an
inherently good soft tissue contrast. In addition, this sensitivity can be
manipulated to alter tissue contrast or to obtain advanced physiological
information, such as blood flow velocity.

•

It does not use ionising radiation to form an image. Instead, it uses
strong magnetic fields and radiofrequency waves, which are not
thought to have a deleterious effect on tissue. Therefore, it can be used
on patients who are vulnerable to radiation, such as babies or pregnant
women.

MRI is a relatively recent technology. The underlying concept of nuclear
magnetic resonance (NMR), which describes the precession of a nuclear spin
in the presence of a magnetic field, was discovered independently by Felix
Bloch and Edward Purcell in 1946 [8], [9]. Three decades later, in 1973, Paul
Lauterbur and Peter Mansfield pioneered the use of spatially varying gradients
to encode the spatial position into the NMR signal [10], [11], an idea which
opened the door to imaging applications.

1.3.1 Nuclear Spin
The concept of spin is central to understanding the NMR phenomenon. In
classical terms, spin is the rotation of a body about an axis which passes
through its centre of mass. A body under spinning motion has an angular
momentum, 𝐉. If the spinning body is electrically charged, it is effectively a
current loop, and, therefore, has an associated magnetic moment, 𝛍:
𝛍 = 𝛾𝐉

(1.1)

where the constant 𝛾 is the gyromagnetic ratio, which is dependent on the
particle or system under consideration. The gyromagnetic ratio is typically
measured in (rad/s)/T. A related, frequently used constant is:
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𝛾≡

𝛾
2𝜋

(1.2)

which is typically measured in MHz/T.
In quantum mechanics, spin is a property of atomic nuclei and elementary
particles. Unlike classical spin, quantum spin is intrinsic to the object and is
not related to any motion state whatsoever. However, it confers a particle or
nucleus an angular momentum and an associated magnetic moment, as if it
was indeed spinning.
In quantum mechanics, angular momentum is quantized, i.e., it can only take
certain discrete values which are multiples of the reduced Planck constant:
ℏ ≡ ℎ⁄2𝜋

(1.3)

where ℎ is Planck’s constant. The experimentally observed values for angular
momentum are:
𝐽 = 𝑚𝑗 ℏ

(1.4)

where 𝑚𝑗 is the magnetic quantum number. Let 𝑗 be a quantum number of
integral or half-integral value:
𝑗=

𝑛
,
2

𝑛 = 0, 1, 2, …

(1.5)

According to the Schrödinger equation, angular momentum is related to its
quantum number by:
𝐽 = ℏ√𝑗(𝑗 + 1)

(1.6)

𝑚𝑗 = −𝑗, −𝑗 + 1, … , 𝑗 − 1, 𝑗

(1.7)

Then, valid values of 𝑚𝑗 are:

As in classical mechanics, quantum angular momentum is the sum of orbital
angular momentum, 𝐋, and spin angular momentum, 𝐒:
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𝐉= 𝐋+𝐒

(1.8)

Both 𝐋 and 𝐒 have associated quantum numbers 𝑙 and 𝑠, respectively called
orbital quantum number and spin quantum number, which are related to the
magnitude of the corresponding component of angular momentum:
𝐿 = ℏ√𝑙(𝑙 + 1)

(1.9)

𝑆 = ℏ√𝑠(𝑠 + 1)

(1.10)

𝑙 = 0, 1, 2, 3, …

(1.11)

where:

𝑠=

𝑛
,
2

𝑛 = 0, 1, 2, 3, …

(1.12)

Magnetic quantum numbers for orbital and spin angular momenta, 𝑚𝑙 and 𝑚𝑠 ,
take values according to Equation 1.7. The spin quantum number, 𝑠, is
typically referred to simply as spin, is intrinsic to the particle or nucleus and
determines its response to external magnetic fields. In the case of the 1H
nucleus, or proton:
𝑠=

1
2

𝑚𝑠 = ±

(1.13)
1
2

(1.14)

The hydrogen nucleus exhibits a strong response to magnetic fields. In
addition, it is ubiquitous in human tissue, being a part of both water and organic
compounds. For these reasons, it is by far the most commonly used nucleus
in MRI, although other nuclei with nonzero spin are also of interest (see Table
1.1).
Nuclei with zero spin have no associated magnetic moment and do not interact
with external magnetic fields, so they cannot be studied using NMR.
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Table 1.1

Nuclei of biological interest. The 1H nucleus has a very high

magnetic moment and is the most abundant in the human body in terms of
atomic percent. Other abundant nuclei, such as 12C and 16O, cannot be studied
in NMR because their spin is zero. Other, less abundant nuclei with nonzero
spin are sometimes imaged in their natural concentrations, such as
31P.

Others, such as

19F

and

129Xe,

23Na

and

are not naturally present in significant

concentrations but are sometimes used in contrast agents.
Isotope

Element

Spin

Gyromagnetic
ratio (MHz/T)

abundance (%)

Human body
abundance (%)

1

H

1/2

42.5774

99.985

62

He

1/2

32.436

<0.001

< 0.001

C

0

0

98.9

12

C

1/2

10.7084

1.1

0.1

O

0

0

99.634

23.91

O

5/2

5.7743

0.038

0.009

F

1/2

40.0776

100

0.001

Na

3/2

11.2686

100

0.037

P

1/2

17.2514

100

0.22

Xe

1/2

11.8604

26.4

< 0.001

3

12

13

16

17

19

23

31

129

1.3.2 Interaction of a Spin with an External Magnetic
Field
Let us now consider the behaviour of a particle when it is placed in a constant
magnetic field 𝐁 = 𝐵0 𝐳̂. The magnetic field exerts a net torque, 𝐍, on the
particle which depends on its magnetic moment 𝛍:
𝐍=𝛍×𝐁
The net torque determines the rate of change of angular momentum:
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𝑑𝐉
=𝐍
𝑑𝑡

(1.16)

𝑑𝐉
=𝛍×𝐁
𝑑𝑡

(1.17)

or, using Equation 1.15:

Using Equation 1.1 for the gyromagnetic effect, we can obtain the rate of
change in the magnetic moment:
𝑑𝛍
= 𝛾𝛍 × 𝐁
𝑑𝑡

(1.18)

This equation describes a motion of precession, in which the magnetic
moment rotates about an axis parallel to the magnetic field (Figure 1.1). This
motion is reminiscent of that of a gyroscope or a spinning top, in which the
object’s axis of rotation itself rotates about another axis.

0
0

Figure 1.1 Interaction of a spin with an external magnetic field. The magnetic
moment, 𝝁, rotates about the direction of the magnetic field, 𝑩0 , at a rate 𝜔0 .
The frequency of precession can be obtained using simple geometrical
analysis (Figure 1.1). Let 𝜃 be the polar angle between 𝛍 and 𝐁, and 𝑑𝜙 be
the azimuthal angle subtended by 𝑑𝛍. Then, using trigonometric relationships
it can be found:
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𝑑𝜇 = 𝜇 sin 𝜃 tan 𝑑𝜙

(1.19)

Using small-angle approximation, tan 𝑑𝜙 ≈ 𝑑𝜙 :
𝑑𝜇 = 𝜇 sin 𝜃 𝑑𝜙

(1.20)

Taking the magnitude of Equation 1.18, substituting 𝑑𝜇 and simplifying:
𝛾𝐵0 𝑑𝑡 = 𝑑𝜙

(1.21)

𝜔0 = 𝛾𝐵0

(1.22)

Solving for 𝜔0 ≡ 𝑑𝜙⁄𝑑𝑡 :

This is the Larmor equation, one of the most important equations in NMR and
MRI. It states that a spin’s precession frequency, 𝜔0 , is directly proportional to
the external magnetic field, 𝐵0, with the proportionality constant being the
spin’s intrinsic gyromagnetic ratio.
It should be noted that, although useful in understanding the NMR
phenomenon, the above classical description is not representative of
individual spin responses, which can only be analysed in terms of their wave
function and using quantum mechanics concepts. Throughout this text, when
referring to a spin in classical terms one should take that to mean a spin
isochromat, an idealized microscopic collection of spins precessing at the
same frequency and phase. Unlike individual spins, spin isochromats fit the
classical description of a magnetic moment in three-dimensional space.
Although a detailed quantum mechanics description is outside the scope of
this thesis, a brief overview of energy quantization is both simple and
illustrative. Let us consider the potential energy 𝐸 of a spin in a magnetic field:
𝐸 = −𝛍 ⋅ 𝐁
For a magnetic field along the 𝑧 axis, 𝐁 = 𝐵0 𝐳̂:
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𝐸 = −𝜇𝑧 𝐵0

(1.24)

Taking into account the gyromagnetic effect (Equation 1.1) and the
quantization of the angular momentum (Equation 1.4), the energy is equal to:
𝐸 = −𝛾𝑚𝑠 ℏ𝐵0

(1.25)

In the case of a proton spin (Equation 1.14), the potential energy is:
𝐸 = ∓𝛾ℏ𝐵0

(1.26)

As per the Larmor equation (Equation 1.22):
𝐸 = ∓ℏ𝜔0

(1.27)

Therefore, a proton spin in the presence of a magnetic field can only adopt
two discrete energy levels, corresponding to 𝑚𝑠 = ± 1⁄2 (Figure 1.2). This
splitting is known as the Zeeman effect. A spin with 𝑚𝑠 = + 1⁄2 is said to be
parallel to 𝐁0 (i.e., oriented along the field), and it has a lower energy level. On
the other hand, a spin with 𝑚𝑠 = − 1⁄2 is said to be antiparallel to 𝐁0 (i.e.,
oriented against the field), and it is of higher energy. The energy difference
between both levels is:
Δ𝐸 = ℏ𝜔0

(1.28)

This is the quantum of energy that a proton spin needs to absorb or release
(as a photon) in order to transition between energy levels.
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=

0

=0

0

0

0

Figure 1.2 Zeeman effect. Under the influence of a magnetic field 𝑩0 , proton
spins adopt one of two possible energy levels: parallel (low energy) to or
antiparallel (high energy).
When considering a collection of spins under 𝐁0 , some will be in the parallel
orientation and others will be in the antiparallel orientation. However, their
distribution will be asymmetric: the parallel state is more likely because of its
lower energy. Therefore, there will be an excess of spins in this state. This
excess can be estimated using the Boltzmann distribution:
ℏ𝜔0
Δ𝐸
𝑁+
= 𝑒 − 𝑘𝑇 = 𝑒 − 𝑘𝑇
𝑁−

(1.29)

where 𝑁+ ⁄𝑁− is the ratio of spins in the parallel orientation to spins in the
antiparallel orientation, Δ𝐸 is the quantum energy difference between both
states, 𝑘 is the Boltzmann constant (𝑘 = 1.3806 × 10−23 J/K) and 𝑇 is the
temperature of the system.
At human body temperature, the thermal energy 𝑘𝑇 is much larger than the
energy difference between alignment states, ℏ𝜔0 . Therefore, the ratio 𝑁+ ⁄𝑁−
is very close to 1 and the spin excess is only a few in a million spins for typical
MRI field strengths. Nevertheless, because the total number of spins in a
typical voxel of tissue is so vast, there are enough excess spins to cause
measurable NMR effects, as will be described below.
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1.3.3 Net Magnetization
Individual spin responses are very small, but they add up to macroscopic
magnetization effects. The net magnetization 𝐌 over a volume element (voxel)
containing many spins is the vector sum of the individual magnetic moments,
𝛍𝑖 , divided by the total volume, 𝑉:
𝐌=

1
∑ 𝛍𝑖
𝑉

(1.30)

𝑖

The time-dependent behaviour of the magnetization is the sum over the
equations of motion for each spin (Equation 1.18). For coherent spins, this is:
𝑑𝐌
= 𝛾𝐌 × 𝐁
𝑑𝑡

(1.31)

Like Equation 1.18, this equation describes a motion of precession about the
direction of 𝐁. The magnetization vector, 𝐌, can be represented as the sum of
two components: a component parallel to 𝐁, called longitudinal magnetization,
and a component perpendicular to 𝐁, called transverse magnetization:
𝐌∥ = 𝑀𝑧 𝐳̂

(1.32)

𝐌⊥ = 𝑀𝑥 𝐱̂ + 𝑀𝑦 𝐲̂

(1.33)

for 𝐁 = 𝐵𝐳̂. As we will see in Section 1.3.6, these two components display
characteristic behaviour, which is why this representation is so useful. The
motion of the magnetization vector can also be described in terms of these
two components:
𝑑𝐌∥
=0
𝑑𝑡

(1.34)

𝑑𝐌⊥
= 𝛾𝐌⊥ × 𝐁
𝑑𝑡

(1.35)

In the absence of a magnetic field, spin isochromats have no preferential
alignment and the sum of the magnetic moments over a macroscopic volume
is zero (Figure 1.3A). Under the influence of a magnetic field, the alignment of
the spins results in a nonzero net magnetization, dependent on the phase
coherence of the spins. If spins precess incoherently, i.e., with varying
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frequency and/or phase, the transverse magnetic moments cancel out,
resulting in a longitudinal net magnetization (Figure 1.3B). If spins precess
coherently, i.e., they precess with equal frequency and phase, the transverse
components of their magnetic moments add constructively, resulting in a static
longitudinal magnetization and a rotating transverse magnetization (Figure
1.3C). Due to small fluctuations in local magnetic fields, this situation does not
naturally occur in the absence of additional synchronous electromagnetic
fields (see Section 1.3.5).

0

0

Figure 1.3 Spin alignment and net magnetization. (A) In the absence of
external magnetic fields, spin isochromats are randomly oriented and the net
magnetization is zero. (B) In the presence of an external magnetic field, the
alignment of the axes of precession results in a nonzero longitudinal
magnetization along the direction of the field. (C) When spins precess
coherently, a transverse magnetization also appears.

1.3.4 Rotating Frame of Reference
In MRI, spins are manipulated in various ways. When this happens, the net
magnetization can have a complicated temporal evolution. The rotating frame
of reference is a useful construct to simplify its analysis. Let us imagine a frame
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of reference (𝑥 ′ , 𝑦 ′ , 𝑧 ′ ) that rotates with angular velocity 𝛀 = Ω𝐳̂ (i.e., a rotation
about the z-axis). Under this frame of reference, Equation 1.31, which
describes the motion of the magnetization, becomes:
𝑑𝐌
= 𝛾𝐌 × 𝐁0 + 𝐌 × 𝛀
𝑑𝑡

(1.36)

𝑑𝐌
𝛀
= 𝛾𝐌 × (𝐁0 + ) = 𝛾𝐌 × 𝐁𝑎𝑝𝑝
𝑑𝑡
𝛾

(1.37)

or:

Therefore, the magnetization appears to be responding to an apparent
magnetic field given by:
𝐁𝑎𝑝𝑝 = 𝐁0 +

𝛀
𝛾

(1.38)

If the rate of angular rotation is matched to the Larmor frequency, i.e., 𝛀 =
𝛀0 = −𝜔0 𝑧̂ , then:
𝐁𝑎𝑝𝑝 = 0

(1.39)

i.e., the apparent field is zero and the magnetization appears stationary.

1.3.5 Radiofrequency Fields
Let us now consider the effect on the magnetization of an additional
electromagnetic field, 𝐁1, which varies with frequency 𝜔:
𝐁1 = 𝐵1 (cos 𝜔𝑡 𝐱̂ − sin 𝜔𝑡 𝐲̂)

(1.40)

Equation 1.40 describes a left-circularly polarized field. In a rotating frame of
reference synchronous with the field, i.e., where Ω = −𝜔, such a field is
constant:
𝐁1 = 𝐵1 𝐱̂′

(1.41)

These fields, also called quadrature fields, are typically used in MRI for various
reasons, including the fact that they are the most efficient in terms of power
required.
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Under the additional 𝐁1 field, the motion of the magnetization is described by:
𝑑𝐌
= 𝛾𝐌 × (𝐁app + 𝐁1 ) = 𝛾𝐌 × 𝐁eff
𝑑𝑡

(1.42)

Which means that the magnetization responds to an effective field given by
the combination of the apparent static field and the time-dependent 𝐁1 field.
If the frequency of the 𝐁1 field matches the Larmor frequency, 𝜔 = 𝜔0 (the socalled on-resonance condition), then the apparent field is zero and Equation
1.42 becomes:
𝑑𝐌
= 𝛾𝐌 × 𝐁1
𝑑𝑡

(1.43)

Therefore, the magnetization vector is tipped towards the 𝑥′-axis (Figure 1.4).
The application of off-resonance (𝜔 ≠ 𝜔0 ) 𝐁1 fields leads to more complex
responses. For the purposes of this discussion, it suffices to indicate that offresonant fields typically have a much smaller effect on the magnetization.

0

1

0

Figure 1.4

Effect of synchronous RF field on magnetization. An

electromagnetic field, 𝑩1 , oscillating at the Larmor frequency, appears
constant in the rotating frame of reference and tips the magnetization in its
direction.
For typical MRI nuclei (see Table 1.1) and field strengths (0.5-7 T), the Larmor
frequency is in the radiofrequency (RF) range of the electromagnetic
spectrum, so 𝐁1 fields are usually referred to as RF fields. RF fields are applied
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by transmit coils and they are used to manipulate the magnetization vector in
various ways, depending on the application. Often their purpose is to tip the
magnetization towards the transverse plane in order to generate a measurable
signal, which is known as excitation.
In most cases, RF fields are applied as short bursts, with a duration in the
order of hundreds of microseconds to tens of milliseconds. These are known
as RF pulses. An RF pulse may tip the magnetization away from the static field
by different amounts, as defined by its flip angle.

1.3.6 Relaxation
Immediately after an RF pulse, the magnetization begins to return to its original
equilibrium state, aligned with 𝐁0 . This process is known as relaxation. During
relaxation, spins exchange energy with their surroundings. Two types of
interaction determine the dynamics of the process: spin-lattice interaction and
spin-spin interaction.

1.3.6.1 Spin-Lattice Interaction
Spin-lattice interaction refers to the collection of processes by which spins
exchange energy with their molecular environment as they return to thermal
equilibrium. Although the intricacies of these processes are complex, global
dynamics at the macroscopic level can be described by a simple
phenomenological model:
𝑑𝑀∥
1
= (𝑀0 − 𝑀∥ )
𝑑𝑡
𝑇1

(1.44)

where 𝑀∥ (𝑡) is the longitudinal magnetization at time 𝑡, 𝑀0 is the equilibrium
magnetization, and 𝑇1 is an empirically determined constant known as the
longitudinal relaxation time.
Solving Equation 1.44 for 𝑀∥ :
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𝑀∥ (𝑡) = 𝑀0 + (𝑀∥ (0) − 𝑀0 )𝑒

−

𝑡
𝑇1

(1.45)

Due to spin-lattice interaction, the longitudinal magnetization follows an
exponential evolution from the initial value, 𝑀∥ (0), to the equilibrium value, 𝑀0
(Figure 1.5). The time scale of this recovery is given by 𝑇1 . This process is
called longitudinal relaxation.

0

0

0

0
2

2

1

Figure 1.5 Macroscopic relaxation dynamics. Magnetization dynamics after a
90° RF pulse. At 𝑡 = 0 the magnetization is fully tipped into the transverse
plane, so longitudinal magnetization is zero and transverse magnetization is
equal to 𝑀0 . Longitudinal magnetization, 𝑀∥ , recovers exponentially according
to time constant 𝑇1 . Transverse magnetization, 𝑀⊥ , decays exponentially
according to time constants 𝑇2 , without reversible dephasing, or 𝑇2∗ , including
reversible dephasing.

1.3.6.2 Spin-Spin Relaxation
Spins experience small variations in local magnetic fields, due to constant
effects, such as magnetic field inhomogeneities, and random effects, such as
interactions with neighbouring spins. This causes them to accumulate different
phases over time. This dephasing, or loss of phase coherence, results in a
smaller transverse magnetization. Like spin-lattice relaxation, this process
follows first-order dynamics and can be described phenomenologically by the
following model:
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𝑑𝑀⊥
1
= − 𝑀⊥
𝑑𝑡
𝑇2

(1.46)

where 𝑀⊥ (𝑡) is the transverse magnetization at time 𝑡 and 𝑇2 is an empirically
determined constant known as the transverse relaxation time.
The solution of Equation 1.46 is:

𝑀⊥ (𝑡) = 𝑀⊥ (0)𝑒

−

𝑡
𝑇2

(1.47)

The transverse magnetization suffers an exponential decay from its initial
value, 𝑀⊥ , towards zero (Figure 1.5), with the time scale of the process given
by 𝑇2 . This is known as transverse relaxation.
It should be noted that transverse relaxation also includes all energyexchanging processes in spin-lattice interactions. Thus, longitudinal relaxation
is always accompanied by transverse relaxation. However, transverse
relaxation also includes a dephasing effect due to random, short-lived
fluctuations, where no energy transfer is taking place. Therefore, transverse
relaxation is always faster than longitudinal relaxation, i.e., 𝑇2 < 𝑇1 . In the case
of human tissue, 𝑇2 values are typically an order of magnitude smaller than 𝑇1
(see Table 1.2).
Table 1.2 Relaxation times for some tissues of interest. 𝑇1 values are given
for a field strength of 1.5 T. 𝑇2 values are independent of the field strength.
Tissue

𝑻𝟏 (ms)

𝑻𝟐 (ms)

Subcutaneous fat

260

108

Skeletal muscle

880

45

Myocardium

880

75

Lung

820

139

Additional dephasing occurs due to time-invariant phenomena, such as
inhomogeneities in the static magnetic field. However, this dephasing is
reversible, as described in section 1.3.8. The relaxation rate including these
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reversible effects is faster than 𝑇2 and described by another constant, 𝑇2∗ , such
that 𝑇2∗ < 𝑇2 .

1.3.7 Bloch Equation
Combining the equation of motion for non-interacting spins 1.18 and the
interaction effects 1.45 and 1.47, one obtains:
𝑑𝐌
1
1
= 𝛾𝐌 × 𝐁 + (𝐌0 − 𝐌∥ ) − 𝐌⊥
𝑑𝑡
𝑇1
𝑇2

(1.48)

This is the Bloch equation, one of the most important practical results in MRI.
For 𝐁 = 𝐵0 𝐳̂, its components are:
𝑑𝑀𝑥
𝑀𝑥
= 𝜔0 𝑀𝑦 −
𝑑𝑡
𝑇2
𝑑𝑀𝑦
𝑀𝑦
= 𝜔0 𝑀𝑥 −
𝑑𝑡
𝑇2

(1.49)

𝑑𝑀𝑧 𝑀0 − 𝑀𝑧
=
𝑑𝑡
𝑇1
Solving for 𝐌 = (𝑀𝑥 , 𝑀𝑦 , 𝑀𝑧 ):
𝑡
𝑇2 (𝑀 (0) cos 𝜔 𝑡
𝑥
0

+ 𝑀𝑦 (0) sin 𝜔0 𝑡)

𝑡
𝑇2 (𝑀 (0) cos 𝜔 𝑡
𝑦
0

− 𝑀𝑥 (0) sin 𝜔0 𝑡)

𝑀𝑥 (𝑡) = 𝑒

−

𝑀𝑦 (𝑡) = 𝑒

−

𝑀𝑧 (𝑡) = 𝑀0 + (𝑀𝑧 (0) − 𝑀0 )𝑒

−

(1.50)

𝑡
𝑇1

These equations describe the return to equilibrium of the magnetization. The
longitudinal component, 𝑀𝑧 , increases towards its initial value 𝑀0 . The
transverse plane components, 𝑀𝑥 , 𝑀𝑦 , describe a rotation about the z-axis and
a decrease in magnitude towards zero (Figure 1.6).
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Figure 1.6 NMR relaxation, as described by the Bloch equation. Path followed
by the magnetization vector in the laboratory (fixed) frame of reference, as it
returns to the equilibrium state, 𝑴0 .

1.3.8 Echo Formation
During the transient phase immediately after excitation, the nonzero
transverse magnetization produces a measurable signal called free induction
decay (FID). The FID is not typically measured. Instead, reversible phase
dispersions are refocused to produce an echo signal. There are two types of
echoes: spin echoes and gradient echoes, depending on the dephasing and
refocusing mechanism.
A spin echo (SE) is created using the reversible dephasing caused by timeinvariant phenomena (Figure 1.7A). Spins begin to dephase immediately after
excitation. A 180° RF pulse (refocusing pulse) is then used to flip the spins.
Faster spins, whose phase would have been ahead before the refocusing
pulse, will now be behind. Conversely, slower spins will now be ahead. Spins
will eventually refocus again, generating the echo. The time between the
isocentre of the excitation RF pulse and the centre of the echo is called echo
time (TE). Refocusing pulses can reverse all reversible processes, so the
measured echo is subject to 𝑇2 decay.
A gradient echo (GRE) is created by introducing intentional dephasing with a
magnetic field gradient (Figure 1.7B). The application of a magnetic field
gradient causes intravoxel differences in the magnetic field, accelerating
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phase dispersion (see also Section 1.3.10). This dephasing gradient is
followed by a refocusing gradient with opposite polarity to refocus the
magnetization. This refocusing gradient is more often called a readout
gradient, because it is active during the echo and data acquisition (readout).
Unlike refocusing RF pulses, readout gradients only reverse the dephasing
caused by the dephasing gradient itself; therefore, the echo is subject to 𝑇2∗
decay. As a result, the echo time for gradient echoes is typically much shorter
than for spin echoes.
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Figure 1.7 Echo formation. Temporal evolution of the net magnetization after
a 90º excitation pulse, in two different scenarios. (A) A spin echo. The net
magnetization initially decays according to T2*. At TE/2, a 180º refocusing
pulse flips the spins. Magnetization decay due to reversible processes is
recovered, forming an echo at TE with a peak amplitude subject to T2 decay.
(B) A gradient echo. The net magnetization initially decays according to T2*.
A dephasing gradient accelerates this decay. A subsequent readout gradient
reverses the gradient-induced loss of magnetization to form an echo at TE,
subject to T2* decay. Note that the two types of echoes occur at different
timescales, as evidenced by the T2* relaxation curves.
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1.3.9 Data Acquisition
A time-varying transverse magnetization induces an electromotive force (emf)
on nearby conductors, as per Faraday’s law of induction. MR systems are
equipped with receive coils to register this signal. The measured signal goes
through multiple processing steps before digitisation, which may include
filtering and several amplification stages. An important step is demodulation,
which measures the signal relative to the carrier frequency of the input RF
field, which is usually equal to the Larmor frequency 𝜔0 . This greatly reduces
the bandwidth of the signal, separating the information-carrying low-frequency
components from the high-frequency carrier wave. The demodulated signal is
then sampled using an analogue-to-digital converter (ADC) for digital storage
and further processing.

1.3.10

Spatial Encoding

The key to MR image formation resides in the relationship between the
magnetic field and the frequency of precession, as described by the Larmor
equation (Equation 1.22).
During an MR experiment, receive coils simultaneously measure signal from
the entire excited sample. Under a constant 𝐁0 field, such a signal does not
contain any spatial information. However, under a spatially varying magnetic
field, spins will precess at different frequencies depending on their location
within the sample. As a result, frequency and phase carry encoded spatial
information.
Let 𝐁 = 𝐵𝐳̂ so that we can treat the magnetic field as a scalar quantity. Let 𝐵 =
𝐵(𝐫) be a function of spatial position 𝐫 = (𝑥, 𝑦, 𝑧). A magnetic field gradient is
a spatially varying perturbation of a magnetic field 𝐵(𝐫), such that:
𝐆 = (𝐺𝑥 , 𝐺𝑦 , 𝐺𝑧 ) = ∇𝐵(𝐫) = (

𝜕𝐵 𝜕𝐵 𝜕𝐵
,
, )
𝜕𝑥 𝜕𝑦 𝜕𝑧

(1.51)

where 𝐆 is measured in mT/m and does not itself depend on 𝐫 if we limit the
discussion to linear gradients. Such linear field gradients are created in MR
scanners by an orthogonal system of dedicated gradient coils, able to produce
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gradients in any spatial direction. Under the presence of these fields, a spin
will experience a magnetic field 𝐵(𝐫) equal to the static magnetic field, 𝐵0, plus
the gradient perturbation:
𝐵(𝐫) = 𝐵0 + 𝐆 ⋅ 𝐫

(1.52)

Unlike the static field 𝐵0, field gradients can be controlled dynamically and
switched on and off, i.e., 𝐆 = 𝐆(𝑡). Therefore, the resulting magnetic field is
also a function of time:
𝐵(𝐫, 𝑡) = 𝐵0 + 𝐆(𝑡) ⋅ 𝐫

(1.53)

As per Equation 1.22, the frequency of precession 𝜔 under these conditions
will be:
𝜔(𝐫, 𝑡) = 𝛾𝐵0 + 𝛾𝐆(𝑡) ⋅ 𝐫 = 𝜔0 + 𝛾𝐆(𝑡) ⋅ 𝐫

(1.54)

which depends on the gradient field and the position. This frequency can also
be expressed as the difference with respect to the central frequency, 𝜔0 :
Δ𝜔(𝐫, 𝑡) = 𝜔(𝐫, 𝑡) − 𝜔0 = 𝐆(𝑡) ⋅ 𝐫

(1.55)

Indeed, this will be the measured frequency due to the demodulation step
described in section 1.3.9.
Let us now consider the accumulated phase, 𝜙, at time 𝑡:
𝑡

𝑡

𝜙(𝐫, 𝑡) = ∫ Δ𝜔(𝐫, 𝜏) 𝑑𝜏 = ∫ 𝛾𝐆(𝜏) ⋅ 𝐫 𝑑𝜏
0

𝑡

0

(1.56)

= 𝛾 (∫ 𝐆(𝜏) 𝑑𝜏) ⋅ 𝐫
0

It is useful here to define the gradient moment, or 𝐌 = (𝑀𝑥 , 𝑀𝑦 , 𝑀𝑧 ), which is
the time-integral of the gradient amplitude, computed independently for each
direction:
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𝑡

𝐌(𝑡) = ∫ 𝐆(𝜏) 𝑑𝜏

(1.57)

0

Using this definition, Equation 1.56 for the accumulated phase can be
simplified as:
𝜙(𝐫, 𝑡) = 𝛾𝐌(𝑡) ⋅ 𝐫

(1.58)

A spin at position 𝐫 at time 𝑡 will have a phase which depends on the gradient
moment applied so far and its own location 𝐫. In addition, we know that the
amplitude of the signal will be proportional to the local spin density, 𝜌(𝐫).
Therefore, spins at location 𝐫 will generate the following signal, 𝑠(𝐫, 𝑡):
𝑠(𝐫, 𝑡) = 𝜌(𝐫)𝑒 𝑖𝜙(𝐫,𝑡) = 𝜌(𝐫)𝑒 𝑖𝜆𝐌(𝑡)⋅𝐫

(1.59)

Receive coils measure the combination of all signal contributions, 𝑚(𝑡), from
the sample or image domain, 𝐼:
𝑚(𝑡) = ∭ 𝑠(𝐫, 𝑡) 𝑑 3 𝑟 = ∭ 𝜌(𝐫)𝑒 𝑖𝜆𝐌(𝑡)⋅𝐫 𝑑3 𝑟
𝐼

(1.60)

𝐼

Let us now define a new variable, 𝐤(𝑡), which is proportional to the gradient
moment applied so far and whose meaning will become clear later:
𝐤(𝑡) = −𝜆𝐌(𝑡)

(1.61)

We can substitute this expression into Equation 1.60 to obtain:
𝑚(𝑡) = ∭ 𝜌(𝐫)𝑒 −𝑖𝐤(𝑡)⋅𝐫 𝑑3 𝑟

(1.62)

𝐼

Or, as a function of 𝐤 instead of 𝑡:
𝑚(𝐤) = ∭ 𝜌(𝐫)𝑒 −𝑖𝐤⋅𝐫 𝑑 3 𝑟 = ℱ(𝜌(𝐫))

(1.63)

𝐼

Which turns out to be the expression for the 3D Fourier transform (FT) of 𝜌(𝐫),
where 𝐤 = (𝑘𝑥 , 𝑘𝑦 , 𝑘𝑧 ) is the spatial frequency and is measured in m−1.
Therefore, the spin density map 𝜌(𝐫) (i.e., the image) can be obtained using
the inverse Fourier transform of the measurement, 𝑚(𝐤):
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𝜌(𝐫) = ℱ −1 (𝑚(𝐤)) = ∭ 𝑚(𝐤)𝑒 𝑖𝐤⋅𝐫 𝑑 3 𝑘

(1.64)

𝐾

This is one of the key concepts in MRI: the measurement samples the spatial
frequency domain, also called k-space. Note that, so far, we have described
the general case of 3D imaging. In MRI, it is possible to image 2D slices or 3D
slabs. The above discussion remains relevant in the 2D case, by simply setting
𝑧 = 0 and 𝑘𝑧 = 0.

1.3.10.1

k-Space Discretization

k-space is a continuous signal, but it can only be digitally sampled at a finite
number of points. Therefore, the spin density is obtained using the discrete
Fourier transform (DFT).
It can be shown that a signal with finite spatial bandwidth can be accurately
reconstructed given that the spatial sampling rate (i.e., pixel size) Δ𝑟 verifies:

Δ𝑟 <

1
2𝑘max

(1.65)

Where 𝑘max is the bandwidth or maximum spatial frequency. This is the usual
formulation of the Nyquist-Shannon sampling theorem.
In MRI, sampling is not done in the space domain, but in the frequency domain.
Although the logic is reversed, the theorem remains true and could be stated
as follows: a signal with finite spatial coverage can be accurately reconstructed
given a frequency sampling rate Δ𝑘 such that:

Δ𝑘 <

1
2𝑟max

(1.66)

Where [−𝑟max , 𝑟max ] is the extent of the spatial coverage. Note that 2𝑟max is the
field of view, or 𝐹𝑂𝑉. By analogy, 2𝑘max is also sometimes referred to as the
k-space field of view, or 𝐹𝑂𝑉𝑘 .
Equations 1.65 and 1.66 indicate the minimum k-space sampling requirements
in order to reconstruct an image with field of view 𝐹𝑂𝑉 and pixel size Δ𝑟:

65

Chapter 1

𝑘max >

1
2Δ𝑟

(1.67)

1
Δ𝑘 <
𝐹𝑂𝑉
If the first condition is violated, i.e., k-space is not sampled to a sufficient 𝑘max ,
the effective pixel size will be higher and the images will appear blurrier than
desired. If the second condition is violated, i.e., k-space is not sampled at a
sufficient density, it will result in an effective reduction of the field of view and
the appearance of aliasing artefacts in the reconstructed image (Figure 1.8).

Figure 1.8 Aliasing artefacts. (A) Fully sampled image without artefact. (B, C,
D) Undersampled images with different types of aliasing artefact characteristic
of Cartesian, radial and spiral k-space trajectories, respectively. See Section
1.3.12 for a description of these trajectories.

1.3.11

Slice Selection

Spin excitation is necessary before any NMR signal can be measured.
However, indiscriminate excitation of all spins in a sample would result in NMR
signal being generated in regions outside the anatomy of interest (signal which
would alias into the image unless resolved using a correspondingly large
FOV). To prevent this, only a slice or slab of the tissue of interest are typically
excited. This is called slice selection and is achieved with the simultaneous
application of a frequency-selective excitation RF pulse and a linear field
gradient. Note that slice selection typically works along a single dimension,
and this is what this section describes. Aliasing along other dimensions is
resolved or prevented in other ways. While it is possible to perform spatially
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selective excitation along multiple dimensions, this is outside the scope of this
thesis.
RF pulses are created by modulating the amplitude of an RF carrier wave,
which oscillates at the Larmor frequency 𝜔0 (Figure 1.9). The shape of the
modulation signal is the envelope. The Fourier transform of the envelope
determines the frequencies that will be affected by the RF pulse. The envelope
can be designed to maximize interaction within a particular range of
frequencies, as defined by the central frequency and the bandwidth, with
minimal interaction outside this range. One such envelope is the sinc function,
whose Fourier transform is the rectangular or boxcar function. Naturally, the
sinc function (or indeed, any function with finite frequency domain support) has
infinite time domain support. Therefore, it is necessary to use a windowed
waveform. The window may be rectangular (truncation) or smooth (e.g.,
Hamming); the purpose of the latter being to minimize distortion of the
frequency profile. There are also other, more advanced methods to obtain
better frequency profiles or shorten pulse length, such as the Shinnar-Le Roux
(SLR) algorithm [12], but these were not used in this work and will not be
described in detail here.

0

Figure 1.9 Frequency-selective RF pulse. A windowed sinc RF pulse with an
approximately rectangular frequency profile.
Let us now consider a constant field gradient along the 𝑧 direction, 𝐆 = 𝐺𝑧 𝐳̂.
According to Equation 1.22, this will cause spins to precess with a frequency
that varies linearly along the 𝑧 direction:
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𝜔(𝑧) = 𝜔0 + 𝛾𝐺𝑧 𝑧

(1.68)

Under these conditions, the application of a sinc pulse results in the excitation
of a slice of tissue in the 𝑥𝑦 plane, with the same spatial profile as the pulse’s
frequency profile (Figure 1.10). The central frequency of the RF pulse, 𝜔𝑅𝐹 ,
determines the location of the excited slice:
𝑧=

𝜔𝑅𝐹 − 𝜔0
𝛾𝐺𝑧

(1.69)

Note that for 𝜔𝑅𝐹 = 𝜔0 , the slice position is 𝑧 = 0: the slice is in the isocentre.
The slice thickness is determined by the bandwidth of the RF pulse, Δ𝜔𝑅𝐹 , and
the gradient amplitude, 𝐺𝑧 :
Δ𝑧 =

Δ𝜔RF
𝛾𝐺𝑧

(1.70)

RF pulses applied together with a slice selection gradient are referred to as
slice or slab-selective RF pulses.

Figure 1.10 Slice selection. A frequency-selective RF pulse in combination
with a linear magnetic field gradient can be used to selectively excite a slice
or slab of tissue.
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1.3.12

k-Space Sampling

Equation 1.62 underlines the sequential nature of the MRI measurement. At a
given time, the measured signal represents a single frequency component. To
obtain an unaliased image using the inverse Fourier transform, all required
frequency components, as described in Section 1.3.10.1, must be measured.
Another important insight lies in Equation 1.60, which indicates that at a given
time, the frequency being sampled is proportional to the gradient moment
applied so far. Therefore, gradients provide a way to “translate” the “measuring
probe” around k-space. The gradient amplitude defines the “velocity” of
movement. The larger the gradient amplitude, the faster the translation. The
longer the gradient stays on, the larger the accrued translation. In other words,
the gradients determine the k-space trajectory.
One can envision using appropriately designed gradients to measure the full
k-space after a single excitation. In practice, however, several factors make
this unfeasible. First, signal decays with time due to relaxation effects, as
described in Section 1.3.6, which limits the measurement time per excitation.
Second, gradients cannot be switched to arbitrary amplitudes at arbitrary
speeds, due to hardware and physiological limitations (see Section 1.4.3 and
Section 1.4.4), which limits the speed at which k-space can be traversed.
Third, the ADC cannot sample the signal arbitrarily fast, which also limits the
measurement speed. For all these reasons, the measurement is typically split
into multiple excitations, and a partial k-space is measured after each. Each
of these partial measurements is called a readout.
It should be noted that gradients can be used either before the readout or
during the readout. Gradients before the readout can be used to set the initial
𝐤, while gradients used during the readout cause a translation simultaneous
with the sampling.
The most common and straightforward sampling technique is the Cartesian
trajectory, where k-space is sampled on a Cartesian grid (see Section
1.3.12.1). However, there are also non-Cartesian sampling techniques, which
in some applications present considerable advantages. The most widespread
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of these are radial and spiral trajectories (see Section 1.3.12.2 and Section
1.3.12.3, respectively).

1.3.12.1

Cartesian Sampling

In Cartesian sampling, each readout collects one line of k-space (Figure
1.11A). A line comprises the full extent of k-space in one of the spatial
frequency dimensions (the readout dimension). To achieve this, a constant
gradient is applied along this dimension (see Section 1.4). Under the effect of
such a gradient, spins resonate at a frequency proportional to their position
along the readout dimension. For this reason, this is often referred to as
frequency encoding. In fact, however, the ultimate carrier of spatial information
is phase, as described in Section 1.3.10—frequency is merely a proxy for the
phase accrued.

Figure 1.11 Common k-space sampling trajectories. (A) Cartesian trajectory.
(B) Radial trajectory. (C) Spiral trajectory.
All lines in a Cartesian grid are collected using the same readout gradient. The
different lines are shifted by applying additional gradients before the readout
along the remaining dimensions. These gradients are switched on for a brief
period to apply the necessary moment and then switched off before the
readout, so the 𝐤 along these dimensions remains constant during the
readout. This is called phase encoding. There can be one or two phase
encoding dimensions (in 2D and 3D imaging, respectively). In 3D, phase
encoding along the slice selection dimension (see Section 1.3.11) is also
called slice encoding or partition encoding.
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The main advantage of Cartesian trajectories is their simplicity. The inverse
Fourier transform is simpler and faster thanks to the fast Fourier transform
(FFT) algorithm, which is much faster than a naïve DFT implementation but
relies on k-space samples being on a Cartesian grid.

1.3.12.2

Radial Sampling

In radial trajectories, each readout is a radial spoke which covers k-space from
edge to edge, passing through the middle (Figure 1.11B). The readout
direction is rotated continuously. Therefore, readout gradients are played out
in two logical axes, and phase encoding gradients are not necessary. This
ultimately results in the acquisition of a circular rather than rectangular kspace.
Radial sampling is relatively insensitive to motion. Because the readout
direction changes continuously, motion manifests as a diffuse noise-like
artefact rather than as discrete ghosts. In addition, a sampling density curve,
inversely proportional to the distance to the centre, is naturally established.
The high sampling density around the centre of k-space, where most of the
signal’s energy is concentrated, makes radial sampling more robust to aliasing
artefacts.
Radial trajectories can also be extended to perform 3D imaging. The most
frequently used 3D radial trajectories are stack of stars, where radial spokes
are stacked along the third dimension using partition encoding, and “kooshball” trajectories, where spokes are arranged in any direction within a spherical
k-space.

1.3.12.3

Spiral Sampling

Spiral trajectories usually begin at the centre of k-space and then follow an
outwards spiral path until the edge of k-space is reached (Figure 1.11C).
A key advantage of spiral imaging is efficiency. Long readouts mean more
data can be acquired in each excitation, reducing the required number of
repetitions. In addition, like radial sampling, spiral sampling is more insensitive
to motion artefacts than Cartesian sampling. Spirals can be both uniform and
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variable density, depending on how sampling density varies with distance from
the k-space centre. Due to hardware limitations, even “uniform” density spirals
are typically oversampled near the centre of k-space. Nonetheless, spirals are
usually less biased towards the centre of k-space than radial trajectories,
which also contributes to their efficiency.
An important disadvantage of spiral imaging is its susceptibility to offresonance effects [13], [14]. Off-resonance effects are signal contributions
from spins resonating at a frequency other than the RF excitation frequency,
due to their molecular environment (chemical shift), inhomogeneity of the
static magnetic field or susceptibility variations. These spins are mapped to
incorrect positions. In Cartesian imaging, where the readout direction is
constant, these spins appear shifted in the image. In spiral imaging, however,
the readout direction changes continuously, so the spins are shifted in every
direction and appear blurred. As spins accumulate phase deviations, this
effect becomes worse. Therefore, the severity of the blurring increases with
readout length. Another issue is that spiral trajectories tend to suffer from
increased aliasing from signal outside the FOV, since they do not benefit from
increased FOV due to readout oversampling.
Spiral trajectories can be extended to 3D as well. There are many 3D
extensions of the spiral trajectory, such as stack of spirals [15], which is
analogous to the radial stack of stars, and cones [16], [17], in which spiral-like
trajectories are traced on the surface of a cone.

1.4 Pulse Sequences
As described in Section 1.1, the MRI measurement involves the timely use of
different components, including RF pulses, field gradients and data acquisition
and digitisation. In this section, we take a closer look at how those different
components are coordinated, with a focus on those concepts which are most
relevant to this work.
A pulse sequence is a program that controls and coordinates the MR system
components, including radiofrequency transmitters, magnetic field gradients
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and receiver hardware, in order to perform the necessary measurements to
obtain an image, according to the parameters selected by the user.
There are many pulse sequences in MRI. Pulse sequences determine the
appearance of the resulting images, the tissue properties that are being
measured, and the acquisition time. Therefore, different pulse sequences are
suitable to different applications.
The important sequences in this work, and indeed in many cardiovascular
applications, fall under the broad group of gradient echo (GRE) sequences
(see section 1.3.8). There are other types of pulse sequences, such as spin
echo or inversion recovery sequences, but these are outside the scope of this
work and will not be discussed here.

1.4.1 Gradient Echo Sequences
Figure 1.12 is a diagram of an example Cartesian GRE pulse sequence. It
shows the activity of four programmer-controlled elements: the carrier wave
synthesizer, the pulse modulator, the 3D gradient system and the data
acquisition system. The carrier wave synthesizer is a numerically-controlled
oscillator (NCO) which generates an RF wave at a programmer-controlled
frequency and phase. The figure shows the phase of the synthesized wave.
The frequency is usually the central water excitation frequency and this is
assumed to be the case from now on. The pulse modulator (RF) modulates
the amplitude of the carrier wave according to the desired pulse envelope (see
Section 1.3.11). The gradient amplitude is shown for each of the three logical
axes1: readout (RO), phase encoding (PE) and slice selection (SS). The
digitiser (ADC) is shown as either on or off depending on whether data are
being collected.

1

The (RO, PE, SS) logical coordinate system is particularly useful in sequence
programming. Its relationship to the physical coordinate system (x, y, z), in
which the gradient system resides, is determined by a rotation matrix
dependent on the slice orientation.
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Figure 1.12 Diagram of a spoiled gradient echo (spGRE) sequence. In this
example, a 2D Cartesian sequence is depicted. The figure shows the pulse
envelopes (RF), the phase of the numerically controlled oscillator (NCO), the
on/off state of the analogue-digital converter (ADC) and the gradient
magnitude along the three logical axes (GRO, GPE, GSS). This steady-state
sequence consists of a train of excitation RF pulses and readouts with short
echo time (TE) and repetition time (TR). RF spoiling is achieved by applying
linearly increasing increments to the phase of the carrier wave. The same
signal is used as reference for the demodulator while the ADC is on. A phase
encoding table is used to sample a different set of spatial frequencies during
each readout. Spoiler gradients are used to dephase residual magnetization
at the end of each TR (the axes along which spoiling is applied is not relevant
and can be selected on the basis of practical considerations such as which
axes have a greater degree of dephasing to begin with). Rewinder gradients
are used to ensure that the 0th gradient moments are the same in all TRs.
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The basic backbone of all pulse sequences is a train of excitation RF pulses,
which are repeated cyclically. With each excitation, a readout can be obtained2
(see Section 1.3.12).
The time between successive excitations is called repetition time (TR). Three
programmer-controlled elements are active during excitation: the carrier wave
synthesizer, the pulse modulator and the slice selection gradient (see Section
1.3.11). The NCO phase depends on the pulse sequence and is further
discussed in Section 1.4.2.
Following excitation, several gradient events may occur to prepare for readout:
•

A refocusing gradient along the SS direction corrects the dephasing
introduced by the slice select gradient itself. The moment of this
gradient should be equal in magnitude and of opposite polarity to the
moment introduced by the slice select gradient since the time of the RF
isocenter.

•

Phase encoding gradients along the PE and SS directions apply the
necessary

dephasing

to

measure

the

corresponding

spatial

frequencies (see Section 1.3.12). These vary from readout to readout.
Usually their duration is kept constant and their amplitude is adjusted
to provide the required moment.
•

A dephasing gradient along the RO dimension. This dephasing
gradient is necessary to start the measurement from the edge of kspace and has a moment equal in magnitude (but opposite polarity) to
the moment applied by the readout gradient up to the echo time.

It should be noted that these gradients can occur simultaneously to minimize
timing. In addition, where two or more gradients need to be applied along the
same axis, their moments can be combined into a single lobe.

2

In multi-echo sequences, more than one readout may be obtained after each
excitation. These sequences are not relevant to this work and will not be
discussed here.
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Once spins are resonating with the desired phase, data acquisition can begin.
The readout gradient and the ADC events are played simultaneously. At some
point during the readout, often at the middle, the centre of k-space is
measured. The time between the RF isocentre and this point is the echo time
(TE). Note that the NCO is also active during data acquisition as it provides a
reference signal for the demodulator (see Section 1.3.9).

1.4.2 Fast Imaging Sequences
If the TR is long enough (> 5 s), the magnetization will recover its equilibrium
state before the next excitation and no further events are required. However,
typically it is desirable to use a much shorter TR to reduce total acquisition
time. In this case, however, the effect of successive excitations on the
magnetization cannot be considered in isolation and further actions may be
necessary to prepare the magnetization for the next excitation. These actions
may include:
•

Spoiling gradients apply a large dephasing moment to destroy the
remaining transverse magnetization.

•

Refocusing or rewinder gradients aim to restore the magnetization by
undoing any dephasing introduced by earlier gradients, including
readout and phase encoding gradients.

•

Dephasing gradients can be applied to compensate the moment
introduced by the following slice selection gradient up to the RF
isocentre.

Of the gradient echo sequences, one group is particularly important in
cardiovascular imaging: steady state free precession (SSFP) sequences3,
characterised by a TR short enough that magnetization cannot recover
between pulses. As spins are repeatedly excited, the magnetization

3

The term SSFP is frequently used to refer exclusively to balanced SSFP
sequences. In this work, SSFP has the more general meaning encompassing
all steady state sequences. Where balanced SSFP is meant, the qualifier
balanced or the acronym bSSFP will be used.
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approaches a steady state where imaging takes place. These sequences are
popular because they can generate contrast at very low TR, massively
decreasing acquisition time.
Essentially, there are two types of steady state sequences, depending on
whether the transverse magnetization is allowed to reach a steady state:
spoiled gradient echo and balanced SSFP. This section will outline their
general properties.

1.4.2.1 Spoiled Gradient Echo (spGRE)
Spoiled gradient echo sequences, originally described by Haase et al. in 1986
[18], are based on the elimination or spoiling of the remaining transverse
magnetization at the end of the TR. Their steady state is said to be incoherent.
A diagram of an spGRE sequence was shown in Figure 1.12.
Spoiling can be achieved in different ways, but the most effective method is
RF spoiling, where a linearly increasing phase shift is applied to the excitation
pulse [19]–[22]. The phase shift increment is usually 50° or 117°, values which
have been shown be effective. Besides the RF phase cycling, a constant
spoiler gradient is applied at the end of the TR to introduce an intravoxel phase
dispersion of at least 360°.
Assuming perfect spoiling, the steady state magnetization 𝑀𝑆𝑆 is dependent
on proton density 𝑀0 , repetition time 𝑇𝑅, relaxation constant 𝑇1 and flip angle
𝛼:

𝑀𝑆𝑆 = 𝑀0

1−𝑒
1−𝑒

−

−

𝑇𝑅
𝑇1

𝑇𝑅
𝑇1

(1.71)

cos 𝛼

For a given 𝑇𝑅 and 𝑇1 , the flip angle that maximizes 𝑀𝑆𝑆 is known as the Ernst
angle:
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𝛼 = arccos 𝑒

−

𝑇𝑅
𝑇1

(1.72)

The Ernst angle is usually much lower than 90°. spGRE images are strongly
𝑇1 -weighted; the contribution of 𝑇2 to spGRE image contrast is negligible.
Other acronyms frequently used for spGRE are FLASH (fast low angle shot),
SPGR (spoiled gradient echo) and T1-FFE (T1 fast field echo), which are trade
names used by Siemens, GE and Philips, respectively.

1.4.2.2 Balanced Steady State Free Precession (bSSFP)
A balanced steady state free precession (bSSFP) sequence was introduced
by Oppelt et al. in 1986 [23] and gained popularity in the late 1990s as MR
hardware became powerful enough [24]. A diagram of a balanced SSFP
sequence is shown in Figure 1.13.
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Figure 1.13 Diagram of a balanced steady state free precession sequence
(bSSFP). In this example, a 2D Cartesian sequence is depicted. The figure
shows the pulse envelopes (RF), the phase of the numerically controlled
oscillator (NCO), the on/off state of the analogue-digital converter (ADC) and
the gradient magnitude along the three logical axes (GRO, GPE, GSS). This
steady-state sequence consists of a train of excitation RF pulses and readouts
with short echo time (TE) and repetition time (TR). The NCO phase alternates
between 0° and 180°. The same signal is used as reference for the
demodulator while the ADC is on. A phase encoding table is used to sample
a different set of spatial frequencies during each readout. Rewinder gradients
are used to ensure that the 0th gradient moments are nulled in each TR.
Unlike in spGRE, the transverse magnetization is not dephased and is allowed
to contribute to the formation of a coherent steady state. In bSSFP sequences,
the gradient-induced dephasing (i.e., gradient moment) within each TR is zero.
In other words, gradients are balanced. The phase of the RF carrier wave is
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cycled between 0° and 180°. In other words, excitation consists of a train of
alternating ±𝛼 pulses.
The steady state magnetization in bSSFP sequences is relatively complicated
and depends on proton density 𝑀0 , repetition time TR, relaxation constants 𝑇1
and 𝑇2 and flip angle 𝛼:

𝑀𝑆𝑆 = 𝑀0

Where 𝐸1,2 = 𝑒

−

𝑇𝑅
𝑇1,2

√𝐸2 (1 − 𝐸1 ) sin 𝛼
1 − (𝐸1 − 𝐸2 ) cos 𝛼 − 𝐸1 𝐸2

(1.73)

. Under the assumption that 𝑇𝑅 ≪ 𝑇1 , 𝑇2 (true in typical

circumstances), this can be simplified to:

𝑀𝑆𝑆 = 𝑀0

sin 𝛼
𝑇
1 + cos 𝛼 + (1 − cos 𝛼) 𝑇1

(1.74)

2

Where it becomes obvious that the contrast weighting is 𝑇2 ⁄𝑇1 . This type of
contrast has some desirable properties. For example, bSSFP images offer
very good contrast between blood and myocardium, or between fat and
muscle, due to the very different 𝑇2 ⁄𝑇1 ratios in these tissues. It should also be
noted that the value of 𝑀𝑆𝑆 , and thus the available signal, is the highest of any
known sequence. For a given 𝑇1 and 𝑇2 , the flip angle that maximizes signal
is given by:
𝑇1
𝑇2 − 1
𝛼 = arccos
𝑇1
𝑇2 + 1

(1.75)

Typically, flip angles between 60-90° are used to maximise contrast.
The above equations are valid at on-resonance frequencies. However, bSSFP
steady state magnetization is very sensitive to off-resonance effects. At
frequencies beyond a certain limit, there is a conspicuous signal drop,
resulting in characteristic dark band artefacts. Their appearance can be
avoided by careful shimming and the use of a very short TR, since the range
of acceptable off-resonance frequencies is inversely proportional to TR.
80

Background

A related issue is the sensitivity of bSSFP to stepwise changing eddy
currents4. When gradients vary by a large amount between consecutive TRs,
i.e., there are large jumps in k-space, eddy current induced dephasing can
cause large fluctuations in the signal, resulting in image artefacts. Therefore,
k-space steps must generally be kept small. Other strategies to mitigate these
effects have been proposed, like pairing of phase encoding steps and throughslice equilibration [25].
Finally, it should be noted that the steady state is not reached immediately,
but there is a transient phase that lasts approximately 5 × 𝑇1 ⁄𝑇𝑅. Signal
fluctuations during this time render imaging data useless. Several methods
exist to accelerate steady state formation, such as running an 𝛼 ⁄2 pulse at
𝑇𝑅⁄2 before the first pulse in the train [26] or a Kaiser-windowed ramp of
pulses of increasing flip angle [27].
Trade names for bSSFP sequences are TrueFISP (true fast imaging with
steady-state precession), FIESTA (fast imaging employing steady-state
acquisition) and b-FFE (balanced fast field echo), used by Siemens, GE and
Philips, respectively.

1.4.3 Hardware Limitations
The design of the pulse sequence must account for the limitations imposed by
the hardware. In practice, the most important of these are related to gradient
performance. Stronger, faster gradients enable faster imaging, mainly
because k-space can be traversed faster, but driving stronger gradients is
more demanding on hardware. There are two important limits to be aware of:

4

Eddy currents are currents induced in nearby conductors by time-varying
magnetic fields. Magnetic gradient fields can induce these currents in multiple
elements of an MR scanner. In turn, eddy currents create their own magnetic
fields, thus causing a deviation from the desired magnetic gradient. Although
the effects of eddy currents can be mitigated by using shielding or
preemphasis, their complete elimination is not currently feasible.
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•

Maximum gradient amplitude: This is the maximum field gradient the
system can produce and is usually measured in mT/m. This is primarily
limited by the power efficiency of the gradient coils and the ability of the
system to dissipate heat. The system used in this work (Siemens
Avanto 1.5 T, Siemens Healthineers, Erlangen, Germany) has a
maximum gradient amplitude of 40 mT/m.

•

Maximum slew rate: This is the maximum speed at which the system
can change the gradient field, and is usually measured in (mT/m)∙ms.
The current through gradient coils cannot be changed arbitrarily fast
due to self-inductance. The system used in this work has a maximum
slew rate of 180 (mT/m)∙ms. An alternative definition is the minimum
rise time, more conveniently measured in µs/(mT/m), which is the
reciprocal of the maximum slew rate.

1.4.4 Safety and Physiological Effects
The electromagnetic fields used in MRI can interact with tissue in various
ways. Two effects are of relevance and must be taken into account during
sequence preparation: heat absorption and nervous stimulation.

1.4.4.1 Heat Absorption
When RF waves interact with biological tissue, part of their energy is absorbed.
Most of this energy is converted to heat, which in turn increases the patient’s
core temperature. This heat load must be controlled in order to prevent an
excessive thermoregulatory response (increased cardiac output and
peripheral vasodilation) and other potentially harmful effects. The amount of
energy absorbed by tissue is measured by the specific absorption rate (SAR),
in watts per kilogram (W/kg).
Commercial MR scanners have an in-built SAR estimation algorithm, which
uses the sequence details, system-specific information, patient weight and the
load in the transmit coil to produce a SAR estimate before running the
sequence. This estimate is then compared to a set of standardized limits to
decide whether the sequence is safe to run under the active operating mode.
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The core temperature increase induced in a subject does not only depend on
the SAR, but also on the subject’s ability to dissipate heat. This is influenced
by other factors such as air temperature, relative humidity, airflow rate and
degree of insulation (clothing).

1.4.4.2 Nervous Stimulation
As per Faraday’s law, time-varying magnetic fields used in MRI induce a
current in nearby conductors, which includes the patient. If the induced current
is large enough, it may trigger cellular depolarization in excitable tissue. Two
possible outcomes deserve attention:
•

Cardiac stimulation (CS). A current flowing through the heart may
trigger cardiac fibrillation, a condition in which chaotic electrical activity
disrupts the beating of the heart. This is a serious, life-threatening
situation.

•

Peripheral nerve stimulation (PNS). The activation of nerve fibres in the
peripheral nervous system is also of concern. These stimuli may be
intolerably painful and may elicit involuntary muscle contraction,
seriously compromising patient comfort as well as the clinical
examination.

Stimulation effects are complex, but several models exist that attempt to
predict PNS thresholds [28], [29] which can be used to aid in the design of
magnetic field gradients during sequence preparation.
In addition to stimulation effects, electric currents flowing through the patient
will cause heating as per the Joule effect. In practice, this heating is small and
is of minor concern, although it should be noted that its effect is additive to the
heating caused by the RF radiation (see Section 1.4.4.1).

1.5 Image Reconstruction and Accelerated
Imaging
As I have described, the MR measurement samples the frequency domain, or
k-space, of the object of interest (see Section 1.3.10). This raw data needs to
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be digitally processed to obtain the image. This process is called image
reconstruction.
In general terms, the image 𝑥 is the solution to the following inverse problem:
𝑦 = 𝐴𝑥 + 𝜖

(1.76)

Where 𝑦 is the measured k-space data, 𝐴 is the system matrix and 𝜖 is a
random noise term.
The Nyquist-Shannon sampling theorem stipulates the minimum k-space
sampling requirements to obtain an image with a certain field of view and
spatial resolution (see Section 1.3.10.1). When these requirements are met,
the system matrix 𝐴 is simply the Fourier transform ℱ, and the image can be
reconstructed using direct inversion (the inverse DFT).
𝑥 = 𝐴−1 𝑦 = ℱ −1 𝑦

(1.77)

Due to the inherently sequential nature of the measurement (see Section
1.3.10), MR imaging is slow, often running to several minutes per acquisition.
This is significantly longer than for other imaging technologies, such as
computerized tomography (CT) or echography. Long scans are bothersome
for patients and increase the potential for disturbances such as motion to occur
during the examination. In addition, they reduce the throughput of clinical
services and increase their costs. As a result, there is great interest in keeping
the acquisition time as low as possible.
Fundamentally, there are only two ways to accelerate the MRI acquisition: to
collect the necessary data faster, or to collect a smaller amount of data. The
first belongs to the fields of pulse sequence design and scanner hardware
design. Fast imaging sequences have been developed that can generate
contrast with low TR (see Section 1.4.2). Non-Cartesian trajectories have been
devised to sample k-space more efficiently (see Section 1.3.12). Advances in
hardware, including more powerful gradient systems, have also enabled faster
imaging.
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The second approach, to collect less data, is relatively straightforward from an
acquisition point of view, but causes a violation of the Nyquist criterion. In this
case, the system matrix of Equation 1.76 corresponds to an undersampled
Fourier transform operator and may also include other elements such as a coil
sensitivity modulation operator. The accelerated reconstruction problem is illposed and has infinite solutions in the absence of additional constraints.
One of the solutions is the so-called zero-filled solution, obtained by assuming
that unknown samples are zero. The calculation of a zero-filled solution is part
of many reconstruction methods, but it generally displays substantial aliasing
artefact and is not by itself a good accelerated reconstruction method (see
Figure 1.8).
Direct inversion is not an appropriate reconstruction method for ill-posed
systems, so it is often useful to recast the problem in Equation 1.76 as the
following minimization problem:
1
𝑥 = argmin ‖𝐴𝑥 − 𝑦‖22
2
𝑥

(1.78)

This problem consists in finding 𝑥 such that the squared error between the
corresponding k-space data, 𝐴𝑥, and the true measurement, 𝑦, is minimized.
This formulation allows the incorporation of additional terms in the objective
function, and its benefit will become clear below.
Advanced reconstruction technologies have been developed which aim to
resolve the ambiguity of an undersampled k-space. Such techniques rely on
additional encoding information or prior knowledge about the image. Three
broad technologies stand out for their importance: parallel imaging (PI),
compressed sensing (CS) and, more recently, machine learning (ML).

1.5.1 Parallel Imaging
Parallel imaging (PI) enables scan acceleration by combining data from
receiver arrays containing multiple independent coils. When using parallel
imaging, k-space is sampled at a lower density. As a result, the field of view
(FOV) is reduced and the intensity of a voxel in the reduced FOV becomes a
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combination of signal contributions from multiple points in the full FOV (foldover5, see Figure 1.8B). In other words, aliasing occurs. Taken separately,
each coil does not have enough information to reconstruct an alias-free image,
but the combination of two or more spatially distributed coils might. This is
because each coil’s response to magnetic fields (its sensitivity profile) is
spatially varying, as described by the Biot-Savart law. Multiple coils with
distinct sensitivity profiles provide additional spatial encoding information,
which can be leveraged to unfold the aliased images.
The potential of using multiple detectors to accelerate MR data collection has
been recognized since the 1980s [30]. Since then, many PI methods have
been developed. The following overview will focus on those more widely used
today and more relevant to this work, namely: Sensitivity Encoding (SENSE),
Generalized Autocalibrating Partially Parallel Acquisition (GRAPPA), Iterative
Self-Consistent Parallel Imaging Reconstruction (SPIRiT) and Efficient SPIRiT
(ESPIRiT). Many other parallel imaging methods, such as Simultaneous
Acquisition of Spatial Harmonics (SMASH) [31], Auto-calibrating SMASH
(AUTO-SMASH) [32] and Parallel Imaging with Localized Sensitivities (PILS)
[33] have been important to the development of parallel imaging but fall out of
the scope of this work.

1.5.1.1 Sensitivity Encoding (SENSE)
In 1999 Pruessmann et al. introduced the first widely adopted parallel imaging
method: SENSitivity Encoding, or SENSE [34]. Unlike earlier work, SENSE is
very flexible in terms of coil count or geometry and remains an essential
technology in clinical MRI to the present day.
Initially, undersampled k-space data from each channel 𝑖 is independently
Fourier transformed to obtain an aliased, reduced FOV image. In this image,

5

The name fold-over stems from the appearance of the aliasing artefact on
Cartesian imaging, where the image seems to fold onto itself. Artefacts in nonCartesian imaging have a different appearance.
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a pixel’s value 𝑃𝑖 is a linear combination of multiple pixels6 in the full FOV,
each weighted by the corresponding coil sensitivity:
𝑅

𝑃𝑖 = ∑ 𝑆𝑖𝑗 ⋅ 𝐴𝑗

(1.79)

𝑗=1

Where 𝑆𝑖𝑗 is the sensitivity of coil 𝑖 at position 𝑗, 𝐴𝑗 is the actual signal at
position 𝑗, and 𝑅 is the reduction or acceleration factor. For 𝑅 no larger than
the number of independent coils and given that the coil sensitivity profiles 𝑆
are known, the above system of equations is fully determined and can be
solved for 𝐴 to restore the full FOV signal.
The SENSE reconstruction relies on the explicit knowledge of accurate
sensitivity maps, which can be estimated from fully sampled, low resolution
data [35]. This reference data may be acquired separately. Alternatively,
imaging data itself may be used for the estimation, provided that the central
portion of k-space is sufficiently sampled.
While the principles of SENSE apply to any trajectory, the algorithm’s
computational complexity is considerably higher for non-Cartesian imaging.
Undersampling in non-Cartesian imaging results in complex aliasing patterns
which, in the general case, involve the superimposition of all full FOV pixels in
the aliased image. Consequently, the resulting system of linear equations is
very large, and significant time and computational resources are required to
solve it directly. To address this issue, Pruessmann et al. proposed in 2001 to
solve the linear system iteratively instead, using the conjugate gradients
method (CG-SENSE) [36].

6

In Cartesian imaging, the number of superimposed pixels is small and
determined by the acceleration factor. In non-Cartesian imaging, the number
of superimposed pixels is generally much larger and may include all pixels in
an image.
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1.5.1.2 Generalized Autocalibrating Partially Parallel
Acquisition (GRAPPA)
GeneRalized Autocalibrating Partially Parallel Acquisition, or GRAPPA, was
introduced by Griswold et al. in 2002 and is another widely used parallel
imaging method. Unlike SENSE, which attempts to unfold the aliases in image
space after Fourier inversion of the subsampled data, GRAPPA attempts to
predict the missing k-space data prior to the Fourier transform, so an aliasfree full FOV image can be obtained for each channel.
A GRAPPA acquisition is subsampled as desired except for the central portion
of k-space, which is acquired at the Nyquist rate. This fully sampled region is
called the autocalibration signal, or ACS. It is used to learn a set of weights7
which represents the mathematical relationship between a point in k-space
and its neighbours. These weights are shift invariant, and thus can be used to
fill in the missing samples on the subsampled region of k-space (target points)
by combining data from their respective neighbourhoods (source points). What
constitutes a neighbourhood, i.e., which points are relevant to the calculation
of a particular sample, is defined by the GRAPPA block or kernel. At the end
of this step, a fully sampled k-space is available for each individual coil. These
can then be transformed into the image domain and combined into a single
image using the method of choice.
The original GRAPPA method relies on k-space samples being located on a
Cartesian grid, so that the kernel can be freely translated to any location. In a
non-Cartesian k-space, however, the shape of the kernel varies with the
location, and so the weights are different too. As a result, multiple sets of
weights must be calibrated (in the general case, one for every target point), a
process which is in itself complicated by the fact that each kernel only appears
once. Multiple methods have been devised to address these issues [37]–[41].

7

The method used to calculate GRAPPA weights is dependent on the
implementation.
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Unlike CG-SENSE, these non-Cartesian GRAPPA methods are not iterative,
but they must be tailored to specific trajectories.

1.5.1.3 Iterative Self-Consistent Parallel Imaging
Reconstruction (SPIRiT)
In 2010, Lustig and Pauly presented a new method called iTerative Selfconsistent Parallel Imaging Reconstruction, or SPIRiT. It can take as input any
arbitrary trajectory, and its output is either a Cartesian k-space or an image for
each individual coil.
SPIRiT is formulated as a non-linear optimization problem which balances two
constraints. First, a calibration consistency constraint, based on GRAPPA,
which denotes the correlation between a k-space sample and its
neighbourhood. In SPIRiT, this form of consistency is enforced between a
point and its entire neighbourhood, including those points that have not been
acquired and whose value has been synthesized—unlike GRAPPA, which
does not include such points. This generalization is crucial to the method’s
support for arbitrary trajectories. Non-Cartesian samples are simply used to
synthesize a Cartesian k-space, and thus the kernel’s shift invariance is
maintained. Second, there is a data consistency constraint, which represents
the need to ensure that the reconstruction agrees with the raw data measured
by the scanner. This is done by resampling the synthesized data back onto
the original trajectory and comparing the values.
One of the main advantages of SPIRiT is its flexibility. It works on any k-space
trajectory and can readily incorporate additional constraints such as sparsity
(see 1.5.2). However, it is also more computationally demanding than earlier
techniques.

1.5.1.4 Efficient SPIRiT (ESPIRiT)
GRAPPA and SPIRiT are part of a group of so-called autocalibrating methods
because, unlike SENSE, they do not explicitly use coil sensitivity maps.
Rather, they are calibrated by fitting a kernel to the k-space data, which is
achieved by solving a linear system defined by a calibration matrix. However,
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it was recently observed that eigenvalue analysis of this matrix can be used to
obtain explicit sensitivity maps. This realization constitutes the basis for
Efficient SPIRiT, or ESPIRiT [42]. Once the coil sensitivity maps have been
computed, a classical SENSE reconstruction can be used to obtain the aliasfree image.
ESPIRiT inherits the advantages of SENSE, namely optimal reconstruction
quality, support for non-Cartesian trajectories and straightforward integration
of additional constraints. It also takes desirable features from GRAPPA, such
as its ability to recover unaliased images when the prescribed FOV is smaller
than the object. In such circumstances, a single set of sensitivity maps is
unable to fully explain the observed data, which is why SENSE fails. ESPIRiT
can overcome this issue by using multiple sensitivity maps. Finally, ESPIRiT
is relatively efficient (hence its name) and can be used in parallel
implementations.

1.5.2 Compressed Sensing
Compressed sensing theory itself predates MRI, but it was first exploited in
this field by Lustig et al. in 2007 [43]. When considering the problem of the
sampling and reconstruction of band-limited signals, satisfying the Nyquist
criterion is always a sufficient condition to reconstruct the original signal. In the
general case, it is also a necessary condition. However, when additional
restrictions exist on the original signal, satisfying the Nyquist criterion may no
longer be necessary. Compressed sensing enables the reconstruction of
subsampled signals provided that: (1) the signal to be reconstructed is sparse
in some domain, and (2) the aliasing artefacts are incoherent.
A numeric array is said to be sparse if it contains few non-zero elements
compared to its size. While MR images are not generally sparse, they contain
a lot of redundant information—partial knowledge of an image is useful in
predicting the rest of it. Redundant signals often have sparse representations
in some other domain—think of a sine wave, which is not sparse but has a
very compact representation in the Fourier domain. Therefore, one can usually
find a sparsifying transform that maps a redundant signal into a sparse one,
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without information loss. Frequently used transforms are total variation (TV)
and the wavelet transform, because most natural images are sparse in the
corresponding transform domains (indeed, the wavelet transform is at the core
of JPEG compression). It should be noted that, in the case of dynamic imaging,
redundancy/sparsity is not limited to the spatial domain but also appears in the
temporal domain.
The expectation that the solution 𝑥 be sparse in some domain can be
incorporated into the optimization problem of Equation 1.78 as an additional
term:
1
𝑥 = argmin ‖𝐴𝑥 − 𝑦‖22 + 𝜆‖𝐷𝑥‖1
2
𝑥

(1.80)

Where 𝐷 is a sparsifying transform. The first term in Equation 1.80 (the data
consistency term) serves to enforce that the solution is consistent with the
measured data, while the second term (the regularization term) favours
solutions that are sparse in the transform domain, as quantified by the ℓ1 norm8. The regularization parameter 𝜆 balances both terms and can be tuned
to optimize image quality. Note that this approach is not limited to a single
regularization term: indeed, multiple regularization terms can be added to
require sparsity in different domains.
The optimization problem of Equation 1.80 can be solved using an iterative
optimization algorithm such as nonlinear conjugate gradients (NLCG) or the
alternating direction method of multipliers (ADMM). Different optimization
algorithms have different properties, but a detailed discussion falls out of the
scope of this brief review.

8

In reality, the purpose here is to minimize the ℓ0 -norm (the number of nonzero elements), rather than the ℓ1 -norm (the sum of the absolute values).
However, ℓ0 -minimization is an intractable (NP-hard) non-convex problem. It
can be shown that the ℓ1 -norm is the tightest convex envelope of the ℓ0 -norm,
so the problem can be relaxed to a convex ℓ1 -minimization.
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Compressed sensing is not only based on the expectation that the correct
solution of Equation 1.80 is sparse in the transform domain, but also that the
aliased solutions are not sparse. This translates into another requirement: that
the aliasing artefact is incoherent or noise-like. The appearance of aliasing
artefact depends primarily on the sampling pattern. The design of an
appropriate sampling pattern is thus essential for an effective CS
reconstruction. In general, non-regular or pseudo-random sampling patterns
are best suited for compressed sensing reconstruction. Besides incoherence
concerns, any feasible sampling pattern must take into account the constraints
imposed by the MR hardware.
Compressed sensing can be used with any k-space trajectory. Indeed, nonCartesian trajectories are particularly well suited to compressed sensing
applications, due to their favourable (less coherent) aliasing behaviour. It can
also be combined with parallel imaging to take advantage of both acceleration
technologies, enabling very high acceleration factors [44]–[48]. Whereas
parallel imaging is, in practice, limited to acceleration factors not larger than 4,
the incorporation of compressed sensing has enabled acceleration factors
above 10.
Despite its success in research, the clinical translation of compressed sensing
has been slow. This is due to several factors. First, the nonlinear iterative
reconstruction can be too time-consuming or require computational resources
not widely available in clinical services. Second, radiographers often report
images as looking unnatural and blocky. Finally, the tuning of regularization
terms is a fiddly empirical process, often dependent on the application and the
characteristics of the acquisition.

1.5.3 Machine Learning
Compressed sensing successfully leverages prior knowledge—that naturallooking images have transform sparsity—to reconstruct images from vastly
subsampled k-space data. Yet such a prior is relatively crude and surely is not
a perfectly accurate description of an MRI image, which may explain the
unrealistic appearance of compressed sensing reconstructions. Indeed, it is
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very difficult to explicitly design an excellent prior. A better option may be to
attempt to discover useful priors from the MRI data itself. This is made possible
by machine learning (ML).
Machine learning is a subset of artificial intelligence which aims to discover
how to perform a certain task based on some training data. This involves
building and optimizing a model. This discussion focuses on artificial neural
networks (ANNs), a type of model loosely inspired by biological brains, which
consists of a collection of units or “neurons”. Each of these neurons receives
some inputs, performs an operation and generates an output. Neurons which
share certain inputs are grouped into a layer, and each layer’s outputs are
passed to the next layer. Artificial neural networks with multiple layers are deep
neural networks, and their use and study is called deep learning.
All ANNs have trainable weights or parameters, which must be fitted to the
training data. This training is an iterative optimization process which aims to
minimize a certain loss function, averaged over the training dataset. The loss
function quantifies the error between the network’s output and the expected
output. Neural network training is performed using a method called
backpropagation. At each iteration, the gradient of the loss function is
computed with respect to each weight, and the weight is updated in the
direction that minimizes the loss function according to the optimizer’s rules.
This differentiation process begins with the last layer and is propagated
backwards, using the chain rule, until the input layer. For this reason, this is
often referred to as a model’s backward pass. Once a model has been trained,
it can be used to perform predictions from new data, a process called
inference.
Some classes of deep neural networks deserve special mention for their
relevance in this work. Convolutional neural networks (CNNs) are those
primarily based on convolutional layers, where the trainable weights are a set
of convolutional kernels which are translated along the image dimensions in a
sliding window fashion. They have several properties which make them ideally
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suited to image processing, including shift invariance9, ability to encode local
relationships and agnosticism to input size [49]. Another commonly used class
of networks are recurrent neural networks (RNN), which are well-suited to
process sequences of inputs (e.g., dynamic MRI). RNNs maintain a hidden
state, which acts like a memory about previous inputs in the sequence. As a
result they exhibit dynamic behaviour: their outputs depend not only on the
current input, but also on the previous ones.
To be able to compose complex functions, ANNs must contain nonlinear
operators. These are usually called activations or nonlinearities. Popular
activations include the rectified linear unit (ReLU), the hyperbolic tangent
(tanh), the sigmoid function and the soft-max function. Other optional but
commonly found elements include batch normalization layers, which
standardize layer inputs for each batch and help stabilize training, and dropout
layers, which help to avoid overfitting by randomly dropping out some nodes
during training.
In general, machine learning problems can be formulated in a supervised or
unsupervised manner. Supervised learning uses known ground truth data to
learn a mapping between input/output pairs, whereas unsupervised learning
infers structures within the sample without labelled outputs. While
unsupervised techniques are an active area of research in MRI, supervised
techniques are more prevalent and more relevant to this work, so the following
discussion will focus on them.
MRI reconstruction methods based on machine learning can be broadly
grouped into five categories depending on the problem formulation (Figure
1.14): image restoration methods, k-space completion methods, direct
mapping methods, cross-domain methods and unrolled optimization methods.

9

Shift invariance is the property of a system which responds to a shifted input
with an equivalently shifted output. In a CNN, this means that a particular
feature will generate the same response regardless of its position within the
image.
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Figure 1.14 Machine learning MRI reconstruction methods. Machine learningbased MRI reconstruction can be roughly classified into 5 groups: image
restoration, k-space completion, direct mapping, cross-domain enhancement,
and unrolled optimization. 𝐴 is the system matrix or image formation model,
and 𝐴∗ is its adjoint operator.
Some of the content in this section has been published in the article “Machine
Learning in Magnetic Resonance Imaging: Image Reconstruction” [50] on
Physica Medica: European Journal of Medical Physics in 2021, of which I am
first author. This content is reproduced here with the permission of the
copyright holder. Additionally, a verbatim copy of the article is included in
Appendix A.

1.5.3.1 Image Restoration
Image restoration techniques are those that operate in the image domain only
(Figure 1.14A). These methods relate closely to general image problems in
nonmedical contexts, including image processing. As a result, they can directly
benefit from and contribute to the rich body of literature on CNN-based image
enhancement, including de-noising and super-resolution. The first applications
of machine learning to MRI reconstruction were based on image restoration
methods [51]. A popular network in these methods is the convolutional
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encoder-decoder architecture with skip connections, also known as U-Net
[52]. It consists of an encoder path, with multiple down-sampling steps with
increasing number of channels, followed by a decoder path, with multiple upsampling layers with decreasing number of channels (Figure 1.15). In addition,
skip connections are added between encoding and decoding steps operating
at the same scale, so that each decoding step receives the concatenation of
the previous decoding step and the corresponding encoding step as its inputs.

input
image

output
image

conv

( N)

activation

DS (e.g. max pool)

US (e.g. transpose conv)
conv (

)

concat

Figure 1.15 A variant of the commonly used U-Net architecture. The height
of the blocks represents changes in spatial resolution while the width
represents the number of channels. Example values are shown for the sake
of clarity. Downsampling (DS) is often done using max-pooling layers.
Upsampling (US) can be achieved using up-sampling or transpose convolution
layers. The activation is often a ReLU. Batch normalization (BN) layers are
sometimes added to stabilize training. A special 1 × 1 convolution, also called
bottleneck layer, is often used at the end to reduce the channel dimension.
Concatenation operations relay the features at each scale of the encoder path
to the corresponding scale in the decoder path. The number of scales may
vary.
Undersampling of k-space results in aliasing artefacts in the reconstructed
images, which are dependent on the trajectory and undersampling pattern.
Where the undersampling is performed in a non-uniform manner, the resultant
artefacts are incoherent and noise-like. Therefore, it is possible to train a
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machine learning network to remove such artefacts in a similar manner to
image de-noising. It has been shown that it is possible to perform de-aliasing
from data acquired using a random undersampling scheme in the phase
direction of 2D images [53]. In these applications it has been shown that there
is a benefit to training a CNN to learn the residual (i.e. the aliasing artefact)
rather than the corrected image, because the residual has lower topological
complexity [53]. This has been expanded to 2.5D (where time is included in
the channel dimension) using a 2D Poisson disk sampling mask [54], as well
as to golden-angle radial sampling using a 2D CNN with spatio-temporal slices
[55], and using a 3D U-Net (2D plus time) [56]. It has also been used on
complex data, to de-alias phase contrast MRI images [57].
Another group of de-aliasing methods uses generative adversarial networks
(GANs) [58]. GANs consist of two subnetworks: a generator, which produces
images based on some input; and a discriminator, which attempts to
distinguish the generator output from ground-truth images. During training, the
generator learns to produce realistic images so as to deceive the discriminator,
by minimizing an adversarial loss. In MRI reconstruction, this adversarial loss
is typically combined with a pixel-wise distance loss (such as the ℓ1 or ℓ2
norms) to stabilize training and ensure consistency with the ground-truth
image. Discriminator networks are typically vanilla CNN classifiers; however,
there is more variability in the types of generator networks used. Some
examples include; Deep De-Aliasing Generative Adversarial Networks
(DAGAN) [59] uses a U-Net architecture for the generator network.
RefineGAN [60] uses a cascade of two U-Nets, with the first performing the
reconstruction and the second refining this result. GANCS (GAN for
compressive sensing) [61] uses a deep residual network (ResNet) [62] as the
generator, and also includes an affine projection operator for data consistency.
An alternative method to speed up MRI imaging is to acquire lower resolution
data, using a smaller base matrix. It is then possible to apply the image
enhancement method; super-resolution (SR), which attempts to predict highfrequency details from low-resolution images. Because SR can be simply
applied as a post-processing step, there have been many applications of
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super-resolution in MRI reconstruction. Simple network structures include
Super-Resolution Convolutional Neural Networks (SRCNN) [63]. This has
been applied to 2D brain MRI images [64], and extended to 3D brain images
[65], as well as dynamic cardiac MRI data [66]. This has further been improved
through the use of 3D densely-connected blocks (DCSRN) [67] and dense
connections with deconvolution layers (DDSR) [68], as well as residual U-Net
structures [69]. Most studies demonstrate good results with two or three-fold
downsampling.

1.5.3.2 k-Space Completion
Machine learning has also been used to perform k-space completion (Figure
1.14B). The goal is to fill the missing k-space samples, similarly to GRAPPA.
Some approaches use large training databases without the need for explicit
coil-sensitivity information, whereas others learn the relationship between coil
elements from a small amount of fully sampled reference data (the autocalibration signal or ACS).
Some k-space completion approaches use large training databases without
the need for calibration data or explicit coil-sensitivity information. DeepSPIRiT
[70] uses CNNs to interpolate undersampled multi-coil k-space data. It is
inspired by SPIRiT (see Section 1.5.1.3), but weights are learnt from a library
of reference multi-coil MRI data rather than from the ACS lines. To deal with
different hardware configurations, DeepSPIRiT proposes to normalize the data
using coil compression. Another k-space completion method, ACNN-k-Space
[71] (adaptive convolutional neural networks), is enhanced with multi-slice
information and self-attention layers that adapt the weights to different k-space
regions (or spatial frequencies). Another calibration-free method is based on
low-rank Hankel matrix completion [72], similarly to the compressed sensing
technique ALOHA (annihilating filter based low-rank Hankel matrix) [73]. This
method exploits the theory of deep convolutional framelets, which shows that
convolutional encoder-decoder networks can be interpreted as a novel signal
representation scheme that emerges from Hankel matrix decomposition [74].
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Other machine learning approaches, more closely related to GRAPPA, are
trained on a case-specific basis using calibration data. RAKI (scan‐specific
robust artificial neural networks for k‐space interpolation) [75] learns the
relationship between coil elements directly from the ACS data and therefore
does not require a training database. The nonlinear nature of CNNs leads to
a reduction in noise amplification compared to GRAPPA, which uses linear
kernels. Self-consistent RAKI (sRAKI) [76] is an extension of RAKI which
enforces self-consistency among coils. This is analogous to the SPIRiT
extension of GRAPPA (see Section 1.5.1.3). Like SPIRiT, sRAKI supports
non-Cartesian trajectories. Another extension of the RAKI family is residual
RAKI (rRAKI) [77], which uses a residual CNN to simultaneously approximate
a linear convolutional operator and a non-linear component that compensates
for noise amplification artefacts. RAKI methods have also been combined with
LORAKS (low-rank modelling of local k-space neighbourhoods) [78], in a
method called LORAKI [79]. LORAKI uses an auto-calibrated scan-specific
convolutional RNN, which simultaneously incorporates support, phase, and
parallel imaging constraints.

1.5.3.3 Direct Mapping
A few studies have shown the possibility of directly learning the transform
between the undersampled k-space data and the uncorrupted images (Figure
1.14C). These end-to-end reconstructions have the potential to mitigate
against various errors caused by field inhomogeneity, eddy current effects,
phase distortions, and gridding.
AUTOMAP (automated transform by manifold approximation) [80] was trained
using a large database of paired synthetic undersampled k-space data (input),
and reconstructed images (desired output). The network architecture consists
of a feedforward deep neural network consisting of fully connected layers with
hyperbolic tangent activations (which learns the transform), followed by
convolutional layers with rectifier activations that form a convolutional
autoencoder (which performs image domain refinement). Unfortunately, this
results in a large number of parameters, growing quadratically with the number
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of image pixels, which currently limits the use of AUTOMAP to small images
(up to 128x128).
There have been several efforts to reduce the parameter complexity of
AUTOMAP. dAUTOMAP (decompose AUTOMAP) [81] decomposes the twodimensional inverse Fourier Transform (IFT) into two one-dimensional IFTs.
As a result, the parameter complexity increases linearly, rather than
quadratically, with the number of image pixels. Another approach, DOTA-MRI
[82], [83], learns only the 1D transform along the phase encoding direction,
noting that direct application of the IFT along the readout direction does not
induce aliasing. Another method, ETER-Net (end-to-end MR image
reconstruction using recurrent neural networks) [84], proposes the use of a
bidirectional RNN to learn the transform, instead of a fully connected network.
ETER-Net also decomposes the two-dimensional IFT, using two sequential
RNNs. These various improvements have enabled the use of direct mapping
methods in larger images.

1.5.3.4 Cross-Domain Methods
Cross-domain methods are hybrid methods that operate in both the image
domain and the frequency domain (Figure 1.14D). They are based on the idea
that CNNs operating on the frequency and image domains exhibit different
properties; therefore, a combination of them might outperform them
separately. Typically, frequency domain subnetworks attempt to estimate the
missing k-space samples, while image domain subnetworks attempt to
remove residual artefacts.
Some cross-domain methods apply a single k-space completion step, followed
by an image restoration step. This is the case of W-Net [85], which consists of
a frequency domain U-Net followed by an image domain U-Net. Another
example is the multi-domain CNN (MD-CNN) [86], which uses a ResNet
architecture for the k-space subnetwork and a U-Net for the image subnetwork
in a dynamic imaging context.
Other hybrid methods use a cascading approach [87], [88]. In these methods,
multiple alternating k-space and image domain CNNs are applied, separated
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by the Fourier transform and with intercalated data consistency operations.
The W-Net method was extended to WW-Net [89] by cascading more U-Net
networks. This work also suggests that dual-domain networks may be most
advantageous in multi-channel settings, where the k-space correlations
between coils can be efficiently exploited by k-space domain networks.
A different approach is that of the dual-domain deep lattice network (DD-DLN)
[90]. This method employs two cascades of CNNs, one for each domain, which
run in parallel rather than sequentially. To share information between both
subnetworks, at the end of each block the outputs are concatenated (after
transforming to the relevant domain) and fed into the next block in the cascade.
Another proposal is the Dual-Encoder-Unet [91], which unlike other methods
is not based on single-domain subnetworks. Instead, a modified U-Net
operates simultaneously on both domains, which is achieved by adding a
second encoder path. One is fed the measured k-space, while the other is fed
the zero-filled reconstructed images. The features from both paths are
combined via concatenation and fed into a single decoder path, which
produces the reconstructed image.
Finally, hybrid methods may operate on domains other than the image and the
k-space domain. This is the case of IKWI-Net [92], which also includes a
subnetwork in the wavelet domain (sequentially utilizing CNNs in the image
domain, k-space, wavelet domain and image domain).

1.5.3.5 Unrolled Optimization
Unrolled optimization methods are inspired by iterative optimization algorithms
used in compressed sensing MRI. The idea is to unroll the iterations of such
an algorithm to an end-to-end neural network, mapping the measured k-space
to the corresponding reconstructed image. Then image transforms, sparsitypromoting functions, regularization parameters and update rates can be
treated as either explicitly or implicitly trainable and fitted to a training dataset
using back-propagation. This has three advantages with respect to classic
optimization. First, learned parameters may be better adapted to image
characteristics than hand-engineered ones. Second, it avoids the need for
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manual tuning, which is not a trivial process. Finally, reconstruction is faster,
because such learned iterative schemes are trained to produce results with
fewer iterations and because they take advantage of the acceleration
capabilities of deep learning frameworks.
Several optimization algorithms have so far been successfully unrolled into
neural networks. These include gradient descent (GD) [93], proximal gradient
descent (PGD) [61], [94], [95], the iterative shrinkage-thresholding algorithm
(ISTA) [96], the alternating minimization algorithm (AMA) [97]–[99], the
alternating direction method of multipliers (ADMM) [100], [101], and the primal
dual hybrid gradient (PDHG) [102]. All unrolled methods solve some form of
the following optimization problem:
𝑥 = argmin 𝑓(𝐴𝑥, 𝑦) + 𝑔(𝑥)
𝑥

(1.81)

where 𝑓(𝐴𝑥, 𝑦) is a generic data consistency term, which ensures that the
solution 𝑥 agrees with the observations 𝑦, and 𝑔(𝑥) is a generic regularization
term which incorporates prior information. The definitions of 𝑓 and 𝑔, together
with the optimization strategy, determine the fundamental structure of the
resulting neural network. Several approaches are outlined hereafter. A
summary of the techniques described is presented in Table 1.3, which the
reader is encouraged to use for reference.
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Table 1.3 Summary of unrolled optimization methods. A selection of unrolled
optimization methods and their fundamental characteristics: optimization
algorithm, data consistency term, regularization term and learned parameters.
Regularization parameters 𝜆, as well penalty parameters, update rates, step
sizes, etc., are learned too, but omitted from the learned parameters column
for conciseness. ADMM: alternating direction method of multipliers; GD:
gradient descent; PGD: proximal gradient descent; ISTA: iterative shrinkagethresholding algorithm; AMA: alternating minimization algorithm; PDHG:
primal dual hybrid gradient method; Conv: convolutional layer; ReLU: rectified
linear unit; GAN: generative adversarial network; CNN: convolutional neural
network; CRNN: convolutional recurrent neural network. In the regularization
term for MoDL-SToRM, 𝑡𝑟 denotes the trace operator and 𝐿 denotes the graph
Laplacian operator.
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Ref.

[100],
[101]

Name

ADMM-Net

Algorithm

𝒇

𝒈

ADMM
𝐿

∑ 𝜆𝑙 ℛ(𝐷𝑙 𝑥)
𝑙=1

Learned
parameters
𝐷𝑙 (Conv), ℛ
(implicit, proximal
operator,
piecewise linear
function)
𝐷𝑙 (Conv), 𝑔
(implicit, first order
derivative, radial
basis functions)

[93]

VarNet

GD

[96]

ISTA-Net

PGD (ISTA)

𝜆‖𝐷(𝑥)‖1

𝐷 (Conv-ReLUConv)

[103]

R-GANCS

PGD

ℛ(𝑥)

ℛ (implicit,
proximal operator,
GAN).

[95]

HC-PGD

PGD

ℛ(𝑥)

ℛ (implicit,
proximal operator,
CNN).

[94]

DC-CNN

PGD

1
‖𝐴𝑥 − 𝑦‖22
2

𝒞 (CNN)
𝜆‖𝑥 − 𝒞(𝑥)‖22

[97]

MoDL

AMA

𝒞 (CNN)

[104]

MoDLSToRM

AMA

𝜆1 ‖𝑥
− 𝒞(𝑥)‖22
+ 𝜆2 tr(𝑥 𝑇 𝐿𝑥)

𝒞 (CNN)

[98]

VS-Net

AMA

ℛ(𝑥)

ℛ (implicit,
proximal operator,
CNN).

[99]

CRNN-MRI

AMA

ℛ(𝑥)

ℛ (implicit,
proximal operator,
CRNN).

[102]

TVINet

PDHG

ℛ(𝐷𝑥)

𝐷 (conv), ℛ (CNN)

[105]

PDHGCSNet

PDHG

ℛ(𝑥)

ℛ (implicit,
proximal operator,
CNN).

[105]

CP-Net, PDNet

PDHG

ℛ(𝑥)

ℱ, ℛ (implicit,
proximal
operators, CNN’s)

ℱ(𝐴𝑥, 𝑦)

Like their compressed sensing counterparts, most unrolled reconstruction
methods define data consistency in the least-squares sense, assuming that
measurement noise is normally distributed:
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1
𝑓(𝐴𝑥, 𝑦) = ‖𝐴𝑥 − 𝑦‖22
2

(1.82)

There exists more variability in the use of regularization functions. Some of the
earliest approaches consider a regularization term of the form 𝑔(𝑥) = ℛ(𝐷𝑥),
which contains an explicit sparsifying transform 𝐷 and a sparsity-promoting
function ℛ. This formulation is similar to compressed sensing, where 𝐷 might
be the wavelet transform or the finite difference operator, and ℛ would typically
be the ℓ1 -norm (see Section 1.5.2). In unrolled optimization, these terms can
be learned rather than manually designed. ADMM-Net [100], [101], VarNet
(Variational Network) [93] and TVINet (Total Variation Inspired Network) [102]
use this formulation. All three explicitly learn linear sparsifying transforms 𝐷,
parameterized by convolutional layers, and nonlinear sparsity-promoting
functions ℛ. The latter are not learned directly, but rather implicitly through
their proximal operators. Different parameterizations are used to represent
proxℛ : ADMM-Net uses piecewise linear functions, VarNet uses radial basis
functions, and TVINet uses a CNN. Another method, ISTA-Net (Iterative
Shrinkage-Thresholding Algorithm) [96], uses the regularizer 𝜆‖𝐷(𝑥)‖1, where
𝐷 is a non-linear sparsifying transform (two convolutional layers separated by
a ReLU activation). In this case, the sparsity-promoting function is not learned,
but fixed to be the ℓ1 -norm.
Another class of methods, inspired by image restoration approaches (see
Section 1.5.3.1), use the regularizer 𝑔(𝑥) = ‖𝑥 − 𝒞(𝑥)‖22, designed to
formulate an explicit image denoising problem. Here 𝒞 is a nonlinear operator
that removes noise and aliasing artefact from an image. As a result, the overall
term 𝑔(𝑥) is a noise estimator. The operator 𝒞 is generally unknown but it can
be learned by a CNN. Methods using this approach include DC-CNN (a Deep
Cascade of CNNs) [94] and MoDL (Model-Based Deep Learning) [97].
Some work has combined several regularizers in the same network. It is the
case of MoDL-SToRM (MoDL with SmooThness regularization on manifolds)
[104], which combines a learned noise estimator with a fixed SToRM
regularizer. The first operates as has just been discussed, while the latter
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ensures that the reconstructed dynamic sequence lies in a smooth lowdimensional manifold.
Finally, some methods do not constrain the formulation of the regularizer.
Instead, they consider a generic term ℛ(𝑥), and use a CNN to estimate its
proximal mapping directly. This is the case of R-GANCS [103], CRNN-MRI
(convolutional recurrent neural network) [99], VS-Net (Variable Splitting
Network) [98], HC-PGD (history cognizant PGD) [95] and PDHG-CSNet
(primal dual hybrid gradient, compressive sensing) [105].
Although most methods use the ℓ2 -norm as the data consistency function,
other approaches have been proposed. In CP-Net (Chambolle-Pock Net) [105]
the data consistency term is relaxed to a generic form 𝑓(𝑥) = ℱ(𝐴𝑥, 𝑦), where
ℱ is learned. Similar relaxations have been proposed for ADMM and ISTAbased unrolled networks [105], [106]. This may increase the generality of the
models, though perhaps at the cost of looser data consistency guarantees.
Some methods [105]–[107], such as PD-Net (Primal Dual Net) [105], also
suggest relaxing the update rules, which are otherwise determined by the
optimization algorithm, to further increase the generality of the model. A
related approach is that taken in recurrent inference machines (RIMs) [108]–
[110]. These parameterize the optimization process as a recurrent neural
network, where each “time step” is an iteration of the optimizer. RIMs learn the
optimizer itself along with the prior; therefore, unlike other approaches in this
section, they are not based in any particular optimization algorithm. The
underlying idea is that a specialized data-driven optimizer might outperform
hand-designed ones.
Unrolled optimization methods can incorporate parallel imaging by including
coil sensitivity modulation in the image formation model, 𝐴. Some of the
approaches outlined here have done so [95], [97], [98], [101], while others
have worked in a single-coil context [94], [96], [99], [100], [105].
The different formulations and optimization algorithms lead to significant
variability in the resulting network architectures, which cannot be covered in
detail in this review. However, some structures are found often. For example,
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proximal gradient methods [94], [95], [103] and alternating minimization
methods with quadratic penalty splitting [97], [99] map naturally to alternating
blocks in the resulting neural network: a model-driven data consistency block
and a learned prior block (Figure 1.16). Augmented Lagrangian methods, such
as ADMM-Net [100], exhibit an additional update block for the Lagrange
multiplier.

Figure 1.16 Example of an unrolled optimization deep neural network. This
architecture has an alternating structure containing data consistency (DC)
blocks and prior (P) blocks. DC blocks implement a gradient descent or
proximal mapping step to minimize the data consistency term. They use the
system matrix 𝐴 and the original k-space measurements, and may use coil
sensitivities in multi-channel settings. P blocks implement the proximal
mapping of the regularization term and are learned by a CNN. The exact CNN
architectures vary between methods. Note that this is not an accurate
representation of all unrolled networks, but it shows commonly found features
and is the basic backbone of several of the methods presented.
All unrolled methods are ultimately deep neural networks. The main difference
with respect to other deep learning approaches is that their architecture is
informed by a physics-driven model. There are also important differences with
respect to traditional optimization methods, besides the obvious data-driven
design. For example, they are often truncated to a fixed number of steps
(iterations), and trained in an end-to-end fashion, with backpropagation across
steps. They may share weights across steps [97], [99], or each step may have
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its own weights [93], [94], thus imparting different behaviour to different steps.
There may be additional components which do not have an immediate
optimization equivalent, often borrowed from the rich body of deep learning
literature. For example, in R-GANCS [103], GANs are used to enhance the
perceptual quality of the reconstructed images. In CRNN-MRI [99], recurrent
units are used to exploit redundancies across iterations as well as along the
dynamic dimension. In HC-PGD [95], dense connections are added across
steps in order to accelerate convergence and improve overall performance.
As a result of all this variability, unrolled methods may rely on training data to
different extents. Model-driven approaches might use a more constrained
formulation and shallower priors, and have a smaller number of parameters
[93], [96]. Such methods may be easier to interpret and validate, and may
require less training data. As constraints are relaxed and deeper priors are
used [97], [105], methods become more data-driven and may have more
parameters. Such methods have a looser connection to the physics-driven
model, but their increased representational power might lead to improved
performance given enough training data.

1.6 Cardiovascular MRI
Sections 1.3, 1.4 and 1.5 describe general MRI principles, which apply
regardless of the anatomy being studied.
MRI is used across many medical specialties. This work focuses on
cardiovascular magnetic resonance imaging, which is the use of MRI for the
assessment of the function and structure of the cardiovascular system.
Cardiovascular MRI is an essential tool in the diagnosis and assessment of
congenital heart disease (CHD).
This section describes some aspects of MRI specific to the cardiovascular
specialty. First, a review of physiologic motion and related technologies is
presented. Then, several common cardiovascular MRI techniques are
described.
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1.6.1 Physiologic Motion and Gating
The acquisition time in MRI is often longer than the timescale of physiologic
motion, which makes images sensitive to motion artefacts and the subsequent
degradation of image quality. The potential for different types of motion
depends on the anatomical coverage of the scan, but this short overview will
focus only on those types relevant to cardiovascular MRI.
The heart and the associated blood vessels are subject to two types of
physiologic motion: cardiac motion, due to the pumping action of myocardial
tissue; and respiratory motion, due to chest expansion during breathing. A
third type of motion that can affect the MR scan is voluntary musculoskeletal
motion. This is usually managed by patient cooperation, or sedation in
paediatric or uncooperative patients, and does not warrant further discussion.

1.6.1.1 Cardiac Motion
To image the cardiac anatomy without blurring or artefacts, it must be “frozen”
in time. Cardiac activity can be monitored in real time and used to synchronise
the acquisition (gating), restricting data collection to a small temporal
acquisition window where the heart is in resting state.
The most common monitoring method is the electrocardiogram (ECG). The
heart’s electrical activity is recorded by ECG leads and processed in real-time
to detect the R wave, the central deflection of the QRS complex and the most
evident feature in the ECG trace of a normal cardiac cycle. The detection of
an R wave is then used to trigger the data acquisition. The R wave coincides
with ventricular depolarization and contraction, during systole. Typically, data
collection is delayed to diastasis, a period during mid-to-late diastole when the
heart is most at rest.
Typically, there is not enough time in a single heartbeat to collect the
necessary data, so the acquisition is segmented over several heartbeats,
under the assumption that cardiac activity is relatively constant. In a
segmented acquisition, k-space is divided into several segments, each of
which is filled during a single heartbeat. A trade-off appears between total
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acquisition time and the length of the acquisition window. A larger number of
segments reduces the number of k-space lines in each segment, thereby
shortening the acquisition window and potentially improving image sharpness.
However, it also increases the number of heartbeats required and therefore
the total acquisition time.
In many cases, it is of clinical value to observe cardiac motion itself, and
movies of the beating heart are acquired (cine imaging). Triggering can also
be used to synchronise the acquisition in this application. In this case, each kspace segment is repeatedly filled during a heartbeat to obtain multi-phase
information. A trade-off exists between temporal resolution (or number of
phases) and acquisition time. Choosing a larger number of segments
increases acquisition time, but results in lower (better) temporal resolution and
a larger number of phases. An alternative approach is to use retrospective
gating, where data are acquired continuously and later binned into phases
according to their relative position within the cardiac cycle. This information
may be obtained from external data (such as ECG) or from imaging data itself
(self-gating).
Finally, segmentation over multiple cardiac cycles can be avoided altogether
by using real-time imaging. However, this requires very fast k-space filling,
relies heavily on acceleration techniques (see Section 1.5) and often involves
a compromise on image quality and/or spatiotemporal resolution.

1.6.1.2 Respiratory Motion
Respiratory motion is most often undesirable and a source of image artefacts.
Over time, many techniques have been developed to mitigate its deleterious
effects on image quality.
Arguably the simplest method to manage respiratory motion is to ask the
patient to hold their breath. Breath holding is an effective technique in many
studies that can be completed within ~20 seconds [111]–[114], which is the
time most patients can comfortably hold their breath for. With the development
of optimized sequences and acceleration techniques, the amount of
information that can be obtained in a single breath hold has improved
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considerably [115]–[118]. However, many studies cannot be completed with
sufficient detail in the available time, particularly in 3D. In these cases,
approaches based on averaging multiple breath holds have been proposed
[119], but these are sensitive to misregistration due to inter breath hold
variability [120]–[122]. In addition, all breath-holding schemes are limited in
that there is a large minority of patients who are unable to cooperate or whose
breath holding capability is compromised, such as paediatric or ill patients.
To deal with the limitations of breath holding, many free breathing techniques
have been developed which attempt to manage respiratory motion with
minimal or no patient cooperation. Such techniques require monitoring to
obtain information about respiratory motion, which is then used to perform
some sort of compensation. Multiple monitoring and compensation schemes
have been developed.
Monitoring methods include devices that measure chest wall motion, such as
respiratory bellows [123]–[125], devices that measure the expiration and
inspiration of air [123], and methods that measure the displacement of
anatomic structures using MR data, generally known as navigators [126]. The
latter, navigator-based methods, are generally preferred due to their superior
performance [126]. Unlike the ECG, which is a reliable indicator of cardiac
motion, breathing sensor measurements generally correlate poorly with the
motion of the anatomy of interest.
Navigators usually involve the excitation and acquisition of a column of tissue
at a sampling rate high enough to observe respiratory motion. Such a column
may be placed on the chest wall, on the heart or on the diaphragm. The latter
position—specifically, the dome of the right hemidiaphragm—is the most
commonly used due to the ease of setup and the clear delineation of the
interface between the diaphragm and the lung [126], [127]. Some may use the
imaging data itself for motion estimation, rather than a separate acquisition
(self-navigation) [128], [129].
Irrespective of the monitoring method, once a respiratory signal has been
identified an appropriate motion compensation must be applied. These can be
broadly classified into two groups: respiratory gating and motion correction.
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1.6.1.2.1 Respiratory Gating
Like cardiac gating, respiratory gating techniques use the available information
about respiratory motion to gate or guide the acquisition [123], [130], [131].
Gating may be prospective [132], [133], where respiratory information is
processed in real time and fed back to trigger data collection; or retrospective
[134], where data are acquired continuously and sorted after collection.
Prospective gating techniques have been most frequently used for respiratory
gating. One of the earliest works is the acceptance-rejection algorithm (ARA)
[132], [133]. In ARA, the user defines a window around a reference respiratory
position, typically end-expiration. Data that are acquired when the respiratory
signal lies within this predefined window are accepted for reconstruction, and
the rest are discarded. The main drawbacks of this method are its low
scanning efficiency, given the large amount of discarded data, and the
potential for respiratory drift (change of end-expiratory position over time),
which further reduces efficiency. Many techniques have been developed to
mitigate these problems. The use of phase encode reordering [135]–[138] or
weighting [139]–[141] enables the acceptance of more data, relying on the fact
that the effect of respiratory motion is less detrimental during the acquisition
of outer regions of k-space than during the acquisition of the central portion.
Other techniques, such as the diminishing variance algorithm (DVA) [142],
phase encoding with automatic window selection (PAWS) [143] and
continuously adaptive windowing strategy (CLAWS) [144] can improve
robustness to respiratory drift by removing the need to predefine a respiratory
window.
Retrospective respiratory gating has received much less attention, mainly due
to its low efficiency [134]. Nevertheless, there are some advantages to it: it is
simpler to implement because it does not need real time processing, and it can
be better suited to some self-gated techniques [145]–[147]. Recently, a
retrospective method was proposed based on the idea of resolving respiratory
motion [148]. Rather than dividing the respiratory cycle into an acceptance
region and a rejection region, it is divided into several respiratory bins. All data
are retrospectively sorted into the most appropriate bin, and all bins are
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included in the reconstruction, so information about respiratory motion is
preserved. By leveraging sparsity in the respiratory dimension (see Section
1.5.2), the acquisition efficiency also improves10.
1.6.1.2.2 Motion Correction
Optimized respiratory gating techniques typically use 30-50% of the data
[144], thus increasing scan time by a factor of 2 or 3. Motion correction
techniques can potentially improve this efficiency by correcting for the
measured motion, which enables the use of larger windows.
Early work corrected for the breathing-induced translation of anatomic
structures by applying the corresponding phase shifts to k-space data, using
diaphragm navigator echoes to estimate the translations [149], [150]. A
popular early model established a linear relationship between diaphragmatic
motion and cardiac translation [151] and was used in subsequent work,
enabling the use of larger acceptance windows [121], [152], [153]. However,
image degradation occurred from a certain window size, highlighting
imperfections in the model. Further investigation into the respiratory motion of
the heart evidenced high variability between subjects and nonrigidities in the
motion [154]–[157], leading to a push towards subject-specific models [155],
[158], [159] and affine transformations11 [160]–[167], enabling greater
flexibility. The complexity of the relationship between diaphragmatic and
cardiac motion also stimulated interest in self-navigation [128], [129], [175],
[145], [168]–[174], where information for motion compensation is obtained
directly from the cardiac anatomy.
While these improvements enable superior performance when compared to
earlier models, they still cannot fully describe the complex, localized warping

10

The efficiency would be 100% in the sense that no data are discarded, but
this number is not comparable with that of other techniques because multiple
respiratory phases are being reconstructed. The actual increase in efficiency
depends on the additional acceleration afforded by the extra respiratory
dimension.
11

An affine transformation includes translation, rotation, scale and shear.
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of anatomic structures, which can only be represented using deformation
fields. Given these deformation fields, a theoretical framework exists to correct
for nonrigid motion, by formulating the problem as a matrix equation that can
be efficiently solved to obtain motion-free images [176]. These ideas were
applied to cardiac MR in subsequent work, using measured or estimated
deformation fields [177]–[181]. An alternative technique, known as
autofocusing, can correct for both rigid and nonrigid motion by maximizing
image quality according to some metric [182]–[185]. Finally, combinations of
more than one method are possible, e.g. bulk rigid body correction followed
by autofocus for fine-tuning [186].
Acceleration techniques (see Section 1.5) have also been used as a motion
correction scheme, by estimating missing data (discarded due to motion
corruption) from an undersampled motion-free k-space, either using parallel
imaging [187] or compressed sensing [188]. They have also been combined
with other correction methods to obtain accelerated, motion-corrected
frameworks [181], [185].

1.6.2 Cardiovascular MRI Techniques
1.6.2.1 Cine MRI
Dynamic imaging of the heart, also called cine MRI, is a workhorse of
cardiovascular MRI. In cine MRI, data are collected throughout the cardiac
cycle to obtain a movie of a heartbeat. Either triggering or retrospective gating
can be used to resolve cardiac motion (see Section 1.6.1.1). It is currently
considered the gold standard technique for the evaluation of cardiac function,
and it is used to quantify ventricular volumes and ejection fraction.
Cine MRI is generally obtained using a 2D bSSFP sequence (see Section
1.4.2.2). Being T2/T1-weighted, bSSFP provides excellent contrast between
the blood pool and the myocardium, which is the reason it is preferred to
spGRE in this application. Cine MRI can be planned in different positions and
orientations to provide different views of the heart depending on the clinical
question. It can also be obtained in a single-slice or multi-slice fashion, the
latter usually performed in a short-axis (SAX) orientation.
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Non-Cartesian trajectories, especially radial, are often used in cine MRI. In
such acquisitions it is common to use golden ratio ordering [189]. The golden
ratio, 𝜑, is defined by:

𝜑=

1 + √5
≅ 1.618
2

(1.83)

In this type of ordering, radial (or spiral) profiles are advanced by the golden
angle, a fixed azimuthal increment determined by the golden ratio (~111.25°
for 180° filling, ~222.49° for 360° filling). This ordering achieves optimal filling
of k-space given a window with an arbitrary number of consecutive profiles 12
(as opposed to uniform sampling, which provides optimal filling only with a predetermined number of profiles). This property enables a configurable postacquisition trade-off between sampling density and temporal resolution.
Additionally, the non-uniform nature of golden angle acquisitions results in
more incoherent undersampling artefact, which can be exploited in
compressed sensing (see Section 1.5.2) and machine learning (see Section
1.5.3) reconstruction. However, in bSSFP imaging, the large golden angle
increment causes large eddy currents and related artefacts (see Section
1.4.2.2). The tiny golden angle [190] was developed as an alternative that
resolves this issue. The set of tiny golden ratios is the following sequence:

𝜓𝑁 =

1
𝜑+𝑁−1

(1.84)

All the ratios in this sequence share the incoherence properties of the golden
ratio. In particular, it has been shown that 𝜓7 ≅ 0.131 (23.63° for 180° filling)
is sufficiently small to avoid eddy current artefacts yet large enough to enable
fast imaging with a small number of profiles.

12

Strictly, optimal filling is only obtained when the number of profiles is a
member of the Fibonacci sequence, i.e., 𝐹𝑛 = 𝐹𝑛−1 + 𝐹𝑛−2 (1, 2, 3, 5, 8, 13, 21,
34, 55, etc). However, different numbers are sometimes used too.
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It is possible to perform 3D cine imaging as well. However, the acquisition of
3D data with high spatiotemporal resolution is technically challenging. This is
discussed in depth in Chapter 2.

1.6.2.2 Contrast-Enhanced MR Angiography
Contrast-enhanced MR angiography (CE-MRA) is a 3D imaging technique
used to visualize blood vessels. It uses an spGRE sequence (see Section
1.4.2.1) with exogenous contrast. Gadolinium-based contrast agents (GBCA)
are administered intravenously and transported by blood along the
vasculature, shortening the T1 of blood. As a result, blood vessels appear
bright in strongly T1-weighted sequences such as spGRE.
GBCAs do not stay in the blood pool indefinitely; instead, they quickly diffuse
into extracellular space and are eventually filtered out by the kidneys.
Therefore, it is necessary to time the acquisition to coincide with the bolus of
contrast agent travelling through the vessel of interest. As a result, GBCAbased CE-MRA must be acquired in a single shot and cannot be segmented
over several cardiac cycles.
Recently, another contrast agent, called ferumoxytol, has been used in CEMRA [191]. Ferumoxytol also has a T1-shortening effect, but has different
physiological dynamics. Unlike GBCAs, ferumoxytol does not show significant
diffusion into the extracellular space; it remains in the blood pool and provides
a stable signal for hours after injection. This eliminates the need for bolus
timing and enables steady-state imaging including gated acquisitions.
However, ferumoxytol does not currently have regulatory approval as a
contrast agent (it is marketed as a therapeutic agent) and is not widely
available.
The CE-MRA technique is further discussed in Chapter 4.

1.6.2.3 Black-Blood Imaging
Black-blood imaging refers to a group of techniques in which blood contributes
little signal and therefore appears black. It is routinely used to visualize cardiac
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morphology, as it provides excellent delineation of myocardial and vessel walls
against a dark blood pool.
There are different techniques that provide this type of contrast [192]. One of
the most effective is spin echo sequences (see Section 1.3.8). Spin echo
sequences are naturally highly sensitive to motion, because only spins that
experience both the 90° excitation and 180° refocusing pulses will yield an
echo. Spins flowing in the through-plane direction will only experience either
of these pulses, and therefore will contribute no signal. This effect is called
through-plane flow suppression. A second, smaller effect contributing to blackblood contrast in spin-echo sequences is motion-induced intravoxel dephasing
due to turbulent flow. Velocity differences within a voxel, in combination with
magnetic field gradients, cause spins to accumulate different phases, resulting
in intravoxel dephasing and associated loss of signal.
To speed up the acquisition, fast spin echo (FSE) or turbo spin echo (TSE)
sequences are typically used. In FSE/TSE, each 90° excitation is followed by
multiple 180° inversion pulses and the corresponding echoes. In each echo,
phase encoding gradients are changed to acquire a different line of k-space.
The number of lines measured per excitation, also called echo train length,
determines the overall reduction in scan time. Ultra-fast imaging is possible
with single-shot FSE sequences, in which a long echo train and partial Fourier
acquisition are combined to obtain an image with a single 90° excitation.
Another way to obtain black-blood contrast is the use of magnetization
preparation pulses designed to null blood signal. One of the most widely used
black-blood techniques is double inversion recovery (DIR), which applies a
nonselective inversion pulse followed by a selective inversion pulse. This
double inversion restores the signal of all tissue within the field-of-view (FOV),
but leaves magnetization outside the FOV inverted. Due to through-plane
blood flow, inverted blood will then replace the restored blood within the FOV.
In combination with a well-adjusted inversion time, this results in signal from
inflowing blood being nulled.
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1.6.2.4 Whole-Heart MRI
Whole-heart MRI is a technique for free-breathing, isotropic 3D imaging of the
entire heart [129]. It uses a bSSFP sequence, which is relatively fast and offers
superior blood-to-myocardium contrast (see Section 1.4.2.2).
Data is acquired during periods when cardiac motion and flow are minimized.
In most cases, this means mid-to-late diastole. ECG may be used to gate the
acquisition. Data is obtained during free-breathing, but respiratory gating is
needed to avoid image degradation due to respiratory motion (see Section
1.6.1.2).
Whole-heart MRI provides high-resolution 3D images, which can be
reconstructed in any plane during offline processing, providing a complete
picture of the cardiac anatomy. It also enables visualization of the coronary
arteries. It is also easy to standardize, providing enhanced reproducibility in
quantitative measurements. The main disadvantage of whole-heart MRI is the
long acquisition, which can reach 15 minutes. Due to cardiac and respiratory
gating, it has very low scanning efficiency.

1.6.2.5 Phase-Contrast MRI
Phase-contrast MRI is a technique used to encode flow velocity into the MR
signal [193]. The quantification of blood velocity and derived measures such
as stroke volume13, cardiac output, pulmonary to systemic flow ratio and
valvular regurgitation fractions14 add valuable hemodynamic information for
the assessment of heart disease.
Velocity is usually encoded into the phase of the MR signal by applying a
bipolar gradient between the excitation and the echo. This consists of a
magnetic field gradient along the velocity encoding direction followed by an

13

The stroke volume is the volume of blood pumped by the left ventricle in a
single heartbeat. It can be estimated as the difference between diastolic and
systolic ventricular volumes or measured from ventricular outflow.
14

The valvular regurgitation fraction measures the amount of blood flow
travelling backwards (leaking) through the cardiac valves.
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equal gradient with opposite polarity. During the first gradient, spins will accrue
different phases according to their spatial location along the gradient. During
the second gradient, stationary spins will experience an equal but opposite
magnetic field, reversing the effect of the first gradient and leaving them with
no net phase shift. However, spins that moved along the direction of the
gradient will now experience a different magnetic field, leaving them with a net
phase shift that is directly proportional to the spin velocity. Because phase
shifts only provide relative velocity information, it is necessary to perform two
flow experiments with different velocity encodings. This enables the
reconstruction of phase-contrast maps where pixel intensity is determined by
the velocity of the imaged tissue.
Phase-contrast MRI is a cine acquisition, as flow is most useful when studied
across the entire cardiac cycle. Either gated or real-time techniques may be
used.

1.6.3 The CMR Workflow in Congenital Heart Disease
A CMR scan for a complex CHD case takes about an hour. Scans in young
children or uncooperative patients may be performed under general
anaesthesia to minimize disruption and motion artefacts. Most images are
acquired using cardiac ECG gating during a breath-hold, to minimize motion
artefact and/or enable visualization of cardiac motion. When obtaining static
images, imaging is typically gated to diastole, when the heart is most at rest.
This section outlines a general imaging protocol for CMR imaging of CHD
patients. It should be noted that the anatomic emphasis, the sequence choice
and the ordering of the scans may be altered by the operators according to
the clinical questions and the patient’s anatomy, physiology, cooperation and
breath-holding ability. At each step, sequence parameters are selected
depending on the patient’s size, heart rate and rhythm. For example, real-time
sequences may be preferred over ECG-gated sequences in patients who are
arrhythmic or unable to hold their breath. Additional 2D views may be required
for accurate characterization of some anatomies. The following is the usual
workflow [6]:
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1. Scouts or localizer scans. These are performed using single-shot
bSSFP sequences and involve the acquisition of multiple slices in all
three radiological planes. The primary purpose of these is to localize
anatomic structures and ensure correct positioning of the patient (heart
in the isocentre), though they may also guide planning of subsequent
sequences. These scans are fast and are not typically used for
diagnostic purposes.
2. Single-slice cine images. Multiple cine images are sequentially planned
and acquired in different cardiac planes. Typical planes include left- and
right-ventricular long axis views (the axis that aligns the base of the
heart and the apex), AV valve views, 4-chamber views (depicting both
atria and both ventricles) and left/right ventricular outflow tracts,
although complex cases may require additional scans. All are collected
using ECG-gated, breath-hold bSSFP sequences, segmented over
multiple heartbeats (see Section 1.6.2.1). These cine images are used
for subjective assessment of atrial and ventricular volumes and
function, AV and semilunar valve function and outflow tract morphology.
They are also used to plan the short-axis stack. The acquisition process
for the different slices involves sequential planning by an experienced
radiographer and is guided by the clinical questions and the patient’s
anatomy. In a typical patient, this process takes about 10 minutes.
Common problems include patient exhaustion, inability to breath-hold
and lack of cooperation, which may lead to repeated scans or longer
wait times between acquisitions, and irregular cardiac rhythm, which
complicates cardiac gating.
3. Short-axis cine stack. A series of contiguous slices oriented along the
short axis (the axis perpendicular to the long axis) covering the entire
ventricular mass, obtained using an ECG-gated, breath-held bSSFP
cine sequence. The short-axis stack images are used for segmentation
of ventricular volumes and for assessment of the ventricular septum,
myocardial morphology and wall motion. Planning and acquisition
typically takes about 10 minutes and involves one breath-hold per slice.
Common problems include all those associated with single-slice cine
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images, plus misregistration between slices due to inconsistent breathholding positions.
4. Contrast-enhanced MR angiogram. Breath-held 3D spGRE acquisition
without cardiac gating (see Section 1.6.2.2). A pre-contrast image is
acquired followed by two images after gadolinium injection, triggered
with bolus tracking to ensure maximum signal. This provides
angiographic views of thoracic vessels, with different structures visible
on the two images as the bolus travels through the vasculature. This is
used to determine preferential blood flow, and can be expanded to
perform time-resolved angiography or 4-dimensional angiography. This
acquisition takes about 5 minutes in total (one ~15 s breath-hold per
image plus time for recovery), plus additional preparation of the patient
with a cannula at the beginning of the examination to enable
administration of the contrast bolus.
5. Whole-heart MRI. A free-breathing, respiratory navigated, ECG-gated
isotropic 3D bSSFP sequence, triggered to diastole (see Section
1.6.2.4). This long acquisition (8-15 min) provides high resolution
images of the cardiac anatomy including the coronary arteries, and
allows multiplanar reformatting. In patients with a complex anatomy, it
may also be used to plan further imaging.
6. Phase-contrast MRI. Velocity mapping of great artery and venous flow
using a free-breathing, ECG-gated phase contrast sequence (see
Section 1.6.2.5). These are used to assess net flow volumes, flow
velocities and regurgitant fractions, evaluate the presence and location
of shunts, stenoses and regions of flow acceleration, calculate the ratio
of pulmonary blood flow to systemic blood flow, and validate ventricular
stroke volumes derived from short-axis stack. The planning and
acquisition of all flow images takes about 15 minutes in a typical case.
Once the MRI scan is complete, further processing by trained radiologists and
CMR specialists is required. This involves:
•

Manual segmentation of left and right ventricles in short-axis stack, all
slices, end-systolic and end-diastolic frames. This is used to compute
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end-systolic and end-diastolic ventricular volumes as well as derived
measures such as the stroke volume and the ejection fraction.
•

Manual segmentation of aorta and main pulmonary artery in
corresponding flow images, all frames. This is required to obtain flow
curves (total flow throughout the cardiac cycle) and calculate stroke
volume, pulmonary-to-systemic flow ratio and regurgitation fractions.

•

In complex cases, segmentation and 3D flow analysis of structures
such as the aorta and the pulmonary arteries may be performed. This
requires significant time and expertise but provides rich information
about blood flow dynamics and the effect of potential treatments.

This quantitative information is combined with the interpretation of the images
to generate the radiological report.
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Chapter 2
Respiratory Resolved Spiral 3D Cine
MRI
3D cine MRI is a challenging endeavour, but its potential impact in clinical
cardiovascular MRI is large. It would provide very rich information, exceeding
that provided by current reference standard techniques, while simplifying
workflows and shortening overall examination time. This chapter describes the
development of a 3D cine MRI application that can run in a very short time, by
leveraging fast spiral imaging and recent reconstruction technologies.
My personal contribution to the work described in this chapter is as follows:
•

Development and optimization of a new spiral cardiovascular
sequence.

•

Development and optimization of a cloud-based image reconstruction
pipeline.

•

Development of a numeric phantom.

•

Design and execution of a simulation study to determine the optimal
view ordering pattern for the proposed sequence.

•

Image reconstruction and quantitative evaluation of image quality in a
patient study.

•

Statistical analysis of results and production of all figures.

•

Preparation of a published manuscript, as well as this text.

Some of the content in this chapter, including certain parts of the text and
figures, was also presented in my first author paper “Rapid 3D whole-heart
cine imaging using golden ratio stack of spirals”, published in Magnetic
Resonance Imaging in 2020 [194]. Any content reproduction has been done
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with the permission of the copyright holder. The original manuscript can be
found in Appendix B.
Some of the methods I developed in this chapter have been and could be
useful beyond this work:
•

The spiral pulse sequence (see Section 2.2.1) was designed to be
flexible and supports several common cardiovascular MRI features,
including 2D/3D imaging, gradient echo and balanced steady state free
precession contrasts, triggering, real-time imaging, flow imaging and fat
suppression. This work will contribute to current and future studies at
our institute.

•

The numeric phantom (see Section 2.2.3) was also used in “Golden
ratio stack of spirals for flexible angiographic imaging: Proof of concept
in congenital heart disease”, published in Magnetic Resonance in
Medicine in 2018 [147], of which I am an author. This work can be found
in Appendix C.
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2.1 Introduction
Multiplanar 2D cine MRI with balanced steady-state free precession (bSSFP)
contrast is an essential technique in clinical MR services for the assessment
of the contractile function of the heart [195]. To perform a comprehensive
evaluation, several 2D multislice acquisitions are normally planned, each in a
different orientation: common views include short-axis, long-axis, fourchamber and left/right ventricular outflow tracts. This results in a complex
workflow and requires significant radiographer expertise (see Section 1.6.3).
In addition, imaging with high spatiotemporal resolution using conventional
techniques is too slow to be performed in real time, so each slice must be
segmented over several cardiac cycles (see Section 1.6.1.1). As a result,
breath-holding is needed to avoid artefacts due to respiratory motion, which
can be problematic in some patients such as children or people who suffer
from shortness of breath.
To overcome these issues, attention has turned to free-breathing 3D cine MRI.
This technique collects and reconstructs dynamic volumetric data (3D + time)
in a single acquisition. This has several advantages. First, it provides full
anatomic coverage, and any 2D plane can be obtained during postprocessing
via multiplanar reformation (MPR). Secondly, the technique is suitable for
respiratory motion compensation, which can eliminate the need for breathholding. Finally, it is easy to plan, since it involves only a single scan, of a large
slab of tissue which contains the heart.
However, a large quantity of data must be collected for 3D cine MRI. If scan
time is to be kept at a clinically acceptable level, the acquisition must be
heavily accelerated and advanced reconstruction methods are necessary,
e.g., compressed sensing in combination with parallel imaging (see Section
1.5). It should be noted that, when used with such techniques, 3D cine MRI
could in fact be potentially faster than conventional 2D cine imaging. By
replacing multiple 2D acquisitions in different planes, 3D cine MRI would
greatly simplify the clinical workflow and increase scan efficiency (more time
collecting data, less time planning or pausing between breath-holding).
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Several 3D cine techniques have been proposed so far. Most are based on
radial trajectories, such as spiral phyllotaxis15 koosh-ball [196]–[198] and stack
of stars [146], [199]. In koosh-ball trajectories, radial spokes are arranged
along the surface of a sphere. This type of trajectory is highly insensitive to
motion artefact, which manifests as blurring. It samples the central k-space
region frequently, which is suitable for the generation of image-based 3D
navigators. However, sampling density decays quadratically with k-space
radius, which may result in overly sparse sampling of high frequencies. Stack
of stars trajectories, which stack 2D radial trajectories along a phase encoding
dimension, offer additional design flexibility, but lose some of the benefits of
koosh-ball such as motion insensitivity along the “stack” dimension. Cartesian
approaches have also been used [200]. The main advantage of Cartesian
trajectories is a simpler, faster reconstruction, thanks to the widely available
Fast Fourier Transform (FFT) algorithm. However, they are susceptible to
ghosting motion artefacts, and their uniformity may reduce the artefact
incoherence on which compressed sensing reconstruction relies (see Section
1.5.2). In both Cartesian and radial trajectories, the short readout may limit the
achievable efficiency.
Spiral-like trajectories, which have received little interest in this application,
offer more efficient ways to fill k-space and provide better control over readout
duration and sampling density. Longer readouts are more efficient because
they cover a larger fraction of k-space per excitation, reducing the number of
excitations required. In theory, one can design spiral readouts of arbitrary
duration. In practice, duration is limited by factors such as signal decay and
off-resonance blurring (see Section 1.3.12.3). In bSSFP sequences, readout
length is also constrained by low TR requirements, to minimize dephasing of
off-resonant spins and avoid signal drops (dark band artefacts) (see Section
1.4.2.2). Spiral trajectories can also be designed with a certain sampling

15

The term “spiral” in “spiral phyllotaxis” refers to the ordering of radial spokes
on the surface of a sphere. However, this is a radial trajectory and should not
be confused with the use of a spiral readout waveform.
126

Respiratory Resolved Spiral 3D Cine MRI

density profile (see Section 1.3.12.3). In radial trajectories, sampling density
decreases with k-space radius (linearly for stack of stars, quadratically for
koosh-ball trajectories). While it is often useful to oversample the centre, such
a strong bias reduces sampling efficiency. Spiral trajectories, on the other
hand, can provide a more uniform sampling density. This additional scan
efficiency translates directly into reduced acceleration factors or reduced
acquisition time.
Spiral-like trajectories can be used to sample a 3D k-space in different ways
(see Section 1.3.12.3). Cones-based trajectories [16], [17], [201] sample a
spherical k-space and measure the DC component in every readout, like
koosh-ball trajectories. They share many of koosh-ball’s properties such as
suitability for the generation of 3D image-based navigators, while potentially
improving efficiency. Another common 3D spiral extension is the stack of
spirals [15] trajectory, in which 2D spiral trajectories are stacked to sample a
cylindrical k-space. These have important practical advantages, such as
simple field-of-view anisotropy and the ability to create 1D projections for
simple, high-temporal-resolution self-navigation. Golden-ratio ordered (see
Section 1.6.2.1) stack of spirals (GRASS) trajectories have been previously
demonstrated for highly accelerated time-resolved 3D angiography [147]. The
GRASS trajectory, which incorporates golden-ratio spacing in both the kx-ky
plane (rotation of the base spiral, outer loop) and along kz (partition dimension,
inner loop), produces incoherent aliasing patterns which are well suited to
compressed sensing reconstructions. However, the use of golden ratio
ordering in the inner loop results in large step sizes between consecutive
readouts. While this is not a problem in spoiled gradient echo imaging, it is not
suitable for a bSSFP sequence such as the one used in this work. bSSFP
sequences are preferred in cardiac cine imaging because they offer superior
contrast, particularly between the blood pool and the myocardium. However,
they are sensitive to sudden changes in eddy currents, such as those caused
by gradient fields, which result in image artefacts (see Section 1.4.2.2).
Therefore, view ordering must be designed in a way that minimizes inner loop
k-space “jumps”.
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Even very efficient 3D cine techniques are likely to have a longer scan time
than is possible with continuous breath-holding. Therefore, 3D cine techniques
must put in place mechanisms to track and compensate for respiratory motion
(see Section 1.6.1.2). Previously proposed techniques have used respiratory
gating [123], [146], [199], soft-gating [200] and motion correction [197], [202].
Another approach, recently developed, is to resolve respiratory motion [148],
[198]. This approach has several advantages: no data are discarded, it
exploits redundancy along the respiratory dimension, and it does not rely on
registration models. It also provides additional physiological information on
respiratory dynamics, although the clinical benefit of this is currently unclear.
Regardless of the compensation method, techniques must be able to track
respiratory motion in some way, e.g., by periodically acquiring a selfnavigation readout (see Section 1.6.1.2) [198]. In transverse stack of spirals
trajectories, every readout samples a point along the kz axis, so this axis can
be used to generate 1D projections at a fast enough rate that a self-navigation
signal can be derived from them [147].
This chapter presents a rapid free-breathing 3D cine MRI technique. It
employs an efficient uniform density stack of spirals acquisition with golden
angle rotations and an accelerated 5D parallel imaging compressed sensing
reconstruction with cardiac and respiratory time. Given the unsuitability of
golden-ratio partition ordering, we consider two alternatives, uniform sampling
and tiny golden ratio sampling [203], and investigate their properties using a
numeric phantom. The proposed technique is tested in a cohort of congenital
heart disease patients, and image quality and quantitative measurements are
evaluated and compared against multiplanar 2D breath-hold cine imaging, the
current gold standard.
The remainder of this chapter is structured in 3 sections. Section 2.2 describes
novel methods that were developed during this work, namely an MRI pulse
sequence, an image reconstruction pipeline and a numeric phantom. Section
2.3 describes the experimental studies that were performed using these
methods, namely an in-silico simulation study and an in-vivo patient study.

128

Respiratory Resolved Spiral 3D Cine MRI

Finally, Section 2.4 discusses the results, puts them in context with current
literature and concludes this chapter.

2.2 Development of Methods
Significant development of new methods was needed to enable this work. This
section describes these methods: the MRI pulse sequence used to collect the
raw data, the image reconstruction pipeline used to process these data and
form the images, and the numeric phantom used to determine the optimal
sampling pattern.

2.2.1 Pulse Sequence
I developed an MRI pulse sequence with support for 3D imaging, bSSFP
contrast and spiral trajectories. This configuration is summarized in Figure 2.1.
It consists of a train of spatially selective sinc RF pulses (see Section 1.3.11)
with alternating 0-180° phase (see Section 1.4.2.2). Each excitation is followed
by a phase encoding table along the slab selection dimension and a spiral
readout in the kx-ky plane. The trajectory is an Archimedean spiral with uniform
sampling density and optimal gradients are computed using the method
described by Pipe et al. [204]. The calculated spiral trajectories were adjusted
during reconstruction to account for the gradient delay relative to the ADC
[205], [206]. Finally, a set of rewinder gradients are applied as necessary to
ensure gradient moments are nulled between excitations (in other words, to
refocus the magnetization at the RF isocentre). A Kaiser-windowed ramp of
10 RF pulses with no ADC is included at the beginning of the acquisition to
quickly bring the magnetization to steady state [27].
Data acquisition runs continuously for a fixed duration, determined by user
parameters including FOV, spatial/temporal resolution and acceleration factor.
Cardiac cycle timestamps based on the vectorcardiogram (VCG) signal are
collected for retrospective cardiac gating during image reconstruction.
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Figure 2.1

Sequence diagram for transverse stack of spirals bSSFP

sequence. Spiral trajectories are played out on the 𝑥 and 𝑦 axes and stacked
along the z axis. The figure shows the amplitude of the modulated RF wave,
the phase of the numerically controlled oscillator (NCO), the analog-to-digital
converter (ADC) state (on/off) and the gradient amplitudes along the 𝑥, 𝑦, 𝑧
physical axes. The first 4 readouts of an example acquisition are shown. The
first 4 partition encoding steps in this acquisition correspond to k-space
locations near the maximum 𝑘𝑧 , and the 𝑘𝑥 , 𝑘𝑦 spiral rotation angle remains
constant. The figure shows a train of RF pulses with synchronous sliceselection gradients (barely visible due to their small amplitude). The phase of
the NCO during excitation alternates between 0 and 180°. The phase during
readout also shows this alternation, with an additional off-centre readout
phase offset. Rewinder gradients following the readout null 0th gradient
moments.
The following imaging parameters were used in this work: TR/TE = 3.42/0.95
ms, FOV = 450  450  210 mm3, matrix size = 224  224  104, voxel size =
2.0  2.0  2.0 mm3, flip angle = 60, bandwidth = 1,590 Hz/pixel, spiral arms16

16

This is the number of spiral arms, or interleaves, required to fully sample a
2D slice of k-space.
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= 90, cardiac phases = 20, respiratory phases = 4, total acceleration factor =
12. This resulted in a total of 62,400 readouts, acquired continuously over 3
min 33 s. No preparation pulses (e.g., fat saturation) were used during the
acquisition, so the steady state is never interrupted.
Two different view ordering methods were considered in this work, based on
a nested loop strategy with partitions in the inner loop and rotations in the outer
loop (Figure 2.2). In both cases, the base spiral was rotated by the golden
angle (137.51). In the inner loop, readouts are translated in the kz direction
by one of two step sizes: uniform spacing (US), where k-space coordinates
are in a Cartesian grid; or tiny golden spacing (TS), where they are advanced
by the 7th tiny golden ratio (0.116, as a proportion of the maximum k-space
extent). These two methods are investigated in the simulation study (see
Section 2.3). Uniform spacing was used in the patient study (see Section

Tiny golden spacing

niform spacing

2.3.2).

Figure 2.2 View ordering strategies for stack of spirals bSSFP sequence. Two
strategies are considered. Both are nested loops with the partition dimension
in the inner loop and the rotation dimension in the outer loop. In uniform
spacing, partition coordinates are in a Cartesian grid. In tiny golden spacing,
partition spacing is based on the 7th tiny golden ratio. In both strategies, spirals
are rotated by the golden angle, 𝜑 = 137.51.
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2.2.2 Image Reconstruction
Images were reconstructed from undersampled k-space data using a
combined parallel imaging + compressed sensing technique with cardiac and
respiratory motion dimensions. This reconstruction is similar to that used in
XD-GRASP (golden angle radial sparse parallel MRI with extra motion state
dimensions) [148] and delivers a 5D dataset (3D space + cardiac time +
respiratory time).
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Figure 2.3 Image reconstruction diagram. Inputs are the multicoil k-space
data and the vectorcardiogram (VCG) signal, used for retrospective cardiac
gating. QRS wave detection and timestamp computation are performed
directly on the scanner with proprietary software. Respiratory gating is based
on a self-navigation signal. Multicoil data was compressed using principal
component analysis (PCA). Coil sensitivity maps were then estimated from the
aggregated k-space data using ESPIRiT. Binned data and coil sensitivity maps
were inputs to a parallel imaging + compressed sensing reconstruction (PICS)
to finally obtain cardiorespiratory resolved images.
First, data were retrospectively sorted into 20 cardiac phases and 4 respiratory
phases, resulting in a total of 80 bins, as described below.

133

Chapter 2

•

Cardiac gating was based on the VCG signal. Our MRI scanner
automatically detects the QRS complex17 in the VCG signal and
provides cardiac cycle timestamps. For each cardiac cycle, readouts
were retrospectively binned into 20 cardiac phases of equal duration,
according to these timestamps.

•

Respiratory gating was based on a self-navigation signal obtained from
the measured k-space data. First, k-space samples along the kz axis
(the first sample in each readout) were arranged into groups of length
104 (the number of partitions) in a sliding window fashion. A 1D
superior-inferior projection was then computed for each group and for
each coil using the inverse Fourier transform (Figure 2.3). Principal
component analysis was then applied to the multicoil projection data,
and the principal component with the highest frequency content in the
respiratory range (0.1–0.5 Hz, or 6–30 bpm) was selected as the
respiratory signal. Finally, data was sorted according to the amplitude
of this signal into four respiratory positions from end-expiration to endinspiration. The thresholds between these positions were selected
automatically so that all respiratory phases contained the same number
of readouts. Both the projection extraction method [147] and signal
extraction method [202] have been previously validated.

Before iterative reconstruction, the 12-channel multicoil k-space data were
reduced to four virtual coils using a PCA coil compression method [207], to
limit computational requirements. Coil sensitivity maps for the new virtual coils
were obtained using ESPIRiT [42] from the same imaging k-space data. Note
that, due to golden angle rotations, k-space is fully sampled (indeed,
oversampled) for reconstruction of a static average volume.

17

The QRS complex is the combination of three signal deflections (Q wave, R
wave and S wave) in the VCG. It has a characteristic shape and is the most
easily identifiable feature of the VCG trace.
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Finally, images, 𝑥, were obtained using binned measurement data, 𝑦, and coil
sensitivity maps, 𝑆, as the solution to the following convex optimization
problem [148]:
1
𝑥 = argmin ‖𝐹𝑆𝑥 − 𝑦‖22 + 𝜆𝑐 ‖𝐷𝑐 𝑥‖1 + 𝜆𝑟 ‖𝐷𝑟 𝑥‖1
2
𝑥

(2.1)

Where 𝐹 is the discrete Fourier transform. The objective function contains
three terms: the data consistency term (see Section 1.5.2) and two
regularization terms which minimize total variation along the cardiac and
respiratory dimensions. 𝐷𝑐 and 𝐷𝑟 are finite difference operators along each
dimension, respectively, and 𝜆𝑐 and 𝜆𝑟 are the corresponding regularization
parameters. These were set to 0.005 and 0.002. I tuned these parameters
manually and observed those values offered a good trade-off between artefact
suppression and blurring. The optimization algorithm was the alternating
direction method of multipliers (ADMM) and the optimization continued for a
maximum of 50 iterations.
I implemented this reconstruction offline in MATLAB R2018a (The Mathworks,
Inc, Natick, MA, USA). The MATLAB interface of the Berkeley Advanced
Reconstruction Toolbox (BART) was used [208] for the ESPIRiT calibration
and compressed sensing reconstruction. The calculation of trajectories,
calculation of the self-navigation signal and cardiorespiratory binning were
performed in native MATLAB. All reconstructions were performed in the UCL
Myriad high-performance computing (HPC) cluster, in a node equipped with
an 18-core Intel Xeon Gold 6140 processor and 432 GB of DDR4 memory.

2.2.3 Numerical Phantom
2.2.3.1 Background
The development of cardiac MRI solutions often requires the optimization of
factors such as k-space trajectories or reordering strategies. Such factors are
important because they affect the manifestation of motion or undersampling
artefacts. In turn, the appearance of these artefacts has a large impact on the
quality of the reconstruction (see Section 1.5). These effects are not
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necessarily obvious, and it is often useful to assess them by visual inspection
and/or quantification. However, many uncontrolled factors can affect the MR
experiment, such as field inhomogeneities, trajectory imperfections, eddy
currents and physiologic activity. In the presence of these factors, it can be
difficult to isolate the effects of interest. In addition, confounding factors can
change between acquisitions, which complicates comparisons. Therefore,
there is a need for a controlled platform on which to run experiments of this
kind.
Numerical phantoms are virtual objects that provide reference data for the
evaluation of reconstruction systems. In these, the imaging experiment is not
actually performed but simulated, giving the researcher full control over the
properties of the “acquired” data. Virtual phantoms have long been used. In
1974, Shepp and Logan proposed their famous head section, consisting of
several overlaying ellipses [209]. Shepp later extended it to 3D, using
ellipsoids to represent relevant anatomical structures [210].
In MRI simulation, the interest is in the k-space frequency data derived from
these objects. The simplest way to obtain such data is to take the Fourier
transform of a simulated rasterized image. However, this neglects the aliasing
introduced by the discretization of a continuous object. This is a so-called
“inverse crime” situation, where the flawed assumptions of the inversion step
(that the object is of a discrete nature, a necessary assumption in MRI
reconstruction) are also made during data synthesis. The result is a
misleadingly good reconstruction.
A more accurate approach is to use continuous mathematical representations
for the phantom objects and their respective Fourier transforms (analytical
phantoms). Using closed-form representations for the FT of an ellipsoid, Van
de Walle et al. and Koay et al. presented analytical 2D and 3D Shepp-Logan
phantoms, respectively [211], [212]. Later, Guerquin-Kern et al. introduced
analytical models for coil sensitivity maps to enable parallel imaging
simulations [213]. An important limitation of analytical phantoms is that they
are restricted to objects whose Fourier transform can be expressed in closed
form. Despite this, recent work has enabled the generation of realistic
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phantoms based on Bézier contours [214] or polyhedra [215]. Analytical
phantoms can also incorporate motion; dynamic cardiac phantoms have been
proposed [215], [216].
In this section, I describe a 3D numeric phantom which I designed and
developed. The phantom is analytical, i.e., k-space data is computed based
on closed-form formulas in the Fourier domain, to avoid falling into an “inverse
crime” situation. It can generate multicoil k-space data for parallel imaging
reconstructions, and supports cardiorespiratory motion for dynamic imaging
applications. The proposed phantom is not realistic. Instead, basic shapes
(ellipsoids and cylindroids) are used to represent anatomical structures. Such
abstract phantoms are in many cases sufficient to assess a reconstruction
algorithm, and may even expose certain artefacts more clearly. In addition,
they limit the high computational cost incurred by more realistic looking
phantoms. Finally, the phantom is designed with flexibility in mind. A basic
configuration is suggested for a “thoracic” phantom, but the user can easily
design their own.

2.2.3.2 Theoretical Basis
Ellipsoids and cylindroids are the building blocks used to model different
elements in the thoracic cage. Each building block is defined by the following
properties: the intensity 𝜌, a scalar normalised from 0 to 1; the size 𝐬 and
position 𝛅, 3-element vectors in mm; and a 3 × 3 transformation matrix 𝐴 which
enables affine transforms of the elements.
The numeric phantom consists of a combination of several such elements.
Due to the linearity of the Fourier transform, the “measured” k-space data for
a phantom can be computed as the sum of the contributions of each element:
𝑁

𝑚(𝝎) = ∑ 𝑚𝑛 (𝝎)

(2.2)

𝑛=0

Where 𝛚 is the spatial angular frequency, 𝑁 is the number of elements and
𝑚𝑛 = 𝑚0 , … , 𝑚𝑁 is the Fourier transform of element 𝑛. The phantom supports
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3D ellipsoidal and cylindroidal elements, both of which have closed-form
representations in the Fourier domain.
The Fourier transform of an ellipsoid under a nonsingular affine transform is
given by:
𝑚(𝝎) = 𝜌𝑠𝑥 𝑠𝑦 𝑠𝑧 𝑑𝑒𝑡(𝐴) 𝑒 −𝑗𝝎⋅𝜹

𝑠𝑖𝑛(2𝜋𝐾) − 2𝜋𝐾 𝑐𝑜𝑠(2𝜋𝐾)
2𝜋 2 𝐾 3

(2.3)

2

̃ = 𝐴𝑇 𝛚. Details on the
Where 𝐾 = √(𝑠𝑥 𝜔
̃𝑥 )2 + (𝑠𝑦 𝜔
̃𝑦 ) + (𝑠𝑧 𝜔
̃𝑧 )2 and 𝛚
derivation of Equation 2.3 can be found on the work by Koay et al. [212]. Note
that the expression

sin(2𝜋𝐾)−2𝜋𝐾 cos(2𝜋𝐾)
2𝜋 2 𝐾3

has a 0/0 indeterminate form at 𝐾 = 0,

though the limit can be evaluated as:
sin(2𝜋𝐾) − 2𝜋𝐾 cos(2𝜋𝐾) 4𝜋
=
𝐾→0
2𝜋 2 𝐾 3
3
lim

(2.4)

To avoid numerical stability issues around 𝐾 = 0, for small values of 𝐾 this
expression can be evaluated using a truncated Maclaurin expansion:
sin(2𝜋𝐾) − 2𝜋𝐾 cos(2𝜋𝐾) 4𝜋 8𝜋 3 2 8𝜋 5 4
≅
−
𝐾 +
𝐾
2𝜋 2 𝐾 3
3
15
105

(2.5)

The Fourier transform of a cylindroid under a nonsingular affine transform is
given by:
𝑚(𝝎) = 𝜌𝑠𝑥 𝑠𝑦 𝑠𝑧 det(𝐴) 𝑒 −𝑗𝝎⋅𝜹

𝐽1 (2𝜋𝐾) sin(2𝜋𝜔
̃𝑧 )
𝜋𝐾
𝜔
̃𝑧

(2.6)

2

̃ = 𝐴𝑇 𝛚 and 𝐽1 is the Bessel function of the
Where 𝐾 = √(𝑠𝑥 𝜔
̃𝑥 )2 + (𝑠𝑦 𝜔
̃𝑦 ) , 𝛚
first kind of order 1. The derivation of Equation 2.6 is similar to that of Equation
2.3. The terms

𝐽1 (2𝜋𝐾)
𝜋𝐾

and

̃ 𝑧)
sin(2𝜋𝜔
̃𝑧
𝜔

have 0/0 indeterminate forms at 𝐾 = 0 and

𝜔
̃𝑧 = 0, respectively, and their limits are:
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𝐽1 (2𝜋𝐾)
=1
𝐾→0
𝜋𝐾

(2.7)

sin(2𝜋𝜔
̃𝑧 )
= 2𝜋
𝐾→0
𝜔
̃𝑧

(2.8)

lim

lim

For small 𝐾 and 𝜔
̃𝑧 , respectively, the algorithm evaluates these expressions
using the corresponding Maclaurin expansions:
𝐽1 (2𝜋𝐾)
1
1
1 6
≅ 1 − 𝐾2 + 𝐾4 −
𝐾
𝜋𝐾
2
12
144

(2.9)

sin(2𝜋𝜔
̃𝑧 )
4𝜋 3 2 4𝜋 5 4 8𝜋 7 6
≅ 2𝜋 −
𝜔
̃ +
𝜔
̃ −
𝜔
̃
𝜔
̃𝑧
3 𝑧
15 𝑧 315 𝑧

(2.10)

2.2.3.2.1 Parallel Imaging
The proposed phantom can generate multicoil data for parallel imaging
reconstructions. Coil sensitivity maps, 𝑆(𝐫), are modelled as a linear
combination of 𝐿 complex exponentials [214]:
𝐿

𝑆(𝒓) = ∑ 𝑎𝑙 𝑒 𝑗𝒓⋅𝝎𝑙

(2.11)

𝑙=0

Where 𝐫 is the spatial position, 𝛚𝑙 = 𝛚0 , … , 𝛚𝐿 are angular frequencies, and
𝑎𝑙 = 𝑎0 , … , 𝑎𝐿 are the corresponding Fourier coefficients. This sum can
represent arbitrary maps and has the advantage that multiplying the image by
it results in a simple modification to the k-space data, thanks to the frequency
shift property of the Fourier transform:
ℱ(𝑓(𝒓)𝑒 𝑗𝒓⋅𝝎𝑙 ) = 𝐹(𝝎 − 𝝎𝑙 )

(2.12)

To generate realistic coil sensitivity maps, the user may define an array of
coils, with their respective geometry and positions, and simulate their
sensitivities using the Biot-Savart law. The sinusoidal model of Equation 2.11
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can then be fitted to the simulated maps to the necessary accuracy. In
practice, rough approximations may suffice.
Once the frequencies 𝛚𝑙 and coefficients 𝑎𝑙 for the sinusoidal model have
been obtained, sensitivity-modulated k-space data can be computed as
follows:
𝐿

𝐿

𝑁

𝑚𝑠 (𝝎) = ∑ 𝑎𝑙 𝑚(𝝎 − 𝝎𝑙 ) = ∑ ∑ 𝑎𝑙 𝑚𝑛 (𝝎 − 𝝎𝑙 )
𝑙=0

(2.13)

𝑙=0 𝑛=0

2.2.3.2.2 Motion Dynamics
Simulating cardiac and respiratory motion is essential for any dynamic thoracic
phantom. In the proposed phantom, cardiac and respiratory signals (Figure
2.4) are modelled using two superimposed logistic functions per cycle, one
ascending and another descending.
1

𝑠(𝑡) =
1+

8𝑡
𝑒 −𝑇𝑅+4

1

−
1+𝑒

−

8𝑡
1+𝑅
+4⋅
1−𝑅
𝑇(1−𝑅)

, 0<𝑡<𝑇

(2.14)

Where 𝑇 is the cardiac/respiratory period and 𝑅 is the systole-todiastole/inspiration-to-expiration time ratio.
This “combination of sigmoids” approach was favoured over the rather more
obvious sinusoidal function because it enables control over cycle asymmetry
through the 𝑅 parameter. The cardiac cycle is asymmetrical, with systole and
diastole taking about 1/4 and 3/4 of the total time, respectively (𝑅 = 0.25). The
respiratory cycle is asymmetrical too, with inspiration and expiration taking
about 1/3 and 2/3 of the total time, respectively (𝑅 = 0.33). Equation 2.14 is
replicated over time to obtain a smooth signal over multiple cycles.
The simulated cardiac and respiratory “signals” are normalized between 0 and
1 and represent the position along the cycle. In the cardiac signal, a value of
0 indicates end-diastole position and a value of 1 indicates end-systole
position. In the respiratory signal, 0 and 1 represent the end-expiration and
end-inspiration positions, respectively. These signals can then be used to
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modulate any of the properties of the phantom’s elements. For example, the
size of an ellipsoid can be linked to the cardiac signal to represent a
contracting heart, and its position along the z-axis can be coupled with the
respiratory signal to represent head-foot respiratory displacement.

Figure 2.4 Cardiac (a) and respiratory (b) motion curves used for dynamic
phantom simulations.

2.2.3.3 Implementation Details
I implemented the numerical phantom in MATLAB (The Mathworks, Inc.,
Natick, MA, USA).
A simple object-oriented design is used, with two main classes: element, which
contains information about object intensity, position, size and transform; and
phantom, which holds a list of elements and provides an interface to access
and modify it. The user creates as many elements as desired, sets their
properties and adds them to the phantom object. The user can also define
cardiac and respiratory signals with the desired frequency and phase (for
dynamic simulations) and the coil placement and sinusoidal model (for parallel
imaging acquisitions).
Using the newly created phantom object, the user can then call one of two
methods provided by the phantom class: image or scan. The first generates a
rasterized image for the phantom with the requested FOV and spatial
resolution. The second generates k-space measurements, either at a
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Cartesian grid with the given FOV and spatial resolution or at a set of k-space
coordinates. For dynamic imaging, both methods must also be supplied with
the appropriate time points. For parallel imaging, they also need the coil
information.
It should be noted that the computational cost of using this phantom is
relatively high. A typical simulation for a 3D dynamic parallel imaging
acquisition, with multiple elements, might require the evaluation of Equations
2.3 and 2.6 several billion times. Fortunately, the problem is ideally suited to
parallel computation, since there are no dependencies between k-space
points, coils, or frequency components. Therefore, I vectorized all the code
and included some small optimizations, e.g., to enable parallel computation of
matrix determinants. As a reference, a 3-minute free-running 4D stack of
spirals acquisition (~60 million k-space samples) can be simulated in ~20-30
min using an NVIDIA GP100 graphics processing unit (NVIDIA Corporation,
Santa Clara, CA, USA). Further optimizations might be possible, e.g., by
porting the package to C++/CUDA, but the stated performance was deemed
acceptable for our purposes.

2.2.3.4 Sample Configuration
As an example, we propose a configuration for a 3D thoracic phantom with
cardiac and respiratory motion (Figure 2.5). It includes the following elements:
•

A “thoracic wall”, represented by two static concentric elliptical
cylinders. The inner cylinder has negative intensity, so that both
cylinders add up to generate a “hollow” cylinder.

•

Left and right “arms”, each represented by a cylinder, without motion
dynamics.

•

The “heart”, represented by two concentric ellipsoids. The inner
ellipsoid represents the blood pool, and the larger ellipsoid represents
the myocardium. It has two superimposed dynamics: contractile cardiac
motion and translational superior-inferior respiratory motion.

•

Major

“vessels”

including

ascending/descending

aorta

and

left/right/main pulmonary arteries, represented by cylinders. They have
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cardiac dynamics (they dilate during systole) and respiratory dynamics
(translational motion).
•

The liver, represented by an ellipsoid with respiratory dynamics.

Full details for each of these elements are given in Table 2.1. The specific
values were approximated based on anatomical measurements. This
configuration was used in the 3D cine MRI study.

Figure 2.5 3D thoracic numeric phantom. (a)-(b) Coronal and transversal
views of dynamic phantom in end-diastole/end-inspiration (a) and endsystole/end-expiration (b). Simulations are reconstructions from a fullysampled stack-of-spirals k-space acquired in frozen time. (c) Single-coil views
from a multi-coil parallel imaging simulation.
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Table 2.1

Elements in the proposed numerical phantom. Intensities are

normalized between 0 and 1, where 0 is black and 1 is white. Note that
intensities are additive, so the final intensity at a certain pixel will be the sum
of the intensities for all the objects that contain the pixel. Size and position are
given in mm, the axes are [LR, AP, FH] (left-right, anterior-posterior, foothead), and the origin is the isocentre. CS and RS are the cardiac signal and
the respiratory signal, respectively. 𝐼 is the identity transform and 𝑅(𝜙, 𝜃, 𝜓) is
the rotation matrix for Euler angles 𝜙, 𝜃, 𝜓 with a “ZYX” axis rotation sequence.
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Anatomical
structure

Basic
shape

Intensity

Size (mm)

Position
(mm)

Transform

Thoracic wall
(outer)

Cylindroid

0.8

[280, 180,
210]

[0, 0, 0]

𝐼

Thoracic wall
(inner)

Cylindroid

−0.6

[260, 160,
210]

[0, 0, 0]

𝐼

Left arm

Cylindroid

0.6

[80, 80,
210]

[−

, 0, 0]

𝐼

Right arm

Cylindroid

0.6

[80, 80,
210]

[185, 0, 0]

𝐼

0.2

[80, 80,
100] *
(1 – 0.25 *
CS)

[0, − 0, − ]
[0, 0, 12] *
RS

𝜋 𝜋
𝑅 (− , − , 0)
4
3

0.4

[65, 65, 85]
*
(1 – 0.25 *
CS)

[0, − 0, − ]
[0, 0, 12] *
RS

𝜋 𝜋
𝑅 (− , − , 0)
4
3

0.6

[31, 31, 50]
+
[2.5, 2.5, 0]
* CS

[− 0, − 0,
65] +
[0, 0, 12] *
RS

𝐼

0.6

[19, 19,
120] +
[2.5, 2.5, 0]
* CS

[27, 52, 25] +
[0, 0, 12] *
RS

𝐼

0.6

[26, 26, 50]
+
[2.5, 2.5, 0]
* CS

[ 0, − , ]
+
[0, 0, 12] *
RS

𝜋
𝑅 (0,0, )
2

[0, 25, 55] +
[0, 0, 12] *
RS

𝜋
𝑅 (0, , 0)
2

[0, 0, −7 ]
[0, 0, 12] *
RS

𝐼

Heart
(myocardium)

Heart (blood pool)

Ascending aorta

Descending aorta

Main pulmonary
artery

Ellipsoid

Ellipsoid

Cylindroid

Cylindroid

Cylindroid

Left/right
pulmonary
arteries

Cylindroid

0.6

[18, 18,
100] +
[2.5, 2.5, 0]
* CS

Liver

Ellipsoid

0.4

[260, 160,
40]

2.3 Experimental Studies
This section describes the two experimental studies performed as part of this
work on 3D cine MRI: a simulation study, used to determine the optimal
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sampling pattern, and a patient study used to assess the performance of the
proposed technique in a realistic clinical setting. For each of these studies, I
will first describe the methods, followed by the results.

2.3.1 Simulation Study
2.3.1.1 Methods
I designed and performed a simulation study to investigate which of two step
sizes in 𝑘𝑧 provides better image quality for 5D stack-of-spirals whole-heart
MRI: uniform spacing or tiny golden spacing (see Section 1.6.2.1). Both step
sizes are small enough that they do not cause visible artefacts related to eddy
currents and allow the calculation of a respiratory navigator as described in
Section 2.2.2.
2.3.1.1.1 Data Generation
The numeric phantom described in Section 2.2.3 was used to generate
multicoil k-space data for several acquisitions, using each view ordering
method and with the imaging parameters described in Section 2.2.1.
Simulations were repeated 4 times with random heart rate (60–100 bpm) and
respiratory rate (12–18 bpm) combinations. Images were reconstructed from
the undersampled k-space data simulation as described in Section 2.2.2. VCG
timestamps, which are required by the proposed reconstruction, were also
simulated.
2.3.1.1.2 Image Quality Assessment
The image quality of the proposed reconstruction (see Section 2.2.2) for each
view ordering method was quantified using two metrics: the root mean squared
error (RMSE) and the structural similarity (SSIM). These metrics were
computed against a fully sampled reference acquisition, simulated using the
same numeric phantom and reconstructed via nonuniform FFT.
2.3.1.1.3 Statistical Analysis
Paired t-tests were used to assess if RMSE and SSIM values for the uniform
and tiny golden view ordering strategies had equal means.
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2.3.1.2 Results
Table 2.2 summarizes RMSE and SSIM for the two sampling strategies:
uniform spacing and tiny golden spacing. There were no statistically significant
differences in RMSE (p = 0.085) or SSIM (p = 0.095), but SSIM was higher for
uniform spacing. Therefore, uniform spacing was used in the patient study.
Figure 2.6 shows representative axial and coronal views of the reconstructed
phantom images for both sampling strategies: uniform spacing and tiny golden
spacing. It can be seen that images generated with tiny golden spacing show
more artifact and spatial blurring than images generated with uniform spacing.
Table 2.2 Image quality metrics for simulation study. Metrics are displayed as
mean ± standard deviation. The best scores are highlighted in bold. RMSE:
root mean squared error (lower is better); SSIM: structural similarity index
(higher is better).
Spacing

RMSE

SSIM

Uniform

0.047 ± 0.001

0.894 ± 0.021

Tiny Golden

0.048 ± 0.001

0.861 ± 0.019
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Figure 2.6 Phantom images in simulation study. Coronal and transversal
views are shown for (A) uniform spacing and (B) tiny golden spacing.

2.3.2 Patient Study
2.3.2.1 Methods
A prospective study was also carried out using the optimised sequence. This
study was approved by the local research ethics committee, and written
consent

was obtained

from all subjects

or their guardians (Ref:

06/Q0508/124).
10 subjects, for whom an MR scan had been clinically indicated, were recruited
for this study. Patients unable to hold their breath were excluded.
2.3.2.1.1 Data Acquisition
All patients were scanned using the proposed free-breathing whole-heart
method (FB-WH) as described in Section 2.2. In addition, for each patient a
conventional 2D multislice breath-hold stack was collected in a short axis
orientation (BH-SAX), with field of view = 340 × 300 mm2, voxel size = ~1.5 ×
1.5 mm2, slice thickness = 8.0 mm, flip angle = 70°, 10–12 slices, and 40
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frames per cardiac cycle (with k-space interpolation from a heart-rate
dependent number of phases). All imaging was performed on a 1.5 T MR
scanner (MAGNETOM Avanto, Siemens Healthineers AG, Erlangen,
Germany) with a 12-channel receiver coil array (6-element body coil plus 6element spine coil).
2.3.2.1.2 Image Processing
All image processing was performed using the OsiriX DICOM visualization
software (OsiriX v9.0, OsiriX Foundation, Geneva, Switzerland) [217] with inhouse plugins. FB-WH volumes were reformatted into the SAX orientation
using the MPR functionality in OsiriX, for easier comparison with BH-SAX. In
all cases observers were presented with images in a randomised order and
were blinded to the technique used to acquire them.
2.3.2.1.3 Image Quality Assessment
Image quality observations were based on a mid-ventricular slice of either BHSAX and the SAX MPR of the FB-WH data.
With the help of previously existing OsiriX plugins, I evaluated image quality
quantitatively using two metrics: edge sharpness (ES) and contrast-to-noise
ratio (CNR). ES was calculated as the maximum intensity gradient18 along a
manually drawn line across the endocardial border [218]. CNR was calculated
as the ratio of the average signal difference between blood pool and
myocardium to the average standard deviation in both regions [219]:

18

Sharp edges are characterised by a high intensity gradient and therefore
have higher ES values. To minimise the effect of noise, pixel intensities along
the selected line are smoothed by fitting to a polynomial prior to differentiation.
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𝐶𝑁𝑅 =

2 × (𝜇𝑏𝑙𝑜𝑜𝑑 − 𝜇𝑚𝑦𝑜𝑐𝑎𝑟𝑑𝑖𝑢𝑚 )
𝜎𝑏𝑙𝑜𝑜𝑑 + 𝜎𝑚𝑦𝑜𝑐𝑎𝑟𝑑𝑖𝑢𝑚

(2.15)

The regions of interest (ROIs) for blood and myocardium were manually
positioned in the centre of the left-ventricular cavity and the ventricular septum,
respectively.
In addition, I asked a clinical observer to subjectively score the images on a 5point Likert scale (0 = non-diagnostic, 1 = poor, 2 = moderate, 3 = good, 4 =
excellent) in three categories: sharpness of the endocardial border, temporal
fidelity of wall motion and residual artefacts.
2.3.2.1.4 Ventricular Volume Quantification
A clinical observer measured left ventricular (LV) and right ventricular (RV)
volumes for each patient, from both BH-SAX and FB-WH MPR data. For each
slice, the endocardial borders of the left and right ventricles were manually
segmented at end-systole and end-diastole frames. The volumes of the
resulting systolic/diastolic ROIs were calculated and summed for all slices to
obtain the end-systolic (ESV) and end-diastolic volumes (EDV). Stroke volume
(SV) and ejection fraction (EF) were computed

based on

these

measurements.
𝑆𝑉 = 𝐸𝐷𝑉 − 𝐸𝑆𝑉

(2.16)

𝑆𝑉
× 100
𝐸𝐷𝑉

(2.17)

𝐸𝐹 =

2.3.2.1.5 Statistical Analysis
Acquisition times for FB-WH and BH-SAX were compared using a t-test. Edge
sharpness and CNR scores for the FB-WH and BH-SAX methods were
compared using t-tests, and qualitative scores were compared using Wilcoxon
signed-rank tests. Ventricular volumes measured from BH-SAX and FB-WH
images were compared using t-tests and bias and limits of agreement were
estimated using Bland-Altman analysis.
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I performed all statistical analyses using R [220] and considered results
statistically significant if p < 0.05.

2.3.2.2 Results
FB-WH and BH-SAX data were acquired successfully in 10 patients (age: 21.2
± 10.1 years old). Acquisition time was 3 min 33 s for FB-WH (fixed time) and
4 min 48 s ± 51 s for BH-SAX (p < 0.05). The average heart rate during the
scans was 71 ± 13 bpm. The average reconstruction time for FB-WH images
was 105.6 min ± 3.3 min per patient.
An FB-WH volume sliced along the principal anatomical planes is shown in
Figure 2.7, including a through-time view. Figure 2.8 shows different cardiac
views obtained via MPR of the original volume, at end-diastole and endsystole. Short-axis MPR images of the FB-WH method are compared to BHSAX images in Figure 2.9. Finally, coronal views for the FB-WH method are
shown in Figure 2.10 to illustrate the depiction of respiratory motion.
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Figure 2.7 FB-WH volume sliced along principal anatomical planes. From left
to right, top to bottom: coronal view, sagittal view, axial view and line-throughtime (cardiac cycle) view. The white/green overlayed lines in each spatial view
localize the other spatial views. The green lines also localize the line-throughtime view. All images are shown in end-expiration. Spatial views are all shown
in end-diastole.
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Figure 2.8 FB-WH volume reformatted along cardiac imaging planes. 3D cine
data can be retrospectively reformatted into any desired view, as shown in this
example. From left to right: left heart view depicting the left ventricle, left atria
and aorta; right heart view depicting the right ventricle; left ventricular outflow
tract (LVOT) depicting the left and right ventricles and the aorta; and fourchamber view depicting the left and right ventricles and the left and right atria.
Two frames are shown for each orientation: at end-diastole (top row) and endsystole (bottom row).
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Figure 2.9 Representative images from patient study. A midventricular slice
of a SAX MPR of an FB-WH volume is shown at end-systole (A) and enddiastole (B). BH-SAX images are shown for the same patient and anatomical
position at end-systole (C) and end-diastole (D).

Figure 2.10 Respiratory motion in patient study. Coronal view of an FB-WH
volume in end-inspiration and end-expiration. For reference, the red line is
aligned with the dome of the right hemidiaphragm in end-inspiratory position.
Note the displacement of the anatomy due to respiratory motion.
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Objective image quality metrics (edge sharpness, CNR) and subjective scores
for each category (sharpness of endocardial border, temporal fidelity, residual
artefacts) are reported in Table 2.3. Image quality was significantly lower for
FB-WH than BH-SAX in terms of edge sharpness and all subjective
categories, but not in terms of CNR.
Table 2.3

Image quality metrics for patient study. Objective scores are

reported as mean ± standard deviation. Subjective scores are in a 1–5 Likert
scale, where 1 is worst and 5 is best; and are reported as median ± ½ IQR
(interquartile range). The reported p-values are for the comparisons between
BH-SAX and FB-WH. BH-SAX: breath-hold short-axis; FB-WH: free-breathing
whole-heart.
Category

BH-SAX

FB-WH

p-value

Edge sharpness (objective)

0.64 ± 0.18

0.13 ± 0.03

< 0.05

Contrast-to-noise ratio
(objective)

16.4 ± 5.4

13.8 ± 4.7

0.29

Sharpness of the endocardial
border (subjective)

4.0  0.5

3.0  1.0

< 0.05

Temporal fidelity of wall
motion (subjective)

5.0  0.0

3.5  0.5

< 0.05

Residual artefacts
(subjective)

5.0  0.0

4.0  0.0

< 0.05

Ventricular volume measurements for FB-WH and BH-SAX are summarized
in Table 2.4. FB-WH slightly underestimated end-diastolic volumes (both LV
and RV) and overestimated end-systolic volumes. Stroke volume and ejection
fraction, which are derived measures, inherit these biases. Bland-Altman plots
for LV and RV volumes are shown in Figure 2.11.
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Table 2.4 Ventricular volume measurements for patient study. Measurements
for BH-SAX and FB-WH are given as mean ± standard deviation. BlandAltman analysis results are given as bias and limits of agreement. BH-SAX:
breath-hold short-axis; FB-WH: free-breathing whole-heart; LV: left ventricle;
RV: right ventricle; EDV: end-diastolic volume; ESV: end-systolic volume; SV:
stroke volume; EF: ejection fraction. * indicates a statistically significant
difference (p < 0.05) in measured volumes between the BH-SAX and FB-WH
methods.
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Measurement

BH-SAX

FB-WH

Bland-Altman

LV EDV (mL)

150  53

146  50

−4.0 (−23.6 to 15.6)

LV ESV (mL)

54  23

59  26*

+5.3 (−4.4 to 15.0)

LV SV (mL)

96  32

87  26*

−9.2 (−27.2 to 8.8)

LV EF (%)

65  6

61  6*

−3.9 (−9.7 to 2.0)

RV EDV (mL)

177  47

169  48*

−8.2 (−27.2 to 10.8)

RV ESV (mL)

77  27

79  25

+2.6 (−14.1 to 19.2)

RV SV (mL)

100  23

89  24*

−10.9 (−27.3 to 5.5)

RV EF (%)

57  5

54  3*

−4.0 (−11.9 to 4.0)
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Figure 2.11

Bland-Altman plots of agreement in ventricular volume

measurements. (A) LV EDV, (B) RV EDV, (C) LV ESV and (D) RV ESV. BHSAX is the reference volume. Positive values indicate an overestimation by
FB-WH with respect to BH-SAX, while negative values indicate an
underestimation. The red continuous line indicates the bias and the red
dashed lines indicate the limits of agreement. LV: left ventricle; RV: right
ventricle; EDV: end-diastolic volume; ESV: end-systolic volume.

2.4 Discussion
In this work I proposed the use of a 3D stack of spirals sequence for freebreathing, whole-heart cine imaging. The collected data were reconstructed
using a parallel imaging compressed sensing reconstruction with resolved
cardiac and respiratory motion, exploiting sparsity along these dimensions.
This work demonstrates in vivo the feasibility of this approach. Image quality
was lower than that of gold standard breath-hold 2D multislice imaging, but
still in the clinically useful range. Ventricular volume measurements were
found to agree reasonably with those from gold standard imaging. In the future,
this sequence may offer a rapid, easy-to-plan, free-breathing alternative to
multislice breath-hold imaging in patients with congenital heart disease.
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It has been previously shown that stack of spirals sequences designed for
compressed sensing reconstruction benefit from the use of golden ratio
spacing in both step dimensions: the spiral rotations and the partitions [147].
In addition, if the kz axis is sampled at a fast enough rate (i.e., partitions are in
the inner loop), they allow the extraction of a self-navigation signal. However,
view ordering in this work was constrained by an additional factor: the need to
avoid eddy-current related artefacts, characteristic of bSSFP sequences with
large k-space “jumps” [25]. This precludes the use of golden ratio spacing in
the inner loop. Note that outer loop ordering is generally not affected due to
the “pairing” effect [25], whereby two successive phase encoding steps
introduce equal but opposite phase errors, cancelling each other out.
Therefore, rotations by the golden angle are still possible, as long as the
number of acquired partitions is even.
Two alternative view ordering methods were considered for the partition loop:
uniform spacing on a Cartesian grid, and tiny golden ratio spacing. The latter
was proposed under the hypothesis that the resulting aliasing artefact might
be more incoherent than that arising from samples on a Cartesian grid, thereby
improving the quality of the compressed sensing reconstruction. This
hypothesis was assessed by simulating multiple acquisitions with a novel
parallel imaging, dynamic, analytic numerical phantom. In this experiment, the
use of tiny golden spacing did not show any benefit over uniform spacing, and
indeed shows worse subjective image quality, although the quantitative
difference was not statistically significant. This result is different from previous
observations in GRASS [147]. This may be due to an interplay of two factors.
First, uniform spacing may have an advantage because it results in repeated
sampling of the zero-frequency component. In contrast, the zero-frequency
component is never sampled in approaches based on (tiny) golden ratio
spacing. Secondly, the relative increase in aliasing incoherence offered by
(tiny) golden ratio spacing in the partition dimension may become smaller as
the total number of readouts (and, therefore, golden angle rotations)
increases. In the new bSSFP sequence, readouts are shorter than in GRASS
(which is an spGRE sequence), and the total number of readouts is therefore
higher. These two factors may interact in favour of (tiny) golden ratio spacing
158

Respiratory Resolved Spiral 3D Cine MRI

in some cases (e.g., GRASS) and of uniform spacing in others (e.g., this
approach). Another possibility is that golden ratio spacing and tiny golden ratio
spacing in the partition dimension simply have different aliasing properties,
which was not investigated. While this would be an interesting theoretical
question, the answer is of no practical consequence for the purpose of
developing a bSSFP sequence, since golden ratio spacing cannot be used
anyway.
In the patient study, the proposed scheme was, on average, 1.25 min faster to
acquire than the breath-hold multislice acquisition, and provided isotropic
volume coverage. This is an important benefit, as it reduces the need for
multiple cine scans in different orientations (see Section 1.6.3), which are a
time-consuming part of conventional cardiac MR protocols (~20 min).
Therefore, the true reduction in time in the context of a complete clinical
protocol would be more significant. In addition, isotropic 3D cine enables
retrospective reconstruction of any desired plane for offline evaluation of the
anatomy. Another advantage is that FB-WH does not require breath-holding,
which enables its use in patients who are unable to hold their breath, reduces
the need for general anaesthesia, improves patient comfort and simplifies the
acquisition.
The image quality of FB-WH images was lower than for BH-SAX images in
terms of CNR, edge sharpness and subjective scores. Several factors could
be responsible for this result. First, in-plane resolution was lower in FB-WH
(2.0 mm compared to 1.5 mm), which might be expected to reduce edge
sharpness as well as subjective image quality. The main reason for this
mismatch is a desire to limit computational cost. Reducing the pixel size to 1.5
mm would have resulted in a 2.3x increase in the number of voxels,
compromising our ability to perform the reconstruction with available
computational resources. . Secondly, the FB-WH acquisition was highly
accelerated, which makes the recovery of high-quality images challenging.
The total variation regularization terms I employed may be too simplistic or
may not accurately capture the characteristics of natural images (see Section
1.5.3). Several recent technologies could potentially offer an improvement,
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such as the use of alternative sparse domains [221], low-rank constrains
[222]–[224], or learned priors using machine learning [225], although all might
still be constrained by the need to operate on high-dimensional data. Thirdly,
no fat suppression method was enabled in the pulse sequence. This minimizes
acquisition time, but has a negative impact on image quality. This is because
fat produces a large signal in bSSFP imaging, and therefore contributes
significantly to the presence of aliasing artefact. In addition, such a bright,
mostly static signal might negatively affect the robustness of the respiratory
navigator, which relies on the presence of clear motion patterns in superiorinferior projections. Therefore, future improvements of this technique should
consider the use of fat suppression techniques such as fat saturation [226],
alternating TR [227] or phase detection [228], despite possible acquisition time
penalties. Fourthly, respiratory motion was resolved by binning k-space
readouts according to their motion state, estimated from a 1D self-navigation
signal. This approach does not require any assumptions about the
characteristics of respiratory motion, while exploiting redundancy along this
dimension. However, it has significant computational cost, as a full 3D cine
must be reconstructed for each respiratory phase. In addition, significant intraphase motion may remain, potentially contributing blurring and motion artefact.
Using more bins could mitigate this, but would also increase computational
cost and the acceleration factor. Other motion correction techniques [181],
[202], or perhaps a combination of binning and motion correction, should be
considered in future work. Fifthly, spiral imaging is sensitive to different types
of image artefact (see Section 1.3.12.3). One of the most important is aliasing
artefact due to signal sources outside the FOV. For axial thoracic slices or
slabs, this might involve signal from the arms. In this work, this issue was
mitigated by including the arms within the FOV. Other methods might enable
more efficient reconstruction of alias-free reconstruction with small FOV [229].
Other important sources of artefact in spiral imaging are off-resonance, which
causes blurring due to the incorrect localization of spins resonating at a
frequency other than the central frequency, and T2* decay, which also has a
blurring effect due to high frequencies being attenuated by signal decay. It
should be noted that both off-resonance and T2* decay become worse as
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readout time increases. Because this work uses a short TR and readout time,
their impact would be expected to be relatively low, but this was not formally
assessed. Future work should consider artefact correction methods to improve
image quality [230]–[233]. Finally, this work used a non-centred TE, i.e., TE ≠
TR/2. In spiral-out imaging, this is the most efficient way to perform the
measurement, as it maximizes readout time. However, in bSSFP sequences
this condition results in suboptimal signal-to-noise ratio (SNR) [24]. Using a
modified trajectory, such as spiral-in/out, would enable the use of a centred
TE (TE = TR/2) while maintaining efficiency [234].In terms of agreement of
ventricular measurements, the FB-WH technique slightly but significantly
underestimated LV and RV end diastolic volumes with respect to BH-SAX.
There was also a slight overestimation of LV and RV end systolic volumes.
One possible cause consistent with these results would be the presence of
temporal blurring along the cardiac cycle in FB-WH images. This temporal
blurring may have two causes. First, it is a natural and well-understood result
of the temporal TV regularization used in the reconstruction. The use of lower
regularization factors may reduce this blurring at the cost of increased residual
artefact. Second, BH-SAX images were on a finer temporal grid (40 phases)
than FB-WH (20 phases), thanks to the use of k-space interpolation (“true”
temporal resolution was the same). The use of k-space interpolation is not
possible in FB-WH because k-space coordinates are continuously rotated
using the golden angle.
The results reported here are consistent with other free-breathing isotropic 3D
cine techniques (see Table 2.5). Feng et al. [198] use a radial koosh-ball
trajectory (spiral phyllotaxis) and a cardiorespiratory resolved compressed
sensing reconstruction, similar to the one used in this paper. It provides high
quality images in terms of spatial resolution (1.15 mm), subjective scores and
bias in volumetric measurements. However, this comes at a heavy cost in
terms of scan time (~14 min). Other techniques provide more similar resolution
to that in this work (2.0 mm), although none, to the best of my knowledge, are
as fast. Moghari et al. [219] employ a simple Cartesian trajectory and SENSE
reconstruction combined with prospective motion compensation (re-acquiring
data outside predefined acceptance window). This relatively straightforward
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acquisition takes about ~6 min, but enables fast reconstruction without
additional equipment or further optimization. They report relatively high
subjective image quality and ventricular volume biases (please refer to Table
2.5). Usman et al. [200] also use a Cartesian trajectory but they incorporate
sparsity constraints into their reconstruction (TV-SENSE). To suit this type of
reconstruction, they use a reordering strategy (CASPR-Tiger) that aims for
incoherent aliasing. They acquire 16 cardiac phases (as opposed to 20 in this
work), and they use soft-gating and rigid motion correction to improve
scanning efficiency. As a result, scan time is about 4-5 minutes, but
reconstruction is expensive (~150 minutes), not unlike the current proposal.
They report slightly lower subjective image quality and lower ventricular
volume biases.
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Table 2.5 Comparison of free-breathing isotropic 3D cine MRI techniques.
PICS: parallel imaging + compressed sensing; TV: total variation; CASPRTiger: Cartesian trajectory with spiral profile ordering and tiny golden step for
eddy current reduction; MOCO: motion correction. Heart-NAV is an imagebased navigator with a pre-defined acceptance window. Note: Every effort has
been made to present data fairly while facilitating comparison. However, there
are many uncontrolled sources of variability. Images have been analysed by
different observers following different guidelines. Results reported here are
based on small samples. Subjective quality scores are defined differently in
each case. Reconstructions were made in different computers at different
optimization levels. Therefore, care should be taken when drawing
conclusions from these data. Nevertheless, it is hoped that the analysis will be
useful to convey a general impression about the state of the art regarding freebreathing isotropic 3D cine cardiac imaging.

Ref.

Trajectory

Subjective
Voxel
Respiratory
Cardiac
image
Reconstruction
size
motion
phases
(mm)
quality19

LV
volume
bias (%)

Scan Recon
time
time
(min) (min)

EDV ESV

[198]

Radial (spiral
phyllotaxis)

PICS (cardiac
TV + respiratory
TV)

[219]

Cartesian

SENSE

[200]

Cartesian
(CASPRTiger)

This
work

Stack of
spirals

Resolved

1.15

20

2.6-3.420

1.1

3.3

14.3

Heart-NAV
(prospective)

2.0

20

3.1, 2.621

9.5

4.0

5.9 ±
Fast
2.7 (online)

SENSE with
temporal TV

Soft gating +
MOCO

2.0

16

~2.1,
~2.222

2.7

3.7

4-5

150

PICS (cardiac
TV + respiratory
TV)

Resolved

2.0

20

2.0, 2.5,
3.023

-2.7

9.3

3.6

106

(4 phases)

(4 phases)

408

19

Exact definitions vary. Care should be taken when comparing these results
directly.
20

Image quality on a 0-4 Likert scale. Independent figures originally reported
for different vessels, range is reported here.
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The proposed technique was only tested on a 1.5 T scanner, but 3.0 T
scanners are being increasingly used in CMR [235]. The technique would
likely benefit from the intrinsically higher SNR, which might improve image
quality at similar acceleration levels. However, some issues are also
foreseeable [236]–[238]. The short TR, high flip angle and long acquisition
time are likely to result in high specific absorption ratio (SAR) due to increased
heat deposition at 3.0 T (see Section 1.4.4). Higher magnetic field
inhomogeneity and chemical shift are also likely to worsen the off-resonance
artefacts associated with spiral imaging. While none of these challenges are
necessarily insurmountable, the approach is likely to require protocol
adaptations for use in a 3.0 T magnetic field.
Finally, an important limitation of this work is the long reconstruction time and
the necessary computing power. To enable clinical implementation,
computation time needs to be shortened several-fold, and ideally should be
performed with cheaper, more readily available hardware. The reconstruction
would greatly benefit from GPU computing, but high memory requirements
prevent its use with the resources available to us.
Recent accelerated reconstruction technologies, namely those based on deep
learning (see Section 1.5.3), have several potential advantages. Data-driven
prior information may be more realistic and representative of real MR images,
thus resulting in improved image quality. Deep learning may eliminate or
reduce the iterative nature of the reconstruction, with the subsequent reduction
in computational cost. Deep learning reconstruction will also benefit from the
development of hardware and software specifically optimized for training and
inference of neural networks. Despite the promise, 3D cine imaging will still

21

Sharpness of ventricular borders on a 1-4 Likert scale; LV and RV,
respectively.
22

Sharpness of endocardial border and residual artefact on 0-4 Likert scale.
Approximate values taken from figure.
23

Sharpness of endocardial border, temporal fidelity of wall motion and
residual artefact on 0-4 scale.
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present a complex set of obstacles. Due to the high dimensionality of the
problem, computational requirements may still exceed the resources available
in most places, particularly for training. In addition, no high-quality 3D cine
training data is currently available, which complicates and limits the
practicability of deep learning.
This work is a step towards clinical 3D cine MRI, but two important challenges
remain to be addressed before translation. The first is improving image quality.
Although 3D cine images were shown to be useful for quantification of clinical
markers, image quality was significantly lower than in the current gold
standard. A few possible ways to address this have been identified, such as
the use of advanced priors (including machine learning), fat suppression,
motion correction, artefact correction and k-space trajectories with optimized
timings and sampling densities. It may also be worth reconsidering the tradeoff between speed and quality. This work used an extremely fast acquisition,
which could shave 15 minutes off CMR protocols for congenital heart disease.
There is therefore room for lengthening the acquisition while still speeding up
the protocol. Additionally, 3D cine brings other benefits aside from speed, such
as no breath-holding requirements, easier planning and retrospective
multiplanar reformatting. The second challenge is improving reconstruction
speed and reducing computational requirements. In this work, datasets took
nearly 2 hours per patient to reconstruct, despite being performed on a highperformance computing cluster. This is unacceptable in the clinic, where
images need to be evaluated immediately to assess if a clinical question has
been answered or new acquisitions are needed.

Additionally, the

computational resources used in this work are not generally available in
clinical MRI scanners, which would preclude the use of the technique without
expensive investments or cloud computing costs. This may be mitigated
through optimized software, GPU computing and improved reconstruction
algorithms (including machine learning).
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2.4.1 Conclusion
In conclusion, this chapter presents a whole-heart imaging framework for rapid
and comprehensive cardiac assessment in free-breathing conditions, with
trivial planning and short acquisition time (< 4 min). The proposed method
could not provide the same image quality as a conventional multi-slice breathhold acquisition, but several factors and potential solutions have been
identified that could improve these results. Long reconstruction time and high
computational requirements are important challenges to be addressed.
Addressing these limitations, the approach may represent a promising way to
simplify and accelerate the cardiac MRI workflow.
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Chapter 3
An Integrated Software Solution for
the se of Machine Learning in MRI
A summary of machine learning and its recent use in MR image reconstruction
has been presented in Section 1.5.3. This remains a rapidly developing area
of research. Along with an impressive array of achievements, inefficiencies
and bottlenecks are also being identified. These include unnecessary code
duplication, handling of large datasets and lack of off-the-shelf field-specific
functionality.
This chapter presents a software solution I have developed to simplify
research applying machine learning to MRI problems. DLEX (an acronym for
deep learning experiment) started as an attempt to keep my TensorFlow
scripts reusable and initially evolved to meet the needs of my own thesis. It
then proved useful to other team members as they, too, started applying
machine learning in their work. More recent development has been guided by
their experience as well as mine. Over time DLEX has grown into a fullyfledged software package and become central to our group’s machine learning
research.
DLEX and its features have been conceptualized, developed and written by
me except where otherwise noted. Naturally, much of the functionality in DLEX
has been previously described; in these cases, only the implementations are
novel, not the underlying ideas. This chapter as well as the DLEX
documentation appropriately cites the relevant references.
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3.1 Introduction
In recent years, machine learning (ML) has revolutionized research in many
fields, including MR image reconstruction and processing (see Section 1.5.3).
One key factor behind this revolution has been the development of free, opensource machine learning libraries, such as TensorFlow (Google LLC,
Mountain View, CA, USA) [239] and PyTorch (Facebook Inc., Menlo Park, CA,
USA), which have made efficient neural network training and inference readily
available to researchers.
TensorFlow and PyTorch provide high-level application programming
interfaces (APIs). Low-level computations are optimized automatically. Their
automatic differentiation capability means the user does not usually need to
define a model’s backward pass (see Section 1.5.3). The provided optimizers
handle training transparently to the user. Built-in operators, layers, metrics and
loss functions provide off-the-shelf solutions for common methods. However,
these platforms aim to support only established methods with broad
applicability. In a fast-moving field like ML, many useful methods may be
simply too recent to have made their way into these comparatively slowmoving frameworks. Other methods are common in MRI applications, but not
in the wider ML field. For example, the non-uniform fast Fourier transform
(NUFFT) is a staple of non-Cartesian MRI processing but is not otherwise a
widely used algorithm.
ML code is often highly reusable. Network architectures developed for one
application may be suitable for another. For example, the U-Net architecture,
originally developed for semantic segmentation [52], has proven useful in
many tasks, including image denoising [56] and image super-resolution [69],
with only minor modifications. Entire networks can act as building blocks in
other, bigger architectures [240] (see Section 3.3.2.3). Subsections of an
architecture can often be repurposed for other applications. For example, a
classifier’s encoder may be combined with a spatial decoder to create an
image-to-image network [241].
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It should be noted that users can access a vast amount of resources online.
The ML field benefits from a large community of researchers, many of whom
choose to open source their code. While this is extremely valuable, it rarely
provides an off-the-shelf solution. Different contributions will in most cases not
be immediately interoperable. They may rely on different libraries or
incompatible versions of the same library. They often do not contain easy-touse, well documented APIs, and where they do APIs may not be consistent
between contributions. Code may be too intricately linked to a particular use
case to be easily applicable elsewhere. For these reasons, use of these
contributions may be less than straightforward.
All this suggests there is a need for community projects targeting new
developments or specific applications, which allow users to easily take
advantage of state-of-the-art functionality. One of the most prominent such
projects is TensorFlow Addons, which implements many methods not yet
available in core TensorFlow. Other contributions are specifically aimed at
medical imaging. NiftyNet [242] is a CNN platform focused on image analysis
tasks such as segmentation. This project was based on TensorFlow v1 (now
outdated) and has been discontinued in favour of Project MONAI (Medical
Open Network for AI) [243], a toolkit for medical imaging with a PyTorch
backend. None of these, however, currently offer frequently needed
functionality for MRI reconstruction, which is a key application of ML in MRI
and a fundamental part of our department’s research.
Another potential area of improvement is automation. Despite the relative
accessibility of current ML frameworks, their effective use has a learning curve
which can be a barrier to casual or inexperienced ML researchers. More
importantly, ML research is often repetitive and workflows typically involve a
series of common steps regardless of the project specifics. These steps might
include data preparation, training, evaluation and iterative optimization. As a
result, researchers may find themselves repeatedly typing and debugging
small variations of the same code, both within and across projects. Much of
this process is suitable for automation.
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In this chapter, I propose DLEX (an acronym for deep learning experiment).
DLEX is a high-level deep learning library, written in Python and with a
TensorFlow v2 backend. DLEX offers two main contributions: an add-on
collection and a workflow automation feature. The add-on collection provides
additional operations, models, layers, loss functions, metrics and callbacks,
including MRI-specific functionality not currently available elsewhere. These
have a consistent API modelled on the TensorFlow API, with which they
integrate smoothly. The workflow automation feature can handle common
experimental workflows, simplifying and accelerating the development of ML
projects. The user succinctly specifies what they want to do with minimal code,
then DLEX performs the experiment.
The rest of this chapter is divided into six sections. Section 3.2 presents a brief
description of TensorFlow and defines some important concepts. Section 3.3
describes the add-on collection built into DLEX and the functionality it
provides. Section 3.4 describes the ML workflow automation feature and its
most important components. Section 3.5 briefly describes some external
projects that have used DLEX. Section 3.6 summarises our experience using
DLEX so far and identifies its strengths and areas for improvement. Finally,
Section 3.7 concludes the chapter.

3.2 TensorFlow Overview
TensorFlow (TF) is an open-source machine learning library, focused on
efficient training and inference of neural networks [239]. DLEX is built on top
of TensorFlow, so this section aims to provide a brief description of TF
features.
The two most basic elements in TF are tensors and operations (ops). Tensors
are multi-dimensional arrays with a certain shape and data type. They are
similar to other multi-dimensional array types such as NumPy’s, but they can
be backed by both host and accelerator memory. Ops are computations that
consume and produce tensors. TF implements many ops for tasks such as
basic math, array manipulation, linear algebra and image processing.
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Although they are most commonly accessed using the Python API, many TF
ops are implemented natively, in C++ and/or CUDA (Compute Unified Device
Architecture, Nvidia Corporation, Santa Clara, CA, USA), so as to provide high
performance.
TF can accelerate computations on heterogenous systems. This means
computations can run on central processing units (CPUs) but also on
accelerators such as graphics processing units (GPUs) and tensor processing
units24 (TPUs). This is possible because most TF ops have multiple kernel
implementations, specialized for different devices. TF has automatic device
placement, i.e., the framework automatically chooses on which device an op
should be placed. Generally, if an op is suitable for acceleration and an
accelerator such as a GPU is available, TF will place the op on the GPU. TF
also automatically handles the copying of tensor data between CPU and GPU
memory as needed. Finally, TF can also distribute a computation across
multiple devices in multi-GPU or multi-machine setups.
TF has two execution modes: eager execution and graph execution. Eager
execution operates as would be expected of any imperative programming
language: commands are evaluated as soon as they are issued. In graph
execution, commands are instead used to create a computational graph,
which can later be executed within a session. The ops in a computation
constitute nodes within the graph, while tensors are the data flowing through
the graph. Eager execution is more intuitive, but graphs have some
advantages such as serialization capability and improved performance.
In addition to being a numeric library, TF has several features to support ML
model training and inference. One of the most important is automatic
differentiation. Given a sequence of operations (the forward pass), TF can
calculate the gradient of its outputs with respect to the inputs (the backward
pass). This is made possible by the fact that most TF operations have

24

TPUs are specialized ML accelerators available for use with TensorFlow in
Google’s cloud infrastructure.
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associated gradient functions. When differentiating, TF traverses the op
sequence in reverse, calling the appropriate gradient functions and using the
chain rule to compute the gradient. Each gradient function receives the op
context (inputs, outputs and attributes) and the upstream gradient (gradient
with respect to its outputs), and returns the downstream gradient (gradient with
respect to its inputs). This differentiation ability is necessary to implement
common ML algorithms such as backpropagation (see Section 1.5.3).
Another important feature is shape inference. In graph mode, either full or
partial information about tensor shapes may be known statically, i.e., at graph
creation time (before the actual inputs are available or running the actual
computation). Shape inference is the process by which TF infers the shapes
of downstream tensors, given the shapes of the inputs. This helps TF perform
static checks and optimize the graph for the expected shapes.
There are some other tools in the TensorFlow ecosystem which deserve
introduction. The first of these tools is Keras [244], a high-level API to create
and train neural networks. Keras provides many common layers, activations,
loss functions, metrics and optimizers. Keras is an independent project and
used to support multiple backend libraries, including TensorFlow. More
recently, it has been tightly integrated into the TF ecosystem, has discontinued
support for other backends and has become the official high-level API of
TensorFlow.
Another important tool of the TF ecosystem is Tensorboard. This is a
visualization toolkit designed for ML experimentation. It provides convenient
visualization of important information such as model graphs, training and
validation metrics, images, hyperparameters, etc.
Finally, it should be noted that, in addition to core TensorFlow, the TF
ecosystem has other packages such as TensorFlow Addons and the
TensorFlow Model Garden, which provide additional functionality.
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3.3 Add-on Collection
DLEX contains a collection of add-ons that extend the TF ecosystem, including
functions, layers, models, losses, metrics and callbacks. These add-ons are
relevant to MRI applications, although some of them could be useful in other
contexts too.

3.3.1 Operations
I have implemented several useful ops for MR image processing. Most25 DLEX
ops are implemented as compositions of existing TF ops (i.e., in Python). This
is the simpler and preferred approach to create new ops in TensorFlow.
All ops in DLEX operate with TF tensors (see Section 3.2). They work
seamlessly with TF features such as eager/graph execution, gradient
calculation and automatic device placement. The use of other common
computing Python libraries such as NumPy and SciPy is restricted to static
parts of the computation, i.e., those that do not depend on any tensor inputs.
While the focus of DLEX is ML, it should be noted that some of the functions
described in this section are useful in non-ML contexts too. They take
advantage of TensorFlow’s acceleration capabilities and simple Python
interfaces. For example, they provide an easy way to perform fast MR
reconstruction in heterogeneous systems.

3.3.1.1 Ops for General Medical Imaging
Some DLEX functions provide functionality commonly needed in medical
imaging, beyond what is commonly available in core TensorFlow or other ML
libraries:
•

Calculation of 3D structural similarity index (SSIM) [245], multi-scale
SSIM (MS-SSIM) [246] and peak signal-to-noise ratio (PSNR). These

25

Two ops, the NUFFT and the calculation of spiral waveforms, are native
C++ implementations.
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indices are often used for image quality assessment (IQA) in image
restoration tasks such as denoising and super-resolution. Core TF
provides 2D implementations, but 3D implementations are less
common as they are rarely necessary outside the medical imaging field.
•

Calculation of 2D/3D gradient magnitude similarity deviation (GMSD)
[247], a perceptual image quality index.

•

Calculation of confusion matrices and derived similarity metrics, such
as sensitivity and specificity, precision and recall, intersection-overunion (IoU), F-scores, Tversky index [248] and focal Tversky index
[249].

•

Calculation of the Hausdorff distance (HD) and the average surface
distance (ASD) between N-dimensional point sets.

•

Keras convolutional layers have been extended to support complexvalued numbers and additional padding modes.

3.3.1.2 Ops for MR Image Reconstruction
I have also implemented some common image reconstruction methods for
tasks such as trajectory calculation, coil compression, coil combination,
estimation of coil sensitivity maps and parallel imaging reconstruction. These
are not provided by any other ML libraries I am aware of.
•

Calculation of radial and spiral k-space trajectories and sampling
densities.

•

Coil compression using the singular value decomposition (SVD)
method.

•

Coil combination with the sum of squares and adaptive optimal
combination methods [35], [250].

•

Estimation of coil sensitivity maps using Walsh’s method [35], Inati’s
iterative method [251] and ESPIRiT [42] (see Section 1.5.1.4).

•

Parallel imaging reconstruction using sensitivity encoding (SENSE, see
Section 1.5.1.1) [34], generalized autocalibrating partially parallel
acquisitions (GRAPPA, see Section 1.5.1.2) and conjugate gradient
SENSE (CG-SENSE, see Section 1.5.1.1) [36].
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•

Partial Fourier reconstruction using zero-filling, homodyne detection
[252] and projection onto convex sets [253].

The inclusion of such traditional image reconstruction methods in an ML library
is, in my view, well justified, and has a few advantages. The first advantage is
seamless integration with ML projects. These methods are often useful in ML
projects, e.g., to produce reference reconstructions, to preprocess data, or
even as part of neural networks themselves. This is becoming ever truer as
the field explores model-based neural networks and seeks to combine the
advantages of machine learning with those of well-known, demonstrated
methods such as parallel imaging and compressed sensing.
The second advantage is speed and efficiency. Vast effort and resources have
been devoted to making ML frameworks such as TensorFlow as fast and
efficient as possible. For better or worse, the feasibility of ML applications
depends on this. I believe that this computation capability can and should be
exploited beyond machine learning. By implementing this functionality using a
TensorFlow backend, DLEX enables fast calculation of these methods, using
either CPUs or accelerators, transparently to the user.
The third advantage is simplicity. Although there is nothing simple about
TensorFlow, this complexity is conveniently hidden to the user. DLEX is mostly
written in Python, using what is effectively a MATLAB-like or NumPy-like
scientific programming language. As a result, code is relatively easy to read,
write and understand. High performance is made accessible without delving
into low-level C++ and/or CUDA programming.

3.3.1.3 Op for Non-Uniform Fast Fourier Transform
DLEX also provides a native C++ NUFFT op. This op uses a recently
developed, highly-optimized library with a fast “exponential of semi-circle”
interpolation kernel: the Flatiron Institute NUFFT (FINUFFT) [254], [255].
DLEX adapts and links against this library and provides the necessary binders
and additions to enable its use as a custom TF op. My specific contributions
are:
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•

Registration of CPU/GPU kernels to the TF framework. Crucially,
FINUFFT has both CPU and GPU implementations, which lets the TF
framework place the op on either kind of device.

•

Harmonization of the CPU and GPU versions of FINUFFT for seamless
switching between them, and adaptation of source codes according to
the requirements of the TensorFlow framework.

•

Interfacing of FINUFFT with the TF op kernel context. This involves
inspecting the inputs, allocating the outputs, and performing
adaptations to provide a public API consistent with the DLEX design
and established TF API patterns.

•

Definition of gradient function and registration with the TF framework.
This is necessary to enable the training of models using this op.

•

Definition of shape function to support static shape inference. This
information helps the TF framework to optimize the computation when
in graph mode.

This op is key to some of the functionality provided by DLEX. First, it enables
non-Cartesian MRI reconstruction, described on Section 3.3.1.2. Second, it
enables the creation of cross-domain neural networks with non-Cartesian kspace processing (see Section 3.3.2.3). This is an area where relatively little
research has been done. Likely reasons include the fact that the widely used
convolutional architectures are not naturally suited to processing data outside
a Cartesian grid and the fact that there are no firmly established TF-compatible
NUFFT ops.
Note that, while the underlying implementation of this op is C++/CUDA, the
function is accessed by the user from Python, just like any other TF op. To the
best of my knowledge, this is the only native NUFFT op currently available for
TensorFlow. The main benefit of defining a native op is performance. While
an NUFFT op could be defined exclusively in Python, it would be difficult to
achieve comparable performance.
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3.3.1.4 Other Ops
Finally, DLEX also provides some other helper ops for array manipulation and
image

processing,

such

as

pixel

intensity

rescaling,

symmetrical

padding/cropping and N-D patch extraction.

3.3.2 Layers and Models
DLEX aims to enable quick yet flexible prototyping of different types of
convolutional neural networks (CNNs). To this end it provides three types of
building blocks: basic convolutional networks, convolutional encoder-decoder
(endec) networks and cross-domain networks. The following subsections
describe these building blocks. A fourth subsection describes convolutional
recurrent networks. These are not a distinct entity in DLEX; rather, they are a
particular configuration of previous blocks. Nevertheless, it is useful to
describe them separately for the purposes of this discussion.
These building blocks are implemented as Keras layers and can be used as
part of any standard Keras model. Each building block also has a
corresponding Keras model wrapper. This design enables these blocks to be
used as either standalone models or as part of a larger network. For example,
an endec network (e.g., a U-Net) may be used by itself or as part of a crossdomain network (see Section 3.3.2.3).
This modular design is flexible and minimizes code duplication. Endec
networks use basic CNNs; cross-domain networks use basic CNNs and/or
endec networks. The user can independently configure each of these
elements to build the desired architecture with minimal effort.

3.3.2.1 Basic Convolutional Networks
The backbone of a basic convolutional block (Figure 3.1) is a sequence of
convolutional layers. Between convolutional layers there may be other
common neural network components: activations, batch normalization and/or
dropout. These can be inserted, reordered and configured by the user via the
input parameters. The user can also choose from different layer connectivity
patterns. For example, the convolutional block can be configured as a residual
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block [62], a dense block [256] or a combination of the two [257]. The basic
convolutional block can be used directly as a simple network, or, more often,
as a building block in other architectures.

Figure 3.1 Diagram of a basic convolutional block. In this example, the block
is depicted with 3 convolutional layers. Each convolutional layer may be
followed by independently configurable batch normalization (BN), activation,
and standard/spatial dropout layers. Additionally, the block may contain
residual and/or dense connections. Elements and connections pictured in red
are not essential, i.e., they may be present or not depending on the
configuration. Operator “C” is a concatenation along the channel axis; operator
“+” is an element-wise addition.

3.3.2.2 Convolutional Encoder-Decoder Networks
The U-Net [52] (Figure 3.2) is a multiscale architecture with two parts: the
encoder, which consists of alternating CNN blocks and downsampling
operators; and the decoder, which consists of alternating CNN blocks and
upsampling operators. Additionally, it includes skip connections between both
paths to help the decoder recover high-resolution spatial information (see also
Section 1.5.3.1). This architecture has been successful in many image-toimage problems and is often used by itself or as part of other networks.
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Figure 3.2

Diagram of a U-Net block as implemented in DLEX. In this

example, the block is depicted with 3 downsampling (DS) and 3 upsampling
(US) layers. CNN blocks are inserted between DS/US operators. Dense
connections relay multiscale features from the encoder to the decoder.
Elements and connections pictured in red are not essential, i.e., they may be
present or not depending on the configuration. Operator “C” is a concatenation
along the channel axis; operator “+” is an element-wise addition.
In DLEX, both the CNN and the U-Net can be instanced as Keras models for
direct use, or as Keras layers for use as building blocks in more complex
architectures. The main difference between my implementations described
here and other implementations of similar networks is that the former are fully
parameterized and richly configurable. Configurable behaviours include basic
parameters such as network depth, number of filters or kernel size; the use of
additional layers such as activations, batch normalization or dropout; the use
of residual or dense skip connections; and the use of recurrent connections
(see Section 3.3.2.4). Therefore, each of these blocks represents a wide array
of possible architectures.

3.3.2.3 Cross-Domain Networks
It is often useful to represent images in domains other than the spatial domain.
For example, the Fourier domain is useful in spectral analysis, and the wavelet
domain has applications in image compression. Neural networks may also
benefit from learning representations in different domains. Indeed, many
recent deep learning approaches in MR image reconstruction operate across
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multiple domains, mainly the image and frequency domains (see Section
1.5.3.4 and Section 1.5.3.5).
DLEX provides functionality to easily build parameterizable cross-domain
networks. To enable this, I developed the XD-Net class (cross-domain
network), an abstraction for building sequential cross-domain networks.
Sequential cross-domain networks consist of a sequence or cascade of neural
networks, which may operate in different domains, and the relevant transforms
between the domains. The user can specify any sequence of domains and
XD-Net will automatically build the model, adding transforms between the
domains as necessary. XD-Net also supports a few additional configuration
options. For example, it can return the outputs of specific stages in addition to
the final output (for evaluation purposes or multiloss configurations), and it can
set up dense connections with automatic domain handling. It should be noted
that XD-Net is a relatively low-level class and intended as a base class rather
than for direct use. This is because it is completely agnostic to the domains
and subnetworks: the user must define the transforms between domains and
specify the type of neural network to be used in each one.
In MRI, the most interesting domain is the frequency domain, since this is also
the measurement domain. Most cross-domain networks in the literature
operate in image and frequency domains. Therefore, I implemented an FT-Net
(Fourier transform network), which is simply a subclass of XD-Net which
incorporates knowledge about the Fourier transform (Figure 3.3). FT-Net
natively understands the following domains: the image domain (represented
by the letter “I”); the Cartesian k-space domain (“K”), which has a defined
relationship with the image domain (the FFT/IFFT); and the non-Cartesian kspace domain (“N”), which also has a defined relationship with the image
domain (the NUFFT/INUFFT). Therefore, the user of FT-Net may specify any
sequence containing these domains without worrying about the required
transformations (e.g., “IKIK” will result in a cascade of four subnetworks
operating in alternating image and Cartesian frequency domains).
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Figure 3.3 Diagram of FT-Net. The network is depicted with a sequence of 4
subnetworks (I→K→I→K) as an example. FFT/IFFT layers are automatically
inserted as necessary. Curved lines above the backbone of the graph
represent dense connections across subnetworks and straight lines below
backbone of the graph represent intermediate outputs. Elements and
connections pictured in red are not essential, i.e., they may be present or not
depending on the configuration. Operator “C” is a concatenation along the
channel axis.
FT-Net also supports an additional “virtual” domain: the data consistency
domain (D). Data consistency operations are often included in neural networks
for MRI reconstruction to ensure that the reconstructed images are consistent
with the measured k-space data. In FT-Net, any domain (I, K and N) can be
used for data consistency by specifying a subnetwork that performs such an
operation (note that a subnetwork is just a Keras layer and could be anything
from a complicated architecture with millions of trainable parameters to a basic
operation with no trainable parameters). However, it is useful to consider a
separate data consistency domain, for two reasons. First, by informing FT-Net
of the purpose of this domain, it can adapt its behaviour accordingly (for
example, a data consistency domain will require at least one additional input,
containing the measurement data). Second, it allows the user to specify a data
consistency operation and an additional network in the same domain. The data
consistency domain can be assigned to any “real” domain (e.g., K or N) to
allow FT-Net to perform the correct transformations (by default, FT-Net defines
identity transforms to and from the data consistency domain).
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Like XD-Net, FT-Net lets the user specify which subnetworks will be used. It
is possible to subclass FT-Net to create more specific, easily configurable
architectures. For example, DLEX provides FTCNN (Fourier transform CNN),
which cascades CNN building blocks (see Section 3.3.2.1) across image and
frequency domains. It also provides W-Net26, which consists of a cascade of
U-Net blocks. Note that FTCNN and W-Net do not support non-Cartesian kspace domains, because CNNs are not suitable to process such data.
However, a non-Cartesian data consistency step can be defined. Network-innetwork architectures provided by DLEX, such as FTCNN or W-Net, support
independent configuration of the overarching architecture as well as of that of
subnetworks.
I attempted to make this cross-domain network framework as flexible as
reasonably possible, and I believe it can cover a large range of architectures,
but naturally it cannot cover all use cases. For example, XD-Net cannot create
non-sequential cross-domain networks, which are less common (see Section
1.5.3).

3.3.2.4 Convolutional Recurrent Networks
Dynamic imaging is commonly used, particularly in cardiovascular MRI.
Convolutional recurrent neural networks (CRNNs) are well suited to dynamic
imaging (e.g., cine or interventional MRI). CRNNs process image sequences
frame by frame, maintaining a hidden state which acts like a memory about
previous frames.
The DLEX basic networks (see Section 3.3.2.1) can be configured as
recurrent, in which case they use 2D/3D convolutional long short-term memory

26

A version of W-Net was originally developed by Olivier Jaubert, a team
member, by extending the DLEX implementation of the U-Net, and later
incorporated by me into the DLEX cross-domain framework as a subclass of
FT-Net.
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(LSTM) layers27 [258]. Each such layer keeps its own hidden states. This
enables a rich multiscale memory about previous images and its encoded
features, but also results in relatively high memory demands. It should be
noted that LSTM layers are unidirectional, i.e., the hidden states and the
predictions are only affected by previous frames. However, a bidirectional
layer can be obtained by stacking a forward LSTM and a backward LSTM.
I also implemented an optional custom training loop to enable stateful28
training of recurrent networks. This allows splitting a batch containing long
sequences into smaller batches of a user-specified number of frames. In this
mode, hidden states are retained between inner batches and cleared after the
full sequence has been processed. This enables training with long sequences
with reasonable memory requirements. However, it should be noted that
backpropagation-through-time cannot work between batches, so the approach
is not exactly equivalent. Model inference can be configured as stateful or
stateless regardless of how the model was originally trained.

3.3.3 Metrics and Losses
DLEX provides several useful Keras metrics and loss functions. These are
mostly wrappers of some of the ops described in Section 3.3.1.1.
•

IQA metrics. SSIM, MS-SSIM and GMSD are provided as either Keras
metrics or Keras losses for 2D/3D inputs. PSNR is only provided as a
metric, since optimization of PSNR is equivalent to optimization of the
mean squared error (MSE), a built-in loss. SSIM and MS-SSIM losses
are computed as 1 − 𝑖𝑛𝑑𝑒𝑥, since the objective is to maximize rather
than minimize these indices.

•

Similarity metrics. The Dice score, Jaccard index, F-scores, Tversky
index and focal Tversky index are provided as either Keras metrics or

27

DLEX uses Keras ConvLSTM2D layers. DLEX also implements
ConvLSTM3D layers, though memory requirements limit their use in current
hardware.
28

A model is stateful if it retains a memory about previous batches.
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Keras losses for N-dimensional binary, categorical and multi-label
classification problems (see also Chapter 5). In the case of loss
functions, “soft” variants of these indices are used [259]. These are
differentiable surrogates where input values are continuous and
supported in [0, 1], as opposed to taking Boolean values. Additionally,
the losses are computed as 1 − 𝑖𝑛𝑑𝑒𝑥, since the objective is to
maximize rather than minimize these indices.
•

Distance metrics. HD and ASD are supported as Keras metrics. These
can be used with either point set inputs or image inputs. Image inputs
are converted to segmentation labels and surfaces extracted before
computation. The use of HD and ASD as loss functions is not
supported.

•

Complex-valued metrics. Some Keras metrics such as mean squared
error (MSE) and mean absolute error (MAE) have been extended to
accept complex numbers, with the flexibility to operate on different parts
of the complex number such as the magnitude or the phase.

3.3.4 Callbacks
DLEX provides a Keras callback to write image summaries to Tensorboard
logs. This callback binds to Keras hooks to save images at different times
during training, validation or testing. For example, images can be saved at the
end of every epoch. This enables easy visualization of model inputs and/or
outputs in the Tensorboard page and allows the user to visually monitor
performance during training. The callback supports 2D and 3D images (the
latter are saved as animated GIFs). Additionally, the base callback provides a
method that can be overridden to customise how images are displayed (e.g.,
to show overlayed segmentation masks on an image).

3.4 ML Workflow Automation
DLEX is not only a library of TF add-ons. It is also a tool to simplify and
automate ML workflows.

185

Chapter 3

3.4.1 Declarative TensorFlow Interface
The entry point of ML workflow automation is a novel declarative TensorFlow
interface (DTFI) that I designed. Declarative programming is a programming
paradigm that expresses the logic of a program without explicitly describing its
control flow. In other words, the programmer specifies what is to be achieved,
without specifying how. It is up to the interpreter (in this case, DLEX) to decide
what exact steps should be taken to comply with the programmer’s request.
By abstracting away the control flow, the logic can be expressed much more
briefly and succinctly.
Declarative programming languages are commonly used. Some prominent
examples are SQL (Structured Query Language) and HTML (HyperText
Markup Language). These are examples of domain-specific declarative
languages. SQL is used to communicate with databases, HTML is used to
build web pages. Domain-specific languages are not necessarily Turingcomplete, i.e., they may not be able to express arbitrary logic. The DTFI uses
an example of such a language.
To get started, the programmer writes a configuration file and launches the
DLEX interpreter. In the first step, the DTFI reads and parses the file. Next,
the DTFI verifies if the file conforms with a pre-defined schema. This schema
contains information about acceptable entries and their attributes. Upon
successful validation, the DTFI creates an appropriate ML experiment and
describes its control flow in accordance with the configuration file and internal
pre-defined rules. In a nutshell, the DTFI converts the configuration file into
standard Python code describing an ML experiment.
The configuration files are written in a format inspired by T ML (Tom’s
Obvious, Minimal Language), although it is in fact a custom extension of the
INI format. This format places the emphasis on human readability. Like TOML,
it consists primarily of a set of key-value pairs and (possibly nested) sections.
The overall configuration maps to a dictionary, sections map to dictionaries,
keys map to dictionary keys and values may map to dictionaries, lists or
primitive types (strings, integer numerals, floating-point numerals and
Booleans). In turn, strings and dictionaries may map to TF/Keras types in a
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context-dependent fashion. For example, the value of the “loss” entry maps to
a Keras loss or a list of Keras losses. DLEX registers many TF/Keras objects
to the framework to enable their use from the configuration file. Wherever it is
reasonable to do so, the configuration key-value pairs mirror TF/Keras public
APIs for straightforward equivalence, although in some cases DLEX may
include some niceties to simplify the syntax.

Figure 3.4 Example of a DTFI configuration file. This simplified example
specifies the type of the data source and an intensity rescaling transform. Then
it configures a 3D U-Net model and specifies the number of scales and the
kernel size. Finally, it configures some training parameters, namely the
optimizer and learning rate, the loss function and the metrics to be recorded.

3.4.2 ML Experiment Control Flow
The DLEX engine defines the control flow of the ML experiment according to
the specified configuration file. The following describes the overall structure of
an ML experiment.
The first step is the preparation of data. This includes configuration of data
sources, splitting into training, validation and/or test sets, and an arbitrary
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number of data preprocessing steps defined by the user, which might include
deterministic operations or random augmentation. The actual computation
occurs during training/inference, immediately after reading a batch of data
from disk. Much of this functionality is powered by TensorFlow’s input
pipelines framework. More details about data input and processing are given
in Section 3.4.3.
The second step is the creation of a model. The user must specify one of the
supported architectures and the desired configuration. DLEX builds a Keras
model according to the parameters and compiles it with the specified
optimizer, loss function and metrics. After compilation, training is launched. By
default, DLEX inserts callbacks to store model checkpoints and to write loss
and metric values to Tensorboard logs. Any additional callbacks specified by
the user in the configuration file are also inserted. For example, it is possible
to add a learning rate scheduler or a Tensorboard image summary writer.
The third step is the execution of any post-training actions. By default, DLEX
will use the best performing model to obtain predictions on the validation and
test data. Like training data, these data are also preprocessed according to
user instructions and may follow the same or separate input pipelines. The
results are saved to disk for later analysis. Other optional post-training actions
include conversion of the Keras model to a CoreML model (Apple Inc.,
Cupertino, CA, USA). These can be integrated in plugins for the OsiriX medical
image visualization software.
DLEX saves all results to an experiment folder. Generally, this will at least
contain the following: a copy of the configuration file, the final and best models
(additional checkpoints are optional), the validation/test predictions and the
Tensorboard logs.
Finally, DLEX supports automatic hyperparameter optimization. This feature
attempts to choose an optimal set of hyperparameters for a particular
experiment. When this feature is enabled, the above steps are wrapped in a
loop and experiments are repeatedly performed until a stopping condition is
met. This is referred to as a hyper-experiment. In this mode, DLEX
automatically adds a callback to save hyperparameter configurations and the
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corresponding performance metrics to the Tensorboard logs. It may also add
an early stopping callback to terminate training for poor configurations. More
details about hyperparameter optimization are given in Section 3.4.4.

Figure 3.5 Control flow in an ML experiment. The user-provided config file is
used to configure the experiment. The first step is the preparation of the data,
followed by the creating and training of the specified model any post-training
actions such as the calculation of predictions. The area shaded in yellow is
only relevant in tunable hyper-experiments. In this case, experiments are
repeated in a loop until a stopping condition is met.

3.4.3 Data Input and Processing Pipelines
Data is a key component of any ML project. DLEX includes flexible and
efficient data input and processing pipelines via a combination of two
elements: a TF dataset and a custom generator. The first handles data
transformations, whereas the second handles data sources. The resulting
combination is an iterator backed by disk read operations, able to represent
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arbitrarily large datasets. Both sources and transformations are part of an ML
experiment’s specification and can be configured via the DTFI.
Data processing is handled with TF datasets. DLEX splits input data into three
TF dataset objects according to the user configuration: one for training, one
for validation and one for testing. TF datasets provide basic functionality to
iterate over the dataset and apply transformations to the data. In addition, they
support multiple useful features such as filtering (selecting a subset of
elements), batching (concatenation of training examples to create a batch),
prefetching (to prepare data before it is needed by the training process) and
caching (storing preprocessed data to disk). By configuring this last feature,
the user can choose to apply transformations on every epoch (e.g., to perform
stochastic data augmentation) or only once, during the first epoch (e.g., if
processing is deterministic and time-consuming). DLEX exposes all of these
features via the DTFI.
TF datasets can source data from in-memory tensors or custom data
generators. The first option is only appropriate for small training datasets that
can fit in memory. Therefore, DLEX provides a specialized generator to source
data in Hyerarchical Data Format v5 (HDF5). HDF5 offers flexibility, fast I/O
and is widely supported. It is also the underlying technology in the ISMRMRD
raw data format [260] and it is used in the fastMRI dataset [261], one of the
largest public repositories of MR data. The generator expects each HDF5 file
to correspond to an example. An example is the minimum amount of data
required to perform a training/test step (e.g., an image and the corresponding
classification label). Each of the components in the example are stored as a
HDF5 dataset. Additionally, the HDF dataset’s attributes can be used to store
metadata, such as information about the imaging protocol. The generator was
also designed to provide some additional features not found in TF datasets,
such as on-disk data shuffling. Since datasets can consist of thousands of
files, DLEX supplies Python and MATLAB utilities to conveniently read from
and write to directories containing a dataset.
In DLEX, I added support for multiple data sources via the concept of data
distributions. A data distribution is a collection of data samples which share
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certain characteristics that would allow them to fulfil a common purpose in an
ML experiment, i.e., training, validation or testing. For example, we might have
a data distribution containing images and their corresponding classification
labels, which we could assign to the training, validation and/or test sets. We
might also have additional images for which we do not know the ground truth
labels. Obviously, such data cannot be used for training nor validation (but it
could be used for testing) and must therefore be a separate data distribution.
While all data distributions must fulfil the common-purpose criterion, not all
data samples with a common purpose need to be part of the same data
distribution. Typically, different distributions will correspond to different
populations. For example, we could have one data distribution containing MR
images of adults, and another data distribution containing images of children.
This functionality enables granular control over how each data distribution
should be split and used. For example, the user might want to train a neural
network using images of adults and test its performance on paediatric images,
or they may want to include both split both distributions into training and
testing.
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Figure 3.6

Components of an ML workflow. Blocks indicate individual

components and arrows indicate communication or data flow. Red
components are the only ones a user would usually interact with; green
components are transparent to the user. Data flows from the data sources
through the HDF5 generator, the TensorFlow (TF) datasets and Keras, and is
finally written to the logs and results. The declarative TensorFlow interface
(DTFI) interacts with the HDF5 generator, TensorFlow datasets, Keras, DLEX
add-ons and the DLEX tuner to configure the workflow. In hyperexperiments,
Keras also shares training and evaluation data with the tuner. In turn, the tuner
communicates with the Keras oracles to sample the hyperparameter search
space.

3.4.4 Hyperparameter Optimization
Hyperparameters are parameters which cannot be learned during training
because they affect the training process itself. Therefore, these must be
specified by the user. Typically, this includes two types of parameters: model
hyperparameters, which define the architecture of the network (e.g., number
of layers, kernel size); and training hyperparameters, which define the
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optimization process (e.g., learning rate, loss function). DLEX also considers
a third type of hyperparameter: data processing hyperparameters, which
define how training data should be processed prior to training.
The performance of deep learning models is critically dependent on the
identification of a good set of hyperparameters. The problem can be framed
as the optimization of a hyperparameter response function, which represents
the achievable objective function (e.g., the loss function) over the
hyperparameter search domain. Unfortunately, little is usually known about
this response function. In other words, it is not clear what the performance of
any particular hyperparameter configuration will be. Therefore, attempts to
identify good hyperparameter configurations rely on heuristics and are often
reduced to a trial-and-error process. This is complicated by two factors: the
set of possible configurations can be vast, and evaluation of each
configuration usually requires significant computational resources. Since
manual search benefits from limited insight, it is more efficient to automate the
optimization process.
DLEX provides functionality to automate hyperparameter optimization. First,
the user must define the search space via the DTFI. The DLEX configuration
parser supports special syntax to flag entries as hyperparameters and to
define the domain of each hyperparameter. There are three domain types:
integer intervals, floating-point intervals, and discrete intervals. These
domains are extensions of those defined in the Tensorboard hyperparameters
plugin. An integer interval is defined by a minimum value, a maximum value,
and a step size. A floating-point interval is defined by a minimum value, a
maximum value, and a sampling strategy (i.e., linear or logarithmic sampling).
A discrete interval is defined by a set of possible values.
If any hyperparameters are specified, DLEX launches the tuning process. This
process consists of a series of trials and is managed by an oracle and a tuner.
In each trial, the oracle samples the search space according to the domain
definitions and the information available so far. The tuner, meanwhile, receives
the hyperparameter configuration and sets up the experiment, trains and
evaluates the model and stores the results. At the end of each trial, a stopping
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condition is evaluated (e.g., check if the maximum number of trials has been
reached). If the condition evaluates true, the process finishes; otherwise, a
new trial is generated.
There are several search methods, implemented by different oracles. The
most basic of these are grid search and random search. Grid search samples
all possible hyperparameter configurations. This method is simple, intuitive,
and reliable for small experimental matrices. Random search, as suggested
by its name, samples the search space randomly. This can be shown,
empirically and theoretically, to be more efficient than grid search [262].
Therefore, random search is a good basic optimization method. There are also
more advanced, adaptive hyperparameter tuning algorithms, which attempt to
allocate a higher proportion of resources to more promising configurations.
This group includes Bayesian optimization techniques [263]–[265] and
heuristic approaches such as the Hyperband algorithm [266]. All these oracles
(except grid search) are implemented in the Keras Tuner project [267], which
DLEX uses. However, the tuner had to be custom built and designed to deal
with the specific requirements of DLEX.

3.5 Projects sing DLEX
Several research projects within our institute have used DLEX to accelerate
development and experimentation. This section summarises some of these
projects and explains my involvement and the specific contributions DLEX
made.

3.5.1 In This Thesis
DLEX was used to create, train and evaluate the neural networks described in
Chapter 4 and Chapter 5, as well as to manage the experiments associated
with those pieces of work (training and testing workflows). Notably, Chapter 4
used the 3D U-Net implementation and the image quality assessment metrics
such as PSNR and SSIM. Chapter 5 used the 3D U-Net implementation,
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classification losses and metrics such as F1-scores and Tversky indices, and
distance metrics such as Hausdorff distance and average surface distance.
It should also be noted that future revisions of the 3D cine technique described
in Chapter 2 (which was developed prior to DLEX) could benefit greatly from
this framework. The reconstruction described in Chapter 2 could be fully
implemented easily and efficiently using DLEX functionality. This is made
possible by image reconstruction operators such as the NUFFT, linear and
convex operators for iterative reconstruction, and parallel imaging functionality
including estimation of coil sensitivity maps. More importantly, these operators
are compatible with deep learning-based reconstruction approaches, which
are likely to be key to future improvements to the technique.

3.5.2 Low Latency Image Reconstruction for
Interventional MRI
One of my colleagues, Dr Olivier Jaubert, led this study. MRI is used to guide
various minimally invasive cardiac procedures, which requires real-time
visualization of images. This requires low-latency reconstruction of highly
undersampled MRI data, which is challenging when using iterative methods.
In this study, golden angle radial data are reconstructed via NUFFT followed
by a dealiasing neural network.
The neural network is a recurrent 2D U-Net with convolutional long short-term
memory (LSTM) layers (see Section 1.5.3). The key advantage of these layers
is that they process frames one by one, which makes them suitable for
continuous real-time visualization, while retaining a memory of previously seen
frames to exploit temporal redundancies.
This neural network was originally developed by me (see Section 3.3.2.4) and
implemented in DLEX. Additionally, this project benefited from the workflow
automation feature, input processing functionality, losses and metrics
implemented in DLEX.
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Figure 3.7 shows an example of images obtained during catheterization using
this technique, compared to a compressed sensing reconstruction and a low
temporal resolution sliding window reconstruction of the same data.

Figure 3.7

Comparison of reconstruction techniques in catheterization

images. Two examples of x-y and x-t frames are shown: a pulmonary artery
view from patient 1 (top) and a right ventricular outflow tract view from patient
2 (bottom). From left to right: zero-filled NUFFT reconstruction, low temporal
resolution sliding window reconstruction, retrospective compressed sensing
reconstruction with temporal total variation regularization, low-latency NUFFT
+ dealiasing reconstruction. The catheter is indicated by the green arrow in the
proposed reconstruction. Residual streaking (red arrows) and temporal
blurring (blue arrows) are highlighted when compared to the proposed
reconstruction. This figure is used with permission of its author, Dr Olivier
Jaubert.
Full details of this work can be found in the published paper “Real-time deep
artifact suppression using recurrent U-Nets for low-latency cardiac MRI”,
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published in Magnetic Resonance in Medicine in 2021 [268]. A copy of that
text, of which I am also an author, is attached to this thesis in Appendix D.

3.5.3 Image Reconstruction for Real-Time Phase
Contrast MRI in Congenital Heart Disease
This project was also led by Dr Olivier Jaubert. Flow quantification using realtime phase contrast MRI has significant advantages: it is fast and it eliminates
the need for gating and breath-holding. However, high acceleration is needed
to reach the required spatial and temporal resolutions. Deep learning has the
potential to improve the quality and speed of the reconstruction.
This work uses perturbed spiral trajectories for fast acquisition and production
of incoherent aliases [269] and a 3D U-Net for suppression of the aliases.
Flow-encoded and flow-compensated images reconstructed using a zero-filled
NUFFT are independently processed by the neural network to remove
aliasing, then the two are combined to obtain the phase maps. This work used
some of the earliest features of DLEX, including workflow automation, input
processing, the U-Net implementation and the 3D SSIM loss (adapted by Dr
Jaubert to support complex-valued outputs). Figure 3.8 shows the
reconstructed magnitude and phase images obtained using the proposed
technique as well as the resulting flow and velocity curves.
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Figure 3.8 Real-time flow reconstruction and flow curves. The proposed
NUFFT + dealiasing reconstruction, trained with two different losses, is
compared to a compressed sensing reconstruction of the same data and a
Cartesian gold standard sequence. (A) Peak systole images, from left to right:
zero-filled NUFFT reconstruction, NUFFT + dealiasing trained to minimize
MAE, NUFFT + dealiasing trained to minimize 1 – SSIM, compressed sensing,
Cartesian gold standard. (B) Corresponding flow curves. (C) Corresponding
velocity curves. This figure is used with the permission of its author, Dr Olivier
Jaubert.
Full details of this work can be found in the published paper “Deep artifact
suppression for spiral real-time phase contrast cardiac magnetic resonance
imaging in congenital heart disease”, published in Magnetic Resonance
Imaging in 2021 [270]. A copy of that text, of which I am also an author, is also
attached to this thesis in Appendix E.
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3.5.4 Ventricular Segmentation in Short-Axis Cardiac
Frames
Cine MRI is the reference standard technique for the assessment of cardiac
function. In particular, multi-slice stacks in a short-axis orientation are
frequently used for the quantification of ventricular volumes and calculation of
clinical indicators such as the stroke volume and the ejection fraction (see
Chapter 2). A prerequisite for such quantification is the segmentation of
ventricular chambers, which involves tracing the endocardial borders. This is
a time-consuming manual effort, especially if trabeculations and papillary
muscles are considered part of the myocardium (which is more accurate).
Great Ormond Street Hospital has a large collection of images with manually
segmented left (LV) and right ventricles (RV). Sinead Rosser, an MSc student,
collected and exported these segmentations to enable their use as training
data. Using these data and DLEX, I created and trained two binary
segmentation networks, one for LV and another for RV. Figure 3.9 shows
some examples from the validation set (unseen during training). As can be
seen, the network can accurately delineate LVs and RVs. These results were
further analysed by Ms Rosser in her MSc thesis, confirming the accuracy of
the automatic segmentation and the resulting clinical indicators. This model
was then integrated into an OsiriX plugin by Dr Jennifer Steeden, which has
been distributed to multiple centres including Great Ormond Street Hospital,
Royal Free Hospital and Royal Veterinary College. In addition, a multi-site
validation study has been started in collaboration with the University of
Sydney.
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Figure 3.9 Left and right ventricular segmentation in short-axis cine images.
Six examples from the validation dataset are shown for left ventricle (LV) and
six for right ventricle (RV). Segmentation masks are overlayed over the original
images (red for LV, blue for RV). The left image in each pair is the manual
“ground truth” segmentation, the right image is the automatic ML
segmentation.

3.5.5 Other Projects
DLEX has also been used in a few other projects:
•

An ML-aided k-t SENSE project led by my colleague Dr Grzegorz
Kowalik. This used a modified U-Net to create training data for a k-t
SENSE reconstruction and improve its quality. The manuscript for this
work, titled “Machine learning aided k-t SENSE for fast reconstruction
of highly accelerated PCMR data”, is currently available on ar iv [271].
A copy of this manuscript, of which I am an author, can be found in
Appendix F.
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•

A segmentation project for 3D whole-heart MRI, led by Arif Jalal. Using
curated, manually segmented data he prepared, I trained and validated
some networks for left/right ventricular segmentation and great vessel
segmentation using DLEX. The results were further assessed by Mr
Jalal in his MSc thesis. The great vessel segmentation data were the
same as those used in Chapter 5. To enable clinical use of the
ventricular segmentation model, I integrated it in a plug-in for OsiriX (a
medical imaging visualization program used by clinicians) for easy use.

•

A project on deep artifact suppression for real-time cine MRI, led by
David Scobie. This project, which is a continuation of earlier work [56],
is using modern tools and libraries including DLEX. Some of the outputs
of this project will soon be shipped by Siemens as a Work-In-Progress
package to participants of a large-scale study on deep artifact
suppression.

•

A work-in-progress project on speech MR imaging and the
generalization of neural networks to unseen anatomies, led by Dr
Jennifer Steeden and Prof Vivek Muthurangu.

•

A work-in-progress project on joint denoising and segmentation, led by
Dr Olivier Jaubert.

•

A work-in-progress project on MR thermometry, led by Dr Jaubert.

3.6 Experience and Limitations
DLEX has been our main internal ML framework for about two years. It has
been extensively used in subsequent chapters of this thesis, including all
methods involving ML in Chapter 4 and Chapter 5. It has also been relied upon
by a few other users working in different projects and applications, as
described in Section 3.5. Some of this work has been published [268], [270]–
[272], other projects are still in progress. This has provided valuable
experience and helped identify bugs and usability issues. New features were
progressively added as new demands appeared. DLEX is now a very different
tool than it was two years ago. This section aims to briefly describe this
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experience: what has worked well and what has not, what limitations I have
become aware of, and how it could be improved.
The operators, layers, models, metrics, losses and callbacks described in
Section 3.3 have proved useful and have significantly simplified development
in image reconstruction and segmentation projects. In general, this
functionality has worked well and remained fairly stable, with minor
improvements and new features being added over time. Hyperparameter
optimization, a relatively recent feature, has also worked well so far.
Objects such as models or metrics must be registered to the DLEX
serialization framework before they can be used in the DTFI. This registration
informs the DTFI of the existence of the object and how it should be parsed.
DLEX registers all internal custom objects as well as some commonly used
core Keras objects. The user can register more objects if the one they need is
not available. This system works but could be simplified. It is worth noting that
Keras maintains its own object register. DLEX has some specific needs which
make the Keras register unsuitable on its own, but the two registers could
probably be linked. Ideally, any objects known to Keras should be
automatically known to DLEX. This could extend to not only core TensorFlow
but also related packages such as TensorFlow Addons or the TensorFlow
Model Garden. This would easily and greatly expand the functionality available
from the DTFI.
The use of the HDF5 format has proved adequate. Support for other formats
has never been added because it has not been necessary. HDF5 has allowed
us to easily store all our data regardless of its shape and type. The format can
be easily read and written in most platforms including Python and MATLAB,
and is compatible with the ISMRMRD format. The decision to store examples
in individual files was also a good one. Multi-array examples map well to multidataset HDF5 files. Datasets are easier to handle and split than if stored in a
single file. The concept of data distributions, which has existed since the very
beginning, has proved useful too. A known limitation of this data structure is
that it may not be as performant as possible (too many, too small files).
Instead, properly sharded TFRecord files are almost certainly a more
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performant option, as recommended by TensorFlow. However, these potential
speed gains do not, in my view, currently justify the loss of compatibility.
Therefore, data input and structure has barely changed.
Data processing, on the other hand, has changed significantly. Initially, DLEX
used custom multi-arity processing pipelines, primarily based on NumPy
functions. Processing was performed prior to training and cached to disk (the
ability to perform augmentation during training was added later). This system
worked well and was flexible enough, but added a time-consuming prior step
to all experiments, required duplication of the entire dataset on disk and did
not take advantage of TF acceleration. More recently DLEX has switched to
the recommended TF dataset API. While the old API remains available for
compatibility, the new one is simpler, more flexible and more performant. The
main disadvantage is that configuration syntax can sometimes be a bit
verbose, but this could be mitigated by adding syntactic sugar for common
actions.
Perhaps the most persistent issue has been related to the configuration file
format used by the DTFI. This is because of a design error early on which has
been dragged until now. The original configuration format was INI, a widely
used configuration format which has a simple structure consisting of sections
and options. This format was adequate for basic early experiments, but it soon
proved too limited for many use cases. As needs evolved, it was repeatedly
extended with new features, including the use of nested sections, lists and
dictionaries. The use of custom extensions enabled DLEX to maintain
backwards compatibility. These were often inspired by TOML, but the result is
not exactly TOML. Instead, it is a complicated language with no clear design
principles, and which does not conform to any currently existing parsers. As a
result, it can be difficult to understand for users and difficult to maintain. This
problem should be addressed by switching to an existing language with robust
and well-tested parsers. This course of action would break backwards
compatibility, but it would bring important long-term benefits: simplification of
the code (by outsourcing parsing), easier maintenance and improved usability,
stability and robustness. There are several suitable candidates, among which
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stand out TOML, JSON (JavaScript Object Notation) and YAML (YAML Ain’t
Markup Language). Of these, YAML is perhaps the best candidate, since it is
the most fully featured language while remaining easy to read. JSON is more
difficult to read for humans and does not support comments. TOML has the
advantage of being simpler than YAML but may lack important features.
Another enduring issue has been the reuse of ML experiments. For example,
a user may want to take a previously trained model and test it with some newly
acquired data. This is a very common scenario. Unfortunately, it is also less
straightforward than might be desired. To help the user in this scenario, DLEX
provides the option to load an experiment. This loads the trained model and
related information. The user can then trigger the necessary data processing
and obtain the predictions. However, it is probably necessary to change the
configuration first, e.g., to add a new data source or change data processing
options. One option is to change the configuration file directly, but this breaks
reproducibility: the configuration file no longer reflects how the model was
created. Therefore, DLEX provides an option to override some configuration
keys when loading the model. This mostly works, but there a few technical
issues and limitations. More importantly, this behaviour is not particularly
obvious or intuitive. A better approach might be to rethink the concept of ML
experiment. Currently, the concept of experiment is closely related to the
creation of a new model; to perform other tasks, experiments are loaded. The
very idea of loading an experiment seems flawed: experiments should reflect
an action. Instead of loading an experiment to perform predictions with an
existing model, the user should create a new experiment (with a corresponding
configuration file). This would simply happen to be a different type of
experiment, which accepts an existing model instead of creating one.
Finally, DLEX does not currently have sufficient test coverage of its code.
Automated testing is important to ensure that further development does not
break existing functionality. As DLEX has grown, this has become increasingly
important and has caused a few issues. Some work has been done to add
new tests and more is planned.
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3.7 Conclusion
This chapter has described DLEX, an integrated ML solution with a
TensorFlow backend which automates ML workflows and provides useful
functionality for computational MRI. DLEX has been extensively used in this
thesis as well as other projects and it is likely to continue to contribute to future
research.
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Chapter 4
Contrast Dose Reduction in
Cardiovascular MR Angiography with
Deep Learning
Recently, deep learning has generated a great deal of excitement in the MR
research community. One of the chief areas of research is accelerated MR
reconstruction, of which a detailed background description is given in Section
1.5.3. However, deep learning has many other potential applications. This
chapter explores one such application, namely, contrast enhancement.
Specifically, in this chapter I focus on 3D MR angiography, which is a
technique used frequently to assess the thoracic vasculature. To highlight
these structures, it relies on the injection of a large dose of contrast agent.
This work explores the potential to use much smaller doses, using deep
learning to compensate for the subsequent loss of vessel contrast. Lower
contrast agent doses reduce the risk of side effects and the cost of the
examination.
Some of these ideas may be useful in other MR applications, particularly those
which also use gradient echo imaging (GRE). For example, phase contrast
MRI offers poor tissue contrast in magnitude images, and may benefit from
enhanced vessel visualization.
This chapter is a modified version of my first author paper “Reducing contrast
agent dose in cardiovascular MR angiography with deep learning”, published
in Journal of Magnetic Resonance Imaging in 2021 [272]. Part of its content is
reproduced here with the permission of the copyright holder. A verbatim copy
of the manuscript is also attached to this thesis in Appendix G.
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My contribution to this work is as follows:
•

Development of methodology and software (see also Chapter 3).

•

Investigation and execution of experiments, including preparation of
synthetic dataset, network training and validation and enhancement of
prospective data.

•

Statistical analysis of results.

•

Generation of all figures and preparation of the published manuscript
and this text.
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4.1 Introduction
Assessment of vascular anatomy is one of the main indications for MRI in
patients with congenital heart disease (CHD). Contrast-enhanced MR
angiography (CE-MRA) is routinely used for the assessment of the aortic and
pulmonary vasculature and has a proven ability to detect vascular stenoses,
dilatations and other abnormalities [273]–[275] (see Section 1.6.2.2). CE-MRA
is very valuable in patients with several types of CHD. For example, CE-MRA
provides excellent 3D images of arteriovenous malformations, obstructions
and stenoses, such as aortic coarctation or pulmonary artery occlusion. It is
also the preferred technique to study complex configurations of the aortic arch
(see Section 1.1.1). CE-MRA also enables evaluation of surgical procedures
that modify the arteriovenous circulation, such as the Norwood procedure,
Glenn shunts and Fontan connections.
CE-MRA relies on the intravenous injection of contrast agents, compounds
which exhibit strong magnetic responses. As they travel through the
vasculature, they alter the magnetic properties of the tissue they are found in
and thus the MR signal. The most common contrast agents are based on
gadolinium, a rare-earth element with atomic number 64. At physiologic
temperature, gadolinium is strongly paramagnetic and has the effect of
reducing the T1 of the tissue where it is found, providing high contrast in T1weighted images. Free gadolinium ions are potentially toxic, so contrast
agents use chelated forms instead. Chelates are chemical compounds which
sequester or bond to metallic ions, preventing them from being released into
the body.
Gadolinium-based contrast agents (GBCAs) are widely used and considered
mostly safe, but they have some potential adverse effects. Exposure to
GBCAs has been associated with the development of nephrogenic systemic
fibrosis (NSF) in patients with severely impaired renal function [276], [277].
NSF is a serious disorder characterised by widespread tissue fibrosis. It can
be chronic, it may lead to disability and there is currently no known reliable
treatment. The exact mechanism by which the disease develops is unclear,
but it may be related to lower contrast agent clearance rates (30+ hours half209
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life compared to ~1.5 hours for healthy subjects) and metabolic acidosis found
in patients with kidney disease [277]. These factors may favour dissociation of
the metallic ion from its chelating ligand. The resulting free ions, which have
poor solubility, are likely to form salt precipitates and deposit in tissue, causing
potential toxicity. Importantly, toxicity is dose-dependent, and clinical
guidelines state that GBCA dose should be minimized in patients at risk [276].
This is of particular importance in CE-MRA, which uses high doses of
gadolinium, doubling or tripling the rate used in conventional MRI (0.2-0.3
mmol/kg vs 0.1 mmol/kg). There is also recent evidence that gadolinium can
deposit in tissues, particularly in the brain, even in patients with normal renal
function [278]–[281]. Additionally, it has been found that the amount of
gadolinium deposited correlates with the administered dose [278]. Although
there is currently no strong clinical evidence of adverse effects associated with
this deposition, it remains poorly understood and a cause for concern. It should
also be noted that GBCAs are relatively expensive, so dose reduction can also
have significant cost savings.
For these reasons, there is an interest in low-dose CE-MRA [282], and several
dose reduction strategies have been devised. Significant dose reductions are
possible at 3.0 T [283], [284]. This is because of the higher SNR, as well as
the fact that the T1 of tissue increases with field strength, thus increasing
sensitivity to the T1-shortening effect of gadolinium. However, 3.0 T scanners
are not available in all clinical services, and are not fully established in
cardiovascular MRI because they present their own complex set of challenges
[235]. Time-resolved MRA, where a series of images are continuously
acquired, can be another low-dose alternative to conventional CE-MRA.
However, the need to speed up the acquisition limits spatial resolution and
image quality [285], [286].
There also exist contrast-free MRA techniques, including time-of-flight (TOF)
imaging [287], [288], phase contrast (PC) imaging [289] and balanced steadystate free precession (bSSFP) imaging [290], [291]. TOF is a classic MRA
technique that relies on the inflow enhancement effect to generate contrast in
blood vessels. However, signal saturation in large 3D volumes makes it
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difficult to exploit inflow enhancement in all parts of the thoracic cardiovascular
system. Phase contrast MRA, which uses flow encoding gradients to generate
vessel contrast (see Section 1.6.2.5), can provide any desired spatial
coverage and sensitivity to flow in all directions, but it is very time-consuming.
Finally, bSSFP imaging offers a naturally higher contrast between blood and
surrounding tissue than spoiled gradient echo imaging. However, good image
quality requires cardiac and respiratory gating and T2 magnetization
preparation, which is time-consuming. In addition, 3D bSSFP is susceptible to
off-resonance and flow-related artefacts, and provides poor visualization of
some vessels such as the pulmonary veins [292].Recently, a deep learning
method has enabled a dramatic dose reduction in low-dose CE-MRA of the
brain [293]. In this approach, low-quality images are acquired with a reduced
dose, and these images are enhanced by a neural network in a postprocessing
step. This technology is potentially applicable with any scanner and with
multiple MRI techniques. In this study, I propose and investigate the
performance of a deep learning approach to recover high-dose quality images
from low-dose thoracic CE-MRA of the aorta and the pulmonary arteries.

4.2 Materials and Methods
This study was approved by the local research ethics committee (Ref.
06/Q0508/124), and written consent was obtained from all subjects or
guardians in prospective and retrospective cohorts.

4.2.1 Prospective Cohort and Imaging
Forty children and adults with congenital heart disease were recruited for this
study. The inclusion criterion was clinical referral for cardiovascular MRI
including CE-MRA. The only exclusion criterion was inability to breath-hold (2
patients excluded). MRA images were acquired with a 1.5 T scanner (Avanto,
Siemens Healthineers AG, Erlangen, Germany) using a Cartesian 3D gradient
echo (GRE) sequence with the following parameters: matrix size = 256 × (128–
172) × (96–160), voxel size = 1.6×1.6×1.6 mm3, TE/TR = 1.0/3.0 ms, sagittal
orientation. Imaging was timed with respect to injection of the GBCA bolus to
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obtain either aortic angiograms or pulmonary angiograms (20 subjects each).
Average acquisition time per MRA image was 14.2 ± 2.03 s.
Each subject was administered a total of 0.2 mmol/kg body weight of gadoteric
acid (Dotarem®, Guerbet, Villepinte, France) up to 10 mmol, which is the
normal GBCA dose at our institution. Two contrast-enhanced MRA images
were collected for each patient by splitting the dose in two (Figure 4.1). 20%
of the dose (0.04 mmol/kg, up to 2 mmol) was injected first to obtain a lowdose angiogram (LD-MRA), followed by the remaining 80% (0.16 mmol/kg, up
to 8 mmol) to obtain a high-dose angiogram (HD-MRA). The HD-MRA was
performed immediately after the LD-MRA so that the low-dose contrast was
still in circulation, resulting in an angiogram that approximated to 100% dose.
PRE

LD MRA
0

HD MRA
0

Figure 4.1 Acquisition protocol for prospective clinical study. Three images
were acquired for each patient: a pre-contrast image (PRE), a low-dose
angiogram (LD-MRA) after injection of 20% of the usual dose, and a high-dose
angiogram (HD-MRA) after injection of remaining 80% of the dose.

4.2.2 Retrospective Cohort and Imaging
Training data for the neural network were derived from CE-MRA images
retrieved from all patients who had undergone a clinical aortic or pulmonary
CE-MRA examinations at our institution between 2017 and 2018. Images with
poor quality due to respiratory motion, patient motion or poor contrast timing
were excluded (50 patients). A total of 1,173 CE-MRA examinations were
obtained, from CHD patients aged 25 ± 16 years (range: 0 to 76). Of these,
663 were aortic angiograms and 510 were pulmonary angiograms. Each CE212
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MRA examination consisted of a pre-contrast image, acquired before any
GBCA injection, and a post-contrast image, acquired after injection of the
contrast bolus. The sequence type and imaging parameters were the same as
described for the prospective cohort.

4.2.3 Preparation of Synthetic Training Data
The retrospective HD-MRA data were used to simulate a corresponding SLDMRA (synthetic low-dose MRA) dataset (Figure 4.2) to obtain pairs to be used
as training examples. First, a difference image was calculated by subtracting
the pre-contrast image from the post-contrast image. The resulting image,
which reflects primarily the GBCA signal, was multiplied by a factor 𝑅
representing the relative contrast difference between LD and HD-MRA, which
was computed from the prospective data. Specifically, 𝑅 was calculated as the
ratio of average pixel intensity in contrast-enhancing tissue from LD-MRA
(𝑚LD ) to HD-MRA (𝑚HD ) in regions of interest (ROIs) computed automatically
by thresholding the difference between both images, using

tsu’s method

[294]. The scaled image was added back to the pre-contrast image in order to
generate the post-contrast SLD-MRA image. Finally, pixel intensities were
rescaled to the range [0, 1]. This resulted in 1,173 pairs of SLD-MRA and HDMRA images.
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A Estimation of relative intensities

B Generation of training data

Prospective ( 0 patients)
HD MRA

LD MRA

LD SU

M

SLD MRA

0.33, 0.0058

CNN

T

SU

R I

HD SU

PRE

Retrospective ( ,

Figure 4.2

HD MRA

7 patients)

Preparation of synthetic training data. (A) Estimation of the

intensity ratio, R, between prospective low-dose (LD-MRA) and high-dose
(HD-MRA) images. T: thresholding followed by morphological opening. M:
compute mean over ROI for both images. (B) Generation of synthetic low-dose
(SLD-MRA) images, using R, to be paired with the corresponding high-dose
(HD-MRA) images to train the convolutional neural network (CNN).

4.2.4 Network Architecture
A variant of the U-Net [52] architecture was used in this study (Figure 4.3).
Following the principle of residual learning [53], [62], a global residual skip
connection was added in order to learn the residual with respect to the input
image rather than the output image itself.
The residual U-Net was implemented with four encoding and four decoding
steps. Each encoding/decoding step contained two 3D convolutional layers
with 3×3×3 kernels, each followed by rectified linear unit (ReLU) activations.
Encoding steps additionally included a max-pooling layer to perform 2×2×2
downscaling, while decoding steps included a transpose convolution with
stride 2×2×2 to perform upscaling. The first convolutional layer had 64 filters,
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and this number doubled with each subsequent encoding step up to a
maximum of 1024 channels. Each decoding step then halved the number of
filters back to 64. A final bottleneck layer (1×1×1 convolution with one filter)
was added to combine all features into a single channel, followed by the
residual addition and a ReLU activation.

HD MRA

LD MRA

conv (

)

max pool (
convt (

0

conv (

N

ReLU

)
)

N

ReLU

)

ReLU
0

7

concat

add

Figure 4.3 Residual U-Net network architecture. conv: convolution; convt:
transpose convolution or deconvolution; BN: batch normalization; ReLU:
rectified linear unit. LD-MRA: low-dose MR angiography; HD-MRA: high-dose
MR angiography.

4.2.5 Network Training and Validation
To prepare for training, the synthetic dataset was randomly split into a training
set (90%, 1,056 HD-MRA – SLD-MRA pairs) and validation set (10%, 117
pairs). These were zero-padded/cropped to matrix size 192×128×112
(superior-inferior, anterior-posterior, left-right). These dimensions were
deemed sufficient to cover the anatomy of interest in the majority of patients.
While the model is agnostic to image size, training is significantly faster when
using a fixed input size, because varying the input shape triggers graph
retracing, a time-consuming process (see Section 3.2).
The neural network was implemented and trained in TensorFlow (Google LLC,
Mountain View, CA, USA) using the DLEX framework, described in Chapter 3.
The network weights were initialized using He’s method [295] and trained by
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minimizing the mean squared error (or ℓ2 loss) between network outputs and
ground truth images. The Adam algorithm [296] was used for the optimization,
with an initial learning rate of 10-3 and exponential decay rates for the 1st and
2nd moments of 0.9 and 0.999, respectively. Training continued for 60 epochs,
in batches of two volumes. Validation loss stabilized within 60 epochs. Training
took 36 hr on an Nvidia Titan RTX GPU with 24GB of onboard RAM (Nvidia
Corporation, Santa Clara, CA, USA). Performance was evaluated on the
validation set, unseen by the network, using 3D structural similarity index
(SSIM) and peak signal-to-noise ratio (PSNR) metrics.
All data preprocessing, network training and evaluation was performed using
the DLEX framework (see Chapter 3).

4.2.6 Network Testing with Prospective Data
The trained neural network was used to enhance contrast in LD-MRA images
acquired in the prospective patient cohort. We refer to the network output as
ELD-MRA (enhanced low-dose MRA). Processing time per volume on the
GPU (Titan RTX 24 GB) was recorded.
All image analysis was performed using the open-source software Horos
DICOM Medical Image Viewer (Horos v4.0, Horos Project, MD, USA) with inhouse plugins. In all analysis, observers were blinded to image type and were
presented with anonymised data in a random order.

4.2.6.1 Vessel Segmentation and Diameter Measurements
Cross-sectional images of the great vessels were obtained using multiplanar
reformation (MPR) from LD, ELD and HD-MRA volumes. The specific vessels
were the ascending aorta (AAO) and descending aorta (DAO) for aortic
angiograms; and main pulmonary artery (MPA), left pulmonary artery (LPA)
and right pulmonary artery (RPA) for pulmonary angiograms.
Using the MPR images, an experienced imaging cardiologist manually
measured the diameter of each vessel for each patient and image type (LD,
ELD and HD-MRA). For each vessel, two measurements were taken in
perpendicular directions, and the average was used for further analysis. A
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subset of 10 randomly selected patients (5 aortic angiograms, 5 pulmonary
angiograms) were re-evaluated by the primary observer to assess intraobserver variability. This subset was also evaluated by a second imaging
cardiologist in order to assess inter-observer variability.

4.2.6.2 Evaluation of Image Quality
Image quality of LD, ELD and HD-MRA images was assessed according to
three objective metrics, namely estimated signal-to-noise ratio (SNR),
estimated contrast-to-noise ratio (CNR) and vessel edge sharpness; and two
subjective scores: perceptual sharpness and perceptual contrast.
Quantitative SNR and CNR were assessed in a mid-thoracic axial slice cutting
across the vessel of interest (aorta or pulmonary artery). Two elliptical regions
of interest were manually delineated: one in the vessel and one in the spinal
canal, a tissue which has low signal and is non-contrast enhancing. The
regions were drawn to cover the largest possible area while remaining within
the edges of the relevant structure. Signal was estimated as the average
intensity in the vessel, contrast was estimated as the difference between the
average intensity in the vessel and the average intensity in the spinal canal,
and noise was estimated as the standard deviation in the spinal canal.
Therefore:
𝜇𝑣𝑒𝑠𝑠𝑒𝑙
𝜎𝑡𝑖𝑠𝑠𝑢𝑒

(4.1)

𝜇𝑣𝑒𝑠𝑠𝑒𝑙 − 𝜇𝑡𝑖𝑠𝑠𝑢𝑒
𝜎𝑡𝑖𝑠𝑠𝑢𝑒

(4.2)

𝑆𝑁𝑅 =

𝐶𝑁𝑅 =

Quantitative edge sharpness was estimated on the MPR data (all vessels) by
measuring the maximum gradient of the normalized pixel intensities across
the edge of the vessel of interest, as has been described previously [297]. The
measurement was performed in an automated fashion in 60 uniformly spaced
positions around each vessel. Outliers, defined as those values beyond three
scaled mean absolute deviations from the median, were removed to improve
robustness. The remaining values were averaged for comparison.
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Perceptual quality scores were assessed by three experienced observers on
all MPR images (LD, ELD and HD-MRA) using a 5-point Likert scale (1 =
nondiagnostic, 2 = poor, 3 = adequate, 4 = good, 5 = excellent) in two
categories: sharpness of vessel borders and vessel contrast. The observer
was blinded to image type and was presented with the images in a random
order.
Several people, namely Prof Vivek Muthurangu, Dr Jennifer Steeden and Dr
Michael Quail, contributed to this section as observers. I personally performed
the SNR/CNR region tracing and calculation, randomised and prepared data
for presentation to the observers, and collected the results.

4.2.6.3 Diagnostic Accuracy and Confidence
Identification of abnormal anatomy was performed on LD, ELD and HD-MRA
images by consensus of two experienced imaging cardiologists (Prof
Muthurangu and Dr Quail). Observers were presented with the full 3D data.
For each volume, the observers were asked to identify the presence of the
following conditions, depending on angiogram type. For aortic angiograms,
possible conditions were: (1) coarctation of the aorta, (2) aortic dilatation and
(3) abnormal arch anatomy. For pulmonary angiograms, they were: (1) MPA
stenosis, (2) LPA stenosis and (3) RPA stenosis. In each case, the observer
rated the likelihood that the abnormality is present on a 5-point Likert scale (1
= definitely not present, 2 = probably not present, 3 = unclear, 4 = probably
present, 5 = definitely present). For the purposes of diagnostic accuracy
evaluation, the diagnosis was considered negative (condition absent) if the
score was 1 or 2 and positive (condition present) if the score was 4 or 5. A
score of 3 was considered a misdiagnosis. Sensitivity and specificity were
computed for LD and ELD-MRA diagnoses, using HD-MRA images as the
reference standard. For the purposes of diagnostic confidence evaluation,
observer responses were classified into three confidence levels: low or
“unclear if condition present” (score of ), intermediate or “condition probably
(not) present” (score of

or ) and high or “condition definitely (not) present”

(score of 1 or 5). In turn, these confidence levels were coded as 1, 2 and 3,
respectively, for quantification and comparison.
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4.2.7 Statistical Analysis
Validation metrics SSIM and PSNR for synthetic low-dose images and their
enhanced counterparts were compared using a paired t-test. For the
prospective cohort, SNR, CNR, edge sharpness and vessel diameters
(continuous, normally distributed) were compared across all three image types
using one-way repeated measures analysis of variance (ANOVA). Significant
results were followed up by post hoc pairwise paired t-tests with Holm
correction to determine pairwise significant differences. Perceptual quality
scores and diagnostic confidence (Likert scale, discrete, ordinal) were
compared across image types using a Friedman’s test for repeated measures,
followed by post hoc Wilcoxon signed-rank tests with Holm correction. Vessel
diameters were grouped by vessel and compared using one-way repeated
measures ANOVA. In addition, agreement between LD-MRA vs HD-MRA
measurements and ELD-MRA vs HD-MRA measurements was assessed
using Bland-Altman analysis. The diagnostic accuracy (sensitivity and
specificity) between LD-MRA and ELD-MRA images was compared using
McNemar’s test. In addition to the overall tests, SNR, CNR, edge sharpness,
perceptual quality scores, diagnostic accuracy and diagnostic confidence were
also assessed separately for aortic and pulmonary angiograms. Intra- and
inter-observer agreement in diameter measurements were assessed using the
intraclass correlation coefficient (ICC) for a two-way random effects model.
The agreement was considered poor for ICC < 0.5, moderate for 0.5 < ICC <
0.75, good for ICC 0.75 < ICC < 0.9 and excellent for ICC > 0.9. I performed
all statistical analysis using R [220]. Test results were considered statistically
significant if the p-value was smaller than 0.05.

4.3 Results
4.3.1 Network Validation with Synthetic Data
The intensity ratio 𝑅 in the prospective cohort was found to be approximately
normally distributed with mean 0.331 and variance 5.84 × 10−3 .

219

Chapter 4

The synthetic low-dose images (SLD-MRA) in the validation set had an SSIM
of 0.852 ± 0.046 and a PSNR of 25.3 ± 2.35 with respect to the original HDMRA data. After enhancement by the neural network (ELD-MRA), SSIM and
PSNR significantly increased (p < 0.05 for both) to 0.914 ± 0.037 and 35.2 ±
2.54, respectively (Figure 4.4). Representative examples in different
anatomical orientations are shown in Figure 4.5.

Figure 4.4 Validation metrics in synthetic dataset. SSIM: structural similarity
index; PSNR: peak signal-to-noise ratio; SLD: synthetic low-dose; ELD:
enhanced low-dose. *: p < 0.05.
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ELD

HD

TRA

C R

SAG

SLD

Figure 4.5 Representative images from a subject in the synthetic validation
set. Sagittal and coronal views are cropped to the anatomy of interest. SLD:
synthetic low-dose; ELD: enhanced low-dose; HD: high-dose; SAG: sagittal;
COR: coronal; TRA: transverse.

4.3.2 Network Testing with Prospective Data
The prospective cohort had the following demographics: age 26.7 ± 13 years
(range 13–62), 16 female, 24 male. The clinical diagnoses were: repaired
tetralogy of Fallot/pulmonary atresia VSD (n = 8), transposition of the great
arteries post ASO (n = ), Ebstein’s anomaly (n = 3), VSD/AVSD (n = 4),
pulmonary hypertension (n = 1), Marfan syndrome/aortopathy (n = 7), bicuspid
aortic valve (n = 7), cardiomyopathy/myocarditis (n = 3) and repaired
coarctation of the aorta (n = 3).
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Processing time to enhance the low-dose images using the trained neural
network was approximately 1.1 s per volume. Representative examples of LD,
ELD and HD images depicting the various vessels of interest are shown in
Figure 4.6.
ELD

HD

RPA

LPA

MPA

DA

AA

LD

Figure 4.6 Representative images of vessels from the prospective study.
Multiplanar reformats of the ascending aorta (AAO), descending aorta (DAO),
main pulmonary artery (MPA), left pulmonary artery (LPA) and right pulmonary
artery (RPA). LD: low-dose; ELD: enhanced low-dose; HD: high-dose.
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4.3.2.1 Evaluation of Image Quality
Objective and perceptual image quality metrics are summarized in Figure 4.7.
SNR, CNR, edge sharpness, perceptual sharpness and perceptual contrast
were found to be significantly lower (p < 0.05) for LD-MRA images (25.7 ±
10.9, 22.0 ± 10.6, 0.309 ± 0.108, 2.47 ± 0.91 and 2.20 ± 0.82, respectively)
compared to ELD-MRA images (56.5 ± 19.7, 52.4 ± 19.2, 0.492 ± 0.176, 3.36
± 0.80 and 3.68 ± 0.80, respectively) and HD-MRA images (53.6 ± 22.4, 50.0
± 21.8, 0.493 ± 0.176, 3.63 ± 0.70 and 3.76 ± 0.81, respectively). No significant
differences could be found between ELD-MRA images and HD-MRA images
for SNR, CNR, edge sharpness or perceptual contrast (p = 0.483, p = 0.533,
p = 0.930 and p = 0.132, respectively). However, a statistically significant
difference was found between ELD-MRA and HD-MRA for perceptual
sharpness (p < 0.05). Metrics and p-values for aortic and pulmonary
angiograms are given in Table 4.1. When aortic and pulmonary angiograms
were considered separately, SNR, CNR, edge sharpness, perceptual
sharpness and perceptual contrast were also found to be significantly lower
for LD-MRA compared to ELD-MRA and HD-MRA. No statistically significant
differences were found in SNR, CNR, edge sharpness or perceptual contrast
between ELD and HD-MRA images for either aortic or pulmonary angiograms.
A statistically significant difference was found in perceptual sharpness
between ELD and HD-MRA images in both aortic and pulmonary angiograms.
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Table 4.1 Image quality for the prospective cohort. SNR and CNR were
evaluated in one slice per patient. Edge sharpness, perceptual sharpness and
perceptual contrast were evaluated for each vessel. SNR: signal-to-noiseratio; CNR: signal-to-noise ratio; LD: low-dose; ELD: enhanced low-dose; HD:
high-dose.
Metric

SNR

CNR

Edge
sharpness

Perceptual
sharpness

Perceptual
contrast
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pLD-

pLD-

pELD-

ELD

HD

HD

56.8 ±
23.6

<0.05

<0.05

0.680

53.8 ±
17.6

50.4 ±
21.3

<0.05

<0.05

0.580

25.7 ±
10.9

56.5 ±
19.7

53.6 ±
22.4

<0.05

<0.05

0.483

20

20.9 ±
8.9

55.0 ±
21.1

53.2 ±
23.0

<0.05

<0.05

0.728

Pulmonary

20

23.2 ±
12.1

49.9 ±
17.4

46.8 ±
20.7

<0.05

<0.05

0.611

All

40

22.0 ±
10.6

52.4 ±
19.2

50.0 ±
21.8

<0.05

<0.05

0.533

Aortic

50

0.311 ±
0.080

0.544 ±
0.139

0.551 ±
0.164

<0.05

<0.05

0.733

Pulmonary

50

0.308 ±
0.123

0.457 ±
0.190

0.454 ±
0.174

<0.05

<0.05

0.916

All

100

0.309 ±
0.108

0.492 ±
0.176

0.493 ±
0.176

<0.05

<0.05

0.930

Aortic

50

2.58 ±
0.914

3.67 ±
0.735

3.96 ±
0.600

<0.05

<0.05

<0.05

Pulmonary

50

2.39 ±
0.894

3.14 ±
0.763

3.42 ±
0.684

<0.05

<0.05

<0.05

All

100

2.47 ±
0.905

3.36 ±
0.795

3.63 ±
0.703

<0.05

<0.05

<0.05

Aortic

50

2.24 ±
0.799

4.05 ±
0.684

4.07 ±
0.618

<0.05

<0.05

0.876

Pulmonary

50

2.17 ±
0.838

3.43 ±
0.777

3.56 ±
0.853

<0.05

<0.05

0.086

All

100

2.20 ±
0.822

3.68 ±
0.801

3.76 ±
0.806

<0.05

<0.05

0.132

Angiogram

n

LD

ELD

HD

Aortic

20

24.4 ±
9.31

59.1 ±
21.8

Pulmonary

20

27.1 ±
12.4

All

40

Aortic

Contrast Dose Reduction in Cardiovascular MR Angiography with Deep Learning

A

B

Figure 4.7 Image quality in prospective study. (A) Objective image quality
metrics: signal-to-noise ratio (SNR), contrast-to-noise ratio (CNR) and edge
sharpness. (B) Perceptual image quality in terms of sharpness and contrast,
as rated by three observers. LD: low-dose; ELD: enhanced low-dose; HD:
high-dose; ns: nonsignificant; *: p < 0.05.

4.3.2.2 Diagnostic Accuracy and Confidence
The sensitivities and specificities of LD and ELD-MRA are summarised in
Figure 4.8A. Overall sensitivity was 0.824 (95% confidence interval (CI): 0.566
− 0.962) for LD-MRA and 0.882 (95% CI: 0.636 − 0.985) for ELD-MRA. Overall
specificity was 0.921 (95% CI: 0.850 − 0.965) for LD-MRA and 0.960 (95% CI:
0.902 − 0.989) for ELD-MRA. These differences were not statistically
significant (p = 0.546). Sensitivity, specificity and p-values by angiogram and
lesion type are reported in supplementary Table 4.2. There were no
statistically significant differences between LD and ELD-MRA in either aortic
angiograms or pulmonary angiograms.
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Diagnostic confidence is summarised in Figure 4.8B. Confidence was 2.72 ±
0.582 for LD-MRA, 2.85 ± 0.423 for ELD-MRA and 2.92 ± 0.333 for HD-MRA.
Statistically significant differences (p < 0.05) were found between LD and ELDMRA and between LD and HD-MRA, but no statistically significant difference
was found between ELD and HD-MRA (p = 0.064). Diagnostic confidence
values and p-values by angiogram and lesion type are reported in
supplementary Table 4.3. In aortic angiograms, there were significant
differences between LD and ELD-MRA and between LD and HD-MRA, but not
between ELD and HD-MRA. In pulmonary angiograms, there were no
significant differences between any of the groups.

Figure 4.8 Diagnostic accuracy and confidence. (A) Sensitivity and specificity
for the detection of lesions in LD and ELD images with 95% confidence
intervals. (B) Confidence expressed in diagnosis based on LD, ELD and HD
images. Confidence levels: low, “unclear if condition present”; medium,
“condition probably (not) present”; high, “condition definitely (not) present”. LD:
low-dose; ELD: enhanced low-dose; HD: high-dose; ns: nonsignificant; *: p <
0.05.
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Table 4.2

Diagnostic accuracy of low-dose MRA vs high-dose MRA.

Sensitivity and specificity are shown by angiogram and lesion type. Sensitivity
for LPA stenosis could not be estimated because none of the patients were
positive for this condition. TP: true positives; NA: not available; LD: low-dose;
ELD; enhanced low-dose; MPA, LPA, RPA: main, left, right pulmonary
arteries.
Sensitivity
Condition

n

Specificity

TP

p
LD

ELD

LD

ELD

Aortic
coarctation

1

1.000
(0.0 ‒
1.000)

1.000
(0.0 ‒
1.000)

1.000
(0.
‒
1.000)

1.000
(0.
‒
1.000)

1.000

Aortic
dilatation

11

0.818
(0.
‒
0.977)

0.909
(0. 7 ‒
0.998)

0.778
(0. 00 ‒
0.972)

1.000
(0.
‒
1.000)

1.000

Abnormal
arch
anatomy

1

1.000
(0.0 ‒
1.000)

1.000
(0.0 ‒
1.000)

0.789
(0.
‒
0.939)

0.947
(0.7 0 ‒
0.999)

0.248

MPA
stenosis

1

0.000
(0.000 ‒
0.975)

0.000
(0.000 ‒
0.975)

1.000
(0. 0 ‒
1.000)

1.000
(0. 0 ‒
1.000)

1.000

LPA
stenosis

0

NA
(0.000 ‒
1.000)

NA
(0.000 ‒
1.000)

0.900
(0.
‒
0.988)

0.950
(0.7 ‒
0.999)

1.000

RPA
stenosis

3

1.000
(0.
‒
1.000)

1.000
(0.
‒
1.000)

1.000
(0. 0 ‒
1.000)

0.882
(0.
‒
0.985)

0.480

Aortic (all)

13

0.846
(0.
‒
0.981)

0.923
(0. 0 ‒
0.998)

0.872
(0.7 ‒
0.952)

0.979
(0. 7 ‒
0.999)

0.289

4

0.750
(0.
‒
0.994)

0.750
(0.
‒
0.994)

0.963
(0. 7 ‒
0.995)

0.944
(0.
‒
0.988)

1.000

17

0.824
(0.
‒
0.962)

0.882
(0.
‒
0.985)

0.921
(0. 0 ‒
0.965)

0.960
(0. 0 ‒
0.989)

0.546

20

Pulmonary
(all)

All

40

Table 4.3 Diagnostic confidence of MRA types. Shown by angiogram and
lesion type. TP: true positives; LD: low-dose; ELD; enhanced low-dose; HD:
high-dose; MPA, LPA, RPA: main, left, right pulmonary arteries.
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Confidence
Condition

n

p-values

TP
LD

ELD

HD

LD vs
ELD

LD vs
HD

ELD
vs HD

Aortic
coarctation

1

2.85 ±
0.366

2.95 ±
0.224

2.95 ±
0.224

1.000

1.000

1.000

Aortic
dilatation

11

2.50 ±
0.761

2.85 ±
0.366

2.90 ±
0.308

<0.05

0.061

0.773

Abnormal
arch anatomy

1

2.60 ±
0.754

2.90 ±
0.308

3.00 ±
0.000

0.189

0.160

0.346

MPA stenosis

1

2.70 ±
0.657

2.70 ±
0.657

2.75 ±
0.639

1.000

1.000

1.000

LPA stenosis

0

2.85 ±
0.366

2.90 ±
0.308

3.00 ±
0.000

0.773

0.447

0.692

RPA stenosis

3

2.80 ±
0.410

2.80 ±
0.523

2.90 ±
0.308

1.000

1.000

1.000

Aortic (all)

13

2.65 ±
0.659

2.90 ±
0.303

2.95 ±
0.220

<0.05

<0.05

0.299

Pulmonary
(all)

4

2.78 ±
0.490

2.80 ±
0.514

2.88 ±
0.415

0.777

0.197

0.304

17

2.72 ±
0.582

2.85 ±
0.423

2.92 ±
0.333

<0.05

<0.05

0.064

20

All

40

4.3.2.3 Vessel Diameter Measurements
There were no statistically significant differences in diameters measured from
LD, ELD and HD-MRA images for any vessel (overall: p = 0.110, AAO: p =
0.388, DAO: p = 0.167, MPA: p = 0.079, LPA: p = 0.744, RPA: p = 0.171).
Overall bias was 0.238 mm (limits of agreement: - .
and 0.278 mm (- .7 ‒ .

‒ .

) for LD-MRA

) for ELD-MRA.

Table 4.4 summarises the vessel diameters and the results of the BlandAltman analysis for each individual vessel. Figure 4.9 shows Bland-Altman
plots of agreement between LD and HD-MRA and between ELD and HD-MRA,
for all vessels combined. Bland-Altman plots for individual vessels are shown
in Figure 4.10.
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Inter-observer agreement was excellent with ICCs of 0.987 (95% CI: 0. 7 ‒
0.994) for LD-MRA, 0.
(

CI: 0.

(

7 ‒ 0.

CI: 0.

7 ‒ 0.

) for ELD-MRA and 0.986

) for HD-MRA. Intra-observer agreement was also

excellent with ICCs of 0.

(

CI: 0.

‒ 0.

), 0.

(

CI: 0.

‒

0.997) and 0.993 (95% CI: 0.954 ‒ 0.998), respectively.
Table 4.4

Vessel diameter measurements and Bland-Altman analysis.

Diameters are reported in mm as mean ± standard deviation, and BlandAltman results are reported as bias and limits of agreement.
Diameter (mm)
Vessel

Bland-Altman (mm)

pvalue

n
LD

ELD

HD

LD

ELD

AAO

20

29.7 ±
7.92

29.4 ±
7.68

29.3 ±
7.36

0.377 (- .
3.24)

‒

0.137 (- . 0 ‒
2.67)

0.388

DAO

20

17.0 ±
2.23

17.2 ±
2.02

17.4 ±
2.00

-0.348 (- .
1.66)

‒

-0.189 (- .
1.14)

‒

0.167

MPA

20

25.8 ±
6.45

26.4 ±
7.02

25.5 ±
6.27

0.333 (- .
4.27)

‒

0.928 (- .
4.72)

‒

LPA

20

16.4 ±
4.54

16.2 ±
4.41

16.1 ±
4.76

0.263 (- .
3.67)

‒

0.057 (- .
3.44)

‒

RPA

20

17.9 ±
4.00

17.8 ±
3.69

17.3 ±
3.65

0.567 (- .7 ‒
3.87)

0.455 (- . 0 ‒
3.51)

0.171

All

100

21.4 ±
7.56

21.4 ±
7.60

21.1 ±
7.33

0.238 (- .
3.41)

0.278 (- .7 ‒
3.26)

0.110

‒

0.079
0.744
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Figure

4.9

Bland-Altman

plots

of

agreement

between

diameter

measurements. LD: low-dose; ELD: enhanced low-dose; HD: high-dose; LoA:
limits of agreement; CI: confidence interval.
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Figure 4.10

Bland-Altman plots of agreement between diameter

measurements. Data are shown by vessel. LD: low-dose; ELD: enhanced lowdose;

HD:

high-dose.

AAO/DAO:

ascending/descending

aorta;

MPA/LPA/RPA: left/main/right pulmonary arteries.
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4.4 Discussion
In this study, a CNN was trained to enhance low-contrast, low-dose
angiograms, and the results were evaluated on a clinical setting. The main
findings were that (1) the trained CNN was able to recover image contrast in
synthetic and prospectively acquired low-dose angiograms; (2) the image
quality of the enhanced low-dose angiograms was superior to the original lowdose data; (3) diagnostic confidence for enhanced images was comparable to
high-dose images and significantly better than in low-dose images; (4) there
were no differences in diagnostic accuracy between the enhanced and original
low-dose angiograms; and (5) vessel diameter measurements agreed well
between enhanced low-dose images and high-dose images as well as
between low-dose images and high-dose images.
Low-dose MRA reduces risk from gadolinium-based contrast agents [282],
which is essential in patients with renal disease at risk of developing NSF
[276], [277]. This is also important in pediatric and congenital heart disease
patients, who are likely to need life-time imaging follow-up and therefore might
receive large cumulative gadolinium doses [298]. However, low-dose MRA
suffers from poor image quality, as this study shows.
The proposed contrast enhancement method clearly improves the quality of
low-dose MRA. Data indicate that ELD-MRA provides only slightly lower image
quality than HD-MRA, yet requires only 20% of the dose. Despite the image
quality improvement over low-dose MRA, no differences were found in
sensitivity and specificity between LD-MRA and ELD-MRA. This is because,
in fact, in the majority of cases low-dose MRA quality was sufficient to
diagnose the conditions studied. Indeed, other studies have indicated that
similarly low doses can produce images of acceptable diagnostic value in timeresolved MRA at 1.5 [285], [299] and 3.0 T [286], [300]–[302], albeit at lower
spatial resolution. Similar findings have also been reported in high-spatialresolution MRA [283], [284], but, as far as we know, only in 3.0 T, which
benefits from increased SNR and longer T1 relaxation times. In this study, an
additional reason for this finding might be that the experienced imaging
specialists (10+ years) who performed the diagnoses were able to identify
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abnormalities even with poor image quality. However, assessing this would
require formal investigation by comparing diagnostic accuracy in observers
with different levels of experience. To the best of my knowledge, no such
studies have been performed. It is also possible that an improvement in
diagnostic accuracy will only become apparent in particularly subtle or difficult
conditions, but this would also need formal assessment with a larger test set.
Although no difference was observed in diagnostic accuracy, the observers’
confidence in their diagnoses improved significantly after deep learning
enhancement. This may be important in clinical practice, as higher confidence
may reduce the need for further testing and lead to prompter responses.
This study also assessed the measurement of vessel diameters, which is an
important use of angiographic data. It was found that vessel diameter
measurements taken from either low-dose or enhanced low-dose images
agreed well with HD-MRA, the current clinical reference standard. This
suggests that the proposed method is true to the underlying anatomy, and that
reliable measurements can be extracted from enhanced low-dose images.
A U-Net based architecture was used in this study. Although originally
introduced for semantic segmentation [52], U-Net-like architectures have
become popular and have demonstrated good performance in a variety of
problems including image reconstruction and processing [56], [69], [303]. Their
power seems to lie in the ability to integrate of high-level semantic information
with spatial information [304]. Enhancing contrast is likely to require these
characteristics too, so U-Nets are likely to be well-suited to this problem [52].
Indeed, a U-Net has previously been used to enhance contrast in low-dose
brain MRI [293]. In addition, processing with a U-Net is fast and can be easily
incorporated into the clinical workflow as part of the reconstruction pipeline or
as an extension to medical imaging visualization software.
In general, neural network performance is expected to improve with the
amount of training data [305]. Collecting a large prospective dataset for this
study would be technically possible, but it would be a complex and costly
endeavor. In addition, prospectively acquired image pairs would be subject to
misregistration and differences in contrast timing that would impair mapping
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between the two. Instead, our approach used routinely acquired high-dose
images and their pre-contrast counterparts to simulate equivalent low-dose
angiograms. This is in contrast with a previous study on deep learningenhanced low-dose brain MRA, which used a smaller prospectively acquired
dataset for training [293].
Recently, a non-gadolinium-based contrast agent has been receiving
increasing attention. Ferumoxytol is a hydrocarbon-coated iron oxide
nanoparticle [306]. Iron oxide nanoparticles are superparamagnetic, which
provides a mechanism for contrast generation. Developed as a source of iron
for the treatment of iron deficiency anemia in patients with chronic kidney
disease, ferumoxytol has found off-label use as an MRI contrast agent and is
a promising non-nephrotoxic alternative to GBCAs [191], [307]. Recent studies
indicate that ferumoxytol has a good safety profile for diagnostic MRI [308],
although it is known to carry a small but serious risk of anaphylaxis in its
therapeutic application [309], where a dose at least twice as high is used.
However, ferumoxytol has not yet been fully developed for diagnostic use, it is
not available in all markets, and is more expensive than GBCAs [308], [310].
In addition, ferumoxytol has different tissue enhancement properties and may
complement rather than replace GBCAs [311]. For these reasons,
technologies that can reduce GBCA dose may still be of interest. Furthermore,
it is possible that ferumoxytol-based CE-MRA could benefit from similar dose
reduction technologies. Dose reduction may enable simpler administration
without the need for long infusion times [310]. In addition, ferumoxytol is more
expensive than GBCAs (~$900/vial vs ~$100/vial) [310], so the relative cost
reduction associated with ferumoxytol would be greater than with GBCAs.
Future studies could investigate the feasibility of using this method for
ferumoxytol MRA, perhaps optimized with a transfer learning step.
Although MRA is generally the preferred modality for the assessment of
congenital heart disease, it should be noted that computerized tomography
angiography (CTA) is also used in some cases [312], [313]. CTA offers fast
acquisition and high image resolution, but it involves the use of ionizing
radiation (see Section 1.2). Like CE-MRA, CTA also requires the intravenous
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administration of a contrast agent (iodine-based, in this case). The contrast
enhancement method proposed here might be applicable to CTA too, an idea
which might be worth exploring in future work.
Finally, this technique could potentially be extended to time-resolved MR
angiography (TR-MRA). TR-MRA [314], [315] acquires multiple phases after
contrast injection, which provides information about contrast dynamics and
eliminates the potential for bolus timing errors. The technique presented in
Chapter 2 could also be used to accelerate the TR-MRA acquisition. If
successfully adapted, the work in Chapter 2 and in the present chapter could
be combined to create high-spatial-temporal resolution, high-contrast, lowdose, time-resolved MR angiography.

4.4.1 Limitations
While the test data in this study showed no obvious inaccuracies, one concern
is the risk of reduced accuracy on rarer congenital heart defects, which may
be underrepresented in the training data. In addition, our population was
limited to patients with CHD, as this is the specialization of our MR service.
However, our training dataset contained more than 1,000 images with
significant variability in anatomies and conditions, which should mitigate the
risk of poor generalizability. Increasing the size of this dataset is possible and
could further improve the robustness of the method. In addition, the network
is residual and only generates sparse feature differences, reducing the
potential for hallucination [316]. Finally, the network is more likely to rely on
general features than specific anatomies, as previously suggested in networks
with related architectures [69]. Nevertheless, future work is required to expand
the diagnoses of the patient population and evaluate different vessels such as
coronary and renal arteries, as well as patients with implanted devices.
This study relied on a synthetic dataset to train a neural network. This is a
common approach in image restoration and enhancement problems, where
high-quality images can be artificially corrupted to generate input/label pairs
for supervised learning. Data synthesis has important advantages, as pairs of
corrupted images and good-quality images rarely exist naturally without an
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explicit effort to collect them for the purposes of training a network. In addition,
data synthesis provides exact pixel correspondence between inputs and labels
without potentially problematic image registration steps. The success of data
synthesis depends on whether the synthetic corrupted data is representative
of the actual corrupted data, as neural networks are likely to fail when
presented with out-of-distribution examples they were not trained to deal with.
Therefore, it is crucial that neural networks trained with synthetic data are
evaluated using real data. The fact that the proposed method can successfully
enhance real low-dose images suggests that the assumption that our synthetic
and real images are similarly distributed is reasonable. Nevertheless, future
work might want to consider a formal assessment of data distributions, which
might provide insights into possible ways to improve the data corruption
algorithm.
Another possible limitation is the experimental design of the prospective data
acquisition, where two angiograms were acquired during the same
examination. The second angiogram was acquired after injection of a bolus
containing 80% of the dose, the remaining 20% having been given a few
minutes earlier. This may result in slightly different contrast dynamics than
those observed after a single 100% bolus. However, the alternative
experimental design imposes important costs. First, it would require the patient
to come to the institution twice. With a half-life of 1.5 hours in healthy subjects
(potentially much longer in patients with renal impairment), the contrast agent
is not cleared to negligible levels until at least the next day [317]. Second, it
would involve administering the patient a cumulative 120% dose, higher than
otherwise required for their standard care. In our opinion, the additional
accuracy does not justify these costs. Therefore, the current design, which has
been similarly used before [293], was preferred.
Another issue was that there was a low prevalence of different conditions in
our prospective patient population. This limited our ability to infer differences
in diagnostic accuracy (particularly sensitivity) between low-dose and
enhanced angiograms. Thus, a larger study enriched with more true positives
is needed to definitively assess diagnostic accuracy. Such a study could be
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further enriched with data from multiple scanner types and by including less
experienced observers.
Throughout this study we used a fixed dose of GBCA, set to 20% of the normal
dose. However, the enhancement method performed well and low-dose
images often had better quality than expected. Therefore, even lower doses
might be plausible. Indeed, another study on deep learning enhancement for
brain MRA used a 10% dose [293]. Other non-MRA studies have attempted to
completely eliminate the use of a contrast agent [318], [319], though whether
this would be possible in MRA is unclear. Nevertheless, an 80% reduction is
already substantial and further reductions might lead to diminishing returns.
While this work is an important proof-of-concept study, further work is needed
to confidently enable clinical translation. First, a larger test set is required to
assess performance on different segments of the population, grouped by
factors such as diagnosis, age, gender and ethnicity. Particularly difficult
examples (e.g., patients with very rare anatomies or conditions) should also
be explicitly considered. Sufficient examples should be studied to enable
robust statistical analysis on each relevant subgroup. This is key to ensure the
fairness of all AI applications: good performance must be guaranteed across
all segments of the population, not just on average. Second, a robust pipeline
must be designed for deployment of the trained model. This should include
data and model validation components, prediction monitoring components,
and continuous training components. These are necessary to ensure stable
performance, detect errors or out-of-distribution examples, prevent or correct
model decay29, and enable regular training and deployment of improved
models with confidence.

29

Model decay refers to the loss of predictive ability of ML models over time
due to shifting patterns in the data and/or its interpretation in the real world.
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4.4.2 Conclusion
This study has shown that the use of a residual U-Net for enhancement of lowdose contrast-enhanced MRA improved image quality and diagnostic
confidence and provided accurate vessel measurements. Enhanced low-dose
images were comparable to high-dose images in terms of SNR, CNR, edge
sharpness, perceptual contrast, agreement of vessel diameters and diagnostic
confidence. Thus, this technique may enable low-dose MRA to be used in
clinical practice without sacrificing clinical utility.
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Chapter 5
Automatic Segmentation of the Great
Arteries for Robust Hemodynamic
Assessment
The UCL Institute of Cardiovascular Science (ICS), in which I am located, has
extensive experience using computational fluid dynamics (CFD) for the
assessment of congenital heart disease. This involves creating patient-specific
3D models of the anatomy, usually based on MRI data. These models can
then be used to estimate the blood flow conditions in the patient’s
cardiovascular system and to extract useful clinical indicators.
The first step to creating such models from imaging data is to segment the
structures to be modelled, a time-consuming task well-suited to automation
using machine learning (ML). In this work I created and validated an ML model
for 3D segmentation of the aorta and the pulmonary arteries. To explore the
effects of the segmentation on CFD results, I collaborated with Endrit Pajaziti,
a PhD student in ICS.
At the time of submission of this thesis, a manuscript is being prepared for
submission to a scientific journal.
My personal contribution to this work is as follows:
•

Development of a neural network for automatic 3D segmentation of the
aorta and the pulmonary arteries.

•

Development of the image processing pipeline to prepare training data.

•

Training, evaluation and optimization of the neural network.

•

Statistical analysis of all results.
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•
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Preparation of figures and tables except where otherwise noted.
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5.1 Introduction
The past two decades have seen increasing interest in the potential of
computational fluid dynamics (CFD) modelling for the assessment of
congenital heart disease (CHD) [320]. CFD models enable the realistic
calculation of patient-specific blood flow conditions in the cardiovascular
system and provide valuable insights into pathological hemodynamics. CFD
models can also be used predict post-treatment hemodynamics prior to
intervention, thereby aiding therapeutic planning.
The utility of CFD has been demonstrated in a heterogenous constellation of
congenital defects and related procedures, such as coarctation of the aorta
[321], tetralogy of Fallot [322] and hypoplastic left heart syndrome [323]. These
often involve the calculation of flow conditions in the aorta and the pulmonary
arteries, among possibly other structures.
This type of quantitative hemodynamic assessment relies on the availability of
accurate volumetric models of the anatomy. Such patient-specific models are
typically reconstructed from clinical cardiovascular magnetic resonance
(CMR) imaging data. 3D whole-heart imaging, which is conventionally cardiac
and respiratory gated, provides excellent visualization of intra-cardiac and
vascular anatomy. The high contrast and sharp borders make this technique
useful when creating surface models of the cardiovascular system for
applications such as CFD or 3D printing.
To create surface models, raw imaging data must be segmented first. This
involves delineating the structures of interest, such as the aorta and the
pulmonary arteries. Semi-automated segmentation methods have existed for
some time [324], but all require some level of user input and/or manual
correction. Thus, segmentation remains one of the most user intensive and
time-consuming parts of the CFD workflow and is a key barrier to greater
clinical use.
Recently, it has been shown that machine learning (ML) can accurately and
automatically segment multiple structures from 3D CMR images [325]–[327].
Quantitative metrics derived from ML segmentations (e.g., ventricular
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volumes) compare well with manual segmentations [328], [329] and some
such techniques are now being used clinically. However, when using surface
models for applications such as computational fluid dynamics (CFD),
segmentation errors could be problematic, as small errors in the anatomical
model can result in large deviations in the pressure and velocity fields. Thus,
an important validation step of the ML approach is to characterise and
compare CFD results derived from both ML and manual segmentations.
The aims of this study were four-fold: (1) to develop an ML method for
automatic segmentation of the aorta and pulmonary arteries from 3D CMR
images in patients with paediatric or adult congenital heart disease, (2) to
compare ML and manual segmentation using conventional overlap and
boundary distance-based scores, (3) to compare CFD metrics derived from
ML and manual segmentations, and (4) to investigate the association between
image-based and CFD-based metrics.

5.2 Materials and Methods
5.2.1 Patient Population
90 cardiac triggered, respiratory navigated 3D whole heart balanced steady
state free precession (WH-bSSFP) data were collected for training and
validation from previously scanned children and adults with paediatric heart
disease or congenital heart disease. All patients were scanned on a 1.5 T
scanner (Avanto, Siemens Healthineers AG, Erlangen, Germany). Imaging
parameters were as follows: matrix resolution = ~256×144×96, pixel size =
1.6×1.6×1.6 mm, TE/TR = 1.6/3.6 ms, flip angle = 90°, bandwidth = 592
Hz/pixel, acquisition window = ~108 ms, triggered to diastole, respiratory
navigated with 3 mm window.

5.2.2 Ground Truth Segmentation
Reference standard segmentation of the aorta and pulmonary arteries was
performed in a semi-automatic manner with manual correction. The fast levelset method [324] was used for initial segmentation. This required the operator
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to set an image threshold, place seeds in the vessel of interest and add
blocking regions to prevent segmentation of unwanted structures. The quality
of the initial segmentation was dependant on anatomy and image quality, but
always required some manual correction to remove unwanted structures and
clip vessels. This was achieved using a 3D scissor tool on a volume-rendered
view of the initial segmented vessel, with the aorta clipped at the valve and
diaphragmatic levels and the pulmonary artery at the valve and level of hilar
branching. The final segmentation was converted to a 3D binary mask of the
same size as the original WH-bSSFP data. This process was repeated
separately for the aorta and the pulmonary arteries and took 10 to 60 minutes
per subject.
Images were segmented using Horos, an open-source DICOM Viewer (Horos
v4.0, horosproject.org), with the MiaLite plugin [324]. All data was segmented
by an experienced radiographer familiar with cardiovascular anatomy (Mr Rod
Jones, primary observer). We refer to these segmentations as the ground truth
(GT) data. In addition, a secondary observer (Prof Vivek Muthurangu, an
imaging cardiologist) segmented part of this data (only test set, see Section
5.2.3) to investigate inter-observer agreement. We refer to these as the
secondary observer (SO) data.
Note that the primary observer’s segmentations are referred to as “ground
truth” because they acted as such during training and validation. However,
they are no more (or less) “true” than the S

segmentation. Differences

between GT and SO simply reflect natural inter-observer variability.

5.2.3 Data Preprocessing
Prior to ML training, the pixel intensities of the WH-bSSFP data were rescaled
to the range [0, 1]. The images and segmentation labels were then centrally
cropped (or symmetrically zero-padded, if the original size was smaller than
target) to a fixed matrix size of 160×96×64 (superior-inferior, anteriorposterior, left-right). Finally, the dataset was randomly split into a training set
(70 examples, 78%), a validation set (10 examples, 11%) and a test set (10
examples, 11%).
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5.2.4 ML Segmentation
5.2.4.1 Network Architecture
In this study, a U-Net [52] (see Section 3.3.2.2) convolutional neural network
was chosen to simultaneously segment the aorta and pulmonary arteries. The
network receives the preprocessed WH-bSSFP data and outputs pixelwise
probabilities for three classes: background, aorta and pulmonary arteries. In
other words, given an image, the network classifies each pixel into one of
these classes.
The U-Net is a hierarchical multiscale network consisting of an encoder, which
interleaves convolutional layers and downscaling layers; and a decoder, which
interleaves convolutional layers and upscaling layers (Figure 5.1). Each
convolutional layer was followed by a batch normalization layer and a rectified
linear unit (ReLU) activation. Downscaling was performed using max-pooling
layers with a pool size of 2 and upscaling was performed using transpose
convolution layers with a stride of 2. The number of convolutional filters after
the first layer was set to double after each downscaling layer and halve after
each upscaling step. Conversely, the spatial resolution was set to halve with
each downscaling layer (pool size of 2 for max-pooling layer) and double with
each upscaling layer (stride of 2 for transpose convolutions). A final
convolutional layer was added with 3 filters (the number of classes) and was
followed by a softmax activation, which normalizes the input values into a
probability distribution consisting of three probabilities (the probability that the
pixel is part of the background, the aorta and the pulmonary arteries). Final
predicted labels were obtained by assigning each pixel to the class with the
highest probability.
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Figure 5.1 Parameterized network architecture. The height of the blocks
represents changes in spatial resolution while the width represents the number
of filters or channels. The figure shows the three network parameters whose
value was optimized: initial filters, layers per block and scales. This example
is shown with 2 layers per block and 3 scales. BN: batch normalization.

5.2.4.2 Training and Hyperparameter Optimization
The network implementation and training scheme were parameterized to allow
investigation

of

hyperparameters

multiple
were

hyperparameter

investigated:

number

values.
of

The

scales

following

(number

of

downscaling/upscaling steps), number of layers per block (convolutional
layers between scaling steps), number of initial filters (filters in first
convolutional layer), learning rate, batch size and loss function. The search
space for each hyperparameter is shown in Table 5.1. A detailed description
of the different loss functions is given in Section 5.2.4.3.
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Table 5.1 Hyperparameter search space. { ∙ } represents a discrete set of
values; [ ∙ ] represents a continuous interval of real values. *: the learning rate
was sampled using a log-uniform probability distribution which assigns equal
likelihood to each order of magnitude. CCE: categorical cross-entropy, IoU:
intersection-over-union.
Parameter

Type

Domain

Scales

Architecture

{2, 3, 4}

Layers per block

Architecture

{2, 3, 4}

Initial filters

Architecture

{32, 64}

Learning rate

Training

[0.0001, 0.01]*

Batch size

Training

{2, 4}

Loss function

Training

{CCE, Dice, IoU, Tversky, focal Tversky}

We used the Hyperband algorithm [266] to perform efficient hyperparameter
optimization. This heuristic method samples the search space randomly and
begins training many configurations for a limited number of epochs, adaptively
allocating more computational resources (i.e., more epochs) to the more
promising ones, up to a predefined maximum which was set to 80 epochs. The
full Hyperband iteration was performed twice to test more configurations.
The primary evaluation metric was the mean validation Dice score. This metric
was watched by Hyperband to inform resource allocation. All models trained
during the Hyperband iterations were saved whenever a new best mean
validation Dice score was found.
The neural network was implemented and trained using DLEX (see Chapter
3). Network weights were randomly initialized using He’s method [295] and
optimized using the Adam algorithm [296], with exponential decay rates for the
1st and 2nd moments of 0.9 and 0.999, respectively. Training was performed
on an Nvidia Titan RTX GPU with 24 GB of onboard RAM (Nvidia Corporation,
Santa Clara, CA, USA).
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5.2.4.3 Loss Functions
Several loss functions were investigated in this study. Categorical crossentropy, one of the most common classification and segmentation losses, is
calculated for class 𝑐 as:
𝑁

1
𝐿𝑐 = − ∑ 𝑦𝑖𝑐 ⋅ log 𝑦̂𝑖𝑐
𝑁

(5.1)

𝑖

Where 𝑦𝑖 is the ground truth value for pixel 𝑖 and class 𝑐, 𝑦̂𝑖𝑐 is the
corresponding predicted value, and 𝑁 is the number of pixels.
I also tested a set of four previously proposed similarity loss functions: Dice
[330], IoU [331], Tversky [332] and focal Tversky [249]. These are all derived
from the confusion matrix and can be expressed as:
1

𝛾
TP𝑐 + 𝜖
)
𝐿𝑐 = (1 −
TP𝑐 + 𝛼 ⋅ FP𝑐 + 𝛽 ⋅ FN𝑐 + 𝜖

(5.2)

Where 𝛼, 𝛽 and 𝛾 are selectable parameters whose value determines the
name of the loss function, 𝜖 is a constant used for numerical stability and TP,
FP and FN are relaxations of the number of true positives, false positives and
false negatives for class 𝑐, respectively, defined as:
𝑁

TP𝑐 = ∑ 𝑦𝑖𝑐 ⋅ 𝑦̂𝑖𝑐
𝑖
𝑁

FP𝑐 = ∑(1 − 𝑦𝑖𝑐 ) ⋅ 𝑦̂𝑖𝑐

(5.3)

𝑖
𝑁

FN𝑐 = ∑ 𝑦𝑖𝑐 ⋅ (1 − 𝑦̂𝑖𝑐 )
𝑖

Note that these are not exactly the number of true positives, false positives or
false negatives, but rather the relaxations where 𝑦̂𝑖𝑐 ∈ [0, 1] (as opposed to
𝑦̂𝑖𝑐 ∈ {0, 1}). This relaxation is necessary to enable the use of this expression

247

Chapter 5

as a loss function, as gradients can only be taken through real numbers
(Booleans are not differentiable).
All of these loss functions are measures of the dissimilarity between the
ground truth and the predicted segmentation. Each gives a value of 0 when
the sets are equal and increases up to 1 as they diverge. However, they
emphasize different aspects of this similarity:
•

The Dice loss (𝛼 = 0.5, 𝛽 = 0.5, 𝛾 = 1) maximises the harmonic mean
of precision (also known as positive predictive value) and recall (also
known as sensitivity).

•

The IoU loss (𝛼 = 1, 𝛽 = 1, 𝛾 = 1) maximises the ratio of the size of the
intersection to the size of the union.

•

The Tversky loss (𝛼 = 0.3, 𝛽 = 0.7, 𝛾 = 1) assigns greater importance
to the number of false negatives, shifting the emphasis to the recall.
This is useful because, in practice, recall tends to suffer in favour of
precision when classes are imbalanced (as is often the case, with the
background being much larger than the areas of interest such as the
blood vessels).

•

The focal Tversky loss (𝛼 = 0.3, 𝛽 = 0.7, 𝛾 = 1.33) adds an additional
exponent to the Tversky loss, which nonlinearly reduces the relative
importance of those examples which are already being classified with
a low Tversky index (i.e., mostly correctly). Therefore, the attention of
the model is shifted to the cases contributing high loss values because
they are harder to classify.

5.2.4.4 Evaluation
The final best model at its best epoch across both iterations of Hyperband was
selected for further processing. The ML model was evaluated on the test set
against the ground truth segmentations (ML vs GT) in terms of several
commonly used segmentation metrics: Dice, IoU, Hausdorff distance (HD) and
average surface distance (ASD).
•

The Dice and IoU metrics measure the similarity between sets and are
related to the corresponding losses (see Section 5.2.4.3), without the
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real-valued relaxation and without the negation and addition of 1, so
that a value of 1 indicates perfect similarity. These metrics were
selected because they are widely reported.
•

The HD and ASD metrics measure the distance between the
boundaries of each segmentation. The HD is the greatest of all the
distances from all points in one boundary to the closest point in the
other boundary. The ASD is the average of all the distances from all
points on one boundary to the closest point in the other boundary. Note
that these distances are not symmetric, i.e., generally 𝐷(𝑎, 𝑏) ≠ 𝐷(𝑏, 𝑎).
In
max(

this

work

(𝑎, 𝑏),

we

computed

both

and

report

=

(𝑏, 𝑎)) and AS = mean(AS (𝑎, 𝑏), AS (𝑏, 𝑎)).

Additionally, the same metrics were calculated for the secondary observer’s
segmentation against the ground truth (SO vs GT), and between the ML model
and the secondary observer (ML vs SO).
To eliminate small background regions misclassified as vessels, the aorta and
PA masks predicted by the neural network were automatically filtered to
remove all but the largest connected component, as identified using 3D
connected

component

labelling

with

26-connectivity30

[333].

This

postprocessing step was applied only in the final testing phase, but not during
training/optimization to make sure that the appearance of misclassified
background regions was penalized by the loss function.

5.2.5 Calculation of Pressure and Velocity Fields
The methods described in this section are the work of Endrit Pajaziti, a UCL
student with whom I collaborated in the development of this project.

30

26-connected pixels are neighbours to every pixel that touches one of their
faces, edges or corners.
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Test set data (ML, GT and SO) were further processed to calculate the
pressure and velocity fields using CFD. A semi-automatic pipeline was
devised and implemented to do this efficiently and reproducibly.
array of
planes
(averaged pressure and
velocity per plane)

( ) surface ( ) smoothing ( ) clipping ( ) extensions ( ) volume ( ) CFD
/ centerlines meshing analysis
generation / remeshing

(7) post
processing

Figure 5.2 Processing pipeline from segmentation mask to flow fields. The
pipeline is mostly automatic and involves the generation of a mesh, the
calculation of pressure and velocity fields using CFD analysis and the postprocessing to enable comparison of results. This figure is used with permission
of its author, Endrit Pajaziti (original figure has been adapted).

5.2.5.1 Surface and Volume Meshing Pipeline
Finite-element volume meshes were generated from the input binary masks
using a standard processing pipeline (Figure 5.2, steps 1 through 5). To
simplify the process and improve consistency, the pipeline was automated as
far as possible, with step 3 being the only one that required significant manual
input.
1. Firstly, a surface mesh was generated from the binary mask using
marching cubes [334], a common algorithm in 3D medical image
visualization.
2. This surface was then smoothed and remeshed to eliminate the
pixelated appearance of the vessel.
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3. Vessels were then manually clipped, removing the root and the ends of
the aorta and pulmonary arteries. This clipping determines the location
of the inlets and outlets, i.e., the boundaries of the simulation domain
providing inflow and outflow conditions, respectively. Each case was
clipped independently by a CFD practitioner (Mr Pajaziti) according to
standard guidelines. This means that clipping locations are expected to
be similar but not identical between each pair of ML and GT images. To
understand how manual clipping influences the flow fields, an additional
CFD simulation was performed where ML segmentations were clipped
using the same inlet and outlet planes as in the GT data. We refer to
this as the equally clipped ML data.
4. Flow extensions were then added to the vessels. Extensions improve
the convergence and accuracy of simulations to by ensuring that flow
has a uniform velocity profile along the inlet and outlet areas. Then the
centreline was computed. For the pulmonary arteries, the centreline
splits at the bifurcation of the main pulmonary artery into left and right
pulmonary arteries.
5. Finally, the geometry was meshed with tetrahedral elements to build
the final unstructured volume mesh to be used in the CFD analysis. The
mesh resolution was determined via a sensitivity analysis, the details of
which are omitted here, as this work was performed by Mr Pajaziti and
does not significantly affect the overall narrative of this chapter.
The surface and volume meshing pipeline was implemented using the
Vascular Modelling ToolKit (VMTK).

5.2.5.2 CFD Analysis and Boundary Conditions
Pressure and velocity flow fields were obtained by solving the Navier-Stokes
and continuity equations over the finite elements of the volume mesh (Figure
5.2, step 6). Blood was modelled as an incompressible Newtonian fluid with
density 1060 kg/m3 and 0.00 Pa∙s dynamic viscosity [335]. The walls of the
vessels were considered rigid, and a no-slip condition was imposed. A
simplistic laminar steady-state model was selected to model the blood flow at
peak systole. Assuming laminar flow for the great arteries is widely accepted
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due to the physiological pulsatile conditions [336], [337]. Since patient-specific
flow data was not available, a generalisable inlet condition for the aorta and
PA was applied to all subjects. A uniform (plug) inlet velocity profile was
applied at 0.66 m/s for the aorta and 0.57 m/s for the PA. These are
physiologically realistic values [338]. The outlets for all cases were assumed
to be at zero gauge pressure. The convergence tolerance was set to 10-4 for
the residual errors. CFD calculations were performed using the solver Fluent
19.0 (Ansys Inc., Canonsburg, PA, USA). Calculations were performed in
batch processing mode on a Dell workstation equipped with an Intel Xeon CPU
E5-2630 (24 cores at 2.3 GHz), 32 GB RAM and an Nvidia GeForce GTX 1080
Ti.

5.2.5.3 Error Quantification
Comparing the flow fields between different segmentations for the same
subject is not trivial, since the mesh nodes are unstructured and not in
correspondence. To enable direct comparison, the static pressures and
velocities were averaged for 99 orthogonal planes sampled along each
vessel’s centreline (aorta, LPA and RPA) (Figure 5.2, step 7). The visualization
software Paraview (Sandia National Laboratories, Kitware Inc, NY, USA) was
used to compute these averages. The overall error was quantified using the
mean absolute percentage error (MAPE), defined as follows:
𝑛

𝑥𝑖,true − 𝑥𝑖,pred
100
MAPE𝑥 =
∑
𝑛
𝑥𝑖,true

(5.4)

𝑖=1

where 𝑥𝑖 is the average pressure or velocity in plane 𝑖 and 𝑛 is the number of
planes.

5.2.6 Statistical Analysis
Shapiro-Wilk tests were used to test the normality of the different
segmentation metrics and CFD errors, grouped by vessel (aorta and PA) and
segmentation pair (ML vs GT, ML vs SO and SO vs GT). Wilcoxon signed rank
tests were used to compare the pressure and velocity errors for the ML vs GT
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group. Mann-Whitney U-tests were used to compare segmentation metrics
and flow field errors between the aorta and the PA, for the ML vs GT group.
Friedman tests for repeated measurements were performed to compare
segmentation metrics and flow field errors between the ML vs GT, ML vs SO
and SO vs GT groups, for both aorta and PA segmentations. Significant
Friedman test results were followed up by pairwise Wilcoxon post-hoc tests.
Wilcoxon signed rank tests were used to compare the pressure and velocity
errors for the manually clipped ML vs GT data and the equally clipped ML vs
GT data. Pearson’s correlation coefficient was used to measure the linear
relationship between each pair of a segmentation metric (i.e., Dice, IoU, HD
or ASD) and a flow field error (pressure or velocity MAPEs), for both aorta and
PA segmentations. The p-value was calculated for each comparison to test
non-correlation. Throughout this work, a p-value < 0.05 was considered
statistically significant.

5.3 Results
5.3.1 ML Segmentation
5.3.1.1 Training and Hyperparameter Optimization
Training, including hyperparameter optimization, took ~24 h, during which a
total of 124 hyperparameter configurations were sampled by the Hyperband
iterations. The top 10 performing configurations in terms of mean validation
Dice score are reported in Table 5.2 and Figure 5.3.
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Table 5.2 Top 10 hyperparameter configurations. The table shows the values
for each of the hyperparameters in the search space and the mean validation
Dice score.
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Figure 5.3

Parallel coordinates view of the top 10 hyperparameter

configurations. Each hyperparameter as well as the mean validation Dice
score is shown on its own axis. Each coloured line represents a
hyperparameter combination, with vertices at the corresponding values on the
parallel axes.
The best performing configuration was as follows: scales = 3, layers per block
= 2, initial filters = 64, learning rate = .

∙ 0-4, batch size = 2, and loss

function = focal Tversky. This model was selected and used in all further
experiments.

5.3.1.2 Evaluation
There was good agreement between the ML and GT segmentation with a
median Dice score of 0.945 (interquartile range or IQR: 0.929–0.955) for the
aorta and 0.885 (IQR: 0.851–0.899) for the pulmonary arteries. The Dice score
was significantly higher for the aorta than the pulmonary arteries (p < 0.05).
Similar findings were also observed for IoU, HD and ASD (Figure 5.4, Table
5.3).
The best, median and worst test cases in terms of mean Dice score are
visually represented in Figure 5.5, which shows the segmentation labels
overlayed over the images, and Figure 5.6, which shows volumetric renderings
of the masks. The most visually obvious difference may be the length of the

255

Chapter 5

vessels, with ML segmentations extending further along the vessel than the
corresponding manual segmentation. This is apparent in all three cases (aorta
and/or PA) but especially obvious in the worst test case. Another noteworthy
observation is the presence of small protrusions at the location of arterial
branches such as the carotid and subclavian arteries (this is apparent in the
aorta of the worst test case). These are blood pool pixels, but are beyond what
we would consider part of the aorta.
There was also good inter-observer agreement (SO vs GT), with a median
Dice score of 0.949 (IQR: 0.916–0.960) for the aorta and 0.882 (IQR: 0.870–
0.894) for the pulmonary arteries. Agreement between the ML and second
observer segmentations (ML vs SO) was slightly lower, with a median Dice
score of 0.933 (IQR: 0.924–0.944) for the aorta and 0.843 (0.791–0.860) for
the pulmonary arteries. There were no statistically significant differences in the
Dice scores for each comparison, for either the aorta (p = 0.741) or the
pulmonary arteries (p = 0.061). Data and test results for IoU, HD and ASD are
shown in Figure 5.4 and Table 5.4.
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Figure 5.4 Segmentation metrics and flow field errors. Three segmentations
are compared in a pairwise fashion: machine learning (ML), ground truth (GT)
and secondary observer (SO). All segmentation metrics were computed after
connected component filtering of the ML segmentation. (A–B): Confusionbased similarity metrics: Dice score and IoU. (C–D) Distance-based similarity
metrics: Hausdorff distance (HD) and average surface distance (ASD),
measured in pixels. (E–F) CFD-derived pressure and velocity mean average
percentage errors (MAPE).
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Table 5.3 Segmentation metrics and flow field errors. Test set metrics are
reported for each class: aorta and pulmonary arteries. These metrics were
calculated after filtering to remove small 3D connected components. IoU:
intersection-over-union; HD: Hausdorff distance; ASD: average surface
distance; MAPE: mean average percentage error. HD and ASD are measured
in pixels.
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Aorta

Pulmonary Arteries

Dice

0.945 (0.929–0.955)

0.885 (0.851–0.899)

IoU

0.897 (0.867–0.913)

0.793 (0.741–0.817)

HD [px]

7.87 (6.87–10.44)

13.01 (7.43–14.24)

ASD [px]

0.43 (0.35–0.52)

0.81 (0.60–1.05)

Pressure MAPE [%]

10.1 (8.5–15.7)

14.6 (11.5–23.2)

Velocity MAPE [%]

4.1 (3.1–6.9)

6.3 (4.3–7.9)
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Figure 5.5 Segmentation overlays. Predicted and ground truth masks are
overlayed over the original images for the best, median and worst test cases.
Aorta and PA masks are shown in red and blue, respectively. To create this
figure, multiplanar reformats of the original 3D volume were manually selected
on a case-by-case basis to be most informative.
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Figure 5.6 Volume renders. Aorta and PA volume renders generated from
the predicted and ground truth masks for the best, median and worst test
cases.
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Table 5.4 Friedman test results for each metric and vessel. 𝑄 is the test
statistic. p-values were calculated assuming that 𝑄 has a 𝜒 2 distribution. None
of the test results are significant at the 95% confidence level.
Metric

Vessel

𝑸

p-value

Aorta

0.600

0.741

Pulmonary Arteries

5.600

0.061

Aorta

0.600

0.741

Pulmonary Arteries

5.600

0.061

Aorta

0.200

0.905

Pulmonary Arteries

0.800

0.670

Aorta

0.200

0.905

Pulmonary Arteries

5.400

0.067

Aorta

2.600

0.273

Pulmonary Arteries

3.200

0.202

Aorta

0.200

0.905

Pulmonary Arteries

1.800

0.407

Dice

IoU

Hausdorff Distance

Avg. Surface Distance

Pressure MAPE

Velocity MAPE

5.3.2 Flow Field Errors
There was reasonable agreement in flow field errors calculated using ML and
ground truth segmentations (ML vs GT). Pressure and velocity MAPEs for
aortas were 10.1% (IQR: 8.5–15.7) and 4.1% (IQR: 3.1–6.9), respectively; and
for the PA they were 14.6% (IQR: 11.5–23.2) and 6.3% (IQR: 4.3–7.9),
respectively (Figure 5.4, Table 5.3). Pressure was more sensitive than velocity
to differences in segmentation (p < 0.001), with the median pressure errors
being ~2.5x (aorta) and ~2.3x (PA) greater than the median velocity errors.
Pressure and velocity errors were higher (p = 0.081, p = 0.093) in the PA than
the aorta (~1.4x and ~1.5x greater for pressure and velocity, respectively),
although this difference was not statistically significant. The highest errors for
aortic simulations were 28.7% and 7.5% for pressure and velocity,
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respectively. The highest errors in PA simulations were 53.5% and 24.1% for
pressure and velocity, respectively.
Figure 5.7 shows the flow fields for the cases with the highest and lowest CFD
errors. Figure 5.8 shows the aggregated pressures and velocities along the
centreline of each vessel, as well as the surface meshes. In the worst cases,
the main difference in the meshes were associated with the inlets and outlets.
SO vs GT pressure and velocity MAPEs were 10.0% (IQR: 5.4–16.7) and 5.7%
(IQR: 4.0–7.3) for the aorta, and 17.1% (IQR: 13.4–32.4) and 8.4% (IQR: 7.3–
12.2) for the PA. The highest inter-observer pressure and velocity errors were
22.9% and 13.0% for the aorta and 98.3% and 24.6% for the PA. ML vs SO
pressure and velocity MAPEs are shown in Figure 5.4. There were no
statistically significant differences in pressure and velocity MAPEs between
the ML vs GT, SO vs GT and ML vs SO comparisons, for either the aorta (p =
0.273, p = 0.905) or the PA (p = 0.202, p = 0.407).
The equally clipped ML vs GT median pressure and velocity MAPEs were 21%
and 24% lower (p < 0.05) than the corresponding manually clipped MAPEs for
the aorta, and 29% and 41% lower for the PA (p < 0.05). Full data is shown in
Figure 5.9.
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Figure 5.7 Flow fields for the best and worst test cases. This figure is used
with permission of its author, Endrit Pajaziti.
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Figure 5.8 Average flow fields along the centrelines. The best and worst aorta
and pulmonary artery cases are shown. Dashed lines represent the flow field
values derived from the ML segmentations, while continuous lines are the
values derived from ground truth segmentations. For the pulmonary arteries,
two curves are shown: red for the left pulmonary artery (LPA) and blue for the
right pulmonary artery (RPA). 3D views of the meshes with flow extensions
are shown besides the corresponding curves (black for ground truth, red for
ML). This figure is used with permission of its author, Endrit Pajaziti.
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Figure 5.9 Flow field errors for manual and equally clipped ML data. In both
cases the errors are with respect to the GT data.

5.3.3 Relationship Between Segmentation Metrics and
Flow Errors
Figure 5.10 illustrates the relationship between the pressure and velocity
MAPEs and the segmentation metrics for both the aorta and the pulmonary
arteries. Figure 5.11 and Table 5.5 show Pearson’s correlation coefficients
between the segmentation metrics and the pressure and velocity errors.
No statistically significant correlations were found between any of the metrics,
either for the aorta or the pulmonary arteries. For the aorta, trend lines in
Figure 5.10 do not suggest a relationship between pressure and velocity
MAPEs and the segmentation metrics, whether similarity or distance-based.
For the pulmonary arteries, trend lines in Figure 5.10 seem to suggest a weak
inverse relationship between the similarity metrics, Dice and IoU, and pressure
and velocity MAPEs, with correlation coefficients between 0.38 and 0.46, but
available data do not provide sufficient evidence to reject non-correlation.
Distance-based metrics HD and ASD do not seem to correlate with pressure
and velocity errors.
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Figure 5.10 Flow errors against similarity metrics. The figure shows a scatterplot matrix where each point corresponds to a subject. In the abscissas, two
confusion-based metrics, Dice score and IoU, and two distance-based
metrics, the Hausdorff distance and the average surface distance, measured
in pixels. In the ordinates, the pressure and velocity mean average percentage
errors (MAPE). Red and blue colours identify aorta and pulmonary artery data,
respectively. Trend lines are least-squares polynomial fits of degree 1. For
Dice score and IoU, higher is better (more similar). For Hausdorff distance,
average surface distance and pressure and velocity MAPEs, lower is better.

Figure 5.11 Correlation matrix between segmentation metrics and flow errors.
Heatmap showing the absolute value of Pearson’s correlation coefficients.
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Table 5.5 Correlation matrix between segmentation metrics and flow errors.
Pearson’s correlation coefficient for each pair of a segmentation metric and a
flow error. The values in brackets are the corresponding p-values for the noncorrelation test and indicate the probability of observing a correlation
coefficient at least as extreme as the observed in an uncorrelated system.
Dice

IoU

HD [px]

ASD [px]

Pressure
MAPE

0.196
(0.897)

0.199
(0.581)

−0.117
(0.748)

−0.107
(0.769)

Velocity
MAPE

0.047
(0.897)

0.063
(0.862)

0.307 (0.388)

0.169 (0.641)

Pressure
MAPE

−0.456
(0.185)

−0.446
(0.196)

−0.097
(0.789)

0.215
(0.550)

Velocity
MAPE

−0.393
(0.262)

−0.380
(0.279)

−0.161
(0.657)

0.147 (0.684)

Aorta

Pulmonary
Arteries

5.4 Discussion
In this study, a deep neural network was trained to simultaneously segment
the aorta and pulmonary arteries from 3D MRI data. A primary purpose of this
segmentation is the creation of CFD models for hemodynamic assessment.
Therefore, we evaluated performance both in terms of traditional segmentation
metrics and resulting CFD-derived flow fields. The main findings were: (1) the
proposed network achieves high performance in terms of multiple
segmentation metrics, (2) there was reasonable agreement in flow fields
derived from the ML and manual segmentations, (3) the level of agreement
was similar to the inter-observer agreement, and (4) there was weak or no
relationship between the segmentation metrics and the resulting flow field
errors.

5.4.1 ML Segmentation
A hyperparameter optimization process was used to find a good configuration
for the segmentation problem. The results led to some potentially useful
observations. The top 8 performing configurations have 3 or 4 scales, which
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suggests that models with 2 scales may have too limited representational
power or deep layer receptive fields. Models with at least 3 layers per block
also tended to perform better, with the notable exception of the best performing
model, which had 2. A relatively small learning rate also seems to be
advantageous, with 6 of the top 7 configurations below 0.0005. Confusionbased losses seem to outperform cross-entropy, which does not appear on
any of the top 10 configurations, but none of those appears to consistently
outperform the rest. Finally, although our best model had 64 initial filters, the
abundance of top performing models with 32 filters suggests it might be
possible to find a 32-filter configuration with little or no performance penalty,
which would result in a 2x reduction in the number of parameters and
computational cost.
In terms of Dice score, our best model achieves performance comparable with
or better than previously reported 3D segmentation techniques [326], [339],
although it should be noted that comparability is limited because datasets are
different. This suggests that the chosen network architecture and subsequent
hyperparameter optimization were sufficient for good segmentation.
Nevertheless, there were some differences between the ground truth and ML
segmentations and visual inspection reveals two noteworthy observations.
The first is a tendency for ML segmentations to extend further along the
corresponding vessels compared to the ground truth. Since meshes are
typically clipped manually prior to CFD calculation, this would only be relevant
insofar as it affects clipping decisions by the engineer. The second observation
is the presence of “bumps”, due to the segmentation masks bleeding out at
the locations of arterial branches. This is more likely to have a significant
impact, as it has a direct effect on the geometry of the CFD model. These
observations are in keeping with the HD (a measure of the maximum distance
between the true and predicted surfaces) being much larger than the ASD
(~12 pixels vs less than 1 pixel), suggesting that errors are concentrated in a
few regions.
It is worth noting that all these errors are differences in the demarcation of
“artificial” vessel limits at the inlets, outlets and branches. In each of these
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cases, the incorrectly segmented structures are part of the blood pool, but they
lie slightly beyond the manually defined “aorta” and “PA”. All errors are false
positives, i.e., they result from the identification of non-vessel pixels as vessel
pixels. We observed no significant instances of false negatives, i.e., of the
model failing to identify vessel pixels as such. Several strategies could
potentially help to reduce these errors. The first is to increase the amount of
training data, or to perform data augmentation, which is known to improve the
generalizability and performance of ML models [305], [340]. A second idea is
to adjust the loss function. Since we observed false positives but virtually no
false negatives for the aorta and PA classes, increasing the weighting of the
former type of error in a Tversky index-based loss function might result in a
better balance. Another interesting option might be the inclusion of statistical
shape models [341], [342], which could help ensure that the segmented
shapes conform to common patterns.
Although there were some errors, it should be noted that vascular
segmentation can be challenging even for humans. In this study, we
demonstrated that two humans produced slightly different segmentations even
when following the same criteria. In fact, we found that the difference between
the ML segmentation and the primary observer’s segmentation (treated as
“ground truth”) was similar in magnitude to the difference between the primary
and secondary observers’ segmentations. In other words, the ML model’s
“error” is approximately at the level of the inter-observer variability. Similar
observations have been made before in 3D aortic segmentation [326]. The ML
model, however, has the advantages of being fast, automatic and deterministic
(given the same image, it will always generate the same segmentation, unlike
a human observer). This makes the method useful for removing clinical
bottlenecks and accelerating research, particularly in registry-based studies
that are becoming increasingly common.

5.4.2 Flow Fields
Ultimately, ML segmentation methods for medical imaging should lead to
accurate clinical indicators that enable correct diagnoses and adequate clinical
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interventions. Thus, we assessed the proposed segmentation in terms of
clinically relevant hemodynamic indicators, in addition to traditional
segmentation metrics. This study found that small differences in the
segmentation lead to differences in calculated pressure and velocity fields,
which highlights the importance of accurate and consistent segmentation in
the CFD context.
Pressure errors were found to be significantly higher than velocity errors. This
might be explained by the different physical properties of the two flow fields.
For example, minor segmentation differences may cause only local velocity
field derangement, but global pressure field errors. An example of this can be
seen on the worst aorta, where a kink near the outlet in the descending aorta
results in localized flow acceleration, but significantly altered upstream
pressures (note, however, that the pressure gradient is maintained, which
helps explain why velocities remain the same).
Both segmentation metrics and flow field errors were consistently worse in the
pulmonary arteries than the aortas, although not all differences were
statistically significant. This may be explained by the fact that the pulmonary
arteries have a smaller and more complex geometry, including a bifurcation.
Studies performed on PAs and validated through experimentation confirm that
slight changes in PA geometry can cause significant deviations in flow field
results [343]. Due to the presence of two outlets, PAs require an additional
clip, with correspondingly increased potential for clipping-related differences.
It is also worth noting that, because absolute pressures and velocities are
smaller in the pulmonary arteries than in the aorta, similar flow field errors in
absolute terms would lead to larger relative errors.
To contextualise the observed flow field errors, we calculated the errors
between two human observers (SO vs GT). In the aortas, it was found that SO
vs GT errors were similar to median ML vs GT errors, with median pressure
and velocity errors 0.1 percentage points lower and 1.6 percentage points
higher, respectively. For the pulmonary arteries, the median pressure and
velocity errors were 2.5 and 2.1 percentage points larger for the SO vs GT
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comparison than the ML vs GT comparison. Outliers with large errors were
observed in the ML segmentation, especially in the PA, but these errors were
even higher in the SO segmentations. These results suggest that the ML error
is comparable to or lower than the inter-observer variability. However, the
large pressure and velocity errors due to inter-observer variability raise
concerns about the consistency and reproducibility of manual segmentation.
This suggests a need for standardization in labelling methods and instructions,
both in-house and, ideally, between centres. In this regard, machine learning
might provide an opportunity to improve reproducibility. Once trained, an ML
model can be trusted to produce consistent results given the same input data.
However, it is essential to ensure that training data is appropriately labelled.
Systematic errors are likely to be reproduced by the model, while random
errors will confuse a model and reduce its confidence in its predictions.
Another observation derived from the additional SO data was that the ML
model’s segmentation tended to be closer to the primary observer’s
segmentation than the secondary observer’s segmentation (although these
differences were not statistically significant). This is hardly surprising, given
that images segmented by the primary observer were used to train and
optimize the model. Nevertheless, it suggests that the ML model may have
learned some of the primary observer’s idiosyncrasies. There are two obvious
ways in which this effect could be mitigated. The first would be to train with a
more robust “ground truth” established via consensus of multiple observers,
but this may prove challenging. A simpler approach would be to include
segmentations from multiple observers in the training set, which should
average out the personal imprints of individual observers.
Finally, this study shows that manual clipping has a significant effect on both
pressure and velocity fields, accounting for 20 to 40% of the observed flow
field errors. The clipping procedure is dependent on subtle differences in the
raw segmentation, but it is also highly subjective. Clipping differences are
likely to be, at least in part, simply due to inter-observer variability. This issue
could be eliminated by using an automatic, deterministic clipping method, such
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as a centreline-based method (available in VMTK) or an ML approach which
would take the segmentation mask and return the clipping planes.

5.4.3 Relationship Between Segmentation Metrics and
Flow Field Errors
This study found no statistically significant correlations between any of
segmentation metrics and the mean relative errors in pressure and velocity
fields. This suggests that neither overlap-based (Dice, IoU) nor boundary
distance-based (HD, ASD) metrics can accurately capture the features that
lead to accurate CFD models. There are several possible reasons for this
observation. First, errors of the same magnitude in terms of Dice score (or
indeed, any of the other metrics) may have a very different impact on the
pressure and velocity fields. For example, we observed that differences in the
aortic arch tend to have a disproportionate impact on the CFD calculation, but
all the studied metrics are agnostic to the location of the error. Another reason
is that correlations are potentially weakened by differences in processing.
Despite attempts to minimize these differences, the CFD calculations involve
some manual input in a case-specific fashion, such as inlet and outlet clipping.
It should be noted that our data span a narrow range and conclusions should
not be extrapolated. We would not expect segmentations with a Dice score of
0.5 to lead to similar accuracy in CFD-derived results as those with an F1score of 0.95. However, within the range of our observations, higher is not
necessarily better. The poor correlation results suggest that, in applications
such as ours, target clinical endpoints should be considered in addition to
common but clinically irrelevant measures such as Dice, IoU, HD and ASD.
While the usefulness of these metrics is not in dispute, they should be
understood as proxies for other indicators rather than as objectives in
themselves. The exploration of new metrics and loss functions that calculate,
approximate or correlate with the desired clinical indicators would be an
interesting area of research.

272

Automatic Segmentation of the Great Arteries for Robust Hemodynamic Assessment

5.4.4 Limitations
This study suffers from a limited availability of data. With 70 examples, our
training set was small. Although performance was satisfactory, using a larger
training set is likely to further improve performance. Our test set, with 10
examples, was also correspondingly small. This could be limiting the ability of
our statistical analysis to identify weak effects in our data, such as correlations
between segmentation metrics and flow field errors.
The simple data preprocessing used in this study might require optimization.
For efficiency reasons, images were centrally cropped to a size that was
deemed sufficient to cover the anatomy of interest in the majority of cases.
However, in two test cases we observed that this had cropped the aorta along
the left-right axis. In these cases, we manually shifted the FOV to avoid this.
In a production system, two plausible automatic solutions exist. One is to
simply dispense with the cropping and use the model with the original input
shapes, which fully convolutional networks can support, although this could
add significant computational cost. Another is to precede the segmentation by
an additional localization network to detect bounding boxes for the anatomy of
interest.
One aspect which was not assessed is the error which the full mesh
processing pipeline introduces into CFD. Surface remeshing, smoothing and
volume meshing stages are difficult to account for but may introduce sources
of error. In future work, simulations should be run on the raw surfaces, in order
to evaluate the CFD errors introduced at these steps. Another issue is the use
of a simplified CFD model. Since simulations were performed in a batch, a
generalisable model was better-suited to achieve convergence and reduce
manual inputs. In the future, patient-specific boundary conditions (such as
velocity profiles taken from phase contrast MRI) should be incorporated into
the model. Turbulence modelling where appropriate should also be applied,
along with suitable mesh inflation layers. Having each case simulated more
accurately, with methods that would be standard or expected for clinical use
would have resulted in data which was more representative of robust clinical
calculations. Additionally, the images were gated to diastole, and a new
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acquisition gated to systole would be needed to simulate systolic blood flow
conditions.
The methods used for the estimation of flow field errors are limited and don’t
necessary account for the full flow field. Plane-averaged pressures and
velocities were taken along the length of the centreline for each subject. This
averaging leads to a loss of information at each slice along the vessel, and
nuances and local details may be lost. Furthermore, the slice locations were
determined independently for ML, GT and SO models, so there may not be an
exact one-to-one correspondence. Improving the comparison of flow fields is
not trivial, but a possible approach might be to mesh all segmentations for one
subject (ML, GT and SO) with a structured mesh solver, which would enable
a node-to-node correspondence and comparison. Finally, wall shear stress
(WSS) was not assessed in this study, but may be an important clinical marker
to examine, since it is highly sensitive to topological surface features. In a
future study, it may be more relevant to perform simulations on a cohort of
patients with a consistent diagnosis and examine whether the use of ML
segmentation would alter the decision-making process.
Finally, future studies of similar characteristics could be enriched through
comparison to 4D flow MRI [344]. In this technique, phase-contrast MRI (see
Section 1.6.2.5) is used to encode the velocity of tissue into the MR signal.
However, CFD-derived models have several advantages over 4D flow. Firstly,
CFD analysis requires no additional scan time, whereas 4D flow is a very timeconsuming acquisition. Secondly, CFD models can be altered on demand to
simulate potential treatments and their effect on blood dynamics. Thirdly, CFD
can potentially provide higher spatial resolution in pressure and velocity fields,
as the size of finite elements is not limited by acquisition constraints. 4D flow,
however, has the important benefit of providing measurements that are
unaffected by the segmentation method or engineering decisions such as
mesh parameters, clipping planes or boundary conditions. As such, it has an
important role in calibrating and validating CFD methods [345]–[347]. The
combination of CFD and 4D flow could also be beneficial, improving
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confidence in flow analysis while providing the ability to study different
scenarios.
Finally, acquisition of the necessary data to create patient-specific models
relies on a slow whole-heart MRI acquisition (see Section 1.6.2.4). Fast
sequences and acceleration technologies such as those described in Section
1.5 and Chapter 2 could be used to accelerate this acquisition in future work.
In addition, the tools developed in Chapter 3 could be very useful to develop
advanced data-driven reconstruction methodologies. The same could be said
of 4D flow MRI, an extraordinary challenge due to the high dimensionality of
the data, but one with large potential clinical impact as it provides timeresolved angiographic information and blood flow dynamics.

5.4.5 Conclusion
A convolutional neural network was developed, optimized and trained for
segmentation of the aorta and the pulmonary arteries in 3D cardiovascular
MRI. The segmentation network was validated for its primary purpose: the
creation of CFD models and calculation of flow fields. Segmentation errors in
terms of Dice, IoU, HD and ASD as well as derived pressure and velocity field
errors were in the range of human inter-observer variability. The proposed
method could help to automate clinical hemodynamic assessment workflows
and improve their robustness.
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6.1 Summary
This thesis has focused on two main areas: (1) the development of new
techniques to improve data acquisition and image processing in 3D
cardiovascular MRI in congenital heart disease (CHD), and (2) the
development of software tools for machine learning (ML) in MRI.
Chapter 2 presented my work on a cardiorespiratory resolved 3D cine MRI
technique using a novel spiral sequence and a parallel imaging, compressed
sensing reconstruction. The technique achieved one of the fastest acquisition
times among 3D cine MRI techniques, thanks to the efficiency of spiral
trajectories and the acceleration enabled by the high-dimensional compressed
sensing reconstruction. The technique was tested with CHD patients in a
clinical environment and results proved the feasibility of the concept and
indicated clinical utility. However, it suffered from long reconstruction times,
and there is scope for improving robustness and image quality.
Chapter 3 presented a software tool I developed for machine learning in MRI.
This tool has two components: a workflow automation tool with a declarative
TensorFlow interface, which simplifies the creation of ML models and
accelerates the ML workflow; and a library of operators useful for MR image
processing. This software tool was used in subsequent Chapter 4 and Chapter
5, and is also used in several other projects within our team, some of which
were briefly described.
Chapter 4 presented a novel ML postprocessing technique for low-dose
contrast-enhanced MR angiography (CE-MRA). The ML model was trained to
improve the vessel contrast of low-dose CE-MRA, which otherwise suffers
from poor vessel visualization. The technique was clinically validated with
CHD patients, demonstrating excellent enhancement of vessel contrast at
80% dose reduction. This dose reduction mitigates the risk of contrast agentrelated adverse events and lowers the cost of the examination.
Chapter 5 proposed an ML technique for the segmentation of the aorta and
the pulmonary arteries from 3D MRI data, intended primarily for the creation
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of robust computational fluid dynamics (CFD) models. The technique was
validated in terms of clinically relevant indicators of blood flow characteristics.
This work could contribute to the automation and reproducibility of
computational fluid dynamics as well as its more widespread adoption in
clinical practice.

6.2 Future Work
All of the work in this thesis poses further questions and presents opportunities
for further research and development. In this section I will outline some of my
ideas about future steps, focusing first on the experimental projects, and then
on the software tools.

6.2.1 Experimental Projects
6.2.1.1 3D Cine MRI
The 3D cine sequence I developed in Chapter 2 has the potential to greatly
reduce MRI acquisition times within the clinical environment. However, the use
of a highly accelerated acquisition shifts the bottleneck to the reconstruction.
Long reconstruction times and insufficient robustness currently preclude
clinical translation.
ML is a breakthrough technology which is now involved in much recent
research on MR image reconstruction, as I described in Section 1.5.3,
including within our group. ML has the potential to enable faster and higher
quality reconstruction and its use in 3D cine MRI should be explored. Indeed,
some work has already been presented. For example, CINENet [240]
achieves single breath-hold 3D cine MRI with isotropic resolution and a
reconstruction time of 5 seconds, using an unrolled proximal gradient network
with interleaved U-Net and data consistency stages. This and any other
published techniques should be studied to identify opportunities for
improvement in speed and quality as well as clinical translation.
There are some foreseeable challenges to applying ML in 3D cine MRI. The
first challenge is related to training data. Because 3D cine MRI is not a part of
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current clinical protocols, no training data is immediately available to us. One
option would be to prospectively collect it using a triggered 3D cine acquisition.
For this we could use our modified product sequence (see Section 6.2.2.2).
Depending on the exact imaging specifications, it might be possible to acquire
such data in healthy subjects able to provide an extended breath-hold.
Otherwise, respiratory navigation would be needed. Another option would be
to rely on other routinely acquired data, such as 3D whole-heart MRI and 2D
cine MRI. Such data could be used to train a model in a weakly supervised
fashion, although the exact details of this would need to be studied. Yet
another option could be to rely on synthetic training data, if this can be shown
to provide good performance and generalizability.
The second challenge is related to computational resources. By its nature, 3D
cine MRI is at least 4-dimensional (3D + time), potentially 5D if a respiratory
dimension is included. Another dimension is necessary in multi-coil
approaches. In a machine learning problem, one also needs to add at least a
channel dimension and perhaps a batch dimension. This high dimensionality
demands significant processing power and memory (with the latter often
limited in GPUs). There are several approaches to mitigate this that we could
consider. The first is the brute-force approach: multi-GPU setups with memory
pooling. However, this solution requires a significant budget. The second
approach is software optimization. There exist well-documented memory
reduction strategies, including the use of sparse models, reduced precision,
micro-batching and gradient checkpointing [348]. The last method is used in
memory-efficient learning (MEL) [349]. The idea is that intermediate network
outputs (needed for use during backpropagation) are recomputed during the
backward pass instead of stored in memory. This is possible as long as all the
operators in the neural network are invertible. Finally, the third approach is to
adapt the problem. In deep subspace learning reconstruction (DSLR/DSLR+)
[350], a neural network is trained to reconstruct low-rank representations of
the data, thereby reducing the computational requirements.
The implementation of an efficient and robust ML reconstruction might enable
translation of this 3D cine MRI technique to the clinical environment.
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6.2.1.2 Low-Dose MR Angiography
The ML-based contrast enhancement method I described in Chapter 4 for lowdose contrast-enhanced MR angiography (CE-MRA) showed promising
results. The method enabled an 80% reduction in the contrast dose while
maintaining excellent image quality. These data warrant proceeding with the
next steps towards clinical translation.
The first step would be to integrate the algorithm into the clinical workflow for
easy use. There are two ways to do this. The first option is to incorporate
contrast enhancement into the reconstruction itself. MR angiography is
currently acquired in the clinic using commercial Siemens sequences. It would
be possible to insert our method into the Siemens reconstruction program to
perform the enhancement. Clinicians would receive enhanced and
unenhanced images, and both would be stored in the database for later
analysis. The second option is to integrate the enhancement method into
clinical visualization software. Our cardiac MR service uses OsiriX [217], and
our group has extensive experience creating plugins for this platform. I have
recently created a segmentation plugin which uses a similar ML model (see
Section 3.5.5), so the feasibility of this approach is already established.
Once the clinical workflow has been set up, a larger scale study should be
designed to test the method in a wide range of patients and clinical
circumstances, ideally including multicentre data. This study should answer
the question of whether ML-enhanced low-dose CE-MRA is of the same
diagnostic value as the routine high-dose CE-MRA. The primary endpoint
might be the sensitivity/specificity of the enhanced images against the highdose reference. Upon positive results, the method could be rolled out either
fully (for all patients) or partially (for at risk patients only), based on a costbenefit analysis informed by the study data.

6.2.1.3 Segmentation of the Great Arteries
The ML segmentation technique I described in Chapter 5 was able to perform
satisfactory segmentation of the aorta and the pulmonary arteries. The derived
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CFD models were also satisfactory, although some areas for improvement
were identified in Chapter 5.
With a continuing collaboration with Endrit Pajaziti, who developed the CFD
methods of that work, a streamlined segmentation plus CFD pipeline could be
set up at the GOSH cardiac MRI service, perhaps integrated in OsiriX (see
Section 6.2.1.2). Such a pipeline would have the potential to produce relevant
hemodynamic indicators with minimal engineer and clinician inputs.
A more streamlined approach would simplify and expand clinical use. This
initial experience would, in turn, be the basis for larger scale studies to
ascertain the robustness of the method.

6.2.2 Software
6.2.2.1 ML Framework
DLEX, the ML framework described in Chapter 3, is in active development. It
is expected that DLEX will continue to be central to our ML projects.
Development will continue to expand functionality and support the evolving
needs of our research. In addition, the important issues identified in Chapter 3
will be addressed. These include a lack of standardization in the declarative
language and insufficient testing.
There are plans to release some parts of DLEX as open-source software. The
use of open-source software has many benefits for both developers and the
research community. It is an exercise in effort sharing: the community could
benefit from our software, as we have from the work of countless developers.
It involves the community in our work, potentially helping us improve our
methods. Sharing the code used in our publications improves the
reproducibility of our research and the accessibility of our methods. The
Magnetic Resonance in Medicine journal identifies the public provision of
computational tools as a key factor in the reproducibility, quality of peer review
and reach of published research, and strongly encourages authors to share
their code [351]. Open sourcing is also highly desirable, or even required, by
many grant funding bodies.
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In accordance with these ideas, I have begun to open source some
functionality in a package called TensorFlow MRI [352], which is available on
https://github.com/mrphys/tensorflow-mri. Currently, this contains only a
handful of functions, but more will be gradually added over time, based on their
relevance and stability. Code will be tested and documented to a high
standard, which is important if an open-source project is to benefit the
community. Eventually, it is expected that most of the DLEX add-on collection
will be moved to TensorFlow MRI. Additionally, I have released the NUFFT op
in

a

standalone

package

[353],

which

can

be

accessed

on

https://github.com/mrphys/tensorflow-nufft. This op has been released
separately because it could be useful independently of TensorFlow MRI. As
for the ML workflow automation feature, there are no immediate plans to
release it, but something similar might be in the future. This is partly because
work is focused on releasing the add-on collection, and partly because major
restructuring is planned for that feature anyway.
All of these packages have been released under the permissive Apache 2.0
license. Under the terms of this license, users are free to use, distribute and
modify the software for any purpose, including research and commercial
purposes. It asks of users, however, that they maintain copyright notices when
copying code and that they include a notice indicating what changes were
made, if any.
These tools will not benefit anyone if the community is not aware of their
existence. Therefore, efforts will be made to advertise them. TensorFlow MRI
and TensorFlow NUFFT have been submitted to the Zenodo open-access
repository and been assigned a persistent digital object identifier (DOI). These
identifiers will be cited in our future research benefiting from this software, and
other users will be asked to do the same. I also intend to present the software
in future conferences, such as the Annual Meeting of the International Society
for Magnetic Resonance in Medicine (ISMRM).
DLEX itself will remain a private project. DLEX is designed as an integrated
solution with some of the specific needs of our group in mind. It is doubtful that
such level of integration would be useful in other contexts. However, DLEX will
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become simpler and easier to maintain as some of its functionality is
outsourced to other packages.
It should be noted that, although primarily developed with MRI in mind, much
of the functionality in DLEX, and machine learning more generally, is
applicable to similar image processing tasks in other medical imaging
modalities [354]–[356]. Many of the potential applications of ML are
independent of the modality, e.g., segmentation of anatomic structures,
detection of anomalies or classification to aid diagnosis. ML-based image
restoration, enhancement and denoising methods could also improve the
quality of images in other modalities. For example, computed tomography (CT)
faces challenges to reduce the radiation dose, which ML might help to achieve
with minimal compromises to image quality [357]. Likewise, ML has
applications in ultrasound such as beamforming and clutter suppression [358].

6.2.2.2 Pulse Sequence and Reconstruction Framework
I designed the spiral pulse sequence used in Chapter 2 with flexibility in mind.
Our group currently maintains multiple sequences, each for a different
application but with much shared functionality. The goal when developing this
sequence was to create a master pulse sequence that concentrates this
functionality, to help us avoid code duplication and simplify the maintenance
of our sequence code base. The resulting sequence supports 2D/3D imaging,
gradient echo and balanced steady state free precession contrasts, cardiac
triggering, real-time imaging, flow imaging and fat suppression.
This sequence was built from scratch, with input from the sequences that
already existed at the time. For a user-made sequence, it supported a
reasonable range of applications, but it was far from complete. For example,
it was limited to spiral trajectories and did not support respiratory navigation.
Ideally a master sequence should provide as many features and applications
as possible, giving us flexibility in our research.
In fact, much of the functionality we need is already available through the
Siemens’ advanced cardiac sequence, called BEAT. Therefore, I have
recently forked BEAT to add to it the functionality that we need but BEAT lacks.
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So far, I have added two components that are key to our research and the
clinical team we support: spiral trajectories (not provided by any of Siemens’
commercial sequences) and flow imaging (provided as a separate product on
Siemens’ scanners). This new sequence has several advantages. The first is
that we do not reinvent the wheel: our time is better spent advancing the state
of the art, not reimplementing commercially available functionality. By forking
BEAT, our research sequences automatically inherit many useful features.
The second advantage is that we provide a consistent user experience to our
radiographers. They are already familiar with the BEAT user interface; now
our research sequences will look very similar. Finally, the third advantage is
that our sequences will be more robust: careful modification of a well-tested
sequence is much less prone to errors than building the entire program from
scratch.
This new pulse sequence will be complemented by a reconstruction program
I have developed relying on ICE (Siemens’ proprietary image calculation
environment), Gadgetron [359] and TensorFlow MRI (TFMR) [352] (see
Section 6.2.2.1). Figure 6.1 shows an approximate outline of its design. First,
the ICE program sends the noise-adjusted [250] raw data to an external
accelerator-enabled computer via IceGadgetron, a functor which acts as the
interface between ICE and Gadgetron. Data accumulation (or looping) is then
performed with native Gadgetron gadgets, which suit our needs. Next, the
accumulated k-space is serialized and sent to a Python process using
Gadgetron’s external language interface, where the reconstruction is
performed. Coding and prototyping the reconstruction in Python is faster than
in C++, and Python is the main interface language for all major ML libraries,
including TensorFlow. In addition, TFMR provides useful reconstruction tools
which take advantage of the acceleration capabilities of TensorFlow, so this
choice does not need to sacrifice performance. The streaming reconstruction
design of ICE and Gadgetron is retained thanks to TensorFlow Pipelines, a
small library I have developed that can be used to build pipelines and provides
common functors. These functors operate on accelerator-backed TF tensor
data as it flows through the pipeline. Finally, IceGadgetron injects the
reconstructed images back into the ICE program, which might perform some
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additional post-processing steps such as surface coil intensity correction [360]
or Maxwell correction [361]. This “online” reconstruction setup enables
seamless integration in the clinical workflow, with immediate viewing of
reconstructed images on the scanner and storage in the hospital database.
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Figure 6.1 Proposed reconstruction pipeline for the new research sequence.
Some steps are best performed in ICE, such as noise adjustment, coil
compression and surface coil intensity correction, because they are performed
at the beginning or at the end of the pipeline and require prescan data.
IceGadgetron is used for data transfer to and from the external computer.
Gadgetron is used for accumulation of k-space data and for communication
with the Python process via the external language interface (ELI). The Python
process, powered by TensorFlow MRI and TensorFlow Pipelines, performs
CPU or GPU reconstruction efficiently and with minimal coding effort.
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This pulse sequence and the associated reconstruction program are still a
work in progress and testing is underway. Unfortunately, the Covid-19
pandemic and subsequent push to clear backlogs has slowed on-site research
work and sequence development. Nevertheless, I expect this setup will
become the basis of most of our work involving research sequences.

6.2.2.3 Numeric Phantom
The numeric phantom I developed in Chapter 2 is useful when testing
reconstruction technologies, e.g., to investigate the characteristics of aliasing
artefact (see Section 2.2.3). Open sourcing this code might be of interest. A
good way to do this might be to include a Python port of the original MATLAB
code in a future release of the TensorFlow MRI package (see Section 6.2.2.1).

6.3 Vision for the CMR Workflow in Congenital
Heart Disease
Section 1.6.3 presented the typical CMR scan for CHD cases as well as some
common problems, some of which this thesis attempted to address. In this
section, I describe what a future CMR workflow for the assessment of CHD
might look like, and how this thesis worked towards that vision.
1. Scouts or localizer scans. These are basic localization scans without
any major drawbacks.
2. 3D cine MRI, described in Chapter 2. If current issues are successfully
addressed, this would be able to replace the single-slice cine images
and the short-axis stack (about 20 minutes in total). In addition to a
potential scan time reduction, this would provide richer information with
arbitrary multiplanar views. It would also simplify planning and eliminate
the need for breath-holding. As a result, it would be more comfortable
for patients, especially those with compromised breath-holding ability.
3. Low-dose contrast-enhanced time-resolved MR angiogram. The
technique described in Chapter 4 might enable angiography with only
20% of the normal gadolinium dose, perhaps less. This would reduce
associated risks and costs. If the technique could be extended to
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provide completely contrast-free imaging, the benefit would be even
larger by reducing risk to zero and dropping the need to prepare the
patient for contrast injection. Additionally, the ideas described in
Chapter 2 could enable time-resolved MRA with high temporal
resolution and help make TR-MRA standard, removing the need for
bolus tracking.
4. Whole-heart

MRI.

This

high-resolution,

magnetization-prepared

acquisition is unlikely to be replaced by 3D cine MRI. However, it may
be significantly sped up (< 5 min) using similar acceleration
technologies, including ML-based denoising or super-resolution [69],
[362].
5. 4D flow MRI. The current multiplicity of 2D flow images could potentially
be replaced by a single 4D flow MRI acquisition. Many of the ideas
described in Section 1.5 and Chapter 2 could be used to develop a
highly-accelerated 4D flow acquisition [57], [363] that could complete
on a shorter time-scale than the current approach and bring similar
benefits to those of 3D cine MRI. ML methods for 4D flow reconstruction
or postprocessing could also benefit from the framework described in
Chapter 3. 4D flow MRI should also be considered as a potential
replacement for the contrast-enhanced angiogram.
There is also scope for improvement in post-processing steps, both through
the automation of normally manual tasks and the provision of new clinical
information and analysis tools
•

Deep learning-based automatic segmentation of left and right ventricles
[364], [365] for quantitative assessment of volumes and derived
measures. The software tools described in Chapter 3 could help to
develop and improve these techniques, as in some projects described
in Section 3.5.

•

Deep-learning based segmentation of 3D structures such as cardiac
chambers and blood vessels [325], as described in Section 3.5 and
Chapter 5. These will help automate and support the extensive
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processing required to extract as much information as possible from 3D
imaging.
•

On-demand, mostly automated advanced blood flow analysis, with a
platform for visualization, computation of clinical indicators, and online
simulation of interventions and their effects on hemodynamics. Chapter
5 takes early steps towards making this possible.

6.4 Conclusion
MRI plays a vital role in the diagnosis, assessment and therapeutic planning
for congenital heart disease. It provides high quality images and rich
information about the anatomy and function of the cardiovascular system.
However, it suffers from some important issues. Examinations are timeconsuming, and they may require the use of contrast agents and expert postprocessing. All this increases costs and reduces patient comfort and/or safety.
In this thesis I presented several pieces of work which aimed to address some
of these problems. Firstly, I described a spiral 3D cine MRI technique which
could significantly shorten clinical cardiovascular MRI protocols, provided that
current limitations can be effectively addressed. The novel pulse sequence
developed for that work will be useful in future projects too. Secondly, I
presented a software tool for easy and efficient MR image reconstruction and
processing, especially with machine learning, which will contribute to the
advancement of research within and beyond UCL. Thirdly, I described an MLbased contrast enhancement method for low-dose MR angiography, which
could enable MR examinations with lower doses of contrast agent. Finally, I
presented an ML-based 3D segmentation method for the great arteries that
could help automate modern hemodynamic assessment workflows. Each of
these tools and techniques was used and validated in a clinical environment
with congenital heart disease patients.
Efficient, streamlined image acquisition and processing methods have clear
clinical benefit. Shorter examinations are more comfortable and tolerable for
patients, especially children. They also increase the throughput of clinical
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services, reduce waiting times, improve the cost-effectiveness of MRI and
enable more routinary use. New MRI software and research tools will
contribute to the rapid development of new techniques. Reduced needs for
contrast agents, as well as general anaesthesia, will make MRI safer. Finally,
automatic post-processing methods will provide rich information to clinicians
with minimal input from experts.
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