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Abstract

The field of astronomy is currently experiencing a period of unprecedented expan-
sion, predominantly brought about by the vast amounts of data being produced by
the latest telescopes and surveys. New methods will be required to have any hope of
being able to analyse the data collected, the most widespread of which is machine
learning. Machine learning has evolved rapidly over the past decade in an attempt
to match the rate of increasing data, and aided by advancements in computer hard-
ware, analyses that would have been impossible in the past are now common place
on astronomers’ laptops. However, despite machine learning becoming a favourite
tool for many, there is often little consideration for which algorithms are best suited
for the job.

In this thesis, machine learning is implemented in a variety of different prob-
lems ranging from Solar System science and searching for Trans-Neptunian Objects
(TNOs), to the cosmological problem of obtaining accurate photometric redshift
(photo-z) estimations for distant galaxies. In chapter 2 I implement many differ-
ent machine learning classifiers to aid the Dark Energy Survey’s search for TNOs,
comparing the classifiers to find the most suitable, and demonstrating how machine
learning can provide significant increases in efficiency. In chapter 3 I implement
machine learning algorithms to provide photo-z estimations for a million galaxies,
using the method as an example for how it is possible to benchmark machine learn-
ing algorithms to provide information about the scalibility of different methods.
In chapter 4 I expand upon the benchmarking of methods developed for obtaining
photo-z estimates, applying them instead to deep learning algorithms which directly

use image data, before discussing future work and concluding in chapter 5.






Impact Statement

The work presented in this thesis describes applying machine learning methods in
novel ways for different problems in astronomy. In the approaching era of enormous
datasets produced by sky surveys such as the Vera C. Rubin Observatory’s Legacy
Survey of Space and Time (LSST), the Square Kilometre Array (SKA), and the
Roman Space Telescope, machine learning will be vital in addressing many of the

challenges which will come with the wealth of data being produced.

The work discussed in chapter 2 has immediate impact on the ability to detect
Trans-Neptunian Objects (TNOs) using the Dark Energy Survey (DES), with the
extra machine learning preprocessing stage allowing the detection pipeline to be run
five times faster. Extensions of this work could allow for even greater performance
boosts when applied to closer populations of TNOs or other even closer objects,
such as asteroids. Furthermore, the work could be applied to surveys other than
DES and the general problem of searching for rare events is widespread in many

different disciplines with the machine learning process being easily transferable.

Benchmarking, such as is presented in chapter 3, is yet to be commonplace
in research settings. While the benefits of having efficient and scalable models is
obvious, they are often overlooked for small increases in accuracies, sometimes
resulting in models which are hundreds of times slower and require far more com-
putational resources for only the tiniest improvement in error. By encouraging more
benchmarking to be carried out as part of the research, many of these computational
resources could be freed-up, allowing for more research to be conducted and low-

ering the impact (both cost and environmental) of running computer clusters.

Finally, the deep learning models implemented in chapter 4 are state of the
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art convolutional neural networks (CNNs) and include never-before used mixed-
input models which are applied to the problem of photometric redshift (photo-z)
estimation. Photo-z estimates are a precursor of many cosmological experiments
and providing a new, fast, and accurate model which could be used directly with
images from surveys is invaluable. Indeed, from the comparisons we present, we
found that the mixed-input inception CNN was able to perform between 30 50%
better than a traditional random forest, and was among the best performance found

of any photo-z code in the literature.
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Chapter 1

Introduction

Throughout human history, as a species we have tried to better understand our place
in the universe. From our earliest ancestors, who would have looked at the sky with
wonder, the fascination with the heavens has been embedded in all of us. While
there may have been those who began to formulate models of the solar system in
ancient Greece, it was only in thett Zentury when we gathered more signi cant

evidence that the Earth was not at the centre of the universe.

With the invention of the telescope and advent of observational astronomy,
we were nally able to see further and gather more information to begin to un-
derstand the structure of the solar system. However, it took over a hundred years
before William Herschel and other astronomers began to understand that the Sun
also couldn't be at the centre of the universe, but rather was part of a larger struc-
ture, our Milky Way galaxy. It took hundreds more years before advances in optics
allowed for Edwin Hubble to de nitively classify Andromeda as a galaxy and prove
that the universe was much larger than initially conceived (Hubble, 1929), with the

Milky Way and Andromeda being but two of billions of galaxies in the universe.

Now, with the help of modern telescopes, we have nally started to gain a
greater insight into the scale of the universe, and recent observations have suggested
that there are likely around 200 billion galaxies in the observable universe (Lauer
et al., 2021). Similar to how advances in technologies have allowed for larger,
more advanced telescopes to be built (and launched into space) which have pushed

forward our knowledge of the universe, modern astronomy has relied on parallel
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advancements in computing.

Analyses which would have been inconceivable just a few decades ago have
been made possible thanks to the progress made in building faster processing units
and larger memory stores. In particular, this allowed for the emergence of machine
learning as one of the most powerful tools available in astronomical research. Ma-
chine learning methods are especially exciting in the current era of astronomy where
the vast amount of data produced by large sky surveys and space telescopes would
be impossible to analyse without specialist algorithms.

In this thesis | aim to contribute to the eld of astronomy by making use of
machine learning, testing and implementing different algorithms for a variety of
problems to show their potential. The layoutis as follows: In this chapter | introduce
and provide background material to the various topics explored in the later chapters.
Chapter 2 details the work completed in using machine learning to search for trans-
Neptunian objects (TNOs) using the Dark Energy Survey (DES). In chapter 3 |
focus on the benchmarking and scalability of machine learning algorithms applied
to the problem of obtaining photometric redshift (phajestimations of galaxies,
and chapter 4 expands on this problem of obtaining pa@stimates by using deep
learning algorithms directly with image data.

Finally, | summarise and conclude the work in chapter 5, as well as providing
appendices with additional details of the work completed as part of University Col-
lege London's (UCL) centre for doctoral training in data intensive science (CDT-
DIS) which did not directly relate to astronomy. This included a group project
carried out over three months, and a placement completed in six months with the
company ASOS, as well as a project related to the Covid-19 pandemic. In this nal
research project | investigated the correlations between natural UV radiation and
Covid-19 cases in the UK.
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1.1 Solar System Science

Despite the Solar System being our closest corner of the Universe, we still know
very little about our “cosmic backyard'. While much progress has been made since
Galileo fathered observational astronomy at the beginning of tHec&ntury, it's

only very recently that we have begun to build a more complete picture of the Solar

System.

1.1.1 Formation and Evolution

One of the most fundamental questions asked about the Solar System is how it
formed, and what dynamical processes have lead to the Solar System we observe
today. The most widely accepted model of Solar System formation is the nebular
hypothesis which was initially discussed in thé™8&entury by the philosophers
Emanuel Swedenborg and Immanuel Kant (1755) before being re ned by Laplace
(1799). In the nebular hypothesis the Sun formed from a collapsing giant cloud of
molecular gas. As the gas cloud begins with some angular momentum, the infall
of gas results in the acceleration of the rotation of gas through the conservation of
angular momentum. This forces the gas to spread out and form a protoplanetary
disk around the core, with more gas then accreting onto the core from the disk.

The much more recent model for Solar System evolution is the Nice model
(Tsiganis et al., 2005, Morbidelli et al., 2005, Gomes et al., 2005). The Nice model
and its subsequent modi cations describe how the the giant planets formed much
nearer the Sun in the protoplanetary disk before migrating and settling into their cur-
rent orbits. In this model the scattering of smaller planetesimals inwards (towards
the Sun) by the giant planets resulted in angular momentum being transferred which
caused the three outer planets, Saturn, Neptune and Uranus, to migrate outwards.
In contrast, when planetesimals interacted with Jupiter they were sent into highly
elliptical orbits or even ejected from the Solar System which then resulted in Jupiter
migrating inwards.

A period of instability was caused when Jupiter and Saturn crossed their 2:1
mean motion resonance (MMR) - when Saturn would orbit the Sun twice for every

one of Jupiter's orbits. As well as being a likely cause of the so called Late Heavy
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Bombardment of the inner Solar System, this also resulted in Jupiter and Saturn
shifting into their current orbits which in turn propelled Neptune and Uranus into
more distant, eccentric orbits as well as swapping their order. Eventually the orbits
of Uranus and Neptune stabilised through dynamical friction, where the remaining
planetesimals in the disk were accelerated and as a result damped the eccentricity
of the outer planets' orbits.

While the Nice model has done incredibly well to explain the evolution of the
Solar System there is still much which has been left unanswered. The Nice model
Is especially prone to misrepresenting the outer Solar System, failing to predict the
observed population of trans-Neptunian objects (TNOS). In particular there are now
many of these observed objects orbiting further than Neptune with orbits too distant
to have previously interacted with the outer planets, and a possible clustering of
objects in their arguments of perihelia and longitude of ascending node cannot be
explained.

Even with various modi cations to the Nice model and experiments which
have tried to more accurately replicate the population of the observed Solar System
(Nesvorry & Morbidelli, 2012), questions remain over the origins of the observed
populations of the minor bodies of the Solar System. By observing more of these
objects and learning more about the various populations we hope to discover more
about their formation in the protoplanetary disk and what processes in their evolu-

tion have led to their current situations in the Solar System.

1.1.2 The Kuiper Belt

The Kuiper belt is the region of the Solar System past Neptune's orbit at around
30 AU where many minor bodies can be found. First theorised to exist following
the discovery of Pluto, it was Edgeworth who began to try to quantify the number
of planetesimals contained in the belt (Edgeworth, 1943) rather than Kuiper (who
later suggested that a belt likely existed in the early Solar System but would have
been cleared by Pluto which he believed to be far more massive) (Kuiper, 1951). It
took almost half a century before telescopes became powerful enough to begin to

discover more objects and con rm the existence of the belt.
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Similar to the asteroid belt, the Kuiper belt (or Edgeworth-Kuiper belt) is
mainly formed of small planetesimals which remained after the Solar System
formed, however, it is far larger and about 10@nore massive (Krasinsky et al.,
2002, Pitjeva & Pitjev, 2018). The objects contained in the Kuiper belt also differ
greatly in composition to those found in the asteroid belt, with most Kuiper belt
objects (KBOs) being predominantly made of frozen volatiles (ice) rather than the
rock and metal of asteroids.

As it is not possible to know the exact conditions during the formation of the
Solar System, the KBOs act as fossils, preserving information and allowing us to
probe earlier and learn more about the formation and evolution of the Solar Sys-
tem. Through studying the outer Solar System we can understand more about the
dynamical processes that have led to what we observe now, and similarly learn how

other extrasolar systems may have developed.

1.1.3 Trans-Neptunian Objects

A trans-Neptunian object (TNO) is de ned as being any astronomical object in the
Solar System that is orbiting the Sun at a distance greater than that of Neptune's
average orbital distance of 30 AU. The rst, and most famous, TNO discovered
was the dwarf planet Pluto which was observed by Clyde William Tombaugh at
the Lowell Observatory in 1930 (Tombaugh, 1946). For almost half a century Pluto
remained the only known TNO, and it wasn't until 1978 that Charon (Pluto's largest
satellite) was discovered (Christy & Harrington, 1978).

It took a further decade before additional TNOs began to be identi ed and
it wasn't until the 21st century when the number of TNO discoveries reached the
milestone of 100. Recently, helped by wide eld telescopic surveys such as the Dark
Energy Survey (DES) (DES Collaboration, 2016), the Panoramic Survey Telescope
and Rapid Response System (Pan-STARRS) (Kaiser et al., 2002), and the Outer So-
lar System Origins Survey (OSSOS) (Bannister et al., 2018), the number of known
TNOs has been rapidly increasing and as of 2021 there have been around 3500
TNOs discovered.

There is plenty of motivation for continuing to search for additional TNOs;
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Figure 1.1: A histogram showing the distribution of TNOs discovered by year, with data
provided by the International Astronomical Union's Minor Planet Center. The
spike in detections from 2013-2015 was the result of observational runs of sur-
veys such as DES, Pan-STARRS, and OSSOS.

in particular the orbital distribution of TNOs give a direct constraint on Neptune's
evolution and migration. There have been many different models for how Neptune
may have migrated (Ida et al., 2000, Tsiganis et al., 2005), however, it is still uncer-
tain exactly what processes occurred. Objects in MMRs with Neptune provide the
best evidence of whether Neptune's migration was “jumpy' (Nesv&okrouh-
licky, 2016), or 'smooth' (Nesvoy 2015) as the number of TNOs found in each
MMR depend on the model of migration. There have also been studies showing how
some objects which were initially thought to have been scattered by Neptune could
actually be in higher order MMRs (Hahn & Malhotra, 2005). This indicates that
Neptune could have in fact migrated through a Kuiper belt which already contained
objects with highly eccentric orbits.

With the discovery of more and more TNOSs, various subclasses have emerged

as a way of differentiating between the different populations based on their shared
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Figure 1.2: Figure showing the orbital elements, adapted from the image fountthat
/lcommons.wikimedia.org/wiki/File:Orbitl.svg

orbital characteristics. The orbits of Solar System bodies can be described by the
following six parameters which are also shown in gure 1.2. The semi-majoraxis,
and eccentricityg, which describe the size and shape of the orbit. The inclination,

i, gives the tilt of the orbit relative to the ecliptic plane (the average plane of the
Solar System), and along with the longitude of ascending ndfland argument of
perihelion,w, describes the full orientation of the system. Finally, the true anomaly,

n, is an angle that describes the position of the object along its orbit.

The true anomaly can also be related to two other angles: the mean anomaly,
M, and the eccentric anomaly, which help to describe the orbit and are shown in
gure 1.3. The mean anomaly represents the angle from perihelion of a ctitious

body moving with a perfectly circular orbit, and hence constant speed, with the
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same period as the actual body in its real, elliptical orbit. This is particularly useful
for describing orbits as if the mean anomaly is known at any given moment, it can
then be calculated for any other epoch. The mean anomaly can be calculated from

the eccentricity and eccentric anomaly using Kepler's equation:

M= E esin(E); (1.1

which makes the eccentric anomaly a necessary prerequisite. The eccentric anomaly
is de ned as the angle between the perihelion, the centre of the elliptical orbit, and
a ctitious point on the auxiliary circle encompassing the ellipse and perpendicular
to the orbiting body. This allows it to be written in terms of the eccentricity and the

true anomaly as

e+ cogqn)

E=cos {(——=L
S (1+ ecogn)

): (1.2)

There are also additional parameters which can be helpful when discussing

TNOs such as the longitude of periheliam, given by

w= W+ w; (1.3)

which is simply the sum of the longitude of ascending node and argument of perihe-
lion and gives the orientation of the direction of perihelion. The perihelion distance,
g, is another useful measure and can be easily obtained following Kepler's rst law

which allows g to be written in terms of the semi-major axis and eccentricity:

g=a(l e): (1.4)

This distance is regularly used to describe TNOs as while the semi-major axis
can be very large, if the TNOs also have highly eccentric orbits, g can be very close
to Neptune's orbital distance and so it can be used to help quickly identify how close
their approach is.

TNOs are generally grouped into the following subcategories. Kuiper belt ob-

jects (KBOSs), as previously mentioned, include all objects within the Kuiper belt.
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Figure 1.3: Figure showing the three anomalies used to describe orbits. The true anomaly,
n, gives the angle which describes where an object, O, is in its orbit (red)
about the Sun, S. The mean anomaly,gives the angle from perihelion of a
ctitious object, O', moving in a circular orbit (yellow) with the same period
as the original object (here the circular and elliptical orbits are not to scale).
Finally, the eccentric anomalf, is shown to be de ned as the angle between
the Sun, the centre of the ellipse, C, and a ctitious point, P', on an auxiliary
circle (green) perpendicular to the object.

These KBOs are often further classed as being either resonant TNOs, or classical
KBOs. Resonant TNOs have orbital periods of an integer ratio to that of Neptune
and include the group of “plutinos’ which share a 2:3 MMR with Neptune and are
named after Pluto as the largest member. Classical KBOs instead have no resonance

with Neptune and as such have less eccentric orbits and move on near circular orbits.

Scattered disk objects (SDOs) are another major group of TNOs which are
classi ed by having highly eccentric, inclined orbits (Gomes et al., 2008). Unlike
KBOs, SDOs are at risk of being disrupted by Neptune as their perihelia distances

can be close to Neptune at around 30 AU. Indeed there have been investigations into
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whether the centaurs (minor bodies orbiting between the orbits of the giant planets)
could in fact be SDOs which were forced further into the Solar System through
interactions with Neptune (Horner et al., 2003).

"Extreme-TNOs' (ETNOs) are another way of separating the most distant
TNOs, including any objects which have a semi-major a@s150 AU, and a peri-
helion distance > 30 AU. As such they have a large overlap with SDOs, however,
ETNOs also include detached objects which have larger perihelia distances and as
such are unaffected by the gravitational forces from the giant planets. Finally, the
most distant group of objects are the Sednoids, of which there are currently only
three observed, with> 50 AU keeping them completely outside of the Kuiper belt
throughout their orbits (Sheppard et al., 2019).

1.1.4 Planet9

Astronomers have been obsessed with searching for additional planets ever since
the rst planets were observed, and this zeal was only emphasised with the predic-
tion and observation of Neptune due to perturbations in Uranus' orbit (Le Verrier,
1839, Adams, 1846, Galle, 1846). Many thought it would be possible to use the
same technique of examining the perturbations seen in Neptune's orbit to discover
additional planets (that would cause the perturbations through gravitational effects).
Although Pluto was eventually discovered, it was only coincidental and not through
any gravitational effects. Indeed, we now know that Pluto is so small that it can only
be considered a minor planet, having not cleared its orbit and being one of many
objects in the Kuiper belt.

While discovering any further large planets in the Solar System seemed un-
likely, the recent detection of many TNOs has resulted in a renewed excitement in
searching for a "Planet 9'. This revived effort was caused by an observed grouping
of orbital parameters in some ETNOs, shown in gure 1.4, which was rst described
by Trujillo & Sheppard (2014) with their detection of the TNO 2V 3. It was
noted that the ETNOs seemed to group in arguments of periheliawvithQ , and
this could be caused by interactions with a large, distant planet. The similarity in or-

bital elements could be caused by the Kozai mechanism (or the Lidov-Kozai effect)
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(Kozai, 1962, Lidov, 1961).

In the Kozai mechanism the TNOs act as a test particle, with negligible mass
compared with the primary object - the Sun, and the more distant perturbing body
- Planet 9. They would then have a conserved component of orbital angular mo-
mentum parallel to that of the Sun’'s and Planet 9's angular momentum. As the
conserved angular momentuln,can be expressed in terms of the eccentricity and

inclination as

P—
L= 1 e?coqi)= constant (1.5)

an exchange between the eccentricity and inclination results in an oscillating argu-
ment of perihelia of the objects about a value of eitlver 0 orw = 180 .

However, this couldn't explain the observed orbits of all ETNOs, and a lack
of objects withw = 180 resulted in alternative explanations being presented (de
la Fuente Marcos & de la Fuente Marcos, 2014). It was Batygin & Brown (2016a)
who rst suggested that a Planet 9 could also cause similarities in the longitude of
ascending noday, through secular effects which could also then account for other
highly inclined TNOs (Batygin & Morbidelli, 2017).

Despite the suggestions of how Planet 9 could help explain the observed TNO
population as well as other properties such as the solar obliquity (Bailey et al., 2016)
and the tilt of the invariable plane of the planets (Gomes et al., 2016), there is still no
consensus on whether a planet is likely to exist at all. Instead, it has been suggested
that the grouping of TNOs could be due to an observational bias (Bernardinelli et al.,
2020a), and more observations are required to be able to suf ciently determine the
signi cance of the observed grouping (Sheppard et al., 2019).

The Planet 9 hypothesis provided additional motivation for the work completed
in chapter 2, where | implemented various machine learning algorithms to demon-
strate how we could improve the ef ciency of searching for TNOs and the hypo-
thetical planet in DES (which, as described in section 1.3.2, is perfectly placed to
detect these distant objects), with the possibility of discovering new objects to either

strengthen the hypothesis or disprove it.
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Figure 1.4: Figure showing the orbits of the initial ETNOs (including 2013RF
discovered by DES) which showed a clear grouping in their or-
bital parameters that was used to predict the existence of a "Planet
9'. Image fromhttps://en.wikipedia.org/wiki/File:Planet_
Nine_-_black_background.png
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Figure 1.5: Figure showing the updated orbits of the additionally discovered ETNOs where
a grouping in the longitude of ascending node is still visible, but less well
de ned. Image fromhttps://en.wikipedia.org/wiki/Planet_
Nine#/media/File:Planet_nine-etnos_now-new3.png
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1.2 Cosmology

There have been many theories over the years trying to explain the universe we ob-
serve. This area of study, investigating the origin and evolution of the universe is
the eld of cosmology, and is one of the broadest areas of science. Here, | focus
only on the area of physical cosmology relating to redshifts. The redshift is one
of the most important properties in physical cosmology, describing the change in
the wavelength of observed electromagnetic radiation, and is used in many different
analyses. In this section | rst give a very brief background about some of the main
probes of cosmology: the cosmic microwave background, standard candles, large
scale structure, and weak lensing, all of which provide motivation for nding red-
shifts, before | then describe the redshifts themselves and the methods for obtaining

them.

1.2.1 Cosmological probes

1.2.1.1 Cosmic Microwave Background

The cosmic microwave background (CMB) discovered by Penzias & Wilson (1965)
has been one of the most powerful probes for cosmology and gave direct evidence
for the hot Big Bang model (Dicke et al., 1965). In the early universe, photons
were tightly coupled to baryons; it was only as the universe expanded and cooled
that the temperature dropped below a critical level and allowed neutral hydrogen
to form during a period of recombination. This decoupled the photons which were
no longer scattered by the free electrons, allowing them to travel freely through the

universe and giving rise to the CMB observed today.

While the CMB is incredibly uniform, with a black body spectrum at tempera-
ture, T 2:7255 K (Fixsen, 2009), the anisotropies provide key information about
the conditions at recombination. By measuring these tiny anisotropies we can there-
fore learn a huge amount about various cosmological parameters. The latest data
release from the Planck satellite (Planck Collaboration, 2020) provides the most
detailed results to date about the CMB's angular power spectra and their measure-

ments have shown consistency with the standa2®M model of cosmology.
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1.2.1.2 Standard Candles

Standard candles are astronomical objects for which the intrinsic luminosity is
known. By measuring the observed luminosity one can then estimate the distance to
the object. The rst standard candles used were cepheid variables (Leavitt, 1908).
These stars have oscillating luminosities which are directly correlated to the star's
pulsation period. This allows astonomers to determine the intrinsic luminosity of
the cepheid simply by measuring its pulsation period and hence nd the distance
to the cepheid. However, even with the latest telescopes, these objects can only be
resolved for relatively close galaxies in the local universe, and for greater distances

different candles are required.

Type la supernovae are supernovae thought to be caused by white dwarfs cap-
turing material from a companion star. As the white dwarf accumulates enough
matter for carbon fusion to occur, a runaway reaction results in the star going su-
pernova. As the process is virtually the same in all type la supernovae, they have an
observed peak luminosity that can then be related to the luminosity-distance (Be-
toule et al., 2014). Although this requires corrections in the shape of the light-curve
and colour (lending them the name “standardisable candles' rather than being a per-
fect standard candle), it still allows them to be used to infer distances to their host

galaxies and makes them an invaluable rung on the cosmic distance ladder.

The distance ladder joins the different measurements of distances and allows
for their calibration, connecting local geometric measurements (from parallax) to
the more distant cepheid variables and type la suprnovae. The analysis of type la
supernovae also famously led to the discovery of the acceleration of the expansion
of the universe by Riess et al. (1998) and Perimutter et al. (1999) which was awarded

the Nobel prize in physics in 2011.

Finally, the detection of gravitational waves at the Laser Interferometer
Gravitational-Wave Observatory (LIGO) (Abbott et al., 2016) has led to an ex-
tension of the distance ladder. The gravitational waves provide a new method to
directly measure the luminosity distance from “standard sirens’, binary mergers of

neutron stars or black holes (Schutz, 1986, Holz & Hughes, 2005). Binary neutron
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star mergers, such as the event GW170817, have optical counterparts lending them
the name "bright sirens’ and can be used to determine the exact host galaxy (Abbott
et al., 2017). Black hole mergers with no optical counterpart are instead labelled as

“dark sirens'.

With a distance measured, the distance-redshift relation can then be used to
infer cosmological parameters. This provides a great deal of motivation to measure
accurate redshifts. For supernovae and bright sirens the host galaxies can be iden-
ti ed and the redshifts can be more easily obtained, however, it is also possible to
use dark sirens as with a suf cient catalog of potential host galaxies the redshift

distribution can be used instead (Soares-Santos et al., 2019).

1.2.1.3 Large Scale Structure

Large scale structure (LSS) refers to the structure of matter and galaxies in the uni-
verse on very large scales (from Mpc to Gpc). The observed distribution of galaxies
in the universe is a natural probe of the universe's matter distribution, and the red-
shifts of galaxies are required to map this distribution in three-dimensions. How-
ever, while the distribution of galaxies does trace the underlying matter distribution,

it acts as a biased tracer of dark matter, not a direct measurement. Despite this, the
observations of LSS allow for many cosmological measurements including redshift
space distortions (RSD) and baryon acoustic oscillations (BAO).

Redshift space distortions arise due to a Doppler shift caused by the peculiar
velocities of galaxies. Two distinct effects have been observed. The rst, known as
the 'Fingers of God' effect, is the result of the random motions of galaxies in clusters
and acts to elongate the redshift distribution (Jackson, 1972). The second, called
the Kaiser effect, is caused by the infall of galaxies in an assembling cluster which
instead acts to atten the structure (Kaiser, 1987). As well as probing the structure
and underlying matter distribution, measuring these effects in redshift surveys is
also vital as the RSD distort the measured redshifts of galaxies and therefore change
the inferred distances.

Baryon acoustic oscillations are periodic uctuations of the baryonic matter

density resulting from the conditions in the early universe. Prior to the period of re-
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combination, when photons were still coupled to the baryonic matter, overdensities
attracted matter gravitationally which resulted in an outward pressure due to Thom-
son scattering. These opposite forces created oscillating waves in the primordial
plasma, until the universe cooled suf ciently for the decoupling of photons from
the baryonic matter. This stopped the waves from propagating and caused the shells
of baryons to be “frozen' in place, with the maximum distance travelled of around
150 Mpc called the sound horizon.

As the matter in shells goes on to form galaxies, one therefore expects
more galaxies to form with a separation distance equal to that of the sound hori-
zon. This signal was detected by both the Sloan Digital Sky Survey (SDSS)
(Eisenstein et al., 2005) and the Two-degree-Field Galaxy Redshift Survey (2dF)
(Cole et al., 2005). Furthermore, the BAO can act as a standard ruler' allowing
for a comparison of the sound horizon today, to that at the period of recombination
(by observing the CMB). This allows it to provide a method independent to that of

supernovae to measure the acceleration of the expansion of the universe.

1.2.1.4 Weak Lensing

Gravitational lensing has been a known effect since introduced by Einstein (1936).
The effect of gravity of a mass in the line of sight of observation can distort images
of background objects, with deep gravitational potential wells caused by objects
such as galaxy clusters resulting in “strong lensing', and more subtle effects caused
by moderate perturbations resulting in “weak lensing' (Bartelmann & Schneider,
2001). Weak lensing can then be used to measure the intervening matter, and un-
like the distribution of galaxies in the universe which act as a trace of the matter
distribution, weak lensing gives a direct measurement. However, one of the main
prerequisites for weak lensing analyses is the redshift distribution of the galaxies
whose light is being distorted, and hence one requires very accurate redshifts.

Uncertainties in the photometric redshifts of galaxies used in weak lensing
analyses therefore have a great impact on the accuracies of the inferred cosmolog-
ical parameters (Ma et al., 2006). More speci cally, a positive ploibias results

in a lower weak lensing signal due to underestimating the surface mass density;
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however, the effect of the bias is more complex, not only being in its mean, but also
being a function of the redshift. Typically the phatdvias will be opposite for low

and high redshift galaxies which can result in a smaller (or zero) mean bias, and
while the biases may cancel out, their effects on the lensing signal does not. Sim-
ilarly, the other major metrics of photomethods (the scatter and outlier fraction)
may indicate a calibration bias, however, they are not suf cient to determine the
ef cacy of the photoz measurements for lensing and custom metrics may be more

optimised (Mandelbaum et al., 2008).

1.2.2 Redshifts

A redshift is de ned as an increase in wavelength, or decrease in frequency and
energy, of electromagnetic radiation. The redshiftcan be written as the ratio

between the relative change in wavelengths:

2= 1o le Dl—; (1.6)
l e

l'e
wherel 4 is the observed, redshifted wavelength &ads the emitted wavelength.
The scale factorg, is another commonly used term in cosmology which de-
scribes how distances between points in the universe change as the universe expands
and by de nition has a value equal to one today. It can then be used to relate the

emitted wavelength to the observed wavelength as

le= al o (1.7)

which allows us to write the relation between the redshift and the scale factor,

1
= — 1.8
a= 1.5 (1.8)

This suggests that redshift can be used as an alternative way of quantifying
the relative size of the universe. As an example atl, equation 1.8 shows that
a= % so the universe would have been half its current size. As the scale factor by

de nition is also linked to time, the redshift can then also be used to describe when



1.2. Cosmology 49

events happened.
Locally, forz<< 1, the redshift of galaxies can be equated to the Doppler shift
caused by the galaxies' recession velocities. The relativistic Doppler effect can also

be written as

1+ ¥
= == (1.9)
e 1 V_g
C

o

wherev is the velocity of the emitting source which is moving away from the ob-
server, ana is the speed of light. As the motion of the source is generally much
less than the speed of light, withx< c, equation 1.9 can be approximated to

I

\
— 1+ - 1.10
| ” (1.10)

(o]

which allows the redshift to be written as

\
= 111
z - (111)

1.2.3 Spectroscopic Redshifts

The redshift is a directly observable quantity as it is possible to measure the ob-
served wavelength of light through spectroscopy, and by comparing this to the
wavelength of light at which it was known to be emitted, the redshift can be ob-
tained using equation 1.6. The process of spectroscopy is much the same as when
Newton rst used a prism to demonstrate that sunlight was in fact a "spectrum' of
light which when passed through the prism produced a rainbow (Newton, 1672).

Modern spectrographs use ber-optic cables with many bres to pass light
through a slit. The light is split using dichroics before being spread with a volume
phase holographic (VPH) grating and imaged using high resolution cameras. This
allows for the spectra to be measured with very high precision, and by comparing
features of the redshifted spectra with known rest-frame spectra taken of various
atoms and molecules on Earth, the redshift can be calculated.

Many surveys were designed to perform spectroscopy with the aim of obtain-
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ing spectroscopic redshifts of galaxies including the Baryon Oscillation Spectro-
scopic Survey (BOSS) (Dawson et al., 2012) and extended-BOSS (eBOSS) (Daw-
son et al., 2016). New surveys such as the Dark Energy Spectroscopic Instrument
(DESI) (Martini et al., 2018) and the Roman space telescope (Spergel et al., 2015)
aim to obtain millions more spectroscopic redshifts. However, wide eld photo-
metric surveys such as DES have observed hundreds of millions of galaxies (DES
Collaboration, 2005), and with even larger suveys such as the Vera C Rubin Ob-
servatory's Legacy Survey of Space and Time (LSST) aiming to observe billions of
galaxies (Tyson et al., 2003), it is simply not feasible to perform spectroscopy for

every galaxy.

1.2.4 Photometric Redshift Estimation

Instead of performing spectroscopy, it is possible to estimate the redshift of galaxies
by using photometry. The different wavelength bands of the lters used to image
the galaxies can be thought of as a very sparse spectra which can then be used to
obtain photometric redshift (phot)-estimates. There are two methods widely used

in photoz estimation: template tting (Benitez, 2000, Bolzonella et al., 2000), and
machine learning (Collister & Lahav, 2004, Abdalla et al., 2011).

1.2.4.1 Template Fitting

Template tting is the process of using a set of prede ned galaxy spectra (the tem-
plates) and tting the photometry of the galaxy to the templates, where the ghoto-
is then inferred from nding the best tting template. It was rst implemented by
Puschell et al. (1982) who obtained phatestimates of faint radio galaxies using
spectral energy distribution (SED) templates. The method was quickly improved
by Loh & Spillar (1986) who were able to obtain phat@stimates for thousands
of galaxies and adapted the method into the template tting used to this day.

The method can be visualised using gure 1.6, taken from the original Loh &
Spillar (1986) paper. It shows the SED template, in this case an elliptical galaxy
template from Bruzual et al. (1983), and how the ux of the galaxy is expected to

change at varying redshifts. The measured ux of a different galaxy is shown as
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Figure 1.6: Figure showing the process of template tting taken from Loh & Spillar (1986).
The SED template of an elliptical galaxy shows how the ux is expected to
change at varying labelled redshifts. The measured ux of the observed galaxy
is shown as open circles and by matching it to the template, in this case close
to thez= 0:4 line, one can obtain the phomestimate.

open circles and acts as an approximate measure of the underlying SED. As they
are seen to lie close to the lineat 0:4, it resulted in a phota-estimate ofz =

0:398 0:018 for this galaxy (which had a spectroscopic redshifisgé.= 0:390).
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Template tting is a very intuitive model and more recent implementations
have been able to incorporate physical information such as dust extinction, however,
including these physical constraints also requires very careful calibration as well as

an accurate model (Benitez, 2000).

1.2.4.2 Machine Learning

Machine learning has become the leading empirical method of phestimation

since Firth etal. (2003) rst used neural networks to obtain ple#stimates. There

are many different supervised machine learning algorithms which can be applied to
the problem of obtaining photbestimates (and | describe the most commonly used
algorithms in section 1.4), but all of them follow the same principle. The algorithms
require a large, representative training set, with the “true' values of the redshift (in
this case the spectroscopic redshift) already labelled. They then learn to create a
mapping from selected input features of the data to the output redshift.

For traditional machine learning algorithms, such as Decision Trees, Random
Forests, ok-Nearest Neighbours, the features are obtained from photometry, where
the predominant features are the magnitudes measured using different Iters which
can also be combined into colours. However, deep learning methods which are
increasingly being used take the image itself as the input, where the pixel values
are akin to features (Hoyle, 2016). Exploring these methods forms the basis of
chapter 3 where | use different traditional machine learning methods to demonstrate
the merits of benchmarking applied to phatestimation, as well as chapter 4 where
| use deep learning methods to obtain phot&stimates directly from image data.

There are many bene ts to using machine learning, but in general they are able
to produce better overall photoestimates when compared with template tting
methods (Hildebrandt et al., 2010). When plotting the phrdgainst spectroscopic
redshift, machine learning methods usually produce plots with less scatter and a
smaller outlier fraction, however, template tting methods do perform better at the
extremes, with better estimates near the upper and lower redshift limits (Abdalla
etal., 2011).

Although machine learning methods can outperform template tting methods,
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Table 1.1: List of popular template tting and machine learning phatoedes.

Code Authors Type

BPZ Benitez (2000) Template Fitting
hyperz Bolzonella et al. (2000) Template Fitting
ANNz Collister & Lahav (2004) Machine Learning
Le Phare Arnouts et al. (1999), llbert et al. (2006) Template Fitting
ZEBRA  Feldmann et al. (2006) Template Fitting
EAZY Brammer et al. (2008) Template Fitting
ArborZ Gerdes et al. (2010) Machine Learning
TPZ Carrasco Kind & Brunner (2013) Machine Learning
SkyNet Graff et al. (2014) Machine Learning
ANNz2 Sadeh et al. (2016) Machine Learning
GPz Almosallam et al. (2016) Machine Learning
Delight Leistedt & Hogg (2017) Hybrid

Metaphor Cavuoti et al. (2016) Machine Learning
CMNN Graham et al. (2018) Machine Learning

they are limited by the training set. As the training set must be representative,
machine learning models cannot be easily extrapolated, and as most galaxies with
spectroscopic redshifts measured are brighter and at lower redshifts, the machine
learning methods often struggle at higher redshift. Template tting pa@stima-

tion is also limited by the templates available and it is assumed that the templates
are well calibrated and representative. They are also less exible when it comes
to adding additional information, whereas machine learning models can easily ac-
cept additional features. However, when the number of features is signi cantly
increased, the algorithms become more prone to over tting. As such it could be
bene cial to use template tting and machine learning methods together (Leistedt
& Hogg, 2017).

As machine learning has become more widely used for the problem of pho-
tometric redshift estimation, there have been many different codes created for the
purpose of producing accurate phatestimates. Table 1.1 lists some of the most
widely used codes including both machine learning and template tting methods,
and the comparisons conducted by Abdalla et al. (201dn¢Bez et al. (2014), and

Schmidt et al. (2020) provide an overview of the current prmemndscape.
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1.3 Sky Surveys

Sky surveys have the general purpose of building a catalog of astronomical objects
which can then be used for many different analyses. The rst attempt of creating a
survey was the Astrographic Chart (Turner, 1912) which used observatories around
the world to map the stars. Beginning towards the end of th& déntury, the
positions of around 5 million stars were measured over several decades to create the
largest catalog of the time. However, it wasn't until the rst space mission designed
speci cally for astrometry, Hipparcos, when the measurements of the Astrographic
Chart were most useful to derive the proper motions for all 2.5 million stars in the

Tycho-2 catalog (Urban & Corbin, 1998).

In this thesis | worked with data from two different surveys. In chapter 2 | used
Dark Energy Survey (DES) data to help aid the search for TNOs, and in chapters 3
and 4 | used Sloan Digital Sky Survey (SDSS) data to obtain phetiimates for
over a million galaxies; where chapter 3 used magnitude features to benchmark
different classical machine learning algorithms and chapter 4 used deep learning

methods directly with image data.

Galaxy surveys such as SDSS and DES have the aim to measure as many galax-
ies as possible to calculate the cosmological parameters and allow for the large scale
structure of the universe to be observed. Table 1.2 compares different galaxy sur-
veys as well as surveys which are planned for the future. As can be seen from this
table, the number of objects has rapidly increased from the rst galaxy survey, the
CfA Redshift Survey, which measured the spectra of galaxies one-by-one to obtain
a catalog of around 18000 objects (Huchra et al., 1983). The 2dF Galaxy Redsh t
Survey was able to use 400 optical bres to measure 400 spectra simultaneously
and obtained around a quarter of a million spectra (Colless et al., 2001), and SDSS
similarly used 640 bres originally (and has since upgraded to 1000 bres) to ob-
tain spectra for over 2 million galaxies (Alam et al., 2015). Furthermore, the Dark
Energy Spectroscopic Instrument (DESI) has 5000 bres to allow for millions more

galaxy spectra to be collected (Martini et al., 2018).

However, despite this increase in the capability to measure galaxy spectra, the
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Table 1.2: A table comparing different galaxy surveys which have been completed or
planned, with notes on the number of total objects (including stars) observed
and whether they are spectroscopic surveys, photometric surveys, or both.

Survey Dates of Observations| Number of Ob- | Notes
jects Observed
(or Planned)
CfA Redshift Survey 1977 - 1982 (CfAl), 0.018 M All with spectra
1985 - 1995 (CfA2)
2dF Galaxy Redshift Survey| 1997 - 2002 0.4 M Including around 0.25 M
galaxy spectra
Sloan Digital Sky Survey 2000 - 500 M Inluding over 2 M galaxy|
(SDSS) spectra.
Dark Energy Survey 2013 - 2019 700 M Only photometry
(DES)
Dark Energy Spectroscopic2019 - 40M All with spectra
Intrument (DESI)
Vera C Rubin Observatory's 2022 - 2000 M Only photometry
LSST
Euclid 2022 - 1000 M Will include 50 M galaxy
spectra
Roman (previously WFIRST) 2025 - 1000 M Will include photometry

and spectra

next generation of surveys such as the Vera C Rubin Observatory's Legacy Survey

of Space and Time (LSST) (Tyson et al., 2003), and the Euclid (Laureijs etal., 2011)

and Roman (Spergel et al., 2015) space telescopes will observe billions of galaxies.

As such spectroscopy cannot be relied on as the sole source of redshifts, and instead

photometric redshifts will continue to be an area of great importance.

1.3.1 The Sloan Digital Sky Survey

SDSS (York et al., 2000) is one of the largest sky surveys with publicly available

data. With a dedicated2 m telescope located in the Sacramento mountains, New

Mexico, at the Apache Point Observatory (Gunn et al., 2006) SDSS has observed

over 200 million galaxies to date (Ahumada et al., 2020). As well as performing

photometry for 200 million galaxies, the spectroscopic surveys completed as part of

SDSS, the Baryon Oscillation Spectroscopic Survey (BOSS) (Dawson et al., 2012)
and extended-BOSS (eBOSS) (Dawson et al., 2016) have measured around 2 mil-

lion galaxy spectra in the area of the sky shown in gure 1.7.
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Figure 1.7: Figure showing the SDSS-DR16 eBOSS coverage in equatorial coordinates
which was originally shown in the DR16 paper by Ahumada et al. (2020).

For the work completed in chapter 3 | downloaded the photometric magnitudes
and spectroscopic redshifts of 1639348 galaxies. Using the ve magnitudes from
the ve different optical lters (u, g, r, i, and z) as features, it was possible to
obtain photoz estimates which were then compared to the spectroscopic redshift to
determine the performance of different machine learning algorithms. In chapter 4
| downloaded images for 1059678 galaxies (also in all ve lters), as well as their
corresponding magnitudes and spectroscopic redshifts. These images were then

used to create a novel deep learning method for phetstimation.

1.3.2 The Dark Energy Survey

DES (DES Collaboration, 2005) is a wide eld optical to near infrared survey which
over the course of six years imaged 5000 square degrees of the southern sky, as
shown in gure 1.8. Using the Dark Energy Camera (DECam) (Flaugher et al.,
2015) on the 4 m Blanco telescope at the Cerro Tololo Inter-American Observatory
(CTIO), Chile, DES observed hundreds of millions of galaxies with the primary
goal of better constraining the dark energy equation of state (DES Collaboration,
2016).

While DES was designed as a cosmological survey, its repeat observations
over a wide area of the sky made it an excellent source of data for studying So-
lar System objects as well (DES Collaboration, 2016). Indeed, DES and DECam

have been used to discover many minor planets (Trujillo & Sheppard, 2014, Gerdes
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Figure 1.8: Figure of the DES survey area in celestial coordinates with the 5000 square
degree footprint shown in red, taken from Abbott et al. (2018). The circles
show supernova elds, and the plane of the Milky Way is given as the solid

line.

et al., 2017), and in chapter 2 | use machine learning to show how the ef ciency of

searching for TNOs in DES data can be improved.
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1.4 Machine Learning

Machine learning (ML) can be described as the general method of using computer
programs which learn from example datasets how best to perform various tasks
without explicit programming. This makes it an example of arti cial intelligence
(Al) which is generally thought of as being the broader topic, covering any in-
telligent, arti cial system. While many tasks and analyses can be completed by
programming algorithms with the exact steps required, and can still be deemed
Al where an intelligent system is made by encoding domain knowledge, there are
increasing areas where it can be too complex (or indeed impossible) to manually
code an algorithm. Instead, effective algorithms can be made by implementing ML,
where the ML algorithms are ne-tuned to each problem through the datasets used

and the optimisation process.

The rst recorded use of ML came from Samuel (1959) who used a neural
network to learn how to play checkers better than a human. Initially the eld of
ML was seen as a useful form of pattern recognition and was deeply connected to
the hopes of creating more powerful Al. It wasn't until later in thé"2@entury
when ML methods began to thrive having shifted away from the goal of creating
an Al and instead moved towards applying the methods to problems across many
different disciplines. Now, ML is used for almost any problem, with the largest
areas including clustering for pattern recognition (Jain et al., 2000), classi cations
(Storrie-Lombardi et al., 1992), anomaly detection (Chandola et al., 2009), and re-

gression analyses (Pasquet et al., 2019).

There are four main categories of ML which are dependent on how the algo-
rithm learns and the data used as an input. The rst is supervised learning which
uses a labelled dataset where the desired output is already known. The algorithms
then learn how to map features of the input data to the known output. Second is
unsupervised learning which doesn't have labelled data. Instead, it learns to nd
structure and recognise patterns in the input data, and in some cases when com-
bined with supervised methods in the third method of “semi-supervised' learning,

the combination of labelled data with additional unlabelled examples can result in
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an improved nal model. Finally, there is reinforcement learning which uses algo-
rithms that attempt to perform a task, and by providing feedback to the algorithms
(rewarding when correct and penalising when wrong), they learn to maximise the
rewards and thus improve accuracy.

In this thesis | describe in detail the supervised ML algorithms most commonly
used in research, and which | applied to problems addressed in the following three
chapters of classifying possible TNOs and providing effective phastimates.

As | was implementing ML for both classi cation and regression problems, the

methods below discuss both with any differences highlighted.

1.4.1 Supervised Machine Learning Methods

1.4.1.1 Linear methods

Possibly the most simple example of a ML algorithm, linear regression aims to t
a linear model to the input data. This is done by making the target output a linear

combination of the input features as described by

J(W,X) = Wo+ WiXq + o2+ WXn: (1.12)

For the targey,”and features;, the coef cients,w;, are set which aim to minimise
the squared residuals between the observations and the predictions akin to least
squares regression. This means the loss function is sif§iplyx) y)? and the

objective which is minimised is just the average forMamples:

Z| =

a iwx )z (1.13)
i=1::N

The squared residuals are chosen as the loss function rather than the absolute
values to be able to have a smooth derivative. This is important for nding the opti-
mal values for the coef cients which require a closed form solution for the deriva-
tive, and by setting the gradient O, the solution to the system of equations will
then give the best values of. An additional bene t to using the squared residuals
is that it emphasises the differences between predictions and true values.

For classi cation rather than regression, despite its name, logistic regression is
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used. The misleading name comes from the fact that it uses the logistic function,

f(x) = 1+1e T (1.14)

As during classi cation there are only a set number of possible targetsid
in the case of binary classi cation only two possibilities, O (for a negative result) or
1 (for a positive result), the logistic function is used as it has a codomain of
(0, 1). This is useful as when the model returns a value closer to 0, it classi es as
being negative, and similarly if the model returns a value closer to 1, it classi es as
positive.

Using the logistic function, the equation for the predictions becomes

1

1+ e (Wo+ WiXg+ i+ WyXn)

(1.15)

Yowx) =

However, instead of attempting to minimise the loss function (the mean squared
error (MSE)), in logistic regression the likelihood function is maximised. A like-
lihood function de nes the probability of observing an example according to the
model. This means that for a labelled examdey;) in the training data, applying

the model will give an output @ p< 1. For a positive clasg, the likelihood ofy;

being classi ed as positive by the modelps whereas ify; is a negatively classed
example then the likelihood of it being classed negative isdl The likehood

function is given by

L= ON o (1 ) (1.16)
120

But as the logistic function uses exponentials, it is more practical to maximize

the log-likelihood which is given by

N
logL= & ¥iln(Jwx)*+ (1 y)IN(L  Juw): (1.17)
i=1

As there is not a closed form solution to the log-likelihood, a numerical op-

timisation procedure is required. There are many possible “solvers' such as gradi-
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ent descent, but all work by using iterative optimisers which aim to locate a local
minimum of the function. They start at a random point and take steps which are
proportional to the gradient at that point.

In both regression and classi cation the estimates of the coef cients rely on
the assumption that the input data features are independent. If the features are cor-
related the output predictions become very sensitive to any errors present in the
observations, and as the outputs can vary wildly, the resulting model has a large

variance and can be prone to over ttth(Hastie et al., 2009).

1.4.1.2 k-Nearest Neighbours

k-Nearest NeighbourkiN) is an example of an instance-based (nhon-parametric)
ML algorithm. This means that unlike other algorithms which, once trained, are
able to make predictions on new data without using the training &hlfd,retains
all the training data in memory. It does this as to make a prediction for a previously
unseen pointkNN nds a prede ned number of point¥, in the training data that
are closest to the unseen point and returns the majority classi cation (in the case
of a classi cation problem) or average (in the case of a regression problem) as its
prediction (Altman, 1992).

The measure of how close two points are is given by a distance function which
could in theory be any metric measure, but the Euclidean distance is the standard

choice. The Euclidean distance is given by

r—
dxxd= a (x D3 (1.18)
N

i
which is simply the square root of the sum of the squared difference between points
x andx’.

As there are many other measures of distance which could be chosen (such as
Minkowski distance, Chebyshev distance, and Manhattan distance which are also

commonly used), the distance measure is one of the "hyperparameters' of the algo-

IML models are said to be “over tting' when they perform very well during training and testing
but fail to generalise to new datasets. This is a common issue in ML and efforts must be taken during
the optimisation stages to ensure the models will give valid predictions for new data.
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rithm. Hyperparameters are parameters which are set prior to the learning process
in ML and dictate how the algorithms are built. In the caskMN the value fok is
another vital hyperparameter which dictates how many nearest neighbours are used
to make the predictions for new points. | give more details about how hyperparam-

eters are selected during the optimisation stage in section 1.4.3.

Although kNN is a relatively simple model, it has a highly successful track
record and performs very well at various classi cation and regression problems in-
cluding obtaining phota-estimates (Ball et al., 2007). The instance-bald&dl
can often be more successful for problems with complex decision boundaries as
decreasing the value &fmakes the classi cation boundary more distinct and hence
allows for classi cation of highly irregular data. However, by decreasing the value
of k, one risks making the decision boundary too speci c to the training data which
results in over tting. A larger value fok will suppress noise and make the classi -
cation more general, but could also result in the boundary not being distinct enough
(this is displayed in gure 1.9 which gives an example of how changing the value
of k effects the decision boundary). The optimisation process is vital to ensure an

effective model is generated which also generalises well to new data.

1.4.1.3 Naive Bayes

Naive Bayes is a supervised machine learning algorithm that applies Bayes
theorem with the "naive’ assumption that each pair of features is independent
(Hand & Yu, 2001). For the class variabje and a dependent feature veciqr
Bayes theorem can be applied, where maximum a posteriori estimation is used to
obtain an estimate fd?(xjy) andP(y), whereP(y) is simply the relative frequency

of class y in the training set.

Typically, a '‘Gaussian Naive Bayes' algorithm is used where the likelihood is
taken to be Gaussian and the parametgrandsy are estimated using maximum
likelihood estimation. Then, using the probabilities given by

I
(x  m)?

. 1
P(Xijy)= ¢———=exp Tog2 (1.19)
2psy y
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Figure 1.9: Figure taken from Hastie et al. (2009) showing holldearest Neighbours al-
gorithm changes depending on the valu&.dfor smallek values the decision
boundary between the two different classes, shown here in orange and blue, is
seen to be very speci ¢ to the training data, whereas for the higher valke of
the boundary is smoother and more likely to generalise to new data.

Bayes theorem is applied to obtain the nal probability of obtaining the clasgen

the features which gives the classi cation result:

P(yjX)= P(x1jy) P(x2jy) P(xijy) P(y): (1.20)

1.4.1.4 Decision Trees

Decision Trees are another example of non-parametric algorithms which use
branching graphs built from simple decision rules to make predictions. At each
branching node, a feature of the input data is inspected and a basic if-then-else
statement is used to split the data depending on whether the value is above or be-
low a certain threshold (Breiman et al., 1984). After some number of splits set by
the depth of the tree, a leaf node is the reached which gives the nal decision or

prediction.

There are many different decision tree algorithms which change the ways in
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which the trees learn and grow. In this thesis | focus on Iterative Dichotomiser 3
(ID3) which was created by Quinlan (1986) and subsequent models which have be-
come the most widely used. ID3 works by starting with the rst “root' node at the
top of the tree and working down, and at each node it searches for the feature which
results in the largest information gain (the biggest difference) for each split. Mathe-
matically it does this using the following average log-likelihood as the optimisation

criterion

N
S 8 yinfios(x)+ (1 WIn(L  fios(x); (121)
i=1

where there ar8l labelled examples with feature valugsand labely;, andfp3 is
the decision tree.

If we call Sthe set of labelled training data, then for the rst root node which
still contains all the data we ha= f(xi;yi)g}\i 1- The model can then be thought
of as being constant where it would always give the same ougptdr the single

node with

1 o
fids= g a ¥ (1.22)
J (xy)2S

As there are multiple feature$, which make up the feature matrixij,, the
different features are searched at set threshgltis split the seSinto two subsets:
S = f(xy)j(xy) 2 SxD < tg, andS, = f(xy)j(xy) 2 Sx tg. For all possi-
ble combinations ofj;t) the splits of(S ;S;) are evaluated to nd the split which
results in the largest information gain and minimises the entropy. The entfiopy,
measures uncertainty, being highest when all variables have an equal probably and
being minimised when the variables can only have a single value, and forsa set

the entropy has a value

HO= fdanfBs (1 fda)In(l fidy): (1.23)

The entropy of the splitH(S ;S ), is then simply the weighted sum of the

two entropies given by
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g H(S )+ g H(S); (1.24)

and at each stage of ID3, to split the data, the splits are found which minimise the

H(S ;S )=

entropy.

The algorithm ends at leaf nodes where no more splits happen for the following
reasons. First, if all examples in the node are correctly classi ed then there is no
change from splitting the data. Second, if there is no feature which will helpfully
split the data or if the split would only reduce the entropy by a value less than
a set threshold (which is set during optimisation). Finally, if the tree reaches its
maximum depth (a hyperparameter which is also set prior to the learning process)
then the tree stops branching and the last nodes are taken as leaf nodes.

Other tree algorithms have been made which aim to improve upon ID3 in var-
ious ways. C4.5 was introduced by Quinlan (1993) as ID3's successor and allowed
for continuous variables to be used instead of requiring features to be categorical.
This was done by using bins which partitioned the continuous variable into discrete
sets of intervals. C4.5's other major improvement was the ability to order the splits.
ID3 was limited by only considering the best split at each local node, and as it
works from top to bottom, by not considering the future splits the algorithm doesn't
necessarily nd the optimal solution. C4.5 uses backtracking whereby the trained
tree is converted into if-then-else statements and by evaluating the accuracy of each
statement, the order in which they should be applied can be determined.

Another successful algorithm is Classi cation and Regression Trees (CART)
(Breiman et al., 1984). CART performs very similarly to C4.5, also growing the
trees by using the feature splits with thresholds that give the largest information
gain and recursively selecting the best splits, but CART also supports numerical
results allowing it to be used for regression problems as well as classi cation. As
such CART was the algorithm used in the following chapters.

Decision trees can be very effective ML algorithms for a variety of problems
and often yield high accuracies, however, they can also quickly become complex

and are prone to being over tted to the training data. There are ways that decision
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trees can be made more robust to better generalise, such as "pruning’ where less
relevant nodes are replaced with leaf nodes to reduce the tree size and model com-
plexity, but perhaps the most common solution is to use ensemble methods (such
as boosted decision trees, random forests, and extremely randomised trees) which

combine multiple decision trees.

1.4.1.5 Boosted Decision Trees

Boosted decision trees are an example of a ML algorithm which makes use of
“boosting'. Boosting methods sequentially combine multiple weaker learners into a
single strong learner with the aim of creating an ensemble method with reduced bias
(and an improved accuracy) (Kearns & Valiant, 1994). There are different types of
boosted trees with the most popular algorithms being Adaboost (Freund & Schapire,

1997), and the more general gradient boosted decision trees (Friedman, 2002).

Both methods work by starting at the same point as ID3, with a single model

de ned by

yi: (1.25)

Qo=

1
f=—
Nil

The training data is then modi ed, and instead of using the lapeihe resid-
uals,yi=y; f(X), can be calculated and used to train a new tfeeThe boosted

model is then de ned as

f=fotafy (1.26)

wherea is the learning rate (which is a hyperparameter that gets set during optimi-
sation). The residuals of this model can be recalculated and used to train the next
tree, fo, and so on until a maximum number of treasjs reached. The residuals
suggest how good the predictions made by the model are, hence by training a new
model to reduce the residuals and adding it to the existing model, each tree in the

ensemble acts to reduce the errors of the previous trees.

As the boosted trees are built forward they can also be written as
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Fn(X) = Fm 1(X)+ hm(X); (1.27)

where the modeFm(x) is given in terms of the previous modé,,, 1y, and the
newest added trdg,(X). This is useful as it allows us to also write the crucial stage
in the machine learning process, where the Iigéx) is tted to minimise the loss

function,l.

n
hm = argminLy = argming 1(yi; Fm 1(x)+ h(x)); (1.28)
i=1

and using the Taylor expansion, the value of the lbgs,approximated as:

[(yi: F (X
0P 2000+ () 13 P 200)+ Bin() OEFOD) g 59
TF () F=Fp 1
Settingg; equal to the derivative of the loss (the gradient),
1 (yi; F (%))
= — : 1.30
gi TE(X) —_ ( )
then allows the tree to be written as
g
hm argming h(x)g: (1.31)

i=1
This then minimises whem(x;) is proportional to gj. So each tree is tted
to estimate the negative gradient of the data, hence the name gradient boosting. Ad-
aboost is a speci c case of a gradient boosted decision tree, where the loss function

is the exponential loss.

1.4.1.6 Random Forests

Random forests were rst introduced by Ho (1995) as an example of applying "bag-
ging' (a shortening of bootstrap aggregating) to decision trees. Rather than building
an ensemble from many sequential estimators like in boosting, bagging uses many

independently built estimators and averages their outputs to give a nal prediction
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(Breiman, 1996). By taking the average, these methods typically improve upon
the single weak learners by drastically lowering the variance, and hence also act to

reduce the chance of over tting.

A random forest, similar to a boosted decision tree, also uses many single
trees, however, it differs greatly in how the trees are grown and combined. The
process begins by using random samples of the training data to train each individual
tree. These samples are made by taking the overall training set and sampling with
replacement (allowing repeat observations to occur in the sample); this means that
the random samples made are independemttdfal decision trees are grown then

the prediction is simply the average of th@redictions:

f(x) = %‘p fi(X): (1.32)
i=1

There is an additional step of randomness which separates random forests from
simply being standard bagging. Rather than using normal decision trees which
branch based of taking the best possible split and results in the largest information
gain, the trees in the random forest take the best split from a random subset of the
features. While this yields trees which don't always have the best splits, it ensures
that the trees are less correlated. In the event of only a few features having the
greatest importance, they would always be more likely to be chosen to split the
data, and hence without this extra step of using a random subset of features to split
the data the trees would all be correlated and their averaged prediction wouldn't be

as great an improvement.

As mentioned, the overall effect of averaging the predictions of the different
trees in the forest is an ensemble with a signi cantly reduced variance. Furthermore,
the errors of the individually worse performing trees in the forest in effect cancel
out and result in random forest algorithms usually outperforming single decision

trees in accuracy as well as being a more robust, and therefore useful, model.
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Figure 1.10: Figure from Henghes et al. (2020) showing the construction of a random for-
est classi er. The data is sampled with replacement resulting in many decision
trees being trained on random subsets of the data. A second element of ran-
domness is then added where the feature splits performed in each tree are no
longer the splits resulting in the highest information gain, but rather the best
splits are taken from a random subset of the features. The class outputs of
all the individual trees in the forest are averaged to give the nal prediction,
which has a much reduced variance and isn't as prone to over tting as a single
decision tree.

1.4.1.7 Extremely Randomised Trees

Extremely randomised trees (Geurts et al., 2006) is another ensemble variation of
decision trees. They are very similar to random forests, but with a difference which
adds an additional stage of randomness to try to further reduce the variance.

This extra random step works by using random thresholds for the feature splits.
By selecting the best threshold out of a set of random thresholds instead of the
threshold which results in the highest information gain, the resulting trees have a
third random aspect (on top of the random subsets of data and random features that
splits are performed on). This acts to further reduce the correlation between trees
that make up the forest and ensures that the performance of the ensemble improves.

The predominant reason for the improved performance is that the predictions of
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Figure 1.11: Figure showing the layout of a simple multi-layer perceptron with one hidden
layer with four nodes. Each node is shown as a circle and is fully connected
to each node in the previous and following layers.

more accurate trees will likely agree whereas worse trees will disagree, however, if
the trees are correlated then the bad tree are more likely to also agree which adds
bias. Hence by ensuring that the trees in the forest are independent and not corre-
lated, the averaging of the trees to give the nal prediction will yield an improved

model.

1.4.1.8 Multi-layer Perceptrons

A multi-layer perceptron is an example of a fully connected neural network made
with at least three layers of nodes. Consisting of an input node, an output node,
and a minimum of one hidden layer, multi-layer perceptrons are the most simple
examples of deep neural networks and can be visualised in gure 1.11. Each node
Is shown as a circle with the arrows showing the connections and inputs / outputs of
the nodes. In fully connected networks such as this, each of the layers receive the

output of the previous layer as their input.

The input layer contains nodes which represent each individual feature, then
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in each node of the hidden layers the process is as follows. First, the inputs of each
node in the previous layer are joined to give the input vector fed into the node. Each
node can then be thought of as a linear transformation, acting similarly to logistic
regression to transform the input. However, the network differs from logistic re-
gression as the combination of many nodes with different weighted transformations
allows it to approximate any continuous function. The linear transformation is fol-
lowed by applying an activation function to obtain the output. At the end of the
network, an output layer is used which typically has a single node (unless multi-
class outputs are required). If this nal node uses a linear activation function, the
nal output is continuous (e.g. for regression problems); alternatively a logistic

activation function can be used for classi cations.

Mathematically we can write the overall function of the netwolfilf, p, as a

combination of the individual layers. So for a three layer network it could be written

y= fmp(X) = fa(f2(f1(X))); (1.33)

wheref| are vector functions with the form

()= g (Wix+ bi): (1.34)

In the above equatiory, is the activation function which is a xed function
chosen beforehand, and the paramedréa matrix) ando; (a vector) are learned
during the training through gradient dZscent with a chosen cost function (typically
the mean squared error). These parameters can therefore change between nodes in
the same layer and are updated using backpropagation which is an ef cient method
for computing the gradient (Rumelhart et al., 1986). In backpropagation the gra-
dients are calculated from the nal layer backwards, reusing the previous layers'

computations to speed up the calculation of the gradient for the earlier layers.

Gradient descent updates the parameters at each iteration of the training where
their change is proportional to the derivative of the cost function. A common prob-

lem which can occur with gradient descent is vanishing gradients, which slows
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down training and in extreme cases can stop neural networks from training alto-
gether. Many activation functions (e.g. the hyperbolic tangent) have gradients in the
range(0; 1). As backpropagation multiplies these gradients using the chain rule, the
multiplying of the small gradients decreases exponentially. This has the effect of
massively slowing the training of the earlier layers, however, there have been mod-
ern implementations which aim to x this issue with the recti ed linear unit (ReLU)

activation function given below being the most popular (Nair & Hinton, 2010).

8

< 0 for x<0
f(x)= . (1.35)
- X for x O

1.4.1.9 Convolutional Neural Networks

Deep neural networks such as multi-layer perceptrons with many hidden layers very
quickly grow in size. To be exact, adding an additional hidden layer of Size
results in a furthe§(§ 1+ 1) parameters (wher§ 1 is the number of nodes in

the previous layer). This quickly leads to models with billions of parameters which
can make optimisation too computationally intensive to allow for a useful model.
This problem is especially evident for tasks where the input has many dimensions

such as when the training data is made up of images.

Convolutional neural networks (CNNs) are specially designed neural networks
which were made with the purpose of reducing the number of parameters and hence
allow deeper networks to be trained. Similar to other arti cial neural networks such
as the multi-layer perceptron, CNNs aim to mimic the processes in the human brain
(McCulloch & Pitts, 1943). They are made of many interconnected nodes (or neu-
rons) which are used to process information similar to the biological counterparts
that inspired them. CNNs were inspired by the visual cortex where the neurons only
respond to stimuli in speci ¢ regions called receptive elds. The receptive elds of
neurons overlap to cover the entire eld of view (Hubel & Wiesel, 1968). CNNs, as
their name suggests, use convolutional layers which act to convolve the inputs in a

way that mimics the visual cortex.

CNNs are the leading ML algorithm when it comes to using images as an input.
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They work particularly well for images as the pixels which are close together in an
image usually include similar information. The exception comes at edges, where
parts of an image with different objects (such as galaxies and the background sky)
meet. If a network can be trained to recognise these edges and similar regions then
they can make informed predictions about the images. As the most vital information
is therefore local within the images, the images are inspected in patches with a
moving window to cover the entire region. Many smaller regression models can
then be trained for each patch with the goal of learning speci ¢ patterns within the

small region.

This is done using lIters (also called kernels) which are matrices with the same
dimensions as the patches of the image. The Iters of each layer (of which there
can be many, similar to nodes in standard networks) are applied in a sliding motion
across the volume of the input data, left to right and top to bottom, as shown in
gure 1.12. The model computes the dot product between the Iter values and input
values, as well as adding a bias, to give the convolved features which then get passed
through an activation function to produce an activation map (also called a feature

map).

The values of the lters and bias are initially random and get updated during the
training as the model learns which parameters produce more relevant values. This
is done in the exact same way as other networks, through gradient descent with
backpropagation to minimise a given cost function. The activation function used on
the convolved features allows for nonlinearity to be added, with the most popular
function being ReLU (which was de ned in equation 1.35). Finally, the feature

maps from all Iters are stacked to give the output of the convolutional layer.

CNN s typically have multiple convolutional layers following one another, with
the subsequent layers taking the output of the previous layer (the stacked feature
maps) as their input. These collections of matrices (called volumes) then have the
Iters of the new layer applied, where the convolution of a volume is simply a sum
over each lter as shown in gure 1.13. As CNNs take images as the original input,

these are often volumes too as the images are typically represented by multiple
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Figure 1.12: Figure from Burkov (2019) displaying how CNN convolutional layers work
by applying a lter to the image in a sliding motion (here with a stride equal
to one).

channels (e.g. RGB for colour, or ugriz Iters as in chapter 4). The additional layers
further convolve the original input, reducing the number of overall parameters and

allowing for deeper networks to be constructed.

Two important hyperparameters of CNNs are the stride and padding of the |-
ters. The stride dictates how the Iter moves across the image, so with a stride equal
to one, the Iter moves across one pixel at a time. By increasing the stride one can
reduce the spatial dimensions of the output volumes and hence it is another method
of reducing the computational resources required by the model. The padding dic-
tates how the model treats the edges of the convolution where, if the stride is such
that the Iter doesn't t perfectly inside the image, the image will be padded with

zeros or the strip of the image where the lter doesn't tis ignored.

There are two more types of layers which along with the convolutional layers

make up a CNN. First, pooling layers are layers which quickly reduce the volumes
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