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Abstract

The design of optical satellite sensors varies widely, and this variety is mirrored in the

data they produce. Deep learning has become a popular method for automating tasks

in remote sensing, but currently it is ill-equipped to deal with this diversity of satellite

data. In this work, sensor independent deep learning models are proposed, which are

able to ingest data from multiple satellites without retraining. This strategy is applied

to two tasks in remote sensing: cloud masking and crater detection. For cloud masking,

a new dataset—the largest ever to date with respect to the number of scenes—is created

for Sentinel-2. Combination of this with other datasets from the Landsat missions results

in a state-of-the-art deep learning model, capable of masking clouds on a wide array of

satellites, including ones it was not trained on. For small crater detection on Mars, a

dataset is also produced, and state-of-the-art deep learning approaches are compared.

By combining datasets from sensors with different resolutions, a highly accurate sensor

independent model is trained. This is used to produce the largest ever database of crater

detections for any solar system body, comprising 5.5 million craters across Isidis Planitia,

Mars using CTX imagery. Novel geospatial statistical techniques are used to explore this

database of small craters, finding evidence for large populations of distant secondary

impacts. Across these problems, sensor independence is shown to offer unique benefits,

both regarding model performance and scientific outcomes, and in the future can aid in

many problems relating to data fusion, time series analysis, and on-board applications.

Further work on a wider range of problems is needed to determine the generalisability of

the proposed strategies for sensor independence, and extension from optical sensors to

other kinds of remote sensing instruments could expand the possible applications of this

new technique.
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Impact Statement

The research in this thesis presents significant benefits, both inside and outside academia.

Several parts of this work have been disseminated in peer reviewed material. CloudFCN,

a cloud masking model designed for Landsat 8 [1]. The dataset of sub-km craters on

Mars [2]. The dataset of Sentinel-2 cloud masks [3]. There is also a paper currently

under peer review dealing with sensor independent cloud masking. Additionally, work

has been communicated in various conference presentations, including, among others, the

European Geophysical Union, the European Planetary Science Conference, and ESA’s

Phi-Week.

The datasets developed in Chapters 4 and 7 are both publicly available for download.

These datasets will allow researchers to develop their own cloud masking and crater

detection models, providing the data needed to train and test them. Similarly, much of

the code used in the research is publicly available under permissive licenses, and allows

others to use, extend or adapt the software developed for the thesis. In particular,

the Sentinel-2 cloud masking catalogue has already had over 2000 unique downloads to

date [3].

The dataset of sub-km Martian craters also provided an opportunity for outreach

work with 16-18 year old students at a local school. The project included over 10 hours

of seminars on Martian surface science and machine learning, before the hands-on work

creating the dataset. This gave the 16 students the chance to see how real research

was conducted, and take part themselves. They are now co-authors on a peer reviewed

article [2], which will benefit them immensely if they choose to go onto further study.

Sensor independent deep learning is an important advance for industry and commer-

cial applications. The labour and resources required to develop deep learning models

for different sensors is substantial. By demonstrating the utility of sensor independence,

companies and institutions may be able to reduce the amount of time spent on data

collection and labelling, so that they can focus more on the deployment of their products

and services.

The cloud masking models designed in this thesis are immediately applicable, and

have already been deployed as part of a high-resolution albedo retrieval system in ESA

Contract No. 4000130413/20/I-DT. Given that the measured performance of the model

exceeds those currently used as Sentinel-2 and Landsat 8 cloud masks, wider uptake of the

cloud mask developed here would improve the reliability of predicted clouds considerably.
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1 | Introduction

1.1 Motivation

As technology has progressed and the number of satellites orbiting Earth and other plan-

etary bodies has grown, the sheer volume of image data being captured has climbed

dramatically. In contrast to the few precious film cartridges used by the Apollo 8 astro-

nauts capturing the celebrated Earthrise images, the scale of our data collection activities

is now staggering. For example, the Sentinel-2A and 2B satellites together create around

1.7 TB of downlinked data per day [4]. The volume of data we are now in receipt of

is perhaps the chief motivator for the automation of data processing, both in satellite

operations, and in downstream science studies.

Alongside this massive expansion in data quantity, computer science research has

evolved rapidly to meet the extra demands placed on computing systems. In recent

years, since AlexNet was shown to give state-of-the-art performance as an image classifier

in 2012 [5], deep learning has come to dominate image analysis in many fields. A key

advantage of deep learning over other methods is its ability to learn highly non-linear

functions across hugely varied input spaces, by efficiently leveraging the information held

in massive amounts of training examples.

Optical satellite imagery, at first glance, appears to be one of those domains ideal for

deep learning. Indeed, as this thesis and the work of many others shows, deep learning

has the potential to revolutionise many aspects of research in the field. However, an

assumption that the deep learning methods developed for different applications can be

straightforwardly translated into the field of remote sensing is naïve. The diversity

of satellite sensors, many with bespoke designs and cutting-edge hardware, acts as an

obstacle in the translation of deep learning into remote sensing work. A central (but

rarely explicitly considered) pillar of deep learning’s flexibility—that we can use the same

model across images from different camera systems, without any concern as to whether

it came from a Panasonic camera, or an iPhone—is not available to remote sensing.

The impact of this peculiarity of remote sensing may at first seem mundane: we

can’t use the model on multiple satellites, but we can just train models on the individual

sensors instead. However, doing so diminishes the most powerful advantage deep learning

has, namely, its ability to learn useful things from truly vast quantities of training data.
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Of course, labelled training data can still be created, but it is not only specific to the

problem, it is also specific to the sensor. Over the years, even as more and more labelled

training data is generated, the effective quantity of training data for any given application

will not grow, because we will be starting from scratch for each new sensor. As well as

the cumulative effort in labelling data, there is also a huge amount of duplicated effort in

developing very similar models for different sensors, and testing them separately. Deep

learning techniques are also often delayed when it comes to a new satellite; whilst other

methods can be designed before the satellite is even launched, work on deep learning

approaches must wait until data is downlinked, and then made into labelled training data.

Perhaps for this reason, very few deep learning models have been deployed by ground

stations in satellite data processing chains, because automated processing routines must

be operational from very soon after launch.

What is needed, then, is a way to break through this impasse so that remote sensing

research can fully benefit from deep learning. I define sensor independence1 as the prop-

erty of a model to simultaneously work across a variety of sensors, even if those sensors

are not similar with respect to resolution or measured wavelengths. Sensor independence

would allow for the seamless combination of training sets, in order to realise the value in

all available labelled datasets. Additionally, sensor independent models are much more

easily extended to new satellites, making them ideal candidates for on-board AI deploy-

ment, or satellite downlinking and processing pipelines, for which labelled training data

cannot be collected prior to launch.

1.2 Contributions

The aim of this thesis is to demonstrate the value of sensor independence by using it as

the basis for designing, training, testing and applying models in remote sensing. I show

that these models work simultaneously across multiple satellites, without any retraining

or adjustment. Further, I created sensor independent deep learning models which surpass

standard deep learning models, by virtue of their access to larger quantities of training

data than would otherwise be possible.

The concept of sensor independence is not unique to any one problem in remote

sensing, and can be applied very widely. To show its worth it was important to present a

diverse set of examples of its use. However, the technical work required to create labelled
1Interoperability is determined by the satellites, describing when they are similar enough to be used

by the same algorithm or model. I propose a subtly different term, sensor independence, which places
the burden of compatibility not on the satellite sensors, but on the model, working across sensors which
are not necessarily similar.
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datasets, develop and optimise models, fully analyse their performance characteristics,

and then use them to generate new science, must be repeated for each problem. Therefore,

rather than doing many small, limited case studies, I chose two well-known problems

which I explored deeply, but which still exemplify as wide a range as possible of deep

learning tasks with optical satellite imagery. Namely, cloud masking in multispectral

imagery on Earth and crater detection in panchromatic imagery on Mars.

Deep learning is a somewhat heuristic pursuit. Therefore, making general claims as

to the efficacy of a given strategy like sensor independence for all problems is difficult.

Instead, by exploring the commonalities and differences which emerge between my work

on cloud masking and crater detection, I aim to draw out some general guidelines for

employing sensor independent deep learning with optical satellite imagery.

Within both of the individual case studies, significant advances are also made. In

cloud masking (see Figure 1.1), I have designed and tested a novel model design, Cloud-

FCN (Cloud Fully Convolutional Network), exhibiting excellent performance on Landsat

8 using existing datasets. Extending this to Sentinel-2 led to the creation of a new dataset

(containing the most images of any satellite cloud masking dataset) which was labelled

using a new tool, Intelligent Reinforcement for Image Segmentation (IRIS), the design

of which I contributed to. The final major contribution of the cloud masking work was

Spectral Encoder for Sensor Independence (SEnSeI). This model can be used to make

existing deep learning models sensor independent, and led to a model which had high

performance across five sensors, having only been trained on two of them, showing the

power of sensor independent techniques.

The second application is the automated detection of craters on Mars (see Figure 1.2).

Initially, I designed my own model for crater detection, but unfortunately several prob-

lems arose which made it unsuitable for further use. With the lessons learnt from this

exercise, however, a new dataset was created with the help of 16 young volunteers as

part of the Original Research By Young Twinkle Scientists (ORBYTS) scheme. With

this dataset and several pre-existing ones, existing object detection frameworks were

tweaked and trained, including Mask Region-based Convolutional Neural Network (R-

CNN) and You Only Look Once v5 (YOLOv5). By pooling these datasets to make sensor

independent models, performance was shown to increase substantially. The high perfor-

mance crater detection model was then used to detect 5.5 million small craters across

Isidis Planitia, Mars (the largest catalogue of crater detections on any planetary body

to date), and novel geospatial statistical techniques were used to analyse the effects of

secondary cratering on the crater population.
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Figure 1.1: Example of clouds over a forested region of Mozambique to illustrate need for
cloud masking. This image comes from the Sentinel-2 satellite and is part of the dataset
described in Chapter 4.

Figure 1.2: High resolution image from the HiRISE instrument over a region of Hesperia
Planum. A huge number of small craters such as those shown here exist over Mars’ surface.
Credit: NASA/JPL/UArizona.
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1.3 A Wider Context

In this section I will give a broad narrative for why sensor independence is an important

step in deep learning research within remote sensing, beyond the more straightforward

contributions offered in the previous section. My argument is summarised as follows:

deep learning applications can be helpfully split into either technological or scientific

ones, based on the kind of potential value they offer us, and the current uptake of

solutions (Section 1.3.1). Chasing performance when science is the goal can in fact

lead to a reduction in the value of research, because prioritising raw performance and

model inter-comparisons means sacrifices are made with respect to real-world usability

(Section 1.3.2). Remote sensing is particularly at risk from this, because of the specific

structure of its data (Section 1.3.3). The pursuit of sensor independence targets this issue,

by offering a way to maintain or improve performance whilst also increasing real-world

usability, rather than decreasing it (Section 1.3.4).

1.3.1 Science & Technology

There are a set of computer vision problems for which—in terms of numerical accuracy—

“superhuman” ability has been achieved (e.g. classification of the ImageNet dataset [6]

and breast cancer screening [7]). However, for the majority of real-world image processing

tasks, where data quality is limited and the solution is inherently ambiguous, even state-

of-the-art deep learning models fail to meet human-like capabilities [8]. Despite a lack

of evidence that new techniques (e.g. deep learning) are greatly surpassing human-

level performance in most computer vision tasks, they do indeed offer capabilities that

exceed previous automation techniques. Therefore, researchers have rightly continued to

apply deep learning to existing problems, but with mostly incremental results over other

solutions, and only rarely approaching “human-level” performance.

This fact, that deep learning is not actually revolutionising scientific pursuits, and

that we are not undergoing a paradigm shift in our ability to understand the world around

us, is sometimes at odds with the hype surrounding the technology. The overestimation

of deep learning’s current capabilities is common amongst the public [9]. Discourse

surrounding the recent successes of deep learning in the technology sector work to bolster

the misconception that full, errorless automation of even highly complex, scientific tasks

is not a question of ‘if’, but an impatient ‘when’.

For example, Forbes told its readers in a 2019 article that: “...humanity stands on

the brink of a technology triggered information revolution” and that “...as the machine
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learning algorithms improve rapidly, the power and promise of software that learn by

example, patterns and models seems immense” [10]. Deep learning is certainly changing

the digital world at a breakneck pace, but the assumption that this will be mirrored

in science is based on the assertion that science is predominantly a data processing

exercise, when in fact it is a creative, exploratory endeavour which is certainly aided by

data analysis, but not defined by it.

Rather than assuming deep learning will always provide value to remote sensing,

then, it is worthwhile to specify the kinds of tasks for which deep learning is well-suited.

I argue that research into automation within remote sensing tends to produce value in

two ways: technological value and scientific value. Technological value is incremental,

in the sense that it is found by improving the quality of an already-existing system,

or doing the same task but better in a novel way. Meanwhile, scientific value comes

when automation unlocks a new discovery, by making it possible to analyse data in an

altogether new way (of course, problems can exhibit a mix of both of these modes). To

illustrate, consider the two case studies in this thesis.

Cloud masks already exist and are widely used (so incremental improvements to re-

sults are what is important), their primary purpose is to identify clouds as accurately as

possible so that downstream applications can either avoid or focus on them. This is a

chiefly technological pursuit—although it still improves science through its use. Mean-

while, small crater detection is only really fruitful when thought of in terms of direct

scientific value, because it has never been done at scale: what do the model’s biases and

errors tell us about the data and the terrain it covers? Can this completely new resource

(a massive database of small craters) be used to answer a question that couldn’t be an-

swered before? The quantitative performance of a model in this setting is less important

than the qualitative opportunities for research it provides.

Other examples of problems that produce technological value include: image coregis-

tration, surface albedo retrieval, digital elevation model creation, derived product calcu-

lation (e.g. the Normalised Difference Vegetation Index—NDVI), data quality flagging,

and noise correction. All of these tasks have an important commonality, in that they are

already relied upon for many applications, and are already widely automated (perhaps

not with deep learning, but automated nonetheless). In other words, if we use data rate

to denote the amount of data being processed with an automated tool, then the data

rate of all these tasks is already approaching the maximum potential data rate, and is

already much higher than would be possible to do manually.

Meanwhile, tasks that offer scientific value are characterised by a low current data

rate, but one which has the potential to be increased. It could also be that the current
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Figure 1.3: Graphical depiction of tasks for which automation is suitable. Technological
value can be found in problems with high current and potential data rates. Scientific value
is common for problems that we have not yet automated, but which have a high potential
data rate. Finally, there are a class of problems for which automation is not useful, with low
maximum potential data rates.

data rate is relatively high in specific situations, but not more broadly. Small crater

cataloguing and boulder detection (on the Lunar and Martian surface), crop type seg-

mentation on Earth, (high-resolution) change detection, and so on, are examples of such

tasks. If anyone proposes a solution which works well for any of these problems over

huge amounts of data, and actually applies it in a way that massively increases the cur-

rent data rate, then they are presented with an entirely new avenue of data analysis,

potentially leading to novel discoveries.

Figure 1.3 depicts where these categories of problem fall, when thought of in terms

of data rate. By considering the landscape of possible applications of automation in

this way, another category of task is made clear: those problems for which there is a

low current data rate, but which also have a relatively low maximum data rate, even if

they were fully automated. Large (≥ 1 km diameter) crater detection on Mars is one

such problem. Scientists have already comprehensively catalogued every crater above
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around 1–2 km diameter across the whole of Mars, by hand [11]. There is no reason

to automate this process, as it will neither enhance performance, nor unlock millions of

previously undetected craters that we did not have time to mark manually. When we fail

to consider whether a task is actually worth automating, we risk developing predictive

models without a technological or scientific purpose, which will neither improve current

workflows, nor answer new questions.

1.3.2 Data, Performance and Utility

So far, I have proposed that there are two different kinds of value that deep learning

offers to remote sensing. This section explores what the pre-requisites are for realising

that value, regardless of whether it is fundamentally technological or scientific. The

presence of data, performance and utility, are all necessary for value. There must be

enough data to train (assuming its a supervised technique) and test a model. A model

must achieve a high enough accuracy (or meet some minimum standard) to give an

acceptably small error population. And, the model must have utility, in the sense that it

solves the problem that we desire to be solved (not some unrepresentative or simplified

version of it), and does so in a practical, timely way. Unless an application has sufficient

data, a high enough performance, and practical utility, then the work will not add value.

Deep learning applications in remote sensing fail to meet one or more of these criteria

quite often. We are rarely short of data in and of itself, with masses of it downlinked

by satellites all the time. But for many problems, labelled data is scarce, or unsuitable.

If supervised approaches are used, this must be addressed before working on a solution.

Even unsupervised techniques must be tested and shown to perform well against some

measure, and so we need some kind of ground truth. As well as an adequate quantity of

data, the quality of satellite imagery also affects an application’s success. This is limited

by the satellites’ sensing capabilities, and the geometry and physical characteristics of

the things being detected. Deep learning methods cannot extract information from a

satellite image if that information does not exist in the first place. Spatial, temporal and

spectral resolutions are all hard barriers which must be accounted for.

Performance is directly affected by all the aspects of data that were just outlined.

Better and larger datasets will create models with higher performance, and that perfor-

mance will be measured more accurately with trustworthy and representative test sets.

Besides the impact of data quantity and quality, model design is the other main driver

of model performance, with a plethora of architectures proposed for problems (covered

more in Section 2.2). Pre-processing of the input data, or post-processing of the results
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coming out of the model, can also add to performance. Less obviously, performance

is also determined by the measure one chooses to use and report in testing. This can

have significant consequences for the value of a model, where an inappropriate choice

of metric(s) can lead to a model which is unsuited for real-world use, even though its

performance is reported as very high.

Utility is the extent to which a model is practical to apply, and whether it produces

results that can be used for their intended purpose. Utility is, of course, modulated by

performance, as a model which has an unacceptably high error rate does not have utility.

Other than raw performance, specific difficulties will arise in any application, which limit

the utility of an approach. For example, consider a crop type classification algorithm.

Does the algorithm output the species of plant, or its physical characteristics (e.g. broad

vs. thin leaf plants)? Is this classification scheme the correct one for the question one

wishes to answer? Can the model be run fast enough for the application? Perhaps if

the user desires near real-time outputs, then computation time becomes an important

constraint. If the model outputs a small but systematic error in some circumstances,

e.g. it regularly misclassifies a rare kind of legume for a grain, then for an exercise in

which this rare legume is important, it will not be usable. Utility broadly describes these

practical considerations, without which even the most accurate algorithm is unlikely to

see real-world application.

As we can see, data, performance and utility are not independent of one another.

Performance can only be achieved with sufficient data. Utility can only be achieved with

sufficient performance. In this way, they form a chain, beginning with data, then per-

formance, and then utility, although other factors can influence each of them outside of

this relationship (see Figure 1.4). One might assume, given this relationship, that any

positive change to data or performance would lead to an increase in utility, however this

is not the case. I would argue that in many situations, during the planning and imple-

mentation of deep learning research in remote sensing, the positive correlation between

them is broken, and utility is actually sacrificed for data and performance, and through

this we inhibit the generation of high-value outcomes.

This trade-off against utility can materialise in the common strategy of pursuing a

“toy problem” before considering the real-world problem. This strategy allows us to find

prototype solutions without all the complications of real-world application, in a setting

that is (hopefully) similar enough to the real thing that there is some correlation between

performance in the toy problem and the real world. Usually, constructing a toy problem

involves selecting a subset of data which is conducive to high performance, by only using

images without noise or artefacts, or by removing difficult examples. It could also be seen
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Figure 1.4: Prerequisites for an approach to provide value. Performance requires data, and
utility requires performance, but other factors (examples of which are on the left) affect each
of these.

as a toy problem if a dataset is used which is sampled in a way that is unrepresentative

of the real-world task, e.g. cloud masks over specific countries or regions. Unfortunately,

few studies move from the safety of this toy problem back into a real-world application

successfully, because the nuances which distinguish the real problem from the toy one

are less easily dealt with than anticipated, and thus the technique’s utility remains low,

even whilst performance in the toy problem is high.

For example, a significant portion of crater detection work focuses on the detection

of large craters. Small crater detection must contend with resolution limits, noise, and

small, fuzzy datasets with low agreement—even between experts [12]—for training and

testing. But small crater detection is nevertheless a task with concrete utility, expanding

our capability to count craters by orders of magnitude. Meanwhile, large crater detection

is much simpler due to the higher resolution relative to crater diameter, and is afforded

relatively complete and trustworthy datasets (such as the global catalogue of all Martian

craters above 1 km diameter [11]) to train and test models on. However, large crater

detection is not a particularly useful task, given every crater above 1 km diameter has

already been found on Mars (unless it could be shown that this ability is transferable to

detecting smaller craters). By moving to large crater detection, studies sacrifice utility

(and thus value) for data and performance.

When engaging in deep learning research, then, it is always vital to ask two questions

in order to be certain that utility is not sacrificed for performance. First, whether the

problem being tackled is representative of a real-world problem that people desire a

solution to (as opposed to a toy problem which is similar to, but not the same as, the
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real-world task it emulates). Second, whether the low performance of existing solutions is

the reason that scientific enquiry is being held back regarding this topic. If the answer to

either is negative, then perhaps research into expanding the utility of existing techniques

would be a more fruitful endeavour than seeking higher performance in a comparative

exercise with others.

1.3.3 Satellite Data’s Structure

Having established a framework for how research into automation can provide value, I

will now move on to discuss how the specific structure of optical satellite data shapes

the direction, nature, and impact of deep learning research. My argument here assumes

some understanding of multispectral imagery and satellites, and so the reader may find

it helpful to refer to Section 2.1.

Orbital imagery of Earth and other planets is distinct from other image domains. The

resolution of remote sensing data is hugely varied, with sensors able to take images of

Earth at a few tens of centimetres per pixel (e.g. the 41 cm/pixel resolution of GeoEye-

1 [13]), then through the range of tens of metres (e.g. Landsat 8’s 30 m/pixel resolution)

and then even coarser at the range of hundreds of metres or kilometres (e.g. Sentinel-3’s

SLSTR sensor, with bands at 500 m and 1 km resolution). A similar range exists for

cameras orbiting Mars and other planetary bodies. Satellite imagery, then, spans over

three orders of magnitude in resolution.

Of course, images taken with handheld cameras can also display this range of resolu-

tions. Consider a picture of a person in the foreground, with a landscape in the distance

behind them. Each object in an image such as this is strongly correlated with its resolu-

tion range; if the landscape behind the person is close enough to the camera for very high

resolutions, then its three dimensional nature becomes more apparent, and it no longer

appears as a single background, but as multiple foreground objects. Conversely, if the

person moves far away from the camera so that they are barely resolved, it is unlikely

that they are of interest to the viewer as an individual object. Mammalian vision has

evolved to strongly distinguish between foreground and background if possible (e.g. in

monkeys [14] and mice [15]), because generally objects close to the viewer are of more

immediate importance. Likewise, many computer vision tasks using handheld camera

imagery focus on describing targets in the foreground of the image, and treat the back-

ground as just that—a background. Conversely, in satellite imagery, everywhere you look

is foreground, because the surface is effectively flat when seen from space. This does not

mean that depth information cannot be measured, of course, but that the vertical range

of the surface is very small compared to the distance from the sensor.
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As well as the lack of foreground-background, satellite imagery also lacks a sidedness.

Handheld camera imagery almost always has a floor at the bottom of the image, with

things above it, often casting shadows onto said floor, and possibly a sky or wall or ceiling

in the upper section of the image. This leads to a correlation between the regions of the

camera frame and certain targets of interest. Bird’s-eye view satellite imagery has no

correlation between position in the frame and the objects one finds there. Of course, in

some images, there may be a much higher density of interesting things in one area, but

across many images, the region of the sensor that those interesting things appear in is

random.

These are some of the spatial peculiarities of satellite imagery, but we can also con-

sider its spectral characteristics. Satellite sensors are flown with specific scientific or

technological goals in mind, which frequently require novel designs and bespoke hard-

ware. The wavelengths of light that sensors capture vary widely between satellites, with

some using single (panchromatic) bands (e.g. the Context Camera, CTX, on the Mars

Reconnaissance Orbiter), and others using the typical RGB combination that mimics

our own eye’s cones (e.g. Carbonite-2). Beyond this, many satellites employ non-visible

optical bands, throughout the near infrared, shortwave infrared, and thermal infrared.

Each sensor may have different combinations of these bands, informed by their specific

user needs. Contrast this diversity with other image domains, in many of which RGB is

near-ubiquitous, like in handheld camera imagery or in image files found online.

I would argue that these unique characteristics of optical satellite data have impacted

the way in which deep learning research is conducted in remote sensing. In fact, return-

ing to the triad of data, performance and utility, the structure of remote sensing data

presents challenges for both data and utility. Performance is also affected, but largely as

a consequence of the issues with data, and so is left out here.

Data: In all supervised classification problems, labelled datasets are created for the

dual purpose of training and testing predictive models. The labour required to annotate

datasets is substantial in all fields of computer vision [16], but is particularly relevant

in remote sensing, because each dataset is specific to not only a given problem, but

also a given sensor. In practical terms, this has led to a somewhat fractured set of

data collection projects, each producing relatively modest datasets that target a specific

satellite. These cannot easily be combined to add cumulative value to a predictive model,

although exceptions to this do exist, for example the many high-resolution satellites that

use similar sensor designs with RGB channels only.
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The geometrical peculiarities of remote sensing data mean that—for many object

detection tasks—the objects of interest are close to the satellite’s resolution limit. On

Earth, many man-made structures and vehicles, which are at length scales of metres or

tens or metres, tend to span many fewer pixels than the foreground objects traditionally

detected in computer vision. Similarly, crater detection will always be dominated by

resolution effects, because there are exponentially more small craters than large ones [17],

meaning any chosen resolution will have more craters at the very lowest visible size range

than above it.

Utility: When applying a trained model to real-world data, non-sensor independent

models are immediately constrained to only those sensors on which they have been

trained, (or perhaps to those which have very similar data). This directly reduces an

algorithm’s utility. Another issue is that algorithms used for data processing by satel-

lite operators are usually designed before launch, so that they can be applied immedi-

ately when the satellite begins to downlink data. Machine learning and deep learning

techniques—despite commonly exhibiting better results than other methods—are rarely

used in this setting. This is often because without access to training data prior to launch,

it is not easy to develop a model which relies on supervised training. A similar situation

exists for on-board deployment of machine learning.

1.3.4 Sensor Independence

Sensor independence is a timely and important progression for deep learning in remote

sensing because of how it cuts across all of the previously mentioned issues. Sensor

independence is a way of boosting value for both technological and scientific problems.

It does so by targeting several of the prerequisites for value (Figure 1.4), in a way that

is informed and shaped by the specific structure of satellite data.

Sensor independence improves the situation with data straightforwardly, by expand-

ing the datasets available for training and testing of models. This can then increase

performance where models were previously limited by the quantity of training data. At

the same time as this improvement in data and performance, utility is also expanded

by the ability to use the trained model on many satellites, opening up possibilities for

studies using multiple remote sensing instruments. This means that sensor independence

can add value in both technological and scientific problems. Sensor independence is able

to do this because it does not seek to reduce the scope of the work, like in a toy problem.

Instead, it broadens the technique’s generalisability.
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The framing of research questions in other fields of computer vision presupposes a gen-

eralisability that is not currently mirrored in remote sensing. Whilst the effort required

by researchers in remote sensing is multiplied by the number of sensors, the importance

of their results, when published, is in some sense divided by the number of sensors. This

is because the results of a model on a specific sensor are not generalisable to the same

problem on another satellite’s data. Sensor independence seeks to cut through this and

allow for research that is impactful across all (or at least many) optical instruments.

If successful, this could massively increase the pace of development of deep learning in

remote sensing, allowing for the full potential of the technology to be realised, and for

researchers to spend more time asking and answering scientific questions, rather than on

creating datasets, designing models, and validating them.

1.4 Thesis Outline

After this introduction, Chapter 2 details the concepts, theory, and prior work on both

cloud masking and crater detection, and gives a review of the machine learning techniques

used in the work. In the case of crater detection, given the scientific outputs of the case

study, there is also a review of our understanding of craters and how they can be used

for age-dating of planetary surfaces, as well as a description of Isidis Planitia, the site

used to study small craters.

The technical work in this thesis is split into two parts. After the literature review

in Chapter 2, cloud masking is tackled in three chapters: First, Chapter 3 is an initial

foray into cloud masking with CloudFCN, a novel convolutional model, and its results on

Landsat 8 and Carbonite-2 are detailed. Second, there is a description of the Sentinel-

2 cloud mask catalogue dataset in Chapter 4. This details the motivation behind the

dataset, the software developed for its annotation, and the end product. Finally, in the

third cloud masking chapter (Chapter 5), sensor independence is introduced with the

design of the SEnSeI architecture, and experiments across multiple satellites and deep

learning models are shown. This final chapter also discusses the implications of those

cloud masking results.

After the three chapters on cloud masking, the thesis then moves onto Martian crater

detection. First, in Chapter 6, a partially unsuccessful attempt to develop a novel deep

learning method for crater detection is explored, and reasons as to why it failed are ex-

plored. Next, Chapter 7 introduces the ORBYTS (Original Research By Young Twinkle

Students) crater dataset, with the multi-annotator labelling method described. Third,

in Chapter 8, existing state-of-the-art object detection frameworks are employed and
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compared, with sensor independence also being used, leading to high-performance crater

detection models. Finally, Chapter 9 is a scientific study over the crater population of

Isidis Planitia, Mars—a natural extension of small crater detection and an example of

the scientific potential for sensor independent deep learning.

After the chapters covering the work on cloud masking and crater detection, a dis-

cussion is given in Chapter 10 which draws on comparisons between the two projects,

both their similarities and where they diverge. This interpretation of results leads to the

conclusions in Chapter 11, which reviews the contributions of this thesis, and assesses

the potential of sensor independent deep learning for optical satellites.
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2 | Literature Review

2.1 Remote Sensing Instruments

The variety of remote sensing instruments is considerable. The work in this thesis fo-

cuses on sensors which passively measure electromagnetic radiation (as opposed to active

observation, in which a signal is emitted by the instrument towards an object, so as to

measure the reflected signal, e.g. synthetic aperture radar). Passive remote sensing in-

struments take many forms, especially at higher energy scales, such as X-rays, for which

focusing and reliable detection becomes more difficult. This thesis considers instruments

which detect light at wavelengths spanning roughly between the blue edge of our vision

(around 400 nm) up to the thermal infrared, at around 12 µm.

2.1.1 Earth Camera Systems

The two Sentinel-2 satellites were built by the European Space Agency (ESA), and are

operated as part of the EU’s Copernicus Programme. Sentinel-2A and -2B have near-

identical designs (see Figure 2.1), and for most applications are functionally identical

(though there are some differences in measured reflectances [18], and some bands’ central

wavelengths differ by a few nanometres [19]). The instrument on-board both satellites

is known as the MultiSpectral Instrument (MSI), although in this thesis, the system is

simply referred to as Sentinel-2. The sensors have 13 spectral bands to capture data

over a 290 km swath width. The spectra of the 13 bands range from a wavelength just

below blue (the "Coastal Aerosol" band, B01, 443 nm) up to the Shortwave Infrared (the

"SWIR 2" band, B12, 2.19 µm), see Table 2.1 for more details.

The Sentinel-2A and -2B missions were launched in June 2015 and March 2017 re-

spectively. They are in a sun-synchronous orbit at 768 km altitude, with a 98.6° inclina-

tion [20]. When passing the orbit’s descending node, the local time is 10:30 am, which

balances the desire for bright illumination conditions with reducing the total cloud cover

(given that clouds tend to form throughout the day, and dissipate overnight). The two

satellites are at a 180° phase to one another, creating a combined repeat coverage time of

5 days. Images are captured over all land masses, and their surrounding coastal waters,

and distributed to users in 110 km2 tiles.
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Figure 2.1: Schematic of Sentinel-2 platform. MSI’s aperture is at the bottom of the space-
craft. Credit: ESA [20]

Band Name Central Wavelength (nm) Bandwidth (nm) Resolution (m)
B1 Coastal Aerosol 443 21 60
B2 Blue 490 66 10
B3 Green 560 36 10
B4 Red 665 31 10
B5 Red Edge 1 705 15 20
B6 Red Edge 2 740 15 20
B7 Red Edge 3 783 20 20
B8 NIR 842 106 10
B8A Red Edge 4 864 21 20
B9 Water Vapour 945 20 60
B10 Cirrus 1375 31 60
B11 SWIR 1 1610 91 20
B12 SWIR 2 2190 175 20

Table 2.1: All 13 Sentinel-2 bands. There are small differences in the central wavelengths
between Sentinel-2A and -2B, but it is rarely larger than 2 nm, so an average value is given
here. Bandwidths are full width at half maximum. Data collected from [19].
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The Landsat 8 mission is the latest in the Landsat series of satellites, launched in

February 2013 by the National Aeronautics and Space Agency (NASA) and operated by

the United Stated Geological Survey (USGS). Two instruments fly on-board the Landsat

8 mission: The Operational Land Imager (OLI) and the Thermal InfraRed Sensor (TIRS).

OLI measures radiance across 9 bands, whilst TIRS has two bands at longer (thermal)

wavelengths [21]. Table 2.2 gives further details about the Landsat 8 bands. Flying at

an altitude of 706 km and an inclination of 98.2°, Landsat 8 passes the descending node

of its orbit at a local time of 10:00 am [21], similar to that of Sentinel-2.

Before Landsat 8, there were many prior Landsat missions. Landsat 7 was launched

in April 1999 and is still gathering data with it’s Enhanced Thematic Mapper + (ETM+)

instrument at the time of writing. The design of ETM+ is relatively similar to that of

Landsat 8’s OLI, given that interoperability between the instruments was desirable. The

main differences are that Landsat 7 uses only one thermal band, covering roughly the

combined wavelengths of both of Landsat 8’s thermal bands. It also lacks the ultra-blue,

or "Coastal Aerosol" band at 443 nm found on Landsat 8 and Sentinel-2, as well as the

"Cirrus" band at 1.37 µm [22].

Sentinel-2 and the Landsat missions are key for analysis at the resolution of tens

of metres. However, a balance must be struck between resolution and repeat times,

given that coarser resolution sensors can provide data over a wider swath using the

same downlink bandwidth. Sentinel-3 is ESA’s flagship mission for optical data at the

resolution of a few hundred metres. Sentinel-3A and B were launched in 2016 and 2018

respectively, with two more planned satellites C and D over the coming years. On-board

Sentinel-3, two multispectral instruments operate: Ocean and Land Colour Instrument

(OLCI) [23], and Sea and Land Surface Temperature Radiometer (SLSTR) [24], along

with a suite of other instruments.

OLCI is a push broom sensor, with 21 bands on a swath width of 1270 km, and a

resolution of 300 m/pixel along and across track [25]. Meanwhile, SLSTR has a resolution

of 500 m in 6 bands in the visible and NIR, and 1 km for 3 thermal bands. SLSTR has

two viewing angles, one straight down (nadir, 0°) and one looking back in the direction

it came from (oblique, 55°) [26]. This geometry affords OLCI and SLSTR revisit times

of 2 days and 1 day respectively [25,26].

As well as satellites returning data with resolutions of tens and hundreds of metres,

there are also a huge number of sensors taking images at much higher resolution. The

recent growth in relatively inexpensive satellites and launches has enabled institutions

and companies to begin flying cameras with a much lower cost of entry [28]. The optical

cameras on-board these satellites are often designed with off-the-shelf components, and
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Band Name Central Wavelength (nm) Bandwidth (nm) Resolution (m)
B1 Coastal Aerosol 443 16 60
B2 Blue 482 60 10
B3 Green 561 57 10
B4 Red 656 37 10
B5 NIR 865 28 20
B6 SWIR1 1609 84 20
B7 SWIR2 2201 187 20
B8 Panchromatic 590 172 10
B9 Cirrus 1373 20 60
B10 TIRS1 10900 600 60
B11 TIRS2 12000 1000 20

Table 2.2: Landsat 8 bands from both OLI and TIRS. Note that the wavelength does not
always increase with band number, as the Panchromatic band (B8) has a wavelength in the
visible. Bandwidths are full width at half maximum. Data collected from [27]

commonly take RGB imagery. Many commercial applications rely on higher resolutions

than satellites like Landsat and Sentinel-2 can offer, and as a result, the images taken

by these instruments tend to have a resolution of roughly a metre, but a much smaller

swath width. For example, Planet Labs have launched several hundred satellites, taking

data from 4 bands (RGB and NIR), with their SkySat fleet taking images at a nominal

0.5 m resolution [29].

2.1.2 Mars Camera Systems

The High Resolution Stereo Camera (HRSC) is on-board the ESA’s Mars Ex-

press mission [30], which began orbiting Mars in 2003 and continues to function. HRSC

captures multiple push broom images at different angles, which are provided both as

separate 2D images, and also combined to make 3D Digital Terrain Models (DTMs) [31].

On the nadir view, looking straight down, HRSC produces images with a resolution of

close to 12.5 m/pixel for most scenes. Sidiropoulos et al. [32] found that, by 2015, HRSC

had mapped a substantial portion (64%) of the Martian surface at 12.5 m resolution,

although this coverage was below that of the Context Camera (CTX).

CTX, flying on NASA’s Mars Reconnaissance Orbiter (MRO) has been gathering

panchromatic image data from Mars since 2006 [33]. With a sun-synchronous orbit of

roughly 300 km altitude, CTX takes images of the planet’s surface at 3pm local time,

at a nominal resolution of 6 m per pixel. Like many satellite camera systems, CTX has

a push broom sensor configuration—a single line of pixels orthogonal to the direction

of flight, which take successive measurements as the satellite travels. The detector is a

CCD, 5000 pixels across, sensitive to light between 500-700 nm [34]. As [33] notes, CTX’s
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key scientific strength is the combination of moderately high resolution and near-global

coverage. Indeed, as of 2017, CTX had a global coverage of 99.1% [35].

Sharing space on-board MRO with CTX, the High Resolution Imaging Science

Experiment (HiRISE) is designed to take high resolution (around 30 cm per pixel),

colour imagery of Mars. The instrument uses 14 detectors, ten of which are red (550-850

nm), two blue-green (400-600 nm) and two NIR (800-1000 nm) [36]. Together, these

create a thin colour image in the central 20% of the swath, between two wider flanks of

grayscale from the red band [37]. HiRISE has provided the scientific community with

an invaluable and unique catalogue of images at resolutions that far surpass any other

previous camera system. However, this comes at a cost, given that HiRISE had only

mapped 2.4% of the surface as of 2016 [38], and will never be able to conduct a complete

survey of the planet. For this reason, HiRISE has often been used for focused analyses

of specific small-scale features, or areas on the planet’s surface, (e.g. recurring slope

lineae [39]). HiRISE was used extensively to map the landing site of the Perseverance

Rover in Jezero crater [40], as it allowed the mission operations teams to identify features

and regions of geological interest.

The Thermal Emission Imaging System (THEMIS) flies on-board the 2001

Mars Odyssey, the oldest spacecraft still functioning in Martian orbit. Designed as a

successor to the Thermal Emission Spectrometer (TES) onboard Mars Global Surveyor,

THEMIS measures thermal infrared radiation at 9 wavelengths and 100 m/pixel resolu-

tion, along with 5 visible bands at 18 m/pixel [41]. By comparing observations of the

thermal infrared bands at day and night, mineralogical composition and thermal inertia

can be measured. Of more relevance to this thesis, given its use in Chapter 8, is the

global daytime mosaic, made from a combination of the 9 thermal infrared bands [42].

This averaged global mosaic gives the temperature of the Martian surface in the daytime.

Because of the increased temperature in areas exposed to direct sunlight, shadowed re-

gions appear colder (and thus darker). Visually, morphological surface features such as

craters and ridges look similar in the THEMIS IR daytime mosaic and visible imagery.

Robbins et al. [43] used this mosaic to complete their global catalogue of craters above

1 km diameter.

2.2 Machine Learning

Machine learning is a family of algorithms with which optimisation is achieved auto-

matically on some task. The purpose of these algorithms is not restricted to any given

family of problems, nor are the algorithm’s design, or the scheme through which they
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are optimised, restricted. In practice, the algebraic mechanics of a specific model can

be rather opaque, given that machine learning models commonly have a huge number of

parameters. Due to this internal complexity, machine learning models are often said to

be a “black box” because one cannot easily probe why a model gave the answer it did.

Much research has gone into improving the explainability of machine learning prediction

(e.g. [44]), but one must accept that—depending on the context—the mappings of input

variables to output predictions can be highly complex and unintuitive. Even if the large

numbers of parameters make the predictions of machine learning models difficult to ex-

plain, their basic mathematical structure—the form that the internal equations take—is

often simple.

Traditional mathematical modelling techniques rely on an expert’s understanding of

the system: By applying useful constraints to the model’s equations, the expert creates

a system where there are only a few parameters and each have some physical relevance.

However, for problems in which the underlying relationships are not well understood, or

where the input space has an impractically large number of dimensions to consider, it

is difficult to design physically-informed models manually. For these problems, modern

machine learning techniques are promising, because they apply very few constraints to

the mappings between input and output. For this reason, in many scientific fields which

work with highly complex data (e.g. remote sensing), machine learning has found an

important role.

This review begins by introducing the basic concepts of neural network design, and

then moves onto specific ideas pertinent to the thesis: permutation invariant neural

networks (PINNs), and convolutional neural networks (CNNs) designed for semantic

segmentation and object detection in images.

2.2.1 Neural Networks

Neural networks were originally proposed in 1943 by Warren McCulloch and Walter

Pitts [45]. At that time, it was seen as a potential way to model and better understand

brain activity, by simulating neuronal behaviour. By 1958, Frank Rosenblatt had success-

fully built the Mark 1 Perceptron. With 400 photovoltaic cells as input, and mechanical

engines to alter its weights, it could be used for simple image recognition tasks.

Unfortunately, research into neural networks stalled for many years, due to the mas-

sive computational requirements needed in order to calculate the gradients of each neural

connection’s weight with respect to the error. A key breakthrough, published in 1986,

42



2.2. MACHINE LEARNING

which reinvigorated research on neural networks, was backpropagation [46]. Backprop-

agation forms the basis of modern neural networks, by offering a method to calculate

the gradients of multi-layer networks in linear time. Backpropagation will be returned

to shortly, in Section 2.2.2.

At their most simple, neural networks consist of a set of successive matrix multi-

plication layers, interspersed with nonlinear activations. Each layer receives an input

vector of length ni, and outputs a vector of length ni+1. Within each layer, there is an

ni− by− ni+1 matrix of weights, Wi, and a vector of biases, bi. The output of the layer,

xi+1, is the matrix multiplication of Wi with the input xi, added to the biases, and then

put through a nonlinear activation function, σ,

xi+1 = σ(Wixi + bi) (2.1)

Activation Functions

In equation 2.1, the activation function, σ, is vital. The nonlinear activation function

is used so that successive layers can represent nonlinear mappings. Without such a

nonlinear function, the stacked layers would be redundant, as the product of multiple

linear transformations can always be expressed as a single linear transformation. For

example, for two layers, we can see it is possible to reduce the terms back to a single

matrix multiplication and bias addition

W0(W1x + b1) + b0) = W0W1x +W0b1 + b0 = W ′x + b′ (2.2)

Significant research has gone into the possible functions one can use for the nonlinear

activation, σ. The sigmoid function was a popular choice for many years, as it has many

useful features. It is well defined for all inputs and its outputs are in the interval [0, 1].

The functional form of the sigmoid is

sigmoid(x) =
1

1 + e−x
(2.3)

Similar to the sigmoid, the hyperbolic tangent (tanh) is also often used as an ac-

tivation function. Rather than outputs in the interval [0, 1], the tanh produces activa-

tions between [−1, 1]. Sigmoid and tanh functions do have a number of issues, however.

They are relatively computationally expensive, and they suffer from the vanishing gra-

dient problem, which happens when input values have very large magnitudes, making
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the derivatives of the activation function effectively zero. This means that weights are

updated incredibly slowly, and networks can consequently fail to train.

More recently, Rectified Linear Unit (ReLU) layers have become commonly used [47].

The ReLU is a simple nonlinear function, y = max{0, x}. There are several advantages

to this over a sigmoid and tanh: it is very computationally efficient, and gradients do not

vanish at x = + inf. However, gradients are exactly 0 for x < 0, which can also lead to a

vanishing gradient problem. To combat this, variants to the ReLU have been proposed.

A popular choice is the LeakyReLU [48], which adds a small gradient to values below 0.

This is done by defining the activation as y = max{αx, x} where α tends to be a small

positive value (e.g. 0.01). This retains the nonlinearity of the output, but guarantees a

small non-zero gradient for all values of x.

For networks which aim to assign a confidence to different classes at the final layer of

the network, it is common to use the “softmax” activation function [49]. This activation

acts on a vector of inputs to produce a normalised output which always sums to 1,

softmax(x)i =
exi∑
j
exj

(2.4)

and was designed so that predicted confidence values obey Luce’s choice axiom [50]

Other Layers

As well as the neural layers, and nonlinear activations, there are additional layers which

are seen widely in neural network design. For example, normalisation layers are com-

monly used in order to improve training, by adjusting the distribution of values at a

given point. Batch Normalization (BN) layers do this by rescaling the distribution of

values to have a mean of 0 and a standard deviation of 1 [51].

In a similar vein to BN layers, Group Normalization (GN) layers also act to make the

distribution of values follow a Gaussian distribution [52]. However, the dimensions over

which the distribution is computed is altered. Rather than looking across the batch at

each feature, the GN layer enforces a Gaussian distribution within the features of each

sample in a batch, or in multiple groups of features. When used on small batch sizes,

BN layers can suffer because of the noisy distribution of each feature in a small batch,

whereas GN layers, pooling the distributions of groups of features together, are more

robust.

Dropout layers are commonly used in neural networks to reduce overfitting on data [53].

In training, the dropout layer randomly switches some percentage of the values in a ma-
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trix to 0. By doing so, it adds randomness to the signal passed to later layers, which

prevents them from specialising too much on the training data and overfitting.

2.2.2 Backpropagation & Loss Functions

The weights and biases within neural networks have the potential to express a huge

range of highly complex, nonlinear functions, but some optimization strategy is needed

to find a suitable set of weights for a given task. Iterative optimization of parameters

traditionally calculates the gradient of the error with respect to each parameter, and

adjusts each accordingly, by a small amount. This would also work for neural networks,

however the number of partial derivatives that must be calculated explodes as the number

of parameters in the neural network’s layers increase. This is because partial derivatives

of each variable with respect to every other variable are required for a full calculation

of the gradient of the error with respect to a given variable. Backpropagation rests on

a powerful observation, which massively simplifies these calculations. For any network

with several layers, the gradients can be computed for each successive layer in reverse

order [46], [54], making it computationally feasible to rapidly update weights in even very

large networks.

Backpropagation allows for us to update the weights based on the gradient of the loss

in weight space. The choice of loss function, therefore, is also important in the training

of neural networks. Broadly, the loss function is some kind of measure of the distance

between the model’s prediction, and the desired output. In order for gradient descent to

work, the loss function should be continuous, and differentiable.

Mean Square Error (MSE) is a common loss function, and is also used widely in

optimization problems outside of machine learning. Within machine learning, it is very

often used for regression tasks, where the output is not a categorical variable, but a

continuous value. We define the MSE loss, L, with respect to the true answer, xi, and

the prediction, x̄i, over all N elements of the output, as

L(x̄,x) =
1

N

∑
i

(x̄i − xi)2 (2.5)

Categorical cross-entropy is popular for tasks with outputs that are discrete and

class-based, rather than regression problems where the correct answer lies on a contin-

uum [55]. It is defined for binary values, xi and predicted confidence values, x̄i, lying

between 0 and 1, as
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L(x̄,x) = − 1

N

∑
i

log (1− |xi − x̄i|) (2.6)

Focal loss has recently been suggested to improve object detection performance for

one-stage models (for more information about object detection models, see Section 2.2.5).

For object detectors, there is a huge class imbalance between bounding boxes with no

object (background), and bounding boxes with objects (foreground), because the vast

majority of bounding boxes do not cover an object. Focal loss reduces the loss for high-

confidence predictions, meaning the large numbers of background bounding boxes do

not saturate the loss and cause the model to predict everything as background. This is

achieved by setting the focusing parameter, γ, to a value above zero, where

L(x̄,x) = − 1

N

∑
i

|xi − x̄i|γ log (1− |xi − x̄i|) (2.7)

These are prominent examples of the countless loss functions proposed for models

across machine learning, and are the ones relevant to the work in this thesis. Ultimately,

though, loss functions are always a function comparing a desired output with the model’s

predictions. These losses are used to update the weights of the model, layer by layer,

through backpropagation.

2.2.3 Convolutional Neural Networks

Like traditional feature transformations, CNNs extract high-level semantic features from

images. However, the transformation is a dynamic function that can be optimised dur-

ing a training phase. This malleability is likely what has made CNNs so popular and

successful in so many applications. For context, in 2012 (the year AlexNet achieved a

record score on the ImageNet challenge [5]) the phrase “convolutional neural networks”

was used 2,000 times in academic publications. Five years later in 2017, it was used

22,000 times1. This explosion in use is largely due to increasing computational power

allowing for “deeper” architectures, being trained on more data. Depth, in the context

of neural networks, refers to the number of layers in the model, which is directly related

to the non-linearity of possible feature representations that the network can learn [56].

A convolutional layer works by measuring the presence of a set of translation-equivariant

features across the whole input. This equivariance means that, if a certain feature ap-

pears in a specific part of an input, then its position is also localised to the corresponding

1Found using semanticscholar.org
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area in the output space. This can be represented by augmenting Eqn 2.1, such that the

weight matrix of the ith layer, Wi, is convolved with the input to the layer, xi, as

xi+1 = σ(Wi ⊗ xi + bi) (2.8)

By convolving, rather than simply matrix multiplying as in a normal neural layer,

we are limiting the neural connections to only those inputs which are in the vicinity

of a given output node. This works well because of the observation that pixels close

to one another in an image are more likely to have important relationships with one

another, whereas pixels on the far sides of the image are less likely to be related. As well

as limiting the possible connections to a small vicinity around each point, we are also

enforcing the idea that features are translation invariant: if a feature is worth learning,

then it is worth looking for it everywhere in the image, not at a specific location. This

invariance is achieved by setting the convolutional kernel to have the same weight matrix

for every position in the image.

Over the last few years, a huge range of extensions have been made to the core

principle of CNNs. Many are aimed specifically at getting past two common problems

for deep networks. (i) the vanishing gradient problem, which stems from the fact that as

we backpropagate a loss through a network’s layers, the gradients tend to go very close to

zero, meaning the lower layers in the network remain untrained. (ii) over-fitting, which

happens with networks that have a large number of parameters, but a small number of

training examples. Over-fitted models learn to recognise the specific examples of the

training set, rather than learning the general rules that allow for extrapolation to new

data.

For problem (i), batch normalisation [51] and residual connections [57] have become

standard. Batch normalisation ensures that the input variance at each layer is 1, which

tends to amplify the loss as it is backpropagated, allowing for non-zero gradients to

reach the lower layers. Residual connections provide direct skipping connections between

layers, so that information travels from the first to the last layer very quickly, allowing

for gradients to be passed backwards more efficiently. To solve problem (ii), it turns out

batch normalisation also helps. Another popular technique (especially when dataset size

is limited) is data augmentation (e.g. [5, 58]).

When discussing the architecture of a model, we use the term hyperparameters to

describe the aspects of the model which are fixed, and not directly learned through

training. For example, the number of features (channel depth) outputted by a given

layer is a hyperparameter. For convolutional layers, three common hyperparameters are:
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• Stride is the number of pixel positions moved between each individual convolution.

The stride controls the size of the outputted feature map. A higher stride means

the output will be smaller, whilst a stride=1 will lead to an output map that is

identical in size to the input of the layer (discounting the geometry at the edge of

the image).

• Channel depth is the number of features outputted from the layer. For example,

RGB data has a channel depth of 3.

• Filter size is the width and height of the kernel used in convolution. Smaller

filters look for features that are more localised (e.g. 1x1 or 3x3) whilst larger filters

fuse information from larger areas (e.g. 5x5 or 7x7). Generally odd numbers are

selected, so that there is a central pixel.

The next sections will turn to look at the kinds of problems that CNNs solve in image

processing. Whilst there are a variety of tasks that CNNs can be used for, this review

just considers segmentation and object detection, as they are the categories of problem

which cloud masking and crater detection fall under.

2.2.4 Segmentation

Semantic segmentation of images consists of producing a map, showing which class each

pixel in the original image belongs to. Individual objects are not separated, but each class

if considered as a continuous function across the image. This is well-suited to problems

like cloud masking, for which there is often no clear boundary between one cloud and

another. Instead, we wish to know where in the image there is cloud. This section looks

at the deep learning segmentation models used or relevant to this thesis.

U-Net

U-Net was first proposed for segmentation of biomedical images [58]. Like many seg-

mentation models, it has an encoder-decoder architecture. This means it has a CNN

responsible for distilling spatial information in the image into a feature representation,

and then a decoder which transforms these features into an output with the same spatial

dimensions as the input image.

The decoder does this using transpose convolution layers. Whilst a standard con-

volution, or max pooling layer, computes a given output from a small area of inputs

(determined by the size of the kernel), a transpose convolution instead computes an area
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of outputs from the features in a single input location. In this way, transpose convo-

lutions expand the spatial extent of the feature map, and can be used to go from the

spatially small output of a typical set of convolutional layers, back to the original image’s

dimensions.

As well as the main encoder-decoder of U-Net, connections which skip parts of it are

also made (see Figure 1 in Ronneberger et al. [58]). At each level of the encoder, the data

is copied across to the corresponding layer of the decoder which shares the same spatial

scale, and concatenated with the feature map there. By doing this, information about

low-level features are passed straight to the last few layers of the network, and mix with

the deeper features which come from a longer chain of convolutions.

U-Net was highly successful in its original application, and was especially impressive

given the small training set that was available. Since then, it has been applied widely in

computer vision (e.g. [59,60]). CloudFCN, the model proposed in Chapter 3, is based on

this design.

DeepLab family

DeepLab introduced atrous convolutions to the problem of image segmentation [61].

Atrous convolutions are like a standard convolution, but with a dilated kernel (or a

kernel with holes—à trous). Atrous convolutions work by connecting the same sized

convolutional kernel (e.g. a 3-by-3 grid) with a larger area, by spreading out the input

locations. This creates layers that gather information from a wider area, but that use the

same number of weights. It also means max pooling layers are not needed in the network,

because spatial information can be taken from a much larger field of view without them.

DeepLab takes existing pretrained CNNs such as VGG-16 or ResNet-101, and removes

their pooling layers, and replaces standard convolutions with atrous ones.

Rather than applying transpose convolution layers to expand the feature map’s reso-

lution like in U-Net, DeepLab just used bilinear interpolation to increase the resolution

of the output of the atrous CNN back to the size of the image. These bilinearly inter-

polated features are then fed into a softmax layer which output the class confidences at

each pixel. To improve these final outputs, a Conditional Random Field (CRF) [62] is

used, which reduced the noise in detections by making it more likely that neighbouring

pixels agreed with one another.

DeepLabv2 improves on the original by extracting features with a set of different

atrous rates [63]. The feature maps extracted using these different atrous rates are

combined using a new mechanism called atrous spatial pyramid pooling. This fuses
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information from different scales so that predictions in each pixel can use information

from a range of fields of view.

DeepLabv3 [64] re-examines atrous convolutions by considering how high atrous

rates can lead to many of the weights being applied outside of the valid image dimensions,

and are being padded with zeros. This limits the ability of the model to share global

information about the image effectively across all pixels. Therefore, as well as the existing

atrous convolutions, the feature map is also globally pooled, producing a 1-by-1 feature

vector, which is then concatenated to the features outputted by atrous spatial pyramid

pooling.

DeepLabv3 also removes the CRF used in versions 1 and 2, finding faster computation

and better results without it. Instead, they output the final softmax predictions at a res-

olution 8 times lower than the original image, and bilinearly resample them. This works

well because generally boundary predictions are smooth and so the bilinear resampling

imitates this natural smoothness.

DeepLabv3+ is the most recent model in the DeepLab family [65]. It replaces the

convolutional layers used in other DeepLab models with depthwise separable convolu-

tions [66]. These split a single convolution into two, with the first acting only spatially

(no mixing of different features) and the second as a 1-by-1 convolution which then mixes

the features. This massively reduces the number of weights per layer, and speeds up com-

putation. DeepLabv3+ also adds a decoder module. This takes low-level features from

the original image and combines them with the outputs of the atrous spatial pyramid

pooling, and then they are convolved together.

2.2.5 Object Detection

Whilst segmentation models map where different categories are found across an image,

and how much of those categories there are, it cannot tell you how many of a given object

there are. Object detection, instead, locates individual instances of the class of objects

and describes their extent using a bounding box, treating them as a set of separate

entities, rather than as a continuous mask.

A huge variety of object detection frameworks have been proposed. Broadly, they

can be placed into two categories: multi-stage detection, and one-stage detection. Multi-

stage detection first localises objects in the image, and then classifies them, in a two-step

process. Meanwhile, one-stage detection both classifies and localises objects at the same

time. In this thesis, one example of each is employed in Chapter 8, and so this section

explores the development of both of these models, and their predecessors.
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R-CNN family

R-CNN (Regions with CNN features) [67] was introduced as a way of translating the

recent successes of CNNs in image classification to object detection. R-CNN is a multi-

stage approach, and so first finds proposal regions, and then classifies those regions as

one of a range of object categories, or as background. R-CNN is not dependent on

a specific region proposal, and used an existing technique which was popular at the

time: selective search [68]. After 2000 region proposals are made with selective search,

a 4096-dimensional feature vector for each proposal box is extracted, by resizing the

image inside the proposal box to a standard size (227 pixels squared) and inputting it

into a five-layer CNN. Those feature vectors can then be used to classify the proposal

as one of the object categories used during training, and is done so by using a Support

Vector Machine (SVM) [69]. R-CNN performed well, but computation time was an issue,

because training was done in two stages (the CNN and the SVM), and because the CNN

must be used on every one of the 2000 region proposals separately.

Fast R-CNN improved on this design in a number of ways, increasing performance

and decreasing computation time significantly [70]. The region proposals are computed

in the same way as R-CNN, using a method such as selective search. However, instead

of computing a feature vector for each individual region proposal, Fast R-CNN reduces

the amount of computation required by first processing the entire image through the

CNN, and then sharing those computed features with all the region proposals. It does

this with a Region of Interest (RoI) pooling layer, which uses max pooling to generate

a fixed-size version of the CNN’s output for every region proposal. So, instead of each

region proposal leading to a 227-by-227 pixel image that is fed into a CNN, Fast R-CNN

instead first computes the features of the whole image, and then pools those features

within each region proposal.

Additionally, Fast R-CNN removed the SVM used for classification and bounding

box fine-tuning in R-CNN, and replaced it instead with a neural network. This allowed

the entire network to be trained simultaneously, using a multi-task loss (one loss for

classification, the other for bounding box regression). These improvements allowed Fast

R-CNN to train 9x faster than R-CNN, and, when used for predictions, is 213x faster [70].

Faster R-CNN is yet another improvement on the R-CNN model architecture [71].

Faster R-CNN is fully convolutional, and introduces a new module, called the Region

Proposal Network (RPN). This module replaces the traditional region proposal methods

like selective search, and instead uses a CNN to create region proposals. First a CNN

extracts features over the entire image, as was done in Fast R-CNN. Possible regions are
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then sampled uniformly across the feature map, using anchor boxes to generate candidate

regions at different scales and aspect ratios. By default, there are 9 of these anchor boxes

at each position, at 3 different scales (128, 256 and 512 pixels across) each with 3 different

aspect ratios (2:1, 1:1 and 1:2 with respect to width and height), making 9 total anchors

per location.

The RPN computes an objectness score (its confidence that an object exists in that

location) for each of these anchor boxes, along with a bounding box regression (small

shifts in the anchor box’s geometry) using a fully connected neural network. Those with

the highest objectness score are then sent to the RoI pooling and classifier as was done

in Fast R-CNN. This means the entire pipeline is now a convolutional network, and the

RPN, CNN, and classifier can all be trained simultaneously.

Mask R-CNN extends the ability of Faster R-CNN from object detection to instance

segmentation [72]. This can be thought of as a hybrid between segmentation and object

detection, where each object is given a bounding box and a mask. The mask denotes

the precise shape of the object within the bounding box, as is similar to the output of a

segmentation model, but just within the bounding box of an object.

Mask R-CNN achieves this with the addition of another output branch to the existing

Faster R-CNN framework which it is based on. This additional branch takes the CNN

features extracted from the image, taken from the bounding box region, and computes

a segmentation mask from it. The RoI pooling layer proposed in Fast and Faster R-

CNN has a drawback in this regard, because the positions in the CNN feature map are

quantized, meaning it is difficult for the masking module to get fine-grained information

about an object’s boundaries. In place of RoI pooling, the RoI align layer instead uses

bilinear interpolation of the CNN’s feature map, so that information about the precise

location of objects within the region are better retained2.

YOLO family

You Only Look Once (YOLO) is a one-stage object detection framework, which

creates bounding boxes and class labels in a single network [73]. The image is resized to

448-by-448 pixels, and inputted into a CNN which has 24 convolutional layers. The CNN

outputs a 7-by-7-by-1024 feature map. Unlike R-CNN models, which would then use such

a feature map to create bounding box predictions, YOLO directly predicts the bounding

box values and class probabilities for a set of 7-by-7 grid points. The features are put

2For an intuitive, graphical summary of how RoI align works, see:
https://erdem.pl/2020/02/understanding-region-of-interest-part-2-ro-i-align
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through two fully connected neural layers, first converted into a single 4096-dimensional

vector, and then into a 7-by-7-by-N output.

This is the final output of the model, and contains an N-dimensional vector corre-

sponding to each of the 7-by-7 grid positions. The N features comprise the bounding

box coordinates for a set of possible bounding boxes at the grid cell (dependent on the

number of different anchor boxes one uses) the objectness scores for each of these bound-

ing boxes, and the class predictions. The final object detections are found by discarding

those bounding boxes with low objectness scores, and keeping those with high objectness

scores.

YOLO is exceptionally fast compared to models like Faster R-CNN, however it does

produce more localisation errors in its bounding box predictions, and can fail when

objects are densely clustered, because each of the 7-by-7 grid positions can only predict

one object, even if it has many anchor boxes. However, it does hold an advantage over

the R-CNN models in that information for the entire image is fed into the predictions of

each bounding box, meaning these predictions can benefit from the wider context of the

image.

YOLOv2 improves upon the simple convolutional design of YOLO with a set of

additions and tweaks to the core model [74]. The largest change is the use of anchor

boxes, each of which can contain an object, rather than the strategy of only allowing

one object per grid cell in YOLO. This means objects close to one another can be more

successfully detected. Rather than relying on hard-coded anchor box geometries like in

R-CNN models, YOLOv2 instead performs an analysis on the training data before the

supervised learning begins, and calculates an optimal set of anchors which will give the

closest match to the objects in the training set.

YOLOv3 again provides several beneficial updates to YOLOv2 [75]. A new convo-

lutional model is used for the feature extraction, and this outputs features taken at 3

different scales, which correspond to features of different spatial size ranges in the input

image. This improves the ability of YOLOv3 to classify and detect objects at a larger

range of sizes. Given that crater detection is the application covered in this thesis, this is

an important improvement, because craters exist over a huge range of sizes. Appendix C

gives more information on development of later versions of YOLO.

2.2.6 Permutation Invariant Neural Networks

Returning to non-convolutional neural networks, a distinct style of architecture has

arisen, in recent years, for tasks which do not have a fixed number of input variables. Per-

mutation Invariant Neural Networks (PINNs) are a broad family of model designs, which
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have the property that the output of the network does not change given any re-ordering

(permutation) of the set of inputs. The PINN is therefore symmetric with respect to the

order of the inputs. This section first introduces the theoretical basis for permutation

invariance, and then gives some examples.

Permutation invariance can be achieved through any symmetric pooling operation

(e.g. summation, maximisation, or mean averaging) over the outputs of some function

acting on a set of inputs. Broadly, a PINN can be seen as applying a transformation

(which in the case of a PINN is a neural network), F , across the inputs at each index i

(in this section, we use i to denote the index of the input data, rather than the layers of

a neural network) of a set of N inputs X, then pooling those N transformations with an

operation, P, defined by

y = P({F(X, i) ∀ i ∈ 1, 2, ... , N}) (2.9)

This formula has the useful property that the size of the vector y is independent

of the number of input elements, N, allowing for any arbitrary group of inputs to be

represented in the same vector space, which a standard neural network can then use.

In simple cases, F acts upon each element xi individually. However, more complex

operations can be performed which rely on other members of the set of inputs X, such

that elements other than xi affect the ith output. Therefore, in the general case, if the

output y is always to be symmetric with respect to permutations on the members of X,

then F must be equivariant with respect to any index swapping transformation, T , on

a pair on input indices i and j. Equivariance, then, means that any reordering of inputs

results in exactly the same reordering of outputs

F(Tij(X), i) = F(X, j) (2.10)

Several studies have proposed PINN models which satisfy this definition. Point-

Net [76] and PointNet++ [77] are prominent examples, designed for the classification

or segmentation of point cloud data. They process each 3-dimensional point (x, y, z)

into a 1024-dimensional feature vector. These are then combined across all N points

using a max-pooling operation, to produce a single 1024-dimensional vector which holds

information on all points in the point cloud simultaneously.

Permutational layers—which combine each pair of N inputs, and then pool them so

as to return N outputs—are permutationally equivariant (satisfying (2.10)) and have

been shown to work well in modelling dynamics [78]. Each permutational layer consists

54



2.2. MACHINE LEARNING

of a neural network and allows for information about the interactions between inputs

to be considered by the network, by looking at each pair. This allowed the model to

successfully predict the velocities and positions of idealised discs moving and colliding in

2 dimensions.

Unfortunately, pairwise operations have O(n2) complexity, and so their application

may not be practical in tasks with a large number of input points. To alleviate this,

PointNet++ [77] limits pairwise processing to only those points within the vicinity of

the target point, limiting the computational complexity whilst retaining the fusion of

information from nearby points. When these ideas are applied in Chapter 5, this is not

a concern, given that the maximum number of spectral bands in multispectral imagery

is comparatively low. However, future work concerning sensor independence with hyper-

spectral data—which contains many more bands—may benefit from an approach which

intelligently reduces the number of band pairings considered.

2.2.7 Performance Metrics

When comparing models against one another, machine learning studies use several met-

rics to quantify the validity of predictions against the test set’s labels. Inevitably, each

metric emphasises and prioritises different qualities in the model results. This section

provides definitions for a range of metrics used in this thesis. Before defining the metrics

themselves, though, it is helpful to define a set of four terms which are used to calculate

them:

• True Positives are the instances for which both the model’s prediction and label

say is a given class (e.g. cloudy pixels, or successfully detected craters).

• True Negatives are the instances for which both the model’s prediction and label

say is not a given class. In the case of cloud masking, these are the non-cloudy pixels

correctly identified as such. For object detection, this isn’t possible to calculate,

or rather, it is in some sense infinite, as it includes every position for which there

isn’t a crater.

• False Positives are the instances in which the model says it is a given class but

the label counts are negative (e.g. pixels predicted to be cloudy which are not, or

predicted craters which were not in the labels).

• False Negatives are the instances which the model does not predict as a given

class, but which are labelled as such (e.g. pixels predicted as non-cloudy when they

are in fact cloudy, or craters missed by the model.
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Overall Accuracy (OA) is the total percentage of correctly identified pixels. It cannot

be used for object detection, because True Negatives, included in the formula, are not

meaningful in object detection. It is an intuitive metric for segmentation, but can be

unrepresentative of practical use when class prevalences are very imbalanced,

OA = 100 ∗ TP + TN

TP + TN + FP + FN
(2.11)

Recall tells us how successful the model is in finding the population of cloudy pixels,

or craters. It does not take into account the fact that the model might incorrectly label

pixels as cloud, or falsely claim a crater exists where it does not (False Positive).

Recall = 100 ∗ TP

TP + FN
(2.12)

Precision, as opposed to recall, determines the percentage of the predicted positives

that were in fact positive. E.g. pixels which were identified as cloudy that are actually

cloud, or the fraction of crater predictions that turn out to be real craters. It does not

depend on the number of missed cloudy pixels or missed craters (False Negatives), and

is defined as

Precision = 100 ∗ TP

TP + FP
(2.13)

The F1 score is the harmonic average between precision and recall. This means that

it always lies between their values, but it is heavily penalised if one is much lower than

the other. Of the metrics commonly found in deep learning, F1 is one of the most widely

used as a singular measure of a model’s performance, given that it takes into account

both precision and recall, calculated as

F1 = 100 ∗ 2 ∗ Precision ∗Recall
Precision+Recall

(2.14)

Balanced Accuracy (BA) is similar to OA, but it is weighted by the relative preva-

lence of each class. It can also be thought of as the average of each class’ recall, both

positive and negative. This is ill-defined for object detection, because the True Negative

population is also not defined. BA is defined as

BA = 100 ∗ 0.5 ∗
(

TP

TP + FN
+

TN

TN + FP

)
(2.15)
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Figure 2.2: Precision-Recall curve. Area
underneath the curve is the average
precision. Figure reproduced from:
https://towardsdatascience.com/the-
complete-guide-to-auc-and-average-precision-
cf1d4647efc3

So far, these metrics have assumed

that the predictions are not ranked by con-

fidence, or that some threshold has been

applied by which binary classes are found.

However, neural networks are able to give

confidence values, which allow us to rank

detections in order of the model’s cer-

tainty. Whilst not a metric per se, the

Precision-Recall Curve (PR Curve) is a

useful concept to consider. The PR Curve

plots the model’s precision and recall, as

the threshold applied to the outputs is al-

tered (see Figure 2.2). If the confidence

values range from 0 − 1, then setting a

threshold to 0 would result in a high re-

call, but a low precision. As the confi-

dence threshold applied is increased, the

recall will decrease, and the precision increase, because the model becomes more “picky”.

The Average Precision (AP) takes the area underneath the PR Curve, and thus gives

a measure for the model’s performance which is independent of the specific confidence

threshold that a user may choose to use. Whilst this thesis deals with binary problems

(two classes, positive or negative), the more general measure is the mean Average Preci-

sion (mAP). To calculate mAP, one calculates the AP for each individual class, and then

takes the mean value of these APs.

In the case of object detection, a question must be considered before any of the above

metrics are calculated. What defines a match between a prediction and a label? Clearly,

the bounding boxes cannot be expected to be identical. Similarly, if there is some non-

zero intersection between a prediction and a label, that does not necessarily mean it is

a good enough fit to be counted. The most common method for matching predictions

with labels is the Intersection over Union (IoU). The IoU gives a measure—between 0

and 1—of the similarity between two polygons.

For object detection, we define our metrics at a specific IoU threshold. This IoU

threshold can be used to then apportion the detections and labels to the categories

of True Positive (IoU>50% between label and prediction), False Positive (IoU<50%

between prediction and all labels), and False Negative (IoU<50% between label and all

predictions). One of the most common all-round object detection metrics is the “mean
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Average Precision at an IoU threshold of 50%” (mAP@50%), which is used for judging

performance in the Pattern Analysis, Statistical Modelling and Computational Learning

- Visual Object Categories (PASCAL VOC) challenge [79], for example.

2.2.8 Other Machine Learning Techniques

Random Forests

Alongside neural networks, other predictive methods exist within machine learning. Ran-

dom forests [80] are one such predictive model. Random forests are a collection of decision

trees. Each decision tree is trained on a small amount of the total available training data,

and is what’s called a “weak learner”, in that on its own, a decision tree cannot make

particularly good predictions. When used in an ensemble (a random forest), however,

where the predictions of many decision trees are averaged, the quality of predictions is

much greater.

As input, a decision tree is given a 1-dimensional vector, in which each element

corresponds to the value of some feature. These features could be the different spectral

bands’ reflectance values in a pixel, for example. To construct a decision tree, one selects a

feature at random from the input space. Then, a threshold is defined on that variable such

that it maximises the information gain across it (as in, it splits the different categories of

data as cleanly as possible, minimising the number of instances in the dataset which are

on the wrong side of the threshold). These thresholds are found on randomly selected

variables until all instances in the dataset can be correctly categorised, or until some

maximum number of decisions has been reached in the tree.

When decision trees create many thresholds, they have a tendency to overfit the

data. For this reason, each decision tree is trained only on a small sample of the training

data (known as bootstrapped aggregating, or “bagging”). This bagged data creates many

decision trees which have learnt to overfit on small, overlapping subsets of the dataset

respectively, and when their predictions are pooled they become more robust. Random

forests are incredibly quick to train and run, making them ideal for the semi-automated

annotation conducted in Chapter 4.

Clustering

A key topic in unsupervised machine learning is clustering. This is the process of dis-

covering categories (clusters) in a set of input points, without prior knowledge of which
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Figure 2.3: An illustrative example of a decision tree, learning to classify data in a 2-
dimensional input space, across 4 classes. The tree creates more and more boundaries in
the two input dimensions which minimise the number of points incorrectly classified. In most
applications, the input space has many more dimensions, but is most easily visualised with two.
Credit: https://jakevdp.github.io/PythonDataScienceHandbook/06.00-figure-code.html

categories any of those input points belong to. Some algorithms, like k-means, are explic-

itly given the number of clusters that exist, but given that clustering is applied to crater

detection in Chapters 6 and 7, and the number of craters in an image is not known ahead

of time, this section looks only at algorithms for which there is an undefined number of

clusters.

[81] proposed the mean shift clustering method. The mean shift algorithm assumes

that points are randomly sampled from some probability density function around the

centres of several clusters. Most often, this probability density function (or kernel) is

modelled as a Gaussian distribution. The expectation value of a cluster is then the sum

of probability densities for the points in its vicinity, where points far from the centre have

a low expectation value, and points close to the centre have a high expectation value.

By maximising this expectation value, the most likely cluster centres are determined.

Restarting the algorithm with different starting locations finds different cluster centres.

By varying the standard deviation of the Gaussian probability kernel, the size (and thus

number) of clusters can be altered.
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Mean shift clustering has the advantage of being able to model arbitrary numbers of

clusters, and can be tuned with just one parameter: the size of the kernel. However, it

is highly sensitive to the kernel size, and clusters can be incorrectly merged or split if it

is set badly.

Agglomerative clustering (e.g. [82]) is a kind of hierarchical clustering approach. First,

a distance function must be defined, which is commonly Euclidean distance, but may vary

based on the application (as in Chapter 7). Then, the distances between all points are

calculated, giving a matrix of distances between each pair of points. A dendrogram is

constructed by first merging the two closest points into a cluster, and then updating the

other points’ distances to it so that they are taken from the mean location of that new

cluster. This is repeated until all points are in a single cluster. By defining a maximum

distance that can be clustered, it is then possible to select the desired solution, which

gives a reasonable number of clusters, dependent on the application.

2.3 Cloud Masking

This section is adapted from the related work sections of [1], and a paper currently

under review.

At any given time, around two thirds of the Earth is obscured by clouds [83]. Hence,

optical satellite instruments must contend with substantial cloud cover, obscuring the

planet’s surface. For applications focused on surface processes—e.g. vegetation moni-

toring [84], or surveillance [85]—clouds must be accounted for and removed. Meanwhile,

for applications that are directly related to atmospheric processes, such as weather mon-

itoring, cloud pixels must be retrieved. Crucially, both removal and retrieval of clouds

require pixel-scale segmentation of a satellite image into cloudy vs. clear regions. The

large size of high-resolution satellite images, as well as the tedious nature of pixel-scale

manual annotations, have been strong motivators for the development of fully automatic

algorithms which aim to accurately and reliably detect clouds in satellite imagery.

Automatic cloud detection is not a straightforward problem. The expected accuracy

is high, whilst oftentimes the ground-truth is ambiguous (especially at the boundaries

of clouds [86]). As well as high accuracy, a successful algorithm must have low enough

computational cost to be applied across large datasets, be robust over different terrains,

and have compatibility across different instruments and resolutions. Single-pixel tech-

niques provide straightforward solutions which, if they use machine learning, are easy

to implement as fully differentiable models (differentiable models are ones for which all
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optimisation and parameter-tuning is governed by one loss function, as opposed to hav-

ing modular subsections of an algorithm which are optimised independently). However,

these single-pixel methods do not utilise relationships between nearby pixels. Techniques

which utilise high-level features can use spatial correlations to arrive at nuanced predic-

tions when pixel-level information is not enough, but—as we will see in Section 2.3.2—

they often use separate preprocessing stages, which are not optimised at training and

can increase computational complexity. These approaches appear to be complementary,

in that they achieve overlapping but non-identical parts of the set of required properties.

Therefore, an approach which carefully combines pixel-level with spatial features in a

single differentiable architecture could have the beneficial properties of rich multi-scale

features, without the need for optimising different stages in isolation.

Spectral bands offer different and complementary information with which to detect

cloud. For example, visible bands like blue, green and red exhibit high albedo on cloudy

regions, which can be used to distinguish them from surface features which often have

lower albedo in some or all of these bands [87]. However, some surface features exhibit

high albedo in all visible bands (e.g. roofs or exposed rocks), and so bands such as SWIR

can be used [88] as they are very sensitive to surface water and water vapour [89]. SWIR

bands can also be helpful in distinguishing icy terrain from cloud [90], which is an issue

that has been studied extensively [91]. Similarly, thermal bands—whilst lacking the high

resolution of other bands (see Table 2.2)—can measure an object’s temperature, which

for clouds is generally much lower than unobstructed surface regions.

Relevant cloud detection techniques can be divided into two main classes: threshold-

ing approaches derived from physical or empirical observations, and machine learning-

based approaches which rely on statistical reasoning. Thresholding algorithms have a set

of rules based on the relative values of various combinations of bands, in order to evaluate

whether a given pixel is clear or cloudy. These methods are often informed by physical pa-

rameters such as reflectance and/or top-of-atmosphere temperature (e.g. [92], [93], [94]).

On the other hand, machine learning techniques take these spectral bands (or some func-

tion of them) as inputs, and through some optimization process derive a model that maps

the input space onto the desired classes, with little to no dependence on the underlying

physics.

2.3.1 Thresholding Methods

In the early 1980s the need for automatic cloud masking was recognised, due to ever

increasing quantities of Earth observation data [95]. It was found by Rossow et al. [96]
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that a thresholding technique based on radiative transfer analysis was significantly better

when compared with other thresholding techniques based on clear-sky radiances. The

radiative transfer method was successful because it computed two successive thresholding

operations, in both visible and IR bands, making it more robust than techniques which

relied on only one threshold. Since then, thresholding techniques have often taken the

form of decision trees in which if-then nodes are computed using relational operators,

on band values or derived physical parameters like temperature (e.g. [92, 97–99]). Some

algorithms then use post-processing techniques to refine the results. For example,Zhu

et al. [93, 100] use the known illumination conditions of the scene to refine their esti-

mates through geometric measures of similarity between detected clouds and shadows.

Other techniques focus on classification of particular subcategories of cloud, such as cirrus

clouds [101,102], or cumulonimbus clouds [103]. Spatial correlations between neighbour-

ing pixels can also be used to improve classification accuracy and smooth the detected

cloud boundaries, as exemplified by Hughes et al. [104]. Recently, [105] classified cloud

and clear pixels adjacent to cloud, motivated by the importance of performance on the

cloud boundaries.

As noted by Foga et al. [106], the physical basis behind thresholding methods means

that they can be straightforwardly transferred between different instruments and datasets,

assuming a similar resolution and spectral range. Another advantage of thresholding

techniques is that no training dataset is required, which is time-consuming to produce.

However, their simplicity is a significant limitation on their performance, and such ap-

proaches tend to fall short of techniques which embrace some kind of optimisation through

labelled training data [107].

2.3.2 Machine Learning Methods

Machine learning algorithms differ fundamentally from “physical” cloud masking algo-

rithms, in that they generate the function that maps input data to prediction by using

statistical analysis of a training set. The number and arrangement of trainable parame-

ters within the employed model dictates the space of possible solutions, whilst the training

set used dictates the values of those weights and thus the specific solution found within

that space [108]. Therefore, the variations seen in performance between cloud masking

methods are affected by both the model architecture and training data.

Prior to the recent emergence of deep learning, most machine learning-based ap-

proaches focused on single pixels. Methods using individual pixel values as inputs to

classification algorithms are well studied: with classifiers such as Support Vector Ma-

chines (SVM) [109], Principal Component Analysis (PCA) [110] and classical Bayesian
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methods [102] being frequently tested with varying levels of success. Single-pixel neural

networks are also common among cloud masking algorithms (e.g. [104,111,112]). These

methods benefit from their computational speed, because more complex relationships

between neighbouring pixel values are not calculated. However, the spatial correlations

that these single-pixel techniques ignore are important in most natural images, including

remote sensing data. In essence, these single-pixel level techniques explore an input space

of limited dimensionality (e.g. the number of spectral bands of the instrument), and can-

not express functions radically different from those of physically-derived thresholding

techniques.

Expanding the dimensionality of the input space by including multiple pixels intro-

duces the possibility for more complex relationships than those which can be mapped

from a single pixel, and can be expected to increase potential performance. However,

the implemented model must be capable of extracting meaningful information from this

larger input space. Several methods for extracting features from larger regions exist;

single-band textural features have been used as inputs to classifiers [111], or in con-

junction with pixel-level features [113]. As discussed in Section 2.2.3, CNNs have had

widespread success in image processing applications due to their ability to efficiently

learn features across an extended scene (e.g. [5]).

If pixel-wise segmentation is not desired, and area-wise classification is acceptable,

then standard classification CNNs can be employed to classify square regions of an image,

as in Shendryk et al. [114]. Another method for approximating cloud segmentation

as a classification task is through superpixel construction. Superpixels can be used to

break scenes up into a set of regions that contain similar pixel values [115]. This allows

regions to be treated like discrete objects, to be classified by a CNN [116,117] or bespoke

architectures like PCANet [118] as cloud or non-cloud. However, this can cause issues, as

clouds are very often amorphous and merge with one another, meaning the performance

is highly sensitive to the initial superpixel construction itself, which cannot be updated

easily during training.

Ultimately, feature transforms like superpixel construction and textural transforms

such as Gabor filters, are all non-differentiable pre-processing stages, and hence cannot

be optimised for the specific task of cloud detection. This means they are unlikely to

create the most suitable inputs for the vast majority of machine learning tools (e.g. a

CNN, neural network, SVM or Random Forests).

Recently, Fully Convolutional Networks (FCNs) [119] have shown promise in image

segmentation problems across a variety of fields (e.g. U-Net in biomedical imaging [58]

and SegNet for natural image segmentation [120]), by outputting pixel-wise predictions
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over extended scenes. They do this by applying both convolutions and their inverse—

transpose convolutions—to learn a direct transformation between image and outputted

mask. This offers a framework for a model that successfully fuses pixel-level and spatial

features. A recent example of this can be found in Mohajerani et al. [121], which used

an FCN for cloud masking. Their algorithm includes a pre-processing thresholding step

for snow/ice retrieval, and uses an existing Landsat 8 cloud mask as a prior to improve

performance. In a similar vein, [122] use rescaling to combine features from different

depths in a U-Net.

Some deep learning approaches have demonstrated interoperability on multiple satel-

lite sensors without retraining [123]. Often, they use the similarities between sensors to

train models on specific, shared spectral band combinations. This approach still provides

a model which is not sensor independent, in that it cannot then be used on any arbitrary

set of spectral bands. This has two drawbacks, (i) the number of sensors a model can

work with is limited to only those with all of the selected bands, and (ii) the information

from other spectral bands not included in the specific combination of selected bands is

discarded. Shendryk et al. [114] use PlanetScope data, and Sentinel-2 data restricted to

the RGB and NIR bands, to simulate the same spectral bands as PlanetScope, allowing

for a model which is interoperable with 4-band RGB+NIR satellite data. Similarly, Li et

al. [124] shows a single model working across RGB images taken from 8 different sensors

and a range of resolutions, from 4–50 m. Wieland et al. [125] notes that not only are

RGB and NIR bands shared, but also that the two SWIR bands across Sentinel-2, and

Landsat 5, 7, and 8 are similar, using this to train a 6-band model shared across the four

sensors.

In contrast to these methods, which exploit a specific combination of bands shared

across sensors, Chapter 5 proposes sensor independent models which work across different

sensors without selecting a specific spectral band combination, and without retraining.

The bands that a sensor independent model can use are still limited to those available

to the model during training, but any combination of those bands can be taken as input.

This affords greater flexibility in sensor choice, more training data, and a more compre-

hensive leveraging of the available information from the spectral bands those sensors’

data include, by not throwing away those bands which are not shared.

Regardless of the architecture, supervised machine learning approaches require suf-

ficient training data in order to achieve maximum performance. The community has in

recent years made several annotated datasets publicly available, such as the SPARCS

dataset [126], comprising 80 1000-by-1000 pixel Landsat 8 patches, or the Landsat 8

Cloud Cover Assessment (CCA) dataset [106], comprising 96 roughly 7000-by-7000 pixel
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Landsat 8 patches. For single-pixel approaches, [102] released a dataset of labelled spec-

tra for Sentinel-2. With these datasets, among others, the potential for machine learning

techniques in cloud detection can be explored more fully than was previously possible.

A more comprehensive discussion on the current state of cloud masking datasets can be

found in Chapter 4, and in Sections 3.4.1 and 5.2.4.

2.4 Craters on Mars

Craters are a ubiquitous feature on the surfaces of many terrestrial bodies in the solar

system. Earth, the Moon, Mars, Mercury, as well as many of the Jovian and Saturnian

moons, are covered in numerous craters ranging hugely in size. These craters can relay

information about the body’s history and past conditions. Primarily, crater populations

are used as a proxy for a surface’s age. This is because the longer a surface is exposed, the

more meteoritic impacts it is exposed to. This can be used to make relative age estimates,

however, absolute aging requires a detailed knowledge of both historic impactor rates and

erosion rates. With both of these functions, we can infer the time taken for a given crater

population to be made [127].

Impactor rates come from a fusion of solar system evolution modelling, and empirical

observations of current meteoritic fluxes, and are seen to vary between the inner and

outer solar systems [128]. The production rate of craters is observed as an inverse power-

law between crater size and frequency [129]. This is due to the relative scarcity of large

impactors in the inner Solar System. The result on the surfaces of planets is that the

densities of smaller craters is several orders of magnitude larger than for bigger craters.

Erosion rates are less well understood. Unlike impactor flux, erosion rates are dictated

by both exogenous and endogenous forces. The primary exogenous force is the resurfacing

effect of new impacts, happily this has a direct correlation with the production rate at

any given time, and—although stochastic and localised—can be easily identified and

corrected for on the surface. For example, a large crater can be assumed to have covered

whatever population of smaller craters was there before, and thus this area can be omitted

in the calculation of crater density for sizes below the large crater [130]. Endogenous

sources of erosion, however, are far less straightforward to account for. Complex processes

such as impact of the solar wind, galactic cosmic radiation, thermal day/night cycles at

the microscopic level, dust deposition, aeolian and fluvial erosion, alongside volcanism

and (in the case of Earth) biological resurfacing, are only constrained by our somewhat

speculative models of the body’s past climatic and volcanic history. It should be noted

that these macroscopic erosion mechanisms are largely absent on the Moon and other
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airless bodies. On Mars, significant disagreement exists regarding past climatic history,

e.g. [131,132].

On Mars, we have now been able to age a significant portion of the surface using

Crater Size-Frequency Distributions (CSFDs) [133, 134]. As more analysis is done, a

complex planetary history has emerged, with areas that underwent volcanic resurfacing

events over the last ten million years (e.g. Elysium Planitia [135]), alongside ancient

Noachian surfaces preserved for 3.9 billion years. This event is known as the Late Heavy

Bombardment (LHB) and is thought to have caused dramatic resurfacing events across

all inner solar system bodies, including the Moon and Mars [136]. The LHB prevents us

from age-dating surfaces before it, given the overwhelming number of large impacts seen

between 3.9-3.8 Ga [128]. The LHB is characterised by disproportionately high numbers

of large impactors. Several theories have been proposed to understand how the LHB

came about, and why it seems to have produced extraordinarily large craters [137–139].

So, around 4 Ga is the upper bound for age-dating studies, but there is also a lower

bound. Conversely to the upper bound, which is the result of an overwhelming number

of craters, the lower limit is dictated by a lack of crater measurements from which to

draw our statistics. To be specific, the large craters that are normally used to date a

surface are not present. We do, however, see a significant population of small craters

on young surfaces, due to the inverse power law of the production rate with respect to

size. As discussed previously, the erosion rates that effect these small craters are badly

constrained, and conspire to make age-dating of these young surfaces imprecise [140].

Minton et al. [141] found small craters to be in equilibrium on the Lunar mare, with

erosion and production processes balanced, and found through modelling that distal

ejecta from new impacts was the primary cause for the obliteration of craters on the

Moon.

2.5 Isidis Planitia

The work in Chapter 9 seeks to isolate some of the complex factors affecting small crater

populations. It has long been understood that the size, shape and longevity of impact

craters are dependent upon the properties of the surface on which they are made [140].

Therefore, in order to simplify the interpretation of crater detection results, it is desirable

to select a site over which there is a relatively consistent geological structure, relief, and

age. Isidis Planitia is an excellent candidate, given that it is a large, flat area, and has

few geomorphological features other than the impact craters being studied.

66



2.6. CRATER DETECTION

One exception to this is the cone structures, found in curvilinear ridges, across

Isidis [142]. These are thought to be a result of either mud volcanism [142], or pyro-

clastic surges [143]. Whilst the provenance of these features is beyond the scope of this

work, their size distribution is within that of the crater detections used in Chapter 9

(mostly between 200-1000 m diameter [143]), and given that they look very similar to

craters, it is likely that at least some will be counted falsely as craters.

Isidis Planitia is a large ancient impact basin, which formed early in Mars’ history.

Since then, there have been three major episodes in the history of Isidis [144]. First, an

era characterised by large and frequent impactors, up to 3.8Ga. Second, an episode of

extensive reworking through volcanism laying large deposits of volcanic materials over

Isidis, and then fluvial erosion of those materials, lasting between 3.8-2.8 Ga. Finally,

since then, Isidis seems to have been reworked through wind erosion and dust deposition,

further modifying the surface until the present day.

At the edges of the basin, the heavily eroded slopes of the original impact crater

form complex, undulating terrain, at the boundary between the higher altitude volcanic

regions of areas such as Syrtis Major and the low altitude basin. To the north east,

the edge of the basin reaches out and connects to Utopia Planitia, which forms part of

the extensive lowlands over Mars’ northern hemisphere. The central basin, however, is

almost entirely flat.

2.6 Crater Detection

Crater detection is perhaps the most obvious application for object detection algorithms

in planetary science, and yet successful implementation of a Crater Detection Algorithm

(CDA) continues to elude the community. To date, no fully automatic system has ever

been used to conduct a trusted crater survey [145]. This section will provide an overview

of the important developments in crater detection. The primary focus of this section

will be on CDAs that use visible imagery, rather than digital terrain models, given that

for smaller craters (which we are more interested in detecting) the higher-resolution of

visible imagery is favourable.

2.6.1 Template-Matching Methods

An important early development in crater detection was the development of shadow-

highlight matching algorithms [146]. By progressively changing the contrast of both the

original image and an inverted counterpart, both shadows and highlights could be found.
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Then, using random forests [147], they were paired and in this way candidate craters

were located. This method has several advantages: it is very computationally efficient,

it finds any crater with the tell-tale shadow-highlight pair, and when it finds a crater it

approximates its size and position very accurately. However, many non-crater features

on the surface share this shadow-highlight relationship. Therefore, given its high Recall

and low computational requirements, this step became a candidate-generation stage in

many of the ensuing algorithms.

One such algorithm uses shape and texture filtering to further discern between craters

and non-craters [148]. By taking the candidates generated with [146] shadow-highlight

algorithm, and extracting texture features as was done for face detection [149], they

improved performance dramatically. Several iterative improvements to this approach

were made in the following years, including using a boosting approach, in which features

that are seen to be good predictors of craters are given higher weightings, and thus a

more reliable prediction can be made [150].

2.6.2 Machine Learning Methods

In 2016, the most successful classification stage used with the shadow-highlight candidate-

generation was proposed. Using a CNN, Cohen et al. [151] increased the state-of-the-

art performance dramatically once again, with an F1 of 89%. However, at this point,

the majority of missed craters were now those which had not propagated through the

candidate-generation stage, meaning the limiting factor on performance is now no longer

the classification, but the pre-selection. Now, given the success of CNN-based architec-

tures in other applications of object detection, it seems natural to seek to abandon the

traditional image processing techniques that are currently used to generate candidates

craters, and instead use purely convolutional techniques.

To this end, [152] proposed a deep learning technique based on image segmentation.

The U-Net model is tasked with returning a map of where crater edges are, hopefully

giving well defined rings around each crater. A simple template-matching method is

then used to extract the locations and sizes of the craters. In their study, the global

Martian crater catalogue [11] is used for training and testing, with craters between 2–32

km diameter. More recently, [153] also used crater edge segmentation, and additionally

trained a random forest to classify the areas bounding those detected edges, rather than

just using a template-matching method. This study used images taken from Google

Mars, but does not detail the size of craters that were detected within those images.
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This chapter is based heavily on a published paper [1]. The design, development and

testing of CloudFCN were all carried out by myself. Annotations of the Carbonite-2

data were courtesy of Cortexica Ltd and Earth-i Ltd. The co-authors of [1] provided

oversight and help with managing the project. The chapter comprises the paper’s

technical sections, with some minor rewording.

3.1 Motivation

This chapter introduces a cloud detection pipeline that incorporates both low-level colour

features and high-level spatial descriptors. To do this a bespoke transforming autoen-

coder architecture is used, inspired by the U-Net algorithm [58], which has recently

demonstrated good performance in a variety of image segmentation tasks (e.g. [59, 60]).

The residual connections within the model allow for fusion between the low-level infor-

mation of individual pixels and high-level convolutional features from successively larger

fields of view. Meanwhile, the weights within the model’s layers determine the specific

features extracted, and their relative importance when fused, and are learned during a

supervised training stage. Non-trainable stages (e.g. hard-coded preprocessing pipelines)

are avoided by giving the model the pixel values themselves as input, and outputting the

final pixel-wise cloud masks at the end.

The design of this model is guided by theoretical considerations and intuitive reason-

ing based on the specific problem of cloud masking. More specifically, the concept of a

‘receptive field’ is used as a rationale for network size, which is very often a parameter

simply tuned based on computational limitations rather than domain-specific knowledge.

Similarly, the use of InceptionNet-style modules [154] within the network is informed by

the observation that cloud edges are often ambiguous, and thus for a model to produce

smooth outputted edges, local information sharing should be encouraged between neigh-

bouring pixels. Finally, the class-weighting scheme provides both stable performance on

this problem, but also to other segmentation problems in remote sensing, in which class

populations are very often imbalanced.

Aside from the development of a high-performance algorithm, the main contributions

of this study are the principles employed in designing, training and testing the algorithm.
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Specifically, our reasoning about the network’s receptive field as a key design driver, and

the class weighting approach taken (which are both applicable to image segmentation

tasks in general). This study is a more complete and thorough version of preliminary work

presented at an ESA conference [155], adding an extensive set of experiments on datasets

totalling over 700 scenes and around 20 billion pixels. These are taken from multiple

instruments, resolutions, geographical locations and terrain types, and are tested with

several evaluation metrics, each focusing on a specific use case or performance criteria.

Pixel-wise evaluation metrics (accuracy, omission and commission rates) are used to

compare performance with other cloud detection algorithms on well known datasets.

Meanwhile, scene-level coverage accuracy (in which the total estimated cloud cover over

an image is measured) is used to evaluate it’s potential for on-board use. In addition,

simulated noise experiments infer the algorithm’s performance on instruments with a

range of Signal-to-Noise Ratios (SNRs) and bit-depths, whilst also shedding light on how

the model uses textural and pixel-level features to mask clouds.

Sensor independence is not considered explicitly in this chapter. Given that this

work was done before the creation of our Sentinel-2 dataset (Chapter 4) the focus is

instead on the performance on individual satellites—primarily Landsat 8. Later, in

Chapter 5, sensor independence will be tackled, which will also involve the CloudFCN

model developed here.

3.2 Methods

3.2.1 Overview

As mentioned in Section 2.3.2, pixel-level data necessarily has fewer dimensions than

multi-pixel windows, which can make reliable detection of cloud more difficult. This is

exacerbated in RGB when compared to multispectral data, because high albedo terrains

(bright urban areas, for example) look the same in RGB as cloud pixels do, when they

are more separable in NIR and TIR bands. Although individual pixels can be misleading

over certain terrains, texture often varies greatly between cloud and non-cloud. There-

fore, if the system is to perform robustly in high albedo terrains, we need to extract

spatial features around each pixel, as well as the individual pixel values themselves, and

combine their information content to help distinguish cloud and non-cloud by their tex-

ture and surrounding context. Fusion of these different features is vital, because using

only high-level features may make it difficult to learn simpler relationships based on

colour and brightness. Using an FCN with residual connections in the style of U-Net
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(see Section 2.2.4) achieves these aims, whilst allowing the entire model to be optimised

end-to-end during the training phase.

As input, CloudFCN takes extended scenes from satellite imagery with arbitrary

spatial dimensions. For each given spectral band combination (e.g. RGB) a different

instance of the model is needed, however the only alteration made to the design is the

number of input channels—no internal parameters are altered. The output of the model

has the same spatial size as the input, but can take two distinct formats. When a pixel-

by-pixel mask is desired, the final layer uses a softmax activation [54] to classify each

pixel as Clear or Cloudy. This is advantageous because it can be easily extended to

multi-class problems (e.g. Clear vs. Cloud vs. Cloud Shadow). However, when cloud

coverage estimation (as in the percentage of cloud cover over a whole scene) is the desired

final product, the output is a mask where each pixel has a value between 0 (clear) and 1

(thick cloud), and the cloudiness of a pixel is treated as a regression problem. An average

is then taken over the whole scene for the cloud coverage estimation. This format allows

the model to make estimates for thin cloud as well as thick, and results in more accurate

percentages through averaging.

The model comprises two components, the encoder and the decoder (Fig. 3.1). The

convolutional structure of these components is described further in Section 3.2.2. The

encoder serves to extract spatial features from the scene, reducing the spatial dimensions

whilst increasing the number of channels. Meanwhile, the decoder takes these features

and reprojects them to create an output mask. Residual connections (also described in

Section 3.2.2) link intermediate points in the encoder and decoder, to allow for fusion

between low- and high-level features.

The proposed model has several desirable traits, which alleviate the issues that other

methods exhibit. First, our design allows for flexible input formats, having no specific

spectral requirements, and is able to ingest input images of different sizes. Second, it

combines the simplest brightness and colour information with more abstract and com-

plex features from the surrounding areas, creating a complementary set of features that

exhibit the strengths of both pixel-level techniques and convolutional ones. Lastly, the

output format of the model, and attendant loss function, can be selected based on user

needs, increasing the number of possible applications for the method, from cloud cover-

age estimation (in which a Root Mean Square Error—RMSE loss is used) to pixel-wise

masking (with a categorical-crossentropy loss)—see Section 2.2.2 for further details on

these loss functions.
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Figure 3.1: Flowchart of CNN used in cloud segmentation. Bold arrows represent residual
connections, connecting different stages of the encoder and decoder arms of the model which
run in a U shape. ‘Inception module’ denotes a set of parallel convolutions of stride 1, followed
by a single dimensionality-reduction convolution on their concatenated outputs. Widths and
heights of inputs and outputs are the minimum and could be any integer multiple of 24
above 86, with internal tensor dimensions changing accordingly. The first input layer is given
C channels, as a placeholder for whatever kind of input being used (e.g. 3 for RGB). The
output has channel depth N, to denote the number of output classes used.
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3.2.2 Model Features

The convolutional layers of the model are designed to extract translation-invariant fea-

tures across the image. Each filter within a layer is convolved with the input, producing

a response map of where the filter pattern is similar to locations in the image. The ad-

vantage of convolutional layers is their shared weights—by using the same filters across

the whole image, the number of weights is reduced, whilst enforcing translational invari-

ance of the learnt features. Additionally, using exclusively convolutional layers is what

allows us to create models that work on arbitrary image sizes, because no layer requires

a specific input size, unlike fully connected layers commonly seen in classification net-

works. By using convolutions of stride greater than one, the layers’ outputs are spatially

downsampled, leading to more compact feature map representations.

Between the standard convolutional layers, which reduce the spatial dimensions of

the data whilst increasing the channel depth, there are InceptionNet-style modules [154]

with several parallel convolutional layers of stride one, all with different filter sizes. These

layers preserve the spatial dimensions of the feature map and fuse information from the

surrounding area at each point (Fig. 3.1). As well as allowing for connections between

neighbouring points, these modules also reduce the channel depth of the feature map,

which increases the computational efficiency and reduces memory requirements. It was

also found that using these layers (particularly the one connected closest to the output)

reduced the amount of high frequency checkerboard artefacts in our output. These are

seen commonly in transforming encoders, and are a result of uneven responses from

the final transpose convolution layer [156], which are still seen in regions with high

uncertainty (e.g. 2nd row, Fig. 3.3).

Residual connections are employed in our model to allow for different feature levels

to be fused at various points in the decoder arm. By fusing the features, this ensures

that the final output is informed by both simple intensity relationships between different

spectral bands in the individual pixel, as well as by a range of complex spatial features.

The residual connection concatenates the features outputted by one of the encoder’s

convolutions onto the inputs of one of the decoder’s transpose convolutions.

Before three of the decoder’s transpose convolutions, there exists a residual connec-

tion. This effectively means there are 4 nested transforming encoder routes (3 across the

residual connections and the last through the entire encoder and decoder) which are all

used to arrive at an output value for a given pixel. Each of the 4 transforming encoder

routes provides information about a different field of view, the first being pixel-level, the

second a small window around each pixel, the third a larger window, and the last having
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the maximum field of view of the network. The field of view of a given layer is termed

the receptive field, and is discussed in more detail in Section 3.3.1.

After each convolution in the network, there is a leaky ReLU activation function,

which introduces non-linearities [157]. A leaky ReLU is similar to a standard ReLU

layer, in that it has a gradient of 1 for inputs above zero, but, unlike the flat response

of a ReLU for input values below zero, it has a small gradient (Eqn 3.1). This allows

negative values to still have a gradient in back-propagation, preventing them from getting

‘stuck’ at some value,

y =


x, if x ≥ 0

ax, otherwise
, where 0 < a� 1 (3.1)

Batch normalisation layers [51] are used after each convolution or inception module.

These rescale the response of a layer to have a mean of zero and a standard deviation

of 1. Batch normalisation has several advantages. Primarily, it acts to regularise the

network, thus reducing overfitting, which is especially important when using relatively

small datasets like those available in cloud masking. It also helps to increase training

speed, as gradients are re-scaled at each layer during back-propagation.

Max pooling layers [54] were not used in the model design. During max pooling, the

feature map is downsampled by selecting the maximum value in each channel within a

given window size, (typically 2-by-2, leading to a downsampling rate of 2). By doing so,

one condenses the feature map and preserves the most important features, but informa-

tion about where exactly those feature are present is lost. For classification tasks, this is

not so important, however when the output is a pixel-wise mask, this loss of localisation

could lead to inaccuracies in the output.

The number of layers within the model and their geometries were arrived at heuris-

tically, by considering both the computational efficiency at inference and training time,

as well as the model’s performance. With a larger number of channels in each layer,

the complexity of information that the model is able to describe increases. However, at

arbitrarily high channel depth, the information content is limited by the available dataset

and training time, rather than by the model’s architecture. Therefore, it was first de-

termined what would be a sensible number of layers (described further in Section 3.3.1).

Then, the channel depth of each layer was selected by starting with a small number of

weights, and gradually increasing them until performance was at a plateau.
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3.2.3 Training

During training, the dataset was split into training and validation sets. training separate

models per land cover type was avoided, in order to develop robust models that are in-

variant to terrain type. Therefore, both training and validation contains a representative

sample from each terrain type. Although arbitrarily sized images can be ingested by the

model, it is trained with image patches of a fixed size to allow for simpler implementa-

tion. Tests on the effect of cropped image size were inconclusive, suggesting that anything

larger than around 150 pixels had similar performance, whilst crop sizes at the minimum

(86 pixels) made performance suffer slightly. At larger sizes (roughly over 500 pixels),

the memory requirements for back-propagation over large batches became unfeasible on

our 6GB Graphical Processing Unit (GPU). Therefore, the models are mostly trained

on patches of a few hundred pixels across. Importantly, although a training sample is a

cropped patch from the original image, training and validation sets do not share parent

images, in that they are split prior to any cropping operations.

Each batch contained 24 patches taken from the training set. The intensities are nor-

malised such that across the entire dataset there is a mean=0 and standard deviation=1

in each spectral band. This is done so that—when training begins—the model’s layers

do not receive very small or large gradients that could lead to unstable weight updates.

Next, each image patch goes through several random transformations—listed below—in

order to increase the variance seen in the training set, and to ensure the model is invariant

to moderate noise and small changes in illumination condition. These transformations

are done to each batch as training continues, rather than multiple augmented versions

of each image being saved to disk.

1. Rotation: Rotated by a random integer multiple of 90°

2. Flipping: Flipped left-right with 50% probability

3. Intensity shift: All input values scaled by same random factor in range 0.9–1.1

4. Chromatic shift: Each input channel scaled by different random factor in range

0.95–1.05

5. Salt and pepper noise: Pixels set to hot (+3) or cold (-3) values, with per pixel

probability of 0.005

6. White noise: Gaussian noise with sigma=0.05
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The loss function is determined by the output format. Two cases exist, in the case

where cloudiness is treated as a continuous variable where 0 is clear and 1 is thick cloud,

then mean square error is used in order to train for pixel-wise regression. For pixel-wise

classification, categorical cross-entropy is used as the loss function. This loss is used

by the optimisation routine to update weights. Experiments were done with Stochastic

Gradient Descent (SGD) [158], Adam [159], Adagrad [160] and Adadelta [56]. All three

adaptive update methods outperformed SGD by similar amounts with regards to training

time and final performance, so Adadelta was selected somewhat arbitrarily.

The initial learning rate of the Adadelta was set to 0.001, along with a decay rate of

0.95, which are their default values [56], given that no significant improvement was seen

when tuning these parameters. Training was carried out until no notable improvement in

performance on the validation set was seen over several epochs, where each training epoch

was 1000 batches each of size 24. Generally, a few tens of epochs were used, taking under

an hour on a desktop GPU (NVidia GTX 1060, 6GB) to reach a plateau. A sample

of validation results were also visually displayed in each epoch, to gain a qualitative

appreciation for the model’s performance, and the characteristics of the output masks.

3.3 Theoretical Considerations

3.3.1 Receptive Field

The receptive field is defined as the region of inputs that can affect the value of a given

node in the model, outside of which any variation in input would have no effect on

that node’s response. In designing the model architecture, a reasonable value for the

receptive field of the output pixels was found intuitively. Ultimately, the optimal value

is not exact, but lies in a range such that it is neither too small or too big. If it is

too small, then the network will not have access to useful information about a pixel’s

surroundings, and if it is too big then the network’s size becomes cumbersome and

training time, computational power and dataset size limits performance. So, to find a

sensible range, the ability of humans to recognise cloud in cropped Earth observation

images was qualitatively assessed. At very small crop sizes (a few pixels) we as humans

are often unable to discern between cloud pixels and other high-albedo regions, because

contextual information about the scene is not given to us. At very large crop sizes,

humans do not improve in their cloud masking predictions, because the limit of useful

contextual information is reached. A field of view of a few hundred pixels was ample for

humans to make predictions of cloud masks, based on our experience observing several
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Landsat 8 scenes. Therefore, the model was designed such that the receptive field of

its final convolutional layer was roughly 300-400 pixels across. Going beyond this value

would lower the computational efficiency, making it difficult to process larger scenes

quickly.

Receptive fields can be calculated recursively throughout the layers of the network,

beginning at the input [161]. First, we consider the receptive field, ri+1, of a neuron in

layeri+1 given the geometry of layeri (stride, si and kernel size, ki) (Eqn 3.2). In addition

to the previous layer’s parameters, the jump, ji is defined as the product of all strides up

to that layer,

ri+1 = ri + (ki − 1) ∗ ji (3.2)

ji+1 = ji ∗ si (3.3)

and is used to keep track of the ‘distance’ in input space between two adjacent points in

layeri (Eqn 3.3).

Table 3.1 shows the receptive field and jump through successive layers in the network.

Up until the code layer, which signifies the deepest part of the network (Fig. 3.1), the

jump increases along with the receptive field. A neuron in the code layer of the network

describes a feature that is sensitive to a 165-by-165 pixel area. The jump of 24 means

that for every 24 pixels in the input image, one more feature vector is used in the code

layer. After this point in the model the jump begins to decrease, whilst the receptive field

continues to grow. This is because the stride of a transpose convolution has the inverse

effect of a convolutional layer on the jump (transpose convolutions are also described in

the description of U-Net in Section 2.2.4).

Although the total receptive field of an output pixel is 365, the outermost regions will

only negligibly impact the model’s response. This is partly an inherent property of many-

layered convolutions [162], but is in our case amplified by the use of residual connections.

Each residual connection adds more importance to a central portion of the receptive

field. For example, the first residual connection adds only pixel-level information, thus

amplifying the importance of only the central pixel in the receptive field, whilst a residual

connection deeper in the model will amplify the importance of a 21 or 69 pixel region

at the centre of the full receptive field. This is a desired property, as it is clear that the

importance of a feature 100 pixels away is less than that of a pixel in the output neuron’s

proximity.
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Layer Layer Type Stride Filter Size Jump Receptive Field

1 Inception 1 5 1 1

2 Convolution 2 5 1 5

3 Convolution 3 7 2 9

4 Inception 1 5 6 21

5 Convolution 2 5 6 45

6 Inception 1 5 12 69

7 Convolution 2 5 12 117

8 Transpose 2 5 24 165

9 Convolution 1 1 12 261

10 Transpose 2 5 12 261

11 Transpose 3 7 6 309

12 Inception 1 5 2 345

13 Transpose 2 5 2 353

14 Inception 1 5 1 361

15 Convolution 1 1 1 365

16 Output - - 1 365

Table 3.1: Layer-by-layer calculation of receptive field through the network. This follows the
encoder and decoder displayed in Fig. 3.1. The jump reaches its maximum before the first
transpose convolution, where it then begins to decrease. Blue rows indicate that their outputs
are sent through a residual connection, whilst red rows indicate the operation has a residual
connection to its input.

3.3.2 Class weighting

Imbalanced class populations in a training set can lead to unwanted characteristics in

the resulting model. In the extreme case, where one class represents a huge majority

of training examples, the loss function drives the model to always predict the majority

class, and never consider the rare minorities. Even when moderate class imbalances are

present, the model can still develop strong biases against rarer classes. This a priori bias,

although good for minimising loss on training data, may not be desirable in real-world

use. For example, if OA is encouraged by the loss function, then the precision of a rare

class will be prioritised over the recall, as the model will be more sceptical. For problems

in which high recall is desired, this is an unwanted effect.

In many machine learning applications, imbalanced datasets can be addressed by

preferentially sampling minority classes at training time. Alternatively, the loss associ-

ated with each class can be modified by a factor which prevents the model from becoming

overly biased. In this work, the loss was modified by a factor that normalised for the

relative abundances of the different classes. In the Landsat dataset used, cloudy and

clear pixels took up relatively equal amounts of the data, so this was not as important.
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However, when used for Carbonite-2 data, the number of cloudy pixels was too low and

a strong bias against predicting cloud was found in the model. Therefore, loss weighting

was applied to encourage the model to predict the presence of cloud.

A factor of 1/abundance applied to the loss was too dramatic (where abundance is

defined as the proportion of total pixels that are within that class), as for cloud this would

mean a loss that was nearly an order of magnitude larger than for clear pixels, leading

to unstable back-propagation. Instead, a factor of 1/
√
abundance was used, which was

a trade-off between balancing omission and commission errors and producing gradients

small enough to lead to stable back-propagation. Formal experimentation on the amount

of class-weighting was not conducted, because its purpose is not to fine-tune the omission

and commission errors, but rather to ensure stable training that consistently finds a

suitable local minimum. A more practical way to tweak the balance between omission

and commission is to adjust the threshold confidence value at inference time, in order to

optimise the performance for a given application.

3.4 Experimental Results

The performance of CloudFCN is measured in several experiments, with metrics that

highlight different properties of the model. In Section 3.4.1, the two datasets used in

this chapter’s experiments are described. Then, in Section 3.4.2 an experiment for cloud

coverage estimation in RGB is conducted, which is relevant to possible on-board use of the

algorithm. Next, in Section 3.4.3, pixel-wise cloud masking performance is measured on

a Landsat 8 dataset, with only RGB bands taken from the 11-band instrument. Section

3.4.4 then tests the performance of the algorithm on full 11-band Landsat 8 images,

and offers a comparison between several algorithms and our own. Finally, in Section

3.4.5, there is an analysis how noise affects the algorithm’s performance, by corrupting

Landsat 8 data and re-evaluating the experiments performed previously. Evaluation of

the algorithm’s performance in cloud shadow detection is omitted, because the available

datasets did not have consistent shadow annotations (the Landsat 8 dataset does have

some labelled cloud shadows, however it is not comprehensive, making training and

validation on this class challenging).
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3.4.1 Datasets

Carbonite-2

The Carbonite-2 satellite took high-resolution (80 cm per pixel) video in visible wave-

lengths. By gimballing the platform as it orbits to achieve a “point-and-stare”, a continu-

ous video over a single scene is taken, at a size of 5000-by-5000 pixels. The dataset com-

prises individual frames from several hundred videos from a variety of locations around

the world (Figure 3.2). From each video used, 3 frames were selected randomly and

marked both ‘thick’ and ‘thin’ cloud. ‘Thick’ cloud is defines as any cloud cover through

which no surface features are visible, whilst ‘thin’ cloud is any cloud through which some

surface content is visible.

In total, 1561 frames were annotated, however, many of these (698) contained large

amounts of noise, and were unusable. This left 863 frames to be used in training and

validation. The vast majority of frames selected were entirely clear, or entirely cloudy,

as these were the simplest to annotate. However, 155 frames were manually annotated

and contained both clear and cloudy conditions. The training set was made using all

the mixed visibility frames along with some all cloud and all clear frames, totalling

185. For validation, tests on both all cloudy and all clear frames were conducted. 72

all cloud frames were left after making the training set, along with 606 all clear ones.

This validation strategy focused on assessing the model’s reliability as a cloud coverage

estimator, rather than as a masking algorithm. This means there was more interest in

severe errors in which an all clear frame was marked as mostly cloudy, or vice versa. The

analysis of pixel-wise predictions is left for the other dataset.

Landsat 8 CCA

The Landsat 8 CCA dataset [163] is a collection of level-1 Landsat 8 images. Comprising

96 individual scenes, this dataset was specifically designed for testing cloud masking

performance over a variety of terrain types. In total, 8 categories of terrain are given,

with 12 tiles each: Barren, Forest, Grass/Crops, Urban, Shrubland, Snow/Ice, Water,

and Wetlands. The annotations have classes for clear, shadow, thin cloud and thick

cloud. However, the creators note that shadow was inconsistently marked due to difficult

topography, and it was too sparsely annotated to be useful in training. In addition, the

distinction between thin and thick cloud classes is ambiguous and sometimes inconsistent,

which could have caused issues for a model during training. Therefore, the original four

class problem was condensed into a two class problem: Clear vs. cloud, in which clear
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Figure 3.2: Two examples of data from the Carbonite-2 satellite, each 5 km across. The
left-hand pane shows a scene from Benin, and the right-hand pane is over an area in Brazil.
Data provided by Surrey Satellite Technology Ltd. and Earth-i Ltd.

includes shadows and cloud is the combination of thin and thick annotations. This

classification scheme allows for direct comparison with the 9 algorithms tested with the

dataset by Foga et al. [106] for cloud detection.

When training and validating on the Landsat 8 dataset, the dataset was split into

two halves, each with 6 of the 12 scenes from each biome, and with similar average cloud

percentages. For each experiment, the model is initialised randomly and trained on one

half, then validated on the other. This is repeated with the halves switched, and the

statistics are aggregated between the two.

3.4.2 Cloud Coverage Estimation

In this experiment, the aim was to show how the algorithm can be used as a simple

coverage assessment tool, rather than as a pixel-wise masking technique. This is impor-

tant to test for several reasons. First, by checking accuracy over extended images, we

are judging whether the algorithm has strong systematic errors over certain terrain or

cloud types, which would lead to dramatic biases over certain scenes. Second, on-board

data quality assessment would likely be more reliant on cloud coverage, in order to make

operational decisions as to which images to downlink.

Table 3.2 shows the results of the coverage estimation experiment. The subclasses of

images were chosen not only to further detail the performance of CloudFCN in different

situations, but also give insight into CloudFCN’s properties. Urban areas and airports

are characterised by many small high albedo areas (rooftops and concrete areas) which
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Total %Mean %Median >2% >5% >10% >20% >50%

Clear 606 1.85 0.28 10.40 4.46 3.47 2.48 0.66

Clear + Airports 129 1.17 0.34 8.53 4.65 1.55 0.78 0.00

Clear + Roads 322 0.87 0.29 8.70 4.04 0.93 0.31 0.00

Clear + Waves 42 3.71 0.69 30.95 7.14 7.14 7.14 0.00

Clear + Urban 541 1.01 0.29 8.50 2.77 1.66 0.74 0.00

Clear + Crops 379 0.98 0.28 7.39 1.85 1.32 1.06 0.00

Clear + Water 196 1.59 0.40 12.76 4.59 3.06 2.04 0.00

Clear + Snow-Ice 62 9.34 0.29 24.19 19.35 19.35 17.74 6.45

Clear + Docks 79 1.94 0.40 10.13 3.80 3.80 3.80 0.00

Cloudy 72 - - - - - 12.50 4.16

Table 3.2: Full results of the Carbonite-2 experiments. Mean and median columns give
respective error percentages. ‘> x%’ columns give percentage of frames for which the error
was higher than x. The results show a significantly skewed error population, with mean
error consistently much large than median, showing that for half the frames the accuracy is
exceptionally good (< 0.28%).

CloudFCN could distinguish from cloud by their surrounding texture, rather than by

their colour. Meanwhile, waves have both similar colour and texture to cloud, making

them a challenging surface feature to discriminate, which was reflected in the results.

Snow-Ice was also understandably challenging, however complete failures (>50% error)

were still rare.

The Cloudy class is somewhat difficult to interpret. In fact, very few frames were

found that were entirely cloud. Most of the frames used had small regions without cloud,

making predictions of high cloud cover less likely by the model. Therefore, only the most

egregious error populations (>20% and >50%) are relevant.

Overall, outlier rates are low, meaning there are only a few example scenes that

cause complete failure. This is a desirable property for the algorithm if it is to be used

for on-board for data reduction, as very few cloudy scenes will be kept, or clear scenes

discarded. Based on this experiment, only 4.16% of cloudy frames would be transmitted,

at the cost of 0.66% clear frames being discarded.

3.4.3 Pixel-Wise Cloud Detection

This experiment is conducted to ascertain the detection performance of CloudFCN with

RGB bands as input. Using the Landsat 8 dataset, the performance in different kinds

of terrain can be isolated. The metrics used in evaluating our algorithm’s performance

are chosen to be the same as those used in previous studies [105, 106] and are derived

with respect to pixel counts: cloud_as_cloud is the number of cloud pixels predicted
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as cloud, whilst cloud_as_visible is the number of cloud pixels predicted as visible, and

so on. total_cloud and total_visible refers to the total count of cloud and visible pixels

respectively, and N is the total number of pixels. The term ‘visible’ is used to describe

the union of both clear pixels and shadow pixels, given that the model is not trained to

distinguish between them in this study. The three metrics used are defined as

%Correct =
cloud_as_cloud+ visible_as_visible

N
(3.4)

%Omission =
total_cloud− cloud_as_cloud

total_cloud
(3.5)

%Commission =
visible_as_cloud
total_visible

(3.6)

The final performance metric is given as the %Quality = %Correct−%Omission−

%Commission and is used to judge the algorithm’s performance against others. The

first rows of Table 3.3 documents these results for each of the 8 terrains in the Land-

sat 8 dataset, and the average over the dataset. %Correct averaged 82.81%, although

performance varied dramatically in different terrains. In Snow-Ice, %Correct was at

50%, primarily due to a high commission rate which suggests it failed to learn features

that separated snow from cloud. However, for 4 of the 8 biomes %Correct was above

92%. Using only visible bands, CloudFCN outperforms several previous algorithms which

use multiple infrared channels. This lends strong evidence to the assertion that using

multi-scale features allows for better performance in cloud masking.

The performance of CloudFCN in RGB seems highly dependent on the surface tex-

ture. Two of the worst performing terrains: Barren and Snow-Ice, are both characterised

by large regions with relatively little texture. In other terrains, such as Urban or Forest,

high frequency spatial features make the surface more distinguishable from the cloudy

regions. Record performance was measured on Shrubland terrain—although it is not

clear why this is the case—this does suggest that still larger datasets are needed in order

to reliably gauge the model’s performance.

3.4.4 Multispectral Performance

Many instruments, including Landsat 8, collect data over a range of visible and infrared

bands. This section will show how the inclusion of this multispectral data effects the

performance of our algorithm. The experiments from Section 3.4.3 are repeated using

all 11 bands of Landsat 8. Alongside these, there is a comparison between CloudFCN

and several algorithms previously validated on the Landsat 8 CCA dataset [106]. Train-

ing and validation are done in an identical way to the previous experiments, and the
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Model Metric Barren Forest Grass-
Crops Shrubland Snow-

Ice Urban Water Wetlands Mean

CloudFCN

(RGB)

Correct 78.92 82.69 94.69 93.41 49.65 93.41 92.34 77.36 82.81

Omis. 12.24 23.20 4.08 8.82 7.25 2.88 6.34 24.32 11.14

Commis. 29.89 11.00 7.36 4.47 76.96 8.64 8.18 19.90 20.80

Quality 36.79 48.48 83.25 80.11 −34.56 81.89 77.82 33.14 50.87

CloudFCN

(Multispectral)

Correct 92.95 95.12 96.12 88.68 72.93 95.56 95.43 91.24 91.00

Omis. 4.70 7.21 6.27 19.66 17.60 2.21 4.62 13.16 9.43

Commis. 8.95 1.92 1.79 3.23 27.53 5.75 4.50 3.89 7.19

Quality 79.30 85.99 88.06 65.79 27.80 87.61 86.31 74.19 74.38

ACCA Quality 63.02 68.69 62 60.47 36.25 68.33 71.43 62.48 61.56

AT-ACCA Quality 66.67 73.83 74.09 70.65 35.86 74.06 70.51 76.25 67.72

cfmask Quality 77.1 67.27 85.74 75.53 26.37 74.72 50.98 65.97 65.69

cfmask-conf Quality 66.78 66.72 83.59 72.3 20.75 76.54 51.11 67.45 63.63

cfmask-nt-cirrus Quality 54.23 57.2 70.71 71.58 −15.87 74.37 50.23 47.16 51.62

cfmask-nt-cirrus-conf Quality 54.44 38.79 60.01 66.38 −43.68 73.2 49.04 35.14 41.66

cfmask-t-cirrus Quality 69.82 64.78 77.98 72.75 −24.1 72.42 57.21 53.27 49.01

cfmask-t-cirrus-conf Quality 69.37 43.99 77.76 72.34 −52.76 74.72 57.24 52.14 49.63

See5 Quality 54.19 51.88 42.15 42.46 35.48 57.4 39.35 68.17 49.17

Table 3.3: Cloud detection results for Landsat 8 CCA dataset [163]. RGB gives performance
of algorithm with Landsat 8 bands 4,3,2 as input. Multispectral uses all 11 Landsat 8 bands.
Comparison with 9 other algorithms validated by Foga et al. [106] are given at the bottom,
with Quality values derived from the values given in the study. For each biome, the best-
performing algorithm is in bold. The multispectral performs best overall, with an average
quality metric 6.7% greater than the next highest, AT-ACCA.

same performance metrics used. Visualisation of CloudFCN’s results shows impressive

performance in difficult conditions (Figure 3.3)

The performance of the algorithm improved almost universally when all bands were

used (see Table 3.3). In 7 of the 8 terrain types within the Landsat 8 dataset, perfor-

mance improved, often by a very large percentage. The most dramatic improvements

were seen in Snow-Ice, and Barren terrains. These terrains also saw the worst perfor-

mance in RGB, perhaps owing to their high reflectivity and relatively smooth textures,

making them difficult backdrops for cloud detection. On average, the multispectral algo-

rithm performed significantly better than all other tested techniques. It is worth noting,

however, that the RGB CloudFCN still outperformed several of the previous algorithms.

It is not straightforward to posit which multispectral bands helped the model most

in its predictions, given the black box nature of neural networks. However, future work

could explore more spectral combinations than those tested here, to better constrain

which bands are useful for an architecture like CloudFCN. Nonetheless, the importance

of spectral band selection in instrument design is underlined by this experiment. Not

only does average performance improve substantially, but the variance in performance

over different terrains is reduced by including more spectral data (from a range of 45%
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Detected Cloud Missed Cloud False Cloud Clear 

Figure 3.3: Four examples of cloud detection on the Landsat 8 dataset from the multispectral
model. Very few mistakes are seen in the clouds’ interiors, but the edges are more error-prone.
The first example shows what may be a cirrus cloud over a vegetated region, the boundaries
of which show noticeably more errors of omission than neighbouring cumulus clouds. The
cloud over snow in the second pane is successfully detected, although large errors are seen at
it’s edge. The final two panes show highly successful detections of different kinds of cloud
over varied terrain, despite some disagreement at the very edges of clouds, which are often
not well defined and rather ambiguous. All scenes are shown as RGB composites using bands
4, 3 and 2. Note that the key below relates to the four colours in the masks, and not the
columns of images.

in RGB accuracies to a range of 23% in multispectral accuracies across the different

terrains).

3.4.5 Noise Tolerance

By testing on both Carbonite-2 and Landsat 8 data in several configurations, evidence

has been provided to show that CloudFCN is capable of high performance across a

range of sensors. Remote sensing cameras have a range of different sensitivities, bit

depths and noise characteristics, which can adversely effect the quality of cloud masking

algorithms. This section further proves the algorithm’s generality by showing the effect

on performance of adding white noise and quantization to our validation data. By testing

whether CloudFCN is sensitive to these parameters, further evidence can be found for

it’s general applicability as a cloud masking algorithm for Earth observation.

Importantly, directly assessing the absolute performance on noisy Landsat scenes is

not of interest here, as those scenes that are degraded badly by noise will not be used in
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applications anyway. Rather, these experiments provide us with a reasonable assessment

of what level of noise we can expect CloudFCN to overcome when used with other sensors.

Comparison between the noise types also indirectly provides insight into the importance

of pixel-level vs. textural features for CloudFCN’s predictions, because quantization

primarily affects texture whilst leaving pixel intensities relatively unchanged, whilst white

noise affects pixel intensities more strongly.

White Noise

For the white noise experiment, Gaussian noise of varying amplitudes is added to the

Landsat 8 dataset. The model is not retrained with more noise applied to it’s training

examples, instead just reusing the exact models trained for Table 3.3. For the purposes

of this experiment, only the white noise synthetically added to the data is measured, and

not the noise already within Landsat 8 images, as it is small in comparison to the added

noise [164]. The SNR (see Equation (3.7)) is used to measure the relative power of noise

to the original image’s signal, and is defined with respect to the image’s mean (µsignal)

and the standard deviation of the noise (σnoise),

SNR(dB) = 10log10(µ
2
signal/σ

2
noise) (3.7)

CloudFCN is tested at SNR values ranging from 20 dB down to 7 dB, examples

of images at different points in this range can be seen in Figure 3.4a. The omission

and commission rates for both RGB and multispectral models on the Landsat 8 dataset

can be seen in Figure 3.5a. In general, omission increased strongly with noise level,

whilst commission was less affected, even going down somewhat for the RGB model.

RGB omission was more sensitive, increasing from 11.0% by 42.2%, when compared to

multispectral omission increasing from 9.4% by 18.2%.

Quantisation

Quantisation—the reduction in bit depth—of an image, simulates a common compres-

sion technique in image processing, or a limitation in the sensor’s precision. Landsat

8 imagery is delivered in 16-bit precision (although it is derived from 12-bit raw data).

In this experiment, Landsat 8 imagery is re-quantised between 16- and 4-bit precision,

and track omission and commission rates over the Landsat 8 dataset for RGB and multi-

spectral models. Examples of images at different bit depths show a loss of local texture

information at lower precision (Figure 3.4b).

86



3.4. EXPERIMENTAL RESULTS

(a) Additive white noise (b) Quantisation

Figure 3.4: Examples of the effect of white noise and quantisation throughout the range of
levels applied to the Landsat 8 dataset for the validation in Section 3.4.5. For white noise,
an SNR of 7 dB represents a significant distortion of the data, leading to most small features
being overwhelmed by white noise. Quantisation also leads to a loss of textural information,
acting to smooth large areas with similar intensities.

(a) Additive white noise (b) Quantization

Figure 3.5: Omission and commission rates of both RGB and multispectral models against
the SNR (a) and the bit depth of the quantization (b). For both white noise and quantization
errors of omission increase with the level of noise. Meanwhile, the effect on commission is less
strong, suggesting the added noise has more of an impact on cloudy pixels than non-cloudy
ones.

The effect of bit depth on error rates can be seen in Figure 3.5b, and exhibit similar

trends for both RGB and multispectral models. In both cases, omission rates increase

at low bit rates, whilst commission trends downwards very slightly. The multispectral

results suggest a higher tolerance for quantization, with no noticeable increase in omission

until the bit depth goes below around 6-bits, whereas the RGB model begins to suffer at

around 8-bits. RGB omission increased 16.2% from 11.0% to 27.2%, significantly more

than multispectral which increased 7.4% from 9.8% to 17.2%. These results suggest

that performance of CloudFCN is not dependent on high precision data, requiring only

around 8-bits or more to perform optimally in RGB, or less in multispectral. Additionally,
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this experiment supports the claim that CloudFCN learns to place high importance on

textural and spatial information, because as the texture of clouds is removed and they

become smoother whilst leaving pixel intensities roughly the same, the model begins

misclassifying them.

3.5 Discussion

These experiments have shown that the proposed deep learning-based model performs

well in a range of settings, and is immediately applicable to RGB and multispectral

data as a state-of-the-art solution to the problem of cloud masking. In addition, it can

be reliably used for scene-wide cloud coverage assessment, showing the potential of this

algorithm for on-board use in future missions. On-board applications for convolutional al-

gorithms are now realistic, thanks to the proliferation of several deep learning-specialised

chips with low power requirements and small form factors. The RGB mode was used

because it provided evidence for performance on the large number of RGB satellites

currently being flown. Meanwhile, the multispectral mode makes CloudFCN’s results

directly comparable in a fair way with other methods that have access to these Landsat

8 bands. Of course, many satellites have different spectral band combinations, which will

be the subject of further study.

Multispectral bands—when available—led to better overall results. This is to be

expected, given that many surface features (e.g., urban environments, exposed rock and

snow) exhibit high albedo in visible bands, similar to cloud. However, the inclusion

of infrared bands gives the model a larger parameter space in which to separate cloud

from surface. If some of these bands are unhelpful (in the sense that they provide no

correlative power for prediction of output class), then the model’s weights will organise

in a way such that the unhelpful bands have negligible impact on the output class.

Performance over snow and ice was reasonable in RGB Carbonite-2 data, with only

6.45% of clear images over snow or ice being marked as >50% cloud. However, on the

Landsat 8 dataset performance in RGB was low over this terrain. This suggests that

textural information that is useful for discrimination of cloud against snow or ice is

exclusively available at higher resolutions (1 m) and is not as present at 30 m, as in

Landsat 8 imagery.

The application of cloud masking over snow therefore requires further research and

refinement, for which several possible directions exist. For example, simply producing

more labelled cloud masks over snow may help future models perform better. Or, a

preprocessing step could be used over snowy regions, either with a deep learning approach,
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or by geographical correlation with a snow-cover map, which would then be used as an

extra input to the model. However, this increases the algorithm’s complexity and adds

dependencies on external geographical information.

By applying noise to the data, it is shown that the algorithm can still perform reason-

ably well with low SNR sensors or with low bit depth data (especially for multispectral

images). Although these simulated sources of noise do not allow us to concretely ex-

trapolate the algorithm’s performance to other instruments, it lends strong evidence to

support the claim that this architecture can produce a robust solution for a wide range

of Earth observation cameras, assuming a relevant dataset can be created.

Ultimately, for deep learning to succeed in providing high-performance and prac-

tical tools to the Earth observation community, greater efforts must be made by the

community in creating, validating and distributing high-quality, high-volume labelled

datasets. Landsat 8 has the benefit of a large, openly available cloud masking dataset

which made this study (and many others) possible. However, for many satellite platforms

this approach is simply not feasible, given the lack of data. In this regard, traditional,

physically-informed thresholding models continue to hold a significant advantage over

deep learning, in that they exhibit interoperability on many satellites. Future model

development work should therefore focus on creating deep learning models that do have

some form of physical information handling capabilities, in order to create interopera-

ble models that take advantage of the high performance of deep learning alongside the

flexibility of traditional approaches. This reasoning was the motivation for later work on

dataset creation and sensor independent cloud masking (Chapters 4 and 5).

3.6 Interim Conclusions

In this chapter, the development of a state-of-the-art cloud masking algorithm, Cloud-

FCN, has been details. This model is a U-Net architecture whose design includes features

such as Inception modules, batch normalisation layers and Leaky ReLU layers. These

are selected based on evidence of their general success in computer vision tasks, and

the specific challenges of cloud masking in remote sensing data. Further, performance

testing confirms that FCN architectures are indeed a powerful tool in cloud masking in

a range of settings, and can perform better than previous techniques, given high-quality

labelled datasets. The success of CloudFCN in cloud masking suggests the architecture

is generally applicable to all segmentation tasks in remote sensing. Re-purposing the

algorithm for new use cases is straightforward, assuming the existence of sufficient la-

belled data. A direct extension to this work is the masking of cloud shadows, but more
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tangential possibilities also exist. For example—land-use segmentation, sea ice mapping

and vegetation studies.

The experimental results of this study underline the high accuracy of CloudFCN, but

also demonstrate its robustness to noisy data and a wide range of terrains in Sections

3.4.4 and 3.4.5. This shows the algorithm’s potential as a practical tool for researchers

currently using Landsat 8 data, and can inform practitioners when it is most suitable to

use CloudFCN, and when its results should be treated with suspicion. This study not

only establishes deep learning models as the best-performing method for cloud masking,

but that it provides incentive for those working with other satellites to create large, hand-

labelled datasets for segmentation problems (if they do not yet exist). This will allow

deep learning techniques to be better exploited on a wider range of sensors, and is the

focus of the next chapter.
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Some sections of this chapter are based on the documentation of the dataset, pub-

lished and available to download on Zenodo [3]. John Mrziglod and I collaborated in

designing the IRIS annotation tool, the code for which was written largely by John.

We performed roughly 50% of the dataset’s annotations each. I validated and organ-

ised the final dataset separately, and wrote the documentation on which this chapter

is based.

4.1 Motivation

Early in the development of cloud masking algorithms, the need for validation data

by which to assess the performance of model outputs was recognised. For example,

in 1982, [95] discussed the use of ground-based observations to verify the accuracy of

cloud masking algorithms. As well as validation through comparison with some source of

trusted data, there is now also a need for data to use in the training of models, especially

now that machine learning approaches have become more widespread and commonplace.

Currently, several datasets exist for cloud masking, which all have different strengths

and weaknesses. Multiple labelled datasets have been produced by the USGS for the

Landsat series of satellites, in particular, one for Landsat 7 [165], and two for Landsat

8 [126, 163] (the first of which is used in Chapter 3). For Sentinel-2, some data exists,

but the size of those datasets is relatively small compared with those for the Landsat

missions. The largest Sentinel-2 dataset [166] contains 38 scenes, annotated in full. For

a breakdown of prominent existing datasets, see Table 4.1.

In order to experiment with sensor independence, data from a diverse set of satellites

is preferable. Moreover, satellites with many bands provide greater variety when training

sensor independent models (as we will see in Chapter 5). Given that Sentinel-2 has a

relatively small amount of labelled data, it was determined that creating a dataset of

Sentinel-2 images would have the greatest impact for both this work and others’.

In planning to create this dataset, some observations about cloud masking were made

which informed the structure and methods used:

(i) model performance over an entire image or product is highly correlated, which

means using smaller sections of scenes has more value per pixel than using whole

scenes.
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(ii) current cloud masking datasets often focus on specific regions, or hand-select the

products used, which introduces a bias into the dataset that is not representative

of the real-world data it is sampled from.

(iii) cloud mask performance appears to be highly correlated to surface type and cloud

structure, so a dataset should allow users to easily test models in different scenarios.

(iv) labelling each pixel with different cloud types or land cover classes is very time

consuming and often ambiguous. However, categorising each image does not take

long and can provide some value (e.g. the 8 biomes in the Landsat 8 dataset used

in Chapter 3).

These factors have led to the conclusion that a dataset which prioritises the number

of products used over the number of pixels, and samples scenes randomly, would be of

massive value to a study on sensor independence and to the wider research community,

especially for Sentinel-2. In order to complete the annotations in a timely fashion whilst

maintaining high accuracy, we opted to develop a semi-automated annotation tool which

is described further in Section 4.2. The simple model employed during semi-automatic

annotation (a random forest) works well because of observation (i) mentioned previously.

Whilst a simple pixel-based approach like this would struggle to work across a diverse

range of scenes, the fact that it is retrained from scratch on each image makes its task

much more straightforward. The details of how the dataset was created is then discussed

in Section 4.3, including the selection of scenes, and the labelling strategy. Then, a

summary of the completed dataset is given in Section 4.4. Section 4.5 and 4.6 then look

at the statistics of the dataset, and the steps taken to validate the results.

Dataset Satellite Resolution
(m)

No. of
images

No. of
megapixels

Area
(km2)

No. of
classes

Cloud
cover Labelling Sampling

L7 CCA [92] Landsat 7 30 206 7’560 6.8e6 4 33.2% Manual Evenly across
9 latitude zones

SPARCS [126] Landsat 8 30 80 80 7.2e4 7 19.4% Manual By discretion

L8 CCA [163] Landsat 8 30 96 4’000 3.6e6 4 47.9% Manual Evenly across
8 biomes

95-Cloud [167] Landsat 8
(RGB+NIR only) 30 95 5’100 4.6e6 2 50% [121] Manual Mostly over

North America

CESBIO [166] Sentinel-2 60 38 105 3.8e5 5 19.6% Semi-automated Multiple scenes
over a few sites

CloudPeru2 [168] PerúSat-1 2.8 153 5’900 4.6e4 2 48.9% Manual Over Peru

OURS [3] Sentinel-2 20 513 536 2.1e5 3 53.1% Semi-automated Random across
2018 catalogue

Table 4.1: A non-exhaustive list of publicly available datasets for cloud masking. All of these
datasets are labelled as complete segmentation masks, where every pixel in the input image
is assigned a class.
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4.2 IRIS Annotation Tool

John Mrziglod (previously at European Space Agency, and World Food Programme)

and I collaborated to develop an annotation tool for the dataset, Intelligent Reinforce-

ment for Image Segmentation (IRIS), which is designed to make image segmentation for

multispectral imagery as efficient as practicable. The key feature of IRIS is an iterative

random forest model which aids the user in annotating the image. The basic workflow

for the user starts with labelling some pixels of different classes (e.g. clear, cloud, and

cloud_shadow). These are then used to train a random forest, which subsequently pre-

dicts the rest of the pixels in the image. The user can then inspect these predictions and

correct some errors, and retrain the model. This can continue for an arbitrary number

of iterations, until the user is satisfied with the accuracy of the mask. Around this core

feature, several design elements are included to make the task easier and more reliable.

This section first describes the random forest in more detail, and then documents the

other software features and how they can be used to aid in annotation.

4.2.1 Semi-Automated Labelling in IRIS

The Random Forest (RF) built into IRIS is vital for reducing the time spent annotating

images. As outlined previously, the RF learns from the pixels manually labelled by the

user, and then extrapolates what it has learnt to the rest of the image. For the images we

were using (1022-by-1022 pixels), training and prediction took a few seconds, depending

on the complexity of the RF being used. This can be activated using a hotkey or a button

on the IRIS interface.

As input, the RF receives the reflectances of the Sentinel-2 bands at each pixel posi-

tion. As well as these band values, IRIS also allows users to provide the RF with some

other features at each pixel, which can help its predictions. Edge filters can be added to

the input (which can help it close to class boundaries or on other complex structures).

These edge filters are simply the gradient in reflectances along the x- and y-axes, and so

give the RF extra information about whether the pixel is in an area with high structure,

or not.

Another possible input for the model is known as the “meshgrid”. The meshgrid

splits the image along x- and y-axes into a set number of grid tiles (e.g. 3-by-3). Then,

the RF is given as input which grid cell that the pixel is within, as an integer index

value. For example, a pixel in the top left grid cell might have a cell index of 1, whilst

a pixel in the bottom right might have a cell index of 9. By giving the model this as
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an input, different styles of prediction can be learnt for different sections of the image.

This can be useful in extremely difficult circumstances, where different sections of the

image have very different conditions or features, making classification without knowledge

of the location very challenging. In practice, we found that it was not advisable to use

the meshgrid unless absolutely necessary, as many annotations of each class would have

to be provided for every grid cell, otherwise the model would overfit and mark all pixels

in a given grid cell as a certain class.

Figure 4.1: Configuration pane for model in IRIS.
Values shown here are the defaults, set at the be-
ginning of annotation of each image.

The RF is retrained from scratch

for every image. This is done for sev-

eral reasons. First, a pixel-by-pixel

technique such as an RF does not have

the capacity to reliably learn how to

detect clouds over a diverse set of im-

ages (otherwise the whole exercise of

training a convolutional model would

be redundant). Second, even if the

model was able to learn from and

improve its performance over many

images, then those annotated at the

start would be unfairly disadvantaged.

Third, and perhaps most importantly,

it is impossible to eliminate all errors

during annotation for every image, but

by using the same RF for all images,

it would turn that random variance of

labelling styles between different im-

ages into a fixed bias. This would then

lead any model trained on this dataset

to simply learn the biased style of an-

notations that the RF had learnt. In-

stead, by resetting the model for each

image, the labelling errors are assumed to be at least somewhat uncorrelated between

images, reducing systematic errors and increasing variance.

When an image is loaded and annotation begins, the RF model is initialised in a

fairly simple configuration, with 100 trees, each with a maximum depth of 30, and a

maximum of 30 leaves, with only the Sentinel-2 band reflectances as input (see Figure
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4.1). This simple model tends to avoid overfitting, which is useful at the beginning of

annotation, given the relatively few pixels the user will have labelled. As the number of

corrections and additional labels made by the user grows, they may choose to increase the

model’s complexity as they see fit, especially if they notice that the model’s performance

has plateaued over several iterations. This can be done easily during annotation from

IRIS’s Preferences tab (see Figure 4.1). After updating the model’s parameters in the

Preferences tab, the model must then be retrained for those changes to take effect.

As well as being able to alter the inputs of the RF, there is also a post-processing

stage, which can help to denoise the results. This was implemented because we noticed

that in areas close to class boundaries, or where uncertainty in the model was high,

there would be scattered, high frequency changes in the class predictions, because each

pixel gave slightly different results. To mitigate this, the suppression filter eliminates

predictions which do not match a certain percentage of its neighbours. The filter is

turned off by default (see Figure 4.1). Both the size of the window around each pixel,

and the percentage of that window which must be the same class for it to pass through

the filter, can be configured. By default, pixels which fail to meet the criteria are turned

to clear, as this is often the “background” class in an image. However, this can also be

changed in situations where the image is predominantly cloudy, with small non-cloudy

areas. The net result of the suppression filter is to smooth the edges of predictions,

making them look more coherent and less noisy.

4.2.2 Visualisation in IRIS

IRIS uses multispectral data, and so decisions must be made as to how the data is

displayed, usually as false colour composites in RGB on a computer monitor, especially

when many bands are present, as is the case for Sentinel-2. For this reason, when setting

up IRIS, the user can define a set of “views”; a collection of different visualisations that

can be flipped between and compared during labelling. The ones used in the project

are defined in Table 4.2, and cover several common ways to visualise Sentinel-2 data. It

was found that certain views were much more effective than others over certain surface

types and cloud environments, and having a large selection that could be easily switched

between improved the user experience dramatically.

As well as changing the band combinations being visualised in IRIS, the appearance

of the image could be altered on the fly with hotkeys for increasing and decreasing the

saturation, contrast and brightness of the images. This was often helpful in areas of very

high reflectance, like snow, where decreasing brightness and increasing contrast could
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Name Bands

RGB B4, B3, B2

Colour Infrared B8, B3, B2

Red Edge B6, B5, B4

Land vs. Water B8, B11, B4

Urban B12, B11, B4

Agriculture B11, B8, B2

Atmospheric Penetration B12, B11, B8A

Snow B1, B11, B12

NDVI (B8-B4) / (B8+B4)

NDWI (B8A-B12) / (B8A+B12)

NDSI (B8-B4) / (B8+B4)

Cirrus B10

Table 4.2: Views defined in IRIS for the Sentinel-2 cloud mask catalogue. Whilst many
of the views’ names are based on features that they visualise clearly, all views were used
interchangeably during annotation, with no fixed use-cases. RGB, Colour Infrared, Snow, and
Cirrus were particularly useful.

reveal more detail, or over sea where reflectance was low and the image was too dark

without additional brightening. Panning and zooming were also easy to perform by

dragging across the screen and using the mouse wheel. This zooming was essential when

annotating small areas close to the edges of small clouds, for example.

We used IRIS to annotate images of a fixed size (1022-by-1022 pixels at 20m reso-

lution). However, the edges of those images are more difficult to annotate if the areas

outside the boundary cannot be seen, because adjacent areas inform how we label a given

point. To eliminate this, we designed IRIS to display a slightly extended image, 64 pixels

more per side, than we actually annotate. When labelling, the extent of the actual area

being masked is bounded by a dashed line, and marking cannot be made outside of it.

4.2.3 Painting in IRIS

IRIS uses a paintbrush tool that could be quickly altered in size using hotkeys. This

enables the user to rapidly fill large areas, and then switch to a smaller brush-size to

add detailed labels at the edges if needed. Often, after training and predicting with

the model, small errors are made by the RF at the edges of clouds, and so a very fine

brushstroke can be helpful in correcting these. As well as the paintbrush tool, there is
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also an eraser tool, which can be used to delete the user’s annotations, or to clear the

image of annotations completely.

The segmentation mask can be overlaid on top of the image using a set of semi-

transparent colours (see Figure 4.2, one for each class. The hand-drawn labels (known as

the user mask) are visualised separately to the final mask—the combined mask of user

and model output—so that the user can see where they have already marked, and not

get confused between their own markings and those of the random forest.

Figure 4.2: User interface in the IRIS software when annotating. Sentinel-2 subscene shown
in “RGB” view (left) and “Snow” view (right)—see Table 4.2 for their band combinations.
The bottom pane is an example of when the mask visualisation is active. Note the bright red
colour of the snow covered areas, making it easier to delineate cloud from surface over the
mountainous region. This screenshot shows the mask close to completion, with few errors
left for the user to resolve.
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4.2.4 Other Features

When annotating many hundreds of images, it is inevitable that difficulties arise which

could not have been foreseen during the development of IRIS. To allow greater flexibility

during the annotation process, each user has the option to leave notes for each image they

annotate, describing any problems that arose. For example, we used these to indicate

when an image was entirely clear, as it could be mistaken for an unlabelled scene that

had been accidentally marked as complete, rather than one which was inspected and

found to contain no cloud. We also used the notes to indicate where it was not possible,

due to stratigraphic shadow (shadows cast by landforms, such as mountains) or unclear

boundaries, to mark cloud shadow. The notes could also be used to indicate when images

show an interesting or surprising feature.

For some images, none of the views we defined were particularly helpful in discerning

what it was we were actually looking at. In these instances, the hyperlink to the coordi-

nates of the image in Google Maps was incredibly useful, allowing us to quickly see where

on the planet we were looking, and see it using the data available on the Google Maps

satellite view, which is almost always cloud-free and higher resolution than Sentinel-2.

Often this was used when the entire scene had a near-constant high reflectance, and it was

difficult to tell whether it was either entirely cloudy, or entirely clear over an extended

icy terrain, like Antarctica.

Undo and redo buttons were extremely useful, especially when training and retraining

the RF based on new annotations. If the user is unhappy with the RF’s new predictions,

or has made a mistake during labelling, they can quickly undo the changes, or experiment

and compare by repeatedly undoing and redoing. This requires IRIS to save a history of

changes so that it can revert to previous states.

After each image was annotated, the software also asks users to confirm whether they

are happy with the mask, or whether they would like to continue working on it later.

Additionally, the user is asked to rate on a subjective scale from 1–5 how difficult the

image was to annotate:

1. Near perfect
2. Very confident
3. Mostly confident
4. Possibly some errors
5. Possibly large errors

Besides the annotation interface, which is where users actually create the segmen-

tation masks, there is also an admin page, which gives those users with administrator
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privileges more information about the project. In the admin page, the work done by

users can be viewed in tabular form. Each mask that a user creates forms a row in the

table, with the image id, user id, date of creation, whether the mask is confirmed as final

by the user, and the difficulty rating. Alternatively, rather than per mask, the table can

also be viewed as one row per image, showing the number of users who have annotated

it, and a measure of agreement (the F1 score averaged across classes) between them. A

progress bar also indicates the total percentage of the images which have been labelled.

In real-world use, all of the features described above can be used to massively increase

the efficiency of the labeller, especially when hotkeys are used to eliminate mouse move-

ments. Whilst saving a small amount of time per individual use, the net time saved in

mouse movement is huge when annotating many images. When combined with the time

saved in not needing to paint every pixel, because the random forest infills the major-

ity for you with its predictions, annotation becomes incredibly rapid. We estimate that

annotation of all 513 images, 60 of which were annotated twice, took roughly 100 hours

of time between the two of us. This means, on average, each scene took roughly 5min

45s to label. Whilst we did not measure the time taken for each individual scene, we

both noted that the vast majority of scenes took far less time, whilst a few with complex

structures that the RF failed to label correctly took far longer (see details about some

of these in Section 4.6), sometimes requiring over an hour. Based on some initial testing

involving manual annotations on a few images, IRIS led roughly to a fivefold increase

in speed, meaning that over the entire dataset, around 400 hours of labelling time were

saved.

4.3 Dataset Creation

We first randomly sampled images from the Sentinel-2 2018 archive. By “random”, we

mean that every product in the 2018 archive had an equal chance of being selected. For

each selected product, we then extracted random areas of 1152-by-1152 pixels at 20m

(note the difference between this and the final 1022-by-1022 subscenes).

Once our subscenes were extracted, we began annotating some test images, and con-

figured IRIS. Several different views were defined based on these tests, as described in

Section 4.2.2. During annotation, we padded the subscenes by 64 pixels on each side

(resulting in the 1152-by-1152 image used in IRIS), so that there was no disadvantage to

annotations close to the edge of the final 1022-by-1022 window. Originally, the intention

was to export 1024-by-1024 pixel masks, however we noticed too late a bug in IRIS which
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caused all edge pixels of the mask to be unfilled, hence we cropped a pixel from each side

of the images and masks, leaving the final 1022-by-1022 window size.

Figure 4.3: Example of the Google Form
used to add classification labels to each
scene. Cloud Height and Cloud Type
were also selected in this interface. The
checkboxes allowed us to select multi-
ple non-mutually exclusive options within
each category. The results from this
Google Form were then automatically
tabulated into a Comma Separated Val-
ues (CSV) file, with a row for each entry.

As mentioned previously, the RF could be

configured dynamically during annotation. As

a general rule, we began annotating a subscene

with a simple, small RF that just used the

reflectance values. If the model was seen to

be struggling, then edge filters could be added

as input, and the size of the RF could be in-

creased in terms of number of trees, branches

and leaves. A suppression filter could also be

activated, which smoothed the mask by remov-

ing cloudy/shadowy pixels which were not in

the vicinity of others. We always checked care-

fully over the image to check that the RF had

done a reasonable job, and often found that sig-

nificant numbers of iterations and manual cor-

rections were required.

We annotated with high recall in mind. If

we felt split between annotating an area as

cloudy or clear, we defaulted to marking as

cloudy. There is no perfect solution to this, as

cloud masking is an inherently ambiguous task,

but we felt that most users of cloud masks de-

sired high recall, and thus our cloud masks should be cautious and err on the side of

cloud when in doubt.

Our annotation style was formalised using 10 hand-picked images (which contained

difficult or instructive examples of the kinds of decisions that would need to be made).

These 10 images constitute the calibration set, on which we refined our annotations in

an attempt to get as high an agreement between us as possible, within a session of a few

hours.

Once calibration was completed, we began annotating subscenes individually, served

to us randomly by IRIS. This comprised the scenes with the main dataset, totalling 453

annotated subscenes. After this, we then decided to both annotate another 50 subscenes

in parallel (without consulting one another like we had in calibration). This validation
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set can then be used to measure the level of inter-annotator agreement, and thus gives

users a rough guide of human-level performance (discussed further in Section 4.6).

After the segmentation masks were completed, we then went through every image

again and added image-wise classification tags (see Section 4.4 for the definitions of each

tag used). These were gathered externally to IRIS, and were entered into a spreadsheet

using a Google Form, in which the product ID of each scene was entered, along with

checkboxes for each of the classification tags (see Figure 4.3). Some logical checks were

then carried out on the spreadsheet to flag and correct human errors in this process (e.g.

no image can contain a cloud type, but not a cloud thickness, relative cloud height and

cloud extent tag). Undoubtedly, some errors remain in the classification tags, and many

of the images were inherently ambiguous, with their classification very much a subjective

judgement.

4.4 Dataset Description

The final dataset comprises cloud masks for 513 1022-by-1022 pixel subscenes, at 20m

resolution, sampled randomly from the 2018 Level-1C Sentinel-2 archive. In addition to

the pixel-wise, 3 class (clear, cloud, cloud_shadow) segmentation masks, we also provide

users with binary classification “tags” for each subscene that can be used in testing to

determine performance in specific circumstances. These include:

• SURFACE TYPE: 11 non-mutually exclusive categories

– forest/jungle: dense tree cover

– snow/ice: any snow or ice covering either land or water

– agricultural: farmlands or pasture

– urban/developed: human structures, conurbations, villages, industrial sites

(does not include solitary roads)

– coastal: coastlines, specifically (not just water near to land, but the division

between land and water itself)

– hills/mountains: noticeably hilly terrain

– desert/barren: completely arid, or very sparsely vegetated drylands

– shrublands/plains: somewhat sparsely vegetated areas, or non-forested ar-

eas without obvious signs of agriculture

– wetland/bog/marsh: areas with large amounts of standing water (although

not extended, large bodies of water, as this is dealt with separately)
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– open_water: extended bodies of water, such as large lakes that continue

beyond the image bounds, or the sea

– enclosed_water: lakes, large rivers, or contained areas of seawater (e.g.

fjords)

• CLOUD TYPE: 7 non-mutually exclusive categories

– cumulus: rounded, clumpy and separate clouds

– cumulonimbus: clouds with very large, steep, vertical profiles, reaching up

very high

– altocumulus/stratocumulus: most general cloud type, denoting any clouds

that form periodic cells. Could be high or low, and thick or thin

– cirrus: thin, extended clouds that have high reflectance in the Cirrus (B10)

band. Sometimes almost invisible or very faint in any other band

– haze/fog: low-lying, textureless, thin cloud. Often distinguishable because

it looks similar to cirrus, but with no reflectance in B10

– ice_clouds: any cloud that has a noticeable icy signature, seen as reddish-

orange in the false-colour B1 (red), B11 (green), B12 (blue)

– contrails: exhaust trails left by planes

• RELATIVE CLOUD HEIGHT: 2 non-mutually exclusive categories

– low: any cloud which has no obvious sign of high-altitude (high reflectance

in the Cirrus (B10) band)

– high: any cloud with noticeable reflectance in the Cirrus (B10) band

• CLOUD THICKNESS: 2 non-mutually exclusive categories

– thin: any cloud where some surface colour/signal can be seen through it (not

including at the edges of thick clouds, to avoid all thick tags being accompanied

by thin ones)

– thick: any cloud where no surface can be seen through it (except possibly at

its edges)

• CLOUD EXTENT: 2 categories

– isolated: clouds which are separated from one another, such that there are

no areas of continuous cloud across the majority of the subscene

– extended: clouds which span continuously across a majority of a subscene
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By including subscenes from so many Sentinel-2 products, selected completely at

random, it was possible to produce a statistically representative, stratified sampling of

the whole Sentinel-2 archive. Without having several hundred scenes, it would be difficult

to be certain that the dataset was representative of the wider Sentinel-2 archive, especially

with regard to rarer cloud formations or surface types.

Wherever practical, cloud shadows were also annotated, however this was sometimes

not possible due to high-relief terrain, or large ambiguities. In total, 424 were marked

with shadows (if present), and 89 have shadows that were not annotatable due to very

ambiguous shadow boundaries, or terrain that cast significant shadows. If users wish to

train an algorithm specifically for cloud shadow masks, we advise them to remove those

89 images for which shadow was not possible, however, they need to bear in mind that

this will systematically reduce the difficulty of the shadow class compared to real-world

use, as these contain the most difficult shadow examples.

We also provide users with shapefiles that define the boundary of the mask on the

original Sentinel-2 scene in latitudinal and longitudinal coordinates. If users wish to

retrieve the L1C bands at their original resolutions, or fuse the scenes with other data

from that geographical area, they can use these to do so.

4.5 Dataset Statistics

This section uses statistics to help describe the dataset, and validate our labelling strat-

egy. The prevalence of the three classes (clear, cloud, cloud_shadow) is shown in Fig-

ure 4.4. As we can see, clear and cloud classes are roughly equal, with around 50% each,

whereas cloud_shadow is much rarer. This is an underestimate for the true percentage of

shadow, though, given that some scenes contained shadow that could not be annotated

with this class. The difficulty, rated between 1 and 5, was a subjective measure used

to note where we thought substantial errors may be found in the segmentation masks.

Happily, the majority of images were of difficulty 1, with only around 17% at difficulty

4 or 5 (Figure 4.5).

We can also look at the percentage of scenes with each classification tag. As they

are not mutually exclusive, the tags of a given type (e.g. cloud height) do not add up

to 100%. Some tags, such as contrails, are exceedingly rare, whilst cumulus clouds are

observed in the majority of subscenes. The categories that are traditionally of most

concern when using cloud masks (thin cloud, cirrus cloud, and snow/ice) are all well

represented (Figure 4.6).
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Total CLEAR: 45.955% |------------------> |
Total CLOUD: 52.579% |---------------------> |
Total CLOUD_SHADOW: 1.466% |> |

|________________________________________|
0 50 100

Figure 4.4: Pixel-wise class percentages across the dataset. Clear and cloud are found in
roughly equal amounts, whilst cloud_shadow is much rarer.

1: 52.632% |---------------------> |
2: 6.238% |--> |
3: 23.782% |---------> |
4: 13.06% |-----> |
5: 4.288% |-> |

|________________________________________|
0 50 100

Figure 4.5: Distribution of user-rated difficulty scores across the images. Slightly more than
half of images were marked as very easy (these were often subscenes which were completely
cloudy or clear).

forest/jungle: 17.154% |------> |
snow/ice: 22.027% |--------> |
agricultural: 13.840% |-----> |
urban/developed: 8.967% |---> |
coastal: 4.094% |-> |
hills/mountains: 11.501% |----> |
desert/barren: 14.035% |-----> |
shrublands/plains: 13.255% |-----> |
wetland/bog/marsh: 2.924% |-> |
open_water: 23.392% |---------> |
enclosed_water: 6.823% |--> |
thin: 42.690% |-----------------> |
thick: 61.793% |------------------------> |
low: 53.801% |---------------------> |
high: 46.979% |------------------> |
isolated: 34.113% |-------------> |
extended: 52.632% |---------------------> |
cumulus: 56.920% |----------------------> |
cumulonimbus: 10.916% |----> |
alto/stratocumulus: 35.088% |--------------> |
cirrus: 36.647% |--------------> |
haze/fog: 3.119% |-> |
ice_clouds: 18.519% |------> |
contrails: 0.780% |> |

|________________________________________|
0 50 100

Figure 4.6: Prevalence of each classification tag across the 513 images.
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4.6 Validation and Uncertainties

The labelling of clouds is an inherently ambiguous task, given that the optical depth of

cloud lies on a continuum from almost entirely opaque to vanishingly thin. Inevitably,

the human labeller must define a thinness at which to delineate between cloudy and clear,

and this must be done with only visual cues over varied terrain. Often, even if a cloud is

thick enough to be marked, its boundaries can be ill-defined and impossible to segment

with certainty.

By using multiple annotators, we inevitably introduce some additional variance into

the segmentation masks, beyond the variance produced by a single annotator. We can

measure the level of inter-annotator agreement on the validation set, to give us an idea

of the total variance in annotations. We opted to use the class-wise F1 score, meaning

each class was treated as the “positive” class against all others, and the F1 score then

calculated between the two masks in the usual way as defined in 2.2.7. This has the

advantage of being symmetrical with respect to which mask is treated as the “prediction”

and which as the “truth” (the recall of one annotator is the precision of the other, and vice

versa), and so is a good metric for comparing the agreement between the two labellers.

We also calculate the total percentage of pixels in agreement with one another, which we

refer to as the accuracy. However, this does not tell us about the agreement with respect

to specific classes like the class-wise F1 score.

First, we can measure these metrics for the calibration set of 10 images, labelled at

the beginning of the dataset’s creation (Figure 4.7). At the end of the labelling exer-

cise, the 50 subscene validation set was also annotated by both of us (Figure 4.8). We

were surprised to find a higher overall agreement for validation, given that we worked

on the masks separately, without consultation. However, this may be because the cal-

ibration images were hand picked because of their usefulness in demonstrating certain

features that may be difficult to annotate consistently. We encourage users to split the

dataset such that the test set includes all calibration and validation images, so that an

approximate comparison can be made between model performance and inter-annotator

agreement.
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CALIBRATION:

CLEAR F1 SCORE: 94.478% |-------------------------------------> |
CLOUD F1 SCORE: 93.149% |-------------------------------------> |
CLOUD_SHADOW F1 SCORE: 85.024% |----------------------------------> |
TOTAL ACCURACY: 93.739% |-------------------------------------> |

|________________________________________|
0 50 100

Figure 4.7: F1 scores and accuracy between the labels of the two annotators across the 10
images in the calibration set.

VALIDATION:

CLEAR F1 SCORE: 94.574% |-------------------------------------> |
CLOUD F1 SCORE: 95.969% |--------------------------------------> |
CLOUD_SHADOW F1 SCORE: 77.947% |-------------------------------> |
TOTAL ACCURACY: 94.978% |-------------------------------------> |

|________________________________________|
0 50 100

Figure 4.8: F1 scores and accuracy between the labels of the two annotators across the 50
images in the validation set.

4.6.1 Known Issues

Here we review the issues with the dataset that affect its reliability.

Mask boundaries: As discussed previously, we discovered a small bug that affected

the border pixels of each mask, making them all clear. To resolve this issue, we have

cropped all masks and subscenes to be 1022 pixels across in both dimensions.

Cloud pixels surrounding shadows: We noticed in many scenes that, at the bound-

ary between cloud shadow and clear pixels, a thin line of cloud pixels could sometimes

erroneously appear in the Random Forest prediction. We corrected these errors manu-

ally when they were spotted during annotation, however, because it affected very small

areas, some were missed. It is likely that this occurred because the edge of cloud shad-

ows resembled the darker, shaded areas of clouds to the Random Forest. We considered

attempting to use a post-processing technique to remove these artifacts, however we de-

termined that it would likely cause more errors than it would solve. Overall, these are

most often a few isolated pixels at the edges of some shadows, and so should not effect

an algorithm’s training (or test accuracy) too dramatically.

Large, thin cloud boundaries: If thin clouds (often cirrus) appeared over a large

section of the image, it was often incredibly difficult to tell exactly where the boundary

lay between clear and cloud. Ultimately this is a subjective exercise, and we approached
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it with the understanding that, if in doubt, we would mark it as cloud. This is because

most end-users of cloud masks desire high cloud recall, though we appreciate it may not

suit users who prefer high precision.

High-reflectance icy subscenes: Some subscenes, often over the Antarctic, were

essentially completely white in all bands, except the SWIR bands, indicating that the

entire subscene was dominated by ice or snow. It was often difficult to tell if this was

either clear, high-altitude ice shelves, or smooth icy clouds. We therefore usually marked

these with high difficulty (4 or 5), as we were never completely certain that we hadn’t

marked the entire scene incorrectly.

Classification tag ambiguities: The classification tag scheme was developed to be a

quick-and-easy way to understand how an algorithm performs in a given context. They

are based on visual cues (described in Section 4.5), rather than physical measurements.

As a result, the categories used will not be suitable for every user, and some human

errors will be more likely to persist. In particular, cloud type should be seen as much

more of a subjective classification, that delineates clouds by certain visual characteristics,

but without any formal meteorological rigour. We recommend that if users have specific

needs of their own they should develop their own classification scheme to compliment

the one provided here.

4.7 Interim Conclusions

Existing cloud masking datasets are heavily focused on the Landsat series of satellites.

We have designed this dataset to complement those prior efforts by focusing instead

on Sentinel-2, with the philosophy of maximising the diversity of scenes used, whilst

sampling them at random. We have produced the largest (with respect to number of

scenes) cloud masking dataset currently available. In pursuing this, we have also designed

and released a highly practical, intelligent, and adaptable tool, IRIS, that can be used

for a huge variety of image segmentation labelling with any image data held in a multi-

channel array, not limited to multispectral satellite data.

Research into sensor independent deep learning requires—by definition—datasets

from many sensors. With this Sentinel-2 dataset, we have opened up the possibility

for training and testing sensor independent models, which Chapter 5 will deal with. Fu-

ture labelling work can further extend this to other sensors, applying the same framework

for semi-automated annotation using IRIS.
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5 | SEnSeI

This chapter is based heavily on a paper accepted for publication in IEEE Transac-

tions on Geoscience and Remote Sensing. The technical work presented here was

carried out by myself, but was supported by the activities of my co-authors as de-

scribed in Chapter 4.

5.1 Motivation

This chapter proposes a versatile framework, Spectral ENcoder for SEnsor Independence

(SEnSeI), which enables deep learning architectures to become sensor independent. SEn-

SeI is a pre-processing module, which acts as the translator between the “languages” of

individual sensors (their individual channels’ reflectances and wavelengths) and a shared

feature space that can then be inputted into an existing deep learning model (or indeed,

any other machine learning model). SEnSeI’s design does not depend on the model it

is used with, allowing it to be bolted onto any pre-existing machine learning or deep

learning architecture, which can then be trained to be sensor independent. SEnSeI is

designed as a permutation invariant neural network, the theoretical background and

practical development of which is set out in Section 2.2.6.

Ideally, the addition of SEnSeI to a model will have no deleterious effects on its perfor-

mance, whilst also making it sensor independent. In order to distil down the implications

of SEnSeI, all the experimental results are tied back to the following hypotheses:

Hyp. (A): If SEnSeI is added to a deep learning model, there is no reduction in per-

formance when trained and tested on data from a single sensor.

Hyp. (B): If SEnSeI is added to a deep learning model, the model can be trained on

multiple sensors without a drop in performance relative to when it is trained on an

individual sensor.

Hyp. (C): SEnSeI can enable a model to perform adequately on a previously unseen

sensor, given training data that provide close equivalents to the unseen sensor’s

spectral bands.

Both a single-pixel neural network, and a large convolutional model (DeepLabv3+ [65])

are combined with SEnSeI, using various training set configurations. These two models
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show how SEnSeI interacts with as wide a range of models as possible, from the very

simple to the very complex. The key findings in this chapter include:

• A novel model architecture, SEnSeI, is proposed. SEnSeI is a permutation invariant

neural network, with unique features specifically designed for remote sensing data.

• DeepLabv3+ is shown to work extremely well as a cloud masking model, exhibiting

higher performance than other existing techniques for several multispectral satel-

lites.

• By combining SEnSeI with DeepLabv3+, training datasets can be combined to

make models which work across many instruments, with a range of resolutions and

spectral band combinations.

• Whilst in some instances, sensor independence leads to higher numerical perfor-

mance (e.g. in the tests on Landsat 8 data), the primary benefit of adopting sensor

independence with SEnSeI is the increase in a model’s usability. With SEnSeI, it

is now possible to create reliable cloud masks for a huge family of multispectral

instruments, even those which do not currently have labelled datasets.

After this section, the experimental setup, including model design, datasets and their

preprocessing, and model training is detailed in Section 5.2. Then, quantitative test

results on four satellites’ data, Sentinel-2, Landsat 8, Landsat 7 and PerúSat-1 are given

in 5.3, along with visual results on Sentinel-3 SLSTR. Sections 5.4 and 5.5 discuss how

these results fit with the aforementioned hypotheses, the possible implications this work

has on deep learning in remote sensing, some of the future avenues of research this entails,

and its limitations. The code associated with this work is publicly available [169].

5.2 Methods

5.2.1 SEnSeI Design

SEnSeI is an example of a PINN. This simply means that the output of SEnSeI is inde-

pendent of the order of the inputs. In practical terms, this invariance is achieved through

a simple averaging over the outputted features corresponding to each input. Imagine a

neural network ingesting N input vectors, and thus outputting N feature vectors, which

are then pooled to make a single feature vector. This averaged feature space is the shared

representation that SEnSeI passes to a standard deep learning model. Importantly, this
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can only be done because of the fixed size of the representation outputted by SEnSeI; an

output which changed shape based on the inputs would not be compatible with standard

deep learning models.

The structure of satellite data is the primary driver for the design of SEnSeI. In

essence, satellite data can be considered as a set of bands, each with an extended spatial

map of reflectances, and a spectral profile. This set of bands is the set of input points to

SEnSeI, and its output is a matrix of the same spatial dimensions as the original bands,

but with a fixed number of channels which does not depend on the number of input bands.

The precise nature of this representation is, of course, non-linear and determined through

stochastic training of the network, meaning the output channels do not necessarily have

a well-defined physical analogue, or strong associations with any one input band.

Essentially then, SEnSeI’s task is to take each channel, and represent them all in

a way that preserves the information about their reflectance and their wavelength, and

also ensures that when pooled, that information is not degraded or confused with other

channels. If trained on a fixed set of input channels, it is easy to see how this architecture

could overfit, given that the spectral profiles it fits to would always be identical. To avoid

this, random subsets of the available channels are used to increase variation, as described

further in Section 5.2.2.

The spectral profile of each band is parameterised as a ‘descriptor vector ’. This

consists of a vector with three values: The lower, central and upper wavelengths of the

spectral band in question. The central wavelength is taken as the peak of the spectral

response curve if known, or simply the halfway point between lower and upper wave-

lengths. The wavelength values are normalised, with further details of the procedure

found in Section 5.2.5. Figure 5.1 visualises the spectral bands of the sensors used in this

experiment.

The architecture of SEnSeI can be split into 4 sub-modules, detailed in Figure 5.2.

First, the ‘DESCRIPTOR BLOCK ’ comprises a neural network with several fully con-

nected layers, with ReLU and Group Normalization layers between them. 9 layers were

used, with a final output vector of 64 features. At this point, there are N vectors being

outputted from the ‘DESCRIPTOR BLOCK ’, each corresponding to one of the N bands

at input. No information from the reflectance values, nor other bands’ descriptor vectors,

are used in these calculations. Simply, each of the N descriptor vectors (of length 3) enter

a 9-layer neural network, which transforms them each into vectors of length 64.

Next, the ‘PERMUTATION BLOCK ’ takes each possible pair of the N outputs from

the previous module, and concatenates them together into N2 128-dimensional feature

vectors, where each band is paired with all N bands, including itself. The 128 dimensions
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400 500 600 800 1000 1500 2000Wavelength (nm)10000 11000 12000 13000

Sentinel-2

Landsat 8

Landsat 7

PeruSat-1

SLSTR (not inc. thermal bands)

Figure 5.1: The band spectra of the instruments used in this chapter. This shows the diversity
of sensors used, and underlines the need for sensor independence. The values here represent
the FWHM of the bands, but should not be taken as exact. The descriptor vector corre-
sponding to each band comprises its minimum, central, and maximum wavelengths. SLSTR’s
thermal bands are not shown as they are not used in this study’s experiments. Colours and
small vertical offsets are used arbitrarily, to help make neighbouring and overlapping bands
more distinct.

simply come from the two 64-dimensional vectors concatenated together. These are then

fed through 5 fully connected layers, and outputted as 128-dimensional vectors. To reduce

the number of vectors from N2 back down to N , a pooling operation must be performed.

By averaging across the N pairs associated with each of the bands, the number of feature

vectors is reduced back down to N .

Third, a ‘COMBINED DESCRIPTOR BLOCK ’ does essentially the same as the

‘DESCRIPTOR BLOCK ’ module, but this time acts on the outputs of the previous

module, again producing a 64-dimensional feature vector for each of the N inputs. This

block is the final set of neural network layers in SEnSeI.

At this stage, SEnSeI has not used any of the reflectance band information. To do

so within a neural network would require us to compute the outputs of each layer across

each pixel of the input image, as the pixels do not all have the same reflectances. This

could become very computationally intensive for large images. To get around this, the re-

flectance information is introduced with the ‘BAND MULTIPLICATION BLOCK ’. This

module takes the 64-dimensional output feature vectors of the ‘COMBINED DESCRIP-

TOR BLOCK ’ and multiplies each by the bands’ corresponding reflectance values with

an added offset of 0.5 (so that information from low reflectance values are still included

in the output), producing an N-by-X-by-Y-by-64 feature map. This multiplication is

computationally cheap and so can be carried out easily over each pixel.

The entire operation, up to this point, can be thought of as the transformation F from

(Eqn 2.9). If we were to swap any two inputs, say, Red and Green, in Figure 5.2, then we
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Figure 5.2: Schematic of SEnSeI. Inputs are N images with N corresponding descriptor vec-
tors (circles), with only 3 (red, green and blue) shown here for simplicity. Band multiplication
creates feature maps which have the same extent as the input image, wherein each pixel
is represented by a 64-dimension vector, scaled by the band’s reflectance in that position,
plus an offset of 0.5 such that low reflectances are still represented. The entire operation is
permutation invariant, given that the final mean averaging over the feature maps does not
depend on the inputs’ order.
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can see that the order of the outputs would be changed in the same way, hence satisfying

(Eqn 2.10). Finally, there is a pooling operation, P, applied to the set of feature maps:

A mean averaging over the N feature maps, producing an X-by-Y-by-64 feature space

that can be directly inputted into any other model, in this case DeepLabv3+. Whilst

SEnSeI does not fuse information between pixels, the spatial features one finds in the

input image are also present in the outputted feature map, because each pixel’s feature

vector is affected by its input reflectances. This means that models attached to SEnSeI

still have access to that spatial information.

Although this approach is applied specifically to multispectral data, SEnSeI could

easily be adapted to work with a range of different data types. Essentially, any data

structure for which there is a set of images, each with a corresponding group of descriptors

(in this case wavelengths) that can be parameterised.

Whilst SEnSeI has many neural network layers, computation is incredibly cheap,

because the neural networks act only on the descriptor vectors, rather than the much

larger image data. The final band multiplication operation is the only one which scales

with the spatial dimensions of the image data. During supervised training there was only

a 5% slow down per iteration compared to the standard DeepLabv3+ model. When using

the models to make predictions after training, SEnSeI did lower the speed by a small

amount, but only when many bands were used (see Appendix A).

5.2.2 SEnSeI Pre-training

The weights for SenSeI were pre-trained before the supervised training of cloud masks,

as part of an autoencoder architecture. There were two primary aims in this exercise: (i)

optimise SEnSeI’s design, by testing many different architectures, and (ii) pre-train the

weights of SEnSeI for use later in the supervised training of SEnSeI with DeepLabv3+.

Autoencoders are commonly used to train models in an unsupervised manner, as is

done here. The autoencoder setup involves encoding the inputs with SEnSeI, and then

decoding those encoded features with a decoder. In this case, there were two, parallel

decoder modules. At this point, SEnSeI is not being trained for cloud masking, but simply

its ability to represent the data from different spectral bands in a coherent manner. The

autoencoder training setup is outlined in Figure 5.3.

The first decoder module, known as the discriminator, predicts whether or not a

given reflectance band was included in the input. It outputs a confidence that a band

was in the original input, doing so for twice as many candidate descriptors as were in the

original, such that half its answers should be true (for those which were in the inputs),
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and half false (for those which were not). The loss for the discriminator, Ldiscriminator,

is the mean squared error of the predictions. The ith truth value is 1 if that descriptor

was present in the original input, making its contribution to the loss (1 − pi)2 where pi

is the prediction. For fake descriptors which weren’t in the original, the truth value is 0,

making the term in the loss p2i . These two cases lead to the function for Ldiscriminator
seen in Figure 5.3.

Second, the estimator takes the inputted descriptors, and determines what the re-

flectance value of each band was, based on the output of SEnSeI. These two different

decoders lead SEnSeI to be optimised both in its ability to represent many spectral bands

simultaneously without overlap and confusion, and to retain information about the re-

flectance values in each of those bands. The loss for this branch, Lestimator, is also the

mean square error. This is calculated as the square of the difference between each band’s

true reflectance, and the predicted reflectance outputted by the estimator (Figure 5.3).

Both of these losses take the form of a mean square error function. For the estimator

this is an intuitive choice, because the mean square error heavily penalises outliers due to

the quadratic term, which encourages the model to make many small inaccuracies across

the reflectance values, rather than a few very large errors. For the discriminator, given

the unusual form of the loss (wherein half the values are expected to be 1, and the other

half 0) the mean square error offered a straightforward formula for the desired behaviour,

and was thus the most practical loss to use.

As input, SEnSeI was given a set of between 3 and 14 randomly generated descriptor

vectors, alongside randomly generated reflectance values associated to each one. The

descriptor vectors were created so that they represented realistic spectral bands: central

wavelengths between 400nm–20µm, covering the range of typical multispectral instru-

ment bands (see Figure 5.1), and bandwidths also tuned to cover typical cases. Having

outputted a combined feature vector, the two decoder modules (simple neural networks

with several fully connected layers) performed their discrimination and estimation. Once

trained, the discriminator and estimator are no longer needed and are discarded, leaving

only SEnSeI to be used in the supervised training of the cloud masking model.

The specific architecture of SEnSeI was chosen during this unsupervised training,

by minimizing the loss with respect to the number of layers in each block, number of

hidden units in each layer, types of pooling operation, and so on. However, like many

neural network architectures, performance was not hugely sensitive to changes in these

hyperparameters, and so the final version of SEnSeI was chosen from a wide set of possible

configurations with similar performance. Figure 5.2 shows that architecture, as selected

by this unsupervised training.
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Figure 5.3: Flowchart for unsupervised autoencoder training of SEnSeI. A set of N inputs
comprising pairs of random descriptor vectors and reflectance values are processed by SEnSeI.
Then, two decoder branches, the discriminator and estimator, attempt to recover informa-
tion about the inputs based on SEnSeI’s output. The discriminator learns to identify which
descriptor vectors were present in the input, whilst the estimator predicts the reflectance val-
ues associated with each descriptor. Both branches are trained using the mean square error
function. When used with a convolutional neural network, SEnSeI takes images, rather than
single reflectance values, however during unsupervised training single values are preferable, as
they allow for larger batch sizes.
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5.2.3 DeepLabv3+

Section 2.2.4 gives a technical overview of the DeepLab models. The implementation

of DeepLabv3+ used here is in TensorFlow 2 [170] and is based heavily on [171]. The

first convolutional layer of the model is modified to accept inputs with more than the

standard 3 RGB channels—64 when used with SEnSeI, or the number of bands on a

satellite if used without SEnSeI.

Supervised training of DeepLabv3+ models was identical across experiments, other

than whether or not SEnSeI was included as a preprocessing module, and which datasets

were used. For the experiments in this chapter, a desktop machine with an NVidia RTX

2080 Super (8GB) GPU. The models were initialised with pre-trained weights in SEnSeI,

derived using the unsupervised training described in Section 5.2.2, and MobileNetv2

with weights from a pre-trained version of DeepLabv3+ on the PASCAL VOC training

set [172]. All images were preprocessed according to Section 5.2.5, and entered the model

at 257x257 pixels across, with a batch size of 8. The model was trained using SGD with

an initial learning rate of 1e−3 and a momentum of 0.99. The initial learning rate was

reduced by a factor of 4 when the loss converged, down to a minimum learning rate

of 2e−5. Each epoch was 1000 steps, with a maximum of 200 epochs (although most

models were stopped after around 100 epochs as they had converged on a stable loss rate).

Training of the models took several hours, with each epoch taking roughly 5 minutes to

complete. Models with SEnSeI took around 5% longer per epoch, but also tended to

take 10–20 more epochs to fully converge.

5.2.4 Datasets

The experiments in this chapter use several labelled datasets, some of which have already

been described in Chapters 3 and 4. The Landsat 8 CCA described in Section 3.4.1 and

the Sentinel-2 cloud mask catalogue introduced in Chapter 4 are both used. Some other

datasets are also used, and so are described here.

Landsat 8 SPARCS

The Spatial Procedures for Automated Removal of Clouds and Shadows (SPARCS) vali-

dation dataset [126] consists of 80 manually created masks, each over a 1000 pixel squared

subscene taken from a Landsat 8 product. As well as cloud and cloud shadow, the masks

differentiate between land, water, snow/ice, and flooded surfaces. We combine these

different surface types in the mask, to make the labels simply clear vs. cloud.
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SPARCS is distributed in GeoTIFF format, with all bands and the mask sampled

at 30m. The dataset does not contain Landsat’s Panchromatic band, but includes all

other 10 bands from Landsat 8. Of the 80 scenes, many show complex and varied cloud

structures, suggesting the images were hand-picked. The lack of entirely cloudy or clear

scenes means the dataset is not representative of real-world use on the entire Landsat 8

catalogue, but provides a challenging and diverse benchmark for models to be tested on.

Landsat 7 Cloud Cover Assessment

This dataset [165], also produced by the USGS, follows a similar format to the Landsat 8

CCA dataset. 206 scenes are included, but are grouped by latitude, rather than by surface

type. The classes used in annotation are also the same as those used for the Landsat 8

CCA, however the percentage of scenes annotated with cloud shadow is somewhat lower

than the Landsat 8 dataset. Additionally, through visual inspection it was found that

some thin clouds were not marked, compared to similarly thin clouds that were marked

in other datasets. During preprocessing of the dataset, it was not possible to recover 9

of the 206 scenes, due to corrupt files, leaving a total of 197 for our experiments.

CloudPeru2

PerúSat-1 is a cubesat mission launched by the Peruvian space agency (CONIDA). The

sensor samples data at 2.8 m resolution, in 4 spectral bands; red, green, blue and NIR.

The CloudPeru2 dataset [168] comprises 22,000 images, each 512x512 pixels across, taken

from 153 scenes over Peru. Alongside each image is a hand-drawn mask with cloud vs.

non-cloud pixels. This dataset has been used to train and test cloud masking algorithms

before [168], although in these experiments it is treated only as a test set, and is not used

for training. This dataset—and those discussed previously—are also listed in Table 4.1.

5.2.5 Preprocessing and Formatting

For training, each image is split into 263-by-263 cropped patches and saved. Whilst

DeepLabv3+ was configured to use 257-by-257 images as input, the crops were made

slightly larger to introduce some variation to the samples through random translation,

whilst still being small enough to be read in quickly during training. All reflectance

values were converted from their native ranges to double precision floating point values

between 0–1, although some pixels have reflectances higher than 1, if there is specular

reflection, or if the surface is at an angle which reflects more than the normal plane could.
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For the thermal bands of Landsat 7 and 8, the radiances were converted to Brightness

Temperatures (BTs), using (Eqn 5.1) and the parameters K1 and K2 in their product

specifications. Then, these BTs were normalised between 0 and 1, such that a value of

1 corresponded to the 95th percentile of the total available data (Eqn 5.2). This was

done in order to create a similar distribution of values between thermal and non-thermal

bands,

BT =
K2

ln(
K1

Radiance
+ 1)

(5.1)

BTnormalised =
BT −BTmin

BT95% −BTmin
(5.2)

Alongside each image and mask pair, the wavelengths of the spectral bands held

in the image were also saved, to be used as the descriptor vectors which SEnSeI takes

as inputs. This was simply an array with the lower, central, and upper wavelengths

of each band in nanometres, as defined in their product specifications. For input into

SEnSeI, the wavelengths in nanometres were normalised to a logarithmic scale, as the

linear differences between e.g. red and green are far smaller than those in the SWIR or

TIR range, therefore

λnormalised = log10(λ− 300)− 2 (5.3)

During training, data augmentation was applied as it has been shown to help pre-

vent over-fitting, and improve model performance [173]. This included random flipping,

rotation, translation, addition of white noise, salt-and-pepper noise, and small random

shifts in overall reflectances across the image’s bands.

5.3 Experimental Results

5.3.1 Sentinel-2

This experiment was conducted to measure the performance of both the standard DeepLabv3+

model, and the sensor independent variants with SEnSeI prepending DeepLabv3+, along-

side some other cloud masking options that are widely used. The three main goals of

this experiment were:

1. Demonstrate a state-of-the-art cloud masking model for Sentinel-2.
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2. Investigate whether Hyp. (A) and Hyp. (B) from Section 5.1 would hold, or if the

addition of SEnSeI, and an increasingly generalised training configuration, would

cause performance to suffer against the specialised, non-sensor independent model.

3. Determine how a deep learning-based approach compared to other popular Sentinel-

2 cloud masking algorithms.

The Sentinel-2 dataset was split randomly into training, validation, and testing sets,

such that 40% (205 subscenes) were in training, 10% (51 subscenes) in validation, and

50% (257 subscenes) in testing. The training for each model was then carried out as

Section 5.2.5 details.

Two versions of DeepLabv3+ were trained without SEnSeI. First, a version simply

trained with Sentinel-2 data, using all bands (referred to as ‘DLv3 - S2 ’ in the experi-

ments). Second, a version trained on both the Sentinel-2 training data, and the Landsat 8

CCA dataset, using only those bands which are found on both Sentinel-2 and Landsat 8,

similar to [125]), as mentioned in Section 2.3. This model is referred to as ‘DLv3 - S2&L8

[common bands] ’. The common bands—in the naming scheme of Sentinel-2—were bands

B1, B2, B3, B4, B8, B10, B11, and B12.

Four different configurations of DeepLabv3+ were used for SEnSeI. All four of these

had the same architecture. Three began training with the same pre-trained weights

in both SEnSeI and DeepLabv3+. These three configurations are increasingly sensor

independent, adding to the ability of the model to generalise to other sensors. Another

configuration used a SEnSeI with randomly initialised weights, to see what advantage

pre-training offered:

1. ‘SEnSeI+DLv3 - S2 [fixed bands] ’ was given all Sentinel-2 bands at every

training step. This means it was only ever given Sentinel-2 data with all bands

present, thus producing a model that could not be generalised to work on any other

satellite or subset of Sentinel-2 bands, but containing the SEnSeI architecture.

2. ‘SEnSeI+DLv3 - S2 ’, was trained using random combinations of the available

Sentinel-2 bands, from a minimum of 3, up to a maximum of all 13. This additional

complexity in training produces a model which is theoretically capable of predicting

clouds from sensors with any combination of the existing Sentinel-2 bands (this

assumption of sensor independence will be tested further in Section 5.3.3).

3. ‘SEnSeI+DLv3 - S2&L8 ’, was also given the Landsat 8 CCA dataset as training

data. It then received random combinations of the available bands on each satellite,

creating what is shown in later experiments to be a truly sensor independent model.
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4. ‘SEnSeI+DLv3 - S2&L8 [no pre-training of SEnSeI] ’, was the same as the

previous but the weights in SEnSeI were randomly initialised.

As well as DeepLabv3+, SEnSeI was combined with a 2-layer neural network, which

has no convolutions. This neural network has only a few hundred parameters, and

represents an extremely simple machine learning solution. By combining SEnSeI with

both this small neural network, and the very complex DeepLabv3+, it can be shown

that SEnSeI works with a wide range of model architectures. The naming conventions

for the neural network model configurations are the same as for DeepLabv3+, with “NN”

replacing “DLv3”.

In addition to DeepLabv3+ and the neural network, an attempt to train CloudFCN [1]

(Chapter 3 with SEnSeI was made, to further show SEnSeI’s general applicability; how-

ever the training became unstable when they were used together, and it was not possible

to get the models to reliably converge. The reason for this is not clear, but it may be

that, when used with SEnSeI, CloudFCN would need to be trained with a larger batch

size than was possible on the 8GB of video memory used in training. This is an avenue

for future research, as it may be that SEnSeI adds some instability to certain model

architectures (perhaps those with an architecture similar to U-Net [58], like CloudFCN)

during training. However, results from CloudFCN without SEnSeI in this experiment

are included, trained on the Sentinel-2 dataset.

Results from s2cloudless [174] are also given, using a confidence threshold of 0.5.

This algorithm is a pixel-based machine learning model, which uses the XGBoost algo-

rithm [175].

Lastly, the Standard L1C product mask is the cloud mask generated during L1C

processing [176]. A rasterized version of the masks were made, derived from the polygonal

information in the Geography Markup Language (GML) file provided with each L1C

product . All “OPAQUE” and “CIRRUS” polygons were included. The full product

masks were then cropped to the extent of the subscene, and visually inspected to confirm

they had been correctly processed and were aligned with the image. Comparison with

this mask allows us to judge the relative performance of a deep learning-based model to

a thresholding model.

To assess each model’s performance in this experiment, five metrics are calculated.

OA, BA, Precision, Recall, and F1, as defined in Section 2.2.7. These are calculated across

the entire Sentinel-2 test set. Table 5.1 provides numerical values for these metrics over

the dataset. Figure 5.4 gives some visual examples of the masks produced by the models.
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Model OA BA Prec. Rec. F1

DLv3 - S2 94.04 94.03 94.57 94.17 94.37

DLv3 - S2&L8 [common bands] 95.19 95.18 95.61 95.31 95.46

SEnSeI+DLv3 - S2 [fixed bands] 94.46 94.42 94.58 94.99 94.79

SEnSeI+DLv3 - S2 93.08 93.10 94.00 92.89 93.44

SEnSeI+DLv3 - S2&L8 93.73 93.73 94.42 93.73 94.07

SEnSeI+DLv3 - S2&L8
[no pre-training of SEnSeI]

93.11 93.16 94.47 92.43 93.44

NN - S2 90.04 90.04 91.06 90.08 90.57

NN - S2&L8 [common bands] 89.86 89.98 92.50 88.02 90.20

SEnSeI+NN - S2 88.90 88.75 88.19 91.31 89.72

SEnSeI+NN - S2&L8 89.04 89.16 91.70 87.23 89.41

CloudFCN - S2 [1] 91.58 91.67 93.58 90.34 91.93

s2cloudless [174] 92.42 92.61 95.90 89.54 92.61

Standard L1C product mask [176] 83.11 83.29 86.88 80.27 83.45

Table 5.1: The five performance metrics for each model, across the 257 Sentinel-2 subscenes
used as a test set. The highest performance for each metric is highlighted in bold. All variants
of DeepLabv3+ outperform the other models in OA, BA, Recall and F1, however s2cloudless
does achieve the highest precision. The red arrows show model comparisons relevant to Hyp.
(A), whilst the blue arrows indicate those for Hyp. (B).

Appendix B gives a further breakdown of results for the models across different image

types.

Overall, DLv3 - S2&L8 [common bands] performs better than the other models.

This shows that transfer learning techniques (as used by others, e.g. [114, 124, 125]) can

result in boosts to performance, despite the removal of the bands which Landsat 8 does

not also include. Besides this model, SEnSeI+DLv3 - S2 [fixed bands] also exceeds

the performance of DLv3 - S2 in all metrics, showing that prepending SEnSeI to a

deep learning model does not produce a significant drop in performance, supporting

Hyp. (A). When a more challenging training is used, in which band combinations were

sampled randomly, performance does drop somewhat (SEnSeI+DLv3 - S2 ). Promisingly,

however, performance of SEnSeI+DLv3 - S2&L8 is higher than that of SEnSeI+DLv3 -

S2 in every metric, making it clear that adding data from more than one satellite boosts
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Figure 5.4: Visualisation of seven models’ predictions tested on five scenes from the Sentinel-2
test set, each 1022 pixels (20.4 km) across. Blue is correctly identified cloud, red is missed
cloud, and yellow is false cloud detection. These scenes were selected as they contained
interesting, diverse and challenging cloud structures.

the model’s reliability. There is a small decrease in performance of roughly 0.6% in OA,

BA, and F1 when using a randomly initialised version of SEnSeI, rather than the pre-

trained weights. This suggests pre-training SEnSeI is worthwhile, and has a moderate

but noticeable impact on performance.

SEnSeI’s effect on DeepLabv3+ is mirrored closely by its effect on the 2-layer neural

network. The creation of a sensor independent model leads to a drop of about 1% from

NN - S2 to SEnSeI+NN - S2 in OA, BA and F1. This 1% drop in performance (on

test data from Sentinel-2) seems to be the cost of making a model which works across

many sensors when using SEnSeI. Interestingly, the addition of data from Landsat 8 did

not boost the neural network’s performance, like it did for DeepLabv3+, suggesting that

such a small, simple model as this cannot benefit from an expanded training set, whereas

DeepLabv3+ can.

In order to determine whether the differences in performance seen in Table 5.1 are

statistically significant or not, a cross-validation and bootstrapping experiment to inves-

tigate the uncertainties in the results was done. Due to computational limitations in

training many models, it was only possible to analyse the uncertainty for just two of the

model configurations (DLv3 - S2 and SEnSeI+DLv3 - S2&L8 ). Although not all models

were included, it seems reasonable that given their architectures, training data, and the
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test set are identical to those not included, this analysis can be safely extrapolated to

approximate the uncertainty for all our model results. Each model configuration was

five-fold cross-validated, to train five different models, each with a different 40% of the

data as training, and 10% as validation. The same 257 scenes are always held as the

test set for all models. The test set is then bootstrapped, with 1 million iterations per

model, to measure the data-driven uncertainty in our performance. With this method,

both models tested were found to have a range of ±0.5% in OA, BA and F1. This range

is taken as a rough limit for statistical significance in the analysis of the results.

5.3.2 Landsat 8

This section presents results on the Landsat 8 SPARCS dataset (described in Section

5.2.4). In testing these models, true sensor independence is demonstrated (a model

working on multiple satellite sensors at once), and show strong evidence for Hyp. (B)

and Hyp. (C). In addition, this experiment is an opportunity to investigate the effects

of different input bands, by testing the same models with different spectral band combi-

nations. The first model, DLv3 - L8, is trained using the 96 scenes from the Landsat 8

CCA dataset, but without the panchromatic band (to make the model compatible with

the SPARCS dataset). DLv3 - S2&L8 [common bands] is also used in this experiment,

and is the same model as that used in Section 5.3.1. Then, in a similar fashion to Section

5.3.1, there are two configurations of DeepLabv3+ with SEnSeI:

1. ‘SEnSeI+DLv3 - S2 ’ is the same model (with the exact same weights) as used

in Section 5.3.1 with mixed band combinations as input in training. No retraining

takes place to prepare it for use with Landsat 8, however, bands that Sentinel-2

does not have (thermal bands) are not used in testing.

2. ‘SEnSeI+DLv3 - S2&L8 ’ is also the identical model to that which is used in

Section 5.3.1, with no retraining.

For both of these SEnSeI configurations, tests are run on SPARCS using several

different band combinations. For 10 bands, there are 968 possible combinations of 3 or

more bands. Therefore, only a few of interest are selected:

1. ‘ALL’: All Landsat 8 bands (excluding the panchromatic band, which is not dis-

tributed with the SPARCS dataset).

2. ‘COMMON ’: All bands shared by Sentinel-2 and Landsat 8. SPARCS already ex-

cludes Landsat 8’s panchromatic band, so this band combination is just all available

bands except the two thermal bands.
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3. ‘RGB ’: Bands 2, 3, and 4.

4. ‘AeroRGB ’: Bands 1, 2, 3, and 4.

5. ‘AeroRGBNIR’: Bands 1, 2, 3, 4 and 5.

6. ‘No-RGB ’: All possible bands except 2, 3 and 4.

As well as our own models’ results, this experiment also includes Fmask, the stan-

dard Landsat 8 cloud masking software, and RS-Net [177], another state-of-the-art deep

learning model discussed in Section 2.3, which was trained on several different band

combinations of Landsat 8. Additionally, the results of Cloud-Net+ is compared, when

trained on their 38-Cloud and 95-Cloud datasets and tested on SPARCS. Rather than

computing predictions for these three models, they are simply recovered from prior stud-

ies ( [177] for Fmask and RS-Net, [167] for Cloud-Net+). For Fmask, there are differing

results on the SPARCS dataset in different studies, possibly because different versions

of the code of were used, and so the best published result for the SPARCS dataset is

taken [177].

The results of this experiment are shown in Table 5.2, and some of the models can

be compared visually in Figure 5.5. Out of the models not trained on SPARCS data,

SEnSeI+DLv3 - S2&L8 (COMMON) achieves the highest OA and F1 score, although it

is beaten by models trained using 5-fold cross-validation on SPARCS. Perhaps a more

important result for Hyp. (C), though, is the performance of SEnSeI+DLv3 - S2 across

the different band combinations, which shows a model performing with > 90% OA on

data from a sensor it has not seen in training. Falling just short of Fmask in OA, this

shows adequate performance for a model working on a different sensor. Finally, the

significant increase in performance between DLv3 - L8 and SEnSeI+DLv3 - S2&L8,

shows that adding data from another satellite (Sentinel-2) increases performance on

Landsat 8, agreeing with Hyp. (B). Not only is SENSeI allowing for models to become

more generalised and work across different sensors, but, in this instance, it is allowing

models to enhance their predictive capabilities on one sensor with data from another.

The change in performance of the same models with different band combinations is

relatively small. For example, OA for most models varies by around 1-2%, whilst the F1

score is slightly more sensitive, varying by around 2-3%. Generally, models with limited

band combinations, e.g. RGB and RGBNIR, suffered in comparison to more extensive

band combinations, which makes sense given that they do not have access to as much

spectral information from their inputs. Surprisingly, for all three models which were

tested both with and without the thermal infrared bands (SEnSeI+DLv3 - S2&L8, and
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Model Bands OA BA Precision Recall F1

DLv3-L8 ALL 93.03 83.32 95.17 67.46 78.96

DLv3-S2&L8 COMMON 93.70 87.04 89.82 76.14 82.42

COMMON 91.86 93.05 71.96 94.99 81.89

RGB 90.91 91.77 69.92 93.18 79.89

RGBNIR 91.11 92.23 70.18 94.06 80.38

AeroRGBNIR 91.11 92.45 70.02 94.64 80.49

SEnSeI+DLv3
S2

No-RGB 91.52 92.45 71.34 93.96 81.10

ALL 93.91 86.31 93.24 73.90 82.45

COMMON 94.24 90.98 84.77 85.65 85.21

RGB 92.45 92.34 74.73 92.18 82.54

RGBNIR 93.51 92.29 79.12 90.31 84.34

AeroRGBNIR 93.63 91.67 80.54 88.47 84.32

SEnSeI+DLv3
S2&L8

No-RGB 93.83 86.19 93.00 73.71 82.24

ALL 92.53 – 88.57 70.53 78.35

COMMON 93.26 – 91.04 72.34 80.62

RGBNIR 92.53 – 95.35 64.56 76.99

RS-Net
trained

on Biome
[177]

RGB 92.38 – 86.54 71.83 78.50

ALL 94.54 – 87.62 83.66 85.59

COMMON 95.60 – 89.47 87.58 85.59

RGBNIR 94.85 – 88.92 83.89 86.33

RS-Net
trained

on SPARCS
(5-fold C.V.)

[177]
RGB 94.86 – 88.58 84.34 86.41

Cloud-Net+
trained on

38-Cloud [167]
RGBNIR 91.30 86.47 76.94 78.60 77.76

Cloud-Net+
trained on

95-Cloud [167]
RGBNIR 90.45 85.69 74.14 77.90 75.97

Fmask [177] – 92.47 – 77.47 86.21 81.61

Table 5.2: Results of models across the Landsat 8 SPARCS dataset. The versions of RS-Net
which are highlighted were tested on SPARCS using 5-fold cross-validation, and thus have
an advantage over other models in that they have been exposed to the style and distribution
of SPARCS at training. Therefore, in metrics for which this version of RS-Net is best, the
best model not trained on SPARCS is also highlighted. A version of Cloud-Net+ was trained
using 64 SPARCS images and tested on 16, but is omitted here as the results do not cover
all 80 scenes. The red arrow denotes a model comparison relevant to Hyp. (A) and the blue
arrow to Hyp. (B). Meanwhile, the results next to the green line are relevant to Hyp. (C).
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Figure 5.5: Visualisation of six models’ predictions tested on five scenes from the Landsat
8 SPARCS test set, each 1000 pixels (30 km) across. Blue is correctly identified cloud,
red is missed cloud, and yellow is false cloud detection. DLv3 - L8 shows much higher
precision and lower recall than other models. The boundaries of the thin cloud in the 2nd row
are understandably error-prone, given the smooth transition between cloudy and clear. Some
models misclassify parts the snow-covered mountains in the 4th row as cloud, but successfully
reject the snow on the left of the 3rd row’s scene.

both versions of RS-Net), performance actually decreased when they were included. This

is surprising, given that thermal bands provide quite different information to the others,

which would ordinarily be a good thing for a model to have.

5.3.3 Other Satellites

The experiments in this section seeks to test the limits of SEnSeI’s sensor independence,

by predicting cloud masks for satellites not included in the model’s training, and different

resolutions to the 20–30 m/pixel range of Sentinel-2 and Landsat 8. Three sensors are

included in the following experiments, two of which (Landsat 7 and PerúSat-1) have

datasets that allowed us to measure our models’ performance, and another (Sentinel-3

SLSTR) for which only visual inspection is done, as no suitable labelled dataset was

available.

Landsat 7’s non-thermal bands all have close equivalents in Sentinel-2 and Landsat 8.

It’s thermal band, whilst not directly shared by Landsat 8, spans roughly the equivalent
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Model Bands OA BA Precision Recall F1

SEnSeI+DLv3
S2

RGB 76.23 73.17 64.27 64.05 64.16

COMMON 85.24 86.25 72.61 89.26 80.08

No-RGB 85.25 86.63 72.09 90.73 80.34

SEnSeI+DLv3
S2&L8

RGB 74.62 71.72 61.52 63.06 62.28

ALL 89.08 87.77 83.35 83.88 83.62

No-RGB 89.90 88.90 84.03 85.92 84.96

C5 CCA [178] - 88.5 - - - -

AT-ACCA [178] - 76.6 - - - -
Expanded

AT-ACCA [178]
- 89.7 - - - -

Table 5.3: Results for models over the 197 scenes from the Landsat 7 CCA dataset. Models
using only RGB made substantial mistakes, perhaps due to saturation in Landsat 7 images.
The combination of all bands other than RGB (No-RGB) were generally the best, and the
model trained on both Sentinel-2 and Landsat 8 data is generally better than the Sentinel-2-
only model.

of both of Landsat 8 TIR bands, and so can be approximately simulated by averaging

them together. Whilst the spectral profiles and resolution of Landsat 7 are familiar to

our model, the sensor design and image quality differ between Landsat 7 and the other

satellites. An 8-bit digitisation depth was used for Landsat 7, unlike the larger bit depths

on more recent missions, which meant that some of the higher reflectances are saturated,

in order to allow for more radiometric precision at lower reflectances. This leads some

high reflectance surfaces such as snow, ice and clouds, to have a textureless appearance,

as many pixels are at the maximum of the range.

The large Landsat 7 CCA dataset (described further in Section 5.2.4) is used to

test SEnSeI’s performance. As before, there are versions of SEnSeI trained either on

Sentinel-2, or Sentinel-2 and Landsat 8, and compare the test set results with different

band combinations as input. These are compared to the results published in 2012 [178],

which present accuracy scores for three models over 103 of the Landsat 7 CCA images.

As well as the numerical findings in Table 5.3, some of the failures and successes are

visualised in Figure 5.6.

Overall, the models are reasonably successful on Landsat 7, achieving accuracies

close to 90%, with the best version just out-performing the highest reported accuracy

from [178]. However, there is a noticeable increase in error rate when compared to our

results on Sentinel-2 and Landsat 8. In particular, the model appeared to struggle in

regions of the image which were uniformly high reflectance, and when it was given only
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Figure 5.6: Visualisation of five models’ predictions tested on 6 scenes from the Landsat 7
CCA test set. 2000 pixel (60 km) squares are taken from the scenes, as the full scenes are
too detailed to display in this manner. Blue is correctly identified cloud, red is missed cloud,
and yellow is false cloud detection. Models using RGB bands are inconsistent, while those
using other bands are more successful. The fourth row shows an image with very thin cloud
which is picked up by some of the models, but is not annotated as cloud.
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RGB bands. This may have been caused by Landsat 7’s tendency to saturate pixels with

high reflectances, leading to a lack of texture which perhaps confused the model. It may

be possible to mitigate these errors by adding artificial saturation to images in training.

Many of the errors in the Landsat 7 experiment appear as in square blocks. These are

a sign that the model has low confidence (as in, predictions are close to the confidence

threshold) and that within each 256-by-256 block, the model is predicting roughly the

same value. Because of this, errors often appear in large blocks of 256-by-256 pixels.

Another likely reason for reduced accuracy on Landsat 7 is the discrepancy in anno-

tation styles between datasets, with the Landsat 7 CCA dataset classifying as clear some

areas that would be considered thin cloud in other datasets, which was also noted by

Scaramuzza et al. [178]. This means that a model trained on the Sentinel-2 and Landsat

8 datasets is biased in relation to the Landsat 7 CCA labels. This experiment was still

partially successful, given the challenges, but more work is needed on understanding why

the model failed where it did, and why in this instance Hyp. (C) is not well supported.

PerúSat-1’s resolution is an order of magnitude finer than that of Sentinel-2 and

Landsat 8, at 2.8 m/pixel. The CloudPeru2 dataset (Section 5.2.4) was used to see how

a sensor independent model copes with a significant change in scale. The model results

are given in Table 5.4. In order to investigate how a change in scale affects results, cloud

masks are made at both the original resolution (512-by-512) and at 50% downsampling

(256-by-256), with an effective resolution of 5.6 m/pixel.

Direct comparison with the other models included in the table is difficult, as those

considered by Morales et al. [168] were all trained on 90% of the dataset, and tested

only on 5%, giving their models a significant advantage in having been exposed to the

same distribution of data as the test set. Given this difference in approach, our results—

especially at 5.6 m resolution—are excellent, out-performing some of the models trained

specifically on the dataset. The drop in performance seen at 2.8 m is perhaps a sign that

the limit of the model’s resolution range is being reached, having only been trained on a

resolution of 20 m/pixel or more.

Finally, DeepLabv3+ was used over a scene from Sentinel-3’s SLSTR. The six bands

S1–S6 were taken as input, as these have close equivalents in Sentinel-2 and Landsat 8

from Green into the SWIR. They are all at 500 m resolution, and can be easily converted

into reflectance values using the Sentinel Application Platform (SNAP) rad2refl prepro-

cessing tool. Clouds were predicted on the nadir-view stripe “A” data, and the results

presented in Figure 5.7. As in our experiment using PerúSat-1, predictions at different

effective resolutions are made. This time, however, the images are upsampled, artificially

raising their resolutions from 500 m, to 250 m and 167 m. This was done because the
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Model Bands OA BA Precision Recall F1

RGB 90.86 90.90 89.03 92.71 90.83SEnSeI-DLv3
S2 (2.8 m) RGBNIR 90.95 91.00 89.04 92.92 90.94

RGB 91.63 91.68 89.78 93.52 91.61SEnSeI-DLv3
S2&L8 (2.8 m) RGBNIR 91.52 91.56 89.97 93.01 91.47

RGB 92.22 92.20 92.41 91.59 92.00SEnSeI-DLv3
S2 (5.6 m) RGBNIR 92.51 92.50 92.72 91.88 92.30

RGB 92.70 92.67 93.49 91.42 92.44SEnSeI-DLv3
S2&L8 (5.6m) RGBNIR 92.74 92.69 94.36 90.54 92.41

CloudNet [179] (2.8 m) RGBNIR 94.01 93.91 97.82 89.78 93.63

[180]’s method (2.8 m) RGBNIR 91.34 91.97 86.52 92.36 89.34

[168]’s method (2.8 m) RGBNIR 97.50 97.52 96.45 98.46 97.44

Table 5.4: Results of models across the CloudPeru2 dataset, from PerúSat-1. The
DeepLabv3+ models are tested at the original resolution (2.8 m) and 5.6 m. The masks
at the coarser resolution are then bilinearly resampled to retrieve a mask at the full 2.8 m
resolution. The models examined by Morales et al. [168] are included, but direct comparison
to them is not strictly valid, given that they tested the models on 5% of the available data,
using the rest for training.

original 500 m data contains very high-frequency clouds not seen in the 20–30 m data the

model was trained on. What is more, because DeepLabv3’s output is interpolated over

an output stride of 8, it would not be able to segment these very small clouds successfully.

Whilst the results for SLSTR are only visual, they show great promise. At higher

spatial resolutions, especially, the models seem able to accurately segment clouds, at

a resolution roughly 5-10 times coarser than they were trained on, up to 250 m/pixel.

Whilst the development and the testing of SEnSeI focused on independence with respect

to spectral band combinations, these results from SLSTR (and those from PerúSat-1)

show SEnSeI-based models can work well across large resolution ranges, which massively

increases the number of sensors they can be applied to without any retraining.

5.4 Discussion

5.4.1 Findings

Developing SEnSeI has produced a highly performant cloud masking algorithm that

achieved OA greater than 92% on 3 test sets from 3 different satellites, Sentinel-2, Landsat
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8, and PerúSat-1, and with visually promising results on Sentinel-3’s SLSTR instrument,

all without any retraining whatsoever. This proven compatibility with multiple sensors,

beyond those used in training, is a novel result in the field of deep learning for remote

sensing.

The experimental results do not unambiguously show SEnSeI to always offer an ad-

vantage to models in terms of statistical performance. Whilst the experiment on Landsat

8 demonstrated that sensor independence can lead to improvements in performance, the

Sentinel-2 experiment also showed that sometimes an approach similar to [125] (as cov-

ered in Section 2.3) can be more successful. In both cases, though, the use of aggregated

training data from multiple satellites was shown to be preferable to using data from a

Figure 5.7: Predictions of SEnSeI+DLv3 - S2 and SEnSeI+DLv3 - S2&L8 for a Sentinel-3
scene over the UK and Ireland from August 2020. The scene has been cropped slightly for
better visualisation. It is displayed here in false colour with S3 as Red, S2 as Green, and S1 as
Blue. The green overlay used for detections does not necessarily indicate correct detection,
because there is no ground-truth for this scene. Masks produced at the original resolution
of 500 m fail in areas with high frequency clouds, whereas at 250 m and 167 m, these are
segmented more successfully. Some visible improvements in performance can be observed in
the SEnSeI+DLv3 - S2&L8 predictions, e.g. the false detections over Cardigan Bay, Wales
made by the model trained only on Sentinel-2 are avoided. This figure is best viewed digitally
in colour.

132



5.4. DISCUSSION

single satellite. Based on this, it seems that further work into sensor independence—

and interoperability more generally—is vital for continuing to improve performance and

expand usability of deep learning models in remote sensing.

Throughout Section 5.3, it was pointed out how the results correspond to the three

hypotheses from Section 5.1. Here, we consider each hypothesis in turn and pull together

the outcomes of our experiments in relation to them:

Hyp. A: “If SEnSeI is added to a deep learning model, there is no reduction in

performance when trained and tested on data from a single sensor”.

Whilst there is some good evidence for this hypothesis being validated in our results,

it is somewhat nuanced. The six DeepLabv3+ models tested on Sentinel-2—four with

SEnSeI and two without—show a spread of results which fall slightly outside the ±0.5%

range that was measured using cross-validation on one of the models. Clearly, the increase

in performance from DLv3 - S2 to SEnSeI+DLv3 - S2 [fixed bands] shows that adding

SEnSeI does not necessarily cause a drop in performance, with the OA actually increasing

by 0.42%, though this is just below what was deemed to be a statistically significant

difference of 0.5%.

However, the drop in performance for SEnSeI+DLv3 - S2 is significant, at around

1%—and is consistent with the 1% drop seen for between NN - S2 and SEnSeI+NN

- S2. Consider, though, that this model has been trained to produce cloud masks on

any combination of 3 or more Sentinel-2 bands, which is a much more general problem

than one in which all bands are always present. So, this experiment is evidence that

SEnSeI has no deleterious effects on performance when the training task is the same, but

that there is a small cost to performance (1%) when using SEnSeI to produce a more

generalised, sensor independent model.

Hyp. B: “If SEnSeI is added to a deep learning model, the model can be trained

on multiple sensors without a drop in performance relative to when it is trained on an

individual sensor.”

To fully appreciate whether this hypothesis holds, we must consider two cases. First,

what effect adding Landsat 8 data in training has on Sentinel-2 test performance, and

second, the reciprocal case, when Sentinel-2 data is added, what affect is seen on Landsat

8 test performance. In the prior case, the performance of SEnSeI+DLv3 - S2&L8 actually

shows a moderate increase (0.65% in OA, 0.63% in BA, and 0.63% in F1 score) over

the equivalent model trained on Sentinel-2 alone, SEnSeI+DLv3 - S2. This gain in

performance, though, does not quite make up for the initial decrease of 1% seen when

adding SEnSeI with random band combinations.
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In the second case, on Landsat 8 test data, the results are even more positive. The

performance of SEnSeI+DLv3 - S2&L8 (COMMON) is significantly higher than the

performance of the specialised, non-sensor independent Landsat 8 model, DLv3 - L8.

OA is 1.21% higher, BA is 7.66% higher, and F1 6.25% higher. This seems to have

been driven by the models trained only on the Landsat 8 CCA dataset (including those

published by others) having highly imbalanced Precision and Recall values. This may be

because SPARCS does not have the same sampling distribution as the Landsat 8 CCA

dataset, as it focuses on clouds which are not extended across the whole scene, and which

have complex and diverse structures. This difference in the data distribution between

training and test sets appears to lead to models which are too ‘picky’ and miss many of the

SPARCS dataset’s clouds. The introduction of Sentinel-2 data at training has produced

more balanced predictions on the SPARCS dataset, with Precision and Recall much

more equal. This is promising evidence for the power of sensor independence; training

on data from more sources, with different labellers and sensors, produces models which

are more robust to changes in data sampling, and predictions which draw on information

from a wider range of situations. Therefore, the Landsat 8 SPARCS results strongly

support the hypothesis, and indeed extends beyond it, by showing in this instance that

performance on one sensor, Landsat 8, can be improved by training data from another

sensor, Sentinel-2.

Hyp. C: “SEnSeI can enable a model to perform adequately on a previously unseen

sensor, given training data that provide close equivalents to the unseen sensor’s spectral

bands.”

Several times in this work, models are shown to perform well on sensors not included

in training. First, let us consider the performance of SEnSeI+DLv3 - S2 in the ex-

periment on the Landsat 8 SPARCS dataset. Across several band combinations, OA

remained above 90%, with the highest being for the band combination using all possible

bands (except thermal bands, which were not available during training and so cannot be

included in inference). This model achieved the highest BA of any model (93.05%), and

had very high recall but low precision—the inverse of the models trained solely on the

Landsat 8 CCA dataset.

Landsat 7 presented difficulties for our models regarding Hyp. (C), which shows the

often unpredictable nature of deep learning models when used in unfamiliar settings. In

the case of Landsat 7, the significant saturation over high reflectance areas (often clouds)

led to a flat texture that the model was unfamiliar with, and thus struggled to correctly

classify. As we see in Figure 5.6, high reflectance, saturated areas (e.g. the thick clouds

in the 2nd row in Figure 5.6) are sometimes mis-classified. Another issue is a difference
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in annotation style, with some thin clouds that the model detected not being included

in the ground-truth (e.g. the thin clouds not annotated as such in the 4th row in Figure

5.6).

Meanwhile, at resolution scales outside those that the model was trained on, SEnSeI

performed surprisingly well. For the finer resolution data in the CloudPeru2 dataset,

sensor independent models achieved OA consistently above 92% at 5.6 m, with a likely

drop off in performance in the range of 3–5 m per pixel, with predictions at 2.8 m showing

a roughly 1% decrease in performance relative to 5.6 m results.

At the coarser resolution range of Sentinel-3’s SLSTR, no suitable labelled dataset

could be found, however using our model on a product over the UK shows that visually

impressive predictions can be made, although only by artificially upsampling the scene,

which is somewhat inefficient. Predictions seem to become less reliable beyond 250

m/pixel, with the model failing to produce good results at 500 m/pixel. This limitation

may be related to the structure of clouds at this resolution, with the high frequency

changes in cloud cover being too fine for DeepLabv3+’s output stride of 8 pixels to

segment properly, leading to an averaging over class predictions and thus either all-cloud

or all-clear predictions over areas with both clear and cloudy pixels.

5.4.2 Dataset Design

One factor which greatly affects the practicality of sensor independence, is the homo-

geneity of labelling styles, and data sampling schemes, between datasets. In some of

our experiments, differences in annotation style may have caused drops in performance,

notably for Landsat 7. This does not mean either style of annotation was “wrong” per

se, but rather that they have chosen to define what is and isn’t included in the category

of ‘cloud’ differently. In other experiments, such as those using Landsat 8 SPARCS as

a test set, the imbalanced Precision and Recall of some models compared to others is

evidence that the data sampling scheme and class distribution of training data can have

significant impacts on performance on a fixed test set. This issue was also noted by

Jeppesen et al. [177].

Where possible, datasets should be designed with a focus on compatibility with prior

efforts, both in terms of their labelling styles, and in their file formats and structure. Not

only will this help to accelerate sensor independent model design by reducing the time

spent on preprocessing work for each sensor and dataset, but will also allow studies with

non-sensor independent designs to rapidly train and test on multiple datasets. Addition-

ally, dataset creators should provide as much information as possible on the sampling of
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the data (how it was selected, what the edge cases are in class labels, etc.), so that users

can understand what a model’s performance in a given dataset is representative of.

5.5 Interim Conclusions

SEnSeI is a possible route to building sensor independence into existing models for re-

mote sensing applications. By treating each spectral band as a member of a set of all

possible bands, and using a permutation invariant network design, SEnSeI translates

any satellite’s measured reflectances and BTs into a common representation. The frame-

work is presented in the context of cloud masking, and is shown to work well with both

a simple neural network, and the large convolutional model, DeepLabv3+. It enables

DeepLabv3+ to simultaneously predict clouds over five different satellites without re-

training, and using all available bands. Furthermore, the performance in Landsat 8 was

significantly higher when trained on data from Sentinel-2 as well as Landsat 8, showing

that a better model comes when using training data sampled from multiple sensors.

The sensor independent models appeared to struggle when given data that is very un-

like that used in training (e.g. Landsat 7 with its saturation, or resolutions very different

from those in training). Nevertheless, the sensor independent model—not trained on any

Landsat 7 data—had a comparable accuracy to purpose-built models [178] (Table 5.3).

Future work could improve matters further by adding information beyond spectra to the

inputted descriptors, e.g. saturation levels, Point Spread Function, noise, or resolution.

This could allow models to better handle images with different statistics to those used

in training, and help to expand training sets to include even more sensors.

Training a model to be sensor independent appears to cause some penalty to per-

formance in some circumstances (e.g. in the Sentinel-2 experiment). However, this is

not always the case, as the sensor independent model outperformed others on Landsat

8. The additional usability and versatility of the sensor independent model, being shown

to work on many other satellites for which it was not directly trained, is the key advan-

tage of sensor independence. Robustness to unfamiliar sensors is not only essential when

training data does not exist for those satellites, but can also be incredibly helpful if deep

learning is to be used operationally on-board future missions, where real training data

cannot be created prior to launch, or in ground segment processing, where algorithms

are usually developed before downlinking of data begins.

It should be emphasised that the main thrust of this chapter is not the raw perfor-

mance of the proposed models. Whilst comparisons between competing methods are an
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important part of machine learning research, these findings invite collaboration, not com-

petition. SEnSeI is an accessory which can be added to existing models, making them sen-

sor independent (although future work should seek to ascertain why it did not work well

with CloudFCN, specifically). For many computer vision tasks in remote sensing, we see

limited adoption of published techniques in real-world settings, even when performance is

high [181]. This is often because the models are highly specialised to a specific sensor or

dataset, and cannot be deployed beyond it. Pursuing sensor independence—with SEnSeI

or something like it—can give models real-world utility, which may ultimately prove to

be more important than further increasing their performance.
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6 | Crater Detection: Initial Study

6.1 Motivation

As indicated in Section 2.4, surface chronology studies rely almost entirely on larger

crater populations, given the unknown factors controlling sub-km crater populations,

and their tendency to quickly reach an equilibrium. Perhaps naïvely, many publications

that propose automated crater detection claim that aging is the primary motivation for

their work. However, this rationale fails to take into account that for large craters that

number in the hundreds or thousands, manual counting is trivial – and thus automation

is pointless. Conversely, small craters are numerous, but currently not always helpful in

age-dating. Therefore, we must put forward a scientific use-case independent of direct

age-dating, otherwise its uptake in the community will be negligible, as has been seen

for previous CDAs.

The processes that confound our understanding of small crater populations are nu-

merous [140]. To begin to unravel and separate the effects of weathering, atmospheric

filtering, partial resurfacing, dust cover and so on, the community will likely have to

develop physical models. These models will need to be informed and validated by statis-

tically significant CSFDs across numerous terrains, and perhaps on numerous terrestrial

bodies. It is here we find a viable opportunity to apply automation to crater detection—

in the counting of vast numbers of small craters across regions or entire planetary bodies,

as will be pursued later, in Chapter 9.

This chapter documents an initial attempt to develop a deep learning-based CDA,

from scratch. Whilst initially promising as a binary classification algorithm, converting

it into a detection algorithm revealed difficulties that were only partially overcome. Nev-

ertheless, this work motivated the later research described in Chapters 7 and 8, and the

exercise provided some useful lessons. Instead of placing all the methods in one section,

followed by all the experimental results in another, this chapter instead approaches the

work in a roughly chronological fashion. First, an initial crater classification algorithm

is described and tested. Second, this classification algorithm is converted into a full de-

tection algorithm, and issues concerning performance and computation which then arose

are discussed. Third, the attempts to resolve these issues are explained, and these im-

provements’ effects are explored. Finally, an experimental comparison is given between
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the model before and after the improvements were implemented. However, before these

technical sections there is a brief description of the dataset used in the study.

6.2 Data

Training and testing of the models developed in this chapter was all done using the same

dataset. It comprises six 1700-by-1700 pixel tiles from HRSC product H0905_0000, over

the Nanedi Valles region (4.9°N, 49.0°W). The resolution is 12.5 m per pixel, with craters

between around 120 m and 1 km annotated. In total, 2022 craters across the six tiles

are marked, alongside another 2888 non-craters, and are defined by the coordinates of

their centres, and their diameters. Originally, Urbach et al. [146] published a crater

detection method using two of the six images as a validation set for their method. Later,

Bandeira et al. [182] added to this, producing the full six image dataset as it exists

today. An automated template-matching method was used to extract candidates, and

these were then classified into the craters and non-craters. As such, craters not found by

the candidate generation stage were not included in the dataset (adding some noise to

the dataset in the form of missed craters).

The six tiles are arranged in three columns and two rows (see Figure 6.1). The

columns are referred to as “West”, “Centre” and “East”, whilst the rows are “24” and “25”,

derived from their vertical position in the original HRSC product they were taken from.

West Centre East 

1_24 2_24 3_24 

1_25 2_25 3_25 

EAST CENTRE WEST 

Figure 6.1: The six slightly overlapping HRSC images used for the dataset, taken from product
H0905_0000, over Nanedi Valles (the central canyon feature). Each image is 20.4 km across.
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These three columns give a natural way to split the dataset into training and validation.

These experiments follow the lead of others’ work in order to make direct comparisons,

by training on two of the three columns, and testing on the other. This was done three

times, with each column used as the test data once, and results collated across these

three runs.

Crater densities follow a negative power law with respect to diameter. This dataset is

no exception, with few larger craters and more smaller ones. The CSFD for the dataset

is shown in Figure 6.2. Unfortunately, an issue becomes apparent when considering this

distribution, which is that craters smaller than around 250 m in diameter no longer

follow this distribution, and in fact sharply decrease as the diameter becomes smaller.

This is not because there are no craters below this diameter, but that the annotations

miss many of the craters at lower diameters. Whilst the number of small craters on

any surface will—at some diameter—plateau due to saturation [183], the sudden drop in
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Figure 6.2: The labelled craters of the dataset are between around 120–1000 m diameter.
The red dashed line indicates a power-law fitted to the distribution, which one would expect
to continue below 250 m diameter. The fact that there is a sharp drop off in frequency below
this indicates that many craters below 250 m diameter were missed during annotation.
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density below 250 m is too steep and at too high a diameter to be consistent with this

effect [183,184].

This is a returning theme in my studies on crater detection—whatever camera system

one is using, the majority of craters visible in the image are at or close to the limit of

resolution, because there are always exponentially more small craters. This means that

for every dataset, and every detection algorithm, craters close to the resolution limit will

be responsible for the majority of errors and uncertainties.

Most datasets used in object detection problems only contain annotations for non-

background classes, leaving the background passively annotated through omission. In

this dataset, however, many non-crater features are annotated specifically as non-craters.

This is because the dataset was produced using a semi-automated method. First, a

template-matching method based on the shadows and highlights common to craters was

used to extract candidate craters. This stage was designed with high recall and low

precision (find almost all the craters, but also find lots of non-craters). Then, a human

annotator classified each of these candidates as crater or non-crater. This gives us the

opportunity to first tackle crater classification, rather than detection, which is a much

more straightforward problem.

6.3 Classifying Craters

A helpful component of a full CDA is a module which can decide whether or not a given

feature is a crater. This part of the pipeline is not responsible for locating where the

crater is, but simply determines whether or not an image has a crater in it. Hence,

the problem of crater detection over an extended image (“where are the craters?”) is

simplified into a classification problem on a small part of the image (“is this a crater?”).

As explained in Section 2.6, a string of studies have used the same dataset [146] to

develop crater classification models. This dataset comprises candidate craters generated

by a shadow/highlight template matching method, and so classification of the candidates

into positive or negative examples is what matters, as they have already been localised

by this prior technique. Several studies have shown promising results using non-deep

learning based approaches, ranging from traditional computer vision techniques, through

to hybrid methods involving both hard-coded feature extraction and non-neural network

machine learning models like SVM or random forest. Cohen et al. [151] proposed using

a CNN to classify crater candidates and demonstrated higher accuracy than previous

attempts.

142



6.3. CLASSIFYING CRATERS

6.3.1 Design

Like Cohen et al. [151], the method used here is also a CNN. The main difference is that

the CNN developed here is pre-trained using unsupervised learning. This was motivated

by the fact that the dataset consists of only 3000 craters and around 2000 non-craters,

over only 6 images. By pre-training the network on Mars imagery as a denoising au-

toencoder [185], the model can benefit from a substantially larger amount of image data,

converging on a latent representation which is less prone to overfitting on the relatively

small labelled dataset.

Training of the network is undertaken in two stages. Firstly, the convolutional layers

are trained as a denoising autoencoder [185] for image patches taken from a diverse range

of Martian terrains, in HRSC imagery. These images were selected at random from across

Mars. This allows the feature extractor to gain a general understanding of the parameter

space that Martian terrain inhabits without the need for a labelled dataset.

Once this is complete, the decoder of the denoising autoencoder is discarded, and a

set of 4 fully connected layers interspersed with dropout and ReLU layers are appended

to the feature extractor, ending with a softmax activation on 2 outputs, in order to

perform binary classification. Section 2.2 goes into more detail about how these layers

function. This network is then exposed to the labelled set of craters and non-craters in

supervised training.

The hyperparameters governing the architecture of this model—e.g. the number and

types of layers, number of features per layer, input patch size—were all arrived at by

using rules of thumb and trial-and-error. Undoubtedly, the final model (see Figure 6.3)

is unlikely to be the optimal architecture. However, it was found that within reasonable

bounds the hyperparameters had little effect on the performance of the classifier. A

formal campaign of hyperparameter optimization would have likely been inconclusive,

owing to the small labelled dataset available, which makes the performance differences

that the hyperparameters are optimised with respect to statistically insignificant.

6.3.2 Results

To test the CNN’s ability to classify craters and non-craters, a 3-fold cross-validation

was performed, as described in Section 6.2. Each crater and non-crater in the dataset

was saved as a separate image, with the crater (or non-crater) in the centre of the frame,

spanning 50% of the height and width of the 54-by-54 pixel image patch.
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Figure 6.3: Flowchart of CNN used for crater classification. Data begins as a 2D image array,
gradually becoming spatially more compact and with a larger number of channels (features).
Non-convolutional layers are omitted, such as LeakyReLUs, batch-normalisations, drop-out
and dimensionality reduction layers. During unsupervised training, a decoder takes these
features and reconstructs an estimate of the image. In supervised training, they are fed into
an additional 4-layer neural network, which classifies it as crater or non-crater.

144



6.4. DETECTING CRATERS

Region [146] [182] [150] [151] Ours Ours
(no pre-training)

West (1_24, 1_25) 67.89 85.33 83.98 88.78 90.75 87.92

Centre (2_24, 2_25) 69.62 79.35 83.02 88.81 88.78 88.22

East (3_24, 3_25) 79.77 86.09 89.51 90.29 91.62 89.97

Mean 72.43 83.59 85.50 89.29 90.37 88.70

Table 6.1: F1 scores for binary classification of candidate craters. The results for others’
models are reproduced from Table 1 in Cohen et al. [151]. The best performing model is
in bold for each row. Ours performs best overall, with unsupervised pre-training providing a
boost of around 1.6% overall.

The model was trained using SGD, with a learning rate of 0.005 and a batch size of

32. Training continued until performance had converged on the training set, at which

point the model’s weights were frozen, and it was used on the craters and non-craters

from the two images left out of training. The F1 scores of the model, both using a pre-

trained CNN via the denoising autoencoder, and with a randomly initialised one, is given

in Table 6.1. This experiment suggests the proposed method for classification, using an

unsupervised autoencoder to pretrain the CNN, works well, and outperforms previous

methods.

6.4 Detecting Craters

6.4.1 Design

The CNN classifies a single image patch, but cannot survey an extended scene and locate

multiple craters within it. To do this, several extra modules were designed to work with

the classification model. Figure 6.4 gives an overview of the CDA’s pipeline. First,

images are split into overlapping patches, where the distance between each patch is the

stride, which is smaller than the patches’ dimensions, meaning the same point in the

full image appears in multiple patches. This is also done at multiple scales, in order to

generate image patches suitable for detecting a range of crater sizes, but they are always

resized to the 54-by-54 pixels expected by the CNN.

These patches are inputted into the CNN trained in Section 6.3. The CNN outputs a

200-dimension feature vector for each of these image patches. The four final layers of the

classification model are then used to classify each of those vectors. In parallel to this, a

new neural network is used to estimate the location and size of the crater in the image,

the details of which will be returned to shortly. If the classifier reports with over 50%
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confidence that there is a crater, then the detection is added to the list of all detections,

with its location, size and confidence value (between 0.5 and 1 – the value of the neural

network’s softmax output).

Next, these detections are clustered using the mean-shift algorithm. Ideally, each

crater is detected in multiple image patches, and the localisation layer accurately places

all these detections at the centres of the craters, creating tightly clustered groups on

each crater centre that the mean-shift algorithm can easily separate. After this process,

however, some double counts can still persist, if the mean-shift algorithm clustered a

single crater’s detections into two or more clusters. These are removed by calculating the

IoU (the ratio of overlapping to non-overlapping areas) between nearby crater candidate

pairs. If the IoU is above a threshold level, the crater candidate with the lower confidence

is rejected. After the elimination of overlapping pairs, the final set of crater candidates

has been produced.

The mean-shift algorithm was chosen because it has only one parameter to tune (the

bandwidth, which dictates the spatial dimensions that the clusters are anticipated to

have). It is also ideal because—unlike k-means—it does not assume a specific number of

clusters.

As mentioned previously, the CDA’s sliding window scans the image at different res-

olutions, to allow for craters of different sizes to be detected. Therefore, an important

design question was whether to perform mean-shift clustering separately on each size

scan, or on all detections together. The former was chosen for several reasons. First, the

bandwidth parameter in the mean-shift algorithm assumes that all dimensions are equally

important, however, distances in the spatial dimensions are not equivalent to “distances”

(differences) in diameter. Therefore, to use mean-shift over all three dimensions, band-

width would need to be expressed as two tunable parameters, one for spatial dimensions,

and another for diameter. Second, if multiple size scans found the same crater, then the

double count elimination performed after clustering would find this duplicate and remove

it. Third, treating each size scan separately meant it was possible to set the bandwidth

as a fixed ratio of the size of a crater. Through trial-and-error, and visual inspection of

the results, a bandwidth of 1
6 the size of the image patches was arrived at.

As well as the crater locations, a confidence value can also be assigned to each cluster.

This is calculated as the sum of confidence values of the members of the cluster. For

example, if three sliding window locations were classified as positive, with confidence

values 0.6, 0.7, and 0.9, then the cluster they form would have a confidence of 2.2. The

final cluster confidence values are therefore heavily dependent on the stride of the model.
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Figure 6.4: Full CDA pipeline. First, images are cropped and preprocessed. Then, each patch
is fed into the CNN, which outputs the feature representation of that patch. This is then used
to compute the patch’s class (crater or non-crater) and if a crater is thought to be found, the
localisation results are used to refine the position and size estimate. Finally, these detections
are clustered using mean-shift and double-counts, where they exist, are eliminated.
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Figure 6.5: Schematic describing how the localisation network’s outputs relate to the esti-
mated location of the crater. The outputs of the neural network are always between 0–1, and
are then scaled to image coordinates by multiplying by the size of the image. In this example,
the offset of the sliding window’s position is omitted for simplicity, but there would also be
an addition to the final estimated location based on the position of the image patch being
considered within the whole image.
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When the CDA is applied, it is best to set a confidence threshold, below which detections

are discarded, which can be set through visual inspection of the results.

Training the neural network responsible for localisation was straightforward. Image

patches were extracted from the dataset, containing positive crater examples in random

positions and a range of sizes, such that they could appear anywhere in the image patch,

with a diameter between 25% and 50% of the frame. These were put through the CNN,

to create the same 200-dimension feature vectors used by the classifier. The localisation

network took these feature vectors and outputted 4 values: The left, right, top, and

bottom bounds of the crater in the image, on a scale between 0 (left-bottom corner) and

1 (top-right corner). The values could then be transformed into image coordinates and a

diameter for the crater (see Figure 6.5). Negative examples were not used in training the

localiser, as the localisation would only be used when the classifier returned a positive

prediction.

6.4.2 Performance Issues

With this full detection pipeline, the hope was then to immediately validate the model on

the same dataset but as a detection task, rather than a classification one. Unfortunately,

several problems arose which made it impossible to continue without significant changes.

This section will introduce the issues that arose, and tie them to specific aspects of the

CDA’s design. Experimental results for both the original, and improved models, are

given later in Section 6.6.

Computational efficiency: The time to run the algorithm was of major concern, be-

cause it made the future application of the algorithm to a large area of Mars very difficult.

The computation time was dominated by two processes. First, the sliding window op-

eration (run on a Central Processing Unit—CPU), extracting all the overlapping image

patch arrays from the scene. Second, the CNN, which had to process all of those image

patches, at different locations and resolutions (run on a GPU). For example, for one of

the 1700-by-1700 pixel images in the dataset, with a stride of 6, about 80,000 individual

patches needed to be processed. This was then repeated for multiple resolutions, mean-

ing there would be > 106 image patches. Regardless of the hardware used, this would

take a long time to compute. For a 1700-by-1700 pixel tile (equivalent to 450 km2 at 12.5

m/pixel) and a stride of 6, the model takes roughly 7 minutes on an Nvidia RTX2080

Super GPU. This is orders of magnitude slower than other object detection frameworks

would take (see Chapter 8).
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Of course, the stride can be increased to speed the model up. The computation time

goes quadratically with the inverse of the stride, because the number of processed image

patches is proportional to its square. However, a larger stride means fewer chances

to predict image patch class, increasing the variance in the results and thus lowering

performance.

Classification Errors: The classifier was trained to discriminate between image patches

which contained craters, and those which contained non-crater features. In the context

of classification, this gives high accuracy. However, when used as a sliding window, this

led to several prevalent error populations.

First, the classification network was unfamiliar with featureless terrain, because only

image patches with craters (or features that were not craters) where given to it in train-

ing. These non-crater features were parts of the image that the candidate selection

algorithm developed by Urbach et al. [146] returned, meaning they generally had some

visual similarities with craters. This led to unreliable classification over flat areas, and

over terrain that the classification algorithm had not been trained on.

Second, the size of positive examples which the classification algorithm had been

trained on were varied between 25% and 50% of the image patch size, and the location also

shifted around the image patch. This meant that the algorithm could successfully identify

positive examples in multiple points in the sliding window. However, the geometrical

limits that separated positive with negative examples were never well defined for the

model. The negative examples used in training were taken from other locations, not

necessarily nearby any crater examples. This meant that the model would classify image

patches as positive, even if only a portion of the crater was visible, or if it was somewhat

smaller or bigger than the size range it had been trained on, because no negative examples

had been supplied with that geometry.

Third, was a particularly consistent and problematic error arising from the morphol-

ogy of craters. The data used, from HRSC, has a fixed illumination angle, meaning the

shadows and highlights of craters always appear in the same orientation, with the shad-

ows on northwest, and the highlights on southeast. As well as a central depression, most

impact craters also have a rim which is raised above the surrounding terrain. For many

craters, this created a field of false positive detections to the northwest of the crater,

probably because it replicated the highlight-shadow pair on the inside of the crater (see

Figure 6.6). This systematic error meant that immediately next to many true craters

with a prominent rim, was a false crater detection of about half the diameter of the true

one.
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Figure 6.6: Systematic behaviour of CDA at different fields of view. The red boxes indicate
the approximate size of the image patch used in the sliding window. Red dots are the central
point in the sliding window position for all positive classifications of the image patch. At
the smallest scale (left), systematic errors are found on the upper-left rim of the crater. The
next plot (centre) show the crater being successfully detected in the correct regions. Finally,
the right-most plot depicts a field of view that should be too big for detection of the crater.
However, detections are still made, which may affect the accuracy of the final clustered results.

Localisation Errors: The neural network responsible for localisation had been trained

on the positive examples from the dataset, at different positions and sizes in the image

patch. However, recall that the distribution of labelled craters dropped off significantly

below a diameter of 250 m (Figure 6.2). This means that many craters at lower sizes

are unmarked, and may appear in the image patch alongside the labelled one. Even if

both craters are labelled, only one of them will be considered by the loss function in that

sample. If both craters are within the size range that the localisation network has been

trained to recognise, then it has no way of knowing which of the craters it should be

localising. In this instance, the shape of the loss function (the root mean square error,

see Section 2.2.2 for more details) dictates that the minimum expected loss is the average

between the two craters, rather than strongly selecting one or the other. Therefore, the

localisation network, when given multiple craters in its field of view, tends to average

their positions, leading to a single false detection somewhere between them (Figure 6.7).

Given that craters are very often clustered, thus lying close to another of a similar size,

this effect is incredibly common, and severely impacts the detections made by the CDA.

6.5 Improvements

6.5.1 Hard Negatives

Originally, the classification model was given positive and negative examples taken from

the labelled craters and non-craters respectively. This created many issues with the clas-

sification algorithm, as discussed in the previous section. To resolve this, hard negatives
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- Labelled crater

- Unlabelled/other crater

- Estimated bounding box 

Figure 6.7: Localisation of craters relies on estimation of the bounding box around the crater
in an image patch. However, this assumes that there is only one crater in each patch, whereas
in reality there are often multiple craters. As shown here, this situation can lead to a bounding
box estimate that is a average of the positions, producing an erroneous detection.

are taken very close to positive examples, so that the model has a strong set of examples

close to the class boundary (see Figure 6.8). In this refined training set-up, a positive

example is defined as positive only when the central pixel of the image patch is within the

crater, and when the crater is between 25% and 50% of the image patch width. Negatives

are also sampled from just outside the crater rim (making sure the central pixel does not

fall into another crater in the vicinity), or at a size just outside the 25–50% range.

An experiment was conducted to measure the effect of these hard negatives on the

classification model’s ability to reject examples close to, but not fulfilling, the geometrical

requirements for a positive detection. To do this, the model was trained twice on data

from the western and central pairs of image tiles (1_24, 1_25, 2_24, and 2_25), once

without hard negatives, and once with them included. They were then tested on examples

drawn from 3_24 and 3_25, at a range of positions and scales, such that the performance

of the model could be measured against the distance of the crater’s centre from the centre

of the image patch, and against the ratio of the diameter to image patch size.

Both the precision and recall of the models for negative and positive classes are plotted

in Figure 6.9. The precision and recall of the negative (non-crater) class is somewhat

less intuitive than the positive case, as it imagines a situation in which we focus on

the statistics of non-craters rather than craters. Nevertheless, in this experiment, the

negative statistics are useful in understanding the gains in performance across these hard

negatives. Overall, introducing hard negatives to training increased the ability of the
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- positive sample - negative sample - crater - region of uncertainty

Figure 6.8: Representation of the positive and negative spaces around a crater during classifi-
cation. The crosses denote the centre point of a sample taken during training. The negative
space is significantly larger than the positive one, and thus has a much lower sampling den-
sity. This creates a large region of uncertainty around the densely sampled positive space
(left-hand plot). With the introduction of hard negatives (right-hand plot), the density of
both positive and negative spaces are high close to the boundary, making the model’s region
of uncertainty much tighter to the actual boundary of positive and negative spaces. In reality,
these spaces are 3D volumes, because of the possible variation in size of the crater. However,
for simplicity, only the two spatial dimensions are shown here.

model to discriminate between positive and negative examples. In particular, the recall

of hard negatives was boosted substantially.

6.5.2 Localisation

The stricter definition of positive craters that was implemented to improve classification

accuracy also aided localisation. Originally, the localisation neural network suffered be-

cause there may have been multiple craters in the field of view, which made it impossible

for the network to know which it was supposed to localise. The added constraint on pos-

itive examples that the crater must cover the central pixel reduced the frequency of this

problem, because it is much rarer for two craters to cover the central pixel of the image

patch simultaneously (although it still happens when craters overlap with one another,

however this is relatively uncommon). This means the localisation neural network learns

to only localise the crater in the image patch which covers the central pixel.

We can measure the positive impact this change has on localisation by seeing how

the average IoU (see Section 2.2.7) changes with respect to the size of the crater in the

image patch, and its distance from the centre (see Figure 6.10). An increase of 0.05 to

the mean IoU is a significant improvement, especially considering that this improvement
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BEFORE AFTER 

Figure 6.9: Recall (rows 1 and 3) and Precision (rows 2 and 4) for both craters (green)
and non-craters (red) before and after the addition of hard negatives in training. These are
measured against geometrical parameters: the ratio of the distance of the crater’s centre to
its radius (top two rows), and the size of the crater divided by the field of view of the image
patch (bottom two rows). The grey region denotes the geometrical range for which positives
can exist, because they cover the centre pixel of the image patch, and are between 25–50%
of the image patch size.
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is mostly from examples where the crater is far from the centre, or close to the lower or

upper size limits.

6.5.3 Computational Efficiency

The driver of this project was to produce a CDA which could be employed to detect

craters over a significantly large area of the surface of Mars. Isidis Planitia (the focus of

Chapter 9) was not specifically targeted as a study site whilst the work in this chapter

was conducted, however a region of roughly this size was thought to be desirable. For an

area the size of Isidis Planitia (roughly 1300 km across), at the 5 m/pixel resolution of

the CTX mosaic used, the algorithm would need to be run across the equivalent of 70,000

of the 1700-by-1700 pixel images in the HRSC dataset. Given the original speed of the

algorithm was around 7 minutes for one of these images, this would lead to almost a year

of continuous computation to cover the area of Isidis Planitia. Therefore, optimising the

speed of the CDA was paramount.

Two major changes were made to the algorithm’s code to increase computational

efficiency, neither of which affected the results outputted by the model in any way. The

first of these was the use of multithreading. Originally, the operation responsible for

creating the cropped image patches from the full image was called sequentially, making

one patch after another. By using multithreading, this could be parallelised across many

(e.g. 20) threads, which sped this part of the code up substantially.

The second modification to the code was to use queueing. Before this change, all

cropped image patches were created before then inputting them all into the CNN. By

queueing, the images were processed in batches and fed to the CNN as soon as it was

ready to accept more, whilst the cropping continued apace. In this way, the two processes

could be run concurrently, which was ideal given that one was CPU-bound (cropping)

and the other was GPU-bound (the CNN).

6.6 Experimental Results

To test the impact of the improvements discussed in Section 6.5, some comparative

experiments were carried out. The first was to measure the ability of the model to

successfully detect craters, and the second was to measure its speed.

Like in Section 6.3, the data was divided using 3-fold validation, where 4 of the 6

images were used for training, and the other two then used for testing. These were

then swapped, and the model retrained, so that each image was used in validation once.
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Figure 6.10: Scatter plot showing the IoU of the bounding box prediction against the dataset.
The IoU for 5000 examples is plotted against the size of the crater relative to the image patch
(left-hand plots) and the distance from the image patch centre as a ratio of the crater’s radius
(right-hand plots). The improvements made, including hard negatives and disallowing positive
detections outside the crater’s rim, have boosted the IoU from an average of 0.67 (top row)
to 0.72 (bottom row). In particular, the IoU improved greatly for craters far from the centre,
and at the extremes of the size range.
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Hard negatives Stride mAP@50% Precision Recall F1

N 6 44.45 54.00 53.15 53.57
N 12 37.03 45.71 44.09 44.89
N 18 37.30 47.69 48.81 48.24
Y 6 59.51 65.06 63.78 64.41
Y 12 51.56 54.18 53.54 53.86
Y 18 52.96 59.23 60.63 59.92

Bandeira et al. [148] - 88.0 80.7 84.19

Table 6.2: Performance metrics for the CDA in different configurations, and a method pro-
posed by Bandeira et al. [148] (although this method uses a much less strict matching criterion
between prediction and labels, and so direct comparison with it is somewhat unfair). Including
hard negatives and using a small stride benefited performance. Confidence thresholds were
chosen for each configuration so that precision and recall were roughly balanced.

Unlike in the experiment to measure classification performance (Table 6.1), the model

was shown the entire 1700-by-1700 images, and sought to find the craters within them.

Measuring detection performance is less straightforward than classification, because

the predictions must be matched to the labelled craters that they are estimating the

position of. To do this, the standard object detection metric of mAP@50% was used

(see Section 2.2.7 for further details). This metric gives an overall picture of model

performance, encapsulating both its ability to find craters, and to localise them. It is

also independent of the specific confidence threshold used for the model, because it is a

mean value over many different threshold values. This is ideal for comparing the models

at different strides, because changing the stride alters the distribution of confidence values

(by changing the number of points included in each cluster). As well as the mAP@50%,

the precision, recall and F1 for detections with IoU > 50% were also calculated, in order

to compare results with others’.

The experiment lent strong evidence that including hard negatives in training benefits

the model. Table 6.2 gives the performance of models trained with and without hard

negatives, and at different strides. There is a massive performance increase when using

hard negatives, and as expected, the lowest stride of 6 performed best. Surprisingly, the

performance at strides of 12 and 18 seemed to plateau. The results of the models are

also shown in Figure 6.11 for one of the images (3_25). Visually, the models are harder

to tell apart, however one interesting thing to note is that there are many false positive

detections with small diameters. On inspection, many of these are in fact craters, but

due to the fall off in recall in the labelled dataset (Figure 6.2) they were not included

in the labelled data. Therefore, it is likely that the models performed somewhat better

than is suggested in Table 6.2.
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Figure 6.11: Image 3_25 from the dataset, with detection results from the 6 versions of the
CDA overlaid. Some craters were consistently missed by all models, whilst in other instances
the models behaved differently. Where red and yellow circles are co-located, this indicates
that the model found the crater, but that it did not localise it well enough for the IoU of the
detection and label to be greater than 50%. In some cases, real craters are marked as false
positives. These are missed in the ground truth dataset, and lead to a reduction in a model’s
apparent performance.
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Stride Multithreading Queueing Cropping(s) CNN(s) Clustering(s) Total(s)
6 N N 340.5 67.4 8.7 416.6
6 Y N 17.8 67.2 8.7 93.7
6 Y Y 71.1 8.7 79.8
12 N N 85.1 33.3 2.1 120.5
12 Y N 4.5 33.3 2.0 39.8
12 Y Y 34.8 2.1 36.9
18 N N 45.4 28.0 0.9 74.3
18 Y N 3.5 27.9 0.9 32.3
18 Y Y 30.1 0.9 31.0

Table 6.3: Times taken for CDA to process a 1700-by-1700 image. When queueing was used,
the cropping operation and the CNN were run in parallel, and thus their time is combined.
Clustering was strongly affected by stride, because there were fewer points, making mean-shift
clustering easier.

Finally, the impact of multithreading, queueing, and the model’s stride on computa-

tion time was ascertained. The CDA was used to detect craters on a single 1700-by-1700

image, and the time taken for each of the stages was measured. As expected, increas-

ing the stride, and using multithreading and queueing made computation much faster

(Table 6.3). At its fastest, the CDA was able to output results in a total of 31 seconds.

However, as seen previously in Table 6.2, using such a large stride would result in a

severe reduction in performance. When using multithreading and queueing, the model

with a stride of 6 took 80 seconds. This is a significant speed up from the 7 minutes it

took previously, however it would still take approximately 10 weeks to process an area

equivalent to Isidis Planitia.

6.7 Interim Conclusions

Detecting small craters in optical imagery will open up avenues for research into their

formation and distribution, if it can be done accurately. This chapter documents an

attempt to create such an automatic method from scratch. The proposed method has

many merits, with state-of-the-art performance as a classification algorithm. Ultimately,

however, the CDA was shown to be unsuitable for real-world application.

This study is a good example of the trap discussed in Section 1.3.2. In this case,

performance of the algorithm has been pursued in a toy problem (classification). When

transferred to the real-world application (detection), problems arose which deleteriously

affected both the CDA’s performance and utility. Many of these emergent issues were

ameliorated or resolved through improvements to the algorithm (Section 6.5). However,

whilst performance was shown to increase when hard negative samples were included
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(Table 6.2), it is clear that compared to previous methods based on candidate generation

through template-matching (e.g. [148]), the CDA does not offer significant benefits.

As well as limitations in performance, the CDA was still slow when computing pre-

dictions, despite the order of magnitude increase in speed due to multithreading and

queueing (Table 6.3). State-of-the-art object detection methods such as YOLO or Faster-

RCNN (further details in Section 2.2.5) can run at multiple frames per second, allowing

for real-time object detection in video. Even for high resolution images, these models can

output detections several orders of magnitude faster than the CDA proposed here. The

utility of the approach is therefore severely limited, as deploying it across large regions

of Mars would take a long time.

Whilst this study failed to produce a CDA with practical value, many valuable lessons

were learnt during the exercise. First, the existing labelled data for small crater detection

is sparse, with this dataset of 6 images being the largest available. This observation

led directly to the creation of a new, larger and more varied small crater catalogue,

documented in the following chapter. Second, designing a new and original algorithm,

whilst a valuable learning exercise, will not necessarily produce the best results. Instead,

deploying and tweaking existing object detection methods—which have a proven track

record in other similar tasks—may be more fruitful, as is demonstrated in Chapter 8,

especially when used in a sensor independent fashion, to increase the quantity of available

data.
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7 | ORBYTS Crater Dataset

This chapter is based heavily on a paper published in 2020 [2]. I devised and organised

the project, which involved 16 school students at The College of Richard Collyer,

Horsham. The students performed annotations of craters for the dataset, which was

then collated, analysed and validated by me. This chapter is a rearrangement of the

paper’s technical sections, with some minor rewording.

7.1 Motivation

Manual surveys of Martian craters have successfully mapped all large (D > 1km) craters,

with a high degree of accuracy [11]. However, given that hundreds of millions of craters

exist on the Martian surface, it will be impossible to conduct a manual survey globally,

or indeed of any substantial portion of the surface. For this reason, automated detection

is likely to lead to the most fruitful results. To this end, machine learning models—

in particular Convolutional Neural Networks (CNNs)—have been the state-of-the-art

method for many computer vision tasks since 2012 [5]. Specifically, CNNs have been

successfully employed for a huge variety of Object Detection applications (e.g. [71, 75]).

The power of these methods is revealed most spectacularly when the datasets used to

train them are very large, because of their ability to generalise and interpolate in a

hugely complex input space. These new techniques present a huge opportunity for the

automation of regional or global crater surveys.

For Martian cratering, few datasets exist, and those that do (e.g. [11]) often do not

include small craters. To date, the biggest openly available dataset of small Martian

craters was released in 2012 [148]. This contains 3,050 craters from the HRSC [30] over

Nanedi Valles between 200 m and 5 km diameter. Our dataset extends and complements

this prior effort, as it uses multiple annotators, a different camera system, is located in a

different region of Mars, and expands the diameter range down to tens of metres. Multi-

annotator datasets have some precedent in the crater detection field: for example, the

Moon Zoo project employed several thousand citizen (volunteer) scientists to annotate

Lunar craters over the Apollo 17 landing site [12]. The novel metric we use to evaluate the

consistency of our results (Section 7.2.2) provides a framework for future crowdsourcing

efforts in a variety of object detection problems, not restricted to crater counting.
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By pursuing a labelled dataset with CTX imagery, we expand the number of satellites

for which datasets exist, making testing of sensor independence easier. Additionally, CTX

is the highest resolution camera for which a near-global mosaic is available, and therefore,

as shown in Chapter 9, it is the most appropriate satellite to use for small crater detection

at scale over the surface of Mars.

7.2 Methods

7.2.1 Collection

Our annotations were conducted by a group of 16 young ORBYTS (Original Research By

Young Twinkle Students) [186] participants, at the sixth form College of Richard Collyer,

Horsham, UK. In order to prepare, the annotators were given approximately 15 hours

of seminars on Martian science, machine learning, and statistics. In addition to this, we

worked collectively to closely define how annotations would be made, what was counted

as a crater and what was not, and any possible edge-cases. This was all done in order to

ensure a high accuracy and as low a variance as possible between the annotators. The

tool used in annotation was a customised open-source image annotation tool LabelImg1.

Our version was modified to restrict annotations to be equal width and height, as craters

are usually and most easily defined as a circle, rather than an ellipse. We also added a

toggle for ‘difficult’ annotations, which could be triggered when annotators were unsure

of their own marking.

After a training session using the software, annotations were conducted intermittently

over a period of around eight weeks. Six annotators were selected using a random num-

ber generator for each tile and were then separated so as to not be influenced by one

another whilst labelling. Once a tile was completed, an annotator would then be assigned

another tile randomly from those still to be done. Due to absences, differences in speed,

and variation in the difficulty of the images, there is some variation in the quantity of

annotations made by each annotator.

Craters of all sizes that were visible were annotated. The lower diameter limit was

determined by the resolution and quality of the CTX images. At the 6 m/pixel of CTX,

we found that in practice few craters under around 30m (5 pixels) in diameter were

visible. However, given that some craters smaller than this could be resolved, we did not

enforce a minimum diameter limit on individual annotations (the clustering process does

filter results smaller than 3 pixels in diameter). If craters extended partially beyond the
1https://github.com/tzutalin/labelImg

162



7.2. METHODS

𝐼𝑜𝑈 𝐴, 𝐵 =

𝐼𝑜𝑈 𝐴, 𝐵 =
𝐴 ∩ 𝐵
𝐴 ∪ 𝐵

𝐴

𝐵

Figure 7.1: Graphical depiction of the Intersection over Union, or Jaccard index, for two
annotations. The areas are calculated using circles with diameter equal to the width and
height of the bounding box of the annotation.

sides of the image they were ignored, as it could lead to ambiguity in size and position.

Annotators began labelling larger craters and gradually zoomed in further, panning across

the image systematically in order to comprehensively survey all sizes and locations.

Combining individual annotations is done using agglomerative clustering, a technique

used since the 1950s for a variety of clustering problems [187]. This has the benefit of

requiring only two parameters: one is the function with which a distance is calculated

between two annotations, and the other is the cut-off distance at which no more clustering

is performed. First, all distances between different pairs of annotations is calculated; then

the closest two are paired, and the new point is calculated as the mean between those

which were clustered. This process is repeated until no distances remain below the cut-

off. For our application, we would like to ensure that the distance between any two

markings by the same annotator is 1, meaning clusters can never contain more than one

entry from a given annotator.

For two markings, L(n)
i and L(m)

j , by annotators n and m, we define the distance as

d(L
(n)
i , L

(m)
j ) =

 1− IoU(L
(n)
i , L

(m)
j ) if n 6= m

1 if n = m
(7.1)

Where IoU(L
(n)
i , L

(m)
j ) is defined as the Intersection over Union of the two circles,

also known as the Jaccard index (Figure 7.1).

The cut-off distance threshold was decided largely by visual inspection. Too low a

value, and repeat entries for the same craters might be included in the final survey; too

large and multiple craters might be combined erroneously. We found that a value of 0.9

(clustering any IoU > 0.1) was close to optimal, and therefore used this for all images.

Table 7.1 gives details regarding the results of the agglomerative clustering, and a visual

example of the results can be seen in Figure 7.2.
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( a ) ( b ) 

( c ) ( d ) 

2 km 

 

200 m 

 

Figure 7.2: Image ‘C’ from the dataset, with annotations displayed. In (a) we see the full
image with unclustered labels, each colour representing a different annotator; (b) shows the
output labels from agglomerative clustering; (c) and (d) show the same process, zoomed in
on a portion of the image. As we see, the initial annotations are in close agreement with
one another, and the clustering successfully separates craters, and accurately estimates their
centres and diameters. The very large crater in the upper portion of the image was not
labelled, as it extends past the bounds of the image.
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7.2.2 Validation

To validate the accuracy of our dataset, we use statistical measures that quantify the

amount of agreement between our annotators, and also between our annotators and a

more experienced crater counter (myself). It should be noted that these measures of

agreement do not account for systematic errors (bias), but do tell us about variance to

some extent. Ultimately, crater counting is an ambiguous pursuit—especially at smaller

diameter ranges—because of the limited resolution of our instruments. To calculate each

annotator’s agreement score on a given image, we perform the following calculations:

1. Let the ith label from annotator n be denoted as L(n)
i .

2. For each L(n)
i made by annotator n, compute the intersection-over-union of it with

all labels from all other annotators.

3. Let the maximum of all these intersection-over-unions be MIoU
(n)
i . This is the

highest intersection-over-union of one annotator’s label when compared to all other

annotations from other annotators.

4. Take the mean average ofMIoU
(n)
i across i, to calculate the nth annotator’sAgree-

ment Score.

This score rests on the assumption that for any given annotator, the combined labels

of all other annotators will be a more complete and reliable survey. However, this does

becomes less reliable at extremely low numbers of annotators. The score also cannot

factor in craters that were not found by any other annotators, however it does describe the

consistency of detection within the group of annotators, and tells us about the positional

accuracy of markings. On top of this quantitative validation, all images were scanned

visually to look for any obviously spurious annotations, which were then removed from the

dataset. These likely came about from accidental inputs and were easy to spot, although

they were not common. Table 7.2 outlines some spatial statistics for the annotations,

that detail the level of positional agreement between individual annotators. Overall,

the positional agreement of clustered annotations is high, with a standard deviation in

measured diameter of around 15%, and the central locations varying with a standard

deviation of less than a pixel.

To further measure the reliability of the multi-annotator labels, we conducted a simple

comparison exercise with an experienced crater counter. The ‘expert’ annotator labelled

craters in 4 randomly selected tiles from the dataset (D, F, K and L). Then, the Agreement
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Figure 7.3: Cumulative CSFDs of the whole dataset. As expected, there are more unclustered
annotations than clustered. At small diameter ranges (<50 m) we see that the gradient tails
off, which is an expected symptom of the limited resolution of our data. At the other end
of the size range, the statistics become more unreliable, as the number of craters becomes
very low. In relative terms, there are more clusters with single annotations (craters with low
confidence) at smaller diameter ranges, whilst most of the large craters were found by 5 or 6
annotators, which is to be expected, as they are much more visible.
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Diameter (m)

SCENE Valid individual
annotations

Clustered
annotations

Average annotations
per crater Median Mean Min Max

A 3230 1,182 2.73 60.0 66.9 18.0 366.0
B 724 196 3.69 108.0 136.0 36.0 918.0
C 1,038 269 3.86 78.0 118.8 30.0 1188.0
D 397 112 3.54 66.0 106.4 24.0 1152.0
E 3,946 1,042 3.79 42.0 57.7 18.0 1938.0
F 1,430 372 3.84 78.0 105.4 18.0 642.0
G 267 72 3.71 105.0 146.4 18.0 642.0
H 223 60 3.72 222.0 263.3 66.0 774.0
I 1,110 325 3.42 72.0 93.2 24.0 552.0
J 297 168 1.77 54.0 83.1 18.0 798.0
K 304 81 3.75 90.0 118.2 24.0 672.0
L 2,780 884 3.14 60.0 64.6 18.0 630.0

TOTAL 15,746 4,763 3.31 60.0 81.1 18.0 1938.0

Table 7.1: Scene-wise analysis of clustering process. On average, each crater was found
by more than three annotators, and has a mean diameter of less than 100 m. Annotations
were filtered to disallow labels with D < 18 m (3 pixels), hence the small discrepancy in
individual counts between Table 7.4 and this. Tiles with fewer craters tend to have high
average diameters, suggesting that either small craters are too difficult to see, or that they
are preferentially eroded or filled by dust quicker in these areas, relative to those with lots of
small craters.

No. of annotations
for crater

No. of
craters

Mean
Diameter (m)

Standard Deviation
of diameter (%)

Standard Deviation
of centre (m)

1 1442 61.8 - -
2 636 68.4 16.6 4.37
3 524 72.1 18.1 4.87
4 467 72.6 17.8 4.97
5 572 82.0 16.9 5.51
6 1122 120.5 13.8 5.49

Table 7.2: Positional accuracy of annotations, by number of annotations per crater. Larger
diameter craters tend to be annotated more, leading to a higher mean diameter for craters
found by more annotators. The standard deviation of these annotations, in comparison to
the final clustered value, is around 14-18% overall. The accuracy of the craters’ centres is
high, with a standard deviation consistently below 1 pixel (6 m).

SCENE
Non-expert annotators Expert annotator

No. of labels Agreement Score (%)
No. of labels Agreement Score (%)

Min Max Mean Min Max Mean
D 32 94 66.5 62.9 77.1 72.9 52 81.6
F 187 305 238.5 65.3 80.6 74.3 240 81.4
K 28 66 50.7 66.8 100 78.4 51 78.2
L 273 696 464.8 46.4 74.1 62.8 589 69.4

Table 7.3: Results for experiment using expert annotations on a subset of the dataset. In
general, the expert annotator scores highly in comparison to the other annotators, and has
a total count similar to the mean of the non-experts for each tile. This shows that when
considered as a whole, the non-experts’ annotations have a high agreement with an expert’s,
suggesting multi-annotator methods can boost the performance of non-experts for object
detection labelling tasks.
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score between these expert labels were calculated against the set of other annotators. As

we can see from Table 7.3, the expert achieved scores that exceeded the average inter-

annotator score, and in the case of tiles D and F exceeded all the other annotators. Given

this—and the fact that the number of labels from the expert in each tile was always

within the non-experts’ range—we see that the expert’s annotations are somewhat more

reliable than an individual annotator’s, but also that the agreement between the expert

against the entire body of non-experts is high. This suggests that using 6 non-experts

can provide results which match those of an expert considerably more closely than those

of an individual non-expert. This is consistent with Moon Zoo, the citizen science project

mapping Lunar craters [12].

The Agreement score and positional accuracy measures gives us a way to validate

the consistency of individual annotations. However, it does not provide insight into

whether the emergent statistics of our crater surveys are reliable. For this, it is helpful

to consider the cumulative CSFD of our annotations (Figure 7.3). Cumulative CSFDs

are generally defined as the number of craters above a given diameter per km2, and

are used commonly in age-dating work [188]. Our data holds to the expected inverse

power law found in cumulative CSFDs, showing a broadly constant gradient above 50 m

diameters. Although no ground-truth exists by which to verify our results, we believe

that with the Agreement score, positional accuracy metrics, comparison with experts

and the cumulative CSFDs all suggest that the annotations comprising our dataset are

reliable both individually and in aggregate.

7.3 Data Description

The final dataset comprises 12 annotated scenes, each 2,000-by-2,000 pixels in size, from

the Context Camera (CTX) [34] aboard the Mars Reconnaissance Orbiter. More specifi-

cally, the tiles have been selected in a pseudo-random fashion from the co-registered and

orthorectified mosaic over the MC-11 East quadrant, the creation of which is detailed

by Michael et al. [189],and Sidiropoulos et al. [190]. These data are co-registered to a

baseline Digital Elevation Model which uses HRSC data [191]. The resolution of the data

is 6 m, and each image measures 12 km by 12 km. CTX is in a sun-synchronous orbit,

meaning all images are taken at 3 pm local time [33], leading to consistent illumination

angles across the dataset. The 12 images cover a diverse set of locations, terrain types,

and altitudes, as can be seen in Figure 7.4.

Each image comes in both png format and as a geo-coded tif image in data/images.

Associated with each image is a folder in data/annotations/raw containing 6 PASCAL
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SCENE
Labels per annotator Agreement score (%)

i ii iii iv v vi TOTAL i ii iii iv v vi MEAN
A 680 255 396 376 1,111 413 3,231 62.4 74.8 73.5 79.0 40.8 63.5 65.67
B 88 90 93 151 177 125 724 75.5 77.7 82.1 67.9 58.7 71.7 72.27
C 125 212 97 178 230 196 1,038 82.6 69.0 78.6 74.6 68.9 75.4 74.85
D 72 43 32 94 73 85 399 75.7 77.1 82.3 63.9 75.7 62.9 72.93
E 277 503 690 778 869 837 3,954 79.2 73.0 67.3 67.7 62.2 66.6 69.33
F 197 229 235 278 305 187 1,431 75.1 74.7 80.6 69.7 65.3 80.4 74.3
G 45 22 45 45 60 51 268 74.9 83.2 80.0 79.5 66.2 75.7 76.58
H 24 36 43 37 40 43 223 86.5 78.6 74.8 83.7 72.3 77.6 78.91
I 147 135 174 209 183 262 1,110 68.9 77.7 75.2 68.0 73.7 52.3 69.32
J 25 95 32 40 69 36 297 71.2 22.4 50.5 56.7 35.1 50.8 47.78
K 66 45 28 63 36 66 304 66.8 100.0 74.8 86.8 74.6 67.6 78.43
L 375 696 273 281 583 581 2,789 74.1 46.4 71.7 73.9 63.6 47.1 62.78

TOTAL 15,768 70.26

Table 7.4: Scene-wise breakdown of annotations per annotator, including the number of
labels, and agreement score (as defined in Section 7.2.2). The variation in agreement score
is large, highlighting the difficulty of some of the scenes in comparison to others. For each
tile, the set of 6 annotators (denoted ‘i’ to ‘vi’) is different, and the ordering of the columns
is arbitrary.

VOC annotation format xml files, each one from a different annotator. Finally, there is

a clustered annotation file, also in PASCAL VOC format [79].

Table 7.4 breaks down the number of individual annotations, and inter-annotator

agreement (as defined in Section 7.2.2), for each tile. There is a large variation in the

number of craters found within each of the 12 images, with the least cratered having 223

individual annotations, and the most having 3,954. We found there was a high variance

in the number of labels produced by each annotator, with some annotators consistently

marking fewer or more craters in all the images they annotated. Generally there was a

ratio of 2–4 between the most and least numerous surveys on a given tile, this provides a

strong argument for a multi-annotator strategy, which reduces the impact of this variance

on the accuracy of results.

Returning to Table 7.1, we see information about the clustering of results, with aver-

age, minimum and maximum diameters for all images after clustering. During clustering,

we first remove any annotations that have a diameter less than 3 pixels. Often, these very

small craters are resolvable, however accurate labelling is difficult and may have resulted

in unreliable final results. At 3 pixels or less, craters appear simply as a neighbouring

pair of light and dark points. It is thus likely that the only craters found at this size are

those with the steepest sides, which results in a higher contrast shadow-highlight pair. It

is likely that many craters at this size range are missed, because they do not have a high

enough contrast. Additionally, other features, such as pits, that are not of meteoritic

origin, may easily we confused with a crater, because other physical characteristics (e.g.

a circular rim) are not resolvable.

169



CHAPTER 7. ORBYTS CRATER DATASET

MC11E

200 km

Figure 7.4: CTX Mosaic over MC-11 East quadrangle [190]. Purple squares indicate the 12
regions randomly sampled for annotations. The lower right shows a global elevation map of
Mars from MOLA, with MC-11 East outlined.
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Due to this uncertainty, annotations below 3 pixels were omitted. Users may choose

to set a different lower diameter, at a higher diameter, in order to be more sure that

the labels are more reliable and comprehensive, however providing the dataset with

annotations down to 3 pixels allows for flexibility in how it is used. Because of this 3

pixel limit, many of the images have a minimum diameter of 18 m, whilst the upper

limit varies much more, given the sporadic distribution of larger craters in our images.

Median average diameters are consistently below mean averages, suggesting a skewed

distribution towards lower size ranges, which is to be expected due to the negative power-

law distribution of CSFDs.

Each PASCAL VOC format xml file contains information about the image it is related

to, including path information, and its dimensions. It then contains a list of object fields

which denote each crater label. The difficult field is used to denote when an annotator

chose to express that they were unsure about a given annotation, whilst the bndbox field

gives the boundaries of the crater. No geographical information is provided in the xml,

with all dimensions in pixel coordinates. Many of the fields included in the xml file are

somewhat redundant (e.g. pose, truncated) but are included to increase compatibility

with software which expects PASCAL VOC format data as input. The same format is

used for the clustered annotations, but they also contain an extra ‘confidence’ value in

each object instance denoting the number of annotators who found that crater, between

1 and 6.

7.4 Interim Conclusions

This small crater survey offers a valuable training and validation set for researchers aiming

to develop CDAs. In the specific case of deep learning, we believe a combination of this

with other datasets (e.g. [11, 148]) may provide enough data at many scales, locations

and with different instruments to create a highly generalised CDA, which is robust to

changes in surface features, noise, crater morphology and crater size.

The ability to mark craters as ‘difficult’ was designed to give further control over the

confidence assigned to the final craters. However, in practice, it was used too sparingly to

be of much use in the analysis or validation of the data. Future efforts in dataset creation

could find better ways of expressing each annotator’s confidence in their markings, giving

more rich information about the confidence assigned to each final crater.

Many previous crater surveys have focused on annotating larger diameter (> 1 km)

craters, which brings with it different challenges. The global survey by Robbins et al. [11]

used both Digital Elevation Models and infrared images, as opposed to high-resolution
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images. Resolving these larger craters was likely less difficult, however the extreme

erosion of some large craters, and their tendency to more frequently overlap with one

another, posed difficulties that we were less affected by in our size range.

The multi-annotator approach we have used is scalable, and can be adapted to many

other object detection tasks, both within and beyond remote sensing. We believe a more

nuanced approach to training and validating models, which accounts for confidence, is

particularly useful for problems wherein ground-truth data is unreliable, because of issues

like noise and resolution. Framing an ambiguous problem such as small crater detection

as a binary one leads to model performance being measured in a way that does not reflect

real-world capabilities. Nevertheless, expert annotations are still likely to be of value in

labelling tasks such as crater detection, because of the greater contextual information

that experts have. For example, in very complex terrain with many non-crater features,

it may be more useful to have few expert annotations, than many non-expert ones, given

the higher number of potential false positives.

We believe, based on our experience in this project, that the extended training and

seminar series conducted prior to labelling resulted in annotations with higher accuracy.

In addition, the sense of genuine scientific collaboration (as opposed to labouring at a

task one does not hold a stake in) between those involved was a strong motivator that

helped annotators stay focused and productive during the labelling sessions. Future ef-

forts that use this hybrid expert/crowdsourcing approach should continue to optimise

the balance between speed (fewer repeated annotations and less training) and accuracy

(more repeated annotations and more training) on a case-by-case basis. For small craters,

we believe the community would benefit from future work that samples areas from across

different parts of the planet, and provides more rich annotations of physical crater char-

acteristics where possible (e.g. estimates of crater erosion, ellipticity, depth, etc.).
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8.1 Motivation

The performance issues and computational inefficiencies of the CDA proposed in Chap-

ter 6 indicated that—rather than designing a model from scratch—fine-tuning existing

object detection models may be more fruitful. Compared to other object detection tasks,

the data available for training was relatively scarce, initially comprising only the 6 tiles

from the HRSC dataset used in Chapter 6. Now, with the CTX dataset described in

Chapter 7, as well as other data sources (which are returned to in Section 8.2), the

application of large, state-of-the-art deep learning object detection models seems more

plausible.

As found in the case of cloud masking, sensor independence offered some significant

advantages in situations where training data is spread across many satellites. In the case

of cloud masking, a unique architecture was proposed to allow the model to ingest data

from arbitrary multispectral visible/infrared satellites (SEnSeI). However, with regards

to crater detection, all datasets come from panchromatic sensors. This simplifies sensor

independence considerably, as the convolutional models proposed for all manner of single-

sensor applications will be able to take data from any and all panchromatic sensors, if

trained appropriately.

A more comprehensive approach to sensor independence could take into account and

control for geometrical parameters, as well as spectral ones. For example, the viewing

geometry, resolution, and illumination conditions could all be explicitly considered by a

model, in the same way that SEnSeI is given explicit information about the wavelengths

of light being measured. In the application considered here, however, these are mostly

superfluous. This is because the illumination conditions can be made largely consistent

(most sensors at Mars are sun-synchronous, and those that aren’t—if used—could be

corrected through image rotation), and the look angle is relatively close to the nadir for

the satellites considered here, making the viewing geometry similar. Given this context, a

more general sensor independence approach is not required for Martian crater detection,

but could be of use in other applications.

So, the work in this chapter has three primary aims. First, show that the ORBYTS

dataset, in combination with well-known object detection frameworks, leads to a state-of-

the-art crater detection model. Second, to investigate the benefits of sensor independence
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in a setting where it is significantly simpler to apply than in multispectral imagery. Third,

to create a practical, well validated method to detect craters over large regions of Mars

(which is then put to use in Chapter 9).

In Chapter 5, many experiments were conducted with test data from different sensors.

This is because the primary aim of that chapter was to quantify SEnSeI’s performance

in different situations, and show sensor independent cloud masking to be a generally

applicable technology for many sensors. In this instance, however, there is a specific

scientific aim, which is to make a model that can detect craters over a large region of

Mars. For that task, CTX is the most suitable sensor, as it is the one with global coverage

that has the highest resolution. Running multiple experiments with test data on different

satellites would not have directly aided this aim.

This chapter continues with a section covering the datasets used in the experiments.

Then, Section 8.3 reports the choice of models, and how they are varied and trained

in the experiments. The experimental results are set out in Section 8.4, showing both

model performance and computational efficiency. Finally, the chapter ends by drawing

some conclusions from the work.

8.2 Datasets

In total, four datasets are used in this chapter’s experiments, from three satellites. The

HRSC dataset introduced in Chapter 6, and the CTX dataset introduced in Chapter 7

are both present. In addition to these, a further two datasets were added: one from

CTX, and the other using THEMIS-IR. This section provides some details about these

latter two datasets, which have not already been discussed.

8.2.1 Additional CTX data

During development of these models, Isidis Planitia became the primary region of interest

for further study (further details in Chapter 9). Because of this, a test dataset from Isidis

Planitia became desirable, as it would allow model performance to be measured in a way

that was reflective of real-world use. This dataset is not used for training the models,

but rather as the final test set on which performance is compared.

To this end, a colleague, Reuben Crawford Clarke, annotated three test sites from

Isidis Planitia. Each site is 2370-by-2370 pixels across (roughly 12 km-by-12 km) and

taken from the CTX mosaic produced by Murray Labs [192] at 5 m/pixel, Section 9.2

describes the mosaic further.
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2 km

Figure 8.1: The three CTX images used as a test site over Isidis. Top pane shows thumbprint
terrain, middle is plains, and bottom is cones. Labelled craters are marked in red. The scale
bar is consistent across all three images.
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The three tests sites were annotated with the same software and approach as was

used in Chapter 7, albeit with only one annotator. The three sites were annotated as

comprehensively as possible, and contain 3230 craters in total with a diameter of 3 pixels

or greater. The sites—along with their annotations—can be seen in Figure 8.1.

The sites were selected from three different regions of Isidis, each with different surface

characteristics, in order to be as representative of the entire region as possible. The

three terrains were “thumbprint”, “plains”, and “cones”. Thumbprint terrain consists of

many small, thin linear features (top panel, Figure 8.1). Plains are regions with few

distinguishing morphological features besides craters (middle panel, Figure 8.1). Finally,

some regions of Isidis have rootless cones (bottom panel, Figure 8.1).

8.2.2 Global Crater Database

The global crater database [11]—as mentioned previously in Chapters 2 and 7—contains

over 380,000 individual craters. This is by far the largest single resource of human-labelled

craters on Mars. Whilst its existence makes large crater detection models somewhat re-

dundant, if used with a sensor independent model, it may aid in training of a small crater

detection model. Happily, craters of all sizes share many morphological characteristics.

Because of this, large craters sampled at coarse resolutions look somewhat similar to

smaller craters at finer resolutions.

The database of craters was helpfully converted into a format suitable for machine

learning by DeLatte et al. [152], and is available for download [193]. This formatted

dataset gives 30°-by-30° tiles, taken from the global THEMIS Daytime Thermal IR mo-

saic, which is at a resolution of 100 m/pixel. Whilst the database of craters is global,

only those lying between ±30° are used for this study. This is because projection begins

to distort craters at higher latitudes, and so the appearance of craters would be very

different.

For this study, the THEMIS daytime IR data is then preprocessed in order to more

closely match the other datasets. Gaps with no data values in the mosaic are filled with

the mean value of the mosaic tile, rather than with zeros, to minimise any sharp edges

which might impede the model. The tiles are also further subdivided into 1024-by-1024

pixel patches, and any craters which are larger than 256 pixels (25.6 km) in diameter

are discarded, because the models’ anchor boxes are already reduced in size, in order to

optimise the detection of small craters, and so these would be too big for the models to

easily detect. As well as these very large craters, any craters whose centre lies outside the

image patch is also not included in the labels for that image patch. This preprocessing

leaves a total of 220,000 craters for use in training.
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8.3 Models

The models selected for this study cover two broad categories of deep learning-based

object detection frameworks: one-stage and multi-stage. Object detection requires both

localisation and classification, and so models can either do these simultaneously (as in

the YOLO family of models), or in multiple stages (as in the models using R-CNN

architectures). Further details about the development of these models can be found in

Section 2.2.5, whilst this section explains what aspects of the model are changed during

experiments.

8.3.1 YOLOv5

The effect of data and sensor independence was investigated by training YOLOv5 with a

variety of different combinations of datasets. First, the CTX configuration was trained

on the dataset made in Chapter 7, which represented a non-sensor independent set-

up. CTX+HRSC added the dataset from [146], using all six tiles in training, and thus

combining all the high resolution training data available to us. Similarly, the HRSC

configuration only used this dataset, without the CTX data. THEMIS used only training

data from the global crater database [11] in the THEMIS daytime IR mosaic. Finally,

ALL uses all available data from CTX, HRSC and THEMIS for training. The data

from THEMIS contained far more craters than the others, and so sampling was roughly

balanced when used together, so that 50% of samples came from the THEMIS dataset.

For all training configurations, roughly 10% of the dataset was held back for validation.

The performance on this validation set was used to find where performance of the model

had converged, and to stop training at this point.

For YOLOv3, using focal loss (see Section 2.2.2) for classification predictions was

tried and shown to perform more poorly than the original binary cross-entropy [75], and

so was discarded. YOLOv5, however, reintroduces the option to use focal loss, and so

in this experiment, both a model with cross-entropy (equivalent to Equation 2.7 when

γ = 0), and a model with a focal loss (γ = 1) were tested.

YOLOv2 [74] introduced a system for deciding the exact size and location of its

anchor boxes by using k-means clustering on the training set bounding boxes, and was

carried out specifically for Common Objects in Context (COCO) [194] and PASCAL

VOC datasets [79]. YOLOv5 instead uses a genetic algorithm to find anchor box sizes

which best fit the specific training data being used. Models with and without this feature

enabled were tested.
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Variable Description Initial Evolved % change

lr0 Initial learning rate 0.01 0.0105 5

lrf Final learning rate 0.002 0.00173 -13.5

momentum Momentum in weight updates 0.95 0.91 -4.2

weight_decay Decay per iteration in weights 0.0005 0.00045 -10

fl_gamma: Focal loss parameter 0.5 1.2 140

box Bounding box loss factor 0.05 0.048 -4

cls Classification loss factor 0.5 0.522 4.4

obj Objectness loss factor 1.0 0.901 -9.9

iou_t IoU threshold for using bounding box in training 0.2 0.2 0

anchors Number of anchor boxes per output layer 3 4.57 52.3

degrees ± range for rotation (degrees) 5.0 0.0 -100

translate ± range for translation (fraction of size) 0.1 0.0949 -5.1

scale ± range for zoom (fraction of size) 0.5 0.536 7.2

shear ± range for shear (degrees) 1.0 0.0 -100

mosaic Probability for mosaic augmentation 1.0 0.907 -9.3

Table 8.1: Hyperparameters varied in evolution. This table breaks them up into categories.
Green (top 4 rows) affect optimization and weight updates. Yellow (next 4 rows) control
the loss function. Red (next 2 rows) are related to anchor boxes. Finally, blue (last 5 rows)
influence the data augmentation. Some parameters change dramatically (e.g. fl_gamma)
whilst others remain fairly stable.

Finally, YOLOv5 also offers a flexible hyperparameter evolution strategy, which ran-

domly alters many hyperparameter values in the model, over successive runs, giving

models which have good performance the chance to mutate, and discontinuing others.

105 runs were conducted over roughly 3 days to find an optimal architecture. The hyper-

parameters which were varied, and the values that were arrived at, are listed in Table 8.1.

The hyperparameter evolution was only carried out for a model trained with all the avail-

able data, and so it is possible that different training set configurations would have led

to different final values.

All configurations of YOLOv5 were trained using SGD and a batch size of 6, although

the learning rate and momentum were varied as part of the evolution. Each model was

trained for 60 epochs, of 1000 steps each, or until performance had converged.

8.3.2 Mask R-CNN

Mask R-CNN (see Section 2.2.5 for details) was used without major alterations to the

core architecture, however some parameters were tweaked from their default settings

as laid out by He et al. [72]. The size of the anchor boxes was reduced, to facilitate

better detection of small objects. The anchors were halved in size, so that the smallest

anchor box had a width and height of 16 pixels. Given that all annotations assume a

178



8.3. MODELS

circular crater, the sets of rectangular anchor boxes with different heights and widths

were removed, leaving only the sets of square boxes. The maximum number of objects

detected in an image was increased from 100 to 500, to ensure that—where craters were

highly concentrated—the model would not limit the total number of craters found.

Training of Mask R-CNN took several days of computing time, which is orders of

magnitude longer than the dozens of minutes YOLOv5 takes to train. Fine-tuning the

model’s parameters over many training runs was made more difficult by this. As a result,

the aspects of the model which were varied were more restricted, and instead of the more

comprehensive evolution strategy used for YOLOv5, the model was varied in three ways.

First, the training set was set to one of two configurations listed in Section 8.3.1.

Namely, CTX, and ALL. Second, the model’s backbone was set to either ResNet-50, or

ResNet-101, which allows us to see if the size and complexity of the CNN used is limiting

performance or whether the 50-layer ResNet is already sufficiently complex. Thirdly, the

data augmentation is varied, with three different settings:

• None: The data was given to the model in an unaltered form.

• Light: This level of augmentation focused on geometric transformations. Each

image could be randomly translated, cropped, rescaled, or rotated within ±5°.

• Heavy: This level included the geometric augmentations applied in the light set-

ting. In addition, the images were altered using additive white noise, salt and

pepper noise, Gaussian blurring, brightness and contrast adjustments, all with a

50% chance of being applied to any given image.

Whilst Mask R-CNN provides segmentation masks of the objects it detects, these

were not used directly during these experiments. The labels used in training all assumed

a completely circular crater, which meant the loss associated with the mask converged to

zero very quickly, as the network learnt to simply draw a circle mask for every example.

Essentially this made Mask R-CNN into Faster R-CNN, as only the bounding boxes were

of interest. This was done for practicality, because the code for Mask R-CNN was readily

available in a format that could be customised in the desired ways 1.

During training, SGD was used with an initial learning rate of 1e−3 and a momentum

of 0.95. The convolutional backbone of Mask R-CNN (ResNet) was loaded with pre-

trained weights, taken from a model trained on the COCO dataset [194]. The large size

of Mask R-CNN meant that a batch size of only 1 was possible, on a GPU with 8 GB of

memory. Future work may find performance improvements by using a larger batch sizes

on systems with more available memory.
1Available at: https://github.com/matterport/Mask_RCNN
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8.4 Results

8.4.1 Performance

Table 8.2 shows the performance of different configurations of YOLOv5 on the CTX test

set from Isidis Planitia. Several interesting conclusions can be drawn from these results.

First, focal loss was essential in training YOLOv5. When γ was set to 0 (making the

focal loss equation equivalent to categorical cross-entropy), the model failed to train, and

detected no craters.

The data used for training had a large impact on performance. Training with all

available data led to the best models, showing sensor independent crater detection is

beneficial when training data in a single sensor is limited. Surprisingly, the model trained

only on the global database in THEMIS daytime IR fared better than models trained on

the sensor used in testing (CTX and CTX+HRSC). This indicates that the huge size of

the THEMIS dataset, at an entirely different resolution range to the test data, benefits the

model more than the smaller but more similar datasets. Evolution of the hyperparameters

led to a moderate increase in performance, with 4.1% higher mAP@50% when compared

with the model using default parameters. Results for some of the YOLOv5 configurations

are visualised in Figure 8.2, in the same way as was done previously in Chapter 6.

Eight Mask R-CNN configurations were tested in the same way as YOLOv5 (Ta-

ble 8.3). Fewer training set varieties were explored in this set up, because of the time

taken to train each model, however the same clear trend can be seen in comparing results

trained only on the CTX dataset, in comparison to those trained on all available data.

Augmentation seems to help most when training data is limited to only CTX, leading to

a 5.7% increase in mAP@50%, whereas when using all available data it adds only 2.1%.

This is intuitive, as augmentation—which adds more variety to data—would most ben-

efit the model with limited amounts of data to begin with. Interestingly, using a larger

101-layer convolutional backbone leads to a slightly lower mAP@50% and F1 than the

best ResNet-50 varieties. Figure 8.3 plots all the predictions of models with ResNet-50

on an example from the test set.

8.4.2 Computational Efficiency

The speed at which a model can predict crater locations affects how useful it is for real-

world application. The model in Chapter 6 was too slow to be applied to large quantities

of data. Therefore, the running time of both Mask R-CNN and YOLOv5 were measured.
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- True Positive - False Negative- False Positive

CTX+HRSC, evolved

THEMIS, evolved

ALL, evolved

HRSC, evolved

ALL, no finetuning

CTX, evolved

Figure 8.2: The results of several YOLOv5 model configurations are shown over a part of the
test set. Five of the models are use the evolved hyperparameters with different training set
combinations. The bottom-right model is the one which used the default hyperparameters,
and no autoanchors, but did use a focal loss. Unfortunately, due to human error, some craters
were inevitably omitted in labelling, meaning some of the false positives are in fact correct.
This artificially decreases the models’ performance, meaning true performance may in fact be
higher than is measured here.
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Figure 8.3: Visualisation of the predictions from several Mask R-CNN configurations, all with
the ResNet-50 backbone. The two columns show models trained on different combinations
of training data, whilst each row corresponds to a different level of data augmentation.
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Training Set Loss Auto-anchors Evolved mAP@50% Precision Recall F1

ALL Cross-entropy N N 0 0 0 0
ALL Focal N N 60.2 73.1 53.2 61.6
ALL Focal Y N 64.5 69.4 61.2 65.0
CTX Focal Y Y 52.4 62.2 54.0 57.8
HRSC Focal Y Y 34.8 53.6 40.9 46.4

CTX+HRSC Focal Y Y 52.1 43.9 58.5 50.1
THEMIS Focal Y Y 60.5 70.4 54.5 61.4
ALL Focal Y Y 68.6 63.1 67.9 65.4

Table 8.2: Results for YOLOv5 model configurations on the test set. Both auto-anchors and
hyperparameter evolution benefitted the model. Even more substantial was the improvement
when using larger amounts of training data, from multiple sensors. When using cross-entropy
loss, the model failed to predict any craters.

Training Set Backbone Augmentation mAP@50% Precision Recall F1

CTX ResNet-50 None 61.7 67.2 62.2 64.6
CTX ResNet-50 Light 65.4 54.9 67.3 60.4
CTX ResNet-50 Heavy 67.4 47.3 72.3 57.2
ALL ResNet-50 None 70.5 70.0 66.5 68.2
ALL ResNet-50 Light 71.3 68.7 68.2 68.4
ALL ResNet-50 Heavy 72.6 65.4 70.1 68.0
ALL ResNet-101 None 71.5 62.7 70.9 66.6
ALL ResNet-101 Heavy 70.0 69.1 65.3 67.1

Table 8.3: Mask R-CNN’s performance on the test set, with eight different configurations.
Changing the augmentation levels and training set affected the model’s performance, whilst
increasing the size of the convolutional backbone from 50 to 101 layers made no difference,
or perhaps even a small negative one.

Both models were given 100 images at 1024-by-1024 pixels across. The time taken

to compute predictions for each was measured, and then converted into a time per

megapixel. Table 8.4 gives these times for both models, and also compares them to

times derived from the values in Table 6.3. YOLOv5 was shown to be significantly faster

than other models, whilst Mask R-CNN was still much faster than the model proposed

in Chapter 6.

Model Best mAP@50% Inference time per megapixel Megapixels/s
YOLOv5 68.6 7.3 ms 137

Mask R-CNN 72.6 715 ms 1.40
CDA, stride=6* 59.5 27.6 s 0.0362
CDA, stride=18* 53.0 10.7 s 0.0932

Table 8.4: Computation time for all the crater detection models tested. YOLOv5 is roughly
100 times faster than Mask R-CNN, which is in turn around 40 times faster than the model
from Chapter 6 with a stride of 6. *taken from Table 6.3
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8.5 Interim Conclusions

This study sought to apply the dataset created in Chapter 7 to create a reliable CDA.

This has been achieved, with Mask R-CNN producing visually impressive results that

outperform the one-stage object detection method YOLOv5.

In Chapter 7, it was shown that the average agreement score between human annota-

tors was around 70.3%. Given that multiple annotators were not used for our test data

here, it isn’t possible to compare the model’s results with those of human annotators in

the same way. However, Mask R-CNN’s recall and precision were 65.4% and 70.1% re-

spectively, coming close to the average 70.3% agreement score of human labellers. Whilst

comparing recall and precision with the agreement score is inexact, their similarity sug-

gests that Mask R-CNN is not too far from non-expert human-level performance.

Returning to the idea of data, performance and utility in Section 1.3.2, both YOLOv5

and Mask R-CNN have clear advantages over the model presented in Chapter 6. The

models had access to more training data, thanks to sensor independence, and because

of this, more of that data could also be used as a test set. Performance also clearly

improved, with significantly higher F1 scores and mAP@50%.

The utility of the automated crater detection was also increased substantially, by

reducing the computation time, so that predictions could be made orders of magnitude

more rapidly. Interestingly, the huge speed advantage that YOLOv5 has does not add

a huge amount more utility in this application. This is because Mask R-CNN—whilst

still much slower than YOLOv5—can process large sections of Mars in a matter of hours,

where YOLOv5 would take minutes. Crater detection is not a time-critical task, and so

researchers spending a few hours waiting for detections is not too onerous.

The trained crater detection model opens the door for researchers to rapidly survey

large areas in CTX imagery, for small, sub-km diameter craters. The combination of

high performance and computational speed makes its deployment practical. The next

chapter investigates some of the scientific possibilities which this new tool opens up.
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9.1 Motivation

This study is a natural extension to the development of CDAs in Chapter 8, providing a

case-study for an application of deep learning with optical satellites leading to scientific

outcomes. The formation and distribution of small crater populations (taken here to be

those under around 1 km in diameter) are not well understood, due to several poorly

constrained factors which affect their production and erosion through time and space.

Incomplete knowledge of these processes leads to an inability to estimate the age of sur-

faces based on small crater counts, which are often the only option given that young

surface units do not have enough large impacts on them to make statistically reliable

counts. These ambiguous factors include atmospheric filtering (impactors burning up,

breaking apart, or at the least being decelerated), fluvial and aeolian erosion, dust de-

position, surface hardness, and the flux of small meteorites [140]. Of particular interest

to researchers has been the question of the extent of secondary cratering due to larger

impacts, thought to artificially increase the number of small craters.

There is substantial disagreement as to the extent of secondary craters’ effects [195].

We know secondary craters exist based on measurements from Earth, e.g. from a study

on a 100 kt nuclear explosion in Sedan [196], finding innumerable small craters over 1.5

km from the blast. Secondaries have also been considered in planetary research since

the 1960s (e.g. [197, 198]). More recent results have suggested that large impacts can

produce massive quantities of secondaries.

For example, McEwen et al. [199] estimated that Zunil crater on Mars was responsible

for 107 secondaries between 10m ≤ D ≤ 200m, and Dundas et al. [200] estimated 106

secondaries of D ≥ 63m were created by Tycho crater on the Moon. These results both

found secondary craters appearing very far from the primary impact, especially at smaller

diameter ranges, with those from Zunil extending up to 1600 km away from the impact.

They were found to be concentrated in rays emanating from the primary impact. If such

numerous and far-flung secondaries are the norm, rather than exceptional examples, then

we might expect that the majority of small craters are in fact of secondary origin.

Besides secondary craters in rays, some also theorise massive populations of secon-

daries landing far from their parent impact without any of the usual visual characteristics
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of secondaries at oblique angles (e.g. [201]), making them morphologically indistinguish-

able from true primaries. So far, it has been impossible to measure the number or

distribution of these primary-like, distant secondaries.

It is clear that the nature of secondary cratering is complex, situational, and difficult

to disentangle from other processes. Isidis Planitia was selected as the region of interest

for this chapter, because of its relatively consistent geology (see Section 2.5 for details),

which simplifies some of these poorly understood processes. This study focuses on some

specific issues that are pertinent to the current disagreements in the field, but does not

seek to fully parameterise secondary production:

1. Whether secondaries dominate primaries at small diameters, and if so, the size

range at which this transition occurs.

2. What the local effects of large craters are on small crater distributions in their

immediate surroundings, through both obliteration and secondary production.

3. Whether primaries over Isidis show signs of rayed secondaries, as was observed at

Zunil and Tycho.

4. If there is any way of separating the population of distant, circular secondaries from

primaries of the same size (not by individual craters’ characteristics, but by their

distributions).

Broadly, the estimation of secondary cratering effects has been approached in two

ways. (i) physical modelling and simulations of meteoritic impacts, leading to predictions

of the distribution of trajectories and particle masses that lead to secondary impacts. (ii)

manual flagging of craters which are suspected to be secondary, due to some physical cues

(e.g. low depth-to-diameter ratio, clustering, and “herringbone” ejecta) and studying how

they correlate with larger primaries, often in the form of rays.

The goal of this study is to analyse small crater populations empirically, without

assuming any small crater is or is not a secondary, using an array of geo-spatial statis-

tical techniques. These provide a third, independent account of the nature of secondary

cratering (and small crater erosion). This approach is possible only with automated de-

tection, as the number of craters used (several million) cannot feasibly be counted by

hand.

The statistics used in this study comprise both familiar metrics in crater studies (size-

frequency distributions and densities) along with new measures. These new measures

come from the distribution of Nearest Similar Neighbours (NSNs), which is a tweaked
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version of Nearest Neighbour analysis (originally applied to population studies in ecol-

ogy [202]) that is well-suited to craters. With these NSNs, novel experiments are con-

ducted which focus on the angles between pairs, hinting at the directions from which

impactors arrived.

The chapter continues with Section 9.2, outlining how detections were collected across

Isidis. Section 9.3 compares the detections from the two deep learning models, and jus-

tifies the selection of Mask R-CNN for further study. The spatial statistics of these

automated detections are then studied in Section 9.4, introducing each statistical exper-

iment along with its results. This is followed by some concluding remarks in Section

9.5.

9.2 Crater Detection over Isidis

This section outlines the procedure used to detect craters over Isidis Planitia. We used a

global mosaic [192], sampled at 5m/pixel. This was made from CTX images which were

co-registered and illumination-corrected by The Bruce Murray Laboratory for Planetary

Visualization and is freely available for use from their website1. The data is distributed in

gridded 2°-by-2° tiles. This mosaic has the advantage of being ready-to-use, and almost

gap-free. However, it is likely that for a study region the size of Isidis, a custom made

mosaic may have given better results. The Murray Labs mosaic relies on hand selection

of images, with the products with the best image quality being chosen. However, given

that more images have been collected since the mosaic’s release, it is likely that better

quality images could be found. However, creating a mosaic specifically for the project

was not possible due to time constraints, and because it would mean that any extension

of the crater detection to new areas of Mars would also require a mosaic to be made.

The geological map from the USGS (Scientific Investigations Map 3292) [203] is used

to define the Isidis Planitia basin unit. As well as the basin unit, we also include the

crater at 10.2°N, 94.3°E and its ejecta curtain, located on the eastern edge of Isidis, as

it overlaps strongly with the basin and looks like a later feature (Figure 9.1). Those 2°-

by-2° tiles which overlap the defined study area are fed into a sliding window for crater

detection.

The sliding window takes crops (in our case 1024 pixels squared) and uses an object

detection model to return a list of possible crater detections, as bounding boxes and con-

fidence scores. At this stage, all candidates are kept, including those with low confidence

values. The crops taken by the sliding window overlap by 64 pixels, in order to make
1http://murray-lab.caltech.edu/CTX/
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Figure 9.1: Murray Labs CTX Mosaic grid superimposed on the geological units of Isidis basin
(blue) and the adjacent crater unit (yellow). The grid boxes in red are the areas processed by
the model. Afterwards, craters whose centres do not intersect with the geological units are
discarded.

sure the detection algorithm performance does not suffer due to boundary effects (e.g.

craters straddling the cropped image’s edge). Detections from the overlapping border

are discarded, so that detections aren’t needlessly duplicated.

Craters vary hugely in size, and whilst the models trained in the previous chapter

are capable of detecting craters over a wide range of scales, it is still necessary to create

detections on a pyramid of different resolutions. The finest sampling takes images at

an effective scale of 2.5 m/pixel – twice the resolution of the actual data, in order to

maximise the ability of the model to detect what was selected as the minimum diameter

for the crater survey (15 m). This is because, as we saw in Chapter 8, the models tended

to be sensitive to detections down to around 6 pixels. Then, the data is also sampled

at 20 m/pixel, and 80 m/pixel, to capture the larger craters. Both upsampling and

downsampling of the CTX data is done using bilinear interpolation.

These scales are chosen as a balance between speed and accuracy, with the diameter

range of detections from each scale overlapping comfortably with those from adjacent

scales, so as to not miss craters at any size range. Downsampling beyond around 80

m/pixel only provides large craters, which we already know about, based on the global

catalogue of D ≥ 1km craters produced by Robbins et al. [11], and whilst it is useful to

compare our detection results against these, it is not essential to go up to the largest of

diameters.
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With detections at several scales, we now have many overlapping, repeated detections.

We find pairs of overlapping craters, and keep the instance with the highest confidence

value from the model. Any craters which have an intersection-over-union of more than a

third are taken to be overlapping, as this is roughly the limit of morphologically separable

craters. The intersection-over-union is calculated with respect to the actually circular

crater rims, rather than the square bounding boxes around them. Roughly 20% of craters

are detected twice or more, so this process is vital for removing duplicate entries.

At this stage, we have retained all crater detections, regardless of confidence values

assigned by the model. We use three independent pieces of information to select a

good confidence threshold, below which to discard detections. First, we find a rough

density for craters over Isidis which are resolvable in CTX imagery, by averaging over

the test dataset developed over Isidis, which was used in model development to measure

performance. This leads to a density of 7.5/km2 for all craters (which is dominated by

small craters, due to the power law of CSFDs [204]). Second, the global catalogue of

craters with D ≥ 1km from [11] is used to generate a CSFD, which can be fitted to our

own above 1 km. Third, the experiments of Chapter 8 indicate a confidence value for a

good balance between precision and recall.

All three considerations lead to an optimum confidence threshold of 0.7 for Mask-

RCNN, whilst YOLOv5’s confidence threshold needs to be tuned to 0.25 (this is explained

in more detail in the following section on data validation). The fact that all three

measures lead to the same threshold value is a good sign that Mask R-CNN is a robust

CDA. Finally, we also discard craters below 15 m diameter, as it is unlikely that anything

below this was resolvable. This leaves us with a total of 5,499,191 detections in the case

of Mask R-CNN, and a very similar number for YOLOv5.

9.3 Data Validation

9.3.1 Inspection of large craters

In the subsequent experiments, the global catalogue of craters from Robbins et al. [11] will

be used as a basis for where large (D > 1km) craters lie on Isidis Planitia. Therefore, it

is important that these are inspected in order to ensure that the craters used are correct.

The catalogue is as comprehensive as possible, with every crater found annotated – even

those which are highly eroded. Some of the impact craters found over Isidis are extremely

faint. For craters this large to be eroded, means they must be very old. Any secondaries
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they produced are likely also long gone, as the smaller secondaries would be eroded more

quickly than their parent primary.

A visual inspection was carried out to flag and remove the most eroded craters on

Isidis, which are too old to have had an effect on the small crater distribution in their

vicinity. Figure 9.2 gives an example of one of the eroded craters which were removed.

In total, 18 craters were removed for being too eroded, with the majority of these being

from the largest craters (D > 10km). This left a total of 1794 large craters over Isidis

Planitia and the adjacent impact unit.

9.3.2 Size-Frequency Distributions

The most widely used method for analysing crater statistics is to use the CSFD (e.g.

[17,135,204,205]). The non-cumulative CSFD itself suffers from noise if too many bins are

used, therefore it is more practical to use the cumulative distribution, where CSFD(x)

is the total density of all craters with D ≥ x. Note, CSFDs are accumulated as diameters

greater than, rather than less than, the given value, which makes it easier to visualise

due to the negative power law. CSFDs are most commonly plotted on logarithmic scales

in both diameter and densities, making the strong negative power law of the distribution

clear. The gradient of this logarithmic line is the exponent of the power law.

The CSFD of our detections are shown for both Mask R-CNN and YOLOv5 in Figure

9.3. Both models agree closely with the CSFD derived from Robbins et al. [11], although

at very large diameters both models fail to find craters (mostly because the scales used

for detection did not go up this high). This is not a problem, as craters this large are

included in the global database anyway. We also see that both models have roughly

the same total density as the annotations. However, YOLOv5 has a significant roll-off

in detection rate at the lower diameter range, suggesting it struggles to detect craters

close to the resolution limit, less than around 40 m, or 8 pixels, when compared to Mask

R-CNN.

Fitting the CSFDs to isochrons (functions which model the crater distribution of a

surface at a given age) can provide an estimate for when Isidis was last resurfaced. By

comparing the ages derived using this method for the Mask R-CNN detections, and those

from Robbins et al. [11], we can validate the automatically detected craters in an applied

scientific use-case. To fit the isochrons, the craterstats package [206] was used. This

package draws on work from several papers [188,204,207–209]. The distribution is fitted

to the isochrons using Poisson timing analysis [209], more details of which can be found

in the paper, and in the GitHub repository for the package [206] (see Figure 9.4).

190



9.3. DATA VALIDATION

Figure 9.2: Example of a crater on Isidis which is too eroded to be included in the study. The
original circular rim is now just a pattern of isolated ridges forming a circle, and the bowl has
been infilled. This image is taken from the Murray Labs CTX mosaic [192], and has been
contrast-adjusted for easier visualisation.
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Figure 9.3: CSFDs for both models, and the one found by Robbins et al. [11] (including
the 18 craters removed from the survey for later experiments). Left-hand side shows the
cumulative distribution, and the right the binned densities. There is close agreement between
both models and the Robbins dataset from 1km to 10km, at which point the detection rate of
our models declines. The total densities of the model are similar, however YOLOv5 struggles
at the smallest diameters (D < 50m) compared to Mask R-CNN.
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Robbins et al.
Mask R-CNN

Age Estimates of Isidis Planitia

Figure 9.4: Age estimates for Isidis Planitia using Poisson timing analysis. The craters with
diameters below 200 m are omitted from the fitting for Mask R-CNN, as it is clear that they
begin to deviate from the isochrons due to resolution limits. The age estimates from the
two crater surveys are very close, with only 50 million years between them. They also agree
with other studies looking at the history of Isidis. For example, Ivanov et al. [144] estimated
that there was significant resurfacing of the basin due to fluvial or glacial processes between
3.1–3.4 Ga, which agree well with the results here. The approach used is somewhat crude,
given that the crater counts over the whole of Isidis are pooled together, and not separated
into different geological units as in Ivanov et al. [144]. However, this result shows that Mask
R-CNN can perform crater surveys which are scientifically consistent with accepted results.
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Figure 9.5: Crater detections at D < 100m (left column) and D > 100m (right column)
for Mask R-CNN (top row) and YOLOv5 (bottom row). The heatmap’s scale is clipped at
150, to allow for better visualisation. The smaller size range is strongly affected by image
quality, with distinct artifacts arising from the boundaries between images used in the mosaic.
YOLOv5’s detections seem slightly more susceptible to this, with more detections in high
density areas, and less detections in low density ones when compared to Mask R-CNN’s.
At the higher diameter range, both models are less affected by image noise, because larger
craters are more likely to still be resolvable despite radiometric noise.

9.3.3 Density over Isidis

As well as CSFDs, we can also consider the density of crater detections by Mask R-CNN

and YOLOv5 across space. Whilst an in-depth analysis of their spatial statistics is left

for Section 9.4, an initial look at the way the detection densities vary across the surface

of Isidis can tell us about the ways in which the model is interacting with the data, and

inform the decision as to which model results are more suitable.

Figure 9.5 shows how the detection rate varies across Isidis. The CTX image mosaic’s

structure can be seen clearly in the density of detections, with some CTX image strips

having many more detections than others, at lower diameter ranges. Looking at some ex-

amples of the image boundaries in the mosaic it becomes apparent that the lower quality

images are too noisy for very small craters to be detected by the model. Unfortunately,
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this is not easily rectifiable. However, the relative sensitivity of the models to the transi-

tions between low and high noise images hints at which more model is robust. Visually,

based on Figure 9.5 it seems that Mask R-CNN finds craters in a more even distribution

across the image boundaries, suggesting it is more resistant to CTX radiometric noise.

Using both CSFD analysis, and density heatmaps, Mask R-CNN’s and YOLOv5’s

behaviour can be examined in an application-dependent context. In this real-world con-

text, Mask R-CNN is better equipped to find very small craters, and more resilient to

radiometric noise in CTX data, making it a more reliable model to use for the study.

Therefore, from here onwards in the study, the detections from Mask R-CNN are used.

Originally, investigating the densities of craters using heatmaps seemed a promising

way to analyse the spatial distribution of craters. For example, rays of secondaries may

have been visible around large primaries. However, inspection of Figure 9.5 suggests that

simple density heatmaps are not sufficient, given their coarse resolution and noise, and so

other spatio-statistical methods are needed to study the nature of the crater distribution.

9.4 Statistical Analysis

9.4.1 Annular density variations

To ascertain the effect of large craters on the small crater populations in their surround-

ings, we must measure some quantity as a function of the radius from that large crater.

An annulus is defined as the area bounded by two circles of different radii, both centred

at the crater centre. By plotting statistical metrics across binned distances from large

craters, their impact can be seen as a function of distance from their centres. The dataset

from [11] is used to locate all of these primary craters, excluding those which were found

to be too faint by visual inspection, as detailed in Section 9.3.

The size of the annuli around the large impacts is proportional to the diameter, and

can overlap with other craters’ annuli (Figure 9.6). Where overlapping, small craters are

allowed to be used multiple times in the calculations, as they are in some sense more

affected by the primaries than those craters which are only close to a single large primary

impact. We measure the density of craters in each of these annuli, and inspect its ratio

with the average density for that diameter across the whole of Isidis, allowing us to isolate

the impact of the large craters on the distribution.

Figure 9.7 shows how the densities of small craters change as a function of distance

from larger ones. Across all primary crater sizes, the annuli close to the crater’s rim are
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highly depopulated, suggesting obliteration of craters extends up to around 3-4 crater

diameters from the centre. Beyond this distance, densities return to the average of Isidis,

or at least to a constant rate that is not too dissimilar from the average density of

detections over Isidis.
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Annuli of craters with D > 8 km

Figure 9.6: Concentric annuli used in the analysis of the areas around large craters. Craters
shown to accurate size with the innermost grey circles. Annuli extend out to 5 crater diam-
eters, or 10 radii, away from the centre. Many craters’ annuli overlap, which is unavoidable,
especially for these larger diameter craters. This shows the difficulty in analysing individual
craters, and underlines the advantage of pooling the statistics from many annuli.

However, there is a noticeable divergence from this otherwise monotonic trend for

annuli of craters with D > 8km. Starting at the crater rim and extending out to about

1.5D from the centre, there is a region with higher densities than for annuli around other

diameter ranges (Figure 9.7, lower-right). The additional density in this region peaks at

roughly 20% of Isidis’ average density for all three small crater bins. A similar analysis

is conducted in Robbins et al. [43], who use hand-labelled secondaries from 24 primary

impacts spread across Mars, to produce plots of annular densities. Their method targets

only those secondaries which are visually identifiable as such, otherwise they would not

be marked. Their value for the peak of secondaries as a function of distance was 2.4

crater radii from the rim, which is roughly 1.5D from the centre, whilst our possible

secondaries peak at a significantly shorter distance of around 0.8D. Whether the peak
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seen in Figure 9.7 is caused by secondaries—or by something else—is unclear, given the

discrepancy in the peak distances measured.
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Figure 9.7: Density deviation as a function of annular distance from primary craters, binned
to D/10. The vertical dashed line indicates the large craters’ rim, at D/2. All primary
crater size ranges show a decrease in densities at distances within 3–4 diameters. The largest
primary craters (D > 8km) are also surrounded by a small region with more craters than is
found around others, at roughly 0.8D.

9.4.2 Nearest Similar Neighbours

The previous statistical tests have focused on the density of craters across space and

size. Now, a micro-statistical measure is introduced which tells us something about the

relationships between individual craters. Nearest neighbour analysis is commonly used to

quantify the level of clustering in a distribution. This assumes that all of the instances (in

this case individual craters) are equally valid to consider interactions between. However,

in the case of craters, it is clear that the distance between a very large crater and its
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immediate nearest neighbour (probably a small crater within it’s rim) is not a physically

important measurement. Instead, we would like to consider the closest similar crater.

Therefore, I introduce the NSN metric, defined as the closest crater within a factor of

2 of the diameter of the target crater. This is quite like the measure used in [207], which

used nearest neighbour analysis over binned diameter ranges. However, craters are not

restricted to nearest neighbours within bins, instead allowing for each crater to pair with

any crater within a factor of 2 of its diameter, either half as small or twice as big. This

is calculated by successive nearest neighbour searches on an R-Tree [210], with rejection

of those neighbours that are not within the correct size window for each crater. Figure

9.8 visualises a small selection of the detections on Isidis, and their NSNs.

Nearest neighbour analysis relies on comparing the distances measured in the distri-

bution, to an idealised random distribution: a Poisson point process, which describes a

completely random spatial process, in which there is no dependence between the loca-

tions of samples. The expected mean nearest neighbour distance, RexpectedNN , for a Poisson

point process, with density ρ, is

RexpectedNN =
1

2
√
ρ

(9.1)

However, for the NSN, ρ is a function of diameter, expressed here as ρeff , as for each

crater there is a different effective density, which only takes those craters of a similar size

into account. This can be expressed as the total CSFD (normalised by area) between

D/2 and 2D,

ρeff (D) = CSFD(D/2)− CSFD(2D) (9.2)

Therefore, the expected NSN distance, RexpectedNSN (D), also becomes a function of di-

ameter, D:

RexpectedNSN (D) =
1

2
√
ρeff (D)

RexpectedNSN (D) =
1

2
√
CSFD(D/2)− CSFD(2D)

(9.3)

With Equation 9.3, then, we have a measure of an idealised random point process’

mean NSN distance. The ensuing analysis of Mask R-CNN’s detections is focused on

their deviations from this expectation, in different circumstances. Firstly, though, it is

worthwhile to discuss briefly some of the things which may cause the distribution to

deviate from a Poisson point process.
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Figure 9.8: Visualisation of a small portion of Mask R-CNN’s detections over Isidis. The
lines between detections join NSNs. Larger craters must find partners of a similar diameter,
forcing them to ignore small craters close by.

Clearly, craters cannot be infinitesimally close to one another, and are likely unre-

solvable if the centres are less than about a radius apart from one another. This will

lead to a positive pressure on the mean NSN distance, as craters create a small unpopu-

lated halo through obliteration. Additionally, it is thought that secondaries are generally

more clustered than their primary cousins. This is because the trajectories of particles

emanating from a secondary-producing event will fly in highly correlated angles, leading

to a shotgunning effect (this can also happen to primaries, as meteorites break up in the

atmosphere, leading to a clustered pattern of craters, however most agree that clustering

is more associated with secondaries [195]).

There are also effects which decrease the mean distance whilst not suggesting any

clustering in the actual production of craters. For instance, if erosion of craters happens

heterogeneously (e.g. through obliteration by a larger crater), this leaves an artificially

clustered area around it, with craters more densely packed in the surroundings of the

eroded region, than on it. This same affect can also be seen due to limitations in the

crater detection model, and noisy images. For instance, several areas of Isidis have much

lower small crater densities than others, due to noisy CTX images included in the Murray

Labs mosaic. Whilst unavoidable in the scope of this study, this again creates an artificial

clustering effect on the craters, especially at lower sizes where the detection rate is more

dependent on image quality.

Taken together, then, we see there are a complex ensemble of factors which affect

RNSN . These factors cannot be easily separated from one another. Instead, we look

at local variations, with the assumption that many of the effects (declustering through

obliteration of very close neighbours, clustering of primaries due to atmospheric break up,
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Figure 9.9: Ratio of RNSN against RexpectedNSN for small craters in the vicinity of larger ones.
Horizontal dotted lines indicate the average of this ratio for craters within that diameter range
over Isidis. Vertical dotted line marks the craters’ rims.
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and artificial clustering of distributions due to heterogenous erosion or missed detections)

are roughly constant across our data. Whilst they can affect small areas very differently,

we assume their effect is roughly constant over the length scale of Isidis. By treating

these affects as a background, we can focus more on the key parameter we wish to study:

the impact of large craters on the distribution of small craters in their vicinity.

To do this, we again turn to plotting the variation across the annuli around large

impacts. This time, we find the ratio of the measured RNSN against the value for a

Poisson point process with the same density, RexpectedNSN . Figure 9.9 plots this ratio for 3

diameter ranges (the same as those used in Figure 9.7).

Figure 9.9 has some similarities with the trends in density over annular distance seen

in 9.7. For all four size ranges of primaries, the maximum area of effect extends to

around 2-3 diameters. At distances within this, the RNSN is smaller than the average

over Isidis, showing that small craters close to the primary impacts are more clustered.

The clustering of the smallest surrounding craters (15m < D < 56.5m) seems to be less

affected, with RNSN only dropping by around 0.05–0.1 just outside the primary craters’

rims, compared to drops of around 0.1–0.15 for craters in the range 56.5m < D < 212.5m.

The largest bin (212.5m < D < 800m) is quite noisy, but also seems to be affected in

roughly the same way as the other two size ranges within three primary diameters.

Whereas the ratio of local RNSN to RexpectedNSN increases consistently from the craters’

rim outwards for primary craters of diameters less than 8 km, those bigger than 8 km

across (Figure 9.9, bottom right) seem to plateau from 0.5-1.5 diameter annuli, and then

begin to increase. This change in pattern is in the same location as the small increase in

density seen in the bottom right of Figure 9.7, and suggests that craters in this range are

more clustered than they would otherwise be. Given that secondary craters are thought

to be strongly clustered, this is further evidence that there is an observable population

of secondary craters at distances within around 1.5 diameters, or 3 radii, from the centre

of 8km+ impacts.

9.4.3 Phase Angle Analysis

Having explored trends in the distances between NSNs, we can also look at how the

angles between them vary. Measuring the prevalence of different angles against cardinal

direction (see Figure 9.10) hints at processes which affect crater production, such as the

interplay between orbital dynamics and atmospheric break-up. If there is a prevailing

angle from which meteorites hit the surface, and those meteorites tend to break up in the

atmosphere, we would expect some NSNs to show a slight preference for this direction.
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As well as the angle against cardinal directions, we can also look at the relative differences

between angles. In this case, the angle made by the line spanning two small craters, with

a line going to a nearby large crater, the annuli of which the two small craters are within.

If pairs of small NSNs tend to be aligned with the radial line from the large crater, then

it is more likely that these are part of a ray, which have been observed for several craters

on Mars. If, however, the distribution of angles is random, then it suggests that rays are

not present, or that they account for an undetectably small number of craters.

NSN  
pair

N

S

EW

θ

Figure 9.10: Geometry of NSN
phase angle. The angle is mea-
sured as the difference between
the easterly line with the line
spanning from a crater to its
NSN.

Figure 9.11 shows that craters at the smallest sizes

are systematically different to those at larger diameters.

Those above the median diameter value (74.6 m) show

very strong preferences for certain angles, with devia-

tions of ±2%. This suggests that many impactors are

producing craters in such a way that there is a pre-

vailing direction to their nearest neighbours. The most

straightforward explanation seems to be that these im-

pactors are arriving at Isidis from certain angles, and

then atmospheric break up of the impactor causes lines

of craters to form. The two sets of maxima and min-

ima in 9.11 suggests that there are two distinct modes

in the direction of impactors, if atmospheric break up

is responsible for this pattern. Meanwhile, at smaller

sizes (D < 43.4m), there is a less prominent trend of only around ±1% and in a different

direction, which suggests that this has a different origin to those D > 43.4m.

The impactor flux from deep space seems like the first obvious place to look for a

preference in the impactors’ direction. As [211] shows, the flux of asteroids at a planet’s

surface varies with zenith angle. The modulation we observe in Figure 9.11, however, is

across azimuthal angles, and thus requires there to be a prevailing direction for primaries

to arrive from. Impactors are travelling at a mean relative velocity of around 9 km/s [212]

when they impact Mars, and the planet’s diurnal rotation speed is 241.17 m/s at the

equator. Therefore, it seems unreasonable that the diurnal rotation would be responsible

for any noticeable directionality in the impactors. Moreover, whilst one of the lobes seen

in Figure 9.11 is somewhat equatorial in direction, there is another sharp lobe at around

115° from the equatorial line, which does not correlate with diurnal rotation.

Another possible explanation for the peaks observed in NSN angular distribution,

is that the cones which form curvilinear ridges over Isidis (also known as “thumbprint

terrain”) are being falsely detected as craters, and tend to align themselves along certain
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Figure 9.11: Relative prevalence of NSN phase angles, for different diameter ranges, split into
quartiles. Angles are binned into 2° (shown by the points), and 0° is an easterly direction. The
lines represent smoothed averages over a ±15°range. As one would expect, the distribution
is rotationally symmetrical on 180°, because NSNs often pair together in both directions,
making roughly equal numbers of lines in opposite directions. All three quartiles above 25%
have similar patterns, with two lobes at around 0–45° and 100–125°, although the 25–50%
quartile has a less pronounced structure. Meanwhile, the lowest quartile follows a different
distribution, with one smoother lobe at around 100–170°.

directions. This explanation is inconsistent with our results for three reasons, though.

First, [143] note that the cones over Isidis are not distributed over the whole basin, with

very few in the South East quadrant of Isidis (see Figure 1 from [143]). As we will see

later, the distribution we find holds over all 4 quadrants of Isidis, unlike the distribution

of thumbprint terrain. Second, whilst the direction of the curvilinear ridges are correlated

locally, over the whole of Isidis there are no clear prevailing directions on which they lie.

Third, the different peaks we find in small and larger detections (Figure 9.11) are not

easily explained if they are caused by thumbprint terrain, given that there aren’t distinct

populations of cones at different sizes, aligned along different directions.
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If we discount the effects of orbital mechanics, and the distribution of the cones over

Isidis, then, we are left with another hypothesis. A significant portion of the detected

craters could have been created in isolated events which arrived at Isidis from specific

directions: a massive number of secondary craters from a singular moments in Mars’

history, when large impacts produced huge showers of ejecta.

These craters are very close to one another, often becoming NSNs, so the particles

which created them must have entered Mars’ atmosphere in formation, requiring ex-

tremely similar initial ballistic velocities and angles at ejection from primary. This could

be due to highly correlated beams of ejecta, initially in liquid or vapour phase during

ejection, that rapidly cool whilst in flight, coagulating to form groups of solid secondary

impactors all travelling in very close formation [213, 214]. Evidence for this has been

found on Phobos: the straight grooves running over its surface are thought to be caused

by streams of vaporised ejecta from impacts on Mars [214,215].

Upon re-entry into the Martian atmosphere, particles in the clusters would have

experienced different amounts of atmospheric drag, due to their surface areas and masses.

This atmospheric drag would act to further separate the trajectories (along the flight’s

arc, but with very little impact on the relative lateral velocities of the particles), leading

to impacts arranged in lines along their incoming azimuthal angle. The three maxima in

Figure 9.11 suggest at least three events produced the population seen on Isidis, although

there may be more overlapping with each other.

Figure 9.12: Schematic diagram showing
how the two angles, ϕ1 and ϕ2, are calcu-
lated for a peak in NSN phase angle, de-
fined as the angles at which the smoothed
prevalence (black curve) crosses the mean
value (red arc). These are averaged to find
the peak’s direction. The same holds for
the corresponding peak found 180° apart.

To link the peaks seen in Figure 9.11 with

possible events, their angles need to be esti-

mated with some measure. To this end, we de-

fine the three peaks by different symbols. The

peak seen in the lowest percentile (blue line,

Figure 9.11) at around 140°, is defined as α,

and the corresponding peak in a symmetrical

position around 320° as α′. The sharp peak

seen at around 120° in percentiles above 25%

is defined as β, and its corresponding opposite

as β′. Also in those higher percentiles, the peak

at around 30° and 210° as γ and γ′. Now the

three peaks are defined separately, we measure the crossing points over the average value

on either side of the peak, denoting their angles as α1 and α2 and so on (Figure 9.12).

The mid-point of these two angles, ᾱ, is then used as the approximate direction of the

peak. Table 9.1 gives the angles for each peak’s crossing points, and their averages.
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Angle 0-25% D 25-50% D 50-75% D 75-100% D

α1 101 - - -
α2 184 - - -
ᾱ 142.5 - - -

α′1 − 180◦ 100 - - -
α′2 − 180◦ 178 - - -
ᾱ′ − 180◦ 139 - - -
(ᾱ+ ᾱ′)/2 140.75 - - -

β1 - 104 101 98
β2 - 140 135 132
β̄ - 122 118 115

β′1 − 180◦ - - 103 97
β′2 − 180◦ - - 135 140
β̄′ − 180◦ - - 119 118.5
(β̄ + β̄′)/2 - 122 118.5 116.75

γ1 - -3 -4 -9
γ2 - 63 60 40
γ̄ - 30 30 15.5

γ′1 − 180◦ - -9 0 -4
γ′2 − 180◦ - 64 58 59
γ̄′ − 180◦ - 27.5 29 27.5
(γ̄ + γ̄′)/2 - 28.75 29.5 21.5

Table 9.1: Crossing angles for the three observed peaks, α, β and γ. There is fairly good
agreement in direction between the different percentiles where they share peaks, with a range
of 6-7° over the mean β and γ angles. There is also good agreement between each peak and
its corresponding opposite, except for γ in the 75-100% diameter percentile, which disagrees
by 12°. β′ was not calculable for the 25-50% percentile as it did not peak strongly enough.

This method can be extended, to ascertain whether the direction of the peaks change

over Isidis, which may hint at their point of origin. The detections over Isidis are broken

into 4 roughly equal quadrants, on either side of 88.75°E and 12.5°N. Then, we plot the

NSN phase angle prevalence for each of these quadrants, both for D < 50m (Figure 9.13),

and for D > 50m (Figure 9.14).

As expected, the α peak is consistently visible over all 4 quadrants at D < 50m

(Figure 9.13), however given that the body of craters has now been split into 4, it is

significantly more noisy than when looking at the whole of Isidis. Therefore, it has been

smoothed by ±30° rather than the ±15° used elsewhere. In craters of D > 50m, the β

and γ peaks are visible in all 4 quadrants (Figure 9.14).

With these plots, we can estimate angles for α, β and γ for each of the 4 quadrants

(Table 9.2). Using spherical trigonometry, and our values of the latitude, longitude and

phase angle at each of the quadrants’ centroids (simply defined as the centre of gravity of

the polygon of the quadrant), we can then calculate the ground track for a circular orbit of

Mars which crosses at this point. The path of this circular orbit is a rough approximation
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Figure 9.13: Prevalence of NSN phase angles for small craters in the four quadrants of Isidis
Planitia. At this size range, α is consistently visible, with no sign of β or γ. Given that there
are many fewer craters per quadrant, the data is averaged across ±30° rather than the ±15°
used elsewhere. All quadrants show a similar trend, which is parameterised in Table 9.2.
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Figure 9.14: NSN phase angles for larger (D > 50m) craters in the four quadrants of Isidis
Planitia. The β and γ peaks are easily resolved in all four quadrants, with some small
differences between them, which are measured in Table 9.2.
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of the areas on Mars where a primary impact could have created secondaries which arrive

at Isidis from the measured direction.

Recall, from spherical trigonometry, the spherical triangle sine and cosine rules. For

a triangle with side lengths a, b, c and angles A, B, C,

sinA

sin a
=

sinB

sin b
=

sinC

sin c
(9.4)

cos a = cos b cos c+ sin b sin c cosA (9.5)

The inclination of the orbit, i, and the longitude of the ascending node, Ω, are

calculated with respect to the longitude, lon, latitude, lat, and phase angle, ϕ, at the

centroid (all in units of radians, for ease of calculation), using Equations 9.4 and 9.5,

i = arccos (cos(lat) cos(ϕ)) (9.6)

Ω =


lon− arccos

(
cos

(
arcsin

(
sin(lat)
sin(i)

))
cos(lat)

)
if ϕ ≤ π

2 ,

lon+ arccos

(
cos

(
arcsin

(
sin(lat)
sin(i)

))
cos(lat)

)
if ϕ > π

2

(9.7)

These orbital tracks indicate a rough direction from which streams of secondary

craters could have emanated, to produce these populations. Figure 9.15 visualises these

orbits over the globe. None of the three peaks show much evidence of their paths focusing

on a single point. Given the uncertainties in the method for measuring the peaks’ angles,

this simply proves that—if any of the three peaks do originate from a specific location—

the impact they came from is far enough away from Isidis that the precision of angular

measurements needed for triangulation is not available.

9.4.4 Relative Angle Analysis

In the previous section, the angles between NSN pairs were used to uncover patterns in

the directionality and distribution of craters. Now, rather than measuring angles against

compass directions, this next experiment looks at how these angles relate to large craters

in the vicinity of the NSN pairs.
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Angle NW NE SW SE
α1 95 120 75 95
α2 170 200 200 200
ᾱ 132.5 160 137.5 147.5

α′1 − 180◦ 100 110 - 105
α′2 − 180◦ 180 190 - 205
ᾱ′ − 180◦ 140 150 - 155
(ᾱ+ ᾱ′)/2 136.25 155 137.5 151.25

β1 90 101 93 106
β2 131 132 140 140
β̄ 110.5 116.5 116.5 123

β′1 − 180◦ 105 103 100 106
β′2 − 180◦ 135 135 140 138
β̄′ − 180◦ 120 119 120 122
(β̄ + β̄′)/2 115.25 117.75 118.25 122.5

γ1 -4 -6 -5 -3
γ2 57 59 45 47
γ̄ 26.5 26.5 20 22

γ′1 − 180◦ 4 -5 -8 -7
γ′2 − 180◦ 60 70 44 49
γ̄′ − 180◦ 32 32.5 18 21
(γ̄ + γ̄′)/2 29.25 29.5 19 21.5

Table 9.2: Peak crossing angles for craters in each of the 4 quadrants of Isidis. These were
derived from Figure 9.13 in the case of α, and Figure 9.14 for β and γ. Bold values are
averages from those above them, bold italicised values are the final values for each quadrant,
taken as the average of the bold values.
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Figure 9.15: Global map of Mars between 70°S–70°N. The directions of each of the three
events, α, β and γ are extrapolated into circular orbits crossing the centroid of the quadran-
gles. This estimates the line of possible points on which a primary impact may have created
the secondaries responsible for the peak in NSN angles. No obvious focal point can be seen
in any of the three sets of lines, because the angular differences are too small over Isidis to
resolve the origin points. This figure is overlaid on the Viking orbiter mosaic, courtesy of
NASA and the USGS.
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PRIMARY
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Figure 9.16: Geometry of relative NSN an-
gle, θ. The angle is always taken as the
smallest positive angle between the two bi-
secting lines, making it lie between 0° and
90°. A radial pair is one where θ ≤ 45◦,
and axial where θ > 45◦

Figure 9.16 sets out the geometry of the

relative angle between NSN pairs. We define

a radial NSN pair to be one which goes in the

direction of a radial line from the large primary

(θ ≤ 45◦), and an axial pair as one which is

perpendicular to a radial line (θ > 45◦).

The rationale for studying the angles in

this way is the finding by several studies

(e.g. [199, 200]) that impact craters can cre-

ate very large populations of secondary craters

arranged in rays, emanating from the impact

location. These rays have been observed to extend very far from the primary impact, in

the case of Zunil crater, up to 1600 km away of the 10 km diameter crater [199].

These studies identified secondary crater rays visually. Instead, this work considers

the entire population of crater detections, but can look for signs of rays within that. If a

significant number of craters are aligned along rays centering on primary impacts, there

should be an uptick in radial vs. axial NSN angles, indicating some of the NSN pairs are

aligned in rays.

The ratio of radial to axial angles as a function of annular distance is plotted in

Figure 9.17. There is no noticeable trend at any primary diameter scale or annular

distance, suggesting that if secondaries are in rayed formations, they are not a large

enough population to affect this metric’s value, or are far enough away not to be captured

by this analysis. Zunil crater was found to produce rays very far from the crater (up

to 160 times the diameter), which we do not have the ability to test for, given that our

detections are bounded by Isidis Planitia borders. Given that Sections 9.4.1 and 9.4.2

pointed to the main population of secondaries existing at around 0.8D, it seems that—at

least for those secondaries—rays are not evident. It may be that secondaries further out

than this exist, but are not resolvable in the annular variations with respect to any of

the three variables measured: density, NSN distance, or relative NSN phase angles.

9.5 Interim Conclusions

This study sought to better our understanding of small crater populations. This was

done in a novel way, by detecting a massive number of craters automatically across a

large region, and then employing statistical techniques to uncover patterns in the way

those craters are distributed. Isidis was chosen as the study site for its flat topography
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Figure 9.17: Ratio of number of radial to axial NSN pairs, as a function of annular distance.
This statistic has no trend, fluctuating around a value of 1 for all three diameter bins, for all
annuli. This means there is no evidence of rayed cratering.

and geological consistency, which made it easier for the crater detection model, and made

it more straightforward to interpret the results.

Two models were used to detect craters over Isidis, having both shown roughly equal

performance in the tests of Chapter 8. Further context-specific considerations, including

the nature of their CSFDs, and the spatial distribution of results, suggested that Mask R-

CNN’s detections were preferable to YOLOv5’s. This was because Mask R-CNN showed

higher detection rates at very small diameters, and less difference in density between

areas of the CTX mosaic with low and high levels of noise.

Obliteration was found to be the most significant impact of large craters (D > 1km)

on smaller crater populations within their immediate surroundings. It was shown that

small crater populations are up to 50% less dense close to the large crater rim, with a

noticeable diminishing of density out to around 4 diameters. This finding tells us that

counting of small craters within 4 diameters, or 8 radii, of a D > 1km crater should

either be corrected for, or discarded, when trying to date surfaces.
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For craters with D > 8km, some evidence of secondary cratering was found, however

these were closer than previous studies have measured (with densities peaking within

a diameter of the crater centre) and did not appear to have a steeper CSFD than the

primaries in their surroundings, with craters at 212.5m < D < 800m showing roughly

the same increase in density as D < 56.5m. Despite the noticeable bump in densities

that may be due to secondaries, it cannot be claimed—based on these experiments—that

secondaries close to their parent impacts dominate at any size range studied (D > 15m).

Meanwhile, no evidence was found that these secondary craters were forming rays

close to primary impacts. This may be because rays do not form within the distances

measured from the large primaries. If both these results and those of others are correct,

this points to the existence of two distinct secondary crater populations, with distant

secondaries forming in rays, and ones close to the primary impact not doing so.

The hypothesis of distant rays is strengthened by the tentative evidence for large pop-

ulations of craters arriving at Isidis from specific directions. An experiment attempting

to triangulate the origin of these secondaries was not successful, given the uncertainty in

the measurements of the angles. They did confirm that if these are of secondary origin,

then their parent primary is far from Isidis, which is an important result in itself. Fu-

ture work could take measurements from several sites around Mars, leading to a more

successful triangulation. If primary impacts can be found which are responsible for this

trend in NSN angle, then this would be strong evidence that a huge proportion of craters

D < 1km are of secondary origin, and are far from their parent primary.

Whilst this method shows potential for pinpointing primaries which are responsible for

large populations of secondary craters in Mars’ recent history, it will be highly non-trivial

to calculate the percentage of total craters that are of distant secondary origin using this

approach. This is because the NSN pairings are highly noisy, as many of those distant

secondary craters will find a pairing with uncorrelated primary impacts, weakening the

signal. In addition, it is not clear how well-aligned the hypothetical streams of ejecta

emanating from the primary are, or how far apart the particles tend to impact the surface.

In the future, stochastic modelling of this process—where physical parameters are tuned

to fit real-world NSN angle and distance distributions—would allow us to estimate the

number of craters which are distant secondaries.

This study is the first to apply deep learning to crater detection at scale with new

scientific outcomes. Many of the statistical techniques which arose in the analysis of the

detections were also novel, such as the definition of NSN, and the ensuing interpretation

of NSN phase angles. The methods of this work can be easily extended to other areas

on Mars, or indeed other bodies such as the Moon.

210



9.5. INTERIM CONCLUSIONS

NSN analysis of large, automatically detected crater surveys could add significant

detail to our knowledge of the recent history of planetary bodies. If distinct source

primaries can be successfully triangulated using the NSN phase angles, then comparisons

of where their resulting secondaries are and are not present in different geological units

would resolve the chronological order of different primary impacts and resurfacing events,

offering a narrative, stepwise view of a planet’s recent history.

When scaling up the automated detection of craters from the experiments in Chap-

ter 8 to a real-world application such as this, the specificities and peculiarities of the

study site had some impact on the model’s behaviour. One prominent example of this

are the false positive detections over the cones in parts of Isidis Planitia. This presents

an avenue for further work, in order to better ascertain the prevalence and effect of these

errors, and to use the cone features as hard negatives during training, to further improve

real-world performance of the CDA.

Another facet of real-world application which this chapter showed the importance of

is the relationship between crater diameter and detection peformance (both in terms of

precision and recall). Given the noticeable decrease in detections against the expected

inverse power law for craters below 200 m in diameter, some formulation of the perfor-

mance statistics against diameter would allow users of the data (and the CDA itself)

to better interpret and use the crater surveys. These performance estimates could also

be tied to image quality, given that—as demonstrated in Figure 9.5—different products

have very different densities of detections.

Adaptation and extension of crater detection models to also estimate properties of

the craters (e.g. depth-to-diameter ratio, ellipticity, freshness) would provide a massively

rich dataset for more targeted statistical tests. The concept of similarity for NSNs could

be broadened to include these parameters, meaning craters could be paired to other

craters with not only similar sizes, but also morphologies and appearances. This may

help to disaggregate the total crater population into subcategories that each have their

own trends and histories, telling us more and more about the processes which govern

their formation and evolution.
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This thesis tackled two distinct problems—cloud masking and crater detection. Chap-

ters 3-5 covered the technical details of cloud masking, whilst Chapters 6-9 dealt with

crater detection. In this chapter, I note some of the similarities and differences in the

methods and findings of these two branches of work (summarised in Table 10.1), and

explore the implications for sensor independence and remote sensing.

Cloud Masking Crater Detection

Planet Earth Mars

Data type Multispectral Panchromatic, visible/IR

Sensors used
6: Carbonite 2, Landsat 7/8,

Sentinel-2, PerúSat-1,
Sentinel-3 SLSTR

3: HRSC, CTX,
THEMIS Daytime IR

Resolution 1 m – 500 m 5 m – 1 km

Task Segmentation Object detection

Sensor independence from... SEnSeI (customised model) No alteration needed

Best model DeepLabv3+ Mask R-CNN

Effect of sensor
independence on performance

Slight increase in
some settings Large increase

Effect of sensor
independence on utility

Large - now possible
to develop deep learning

cloud masks without training
data on target satellite

Large - enabled model to
get close to human-level,

making scientific application
possible

Dataset created Yes - 513 scenes Yes - 5000 craters

Dataset annotation strategy Semi-automated, 2 annotators Manual, 16 annotators

Novel architecture successful
Partly - CloudFCN worked

well, just not as
well as DeepLabv3+

No - Model developed from
scratch was not suitable

Scientific application pursued

No, but cloud masks
have value as a technology
for many satellite users,
which includes scientists

Yes - crater detections
analysed over Isidis Planitia

Table 10.1: Overview of differences in methodology, data, and outcomes between the two
projects.
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10.1 Data

In both problems studied in this thesis, the existing data offered limited possibilities for

training and testing sensor independent models, and so new datasets had to be created

through manual, or semi-automated, labelling. Even with the crater dataset from the

ORBYTS project, and the Sentinel-2 cloud mask catalogue, the number of datasets

available to test concepts in sensor independence was limited. With more datasets, more

general models could have been trained, and then tested in a wider range of scenarios.

So, whilst model designs such as SEnSeI can open the door to sensor independence,

our understanding is still—like most supervised machine learning topics—limited by the

available labelled data. Nevertheless, both projects had results which reinforce the as-

sertion that sensor independence can unlock greater value in datasets than they would

have when used on their own. Moreover, as deep learning practitioners continue to work

on remote sensing tasks, the quantity of labelled data can only grow, making sensor

independence more important as time goes on.

Remote sensing research—of Earth and elsewhere—rests on huge amounts of funding

and technical work to make satellite manufacture and operation possible. By comparison,

labelling data is relatively cheap, and yet it is often left to individual scientists to find the

funding and time required to do this. If the institutions and companies which operate

satellites want to realise deep learning’s potential, then they should look at ways to

increase support of large dataset creation activities.

As shown in Chapter 7, dataset creation can be used to broaden science’s appeal,

and to work with the wider community. Public institutions involved in space research

should see this as an opportunity to simultaneously support original research, channel

funding into community projects, and improve the public perception of science. Espe-

cially for projects relating to topics like climate change and environmental collapse, which

have vital consequences for everyone. Celebrating the involvement of people outside of

academia could help to build trust, understanding and support for the conclusions and

policy recommendations that that research arrives at.

For crater detection, sensor independence was possible without modification to mod-

els. This is because crater detection does not require multispectral data, meaning all

datasets are panchromatic, and craters look visually similar at different scales (or at

least, similar enough that a model learns information from large craters which is use-

ful in small crater detection). Meanwhile, pursuing sensor independent cloud masking

models required a new architecture, SEnSeI, to be developed.
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So, the availability of labelled data, and the structure of the data (in this instance its

spectral composition), seem to be key drivers of the work and methods in both projects.

In some instances—like in the creation of new datasets—those influences pushed both

projects in a similar direction. Conversely, the different spectral structure of datasets led

to a divergence in the two projects regarding model architectures like SEnSeI.

10.2 Model Selection

In both projects, custom models were developed from scratch. CloudFCN (Chapter 3)

showed state-of-the-art performance on Landsat 8, when compared to other non-deep

learning methods measured by Foga et al. [106]. However, in later experiments in Chap-

ter 5, it did not match the performance of DeepLabv3+. Additionally, when combined

with SEnSeI, training became unstable and so a sensor independent version of it could

not be developed.

The initial CDA proposed in Chapter 6 was first prototyped as a classification al-

gorithm, and worked well in this setting when compared to other methods. However,

this did not translate into an effective or efficient detection algorithm. Eventually, mod-

els like YOLOv5 and Mask R-CNN—developed for general object detection tasks and

pre-trained on large datasets like COCO and PASCAL VOC—were shown to be more

accurate and much more computationally efficient in Chapter 8.

As we know from the wealth of applications that state-of-the-art models succeed

in, they are highly adaptable to a wide range of problems, which means that the best

models for one task are likely to also be good in other tasks of a similar nature. Given

that dozens of models are designed and tested on large computer vision datasets, it is

unsurprising that some of these are more effective than those designed by any individual

researcher such as myself. Additionally, as was seen in the increased performance from

pre-training with an autoencoder in Chapter 5 and 6, initialising a model with pre-trained

weights boosts performance. The state-of-the-art CNNs used which out-performed my

own efforts—DeepLabv3+, YOLOv5, and Mask R-CNN—all benefitted from extensive

pre-training on large datasets with hundreds of thousands of images.

Sensor independence added a very significant boost to performance of both YOLOv5

and Mask R-CNN. Without this boost, the scientific merit of the study on Isidis Planitia

would have been weakened due to added noise. Meanwhile, for cloud masking, whilst

utility increased, SEnSeI did occasionally lower performance, especially when the model

it was compared to had access to a large training set on a single sensor anyway. This is

understandable, given that a model with SEnSeI attached to it is already doing something
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harder than the model without, even if only trained on data from one sensor, because it

is making cloud masks from any subsetted combination of that sensor’s bands.

10.3 Science and Technology

In Section 1.3, it was emphasised that the kind of value which automating a given task

provides can be technological or scientific. It was asserted that sensor independence

benefitted both technological and scientific problems. Now, given the results in the two

projects, we can see that this assertion holds, at least for the problems tackled here.

Not only was there a difference in the kinds of outcome from the two projects, but

these outcomes also encouraged a different emphasis in the structure of the experimental

set-ups.

Sensor independence unlocked technological value in cloud masking, by showing that

satellite operators and instrument teams could create deep learning models which per-

form better than other methods, even when there is no training data for their satellite.

This means deep learning algorithms can be designed pre-launch, and be ready to use as

soon as data downlinking begins. The experiments conducted on cloud masking tested

performance across multiple satellites, and show through inter-comparison of models

that sensor independence worked. Because of the technological emphasis of the project,

numerical performance and breadth of testing scenarios was important, as sensor inde-

pendent cloud masking will be most useful when used widely and in many settings. It is a

technological improvement to existing approaches, and as such, adoption by many users

and in many situations is how it will ultimately generate value. Whilst technological, it

benefits science because those users will improve the cloud masks they use in their work,

and as such produce higher quality science.

On the other hand, crater detection took a more focused approach, targeting a specific

scientific aim: the detection of craters over a region of the Martian surface, Isidis Planitia.

As such, experiments in Chapter 8 used a single test set over Isidis Planitia. This test set

was used because it was a sample of precisely the task for which the models were being

designed. The experiments could have, for example, included results of models trained

on CTX and HRSC data, and tested on the THEMIS Daytime IR data. But this would

be scientifically irrelevant—we already know where all the craters are in the THEMIS

Daytime IR mosaic. So, whilst it would demonstrate sensor independence, it would not

aid in reaching the scientific goal that was the focus of the study.
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11.1 Findings & Contributions

This thesis demonstrates sensor independent deep learning applied to two case studies

using optical satellite imagery: cloud masking and crater detection. The results show

that sensor independence is worthwhile pursuing, and that the methods proposed to

realise it are effective. This section summarises the key findings from the thesis.

CloudFCN [1], a novel convolutional segmentation model, was developed specifically

for cloud masking, and performed well when tested on Carbonite-2 and Landsat 8 in

Chapter 3. By using a fully convolutional architecture, CloudFCN could be used on im-

ages of varying size, and its U-Net style design allowed for fusion between low- and high-

level features, from the individual pixel reflectances, to large spatial features. When com-

pared with popular single-pixel methods on Landsat 8, it was shown to significantly out-

perform them, with a Quality of 6.7% higher than the best performing model from [106].

Experiments into the robustness of CloudFCN against sources of noise were a first hint

at deep learning’s ability to work in a sensor independent manner, by simulating sensors

with different radiometric characteristics.

In Chapter 4, the largest labelled dataset for cloud masking to date (with respect

to the number of scenes) was created for Sentinel-2 [3]. This dataset, comprising 513

subscenes, was annotated using a new semi-automated segmentation labelling tool, IRIS.

IRIS—developed by John Mrziglod and myself—making painting of scenes much faster,

by in-filling areas not yet painted with predictions from a random forest. This tool was

designed to be application-agnostic, and its source code is available and easily config-

urable for a wide range of segmentation labelling tasks 1.

The Sentinel-2 cloud mask catalogue generated in Chapter 4 was used to train and

test various models in Chapter 5. SEnSeI, a novel PINN, made both a single-pixel neural

network, and a large CNN, DeepLabv3+ into sensor independent models. In doing so,

it was shown that sensor independence could be achieved whilst maintaining or even

exceeding the performance of specialised models in some instances. The sensor inde-

pendent version of DeepLabv3+ was tested on five satellites, 3 of which it had not seen

during training, and consistently outputted accurate cloud masks across them all, except

for some issues on Landsat 7. This was all achieved with only a small computational
1https://github.com/ESA-PhiLab/iris
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overhead from SEnSeI (see Appendix A). These results demonstrated that sensor inde-

pendent models can be applied to a wide range of multispectral satellites, without any

labelled training data.

Chapter 6 detailed a CNN which was initially designed to classify small craters in

images from HRSC. By pre-training the model using an unsupervised autoencoder set-up,

performance was boosted and the classifier achieved an F1 of 90.4%, 1% higher than the

F1 of the CNN proposed by Cohen et al. [151]. When this classifier was converted into

a detection model, performance suffered and it was computationally inefficient. Whilst

training with hard negatives boosted performance, and parallel processing techniques

made predictions much faster, the model was still not sufficiently accurate or fast to

merit its use.

The limitations of the model in Chapter 6 led to two changes in approach. First,

in Chapter 7, a dataset of craters was created with CTX imagery [2], which expanded

the available labelled data for training and testing models, and widened the number of

high resolution sensors that that data came from. This dataset was created as part of

the ORBYTS scheme, with 16 students aged 16-18 participating in the project. Six

annotators were used for each of the 12 scenes in the dataset, with 15,000 individual

crater annotations made, and 5,000 final craters. The multi-annotator approach was

validated using a measure of inter-annotator agreement, and it was shown that the use of

six volunteer labellers led to annotations in close agreement with an expert’s (my own).

The second change of approach—documented in Chapter 8—was to use previously

published object detection models, rather than developing one from scratch. Both Mask

R-CNN and YOLOv5 demonstrated impressive performance, whilst being far more com-

putationally efficient than the initial model design (39 and 3,800 times faster, respec-

tively). By fine-tuning the model’s parameters, and altering the level of data augmen-

tation used, Mask R-CNN’s and YOLOv5’s mAP@50% was increased slightly. More

significantly, using a sensor independent training set-up—in which data from HRSC,

CTX, and THEMIS Daytime IR was combined—significantly boosted the mAP@50%.

Mask R-CNN and YOLOv5 were used to detect over 5 million craters over Isidis

Planitia in Chapter 9. In total, roughly 5.5 million craters were detected by each model.

Both the performance on the test set in Chapter 8 and inspection of the CSFDs, confirmed

that Mask R-CNN had produced the detections most suitable for further analysis, and

so were focused on in a set of statistical experiments. Several novel geospatial analysis

approaches were taken, which would not have been possible to use without automated

detection, because of the number of craters used. The NSN was defined to investigate the

clustering of craters of similar sizes, and evidence was found for a small but noticeable

218



11.2. FUTURE WORK

population of secondary craters close to large primaries. The angular distribution of NSN

pairs was used to show distinct angles of arrival for a large number of impactors, which

strengthens the hypothesis that a substantial percentage of small craters are distant

secondaries created in isolated, planet-wide events in Mars’ recent past.

11.2 Future Work

This thesis has focused on applying sensor independence to imagery from optical satel-

lites, with one band (panchromatic) or a few bands (multispectral). Beyond this, though,

there are a huge variety of sensors for which sensor independence may be useful. The

most obvious of these is hyperspectral imagery. Uptake of hyperspectral imagery is in-

creasing, with the recent launch of several missions like PRISMA and HyperScout-2, and

with upcoming missions such as CHIME. By expanding sensor independence to hyper-

spectral imaging, the density and complexity of spectral information would increase, so

that a much wider variety of band combinations could be used, thus allowing for models

to be used across an even wider variety of sensors—both hyperspectral and multispectral.

A labelled hyperspectral dataset could be used to simulate the bands of all manner of in-

struments, meaning one could train models from the hyperspectral dataset for any target

multispectral spacecraft. Whilst the structure of descriptor vectors used in Chapter 5

enabled the model to distinguish between and use the multispectral bands, hyperspec-

tral imagery may require more detailed descriptor vectors, perhaps encoding the actual

transmission curves of each band, rather than just their minima, centres, and maxima.

As well as expanding the spectral capabilities of sensor independent models like SEn-

SeI, geometrical flexibility would also be desirable. SEnSeI expects all channels to have

the same resolution and size. A more general approach would be to design a version

of SEnSeI which was given information about each channel’s resolution, and which pro-

cessed it accordingly, such that the output of SEnSeI contained encoded information

about the channels’ spatial resolutions. Building on this, other characteristics of the

sensor and other contextual information could be included in the descriptors given to

SEnSeI. For example, noise characteristics, illumination and viewing angles, and point

spread functions. This would allow models to make predictions based on this wider body

of variables, and may improve performance and the model’s ability to adapt to new

sensors.

SEnSeI was designed deliberately in a way completely independent of the specific

nature of cloud masking. Nor is it specific to segmentation problems. To prove SEnSeI’s

capabilities as a general-purpose tool for achieving sensor independence, future work
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could apply it to other computer vision tasks. This could include classification, object

detection, tracking in video or time-series, among others.

In this thesis, cloud masking has been framed as a task which primarily provides

value to science through technological means, by improving the quality of cloud predic-

tions. However, high resolution cloud masking may also have direct scientific applica-

tions. For example, the effect of clouds on the climate system (and vice-versa) represents

a significant uncertainty in our understanding of climate change, with the Intergovern-

mental Panel on Climate Change (IPCC) stating that “Confidence in the representation

of processes involving clouds and aerosols remains low”2. Clouds at different heights

and thicknesses are thought to have varying effects on the climate system [216]. High

cirrus clouds push temperatures up by trapping longwave thermal radiation, whilst stra-

tocumuli (and other cloud types found lower in the atmosphere) cause net cooling, by

reflecting shortwave solar radiation. Repurposing high-resolution satellite data to obtain

empirical measurements of cloud processes with high spatial resolution could constrain

cloud-climate interactions from a previously unexplored angle, given that the data cur-

rently used in climate modelling is at orders of magnitude coarser resolution than a

satellite such as Sentinel-2 provides.

Crater counting is scientifically useful because of its use in age-dating for planetary

surfaces. Small craters, however, are less well understood than populations of larger ones,

and as such there is a need to better understand their production and erosion processes.

As a case-study in automated detection’s scientific usefulness, Isidis Planitia was surveyed

for small craters. Whilst this is the largest single crater survey ever conducted, extending

it to the rest of the planet would produce an even more valuable resource. The attempted

triangulation of large secondary-producing impacts (Figure 9.15) was limited by the size

of the study region. By surveying sites across Mars and using the same methods, it may

have been clear whether or not the angular trends were indeed the result of large streams

of distant secondaries. The creation of a large online database of global crater detections

would allow others to use this resource for their own work. If Isidis’ crater density were

extrapolated across the planet’s surface then such a global survey would contain roughly

1 billion detections, or 540 million between 30°S–30°N.

This work has focused on cratering on Mars, but many other bodies in the solar

system also have substantial populations of craters. For example, the Moon, Mercury,

Phobos, and icy moons like Europa, are all currently studied through cratering. Given

the success of Mask R-CNN in detecting craters across quite different sensors, both high

resolution visible (HRSC and CTX), and lower resolution thermal (THEMIS), it seems

that extension to other planetary bodies would be potentially successful too.
2IPCC AR5 report, p. 56 https://www.ipcc.ch/report/ar5/syr/
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A | Computational Efficiency

An experiment was conducted to measure the computation time for the models used in

Chapter 5, and to measure how the addition of SEnSeI affected this computation. Each

model was given a 257-by-257 pixel scene 1,600 times. For variants with SEnSeI, different

numbers of bands were given, but for models without SEnSeI, 13 bands was used, as this

is the number of bands which Sentinel-2 data contains. The number of parameters for

each model, and the time taken per megapixel, is given in Table A.1. SEnSeI adds a

small amount of computation time to the models, although when only using a few bands,

SEnSeI has no noticeable affect.

Model No. Parameters Speed (ms/Megapixel)
NN 1154 36.8

SEnSeI+NN (3 bands) 2.27e5 33.2
SEnSeI+NN (8 bands) 2.27e5 51.6
SEnSeI+NN (13 bands) 2.27e5 71.4

DLv3 2.11e6 94.6
SEnSeI+DLv3 (3 bands) 2.34e6 88.4
SEnSeI+DLv3 (8 bands) 2.34e6 103
SEnSeI+DLv3 (13 bands) 2.34e6 121

Table A.1: Measured computational efficiency across both the 2-layer neural network and
DeepLabv3+. SEnSeI adds roughly 30 ms/Megapixel to either model, when 13 spectral
bands are inputted.
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B | Detailed Results on Sentinel-2

As well as measuring the metrics over the total Sentinel-2 test sets, we also subdivided

the test set based on the categorical tags assigned to each image (see Table B.1). Relating

the various models’ performance with the content of the images gives a more nuanced

view of how they can be expected to behave in the real world.

Of the metrics used, OA and Recall are relatively unaffected by the ratio of pixels

which are cloudy, whereas BA, Precision and F1 are all highly dependent on the class

distribution. Therefore, when inspecting these results, it is also important to consider

the percentage of cloudy pixels that are present in a given category of images, and only

compare results across categories in metrics where it is reasonable to do so.
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APPENDIX B. DETAILED RESULTS ON SENTINEL-2
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SEnSeI+DLv3 - S2
[fixed bands] 94.46 91.60 88.36 92.61 95.94 94.56 94.01 94.15 93.43 91.11 95.27 88.95 94.64 94.20 95.93 92.86 96.58

SEnSeI+DLv3 - S2 93.08 90.92 87.14 91.35 93.16 93.81 93.61 93.69 92.07 90.43 94.31 89.15 92.99 93.86 95.78 91.33 93.66

SEnSeI+DLv3 - S2&L8 93.73 90.70 84.87 90.20 93.77 93.78 94.31 94.66 92.49 89.97 95.68 88.90 94.23 94.74 96.86 91.79 97.45

BA
DLv3 - S2 94.03 91.35 85.94 91.60 96.43 94.31 94.12 94.56 91.05 91.16 94.05 88.58 89.99 94.57 94.08 89.42 74.35

DLv3 - S2&L8
[common bands] 95.18 91.94 89.41 93.61 97.21 94.75 93.84 94.09 93.33 92.37 93.82 89.60 89.27 94.12 93.67 92.46 73.15

SEnSeI+DLv3 - S2
[fixed bands] 94.42 90.44 88.49 91.04 96.38 92.69 94.01 93.54 90.81 91.03 93.16 88.25 90.21 93.48 92.35 89.72 78.89

SEnSeI+DLv3 - S2 93.10 89.10 87.20 89.21 93.07 90.57 93.60 93.37 91.00 90.67 93.10 87.89 89.93 93.46 93.05 89.99 80.03

SEnSeI+DLv3 - S2&L8 93.73 88.43 85.04 87.75 92.31 89.87 94.27 94.57 91.30 90.26 94.64 87.23 91.27 94.51 94.46 90.06 82.88

Precision
DLv3 - S2 94.57 91.64 83.03 85.03 62.24 90.33 94.67 96.79 96.71 93.81 97.69 85.09 98.80 96.96 98.45 96.48 98.63

DLv3 - S2&L8
[common bands] 95.61 93.76 88.83 93.44 67.07 92.39 93.25 96.09 97.66 94.84 97.22 86.43 98.61 96.32 98.25 97.66 98.54

SEnSeI+DLv3 - S2
[fixed bands] 94.58 90.00 84.55 88.23 68.00 90.61 93.78 95.95 96.37 93.20 97.02 83.33 98.79 96.10 97.88 96.36 98.87

SEnSeI+DLv3 - S2 94.00 91.36 83.47 86.98 55.35 92.28 94.14 96.24 97.03 94.09 97.40 85.37 98.87 96.45 98.19 97.01 98.99

SEnSeI+DLv3 - S2&L8 94.42 92.89 80.26 85.27 58.12 94.23 95.97 97.15 97.07 93.95 97.94 86.25 99.00 97.16 98.51 96.90 99.08

Recall
DLv3 - S2 94.17 87.18 85.18 90.03 98.30 92.18 93.30 95.60 94.34 90.81 96.20 85.31 94.59 95.72 97.35 93.45 96.51

DLv3 - S2&L8
[common bands] 95.31 87.15 87.19 89.95 98.83 92.24 94.24 96.20 95.38 91.82 97.57 86.62 95.77 96.30 97.81 94.67 98.22

SEnSeI+DLv3 - S2
[fixed bands] 94.99 86.27 89.46 87.08 96.91 88.70 94.02 95.32 95.29 91.51 96.92 85.86 95.40 95.43 97.36 94.77 97.61

SEnSeI+DLv3 - S2 92.89 82.60 87.65 83.84 92.95 83.67 92.75 94.30 92.83 89.28 95.26 83.60 93.50 94.54 96.87 92.14 94.45

SEnSeI+DLv3 - S2&L8 93.73 80.32 86.27 81.58 90.56 81.54 92.28 94.84 93.34 88.59 96.49 81.56 94.74 95.13 97.82 92.84 98.29

F1

DLv3 - S2 94.37 89.35 84.09 87.46 76.22 91.25 93.98 96.20 95.51 92.28 96.94 85.20 96.65 96.33 97.90 94.94 97.56

DLv3 - S2&L8
[common bands] 95.46 90.33 88.00 91.66 79.91 92.32 93.74 96.15 96.50 93.30 97.40 86.53 97.17 96.31 98.03 96.14 98.38

SEnSeI+DLv3 - S2
[fixed bands] 94.79 88.10 86.94 87.65 79.92 89.64 93.90 95.64 95.83 92.35 96.97 84.58 97.06 95.76 97.62 95.56 98.23

SEnSeI+DLv3 - S2 93.44 86.76 85.51 85.38 69.38 87.76 93.44 95.26 94.88 91.62 96.32 84.47 96.11 95.49 97.52 94.52 96.66

SEnSeI+DLv3 - S2&L8 94.07 86.15 83.16 83.38 70.80 87.43 94.09 95.98 95.17 91.19 97.21 83.84 96.82 96.13 98.16 94.83 98.68

No. of scenes 257 42 41 41 34 40 66 129 126 110 156 90 137 140 92 104 51

Cloud % 53.05 36.02 43.29 30.14 8.34 26.53 49.06 67.21 79.22 58.60 78.09 35.30 92.74 68.64 85.74 81.09 97.27

Table B.1: DeepLabv3+ model results over the Sentinel-2 test set (257 scenes). We also sub-
divide the total test by the presence of several categories of surface type and cloud properties,
described in Section 4. Categories with fewer than 30 subscenes are omitted. The best result
for each metric and image category is boldened.
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C | Concerning YOLOv5

You Only Look Once v5 (YOLOv5) is an extension to YOLOv3, but confusingly, not

YOLOv4. The first author of the YOLO model family ended involvement after YOLOv3,

citing concerns about the ethics of object detection applications [75]. Development has

since bifurcated, with two independent teams working on YOLOv4 and YOLOv5 sepa-

rately. More information about the design and structure of the YOLO model family can

be found in Section 2.2.5.

YOLOv5 is still being actively improved upon and, at the time of writing, has not

yet been published as a paper. As a result, many in the computer vision community

remain sceptical regarding the claimed advantages of YOLOv5 over the other versions.

Nevertheless, given that in this thesis testing was carried out by myself on crater detec-

tion, the performance of the model in this specific application was trusted, and claims

as to its efficacy in other domains are not vitally important.

Previous versions of YOLO were implemented using a custom machine learning frame-

work, Darknet1. This made YOLOv5—which is instead written natively in the PyTorch

framework—more practical to work with. This was a significant motivating factor when

deciding which model to select for the study. In hindsight, using YOLOv3 would have

provided a more reliable, understandable, and reproducible model, however, given that

YOLOv5 was not carried forward into the analysis in Chapter 9, this is not such a

concern.

1https://pjreddie.com/darknet/
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