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Abstract

Light, or electromagnetic radiation in general, is a profound and invaluable resource
to investigate our physical world. For centuries, it was the only and it still is the
main source of information to study the Universe beyond our planet. With high-
resolution spectroscopic imaging, we can identify numerous atoms and molecules,
and can trace their physical and chemical environments in unprecedented detail.
Furthermore, radiation plays an essential role in several physical and chemical
processes, ranging from radiative pressure, heating, and cooling, to chemical photo-
ionisation and photo-dissociation reactions. As a result, almost all astrophysical
simulations require a radiative transfer model. Unfortunately, accurate radiative
transfer is very computationally expensive. Therefore, in this thesis, we aim to
improve the performance of radiative transfer solvers, with a particular emphasis on
line radiative transfer. First, we review the classical work on accelerated lambda
iterations and acceleration of convergence, and we propose a simple but effective
improvement to the ubiquitously used Ng-acceleration scheme. Next, we present the
radiative transfer library, MAGRITTE: a formal solver with a ray-tracer that can handle
structured and unstructured meshes as well as smoothed-particle data. To mitigate
the computational cost, it is optimised to efficiently utilise multi-node and multi-
core parallelism as well as GPU offloading. Furthermore, we demonstrate a heuristic
algorithm that can reduce typical input models for radiative transfer by an order of
magnitude, without significant loss of accuracy. This strongly suggests the existence
of more efficient representations for radiative transfer models. To investigate this, we
present a probabilistic numerical method for radiative transfer that naturally allows

for uncertainty quantification, providing us with a mathematical framework to study
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the trade-off between computational speed and accuracy. Although we cannot yet
construct optimal representations for radiative transfer problems, we point out several

ways in which this method can lead to more rigorous optimisation.



Impact statement

The main goal of this thesis is to optimise the trade-off between computational
speed and accuracy in radiative transfer computations. Radiation transport plays
an undeniably crucial role throughout astrophysics, but also has many applications
outside astronomy, ranging from medical imaging to nuclear engineering. Therefore,
the impact of the results presented in this thesis can reach far beyond the astrophysical
context in which they were developed. In particular, we identify the following four

main contributions of this work:

* Animproved version of Ng-acceleration of convergence for iterative processes,
which is ubiquitously used in radiative transfer applications (see Section 2.3.3).
The proposed improvements are not restricted to radiative transfer applications

and thus can be used to accelerate convergence in any type of iterative process.

* The MAGRITTE open-source software library for radiative transfer modelling
and synthetic observations (see Chapter 3). This library can leverage both
multi-node and multi-core parallelism as well as GPU offloading, and is
among other state-of-the-art solvers currently being used in astrophysical
research (see Chapter 4). Moreover, due to its modular design, if not as a
whole, the individual modules of MAGRITTE, such as e.g. the ray-tracer, can

still readily be used in many other applications dealing with unstructured data.

* The PARAcABs open-source C++ headers for parallelisation and acceleration
abstractions (see Chapter 3). This interface with corresponding data structures
allows one to implement loop parallelisation and GPU offloading in a portable

way, and can readily be used in any C++ program.
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* A heuristic algorithm that allows to reduce the size of a typical radiative
transfer input model by about an order of magnitude without significant loss
of accuracy on the output, thus reducing the computational cost of radiative

transfer simulations by more than an order of magnitude (see Chapter 5).

Apart from these four main contributions, this thesis, moreover, has much potential
to impact future research, especially in the use of probabilistic numerical methods for
radiative transfer (see Chapter 6). We demonstrated the potential of these methods
for optimisation and uncertainty quantification, and outlined several directions for

future research.
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Chapter 1

Introductory material

What | cannot create, | do not understand.

Richard P. Feynman

1.1 Prologue

Light, or electromagnetic radiation in general, is a profound and invaluable carrier
of information that allows humans, animals, and machines alike to perceive their
physical environments. From the mundane assessment of the milk fraction in your
tea, based on its colour, to the extraordinary endeavour of determining the chemical
composition of (astrophysical) objects, based on their atomic and molecular spectra,
it is light, through its well-understood interactions with its medium, that allows us
to meticulously study and perhaps even understand most of the world around us.
Moreover, especially in astrophysics and cosmology, electromagnetic radiation is
often the only source of information available. With the noteworthy exceptions of
cosmic rays [1], neutrinos [2], gravitational waves [3], and space missions [4], our
understanding of the Universe is in large part solely based on observations of light.
Given the ever more observations made with ever improving telescopes, one thus
might hope to be assured that one day we might be able to understand the inner
workings of the Universe and our place within it.

Unfortunately, as ofterin between dreams and deeds, laws stand in the way,
and practical di cultiesl The laws that govern electromagnetism are currently

not the main problem anymore. Although they eluded scientists for centuries, the

1After Het Huwelijk(1910) by the Belgian writer and poet Willem Elsschot (1882 - 1960).
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uni cation of electricity and magnetism by Maxwell [5], followed by the quantum
mechanical description by Planck [6 8], Einstein [9], and contemporaries, nally
culminated in what is now the most accurate and precisely tested scienti ¢ theory
ever: quantum electrodynamics [10 12]. What remains, however, arprietical

di culties . After all, what does it mean know the physic A glimpse, for instance,
atthe intricate structures that emerge from the sirlgsin John Conway's Game of
Life2[13] already demonstrates that even perfect knowledge of the underlying rules
is not enough to understand or even imagine all possible consequences of a system.
Itis, however, enough teimulatethe system. Hence, despite the more philosophical
guestions about the intrinsic value of our understanding of physics, we can at least
aim for the ability to simulate or re-create, thus satisfying Feynman's necessary
condition for understanding, and also, when done e ciently, even aim for the ability
to anticipate behaviour and make predictions. This (perhaps weakened) form of
understanding through simulation certainly holds powerful promises. However,
simulations also entail new practical di culties which, without proper care, can
turn into fundamental di culties, for instance regarding the obtainable accuracy

with practically feasible computation time and resources.

Today in astrophysics and cosmology, but especially in the study of stellar and
planetary atmospheres, we nd ourselves fairly con dent in our basic understanding
of most of the microscopic physics and chemistry. Nevertheless, we are facing great
challenges withpractical di culties when it comes to identifying the dominant
mechanisms to explain (or postdict), let alone predict, observations. A key di culty
is that our observations often show the combined result of various di erent processes
resulting in a convoluted view that is di cult to disentangle and interpret. Moreover,
the situation is further complicated since radiation also plays an active role in
the evolution of the medium, as it can provide pressure, an e cient heating or
cooling mechanism, and a ect chemical reactions. This intricate interplay between
electromagnetic radiation and its medium, and the ways in which the underlying

physical and chemical processes are revealed in observations are studied under

ZTry it yourself, for instance, gilaygameoflife.com .
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the denominatorradiative transfer a eld initiated by giants like Schuster [14],
Schwarzschild [15], Eddington [16], and Jeans [17], that evolved from being a highly
mathematical endeavour (see, e.g. the work by Chandrasekhar [18]) to being a pillar
of modern computational physics (see e.g. [19]).

In this thesis, we aim to address some of the practical di culties encountered

in radiative transfer by leveraging the opportunities provided by modern computing.

1.2 The radiating Universe

Electromagnetic radiation plays a crucial role in our Universe. According to general
relativity and the Big Bang hypothesis, electromagnetic radiation domiB#ted
evolution of our Universe in the rst tens of thousands of years after the Big Bang
and the elusive in ationary phase. Then, while electrons and protons (re)combined
about 300 000 years later, radiation decoupled from matter, out of equilibrium, and
became more interesting as the Universe became transparent, since light could now
carry information because its properties correlated with the particular path it travelled
through the incipientinhomogeneous medium. This rstlight can stillbe observed as
the cosmic (now microwave) background radiation. In the billions of years of cosmic
evolution that followed, electromagnetic radiation continued its large scale impact
as the light of the rst stellar and quasi-stellar objects re-ionised the highly abundant
neutral hydrogen, rendering the Universe opaque again in certain frequency ranges.
Also on smaller scales, radiation remained to have a distinct impact where it can
exert a radiative pressure or act as a very e cient heating or cooling mechanism, for
instance, in the stellar winds that arise from evolved stars (see e.g. [21], the references
therein, and also Chapter 4). Furthermore, various photo-dissociation and photo-
ionisation reactions can have a signi cant impact on chemistry (see e.g. [22 25]).
Electromagnetic radiation thus actively shaped the evolution of the Universe and its
contents, until at last (at least) also humans discovered its use and started to describe

and decipher the light to study their place as observers.

Zlectromagnetic radiation dominated in terms of energy density in approximately equal shares
with neutrinos, and potentially with other relativistic particles (see e.g. [20]).
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1.3 Radiative transfer theory

Light, or electromagnetic radiation in general, can be described in many di erent yet
compatible ways, ranging from waves to particles, or uni ed as quantized excitations
of the electromagnetic eld. Inthe theory of radiation transport, colloquially referred
to asradiative transfey electromagnetic radiation is described on an intermediate
level as a directed stream of energy. The radiation eld is characterised by the
speci ¢ monochromatic intensity 31x-1°, i.e. the energy transported in a certain
direction in a certain frequency bin. This is a function of frequekgposition,x,

and directionft, as characterised by a unit vector.

1.3.1 The radiative transfer equation

Every interaction between the radiation eld and the medium can be characterised
by a corresponding change in the speci c monochromatic intensity, as described by

theradiative transfer equatioim the observer frame [18, 26],

n r alx_ﬁo = [alxo jalxo alx_ﬁo
Va1t (1.1)
d % da® LaotxnP olxn®e
0

5

This equation relates the change in speci ¢ monochromatic intenghys1°, along
a ray in directionA, and indicated by a directional derivativé, r , to the local
emissivity, [ 31x°, and opacity,j 4*x°, of the medium. The emissivity quanti es
what is gained in intensity, whereas the opacity quanti es what is lost as a fraction
of the intensity. Scattering introduces an extra contribution, characterised by the
redistribution function, a0'x--A%®, which gives the probability for radiation of
frequencya’, incoming along directiom®, with a corresponding in nitesimal solid
angle, d © to be scattered in directiort, and shifted to frequencg,

The heuristic interpretation of the transfer equation is simple enough, as it
sums the di erent contributions to the change in intensity. Nevertheless, it can also

be derived more formally from conservation of energy, or as a special case of the

4For historical reasons the dependence on frequengyjndicated with a subscript. Throughout
this thesis, we de nes,  5*a®and 50  5ta®, for any function,5, but only for those subscripts.
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Boltzmann transport equation (see e.g. [27]). In general, one could also introduce

a time-dependence in the transfer equation, however, throughout this thesis, we will
assume that length scales are small enough and time scales are large enough, such
that any time-dependence in the radiation eld is negligible. Furthermore, we note
that we de ned the redistribution function in a slightly di erent way than in [28],

such that it incorporates the scattering opacity.

The transfer equation was rst formulated in its heuristic form in 1905 by
Schuster [14]. However, due to its link with the transport equation its true origin
can be traced further back to 1872, with the work of Boltzmann [29]. The latter
also highlights the link between radiative transfer and neutron transport, which is
of practical interest, for instance, in nuclear engineering. Although this thesis is
mostly concerned with the transport of electromagnetic radiation in astrophysical
applications, many of the techniques and results presented here can also be applied
to other forms of transport. Our formulation and notation here is probably most
akin to that of Cannon [30, 31]. Further background on the history of the theory of

radiation transport can be found, for instance, in the excellent review by Shore [32].

1.3.2 Optical depth

The coupling between the radiation eld and the medium, as described by the transfer
equation (1.1), allows for a new and natural measure of distance in radiative transfer.

Theoptical depth originally introduced by Schwarzschild [15], is de ned as,
1

X2
OatX1%2° d@j 41x®— i.e. such that, n, =

X1

e IR 0. (1.2)
The integral should be interpreted as an integral of the opacity over the light ray
(or null geodesic) connecting; andx,. The optical depth quanti es the amount

of material along the line of sight that impedes the propagation of radiation. If
the opacity is strictly positive everywhere, it can be interpreted mathematically as a
metric. However, as we will see in the next chapter, this is not always the case. We
note that, since the opacity is frequency-dependent, also the optical depth, and thus

the relevant measure of distance, depends on the considered frequency range.
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Since the optical depth is the natural distance measure in radiative transfer, it

can be used to elegantly rewrite the transfer equation (1.1) as,
1, m, Fa a4 = (ax- (1.3)

which has the form of a linear integro-di erential operator acting on the radiation

eld. The integral operator accounting for scattering is de ned as,

1 ]/4 01 1

1XO d

Falx-%» Y4 da® LptA-N%» % (1.4)

Ja

and the right hand side of equation (1.3), sourcing the di erential equation, making

it inhomogeneous, is often referred to as sleerce functionand de ned as,

1y0
[aX.

j ale

( alxo

(1.5)

The formulation in terms of the optical depth is particularly useful in the absence of

scattering, as it allows us to write a formal solution to the radiative transfer equation.

1.3.3 Formal solution

Consider a domain enclosed by a boundary. De ne the path leBg#iong a ray
originating on the boundary &, such that for som&, we have thag Y B Y B

lies in the domain. The radiation eld, emissivity, opacity, and optical depth can all
be (re)parametrised using the path length along the ray. In the absence of scattering,

the formal solution to the transfer equation along a ray originatirigy e¢ads,

1
AP = Dg@BB %&g@4w¥l (1.6)
B
in which P is the radiation eld at the boundary. The formal solution can be
interpreted as the sum (or integral) over all contributions to the radiation eld along
the line of sight, each attenuated by a factot'B-8 accounting for the optical
depth between the source of the contributioi®aind the observer & Equation

(1.6) is only a formal solution, since we still have to evaluate the integral.
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1.3.4 Second-order formulation

There are many di erent equivalent formulations of the transfer equation (1.1) that
describe the radiation eld. For instance, one can take moments of the transfer
equation by integrating out the direction&) dependence. This yields an equation
relating the mean intensity and ux, and has a particularly nice physical interpretation
because of its similarity to the equations of uid dynamics (see e.qg. [27]).

A similar, yet numerically more interesting formulation, originally proposed
by Schuster [14] and generalised by Feautrier [33], can by found by describing the
radiation eld in terms of another set of variables. De ne a mean intensity-Iike (
and a ux-like quantity € along a ray with directiomy, as,

Dyix11° atX° | gIx— R0 — 1.7)

E1x-1° alx-° alx— RO o (1.8)

NI NI

Equivalently, we also de ne a new operator to represent the scattering contribution,

P IX10» Vs FalxHP F alx— A% » % (1.9)

From here onward, we drop al| x, andfit-dependencies for simplicity of notation.
We proceed by adding and subtracting the transfer equation (1.1), onée éorg
once for, . Note that ipping the sign oft also ips the sign of the operatan, .

This yields a coupled set of linear rst-order di erential equationsinand,E

D, mE P-1D, P = (- (1.10)

E, mD P D, P

Oe (1.11)
These equations can neatly be cast into matrix form as,

P - P :a a
M P 1P _E 0

K « "

(1.12)

In the particular but common case that the scattering redistribution function only
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depends on the angle between the incoming and outgoing radiation, e&-n%® =

20t A%, one can show th&- E= P D=0, such that the system simpli es to,

F a a
¢ F ™ Pe-9% 1.13)
« r@ 1 F ﬂ((E—| ((O—|

Apartfrom the obvious coupling betweBandE, we should note that these equations
also still couple di erent frequencies, anda®, and di erent directionsyt and A°.
Therefore, in order to solve this system on a ray-by-ray basis, we need to treat
scattering in an iterative way and view it as a contribution to the source function.
De ning new scattering source terms, P »D, E/equation (1.12) yields,

of -9 © % (1.14)

((r@ 1 —|((E—| ((O—l « =
Now the coupling between di erent rays, i.e. di erent directiahnly comes from
the second term on the right hand side,. Solving equations (1.10) and (1.11),
once forDand once fo, yields a set of linear second-order di erential equations,
which are the generalised versions of the Schuster-Feautrier equations [14, 33],

¢ M 0 edr ol md. g (1.15)

« O 1 rT;ﬂ(( = « na 1 1K =

These can be solved f@ and E in an iterative way for each ray independently,

assuming for  the values obtained in the previous iteration.

In the absence of scattering, i.e. =0, the generalised Schuster-Feautrier

equations foDandEe ectively decouple, and reduce to,

1 nf D= (- (1.16)
1 nf E= my( (1.17)

Hence, the radiation eld can be computed from (1.16) and derit@nging (1.11),

asE= mD. The numerical solution of this system is described in Appendix A.
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1.3.5 Lambda iteration

As formulated in (1.1), the radiative transfer equation is an integro-partial di erential
equation that is in general notoriously di cult to solve. Its solution is furthermore
complicated by the fact that in many cases the emissiviik°, and opacityj 531x°,
depend on the radiation eld (see e.g. Chapter 2). This, usually strongly non-linear,
coupling means that the transfer equation can only be solved numerically in an
iterative way. The resulting iterative process is often referred to as Lambda iteration
(or -iteration), after the correspondingoperator, which is generally de ned such

that it yields the radiation eld when acting on the state of the medium,
radiation eld »state of the mediui- (1.18)

while the state of the medium itself depends on the radiation eld. The precise
de nition of the -operator depends on how the state of the medium is described
and which form of the radiation eld is required. We will give the explicit example
for line radiative transfer in Section 2.3.1.

Simple as equation (1.18) may be, it can already illustrate two fronts at which
we will battle the radiative transfer problem in this thesis. The radiation eld is
computed by repeatedly solving (1.18) until convergence, where convergence can
be de ned, for instance, such that the change in the radiation eld between two
consecutive solutions must be below a certain threshold. The time it takes to solve
the problem is thus proportional to: (I) the time it takes to compute the radiation
eld given the medium, and (Il) the number of iterations it takes for the radiation
eld to converge. Most of this thesis is concerned with reducing contribution (1),

whereas, in Section 2.3, we speci cally attempt to improve on (II).

1.3.6 Moving media & the co-moving frame

So far, we only considered the radiative transfer equation in the observer frame (1.1),
i.e. when solving the transfer equation, all frequency-dependent quantities have to
be considered in the same (observer) frame. In static media, this is trivial, since all

observers anywhere in the medium will share the same reference frame. In moving
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media, however, if two observers are moving with respect to each other, and if they
observe light propagating along the direction in which they are moving, they will

not agree on its frequency, due to the Doppler shift between their frames.

When solving the radiative transfer equation on a ray-by-ray basis for each point
individually (as we will do in Chapter 3), the di erence in reference frame can be
accounted for by Doppler shifting all frequency-dependent quantities into the frame
of the point under consideration. In particular, light being emitted at a frequancy,
in a point that is moving with a velocity, v, with respect to the observer, looking

in direction,rt, will be received at a frequencgy, such that,

1, v e2 v i

= p 1
T v oweR v2 2

. (1.19)

&l

Throughout this thesis, we will assume non-relativistic speeds,2, such that the
approximation above is always valid, and can be used to cast all frames into the

observer frame.

When solving the radiative transfer equation globally for all points, rays, and
frequencies (as we will do in Chapter 6), we cannot shift all frames individually and
have to account for the Doppler shifts explicitly in the radiative transfer equation.
This can be derived, for instance, from a covariant formulation of the transfer
equation (see e.g. [26]) and yields the radiative transfer equation in the co-moving
frame. Inthe non-relativistic limit, accounting only for Doppler shifts and neglecting
aberration e ects (as we implicitly did before), the co-moving frame version of the

transfer equation can be obtained by replacing the directional derivative with,

nr! hr nr ivixe2 amg— (1.20)

in which, vix°, is the velocity eld of the medium. The additional term can be
interpreted as the change in monochromatic intensity, due to the Doppler shift that

is caused by the local gradient in the velocity of the medium.
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1.4 Simulating radiation transport

Over the years, several di erent methods have been devised to solve the radiative
transfer problem, from the semi-analytic methods by Chandrasekhar [18] to the
computer simulations of today (see e.g. [19]). These simulations can be subdivided
into two main categories, based on their solution strategy: Monte Carlo solvers on

the one hand, and formal solvers on the other.

1.4.1 Monte Carlo solvers

Monte Carlo solvers mimic the physical photon transport by propagating a large
number of virtual photon packets through a model of the medium (see e.g. the
review by Noebauer & Sim [34]). The interactions with the medium are determined
by a stochastic process sampling from the appropriate probability distributions, while
the intensity of the radiation eld can be determined by averaging the number of
photon packets propagating in a certain direction in a certain frequency bin. Some
examples of Monte Carlo solvers that are used in astrophysical applications are:
RadMC-3D [35], Skirt [36], CMaclonize [37], and some components dbrus

[38]. The main issue with this approach is that the trajectories of these photon
packets are randomly determined by the properties of the medium. This implies that
they can get trapped in opaque regions, impeding them from contributing much to
the overall radiation eld. Hence, a large number of packets need to be propagated,
which can signi cantly increase the required computation time. Although many
techniques have been devised to avoid the trapping of photon packets (see e.g. [39]),
it remains challenging for Monte Carlo solvers to e ciently obtain accurate results,
especially at medium to high optical depths [40]. Nevertheless, these solvers remain

popular for their ease of implementation and their evocative physical interpretation.

1.4.2 Formal solvers

Formal solvers compute the radiation eld by directly solving the radiative transfer
equation, given a model of the medium. This can be done in several di erent ways.
A particularly popular way is to use ray-tracing, i.e. by tracing rays through a model

of the medium and solving the transfer equation along each of those rays, such as e.g.
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in SPHray [41], 3D-pdr [42], andLampray [43]. Alternatively, also nite element
methods have been applied to discretise the transfer equation on the computational
domain, such as e.g. in [44 46]. Finite element solvers are especially useful when
scattering is important, since they can naturally couple the radiation eld along
di erent directions, whereas ray-tracing solvers only couple the radiation eld along

individual rays, and thus require an iterative solution scheme to allow for scattering.

1.4.3 Hybrids

Furthermore, there are also hybrid solvers that combine both Monte Carlo and
formal methods, such datran [47] and its 3D successdiime [48]. The latter
has been widely used to model atomic and molecular lines in 3D models of various
astrophysical objects (see e.g. [49 56]). B&hatran andLime will be considered
state-of-the-art solvers in terms of their accuracy and will be used to benchmark
against in this thesis.

The evolution from (semi-)analytic models to computer simulations introduced
a dependency on the available computing resources. As a result, when building a
model, considerations about ease of calculation were replaced with considerations
about the ease of implementation as a computer program, and the ability to leverage
the numerous processing units and accelerators distributed over the various nodes in
modern (super)computers. Therefore it is key to view any development in radiative

transfer simulation in the context of the landscape of modern computing.

1.5 The landscape of modern computing

While, in the last century, our mathematical and physical understanding of radiation
transport problems has grown quite steadily, the power, variety, and availability of
the computational tools to solve them has been and still is drastically growing. This
rapid growth bears several opportunities but challenges too, also for radiative transfer

research. We distinguish here between paradigm shifts in hardware and software.

1.5.1 Hardware

The evolution of modern computer hardware can be characterised by the increasing

amount of layers upon layers giarallelism and the increasingpeterogeneityin
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the available processing units (see e.g. [57]). Parallelism refers to the simultaneous
execution of computations to increase the computational throughput, for instance, by
dividing a computation over the di erent compute nodes in a system or the di erent
cores inside a processor. Heterogeneity refers to the use of specialised hardware
speci cally optimised to perform certain types of computations, such as graphics
processing units (GPUSs), or eld programmable gate arrays (FPGAS).

Up until 2004, the steady increase in processing power was mainly due to the
steady increase in the clock speed of processors, commonly referred to as frequency
scaling. In each clock cycle a certain number of instructions can be executed,
such that an increase in clock speed implies an increase in computing power. The
steady increase in clock speed was powered both by Moore's law [58] and Dennard
scaling [59]. Moore's law states the observation that the transistor density in dense
integrated circuits doubles about every two y&arSmaller components result in
reduced circuit delays, which in turn allow a higher frequency of operation. Dennard
scaling states the observation that smaller components also allow for a decrease in
operating voltage, such that the overall power use per surface area remains constant,
which is important to guarantee su cient heat dissipation within the processor.

Nevertheless, in 2004 Intel had to cancel development of two new processors
code-named Tejas and Jayhawk due to heat and power consumption problems in
their attempt to further increase the clock speed [61]. Consequently, Intel pivoted
its focus to the development of dual-core processors, which ushered in the era
of multi-core parallel processing. Although frequency scaling had come to an
end, single-core performance still improved for certain types of computations, for
instance by cleverly interleaving the execution of several instructions (pipelining), or
with the use of (ever larger) vector instructions that can act with a single instruction
on multiple data items (SIMD). The latter are ideally suited to accelerate the linear
algebrarequired in various multi-media or scienti c applications. With the rise of the
digital multi-media and gaming industry, vector processors in the form of graphics

processing units (GPUs) became mainstream. Moving specialised functionality into

8t should be noted that this doubling rate has been revised a few times, from doubling every year
in 1965 [58], to doubling every two years after 1980 [60], and about every three years now.
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a separate processor while reserving the main processor for more general-purpose
computations allows for more aggressive optimisation in the GPU, resulting in more
cores with much wider vector lengths.

Although, computer performance steadily keeps increasing through continued
innovation, it has become much more dicult to e ciently utilise the di erent
features of a system and reach its peak performance. In the era of frequency scaling,
any program would automatically run faster with any increase in clock speed. Now,
in order to leverage their power, a program must explicitly be designed to use, for
instance, the di erent cores inside a processor, or to o oad computations to a GPU.
This highlights the importance of proper software design, and puts a lot of the
responsibility to deliver computational performance on the software engineer.

In recent years, several initiatives have emerged that are trying to alleviate this
burden and are working towards a more uni ed programming model, such as for
instanceQpenMRg, Kokkos 7[62], RAJA8[63], andSYCL9 as implemented e.g. in
OneAPI[64]. Currently, there is, unfortunately, not yet much convergence towards
a single best programming model or implementation, leaving research software
engineers with a plethora of possibilities and trade-o s to consider (see e.g. [65]).
As a result, for the time being, portability and in particular performance portability,
is not a given, and building computationally intensive software still requires careful
design as we will discuss in Section 3.2.

Finally, we note that with the proliferation and increasing bandwidth of the
internet, it has become increasingly less important where the computer hardware
is hosted, resulting in an increased and much wider availability, and the possibility
to concentrate many computing resources into large (academic or commercial) data
centres. On the one hand, software engineers could argue that this justies a
specialisation of their work towards a certain class of system, say e.g. clusters of
commodity many-core CPUSs, since any user will almost always be able to obtain

those resources. Furthermore, the availability of newer hardware can decrease the

6See alsavww.openmp.org

7See als@ithub.com/kokkos/kokkos
8See als@ithub.com/LLNL/RAJA.
9See alsavww.khronos.org/sycl .
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demand for the older commodity hardware, thus further increasing their availability,
while newer hardware might be more scarce due to the high demand. Hence, it
is not always necessary to follow the latest hardware trends, and targeting a single
simple architecture is certainly a valid strategy for applications that already perform
well on those resources. On the other hand, however, in order to keep up with the
rapidly evolving state-of-the-art in computer hardware, and to be able to achieve
peak performance, as required for instance in large-scale astrophysical simulations,

it is necessary to evolve the software along with the available hardware.

1.5.1.1 Layers of parallelism & heterogeneity

Below we describe the di erent levels of parallelism and heterogeneity that can be

found in a modern computing cluster and that will be considered later in this thesis.

Message passing on distributed memoryThe most obvious form of parallelism

can be achieved by connecting multiple processors over a network and distribute
the computational workload over them. There are several di erent programming
models to manage the work between the di erent processors, such as e.g. message
passing, which is particularly popular in scienti c computing. In message passing,
as speci ed e.g. by the message passing interface (MPI) standard [66], the processes

communicate with each other by sending messages over the network.

Multi-threading on shared memory Having multiple processing cores allows a
machine to process multiple threads of execution (often just referredttwezsl3

in parallel with a single processor, thus increasing its computational throughput. A
key aspect of this programming model is that all threads have access to the same,
hence shared, memory. Therefore, they can share data and there is no need for
explicit communication between the threads. A popular way in scienti c computing

to implement multi-threading is, for instance, usidgenMR which provides a set

of compiler directives and standardised functions to create threads and share work
between them. It should be noted that also the message passing strategy can be
applied on shared memory systems. In fact, mB®l implementations provide

optimisations to detect and exploit shared memory, avoiding explicit communication.
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Vector instructions Single-core performance can also be improved by parallel
design, for instance, by using special instructions that can act on maiaia items
(SIMD or vector instructions). These are especially useful in scienti c computing as
they provide intrinsic instructions for vector, matrix or tensor operations. Usually,
vectorisation can be left to the compiler, which will attempt to use vector instructions
from a certain level of optimisation, or when explicitly speci ed inthe compiler ags.
However, one can also explicitly use vector instructions in code by directly calling
the intrinsic functions. Most (mathematics) libraries, however, already provide

optimised (and vectorised) operations on their objects (see e.g. [67, 68]).

Heterogeneity Many modern computers host, apart from the general-purpose

central processing unit (CPU), also other processing units, often referred to as
accelerators, for instance, in the form of a graphics processing unit (GPU), tensor
processing unit (TPU), or in some specialised cases even eld programmable gate
arrays (FPGASs). Since these devices have an entirely di erent architecture, they
require additional software layers to provide access to the instruction set and compute

elements. A popular example speci cally for Nvidia GPULIEDA [69].

1.5.2 Software

The evolution of modern software is clearly characterised by a transition towards
data-driven or learned algorithms, often broadly labelled as machine learning (ML)
or so-called Software 2.0 (see e.g. [70]). Although certainly not every type of
computation can be performed (better) in this way, machine learning techniques
also increasingly emerge outside the data-intensive and in the compute-intensive
industries, for instance, by emulating simulations, or in novel solution methods such
as physics-informed neural networks (see also Sections 1.5.2.1 and 1.5.2.2 below).
In asense, this is just the compute-intensive industries following the developmentsin
hardware, since hardware vendors and system designers are increasingly designing
and optimising their products speci cally targeting machine learning applications.

Instead of competing with the hype, they become the hype.

16or example, the AVX-512 extensions from the x86 instruction set architecture can act on 512
bits simultaneously, i.e. 16 single-precision or 8 double-precision oating-point numbers.
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As examples of machine learning techniques appearing in compute-intensive

industries, we brie y discuss emulation and physics-informed neural networks.
1.5.2.1 Emulation instead of simulation

The idea of an emulator is to create a function that (1) can estimate the output of
a simulation, and (2) is fast to evaluate. Once the emulator is created, it can then
be used to replace the original simulation to obtain results at a lower computational
cost. The crux isto nd a way to create an emulator that can balance the trade-o
between accuracy and evaluation speed. Originally, it was envisioned to do this by
simple linear interpolation between a set of known simulation outputs, see e.g. the
classic 1989 paper by Sacks et al. [71]. Nowadays, however, impressive results are
obtained by interpolating with a neural network, i.e. by training a neural network on

a set of input-output pairs generated by the simulation. This has been successfully
applied in various compute-intensive applications ranging from chemistry to climate

modelling, reporting speed-ups of several orders of magnitude (see e.g. [72 74]).
1.5.2.2 Physics-informed neural networks

Physics-informed neural networks (PINNs) work similarly to emulation, but bypass
the need for computationally expensive simulation input-output pairs by directly
training the output of the network to satisfy the relevant physical laws [75 77]. For
instance, for a radiative transfer simulation with as output the radiation eld, the
neural network is trained to satisfy the radiative transfer equation in every point,
direction, and frequency bin in the model. Practically, this can be enforced by
minimising the di erence between the left and right hand sides of the transfer
equation (see e.g. [78]). This is related to nite element methods in the sense that
instead of approximating the desired function with a linear combination of basis

functions, it is approximated by a neural network (see also Section 6.5.3).

1.6 Overview of this thesis

This thesis is structured as follows: In the next chapter, Chapter 2, we introduce
the theory of atomic and molecular line radiative transfer, and review the classical

solution methods. In particular, we introduce the accelerated Lambda iteration
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scheme by Rybicki & Hummer, and we propose an improved Ng-acceleration of
convergence scheme. In Chapter 3, we preSésmritte , our newly developed
software library for 3D radiative transfer simulation, and review its design and
performance. Next, in Chapter 4, we present some applicatioridagfritte

in stellar wind research. In Chapter 5, we study the particular importance of
discretisation for the numerical solution of radiative transfer problems, and present
a heuristic algorithm to reduce the size of typical input models, thus signi cantly
reducing the computational cost for radiative transfer simulations. In Chapter 6, we
introduce a probabilistic view on solving partial di erential equations, in particular
the radiative transfer equation, and put our heuristic reduction method of the previous
chapter on a stronger mathematical footing. Finally, a summary and conclusions of

this thesis are formulated in Chapter 7.

The work in this thesis also partially appears in the following three publications:

| F. De Ceuster, J. Yates, P. Boyle, L. Decin, and J. Hetherindtayritte
a new multidimensional accelerated general-purpose radiative transfer
code. Proceedings of the International Astronomical Unjorol. 14, no.
S343, p. 381, 2018. (Reference [79].)

Il F. De Ceuster, W. Homan, J. Yates, L. Decin, P. Boyle, and J. Hetherington.
Magritte , a modern software library for 3D radiative transfer 1. Non-
LTE atomic and molecular line modelling. Monthly Notices of the Royal
Astronomical Societyol. 492, no. 2, p. 1812, 2019. (Reference [28].)

[l F. De Ceuster, J. Bolte, W. Homan, S. Maes, J. Malfait, L. Decin, J. Yates,
P. Boyle, and J. HetheringtorMagritte , a modern software library for
3D radiative transfer Il. Adaptive ray-tracing, mesh construction, and
reduction. Monthly Notices of the Royal Astronomical Societyl. 499, no.
4. p. 5194, 2020. (Reference [80].)

Although there is no strict correspondence between the chapters in this thesis and
these papers, roughly, Chapters 2 and 3 are based on Papers | and I, and Chapter 5

is mainly based on Paper lIl.



Chapter 2

Atomic & molecular line transfer

Lines are very di cult to learn.

Benedict Cumberbatch

2.1 Introduction

Atomic and molecular lines are the characteristically narrow emission or absorption
features that appear in the spectra of atoms and molecules. They are caused by
electronic, rotational, or vibrational transitions between the quantized energy levels.
The energy di erence in these line transitions can be emitted or absorbed as a
photon. Since each stai&,has a strictly de ned energy,s, and since the energy
of a photon is related to its frequency, the line transitions have a characteristic
frequencyago j 8 g* ,inwhich, 6626 10 34Js, is the Planck constant.
Spectral lines played an absolutely crucial role in the development of modern
physics and astronomy. Their theoretical interpretation was key in the development
of quantum mechanics and the discovery of the atomic structure (see e.g. the work
by Bohr [81]). Since the con guration of energy levels is unique for each atom or
molecule, they all have a characteristic set of possible transitions with corresponding
photon frequencies. This makes them an exquisite diagnostic tool that allows us to
identify atoms and molecules for various applications on Earth, but also in particular
in space. See, for instance, the heroic PhD thesis by Payne [82] reporting the
detection of various elements in stellar atmospheres in 1925, and the rst detections
of molecules in space by Douglas & Herzberg [83], and Weinreb et al. [84]. In

addition to merely identifying atoms and molecules, lines can also trace the physical
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and chemical conditions of the medium they pass through. Their narrow extent in
frequency space makes them particularly sensitive to Doppler shifts, which allows us
to extract the velocity structure of the medium along the line of sight. Furthermore,
the width of the lines is determined by the thermal and turbulent motions of the
medium, and the combined information about the abundances of several species
hints at the possible chemistry taking place. All this made spectroscopic analysis
one of the most fruitful topics in modern astronomy.

However, since such a wealth of information is encoded in spectral lines, line
formation is a very intricate process. It is furthermore complicated by the relatively
large speed of lightd 299 792 458n/s), causing almost instantaneous coupling
between the radiative processes over large parts of the medium that, hence, all require
a self-consistent solution.

In this chapter, we describe the di erent contributions to the coupling between

radiation eld and medium, and the di erent ways to self-consistently solve it.

2.2 Physical problem

Inthe following, we outline the mathematical description of line radiative transfer and
indicate the various assumptions we make. This is far from a complete description
of the subject, but gives the minimal ingredients required to study the critical issues
in line radiative transfer that we aim to address in this thesis, and the models that we
apply them to. A comprehensive description with derivations from rst principles

can be found, for instance, in Hubeny & Mihalas [26].

2.2.1 Line emissivity & opacity

The emissivityandopacityresulting from a line transition between a higher energy
level, 8 and a lower level9 are given in terms of the Einsteingg g9g and g9

coe cients, and the populationssg'x®, of the quantized energy levels, such that,

(890 = % Ehoe=xe g (2.1)
. a
jabe = ac 0adX° =¢'x° o5 =X go- (2.2)
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where, ggand, ggaccount, respectively, for spontaneous and stimulated emission
and, ggaccounts forabsorption. ThefuncticqiﬁXO, describesthe line pro le (see
Section 2.2.2). Note that, since the resulting stimulated emission is proportional to
the intensity, just like an opacity, it is treated here as negative absorption. Equations
(2.1) and (2.2) thus couple the state of the quantized energy levels of the atoms and
molecules in the medium to the radiation eld, through the emissivity and opacity

that appear in the radiative transfer equation (1.1).

2.2.2 Line pro le function

Both line emissivity and opacity are proportional to time pro le function, qggx",

which describes the distribution of the line in frequency space. Note thatin equations
(2.1)and (2.2), we assumed complete frequency redistribution, such that the emission
and absorption line pro le are equal. This common assumption is valid as long as
the considered densities and temperatures are high enough such that su ciently
frequent collisions can de-correlate emission and absorption events.

There are several physical mechanisms that can cause the line pro le to deviate
from an idealised delta distributioqggz Xta ag§. There is natural broadening,
caused by the quantum mechanical uncertainty in the energy of the transitian,
which is related to its lifetime, and results in a Lorentzian pro le. In addition,
there is pressure broadening, caused by the e ects of other particles perturbing the
transition process, for instance, by interrupting it by a collision, or by collectively
a ecting the con guration of energy levels. Depending on the exact mechanism,
this can cause a variety of di erent pro le shapes. Furthermore, there is Doppler
broadening due to the Doppler shifts caused by the motions in the gas, which results
in a Gaussian line pro le. In principle, the combined e ect of all these broadening
mechanisms should be considered, using the convolution of the pro le functions.
For instance, combining a Lorentzian and a Gaussian pro le would result in what is
called a Voigt pro le. However, for the applications that we consider in this thesis,
i.e. the out ows of evolved stars, Doppler broadening will be the dominant e ect

(see e.g. [85]), and thus we can limit ourselves to Gaussian line pfo les

IHowever, all our methods can also readily be applied to all other types of line pro le functions.
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In particular, throughout this thesis, we assume Gaussian line pro le functions,

n #
agg 2

8y = = ex 2 - 2.3
12707 a9 TP Xage 23

resulting from the Doppler shifts caused by the thermal and turbulent motions of
the atoms and molecules in the medium. Note that we normalised the integral over

frequency. The characteristic line width,

p
Xadx® a‘%g Viherm™X°? | Viurb™X%%— (2.4)

is determined by the local mean thermal and turbulent velocities of the medium.
The thermal component will be determined below, while the turbulent component

will be estimated for each model independently, based on the hydrodynamics.

2.2.3 Non local thermodynamic equilibrium

Many early line radiative transfer models assumed the state of the medium and
the radiation eld to be inlocal thermodynamic equilibriunfLTE), i.e. particle
velocities, level populations, and radiation eld are all completely determined by
one value: the local gas temperatyré&x®. This greatly simpli ed calculations, but
turned out to be inaccurate, even in some very common situations (see e.g. [86]).
The weakened alternative for LTE is to instead only assimetic equilibrium

i.e. to only assume a Maxwell-Boltzmann distribution for the particle velocities.
Models that only make the assumption of kinetic equilibrium are often referred to as
non-LTE, to emphasise the contrast with the earlier more common LTE models. As
a result, the mean local velocity of the gas particles, that appears in equation (2.4)
for instance, can be characterised by,

s
2:g) 1x°

VthermtX°® = <
spec

(2.5)

where < speo IS the atomic or molecular mass of the gas species under consideration,

and:g 14381 10 22J/Kisthe Boltzmann constant. Assuming non-LTE, the level
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populations are not only determined by the local gas temperature, but instead, their
dynamics has to be computed consistently with the radiation eld. This dynamics

is governed by a system of kinetic rate equations.

2.2.4 Kinetic rate equations

The kinetic rate equationslescribe the evolution of the populatiorsgtx®, of the
quantized energy level8 They are given by a master equation, which, in the

co-moving frame, can be written as,

~ ~

0 @ G
m ﬁl)c(: = =g'X°%pgx°® =g'x°  UgdXC° (2.6)
m o=1 o=1

The components of the matri¥gdx°, denote the transition rates from levglto

level, 9 Hence, for each leve we have that¥%gdx® = 0. As such, the positive term

in equation (2.6) sums all transitions into lev@lyhile the negative term sums all
transitions away from that level. The transition rates are composed of a radiative

part,’ §dx°, and a collisional part, g¢x°, such that,
%gdx® = ' gdx°, gdx (2.7)

Theradiative partcan be expanded further in terms of the Einstein coe cients and

the average radiation intensity in the line,

a0 = 8 go, 898gXx°— for8j9 2.8)
3 98 gdx°— for8Y 9
where, gdx?, is the local mean intensity in the spectral range of the transi@én,
It is computed by averaging the speci ¢ monochromatic intensiyx—i°, over all
directions A, and integrating it over the line pro qugqxo, such that,
1/4 1 1

gdx° i—c da gg3xo ,ix-f1oe (2.9)
0
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Thecollisional partof the transition rates is composed of the collisional ratq;?g,
for each collision partnef?, weighted by their respective abundancesx®,

CN) ? ?

8gXx° = g gX0 ="1x0— (2.10)

22C
in which C s the set of collision partners. The position dependence in the collisional
rates, g ¢x°, stems from their dependence on the local gas temperature of the species
under consideration. Their values can be determined experimentally and we will
assume them as a given (see also Section 2.2.5).

Finally, we assume that all radiative time scales are much smaller than any other
relevant time scale in the system. This is known as the assumptistatistical
equilibrium As a result, we can approximate equation (2.6) in the static limit, i.e.
assuming for all levels3 that, mg=g'x° = 0. This renders the system of di erential

equations (2.6) into a linear system of equations in terms of the level populations.

2.2.5 Atomic & molecular line data

The atomic and molecular line data, such as: energy levels, Einstein coe cients, and
collisional rates, can, in theory, all be calculated from rst principles. In practice,
however, this turns out to be very challenging. Therefore, in many cases, we have
to resort to experimental values to complement the theoretical (or ab initio ) data.
This data is conveniently stored in online databases, such as the Leiden Atomic and
Molecular Databas2(LAMDA, [87]). However, one crucial remark is that both

the theoretical and experimental values have (sometimes very large) uncertainties
associated with them. In Chapter 6, we present a way to take these into account,
but, for now, we assume them to be exact.

There are several relations between the atomic and molecular line data. Hence,
usually only a su cient subset of the data is given from which the other values can
be derived. For instance, the Einsteigg and, gg coe cients are related as,

3
89= %9 89 (2.11)

2The database can be foundchaime.strw.leidenuniv.nl/~moldata
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whereas the Einstein,gg and, gg can be related as,

69 98= 63 go (2.12)

in which, 6g, denotes the statistical weight of lev8l Both relations can be derived
from the condition of detailed balance in thermodynamic equilibrium (see e.qg. [27]).

Similarly, the collisional excitation rates can be related to the de-excitation rates as,

2 2 6
7130 — 7140 ©
98X = 89X exp_

- (2.13)

which also can be derived assuming detailed balance in thermodynamic equilibrium.
Now all the necessary physics, data, and corresponding underlying assumptions

are in place, we are nally in the position to solve the line radiative transfer problem.

2.3 Solution methods

The goal is to solve the radiative transfer equation (1.1), with the emissivity and
opacity given by (2.1) and (2.2). This is complicated because the level populations
that appear in the emissivity and opacity have to be determined from the kinetic
rate equations (2.6), in which the transition rates (2.8) depend on the radiation eld.
Although the radiative transfer equation is linear in the radiation eld and the kinetic
rate equations are linear in the level populations, they are coupled in a non-linear

way. The resulting system thus requires an iterative solution method.

2.3.1 Lambda iteration

Dropping the position dependence on all variables, the kinetic rate equations (2.6)

for each level3 assuming statistical equilibriunmg&g!x° = 0), can be written as,

O n 0
=8 89 =9 98 =8 89 89
9-9Y8
O n o
=9 98 T8 89 =9 98 89 (2.14)
9-9;8
G

=g 89 =9 98 = Oe
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It is important to remember that the radiation eld, and thusy depends on the

level populations through the line contributions to the emissivity and opacity (see
equations 2.1 and 2.2). This dependence can be expressed with a Lambda operator
(see also Section 1.3.5). We de ne this operator such that it yields the mean intensity

in the line when acting on the set of all level populatidds, f =g'x°—for all x and&,

8o= g9 N' gd — (2.15)

where we explicitly denoted the dependencd\gfon, gg In most practical cases, it

is unfeasible to explicitly invert the Lambda operator, i.e. directly solve the radiative
transfer equation (1.1) and substitute the result in terms of the level populations into
the kinetic rate equations (2.14). Instead, we solve equation (2.15, and thus 2.14) in

an iterative way, by evaluatinggusing the values from the previous iteration, i.e.,

[
1= 10 1-0

gg - 89N gg - (2.16)

where,=, indicates the iteration number. Unfortunately, this method, often referred
to asLambda iterationconverges notoriously slowly towards the true solution (see

e.g. [88]), and additional action is required to make it practically feasible.

2.3.2 Accelerated Lambda iteration

Over the years, various methods have been devised to accelerate the convergence of
Lambda iterations (for an overview, see e.g. [26] and the references therein). We
use the operator splitting method, originally introduced in the context of radiative
transfer by Cannon [89, 90], in a similar way to Rybicki & Hummer [91]. The idea

is to split the Lambda operator into an approximated pagt, that can easily be
evaluated and inverted for the current level populations, and aresidual part, g

that can easily be evaluated for the populations of the previous iteration. Hence,

89— 8§N1/4 R 89 89 »NylAt- (2.17)
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where the daggery] indicates that the quantity is evaluated using the previous
iteration. In this way, the contribution of the level populations of the previous

iteration is minimised. The kinetic rate equations (2.14) can thus be rewritten as,

O n o}
=5 80 =9 98 =889 ggN¥%, §q
9-9Ys8
O n 0
=9 98 =889 =9 98 gV, gg (2.18)
9-9i8 '
€

=3 89 =9 98 = O-
where we introduced the e ective mean intensity in the line, de ned as,
89 89 go N'% (2.19)

Note that the e ective mean intensity is now the only quantity in (2.18) that still

depends on the level populations of the previous iteration.

Clearly, the choice of approximated Lambda operator (ALO; igg.is essential
for the success of this acceleration scheme. In some cases, the diagonal part of the
true Lambda operator already su ces [92], however, in 3D models, a non-local ALO

is often preferred. We follow the construction proposed by Rybicki & Hummer [91].

From the rst equation in (1.15), we can identify the Lambda operator, as

de ned in (2.15), for the Schuster-Feautrier form of the radiative transfer equation,
39>N1/4: ng( . > I’T@ — (2.20)

where we used the auxiliary linear operalogg de ned as,
Y 1

1 d L 89 1
Lgp Y4 > 7c . dada 1 ni » Ya (2.21)

Following [91], we can construct an approximation to the Lambda operator by
considering only the diagonal band of a certain widthof the matrix representation

of the auxiliary operatoll, gg We call this operatol, ;4 The operator. 4, is easy
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enough to invert, due to its band diagonal structure. However, using it as the ALO
would render (2.18) into a system of non-linear equations for the level populations,
which would still be hard to solve. In order to retain linearity in equation (2.18), we

instead de ne our ALO as,

ggN¥s —————Lgg - (2.22)

in which we only evaluate the line emissivity in the argumentlLgf, with the

new level populations, and add an extra factor, which goes to unity as the level
populations converge. Since the line emissivity is linear in the level populations (see
equation 2.1), the statistical equilibrium equation will remain linear in the new level

populations, and can be written as,

O n 0
=5 89 g™/ =9 98 T8 89 g9
9-9Y8
O n 0
=9 98 Tga=d4 T8 89 =9 98 sg (2.23)
9-9i8 '
€
, =3 89 =9 98 = O-
9=1

in which the e ective mean intensity, de ned in (2.17), is now explicitly given by,

. [83Ny0
g9 = 8dNY° L g4 e - (2.24)
and we introduced another auxiliary approximated operator,
n #
39
~ 8A0a =8
8784 2o = 98 = 89 Lgg———— ° (2.25)

J 1Ny0

Note that this operator is linear in the new level populations and not symmetric in the
level indicesBand 9 However, since our ALO (2.22) is symmetric in these indices,

it can be implemented in the transition matrix. Furthermore, although we started in
equation (2.14) with arf{(jey  #ev)-matrix equation, with# e, the number of energy

levels in the species, we now, in case of a non-local ALO in equation (2.23), have
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Figure 2.1: Convergence behaviour, represented by the maximum absolute relative change
between consecutive iterations, for several band-diagonal ALOs with di erent
widths, F, computed withMagritte for problem la of the van Zadelho
benchmark [93] (see also Section 3.4).

an #p#iev #p#iev)-matrix equation, with# , the number of points, since the ALO
couples between di erent spatial points. In case of alocal ALO, the resulting system
still decouples for each spatial point. Fortunately, since for reasonable bandwidths

the ALO is very sparse, also the resulting system of equations (2.23) will be sparse.

In summary, using operator splitting, the convergence of Lambda iterations is
improved, since the better the approximatiog, for the Lambda operator,gg the
smaller the values forg, will be, and hence, the smaller the dependence in (2.23)
on the previous (less accurate) approximation to the level populations, which makes

solving (2.23) more like solving the full problem than like solving the iterative one.

Figure 2.1 shows the convergence behaviour over 100 iterations for several
band-diagonal approximated Lambda operators with di erent widthsuch that,
for instance F =1, implies a diagonal matrix: = 3, is a tridiagonal matrix, and
so on. The vertical axis shows the maximum of the absolute change between two
consecutive iterations divided by their average. Initially, we see indeed that the wider
the band-diagonal of the ALO, the better the convergence. However, for widths,
F 7, thereis an elbow point at which convergence signi cantly slows down, and it

slows down more and earlier in the iteration process the wider the band-diagonal. By
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investigating the level populations throughout the iteration process, we can identify
that for all bandwidths the steepest convergence occurs when for the entire model the
iterative solution is either an overestimate or underestimate for the true solution, i.e.
when the change in level populations between consecutive iterations has the same
sign everywhere. This is what happens in the rst few iterations. Once the iterative
solution is close enough to the true solution that for some points it is an overestimate
and for others an underestimate, i.e. when the change in level populations between
consecutive iterations has a di erent sign for di erent points, then convergence
signi cantly slows. This is what happens at the elbow. Currently, we do not have

a satisfying explanation as to why this happens. We also did not nd any reference
to this phenomenon in literature. It should be noted, however, that in practice the
convergence criterion is often already de ned at a maximum absolute relative change
of 10 4, and thus outside the regime where this phenomenon occurs, see €3g. [94]
Therefore, practically, it is probably only of little signi cance. Furthermore, since
(at least empirically) we can signal the issue by monitoring the sign of the changes

between consecutive iterations, it can easily be cured by lowering the bandwidth,

2.3.3 Acceleration of convergence

Accelerated Lambda iterations are often combined agiteleration of convergence
methods to further reduce the required number of iterations. One popular technique
is Ng-acceleration [95], named after Kin-Chue Ng, who proposed itin 1974. Later,

it was introduced in the context of Lambda iterations by Buchler & Auer [92, 96].
However, in mathematics and computer science literature, the same method goes
under many di erent names, such as e.g. Anderson-acceleration, after [97], or more
generally: non-linear acceleration [98]. The main reason for its popularity is its
general ease of implementation and the fact that it can be applied to any iterative
scheme. We nd, however, that in radiative transfer literature [26, 92, 95], this
method is often presented in quite a restrictive way. Therefore, we present here the

non-linear acceleration scheme, more in line with mathematics literature [98].

3AMore precisely, [94] quote a relative accuracyl6f * in the mean intensity, which indeed also
roughly corresponds to a maximum absolute relative chan@® dfin the level populations.
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We start by approximating theggiN?* °%4pperator from equation (2.16) with a

linear operator., such that the resulting (linearised) iteration process is given by,
Sl N (2.26)

Finding the limit of this iteration process corresponds to nding the xed point,
rp, Of theL-operator. After# 1 iterations, we can attempt to make a xed-point

estimate, rpg, With a linear combination (or average) of the, previous iterates,

O O
FPE 2. " =_ with the condition that, = e (2.27)
==1 ==1
The necessity for the additional condition on the sum of the coe cients will become
clear below. For now, it can be viewed as a requirement to interpret the xed-point
estimate as an average of the previous iterates. The desired coe clnttat
would provide a good estimate for the xed point, can be obtained, for instance, by
minimising the error in the (linearised) xed-point condition, i.epe=L Fpg,
with respect to some norm. In that case» 2g/is given by,
( ) 5
c argmin e L e °, 2 22 - (2.28)
c: cl1=1 ==1
where we added a regularisation term, governed by the regularisation constant,
that penalises large numerical values of the coe cier&s, Using equation (2.26),
and leveraging the assumed linearity of theperator, we can rewrite (2.28) as,
80 2.6

c = argmin 2. % 2 - (2.29)
C. CT:I.::I._B =1 ==1 .B

where we de ned the residualsg the di erence between consecutive iterates as,
- " "R, (2.30)

From equation (2.29) it is clear that we had to add the constralrt= 1, since
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otherwise only the trivial solutiorg = O, could be obtained. Note that, in practice,
each "= corresponds to a vector in parameter space, for instance, given by the
di erent points in the model geometry, and thisk is a norm on this parameter
space. If this space is-dimensional, then each-isa -dimensional vector, and,

" »' Yacan be thought of as dni °-dimensional matrix. The minimisation
problemin (2.29), given the constraint on the normalisatiory o&n be solved using

the Karush-Kuhn-Tucker (KKT) theorem [99, 100], and yields,

c = z+11"2°~ inwhichzisdenedby- ' T(T(" , %1 z=1- (2.31)

5

where, 1, is an" -dimensional vector of ones ar(dis the ( )-dimensional
matrix that relates the norm in parameter spkeeto the Euclidean norrkek via
the relationkek = k(*k . To get a better idea of this system that has to be solved
(2.31), one can rewrite it as,

o)

"0 "1, X1 l1 = 1- foreach02 fl—see—ty (2.32)

1=1
where the dot indicates the inner product corresponding to the norm in the parameter
space. For a typical radiative transfer application the dimension of the parameter
space will be much larger than the number of iterations, " . Therefore, the
computational cost of solving for the coe cients;, will be dominated by the
evaluation of the inner products over the parameter space rather than solving the
system (2.32). As a result, this acceleration scheme is computationally relatively

cheap and usually only limited by the memory required to store the previous iterates.

The e ects of di erent regularisation parameters on the xed-point estimates
are shown in Figure 2.2. A larger regularisation parameter clearly results in a
more stable convergence behaviour, however, ultimately, it also leads to slower
convergence. This can be understood, since, although regularisation improves the
conditioning of the resulting linear system (2.31), it also drives the solution away
from its optimal value, as it perturbs the optimisation problem. As a result, we see

in Figure 2.2 that, the higher the regularisation parameter is, the lower convergence
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Figure 2.2: Convergence behaviour, represented by the maximum absolute relative change
between consecutive iterations and the corresponding xed-point estimates with
di erent regularisation parameters, computed withMagritte for problem
1b of the van Zadelho benchmark [93] (see also Section 3.4).

is after 100 iterations. Therefore, a dynamic regularisation parameter should be
preferred, for instance, de ned in terms of the minimum absolute value in the matrix
" T(T(" . However, although regularisation might help improve convergence in
some applications and allows us to prove rigorous bounds (see e.g. [98]), we did not

nd signi cantly improved convergence in any of our radiative transfer applications.

Classical Ng-acceleration corresponds to the case whase xed and_ = 0.
Figure 2.3 shows the convergence behaviour over 100 iterations with classical Ng-
acceleration for several order$,, which were recorded for problem 1b in the
van Zadelho benchmark [93] (see also Section 3.4). Often Ng-acceleration is
only applied after a certain level of convergence is already reached. This can be
justi ed, since we assumed that the;gN?* °%pperator can be approximated by
a linear operator, which is only guaranteed close to the xed-point. Hence, in
the rst few iterations, when iterates can still be far away from the xed-point,
the proposed xed-point estimate is not guaranteed to be any good. After this,
acceleration steps are usually applied periodically after a xed nuniberof
regular Lambda iterations. The dotted lines in Figure 2.3 show the e ect of waiting

for 20 iterations before applying Ng-acceleration. Nevertheless, this results in very
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Figure 2.3: Convergence behaviour, represented by the maximum absolute relative change
between consecutive iterations with classical Ng-acceleration for several orders,
", computed witiMagritte for problem 1b of the van Zadelho benchmark
[93] (see also Section 3.4). The dotted lines show the minor e ect of waiting
for 20 iterations before turning on Ng-acceleration.

similar convergence behaviour. For this particular model, the best convergence is
observed fof* =8, however, this is not in general optimal. The more iterates, the
better the approximation, but the smaller the gain in accuracy over computational
cost. Furthermore, the ordér,, is mainly limited by the memory available to store
the previous iterates. Since it is hard to express the desired e ects in terms of what

to do after how many iterations, we propose a dynamic acceleration approach.

Dynamic non-linear acceleration We propose to run the acceleration steps in
parallel with the regular iteration scheme, i.e. perform regular iterations and compute
every time the corresponding xed-point estimate based on all available regular
iterations, while checking the convergence of both the regular iterations and the
resulting series of xed-point estimates. The number of available iterationss

prede ned by the memory capacity of the system and the model under consideration.
When either the xed-point estimates show better convergence than the regular
Lambda iteration, or the maximum number of stored regular iterations is reached,
the last estimate is injected into the regular iteration scheme. Then, the previous
iterates are deleted, and starting from this xed point estimate, the regular iterations

are continued, again with the acceleration steps in parallel, storing the previous
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Figure 2.4: Convergence behaviour, represented by the maximum absolute relative change
between consecutive iterations, with our new dynamic non-linear acceleration,
for several storage maxima, computed withMagritte for problem l1a of the
van Zadelho benchmark [93] (see also Section 3.4). The grey lines show the
previous results with Ng-acceleration from Figure 2.3.

regular iterates, and checking convergence. This allows us to use the xed-point
estimates whenever they show better convergence than the current regular iteration,
hence allowing us to directly capitalise on any potential bene ts.

Figure 2.4, shows the convergence behaviour of the new dynamic acceleration
technique for several storage maximga, Most schemes show signi cantly better
performance than their classical counterparts (shown in grey). Onty fod, the
advantage is very minor. This can be understood, since, when only 4 previous
iterates are available, it turns out that for this particular problem the convergence
rate of the xed-point estimates almost never drops below the convergence rate
of the regular estimate, such that acceleration is just applied after every 4 regular
iterations, e ectively rendering this into classical Ng-acceleration of ofdet 4.

The other schemes (= 8-16-32) all show very similar good convergence. Hence,

we eliminated the need to tweak any parameters (e.g. number of iterations before

acceleration, order of the acceleration scheme). The dynamic scheme automatically
balances the regular and accelerated iterations in a way that outperforms any classical
scheme with the same storage capacity. The only remaining parametemikjch

should be maximised, given the memory constraints.
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Finally, it should be emphasised that a small value for the maximum absolute
relative di erence between consecutive iterations, which we used as a proxy for
convergence, does not guarantee that the iteration process has converged towards
the true solution of the system. Therefore, it is always advised to check whether the
obtained solution is indeed the true solution. Although there is no single method that
can guarantee this, one can always gain more con dence in a solution, for instance,
by starting the iteration process at di erent initial conditions and checking whether
they always converge to the same solution. This is the method that we used to check

the convergence for the examples in this thesis.

Throughout this chapter, we presented the mathematical ingredients that are
required to model line radiative transfer. In the next chapter, we will demonstrate
how these are implemented in our software librdiagritte . In other words, we

will present the lines of code, to decode what spectral lines encode.



Chapter 3

Magritte : design & performance

The best code is the code that is never(theless) written.

after Edsger W. Dijkstra

3.1 Introduction

The computational di culties encountered in line radiative transfer, as discussed in
Chapter 2, require a highly e cient solution method. In this chapter, we present the
design and evaluate the performanceMsgritte , a modern software library for
radiative transfer. This library was developed to test the ideas presented in this thesis,
but also as a practical tool for astrophysics, in particular, for stellar wind research
(see e.g. Chapter 4). The goal was to work towards a solver that can provide fast and
reliable on-the- y radiative transfer in hydro-chemical simulations. Since the main
obstacle is the computational cost, there is a strong emphasis on performance.

But why did we build yet another radiative transfer solver? Admittedly, ve
years ago, there were already several 3D radiative transfer solvers available, see for
instance [35 38, 41 43, 45, 48]. First of all, we wanted to go back to the classical
formal methods and avoid Monte Carlo methods to maximise our control over the
solver. The idea was that modern computer hardware had evolved enough to be able
to bene t from the robustness of classical formal methods. We thus wanted a library
that could leverage vector instructions, multi-core and multi-node parallelism, as
well as accelerators. To achieve this in any existing code base usually requires a
complete rewrite of all internal data structures, which encouraged us to develop our

own with parallelisation and acceleration already in mind.
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In retrospect, however, it probably would have been better to start from an
existing radiative transfer library that already had a good front-end (i.e. data input,
model setup, output), such as e.g. the retegiitweaver [101], such that we could
concentrate on the back-end. Furthermore, it probably also would have been better
to rely more on existing back-end libraries, for instance for linear algebra, so we
could focus our e orts on the problems speci c to radiative transfer, adhering more
to the advice of E. W. Dijkstra at the beginning of this chapter (see also Chapter 7).

Nevertheless, we developed a new software library for 3D radiative transfer,
namedMagritte , for which the source code of the latest version can be found on

GitHub atgithub.com/Magritte-code/Magritte

3.2 Design strategy

In the following, we describe the overall a posteriori design strategylfgritte .

It should be noted that in the past ve years the entire code base has been rewritten
completely at least seven times. The design principles presented below should thus
be read as the lessons learned throughout this design process, rather than as a set of

predetermined principles used in its design.

3.2.1 Parallelisation & acceleration abstractions

One of the key motivations to build a new radiative transfer library was to be able
to tailor its data structures such that they could leverage multi-core and multi-node
parallelism, as well as di erent types of accelerators from several di erent vendors.
The challenge, however, is to do this in a maintainable way, and avoid having to
write an entire separate implementation for each programming model. The goal is
thus to have a single source code that is portable between the di erent programming
models. However, portability alone is not enough, since the resulting program
should, of course, also still perform well within each programming model.

Following the example of the data-parallel mathematical object libGarg 1
by Boyle et al. [68], we identify two key steps to achieve (performance) portability:

(1) abstract away all programming model-speci ¢ and vendor-speci c interfaces

1See alsaithub.com/paboyle/Grid
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behind a single internal interface, and (2) abstract away the memory layout of all
data structures such that they can be tuned for each speci c implementation. In this
way, portability is achieved since the application can be written entirely in terms
of the abstractions, and only the abstractions have to be implemented separately for
each programming model.

In Magritte , we collected all parallelisation and acceleration abstractions in a
separate header-onfy++ library, that we namedParAcAbs2 As such, they can
readily be reused in other projectBarAcAbs mainly consists of a set of custom

data types andd++) preprocessor macros for paralfet -loops.

ParAcAbs data types The data types include ¥ector, Matrix , and Tensor
structure, and their thread-private counterparts narvedtorTP, MatrixTP, and
TensorTP. Furthermore, there is a speciéctor3D structure with some additional
functionality for geometric computations. AfarAcAbs data types can also be set
and accessed iPython via PyBind113[102]. The main idea behind thRarAcAbs

data types is best illustrated with a (simpli ed) version of ¥ector structure.

template <typename type>
struct Vector

{

std::vector<type> vec;
type* dat;
type* ptr;

void set_dat()

{
if (contextAccel()) dat = ptr;

else dat = vec.data();

}

type operator[](size_t id) {return dat[id];}
3

This is just a wrapper around tl@++ standard library containestd::vector
containing two extra pointedat andptr . From the de nition of theoperator|]
we see that the pointediat, points to the data that will be accessed when indexing

theVector . If there is another device, such as e.g. a GPU, the poipiter,points

2See als@ithub.com/Magritte-code/Paracabs
See alsgithub.com/pybind/pybind11
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to the same data on that other device. $he dat function sets the pointedat,
either equal to the pointer of tled::vector or to the pointeptr , depending on
the context. The context is determined with the functontextAccel() , which
returns true if the program is in a context which is to be executed on the accelerator,
and false otherwise. Note that, to avoid overhead, the context is not checked at
every data access, i.e. not in thygerator[] . Instead, every time the context might
switch, theset_dat function must be called to make sure the right pointers are used
internally. The other functions, notincluded in the listing above, are mainly memory
management functions, for instance, to allocate, de-allocate, and copy memory both
for the host and the device.

TheMatrix andTensor structures both derive from théector structure and
di er only in the number of indices. The corresponding thread-private structures
have an additional internal index, representing the thread identi er, and provide the
same functionality, with the only di erence that, within the context of a parallel
loop, each points to its own thread-private memory location. For example, a thread-
privateVector, de ned asVectorTP, is the same asMatrix , but with one index

indicating the thread identi er.

ParAcAbs macros Parallelfor -loops are implemented iRarAcAbs as variadic
macros in which the loop body is substituted in a capturing lambda. To illustrate how
this works, we present below a (simpli ed) version of thecelerated_for -loop,

as implemented iICUDA [69].

namespace pa = paracabs::accelerator;

#define accelerated_for(i, total, ... ) \

{ \
contextAccel() = true; \
auto | = [=, *this] __device__ (size_t i) mutable \

{ \
__VA_ARGS__; \

b \

decltype()* | _ptr = (decltype(l)*) pa::malloc(sizeof(l));\

pa::memcpy_to_accelerator(l_ptr, &I, sizeof(l)); \

dim3 nblocks = pa::nblocks();

dim3 nthreads = pa::nthreads(); \

apply_l <<<nblocks, nthreads>>> (total, |_ptr); \

contextAccel() = false; \
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template <typename Lambda>
__global__ void apply_I (size_t stop, Lambda* 1)

{
size_t start = blockldx.x * blockDim.x + threadldx.x;
size_t stride = gridDim.x * blockDim.x;
for (size_t i = start; i < stop; i += stride)
{
lambda->operator()(i);
}
}

Theaccelerated_for -loop has two named arguments, the listyepresenting the
index that is looped over, and the secotadal , represents the range of the index,
suchthat 2f0-e+esotal 19 When entering and leaving thecelerated for -
loop, we notice that the context is explicitly switched by settingtextAccel()
Furthermore, the remaining arguments of the variadic macro (indicated.with
are substituted (indicated as VA_ARGS) into the capturing lambda, namet:
All variables are captured by copy. The version given above is meant to be used
within a class, sincéthis indicates to capture also the enclosing object by copy.
The resulting lambda expressidn thus yields a function that contains the body of
theaccelerated_for -loop. Since many variables can be contained in these objects,
the lambda expression can become large and cannot be transferred to the device in
a function argument, but rather has to be copied explicitly. Finally, the (pointer to
the) lambda expression is passed to @é¢DA-kernel, nameapply_| , in which
the lambda is iterated over in a strided loop. In the absence of an accelerator, the
accelerated_for -loop is rede ned as a simple multi-threaded loopOpenMP,
and in the absence @penMR this is again rede ned as a simple seffiat -loop.
In this way, by abstracting the behaviour of an accelerfmtedoop, and falling back
on other options depending on the available hardware or the preferred programming
model, we can obtain portable code with minimal duplication. ParAcAbs, a
similar implementation is also available f8i¥CL.

Finally, we should note that thearAcAbs abstraction layer presented above
should only be regarded as a temporary design solution for performance portability.

Hopefully, it can soon be replaced by a standard uni ed programming model.
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3.2.2 Parallelisation & acceleration strategy

In the previous section, we demonstrated how parallelisation and acceleration can
be implemented in a portable and yet maintainable way, by abstracting away all
speci cs behind an interface. The question remains, however, where which type of

parallelism should be used in radiative transfer computations.

Magritte is a formal solver (see also Section 1.4) that solves the radiative
transfer equation (1.1) on a ray-by-ray basis, i.e. the radiation eld is computed
for each ray, through each point, and that for each frequency bin. The resulting

computation of the radiation eld can thus schematically be written as follows:

for (direction: directions)

{

for (point: points)

{
Ray_pair ray_pair = trace (direction, point);
for (frequency: frequencies)
{
solve_radiative_transfer (ray_pair, frequency);
}
}

The trace function traces an antipodahy_pair , i.e. a straight line, through

the model, originating from the givepoint , in the givendirection and its
antipode. Then, theolve_radiative_transfer function solves the radiative
transfer equation along the giveay pair , and for the giverirequency . There

are several possible strategies to parallelise and accelerate the above computation.
We will rst outline our entire strategy and then justify our particular choices.

The simplest yet e ective parallelisation strategy for this computation assigns
one type of parallelism (multi-node, multi-core, and vectorisation respectively) to
each of thefor -loops: The outer loop over the di erent directions is parallelised
usingMPI to be distributed over the multiple nodes in the system, the middle loop
over the di erent points is parallelised usit@penMPto be split over the di erent
cores inside each processing unit, and the inner loop over the di erent frequencies

is vectorised.
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Multi-node The reason to distribute the outer loop over the nodes in the system
is twofold: On the one hand, simply to increase the computational throughput by
executing the calculations concurrently, but, on the other hand, also to distribute the
memory cost over the di erent nodes in the system. The radiation eld is by far the
largest data structure in this simulation. It is stored as one double-precision oating-
point number for each direction, point, and frequency bin in the model. Every
node has its own memory and can be made to store the radiation eld only in the
directions it is concerned with. As such, the memory cost per node can roughly be
divided by the number of nodes. Furthermore, since the transfer equation is solved
on a ray-by-ray basis, no communication is required between the nodes during an
iteration, such that the communication overhead can be kept to a minimum. Only
at the end of an iteration, reductions are required, for instance, to integrate over
the di erent directions and compute the mean intensity. Finally, since a typical
3D model requires to take into account hundreds of directions, this strategy can (in
principle) be scaled up to hundreds of nodes. The multi-node scalintagfitte

is discussed in Section 3.4.3.

Multi-core Given the distribution over the nodes as described above, the next level
of parallelism in the software should be split over the next level of parallelism in

the hardware, i.e. the di erent cores within each node. Before the rays are traced,
there is no way to know which points in the geometry will be needed where in the
computation. Therefore, it is favourable to have them all in the shared memory of
each node, and not distributed, as we did with the directions. The multi-core scaling

of Magritte is discussed in Section 3.4.3.

Vectorisation Solving the radiative transfer equation along a given ray pair requires
the execution of exactly the same instructions for each frequency bin. The only thing
that is di erent are the values for the radiative properties at each frequency. As a
result, the computations for di erent frequencies are ideally suited for vectorisation,
i.e. by grouping the operations for multiple frequency bins into vector (or SIMD)
instructions. When the loop over the frequencies is written out explicitly, as done in

the code sample above, it will be hard for any compiler to recognise this optimisation
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opportunity. Therefore, it is better to ensure that the frequency index is laid out
contiguously in memory, and then abstract away the frequency index of each variable

behind a vector type, such that operations between objects of this type, for instance,

vectorType<double> a, b, c;

automatically translate to a loop over the frequencies, i.e.,

for (int f = 0; f < frequencies.size(); f++)

{
}

a[f] = b[f] + cff];

The latter will most likely be vectorised by the compiler, given the right compiler
ags. To ensure this, one can also explicitly de ne the operatorsextorType
variables in terms of the corresponding intrinsic vector instructions, such as done
for instance inGrid [68]. In Magritte , although we successfully implemented the
explicit vectorisation fromGrid in an earlier version, we dropped it later on for
compatibility reasons, and rely now on the compiler for automatic vectorisation. In
the future, it could conveniently be reintroduced by implementing it, for instance, in

the data types provided iParAcAbs.

GPU acceleration Since GPUs are in essence large vector processors, i.e. able
to execute vector instructions but on much larger vectors, the above considerations
about vectorising over the frequencies can also be used to implement a GPU version
of the solver. The most straightforward way to do this, is to o oad the entire
solve_radiation_field function to the GPU, and use the (now larger) vector
instructions again to act on the frequency indlexThe simplest way to target
multiple GPUs per node, is to create multiple processes per node, each targeting a
single GPU. It should be noted that, in this case, the performance of the node is most
likely bounded by the data transfer between the CPU and GPU, and the number of
available GPUs in the node. Performance can thus be enhanced by streamlining the

data transfer, and by grouping computations to create more vector parallelism. We

4Following the CUDA nomenclature, this means taking the data that is meant for the di erent
SIMD-lanes in the CPU and map it to the di erent SIMT-lanes in the GPU.
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tried to do this in several ways, from grouping the computations for di erent rays,
to o oading the entire for-loop over the di erent points. The main di culty in
creating additional vector parallelism that is not inherent to the computation is that
it requires quite some orchestration of the computations on the GPU. Unfortunately,

we did not yet manage do this in a way that signi cantly improves performance.

3.2.3 Test strategy

Proving the correctness of (scienti c) software is in general very hard, since the
resulting output usually depends on an extremely large number of parameters. Some
of these parameters, such as the input data and the source code, we can control and
test, as we describe below. However, we cannot strictly control every parameter,
since, for instance, the source code is not written in machine code, but rather in a
higher level language (such Bgthon or C++) that is then translated (or compiled)
into machine code. This translation often involves an optimisation step, which can
change the order or form of the machine instructions. Although these optimisations
are obviously restricted to guarantee the accuracy of the result up to some level, any
change in the order or form of the instructions can still cause a numerical di erence
in the results, which furthermore might be ampli ed in the rest of the code. A single
source code compiled at di erent levels of optimisation can thus yield di erent
results, which makes it hard to strictly control the accuracy.

In an attempt to validate the correctness of our software, we therefore require a
testing strategy. IMagritte , we have three layers of tests to do that: sanity checks,

unit tests, and integration or system tests, which we discuss in more detail below.
3.2.3.1 Sanity checks

Sanity checks are small checks throughout the code of properties that we assume
to be true. They are performed on every execution of the relevant portion of code
and can be implemented as simfflestatements, conditionally throwing an error

or warning. InMagritte , the model setup is usually provided by the user through

a Python script, which is quite error prone, since we make various assumptions,
for instance, about the way in which the points, neighbours, and rays are stored.

Therefore, when loading the input, we explicitly test these assumptions, to ensure
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the validity of the input. This type of test is often overlooked in discussions on
testing strategies, but rightfully deserves its place here, since it has been by far the
most helpful type of test in the development and us®lagritte .

Unfortunately, this type of tests is usually unacceptable in performance critical
parts of the code. However, Magritte , given the complexity of the part of the
code that computes the Lambda operator, there is the option to store and perform
sanity checks on the Lambda operator. However, this is not available in production

versions of the code because of the resulting performance penalty.
3.2.3.2 Unit tests

Unit tests verify the validity of a small portion of code and typically concern just a
single function. They are usually implemented as separate test programs that can
be executed individually to test speci ¢ functionality. There are several frameworks
that provide useful tools to facilitate the construction of unit tests, su€ash2 5

andGoogleTest 6 the latter of which is currently used Magritte .

A comment on test-driven development Test-driven development (TDD) is a
software development process in which the requirements for the software are rst
formulated as a set of tests that the software should pass, before the actual code
is written (see e.g. [103]). This is often already implemented on the lowest level
of unit tests, such that the validity of the code is strictly controlled, even before it

is written. This approach has many advantages, as tests are created concurrently
with the code, resulting in a wide test coverage and hence justi able con dence
in the code. If the tests are designed properly, most bugs can be caught very
early on in the development process, reducing the need for complex debugging of
large portions of code. Nevertheless, despite the major bene ts and its success in
certain industries, test-driven development has proven to be more di cult to adopt,
especially in scienti ¢ software engineering (see e.g. [104]). Atleast part of this can
be attributed to a certain reluctance from the developers' side, since it usually requires
quite a large change in work ow and indeed mentality. Moreover, a lot of scienti ¢

software is written by scientists, rather than trained software engineers, who are

SSee alsgithub.com/catchorg/Catch2
6See als@ithub.com/google/googletest
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often less aware of the available tools and development strategies. In addition, most
of the examples and best practices are tailored to large projects involving multiple
developers in an industrial setting, which is often quite di erent from the academic

setting (although recently guidance for best practices has appeared, see e.g. [105]).

Although we heavily endorse the test-driven development strategy, this is not
the way in whichMagritte was developed. As aresult, the (unit) test coverage of the
code is also rather poor. Despite several attempts to reinstate a test-driven approach
at each major rewrite of the code base, it was never consistently maintained. Only
in the later develope®arAcAbs library (see Section 3.2.1), tests were developed
simultaneously with the code, but their utility was somehow limited, since any real
test would require a variety of di erent hardware to run on. In retrospect, the reason
why this worked forParAcAbs and not forMagritte can be attributed to the fact
that for ParAcAbs there was a clear prede ned interface that the library had to
adhere to, e.g. the vector, matrix, and tensor operations, and the pianaHelops.

As a result, tests could be written based on that prede ned and xed expected
behaviour. In contrast, at every major rewriteMagritte the internal structure

of the code changed so dramatically that all tests had to be rewritten entirely, such
that test-driven development implied a major development overhead. Hence, for
instance here, it would have helped to have started development on top of a library
that already had a good front-end, and using more existing libraries for the back-end,
since this would have xed the internal behaviour more. The inability to maintain

a test-driven development strategy can thus in a sense be traced back to the tension
in the dual raison d'étre dflagritte , namely: on the one hand being a framework

to prototype new radiative transfer methods, while on the other hand being a useful
tool for astrophysics. A test-driven development strategy only works well with the
latter, whereas in the former the strategy is usually to develop and either succeed or

fail as fast as possible.

To avoid these di culties in the future development dfagritte , apart from
de ning a clear interface for the front and back-end, we propose to have a much

clearer separation between prototype and production code. This can be achieved
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with proper version control, e.g. witGit, by having a single strictly controlled
production branch, which is fully tested, and using di erent less controlled branches
for each prototype. Since this setup still bears the temptation of pushing untested
code into production, it might be advised to separate real prototyping and production
even more, for instance, by having a completely separate prototyping environment

(or separate language), such as, for instance Jupater notebook [106].
3.2.3.3 Integration & system tests

Integration tests verify the validity of a combination of several smaller pieces of code,
usually concerning the interplay of several functions, and thus test the aggregate of
what would be covered by unit tests. System tests verify still bigger portions of code,
for instance, testing the behaviour of an entire application. We combined integration
and system tests here, since the function call treéddgritte are not that deep,

and therefore integration tests can also be considered system tests.

For the integration or system testsMagritte we considered several semi-
analytical and numerical problems. The details of these models and the performance
of Magritte compared to other solvers is discussed in Section 3.4. Both models and
results of these benchmarks are provided together with the source dddgatte |,
such that its validity can be checked before it is used. Note, however, that it should
be the responsibility of the developer, and not the user, to check their software before

release. Therefore, we also employ continuous integration and deployment tools.

3.2.4 Continuous integration & deployment

Continuous integration (CI) and continuous deployment (CD) are modern practices
in software development that aim to keep the integration and deployment cycle as
short as possible, for instance, by integrating new code into the main source at
least daily (see e.g. [107]). This avoids large con icts between di erent versions
of the code, simplifying and speeding up the development process. Although these
practices are mostly aimed at large development teams, also smaller scale projects,
such adMagritte , can bene t from their practices and tools. Below, we list some
best practices, that can be found for instance in [107], that are typical for Cl and CD,

and we explain how we apply them in the developmentiafyritte .
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Version control Proper version control, for instance usi@g, is an indispensable
tool for any modern software project. It structures the development process and
allows you to see or even revert back to previous versions when things go wrong.

For Magritte , we use &it repository, hosted online daitHub .

Automated builds The build process, i.e. the process of turning the source code
into an executable, has a signi cantimpact on the resulting application. For instance,
the choice of compiler, compiler ags, linking libraries, etc., can all signi cantly

a ect the exact output and performance of the application. Furthermore, tests and
documentation are often linked to a speci c version of the source code, and thus
should be rebuilt together with the source. Therefore, it is advised to have a single
command that can build the entire application with the preferred settings together
with the tests and documentation. Magritte , we useCMake7to orchestrate the
build of theC++ library, thePython library, and the tests. Optionally, this can also

be used to trigger a build of the inline documentation vidttxygen 8.

Test on build Once the application is built, it must be tested. Usigake, the

test suite can easily be incorporated to execute at the end of the build process.

Build on commit To ensure the validity of the repository, it is important to build
(and hence also test, see the previous point) the application each time a change is
committed to the code repository. Locally, on the developer's machine, this can
be automated, for instance, usi@it-hooks, which can trigger the execution of

a command at each commit. For remote versions, for instand8itbfub, one

can use a service, such asnkins9 or Travis Cl 10that allows you to trigger a

build and run tests on a server for each commit to a repository and get noti ed
about their status. The latter is currently usedMagritte . Furthermore, we

also automatically update the online documentation, hosteReadTheDocsl]

at magritte.readthedocs.io . The documentation is part of the source code

7See als@make.org.

8See alsavww.doxygen.nl.
See alsavww.jenkins.io .
1(Bee alsdravis-ci.org

1Bee alsageadthedocs.org .
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and written afReStructuredText , which is built with Sphinx12 To incorporate
the Doxygen-style C++ inline documentation into the onlin8phinx-generated
documentation, we used the convenient conversion padkagehe 13

Now we have established how we designed and implemented the di erent parts

of Magritte , we can focus on the particular methods that we implemented.

3.3 Methods

In this section, we highlight some of the methods useMagritte . It is not an

exhaustive list, but rather some highlights of important and perhaps peculiar aspects.

3.3.1 Discretisation

Discretisation is a key step in the numerical solution of any problem with continuous
variables. Itis crucial, since it puts a hard upper bound on the maximum achievable
accuracy and largely determines the computational cost. Infact, proper discretisation
is so important that we will discuss it in detail in a dedicated chapter. Chapter 5.
Here, we only discuss the minimalist design choices that were made on how to
represent the geometry of a modeMagritte .

Radiative transfer solvers are more often than not used in combination with other
simulations, for instance, for making synthetic observations of a model. As a result,
most of the discretisation is usually inherited from a previous simulation step, which
is usually some sort of hydrodynamics model. There are various widely di erent
discretisation schemes used in hydrodynamics, ranging form regular Cartesian to
hierarchically re ned grids, all the way to smoothed-particle and nite element
methods. In order to accommodate for all of these types of input, we reduced the
number of assumptions we make about the geometry to an absolute minimum. As a
result, inMagritte , we only assume to know the locations of the points or cells in
the geometry and their nearest neighbours. This is just enough information to trace
a path through the model (see also Section 3.3.2 on ray-tracing). Furthermore, those

two properties can easily be derived from any type of discretisation scheme. We

15ee alsavww.sphinx-doc.org .
1%ee alsdreathe.readthedocs.io
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should note that our choice of representation of the model does not fully determine
the geometric discretisation of the radiative transfer equatidnagritte . This is
further determined by the ray-tracing algorithm, as described in Section 3.3.2.

In retrospect, this might not be the optimal choice, since model geometries
can often be converted quite easily (and cheaply) form one format into another.
Furthermore, as we will see in Chapter 5, a pre-processing step is often required
anyway to optimise the geometry for radiative transfer computations. Therefore, a
better approach would be to search for an optimal solver design and adapt the model
geometry to that (see also Chapter 7). Nevertheless, although perhaps not optimal,

the current design has already resulted in a useful tool that lead to interesting insights.

3.3.2 Ray-tracing

In order to solve the radiative transfer equation along a certain ray, the emissivity
and opacity of the points that are encountered along that ray are required. Moreover,
the path length that the ray traces through the neighbourhood of each point must
be computed. Since we aimed to keep the ray-tracing algorithm as general and
discretisation agnostic as possible, we choose to only assume the locations of points
and their nearest neighbours (see also Section 3.3.1).

The ray-tracing algorithm iMagritte was originally inspired b@D-PDR[42],
but was signi cantly simpli ed and optimised, especially since the latter assumed
that all ray paths could be stored in memory, an assumption that impeded scaling
beyond geometries with more thdf® points. The idea behind the ray-tracing
algorithm in Magritte is to walk along the ray from one point to the next and
determine the path length through the neighbourhood of each point by projecting
the points onto the ray. To determine which point is next, the set of all nearest
neighbours of the current point is considered. From this set, the neighbour is chosen
which is closest to the ray and whose projection on the ray lies farther than that of
the current point. This procedure is then repeated until a point on the boundary
is reached. Figure 3.1 shows a visual example of this algorithm. Once a pair of
antipodal rays is traced, a straight line through the entire model can be formed along

which the radiative transfer equation can be solved.
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Figure 3.1: A visual representation of the ray tracing algorithmMaagritte for a ray,' ,
originating from a poin$ . The neighbourhood of each pointis visualised by the
corresponding Voronoi cell. The goal is to nd which points are encountered
along the ray. Clearly, the poirg itself lies on the ray. The next point
encountered is the neighbour®fthat lies closest to the ray. We call this point
% . Now the next point to be projected is the neighbou#®that lies closest
to the ray and is farther away frof than%. The last condition is there to
ensure that one proceeds along the ray towards the boundary. This process is
repeated until a boundary point is reached.

Especially in line radiative transfer, it is crucial to properly sample the velocity
eld, since too large a step in velocity from one point to the next can Doppler-shift
a line directly from one wing to the other without capturing the e ect of the core of
the line. Therefore, in each step from one point to the next, the change in velocity
along the ray is computed and checked for large variations. If the velocity eld, and
thus the resulting Doppler shift, changes too much the emissivity and opacity are
interpolated between the points, such that the velocity steps are only a certain (user
de ned) fraction of the local line width. In this way, we avoid losing or improperly

accounting for line contributions due to an inadequate sampling of the velocity eld.

Ray-tracing in 1D (spherically symmetric) models The ray-tracing algorithm
described above can also be adapted to work in 1D (spherical symmetric) models.
The main complication is the way in which the geometry for these models is usually
stored. Because of the spherical symmetry, it su ces to de ne spatial points in the
interval, » in—"ouiZaWith ' i and" oy, respectively de ned as the inner and outer

radius of the model. A ray through this geometry will thus either move up from one
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layer to the next layer above untib; is reached, or it will move down form one layer
to the next layer below. This later case, however, is slightly more complicated, since
the ray will travel down until a certain layer is reached corresponding to the impact
parameter of the ray, after which the ray will travel up again (in terms of the distance
from the centre) until agaihot is reached. Apart form this slight complication that

is not encountered in the general 3D case, ray-tracing can go on exactly as before.

3.3.3 Solvers

As described in Chapter 2, there are two main equations that alternately need to
be solved in the Lambda iteration approach to line radiative transfer: the radiative
transfer equation (1.1), and the equation of statistical equilibrium (2.23). Next, we

brie y describe the solvers that are used for each of these equatidnagritte .

Radiative transfer Once aray istraced (as described in Section 3.3.2), the radiative
transfer equation has to be solved along that rayMagritte , this is done in the
second-order Schuster-Feautrier form that was introduced in Section 1.3.4. The
Schuster-Feautrier equation is solved using an improved version of the tridiagonal
matrix algorithm (or Thomas algorithm), as proposed by Rybicki & Hummer [91].

In addition, we use the improved boundary conditions, as proposed by Auer [108].
This is used as the default solver Magritte . Optionally, we also provide a
fourth-order (or Hermitian) solver, based on an improved version of the discretised
Schuster-Feautrier euqgation by Auer [109]. The derivations and details about our

particular optimised implementation of these solvers can be found in Appendix A.

Statistical equilibrium  The statistical equilibrium equation (2.23) is a sparse
linear system that can readily be solved with any standard (optionally sparse) linear
equation solver. IiMagritte , we use the sparse LU-solver provided in Bigenl4
library [67]. Since solving the radiative transfer equation is orders of magnitude
more computationally expensive than solving the statistical equilibrium equation,

we did not optimise the latter.

16ee als@igen.tuxfamily.org
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3.3.4 Imaging

Once the state of the medium and the corresponding radiation eld are known, one
can infer how the model would appear in observations, by making synthetic images.
In Magritte , a synthetic observation viewed from a certain direction is constructed
by considering the outgoing intensities at the endpoints of all rays in that direction.
The positions of these endpoints are then projected on the plane orthogonal to the
viewing direction. This results in a 2D point cloud in the image plane, each with

a corresponding intensity. Finally, an image can be obtained by interpolating the
intensities form the 2D point cloud onto a regular grid with the desired resolution.
This interpolation can easily be achieved, for instance, witlgtitglata method in
Scipy[110]. Since we use the data from every ray, the 2D point cloud usually highly
over-samples the image, such that a simple (and fast) nearest neighbour interpolation
often already su ces. Examples of the resulting synthetic observations created with

Magritte can be found in Chapter 4.

3.4 Tests & benchmarks

To demonstrate the validity of our methods and to better understand their limitations,
we have conducted a series of comparisons with analytical models and benchmarked

against established radiative transfer solvers.

3.4.1 Semi-analytical tests

To assess the accuracy of the ray tracer and radiative transfer soMagritte

we rst reproduce some semi-analytically solvable line radiative transfer models.
This will help us later to better assess the uncertainties associated with the results of
our simulations. We cannot overemphasise the importance of these analytical tests
as they are the only way to obtain absolute measures of the accuracy (in contrast to

the estimates for the uncertainty presented in Chapter 6).

3.4.1.1 Homogeneous Hubble-Lemaitre models

As a rsttest, consider the transfer of a single li88, 9 on a uniformly spaced grid

with constant molecular abundance, temperature distribution, and velocity gradient.
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The velocity distribution is thus given by the Hubble-Lemaitre law,
Ef =2 VA- (3.1)

where we scaled the velocity, within the velocity gradiedM with the speed of light,

2. The boundary condition is given by incoming cosmic microwave background
(CMB) radiation, i.e a black-body spectrumy, of temperaturg cyg = 2¢725K. If

we assume LTE level populations, the line source func{ig, is spatially constant
(since the temperature was assumed to be constant). In that case, one can nd the
mean intensity by directly integrating the transfer equation,

Y, q
alxo = (389 . a (389 E 4 Oa tXA°__ (32)

in which the optical depthg,, assuming Gaussian line pro les centred arousg,
and with a line pro le width,Xgg is given by,

' a atl Vvo

J 89 Erf ag9 ag9

Erf - :
2a V ' Xa&g ' Xa&g (33)

galoz

where Erf is the error function, andx-i° is the distance from point to the
boundary, as measured along the ray in directtonSince the Hubble-Lemaitre
velocity law is both translation and rotation invariant, only the total distance to the
boundary appears in the expression for the optical depth. We consider two di erent
cases: rst, a truly one-dimensional case, considering the mean intensity owing
up and down a single ray, and second, the mean intensity in the full (spatially)

three-dimensional yet spherically symmetric model.

Considering only a single ray in the interval)}-'% the mean intensity at a

pointA2 »0—'Y%as expressed in equation (3.2), reads,
1 h o . Ni
a'® = (ag, 5> a (g 457, 4% - (3.4)

in which the averaging integral over all directions reduces to the half sum of the

intensity owing up and down the ray.
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In three dimensions, assuming a spherical boundary with radiute mean

intensity expressed in equation (3.2) reduces to,

1
C

' = (g, % a (as O\ sin\4 & AT (3.5)
0
in which the distance to the boundaryA-3, is given by,
P
IA-8 = Acos\ , '2 AsirP\e (3.6)

There is no analytic expression for théntegral in the mean intensity (3.5), however,

it can easily be computed numerically.

Note that introducing the spherical boundary breaks the translation invariance
of the problem. As a result, both solutions (3.5) and (3.4) depend on the radial

distance from the centre of the boundary.

Although these are simple models, they can demonstrate some key issues in
numerical radiative transfer modelling. In particular, both models can be used to
directly assess the accuracy of the radiative transfer solver, and to test the sampling in
velocity space. Especially in line radiative transfer it is crucial to properly sample the
velocity eld. This can be tested by adjusting the velocity gradient. By considering
both the single ray and the full 3D model, we can also assess the quality of the spatial

interpolations onto the rays.

In our test setup, we used a ctitious two-level species in a (radially) uniformly
spaced grid»0-'% with ' = 495 km, and a velocity gradier® V=001 s *.
The line data for the ctitious two-level species are summarised in Table 3.1. We
assume a constanbiumber density2 = 10 10'2m 3, and a constant fractional
abundance of the ctitious two-level species =¢+="H2=104 For the level
populations, we assume LTE with a constant temperature distributrod5 K.
Moreover, we assume the gas has no turbulent velocity compoBggpts 0 m/s.
The corresponding 3D model is obtained from the 1D model by mapping each 1D
grid point to a shell of 3D grid points uniformly distributed over a sphere. The

model parameters fovlagritte can be found in Table 3.2.
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Figure 3.2: Comparison betweeRlagritte and the semi-analytical solution of the mean
intensity as a function of frequency, evaluated at di erent radii in the Hubble-
Lemaitre model. The dots indicate results obtained WMtgritte and the
lines represent the analytic results. Frequencies are expressed with respect
to the line centregy; 17988 GHz, as a fraction of the line pro le width,
Xa1 51903 kHz. The relative error of two values is measured as twice the
absolute di erence over their sum.

Table 3.1: Line data of the ctitious two-level species. This is the same ctitious two-level
species as used in problem 1 in the van Zadelho benchmark [93].

2 1lem Y 6261 21[s Y P2 [em¥s]
6.0 30 10 104 20 1010

Figure 3.2 shows a comparison between the solutidviagritte and the semi-
analytical solutions (3.4 and 3.5) of the Hubble-Lemaitre models. The numerical
results obtained witiMagritte clearly agree with the analytic solution with a
relative error well belowl0 4 almost everywhere, where the relative error of two

values is measured as twice the absolute di erence over their sum.
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3.4.1.2 Simple power-law density distribution

As a second test, consider the transfer of a single 86e,9 on a logarithmically
spaced grid, with a constant temperature distribution, with no velocity eld, and a

density distribution corresponding to the singular isothermal sphere, given by,

%o forAY '

.2
.§:H21' in°® = forA 'in

=10 = (3.7)

where' i, is the inner radius of the model. The boundary condition is given by
incoming CMB radiation, i.e. a black-body spectrum,, of temperaturg cmg =
2¢725K. If we again assume LTE level populations, the line source funcfigyn,

is spatially constant. As a result the mean intensity is again given by equation (3.2).
To compute the optical depth, one needs to integrate the density distribution along

every ray. Assuming a spherical boundary with radiughe optical depth reads,

j8o0a’A c Asin\
. — \, arccos —
sin\ 2

QIA-] = 5.A-8 —  (3.8)

where 5tA—8 accounts for rays going through the empty cakeY('i), and reads,

§2arccosA.s+”\ for \ Y\ core

51A—8 in (3.9)
20 for \ \corer

Whether or not a ray passes through the empty core is determined by the direction
of the ray at each radiu§core = arcsint’ j5e2. We consider again both a truly

one-dimensional single ray model and a full three-dimensional solution.

Considering only a single ray in the interval'-=" %the mean intensity reads,
1 h o
2 = (e, 5 a (s 4 %7, 48— (3.10)

where the average over all directions reduces to half the sum of the intensity owing

up and down the ray. Note that both limits, 0, and,\\ ! c, are well-de ned.
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In three dimensions, one can simply integrate over the entire solid angle to

obtain the mean intensity,

1
C

a (o . d\ sin\ 4 &A% (3.11)

NI

a'® = (a5,

However, one should be careful in distinguishing between rays that do and rays that

do not pass through the empty core of the model.

For this test, we used the same ctitious two-level species as before (Table
3.1) in a radially logarithmically spaced grie, ijn—'% with, ' jn =10 10 m,
and' =748 10 m. The H number density just outside the empty core is
=Hz1' . 0=2¢) 103 m 3, and a constant fractional abundance of the ctitious
two-level species =Ce=M2=10 6 is used. To obtain the level populations, we
assume LTE with a constant temperature distribujion 20 K. Furthermore, the
gas has a turbulent velocity componédat;, = 150m/s. The 3D model is obtained
from the 1D model by mapping each 1D grid point to a shell of 3D grid points
uniformly distributed over a sphere. The model parametersfiagritte can be
found in Table 3.2. This model setup is identical to problem 1b in [93]. However,
here we are only interested in the resulting radiation eld when the levels are in LTE

(see also Section 3.4.2).

Figure 3.3 shows a comparison between the solutioMafritte and the
semi-analytical solutions (3.10 and 3.11) of the simple models with a power-law
density distribution. The numerical results obtained viithgritte clearly agree
with the analytic solution. Only at the steep edges of the line, there is a larger relative
error ( 04), which can be attributed to the steepness of the model solution that is

not properly resolved by the discrete grid.

3.4.2 Cross-code benchmarks

There are no analytic solutions for the full non-LTE line radiative transfer problem,
so the only way to fully test the line radiative transfer modul®liagritte is with
benchmarks against established solvers. Although this does not prove the validity

of our code, it is already reassuring to nd the same results in di erent ways.
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Figure 3.3: Comparison betweeRlagritte and the semi-analytical solution of the mean
intensity as a function of frequency in a model with a simple power-law density
distribution, evaluated at di erent radii. The dots indicate results obtained
with Magritte and the lines represent the analytic results. Frequencies are
expressed with respect to the line centig, 17988 GHz, as a fraction of
the line pro le width, Xg1 35753 kHz. The relative error of two values is
measured as twice the absolute di erence over their sum.

Table 3.2: Magritte parameters for the semi-analytic test models.

model é’ishellg # points # rays #q

50 100 2 100
50 12528 192 100
50 100 2 100
50 12528 192 100

Hubble-Lemaitre

. . 1D
density distribution
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Table 3.3: Magritte parameters for the benchmark models.

model Q#shellg # cells #rays #q
Problem 1 a/b/c/d 50 23280 192 24
Problem 2 a/b 50 23280 192 24

For the benchmarks we used the problems presented by van Zadelho et al.
in [93], and compared our results with the publicly available version of the 1D
Monte Carlo radiative transfer co®atran 1947]. SinceMagritte is intrinsically
multidimensional, the 1D models were mapped to their 3D equivalents by mapping
each 1D grid point to a shell of 3D grid points uniformly distributed over a sphere.

TheMagritte parameters of these models can be found in Table 3.3.
3.4.2.1 Van Zadelho problem 1 a/b

The rst test, referred to as problem 1 a/b in [93], considers a ctitious two-level
species in a spherically symmetric cloud, without velocity eld, with a constant
temperature distribution, and a density distribution given by a power law. The entire
model is thus de ned analytically. This setup is essentially equivalent to the simple
power-law density distribution model in Section 3.4.1.2. The only di erence is that
in problem 1a the relative molecular abundances 10 8, results in a low optical
depth, whereas in problem 1b,= 10 8, yields a relatively high optical depth.

Figure 3.4 shows a comparison between the level populations for problem 1a/b
obtained withMagritte andRatran . Both are clearly in good agreement with
each other, with relative errors well below 0.05, which can be attributed to the fact
thatMagritte uses a 3D model instead of a manifestly spherically symmetric 1D

model as used iRatran .

3.4.2.2 Van Zadelho problem 1 c/d

Since line radiative transfer critically depends on a proper sampling of the velocity
eld along the line of sight of each ray, it is worthwhile to test if this is properly
accounted for. Therefore, we consider again benchmark problem 1 a/b from the

previous paragraph, but this time with a non-zero velocity eld. Although this test

19 he source code can be foundpatrsonal.sron.nl/ vdtak/ratran/frames.html
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Figure 3.4: Comparison of the results for problem 1 a/b of the van Zadelho benchmark
[93] obtained witMagritte (dots) andratran (lines). The relative di erence
of two values is measured as twice the absolute di erence over their sum.

was not part of the van Zadelho benchmark [93], we can still compare our results

with Ratran . We consider a velocity eld that is pointing radially outward,

ViR = K

A i T, (3.12)

in
In the benchmarks below we us®@é 05, and since it is the same model setup as
in Sections 3.4.1.2 and 3.4.2.1, the inner radiusiiss 10 103 m. Furthermore,
we consider two di erent terminal velocitieg; = 10 km/s, andg =50 km/s.

Figure 3.5 shows a comparison between the level populations for problem 1
c/d obtained withMagritte and Ratran . Both are clearly in good agreement
with each other. However, in order to obtain this result, we needed to increase the
number of grid points ifRatran by a factor of 10 (resulting in 500 logarithmically
spaced grid points). For any lower number of grid poilRafran had di culty

properly sampling the velocity eld and produced signi cantly di erent results from
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Figure 3.5: Comparison of the results for problem 1 c/d obtained Withgritte (dots)
andRatran (lines). The indicated velocities are thg for each model. The
relative di erence of two values is measured as twice the absolute di erence
over their sum.

Magritte . This clearly demonstrates the power of the automatic interpolation along

a ray for large velocity gradients, as implemented/liagritte (see Section 3.3.2).
3.4.2.3 Van Zadelho problem 2 a/b

The third test has a more realistic setup and considers the lines of @3napshot

of an inside-out collapse model by Shu [111]. This is referred to as problem 2 a/b in
[93]. The parameters describing the input model were taken from the website of the
benchmart6 The model consists of 50 logarithmically spaced grid points. In each
grid point the radial velocity, gas temperature, micro-turbulence, and both HCO
and H abundances are given. Again there are two cases, one with a relatively low
optical depth where the fractional HE@bundance is; =10 °, and one with a

higher optical depth where the relative molecular abundaneess10 &.

18enchmark websitewww.strw.leidenuniv.nl/astrochem/radtrans/
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Figure 3.6: Comparison of the results of the rst 5 levels (of 41) for problem 2 a/b of the
van Zadelho benchmark [93] obtained witllagritte (dots) andRatran
(lines). The relative di erence of two values is measured as twice the absolute
di erence over their sum.

Figure 3.6 shows a comparison between the results for problem 2 a/b obtained
with Magritte andRatran . Overall, both codes agree well with relative di erences
below 0.3 for the rst ve levels. These di erences can again be attributed to the
fact thatMagritte uses a 3D model instead of a manifestly spherically symmetric
1D model, as used iRatran . Furthermore, these results are comparable to what
Brinch & Hogerheijde nd in their Figure 10 fotime [48], and what Rundle et al.
nd in their Figures 2 and 3 fofforus [112]. Furthermore, Rundle et al. report for
; = 0 a relative deviation from the benchmark [93] of less tB&n[112], which is

also comparable to what we nd.

3.4.3 Performance scaling

Parallelising a program to distribute computations o¥ecompute nodes o#

processor cores, does not necessarily imply#afold speed-up. In fact, it only
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Figure 3.7: Strong scaling plot for the multi-node parallelismNtagritte .

implies an upper bound on the achievable speed-up, since usually not every part of
the program can be parallelised and there is overhead, since the work sharing has
to be managed between the parallel components. Therefore, in order to understand
the gains from parallelising a program, and gauge how e ciently it can utilise given

computational resources, the scaling of the execution time has to be measured.
3.4.3.1 Multi-node

Figure 3.7 shows the scaling of the computation tim&afyritte for problem 1a

in the van Zadelho benchmark [93], when using di erent numbers of compute
nodes in a system. The scaling strongly depends on the load balancing, in this
case, i.e. the balance between the computational cost of solving the transfer equation
along the ray pairs, as they are distributed over the nodes. Since the model from
problem 1a is spherically symmetric, load balancing should be almost perfect and
cannot be the reason for the deviation from perfect scaling, observed in Figure 3.7.
Here, the deviation is largely due to the work-load per node becoming too small
for larger numbers of nodes, such that the relative contribution of the overhead
increases. Remember that to measure strong scaling, one requires a model that can
run decently on a single node, as well as on the maximum number of nodes. As a
result, one often ends up with a rather arti cial setup that would normally not be

executed on such a large number of nodes.
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Figure 3.8: Strong scaling plot for the multi-core parallelismNMagritte .

3.4.3.2 Multi-core

Figure 3.8 shows the almost perfect scaling of the computation tirktagfitte for
problem la in the van Zadelho benchmark [93], when using di erent numbers of
cores in a processor. Since the number of points will always be orders of magnitude
larger than the number of cores in a processor, the load balancing will almost always
beideal. Since, furthermore, no communicationis required, the overhead is minimal,

resulting in almost perfect scaling.

Throughout this chapter, we described the desigMafritte , its practical
implementation, and demonstrated its excellent performance on classical benchmark
problems. In the next chapter, we take this further and consider some examples of

real scienti c applications.



Chapter 4

Astrophysical applications

Everything we see hides another thing.
We always want to see, what is hidden by what we see.

René Magritte

4.1 Introduction

The scienti c method in astronomy is somewhat peculiar, since most theoretical
models cannot be veried by direct experiments, but rather have to be inferred
indirectly from observations. As aresult, for any theoretical model, a key question is:
how does it appear in observations? For observations of electromagnetic radiation,
this is a question about radiative transfer, in particular, about how much radiation is
emitted (or how much background radiation is absorbed) towards the observer.

With the advent of high-resolution spectroscopic imaging, for instance, using
the Atacama Large (sub-)Millimetre Array (ALMA), we can make observations in
unprecedented detail. The detailed images show us complexities that cannot longer
be ignored in models, such as, the distinct non-spherical morphologies recently
observed in the stellar winds around evolved stars by Decin et al. [113]. These
complexities make it very di cult to interpret the data. For the observations in [113]
alone, already tens of thousands of 3D hydro-chemical models are being created to
interpret the data (see e.g. [114 116], and several forthcoming papers). To be able to
compare these models with the data, in order to understand the observed phenomena,
and to draw scienti ¢ conclusions, for instance, about the origins of these complex

stellar winds, we need to know how they would appear in (synthetic) observations.
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This can be done witMagritte , presented in Chapter 3. As other radiative transfer
solvers were deemed insu ciently accurate and too computationally expensive for
this task (see e.qg. [28]Magritte was especially designed to e ciently handle this
dauntingly large and diverse set of models (see also Chapter 5).

In this chapter, we demonstrate havagritte can be applied, in particular, to

create synthetic observations of these intricate hydro-chemical stellar wind models.

4.2 Synthetic observations

There is a hierarchy of several levels of detail that can be incorporated in synthetic
observations, see e.g.[117]. Atthe most basic level, they can be justa simple estimate
for the emission, based on some physical parameters of the model, whereas, on the
most advanced level, they are the result of a full radiative transfer model, possibly
even including instrumental e ects. Here, we de ne a synthetic observation as an
image for each frequency bin, of all the radiation that escapes the model in a certain
direction, against the cosmic microwave background (see also Section 3.3.4). We
do not include any re-scaling based on distance or possible instrumental e ects.

In the following, we consider snapshots of hydrodynamics models of the stellar
out ow produced by a mass-losing asymptotic giant branch (AGB) star, as it is
perturbed by a companion. A detailed discussion of how these models with di erent

discretisation schemes can be representédagritte will be given in Chapter 5.

4.2.1 AMR models

As a rst example, we consider aiPI-AMRVAC [118] hydro-chemical modélof

a mass-losing AGB star, that was kindly provided by Jan Bolte [119]. The AGB
star has a mass of 1 Man e ective temperature of 2900 K, a radius of 0.9 AU,
and a pulsation period of 1 year. The companion has a mass of Q.&rM follows

a circular orbit around the AGB star, with a (constant) separation of 10 AU. The
model uses a hierarchically re ned Cartesian mesh, of which the cell centres (and

their nearest neighbour lists) are used as input geometidgritte .

1The same model is used as an example in Figure 8 in [21]. For a movie of the hydrodynamics
model and the synthetic observations, geetu.be/DQ3tji1IEwMmMM
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Figure 4.1: Channel maps for the CEB€0, =1 O0)-transition in an edge-oNlagritte
synthetic observation of a companion-perturbed AGB wind model, simulated
with MPI-AMRVAC.
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Figure 4.2: Channel maps for the CB 0, =1 O0)-transition in a face-oMagritte
synthetic observation of a companion-perturbed AGB wind model, simulated
with MPI-AMRVAC.
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Figure 4.3: Spectral line forthe C&=0, =1 O0)-transition, obtained by integrating over
the corresponding channel maps for the edgel@iiy Figure 4.1) and face-on
(right; Figure 4.2) synthetic observations. The vertical grey lines indicate the
velocities of the corresponding channel maps.

Figures 4.1 and 4.2 show the channel maps, createdMatjritte , for the
COE=0, =1 O0)-transition in respectively an edge-on and a face-on view on
the companion-perturbed AGB wind model. The synthetic observations are taken
at time step,C= 333 years, in the hydro-chemical model. Figure 4.3 shows the
corresponding spectral lines for these channel maps. These lines are obtained by
integrating over the channel maps, without including any beam e ects.

One can clearly distinguish the di erent spiral components in the synthetic
observations. There is one clear spiral emanating behind the companion, caused by
its gravity wake, and one fainter spiral emerging behind the AGB star, caused by
its re ex motion. Furthermore, in the higher-velocity channel maps of the face-on

view, one can neatly see the wind material glancing o the companion.

4.2.2 SPH models

As the next example, we consider twiantom [120] hydrodynamics models of

mass-losing stars, kindly provided by Silke Maes [115] and Jolien Malfait [116].
First, we consider the regular spiral out ow created by an AGB star of mass

1.5 M , an e ective temperature of 3000 K, an e ective radius of 1.267 AU, and a

wind initiated at 20 km/s, with a mass-loss ratel6f* M /yr. The companion has
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amass of 1 M, and resides on a circular orbit with a (constant) separation of 9 AU.
This model is referred to aS90fast in [115]. The model uses smoothed-particle
hydrodynamics, of which the particles (and their nearest neighbour lists) can directly
be used as input geometryhmagritte . Since no chemistry is included, we derive
the H, density from the mass density (assumingadcounts for all the mass), and

assume a constant fractional abundar€8s =12 = 10 4, for the CO number density.

Figures 4.4 and 4.5 show the channel maps, createdMatlritte , for the
COE=0, =1 O0)-transition in respectively an edge-on and a face-on view on
the companion-perturbed AGB wind model. The synthetic observations are taken
after 5 orbits of the companion in the hydrodynamics model. Figure 4.6 shows the

corresponding spectral lines for these channel maps.

We can clearly see the regular spiral structure emerging in both synthetic
observations. One distinct di erence with the MPI-AMRVAC model from Section
4.2.1 is the symmetry along the line centre in frequency space. This is partially due
to the much larger length-scale at which we are observing, and partially due to the

much more radial nature of the velocity eld in the model, see also [115].

The previous two examples show the applicabilityMégritte for models
that exhibit a morphology that can relatively easily be interpreted. To demonstrate
the level of geometric complexity that can be modelled Withgritte , we present
a nal hydrodynamics model of a mass-losing AGB star with a companion in an
eccentric orbit, modelled witfPhantom. The AGB star has a mass of 1.5 M
an e ective temperature of 3000 K, an e ective radius of 1.267 AU, and a wind
initiated at 10 km/s, with a mass-loss rate2of 10 ® M /yr. The companion has
a mass of 1 M, and resides on an elliptical orbit with a semi-major axis of 6 AU,
and an eccentricity of 0.5. This model is referred tové6e50in [116]. Since
no chemistry was included, the CO number density is again derived assuming a
constant fractional abundanc&® =12 = 10 4, and assuming thatHs responsible

for all the mass density.

Figures 4.7 and 4.8 show the channel maps, createdMatjritte , for the

COE=0, =1 O0)-transitionin respectively an edge-on and a face-on view on the
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Figure 4.4: Channel maps for the CBE 0, =1 O0)-transition in an edge-oklagritte
synthetic observation of a companion-perturbed AGB wind model, simulated
with Phantom.
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