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ABSTRACT 

The hippocampus is believed to play a key role in long-term consolidation 

during sleep. Additionally, hippocampal place cells - pyramidal neurons that fire in 

discrete locations in the space - have been used as a reliable behavioural 

correlate to study learning and memory of spatial tasks. To date, most studies 

investigating memory consolidation focus on recordings from neural data obtained 

during tasks the subjects have been previously overexposed to. While this 

strategy guarantees a higher stability of the spatial map encoding for that specific 

experience, the reality of more naturalistic settings is that both humans and other 

animals can encounter multiple events of diverse duration and relevance on a 

daily basis. Yet, it remains unclear how the brain prioritizes and successfully 

stores multiple novel events. 

To address this question, we exposed a group of rats to pairs of novel linear 

tracks across different days. Each day, rats were allowed to run in each track for 

a different fixed number of laps, and the experience was preceded and followed 

by a sleep session. We found that the hippocampus was able to discriminate the 

different spatial maps even for short exposures with unstable place fields. We also 

observed awake and sleep hippocampal replay of all tracks regardless of the 

stability of their spatial representations. However, when presented with similar 

experiences of different duration in the novel tracks, the hippocampus prioritised 

the consolidation of the longer experience if the spatial representation of the 

shorter one was still unstable. Finally, we found that both awake hippocampal 

replay and theta sequences influenced the levels of subsequent sleep replay. 

These results aim to add further understanding of how experience shapes the 

encoding of different spatial trajectories, and how offline activity contributes to the 

consolidation of their memory representations. 
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IMPACT STATEMENT 

Learning and memory are fundamental brain functions that allow us and many 

other animal species to acquire and remember new skills and experiences. As we 

go about our lives our brain constantly processes large amounts of information 

relating to the wide variety of experiences we go through. Nonetheless, only a 

fraction of this wealth of information and experiences will be remembered. The 

brain needs to sieve through all these experiences and prioritise the ones that are 

worth remembering. This thesis focuses on one of the factors that might influence 

how the brain achieve this: the duration of an experience. 

Using rats as an animal model we can record the activity of cells in a brain 

area critical for memory while the subject encounters experiences of different 

duration. We can then continue to record the activity of the same cells that were 

active during the experience while the animal sleeps, a period that has long been 

known to be critical for memory consolidation. This approach allowed us to 

investigate how the memory representations for different events were formed 

during the experience, how they differed depending on the duration of each 

experience, and how their memory traces were consolidated during sleep or 

updated during future experiences. 

The results from this thesis will benefit the field of memory research but has 

the potential to benefit society more broadly. Achieving a better understanding of 

the brain processes involved in memory consolidation and retrieval is critical to be 

able to detect when such processes go wrong and will ultimately improve our 

understanding of pathologies that present memory impairments, such as 

Alzheimerôs disease, amnesia, or post-traumatic stress disorder.  
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1 INTRODUCTION 

1.1 INTRODUCTION TO MEMORY RESEARCH 

Shared across species, the ability to learn and remember is essential to guarantee 

an individualôs survival. Memories shape us by allowing us to remember everyday 

experiences and acquire new skills, which in turn helps us to achieve a better 

understanding of our surroundings. It thus comes as no surprise that memory 

formation has been one of the most extensively studied fields in neuroscience and 

psychology. 

During the early 20th century neuroscientists started to look for the location 

of physical representation of memory, also known as engram. The first 

experiments seemed to indicate that engrams were not located in a specific region 

of the brain, but rather sparsely distributed across the cortex, with each brain 

structure contributing in a different manner to memory formation (Lashley, 1950; 

Phillips and LeDoux, 1992). Simultaneously, Donald O. Hebb introduced the main 

framework with which researchers have attempted to unravel the neural 

mechanisms of memory formation and consolidation (Hebb, 1949). His work 

proposed a model in which memory is stored in groups of cells, thus creating a 

neural network for information storage. The specific location of such storage was 

yet to be determined. 

Just a few years later, a new study was about to shine light on that enigma. 

In 1955, Scoville and Milner began to study a group of patients that experienced 
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amnesia following the removal of either portions or the entirety of their medial 

temporal lobe (Scoville and Milner, 1957). Their observations directed them 

towards a specific structure within the medial temporal lobe that turned out to be 

necessary for the normal functioning of memory: the hippocampus. Inspired by 

this work, on a clever set of experiments Kim and Fanselow (1992) performed 

electrolytic lesions in the dorsal hippocampus in rats at different time points. Their 

results demonstrated that there was a temporal window where hippocampus was 

essential for memory consolidation, and after that period of time, memory was no 

longer impaired by hippocampal lesions (Kim and Fanselow, 1992). 

With the emergence of follow-up studies, the build-up of new evidence 

allowed the formulation of a new theory for memory formation that has become 

the standard consolidation theory: the two-stage memory model (Buzsáki, 1989) 

(Figure 1.1). This theory posits that newly learned experiences transition from a 

short flexible state that can last hours, known as short-term memory, to a more 

stable and consolidated state in which information can be stored during days to 

years, known as long-term memory (Kandel, 2001). This transition is proposed to 

happen following two stages. First, information is processed in neocortical areas 

during awake behaviour and then rapidly integrated and encoded in the 

hippocampus. Next, during ñofflineò brain states (such as sleep), memories are 

gradually redistributed to neocortical networks, resulting in stabilised long-term 

stored memories (Dudai, 2012; Squire et al., 2015). Thus, this transitioning 

process, also known as systems consolidation, transforms memories by enabling 

their long-term retention and making them more resistant to interference arising 

from subsequently encoded memories (Anagnostaras, Maren and Fanselow, 

1999; Maviel et al., 2004). 
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Figure 1.1. Two-stage memory model. During awake states, the activation of neuronal 

ensembles in the neocortex (pink boxes) triggers a rapid integration of the new information in 

the hippocampal networks (yellow boxes) for a temporary storage. Next, during offline states, 

such as sleep, the information is transmitted back to neocortical areas for long-term retention 

through a process known as systems consolidation. Adapted from (Diekelmann and Born, 

2010). 

1.2 HIPPOCAMPUS AND MEMORY CONSOLIDATION 

The consolidation process itself is still under much debate. For a long time there 

was the general agreement that the hippocampal involvement in sleep-dependent 

consolidation was restricted to the encoding phase: once the memory reached 

long-term stability in the cortex, it could no longer  impaired through hippocampal 

lesions (Kim and Fanselow, 1992; Clark et al., 2002; Maviel et al., 2004). However, 

a growing body of conflicting evidence suggests that, in fact, the hippocampus 

might play a prolonged role, being also necessary for recalling experiences of our 

past (Goshen et al., 2011). For instance, a study showed that whole hippocampal 

lesions can impair both recent and remote memories in rodents exposed to 

contextual fear conditioning (Lehmann, Lacanilao and Sutherland, 2007). 

Likewise, another study looking at the extent of retrograde amnesia in patients 

with medial temporal lobe lesions, found that episodic but not semantic memory 
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was impaired for both recent and distant past (Steinvorth, Levine and Corkin, 

2005). 

An alternative theory was then proposed where the hippocampus was also 

necessary for memory retrieval, and therefore had a continuous role throughout 

the process of memory formation: the multiple trace theory (recently updated and 

renamed as the trace transformation theory) (Nadel and Moscovitch, 1997; Teyler 

and Rudy, 2007; Winocur and Moscovitch, 2011). This theory posits that the initial 

encoding occurs in cortical ensembles, and that instead of storing the actual 

information of the experience, the hippocampus retains an index of the neocortical 

areas that were activated by the behavioural episode. This would create a 

coherent representation between neocortex and hippocampus that will become 

the memory trace for that episode. During recall, contextual cues activate the 

hippocampal index, which in turn triggers the subsequent activation of the 

neocortical patterns and the retrieval of the memory of the episode. However, 

since reactivation commonly occurs in altered contexts, each retrieval results in 

the formation of a slightly modified memory trace for the same episode. The model 

asserts that, over time, the existence of multiple memory traces for the same event 

will result in a semantic representation of the gist of the episode. 

Despite the distinct considerations on the degree of hippocampal 

involvement, the multiple trace theory presents some commonalities with the 

standard view of memory consolidation, and to some extent they could be 

complementary. A consensus across the consolidation theories is that the 

encoding of memories occurs during quiescence and sleep, and that during that 

process the hippocampus works tightly with extra-hippocampal regions. 

Numerous studies have shown that other cortical areas are likely to have an 

important role in memory consolidation, possibly by mediating the first stages of 

learning and encoding (Remondes and Schuman, 2004; Lesburguères et al., 

2011; Cowansage et al., 2014; Vaz et al., 2019), and even determining which 

memories will be prioritised for consolidation during sleep (Bendor and Wilson, 

2012; Dongen et al., 2012; Cairney et al., 2018; Lewis and Bendor, 2019; Wang 

et al., 2019). This has led to the distinction between hippocampus-dependent and 
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non-hippocampus-dependent forms of memory where, for instance, episodic 

memories ï the memories of every day events ï  are mediated by the 

hippocampus, while others, such as the acquisition of motor skills and habits, also 

known as procedural memory, heavily rely on other brain areas such as 

cerebellum and striatum (Bechara et al., 1995; Knowlton, Mangels and Squire, 

1996; Eichenbaum, 2000). Nonetheless, the hippocampus could conceivably still 

be necessary for consolidating memories that do not require the hippocampus for 

its acquisition, as shown in recent rodent and human studies (Sawangjit et al., 

2018; Schapiro et al., 2019). These studies propose that the hippocampus could 

be reactivating those brain areas involved in learning in order to facilitate the 

reinstatement of the cortical memory traces during sleep (Schapiro et al., 2019). 

This would go in line with the idea that the hippocampus can rapidly address the 

high plasticity demands of newly encoded experiences, while the neocortex would 

require multiple repetitions of a memory representation to stabilize the engram 

(Jens G Klinzing, Niethard and Born, 2019). Put together, the current memory 

consolidation models and associated studies suggest that both hippocampal and 

cortical areas could play a role in encoding and storing information in parallel, with 

each area in charge of encoding different aspects of the experience (Rothschild, 

2019). 

1.3 MEMORY AND SLEEP 

If something is clear about memory consolidation, is that sleep is necessary for it. 

All memory consolidation theories seem to support the idea that newly acquired 

information is consolidated through some degree of cortico-hippocampal 

interaction that has as a goal the repeated activation of the memory 

representations. Such complex processing is unlikely to happen during awake 

states, when our brain is actively engaged in processing sensory stimuli and 

learning new associations. But the loss of consciousness during sleep might 

provide an optimal state for this to happen. Supporting this idea, a big body of 

literature has reported the beneficial influence of sleep in consolidating recent 
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experiences in several species (Robertson, Pascual-Leone and Miall, 2004; 

Marshall and Born, 2007; Diekelmann and Born, 2010). In a study where the brain 

activity of human subjects was imaged while learning how to navigate in a virtual 

environment, researchers found that the patterns of brain activity during the 

subsequent sleep matched the ones observed during the awake learning phase, 

suggesting that during rest the brain was repeating the memory representations 

acquired in the task. In addition, the degree of activation during sleep correlated 

with the performance on the task on the following day, suggesting that the memory 

repetitions during sleep improved memory consolidation (Peigneux et al., 2004). 

The correlation between sleep and memory consolidation was later found to be 

causal when it was shown that endogenous slow oscillations induced via 

transcranial stimulation during sleep enhanced the retention of hippocampal-

dependent declarative memories (Marshall et al., 2006; see section 1.3.1 for more 

detailed information about slow oscillations). Similar results were obtained in a 

more recent study where endogenous slow oscillations during sleep were 

enhanced by using a close-loop auditory stimulation paradigm. This manipulation 

both increased coupling of other relevant sleep brain rhythms and improved 

memory consolidation (Ngo et al., 2013). 

Sleep is a phenomenon conserved across species, and as such it has allowed 

researchers to study it extensively in different animals. In mammals, the distinctive 

feature of sleep is its cyclic alternation between two differentiated states: the rapid 

eye movement (REM) sleep and the non-rapid eye movement (NREM) sleep. In 

humans, NREM prevails during the first part of the night (early sleep) and it is 

commonly divided in four stages differentiated by their spectral profile. On the 

other hand,  REM is predominant during the second half of the night and it is easily 

distinguishable by its associated rapid eye movement, muscle atonia, and low-

amplitude oscillations (Diekelmann and Born, 2010; Rasch and Born, 2013) 

(Figure 1.2). The composition of sleep cycles changes across species: in humans, 

the proportions of NREM and REM stages represent approximately 75% and 25% 

of the sleep time, respectively; ferrets, on the one hand, are known to be one of 

the species with the highest proportion of REM sleep (Jha, Coleman and Frank, 

2006; Blumberg et al., 2020); on the other hand, there is scant evidence of REM 
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in dolphins (Siegel, 2005); while sleep patterns in rats can vary from only having 

NREM to alternating cycles of NREM and REM sleep, depending on the light cycle 

and the sleep pressure (Simasko and Mukherjee, 2009). These differences 

between species have added extra levels of difficulty when assigning specific 

functionalities to each sleep state. This is especially true when comparing 

mammals with other phylogenetic groups where other traits such as periods of 

immobility or increased arousal threshold are used to detect and measure sleep. 

Nonetheless, due to the scope of this thesis, we will focus on NREM and REM 

sleep as the main physiological traits. 

1.3.1 NREM sleep 

As mentioned above, NREM sleep is characterised by the occurrence of a range 

of electrical activity patterns that propagate through different brain areas: in 

neocortex, the predominant oscillatory patterns are slow oscillations, which 

coexist with other oscillatory waves, like K-complexes and delta waves; in the 

hippocampus, the main NREM hallmark is the sharp-wave ripples; and the 

principal events travelling from thalamus to cortex are the spindles oscillations. 

In humans, NREM sleep can be divided in four stages according to the relative 

number of spindles and delta waves (Figure 1.2). However, each stage has other 

predominant oscillatory patterns that make them distinguishable. Stage 1 

corresponds to the transition period from awake to sleep state, and as such it 

mainly consists from oscillations normally associated with wakefulness, such as 

slow alpha and theta oscillations. Stage 2 is characterised by the emergence of 

K-complexes and spindles, and together with stage 3, it comprises around half of 

the sleep time. While stage 3 presents a similar proportion of delta waves and 

spindles, the transition to stage 4 is noticeable due to the clear dominance of delta 

waves. However, stages 3 and 4 are probably most known for containing around 

70% of the observed slow oscillations (SO), which are high-amplitude waves (0.5 

- 1 Hz) that travel from prefrontal areas to other neocortical regions. Both stages 

together are commonly known as slow wave sleep (SWS), which is considered to 
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be the deepest NREM sleep state (Jens G. Klinzing, Niethard and Born, 2019). In 

the hippocampus, SWS is recognizable by the emergence of sharp-wave ripples 

(SWR), which are the result of the synchronization of a large depolarizing sharp-

wave in the stratum radiatum of CA1 (0.01 ï 3 Hz) and a short high-frequency 

oscillatory pattern in the CA1 pyramidal layer, the ripple (110 ï 250 Hz) (OôKeefe, 

1976; Colgin, 2016; Jens G. Klinzing, Niethard and Born, 2019). 

  

Figure 1.2. Sleep stages and oscillations. Diagram of the typical human sleep stage profile 

(top) and main oscillations detected during sleep (bottom). The dashed line separates NREM 

from REM sleep. During the early hours of NREM sleep, the brain transitions through lighter 

sleep stages (N1 and N2), followed by the deeper slow wave sleep (comprised by N3 and N4 

stages). The main oscillations detected during those stages are slow and delta oscillations, 

spindles and sharp wave ripples. These oscillations are dominated by recurrent transitions 

between high excitability (UP states) and high hyperpolarization (DOWN states). The second 

part of the night is dominated by REM sleep, characterized by theta oscillations. Adapted from 

(Rasch and Born, 2013). 
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Both SO and SWR are dominated by recurrent transitions between periods of 

highly synchronized neuronal depolarization that results in intense spiking activity 

ï UP states ï and silent periods of membrane hyperpolarization ï DOWN states 

ï (Steriade, Nuñez and Amzica, 1993; Crunelli and Hughes, 2010). In neocortex, 

UP states are the predominant state, and are interrupted by short quiescent 

periods (generating the slow waves). The reverse is observed in the 

hippocampus, with a generally predominant DOWN state separated by short 

bouts of increased neuronal activity that give rise to the UP states (corresponding 

to the SWR). These transitions in the neural population state can result from 

external perturbation (i.e. receiving inputs from other brain areas) or can arise 

spontaneously due to internal fluctuations in the population activity (Levenstein, 

Buzsáki and Rinzel, 2019). However, it is still not clear how the neocortex and 

hippocampus interact with each other while transitioning through these states, as 

it is not only technically challenging to record from both areas simultaneously but 

there are also multiple anatomical pathways by which the interaction can occur. 

The most accepted observation is that ripples coincide with the cortical transitions 

between DOWN to UP state or vice versa (Battaglia, Sutherland and Mcnaughton, 

2004a; Molle et al., 2006; Maingret et al., 2016), but others suggest that the 

coupling is produced by the cortical SO entraining hippocampal neurons and 

triggering SWR (Sirota et al., 2003). Learning how neocortex and hippocampus 

communicate during sleep is key to achieve a better understanding of how 

memories are distributed across brain regions and retrieved when needed. 

In the next sections we will focus on the role of hippocampal SWR and cortical 

spindles: two oscillations associated both with memory consolidation and cortico-

hippocampal communication. 

1.3.2 Hippocampal sharp-wave ripples 

To understand the physiology of the SWR, first we need a brief overview of the 

hippocampal anatomy (Figure 1.3A). The hippocampus is formed by two 

interlaced grey matter regions, the dentate gyrus and the cornu ammonis (also 
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known as hippocampus proper). The dentate gyrus consists of three stacked cell 

layers, while the cornu ammonis is divided in four regions based on their cell 

populations: the CA areas, named from CA1 to CA4. Each of the CA areas 

consists of a densely packed pyramidal cell layer, with specialized cell types and 

connectivity (Oliva et al., 2016b; Dekeyzer et al., 2017). 

 

Figure 1.3. Hippocampal and Sharp-Wave Ripples anatomy. (A) Simplified schematic of 

the hippocampal pathways. Each CA area is indicated with a different colour, while the dentate 

gyrus (DG) is in purple. The arrows indicate the direction of information flow between the areas 

(L, lateral; D, dorsal). (B) Generation of sharp-wave ripple. Axons from CA3 neurons discharge 

into the apical dendrites of the CA1 cells. As the excitation builds up in CA1, the excitatory and 

inhibitory neurons start firing at ripple frequency (110-250Hz). The generalized depolarization 

in CA1 triggers a synchronous activation of the downstream parahippocampal structures (Sub, 

subiculum; Para, parasubiculum; EC, entorhinal cortex). Adapted from (Buzsáki and Chrobak, 

2005; Caruana, Alexander and Dudek, 2012). 

Sharp-wave ripples are fast oscillatory events that lead to synchronous firing 

between the hippocampal CA1 and CA3 regions, resulting in a transient enhanced 

excitability in both the hippocampus and its associated regions. These oscillations 

have been observed in both humans (Bragin et al., 1999; Van Quyen et al., 2010; 

Jiang, Gonzalez-Martinez and Halgren, 2019), and other mammals, such as non-

human primates (Leonard et al., 2015; Hussin, Leonard and Hoffman, 2018), cats 

(Eguchi and Satoh, 1987), bats (Ulanovsky and Moss, 2007) and rodents 

(OôKeefe, 1976; Buzs§ki, 2015). Most recently, SWR have been reported in birds 

(Ondracek, Yeganegi and Luksch, 2019) and reptiles (Shein-Idelson et al., 2016) 



1.3   |   MEMORY AND SLEEP  

 

11 

for the first time, while SWR-like events have been described in the zebrafish 

(Vargas et al., 2012). 

An important fact from the SWR oscillations is that although they most 

frequently occur during NREM sleep, they can also be observed during quiet 

wakefulness. It is well known that the brain oscillatory activity is very different 

between awake and sleep states, and as such, SWR interact with different 

oscillations depending on the brainôs state. During sleep, SWR occur in temporal 

proximity with ongoing neocortical activity, particularly with thalamo-cortical 

spindles and SO. Notably, although SWR and cortical spindles occur 

approximately at the same time, spindles outlast SWR activity, suggesting a 

hippocampal-to-cortical transfer of information during SWR (Sirota et al., 2003). 

This hypothesis will be expanded in section 1.3.2.4. 

SWR during awake behaviour can emerge in different scenarios: when the 

animal is still and resting (but not sleeping), during transient immobility periods in 

the middle of active exploration, or during consummatory behaviours, such as 

grooming or eating (Buzsáki, 2015). Although the mechanisms underlying the 

formation of SWR appear to be the same in awake and sleep states, some of their 

properties differ. During NREM and periods of prolonged immobility, SWR power 

is higher and the sharp wave amplitude is correlated to the peak and magnitude 

of the ripples (OôNeill, Senior and Csicsvari, 2006). On the other hand, SWR 

frequency is faster during quiet wakefulness (Ponomarenko et al., 2008) and tend 

to occur in clusters (events with less than 100ms intervals between them) 

(Buzsáki, 2015). 

1.3.2.1 Physiology of the sharp-wave ripple 

The general view is that SWR oscillations originate through the intrinsic circuitry 

of the hippocampus. As explained in the previous section, the sharp wave 

component of the SWR is the first feature to be detected in extracellular 

recordings. Sharp waves are the result of the summed, synchronous 
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depolarization of the CA1 pyramidal neurons, which gives rise to the characteristic 

deep negative deflection in the extracellular LFP (Figure 1.3B). This depolarization 

is the outcome of a synchronous discharge from axons in a subregion of CA3 into 

the apical dendrites of the CA1 cells (Sullivan et al., 2011; Buzsáki, 2015; Joo and 

Frank, 2018). Studies suggest that the CA3 region initiates the generation of SWR 

due to its excitatory recurrent collateral system: the innate properties of the 

recurrent network would enhance the excitation of a subpopulation of pyramidal 

cells, which would spread through the region giving rise to the synchronous 

bursting activity in the CA3 layers (Csicsvari et al., 2000; Wittner et al., 2007). 

Recent studies have also pointed towards other areas highly connected to CA3, 

such as CA2 (Oliva et al., 2016a) and dentate gyrus (Sullivan et al., 2011; Sasaki 

et al., 2018), as a potential source for modulating the CA3 activity in triggering the 

SWR. In line with this idea, Oliva et al. reported synchronous activation of CA2 

deep layer ensembles prior to the emergence of SWR in CA3 and CA1, and 

followed by a suppression of its activity during the SWR population bursts (Oliva 

et al., 2016a). 

The second feature of the SWR, the ripples, are fast high-frequency events 

that occur in close temporal association to the sharp waves and that are confined 

around the stratum pyramidale, a thin layer in CA1 containing the cell bodies of 

the pyramidal cells. Ripples are hypothesized to emerge as a network response 

to the strong synchronous drive from the sharp wave: following CA3 discharge 

and as excitation builds up in CA1 pyramidal neurons, inhibitory interneurons are 

also being excited. As a result of the generalized depolarization, the excitatory 

neurons and various classes of inhibitory interneurons begin to fire at ripple 

frequency (Csicsvari et al., 1998; Oliva et al., 2016a; Donoso et al., 2018; 

Sanchez-Aguilera, Navas-Olive and Valero, 2018). Thus, while CA3 would be 

important to set the networkôs excitation levels, it is thought that the CA1 local 

circuitry is sufficient to generate the ripples. In agreement with this idea, a study 

found that the magnitude of CA3 sharp waves was positively correlated with the 

ripplesô frequency (Sullivan et al., 2011). Likewise, suppression of CA3 input 

reduced the average intrinsic ripple frequency, but it did not alter the number or 

length of ripples in CA1 (Nakashiba et al., 2009). 



1.3   |   MEMORY AND SLEEP  

 

13 

Interestingly, the CA1 neurons response to the ripples seems to change 

depending on (1) the state of the membrane potential at the moment of the 

oscillation (Hulse et al., 2016) and (2) the location of the neuron within the 

pyramidal layer (Lee et al., 2014; Valero et al., 2015), which will determine the 

level of inhibition received. The variability in the membrane potentials guarantees 

that only specific neurons are recruited during the ripples, thus maintaining the 

fine balance between excitation and inhibition. Hulse et al. detailed study on CA1 

membrane potential dynamics during ripples suggested that it is the identity of 

CA3 neurons, rather than the number of active CA3 neurons, what will determine 

which CA1 neurons are recruited during the ripple (Hulse et al., 2016). In addition, 

they also found that spikes from CA1 cells where phase locked near the trough of 

the ripple ï where inhibition is stronger ï indicating a potential mechanism to 

control the precise spike timing. Putting these results into context, we find that the 

generalized depolarization caused by the sharp wave brings the membrane 

potential of the CA1 pyramidal cells close to the depolarization threshold. 

However, only specific subsets of these neurons will overcome the inhibition and 

fire during the subsequent ripple. The recruitment of this subset of CA1 neurons 

is likely to be determined by (1) its connections with CA3 neurons and (2) their 

lower spiking threshold, possibly potentiated during the earlier awake period. In 

other words, neurons active during the awake behaviour would be more likely to 

be recruited during the ripples, suggesting a potential mechanism for memory 

consolidation by reactivation. In fact, one of the most important features of SWR 

is probably its spike content ï we will expand on this notion later in the replay 

section 1.6. 

1.3.2.2 The role of sharp-wave ripples in memory 

formation 

SWR have been traditionally associated with mnemonic functions, not only for 

consolidation but also for memory retrieval (Wilhelm et al., 2011; Joo and Frank, 

2018; Sawangjit et al., 2020). In addition, SWR may serve other complementary 
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roles, such as planning (Roux et al., 2017), stabilisation of hippocampal 

ensembles (van de Ven et al., 2016) or decision making (Jadhav et al., 2012). 

The causal relationship between SWR and memory consolidation was first 

established by two articles published in quick succession. In the first one, 

Girardeau and colleagues trained a group of rats in a hippocampal-dependent, 

spatial-reference memory task where they learned to navigate to the correct arm 

of a maze to get a reward (Girardeau et al., 2009). After the learning phase, rats 

were allowed to sleep, during which SWR were detected online and immediately 

suppressed by stimulating the ventral hippocampal commissure - which effectively 

impairs interhippocampal communication. The resulting blockage of both SWR 

and its associated spiking activity, caused a significant drop of performance in the 

behavioural task. However, the control group showed the opposite effect: in this 

group, rats received the same type of stimulation but without affecting SWR 

events (with the stimulation occurring with a delay of 80-120ms after SWR 

detection) and did not show any impairment in their performance. This 

demonstrated a role for SWR on memory consolidation. A few months later, Ego-

Stengel and Wilson published the results of a similar set of experiments, however 

this time, stimulating the afferents to the CA1 region to eliminate SWR events after 

their detection (Ego-Stengel and Wilson, 2010). In this study, rats had to learn two 

very similar tasks, a test and a control one. Suppressing sleep SWR after learning 

the test task impaired its consolidation, but did not affect the control one despite 

their similarities. In addition, it was found that spiking activity was suppressed for 

several hundreds of milliseconds after the stimulation, matching with the duration 

of the SWR. Consistent with a role in memory consolidation, it has been shown 

that SWR rates are higher both during associative learning processes (Eschenko 

et al., 2008; Ramadan, Eschenko and Sara, 2009) and after exposure to novel 

environments compared to familiar ones (Cheng and Loren M. Frank, 2008; 

OôNeill et al., 2008). Furthermore, SWR are longer after high-demanding memory 

tasks (Fernández-Ruiz, Oliva, de Oliveira, et al., 2019). 

Interestingly, similar results were observed when suppressing SWR during 

quiet wakefulness. Jadhav et al. applied the above-mentioned close-loop 
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electrical stimulation in ventral hippocampus to eliminate awake SWR while the 

rats briefly paused during the task. Once again, performance decreased 

significantly, suggesting an impairment in the encoding and consolidation of 

learning. Notably, the place fields were not impaired by the SWR disruption, 

therefore linking the mnemonic deficit specifically to the disruption of the SWR 

(Jadhav et al., 2012). These findings were replicated in other species (Nokia et 

al., 2012; van de Ven et al., 2016) and also by stimulating other subcortical 

pathways to suppress SWR, such as the median raphe nucleus (Wang et al., 

2015). 

From a synaptic point of view, SWR have been linked to the synaptic plasticity 

mechanisms traditionally associated with memory formation, namely long-term 

potentiation (LTP), long-term depression (LTD), and spike-timing dependent 

plasticity (STDP). LTP is known to strengthen synaptic connections by inducing 

tetanic stimulation of presynaptic axons coupled with the depolarization of the 

postsynaptic cell (Bliss and Lømo, 1973; Kandel and Schwartz, 1982; Morris et 

al., 1986); while LTD results in the weakening of the synaptic connections (Lynch, 

Dunwiddie and Gribkoff, 1977). On the other hand, STDP is a form of synaptic 

plasticity in which the temporal order of the pre- and postsynaptic activity 

determines whether LTP or LTD will be induced in the postsynaptic neuron 

(Magee and Johnston, 1997; Bi and Poo, 1998; Debanne, Gähwiler and 

Thompson, 1998). Indeed, it has been shown that neurons activated during SWR 

are able to induce LTP at synapses between CA3 and CA1, but only when their 

spike timing occurs at a particular temporal relationship with the SWR onset 

(Sadowski, Jones and Mellor, 2016), as expected in STDP. Similarly, SWR have 

been reproduced in rat hippocampal slices by inducing NMDA-dependent LTP in 

the CA3 region, and notably, the triggered SWR followed the same pathways 

observed in spontaneously generated SWR (Behrens et al., 2005). Thus, by 

inducing STDP-associated LTP, SWR are thought to be strengthening synapses 

belonging to memory traces.  



1   |   INTRODUCTION  

 

16 

1.3.2.3 Homeostatic role of sharp-wave ripples 

The effect of SWR in the hippocampal networks is hypothesised to span beyond 

strengthening the connectivity between neurons. A widespread hypothesis 

regarding the function of sleep suggests that NREM sleep, and more specifically 

SWS, has as a main purpose the restoration and maintenance of synaptic 

connections (Vyazovskiy and Harris, 2013; Xie et al., 2013). During awake states, 

learning and processing of external stimuli require high levels of cellular energy 

and results in a net synaptic potentiation. The idea behind synaptic homeostasis 

is that sleep-associated spontaneous activity renormalizes the network activity 

through synaptic depression (Tononi and Cirelli, 2014).  

A proposed model suggests that SWS performs a homeostatic function during 

the transition from DOWN to UP states by maintaining a stable neuronal firing rate 

distribution. During this transition neurons with high firing rate tend to be the first 

ones to be activated, which means that their synaptic weight will increase, while 

synaptic connections from low firing rate neurons will be weakened. This would 

be because, in agreement with the Hebbian plasticity rules (Hebb, 1949), the more 

a neuron fires, the higher is the chance that it will fire simultaneously with another 

neuron, therefore strengthening the connection between the pair of cells. As a 

result of the heterogeneity in the population firing rate, STDP is thought to lead 

towards an asymmetric potentiation of the synapses, favouring the neurons with 

the higher firing rate (Levenstein et al., 2017). This hypothesis would be 

compatible with the mnemonic function of sleep, as the selective strengthening or 

weakening of synapses could potentially result in the consolidation (remembering) 

or erasure (forgetting) of specific memory traces. By enabling the neurons 

activated during learning to fire earlier during the transitions from DOWN to UP 

states, the memory engrams could be selectively potentiated (Levenstein, Buzsáki 

and Rinzel, 2019). However, studies focusing on this field have yet to agree on a 

unique model due to the diversity of results obtained so far. The model by 

Levenstein et al. has been countered by other studies where researchers, despite 

observing a decrease in the size of dendritic spines in cortical areas during SWS 

(supporting the óforgettingô role), they did not observe a bias effect towards the 
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smallest spines (and presumably the weakest synapses) (de Vivo et al., 2017; 

Diering et al., 2017).  

Based on the bidirectional effect of STDP synaptic plasticity (that is, LTP and 

LTD), it has been suggested that SWR might be playing a key role in sleepôs 

homeostatic effect. A recent study showed that SWR are responsible for triggering 

persistent synaptic depression, therefore restoring learning-induced strengthened 

synapses to baseline levels (Norimoto et al., 2018). This would suggest that 

memory impairment following SWR suppression could not only be related to the 

inhibition of the SWR-associated spiking activity, but also to synaptic saturation, 

thus diminishing the ability to learn. In addition to that, the synaptic downscaling 

induced by SWR could also lead to the selective erasure of memory traces 

via/through a combination of the STDP properties and the recurrent activity 

present during SWR (Lubenov and Siapas, 2008). 

1.3.2.4 Sharp-wave ripples interaction with cortical 

oscillations 

While SWR are considered to be one of the hallmarks of hippocampal NREM 

sleep, so are spindles for the neocortex. Spindles (11-16Hz) emerge from the 

activity of GABAergic neurons from the thalamic reticular nucleus interacting with 

the thalamocortical nuclei, and propagate through thalamocortical fibres towards 

the hippocampus and other neocortical areas (Steriade, Mccormick and 

Sejnowski, 1993; Steriade, Nuñez and Amzica, 1993; Halassa et al., 2011). 

Similar to SWR, spindles have also been linked to a mnemonic function. 

From a synaptic point of view, spindles-associated spikes can promote 

synaptic LTP (Rosanova and Ulrich, 2005), and these changes occur 

preferentially in synapses potentiated during learning (Werk, Harbour and 

Chapman, 2005). Likewise, behavioural studies in rodents and humans have 

reported an increase in spindle activity and density during post-learning NREM 

sleep, some of them showing a positive correlation between spindle activity and 
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subsequent improvement in task performance (Gais et al., 2002; Eschenko et al., 

2006; Fogel and Smith, 2006; Wilhelm et al., 2011; Mednick et al., 2013). Inhibition 

of spindles during sleep also abolished the characteristic memory improvement 

associated with sleep (Schreiner, Lehmann and Rasch, 2015). In a particular 

study with human subjects, researchers only managed to improve memory 

consolidation when cues associated with the task were presented at an optimal 

temporal distance to the emergence of spindles (Cairney et al., 2018). This 

suggested that there is a critical time window where spindles support memory 

consolidation, most likely determined by its interaction with other brain oscillations. 

In line with this notion, a recent study provided experimental evidence that 

phase coupling between spindles, SO, and SWR was key to memory 

consolidation during sleep (Latchoumane et al., 2017). More specifically, LFP 

recordings showed that spindles played a key role in coordinating the coupling of 

these three oscillations: ripples were nested within the excitable phase of the 

spindles (troughs), which in turn were in phase with the up-states of the slow 

oscillations (Figure 1.4B). Notably, enhanced memory consolidation would only 

be observed under these coupling conditions. These results suggest that the 

bidirectional information flow between neocortex and hippocampus depends on a 

fine-tuned temporal relationship between these oscillations (Sirota et al., 2003; 

Maingret et al., 2016). Insertion of random delays between hippocampal and 

cortical events are sufficient to impair memory consolidation (Maingret et al., 

2016), while blocking the coupling of  SWR and spindles appears to interfere with 

cortico-hippocampal interaction causing memory deficits (Novitskaya, Susan J. 

Sara, et al., 2016). 

Put together, the above studies suggest a model where memory consolidation 

is the consequence of a feed-forward interaction between neocortex and 

hippocampus, and where transmission of information is made possible by the fine-

tuned coordination between brain oscillations. A recent model by Rothschild posits 

that during experience, the hippocampus encodes and stores spatial, temporal, 

and contextual information, while neocortex stores the complementary sensory 

information of the same experience (Rothschild, 2019) (Figure 1.4A). During 
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subsequent NREM sleep, the transitions between DOWN to UP states would 

promote an enhanced excitability that would lead to the activation of the 

experience-associated cortical ensembles across the neocortex. Supporting this 

idea, studies in both rodents and humans have reported a peak in cortical activity 

preceding hippocampal SWR, with spindles emerging ~200ms prior to SWR and 

being responsible for triggering SWR-associated firing (Sirota et al., 2003; Ji and 

Wilson, 2007; Peyrache et al., 2009; Staresina et al., 2015; Rothschild, Eban and 

Frank, 2016b; Ngo, Fell and Staresina, 2019). A recent model proposed that the 

increased excitability of the experience-associated cortical ensemble could reflect 

a tagging mechanism by which the brain could prioritise the consolidation of the 

most salient experiences (Lewis and Bendor, 2019). 

 

Figure 1.4. Model on cortico-hippocampal interaction during memory consolidation. (A) 

During experience, hippocampal and neocortical networks encode and store information from 

the surroundings. In this example illustration, the visual cortex (red), auditory cortex (purple), 

somatosensory cortex (green), and hippocampus (yellow) all become activated by different 

stimuli while the rat is foraging. (B) During subsequent NREM sleep, the flow of information 

across different brain areas is possible thanks to the coupling between slow oscillations, 

spindles, and SWR. Spindles are in phase with the UP states of slow oscillations, while ripples 

are nested within the spindles troughs. (C) As the brain transitions from DOWN to UP states, 

the cortical memory trace is activated. This facilitates the information flow towards the 

hippocampus, where it will be reactivated during the SWR. (D) The information is then sent 

back to the cortex, where the cycle will be repeated as the memory traces are consolidated. 

Adapted from (Klinzing, Niethard and Born, 2019; Rothschild, 2019). 
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Next, the model states that the distributed cortical reactivation activity would be 

transmitted to hippocampus via entorhinal cortex (EC) (Sullivan, Mizuseki and 

Sorgi, 2014) or nucleus reuniens (Varela et al., 2014), inducing SWR and 

potentiating the hippocampal ensembles that had been recruited during the awake 

experience (Figure 1.4C). This top-down influence has been reported to be 

sustained until ~500ms after the SWR, thus offering a time window for 

hippocampal to neocortex feedback (Ngo, Fell and Staresina, 2019). The aim of 

the feedback would be for the processed hippocampal information to be sent back 

to cortex for further consolidation and long-term stabilization of the memory trace 

(Figure 1.4D).  

1.4 HIPPOCAMPUS AND NAVIGATION 

In addition to its mnemonic role, a long-standing view of the hippocampal 

functionality is that it is vital for the animalsô ability to navigate space, and that 

such ability is made possible by the existence of the ócognitive mapô. This notion 

was first introduced by Tolman in an attempt to explain part of the navigational 

behaviour observed in his experiments with rodents, which reflected cognitive 

decisions unrelated to external stimuli (Tolman, 1948). He suggested that animals 

had a cognitive-like map of the environment that provided them with information 

about paths and relationships within the space that guided them during their 

behaviour. Nevertheless, his view of the cognitive map was not restricted to spatial 

navigation, but instead embodied any cognitive operations that considered 

together would create a cognitive space that could serve as a framework to learn, 

memorize, and extract information about the surrounding world. A key support to 

Tolmanôs theory came from the discovery of place cells in rodents, hippocampal 

pyramidal neurons that fire in discrete locations in the space (OôKeefe and 

Dostrovsky, 1971; OôKeefe, 1976), as they were considered to provide a neural 

instantiation of the spatial cognitive map in the hippocampus. Building up on this 

finding, OôKeefe and Nadel extended the cognitive map theory by proposing that 

the hippocampus provided the neural basis to create the framework to represent 
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and associate spatiotemporal experiences, with these neural representations 

being key for the ability to create memories from both specific events (namely, 

episodic memories) and spatial layouts (OôKeefe and Nadel, 1978). They further 

hypothesised that the hippocampal maps encoded óallocentricô locations (i.e. 

landmarks and goals in the environment) to create the frameworks, thus being 

independent of the spatial and temporal location of the observer (i.e. the 

egocentric representation). Yet, the nature of the hippocampal neural code is still 

under much discussion, with multiple models competing to explain how the spatial 

information is encoded, and with many of them suggesting a combination of both 

allocentric and egocentric representations as a key element (see Burgess, 2006; 

Epstein et al., 2017 for a review). 

Nonetheless, many studies have provided strong evidence in support of the 

hippocampal role in navigation in animals (Morris et al., 1982; Bolding et al., 2018; 

Gulli et al., 2019), including humans (OôKeefe et al., 1998; Burgess, Maguire and 

Oôkeefe, 2002). Subsequent work also revealed the existence of other types of 

spatial neurons, that together with place cells constitute the major units of the 

hippocampal cognitive map: the grid cells in the medial entorhinal cortex (MEC) ï 

which encode the location and orientation of the animal in 2D environments via 

their regular firing (Hafting et al., 2005); the head direction cells, found in several 

cortices, such as MEC and retrosplenial cortex ï cells that fire according to the 

directional heading of the animal in relation to the plane (Taube, Muller and Ranck, 

1990); and the border and boundary cells, found in MEC and dorsal subiculum in 

the hippocampus, respectively ï cells that fire based on the animalsô relative 

location and direction to the boundaries in the environment (Solstad et al., 2008; 

Lever et al., 2009). Because of the substantial amount of evidence provided, it is 

generally accepted that the above-mentioned cells play a role in the spatial 

positioning system in the hippocampus, yet other types of spatial units continue 

to be reported, such as speed cells (Kropff et al., 2015) and object-vector cells 

(Arne Høydal et al., 2019), as well as neurons responding to non-spatial features 

in the environment, such as time cells (MacDonald et al., 2011) or odour cells 

(Eichenbaum et al., 1987). 
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For the purposes of this thesis, we will focus on place cells. 

1.4.1 Place cells: A tool to study memory 

Place cells have become one of the most studied type of neurons in the 

hippocampus and have so far been reported in several mammalian species (Rolls 

et al., 1989; Rotenberg et al., 1996; Ulanovsky and Moss, 2007), including 

humans (Ekstrom et al., 2003). Although they were first observed in the CA1 cell 

layer of the hippocampus (OôKeefe and Dostrovsky, 1971), they have been shown 

to also exist in other subfields of the hippocampus (CA3 and dentate gyrus) and 

entorhinal cortex (EC), albeit displaying heterogeneity in their firing properties and 

functionality (Lee et al., 2004; Moser and Moser, 2009; Park, Dvorak and Fenton, 

2011; De Almeida, Idiart and Lisman, 2012). CA1 place cells express highly 

specific and spatially stable firing patterns in space, known as place fields. Thus, 

as an animal runs along a spatial trajectory, a sequence of place fields will directly 

encode the animalôs sequence of spatial positions (Figure 1.5A, B). 
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Figure 1.5. Place cell features differ between novel and familiar environments. (A) 

Representative example of a place field. Black represents the position covered by the animal 

while running on a track. Red dots represent the spikes of a place cell firing during running. 

Most of the spikes concentrate in the middle of the track, creating the place field. (B) Same 

place cell plotted as a rate map. The firing rate is colour coded with blue being minimum, and 

red being maximum. (C) The probability distribution of the place cells peak firing rate varies at 

different stages of novelty (i.e. at different duration of exposures in a new environment). Three 

different populations can be distinguished according to their firing rate (blue solid line, early 

block; black dashed line, middle block; black solid line, late block). (D) The proportion of cells 

with a medium firing rate (5-25Hz) decreases with familiarity. (E) Difference in proportion of 

cells for each firing rate category when comparing early vs late stages of novelty. Place cells 

with low and high firing rates increase in number, due to the reduction of medium firing rate 

cells. Plots A and B from MH data; plots C and D adapted from (Karlsson and Frank, 2008). 

Place fields are generated as a result of the integration of both external 

sensory information from the environment and self-motion information (i.e. path 

integration), which is received from the CA3, MEC, subcortical structures, and pre- 

and para-subiculum (Miller and Best, 1980; Liu, Jarrard and Bilkey, 2004; Brun et 

al., 2008; Hales et al., 2014). While place field representations are shown to be 

robust to the removal of subsets of cues (OôKeefe and Conway, 1978), evidence 

indicates that place cells benefit from the contribution of different modalities of 

information. In the temporary absence of sensory cues, place cells 

representations can persist via path integration, that is, via the update of firing 

patterns on the basis of cues generated by the animalôs own movement (Etienne 

and Jeffery, 2004; Savelli and Knierim, 2019). Nevertheless, on its own this 

system rapidly succumbs to the accumulation of errors in the spatial 

representation (Ettiene, Maurer and Séguinot, 1996; Ravassard et al., 2013). 

Place cells can also be formed in the absence of vestibular information (a source 

of self-motion information), although the proportion of place cells generated triples 

after adding vestibular inputs to the task (Chen et al., 2013). Finally, studies have 

shown that lesions in any of the input areas to CA1 can impair specific properties 

of the place cells, but do not completely abolish them (Brun et al., 2002, 2008; Liu, 

Jarrard and Bilkey, 2004; Nakashiba et al., 2009). All in all, this suggests that a 

stable representation of place fields is only guaranteed by the conjunction of 
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inputs from different brain regions and the integration of different types of 

information. 

Many theoretical and experimental studies have provided evidence showing 

that one of the main contributors to place cell formation are the grid cells in the 

MEC (Oôkeefe and Burgess, 2005; De Almeida, Idiart and Lisman, 2009; 

Schlesiger et al., 2015; Li, Arleo and Sheynikhovich, 2020). First, EC constitutes 

the main neocortical input to the hippocampus (Van Strien, Cappaert and Witter, 

2009), and place cells receive direct excitatory projections from grid cells (Zhang 

et al., 2013). Second, grid cells are known to perform path integration (Hafting et 

al., 2005), and as such, it is thought that they provide place cells with self-motion 

information (Bjerknes et al., 2018). Finally, lesioning MEC abolishes place cellsô 

theta phase precession (see section 1.5.3 for more information on phase 

precession) (Schlesiger et al., 2015), reduces the frequency of pyramidal cells 

exhibiting place fields, and increases their place field size while reducing its spatial 

information content (Brun et al., 2008; Van Cauter, Poucet and Save, 2008). 

However, it is important to note that the latter effects are also seen when 

eliminating CA1 input from CA3 or pre- and para-subiculum structures (Brun et 

al., 2002; Liu, Jarrard and Bilkey, 2004; Nakashiba et al., 2009), hence suggesting 

that grid cells are not the only contributor to the place cells formation. 

Border cells and head-direction cells have been suggested to provide the 

place cell system with environmental sensory information (Barry et al., 2006; 

Bush, Barry and Burgess, 2014; Bjerknes et al., 2018). As with grid cells, border 

cells also send projections to the hippocampus (Zhang et al., 2013). However, 

while both border and head-direction cells follow a similar developmental time 

course to that of place cells (Bjerknes et al., 2018), grid cells firing patterns appear 

a few days later, suggesting that place fields can be formed in the absence of grid 

cells input (Wills et al., 2010). In addition to that, place fields firing are known to 

be controlled by the presence of local boundaries (Muller and Kubie, 1987; 

Oôkeefe and Burgess, 1996; Lever i., 2009), and models suggest that the border 

cell system interacts with place cells to improve navigation (Edvardsen, Bicanski 

and Burgess, 2020). As for head-direction cells, lesions in the head direction cell 
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system impair navigation (Butler et al., 2017) and disrupt the ability of place cells 

to distinguish between visually identical environments facing different directions 

(Harland et al., 2017). 

Place cells are known to make use of any modality of sensory information 

available in order to modulate their firing patterns (Shapiro, Tanila and 

Eichenbaum, 1997). Nonetheless, there seems to be a certain degree of 

hierarchy, with visual input being predominant in front of other sensory modalities 

such as tactile or auditory (OôKeefe and Conway, 1978; Ravassard et al., 2013; 

Zhao et al., 2020). Yet the extent of dependence on specific cues is 

heterogeneous within the population (Chen et al., 2013; Zhao et al., 2020), and 

the way place cells prioritize the external inputs can also vary depending on the 

context (e.g. whether the animal recognizes the environment as familiar or novel). 

In familiar environments, place cells anchor to visual landmarks in order to quickly 

identify their location in space (OôKeefe and Conway, 1978). This was primarily 

shown when rotation of visual cues (without the animalôs knowledge) translated to 

the same degree of rotation of the place fields (Muller and Kubie, 1987). However, 

in novel environments (or environments that are perceived as novel due to, for 

instance, disorientation), place cells stability is primarily established through path 

integration mechanisms, presumably provided by MEC. The same applies in dark 

conditions, as it was shown in an early study with blind rats, where the absence 

of visual input did not abolish the formation of place fields, albeit place cells 

exhibited lower firing rate (Save et al., 1998).Yet, as the animal becomes familiar 

with the environment, environmental landmarks gradually take over as a dominant 

directional system (Chen et al., 2013), to only be disrupted in case of disorientation 

(for instance, when the landmarks are moved around in presence of the animal, 

such that they are now perceived as unstable directional cues) (Knierim, Kudrimoti 

and Mcnaughton, 1995).  
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1.4.1.1 Place cells in familiar environments 

Most studies on the properties of place fields have been conducted in familiar 

environments (i.e. after long exposures or several visits to the same location). In 

this context it is assumed that place cells present a stable place field, and 

therefore their firing properties have often been considered the baseline for the 

spatial coding. 

In a given environment there is a sparse number of active place cells 

representing the spatial context: around 40% of active cells in CA1 and 20% in 

CA3, whereas the rest are thought to be silent (Wilson and McNaughton, 1993; 

Vazdarjanova and Guzowski, 2004; Karlsson and Frank, 2008). While place fields 

usually cover the whole space homogeneously, there is a tendency to concentrate 

near the borders (Muller and Kubie, 1987). However, it has recently been found 

that place fields allocation follows a non-uniform probability distribution, meaning 

that the location that a given place cell will encode is apparently random 

(Witharana et al., 2016). This would ensure different distributions for each 

environment, therefore facilitating their discrimination. 

The properties of the place fields are also subject to the environment. 

Specifically, in small enclosures, CA1 place cells mostly express a unique place 

field, while in bigger and more realistic settings, each place cell can discharge 

multiple place fields, usually larger in size (Park, Dvorak and Fenton, 2011). 

Moreover, place cell firings in linear tracks can show directionality; meaning that 

for each direction they will encode different locations (Muller et al., 1994) or will 

change their firing rate (Frank, Brown and Wilson, 2000). This would support the 

notion of the hippocampus representing the space using an óensemble or 

distributed place codeô, where the unique cell-pattern of activity discharge defines 

a specific representation, rather than each place cell independently estimating a 

location (Fenton et al., 2008). 

Another important feature is that as the animal becomes more familiar with 

the environment, both CA1 and CA3 place cells start shifting their centre of mass 
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backwards (i.e. opposite to the animalôs direction of movement) (Roth et al., 2012). 

This was seen as evidence of Hebbian plasticity strengthening the connectivity 

between pairs of cells: with the increase of experience, the firing of the first place 

cell would trigger the activation of the subsequent cell in a sequence-like manner. 

This mechanism is likely to be reinforced by theta sequences, which will be 

explained in more detailed below (see section 1.5.4). 

1.4.1.2 Place cells in novel environments 

When an animal is first exposed to a novel environment, newly formed place cells 

go through a process of stabilisation that will eventually lead to the expression of 

a new hippocampal spatial representation. At the time of an animalôs first entry 

into an environment, place cells respond in a heterogeneous manner, with subsets 

of cells starting to fire immediately while others only becoming active after a few 

minutes of experience (Wilson and McNaughton, 1993; Frank, Stanley and Brown, 

2004). The new place fields present several differences with their stable 

counterparts found in familiar environments. 

First, newly formed place cells in CA1 (but not in CA3) exhibit higher firing 

rates than already stable place cells, and this increase is maintained during SWR 

in the subsequent rest periods (Karlsson and Frank, 2008; Larkin et al., 2014). In 

that sense, awake SWR are thought to contribute to place field stabilization by 

reactivating the place cells recruited in the spatial ensemble (Roux et al., 2017). 

Second, new place fields are larger (Frank, Stanley and Brown, 2004; Barry et al., 

2012) and symmetric (that is, the firing rate is low both when the rat enters and 

exits the field). With experience, place fields become negatively skewed, such that 

the firing rate is still high as the animal exits the receptive field, which is believed 

to be driven by Hebbian plasticity (Mehta, Quirk and Wilson, 2000). Third, pairs of 

place fields encoding for overlapping locations are more likely to co-activate 

together, and this coordination tends to occur during high-frequency events 

(HFEs) ï ripple-like oscillations that are more frequent in novel environments 

(Cheng and Loren M. Frank, 2008). This enhanced correlated neural activity is 
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believed to strengthen synaptic plasticity between pairs of place cells, therefore 

improving learning. Finally, during early exploration of a novel enclosure, a higher 

number of place cells are recruited in CA1 compared to familiar environments 

(Frank, Stanley and Brown, 2004). With experience, there is a decline of both the 

number of place fields and their firing rate, following a similar time course to the 

one observed in a new taskôs learning period. This decline, though, is not uniform, 

as stronger spatially tuned cells are more likely to be kept in the spatial ensemble 

and will actually experience an increase of their activity over time (Karlsson and 

Frank, 2008) (Figure 1.5C,D). 

At the single cell level, the place field stabilization process is a fairly rapid one: 

CA1 place cells are formed and stabilized during the first few minutes of exposure 

to a novel environment (Frank, Stanley and Brown, 2004; Leutgeb et al., 2004). 

This is not true for CA3 place fields, where new representations are formed at 

slower rates, achieving stability within 20 to 30 min after the first exposure 

(Leutgeb et al., 2004). Importantly, the faster emergence of a stable 

representation in CA1 suggests a formation mechanism at least partially 

independent from CA3.  

On the other hand, stabilizing the CA1 hippocampal representation requires 

a longer time. Previous work has demonstrated that plasticity changes within the 

spatial ensemble can continue during 1-2 days post-exposure (Wilson and 

McNaughton, 1993; Frank, Stanley and Brown, 2004; Leutgeb et al., 2004). 

Others have suggested that hippocampal representations are dynamic for as long 

as the learning process is extended, with an underlying and continued plasticity 

process (Karlsson and Frank, 2008; Mankin et al., 2012, 2015). These findings 

are partially in line with later work where a place cell ensemble was tracked over 

45 days using Ca2+ imaging in freely behaving mice. This study found that across 

days, only 15 to 25% of the place cells representing the same environment would 

overlap (and the degree of overlap would decline between more distant 

exposures) (Mankin et al., 2012, 2015; Ziv et al., 2013; Bladon et al., 2019; Mau, 

Hasselmo and Cai, 2020). However, the authors found that they were still able to 

successfully decode the mouse location using the place cell ensembles from any 
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time point within the prior 30 days, suggesting that the 15% of ensemble 

commonality was sufficient to preserve the spatial information of the environment. 

Finally, even when stability is achieved, place cells can still exhibit variability 

in their firing rates between different passes across the receptive field or between 

trials (Fenton and Muller, 1998; Frank, Brown and Wilson, 2000). This property, 

known as overdispersion (Olypher, Lánský and Fenton, 2002), is believed to 

underlie changes in the animalôs cognitive state, implying that place cells could 

carry additional information on top of the position coding, such as a change in 

focus of attention during a specific pass (Monaco et al., 2014). 

1.4.2 Hippocampal remapping 

Changes in the environment can trigger complex alterations in the hippocampal 

spatial representations: place cells can appear or disappear, shift to other 

locations, or change their firing rate. Muller and Kubie proposed that such changes 

constituted a reconstruction of the spatial representation, and named this 

phenomenon remapping (Muller and Kubie, 1987). Since then, remapping has 

been extensively studied and, up to now, three different variants have been 

identified (for a review, see Colgin, Moser and Moser, 2008) (Figure 1.6). 
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Figure 1.6. Hippocampal place cell remapping. Schematic representation of the three 

described types of remapping. The coloured filled circles represent place fields active in each 

environment, and changes in their size indicate different firing rates of the cell. (Top) Global 

remapping occurs between exposures to different environments and can be identified by 

changes in the place fields firing rate and location. (Middle) Rate remapping appears with 

modifications of the environment, like the colour of the walls, and it causes changes in the 

firing rate. (Bottom) Partial remapping is a combination of the two previous types of 

remapping, and occurs when the environment undergoes partial changes (e.g. visual, odour 

cues, etc.). 

The first variant is global remapping, in which all cells undergo changes either 

in their firing rates or in their firing fields location, resulting in a complete 

reorganization of the hippocampal place code. This phenomenon was first 

suggested by OôKeefe and Conway, who recorded from animals navigating 

different mazes and found no relationship between the set of place fields encoding 

for each environment (OôKeefe and Conway, 1978). These initial observations 

were later replicated and studied in more depth in multiple settings, allowing to 

achieve a more accurate understanding of the phenomenon (Muller and Kubie, 

1987; J. K. Leutgeb et al., 2005; S. Leutgeb et al., 2005; Wills et al., 2005). Global 

remapping arises under spatial changes in the environment, such as modifications 

in the geometry, landmarks, or topology. For instance, global remapping would 

help to discriminate between the same enclosure placed in different locations 

(Fyhn et al., 2007). However, under certain conditions global remapping can also 

be observed by inducing changes in salient cues in the environment (Bostock, 

Muller and Kubie, 1991; Hayman et al., 2003). 

The second variant of remapping is known as rate remapping, and is defined 

by an increase or decrease in the firing rate of the place field after contextual 

modifications in the environment, such as changes in the odour, textures, or 

colours of the walls (Wood, Dudchenko and Eichenbaum, 1999; Fyhn et al., 2007). 

Importantly, in this scenario the change in the firing rate is not accompanied by a 

shift in the centre of mass of the place field (S. Leutgeb et al., 2005). The existence 

of rate remapping indicated that hippocampal place cells were able to convey 

spatial information (e.g. geometry of the environment or position of the animal) 
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and non-spatial information (e.g. cues in the environment), by using different 

coding schemes. Therefore, while the particular position of the animal is encoded 

through the preserved location of the place field, changes in the firing rate can 

simultaneously transmit variations in the surroundings (Latuske et al., 2018). 

Finally, the third type of remapping, known as partial remapping, appears as 

a combination of the two previous ones. In this variant, a subset of cells will remain 

stable while another will undergo changes in either their firing rate or the location 

of their centre of mass (Anderson and Jeffery, 2003). This type of remapping is 

usually observed when only partial changes occur, for instance changes of some 

cues (Bostock, Muller and Kubie, 1991; Shapiro, Tanila and Eichenbaum, 1997), 

or when the animal has had little experience in that environment and therefore the 

spatial map was not stable at the end of the first exposure (Anderson and Jeffery, 

2003). 

1.5 THETA OSCILLATIONS:  A MNEMONIC AWAKE 

RHYTHM 

In addition to their spatially modulated firing, place cells spiking activity also shows 

temporal synchronization with the ongoing hippocampal theta rhythm. Theta 

oscillations are low frequency waves (Ḑ5-12 Hz) that travel across all hippocampal 

subregions and some other cortical and subcortical regions (Jones and Wilson, 

2005; Popa et al., 2010; Matthijs A A Van Der Meer and Redish, 2011). These 

oscillations have been so far reported in all mammals studied to date, including 

rodents, cats, ferrets, monkeys, and humans (Vanderwolf, 1969; Arnolds et al., 

1980; Ulanovsky and Moss, 2007; Jutras, Fries and Buffalo, 2013). For the 

purpose of this thesis, we will focus on theta in the hippocampus, being as 

explained before, a critical region for memory consolidation. 

Theta waves can be observed during active motor behaviour (such as 

locomotion and navigation) (Vanderwolf, 1969; Kahana et al., 1999; Colgin, 2013) 
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and during REM sleep (Vanderwolf, 1969; Montgomery, Sirota and Buzsáki, 

2008). Although the exact role of theta oscillations remains an open question, they 

have been largely associated with learning and mnemonic processes, and their 

disruption results in memory deficits (Landfield, Mcgaugh and Tusa, 1972; 

Winson, 1978; Tesche and Karhu, 2000). In rodents, a second type of theta (type 

II) has been observed to occur in short bouts. Although being relatively rare, type 

II seems to be present during awake immobility and urethane anaesthesia 

(Vanderwolf, 1969; Kramis, Vanderwolf and Bland, 1975; Fox, Wolfson and 

Ranck, 1986). The main difference with theta type I, is that type II is sensitive to 

atropine and is abolished by muscarinic blockers, contrarily to theta type I, which 

is known to be atropine resistant (Kramis, Vanderwolf and Bland, 1975; Lai-Wo, 

1984). Theta type II has been less studied than its counterpart, and has been 

suggested to be related to attention and arousal (Sainsbury, Heynen and 

Montoya, 1987). 

1.5.1 Generation of theta oscillations  

Years of research have shown that the medial septum nuclei (MS) play a key role 

in generating theta oscillations by regulating the intricate interaction between the 

MS and hippocampal interneurons (Buzsáki, 2002; Colgin, 2016). Lesioning or 

inactivating MS disrupts the theta rhythms (Green and Arduini, 1954; Mitchell et 

al., 1982; Mizumori et al., 1990) and reduces the coordination between theta and 

the hippocampal cell ensembles (Petersen and Buzsáki, 2020). Studies have 

shown that different classes of MS interneurons are involved in distinct theta 

generation mechanisms, depending on their downstream target. The most 

important class is thought to be a type of parvalbumin interneurons expressing 

cyclic nucleotide-gated nonselective cation channels (HCN channels), which act 

as a hippocampal theta pacemaker by firing rhythmically at theta frequencies 

(Varga et al., 2008; Hangya et al., 2009). HCN-expressing interneurons are known 

to target hippocampal interneurons, subsequently promoting theta rhythmic firing 

in the hippocampal principal cells (Freund and Antal, 1988). The initiation of MS 

theta precedes hippocampal theta one by 500ms (Bland, Oddie and Colom, 
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1999). A second class of interneurons are the MS cholinergic interneurons, which 

modulate the excitability of neurons promoting the theta rhythm in MS downstream 

areas (Simon et al., 2006; Newman et al., 2017). Finally, recent work has 

implicated MS glutamatergic neurons with the initiation of locomotion and theta 

oscillations through the modulation of local MS circuits, as well as the regulation 

of the speed-correlated CA1 neuronal firing rate (Fuhrmann et al., 2015; Robinson 

et al., 2016). 

Although the pacemaker role of the MS in theta generation has been 

extensively demonstrated, it has been recently questioned whether this region is 

uniquely responsible for it. A study reported the observation of theta rhythms 

emerging in ex-vivo hippocampal slices without MS connections, suggesting the 

existence of other mechanisms of theta rhythmogenesis (Goutagny, Jackson and 

Williams, 2009). In line with this idea, new studies have shown that the interaction 

between hippocampal excitatory and inhibitory cells could independently promote 

theta rhythms by itself (Pike et al., 2000; Stark et al., 2013). Further studies need 

to be done to disentangle the multiple contributors to theta generation. 

1.5.2 Functions of theta oscillations 

Theta oscillations have been mainly associated with memory and a role in spatial 

coding. Evidence for the latter includes studies showing that place cells spike 

timing is modulated at theta frequencies (see section 1.5.3; OôKeefe and Recce, 

1993a), and that grid cells not only show strong theta modulation (Hafting et al., 

2008), but also its periodicity is lost after theta blockage (Brandon et al., 2011). In 

addition, multiple studies have shown that thetaôs frequency and amplitude 

increase with running speed, suggesting a specific role in speed coding (Whishaw 

and Vanderwolf, 1973; Rivas, Gaztelu and García-Austt, 1996; Maurer et al., 

2005). However, in this thesis we will focus on the link between theta oscillations 

and memory and learning, a link that has been shown several mammalian species 

(Landfield, Mcgaugh and Tusa, 1972; Berry and Thompson, 1978; Winson, 1978; 

Lin et al., 2017). 
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Theta is thought to modulate memory formation at ensemble level, rather than 

at single cell level (Colgin, 2016; Korotkova et al., 2018). This is supported by the 

fact that place fields can emerge in new environments when theta oscillations are 

suppressed (Brandon et al., 2014), yet theta is needed to maintain the 

coordination of cell ensembles in the hippocampus and its disruption results in 

impairments in task performance (Y. Wang et al., 2015; Petersen and Buzsáki, 

2020). Furthermore, higher theta frequency has been correlated with increased 

learning via facilitation of hippocampal synaptic plasticity (Berry and Thompson, 

1978; Griffin et al., 2004), while disruption of theta oscillations by MS inactivation 

impairs learning, which can be rescued by artificially inducing regular theta-

frequency patterns in the fornix (McNaughton, Ruan and Woodnorth, 2006). The 

mnemonic function of theta also arises from its role in processing hippocampal 

information through the coordination with the hippocampal cells and other brain 

areas. Evidence for these functions are outlined below. 

1.5.3 Theta phase precession 

In 1993, OôKeefe and Recce observed that when an animal crossed a place field, 

the precise timing at which the place cell fired was relative to the ongoing theta 

oscillation (OôKeefe and Recce, 1993a). At the entry point of the place field, the 

place cell fired at late phases of the theta cycle, and as the animal traversed the 

place field, the spikes would progressively shift back in phase until the beginning 

of the cycle, when the animal would leave the place field. This phenomenon was 

defined as phase precession (Figure 1.7). Although most studies have focused on 

CA1, phase precession has also been observed in other structures, such as EC 

(Hafting et al., 2008; Mizuseki et al., 2009) or ventral striatum (Matthijs A.A. Van 

Der Meer and Redish, 2011), and with other spatial cells, such as grid cells 

(Hafting et al., 2008). As with theta oscillations, phase precession also changes 

in a speed-dependent manner: at faster speed, the place cells fire and oscillate at 

higher frequency, resulting in a faster temporal precession (i.e. a faster phase shift 

from cycle to cycle), while the relationship between spike phase and position 

remains invariant (Geisler et al., 2007). 
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Figure 1.7. Theta sequences and phase precession. (Top) In this representative example, 

a rat is running on a linear track. The coloured circles represent the place fields activated 

during movement. (Bottom) Theta oscillations during run. The vertical coloured lines 

represent the spiking activity from the activated place cells. At the current position of the rat 

(red place field), the spikes of the place field are in phase with the theta trough. Looking ahead 

in the theta cycle (trough to next peak), there are spikes of the coming place fields. Looking 

back in the theta cycle (trough to previous peak), we see the spikes of the previously passed 

place fields. The spiking activity within a theta cycle creates a sequence concatenating past, 

present, and future. This illustration also allows to see phase precession ï the spikes of a 

place field shifting from early to late theta phases in each theta cycle as the rat runs across 

the place field. 

1.5.3.1 Mechanisms of phase precession 

Using the experimental data provided thus far, multiple models have tried to 

unravel the mechanisms behind phase precession. Here, we will briefly revise 

three main models. The first two are cellular models, which posit that phase 

precession emerges from the intrinsic properties of the cells; the third model, 

instead, focuses on specific network connectivity patterns. While none of these 

models can still account fully for all the aspects of phase precession, they could 

complement each other (Maurer and McNaughton, 2007). 
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The first model, known as the dual or detuned oscillator model, posits that the 

membrane potential of the pyramidal cells oscillates at a slightly higher frequency 

than theta oscillations; that is, the place cell reaches the peaks of its depolarized 

state at a higher frequency than theta (OôKeefe and Recce, 1993a; Lengyel, 

Szatmáry and Érdi, 2003). This would be due to the interaction of two excitatory 

inputs: a baseline somatic input at theta frequency, and a dendritic input, whose 

frequency increases within the place field and is modulated by speed (Burgess, 

Barry and Oôkeefe, 2007; Burgess and OôKeefe, 2011). According to this model, 

at the entry of the place field both oscillators (the place cell membrane potential 

and the theta oscillation) would be synchronized, but as the animal crosses the 

place field, the place cell would fire earlier and earlier, resulting in the two 

oscillators slowly shifting due to their frequency difference. 

The second model, named the somato-dendritic interference model, 

postulates that place cells firing arises from the combination of inhibitory somatic 

inputs at theta frequency and ramp-like dendritic depolarization (Magee, 2001; 

Losonczy et al., 2010). The competition between the excitatory and inhibitory input 

determines when the place cell fires, and the ramp-like depolarization of the 

dendrite in the place cell causes the excitation to overcome inhibition 

progressively earlier and earlier in the phase of the theta cycle as the animal 

traverses the place field (Harris et al., 2002; Mehta, Lee and Wilson, 2002; Harvey 

et al., 2009). In line with a role of inhibition in phase precession, hippocampal 

somatostatin and PV-expressing interneurons have been associated with both 

regulating the firing rate of the place fields and controlling their spike timing during 

the theta cycles (Royer et al., 2012), while cholinergic disruption to hippocampus 

has been shown to alter phase precession and reduce the correlation between 

position and phase of spiking (Newman et al., 2017). 

Finally, the third model focuses on the connectivity patterns between place 

cells. The network connectivity models propose that phase precession results 

from the unidirectional and asymmetric connection between overlapping place 

fields (Tsodyks et al., 1996; Dragoi and Tonegawa, 2011; Romani and Tsodyks, 

2015). This model suggests that as the animal crosses a place field, excitatory 
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inputs will be transmitted to the overlapping successive place cells. As a 

consequence, place fields further away in the network will receive a delayed input, 

therefore causing the cell to fire in later phases of the theta cycle. As the animal 

traverses the place field, the spikes will progressively fire earlier in phase due to 

a reduction of intermediate steps. 

1.5.3.2 Functions of phase precession 

Due to its properties, phase precession has been suggested to provide a phase 

code for the animalôs position in the environment (OôKeefe and Recce, 1993b; 

Jensen and Lisman, 2000). During phase precession, it is the timing of the spikes 

relative to the ongoing theta oscillation that relates to the animalôs location in the 

environment, rather than the spike times relative to an external stimulus 

presentation. Hence, it could be argued that the phases of the spikes with respect 

to the theta oscillations form a temporal code for the animalôs location, where the 

exact timing of the spike sequences within a theta cycle are key for transmitting 

information about the animalôs location to downstream areas. If that was true, 

phase precession should be constant or non-informative in cases of immobility 

(i.e. when the animal stays in the same location in space). This hypothesis was 

tested in a study where phase precession was compared in three different 

conditions: 1) while the animal ran on a maze, 2) while running on a wheel 

(therefore there was movement but no change in the space location), and 3) 

during REM sleep, where theta oscillations are prominent but the animal doesnôt 

move through space. The authors found that there was no difference in the 

processing of spatial and non-spatial periods, suggesting that phase precessionôs 

role might also encompass the processing of non-spatial information (Harris et al., 

2002; Terada et al., 2017). Consistent with this idea and with the different existing 

models, phase precession has also been suggested to enable synaptic plasticity 

ï spikes from overlapping place fields are temporally compressed within 

millisecond time scales, which is thought to be an appropriate time scale to induce 

STDP (Skaggs et al., 1996; Reifenstein and Kempter, 2020) ï  and to allow 
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sequence encoding and retrieval (Lisman and Redish, 2009; Jaramillo and 

Kempter, 2017). 

1.5.4 Theta sequences 

The observation of theta phase precession led to the prediction that individual 

hippocampal place cells could fire in a sequential order during theta oscillations 

(Skaggs et al., 1996; Dragoi and Buzsáki, 2006). This prediction was confirmed 

when it was observed that during exploration, time-compressed sequences of 

spiking place cells emerged embedded within theta cycles. This phenomenon was 

named theta sequences (Foster and Wilson, 2007) (Figure 1.7). The spikes within 

a theta sequence were ordered according to the locations of their place fields 

during behaviour. In other words, these sequences represented the ongoing 

trajectory of the animal, concatenating past, present and future locations into 

single cycles. Trajectories represented within a theta cycle are known to be 

partially driven by sensory inputs: a given path represented by the theta 

sequences can shift forward (ólook aheadô) or backward (ólook behindô) in space 

depending on the position of spatial landmarks respective to the animalôs position 

and its running acceleration (Gupta et al., 2012). 

1.5.4.1 Generation of theta sequences 

The mechanism underlying the generation of theta sequences is still actively 

debated, with the main question being whether theta sequences are a cause or a 

consequence of phase precession (Skaggs et al., 1996; Dragoi and Tonegawa, 

2011; Y. Wang et al., 2015; Jaramillo and Kempter, 2017). A growing body of 

evidence suggests that the answer might not lie on neither of them, rather on a 

combination of phase precession and self-organized internal mechanisms that 

provide temporal coordination to the spiking activity. 
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On the one hand, phase precession is believed to facilitate the emergence of 

sequences through the coordinated spiking of overlapping place fields within 

compressed temporal windows (Skaggs et al., 1996; Dragoi and Buzsáki, 2006). 

However, several studies have shown that phase precession cannot entirely 

account for the emergence of theta sequences (Dragoi and Buzsáki, 2006; Foster 

and Wilson, 2007; Schmidt et al., 2009). In a recent study exploring the 

relationship between theta oscillations and experience, it was seen that while 

phase precession appeared during the first instants of exploration in a new 

environment, theta sequences lagged behind and only emerged after the animal 

run a second lap in the linear track (Feng, Silva and Foster, 2015). Similarly, 

adding phase-jitter to the spike trains reduced the prevalence of theta sequences 

while leaving pooled-trial phase precession intact, although it still affected single-

trial phase precession (Dragoi and Buzsáki, 2006; Foster and Wilson, 2007; 

Schmidt et al., 2009). In addition, loss of CA3 input abolishes theta sequences, 

but not of phase precession, suggesting that CA3 is required for CA1 temporal 

coding (Middleton and Mchugh, 2016). The latter result would be in line with the 

idea suggested by Pastalkova and colleagues that sequential firing patterns can 

emerge within hippocampal networks through the interaction of environmental 

cues and self-generated internal mechanisms, the latter  arising from the 

characteristic hippocampal network connectivity (Pastalkova et al., 2008). 

Because of the recurrent interconnectivity in CA3 networks and its high 

connectivity with CA1 area, CA3 would be a potential candidate to explain the 

internal generation of theta sequences (Y. Wang et al., 2015). 

Theoretical models have tried to test this hypothesis, with two main theories 

standing out. The first one is based on the Hebbian plasticity rules (Hebb, 1949), 

and is known as the coordinated assembly hypothesis (Harris, 2005). This theory 

proposes that the temporal coding observed in cell ensembles might underlie an 

organisation system based on internal cognitive processes (ICPs). The model 

suggests that cell assemblies co-activated as a result of external stimuli are 

strengthened due to intrinsic cortical dynamics (i.e. the ICPs), which rely on the 

recurrent nature of neuronal circuits. These two types of processes allow for the 

maintenance of the assembly activity even in the absence of external stimuli, 
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therefore becoming decoupled from external events. Based on this idea, the 

excitability of a particular cell assembly can then lead to the subsequent activation 

of other interconnected assemblies (Harris, 2005). Accordingly, during 

exploration, theta sequences would be triggered by the individual connections 

between peer place cells. 

The acquisition of new data gradually revealed that the coordinated assembly 

hypothesis could not accommodate all the new findings, leading to the 

development of a new model: the independent coding hypothesis (Chadwick, Van 

Rossum and Nolan, 2015). This model suggests that independent cell activity is 

sufficient to account for population coding. As such, the spatiotemporal dynamics 

during theta sequences could be explained by each cellôs activity rather than from 

the coordinated activity within the cell assembly. This new model was able to 

replicate the experimental evidence used to explain the coordinated assembly 

hypothesis, and also managed to account for further features of spatial neuronal 

circuits, such as directionally-modulated phase precession and global remapping 

(Drieu and Zugaro, 2019). Notably, the independent coding hypothesis could also 

explain internal sequence generation. 

More recent work has suggested an alternative view where the coordination 

between place cells and interneurons plays a crucial role in the generation of both 

phase precession and theta sequences (Chadwick, van Rossum and Nolan, 

2016). According to this model, the interaction of interneurons with excitatory cells 

would determine its temporal spiking coordination with the ongoing theta rhythm. 

As it is clear that many interacting factors seem to be involved on the mechanisms 

underlying theta sequences, further theoretical and experimental studies are 

needed to achieve a complete view. 

1.5.4.2 Functions of theta sequences 

From a functional point of view, theta sequences have been associated with 

cognitive processes, such as memory formation, planning, and decision making 
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(Jezek et al., 2011; Kay et al., 2020). Support for theta sequences role in memory 

encoding and retrieval comes from several perspectives. 

The first piece of evidence comes from studies looking into coupling between 

theta and gamma oscillations. Many have found that during theta oscillations, 

nested gamma oscillations shape the spike timing of the cells into time windows 

(Harris, 2005; Zheng, Hwaun and Colgin, 2020). This has been hypothesised to 

generate a neural code representing multiple items in a temporal frame, such that 

processed information would be chunked into temporal units, creating a backbone 

for event memories. In line with this idea, studies have shown that theta cycles 

can act as units of information, representing cognitive segments of a task or 

different environment representations (Jezek et al., 2011; Gupta et al., 2012). In 

addition to that, slow gamma oscillations (~30-50 Hz) are more prominently 

coupled to the trough or descending phase of theta, while medium gamma 

oscillations (~50-90 Hz) are found near the peak (Bragin et al., 1995; Colgin et al., 

2009). This difference in coupling is thought to reflect different types of information 

processing across the theta cycle. On the one hand, medium gamma oscillations 

would provide information about the current context by transmitting MEC inputs 

into CA1, thus encoding new information. Subsequently, this signal would elicit 

the auto-associative processing in CA3 networks to retrieve the information 

required to plan the next action (Hasselmo, Bodelón and Wyble, 2002; Takahashi 

et al., 2014). On the other hand, slow gamma oscillations are thought to promote 

the intrinsic signal from CA3. The notion of theta cycles reflecting an encoding 

phase at the peak and a retrieval phase at the trough has been supported by a 

number of studies (Jezek et al., 2011; Gupta et al., 2012). Among them, Siegle 

and Wilson showed that CA1 inhibition at distinct theta phases differentially 

impaired memory encoding and retrieval (Siegle and Wilson, 2014), whereas 

Hyman et al. provided further evidence for this by showing that CA1 stimulation at 

theta peak yielded LTP, but resulted in LTD when delivered on the trough of the 

oscillation (Hyman et al., 2003). 

A second line of evidence supporting the mnemonic role of theta sequences 

comes from studies reporting impairments on task performance after degradation 
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of theta sequences following, for instance, inactivation of MS (Wang, Roth and 

Pastakova, 2016) or activation of hippocampal cannabinoid receptors (Robbe and 

Buzsáki, 2009). Incidentally, in these studies place cell representations were 

spared by the manipulations, suggesting that theta sequences (or at least theta 

oscillations) might be key for achieving optimal task performance. While these 

results would support a role of theta sequences in the formation and recall of 

spatial memories, they do not exclude a complementary function on planning and 

decision making, as theta sequences have also been shown to dynamically 

change the represented trajectories depending on the proximity to future goals 

and the animalôs intention (Wikenheiser and Redish, 2015). 

1.6 REPLAY: A MECHANISM FOR MEMORY 

CONSOLIDATION 

Thus far in this introduction we have talked about a model for memory 

consolidation where memory traces are gradually redistributed from hippocampus 

to neocortex during sleep. We have learned that this transitioning process is 

dependent on a fine-tuned temporal interaction between hippocampus and 

cortical areas, and we have introduced SWR and spindles as key oscillations to 

allow the flow of information. More specifically, we have found that the generation 

mechanisms of SWR can lead to the reactivation of specific neuronal ensembles, 

which brings us to one of the main candidate mechanisms proposed as the neural 

substrate underlying memory consolidation: replay. 

Hippocampal replay, also commonly referred as hippocampal reactivations, 

is characterised by the repetition of sequential activity patterns that represent 

previously experienced episodes (Wilson and McNaughton, 1994; Nádasdy et al., 

1999; Louie and Wilson, 2001; Lee and Wilson, 2002). Replay was first described 

in place cells: as an animal runs along a spatial trajectory, a sequence of firing 

place cells will encode the animalôs sequence of spatial positions; replay (or 

reactivation) of the same sequence is believed to consolidate the neural memory 
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trace of that spatial trajectory (Figure 1.8A). Thus, replay preserves the temporal 

order in which the cells fired during the awake behaviour (Skaggs and 

McNaughton, 1996). 

To date replay has been described in rodents, non-human primates, and 

humans (Wilson and McNaughton, 1994; Jiang et al., 2017; Huang et al., 2018; 

Zuo et al., 2020). These events have been reported to occur within SWR 

oscillations during (1) offline periods, such as rest and sleep (Louie and Wilson, 

2001; Lee and Wilson, 2002), and (2) awake quiescence, such as that of brief 

pauses and consummatory behaviour (Foster and Wilson, 2006). NREM 

reactivations are often referred to as sleep or offline replay, while replay events 

occurring during awake quiescence are better known as awake or online replay. 

The importance of this distinction will become evident in the following sections, as 

different functions have been attributed to each type of replay. 

1.6.1 Sleep replay 

Perhaps one of the first and closest descriptions to what nowadays is known as 

sleep replay, was the one provided by Pavlides and Winson in 1989. Their work 

was one of the first in providing evidence that memory processing during sleep is 

determined by the neuronal activity during preceding waking states (Pavlides and 

Winson, 1989). Taking advantage of the fact the place cells were involved in 

spatial memory and that their activity could be brought under experimental control, 

Pavlides and Winson found that place cells active during spatial exploration 

displayed an increase of their overall activity during subsequent sleep. This finding 

was soon replicated and expanded by several labs, reporting the existence of 

multi-neuron reactivations occurring during slow wave sleep SWR: first detected 

as pairs of overlapping place fields that preserved their temporal correlation during 

post-behaviour sleep (Wilson and McNaughton, 1994; Skaggs and McNaughton, 

1996; Shen et al., 1998; Kudrimoti, Barnes and McNaughton, 1999), and later, 

with new decoding methods and higher recording yields, as long sequences of co-

activated hippocampal neurons that represented experienced spatial trajectories 



1   |   INTRODUCTION  

 

44 

(Nádasdy et al., 1999; Louie and Wilson, 2001; Lee and Wilson, 2002). The 

duration of these events ranged from 80ms to 1sec and displayed a temporal 

compression of their spiking activity (Nádasdy et al., 1999; Hirase et al., 2001). In 

other words, the spike sequence observed during awake spatial navigation was 

ñreplayedò at a faster timescale during the SWR, compressing the behavioural 

sequence in time by approximately 20-fold (Lee and Wilson, 2002). From a 

synaptic point of view, the time compression meant that replay spiking activity 

happened at a very similar time scale than the one required for synaptic plasticity 

changes occurring during memory stabilisation (Girardeau, Cei and Zugaro, 

2014). In line with this idea, it was shown that reactivated place cells during SWR 

were able to induce LTP at synapses between CA1 and CA3 (Sadowski, Jones 

and Mellor, 2016). 

 

Figure 1.8. Sleep replay. (A) While running on the track, place cells fire in a sequential order 

creating a spatial map of the trajectory. When the animal goes to sleep, the sequence of place 

cells representing the track are reactivated (replayed) during SWR events. (B) In a study with 

two environments ï control and target -, replay events for the target environment where 
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supressed during sleep. (Left) Optogenetic inhibition (green shade) was delivered at detection 

of high synchrony events (HSE) for the target environment. Bottom grey shades mark light-

inhibited cells, also represented with the blue neuronal activity histogram. Other pyramidal 

cells where disinhibited as a result (yellow neuronal activity histogram). (Right) Performance 

in the target environment (measured with dwell time, length of path to reward site and number 

of crossing in reward site) dropped after replay suppression when compared to the control 

environment. Plot B adapted from (Gridchyn et al., 2020). 

To address the question of the role of replay in memory, some labs began to 

manipulate the electrophysiological markers of offline reactivations: SWR events. 

On the one hand, prolongation of spontaneously occurring ripples via optogenetic 

stimulation improves learning and memory consolidation (Fernández-Ruiz, Oliva, 

Fermino De Oliveira, et al., 2019). The study found that in memory-dependent 

tasks, SWR events tend to be longer in duration, and their artificial prolongation 

enlarges their spiking content by including spikes from low-firing pyramidal cells 

representing other sides of the track. On the other hand, disruption of SWR 

oscillations through electrical stimulation or optogenetic inhibition deteriorates 

memory consolidation (Girardeau et al., 2009; Ego-Stengel and Wilson, 2010; 

Fernández-Ruiz, Oliva, Fermino De Oliveira, et al., 2019) and impairs the 

reinstatement of the reactivated patterns during subsequent awake behaviour 

(van de Ven et al., 2016). Interestingly, this effect was stronger for novel 

environments compared to familiar ones, suggesting that the memory ensembles 

for the latter could already be consolidated in cortical areas and thus be less 

dependent on hippocampal representations (van de Ven et al., 2016). 

Although these studies provided convincing evidence, they still targeted 

ripples rather than the reactivated ensembles, and thus failed to provide causal 

evidence for the mnemonic role for replay. It wasnôt until more recently that 

Gridchyn et al. managed for the first time to directly disrupt emerging hippocampal 

reactivation events during sleep (Gridchyn et al., 2020). In their study, rats were 

trained in two different environments: the target one where they received 

optogenetic stimulation, and a control one where they did not. By applying an 

online pattern recognition algorithm, the authors were able to identify and 

associate specific place cell activity with each environment. During sleep, 
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whenever the algorithm detected neuronal activity specific to the target 

environment, a laser pulse would be triggered to optogenetically inhibit the 

hippocampal reactivation. Subsequent re-exposure to the environments, showed 

that the retrieval of the rewarded locations was distinctly impaired in the target 

environment, providing direct evidence for a causal contribution of sleep replay to 

memory consolidation (Figure 1.8B). Surprisingly, only 50% of the inhibited 

reactivations detected by the algorithm co-occurred with SWR, suggesting that 

some replay events could be occurring outside of ripples. On top of the mnemonic 

impairment, the researchers also found that inhibiting replay disrupted the spatial 

representation of the target environment by decreasing the firing rate of some 

ñtargetò cells and recruiting other ñcontrolò cells through disinhibition. However, 

during the re-exposure, the original place map gradually re-emerged (around the 

6th trial), although it stabilized in a slower timescale compared to the initial learning 

(which happened around the 3rd trial).  

The fact that the same spatial map re-emerged after re-learning opens the 

door to several explanations. One possibility would be that replay disruption 

impacted the plasticity changes needed to stabilize the place map, with these 

changes being either a strengthening of their synapses (Dragoi, Harris and 

Buzsáki, 2003) or downscaling of the unstable connections (Norimoto et al., 

2018). The transient disruption of the spatial map could have had an impact on 

memory recalling, thus also explaining the memory impairment. Alternatively, the 

longer time needed for the re-emergence of the original spatial map might suggest 

that the disruption affected the communication between hippocampal and cortical 

areas. Both the impaired performance and the re-emergence of the spatial map 

could be explained by the fact that, at the moment of the disruption, the 

hippocampus was already relying on extrahippocampal inputs in order to 

recognize and retrieve the appropriate hippocampal spatial map. This would be in 

line with previous work showing that cortical ensembles already originate in the 

initial memory encoding stages (Tonegawa, Morrissey and Kitamura, 2018; 

Hebscher et al., 2019). However, this last alternative would imply that the role of 

replay focuses on memory consolidation rather than synaptic stabilization of the 

place fields forming the spatial representations. Furthermore, it also suggests an 
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important role for cortico-hippocampal interaction to coordinate and maintain 

memory representations, in line with the two-stage model and the idea of memory 

traces being sparsely distributed across different areas. 

1.6.1.1 Cortico-hippocampal replay 

If the memory traces are coherently stored and retrieved from hippocampal and 

cortical areas, the next question that arises is whether replay is a mechanism 

shared in other brain areas, and if it is, how do the different regions coordinate 

their spiking activity. 

Answering the first part of the question, replay and reactivation events have 

been widely reported in multiple brain areas. The first cortical evidence came from 

the parietal cortex, although at that point no temporal correlation was found 

between the hippocampus and that particular cortical area (Qin et al., 1997). This 

study was soon followed by others reporting reactivations occurring in a coherent 

and distributed manner across neocortex, including motor and sensory cortices 

(Hoffman and McNaughton, 2002; Sirota et al., 2003; Ji and Wilson, 2007; 

Rothschild, Eban and Frank, 2016a; Xu, De Carvalho and Jackson, 2019), ventral 

striatum (Pennartz et al., 2004; Lansink et al., 2009), forebrain (Ribeiro et al., 

2004), amygdala (Girardeau, Inema and Buzsáki, 2017), entorhinal cortex 

(Ólafsdóttir, Carpenter and Barry, 2016; Neill et al., 2017; Yamamoto and 

Tonegawa, 2017), and prefrontal cortex (Euston, Tatsuno and McNaughton, 2007; 

Peyrache et al., 2009; Goshen et al., 2011b; Tang et al., 2017; Shin, Tang and 

Jadhav, 2019). However, most cortical areas lack the density of somas found in 

hippocampal layers, making it more difficult to simultaneously record enough cells 

to detect large ensemble activity patterns. For that reason, the physiological 

properties of cortical replay are less understood than their hippocampal 

counterpart, although some cortical areas seem to share features with 

hippocampal replay, like the temporal compression found in mPFC (Euston, 

Tatsuno and McNaughton, 2007). 
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In spite of this, it is still not clear how neuronal networks from different brain 

areas encoding for the same experience can effectively interact with each other 

to transfer and store the relevant information. As explained earlier in this 

introduction, it is generally believed that the coupling of neocortical and 

hippocampal reactivations can be brought about by network oscillatory rhythms 

that are synchronized at very fine temporal scales. Several papers have reported 

observing a temporal association between cortical reactivations and hippocampal 

SWR (Pennartz et al., 2004; Euston, Tatsuno and McNaughton, 2007; Ji and 

Wilson, 2007; Peyrache et al., 2009; Rothschild, Eban and Frank, 2016a), with 

some cortical ensemble activity being directly modulated by SWRs (Lansink et al., 

2009; Girardeau, Inema and Buzsáki, 2017). Consequently, a major debate has 

focused on the hippocampal ñchicken or the eggò dilemma: how does the brain 

prioritize which memory traces to replay? Is there a hierarchy in replay, with a 

particular brain area leading the memory triage and starting the consolidation of a 

specific experience? Establishing the direction of flow of information is technically 

challenging, and most of the approaches have focused on indirect evidence such 

as the temporal relationship between brain structures. But while we still donôt have 

a definitive answer to this question, as explained in section 1.3.2.4, the evidence 

collected across the years point toward a reciprocal feed-forward dialogue 

between the hippocampus and neocortical areas. The emerging picture suggests 

that cortical representations created during awake experience initiate the dialogue 

by synchronously reactivating a memory trace that is distributed across cortical 

regions. This excitation is transmitted to hippocampus via EC, where it will bias 

the hippocampal replay towards the memory trace linked to the activated cortical 

ensemble (Lewis and Bendor, 2019; Rothschild, 2019; Zielinski, Tang and 

Jadhav, 2020). Next, the hippocampus leads the reactivation of the associated 

cortical memory traces in a coherent fashion for a long-term stabilisation. 

In support of the bi-directional flow of information, replay studies in mPFC, 

somatosensory cortex, and in both visual and auditory cortex showed cortical 

activity preceding hippocampal replay (Sirota et al., 2003; Ji and Wilson, 2007; 

Rothschild, Eban and Frank, 2016a; Tang et al., 2017). Peyrache et al. found that 

in mPFC, the rise in reactivations started before the emergence of hippocampal 
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SWR, yet the peak of the cortical reactivations occurred around 40ms after SWR 

(Peyrache et al., 2009). Similarly, Rothschild et al. found that during sleep, 

reactivations in auditory cortex preceded and predicted the content of 

hippocampal replay during SWR, which in turn wold predict subsequent auditory 

cortex activity (Rothschild, Eban and Frank, 2016a). Furthermore, delivering task-

related sounds during sleep biased both cortical and hippocampal replay towards 

the specific task aspect (Bendor and Wilson, 2012; Rothschild, Eban and Frank, 

2016a). Similar effect have also been reported in humans via targeted memory 

reactivations (Lewis and Bendor, 2019). These findings support the notion that the 

activation of specific cortical ensembles during sleep influences the identity of the 

memory traces that will be replayed in hippocampus. 

Other work in striatum, mPFC, and deep layers of EC reported that 

reactivations in these areas temporally followed hippocampal firing during SWR 

(Siapas and Wilson, 1998; Lansink et al., 2009; Wierzynski et al., 2009; 

Ólafsdóttir, Carpenter and Barry, 2016). While these results could represent the 

hippocampus-to-cortex information flow leading up to cortical consolidation, we 

still cannot rule out the alternative supported by other models that suggest that it 

is the hippocampus who leads the memory triage process. Similarly, we cannot 

ignore other reports on independent cortical reactivations (OôNeill et al., 2017). 

However, it is important to notice that the variety of these results could also be 

due to the brain area being studied (i.e. its connectivity and functionality), the 

nature of the memory (i.e. novel vs familiar experience, saliency, etc.), or the 

experimental conditions of the study. For instance, work in mPFC reported 

increased reactivations over learning (Tang et al., 2017), but also a stronger 

synchronization between mPFC and hippocampus during awake replay compared 

to sleep (Shin, Tang and Jadhav, 2019). This could indicate that the feed-forward 

mechanism is more prevalent in early stages of learning and memory 

consolidation, and it could potentially not be so easily observed in repetitive tasks.  



1   |   INTRODUCTION  

 

50 

1.6.2 Awake replay 

Awake replay was first observed while rats briefly paused to consume a reward at 

the end of a track where they were running back and forth (Foster and Wilson, 

2006). The authors found that at the end of each trajectory, the sequence of place 

cells representing the path just taken was reactivated in a temporally reversed 

order; that is, starting from the current animalôs position and going backwards (or 

in other words, in the reverse direction than the one observed during running) 

(Figure 1.9A). Importantly, the reverse sequences included the unidirectional 

place cells that would be activated in the reverse direction. This phenomenon was 

first interpreted as a mechanism for reinforcing learning of new hippocampal-

dependent tasks (Ambrose, Pfeiffer and Foster, 2016; Xu et al., 2019). Further 

investigations soon revealed that awake replay could also occur in the same 

direction than the one observed during behaviour (forward replay; Diba and 

Buzsáki, 2007) (Figure 1.9A). But contrary to reverse (or backwards) replay, 

forward reactivations preferentially occurred in locations leading up to a goal, in 

anticipation of the next path taken, suggesting a potential role for planning 

forthcoming actions (Xu et al., 2019). The existence of bidirectional events opened 

the door to awake replay carrying out multiple functions. Yet, it is still not clear 

whether both types of directional sequences serve similar or different roles.  

1.6.2.1 The balance between forward and reverse replay 

A general opinion in the literature states that a possible role for forward replay 

during behaviour is to facilitate immediate planning by retrieving past experiences 

that will aid memory-guided decision making; whereas reverse replay would 

support learning and consolidation of representations related to recently lived 

experiences, a process that would be modulated by reward. 
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Figure 1.9. Awake replay. (A) Awake replay is divided in reverse (left) and forward (right) 

replay based on the directionality of the sequences. Reverse or backwards replay is often 

observed at the end of the track, representing the path taken in opposite direction. Its 

frequency increases in rewarded sites. Forward replay has often been associated with 

decision-making and planning, and it represents the path that will be taken next. (B) Awake 

replay is not limited to local context, but can also represent remote locations, like other tracks 

in the room. (C) When considering the relationship between reverse and forward replay, it is 

thought that reverse replay is more prevalent in early stages of learning and memory 

consolidation, while forward replay takes over in late learning stages, for memory retrieval and 

planning. Shin et al. found that reverse replay was better at predicting paths taken in early and 

middle learning stages, while forward replay was more accurate at paths in late learning 

stages. Plot C adapted from (Shin, Tang and Jadhav, 2019). 

In agreement with the planning role for forward replay, several studies found 

that the content of these events tend to represent upcoming paths starting from 

the animalôs current position, both in linear tracks and two-dimensional 

environments (Diba and Buzsáki, 2007; Pfeiffer and Foster, 2013; Olafsdottir, 
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Carpenter and Barry, 2017; Shin, Tang and Jadhav, 2019; Xu et al., 2019). In 

behavioural tasks where the animal depended on previous acquired knowledge to 

make a decision, replay events at the decision point predicted the future arm 

choice (Karlsson and Frank, 2009) and displayed a forward directionality (Shin, 

Tang and Jadhav, 2019; Xu et al., 2019). These results point towards forward 

replay being a mechanism to retrieve information needed for accurate behaviour, 

hence not only for trajectory planning but also for decision making (Carr, Jadhav 

and Frank, 2011). In line with this idea, in a fear conditioning task, Wu et al. 

exposed a group of rats to a linear track where at the end of it they would receive 

a foot-shock. The animals quickly learned to avoid that area by efficiently turning 

back just before reaching the region. Noticeably, when the authors analysed the 

replay events at the turning point, they found that instead of representing the future 

trajectory (that is, running back to the start), they would instead represent the 

sequence encoding for the foot-shocked area, and therefore the path that they 

were actively avoiding. This was seen as evidence for awake replay recalling the 

learned fear memory trace (Wu et al., 2017). However, an important detail of this 

study is that the authors did not distinguish between forward and reverse events. 

Thus, further studies are needed to clarify whether this function is specific for one 

of the two directional reactivations, or if it is used for both. 

A similar amount of evidence supports reverse replayôs role in learning and 

memory consolidation (Foster and Wilson, 2006; Diba and Buzsáki, 2007; 

Ambrose, Pfeiffer and Foster, 2016; Shin, Tang and Jadhav, 2019; Xu et al., 

2019). Reverse (but not forward) sequences are more prevalent under increasing 

amounts of reward at the end of each trial, supporting a role for facilitating 

backward associations modulated by reward (Ambrose, Pfeiffer and Foster, 

2016). Indeed, when comparing rewarded versus unrewarded trials, SWR 

reactivations are enhanced in the former condition, and this differential activity 

appears every time that new reward contingencies must be learned (Singer and 

Frank, 2009). Others have found a strong correspondence between the content 

of reverse sequences and recently completed paths, frequently originating at 

remote locations and propagating towards reward sites (Shin, Tang and Jadhav, 

2019; Xu et al., 2019). A suggested model for reverse replay posited that the 
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depolarization originated during SWR causes the place cells with membrane 

potentials closest to the depolarization threshold to fire first: this would be the 

place fields closest to the current location of the animal, as they would be the most 

recently excited (Csicsvari et al., 2000, 2007; Foster and Wilson, 2006; Diba and 

Buzsáki, 2007). Thus, SWRs would promote the sequential activation of place 

cells starting from the animalôs location and propagating backwards towards the 

less depolarized place cells. According to this model, awake replay would depend 

on local sensory inputs and therefore only activate sequences related to the 

current task. However, this model has been challenged by the observation that 

reverse replay also encompasses remote locations encoding coherent trajectories 

not related to the current goals or environment (OôNeill, Senior and Csicsvari, 

2006; Davidson, Kloosterman and Wilson, 2009; Karlsson and Frank, 2009; Gupta 

et al., 2010) (Figure 1.9B). These studies found that while awake reactivations 

often started representing local spatial sequences, either the sensory inputs or 

alternative drivers (i.e. hippocampal internal circuitry) could also lead to a 

cascade-activation of networks representing trajectories from previously explored 

environments (Buzsáki, 1989). Thus, the fact that awake replay is not limited to 

current trajectories, but is rather equally likely to represent remote experiences, 

raises the possibility of a mechanism to form associations between past and 

current events, which would be well suited to contribute to both learning and 

updating acquired representations. In addition, the ability to retrieve learned 

information possibly in absence of sensory cues provides strong evidence of 

awake replay as a form of spatial memory expression. 

While the evidence reported above seem to point towards different functions 

for each type of awake replay, as often happens, reality is not as clear-cut. 

First, the roles of reverse and forward replay are likely to be complementary, 

even overlapping at some levels. One possibility would be that during early 

learning stages, hippocampal replay is biased towards reverse directionality as a 

means to reinforce learning and consolidate new information. During late learning 

stages, the bias gradually decreases, and on those tasks where behaviour 

depends on previous history (i.e. the choice of the next trajectory depends on the 
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route just taken), the hippocampus is more likely to shift towards forward replay in 

order to retrieve previous knowledge and predict future paths (Figure 1.9C). 

Importantly, while backward sequences decrease in frequency in familiar 

environments, they are still reliably detected, indicating that reverse replay might 

serve additional purposes beyond initial memory formation (Gupta et al., 2010; 

Shin, Tang and Jadhav, 2019). Foster and Knierim tried to encapsulate the 

dichotomy between forward and reverse replay within the framework of a Markov 

decision problem, in which navigation decisions depend only on the starting point 

and not on the previous location history (Foster and Knierim, 2012). From a 

modelling perspective, reverse replay would serve as a mechanism to speed up 

learning while forward replay would support look-ahead mechanisms to access 

information about more immediate paths. More specifically, by replaying the 

rewarded routes backwards, the hippocampus would be able to gather the value 

information of each potential trajectory and evaluate simultaneously the most 

efficient path. 

The second reason that complicates the picture is that the majority of replay 

studies are performed in cued controlled environments with tracks of a relatively 

short length and with stereotyped behaviours, which does not quite adjust to 

naturalistic settings. To address these differences, a laboratory exposed a group 

of rats to an unusually long track (10m) and found that the start location of the 

replay events were not restricted to rewarded sites or to the current position of the 

animal, particularly when the rat had stopped in the middle of the track: on those 

occasions, forward sequences were not correlated with upcoming paths, neither 

were reverse sequences with past trajectories (Davidson, Kloosterman and 

Wilson, 2009). Incidentally, they also observed that both forward and reverse 

replay were able to represent long sections of the track by spanning their 

representations across multiple SWR. In line with these data, another study found 

that replay trajectories decoded from random foraging in a 2D open arena 

reflected a random-walk; that is, the patterns did not reflect a direct representation 

of the animalôs behaviour (Stella et al., 2019). This was true for both sleep and 

awake replay events. 
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While these results do not necessarily undermine the previous studies, they 

do point towards a higher complexity of replay functionality. In line with this 

interpretation, Wu and Foster showed that replay can capture several aspects of 

unique maze topology by stitching up segments (Wu and Foster, 2014). Similarly, 

Gupta et al. found that replay can also piece together previous unconnected 

routes into new trajectories that had not been experienced before, sometimes 

creating shortcuts (Gupta et al., 2010). Thus, a new picture emerges where awake 

replay is not limited to storing recent behavioural episodes or recalling previous 

experiences, but might also serve as a model of the world to support navigation 

(Carr, Jadhav and Frank, 2011). This would be in line with Tolmanôs idea of a 

ócognitive mapô that represents relationships between episodes rather than simply 

recapitulating recent experiences, thus serving the distinct cognitive demands of 

a task or event. This notion would allow to incorporate other findings that are not 

necessarily related to memory consolidation. Óláfsdottir et al. found that the switch 

between local and remote replay was correlated to the cognitive demands of the 

task, and more specifically to the duration of the pauses during running and the 

engagement of the animal with the ongoing trial (Olafsdottir, Carpenter and Barry, 

2017). Hence, while the animal was engaged to the task, replay events tended to 

represent upcoming paths in the maze, suggesting planning of the next steps. 

However, in those moments where the rat was showing a disengaged behaviour, 

the hippocampus would preferentially replay remote locations, most likely to 

consolidate other events. Incidentally, the concurrence of both features could be 

used to predict subsequent error trials. Others have also observed a correlation 

between replay directionality and the cognitive demands of the task, especially in 

choice points, suggesting that the content of a given replay event might depend 

on the animal behaviour and its current needs, rather than the recency or the 

frequency of visits to the area (Gupta et al., 2010; Xu et al., 2019). 

1.6.2.2 Awake replay: Recapitulating 

As it might have become apparent, replay is a complex phenomenon. Overall, 

awake replay is suggested to potentiate learning and memory consolidation, to 
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contribute to mapping novel environments (it can reveal never experienced 

shortcuts and link different trajectories), to help establish goal-related routes, and 

to support decision making (allowing for planning and evaluation of choices 

through memory retrieval). The content of replay is modulated by cognitive factors 

such as reward, experience (i.e. novelty), and learning, but it is still not clear if a 

hierarchy exists between these factors. 

1.6.3 Mechanisms determining replay content  

Even though they share physiological properties and some functions, the 

evidence collected over time seems to indicate that sleep and awake replay differ 

in many aspects. For example, whereas blocking sleep replay impairs memory 

consolidation (Girardeau et al., 2009; Ego-Stengel and Wilson, 2010; Gridchyn et 

al., 2020), disruption of awake replay impacts working memory, but not long-term 

memory (Jadhav et al., 2012; Roux et al., 2017). Similarly, the distribution of 

forward and reverse sweeps observed in awake replay is much less common 

during sleep replay, where there are significantly more forward-ordered events 

(Wikenheiser and Redish, 2013). In fact, while sleep forward replay serves a 

memory consolidation role, awake forward events have been associated with 

planning by memory retrieval. Yet, while different brain states might result in 

distinct roles for replay, current evidence suggests that the physiological 

mechanisms underlying sleep and awake replay stem from the same network 

mechanisms. 

How are the replay sequences originated? We still do not know the full answer 

but there are several factors that seem to play a role. 

The first factor is the connectivity between the hippocampal areas CA1 and 

CA3. As explained earlier in this introduction, the cells that become active during 

the SWR in CA3 (Sullivan et al., 2011) will determine the identity of the CA1 

neurons that will be recruited during the oscillatory event (Hulse et al., 2016). This 

suggests that CA3 leads the activation of CA1 replay events, most likely after 
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receiving the information through cortical inputs. In fact, disruption of CA3-CA1 

pathways impairs memory formation during the early stages of consolidation 

(Nakashiba et al., 2009). The recurrent nature of the CA3 networks could thus be 

capable of leading the replication of spatially coherent sequences, even in the 

absence of sensory cues associated with the replayed experience, as it is the case 

for awake remote replay. 

It is thought that the synchronization between CA1 and CA3 depends on slow 

gamma oscillations (25-50Hz), rather than SWRs, which also happen to originate 

in CA3 (Colgin et al., 2009). Slow gamma oscillations have been shown to entrain 

CA1 and CA3 spiking and to coordinate the activity between both hemispheres, 

and could thus serve as a potential mechanism to enable coherent memory 

reactivation across both hippocampi (Carr, Karlsson and Frank, 2012). 

Importantly, these oscillations are also thought to play a key role in the retrieval of 

sequences during awake replay. Pfeiffer and Foster found that the peaks of slow 

gamma oscillations were locked to the spiking of excitatory cells that often 

represented single locations, while the troughs were more likely to represent 

transitions between adjacent locations (Pfeiffer and Foster, 2015). Based on these 

findings the authors proposed a model based on attractor network dynamics 

(building up from the Hopfield model (Hopfield, 1982)), where sequence 

reactivations were composed of discrete attractors that oscillated at slow gamma 

frequency. These attractors would be memory segments stored in networks of 

recurrently excitable neurons (like the ones found in CA3), which in our context 

could be interpreted as reactivations composed by neuronal patterns representing 

discrete locations in the environment. Thus, at any given location, during the 

peaks of the slow gamma oscillations, the sequence of spiking activity would 

represent single locations through what is known as auto-associative dynamics: 

partial neuronal patterns activated during movement that converge into the 

corresponding attractor pattern representing the current location of the animal. 

This convergence would be possible thanks to the synaptic weight correlations 

within the neuronal ensemble, but the process would result in ñjumpyò replay 

sequences, which would sharpen over the course of milliseconds until getting the 

correct representation and transitioning to the next successive location. This 



1   |   INTRODUCTION  

 

58 

transition would occur during the trough of the slow gamma oscillation. The low 

levels of activity of the troughs would cause the weakening of the attractor 

dynamics and thus allow the transition to the next attractor (i.e. the next location). 

The repetition of these steps would eventually generate a sequence of attractors 

reflecting the correlation between different neuronal patterns (a process known as 

hetero-association), that would form the sequence reactivation. 

Subsequent studies have expanded this model by introducing new 

components to accommodate for the dynamic nature of memories (Spalla, 

Cornacchia and Treves, 2020) and developed new joint attractor dynamic theories 

to account for the coordination between the hippocampus and EC during 

reactivation events (Kang and Deweese, 2019; Agmon and Burak, 2020). One of 

the proposed models for the hippocampus-EC coordination incorporates key 

biological features such as spiking neural dynamics, which could potentially 

explain not only the emergence of replay, but also the formation of grid cells and 

the production of theta sequences (Kang and Deweese, 2019). 

This brings us to the second factor that has been suggested as a mechanism 

for replay sequence formation: theta sequences. As explained earlier in this 

introduction, theta sequences have been long associated with memory encoding 

and retrieval, and their compressed spiking activity is thought to facilitate the 

synaptic weight changes underlying the initial formation of memory traces (Bush 

et al., 2010; Chadwick, van Rossum and Nolan, 2016; Theodoni et al., 2018). 

Thus, the emergence of replay sequences following the activation of a cell within 

the ensemble could be dependent on both the recurrent circuits of CA3 and the 

network reinforcement originated during theta learning. 

In support of this hypothesis, studies have found that cell assemblies 

activated within theta cycles are more likely to be recruited during subsequent 

SWR (Foster and Wilson, 2006; OôNeill, Senior and Csicsvari, 2006), and that with 

experience, theta sequences become more predictive of the SWR content 

(Jackson, Johnson and Redish, 2006). From a developmental point of view, theta 

sequences have been reported to emerge in parallel with replay (Muessig et al., 
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2019; although see Farooq and Dragoi, 2019, where they found replay preceding 

the appearance of theta sequences). To test whether replay was dependent on 

the emergence of theta sequences, Drieu et al. designed a task where the animals 

were transported on a model train with a built-in treadmill (Drieu, Todorova and 

Zugaro, 2018a). By switching off and on the treadmill, the animals would change 

from a passive (immobile while train is moving) to an active (running while train is 

moving) state. The rationale behind this manipulation was the knowledge that 

passive movement results in altered phase precession, and therefore perturbed 

theta sequences. Hence, by switching between states the authors were able to 

study whether the disruption of theta sequences had a direct impact on replay. 

Their results showed that replay levels after the active state were boosted during 

sleep, compared to the ones observed after the passive one. However, exposing 

the animal to passive movement after having already experienced the active state 

resulted in both intermediate but significant levels of reactivations and less 

perturbed theta sequences. These results suggested that while replay can still 

emerge without theta sequences, the content and quality of the events is affected. 

However, if the experience has already undergone initial levels of consolidation 

through theta learning or sleep replay (like in the active state), subsequent 

degradation of theta sequence can cause a degradation of the replay but does not 

prevent consolidation. While this study was key in providing first empirical 

evidence about the relationship between theta sequence and replay, it did not 

provide evidence about the impact of such disruption on a task performance that 

would be memory dependent. 

The studies presented above seem to point towards a dependency between 

theta sequences and replay, but there are some factors that put this hypothesis in 

doubt and suggest that further studies are still required. The main factor is that 

even though awake replay has been reported after single lap experiences (Foster 

and Wilson, 2006), theta sequences are only observed after the second lap (Feng, 

Silva and Foster, 2015), suggesting that replay is not completely dependent on 

the synaptic changes originated during theta learning. Similarly, inactivation of the 

medial septum disrupts theta sequences and degrades task performance, but 

does not affect awake replay (Wang, Roth and Pastakova, 2016). However, these 



1   |   INTRODUCTION  

 

60 

results could be explained by the fact that the animals were highly familiar with 

the environment before the disruption, and therefore theta sequences were not a 

determining factor for the emergence of awake replay. Likewise, disruption of 

theta sequences could have impaired memory retrieval and therefore affected the 

performance levels. Indeed, theta sequence impairment following MEC lesioning 

appears to affect the behaviour-associated plasticity changes but not the retrieval 

of pre-existing memory traces for the same experience (Chenani et al., 2019). 

Finally, the dependence on theta sequences might also differ between sleep and 

awake replay.  
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1.7 THESIS A IMS 

As we go about our daily life, our brain works tirelessly to encode and process 

everything we experience. Yet not all of it is stored as a memory. A thoroughly 

researched question is how our brain prioritizes which information to keep and 

which one to forget. It is believed that during sleep the brain undergoes a 

discrimination process, in which it effectively separates and selects the episodes 

that need to be consolidated. A well-known example is the prioritization of salient 

experiences. Studies in both humans and other animals have shown how 

emotional, rewarded, or negatively salient experiences undergo a preferential 

consolidation during sleep (Wagner, Gais and Born, 2001; Singer and Frank, 

2009; Stickgold and Walker, 2013; Wu et al., 2017; Michon et al., 2019). However, 

according to the mechanisms underlying the emergence of replay that we have 

covered in this introduction, another relevant factor for memory triage would be 

experience. 

Indeed, initial studies on replay stated that previously run trajectories were 

more likely to be reactivated during SWR as the experience in the environment 

increased (Foster and Wilson, 2006; OôNeill, Senior and Csicsvari, 2006). 

Interestingly, the replayed neuronal sequences were predominantly the same 

ones that were active during prior theta sequences (Foster and Wilson, 2006; 

Jackson, Johnson and Redish, 2006). These data point towards replay as an 

experience dependent mechanism, with theta sequences being used to 

strengthen synaptic connections of the ensembles activated during the awake 

behaviour. As such, a given replay event would be shaped by the most recent 

experience, thus determining its content and directionality. However, these 

studies had a common problem, which was that the animals were tested in 

environments that were highly familiar to them. In order to address this issue, new 

paradigms were developed where the effect of novelty could be studied. It was 

found that when comparing novel to familiar environments, not only was there a 

higher or at least equal rate of reactivations (OôNeill et al., 2008; Gupta et al., 

2010; McNamara et al., 2014), but replay for the novel environments also 
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extended for longer periods of time (Giri et al., 2019). Moreover, awake replay has 

been shown to be more prevalent and to exhibit higher temporal fidelity in novel 

environments than in familiar ones (Diba and Buzsáki, 2007; Cheng and Loren M. 

Frank, 2008). These results could be explained by the fact that familiar 

experiences have already been consolidated and stored in the brain, and the 

update of their memory traces with new information might require distinct amount, 

or even routes, of reactivation. 

However, one topic that remains poorly understood is how the brain 

processes multiple novel experiences. It is clear that our brain seems capable of 

storing and retrieving memories of extremely short events, but as explained in this 

introduction, the amount of experience in a given environment will influence the 

encoding of its spatial representation (e.g. place cell stability) and internal network 

dynamics (e.g. appearance of theta sequences), elements that in turn will impact 

the formation of a memory. To address the effect of experience on memory 

formation, we developed a protocol where rats were exposed to novel 

environments for different amounts of time. With that, we aimed to understand: 

(1) The effect of experience duration on the creation of spatial representations 

and place field stability. 

(2) The influence of experience duration on memory triage ï that is, whether 

the brain considers the amount of experience to prioritize the consolidation 

of competing events during sleep. 

(3) The mechanisms underlying memory formation of novel short events. 
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2 MATERIALS AND METHODS 

2.1 ANIMALS 

Seven male Lister Hooded rats were implanted, four of which were used for this 

thesis (Table 2.1). Prior to surgery, rats were housed in pairs and kept at 90% of 

free-feeding weight with free access to water. The housing room was maintained 

at a temperature of 22±2°C, 55±10% of humidity, and on a 12-hour light/dark 

cycle. All procedures were carried out during the light phase of the cycle in order 

to facilitate sleep during the rest sessions. All experimental procedures and post-

operative care were approved and carried out in accordance with the UK Home 

Office, subject to the restrictions and provisions contained in the Animals 

(Scientific Procedures) Act of 1986. 

2.2 BEHAVIOURAL PROTOCOL 

Prior to the start of recordings, rats were trained for approximately two days, 30 

min each, to run back and forth on a linear track with reward delivered at each 

end. Training occurred in a different room and track from the one used during the 

recordings. The training was extended on time if required. 

We designed a 5-day experiment where each day consisted of one recording 

session where the animal underwent one out of five possible protocols. In each 
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protocol, rats encountered two novel tracks and were allowed to run back and 

forth for a variable number of laps, with a reward consisting of chocolate flavoured 

milk delivered at each end of the track. The protocols differed in the number of 

laps the rat had to run on the second track, which was always lower than the first 

track. 

A given recording session started with a 1-hour sleep period in which the 

animals were allowed to rest in a sleep box (Figure 3.1). The sleep box consisted 

of a circular enclosure with walls 50 cm tall and with a towel placed at the bottom, 

to which the animals had been previously habituated. Next, rats were exposed for 

the first time to the two novel tracks. These first exposures were separated by 10-

min rest in the sleep box to facilitate discrimination between the experiences 

corresponding to each track. In the first track (T1), rats always ran 16 laps back 

and forth. The number of laps ran on T1 was constant across all five protocols and 

was used as a control. In the second track (T2), rats ran a lower number of laps, 

which varied between 1, 2, 3, 4, or 8 laps. The number of laps run on T2 changed 

every day and the order was pseudo-randomised for each animal. After the first 

exposure to T1 and T2, the animals were immediately placed back into the sleep 

box and were allowed a 2-hour sleep period to consolidate the experience. To 

ensure that place field stability was achieved for each track, rats were exposed for 

a second time to the same tracks. This time, animals were allowed to run for 15 

minutes in each track, a sufficient amount of time for acquiring a stable 

hippocampal representation of the track (Frank, Stanley and Brown, 2004). As 

before, both exposures were separated by a 10-min rest in the sleep box. As a 

final step, rats were allowed to sleep for another hour. 

The number of laps run on T2 was decided based on the knowledge that in 

novel environments, while place cell activity forms and stabilises within the first 

~5-6 minutes of the exposure (Frank, Stanley and Brown, 2004), the stabilization 

of the spatial representations requires a longer time (Frank, Stanley and Brown, 

2004; Leutgeb et al., 2004; also see 1.4.1.2). Thus, we chose to test the shortest 

experience (1 lap) and gradually increase the number of laps to study the effect 

of increasing experience on both place field stability and the subsequent effect on 
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memory consolidation (i.e. replay) (see Chapter 4 and 5 for the latter). 

Additionally, while theta sequences have been suggested as a mechanism for 

replay formation, it is also known that they only appear after the second lap on a 

novel environment (Silva, Feng and Foster, 2015). We thus aimed to further 

examine replay in the absence of theta sequences (see Chapter 5). 

Lastly, given the high number of variables in this experiment, in this paragraph 

we aim to clarify the terminology that will be used in the results chapters and 

figures.  

¶ Protocols: refers to each of the 5 different days of the experiment. The 

difference between each protocol lies in the number of laps ran on T2, 

ranging from: 1, 2, 3, 4 or 8 laps. For clarity, each protocol will be identified 

with a letter with the notation ñProtocol XLapsT1-LapsT2ò: protocol A16-8, 

protocol B16-4, protocol C16-3, protocol D16-2, and protocol E16-1. 

¶ (Recording) session: a full experimental day, independent from the 

protocol.  

¶ Tracks: there are two different tracks in each protocol. 

¶ Exposure and Re-exposure: each protocol consists of two exposures to 

each track. The first exposures are identified as T1 and T2, while the re-

exposure to the tracks are named R-T1 and R-T2. A big bulk of the 

analysis in chapter 3 will focus on comparisons between the exposures to 

the same track (within track comparison) and between the two different 

tracks in the protocol (between track comparison).  

¶ Lap: each pass that the animal runs back and forth in the track. 

¶ Hippocampal spatial map/representation: network of place cells 

encoding for a specific environment.  
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To summarise, each protocol has been replicated with 4 different rats, and 

therefore 4 different recording sessions. Given that there are 5 protocols, the 

analysis is based in a total of 20 recording sessions. 

2.3 EXPERIMENTAL SET-UP 

A key element of the protocol was to ensure the animals encountered a new 

environment and two novel tracks every day. With that goal in mind, we designed 

a modular maze consisting of wooden planks of Medium Density Fibreboard 

(MDF) cut to different sizes. Pieces of MDF could be attached together into 

different configurations using wooden dowels, thus easily creating multiple track 

shapes using the same pieces. All rats were exposed to the same track shapes, 

with the order pseudo-randomized across sessions and tracks. This was done to 

minimize any potential effect of a particular track shape on the results of the 

experiment. To facilitate tracking and prevent slipping, the MDF pieces were 

painted with gripping black paint (Blackfriar, UK) and sprayed with matt black paint 

(Hycote, UK). To further ensure hippocampal remapping across days and tracks 

(i.e. to ensure tracks were different enough to be recognised as such), we used a 

variety of textures to cover the tracks and also made use of distal visual cues 

hanged on the walls to simulate different rooms. Additionally, large vertical 

polypropylene black sheets were used as panels to divide the room, thus creating 

the illusion of sub-rooms and changing the overall spatial configuration of the room 

across days. The whole recording setting was surrounded by black curtains 

mounted on the ceiling and lit up with dimmable blue LED strips (CPC, 12V) 

(Figure 2.1). 

The behavioural task was automated using custom-made software with 

Bonsai (https://bonsai-rx.org//) and Arduino board (http://www.arduino.cc/). The 

software monitored the position of the animal through four webcams placed in the 

ceiling (Logitech C930E 1080p HD Webcam) and controlled the delivery of the 

liquid reward by activating the infusion pumps (dual Aladdin, WPI) upon the 

https://bonsai-rx.org/
http://www.arduino.cc/
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animalôs entry in the regions of interest set near the reward wells, at each end of 

the track. 

 

Figure 2.1. Experimental set-up. (A) Schematic representation of the experimental room. 

The experimental set-up was surrounded by black curtains and distal cues. The location and 

configuration of the two different tracks changed across days. Black plastic panels were used 
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to create subdivisions within the room. The neural signal recorded from the rat was first pre-

amplified and converted to digital signal already in the headstage, and then transmitted to the 

Neuralynx acquisition system unit, where it was filtered and transmitted to the computer. The 

headstage cable was connected to a manual commutator to prevent tangling. (B) Top view 

from an example recording session in the experimental room. 

2.4 LARGE-SCALE MICRODRIVES 

A large-scale independently movable microdrive array was used to record single 

units (Davidson, Kloosterman and Wilson, 2009). The design of the microdrive 

was modified to both improve flexibility and reduce weight, to increase the number 

of tetrodes, and to duplicate the number of targeted areas. For this thesis, one rat 

was implanted with a dual-hippocampal microdrive, while the three remaining 

were implanted with a microdrive targeting both dorsal hippocampus and primary 

visual cortex (V1) (Figure 2.2A,B).  

The body of both types of microdrive was designed using an online 3D 

modelling software (Vectary Inc.) and later 3D-printed (Form2 3D printer, 

Formlabs). Each microdrive contained 24 independently movable tetrodes carried 

inside two polyimide tubes: an inner (ID: 0.0035ôô; OD: 0.0055ôô, IWG) and outer 

(ID: 0.0071ôô; OD: 0.0116ôô, IWG) (Figure 2.2C). The outer polyimide contained the 

inner one, and it was used as a guide tube to direct the inner polyimide through 

the body of the microdrive. The inner polyimide was glued to both the tetrode and 

the movable screw, allowing the tetrode to slide up and down while protecting it 

from bending during the movement. The dual-hippocampal microdrive had two 

outputs with 12 tetrodes each that targeted the hippocampal region in each 

hemisphere. For the hippocampal-visual cortex microdrive, 16 tetrodes were used 

to record from the hippocampal area, while the remaining 8 tetrodes targeted the 

visual cortex. Tetrodes were assembled using four twisted tungsten microwires 

(12 µm diameter, Tungsten 99.95% CS, CFW), individually gold-plated to <200 

kɋ impedance (NanoZ, White Matter LLC). To protect the microdrive and achieve 

a better grounding, we designed a cone that could both contain the microdrive and 
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act as a faraday cage. The structure of the cone was built from tin foil glued into a 

plastic sheet, and grounded to the Electrode Interface Board (EIB) of the 

microdrive through a soldered wire (Figure 2.2DE). 

  

Figure 2.2. Microdrives. (A) Side and top views of the 3D design of the body from the dual-

hippocampal microdrive. Both hippocampal outputs carried 12 tetrodes. (B) Side and top views 
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from the hippocampus-visual cortex microdrive 3D design. The hippocampal output shown on 

the right, carried 16 tetrodes. The visual cortex output, on the left, carried 8. (C) Side and top 

photos from a half-built hippocampus-visual cortex microdrive. The independently movable 

screws are loaded with the outer polyimides (also seen in the top view), which will serve as 

carrier for the inner polyimides and tetrodes. The red arrow in the rightmost image indicates a 

thin layer of epoxy covering the screw rails to prevent them from coming loose. (D) An 

electrode interface board was fixed on top of the microdrive and connected to the headstage. 

Each tetrodeôs microwires were connected to the board using gold pins (amplified image). (E) 

Schematic representation of the microdrive implanted on an animalôs skull and contained in 

the protective cone. The whole structure was fixed in place with dental acrylic. To protect the 

tetrodes in the craniotomy a thin layer of Vaseline was applied in the edges of the craniotomy. 

The ground screw was connected to the EIB through a wire, while another ground wire coming 

from the EIB ground was connected to the cone to create a Faraday cage. 

2.5 SURGICAL PROCEDURE 

For the surgical implantation of the microdrives, rats were induced and maintained 

under isoflurane anaesthesia (1.5-3% at 2 L/min). Carprofen (0.1 mL/100g animal 

weight in a solution of 1:10, Pfizer Ltd, UK) and Baytril (10 mg/Kg, Bayer) were 

given pre-surgically to prevent pain and infection. Following induction of 

anaesthesia, the animals were shaved and placed on the stereotaxic frame with 

ear bars. After disinfecting the skin with antiseptic (Betadine) and saline, an 

incision was made to expose the skull, which was carefully cleaned with 10% 

hydrogen peroxide diluted in phosphate buffered saline and a phosphoric acid-

based etching gel agent (37.5%, Gel Etchant), which is known to improve bonding 

to dental acrylic. Throughout surgery the animalôs body temperature was kept 

constant with a heating pad.  

For rats implanted with the hippocampal-visual cortex microdrive, the first 

craniotomy aimed at the pyramidal cell layer in CA1 area of the right dorsal 

hippocampus (from bregma: ML= 2.5 mm, AP= 3.72 mm), while the second 

craniotomy targeted the visual cortex (V1) in the left hemisphere (from bregma: 

ML= -3.8 mm, AP= -5.76 mm). As for the rat implanted with the double-
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hippocampal microdrive, bilateral craniotomies were made above the dorsal 

hippocampal CA1 cell layer (from bregma: ML= 2.5 mm, AP= 3.72 mm and ML= 

-2.5 mm, AP= -3.72, respectively). Two small metal screws with a soldered wire 

were placed in the frontal right parietal bone and the right occipital bone (above 

the cerebellum), where they served as reference and ground, respectively. Extra 

screws were added in strategic positions in the skull to act as an anchor for the 

implant. The microdrive and screws were fixed in place using metabond (Super 

Bond C&B) and dental acrylic (Simplex Rapid ®, Kemdent, UK). Finally, the skin 

was sutured and the animal was left to recover in a heated chamber and monitored 

until fully recovered all motor functions and the ability to drink and eat. As post-

surgical care, rats were administered with low doses of analgesics (Metacam, 1.5 

mg/mL Oral Suspension for Dogs 10mL, Boehringer Ingelheim) during 72 hours. 

Animals were housed individually and allowed to recover with food and water ad 

libitum for a week, before returning to being kept at 90% of their free-feeding 

weight. 

2.6 DATA ACQUISITION 

After recovery, implanted rats were screened for hippocampal single units by 

gradually lowering the tetrodes until reaching the CA1 pyramidal cell layer. 

Neuronal activity and position data were acquired with a 96-channel digital 

acquisition system (Neuralynx, DigitalLynx). The signals were pre-amplified and 

digitised on the headstage at a sampling rate of 30 kHz. Local field potential and 

spikes were then band-pass filtered in the Neuralynx acquisition unit at 0.1 Hz and 

600 Hz-6000 Hz, respectively. Video tracking was acquired at 25 fps using a 

camera also connected to the Neuralynx acquisition device, while two LEDs 

mounted in the head-stage were used to infer head-direction and position of the 

animal. Once tetrodes reached CA1, recording sessions started.  
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2.7 LESIONS,  PERFUSION,  AND HISTOLOGY 

Upon completion of the experiments, animals were deeply anaesthetised with 

isoflurane (3% isoflurane with an oxygen flow rate of 2 L/min) and the locations of 

the recording sites were marked with electrolytic lesions by passing current 

through an electrode of each tetrode (10 s, 30 µA). Animals were then terminated 

via an intraperitoneal injection of a lethal dose of Euthatal (0.5 mL/100g, sodium 

pentobarbital) and perfused transcardially with saline (0.9% sodium chloride 

solution) followed by 10% Formalin. The fixed brains were then removed from the 

skull while carefully extracting the implanted microdrive, and post-fixed in 10% 

Formalin at 4°C for a minimum of 48 hours. Next, the brains were placed in a 

container with 30% sucrose solution to achieve cryoprotection. Once the brains 

sunk in the container, they were mounted on a block with Optimum Cutting 

Temperature (OCT) and sectioned coronally with a cryostat (Leica, CM1850 UV) 

at a thickness of 30 µm. The obtained brain slices were then wet-mounted onto 

superfrost plus slides (Thermo Scientific), Nissl-stained and coverslipped using 

DPX mounting media (Sigma Aldrich). Finally, slices were examined under a Leica 

DMi8 microscope in order to detect the tetrodes track reaching into the 

hippocampal CA1 pyramidal layer. Whole-slice images were obtained using 

bright-field settings at 25X magnification. 

2.8 SPIKE SORTING 

To isolate single units from the recorded neural data, we first converted the output 

.CSC file from Neuralynx into .DAT format. Neuronal spikes were then sorted 

offline using the semi-automatic clustering software KlustaKwik 2.0 (K.Harris, 

http://klustakwik.sourceforge.net/) and then manually curated with Phy-GUI 

(https://github.com/kwikteam/phy). The aim of the manual processing was to refine 

the automatic clustering and classify the clustered spikes into single units, multi-

unit activity (MUA) or noise. This process was achieved by examining the spikes 

waveforms and auto-correlograms (indicative of noise within the refractory 

http://klustakwik.sourceforge.net/
https://github.com/kwikteam/phy
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period), and by identifying and correcting clusters of spikes that belonged to the 

same neuron and had been wrongly split, and vice versa. Clusters were merged 

together if their PCA components overlapped in the cluster space, they presented 

similar waveforms, and the cross-correlogram did not show spikes within 2 ms of 

each other. Neural data from each recording session was clustered as a whole, 

without separating between task periods. 

2.9 ANALYSIS PIPELINE 

Spike sorted neural data was processed post-hoc with custom written scripts in 

MATLAB (MathWorks Inc., Natick, USA). The analysis steps described in this 

chapter were applied to all data sets (Figure 2.3). In the next chapters we will 

further expand on the particular analysis relevant to each chapter. 

2.9.1 Position data 

Position data was collected by tracking the LEDs attached to the headstage during 

recordings. The instantaneous speed was calculated as the derivative of the 

position data. Tracking errors due to large reflections or transient failure to detect 

the headstageôs LED were cleaned offline by: (1) constraining tracking areas 

around the trackôs and sleep boxôs area; (2) removing large jumps between 

consecutive pixels by setting a maximum distance jump of 40 cm; (3) setting a 

speed threshold of 100 cm/s. All discarded position points and their corresponding 

timestamps were then linearly interpolated. Cleaned tracking and speed data were 

next converted from pixels to cm/s and linearized from a two-dimensional 

coordinate into a single x coordinate. 
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Figure 2.3. Analysis pipeline. Diagram of the analysis steps followed from data acquisition 

until the detection of replay events and theta sequences 
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2.9.2 Local field potential analysis 

First, we analysed the power spectral density (PSD) to identify the best channels 

for each type of oscillation. The PSD was calculated using Welchôs method 

(pwelch, MATLAB) with 2 s windows with 50% overlap along the whole recording 

session. Next, the selected channelsô signal was down-sampled from 30 kHz to 

1000 Hz and band-pass filtered in forward and reverse directions in order to avoid 

phase delays (MATLAB command filtfilt). The filter band range changed for each 

type of oscillation: 4-12 Hz for theta oscillations, 125-300 Hz for ripples, 9-17 Hz 

for spindles, and 1-4 Hz for delta oscillations. The instantaneous phases were 

then estimated using a Hilbert transform. 

2.9.3 Sleep classification 

Sleep was defined by periods of immobility (windows of 60 s with velocity lower 

than 4cm/s) accompanied by transient periods of high multi-unit activity (z-score 

greater than 0).  

In order to reduce noise levels when setting the multi-unit activity (MUA) threshold, 

only the most active units were used. To account for intrasubject variability, both 

the velocity and MUA threshold were visually checked for each data and session 

and corrected if needed (Figure 2.4). As a control, we compared our sleep 

detection method with one based on the LFP activity, as it has been commonly 

used in other studies (Giri et al., 2019; Muessig et al., 2019). For each session, 

we calculated the LFP theta/delta ratio based on the channels with higher theta 

and delta power, respectively. Awake periods were classified as high z-scored 

theta power (>0.5) and high velocity (>4 cm/s). NREM periods were characterised 

by low z-scored theta power (<0.5), low mobility (<4cm/s) and high z-scored 

theta/delta ratio (>0.5), while REM sleep periods were classified as high z-scored 

theta power (>0.5), low mobility (<4cm/s) and high z-scored theta/delta ratio 

(>0.5). 
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Figure 2.4. Sleep classification algorithm. Example session. MUA was extracted from the 

firing activity of the most active units across the session (top plot). The black arrows indicate 

the periods when the animal was running on the tracks, which can be easily detected by a 

lower firing rate. The first method of sleep detection is shown in the second plot: uses the z-

scored MUA with threshold of >0 was (blue trace, second plot), and z-scored speed with a 

threshold of <4 was (red trace, second plot). The second method of sleep detection is shown 

from the third to the fifth plot, and used: z-scored speed with a threshold of <4 (third plot, grey 

shaded), z-scored Theta/Delta ratio with a threshold set >0.5 (forth plot, brown shaded), 

combined with z-scored Theta power with a threshold of >0.5 (fifth plot, blue shaded). The 
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shaded red bars overlapping the three plots indicate the periods that passed the three 

thresholds. Epochs passing both thresholds in the first sleep method were classified as sleep 

(bottom plot, blue bars). Sleep periods identified in this session based on LFP Theta/Delta 

ratio, theta power and velocity are shown as overlapping red. 

For the purposes of this analysis, NREM and REM periods were merged, and then 

compared to the sleep periods obtained with our detection method. The sleep 

detected periods with each method were highly correlated (mean all sessions = 

0.51 ± 0.15, with a mean p-value < .001 ± .002). 

2.9.4 Identification of place cells  

First, neuronal spiking activity was speed-filtered by removing all spikes occurring 

during periods where speed was lower than 4 cm/s. Clustered single units were 

classified as place cells according to the following criteria: (1) mean firing rate was 

lower than 5 Hz; (2) minimum peak firing rate in the raw place field was 1Hz and 

0.5 Hz in the smoothed place field; and (3) the waveform peak to trough duration 

was over 0.5 ms. The Skaggs spatial information  for place cells, defined as the 

extent to which place cell firing predicts location, was calculated as described in 

Skaggs et al., 1993. Putative interneurons and non-spatial excitatory cells were 

classified separately. 

To generate firing rate maps, the position data was discretised in small bins. 

This process was performed twice, first binning the position data into 2 cm bins 

for high-resolution detection, and then using 10 cm bins for the place fields used 

later for Bayesian decoding (see next section 2.9.5). Place fields were calculated 

by dividing the total number of spikes by time spent in each position bin (dwell 

time). The resulting firing field was smoothed with a gaussian kernel (Ŭ = 2 for 

high-resolution place fields, Ŭ = 10 for Bayesian decoding place fields). 

Unsampled position bins were set to 0. Rate maps for each cell were also 

generated for each running direction (A Ÿ B and B Ÿ A) and for each running lap. 

A given place cell was considered to be unidirectional when it presented a firing 

field that reached all the criteria in only one running direction, or when it presented 
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a place field in each direction but in separate locations (>20 cm from the centre, 

correlation < 0.3). Bidirectional place cells presented place fields in the same 

location of the environment for both directions, with a maximum shift of 20 cm from 

the centre and at least a correlation of 0.3 (Navratilova et al., 2012). Recording 

sessions with less than 20 active place cells per track were discarded. 

2.9.5 Bayesian decoding 

A Bayesian decoding algorithm was used to reconstruct ï decode ï the position 

of the animal during both behaviour and reactivation events based on the spiking 

data from CA1 (Zhang et al., 1998). This algorithm estimates the likelihood of the 

animalôs location at a specific time point based on the observed spikes during that 

time window and the place field firing rates obtained during awake behaviour (i.e. 

rate maps). The likelihood can be computed following the Bayesô rule: 

ὖὴέί ȿ ίὴὭὯὩί 
ὖίὴὭὯὩί ȿ ὴέί ὖὴέί

ὖίὴὭὯὩί
 

where Pr(pos | spikes), or posterior probability, represents the likelihood of being 

at a specific position given the observed spikes. This approximation assumes that 

firing probability follows a Poisson distribution and that the spatial tuning of the 

individual units is statistically independent. Additionally, we used a naïve 

algorithm, that is, the estimate is agnostic to the past decoded locations of the 

animal. In this formula, the normalising constant, Pr(spikes)¸ is generally defined 

as the sum of the posterior probabilities across each time, therefore ensuring that 

the posterior probability for each track sums to 1. For the purpose of this thesis, 

we changed the normalising constant to the summed posterior probabilities across 

all tracks, thus summing 1 when adding the posterior probabilities for all tracks. 

This was done to improve the ability of the algorithm in disambiguating the 

different tracks, and more specifically, the re-exposures to the same track. Spiking 

activity was extracted from the raw place fields calculated using 10 cm spatial 

bins. We used temporal windows of 250 ms to decode the animalôs location while 
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running on the track, 20 ms windows to decode replay events, and 10 ms windows 

to decode theta sequences. 

The decoding error was defined as the difference between the real location of 

the animal and the estimated position with maximum-likelihood. The decoding 

accuracy of each session was analysed by plotting the cumulative decoding errors 

and the confusion matrices of the median decoding error. Sessions with a 

decoding error higher than 15cm in the re-exposures were discarded. 

2.9.6 Detection of replay events 

Replay trajectories were decoded using a Bayesian decoding algorithm, as 

described in the previous section. Detection of candidate replay events was 

primarily based on the thresholds set on MUA and ripple power (Figure 2.6A). 

MUA was first smoothed with a Gaussian Kernel (sigma = 5 ms) and binned into 

1 ms steps. Only MUA bursts with a maximum duration of 300 ms and z-scored 

activity over 3 were selected. As for ripples, the processed LFP signal (see section 

2.9.2) was smoothed with a 0.1 s moving average and a threshold over 3 was set 

for the z-scored ripple power. Candidate replay events passing both thresholds 

were next speed-filtered (above 5 cm/s), and discarded if their sequence had less 

than 5 different units active or if their duration was below 100 ms or over 750 ms 

(thus, candidate events had at least 5 consecutive 20 ms bins). Events detected 

within 50 ms were combined. Finally, events were examined for probability jumps 

across position bins. To be kept, a replay event needed at least 5 consecutive 

time bins with a probability above 0.02, and less than 3 jumps larger than half of 

the track length.  

In some occasions, we found that our detection algorithm would detect long 

periods of high MUA and ripple power, sometimes with multiple peaks. A closer 

assessment of these events revealed that occasionally these long periods were a 

concatenation of two different replay events (which did not necessarily encode for 

the same track), or a noisy event together with a well-defined one. Quantification 
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of these long events would often result in their rejection due to the inability of our 

quantification methods to detect multiple events within the same period. Thus, we 

developed a subclassification method in which replay events were segmented and 

analysed again (Figure 2.5). First, a given replay event was divided in thirds, and 

a midpoint would be established by detecting the timestamp with the minimum 

MUA power within the middle third of the event. Next, the replay event was split 

in half in the midpoint and saved as two different replay events. All resulting events 

still had to meet the replay criteria. Thus, the analysis for each replay event was 

repeated thrice: first for the entire event, and then for each segment. Overall, 

segmented events represented around 9% (mean across sessions: 9 ± 1% replay 

events) of the significant events detected across the whole recording session. 

 

Figure 2.5. Representative examples of replay events segments. The top plots in each 

row show the decoded posterior probability from four different events. Below, the ripple signal 

and the MUA detected in that period. The dashed red line indicates the midpoint of the 

candidate event. The first row shows two examples in which the replay event is placed in the 
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second half of the detected candidate replay event period. The score and Bayesian bias of the 

second segment are shown above. The two events on the bottom row are examples from 

events occurring in the first half. 

2.9.7 Scoring of replay events 

To classify a given candidate replay event as significant we assessed three 

different metrics commonly used as replay scoring methods: line fitting, weighted 

correlation, and spearmanôs correlation. Despite their popularity, these methods 

are still under debate, as each of them carry a certain amount of error in their 

measurements. In order to choose the best scoring method, we tested their 

accuracy with the help of subjective testing on an example data set. This was 

done by testing each method on a random selection of replay events that had 

been previously classified as ógood eventsô via visual examination of their spike 

sequence and decoded posterior probability. We assessed the ñfalse negativeò 

rate for each method by comparing the replay scores to the ones obtained from a 

shuffled distribution 

The first method, line fitting, finds the linear fit that best describes the 

estimated trajectory from the decoded replay event. Conceptually, this method 

calculates all the possible line fits for each posterior probability matrix (i.e. each 

decoded replay event) and finds the one that gives the best fit, and thus, the 

maximum linear score. The line of best fit was calculated by running a 3D 

convolution (position x time x kernel slope) to test all possible kernels 

simultaneously. The linear score resulted from the sum of all the probabilities 

within the line. By maximizing the likelihood along the trajectory, line fitting has the 

advantage of not biasing the calculated score with the noise introduced by other 

smaller probabilities calculated by the decoder. However, it also assumes that 

replayed trajectories have a constant speed, and therefore are always shaped like 

a straight line. This assumption increases the chance of false rejection, as 

sequential neuronal activity occurs at different time scales due to intrinsic network 

properties. Indeed, we found in our assessment that only 10% of the tested events 
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were classified as significant with the line fitting score, while the rejected events 

were excluded due to the lack of perfect linearity (Figure 2.6B). 

The second method considered was weighted correlation. This approach 

calculates the correlation coefficient between time (T) and decoded position (P) 

by weighting each estimated position by its decoded probability (prob):  

ὧέὶὶὝȟὖȠὴὶέὦ 
ὧέὺὝȟὖȠὴὶέὦ

ὧέὺὝȟὝȠὴὶέὦὧέὺὖȟὖȠὴὶέὦ
 

The resulting coefficient represents the magnitude of strength of the linear 

correlation between time and position. However, giving weight to all the estimated 

probabilities within the posterior probability matrix also introduces noise into the 

correlation, giving rise to spurious correlations. To control for that, we gave a 

weight of zero to each time bin that contained no spikes for any of the positions. 

When testing this method, we found that >75% of the replay events were correctly 

classified as significant, while the scoring of most of the rejected events was 

corrected when we introduced the control for zero spikes. 

Finally, Spearman correlation measures the rank-order correlation between 

the observed replay sequence (cell indices ordered with respect to the median 

spike time of the cell burst) and the template sequence (awake trajectory derived 

from the sequence of place field centres). This metric is less powerful than 

probability-based methods as it strongly depends on the sequence length. Yet, its 

output resembles the one obtained with weighted correlation, due to the similarity 

between the methodology used. 

Given the above considerations, we chose weighted correlation as the main 

scoring method. However, we will show a comparison with Spearman correlation 

for control purposes. 
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2.9.8 Replay significance  

To test the statistical significance of the replay events, we sought to compare the 

obtained sequencesô scores to a null distribution. However, a current problem in 

replay analysis is that all shuffling methods carry some caveats, as they are all 

based on assumptions about the data distribution that might not directly relate to 

the firing properties observed during replay sequences. After comparing the 

accuracy of six shuffles commonly used in the literature, we selected three for our 

analysis: two of them applied to the raw data prior to decoding (pre-decoding 

shuffle), while the third one was applied to the decoded posterior probabilities 

(post-decoding shuffle) (Figure 2.6C). 

With the selected shuffles we aimed to preserve the statistical properties of 

replay (e.g. bursts, co-activity, un-even distribution of place fields), while reducing 

the probability of spurious rejections. As pre-decoding shuffles, we selected (1) a 

place field shift, which circularly shifts place fields rate map before running the 

Bayesian decoding, and (2) a pseudo-event shuffle, which alters the spike timing 

of each cell within a replay event by circularly shifting the spike times in the 

temporal dimension. The pseudo-event shuffle effectively alters the weights 

obtained from the number of spikes that are applied to each estimated position 

during Bayesian decoding. The advantage of this method is that it does not 

assume independency between spike events and keeps spike bursts intact. 

Finally, we used (3) a circular shift of position as post-decoding shuffle, which 

circularly shifts the estimated positions within a time bin. This approach preserves 

the smoothness of the probability distribution between neighbouring position bins, 

within a given time bin. Each shuffle was run 1000 times. 
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Figure 2.6. Replay detection and significance. (A) Example of a candidate replay event. 

Spiking activity was detected by setting thresholds on the MUA and SWR activity (leftmost 

plots). The sequential spiking activity was then decoded and scored (middle plot), and 

significance was assessed by comparing the score to a shuffled distribution (right top plot). 

The red line indicates the replayôs weighted correlation score, which is above the 95% 

percentile of the shuffled distribution (black line). The score obtained from Spearman's 

correlation was similar, however the line fitting score was lower. (B) Example of the line fitting 
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method not being able to correctly score the replay event due to its assumption of linearity. 

(C) Shuffle methods used for analysis. The first two are applied to the data before being 

decoded, while the third is applied to the posterior probability matrix. Place field shuffle is a 

circular shift of the place fields rate map (top). The pseudo-event shuffle, circularly shifts the 

spike times within each replay event (middle). Finally, the position circular shuffle shifts the 

position probabilities within the temporal domain (bottom). 

Replay scoring and shuffles were repeated three times for each candidate 

event: once for the entire event, and once for each of the two segments. A given 

candidate replay event was considered significant when the maximum p-value 

obtained from the three shuffles had a Monte Carlo p-value < 0.05, corrected for 

multiple comparisons for replay event segments with a Bonferroni correction 

(Davidson and Hinkley, 1997) (Figure 2.6A). If either of the segments and the 

entire event were significant, the segment or event with the highest score was 

selected and kept for further analysis. 

Finally, on those occasions when a replay event was significant for multiple 

tracks, we computed a óBayesian bias scoreô for that event in each of the 

significant tracks. The score for each track was calculated as the sum of 

probabilities across the posterior probability matrix normalised by the sum of all 

the significant event scores of that track. To assign the replay event to a specific 

track, the difference between Bayesian bias scores had to pass a threshold set as 

1.2 divided by the number of tracks (i.e. 60% for 2 tracks or 30% for 4 tracks). If 

the score difference was below the threshold, the replay event was discarded to 

avoid false positives. If a replay event was significant for both the first and second 

exposure to the same track, we merged the Bayesian bias scores towards the 

exposure with the highest score in order to avoid duplications. Duplicated events 

were only kept for specific analysis where re-exposures were analysed as 

separate tracks. On those analysis in which Spearman correlation was used as 

scoring method, events for multiple tracks were selected based on the minimum 

p-value instead, given that this scoring method does not involve Bayesian 

decoding. 
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2.9.9 Theta cycles detection 

Theta cycles were detected using a peak-trough detection method. A sliding 

window was used to search for extrema within a voltage range, which was set to 

be 25% of the median amplitude of the total signal across the session (code based 

on online script http://nocurve.com/virtual-lab/finding-peaks-and-troughs-in-a-noisy-

curve/). Consecutive peaks and troughs were deleted by selecting the maximum 

extrema. Theta cycles were speed filtered (below 5 cm/s) and excluded if they 

occurred in the reward zone (within 20 cm from each end of the track). Cycles 

shorter than 80 ms or longer than 200 ms were discarded. 

2.9.10 Theta sequences detection 

Theta phase was calculated extracting the angle from Hilbert transform and 

binned into windows of 2ˊ length (equivalent to a complete cycle). Next, spike 

phases were extracted through linear interpolation and assigned to each window. 

Theta windows with less than 2 active units were excluded. Phase bin edges from 

each window were then interpolated back to time and spike sequences contained 

within each time window were decoded using a Bayesian probability framework, 

as described in section 2.9.5. Theta sequences were decoded for each running 

direction, using directional rate maps, and repeated on a lap-by-lap basis using 

the smoothed rate maps from the corresponding lap. The resulting posterior 

probability matrix for each sequence was then centred on the animalôs current 

location (±40 cm), such that the actual position of the rat in the window was at 0 

cm. All decoded sequences for one running direction were next reversed in order 

to average all the posterior probability matrices across all theta cycles. 

2.9.11 Theta sequences scoring and significance 

To quantify theta sequences, we used two main methods: weighted correlation 

(as described in 2.9.7) and quadrant ratio. We opted to exclude linear fitting as 

http://nocurve.com/virtual-lab/finding-peaks-and-troughs-in-a-noisy-curve/
http://nocurve.com/virtual-lab/finding-peaks-and-troughs-in-a-noisy-curve/
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quantification method for theta sequences as its assumption of linearity is 

generally not met by theta sweeps. 

The quadrant ratio method divides the posterior probability matrix in four 

quadrants, such that quadrants 1 and 4 represent the probabilities ahead of the 

animalôs current location in time (future), while quadrants 2 and 3 represent the 

probabilities behind (past): 

ὗόὥὨὶὥὲὸ ὶὥὸὭέ 
Вήȟή Вήȟή

Вήȟήȟήȟή
 

A positive quadrant ratio implies that the theta sequence is sweeping in the 

running direction of the animal while a difference close to zero indicates a lack of 

sequential structure. 

In some analysis, we used a third quantification method, mainly as a control 

comparison:  the spike train correlation  as described in (Silva, Feng and Foster, 

2015), which has the advantage of being independent from Bayesian decoding. 

For each theta sequence it calculates the Pearsonôs linear correlation between 

the spike times within a theta sequence and the place fieldsô peak firing position 

within Ñ50 cm of the animalôs current location. 

Significance of theta sequences was determined by comparing the obtained 

scored to a null distribution. Three shuffling methods were chosen, one pre-

decoding and two post-decoding shuffles, two of them also used for replay 

analysis (see section 2.9.7): (1) pseudo-event shuffle, a pre-decoding shuffle that 

alters the spike timing of each cell within theta sequence by circularly shifting the 

spike times in the temporal dimension; (2) circular shift of position, which circularly 

shifts the estimated positions within a time bin, thus preserving the smoothness of 

the position domain; and (3) circular phase shift, which disrupts the phase domain 

by circularly shifting the estimated phase in each position bin, but maintains the 

relationship between position and spike probability. Significance was achieved 

when the scores exceeded the 95th percentile of the shuffled distribution with the 
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highest p-value of the three methods. This analysis was performed in both 

averaged theta sequences per session and per lap. 

2.9.12 Theta phase precession 

A circular-linear correlation was used to measure phase precession within theta 

cycles. The correlation coefficient indicated the correlation between spike phases 

of a given place cell and the position of the animal while it traversed the same 

place field. Only place cells that passed the criteria set in section 2.9.4 were 

included in this analysis. 
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Table 2.1. Overview of recorded rats. (Top) Rats used for the analysis reported in this thesis. 

(Bottom) Rats also implanted and recorded for this project that were not added in the analysis. 

The numbers in the projects row correspond to the different experiments the rat took part on: 

(1) Hippocampal memory consolidation; (2) Cortico-hippocampal interactions during memory 

consolidation; (3) Rate remapping during sleep replay; (4) Control data for project 1. 

 

Rat M-BLU N-BLU P-ORA Q-BLU 

Implant 
Hippocampus-
Visual Cortex 

24TT 

Hippocampus-
Visual Cortex 

24TT 

Dual-
Hippocampus 

24TT 

Hippocampus-
Visual Cortex 

24TT 

Recorded cells 
across analysed 
sessions (n=5) 

419 853 1026 797 

Recorded place 
cells across 

analysed 
sessions (n=5) 

258 615 724 540 

Projects 1,2 1,2,3,4 1 1,2,3,4 

 

Rat L-RED L-PUR O-BLU 

Implant 
Right 

Hippocampus 
16 TT 

Right 
Hippocampus 16 

TT 

Hippocampus-
Visual Cortex 

24TT 

Projects 1 1 1,2 

Justification to 
not use 

Protocol not 
completed and 

rat not 
sleeping 
properly 

Lower number of 
units + not 

finished clustering 

Very erratically 
behaviour 

during 
recordings 
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3 EXPERIENCE-DEPENDENT SPATIAL 

REPRESENTATIONS IN HIPPOCAMPUS 

3.1 INTRODUCTION 

In this first chapter we aim to investigate how experience shapes the encoding of 

spatial trajectories in the hippocampus. A long-studied question in the memory 

research field is how the brain successfully disambiguates and stores novel 

episodes with overlapping elements. Exposure to a succession of different events 

creates the potential for memory interference, whereby the storage of a memory 

trace can be affected by previously stored associated information (Norman, 2006). 

The hippocampus is thought to play a key role in encoding such events by 

minimizing the overlapping elements in a  process known as pattern separation 

(Favila, Chanales and Kuhl, 2016; Chanales et al., 2017). The process of 

disambiguation becomes more complicated when dealing with novel 

environments, for which the brain needs to encode new spatial representations, 

and when comparing different degrees of saliency due to, for example, distinct 

reward contingencies or exposures of different length. In cases with such unequal 

encoding conditions, the stability of the spatial representations of each event is 

likely to differ, which in turn can affect the formation and storage of the memory of 

the event. 

The aims of this chapter are: 
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1. To investigate the stability of hippocampal spatial maps for experiences of 

short duration. 

2. To assess whether the hippocampus can create and differentiate spatial 

representations of similar experiences but of different duration. 

3. To determine whether the hippocampus can recognize an environment as 

familiar even when the initial stored neural representation for such an 

environment is not stable. 

3.2 MATERIALS AND METHODS 

The data analysed in this chapter were obtained following the experimental 

procedures described in Chapter 2 (see sections 2.1 to 2.8). Neural data 

extraction and pre-processing was performed as described in section 2.9. 

Analysis carried out only for this chapter is explained below. 

3.2.1 Data analysis 

3.2.1.1 Place field stability 

Place field stability was measured using two metrics. The first metric calculated 

the shift of each place fieldôs location across spatial maps (see section 2.9.4 on 

place field identification). The location of the place field was found by computing 

the centre of mass of each place fieldôs firing rate distribution. The extent of shift 

of the centre of mass was calculated with Spearman correlation for all place cells 

that had a place field in both spatial maps being compared (e.g. two different 

tracks or two different laps from the same track). The second metric measured the 

change in peak firing rates between spatial maps. To do that, the peak firing rate 
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of the place fields was calculated, for place cells active in both maps. The overall 

change in the firing rate population was computed using Spearman correlation. 

3.2.1.2 Population vector analysis 

Population vector (PV) analysis was performed to analyse global remapping as 

described by Leutgeb et al., 2007. Briefly, population vectors were constructed for 

each 2cm spatial bin in the track by stacking the raw firing rate maps of each place 

field and normalising them to the peak firing rate of each cell. Thus, for each 

spatial bin, a population vector was equivalent to the collective normalised firing 

activity of all cells within that particular position. A composite of population vectors 

was then calculated for each pair of tracks being compared. The comparison 

between both tracks was performed using Pearsonôs correlation, in which each 

population vector was correlated to its equivalent spatial bin vector on the other 

track (Figure 3.13A). To assess the levels of remapping, the obtained PV 

correlations were compared to a shuffle distribution. A cell identity shuffle was 

performed to simulate global remapping, in which the relationship between the cell 

identity and the place field rate maps is randomised, such that the cell identity for 

each rate map will no longer match. The shuffle was repeated 1000 times for each 

type of comparison analysed. 

3.2.1.3 Euclidean distance of the firing rate 

As a means to quantify firing uncertainty we developed a modified version of the 

population vector analysis. As explained in 3.2.1.2, a composite of population 

vectors was computed for each trackôs spatial map. On each spatial bin, a vector 

was formed by stacking the rate maps of all place fields in that location normalised 

by the peak firing rate of each cell. To compare the population vectors of two 

tracksô spatial maps, we calculated the Euclidean distance between each pair of 

vectors at each spatial bin (Figure 3.14A). This gave an indication of the change 

in firing rate across each spatial bin in the track. The obtained Euclidean distances 
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were compared to a shuffle distribution. The shuffle was applied to one of the 

tracks within the pair being compared, and consisted in multiplying each rate map 

by a rate factor, effectively changing the firing rate of the place field. The rate 

factor was a peak firing rate randomly chosen from any of the other place fields in 

the track. This shuffle was performed 1000 times for each type of comparison 

analysed. 

3.2.1.4 Statistics 

Normality was assessed using the Kolmogorov-Smirnov test. Comparisons 

between normally distributed data were tested for significance using parametric 

tests: two-sample t-test, ANOVA, and repeated-measures ANOVA. Significance 

for non-normally distributed data was generally tested using either Wilcoxon 

signed-rank or Kruskal-Wallis (KW) non-parametric test, followed by a post-hoc 

Dunn-Sidak test to test for pairwise comparisons. These tests were two-tailed 

unless otherwise indicated. 

3.3 RESULTS 

We recorded from dorsal hippocampal CA1 neurons from four rats in a 5-day 

experiment (Figure 3.1A). Each day, a rat underwent one of five possible 

protocols, in which it was exposed twice to two different tracks. In each track, the 

rat was allowed to run back and forth for a changing number of laps, with a reward 

being delivered at each end of the track (Figure 3.1B). 

Recording sessions started with 1 hour of rest in a sleep box to which the rat 

had been previously habituated. Then, the rat was exposed to the first track (T1) 

where it ran for 16 laps. The number of laps run on T1 was constant across all five 

protocols and was used as a control. T1 was immediately followed by a 10 min 

rest period in the sleep box, after which, the rat was exposed to the second track 

(T2). The number of laps run on T2 differentiated the five protocols and changed 



3.3   |   RESULTS  

 

95 

every day between 1, 2, 3, 4, or 8 laps. After the first exposure to T1 and T2, the 

rat rested in the sleep box for 2 hours, during which memory consolidation is 

believed to occur. To ensure a stable spatial representation was formed for both 

tracks, the rat was subsequently re-exposed to both tracks, this time allowing a 

15 min run in each of them. As before, both re-exposures (R-T1 and R-T2) were 

separated by a 10 min rest in the sleep box. As a final step, the rat was placed in 

the sleep box for one more hour. Neural activity was recorded throughout the 

whole session in order to follow the activity of single cells across all states (i.e. 

awake behaviour and sleep). 

Given the high number of variables in this experiment, in this paragraph we 

aim to clarify the terminology that will be used in the following results chapters and 

figures.  

¶ Protocols: refers to each of the 5 different days of the experiment. The 

difference between each protocol lies in the number of laps ran on T2, 

ranging from: 1, 2, 3, 4, or 8 laps. For clarity, each protocol will be identified 

with a letter with the notation ñProtocol XLapsT1-LapsT2ò: protocol A16-8, 

protocol B16-4, protocol C16-3, protocol D16-2, and protocol E16-1. 

¶ (Recording) session: a full experimental day where the rat will be tested 

on one out of the five possible protocols.  

¶ Tracks: the rat will encounter two different novel tracks in each protocol. 

¶ Exposure and Re-exposure: each protocol consists of two exposures to 

each track. The first exposures are identified as T1 and T2, while the re-

exposure to the tracks are named R-T1 and R-T2. The bulk of the analysis 

in this chapter will focus on comparisons between the exposures to the 

same track (within track comparison) and between the two different 

tracks in the protocol (between track comparison). 

¶ Lap: each pass that the animal runs back and forth in the track. 

¶ Hippocampal spatial map/representation: network of place cells 

encoding a specific environment. 
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To summarise, each protocol has been replicated with 4 different rats, and 

will thus have 4 different recording sessions, one from each rat. Given that there 

are 5 protocols, the analysis is based on a total of 20 recording sessions. 

 

Figure 3.1. Recording sites and experimental protocols. (A) Example of coronal slices. On 

the top, coronal view of the rat brain coordinates used for implantation. Image from Paxinos 
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and Watson Rat Atlas (Paxinos and Watson, 2007). On the bottom, whole slice from a brain 

implanted with a dual hippocampal microdrive. Red arrows indicate tetrodes lesions sites (B) 

Higher magnification images from hippocampal brain slices. Tetrode lesions in the CA1 

pyramidal cell layer are indicated with red arrows. (C) Overview of the 5-day behavioural 

experiment and protocols followed during recording sessions. A given session started with a 

1-hour sleep followed by the first exposure to two novel tracks. The rat ran 16 laps in the first 

track, and after 10 minutes of rest, it was allowed to run in the second track for a number of 

laps ranging from 1, 2, 3, 4, or 8 laps. After sleeping for another 2 hours, the rat was re-

exposed to both tracks, this time running 15 minutes in each. Finally, the rat was allowed to 

sleep for another hour. The configuration of the room, the shape of the tracks, and the number 

of laps ran in the second track was pseudo-randomised for each animal. 

3.3.1 Animals exhibit similar number of place fields 

and behaviour performance across protocols  

To compare the hippocampal spatial maps across protocols, we first identified 

single units and classified them as place cells based on the criteria outlined in 

section 2.9.4. Given that one of our goals was to compare the spatial 

representation between multiple exposures to the same track, we proceeded to 

detect the place fields for each exposure separately. Thus, based on the temporal 

sequence of the place cellsô spiking activity on the track, we extracted a rate map 

representation for each track exposure (Figure 3.2). For analysis purposes, this 

process was repeated twice, first using small spatial bins (2 cm or high resolution) 

and then using larger ones (10 cm or coarse resolution, needed for Bayesian 

decoding). 

Pooling all protocols and animals together, we recorded an average of 70 

place cells per track (Figure 3.3A; T1 = 72 ± 22.9; T2 = 74 ± 21.3; R-T1 = 68 ± 

21.9; R-T2 = 66 ± 18.9, mean ± S.D.).  
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Figure 3.2. Hippocampal spatial maps from the first exposures to the track across 

protocols. Representative example from one rat of rate maps from active place fields in each 

track, sorted by their location in the track. Each unit (row in a matrix) is normalised to its peak 

firing rate. The normalised firing rate has been colour-coded, with red representing the highest 

and blue the lowest value. Starting from the top left plot and towards the right, the panels show 

the spatial map for T1 (16 laps), and all T2 (8, 4, 3, 2, and 1 lap). 

First, we confirmed that there was no significant difference in the number of 

place cells identified by the two methods used to extract place fields, that is, by 
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using two different sizes of spatial bins (two-sample t-test for T1: p = .08; T2: p = 

.12; R-T1: p = .13; R-T2: p = .11). We also compared the number of active place 

cells between tracks and found no difference in both methods used (Figure 3.3F; 

high resolution place fields: one-way ANOVA F(76,3) = 0.63 , p = .59; Bayesian 

place fields: one-way ANOVA F(76,3) = 0.75, p = .52). However, when separating 

across protocols we did observe a marginally higher, although not significant, 

number of place cells in those tracks where the rats had run a lower number of 

laps (Figure 3.3A-E; one-way ANOVA 8 Laps: p = .96; 4 Laps: p = .97; 3 Laps: p 

= .94; 2 Laps: p = .87; 1 Lap: p = .95), in agreement with the literature (Frank, 

Stanley and Brown, 2004).  

 

Figure 3.3. Number of recorded place cells per track and protocol. (A) to (E) For each 

protocol, number of place cells per track. The central mark on each box plot indicate the 

median, while the bottom and top edges indicate the first and third quartile, respectively. The 
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whiskers extend to the most extreme data points not considered outliers. Each marker within 

a box plot represents one rat. (F) Mean number of place cells per track across sessions. Each 

marker within bar plot represents a recording session. ns = not significant. All plots represent 

mean ± S.D. 

Place fields are also known to exhibit directional tuning of their firing activity, 

such that the activity of some place cells will differ substantially in each direction 

of running (Muller et al., 1994; Markus et al., 1995). We next compared the number 

of directional place fields across protocols and found that, overall, more than half 

of the active place fields presented a directional tuning during both the first and 

second exposure to the tracks (Figure 3.4A; mean proportion of directional place 

fields - First exposure: 0.69±0.06; Re-exposure: 0.63±0.07), a trait shared across 

all protocols (Groupsô proportions of uni- and bidirectional cells - First exposure: 

KW H(5) = 13.09, p < .05; post-hoc Dunn-Sidak non-significant for all groups; Re-

exposure: p = .33). The similar proportions of tuned place fields across protocols 

suggest that further analyses based on place cells activity were not affected by 

differences in the firing tuning. The directionally selective firing appeared during 

the first laps of exposure to the novel tracks: both the proportion and absolute 

number of unidirectional place fields were at their highest on the first lap and 

gradually decreased during the following 3-4 laps until stabilising (Figure 3.4B,C). 

However, the decrease across consecutive laps was small enough to not reach 

the criterion level of significance (KW, p >.05). Interestingly, both the proportion 

and absolute number of directional place fields were stable across all laps for all 

the protocols re-exposures (KW, p >.05). 

Finally, we assessed the spatial information of the place cells in each protocol 

track, by measuring how accurately the place cells firing predict the spatial 

location of the animal (i.e. Skaggs information, see Methods 2.9.4). We found that 

overall, the amount of special information carried by the place fields was lower 

during the first exposure to the tracks (Figure 3.4D; KW H(11) =723.8, p < .001; 

post-hoc Dunn-Sidak p < .001 for all tracks in the first exposure compared to the 

re-exposure), and within the first exposure, was lower for the second track (post-

hoc Dunn-Sidak p < .001 for all T2 compared to T1). However, the Skaggs 
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information did not vary between laps or between tracks in the re-exposure (Figure 

3.4D-E; p > .05). 

    

Figure 3.4. Place cells properties across protocols. (A) Proportion (bar plots) and absolute 

number (line plots) of unidirectional (dark colours and solid line) and bidirectional (light colours 

and dashed line) place fields across protocols, during both the first exposure and re-exposure 

to the tracks. (B) Proportion of unidirectional cells across laps for each protocol and exposure. 

The proportion is calculated based on the total of bidirectional and unidirectional place fields 

in each lap. Each line corresponds to the mean across rats, and S.D. is shown as a shaded 

area. (C) Absolute number of unidirectional cells across laps for each protocol and exposure. 
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Each line corresponds to the mean across rats, and S.D. is shown as a shaded area. (D) Place 

cellsô Skagg information for each track and protocol during both exposures. Significance was 

assessed with Kruskal-Wallis non-parametric test followed by Dunn-Sidak post-hoc test for 

multiple comparisons (* p < .05, ** p < .01, *** p < .001). (E) Evolution of Skagg information 

over laps for each of the protocols and exposures. Data across laps represent mean across 

rats and S.D. as shaded area. 

In order to investigate the goals of this chapter we made use of a Bayesian 

decoder (see Methods section 2.9.5). This decoding algorithm is dependent on 

the place cell activity by translating the firing rates of place cells into probability 

distributions over position, which we used to test the decoding performance 

across tracks. Ensuring a good performance is also important given that this 

method will be applied in the next chapters to detect replay events and theta 

sequences. We compared the median decoding error for each track exposure by 

calculating the difference between the animalôs true position in the track and the 

position estimated by the decoder. From the median decoding error, we then 

computed the cumulative frequency of errors (Figure 3.5) and a confusion matrix 

(Figure 3.6). 

The results from the cumulative frequency of errors showed that the median 

decoding error in protocols A16-8 and B16-4 were comparable across all exposures 

(varying from 4.91 cm to 9.18 cm), albeit lower in R-T1 and R-T2 (Figure 3.5; 

Suppl. Figure 7.1). However, for protocols C16-3, D16-2, and E16-1, the median 

decoding error remained low in all exposures except T2, where it increased with 

the reduction in the number of laps (ranging from 14.9 cm to 18.16 cm). These 

same results could be observed with the confusion matrices, a measure of the 

average estimated probability distribution over position at each location in the 

track. In a confusion matrix, a high decoding accuracy is represented by a clear 

diagonal structure, whereas decoding errors appear as increased probabilities 

outside the diagonal (Figure 3.6; Suppl. Figure 7.2 - Figure 7.6). 
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Figure 3.5. Median decoding error per track and protocol. Each plot corresponds to one 

of the five protocols. The cumulative frequency of median decoding errors is plotted for each 

track separately. Solid lines represent the first exposures, while dashed lines represent the re-

exposures. A good decoder performance is seen as a fast rise of the cumulative curve. The 

average of the median decoding error per track is shown in the legend of each plot. 
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Figure 3.6. Representative confusion matrices per track and protocol. Data from one rat, 

in which each column corresponds to a track, while each row is a different protocol. A 

confusion matrix represents the average estimated probability distribution over position at 

each location in the track (10 cm bins). A diagonal line across the matrix is indicative of good 

performance from the decoder. The reward sites (the diagonal ends) tend to display higher 

accuracy due to the overrepresentation of place fields on those locations. Notice how 

systematic errors increase with the reduction of number laps ran on T2. 

The results obtained from both the cumulative frequency of errors and the 

confusion matrices pointed towards a poorer decoder performance linked to a 
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lower number of laps run. Thus, we next used a Kruskal-Wallis test to analyse 

whether the performance was significantly different between protocols for each 

exposure separately (Figure 3.7). The results showed that the differences in the 

median decoding error were not statistically significant when controlling for post-

hoc multiple comparisons (First exposure: KW H(5) = 16.42, p < .05; post-hoc 

Dunn-Sidak non-significant for all groups; Re-exposure: p = .56). However 

pairwise comparisons within protocols in the first exposure did show differences 

between T1 and T2 for protocols D16-2 and E16-1 (p < 1.58x10-04 and p = .01, 

respectively). Overall, these results confirmed our ability to decode all tracks 

across all protocols, albeit the Bayesian decoder accuracy was reduced for 

experiences shorter than 3 laps. 

 

Figure 3.7. Median decoding error per protocol for first exposures and re-exposures to 

the tracks. Median decoding error for each track of the first exposure is shown on the left of 

the grey vertical line. Decoding errors for the re-exposure are shown on the right. Each marker 

within a box plot represents a recording session (for T1, N = 20; for T2, N = 4). The central 

white mark in each box plot indicates the median decoding error of all sessions in that box 

plot.  
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Finally, to discard any potential effect of the animalôs differential behaviour 

across tracks or protocols, we analysed the behavioural performance from all the 

recorded animals. We found no significant differences in running speed across 

tracks or between the first and second exposure (Figure 3.8A, B; Mean speed: 

Repeated-measures ANOVA F(3) = 1.77, p = .8; Difference in mean speed: KW 

H(2) = 4.63, p = .09). We next compared the time spent immobile or running on the 

track for those exposures with a similar number of laps run (that is, T1 and both 

re-exposures to T1 and T2), and found no significant difference (Figure 3.8C; 

Repeated-measures ANOVA F(2) = 1.62, p = .2; Figure 3.8D; Repeated-measures 

ANOVA F(2) = 0.4, p = .6). 
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Figure 3.8. Animalôs behaviour on each track and protocol. (A) Average running speed in 

each track and exposure across all protocols. (B) Difference in running speed between 

consecutive tracks. Each coloured line follows the speed difference across a recording 

session, and it is colour-coded according to the protocol it belongs. The thick black line 

represents the mean across all sessions. (C) Time spent running on each track and protocol. 

(D) Time being immobile in the track, usually during reward delivery. Markers within the box 

plot in A, C and D represent different recording sessions and are colour-coded according to 

the protocol they belong.  

3.3.2 Place cell stability is reached within five laps  

To assess the effect of experience on the stabilization of a trackôs spatial map, we 

examined the changes in the neural activity of its place cells across laps. Changes 

in the neural activity were detected by analysing shifts in the centre of mass of the 

place fields (i.e. location of the place field on the track), and by comparing the 

evolution of the peak firing rate of the place cells across laps. This analysis was 

applied to each protocol separately after pooling all animals within a protocol 

together. 

First, we analysed the time course of place field stabilization by comparing 

the place fields of each lap to the last four laps of the exposure, where maximum 

stability is already achieved (e.g. comparing each lap to the laps 13 to 16) (Figure 

3.9A). We chose to calculate the ñreferenceò stable map by averaging the last four 

laps in order to prevent comparisons with single laps (which are more prone to be 

noisier due to irregular behaviour), and after confirming that the place field stability 

did not vary within the last four laps of T1 (KW H(4) = 1.71, p = .79). However, such 

comparison was not possible for T2 given that the animals run for a shorter 

number of laps on those tracks, and therefore the analysis for T2 was done by 

comparing the place fields only to the last lap. In addition, given that each rat ran 

for a different number of laps in the re-exposures, we analysed place field stability 

within the first 16 laps of all re-exposures for consistency with the first exposure. 
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When examining the Spearman correlation coefficient measured between the 

place fieldsô centre of mass across laps, we found that during the first exposure to 

T1 and T2, place fields stability quickly rose during the first laps and plateaued 

after the 5th lap (Figure 3.9C). However, a Kruskal-Wallis test showed that the 

place fieldsô centre of mass were already significantly correlated after the 3rd lap, 

suggesting that although individual place fields were still unstable, the overall 

spatial representation shared high levels of similarity with the last laps before 

reaching the stabilization plateau (KW T1: H(11) = 83.66, p < 10-13, Dunn-Sidak test 

1st lap pairwise comparisons to all laps p < 10-06; 2nd to 7th-10th laps p <.001; 2nd to 

11th-12th laps p < 10-04; T28Laps: H(6) = 14.56, p = .02, all post-hoc p >.05; T24Laps: p 

= .33; T23Laps: H(1) = 4.08, p = .04; Dunn-Sidak 1st to 2nd lap p = .04). We next 

examined the stability levels during the re-exposure to the tracks (after the sleep 

session), and found that place fields were already highly stable from the first lap 

(KW R-T1: H(11) = 36.85, p < .001, Dunn-Sidak 1st lap pairwise comparisons to 7th-

9th laps and 12th laps p < .01; R-T28Laps: p = .5; R-T24Laps: p = .43; R-T23Laps: p = 

.73; R-T22Laps: p = .9; R-T21Lap: p = .64). Strikingly, that was also the case for the 

re-exposures to the second track (R-T2), even for protocols C16-3, D16-2, and E16-1, 

in which place field stability levels in T2 had not yet reached a plateau due to a 

lower number of laps run. This suggested a potential ongoing stabilization process 

occurring outside of the periods of behaviour on the track.  

We next studied the differences in the peak firing rate of the place fields and 

found the same type of stabilization trend for both the first exposure to T1 and T2  

(Figure 3.9D; KW T1: H(11) = 75.84, p < 10-12, Dunn-Sidak test 1st lap to 4th lap p = 

.04, 1st to 5th p = .003, 1st to 6th-12th laps p < 10-04, 2nd to 6th p < .05, 2nd to 8th -12th 

laps p < 10-04, 3rd to 10th-11th laps p < .05; T28Laps: p = .21; T24Laps: p = .16; T23Laps: 

H(1) = 5.33, p = .02; Dunn-Sidak 1st to 2nd lap p = .02) and the re-exposures after 

sleep (KW R-T1: H(11) = 31.58, p < .001, Dunn-Sidak 1st lap to 8th-12th laps p < .05; 

R-T28Laps: p = .3; R-T24Laps: p = .39; R-T23Laps: p = .11; R-T22Laps: p = .2; R-T21Lap: 

p = .47). To further examine these results, we repeated the same comparisons 

(that is, each lap vs the last four laps) but this time using Bayesian decoding. For 

each exposure, we used the last lapsô spatial map as a template to decode each 

single lap and then computed the median decoding error (Figure 3.9B).  



3.3   |   RESULTS  

 

109 

 



3   |   EXPERIENCE -DEPENDENT SPATIAL REPRESENTATIONS IN H IPPOCAMPUS  

 

110 

Figure 3.9. Place field stability across laps. (A) Diagram of the first to final laps comparison 

analysis. Each single lapôs spatial map (purple) is calculated and then correlated to the last 

four lapsô spatial map (green). The comparison in T2 is done to the last single lap. (B) Median 

decoding error across laps when using the last four laps as the decoder template. Decoding 

errors are shown for each protocol and for each exposure, separated by the vertical grey line. 

For each lap, the median decoding error is averaged across the four rats. Shaded areas 

indicate S.D. (C) Centre of mass correlation between each single lap and the last laps in the 

exposure. Correlations are shown separately for each protocol and for both exposures (grey 

vertical line). Each line corresponds to the mean across rats, and S.D. is shown as a shaded 

area. (D) Same as C, but comparing the peak firing rate of the place fields. (E) Diagram of the 

consecutive laps comparison analysis. Spatial maps from consecutive laps (purple and green) 

are compared to assess their correlation. (F) Median decoding error across consecutive laps. 

The spatial map of the next lap is used as a template to decode the previous one. Median 

decoding errors are shown for each protocol separately, and a vertical grey line divides first 

exposure from re-exposure. Each lap averages the data from four rats and shows the S.D. as 

shaded area. (G) Centre of mass and (H) Peak firing rate change across consecutive laps 

measured with correlation coefficients. As in C and D, each protocol and exposure are plotted 

separately. Data across laps represent mean across rats and S.D. as shaded area. 

Similarly to the previous analysis, the results showed a decrease in the 

decoding error during the first four laps until plateauing in the 5th (KW T1: H(11) = 

61.4, p < 10-09, Dunn-Sidak post-hoc comparison 1st lap to 4th lap p = .02, 1st to 

5th-12th laps p < 10-04; 2nd to 10th and 12th laps p = .01; T28Laps: p = .33; T24Laps: H(1) 

= 7.65, p = .02 Dunn-Sidak 1st to 2nd lap p = .01; T23Laps: p = .32). Yet, as before, 

a Kruskal-Wallis test revealed that the median decoding error was not significantly 

different after the 3rd lap. Finally, there were no significant differences in the 

median decoding error across laps for any of the re-exposures, which all started 

with lower decoding error than in the first exposure (KW R-T1: p = .32; R-T28Laps: 

p = .66; R-T24Laps: p = .76; R-T23Laps: p = .13; R-T22Laps: p = .96; R-T21Lap: H(11) = 

21.86, p = .02, no significant differences post-hoc). 

Our results so far indicate that place field stability is reached soon after the 

first exposure to a novel track, between the 3rd and the 5th lap, after which a 

plateau is reached. However, a low correlation in our analysis only demonstrated 

a difference between the first lapsô spatial map and what the eventual stable 
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hippocampal representation for that track would be. The concept of place field 

stability could also be understood as the similarity of the spatial maps across 

consecutive laps. This alternative metric would reflect how the neuronal network 

fluctuates on a lap-by-lap basis. We sought to test this different interpretation by 

analysing the same parameters as before but this time comparing the correlations 

across consecutive laps (Figure 3.9E). The results for both the shifts of the place 

fieldsô centre of mass and the changes in the peak firing rate showed that the 

correlation levels across laps were lower for the first three laps, after which they 

plateaued to a high correlation level that was kept stable across both exposures 

(Figure 3.9G, H). Nonetheless, a Kruskal-Wallis test revealed that, despite the 

observed trend, there were no significant differences in the correlation levels 

across laps (KW centre of mass T1 and T28Laps Dunn-Sidak test p > .05 for all 

consecutive laps comparisons; T24Laps: p = .33; T23Laps: p = .08; R-T1: p = .3; R-

T28Laps: p = .5; R-T24Laps: p = .43; R-T23Laps: p = .73; R-T22Laps: p = .9; R-T21Lap: p 

= .64; KW peak firing rate T1 Dunn-Sidak p > .05 for all consecutive laps 

comparisons; T28Laps p = .33; T24Laps: p = .17; T23Laps: p = .08; R-T1: p= .63; R-

T28Laps: p = .4; R-T24Laps: p = .75; R-T23Laps: p = .57; R-T22Laps: p = .5; R-T21Lap: p 

= .75), indicating low fluctuation levels within the neural network across 

consecutive laps. Similar results were found when we analysed the differences in 

the median decoding error across laps during the first exposure (Figure 3.9F; KW 

T1: H(15) = 63.63, p < 10-08, Dunn-Sidak post-hoc test 1st to 5th, 9th , 13th-14th laps 

p < .05, 2nd to 11th -16th laps p < .05; T28Laps: p = .25; T24Laps: p = .07; T23Laps: p = 

.77) and the re-exposure after sleep (KW R-T1: p = .95; R-T28Laps: p = .39; R-

T24Laps: p = .82; R-T23Laps: p = .81; R-T22Laps: p = .98; R-T21Lap: p = .58). 

3.3.3 Hippocampal spatial representations are 

maintained through subsequent exposures  

The analysis so far has focused on the place field stability within a single exposure 

to a track. However, previous work has shown that plasticity changes within a 

neuronal ensemble continue during days after the first exposure to the track 

(Frank, Stanley and Brown, 2004; Leutgeb et al., 2004). Given that these studies 
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focused on ensembles already well stabilised after the first exposure to the 

environment, we set out to examine the stability of our spatial maps between 

exposures, that is between T1 and R-T1, and between each type of T2 and its 

corresponding R-T2. We were particularly interested in examining the latter, given 

that place field stability after the first exposure had only been achieved for half of 

the protocols (i.e. those tracks where the animals had run at least 4 laps), and 

therefore we tested whether the hippocampus was able to recognise both 

exposures to T2 as the same spatial context. 

With that aim in mind, we used the same metrics as before (shift on the centre 

of mass and changes in the peak firing rate) to correlate each single lap of the first 

exposure to the laps 13th to 16th of its corresponding re-exposure (Figure 3.10A). 

 

Figure 3.10. Place field stability between exposures. (A) Diagram of the analysis 

performed. Each single lapôs spatial map in the first exposure (purple) is compared to the laps 

13th-16th of the re-exposure to the same track (green), and a correlation coefficient is extracted. 

(B) Correlation between the place fieldsô centres of mass of each lap of the first exposure 

compared to the laps 13th-16th of the re-exposure. For each protocol, each lapôs correlation 
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coefficients are averaged across rats. The shaded areas indicate S.D. (C) Same analysis as 

in B but this time looking at the correlation between the place fieldsô peak firing rate. 

The results showed that, similarly to the within track stabilisation analysis, the 

correlation coefficient increased during the first three laps and plateaued around 

the 5th lap for both the centre of mass (Figure 3.10B; KW T1: H(15) = 63.63, p < 10-

08, Dunn-Sidak 1st lap post-hoc pairwise comparisons to 3rd-6th laps p < .01, 1st to 

7th-16th laps p < 10-04, 2nd to 11th-16th laps p < .05; T28Laps: p = .1; T24Laps: p = .09; 

T23Laps: p = .29; T22Laps: p = .56) and the peak firing rate (Figure 3.10C; KW T1: 

H(15) = 69.47, p < 10-09, Dunn-Sidak 1st lap post-hoc pairwise comparisons to 7rd-

12th laps p < .05, 1st to 13th-16th laps p < 10-04, 2nd to 13th-16th laps p < .001; T28Laps: 

p = .06; T24Laps: p = .31; T23Laps: p = .39; T22Laps: p = .08), indicating that the spatial 

maps formed after the 5th lap were stable across exposures. In other words, the 

shared commonalities between the spatial map after the first few laps and the 

spatial map in the re-exposure were sufficient to preserve the spatial information 

of the environment across exposures. We further confirmed these findings by 

showing that there were no significant differences between the overall spatial 

representation obtained from the first exposure (i.e. from all laps in T1 and T2) 

and the spatial representation from the first lap in the corresponding re-exposure 

(Figure 3.11A, B; KW centre of mass H(5) = 11.61, p = .04, Dunn-Sidak post-hoc 

comparisons p > 0.5; KW peak firing rate p = .8; data not shown). 

   

Figure 3.11. Place field stability at the start of the re-exposure. (A) Analysis diagram. The 

overall spatial map of the first exposure is compared to the spatial map of the first lap of the 

re-exposure. (B) Spearman correlation coefficient between the centre of mass of the first 
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exposure and the first lap of the re-exposure across all protocols (R-T1 and all R-T2). Each 

marker represents a session. Coloured markers in the R-T1ôs box plot indicate to which 

protocol the session belongs. 

Finally, we assessed the spatial map stability between exposures by 

comparing the median decoding error between protocols. If the place fields 

forming the spatial representation remain stable after sleep, then we should be 

able to decode each track using the place field rate maps from the other exposure. 

To test this, we proceeded to decode the first exposure to each track using as 

template the rate maps from its re-exposure (e.g. T1 decoded using R-T1 as a 

template; Figure 3.12A). As a control, we repeated the decoding using the re-

exposure to the other track in the recording session as a template (e.g. T1 

decoded using R-T2 as a template). Our results showed that the decoder 

performance was significantly higher when using the re-exposure to the same 

track as a template (Wilcoxon rank sum on decoding error across all laps: 16 vs 

16-Ctrl: Z = -7.4, p < 10-14; 8 vs 8-Ctrl: Z = -5.01, p < 10-07; 4 vs 4-Ctrl: Z = -3.52, 

p < 10-04; 3 vs 3-Ctrl: p < 10-04; 2 vs 2-Ctrl: p = .01; 1 vs 1-Ctrl: p = .12).  

Next, we repeated the analysis in the opposite direction: that is, using the 

place field rate maps from the first exposure as a template to decode the re-

exposure to the same track (e.g. R-T1 decoded from T1; Figure 3.12B). As before, 

we used a template of the first exposure to the other track of the session (e.g. R-

T1 decoded from T2) as a control for comparison. Similarly to before, results 

showed comparable decoding accuracy across protocols and a significant lower 

median decoding error when using the first exposure to the same track as a 

template compared to the control (Wilcoxon rank sum on decoding error across 

all laps: 16 vs 16-Ctrl: Z = -7.52, p < 10-14; 8 vs 8-Ctrl: Z = -6.95, p < 10-12; 4 vs 4-

Ctrl: Z = -6.91, p < 10-12; 3 vs 3-Ctrl: Z = -6.5, p < 10-11; 2 vs 2-Ctrl: Z = -6.9, p < 

10-12; 1 vs 1-Ctrl: Z = -6.95, p < 10-12). Importantly, this was also the case for the 

template rate maps for 1, 2, and 3 laps, which had been previously shown to still 

have not settled onto a stable neuronal network conformation.  
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Figure 3.12. Bayesian decoding using the other exposure as a template. (A) For each 

protocol, the first exposure to a track is decoded using the rate maps of the re-exposure 

(coloured box plots). Each marker corresponds to a different session. As a control, the first 

exposures are also decoded using as a template the re-exposure to the other track in the 

recording session (grey box plots). The median decoding error is then computed and plotted 

per session in each box plot. White middle marker within each box plot indicates the median 
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across sessions. (B) For each protocol, the re-exposure to each track is decoded using the 

rate maps of the first exposure (coloured box plots). As a control, the decoding is repeated 

using as a template the first exposure to the other track in the session (grey box plots). The 

median decoding error is then computed and plotted per session in each box plot. White middle 

marker within each box plot indicates the median across sessions. 

Overall, these results suggest that the hippocampus is capable of recognising 

the same environment even when the initial spatial representation is not stable 

(as it is the case for the spatial maps after 1, 2, and 3 laps), which indicates the 

absence of global remapping within tracks. Furthermore, the large decoding error 

obtained when using the other track of the session as a template (i.e. control box 

plots) suggest that the spatial maps of the two tracks are largely different, most 

likely due to global remapping. 

3.3.4 Levels of remapping differ between protocols  

As outlined in the previous section, our findings so far suggest there is some level 

of remapping between different tracks and, to a lesser extent and for some 

protocols, between exposures to the same track. In this section we further 

examine hippocampal remapping within and across tracks. We aim to 

characterise the levels of remapping between the first exposure and the re-

exposure to the same track, with an emphasis on those protocols that show place 

field instability in the first exposure due to the lower number of laps run. Also, we 

seek to confirm there is indeed global remapping between tracks, as this will be 

key to ensure that the Bayesian decoder can successfully discriminate the replay 

events encoding for each experience. 

As a first step we quantified the number of place cells undergoing remapping. 

In a coarse first analysis, a given cell was considered to remap when it had a place 

field in one track but not in the other (i.e. it stopped or decreased its firing to below 

1Hz), or when it originally had no place field but it later appeared in the subsequent 

track or exposure. We first looked at the proportion of remapping cells between 

different tracks and found that ~29% of cells remapped between different tracks 
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(T1 vs T2, mean proportion across all sessions: 28.74 ± 4 cells). We next looked 

at the remapping between first exposure and re-exposure to the same track. We 

found that, in this case, only ~15% of cells remapped between the two exposures 

to T1 (T1 vs R-T1, mean proportion across all sessions: 14.49 ± 5 cells). These 

values were well within the range reported by others in the literature, where around 

60% of place cells maintained their place fields between recurrent tracks 

(Sheintuch et al., 2020), suggesting that in our experimental design, each unique 

track activated a distinct cell assembly. Interestingly, the number of place cells 

undergoing remapping was higher for the second track (T2 vs R-T2, mean 

proportion across all sessions: 29.88 ± 10 cells), with 29% of remapping cells, a 

proportion similar to the one observed between different tracks. When breaking 

the data into protocols, we found that as the number of laps in T2 decreased, the 

percentage of remapping cells increased, from ~15% of cells remapping in the 8 

laps protocol to ~38% of cells remapping in the 1 lap protocol (T28Laps vs R-T28Laps 

= 15.88 ± 0.9  cells; T24Laps vs R-T24Laps = 25.37 ± 10 cells; T23Laps vs R-T23Laps = 

35.93 ± 7 cells; T22Laps vs R-T22Laps = 34.6 ± 6 cells; T21Lap vs R-T21Lap = 37.59 ± 

5 cells). These results could be explained by the fact that within the first laps of 

running in a novel environment, there is both a higher place field instability (as 

discussed in section 3.3.2) and a slightly higher number of active place cells, 

which are gradually pruned as experience increases (Karlsson and Frank, 2008). 

Next, we aimed to measure the levels of place cell remapping (see section 

1.4.2 on hippocampal remapping). To characterize global remapping, we used a 

common measure of stability: the population vector (PV) analysis (Figure 3.13A). 

For each track comparison, we first computed multiple vectors representing the 

firing activity of all place fields at each spatial bin in the track. These vectors 

provide a representation of how the place cell population as a whole encodes each 

location of a given track. By correlating the place cell vectors between tracks at 

each location, we were able to measure the extent of global remapping for each 

track comparison. First, we computed the correlation between exposures to the 

same track (within-track comparison) and plotted the correlation coefficient 

distribution for each comparison (Figure 3.13A). A high correlation (distributions 

skewed towards 1) indicates low levels of remapping in that particular comparison 
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(Figure 3.13C). The results showed that T1 and T28Laps PVs were highly correlated 

to their respective re-exposures, but as the number of laps in T2 decreased, the 

median gradually shifted towards lower values, reaching 0.24 for T21Lap, thus 

indicating a higher level of remapping for the shorter exposures (Figure 3.13B,C). 

In order to assess whether the observed remapping was comparable to the 

degree of remapping found between two completely different tracks, we compared 

the correlation coefficient distributions to a shuffle distribution. All protocols 

distributions were significantly different from the shuffle distribution, thus 

suggesting that despite the significant remapping at the population level in T2, this 

was likely caused by partial remapping, but not global (Figure 3.13B;Table 3.1).  

To assess global remapping between different tracks, we repeated the PV 

analysis between different tracks within a session, comparing both exposures 

separately: that is, T1 vs T2, T1 vs R-T2, T2 vs R-T1, and R-T1 vs R-T2. We 

compared the correlation distributions to the ones obtained during the previous 

within-track comparison analysis and calculated their cumulative frequency 

(Figure 3.13E). We found that, for all protocols, all between-track comparisons 

were significantly more decorrelated than the within-track comparisons (Table 

3.2), suggesting high levels of remapping between different tracks. In addition, 

these results further supported that the levels of hippocampal remapping between 

T2 and the re-exposures were lower than the ones detected when comparing 

different tracks. However, we also found significant differences between the 

correlation distributions of each within-track comparison (i.e. T1 vs R-T1 and T2 

vs R-T2) for the protocols C16-3, D16-2, and E16-1 (Figure 3.13E, last 3 plots). These 

differences were not unexpected given the higher place field instability during the 

first laps of running. Nonetheless, as a final control we tested whether the 

observed distributions for the different T2 protocols reflected the degree of 

remapping expected for those shorter number of laps. For each protocol, we 

computed the PV correlations for the same number of laps in each track (e.g. first 

8 laps from T1 vs R-T1 and T28Laps vs R-T28Laps; first 4 laps from T1 vs R-T1 and 

T24Laps vs R-T24Laps, etc.; Figure 3.13D). By plotting the cumulative frequency of 

the correlation coefficients, we now found no significant differences between the 

within-track comparisons in all protocols (Figure 3.13F; Table 3.3). 
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Figure 3.13. Global remapping across exposures and tracks. (A) Population vector 

analysis diagram. A population vector is computed for each spatial bin in the track by extracting 

the place field rate maps of track pairs and correlating them. (B) Cumulative frequency of the 

population vector (PV) correlations for comparisons between same track exposures. 






































































































































































































































































