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Abstract 

Perception is subjective and context-dependent. Size and position 

perception are no exceptions. Studies have shown that apparent object size is 
represented by the retinotopic location of peak response in V1. Such 
representation is likely supported by a combination of V1 architecture and top-
down driven retinotopic reorganisation. Are apparent object size and position 
encoded via a common mechanism? Using functional magnetic resonance 
imaging and a model-based reconstruction technique, the first part of this 
thesis sets out to test if retinotopic encoding of size percepts can be 
generalised to apparent position representation and whether neural signatures 
could be used to predict an individual’s perceptual experience. Here, I present 
evidence that static apparent position – induced by a dot-variant Muller-Lyer 
illusion – is represented retinotopically in V1. However, there is mixed 
evidence for retinotopic representation of motion-induced position shifts (e.g. 
curveball illusion) in early visual areas. My findings could be reconciled by 
assuming dual representation of veridical and percept-based information in 
early visual areas, which is consistent with the larger framework of predictive 
coding. The second part of the thesis sets out to compare different 
psychophysical methods for measuring size perception in the Ebbinghaus 
illusion. Consistent with the idea that psychophysical methods are not equally 
susceptible to cognitive factors, my experiments reveal a consistent 

discrepancy in illusion magnitude estimates between a traditional forced 
choice (2AFC) task and a novel perceptual matching (PM) task – a variant of 
a comparison-of-comparisons (CoC) task, a design widely seen as the gold 
standard in psychophysics. Further investigation reveals the difference was 
not driven by greater 2AFC susceptibility to cognitive factors, but a tendency 
for PM to skew illusion magnitude estimates towards the underlying stimulus 
distribution. I show that this dependency can be largely corrected using 
adaptive stimulus sampling.  
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Impact statement 

A key theme of this thesis is the subjective nature of perception. Even 

among healthy individuals, there is substantial variation in how we experience 
the world. This variation is driven by differences in our physiological make-up. 
When studying the relationship between the mind and the brain, such as 
physiological changes associated with a normal psychological function or a 
brain disorder, conventional research typically focuses on finding the average 
difference between two groups of participants. However, this approach 
attempts to ‘even out’ variability between participants of the same group when 
the continuous variation in physiology–psychology is itself informative of the 
mind–brain link. 

A primary goal of this thesis has therefore been to examine whether the 
brain response in early visual areas of healthy individuals may covary with their 
subjective experience of object size and position and how this occurs, which 
would provide insights into the role of early visual areas in object perception. 
This has implication for classical models of visual processing – which envision 
early visual areas as rudimentary geometric processors – as my research 
suggests they may play a role in sophisticated contextual processing. In 
general, this approach of ‘exploiting’ inter-subject variability can be applied to 
all biological research, given that variation is the norm in nature and is what 
drives evolution. 

Mapping out more precisely how idiosyncrasies in perceptual 
experience arise also raises the exciting possibility that we may one day be 
able to infer what an individual is subjectively experiencing based on their brain 
activity. This includes conscious experience that may normally be difficult to 
report, such as an individual’s dreams or even perceptual distortion as 
experienced by those affected by schizophrenia. Likewise, we may be able to 
infer an individual’s conscious state if we know what neural activity 
characterises conscious experience; this has implication for diagnosing 
disorders of consciousness, including those in a coma or vegetative state. This 
thesis aims to reconstruct perceived object size and position based on signals 



 4 

in early visual areas; this would not only increase our understanding of the 
functional description of these brain regions, but also test the limit of current 

technique in ‘decoding’ perceptual state from brain activity. 
Of course, to understand how subjective percepts are encoded by the 

brain requires that we are first able to measure an individual’s perceptual 
experience reliably. This is typically done by systematically varying the 
physical stimulus and examining how this affects an individual’s behavioural 
response. However, these behavioural responses are difficult to validate as 
they may also arise from non-perceptual factors – for example, if the 
participant believes a particular response better aligns with the experimenter’s 
expectation. Another goal of this thesis is thus to compare various methods 
and their ability to provide reliable measures of perceptual experience. My 
research showed one method – a variant of a design that is often treated as 
the gold standard – may suffer from a fundamental flaw associated with how 
the physical stimulus is sampled. This has significant implication for the design 
of such methods going forward, and I proposed ways in which this ‘flaw’ can 
be corrected. 
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Glossary 

Apparent [feature]; perceived [feature] 
The subjective experience of a stimulus feature, e.g. apparent size, 
perceived position 

 
Physical [feature]; veridical [feature] 

The stimulus feature as projected onto the retina, e.g. physical object 
size, veridical object position 

 
Population receptive field (pRF) 

Receptive field refers to the sensory space that maximally drives a 
neuron’s response; this sensory space is usually characterised by a centre 
location and a size. Population receptive field, or pRF, refers to the receptive 
field of a neuronal population. 
 
Visual field map; retinotopic map 

Brain representation of visual field coordinates; typically visualised as a 
function of eccentricity or polar angle (see Figure 1-2B). Visual field 
maps are highly regularised since neighbouring positions in the visual 
field tend to be represented by neighbouring neurons in the brain. 

 
Eccentricity 

Distance from the centre of visual field (in degrees of visual angle, º). 
 

Polar angle 
An angle of rotation around the centre of the visual field (in degrees, º). 

  
Direct read-out   model 

The idea that an object’s apparent spatial feature (e.g. size, position) 
can be represented by retinotopic location of peak response in a visual 
area. A central question investigated by this thesis is whether apparent 
size and position are represented in early visual areas under the direct 
read-out model. 
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Motion-induced position shift (MIPS) 

A perceptual phenomenon in which the perceived position of an object 
is shifted due to nearby visual motion (see Figure 1-5 for examples). 

 
Perceptual bias 

A measure of discrepancy between the veridical property of an object 
and how it subjectively appears to the observer. In this thesis, this 
typically corresponds to the illusion magnitude of a visual illusion. 

 
Sensitivity; discriminability 

The observer’s ability to objectively tell apart different stimuli. 
 
Cognitive bias 

Perceptual bias can be contrasted with cognitive bias, where the 
measure of discrepancy is not driven by a genuine change in how a 
stimulus subjectively appears to the observer, but by cognitive factors 
– for example, if the observer thinks choosing a response category 
would better align with the experimenter’s expectation. 
 

Decisional criterion 
The setting of a decisional boundary that dictates what level of sensory 
evidence corresponds to choosing what response category (in the 
context of signal-detection theory; see Figure 1-7). An observer’s 
behavioural response could change due to changes in the sensory 
evidence or their decisional criterion; a shift in decisional criterion (or 
decisional bias) is a form of cognitive bias. 
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Chapter 1 Introduction 

1.1 General introduction 

Is this apple red (Figure 1-1A)? It depends on who is looking. While the 

physical properties of an apple remain largely constant, perceptual experience 
such as ‘redness’ – unlike photons of specific wavelengths – does not exist as 
perceiver-independent reality. In fact, most animals do not experience 
‘redness’ as we do because they lack the third cone that is tuned to a longer 
wavelength. It is thought that primates evolved to have trichromatic vision as 
it would have been instrumental in finding reddish and yellowish fruits against 
leafy background (Párraga, Troscianko and Tolhurst, 2002). This quirk of 
nature millions of years ago means that today, ‘redness’ falls within the 
everyday repertoire of most people’s experience – while the same cannot be 
said for our dichromatic pet dog. The point is that no individual or organism’s 
conscious experience wholly reflects the physical reality; each of us 
experiences our own version of reality necessarily dictated by our unique 
physiology. This holds as true between species as it does between individuals 
of the same species. 

Consider #TheDress illusion (Figure 1-1B). The dress in the photograph 
has been perceived by different observers as either blue and black, or white 
and gold. This striking variability in colour perception has been attributed to 
inter-individual differences in priors about illumination and surface properties 
(Lafer-Sousa, Hermann and Conway, 2015; Wallisch, 2017; Witzel, O’Regan 

and Hansmann-Roth, 2017). Such variability is rarely noticed in everyday life. 
Indeed, under normal viewing conditions, the real dress is always seen as blue 
and black (Hurlbert, Aston and Pearce, 2016). The photograph is unusual, 
however, in its overlapping illumination and surface colour. This gives rise to 
visual ambiguity about where the colour originates – the light source or the 
dress? In a two-dimensional image where additional sensory evidence cannot 
be used to resolve visual ambiguity, our priors determine whether the 
perceived colour originated from the fabric or its illumination. 
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Figure 1-1 Illustrations of perceptual phenomenon.  

(A) The ‘redness’ of this apple can be experienced by animals with trichromatic vision. (B) 
#TheDress is a striking illusion that highlights the subjective nature of perception – some 
perceive the photograph of the dress to be blue and black, while others perceive it to be 
white and gold. (C) Illusory contour induced by a Kanizsa-type stimulus (figure taken from 
Maertens et al., 2008). V1 response to the illusory contour is retinotopically localised and 
analogous to the real contour. (D) Apparent motion can be induced by presenting two stimuli 
in alternation (left), such that it appears one stimulus is travelling back-and-forth between the 
two locations (right). V1 activity can be detected along the illusory motion path (figure taken 
from Muckli et al., 2005). (E) Apparent luminance induced by the Craik-O’Brien-Cornsweet 
stimulus (figure adapted from Boyaci et al., 2007). The left flanking region appears darker 
than the right flanking region even though they have the same lightness; the effect was 
induced by the variations in lightness in the central region forming a ‘contrast border’. Early 
visual area response to this stimulus is analogous to real luminance difference. (F) A classifier 
trained on V1 response to different hue categories (e.g. green) can be used to decode 
achromatic images of the object associated with the corresponding hue (e.g. broccoli; figure 
adapted from Bannert and Bartels, 2013). (G) Apparent size can be induced by a hallway 
Ponzo illusion; here the two spheres are of equal size, even though the sphere at the back of 
the hallway appears larger (figure taken from Murray, Boyaci and Kersten, 2006). V1 has 
been shown to represent the apparent size of an object retinotopically, such that the 
representation of object boundary for the apparently larger object is extended further from 
the fovea. 
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Visual illusions such as #TheDress highlight the subjective nature of our 
conscious perception. As we begin to acknowledge the substantial variability 

in how healthy individuals experience and interact with the world, it is possible 
to design experiments that exploit inter-individual behavioural differences in 
search of the corresponding physical correlates (Andrews, Halpern and 
Purves, 1997; Halpern, Andrews and Purves, 1999; Kanai and Rees, 2011). 
Instead of treating inter-individual variability as ‘noise’, independent 
physiological and psychological measures that covary with each other could 
point to functional roles played by specific brain regions. One elucidating 
example of this new approach comes from the study of size perception, where 
studies found inter-individual variability in size experience is predicted by 
differences in primary visual cortex (V1) architecture (Schwarzkopf, Song and 
Rees, 2011; Schwarzkopf and Rees, 2013; Moutsiana et al., 2016). 

More generally, studies on subjective percept representation have 
challenged classical models of object recognition, which is heavily focused on 
feedforward feature extraction. In contrast to conventional views that early 
visual areas (i.e. V1/V2/V3) merely act as basic geometric processors, growing 
evidence suggests they also encode context-dependent perceptual outcome, 
including apparent contour (Grosof, Shapley and Hawken, 1993; Seghier et al., 
2000; Lee and Nguyen, 2001; Maertens and Pollmann, 2005; Maertens et al., 
2008), apparent motion (Jancke, Chavane, et al., 2004; Muckli et al., 2005), 
apparent shape (Michel et al., 2013), apparent luminance (Boyaci et al., 2007), 

apparent or memory colour (Sasaki and Watanabe, 2004; Bannert and Bartels, 
2013), and, of course, apparent size (Murray, Boyaci and Kersten, 2006; Fang 
et al., 2008; Sperandio, Chouinard and Goodale, 2012; Pooresmaeili et al., 
2013). See Figure 1-1 for illustrations of the above perceptual phenomena. 

Apparent size representation in V1 appears to arise from a combination 
of local neuron properties and top-down facilitation. Specifically, V1 cortical 
magnification may determine the spatial spread of an object’s representation 
and the extent of contextual processing (Schwarzkopf, Song and Rees, 2011; 
Schwarzkopf and Rees, 2013), while retinotopic reorganisation   in V1 could be 
triggered by spatial attention to three-dimensional (3D) context – an effect that 
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is presumably mediated via top-down feedback (Ni, Murray and Horwitz, 2014; 
He et al., 2015). The result is an adaptive encoding model where an object’s 

apparent size can be directly read out   from the spatial distribution of peak 
response in V1. One question is whether such representation also generalises 
to spatial features not intrinsic to an object, such as an object’s perceived 
position, which is subject to influence by visual motion (Whitney, 2002). 

Emerging evidence for adaptive sensory systems runs against 
traditional views of the brain based on labelled line theory (e.g. Lotze, 1852; 
Hering, 1879), and instead implies our perceptual system is much more 
‘malleable’ and dependent on top-down influence than previously thought. This 
is in line with the larger framework of predictive coding, which postulates 
sensory experience as a product of both raw sensory input and prior sensory 
experience of the world (Srinivasan, Laughlin and Dubs, 1982; Mumford, 1992; 
Rao and Ballard, 1999). This also raises the question of whether perception is 
indeed ‘cognitively penetrable’ – that is, if what we ‘see’ depends on what we 
‘think’ (e.g. Pylyshyn, 1999). These ideas may have inadvertently led to the 
prevalent labelling of ‘top-down’ effects on perception, sometimes in the 
absence of solid empirical evidence (Firestone and Scholl, 2014, 2015a, 
2015b, 2016). The quest to disentangle perceptual and cognitive processes at 
the behavioural level is one shared by the field of psychophysics. 

Studies of inter-individual differences in perception hint at the exciting 
possibility where we may be able to predict an individual’s perceptual 

experience based on physiological signal alone (Haxby et al., 2001; Kamitani 
and Tong, 2005, 2006; Haynes and Rees, 2006; Norman et al., 2006; Kay et 
al., 2008; Miyawaki et al., 2008; Naselaris et al., 2009, 2015; Stokes et al., 
2009; Reddy, Tsuchiya and Serre, 2010; Horikawa et al., 2013; Zuiderbaan, 
Harvey and Dumoulin, 2017; Senden et al., 2018). This is nonetheless 
predicated on our ability to interpret the physiological signal in light of what an 
individual actually perceives. While it may be logically impossible to rule out 
cognitive components of a behavioural response (Green and Swets, 1966), 
two psychophysical methods have emerged that allegedly minimise cognitive 
confounds – this includes variants of a comparison-of-comparisons (CoC) task 
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(Morgan, Melmoth and Solomon, 2013; Jogan and Stocker, 2014; Morgan et 
al., 2015; Patten and Clifford, 2015; Finlayson, Papageorgiou and 

Schwarzkopf, 2017; Manning et al., 2017; Finlayson et al., 2018) and the use 
of uncertainty to estimate perceptual bias (García-Pérez and Alcalá-Quintana, 
2013; García-Pérez and Peli, 2014; Gallagher, Suddendorf and Arnold, 2019). 
Evidence for their superiority is still limited, in part because it is notoriously 
challenging to validate a psychophysical method. 

The remainder of this chapter will be devoted to a literature review that 
expands on the above ideas and findings. I will first review basic visual 
organisations, focusing on early visual areas and a hierarchical model of visual 
processing. Next, I review mechanisms of object-size perception, focusing on 
contextual modulations of size, before outlining evidence that an object’s 
apparent size is represented retinotopically in V1. To examine whether 
apparent size encoding can be generalised to apparent position encoding – 
focusing on representation of motion-induced position shift (MIPS) – I lay 
out evidence from existing functional magnetic resonance imaging (fMRI) 
studies, which thus far paints a mixed picture. Finally, in considering optimal 
methods for measuring perceptual experience, I will attempt to address the 
thorny question of whether cognition penetrates perception, before outlining 
promising psychophysical methods for minimising cognitive bias. Following the 
literature review, I will outline the primary research questions posed by this 
thesis.  
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1.2 Principles of early visual organisation 

1.2.1 Retinotopy 

The chief challenge of the visual system is to infer physical properties 
of the 3D world based on continuous changes in light distribution in 2D images. 

The most important image property is arguably spatial arrangement – change 
the image contrast, colour or orientation of an image and you stand a good 
chance of recovering its original content; however, scramble the image, most 
information would be lost (Wandell, Dumoulin and Brewer, 2007). The visual 
system is therefore optimised to detect, process and represent spatial 
properties. It is now clear that the spatial arrangement of an image is preserved 
principally through visual field maps, of which there are multiple copies in the 
visual system (Sereno et al., 1995; Deyoe et al., 1996). These are also known 
as retinotopic maps as they are topographically organised such that 
neighbouring positions in a retinal image (or the visual field) are represented 
by neighbouring neurons in the cortex (Figure 1-2A). Implied here is the idea 
that each neuron has a dedicated visual space in which the presence of a 
stimulus would maximally drive its response. This sensory space is known as 
a neuron’s receptive field. 

Retinotopic maps in humans are measured non-invasively using fMRI, 
a neuroimaging technique renowned for its spatial resolution. By 
systematically stimulating regions of the visual space when a subject fixates, 
it is possible to identify the location in visual space that most effectively drives 
response at each cortical location. In the conventional travelling wave method, 
a rotating wedge is used to map the polar angle, while an expanding–

contracting ring maps the eccentricity (Engel et al., 1994; Engel, Glover and 
Wandell, 1997). Together, they provide polar coordinates (angle, eccentricity) 
for describing a receptive field’s location in visual space (Figure 1-2B), not 
unlike Cartesian coordinates (x, y). In describing a receptive field’s location, it 
should be noted that fMRI typically samples brain response at a resolution of 
2–4mm3 (i.e. at the size of its voxel, or volumetric pixel). Given that each cubic 
millimetre contains about 50 thousand neurons (Braitenberg and Schüz, 1998), 
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for human subjects, receptive fields can only be estimated at the level of 
neuronal population; therefore, it is more accurate to call these population 

receptive field (pRF). 
Retinotopic mapping has been used to identify and map out distinct 

visual areas (Felleman and van Essen, 1991; Sereno et al., 1995). In early 
visual areas, the polar angle map manifests as parallel bands across the   

cortical surface, with the eccentricity map running approximately orthogonal to 
this. Sitting at the calcarine sulcus in the occipital lobe is V1, the first cortical 
area to receive retinal input via the lateral geniculate nucleus (LGN). The 
dorsal and ventral halves of V2 encircle V1, and these, in turn, are encircled 
by the two halves of V3. Collectively, V1, V2 and V3 make up   the early visual 
areas (Figure 1-2B). A careful examination of the polar angle maps will reveal 
that image representation is inverted in the brain. Here the left hemifield is 
represented by the right hemisphere, the right hemifield by the left hemisphere, 
the top visual field by ventral parts of the cortex, and the bottom visual field by 
dorsal parts. Indeed, image representation is often divided along the vertical 
and/or horizontal meridian, as revealed by the hemifield maps in V1, and the 
quadrantic (i.e. discontinuous hemifield) maps in V2 and V3 (Wandell, 
Dumoulin and Brewer, 2007). 

Another careful examination of the retinotopic maps will reveal that, 
while they are ideal for preserving qualitative spatial relations, they are 
nonetheless quantitatively distorted in favour of central vision processing 

(Figure 1-2A). This distortion follows a logarithmic transformation in that 
cortical area allocated to processing varies as a function of eccentricity 
(Schwartz, 1980); the central visual field is therefore disproportionately 
represented by a larger cortical area, with the phenomenon aptly termed 
cortical magnification (Daniel and Whitteridge, 1961). 
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Figure 1-2 Retinotopic arrangement of the visual system.  

(A) An illustration of how an image of Newton would be spatially represented by V1 visual 
field map (figure taken from Wandell, Dumoulin and Brewer, 2007). Visual field maps (or 
retinotopic maps) are so termed because neighbouring positions in the visual field (or retinal 
image) are represented by neighbouring neurons in the visual cortex. Image representation 
is inverted in the brain such that the left/right visual field is represented by the right/left 
hemisphere, and the top/bottom visual field is represented by the ventral/dorsal parts of the 
cortex. Note that the central (or foveal) portion of the image is represented by a larger cortical 
area; this is known as cortical magnification. (B) In early visual areas, the polar angle map 
(left) manifests as parallel bands across the   cortical surface, with the eccentricity map (right) 
running approximately orthogonal to this. V1 has complete hemifield maps, while V2 and V3 
have quadrantic maps, which are divided into the ventral and dorsal portion. For illustrative 
purposes, the brain has been ‘blown up’ into a sphere to reveal the surfaces. Here only the 
left hemisphere is shown. 
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Cortical magnification is inversely related to receptive field size, with 
receptive field size increasing linearly from centre to periphery and cortical 

magnification falling exponentially (Hubel and Wiesel, 1974; Dow et al., 1981; 
Stevens, 2002; Duncan and Boynton, 2003; Harvey and Dumoulin, 2011). This 
makes intuitive sense because if more neurons are allocated to a fixed degree 
of visual space, each can afford to cover a   smaller portion – small receptive 
fields in central vision are what support our rich and finely detailed perceptual 
experience. Consistent with this, visual acuity is limited by the cortical 
magnification factor (Duncan and Boynton, 2003; Song et al., 2015). This 
provides one example of how cortical anatomy might be linked to visual 
function. 
 

1.2.2 Hierarchy and modularity 

If retinotopy is what characterises neuron arrangement in a visual area, 
then hierarchical processing and functional specialisation may best describe 
the organisation of visual areas in the visual system (Mishkin, Ungerleider and 
Macko, 1983; Felleman and van Essen, 1991; Goodale and Milner, 1992; 
Schmolesky et al., 1998; Grill-Spector and Malach, 2004). One influential 
account proposed that the visual system contains two parallel processing 
streams, with V1 projecting separately towards the posterior parietal and 
inferior temporal lobe. The occipito-parietal pathway – also known as the 
‘dorsal’ or ‘where’ stream – is associated with visually guided action, while the 
occipito-temporal pathway – or the ‘ventral’ or ‘what’ stream – is thought to be 

involved in object recognition and discrimination (Mishkin, Ungerleider and 
Macko, 1983; Goodale and Milner, 1992). While both anatomical and 
neuropsychological evidence supports this dissociation, this division is still a 
simplistic one as there is evidence of ‘cross-talk’ between the two streams 
(Kravitz et al., 2013; Milner, 2017). 

Another influential account suggested that the visual system is 
organised hierarchically (Felleman and van Essen, 1991). In line with this, 
empirical evidence revealed step-wise changes in spatial and feature 
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selectivity across visual areas. Here I use the term feature to mean a distinctive 
visual attribute, such as an object’s colour, size or position in space, although 

more generally, feature can be understood as the distinguishable attributes of 
a thing that allows categorisation (e.g. the gender of a person or the frequency 
of a song). One noticeable change is that receptive field size increases (while 
cortical magnification decreases) along the visual hierarchy (e.g. Smith, 2001; 
Dougherty et al., 2003; Dumoulin and Wandell, 2008). In the cortex, V1 
neurons have, on average, the smallest receptive field. Neurophysiological 
studies of primates estimated this to be between 0.01–0.02º around the fovea 
and ~1.3º at 20º eccentricity (Hubel and Wiesel, 1974; Dow et al., 1981; van 
Essen, Newsome and Maunsell, 1984). Reports of pRF estimates in human 
subjects tended to be higher (0.25–0.5º near fovea), although this likely 
reflects an overestimation as opposed to evidence for interspecies differences, 
given pRF size is a function of receptive field size aggregates and the 
scattering of their centre positions (e.g. Smith, 2001; Dumoulin and Wandell, 
2008). The spatial resolution uniquely afforded by V1 is highlighted by 
estimates that pRF size increases by a factor of four between V1 and V3, and 
by a factor of five or six between V1 and the lateral occipital (LO) cortex. 

Visual areas also express eccentricity bias. Studies found that object-
selective regions preferred centrally located stimulus and shared overlapping 
representation with centre-biased regions, while the opposite was found for 
place-selective regions – which were associated with peripheral bias (Levy et 

al., 2001; Hasson et al., 2002). Together with the finding that higher-level areas 
preserved eccentricity tuning but lacked detailed polar angle maps 
(Boussaoud, Desimone and Ungerleider, 1991; Hasson et al., 2003), 
eccentricity bias may constitute another fundamental organising principle of 
visual areas. Such preference could be related to the fact that many object 
categories (including face) require high-resolution representation for 
discrimination, and a shift in central-peripheral bias – depending on the 
demand for resolution – is an effective strategy for allocating cortical 
magnification resources (Hasson et al., 2002). This provides one insight into 
how spatial selectivity might be intricately linked to feature selectivity. 
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Nonetheless, other than the apparent limit imposed by receptive field 
size on feature selectivity (e.g. large receptive fields are not ideal for detecting 

local changes), there is no direct relationship between retinotopic maps and 
perceptual function (Wandell, Dumoulin and Brewer, 2007). While some visual 
areas have been associated with the processing of particular features, such 
as colour in V4 (Zeki, 1973, 1978; Lueck et al., 1989) or motion in the middle 
temporal (MT) area (Dubner and Zeki, 1971; Zeki, 1978; Tootell et al., 1995), 
this does not imply a one-to-one correspondence – meaning more than one 
area is probably essential for processing a particular feature, while each area 
supports processing of multiple features. Current consensus is that feature 
processing is hierarchical, in that processing in one stage is built on the prior 
stage, such that each successive stage would encode increasingly complex 
features. 

Hubel and Wiesel (1959, 1962) famously demonstrated that neurons in 
a cat’s primary visual cortex were selective for bars at different orientations. 
Since then, V1 has been characterised predominantly as a low-level feature 
detector, sensitive to changes in local contrast, luminance, motion and colour. 
At the other end of the spectrum, neurons in the inferior temporal (IT) cortex 
were found to be selective for complex object features (e.g. combination of 
shape and colour) and could maintain their preference despite moderate 
changes in object size or position (Kobatake and Tanaka, 1994; Ito et al., 1995; 
Booth and Rolls, 1998; Brincat and Connor, 2004). Between basic edge 

detection in V1 and viewpoint–invariant object recognition in the IT cortex, 
feedforward hierarchical processing is thought to fill the gap. 

In classical models of object recognition, V1 begins the process in the 
cortex by filtering basic features, such as oriented lines and edges. The output 
is then integrated in the next stage – in this case, V2 – to code for an 
increasingly complex feature. Consistent with this, V2 has been shown to be 
selective for angles between a pair of lines (Ito and Komatsu, 2004), while V4 
is sensitive to shape and curvature (Pasupathy and Connor, 1999, 2001). The 
process culminates and ends in the IT cortex, when viewpoint–invariant object 
recognition is achieved. While classical models of object recognition capture 
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the ingenuity of hierarchical processing, they do not consider the purpose of 
feedback connections and imply hardwired neuron preferences. A flurry of 

recent findings suggest early visual processing is inherently adaptive and 
subject to top-down modulation (Bar, 2003; Bar et al., 2006; Panichello, 
Cheung and Bar, 2013). It is with the backdrop of these new findings that V1 
has been shown to encode apparent spatial features, such as illusory contours 
or apparent object size (Grosof, Shapley and Hawken, 1993; Seghier et al., 
2000; Lee and Nguyen, 2001; Maertens and Pollmann, 2005; Fang et al., 2008; 
Maertens et al., 2008; Sperandio, Chouinard and Goodale, 2012; Michel et al., 
2013; Pooresmaeili et al., 2013; Ni, Murray and Horwitz, 2014).  
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1.3 Apparent size perception 

1.3.1 Contextual modulations of size 

The ability to estimate size conveys distinct evolutionary advantage; it 
increases chances of survival when predators can accurately size up their prey 

or when graduate students can precisely reach for coffee mugs. However, the 
perceived size of an object does not always correspond to its retinal image 
size. This discrepancy is experienced in everyday life under mechanisms of 
size constancy, and can be more potently illustrated with geometrical illusions 
where object size is subject to distortions based on contextual cues. In a 
classic Ponzo illusion (Figure 1-3A), the horizontal bar at the top is perceived 
to be the longer, even though the two bars shown are identical in size. This 
illusion is commonly explained in terms of ‘mis-scaling’ of size based on visual 
perspective. We normally perceive objects in 3D space, so a nearer object 
should be smaller than a further object with identical retinal size (Gilinsky, 1951; 
Gregory, 1963). The interdependency between size and distance in perception 
is well known. For example, Emmert (1881) found the apparent size of an 
afterimage changes as a function of the distance of the surface it is projected 
on. Indeed, the brain appears to exploit one cue to infer the other. In a classic 
study, Holway and Boring (1941) showed that by gradually removing 
information about depth (i.e. binocular, and then oculomotor cues), an object 
originally perceived as larger due to a far distance gradually reflected its retinal 
size. Conversely, individuals may use familiar size as a cue to estimate 
distance in the absence of other cues (O’Leary and Wallach, 1980; Predebon, 
1993; Maltz and Culham, 2020). 

Size perception may also be modulated by other contextual cues. An 
Ebbinghaus illusion lacks obvious depth cues, yet the apparent size of a 
central target appears smaller when surrounded by larger inducers than when 
surrounded by smaller inducers (Figure 1-3B). The exact mechanism for this 
illusion is still contentious, but two main theories have been put forward: size 
contrast theory and contour interaction theory.  
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Size contrast theory implies a cognitive influence in which the 
surrounding inducers are used as references for judging the size of the target 

(Massaro and Anderson, 1971). Some have argued this as the basis of target-
inducer similarity effect, where target-inducer similarity predicts stronger 
illusory experiences (Coren and Miller, 1974; Coren and Enns, 1993; de 
Fockert et al., 2007; but see Choplin and Medin, 1999; Rose and Bressan, 
2002). 

The alternative account – contour interaction theory – postulates a low-
level interaction between contours that does not depend on knowledge of 
object size (Jaeger, 1978; Roberts, Harris and Yates, 2005; Jaeger and Klahs, 
2015; Sherman and Chouinard, 2016; Todorović and Jovanović, 2018). Such 
interaction could depend on horizontal connections in V1 (Gilbert et al., 2000) 
and result in ‘attraction’ or ‘repulsion’ of contours, leading to a perceived 
expansion or compression of the target size. In support of this, size illusory 
experience has been shown to correlate with V1 cortical magnification, which 
determines the cortical distance between target and inducers (Schwarzkopf, 
Song and Rees, 2011; Schwarzkopf and Rees, 2013; Moutsiana et al., 2016). 
This may also explain why, for some observers and/or under certain stimulus 
conditions, both smaller inducers and larger inducers can lead to the 
perception of a smaller target (Roberts, Harris and Yates, 2005; Schwarzkopf 
and Rees, 2013), which is incompatible with size contrast theory. 

Studies have tried to distinguish between the two accounts by 

manipulating the visibility of either the target or inducers (Chen et al., 2018; 
Nakashima and Sugita, 2018). The results suggested that even when 
participants could not consciously perceive part of the illusion configuration, 
the Ebbinghaus effect was still present (albeit reduced). This suggested the 
Ebbinghaus effect is at least partially, if not fully, realised by subconscious 
processing. The above finding is more consistent with the contour interaction 
account, which presumably reflects early stage preattentive processing. 
Interestingly, the same result was not found for the Ponzo illusion – masking 
of either the target or context completely abolished the illusory effect. There is 
evidence to suggest the Ebbinghaus effect occurs earlier in the visual 
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processing stream than the Ponzo illusion but later than the retinal level. 
Evidence suggests the Ebbinghaus illusion relied at least in part on monocular 

neurons, while the Ponzo illusion relied on binocular neurons (Song, 
Schwarzkopf and Rees, 2011; Nakashima and Sugita, 2018); although given 
the afterimage size of the target in an Ebbinghaus configuration followed that 
of perceived size, as opposed to its veridical size, the illusion likely arises at 
least post-retinally (Sperandio, Lak and Goodale, 2012). 

A more recent study placed the processing of Ebbinghaus illusion at 
‘mid-level’ (Rashal, Cretenoud and Herzog, 2020). In this study, the authors 
manipulated ‘objecthood’, or the ‘quality of an object’ to see how this influenced 
illusion magnitude. To do this, they rotated or increased the gap size between 
elements constructing an object (e.g. the corners of a square) to reduce 
objecthood. They showed decreasing objecthood was linked to a reduction in 
illusion magnitude, even when controlling for low-level factors such as the 
amount of visible contour, although the perceived shape of the object did not 
correlate with illusion magnitude. While the study could not completely rule out 
contour interaction account – as the study did not take into account the effect 
of contour distance, where far and near contours could be weighted differently 
– it suggests that the Ebbinghaus illusion likely involves object-level 
representation, which lends support to the size contrast explanation. 

A similarly controversial geometrical illusion is the Muller-Lyer illusion 
where for two equal-length shafts, the apparent length of one is increased with 

outward-facing arrows and the other one decreased with inward-facing arrows 
(Figure 1-3C). While there is not yet a generally accepted explanation, an early 
theory suggests the illusion may arise from size constancy mis-scaling, as in 
the Ponzo illusion (Gregory, 1963). In this account, the outward and inward 
arrows resembled perspective cues – notably, concave and convex corners of 
a room. As such, the outward arrows or ‘concave corners’ would give rise to a 
longer perceived shaft, while the inward arrows or ‘convex corners’ a shorter 
one. Yet this explanation is incompatible with the fact that neither the shaft nor 
continuous lines are required for the illusion (Figure 1-3D). Furthermore, the 
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illusion is preserved even in single-arrow configuration (Predebon, 2000; 
Welch et al., 2004). 

A number of other accounts have since converged on how 
mislocalisation of shaft endpoints might arise from centroid (‘centre of gravity’) 
extraction (Bulatov et al., 2009). Several studies noted there is a tendency for 
saccades to ‘overshoot’ or ‘undershoot’ when viewing outward- versus inward-
arrowed shafts, which may lead to an over- or underestimation of perceptual 
distance (Festinger, White and Allyn, 1968; Coren, 1986). Consistent with this, 
observers tend to spontaneously fixate at the centre of a shape or visual form 
(Kaufman and Richards, 1969). Morgan and colleagues (1990, 1991) later 
showed that when judging the distance between two targets placed in clusters, 
observer bias was in line with judging the distance between the cluster centres, 
as opposed to the targets. Mislocalisation of shaft endpoints in a Muller-Lyer 
illusion may thus reflect spatial averaging of stimuli positions, or spatial pooling 
of neural response in the periphery. Consistent with this, they found illusion 
magnitude declined with increasing viewing distance, presumably because the 
stimulus was then encoded by more foveal neurons with smaller receptive 
fields. Relatedly, a different study showed adaptation to low spatial frequency 
gratings reduced illusion strength, which suggests the effect is dependent on 
neurons with large receptive fields (Carrasco, Figueroa and Willen, 1986). 

One study trained a feedforward hierarchical computational model to 
perform a line judgement task using a crossed-fin stimulus before comparing 

its classification performance for the control stimulus (both fins pointing in the 
same direction) with the Muller-Lyer stimulus (outward or inward pointing fins). 
The results suggested that even without incorporating any feedback 
connections, the model could ‘see’ the Muller-Lyer illusion (Zeman et al., 2013). 
Interestingly, a posthoc analysis found the network relied more on high spatial 
frequency than low spatial frequency information. While this is incompatible 
with Carrasco and colleagues’ findings, it nonetheless suggests position 
sensitivity may be key to perceiving the illusion and fine-grain position 
discrimination is associated with early visual processing. Indeed, the Muller- 
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Figure 1-3 Geometrical illusions.  

(A) The classic version of the Ponzo illusion. The top and bottom bar are of equal length, even 
though the top bar appears longer than the bottom bar. (B) The Ebbinghaus illusion. The 
central targets are of equal size, yet the target surrounded by the large inducers appears 
smaller in size than the target surrounded by the small inducers. (C) The Muller-Lyer illusion. 
The two shafts are of equal length, even though the shaft with the outward-facing arrows 
(confusingly, also the inward pointing arrows) is perceived as longer than the shaft with the 
inward-facing arrows. (D) A dot variant of the Muller-Lyer illusion to show neither the shaft nor 
continuous line is required for the illusion. 
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Lyer illusion may as well be considered a position illusion. It seems ecologically 
efficient if size and position could be inferred from shared representation. 

Despite the simplicity of a low-level feedforward explanation, a 
magnetoencephalography (MEG) study found the onset of Muller-Lyer illusion 
generated two response peaks: the first associated with early visual areas at 
around 90ms, and a later one associated with the IT cortex at around 210m 
(Weidner et al., 2010). In line with this, transcranial magnetic stimulation (TMS) 
of the occipito-temporal cortex reduced (but not abolished) the Muller-Lyer 
illusory effect across visual, haptic and cross-model judgement (Mancini et al., 
2011). This suggests the illusion may be subject to some top-down modulation, 
although a significant component likely arises from feedforward early visual 
processing. 

How might we draw similarity (or differences) across the various size 
illusions? There had been early attempts to categorise illusions. For example, 
Coren and colleagues (1976) argued most geometrical illusions fall into one of 
five classes: shape and direction, size contrast, overestimation, 
underestimation and frame of reference – of which, the Ponzo and the 
Ebbinghaus illusion would be assigned to ‘size contrast’, while the Muller-Lyer 
would straddle ‘overestimation’ and ‘underestimation’. Yet such categorisation 
is based on a description of the illusory effect as opposed to the underlying 
neural mechanisms. Studies showed an individual’s performance in one 
geometrical illusion does not necessarily predict their performance in a 

different geometrical illusion – even for supposedly related illusions such as 
the Ebbinghaus illusion, the Muller-Lyer illusion and the Ponzo illusion (Axelrod 
et al., 2017; Grzeczkowski et al., 2017), although their performance within 
variants of the same illusion is similar (Cretenoud et al., 2019; Cretenoud, 
Francis and Herzog, 2020). Thus, even among size illusions, the evidence 
defies a unifying account (Gregory, 1963) and instead points to distinct, if 
overlapping, neural mechanisms. 

Apparent size distortion can also occur without spatial context. In size 
adaptation, a stimulus is perceived as larger when preceded by a smaller 
adaptor, and smaller when preceded by a larger adaptor (Blakemore and 
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Campbell, 1969; Blakemore and Sutton, 1969). Size adaptation, like other 
adaptation effects, has been established as changes in sensitivity of local 

neuronal population. This suggests size perception at a minimum is modulated 
by several contextual cues – most obviously by the distance of the object, but 
also by spatial and temporal proximity of nearby objects. Systematic 
examination of how and when perceived size distortion arises can provide 
insights into how object size is encoded in the brain, and converging evidence 
now suggests V1 plays a significant role in both size perception and 
representation (Schwarzkopf, 2015; Sperandio and Chouinard, 2015). 
 

1.3.2 Direct read-out model 

In contrast to direction- or orientation-selective cells (e.g. Zeki, 1978), 
there is no evidence for neurons tuned to object size in early visual areas. The 
lack of ‘object-size receptors’ could be attributed to the fact that object-size 
computation requires sensitivity across at least two dimensions (i.e. width and 
height) and that size perception is highly context-dependent. The closest 
finding has arguably come from a neurophysiological study showing neurons 
in the parietal cortices of monkeys can express tuning to either numerosity, 
line length or both (Tudusciuc and Nieder, 2007). While recent fMRI studies 
support the existence of similar neurons in human parietal cortex (Harvey et 
al., 2013, 2015), these likely function as part of a generalised magnitude 
system that is not capable of representing object size with great precision. 

Converging evidence now suggests that early visual areas, in particular 

V1, may encode object apparent size via the retinotopic location of peak 
response (Murray, Boyaci and Kersten, 2006; Fang et al., 2008; Schwarzkopf, 
Song and Rees, 2011; Sperandio, Chouinard and Goodale, 2012; 
Pooresmaeili et al., 2013; Schwarzkopf and Rees, 2013; Ni, Murray and 
Horwitz, 2014; He et al., 2015; Moutsiana et al., 2016). The idea that spatial 
features can be represented based on visual space coordinates is not new, 
and it has its roots in the local sign and labelled lined hypotheses (e.g. Lotze, 
1852; Hering, 1879). Nonetheless, to avoid association with their hardwired, 
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non-adaptive view of the visual system, I will instead term this the direct read-

out model. If apparent spatial features can indeed be encoded under such a 

model in early visual areas, it would have implications on the classical view of 
feedforward hierarchical feature processing and, more generally, on where in 
the brain perceptual experience arises. Here I review the evidence that 
apparent size is encoded under the direct read-out   model in V1. 

Murray and colleagues (2006) first showed that V1 can encode 
apparent object size using a ‘hallway’ Ponzo illusion. The hallway Ponzo 
(Figure 1-1G) differs from the classical Ponzo illusion in that the former 
involves a naturalistic depth cue (i.e. more complex scene) while perspective 
is created using simple lines in the classical version. In an fMRI study, the 
authors examined the V1 response to same-sized spheres placed at either the 
front or back of a 3D corridor. In line with visual perspective, the front sphere 
was perceived as smaller than the back sphere. The authors hypothesised that 
if V1 encodes retinal object size, both conditions would invoke a similar 
response. Instead, they found that the apparently larger sphere activated a 
larger area of V1, extending in eccentricities beyond the apparently smaller 
sphere by an average of 20% – in line with the average perceptual effect. 
Furthermore, the difference in spatial activation pattern resembled V1 
response towards 2D circles different in retinal size. 

The authors interpreted the result as a positional shift in the cortical 
representation of the object edge. However, the pattern could have equally 

arisen from an interaction between neural activity and fMRI response 
saturation where a change in amplitude could result in ‘spilling over’ of 
response that is mistakenly interpreted as a change in spatial distribution. To 
exclude this possibility, the authors performed a follow-up study using ring 
stimuli (Fang et al., 2008). They replicated the effect by showing that V1 
response peaked at greater eccentricities when participants viewed the 
apparently larger ring. Notably, the shift in cortical activity disappeared when 
participants were asked to perform a demanding fixation task and reported 
little awareness of the background. Spatial attention may thus be critical in 
driving this effect. A subsequent control fMRI experiment showed significantly 
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reduced activities in the lateral occipital cortex (LOC) and parahippocampal 
place area (PPA) during the fixation task condition, which could reflect a 

reduction in top-down attentional feedback. 
A subsequent study extended the finding to veridical depth cues 

(Sperandio, Chouinard and Goodale, 2012). Pictorial depth cues differ from 
veridical depth cues in that the former rely solely on retinal information, while 
the latter recruit extraretinal   processes such as accommodation and vergence, 
which have been shown to influence size perception (Holway and Boring, 1941; 
Sperandio et al., 2013). Using principles of Emmert’s Law (i.e. the perceived 
size of an afterimage scales with distance), Sperandio and colleagues (2012) 
tested whether early visual response better reflects perceived or retinal 
afterimage size. They first identified region of interest (ROI) voxels using 
flickering ring stimuli corresponding to the various afterimage sizes scaled by 
Emmert’s Law before measuring the signal of the afterimages. They showed 
that V1 activity more closely resembled perceived afterimage size, while the 
effects were not found in V2 or V3. This is surprising given V2 and V3 are 
known to inherit V1 representation (Felleman and van Essen, 1991; Dougherty 
et al., 2003; Wandell, Dumoulin and Brewer, 2007). One reason proposed by 
the authors was that the fMRI signal may be more sensitive for measuring top-
down feedback to V1 relative to extrastriate   regions (Sperandio and Chouinard, 
2015). Another possibility is that apparent size effect may be weaker in V2 and 
V3 periphery as large receptive fields tend to underestimate size (Moutsiana 

et al., 2016).  
What neural mechanisms might support apparent size encoding in V1? 

In the original study, Murray and colleagues (2006) proposed the idea of a 
‘flexible’ retinotopic map subject to contextual modulation. In support of this, 
subsequent studies found evidence of receptive field shift in V1 when subjects 
viewed stimuli with a hallway Ponzo background. In an electrophysiological 
study with rhesus monkeys, Ni and colleagues (2014) compared eccentricity-
tuning curves for neurons with and without the 3D context. They hypothesised 
that if receptive fields were shifted inward at further apparent depth, this would 
give rise to a perceptually larger stimulus because more eccentric neurons 
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normally falling outside of the stimulus region would now be activated. 
Conversely, an outward receptive shift at nearer apparent depth would give 

rise to a perceptually smaller stimulus, as fewer neurons would now fall within 
the stimulus region, which would predict tuning to more peripheral regions. 
Consistent with this, they found neurons originally tuned to a medium-sized 
ring (without the 3D context) became maximally driven by a smaller ring at 
further apparent depth, while neurons at nearer apparent depth were tuned to 
a larger ring (Figure 1-4). 

He and colleagues (2015) later extended the finding to human 
participants using fMRI. They first identified voxels in early visual areas that 
were driven by stimulation at the front and back ring positions. They then 
performed pRF eccentricity mapping – this time with the hallway Ponzo 
background – centred on either the front or back ring. They found the 
estimated pRF eccentricity was larger for the front ring relative to the back ring 
across V1, V2 and V3 – consistent with an outward shift at nearer apparent 
depth and an inward shift at further apparent depth. Furthermore, pRF 
eccentricity shift in V1 significantly correlated with the strength of the illusion 
across participants, providing additional evidence that V1 activity may 
contribute to conscious perception (Lamme et al., 2000; Tong, 2003). 

As noted earlier, V1 apparent size representation appears to depend 
on spatial attention to the 3D scene (Fang et al., 2008). Could attention be 
driving the retinotopic reorganisation? While attention-directed visual field 

shifts have been reported by several studies, this is most consistently 
observed in areas beyond V3 (Connor et al., 1997; Womelsdorf et al., 2006; 
David et al., 2008; Womelsdorf, Anton-Erxleben and Treue, 2008; Klein, 
Harvey and Dumoulin, 2014; Kay, Weiner and Grill-Spector, 2015; van Es, 
Theeuwes and Knapen, 2018). Even if attention-directed shifts occur in early 
visual areas, in order for this particular mechanism to account for the finding, 
it would imply more attention was allocated to the apparently further stimulus. 
This is unlikely to be the case for several reasons. 
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Figure 1-4 An illustration of how retinotopic reorganisation   may underpin apparent size 
representation in V1.  

Here, the apparently nearer stimulus causes V1 receptive field to shift outward, resulting in a 
smaller cortical representation of the stimulus, while the apparently further stimulus causes 
the receptive field to shift inward, resulting in a larger cortical representation of the stimulus. 
Figure adapted from Ni et al. (2014) and He et al. (2015). 
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Firstly, it has been shown that, in the presence of depth heterogeneity, 
it is easier to deploy attention to the closer target (Finlayson and Grove, 2015); 

this would have predicted a receptive field shift in the opposite direction (i.e. 
an inward shift at nearer apparent depth). Secondly, in a follow-up behavioural 
experiment that required participants to simultaneously perform two 
demanding detection tasks, Fang and colleagues (2008) showed that 
participant performance was similar at the front and back ring, which 
suggested there was unlikely to be any difference in attentional strategy. 
Finally, by placing the fixation point outside of the ring, Ni and colleagues (2014) 
showed the direction of the receptive field shift was object-centred as opposed 
to a fixation-centred. Together, these findings suggest that attention is not 
directly responsible for retinotopic reorganisation   during apparent size 
representation, although it could be important for related mechanisms, such 
as scene perception (Cohen, Alvarez and Nakayama, 2011). 

Apparent size representation in V1 is not restricted to depth-induced 
size changes. In the absence of spatial context, Pooresmaeili and colleagues 
(2013) showed that the number of activated voxels in V1 and V2 changed in 
accordance with perceptual effect of size adaptation. Specifically, there were 
more activated voxels when the stimulus was preceded by a smaller adaptor 
(causing a larger perceived test stimulus), and vice versa for stimulus 
preceded by larger adaptor (i.e. a perceptually smaller test stimulus). In 
contrast to depth-induced size scaling, a size-adaptation effect is thought to 

arise locally during feedforward processing. This hints at alternative 
mechanisms (other than retinotopic reorganisation) contributing to apparent 
size representation in V1. 

Several studies have now demonstrated a link between V1 anatomy 
and apparent size perception. Schwarzkopf and colleagues (2011) first 
showed a negative correlation between V1 cortical surface area and illusion 
strength for both the Ebbinghaus and Ponzo illusions, which means individuals 
with a larger V1 would experience a weaker size illusion. This dependency 
makes sense. For individuals with larger V1, a fixed retinal-sized stimulus 
would now be represented over a   larger cortical area. This effectively 
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increases the cortical distance between the target and the context in a 
geometrical illusion. Assuming horizontal connections play a role in facilitating 

contextual processing and that they do not scale with V1 size (Gilbert and 
Wiesel, 1979, 1983; Bosking et al., 1997; Gilbert et al., 2000; Stettler et al., 
2002), a greater cortical distance would predict weaker contour interaction 
between the target and the context, resulting in a dilution of illusory effect. 

Consistent with this, a follow-up study showed that it is the cortical 
magnification that matters, as opposed to the anatomical definition of V1 
(Schwarzkopf and Rees, 2013). The study also found that for some 
participants – especially those with a large V1 – both large and small inducers 
led to the perception of a smaller target relative to having no inducers. This 
may be counterintuitive, but it simply suggests that, in this case, the 
Ebbinghaus effect is driven by a relative reduction in target size. This is 
compatible with the contour interaction account of the Ebbinghaus illusion 
where edge-to-edge distance between the target and inducers matters more 
than their size difference (Roberts, Harris and Yates, 2005). The direction of 
illusory effect would thus depend on where the inducers fall in relation to the 
target’s receptive field. An increase in target size is, therefore, more likely to 
be experienced by individuals with a small V1, or under conditions where the 
inducers sit close to the target. If this account is correct, then the Ebbinghaus 
and the Delboeuf are really variants of the same illusion, given size perception 
in the Delboeuf is driven solely by annulus proximity. One study estimated the 

Ebbinghaus and the Delboeuf illusions to share about a quarter of their 
variance (Sherman and Chouinard, 2016). 

More recently, Moutsiana and colleagues (2016) showed that even in 
the absence of illusory context, idiosyncrasies in size perception could still be 
observed both across individuals and within-individuals across visual fields. 
This variability in basic perceptual bias has been shown to correlate with pRF 
size, which is related to cortical magnification. Object size is consistently 
underestimated in the periphery. This has been previously explained by 
positional uncertainty due to larger receptive fields in the periphery, yet this 
explanation is overly simplistic given uncertainty could cause both under- and 
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overestimation in size. Using a simple model that assumes a Gaussian tuning 
curve, the authors showed that an object’s size could be inferred from the 

distance between the response peaks (corresponding to the object 
boundaries); however, given the spread of the tuning curve is wider for 
neurons with a larger receptive field (i.e. neurons in the periphery), there is a 
greater chance of conflating the curves and thus underestimating the object 
size. This study provides compelling evidence for V1’s contribution to size 
perception, given that the perceptual bias observed was free of contextual-
modulation or top-down mechanisms. 

The findings so far suggest there could be at least two distinct 
mechanisms that support apparent size representation in V1 – top-down-
driven retinotopic shift (at least for depth-related size effects) and local 
contextual processing – both of which are consistent with the direct read-out   

model. Response amplitude may also play a role in size perception. Using the 
Moon illusion, one study found that size illusory effects positively correlated 
with V1 response amplitude (Weidner et al., 2014). Another study showed that 
when perceived size is kept constant, V1 response amplitude reflected retinal 
size (Xia, Wang and Chen, 2017). The majority of evidence nonetheless points 
to size encoding through spatial distribution of peak response. 

Apparent size representation in V1 is in line with wider findings showing 
that activity in early visual areas can reflect perceptual outcome. One 
compelling reason for percept-based representation in early visual areas 

would be to support a rich and fine-grained perceptual experience (Duncan 
and Boynton, 2003). There is some evidence to suggest V1 and extrastriate 
regions are important for conscious perception (Lamme et al., 2000; Tong, 
2003). Beyond representation, V1 may also function to integrate retinal, 
extraretinal, and top-down signals to mediate size constancy (Sperandio and 
Chouinard, 2015). 
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1.3.3 Top-down facilitation 

V1 may be necessary for representing apparent size, but depth-related 
size effects are unlikely to originate in V1 (Fang et al., 2008; Liu et al., 2009). 

Size-distance scaling depends on the inference of visual perspective in 2D 
images, and scene analysis requires integration of information across all levels: 
low-level spatial frequency, mid-level spatial layout and high-level categories 
(Groen, Silson and Baker, 2017). Scene information is thought to be 
represented in the parahippocampal area (PPA), retrosplenial complex (RSC), 
and occipital place area (OPA); a recent fMRI study suggested these regions 
hold unique information about 3D structural features, including distance and 
surface orientation (Lescroart and Gallant, 2019). While V1 is sensitive to 
binocular disparity – a robust cue for stereopsis – neurophysiological studies 
suggested V1 is sensitive to local disparity as opposed to relative disparity. 
The latter is what supports correct global matching of corresponding features 
and gives rise to stereopsis. Relative disparity likely arises from V2 onwards 
(Cumming and Parker, 1999, 2000). 

If distance information is generated outside of V1, where might size-
distance   integration take place? Lesion studies point to the IT and prestriate 
cortex (prestriate cortex here means the region immediately surrounding V1, 
but excluding the IT). One patient described objects appearing smaller and 
more distorted in the left visual field following a lesion to the right prestriate 
cortex (Frassinetti, Nichelli and di Pellegrino, 1999). Another study found that 
surgical lesions to the IT cortex in rhesus monkeys impaired size discrimination 

tasks, while lesions to the posterior parietal cortex did not (Humphrey and 
Weiskrantz, 1969). Intriguingly, an analysis of the monkeys’ mistakes 
suggested their decisions were based on either retinal size or distance 
information, as if the two sources of information could not be integrated. An 
independent study partially replicated the results by showing that removal of 
either the IT or prestriate cortex in rhesus monkeys impaired size 
discrimination, although the mistakes made by IT-lesioned monkeys were 
inconsistent with the alternating strategy proposed by Humphrey and 
Weiskrantz. On the other hand, monkeys with a prestriate cortex lesion 
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consistently made size judgements based on retinal size, which suggested 
they either did not have access to distance information, or size and distance 

information could not be combined (Ungerleider, Ganz and Pribram, 1977). All 
monkeys were able to relearn the task post-operation, suggesting that size-
distance integration may take place across multiple areas. 

In support of the above, Dobbins and colleagues (1998) discovered 
distance-dependent size-tuning neurons along the ventral pathway in V1, V2 
and V4 in monkeys. These cells were tuned to the same retinal size, yet some 
increased firing rate with decreasing viewing distance (nearness cells), some 
with increasing distance (farness cells) and a few fired independently of 
distance. Given the majority of neurons retained their tuning properties under 
binocular-restricted viewing conditions (and some under monocular 
conditions), these neurons appear to rely primarily on oculomotor and 
monocular cues for accurate size judgement across distance. More recently, 
Tanaka and Fujita (2015) discovered a different set of neurons in macaque V4 
that changed their preferred size depending on the magnitude of binocular 
disparity (and presumably perceived depth). Using random dots stereogram, 
they found the neurons were tuned to physically larger stimulus at 
stereoscopically closer depth and smaller stimulus at further depth – consistent 
with tuning to distance-corrected apparent size. The existence of these size-
distance-dependent neurons provide a mechanism for dissociating the effect 
of intrinsic size and distance on changes in retinal size and may underpin size 

constancy effects and size-distance scaling. 
Beyond size-distance   scaling, object size may also be represented 

categorically in high-level regions for increased efficiency and associative 
learning. Categorical representation of size is ecologically advantageous given 
there are statistical regularities and feature covariance within natural scenes, 
which makes size informative (Simoncelli and Olshausen, 2001; Geisler, 2008). 
An object’s size covaries with its shape and manipulability and, unsurprisingly, 
the extent of its retinal projection. Specifically, object shape is constrained by 
size due to laws of physics such that larger objects tend to require boxier 
structure to withstand gravity. Object size also determines how we interact with 
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it; for example, everyday small objects are designed to be rounder and more 
manipulable, while larger objects may be navigationally more relevant (Konkle, 

2011). Finally, even though an object can theoretically be viewed at any 
distance to subtend any degree of visual angles on the retina, they tend to be 
viewed at their canonical size (Konkle and Oliva, 2011). We almost never see 
an elephant at the same retinal size as a mouse, or view a raisin at the same 
distance as a car. As such, larger objects tend to extend more peripherally on 
the retina. 

Such feature covariance forms the basis of associative learning, which 
in turn has implication for cortical organisation. It was previously thought that 
object-processing regions are selective only for semantics or categories (e.g. 
Kiani et al., 2007; Kriegeskorte et al., 2008), although it is becoming clear that 
these same regions are also selective for low-level image properties. In fact, 
visual similarity and feature covariance may even be the fundamental driving 
force for high-level topographic organisation (Levy et al., 2001; Hasson et al., 
2002, 2003; op de Beeck, Torfs and Wagemans, 2008; Konkle and Oliva, 2012; 
Baldassi et al., 2013; Rice et al., 2014; Andrews et al., 2015; Wang et al., 2020). 

There is some evidence that size can drive topographic organisation in 
object-selective regions. In an fMRI study, Konkle and Oliva (2012) presented 
everyday inanimate objects that are either large (e.g. piano, fridge) or small 
(e.g. paperclip, mug) at the same retinal size to participants. The data revealed 
a large-scale ‘size preference map’ across occipito-temporal   cortex, with 

medial regions preferentially activated by big objects and lateral regions by 
small objects. Given size selectivity could reflect either conceived or intrinsic 
object size, in a second experiment, participants were instructed to imagine an 
object either with its typical or atypical size (e.g. tiny piano, or giant peach). 
The results were consistent with selectivity for the object’s real-world size – 
that is, a small-selective region would be preferentially activated by the 
imagery of a giant peach than a tiny piano. Since the regions were driven 
neither by retinal size (a purely low-level effect) nor conceived size (a purely 
high-level   effect), the authors suggested size-selective topography may arise 
from bottom-up learning of low-level features commonly associated with object 
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size – in line with the idea that high-level topography has a feature-based origin 
(Andrews et al., 2015). 

More recently, Harvey and colleagues (2013, 2015) found a 
topographically organised ‘numerosity map’ and ‘size map’ in the human 
parietal cortex with overlapping representation. This suggests that discrete 
and continuous quantity may be processed under a generalised magnitude 
system. In line with this, studies have shown that a large stimulus would be 
perceived as both denser and more numerous (Dakin et al., 2011; Tibber, 
Greenwood and Dakin, 2012). Importantly, while the two quantity maps had 
shared representation, they could be functionally dissociated based on distinct 
pRF tuning properties. 

For example, object-size tuning was better characterised by linear 
Gaussian functions, while numerosity tuning by logarithmic Gaussian functions; 
the long ‘tail’ in the latter likely reflected greater discriminability for smaller 
numbers. In addition, numerosity tuning widened as preferred number 
increased while the size tuning   curve narrowed when preferred object size 
increased. This appears to be related to the fact that only object-size tuning 
exhibited response suppression for size far from its preference, which is 
suggestive of a ‘centre-surround’ receptive field profile; classically described 
as a ‘Mexican hat’, such a profile predicts excitatory response when stimulus 
falls within the centre of its preferred space (this could be visual space, or in 
this case, ‘size space’) and inhibitory response in the surrounding or non-

preferred region. So why should the size-tuning curve narrow with increasing 
size preference? This makes sense because object size cannot increase 
indefinitely, while numbers can. Imagine if an object size continued to increase 
until it fills the screen, there would eventually be no object (or ‘zero size’), which 
can now be represented by a size-tuning   curve with predominantly zero or 
negative values. Finally, map orientation (i.e. the direction of map progression) 
also differed between size and numerosity; the authors found size preferences 
increased more posterior-to-anterior than numerosity preferences, although 
this is only found in some participants but not others. In general, they found 
the maps to be highly idiosyncratic. 
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A key challenge in the study of object perception has been to isolate 
features that best explain the fundamental organisation of object-selective 

regions (Kourtzi and Connor, 2011). While organisation of commonly 
encountered categories is largely consistent across individuals, e.g. animacy, 
body parts (Kiani et al., 2007; Kriegeskorte et al., 2008), experience-driven 
cortical organisation implies our perception of the world would also depend on 
the environment we are exposed to. Indeed, studies have shown that 
individuals from the remote Himba culture are less susceptible to the 
Ebbinghaus illusion compared to both British and Japanese populations, which 
has been explained in terms of their bias towards local (or detail) processing 
(de Fockert et al., 2007; Davidoff, Fonteneau and Fagot, 2008; Caparos et al., 
2012; Bremner et al., 2016). This cross-cultural differences could have an 
experiential origin; specifically, the Himba – being semi-nomadic cattle herders 
– are required to recognise cattle based on their individual markings. They may 
thus be required to pay more attention to detail than Westerners by virtue of 
their culture and lifestyle. 

This is supported by studies showing urbanised Himba adults and 
children showed significantly greater bias compared to traditional Himba 
participants (Caparos et al., 2012; Bremner et al., 2016). The urban 
environment (e.g. visual clutter, reading) is thought to promote context-
processing, as visual scene parsing is required for greater visual clutter 
(Miyamoto, Nisbett and Masuda, 2006) and reading relies on better contour 

detection (Szwed et al., 2012). Perhaps more contentious is the idea that 
social structure can similarly influence perception (e.g. Kühnen and Oyserman, 
2002; Nisbett and Miyamoto, 2005; Uskul, Kitayama and Nisbett, 2008); this 
has been used to explain the East–West differences in bias towards holistic 
versus local processing. The point is that context sensitivity – and 
consequently, object perception – is not hardwired from birth and is subject to 
effects of learning and exposure. Indeed, even for individuals from the same 
culture, there is evidence that adults are more susceptible to the Ebbinghaus 
illusion than children (Doherty et al., 2010). 
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Experience-driven object representation fits in with the larger 
framework of predictive coding, where bottom-up cursory information can 

trigger hypothesis generation based on prior associations (e.g. structural or 
semantic feature covariance) before a winning hypothesis in turn imposes top-
down constraint on sensory interpretation to facilitate object recognition (Bar, 
2003; Bar et al., 2006; Kaping, Tzvetanov and Treue, 2007; Panichello, 
Cheung and Bar, 2013). If this is true, top-down feedback may permeate visual 
processing in general, including early vision. Studies have shown that top-
down processes can influence spatial pattern in early visual areas – for 
example, during recognition (Hsieh, Vul and Kanwisher, 2010), mental 
imagery (Thirion et al., 2006) or attended viewing (Kamitani and Tong, 2005; 
Zipser, 2017; de Haas and Schwarzkopf, 2018). While the causal role of top-
down feedback in subjective size perception is yet to be established, a future 
avenue for this may be to exploit TMS following the example of Wokke and 
colleagues (2013). By disrupting signalling in the LO area and V1/V2 at 
different timings, the authors were able to show that the critical time window 
for the perception of illusory contours occurs later for V1/V2 than for LO – 
consistent with the idea that top-down feedback is required for illusory contour 
perception. 

As mentioned earlier, apparent size representation in V1 is not unique. 
Apparent features such as colour, motion, shape, luminance and contour are 
also represented in early visual areas (Grosof, Shapley and Hawken, 1993; 

Seghier et al., 2000; Lee and Nguyen, 2001; Jancke, Chavane, et al., 2004; 
Sasaki and Watanabe, 2004; Maertens and Pollmann, 2005; Muckli et al., 
2005; Maertens et al., 2008; Michel et al., 2013). Given the relationship 
between size perception and V1 architecture, we may expect apparent position 
to be encoded based on a similar model, especially when spatial distribution 
of peak activity giving rise to size information can also be used to determine 
object position. As in size perception, individual differences exist for basic 
position perception (Kosovicheva and Whitney, 2017; Wang, Murai and 
Whitney, 2020), although the neural correlates for such idiosyncrasy is not yet 
determined. On the other hand, apparent position may not share overlapping 
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representation with apparent size, given that object location is not an intrinsic 
object feature and is strongly influenced by factors such as visual motion 

(Whitney, 2002). 
Next I examine evidence for apparent position representation in early 

visual areas, focusing on MIPS effects. 
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1.4 From size to position 

1.4.1 Motion-induced position shift 

To create the perception of a stable and predictable world, an object’s 
perceived location may not reflect its retinal location for several reasons. For 

one, our eyes are never completely still. We change our gaze directions on 
average three times per second (Henderson and Hollingworth, 1998); even 
under attempted fixation, our eyes are subject to small involuntary eye 
movements (Martinez-Conde, Macknik and Hubel, 2004). Position distortion 
based on eye position may thus be important for perceptual continuity (Cai et 
al., 1997; Ross, Morrone and Burr, 1997; Ross et al., 2001). In addition to eye 
movement, the perceived position of an object is also influenced by visual 
motion of the object itself, or of nearby objects (Whitney, 2002); these effects 
are known as motion-induced position shifts (MIPS). One example is the 
flash-lag effect (Mackay, 1958; Nijhawan, 1994) where a flashed stimulus 
physically aligned with a continually moving target will appear to lag behind the 
moving target (Figure 1-5A). 

In general, real-time localisation of moving objects is challenging given 
the delays in signal transmission and sensory processing, to see things ‘now’ 
would thus require a dynamic integration of motion, position and temporal 
information. But even without motion, an object in the periphery can still appear 
to be mislocalised (Kosovicheva and Whitney, 2017); like variability in basic 
size perception, this could be linked to the variations in the local architecture 
that affects visual acuity (Schwarzkopf, Song and Rees, 2011; Schwarzkopf 
and Rees, 2013; Moutsiana et al., 2016; Wang, Murai and Whitney, 2020). 

Finally, attention has also been shown to distort visual space (Suzuki and 
Cavanagh, 1997; Fortenbaugh, Prinzmetal and Robertson, 2011), which could 
be driven by an attention-induced receptive field shift (Baruch and Yeshurun, 
2014). Here the focus will be placed on understanding MIPS. 
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Figure 1-5 Motion-induced position shift (MIPS) effects (figures adapted from Whitney, 2002; 
Cavanagh and Anstis, 2013; Lisi and Cavanagh, 2015).  

Solid line arrow indicates object (or external) motion. Dotted line arrow indicates pattern (or 
internal) motion. (A) Flash-lag effect: a flashed stimulus physically aligned to a moving 
stimulus will appear to lag behind it. (B) The Hess effect: when two stimuli with differing 
luminance move in tandem, the brighter object will appear to lead the dimmer object. (C) 
Flash-drag effect: when a flashed stimulus is presented in the vicinity of visual motion, its 
perceived position will be shifted in the direction of visual motion. (D) Flash-grab effect: the 
back-and-forth travelling trajectory of a moving object is perceived as shorter than the 
physical trajectory. By presenting a flashed stimulus at the point of motion reversal, it is 
‘grabbed’ by the moving object to reflect the perceived offset of its end position. (E) The 
moving window effect: the perceived position of a stationary window will be shifted in the 
direction of its internal motion. (F) Curveball (or double-drift) illusion: the perceived motion 
path of a stimulus can deviate significantly from its physical path, where it drifts in the 
direction of its internal motion. 
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Given that MIPS depend on both temporal and spatial dimensions, a 
key question is whether the effect arises from changes in temporal or spatial 

coding. Consider the Hess effect (1904), which describes a perceived 
misalignment between two physically aligned stimuli with differing luminance. 
As the stimuli move laterally in tandem, the more intensely illuminated stimulus 
will appear to lead the less illuminated one (Figure 1-5B). A prominent 
explanation for this effect is that objects with high contrast luminance are 
processed more rapidly than low contrast ones (Wilson and Anstis, 1969). For 
this same reason, reducing image contrast for one eye (e.g. through a filter) 
can cause perceived disparity and consequently changes the perception of a 
laterally swinging pendulum into a rotating one; this is known as the Pulfrich 
effect (1922). These effects can be explained based on latency difference, 
which suggests the effect is driven by temporal (as opposed to spatial) 
misalignment. Any perceived shift would, therefore, still reflect the physical 
location of the stimulus, but simply at different timepoints (Eagleman and 
Sejnowski, 2007). In this sense, the Hess and Pulfrich effects are not motion 
effects as much as they are contrast luminance effects. 

There is some evidence to suggest the flash-lag effect may be similarly 
caused by a delay in the processing of ‘surprising’ flashed stimulus, relative to 
the ‘predictable’ moving stimulus (Whitney and Murakami, 1998; Jancke, 
Erlhagen, et al., 2004; Subramaniyan et al., 2018). In one variant of the idea, 
it is thought attention may be slower to be directed to a suddenly appearing 

stimulus, causing a delay in processing (Baldo and Klein, 1995; Kirschfeld and 
Kammer, 1999). Conversely, the flash-lag effect has also been explained in 
terms motion extrapolation, which posits the brain accounts for transmission 
delays by extrapolating moving trajectories into the future (Nijhawan, 1994, 
2001). This account is spatial in nature as it implies a change in the position 
representation of the moving stimulus relative to the flashed stimulus. In yet a 
third interpretation, latency difference in processing flashed versus moving 
object is viewed as evidence for motion extrapolation, where anticipatory 
mechanisms allow moving objects to be represented with a lower latency and 
thus creating an offset in position representation (Hogendoorn and Burkitt, 
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2018; Hogendoorn, 2020); this would imply a change in both spatial and 
temporal coding. 

Interestingly, Eagleman and Sejnowski (2000, 2007) found evidence 
against both the latency difference and motion extrapolation accounts. In one 
study designed to test the motion extrapolation account, Eagleman and 
Sejnowski (2000) kept the initial trajectories of the target constant and varied 
only the target movement after the flash event – they showed that position 
judgements were inconsistent with the predictive model (which should have 
produced identical results across all conditions). Instead, the responses were 
more consistent with a temporally weighted averaging of positions up to 80 
milliseconds following the flash event. The idea that the apparent position of 
an object could reflect an averaging of positions across time has previously 
been proposed by Krekelberg and Lappe (1999), although the account by 
Eagleman and Sejnowski would place additional constraint on when motion 
integration occurs. Specifically, they argued motion integration starts at the 
onset of a flash event, where the averaged new position is then ‘postdictively’ 
assigned to the time of the flash. 

In the same study, Eagleman and Sejnowski (2000) similarly discounted 
the latency difference account by showing the degree of mislocalisation   was 
the same regardless of when the flashed stimulus was presented (before or at 
the same time as the moving target). Additional evidence has come from a 
later study (Eagleman and Sejnowski, 2007) showing that an object could be 

seen at a position it never travelled to and away from its interpolated path. In 
a particularly interesting trial, participants had to judge the initial position of a 
dot physically aligned with a synchronously appearing flash, before the dot 

split off to travel two 45° trajectories – one above and one below the horizontal. 

The latency difference account would predict mislocalisation to occur along 
one or both of the diagonal motion paths. Instead, participants response were 
more consistent with a summing of motion vectors (i.e. the dot could be seen 
at positions in-between the two paths). The authors have termed this the 
motion-biasing model. 
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How might the motion-biasing model explain the flash-drag effect 
(Whitney and Cavanagh, 2000), which involves a perceived shift of the flashed 

stimulus in the direction of nearby visual motion (i.e. opposite to the flash-lag 
effect; Figure 1-5C). Eagleman and Sejnowski (2007) suggested the flash-lag   

is turned into flash-drag when motion is attributed to the flash – that is if the 
flashed stimulus is seen as an instantaneous extension of the moving object 
(Cai and Cavanagh, 2002). Consistent with this, Baldo and Klein (1995) found 
the flash-lag effect to be greater when the flashed stimulus is located further 
away from the moving object; this was originally interpreted as an eccentricity-
dependent delay in attentional processing, although it could also reflect a 
diminishing of flash-drag effect when motion could not be attributed to the flash. 
The flash-lag   and flash-drag effects may thus co-occur and cancel each other 
out (Murai and Murakami, 2016). 

The (mis)attribution of motion source might also explain why a related 
effect – the flash-grab effect (Figure 1-5D) – is an order of magnitude larger 
than the flash-drag effect (Cavanagh and Anstis, 2013). The flash-grab effect 
differs from the flash-lag   or flash-drag in that the flashed stimulus is not 
presented adjacent to visual motion but on a moving texture. It is based on the 
trajectory shortening effect (Sinico et al., 2009), where the back-and-forth 
travelling trajectory of a moving object is perceived as shorter than the physical 
trajectory. By presenting a flashed stimulus at the point of motion reversal, it is 
‘grabbed’ by the moving object to reflect the perceived offset of its end position. 

The flash-grab effect produces the strongest mislocalisation   among the family 
of flash-based effects, likely because motion could be fully attributed to the 
flashed stimulus (i.e. there is no risk of dilution by the flash-lag effect). 

The motion-biasing model is also compatible with other MIPS that do 
not involve a flashed stimulus. For example, when a stationary aperture 
appears shifted in the direction of internal motion, or what I term the moving 
window effect (Ramachandran and Anstis, 1990; de Valois and de Valois, 
1991; Figure 1-5E), which could not be attributed to latency difference as there 
is no temporal reference point, or the curveball illusion (also known as the 
double-drift illusion; Figure 1-5F), where the perceived path of a Gabor patch 
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deviates significantly from the physical path when its internal texture drifts in 
the orthogonal direction (Lisi and Cavanagh, 2015). The problem with the 

motion-biasing model, however, is that it implies that the visual system does 
not perform any predictions based on recent signals. This goes against a 
plethora of findings supporting the predictive nature of sensory systems 
(Srinivasan, Laughlin and Dubs, 1982; Mumford, 1992; Rao and Ballard, 1999). 

Neurophysiological and neuroimaging evidence suggests motion 
extrapolation occurs in humans and other species. For example, motion 
extrapolation has been observed at the retinal level of rabbits and salamanders 
(Berry et al., 1999), where for a given bar that travelled at a constant speed, a 
ganglion cell would begin firing before the moving stimulus fell on its receptive 
field, and also briefly after the stimulus moved away. Consistent with this, 
moving objects are processed with shorter latencies than synchronously 
flashed stimulus in the primary visual cortices of cats and macaques (Jancke, 
Erlhagen, et al., 2004; Subramaniyan et al., 2018). In humans, a number of 
fMRI studies have shown that early visual areas can spatially encode 
‘anticipated’ stimulus or perform perceptual filling-in, which requires 
extrapolation of past signals (Muckli et al., 2005, 2015; Chong, Familiar and 
Shim, 2016; Ekman, Kok and de Lange, 2017; Aitken, Turner and Kok, 2020), 
while an electroencephalogram (EEG) study showed the position of a 
predictably moving object could be decoded approximately 16ms earlier than 
an unpredictably moving object (Hogendoorn and Burkitt, 2018). 

How might we reconcile the above with evidence against motion 
extrapolation from behavioural studies? The primary challenge against the 
motion extrapolation account is that no overshoot in position was observed 
when a moving stimulus was suddenly reversed or disappeared with the flash 
(Whitney and Murakami, 1998; Eagleman and Sejnowski, 2000; Whitney, 
Murakami and Cavanagh, 2000). In the former scenario, the position of the 
moving stimulus was measured indirectly via a flash that appeared physically 
aligned with the stimulus (for this to happen, the flash had to be presented 
physically ahead of the moving object); here motion extrapolation should 
predict an overshoot in positions beyond the reversal point, which was not 
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observed. In the latter scenario, motion extrapolation would predict the moving 
stimulus to lead ahead of the flash even as they disappear together. Contrary 

to this, the two appeared physically aligned. 
Hogendoorn (2020) recently argued that when there is an abrupt 

change in motion, an overshoot does occur but in ‘absolute coordinates’. This 
could not be detected in the behavioural tasks given position judgements were 
always made relative to the flashed stimulus, and the flashed stimulus may 
itself be mislocalised in the direction of the moving object due to the flash-drag 
effect. Furthermore, there was evidence to suggest a transient event (e.g. 
motion reversal, sudden disappearance of an object) could trigger a ‘correction’ 
or ‘update’ of the extrapolated position. The most compelling evidence has 
perhaps come from a study showing that when a moving object gradually 
faded, as opposed to abruptly disappeared, motion extrapolation was once 
again observed (Maus and Nijhawan, 2006, 2008). 

So far, there is evidence for both the motion extrapolation account and 
the motion-biasing model. In fact, the two accounts overlap significantly in that 
they both argue that motion signal is integrated over a time window to bias 
position information; the only difference being if this occurs before or after a 
flash event. Of course, the two accounts are not mutually exclusive and the 
two mechanisms could operate in tandem. Kwon and colleagues (2015) 
recently proposed a model that integrates incoming sensory signals with 
predictive information based on recent past signals, where each source of 

information could be weighed according to perceptual uncertainty. They 
termed this the object-tracking model, which could be contrasted with 
Eagleman and Sejnowski’s motion-biasing model that only takes into account 
incoming sensory signals, or what the authors called a weighted vector sum 
model. 

To distinguish between the two models, Kwon and colleagues (2015) 
adapted the curveball stimulus to show a static envelope with pattern motion 
rotating around a clockface and changing direction at a continuous rate. When 
viewed in the periphery, the stimulus caused the perceived object motion to 
follow the pattern motion. While both models would predict a constant-speed, 
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circular trajectory of object motion – given that the object-tracking model 
includes predictive information – the two models would predict a slightly 

different phase and, consequently, slightly different motion direction. 
Specifically, the weighted vector sum model would predict the object to move 
in an identical direction as the pattern motion, while the object-tracking model 
would predict object-motion direction to lead ahead of pattern motion. 
Participants were asked to adjust a disk in the contralateral visual field to 
match the perceived object motion; their responses were consistent with the 
object-tracking model. This meant recent past signals were indeed used to 
extrapolate future position. 

It was thought the goal of the object-tracking model was to explain 
generative causes of motion and position signals and to solve the ‘source 
attribution’ problem. For example, whereas the weighted vector sum model 
might explain the curveball illusion in terms of erroneous integration of pattern 
(local) and object (global) motion in the periphery (Tse and Hsieh, 2006; 
Shapiro et al., 2010), the object-tracking model would argue the curveball 
illusion arises as a result of positional uncertainty in the periphery and the 
visual system’s tendency to attribute pattern motion to object motion (given 
pattern motion can arise as a result of object translation, and object motion is 
more prevalent in the world). In cases where positional signals are reliable, 
motion signals can be correctly attributed to their respective causes (i.e. 
pattern and object motions correctly segregated), thus abolishing the illusion. 

This idea was supported by a recent study showing the curveball illusion only 
works when the Gabor pattern could blend in with its background to create 
positional uncertainty; the illusion was completely abolished when a black 
background was used, which revealed sharp edges of the moving stimulus and 
its position (Cavanagh and Tse, 2019). 

For object tracking to be effective, the model necessarily predicts a 
strong, bidirectional coupling of motion and position information – indeed, just 
as motion can bias apparent position, changes in object position can similarly 
induce apparent motion (e.g. Burr, 1979; Ramachandran and Anstis, 1983). 
As such, the object-tracking model is less compatible with modular accounts 
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of motion processing, including postulation of distinct ‘low-level’ versus ‘high-
level’ motion systems. Indeed, findings showing that attention can induce 

apparent position shift have led some to argue that attention-based motion 
effects operate independently of low-level motion processing (e.g. Cavanagh, 
1992; Lu and Sperling, 1995; Watanabe, Sato and Shimojo, 2003; Tse et al., 
2011). However, even supposedly high-level motion effects take into account 
low-level positional signals (even if low-level   motion signals are absent or 
uninformative). The object-tracking model thus conceptualises attention-based 
motion effects not as evidence for distinct motion systems, but as evidence 
that attention works by integrating low-level   motion and positional signals for 
object tracking. There is some evidence that the inferior parietal lobule (IPL) 
acts as this integrative locus (Battelli et al., 2001; Claeys et al., 2003). 

Given that mounting evidence suggests MIPS arise from a strong 
interaction between motion and position signals, this should manifest as a 
change in spatial coding (and not just temporal coding); the question is, where 
do such changes arise? Nishida and Johnston (1999) speculated that motion 
and position information may be exchanged through anatomical connections 
between MT and V1/V2 (Shipp and Zeki, 1989a, 1989b), where perceived 
position can be more precisely encoded in early visual areas; yet motion 
effects generally require integration of signals over time   (Chung et al., 2007), 
which smaller receptive fields may not support. 

Here I examine evidence for MIPS representation in early visual areas, 

and potential parallels with apparent size representation. 
 

1.4.2 Representations in early visual areas? 

Whitney and colleagues (2003) first examined whether MIPS can be 
encoded retinotopically in early visual areas using the moving window effect 
(Ramachandran and Anstis, 1990; de Valois and de Valois, 1991). In an fMRI 
study, they presented four stationary Gabor envelopes with internal motion 
drifting either towards or away from the fovea, causing the stimuli to be shifted 
either foveally or peripherally. The Gabor envelope here is essentially a square 
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aperture with blurred edges containing sinusoidal gratings that are drifting; 
note that the envelope itself is static, even though the internal drifting would 

cause the whole envelope to appear displaced in the direction of internal 
motion. The idea is that the physical position of the envelopes would be 
identical across conditions, while the perceived position would differ. 

To their surprise, the spatial activity shifted in the opposite direction to 
the perceptual effect – that is, outward-drifting motion elicited peak activity 
closer to the fovea, while inward-drifting motion elicited more peripheral activity. 
Given that peak response corresponded to the origin of motion (i.e. the trailing 
edge), the authors speculated that the fMRI signal could reflect deblurring or 
masking mechanisms operating at the trailing edge. This is consistent with the 
behavioural results showing participants perceived the trailing edge to be more 
compressed and of reduced contrast; such perceptual effects could also 
explain why the envelope as a whole appeared more displaced towards the 
leading edge. 

Crucially, by sharpening the edge of the aperture, similar fMRI response 
patterns could be reproduced with no apparent shift in position. This meant the 
fMRI effect originally observed likely reflected asymmetric motion processing 
at the trailing and leading edge, as opposed to the perceived location of the 
envelope. This suggests the fMRI and perceptual effects could be congruent 
after all, given both could arise from contrast modulation at the trailing edge. 
The study provided two critical insights: firstly that positional coding can be 

influenced by motion signals in early visual areas but, more importantly, peak 
response in early visual areas can be dissociated from position percept. 

In a follow-up fMRI study, Whitney and Bressler (2007) examined 
whether the effect was driven solely by peak activity at the trailing edge, or by 
population response towards the whole envelope. In addition to the original 
inward and outward motion drifting runs, the authors presented flickering 
Gabor localisers (i.e. directionally ambiguous) at five possible eccentricities, 
and they cross-correlated the localisers and drifting motion runs. The results 
replicated the previous study in showing that outward-drifting motion better 
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correlated with more foveal localisers, while inward-drifting motion better 
correlated with more eccentric localisers. 

Perhaps unsurprisingly, similar effects could be found using contrast-
modulated localisers with no physical shift in envelope location. In this second 
experiment, the centroid of the Gabor envelopes was skewed to five possible 
eccentricities with peak contrast always fixed at midpoint. The contrast skew 
thus followed a Gaussian distribution with a fixed mean but asymmetric 
standard deviation (except for the middle condition, which had symmetric 
standard deviation). They found response towards outward-skewing contrast 
envelopes better correlated with inward-drifting motion, and inward-skewing 
contrast better correlated with outward-drifting conditions. These findings gave 
further support to the idea that fMRI signals in early visual areas could reflect 
interaction between motion processing and contrast modulation, and may 
prioritise encoding of changes in local features compared to global position 
shift. This is in line with the behavioural findings showing that individuals can 
discriminate between locations of differentially skewed contrast envelopes 
(Morgan et al., 1984; Whitaker, McGraw and Levi, 1997). In short, early visual 
area response can be used to discriminate apparent position without the need 
to encode apparent position under the direct read-out model. 

There is some evidence that perceived position is encoded 
retinotopically by higher visual areas. Using a similar stimuli design, Fischer 
and colleagues (2011) examined how well early and late visual areas 

discriminated between perceived versus physical locations. The authors 
presented flickering, stationary Gabor envelopes with their centroids skewed 
to one of five possible eccentricities (as in Whitney and Bressler’s study, 2007), 
while participants performed a position discrimination task. Only ‘missed’ trials 
– where percept differed from the physical centroid location – were included in 
the analysis. The results suggested that response in high-level visual areas, 
including MT, LO, PPA, posterior fusiform gyrus and fusiform face area (FFA), 
more precisely reflected perceived compared to physical location. The pattern 
was reversed in early visual areas, where their responses were better 
predicted by physical location. Notably, however, early visual areas, including 
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V1, still contained percept-based information (i.e. correct discrimination of 
perceived position above chance). 

It is worth noting that Whitney and colleagues (2003) originally 
interpreted the shift in peak response as evidence for motion-induced 
retinotopic shift. Motion-induced receptive field shift has previously been 
observed in cat primary visual cortex and monkey V4 neurons (Fu et al., 2004; 
Sundberg, Fallah and Reynolds, 2006), and more recently implicated in 
humans. Using ultra-high field fMRI, Harvey and Dumoulin (2016) tested 
whether visual motion affected pRF estimation across visual field maps. With 
the exception of V4, they found an increase in pRF sizes and, with the 
exception of V1, an increase in eccentricity estimates; the effects were roughly 
proportional to pRF sizes. While the study could not conclusively demonstrate 
the direction of pRF shift, previous literature would support a shift towards 
motion origin (trailing edge), such that neurons adjacent to the leading edge 
would also be activated – giving rise to a perceived displacement in the 
direction of pattern motion (also see Schneider et al., 2019). Such a shift could 
also reflect bias towards the generative cause of motion, in line with the object-
tracking model. 

Nonetheless, Whitney and colleagues’ (2003) original findings were 
unlikely to be driven by retinotopic shift. For one, the fMRI response pattern 
could be reproduced without a perceived position shift when sharp edges were 
used. Furthermore, for two abutting contrast envelopes with blurred and non-

blurred edges, motion only influenced perceived alignment at the edges but 
not the internal contour – this is inconsistent with retinotopic shift, which would 
have predicted misalignment of gratings across the envelopes (Arnold, 
Thompson and Johnston, 2007). Finally, in attempting to replicate the original 
effect observed by Whitney and colleagues (2003), a later study argued that 
any changes in spatial distribution observed would have been smaller than the 
fMRI resolution, and would thus be difficult to interpret (Liu et al., 2006). 

Might the representation differ for MIPS effects that do not interact with 
contrast modulation? The flash-grab effect – given its strong illusory offset – is 
particularly suitable for fMRI investigation. The magnitude of the illusion is also 
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largely independent of contrast (Cavanagh and Anstis, 2013). Using the flash-
grab effect, Kohler and colleagues (2017) examined the neural signature of 

apparent position representation by cross-correlating voxel response between 
motion-induced shift and physical shift. In contrast to previous findings, they 
found the highest correlation to be in V1, followed by V2 and V3; conversely, 
high-level areas such as MT and intraparietal sulcus (IPS) did not show 
significant correlation. 

The authors conceded that the analysis may have favoured early visual 
areas for their ability to represent physical shift, although a significant 
correlation would still require the neural correlates of the illusory shift to be 
similar to the physical shift, which is not predicted by previous studies (Whitney 
et al., 2003; Whitney and Bressler, 2007). Moreover, similar analyses used in 
Fischer and colleagues’ (2011) study found early visual areas to encode some 
perceived position information, even if the MT response was a better predictor. 
In support of early visual area representation, Kosovicheva and colleagues 
(2012) showed that gratings at apparent position – induced by the flash-grab 
effect – can influence orientation adaptation. While the strongest effect was 
found when test gratings were presented at the retinal location, the effect was 
still larger at the perceived location compared to the anti-perceived (control) 
location. This suggests motion signals influence spatial coding as early as V1. 

This finding was replicated in a recent study (Ge et al., 2020). Using a 
combined 7T fMRI and EEG measurements, the same study also found 

evidence of apparent position representation in the V1 superficial layer – a 
cortical layer related to the processing of feedback signal (Felleman and van 
Essen, 1991; Self et al., 2019). This was consistent with their EEG finding 
showing that illusory trials could only be successfully decoded 178ms after 
stimulus onset based on early visual area response. Notably, early stage EEG 
information from trials using a retinally tilted stimulus could be decoded using 
classifiers trained on late stage EEG information from the illusory trials. This 
suggests that, firstly, apparent position representation in the flash-grab effect 
is likely dependent on feedback mechanisms, and secondly, there is overlap 
between the illusory and veridical position representation of the stimulus. 
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The evidence so far paints a mixed picture of if and how early visual 
area represents MIPS; one potential explanation for the discrepancies across 

studies may be that different effects rely on distinct mechanisms. Specifically, 
the moving window effect may rely on low-level motion integration or 
interaction between motion signals and contrast modulation (Whitney, 2005; 
Tse and Hsieh, 2006), while the flash-grab effect may be mediated by high-
level attentional tracking (Cavanagh and Anstis, 2013). Counterintuitively, this 
means that, even if early visual areas encode apparent position in general, this 
information may be undetectable in the moving window effect, given other low-
level processes may dominate early visual area responses.  

It is surprising, however, that Kohler and colleagues (2017) did not find 
MT response to predict perceived location. A number of studies have pointed 
to MT’s role in mediating MIPS, including findings that TMS of MT reduced 
motion adaptation (McGraw, Walsh and Barrett, 2004) and the flash-lag   effect 
(Maus et al., 2013), while TMS of V1/V2 did not. However, these studies could 
not distinguish between MT’s role in motion processing versus position 
encoding. It is therefore possible MT does not encode perceived location but 
only processes motion signals. On the other hand, an fMRI study using the 
flash-drag effect found significant correlation between the perceived and 
physical position in MT and V3A, but only positive, non-significant correlation 
in V1 (Maus, Fischer and Whitney, 2013). Given the compelling evidence in 
favour of MIPS representation in MT, Kohler and colleagues (2017) attributed 

the lack of correlation in their study to fMRI response being at ceiling. MT is 
highly sensitive to motion signals; given the unique overlap spatially between 
motion and position signals in the flash-grab effect, it is possible the positional 
signal could not be detected. Indeed, a significant challenge in the 
neuroimaging of MIPS is the dissociation of motion and position signals. 

Further mixed evidence for MIPS representation comes from a recent 
fMRI study using the curveball illusion. Liu and colleagues (2019) showed that, 
while different illusory paths (drifting left versus right) could be decoded in V2 
and V3 (and not V1 or MT), cross-decoding performance between the illusory 
and physical matched paths was not above chance in any of the above areas. 
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Representational similarity analysis showed the illusory and matched physical 
path representation to be highly dissimilar in early visual areas but highly 

similar in MT. Whole-brain searchlight analysis revealed several clusters in the 
anterior regions of the brain where cross-decoding performance was above 
chance; this suggests the neural correlates of the perceptual experience of the 
curveball illusion could be outside of the visual cortex. The authors suggested 
the lack of positive correlations in early visual areas (previously observed for 
the flash-drag and flash-grab effects; Maus, Fischer and Whitney, 2013; Kohler, 
Cavanagh and Tse, 2017) may be attributed to difference in saccadic 
movements and, consequently, spatial attention (Awh, Armstrong and Moore, 
2006). Specifically, in the curveball illusion, saccades are directed to the 
physical motion paths (Lisi and Cavanagh, 2015), whereas for flash-grab and 
flash-drag effects, saccades are directed to the displaced targets 
(Zimmermann, Morrone and Burr, 2012; van Heusden et al., 2018). 

One EEG study found that apparent position in the flash-grab effect 
could be decoded as early as 88ms (Hogendoorn, Verstraten and Cavanagh, 
2015), while another study found that apparent position from motion 
extrapolation could only be decoded at a later stage (i.e. between 140 and 
150ms; Hogendoorn and Burkitt, 2018). This suggested that the neural 
mechanisms could differ across the different MIPS effect and/or that MIPS 
could arise from combined feedforward and feedback mechanisms. It is worth 
noting that being ‘temporally early’ does not necessarily correspond to 

representation in early visual areas. MT is traditionally considered a ‘mid-level’ 
region as it receives substantial input from V1 (e.g. Zeki, 1969), but it has been 
shown to process visual information as early as 76ms (Lamme and Roelfsema, 
2000). Indeed, there are functional pathways allowing MT to bypass V1 with 
direct input from the LGN (Sincich et al., 2004) and subcortical structure such 
as the superior colliculus (Berman and Wurtz, 2010), which arguably makes 
MT a primary cortical area. 

It seems plausible that perceived position may be represented in early 
visual areas as well as MT. Indeed, TMS of MT did not abolish MIPS; the 
effects were merely reduced (McGraw, Walsh and Barrett, 2004; Maus et al., 
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2013). There is also some fMRI evidence of shared representation in early 
visual areas between the perceived and the matched physical position (Kohler, 

Cavanagh and Tse, 2017; Ge et al., 2020). Position coding is influenced by 
both global and local motion, which suggests both small and large receptive 
fields play a role in integrating motion and position signals (Rider, McOwan 
and Johnston, 2009; Kohler, Cavanagh and Tse, 2015). Finally, the orientation 
adaptation effect can be induced by perceptually mislocalised gratings 
(Kosovicheva et al., 2012; Ge et al., 2020), which is evidence for apparent 
position representation as early as V1. 

As noted earlier, effect-specific representation may also account for the 
conflicting evidence. For example, the curveball illusion requires motion 
integration over longer durations compared to flash-based effects (Whitney 
and Cavanagh, 2000; Chung et al., 2007; Cavanagh and Anstis, 2013); the 
former may thus be reliant on higher-level regions with larger receptive fields, 
while the latter could be supported by orientation- and direction-selective cells 
as early as V1. Furthermore, saccades are directed to the physical path in a 
curveball illusion (Lisi and Cavanagh, 2015), while they are directed to the 
apparent stimulus position in flash-based effects (Zimmermann, Morrone and 
Burr, 2012; van Heusden et al., 2018). Finally, top-down influence such as 
attention seems to be less crucial for mediating the curveball illusion (Haladjian, 
Lisi and Cavanagh, 2018) and the moving window effect (Whitney, 2005), 
while being modulatory but not critical for the flash-drag effect (Whitney and 

Cavanagh, 2000; Shim and Cavanagh, 2005; Fukiage, Whitney and Murakami, 
2011) and the flash-lag   effect (Khurana, Watanabe and Nijhawan, 2000; 
Namba and Baldo, 2004) as well as being important for the flash-grab effect 
(Cavanagh and Anstis, 2013) and, in general, MIPS effects involving feature-
based tracking (Cavanagh, 1992; Lu and Sperling, 1995; Tse et al., 2011). 

In summary, there is some evidence for MIPS representation in early 
visual areas. This is likely to be effect-specific, with the strongest evidence 
coming from the flash-grab effect (Kosovicheva et al., 2012; Kohler, Cavanagh 
and Tse, 2017; Ge et al., 2020). Given that MIPS could be explained by a 
unified framework (Eagleman and Sejnowski, 2000, 2007; Kwon, Tadin and 
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Knill, 2015), such representation is unlikely to be unique to the flash-grab effect. 
Indeed, the evidence so far would be compatible with MIPS representation in 

both early visual areas and MT. What is less clear is how much MIPS 
representation overlaps with the representation of matched physical position, 
and if MIPS could be encoded via the direct read-out   model like apparent size. 

Part of the knowledge gap comes from the fact that most fMRI studies 
on MIPS representation favoured decoding-based techniques for increased 
sensitivity; the downside is that they make little assumption about how a 
percept is encoded. Decoding (or classification) works as long as there is some 
distinction in the pattern of neural response across conditions. This also meant 
that decoding-based techniques are inherently opportunistic and may exploit 
information that correlates with – but does not contribute to – the task 
(Naselaris et al., 2011; Poldrack, 2011). A recent study showed that decoding 
in early visual areas is susceptible to eye-movement confounds, especially 
when active viewing is required under attempted fixation (Thielen et al., 2019). 
This is problematic, not only for individual fMRI studies, given eye movement 
is likely stimulus and task dependent, but it would also make comparisons 
across studies and MIPS effects difficult. It could also explain why a consistent 
picture of MIPS representation in early visual areas has yet to emerge. 
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1.5 Methods for measuring perceptual experience 

1.5.1 Cognitive penetrability 

Perception is inherently subjective. To identify the neural correlates of 
a perceptual process requires that we first know what an individual is 

perceiving. By systematically varying the properties of a physical stimulus, 
psychophysics provides a way for us to quantify an individual’s perceptual 
experience in relation to the physical stimulus through changes in their 
behavioural responses (Fechner, 1860). Yet behavioural response is 
necessarily a result of sensory, cognitive and motor processes. Therefore, a 
central challenge in psychophysics has been to isolate the perceptual process 
that gives rise to the perceptual experience while ruling out non-perceptual 
factors. But what does it mean for a process to be perceptual? Here I start by 
addressing the thorny question of whether cognition can penetrate perception 
and its implication on the design of psychophysical methods. 

Cognitive penetrability in perception refers to the idea that cognitive 
processes or ‘top-down’ effects can influence perception, and that cognition 
and perception are inherently inseparable. Critics of this view argue that parts 
of the vision system are completely encapsulated from cognitive influence, 
most notably early vision (e.g. Pylyshyn, 1999). Both arguments can be 
intuitively experienced. For example, even if we know the two circles in an 
Ebbinghaus illusion are of equal size, we cannot help but see the one with 
small inducers as bigger (Figure 1-6A); that is, we cannot wilfully think our way 
into seeing a different reality. Yet our perception of the same image can 
change depending on where we choose to attend, as in the case of a Necker 

cube (Figure 1-6B). Most observers can voluntarily switch between 
perspectives – this suggests perception is not immune to intentional effects. 
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Figure 1-6 The debate on cognitive penetrability.  

(A) Observers cannot wilfully ‘think’ their way into seeing the two targets in an Ebbinghaus 
illusion as equal-sized. (B) However, observers can voluntarily switch between percepts of 
the Necker cube depending on where they choose to attend, which suggests perception may 
not be immune to intentional effects. 
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The field of perceptual psychology has oscillated between the two 
opposing views, from the New Look Movement that postulated value and 

desire to influence perception (e.g. Bruner and Goodman, 1947; Bruner and 
Postman, 1948; Bruner, 1957) to their subsequent refutations following 
empirical scrutiny (e.g. Carter and Schooler, 1949; Klein, Schlesinger and 
Meister, 1951). In the last two decades, the field has returned once again to 
viewing cognition and perception as inextricable, in part due to the prominence 
of predictive coding theory and increasing ‘top-down’ evidence from 
neuroimaging and behavioural studies (e.g. Vetter and Newen, 2014; 
O’Callaghan et al., 2017). 

This latest view was challenged by Firestone and Scholl (2014, 2015a, 
2015b, 2016), whose central premise is that all purported ‘top-down’ effects 
reflect a change in input to early vision as opposed to processing (e.g. 
attention), are themselves part of an encapsulated system (e.g. cross-model 
effects, contextual effects, perceptual learning) or are not reflecting perceptual 
processes at all (e.g. judgement, decision-making). They further argued that 
all ‘top-down’ effects can be attributed to a handful of methodological pitfalls, 
notably the El Greco fallacy. This fallacy is fascinatingly based on an art-
historical reasoning error involving the Spanish Renaissance artist El Greco 
who was famous for painting unusually elongated figures. It was once 
speculated that he suffered from a form of astigmatism that caused him to 
perceive the world as vertically stretched. Yet careful reflection reveals that if 

he did perceive the world as stretched, the same distortion would also apply 
to his canvas, thus cancelling out any effect. The term was coined to highlight 
the fact that most studies focus on confirmatory predictions, when a hypothesis 
should predict an effect’s presence as well as absence. Controversially, 
Firestone and Scholl argued there is currently no concrete evidence from 
behavioural studies to support claims of top-down effects by beliefs, desires, 
actions, memories and languages. 

In an ingenious study, Firestone and Scholl (2014) re-examined the 
aperture compression effect by applying the El Greco fallacy. The effect 
describes the perceived narrowing of an aperture when one is holding a rod 
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across the   body, presumably because it looks less passable (Stefanucci and 
Geuss, 2009). Firestone and Scholl replicated the basic effect when the 

aperture width was estimated using a measuring tape as in the original study. 
Yet when they switched to using a ‘matching aperture’ – which should have 
predicted the effect’s absence given the same distortion would have applied 
to the matching aperture – the participants still judged the test aperture as 
narrower. 

What did abolish the aperture compression effect, as shown in a 
subsequent experiment, was a convincing cover story for the rod’s usage. This 
likely stopped the participants from speculating the purpose of the experiment. 
The effect may therefore reflect a bias towards experimental demand as 
opposed to genuine perceptual distortion (Rosenthal and Rubin, 1978). The 
change in demand characteristic has similarly also been found to underpin 
other alleged top-down effects, for example, where carrying a heavy backpack 
made a slope looked steeper (Durgin et al., 2009), or where larger valued gift 
card is apparently seen as closer (Balcetis and Dunning, 2010; Durgin et al., 
2011). 

Another pitfall highlighted by Firestone and Scholl (2015a, 2016) was 
the underestimation of low-level confounds. They demonstrated this by re-
examining the ‘race-lightness effect’, where black faces were perceived as 
darker than white faces, even when controlling for mean luminance (Levin and 
Banaji, 2006). By blurring out the face stimuli and presumably removing race 

information, Firestone and Scholl showed that participants still judged the 
blurry black faces to be darker. Results from forced categorisation tasks 
suggested the participants could not consciously perceive race in the blurry 
images; this implies the effect was likely driven by low-level differences other 
than luminance. However, this interpretation was later rebuked by new 
empirical evidence suggesting that it was still possible to judge race even when 
the images were blurred out (Baker and Levin, 2016), thus a top-down 
explanation cannot be ruled out just yet. 

The most compelling evidence against the total encapsulation view has 
perhaps come from studies of attentional effects. While current understanding 
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of attention emphasises their role in gain modulation or feature selection 
(Reynolds and Chelazzi, 2004; Maunsell and Treue, 2006), more recent 

evidence suggests this may be achieved, in part, through a receptive field shift 
(Connor et al., 1997; Womelsdorf et al., 2006; David et al., 2008; Womelsdorf, 
Anton-Erxleben and Treue, 2008; Klein, Harvey and Dumoulin, 2014; Kay, 
Weiner and Grill-Spector, 2015; Vo, Sprague and Serences, 2017; Klein et al., 
2018; van Es, Theeuwes and Knapen, 2018). Indeed, even Firestone and 
Scholl (2016) conceded that ‘attention may interact in rich and nuanced ways 
with unconscious visual representations to effectively mold and choose a 
“winning” percept – changing the content of perception rather than merely 
influencing what we focused on’ (p. 14). In predictive coding framework, 
attention has been postulated as a means to balance top-down predictions (i.e. 
cognitive models) with bottom-up sensory input by factoring in uncertainty and 
modulating gains on the error units accordingly (Clark, 2013). 

To be clear, Firestone and Scholl were arguing for a functional account 
of cognitive impenetrability. That is, perception can be encapsulated from 
cognition while the two systems share underlying neural substrates. This is the 
same grounds on which they rejected V1 activation during mental imagery as 
evidence for cognitive penetration (e.g. Thirion et al., 2006). Yet they have not 
specified the kinds of neural architecture and mechanism that would qualify as 
functional segregation of cognition and perception. If attention fundamentally 
changes what characterises a visual area (i.e. spatial selectivity), then the 

burden is on Firestone and Scholl to specify what constitutes a purely 
‘attentional’ versus purely ‘perceptual’ effect. 

Despite this flaw, Firestone and Scholl raised an interesting theoretical 
consideration for why perception might be encapsulated. Most have assumed 
cognitive penetrability to be better because it allows for a highly adaptive 
system and supports degeneracy (Friston and Price, 2003). Nonetheless, 
Firestone and Scholl argued perception benefits from encapsulation as it 
preserves stability. They highlighted the concept of free press – that is, since 
a brain does not know in advance what the information would be used for, it is 
better to keep the undistorted version. We may view a hill with the intention to 
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climb it (in this case, a change in slant perception when carrying a heavy 
backpack may help preserve energy), but we may later decide to use the hill 

just as a landmark for navigation. 
This makes theoretical sense, yet the free press model does not 

actually favour an encapsulated system because contextual effects – which 
Firestone and Scholl argued to be reflexive and part of the encapsulated 
system – also create distortion. Following this line of logic, the brain cannot 
preserve undistorted percept even if this is desirable, whether or not the 
system is encapsulated. It is, however, worth distinguishing between context-
driven and cognition-driven distortion – the former could be realised ‘reflexively’ 
through learning and exposure to feature covariance in natural statistics 
(Simoncelli and Olshausen, 2001; Geisler, 2008; Andrews et al., 2015) while 
the latter implies deliberate thought and volition can distort perception. Indeed, 
the perceptual system would benefit from constraints against the latter kind of 
distortion, including us not being able to wilfully think our way into a 
hallucination. It is less clear if attention – which is thought to alter the 
fundamental organisation of visual areas – should be categorised as the 
former or the latter. So instead of debating what does or does not constitute 
total encapsulation based on an artificial dichotomy, a more fruitful approach 
may be to identify the unique constraints imposed on the perceptual system 
and accept there are varieties in the so-called ‘top-down effects’ (Vetter and 
Newen, 2014). 

In their quest to isolate unequivocal evidence for cognitive penetration 
at the level of behaviour, Firestone and Scholl (2014, 2015a, 2015b, 2016) 
revealed the ease of confounding purely cognitive processes with perceptual 
processes. Indeed, even if perception is cognitively penetrable, not all 
cognitive processes change what we perceive. This is a particularly useful 
insight for psychophysics, whose goal is to isolate unequivocally perceptual 
effects using behavioural tasks. In this sense, debates around cognitive 
penetrability has little implication on the methods of psychophysics. It changes 
how we conceptualise or categorise as a ‘perceptual process’, but the task 
remains to capture behavioural response directly relevant to the internal 
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representation of a perceptual experience, whether or not it involves the so-
called top-down effect. Conversely, responses caused by factors that do not 

directly influence perception – cognitive or not – should be ruled out. 
 

1.5.2 Cognitive susceptibility 

As noted earlier, the challenge with measuring subjective perceptual 
experience using psychophysics is that behavioural response is necessarily a 
product of sensory, motor and decision-making processes. The crux of the 
problem can be understood within the framework of signal-detection theory 
(Green and Swets, 1966), which describes the difficulty of distinguishing a 
response’s origin as sensory or decisional. 

According to signal-detection theory, neural activity is inherently noisy; 
thus, even in the absence of a stimulus (or a difference in stimulus feature), 
there will always be some change in neural activity. When a sensory signal is 
present, however, the observer’s internal response is shifted along the sensory 
dimension to reflect signal-plus-noise activity, thus increasing the likelihood of 
the observer responding in line with the perceptual effect (Newsome, Britten 
and Movshon, 1989). But whether or not an observer chooses a particular 
response category ultimately depends on their decisional criterion (Figure 1-
7), that is, how much neural activity amounts to choosing, for example, ‘left’ 
over ‘right’ in a size discrimination task. Given there is no objectively correct 
way to experience an illusion and therefore no way of measuring performance 
independent of criterion, it is logically impossible to distinguish between a 

sensory- versus criterion-driven shift in response. 
This point was illustrated empirically by Morgan and colleagues (2012) 

in a landmark study showing that observers could voluntarily shift their 
psychometric function by adopting an artificial decision criterion. The 
psychometric function is a cumulative (often Gaussian) distribution fit to binary 
response data, which describes the observer’s choice likelihood at various 
stimulus values (for an example, see Figure 4-3B). In experiments that aim to  



 72 

 

Figure 1-7 Signal-detection theory. 

Signal detection theory suggests it is logically impossible to distinguish between a change in 
sensory evidence versus a shift in decision criterion based on an observer’s behavioural 
response. To take the example of a size judgement task, where an observer is required to 
detect a change in stimulus size, the left curve represents neural activity where there is no 
change in stimulus size (i.e. noise), while the right curve represents neural activity where 
there is a genuine change in stimulus size (i.e. signal + noise). Given there is an overlap in 
the curves, the observer must decide how much neural response amounts to deciding there 
is a change in size. In the first scenario (top panel), the observer sets a decision criterion that 
correctly detects a change in size most of the time (light-grey region), while occasionally 
misjudging there is a change in size when there is none (the darker grey region denotes ‘false 
positives’). Note that occasionally the observer also misjudges there to be no change in size 
when there is (the striped region denotes ‘false negatives’). In the second scenario (bottom 
panel), the observer adopts a more ‘stringent’ decision criterion; this eliminates the possibility 
for false positives, but substantially increases the likelihood of missing out genuine changes 
in size. Note that the observer response in the second scenarios will differ drastically despite 
no change in sensory evidence; the discrepancy is driven solely by a shift in decision criterion. 
For illusory stimulus where there is no ‘correct answer’, it is not possible to determine false 
positives and negatives, and thus no way of inferring the observer’s decision criterion. 
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measure the magnitude of a visual phenomenon, the psychometric curve 
generally describes the likelihood of the observer choosing the test candidate 

over the reference, where the stimulus value of the test is manipulated relative 
to the reference (which has a constant stimulus value). 

Here the observer’s perceptual bias – or how the stimulus subjectively 
appears to them – can be estimated by finding the stimulus value at which the 
observer chooses the test and reference with equal probability (i.e. 50%); this 
is also the mean of the function and otherwise known as the point of subjective 
equality (PSE). The slope or the variance of the psychometric curve denotes 
the observer’s sensitivity (or discriminability), or their ability to objectively 
tell apart stimuli with different values; a steeper slope indicates greater 
sensitivity. It may be possible to derive perceptual bias using sensitivity 
estimates and vice versa, as they are jointly determined by how the brain 
represents sensory information (Wei and Stocker, 2017). 

Returning to the study, Morgan and colleagues (2012) tested the effect 
of an artificial decision criterion on the psychometric function. Using a Vernier 
alignment task, they presented three dots that were horizontally aligned, with 
the central dot displaced either upwards or downwards. In one condition, 
participants were asked to judge the direction of displacement using a natural 
criterion; in another condition, they were asked to deliberately favour one of 
two response categories when unsure about the direction of displacement. As 
expected, the adoption of an artificial decision criterion shifted the 

psychometric curve, but to their surprise, there was no change in the slope. In 
a subsequent experiment, they showed that participants could similarly shift 
their psychometric curve in response to feedback. The results implied that an 
adoption of a response strategy can affect bias estimates without a loss in 
precision, such that the resulting psychometric curve strongly resembles an 
illusory offset and may be mistakenly interpreted as such. 

Even in the absence of a deliberate response strategy, it is well known 
that experimental contexts encourage compliance (Orne, 1962) and 
participant response may be sensitive to the experimenters’ expectation, 
group conformity or instructional changes (Rosenthal and Rubin, 1978; Durgin 
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et al., 2009, 2011; Firestone and Scholl, 2014). The difficulty of controlling 
cognitive influences in an experiment has profound consequences on the 

interpretation of an effect’s origin, as debates have formed around the 
existence of relative blindsight (Peters, Ro and Lau, 2016), imagery-induced 
motion aftereffect (Winawer, Huk and Boroditsky, 2010) or indeed any 
perceptual effect that is at risk of having a cognitive origin. 

One particular debate was centred around the question of whether 
attention influences the motion or tilt aftereffect, both of which are thought to 
arise from low-level adaptation processes. Motion aftereffect describes the 
visual phenomenon where sustained exposure to a moving stimulus (e.g. a 
waterfall) followed by the viewing of a stationary stimulus causes the 
perception that the stationary stimulus is moving in the opposite direction to 
the original stimulus (i.e. the adaptor). An early study by Chaudhuri (1990) 
found that in the presence of a demanding distraction task, where attention on 
the adaptor may be diminished, the duration of the motion aftereffect is 
significantly reduced. The general effect was later replicated (Rees, Frith and 
Lavie, 1997; Rezec, Krekelberg and Dobkins, 2004; Taya et al., 2009) and 
extended to the tilt aftereffect (Spivey and Spirn, 2000; Montaser-Kouhsari and 
Rajimehr, 2004; Kanai, Tsuchiya and Verstraten, 2006). Similar to the motion 
aftereffect, the tilt aftereffect describes a perceived opposite tilt in a stimulus 
following prolonged exposure (adaptation) to an oriented stimulus. 

One caveat is, of course, that the purported change in perception could 

simply reflect criterion changes or expectation effects, as opposed to a 
genuine change in perception. Morgan (2011, 2012, 2013) argued this could 
underpin the so-called attentional effect on motion adaptation, which he failed 
to replicate in a series of experiments. In a more recent study, Morgan and 
Solomon (2020) showed that a participant could correctly identify a single 
target affected by motion adaptation among 15 other distractors, even when 
they had to perform a demanding task at fixation. This suggests that conscious 
attention may not be necessary for motion adaptation. 

The lack of consistent psychophysical evidence for attentional effect on 
adaptation is at odds with neuroimaging evidence showing that MT response 
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to task-irrelevant visual motion is lower in high perceptual-load conditions 
(Rees, Frith and Lavie, 1997) or that the intensity of TMS over MT required to 

elicit the perception of a moving phosphene increases with perceptual load 
(Muggleton et al., 2008). As in the debate on cognitive penetrability of 
perception, this again highlights the difficulty in resolving questions concerning 
the origin of an effect; different tools for investigating the same visual 
phenomenon could generate conflicting interpretations, and our semantic 
labels of what is ‘perceptual’ versus ‘cognitive’ is ultimately challenged by a 
lack of borders in the brain. 

The difficulty of empirically differentiating a response’s origin meant that 
psychophysical methods are often critiqued on a theoretical basis. One 
example is the method of adjustment (MoA). To estimate perceptual bias, say 
in an Ebbinghaus illusion, MoA simply requires that an observer adjusts the 
size of one target to match that of the other target. The ‘error’ is then averaged 
across trials to determine the illusion’s magnitude or the observer’s perceptual 
bias. MoA is popular for its efficiency and ease of administration, yet most 
would argue it is sub-optimal because what is considered a ‘match’ may differ 
across individuals. In this sense, MoA is intrinsically subjective because it 
depends on each observer’s understanding of the perceptual criterion (Pelli 
and Farell, 1995). Similar issues are present in the method of limits (MoL), 
which is often used to determine sensory thresholds. Here a stimulus of 
gradually increasing or decreasing intensity is presented to the observer until 

it is ‘just noticeable’. However, given the predictable nature of stimulus 
presentation, MoL is often criticised for its susceptibility to expectation-related 
bias, such as habituation (where the same response is provided despite a 
perceived change) or anticipation (where a change in response is provided 
despite no change in perception). 

MoL shares some similarity with the staircase method, as they both aim 
to converge on a sensory threshold or perceptual bias estimate through 
incremental changes in stimulus values. The primary difference is that the 
staircase method is adaptive, which in theory increases efficiency and reduces 
expectation error. However, simulations using the staircase method found 
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efficiency increases at the expense of accuracy. Furthermore, efficiency is 
influenced by starting positions, and accuracy is diminished by response error 

and response fluctuations (Johnson, Chauhan and Shapiro, 1992). Serial 
dependencies also make adaptive methods more susceptible to bias related 
to the hot-hand fallacy or the gambler’s fallacy – where the observer’s 
response may be biased towards or away from the previous stimulus, 
depending on their belief about how the stimulus is generated (Burns and 
Corpus, 2004). 

Due to the above concerns, many have regarded variants of method of 
constant stimuli (MoCS) to be ‘criterion-free’ as they are largely free of the 
subjectivity and serial dependency issues that plague MoA and MoL. Unlike 
these methods, MoCS does not depend on observer-specified threshold or 
PSE. Rather, perceptual bias is estimated based on response probabilities to 
predetermined stimulus values (i.e. a psychometric curve). In a basic version 
of MoCS, an observer is forced to choose between two stimuli based on a 
stimulus attribute – for example, they may be asked to select the perceptually 
larger target in a pair of Ebbinghaus stimuli. Here one target – the reference – 
would be fixed in size, while the other target – the test – is varied systemically 
against the reference. Systematic sampling of the test stimuli can be used to 
generate the psychometric function where the PSE corresponds to the 
stimulus value where the likelihood of choosing reference equals that of the 
test. There is at least some evidence to suggest MoCS is less susceptible to 

post-perceptual processes, including decisional influence, than MoA (Higgins 
et al., 1988; Fritsche, Mostert and de Lange, 2017). 

Yet even in a basic forced-choice paradigm, a difference in context (e.g. 
small inducers versus big inducers) may still encourage a decisional strategy. 
One way to resolve this is to use a CoC task where an observer would be 
forced to compare test candidates with identical context and choose the one 
that is perceptually most similar to the reference (García-Pérez and Alcalá-
Quintana, 2013; Morgan, Melmoth and Solomon, 2013; García-Pérez and Peli, 
2014; Jogan and Stocker, 2014; Morgan et al., 2015; Patten and Clifford, 2015; 
Finlayson, Papageorgiou and Schwarzkopf, 2017; Finlayson et al., 2018). This 
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is thought to constrain the comparison to just the primary stimulus parameter 
and to prevent a mixed-decisional strategy based on both primary and 

secondary stimulus parameters (Jogan and Stocker, 2014). 
Confusingly, both the basic and comparative forced-choice paradigm 

have been referred to as the two-alternative forced-choice (2AFC), even 
though they represent fundamentally different tasks. To distinguish between 
the two, I will reserve the term 2AFC for a traditional forced-choice task based 
on the MoCS and continue to refer to the comparative forced-choice design as 
a CoC task. Many have argued variants of CoC tasks to be the gold standard 
in psychophysics, although consensus has yet to emerge on whether a 
temporal or spatial interval is better, or how many test candidates (number of 
comparisons) is best. This often comes down to balancing practicality with 
theoretical concerns. 

For example, while temporal designs minimise issues of spatial 
heterogeneity, where stimulus features are known to be processed differently 
across visual fields (Afraz, Pashkam and Cavanagh, 2010; Schwarzkopf and 
Rees, 2013; Moutsiana et al., 2016; Greenwood et al., 2017), comparison 
across spatial intervals is generally thought to be more natural and suitable for 
testing naïve participants. It is less demanding on working memory and also 
arguably more efficient (Jäkel and Wichmann, 2006; Fritsche, Mostert and de 
Lange, 2017; Manning et al., 2017). Similarly, while increasing the number of 
comparisons in theory reduces response variance and increases efficiency 

(Jäkel and Wichmann, 2006), this is often impractical for various reasons (e.g. 
memory load, attentional load, screen size or stimulus size). 

Some have argued against the utility of a forced-choice task, as it 
necessarily encourages response bias, defined as an unbalanced ‘left/right’ 
response when observers are unsure. Indeed, while the most difficult trials (i.e. 
where stimulus values approach PSE) are the most informative in terms of 
constraining the psychometric function, they may also be the most susceptible 
to response bias. Instead, a third response category could be provided to 
capture observer ‘indecision’ (García-Pérez and Alcalá-Quintana, 2013; 
García-Pérez and Peli, 2014). 
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In this model, an observer is asked to respond ‘left’ or ‘right’ only when 
certain and to respond ‘undecided’ otherwise. Here, true perceptual bias 

should correspond to the stimulus value in which the peak probability of 
‘undecided’ occurs. To test this model, García-Pérez and Peli (2014) 
compared the bisection point of a horizontal bar for four procedures: MoA, 
2AFC with either two or three response categories, and a temporal CoC task 
with three response categories. An adaptive-staircase method was used to 
sample response probabilities for each response category across a range of 
stimulus values. The authors showed that the bisection estimate was closest 
to the physical midpoint under the CoC task compared to any other procedure. 

In line with the above finding, Gallagher and colleagues (2019) similarly 
showed that an uncertainty estimated bias is less susceptible to a criterion-
driven shift. Using a null motion-adaptation effect (where the adaptor has zero 
motion coherence), the authors instructed participants to favour a response 
category (‘left’ or ‘right’) when uncertain about the motion direction of the 
stimulus (following Morgan et al., 2012), and to report with a button press in a 
subsequent response interval whether or not they felt confident about their 
judgement. The results showed a shift in the psychometric curve based on the 
sensory discrimination response, but not with the confidence report. While the 
authors conceded that the method might not be immune to ‘spontaneous’ 
change in decisional criterion, it should, at a minimum, be free from response 
bias associated with guessing during uncertainty. 

The use of CoC tasks and response certainty have shown promise in 
minimising cognitive contamination, at least from artificially induced criterion 
shifts, although it is unclear if these tasks can detect cognitive bias arising in 
naturalistic settings. Given there is abundant evidence to suggests individuals 
are susceptible to cognitive bias or spontaneous criterion shift (e.g. Firestone 
and Scholl, 2014, 2015a, 2015b, 2016), it may be possible to exploit such 
susceptibility to test the validity of a psychophysical method. 
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1.6 Thesis outline 

Given the gaps and inconsistent findings in existing literature, this thesis 
aimed to address the following questions over three empirical chapters: 

• If V1 encodes apparent size retinotopically (i.e. following the direct 
read-out   model), to what extent can this be generalised to apparent 
position or MIPS representation in early visual areas? 

• Are novel psychophysical methods, such as a CoC task, less 
susceptible to cognitive bias compared to classical methods such as 
the MoA or 2AFC? If there is a difference in bias estimates, what 
might be driving this?  

Chapter 2 – the first empirical chapter – aimed to replicate existing fMRI 
findings in showing that V1 encodes apparent object size through the 
retinotopic location of the peak response. In addition to using the well-
replicated hallway Ponzo illusion, I also tested whether apparent size 

representation can be generalised to the Muller-Lyer illusion, which is likely 
driven by a lower-level mechanism. In line with the research question and in 
solving methodological limitations associated with the previous experiment, I 
used a dot variant of the Muller-Lyer illusion that arguably better reflects 
position distortion than size distortion. 

Chapter 3 – the second empirical chapter – extended the study of 
apparent position representation to MIPS representation in early visual areas, 
using the curveball illusion and the flash-lag effect. For experiments in 
Chapters 2 and 3, I used a model-based reconstruction technique that is less 
susceptible to confounds associated with the decoding techniques, which is 
inherently opportunistic (Poldrack, 2011). The model-based reconstruction 
approach is inferentially more powerful, as it tests explicit assumptions about 
how a feature may be encoded in a ROI. Given that idiosyncrasies in 
perceptual experience are linked to inter-individual variability in neural 
architecture, another goal of my fMRI experiments was to test whether 
variability in neural signatures could be used to predict individual percept. 
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Chapter 4 – the final empirical chapter – compared bias estimates 
obtained from novel and classical psychophysical methods using an 

Ebbinghaus illusion through five behavioural experiments. Here I used a 
variant of the CoC task adapted from previous studies, which I termed the 
perceptual matching (PM) task (Finlayson, Papageorgiou and Schwarzkopf, 
2017; Finlayson et al., 2018). To my surprise, traditional 2AFC produced more 
accurate bias estimates than the PM task. Further investigation revealed that 
bias estimation using the PM task is uniquely dependent on stimulus 
distribution. I showed this dependency could be largely corrected with the use 
of adaptive stimulus sampling. 
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Chapter 2 Reconstructing apparent size perception 

2.1 Introduction 

Size perception is subject to contextual modulations, commonly by 

depth cues (Gilinsky, 1951), but also by spatial proximity of nearby objects (e.g. 
Jaeger, 1978; Morgan, Hole and Glennerster, 1990; Morgan and Glennerster, 
1991; Roberts, Harris and Yates, 2005; Schwarzkopf, Song and Rees, 2011; 
Schwarzkopf and Rees, 2013; Jaeger and Klahs, 2015; Moutsiana et al., 2016; 
Todorović and Jovanović, 2018) and temporal proximity as in size adaptation 
(Blakemore and Campbell, 1969; Blakemore and Sutton, 1969). The apparent 
size of an object may therefore differ from its physical size, depending on the 
context in which it is viewed. 

Converging evidence now suggests V1 plays a critical role in apparent 
size representation. Using a hallway Ponzo illusion, Murray and colleagues 
(2006) first showed that V1 encodes apparent object size through shifted 
cortical representation of the object’s edges. This finding was later replicated 
(Fang et al., 2008) and extended to size manipulation using veridical depth 
cues (Sperandio, Chouinard and Goodale, 2012) and size adaptation 
(Pooresmaeili et al., 2013). Importantly, these studies suggest that apparent 
object boundaries, and hence apparent object size, could be inferred through 
the spatial distribution of peak response in V1 – an idea that could be traced 
back to the local sign hypothesis (e.g. Lotze, 1852; Hering, 1879). Given the 
local sign hypothesis is generally associated with a non-adaptive view of the 

visual system, I will instead term this the direct read-out   model. 
Two explanations have emerged to account for the neural mechanisms 

underpinning V1 apparent size representation; these roughly correspond to a 
bottom-up versus top-down solution. In the first account, the effect originates 
in V1 and depends on local horizontal connections for contextual processing. 
This is supported by studies showing individuals with greater V1 cortical 
magnification experience weaker size illusions, presumably because 
increased cortical distance between the object and its surrounding leads to 
weaker contextual interaction (Schwarzkopf, Song and Rees, 2011; 
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Schwarzkopf and Rees, 2013). Consistent with this, the V1 population 
receptive field size and visual acuity appear to predict idiosyncrasies in basic 

size and position perception, both across individuals and within-individuals 
across the visual fields (Moutsiana et al., 2016; Wang, Murai and Whitney, 
2020). 

The second account proposes that apparent object-size representation 
arises from retinotopic re-organisation   in early visual areas, which is likely 
mediated by top-down feedback. In support of this, studies have shown that 
spatial attention to further apparent depth could cause an inward receptive field 
shift, such that the same stimulus now activates more eccentric neuronal 
populations resulting in a peripheral shift in the cortical representation of object 
boundaries and a perceptually larger stimulus. Likewise, nearer apparent 
depth could cause an outward receptive field shift, such that the same object 
now appears perceptually smaller (Fang et al., 2008; Ni, Murray and Horwitz, 
2014; He et al., 2015). 

It is worth noting that, while both accounts are compatible with the direct 
read-out model, each implies a fundamentally different relationship between 
V1 architecture and perceptual effect (Schwarzkopf, 2015). The first account 
suggests that object-size representation is mediated by a process that is 
constant in cortical space. That is, assuming horizontal connections do not 
scale with V1 size (Gilbert and Wiesel, 1979, 1983; Bosking et al., 1997; 
Stettler et al., 2002), then for an individual with a small V1, the cortical distance 

between the stimulus and the context will also be smaller such that the 
perceptual effect extends further in visual space. This predicts a negative 
relationship between the V1 surface area and size experience (Schwarzkopf, 
Song and Rees, 2011; Schwarzkopf and Rees, 2013). In contrast, object-size 
representation could also be constant in visual space, where perceptual effect 
is effectively calibrated to each individual’s V1 visual field map. Here V1 
architecture would have no direct influence on size experience, and V1’s role 
would be limited to just representation. This is likely mediated via feedback 
mechanism.  
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These mechanisms are not mutually exclusive. An illusion may be 
produced by a combination of mechanisms, although the degree of 

involvement for each mechanism is likely to be illusion-specific (Cretenoud et 
al., 2019; Cretenoud, Francis and Herzog, 2020). Even though the V1 surface 
area size was predictive of both the Ponzo and Ebbinghaus illusory experience, 
the same study found no correlation between the magnitude of Ponzo and 
Ebbinghaus illusions across individuals (Schwarzkopf, Song and Rees, 2011). 
Consistent with this, the Ponzo illusion is thought to arise later in the visual 
processing stream than the Ebbinghaus illusion and depends more strongly 
on binocular mechanisms (Song, Schwarzkopf and Rees, 2011; Chen et al., 
2018). Other studies have similarly shown susceptibility to one geometrical 
illusion does not predict susceptibility to another geometrical illusion – even for 
supposedly related illusions such as the Ebbinghaus illusion, the Muller-Lyer 
illusion and the Ponzo illusion (Axelrod et al., 2017; Grzeczkowski et al., 2017). 
Thus, even among size illusions, the evidence defies a unifying account 
(Gregory, 1963) and instead points to distinct, if overlapping, neural 
mechanisms. 

Despite evidence for illusion-specific mechanisms, the majority of 
studies on V1 apparent size representation have used depth cues (pictorial or 
veridical) to manipulate apparent object size (Murray, Boyaci and Kersten, 
2006; Fang et al., 2008; Sperandio, Chouinard and Goodale, 2012; Ni, Murray 
and Horwitz, 2014; He et al., 2015). What is less clear is how well such 

representations generalise to geometrical illusions lacking obvious depth cues, 
such as the Muller-Lyer illusion. Does V1 support apparent size representation 
in general, regardless of how it arises? 

It is worth noting that the Muller-Lyer illusion has traditionally been 
interpreted as a perspective cue, where the outward and inward arrows 
supposedly resemble concave and convex corners of a room, respectively. It 
has therefore been argued that the illusion could arise from misapplied size 
constancy scaling (Gregory, 1963). Yet this explanation is incompatible with 
the observation that neither the shaft nor continuous lines are required for the 
illusion. In fact, size distortion is preserved even in single-arrow configuration 
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(Predebon, 2000; Welch et al., 2004). What has consistently explained the 
Muller-Lyer effect is the centroid extraction account (Morgan, Hole and 

Glennerster, 1990; Morgan and Glennerster, 1991; Bulatov et al., 2009; 
Zeman et al., 2013), which suggests that mislocalisation   of shaft endpoints is 
a result of spatial pooling in the periphery. In line with this, the strength of the 
illusion decreases with increasing viewing distance, likely because there is less 
pooling in central vision (Morgan, Hole and Glennerster, 1990). Adaptation to 
low spatial frequency gratings also reduces illusion strength, which suggests 
the effect is reliant on neurons with larger receptive fields (Carrasco, Figueroa 
and Willen, 1986). 

Notably, if an object’s apparent size is encoded in V1 under the direct 
read-out   model, it should be possible to reconstruct this perceived size based 
on retinotopic locations of peak responses. Using reconstruction as means of 
hypothesis testing is not new; it has become more popular, in part due to the 
superior spatial resolution of fMRI where encoding models can be (and have 
been) defined at the level of voxels. Several fMRI studies have presented this 
in the context of ‘brain reading’, although the purpose has generally been to 
examine how encoding models of a region contribute to stimulus 
reconstruction, where its success (or failure) could provide insights into 
perceptual processes and the models themselves (e.g. Thirion et al., 2006; 
Naselaris et al., 2009; Nishimoto et al., 2011; Lescroart and Gallant, 2019). 
Such a model-based approach is inferentially more powerful than conventional 

univariate analysis or decoding techniques because it makes explicit 
assumptions about how and where a feature is encoded in the brain (Naselaris 
et al., 2011). 

Using a model-based reconstruction approach, the current study aimed 
to test if apparent object size in a size illusion might be encoded under the 
direct read-out   model. This involved a four-step procedure. Firstly, I defined 
voxel-wise spatial selectivity (i.e. the encoding model) using pRF modelling. 
This described the size and location in visual space where a voxel responded 
to visual stimulation. Second, I measured V1 activity during apparent size 
perception, where the target stimulus was subject to size manipulation through 
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a contextual illusion. By combining voxel-wise pRF models and response to 
stimulus perception, it was possible to identify voxels falling within the target 

stimulus regions before reconstructing a neural signature of the stimulus. Third, 
I measured the strength of each individual’s illusory experience to see if (1) the 
reconstructed stimulus size better reflected apparent or veridical object size at 
the group-level, and (2) if the reconstructed neural signatures could accurately 
capture inter-individual differences in perceptual experience. Finally, I tested 
whether the representation of the apparent size percept was similar to the 
prediction for a physical stimulus of the same perceived size; here pRF models 
were used to predict neural signatures of simulated physical stimulus size, 
which could then be compared with the reconstructed signatures. 

The current study included two experiments. Using a hallway Ponzo 
illusion, Experiment 2-1 aimed to demonstrate proof-of-concept for the 
reconstruction technique and conceptually replicate previous findings (e.g. 
Murray, Boyaci and Kersten, 2006). Experiment 2-2 extended the study of 
apparent size representation to the Muller-Lyer illusion. 
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2.2 Experiment 2-1: Ponzo illusion 

2.2.1 Materials and methods 

2.2.1.1 Participants 

Ten participants (seven females; ages range 20–39 years; two left-
handed) took part in the experiment. All participants had normal or corrected-

to-normal vision and provided written consent prior to participation. The study 
was approved by the University College London Research Ethics Committee. 

 
2.2.1.2 Stimuli and task 

Stimuli were generated using MATLAB R2014a (Version 8.3; The 
MathWorks Inc., 2014) and Psychtoolbox (Version 3.0.11; Brainard, 1997) and 

projected onto a screen (36.8 ´ 20.2 cm; resolution at 1920 ´ 1080 pixels) at 

the back of the scanner bore and were viewed through a mirror mounted on 

the head coil at a distance of 67cm, resulting in a screen size of 30.7 ´ 17.1°. 

 
2.2.1.2.1 Retinotopic mapping 

The mapping procedure involved the simultaneous presentation of a 
rotating wedge and an expanding–contracting ring, which served similar 
functions to the sweeping bars in systematically stimulated regions of the 
visual field (Dumoulin and Wandell, 2008) and has been shown to produce 

comparable and reliable pRF estimates (Alvarez et al., 2015; van Dijk et al., 
2016). The procedure has also been described previously (e.g. Stoll, Finlayson 
and Schwarzkopf, 2020) 

The mapping stimuli were 228 natural coloured images taken from 
Google Image search and their phase-scrambled versions. The intact images 
were of cityscapes, outdoor sceneries, animals, faces, textures and written 
scripts. One image contained an Anderson tartan pattern; this was the target 
in an image detection task. The images were scaled to the height of the screen 

and cropped into circles (diameter of 17.03°) with the remainder of the screen 

filled with grey. The images were viewed through the combined ring-and-
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wedge aperture (Figure 2-1A), with image order pseudo-randomised within 
each run. Image display changed every 500ms. 

The wedge aperture (12° polar angle) rotated around a black central 

fixation dot either clockwise or counter-clockwise in 60 discrete steps (1 step/s) 
with a 50% overlap with consecutive wedges. A ring aperture expanded or 
contracted in 36 logarithmic steps (1 step/s) while maintaining a proportional 

annulus dimension such that the diameter of the inner circle (minimum of 0.48°) 

was always 56–58% of the outer circle with an 89–90% overlap with 

consecutive rings. The diameters of the outer and inner circle were described 
by the logarithmic scaling functions !(#) and %(#), respectively: 

 

!(#) = 4
3 ∙ *

!"#$%& 

%(#) = 3
4 ∙ *

!"#$%& + 1 

 
where # corresponded to integer steps from 1 to 36. The outputs of the 

functions were scaled by the screen width to produce the correct circle size in 

pixels. The maximal eccentricity for the apertures was 8.5°. Each mapping run 

had a total of three cycles of wedge rotation and five cycles of ring expansion-
contraction and contained a total of four blocks (block 1: clockwise, expansion; 
block 2: clockwise, contraction; block 3: counter-clockwise, expansion; block 
4: counter-clockwise, contraction). Each block began with 90s of stimulus 
presentation (1.5 cycles of wedge rotation; 2.5 cycles of ring expansion or 
contraction) followed by a 30s fixation-only interval. Within each block, image 
type alternated between intact and phase-scrambled every 15s. 

Participants were asked to fixate on the central fixation dot (diameter of 

0.13°) at all times. Every 200ms, there was a.03 probability of the fixation dot 

changing from black to either red, green, blue, cyan, magenta, yellow, white or 

black (i.e. stayed the same colour) for 200ms. Participants were asked to press 
a button on a magnetic resonance (MR)-compatible response box whenever 
the fixation dot turned red (to ensure fixation compliance) or whenever the 
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Figure 2-1 Retinotopic mapping.  

(A) Ring-and-wedge stimulus aperture. Example of a scrambled image (left), intact image 
(middle) and the tartan pattern for the detection task (right). (B) pRF modelling procedure 
developed by Dumoulin and Wandell (2008). Figure adapted from Brewer and Barton (2012). 
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Anderson tartan pattern appeared (to ensure attention to the moving wedge-

and-ring aperture). To aid fixation, a low contrast polar grid (line width of 0.02°; 

opacity of 10.2%) centred around the fixation dot was superimposed onto the 
foreground at all times. This consisted of 10 circles with radii evenly spaced 

between 0.38° and 27.35°, and 12 evenly spaced radial lines (lines at every 

30° polar angle). Eye movements were monitored using an MR-compatible SR 

Research EyeLink 1000 eye tracker (Ottawa, CA). 
 
2.2.1.2.2 Ponzo experiment 

To create a hallway Ponzo illusion, a 3D greyscale corridor was first 
generated using Adobe Photoshop CS6 (Version 13.0; Thomas Knoll and 

Collaborators, 2017). The image was scaled to 1080 ´ 1080 pixels with the 

rest of the screen filled with black. Depending on the condition, a bar (4.49° ´ 

0.26°) was superimposed either at the front (5.94° below the centre of the 

screen) or the back (0.65° above the centre of the screen) of the corridor, such 

that the bar (target stimulus) would be perceived as nearer/shorter, or 
further/longer to the participant (Figure 2-2A). To avoid adaptation, the bar 
flashed between black and white at 2.5Hz. 

Stimuli were presented in blocks comprising 1s fixation prompt, 10s 
corridor background (background-only period), 16s corridor background with 
flashing bar (illusory period) and 6s fixation-only interval (Figure 2-2B). The 
fixation-prompt interval was introduced because the position of the fixation dot 

(diameter of 0.13°) varied across conditions; it was positioned such that it 

would always appear at the centre of the bar. During the flashing bar interval, 
the fixation dot turned grey to maintain visibility, but remained white otherwise. 
Each run contained a total of eight blocks, such that each condition appeared 
four times. The order of the conditions was pseudo-randomised without 
replacement. All participants except one completed ten runs of the main fMRI 
experiment; S10 completed eight runs only. 

Participants were asked to fixate on the fixation dot at all times and to 
press a button on a MR-compatible response box when the bar flashed to red 
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for 200ms (probability of.008 every 200ms). Eye movements were monitored 
as in the retinotopic experiment. 

 
2.2.1.2.3 Behavioural task 

To measure the perceptual effect of the illusion, participants completed 
20 trials of an adjustment task inside the scanner after the main fMRI 
experiment. The stimulus dimensions were identical, with the front and back 
bars presented at the same time. Participants were asked to adjust a test bar 
until it matched the size of a reference bar using a MR-compatible response 
button box. They had unlimited viewing time and were free to scan with their 
eyes between the two bars. 

In half of the trials, the front bar was the test, and in the other half, the 
back bar was the test, while the second bar was the reference. The order of 
conditions was pseudo-randomised without replacement. In each trial, a grey 
fixation dot was centred on the bar that required adjustment. The test bar was 
varied as the size ratio of test over reference   with variation drawn from a 

Gaussian distribution with - = 1 and . = 0.25. 
 
2.2.1.3 MRI data acquisition 

All functional and anatomical images were acquired on a Siemens 
Avanto 1.5T MRI scanner with a customised 30-channel head coil (32-channel 
with two anterior channels removed to avoid restriction of view). Functional 
images were collected using T2*-weighted multi-band 2D echo-planar imaging 
sequence (Breuer et al., 2005) centred around the occipital cortex (TR = 

1000ms, TE = 55ms, flip angle = 75°, 36 transverse slices, acceleration factor 

= 4, FOV = 96 × 96 voxels) at a resolution of 2.3mm isotropic voxels. Slices 
were tilted to be approximately parallel to the calcarine sulcus to ensure 
coverage of the occipital cortex, and the occipital-temporal and inferior parietal 
cortices. 
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Figure 2-2 Stimuli for the Ponzo experiment.  

(A) The two black bars are of equal length, but the bar at the back of the corridor would be 
perceived as longer than the bar at the front. (B) Block design for the fMRI experiment. The 
target flashed between black and white at 2.5Hz. Target signal was obtained by contrasting 
background periods with illusory periods. 
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Functional images for the retinotopic mapping procedure were acquired 
across three runs (490 volumes per run). For the main experiment, all 

participants except one completed ten runs (274 volumes per run); one 
participant completed eight runs. The first ten volumes of each run were 
discarded to allow for the fMRI signal to reach equilibrium. Except for two 
participants, data for retinotopic mapping and the main experiment were 
acquired in two separate sessions. This was not considered a major issue for 
the interpretation of the data, given that pRF estimates are quite stable across 
sessions (Senden et al., 2014; van Dijk et al., 2016; Benson et al., 2018). 

A high-resolution anatomical image was acquired per participant using 
T1-weighted, magnetisation-prepared rapid acquisition with gradient echo 
(MPRAGE) sequence (TR = 2730ms, TE = 3.57ms, 176 sagittal slices, FOV = 
256 × 256 voxels) at a resolution of 1mm isotropic voxels. 
 

2.2.2 Analyses 

2.2.2.1 fMRI preprocessing 

All functional images were preprocessed with SPM12 using default 
parameters (Version 6685; Wellcome Trust Centre for NeuroImaging). The 
images were bias-corrected for intensity inhomogeneities, realigned, 
unwarped and co-registered to the high-resolution anatomical scan. The fMRI 
time series for each voxel were linearly detrended and z-score normalised; 
these were averaged across runs for the retinotopic mapping procedure and 
concatenated across runs for the main experiment. 

Functional data were projected onto a 3D reconstruction of cortical 

surfaces using FreeSurfer (Version 5.3; Dale, Fischl and Sereno, 1999; Fischl, 
Sereno and Dale, 1999). For each vertex in this cortical surface model, I used 
the affine transformation to identify the corresponding voxel in the functional 
images falling at the medial position between the grey-white matter boundary 
and the pial surface. All subsequent analyses, including projection to the 
surface, pRF analysis and reconstruction analyses, were done with custom 
MATLAB code, SamSrf Toolbox (Version 5.84 for pRF analysis; Version 6.19 
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for back-projection; https://osf.io/mrzqy/). Only vertices in the occipital lobe 
were included in subsequent analyses. 

 
2.2.2.2 pRF (encoding model) estimation 

The pRF estimation was based on a modelling procedure (Figure 2-1B) 
following Dumoulin and Wandell (2008), where pRF location and size for each 
vertex of the surface mesh was modelled as a two-dimensional Gaussian 
function %(#, 4): 

%(#, 4) = *!'
(&!&!)"#(*!*!)"

+," - 
 
where (#., 4.)  denotes the pRF centre position and the standard 

deviation, . , is the pRF size. The pRF parameters for each vertex were 
estimated through a two-step fitting procedure. 

In the coarse-fitting step, 7650 plausible pRF profiles were first 

generated through an extensive grid search (15 #. values × 15 4. values × 34 

. values). The #. and 4. values stepped from -8.925° to 8.925° with a step 

size of 1.275°; . values stepped logarithmically from 0.18° to 17°. Next, a time 

series was generated for each parameter combination by calculating the 
overlap between the pRF profile and a binary mask (100 × 100 pixels) 
corresponding to the stimulus location on the screen. The predicted time series 

was convolved with a canonical haemodynamic response function (HRF) that 
is the average of individual HRFs (5 = 26) previously obtained by de Haas and 
colleagues (2014). It has been shown that the use of canonical and 
individualised HRFs produced similar results (van Dijk et al., 2016). Pearson 
correlation was calculated between each predicted time series and the 
observed time series for data that had been spatially smoothed on the 
spherical surface mesh with a kernel (full-width at half maximum, FWHM) of 
5mm. The parameters that produced maximal correlation while surviving the 
goodness-of-fit threshold (7+ > .05) were entered into the next fitting stage. 

In the fine-fitting step, the three pRF parameters obtained from the 
coarse fit were used as seed values for further optimisation, which involved 
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minimising the sum of squared errors between the predicted and the 
unsmoothed observed time series using a simplex-based optimisation method 

(Nelder and Mead, 1965; Lagarias et al., 1998). This fine fit also included a 
fourth parameter, 9, which estimated the response amplitude of the time series. 
The final parameter maps were then smoothed across the   spherical surface 
with a kernel (FWHM) of 3mm. The smoothed parameters maps were 
projected onto a spherical model of each hemisphere for visualisation and 
delineation of visual areas. 
 
2.2.2.3 Delineation of visual areas 

Delineation was done separately for each cortical hemisphere. V1 was 
delineated based on smoothed polar angle, eccentricity and field sign maps 
using the SamSrf toolbox. The reversals of polar angle indicated the 
boundaries between V1 and V2 (Sereno et al., 1995). V1 was delineated as 
full hemifield maps within the calcarine sulcus. 
 
2.2.2.4 Reconstructing size percept 

2.2.2.4.1 Block design analysis 

The concatenated time series from the Ponzo experiment were entered 
into a general linear model (GLM) using SamSrf. Boxcar regressors were 
defined for each of the conditions and convolved with the canonical HRF (de 
Haas et al., 2014). Six motion regressors and a global covariate were also 
included in the GLM. To isolate the signal for the target bar stimulus, 
background-only periods were contrasted with the illusory periods for each of 
the condition. Responses were smoothed across the   spherical surface with a 
kernel (FWHM) of 3mm. Only V1 vertices surviving the goodness-of-fit 
threshold (7+ > .05 ) during pRF estimation were included in subsequent 
analyses. 
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2.2.2.4.2 Sliding window analysis: quantifying size signature 

Given pRF estimates, it was possible to identify vertices whose pRFs 
fall within the target location. This was identical across both conditions in terms 

of the visual field locations, and thus the retinotopic representation, because 
the fixation position changed between conditions. If V1 encodes veridical size, 
the response profile for these vertices should therefore be similar across 
conditions. However, if V1 encodes apparent size based on retinotopic location 
as hypothesised, this should result in spatially different response profiles (i.e. 
for an apparently larger stimulus, responses should extend more peripherally 
relative to an apparently smaller stimulus). 

To quantify the neural representation of the target, I sampled V1 
responses across the target location (i.e. along the horizontal meridian) using 
a sliding window approach. Specifically, I sampled an averaged response of 

V1 vertices with its pRF centre falling within a moving window (1° × 0.5°) that 

stepped across the horizontal meridian at a step size of 0.1° (Figure 2-3A). 

The height of the window was roughly double that of the stimulus height (0.26°). 

Since the sampled responses should be roughly symmetrical about the vertical 
meridian, responses were further collapsed across the left and right hemifields 
to increase the signal-to-noise ratio; this produced a signature that reflected 
the neural representation of the target (Figure 2-3B). 

This neural signature could be well described by fitting a one-
dimensional Gaussian function %(#) using ordinary least squares: 

 

%(#) = : + 9*
!(&!/)"
+,"  

 
where the four parameters corresponded to baseline (: ), response 

amplitude (9 ), peak location (- ) and spread (. ). Given the bars differed 
primarily in their perceived length (i.e. how far they extended into the left and 
right visual field), the hypothesis predicts a difference in the spread of the size 
signatures, where the perceptually longer bar would have a greater . value 
compared to the perceptually shorter bar. To avoid fitting responses unrelated 

to the target, vertices beyond 4.5° eccentricity were not included. This was 
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chosen as the bar extended ~2.25° into the left and right visual field, which 

corresponded to the edge of the stimulus-evoked response. 
The parameters were first fit for a group-level signature where mean 

window responses were collapsed across participants and conditions, such 
that the same seed was used for all conditions. The group-fit parameters were 
then used as seed values for fitting curves to the signatures of individual 
participants, this was done separately for each condition. 
 
2.2.2.4.3 Back-projection: visualising the size signature 

For a more intuitive reconstruction, the neural responses of the targets 
were back-projected into visual space. Using a searchlight summary 
procedure (Stoll, Finlayson and Schwarzkopf, 2020), a grid was first generated 

to cover the   visual space (up to 8° eccentricity) with a 0.1° horizontal and 

vertical spacing between grid points. A 1° radius ‘searchlight’ centring around 

each grid point was used to sample and average responses from all vertices 
with pRF centres falling within the searchlight. Each searchlight was weighted 

based on the count and inverse distance of the pRFs from the searchlight 
centre; this was reflected in the saturation level of the heat map. The 
responses were pooled across participants to reconstruct apparent size 
perception at the group level   (Figure 2-3C). 
 
2.2.2.4.4 Response prediction: simulating size signature 

Next, I tested whether the representation of the apparent size percept 
was similar to what one would predict for a physical stimulus of the perceived 
size. Previous studies compared fMRI responses of apparent size changes 
with those for physical size difference (Murray, Boyaci and Kersten, 2006; 
Fang et al., 2008). Here I used a similar approach that compared the observed 
response with the predicted response based on simulated physical size 
differences and subject-wise pRF models. 

Vertex-wise predicted responses were generated by calculating the 

overlap between pRF profiles measured for each participant and a set of binary 
masks (270 × 270 pixels) corresponding to various bar lengths (Figure 2-5A). 
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This is effectively the same procedure as the pRF model used to predict the 
response of pRFs to the mapping stimulus, but using a set of hypothetical bar 

lengths. A total of 135 masks were created where the bar height was held 
constant and the bar length increased symmetrically from the centre of the 

mask, at a step size of 0.128°, until it spanned the width of the mask (~8.5°). 

Sliding window profiles (stepping from −8° to +8°) were then generated for 
each possible bar length using the same window dimension and step size as 
the analysis for the observed responses, except here the responses were not 
collapsed across the   hemifields. Each of the predicted sliding window profiles 
was then correlated with the observed sliding window profile (also stepping 
from −8° to +8°) to determine the simulated bar length that best   matched   the 
apparently longer and apparently shorter representation. Vertices with pRF 

falling outside of the screen dimension (8.5°) were excluded from all sliding 

window analyses. 
 

2.2.2.5 Behavioural analysis 

To estimate the perceptual effect, I first determined the linear size ratio 
of adjusted test size over veridical   size for each trial in the psychophysical 
experiment; this was then log transformed where a size ratio of 0 indicates 
there is no illusory effect. If participants experienced the illusion as intended, 
the adjusted size ratio should be positive for trials where the front bar was 
adjusted to match the back bar, or negative when the back bar was adjusted 

to match the front bar. The sign for the latter trial type was inverted before the 
adjusted sizes were averaged across trials to obtain a measure of the illusory 
magnitude for each participant. This was compared to the fMRI effect. 
 
2.2.2.6 Eyetracking analysis 

Eye movement was monitored across all experiments. As a control 
analysis, I also analysed eyetracking data for the Ponzo experiment to ensure 
there were no systematic differences in eye movement across conditions. 

Eyetracking data consists of horizontal and vertical eye positions 
collected at every refresh (1/60s). Slow drifts in the eyetracking time series 
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were detrended using a ‘model-free’ sliding window approach (previously 
described in Stoll, Finlayson and Schwarzkopf, 2020). Similar to the 

reconstruction sliding window analysis above, here I defined a window (width 
of 10s) that stepped across the   eyetracking time series (step size of 1s) where 
I calculated the median of all position samples falling within a given window. 
This gave rise to a vector of ‘local medians’ reflecting the drift, which could 
then be subtracted from the original time series to obtain the detrended time 
series. Note that the first window was rightbounded only and the last window 
was leftbounded only. Given participants alternated fixation position within the 
same run depending on the condition, detrending was performed per stimulus 
interval (i.e. one block of background-only period + illusory period). 

Following detrending, eye position data were pooled across runs for 
each condition and visualised as a two-dimensional histogram (bin size of 

0.05°), where the number of position samples falling within each bin was 

summed and normalised to have a maximum value of 1. I also estimated eye 

position variability for each participant by calculating the median absolute 
deviation of horizontal and vertical positions per run. 
 

2.2.3 Results 

2.2.3.1 V1 response signature differed between illusion conditions 

The neural signature of the target stimulus was reconstructed using a 
sliding window procedure. Briefly, V1 responses for each participant and 
condition were sampled in a step-wise fashion across the target location, 
where responses were collapsed across the hemifields to produce a 
quantifiable size signature and fit with a Gaussian function. Here, the spread 
(.) parameter reflected the extent of the neural activation, and I asked whether 
this relates to the perceived target size (i.e. bar length). 

Paired sample t-tests were used to compare the fit Gaussian 
parameters between the two conditions. As predicted by the hypothesis, 
spread (.) was significantly – albeit modestly – different between conditions 
(>(9) = 2.34, @ = 0.044 ). I also compared the peak location (- ), response 



 99 

amplitude (9) and baseline (:) parameters as well as the goodness-of-fit (7+), 
but since I did not formulate a priori hypotheses about these parameters, these 

tests were corrected for multiple comparisons (corrected significance 
threshold: 0.05 4⁄ = 0.0125 ). I found a significant difference in response 
amplitude (>(9) = 3.42, @ = 0.008), but no significant difference in baseline 
(>(9) = −2.17, @ = 0.058). This amplitude effect may be related to low-level   

background differences across conditions (see 2.2.3.2). No significant 
difference was found for peak location, (>(9) = −1.51, @ = 0.166) or goodness-
of-fit (>(9) = 1.38, @ = 0.200). While mean goodness-of-fit was relatively high 
(0.95 and 0.93 for the back and front bar signatures, respectively), it was also 
clear that the Gaussian model could not satisfactorily characterise all individual 
signatures due to substantial idiosyncrasies in signature shape (Figure 2-4). 
Using unsmoothed data or fitting separately to each hemifield produced worse 
fits but comparable results (see 2.2.3.5). 

While the greater spread for the apparently longer bar was in line with 
the hypothesis (and found in eight out of ten participants), the spread 
parameter does not distinguish the direction of spread as it simply describes 
the width of the Gaussian response. The direct read-out   model explicitly 
predicts a shift of the stimulus boundary (i.e. an ‘outward’ spread for an 
apparently longer bar), while the difference in spread here may be confounded 
by a difference in baseline or response amplitude (see averaged signatures in 
Figure 2-3A). To test for a shift in the stimulus boundary (or outward spread), 

I estimated the position of the boundary for each signature by calculating the 
horizontal position at which the response was at half maximum (defined as the 
mean of the maximum and minimum value within the curve). There was no 
significant difference in boundary position between the apparently longer and 
shorter bars (>(9) = 1.43, @ = 0.186). 
 
2.2.3.2 Condition-dependent suppression may obscure shift in boundary 

The lack of significant outward spread contradicted previous findings 
showing apparent size can be encoded through a shift in the response 
corresponding to the object boundary. Notably, for the averaged size signature 
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(Figure 2-2B), while the difference in response amplitude and spread was 
clearly visible within the target location, the signatures appeared to overlap in 

the region immediately outside the stimulus boundary. This could be indicative 
of response suppression near the stimulus boundary in the back bar condition, 
consistent with the back bar signature having a marginally (albeit non-
significantly) lower baseline according to the sliding window analysis. Such 
suppression could obscure a shift in the stimulus boundary. To explore this 
possibility, I compared the mean response difference of vertices whose pRFs 

fall within and outside the stimulus boundary (0−2.25° versus 2.25−4.5°, 

collapsed across the hemifields) and found the response gap to be significantly 
greater within the boundary (>(9) = 2.99, @ = 0.015). 
 
2.2.3.3 Perceptual bias estimates differed between trial types 

Perceptual bias was measured inside the scanner using the MoA after 
the main fMRI experiment. This was expressed as a size ratio of test over 
reference in log units. The magnitude of this bias was in line with the illusory 
effect in that the back bar was always perceived as longer than the front bar. 
Interestingly, when participants adjusted the length of the front bar, the bias 
was significantly greater (C*D5 = 0.22, E>F = 0.051) than when they adjusted 
the back bar ( C*D5 = 0.16, E>F = 0.035 ; >(9) = 3.29, @ = 0.009 ). This 
suggests either an over- or underestimation of bias in one of the trial types. 
Perceptual effect (averaged across trial types) did not correlate with 
differences in fit spread (back bar . − front bar .; G = −0.53, @ = 0.116, 5 =
10), nor the difference in outward spread (G = −0.01, @ = 0.985, 5 = 10) 
 
2.2.3.4 Simulated physical sizes did not predict percept 

Using vertex-wise pRF profiles, predicted sliding window profiles were 
obtained for various simulated bar lengths and correlated with the observed 
sliding window profiles to determine the physical stimulus boundary that 
maximally correlated with the front and back bar representation (Figure 2-5A). 
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Figure 2-3 Group-level data for the Ponzo experiment.  

(A) Based on estimated pRF locations, responses were sampled from V1 vertices falling 
within a moving window that stepped horizontally across the target location. Due to signal 
dropout around fixation, the neural representation of the target resembled two ‘humps’. The 
x-axis denotes the window centre. The y-axis showed mean responses of vertices within a 
window; here, mean responses were averaged across participants to portray the group-level 
signature. The vertical dotted lines denote the physical stimulus boundaries. (B) Responses 
were collapsed across hemifields to increase signal-to-noise ratio and fit with a Gaussian 
curve, where I hypothesise that the spread (σ) parameter would reflect the perceived target 
size (bottom panel). As expected, the number of vertices per window decreased across 
eccentricity, although all windows contained on average a minimum of 65 vertices (top panel). 
(C) For visualisation, V1 responses were also back-projected into visual space with the target 
location superimposed. Red denotes positive responses relative to baseline. Blue denotes 
negative responses. (D) The perceptual effect did not correlate with the fMRI effect (i.e. 
difference in the outward spread of size signatures). 
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Figure 2-4 Fit of fMRI response signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of vertices per 
window ranged from 15–1379. The vertical dotted lines denote stimulus boundaries. Shaded regions denote bootstrapped 95% CI (1000 iterations). Substantial 
idiosyncrasies in signature shapes meant that the Gaussian function could not adequately or consistently characterise all signatures (notably, S4 or S7). 
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On average, the predicted stimulus boundary for the back bar (!"#$ =
3.05°, ,-. = 0.68) was not different from the front bar (!"#$ = 3.08°, ,-. =

0.70; -(9) = −0.58, 6 = 0.576). Differences in predicted sizes based on these 
predicted response signatures did not correlate with the perceptual effect (7 =
0.42, 6 = 0.223, $ = 10 ), nor with differences in the spread parameter in 
individual curve fits (7 = 0.27, 6 = 0.452, $ = 10). 

 
2.2.3.5 Findings were robust to variants of sliding window procedures 

The reconstruction analysis was predicated on the Gaussian model 
being able to capture qualitative differences in the shape of the signatures; 
hence, the procedure was guided by maximising goodness-of-fit. Using the 
mean across pRFs to aggregate response within the window provided 
substantially better fits than using the median ( -(9) = 2.66, 6 = 0.026 ; 
collapsed across conditions). Using unsmoothed data resulted in worse fits 
(albeit non-significantly) compared to using smoothed data (-(9) = −2.03, 6 =

0.072 ), although the general trend for the Gaussian fit parameters was 

preserved (baseline: -(9) = −1.90, 6 = 0.089 ; response amplitude: -(9) =
3.31, 6 = 0.009 ; peak location: -(9) = −1.16, 6 = 0.276 ; spread: -(9) =
1.93, 6 = 0.086). 

Fitting separately to each hemifield resulted in worse fits in some 
participants, presumably due to a reduced signal-to-noise ratio. Mean 
goodness-of-fit was 0.93 and 0.92 for the back and front bar in the left 
hemisphere, and 0.84 and 0.91 in the right hemisphere, respectively. I 
compared fit parameters for fMRI response signatures with ;! > 0.80 (17 out 
of 20 hemispheres), and results were comparable with fits collapsed across 
the hemifields. Given this was an exploratory analysis, the tests here were 
corrected for multiple comparisons (corrected significance threshold: 0.05 5⁄ =

0.01). Baseline for the back bar was significantly lower than the front bar 
( -(16) = −3.11, 6 = 0.007 ), consistent with background-induced response 
suppression. Both response amplitude (-(16) = 5.46, 6 < 0.001) and spread 
(-(16) = 3.64, 6 = 0.002) were significantly greater for the back bar than the 
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front bar. There was no significant difference in peak location ( -(16) =
−1.76, 6 = 0.097), or goodness-of-fit (-(16) = 0.20, 6 = 0.846). 

 
2.2.3.6 Asymmetric loss of eyetracking signal in the front bar condition 

Eyetracking data consisted of horizontal and vertical eye positions 
collected at every screen refresh. Prior to analysis, I noted substantial data 
loss (>20%) in four out of ten participants, where data loss appeared to be 
more pronounced in the front bar condition. To determine the relative extent of 
data loss in each of the conditions, I calculated the log ratio of the number of 
position samples between the two conditions, where a value greater than 0.1 
or less than -0.1 was deemed as unbalanced. Following this criteria, five out 
of ten participants (including the four with substantial data loss) were deemed 
to have unusable eyetracking data. For the remaining participants, eye position 
appears to be were roughly stable around fixation (Figure 2-6A), although for 
S1 and S9, there appeared to be greater variability in the eye position along 
the vertical axis in the front bar condition (Figure 2-6B). 

 

2.2.4 Discussion 

The current experiment tested whether apparent stimulus size in a 
hallway Ponzo illusion could be reconstructed based on the retinotopic location 
of peak responses in V1. Retinotopic locations were estimated using pRF 
modelling (Dumoulin and Wandell, 2008), and pRF location estimates were 
used to identify and sample vertices falling within the target location. Here 
neural signatures of the target were reconstructed using a sliding window 
procedure and quantified with a Gaussian curve. While the neural signature 
for the apparently longer stimulus showed a greater spread, there was no 
peripheral extension in the response corresponding to the stimulus boundary 
as predicted by the direct read-out model. However, this failure to replicate 
previous findings likely reflected flaws in stimulus designs as opposed to being 
evidence against existing findings, as highlighted by the unexpected 
differences between the front and back bar signatures. 
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Figure 2-5 Response prediction based on simulated physical bar lengths.  

(A) Predicted sliding window profiles were obtained for varying bar length by calculating the 
overlap of all pRFs in the target location with a corresponding binary mask (stimulus aperture 
exaggerated for illustrative purpose). These were correlated with the observed sliding 
window profiles to find the physical bar length that best matched the observed response. (B) 
Heat map showing correlation coefficients across various bar lengths; the x-axis denotes the 
stimulus boundary (or bar length divided by two). Yellow indicates positive correlation, and 
blue indicates negative correlation. The direct read-out   model would predict maximal 
correlation to be shifted more peripherally for the apparently larger stimulus. 
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Figure 2-6 Eyetracking analysis for the Ponzo experiment.  

Only participants with at least 80% eyetracking data and balanced sampling across 
conditions are shown. (A) Eye position distribution visualised as 2D histograms for each 
condition. Here the warmest colour reflects the most fixated region. (B) Median absolute 
deviation (MAD) for the horizontal and vertical eye positions across runs; filled diamonds 
denote averaged MAD across runs. 
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In particular, while the back bar signature showed a significantly greater 
response than the front bar (which could reflect an amplitude-based size 

encoding mechanism), this was oddly restricted to the stimulus region. For 
many participants, the response difference rapidly diminished following the 
crossing of the stimulus boundary, and in some, led to a reversal in signal 
strength. The latter observation was likely contributed by a marginally lower 
baseline in the back bar signature, which was also not predicted by the 
hypothesis. Together, these findings suggest there may be response 
suppression immediately outside of the stimulus boundary that was exclusive 
to the back bar signature, which could in turn obscure any shift in stimulus 
boundary predicted by the direct read-out model. What might have caused this? 
The specific pattern of response suppression could be explained by low-level 
differences in the stimulus background between the two conditions. 

For example, given that the perspective cue consisted of high contrast 
grid lines, which became more closely packed towards the back of the corridor, 
this could reflect surround suppression by iso-oriented stimuli (Blakemore and 
Tobin, 1972; Nelson and Frost, 1978). This was difficult to rule out in the 
reconstruction analysis given that a minimum height of the sliding window was 
required to sample a sufficient number of vertices. Alternatively, the back bar 
condition could have an inflated baseline outside of the stimulus boundary due 
to the sharp change in luminance (from light corridor floor to dark walls), which 
could then manifest superficially as response suppression when the baseline 

was subtracted from blocks of interest. In both scenarios, an outward shift in 
stimulus boundary representation would have been obscured. It is worth 
mentioning that the stimulus was initially chosen for its effectiveness and 
reliability in evoking a strong illusory effect across individuals, and its 
magnitude was likely enhanced by the grid lines, which acted as strong 
perspective cues and reference points. Retrospectively, a stimulus balancing 
low-level confounds against illusion strength would have been advised. Finally, 
it is also possible that the neural signatures genuinely reflected the target 
response in V1, which may be more strongly characterised by veridical size 
representation. 
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While the direct read-out model did not predict the increase in response 
amplitude for the apparently longer bar, it was also not entirely surprising given 

previous studies have shown response amplitude could correlate with object 
size, perceived or veridical (Pooresmaeili et al., 2013; Weidner et al., 2014). 
Given an increase in response amplitude has not been consistently observed 
across studies, this could reflect a confound between response amplitude and 
spread, where the two are especially hard to dissociate for stimuli that covered 
a large and continuous portion of the visual field (e.g. filled circles). This is 
because an outward shift in response distribution could come from either a 
shift in the cortical representation of edges or an increase in response 
amplitude coupled with non-linear saturation of fMRI response. This particular 
confound was noted in the original study showing apparent size representation 
in V1 using spheres (Murray, Boyaci and Kersten, 2006); it motivated a follow-
up study using ring stimuli instead (Fang et al., 2008), which would not suffer 
from the same confound because any non-linear saturation in fMRI signal 
would affect response both inside and outside of the ring, thus preventing an 
asymmetric shift in response distribution. The risk of such a confound does not 
discount the possibility that the object size could be coded by response 
amplitude. 

In contrast to previous studies showing a positive correlation between 
fMRI and perceptual effects (Fang et al., 2008; Pooresmaeili et al., 2013; He 
et al., 2015), here the fMRI-based size effect did not reflect individual 

perceptual bias. In addition to the limitations noted above, several other factors 
may have prevented consistent quantification of either the fMRI or the 
perceptual effect. Firstly, while the Gaussian function produced relatively good 
fits for most participants, the neural representation of a bar-shaped stimulus 
resulted in substantial idiosyncrasies in signature shape, which proved difficult 
for consistent fitting and hence estimation of spatial spread. 

Secondly, for the adjustment task, an asymmetry was observed in that 
front adjusting trials produced substantially greater bias estimates. 
Interestingly, the same asymmetry (also in a Ponzo illusion) has recently been 
observed in a study involving 98 naïve participants (Cretenoud, Francis and 



 109 

Herzog, 2020). One possibility is that participants were fixating on the test 
stimulus while adjusting its size to match the reference in the periphery, even 

though they were instructed to move their gaze freely between stimuli to 
compare the two. The difference in bias estimates was in line with upper and 
lower visual field asymmetry, where visual performance is generally better in 
the lower visual field (e.g. Levine and McAnany, 2005; Greenwood et al., 2017), 
which could be related to eccentricity-dependent differences in pRF size 
between the upper and lower visual field (Silva et al., 2018; Benson et al., 
2020). Alternatively, participants may have used the background inadvertently 
as reference for adjustment. Given the back bar spanned exactly the width of 
the corridor, this may have promoted an underestimation of bias in the back-
adjusting trials. 

Thirdly, the illusory effect might have differed between the behavioural 
and fMRI paradigm. In the fMRI task, only one target was shown at a time, 
while in the adjustment task, both targets were presented concurrently. It has 
been shown that a direct comparison of targets in the Ebbinghaus and Muller-
Lyer illusions (where both targets are subject to contextual effects) could lead 
to superadditive effects, where bias estimated using direct comparison was 
greater than the sum of separate comparisons (Foster and Franz, 2014). While 
the origin of superadditivity is not yet clear, direct and separate comparison 
paradigms differ at least in attentional load and the availability of reference. 
Relatedly, one study showed greater working memory loads led to a stronger 

Ebbinghaus effect, presumably because the participants were less able to 
ignore distractors (de Fockert and Wu, 2009). While superadditivity has not 
been demonstrated directly in a Ponzo illusion, it is still plausible that inter-
individual variability in superadditive effects could prevent consistent 
estimation of perceptual bias in the current experiment. 

Finally, while eyetracking analysis could only be performed for half of 
the participants, the results suggest there may be greater variability in eye 
position along the vertical axis compared to the horizontal axis in the front bar 
condition, at least for two participants. Note that participants were given a 1s 
fixation-prompt period to change fixation position prior to the onset of a new 
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stimulus block. The difference in variability could therefore reflect a 
combination of greater data loss in the front bar condition in general and an 

insufficiently long fixation-prompt period (i.e. participants could still be making 
vertical eye movement after the onset of a new stimulus interval). Given the 
fixation prompt was immediately followed by the background-only period, 
‘residual’ eye movement could contaminate baseline response. While there 
was no a priori reason to think eye movement would differ systematically 
across conditions given the stimulus was static, the quality of eyetracking data 
could not be used to support a conclusion either way. 

To summarise, methodological flaws in stimulus and task design limited 
what could be concluded about apparent size representation in a hallway 
Ponzo illusion. Nonetheless, the current experiment demonstrated successful 
proof-of-concept for the model-based reconstruction approach. By combining 
voxel-wise pRF models with response during stimulus perception, it was 
possible to reconstruct neural signatures with high granularity and to predict 
responses for a hypothetical stimulus, which could be used to infer causes of 
the observed response. Given V1 apparent size representation has been 
demonstrated several times using the Ponzo illusion and related depth cues 
(Murray, Boyaci and Kersten, 2006; Fang et al., 2008; Sperandio, Chouinard 
and Goodale, 2012), next I looked to answer a novel question with this 
reconstruction technique. Experiment 2-2 aimed to address the above 
limitations while extending the study of V1 apparent size representation to the 

Muller-Lyer illusion, which is thought to arise from spatial averaging of position 
in the periphery (Morgan, Hole and Glennerster, 1990; Morgan and 
Glennerster, 1991). 
  



 111 

2.3 Experiment 2-2: Muller-Lyer illusion 

2.3.1 Materials and methods 

2.3.1.1 Participants 

Ten participants (six from Experiment 2-1; five females; age range 23–
49 years; two left-handed) took part in the experiment. All participants had 

normal or corrected-to-normal vision and provided informed, written consent 
prior to participation. The study was approved by the University College 
London Research Ethics Committee. 
 
2.3.1.2 Stimuli and task 

As in Experiment 2-1, stimuli were generated using MATLAB R2014a 
(Version 8.3; The MathWorks Inc., 2014) and Psychtoolbox (Version 3.0.11; 

Brainard, 1997) and projected onto a screen (36.8 ́  20.2cm; resolution at 1920 

´ 1080 pixels) at the back of the scanner bore and were viewed through a 

mirror mounted on the head coil at a distance of 67cm. This resulted in a 

screen size of 30.7 ´ 17.1°. 

Retinotopic maps (i.e. voxel-wise pRF location and size estimates) were 
similarly obtained for all participants (see 2.2.1.2). 
 
2.3.1.2.1 Muller-Lyer experiment 

A dot-variant of the Muller-Lyer illusion was generated (Figure 2-6A). 
The target stimuli were two black dots (diameter of 0.64°) equidistant from a 

white fixation dot (diameter of 0.16°) positioned at the centre of the screen with 

the rest of the screen filled with grey. The ‘shaft’ length or centre-to-centre 

distance between the target dots was 8° (i.e. target to fixation distance of 4°). 

Depending on the condition, eight contextual dots were positioned at a 45° 

polar angle from the target dots such that they formed two inward or two 
outward fins. Following the effect of a classical Muller-Lyer illusion, the inward 
fins would cause the target dots to appear closer together (i.e. a shorter shaft), 
while the outward fins would cause the target dots to appear further apart (i.e. 
a longer shaft), respectively. The centre-to-centre distance between a target 
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and contextual dot, or between two contextual dots was 1.36°. To evoke robust 

responses and avoid adaptation effects, the target dots flashed between black 
and white at 2.5Hz, but the contextual dots remained black at all times. 

The dot-variant Muller-Lyer illusion was preferred over the classical 
version (consisted of lines) following challenges in Experiment 2-1 to fit a bar-
shaped stimulus; it was thought the neural representation of circles would be 
better characterised by a Gaussian function. Since the target dots in a dot-
variant Muller-Lyer illusion effectively correspond to the stimulus borders (or 
shaft ends) in a classical Muller-Lyer illusion, the hypothesis would predict a 
peripheral shift in peak response for an apparently longer shaft. This would 
also avoid the issue of confounding response amplitude with spread, as 
mentioned in the Discussion for Experiment 2-1. 

Stimuli were presented in blocks each comprising 10s presentation of 
contextual dots without target dots (background-only period), 16s of flashing 
target dots with contextual dots (illusory period), followed by a 6s fixation-only 

period. Each run contained a total of eight blocks, such that each condition 
appeared four times. The order of the conditions was pseudo-randomised 
without replacement. All participants completed ten runs of the main fMRI 
experiment. 

The fixation dot was positioned at the centre of the screen throughout 

the run. To ensure fixation, two tiny circles (diameter: 0.02°) appeared around 

the fixation dot (probability of.001 at every refresh) such that it would form the 
percept of a Mickey Mouse logo in four possible orientations for a period of 
167ms. Participants were asked to fixate on the fixation dot at all times and to 
press a button when they saw an upright Mickey Mouse logo. To ensure 
attention on the target dots, the target dots occasionally flashed to either red, 
green, blue or yellow (probability of.0025 every 200ms). Participants had to 
press a button when they turned red. Eye movements were monitored as in 

Experiment 2-1. 
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2.3.1.2.2 Behavioural task 

Participants completed 48 trials of an adjustment task in the scanner 
after the main fMRI experiment. The reference stimuli were either target dots 

with outward fins, inward fins or without any context. The target dots flashed 
at the same rate as in the fMRI experiment with matched stimulus dimensions. 
The test stimuli were always white and without context. The test and reference 
stimuli were placed side-by-side on-screen. There were six trial types (3 
references × 2 reference/test location) with eight trials per trial type. The order 
was pseudo-randomised without replacement. Participants were asked to 
adjust the distance between the test dots until it matched the distance in the 
reference through a MR-compatible response button box. The distance 
between test dots (i.e. shaft length) was varied as a binary logarithm of the 
size ratio of test over reference   with variation drawn from a Gaussian 
distribution with @ = 1 and A = 0.25. Participants had unlimited viewing time 
and were asked to freely scan with their eyes between the stimuli during 
adjustment. 
 
2.3.1.3 MRI data acquisition 

Functional images and high-resolution anatomical scans were collected 
using the same parameters as in Experiment 2-1. For the Muller-Lyer 
experiment, 266 volumes were collected per run, with a total of ten runs. Data 
for retinotopic mapping and the main fMRI experiment were acquired in 
separate sessions; this was not considered an issue given that pRF estimates 
are stable across sessions (Senden et al., 2014; van Dijk et al., 2016; Benson 
et al., 2018). As the high-resolution anatomical scan was collected in the same 
session as the retinotopic mapping, an additional fast MPRAGE scan was 
collected after the main fMRI experiment to aid co-registration (TR = 1150ms, 
TE = 3.6ms, 80 sagittal slices). 
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2.3.2 Analyses 

2.3.2.1 fMRI preprocessing 

The preprocessing steps were identical as in Experiment 2-1, except for 
co-registration. Depending on which provided adequate co-registration, 

functional images from the main experiment were either co-registered directly 
to the high-resolution anatomical scan, or co-registered first to the fast 
MPRAGE (acquired within the same session) before co-registration to the 
high-resolution anatomical scan. 
 
2.3.2.2 Reconstructing size percept 

Block design analysis was identical to Experiment 2-1. Here the 
concatenated time series from the Muller-Lyer experiment were entered into a 
GLM using SamSrf. Boxcar regressors were defined per condition and 
convolved with the canonical HRF (obtained from de Haas et al., 2014). The 
GLM further included six motion regressors and a global covariate. Signal for 
the target stimuli (central flashing dots) was isolated by contrasting 
background-only periods with illusory periods. This was followed by smoothing 
across the   spherical surface mesh (FWHM of 3mm) and selection of vertices 

surviving a minimum goodness-of-fit threshold (;! > .05) in the pRF model. 
Neural responses to the two apparent shaft length conditions (i.e. the 

perceived distance between target dots) were back-projected   for visualisation 
and quantified using a sliding window analysis similar as in Experiment 2-1. 
Window size and sampling range were adjusted according to target stimulus 

dimensions. Target dots (0.64° in diameter) were centred on 4° eccentricity in 

the left and right visual field. A 1° × 1° window stepped across the horizontal 

meridian at a step size of 0.1°, where responses of pRFs with centres falling 

within the window were sampled and averaged. Responses between 1.5° and 

6.5° eccentricity were collapsed across the left and right hemifields and fit with 

a Gaussian function. 
The response profiles of apparent shift were compared with predicted 

responses to simulated physical shifts. As in Experiment 2-1, predicted 
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responses were obtained by overlaying pRF profiles with a total of 130 binary 
masks corresponding to various simulated dot locations (distance increased 

by 0.128° per mask, growing symmetrically across the left and right hemifield). 

The sliding window profiles for the predicted responses were then correlated 
with the observed responses to determine the physical target distance that 
best matched   the apparent location shift. Vertices with pRF falling outside of 

the screen dimension (8.5°) were excluded from all sliding window analyses. 

 
2.3.2.3 Behavioural analysis 

Participants adjusted the distance between test dots (without context) 
to match the reference dots (outward fins, inward fins or without any context). 
The perceptual effect for each context was calculated by log transforming the 
linear size ratio of the adjusted distance over the   reference distance. To find 
the perceptual effect of the illusion (i.e. perceived difference in dot location 
between inward versus outward fins), the separate effects for the outward- and 
inward-fins context were summed (i.e. outward size ratio – inward size ratio, 
where the inward size ratio should be negative) to obtain perceptual bias. 
 
2.3.2.4 Eyetracking analysis 

Eyetracking data for the Muller-Lyer experiment were analysed as in 
Experiment 2-1. Given there was no change in fixation position across 
conditions, here sliding window detrending was performed per run. 
Eyetracking data corresponding to the dummy volumes (first 10s of each run) 
was discarded. Eye position distribution in each condition (data pooled across 
runs) was similarly visualised using a two-dimensional histogram (bin size of 

0.05°). Eye position variability was estimated using median absolute deviation 

(MAD) of horizontal and vertical positions across runs. 
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2.3.3 Results 

2.3.3.1 V1 encodes apparent size (position) retinotopically 

Responses were sampled using a sliding window procedure, collapsed 
across the   hemifields and fit with a Gaussian curve for each individual, as in 

Experiment 2-1 (Figure 2-7). Here apparent shaft length (or apparent dot 
location) should be reflected in the peak location (@) of the neural signatures. 
As predicted, averaged peak location (in degrees of visual angle) was 
significantly greater for the outward-fins (!"#$ = 4.49°, ,-. = 0.395) than for 
the inward-fins condition (!"#$ = 3.98°, ,-. = 0.552; -(9) = 6.33, 6 < 0.001), 
in line with the perceived difference in the target location. No significant 
differences were found for other fit parameters (baseline (C): -(9) = −1.88, 6 =

0.093 ; response amplitude (D ): -(9) = 1.80, 6 = 0.105 ; spread (A ): -(9) =
1.48, 6 = 0.174; or goodness-of-fit (;!): -(9) = −1.20, 6 = 0.260. These tests 
were corrected for multiple comparisons with the corrected significance 
threshold at 0.05 4⁄ = 0.0125. Mean goodness-of-fit was 0.94 and 0.96 for the 
outward and inward fin signatures, respectively. 

The above analysis assumed responses to be roughly symmetrical 
about the veridical meridian. As a control analysis, I also tried fitting separately 
to each hemifield (treating each hemisphere independently), which resulted in 
worse fits but produced similar results overall. Mean goodness-of-fit was 0.81 
and 0.89 for the outward- and inward-fins condition in the left hemisphere and 
0.93 and 0.94 in the right hemisphere, respectively. The apparent difference 
in goodness-of-fit between the hemispheres was driven by an outlier, and was 
not reflected in median goodness-of-fit (0.92 and 0.91 for the outward and 

inward condition in the left hemisphere, and 0.93 and 0.95 in the right 
hemisphere, respectively). Next, I compared fit parameters for size signatures 
with ;! > 0.80  (16 out of 20 hemispheres), where each hemisphere was 
treated independently. Given no a priori hypotheses were formulated, the tests 
were corrected for multiple comparisons with the corrected significance 
threshold at 0.01. As predicted, peak location was significantly greater for 
targets with outward fins ( -(15) = 5.58, 6 < 0.001 ), while no significant 
difference was found for baseline ( -(15) = 1.00, 6 = 0.332 ), response 
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amplitude (-(15) = −1.01, 6 = 0.328), spread (-(15) = −1.09, 6 = 0.292), or 
goodness-of-fit (-(15) = 0.30, 6 = 0.770). 

 
2.3.3.2 Modest evidence that perceptual effect and fMRI effect are linked 

The perceptual effect (i.e. perceived shift in dot location) was estimated 
using an adjustment task. Averaged perceptual effect was in line with the 
illusory effect, where dots with outward fins (!"#$ = 4.18°, ,-. = 0.158) were 
perceived as further apart than with no fins (!"#$ = 3.99°, ,-. = 0.070), which 
was in turn further apart than with inward fins (!"#$ = 3.77°, ,-. = 0.208). 
Bias estimates from the control trials were not significantly different from 
reference stimulus ( -(9) = −0.67, 6 = 0.520 ). The perceptual effect also 
showed a positive correlation with the fMRI effect (outward @ − inward @) but 
this was not statistically significant (7 = 0.51, 6 = 0.133, $ = 10; Figure 2-6D). 
 
2.3.3.3 Residual contextual signals partially account for signature shift 

While the difference in fit peak location was interpreted as a shift in 
the neural representation of the target location, the signature shift could 
similarly arise from sampling of residual contextual signals (i.e. the response 
to the fins). I used the term residual because the stimulus was designed 
purposely to control for this possibility (i.e. through a baseline of 10s context-
only period and selective flashing of the target dots – and not the contextual 
dots). Nonetheless, contextual signals could survive the contrast if, for 
example, there are interactions between the target and context during the 
illusory period that could not be accounted for by the context-only baseline. 

To check whether residual contextual signals contributed to the 

difference in fit @ , I sampled contextual signals by defining four 2.5° × 2° 

regions of interest covering the fin dots location in the four quadrants (Figure 
2-8A). I then averaged responses of pRFs with centres falling inside these 
regions as an estimate of these residual contextual signals. There was no 
significant correlation between the difference in residual contextual signals and 
the difference in fit location of the response to target dots (7 = 0.17, 6 =
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0.641, $ = 10). This suggests residual contextual signals did not systematically 
drive the shift in target responses. 

To further check against this possibility, I applied a more stringent 
sampling criterion for the sliding window analysis (Figure 2-8B) by imposing a 
threshold on the maximum pRF size in addition to the location criteria. The 
goal was to exclude pRFs that overlapped significantly with the contextual 
stimuli. I first applied a lenient size-sampling criterion to exclude vertices 

whose pRF size (i.e. pRF A) exceeded 1° before re-fitting the size signature; 

this would prevent pRF with significant overlap with the outer contextual dots. 
On average, 92% of vertices survived this threshold – although for one 
participant, there were instances where no pRFs passed the sampling criteria 
for a particular window (i.e. an empty window). Given it was unclear how this 
affected the fitting, this participant was excluded from subsequent analyses. 
The difference in peak location was preserved (-(8) = 5.55, 6 < 0.001), and 
the fMRI effect still showed a positive, albeit non-significant, correlation with 

the perceptual effect (7 = 0.56, 6 = 0.117, $ = 9). 
 Next, I used a highly stringent size sampling criterion, which included 
only vertices whose pRF size – when taking into account its pRF location – did 

not exceed the height of the sliding window. Given each window extended 0.5° 

into the upper and lower visual field (i.e. height of 1°), this amounted to 

selecting vertices where 6;EF ∨ +6;EA < 0.5°  (assuming pRFA  is always 

positive). Here only 35% of the original pRFs (based on location sampling 
criteria alone) survived thresholding. This excluded pRFs with significant 
overlap with all contextual dots. Four participants were excluded from 
subsequent analyses for having empty windows. The difference in fit peak 
location was reduced and no longer significant (-(5) = 2.14, 6 = 0.086); the 
correlation between fMRI and perceptual effect was still in the expected 
direction (7 = 0.43, 6 = 0.394, $ = 6). The reduction (but not abolition) of target 
shift suggests the residual contextual signal only partially accounts for the fMRI 
effect. 
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2.3.3.4 Predicted responses of simulated shifts in line with perceptual effect 

Sliding window profiles of observed response (driven by apparent shift) 
and predicted response (based on a simulated physical shift) were correlated 

to determine the physical dot locations that maximally correlated with the 
neural signatures (Figure 2-6F). In line with the perceptual effect, the mean 
predicted location for the outward-fins condition (!"#$ = 4.36°; ,-. = 0.716) 
was significantly greater than for the inward fins (!"#$ = 3.86°; ,-. = 0.615; 
-(9) = 4.79, 6 < 0.001.) However, across participants, there was no significant 
correlation between predicted shift and apparent shift as inferred from the 
sliding window signatures (7 = 0.37, 6 = 0.298, $ = 10), nor between predicted 
shift and perceptual effect measured behaviourally (7 = 0.29, 6 = 0.420, $ =

10). 
 
2.3.3.5 No systematic differences in eye movement across conditions 

Eyetracking analyses showed no systematic differences in eye position 
distribution or variability across conditions (Figure 2-10). In contrast to 
Experiment 2-1, there was also no significant data loss nor unbalanced data 

sampling across conditions in any of the participants. 
 

2.3.4 Discussion 

Here I tested whether the apparent target location in a Muller-Lyer 
illusion could be reconstructed based on the retinotopic location of V1 
responses. Using a similar reconstruction analysis as in Experiment 2-1, I 
showed that relative to targets with inward fins, the peak response for targets 
with outward fins was centred at a location in V1 corresponding to a more 
peripheral location of the visual field. The direction and magnitude of this effect 
were in line with the averaged perceptual effect, although the non-significant 
correlation between fMRI effect and perceptual effect suggests the method 
may not have been sufficiently sensitive in predicting individual differences 
precisely. An accurate prediction at the level of individual participants would 
need to show a much stronger correlation.  
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Figure 2-7 Stimuli and group-level data for the Muller-Lyer experiment.  

(A) Dot-variant Muller-Lyer illusion. The target dots (white) are spaced equidistantly, but the 
outward/inward fins cause the target dots to appear further apart/closer together. (B) Group-
level sliding window signature collapsed across hemifields and fit with a Gaussian function. 
Here apparent target location was reflected by the peak location, or fit μ (º). The vertical 
dotted line denotes the physical target location. In line with the illusory effect, targets with 
outward fins appeared more peripherally located. (C) Back-projection of V1 responses with 
physical target locations (white circles) superimposed. (D) The fMRI effect (difference in fit μ) 
correlated positively (although non-significantly) with the perceptual effect. I Predicted sliding 
window profiles were obtained for various simulated target locations (stimulus aperture 
exaggerated for illustrative purpose). These were correlated with the observed sliding 
window profiles to find the physical target locations that best matched the observed response. 
(F) Heat map showing correlation coefficient across various target locations. Yellow indicates 
positive and blue indicates negative correlation. The best correlation for the two conditions 
was in line with the illusory effect. 
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Figure 2-8 Fit size signatures (bottom panels) and number of vertices per window (top panels) for all participants. All spatial parameters, including fit μ, are 
expressed in degrees of visual angle (º). The number of vertices per window ranged from 5 to 405. The vertical dotted lines denote target location. Shaded 
regions denote bootstrapped 95% CI (1000 iterations). 
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Figure 2-9 Control analysis for the Muller-Lyer experiment.  

(A) Residual background signals were sampled by averaging response of pRF whose centres 
fell within the coloured boxes. The difference in residual background signal did not correlate 
with the difference in target location, or fit μ (º). (B) Shift in neural signature was reduced after 
applying a more stringent sampling criterion, excluding pRFs with significant overlap with the 
contextual stimuli. 
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However, the change in spatial distribution of peak response driven by 
apparent location shift resembled predicted responses based on a simulated 

physical shift. This suggests that apparent and veridical size (or position) share 
a neural representation in V1. Results from the current experiment supported 
the direct read-out model and showed that findings of a representation of 
apparent size in V1 can be generalised to the Muller-Lyer illusion, with the 
broader implication that V1 responses may contribute to conscious perceptual 
experience. 

Notably, the shift in neural representation was reduced following the 
exclusion of vertices whose pRFs overlapped with contextual dots. This 
suggests that the shift in target location could be partially attributed to sampling 
of residual background signals. Such local effect is less compatible with 
misapplied size constancy scaling theory (Gregory, 1963) and more consistent 
with the idea that size (or position) distortion arises from spatial pooling of 
contextual signal in the periphery (Morgan, Hole and Glennerster, 1990; 
Morgan and Glennerster, 1991; Bulatov et al., 2009; Zeman et al., 2013), 
where the diminishing shift may reflect a reduction in local contextual 
interaction. Another clue to the spatial pooling effect is an outward shift bias, 
where the outward fins appeared to exert a stronger outward ‘pull’ than inward 
fins could exert an inward ‘pull’. This could be seen in the averaged size 
signatures, where peak response in the inward-fins condition centred around 
the veridical location of the dots, while peak response in the outward-fins 

condition appears to be shifted outward. This effect is consistent with 
peripheral neurons having greater receptive field size. 

It was difficult to assess the exact contribution of residual background 
signals to neural signature shift because exclusion of vertices prevented 
proper fitting and quantification of the location, but at least some shift appeared 
to be preserved even with the most stringent sampling criteria. This suggests 
there may be a genuine change in the spatial coding of target location beyond 
just a spatial pooling effect, such as through retinotopic reorganisation (Ni, 
Murray and Horwitz, 2014; He et al., 2015). Alternatively, there may be a 
spatial pooling effect that could not be captured based on how pRF size was  



 124 

 
Figure 2-10 Eyetracking analysis for the Muller-Lyer experiment.  

All participants retained at least 80% of eyetracking data and had a similar number of position 
samples in both conditions. (A) Eye position distribution visualised as 2D histograms for each 
condition. (B) Median absolute deviation (MAD) for the horizontal and vertical eye positions 
across runs; filled diamonds denote averaged MAD across runs.  
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modelled in the current experiment – for example, if such an effect is mediated 
through long-range horizontal connections in V1, which has been estimated to 

cover regions up to eight times greater than the classical receptive field (Gilbert 
and Wiesel, 1979, 1983; Gilbert et al., 2000; Stettler et al., 2002). The current 
experiment could not distinguish if the Muller-Lyer effect originated in V1 or 
depended on top-down inputs. My result is however consistent with the 
centroid extraction account and therefore consistent with the idea that spatial 
pooling at least partially accounts for the change in apparent size in the Muller-
Lyer illusion. 
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2.4 Chapter discussion 

A number of studies have shown that V1 could encode apparent object 
size retinotopically, where apparent object size could be inferred from peak 

responses corresponding to apparent stimulus boundary (Murray, Boyaci and 
Kersten, 2006; Fang et al., 2008; Sperandio, Chouinard and Goodale, 2012; 
Pooresmaeili et al., 2013); I have termed this ‘the direct read-out   model’. 
However, with the exception of one study that used size adaptation, existing 
studies have generally demonstrated V1 apparent size representation through 
manipulation of depth cues. Using a model-based reconstruction approach – 
which benefits from having explicit assumptions about how a feature might be 
encoded – the current study aimed to test if V1 apparent size representation 
could be generalised to the Muller-Lyer illusion that might be generated via a 
non-depth-related   mechanism. 

As a first step to validate this novel technique, Experiment 2-1 tested 
apparent size reconstruction in V1 using a hallway Ponzo illusion, a conceptual 
replication of previous reports (e.g. Murray, Boyaci and Kersten, 2006). Using 
voxel-wise pRF models, Experiment 2-1 showed it was possible to reconstruct 
neural signature of the target stimulus and exploit idiosyncrasies in the fMRI 
effect by testing for covariation with the perceptual effect. Furthermore, it was 
possible to predict an individual’s response to a simulated stimulus size, which 
allowed comparisons between the actual response signature to apparent size 
and predicted size signatures. Conventionally, similarity between physical and 
apparent object representation has been examined by measuring brain 

response to a physical stimulus matched in spatial attributes to the percept; 
however, for practical purposes, experimenters generally presented the same 
physical stimulus to all participants approximated by the averaged perceptual 
effect. This ignores known idiosyncrasies in visual perception (e.g. Kanai and 
Rees, 2011). In contrast, the pRF-driven response prediction approach could 
preserve inter-individual variability in perceptual experience (and its 
corresponding neural representation) by predicting response to a range of 
possible percepts. 
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There are at least two ways in which pRF-driven predicted responses 
could be related to the observed response. In the current study, I identified the 

predicted neural signature (based on a particular simulated stimulus size) that 
best correlated with the reconstructed signatures in each of the conditions; the 
idea is that the difference in best-matched signatures should only correlate 
with the difference in reconstructed signatures if the simulated signatures 
could consistently capture variability in the reconstructed signatures. An 
alternative approach would be to select just one simulated signature based on 
an individual’s perceptual effect and look at how similar it is to the 
reconstructed signature. Both approaches would allow determination of the 
similarity between representations of apparent and (simulated) physical stimuli. 
The former approach, however, provides an additional way of testing where 
variability in a neural signature comes from, as we could compare a number 
of response predictions that vary only in the spatial attribute of interest. The 
point is that model-based response predictions are built on explicit models that 
allow direct inference of its causes, although this approach is also predicated 
on having a reasonable initial model; in this case, the quality of an individual’s 
pRF map would have direct impact on the quality of such a prediction. 

Aside from demonstrating the validity of the reconstruction technique, 
Experiment 2-1 also highlighted a number of issues related to stimulus and 
task designs, which likely prevented a successful replication of previous 
findings using a hallway Ponzo illusion. Notably, these include: the choice of a 

bar-shaped stimulus, which prevented consistent quantification of the 
reconstructed signature and introduced potential confound between response 
amplitude and spread; low-level background differences across conditions, 
which likely obscured the predicted fMRI effect; differences in how the target 
was presented in the fMRI and behavioural paradigms, which could result in a 
difference in perceptual effect across paradigms; and changes in fixation 
position across conditions, which increased the risk of response contamination 
from eye movement. 

The above issues were addressed in Experiment 2-2; in particular, the 
use of a dot-variant Muller-Lyer illusion gave rise to target neural signatures 
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that could be better fit and quantified by a one-dimensional Gaussian model. 
Following this, I showed that the averaged shift in reconstructed signatures 

was consistent with the illusory magnitude of the Muller-Lyer illusion. This shift 
also coincided with the shift calculated from the best-matched simulated 
physical sizes. This provided evidence for a common mechanism for size 
representations through retinotopic organisations in V1. 

As noted, a key rationale for using the Muller-Lyer illusion is that it could 
have a low-level origin (Morgan, Hole and Glennerster, 1990; Morgan and 
Glennerster, 1991; Bulatov et al., 2009; Zeman et al., 2013) in contrast to 
stimuli used in previous studies that might have depended on size-distance   

scaling (but see Pooresmaeili et al., 2013). Gregory (1963) famously argued, 
however, that even simple line drawings could contain perspective cues, and 
that size constancy scaling could serve as a unifying explanation for 
geometrical illusions. In the case of a classical Muller-Lyer illusion, the inward 
and outward fins could resemble convex and concave corners of a 3D space, 
which could be perceived as nearer or further in depth. Despite this, evidence 
has since emerged to suggest both the classical Muller-Lyer illusion and its 
variants are more consistently accounted for by inappropriate centroid 
extraction (Morgan, Hole and Glennerster, 1990; Morgan and Glennerster, 
1991), which is likely a result of response pooling in the periphery. This is also 
consistent with a study that shows adaptation to low spatial frequency gratings 
significantly reduced the Muller-Lyer effect, presumably because larger 

receptive fields were no longer performing spatial pooling effectively (Carrasco, 
Figueroa and Willen, 1986). 

More recently, Howe and Purves (2002, 2004, 2005a, 2005b) argued 
that geometrical illusions such as the Muller-Lyer, Ebbinghaus and the 
Delbourf could be accounted for by scene statistics. The crux of their 
methodology involved examining the probabilistic distribution of specific 
geometry in a range-image database. For example, they showed that 
particular configurations of the Muller-Lyer stimuli arise at different probabilities 
in natural scenes, such that the configuration inducing a larger perceived size 
is associated with a physically larger ‘shaft’ and vice versa.  
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Probabilistic accounts of vision suggest a large amount of visual 
information, including object properties, could be extracted from low-level 

feature covariance alone. Given that depth correlates strongly with scene 
spatial frequency, it could even be possible for size perception to ‘bypass’ 
explicit size-distance scaling. In an extreme version of this idea, the hallway 
Ponzo illusion could work by reweighting spatial frequency channels in early 
visual areas, such that a further object is processed primarily by small 
receptive fields and a nearer object by larger receptive fields; this could lead 
to a difference in size perception in two ways. Firstly, larger receptive fields 
are known to underestimate object size, while smaller receptive fields provide 
more accurate size judgement; the illusion could thus arise from an 
underestimation of the apparently nearer object (Moutsiana et al., 2016). 
Secondly, receptive fields could shift closer together or further apart in 
response to local spatial frequency information, instead of being mediated by 
a top-down feedback mechanism as postulated by Ni and colleagues (2014); 
this would lead to more neurons encoding the apparently further object and 
fewer neurons for the apparently nearer object. 

There is some evidence that feature representation in high-level 
category-selective regions undergoes context-dependent weighting such that 
the same sets of features can be used to distinguish all object categories, 
hence minimising representational redundancy (Prince and Konkle, 2020). In 
theory, such context-dependent reweighting could be implemented as early as 

V1 using low-level image statistics; this would provide a temporal and 
computational advantage in the processing of seemingly complex scenes. 
While current evidence suggests the Ponzo illusion likely depends on some 
top-down effects (Fang et al., 2008; Song, Schwarzkopf and Rees, 2011; Ni, 
Murray and Horwitz, 2014; Chen et al., 2018), this is not mutually exclusive 
with a low-level account of the illusion. Indeed, while I have interpreted low-
level background differences between conditions as a confound in Experiment 
2-1, there is also the possibility such differences could play a role in driving the 
hallway Ponzo illusion. 
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While V2 and V3 have also been implicated in apparent size 
representation (Pooresmaeili et al., 2013; He et al., 2015), the current study 

focused on V1 as I was employing a novel procedure, and the effect was most 
consistently found in V1. Complete hemifield maps in V1 permitted response 
sampling along the horizontal meridian with little signal dropout. It is well-
established that angles near the meridians of discontinuous maps tend to be 
less represented, such as the vertical meridian in V1, or the horizontal and 
vertical meridians in V2 and V3 (e.g. Benson et al., 2018). Furthermore, stimuli 
placed along the horizontal axis also benefit from greater cortical magnification 
factor compared to the vertical axis (Benson et al., 2018, 2020; Silva et al., 
2018). Despite the focus on V1, apparent size representation is unlikely to be 
unique here given V2 and V3 are known to inherit at least some aspects of the 
spatial representation from V1 (Felleman and van Essen, 1991; Dougherty et 

al., 2003; Wandell, Dumoulin and Brewer, 2007). In practice, it may also simply 
be more difficult to distinguish subtle changes in the spatial distribution of 
responses driven by apparent size representations in V2 and V3 due to the 
coarser visual field maps. 

Finally, it could be argued that by using a dot variant of the Muller-Lyer 
illusion, the current study tested apparent position as opposed to apparent size 
representation. Given both size and position could be inferred from object 
boundaries, they are likely represented via similar mechanisms, at least for the 
representation of static objects. Evidence is less consistent around the 

representation of apparent position shift induced by visual motion, partially 
because existing fMRI studies have generally favoured decoding-based 
analyses (Fischer, Spotswood and Whitney, 2011; Maus, Fischer and Whitney, 
2013; Kohler, Cavanagh and Tse, 2017; Liu et al., 2019). While these provide 
increased sensitivity for detecting subtle effect, they are also more sensitive to 
eye-movement confounds, especially for response in early visual areas 
(Thielen et al., 2019). Furthermore, decoding models are agnostic as to how a 
feature might be represented. In the next chapter, I used a similar model-based 
reconstruction approach to test if MIPS effects could be represented in early 
visual areas under the direct read-out model.  
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Chapter 3 Reconstructing apparent position perception 

3.1 Introduction 

Position perception is strongly influenced by visual motion (Whitney, 

2002). There is now an abundance of illustrations for how motion signals can 
reliably induce apparent position shift. These effects have been collectively 
termed motion-induced position shifts, or MIPS (e.g. Hess, 1904; Pulfrich, 
1922; Fröhlich, 1924; Ramachandran and Anstis, 1990; de Valois and de 
Valois, 1991; Whitney and Cavanagh, 2000; Tse and Hsieh, 2006; Cavanagh 
and Anstis, 2013; Lisi and Cavanagh, 2015). This interaction appears to be 
bidirectional – just as motion can induce apparent position shift, position 
changes can similarly induce apparent motion (e.g. Burr, 1979; 
Ramachandran and Anstis, 1983). Such dependency may have evolved for 
real-time object localisation where delays in signal transmission can be 
compensated for (Nijhawan, 1994). 

Given that MIPS depends on both temporal and spatial dimensions, 
stimulus mislocalisation   could reflect changes in either the temporal or spatial 
coding, or both. Notable examples of latency-based effects include the Hess 
effect (1904) and the Pulfrich effect (1922). Both are thought to arise from more 
rapid processing of high contrast stimuli relative to low contrast ones (Wilson 
and Anstis, 1969). However, the majority of MIPS effects are inconsistent with 
a purely temporal account. For example, position mislocalisations in the 
moving window effect (Ramachandran and Anstis, 1990; de Valois and de 

Valois, 1991) or the curveball illusion (Lisi and Cavanagh, 2015) appear to 
depend on erroneous integration of local and global motion signals and/or 
misattribution of the source of motion signals (Tse and Hsieh, 2006; Shapiro 
et al., 2010; Kwon, Tadin and Knill, 2015). Likewise, effects such as the flash-
lag and flash-drag are likely generated via a combined change in spatial and 
temporal coding, where the perceived spatial offset is driven by motion 
extrapolation of the moving stimulus, which could be processed with shorter 
latency than the flashed stimulus (Eagleman and Sejnowski, 2000, 2007; 
Jancke, Erlhagen, et al., 2004; Hogendoorn and Burkitt, 2018; Subramaniyan 
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et al., 2018; Hogendoorn, 2020). What is less clear is how and where such 
mislocalisations are represented in the visual system, and if different MIPS 

have shared representations. 
Attention appears to be necessary for inducing apparent position shifts 

in some cases (Cavanagh, 1992; Lu and Sperling, 1995; Watanabe, Sato and 
Shimojo, 2003; Shim and Cavanagh, 2005; Tse et al., 2011; Cavanagh and 
Anstis, 2013) but not others (Whitney and Cavanagh, 2000; Khurana, 
Watanabe and Nijhawan, 2000; Whitney, 2005; Fukiage, Whitney and 
Murakami, 2011; Haladjian, Lisi and Cavanagh, 2018). This has led to the 
postulation of independent ‘low-level’ versus ‘high-level’ motion systems 
(Cavanagh, 1992; Lu and Sperling, 1995). However, it has been argued high-
level motion effects only appear as an isolated system when the stimulus of 
interest generates uninformative low-level motion signals. In such instances, 
high-level motion effects would still rely on low-level   positional signals (Kwon, 
Tadin and Knill, 2015). Attention-based motion effects may therefore constitute 
evidence that attention is required for integrating motion and positional signals 
across levels, as opposed to evidence for modularity or distinct 
representations. Consistent with this, one study showed that when competing 
global and local motion signals are available, local motion signals exert 
stronger influence over positional   judgement even when they are not 
consciously experienced (Kohler, Cavanagh and Tse, 2015). 

Nishida and Johnston (1999) speculated that motion and position 

information may be exchanged through anatomical connections between MT 
and V1/V2 (Shipp and Zeki, 1989a, 1989b), given that perceived position can 
be more precisely encoded in early visual areas. While MT has consistently 
emerged as an important candidate for mediating MIPS (McGraw, Walsh and 
Barrett, 2004; Fischer, Spotswood and Whitney, 2011; Maus et al., 2013; Maus, 
Fischer and Whitney, 2013; Liu et al., 2019), evidence for MIPS representation 
in early visual areas is mixed (Whitney et al., 2003; Whitney and Bressler, 2007; 
Fischer, Spotswood and Whitney, 2011; Kosovicheva et al., 2012; Kohler, 
Cavanagh and Tse, 2017; Liu et al., 2019; Ge et al., 2020) 
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Effect-specific representation may partially account for the conflicting 
evidence. Using variants of the moving window effect and the curveball illusion, 

several fMRI studies suggest perceived position information may be encoded 
in early visual areas, although these may not be represented in the same way 
as matched physical position shifts (Whitney et al., 2003; Whitney and Bressler, 
2007; Fischer, Spotswood and Whitney, 2011; Liu et al., 2019). Using the 
flash-drag effect, one study found that responses for apparent and physical 
shifts significantly correlated in MT, but not early visual areas (Maus, Fischer 
and Whitney, 2013). This was, however, reversed in fMRI studies using the 
flash-grab effect, which found neural signatures for motion-induced and 
physical shift highly correlated in early visual areas (Kohler, Cavanagh and 
Tse, 2017; Ge et al., 2020), while no significant correlation was found in MT 
(Kohler, Cavanagh and Tse, 2017). Consistent with this, orientation adaptation 
could be induced by perceptually mislocalised gratings, which suggests 
apparent position shift in the flash-grab effect is represented as early as V1, 
although this likely depended on feedback mechanisms (Kosovicheva et al., 
2012; Ge et al., 2020). 

One key difference between the curveball illusion and flash-based 
effect is that the former requires motion integration over a longer duration, 
while the latter could, in theory, be supported by orientation- and direction-
selective cells in early visual areas (Whitney and Cavanagh, 2000; Chung et 

al., 2007; Cavanagh and Anstis, 2013). Another difference is that saccades 

are directed to the physical motion paths in a curveball illusion (Lisi and 
Cavanagh, 2015), while for the flash-grab or flash-drag effect, saccades are 
directed to displaced targets (Zimmermann, Morrone and Burr, 2012; van 
Heusden et al., 2018); the difference in perceptual and motor coupling could 
point to different origins. While MIPS effects in general are likely dependent on 
feedback mechanisms (Liu et al., 2009; Ge et al., 2020; McGraw et al., 2004; 
Maus et al., 2013a; Cavanagh and Tse, 2019), there is still no consistent 
picture for if and how MIPS are represented in early visual areas. 

The knowledge gap is driven in part by the fact that most fMRI studies 
on MIPS used decoding-based techniques. Decoding-based techniques are 
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renowned for their sensitivity; however, they are also agnostic as to how a 
mental process or a percept is encoded (Naselaris, 2011). While cross-

decoding analyses can provide some insights into the overlap between 
apparent and physical position representation (e.g. Liu et al., 2019; Ge et al., 
2020), these are ultimately measures of similarity; they do not reveal how 
either percept is encoded, except they are similar. This may be difficult to 
interpret, especially because fMRI responses do not always correspond with 
perceptual outcome (Whitney et al., 2003; Whitney and Bressler, 2007). 
Decoding-based techniques are also inherently opportunistic (Poldrack, 2011); 
as such, decoding in early visual areas is prone to eye-movement confounds 
(Thielen et al., 2019). Given the difference in saccadic movement across MIPS, 
it is unclear if the discrepancies in findings reflect either this confound or 
genuine heterogeneity in how the effects are represented. 

I have shown in Chapter 2 that it was possible to reconstruct the 
apparent position of a stationary stimulus in a dot-variant Muller-Lyer illusion 
based on retinotopic locations of peak responses in V1, in line with a direct 
read-out model where apparent spatial features could be ‘read out’ from spatial 
distribution of neural activity. Using a similar procedure, the current study 
aimed to test whether MIPS in the curveball illusion (Experiment 3-1) and the 
flash-lag effect (Experiment 3-2) could be reconstructed based on the 
retinotopic location of responses in early visual areas. This followed the same 
procedure as experiments in Chapter 2 – I first defined voxel-wise spatial 

selectivity using pRF modelling before measuring responses during stimulus 
perception in early visual areas such that neural signatures representing MIPS 
could be reconstructed based on pRF locations. The reconstructed signatures 
could then be compared to perceptual effect and predicted response based on 
simulated physical shifts in positions to test if (1) early visual area responses 
reflected the group-level   perceptual effect and/or captured inter-individual 
variability, and (2) early visual area representations of MIPS resembled those 
predicted for simulated physical shifts. 

The advantage of this model-based reconstruction approach is two-fold. 
Firstly, it makes explicit assumptions about how the brain encodes the 
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perceived position shift. Even though previous fMRI studies showed, using 
decoding techniques, that early visual areas could discriminate between 

different perceived positions, it was not clear exactly how this information was 
encoded or in what way this representation was similar to that of physical 
position shifts. Secondly, unlike decoding techniques that are opportunistic in 
nature, the model-based approach is less susceptible to eye-movement 
confounds. This is because the model-based approach allows responses to 
be sampled selectively based on the modelled features of a voxel; variability 
in the observed response can also be compared against what is predicted by 
the model to understand what is driving the effect. In short, model-based 
analysis interprets the response given a set of features, while decoding-based 
analysis infers features given the response – regardless of whether such 
response is relevant to the task or not. 
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3.2 Experiment 3-1: Curveball illusion 

3.2.1 Materials and methods 

3.2.1.1 Participants 

Ten participants (seven females; age range 20–48 years; two left-
handed) took part in the experiment. All participants had normal or corrected-

to-normal vision and provided informed, written consent prior to participation. 
The study was approved by the University College London Research Ethics 
Committee. 
 
3.2.1.2 Stimuli and task 

Stimuli were generated using MATLAB R2014a (Version 8.3; The 
MathWorks Inc., 2014) and Psychtoolbox (Version 3.0.11; Brainard, 1997), 

and projected onto a screen (36.8 ´ 20.2cm; resolution at 1920 ´ 1080 pixels) 

at the back of the scanner bore and were viewed through a mirror mounted on 

the head coil at a distance of 67cm, resulting in a screen size of 30.7 ´ 17.1°. 

 
3.2.1.2.1 Retinotopic mapping 

Retinotopic maps (i.e. voxel-wise pRF location and size estimates) were 
obtained for all participants as in the experiments in Chapter 2. 
 
3.2.1.2.2 Curveball experiment 

The stimuli generated were based on the double-drift   stimulus shown in 
a previous study (Lisi and Cavanagh, 2015; Figure 3-1A). Here four Gabor 
patterns (sinusoidal gratings within a Gaussian envelope) with a wavelength 

of 0.4° and 100% contrast were presented on a uniform grey background. The 

standard deviation of the Gaussian envelope was 0.192°. A black fixation dot 

(0.13°) was presented at the centre of the screen. One Gabor pattern was 

placed in each visual quadrant such that their positions were always mirrored 
across the vertical and horizontal meridian. The four Gabor patterns travelled 

simultaneously at a speed of 2.88°/s (external motion) for 2.5 seconds from 

the edge of the screen towards the horizontal meridian along a vertical path 
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with a horizontal position of 4° from the vertical meridian, covering a distance 

of 7.2° (no reversal). The internal gratings were oriented either vertically or 

horizontally and drifted with a temporal frequency of 10Hz (internal motion). 
Therefore, they drifted either orthogonally to the motion path, such that the 
Gabor patterns appeared to travel outwards from its physical path (illusory 

stimulus) or in the direction opposite to the motion path such that the Gabor 
patterns did not appear to deviate from its physical path (control stimulus). It is 
worth noting that while a previous fMRI study has used counterphase flickering 

for their control stimulus (Liu et al., 2019), this was not used in the current 
study as interactions between flicker and motion have been shown to be the 
strongest for stimuli in the periphery with flicker frequencies above 10Hz – 
which could introduce unwanted perceived position shifts in random directions 
(Erlikhman et al., 2019). 

Stimuli were presented in blocks. Each run started with an initial 15s 
fixation-only period, followed by six repeats of a 15s stimulus period, a 1s 
fixation-only interval, another 15s stimulus period and a final 15s fixation-only 
period. During the stimulus periods, either the illusory or the control stimulus 
was presented, where the Gabor patterns travelled their path a total of six 
times (2.5s per trip). The order of the stimulus conditions was pseudo-
randomised without replacement. All participants completed eight runs of the 
main fMRI experiment. 

To ensure fixation, the fixation dot occasionally flashed to red, green or 
blue for 333ms (probability of 0.001 every refresh, or 0.0167s). Participants 
were asked to fixate on the fixation dot at all times and to press a button on a 
MR-compatible response box when the fixation dot turned red. To ensure 
attention on the stimuli, participants also had to press a button when the spatial 

frequency of the Gabor patterns decreased to a wavelength of 0.32° for the 

duration of a trip (probability of 0.1 per trip). Eye movements were monitored 
using an MR-compatible SR Research EyeLink 1000 eye tracker with data 
sampled at 60Hz. 
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3.2.1.2.3 Behavioural task 

The perceptual effect was measured using an adjustment task inside 
the scanner after the main fMRI experiment (10 trials per condition). 

Participants adjusted the distance between two squares (0.2° × 0.2°) along 

the horizontal meridian to match the last seen horizontal position of the stimuli. 
The initial position of the adjustment squares was centred on the horizontal 

position of the physical motion path (i.e. 4° eccentricity) and varied based on 

a Gaussian distribution of " = 1  and % = 0.1 . To avoid adaptation in the 
periphery, the squares flashed between red and light grey at a rate of 2.5Hz. 

To prevent participants from using the adjustment squares as position 
references, the squares were hidden during stimulus presentation and were 
only made visible 800ms after stimulus offset. There was no time limit, and 
participants had the option of replaying the stimulus motion. The order of the 
conditions was pseudo-randomised without replacement. 

Given the adjustment task only captured the last seen position of the 
stimuli. During debriefing, participants also indicated by drawing on a piece of 
paper, the perceived motion path of the stimuli in the two conditions outside 
the scanner. 
 
3.2.1.3 MRI data acquisition 

Functional images and high-resolution anatomical scans were collected 
using the same parameters as in experiments in Chapter 2. Participants 
completed eight runs of the main fMRI experiment (301 volumes per run). The 

first ten volumes of each run were discarded to allow for the fMRI signal to 
reach equilibrium. Data for retinotopic mapping and the main experiment were 
acquired in two separate sessions; pRF estimates are generally stable across 
sessions (Senden et al., 2014; van Dijk et al., 2016; Benson et al., 2018). 
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3.2.2 Analyses 

3.2.2.1 fMRI preprocessing 

All functional images were preprocessed with SPM12 using default 
parameters (Version 6685; Wellcome Trust Centre for NeuroImaging), and 3D 

surface models of the surface were created using FreeSurfer (Version 5.3; 
Dale, Fischl and Sereno, 1999; Fischl, Sereno and Dale, 1999); see 2.2.2.1 
for more details. All subsequent analyses, including projection to the surface, 
pRF analysis and reconstruction analyses, were done with custom MATLAB 
code, SamSrf Toolbox (Version 5.84 for pRF analysis; Version 6.19 for back-
projection; https://osf.io/mrzqy/). Only vertices in the occipital lobe were 
included in subsequent analyses. Final statistical inference was conducted in 
JASP (Version 0.8.5.1). 
 
3.2.2.2 Delineation of visual areas 

Separately for each cortical hemisphere, V1, V2 and V3 were 
delineated based on smoothed polar angle, eccentricity and field sign maps 
using the SamSrf toolbox. The reversals of the polar angle indicated the 
boundaries between visual areas (Sereno et al., 1995). V1 was delineated as 

full hemifield maps within the calcarine sulcus. V2v, V2d and V3v, V3d 
encircling V1 were delineated as quarter-field maps and merged into V2 and 
V3, each containing full hemifield representations. 
 
3.2.2.3 Reconstructing position percept 

3.2.2.3.1 Block design analysis 

The concatenated time series from the curveball experiment were 
entered into a GLM using SamSrf. Boxcar regressors were defined for each 
condition and fixation-only periods, and convolved with the canonical HRF (de 
Haas et al., 2014). Six motion regressors and a global covariate were 
additionally included in the GLM. Two main contrasts were used to isolate the 
target signals, where fixation-only periods were subtracted from the stimulus 

periods for each condition (‘illusory’, ‘control’). Responses were smoothed 
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across the spherical surface with a kernel (FWHM) of 3mm. Only V1 vertices 
surviving the goodness-of-fit threshold ((! > .05) during pRF estimation were 

included in subsequent analyses. 
 
3.2.2.3.2 Sliding window analysis 

As in experiments in Chapter 2, the apparent positions of the stimuli 
could be quantified using a sliding window approach that sampled vertices in 
a step-wise fashion across the region containing both physical and illusory 
motion. Given that the curveball illusion induces a change in the perceived 
angle of the motion path, I sampled responses using sliding windows in two 
locations to capture target representation at the start and end of the motion 
path; these roughly correspond to a ‘peripheral’ and ‘central’ sliding window, 
respectively (Figure 3-2A). The idea is that if early visual areas encode motion-
induced apparent position, then a positional shift in target representation 
should be observed during illusion perception, and this shift would be 
maximised at the end of the motion path (Figure 3-2B). Stimuli positions and 

movement were mirrored across the four visual field quadrants, so responses 
could be sampled by collapsing across the quadrants. Specifically, I sampled 
vertices using their absolute +" and," coordinates such that all pRFs could be 
collapsed into the first quadrant. 

At both sliding window locations, responses of vertices were sampled 

and averaged using a ‘tall’ window (peripheral: 1° × 4.5°; central: 1° × 2°) that 

stepped horizontally from 1° to 7° at a step size of 0.1° (Figure 3-2A). The 

window heights were chosen to account for cortical magnification; this ensured 
similar numbers of vertices would be sampled by both the peripheral and 
central sliding windows. The combined vertical coverage of the windows 
roughly corresponded to the length of the motion path such that only vertices 

with pRF ," greater than 1.5° and less than 8° were included (the final vertical 

position of the stimuli were ~1.49°). Each horizontal stepping position 

corresponded to the centre of the window, such that only vertices with pRF +" 
greater than 0.5° and less than 7.5° were included. 
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This procedure was repeated for each main contrast and sliding window 
location to produce neural signatures of the illusory and control stimulus at the 

peripheral and central location. These could then be fit with a one-dimensional 
Gaussian curve, which allowed estimation of four parameters: baseline (-), 
response amplitude (.), peak location (") and spread (%). The seed for the 
fitting procedure was generated separately per sliding window location for 
each ROI (V1, V2, V3) by first fitting a group-level neural signature collapsed 
across participants and main contrast conditions (i.e. the same seed was used 
for both conditions). Subsequently, these seeds were used to initialise the 
curve fitting for individual signatures, separately for each condition. 

This analysis would give rise to a total of four reconstructed signatures 
per ROI (2 conditions × 2 sliding window locations), where the target’s position 
representation could be estimated by the fit peak location of the signature. As 
noted earlier, the direct read-out model would predict a main effect of the 
condition and an interaction between condition and sliding window locations, 
where the signature for the illusory condition should be shifted more 
peripherally compared to the control condition, and this shift would be more 
pronounced in the central location compared to the peripheral location (given 
apparent position deviations had more time to accumulate). In other words, the 
difference in peak location should be greatest between the central-illusory and 
peripheral-control signatures. 

To visualise the reconstructed neural representation, the responses 

were also back-projected into visual space (as described in 2.2.2.4.3; also see 
Stoll, Finlayson and Schwarzkopf, 2020). Responses were pooled across 
participants to reconstruct position perception at the group level (Figure 3-1B). 
 
3.2.2.3.3 Response prediction 

To test whether neural representation of MIPS resembled changes 
predicted for simulated physical stimulus positions, response predictions were 
generated for a set of hypothetical physical motions path at various angles 
(Figure 3-6A). 
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In the fMRI experiment, each trip took 150 frames to complete. 
Following this, a mask (270 × 270 pixels) was generated for each hypothetical 

motion path by averaging across 150 frames (corresponding to 150 positions). 
Given the original stimulus was black–white sinusoidal gratings on a grey 
background, I rectified the original image matrix by applying the following: 
|012 − 0.5| ∗ 2 , where 012  is the image matrix. This effectively sets the 
background to black, inverts the dark troughs of the sinusoidal gratings, and 
normalises the image matrix to have a maximum value of 1. 

A total of 81 masks were generated; the starting position of the stimuli 

always centred on a horizontal position of 4°, while the final position of the 

stimuli ranged from 0° to 8°, changing by a step size of 0.1°. The vertical 

position of the stimuli within each frame matched that of the fMRI experiment, 
while the horizontal position shifted by an equal amount per frame such that 
the stimulus would land at the predetermined horizontal position. 

Vertex-wise predicted responses were generated by calculating the 
overlap between pRF profiles measured for each participant and the binary 
masks. These were used to generate predicted sliding window profiles (per 
sliding window location), which could then be correlated with the observed 
sliding window profile to determine the hypothetical physical motion paths with 
the most similar representation to the illusory and control stimulus. Vertices 

with pRFs falling outside of the screen dimension (8.5°) were excluded from 

all sliding window analyses. 
 
3.2.2.4 Behavioural analysis 

Participants adjusted the horizontal position of the two squares (moving 
simultaneously inward or outward) to match the last seen horizontal position 
of the stimuli. The magnitude of the perceptual effect was calculated by 
subtracting the mean position of the illusory trials from the mean position of 
the control trials. 
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3.2.2.5 Eyetracking analysis 

Eyetracking data for the main fMRI experiment were analysed as in 
experiments in Chapter 2 to ensure there was no systematic differences in eye 

movement across conditions. Slow drift was corrected using a sliding window 
(width of 10s) that stepped across the eyetracking time series (step size of 1s) 
to calculate a vector of local medians based on all position samples falling 
within the given window; this was then subtracted from the original time series 
to obtain the detrended time series. The first and the last sliding window was 
rightbounded and leftbounded only, respectively. Eyetracking data 
corresponding to the dummy volumes (first 10s of each run) were discarded 
before detrending was performed for each run. 

The detrended eye position data were pooled across runs and 

visualised as a two-dimensional histogram (bin size of 0.05°) for each 

condition, where the number of position samples falling within each bin was 

summed and normalised to have a maximum value of 1. Eye position variability 
was estimated using the MAD of horizontal and vertical positions per run. 
 

3.2.3 Results 

3.2.3.1 Shift in neural signatures for illusory motion path in V3 

Responses were sampled using a sliding window procedure in two 
locations (corresponding to the start and end of the motion path) and fit with a 
Gaussian curve for each participant (Figures 3-3, 3-4 and 3-5). Representation 
of MIPS in the early visual area should be predicted by a peripheral shift in the 
peak location of the neural signature; here, I expected a main effect of 
condition and an interaction between the condition and sliding window location 
where the shift should be maximised towards the end-of-motion path in the 
illusory condition. Neural signatures with especially poor fits (defined as (! 
value 2.5 standard deviations below mean) or with highly dissimilar goodness-
of-fit values between conditions (where difference in goodness-of-fit exceeded 
0.3) were excluded. Following this exclusion criteria, S3 and S5 were removed 
from V1 analysis, S6 from V2, and S3, S4, S5 and S9 from V3. 
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Figure 3-1 Curveball stimuli and back-projected responses in early visual areas.  

(A) Gabor patterns in the illusory and control conditions travelled the same physical path. 
However, as the internal gratings for the illusory stimulus drifted in the direction orthogonal to 
the external motion path (rightward for the Gabor patterns in the right visual field and leftward 
for those in the left visual field), when viewed in the periphery, this resulted in the perception 
of the Gabor patterns travelling at an oblique angle away from its physical path. Stimuli have 
been exaggerated for illustrative purposes. (B) Responses in V1, V2 and V3 (pooled across 
participants) back-projected into visual space with physical motion paths superimposed. Red 
denotes positive responses relative to baseline. Blue denotes negative responses. 

  



 145 

In V1, the averaged peak location was shifted in the expected direction, 
although the difference was not statistically significant (see Table 3-1 and 3-

2). No difference was found for other fit parameters, including baseline, 
response amplitude, spread or goodness-of-fit. Mean goodness-of-fit was 0.86 
and 0.87 for the illusory and control signatures in the peripheral location, and 
0.89 and 0.88 in the central location, respectively. 

In V2, there was similarly no significant difference in fit peak location or 
for other fit parameters. Mean goodness-of-fit was 0.91 and 0.98 for the illusory 
and control signatures in the peripheral location, and 0.95 and 0.94 in the 
central location. 

In V3, there was a main effect of condition, where the fit peak location 
was greater in the illusory condition than the control condition (Table 3-1). 
However, the averaged fit peak location in all reconstructed signatures was 

below 4° (i.e. where the physical motion path was); this would not be predicted 

by either apparent or veridical position representation. There was also no 

interaction between the condition and sliding window location, which would be 
predicted by the direct read-out model. Mean goodness-of-fit values were 
generally lower in V3 (even after excluding signatures with poor fits); these 
were 0.63 and 0.60 for the illusory and control signatures in the peripheral 
location, and 0.76 and 0.83 in the central location. No significant difference 
was found for other fit parameters. 
 
3.2.3.2 Variability in V2 neural signatures may predict perceptual effect 

Participants’ drawings suggested the illusory stimulus produced 
substantial drift away from the physical path at an oblique angle, in line with 
the predicted perceptual effect. On average, the illusory stimulus was 
perceived to have landed at a significantly more peripheral location than the 
control stimulus, in line with perceptual effect of the illusion (Table 3-2). 

It is worth noting that, due to the way the perceptual effect was 

measured (i.e. adjustment of the perceived landing position), the perceived 
position shift estimated by the behavioural task would better correspond to 
peak location shift of neural signatures in the central location. To test whether 
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individual differences in neural signatures could predict perceptual effect, 
perceptual effect was correlated with the fMRI effect (calculated as central 

location illusory " − control "; see Table 3-3). Significant correlation was found 
in V2, although this was likely driven by an outlier (Figure 3-6A). There was no 
significant correlation between fMRI and perceptual effect in V1, and a non-
significant negative correlation in V3. 
 
3.2.3.3 Predicted signatures in V2 reflect individual differences 

Sliding window profiles of observed responses were correlated with a 
set of predicted profiles generated based on simulated physical difference in 
positions (Figure 3-7A). In V1, there was no significant difference in the 
averaged predicted (i.e. best correlated) landing position between conditions 
(6(1,9) = 0.26, < = 0.622 ) nor between sliding window locations (6(1,9) =
0.86, < = 0.377). There was also no interaction between condition and location 
(6(1,9) = 0.93, < = 0.360 ). Note the high variability in predicted locations 

(Table 3-2) was because two participants had a predicted location of 0° for the 

peripheral signatures; however, no exclusion criteria were applied given the 
‘model-free’ nature of the response prediction analysis. 

I also correlated predicted shifts with observed shifts and behaviourally 
measured perceptual effect to see how well the predicted signatures captured 
variability in reconstructed signatures and perceptual effect (Table 3-3). The 
predicted shift was calculated as the mean predicted location in the illusory – 
control condition (averaged across sliding window locations), while the 
observed shift was defined as illusory " −  control "  in the central sliding 
window location (previously noted in 3.2.3.2). Note that the difference in 
calculation comes from how position is estimated in each analysis; pRF-driven 
response prediction estimates the predicted landing location for both the 
peripheral and central signatures, while the sliding window reconstruction 
analysis estimates the peak neural activity at the sliding window location.  
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Figure 3-2 Group-level sliding window (reconstruction) analysis.  

(A) An illustration of the sliding window sampling procedure. Based on pRF locations, vertices 
were sampled using ‘tall’ windows that stepped horizontally from 1° to 7° in the peripheral 
(blue) and central (yellow) location. Window height has been adjusted to account for cortical 
magnification. (B) If early visual areas encode veridical position, sliding window signatures 
for the curveball stimulus should peak around the position of the physical motion path 
(indicated by the vertical dotted lines) in both locations. If early visual areas encode 
perceived position, the sliding window signature for the curveball stimulus should be shifted 
more peripherally relative to the physical motion path, with the shift being more pronounced 
in the central location compared to the peripheral location. (C) Mean responses were 
averaged across participants to obtain the group-level sliding window signatures in V1, V2 
and V3; responses were collapsed across visual quadrants and fit with a Gaussian function. 
Here, apparent target positions across motion paths should be reflected by the estimated 
peak location, or fit μ (°). All group-level signatures had a minimum goodness-of-fit (!!) of 
0.94 in V1, 0.97 in V2 and 0.84 in V3 (bottom panels). The number of vertices per window 
generally decreased with increasing eccentricity, although all windows contained on average 
a minimum of 70 (peripheral) and 50 (central) vertices in V1, 69 and 30 vertices in V2, and 
26 and15 vertices in V3, respectively. 
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Table 3-1 Two-way repeated-measures ANOVA for Gaussian fit parameters of the signatures 

  
Condition  Location 

 
Condition × 
Location  

 df F p df F p df F p 
Sig. 
level† 

V1 (1, 7)   (1, 7)   (1, 7)    

Peak location (μ)  2.58 0.152  0.63 0.454  3.35 0.110 0.05 
Baseline (α)  3.40 0.108  1.43 0.271  0.65 0.447 0.0125 

Amplitude (β)  3.43 0.107  1.45 0.268  0.66 0.444 0.0125 

Spread (σ)  3.61 0.099  1.06 0.338  0.01 0.928 0.0125 
Goodness-of-fit (R²)  0.02 0.907  0.09 0.772  0.54 0.488 0.0125 

           
V2 (1, 8)   (1, 8)   (1, 8)    

Peak location (μ)  2.26 0.171  <0.01 0.997  0.02 0.883 0.05 
Baseline (α)  0.96 0.357  1.40 0.271  1.02 0.342 0.0125 

Amplitude (β)  0.95 0.357  1.39 0.272  1.02 0.342 0.0125 

Spread (σ)  0.37 0.560  1.91 0.205  1.15 0.315 0.0125 
Goodness-of-fit (R²)  0.85 0.384  2.89 0.128  0.01 0.932 0.0125 

           
V3 (1, 5)   (1, 5)   (1, 5)    
Peak location (μ)  8.05 0.036  3.58 0.117  0.12 0.548 0.05 

Baseline (α)  0.02 0.885  0.03 0.882  3.85 0.107 0.0125 

Amplitude (β)  0.02 0.885  0.03 0.882  3.85 0.107 0.0125 
Spread (σ)  0.20 0.675  0.60 0.473  5.23 0.071 0.0125 

Goodness-of-fit (R²)  0.42 0.544  1.31 0.304  2.06 0.211 0.0125 

† Note that for parameters without a priori hypotheses (baseline, response amplitude, spread 
and goodness-of-fit), the significance level has been Bonferroni-corrected for multiple 
comparisons (corrected level at 0.05/4 = 0.0125). 
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Figure 3-3 V1 sliding window signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of vertices 
per window ranged 14–364�in the peripheral location, and 18–374 in the central location. The vertical dotted lines denote the position of the physical 
motion path. Shaded regions denote bootstrapped 95% CI (1000 iterations). S3 and S5 were removed from V1 analysis (see data exclusion criteria 
in 3.2.3.1). 
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Figure 3-4 V2 sliding window signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of vertices 
per window ranged 36–319 in the peripheral location, and 7–427� in the central location. Shaded regions denote bootstrapped 95% CI (1000 
iterations); CI was not estimated for windows with <10 vertices. S6 was removed from V2 analysis (see data exclusion criteria in 3.2.3.1). 
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Figure 3-5 V3 sliding window signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of 
vertices per window ranged 4–204 in the peripheral location, and 1–415 in the central location. Shaded regions denote bootstrapped 95% CI 
(1000 iterations); CI was not estimated for windows with <10 vertices. S3, S4, S5 and S9 were removed from V3 analysis (see data exclusion 
criteria in 3.2.3.1). 
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Table 3-2 Estimated apparent position based on behavioural and fMRI analyses 

    Illusory  Control 
  n  mean (°) std (°)  mean (°) std (°) 
Perceptual effect 10  4.61 0.54  3.82 0.26 

         
Gaussian fit peak location        
V1 Peripheral 8  3.86 0.94  3.82 0.90 

 Central   4.33 1.04  4.07 1.02 
V2 Peripheral 9  4.52 0.63  4.40 0.75 

 Central   4.51 0.51  4.41 0.62 
V3 Peripheral 6  2.52 0.34  2.39 0.18 

 Central   3.40 1.17  3.18 0.99 
         

pRF-based predicted location        
V1 Peripheral 10  3.95 2.61  3.33 2.47 

 Central   4.00 1.80  4.59 1.81 
V2 Peripheral 10  5.30 1.30  5.10 1.55 

 Central   4.52 1.04  4.26 1.21 
V3 Peripheral 10  2.50 1.83  1.88 1.59 

 Central   3.96 1.63  2.80 1.45 

 

Table 3-3 Correlation between perceptual and fMRI effects 

Variable 1 Variable 2 n r p Sig. level† 

Perceptual effect  Observed fMRI effect     
 V1  8 0.37 0.367 0.0167 

 V2  9 0.82 0.007 0.0167 
 V3 6 -0.71 0.115 0.0167 
      

Perceptual effect  Predicted fMRI effect     
 V1 10 0.29 0.416 0.0167 

 V2  10 0.60 0.066 0.0167 
 V3 10 0.40 0.247 0.0167 
      

Predicted fMRI effect Observed fMRI effect     
 V1 8 0.69 0.059 0.0167 

 V2  9 0.92 <0.001 0.0167 
 V3 6 -0.67 0.144 0.0167 

† Note that the Bonferroni correction has been applied given there was no a priori hypothesis 
about where an effect would be found (corrected significance level at 0.05/3 = 0.0167). 
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Figure 3-6 Correlation between perceptual and fMRI effects.  

(A) To test whether the reconstructed signatures could capture inter-individual differences in 
perceptual experience, fMRI effects (or ‘observed shifts’; defined as illusory μ – control μ in 
the central location) in V1, V2 and V3 were correlated with the magnitude of the curveball 
illusion. Eight participants were included in V1 analysis, nine in V2 analysis and six in V3 
analysis. See 3.2.3.1 for data exclusion criteria. (B) Correlation between observed shifts and 
predicted shifts (defined as the mean predicted position for the illusory stimulus – control 
stimulus averaged across sliding window locations) in V1, V2 and V3. See 3.2.3.1 for data 
exclusion criteria. (C) Correlation between predicted shifts and the magnitude of the curveball 
illusion in V1, V2 and V3 (n= 10; no participants were excluded). 
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In V1, there was a positive but non-significant correlation between 
predicted and observed shift. There was no correlation between predicted shift 

and perceptual effect, although this may be due to the presence of an outlier. 
When removed, this resulted in a significant correlation ( " = 0.83, ) =
0.005, + = 9; based on the corrected significance level at 0.0167). 

In V2, there was no main effect of condition (-(1,9) = 3.46, ) = 0.096), 
sliding window locations (-(1,9) = 3.24, ) = 0.105), nor interaction between 
condition and sliding window location (-(1,9) = 0.07, ) = 0.795 ). A strong 
significant correlation was found between predicted and observed shift (Figure 
3-6B). Predicted shift also correlated with perceptual effect, although this was 
statistically non-significant. 

In V3, a main effect of condition was found (-(1,9) = 5.54, ) = 0.043), 
where the predicted location was greater in the illusory condition than the 
control condition. However, as in the sliding window reconstruction analysis, 

the averaged predicted location was below 4°, which corresponded to 

simulated inward drifts. There was no main effect of sliding window locations 
( -(1,9) = 3.07, ) = 0.114 ) nor interaction between condition and sliding 
window location ( -(1,9) = 0.76, ) = 0.407 ). There was a negative but 
statistically non-significant correlation between predicted and observed shift. 
There was no significant correlation between predicted shift and perceptual 
effect. 
 
3.2.3.4 No systematic differences in eye movement across conditions 

Eyetracking data were collected for nine out of ten participants (no 
eyetracking data were collected on S2 due to technical issues on the day of 
the scan). There was no significant data loss (defined as >20%) in any 
participant. Data sampling was also balanced across conditions (i.e. where the 
log ratio of the number of position samples is between -0.1 and 0.1). Eye 
position distribution was visualised using two-dimensional histograms (Figure 

3-8A) and eye position variability was calculated per run using MAD (Figure 3-
8B). While S4 displayed greater variability in eye movement compared to other 
participants, the degree of movement was similar across conditions. 
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Figure 3-7 Response prediction based on simulated shifts in a physical motion path.  

(A) The binary mask for each hypothetical physical path was obtained by averaging stimulus 
positions across one trip (i.e. 150 frames). The starting position for all simulated paths was 
centred on 4°, while the final landing position ranged from 0° to 8° (changing incrementally 
by 0.1°). Based on the participant’s pRF map, it was possible to predict vertex-wise response 
for each binary mask. This allowed the generation of predicted sliding window profiles 
(separately for each sliding window location: peripheral, central), which could then be 
correlated with the observed sliding window profiles to find the best-matched (or ‘predicted’) 
hypothetical physical path. (B) Heat maps showing correlation coefficients across various 
motion paths in V1, V2 and V3 for the two sliding window locations. The x-axis denotes the 
final landing position of the stimulus. Yellow indicates positive correlation and blue indicates 
negative correlation. The direct read-out model would predict a peripheral shift for the illusory 
stimulus compared to the control stimulus, where the shift would be more pronounced in the 
central location relative to the peripheral location. 
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Figure 3-8 Eyetracking analysis for the Curveball experiment.  

Eyetracking data were collected for nine participants; all participants retained at least 80% 
of eyetracking data and had similar number of position samples in both conditions. (A) Eye 
position distribution visualised as two-dimensional histograms for each condition. (B) Median 
absolute deviation (MAD) for the horizontal and vertical eye positions across runs; filled 
diamonds denote averaged MAD across runs. 
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3.2.4 Discussion 

The current experiment aimed to test whether perceived position shift 
induced by the curveball illusion would be represented in early visual areas 

under the direct read-out model, where the spatial distribution of peak 
responses would encode a perceived change in stimulus location. The 
curveball illusion is generated when the internal motion of a Gabor pattern 
drifts in a direction orthogonal to its motion path; when viewed in the periphery, 
the pattern would appear to travel at an angle oblique to its physical path (Lisi 
and Cavanagh, 2015). Behavioural data suggest all participants perceived the 
illusion as intended, where the curveball stimulus induced a perceived outward 
shift in its motion trajectory. 

Using a model-based reconstruction approach, I showed that the neural 
signatures for the curveball stimulus in V3 exhibited a peripheral shift in peak 
location relative to the control stimulus in line with the prediction from the direct 
read-out model. However, the neural signatures peaked at positions below 4º, 
which is inconsistent with apparent position representation (which would 
predict a peak greater than 4º) and veridical position representation (which 
would predict a peak at around 4º). 

One possibility is that V3 does encode MIPS, but distortion in V3 
retinotopic maps caused the signatures to be misaligned with the absolute 
location estimate; given the same map was used to sample voxels in both 
conditions, the relative difference would be maintained. The signal in higher 
visual areas is generally less robust because of the increase in pRF size (e.g. 

Dumoulin and Wandell, 2008; Benson et al., 2018) and preference for more 
complex features (Coggan et al., 2017); this means a simple edge that could 
maximally drive a neuron in V1 may only partially activate neurons in a higher-
level area. V3 retinotopic map is thus more prone to distortion (relative to V1 
and V2). 

Another interpretation for the signatures peaking below 4º is that this 
did not reflect perceptual effect but low-level processes unrelated to position 
representation. Previous studies found that when using the moving window 
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effect, peak response in early visual areas was shifted in the direction opposite 
to the perceptual effect (Whitney et al., 2003; Whitney and Bressler, 2007). It 

was later revealed that the response did not reflect the perceived position of 
the stimulus, but instead, it reflected the contrast modulation at the trailing 
edge (i.e. motion origin). However, while this account would predict an 
absolute peak of below 4º for the illusory signature, it would also predict the 
control signature to peak at around 4º – that is, it predicts an effect opposite to 
the direct read-out model, where the control signature would be located more 
peripherally than the illusory signature. Another reason why contrast 
modulation is unlikely to account for the response pattern is that the observed 
and predicted fMRI shift generally correlated across all early visual areas. 
Given that predicted shifts were obtained based on simulated stimulus with 
only positional shift (i.e. the encoding model did not consider motion 
processing), this means the variability in the neural signatures could be largely 
predicted by spatial selectivity. 

A third interpretation is that peak location shift in V3 may simply not be 
meaningful. Indeed, four out of ten participants had to be excluded from the 
sliding window reconstruction analysis due to poor or dissimilar fits of 
signatures, which considerably reduced the statistical power. Consistent with 
this, V3 peak shift did not correlate positively with the perceptual effect. 
Furthermore, the direct read-out model would predict a greater shift in peak 
location further down the motion path (due to an accumulation of position 

deviations); such interaction between condition and response sampling 
locations was not found in V3. One challenge for the sliding window 
reconstruction analysis is that position quantification is highly dependent on 
the robustness of the signatures (which is, in part, determined by the number 
of vertices sampled), the quality of the pRF maps and the model chosen for 
quantification. In this case, a one-dimensional Gaussian function was chosen 
because the predicted signatures were well-characterised by this model 
(Figure 3-2B). The observed signatures, however, turn out to be highly variable 
across participants; in fact, many signatures in V3 did not resemble the 
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predicted shape. Poor fitting in V3 likely arose from the reduced number of 
vertices and low signal-to-noise ratio of the signatures. 

In contrast to V3, peak location shift in V2 significantly correlated with 
the perceptual effect, even though the difference in peak location was not 
statistically significant between the curveball and control stimulus. Even with 
nine participants (as opposed to six in V3), the statistical power was likely 
limited, although the significant correlation between fMRI and perceptual effect 
suggests the reconstructed signatures were able to capture some of the inter-
individual variance in perceptual experience. It is possible the correlation here 
was driven by an outlier (Figure 3-6A, middle panel). It is worth reiterating that 
the current (and previous) experiments were designed to test if neural 
signatures can predict individual behavioural measures (e.g. Kanai and Rees, 
2011). This would entail a very strong correlation that is possible to detect 
reliably even with a sample size of ten or less. As in Chapter 2, the variability 
of the perceptual and fMRI measures in this study was likely too large for this. 

For a less model-dependent approach for estimating position 
representation, I also correlated the observed signatures with the predicted 
signatures based on a set of hypothetical physical motion paths corresponding 
to the various orientations. The result was largely consistent with the sliding 
window reconstruction analysis. Firstly, a difference in predicted position was 
found in V3 in the expected direction, although the averaged predicted 
positions did not reflect the perceptual effect (i.e. below 4º). Secondly, while 

the predicted positions for the curveball and control stimulus were not 
significantly different in V2, the difference in predicted position significantly 
correlated with peak shifts of the reconstructed signatures; this implies a 
shared representation between the illusory and simulated physical motion path. 
In V2 (and V1 when ignoring the outlier and, to some extent, V3), shifts in 
predicted positions also correlated with perceptual effect. This is interesting 
given predicted responses were obtained based on averaged physical 
positions across a motion path, and would suggest even without explicitly 
modelling for motion selectivity, idiosyncrasies in early visual area response 
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could be accounted for, to some extent, by inter-individual variability in position 
perception. 

There is some overlap in findings between the current and a previous 
fMRI study (Liu et al., 2019), which found that different illusory motion paths 
could be successfully decoded based on V2 and V3 responses, but not V1 
responses. The current study only found one likely candidate in early visual 
areas for encoding apparent position – i.e. V2 – given its neural signatures 
(reconstructed or predicted) consistently covaried with perceptual effect. This 
is unlikely to mean V2 plays a unique role in apparent position representation, 
given V3 is known to inherit spatial representations from V2, and V2 inherits 
representation from V1 (Felleman and van Essen, 1991; Dougherty et al., 2003; 
Wandell, Dumoulin and Brewer, 2007). As noted, the lack of effect in V3 is 
likely due to the quality of the pRF maps and poorer fit of the reconstructed 
signatures. 
 Despite the consistent correlation between fMRI and perceptual effects 
in V2, the reconstructed illusory and control signatures peaked at similar 
locations, which was not in line with the direct read-out model. The lack of 
difference in the averaged signatures could reflect a combination of low 
statistical power and a small effect size – for example, if accumulation of 
position deviations cannot be supported by small receptive fields in early visual 
areas (Liu et al., 2019). This would imply a higher visual area may contain 
representations that more accurately reflect the perceptual effect as well as 

contribute to the perceptual experience; several fMRI studies have pointed to 
MT as a likely candidate (McGraw, Walsh and Barrett, 2004; Fischer, 
Spotswood and Whitney, 2011; Maus et al., 2013; Maus, Fischer and Whitney, 
2013; Liu et al., 2019). 

It is worth noting that the current study did not test for representation in 
MT for two reasons. Firstly, there is already consistent evidence from across 
the literature that implicates MT’s role in MIPS representation, whereas 
evidence for similar representations in early visual areas has generally been 
mixed or limited. Secondly, the current study differentiates itself from existing 
fMRI studies with the use of model-based reconstruction (as opposed to 
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decoding-based) analyses. The success of such techniques is predicated on 
the quality of the underlying encoding models; in general, pRF models are 

better characterised in early visual areas (e.g. Benson et al., 2018). 
Interestingly, while Liu and colleagues (2019) showed that different 

illusory motion paths (drifting left versus right) could be decoded in V2 and V3, 
their study also suggested representations of illusory and physical motion 
paths were dissimilar in early visual areas based on cross-decoding and 
representational similarity analysis. This is in contrast to the current study, 
which found strong correlation between shifts in the observed and predicted 
signature in V1 and V2, which could be indicative of shared representation 
between the perceived and simulated physical motion path. This discrepancy 
could be attributed to how responses for physical motion paths were obtained 
in each study and how shared representation was inferred. Notably, in the 
representational similarity analysis, Liu and colleagues measured the activity 
for a single physical motion path based on the averaged perceptual effect and 
calculated its similarity with the averaged illusory representation. In contrast, 
the current study used subject-wise pRF models to identify the simulated 
motion path that best explains the reconstructed signatures from a set of 
possibilities and determined whether the predicted positional shift covaried 
with the observed shift. Essentially, the current study compared apparent and 
simulated physical representations of positional shifts across individuals (i.e. a 
difference in representation), while Liu and colleagues compared apparent and 

physical representation of motion paths at the group level. 
Other notable differences between the current and the previous study 

included the use of multiple targets and a control stimulus with internally drifting 
motion. Here, multiple targets were used primarily to increase the signal-to-
noise ratio for the fitting of reconstructed signatures. Using multiple targets did 
not appear to reduce the strength of the illusion, evidenced by the fact that 
many participants were surprised to learn after the experiment that the 
curveball stimulus travelled the same physical path as the control stimulus. 
Consistent with this, one study showed the increase of attentional load 
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(through the introduction of more tracking targets) had no effect on the 
magnitude of the curveball illusion (Haladjian, Lisi and Cavanagh, 2018). 

Unlike Liu and colleagues’ study, I did not use counterphase flickering 
as control. This was to avoid flicker-induced motion and position shifts, which 
have been shown to affect, in particular, peripheral stimuli that flickered above 
10Hz (Erlikhman et al., 2019). Here the control stimulus had internal gratings 
drifting in the direction opposite to the external motion. Given that apparent 
object speed is affected by both object and pattern motion (Kwon, Tadin and 
Knill, 2015), this may have caused the control stimulus to travel at an 
apparently slower rate. While V1 and V2 have been shown to be more 
selective for faster objects (Nau, Schindler and Bartels, 2018), this apparent 
speed difference was unlikely to account for the results since there was no 
difference in response amplitude in V1 and V2. Furthermore, the strongest 
evidence in the current experiment for the encoding of apparent position has 
come from response prediction explicitly modelled on averaged positions 
across a simulated motion path, which included no motion or speed 
information. 

Together, the lack of an obvious shift in the group-level signature and 
the positive correlations between predicted position and perceptual effects 
suggest early visual areas may represent predominantly physical positions 
while still encoding percept-based information. The same idea has previously 
been suggested by studies using the moving window effect (Fischer, 

Spotswood and Whitney, 2011) and the flash-grab effect (Kosovicheva et al., 
2012; Kohler, Cavanagh and Tse, 2017; Ge et al., 2020). The domination of 
veridical stimulus representation could also explain the lack of difference in 
peak location across the motion path for the curveball stimulus (where the 
direct read-out model would have predicted a greater shift further down the 
motion path).  

The current experiment provides some evidence for the representation 
of curveball-induced position shift – at least in V2 – and such apparent shifts 
may share an overlapping representation with a physical positional shift. More 
importantly, it showed that the model-based reconstruction approach, when 
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combined with model-based response prediction, allows explicit inference of 
what predicted the variability in the neural signatures. The response prediction 

was complementary to the sliding window reconstruction analysis, especially 
when the characterisation of neural signatures proved challenging; in the 
current experiment, the one-dimensional Gaussian model provided a decent 
fit for the reconstructed signatures in V1 and V2, but not V3. It was nonetheless 
possible to infer whether a shift in the representation occurred in V3 by 
identifying the predicted signatures that best matched the reconstructed 
signatures. Using a similar approach, the next experiment tested whether 
MIPS in a flash-lag   effect could be reconstructed based on response in early 
visual areas.  
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3.3 Experiment 3-2: Flash-lag effect 

3.3.1 Material and methods 

3.3.1.1 Participants 

Ten participants (seven females; age range 24–38 years; two left-
handed) took part in the experiment. All participants had normal or corrected-

to-normal vision and provided informed, written consent prior to participation. 
The study was approved by the University College London Research Ethics 
Committee. 
 
3.3.1.2 Stimuli and task 

Stimulus generation was identical to Experiment 3-1 unless specified 
otherwise. Retinotopic maps (i.e. voxel-wise pRF location and size estimates) 
were obtained for all participants. 
 
3.3.1.2.1 Flash-lag experiment 

The flash-lag stimulus generated was based on previous studies 
(Nijhawan, 1994; Baldo and Klein, 1995). Here a dark grey cross (line 

dimension: 2.4° ´ 0.11°; note that the length here corresponds to the radius of 

the circumscribed circle) rotated around a black fixation dot (diameter of 0.16°) 

at 0.25Hz. Whenever the cross landed   in the diagonal position (i.e. 45° offset 

from the cardinal directions), four black dots (diameter of 0.48°) were flashed 

in alignment with the cross some   distance away (centre-of-dot to tip-of-cross 

was   1.6°). Due to the motion of the cross, the dots were perceived to lag behind 

the cross position   (Figure 3-9A). The cross either   rotated clockwise (CW), 
counter-clockwise (CCW), or was hidden from view such that only the flashing 
dots were seen (Control). The rest of the screen was filled with mid-grey. 

Stimuli were presented in blocks of 15s, followed by a 1s fixation-only 
interval. Each run contained a total of 21 blocks, including 18 stimulus blocks 
(such that each condition appeared six times) and 3 fixation-only blocks placed 
at the start, middle (after nine stimulus blocks) and end of the run. The order 



165 
 

of stimulus blocks was pseudo-randomised without replacement. All 
participants except one completed eight runs of the main fMRI experiments; 

S7 completed six runs only. 

To ensure fixation, two tiny circles (diameter of 0.096°) appeared at 

random around the fixation dot once every block, such that it would form the 
percept of a Mickey Mouse logo in four possible orientations for a period of 
200ms. Participants were asked to fixate on the fixation dot at all times and to 
press a button on a MR-compatible response box when they saw an upright 
Mickey Mouse. To ensure attention on the flashing dots, participants also had 
to press a button whenever one of the four dots was presented in red instead 
of black (probability of 0.1 every flash). Eye movements were monitored as in 
Experiment 3-1. 
 
3.3.1.2.2 Behavioural task 

Participants completed 20 trials of an adjustment task (10 CW, 10 CCW) 
in the scanner after the main experiment. Participants were asked to adjust the 
position of the dots along an imaginary circle centred on fixation until they 
appeared aligned with the cross when   flashed. The position of the dots was 
randomised at the start of each trial such that they fell anywhere between 30–

60° relative to the cardinal directions (physical alignment between dot and 

cross was   at 45°). The order of the trials was pseudo-randomised without 

replacement. Participants were asked to fixate on the fixation dot at all times 
and had unlimited viewing time. 
 
3.3.1.3 MRI data acquisition 

See Experiment 3-1 for scanning parameters. All participants except 
one completed eight runs of the main fMRI experiment (346 volumes per run); 
one participant completed six runs. The first ten volumes of each run were 
discarded to allow the fMRI signal to reach equilibrium. Data were acquired in 
a separate session to retinotopic mapping. 
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3.3.2 Analyses 

3.3.2.1 Reconstructing position percept 

3.3.2.1.1 Sliding window analysis 

The fMRI preprocessing steps and block design analysis were identical 
as in Experiment 3-1. Here fixation-only periods were subtracted from stimulus 

periods to yield stimulus signal in each condition: CW, CCW and control (no 
cross motion). As in Experiment 3-1, a similar sliding window analysis was 
used to test for positional shift in target representation (i.e. the flashing dots). 
Given that the flash-lag effect predicted a perceived shift in polar position (i.e. 
a shift in the target location along an imaginary circle) relative to the diagonal 

directions (or 45°), responses were sampled in polar angle steps across an 

annulus region (Figure 3-10A), where the eccentricity (5)6-7!" + )6-9!") 

had to be greater than 3.5° and less than 4.5°. The sampling region was 

chosen based on stimulus dimensions; given the target dots were centred on 

4° eccentricity and the rotating cross extended to 2.4° (distance from fixation), 

this allowed sampling of the target response while excluding vertices falling 
within the cross region. To increase the signal-to-noise ratio, responses were 
collapsed across quadrants such that all vertices within the annulus region 

could be sampled by sliding a 10° wide window from 5° to 85° in polar position 

(using 1° step size). This gave rise to a neural signature of the target that could 

be fit with a one-dimensional Gaussian model as in Experiment 3-1, where 
target position would be quantified by the : parameter, or the peak location (as 
in Figure 3-10B). 

Here I expected a shift in peak location in line with the perceptual effect. 
There should be no positional shift in the control condition (: = 45°), while the 
flash-lag   effect would predict a positive shift in peak polar position relative to 
the control in the clockwise condition (CW : > Control :) and a negative shift 
in the counter-clockwise condition (CCW : <  Control : ). Note here that a 
positive shift in polar position corresponds to a perceived leftward or counter-

clockwise shift in dot location on the screen, while a negative shift corresponds 
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to a perceived rightward or clockwise shift in dot location (Figure 3-9A). The 
seed for the fitting procedure was generated separately for each ROI (V1, V2, 

V3) by first fitting a group-level   neural signature collapsed across participants 
and the three conditions; the same seed was used for all conditions. 

Stimulus responses were also back-projected   into visual space for a 
more intuitive reconstruction (see 2.2.2.4.3). Responses were pooled across 
participants to reconstruct stimulus percept at the group level (Figure 3-9B). 
 
3.3.2.1.2 Response prediction 

I also tested whether the neural representation of a flash-lag   induced 
perceived shift resembled the predicted response based on a physical shift in 
target location. A total of 90 binary masks (270 × 270 pixels) were generated 
for each of the simulated target locations along an imaginary circle (dot location 

within each quadrant ranged from 1° to 90° in polar angle).  

Vertex-wise predicted responses were obtained by calculating the 
overlap between pRF profiles and the binary masks. The observed sliding 
window profiles were correlated with each of the predicted sliding window 
profiles to identify the physical location that best matched   the response in each 
condition: CW, CCW and control. Responses were collapsed across quadrants 
and sampled using the same criteria as in the sliding window analysis (see 

3.3.2.1.1). Vertices with pRF falling outside of the screen dimension (8.5°) 

were excluded from all sliding window analyses. 

 
3.3.2.2 Behavioural analysis 

Participants adjusted the location of the target dots until they appeared 
aligned with the cross when flashed. The magnitude of the flash-lag effect was 
first obtained for each condition by calculating the difference between the 

averaged polar position across trials and the diagonal (i.e. 45°). To calculate 

the combined shift in perceived position across illusory conditions (from 
clockwise to counter-clockwise), the condition-wise shifts were summed to get 

the overall perceptual effect. 
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Figure 3-9 Flash-lag stimulus and back-projection in early visual areas.  

(A) The target dots (when flashed) are physically aligned with the rotating cross, although the 
motion would cause the flashed dots to be seen as lagging behind the cross. This would 
predict a leftward shift in target position with a clockwise (CW) rotation, a rightward shift with 
a counter-clockwise (CCW) rotation, or no shift without motion (control). (B) Back-projection 
of responses in V1, V2 and V3 (pooled across participants) with physical target locations 
superimposed (white circles). Red and blue denote positive and negative responses, 
respectively. 
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3.3.2.3 Eyetracking analysis 

Eyetracking data for the flash-lag experiment were detrended and 
analysed as in Experiment 3-1; data corresponding to the dummy volumes 

(first 10s of each run) were discarded. Eye position distribution for each 
condition was similarly visualised as in previous experiments using two-

dimensional histograms (bin size of 0.05°) with data pooled across runs. Eye 

position variability along the horizontal and vertical axes was estimated for 
each run using MAD. 
 

3.3.3 Results 

3.3.3.1 Shift in V1 signatures but not in line with the direct read-out model 

Responses were sampled using a sliding window procedure (Figure 3-
10A) and fit with a Gaussian curve for each participant (Figure 3-11, 3-12 and 
3-13). Here I predicted a shift in peak location along an imaginary circle (i.e. 
change in polar position) in line with the flash-lag effect. Neural signatures with 
highly dissimilar goodness-of-fit values across conditions were excluded (i.e. 
where difference in 6" between any two conditions exceeds 0.3). Following 
this, S8 was removed from V1 analysis, and S1, S3 and S8 were removed 

from V3 analysis. Additionally, S5 was removed from V2 analysis for having 
empty windows, and from V3 analysis for having especially poor fits (6" < 0.1 
in CW and CCW conditions) and an implausible peak position estimate (i.e. 
large negative value). 

In V1, the averaged peak polar positions were not predicted by the 
flash-lag   effect. While there appeared to be no significant shift in the control 
condition relative to the diagonal as expected (=(8) = −1.29, ) = 0.232), peak 
polar position in the CW condition was expected to shift in the opposite 
direction (Table 3-5). Repeated-measures ANOVA suggested there was a 
significant difference between conditions (Table 3-4); this was unpacked using 
paired t-tests, which found peak polar position in the control condition to be 
significantly greater than both CW (=(8) = −3.40, ) = 0.009) and CCW (=(8) =
−2.77, ) = 0.024). However, there was no difference between CW and CCW 
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(=(8) = −0.26, ) = 0.803). There also was no significant difference for other fit 
parameters, including baseline, response amplitude, spread and goodness-of-

fit. Mean goodness-of-fit was 0.71 for CW, 0.70 for CCW and 0.68 for control. 
In V2, the averaged peak polar positions were similar across conditions. 

Likewise, there was no significant difference for other fit parameters. The mean 
peak polar position in the control condition did not differ from the diagonal 
(=(8) = −0.32, ) = 0.755). The mean goodness-of-fit was 0.82 for CW, 0.82 for 
CCW and 0.86 for control. 

In V3, the averaged peak polar positions were also not significantly 
different between conditions. The mean peak polar position in the control 
condition did not differ from the diagonal (=(5) = −1.57, ) = 0.176). There was 
also no significant difference between conditions for other fit parameters. 
However, despite the initial exclusion criteria, there was a marginal difference 
in goodness-of-fit between conditions (-(2,10) = 6.65, ) = 0.015 ; corrected 
significance level at 0.05 4⁄ = 0.0125). Goodness-of-fit did not differ between 
control and CW (=(5) = −3.49, ) = 0.017), control and CCW (=(5) = −1.87, ) =
0.120), nor between CW and CCW (=(5) = −1.89, ) = 0.117). Mean goodness-
of-fit was 0.62, 0.66 and 0.72 for CW, CCW and control, respectively. 
 
3.3.3.2 fMRI effect did not correlate with perceptual effect 

Behavioural analysis suggested participants perceived a shift in target 
location in line with the flash-lag effect (i.e. a positive shift in the CW condition 
and a negative shift in the CCW condition relative to the diagonal; Table 3-5). 
Shift in peak polar positions were correlated with the combined magnitude of 
the flash-lag   effect to test whether individual differences in perceptual 
experience were captured by the neural signatures. There was no significant 
correlation in V1, V2 or V3 (Table 3-6; Figure 3-10C). 
 
3.3.3.3 Predicted response captured idiosyncrasies in V2 signatures 

To test whether the neural representation of the perceived shift induced 
by the flash-lag   effect resembled a simulated physical shift in target position, I 

correlated sliding window profiles of observed responses with a set of 
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predicted profiles based on targets falling at various polar positions (Figure 3-
14A). In V1, the averaged predicted (i.e. best correlated) polar position did not 

reflect perceptual effect (Table 3-5). As in the sliding window reconstruction 
analysis, here peak polar position in the control condition was marginally 
greater than both CW (=(9) = −2.25, ) = 0.051) and CCW (=(9) = −2.69, ) =
0.025). No difference was found between the predicted polar positions of CW 
and CCW ( =(9) = 1.96, ) = 0.081 ). There was no significant correlation 
between predicted and observed shift (CCW – CW fit peak polar position) nor 
between predicted shift and the perceptual effect (Figure 3-14C/D). 

In V2, the average predicted polar position was statistically similar 
across conditions (-(2,18) = 2.02, ) = 0.162). There was a strong correlation 
between predicted and observed shifts, while no correlation was found 
between predicted shifts and perceptual effect. 

In V3, the averaged predicted polar positions were also not significantly 
different across conditions ( -(2,18) = 0.152, ) = 0.860 ). As in V2, there 
appeared to be a positive (albeit non-significant) correlation between predicted 
and observed shifts. There was no correlation between predicted shifts and 
perceptual effect. 
 
3.3.3.4 No systematic differences in eye movement across conditions 

Eyetracking data were collected for nine out of ten participants (no 
eyetracking data were collected on S7 due to technical issues on the day of 
the scan). Data from S9 were also excluded due to asymmetric high frequency 
noise; this resulted in a highly right-skewed eye position distribution along the 
vertical axis. For the remaining participants, there was no significant data loss 
(i.e. >20%). Next, I checked if the number of samples collected was similar 
across conditions. Given that there were three conditions, instead of 
calculating log ratios of the number of samples as in previous experiments, 
here I calculated the relative standard deviation (RSD) for the number of 
samples across the three conditions, where an RSD exceeding 0.05 was 
deemed as ‘unbalanced’. All participants had a similar number of samples 
across conditions (all with RSD below 0.01).  
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Figure 3-10 Group-level sliding window reconstruction analysis.  

(A) Based on pRF locations, vertices were sampled in polar degree steps across an annulus 
region containing the targets (while excluding the rotating cross) with responses collapsed 
across quadrants and fit with a Gaussian function. (B) For clarity, sliding window signatures 
are displayed in Cartesian plots (as opposed to polar plots). Note the x-axis has been 
reversed to allow a more intuitive inference of target position shift. Mean responses were 
averaged across participants to obtain the group-level   sliding window signatures for V1, V2 
and V3. Here apparent target polar position should be reflected by the estimated peak 
location, or fit μ (°, degrees of polar angle). The vertical dotted line denotes the target’s 
physical polar position (bottom panels). On average, all windows contained a minimum of 46, 
26, 14 vertices in V1, V2 and V3, respectively (top panels). (C) fMRI effects (defined as CW 
μ - CCW μ) in V1, V2 and V3 were correlated with the magnitude of the flash-lag effect 
(perceived target position in CW - CCW). Nine participants were included in V1 and V2 
analysis, and six participants in V3 analysis. See 3.3.3.1 for data exclusion criteria. 
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Table 3-4 Repeated-measures ANOVA for Gaussian fit parameters of the signatures 

 df F p-value Sig. level† 

     
V1 (2, 16)    
Peak location (μ)  7.02 0.006 0.05 
Baseline (α)  1.14 0.346 0.0125 
Response amplitude (β)  1.04 0.375 0.0125 
Spread (σ)  1.16 0.340 0.0125 
Goodness-of-fit (R²)  0.26 0.772 0.0125 
     
     V2 (2, 16)    
Peak location (μ)  0.68 0.521 0.05 
Baseline (α)  2.15 0.149 0.0125 
Response amplitude (β)  2.12 0.152 0.0125 
Spread (σ)  2.76 0.093 0.0125 
Goodness-of-fit (R²)  0.93 0.415 0.0125 
     

     V3 (2, 10)    
Peak location (μ)  0.49 0.629 0.05 
Baseline (α)  0.85 0.455 0.0125 
Response amplitude (β)  0.85 0.455 0.0125 
Spread (σ)  0.71 0.515 0.0125 
Goodness-of-fit (R²)  6.65 0.015 0.0125 

     

† Note that for parameters without a priori hypotheses (baseline, response amplitude, spread 
and goodness-of-fit), the significance level has been Bonferroni-corrected for multiple 
comparisons (corrected level at 0.05/4 = 0.0125). 
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Table 3-5 Estimated peak polar position based on behavioural and fMRI analyses 

   CW   CCW   Control  

 n  mean (°) std (°)  mean (°) std (°)  mean (°) std 
(°) 

 	 	 	 	 	 	 	 	 	 	
Prediction based on 
perceptual effect -  >45.0 -  <45.0 -  45.0 - 
           

Behavioural task 10  52.1 5.9  38.9 3.1  - - 
           
Gaussian fit 
peak polar position           
V1 9  38.9 4.6  39.1 1.9  43.0 4.6 
V2 9  43.7 8.2  42.9 6.4  44.4 6.0 
V3 6  43.0 11.4  41.3 10.2  41.0 6.4 
           
pRF-driven 
response prediction           
V1 10  46.8 9.0  45.0 9.7  49.2 7.5 
V2 10  44.1 6.6  43.2 5.9  45.1 4.3 
V3 10  44.8 16.7  43.4 15.7  44.5 10.0 

 	 	 	 	 	 	 	 	 	 	

NB: Unit in degrees of polar angle (°). 
 
 

Table 3-6 Correlation between perceptual and fMRI effects 

Variable 1 Variable 2  n  r  p Sig. level† 

Perceptual effect  Observed fMRI effect        
 V1   9  -0.29  0.446 0.0167 

 V2   9  0.33  0.391 0.0167 
 V3  6  0.39  0.450 0.0167 
         

Perceptual effect  Predicted fMRI effect        
 V1  10  0.22  0.533 0.0167 

 V2   10  0.22  0.533 0.0167 
 V3  10  0.28  0.441 0.0167 
         

Predicted fMRI effect Observed fMRI effect        
 V1  9  0.50  0.175 0.0167 

 V2   9  0.93  <0.001 0.0167 
 V3  6  0.80  0.054 0.0167 

 
† Bonferroni correction has been applied given there was no a priori hypothesis about where 
an effect would be found (corrected significance level at 0.05/3 = 0.0167).



175 

 

 
Figure 3-11 V1 sliding window signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of vertices per 
window ranged from 5 to 219. The vertical dotted lines denote the target’s physical polar position. Shaded regions denote bootstrapped 95% CI (1000 
iterations); CI was not estimated for windows with <10 vertices. S8 was removed from V1 analysis for having highly different goodness-of-fits across conditions. 
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Figure 3-12 V2 sliding window signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of vertices per 
window ranged from 0 to 121. The vertical dotted lines denote the target’s physical polar position. Shaded regions denote bootstrapped 95% CI (1000 
iterations); CI was not estimated for windows with <10 vertices. S5 was removed from V2 analysis for having empty windows. 
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Figure 3-13 V3 sliding window signatures (bottom panels) and number of vertices per window (top panels) for all participants. The number of vertices per 
window ranged from 2 to 124. The vertical dotted lines denote the target’s physical polar position. Shaded regions denote bootstrapped 95% CI (1000 
iterations); CI was not estimated for windows with <10 vertices. S1, S3, S5 and S8 were removed from V3 analysis (see 3.3.3.1 for data exclusion criteria).
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Figure 3-14 Response prediction based on simulated shifts in physical polar position.  

(A) An illustration of the binary masks used to calculate the predicted sliding window profiles; 
each mask corresponded to a hypothetical target polar position, which stepped from 1º to 
90º as indicated by the arrow direction. (B) Heat map showing correlation coefficients across 
the   various physical polar positions in V1, V2 and V3. The direct read-out   model would predict 
a positive shift for CW rotation and a negative shift for CCW rotation, while the predicted polar 
position for control should centre around 45º. Based on the strength of the correlation, the V2 
response appeared to show the greatest sensitivity for discriminating the physical polar 
positions. (C) Correlation between predicted shift (best correlated polar position in CW – 
CCW) and observed shift in V1, V2 and V3; see 3.3.3.1 for data exclusion criteria. (D) 
Correlation between the predicted shifts and the magnitude of flash-lag   effect in V1, V2 and 
V3. 
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Figure 3-15 Eyetracking analysis for the flash-lag experiment.  

(A) Eye position distribution visualised as two-dimensional histograms. (B) Median absolute 
deviation (MAD) for the horizontal and vertical eye positions across runs; filled diamonds 
denote averaged MAD across runs. 
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Eye position distribution was visualised as two-dimensional histograms 
(Figure 3-15A). Eye position variability was calculated per run using median 

absolute deviations (Figure 3-15B). 
 

3.3.4 Discussion 

The second experiment tested whether perceived position shifts 
induced by the flash-lag effect are encoded retinotopically in early visual areas; 
this would predict a shift in target representation in the direction opposite to 
the rotating cross motion, or no change in target position representation in the 
absence of visual motion. 

Using a similar reconstruction analysis as in Experiment 3-1, I sampled 
responses to the target in polar angle steps before fitting a one-dimensional 
Gaussian model to determine the best fit polar position for each of the 
reconstructed signatures. In V2 and V3, there was no difference in averaged 
peak polar positions across conditions, which suggests the reconstructed 
signatures likely reflected veridical target locations. There was a shift in V1 
signatures when motion was present, although the direction of shift was 
identical for the CW and CCW conditions. The effect may thus be related to 
the presence of the rotating cross, as opposed to flash-lag induced position 
shift. Following this, variability in neural signatures also did not reflect inter-
individual differences in perceptual experience. 

One plausible explanation for the lack of any effect is that the flashed 
target did not actually shift in position; that is, the apparent spatial offset came 

solely from position distortion of the rotating cross. This would be consistent 
with prominent accounts of the flash-lag effect, including latency difference, 
motion extrapolation and motion-biasing models (Nijhawan, 1994, 2001; 
Whitney and Murakami, 1998; Eagleman and Sejnowski, 2000, 2007; 
Hogendoorn, 2020). In line with this, neurophysiological studies showed 
moving objects are represented at shorter latencies than a flashed stimulus 
(Jancke, Erlhagen, et al., 2004; Subramaniyan et al., 2018). As such, spatial 
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offset could arise from a faster propagation of the moving object (as opposed 
to a spatial lag for the flashed stimulus). 

It is worth noting then why the flash-lag effect was chosen for 
investigation. This was based on two observations: Firstly, in a classic 
demonstration of the flash-lag effect using a line (instead of dot) target, the 
flashed line not only appears to lag behind the rotating object, but its 
orientation also appears distorted such that the further end of the flashed line 
exhibits a greater tilt away from the direction of motion (see 
https://michaelbach.de/ot/mot-flashLag/ for a demonstration). This would be 
consistent with the interpretation that the flash-lag   effect induces a distortion 
in target representation. Secondly, prior to the current experiment, pilot data 
were collected for a single participant, which revealed a potential effect in V2 
(not included in the current dataset). Therefore, a primary motivation was to 
see if this replicates, as this would have implications for how the flash-lag   effect 
arises. 

Following the sliding window reconstruction analysis, the observed 
signatures were correlated with a set of predicted signatures based on 
simulated physical changes in target polar positions to determine the polar 
position that best explained the observed response. While the averaged 
predicted polar position did not reflect the perceptual effect, shifts in predicted 
signatures correlated strongly with shifts in reconstructed signatures; this 
suggests that physical changes in target polar positions appeared to capture 

some variability in V2 and V3 neural signatures, although no correlation was 
found between the shift in predicted signatures and the magnitude of the flash-
lag   effect. Variability in neural signatures was therefore unlikely to be driven 
by perceptual experience. 

If apparent position of a flashed stimulus is undistorted in the flash-lag   

effect, why might changes in simulated physical polar position consistently 
covary with peak location shift in neural signatures across individuals? It has 
been argued that the flash-drag and flash-lag   effect can co-occur and exert 
opposite perceptual effects (Eagleman and Sejnowski, 2007; Murai and 
Murakami, 2016), and in the case of a flash-drag effect, there could very well 
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be position distortion in the flashed stimulus. Therefore, one interpretation is 
that some degree of positional distortion did occur for the target from the flash-

drag effect, which was not experienced perceptually due to the stronger flash-
lag effect. This could also explain why – for some participants – there was a 
‘negative’ predicted shift, meaning the predicted target position is greater for 
the CCW condition than the CW, which would be in line with the flash-drag 
effect. 

The relative presence of the flash-lag and flash-drag effect appears to 
depend on the distance between the flashed stimulus and the moving object. 
It has been shown that the flash-lag   effect is stronger when the flashed 
stimulus is located further away from the moving object (Baldo and Klein, 
1995), possibly because the observer is less likely to attribute motion to the 
flashed stimulus (Eagleman and Sejnowski, 2007). The increase in flash-lag   

effect with increasing distance may therefore reflect a gradual diminishing of 
the flash-drag effect. The distance-dependent nature of these effects may also 
explain why in the line-variant of the flash-lag effect, the flashed line appears 
distorted in both position and orientation (i.e. the apparent distortion in 
orientation actually reflects a distortion in local position). Interestingly, this 
would suggest the flash-lag effect arises before object perception and depend 
on low-level processes. 

In sum, the current experiment found no evidence for representation of 
flash-lag induced position shifts in early visual areas, although this could be 

attributed to the possibility that the stimulus configuration did not actually 
induce target position distortion in the expected direction. While the current 
technique cannot dissociate overlapping spatial signals – and hence is less 
suitable for testing the flash-grab effect – a future study could attempt to 
reconstruct apparent target shift in the flash-drag effect. 
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3.4 Chapter discussion 

The current study aimed to test whether MIPS generated by the curveball 
illusion (Experiment 3-1) and the flash-lag   effect (Experiment 3-2) could be 

reconstructed based on the retinotopic location of peak responses in early 
visual areas. The reconstructed signatures were generally similar between 
illusory and control stimuli (in both experiments); this is compatible with the 
interpretation that early visual areas encode veridical position, as opposed to 
motion-induced apparent position. However, there was also evidence that 
variability in neural signatures could be consistently accounted for by position 
changes in simulated physical stimuli, at least in V2; in the curveball 
experiment, position shifts in V2 signatures also predicted idiosyncrasies in the 
perceptual effect. Such findings could be reconciled with the lack of difference 
between the reconstructed signatures if early visual areas permit a dual 
representation of both veridical- and percept-based information. In the flash-
lag experiment, neural signatures (predicted or observed) generally did not 
correlate with perceptual effect, although this could be because position 
distortion was not actually experienced for the reconstructed target. This does 
not exclude the possibility that flash-lag induced position shift is simply not 
represented in early visual areas. 

Across both experiments, the interpretation for any effect (or a lack of 
any effect) in V3 was complicated by the difficulty in consistently quantifying 
the reconstructed signatures. This was likely due to the reduced number of 
vertices (and hence reduced signal-to-noise ratio) in V3, which prevented 

decent fitting of the signatures. This led to the exclusion of four out of ten 
participants in the sliding window reconstruction analysis of both experiments, 
which further limits the statistical power of an already modest sample size. To 
supplement the sliding window reconstruction analysis, I also looked at 
predicted neural signatures that do not require model-based quantification; 
there was some evidence that differences in V3 predicted signatures 
moderately correlated with perceptual effect. 

While techniques in the current study did not have the temporal 
granularity to identify the genesis of the curveball illusion, there was stronger 
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evidence for apparent position representation in V2 and V3, relative to V1. This 
is consistent with a previous study that found the strength of the curveball 

illusion was reduced when the perceived path would cross the   horizontal or 
vertical meridians, which suggests the illusion must first arise in regions with 
quadrantic representation; this rules out V1, as it has complete hemifield maps 
(Liu, Tse and Cavanagh, 2018). This is also consistent with a later study 
showing different illusory paths can be decoded in V2 and V3, but not V1 (Liu 
et al., 2019). 

One possibility for the lack of effect in V1 could be that position deviations 
have yet to accumulate in V1. Crucially, this implies a bottom-up mechanism. 
In support of this, attentional load has no effect on the perceived motion and 
positional shifts of a curveball stimulus (Haladjian, Lisi and Cavanagh, 2018); 
saccades in a curveball illusion are directed to the physical target, as opposed 
to its apparent position (Lisi and Cavanagh, 2015), unlike in the flash-grab or 
flash-drag effect (Zimmermann, Morrone and Burr, 2012; van Heusden et al., 
2018). Furthermore, there are parallels between the curveball illusion and the 
moving window effect (Ramachandran and Anstis, 1990; De Valois & De 
Valois, 1991). Both effects are considered variants of the infinite regress 
illusion, and both have been explained in terms of erroneous integration of 
local and global motion (Tse and Hsieh, 2006) and/or erroneous attribution of 
local to global motion (Kwon, Tadin and Knill, 2015). Like the curveball illusion, 
position mislocalisation in the moving window effect likely occurs independent 

of attentional processes (Whitney, 2005; Haladjian, Lisi and Cavanagh, 2018), 
which suggests both illusions could share a low-level origin. 

On the other hand, the curveball illusion has also been found to survive 
smooth pursuit of a moving fixation (Cavanagh and Tse, 2019), this suggests 
the illusion must arise at a sufficiently late stage where object position has 
been recovered after accounting for eye movements (Cavanagh and Tse, 
2019). Areas known to compensate for self-induced motion include V3A, V6 
and MST (e.g. Arnoldussen, Goossens and van den Berg, 2011; Fischer et al., 
2012) and, while V1 and V2 also exhibit velocity bias during smooth pursuit – 
which requires an integration of retinal and non-retinal motion signals – such 
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response is likely mediated by higher visual areas (Nau, Schindler and Bartels, 
2018). Indeed, while they may be variants of the same illusion, the curveball 

illusion differs from the moving window effect in one key aspect (i.e. the 
curveball illusion involves object motion and allows striking accumulation of 
position deviations across time). As such, it is unlikely that the curveball illusion 
originated in early visual areas. 

Studies on the position representation of the moving window effect may 
nonetheless shed light on how the curveball stimulus is represented (Whitney 
et al., 2003; Whitney and Bressler, 2007). Contrary to predictions of a direct 
read-out   model, these studies found that peak response in V1 shifted in the 
direction opposite to perceptual outcome. Since the same signal could be 
observed in the absence of an apparent position shift by sharpening the 
aperture edges, the authors suggested the signal likely reflected contrast 
modulation or a deblurring mechanism operating exclusively at the trailing 
edge (i.e. motion origin). Given the deblurring mechanism also caused the 
trailing edge to appear more compressed and could therefore induce a 
perceived displacement of the whole stimulus, contrast modulation alone could 
theoretically account for the perceptual effect (i.e. without a need for the motion 
integration account). 

More importantly, however, this hints at the possibility that early visual 
area representation of a related effect – the curveball illusion – could also be 
characterised by signals unrelated to, but correlated with, its global position. 

This could explain why in a previous study (Liu et al., 2019), V2 and V3 
responses could be used to distinguish illusory leftward versus rightward path, 
yet they shared low similarity with the representation of a physical path. This 
could also explain why I only detected a very modest shift in the reconstructed 
signatures for the curveball stimulus, possibly because the response was 
driven primarily by the motion signal tied to the retinotopic location of the 
physical stimulus. One challenge with studying MIPS representation is the 
difficulty in disentangling motion and spatial signals. 

Mechanisms explaining the flash-lag   effect have been more 
controversial; several accounts have been proposed over the   years, including 
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motion extrapolation (Nijhawan, 1994, 2001), latency difference (Whitney and 
Murakami, 1998), attentional shifts (Baldo and Klein, 1995), motion-biasing 

(Eagleman and Sejnowski, 2000, 2007), object tracking (Kwon, Tadin and Knill, 
2015) and motion extrapolation mediated via latency difference (Hogendoorn, 
2020). Neurophysiological and neuroimaging evidence suggests the flash-lag   

effect likely involves changes in both temporal and spatial coding. Specifically, 
if a moving stimulus is encoded earlier in time compared to a flashed stimulus 
(Jancke, Erlhagen, et al., 2004; Subramaniyan et al., 2018; van Heusden et 

al., 2018), this could provide a ‘head start’ for the moving object, leading to a 
spatial offset congruent with predictions from the motion extrapolation account. 

Consistent with these studies, the current study found no change in 
position representation for the flashed stimulus – at least in early visual areas, 
which suggests the apparent spatial offset likely comes from ‘anticipatory’ 
coding of the moving object. This does not exclude the possibility that apparent 
spatial offset in a flash-lag   effect is simply not represented in early visual areas 
but encoded exclusively in a higher visual area (e.g. MT). However, this would 
be surprising given a number of studies have shown anticipated stimuli are 
spatially represented as early as V1 (e.g. Jancke, Chavane, et al., 2004; Muckli 
et al., 2005; Chong, Familiar and Shim, 2016; Ekman, Kok and de Lange, 
2017). Of course, this does not imply the flash-lag   or other flash-based effects 
originate in early visual areas. Compellingly, one study showed that TMS of 
V1/V2 had no influence on the perception of the flash-lag   effect, while TMS of 

MT reduced its magnitude significantly (Maus et al., 2013). 
Attention appears to be critical for the flash-grab effect (Cavanagh and 

Anstis, 2013), while facilitatory but not necessary for the flash-drag effect 
(Whitney and Cavanagh, 2000; Shim and Cavanagh, 2005; Fukiage, Whitney 
and Murakami, 2011) or the flash-lag   effect (Khurana, Watanabe and Nijhawan, 
2000; Namba and Baldo, 2004). Consistent with this, the magnitude of the 
flash-lag effect is influenced by perceptual grouping of the moving object 
(Watanabe et al., 2001). The flash-lag   likely shares a greater mechanistic 
overlap with the flash-drag effect (Eagleman and Sejnowski, 2007; Murai and 
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Murakami, 2016), and both appear to involve low-level, preattentive 
components while being subject to top-down influences (Whitney, 2006). 

Returning to the idea of a direct read-out model, it seems plausible for 
MIPS in a flash-lag effect to be encoded retinotopically in early visual areas 
via top-down position prediction and/or similar mechanisms underpinning 
motion extrapolation – for example, via shifting of receptive fields in the 
direction opposite to motion (Harvey and Dumoulin, 2016; Schneider et al., 
2019). For the curveball illusion, at least some of the effect could arise from a 
bottom-up accumulation of position deviations based on local motion signals – 
although integration with non-retinal information appears crucial for the illusion 
to survive smooth pursuit eye movement, which is presumably mediated via 
higher-level visual processing. 
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Chapter 4 Measuring perceptual bias in the Ebbinghaus illusion 

4.1 Introduction 

What we see does not always reflect the physical reality, as highlighted 

by visual illusions. The systematic discrepancy between the veridical 
properties of an object and our subjective perception of it is known as 
perceptual bias. Perceptual bias describes how a stimulus subjectively 
appears; this can be distinguished from sensitivity, which describes an 
observer’s objective ability to discriminate between subtly different stimuli. 

Given an individual’s conscious experience cannot be directly accessed 
by a third person, one way to infer their perceptual experience is to examine 
the covariation between the physical stimulus and their behavioural responses, 
or via psychophysics (Fechner, 1860). This is challenging because any 
behavioural response is necessarily a product of perceptual as well as 
cognitive and motor processes. The risk of these confounds is particularly stark 
when measuring the subjective appearance of a stimulus, where there is no 
‘correct answer’. Signal-detection theory dictates that it is logically impossible 
to distinguish responses that arise from a genuine change in appearance (i.e. 
a change in perceptual bias) versus changes in how the observer decides to 
respond (i.e. a decisional criterion shift; Green and Swets, 1966). Morgan and 
colleagues (2012) famously showed that observers can voluntarily shift their 
psychometric function through adopting an artificial decision criterion while 
maintaining sensitivity, such that the resulting shift in the psychometric curve 

appears indistinguishable from that of a genuine change in perceptual bias. 
Since the origin of a behavioural response cannot be determined post-

measurement, the management of non-perceptual factors has generally been 
preventative in nature. Several studies in recent years have identified 
comparison-of-comparisons (CoC) tasks as the gold standard for measuring 
perceptual bias (García-Pérez and Alcalá-Quintana, 2013; Morgan, Melmoth 
and Solomon, 2013; García-Pérez and Peli, 2014; Jogan and Stocker, 2014; 
Morgan et al., 2015; Patten and Clifford, 2015; Finlayson, Papageorgiou and 
Schwarzkopf, 2017; Finlayson et al., 2018). Unlike traditional force choice 
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tasks, a CoC task constrains the observer to make judgements based solely 
on the primary stimulus parameter and consequently prevents a mixed-

decisional strategy (Jogan and Stocker, 2014). 
To illustrate this, take perceptual bias measurements for the 

Ebbinghaus illusion. In a traditional forced-choice paradigm, observers are 
typically presented with a pair of Ebbinghaus stimuli with one target 
surrounded by large inducers and one surrounded by small inducers; here, 
they are asked to judge which target is larger (Figure 1-6A). The primary 
parameter of interest is the perceived target size. However, when forced to 
choose between two targets with similar perceived size, the observer may 
instead choose the target on the basis of their inducer size (a secondary 
stimulus parameter) – for example, if they knew the target with the smaller 
inducers is supposed to appear larger relative to the target with the large 
inducers. 

Such a mixed-decisional strategy would not be possible in a CoC task, 
given observers are asked to judge two pairs of Ebbinghaus stimuli with 
matching context (i.e. both include opposite sized inducers) that only differ in 
their primary stimulus parameter (i.e. target size). Here observers would be 
asked to judge the pair of targets that is more similar in size. To be clear, a 
CoC task is not immune to a deliberate shift in decision criterion. For example, 
an observer could deliberately disobey instructions by choosing the pair of 
stimuli that appears perceptually more dissimilar. However, this should be 

distinguished from the mixed-decisional strategy above, which could arise 
without deliberate effort or intention to cheat. 

Previous studies have validated the CoC approach using tasks where 
there is a correct answer (e.g. midpoint estimate in a bisection task; García-
Pérez and Peli, 2014) or where the averaged perceptual bias is expected to 
be zero (e.g. perceived motion direction across trials; Jogan and Stocker, 
2014). Illusory stimuli have generally been avoided precisely because it is 
difficult to differentiate perception-driven versus decision-driven change in bias 
estimates. However, it should be possible to test a method’s susceptibility to 
non-perceptual factors even during the measurement of subjective perception. 
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Some studies have attempted to manipulate this by asking observers to adopt 
an artificial decision criterion (e.g. Morgan et al., 2012; Gallagher, Suddendorf 

and Arnold, 2019), although it is not clear how well this generalises to 
judgement under naturalistic settings. 

An alternative approach could be to exploit effects that are susceptible 
to decisional criterion shift. In the Ebbinghaus illusion, it has been well-
established that the illusion magnitude is influenced by target-inducer similarity: 
the more similar target and inducer stimuli are, the greater the illusion strength 
(Coren and Miller, 1974; Coren and Enns, 1993; Choplin and Medin, 1999; de 
Fockert et al., 2007). Earlier studies argued that the effect is driven by 
conceptual similarity between the target and inducers (Coren and Miller, 1974; 
Coren and Enns, 1993; see Figure 4-1A), while more recent evidence is 
consistent with the effect being driven by figural similarity (Choplin and Medin, 
1999; Jaeger and Guenzel, 2001). The key distinction between the two 
accounts is that conceptual similarity requires categorisation based on 
semantics, which implies the effect has a cognitive origin, while figural 
similarity is concerned with geometry, which means the effect could be low-
level in origin. In support of the latter account, the magnitude of the target-
inducer similarity effect is comparable in cultures with distinct linguistic 
grouping of geometric shapes, meaning the effect likely does not depend on 
how we ‘think’ about the shape but how we ‘see’ it (de Fockert et al., 2007). 
This is also consistent with the contour interaction account of the Ebbinghaus 

illusion, which suggests the illusion arises from low-level interaction between 
the edges of the target and inducers (e.g. Jaeger, 1978; Roberts, Harris and 
Yates, 2005). 

One study tried to distinguish between sensory and cognitive accounts 
of the target-inducer similarity effect by comparing its magnitude across 
shapes while keeping the proximal distance between target and inducer 
constant (Rose and Bressan, 2002; see Figure 4-1B). Interestingly, the study 
found the similarity effect to be present in a circle and a triangle, but absent in 
a hexagon and an angular shape. The fact that the similarity effect could not  
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Figure 4-1 Target-inducer similarity effect in the Ebbinghaus illusion.  

(A) The stimuli used in Coren and Enns’ study (1993). [Top array] Depending on the 
orientation of the stimulus, it either appears as ‘a magician in a top hat’ or ‘a rabbit peeking 
out of a top hat’. The authors found that the illusion was stronger when the target and the 
inducers are of the same category (e.g. a magician surrounded by magicians) than when 
they are of different categories (e.g. a magician surrounded by rabbits). [Bottom array] The 
authors also conducted a control experiment to rule out low-level explanations. Here, the 
authors argued the stimuli differed only in orientation but not conceptual category; they were 
able to show that the illusion magnitude did not differ between the different configurations. 
(B) The solid lines depict the circle and angular stimuli used in Rose and Bressan’s study 
(2002). The dashed lines demonstrate the constant distance between the target and the 
proximal point of each inducer. 
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be generalised across shapes is incompatible with the cognitive contrast 
explanation. The result was also inconsistent with the contour interaction 

account, which would predict no similarity effect across all shapes. While it is 
possible that contour interaction could not be fully controlled for by keeping the 
distance between target and inducer constant, it also seems implausible that 
the shape of the contour (which necessarily prevents identical edge-to-edge 
distance across shapes) alone could result in a significant difference in illusion 
magnitude. 

A third possibility – not considered by the authors – was interaction with 
cognitive factors. In the study, perceptual bias estimates were obtained using 
a MoA task, which required participants to adjust the size of one target until it 
matches the perceived size of the other target. It seemed plausible that the 
participants adjusted the target size in line with the experimenter’s expectation, 
which was arguably easier for familiar shapes such as circles and triangles. 
Such bias towards experimental demand could similarly underlie Coren and 
Enns’ (1993) initial finding that the target-inducer similarity effect is driven by 
semantic or categorical similarity, which could not be replicated in a 
subsequent study (Choplin and Medin, 1999). This is perhaps unsurprising 
given that these early studies used task designs that were more prone to 
cognitive bias, such as the method of reproduction, which involved size 
estimation by placing a pencil tick mark, or the method of graded series, where 
a set of comparison stimuli ordered from the smallest to largest were presented 

in one array. 
The target-inducer similarity effect may thus offer an opportunity to test 

how susceptible a method might be to cognitive factors, such as a decisional 
criterion shift. Two things are worth noting. Firstly, the ability to evoke a 
decisional criterion shift via the target-inducer similarity effect does not mean 
the Ebbinghaus illusion has a cognitive origin, merely that the bias measured 
is prone to contamination by non-perceptual factors. Secondly, the goal of the 
experiment was not to rule out cognitive factors as a possible contributor to the 
target-inducer similarity effect; the goal was to see how different 
psychophysical methods may differ in their measurement of the target-inducer 



193 
 

similarity effect, which could provide insights into how well a method can 
disentangle perceptual from non-perceptual factors. To this end, the first 

experiment of the current study (Experiment 4-1) tested if the magnitude of the 
target-inducer similarity effect in the Ebbinghaus illusion varied across three 
different psychophysical methods: the method of adjustment (‘MoA’), the 
method of constant stimuli with two-alternative forced-choice procedure (for 
simplicity, ‘2AFC’), and the perceptual matching (‘PM’) task, which is a variant 
of the CoC task. 

Both MoA and 2AFC are popular psychophysical methods with well-
established procedures and analyses. The former has been favoured for its 
speed and ease of administration, while the latter allows estimation of 
sensitivity and, unlike MoA, does not depend on subjective interpretations of 
perceptual criterion (Pelli and Farell, 1995). In contrast, the procedure and 
analysis for a CoC task tend to vary across studies, although they all operate 
with the premise that such a task design would minimise decisional criterion 
shift through the matching of secondary stimulus parameters. The PM task in 
the current study has been adapted from a method originally developed for 
efficiently measuring perceptual biases across the   visual field (Finlayson, 
Papageorgiou and Schwarzkopf, 2017); while the stimulus configuration has 
been modified in the current experiment for the purpose of matching spatial 
location with MoA and 2AFC, its principles are effectively the same. 

Briefly, Experiment 4-1 revealed a striking difference in the absolute 

bias estimates (regardless of target-inducer similarity) between 2AFC and PM. 
Given that PM is less susceptible to a decisional criterion shift, I assumed the 
difference reflects bias overestimation by 2AFC. To understand what might be 
driving this, Experiment 4-2 tested a metacognitive measure of perceptual bias 
that is thought to be less susceptible to decisional criterion change (Gallagher, 
Suddendorf and Arnold, 2019), while Experiment 4-3 matched the stimulus 
distributions of 2AFC and PM; both experiments were unsuccessful in 
resolving the discrepancy in bias estimates between 2AFC and PM. To test 
my initial assumption that 2AFC has been overestimating bias, Experiment 4-
4 tested whether the bias estimates from 2AFC or PM better capture the true 
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perceptual bias. To my surprise, both empirical data and simulations were 
consistent in showing a tendency of PM to underestimate bias. A closer 

inspection revealed a dependency on stimulus distribution that was unique to 
PM. In a final experiment, Experiment 4-5, I showed that this dependency 
could be largely corrected through adaptive stimulus sampling.  
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4.2 Experiment 4-1: Target-inducer similarity effect 

4.2.1 Design 

Given that the target-inducer similarity effect may be driven in part by 
decision-driven bias, I tested whether the magnitude of this effect could 

depend on the psychophysical method used, specifically by comparing 
perceptual bias estimated using MoA, 2AFC and PM. Note that perceptual bias 
is taken as the illusion magnitude here. 

Firstly, I expected to replicate previous studies in showing that the 
strength of the Ebbinghaus illusion is stronger when the target and inducer are 
more similar (!1). Secondly, if the target-inducer similarity effect is indeed 
driven by cognitive factors, I expected to see a weaker similarity effect in PM 
compared to 2AFC or especially, MoA, assuming PM (being a CoC task) is 
less susceptible to decision-driven bias (!2). 
 

4.2.2 Materials and methods 

4.2.2.1 Bayesian sampling plan 

The sample size was not preplanned. Instead, a Bayesian sampling 
approach was adopted until the key hypothesis (!2) could be accepted or 
rejected with strong evidence ($%!" > 10 or $%!" < 0.1, respectively; Rouder, 
2014), or until a maximum sample size of 60 was reached (see 4.2.3.1 for 
more details on the stopping rule). $%!"  is the Bayes Factor indicating the 
relative evidence in favour of the alternative hypothesis over the null 
hypothesis, where $%!" = 10 means there is ten times more evidence for the 
former relative to the latter hypothesis. A Bayesian sampling approach was 
favoured over the conventional frequentist approach (with pre-planned sample 
size) because the key hypothesis concerned a novel task (i.e. the PM task), 

for which I had no expectation for how and to what extent it might differ from 
the other methods. A Bayesian sampling plan would allow me to monitor the 
evidence as the data accumulates (Rouder, 2014). 
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Since each participant had to complete a total of three mini-experiments 
(one mini-experiment per method), participants were recruited in batches of 

six to ensure the order of the mini-experiments could be counterbalanced, 
starting with a minimum sample size of 12. The experiment, including its 
sampling plan, was pre-registered on Open Science Framework prior to data 
collection (https://osf.io/wqrz9/). 
 
4.2.2.2 Participants 

Based on the pre-defined sampling plan, data from thirty participants 
(eighteen females; age range 18–60 years; one left-handed) were included in 
the current experiment. Data from one participant was excluded due to 
suspected non-compliance with task instructions. Specifically, this participant 
completed the PM task in significantly less time than the other participants 
(roughly two standard deviations below average time spent). More importantly, 
this participant completed the PM task in less time than the 2AFC task. This 
was a significant clue for non-compliance given the PM and 2AFC tasks 

contained equal number of trials, except each trial in the PM task contained 
double the number of stimuli (four instead of two targets). Consistent with this, 
the remaining participants spent on average 60% more time on the PM task 
than the 2AFC task. An analysis of the responses from the participant 
suspected of non-compliance further revealed a very shallow psychometric 
curve for the 2AFC task and a wide spread in fit Gaussian curve for the PM 
task that was close to the stimulus distribution; both of which suggests a lack 
of precision. 

Participants were recruited from UCL Psychology Subject Pool 
(uclpsychology.sona-systems.com/). All participants had normal or corrected-
to-normal vision and provided informed, written consent prior to participation. 
The study was approved by the University College London Research Ethics 
Committee. 
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4.2.2.3 Stimuli 

The experiment took place in a dark, noise-shielded room in front of a 

liquid-crystal display (LCD) monitor (47.1 ´ 29.6cm) using its native resolution 

of 1680 ´ 1050 pixels and a refresh rate of 120Hz. Participants maintained a 

constant viewing distance of 48cm by placing their head on a forehead-and-
chin rest. All stimuli were generated using MATLAB R2017a (Version 9.2; The 
MathWorks Inc., 2017) and Psychtoolbox-3 (Version 3.0.14; Brainard, 1997). 

The Ebbinghaus stimuli comprised of white squares or diamonds (187 
cd/m2) presented on a black background (0.19 cd/m2). A diamond is a square 

rotated by 45º. The size of the test target was varied over trials, while the 
reference target (width of 1.6º visual angle) and the inducers (four large 
inducers, width of 2.88º; twelve small inducers, width of 0.4º) were constant in 
size. The centre-to-centre distance between target and inducers was 4.04º for 
large inducers and 2.8º for small inducers. 

The two target-inducer similarity conditions (similar, dissimilar) 
appeared in an equal number of trials. In the similar condition, both the test 
and reference targets were surrounded by inducers of the same shape (i.e. 
square target with square inducers, or diamond target with diamond inducers). 
In the dissimilar condition, the target shape was different to the inducer shape 
(i.e. square target with diamond inducers, or diamond target with square 
inducers). 

The test target was varied as a size ratio of test/reference in binary log 
units, where a ratio of 0 indicates the test and reference were identical in size 
(given +,-#(1) = 0). For the MoA and PM task, the variation was drawn from a 
Gaussian distribution with 0 = 0 and 1 = 0.3. There were 64 trials in total for 
MoA (32 per similarity condition) and 288 trials in total for PM (144 per similarity 
condition). For the 2AFC task, 32 trials were presented at each of nine stimulus 
levels: 0,±0.1, ±0.2, ±0.3, ±0.6  (16 trials per stimulus level per similarity 
condition; 288 trials in total). The following variables were balanced across 

trials within participant: target shape (diamond or square), inducer size around 
the targets (large or small inducers around the reference) and the location of 
the test and reference on the screen. 
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4.2.2.4 Procedure 

Perceptual bias was measured for each participant using MoA, 2AFC 
and PM, where each psychophysical method corresponded to a mini-

experiment; for simplicity, bias estimated using each method will henceforth 
be called ‘MoA bias’, ‘2AFC bias’ and ‘PM bias’, respectively. Participants 
performed the three mini-experiments in a pseudo-randomised order. The 
order of the three mini-experiments was counterbalanced across participants. 

The instructions for all three mini-experiments were given prior to the 
start of the first mini-experiment, and participants were left to complete all three 
by themselves. All mini-experiments started with a practice trial to refresh 
participant memory of the instruction. The trials were organised in blocks of 
eight (with 8 trials per block in MoA, or 36 trials per block in 2AFC and PM) to 
provide participants with opportunities for rest, information on progress and a 
reminder of the instructions. Each trial began with a 0.5s white fixation dot 
(0.16º) in the centre of the screen, which appeared after the participant made 
a response in the previous trial and disappeared before the Ebbinghaus stimuli 
appeared on-screen. 

In a MoA or 2AFC trial, a pair of Ebbinghaus stimuli (one reference, one 
test) were presented side-by-side and centred on either the top or bottom half 
of the screen. The targets – the square or diamond in the middle – were 
equidistant (7º) from the horizontal centre of the screen. One target (test or 
reference) was surrounded by large inducers while the other target (reference 
or test) was surrounded by small inducers. 

In a MoA trial, participants were asked to adjust the target until it 
matched the size of the other target using the up and down arrow keys; 
participants would not know which target was adjustable (i.e. the test) until they 
started adjusting. Once they finished adjusting, they pressed a different button 
to indicate completion of the trial and were then taken to the next trial. In a 
2AFC trial, participants were asked to select the larger of the two targets using 
the left and right keys. In a PM trial, two pairs of Ebbinghaus stimuli were 
presented: one at the top and one at the bottom of the screen; each pair had 
one target with large inducers and one target with small inducers. Participants 
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were asked to select the pair of targets that was best matching in size using 
the up or down arrow keys (Figure 4-2A). 

The adjusted or selected stimuli turned from white to grey to show 
participants their response had been registered; however, no feedback was 
given in any of the trials to prevent a change in decision criterion (Morgan et 

al., 2012). Participants had unlimited viewing time and were explicitly 
encouraged to freely move their gaze in order to compare target size using 
their foveal vision. 
 

4.2.3 Analyses 

4.2.3.1 General approach 

The hypothesis predicted a difference in the target-inducer similarity 
effect between the three psychophysical methods. To test this, the perceptual 
bias was first calculated for each similarity condition and method. This gave 

rise to six perceptual bias estimates per participant (2 similarity conditions ´ 3 

methods). Trials were collapsed across sub-conditions (i.e. difference in target 
shape, inducer size, locations of test and reference). To collapse across trials 

with different inducer size, the sign was inverted for trials where the test was 
surrounded by small inducers (which would predict a negative perceptual bias). 
Perceptual bias was expressed as the binary logarithm of the size ratio of test 

over reference, or +,-# 6 $%&$
'%(%'%)*%7, where zero would suggest the absence of 

an illusory effect and a positive value would indicate how much physically 
bigger the test was when the observer perceived it to be equal in size to the 
reference (assuming the test target was surrounded by large inducers, and the 
reference target by small inducers). 

Once the bias estimates were obtained, I then calculated the magnitude 
of the similarity effect for each method by subtracting the perceptual bias 
estimates in the similar condition from the dissimilar condition (this is 
essentially a ratio of the perceptual biases across similarity conditions, given 

+,-#89: − +,-#<9= = +,-# 6+,-.,&7). It is worth reiterating that it is the difference 
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in similarity effect (or its lack thereof) between PM and the other methods (MoA, 
2AFC) that determined the acceptance or rejection of !2, and this was used 

as the stopping rule for sampling. 
 
4.2.3.2 MoA and 2AFC 

For MoA, perceptual bias was obtained simply by averaging the log size 
ratios across trials for each similarity condition. 

For 2AFC, a psychometric function was fit to the probability of choosing 
test over reference, or >(?@=?), across stimulus values using a cumulative 
Gaussian function with three free parameters: midpoint (mean), slope 
(variance) and lapse rate (key press error). The optimal fit was determined by 
the least squared error. A cursory fit using linear regression was used to 
provide the initial seed value for midpoint and slope, while lapse rate was 
initially set as 0. The psychometric curve was used to determine the PSE (see 
Figure 4-2B); this is the stimulus value at which the observer chooses the test 
and reference with equal probability, or where >(?@=?) = >(A@B) = 0.5. 

 
4.2.3.3 Perceptual matching (PM) task 

A Gaussian model was fit to predict the participant’s response for each 
trial at each stimulus location (in this case, top and bottom of the screen). Using 
a simplex-based optimisation method (Nelder and Mead, 1965; Lagarias et al., 
1998) that minimises prediction error, the model fit two free parameters: the 
peak location (0 ), which is an estimate of the perceptual bias that best 
predicted the participant’s choice across trials; and the spread (1 ), which 
corresponded to sensitivity or precision. The scaling factor (D) was fixed at 1. 
The model can be thought of as a ‘size similarity’ detector tuned to the stimulus 
size that is perceptually most similar to the reference. 

To seed the model, the initial 0 and 1 parameters were set as the mean 
and standard deviation of all stimulus values for the chosen target location, 
respectively. The method was originally developed for efficient estimation of 

perceptual biases across multiple spatial locations (Finlayson, Papageorgiou 
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and Schwarzkopf, 2017); since the current experiment was not designed to 
test spatial location-specific bias, the fit 0  and 1  was averaged across the   

stimulus locations to obtain the perceptual bias and spread. 
 

4.2.4 Results 

4.2.4.1 H1: Replication of target-inducer similarity effect 

To test the effect of psychophysical method on the target-inducer 
similarity effect, data were collected using a Bayesian sampling approach. The 
stopping rule was set as a maximum sample size of 60, or until there was 
strong evidence to suggest that the similarity effect was stronger, weaker or 
the same in PM task as in MoA and 2AFC. The evidence was assessed 
iteratively after each batch of recruitment (i.e. every six participants). Following 
this sampling plan, I reached the stopping rule after data collection from 30 
participants. See Table 4-1 and Figure 4-2C for a summary of bias estimates 
by method and similarity conditions. 

Repeated-measures Bayesian ANOVA was conducted using a zero-
centred Cauchy prior implemented in JASP (Version 0.8.5.1) with a default 
scale of 0.707. This showed a main effect of target-inducer similarity ($%!" ≫
100), where the illusory experience was stronger when target and inducers 
shared the same shape, as predicted by the first hypothesis (!1). 

A note on the prior: a Cauchy distribution resembles a Gaussian 
distribution with thicker tails. A symmetrical zero-centred Cauchy prior 
essentially corresponds to a bidirectional test that does not favour evidence in 
either direction. The scale of a Cauchy distribution determines its width – or 

the range of effect sizes that we expect to see. A default scale of 0.707 means 
50% of the prior mass lies between the interval -0.707 and +0.707; this 
distribution considers the most likely effect size to be small, but it also does 
not rule out large effects. Note that the choice of prior matters less with 
increasing sample size, as the posterior distribution will shift towards where 
the evidence accumulates. 
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4.2.4.2 H2: Absolute similarity effect is weakest in PM and greatest in 2AFC 

The test further revealed a main effect of method ($%!" ≫ 100) and an 
interaction between method and similarity effect ($%!" ≫ 100 ). This was 

unpacked using Bayesian paired-samples t-tests. Note that this refers to  the 
absolute magnitude of the similarity effect, which is dependent on the absolute 
biases. As predicted by the second hypothesis (!2), the similarity effect was 
weaker in PM compared to both 2AFC ($%!" ≫ 100) and MoA ($%!" = 18.4). 
The similarity effect was stronger in 2AFC than in MoA ($%!" ≫ 100).  
 
4.2.4.3 Exploratory: Relative similarity effect is constant across tasks 

I noted that, on average, PM biases were smaller than MoA biases, 
which were in turn smaller than 2AFC biases, regardless of similarity 
conditions. To account for the differences in absolute biases, I also looked at 
the relative similarity effect across tasks. This was calculated as the ratio of 

the log values (i.e. /01!+,-/01!.,&
). Bayesian paired-samples t-tests revealed the 

relative similarity effect to be comparable between PM and 2AFC ($%!" = 0.2), 
PM and MoA ($%!" = 0.4), and between 2AFC and MoA ($%!" = 0.5).   
 

4.2.5 Discussion 

The current experiment compared the target-inducer similarity effect in 
the Ebbinghaus illusion measured across three psychophysical methods: MoA, 
2AFC and a novel PM task. As expected, the target-inducer similarity effect 
was replicated across all methods. Importantly, the target-inducer similarity 
effect was found to be weakest in PM compared to traditional psychophysical 
methods such as MoA and 2AFC; this appears to be driven by a difference in 
absolute bias estimates, since the relative similarity effect is comparable 
across tasks. Assuming the variation in absolute bias estimates effect reflects 
decisional factors and that PM is less susceptible to decisional criterion shifts, 
the results could reflect bias overestimation by 2AFC and MoA.  
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Table 4-1 Bias estimates by psychophysical method and target-inducer similarity (n=30) 

 

 
Figure 4-2 Stimuli and results in Experiment 4-1.  

(A) Example trial type. In a MoA or 2AFC trial, participants were presented with a pair of 
Ebbinghaus stimuli either at the top or bottom of the screen. In a PM trial, participants were 
presented with two pairs of Ebbinghaus stimuli, one at the top and one at the bottom of the 
screen, where they were asked to select the pair of targets that is best matching in size. (B) 
Psychometric functions by target-inducer similarity condition for a representative participant. 
(C) Averaged bias estimates by method and target-inducer similarity conditions. The 
absolute similarity effect is greatest in 2AFC and weakest in PM. Error bars denotes standard 
error of mean.  

 
Similar  Dissimilar  Similarity effect 

mean std  mean std  mean std 

Method of adjustment (MoA) 0.11 0.05 
 

0.07 0.04 
 

0.04 0.02 

Two-alternative forced-choice 
(2AFC) 0.18 0.08 

 
0.10 0.08 

 
0.08 0.05 

Perceptual matching (PM) 0.07 0.03 
 

0.04 0.03 
 

0.02 0.03 
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Given that forced-choice procedures are often thought to provide a 
more bias-free measure than MoA, it is perhaps surprising that the bias 

estimates were greater in 2AFC than in MoA. One reason for this could be the 
difference in task requirements and hence decisional criteria. In an adjustment 
task, participants are asked to satisfy a perceptual criterion by adjusting a 
particular parameter of the stimulus; such a task may be susceptible to motor 
noise and the participant’s subjective interpretation of such a criterion, but 
unlike in a discrimination task, participants would not face the conundrum of 
having to choose between two perceptually indistinguishable stimuli. When 
faced with such a conundrum, participants could formulate a decisional 
strategy to always choose the target with the smaller inducers – for example, 
if they knew smaller inducers are associated with larger perceived target – 
which would lead to an overestimation of bias.  

The difference in decisional strategies could similarly underlie the 
striking difference between 2AFC and PM, where I observed a four-fold 
increase in absolute similarity effect and over two-fold increase in bias 
estimates in 2AFC relative to PM. Note that while both 2AFC and PM are 
discrimination tasks, the matching context in PM means it could preserve the 
advantage of a discrimination task while preventing a mixed-decisional 
strategy (i.e. where participants could make consistent choices based on an 
irrelevant stimulus attribute). To understand whether a shift in decisional 
criterion could be driving the discrepancy between 2AFC and PM bias – 

assuming 2AFC overestimates perceptual bias – in the next experiment, I 
estimated perceptual bias based on how confident participants feel about their 
size discrimination judgement. 

In a recent study, Gallagher and colleagues (2019) showed that a 
metacognitive estimate of perceptual bias may be less susceptible to criterion 
change. In one of the experiments, they first made participants ‘adapt’ to 
random motion (i.e. 0% coherence) before asking them to make a direction 
judgement (as in a traditional 2AFC task) on the subsequent moving test 
stimuli, which should now be moving in an ambiguous direction. Critically, 
participants were asked to adopt a default decision if they could not determine 
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the direction of the test stimulus; the default decision was prespecified by a 
static direction cue (i.e. an arrow pointing either to the left or right, shown above 

the adaptor). Participants were then asked in a second response interval how 
confident they felt about their perceptual judgement. The authors showed that 
the perceptual bias measured from the confidence reports was immune to the 
artificial change in decision criterion, whereas the traditional 2AFC was not. 
Notably, the confidence measure performed as well as the traditional forced-
choice measure in determining perceptual sensitivity. This suggests 
confidence report could complement traditional 2AFC in estimating perceptual 
biases untainted by criterion confounds.  

To understand what is driving the difference in perceptual bias 
estimates between methods, I next tested whether using confidence reports 
could resolve the discrepancy in bias estimates between 2AFC and PM 
(Experiment 4-2). Using the logic from Gallagher and colleagues (2019), if 
perceptual bias estimated through the confidence report was closer to PM, this 
would support the idea that 2AFC may be more susceptible to a decisional 
criterion shift, resulting in overestimation. Conversely, if the confidence reports 
yielded perceptual bias estimates close to 2AFC, this would suggest that a 
different cognitive factor may be driving the difference between PM and 2AFC 
tasks, or – more broadly – it would indicate that the difference between these 
tasks could not be accounted for by using a metacognitive estimate. Note that 
since the task did not seem to affect the magnitude of the target-inducer 

similarity effect in relative terms, this was not manipulated in the next 
experiment.  
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4.3 Experiment 4-2: Confidence-estimated bias 

4.3.1 Design 

Experiment 4-1 showed that across the   three psychophysical methods, 
the perceptual bias estimates in the Ebbinghaus illusion were greatest in 2AFC 

and weakest in PM. This could reflect a greater susceptibility of 2AFC to a 
decisional strategy relative to PM. Given that the metacognitive estimate of 
perceptual bias is thought to be less susceptible to decisional criterion change 
(Gallagher, Suddendorf and Arnold, 2019), the current experiment tested 
whether perceptual biases measured from confidence reports could account 
for the discrepancy in bias estimates that we observed between PM and 2AFC. 

For each participant, three perceptual bias estimates were obtained 
over two   mini-experiments. In the 2AFC mini-experiment, in addition to the size 
judgement task, a second response interval was added to each trial to collect 
confidence reports. The goal was to see if (1) the discrepancy in bias estimates 
between 2AFC and PM in Experiment 4-1 could be replicated without the 
target-inducer similarity manipulation, and (2) if perceptual biases measured 
from confidence reports were closer to 2AFC or PM estimates. 
 

4.3.2 Materials and methods 

4.3.2.1 Participants 

Seven participants (two females; age range 24–40; all right-handed) 
working in or visiting the School of Optometry and Vision Science, University 
of Auckland took part in the experiment, including the author. All participants 
had normal or corrected-to-normal vision and provided informed, written 
consent prior to participation. The study was approved by the University of 
Auckland Human Participants Ethics Committee. 

 
4.3.2.2 Stimuli and procedure 

The current experiment took place at the University of Auckland over a   

six-week study visit. The experiment took place in a dark room in front of a 



207 
 

LCD monitor (51 ´ 29cm) using its native resolution (1920 ´ 1080 pixels) and 

a refresh rate of 60Hz. Stimulus dimensions (in degrees of visual angle) were 
kept constant as in Experiment 4-1; participants maintained a constant viewing 
distance of 46cm using a chin rest. 

Ebbinghaus stimuli were identical as in Experiment 4-1 except all 
targets and inducers were changed to circles since target-inducer similarity 
was not manipulated (Figure 4-3A). The only difference in procedure was the 
addition of a second response interval in a 2AFC trial that collected data about 
participants’ confidence level in the size discrimination task. After each 2AFC 
trial where participants were asked to select the larger of the two targets using 
the left and right keys, the screen turned dark for 0.3s before a white fixation 
dot occurred at the centre of the screen, at which point, participants were 
asked to indicate how confident they feel about the judgement using the up or 
down arrow keys; note that the confidence report was binary, such that the two 
keys essentially corresponded to confident and not confident. PM procedure 

did not change. 
Each mini-experiment consisted of 216 trials. Target (test and reference) 

locations and inducer size were balanced within participants. All other 
parameters were identical to Experiment 4-1 unless otherwise specified. 
 

4.3.3 Analyses 

Three bias estimates were obtained per participant based on size 
judgement and confidence reports in the 2AFC mini-experiment and size 
similarity judgement in the PM mini-experiment; for simplicity, these will 
henceforth be called ‘2AFC bias’, ‘confidence report bias’ and ‘PM bias’, 
respectively. As in Experiment 4-1, bias estimates were expressed as a size 
ratio of test/reference in binary log units. See 4.2.3 for analysis procedure for 
2AFC size discrimination and PM. 
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4.3.3.1 Using confidence (choice uncertainty) to estimate bias 

Confidence reports were used to estimate perceptual bias as in 
Gallagher, Suddendorf and Arnold (2019). This approach assumes the targets 

appear perceptually the most similar when participants feel the most uncertain 
(i.e. the least confident) about their size judgement. To estimate perceptual 
bias, I first determined the participants’ level of uncertainty at each stimulus 
level (i.e. size ratio) by dividing the number of not confident trials over the total 
number of trials; this gave rise to a confidence (or uncertainty) distribution 
across stimulus levels. This was then fit with a one-dimensional Gaussian 
curve (Figure 4-3C), where the stimulus value at the peak location ( 0 ) 
corresponded to the point of maximal choice uncertainty or the PSE. The 
spread (1) of the Gaussian curve corresponded to how precise the participant 
was in judging their own confidence level, which could be influenced by 
sensory and/or metacognitive sensitivity. Baseline (H) and a scaling factor (D) 
were also fitted. Seed parameter values were obtained from first fitting a group-
averaged distribution. 
 
4.3.3.2 Bootstrapped confidence interval 

Given the small sample size, I tested for a difference across methods 
within participant by calculating a bootstrapped 95% confidence interval (CI) 
for each bias estimate, where an overlap in CI would suggest the difference is 
not significant. Bootstrapping involves randomly resampling the original 
(empirical) dataset with replacement to create multiple simulated datasets of 
the same sample size (Efron and Tibshirani, 1993); intriguingly, by resampling 
a single dataset, this gives rise to a sample distribution that is roughly 
representative of the ‘population’ – or, in this case, the participant’s response 
in general. 

Specifically, for 2AFC, this involved sampling with replacement the 
participant’s responses (test or reference) at each of the stimulus levels. There 
were 24 trials per stimulus level in the experiment, thus 24 samples were 
drawn with replacement from the 24 responses at each stimulus level. The 
simulated responses were then used to estimate the psychometric function to 
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derive a simulated PSE – or perceptual bias estimate. The above steps were 
repeated 10,000 times to form a ‘2AFC bias’ distribution, where the lower and 

upper boundary of the CI corresponded to stimulus values at the 2.5 and 97.5 
percentile of the distribution respectively. This analysis was similarly repeated 
for confidence report bias except the data being resampled was the 
participant’s confidence report (confident or not confident). 

For PM, a simulated dataset was generated by sampling with 
replacement participant responses (and the corresponding stimulus values) 
216 times from the 216 trials. The simulated behavioural responses were then 
fit with a Gaussian model that minimises prediction error, where its mean 
corresponded to the simulated bias estimate. As above, this was repeated 
10,000 times to form a ‘PM bias’ distribution, where the 95% CI could be 
estimated. 
 

4.3.4 Results 

4.3.4.1 Bias estimates from 2AFC and confidence reports are higher than PM 

Here, I compared three bias estimates for the Ebbinghaus illusion 
based on traditional 2AFC size judgement, confidence reports and PM size 
similarity judgement. On average, 2AFC estimated bias (:@IJ = 0.18, =?K =
0.08) was greater than confidence measured bias (:@IJ = 0.14, =?K = 0.09), 
which was in turn greater than PM-estimated bias (:@IJ = 0.07, =?K = 0.03). 

To test for a difference within participant, I calculated a 95% CI for each 
bias estimate using a bootstrapped analysis (with 10,000 iterations). In general, 
perceptual biases estimated with 2AFC and confidence reports were 

comparable, while biases estimated via PM were significantly lower than the 
other two methods. Of the seven participants, only one showed greater biases 
for 2AFC than confidence reports, while six had greater biases for 2AFC than 
PM. Four had greater biases estimated via confidence reports than PM (Figure 
4-3D). 
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4.3.4.2 2AFC and confidence report estimates were consistent 

As an exploratory analysis, I also tested whether bias and sensitivity 
estimates were consistent across tasks. Consistent with the above results, 

2AFC biases correlated significantly with confidence report biases ( A =
0.86, N = 0.012, J = 7) while confidence report biases correlated significantly 
with PM biases (A = 0.86, N = 0.014, J = 7). While 2AFC biases also correlated 
with PM biases, this was non-significant (A = 0.81, N = 0.029, J = 7). Note that 
the significance level has been corrected for multiple comparisons (i.e. 0.05/3 
= 0.0167). 

In general, participants exhibited greater precision during 2AFC and 
confidence report than in PM. Standard deviation of the 2AFC psychometric 
functions (:@IJ = 0.08, =?K = 0.05) correlated significantly with spread of the 
confidence distribution (:@IJ = 0.12, =?K = 0.05; A = 0.85, N = 0.016, J = 7). 
However, PM spread (:@IJ = 0.22, =?K = 0.02) did not correlate with standard 
deviation of the psychometric functions, (A = 0.20, N = 0.660, J = 7) nor with 
spread of the confidence distribution (A = −0.02, N = 0.972, J = 7). 

 

4.3.5 Discussion 

Without manipulating target-inducer similarity, the current experiment 
replicated the key finding in Experiment 4-1, namely that perceptual biases 
estimated with 2AFC were significantly greater than those estimated with PM. 
Contrary to the second prediction, however, biases derived from confidence 
reports were comparable to biases estimated with 2AFC. One interpretation 
would be that confidence reports and 2AFC are equally susceptible to a 

decisional strategy – or, at least, confidence reports could not account for the 
factor that drove bias overestimation in 2AFC in this experiment. For example, 
unlike Gallagher and colleagues’ (2019) study, my experiment did not attempt 
to induce decisional criterion change through explicit cues or instructions. 
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Figure 4-3 Stimuli and results in Experiment 4-2.  

(A) Stimuli were identical to Experiment 4-1, except all targets and inducers were changed 
to circles. (B) An example psychometric curve fit based on the 2AFC task. PSE is the stimulus 
level at which test and reference are chosen with equal probability. Data was taken from a 
representative participant. (C) A one-dimensional Gaussian was fit to confidence report data 
across stimulus levels. The stimulus level that produced the greatest choice uncertainty was 
deemed as the PSE; note that choice uncertainty here is equivalent to a lack of confidence. 
Data was taken from the same participant as in (B). (D) Bias estimates across methods for 
the seven participants. The difference in bias estimates between 2AFC and PM in Experiment 
4-1 was replicated here. The error bars denote bootstrapped 95% CI (10,000 iterations). 
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As noted in 4.2.5, one of their experiments involved ‘adaptation’ to 
random motion, where participants were explicitly instructed to adopt an 

artificial criterion specified by the experimenter if they were unsure of the test 
direction. They showed that 2AFC was not immune to the artificial criterion 
change while confidence reports were. In another experiment (see pre-print: 
Gallagher, Suddendorf and Arnold, 2018), the adapting stimuli were 
photographs of implied motion (e.g. a moving car). The results showed that 
2AFC biases were significantly different for left- versus right-implied motion 
stimuli, while confidence-estimated biases were comparable. The authors 
interpreted this to mean that confidence estimates were less susceptible to 
post-perceptual processes, which likely drove the implied motion effect. Note 
that in this experiment, participants were not instructed to adopt an artificial 
criterion, but instead, they were asked to provide their best guess for the test 
direction. However, the photographs provided explicit direction cues for 
formulating a decisional strategy. Therefore, it is possible that the ‘immunity’ 
of confidence reports observed in the previous study could not be generalised 
to my experiment. 

Another interesting finding is the reduced variance in PM bias and 
sensitivity estimates across participants. If PM were to more accurately 
capture perceptual bias than 2AFC and confidence reports, the variance in the 
latter methods could be driven by post-perceptual processes, while 
participants actually share similar perceptual bias. It is worth noting that the 

sensitivity estimates from 2AFC and confidence reports are not directly 
comparable with PM sensitivity estimates, since PM spread is more heavily 
influenced by the underlying stimulus distribution. Nonetheless, participants 
may exhibit less precision during the PM task due to the general increase in 
task difficulty, divided attention, and the increased level of noise just by virtue 
of having more stimuli and comparisons. Specifically, PM involves three 
comparisons across four stimuli whereas 2AFC involves just one comparison 
between two stimuli. Due to the way stimulus size was sampled in PM (i.e. 
following a continuous zero-centred Gaussian distribution), PM stimuli may on 
average look more similar and consequently, they may be harder to distinguish. 
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Furthermore, it is possible for participants to be presented with test candidates 
where one is larger than the reference and one is smaller than reference; this 

forces size similarity judgement in opposite directions, which is arguably more 
difficult and less intuitive.  

Confidence reports did not resolve the discrepancy in bias estimates 
between PM and 2AFC. To understand what might be driving this, here I 
consider another key difference between 2AFC and PM: stimulus distribution. 
In the current study, 2AFC test size was sampled without replacement from a 
set of fixed stimulus values, while test targets in PM were sampled with 
replacement from a continuous Gaussian distribution. This has implications for 
stimulus expectation, which is thought to influence perceptual decision either 
through the altering of the underlying sensory signal and/or the decision 
criterion (Summerfield and de Lange, 2014). In this case, participants may 
apply different decisional strategies in each task, given that test targets would 
be (on average) more similar and closer in size to the reference in PM. 

To see if differences in stimulus distribution contributed to the 
discrepancy in 2AFC and PM bias estimates, next I matched the stimulus 
distribution before comparing 2AFC and PM bias estimates (Experiment 4-3).  
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4.4 Experiment 4-3: Matching stimulus distributions 

4.4.1 Design 

Experiments 4-1 and 4-2 revealed a stark discrepancy in perceptual 
bias estimates between 2AFC and PM, where biases estimated by 2AFC were 

consistently greater than those measured by PM. This discrepancy was largely 
preserved when using a metacognitive estimate of bias (Experiment 4-2), 
which is thought to be less susceptible to a decisional criterion shift (Gallagher, 
Suddendorf and Arnold, 2019). Another notable difference between 2AFC and 
PM was the stimulus distribution from which the test target sizes were drawn, 
which has implications for task difficulty and decisional strategies. 

The current experiment aimed to test if the difference in stimulus 
distribution could be driving the discrepancy in bias estimates observed in the 
previous experiments. Here bias estimates were obtained using 2AFC and PM 
with matched stimulus distributions (one mini-experiment per method). The 
goal was to see if by matching the stimulus distributions, the discrepancy in 
bias estimates would be resolved, and to determine if the original discrepancy 
reflected bias overestimation by 2AFC or underestimation by PM. 
 

4.4.2 Materials and methods 

The same seven participants in Experiment 4-2 took part in the current 
experiment. The experiment took place at the University of Auckland during a 
study visit. Stimuli and procedure were identical to Experiment 4-2 with the 
same number of trials per mini-experiment (216 trials), except for two changes 
to the 2AFC procedure. Firstly, participants no longer had to report how 
confident they felt about the 2AFC size judgement, so the second response 

interval was removed. More importantly, the stimulus distribution in the 2AFC 
task was matched to that in the PM task. Instead of having fixed stimulus levels, 
the test-stimulus size for both methods was drawn from a Gaussian distribution 
with 0 = 0 and 1 = 0.3. 
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4.4.3 Analyses 

Bias estimates were obtained using PM and 2AFC tasks with matching 
stimulus distributions; for simplicity and as in previous experiments, these will 

be termed ‘PM bias’ and ‘2AFC bias’, respectively. Bias estimates were 
expressed as a size ratio of test/reference in binary log units. See 4.2.3 for PM 
analysis. 
 
4.4.3.1 Fitting a psychometric function with continuous stimulus values 

A psychometric function describes the likelihood of an observer 
choosing the test over the reference stimulus (or the reference over the test) 
as a function of test stimulus values. Conventionally, this involves presenting 
test targets based on a set of fixed stimulus values, where each stimulus value 
usually appears in an equal number of trials. A key challenge for drawing 
stimulus values from a continuous distribution – as in the current experiment – 
is that the same set of stimulus value is unlikely to be repeated within or across 
participants. To estimate the likelihood of an observer’s choice at a given 
stimulus value therefore requires some aggregation (or binning) of stimulus 

values, ideally in a way that provides similar weighting to each data point and 
that is consistent across participants. One simple way of aggregating stimulus 
values would be to perform binning at fixed intervals; however, this would 
result in bins with highly unequal number of trials, since fewer trials contain 
extreme stimulus values, while most trials contain stimulus values close to the 
reference. This is because in the current experiment, the stimulus values were 
drawn from a Gaussian distribution of 0 = 0  and 1 = 0.3 . Note that for a 
probability density function, the probability of encountering a particular range 
of stimulus values is given by the area under the curve. To ensure all data 
points for the psychometric curve are based on a similar number of trials, here 
I employed a sliding window approach that sampled stimulus values based on 
a constant area-under-curve   size of 0.1, given by: 
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O N(=)KP = 0.1
2

3
 

 
where I,  Q  defines the range of stimulus values falling within the 

window and Q − I effectively corresponds to the width of the window. For a 
Gaussian-probability density function, this would result in wide but short 
windows near the tails of the distribution, and narrow but tall windows near the 
peak of the distribution (Figure 4-4A). Trials with stimulus values falling within 
each window were sampled; it was then possible to determine the likelihood 
of choosing the test for that averaged stimulus value. An area size of 0.1 

means the probability of a given stimulus value falling within a window would 
always be 10%. Since the experiment had a total of 216 trials, each window 
should contain an average of 21.6 trials. 

The window stepped across the   P-axis with a step size of 0.01 from a 
stimulus value of −0.38 to +0.77 (asymmetrical as this corresponded to the 
rightbound of the window; values beyond this range occur with 1% probability), 
giving rise to a total of 116 windows, or data points for the fitting of the 
psychometric function. Given the step size and the sliding window, any trial 
could be sampled multiple times. As previously described in 4.2.3.2, a 
cumulative Gaussian curve weighted by the number of trials per stimulus level 
could then be used to fit the psychometric function and determine the PSE 
(see Figure 4-4B for an example). 
 As in Experiment 4-2, I tested for a significant difference between 2AFC 
and PM bias by calculating a bootstrapped 95% CI (for more details, see 
4.3.3.2). For the 2AFC task with continuous stimulus distribution, 
bootstrapping was performed post-binning such that stimulus values (and the 
corresponding participant response) were sampled with replacement from 
each window, where the simulated dataset matched the original sample size 
in each window. As in Experiment 4-2, I obtained 10,000 simulated 
psychometric curves and perceptual bias estimates and identified the bias 

estimates falling within the middle 95 percentile. 
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4.4.4 Results 

4.4.4.1 PM estimates lower than 2AFC with matched stimulus distribution 

In the current experiment, I compared perceptual bias estimates from 
2AFC and PM tasks using matching stimulus distributions. The averaged bias 

estimates were lower for PM (:@IJ = 0.07, =?K = 0.02) than for 2AFC (:@IJ =
0.17, =?K = 0.07 ); this discrepancy in bias estimates was comparable to 
Experiment 4-2. To test for within-subject differences in bias estimates, I 
calculated a 95% CI for each bias estimate using a bootstrapped analysis 
(10,000 iterations). For most participants (six out of seven), PM bias estimates 
were lower than 2AFC estimates (Figure 4-4C). 

As an exploratory analysis, I also tested if bias and sensitivity estimates 
were consistent across tasks. 2AFC and PM biases correlated moderately, 
although this was non-significant ( A = 0.41, N = 0.364, J = 7 ) while the 
standard deviation of the psychometric function (:@IJ = 0.10, =?K = 0.06 ) 
correlated significantly with PM spread (:@IJ = 0.21, =?K = 0.01; A = 0.98, N <
0.001, J = 7). 
 
4.4.4.2 Bias estimates were generally consistent across experiments 

Given that Experiment 4-2 and 4-3 involved the same participants and 
methods, I could compare bias and sensitivity estimates across experiments. 
2AFC biases in the current experiment correlated significantly with that of 
Experiment 4-2 (A = 0.83, N = 0.020, J = 7; based on a corrected significance 
level of 0.05/2 = 0.025). The standard deviation of the psychometric curves in 
the current experiment also correlated with the previous experiment, although 
this was non-significant (A = 0.54, N = 0.215, J = 7). 

There was a positive but non-significant correlation between PM biases 
in the current and the previous experiment (A = 0.71, N = 0.076, J = 7). To my 
surprise, however, PM spread did not correlate across experiments (A =
−0.03, N = 0.947, J = 7) even though the averaged values were comparable. 
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Figure 4-4 Analyses and results in Experiment 4-3.  

(A) Given that 2AFC stimulus values were sampled from a continuous Gaussian distribution, 
I used a sliding window with a constant area-under-the-curve size of 0.1 to sample and bin 
trials; this ensures a similar number of trials would be sampled per window. Note that step 
size has been exaggerated for clarity. (B) Following the sliding window trial binning 
procedure, it was possible to fit a psychometric curve based on the averaged stimulus values 
and choice likelihood per window. Orange circles denote data from a representative 
participant. (C) Bias estimates for the seven participants in Experiment 4-2 and 4-3. Note that 
stimulus distribution in 2AFC was matched to PM in Experiment 4-3 (but not in Experiment 4-
2). Participants did not make confidence reports in Experiment 4-3. The PM task was identical 
in both experiments. The error bars denote bootstrapped 95% CI (10,000 iterations). Note 
that the Cis for the 2AFC task in the current experiment are much narrower because there 
were many more data points to constrain the (simulated) psychometric functions, which 
necessarily leads to a narrower bias distribution. 

  



219 
 

4.4.5 Discussion 

Experiment 4-1 and 4–2 showed consistent differences in perceptual 
bias estimates measured with 2AFC and PM. To understand what might be 

driving this, the current experiment matched the stimulus distribution used in 
the 2AFC and PM tasks. Given that the discrepancy was largely preserved, 
this suggests the difference in bias estimates could not be accounted for by 
the difference in stimulus distributions. 

While the change in 2AFC stimulus distribution had no effect on bias 
estimates, it did appear to affect sensitivity estimates. In particular, the 
matching stimulus distribution may have caused the participant to perform 
more similarly across tasks, where 2AFC and PM sensitivity estimates 
correlated significantly in the current experiment but not in Experiment 4-2. 
However, this does not explain why PM sensitivity estimates here did not 
correlate with the previous experiment since the tasks and design were 
essentially identical. One possibility is that PM analysis – which involves the 
fitting of a Gaussian tuning curve – produces more reliable mean estimates 
(i.e. bias) than width estimates (i.e. sensitivity or precision). 

It is worth noting that, while both 2AFC and PM analyses depend on the 
minimisation of a cost function (e.g. least squared error or minimum prediction 
error), the fitting of a psychometric function is much more constrained and less 
susceptible to local minima. A psychometric function is typically fit to regularly 
spaced data points with a highly predictable shape, where a stimulus level is 
associated with a single response likelihood. Here, goodness-of-fit of the 

function depends on decent characterisation of both the midpoint and the slope. 
In contrast, PM analysis involves the estimation of a Gaussian tuning function 
that minimises the prediction error for behavioural response, where 
behavioural response may be more strongly driven by perceptual bias than 
sensitivity (such that PM analysis may prioritise the estimation of the former). 
In addition, a study recently reported that the fitting of population receptive 
fields (pRF) – also modelled as a Gaussian curve – produces more reliable 
location (mean) estimates than size (spread) estimates (Lage-Castellanos et 
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al., 2020). This issue appears to be general in nature and relates to greater 
sensitivity of the cost functions to variations in mean than width. Consistent 

with the above ideas, PM bias estimates were consistent across Experiments 
4-2 and 4-3, while PM sensitivity estimates were not. Additional evidence has 
come from a previous study using the same PM task, which showed that 
feedback altered the bias estimates but had no effect on the sensitivity 
estimates. Likewise, PM biases correlated significantly between feedback 
conditions across participants, but sensitivity estimates did not (Finlayson et 

al., 2018). 
In return to the initial question, the results suggest stimulus distribution 

did not contribute to the discrepancy in bias estimates. Importantly, I have 
been interpreting the findings under the assumption that PM more accurately 
measures perceptual bias while 2AFC overestimates bias. The next 
experiment aimed to test this assumption directly. By first measuring 2AFC 
and PM bias estimates for each participant, it should be possible to present 
stimuli that have been scaled to account for 2AFC and PM biases, and to test 
if participants judged 2AFC-corrected or PM-corrected targets to be 
perceptually more similar to the reference. If participants were more likely to 
choose one candidate over another, this would imply the bias estimate from 
one method better reflects true perceptual bias. 
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4.5 Experiment 4-4: Does 2AFC or PM better capture true perceptual bias? 

4.5.1 Design 

Experiments 4-1, 4-2 and 4-3 revealed that perceptual biases estimated 
with 2AFC were consistently greater than those estimated with PM. The 

current experiment aimed to test whether this reflects an overestimation by 
2AFC, an underestimation by PM or both. 

To test this, participants completed a total of three mini-experiments. 
The first two were used to obtain the idiosyncratic 2AFC and PM bias estimates 
for each participant; the third mini-experiment then tested if the 2AFC or the 
PM-estimated bias better reflects the true perceptual bias (or if both reflect this 
equally well). The third mini-experiment – which I will term the nulling 

experiment – used a PM-type task where participants were presented with two 
pairs of Ebbinghaus stimuli and asked to judge which pair of targets was more 
similar in size perceptually. Crucially, in one of the trial types, I presented test 
candidates whose size had been 2AFC-corrected and PM-corrected. 
Specifically, I scaled the test targets based on 2AFC and PM biases (obtained 
from the first two mini-experiments) in the direction that ‘nulls’ the Ebbinghaus 
effect. The goal was to see if one of the test candidates was more likely to be 
judged as perceptually similar to the reference under the Ebbinghaus illusion. 
 

4.5.2 Materials and methods 

4.5.2.1 Bayesian sampling plan 

As in Experiment 4-1, here I used a Bayesian sampling approach 
without a pre-planned sample size, starting with a minimum sample size of 12. 
The stopping rule was defined as a maximum sample size of 60, or until the 
null hypothesis could be accepted or rejected with strong evidence (i.e. $%!" <
0.1 or $%!" > 10, respectively). The null hypothesis predicts that participants 
are equally likely to choose the 2AFC- and PM-corrected test candidate, such 
that the averaged probability of selecting one candidate over another would 
not be different from chance (i.e. 50%). Given only the order of the first two 
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mini-experiments could be pseudo-randomised, I recruited participants in 
batches of two to ensure counterbalancing. The evidence was assessed 

iteratively after each batch of recruitment. 
I also included ‘catch trials’ to ensure participants understood and 

complied with task instructions. Participants failing the catch trial were 
excluded and replaced (see 4.5.2.4 and 4.5.3 for more details). 
 
4.5.2.2 Participants 

Based on the predefined sampling plan, data from twenty-two 
participants (fourteen females; age range 18–58 years; one left-handed) were 
included in the current experiment. Data from four participants had been 
excluded as they failed the catch trials; the reported sample size does not 
include excluded participants. Participants were recruited from UCL 
Psychology Subject Pool (uclpsychology.sona-systems.com/). All participants 
had normal or corrected-to-normal vision and provided informed, written 
consent prior to participation. The study was approved by the University 

College London Research Ethics Committee. 
 
4.5.2.3 Stimuli and procedure 

The experiment took place in the same room as in Experiment 4-1. 
Ebbinghaus stimuli were identical to Experiment 4-2 and 4-3, where all targets 
and inducers were white circles presented on a black background. All stimulus 
parameters were identical to previous experiments unless otherwise specified. 

Participants performed a total of three mini-experiments. The first two 
mini-experiments – 2AFC and PM (with matching stimulus distribution) – were 
performed in counterbalanced order as in Experiment 4-3. The idiosyncratic 
2AFC and PM bias estimates for each participant were then fed into the third 
mini-experiment, or the nulling experiment, which was designed to test if  and 
which bias estimates better reflected the true perceptual bias. Specifically, this 
could be tested by scaling the test target sizes based on each participant’s 

2AFC and PM biases to see which one better nulls the Ebbinghaus effect; I 
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will refer to these as 2AFC-corrected and PM-corrected test candidates. In 
some trials, one of the test candidates matched the physical size of the 

reference – which I will term the standard. While the reference targets and the 
standards are identical in size, it is worth distinguishing them because (1) 
reference sizes are constant across trials, while test sizes are manipulated 
across trials depending on the condition, and (2) the reference targets will 
always have a different context (i.e. inducer size) to the standards, which are 
technically reference-sized test candidates (see Figure 4-5A).  

Stimulus configuration in the nulling experiment was identical to a PM-
type trial, where two pairs of Ebbinghaus stimuli were presented at the top and 
bottom of the screen. There were a total of four trial types (i.e. four test-size 
comparisons) with 160 trials per trial type (i.e. a total of 640 trials). Participants 
were asked to select the pair of targets that is best matching in size. Trial type 
1 compared 2AFC-corrected with the standard, while trial type 2 compared 
PM-corrected with the standard; these were designed to test if bias estimates 
from 2AFC and PM better reflect the participant’s perceptual bias than the 
reference. 

Trial type 3 were the catch trials; here, one test candidate was the 
standard while the other was adjusted to reflect the inverse of the PM-
estimated bias (i.e. the opposite of the perceptual bias). Participants would be 
expected to select the standard candidate more often since a size correction 
based on the inverse of PM bias should enhance the illusory effect, causing 

the targets to appear perceptually more dissimilar. The catch trials were used 
to determine if participants understood and complied with the task instructions. 
Specifically, each participant’s catch trial responses were entered into a 
Bayesian binomial test to test if the probability of choosing the correct target 
(i.e. the standard) was above chance (with statistical evidence of $%!" > 10); 
if not, the participant’s data were excluded. Note that because the bias 
estimates were expressed as size ratio of test/reference in binary log units, the 
inverse of the PM-estimated bias corresponded to a negative PM bias estimate 

(given +,-# 6 !
457 = +,-#(1) − +,-#(>S)). Note that I did not use the inverse of 
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2AFC bias because the comparison would likely be easier (given 2AFC bias 
tends to be greater than PM bias, the inverse of 2AFC bias would result in 

considerably more dissimilar or more distinguishable targets). 
 Finally, trial type 4 tested the key hypothesis, where participants 

compared 2AFC-corrected with PM-corrected test candidates. The goal here 
was to test if participants chose one of them with a greater likelihood, which 
would suggest one of the methods better reflects the true perceptual bias. 

Table 4-2 Trial types in the nulling experiment based on test-candidate comparisons 

 

4.5.3 Analyses 

Responses from the first two mini-experiments were used to estimate 
2AFC and PM bias as in Experiment 4-3. For the nulling experiment, the 
probability of choosing Test size 1 over Test size 2 was calculated for each 
trial type (see Table 4-2). The null hypothesis (i.e. Test size 1 and Test size 2 

were chosen with equal probability) could be tested both at the subject level 
and the group level. 

At the subject level, this was tested using Bayesian binomial tests. 
Given that there were 160 trials per trial type, strong evidence for the null 
hypothesis required the likelihood of choosing Test size 1 over Test size 2 to 
fall between 49.4% and 50.6% (corresponding to 79–81 trials out of 160), while 
strong evidence for the alternative hypothesis required the choice likelihood to 
be greater than 62.5% or less than 37.5% (corresponding to ≥100 trials or ≤60 
trials out of 160, respectively; Figure 4-5B). 

The margin for the null hypothesis was narrow; although it could be 
widened by increasing the number of trials, this was not done for two reasons. 
Firstly, subject-level analysis was used primarily to determine if the participant 

  Test size 1  Test size 2  Expected 
choice 

Trial type 1  2AFC  Standard  2AFC 
Trial type 2  PM  Standard  PM 
Trial type 3 (catch trial)  −PM  Standard  Standard 
Trial type 4  2AFC  PM  ? 
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failed the catch trials, where I expected support for the alternative hypothesis 
in compliant participants. Note that subject-level analysis could also be used 

to gauge response consistency across trial types. For example, if a participant 
was more likely to choose the 2AFC-corrected target over the PM-corrected 
target in trial type 4, this should also predict the relative difference in response 
likelihood between trial types 1 and 2. Specifically, participants should choose 
the 2AFC-corrected target over the standard with greater probability than when 
choosing the PM-corrected target over the standard. Here subject-level   

statistics functioned primarily as control analyses where support for the null 
hypothesis in any of the trial types was not crucial at the subject-level. Second, 
a trade-off was made between statistical power and the number of trials to 
minimise participant fatigue, given that participants had to complete a total of 
three mini-experiments. The current design kept the completion time to under 
75 minutes for the majority of participants. 

At the group level, I used Bayesian one-sample t-tests to determine if 
on average participants were more, less or equally likely to choose the 2AFC-
corrected over the PM-corrected test candidate (in trial type 4). As noted 
previously, this test was performed iteratively after each batch of recruitment 
(two participants) to test if sufficient evidence had accumulated for the 
alternative or the null hypothesis or if additional sampling was required. 
 

4.5.4 Results 

4.5.4.1 2AFC better captured perceptual bias than PM 

I first estimated each participant’s perceptual bias using the 2AFC and 

PM tasks. Here, I was able to replicate the difference in bias estimates 
between 2AFC (:@IJ = 0.19, =?K = 0.06) and PM (:@IJ = 0.08, =?K = 0.02) 
observed in previous experiments ($%!" ≫ 100). 

To test whether 2AFC or PM bias better reflected the true perceptual 
bias, participants were asked to judge in the subsequent nulling experiment 
whether the 2AFC- or PM-corrected target was more similar in size to the 
reference. Data was collected using a Bayesian sampling approach, where 
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strong evidence for the alternative hypothesis was found after 22 participants. 
The results suggest test candidates scaled by 2AFC bias are better at nulling 

the Ebbinghaus illusion than those scaled by PM bias. Seven out of 22 
participants were more likely to choose 2AFC-corrected over PM-corrected 
target, while only one participant was more likely to choose PM-corrected over 
2AFC-corrected target. A Bayesian one-sample t-test revealed, on average, 
participants were more likely to choose the 2AFC-corrected over the PM-
corrected candidate (:@IJ	+9W@+9ℎ,,K = 0.58, =?K = 0.12; $%!" = 11.54).  
 
4.5.4.2 Participant responses were consistent across trial types 

In the nulling experiment, I also tested whether 2AFC- and PM-
corrected test candidates were better at nulling the Ebbinghaus illusion than 
the standard (i.e. reference-sized test candidate). As expected, the majority of 
participants (20 out of 22) were more likely to choose the 2AFC-corrected 
candidate over the standard (:@IJ	+9W@+9ℎ,,K = 0.78, =?K = 0.11; $%!" ≫ 100). 
Likewise, most participants (21 out of 22 ) were more likely to choose the PM-

corrected target over the standard ( :@IJ	+9W@+9ℎ,,K = 0.73, =?K = 0.09 ; 
$%!" ≫ 100). Note that due to the way the catch trial was designed – where 
the test candidate was scaled based on inverted PM bias (instead of inverted 
2AFC bias) – this likely filtered out participants whose PM bias was very small. 
Consequently, the mean likelihood in trial type 2 (i.e. PM > Standard) may be 
inflated due to this selection bias, because participants with a larger PM bias 
would also be better at differentiating the PM-corrected candidate versus the 
standard. 

It is worth noting responses from the majority of participants (16 out of 
22) were consistent across trial types. For these participants, when their 
probability of selecting the 2AFC-corrected candidate over the standard (trial 
type 1) exceeded the probability of selecting the PM-corrected over the 
standard (trial type 2), they were also more likely to select the 2AFC-corrected 
over the PM-corrected candidate (trial type 4). 
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Figure 4-5 Stimuli and results in Experiment 4-4. 

(A) An illustration of trial type 1, where participants compared a 2AFC-corrected test 
candidate with the standard (i.e. a reference-sized test candidate). (B) Bayesian binomial 
power analysis for 160 trials. To support the alternative hypothesis at the subject level, the 
likelihood of choosing Test1 over Test2 would either need to be greater than 62.5% or less 
than 37.5%. (C) Results for the nulling experiment. ‘Std’ stands for Standard (i.e. reference-
sized test candidate). Each open circle represents choice likelihood from one participant. 
The results suggest that, on average, 2AFC-corrected candidates were better at nulling the 
Ebbinghaus illusion than PM-corrected candidates; this means 2AFC bias better reflects true 
perceptual bias than PM bias. The turquoise/orange dashed lines correspond to strong 
evidence for the alternative/null hypothesis at the subject level, respectively. 
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4.5.4.3 PM bias was shifted towards the underlying stimulus distribution 

To understand why PM might consistently underestimate bias, I 
conducted simulations to see if each method was capable of returning the 

ground-truth bias based on the current experimental parameters. Here, I 
assumed a ground-truth bias of 0.2 (expressed as a size ratio of test/reference 
in binary log units), where 2AFC and PM biases were estimated based on 
simulated responses over 216 trials. The test-candidate size was drawn from 
a Gaussian distribution with 0 = 0 and 1 = 0.3. 

The model assumed no noise or erroneous responses, such that each 
simulated response resembled the response from an ideal observer. In 
practice, this means the model will always choose the test candidate with the 
‘shortest distance’ (in size dimension) from the perceptual bias. For example, 
given a simulated bias of 0.2, the model will prefer a test candidate with a size 
of 0.3 over 0, even though the latter is closer in physical size to the reference. 
Each simulation was repeated 100 times. Here the simulated results largely 
replicated the discrepancy in bias estimates measured empirically for both 
2AFC ( :@IJ = 0.20, =?K = 0.01 ) and PM ( :@IJ = 0.11, =?K = 0.02 ); the 
simulation outcome suggests 2AFC was capable of returning ground-truth bias 
while PM underestimated it (Figure 4-6A). 

Notably, when the ground-truth bias was adjusted to 0.1 (while keeping 
the stimulus distribution constant), the relative discrepancy in bias estimates 
between 2AFC (:@IJ = 0.10, =?K = 0.01) and PM (:@IJ = 0.06, =?K = 0.01) 
also reduced proportionally, such that it is still halfway between true bias and 

the stimulus distribution centre. This suggests the distance between 
perceptual bias and stimulus distribution matters. To test their relationship, I 
systematically shifted the centre of the stimulus distribution from -0.3 to +0.3 
(with a step size of 0.1) while keeping the ground-truth bias constant at 0.2 
before estimating 2AFC and PM bias. I found that the PM-estimated bias was 
shifted towards the underlying stimulus distribution, while the 2AFC-estimated 
bias appeared to be unaffected (Figure 4-6D). 

I also looked at the influence of noise, where simulated perception was 
modelled as a combination of stimulus size, perceptual bias and noise. I 
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simulated three noise levels, where noise was modelled as a Gaussian 
distribution centred on 0 with varying spreads: no noise (1 = 0), moderate 

noise (1 = 0.3) or significant noise (1 = 0.6). I found an interaction between 
noise and the effect of stimulus distribution, such that the shift in PM bias 
towards stimulus distribution was exacerbated with increased noise (Figure 4-
6D). The above relationship appears to hold true for other values of ground-
truth bias (I also performed simulations for ground-truth bias between -0.5 to 
0.5; data not shown). In short, the distance between perceptual bias and 
stimulus distribution matters in PM but not in 2AFC. 
 

4.5.5 Discussion 

Previous experiments revealed that perceptual biases estimated with 
2AFC were consistently greater than those estimated with PM (roughly a two-
fold increase); this discrepancy was again replicated in the current experiment. 
Given CoC tasks are generally thought to be less susceptible to decisional 
criterion shifts (e.g. García-Pérez and Alcalá-Quintana, 2013; Morgan, 
Melmoth and Solomon, 2013; García-Pérez and Peli, 2014; Jogan and Stocker, 
2014; Morgan et al., 2015; Patten and Clifford, 2015), I initially interpreted the 
results for 2AFC biases as an overestimation of the true bias. To my surprise, 
results from the current experiment suggest that participants were more likely 
to judge the 2AFC-corrected candidate as more similar in size to the reference 
(i.e. 2AFC-corrected candidates are better at nulling the Ebbinghaus illusion 
than PM-corrected candidates), which implies the difference in 2AFC and PM 

biases likely reflected an underestimation by PM. 
It is worth noting that the design of the nulling experiment likely favoured 

participant responses towards the PM-corrected target. Firstly, the task and 
stimulus configurations in the nulling experiment were more congruent with the 
PM than the 2AFC experiment. Secondly, as noted above, the catch trials were 
designed to select against participants whose PM biases may be very small, 
or those that would otherwise choose the PM-corrected candidate and the 
standard with similar likelihood. This makes the initial finding much more 
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compelling – that is, participants were more likely to choose the 2AFC-
corrected candidate despite the potential bias towards the PM-corrected 

candidate. 
To understand why PM consistently underestimated bias, I ran 

simulations, firstly to see if each method was capable of returning the ground-
truth bias and secondly to see how the experimental parameters might have 
affected bias estimation. The simulations revealed a dependency between true 
perceptual bias and the centre of the stimulus distribution that uniquely 
affected PM, with the additional insight that this effect could be compounded 
by noise. Why might such a dependency exist? A closer look at each task 
reveals that 2AFC and PM collect fundamentally different kinds of information 
about the observer’s bias. 

In a 2AFC trial, the observer is presented with a pair of Ebbinghaus 
stimuli and asked to judge which target is larger. Let us assume here the 
reference is surrounded by large inducers and the test is surrounded by small 
inducers, such that our expected perceptual bias is positive. For simplicity, this 
is equivalent to comparing the size of the reference stimulus after correcting 
for perceptual bias (Z6) – which is the magnitude of the bias since reference 
size is 0 – to the size of a test candidate drawn from the predefined Gaussian 
distribution (["). As illustrated in Figure 4-6B, here the observer is essentially 
judging the position of Z6  against ["  along the size dimension, where the 
question ‘which target is larger?’ amounts to ‘does [" fall to the left or right of 

Z6?’. Provided Z6 falls within the stimulus distribution, a repeated comparison 
would allow us to approximate the position of Z6. 

In a PM trial, the observer is presented with two pairs of Ebbinghaus 
stimuli, and here they are asked to judge which pair of targets is more similar 
in size. The observer is now comparing the size of the reference stimulus after 
correcting for perceptual bias (Z6) with each of the two test candidates ([! and 
[#). As shown in Figure 4-6B, the question ‘which pair of targets is more similar 
in size?’ now amounts to ’is the distance between |Z6 − [!|  or |Z6 − [#| 
shorter?’. Importantly, while each response in a 2AFC trial provides direct 
information about the position of the true bias (Z6) relative to the test size, here 
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each PM response tells us only the distance from the true bias – where the 
distances <! and <# are dependent on test sizes [! and [#, which are, in turn, 

dependent on the stimulus distribution. Given that the stimulus distribution is 
centred on 0 (i.e. most comparisons would involve a test size close to 0), the 
estimated bias would be shifted towards 0. In short, the output of the PM 
analysis incorrectly conflates ‘the position of Z6’ with ‘the distance from Z6’. 

To retain the benefit of matched context in a CoC task while correcting 
for the dependency on the stimulus distribution, in a final experiment 
(Experiment 4-5), I devised and tested a variant of the PM method where 
perceptual bias was estimated using an adaptive procedure. I first used 
simulations to show that this novel procedure was capable of returning ground-
truth bias; next, to validate the procedure, I collected empirical data from 
observers to compare 2AFC and adaptive PM biases as in the current 
experiment. 
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Figure 4-6 Simulations for bias estimation in 2AFC and PM.  

(A) PM appears to underestimate ground-truth bias (set at 0.2). The averaged bias estimates 
were based on 100 simulations. (B) Bias underestimation by PM reflects a dependency on 
stimulus distribution. In a 2AFC trial, observers are judging the position of the test candidate 
(T0) relative to their perceptual bias (RB) in size dimension, while the most likely value of T0 
depends on stimulus distribution, RB does not. In contrast, in a PM trial, observers are judging 
the distances of the test candidates (D1, D2) from perceptual bias, where the values of D1 and 
D2 are both dependent on stimulus distribution. The most likely test-size values are near the 
centre of the stimulus distribution (in this case, near 0), as demonstrated by this 
representative trial. In this case, an ideal observer would choose test candidate T2 as the 
more similar candidate to reference (as D2 is closer to true bias), yet many such trials would 
result in an underestimation of bias. Also see text for more details. (C) Predicted 2AFC 
psychometric 2AFC (top panel) and PM ‘size similarity’ detector (bottom panel) based on 
simulated data. 2AFC is capable of returning ground-truth bias while PM underestimates this. 
(D) The PM bias varies as a function of the stimulus distribution centre, while the 2AFC bias 
estimate does not. The further the distance between perceptual bias and the stimulus 
distribution, the greater the misestimation. PM could only accurately return ground-truth bias 
when the stimulus distribution is centred on the perceptual bias. 
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4.6 Experiment 4-5: Bias estimation using an adaptive PM procedure 

4.6.1 Design 

Previous experiments revealed a discrepancy between 2AFC and PM 
biases. Experiment 4-4 shows that this reflected an underestimation of bias by 

PM, where PM biases were uniquely dependent on the stimulus distribution 
used as tests in the task. In a PM trial, observer judgement informs the 
distance between the true perceptual bias and the stimulus distribution, as 
opposed to the position of perceptual bias in size space; I will refer to this as 
the stimulus dependency effect. Here I tested a novel adaptive PM procedure 
that corrects for the stimulus dependency effect while retaining the features of 
the CoC task design for controlling for decision criterion issues. 

I first ran simulations to optimise the bias search parameters and to 
show the adaptive PM procedure was capable of returning ground-truth bias. 
Next, I repeated Experiment 4-4 using the adaptive PM procedure. The goal 
was to test if (1) adaptive PM would yield bias estimates comparable to 2AFC, 
and (2) if 2AFC and adaptive PM would be equally good at capturing true 
perceptual bias. 
 

4.6.2 Materials and methods 

4.6.2.1 Participants 

Here I used an identical Bayesian sampling plan as in Experiment 4-4 
(see 4.5.2.1). Briefly, I started with a minimum sample size of 12. The stopping 
rule was defined as a maximum sample size of 60, or until there was strong 
statistical evidence either supported the null ($%!" < 0.1) or the alternative 
hypothesis ($%!" > 10 ). Here, the null hypothesis is that participants are 
equally likely to judge 2AFC- and adaptive PM-corrected targets as similar in 

size to the reference. 
Following the predefined sampling plan, I was able to collect data from 

thirty-two participants (seventeen females; age range 19–51 years; two left-
handed) before data collection was terminated prematurely due to the Covid-
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19 pandemic. This means that, with the current sample size, I did not have 
strong evidence for either hypothesis – however, the evidence amounts to BF10 

of 0.25, which is in favour of the null hypothesis and suggests 2AFC and 
adaptive PM may capture perceptual bias equally well. Note that the reported 
sample size does not include excluded participants. Data from two participants 
were excluded as they failed the catch trials (see 4.5.2.3 and 4.5.3 for more 
details); one participant was excluded as this person did not complete all three 
mini-experiments. 

Participants were recruited from UCL Psychology Subject Pool 
(uclpsychology.sona-systems.com/). All participants had normal or corrected-
to-normal vision and provided informed, written consent prior to participation. 
The study was approved by the University College London Research Ethics 
Committee. 
 
4.6.2.2 Stimuli and procedure 

Experiment setting and stimuli were identical to Experiment 4-4. All 

stimulus parameters were identical to previous experiments unless otherwise 
specified. 
 
4.6.2.2.1 Bias search with adaptive PM task 

The adaptive PM task is identical to the original PM task from the 
perspective of the participant; as in the original PM task, here they would be 
presented with two pairs of Ebbinghaus stimuli and asked to select the pair of 
targets that is best matching in size. The primary distinction between the two 
tasks is that in the original PM task, the test candidate size in a given trial 
would be sampled independently with replacement from a predefined 
Gaussian distribution, whereas in the adaptive PM task, the size of the test 
candidates would be determined by the participant’s response in the previous 
trial (except at the start of a new ‘search routine’, in which case, the starting 
position would be drawn from a predefined distribution). A search routine is a 

block of trials that run until the search terminates based on a set criterion; the 
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bias is estimated at the end of a search routine. An experiment would contain 
multiple search routines, and hence, produce multiple bias estimates. 

To briefly outline the process of a search routine in an adaptive PM 
procedure, at the start of each search routine, participants are presented with 
a disproportionately small and a disproportionately large test target; these 
correspond to the left and right boundaries of the search space, respectively. 
Following the participant’s response, the size of the chosen target stays the 
same in the next trial, while the non-chosen target either increases (if 
‘leftbound’) or decreases (if ‘rightbound’) in size to reduce the width of the 
search space. The idea is to iteratively shift the left and right boundaries as 
they converge towards true perceptual bias (Figure 4-7B). A search routine 
could be terminated either when test target sizes are deemed to have 
converged or when a predetermined number of searches has been conducted. 

Note that it is useful to limit the number of searches (or trials) per search 
routine because bias could be estimated prior to natural convergence by 
averaging the leftbound and rightbound positions (or test target sizes). Given 
an experiment has a finite number of trials, limiting the number of trials per 
search routine would permit a greater number of search routines and, 
consequently, give rise to more bias estimates. Concretely, this means that, if 
bias is estimated after just 1 search, this would yield 216 bias estimates (that 
are likely to be inaccurate); alternatively, estimating bias after 8 searches 
would yield only 27 bias estimates but these would be closer to the true bias. 

Simulations could be used to examine the trade-off between quantity and 
quality of the bias estimates based on short and long search routines. 
 Note that the above search routine estimates perceptual bias but not 
sensitivity. The focus of the current experiment is to test whether the use of an 
adaptive procedure can correct for the stimulus dependency effect and 
produce more accurate bias estimates. 
 
4.6.2.2.2 Optimising bias search parameters 

Simulations were used to determine the most effective search 
parameters for estimating perceptual bias. For all simulations, I set the ground-
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truth bias to 0.2 and the number of total trials to 216, but varied the starting 
positions (‘jitter’ or fixed), search step size (0.1, 0.2, 0.3, 0.4 as a proportion of 

the original search space) and the number of searches prior to bias estimation 
(i.e. the number of trials it takes to complete a search routine). For each 
parameter combination, there were 100 simulations (Figure 4-8). Based on the 
simulations, the following search parameters were used in the empirical 
adaptive PM task: 

Starting positions. The starting positions of the test targets (in terms of 
size ratios) were drawn from a Gaussian distribution centred on −1  (for 
leftbound test) or +1 (for rightbound test) with a spread of 0.3. The distribution 
was truncated such that the absolute test target size would always fall between 
0.7 and 1.3; this was done to avoid extreme starting values, which could result 
in an extremely large or small search space. The simulations showed that 
‘jittering’ the starting positions (i.e. drawing from a distribution as opposed to 
using fixed starting positions) allowed accurate bias estimation with fewer 
number of trials, presumably because without variation in stimulus size, 
observer response would be identical across search routines and thus become 
uninformative. In empirical tasks, varying the starting positions would also 
prevent response habituation, as observers would be less able to anticipate 
upcoming target size. 

Search step size. Depending on the observer’s response, the non-
chosen target would be moved in the direction that reduces the width of the 

search space and facilitates convergence towards the true perceptual bias. 
Search step size was defined as a proportion of the original search space width; 
note that as long as observer response is consistent with their true bias, any 
step size below 0.5 would prevent ‘overshooting’ of bias (i.e. where the 
estimated bias ends up outside the search space). In theory then, a step size 
just below 0.5 would maximise convergence rate; however, this assumes 
observer response is always ideal (i.e. they do not make mistakes). There is 
thus a trade-off between convergence rate and tolerance for mistakes and 
lapses; given this trade-off, I used a step size of 0.3 (such that 70% of the 
original search space would be retained). While a smaller step size would 
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mean a greater number of trials is required to exhaust the search space, it is 
important to note the search space does not need to be exhausted for bias to 

be accurately estimated. Recall that bias could be estimated by averaging the 
last leftbound and rightbound positions; according to the simulation – provided 
there is no mistake in observer response – a step size of 0.3 would allow fairly 
accurate bias estimation after just four trials (Figure 4-8, row 2 column 2). 

Number of searches before bias estimation. Given it is possible to 
estimate perceptual bias prior to natural convergence, the number of searches 
could be capped to increase the number of bias estimations within a fixed total 
number of trials. A step size of 0.3 would take on average 11 trials to exhaust 
the search space (defined as a size distance   of less than 0.05 between test 
targets). While it would be possible to obtain a fairly accurate bias estimate 
after just five trials, the averaging approach also assumes size perception to 
be logarithmic (such that a test stimulus half the reference size appears as 
dissimilar as a test stimulus double the size) and that the search space would 
be roughly symmetrical about the true bias. To be conservative, I capped the 
number of searches per search routine at nine trials. This covers a substantial 
portion of the search space without relying heavily on the above assumptions; 
after nine trials (within a single search routine), the average size distance 
between the test targets would be just 0.08 (previous experiments suggest a 
typical perceptual bias is just below 0.20). Note that while the search routine 
is ‘capped’ at nine trials, in practice, the search routine is very unlikely to 

terminate before nine trials unless the initial search space is unusually small 
(e.g. starting positions of [−0.7	 + 0.7] ). Otherwise, the averaged start 
positions ([−1	 + 1]) would not permit natural convergence (defined as a size 
distance   of less than 0.05 between test targets) before nine trials. 
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Figure 4-7 Bias estimation with the adaptive PM procedure.  

(A) At the start of the bias search, one test target would be centred on -1 (leftbound) and one 
test target would be centred on +1 (rightbound). These represent the boundaries of the 
perceptual bias search space. (B) Assuming a step size of 0.3 and a starting position of [-1 
+1], the adaptive PM procedure could produce a fairly accurate bias estimate in just four 
trials. Note that this assumes ideal observer response, where an ideal observer would always 
choose the target with the shorter distance to the true bias. The chosen test target stays in 
the same position (i.e. same size) in the next trial, while the non-chosen target is moved 
towards the true bias by 30% of the existing search space. Note that bias could be estimated 
after each response by averaging the leftbound and rightbound positions (i.e. test target 
sizes). 
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Figure 4-8 Simulated bias estimates for the adaptive PM procedure. Dotted black lines denote ground-truth bias (0.2). Note that when some probability of 
guessing was introduced, the estimated bias shifted towards 0, which reflects the averaged midpoint between the starting positions (i.e. bias estimates are 
indirectly dependent on the bimodal distribution of the starting positions). 
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To examine the effect of lapses and potential non-compliance on bias 
estimation, I also introduced some probability of guessing (or random choice) 

into the simulation. Crucially, when a 0.3 likelihood of guessing was introduced 
into the simulated responses, the bias estimates were visibly shifted towards 
0 (Figure 4-8, bottom row), which reflects the averaged midpoint between the 
starting positions. This suggests the stimulus dependency effect may be a 
fundamental property of the PM task.  
 
4.6.2.2.3 Validation with empirical data 

The simulations showed the adaptive PM task was capable of returning 
ground-truth bias – at least when assuming an ideal observer response. To 
validate this empirically, I repeated Experiment 4-4 using the adaptive PM 
procedure. Briefly, participants completed a total of three mini-experiments. 
The first two mini-experiments were used to estimate perceptual bias using the 
2AFC and adaptive PM tasks (in pseudo-randomised order, counterbalanced 
across participants). The estimated biases were then fed into the third mini-

experiment, or the nulling experiment, which tested if participants were more 
likely to judge the 2AFC-corrected or adaptive PM-corrected target as more 
similar in size to the reference. 

The instruction for the adaptive PM task was identical to the original PM 
task as in Experiment 4-4. Given there were a total of 216 adaptive PM trials, 
and given each search routine is capped at nine trials, this technically allowed 
a minimum of 24 searches (or bias estimates) per participant; although in 
reality, it would be unlikely for any participants to have more than 24 bias 
estimates given the average starting positions (see 4.6.2.2.2 for details). Upon 
completion of a search routine, test target sizes were re-drawn from the 
truncated Gaussian distribution (see 4.6.2.2.2). As in the original PM task, test 
and reference locations and inducer size were balanced within participants. 
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4.6.3 Analyses 

For the adaptive PM procedure, the bias estimate was obtained at the 
end of each search routine by averaging the test target sizes (representing the 

leftbound and rightbound of the final search space). A total of 24 bias estimates 
were obtained, one for each search routine; these were then averaged to yield 
the final estimate from the adaptive PM for each participant. The remaining 
analyses were identical to Experiment 4-4 (see 4.5.3). 
 

4.6.4 Results 

4.6.4.1 Empirical data consistent with simulation 

Responses from the first two mini-experiments suggested that bias 
estimated using 2AFC (!"#$ = 0.22, *+, = 0.10) and adaptive PM (!"#$ =
0.21, *+, = 0.07) were almost identical on average (/0!" = 0.29).  

Next, I examined responses in the nulling experiment, which tested 
whether either of the 2AFC- or adaptive PM-corrected targets were better at 
nulling the Ebbinghaus illusion. Given data collection was terminated 
prematurely (see 4.6.2.1), here I report findings based on the available data. 
 Using Bayesian one-sample t-tests, I found both 2AFC-corrected 
targets (!"#$	345"34ℎ77, = 0.76, *+, = 0.10; /0!" ≫ 100 ) and adaptive PM-
corrected targets (!"#$	345"34ℎ77, = 0.77, *+, = 0.09; /0!" ≫ 100) were more 
likely to be chosen than the standard (i.e. reference-sized test candidate). For 
the key hypothesis, there was moderate evidence to suggest 2AFC- and 
adaptive PM-corrected targets were equally likely to be chosen (/0!" = 0.25) 
when observers were forced to choose between them. While this suggests that 
2AFC and adaptive PM may capture perceptual bias equally well, participants 

took significantly less time to complete the 2AFC mini-experiment (!"#$ =
8.8!4$*, *+, = 3.4 ) than the adaptive PM mini-experiment ( !"#$ =
14.3!4$*, *+, = 6.0) even though both mini-experiments included the same 
number of trials (/0!" ≫ 100). It may therefore be more efficient to use the 
2AFC task. 
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Figure 4-9 Experiment 4-5 experimental results.  

‘Std’ stands for Standard (i.e. reference-sized test candidate). Participant responses in the 
nulling experiment suggest 2AFC-corrected and adaptive PM-corrected targets were equally 
good at nulling the Ebbinghaus illusion. This was consistent with results from the first two 
mini-experiments, which showed 2AFC and PM produced comparable bias estimates. The 
turquoise/orange dashed lines correspond to strong evidence for the alternative/null 
hypothesis at the subject level, respectively 
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4.6.5 Discussion 

In Experiment 4-4, I showed that perceptual biases estimated in a PM 
task fundamentally reflect the distance between the true perceptual bias and 

the stimulus distribution used to measure it; consequently, PM biases tend to 
shift towards the ‘most sampled value’ in the distribution. In the current 
experiment, I showed that this dependency could be addressed to a large 
extent by using an adaptive procedure; this procedure estimates bias by 
iteratively narrowing the search space containing the true perceptual bias. I 
first demonstrated – using simulations – that the adaptive PM procedure is 
capable of returning ground-truth bias. I subsequently validated the procedure 
with empirical data. The results suggest that, on average, 2AFC and adaptive 
PM captured the true perceptual bias equally well, where the discrepancy in 
2AFC and PM bias estimates previously observed in Experiments 4-1, 4-2, 4-
3 and 4-4 was absent when using the adaptive procedure. Even though data 
collection was terminated before strong evidence for either of the hypotheses 
could be reached, it is telling that the current experiment included ten more 
participants than in Experiment 4-4, which uncovered a significant difference 
between 2AFC and PM bias estimates.  

While both tasks produced – on average – almost identical bias 
estimates, on the whole, the 2AFC task appears to be superior to the adaptive 
PM procedure for several reasons. Firstly, it takes just 60% of the time to 
complete the 2AFC task relative to the adaptive PM task with the same number 
of trials; this is likely because attention is more divided in a PM trial. Secondly, 

participants commonly reported the 2AFC task to be easier when prompted for 
feedback during the debrief. In fact, the adaptive PM task is arguably less 
intuitive to perform than the original PM task, since all search routines began 
with test targets in opposite directions, where participants had to judge the 
reference’s similarity to a disproportionally small target versus a 
disproportionally large target. Thirdly, the adaptive PM procedure cannot 
estimate sensitivity or precision. Finally, the adaptive procedure does not solve 
the fundamental dependency of a PM task on stimulus distribution. The 
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simulations showed that, when guessing was introduced, the bias still shifted 
towards 0, which reflects the midpoint of the averaged starting positions. Note 

that this is 0, only so long as the starting positions are symmetric about 0. By 
adjusting the starting positions to be asymmetrical (e.g. [-1 +2]), this would 
predict bias overestimation as the bias is shifted towards the new midpoint 0.5 
(simulation data not shown). 

Despite these limitations, adaptive PM may produce more accurate bias 
estimates than 2AFC for individuals susceptible to a decisional criterion shift. 
In their study, Jogan and Stocker (2014) found evidence that some participants 
employed a mixed-decisional strategy when performing the traditional 2AFC 
task, where they showed that motion direction bias (primary stimulus 
parameter) in a random dot motion stimulus is influenced by dot coherence 
(secondary stimulus parameter). They found the greater the difference in dot 
coherence between the test and reference, the greater the ‘decisional bias’, 
where some participants exhibited preference towards stimulus with greater 
dot coherence. The same decisional strategy could not be employed when 
completing a CoC task.  

Importantly, the authors noted that not all participants employed this 
strategy during the 2AFC task. This is consistent with my own findings in the 
current experiment. While I did not find a difference in the averaged bias 
estimates between 2AFC and adaptive PM, there were substantial 
idiosyncrasies in how well 2AFC captured perceptual bias relative to PM, 

which may relate to inter-individual differences in decisional strategies. At least 
for two participants, the PM-corrected target was significantly better at nulling 
the Ebbinghaus illusion than the 2AFC-corrected target. Likewise, for two other 
participants, 2AFC better captured their true perceptual bias than adaptive PM. 
This suggests 2AFC may suffer some disadvantages relative to the CoC task 
– at least to the extent that it lacks control over the   use of a mixed-decisional 
strategy, which likely varies across individuals. 
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4.7 Chapter discussion 

4.7.1 Summary of findings 

Using the Ebbinghaus illusion, Experiment 4-1 revealed a striking 
difference in absolute bias estimates between 2AFC and PM; this was 

replicated in subsequent experiments (4-2, 4-3 and 4-4), where I investigated 
what might be driving this discrepancy. While CoC tasks such as PM are 
generally thought to be superior to traditional 2AFC task (García-Pérez and 
Alcalá-Quintana, 2013; Morgan, Melmoth and Solomon, 2013; García-Pérez 
and Peli, 2014; Jogan and Stocker, 2014; Morgan et al., 2015; Patten and 
Clifford, 2015; Finlayson, Papageorgiou and Schwarzkopf, 2017; Finlayson et 
al., 2018) as it prevents the observer from making size judgements based on 
secondary stimulus attributes (e.g. inducer type), my results suggested the 
discrepancy in bias estimates was driven by an underestimation in PM as 
opposed to an overestimation in 2AFC. 

Specifically, I showed that a metacognitive bias estimate – which is 
thought to be less susceptible to decisional bias (Gallagher, Suddendorf and 
Arnold, 2019) – was closer to traditional 2AFC than PM (Experiment 4-2); and 
that matching the distribution from which stimuli were sampled across methods 
did not abolish the difference (Experiment 4-3). When presented with test 
targets with sizes that nulled the 2AFC- and PM-estimated bias, participants 
were more likely to judge the 2AFC-corrected target as perceptually more 
similar in size to the reference (Experiment 4-4). Subsequent simulations 
revealed an interaction between true perceptual bias and stimulus distribution 
that is unique to the PM task; this could be corrected to a large extent through 

adaptive stimulus sampling (Experiment 4-5). Empirical evidence suggests the 
adaptive PM and 2AFC tasks were equally good at capturing perceptual bias, 
although the adaptive PM procedure was less efficient and more difficult to 
perform relative to 2AFC. Contrary to the initial prediction, traditional forced-
choice appears to be superior to PM, at least for the size judgement tasks in 
the current study; although this superiority may not generalise to all tasks since 
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the adaptive PM may hold an advantage for individuals or tasks susceptible to 
a mixed-decisional strategy. 

The current study also tested bias estimation based on confidence 
reports, which produced comparable bias estimates relative to 2AFC. 
Confidence reports are arguably less susceptible to a decisional criterion shift 
than 2AFC while being more intuitive to perform than an adaptive PM task. 
The downside is, of course, that it cannot be used as a stand-alone method, 
since each confidence report would necessarily be preceded by a 
discrimination task, thus increasing the amount of time required to collect the 
same amount of data. Confidence reports could thus complement a traditional 
2AFC to test for robustness of the bias estimates. One thing I noted in 
Experiment 4-2 was that response time in the size judgement task tended to 
covary with confidence levels, where a longer response time generally 
predicted lower confidence. The data were not presented as the experiment 
was not optimised to collect accurate response time data. Nonetheless, this 
represents an interesting opportunity for future research to test if response 
time in a discrimination task could be used as a proxy for a metacognitive 
estimate of perceptual bias. In line with this idea, perceptual confidence has 
also been shown to covary with physiological measures such as pupil dilation 
and heart rate (Allen et al., 2016).  

Note that in Experiment 4-1, MoA produced an ‘intermediate’ level of 
bias that fell between 2AFC and PM. While MoA was not investigated in 

subsequent experiments, given that 2AFC did not seem to overestimate bias, 
this likely reflected some extent of bias underestimation by MoA. Consistent 
bias underestimation could occur for two reasons. Firstly, participants could 
deliberately correct for their perceptual bias if they believe this would yield the 
‘correct’ answer. This was unlikely, however, given that participants were 
explicitly instructed to make judgements based on how the stimulus 
subjectively appears as opposed to how they think it should appear. Secondly, 
a more likely explanation is that there could be some level of stimulus 
distribution dependency akin to ‘perceptual anchoring’ (Tversky and 
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Kahneman, 1974), where participant responses tend to result in under-
adjustment as opposed to over-adjustment. 

When adjusting for target size in a MoA task, it seems unlikely as a 
strategy for participants to first ‘overshoot’ in bias before down-adjusting in the 
reverse direction; what seems more likely (and efficient) is to adjust upwards 
from the starting position and to stop once the test target appears sufficiently 
similar in size to the reference. In line with this idea, a participants’ perceptual 
decision is biased towards responses with less motor cost, i.e. those that 
require less physical effort (Hagura, Haggard and Diedrichsen, 2017). This 
means the adjusted size would most likely fall between the true perceptual bias 
and the starting position, albeit much closer to, or skews towards perceptual 
bias; and given the stimulus distribution was centred on 0, the adjusted size 
would most likely fall between the true perceptual bias and 0. Such 
underestimation would be negligible if the observer uses an extremely 
stringent criterion across trials; the extent for MoA to underestimate may thus 
be idiosyncratic.  

The above insight suggests that stimulus distribution may play a 
surprisingly large role in interacting with the task design and in influencing 
perceptual bias estimation.  
 

4.7.2 The ‘elusive’ stimulus dependency effect  

There could be several reasons why the stimulus dependency effect was 
not detected by the study in which the current PM task was adapted from, even 

though the study similarly reported a discrepancy in the empirical 2AFC and 
PM bias estimates (Finlayson, Papageorgiou and Schwarzkopf, 2017). Firstly, 
the stimulus dependency effect could interact with other experimental 
parameters such that its effect is obscured or difficult to replicate. It is beyond 
the scope of this thesis to systematically identify and examine these factors, 
but to give an example, here I describe how the number of test candidates can 
interact with the stimulus dependency effect. During simulations (using 
identical parameters as in Experiment 4-4), I found PM bias underestimation 
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became less pronounced when I increased the number of test candidates; in 
fact, the averaged PM bias with eight candidates is almost centred on the 

ground-truth bias (Figure 4-10A). Why might increasing the number of 
candidates diminish the stimulus dependency effect? By virtue of probability, 
having more test candidates increases the likelihood that one is centred on or 
near the true perceptual bias (Figure 4-10B). In their study, Finlayson and 
colleagues (2017) presented four test candidates instead of two, and could 
thus benefit from a diminished stimulus dependency effect.  

Furthermore, even though our studies shared the same analysis 
procedure, the Gaussian models in my study were seeded differently. 
Specifically, I used the mean of all stimulus values to seed the bias estimate, 
whereas the previous study used the mean of all ‘incorrectly’ chosen targets. 
The difference in seeding relates to how the stimuli were sampled. In the 
previous study, one of the four test candidates was always of reference 
(‘correct’) size, which meant the mean of all stimulus values would not have 
resembled a Gaussian distribution. Yet seeding using the ‘incorrectly’ chosen 
targets would be more prone to bias overestimation. The difference in the 
number of test candidates and the seeding would mean a simulation would be 
less revealing.   

It is also worth noting the same study cited attention as a possible factor 
in driving the discrepancy in 2AFC and PM bias estimates. Specifically, 
attention would be divided further in a PM task given there are more stimuli to 

look at, which may in turn reduce perceptual effects. In support of this, they 
showed in a follow-up experiment that perceptual bias was enhanced slightly 
by a location cue, although the effect size was insufficient to account for the 
difference in bias estimates. Note that even if spatial attention could influence 
perceptual bias, this is unlikely to account for the findings in my experiments. 
Finlayson and colleagues (2017) originally developed the method for efficiently 
measuring perceptual biases across the visual field, thus there were a number 
of differences in stimulus configuration and task design between the current 
and the previous study. 
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Firstly, they presented the reference at the centre of the screen and 
placed one test candidate in each of the visual quadrants (i.e. a total of five 

stimuli). Secondly, participants had to fixate on the centre of the screen such 
that the test candidates were viewed with peripheral vision. Thirdly and 
importantly, stimuli were only shown for 200ms before participants had to 
make a perceptual judgement. In contrast, in my PM task, participants were 
explicitly instructed to move their gaze and to judge target sizes using their 
foveal vision and were given unlimited viewing time. This task requirement 
should allow more comparable attention deployment across tasks, although 
attention could nonetheless be more divided in the PM task just by virtue of 
having more stimuli on-screen. In general, the small effect size makes spatial 
attention an improbable account for explaining the discrepancy in bias 
estimates across tasks. 

Given CoC tasks have been viewed as the gold standard in 
psychophysics, a key question is whether the stimulus dependency effect 
affects all CoC tasks. While my simulations have been limited to the PM task, 
my current understanding is that the stimulus dependency effect would (at 
least in theory) affect all CoC tasks that conflate the distance from the 
perceptual bias with the position relative to the perceptual bias. For the PM 
task, this conflation likely arises during the analysis stage. Specifically, while 
PM analysis minimises the prediction error of the observer’s choice behaviour 
– and consequently, must consider stimulus values of all test candidates 

during prediction – the final output only reflects the stimulus value chosen by 
the model, or the stimulus value that is closest to the bias.  

As noted, one way to correct for this dependency is to use adaptive 
stimulus sampling – an approach that has been adopted by several studies 
(e.g. García-Pérez and Peli, 2014; Jogan and Stocker, 2014; Patten and 
Clifford, 2015). The idea is to minimise the stimulus’ distance to perceptual 
bias, such that it begins to approximate the position of the bias. As shown 
through simulations, while adaptive stimulus sampling could not remove the 
fundamental dependency of bias estimation on stimulus distribution, the effect 
may be negligible when the lapse rate is low. Note that in my adaptive PM task, 
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perceptual bias was estimated prior to natural convergence by taking into 
account stimulus values of both test candidates. The idea is that the position 

at equal distance from both stimulus values must necessarily reflect the true 
perceptual bias. This hints at another way of correcting for the dependency – 
that is, to estimate the perceptual bias using the stimulus values of at least two 
test candidates. This is arguably how the psychometric function bypasses the 
stimulus dependency effect, since the choice probability for a stimulus value is 
always interpreted relative to another value (usually the reference). This 
suggests the roving pedestal task devised by Morgan and colleagues (Morgan, 
Melmoth and Solomon, 2013; Morgan et al., 2015; Manning et al., 2017), and 
the psychomatrix method developed by Jogan and Stocker (2014) may not 
suffer from the stimulus dependency effect. 
 

4.7.3 Optimising the adaptive PM task 

I have previously noted several limitations with the adaptive PM task 
relative to 2AFC (see 4.6.5); briefly, the task takes longer and is less intuitive 
to perform due to size similarity comparisons in opposite directions, and it does 
not estimate sensitivity. The first two limitations could be addressed largely by 
modifying the experimental parameters. For example, the task can be made 
more efficient by reducing the maximum number of trials allowed per search 
routine. Indeed, the simulations showed perceptual bias could be accurately 
estimated long before natural convergence. Given the current step size (which 
reduces the search space by 30%), capping the search routine at nine trials is 

arguably conservative when the simulations showed bias could be accurately 
estimated after just five trials. 
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Figure 4-10 PM simulations.  

(A) PM is subject to the stimulus dependency effect while 2AFC is not. However, increasing 
the number of test candidates (or comparisons) appears to diminish the stimulus 
dependency effect and produce a more accurate bias estimation. (B) Increasing the number 
of test candidates increases the likelihood that each trial would contain a test candidate 
where its distance to true bias (RB) is near zero, such that its position could approximate that 
of the bias. 
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This could be coupled with an asymmetrical starting point that reduces 
the negative size search space (e.g. [-0.5 +1]), which would also make the size 

similarity comparison more intuitive. Indeed, the direction of most visual 
illusions – including the Ebbinghaus illusion – is predictable since the target 
with the smaller inducers always look larger than the one with the large 
inducers. As such, an asymmetric search space better reflects our prior 
knowledge of where we think the perceptual bias might fall, and serves to 
reduce the overall search space to speed up convergence. Conversely, 
asymmetrical starting points would not be advisable if we have no expectation 
on the size or direction of the bias. It remains to be tested empirically whether 
asymmetrical starting points could result in bias over- or underestimation.  

Estimation of sensitivity typically requires fitting a model to describe the 
observer’s response relative to stimulus values, where high sensitivity or 
precision corresponds to low variability in response probability. With 2AFC, 
this can be estimated using a one-dimensional psychometric curve, given that 
only the test candidate varies in stimulus value. However, observer response 
is much more difficult to characterise in a CoC task given that there are two or 
more test candidates that vary in stimulus value; here, observer response 
cannot be characterised in relation to absolute stimulus values as it depends 
on both the absolute and relative positions of the test candidates in stimulus 
space. 

Previous studies have tried to characterise this by mapping response 

probability at discrete stimulus value pairs; this two-dimensional probability 
surface has been termed the ‘psychomatrix’. This allows estimation of the PSE, 
which corresponds to the intersection of the ‘probability edges’, or where the 
response probability transitions from low to high (or vice versa) as in a 
psychometric curve (Jogan and Stocker, 2014; Patten and Clifford, 2015). 
However, the psychomatrix method relies on a complex sampling procedure 
and is not easily interpretable. Here I propose a simpler alternative for 
estimating sensitivity in the adaptive PM task that allows characterisation of 
observer response through a one-dimensional psychometric curve. Unlike a 
traditional 2AFC psychometric curve that simultaneously estimates bias and 
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sensitivity, this approach provides a posthoc estimate of sensitivity estimate 
by assuming that the estimated bias is accurate. Given the bias estimate, it is 

possible to calculate for test candidates in each trial (?!, ?#) their distance to 
perceptual bias (@!, @#), where observer response can now be described as a 
function of the log distance ratio. A log distance ratio of 0 means both test 
candidates are at equal distance from true bias. Assuming observer response 
is ideal (i.e. they always select the test candidate closer to the true bias in size 

dimension), then log D$!$#E > 0 should predict selection of ?#, while log D$!$#E < 0 

should predict a selection of ?!. Deviation from this prediction should translate 
to a decrease in the slope and a worse sensitivity estimate. Note that due to 
our assumption that the bias estimate is accurate, we could constrain the mean 
of the psychometric curve to be 0 before fitting the variance (see Figure 4-11). 

Note that this approach cannot estimate sensitivity independent of bias. 
It is also extremely sensitive to misestimation of bias; since each data point is 
calculated based on the assumed bias, an incorrect assumption will thus be 
consistently reflected in all data points – or ‘amplified’. However, this suggests 
we could use response consistency to validate the initial assumption. When 
our assumption about the bias estimate is correct, the slope of the 
psychometric function will be maximal, where the response probability 
seamlessly transitions from low to high where distance to bias becomes 0 
(Figure 4-11, left panel). However, assuming a ground-truth bias of 0.2 and an 
underestimated bias of 0.18 that is used to calculate the distance ratio, the 
data would reveal a substantial overlap in response category below a log 
distance ratio of 0 and a shallow psychometric curve (Figure 4-11, middle 
panel). Conversely, if the bias is overestimated at 0.22, this would predict an 
inconsistent response in the positive distance ratio space (Figure 4-11, right 

panel).  
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Figure 4-11 One-dimensional psychometric function for adaptive PM task.  

Based on simulated response with the experimental parameters matched to Experiment 4-5 
(step size of 0.3; 216 trials with a maximum number of searches capped at nine trials; to 
simulate lapses, there was a 5% probability of random choice). Assuming the estimated bias 
from the bias search routine is accurate, test candidate values (T1, T2) within each trial could 
be re-calculated as the distance to bias (D1, D2), where the relative value of D1 and D2 should 
be predicted of the observer’s response. Specifically, D1>D2 should predict the choosing of 
T2 and vice versa. Following this, observer response could be characterised as a function of 
log distance ratio of D1/D2, where observer response should be at chance when D1 equals to 
D2 or when the log distance ratio is 0. Given that the distances to the bias (D1, D2) were 
calculated based on the assumed bias estimate, this also assumes the mean of the 
psychometric function to be 0. The initial assumption on the bias estimate can be validated 
against response consistency. When the estimated bias corresponds to true bias (left panel), 
the psychometric function resembles a step function with highly consistent observer 
response. An underestimation of bias would reveal inconsistent response in the negative 
distance space (middle panel), while an overestimation of bias would correspond to 
inconsistent response in the positive distance space (right panel). Note that the calculation 
of the log distance ratio is prone to outliers; the boundaries of the x-axis have been limited 
for clarity so the plot may not display all data points. 
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4.7.4 Litmus tests for psychophysical methods 

Perceptual bias estimation is method-dependent. While the difference 
in bias estimates in my experiments could largely be accounted for by the 

stimulus dependency effect, there was also evidence – at least from 
Experiment 4-5 – that participants may employ differing decisional strategies. 
Indeed, the study originally set out to test whether CoC type tasks are less 
susceptible to cognitive factors than traditional psychophysical methods using 
the target-inducer similarity effect, which may be driven by decisional factors. 
However, Experiment 4-1 showed that relative magnitude of the similarity 
effect was constant across tasks. This suggests the target-inducer similarity 
effect – at least in the current experiment – did not appear to systematically 
induce decisional bias. This may be specific to my stimulus configuration, and 
does not rule out the possibility that target-inducer similarity can induce 
decisional bias, especially in cases where the targets and the inducers share 
primarily conceptual similarity as opposed to figural similarity (e.g. the 
‘magicians’ or the ‘rabbits’ in Figure 4-1). 

Previous studies have attempted to manipulate decisional criterion by 
providing feedback or through explicit instructions (Morgan et al., 2012; 
Gallagher, Suddendorf and Arnold, 2019), yet these are unlikely to reflect 
spontaneous decisional strategies during naturalistic perceptual judgement. 
However, designing a litmus test for psychophysical methods is notoriously 
difficult because, as noted, it is logically impossible to determine the origin of 
a behavioural response. However, if we assume perceptual bias to be 

relatively constant, there are two general approaches in which we can infer 
what might be driving the bias estimate and if it reflects a genuine perceptual 
effect. 

One approach takes inspiration from the El Greco fallacy (Firestone and 
Scholl, 2014, 2016) and underpins the rationale for Experiment 4-4. The El 
Greco fallacy argues that once we have ‘nulled’ the perceptual effect, what is 
left must necessarily reflect cognitive effects. Likewise, if a method perfectly 
measures the perceptual bias, then the stimulus corrected for this bias 
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estimate should perfectly eliminate the contextual effect, while if a method is 
susceptible to non-perceptual factors, then we would expect ‘residual bias’ due 

to inaccurate stimulus correction. The challenge here is, of course, that the 
method we use to measure the residual bias may itself be susceptible to 
cognitive bias, although if we are only interested in how well one method 
performs relative to another (as opposed to testing how well a method captures 
the absolute perceptual bias), then any cognitive effects should theoretically 
cancel out during comparison. Using this approach, I was able to show that, 
on average, 2AFC and adaptive PM were equally good at nulling the 
Ebbinghaus illusion, and both would have been better than the original PM 
task. 

However, this approach is diagnostic in nature and does not test 
whether a method is immune to cognitive influence, such as a decision 
criterion shift. Thus a second approach could be to induce spontaneous 
changes in decision criterion and examine how this affects the bias estimate. 
One cognitive effect that often emerges spontaneously during psychological 
experiments – and that has also underpinned many alleged ‘top-down effects’ 
– is the participants’ tendency to respond to experimental demand (Orne, 1962; 
Rosenthal and Rubin, 1978; Durgin et al., 2009, 2011; Firestone and Scholl, 
2014, 2016). An interesting experiment for the future may therefore be to 
manipulate the instruction for different groups of participants and test how this 
affects the averaged bias estimate. 

To use the Ebbinghaus illusion as an example, the instructions could 
be designed as follows: After explaining to the participants that large/small 
inducers are associated with smaller/larger perceived target in an Ebbinghaus 
illusion, one set of instructions could read: ‘when unsure about which target is 
larger, previous participants tended to pick the target with the smaller inducer 
because this tends to be correct’, while a second set of instructions could 
encourage the opposite response by saying: ‘previous participants tended to 
pick the target with the larger inducer to avoid correcting for their perceptual 
bias because that is what the experiment is trying to measure’. There could be 
a third set of instructions without any reference to previous participants’ 
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decisional strategy. Such a between-subject design (with a potentially small 
effect size) would require a much larger sample size. However, such 

experiments would be important for validating methods supposedly free from 
decisional bias, such as the confidence report or the adaptive PM. 
 

4.7.5 Conclusion 

Perceptual bias estimated using the PM task is influenced by the 
underlying stimulus distribution due to a conflation of the distance to bias with 
the position of bias; this dependency could largely be addressed through 
adaptive stimulus sampling. It is unclear to what extent this stimulus 
dependency effect affects other CoC tasks. Future studies should examine the 
extent to which the stimulus dependency effect interacts with other 
experimental factors. Metacognitive judgements (e.g. confidence reports) and 
their proxies (e.g. response time) could complement traditional forced-choice 
tasks in verifying the robustness of a bias estimate, as these may be less 
susceptible to decisional factors. 
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Chapter 5 General discussion 

5.1 Overview 

Perception is context-dependent and subjective. Size and position 

perception are no exceptions. One surprise has been the finding that apparent 
size – a perceptual experience that requires context-dependent processing – 
may be encoded as early as V1 (e.g. Murray, Boyaci and Kersten, 2006), the 
first site of visual cortical processing. Notably, this representation is spatial in 
nature, whereby an object’s perceived size appears to be encoded via a shift 
in the representation of the object’s boundary – or under what I termed the 
direct read-out model. This is possible because visual areas, including V1, are 
principally organised via retinotopic maps, an organisation that preserves an 
image’s spatial arrangements. Given the link between size and position (Wang, 
Murai and Whitney, 2020), a key question set out by this thesis is whether 
apparent position is encoded via the same mechanism. 

Chapters 2 and 3 investigated whether early visual areas encoded 
apparent size and MIPS under the direct read-out model, respectively. This 
was tested using a model-based reconstruction approach, where voxel-wise 
encoding models for early visual areas were first defined using pRF location 
and size before these were used to select relevant voxels for ‘reconstructing’ 
the target’s neural signatures. I was particularly interested to see if variability 
in neural signatures can predict individual behavioural measures. Notably, 
using pRF models, it was also possible to predict an individual’s neural 

response to various simulated target sizes. By comparing predicted response 
for simulated targets with observed response, it was possible to understand 
what factors might be driving the observed response. 

To briefly describe the findings, Chapter 2 examined whether the 
reconstructed targets in the Ponzo illusion (Experiment 2-1) and the Muller-
Lyer illusion (Experiment 2-2) based on V1 response were closer to the 
veridical or apparent size. While Experiment 2-1 was limited in part by 
methodological flaws, the overall results from both experiments were 
consistent with V1 encoding apparent object size via the direct read-out model. 
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Chapter 3 tested whether the direct read-out model could be generalised to 
apparent position. Given visual motion reliably induces perceived motion shift 

(Whitney, 2002), I examined reconstructed neural signatures based on V1, V2 
and V3 responses in the curveball illusion (Experiment 3-1) and the flash-lag 
effect (Experiment 3-2). Experiment 3-1 showed conflicting findings, whereby 
the reconstructed signatures better reflected veridical target position; however, 
the pRF-driven predicted response based on simulated position drift covaried 
with perceptual effect. Results for Experiment 3-2 were consistent in showing 
all early visual areas encoded veridical target position, although this could be 
attributed to the possibility there may, in fact, be no perceived change in the 
flashed target position, whereby the perceived spatial offset was driven solely 
by the moving stimulus. 

Experiments in Chapters 2 and 3 highlighted the difficulty in obtaining 
reliable individual measures to accurately predict percept at the subject level. 
Chapter 4 arose in part to understand the challenge of obtaining reliable 
behavioural measures, given the measure of perceptual bias is susceptible to 
contamination by cognitive factors. Specifically, I was interested in testing how 
different psychophysical methods might differ in their ability to accurately 
estimate perceptual bias. Over a series of experiments, I found perceptual bias 
estimates to be method-dependent; in particular, a striking difference was 
consistently found between 2AFC and PM tasks – a variant of the CoC task. 
To my surprise, the discrepancy was driven not by a difference in susceptibility 

to cognitive bias, but by a tendency for PM bias to skew towards the underlying 
stimulus distribution. 

In this chapter, I discuss the opportunities and limitations of the model-
based reconstruction fMRI technique and relate this to the more general 
challenge of linking neural and behavioural measures of an individual’s percept. 
Next, I reconciled findings in Chapters 2 and 3 to show while the results are 
superficially in conflict; they could be explained by dual representation of 
veridical and percept-based information in the early visual area. This is 
consistent with the predictive coding framework, where the dual representation 
could reflect products of feedforward and feedback processing. 
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5.2 Model-based reconstruction 

5.2.1 Opportunities 

A number of studies have demonstrated that the V1 response encodes 
apparent size retinotopically. A common approach has been to localise 

eccentricity bands (or ROIs) in V1 using different sized annulus, before testing 
if response patterns at these ROIs differ for stimuli with the same physical size 
but different perceived size (Murray, Boyaci and Kersten, 2006; Fang et al., 
2008; Sperandio, Chouinard and Goodale, 2012). If these studies could 
demonstrate that the V1 encodes apparent size under the direct read-out 
model without explicit reconstruction of the target stimulus, what might be the 
value in using model-based reconstruction? 

It is worth noting that, unlike conventional fMRI studies, these studies 
assumed (implicitly or explicitly) an encoding model for V1, whereby 
hypothesis testing relied on prior knowledge and estimation of V1’s spatial 
selectivity. This is one form of model-based testing, in which the relationship 
between the encoding model and the feature of interest (i.e. apparent size) 
was inferred from the response of the localised ROIs. Model-based 
reconstruction distinguishes itself from the previous approach in that it goes 
one step further into empirically testing the hypothesised relationship by 
reconstructing the perceptual state given the encoding model. This approach 
has unparalleled inferential power because successful reconstruction requires 
solving for both the forward and reverse inference problem (Naselaris et al., 
2011; for example, see Thirion et al., 2006). 

For fMRI experiments in Chapters 2 and 3, I performed two types of 

reconstruction analyses. The first type involved sampling and averaging voxel 
responses based on the encoding model (i.e. pRF parameters) to reconstruct 
a ‘free’ signature, which is then quantified in the relevant dimension (i.e. size 
or spatial extent). The second approach – pRF-driven response prediction – 
bears more resemblance to decoding-classification, which involved identifying 
the best matching simulated stimulus from a set of candidates. The key 
distinction between the two analyses is that the first type permits ‘continuous’ 
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reconstruction while the second type can only reconstruct in discrete values, 
constrained by the preselected candidates. Conversely, the reconstructed 

signatures in the first analysis require quantification and must make 
assumptions on the shape of the neural signature; whereas the second 
analysis takes a ‘model-free’ approach to the neural response because it had 
already made assumptions on the possible perceptual states. Both analyses 
are reconstructions and involved fundamentally the same procedure: to use 
the encoding models to identify the relevant voxels (i.e. forward inference) 
before using the response of those voxels to infer perceptual state (i.e. reverse 
inference). 

This combined encoding–decoding approach is not new. In one 
landmark study, Kay and colleagues (2008) built a ‘natural image visual 
decoder’ based on early visual area response. They first defined encoding 
models for early visual areas using Gabor wavelets, which estimated voxel-
wise tuning for space, orientation and spatial frequency. Using this model, they 
were able to predict the correct natural image viewed by the participant from a 
set of 1000 novel images with up to 82% accuracy. By comparing variants of 
the models constraining various parameters, they showed that spatial 
frequency (as opposed to retinotopy) was the most significant contributor to 
identification performance. This suggests information in natural images is 
represented primarily via spatial frequency tuning of neurons. 

Therefore, a key advantage of model-based reconstruction is the ability 

to explicitly manipulate the parameters of interest to see how they affect brain 
response, which would be reflected in the reconstruction. To take an example 
from the current thesis, I looked at apparent size (or position) representation 
in the Muller-Lyer illusion (Experiment 2-2); by constraining voxel selection 
based on pRF size, I showed that the shift in neural representation of the target 
was diminished when voxels with larger pRF were excluded. This suggests 
that the receptive field size plays a role in exerting the Muller-Lyer effect, 
consistent with the theory that the Muller-Lyer illusion arises from spatial 
pooling in the periphery (Morgan, Hole and Glennerster, 1990; Morgan and 
Glennerster, 1991). 
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Another point to make is that, while more complex models have better 
chances of increasing prediction accuracy, model complexity is not always 

desirable. With an increasing number of parameters, an increasing number of 
model comparisons would be required to unpack each factor’s contribution and 
their interaction. A more complex model is thus harder to interpret, especially 
in cases of successful reconstruction. Counterintuitively then, knowing what 
constitutes a ‘good-enough’ model may be more elucidating than finding a 
highly predictive but complex model. In practice, model definition should 
always be driven by hypotheses of how the encoding model gives rise to the 
perceptual phenomenon or mental process. 

The encoding model I used was considerably simpler than the one used 
by Kay and colleagues (2008). While I could have defined a more complex 
encoding model for early visual areas, the decision to use a simple pRF 
location and size model was two-fold. Firstly, it allows for a straightforward 
interpretation of the results. For example, it is possible to include orientation 
tuning in the encoding model, but given voxels in early visual areas only exhibit 
slight orientation bias (Haynes and Rees, 2005; Lerma-Usabiaga, Winawer 
and Wandell, 2021), this would complicate the interpretation in the event of 
successful reconstruction while providing only a slight edge in reconstruction 
accuracy. Note that the goal of my experiments also differed from that of Kay 
and colleagues (2008); their study aimed to understand if and how structural 
information in natural images are encoded by early visual areas, which 

required identification of all parameters capable of encoding structural 
information. My experiments were designed to test the direct read-out model, 
which ultimately predicts a simple relationship between retinotopy and the 
representation of apparent spatial features. 

The second reason is that pRF modelling of location and size is now a 
well-established technique, where pRF estimates have been shown to be 
highly reliable across sessions, and even scanners with different magnetic field 
strengths (Senden et al., 2014; Alvarez et al., 2015; van Dijk et al., 2016; 
Benson et al., 2018; Morgan and Schwarzkopf, 2020). A failed reconstruction 
can ultimately be attributed to either an incorrect hypothesis or a faulty or 
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irrelevant encoding model. There is thus a trade-off between incorporating 
more parameters that are relevant but prone to misestimation and retaining 

fewer parameters that are known to be robust but may limit reconstruction 
accuracy. 

Model-based approach is often contrasted with decoding-based 
techniques, such as multi-voxel pattern analysis (MVPA), which infers the 
stimulus features shown (i.e. reverse inference) from distributed patterns of 
neural activity. While decoding-based techniques are renowned for their 
sensitivity, the direction of inference also meant that they are opportunistic in 
nature, as they could exploit information that correlates with (but does not 
contribute to) the process of interest (Naselaris et al., 2011; Poldrack, 2011). 
Given that early visual area response is notoriously sensitive to eye movement 
(Thielen et al., 2019), this provided a strong incentive for using model-based 
reconstruction to examine representation of MIPS, especially when previous 
decoding-based studies have provided mixed evidence (Fischer, Spotswood 
and Whitney, 2011; Maus, Fischer and Whitney, 2013; Kohler, Cavanagh and 
Tse, 2017; Liu et al., 2019). As argued previously, eye movement confound is 
less of an issue with model-based reconstruction because the predicted 
response is driven explicitly by what is included in the model, and each 
parameter could be scrutinised to identify what might be driving the effect. 

 

5.2.2 Limitations 

The prerequisite to model-based reconstruction is to be able to define 

an encoding model with sufficient predictive power. The challenge is two-fold. 
The first is conceptual in nature and relates to a priori knowledge of the 
encoding model, including how it relates to the hypothesis. The second 
challenge is technical in nature, where the model needs to be estimated with 
reasonable accuracy. Even for a well-established technique like pRF 
modelling, ongoing studies are still revealing constraints and limitations 
surrounding the technique. For example, not all the pRF estimation software 
enjoy the same computational validity or the ability to return ground truth data 
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(Lerma-Usabiaga et al., 2020), and pRF size estimates tend to be less reliable 
than pRF location estimates because Gaussian model fitting (or cost functions 

in general) is more sensitive to variations in the mean than the spread (Lage-
Castellanos et al., 2020). 

More generally, pRF estimates are likely to be less robust at extreme 
values (i.e. near the fovea or far into the periphery). Foveal pRF is hard to map 
because of the presence of a fixation point, the requirement for extremely fine-
grained stimulus and the physiological ‘blind spot’. On the other hand, 
peripheral pRF suffers from ‘edge artifacts’, or partial stimulation of the 
receptive field near the screen edge; larger pRF also means higher variability 
for the estimation of pRF position. Given my experiments predominantly 
examined representation near the mid-eccentricity range, the encoding 
models should be generally reliable. 

The multi-step nature of model-based reconstruction is such that it is 
unsuitable for investigating exploratory questions or for testing regions for 
which the tuning properties could not be mapped effectively (e.g. higher-level 
areas). These could instead be investigated using conventional fMRI 
techniques that look at correlational association between brain regions and 
tasks, or decoding techniques that test if a region contains the necessary 
information to categorise the stimulus feature of interest. Model-based 
reconstruction is complementary to these approaches in that it can be used to 
validate well-informed hypotheses. Early visual areas – arguably the best 

characterised cortical regions – may therefore be uniquely suited to 
investigation via model-based reconstruction. 

Notably, success in reconstruction tends to be easier to interpret than 
failure. The multi-step nature of model-based reconstruction means that 
successful reconstruction is possible only when the encoding model has 
sufficient predictive power and the hypothesis is correct, while failure could be 
attributed to either source. A prime example comes from results in Experiment 
3-1, where I attempted to reconstruct the perceived motion path of the 
curveball stimulus. The idea was that if the early visual area encodes veridical 
position, the reconstructed signature should peak around 4° (i.e. where the 
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physical motion path was), whereas for apparent position, the peak of the 
signature should be shifted beyond 4°. Interestingly, I found the reconstructed 

signatures in V3 peaked below 4° in both the illusory and control condition, 
which was not consistent with either interpretation. Given that the 
reconstructed signature of the illusory stimulus was still shifted more 
peripherally relative to the control stimulus, I interpreted this to mean V3 
encodes apparent position, but a distortion in retinotopic map caused the 
signature as a whole to be shifted. Yet it is also possible there was no distortion 
in V3 map, and the response pattern was unrelated to position representation. 
The point is these factors cannot be disentangled when the reconstruction fails. 

Across all fMRI experiments, I also noticed constraints related to voxel 
sampling during reconstruction. In Experiment 2-1, where I examined size 
representation in the Ponzo illusion, I found evidence of response suppression 
exclusive to the apparently longer bar, which was presumably driven by low-
level background differences. This confounded the interpretation of the results, 
as it was not clear if the lack of peripheral extension in the signature was 
evidence that V1 encodes veridical size, or that V1 encodes apparent size, but 
the peripheral extension was obscured by the response suppression. In theory, 
this could be tested by excluding voxels whose response could be 
contaminated by the low-level background differences. In practice, this level of 
resolution was hard to achieve because it would entail excluding the majority 
of voxels falling in the target region; thus, it was not possible to rule out the 

background effect. 
A similar issue was observed in Experiment 3-2, where I was 

reconstructing the target’s position in the flash-lag effect. Here voxel selection 
was constrained to avoid sampling of the contextual signal (i.e. the moving 
cross). The constraint meant that the V3 signatures suffered more noise 
relative to V1/V2 due to the low number of voxels. Note that the problem cannot 
be solved simply by increasing the window size to include more voxels. 
Depending on how the window size is increased (i.e. along which dimension), 
this could result in sampling more ‘irrelevant’ voxels or contamination by 
contextual signal. Alternatively, if we increase window size in the window’s 
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‘stepping’ direction, this would simply result in a ‘smoother’ signature, which 
could make the quantification of peak position more difficult. The signal-to-

noise ratio is thus inherently limited by the BOLD response, although the 
sampling procedure can be used to manage the trade-off between granularity 
and noisiness of the signature. 

Finally, model-based reconstruction is ideal for testing representations 
but not mechanisms. Given the low temporal resolution of fMRI, successful 
reconstruction could not distinguish between representations that arise from 
feedforward versus feedback processes. There is evidence that apparent size 
representation could be mediated locally by V1 neurons (Schwarzkopf, Song 
and Rees, 2011; Schwarzkopf and Rees, 2013; Moutsiana et al., 2016) and/or 
via retinotopic reorganisation, which is presumably mediated by top-down 
feedback (Fang et al., 2008; Ni, Murray and Horwitz, 2014; He et al., 2015). In 
Experiment 2-2, I found the reconstructed signatures of the target in the Muller-
Lyer illusion to be dependent on the pRF size of the sampled voxels; I 
interpreted this to be consistent with the spatial pooling account for the Muller-
Lyer illusion (e.g. Morgan, Hole and Glennerster, 1990; Morgan and 
Glennerster, 1991), which presumably arises from feedforward mechanism. 
But ultimately, the genesis of an effect does not have a bearing on the success 
(or failure) of a reconstruction. Likewise, in Experiment 3-1, I found stronger 
evidence for apparent position representation of the curveball illusion in V2/V3 
but not V1. While this would be consistent with the idea that larger receptive 

fields are required to detect accumulated position deviation (Liu et al., 2019), 
it is unclear if this is mediated via a bottom-up or top-down process. 
 

5.3 Predicting percept with fMRI 

5.3.1 Improving robustness of reconstructed signatures 

A key theme of this thesis is the subjective nature of perception and 
how perceptual experiences of the same physical stimulus could vary 
substantially across individuals. Given that idiosyncrasies in spatial distortion 
are linked to differences in V1 architecture (Schwarzkopf, Song and Rees, 
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2011; Schwarzkopf and Rees, 2013; Moutsiana et al., 2016; Kosovicheva and 
Whitney, 2017), a primary goal of my experiments has been to test whether 

inter-individual variability in early visual area responses could be used to 
predict an individual’s size or position percept. 

It is worth noting that all previous studies on apparent size 
representation found some evidence that V1 activity correlated with perceptual 
effect using a relatively small sample size. Using five participants, Murray and 
colleagues (2006) found that the size of the fMRI effect largely ranked in order 
with that of the perceptual effect. The correlation was replicated in a follow-up 
experiment albeit with just four participants (Fang et al., 2008). In another 
study examining afterimage size representation using Emmert’s Law, 
Sperandio and colleagues (2012) found that the strength of V1 BOLD 
response across time (or ‘area under curve’) significantly correlated with the 
duration of an afterimage across eight participants. Using adaptation to 
manipulate perceived size, Pooresmaeili and colleagues (2013) showed that 
changes in the number of activated voxels in V1 significantly correlated with 
changes in perceived stimulus size, although here the correlation was based 
on eighteen data points generated from six participants, where the condition-
wise measure was treated independently. Finally, He and colleagues (2015) 
found the magnitude of the Ponzo illusion significantly correlated with pRF 
position shift in V1 across nine participants. 

A sample size of ten should therefore be sufficient in revealing a 

significant correlation between fMRI and perceptual effect across individuals, 
assuming that the response in the ROI encodes the relevant perceptual 
experience. However, for my fMRI experiments, I found either no positive 
correlation between fMRI and perceptual effect (Experiment 2-1, Experiment 
3-2) or, where there was a positive correlation, these were either non-
significant or not robust (Experiment 2-2, Experiment 3-1). The variance and 
implausible fMRI estimates in my experiments suggest the main source of 
noise in my experiments likely comes from the fMRI measures, as opposed to 
behavioural measures. Here, I examined some factors that may have 
prevented reliable estimation of fMRI measures. 
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With the exception of Experiment 2-2 (the Muller-Lyer illusion), a 
recurring issue across all fMRI experiments was the difficulty in quantifying the 

reconstructed signatures and, consequently, in inferring changes in target 
representation. The reconstructed signatures could not be adequately or 
consistently characterised by the model (in this case, a one-dimensional 
Gaussian) due to a number of factors, including stimulus shape (or path), low 
signal-to-noise ratio – especially in V3 – and variability in signature shape 
across participants, which could in turn be driven by idiosyncrasies in pRF 
maps. 

This issue was first encountered in Experiment 2-1 (the Ponzo illusion), 
where I used a bar-shaped stimulus that was not well-characterised by the 
Gaussian model. This was subsequently resolved in Experiment 2-2 by using 
a dot variant of the Muller-Lyer illusion, which improved the fitting and 
quantification of the signatures across participants. The success could not be 
replicated in Experiment 3-1 (the curveball illusion), however, where I needed 
to quantify the apparent motion path of a circular target. Here the Gaussian 
model was chosen again based on the predicted signature of a simulated 
motion path. This approach assumed that the representation of an apparent 
shift in motion path would be similar to the representation of a physical shift. 
Following reconstruction, only some signatures resembled the predicted 
Gaussian shape, while others lacked an identifiable ‘peak’. Note that the 
problem could not be easily solved by choosing a different function that better 

characterises all signatures. The fundamental issue was that for signatures 
whose shape deviated significantly from the prediction, there was no clear way 
of understanding what might be driving this. In this case, where a ‘peak’ 
presumably reflects the position of the stimulus, it was not possible to infer 
from a ‘flat’ signature whether a shift in position representation has occurred. 

To bypass the model-fitting issue of the sliding window reconstruction, 
I also used a second ‘model-free’ approach to reconstruction. Instead of having 
to quantify the reconstructed signature, the observed signature was compared 
with a set of predicted signatures generated from different simulated 
perceptual states to find the best matching candidate. Note that this approach 
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is ‘model free’ to the extent that no fitting was required to quantify the 
reconstructed signatures, while the reconstruction itself still depended on the 

encoding model. This approach may be superior to the sliding window 
reconstruction assuming idiosyncrasies in the signature shape reflect genuine 
inter-individual differences in how the response is encoded; however, if the 
idiosyncrasies are driven by noise, this would still affect comparisons between 
the observed and predicted signatures. Given that only a small number of 
perceptual states can be realistically simulated, depending on what might be 
driving the observed response, it is possible that none of the candidate’s 
perceptual states is a close enough reconstruction (i.e. the observed signature 
may share low similarity with all of the predicted signatures). 

Low signal-to-noise ratio, especially in V3, proved to be a recurring 
issue in this thesis. A straightforward way of improving this would be to use a 
scanner with greater magnetic field strength. A smaller voxel size could also 
reduce the risk of partial volume effect, where a voxel could lose signal from 
containing more than one type of tissue. Notably, the majority of studies on 
apparent size representation used a 3T scanner (Murray, Boyaci and Kersten, 
2006; Fang et al., 2008; Sperandio, Chouinard and Goodale, 2012; He et al., 
2015). This could explain why previous studies were able to obtain a significant 
correlation with a small sample size. 

Additional issues may have come from how ROIs were defined in my 
experiments versus previous studies on apparent size representation. As 

noted, a number of studies divided V1 into five or six eccentricity bands 
(Murray, Boyaci and Kersten, 2006; Fang et al., 2008; Sperandio, Chouinard 
and Goodale, 2012); such ROI definition provides coarse spatial information 
but is more robust to noise and inter-individual variability. In contrast, the 
sliding window approach used in the current thesis could identify position shift 
with greater granularity, but the reconstructed signatures were also more 
sensitive to noise and/or variability in the pRF map. In general, signals in 
higher visual areas are less robust due to the increase in pRF size and 
complexity in feature tuning. The creates a double hurdle in which the V3 pRF 
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map may be more prone to distortion and V3 signatures may also suffer from 
more noise. 

So far, I have discussed possible sources of fMRI noise that may have 
prevented a significant correlation between the fMRI and perceptual effect. Yet 
even if it is possible to eliminate all fMRI and behavioural noise, the neural-
perceptual link is unlikely to be perfect. Firstly, early visual areas are not the 
only regions contributing to conscious experience, and it is unclear if their 
response alone could fully reflect the perceptual effect. Secondly, an 
individual’s percept is inferred through their behavioural response, which 
includes motor and decision-making processes, this necessarily differs from 
‘pure perception’ in terms of neural correlates. 
 

5.3.2 Neural correlates of perceptual effect 

The role of early visual areas, especially V1, in visual conscious 
experience is a subject of intense debate (Crick and Koch, 1995; Lamme et 
al., 2000; Tong, 2003; Stoerig, 2006; Silvanto and Rees, 2011). Evidence from 
lesion studies suggests V1 is necessary for conscious experience. Damage to 
V1 has been associated with a phenomenon known as ‘blindsight’, whereby 
human patients or monkeys report no perceptual awareness, yet when forced 
to make judgement about the stimulus, they perform well above chance 
(Weiskrantz, 1996; Stoerig and Cowey, 1997; Cowey, 2010). Blindsight is 
evidence that visual awareness can be dissociated from visually guided 
behaviour, where V1 appears to be critical for the former. 

Some have argued that V1 is only necessary for conscious experience 
to the extent that it relays signals to downstream regions, the ‘real locus’ of 
visual consciousness (Crick and Koch, 1995). In support of this, lesion to non-
visual regions in monkeys can also induce behavioural correlates of blindness, 
even when activity is still being recorded from the visual cortex (Nakamura and 
Mishkin, 1980). Similarly, V1 activity in the absence of visual awareness was 
found after unilateral right-parietal damage in a human patient (Rees et al., 
2002), which suggests V1 activity can be decoupled from perceptual 
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experience. Consistent with this, neuroimaging evidence points to the parietal 
and prefrontal cortices as the locus for mediating visual awareness (Rees, 

Kreiman and Koch, 2002). 
Even if V1 or the extrastriate regions are not necessary for visual 

consciousness, its activity may nonetheless contributes to, and thus correlates 
with, perceptual experience. Converging evidence now suggests it is the 
feedback or recurrent activity in early visual areas that are important for visual 
awareness (Lamme and Roelfsema, 2000; Lamme et al., 2000; Dehaene et 
al., 2006). This may explain the apparent discrepancy often found between 
neurophysiological and neuroimaging studies, where perceptual effect tends 
to correlate with fMRI responses but not single-unit recordings. In one study, 
Maier and colleagues (2008) compared single-unit electrophysiological signal 
and BOLD response in V1 during perceptual suppression. Here, they induced 
perceptual suppression by abruptly presenting a field of dynamic dots 
surrounding the salient target, rendering it temporarily invisible. In accordance 
with previous research (e.g. Lee and Blake, 2002; Wilke, Logothetis and 
Leopold, 2006), Maier and colleagues found no change in spiking rate during 
perceptual suppression while the BOLD response was consistently 
suppressed in V1 in line with the perceptual state. 

The authors noted several possible explanations for this divergence. 
Firstly, while they measured BOLD response based on localised retinotopic 
position corresponding to the recording site, it is nonetheless possible they 

have missed a sub-population of neurons carrying the perceptual signal, given 
that single-cell recording is biased towards the sampling of larger or more 
active neurons (Olshausen and Field, 2005). Relatedly, modulatory neurons 
that are infrequently sampled by single-unit recordings, such as interneurons, 
could be more closely coupled with vascular control and, thus, a BOLD 
response (Iadecola, 2004). A more likely explanation, however, is that 
electrophysiological signals better reflect feedforward input from the retina, 
while BOLD response could account for feedback or recurrent activity (due to 
its low temporal resolution), which is likely the basis for contextual-modulation 
and perceptual experience (Lamme and Roelfsema, 2000). In support of this, 
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the generalised flash-suppression paradigm adopted by the study is critically 
dependent on the length of exposure, where the probability of target 

disappearance scales linearly with time of adaptation and saturates at around 
1 second (Wilke, Logothetis and Leopold, 2003). 

Given feedforward activity tends to be completed within 100ms of 
stimulus onset, an effect’s latency is generally a good indicator of its origin, 
although temporal hierarchy does not always correspond perfectly with 
anatomical hierarchy. For example, since MT can bypass V1 and receive direct 
input from the LGN (Sincich et al., 2004) and superior colliculus (Berman and 
Wurtz, 2010), it is possible for MT feedback to V1 to occur alongside 
feedforward activity. In general, the dorsal stream also enjoys a faster 
processing speed than the ventral stream, which likely reflects an evolution-
honed survival feature to prioritise the processing of perceptual action (Mishkin, 
Ungerleider and Macko, 1983; Goodale and Milner, 1992). Nonetheless, 
Lamme and others have argued we can make a general division between the 
fast unconscious or preattentive processing and the slow conscious or 
attentive processing – the neural basis of which roughly corresponds to 
feedforward versus feedback or recurrent activity, respectively (Lamme and 
Roelfsema, 2000; Lamme et al., 2000; Dehaene et al., 2006). 

In return to the question of whether response in the early visual area 
correlates with perceptual experience, the answer seems to depend on how 
the neural response is measured. Even though conscious experience is 

unlikely to originate in early visual areas, these regions do appear to carry the 
corresponding perceptual signal; in theory, then, it should be possible to 
capture this with any technique that measures neural activity beyond the 
‘feedforward sweep’ (e.g. fMRI). However, an individual’s perceptual 
experience is necessarily inferred through their behavioural response, which 
involves converting noisy sensory input into discrete motor output, where 
perceptual processes must interact with cognitive and motor processes. The 
question – does activity in the early visual area correlate with perceptual effect? 
– thus depends on whether the additional processes during perceptual 
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decision-making, such as in a psychophysics task, also alter stimulus 
appearance or stimulus representation. 

Psychophysics tasks often require participants to make decisions 
based solely on the appearance of a stimulus, yet perceptual decision is also 
influenced by factors such as reward (Mulder et al., 2012), expectation 
(Summerfield and de Lange, 2014) and prior sensory history (Snyder et al., 
2015). The effect of prior history on perception can be broadly categorised as 
hysteresis or adaptation, where they ‘attract’ or ‘repel’ perception towards or 
away from the previous stimulus, respectively (Schwiedrzik et al., 2014; 
Fritsche, Mostert and de Lange, 2017). When a visually ambiguous stimulus 
such as the Necker cube (Figure 1-6B) is presented sequentially, the 
interpretation of the second cube is often biased towards the first; it is thus 
possible to ‘freeze’ the perception of a bistable stimulus through intermittent 
presentation (Leopold et al., 2002). Conversely, the perception of an 
ambiguous stimulus could also be biased away from the preceding context. 
Huang and Holt (2012) showed that listeners perceived an ambiguous word 
as either ‘but’ or ‘bet’ depending on the frequency of the preceding phrase, 
where a lower frequency context predicted the perception of ‘bet’, which 
contains a higher frequency, while a higher frequency contextual phrase 
predicted the perception of ‘but’, which has a lower frequency. Notably, they 
were able to replicate the effect using tones of similar frequency, which is 
indicative of a general contextual-modulation process that is not speech-

specific. 
In an fMRI study, Schwiedrzik and others (2014) used multi-stable 

stimuli to examine the representations of these opposing effects. Here they 
presented a bistable rectangular dot lattice, perceived as a collection of illusory 
lines aligned to either 0° or 90°, followed by the presentation of a hexagonal 
dot lattice, also perceived as a collection of illusory lines but aligned to either 
0° or 60° or 120°. They were able to manipulate the orientation perception of 
the first lattice through interdot distance, which indirectly influenced the 
perception of the second lattice, where some trials exhibited orientation 
‘attraction’ and others orientation ‘repulsion’. By examining trials in which 
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participants exhibited perceptual hysteresis versus adaption, they showed that 
the former was associated with response suppression in high-level frontal and 

parietal, and the latter was confined to early visual areas. 
This is consistent with the idea that adaptation reflects genuine changes 

in perceptual representation – where its functional role may be to increase 
sensitivity to sensory changes in the environment – while perceptual 
stabilisation is driven by top-down post-perceptual processes that better 
reflects decisional bias. In an interesting study, Fritsche and colleagues (2017) 
showed that when participants had to estimate the orientation of a Gabor patch, 
MoA produced results consistent with perceptual hysteresis, while 2AFC 
produced the opposite effect (i.e. adaptation), consistent with the well-
established tilt aftereffect (e.g. Gibson and Radner, 1937). Notably, the effect 
of perceptual hysteresis increased when there is a longer delay between 
stimulus presentation and the adjustment interval; the authors interpreted this 
to mean there was a greater chance for working memory representation to be 
biased when the stimulus had to be retained in the working memory for longer. 

It should be noted that, in the above study, stimuli and the test were 
separated by temporal intervals with limited viewing time, while in my 
experiments (in Chapters 2 and 3), participants had unlimited time to complete 
a MoA trial where stimuli and test were separated by spatial intervals. Such a 
design may be less reliant on working memory representation since 
participants could continually compare the reference and adjusted target. In 

theory, then, spatial intervals could be less susceptible to bias in the working 
memory. Nonetheless, the findings suggest that the neural correlates of 
‘perceptual effect’ likely differ between the psychophysics methods, where 
MoA may be more susceptible to post-perceptual decisional processes than 
2AFC. 

Note that post-perceptual processes, such as subjective confidence, 
could also correlate with representations in the early visual area and used as 
the basis for measuring perceptual bias. In support of this approach, one study 
found EEG signatures of choice certainty resembled representation of sensory 
information in early visual areas in terms of both spatial distribution and polarity. 
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Given that the signature arose 300ms after stimulus onset, such a ‘visual 
template’ likely reflected a retrieval of sensory information from working 

memory; nonetheless, it is indicative of a shared neurophysiological substrate 
with general sensory representation (Zizlsperger et al., 2014). 

Pelli and Farell (1995) noted that an adjustment task and a 
discrimination task are really inverse of one another. In a discrimination task, 
the observers are given the stimulus and asked to provide a classification 
whereas in an adjustment task, observers are provided with the classification 
and asked to reproduce the stimulus. Critically, the experimenter controls the 
stimulus in the former case while the observer controls the stimulus in the latter 
case, where the stimulus (chosen or reproduced) is what is used to infer the 
observer’s percept. MoA is thus necessarily less reliable than discrimination 
tasks as it is subject to more sources of noise within the observer (in addition 
to sensory noise), including the subjective interpretation of the perceptual 
criterion and motor noise. 

So far, there is evidence to suggest that early visual area response can 
reflect perceptual experience, at least when measured with fMRI. However, it 
is worth distinguishing between neural correlates of ‘perceptual experience’ 
versus ‘perceptual effect’, where the latter better corresponds to perceptual 
decision. This means behavioural measures of perceptual experience may not 
correlate with neural measures in early visual areas, especially if the former is 
confounded by post-perceptual decisional processes. While I have primarily 

attributed the lack of significant correlation between fMRI and perceptual effect 
in my experiments to fMRI noise, here I also note the possibility that the use 
of MoA also contributed to noise in behavioural measures, especially if MoA is 
more prone to bias and noise from post-perceptual processes than tasks such 
as the 2AFC. 
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5.4 Coding for perceptual outcome 

5.4.1 Dual representation in early visual areas 

If apparent size is encoded via the retinotopic locations of peak 
response in the early visual area, can this be generalised to apparent position? 

This is one of the key questions set out by this thesis, and the answer appears 
to depend on how apparent position arises. When using a dot variant of the 
Muller-Lyer illusion – which is arguably a position illusion – there was clear 
evidence that the V1 response better reflected apparent representation. 
However, the findings were mixed as apparent position shift was induced using 
visual motion, such as the curveball illusion. In contrast to what was predicted 
by the direct read-out model, the reconstructed signatures of both the illusory 
and control stimuli were comparable in V1 and V2, where they better reflected 
veridical position representation. While differences in V3 signatures were 
consistent with the direct read-out model, this interpretation also assumed a 
distortion in the V3 retinotopic map due to the absolute position of the 
reconstructed signatures; this raises the possibility that the V3 response did 
not reflect differences in position representation but noise or processes 
unrelated to position representation. 

On the other hand, variability in neural signatures predicted perceptual 
effect, at least in V2. Changes in observed fMRI responses also covaried with 
predicted responses based on the simulated position shift, at least in V1 and 
V2. This suggests that the observed response was largely driven by position 
signal instead of motion or other low-level processes. I interpreted the 
conflicting findings to mean early visual areas could dually represent both 

veridical and perceived position, even if response was dominated by signals 
related to the veridical stimulus. This is supported by fMRI evidence showing 
that, while early visual areas are better at discriminating stimuli that differ in 
their physical position, they can nonetheless discriminate between different 
perceived positions above chance (Fischer, Spotswood and Whitney, 2011; 
Liu et al., 2019). There is also consistent evidence – at least for the flash-grab 
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effect – that perceived and veridical position are both encoded retinotopically 
in early visual areas (Kohler, Cavanagh and Tse, 2017; Ge et al., 2020). 

How might conflicting position information be dually represented in one 
region? So far, I have mostly described changes in cortical representations 
across two-dimensional, but this is a simplification because the cortical sheet 
consists of at least six layers of distinct neuronal populations. These cortical 
layers differ principally in their inter-regional connectivity pattern. Broadly, the 
middle layer (or layer 4) is known to process bottom-up or feedforward 
information, while the superficial and deep layers (in particular layers 1/2 and 
6) are associated with top-down or feedback processing (Felleman and van 
Essen, 1991; Self et al., 2019). Dual representation of veridical and percept-
based information could thus be supported by localised representation in 
different layers. 

It is worth noting that layer-wise representation could not be distinguished 
in my experiment due to the supramillimetre voxel size; in fact, the fMRI voxel 
size in my experiment (i.e. 2.3mm3) was just below the average cortical 
thickness of 2.5mm (Fischl and Dale, 2000). The minimum voxel size, or the 
fMRI spatial resolution, is determined in part by the magnetic field strength of 
the scanner. To achieve submillimetre resolution with sufficient signal-to-noise 
ratio typically requires an ultra-high field scanner (7T). Even then, a minimum 
voxel size of 0.8mm3 could still be larger than some cortical layers, which is 
why these fMRI studies tend to make a broad distinction of superficial, middle 

and deep layers, with a risk of partial volume effects where a voxel could 
contain neurons from more than one layer (Self et al., 2019). 

The most compelling evidence for dual representation of MIPS has 
arguably come from a recent study by Ge and colleagues (2020), which used 
a combination of psychophysics, fMRI and EEG techniques to investigate the 
origin and representations of the flash-grab effect. They first showed that 
gratings at apparent position – induced by the flash-grab effect – could reliably 
influence orientation adaption, even though gratings at the retinal position still 
had the strongest effect. Subsequent evidence from fMRIs revealed stronger 
illusory position representation in V2/V3 relative to V1, while representation for 
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physical position was more robust in V1 relative to V2/V3. Importantly, position 
representation of the flashed target was quantified using retinotopic maps, 

which showed fMRI effect in early visual areas to be qualitatively consistent 
with the perceptual effect. 

Interestingly, the study found significant differences in representation 
across V1 cortical layers, whereby illusory representation was observed in the 
V1 superficial layer but not the middle layer. This was consistent with EEG 
evidence where they found apparent position representation was associated 
with a late stage peak response. Notably, early signals from a retinally tilted 
stimulus (between 50 and 100ms) could be cross-decoded using classifiers 
trained on late stage EEG information from the illusory-tilted trials (between 
180ms and 220ms). Together, the psychophysical and neuroimaging evidence 
were consistent in showing that early visual areas encode both physical and 
apparent position retinotopically, where flash-grab representation was 
dependent on a feedback mechanism and more strongly localised in the 
superficial layer, at least for V1; the lack of layer-wise differences in V2/V3 may 
be due to their reduced position discriminability with a larger pRF size. 

Given that both the superficial and deep layers of V1 are associated 
with feedback processing, the lack of effect in the deep layers could reflect a 
BOLD response bias towards the superficial layer. Such biases exist because 
large veins are located on the pial surface and blood drains from the lower to 
the higher layers, so the BOLD response amplitude decreases systematically 

from the superficial to deeper layers. Importantly, this also means the response 
in the superficial layer may be less precise as it is prone to ‘signal 
contamination’ from the lower levels (Self et al., 2019). In their study, Ge and 
colleagues (2020) corrected for the draining effect by normalising each layer’s 
response. The lack of effect could thus reflect genuine processing differences 
between the deep and superficial layers. It has previously been argued that 
feedback in the absence of bottom-up input predicts a localised response in 
the deep layers of V1, while superficial layer is associated with top-down 
modulation of bottom-up signal (Kok et al., 2016). The laminar profile for the 
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flash-grab effect may thus be indicative of top-down modulation, as opposed 
to a top-down driven effect. 

Top-down modulatory effects as varied as figure-ground segregation, 
object-based attention and working memory appear to share a canonical 
laminar profile in V1 across different stages of processing. In the absence of 
bottom-up input, V1 shows greater baseline activity in layers 4 and 6; whereas 
the onset of visual stimulus predicts peak activity in layer 4, which becomes 
weaker in other layers with increasing distance. In the third scenario, top-down 
input leads to peak activity in the superficial and deep layers (Self et al., 2019). 
It is unclear if these profiles could be generalised to other brain regions and 
tasks, but it shows, firstly, that laminar activity profiles in V1 could predict an 
effect’s origin and, secondly, illusory representation in various effects could be 
supported by surprisingly similar mechanisms. 

Retinotopic reorganisation has also been shown to exhibit layer 
specificity. A recent study found attention-induced pRF shift to occur 
throughout the cortical layers, with the strongest pRF attraction observed in 
the deep layer of V1. The authors interpreted this to mean a combination of 
feedforward and feedback mechanisms were involved, whereby feedforward 
input resulted in pRF attraction across all layers, while feedback signals 
contributed specifically to the increased effect in the deep layer (Klein et al., 
2018). Given that attention-induced pRF shift could differ across cortical layers, 
depth- and motion-induced pRF shifts may exhibit similar layer specificity. 

Such a mechanism would support the localised representation of apparent size 
– at least in Ponzo-related effects (Ni, Murray and Horwitz, 2014; He et al., 
2015) – and of apparent position during motion extrapolation (Harvey and 
Dumoulin, 2016; Schneider et al., 2019). 

It is unclear whether dual representation is specific to effects dependent 
on top-down feedback, which permits localised representations in different 
layers. In one study, Kok and colleagues (2016) showed that the illusory 
contour is selectively represented in the deep layer of V1. Given that 
feedforward input is thought to activate all cortical layers, the authors 
interpreted this to mean illusory contour representation depends on top-down 
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feedback. Yet, previous studies suggest illusory contour is mediated by both 
local horizontal connections and top-down feedback (Lee, 2002). It is therefore 

possible that the laminar profile (i.e. selective deep layer representation) 
reflects a combination of both local contextual processing and top-down 
feedback. This has implications for apparent size/position representation in the 
Muller-Lyer illusion, which may depend primarily on local contextual 
processing (Kohler, Cavanagh and Tse, 2017). It is unclear if dual 
representation arises in cases where an effect is driven solely by feedforward 
contextual modulation. 

As noted, dual representation of physical and percept-based signals 
across different cortical layers cannot be distinguished with supramillimetre 
resolution fMRI. This may explain why previous fMRI studies found evidence 
for MIPS representation in V1 for the flash-grab effect (Kohler, Cavanagh and 
Tse, 2017), but not the flash-drag effect (Maus, Fischer and Whitney, 2013). 
The flash-grab effect induces perceived shift about an order of magnitude 
larger than the flash-drag effect (Cavanagh and Anstis, 2013), thus the 
‘averaged’ representation for the flash-grab effect may be biased towards 
perceived information. And while the curveball illusion is capable of inducing 
striking perceptual shifts in target position – where in theory, its representation 
may be biased towards the perceptual state – my experiment did not find 
consistent evidence for apparent position likely because early visual areas 
would also have been driven by motion processing tied to the physical location 

of the stimulus, which was not removed during the BOLD signal contrast. 
 

5.4.2 Experience-honed illusory perception 

Dual representation of veridical and apparent features in early visual 
areas could reflect the neural basis of predictive coding (Srinivasan, Laughlin 
and Dubs, 1982; Mumford, 1992; Rao and Ballard, 1999), whereby raw 
sensory input triggers top-down predictions to shape conscious perception 
through previously learned contextual associations (Panichello, Cheung and 
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Bar, 2013). This implies illusion perception does not reflect ‘faults’ of the visual 
system as much as they reflect functional products of prior sensory experience. 

Perceptual content is fundamentally predictable because our 
environment is filled with statistical regularities; certain features and objects 
reliably co-occur in a particular setting. For example, an object’s size covaries 
with its shape, position, manipulability and the extent of its retinal projection 
(Konkle, 2011; Konkle and Oliva, 2011). Likewise, an object’s position over 
time is reliably linked to its global and pattern velocities (Kwon, Tadin and Knill, 
2015). At its core, predictive coding theory demands a probabilistic account of 
vision and postulates perception to be experience-driven. It is worth noting that 
‘experience-driven’ here encompasses neural adaptation at evolutionary, 
developmental and behavioural timescales. So while studies showing that 
congenitally blind children are susceptible to geometrical illusion following 
sight restoration (Gandhi et al., 2015) or congenitally blind adults are 
susceptible to haptic geometrical illusions (Casla, Blanco and Travieso, 1999) 
could constitute evidence against the need for perceptual learning during 
development, it does not rule out changes in neural coding over evolutionary 
processes. 

In support of this, Howe and Purves (2002, 2004, 2005a, 2005b; also 
see Howe, Yang and Purves, 2005) demonstrated through a series of 
experiments that the perception of geometry – including classic geometrical 
illusions such as the horizontal-vertical illusion, the Muller-Lyer, the 

Ebbinghaus, the Delboeuf, the Zöllner, the Hering and the Poggendorff 
illusions – could be fully accounted for by scene statistics. Using a range-
image database, they identified image regions with geometrical structure 
resembling size illusion configurations. They then calculated the probability of 
target sizes based on various contexts. For a ‘naturally occurring’ Muller-Lyer 
configuration, they showed that for a leftward or rightward pointing arrowhead, 
a complementary arrowhead occurs with different probabilities at different 
distances, such that if two outward arrowheads co-occur, the distance between 
them is likely to be longer and vice versa for two inward arrowheads. Similarly, 
they showed that for a ‘naturally occurring’ Ebbinghaus configuration, the 
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relative probability of inducers being smaller or larger than a particular sized 
target was such that a larger target tends to be accompanied by smaller 

inducers and vice versa. So while size-distance scaling may not underpin all 
geometrical illusions, Gregory’s intuition could nonetheless be correct in that 
prior exposure to 3D spaces could shape future interpretation of a visual scene.  

Interestingly, however, a study by Gandhi and colleagues (2015) 
showed that congenitally blind children are similarly susceptible to the Ponzo 
and Muller-Lyer illusion following sight onset; this suggests if the illusion does 
arise from probabilistic predictions based on image statistics, these are likely 
built into low-level mechanisms that are less dependent on visual experience 
during childhood. Indeed, our neural architecture may be shaped by natural 
statistics to deliberately ‘mis-perceive’ stimulus depending on the context; 
such misperception could come with ecological advantages (e.g. perceptual 
constancy) that outweigh its costs. As such, a probabilistic account of 
geometrical illusions need not be mutually exclusive with low-level accounts of 
the illusion based on V1 architecture (Morgan, Hole and Glennerster, 1990; 
Morgan and Glennerster, 1991; Schwarzkopf, Song and Rees, 2011; 
Schwarzkopf and Rees, 2013; Moutsiana et al., 2016). 
 Consistent with the idea of an ecological trade-off, geometrical illusions 
are not ubiquitously experienced by all animal species (Feng et al., 2017). For 
example, a wide range of species – including the capuchin monkeys, rhesus 
monkeys, homing pigeons, ringneck doves, African grey parrot and the redtail 

splitfin fish – are susceptible to the Muller-Lyer illusion in the same direction 
as humans, while the bamboo sharks are not. This is surprising given the 
redtail splitfin fish and the bamboo sharks are both aquatic species; the 
difference in susceptibility could thus relate to differences in their habitat (i.e. 
freshwater versus salt water) and diet (i.e. omnivore versus carnivore). 

Another interesting finding comes from the Ponzo illusion. Given the 
illusion is thought to arise from size-distance scaling (Gregory, 1963) and rely 
at least in part on binocular processing (Song, Schwarzkopf and Rees, 2011; 
Nakashima and Sugita, 2018), susceptibility to the Ponzo illusion could 
plausibly differ between animals with forward-facing eyes (e.g. primates) and 
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animals with eyes on either side of the head (e.g. avian species); the former 
relying primarily on binocular disparity for depth perception, while the latter has 

limited binocular vision. Surprisingly, animal species as diverse as carneaux 
pigeons, horses and various primates all appear to be susceptible to the Ponzo 
illusion in the same direction as humans. This suggests that size-distance 
scaling may be fundamental to survival, and the underlying mechanism may 
arise at a lower level than previously thought, or – at least for selected species 
– the Ponzo illusion could be driven solely by monocular cues. 

Natural image statistics may similarly explain motion-related bias. In 
one study, Rideaux and Welchman (2020) trained a neural network on a 
sequence of natural image frames depicting motion through time. Like 
biological systems, the trained network exhibited preference for cardinal 
directions over oblique directions (Appelle, 1972). Given that a second network 
trained on random dot patterns did not show direction preference, this 
suggests the direction bias arose from orientation structures in the natural 
images. The same study also found movement speed and contrast to be 
intricately related in natural image structure; this could explain why the 
perceived speed of a moving object is reduced at low contrast. Interestingly, 
the successful classification of motion based on learning of static natural 
statistics implies that knowledge of motion distribution in the environment may 
not be crucial for motion prediction. 

In support of experience-driven perception, there is now converging 

evidence to suggest that it is the low-level feature covariance that drives 
cortical organisation along the visual ventral pathway (Levy et al., 2001; 
Hasson et al., 2002, 2003; op de Beeck, Torfs and Wagemans, 2008; Konkle 
and Oliva, 2012; Baldassi et al., 2013; Andrews et al., 2015; Wang et al., 2020). 
This framework solves the apparent conundrum of having to identify the 
features that best explain the fundamental organisation of the object-selective 
region, which is demanded by a modular account of organisation. Instead of 
conceptualising object-selective regions as reflecting a fixed number of 
categorical maps, categorical tuning could similarly arise from an overlap of 
continuous topographic maps based on low-level image properties. Given an 
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object’s category is associated with specific low-level properties, images from 
a given category would activate specific intersections of these maps, giving 

rise to a spatially distinct pattern of response unique to that category. 
If perception is experience-dependent, it is theoretically possible to 

‘unsee’ visual illusions through learning new statistical relationships between 
the relevant features. In one intriguing study, Adams and colleagues (2004) 
showed that it is possible to change the perception of an ambiguous stimulus 
through short-term training. Circular patches with horizontally oriented 
shadings from light to dark could be perceived as either concave and convex 
circles, although human observers tend to exhibit ‘light-from-the-top’ prior, 
such that the shading pattern with brighter top tends to be seen as convex and 
the darker top as concave. In the study, the authors measured each 
participant’s pretraining ‘light-source prior’ before exposing participants to 
visual-haptic stimuli with a shifted light-source prior. Specifically, participants 
were visually exposed to various orientations of the circular patches and were 
given haptic feedback indicating whether the stimulus was concave or convex 
in line with the new prior (i.e. shifted by 30° in either direction from the baseline). 
Consistent with experience-driven perception, after training, participants 
exhibited shifted prior when judging visual-only stimuli. 

Importantly, the authors were able to demonstrate a cross-over effect 
in which the training appeared to change the light-source prior, even for an 
unrelated task. This suggests that participants did not simply adopt a cognitive 

strategy for labelling a stimulus as concave or convex, but rather their light-
source prior changed to reflect the new environment statistics. While the effect 
size was modest (~10° shift in light-source prior in both direction), it is 
nonetheless remarkable that training at short behavioural timescales is able to 
alter basic perception. In support of this, another study similarly demonstrated 
our ‘slow-world prior’ can be altered by exposure to fast-moving stimuli, where 
the new speed prior was able to influence subsequent motion perception 
(Sotiropoulos, Seitz and Seris, 2011). 

Additional evidence based on adaptation over longer periods has come 
from cross-cultural comparison. As noted previously, individuals from the 
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remote Himba culture are less susceptible to the Ebbinghaus illusion 
compared to individuals from industrialised countries (de Fockert et al., 2007), 

which is likely linked to local processing bias demanded by the Himba culture 
(Davidoff, Fonteneau and Fagot, 2008). This is further supported by studies 
that show urbanised Himba adults and children experience the Ebbinghaus 
illusion more strongly compared to traditional Himba participants (Caparos et 
al., 2012; Bremner et al., 2016). This suggests the urban environment 
consistently shapes perception in a way that promotes contextual processing 
(Miyamoto, Nisbett and Masuda, 2006; Szwed et al., 2012), as reflected by the 
increase in susceptibility to geometrical illusions. 

Together, the evidence points to a highly adaptable perceptual system 
that exploits regularities and feature covariation in the environment to optimise 
perceptual performance. Given that vision is intrinsically noisy and most 
stimulus is inherently ambiguous, the brain must combine various probabilistic 
contextual cues to predict the most likely perceptual outcome. Occasionally, 
these do not reflect veridical properties of the world, as in the case of visual 
illusions, but our perception is generally robust and is capable of updating its 
sensory prior to reflect new statistical relationships in the environment. 
 

5.5 Summary 

This thesis sets out to test if V1 apparent size representation via the 
retinotopic location of peak response can be generalised to apparent position 
representation. I found evidence that apparent static position is represented 

retinotopically in early visual areas, while there was mixed evidence for 
retinotopic representation of motion-induced position shifts. My results would 
be consistent with the interpretation that early visual areas dually represent 
both veridical and percept-based information.  

In comparing the absolute bias estimates from different psychophysical 
methods, I also discovered a stimulus dependency effect unique to the PM 
task (a variant of a CoC task). This appears to stem from a fundamental 
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conflation of stimulus distance from bias with stimulus position relative to bias. 
This dependency may be corrected with adaptive stimulus sampling.  
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