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Abstract

In this thesis, we discuss the approach taken to construct an accurate machine learn-

ing (ML) model for atomistic simulations of carbon, constructed using the Gaussian

approximation potential (GAP) methodology. We begin by discussing the process

for constructing a potential for a single phase, graphene. We then extend this to pro-

duce a general-purpose potential, named GAP-20, which describes the properties of

the bulk crystalline and amorphous phases, crystal surfaces, and defect structures

with a high degree of accuracy. We combine structural databases for amorphous car-

bon and graphene, which we extend substantially by adding suitable configurations,

for example, for defects in graphene and other nanostructures. The final potential is

fitted to reference data computed using the optB88-vdW density functional theory

(DFT) functional. Dispersion interactions, which are crucial to describe multilayer

carbonaceous materials, are therefore implicitly included. We additionally account

for long-range dispersion interactions using a semianalytical two-body term and

show that an improved model can be obtained through an optimization of the many-

body smooth overlap of atomic positions descriptor. We rigorously test the potential

on lattice parameters, bond lengths, formation energies, and phonon dispersions of

numerous carbon allotropes. We compare the formation energies of an extensive

set of defect structures, surfaces, and surface reconstructions to DFT reference cal-

culations. The present work demonstrates the ability to combine, in the same ML

model, the previously attained flexibility required for amorphous carbon with the

high accuracy necessary for crystalline graphene which we introduce in this thesis,

thereby providing an interatomic potential that will be applicable to a wide range of

applications concerning diverse forms of bulk and nanostructured carbon.



Abstract 4

Impact Statement
The impact of the research presented in this thesis can be split into two parts. Firstly,

there are the direct impacts and potential applications of the interatomic potentials

produced as a part of this research. Secondly, there are the broader impacts of the

scientific discoveries and developments, particularly in the application of machine

learning to the development of interatomic potentials, which have resulted from the

work presented here.

In terms of the direct impacts of the potentials generated, the models presented

in this work have been made publicly and freely available for other researchers

to download and use. Potentials for carbon which have been published similarly,

including the Tersoff, REBO, AIREBO and LCBOP potentials, have gone on to

facilitate research in a large number of publications. One of the primary aims of

this research is that the GAP-20 carbon model goes on to be used similarly widely.

Computational research into carbon physics and chemistry touches the development

of batteries, fuel cells and structural and composite materials among a myriad of

other applications – an interatomic potential which is employed to study these fields

would have wide ranging scientific and societal impact.

While the direct connection between the research presented here and the fu-

ture study of carbonaceous systems is a more obvious one, the broader impact of

the methodological advances presented here for the construction of machine learn-

ing potentials is also worth noting. The asymmetric selection of smooth overlap

of atomic positions (SOAP) descriptors, inclusion of long-range corrections to ac-

count for van der Waals attractions and other methodological contributions will have

broader significance, as these are transferable to the application of machine learning

to a wide range of other atomistic systems.
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supervising me during my time at UCL. Prof. Volker Deringer and Dr. Piero Gas-

parotto for their help with GAP-20. Each and every member of the ICE group, in

particular (and in no particular order), Fabian Thiemann, Christoph Schran, Michael

Davies, Martin Fitzner, Wei Fang, Andrea Zen and Christopher Penschke. My other

collaborators and coauthors, Prof. Rahul Nair, Dr. George Knee, Dr. Rocco Peter

Fornari and Prof. Animesh Datta.

I am forever grateful to Edward Lamb and Josh Michel, for their enthusiasm,

friendship and support. Finally, I would like to thank my family, without whom I

would not be where I am today and Elise, for being the person closest to me, even

when we are on opposite sides of the Earth.



Acknowledgements 6

List of Publications
The following publications have been published as a result of work conducted

wholly or partially during the course of this PhD project (2016-2020).

Publications Included in this Thesis.

• P. Rowe, V. Deringer, P. Gasparotto, G. Csányi, A. Michaelides, “An accurate
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Chapter 1

Introductory Material

1.1 The Element Carbon

To many, the word ‘carbon’ may elicit a sense of the mundane, perhaps evoking

mental images of graphite pencils or amorphous lumps of coal. At its most exciting,

one might think of diamonds - to some beautiful, certainly a symbol of wealth,

but surely not the subject of modern research? After all, carbon is one of the few

elements known of since antiquity; surely science must have uncovered all of the

secrets that this one element has to offer by now?

This same sentiment was echoed in 1984, by one Prof. Richard Smalley. When

approached by a more junior researcher, asking to use his equipment for the study of

a potential new allotrope for carbon, Smalley wrote ‘to the modern chemist a contin-

uing study of pure carbon would seem to offer little hope for excitement’ [1]. Yet it

seems that Smalley could not have been more wrong. One year later, that researcher,

Harold Kroto, together with Smalley would go on to publish their identification of

the C60 molecule, a cage-like arrangement of tesselated pentagonal and hexagonal

carbon rings [2]. The molecule was famously dubbed Buckminsterfullerene for its

similarity to architect Buckminster Fuller’s geodesic domes. In 1996, they would

be awarded the Nobel Prize for Chemistry for their work, the first in what would

be a series of discoveries by numerous researchers of novel carbon phases [3]. The

identification of Buckminsterfullerenes would trigger an explosion of research into

their physical and chemical properties [4]. For example, their ready participation
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in redox chemistry has led to their incorporation in dye-sensitised solar cells and

battery applications. One synthesis which is particularly of note is that of endohe-

dral fullerene structures. Atoms, or even small molecules may be ‘trapped’ within

the fullerene cage, isolating them in a relatively inert chemical environment. The

first of these, La@C60 was synthesised as early as 1985. Rather than being merely

a chemical curiosity, this and similar species have since been used as biocompati-

ble contrast enhancing agents for medical imaging, in particular nuclear magnetic

resonance imaging (MRI).

The discovery of carbon nanotubes in 1991 spurred a similar surge in research

[5, 6]. Where Buckminsterfullerenes may be described as spherical, carbon nan-

otubes are elongated along one axis to form tubes, which may be up to several

micrometers in length. Depending on how the tube is rolled, the radius of a carbon

nanotube may be as small as a few Angstroms, or as large as several nanometres,

and may have insulating, semiconducting or metallic electronic character. Similarly

to fullerenes, nanotubes are hollow within, this void may be filled with numerous

species (depending on the radius of the nanotube), including smaller nanotubes or

fullerenes. This has led to their application as ideal one dimensional reaction ves-

sels, highly selective pores for water filtration and as probes for elecrochemical

microscopy. In addition to their uses in research focused on fundamental chemistry

and physics, the low density, combined with the high tensile strength of carbon nan-

otubes, has led to their incorporation into a number of structural composite materials

[7, 8].

In 2010, the Nobel Prize for Physics was awarded to Andre Geim and Con-

stantin Novoselov for the isolation of yet another hitherto unknown allotrope of

carbon: graphene [9].1 If one needs any more convincing that carbon is recognised

as a unique and remarkable material in the scientific community, the awarding of

two Nobel prizes for the discovery of two allotropes of a single element is an honour

not (yet) bestowed on any other member of the periodic table. The significance of

1Regarding the mundanity of graphite pencils, it is worth noting that the first ‘synthesis’ of
graphene involved rubbing a pencil onto Scotch tape to deposit thin layers of graphite, and then
repeatedly separating the graphite layers using the adhesive tape until only one remained
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the discovery of graphene was that it was not only the first time this particular form

of carbon had been isolated, but also the first example of a stable two-dimensional

crystal (graphene being only one atom thick), which until then had been dismissed

as ‘impossible’. Thus, this discovery was not just of importance for carbon science,

but for materials science and fundamental physics alike. Aside from graphene’s un-

usual topology making it the thinnest material ever made, it was also found to be the

strongest, most thermally conductive and with an electrical conductivity comparable

to that of copper [10]. It is the fundamental building block of all sp2 hybridised car-

bon allotropes; graphene may be rolled to form nanotubes or fullerenes, or stacked

to form graphite [11]. These similarities are not merely topological, but also extend

to the physical properties of the materials; graphene, graphite and carbon nanotubes

share many electronic and vibrational properties for this reason [12, 13, 14]. As a

result of its unique mechanical, electronic and structural properties, graphene has

been the subject of extensive investigation since it was first isolated [15, 16, 11].

These, combined with its characteristic 2D nature, have resulted in graphene be-

coming the ‘poster child’ for materials design in nano-electronic, mechanical and

optical research [17, 18].2

So what of the more mundane manifestations of carbon, soot, graphite and

diamond which were mentioned earlier? Each of these is unique in its own right.

Soot, if studied on an atomic scale, is comprised in small part of fullerene-like,

and nanotube-like structures; often these are layered to form multi-walled carbon

nanotubes (MWCNT) or so-called ‘carbon onions’ (the fullerene equivalent of a

MWCNT) [4]. Kroto himself wrote ‘The fact that this new third form of carbon ...

has been under our noses since time immemorial is almost unbelievable.’ The lay-

ered graphitic structures found in pencil leads contain voids between them. These

voids may be filled with ions, in particular Li+, to create the electrodes of batteries.

In an age of green energy, electric cars and mobile phones, the cultural, scientific

and environmental importance of lithium-ion batteries cannot be overstated. Dia-

mond meanwhile is unique among the allotropes discussed so far, in that it is com-

2However, it must be noted that an oft-touted joke about graphene is that it is ‘capable of abso-
lutely everything, except finding its way out of a laboratory’
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prised of purely sp3 hybridised carbon atoms. This gives diamond a much more

conventional three-dimensional crystal structure than the other, predominantly sp2

hybridised, members of the carbon allotrope family, in which atoms are arranged

with a locally tetrahedral geometry. This geometry, combined with the strength and

rigidity of the C−C bond, makes diamond the hardest material known to science.

In turn, this has made diamond responsible for facilitating an entire field of high-

pressure research, as it is used in the cores of diamond anvil cells, a role which no

other element is better suited for.

Given the technological and scientific importance of carbon, it is no surprise

that it has also attracted the interest of computational chemists and physicists. In

fact, atomistic simulations (using both empirical models and approaches employ-

ing quantum mechanics, which will be discussed in more detail later) have played

a major role in developing our understanding of carbon materials. Among myriad

other scientific problems that have been addressed with carbon potentials, the wear

process of diamond [19] or the compression behaviour of glassy carbon are both

of note [20]. However, the same characteristics which make carbon a fascinating

element for study also make it challenging to model computationally. It exhibits

some of the greatest structural diversity - and associated diversity of properties - of

any of the elements [10, 2, 21, 22, 23, 24, 25]. Its allotropes range from zero to

three-dimensional, have metallic, semiconducting and insulating phases and boast

mechanical properties including some of the highest tensile strengths, hardnesses

and bulk moduli measured [16, 26]. To capture all of these structures and their

associated properties with the desired accuracy is challenging for traditional empir-

ical models. As a result, modern empirical potentials often provide disparate results,

with conflicting predictions made for fundamental properties such as the coefficient

of thermal expansion (CTE) of graphene and graphite, even the sign of which is

not reliably predicted [27, 28, 29, 30]. Such issues are particularly relevant when

one departs from the idealised structures (diamond, graphite, etc.), as shown in two

detailed benchmark studies by de Tomas et al. [31, 32].

There are a great number of interesting phenomena associated with carbon,
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such as the phonon assisted diffusion of small molecules and graphene flakes on the

graphene surface [33, 34], the study of thermal transport [35, 36, 37] and the incor-

poration of nuclear quantum effects into simulations which can only be studied by

improving upon the accuracy of existing carbon models [38, 39]. In general, when

the accuracy of the available empirical models is insufficient for a given investi-

gation, the researcher will turn to ab initio molecular dynamics (AIMD). Within

the AIMD framework, the forces required for evolving the dynamics of a system

are obtained directly from a reference electronic structure method, typically density

functional theory (DFT). The trade-off for this improvement in accuracy is the in-

creased cost of AIMD. An empirical model, approximating the interactions between

a system of atoms as a set of ‘balls and springs’ may be routinely evaluated for many

hundreds of thousands, even millions of atoms, for nanoseconds at a time. AIMD

simulations, however, must find a solution (if approximately) to the Schrödinger

equation at each step, and as such are typically limited to modelling a few hundred

atoms for timescales on the order of hundreds of picoseconds. This presents a hur-

dle to modelling carbon, as many of the systems of interest are microstructured,

with hundreds or thousands of atoms required to model their structure. Machine

learning (ML) approaches, which will be discussed in detail later, have recently

emerged as a promising approach for bridging the gap between empirical and ab

initio approaches. By fitting an ML model to data generated using a particular ab

initio reference method, it is possible to perform simulations with an accuracy ap-

proaching that of AIMD, but with a cost which is many orders of magnitude lower.

1.2 Empirical Models for Carbon

Empirical and bond-order potentials have long provided an indispensable tool in

facilitating molecular dynamics (MD) studies of carbonaceous materials. The first

many-body potential for carbon was published in 1988 by Tersoff, which was pa-

rameterised to reproduce the experimentally determined cohesive energies of var-

ious carbon allotropes, as well as the lattice parameter and bulk modulus of dia-

mond [40]. This potential gained rapid acceptance as research into amorphous and
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other allotropes of carbon (nanotubes and fullerenes) grew [40, 41]. the Reactive

Empirical Bond-Order potential (REBO) is the result of the modification and repa-

rameterisation of the Tersoff potential,w with a fit to a broad range of molecular

atomisation energies, bond lengths and reaction barriers [42]. REBO made pos-

sible the treatment of hydrocarbons and significantly improved the description of

the pure carbon allotropes. While the REBO potential represented a substantial im-

provement over the Tersoff potential, neither of these accounted for the effects of

dispersion interactions and were inherently short ranged in nature. The Adaptive

Intermolecular Reactive Empirical Bond Order Potential (AIREBO) [43] potential

aimed to correct this, by explicitly incorporating long-range interactions into the

functional form through the use of switching functions, thereby maintaining effec-

tively the same short-range potential as its predecessor, REBO. Parameters for the

non-bonded interactions of the AIREBO potential were chosen to reproduce the ex-

perimentally determined properties of graphite. The description of the bonding be-

haviour of this potential was further improved upon in AIREBO-Morse (AIREBO-

M) by the incorporation of a Morse pair potential (replacing the Lennard-Jones term

in the original) to improve the description of anharmonicity in the bonding terms

[43, 44]. A fully reparametrized bond-order potential was produced by Los and

Fasolino in the form of the Long Range Corrected Bond-Order Potential (LCBOP),

wherein the short range potential was fitted to a dataset comprising both experimen-

tal values and DFT results computed using the local density approximation (LDA)

functional [45]. The LCBOP potential was further updated (to produce LCBOPII)

in 2005 to include terms to improve the description of bond dissociation in the

solid and liquid phases [46, 47]. The environment dependant interatomic potential

(EDIP) for carbon, introduced in 2006 is notable in particular as it borrowed the

core of its functional form an improved a REBO-style potential for silicon, and em-

ployed properties calculated from ab initio simulation in its parameterisation [48].

Another notable advancement in the construction of empirical models for carbon is

the introduction of a dynamic cut-off to bond-order potentials [49].

In addition to these developments in traditionally constructed forcefields, a



1.3. Machine Learning in Materials and Molecular Simulation 19

number of different approaches have emerged which show promise as computa-

tional tools. The ReaxFF class of potentials do not represent an iterative improve-

ment upon any of the previously discussed empirical carbon potentials, instead

adopting an approach centered around the description of bond dissociation and re-

activity [50]. The potential constructs the bond order from the interatomic distance,

from which is derived the bond energy. Also included in the functional form are

terms to account for van der Waals, Coulombic, and over- and under-coordination

energies, the terms of which are fitted to quantities such as atomic charges, bond, an-

gle and torsional energies and heats of formation [50, 51]. Density Functional Tight

Binding (DFTB) represents yet another approach, it is not an interatomic poten-

tial in the traditional sense, rather an electronic method which operates on a tightly

constrained set of parameterised wavefunctions. DFTB is based on a second order

expansion of the DFT total energy into a distance dependent electronic Hamiltonian

and two-body repulsive classical term. The diagonal elements of the Hamiltonian

matrix correspond to the atomic (s, p, d) eigenenergies, while the distance depen-

dent off-diagonal elements of the Hamiltonian - the bond energies - are parame-

terised to DFT and evaluated by interpolation [52, 53]. DFTB is advantageous as a

methodology over DFT due to its much lower computational cost. Although both

methods scale as O(N3), DFTB is often two to three orders of magnitude cheaper

than DFT due to DFTB’s much lower prefactor [54].

1.3 Machine Learning in Materials and Molecular

Simulation
Machine learning (ML) is a term which broadly applies to a set of algorithms that

are designed to improve when provided with new data. In general, a mathemat-

ical model is constructed, the parameters, weights or bases of which are refined

as new data are presented to the model - a process termed ‘training’. Typically,

ML is most usefully applied in cases where a human programmer would find it

challenging or impossible to explicitly encode rules to achieve an end goal. In

the vast majority of cases, this end goal is predictive in nature. The oft given ex-
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amples from popular science involve image recognition, email spam filtering and

advertising delivery.3 ML algorithms have also been used extensively in the past

in the physical sciences, for 1H NMR spectral identification, the elucidation of

quantitative structure-activity and structure-property relationships, protein folding

and process control [55, 56, 57, 58]. However, it is only more recently that these

algorithms have begun to find applications in theoretical chemistry and materials

science. In some sense, the adoption of ML approaches in the computational chem-

istry and materials science has been rather slow; scientists have expressed scepti-

cism at the largely ‘black box’ nature of ML algorithms, as juxtaposed to the more

rigorous hierarchical series of approximations used elsewhere (e.g. in the ‘ladder’

of wavefunction methods used in quantum chemistry). However, as the field of

ML in general has matured and further successful applications within the physical

sciences have arisen, the field has snowballed in popularity. In large part this may

be attributed to a concerted effort within the community, to adapt and specialise

approaches which have long been popular in computer science, to work within the

existing toolkit of atomistic simulation, rather than in place of it [59, 60, 61, 62]. It

may also be attributed to the recognition that simply relying on the scaling of larger

computers, even as the exascale era approaches, cannot hope to keep up with the

ambitions of computational researchers (in particular as the limits of Moore’s law

are approached). By reducing the scaling of complex problems4 to something ap-

proaching linearity, ML promises to make previously intractable problems tractable,

not just more convenient [63, 64]. Aside from the construction of potentials for

atomistic simulations, applications of machine learning algorithms have included

structure prediction, [23, 65] property prediction (including atomisation energies,

band gaps and nuclear chemical shifts) [66, 67, 68, 69, 70] and the development of

DFT exchange-correlation functionals [71, 72, 73, 74] to name but a few. Here we

3Popular science also frequently confuses machine learning with artificial intelligence (AI), lead-
ing to questions from friends and family over whether such algorithms are likely to ‘take over the
world’

4As much as DFT is a beautiful theory, which derives real and fundamental insight about the
nature of matter at the atomic scale, the argument could be made, that its impact on modern physics
stems just as much from the computational effort saved by treating an electronic density rather than
individual electronic wavefunctions as from the fundamental physical insight itself.
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will briefly review the application of ML to problems in computational chemistry

and physics, with a particular focus on approaches to reconstructing the potential

energy surface (PES). Throughout this section, we will pay particular attention to

applications involving carbon. Because carbon arises so frequently as a test-case

for the development of new methodologies, we will discuss it here, in situ and in

context, rather than devoting a section to the discussion of the application of ML

methodologies to carbon specifically. The literature surrounding this topic has ex-

ploded in recent years and so only a brief overview of the methods will be provided

here, the interested reader is directed to a number of excellent reviews on the topic

for a more thorough treatment, e.g. Refs [75, 76, 77, 78, 79, 80, 81].

ML based approaches to the generation of intermolecular potentials are by

their very nature parametrised exclusively to ab initio data - but the differences

between an ML and a bond-order or empirical potential extend far beyond this. In-

deed, although the application of non-parametric machine learning algorithms to

construct interatomic potentials is relatively new, the value of using ab inito data

to parameterise potentials (in place of experimental data) is not. Such an approach

was first applied in the 1990’s in the form of ‘force matching’ potentials; empiri-

cally derived functional forms were parameterised not to reproduce experimentally

measured properties, but to minimise the model error on a set of reference forces

and energies available from an ab initio method [82]. This force matching approach

was successfully applied to produce accurate Glue and Embedded Atom Method

(EAM) potentials for systems such as Al and Mg [82, 83]. Force matching may

be considered a hybrid approach between contemporary non-parametric machine

learning approaches and traditonal empirical methods of parameterisation; the un-

derlying functional forms used in force matching are still fixed and therefore limited

in their flexibility, but the approach to their parameterisation through minimising a

loss function is strongly reminiscent of machine learning approaches. Similarly,

while potentials such as LCBOP may optimise the parameters of (for example) a

Morse style functional form based on a fit to ab inito data, such an approach will al-

ways be fundamentally limited by the assumption that the two-body part of such an
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interaction is describable by a specific closed mathematical form. This assumption

- while physically motivated - does not arise from a first principles consideration of

the shape of the PES, but from empirical observations and will therefore incorporate

a physical bias. This limits the quality of the resulting potential, but does serve to

improve the stability of the model in many cases. ML approaches, however, make

no such assumptions about the functional form into which the PES may be decom-

posed - beyond that it must be a regular function of the atomic coordinates (con-

tinuously differentiable) and that interactions become infinitesimal as interatomic

distances become very large. Machine learning methodologies have been shown to

be capable of the reproduction of arbitrary functions with arbitrarily high accuracy

[84]. Since the Born-Oppenheimer approximation states that the Hamiltonian, and

therefore the ground-state PES is entirely defined by the atomic positions, charges

and total charge of the system, there is a physical motivation for assuming that a

suitably flexible ML model will be able to accurately reproduce the results of direct

electronic structure calculation.

1.3.1 Neural Network Potentials

The first neural network potentials were trained on global energies, using Cartesian

coordinate systems [85, 55, 86, 87]. As a result, they were limited in the number of

degrees of freedom which they could treat, and lacked the properties of rotational,

translational and permutational invariance (the importance of which is discussed in

detail in section 3.1). An implication of this was that such approaches were only

suitable for the treatment of systems with the same number of atoms as the reference

ab initio method [86]. Nevertheless, much was achieved with these approaches, and

they demonstrated the potential applications of MLPs in principle; a full review of

these earlier approaches can be found in ref [77]. The first ‘high dimensional’ MLP,

which decomposed the total energy into a sum of atomic contributions came in the

form of neural network potentials (NNPs) from Behler and Parrinello in 2007 [61].

They employed a set of ‘symmetry functions’ to provide a mathematical description

of the local environment surrounding each atom. In the first instance, the Behler-

Parrinello NNPs were applied to bulk crystalline and liquid silicon. Their model
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accurately predicted the ordering of the crystalline phases of silicon, as well as

the radial distribution function of the liquid and the energies encountered during a

metadynamics simulation [88, 61]. The Behler-Parrinello approach to constructing

NNPs would go on to be applied to numerous systems, including the diamond-

graphite phase transition for carbon [89, 90], the vibrational properties of water at

surfaces [91], the crystallisation of GeTe phase-change compounds [92] and metal-

lic sodium [93]. Other notable applications include a metadynamics study of the

phase diagram of silicon, in which the transitions between numerous bulk silicon

phases were modelled [94]. Despite the number of systems to which this approach

has been applied, these potentials were often highly specialised; requiring care-

ful tailoring to one specific set of calculations [91, 89, 90]. A major development

was the application of NNPs to amorphous systems at a range of temperatures [92],

which indicated the potential for more general MLPs. One hurdle to the wider adop-

tion of Behler-Parrinello potentials was the lack of access to both the code used for

training and evaluation and to the models themselves. This meant that while the

results obtained with these MLPs was undoubtedly of great scientific interest, their

usefulness as a tool to the wider scientific community was somewhat hindered [95].

The successes of Behler-Parrinello NNPs led to the publication of a menagerie

of other applications of artificial neural networks aimed at fitting the PES. In addi-

tion to direct third party implementations of the original Behler-Parinello approach,

such as n2p2 [96], Amp [97], ANI [98] and PiNN [99] a number of further develop-

ments have been realised. Deep tensor neural networks (DTNNs) [100] have been

successfully applied to the fitting of PESs for small molecules. Rather than using

a fixed representation of the chemical environment for the input layer of the neural

network (see section 3.1 for a discussion of how this is approached in the present

work) DTNNs instead use vectors of atomic numbers and two-body (2b) distances

as their input. The many-body interactions are then ‘inferred’ by repeatedly refining

a high-dimensional convolutional neural network interpretation of these distances.

This was later extended to allow for dynamical simulations of crystalline and pe-

riodic materials [101]. A similar approach was adopted in the DeepMD approach
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[102], in which the input layer of the neural network was instead fed a three-body

representation of the local environment. The subtle difference here to the previous

examples is that in addition to learning the relationship between the descriptors and

the forces, additional layers in DeepMD are responsible for learning the represen-

tation of the environment.5 A further notable example of deep learning is PhysNet

[103], one application of which has been the folding of a small protein fragment by

extrapolating from training data comprised of smaller peptide oligomers. Recently,

committee NNPs were introduced [104], in which a number of Behler-Parrinello

NNPs are trained in parallel, by taking the average of the the predicted energies and

forces from this committee, a significantly more accurate model can be produced

from very few training configurations. By measuring the disagreement between the

individual NNPs, new training data can be selected in the regions of phase space

where the model is least accurate (a process known as active learning which will

be discussed later), the model may also be ‘biased’ by this error to avoid straying

into regions of phase space where predictions will be inaccurate. Aside from the

differing approach to the input layer, it bears noting that the size of the networks;

the number of hidden layers and nodes within a layer, is significantly larger in the

later iterations of NNP methods than in the original Behler-Parrinello approaches.

The increased size would in principle offer greater flexibility to the model, but also

requires more sophisticated approaches to their optimisation. What remains un-

clear in comparing the DeepMD [102], DTNNs [100], PhysNet [103] and SchNET

[101] to their predecessor, the Behler-Parinello potentials [61], is to what degree the

differences in their approaches to the descriptors/input layers along with the very

different sizes of the networks contributes to differences in the quality of the final

models, as no direct comparison has been performed between them.

1.3.2 Gaussian Approximation Potentials

Although neural networks were by a significant margin the first ML methods ap-

plied to fitting the PES of molecules and materials, they are by no means the only

5More colloquially, ‘deep learning’ is sometimes also used to simply refer to neural networks
with many hidden layers.
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example of success. Gaussian approximation potentials (GAPs), the application of

Gaussian process regression to the problem of PES fitting, were first introduced in

2010 [60]. Although formally speaking, neural networks form a subset of Gaus-

sian processes [105], in practical terms the approaches vary significantly in how

they are trained and evaluated; the fitting and evaluation of GAPs will be discussed

in section 5.3. GAP potentials were first applied to modelling the vibrational and

thermal properties of crystalline diamond and graphite [60]. Later, GAP models

were also constructed for the amorphous and liquid phase of carbon, and for crys-

talline graphene [106, 107]. A number of applications of the amorphous carbon

GAP (GAP-17 in this work) would become manifest, including crystal structure

prediction [23], studying the mechanism of the growth of tetrahedral amorphous

carbon [108], modelling the vibrational and elastic properties of amorphous carbon

[109, 110] and as a structure generator for DFT studies of carbon surfaces [111].

The widespread application of GAP-17 can be attributed in large part to the trans-

ferability of the model. Until this point, MLPs had suffered from an inability to

model any system other than that which they were specifically designed for; a lack

of transferability. This transferability arose not necessarily from a difference in the

methodology (GAPs versus NNPs, or SOAP descriptors vs symmetry functions),

but more from a difference in the approach used to generate the training data. By

generating many structures with amorphous character, one explores the phase space

of local environments with a much lower degree of redundancy and correlation than

by focusing on specific crystalline structures. This transferability was exemplified

in two publications benchmarking the performance of a number of carbon potentials

for the graphitisation of amorphous carbon [112, 32]. An extension of this develop-

ment was applied to elemental boron, which has an extremely complicated PES with

many nearly degenerate minima, where instead of generating amorphous structures

from quenched liquid simulations, GAP and ab initio random structure searching

(RSS) was instead used [113, 114]. The end goal of a general purpose interatomic

potential is not just transferability, however. Numerous empirical models are highly

transferable by construction, the advantage that ML affords is combining both trans-
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ferability and accuracy into a single model. The first example of a potential which

was both transferable (able to model the bulk crystalline structures, liquid, surfaces,

defects etc. of an element) while also maintaining the accuracy required to distin-

guish between different surface reconstructions, predict defect formations energies

and model the liquid, was for silicon [115]. The transferable silicon GAP model

represented a milestone for MLPs; previously, MLPs had either achieved high ac-

curacy within a narrow region of phase space, or more rarely transferability to many

different structures, but not both. The achievement is also notable for the fact that

silicon has a complex phase diagram, with well-studied (and therefore with a high

bar set for accuracy) surface reconstructions and defects.6

1.3.3 Learn-on-the-Fly and Other Approaches

A counterpoint to the argument that an ideal MLP must be able to visit any point

in the phase space of a material and predict the energy of that point with a high

degree of accuracy, is the fact that many studies in practise only visit a very small

region of the possible space of configurations. Why invest the significant time and

effort required to produce a comprehensive dataset of ab initio data, when most

potential applications will not make use of it? Similarly, as there will be a high de-

gree of correlation between frames in an MD trajectory, it is wasteful to repeatedly

perform expensive ab initio calculations on very similar geometries. These points

are recognised by learn-on-the-fly approaches, in which a model is continuously re-

fined over the course of a simulation by augmenting and refitting a potential during

the course of an MD simulation [116]. For the first few timesteps, no ML model

exists and so direct AIMD must be performed, however, at each step, the energies

and forces are kept (rather than being discarded as in a traditional AIMD simula-

tion) and used as a training dataset for a model. Subsequently, at each timestep (or

at regular intervals of several timesteps) the confidence of the model at predicting

6The situation is comparable, or perhaps more challenging, for carbon. While silicon exhibits
predominantly tetrahedral bonding, carbon frequently exhibits linear, trigonal planar and tetrahedral
coordination geometries. This leads to both a complex phase diagram of thermodynamically stable
phases alongside a menagerie of metastable nanostructures (fullerenes, nanotubes etc). This, com-
bined with the fact that many carbon structures are characterised by weak van der Waals interactions,
makes carbon a particularly interesting material to construct MLPs for.
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the energy of the configuration is evaluated. If the confidence of the model is high

(i.e. a similar configuration has been observed previously and the reference data

previously calculated) then the model is used to evaluate the energies and forces.

However, if the confidence is low, rather than using an erroneous model prediction,

a new ab initio calculation will be performed to evolve the dynamics - the energies

and forces of this will be saved and the model refined; if this configuration is ob-

served again, it will not require a new ab initio calculation. This approach was first

applied to study the diffusion of defects and the propagation of a brittle crack in sil-

icon, though in the first application the parameters of the empirical Stillinger-Weber

potential for silicon were augmented, rather than constructing a high-dimensional

MLP [116].7 This approach was extended significantly in 2015 to make use of

high-dimensional Gaussian process regression for the underlying MLP and applied

to bulk silicon [117]. Remarkably, it was demonstrated that over the course of a

simulation oscillating between 300 and 800 K, the model had effectively eliminated

the need to directly perform ab initio calculation after just a few tens of picosec-

onds. The learn-on-the-fly approach has also been used successfully for crystalline

Li, employing moment tensor potentials (introduced below) as the underlying ML

framework [118]. A particular benefit of learn-on-the-fly approaches such as these

is the potential for their ready incorporation into QM/MM embedding schemes,

further improving on the efficiency of the approach [119].

Although the literature surrounding the construction of MLPs is dominated by

approaches employing nonlinear regression approaches, namely neural networks

and Gaussian process regression, these are not the only approaches which have been

explored. Some novel approaches to have emerged in recent years employ linear

regression, in contrast with the nonlinear nature of GAPs and NN potentials. These

include moment tensor potentials (MTPs) [120], atomic cluster expansion (ACE)

[121] and permutationally invariant polynomials (PIPs) [122]. Although the specific

approach varies between the methodologies, in general, the total energy is expressed

as a linear combination of terms corresponding to a body-order expansion. A basis

7This still very much fits within the remit of ‘machine learning’ as the parameters of the
Stillinger-Weber potential are continuously improved with new data without manual input
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set of symmetric, permutationally and rotationally invariant polynomial functions

is used, in which a linear fit is performed. A particularly attractive feature of these

is that by including polynomials of varying order, one can readily include 2b, three

body (3b), or higher order interactions in the model as explicit low-dimensional

functions. This is in contrast to nonlinear approaches, which typically focus on

trying to produce a complete, high-dimensional fit of the PES - occasionally with

additional terms corresponding to explicit two and three-body contributions. This

low dimensionality allows the fitting of the polynomial functions using a reduced

amount of training data; this in turn results in a significant improvement in the

transferability of these linear models when compared to their nonlinear alternatives

(potentially at the cost of reduced flexibility). Furthermore, they have recently been

shown in a comparative study to achieve accuracies comparable to those of GAP

potentials, all while incurring a much reduced cost [79]. MTPs in particular have

been successfully applied to a number of systems, including crystalline Li [118],

crystal structure prediction [123], vacancy diffusion in metals [124] and for the

study of chemical reactivity including nuclear quantum effects [125].

Message passing networks, although in some sense a manifestation of NNPs,

have some key features which differentiate them from the other NNPs discussed in

this chapter. While the internal geometry of the NNPs inspired by Behler-Parrinello

potentials is to a degree arbitrary (they are certainly carefully designed, but an op-

timal node structure cannot be chosen a priori), the structure of a message passing

network is a graph representation designed to replicate the connectivity of atoms

in a molecule or crystal [126, 127]. For small molecules, this connectivity may in-

volve connecting all atoms to all others within the molecule, while for crystalline

systems it is possible to construct a graph in such a way that it respects the pe-

riodicity of the crystal structure [128, 129]. A particular advantage that message

passing networks have over other neural network potentials is the interpretability of

the network, which makes them not just useful for materials discovery, but also for

post-rationalisation of material properties and the elucidation of structure-property

relationships. One particular example of note, is their application to perovskite
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materials by Grossman and Xie [128], where the site energies of metal atoms rep-

resenting a significant portion of the periodic table in perovskite structures were

accurately predicted from graphs trained on existing DFT data from the materials

project.

The final approach which we will discuss here is rather different to all of

the approaches previously introduced, in that rather than searching for a high-

dimensional, black box representation of the PES, interpretability of the final model

is a core aim. Symbolic regression is an implementation of genetic programming

algorithms which aims to bring the application of machine learning to the develop-

ment of MLPs full circle, by finding (in a generative, data driven fashion), closed

mathematical forms akin to those of traditional empirical models. Initial appli-

cations of this focused on ‘rediscovering’ preexisting empirical model functional

forms, including the Lennard-Jones and Stillinger-Weber potentials [130, 131]. Re-

cently, the Potential Optimization by Evolutionary Techniques (POET) algorithm

has been applied to copper, where two accurate potentials, with errors on valida-

tion data of 3.5 meV/atom and 2.7 meV/atom respectively, were found by training

on just 75 DFT reference configurations [132]. A notable advantage of these ap-

proaches is of course that their computational cost will be less than that of any other

ML approach, but more subtly, they may offer the opportunity to learn something

fundamental about the physical interactions characterising a system. Where in the

past, empirical models have been constructed using chemical and physical intuition,

perhaps in reversal, the functional forms uncovered using symbolic regression might

inform our understanding of physics and chemistry.



Chapter 2

Computational Methods

In this chapter, we will introduce the core methodological aspects used in this the-

sis. Because the application of ML presented in this work aims to bring together

the favourable aspects of a diverse range of methodologies, there are a number of

large fields to introduce, which will be presented in just enough detail so that the

content of the thesis can be understood without requiring reference to external text.

Firstly, in section 2.1, we will introduce molecular dynamics (MD). Understand-

ing the fundamentals of MD is core to understanding the significance of the other

methodologies we introduce. Our electronic structure method, density functional

theory (DFT), which we introduce briefly in section 2.1 and in more detail in sec-

tion 2.2 allows us to perform accurate molecular dynamics by computing atomic

forces from first principles, but is problematically expensive. Finally, to circumvent

the cost associated with using DFT directly, we discuss the machine learning ap-

proaches applied in this thesis in sections 5.3, 3.1 and 3.1.2. Here we show how

Gaussian process regression (section 5.3) can be used alongside developments in

the quantitative description of atomic environments (section 3.1) to perform accu-

rate regression or fitting of the DFT potential energy surface, to perform accurate

and efficient MD simulations. In section 3.1.2, we briefly discuss farthest point

sampling, which allows us to select reference configurations upon which to train

the models discussed in section 5.3, with a minimal bias, further improving the

efficiency of the models.
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2.1 Molecular Dynamics

2.1.1 Integrating the Laws of Motion

Important to an understanding the work presented in this thesis is molecular dynam-

ics. Newton’s laws of motion show (if implicitly) that given a system of interacting

bodies, if their locations, momenta and the forces acting between them are known,

it is possible to predict the positions and momenta of those bodies at some time in

the future. Newton first applied these laws of motion to understanding the motions

of the planets, but we can apply them today just as effectively to understand the

motion of a system of atoms.

In the very simplest case, we could consider an atom, moving with some ve-

locity v0 in the absence of any external interaction. If we observe it in a position r0

at some initial time t0, we know from Newton’s first law that at some later time t1,

the atom will have moved by an amount proportional to its velocity, [133]

r(t1) = r(t0)+ v0(t1− t0) = r(t1)+ v0∆t. (2.1)

In the absence of any external force, it will continue moving at this velocity for

eternity - computationally straightforward but not hugely interesting from a chem-

ical point of view. If we now consider that some force might act upon this atom,

Newton’s second law defines this as,

F = m
dv
dt

= ma (2.2)

Where m is the mass of the atom, and a is the acceleration (the change in velocity

over time) of the atom under the influence of the force. This equation defines the

force in terms of what input is required to change the velocity of an object, in

molecular dynamics, we rather know the force acting on the object, and wish to

calculate how its velocity is changing,

v(t1) = v(t0)+∆ta(t0). (2.3)
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Or in terms of the force acting on the atom,

v(t1) = v(t0)−∆t
F(t0)

m
. (2.4)

In the simplest case, these equations are all that is required [133]. By repeatedly

evaluating equations 2.1 and 2.4 for times t1, t2, t3 . . . tN to move the atom of interest

by some small amount, each time calculating the change in the force acting on it

and updating the velocity of the atom accordingly, one can simulate essentially any

classical process imaginable.

A rather more elegant integration of Newton’s equations of motion tends to be

used in practise. Many such approaches exist, but we will discuss here only one - the

Verlet algorithm. By performing a Taylor expansion of these equations of motion

around time t, we may arrive at the following,

r(t +δ t) = r(t)+
dr
dt

+
1
2

d2r
dr2 +

1
6

d3r
dr3 . . . (2.5)

Where we have made two changes to our notation, the first is that r is now a vector,

to reflect the fact that in practise, we are concerned with systems of many particles

moving in more than just one dimension. Secondly, we have substituted t1− t0

for δ t, the timestep. The timestep is a centrally important quantity in a practical

molecular dynamics simulation, in general, the smaller the timestep is, the closer the

computed dynamics will approximate the exact dynamics of the system (ignoring

for the time being fundamental inaccuracies resulting from the forcefield or finite

size effects, for example), however, if it is too small, the computational cost of the

simulation will increase dramatically, limiting the timescales which can be studied.

We may rewrite equation 2.5 in terms of the more familiar quantities encountered

in equations 2.1 and 2.4, as

r(t +δ t) = r(t)+δ (t)v(t)+
δ t
2

a(t)+
δ t
6

da
dt

. (2.6)

Written as is, equation 2.6 is not much more than a restatement of what we have
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discussed previously, however, the Verlet algorithm eliminated the terms of odd

order, by summing together equation 2.6 with the equivalent terms for t−δ t. That

is,

r(t +δ t) = 2r(t)− r(t−δ t)+δ t2a(t), (2.7)

or, as before, in terms of the force,

r(t +δ t) = 2r(t)− r(t−δ t)+δ t2 F(t)
m

. (2.8)

It is clear from equation 2.8, that at any point, only positions of the current and

previous timestep, along with the forces are required to evolve the dynamics of the

system. Although it may at first appear as though we have lost our knowledge of

the velocities of the particles (which are indeed useful for the computation of many

statistical properties), however these can be computed from the finite difference

between the positions as,

v(t) =
r(t +δ t)− r(t−δ t)

2δ t
. (2.9)

The cancellation of the odd-order terms results in an equation which is more ac-

curate than simply integrating the Taylor expansion. The equation for the position

(2.8) has an associated error which is order O(δ t4), compared to the error of O(δ t3)

for the Taylor expansions, while that of the velocities in equation 2.9 is of order

O(δ t2). A number of refinements and improvements of the Verlet algorithm exist,

as well as entirely different approaches to the integration of Newton’s laws of mo-

tion, for a more thorough detailing of some of these, the interested reader is directed

to Allen and Tildesley [134].

2.1.2 Interatomic Potentials and Forces

The forces required for evolving a systems of interacting atoms or molecules are

available from the interatomic potential energy as the negative of the derivative of

the potential,

F =−dV
dr

. (2.10)
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As such, when discussing the use of forces for integrating the equations of mo-

tion (e.g. equation 2.8), it is convention to interchangeably refer to the interatomic

potential energy or the forces. From the perspective of empirical models, it is con-

venient to consider the interatomic potential energy as being comprised as the sum

of terms arising from the interaction between pairs, triplets, etc.:

Vtot = ∑
i

V(1b)(ri)+∑
i

∑
j>i

V(2b)(ri,r j)+∑
i

∑
j>i

∑
k> j>i

V(3b)(ri,r j,rk) . . . (2.11)

Here, the term V(1b) represents the effect of any external field, which does not de-

pend on the position of other atoms in the system. Examples of this might be an

external electric field, or an artificial confining potential imposed on the system.

The V(2b) represents the interaction between pairs of atoms; it depends only on the

distance between neighbouring atoms and typically accounts for the largest contri-

bution to the interatomic potential. In traditional empirical potentials, higher order

terms typically refer to angular (3b) or dihedral (4b) terms, however there are many

other ways to construct functional forms (or descriptors, as discussed in section 3.1

and 1.3) which depend on the positions of triplets or quartets of atoms but which

are not directly interpretable as angular or dihedral terms. Possibly the most well-

known interatomic potential is the Lennard-Jones potential. The Lennard-Jones

potential assumes that for certain systems (notably those comprised of noble gas

atoms) only the 2b interaction term is required to characterise the potential; 3b and

higher order interactions are assumed to be negligible. The Lennard-Jones potential

is comprised of two terms, a repulsive component, raised to the 12th power, which

is designed to approximate the short range repulsive interaction between atoms and

an attractive component, raised to the 6th power, which mimics the long-range at-

tractive effects of van der Waals interactions [135, 136].

V LJ
2b = 4ε

[( σ

ri j

)12−
( σ

ri j

)6
]

(2.12)

Where σ is a term defining the position of the attractive minimum between atoms

and ε defines the strength of the interaction. The precise values of these parameters
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may be determined in many ways, however they have traditionally been determined

empirically, hence the name, empirical potentials. The values of σ and ε would

be systematically optimised so that a simulation of, say, liquid argon, would re-

produce some experimentally determined property, for example the liquid-vapour

phase equilibrium. In general, the simple functional form of the Lennard-Jones

potential only works well for weakly interacting atoms or molecules, such as noble

gasses or methane. Other empirical models, such as the Tersoff potential for carbon,

have much more complicated functional forms, with many more than two parame-

ters, which include three or even four-body terms in their construction [40]. Despite

these added layers of complexity, the parameters are still optimised empirically, to

reproduce certain ‘bulk’ properties of the material. It is important to note, there-

fore, that in both of these cases (and in the case of all empirically fitted models,) the

parameterised potential is an effective potential, V e f f rather than a rigorous decom-

position into 2b, 3b and higher order effects. As such, for empirical potentials, their

parameterisation may depend on on the temperature, density, or target property for

which they are fitted, while the true potential implied by equation 2.11 would not.

Not all forces for molecular dynamics necessarily come from empirical po-

tentials, however. Although adopted and developed much later, it is perhaps more

natural to consider computing the forces for molecular dynamics directly from ab

initio calculations - so called ab initio molecular dynamics (AIMD). In principle,

any electronic structure method could be used to compute the forces acting on a

system of atoms - in practise, it is often the case that DFT strikes the best balance

between cost and accuracy, which has led to its widespread application in many sys-

tems. We will discuss DFT in more detail in the subsequent section (section 2.2),

but for now suffice to say that it allows us to readily compute the electron density

for an atomic or molecular system. The Hellman-Feynman theorem states that the

force acting on a nucleus is equal to the negative derivative of the total energy in

that direction. For example, for the force in the x direction acting on a nucleus A,

the force would be given by,

FA,x =−
∂E
∂xA

. (2.13)
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Which is readily obtainable from a knowledge of just the electron density ρ(r),

and the positions and charges of the other nuclei in the system. For example, for

a system of with M atomic nuclei at points R in space, and nuclear charges Z the

force in the x-direction on nucleus A would be given by,

FA,x = ZA

(∫
drρ(r)

rx−RA,x

|r−RA|3
− ∑

A6=B

RA,x−RB,x

|RA−RB|3

)
. (2.14)

Again, the details of DFT, including the significance of ρ(r) and how it is computed

will be discussed in section 2.2. Put colloquially for the time-being, suffice to say

that the Hellman-Feynman theorem allows us to compute the forces acting on a

system of atoms from first principles, knowing just the positions of the nuclei and

probable positions of the electrons around them.

Clearly, obtaining the forces for evolving a dynamical system from first prin-

ciples is hugely desirable from an accuracy point-of-view. No approximations must

be made about into what functional form the interatomic potential might decom-

pose; in fact we can compute the potential with no approximations other than those

which are present in our chosen electronic structure theory.1 From an application

point of view of course, the dramatically increased cost of electronic structure meth-

ods, compared to empirical potentials, prohibits their application to many problems

of interest. As only very small numbers of atoms can be routinely simulated, a

highly reductivist approach must typically be employed - idealised surfaces, sin-

gle solvated molecules and perfect crystalline structures for example. The reduced

cost of empirical models, meanwhile, facilitates the study of systems with far more

degrees of complexity - while the interatomic forces themselves become less accu-

rate, the physical model we are able to construct of a system becomes far closer to

reality. The folding of whole proteins in solution, the growth of crystals with un-

even and defective facets and many other complex phenomena may all be modelled

1For DFT, one might argue that these approximations are numerous, ranging from the usu-
ally sound (Born-Oppenheimer approximation) to the potentially highly problematic (the choice of
exchange-correlation functional). However, these are the approximations of DFT, in principle one
could compute forces from an electron density obtained using configuration interaction, in which
case they would be essentially exact.
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with empirical potentials, while such a thing would be impossible with AIMD. It

bears mentioning that even if we doubled, or even tripled the world’s computational

power tomorrow, this gulf in applicability would not close appreciably. While the

cost of empirical potentials scales more-or-less linearly with the number of atoms,

the cost of a DFT calculation scales with the cube of the number of electrons; sim-

ply obtaining greater computational resources is not necessarily the right solution.

Among the many promising approaches for modelling larger and more complicated

systems with ab initio accuracy (linear scaling DFT is one particularly promising

area of development [137]) the construction of machine learning potentials is the

one that this thesis is concerned with. We will discuss in detail the methods for

using forces computed using ab initio methods to construct interatomic potentials

in sections 5.3 and 3.1.

2.1.3 Ensembles and Thermostats

The equations set out in the previous section establish a regime for modelling sys-

tems in which the total energy and total linear momentum are conserved - in ther-

modynamic terminology this is called the microcanonical, or NVE ensemble. In the

NVE ensemble, the thermodynamic variables N, the number of atoms, V, the vol-

ume and E, the total energy are conserved. Other thermodynamic quantities, such as

the pressure or temperature, are not fixed and can therefore fluctuate considerably.

In designing computational simulations which approximate experimental systems,

this is often not desirable. Systems tend to be inexorably connected to their en-

vironment, unless deliberate steps are taken to isolate them; materials are often in

thermal equilibrium with their environment and pressures tend to vary slowly based

on macroscopic changes rather than rapid microscopic fluctuations. For these cases,

we turn to other ensembles. In the canonical, or NVT ensemble, the temperature

is instead kept constant, while in the isothermal-isobaric, or NPT ensemble, the

temperature and pressure are both kept constant while the volume and total energy

vary.

When we wish to sample these thermodynamic ensembles over the course of

a molecular dynamics simulation, we must employ thermostats for controlling the
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temperature or barostats for the pressure. In this thesis, we are primarily concerned

with sampling the NVT ensemble, so barostats will not be discussed further. In the

simplest of cases, one might approach the problem of controlling the temperature

of an ensemble by simply rescaling the velocities v of the atoms in a simulation to

match the desired temperature T ,

vrescaled = v0

(
T0

Tave

) 1
2

. (2.15)

Where T0 is the temperature desired for the simulation and Tave is the average tem-

perature measured in the simulation since the velocities were last rescaled. This al-

gorithm is termed ‘velocity rescaling’. Problematically, the velocity rescaling algo-

rithm perturbs the dynamics of the system considerably from those which would be

found in a real equilibrium. As such, statistical averages of, for example, the struc-

ture of a liquid, vary significantly from those measured experimentally. Langevin

dynamics is one approach which attempts to modify the velocities of the atoms in a

system in a way which is more motivated by physical phenomena. The stochastic

nature of the interaction of a system and its environment (with which it is in thermal

equilibrium) is simulated by stochastically adding and subtracting forces from each

atom at each timestep, proportionally to the temperature, along with a frictional or

‘damping’ constant. The stochastic forces are chosen with zero mean and a standard

deviation given by,

σF = 2kBT0mibiδ t (2.16)

Where bi and mi represent the frictional coefficient and mass of atom i in the system

and kB is the Boltzmann constant. The frictional force is similarly applied directly

to the velocities of the atoms themselves,

vi,rescaled = mibivi (2.17)

In this way, assuming that the damping coefficients b are chosen appropriately, the

velocities of the atoms in a system may be modified in such a way that the dy-
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namics of the system are not significantly perturbed from those which might be

found experimentally. This is particularly important in cases where, for example

for graphene, we wish to compute the vibrational density of states to compare to

experimental results.

One potential criticism of the Langevin approach to thermostatting is that it is

not truly deterministic, because there is a stochastic element in choosing the force.2

The Nosé-Hoover thermostat is an example of a deterministic thermostat which

operates in a conceptually similar way to Langevin dynamics [138]. Again, the

velocities in our system are modified by a frictional coefficient b,

mivi = Fi−bmivi. (2.18)

However, in the Nosé-Hoover thermostat, the changing value of the frictional co-

efficent b is chosen deterministally from the difference between the measured and

target temperatures,

db
dt

=
1
Q

[
N

∑
i=1

mi
v2

i
2
− 3N +1

2
kBT0

]
. (2.19)

In which Q defines how quickly the frictional coefficient b relaxes, and T0 is the

target temperature of the simulation. When the temperature of the system matches

the target temperature, the rate of change of the frictional coefficient tends towards

0. In this thesis, we make use of both Langevin dynamics and the Nosé-Hoover

thermostat, depending on the application. In either case it will be clearly stated

which thermostat is employed.

2.2 Density Functional Theory
In principle, any number of electronic structure methods could be used as the refer-

ence for training a GAP model. Methods such as the random phase approximation,

coupled cluster, or configuration interaction certainly provide a better agreement

2In practise, due to the fact that the random numbers generated in a computer are only quasi-
random, Langevin dynamics often is, in practise, deterministic. However, this is as a result of our
failure to apply the method in a sufficently rigorous way!
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with experiment for some properties than does DFT. However, their cost is highly

prohibitive. In the first instance, there are many relevant carbon structures which do

not have small, well-defined unit cells. Fullerenes, nanotubes and amorphous car-

bon structures may all require several hundred atoms in order to provide an appro-

priate structural model. Computations of such sizes are simply not computationally

feasible with wavefunction-based electronic structure methods. Furthermore, as is

discussed in detail in chapter 4, we find that DFT, when employing the optB88-

vdW functional, provides excellent agreement with a number of experimental prop-

erties for graphene. The manageable computational cost of DFT, combined with its

high-accuracy for carbon, make DFT an eminently practical method for producing

reference data.

The goal of any electronic structure method is to determine an approximate (for

any system more complicated than the H +
2 ion) solution to the time-independent,

non-relativistic Schrödinger equation.

ĤΨ = EΨ (2.20)

Where Ĥ is the Hamiltonian operator for the system of interest, which is com-

posed of M atomic nuclei, with N electrons. Due to the significant differences in

the masses of the electrons and nuclei, we can make use of the Born-Oppenheimer

approximation to consider only the electronic Hamiltonian in this equation, which

is given as,

Ĥelec =−
1
2

N

∑
i=1

∇
2
i −

N

∑
i=1

M

∑
A=1

ZA

riA
+

N

∑
i=1

N

∑
j>i

1
ri j

= T̂ +V̂Ne +V̂ee (2.21)

Where A and B count summations over atomic nuclei, and i, j count summa-

tions over electrons. T̂ represents the electron kinetic energy, V̂Ne represents the

external field acting on the electrons due to the positively charged nuclei, and V̂ee

represents the electron-electron interaction. The total energy Etot of the system is

then the sum of the electronic energy and the repulsive term characterising the in-
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teractions between atomic nuclei, Enuc.

Enuc =
M

∑
A=1

M

∑
B>A

ZAZB

rAB
(2.22)

The challenge inherent in operating directly on the wavefunction as is suggested by

the Schrödinger equation is that it is a 3N dimensional function, where N is the total

number of electrons in the system. The key revelation underlying density functional

theory lies in the first Hohenberg-Kohn Theorem, to quote the 1964 paper of Ho-

henberg and Kohn directly “the external potential Vext(r) is (to within a constant) a

unique functional of ρ(r); since, in turn Vext(r) fixes Ĥ, we see that the full many

particle ground state is a unique functional of ρ(r)” [139], in which the quantity

ρ(r), is defined. ρ(r) represents the electron density, which is the integral over the

spin and spatial coordinates of the wavefunctions of the electrons of the system.

ρ(r) = N
∫

. . .
∫
|Ψ(x1,x2 . . .xN)|2ds1,dx1,x2 . . .dxN . (2.23)

ρ(r) is at its heart a probability density (though it is often called the electron density,

and will be termed such from hereon), it describes the probability of finding any of

the electrons of the system within some infinitesimal volume element. From this,

we can write an analogue of equation 2.21 in terms of the electron density,

E0[ρ(r)] = T [ρ(r)]+Eee[ρ(r)]+ENe[ρ(r)]. (2.24)

Where E0[ρ(r)] is the ground state energy given by the electron density of the sys-

tem. While the first Hohenberg-Kohn theorem establishes that the electron density

in principle contains all of the information required to obtain all properties of inter-

est, it does not establish that only a single electron density uniquely gives the correct

energy for a given external potential. The second Hohenberg-Kohn theorem, often

termed the variational principle, states that the functional operating on the electron

density to provide the energy of a system, provides this lowest energy only if the

input density is the true ground-state density ρ(r)0. Put another way, for any trial
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electron density ρ(r)trial , the energy obtained from the functional (equation 2.24)

represents only an upper bound on the ground state energy E0

E0 ≤ E[ρ(r)trial] = T [ρ(r)trial]+Eee[ρ(r)trial]+ENe[ρ(r)trial]. (2.25)

That the ground state properties of a system are uniquely defined by ρ(r) rather

than the wavefunction, reduces dramatically the computational cost of evaluations

of the energy for different systems, as the quantity of interest ρ(r), is defined in just

3-dimensions, as opposed to 3N (plus N spin) dimensions for the wavefunction. It

is this decreased dimensionality which underpins the reduced computational cost of

DFT, compared to wavefunction based methods.

While the above has introduced the theoretical background for DFT, there are

a number of practical aspects which must also be discussed. The first of these

is the Kohn-Sham orbital. Rather than evaluating equation 2.21 explicitly, Kohn

and Sham chose to represent the wavefunction underlying the density in a basis of

non-interacting single electron orbitals {φi}, known as the Kohn-Sham orbitals. Of

course, the real wavefunctions describing individual electrons do interact. The con-

nection between this artificial system of orbtials and the system we would actually

like to treat, is in finding an effective potential V, such that the density resulting

from the Kohn-Sham orbitals equals the density of the real system of interacting

electrons,

ρs(r) =
N

∑
i

∑
s
|φi(r,s)|2 = ρ0(r). (2.26)

In which ρs(r) is the Kohn-Sham density, and ρ0(r) is the true ground state electron

density and we are summing over the spatial and spin coordinates of the N electrons

in our system. A further advantage of this linear combination of atomic orbitals

(LCAO) approach in which a system of non-interacting electrons is assumed, is that

the kinetic energy for a system with the same electron density as our system of in-

terest, Ts (which cannot be obtained for an interacting system of electrons) is readily

available. Of course, this kinetic energy is not the same as the true kinetic energy of

the fully interacting system, even if the densities themselves are the same, Ts 6= T .
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Kohn and Sham accounted for this discrepancy, along with a discrepancy present

due to the fact that the electron-electron contribution to the total energy (Eee[ρ(r)])

is non-trivial to evaluate by introducing what is known as the exchange-correlation

(XC) energy. Without going into too much detail, the exchange correlation energy

EXC is the functional which contains all of the aspects of the electron-electron in-

teraction which are too complex (due mostly to their many-body character) to be

calculated explicitly. Specifically the quantum mechanical electron exchange and

correlation energies, as the name would suggest, but also the many-body contribu-

tion to the kinetic energy. There are many hierarchical approximations to the XC

energy, which will not be discussed in detail here. The simplest approximation is

known as the local density approximation (LDA), in which the absent quantities

are calculated for a homogeneous electron gas (which can be treated exactly) and it

is assumed that these do not differ too much for the very inhomogeneous electron

density surrounding atomic nuclei. Surprisingly, this approach works remarkably

well. The generalised gradient approximation (GGA) takes into account this in-

homogeneity, adding terms which account for the local derivative of the electron

density. Further developments include hybrid functionals, which incorporate some

portion of the ‘exact’ exchange energy, which is available from the wavefunction

methods (Hartree Fock) which predate DFT. A further branch of particular note is

the inclusion of dispersion interactions. These may be included integrally within

the functional, in the form of a semi-local dispersion inclusive functional, or added

as an analytical correction after a calculation using a local XC functional has been

performed. From a practical point of view, we have selected just such a dispersion

inclusive functional for this work named ‘optB88-vdW’, which provides accurate

material properties for carbon with respect to both experiment and accurate wave-

function methods [140, 141]. In particular, we note that the energetics and geometry

of layered materials such as graphite, which is particularly affected by dispersion

interactions is well characterised by optB88-vdW [142]. In practise, in this work,

we use an implementation of DFT found in the VASP code, which is capable of

determining accurate numerical approximations to the ground state energy [143].
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In practical DFT (and in other wavefunction based methods) the Kohn-Sham

orbitals, and hence the density, are expressed by expanding them in a basis set η .

The quality of a DFT calculation is directly linked to the number or completeness

of the basis functions used in this expansion. Numerous basis sets exist and much

work has gone into improving the accuracy and efficiency of these, here we will

discuss only one, plane waves. These are simple exponential functions, which are

solutions to the Schrödinger equation for a free particle,

η
PW = eik·r (2.27)

Where the wavevector k is related to the momentum p of the wave through p = h̄k.

These are a particularly attractive basis for the periodic systems in materials science,

as they naturally incorporate periodic boundary conditions into their construction.

Other basis sets, for example Gaussian basis sets, do not have this quality and are

therefore more frequently applied to small molecules. The completeness of the

plane-wave basis set is proportional to the highest wavevector and hence the fre-

quency and energy of the wave. The total energy computed will eventually con-

verge to a given value if plane-waves of a sufficiently high frequency are included.

However, if all of the electrons in an atomic system are to be treated, this conver-

gence is extremely slow, due to the shape of the wavefunction close to the nucleus

requiring very high frequency (and hence a very large number of) basis functions.

This brings us to our final important approximation for performing practical DFT

calculations of the sorts of systems we are concerned with here, the pseudopotential.

The pseudopotential is a fictitious potential constructed to approximate the average

effects of the core electrons (those closest to the nucleus) so that they do not need to

be explicitly treated in a DFT calculation. By removing these core electrons from

the calculation, the maximum frequency of the plane-wave basis functions needed

to converge the total energy is dramatically reduced; which is required in order for

plane-waves to be a practical choice of basis set. Although it may initially appear

drastic to abstract away the very electrons whose properties we are interested in

computing, the physical motivation surrounding this approximation is very sound.
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The character of the core electrons typically does not change dramatically due to

the effects of chemical bonding - they are simply too tightly held by the nucleus

of the atom. If they do not participate in bonding, or are otherwise unaffected by

the external potential Vext then their contribution to the total energy must remain

approximately constant. Combining these aspects of fundamental theory with nu-

merous improvements to make DFT practical while maintaining high accuracy is

what has led to it being such a useful tool in the present thesis. There is essentially

no other method available to us with which a dataset of the size and accuracy of the

one presented in this work could be generated.

2.3 Gaussian Process Regression

Gaussian Approximation Potentials are the product of the application of the Gaus-

sian process regression machine learning methodology to the problem of function

interpolation of the Born-Oppenheimer PES [60, 144]. The ab initio PES is sampled

using a database of observations of quantum mechanical (often DFT) atomic forces

and total energies (additionally sometimes virial stresses) on structures representa-

tive of the desired regions of phase space to be studied. These data are used to train

the GAP model which can be used to accurately interpolate energies and forces be-

tween the previously observed reference data points, the resulting prediction can be

used to generate MD trajectories; much like an empirical potential. This method cir-

cumvents a problem inherent in empirical potentials wherein assumptions must be

made about the functional forms into which the PES can be decomposed. No prior

supposition is made, for example, that the microscopic interactions between two

atoms must be representable by a harmonic, Morse or Lennard-Jones type function.

This allows for a faithful and unbiased (so far as any ab inito method may be called

unbiased) representation of the PES to be built, which may be conveniently evalu-

ated to accurately predict the energies and forces acting on arbitrary configurations

within the sampled phase space.

Traditional empirical models use parametric, closed functional forms to ap-

proximate an underlying function (the PES). As discussed, for most systems, the
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PES cannot be expressed as such a linear combination of simple terms (not to be

confused with the recent success in employing linear machine learning algorithms to

produce interatomic potentials, for example using permutationally invariant polyno-

mials [122], which is discussed in section 1). In such cases, non-parametric regres-

sion techniques are desirable. Gaussian process regression is one such approach,

which allows for the approximation of the underlying PES without prior knowledge

about the functional form into which it might decompose. As a supervised learning

technique, Gaussian process regression aims to estimate the value of an unknown

function y(x), the value of which can be measured at specific locations x = {xi}N
i=1

to give a set of known values y = {yi}N
i=1 which comprise our training data set. Us-

ing this training data set, Gaussian process regression aims to make a prediction of

the function values ỹ(x′) at arbitrary points in the training space x′ (note that we use

ỹ(x′) to indicate predicted values of the true function y(x′)). In practical terms, for

a system of interacting atoms, the points x represent the atomic configurations, or

positions in phase space. To a first approximation, for the purposes of predicting

the potential energy surface of an atomic system, the measured function values y

would be the total energies from a reference ab initio method. However, as will be

discussed in more detail later, in principle any quantity which is a function of the

atomic coordinates can be learned, including linear functional observables of the

total energy such as the atomic forces.

2.3.1 Weight-Space View of Gaussian Process Regression

In the following, we will discuss the weight space view of Gaussian process regres-

sion in general terms, following the derivations given in Mackay (2005) and a recent

review covering the application Gaussian process regression to learning the proper-

ties of molecules and materials [145, 146]. We first introduce this without without

a discussion of any the specifics related to learning a function which depends on

atomic coordinates, which will be elaborated on in subsequent sections. We begin

by making the assumption that our function y(x) can be approximated as a linear
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combination of M basis functions k, placed at locations xm in the input space,

ỹ(x) =
M

∑
m=1

cmk(x,xm). (2.28)

where we recall that ỹ(x) is the predicted value of the true function y(x). Here, cm

are we weights or coefficients associated with each of the kernel functions k(x,xm).

Note that the set of {xm}M
m=0 data points in equation 2.28 need not be the same

as the set of data points in the training data {xn}N
n=0. The set of M data points is

often in practise much smaller and is termed the sparse set (sometimes also called

the representative or active set). For the time-being, we will not specify the form

of the basis functions and focus instead on the task of determining the unknown

weights c, where we define the vector of weights c = (c1,c2...cM). The accuracy of

a candidate estimator with a set of weights c, may be measured by a loss function

l which depends on the error of the predicted values ỹ(x) relative to the measured

function values at the same point y(x):

l =
N

∑
n=1

[yn− ỹ(xn)]
2

σ2
n

+R. (2.29)

Here, we have introduced the variables σn which allow us to assign a relative impor-

tance to different data points. The first term of this equation penalises predictions

ỹ(x) which are not close to the measured function values y(x), which ensures that l

is low for close fits to the data points, but will quickly lead to overfitting. To com-

pensate for this and ensure smoothness, an additional regularising term R is added,

which depends on the weights c and the corresponding kernel functions,

R =
M

∑
m,m′

cmk(xm,x′m)cm′. (2.30)

The regularising term penalises situations in which the weights c become very large,

thereby helping to ensure the smoothness of the estimator, while the parameters

{σn} can be adjusted to ensure a close fit to individual data points. Note that dif-

ferent values of σ may be applied to each data point individually, allowing the esti-
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mator to be biased towards fitting certain data points more closely. We can rewrite

equation 2.29 in matrix notation for simplicity,

l = (y−KNMc)>ΣΣΣ
−1(y−KNMc)+ c>KMMc. (2.31)

In this equation, y is a vector of measured function values (y1,y2, ...yN) and c is the

vector of weights (c1,c2, ...cN). KNM is the kernel matrix with elements [KNM]nm =

k(xn,xm), where N is the total number of data points in the training data, and M

is the number of data points in the sparse set. The values of σn have here been

collected as the diagonal elements of the matrix ΣΣΣ, such that ΣΣΣnn = σ2
n . Recall that

our aim is to find the set of weights c which minimises the loss function defined

in equation 2.29. Since equation 2.31 is a linear system of equations, we can find

minima of the loss function l by taking the derivative of equation 2.31 and solving

for 0, doing so and rearranging for c gives,

c = (KMM +KMNΣΣΣ
−1KNM)−1KMNΣΣΣ

−1y. (2.32)

Here, we have exploited the relation K>NM ≡KMN resulting from the symmetric na-

ture of the kernel function to simplify the expression. Using the computed weights,

a prediction at some new point in the input space x is given by,

ỹ(x) = c>k(x,xM). (2.33)

Where k(x,xM) is the vector of kernel functions between the points in the input

space where a prediction is to be made x and the set of sparse points {xm}M
m=0. Equa-

tions 2.32 and 2.33 highlight one of the key benefits to Gaussian process regression,

that in the end the problem of solving for the weights and making predictions is

simply one of linear algebra. In particular, the ability to determine the weights c

analytically avoids the need for multivariate and often highly convex optimisations

encountered in determining the weights in neural networks.
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2.3.2 Function-Space View of Gaussian Process Regression

In addition to the previously provided weight-space derivation of Gaussian Pro-

cess Regression, we provide here the alternative function space view, which has the

advantage of highlighting some of the other, probabilistic aspects of the method.

As before, we begin with the assumption that our unknown function y(x) can be

sampled at x = {xn}N
n=0 points in input space, giving y = {yn}N

n=0 associated mea-

surements of the function we wish to learn. Similarly, we assume that the function

y(x) may be approximated by a function ỹ(x) which has the form,

ỹ(x) =
H

∑
h

whφh(x). (2.34)

This is similar in form to the equation given in the weight-space derivation of Gaus-

sian Process Regression, but in which the functions φ are not representing the kernel

functions k(x,x′ in equation 2.28, nor can the weights w = {wh}H
h=0 be equated to

the weights c. Rather, the functions φ are as-yet unspecified basis functions which

serve primarily as a mathematical tool in the derivation - we will show later that

the derivation follows by showing that it is not actually necessary at any stage to

assign a specific functional form to φ . We focus instead on the coefficients of these

functions w. We may a prior upon these weights that they are sampled from a Gaus-

sian distribution, with a variance σ2
w and a mean of 0. This collection of random

variables, any number of which have a joint Gaussian distribution, is the definition

of a Gaussian process [105]. In this general case, for weights in which the Gaussian

prior is imposed it can be shown that the covariance of any two predictions ỹ(x) and

ỹ(x′) is given by,

〈ỹ(x)ỹ(x′)〉= ∑
h,h′

φh(x)φh(x′)
∫

dwP(w)whwh′ . (2.35)

Given the Gaussian prior (P(wh) ∝ Norm(0,σ2
w)) imposed on w we have,

∑
h,h′

σ
2
wδh,h′φh(x)φh(x′) = σ

2
w ∑

h
φh(x)φh(x′). (2.36)
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We can define the kernel function k as the second term,

k(x,x′)≡ σ
2
w ∑

h
φh(x)φh(x′) (2.37)

Note here that we abstract our the specific basis functions into the ‘kernel function’

as before - so that the function φ are never explicitly required. The specific func-

tional form of the kernel function will not be given here, but is examined for the

specific cases used in this thesis in section 3.1. As in the previous derivation, it is

important to acknowledge the fact that our training data set is not free from noise.

We can impose a similar Gaussian prior upon the distribution on this noise, again

with the distribution Norm(0,σ2
w), from which we can write the covariance of any

two input training data points y(xn) and y(x′n) as,

〈y(xn)y(xn′)〉= k(xn,xn′)+σ
2
δn,n′ (2.38)

Which we can again rewrite in matrix notation for simplicity as, KNN +σ2I. The

distribution of all of the training data y is thus,

P(y) ∝ exp[−y>(KNN +σ2I)−1y
2

]. (2.39)

Given this probability distribution, and given our known function values y how

might we proceed in making a prediction about a new value of the function yN+1 at

the point xN+1? This may be expressed as a problem of conditional probability, in

which case Bayes’ theorem provides us with,

P(yN+1|y) =
P(y1,y2,y3...yN ,yN+1)

P(y)
. (2.40)

Which of course only provides a probability distribution of the value yN+1 which

we would like to predict. We take our prediction to be the mean of this distribution,

which is given by,

yN+1 = k(xN+1,xN)(KNN +σ
2I)−1y. (2.41)
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Where as before, k(xN+1) represents the vector of kernel functions between the

point in the input space where we wish to make a prediction xN+1 and points in the

training data xN Note that equation 2.41 is equivalent to the expression for predic-

tion given in the previous weight-space derivation. In addition to taking the mean,

it is useful to note that since the prediction in this case is a Gaussian probability

distribution, we can also compute the variance of the prediction at xN+1, which is

var(yN+1) = k(xN+1,xN+1)+σ
2−k(xN+1,xN)

>(KNN +σ
2I)−1k(xN+1,xN).

(2.42)

Which provides a metric for the uncertainty of the prediction using the Gaussian

process.

2.3.3 Gaussian Process Regression based on Linear Functional

Observables

When training using the data which are readily available from quantum mechanical

calculations such as DFT, we do not have direct access to certain atomic-scale ob-

servables, particularly the ‘atomic energy’, as only the total energy of a system is

directly calculable. This is challenging for a number of reasons. Firstly, it is nec-

essary for the total energy of a to be representable as a sum over individual atomic

contributions, if the resulting models are to be scaleable. Secondly, we would like

to train on the atomic forces, which are available from electronic structure calcu-

lations via the Hellman-Feynman theorem (equation 2.13) and virial coefficients.

The forces are derivatives of the total energy with respect to local atomic displace-

ments, while the virial coefficients are the derivative of the energy with respect to

distortions of the lattice vectors. Similarly, the atomic energies themselves are not

directly observable, but are only available as a linear functionals of the local energy.

The question becomes one of how to estimate the value of a function when the func-

tion itself is not measurable, only its derived properties. This problem was tackled

in ref [60] in which Gaussian Approximation Potentials were first introduced. The

prediction is still made using equation 2.33, but expressions must be found for the

covariance of the local energy with respect to the available total energy and its
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derivatives.

To illustrate how this is performed for derivative observations, we first consider

the derivative of equation 2.34 with respect to an arbitrary component α of the input

vector x.

∇α ỹ(x) =
H

∑
h

wh∇αφh(x) (2.43)

Which might represent the derivative of the total energy with respect to the dis-

placement of an atomic coordinate, or in the case of fitting to virial coefficients, its

derivative with respect to the lattice vectors of the cell. We wish to find the covari-

ance of two such derivative observations (i.e. the covariance between two forces

rather than two energies as before), which can be expressed as,

〈∇α ỹ(x)∇β ỹ(x′)〉= σ
2
w ∑

h
∇αφh(x)∇β φh(x′). (2.44)

Recalling from equation 2.37 that we have defined our kernel function for the gen-

eral case to be k(x,x′) = σ2
w ∑h φh(x)φh(x′), from this it follows that the kernel for

the derivative case is the double derivative of the kernel defined previously:

σ
2
w ∑

h
∇αφh(x)∇β φh(x′) =

∂

∂xα

∂

∂xβ

k(x,x′). (2.45)

The expressions for the kernel functions in equation 2.45 and 2.37 facilitate regres-

sion using only derivative observations or only function measurements respectively.

Following the derivation given above, one can also arrive at an expression for the

covariance between a function observation and a derivative observation (i.e. the

covariance between an energy and a force) as,

〈∇α ỹ(x)ỹ(x′)〉= ∂

∂xα

k(x,x′) (2.46)

With these equations, it is possible to construct a covariance matrix for arbitrary

observations of a function and its derivatives. In general for any linear operator L̂,

which might include differentiation, scaling, etc, the coefficients that must be found
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in analogy to equation 2.32 are given by,

c = (KMM + L̂KMNΣΣΣ
−1L̂KNM)−1L̂KMNΣΣΣ

−1y (2.47)

2.4 Computational Cost and Sparsification of Gaus-

sian Process Regression
At this point, we may highlight some of the key computational considerations in

training and evaluating such a Gaussian process model. Throughout the derivation

in section 2.3.1, we make use of a sparse set of data points {xm}M
m=0, in which

the number an locations of the basis functions used for fitting and evaluation need

not coincide with the training data points {xm}M
m=0.3 This is because the limiting

factor in computing the weights in equation 2.32 is the inversion of a matrix with

dimension (M,M). Matrix inversion is a costly process in terms of both memory,

which scales as O(M2) and computational time, which scales as O(M3). The choice

of letting {xm}M
m=0 = {xn}N

n=0 rapidly becomes computationally intractable for even

moderately sized data sets (particularly when dealing with the high-dimensional

descriptors as discussed in section 3.1), as such, all GAP models are sparse kernel

models. The key limiting factor in the fitting is, in-practise, not the computational

time but the available memory. Since the fitting need only be performed once, it

is easy to rationalise a computation which may take many days to complete as a

‘one-off’ cost, easily compensated for by the computational effort saved by using

a GAP model over direct ab initio simulation. However, the memory requirements

of the matrix inversion in equation 2.32 rapidly approaches the maximum practical

capabilities of most modern HPC facilities (1-1.5 Tb per node).

A further consideration is of course the evaluation of the resulting model - the

limiting factor for which is the computation of the vector of kernel values in equa-

tion 2.33, k(x,xm). This scales linearly with the number of points in the sparse data

set, M. While not computationally intractable, it should be noted that this cost is

3For the special case where N = M, these expressions are equivalent to those of Kernel Ridge
Regression.
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incurred at every step of an MD simulation, so a small increase in M can potentially

add up to a significant increase in computational time used when considering the

total number of simulations in which a model may be applied over the course of its

lifetime. In practise, however, it may be the case that the evaluation of the kernel

function itself is not the limiting step of the overall calculation. Rather, the compu-

tation of the high-dimensional descriptors (discussed in section 3.1 used as inputs

to the kernel functions may be computationally limiting, depending on the type of

descriptor used (see figure 5.3).

2.4.0.1 Selection of Representative Points

A key consideration upon which we have not yet touched is the issue of how one

should select the M representative points from the total N available. It is important

that the range of sparse points is as diverse as possible and thereby contains exam-

ples of many varied atomic environments. In low-dimensional cases, it is sufficient

to select these points regularly on a grid in descriptor space; the dimensionality of

the problem is such that a regular grid may tile the space sufficiently. In the case of

the two-body descriptors (discussed in section 3.1) we do precisely this - it is suffi-

cient to ensure that all of the interatomic distances represented in the training data

are also represented as sparse points. Here, the benefits of sparsification become

very clear: rather than requiring that a GAP model retain in its kernel functions

corresponding to interatomic distances for all pairs of atom (within a certain cut-

off) in practise only 20-30 representative points (each for a different distance) are

necessary.

In higher dimensional cases however, such a grid-based approach performs

poorly, the volume of the descriptor space rapidly becomes too large to populate

in this way. One potential way to approach this problem for higher-dimensional

descriptors might at first seem to be instead randomly sampling from the available

points. However, a key weakness of this approach is that the selected points are

heavily biased by the composition of the training data set. If a training data set con-

tains a disproportionately large number of configurations of one kind (e.g. 30% of

the configurations are graphene while the remaining 70% represent the whole of the
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remaining carbon phase space) then the sparse points, if selected randomly, will re-

flect this, despite this being highly sub-optimal. For these situations, leverage score

CUR decomposition has been shown to be a powerful tool for representative point

selection. In the spirit of principle component analysis and other dimensionality

reduction algorithms, CUR decomposition aims to construct a low-rank approxi-

mation of the original kernel matrix [147]. The key differentiating feature of CUR

decomposition is that the low-rank approximation is constructed in terms of a small

number of the actual rows and columns of the kernel matrix (rather than a linear

combination of many of them). This ensures that the representative points selected

during sparsification correspond to actual atomic environments, which, while not

necessary for the fitting of a sparse Gaussian process, is beneficial from the point of

view of interpretability of the model. In general, when given a kernel matrix KNM,

CUR decomposition will aim to represent it as a product of 3 matrices, C, U, and R.

Here, C and R are constructed from a small number of columns and rows of K re-

spectively. U is an additional matrix which has been constructed to ensure that that

the product CUR closely approximates the original kernel matrix KNM, which is the

sparse kernel matrix used for fitting. Rows and columns are selected for inclusion

in the matrices C and R based upon their ‘statistical leverage’, in order of decreas-

ing importance. Note that the aims of this sparsification are conceptually similar

to the pre-filtering of configurations performed using farthest point sampling (FPS)

as discussed in more detail in 3.1.2. The key difference is that sparsification using

CUR decomposition occurs during the training process; environments which are not

selected as representative points at this stage will still have an impact on the overall

fit of the Gaussian model. This is in contrast to FPS, which occurs prior to any

fitting of any kind and serves to eliminate entire configurations from the training

database if they are highly correlated with others. Configurations eliminated using

FPS will not be considered in the calculation of the model weights at all - though

it should be noted that configurations which are eliminated in this way are likely to

be drawn from regions of configuration space which are already well represented in

the training data.



Chapter 3

Gaussian Approximation Potentials

In this chapter, the specific methodological approaches required to apply Gaussian

process regression to the problem of constructing a practically useful machine learn-

ing potential will be discussed. The topics discussed in this chapter often favour

practical aspects of the application of the the methodology, for example the selection

of model hyperparameters, descriptors and the construction of training datasets. It

is the aim of this chapter to cover in a practical manner the necessary techniques and

approaches which would allow one to construct and optimise a training database,

identify suitable model parameters for a particular material and piece these various

aspects together into a final model.

3.1 Kernel Functions and Representation of Chemi-

cal Environments
Until this point, we have considered the kernel in rather abstract terms, here we

will discuss its construction in more detail with our specific application of atomic

systems in mind. In order to facilitate the simulation of systems of larger sizes than

those upon which ab initio calculations are feasible, the GAP model total energy

is decomposed into a sum of local contributions, computed from kernel functions

which represent the similarity between chemical environments. It is here impor-

tant to briefly discuss why such a transformation is necessary, when the Cartesian

coordinates used for performing the reference ab initio calculation form such a con-

venient (and unique) representation for some calculations. Recall that in training
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a GAP model, we seek a measure of similarity between two structures, in order to

compute the kernel function element between them. Such a comparison is chal-

lenging in a Cartesian basis, where identical structures, with associated identical

physical properties, may be described by very different sets of Cartesian points. By

taking any single structure and permuting the rows in which atom coordinates are

listed, translating the entire frame of reference, or rotating the frame of reference,

such sets of coordinates, corresponding to identical structures, can be produced. The

physical characteristics (e.g. the total energy) of these systems remain unchanged

however. We therefore seek a mathematical description of our system which is

invariant under these transformations: permutation, rotation and translation.

Behind the sometimes florid language used in the discussion of machine learn-

ing, is a concept which is recognised in the very earliest molecular dynamics sim-

ulations performed. The simplest example of a rotationally, translationally and per-

mutationally invariant descriptor, is the interatomic distance.

q(2b)
i j = |r j− ri| ≡ ri j, (3.1)

where r j indicates the position vector of atom j. This expression is clearly invariant

to rotations and translations. No rotation of the frame of reference will change the

distance between the points within that frame of reference, nor will any translation.

Similarly a permutation in the ordering of the atoms will give the same distance,

ri j = |r j− ri|= r ji (3.2)

The total energy of the system is simply represented by a sum over these pairwise

contributions.

E = ∑
i

∑
j>i

V (2b)(ri j) (3.3)

We can see here that a permutation of the order of atoms simply affects a change in

the order of summation, leaving the total energy unchanged - the two-body distance

therefore satisfies our requirements for a descriptor.



3.1. Kernel Functions and Representation of Chemical Environments 58

In this work we decompose the total energy function into a sum of two body

(2b), three body (3b) and many-body (MB) interactions, which are weighted (in

terms of their contribution to the total energy and atomistic forces) based on their

respective statistically measured contributions. The largest portion of the energy is

described by pairwise interactions, then 3b, then MB contributions, each of which is

represented by a distinct descriptor and associated kernel function [60, 148, 75]. It

is an empirical observation that a large proportion of the interaction in an atomistic

system may be satisfactorily captured by considering 2b interactions. In particular,

this is the case for the exchange repulsion experienced as interatomic distances be-

come very small. Representing this exchange repulsion in its full high-dimensional

form would be expensive from the perspective of training data generation, potential

generation, and the ultimate evaluation of the potential. We also found in the devel-

opment of our potentials that combined descriptors additionally facilitated greater

accuracy - a higher quality potential - thereby making more efficient use of the

training data as compared to single descriptor methods. Descriptors vary greatly in

their complexity, the 2b term used here is simply the distance between two atoms,

while the MB term takes the form of the smooth overlap of atomic positions (SOAP)

descriptor, which provides an overcomplete mapping of general n-body configura-

tions. There are many other possible descriptors in the literature, including sym-

metry functions, Coulomb matrices and bispectra [149, 150, 151]. The specific

parameters used for the descriptors in this work are different for each potential, and

are discussed in specifics in their respective chapters.

The fundamental feature defining an interatomic potential is that the total en-

ergy is the sum of individual atomic contributions. This is also true of GAP models.

The local atomic energy expression for the GAP model is a linear combination over

the contributions from each kernel function K(d) associated with a descriptor d:

ε
(d)(q(d)

i ) =
N(d)

t

∑
t=1

α
(d)
t K(d)(q(d)

i ,q(d)
t ), (3.4)

in which the sum over t runs over the Nt basis functions. K(d)(q(d)
i ,q(d)

t ) is the
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covariance kernel quantifying the similarity between the descriptor of the atomic

environment for which the prediction is to be made, q(d)
i , and the prior observation,

q(d)
t , which has associated with it a weighting αt obtained during the fitting process.

The total energy expression for a system is then given by the sum of each of the

contributions of each descriptor used in the model, weighted by a corresponding

factor δ

E = δ
(2b)

∑
i j

ε
(2b)(q(2b)

i j )

+δ
(3b)

∑
i jk

ε
(3b)(q(3b)

i jk )

+δ
(MB)

∑
i

ε
(MB)(q(MB)

i ).

(3.5)

The indices i, j and k run over all atoms in the system. We now introduce

the mathematical form of each of the descriptors used. The two body descriptor is

simply the distance between any two atomic pairs i and j, as shown in equation 3.1.

The 3b term (q(3b)) used here involves a symmetrized transformation of the Carte-

sian coordinates, which is designed to be permutationally invariant to the swapping

of atoms j and k, given by [144]

q(3b)
i jk =


ri j + rik

(ri j− rik)
2

r jk

 . (3.6)

Many body interactions are described using the smooth overlap of atomic po-

sitions (SOAP) descriptor [150, 148]. For this descriptor, we begin with the atomic

neighbor density around an atom i, which is constructed by the placement of a

Gaussian function on each neighbor atom j within a given cut-off rcut ,

ρi(r) = ∑
j

fcut(ri j)exp
[
−
(ri− ri j)

2

2σ2
at

]
. (3.7)

Here, σat determines the width of the Gaussian and fcut is any function which

goes smoothly to 0 at the cut off distance (we note that all descriptors in this work
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use this same cut-off function). For example,

fcut(ri j) =


1 if ri j ≤ rcut−wcut

gcut(ri j) if rcut−wcut < ri j ≤ rcut

0 if ri j > rcut

(3.8)

in which wcut specifies the width of the region over which the function goes to

0, and where gcut(ri j) may be any function which decreases monotonically from 1

to 0 between rcut−wcut and r. We choose

gcut(ri j) =
1
2

[
cos
(

π
ri j− rcut +wcut

wcut

)
+1
]
. (3.9)

The neighbor density is then expanded in a basis set of radial functions gn(r)

and spherical harmonics Ylm(r) as

ρi(r) = ∑
nlm

c(i)nlmgn(r)Ylm(r), (3.10)

in which c(i)nlm are the expansion coefficients for the atom i. The descriptor itself

is formed from the power spectrum of these coefficients

qMB
i = p(i)nn′l =

1√
2l +1 ∑

m
c(i)nlm(c

(i)
n′lm)

∗. (3.11)

To obtain a power spectrum for n < nmax, l < lmax, the expansion of the atomic

neighbor density into radial basis functions can employ a truncated basis set. In the

local energy expression (eq. 3.4) the covariance kernel K(d)
t provides a quantitative

measure of the similarity between two chemical environments q(d) and q(d)
t . The

functional form of the covariance kernel differs depending on the descriptor, for the

2b and 3b descriptors, we choose the squared exponential kernel,

K(d)(q(d)
i ,q(d)

t ) = exp

−1
2 ∑

ξ

(q(d)
ξ ,i −q(d)

ξ ,t )
2

θ 2
ξ

 . (3.12)

The index ξ runs over either the single value of the 2b descriptor, or the three
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components of the 3b descriptor. For the many-body SOAP descriptor, the natural

choice of covariance function is the dot product of the two power spectra pi and

pt with elements p(i)nn′l and p(t)nn′l , as this corresponds analytically to an integrated

overlap over all possible 3D rotations of the two associated neighbor densities, that

is

K(MB)(q(MB)
i ,q(MB)

t ) = [pi ·pt ]
ζ =

[∫
dR̂
∣∣∣∫ dr3

ρi(r)ρt(R̂r)
∣∣∣2]ζ

. (3.13)

3.1.1 Database Construction

By far the most important element of any ML potential is the composition of the

training database. Regardless of whether neural networks, Gaussian process regres-

sion, linear or nonlinear machine learning methods are employed, training data of

some kind will be employed in the fitting. The quality of the eventual model pre-

dictions is highly dependent on the content and quality of this training data. The

selection of training data for the construction of ML potentials is as much an area of

ongoing research as the development of the algorithms themselves. As such, there

are many potential approaches to the generation of such databases, the details of

which may vary depending on the nature of the intended application of the model

and the ML algorithm employed. For example, a potential which is aimed at produc-

ing an accurate description of a single crystal structure (e.g. graphene) will require

a very different approach to the generation of the database than a ‘general-purpose’

potential (i.e. all of carbon). Two broad approaches have proven to be useful in the

construction of the GAP models presented within this thesis, both of which will be

discussed in this section. These two approaches may be broadly summarised as a

‘bottom-up’ and ‘top-down’ approach. The former is well suited to ensuring that

small, well-defined regions of phase space (e.g. ground state crystal structures, spe-

cific defects and surfaces) are accurately described and is important in the context

of a general potential for ensuring a high degree of accuracy is attained for these

important structures. The latter, ‘top-down’ approach, aims to build the robustness
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and transferability of the potential, by generating configurations at points which

are both high and low in energy on the DFT PES. A combination of both of these

is key to achieving both accuracy and transferability in a general model; the two

approaches are described in detail below.

3.1.1.1 The Bottom-Up Approach to Training Data Generation

In the early stages of the literature surrounding the GAP methodology, potentials

were predominantly fitted using a ‘bottom-up’ approach [60, 115, 107]. This ap-

proach has also been used in the construction of the GAP models presented in this

thesis, in particular that for pristine graphene in Chapter 4. In the so-called ‘bottom-

up’ approach, an initial set of training configurations is generated for particular

ground states of the material which are known a priori to be scientifically rele-

vant. In the case of carbon, these ground states might be the known bulk allotropes;

graphite and diamond. The ground state structures alone do not provide sufficient

data to train a GAP model however, something more is required. A suitable set

of training data might be generated for these structures by performing, for exam-

ple, AIMD at a fixed temperature, to generate a set of reference structures close

to the energy minima but with some fluctuations in the atomic positions, forces

and total energy. A GAP model trained on these configurations could be reason-

ably expected to reproduce the properties of the ground state crystal structures, for

example the phonon dispersion curves. The data set may subsequently be diver-

sified to include a wider variety of configurations, thereby increasing the number

and type of properties which the GAP model might reproduce. These could include

manually selected configurations such point or line defects, low-Miller index crys-

tal surfaces, and other carbon allotropes. A diversified training data set might also

include crystal structures at a range of lattice parameters (either selected manually

or sampled from AIMD performed in the NPT ensemble), which would be expected

to improve the description of properties such as elastic constants and lattice param-

eters. The advantage of this method is that at all times, a good understanding of

the model performance in the region of phase space to which the model will be

applied is maintained - one knows precisely which systems the model would be ex-
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pected to accurately model. The key is that at each step in the bottom-up approach,

the types of structures to be included in the training data set are guided by a prior

knowledge of the behaviour of the material. In the case of well-studied systems,

this can be highly beneficial. Specifically in the case of carbon - it is clear that a

model must properly describe the properties of diamond and graphite in order to

be useful. It is also known from the literature which point defects are relevant, one

can therefore ensure that these are correctly described. In this way, the top-down

approach is useful for targeting specific structures and properties which are known

to be relevant from the perspective of materials science and can serve as a useful

way to impose beneficial bias on a potential to ensure accuracy of these properties.

However, since the model is only ever fitted to a narrow region of phase space, it

will only be accurate for properties which depend entirely on the included geome-

tries; the transferability of potentials trained entirely in this way will be poor to

non-existant.

A specific example in the context of the work presented in this thesis is the case

of graphene. The crystal structure of graphene, including the lattice parameters and

atomic positions, was first optimised, using the same level of DFT which was later

used to compute the reference data for training. From this optimised ground-state

crystal structure, a short molecular dynamics simulation was performed at 300 K,

in the case of the work discussed in chapter 4 of this thesis, this was performed

using an available empirical model for carbon, LCBOP, however a general proce-

dure (as later used for other crystal structures such as diamond in chapter 5) would

instead employ AIMD. Configurations were drawn from this molecular dynamics

simulation and the relevant quantities used for training, the energies and forces,

were computed using tightly converged DFT. A GAP model fitted to this data might

well appear to perform well if validated against the energies and forces from a inde-

pendent validation set of configurations drawn from a trajectory at the same lattice

parameter and temperatures. However, the model predictions would quickly break-

down when used to compute simple material properties, for example if performing

a geometry optimisation to determine the lattice parameter. To remedy this, con-
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figurations drawn from molecular dynamics simulations performed at a range of

lattice parameters (between 2.460 and 2.480 Å) were included, rather than just the

optimised geometry. Similarly, by gradually adding degrees of complexity, includ-

ing sampling at higher temperatures, further perturbations to the lattice parameters

(e.g. to induce shear stresses), a model capable of describing a number of important

characteristics of graphene was obtained.

The final data set was comprised of pristine graphene, containing configura-

tions drawn from molecular dynamics performed at temperatures between 300 and

4000 K and lattice parameters between 2.460 and 2.480 Å(as discussed in detail

in chapter 4). Such a model will be highly accurate within that region of phase

space, but have uncontrolled errors elsewhere - for example, the introduction of

a monovacancy or Stone-Wales defect will produce nonsensical predictions. One

could consider manually constructing each of the important defects by hand (and

indeed in some cases this has been done), but this is laborious and time consum-

ing - furthermore, it does little to improve the transferability of the potential. A

model trained on pristine graphene, and graphene with a single Stone-Wales defect,

might well reproduce the energies and other properties of each of these extrema

correctly, but will provide no useful information on closely related properties not

included in the training dataset; for example the activation barrier to introducing a

Stone-Wales defect, the energy of a Stone-Wales defect in a carbon nanotube, or the

formation energy of a vacancy defect. As the intended scope of a model increases,

the complexity of the configurations which must be included if employing an en-

tirely bottom-up approach increases dramatically, and in practise another approach

is required.

3.1.1.2 The Top-Down Approach and Iterative Training

While the bottom-up approach presented in section 3.1.1.1 is in many ways the most

intuitive approach to database generation, it is not terribly robust; that is to say it

does not lead to the generation of particularly transferable or stable models. The

reason for this is that performing small perturbations on known crystal structures

is a highly inefficient approach to exploring the phase-space of an element (or set
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of elements). For a GAP model to be transferable, it must be trained on a data

set which contains within it as varied a set of environments as possible; the chal-

lenge is in generating environments which are both varied and physically relevant.

One approach which has been shown in the literature to be highly efficient at do-

ing precisely this is the ab initio random structure searching (AIRSS) approach. In

the AIRSS algorithm, one first begins with a randomised (and therefore very high-

energy) initial configuration of atoms. The geometry of this configuration is then

optimised - typically with DFT, in order to identify various minima in the PES. Be-

cause of the highly stochastic nature of this approach, a large number of minima

may be identified in a computationally efficient manner. Often a number of these

minima coincide with the known ground states of a material (indeed a primary ap-

pliation of the method is the identification of unknown ground states), but still more

will correspond to higher energy local minima. Such an approach could employ an

entirely DFT driven structure search, in which case the inclusion of a wide variety

of structures will produce a more transferable model than one produced using the

bottom-up approach, however this is still not optimal. For a GAP (or other ML

model) to be truly robust, it must be provided with information on not just which

structures are stable, i.e. low in energy, but also those which are high in energy.

Examples of such high-energy structures could be as simple as atomic dimers at

short separation, or more complicated such as 5-coordinated carbon atoms; for a

GAP model to predict a reliably high-energy for such configurations, they must be

included in the training data, however they will never be identified in a DFT driven

structure search (they are too unstable!).

The solution is to drive the optimisation using GAP energies and forces, rather

than directly those from DFT [152]. In the initial stages of the development of a

model, many of the minima in the PES which will be found by a RSS employing a

GAP model will be spurious; early GAP models will wrongly predict arrangements

of atoms to be minima in the PES in fact they would be very high in energy if the

energies were computed using DFT. By sampling these configurations and com-

puting the correct energies and forces with DFT, these high-energy structures can
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be included in the training database. Subsequent GAP models will then correctly

predict the energies of these high-energy structures in the future. We note here that

iterative training is often employed using configurations from GAP driven MD tra-

jectories as well as random structure searches, particularly if these MD trajectories

are performed at high enough temperatures for significant bond reorientation to oc-

cur. The concept of iterative training is most naturally described in the context of

the ‘top-down’ approach to database generation, but is a broadly applicable feature

of almost all training data sets for GAP models.

This process of structure searching (either with an RSS-type algorithm or MD)

is iterated multiple times, to slowly accrue a larger database of configurations,

which are highly structurally diverse and represent not just important global min-

ima but various important high-energy structures as well. A model trained on a

data set produced in this way could be reliably expected to perform well even at

high temperatures, without generating unphysical configurations, it might also be

expected to make accurate predictions of the energies of unstable configurations or

local maxima (e.g. reaction barriers). At the same time, since some of the minima

identified in the random structure search will be highly likely coincide with ground

state crystal structures (e.g. diamond, graphite) a reasonable degree of accuracy

could be expected here also, though perhaps less than if configurations sampled

from targeted MD simulations were included. GAP-RSS alone will rarely explore

all of the scientifically important minima, however - point and line defects in other-

wise crystalline materials are not commonly identified, yet they are vital for many

simulation studies and material applications. In situations where these configura-

tions are known to be relevant to the intended application, they must be included

manually as described in section 3.1.1.1. In practise, the optimal approach is often

a hybrid between both of these methods; random structure searching and iterative

training is employed to ensure transferability and stability, while directed simula-

tions and sampling are performed for the particular regions of phase space where

higher model accuracy is a requirement.
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3.1.2 Farthest Point Sampling

Whether the ‘bottom-up’ or ‘top-down’ approach is employed for the generation of

training data, or some combination thereof, it will often be the case that a greater

amount of training data has been generated than can reasonably be used as input

configurations for the training - it is necessary to select a sub-sample of these con-

figurations prior to beginning the fitting process. In the case of GAP-20, we allow

the bulk of our training configurations to be chosen from the total dataset using

a sampling method known as farthest point sampling (FPS) [148, 62]. Since the

cost of not only training, but also evaluating a GAP model scales with the number

of training configurations used, it is highly desirable to make an informed choice

about which configurations to include and exclude from training. Most importantly,

we wish to exclude the use of the many highly correlated configurations which

might be explored during a typical molecular dynamics run used to generate train-

ing configurations. It is important to distinguish the selection process involved in

FPS from the sparsification procedure employed during the fitting itself. The spar-

sification (selection of representative points) discussed in section 2.3.1 operates on

individual atomic environments (in the case of SOAP, this corresponds to individual

descriptors) and occurs during the determination of the weights, i.e. during the fit-

ting procedure. The FPS discussed here is an approach aimed at pre-filtering entire

configurations prior to any training being performed. This means that configura-

tions eliminated from the training data via FPS have no impact on the weights of

the Gaussian process whatsoever. Of course, since the FPS is aimed at eliminating

very highly correlated configurations, it is highly probable that frames which are

eliminated from the training dataset correspond to regions of phase space which are

already represented by other, similar, configurations.

Given a set of n descriptors of type d for a number of frames, Q = {qd,avg
i=1...n},

which are themselves the average of the individual descriptors of the atoms in

a particular frame qd
i , the FPS algorithm selects configurations so that at each

step, the kernel distance between previously selected configurations Qselected =
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{qd,avg
1 . . .qd,avg

m } and the new configuration qd,avg
m+1 is maximised. That is,

qd,avg
m+1 = argmaxqd,avg[D(Qselected,qd,avg)], (3.14)

where D is the kernel distance between the selected descriptors (and associated

frames) Qselected and the candiate descriptor qd,avg. In our case, we use the SOAP

descriptor as a structural fingerprint of a configuration and the dot product between

two SOAP descriptors as our kernel similarity measure [150].

3.1.3 Selection of Model Hyperparameters

An important practical aspect of training a GAP model which is both stable and

transferable enough to perform large-scale molecular dynamics while still achiev-

ing the desired target accuracy is the selection of the model hyperparameters. While

an oft-discussed approach in the broader machine learning literature to the selec-

tion of hyperparameters for Gaussian process regression is their selection via a log-

marginal likelihood optimisation, this is in practice not possible with GAP models

due to the prohibitive cost which would be associated with the process. It is also an

empirical observation that for the specific case of interatomic potential generation,

such approaches to hyperparameter optimisation are not strictly necessary. Gener-

ally, GAP model hyperparameters can be effectively chosen from considerations of

the physical characteristics of the system of interest and the distribution and quality

of the training data available. They key hyperparameters which must be considered

can be separated into two broad categories. There are those associated with the

Gaussian process regression itself and those which are more related to the specific

choice of descriptor, which we will consider individually in detail below. Consid-

ering the first, the key hyperparameters which are inherent in any sparse Gaussian

process regression are the values for σ used to regularise the kernel and the num-

ber of representative points (sparse points). We also include here the values for δ

used to weight each descriptor’s contribution to the total energy. The cutoff radius

is another key hyperparameter which is common to any interatomic potential (ML

or otherwise). In addition to the question of which descriptors to use, a number of
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descriptor-specific hyperparameters are also worthy of consideration. Here we will

focus primarily on those related to the SOAP descriptor, which is used and refer-

enced frequently throughout this work, specifically, these are the basis set expansion

used to represent the neighbour density (lmax and nmax) and the power to which the

SOAP kernel is raised, ζ .

3.1.3.1 Representative Points

The first and most obvious hyperparameter which is intrinsic to any application of

sparse Gaussian process regression is the choice of the number of representative

points used in the fitting process. In principle, the accuracy of a GAP model would

be expected to improve systematically with an inclusion of a greater number of rep-

resentative points. However, as noted, the cost of both model fitting and evaluation

also increases as the number of representative points is increased. In this regard, the

number of representative points may be considered as a convergence parameter; the

optimal selection for the number of representative points will almost always be the

greatest number which is computationally tractable. In all of the work presented in

this thesis, it is this approach which has been used to select the number of represen-

tative points, the largest number which is computationally feasible to train on with

the available computational resources is selected. A point of note is of course the

question of how the representative points should be selected - a GAP model trained

on the same number of representative points selected using different methods would

not be expected to perform equivalently. A discussion of the specific methodologies

used to select each individual representative points is given in section 2.4.0.1.

3.1.3.2 Descriptor Weights

We show in equation 3.5 that the potentials presented in this thesis are constructed

as the sum of energetic contributions from three separate descriptors; a two-body,

three-body and SOAP descriptor. The proportion of the total energy which comes

from each descriptor is tuned by the hyperparameter δ , of which there is one for

each descriptor. Here, again, our choice of the values of these hyperparameters is

physically motivated. It is a common feature of other interatomic potentials and an

empirical observation of many physical systems that much of the interaction energy
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can be captured from simple two-body interactions. Three-body and higher order

n-body interactions typically have a decreasing contribution when expressing the

total energy of a system as a body-order expansion. We use this motivation to select

initial values for δ for the GAP potentials given here, the largest δ is given to the

two-body interaction, reflecting the fact that a large portion of the total energy may

be expressed in terms of this low-dimensional descriptor. The absolute value se-

lected for δ is not terribly important, the key factor is the ratio of the values of δ for

the different descriptors. A common procedure for selecting these hyperparameters

might be to initially set the δ2b to a value of 1.0 and train a GAP model using just

this descriptor. The performance of the model is then evaluated on an independent

test set of configurations, and the error in the energy prediction measured. One then

sets the δ for the next highest-order term to be equal to the square of the energy

error and a new model is trained using just the first term (typically this will corre-

spond to a 2b + 3b potential). This process is repeated to determine an initial value

of δMB for the SOAP (or other higher order) descriptor.

While this process is useful for determining approximate initial values for δ ,

further modification is sometimes necessary. For example, if a GAP model fre-

quently produces spurious results in the form of unphysical minima, a suitable so-

lution might be to reduce the weight of the SOAP descriptor, to place a greater

significance on the lower-dimensional descriptors. This is usually successful due

to the fact that spurious minima often occur for regions of phase space not suitably

sampled in a given descriptor space, resulting in large fluctuations in the predicted

energy. Lower-dimensional descriptors are populated much more effectively with

fewer data and are thus less likely to have such ‘holes’ in their training. Conversely,

if an important physical observable is inaccurately predicted by a GAP model and

additional training data does not improve the quality of the prediction, it may be

advisable to increase the δ for the higher-dimensional descriptors. An example of

this might be surface reconstructions or defect formation energies; the properties of

specialised configurations such as these will not be accurately reproduced without

a sufficiently flexible (high-dimensional or non-linear) model.
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3.1.3.3 Kernel Regularisation

The regularisation of the kernel is another key hyperparameter (or set of hyper-

parameters) which must be chosen. Recall that regularity broadly refers to the

smoothness of the potential, a more regular model will result in the energies and

forces being smoother functions of the descriptor space. One of the key points in

approaching the regularisation of GAP models is by taking the view introduced

in section 2.3.2 of the regulariser as being proportional to the noise present in the

dataset. Broadly speaking, a larger regulariser would correspond to a larger as-

sumed variance present in the input data. Although in principle, a single value of

σ may be used to regularise the kernel in equations 2.37 and 2.32, it is in prac-

tise valuable to specialise these values to account for the type and source of the data

considered; recall that each individual derivative observation and atomic energy can

have associated with it a separate value for σ .

In identifying potential sources of noise in the training data and fit, it is first

worth noting that the computed values for the total energies and forces from the

DFT calculations themselves will have errors associated with them. Ignoring for

the time being any other potential sources of error related to interatomic potentials

themselves (e.g. locality) we can consider the potential sources of noise present in

the DFT data itself. As a variational method, the energy computed from a given DFT

calculation will be converged to within a particular energy threshold. This threshold

(the DFT convergence criterion) represents a lower bound on the accuracy which is

potentially achievable by a GAP model trained on that data, typically 10−4−10−6

eV. Furthermore, since the forces are computed from the local derivative of this

energy, they can be expected to have a larger error than the energy itself, it would

thus be reasonable to attribute to this a larger value for σ . Similarly, the virial

coefficients are given as derivatives of the total energy with respect to a particular

lattice distortion and will thus also have a different associated error. A practical

example of this is used in chapter 4, where different values for σ are chosen for

the energies, forces and virial coefficients respectively (a similar technique is also

employed in chapter 5). Although in practise the selection process required some



3.1. Kernel Functions and Representation of Chemical Environments 72

trial and error, eventually values of σE = 0.001 eV, σF = 0.01 eV and σV = 0.05

eV were chosen for the energy, force and virial stresses regularisation respectively.

However this is not the only source of noise in the training data which must

be taken into consideration. A further important factor is that not all configurations

present in a training data set are necessarily from comparable physical conditions

(in fact it is frequently the case that they are not). Consider, for example, the case of

a potential such as GAP-20, which is trained on (amongst other things) crystalline

graphene and high-temperature liquid carbon. Both the requirements of the accu-

racy of the potential and the reasonable accuracy which could be expected from a

GAP model for each of these regions of phase space will be very different. The

desired accuracy for crystalline regions of phase space is much higher than those of

the high-temperature liquid or amorphous phases. For example, in order to reliably

reproduce the phonon dispersion curves of graphene, a candidate model might be

expected to have errors in the forces on the order of 10 meV Å−2. Such a degree

of accuracy is neither necessary nor feasible to obtain for a high-temperature liq-

uid phase, where the fluctuations in the energies and forces measured are orders

of magnitude greater than those necessary for modelling low-temperature crystal

structures. Furthermore, in systems with a greater conformational variety, such as

liquids, the magnitude of the errors resulting from the finite cutoff of the interatomic

potential will also become greater (an excellent in-depth analysis of this locality ef-

fect for carbon is given in Ref. [106]). This physical difference in the sources of

training data can be reflected in the regularisation of those data points during fit-

ting. For example, in the work presented in chapter 5, rather than the value of σE =

0.001 eV used for the crystalline phases, a value of σE = 0.05 eV was selected for

liquid carbon. Similar groupings of configurations and their associated regularisers

are given in table B.2. This selection of regularisation parameters allows the GAP

model to be regular and transferable in regions where high accuracy is unnecessary,

while maintaining a high degree of accuracy for those regions of phase space where

it is required.

In general, an approximate approach to selecting values of σ for a well defined
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crystal structure would be to say that the target accuracy for σE should be roughly

equal to the square of the values selected for σF and σV - reflecting the fact that the

error in the energy scales as the square of the atomic displacement, while the error

in the force scales linearly with atomic displacement. For well-converged DFT cal-

culations with a plane-wave code, it is an empirical observation that values for σF of

approximately 0.01 eV Å−2 are reasonable, with associated values for σE of 0.001

eV. When considering to amorphous and liquid structures, it is usually advisable

(again, from empirical observation) to increase these values by roughly one order

of magnitude to 0.01 eV and 0.1 eV Å−2 for the energies and forces respectively;

this approximately accounts for both the lower requirements for accuracy and the

additional sources of error introduced.

3.1.3.4 Descriptor Cutoff Radius

The radial cutoff distance is a parameter which is common to almost all interatomic

potentials, ML based or otherwise. It is no surprise, then, that it is also one of the

most important hyperparameters to consider in parameterising the descriptors for a

GAP model. The GAP methodology describes the total energy as a sum over a num-

ber of local contributions, whether these are represented as bond distances, angles

or SOAP vectors, the radial cutoff determines what is considered in these local sums

and therefore which interactions contribute to the total energy. By construction, the

magnitude of the interaction between atoms outside of the cutoff radius will be 0.

That locality is imposed on such a fundamental level in a GAP model has implica-

tions for the sorts of physical interactions which can be expected to be modelled.

A key point of note is that long-ranged interactions, particularly charge-charge in-

teractions and van der Waals dispersion interactions cannot easily be modelled for

atoms at large separation within the base GAP framework.

As with the hyperparameters discussed previously, the selection of the cutoff

radius must take into account the physical length scales relevant for the properties

of interest of the system, rather than utilising the cross-validation or Bayesian op-

timisation protocols found elsewhere. While this may at first seem trivial, it has

implications for the construction of GAP potentials which are at first unintuitive
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from a purely machine learning perspective. In particular in the case of carbon, as

is discussed in section 5.3, to correctly capture important physical effects, a value

for the the cutoff radius is chosen which is sub-optimal from a purely energetic

point of view - but which is absolutely necessary for capturing the fundamental

structure of graphite. This is discussed in more detail in the relevant section of the

thesis (section 5.3) but can be summarised as follows. In figure 5.3 the minimum

force error on a validation set of structures is obtained for a SOAP descriptor cutoff

radius of 2.9 Å. This distance is significantly smaller than the distance between in-

dividual layers in bulk graphite. To select a cutoff radius of 2.9 Åwould mean that

by construction, graphitic layers would be non-interacting in the bulk crystal; the

implication being that graphite would be unstable with respect to its dissociation

into individual graphene layers. Clearly, although in absolute terms of energy this

error is small (the interaction strength between graphitic layers is very weak, on the

order of 50 meV/atom), the implications for simulations employing a GAP model

trained in this way would be significant.

It might initially be tempting to try and solve both the problems of long-ranged

interactions by increasing the cutoff radius of the descriptors to very large values.

This is problematic for two reasons, both of which are exemplified in figure 5.3.

Firstly, note that the force error of the GAP model shown here does not decrease

monotonically with increasing descriptor cutoff, despite the inclusion of a greater

number of neighbour atoms. Instead, as mentioned, a minimum at 2.9 Åis observed,

with a gradual increase in the force error seen for greater cutoffs. This error arises

from the fact that the volume of the descriptor space of a SOAP descriptor (and in-

deed any descriptor) increases significantly as the cutoff is increased. This greater

descriptor volume requires a greater number of data points to populate it completely

(i.e. a greater number of training configurations and representative points) which

may not always be computationally feasible. There is also the fact that the cost

of the GAP model increases significantly as the radius of the SOAP descriptor in-

creases; a doubling of the SOAP descriptor cutoff roughly corresponds to a dou-

bling of the cost of model evaluation. These factors combined play a key role in the
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choice of descriptor cutoff employed in both chapters 4 and 5 and are significant

motivators for the decision to employ a semi-analytical long-range term to account

for vdW interactions in chapter 5

3.1.3.5 SOAP-Specific Hyperparameters

Although three types of descriptors, two-body, three-body and SOAP, feature heav-

ily in the work presented in this thesis, only the SOAP among these has additional

hyperparameters (beyond the cutoff radius) which are worthy of discussion. In the

construction of the SOAP descriptor, the neighbour density is expanded in a basis

set of spherical coordinates (equation 3.10). This basis set is truncated for some

value nmax for the radial and lmax for the angular component. As this basis set is

made more complete, both the accuracy and cost of the potential increase; a choice

of larger lmax and nmax produces a larger descriptor vector and a more accurate GAP

model. Panel C in figure 5.3 shows the behaviour of both the cost and accuracy of

a potential trained on a moderately sized carbon database as both lmax and nmax are

increased. A key point of note is that, although a choice of lmax = nmax has fre-

quently been used in the literature, this is not in fact that optimal choice (at least for

carbon). Rather, it is beneficial to have a larger radial component of the radial basis

set expansion with a smaller angular component (nmax > lmax). This asymmetry has

a potentially very significant impact on the performance of a model (as can be seen

in panel C of fig 5.3, and should be considered when selecting the hyperparameters

of the SOAP descriptor.

Another hyperparameter worthy of brief discussion is the power to which the

dot product of two SOAP vectors is raised when computing the kernel function, ζ

(equation 3.13). A value of ζ = 1 corresponds to a linear kernel, which results in a

model which can be written as a sum over triplets of atoms (a three-body model).

The reasoning behind this is complex and is discussed in more detail elsewhere

[153]. Raising the the SOAP dot product kernel to a power of 2 (ζ = 2) results in a

dependence on four neighbours (five including the central atom). As ζ is increased

further, the body-order of the interactions considered by the SOAP descriptor is

given by 2ζ +1. Although there is no additional cost associated with increasing the
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value of ζ used, to date, no systematic study has been performed examining how

GAP model performance varies for different values. As an empirical observation,

most successful models have employed values of either ζ = 2 or ζ = 4, particularly

in the case of the carbon potentials discussed in chapters 4 and 5, a value of ζ = 4

is chosen.

3.1.4 Testing and Validation

In practise, a significant portion of the time and effort which must be devoted to

the construction of a GAP potential is spent on testing and validating the model.

In fact, the bulk of the results chapters of this thesis (chapters 4 and 5) is devoted

to precisely this process. As such, to avoid redundancy we will not provide here a

detailed discussion of precisely what properties should be computed to validate a

GAP model, but rather give a general overview of the important points to consider

which may be lacking elsewhere.

When attempting to validate a model, one should aim to test on as widely var-

ied a set of properties as is possible (within the intended scope of application of the

potential). Typically, this process should go beyond the obvious step of validating

that a GAP potential is able to correctly predict the forces on an independent test

set of configurations, which is a necessary but not sufficient test of a potential. A

suitable strategy often involved first identifying material properties which will be

relevant to the intended application of the model. For example, if surface interac-

tions or interfaces are to be studied, then a suitable model might be expected to

reproduce the surface energies of the low Miller-index faces of the crystal struc-

tures, along with any reconstructions associated with them. Other suitable physical

properties to compute might be geometrical properties of any species adsorbed on

the surface. For example, the distribution of the density or angular orientation of

the species as a function of the distance from the surface. Care must always be paid

to ensure that suitable reference values for the computed properties can be found -

in the case of dynamical and structural properties of liquids or amorphous systems,

this can often involve performing AIMD simulations to produce reference values,

which can be prohibitively expensive. Further consideration must be paid to the fact
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that the quality of the fit to a particular reference electronic structure method is not

necessarily the end-goal of a particular model, rather it is the ability of the model to

predict experimental quantities is desired. It may be tempting to consider the ref-

erence electronic structure method to be the ‘ground truth’ against which accuracy

should be measured, but in practise there may often be a discrepancy between the

physical quantities computed using electronic structure theory calculations and ex-

periment. As such, even an idealised ‘perfect’ GAP model, which achieves a perfect

fit to the reference data, would still have an error when compared to experimentally

derived quantities. It is often, therefore, desirable to instead validate a potential

against experimental quantities where applicable, as is done in chapter 4 of this

thesis. A particular example of this is the case of the phonon dispersion curves, for

which a comparison to experimentally determined x-ray diffraction data is given. In

this case, the larger portion of the error is associated with the discrepancy between

DFT and experiment, rather than the quality of the GAP fit to the reference data.

Such an approach necessitates that the system of interest has been suitably stud-

ied by experimental groups, however, which does somewhat limit the approach of

GAP model validation using experimentally available quantities to systems which

are already well-known and studied. Graphene is one example of a system where

this works well, but it is often the case that an interested user will wish to develop

a GAP model because a material is new, interesting and therefore poorly studied

experimentally.

From a practical perspective, during the development of a GAP potential, it

will often be necessary to evaluate the performance of numerous candidate models

repeatedly. In some cases this may have to be performed many hundreds of times, in

which case a manual approach would be at best a highly tedious process. A frame-

work has been developed by other members of the community, which is available

at https://github.com/libAtoms/testing-framework to aid with this process.

The testing framework provides a convenient way to evaluate many GAP model, or

indeed any model callable from the Atomic Simulation Environment (ASE) in an

automated process. It also facilitates the development of ‘tests’ as modular scripts

https://github.com/libAtoms/testing-framework
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which can be executed independently from one another. A set of basic tools, which

employ functionality from ASE, are already present for performing common com-

putational tasks such as geometry optimisations, phonon calculations and the com-

putation of elastic properties. There numerous additional examples for materials

such as phosophorous, silicon and boron present, from which inspiration may be

drawn. The framework in written in Python and therefore has all of the flexibility

and integration with other available libraries and packages which one might require.

3.1.5 Using the GAP Code for Training and Evaluation

Aside from the more formal, general or methodological points discussed above, we

take here a moment to discuss in practical terms the GAP code which is used for

training and fitting. The code used for model training and evaluation in this thesis is

available as a software package written in FORTRAN, called the Gaussian approx-

imation potential (GAP) code, which is available online under a non-commercial

license at the following link: http://www.libatoms.org/gap/gap download.

html GAP itself is not a standalone piece of software but a plugin, in order to

use it, it must be compiled together with the open source software package named

QUantum mechanics for Interatomic Potentials (QUIP). QUIP is a collection of

tools written in FORTRAN, aimed at performing molecular dynamics simulations

and serves as a useful interface between codes used to compute energies and forces

(e.g. GAP, DFTB) and the end user. Similarly, QUIP is freely available for down-

load: https://github.com/libAtoms/QUIP. The functions comprising QUIP

(and hence a GAP potential) may be called in Python (through quippy), FOR-

TRAN or compiled as a library to act as an interface with other common simulation

packages, for example the Large-scale Atomic/Molecular Massively Parallel Sim-

ulator (LAMMPS) code [154]. This is particularly useful as it allows simulations

employing GAP potentials to make use of the mature, well-developed and highly

maintained environment of simulation techniques available within LAMMPS. As

before, LAMMPS is freely available to donwload at the following link, https:

//www.lammps.org/download.html. Detailed instructions on how to compile

GAP and QUIP together will not be provided here, as that is out of the scope of

http://www.libatoms.org/gap/gap_download.html
http://www.libatoms.org/gap/gap_download.html
https://github.com/libAtoms/QUIP
https://www.lammps.org/download.html
https://www.lammps.org/download.html
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this thesis and may become outdated, up-to-date set of instructions can be found

online, however: https://libatoms.github.io/GAP/installation.html.

https://libatoms.github.io/GAP/installation.html


Chapter 4

A Machine Learning Potential for

Graphene

In this chapter we use the GAP methododology [60] to generate an accurate ML

interatomic potential for graphene, with the aim of examining the limit of the at-

tainable accuracy of the GAP methodology for a single carbon phase. A sec-

ondary aim is to establish how this accuracy compares with those of empirically

constructed many-body potentials. We evaluate the quality of the prediction of

atomic forces of our GAP model and a number of empirical potentials versus a ref-

erence DFT method. We also compare predictions of the finite temperature phonon

spectra of graphene with experimental results, where we find excellent agreement.

We further compare the predictions of our GAP potential to those from ab initio

molecular dynamics (AIMD) simulations of the thermal expansion of graphene - a

property which has historically been very challenging for interatomic potentials to

predict[155, 30, 156, 157]. We show thereby that for the case of graphene, machine

learning potentials have the capability to act as a substitute for direct ab initio cal-

culation, at a much reduced cost and only marginally compromised accuracy. This

capability will be particularly valuable in instances where accurate descriptions of

dynamics are mandated, such as the description of the diffusion of small molecules

on the graphene surface [34] and the treatment of nuclear quantum effects via path

integral molecular dynamics [38, 39].

The remainder of this chapter will be structured as follows; in section 5.3 we
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provide an outline of how the GAP model is constructed, section 4.1 outlines how

the ab initio configurations and training data were generated. Sections 4.2 to 4.4 are

concerned with the evaluation and benchmarking of the potential, considering first

the force accuracy, followed by the phonon spectra and thermally induced Raman

band dispersion, lattice parameters and thermal expansion. We give our conclusions

in section 4.5.

4.1 Generation of Training Data

Our training data are generated from tightly converged plane-wave DFT calcula-

tions performed on configurations sampled from various molecular dynamics tra-

jectories. While the atomic configurations herein are generated using a variety of

methods (MD with existing potentials and various iterations of our GAP model) the

values for atomic forces, virial stresses and energies which comprise the training

dataset have all been calculated using precisely the same level of DFT. For these

calculations, we use the VASP plane-wave DFT code [158, 159, 143], with the

optB88-vdW dispersion inclusive functional [160, 141] with a projector augmented

wave potential [161], a plane wave basis cutoff of 650 eV and Gaussian smearing

of 0.05 eV [162, 140]. We use a dense reciprocal space Monkhorst-Pack grid [163]

with a maximum spacing of 0.012 Å−1. In order to ensure a low degree of noise on

the calculated forces, the energy convergence criterion for the SCF iterations was

set to 10−8 eV. We choose the optB88-vdW functional as it has already been shown

to provide an excellent description of graphitic carbon [142]. We further evaluate

the sensitivity of our predictions to this choice, by comparing against other common

exchange-correlation functionals, which is discussed briefly in section 4.2 and the

details of which are given in the Appendix B. We have generated our training data

so as to have a dense sampling of a specific region of phase space, with the aim of

exploring the optimum accuracy possible for a particular allotrope, this approach

is distinct from that used in the generation of the previously published amorphous

carbon potential wherein the training set was chosen to maximise the transferability

of the potential [106].
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The first set of training data was generated from three MD simulations of

a free-standing graphene sheet comprised of 200 atoms with lattice parameter

a = 2.465 Å. Simulations were performed in the NVT ensemble at temperatures

of 1000, 2000 and 3000 K. Trajectories were generated using the LAMMPS [154]

open source molecular dynamics program, interactions were modelled using the

LCBOP many-body potential for carbon and a Nosé-Hoover thermostat was used to

maintain a constant temperature over the simulation. A total of 100 configurations

were sampled from each of the three 2 ns trajectories at 20 ps intervals, the total en-

ergies and forces of these atomic configurations were then calculated using VASP

as outlined above.

An initial GAP model was generated using the ab initio quantities computed

on the 300 configurations. A further set of molecular dynamics trajectories were

generated as above, but with interactions now computed using the preliminary GAP

model. Simulations were performed between 300 and 3000 K at a fixed lattice

parameter of a = 2.465 Å, a sample of ab initio energies, forces and virial stresses

from these configurations was added to the training set to produce a second GAP

model. A number of iterations of improvement were performed using this approach,

the final dataset was comprised of 1083 configurations of 200 atoms at temperatures

between 300 and 4000 K and lattice parameters between 2.460 and 2.480 Å.

A random sample of 5% of these configurations was withheld as a validation

set to benchmark the quality of the GAP fitting procedure. The parameters used

for the fitting of the GAP model are shown in Table. 4.1. Additionally, we choose

the expected error (analogous to the target closeness of the fit of the GAP model

to the training data) in energies to be σE = 10−3 eV, for forces we choose σf =

5× 10−4 eV, and for virial stresses σv = 5× 10−3. For full reproducibility, we

provide here the complete training command line provided to the gap fit program

used for fitting the graphene GAP model discussed here:

at_file=Graphene_GAP_v2.2.1.xyz gap={distance_2b cutoff=4.2

n_sparse=50 covariance_type=ard_se delta=10.0 theta_uniform=1.0

sparse_method=uniform : angle_3b cutoff=4.2 n_sparse=200
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2b 3b SOAP
δ (eV) 10 3.7 0.07
rcut(Å) 4.0 4.0 4.0
wcut(Å) 1.0 1.0 1.0

Sparse Method uniform uniform CUR
Nt 50 200 650

Table 4.1: Additional parameters used for the training of the GAP model. δ indicates the
relative weighting of the different descriptors, rcut indicates the cutoff width
of the descriptor and wcut indicates the characteristic width over which the de-
scriptor magnitude goes to 0. 2b, 3b and MB indicate the two body, three
body and many body descriptors used in the construction of the potential. Nt

indicates the number of sparse points chosen for each descriptor during train-
ing, while the sparse method denotes the method by which sparse points were
chosen. More information can be found in the GAP code documentation at
[http://www.libatoms.org].

covariance_type=ard_se delta=3.663 theta_uniform=1.0 :

soap l_max=8 n_max=8 atom_sigma=0.4 zeta=2 cutoff=4.2

cutoff_transition_width=1.0 n_sparse=650 delta=0.1

covariance_type=dot_product sparse_method=cur_points add_species=F}

default_sigma={0.005 0.0005 0.005 0} sparse_jitter=1.0e-12

hessian_parameter_name=dummy virial_parameter_name=virial

energy_parameter_name=energy force_parameter_name=force

gp_file=Graphene_GAP_v2.2.2.xml

4.2 Force Prediction
The first natural metric for the quality of a potential - in particular one of a machine

learning origin - is the quality of the forces it predicts relative to an appropriate ref-

erence. We choose a random sample of 1.5× 104 atomistic reference points from

our data and compare the forces as predicted by our model to those from DFT.

Additionally, we compare the forces predicted by a number of other popular meth-

ods for atomistic modelling; DFT with common exchange correlation functionals,

density functional tight binding (DFTB), a number of empirical many body poten-

tials; Tersoff, REBO, AIREBO, AIREBO-Morse and LCBOP, a ReaxFF potential

parameterized for condensed carbon and the recently published GAP model for the



4.2. Force Prediction 84

Potential Force Error
(In-plane)
[eV Å−1]

Force Error
(Out-of-plane)
[eV Å−1]

Lattice parameter
(0 K) [Å]

Time
(Relative)

Graphene GAP 0.028 0.019 2.467 (+0.003) 340
Amorphous GAP 0.270 0.258 2.430 (-0.03) 380
Tersoff 3.122 0.542 2.530 (+0.08) 1
REBO 0.722 0.187 2.460 (-0.004) 1.2
AIREBO 0.548 0.414 2.419 (-0.05) 1.9
AIREBO-Morse 0.720 0.568 2.459 (-0.005) 2.9
LCBOP 0.595 0.306 2.459 (-0.005) 2.3
ReaxFF 1.226 0.311 2.462 (-0.002) 23
DFTB 0.693 0.162 2.470 (+0.006) 950
DFT (optB88-
vdW)

2.464 2 ×107 (AIMD)

Exp.[142]
Graphite, 300 K

2.462

Table 4.2: Root mean squared force errors, lattice parameters predicted and relative costs
of empirical many-body and GAP models. The details for other common DFT
functionals tested are available in the SM.

amorphous phase, all of which have been used in their originally published forms

[51, 40, 41, 42, 45, 47, 43, 106]. Force errors for the graphene GAP, LCBOP, Tersoff

and DFTB methods are shown in Fig. 4.1, where we have separated the data into

forces in the ‘in-plane’ directions and those in the ‘out-of-plane’ direction. Root

mean squared errors (RMSE) are given for all methods in Table 4.2, plots of force

correlations and errors for all methods can be found in the SM. We calculate the

cost of each of the methods over 104 identical MD steps for 200 atoms, which we

normalise for the number of cores on which the simulation was run.

Fig. 4.1 shows that the predictions of the graphene GAP model align very

closely with those of the reference DFT method. Forces are obtained with an RMSE

of 0.028 eV Å−1 in the in-plane direction, and 0.019 eV Å−1 in the out of plane di-

rection. The errors obtained from the DFTB and LCBOP methods are much larger,

RMS errors in forces are 0.69 and 0.55 eV Å−1 respectively and maximum errors of

2 eV Å−1 are observed in the worst cases. Errors are largest for the Tersoff poten-

tial, for which the RMSE is measured as 3.1 eV Å−1 with a maximum in excess of

11 eV Å−1. Despite the AIREBO-Morse potential being a more recent iteration of



4.2. Force Prediction 85

Figure 4.1: Force correlations (left) and associated force errors (right) on an indepen-
dent reference dataset of configurations for the graphene GAP model, DFTB,
LCBOP and Tersoff potentials as compared to the reference DFT method, the
plots for all methods considered can be found in Appendix A. Black points indi-
cate forces perpendicular to the plane of the graphene sheet (out-of-plane) while
red points indicate forces oriented in the plane. The inset in the graphene GAP
plot has a different scale on the y-axis to show more clearly the distribution of
force errors, which are smallest for large forces with a Gaussian distribution.
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the AIREBO potential (including a Morse potential to model bonding interactions)

we find that the modifications are actually a detriment to the quality of the predicted

forces, despite the increased cost (Table 4.2).

It is important to briefly consider how these conclusions may be affected by the

choice of reference method; there are many instances in the literature of disagree-

ment between various exchange correlation functionals and it is important to eval-

uate the importance of this in the context of graphene, the details of which we give

in Appendix B. We find that there is a minimal dependence of the measured forces

on the choice of exchange correlation functional for this system, on average 0.026

eV Å−1 in the in-plane and 0.018 eV Å−1 in the out of plane direction - indicating

that the relative ranking of the benchmarked methods would be the same irrespec-

tive of the chosen reference method. Furthermore, the expected performance of the

graphene GAP model would also be insensitive to this choice. This is supported by

the similarity in the phonon spectra calculated with each of the functionals, which

are also available in Appendix B.

4.3 Lattice Parameters and In-Plane Thermal Ex-

pansion
The lattice parameter is a fundamental property for any atomistic model of a mate-

rial to predict. Many intrinsic properties of materials such as graphene are affected

by the lattice constant, while the degree and type interaction between two distinct

materials can vary dramatically based on the degree of lattice matching between

their two structures [164]. In addition to the ground state lattice parameter, the ther-

mal expansion of graphene is also of interest as it provides insight into the relative

strengths of the in-plane and out of plane forces, the anharmonicity of the bonding

interactions and the coupling between harmonic and anharmonic vibrational modes.

The nature of the thermal expansion of graphene is, however, a topic wherein

many conflicting computational reports may be found [155, 30, 156, 157]. The

experimental coefficient of thermal expansion of freestanding graphene is generally

accepted to be negative at moderate temperatures - low lying bending phonon modes
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cause graphene to ‘crumple’ and thus shrink in the in-plane direction [155, 30].

Graphene has been found from Raman spectroscopy and micromechanical measure-

ments to have a negative in-plane coefficent of thermal expansion at temperatures

between 30 and 500 K [156, 157]. However, graphene must typically be investigated

experimentally while adsorbed on a substrate material, the strain induced from this

significantly affects both its 0 K lattice parameter and the thermal expansion of

the material, leaving the study of freestanding graphene as a particularly attractive

topic for theoreticians [29, 165]. Ab initio investigations broadly agree in their pre-

diction that the CTE of graphene is negative over a moderate temperature range

- but differ in their predictions at higher temperatures. Results from DFPT show

non-monotonic behavior, a negative and in-plane coefficient of thermal expansion

up to 2000 K, with a minimum at 300 K [166]. Green’s function lattice dynamics

calculations have found the sign of the CTE to change from negative to positive at

temperatures above 500 K and AIMD simulations have found the CTE to be weakly

negative over a large temperature range [167, 29]. Results from studies employing

empirical potentials vary more substantially, the REBO potential predicts a positive

CTE over a wide temperature range, the Stillinger-Weber and LBOP potentials pre-

dict the CTE to be entirely negative and the LCBOP and LCBOPII [46] potentials

predict a change in the sign of the CTE around 500 K [27, 30].

We now compare to lattice parameters over a range of temperatures as pre-

dicted by ab initio molecular dynamics simulations of graphene sheets using the

method established in Ref. [29]. In-plane lattice parameters were averaged over

AIMD simulations on freestanding graphene sheets containing 200 atoms between

60 and 2500 K. Calculations were performed at the gamma point, using the optB88-

vdW functional and a projector augmented wave potential with a plane wave cutoff

of 400 eV, in the NPT ensemble as implemented in VASP, with the constant pres-

sure algorithm applied only in the lateral directions (in-plane) [29, 27, 168]. Three

independent simulations at each temperature were conducted and statistics were

collected for between 40 and 95 ps depending on the temperature until the lattice

parameter was converged to within 10−4Å. We note that this approach neglects the
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effect of the zero-point vibrational energy (ZPE) on the calculated lattice parameter

and thermal expansion. The inclusion of this has previously been found to increase

the ground state lattice parameter of graphene by 0.3% [166]. The effect of ZPE

could be included via path-integral type methods, but we consider this unnecessary

for the benchmarking purposes of the current study.

Lattice parameters for the empirical and GAP potentials were determined sim-

ilarly. We performed NPT simulations using the Nosé-Hoover thermostat on free-

standing graphene sheets containing 200 atoms. Simulations were equilibrated for

5 ns and statistics collected on three replica simulations over a further 5 ns for each

potential, in each case the time averaged lattice parameters were converged to within

10−4Å. The coefficient of thermal expansion of graphene is calculated as,

CTE =
1

AT

∂AT

∂T
. (4.1)

Here, A denotes the area of the graphene sheet and T the temperature in Kelvin. To

calculate the CTE we interpolate between calculated data points by fitting splines to

the data - we take the derivatives of the fitted splines to evaluate equation 4.1. The

optimized lattice parameters at 0 K for graphene for all methods are also given in

Table 4.2 for comparison.

The calculated lattice parameters from ground state optimization are given in

Table 4.2. The majority of the empirical potentials considered accurately predict

the 0 K lattice parameter (with errors typically less than 0.2%), which is found from

DFT to be 2.464 Å. The exceptions to this are the Tersoff, AIREBO and Amorphous

GAP potentials. The Tersoff potential is found to overestimate the lattice parameter

of graphene by 3.2%, while the AIREBO and amorphous carbon potentials underes-

timate by 2.0% and 1.2% respectively. DFTB would generally be expected to repre-

sent an improvement over empirical potentials, however in this instance predicts the

lattice parameter of graphene with an error of +0.3%, representing an improvement

over only the three worst empirical potentials. The Graphene GAP and ReaxFF

potentials are both in excellent agreement with our ab inito results with errors of

0.1%.
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Figure 4.2: A) Thermal dependence of the lattice parameter of graphene between 60 and
2500 K, for a range of potentials as compared to the reference value calculated
from ab initio molecular dynamics calculations. B) Thermal dependence of
lattice parameter, a, normalized according to the predicted value at 60 K, em-
phasising the relative behavior of the different methods - a range of predictions
is observed, from monotonically increasing or decreasing lattice parameters
to more complex non-monotonic behavior in the case of GAP, LCBOP and
AIMD calculations. C) Computed thermal expansion coefficients for graphene
as a function of temperature calculated using equation 4.1, for DFT and various
potentials.
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Most of the potentials considered predict a much larger dependence of the in-

plane lattice parameter on the temperature than is calculated from AIMD, which

predicts an overall maximum change in value of 0.1% as can be seen from Figure

4.2B. Our first principles calculations predict a contraction of the graphene sheet

up to approximately 1750 K, above which we observe expansion in the in-plane

direction. Our graphene GAP model is in excellent agreement with the predictions

of the first principles calculations both in terms of the absolute and relative lattice

parameters. The relative predictions of the Tersoff potential are also found to be

in good agreement with ab initio results at low temperatures, despite the significant

overestimation of the absolute lattice parameter. The AIREBO and AIREBO-Morse

potentials significantly overestimate the in-plane expansion of graphene at moder-

ate temperatures, while the REBO potential predicts an in-plane lattice parameter

which increases over the entire observed temperature range. The predictions of the

LCBOP potential are in line with those of previous studies, it predicts a strongly

negative thermal expansion with a minimum close to 1000 K [30]. The ReaxFF

potential considered here is observed to predict a very strong, negative thermal ex-

pansion coefficient and predicts the fragmentation of the graphene sheet at tem-

peratures above 1500 K, well below the experimentally determined melting point.

Between temperatures of 60 and 1500 K, ReaxFF predicts a strong contraction of

the in-plane lattice parameter as a result of large out-of-plane displacements. Figure

4.2C shows the values for the CTE of graphene as calculated with each of the po-

tentials and with ab initio calculations. The LCBOP, AIREBO and AIREBO-Morse

potentials predict CTEs which are strongly temperature dependent, switching from

negative to positive at temperatures between 500 and 1000 K. The REBO potential

similarly predicts a strong temperature dependence, however in this case the CTE is

predicted to be positive over the entire measured range. In contrast, the GAP, Ter-

soff and AIMD simulations predict a much weaker temperature dependence of the

CTE, with a change in sign close to 1000 K. The Tersoff potential predicts a con-

tinued increase of the in-plane CTE throughout the measured temperature range,

while the GAP and AIMD calculations predict a slowdown in the increase and a
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plateau above 1500 K. Overall it is clear that, the lattice expansion of graphene rep-

resents a challenging property to evaluate with molecular dynamics, the GAP model

introduced here quantitatively reproduces the results of the reference calculations.

4.4 Prediction of Phonon Spectra

A correct description of the lattice dynamics of a material is a fundamental re-

quirement for any atomistic model. This experimentally measurable property of a

material is obtained computationally directly from the derivative of the forces act-

ing upon the atoms. There is thus a natural and close link between the quality of the

phonon spectrum and the quality of the predicted forces with respect to experiment.

This makes the prediction of the phonon spectrum an excellent independent met-

ric of the overall quality of a potential. Furthermore, a number of thermodynamic

properties of materials, for example the heat capacity, may be obtained directly

from dispersion relations via calculation of the free energy. We note here that two

definitions of dispersion are used in this text, when referring to dispersion in the

context of phonon dispersion curves, we refer to the rate of change of the energies

of the various modes as a function of reciprocal space, rather than the effect of van

der Waals interactions.

We use two methods to calculate the phonon spectrum of graphene. To cal-

culate the 0 K phonon spectrum, we use the finite displacement method as imple-

mented in PHON [169]. In order to predict the anharmonic phonon spectrum at fi-

nite temperature, we evaluate the elastic constants and thus the phonon spectrum di-

rectly from the forces and displacements sampled from MD trajectories [170, 171].

This is performed using the ”fix phonon” method implemented by Kong Et. Al,.

in LAMMPS. Rather than making finite displacements, displacements are observed

naturally over the course of a molecular dynamics simulation. The positions of the

atoms are Fourier transformed at regular intervals during the simulation and aver-

ages of the atomic positions and associated forces are performed, from this, the

dynamical matrix is also computed at regular intervals before finally being aver-

aged at the end of the simulation. Full technical details on the method are given
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in references [170] and [171]. As our reference, we compare our results to those

determined from the fifth nearest neighbor force constant fit to data measured exper-

imentally using x-ray diffraction (XRD) on graphite [12, 14]. The phonon spectrum

of graphene is comprised of six branches; ZA, TA, LA, ZO, TO and LO. At the

Γ point, the LO and TO phonon branches take on the symmetry label E2g, the ZO

branch is labelled B2g and the lowest energy LA, TA and ZA branches together as

A2u and E1u. 1
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Figure 4.3: Comparison of model predictions using the finite displacement method [169] to
phonon dispersion from XRD [170, 171]. Black lines represent the calculated
phonon spectrum, red is the reference XRD. The GAP model accurately repro-
duces the experimentally determined phonon spectrum over all of the high sym-
metry directions considered. Labels for branches are shown on the Graphene
GAP plot (left) along with symmetry labels at the Γ point (right). Note that the
highest energy LO branch is not shown for the Tersoff potential in this figure -
this branch crosses the Γ point at approximately 350 meV.

Figure 4.3 shows the phonon spectra predicted using each of the potentials

compared to the reference XRD data. The graphene GAP model achieves excellent

agreement with experiment; it correctly predicts the phonon frequencies at almost

all of the high symmetry points with sub-meV accuracy. The dispersion behavior of
1The label ‘Z’ denotes an out-of-plane vibration, ‘L’ a longitudinal, in-plane vibration and ‘T’ a

transverse shear mode. Each of these modes may be either acoustic or optical in nature, indicating the
phase of the displacements of adjacent nuclei relative to one another. Acoustic phonons represent
in-phase vibrational modes, while an optical phonon represents an out-of-phase normal mode of
vibration, wherein any two atoms are seen to move against each other.
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Figure 4.4: Absolute errors in prediction of phonon band frequencies along the high sym-
metry directions in the graphene Brillouin zone, separated by phonon branch
type. The thick red line denotes the mean absolute error (MAE) summed across
all bands. Notable similarities in the error predicting the character of the LO
branch can be seen across the LCBOP, REBO and AIREBO(-Morse) potentials
(black line).

each of the bands is also accurately predicted across all of the sampled regions of the

Brillouin zone. The LCBOP and REBO potentials perform comparably to one an-

other, qualitatively correctly predicting the shape and dispersion character of most

of the phonon branches. What can be seen in more detail from Figure 4.4 is that

LCBOP achieves a greater accuracy than REBO close to the Γ point, but amasses

more significant errors overall, on the order of 20 meV, towards the K and M high

symmetry points. Conversely, the error in the prediction of the phonon frequencies

made by the REBO potential is a much flatter function of k-space with an overall

mean absolute error (MAE) of 10 meV. However, both potentials exhibit significant

errors in the prediction of the highest energy longitudinal optical (LO) branch, with

peak errors of 40 meV and 60 meV for LCBOP and REBO respectively. As would

be expected, both the AIREBO and AIREBO-Morse potentials perform compara-

bly, with notable underestimations of the transverse optical (ZO) phonon modes at

the Γ point. The MAE of each potential is again a relatively flat function of k-

space, at 20 meV in both cases. The dispersive character and B2g Γ point frequency
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predicted by DFTB are in good agreement with the experimental results, the most

most notable error being the overestimation of the E2g symmetry frequency at the

Γ point, which is overestimated by 20 meV. We find that the ReaxFF potential pro-

vides a reasonably good estimate of dispersion of the low frequency phonon modes,

however fails for the highest energy LO and TO branches. This is the case in partic-

ular away from the Γ point, for which peak errors in the LO branch are found to be

in excess of 60 meV. The Tersoff potential, finally, is shown to fail in predicting the

energies and dispersion behaviors of all but the two lowest energy branches of the

phonon spectrum. Band errors are as large as 110 meV for the E2g symmetry (LO

and TO) bands at the Γ point, with a MAE across the sampled region of k-space of

40 meV. Although a modified version of the Tersoff potential has been constructed

which was optimized to reproduce the lowest energy phonon dispersion modes of

graphene, we find that the stability of this potential is not satisfactory due to the

reparametrization, and have therefore not included it here [172, 27]. We note that

an error common to all of the empirical potentials is a failure to describe the dis-

persive behavior of the high energy LO branch of the phonon spectrum - which the

graphene GAP model predicts with negligible error.

In addition to a consideration of the phonon spectrum at a single temperature,

we can compare the behavior of particular phonon modes as a function of temper-

ature to experimental observations from Raman spectroscopy. The G band of the

graphene phonon spectrum may be unambiguously assigned to the frequency of the

E2g symmetry phonon mode at the Γ point. We may therefore make a direct com-

parison between the experimentally measured thermal softening of this mode and

the softening predicted by each of the potential models. The correct description of

the thermal character of this band is of great importance for the technological appli-

cation of graphene - the degree of population of the E2g band has implications for

the ballistic energy transport which makes graphene so attractive as an electronic

material [155, 173]. One aspect of this characterization is the correct prediction of

the energy of this mode at the Γ point, the comparison for which shown in Figure

4.5 where the phonon spectra for graphene from 60 to 2500 K are given.
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Figure 4.5: Finite temperature phonon calculations for graphene simulations between 60
and 2500 K derived directly from molecular dynamics simulations. Strong
thermally induced dispersion is seen for the highest energy E2g symmetry
phonon modes across all potentials, corresponding to the observed thermally
induced dispersion of the Raman G band of graphene. Varying predictions are
made for the transverse optical (ZO) branch’s dependence on temperature - the
AIREBO(-Morse) potentials predict this to have a strong thermal dispersive
character. Blue corresponds to simulations at 60 K, through to 2500 K for red
in a linear scale.

For each temperature we use the lattice parameter determined for each potential

for the given temperature as calculated using the same procedure for determining the

lattice parameter described above. Simulations were run for each lattice parameter

and each potential in the NVT ensemble using Langevin dynamics. Configurations

were first equilibrated for 2 ns until the temperature had equilibrated and statistics

were collected over 30 ns trajectories at each temperature, in each case the phonon

frequencies of the degenerate LO/TO (E2g) branches at the Γ point were converged

to within 1 meV.

We observe that all potentials predict a large degree of thermally induced dis-

persion in the highest energy LO/TO branches (Figure 4.5). The AIREBO and
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AIREBO-Morse potentials both predict a strong dependence of the transverse opti-

cal (ZO) branch on temperature, which is not observed for the other methods con-

sidered. We compare quantitatively the results of our calculations to those obtained

from the variable temperature Raman scattering measurements [165]. The ther-

mally induced dispersion of the Raman G band was measured between 150-900 K

for graphene sheets adsorbed on a SiN substrate. The effect of the substrate on the

position and thermal dispersion of the G band is two-fold, a constant offset induced

by the mismatched lattice parameter and interlayer interactions between the sub-

strate and the graphene and an effect due to the thermally induced strain from the

different thermal expansions of the two materials. To account for the first effect, we

simply report the change in G band frequency rather than the absolute value. The

effect of the differing lattice expansion of the materials may be accounted for by

calculating the induced strain and correcting the data using the known biaxial strain

coefficient of the graphene G band.[165, 156]

∆ω
s
G(T ) = β

∫ T

T0

[CTEsub(T )−CTEgr(T )]dT (4.2)

Where CTEsub and CTEgr represent the CTEs of the substrate (SiN) and

graphene respectively, and β is the known biaxial strain coefficient of graphene

(β = −70±3cm−1/%) [174, 175]. We use values for the CTE graphene as deter-

mined by our earlier ab initio calculations.

Figure 4.6 shows the thermally induced dispersion of the E2g symmetry phonon

modes at the Γ point. Our graphene GAP model is seen to be in good agreement

with the experimentally observed effects as are the predictions of both the AIREBO

and REBO potentials. The AIREBO-Morse potential slightly overestimates the

degree of dispersion while the Tersoff potential predicts a significantly enhanced

effect. Surprisingly, despite the good predictions of the shape of the phonon disper-

sion curves by the LCBOP potential using the finite displacement method, we find

here a strong qualitative disagreement with the experimental results.
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Figure 4.6: Change in Γ point frequencies for graphene E2g symmetry vibrational mode
in the region of 150-1400 K. Compared with results from variable temperature
Raman spectroscopy, which have been corrected for the strain induced by the
adsorption of the graphene sheet onto the SiN substrate.

4.5 Conclusions and Discussion

We have used the Gaussian Approximation Potential method to construct a machine

learning potential for graphene, which we have trained using energies, forces and

virial stresses calculated using high quality vdW inclusive DFT calculations. We

have benchmarked the quality of this potential alongside a number of other com-

monly used potentials against both ab initio and experimental references. We find

that the graphene GAP model predicts quantitatively the lattice parameter, coeffi-

cient of thermal expansion and phonon properties of graphene. Among the other

potentials considered, many of them provide reasonable predictions of one prop-

erty, but none is successful in predicting the whole range of properties considered.

We find the REBO potential to be the best empirical model, providing a good over-

all description of the lattice dynamics of graphene, including accurately describing

the effect of temperature on these. However, despite accurately predicting the 0 K

lattice parameter, the REBO potential’s predicted dependence of the in-plane lattice
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parameter is in qualitative disagreement with the results of ab inito calculations.

In fact, we find that none of the empirical many-body potentials accurately pre-

dicts both the 0 K lattice parameter of graphene and the lattice expansion at finite

temperature.

The GAP method is computationally more demanding than the empirical

many-body potentials considered here, but approximately four orders of magni-

tude cheaper than direct ab initio molecular dynamics, for 200 atoms. Even taking

into consideration the computational cost of the generation of the training database,

this represents a significant reduction in computational cost with only a marginal

compromise on accuracy. Since the scaling of the cost of the GAP model with

system size is the same as that of a force-field MD simulation, compared with the

O(N3
electron) scaling of DFT, this reduction in cost would be more effective for larger

system sizes. The purpose of the GAP framework is to provide an accuracy close

to that of AIMD at a much reduced cost, rather than offering a universally appli-

cable alternative to empirical potentials. Such a potential would be best put to use

in cases where a highly accurate description of dynamics is mandated. One such

example may be the description of adsorbate diffusion on or confined by graphene

sheets, a process which is in some cases strongly enhanced by a coupling between

adsorbed molecules and particular graphene phonon modes [176, 25]. In this in-

stance, the accurate finite temperature description of the phonon modes provided by

the GAP model would be highly desirable. The GAP model would also be ideally

suited to modelling thermal transport in graphene nanoelectronic devices, such as

transistors. Such systems require highly accurate modelling of heat dissipation, but

involve systems of sizes which are beyond the reach of routine ab initio calculations

[35, 36, 37]. In many cases, such as for exotic or newly discovered materials, com-

putational investigations may be hampered by the absence of a well parametrised

empirical potential. The GAP framework provides a systematic pathway for the

development of specialized potentials in these cases.

Despite the promising behaviour of the GAP model considered here, it is im-

portant to note that the transferability of the various models may also be an impor-
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tant property. While the GAP model presented here is exemplary in its treatment

of free-standing graphene, it is (by construction) not transferable to other phases

of carbon i.e. diamond, which the other empirical potentials are capable of. That

many machine learning models fail to extrapolate into foreign regions of chemi-

cal space is a well documented one, and great care and attention must be paid to

generate a machine learning potential which is capable of treating a wide range of

phases of a material [106, 23]. In the following chapter, this aspect of the GAP

model will be addressed. We will discuss how it is possible to combine the accu-

racy of the graphene GAP model presented in this chapter, with the transferability

of the GAP-17 amorphous carbon model [106] to produce a single GAP model for

carbon, which is both accurate for the crystalline phases while being transferable

enough to extend into new regions of chemical space.



Chapter 5

An Accurate and Transferable

Machine Learning Potential for

Carbon

5.1 Introduction

In the previous chapter we introduced a machine learning potential for pristine

graphene constructed using the Gaussian approximation potential (GAP) frame-

work, which achieved excellent accuracy when benchmarked against DFT and ex-

periment for a wide range of lattice and dynamical properties, including the phonon

dispersion relations, thermal expansion and Raman spectra at different temperatures

[107]. While achieving good accuracy in a specific region of configuration space

is not trivial, the problem of the transferability of a potential is much more chal-

lenging to solve from a ML perspective. In 2017, Deringer et al. reported a highly

transferable GAP model trained primarily on the amorphous and liquid phases of

carbon (termed GAP-17), based on DFT-LDA reference data. The focus, there, was

somewhat complementary—to be able to describe very diverse structural environ-

ments, albeit accepting a degree of numerical error. As an example, the in-plane

force errors for a pristine graphene sheet are 0.03 eV Å−1 with the graphene-only

GAP mentioned above, as compared to 0.27 eV Å−1 with GAP-17. For comparison,

these errors for a range of commonly used empirically fitted potentials range from
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0.6 to 3.1 eV Å−1 (more details are in Ref. [107]). In return, owing to the flexibility

and transferability ensuing from its choice of reference database, GAP-17 enabled

the study of a number of scientific problems which involve diverse structural en-

vironments, including understanding the mechanism of growth of sp3 hybridised

amorphous carbon by ion deposition [108], extensive studies of the surface proper-

ties (and chemical reactivity) of tetrahedral amorphous carbon [111, 108, 177], the

structure of “porous” carbonaceous materials which are relevant to applications in

batteries and supercapacitors [178, 179], and crystal-structure prediction [23].

The model we present in this chapter, GAP-20, builds on all of the previous

work applying the GAP machine learning methodology to the development of car-

bon potentials, to achieve the accuracy required for capturing subtle differences in

formation energies of nanostructures or in defect formation energies, and for de-

scribing phonon dispersions to within meV accuracy - while maintaining the flex-

ibility and transferability of GAP-17. Importantly, all data are generated using a

dispersion-corrected DFT method which properly accounts for longer-range inter-

actions in low-dimensional carbon structures, and the fitting architecture is adapted

to account for those. Our tests suggest GAP-20 to be suitable as a “general-purpose”

carbon ML potential for diverse areas of study.

While detailed discussions of the construction and testing of the potential will

be given in subsequent sections, we take a moment to highlight the main points

here. The composition of the training data set and performance of this potential

is summarised in figure 5.1. GAP-20 correctly predicts the formation energies of

diamond, graphite, fullerenes and nanotubes, to an accuracy of a few meV, and

achieves comparable accuracy for a number of crystalline and amorphous surfaces.

The computed formation energies of defects are also accurate, with overall errors

significantly lower than those obtained from comparable empirical models. At the

same time, GAP-20 can accurately predict the behaviour of high temperature liq-

uid carbon over a wide range of temperatures and densities, which will be shown

below. We believe that these features make GAP-20 a useful tool for the accurate

modelling of nanostructured carbons; nanotubes, graphitised carbon and materials
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Figure 5.1: Overview of some of the key structures included in the training shown through
a sketch-map representation (top) as well as selected information on the per-
formance of the potential for a variety of properties. (a) Sketch-map repre-
sentation of the total data set for carbon generated as part of this work. Se-
lect structures are identified for graphite, diamond, hexagonal diamond (Lons-
daleite), amorphous carbon and fullerenes. Points are coloured according to
their energy, while contours indicate the density of the database population in a
particular region. Bottom, is a summary of (b) the predicted crystalline forma-
tion energies, (c) defect formation energies and (d) surface energies, comparing
the DFT (optB88-vdW) reference (black circles) GAP-20 (red crosses) and all
other models (blue crosses).
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with varying degrees of defects and disorder.

The rest of the chapter will be organised as follows. We first describe our

process for the construction of a training set suitable for developing such a poten-

tial. We then give details on the construction and training of the model itself, with

discussion of particular aspects which required special attention or optimisation.

Subsequently, we present an extensive and rigorous testing of our model, for a wide

range of properties. We also compare the results of our model to a selection of com-

monly used empirical potentials which model the interatomic interactions in carbon

with differing degrees of simplification. Specifically we choose the Tersoff, REBO-

II, AIREBO and LCBOP models. The selection of potentials considered here is by

no means exhaustive and is only intended to give some basis for comparison be-

tween previous work and the model we introduce, as well as illustrating how the

inclusion or exclusion of different interactions (e.g. dispersion interactions) may

affect the performance of a model. A more detailed benchmarking across a wider

range of potentials, complementing the existing detailed tests for amorphous and

“graphitised” carbons [31], may be the subject of future work.

5.2 Generation and Selection of Training Data

One of the challenges inherent in constructing a generalised potential for carbon

is the enormous variety of structures which must be considered. In addition to its

more commonly encountered crystalline phases; diamond and graphite, carbon may

be found in forms of differing dimensionality, from zero dimensional fullerenes,

to one dimensional nanotubes, two dimensional graphene and three dimensional

amorphous forms [24].

Specifically in the case of ML, one is drawn to the problem of the composition

of the large database of example configurations, known as the training data set. For

a potential to be both accurate and transferable, its training data set ought to include

representative configurations from all of the thermally accessible chemical space.

One might initially suggest that the problem is therefore intractable, if in order to

produce a potential which is capable of accurately modelling all of the relevant
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phases of carbon, we must explore the entirety of the vast 3N-dimensional chemical

space. It is an empirical observation, however, that the thermally accessible and

physically relevant regions of this chemical space constitute a vastly reduced subset

of all of the available configurations [115, 114, 180]. Further, rather than an explo-

ration of the 3N dimensional space, in fitting the parameters of a ML algorithm we

are primarily concerned with an exploration of the reduced dimensionality descrip-

tor space [106, 115, 150, 149]. In the case of atom centred descriptors such as the

smooth overlap of atomic positions (SOAP), this represents the local environment

around a particular atom rather than the global structure [150]. While the structural

variability of carbon is globally almost infinite, many of these structures are con-

structed from similar local motifs, for example the tetrahedral building blocks of

diamond [181, 182]. Similar logic may be applied to more complex structures.

The reference configurations which comprise our structural database are drawn

from a wide variety of sources. Regardless of the origin of the configuration it-

self (e.g., from the GAP-17 database), its properties, those being the total energy,

atomic forces and virial stresses, which comprise the actual training data, are always

computed using the same level of tightly converged plane-wave DFT including dis-

persion corrections. We use the VASP plane-wave DFT code, we perform calcu-

lations with the optB88-vdW dispersion inclusive exchange-correlation functional

[183, 140, 160, 141], a plane-wave cut-off of 600 eV and a projector augmented

wave pseudopotential [143, 159, 161]. A Gaussian smearing of 0.1 eV is applied to

the energy levels and dense reciprocal space Monkhorst-Pack grids are used [163].

In the case of the reduced dimensionality allotropes; graphene and nanotube struc-

tures, the reciprocal space sampling is only performed in the directions in which

the allotrope is periodic. The properties of fullerene structures are calculated at the

gamma point. For this potential, we choose the optB88-vdW functional as it has

already been demonstrated to provide an excellent description of carbonaceous ma-

terials, in particular graphitic carbon – for which its prediction of the binding energy

and interlayer spacing is in good agreement with experimental values [142].

The database of configurations presented here uses as its foundation a combi-
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nation of the training data sets for the two carbon potentials previously published

primarily for liquid and amorphous carbon (GAP-17), and for pristine graphene,

respectively [106, 107]. A large number of new configurations are considered in

addition to these existing ML data sets [184, 23, 24]. We endeavour to comprehen-

sively cover all the possible crystalline phases of carbon found at moderate temper-

atures and pressures, including more exotic allotropes. To that end, DFT optimised

structures for graphite, graphene, cubic and hexagonal diamond are included, as

well as the structures of a library of fullerenes comprised of fewer than 240 atoms

and all nanotube structures with chiral indices, 3≤ n, m≤ 10 with fewer than 240

atoms in their unit cell. Optimised structures are also included for the SAmara

Carbon Allotrope DAtabase (SACADA) database of exotic carbon allotropes [184]

and the results of a GAP-17 driven random structure search [23]. In addition to

bulk or pristine phases, the structures of relevant low Miller-index faces of the crys-

talline phases are included, along with a large number of important defect structures

[185, 186, 187, 188, 189, 190, 191, 192].

For all of these structures, we have performed some ab initio and some itera-

tively improved GAP driven molecular dynamics simulations at a number of tem-

peratures so as to also sample the region of phase space close to these local minima

[107, 106]. The resulting database is comprised of ca. 17000 configurations each

containing from 1 to 240 atoms per cell.

The choice of which structures might be important for training a potential re-

quires for the most part chemical or physical intuition on the part of the researcher

[113, 62, 115]. Some of these choices may be clear, for example the need to include

configurations representing the bulk structures of diamond and graphite. Others,

however, such as the inclusion or exclusion of particular defect or surface structures,

will depend on the desired application of the potential (and, to some extent, on per-

sonal choice). To maximise the transferability of our model, we have produced as

comprehensive a database as possible – too large to train on with current computa-

tional facilities. Rather than using the full database for sparsification, as commonly

done in GAP fitting (including in the development of GAP-17), we instead allow the
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bulk of our training configurations to be chosen from the total dataset using a sam-

pling method known as farthest point sampling (FPS), which is detailed in section

3.1.2 [148, 62]. Within the set of configurations chosen from FPS, we then carefully

check the data saturation of our training with respect to the number of sparse points,

which is discussed in section 3. This method allows us to start with a much more

comprehensive database than previously, while still keeping the computational ef-

fort at the fitting stage tractable. We wish for our training dataset to have the widest

possible sampling of descriptors and forces – leaving no physically relevant con-

figurations unsampled, while avoiding over-representation of particular regions of

phase space. FPS facilitates this, by allowing a selection of frames to be made based

on a measure of the global similarity (in descriptor space) between possible config-

urations [148, 62]. As has previously been shown for molecular systems, we find

that this method of selection enables the training of a potential which demonstrates

good transferability [115]. However, due to the nature of the sampling, it lacks the

dense population of configurations around particular local minima which we find

are important for achieving very high accuracy on particular crystalline properties.

We therefore choose to augment the training dataset selected through FPS with a

number of mandatory configurations chosen using chemical intuition, focused on

the bulk crystalline phases and certain defect and surface structures. Specifically,

we note that optimised geometries for structures used in the validation sections of

this chapter are included in the training. The final database is comprised of the

union of the 4000 FPS-selected points and the existing GAP-17 dataset, while a

further ca. 1000 configurations are manually added to target specific properties.

The selected configurations, as well as a representation of their position in

phase space, can be seen illustrated in figure (Fig. 1). This sketch-map [193, 148]

representation of the total training dataset uses the same measure of kernel similarity

as discussed above to position points in a reduced dimensionality such that points

which are similar in the full high-dimensional descriptor space are closer together,

and those which are dissimilar are further apart.

This sketch-map representation also serves as a qualitative overview of the type
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of structures to which we fit our model. Structures with carbon atoms of highly

varied coordination environments, from sp1 to sp2 and sp3 can be seen. Those al-

lotropes which are sp2 hybridised, such as graphene, graphite and carbon nanotubes

are clustered together towards the right of the map. Amorphous structures can be

seen as a large region in the centre, with low density (sp1 and sp2 rich) amorphous

carbon at the far right, high density sp3 rich amorphous carbon towards the left,

eventually approaching crystalline diamond at the very far left of the map. The more

exotic, sometimes hypothetical structures collected from the SACADA database are

often found separated from bulk crystalline or amorphous configurations. In the far

top right of the map, isolated gas phase dimer configurations are found.

5.3 Training of the Potential

We choose to construct GAP-20 to represent the PES as the combination of contri-

butions from a two body (2b), a three body (3b) and a high dimensional many-body

(MB) component. It is an empirical observation that a large proportion of the in-

teraction in an atomistic system may be satisfactorily captured by considering 2b

interactions. In particular this is the case for the exchange repulsion experienced as

interatomic distances become very small. Representing this exchange repulsion in

its full high-dimensional form would be costly from the perspective of both training

data generation, potential generation and the ultimate evaluation of the potential.

The nature of bonding interactions for carbon may also be captured in an approx-

imate way, being generally attractive between 1.2 - 1.6 Å, with an attractive tail

at long distances. We design the 2b part of our model as a GAP fitted 2b com-

ponent (Vshort) r < 4.0 Å. For larger separations (10 ≥ r > 4.0 Å), this smoothly

transitions to an analytical spline potential (Vlong) which decays as r−6. This long

range component is fitted to correctly reproduce (albeit without many-body con-

tributions) the long-range attraction due to van der Waals interactions of graphitic

layers. A smooth transition is achieved by first fitting the analytical form of Vlong

to the graphene bilayer interaction curve from 3.0 to 10.0 Å. Vshort is then trained

by first subtracting Vlong from the total energy and fitting to the difference. The
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resultant 2b potential (Fig. 5.2) simply has the final form Vshort +Vlong

The true subtleties of interatomic bonding are inherently many-body in charac-

ter, however. We represent these higher-order contributions to the potential energy

using a combination of a 3b descriptor and the aforementioned SOAP descriptor.

The full details of the construction of the 3b and SOAP descriptors is given in detail

elsewhere [150, 194, 195, 106, 107, 196, 197].

Figure 5.2: Construction of the long-range 2b component of the GAP model. An analyt-
ical spline is fitted to a function which decays as r−6, designed to recover the
long-range attraction between graphene layers. (a) Shows the predicted ener-
gies for each component for the interaction of two graphene layers at different
distances. The long range attraction is well characterised by the r−6 component
of the r−6 potential, which is in turn well recovered by the analytical spline.
The GAP fit using a 2b, (Vshort), 3b and SOAP descriptor provides the appro-
priate repulsive potential at short distances but is too short ranged to describe
the attractive tail. GAP-20 reproduces the whole curve with good accuracy
across a range of distances. (b) Shows the same decomposition for the gas
phase dimer. In this case, the strong bonding interactions are dominated by the
GAP 2b (Vshort), 3b and SOAP descriptor components. The energy of the r−6

component becomes large and negative for short distances. (b, inset) Provides
a closer view of panel B, and shows how the 2b spline fit to the r−6 component
is brought smoothly to 0 at a distance of 3 Å.

In short, the 3b term is a symmetrized transformation of the Cartesian coordi-

nates of triplets of atoms, which is designed to be permutationally invariant to the

swapping the atomic indices [106, 107]. In the construction of the SOAP descriptor,

the local environment around a target atom is represented by a ‘local neighbour den-
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sity’, constructed by placing a Gaussian basis function on each neighbouring atom

within a certain cutoff, which we choose to be 4.5 Å. The Gaussian basis functions

are scaled by a factor of 1/r0.5 to reflect the greater contribution to material prop-

erties of atoms which are closer together [198, 199, 200]. Other functional forms

for the radial scaling exist and the introduction of this scaling was performed inde-

pendently of the optimisation of the SOAP descriptor cutoff, the choice of which is

motivated below. As a result, there may still be scope for further optimisation of

these parameter sets beyond what is performed here. The local neighbour density

is expanded in a basis set of spherical harmonics, the coefficients of which form a

‘SOAP vector’. In our case we use a basis set up to order l = 4 and n = 12, our

motivation for which is discussed in the following paragraph. This SOAP vector

constitutes a unique representation of the local environment, which satisfies the re-

quirements of being translationally, rotationally and permutationally invariant. The

SOAP kernel, used for regression, is constructed as the scalar product of individual

SOAP vectors, then raised to a power ζ . Such a kernel is physically interpretable,

as it corresponds directly to the integral of two neighbour densities for all possible

3D rotations. Details for the specific choices for a number of associated hyper-

parameters are given in the supplementary material, while further details on their

significance is given elsewhere [60, 150, 194, 195, 106, 107, 196, 197].

We now provide the details of select convergence tests for the optimisation of

our GAP model. These tests consider the independent optimisation of the SOAP

descriptor cutoff, number of sparse points and the order of the radial basis set ex-

pansion. In general we begin with a SOAP descriptor with an expansion of the

neighbour density up to lmax = 8, nmax = 8, a cutoff of 4.2 Å, σforce = 0.01 eV

Å−1 and σenergy = 0.001 eV and ζ = 4. Motivations for the selection of those hy-

perparameters which aren’t discussed here are given in section 3. We modify one

parameter at a time in isolation, while keeping the remainder fixed. We calculate

the force error for the resulting models on a randomly selected independent set of

test configurations which is not included in the training.

Figure 5.3(a) shows the behaviour of the force errors as a function of the SOAP
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Figure 5.3: Mean absolute force errors calculated for an independent test set of configu-
rations for different SOAP descriptors. (a) Force error behaviour and cost of
evaluation (relative to the fastest GAP) of the resultant model as a function
of the SOAP descriptor cutoff, the selected value of 4.5 Å is indicated by the
dashed red line. (b) Force error convergence and relative cost as a function of
the number of sparse points included in the training. (c) Dependence of the
force error and model evaluation cost on the order of the SOAP neighbour den-
sity basis set expansion. Force errors are indicated by the colour bar, while
relative costs are shown by contour lines, our choice lmax = 4, nmax = 12 is
highlighted by the red square.

descriptor cutoff. The force error has a minimum for a cutoff of 2.9 Å, after which

it begins to rise again as the increased size of the descriptor space expands beyond

what can be populated with the number of available training configurations. A naı̈ve
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optimisation of these parameters based purely on the force errors would therefore

select a cutoff radius of 2.9 Å. However, selection of these parameters cannot be per-

formed in isolation from the intended application of the potential, but must also be

motivated by knowledge of the behaviour of the material of interest. In this regard,

the force (or energy) error alone may be regarded as an imperfect or incomplete

target property for optimisation. Specifically, we find that although the minimum in

the force error is found at much shorter distances, a longer cutoff of 4.5 Å must be

used in order to correctly describe graphitic structures, a feature which we consider

to be mandatory for this potential. The inter-layer spacing of graphitic structures

is typically large (approx. 3.3 Å) and a potential must incorporate enough of the

structure of both layers to correctly model properties such as the binding curve of

graphene layers or the energy difference between AA and AB stacked graphite. The

effect of these short cutoffs can be seen in the unsatisfactory behaviour of the Tersoff

and REBO-II models when modelling the interlayer spacing of graphite (Table 5.1),

or graphene bilayers (Supplementary fig. 6). However, the problem of producing

a single analytical metric for optimisation, which satisfactorily includes properties

such as the lattice parameters, defect formation energies or phonon errors as well as

the force errors themselves is a challenging one. In this instance, the design choice

of selecting an appropriate descriptor cutoff remains partly qualitative in nature.

Figure 5.3(b) shows the convergence of the mean absolute force errors as a

function of the number of sparse points used in the training, this may be considered

as a measure of the data saturation of GAP-20. The force errors decrease rapidly up

to approx. 1500 sparse points, at which point they begin to level off, although we

note that a further increase in the number of sparse points has a negligible impact

on the cost of evaluating the model. Our choice of 9000 sparse points is therefore

very tightly converged.

In figure 5.3(c) we show how the force error for our model converges as a

function of the order of the basis set of radial functions used to expand the SOAP

neighbour density. The relative computational cost of each basis set is indicated on

the same plot by labelled contour lines. We find that the radial (n) component of
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the expansion, typically has a greater impact on the rate of convergence than the

angular (l) component. While previously in the construction of GAP models, band

limits nmax = lmax, were used for the SOAP descriptor, we find that surprisingly,

an improvement in accuracy can be achieved with essentially no additional cost

by making a selection for the basis set expansion which is strongly biased to the

radial (nmax) component. Of course the cost must also be taken into account, the

use of a larger radial component is more expensive than an identical increase in the

angular component, due to the greater number of basis functions introduced. Our

selection of lmax = 4, nmax = 12 is chosen as a compromise between accuracy and

efficiency. Although a small improvement in the force errors can be achieved by

selecting nmax = 12, lmax > 4, the resultant increase in the cost of training restricts

both the size of the training data set which can be used and the size and length scales

to which the resultant potential can be applied.

To aid reproducibility, we provide here the complete training command line

provided to the gap fit program used for fitting the GAP-20 model discussed here:

at_file=General_Carbon_V10_2_4000_All_GAP_17_Unique_LD_Iteration_1.xyz

gap={distance_2b n_sparse=15 theta_uniform=1.0 sparse_method=uniform

covariance_type=ard_se cutoff=4.5 delta=2.0:angle_3b n_sparse=200

theta_uniform=1.0 sparse_method=uniform covariance_type=ard_se cutoff=2.5

delta=0.05:soap n_max=12 l_max=4 atom_sigma=0.5 zeta=4.0 cutoff=4.5

cutoff_transition_width=1.0 central_weight=1.0 n_sparse=9000 delta=0.2

covariance_type=dot_product sparse_method=cur_points radial_decay=-0.5}

default_sigma={0.001 0.01 0.05 0.0} energy_parameter_name=energy

force_parameter_name=force virial_parameter_name=virial do_copy_at_file=F

sparse_jitter=1.0e-8 gp_file=Carbon_GAP_20.xml core_ip_args={IP Glue}

core_param_file=r6_innercut.xml

config_type_sigma={Liquid:0.050:0.5:0.5:0.0:

Liquid_Interface:0.050:0.5:0.5:0.0: Amorphous_Bulk:0.005:0.2:0.2:0.0:

Amorphous_Surfaces:0.005:0.2:0.2:0.0: Surfaces:0.002:0.1:0.2:0.0:

Dimer:0.002:0.1:0.2:0.0: Fullerenes:0.002:0.1:0.2:0.0:

Defects:0.001:0.01:0.05:0.0:Crystalline_Bulk:0.001:0.01:0.05:0.0:
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Nanotubes:0.001:0.01:0.05:0.0: Graphite:0.001:0.01:0.05:0.0:

Diamond:0.001:0.01:0.05:0.0: Graphene:0.001:0.01:0.05:0.0:

Graphite_Layer_Sep:0.001:0.01:0.05:0.0: Single_Atom:0.0001:0.001:0.05:0.0}

5.4 Crystalline Carbon
Among the most important material properties for any potential to predict accurately

are those of the bulk crystalline phases. Table 1 compares the lattice parameters and

bond lengths as predicted by GAP-20 to those from the reference DFT method, in

addition to a number of empirical models. In figure 5.4, we also provide both the

atomisation energies, and the formation energies of the crystalline phases relative

to the thermodynamically stable state of carbon (at standard temperature and pres-

sure), i.e. graphite. We define the atomisation energy of a phase relative to the

isolated gas phase carbon atom Eat as,

Ef = Ebulk−nEat, (5.1)

where Ebulk is the energy of the bulk phase and n is the number of atoms in the

bulk. Lattice parameters are calculated by independently optimising the cell vectors

for each allotrope, until the total energy is converged to less than 10−4 eV. GAP-

20 accurately predicts the lattice parameters and bond lengths of all of the tested

crystalline allotropes with an average error of 0.2%, and their formation energy to

within 0.5%.

Accurately modelling the graphite c lattice parameter, corresponding to the

spacing between graphitic layers proved particularly challenging for candidate GAP

models, as did the formation energy. This is in large part due to the shallow nature

of the energetic minimum characterising the graphite inter-layer interactions and

the long range of the atomic descriptor required to capture it. As discussed above,

the choice of SOAP cut-off was specifically informed by a desire to capture this

property correctly. We consider this in particular to be a mandatory characteristic

of a general carbon potential which would be absent for any model with a shorter

cut-off.
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It is useful here to make a brief comparison to selected empirical potentials.

While we do include DFT reference data for all properties, in subsequent sections

these reference values are only computed using the same level of DFT used to train

GAP-20. For benchmarking GAP-20, which is our primary purpose, this is not

problematic, however we do not fully account for the potential impact of functional

dependence, or the errors of DFT with respect to experiment, when making com-

parisons to empirical models. Many of the empirical models considered are fitted

to experimental data, or contain values from other DFT functionals, typically LDA,

which should be taken into account when comparing different model predictions to

our optB88-vdW reference values. To give some indication of the functional depen-

dence, reference values for the formation energies in figure 5.4 are given using both

the optB88-vdW and LDA functionals. We also re-iterate that the GAP-17 model

was fitted to LDA data, so it would be expected to accurately reproduce DFT values

at this level only.

On average, GAP-20 predicts the lattice parameters of the tested crystalline

phases with an error of 0.2%, while the Tersoff, LCBOP, REBO-II, AIREBO poten-

tials have errors averaging 5%, 0.3%, 4% and 1% respectively (Table 5.1. What the

Tersoff and REBO-II potentials gain in efficiency by using short cutoffs, they lose in

accuracy, notably by predicting dramatically incorrect inter-layer spacings (c lattice

parameters) for graphite. This error is fixed by the inclusion of medium and long-

range terms to account for van der Waals interactions in the LCBOP and AIREBO

models, however. Despite its inaccuracy for graphene, the REBO-II potential does

achieve good accuracy on the remaining lattice parameters; the additional terms

included in the bond-order potential constitute a dramatic improvement over the

Tersoff potential. Due in part to its complete reparameterisation to account for the

effects of long-range interactions in the bond-order part of the potential, LCBOP

does outperform the other empirical potentials tested here in most cases.

In absolute terms, the atomisation energies (fig. 5.4(a)) from the tested em-

pirical potentials differ significantly from those predicted by both reference DFT

methods, due to the very different energies of the isolated gas phase atom. In the
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Figure 5.4: Formation energies of the crystalline phases of carbon, comparing results from
DFT (optB88-vdW and LDA) to those from GAP-20 and the other models
tested. (a) Atomisation energies using the isolated gas phase carbon atom as a
reference, differences are dominated by overstabilisation of the gas phase atom
by empirical models. (b) Formation energies given relative to the graphite for-
mation energy of each particular model.
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Table 5.1: Lattice parameters and bond lengths of the crystalline carbon phases. In the
case of fullerenes, bond lengths are given in lieu of lattice parameters. Absolute
values for the lattice parameters are given, with percentage errors relative to DFT
in brackets. The Tersoff and REBO-II potentials have no interaction between
graphite layers for any physically reasonable lattice parameters and as such these
values are omitted.

Lattice Parameter(s) [Å] (% Error)

DFT GAP-20 Tersoff LCBOP REBO-II AIREBO

Graphite (a) 2.46 2.47 (0.4) 2.53 (2.4) 2.46 (0.4) 2.46 (0.4) 2.42 (2.0)
Graphite (c) 6.65 6.71 (0.9) - 6.36 (4.4) - 6.72 (1.1)
Graphene 2.46 2.46 (0.0) 2.53 (2.8) 2.46 (0.0) 2.46 (0.0) 2.42 (1.6)
Diamond 3.58 3.59 (0.3) 3.57 (0.3) 3.57 (0.3) 3.57 (0.3) 3.56 (0.6)
Hexagonal Diamond 2.52 2.53 (0.4) 2.52 (0.0) 2.52 (0.0) 2.52 (0.0) 2.52 (0.0)
Nanotube-(9, 9) 4.26 4.25 (0.2) 4.35 (2.1) 4.24 (0.5) 4.26 (0.0) 4.18 (1.9)
Nanotube-(9, 0) 2.41 2.39 (0.8) 2.53 (5.0) 2.47 (2.5) 2.47 (2.5) 2.43 (0.8)
C60 Fullerene 1.40 1.40 (0.0) 1.46 (4.5) 1.41 (0.7) 1.42 (1.4) 1.40 (0.0)
C100 Fullerene 1.39 1.39 (0.0) 1.39 (0.0) 1.39 (0.0) 1.39 (0.0) 1.39 (0.0)

case of GAP-17, the small offset between the LDA reference and the model pre-

diction is the result of the isolated atom not being included in the training dataset.

When using the formation energy of graphite as a reference state however, (fig.

5.4(b)) this offset is removed and the agreement between the empirical models and

DFT improves considerably. When using both the gas phase atom and graphite as

a reference, there is an excellent agreement between GAP-20 and the optB88-vdW

DFT reference for all of the phases considered here. GAP-20 uniformly predicts

the atomisation energies of the tested allotropes to within an error of 1%, including

the relatively subtle difference in energetics between normal cubic and hexagonal

diamond and the energetics of nanotubes and fullerenes. The inclusion of the gas-

phase atom in the training is vital to accurately predict these atomisation energies.

There is surprisingly little difference between the formation energies predicted by

the different many-body potentials tested here, though there are a few points of

note. Firstly, due to their short cutoffs, the Tersoff and REBO-II potentials do not

distinguish between graphite and graphene as the thermodynamically stable phase

and as such their formation energies are predicted to be equal. Similarly, only the

GAP-20, LCBOP and AIREBO models correctly favour cubic over hexagonal di-
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amond, although the AIREBO model overestimates the difference in energy by a

factor of 5, while the other models considered do not distinguish between the two

diamond phases. A more complete evaluation of the formation energies for differ-

ent chiralities of nanotubes is given in the supplemental material, for GAP-20, the

energy errors for a significantly wider range of structure types are also given.

In addition to the static properties of the crystalline allotropes, it is an impor-

tant characteristic of any potential that it accurately model the lattice dynamics of

bulk crystals, i.e. their behaviour at finite temperature. The phonon spectrum of a

material is a direct probe of this which is experimentally measurable. In addition, a

number of thermodynamically relevant properties, including the thermal expansion

coefficient and the constant volume heat capacity of a material may be calculated

directly from the phonon dispersion relation by calculation of the free energy. It

is clear therefore, why a correct prediction of the phonon dispersion relation is a

highly desirable feature of an interatomic potential.

Figure 5.5: A. Phonon dispersion relation for diamond as predicted by GAP-20 (black)
with comparison to DFT (optB88-vdW) reference data (red). B. Graphene
phonon dispersion relation comparing GAP-20 and DFT (optB88-vdW) ref-
erence data. The dashed blue line shows the predicted phonon dispersion curve
for the graphene-only model previously published [107] C. (9,0)-Nanotube
phonon dispersion and vibrational density of states. D. (9, 9)-Nanotube phonon
dispersion relation and vibrational density of states. Equivalent comparisons
for the other models tested are given in the supplementary material.
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Figure 5.5 shows the comparison between the phonon dispersion curves cal-

culated using the reference DFT method and those calculated using the carbon

GAP model for graphene, diamond, a zig-zag (9, 9) and an armchair (9, 0) carbon

nanotube. Phonon dispersion curves were computed using the finite displacement

method as implemented in the Phonopy Python package [201]. Equivalent curves

for the other models tested are provided in the supplementary material.

We have previously reported results comparing the phonon dispersion relation

for a purely graphene GAP model, to those from experimental x-ray scattering data

and a number of reference DFT methods [107]. It is useful to make a compari-

son between the highly targeted model previously published and the much more

general GAP-20 introduced here. A particular concern might be that significantly

expanding the configurational space on which we wish to train, as we have done

here, would necessarily damage the quality of the predictions for graphene com-

pared to the previous model – particularly for a property as sensitive as the phonon

dispersion curves. It is demonstrated in figure 5.5(b) that this is not the case; the

dispersion relation of the phonon curves for graphene from GAP-20 are comparable

to those of the previously published graphene GAP model [107]. The energies of

the phonon bands are correctly predicted across all of the high symmetry directions

plotted, while the frequencies (in particular at the high symmetry points) are found

to be correct to within 4 meV, which may be compared to a value of 1 meV for the

pristine graphene model [107]. The quality of the GAP-20 model prediction is com-

parable for diamond (which cannot be modelled at all with the pristine graphene

model), though with marginally larger errors for the prediction of the energies of

certain bands, up to 7 meV for the higher frequency modes. GAP-20 also captures

the difference in vibrational behaviour between armchair and zig-zag nanotubes re-

markably well. There are some differences in the energy of certain splittings for

some bands, but the magnitude of these errors is small, typically on the order of a

2-3 meV. In particular, it can be seen from fig. 5.5 that the vibrational density of

states for the two nanotube systems agrees well with the DFT reference.
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5.5 Surfaces of Carbon
From the point of view of atomistic simulation, surfaces present a major challenge,

as their correct description requires a treatment of a number of competing physical

interactions [189, 202, 192, 190, 191].

We compute the surface energy for each model by first optimising the bulk

structure for the parent crystal until the total energy is converged to 10−3 eV. We

then cut the surface along the desired direction and compute the specific surface

energy γs at T = 0 K as,

γs = (En−nEbulk)/2A, (5.2)

where En is the energy of the n slab layer containing two surfaces, which may be

as-cut (unrelaxed) or allowed to relax and Ebulk is the energy of a single atom in

the bulk structure and A is the area of the surface structure. In the case of the

amorphous surfaces, due to the extent of the surface relaxation observed, we report

only the as-cut surface energies.

Graphite may be readily cleaved to expose its (0001) surface, which is remark-

ably stable and is by far the predominant face of graphite, while in diamond, the

(100), (111) and (110) surfaces are of particular interest [203]. We also compute

the as-cut surface energies for an ensemble of amorphous structures, by cutting bulk

amorphous systems along different directions.

The energies of several important surface cuts and their reconstructions are

given in Table 5.2. GAP-20 typically predicts the diamond surface energies cor-

rectly to within 7 %, the exception being the case of the relaxed diamond (111)

surface, where the error is slightly larger at 15 %. The structures of the relaxed

surfaces were also found to be in excellent agreement, with the average error in the

positions of individual surface atoms being 10−3 Å. The graphite (0001) surface

energy is extremely small and it thus proved challenging to produce a model which

could correctly characterise this, however, GAP-20 predicts the unrelaxed and re-

laxed surface energies correctly to within an error of 3 meV Å−2 (20 %). With

the inclusion of vdW interactions considered in their construction, the LCBOP and
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Table 5.2: Surface energies of low Miller index surfaces for common carbon allotropes.
Reference energies are calculated using DFT, absolute values from each model
are given, with their percentage error in brackets. Note that for the amorphous
surfaces, the surface energy is averaged over a large number of different surfaces.
In the amorphous case, the error provided is the average of the individual point-
wise errors, rather than the error between the average surface energies.

Surface Energy [eV Å−2] (% Error)

DFT GAP-20 Tersoff LCBOP REBO-II AIREBO

Diamond (100) (As cut) 0.56 0.60 (7) 0.47 (16) 0.61 (9) 0.69 (23) 0.73 (30)
Diamond (100) (Relaxed) 0.54 0.56 (4) 0.42 (22) 0.59 (9) 0.69 (28) 0.72 (33)

Diamond (111) (As cut) 0.64 0.73 (14) 0.88 (38) 1.07 (67) 1.00 (56) 1.03 (61)
Diamond (111) (Relaxed) 0.62 0.66 (6) 0.88 (42) 1.07 (73) 1.00 (61) 1.03 (66)

Diamond (110) (As cut) 0.68 0.70 (3) 0.70 (3) 0.89 (31) 0.74 (9) 0.74 (9)
Diamond (110) (Relaxed) 0.68 0.67 (1) 0.63 (7) 0.83 (22) 0.69 (1) 0.69 (1)

Graphite (0001) (As Cut) 0.015 0.013 (13) 0 (100) 0.005 (67) 0 (100) 0.011 (27)
Graphite (0001) (Relaxed) 0.015 0.012 (20) 0 (100) 0.005 (67) 0 (100) 0.011 (27)

Amorphous Surfaces (As Cut) 0.26 0.27 (4) 0.25 (4) 0.25 (4) 0.25 (4) 0.25 (4)

AIREBO potentials both predict the graphite (0001) surface energy rather well, with

errors of 67 and 27 % respectively.

While GAP-20 achieves low errors for the surface energies of all the diamond

surfaces considered, the other models generally perform well for at least one di-

amond surface, though none exhibit uniformly low errors. The Tersoff, REBO-II

and AIREBO models predict the energies of the diamond (110) surfaces to within

10 % of the reference value. Conversely, of the empirical models only the LCBOP

potential correctly predicts the energy of the diamond (100) surface; errors for the

Tersoff, REBO-II and AIREBO potentials were 22, 28 and 33% respectively. None

of the empirical potentials performed well for the (111) surface of diamond. The

Tersoff and REBO-II models do not show any binding between graphitic layers for

any reasonable initial geometry. This would lead to the spontaneous exfoliation of

graphite layers and the eventual disintegration of graphite crystals in simulations

employing these models.
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5.6 Defective Carbon
A certain concentration of defects is a guarantee in any experimental material sam-

ple. Such imperfections may have a strong impact on the structural, optical and

thermal properties of a material and may be introduced into a crystal structure to

induce or modify properties. The engineering of defects is of great technological

importance and consequently their accurate modelling by an interatomic potential is

highly desirable. The possibility of rehybridisation, which allows carbon atoms to

reconstruct with differing numbers of bonds to stabilise particular structures allows

carbon to have a wider variety of defects than most other elements.

To the best of our knowledge, there is not a set of defect formation energies

for a wide range of carbon defects computed at precisely the same level of theory.

Therefore, we here assemble such a reference set, for which we compute defect

formation energies in large supercells to avoid defect self-interaction in the com-

putation of energies. For graphite, a (6×6×2) supercell with 288 atoms and four

graphite layers was used [185, 204]. In the case of graphene, a (10×10) supercell

with 200 atoms was employed and for diamond a (3× 3× 3) supercell with 216

atoms was used [186, 107]. Defect formation energies are calculated for the repre-

sentative (9, 9) and (9, 0) index carbon nanotubes, which had 174 and 180 atoms

in the supercells used respectively [187]. For each structure, the lattice parameters

and ionic positions of the pristine structures were optimised as discussed previously.

The ionic positions of the defective structures were then optimised until the energy

was converged to within 10−5 eV, while keeping the lattice parameters fixed. We

compute the formation energy Ef of a vacancy defect relative to the energy of an

atom in an ideal parent structure:

Ef = Ed− (nEat +Ebulk) (5.3)

where Ed is the energy of the defective supercell structure, Ebulk is the energy of

the undefective bulk structure and Eat is the energy of a single atom in the bulk

structure, while n is the number of carbon atoms added (positive n) or removed

(negative n) to form the defect.



5.6. Defective Carbon 122

The simplest of defects involves the absence of one or two atoms from their

regular position in the lattice, forming monovacancy and divacancy defects. Mono-

vacancy defects often result in unsaturated bonds at the defect site, while divacancy

structures, particularly in sp2 hybridised systems, can reconstruct to produce satu-

rated configurations. In graphene, graphite and carbon nanotubes, the 14-membered

ring formed by the removal of two adjacent atoms from the structure reconstructs to

form a saturated sp2 structure with two 5-membered and one 8-membered ring - a

more stable structure known as a 5-8-5 divacancy. In graphene, this defect may fur-

ther reconstruct to remove the unfavourable 8-membered ring to form a 555-777 or

5555-6-7777 divacancy reconstruction. Monovacancy coalescence is also observed

in diamond, whereupon annealing at high temperature, monovacancies migrate to

form divacancy defects, with fewer unsaturated bonds per absent carbon atom.

Figure 5.6: Images of selected carbon defect structures, with atoms in the immediate vicin-
ity of the defect highlighted in red. (a) graphene divacancy defect (b) graphene
Stone-Wales defect (c) graphene monovacancy (d) (9, 9)-nanotube Stone-Wales
defect (transverse orientation) (e) (9, 9)-nanotube Stone-Wales defect (parallel
orientation) (f) diamond split interstitial defect

Graphite is the only allotrope of carbon in which true interstitial defects are

known, wherein interstitial atoms may be found between graphite layers [185]. The

most stable arrangement of this is in a ‘dumbbell’ configuration, where the adatom

displaces an atom in the graphite structure to form a symmetric arrangement of



5.6. Defective Carbon 123

Table 5.3: Formation energies of common defects in carbon structures for GAP-20 and the
other models considered, with DFT (optB88-vdW) values given as reference.
Data are given in eV, with percentage errors relative to DFT given in brackets.
In each case, the value given is for the optimal geometry of the defect found with
that particular model.

Formation Energy [eV] (% Error)

DFT GAP-20 Tersoff LCBOP REBO-II AIREBO

Graphene Stone-Wales 4.9 4.8 (2) 1.9 (61) 4.5 (8) 5.3 (8) 5.4 (10)
Graphene Monovacancy 7.7 7.0 (8) 2.5 (68) 6.9 (10) 7.5 (3) 7.2 (6)
Graphene Divacancy (5-8-5) 7.4 7.9 (7) 5.1 (31) 7.5 (1) 7.5 (1) 9.2 (24)
Graphene Divacancy (555-777) 6.6 6.9 (5) 5.2 (21) 6.6 (0) 6.8 (3) 8.7 (32)
Graphene Divacancy (5555-6-7777) 6.9 7.4 (7) 7.9 (14) 7.2 (4) 7.6 (10) 9.5 (38)
Graphene Adatom 6.4 5.9 (8) 6.7 (5) 6.8 (6) 7.4 (16) 7.8 (22)

Graphite Monovacancy 7.8 7.3 (6) 7.1 (9) 7.8 (0) 7.9 (1) 7.6 (3)
Graphite Divacancy (5-8-5) 9.6 9.2 (4) 12.6 (31) 8.2 (15) 8.0 (17) 9.7 (1)
Graphite Stone-Wales 5.4 5.6 (4) 12.8 (137) 5.7 (6) 6.0 (11) 6.0 (11)
Graphite Interstitial 7.4 7.9 (7) 9.7 (31) 7.2 (3) 7.1 (4) 6.8 (8)

Diamond Monovacancy 6.6 4.3 (35) 5.2 (36) 7.2 (11) 7.1 (4) 6.8 (8)
Diamond Divacancy 9.1 6.6 (27) 5.1 (44) 10.6 (16) 10.7 (18) 10.1 (16)
Diamond Split Interstitial 11.4 8.3 (27) 12.4 (9) 9.8 (14) 11.0 (4) 11.4 (0)

Nanotube-(9, 9) Monovacancy 6.4 5.8 (9) -5.1 (180) 3.8 (41) -1.6 (125) -2.5 (139)
Nanotube-(9, 9) Divacancy 4.7 4.8 (2) -5.5 (217) 2.9 (38) -0.9 (119) -2.3 (149)
Nanotube-(9, 9) Stone-Wales (Parallel) 4.4 4.5 (2) -4.5 (202) 2.1 (52) -2.1 (148) -3.9 (189)
Nanotube-(9, 9) Stone-Wales (Transverse) 3.5 3.5 (0) -5.8 (261) 2.0 (44) -3.3 (192) -2.00 (156)

Nanotube-(9, 0) Monovacancy 5.3 4.9 (8) -0.9 (117) 4.4 (17) 4.7 (11) 3.4 (36)
Nanotube-(9, 0) Divacancy 3.6 3.5 (3) -1.0 (128) 3.0 (17) 4.1 (14) 2.8 (22)
Nanotube-(9, 0) Stone-Wales (Parallel) 2.7 3.1 (15) -1.3 (148) 3.2 (19) 3.4 (26) 3.6 (33)
Nanotube-(9, 0) Stone-Wales (Transverse) 3.5 3.2 (9) -1.1 (131) 3.1 (11) 4.2 (20) 2.6 (26)

trigonally bonded carbon atoms above and below the sheet. Isolated interstitial

atoms are not known either experimentally or from theory to be stable in diamond,

rather a split interstitial is found, where a lattice site is shared by two carbon atoms

which are displaced along the [100] and [1̄00] directions [205].

In sp2 bonded allotropes of carbon, the rotation of a single C-C bond trans-

forms four 6-membered rings into a cluster of two 7-membered and two 5-

membered rings, forming a Stone-Wales type defect [206, 207, 208, 207].

Table 5.3 compares the energies of a number of defects as computed with DFT,
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GAP-20 and the other models considered. In most cases, GAP-20 correctly predicts

the defect formation energy to within an error of 10%. Typically, the prediction of

the formation energies of Stone-Wales type defects was found to be extremely accu-

rate, with no error (to within the precision of the values given) in either the graphite

or graphene cases and only small errors for nanotubes. The errors for the formation

energies of diamond defects tend to be larger, ranging from 25-35%, while those for

defective nanotubes range from 0-11%. Anecdotally, we note that although relevant

training data for the defects considered are represented in the training data, it proved

challenging to achieve defect formation energies which were universally accurate.

In particular this is due to the sensitivity of the formation energies to aspects such

as the SOAP descriptor cutoff, specific training data included and the number of

sparse points used in the training.

Considering the empirical potentials, we find that the modifications to the Ter-

soff potential included in the REBO-II model dramatically improve the quality of

the predicted defect formation energies; percentage errors are often decreased by

an order of magnitude or more when comparing these two potentials. Surprisingly,

these results show that the inclusion of the long-range Lennard-Jones term in the

AIREBO model often has a negative impact on the accuracy of its predicted defect

formation energies, indicating that the addition of a long-range term without repa-

rameterisation of the short-range components has adversely impacted the energetics

of the model. Indeed, in the case of LCBOP, where this reparameterisation of the

short range bond-order potential has been performed, we find that the errors are sig-

nificantly reduced, and are in many cases comparable with the performance of GAP-

20. The exception to this being the case of defective nanotubes, where LCBOP

exhibits errors ranging from 11-52%. In fact, the prediction of nanotube defect for-

mation energies proved challenging for all of the empirical models considered. In

a number of cases, defect formation was found to be an energetically favourable

process and was associated with a strong relaxation of the nanotube structure after

defects were induced.

As well as accurately predicting the energetic cost of inducing defects in car-
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bon structures, GAP-20 was also found to accurately predict the structures of these

defects. We quantify this accuracy by calculating the structural similarity between

the defect structures optimised with our GAP model and those from DFT, in the

form of the root mean squared error (RMSE) between the two optimally overlapped

structures. In all but a handful of cases, the RMSE for these defects is vanishingly

small, with atoms having an error in their position of less than 10−2 Å, when com-

paring identical atoms from GAP-20 and DFT structures. In particular, the presence

and height of the characteristic buckling of the Stone-Wales defect in graphene was

well described, as was the structural distortion resulting from the presence of defects

in both (9,9) and (9,0) index carbon nanotubes. Similarly, the rehybridisation and

reconstruction of (5-8-5), (555-777) and (5555-6-7777) graphene divacancy defects

was accurately reproduced, as were the geometries of all of the diamond defects

considered. Situations in which GAP-20 showed structural inaccuracies were the

nanotube monovacancy structures and the parallel Stone-Wales defect in the (9,9)

index nanotube, for which the GAP model predicted a larger distortion of the bulk

nanotube structure due to the presence of the defects. We also find, that as with

all the models considered here, GAP-20 does not correctly describe the asymmetry

introduced through a Jahn-Teller distortion of the graphene monovacancy defect –

instead predicting the monovacancy to have a symmetric geometry. This is per-

haps unsurprising as the energy difference between the symmetric and asymmetric

geometries is typically small (ca 350 meV). However, even in the cases illustrated

here the typical error in the position of any atom was found to be only 0.1 Å. That

GAP-20 is capable of accurately modelling both the energetics and structural char-

acteristics of a wide range of carbon defects indicates its potential usefulness in a

wide range of simulations in which defective structures may be relevant, including

fracture, atom bombardment and simulations of membrane characteristics.

5.7 Liquid Carbon

As discussed previously, the requirements of a potential for the satisfactory mod-

elling of crystalline and liquid or amorphous phases are significantly different. In
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the case of crystalline materials, a highly accurate description close to a local min-

imum for a system is required [107]. Conversely, in a liquid simulation, a vastly

greater number of local configurations are explored, requiring a high degree of flex-

ibility and transferability [106]. As in the case of GAP-17, we therefore use the

liquid as a benchmark for the flexibility of our potential [106], scanning over a wide

range of densities and (here) temperatures. The aim is to diagnose any possible

issues which might be exposed by visiting a very diverse set of configurations dur-

ing the simulations. There is a strong precedent for the study of high temperature

liquids, including carbon, using DFT [209, 210]. A good agreement with DFT-

MD data is therefore strong evidence for the usefulness of the potential for further

studies of liquid carbon, which is present only under extreme conditions, but is

nonetheless vitally important, e.g. for understanding the nucleation and formation

of diamond and graphite under a wide range of circumstances [211, 212, 213, 214].

The radial distribution function (RDF) of a liquid represents a convenient mea-

sure of its local structuring, as does its angular distribution function (ADF). Here,

we compare the results of constant volume ab initio molecular dynamics simula-

tions to those of GAP-20. We perform two sets of simulations, one for a range of

densities between 1.5− 3.5gcm−3 at 5000 K and the other for a range of temper-

atures between 5000 - 9500 K at a fixed density of 2.5 gcm−3. These simulations

were performed for 216 atom systems using a chain of 5 Nosé-Hoover thermostats.

Ab initio trajectories were generated using VASP, simulations were performed at

the gamma point and data were collected for 5 ps at each temperature and pressure

[143, 159, 161]. We find that there is a very good agreement between the ab initio

data and the GAP-20 predictions for both the RDF and ADF across the wide range

of temperatures studied (see figure 5.7). GAP-20 correctly models the increased

structuring of the liquid carbon as the temperature is reduced from 9500-4500 K.

At temperatures below approximately 3500 K, the GAP model predicts the liquid to

form an amorphous glass which slowly graphitises (which is entirely expected be-

cause the temperature is now below the melting line). While a full discussion on the

mechanism of formation and resulting morphology of graphitised amorphous car-
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bons generated using GAP-20 is beyond the scope of the current work, this process

has previously been shown to be an excellent method of differentiation between the

numerous available carbon potentials [32, 31]. Figure 5.8 shows the RDF and ADF

computed with both GAP-20 and optB88-vdW across a wide range of densities,

from 1.5 to 3.5gcm−3 at 5000 K. This test is particularly important as it represents

dynamical simulations of structures from highly sp1 and sp2 hybridised (low den-

sity) through to a predominantly sp3 hybridised liquid at higher density. GAP-20

captures this change in the bonding characteristics of liquid carbon, in particular the

increase in the sp1 hybridised fraction of the liquid at very low densities (reflected

in bond angles close to 180 degrees), qualitatively similar to GAP-17 [106].

That GAP-20 can model the atomistic structure of liquid carbon at a wide

variety of temperatures and densities, while maintaining the ability to accurately

predict properties such as the phonon relation and defect formation energies is a

reflection of the flexibility of the GAP methodology. Such wildly different systems

explore a range of characteristic energies, where important fluctuations cover many

orders of magnitude; in carbon, this can be anywhere from the meV range in the

case of differences between graphite defect energies to fluctuations on the order

of tens of electron volts as encountered in the liquid. Despite these very different

energy ranges, it is not unlikely that a potential may encounter all of them over the

course of a single simulation (for example during the crystallisation of a solid phase

directly from the liquid) and it is therefore important that they be handled correctly.

5.8 Transferability of the Potential

Ultimately, the purpose of any interatomic potential is that it may be used for the

discovery of new and interesting phenomena. Consequently,in its application it

may encounter structures which were not explicitly considered in its construction,

in this case meaning that it must model structures which were not included in the

training data base. It has therefore been a criticism of ML potentials that their poor

performance in extrapolation might inhibit their use for scientific discovery. As

discussed earlier, the problem of extrapolation is circumvented by the fact that we
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Figure 5.7: Angular and radial distribution functions for liquid carbon at a fixed density of
2.5 gcm−3 for temperatures between 5000 - 9500 K. GAP-20 results are shown
in black, while reference DFT (optB88-vdW) data are given in red.

consider only the local environment around a particular atom to be important for

predicting its atomic energy and the forces acting upon it. While the problem of

exploring the entirety of the 3N dimensional chemical space is indeed intractable,

sufficiently sampling all of the physically relevant local environments is not [115].

We demonstrate this here by performing a diagnostic GAP driven random

structure search (GAP-RSS), similar in spirit to Refs. [215] and [23], and demon-

strate that the predicted energies of these structures agree well with those from DFT

[114, 113, 23]. We then calculate a number of high energy pathways for specific
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Figure 5.8: Angular and radial distribution functions for liquid carbon at 5000 K for a range
of densities from 1.5 to 3.5 g cm−3. GAP-20 results are shown in black, while
reference DFT (optB88-vdW) data are given in red.

transformations not included in the training and compare these to DFT. Both of

these tests serve the purpose of exploring the high energy regions of the potential

energy surface which may be explored during molecular dynamics simulations or

geometry optimisation and which must be well described for an ML model to be

transferable. Importantly, they are both explicitly designed to include configura-

tions which are not present in the training data set of GAP-20.

To perform the first test, we generate a cubic unit cell with lattice parameter a
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= 3 Å. In this cell, we randomly place 8 carbon atoms, avoiding any overlaps such

that the distance between any two carbon atoms is not less than 2 Å. This process is

performed to generate 1000 initial randomised geometries. The LAMMPS package

is then used to optimise lattice vectors of the cell independently using conjugate

gradient descent, while maintaining their orthogonality, until the total energy is

converged to within 10−8 eV [154]. Following this, the positions of the atoms in the

unit cell are optimised using a FIRE algorithm [216], until the total energy is again

converged to within 10−8 eV. This cycle is repeated twice more before performing

a final conjugate gradient optimisation of the atomic positions and cell vectors until

the total energy is converged to 10−10 eV.

To validate the results of our GAP-RSS, we recompute the energies of the

structures found using the reference DFT method used to train the model. We note

that for across all 1000 structures, the predicted energy agrees well with the energy

predicted from DFT. It has previously been shown that correctly identifying low

energy structures from a RSS is an extremely challenging task for empirical mod-

els, which often predict qualitatively incorrect behaviour and fail to find physically

relevant configurations due to their having many more local minima than the DFT

PES [217, 218].

Our GAP-RSS correctly identifies a range of important low-energy carbon

allotropes, as well as numerous more exotic species. In particular, AB-stacked

graphite was found as the lowest energy allotrope of carbon. AA- and ABC- stacked

graphite allotropes are also identified in the search, their energy is correctly pre-

dicted to be higher than that of the AB stacked graphite structure. Furthermore,

both diamond and lonsdaleite are both correctly identified. We also identify a num-

ber of more exotic carbon allotropes, some of which are known either from experi-

ment or theory but were not included in the training dataseset, including crosslinked

graphite structures, porous carbon cages and a variety of haekelite structures. For

the vast majority of structures found during the GAP-20 driven random structure

search, the predicted energies from both DFT and GAP-20 agree well (figure 5.9).

We also return at this stage to the sketch-map representation of the training
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Figure 5.9: (a) A comparison of the histograms of energies of structures identified by GAP-
RSS, given in eV / atom, showing good agreement for the prediction of the en-
ergy of structures between GAP-20 (shown in black) and DFT (optB88-vdW)
(shown in red). A number of examples of structures identified in GAP-20
driven random structure search are shown. The position of each of the exam-
ple structures on the histogram is indicated by their numbering, 1) AB stacked
graphite, AA stacked graphite. 2) cubic and hexagonal diamond. 3) Haekelite
4) crosslinked graphitic structure. 5) Novel carbon structure with high pro-
portion of sp1 hybridised carbon atoms (b) The structures resulting from the
GAP-RSS projected into the sketch-map representation from Fig 5.1. The den-
sity of the structures present in the training data are indicated by the contour
lines, while the structures identified from the GAP-RSS are shown as individual
points.
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dataset given in figure 5.1. In figure 5.9(b) we provide a projection of the GAP-RSS

structures onto this sketch-map representation. GAP-RSS points are coloured ac-

cording to the GAP-20 energy error. The density of structures present in the original

training dataset is indicated by black contour lines. It is clear that most structures

found are clustered in the region representing the bulk amorphous and crystalline

polymorphs, with very few structures representative of fullerenes or nanotubes iden-

tified. This is a reflection of the fact that only 8 atoms are included in the unit cell

used for the RSS. Additionally, the RSS procedure employed begins with simula-

tion cells which are fully periodic and with no symmetry constraints imposed on

the initial atomic positions. In the lower left of the sketch-map is a cluster which is

structurally distinct from those present in the training data, as indicated by its large

separation from other points in the sketch-map. These structures are characterised

by their highly sp1 rich character. Although a significant number of amorphous

structures which are rich in sp1 hybridised carbon atoms are included in the train-

ing data, there are indeed very few crystalline sp1 rich structures. Despite being

structurally distinct from anything included in the training dataset, the error in the

GAP-20 prediction for the energy of these structures remains low. This indicates ex-

cellent performance for GAP-20 in applications where transferability to potentially

novel structures is important.

We also test GAP-20 on a number of specific structural transformations. Al-

though our GAP model is not trained explicitly on reaction barriers, it is useful to

test how well the model performs for the prediction of the types of barriers which

might be encountered in studies of the reactivity of carbon nanostructures. To this

end, we compare the predictions of our GAP model to those of DFT for two approx-

imate transformations; a rigid bond rotation in graphene and a C60 fullerene. Since

these calculations are performed on rigid structures, rather than for example using

nudged elastic band calculations, the barriers calculated here will not be true defect

formation barriers. They are, however, still representations of physically reasonable

points on the potential energy surface which are not included in the training dataset

and so form a useful test of the potential compared to other models [182, 219].
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Figure 5.10: Energies for rigid transformations of a C-C bond in graphene (a) and in a C60
fullerene (b). Results from GAP-20, DFT (optB88-vdW) and a selection of
empirical potentials are shown.

Figure 5.10 (a) shows the barrier to rigid rotation of a C-C bond within a

graphene sheet as predicted by GAP-20, and the tested empirical potentials. The

performance of GAP-20 on this test is reassuring for its wider application, it

achieves excellent accuracy with respect to both the height of the local minimum

in the rotation and the height of the barrier. The AIREBO and REBO potentials

capture the general shape and height of the barrier, but predict jagged curves for

the rotation, as compared to the smooth variation from DFT. The LCBOP and Ter-
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soff potentials perform poorly, overestimating the energy of the rotation by more

than 30 eV, and erroneously situating a maximum in the potential energy where a

minimum is found from DFT. In the case of the Tersoff potential, two additional

spurious minima are located close to where the DFT maxima are located.

A similar situation is observed for the behaviour of the C60 rotational barrier

in figure 5.10 (b). Here, it is again seen that GAP-20 performs well, providing a

good estimation of the barrier height and shape with respect to DFT. The REBO,

AIREBO and Tersoff potentials all situate spurious minima in the potential energy

close to where the maxima in the reference DFT curve are located, although they

do also predict a minimum at the correct rotation. LCBOP again overestimates the

energy of the barrier by 20 eV, and situates a maximum in the potential energy

surface where a minimum ought to be located.

5.9 Conclusion

The advantages conferred by the flexibility of the Gaussian approximation potential

framework are made clear by the wide variety of structures which are accurately

treated by GAP-20. The variable hybridisation of carbon makes it an extremely

challenging element to model using empirical potentials; its structurally diverse al-

lotropes are energetically similar and the properties of these depend on an broad

range of physical interactions, from the weak van der Waals forces binding graphite

to the stiff covalent bonds of diamond. We have demonstrated here a model which is

equally suited to modelling not just these two bulk structures, but defects, surfaces

and liquid carbon as well. Wherever possible, we have validated the performance

of GAP-20 against the reference DFT method and shown it to perform well for a

number of physical properties across the different phases. Included in these are a

number of processes involving bond breaking and formation, some of which have

been challenging for cheaper empirical potentials by construction. Tests for trans-

ferability, specifically by diagnostic GAP-RSS runs and the study of transforma-

tions not included in the training, suggest that GAP-20 could readily be applied to

more thorough explorations of the carbon potential energy landscape, for example,
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in the search for larger fullerenes [180, 220] or in crystal-structure prediction by

expanding on Refs. [23] and [215]. Further applications may include the more de-

tailed study of non-graphitising or “hard” carbons [221, 222, 223, 224], following

on from earlier GAP-17 based studies in Ref. [178] and [179].

Despite the many potential applications of GAP-20, the model is not without

its shortcomings. While it remains significantly more computationally affordable

than direct ab initio simulation (in particular for large systems) the cost of its eval-

uation is much greater than that of empirical potentials (Supplementary Fig. 12),

and therefore the latter will still give access to even larger-scale systems [31]. We

also note that ‘real’ carbon is rarely found in isolation – hydrogenation and oxida-

tion of carbon structures is not considered here. The expansion of the scope of the

potential to treat hydrogenated or oxidised structures would complicate the process

of training both by requiring a larger training dataset and by requiring the inclu-

sion of a number of interactions not considered here. In addition to long ranged

van der Waals interactions (which are only considered approximately in the current

work), the introduction of other elements introduces the associated complexities of

substantial charge rearrangements: polar bonds and partial charges. Long ranged

Coulomb interactions, dipole-dipole and higher order multipole interactions remain

a challenge for ML potentials. We note that the combination of pure carbon simula-

tions (using GAP-17) and subsequent density-functional analyses of hydrogenation

and oxidation [31] or metal intercalation [179] has proven fruitful, and we expect

that further studies of this type will be facilitated by GAP-20, particularly when

low-density, dispersion-dominated nanostructures are concerned.

We believe that we have achieved an excellent compromise for our potential,

in that it accurately models the wide range of structures required to make it broadly

applicable. We do not claim perfect accuracy for all properties, however; we accept

that fitting to such a wide range of structures will necessarily impact the accuracy in

some areas. Notably, a large number of structures which were generated as part of

the total training dataset are excluded from the final training. Conversely, many have

been included which might be irrelevant for a researcher’s intended purpose. With
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this in mind, we have made freely available the total training dataset (structures,

energies, forces and virial coefficients) produced as part of this work. While we

do not believe that this will typically be necessary, it is a further virtue of the GAP

framework that a potential may be readily retrained to suit a particular purpose

simply by modifying the composition of the training configurations used, we believe

it is beneficial to offer the opportunity for users to tune the model to target higher

accuracy in a particular region of interest.

In addition to the training dataset, the potential introduced here is provided

in the form of an XML file and has been made freely available, along with the

GAP code at https://doi.org/10.17863/CAM.54529, it has the unique identifier

GAP 2020 4 27 60 2 50 5 436 and may be used within the QUIP software pack-

age which can be found at https://github.com/libAtoms/QUIP. GAP-20 may

be used for simulations directly in LAMMPS, using the QUIP for LAMMPS plugin

[154].

https://doi.org/10.17863/CAM.54529
https://github.com/libAtoms/QUIP


Chapter 6

General Conclusions

The application of novel machine learning techniques to the study of carbon has

significant precedent in the physical sciences. From the first neural networks [61],

to the first GAP models [60] and moment tensor potentials [123], carbon has often

been used as a test system. What all of these prior applications have in common, is

that they are in essence a showcase of the potential of a given ML algorithm. A brief

look through the literature quickly shows, however, that those methodologies which

are historically widely adopted by the scientific community - and therefore have the

greater impact overall - are not those for which many isolated specialised applica-

tions exist, but for which a universally available implementation is made available

to the community. In part, this is due to the highly specialised nature of modern

research. By example: a major contributor to the impact of the research making

use of DFT is down to the large number of universally available (often open source)

implementations - one does not have to be an expert in DFT in order to apply it to a

problem of interest. As such, a given researcher may be an expert in catalysis, ex-

cited state dynamics or any number of other fields, while leveraging DFT as a tool.

It is a major aim of this thesis that by providing a broadly applicable implemen-

tation of machine learning for a particular system, which is of continued scientific

interest, that others may be able to leverage the benefits of machine learning without

necessarily being an expert in it.

In order to meet this aim of producing an accurate and broadly applicable

model, fulfilling all of the criteria we have discussed a number of methodologi-
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cal and conceptual advances had to be made. The structural diversity of carbon

produces some unique challenges as previously discussed. Since, with the GAP

methodology, we are limited (due to computational cost) in the number of config-

urations we can use for training, one must be very careful in selecting those con-

figurations which are most important for producing a good model. As a researcher,

we might be led to believe that we are a good authority for what configurations are

‘important’ for modelling carbon and which are not. It turns out (perhaps unsurpris-

ingly) that this is not the case. Early on in the work presented here, our approach

was to generate training structures which we believed would be important - individ-

ual defects, crystalline structures, clean surfaces, etc. The results of the application

of models trained with datasets generated using this reductionist approach were of-

ten dissapointing; models tended to be inaccurate or unstable away from the sorts of

well-defined, clean structures commonly encountered in DFT applications. For ex-

ample, a GAP model trained on isolated Stone-Wales and monovacancy defects in

graphene will perform well at those well-defined state points, but extremely poorly

for a monovacancy adjacent a Stone-Wales defect. The solution to this problem

was to approach the construction of a dataset from an entirely different perspective

- generating as many varied and stochastic structures as possible, downloading car-

bon structures from online databases, melting crystal surfaces, etc. In doing so, we

constructed a database of 17,000 configurations, representing almost 2.5 million

local atomic environments. This is more than could ever reasonably be used for

training a GAP model, so to thin these structures down to only the most important,

we employed farthest point sampling; ‘allowing the computer to decide’ based on a

structural metric which configurations were most important for the modelling. This

process appears to be key to achieving the greatest measure of transferability in a

ML model.

Closely connected to the above, is selecting the parameters of the descriptors

(in particular the SOAP descriptors), to maximise the accuracy of the model while

reducing the size of the descriptor. In this work, we showed for the first time that in

the expansion of the SOAP neighbour density, the radial component of the spherical
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harmonics used are far more important than the angular components. This allowed

us to significantly improve the accuracy of the model, with no modifications to

the fundemantal methodology required. This approach has since been used in the

construction of two other GAP models using SOAP descriptors, one for hexagonal

boron-nitride and a general model for phosophorus [225, 152].

A further necessary advancement was the treatment of long-range van der

Waals effects in a computationally efficient way, in particular for layered structures

like graphite. Many potential approaches could be conceived, including the direct

use of D3 corrections as found in DFT. However, these corrections require the use of

specific XC functionals and don’t necessarily provide accurate results for the system

of interest; in particular the use of a D3 correction would preclude the use of vdW

inclusive functionals used in this work, which have been demonstrated to provide a

far better agreement for layered materials with respect to experiment. Therefore, in

this thesis we have developed a simple and broadly applicable approach that can be

used to implement effective long-range van der Waals into any model - including

older machine learning models which may not have been trained with van der Waals

interactions in mind. We first compute a semianalytical spline, which matches the

r6 functional form for long-range interactions in the layered phase. We subtract

the energy of this semianalyical function from the entire training dataset, and fit a

GAP model as normal to the remaining energy. In this way, short-range van der

Waals effects are fitted in a manybody fashion by the short-range SOAP descriptor,

while long-range interactions are fitted with a semianalytical two-body potential -

we are also guaranteed a smooth crossover between these two regimes because of

the character of the SOAP cutoff function. Although similar semianalytical terms

have been included in the repulsive component of GAP mdoels in the past, to the

best of our knowledge, this is the first application in which the approach has been

used to include long-range van der Waals interactions in a machine learned poten-

tial. This approach has also been subsequently applied to the construction of two

other GAP potentials for layered materials, with good success [225, 152].

In terms of the potentials constructed, we have first investigated how to con-
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struct a model for carbon for one particular phase, graphene. We have extensively

tested this model against both experimental and theoretical values for the lattice pa-

rameter, vibrational properties and thermal expansion - demonstrating good agree-

ment in all cases. We have then extended this model and combined it with existing

datasets, to produce GAP-20, a potential for carbon which is accurate enough to

model the crystalline phases of carbon, while maintaining the transferability re-

quired to study a wide range of liquid, amorphous and novel structures. This has

again been rigorously tested for numerous physical properties, including lattice pa-

rameters, formation energies, phonon spectra, surface energies, liquid radial and an-

gular distribution functions, activation barriers and random structure searches. We

also note here, that the benchmark for quality and testing required when producing

a widely-available model which claims broad applicability is arguably higher than

in cases where a purpose-build model is constructed and used for one application

‘in-house’. As such, additional stability testing has been performed to search for

potential spurious behaviour, examples of this include liquid quenches from very

high temperature, annealing simulations of amorphous structures and crystal sur-

faces, simulations of C60@CNT ‘pea pods’, nudged elastic band calculations of

defect formation and structure searches of carbon nanoclusters. This testing, com-

bined with the quantitative testing analyses reported in the thesis, give confidence

to the statement that the GAP-20 model can be applied to a wide range of carbon

structures and be expected to produce accurate results.

That is not to say that GAP-20 is at all perfect. We have shown in this thesis

that the prediction of diamond defect formation energies leaves something to be de-

sired - GAP-20 often predicts the energies of these to be about 1-2 eV lower than

is found from DFT. Similarly, the Jahn-Teller distortion known to be present in the

graphene graphene is not reproduced. Perhaps the largest oversight of the GAP-20

model for studying ‘real’ carbonaceous systems is its elemental purity. Carbon is

rarely, if ever, found in isolation. An extension of the GAP-20 model to include, for

example, hydrogen and oxygen, would greatly extend the scope of application of the

model. Even more desirably, an inclusion of the other elements commonly found
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in living organisms, proteins and DNA: nitrogen, phosophorus, etc. would result

in a model with the potential for significant scientific impact. Doing so would not

necessarily be a straightforward ‘extension’ of the present model, however. Such

is the nature of carbon, that the structures which it adopts in the presence of other

elements bear little resemblance to its pure crystalline forms. The carbon back-

bone found in the double-helix of DNA could not be less similar in its structure

or properties to those of a diamond. A further challenge would be that of long-

range charge interactions, one which is only recently being addressed in the ML

community. In pure carbon there is little chance of generating charged structures,

dipoles or polar surfaces - but in the case of carbon bonded to hydrogen, oxygen

or nitrogen, these are key to understanding the structure and properties of the ma-

terial. Finally, we must address the choice of electronic structure method. DFT is

a convenient choice, but if many thousands of CPU hours will be taken up in ap-

plying a ML model, it is ultimately economical to ensure that the highest quality

reference configurations are performed. Problematically, there is no clear ‘ideal’

candidate for what those high quality reference configurations ought to be. For

gas-phase molecules and non-periodic systems, coupled cluster calculations have

been successfully applied [104, 78]. However, in the condensed phase, we require

calculations which implement periodic boundary conditions naturally; such calcu-

lations are at present extremely challenging with coupled cluster. Methods like the

random phase approximation (RPA) are appealing for this reason, but have the no-

table disadvantage of not quite reaching the ‘gold standard’ of accuracy achieved

by coupled cluster. Recent advances have made Quantum Monte-Carlo (QMC) ap-

pear much more promising, as fully periodic calculations involving hundreds of

electrons may now be performed in the condensed phase with a cost close to that

of RPA [226, 227]. However, the lack of availability of atomic forces with QMC

presents great challenges to its use for ML.

Overall, we believe that the work presented here achieves an excellent balance

between accuracy and transferability. A number of methodological advances for

the construction of ML models have also resulted from the work conducted over
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the course of this PhD. Although there are many improvements which could - and

hopefully will - be made, these are generally of the sort that require either entirely

new projects, or methodological advances, or both. Moreover we believe that the

final ‘product’ of the thesis, GAP-20, is a useful and practical tool for the scientific

community to use; it is my hope that GAP-20 will have a life beyond the work

presented in this document.



Appendix A

Additional Information on Graphene

Model Testing

A.1 Force Errors and Lattice Parameters of Empiri-

cal Models
The reference DFT method (optB88-vdW) overestimates the lattice parameter by

0.002 Å (0.08%) with respect to the experimentally determined graphite lattice pa-

rameter of 2.462 Å [142]. The remaining DFT functionals considered also overes-

timate the lattice parameter by between 0.002 and 0.008 Å, with the exception of

LDA which underestimates the lattice parameter by 0.016 Å (0.65%) with respect

to the experimentally determined value. We note that the force errors associated

with the quality of the fit of the GAP model to the DFT reference is in general

smaller than or comparable to the force error if measured between two different

exchange-correlation functionals.
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Figure A.1: Graphene force errors for empirical potentials compared to DFT
Force errors for all tested classical potentials, Amorphous and Graphene GAP po-
tentials and DFTB, compared to optB88-vdW dft.

A.2 Functional Sensitivity of Forces; Correlation of

Forces with Different Functionals
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Potential RMSE (In-plane)
eV Å−1

RMSE (Out-
of-plane)
eV Å−1

Lattice parameter
(0 K)

Time (Relative)

Graphene GAP 0.028 0.019 2.467 (+0.003) 344
Amorphous GAP 0.270 0.258 2.430 (-0.03) -
Tersoff 3.122 0.542 2.530 (+0.08) 1
REBO 0.722 0.187 2.460 (-0.004) 1.2
AIREBO 0.548 0.414 2.419 (-0.05) 1.9
AIREBO-m 0.720 0.568 2.459 (-0.005) 2.9
LCBOP 0.595 0.306 2.459 (-0.005) 2.3
ReaxFF 1.226 0.311 2.462 (-0.002) 23
DFTB 0.693 0.162 2.470 (+0.006) 950
optB88-vdW - - 2.464 2 ×107 (AIMD)
LDA 0.015 0.058 2.446 (-0.018) -
PBE 0.032 0.008 2.467 (+0.003) -
optB86b-vdW 0.027 0.010 2.466 (+0.002) -
optPBE-vdW 0.017 0.017 2.471 (+0.006) -
PBE-D3[228] 0.032 0.008 2.467 (+0.003) -
PBE-TS[229] 0.031 0.008 2.464 (+0.0) -
Exp. (Graphite,
300 K)

2.462

Table A.1: Root mean squared force errors, lattice parameters predicted and relative costs
of empirical many-body and GAP models. Bracketed values represent the dif-
ference in lattice parameter associated with choosing a different exchange cor-
relation functional rather than optB88-vdW as the reference DFT method for
fitting and benchmarking. Dashed entries for timings have not been measured.

A.3 Functional Sensitivity of Graphene Phonon Dis-

persion Curves
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Figure A.2: Force errors for other choices of DFT functional versus the chosen optB88-
vdW reference.
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Figure A.3: Comparison of phonon spectra as calculated using the finite displacement
method for a variety of DFT functionals, highlighting the robustness of these
results to this choice. We note that the errors present in the graphene GAP
versus experiment in the main text are the result of a close fit to the reference
DFT method - the same inaccuracies close to the K high symmetry point are
observed both for the DFT reference and the graphene GAP.



Appendix B

Additional Information on GAP-20

Carbon Model Testing

In this appendix, we include data on further tests performed on GAP-20, in addition

to further data for comparison with the other models considered in this work. In

section 1, we give details of the GAP model parameters used in this text. In section

2, we provide tabulated data for the crystalline formation energies presented in the

main text, this is followed in section 3 by further information on the predicted for-

mation energies of a range of armchair and zig-zag nanotubes. Sections 4, 5, 6 and

7 give the phonon dispersion curves for graphene, diamond, a 9,9-index nanotube

and a 9,0-index nanotube, for all of the models considered. In section 8, we plot

the graphene bilayer separation curves for the models tested. In Section 9, the force

and energy errors for a wide range of configurations considered in the training set

are provided. In section 10, we give some further details on the optimisation of the

GAP model. Finally, in section 11, we provide some information on the efficiency

of the model compared to direct ab initio simulation.
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B.1 Training of the Potential

Table B.1: Hyperparameters of the GAP Model. Note that modified values for σenergy,
σforce and σvirial are used for a number of sets of configurations.

GAP 2b Descriptor

Cutoff Å 4.5
δ 2.0
Sparse Method uniform
Covariance Gaussian
Sparse points 15

3b Descriptor

Cutoff Å 2.5
δ 0.05
Sparse Method uniform
Covariance Gaussian
Sparse points 200

SOAP Descriptor

Cutoff Å 4.5
Cutoff width Å 1.0
δ 0.2
Sparse method CUR
Sparse points 9000
lmax 4
nmax 12
ζ 4

Global Parameters

σenergy [eV] 0.001
σforce [eV / Å] 0.1
σvirial [eV] 0.2



B.1. Training of the Potential 150

Table B.2: Due to the differing energy scales involved in training, specific sets of configu-
rations are fitted with customised values for σenergy, σforce and σvirial. The values
for these are tabulated here.

Config Type σenergy [eV] σforce [eV / Å] σvirial [eV]

Graphite 0.001 0.01 0.05
Diamond 0.001 0.01 0.05
Graphene 0.001 0.01 0.05

Crystalline Bulk 0.001 0.01 0.05
Nanotubes 0.001 0.01 0.05
Fullerenes 0.002 0.1 0.2

Amorphous Bulk 0.005 0.2 0.2
Liquid 0.050 0.5 0.5
Defects 0.001 0.01 0.05
Surfaces 0.002 0.1 0.2

Amorphous Surfaces 0.005 0.2 0.2
Liquid Interface 0.050 0.5 0.5

Graphite Layer Separation 0.001 0.01 0.05
Dimer 0.002 0.1 0.2

Single Atom 0.0001 0.001 0.05
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B.2 Crystalline Properties

Table B.3: Formation energies of the crystalline carbon phases computed with GAP-20
and the tested empirical models compared to those from DFT. In the first table,
absolute values of the formation energies relative to the gas phase atom are
given, with errors relative to the DFT value in brackets. In the second part of the
table, the values for the formation energies are instead given relative to graphite.

Formation Energy [eV] (% Error)

DFT GAP-20 Tersoff LCBOP REBO-II AIREBO

Graphite -8.98 -8.97 (0.1) -7.40 (18) -7.38 (21) -7.40 (18) -7.48 (17)
Diamond -8.85 -8.85 (0.1) -7.37 (18) -7.35 (18) -7.37 (18) -7.46 (17)
Graphene -8.91 -8.9 (0.1) -7.40 (18) -7.35 (18) -7.40 (18) -7.43 (17)
Hexagonal Diamond -8.85 -8.84 (0.1) -7.37 (17) -7.34 (18) -7.37 (17) -7.30 (18)
Nanotube-(9, 9) -8.73 -8.74 (0.1) -7.28 (17) -7.27 (17) -7.26 (17) -7.33 (16)
Nanotube-(9, 0) -8.75 -8.75 (0.0) -7.20 (18) -7.16 (19) -7.18 (19) -7.23 (18)
C60 Fullerene -8.53 -8.51 (0.2) -6.73 (22) -6.93 (19) -6.84 (20) -6.81 (21)
C100 Fullerene -8.52 -8.60 (0.9) -6.94 (20) -7.06 (19) -7.00 (20) -7.02 (19)

Formation Energy Rel. Graphite [eV] (% Error)

Graphite 0 0 0 0 0 0
Diamond 0.12 0.12 (1.2) 0.03 (67) 0.03 (67) 0.03 (67) 0.02 (78)
Graphene 0.07 0.07 (0.4) 0.00 (100) 0.03 (100) 0.00 (100) 0.05 (29)
Lonsdaleite 0.13 0.13 (1.6) 0.03 (75) 0.04 (67) 0.03 (75) 0.18 (50)
Nanotube-(9, 9) 0.25 0.22 (7.5) 0.12 (57) 0.11 (61) 0.14 (50) 0.15 (46)
Nanotube-(9, 0) 0.22 0.22 (1.8) 0.20 (9) 0.22 (0) 0.22 (0) 0.25 (14)
C60 Fullerene 0.45 0.45 (2.3) 0.67 (49) 0.45 (0) 0.56 (24) 0.67 (49)
C100 Fullerene 0.35 0.37 (5.7) 0.46 (31) 0.32 (9) 0.40 (14) 0.46 (31)
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Figure B.1: Formation energies of zig-zag and armchair chirality carbon nanotubes com-
pared to those from DFT. (A) Zig-zag nanotubes formation energies. (B) Arm-
chair nanotubes formation energies. (C) Zig-zag nanotubes formation energies
given relative to the formation energy of graphite for each model. (D) Arm-
chair nanotubes formation energies given relative to the formation energy of
graphite for each model.

B.3 Graphene Phonon Dispersion Curves
While the phonon dispersion curves for graphene as calculated with a number of

empirical models have been reported previously, they are provided here in figure

B.2 again for completeness - we have additionally computed the phonon dispersion

relation for graphene as predicted with the existing GAP-17 potential. Many of the

potentials achieve a reasonably good description of the shape of the low frequency

phonon modes, however they struggle to describe the spare and energy of higher
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(a) (b)

(c) (d)

(e) (f)

Figure B.2: Phonon dispersion curves for graphene calculated with (A) GAP-20 (B) Tersoff
Potential (C) LCBOP (D) REBO (E) AIREBO (F) GAP-17. DFT (optB88-
vdW) Reference data are shown in red, while model test data are shown in
black. Note that the in this instance, we compare GAP-17 (trained using the
local density approximation (LDA) DFT functional) to optB88-vdW reference
data, so some disagreement is inevitable. A comparison of the functional de-
pendence of these data for graphene can be found in [107].

frequency modes.
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B.4 Diamond Phonon Dispersion Curves

(a) (b)

(c) (d)

(e) (f)

Figure B.3: Phonon dispersion curves for diamond calculated with (A) GAP-20 (B) Tersoff
Potential (C) LCBOP (D) REBO (E) AIREBO (F) GAP-17. DFT Reference
data are shown in red, while model test data are shown in black. Note that the in
this instance, we compare GAP-17 (trained using the LDA DFT functional) to
optB88-vdW reference data, so some disagreement is inevitable. A comparison
of the functional dependence of the phonon spectrum of graphene can be found
in [107].

In figure B.3 we provide the calculated phonon modes for diamond using our

GAP-20 model, the empirical models tested and the GAP-17 potential. In most

cases, the empirical models struggle to predict the shape of the phonon dispersion

relations and the phonon band energies are often inaccurate.
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B.5 Nanotube-(9, 9) Phonon Dispersion Curves

(a) (b)

(c) (d)

(e) (f)

Figure B.4: Phonon dispersion curves and density of states for (9,9) index nanotube cal-
culated with (A) GAP-20 (B) Tersoff Potential (C) LCBOP (D) REBO (E)
AIREBO (F) GAP-17. DFT Reference data are shown in red, while model
test data are shown in black. Note that the in this instance, we compare GAP-
17 (trained using the LDA DFT functional) to optB88-vdW reference data, so
some disagreement is inevitable. A comparison of the functional dependence
of the phonon spectrum of graphene can be found in [107].

In figure B.4 we report the phonon dispersion relations for a (9, 9) index carbon

nanotube, additionally showing the density of states. It is challenging to make a

detailed comparison here regarding specific modes, due to the number and similarity

of the various phonon modes. It is more convenient to refer to the density of states

in order to draw broad conclusions. Similarly to the case of graphene, the Tersoff
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potential vastly overestimates the energy of the highest frequency vibrational modes

of carbon nanotubes as well as predicting the degeneracy of many phonon modes

close to the Brillouin zone edge. The LCBOP, REBO and AIREBO potentials all

predict a large spurious peak in the vibrational density of states at high energies.

The GAP-17 model correctly predicts the energies of the highest energy modes, but

again predicts degenerate vibrational states near the Brillouin zone edge. The GAP-

20 model introduced here shows some broadening of the peaks in the vibrational

density of states, but generally provides an accurate description of the shape and

energies of the phonon dispersion.
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B.6 Nanotube-(9, 0) Phonon Dispersion Curves

(a) (b)

(c) (d)

(e) (f)

Figure B.5: Phonon dispersion curves and density of states for (9,0) index nanotube cal-
culated with (A) GAP-20 (B) Tersoff Potential (C) LCBOP (D) REBO (E)
AIREBO (F) GAP-17. DFT Reference data are shown in red, while model
test data are shown in black. Note that the in this instance, we compare GAP-
17 (trained using the LDA DFT functional) to optB88-vdW reference data, so
some disagreement is inevitable. A comparison of the functional dependence
of the phonon spectrum of graphene can be found in [107].

In figure B.5 we present the phonon dispersion curves and vibrational density

of states for a (9, 0) index carbon nanotube as predicted by GAP-20, a number of

empirical potentials and the GAP-17 model. As in the case of the (9, 9) index carbon

nanotube, the Tersoff potential overestimates the energy of the high energy phonon

modes by approx. 100 meV, while the REBO, LCBOP and AIREBO potentials have
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a spurious peak in the vibrational density of states at high energies. In this instance,

the GAP-17 model underestimates the energy of the phonon modes, but predicts the

correct shape for the density of states. The GAP-20 model shows some broadening

of the peaks in the vibrational density of states, but is generally accurate for both

energies and dispersion shape.



B.7. Graphene bilayer separation energy 159

B.7 Graphene bilayer separation energy

Figure B.6: Energy required to move a bound system of two graphene sheets out to large
separation.

Figure B.6 shows the predicted energy as the distance between two graphene

sheets is changed. It provides a useful test of how well a potential might capture the

long-ranged Van der Waals interactions, which are important for modelling layered

materials like graphite. GAP-20 accruately reproduces the shape and depth of the

binding curve out to long separation as do both the AIREBO and LCBOP potentials,

although the latter does underbind the two sheets. GAP-17 strongly overbinds the

two sheets at very short distances. Due to their extremely short cutoffs, the REBO

and Tersoff potentials predict no interaction between the graphene sheets even at

very short distances.
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B.8 Force and Energy Errors of the Potential

Figure B.7: Force Errors (1/3) (Left to right) Correlation between GAP-20 and DFT
(optB88-vdW) forces, errors in force prediction for GAP-20, correlation be-
tween GAP-20 and DFT (optB88-vdW) energies and errors in energy predic-
tion for GAP-20. (Top to bottom) data for bulk amorphous, dimer, SACADA
[184] database, fullerenes, nanotubes and bulk crystalline structues.
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Figure B.8: Force Errors (2/3) (Left to right) Correlation between GAP-20 and DFT
(optB88-vdW) forces, errors in force prediction for GAP-20, correlation be-
tween GAP-20 and DFT (optB88-vdW) energies and errors in energy predic-
tion for GAP-20. (Top to bottom) data for defective carbon, graphite, carbon
surfaces, crystalline RSS data [23], liquid carbon and liquid-solid interfaces.
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Figure B.9: Force Errors (3/3) (Left to right) Correlation between GAP-20 and DFT
(optB88-vdW) forces, errors in force prediction for GAP-20, correlation be-
tween GAP-20 and DFT (optB88-vdW) energies and errors in energy predic-
tion for GAP-20. (Top to bottom) data for graphene, diamond, the isolated
gas-phase atom, bilayer graphene and amorphous carbon surfaces.



B.9. Optimisation of SOAP Descriptor 164

B.9 Optimisation of SOAP Descriptor

Figure B.10: Variation of mean absolute force errors on the test set for an l=8, n=8 SOAP
descriptor with a 4.2 Åcutoff and 6000 sparse points with respect to the σforce
parameter used in GAP training. The minimum is present as a result of reach-
ing an optimal balance between overfitting and underfitting.

Figure B.10 shows the convergence of the force error as a function of the se-

lected value for σforce. The accuracy of the potential is strongly affected if values

larger than approx 0.01 eV Å−1 are used, and begin to increase again for very small

values as over-fitting becomes problematic. In general, one wishes to use the largest

value possible without negatively impacting the quality of the potential, thereby

minimising the effects of over-fitting and maximising the resistance of the potential

to noise or other possible artefacts in the training data.

B.10 Random Structure Search
In addition to showing the error of GAP-20 compared to DFT when computing the

energies of the GAP-RSS structures, we here also plot in sketch-map representation

(fig B.11 the energies of the structures themselves.
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Figure B.11: Sketch-map representation of GAP-RSS structures, the energy of each struc-
ture is indicated by the colour of the point. The density of the population
of structures in the GAP-20 training data are indicated by the black contour
lines.

B.11 Cost of the Potential

The primary benefit to using a Gaussian approximation potential over direct ab

initio simulation is the significant reduction in the cost of simulations. We have

previously commented on the relative cost of direct ab initio simulation compared

to GAP models, density functional tight binding and a number of empirical models

for a small 200 atom graphene system [107]. Here, we compare the cost of our GAP

model to that of direct ab initio simulation with VASP and to the LCBOP empiri-

cal many body potential for carbon. Although there are many empirical potentials

for carbon available, for our illustrative purposes here they perform effectively the

same; the LCBOP potential could be substituted for any number of other empirical

potentials without affecting our conclusions here.

Simulations were performed in the NVT ensemble at 1000K for diamond lat-
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tices ranging from 8 to 5832 atoms. These simulations were performed using 72

cores spread over 3 nodes on the Thomas cluster, the UK National Tier 2 High

Performance Computing Hub for Materials and Molecular Modelling.

In the case of GAP and LCBOP simulations, trajectories of 20,000 steps were

generated, for VASP ab initio molecular dynamics simulations, trajectories of 10

steps were generated. Ab initio molecular dynamics simulations were performed at

the gamma point, the electronic convergence criterion was set to 10−4 eV, all other

settings were fixed as described for the generation of the training data. We note that

for very small system sizes, the empirical models will spend a considerable portion

of their time on communication rather than on calculation of the pair potential,

however this is unavoidable if we wish to perform comparable simulations on larger

cells with DFT.

Figure B.12: Efficiency of the GAP model for simulations of various sizes. Note the loga-
rithmic scale of the y-axis.

As can be seen from figure B.12, the GAP model is many orders of magni-

tude cheaper than ab initio molecular dynamics, even for relatively modest system

sizes. Furthermore, since the scaling of the GAP model follows the approximately

Nlog(N) scaling of empirical MD, while that of DFT scales with the cube of the

number of electrons, the advantage to using the GAP model increases dramatically

for larger systems. In fact, simulations using DFT for systems larger than 2744

atoms was not possible with the chosen computational setup. While GAP model

does, have a much larger prefactor to this scaling than any of the empirical models
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tested, it remains entirely feasible to use it to simulate systems of tens of thousands

of atoms for nanoseconds at a time.
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[24] David Tománek. Guide Through the Nanocarbon Jungle. Morgan & Clay-

pool Publishers, San Rafael, 1 edition, 2014.

[25] Rasim Mirzayev, Kimmo Mustonen, Mohammad R. A. Monazam, Andreas

Mittelberger, Timothy J. Pennycook, Clemens Mangler, Toma Susi, Jani Ko-

takoski, and Jannik C. Meyer. Buckyball sandwiches. Science Advances,

3(6):e1700176, 2017.

[26] M. H. Nazare and A. J Neves. Properties Growth and Applications of Dia-

mond. INSPEC, London, 1 edition, 2001.

[27] Y Magnin, G D Förster, F Rabilloud, F Calvo, A Zappelli, and C Bichara.

Thermal expansion of free-standing graphene: benchmarking semi-empirical

potentials. Journal of Physics: Condensed Matter, 26(18):185401, 2014.



Bibliography 171

[28] A. K. Geim. Graphene: Status and prospects. Science, 324(5934):1530–

1534, 2009.
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[62] Albert P Bartók, Sandip De, Carl Poelking, Noam Bernstein, James R Ker-
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tirtzi, Oliver Pecher, Gábor Csányi, Stephen R. Elliott, and Clare P. Grey.

Towards an atomistic understanding of disordered carbon electrode materi-

als. Chemical Communications, 54(47):5988–5991, 2018.
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