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ABSTRACT 

Auditory categorisation is a function of sensory perception which allows humans to 

generalise across many different sounds present in the environment and classify them into 

behaviourally relevant categories. These categories cover not only the variance of acoustic 

properties of the signal but also a wide variety of sound sources. However, it is unclear to 

what extent the acoustic structure of sound is associated with, and conveys, different facets of 

semantic category information. Whether people use such data and what drives their decisions 

when both acoustic and semantic information about the sound is available, also remains 

unknown. To answer these questions, we used the existing methods broadly practised in 

linguistics, acoustics and cognitive science, and bridged these domains by delineating their 

shared space. Firstly, we took a model-free exploratory approach to examine the underlying 

structure and inherent patterns in our dataset. To this end, we ran principal components, 

clustering and multidimensional scaling analyses. At the same time, we drew sound labels’ 

semantic space topography based on corpus-based word embeddings vectors. We then built 

an LDA model predicting class membership and compared the model-free approach and 

model predictions with the actual taxonomy. Finally, by conducting a series of web-based 

behavioural experiments, we investigated whether acoustic and semantic topographies relate 

to perceptual judgements. This analysis pipeline showed that natural sound categories could 

be successfully predicted based on the acoustic information alone and that perception of 

natural sound categories has some acoustic grounding. Results from our studies help to 

recognise the role of physical sound characteristics and their meaning in the process of sound 

perception and give an invaluable insight into the mechanisms governing the machine-based 

and human classifications. 

 Key words: auditory perception, categorization, similarity. 



 

IMPACT STATEMENT 

The purpose of the present research is to fill out an existing gap in the literature by exploring 

the question whether the acoustic structure of environmental sounds is somehow reflected in 

their linguistic representations and to what degree are they related. The major contributor to 

that gap is the lack of research investigating any of these aspects in a systematic way. Studies 

focused on acoustic features of environmental sounds favour model predictions' accuracy 

over the details of the acoustic space itself. On the other hand, linguistic studies neglect 

sound labels due to their limited semantic and syntactic value. In the context of the broadly 

available audio datasets, labels are driving their creation and are acknowledged part of the 

dataset, but are yet to obtain sufficient attention. As a consequence, our knowledge about the 

principles governing auditory categorization is somewhat limited. 

The current thesis explores the importance of physical sound characteristics and natural 

acoustic variability, their meaning conveyed by labels used to describe them, as well as 

perceptual representations of natural sound categories derived from pairwise similarity 

ratings. The findings of the present thesis have a great potential to advance the development 

of classification and categorization algorithms, inform soundscape research and design, and 

also inspire experimental work across various scientific domains. 

First, the thesis offers supportive evidence that the notion of similarity provides a useful 

framework in mapping acoustic, semantic and perceptual dimensions of auditory perception. 

We emphasize the need for global similarity metrics, not as a unifying theoretical position or 

conceptual shortcut in processing, but rather as a purely practical tool for researchers to use 

when sampling stimuli or making decisions about further analyses. 

Secondly, by exploring the within-category variability, we extend the knowledge about 

various sound categories. Our work sets the ground for further research aiming at 

understanding between-category relationships or mapping the whole acoustic space occupied 

by natural sounds. The format of our dataset, as well as the complementary information, 

facilitates its use in behavioural research, neuroimaging, linguistics, acoustics or machine 

learning applications. 

Thirdly, this work provides useful information for sound quality evaluation researchers and 

soundscape designers. By gaining a deeper understanding of how specific categories of 

sounds are acoustically, semantically and perceptually represented we facilitate building 

models of perception and evaluation for environmental research. The information about 



 

confusion patterns and spatial distributions of perceptual representations of categories can be 

used to guide improvements in acoustic space and design of more perceptually coherent and 

appealing environments. 

Lastly, we provide a set of tools that can be used across various disciplines – a 

comprehensive set of environmental sounds, consistent labels with established topography, as 

well as complementary acoustic information and perceptual data. We hope that these 

resources will inspire researchers. 
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CHAPTER 1 

General Introduction 

Soundscape research re-emerged relatively recently, drawing attention from the sounds 

present in the surrounding environment to the users' perception of acoustic space and their 

individual preferences. Such shift in understanding acoustic environment requires a change in 

approaching the problem of sound evaluation and design, as the sound perception does not 

rely solely on the specific visual and acoustic features embedded in the space itself, but also 

on the person who perceives such space in a particular context (Schafer, 1977; ISO 12913-

1:2014). Based on acoustic analyses of sound recordings we can make accurate predictions 

about people's perception of sounds present in the environment (e.g., Lunden, Axelsson, & 

Hurtig, 2016) but yet very little is known why those predictions might be true. An important 

aspect of soundscape evaluation is acknowledging the presence of different sounds sources, 

which contribute to the final soundscape quality. For example, natural sounds are generally 

associated with more positive assessments than sounds coming from machinery or 

construction. However, there is no conclusion yet whether this effect is driven by the inherent 

acoustic properties of those sounds, meaning associated with them or the context in which 

they are embedded. It has also been suggested that subjective perception is shaped by 

contextual modulation what indicates that acoustic properties are not sufficient to account for 

variance in sound quality assessment. For example, sounds from two different classes might 

have similar acoustic characteristics – like for the sound of distant traffic and sea waves – 

while the interpretation and evaluation of that sound seem to be moderated by visual input 
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crucial for resolving sounds' categorical membership and hence determining its quality 

(Hunter et al., 2010). Since the categories are formed not only based on the perception of 

physical features of the stimuli but also more abstract types of information, such as its 

meaning or context, it is crucial to understand how people perceive and interpret their 

acoustic environments, what type of information they use and ultimately also how the 

processes of sound encoding and evaluation emerge within the brain. 

1.1 Background information and context 

Everyday soundscapes can be considered in terms of their inherent physical characteristics 

and structural complexity. Physical properties of sound have been broadly described and used 

in traditional acoustics, sound design and engineering. Multiple standards for features 

selection and extraction exist in various scientific domains (e.g., Casey, 2001). Musical 

information retrieval favours measures of spectral variance (Lartillot, Toiviainen, & Eerola, 

2008), speech signal processing is almost entirely based on cepstral features (e.g., Mel-

frequency spectral coefficients; Delvaux, 2007; Mielke, 2012) and environmental acoustics 

and sound design broadly use more traditional descriptors (e.g., zero-crossing rate or spectral 

irregularity features; Serizel, Bisot, Essid, & Richard, 2018) and incorporate perceptual 

attributes of sound (e.g., loudness, brightness, sharpness; for review see: Alias, Socoro, & 

Sevillano, 2016). With respect to soundscapes’ structural complexity, at the most general 

level acoustic scene describes all the sounds present in the environment (e.g., park ambience, 

traffic noise), whereas single sound events refer to individual sound sources (e.g., fountain, 

car) present in that scene. As constituents of a broader acoustic context, single events allow 

for a detailed description of what is happening in that scene (e.g., dog barking, children 

playing, car passing) denoting the agent, sound source and action producing the sound, as 

well as delineating its context (Guastavino, 2018). Labelling the sound sources is, therefore, a 

crucial step in annotating and evaluating sound events as these represent the categories used 

in sound scene analysis, event detection and classification. 

Classical theories of categorisation refer to the processes based on the conjunction of 

necessary and sufficient conditions which need to be met in order to classify an object as 

belonging to the specific category (for review see: Smith & Medin, 1981). Ultimately, the 

object either possesses a particular feature or not, and the category membership is concluded 

on the all-or-none basis. However, this approach assumes that the categories are exhaustive 

and mutually exclusive, which is not always true for auditory objects present in the 
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environment. People may rely on different types of principles to group sounds, and those 

sounds may belong to one or more semantically separate groups (i.e., cross-categorisation). 

This suggests that grouping relies on a recognised set of similarities or dissimilarities and that 

it varies depending on the chosen criteria. Furthermore, it may involve comparisons of each 

entity with either a prototype (Rosch, 1975) or more or less typical exemplar (Nosofsky, 

1992) to delineate the boundaries between the categories. At the neural level, categorisation 

based on matching pattern templates has been proposed as a putative mechanism accounting 

for perceptual invariance (Engineer et al., 2013). The similarity between the exemplars will 

be, therefore, a dominating theme while discussing perceptual processes in categorisation.  

To date, different sound classifications are in use, each of them using a dedicated set of 

criteria: acoustic context, sound-producing agent, source of sound or action producing it (e.g., 

Gygi, 2001; Gemmeke et al., 2017; Bones, Cox, & Davies, 2018; for a comprehensive review 

see: Guastavino, 2018). For example, Schafer (1977) proposed three different classification 

schemes of sounds based either on sounds physical characteristic, aesthetic qualities or 

specific sound sources and functions, Delage (1979; in Guastavino, 2018) focused on the 

amount of human activity involved in producing particular sound, whereas others on sound-

producing actions (e.g., Salamon, Jacoby, & Bello, 2014). 

In a similar manner, sound labels reflect these dimensions by using different parts of 

language to denote them: nouns to describe agents or sources, verbs or nouns to describe 

sound-producing actions or movements, and adjectives delineating sounds’ quality. One 

implication of this difference that the words describing objects (agents or sources) are more 

concrete that objects describing sound-producing actions (e.g., Bird, Lambon-Ralph, 

Patterson, & Hodges, 2000). It means that at the feature-level the descriptors for objects offer 

a higher degree of specificity for narrowing their semantic field than for actions which as a 

consequence could be applied in multiple contexts (e.g., 'motion' can be applied across 

different classes of objects). It is particularly pronounced in a visual domain, where feature-

based descriptions of objects point out directly to their characteristic features (e.g., 'yellow 

bird' indicates not only the object but also its colour feature). Words relating to sounds do not 

share common ground with vision as the referent word cannot relate to the object it describes 

in a similar way. In relation to sound, it is virtually impossible, or at least extremely difficult 

to obtain such degree of feature-description as physical features of sound are rarely expressed 

verbally. Furthermore, research demonstrates that considering sounds as 'actions' or 'objects' 

might not be sufficient to capture their dynamic structural relationship suggesting that other 
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organisations should also be considered (e.g., rate of spectral dynamics, Reddy, 

Ramachandra, Kumar, & Singh, 2009; temporal patterning of 'discrete' vs 'continuous' 

interactions; Houix et al., 2012). 

Evidence from the imaging studies further supports the hypothesis that environmental sounds 

and words describing them share a common conceptual space by showing priming effects of 

words vs sounds and vice versa (e.g., Orgs, Lange, Dombrowski, & Heil, 2006; Aramaki, 

Marie, Kronland-Martinet, Ystad, & Besson, 2010) and shared neural resources for 

processing language and environmental sounds (e.g., Dick et al., 2007; Leech & Saygin, 

2011). Moreover, ecological approaches to listening posit that people do not perceive the 

acoustic environment in terms of acoustic features describing its constituents, but rather 

sound-producing sources and events or contexts in which they are embedded (Gaver, 1993; 

for discussion on what do we hear, see O'Callaghan, 2008). 

Structural relatedness of semantic and acoustic properties of sound is suggested but as yet 

was not properly explored. Research suggests that there is a link between the acoustic and 

semantic dimension of sound based on the anatomical overlaps found in categorical 

representations of sounds and their acoustic features (e.g. Giordano, McAdams, Zatorre, 

Kriegeskorte, & Belin, 2013). Previous works are dominated by conclusions that sound 

categorisation relies mostly on perceived similarities between sound sources, not their 

acoustic features (e.g., Marcell et al., 2000; Dubois, Guastavino, & Raimbault, 2006). Results 

also show that people rely more on semantic properties of the source for sounds produced by 

living agents, and more on acoustic feats for sounds produced by non-living agents (Giordano 

McDonnell & McAdams, 2010). Interestingly, different categorisation strategies are 

suggested to emerge depending on the context and cue availability (for the inclusion of 

subjective-states see: Bones, Cox, & Davies, 2018). Several attempts have been made in 

order to map acoustic and semantic dimensions of sound perception (e.g., Cano et al., 2004; 

Ji, Wang, & Ma, 2019; Kroos et al., 2019). However, these models focus heavily on 

improving recognition performance rather than on the detailed description of each 

dimension’s representation and complexity of the relationship between those systems.  

We cannot disagree with the claim that successfully predicting category would significantly 

improve the performance of any sound recognition and retrieval system. However, we argue 

that in order to do that in an efficient way, it is necessary to gain in-depth knowledge about 

both dimensions in question. We cannot jump to conclusions about the relationship between 

semantic and acoustic space without first understanding their structures and dynamics 
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governing them. It is also unclear whether and to what degree people use both types of 

information in their perceptual judgements and whether it is reflected in their perceptual 

representations of everyday sounds. Here, we propose to investigate the homologies between 

the acoustic and semantic dimensions of natural sound events as quantified by the 

representations of acoustic and semantic similarity and compare them to perceptual 

judgements. With this research, we plan to fill the existing gap and explore the factors that 

underlie the emergence of natural sound categories and their representations, but also provide 

insight into the human perceptual processes of auditory categorisation. Understanding the 

link between acoustic and semantic topographies of sound and human perceptual judgements 

will provide an invaluable insight into the mechanisms governing the machine-based and 

human classification systems. 

1.2 Aims and objectives 

Several important themes emerged from the reviewed literature. First, the wide scope of the 

sound classifications contrasted with limitations of the existing databases emphasises the 

need for creating a more inclusive dataset which would facilitate its use across various 

scientific domains. With that goal in mind, we set to develop a comprehensive database 

including sounds than can be considered at various levels of complexity, sounds produced by 

the same sources that are acoustically different (within-class acoustic variability) and 

acoustically similar sounds produced by different sources (between-category confusion). This 

was the necessary step to consider the questions of within-class variability that could not be 

answered using the currently available resources. 

Second, as we mentioned above, little to no interest was given to investigating the acoustic 

variability of sound samples within categories and their overall acoustic structure. Majority of 

studies considers environmental sounds at the more general level and investigates 

comparisons between larger groups of sounds (e.g., animal vocalisations vs tools, 

Doehrmann, Naumer, Volz, Kaiser, & Altmann, 2008). Selection of sound samples is 

dominated by a trend of including only one example from a given class (e.g., Liu, Montes-

Lourido, Wang, & Sadagopan, 2019) or including a very narrow selection of classes which 

are not homogenous (e.g., Giordano, McDonnell, & McAdams, 2010). Another line of 

research favours maximising the efficiency of predicting models (e.g., Su, Zhang, Wang, & 

Madani, 2019) without considering the underlying structure driving those predictions. To 

illuminate these issues, we decided to provide a comprehensive overview of acoustic 
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properties of the environmental sounds by focusing on these long-neglected details of the 

within-class variability and exploring the acoustic structure of environmental sounds 

(Research Question 1).  

Third, we take a unique approach by considering sound labels as an integral part of the 

dataset. Not much of scrutiny was given to sound labels to date, and as a consequence even 

widely available datasets suffer from inconsistent labels and inadequate tags. Here, we set to 

establish a framework for mapping semantic space occupied by sound labels (Research 

Question 2). Thorough understanding of how semantic space of sounds is organised will 

provide insight into how the information about the content of audio recordings can be 

successfully embedded in semantically and syntactically limited linguistic form of a sound 

label. 

Finally, although our overarching goal is to map acoustic and semantic space with perceptual 

judgements, we acknowledge that much of the groundwork needs to be done first before we 

attempt to answer such questions. In addition to the already outlined steps (i.e., dataset 

creation, detailed acoustic descriptions, acoustic and semantic maps), we emphasise the 

importance of understanding perceptual representations of the within-category space 

(Research Question 3) by mapping this space with pairwise ratings of perceived acoustic 

similarity and goodness of exemplar of their labels. We then compare acoustic 

representations with perceptual judgements. It is a crucial step in mapping the perceptual 

space of environmental sounds in general. 

A better understanding of the intrinsic relationship between sound physical properties and 

words used to describe them needs to be obtained before diving into more complex sound 

recognition and annotation models. Stemming away from the current focus on improving the 

predictive power of the models, we focus on discovering the structural complexity of the 

dimensions in question. Understanding the intricacies of acoustic and semantic space will be 

invaluable for audio signal retrieval, evaluation and annotation research and will provide an 

extension of the existing frameworks. 

1.3 Thesis overview 

Here, we provide a brief overview of the core chapters of the thesis based primarily on the 

results from acoustic and semantic analyses, as well as two web-based behavioural 

experiments involving over 1000 of respondents. 
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In Chapter 2, we review the extent of the literature discussing natural sound categories. The 

review is divided into three sections discussing essential concepts related to the current 

research. The first section introduces the classic theories of similarity-based and rule-based 

categorisation and their underlying mechanisms. The following section focuses on the 

existing sound classifications. The main characteristics of the three most widely researched 

natural sound classes (i.e., music, speech and environmental sounds) are also discussed. The 

next section briefly reviews the literature on neural representations of sound categories. 

Although the summary provided is not exhaustive, it gives a good grounding of perceptual, 

behavioural and neural evidence as a rationale for current research. The final section of this 

chapter provides a summary of the reviewed literature and introduces the emerging questions 

posed by this research. 

In Chapter 3, we introduce the “Sound space exploration” dataset curated for the purpose of 

this research. Adding to the existing knowledge, we investigate not only the basic acoustic 

distinctions between high-level classes, but also on the within-class variability at the lower 

level by including various sounds produced by the same sources (within-class acoustic 

variability) and acoustically similar sounds produced by different sources (between-category 

confusion). 

In Chapter 4, we describe detailed acoustic analyses performed on this dataset. First, a 

model-free exploratory approach was employed to examine the underlying structure and 

inherent patterns in the data. Then, a series of models predicting class membership at various 

levels of complexity were built. This section closes with the comparison of the model-free 

approach and model predictions with the actual sound taxonomy. 

In Chapter 5, the main focus lies on the structure of words describing sounds (i.e., sound 

labels). First, we briefly present existing methods of estimating the similarity between words. 

Then, we calculate the semantic similarity between sound labels and create maps of semantic 

space occupied by those labels. 

Chapter 6 reports the results from two online studies: Within-Class Similarity Ratings 

(Experiment 1) and Word-Label Goodness of Exemplar (Experiment 2) and compares the 

derived perceptual space to acoustic maps of environmental sounds. 

Finally, in Chapter 7, we conclude the dissertation with a summary of the results described in 

previous chapters and discussion about the possible directions for future research. 
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CHAPTER 2 

Literature Review 

Categorical Representations of Natural Sounds 

 

 

Auditory categorisation is a computational process which allows humans and animals to 

extract, manipulate and respond to sounds heard in the environment based on their acoustic 

features and other available information, such as the meaning of the incoming signal, the 

source producing the sound or its overall context (Tsunada & Cohen, 2014). While there is 

great variability within and across incoming signals, humans and animals need to resolve 

which sources of variation can be ignored without compromising the message, and which 

sources contain the information relevant for correct interpretation. Automated processes 

behind sound categorisation facilitate efficient and timely response to novel stimuli based on 

already formed representations (e.g., Freedman et al., 2001, 2002), experience with similar 

objects (e.g., Bornstein & Mash, 2010, Yamauchi & Markman, 2000), features interpretation 

(e.g., Spalding & Ross, 2000; Thibaut, 2000) or generalisation to new stimuli (e.g., Jakel, 

Scholkopf, & Wichmann, 2008). This ability to generalise across the high variability of 

exemplars within a category and emphasise the differences between the exemplars of discrete 

categories is an essential function of auditory perception. It underlies successful classification 

of sounds into behaviourally distinct categories and is crucial for accurate inferences about 

the surrounding acoustic world, survival and cognition (e.g., Freedman et al., 2001; Ashby & 

Maddox, 2005; Freedman & Assad, 2006; Seger & Miller, 2010). 
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2.1 What is categorisation? 

Classical theories of categorisation refer to the processes based on the conjunction of 

necessary and sufficient conditions which need to be met in order to classify an object as 

belonging to the specific category (for review see: Smith & Medin, 1981). For a feature to be 

necessary, every exemplar must possess it; for a feature to be sufficient, every entity having it 

should be an example of the particular class. Under this approach, categorisation can be 

understood as a process in which complex concept is matched to a target item in a way that 

all the definitional constituents of the concept are satisfied by this target. Ultimately, the 

object either possesses a certain feature or not, and the category membership is concluded on 

the all-or-none basis. Furthermore, features are nested in subset relations in a way that the 

defining features of the subset are nested in the defining features of their superset. From this 

perspective, assigning category membership is a result of discovering the correct rule, or 

learning the structure and set of features defining the categorical boundary between objects 

(Gentner & Medina, 1998). This means that categories and their membership conditions need 

to be clearly defined and have rigid boundaries allowing each object to belong to one 

category only. 

However, this account assumes that the categories are exhaustive and mutually exclusive, 

which is not always true in the real world, as for example, for auditory objects present in the 

environment. Depending on the chosen property (e.g., acoustic context, sound-producing 

agent, source of sound or action producing it; Guastavino, 2018), sounds can be organised 

into various categories. Furthermore, the classical theory does not explain empirical findings 

suggesting that some objects are more typical than others and that they are recognised more 

efficiently that the untypical ones (i.e., typicality effect; Fujihara, Nageishi, Koyama, & 

Nakajima, 1998; Lei et al., 2010). On the contrary, it indicates that the rules at hand used to 

classify these items cannot be treated in isolation and are not fixed and that there is some 

degree of flexibility in how much the target is required to match its conceptual definition. In 

addition, for some concepts, their defining features are purely functional and as such, are not 

accounted for by this view. 

Although people may rely on different types of principles to group sounds and those sounds 

may belong to one or more semantically separate groups depending on the context or task 

demands (i.e., cross-categorisation), the notion of perceptual invariance remains a stable 

binding characteristic of these processes (Shafto, Kemp, Mansinghka, & Tenenbaum, 2011). 

For example, speech sounds are identified as the same phonemes and words despite changing 
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speakers’ identity or foreign accent (Weatherholtz & Jaeger, 2016). This suggests that 

grouping relies on recognised sound similarities or dissimilarities and may involve 

comparisons of a new entity with either a prototype (Rosch, 1975, Rosch et al., 1976) or more 

or less typical exemplar (Medin & Schaffer, 1978; Nosofsky, 1986, 1992) to delineate the 

boundaries between the categories. According to prototype theory (Rosch, 1975), an object is 

categorised as belonging to one group if it is more similar to its best representation or its 

prototype than it is to representatives of any other group. In the same way, exemplar theory 

(Nosofsky, 1992) compares each categorised object against all items belonging to competing 

groups and classifies it according to its dominant similarity to the individual items that belong 

to a certain group. Although there are fundamental differences between those two models, 

they make the common assumption that categorisation depends on the similarity between the 

categorised items and the available categories' representations. 

2.1.1 Prototypes approach 

One of the most prominent theories of categorisation, prototype theory (Rosch, 1975), posits 

that many semantic categories are based on concepts with a prototype structure. Constituents 

of such categories are established based on the degree of their similarity to the prototype, a 

generic representation of the common attributes of the category or a template (i.e., idealised 

representation). According to this approach, categorisation can be understood as a similarity 

comparison process between the prototype and more or less typical instances of a particular 

class (Rosch, 1975). In this way, similarity is computed as a function of the number of 

constituents that two concepts (i.e., prototype and its example) have in common, and the 

category membership is resolved based on meeting certain similarity threshold (Hampton, 

1995). In mathematical terms, similarity measure is a weighted sum of matching features as 

expressed by the following equation (Hampton, 1979): 

(2.1) 

𝑆𝑗 = ∑(𝑤𝑖 × 𝑣(𝑖,𝑗))

𝑖

 

Where wi is the weight of the i-th feature of the prototype and reflects its importance, and v(i,j) 

is the instance j possessing the said feature i. Within this framework, the typicality of the 

object in respect to its category can be estimated by the family resemblance structure and the 

number of features they have in common (Medin, Wattenmaker, & Hampson, 1987). In this 

way, prototype models capture the category’s central tendency. 
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Improving upon classical views, the prototype theory (Rosch, 1975) deals with the typicality 

issue in a very straightforward way. According to this account, good examples have more 

characteristics overlapping with the prototype representation, in a way that they are more 

close to the category’s central tendency than other items (i.e., delineating some of them as 

more or less typical than others). It also allows for multiple typical examples to exist within a 

class, since usually more than one example can have a high family resemblance score. It is 

useful because, in real-world, we rarely encounter categories that have only one typical 

example representing the whole class. For instance, animal kingdom contains not only 

various classes of animals (e.g., mammals, birds or fish), but also thousands of different 

species (e.g., cats, wolfs, or stingrays) which are equally good representatives of their class. 

2.1.2 Levels of abstraction in categorisation 

A way to deal with such a complexity of concepts is to think about their organisation at 

different levels of abstraction and acknowledge that not all the concepts are informationally 

equivalent. Rosch proposed level of abstraction as an orthogonal dimension of categorisation 

complementing the prototype theory (1976). According to this view, the category is 

understood as a group of objects considered equivalent to each other. As a consequence, each 

level in taxonomy contains a different amount of information, and categories can be 

inclusively related. The greater inclusiveness will represent a broader class (i.e., at the higher 

level of abstraction) with objects that considerably vary among each other, but have several 

global attributes in common. The smaller inclusiveness and more specificity will constitute a 

narrower class of objects more similar to each other (i.e., at the lower level of abstraction; see 

Table 2.1). 

Table 2.1 

Levels of Abstraction in Categorisation 

Level of abstraction Superordinate Basic Subordinate 

Inclusiveness High Medium Low 

Specificity  Low Medium High 

Exemplars 
characteristics  

Low-level resemblance 

Few common attributes 
(global features) 

Fundamental 
differences 

Clear boundaries 

High resemblance 

Many common 
attributes (details) 

Examples Animals 

Vehicles 

Cats 

Cars 

Persian Blue 

Ferrari 
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Through balancing the inclusiveness and the amount of information, basic level provides the 

most efficient way of categorising our everyday environment1. Members of such classes 

usually possess either a significant number of attributes in common, have similar motor 

programs or can be identified from the average shape of a few members of that class. 

Research also shows that basic classes are more easily recognised and more frequently used 

by people for object naming (Rosch, 1975; but see discussion in Tanaka & Taylor, 1991). 

The advantage of basic classes over other levels was further demonstrated by their optimal 

neural representations in the brain (Bauer & Just, 2017). This suggests that for making 

categorical decisions, the class level might be yet another contributing factor. 

2.1.3 Exemplars approach 

A somewhat more central role is given to the particular instances of a class by the exemplar 

theory (Nosofsky, 1992). This view holds that concepts are represented by their exemplars, 

referring either to the specific instances or subsets clustering together similar items. 

Representations of a concept are therefore delineated as the sum of all the exemplars’ 

properties. Some models allow for summary information about the concept to be included so 

that the definitions are not restricted to specific examples and can be complemented by 

providing counterexamples as well (i.e., items which are not instances of a category). 

Nevertheless, exemplars maintain the dominant role in categorisation since usually, they are 

more easily accessible than such abstract summary information about the whole class (Smith 

& Medin, 1981). 

Exemplars view can account for atypical members of a category based on the information 

about how close are the exemplars to each other (Nosofsky, 1991). The similarity between 

those exemplars determines their relative position in a categorical space and defines which 

item is the most typical one (i.e., consisting the majority of required features, or being in the 

centre of a set). Under this approach, categorical judgements might also be affected by the 

                                                
1 Basic category can be described in terms of two principles: the cognitive economy and cue validity (Rosch, 

1976). The cognitive economy principle is realised twofold. First, it allows the existence of a maximal number 

of categories to increase the probability of recognising the class by a minimal number of features. Second, it 

reduces the infinite differences among the items if they are not directly relevant for the task at hand. The basic 

level categories are both, inclusive to the degree that allows for almost no mistake in classification, and also 

exclusive enough so that the unnecessary divisions into subclasses are not made. Cue validity is defined as a 

predictive probability of a feature to be a descriptor of a class. Its conditional probability increases as more 

associations between feature and that class are made. 
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exemplars relative familiarity or its frequency of occurrence delimiting the immediate 

availability of the exemplar for comparison. 

However, it is not always plausible to operate at the exemplars level because, in a way, it is 

not computationally efficient to review all the possible examples of the certain class to 

estimate the categorical membership of every item. In practice, the time needed to identify 

the sound will increase as a function of the number of alternatives given as causing it (Ballas, 

Sliwinski, & Harding, 1986). It means that to establish whether a new sound belongs to the 

existing category or not, the similarity between the new item and each exemplar of the class 

needs to be computed. Only after that, the conclusion about items’ similarity can be made. 

That is why complementing categorisation with the use of prototypes can be a viable strategy 

for facilitating this process by measuring the similarity between exemplars based on a set of 

abstract rules. 

From the point of human perceptual decisions, both theories are often considered together as 

they are using similarity measures for defining categorical membership. Namely, they rely on 

the similarity of class exemplars either with a template (prototype theory; Rosch, 1975, 1976) 

or an aggregate knowledge about existing exemplars of this class (exemplar theory; 

Nosofsky, 1992). Some unifying approaches propose these theories as existing on the 

opposite ends of the continuum with the ultimate goal of solving the same density estimation 

problem (Ashby, Alfonso-Reese, Turken, & Waldron, 1998). 

2.1.4 Representing categories with frames 

According to more traditional models, each category is expressed as a list containing any 

characteristics that class members possess (Rosch et al., 1976). However, categorical 

representations with sets of interrelated attributes extend way beyond simplistic lists of 

features. Frame theory (Barsalou, 1992) posits that class members can be defined not only 

based on those attributes but also based on a range of values those attributes can take and 

complex relations between them. Although Barsalou and Hale (1993) argued that frame 

theory is independent of theories of categorisation, it provides a useful framework for 

encapsulating decision rules involved in resolving objects’ categorical membership. 

Attribute-value sets, structural invariants and constraints are fundamental components of 

frames, and together they form a knowledge-like hierarchical system of concepts (Barsalou, 

1992). Each item can be described in terms of its constituent attributes which can take 

different values. For example, when describing the sound, the attributes of volume or 
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frequency can take any values on the appropriate scale. It means that attributes are not binary 

properties (where each item either possess particular feature or not), but rather a space of all 

possible values belonging to the same dimension. To describe how various object 

characteristics relate to one another, frame theory proposes structural invariants describing 

the stable composition of attributes and their values across exemplars. At the same time, 

constraints capture normative truths about those arrangements and restrict attribute values 

and their possible relationships2. This is because some attributes or features are 

interconnected, and changing the value of one of them unequivocally leads to the change in 

the other. For example, all frequency-based features change values with variations of the 

fundamental frequency. Combined together, structural invariants and constraints, capture a 

variety of relations from functionality, through the spatial arrangement, temporal 

dependencies, to causal inferences and intentions. 

In essence, frame theory introduces a natural means for organising exemplars or prototypes in 

the multidimensional attribute space, where the relationships between objects are represented 

by the distance between those objects in space. At the same time, representing a dynamic and 

context-dependent structure provides a plausible alternative to features lists. Frames serve as 

a model for building dynamic representations of various types of objects, such as ontological 

categories (e.g., location, object, event, person), their semantic roles (e.g., agent, instrument, 

source), mental states, activities they are engaged in (e.g., see, hear, move, get), their inherent 

qualities (e.g., colour, intensity, shape, size) and complex relations between them (e.g., being 

a part of something, before or after, inside or outside, intent, cause). It can also account for 

representations of conceptual combinations (Wisniewski, 1996), event sequences, plans, 

rules, linguistic (verbs, adverbs, quantifiers) or scientific concepts (Votsis & Schurz, 2012). 

Importance of those relations in similarity judgements was also demonstrated (Medin, 

Goldstone, & Gentner, 1990; Goldstone, Medin, & Gentner, 1991). 

2.1.5 Similarity-based vs rule-based categorisation 

Despite its renowned role in categorisation theories, similarity has also received a fair share 

of criticism and was considered as a weaker method of categorical induction than rule-based 

reasoning. These arguments have taken several forms ranging from too high overall 

flexibility to contextual dependency, but all emphasise that similarity does not offer sufficient 

                                                
2 Discussion about different types of constraints (i.e., attribute constraints, value constraints, contextual 

constraints and optimisation) is beyond the scope of this thesis (but see Barsalou, 1992). 
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grounding for categorisation (Goodman, 1972; for counter-arguments see: Goldstone, 1994; 

for a broader discussion on the topic see: Decock & Douven, 2011). 

Given a rather broad range of flexibility of how one can interpret similarity, it is crucial to 

specify with respect to which property similarity is estimated. Otherwise, such comparison 

remains a meaningless and empty notion producing as many non-specific interpretations as 

possible object properties. Under such conditions, assigning single estimate of similarity to 

pairs of items is not sufficiently informative and asks for a more precise definition 

(Goodman, 1972). However, by defining the specific properties for comparison, and therefore 

constraining its scope, similarity estimates become context-dependent (Goldstone, 1994). 

Shifting the focus to pronounced commonalities between items might cause neglect of other, 

perhaps equally important features, where the issue of defining the importance of those 

features becomes a problem on its own. This implies that when similarity appraisal becomes 

attuned to those properties, it will change depending on the properties in question and these 

changes are not linear. 

At the same time, scholars pointed out that similarity judgements depend on the level of 

expertise and goals (Suzuki, Ohnishi, & Sjigemasu, 1992). For example, expert musicians or 

acousticians will rely more on acoustic features or characteristics of the melody while making 

comparisons between sounds (Guyot, Castellagno, & Fabre, 1997; Lemaitre, Houix, 

Misdaris, & Susini, 2010) than people not trained in these domains. In a similar vein, 

multiple filtering processes involved in goal-oriented behaviour might influence what 

features or characteristics remain in focus and which ones are determined as irrelevant to 

achieving the current goal. Similarity might also depend on the immediate surrounding 

presentation context of an item or even a broader cultural context. It can also focus on more 

or less detailed attributes of the object, its structural or functional organisation, or perceptual 

experience. Furthermore, similarity is not a unitary phenomenon, and there is no standardised 

procedure to measure it (for a brief review of various methods used in auditory research see 

Section 6.1). 

On the other hand, there is some ambiguity in understanding similarity itself. Majority of the 

critiques described above arose from considering similarity as an ultimate cognitive state or 

end product of some processes. To address these arguments, Gentner and Medin (1994) 

proposed a shift into the more processing-oriented conceptualisation of similarity. According 

to this view, similarity is not a definitive feature describing the relationship between two 

objects, events or states, but rather a complex process of comparison in which sets of features 
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of one item are weighted against the structure or characteristics of other items. Similarity as a 

process of comparison is a crucial mechanism underlying categorisation. Such an 

understanding of similarity can bridge similarity-based and rule-based processing into a 

coherent framework. 

Similarity understood in this way emerges during the course of alignment or structure-

mapping where either a relational analogy (i.e., how items relate to each other) or structural 

links (i.e., whether there are corresponding elements in both representations) are established 

(Gentner & Markman, 1994). Process of comparison can be directed towards not only 

physical objects, but also features, lists of features, relations between objects or features, or 

relations between those relations. Furthermore, these comparisons might be driven not only 

experiential or perceptual symbols but also by linguistic juxtapositions (Gentner & Medina, 

1998). By noticing commonalities and differences between items, some knowledge about 

objects’ categorical membership can be drawn. Furthermore, focusing on those common 

characteristics might facilitate rule extraction and category learning (Ashby & Maddox, 

2005). 

The core conclusion here is that similarities without rules remain meaningless, but at the 

same time, the rules without similarity cannot determine equivocally how the representations 

relate to each other. In order to be cognitively useful, rules have to be supplemented with 

standards of similarity because a mere-representation of the rule cannot guide the 

instantiations of that rule. Gentner and Medin’s proposal (1998) offers a plausible framework 

showing that the overall similarity provides the metric for attribution of properties (i.e., blind 

analogy) and comparison process of specific causal or functional systems determines the 

common system and the projected inference guided by structural similarity, not merely by 

featural overlap (i.e., informed analogy). 

2.2 Classifications of sounds: In attempt to understand acoustic 

environments 

Categorisation and classification are two separates systems used to organise the existing 

environment, store information about that environment, and retrieve or expand the knowledge 

about it when necessary. Although these terms are sometimes used interchangeably, there are 

significant structural and semantic differences between them. As discussed in detail in the 

previous section, categorisation encompasses the processes of comparing various objects' 

characteristics and arranging them according to their recognised featural, functional or 
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semantic similarity. Classification, on the other hand, refers to three distinct but closely 

related concepts: (1) an organised system of classes (i.e., collection of informational 

resources or representations); (2) a group or class within that system; or (3) the process of 

assigning entities to classes in the classification system (more detailed discussion about the 

differences between categorisation and classification see: Jacob, 2004). Classification is best 

exemplified by the existence of various taxonomies. Here, we review some of the existing 

classifications of environmental sounds and the basic principles underlying their organisation. 

2.2.1 A brief review of existing sound classifications 

Despite years of thorough investigation led by researchers across various disciplines, there is 

no agreement as to the definite list of categories encompassing a wide variety of sounds 

present in the environment. Until today, multiple classifications are still in use, each of them 

using a dedicated set of criteria (e.g., Gaver, 1993ab; Gygi, 2001; Brown, Kang, & Gjestland, 

2011; Gemmeke et al., 2017; Bones, Cox, & Davies, 2018; for a comprehensive review see 

Guastavino, 2018). According to those classifications, sounds can be organised into various 

categories depending on the chosen property such as its acoustic context, sound-producing 

agent, source of sound or action producing it. For example, Schafer (1977) proposed three 

different classification schemes of sounds based either on sounds physical characteristic, 

aesthetic qualities or specific sounds sources and functions, Delage (1979; in Guastavino, 

2018) focused on the amount of human activity involved in producing particular sound, 

whereas others prioritised sound-producing actions (e.g., Salamon, Jacoby, & Bello, 2014). In 

practice, the choice of classes and their grouping principles is usually dictated by the targeted 

research questions, and limited in size by the practical constraints of data collection process 

(Mesaros, Heittola, & Ellis, 2018). A brief review of the most influential sound taxonomies 

and methods of sound description is presented in the following section. 

2.2.1.1 At the beginning of soundscape research 

First attempts to systematically classify the acoustic environments were made by Schafer and 

his seminal work on World Soundscape Project (1970). Most notably, he recognised the role 

of the human listener and the surrounding context in the perception of complex acoustic 

scenes. Schafer coined the term ‘soundscape’ to indicate that the acoustic environment is 

perceived by people within particular surroundings and that listeners are an integral part of 

this dynamic system. Indeed, once people enter the space, they automatically start acting as 

receivers and producers of sounds within that space. Soundscape ideology grounded the role 
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of the listeners in creating and perceiving acoustic environments and set a user-focused trend 

for further research. Recent research renewed interest in soundscapes and emphasised the 

importance of considering acoustic space as being perceptually based and embedded in a 

specific cultural context (ISO 12913-1:2014; Mitchell et al., 2019). 

As his contribution to sound classification, Schafer provided an extensive catalogue of sound 

types based on physical characteristics, referential aspects (i.e., sounds’ meaning) and 

aesthetic qualities (1977). For the physical description of sounds, he proposed a two-

dimensional framework with the attack, body and decay on the horizontal axis, and duration, 

frequency and dynamics on the vertical axis (see Table 2.2) that meant to describe the 

perceptually-distinctive characteristics of environmental sounds. This approach provides a 

precise description of sounds in terms of their occurrence (onsets and offsets), temporal 

development and structure. Unfortunately, the applicability of this method is limited to single 

sound sources or isolated sounds. Furthermore, any such description based on a list of 

features at its core is limited to 1-dimensional representations and does not account for more 

complex relationships (e.g., overlaps, embeddings) between those sounds.  

Table 2.2 

Properties Used for the Description of the Sound Event (Schafer, 1977)  

Physical description Attack Body Decay 

Duration Sudden 

Moderate 

Slow 

Multiple 

Non-existent 

Brief 

Moderate 

Long 

Continuous 

Sudden 

Moderate 

Slow 

Multiple 

Frequency 

Mass 

Ranging from very 
high to very low 

Ranging from very 
high to very low 

Ranging from very 
high to very low 

Fluctuations 

Grain 

Steady-state 

Transient 

Multiple transients 

Rapid warble 

Medium pulsation 

Slow throb 

Steady-state 

Transient 

Multiple transients 

Rapid warble 

Medium pulsation 

Slow throb 

Steady-state 

Transient 

Multiple transients 

Rapid warble 

Medium pulsation 

Slow throb 

Dynamics Ranging from very 
loud to very soft 

Modulation from loud 
to soft 

Modulation from soft 
to loud 

Ranging from very 
loud to very soft 

Modulation from loud 
to soft 

Modulation from soft 
to loud 

Ranging from very 
loud to very soft 

Modulation from loud 
to soft 

Modulation from soft 
to loud 
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On the other hand, meaning-based classifications are marked with a high degree of 

subjectivity since, in principle, every listener can hold his own system of sound meanings and 

functions. Although the organisation used in Schafer’s catalogue is indeed arbitrary, it 

encompasses a wide variety of sounds present in the real-world. Schafer proposed that sound 

perception and interpretation depends on the local context in which it is embedded (e.g., 

individual differences, experience, cultural background), and despite the identical acoustic 

content, it might be assigned a different value according to that context. For example, car 

horns are usually used to signal danger on the road, but occasionally can also be utilised to 

express joy during sports activities or wedding celebrations. Schafer admitted that this 

classification has its limitations since it is impossible to achieve objectivity and create a 

framework inclusive enough to embrace all possible sounds present in the environment and 

account for cross-cultural differences in interpretation. Nevertheless, it is a comprehensive, 

empirically derived approach inspiring researchers until this day. A more recent example of a 

similar meaning-based organisation was proposed by Gemmeke and collaborators (2017) in 

their multilevel sound ontology. 

Another vital contribution of Schafer's work comes from the acknowledgement of different 

perspectives of sound perception. Selecting the appropriate analysis approach will have 

profound consequences on the results. Acoustic analyses are focused on the physical 

properties of sounds (e.g., frequency, presence of harmonics), their inherent spectral and 

temporal structure and any variations across features. On the other hand, psychoacoustics 

considers sounds as perceived by the human ear and relies on various perceptual attributes 

(e.g., pitch, loudness, brightness). Furthermore, sound can be analysed according to its 

meaning (i.e., categorical membership, sound sources or agents) and its aesthetic quality 

(e.g., pleasantness, calmness, annoyance). Although Schafer has not provided any definitive 

conclusion or a recipe for sound analysis and description, he paved the way towards better 

practices in this domain. 

2.2.1.2 Ecological acoustics 

Gaver (1993ab) proposed the taxonomy of everyday sound-producing events organised 

around different types of materials (solids, liquids and gases) and various dimensions of 

interacting materials – vibrating objects (deformation, impact, scraping, rolling), 

aerodynamic sounds (explosions, continuous sounds), and liquid sounds (dripping, splashing, 

pouring). Several exciting findings follow his experiments on impact sounds. For example, 

studies on the material (wood vs metal) and bar length recognition showed that the materials 
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could be distinguished based on the differences in the frequency-dependent damping 

functions (sound made by wood is decaying quickly, with low frequencies lasting longer than 

high ones, whereas metal produces vibrations decaying much slower, with high frequencies 

dumping faster than low) and partials’ structure (smeared for wood and well-defined 

frequency peaks for metal; Gaver, 1988). Furthermore, the bar length affects the sound 

produced when struck, such as the long bars make lower sounds than short bars. Similarly to 

Schafer, Gaver proposed a list of features as a reference framework for sound description (see 

Table 2.3). 

Table 2.3 

List of Source Attributes and their Impact on Various Acoustic Effects (Gaver, 1993a) 

Attributes Observed acoustic effects 

Interaction  

          Type Amplitude, spectrum 

          Force Amplitude, bandwidth 

Material  

          Restoring force Frequency 

          Density Frequency 

          Damping Amplitude, frequency 

          Homogeneity Amplitude, frequency 

Configuration  

          Shape Frequency, spectral pattern 

          Size Frequency, bandwidth 

          Resonating cavities Spectral pattern 

          Support Amplitude, frequency, spectrum 

 

The focus on sound qualities rather than the objects which produce the sounds is prevalent 

also in more recent taxonomies (Moffat, Ronan, & Reiss, 2017), which confirm its 

importance in auditory perception. Indeed, even evolution-based theories postulate that 

recognising the character of the sound (e.g., whether the conspecific call conveys pleasure or 

distress) is more relevant for the survival of the species than identifying the size or other 

specific parameters of the sound source itself (e.g., the length and width of the vocal folds; 

Riede & Brown, 2013), although there is a direct relationship between these two.  

Furthermore, Gaver's work introduced the notion of different modes of listening and 

acknowledged the role of the listener in the listening process. He argued that what we hear 

(e.g., variations in frequency, amplitude modulation) is not equivalent to how we interpret 
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what we hear (i.e., the sound of a plane passing by or musical instruments, Gaver, 1993b). He 

postulated that people engaged in everyday activities are mostly focused on the acoustic 

information necessary for successful source identification and object recognition (e.g., 

telephone call, car honk). In contrast, during musical listening, they shift their focus to the 

sensory quality of the acoustic signal (e.g., harmonicity, temporal patterns, frequency and 

amplitude modulations). According to this view, everyday listening involves more complex 

cognitive processes to correctly identify and classify the incoming signal than a simple 

frequency discrimination task, although it might involve similar mechanisms. Furthermore, 

both modes of listening might be employed in various situations, and because of its specific 

focus would affect the perception of the acoustic signal. Gaver emphasised that in order to 

understand the listening experience, we must consider their fundamental questions 

simultaneously – 'What do we hear’ and ‘How do we hear it’. 

In his research, Ballas (1993) focused on common acoustic, ecological, perceptual and 

cognitive factors that play a role in the identification of various everyday sounds. Although 

he has not developed any sound taxonomy, his work on acoustic properties, perceptual-

cognitive ratings along with familiarity, typicality and identifiability scales, identification 

accuracy and causal uncertainty, as well as the ecological frequency was a great contribution 

to categorisation and classification research. His experiments showed that most of the 

variance in the identification time was accounted for by sounds' acoustic properties and their 

frequency of occurrence. These results indicate that regular exposure to certain sounds and 

their inherent acoustic structure makes them easier to identify. At the same time, although 

facilitating fast response, high ecological frequency is not necessary for accurate 

identification and acoustic features alone are not sufficient to do so. Ballas also pointed out 

that recognition of different classes of sounds (e.g., signalling sounds, impact sounds) might 

depend on various sets of features (envelope modulation and harmonic analysis versus 

spectral features respectively; Ballas, 1993). 

Furthermore, rating data indicated that sounds identifiability is related to several variables 

such as context independence, similarity to the held stereotype or the ease with which we can 

form a mental representation of the sound and use a lexical label to describe it. Typical 

sounds were seen to be processed faster than untypical ones. These results fell within the 

theoretical considerations reviewed in the previous section and added an interesting voice 

into the discussion about the mechanisms governing the perception of various types of 

sounds. In addition, his work laid a foundation for further sound identification and 
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normalisation studies (i.e., establishing norms of recognition time and accuracy). Gathering 

normative data along cognitive and affective dimensions for environmental sounds have been 

flourishing ever since (e.g., affective norms, Bradley & Lang, 1999, 2000; identification and 

reaction times, Giordano et al., 2010; reaction times, familiarity, confidence, 

representativeness, affect and imageability, Marcell et al., 2000; Hocking, Dzafic, Kazofsky, 

& Copland, 2013; Burns & Rajan, 2019; for review see: Hocking et al., 2013). 

2.2.3 In search of complete, coherent and unambiguous taxonomy of sounds 

With this brief review of existing sound classifications, we identify two main barriers to 

research in the field – the lack of a comprehensive sound taxonomy and the scarceness of 

large, real-world, and well-annotated data. On the one hand, we have voluminous repositories 

enabling browsing almost any type of sound (e.g., Free Sound, BBC Sound Effects or Sound 

Bible; see Table 2.4 for an overview). However, the content of such databases is often user-

generated and so, is neither consistent with any existing taxonomy nor systematically labelled 

or annotated3. This results in a huge variability of sound recordings that can be found under 

the same label or inconsistency in labelling (in terms of the label structure, format or amount 

of detail provided). On the other hand, contemporary categorisation and classification 

research focuses rather on improving the model's predictive power rather than on the details 

of classifications themselves (e.g. Pereira, Plastino, Zazdrozny, & Merschmann, 2018). 

Furthermore, usually no normative data, reaction times, or any acoustic descriptions are 

available for those sounds, which means that the stimuli selection criteria will always be 

entirely arbitrary. This prevents researchers from making informed decisions, and building 

stimuli set based on pre-defined criteria in a coherent way rather than playing sounds 'by the 

ear'. 

Several attempts have been made to build comprehensive sound databases which could be 

used for further research (for summary see Table 2.5). Most notably, Bradley and Lang 

(1999, 2000) provided extensive ratings along the affective dimension, Giordano and 

colleagues (2012) identification reaction times of 140 sounds, NESSTI database (Norms for 

Environmental Sound Stimuli; Hocking, Dzafic, Kazovsky, & Copland, 2013) provides 

reaction times and indices of familiarity, confidence, representativeness, affect and 

                                                
3 It is worth noting that FreeSound is currently collecting annotator data on a large set of sounds from the user-

generated content which will address some of these issues. For the future release of the dataset see 

https://annotator.freesound.org/fsd/downloads/. 

https://annotator.freesound.org/fsd/downloads/
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imageability for 110 natural sounds and Marcell and colleagues (2000; and extension of their 

work by Burns & Rajan, 2019) similar measures for another 120 sounds (for review see: 

Hocking et al., 2013). One major drawback of these datasets is that they include only single 

exemplars of each included category what limits the number of questions than can be 

answered with the use of such dataset and prohibits its use in machine learning applications. 
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Table 2.4 

An Overview of Existing Large-Scale Audio Repositories 

Dataset Sounds Categories Duration 
Recordings’ 

characteristics Metadata Expansion 

Adobe Audition Sound Effects 
Library 

10,000 audio 
recordings 

20 categories; 

>100 audio 

recordings per 
class  

Various Not available Not available Not available 

AudioSet 
https://research.google.com/audios
et/ (Gemmeke et al., 2017) 

2,084,320 
YouTube 
videos 

527 categories; 
>100 videos per 
class 

Various Not available Not available Not available 

BBC Sound Effects https://sound-
effects.bbcrewind.co.uk/  

33,066 audio 
recordings 

23 categories; 

>100 audio 

recordings per 
class 

Various (~1 s – 1 
hr 14 min 35 s)  

Not available Not available Not available 

FreeSound4 

https://freesound.org/  

(Fonseca et al., 2017) 

494,946 audio 
recordings 

Various 

categories with 

user-generated 

annotations; 
browsing by tags 

Various (from 
very short ~10 

ms snippets to 

+1 hour 

recordings); max 
upload limit 1 
GB 

Information about 
equipment or 

recording conditions 

is included for some 

samples, but is not 
required by the 
platform 

File format (wav, 
mp3, aiff, ogg) 

Sampling rate 

Bit depth 

Bit rate 

Number of 
channels 

User-generated 

 

Orange Free Sounds 
https://orangefreesounds.com/  

NR 

17 categories; 
>10 audio 

recordings per 
class 

Various Not available 

File format (wav, 
mp3) 

Sampling rate 

Bit depth 

Not-available 

                                                
4 Many other datasets were developed with sounds gathered by Free Sound. For example, Urban Sounds 8k (Salomon et al., 2017), ESC-50 (Piczak, 2015), or Vocal Imitation 

Set (Kim & Pardo, 2018; for a summary of datasets built with sounds from Free Sound, see: https://labs.freesound.org/datasets/). 

https://research.google.com/audioset/
https://research.google.com/audioset/
https://sound-effects.bbcrewind.co.uk/
https://sound-effects.bbcrewind.co.uk/
https://freesound.org/
https://orangefreesounds.com/
https://labs.freesound.org/datasets/
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Dataset Sounds Categories Duration 
Recordings’ 

characteristics Metadata Expansion 

Number of 
channels 

Sound Bible 
https://soundbible.com/ 

NR 
Various; 
browsing by tags 

Various Not available Not available User-generated 

Zapsplat 
https://www.zapsplat.com/  

83,000 audio 
recordings 

26 categories; 
>100 audio 

recordings per 
class 

Various 
Not available 

without paid 
subscription 

File format (wav, 
mp3) 

User-generated 

 Note. NR = Not reported. 

  

https://soundbible.com/
https://www.zapsplat.com/
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Table 2.5 

Review of Published Audio Datasets Reporting Environmental Sound Norms (adapted from Hocking et al., 2013) 

Study 
Subjects 

(Study) Sounds Categories Duration FI CI RT CT FM RP CF AF CP AC IM 

Ballas, 1993 30 41 H M MI N 0.625 s ✓  ✓  ✓ ✓  ✓  ✓  

Bradley & Lang, 19995 100 111 H A M MI N 6 s        ✓    

Bradley & Lang, 2000 116 (1) 60 NR 6 s        ✓    

 67 (2)           ✓    

Burns & Rajan, 2019 12 158 A H M MI N 0.137 – 6.038 s ✓    ✓  ✓ ✓ ✓ ✓  

Fabiani et al., 1996 77 (1) 100 A H M MI T S Variable < 0.4 s ✓           

 41 (2)    ✓           

 17 (3)    ✓           

 61 (4)    ✓  ✓         

Giordano et al., 2010 20 (1) 140 A H M MI N S Me = 5.23 s ✓  ✓         

 60 (2)             ✓  

Gygi et al., 2004 36 (in 5) 70 A H M MI N 0.431 – 3.945 s  ✓        ✓  

Gygi et al., 2007 4 (1) 50 A H M MI N 0.579 – 3.945 s          ✓  

 17 (4)       ✓        

Hocking et al., 2013 162 (1) 110 A H M MI N 1 s ✓ ✓   ✓ ✓  ✓    

 53 (2)    ✓  ✓    ✓    ✓ 

Lass et al., 1982 30 40 NR NR ✓      ✓     

                                                
5 International Affective Digitized Sounds (IADS) database has also some regional versions (e.g., European Portuguese extension, Soares et al., 2013); or extensions 

including additional ratings of emotions (e.g., happiness, fear, anger, disgust and sadness; Stevenson & James, 2008). 
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Study 
Subjects 

(Study) Sounds Categories Duration FI CI RT CT FM RP CF AF CP AC IM 

Marcell et al., 2000 25 (1) 120 A H M MI N 0.137 – 6.038 s ✓    ✓  ✓ ✓ ✓   

 25 (2)    ✓  ✓ ✓    ✓    

 38 (3a)       ✓        

 49 (3b)       ✓        

Marcell et al., 2007 124 22 A H M N 8.69 – 36.46 s ✓    ✓    ✓  ✓ 

Saygin et al., 2005 31 236 NR 0.521 – 4.516 s ✓  ✓         

Schneider et al., 2008 56 180 S < 0.4 s ✓   ✓ ✓  ✓ ✓    

Shafiro, 2008  21 (1) 48 A H M N M = 2.67 s  ✓   ✓       

 7 (2) 40 A H M N 0.1 – 8.89 s          ✓  

Shafiro & Gygi, 2004 65 60 A H M N Variable < 10 s  ✓        ✓  

Yang et al., 2018 207 935 A H M MI N 1.5 – 6 s        ✓  ✓  

 Note. P = Number of participants. Key to environmental sound norms: FI = Free identification; CI = Closed-set identification (i.e., 

where participants select a label from provided list); RT = Identification reaction time); CT = Categorization; FM = Familiarity; RP = 

Representativeness; CF = Confidence rating; AF = Affect or pleasantness; CP = Complexity, AC = Acoustic variables; IM = Imageability. Key 

to categories: H = Human-generated sounds; A = Animal sounds; M = Manmade or mechanical sounds and noises; MI = Music and musical 

instruments; N = Other naturally occurring sounds of weather or nature (e.g., wind blowing, rain pouring); T = Pure tones’ S = Artificial or 

synthesized sounds; NR = Not reported. 
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Although some attempts to create well-annotated datasets have been successful (e.g., Urban 

Sounds, Salomon, Jacoby, & Bello, 2014; AudioSet, Gemmeke et al., 2017), these 

taxonomies reflect the arbitrary nature of the sound categorisation task. At the same time they 

are indicative of the general principles governing auditory classifications and illustrate that 

multiple approaches are possible (e.g., source-oriented vs action-oriented, or designed vs 

non-designed sounds), though some consistency can also be observed. Existence of multiple 

criteria as a basis for creating taxonomies inevitably leads to the creation of parallel 

classifications. For example, classifications of urban sounds based on the type of auditory 

scene (e.g., street, park, open urban space; Brown, Kang, & Gjestland, 2011), its function 

(foreground vs background; Coleman, 2017), sound sources (e.g., car horn, idling engine, 

birds singing; Salomon et al., 2014), or even more specialised taxonomies like sounds 

encountered in restaurants (Lindborg, 2016), sounds related to eating (Spence, 2015) or 

sounds that make you angry (Schroder, Bulink, & Denys, 2013). There is no consensus on 

how to balance these dimensions to create an exhaustive and unifying taxonomy. Perhaps a 

solution here is not to invent new taxonomies, but to work toward a coherent theoretical 

position which could account for and explain the differences between the existing 

classification systems. However, one needs to acknowledge that creating a taxonomy which 

covers all existing sound is a virtually impossible task (for an example of similar efforts in 

crating knowledge-based organisations see Lenat & Guha, 1989). With all these caveats, 

behavioural researchers and neuroscientists face similar challenges while investigating the 

processes of how the brain is encoding the information about the categorical membership of 

environmental sounds. 

2.3 Representations of natural sound categories: Insights from 

behavioural and neuroimaging research 

Majority of auditory research is concerned with relatively homogenous classes of stimuli, 

such as artificial sounds (pure tones, Schonwiesner, von Cramon, & Rubsamen, 2002; 

Formisano et al., 2003; Langers, Backes, & van Dijk, 2007; Woods et al., 2009; Da Costa et 

al., 2011), highly harmonic vocalisations (speech, Yi, Leonard, & Chang, 2019; and animal 

vocalisations, Liu et al., 2019), musical tones (Lanning & Stilp, 2020) and laboratory-

generated synthetic test sounds (frequency sweeps, Talavage et al., 2004; Striem-Amit, Hertz, 

& Amedi, 2011; alternating multitone sequences; Humphries, Liebenthal, & Binder, 2010), 

which are not necessarily representative of sounds occurring in real-world acoustic 
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environments. Response profiles estimated with isolated artificial sounds do not predict 

responses to natural sounds well6 (Machens, Wehr, & Zador, 2004), and as such, are not 

appropriate for making predictions generalisable to real-life listening. As natural sounds were 

shown to engage auditory cortical neurons in more meaningful and behaviorally relevant 

processing, they may be optimal stimuli for studying the functional architecture of higher-

order auditory areas (Moerel, De Martino, & Formisano, 2012; for review see Theunissen & 

Elie, 2014). Recent research acknowledged this discrepancy and moved towards using more 

ecologically valid stimuli while investigating cognitive functions (e.g., Giordano, McAdams, 

Zatorre, Kriegeskorte, & Belin, 2013; Zhang, Wang, Kim, Parrish, & Wong, 2015). 

2.3.1 Basic characteristics of environmental sounds 

It has been argued that environmental sounds do not convey any meaningful information as 

language does, and this comparison is often made in the literature (e.g., Dick et al., 2016). 

However, this conjecture might not hold true as the environmental sounds carry an abundance 

of information about the surrounding world, such as distance (Zahorik, Brungart, & 

Brinkhorst, 2005), movement or position of the sound source (Warren, Zielinski, Green, 

Rauschecker, & Griffiths, 2002) and acoustic events themselves (e.g., something is louder 

than the other sound, bounced back, what object generates this sound). Furthermore, they can 

warn us from potential dangers (e.g., alarm sounds, alerting calls) or be a source of aesthetic 

experience (e.g., music, nature sounds; Shafiro, 2008). A growing body of research also 

suggests that listening to natural sounds can contribute to listener's sense of wellbeing and aid 

in psychological restoration (Alvarsson, Wiens, & Nilsson, 2010), whereas prolonged 

exposure to excessive noise has detrimental effects on mental and physical health (Basner et 

al., 2014). 

Up to now, speech and music have been the most extensively studied types of sounds. 

However, they are both quite specific classes of stimuli and, unlike most sounds are highly 

harmonic (Wang, 2013). Speech has a set of very distinctive traits, such as its phonetic 

structure or language-specific phonological inventory and is tightly linked to the articulatory 

motor functions that make it completely different from any other type of sounds. Also, music 

                                                
6 By natural sounds we understand here complex sounds as naturally occurring and recorded from the 

environment, not artificially created or synthesised sounds of simple structure. This somewhat differs from 

considering natural sounds as a category of sounds made by animals or nature, as presented in the later chapters 

of the thesis.  
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is a unique category with its rich structural patterns of melody, rhythm and aesthetic intent. In 

contrast, most sounds present in the surrounding environment do not have such 

characteristics (for a summary see Table 2.6). 

Table 2.6 

Properties of Speech, Music and Environmental Sound 

 Speech Music Environmental sounds 

Type of audio units Phonemes Notes Any other type of 
auditory event 

Source Speech organs Musical instruments or 
speech organs 

Any source producing 
an auditory event 

Structure Constrained by 

language-specific 
syntactic and lexical 
rules 

Constrained by musical 
syntactic rules 

Not constrained 

Rules in formation Symbolic 

Productive 

Symbolic 

Productive 

Nomic 

Not productive 

Information Intentional 
communication 

Direct or metaphorical 

Information about the 

sound source (gender, 
age and emotional state 
of the speaker) 

Aesthetic experience 

Metaphorical 

Information about the 

sound source (musical 
instrument) 

Distance and position 

Movement 

Information about the 

sound source (identity, 

material and action 
performed by the 
object) 

Temporal 
characteristics 

Short duration (40-200 
ms) 

Rigid temporal 

framework (constrained 
and steady) 

Low variability 

Slow amplitude 
modulation (~4Hz) 

From short to long 
duration (40-1200 ms) 

A mixture of steady and 

transient sounds 

organised in periodic 
structures 

From short to very long 
durations (40-3000 ms) 

Wide range of steady 
and transient sounds 

Proportion of steady-

state to dynamic 
unknown 

Spectral 
characteristics 

Highly harmonic 

content (500 Hz to 2 
kHz) 

Highly harmonic 

content in the full audio 
band (20 Hz to 20 kHz) 

Some non-harmonic 
components present 

Wide range of harmonic 

and non-harmonic 
components 

Statistical structure Sustained harmonic 
sounds 

Sustained and transient 
harmonic sounds 

Sustained and transient 
sounds 

Preferred cues for 
recognition 

Joint spectrotemporal 
dynamics  

Acoustic features based 
on temporal and 
spectral envelopes 

Joint spectrotemporal 
dynamics 

 Note. This list of features summarising similarities and differences between the three 

types of sounds was derived from the synthesis of previous research (Gygi, 2001; Shafiro, 

2008; Samson, Zeffiro, Toussaint, & Belin, 2011; Wang, 2013; Theunissen & Elie, 2014; 

Dick, Krishnan, Leech, & Saygin, 2016; Ogg, Slevc, & Idsardi, 2017). 
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An essential distinction of environmental sounds is that most of them are generally 

inharmonic whereas human and animal vocalisations, regardless the species (e.g., birds, 

Tchernikowski et al., 2000; rhesus monkeys, Rauschecker & Tian, 2000; marmosets, Liu et 

al., 2019), are highly harmonic. Given their structural and temporal similarity, animal 

vocalisations are by definition closer to the human speech and music rather than to 

environmental sounds per se (Belin, Zatorre, Lafaille, Ahad, & Pike, 2000; Fecteau, Armony, 

Joanette, & Belin, 2004) and they also activate the brain pathways which are strongly 

associated with speech perception (Altmann, Doehrmann, & Kaiser, 2007) or affective non-

speech vocalisations (Belin et al., 2007). 

Animal vocalisations vary from many other natural sounds such as rain, wind or sound of 

water flowing in the river because they possess entirely distinct summary statistics, and 

usually a species-specific pattern. For some natural sounds such as weather sounds or sounds 

produced by inanimate nature, the onsets and offsets are not clearly defined as they appear 

more as an acoustic background (see also auditory textures; McDermott & Simoncelli, 2011). 

Animal vocalisations are usually defined at a different level of complexity (i.e. as single 

events or streams, rather than textures) than other natural sounds and serve as functionally 

diverse elements within the acoustic scene (Theunissen & Elie, 2014). In addition to those 

differences, animals use vocalisations as a form of communication. Ultimately, how those 

calls sound depends on whether they convene information about the food location, imminent 

danger, are a form of attracting mates or expression of content, and they vary considerably 

across species.  

We can observe similar complexities within other environmental sounds categories. Take, for 

example, the sound of the idling car engine. One might say that sounds of engines form a 

fairly homogenous category of sounds. However, depending on the number of cylinders (e.g., 

4-cylinders, V8, V12), firing order and interval or exhaust construction engines will produce 

different sounds which are unarguably distinguishable from one another. Needless to say, 

also the engine condition will make a huge difference to the knowledgeable ear. Most 

commonly, there is also great variability in the perception of engine sounds depending on the 

vehicle type (sports cars vs sedans; Park, Park, Kim, Rhiu, & Yun, 2019) and driving 

conditions (speed, acceleration vs, deceleration; Morel, Marquis-Favre, Dubois, & Pierrette, 

2012). 

It is also known that familiarity with exemplars of the specific class (Anaki & Bantin, 2009) 

and experience (Elmer, Klein, Kuhnis, & Liem, 2014) makes us proficient in detecting 
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categorical boundaries. All living animals learn not only to communicate with each other but 

also to recognise enemies’ calls to avoid danger. Also humans attune their listening skills 

early in childhood by setting firm categorical boundaries between phonemes (Hazan & 

Barrett, 2000). Undertaking targeted training will also benefit one’s auditory competence 

(Elmer et al., 2014). 

Taken together, the environmental sounds category seems to be not well defined, too 

inclusive and full of internal variability. Research uses the term ‘environmental sounds’ to 

very often encompass the sounds of nature such as wind, fire or animal vocalisations together 

with environmental sounds coming from the urban structures, human activities and generated 

by human-made machines as one category (e.g., Gygi, Kidd, & Watson, 2007; Reddy, 

Ramachandra, Kumar, & Singh, 2008). Furthermore, they include not only single sound 

sources but also complex acoustic scenes or soundscapes (Gygi & Shafiro, 2011) which 

provide additional context to the acoustic input. Many of these sounds can also be generated 

by blending various elements of sounds in different combinations (Salamon, MacConnell, 

Cartwright, & Bello, 2017). Properties of isolated sounds like dog bark or car honk vary in 

their physical characteristics from the statistics of sound mixtures (i.e., when multiple sources 

are present or when the sources are embedded in the acoustic background). It is somewhat 

misleading to consider all those sounds as a uniform group of environmental sounds as such 

classification is overly simplistic and does not account for the inherent variability of sounds 

within this category and differences between these sounds. 

2.3.2 Current challenges in studying neural representations of environmental 

sounds 

The inconsistencies in defining categories of sound stimuli are reflected in the scope of 

current behavioural and neuroimaging research. Having no access to well-annotated and 

comprehensive datasets, the majority of the design focus on comparing global sound 

categories, such as for example, sounds produced by living and non-living agents (animate vs 

inanimate). One issue with such an approach is that it limits the sound to its source (object) or 

sound-producing agent (human or animal) and assumes that categorical representations rely 

on an object or action-source knowledge. 

Nevertheless, research showed that this distinction evokes consistent patterns of activation 

(e.g., Lewis et al., 2005; Doehrmann, Naumer, Volz, Kaiser, & Altmann, 2008; Engel et al., 

2009). Lewis and collaborators (2005) investigated the differences between animal and tool-
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related sounds with the functional localiser and showed a differential pattern of responses to 

these two categories. Animal sounds (vocalisations of 28 different animals) evoked stronger 

bilateral responses along the middle portions of the superior temporal gyrus (STG), whereas 

tool sounds (more than 30 different types of action sounds) evoked preferential responses in 

multiple left motor and somatosensory regions (middle portion of the left inferior frontal 

sulcus, the left ventral premotor cortex, and inferior precentral sulcus) along with the right 

posterior medial temporal gyrus and superior temporal sulcus. Adaptation design with 15 

sounds in each category further confirmed the bilateral anterolateral STG activation to animal 

sounds, along with the transverse gyri, and showed an additional response to tools in several 

patches in the left insula (Doehrmann et al., 2008). However, activations shown by Engel and 

colleagues (2009) are not the evidence of those sounds being represented in these regions 

(information), but rather they are showing the processing networks which might serve 

auditory perception (functional activation) since the effects of categories were seen only in a 

category-specific task. 

Another problem arises from the fact that depending on the sound source participants tend to 

rely on a different set of cues. Sound experts tend to weight acoustic features more than other 

information in assigning their categorical membership (Lemaitre at al., 21010). As shown by 

results of free identification and assessments of acoustic similarity semantic properties are 

more heavily weighted for sounds produced by living agents whereas acoustic features for 

sounds produced by non-living agents (Giordano, McDonnell, & McAdams, 2010; Giordano 

et al., 2011). A somewhat contradictory conclusion comes from work by Lewis and 

colleagues (2012) where they showed that animal sounds which were misperceived as tools 

exhibited a 'tool-like' activation pattern, whereas miscategorised animal vocalisations a 

similar pattern to correctly perceived vocalisations. These results suggest that the for tools 

sounds the percept of tool use might drive this effect. On the contrary, for animal 

vocalisations, the acoustic processing might be responsible for the response pattern. 

However, without clearly defining the semantic and acoustic dimensions of the stimuli under 

investigation, it is impossible to draw any definitive conclusions. 

Furthermore, the activations in response to animate vs inanimate sounds might also be 

artefacts of mental imagery or related to motor production. In the visual domain, it has been 

shown that observation of motion leads to activation along motor pathways (e.g., Pizzamiglio 

et al., 2005; Lewis et al., 2005, 2011; Aglioti, Cesari, Romani, & Urgesi, 2008). These results 

are in accordance with embodied cognition models posing that any multimodal simulations 
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(e.g., thinking about movement or observing movement performed by others) should at least 

partially involve the same brain networks associated with the actual perceptual or sensory 

event (e.g., Glenberg & Robertson, 2000; Barsalou, Simmons, Barbey, & Wilson, 2003). 

Indeed, human-produced sounds associated with performed action activate bilaterally not 

only the regions along the posterior temporal sulci but also left-lateralised frontoparietal 

areas, bilaterally insula, basal ganglia, cerebellum, left thalamus, and medial frontal gyri 

(MFG) indicated in previous research on observation-execution matching as showing 

consistent activations of mirror-neuron networks (Kohler et al., 2002; Rizzolatti & Craighero, 

2004; Gazzola, Aziz-Zadeh, & Kaysers, 2006; Galati et al., 2008). Taken together, these 

results demonstrate that selection of stimuli cannot be taken lightly because it has severe 

consequences on the whole research design, analysis and interpretation process (for a 

summary of various sound categories used in previous research see Table 2.7). Although the 

question of how natural sound categories are represented in the brain remains unanswered, 

there is a growing body of research that tries to fill that gap.  
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Table 2.7 

A Summary of Sound Categories Used in Previous Studies 

Study Subjects Sounds Categories Exemplars Duration 

Altmann et al., 2007 13 10 
Animal vocalizations (cat, chicken, cow, dog, donkey, duck, fog, horse, 
owl, sheep) 

1 per type 
650 – 1250 
ms 

Belin et al., 2000 12 12 

Animal vocalizations (36 rhesus monkey vocalizations and 36 cat 
vocalizations) 

Human vocalizations (48 non-linguistic exemplars; e.g., laughs, sexual 
vocalizations, cries, screams) 

>10 per type 
300 – 2092 
ms 

De Lucia et al., 2012 15 108 
Living sounds (e.g., yawning, laughter, chicken, sea lion) 

Man-made sounds (e.g., cannon, gong, race car, zippo lighter) 
1-2 per type 

100, 250 & 
500 ms 

Doehrmann et al, 2008 15 30 
Animal vocalizations (e.g., cat, chicken, frog, horse) 

Tool sounds (e.g., chainsaw, camera, hammer hitting wood) 
1 per type 

734 – 1386 
ms 

Engel et al., 2009 32 256 

Human (e.g., applause, blowing nose, eating chips) 

Animal (e.g., cicada chirp, dog panting, horse gallop) 

Mechanical (e.g., clock ticking, fax machine, helicopter) 

Environmental (e.g., glacier break, rain fall, water bubbling, wind) 

1-6 per type 
(10 for wind 
only) 

< 3000 ms 

Fecteau et al., 2004 15 144 

Speech sounds (e.g., vowels, words, sentences in different languages) 

Non-linguistic vocalizations (e.g., laughs, screams, coughs) 

Cat vocalizations  

Mixed animal vocalizations (e.g., alligator, bird, camel, pig) 

Non-vocal sounds (e.g., machinery, instruments) 

Variable 
M = 1210-
1560 ms 

Giordano et al., 2010 80 140 
Living sounds (e.g., bat screeching snake rattling) 

Non-living sounds (e.g., gas flame, wind blowing) 
1 per type < 3000 ms 

Lewis et al., 2004 24 105 

Various environmental sounds, for example animal sounds (e.g., horse 

galloping, puppy barking, bird chirping), human sounds (e.g., woman 
coughing, sneeze), nature sounds (e.g. thunder), everyday sounds (e.g., 
keys jingle, doorbell) 

1-2 per type < 2000 ms 
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Study Subjects Sounds Categories Exemplars Duration 

Lewis et al., 2005 20 188 
Tools (e.g., sawing wood, toilet plunger, glass cutter) 

Animal sounds (e.g., camel groan, bird chirping, pig squeal) 
1-5 per type 

1900 – 
2100 ms 

Orgs et al., 2006 
17 (19 
pilot) 

51 

Animal sounds (e.g., dog barking, bird singing) 

Instruments (e.g., violin, saxophone) 

Everyday sounds (e.g., bell ringing, coughing) 

1 per type 300 ms 

Santoro et al., 2014 5 60 

Human vocal sounds (both speech and non-speech, e.g., baby cry, 
laughter, coughing) 

Animal cries (e.g., dog, cat, horse) 

Musical instruments (e.g., piano, flute, drums) 

Scenes from nature (e.g., rain, wind, thunder), 

Tool sounds (e.g., keys, scissors, vacuum cleaner) 

NR 1000 ms 

Sharda & Singh, 2012 20 75 

Animal sounds (e.g., frog croaking, bird singing) 

Environmental sounds (e.g., river flowing, telephone ringing) 

Human vocal non-speech sounds (e.g., coughing, laughing) 

1 per type < 2000 ms 

Zhang et al., 2015 6 42 

English speech (6 different speakers) 

Non-English speech (6 different languages) 

Non-speech vocal (e.g., baby cry, cough, giggle, snore) 

Animal (e.g., duck, bird, cow, horse) 

Mechanical (e.g., gunshot, clock ticking, typing, toilet) 

Music (e.g., violin, guitar, drum, piano) 

Nature sounds (e.g., ocean, wind, water) 

1 per type 1000 ms 

 Note. A few studies included either a pilot (Orgs et al., 2006) or collected additional information about sounds (familiarity ratings; 

Sharda & Singh, 2012; recognition accuracy, Altmann et al., 2008; Engel et al., 2009, Zhang et al., 2015; recognition accuracy and confidence 

ratings, Doehrmann et al., 2008) in attempt to verify whether the selected samples were recognizable by participants. No further information 

about criteria that were used when selecting representative exemplars nor explanation why certain categories were chosen was provided. 
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2.3.3 Neural representations of natural sounds: Hierarchical vs distributed 

processing 

Several attempts have been made to investigate the representation of sound categories in the 

brain (Lewis et al., 2004, 2011; Doehrmann et al., 2008; Staeren et al., 2009; Leaver & 

Rauschecker, 2010; Ley et al., 2012; Ley, Vroomen, & Formisano, 2014; Zhang et al., 2015). 

A hierarchical organisation of the processing pathway has been proposed, in which the 

features comprising the acoustic profiles of such sounds are represented along anteroventral 

auditory cortex by neurons responsive to increasing degrees of complexity, with complete 

auditory "objects" encoded in anterior superior temporal regions (Wessinger et al., 2001; Hall 

et al., 2002; Rauschecker & Scott, 2009; Woods et al., 2009; Leaver & Rauschecker, 2010; 

Sharda & Singh, 2012). Research in visual domain indicates that object recognition may not 

require category-specific cortical subregions for all types of stimuli (Grill-Spector et al., 

2001; Haxby et al., 2001; Peelen, WIggett, & Downing, 2006; Reddy & Kanwisher, 2006; 

Bauer & Just, 2017). This putative lack of category-specific differentiation within the 

anteroventral pathway suggests the importance of distributed representations of auditory 

objects (Zhang et al., 2015a; Formisano et al., 2008; Staeren et al., 2009; Leech & Saygin, 

2011). Furthermore, modality-independent representations of integral concepts of scene 

categories also exist (prefrontal cortex; Jung, Larsen, & Walther, 2018), as well as distributed 

representations of spatial information (Zhang et al., 2015b) and connectivity patterns (Zhang 

et al., 2018). 

2.3.3.1 Hierarchical processing 

Hierarchical organisation of the auditory cortex indicates the core area in the primary 

auditory cortex as responding preferentially to simple sounds such as pure tones and musical 

notes (Wessinger et al., 2001), whereas areas of the surrounding belt and parabelt of the 

secondary auditory cortex are responsive to more complex sounds such as tool sounds 

(Doehrmann et al., 2008), animal vocalisations (Lewis et al., 2009), speech (Belin et al., 

2000) or music. For example, Leaver and Rauschecker (2010) demonstrated a dissociation 

between the encoding of acoustic features (spectral structure and temporal modulation) and 

clusters of activation to musical and speech sounds corroborating with the notion of an 

anteroventral organisation in the superior temporal lobe (i.e., with posterior regions more 

responsive to low-level features, and anterior regions to stimulus categories). 
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Hall and colleagues (2002) tested the hypothesis of hierarchical processing of sound with the 

use of single-frequency tones and harmonic tones which were either static or frequency 

modulated. As predicted, harmonic tones revealed more activation than single tones in the 

right Heschl's gyrus and bilaterally in the lateral supratemporal plane. Activation was also 

greater to frequency-modulated tones than to static tones in these regions and also in left 

Heschl's gyrus, and bilaterally in anteroventral part of the supratemporal plane and the 

superior temporal sulcus, what suggests the involvement of these regions in processing of 

complex stimuli. Also, the results of the study conducted by Woods and his collaborators 

(2009) were consistent with the hierarchical sound processing theory. They showed that the 

medial part of the auditory cortex consists of a tonopically arranged core and belt fields that 

map the acoustic features of sounds, whereas the surrounding higher-order areas are tuned to 

more abstract stimulus attributes. These results further confirm the assumption of hierarchical 

organisation in auditory cortex. 

However, sounds encoding and processing consider not only their constituent acoustic 

features but also the meaning they convey. The brain can discriminate living and human-

made sound categories at early stages of sound processing even if this is not reflected by their 

accurate recognition (De Lucia et al., 2012) what suggests that acoustic features and sound 

meaning might be encoded at different processing stages. Other EEG studies corroborate with 

these results showing shorter latencies for early processing of spectral and other 

characteristics of sound (Snyder, Alain, & Picton, 2006; Hill et al., 2011; Szalardy et al., 

2013; for review see: Gutschalk & Dykstra, 2014). It has also been shown that the brain 

regions become increasingly sensitive to more complex stimuli and types of abstract 

categories from the first stations of the ventral auditory pathway (i.e., the core) and 

concurrent stages (e.g., ventral prefrontal cortex, vPFC; Rauschecker et al., 1995; Tian & 

Rauschecker, 2004; for review see: Tsunada & Cohen, 2014). These results suggest that 

classification accuracy cannot be fully explained in terms of acoustic differences between 

those groups of stimuli, but rather in relation to its semantic content. Furthermore, studies 

using speech sounds have shown that core neurons encode the acoustic features of sounds, 

but not necessarily their category membership (Binder et al., 2000; Liebenthal et al., 2005; 

Steinschneider et al., 2005; Engineer et al., 2008, 2013; Mesgarani et al., 2008, 2014; Nourski 

et al., 2009). These results were corroborated by categorical encoding observed in the human 

non-primary auditory cortex (Altmann et al., 2007; Doehrmann et al., 2008; Leaver and 
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Rauschecker, 2010), what supports the preposition of categorical processing along the 

hierarchically organised pathway.  

2.3.3.2 Distributed processing 

On the contrary, the notion of the widely distributed sub-regions assumes that the category 

representations are dispersed across the auditory cortex, irrespective their composite physical 

properties. Staeren and colleagues (2009) tested this hypothesis with the use of sound stimuli 

equalised across their spectrotemporal profiles and perceptual pitch. Removing most 

differences at the acoustic features level suppressed the effects driven by those features, and 

also diminished the differences between the categories as represented in the univariate 

between-category comparisons of localised BOLD responses. However, by employing a 

multivoxel pattern analysis, they revealed the presence of the distributed patterns reflecting 

different sound categories. Similar results were yielded by a study investigating the brain 

mechanisms of speech comprehension and speakers' identification where abstract 

representations of vowels or different speakers emerged not only within the specialised 

higher-level areas but also at early stages of sound processing (Formisano et al., 2008). 

Furthermore, regions previously considered as selectively responsive to speech or 

environmental sounds are less focal and reflect a more distributed pattern of information 

(Leech & Saygin, 2011). 

Given the wide anatomical overlaps of areas involved in the processing of sounds of different 

categories, these results suggest that the information comprised in those distributed networks 

might reflect not only their physical properties but also more abstract perceptual levels of 

sound representation. This is consistent with the idea that categorical representations are 

indeed invariant to changes of acoustic input within the category, but not between the 

categories (Tsunada & Cohen, 2014; also at the neural level, Town, Wood, & Bizley, 2018). 

Categorical representations need to be relatively robust to changes in sound location, volume 

or signal distortions within the particular category to account for internal variability of 

exemplars while remaining sensitive to the differences between the distinct categories and 

contextual influences to separate one sound source from another. However, the extent to 

which objects categories and their constituent acoustic features contribute to categorisation 

and sound encoding in the distributed networks or process-specific sub-regions remains a 

topic of an ongoing debate (Leaver & Rauschecker, 2010; Klein & Zatorre, 2015). 
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2.4 Summary and emerging questions 

The issue of whether acoustic and semantic information share a common conceptual space 

remains unresolved. Research shows that there are some anatomical overlaps between 

categorical and acoustic representations of sounds (e.g., showing the bias towards lower 

frequencies for speech, Moerel et al., 2012). These results suggest that the categories are 

formed not only based on the perception of physical features of the stimuli, but also more 

abstract types of information such as their meaning. Evidence from imaging studies further 

supports the hypothesis that sounds and words describing them share a common conceptual 

space by showing priming effects of words vs sounds and vice versa (Orgs, Lange, 

Dombrowski, & Heil, 2007) and shared neural resources involved in processing language and 

environmental sounds (Saygin, Dick, Wilson, Dronkers, & Bates, 2003). 

Individual contributions of spectral and temporal features to sound identification are not 

clearly defined. The majority of research in the field is concerned with maximising models’ 

predictive power, but very little attention is given to the actual parameters driving those 

effects and their importance. Furthermore, contributions of acoustic and semantic information 

to sound categorisation are also unexplored. Some studies show that people rely more on 

semantic information for sounds produced by living agents, but focus more on acoustics for 

non-living agents (Engel et al., 2009). Different patterns for materials vs actions were also 

observed (Hjortkaer, & McAdams, 2016). Overall, contradictory evidence exists in support of 

the ideas that meaning is not necessary to make acoustic similarity judgments (Aucouturier & 

Defreville, 2009), that similarity judgment is based on common meaning (Guastavino, 2007), 

or that it is based solely on acoustic information (Knoeferle, Li, Maggioni, & Spence, 2017; 

Ogg, Slevc, & Idsardi, 2017, Ogg & Slevc, 2019) offering no clear consensus. 

To further complicate this debate, more ecological approaches to listening claim that people 

do not perceive environments in terms of their constituent acoustic features, but rather as 

sound-producing sources and events or even contexts in which they are embedded. In 

addition, it was also shown that perceptual strategies are dependent on the participants’ 

expertise, age, cognitive and subjective state. For example, experts with a background in 

acoustics and musicians tend to rely more on acoustic information than untrained individuals 

(Lemaitre et al., 2010), or children create more classes based on entirely different criteria 

than adults (Berland, Gaillard, Guidetti, & Barone, 2015). 
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The lack of clear conclusions emanating from current research indicates a need to understand 

how people process acoustic and semantic information related to sound and what drives their 

decisions when both types of information are available to the listener. 

2.4.1 Research questions 

The purpose of the present research is to fill out an existing gap in the literature by exploring 

the question whether the acoustic structure of environmental sounds is somehow reflected in 

their linguistic representations and to what degree are they related. The major contributor to 

that gap is the lack of research investigating any of these aspects in a systematic way. Studies 

focused on acoustic features of environmental sounds favour model predictions' accuracy 

over the details of the acoustic space itself. On the other hand, linguistic studies neglect 

sound labels due to their limited semantic and syntactic value. In the context of the audio 

datasets, labels are driving their creation and are acknowledged part of the dataset, but are yet 

to obtain sufficient attention. As a consequence, we cannot investigate the links between 

those spaces since the spaces are not well-explored. Building on the previous work, we aim to 

explore the acoustic and semantic topography of environmental sounds. With this goal in 

mind, we set the following questions to guide this research (see Figure 2.1 for an overview): 

Research Question 1: What is the acoustic structure of environmental sounds? 

To answer this question, we need to consider many different aspects of the acoustic space 

occupied by environmental sounds. Therefore, several more-detailed follow up questions 

were formulated: 

RQ 1.1: Are there any inherent patterns or natural sound groupings in the acoustic 

space occupied by environmental sounds? 

RQ 1.2: What is the quality of the information conveyed by the acoustic features? 

RQ 1.3: Are acoustic features sufficient to successfully predict categorical 

membership at various levels of complexity? 

Research Question 2: What is the topography of sound labels? 

To answer this question we not only created a map of sound labels, but we also wanted to 

know whether increasing the structural complexity of the label will have any effect on the 

representation on the semantic space. Therefore, two follow-up questions were formulated: 
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RQ 2.1: Are there any patterns of natural sound groupings in the semantic space 

occupied by environmental sounds? 

RQ 2.2: Does the structural complexity of language used to describe sounds (sound 

labels) influences the final map of the semantic space?  

Directly deriving from these questions, we identified a significant gap in current research, 

which provides no information about the links between acoustic and semantic topographies 

and their relation to perceptual judgements. To give some insight on this topic, we posed our 

last question: 

Research Question 3: How acoustic and semantic topographies relate to perceptual 

judgements? 

We acknowledge that fully answering such a broad question will be impossible within the 

scope of this thesis. Therefore, two more focused questions were formulated to make the first 

step towards resolving this mystery: 

 RQ 3.1: How do we represent natural sound categories and their inherent 

variability? 

 RQ 3.2: How well sounds represent their labels? 

 RQ 3.3: Are perceptual judgements correlated with acoustic representations?
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Figure 2.1 

Thesis Outline 
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CHAPTER 3 

Sound Space Exploration Dataset 

A Selection of Environmental Sounds for Behavioural 

and Neuroimaging Research 

This chapter introduces the “Sound space exploration” dataset curated for the purpose of this 

research. With the aim of furthering the existing knowledge in the auditory perception 

research, we present a set of 530 environmental sounds which will allow the researchers to 

investigate not only the basic acoustic distinctions between general sound classes (e.g., 

natural sounds vs human sounds) but also the within-class variability at the lower level of 

complexity. We explored the properties of acoustically different sounds belonging to the 

same category (e.g., bird tweets vs the sound of birds flying off in bird sounds), and 

acoustically similar sounds belonging to different categories (e.g., the sound of birds flying 

off vs applause) to provide an overview of how various natural sound classes are acoustically 

defined. Features selection was inspired by the current practices in music (Lartillot et al., 

2008), speech signal processing (Delvaoux & Soquet, 2007; Mielke, 2012) and 

environmental acoustics and sound design (Serizel et al., 2018; for review see: Alias et al., 

2016). Although the list of extracted features is not exhaustive, we covered a wide number of 

acoustic features to facilitate the use of our dataset in various scientific domains. 
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3.1 Introduction 

As discussed in the previous chapter, the majority of auditory research is concerned with 

rather homogenous classes of stimuli and pay little attention to the inherent acoustic 

variability within sound categories. Comparisons are usually made at the global level, where 

music, speech, animal vocalisations, or tools are contrasted with each other. Usually, the 

included examples represent a wide range of sounds (e.g., ‘animals’ category consisting of 

dogs, cats and birds) which acoustically have very little in common. Such approach has 

proven to be effective for answering some research questions, for example, while 

investigating mechanisms of processing more general information about living vs non-living 

agents (e.g., Lewis et al., 2008; Engel et al., 2009, Giordano, McDonnell, &McAdams, 2010) 

or animal vocalisations vs tools (e.g., Doehrmann et al., 2008). However, when more 

complex relationships are of interest, such datasets are no longer useful. 

Well-annotated sound sets with stimuli from various classes are also rather scarce. Most 

researchers operate on labels derived from basic level classes (e.g., cats, female voices, guitar 

and tones, Staeren et al., 2009). However, all sounds within those groups are marked by 

considerably different acoustic properties which are not expressed with such label. Take, for 

example, the sounds made by cats. Apart from meowing, cats also purr while relaxing, and 

hiss or growl when angry or in the defensive state (Pandeya & Lee, 2018; for other animal 

vocalisations see, e.g., dogs, Molnar et al., 2008; birdsongs, Briggs et al., 2012). This will be 

true to almost all sound-producing objects or agents. For example, the sound of a starting 

engine, squealing wheels during braking or a car honk are all sounds made by a car, but the 

detailed information about these sounds cannot be conveyed with a single noun. In a series of 

sound naming experiments Saygin and colleagues (2005) showed that people tend to use verb 

forms to describe some sounds (e.g., coughing instead of a cough), but at the same time verbs 

alone were not sufficient to capture the differences between the objects of the actions (e.g., 

‘playing’ alone does not differentiate between ‘children playing’, ‘playing instruments’ or 

‘playing football’). These results clearly show that nouns or verbs alone are not the best 

linguistic descriptors for a very diverse set of environmental sounds (Saygin, Dick, & Bates, 

2005). 

Studies with multiple examples of sounds from the same class are also rarely encountered. To 

our knowledge, only a few studies investigated categorisation with the use of multiple 

exemplars of the same category (e.g., Saygin et al., 2003; Reed & Delhorne, 2005; Shafiro, 

2008; Liu et al., 2019). Many other studies included only single exemplars of sounds from 
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each category. For example, Zhang and colleagues (2015) examined a broad spectrum of 

categories (i.e., English and non-English speech, non-speech vocal, animal, mechanical, 

music and nature sounds), but used only single exemplar for each class (e.g., one sound of a 

clock ticking or idling engine within mechanical sounds). Similarly, Giordano and colleagues 

(2010) examined a wide range of examples of living and non-living agents (N=150), but have 

included only one exemplar of each sound. Even some large and well-annotated datasets like 

NESSTI (Hocking et al., 2013) include only one exemplar from each sound class. It is 

limiting because no information about the categories' acoustic composition is ever provided. 

This gap is caused at least in part by the lack of easily accessible datasets comprising stimuli 

not only from various classes, but also multiple exemplars of these classes. This conclusion 

led us to create the dataset presented here, which encompasses sounds from a wide variety of 

natural categories at different levels of complexity and includes various sounds produced by 

the same sources (within-class acoustic variability) and acoustically similar sounds produced 

by different sources (between-category confusion). 

3.1.1 Aims and objectives 

We built our database to address the issues raised above. 

First, we include a broad variety of sounds naturally occurring in the real world. We take into 

account variability not only between categories but also within classes to represent the 

acoustic diversity of natural sounds, as well as categorical invariance to additive noise and 

translations in time. It means that the examples within each class are not only diverse in terms 

of their subclass (e.g., dog barks and dog growls within dogs category) but also their acoustic 

quality (e.g., different types of dogs barking). 

Second, all the sounds will be consistently labelled with a noun and verb construction to 

accurately reflect the content of each sound recording and allow for the use of this dataset in 

flexible research designs addressing questions about not only between-class but also within-

class comparisons. Furthermore, such consistent labelling will enable using this dataset in 

research exploring differences between categories at different levels of complexity by 

selecting appropriate subsets of sounds and corresponding labels. 

Third, the audio content of our database was selected to support good representations for 

machine learning and offers broad coverage of many different categories, encompasses 

variability within class deriving from variable conditions of generation and recording, and 

have a reasonable size of each category containing multiple exemplars of each sound type 
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(Mesaros et al., 2018). As emphasized in the introduction, previous research suffered from 

datasets limited to only one exemplar selected to represent each category. Our dataset 

includes 10 exemplars in each class which is still insufficient to capture a wide variety of 

sounds present in our environment but offers a significant improvement upon the currently 

available datasets. Including more examples and wider selection of categories should be 

considered in the future7. 

Finally, we want to contribute a publicly available dataset of environmental sounds together 

with associated metadata to not only support the process of informing decisions about stimuli 

selection but also facilitate the use of this dataset across various scientific domains. To this 

end, we describe this dataset with a wide variety of acoustic features. 

3.2 Methods 

The “Sound space exploration” dataset was built and described according to the procedure 

outlined in Figure 3.1. The following sections describe each step in detail. 

Figure 3.1 

Dataset Creation Procedure 

 

3.2.1 Categories selection 

Sound categories included in the database were selected based on the sounds' overall 

ecological frequency of occurrence (Ballas, 1993), and membership in distinct subclasses of 

sounds (Schaefer, 1977) at different levels of abstraction to represent common and ‘easy to 

distinguish’ sound classes (Gemmeke et al., 2017). The top-level classes comprise (1) human, 

                                                
7 Unfortunately, the literature does not offer any specific guidelines about the number of exemplars necessary to 

represent each class successfully. The overall directions outlined for building audio datasets (e.g., Mesaros et al., 

2018) define a “reasonable number of exemplars” or “number of classes” as a number that is sufficient for 

current applications. Our dataset improves upon currently available similar datasets. It consists of 53 sound 

categories with 10 exemplars each, but some variants or other frequently occurring sounds, such as, for 

example, sounds of office machinery or sports events, were not included. 
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(2) manmade or mechanical, and (3) sounds of nature or natural sounds8, indicated in the 

number of reviewed taxonomies as the most general division between sound classes (see 

Chapter 2). These main groups can be further divided into multiple subcategories at a higher 

level of categorical abstraction, derived from consulting specialised lists of sounds (e.g., 

ornithology, entomology, and bioacoustics) and lists of sound categories and their 

annotations generously provided by FreeSound.org and BBC Archive. Each subcategory was 

composed of more basic-level classes (e.g., cars, cats, drills) chosen to reflect the most 

frequently occurring in environment (Ballas, 1993) and familiar agents and objects within 

that group (Hocking et al., 2013). For example, when selecting animals, cats and dogs were 

selected over donkeys or lions as these are more likely to appear in our everyday environment 

and expose listeners to natural acoustic variability within that class. Where possible, each 

basic class also consists of multiple types of sounds produced by the same source and 

uniquely associated with it. For example, in sounds produced by cats, we include meowing, 

purring and hissing, but not growling or sneezing. Figure 3.2 provides an overview of the 

category selection process. 

  

                                                
8 In the subsequent sections, by natural sounds, we understand a category of sounds made by animals or nature 

(not complex sounds as naturally occurring and recorded from the environment, not artificially created or 

synthesised sounds of simple structure as considered in Chapter 2). 
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Figure 3.2 

Category Selection Process 

 

 Note. Since there are no exhaustive norms for natural sounds (as discussed in 

Chapter 2, only a handful of studies provided any norms, and these were established for a 

very narrow selection of classes or single recordings representing these classes), all the 

categories were manually reviewed and selected by the author, who consulted the existing 

resources to guide that selection. 

a   Identification – refers to the process of reviewing the existing literature and published 

dataset to identify the list of sounds categories and subcategories that were used in previous 

research (for summary see Tables 2.5 and 2.7). 

b   Synthesis – refers to the process of reviewing labels and any additional annotation data 

(e.g., comments, sound descriptions) to identify the most commonly used categories. For 

example, three main categories of natural, human-generated and manmade (or mechanical) 

sounds were used in most studies (for summary see Tables 2.5 and 2.7), but there was less 

agreement on what animal vocalizations should constitute the animal sounds category. 

c   Specialization – refers to the process of identifying various sounds produced by the same 

source. For example, although cats or dogs were included in most studies as representatives 

of animal category, both animals have more than one vocalization type in their repertoire. To 

correctly identify species- or source-specific sounds, appropriate literature was consulted 

(e.g., sounds produced by animals – cats, Pandeya & Lee, 2018; dogs, Molnar et al., 2008; 

birds, Briggs et al., 2012; sounds produced by cars, Morel et al., 2012; Park et al., 2019). 

d   Filtering – refers to the process of selecting the most frequently occurring or familiar 

sounds that are characteristic of each source. First,  lists of ecological frequency of everyday 

sounds (Ballas, 1993) and familiarity ratings (e.g., Marcell et al., 2000; Hocking et al., 2013; 

Burns & Rajan, 2019) were consulted. For example, familiarity ratings (with lower ranks 

representing more familiar sounds) indicated the sounds produced by a dog (M=1.3), cat 

(M=1.22), horse (M=1.27) and cow (M=1.54) are more familiar than other animals such as 

donkey (M=2.6), bear (M=3.31), goat (M=2.04) or lion (M=2.42; a full list of familiarity 

ratings can be found in Hocking et al., 2013). Then, for each of those selected objects or 

agents, we selected the most characteristic sounds. For example, sounds of dogs included 

sounds of barking, but also sounds of snoring or walking, which are not distinctive for a dog 

(i.e., other animals might be snoring or walking). 
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3.2.2 Labelling sounds 

As a parallel process, we labelled each sound sample. The labels were constructed to be 

consistent grammatically and as generically descriptive as possible. They were all linguistic 

phrases derived from the most common labels occurring in the reviewed databases. Given 

that neither nouns nor verbs are sufficient to distinguish between certain sound classes (e.g., a 

'dog' label does not differentiate between barking and growling; at the same time growling 

might not be indicative of a dog; Saygin, Dick, & Bates, 2005), we opted to include both, 

noun and verb (or its derivative) constructions in our labels. Their grammatical complexity 

was kept uniform by transforming all phrases into ‘noun + gerund’ forms. A similar approach 

was successfully exercised in previous research (e.g., Saygin, Dick, Wilson, Dronkers, & 

Bates, 2003). The same syntactic frame was used to construct the labels for all the sounds. 

Table 3.1 presents an example of a ‘dog’ category and differentiation of the three main labels 

for this class. 
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Table 3.1 

Examples of Interim Products in Label Creation 

Searched 

label 

Labels from BBC Sound Effects Database ‘Noun + gerund’ form 

Dog 

Performing dogs with whistles 

Husky dogs barking 

Large Alsatian barking 

Sheepdogs barking in distant barn 

One dog, exterior, barking 

Two dogs, exterior, barking 

Dog barks in distance 

Labrador & two sheepdogs barking 

Collie dog barking 

Dog barking 

Dog barks as door opened & closed 

Beagles, exterior, two dogs barking 

Bulldogs barking in kennels, interior 

Cross-bred watchdog barking in a yard 

Dog growling, interior 

Dog barking 

Breeze with dogs howling 

Dog, anxious whine 

Pack of Malamute Alaskan Huskies howling, 

exterior 

Dog howling 

Dogs, angry barking & snarls 

Dog, angry barking & growls 

Dog, angry snapping & growls, with a few barks 

Fox Terrier, Wire-Haired, Exterior, snarls and 

growls 

Two Alsatians barking and growling 

Dog growling, interior 

Dog growling 

Dog snoring, interior 

Dog gnawing a bone, interior 

Dog scratching at door, interior 

Start, trot and stop with dog cart 

Not included a 

 Note. Sounds described as ‘dog snoring’, ‘gnawing a bone’, ‘scratching at door’ or 

‘trot with dog cart’ were not included in our database since they are not unique or dominantly 

associated with dogs. 
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3.2.3 Stimuli 

Stimuli were natural sounds downloaded and manually edited from high-quality recordings 

(i.e., meeting the criteria outlined below) from the following databases: Free Sound 

(https://freesound.org/), BBC Sound Effects (http://bbcsfx.acropolis.org.uk/), Sound Bible 

(http://soundbible.com/), Zapsplat (https://www.zapsplat.com/), Orange Free Sounds 

(http://www.orangefreesounds.com/), Adobe Audition Sound Effects Library and YouTube 

(https://www.youtube.com/)9. 

Browsing the available online databases was guided by the list of preselected categories 

described in the previous section. We targeted samples according to their labels, tags, source 

annotations or descriptions, and prioritised short and single-source recordings. Identified 

sounds were inspected for audio quality (i.e., whether the sound is audible and its source 

easily recognisable) and conformity of sound with its descriptors (i.e., whether there was a 

match between sound and its label). Sound samples which failed to meet these standards were 

not considered for inclusion in the database. Audio clips of synthesised sounds were also 

rejected. Further exclusion criteria include the presence of more than one sound source (either 

the same or different type), background sounds, overlapping noise, or masking effects 

distorting the perception of the main source, and clearly audible or spectrally recognisable 

sound processing (e.g., sound clipping). Table 3.2 summarizes the inclusion and exclusion 

criteria referred to in this process. 

  

                                                
9 Sound samples are licensed under the Creative Commons Attribution License: 

https://creativecommons.org/licenses/by/3.0/. 

https://freesound.org/
http://bbcsfx.acropolis.org.uk/
http://soundbible.com/
https://www.zapsplat.com/
http://www.orangefreesounds.com/
https://www.youtube.com/
https://creativecommons.org/licenses/by/3.0/
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Table 3.2 

A Summary of Inclusion and Exclusion Criteria 

Criterion Included sounds Excluded sounds 

Audio bit depth Minimum 16 bit > 16 bit 

Sampling rate Minimum 44100 Hz > 44100 Hz 

Spectrogram (visual 
inspection) 

No distortions or visible 
processing 

Spectrally visible distortions or 

signs of applied processing 
(e.g., clipping) 

Recordings 
Recorded natural sounds 

(regardless of the recording setup 
and conditions) a 

Synthesized sounds imitating 
natural sounds 

Description Sound matches its label Sound not matching its label 

Sound source identification Audible sound source 
Inaudible, muffled or 
ambiguous sound source 

Number of sound sources 
Single source (e.g., one dog 
barking) b 

Multiple overlapping sources 
(e.g., various animals calling) 

Type of sound sources 
Various sources (e.g., recordings 
of various dogs barking) 

Same sources (e.g., recordings 
of the same dog barking 
multiple times) 

Background sounds Absent c Present 

a   Since most of the information, such as type of equipment, recording conditions, distance 

from the microphone, sound level calibration, etc. was not available for most of the 

recordings available online in audio recordings repositories (for summary see Table 2.4) we 

could not use it as additional criteria for examining audio quality of samples selected for the 

dataset. 

b   In some cases where it was appropriate to represent the chosen category multiple the same 

sources were acceptable (e.g., group of people laughing). 

c   In some cases where it was appropriate to represent the chosen category some low level 

ambient outdoor noise was acceptable (e.g., children playing). 

 

Selected stimuli were cut to a maximum duration of 3 s and re-sampled to a sampling 

frequency of 44100 Hz. Stimuli duration varied from 0.97 to 3 s (M=2.60, SD=0.69 s). 

Although this length is not sufficient to represent all characteristics of selected categories 

(especially temporal features), it was chosen to facilitate the use of these sound samples in 

behavioural and neuroimaging research. Previous research shows that such length is adequate 

for recognizing natural sound categories (e.g., M=1522 ms, Saygin et al., 2005; M=2222 ms, 

Hocking et al., 2013). Sound onset and offset were ramped with a 10-ms linear slope to avoid 

acoustic transients. Since the sound samples come from different databases and controlling 
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for stereo recording quality10 was deemed impossible, all stimuli were down-mixed to mono 

by averaging the existing channels. Sound editing was performed with 2.3.3 version of 

Audacity(R) (Audacity Team, 2019) and Adobe Audition software (Adobe Inc.). 

3.2.4 Audio signal analysis 

All acoustic analyses (pre-processing and feature extraction) were performed using ArtemiS 

SUITE (HEAD Acoustics GmbH), and custom MATLAB scripts (MathWorks, Inc., Natick, 

MA) utilising Signal Processing and Auditory toolboxes and included measures of spectral 

content (e.g., pitch, spectral centroid), spectral structure (e.g., harmonic ratio, spectral flux), 

and temporal variability (zero-crossing rate). Table 3.3 includes the list of selected features 

and Figure 3.3 shows an overview of the audio processing pipeline. A detailed description of 

each feature, its calculation method and rationale for inclusion or exclusion of certain features 

is provided in the following section (3.2.5). 

  

                                                
10 Some of the recordings were originally stereo, although recorded using different setups and equipment, and 

some of them were initially mono. Whereas re-mastering monaural recordings into stereo format would result in 

a pseudo-stereo effect (i.e., by creating an illusion of multidirectional audible perspective only, since it is not 

possible to recover and separate information from multiple channels), converting stereo recording to mono apart 

from flattening the perceptual experience does not introduce such a significant information distortion (i.e., 

channels are averaged, but no ‘fake’ information is added). 
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Table 3.3 

List of Acoustic Features Selected for Extraction 

Type Key characteristics Feature 

Spectral domain Tonality-related Harmonic ratio 

 Tonality-related Fundamental frequency 

 Spectral shape descriptor Spectral entropy 

Spectral moments Spectral shape descriptor 
Brightness-related 

Spectral centroid 

 Spectral shape descriptor Spectral flatness 

 Spectral shape descriptor Spectral kurtosis 

 Spectral shape descriptor Spectral skewness 

 Spectral shape descriptor Spectral spread 

 Spectral shape descriptor Spectral crest factor 

Other spectral features Spectral shape descriptor Spectral decrease 

 Spectral shape descriptor Spectral slope 

 Spectral shape descriptor Spectral roll-off 

 Spectral shape descriptor 
STFT-based 

Spectral flux 

 STFT-based Spectral peak 

Temporal domain ZCR-based Zero-crossing rate 

 Power-based Sound level 

Perceptual domain Loudness-related Loudness 

 Modulation-related Roughness 

 Frequency-related Sharpness 

 Modulation-related Fluctuation strength 

 Tonality-related Tonality 

 Tonality-related Impulsiveness 

 Tonality-related Harmonic distortion 

 Note. All features were computed for the entire sound samples (mean) and included 

their statistical derivatives (median, standard deviation and covariance). 
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Figure 3.3 

Feature Extraction Diagram 

 

 Note. Feature extraction was preceded by the appropriate processing steps. All 

sound samples were pre-processed before analyses according to the same scheme. Extracted 

features are marked with continuous lines on the diagram. Other features marked with dashed 

lines were not computed. 

 

3.2.5 List of features 

Selection of the acoustic features was inspired by previous research in audio content analysis 

(Lerch, 2012), with emphasis on the applications in environmental sound recognition and 

classification (e.g., Keller & Berger, 2001; Peltonen et al., 2002; Cai et al., 2006; Muhammad 

& Alghatabar, 2009; Leaver & Rauschecker, 2010; Velero & Alias, 2010; for review see: 

Alias, Socoro, & Sevillano, 2016; Serizel, Bisot, Essid, & Richard, 2017). We included 

features which were shown to perform well in describing and parameterising environmental 

sounds11. The list of selected features is not exhaustive, but based on the usefulness of those 

features in previous research it should provide a good starting point for considering 

variability in the acoustic structure of environmental sounds.  

Spectral features represent the largest set of audio features considered in the literature and 

describe the frequency content of the signal. They are usually obtained from the Short-Time 

Fourier Transform (STFT) analysis. Since spectral features are widely used in environmental 

                                                
11 Since a wide variety of sounds and the differences between those signals exist (see Chapter 2), we consider 

only those features which are directly relevant to natural sounds processing. Therefore, features such as linear 

prediction coefficients or line spectral frequencies relevant specifically to speech, timbre to music, or Hurst 

parameter features for sound source localisation are not discussed as the analysis of those sounds is beyond the 

scope of this thesis.  
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sound research and offer an easy to interpret and implement a framework for sound design, 

we focus our analysis on those features.  

- Harmonic ratio – refers to the proportion of harmonic components in the overall 

power spectrum. It relies on a standardised fundamental frequency estimation method 

widely used for local pitch estimation.  Harmonic ratio can be useful to distinguish 

between tonal or harmonic (e.g. birdsongs) and noise-like sounds (e.g., dog barks), 

with values varying from 1 for purely harmonic signals (e.g., flute) to 0 for lack of 

harmonicity (e.g., noise). Harmonic ratio is determined as the maximum of the 

normalised autocorrelation within a given range and then improved by parabolic 

interpolation. We calculated harmonic ratio as described by Kim, Moreau and Sikora 

(2006) and implemented in MATLAB where the following algorithm is applied to 

each window of the sound sample: 

(3.1) 

Γ(m) =  
∑ s(n)s(n − m)N

n=1

√∑ s(n)2N
n=1 ∑ s(n − m)2N

n=0

 𝑓𝑜𝑟 (1 ≤ 𝑚 ≤ 𝑀) 

Where s refers to a single frame of audio data with N elements and M is the maximum lag in 

the calculation (M = 40 ms; f0 = 25 Hz). 

- Spectral entropy – is a measure of spectrum uniformity (or flatness), and it describes 

the ‘peakiness’ of the distribution. The high value of entropy indicates the existence 

of a constant similarity of energy (small variations), whereas a low value indicates a 

disorder, differences, or irregularities in the signal (large variations). We calculate 

entropy using MATLAB’s algorithm (for more details see: Misra, Ikbal, Bourlard, & 

Hermansky, 2004): 

(3.2) 

𝑒𝑛𝑡𝑟𝑜𝑝𝑦 =  
− ∑ 𝑠𝑘

𝑏2
𝑘=𝑏1

log(𝑠𝑘)

log(𝑏2 − 𝑏1)
 

Where sk is the spectral value at bin k, and b1 and b2 are the band edges in bins over which we 

calculate the spectral entropy. 

- Fundamental frequency – refers to the signal fundamental frequency (f0), which is 

defined as the periodic waveform’s lowest frequency. It is a prominent feature in 

music and speech research, but also in environmental sound recognition (e.g., 
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Muhammad & Alghathbar, 2009; Valero & Alias, 2010). We estimate fundamental 

frequency using Normalised Correlation Function as described by Atal (1972) and 

implemented in MATLAB’s Auditory Toolbox. 

- Spectral moments describe the shape of the signal. 

o Spectral centroid – describes the centre of gravity of the spectral energy of 

sound (i.e., its dominant frequency). The centroid is normalised by the highest 

rate-map centre frequency to reduce the influence of the gammatone 

parameters. The spectral centroid has been calculated by convolution of the 

time-varying signal with a rectangular window of size 1323 samples, with no 

overlap between frames. For each frame, the centroid is calculated up to the 

frequency 22050 Hz. Perceptually, it has a robust connection with the sound 

brightness sensation referring to the relative warmth of sound, where high 

values are indicative of the most of the sound energy concentrated in the high 

frequency (‘bright’ sound), and low values in the low-frequency range 

(‘warm’ sound; Grey & Gordon, 1998). It is broadly used in environmental 

sound recognition (e.g., Peltonen et al., 2002; Muhammad & Alghathbar, 

2009; Valero & Alias, 2010). We calculate spectral centroid in MATLAB as 

the frequency-weighted sum normalised by the unweighted sum (Peeters, 

2004): 

(3.3) 

𝜇1 =  
∑ 𝑓𝑘𝑠𝑘

𝑏2
𝑘=𝑏1

∑ 𝑠𝑘
𝑏2
𝑘=𝑏1

 

Where fk is the frequency corresponding to bin k, sk is the spectral value at bin k, and b1 and 

b2 are the band edges, in bins, over which we calculate the centroid values. 

o Spectral flatness – (tonality or coefficient or Wiener entropy) measures 

uniformity in the frequency distribution of the power spectrum and is 

calculated as the ratio between the geometric and arithmetic mean of a 

subband. It is a crucial feature for differentiation between harmonic (low 

values closer to 0) and noise-like sounds (high values up to 1). In birdsong 

research, it also has been used to test similarity between two vocalisations 

excerpts (Tchernikowski et al., 2000). We calculate flatness in MATLAB as 
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the ratio of the geometric mean of the spectrum to the arithmetic mean of the 

spectrum (Johnston, 1988): 

(3.4) 

𝑓𝑙𝑎𝑡𝑛𝑒𝑠𝑠 =  
(∏ 𝑠𝑘

𝑏2
𝑘=𝑏1

)
1

𝑏2−𝑏1

1
𝑏2 − 𝑏1

∑ 𝑠𝑘
𝑏2
𝑘=𝑏1

 

Where sk is the spectral value at bin k, and b1 and b2 are the band edges over which we 

calculate the flatness. 

o Spectral kurtosis – describes the flatness of the spectral distribution around its 

mean, and it is computed as the fourth-order moment (Peeters, 2004). It 

measures whether the spectrum can be characterised by the Gaussian 

distribution (value of 0). We used MATLAB to calculate kurtosis: 

(3.5) 

𝜇4 =  
∑ (𝑓𝑘 − 𝜇1)4𝑠𝑘

𝑏2
𝑘=𝑏1

(𝜇2)4 ∑ 𝑠𝑘
𝑏2
𝑘=𝑏1

 

Where fk denotes the frequency corresponding to bin k, sk is the spectral value at bin k, b1 and 

b2 are the band edges in bins over which we calculate the spectral kurtosis, μ1 is the spectral 

centroid and μ2 is the spectral spread. 

o Spectral skewness – measures the symmetry of the distribution of the spectral 

magnitude values around the arithmetic mean (Lerch, 2012). It is computed in 

MATLAB from the third-order moment (Peeters, 2004): 

(3.6) 

𝜇3 =
∑ (𝑓𝑘 − 𝜇1)3𝑠𝑘

𝑏2
𝑘=𝑏1

(𝜇2)3 ∑ 𝑠𝑘
𝑏2
𝑘=𝑏1

 

Where fk is the frequency corresponding to bin k, sk is the spectral value at bin k, b1 and b2 are 

the band edges, in bins, over which we calculate the skewness, μ1 is the spectral centroid and 

μ2 is the spectral spread. 

o Spectral spread – describes the average deviation of the rate-map around its 

centroid, which is associated with the bandwidth of the signal. Noise-like 

signals usually have a large spectral spread (up to the value of 1), while 

individual tonal sounds with isolated peaks will result in a low spectral spread 



 

75 

(close to 0). We calculate the spectral spread in MATLAB as the standard 

deviation around the spectral centroid (Peeters, 2004): 

(3.7) 

𝜇2 =  √
∑ (𝑓𝑘 − 𝜇1)2𝑠𝑘

𝑏2
𝑘=𝑏1

∑ 𝑠𝑘
𝑏2
𝑘=𝑏1

 

Where fk is the k-corresponding frequency, sk is the spectral value at bin k, b1 and b2 are the 

band edges over which we calculate spread, and μ1 is the spectral centroid. 

o Spectral crest factor – indicates how peaked the spectrum is by computing the 

ratio between the maximum peak amplitude of the waveform and the power 

spectrum mean (Peeters, 2004). It is useful for distinguishing noise-like (lower 

factor) and tonal sounds (higher factor). We calculated spectral crest with 

MATLAB: 

(3.8) 

𝑐𝑟𝑒𝑠𝑡 =  
𝑚𝑎𝑥(𝑠𝑘∈[𝑏1,𝑏2])

1
𝑏2 − 𝑏1

∑ 𝑠𝑘
𝑏2
𝑘=𝑏1

 

Where sk denotes the spectral value at bin k, and b1 and b2 are the band edges over which we 

calculate the spectral decrease. 

- Spectral decrease – is calculated as the average spectral slope of the rate-map 

representation emphasising the low frequencies. We calculated spectral decrease with 

the following algorithm as implemented in MATLAB (for description see: Peeters, 

2004): 

(3.9) 

𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒 =  
∑

𝑠𝑘 − 𝑠𝑏1

𝑘 − 1
𝑏2
𝑘=𝑏1+1

∑ 𝑠𝑘
𝑏2
𝑘=𝑏1+1

 

Where sk denotes the spectral value at bin k, and b1 and b2 are the band edges over which we 

calculate the spectral decrease. 

- Spectral slope – measures the average rate of spectral decrease. It describes how 

rapidly the amplitude of successive component frequencies decreases (measured in dB 

per octave). Spectral slope influences the timbre of the sound in a way that the steeper 
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the slope, the more fluty the sound is, and the more moderate slope represents brassy 

and strident sounds. We calculate spectral slope in MATLAB using the following 

algorithm (Lerch, 2012):  

(3.10) 

𝑠𝑙𝑜𝑝𝑒 =  
∑ (𝑓𝑘 − 𝜇𝑓)(𝑠𝑘 − 𝜇𝑠)𝑏2

𝑘=𝑏1

∑ (𝑓𝑘 − 𝜇𝑓)
2𝑏2

𝑘=𝑏1

 

Where fk denotes the frequency corresponding to bin k, μf  is the mean frequency, sk is the 

spectral value at bin k, μs is the mean spectral value, and b1 and b2 are the band edges over 

which we calculate the spectral slope. 

- Spectral roll-off – can be described as a measure of skewness of the sound’s spectral 

shape and is expressed as the given percentile of the power spectral distribution. We 

calculate spectral roll-off in MATLAB using the following algorithm (Scheirer & 

Slaney, 1997): 

(3.11) 

𝑟𝑜𝑙𝑙𝑜𝑓𝑓 𝑝𝑜𝑖𝑛𝑡 = 𝑖 𝑠𝑢𝑐ℎ 𝑡ℎ𝑎𝑡 ∑ |𝑠𝑘| = 𝜅 ∑ 𝑠𝑘

𝑏2

𝑘=𝑏1

𝑖

𝑘=𝑏1

 

Where sk is the spectral value bin, b1 and b2 are the band edges, in bins, over which we 

calculate the roll-off point, and κ is the specified energy threshold (e.g., 95%). 

- Spectral flux – is defined as the 2-norm (Euclidean distance) of the frame-to-frame 

spectral difference vector and describes sudden changes in the frequency distributions 

of sounds (i.e. its dynamic variation). It measures how quickly the power spectrum of 

a signal is changing by comparing the normalised power spectra of successive frames. 

Although spectral flux is mostly used in speech and music recognition, it can also be 

successfully applied to environmental sound modelling (e.g., Peltonen et al., 2002). It 

is a measure of the variability of the spectrum over time and is calculated in 

MATLAB according to the following algorithm (for more details see: Scheirer & 

Slaney, 1997): 

(3.12) 

𝑓𝑙𝑢𝑥(𝑡) =  ( ∑ |𝑠𝑘(𝑡) − 𝑠𝑘(𝑡 − 1)|𝑝

𝑏2

𝑘=𝑏1−1

)

1
𝑝
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Where sk denotes the spectral value at bin k, b1 and b2 are the band edges over which we 

calculate the spectral flux, and p is the norm type12. 

Also, subband spectral flux (which is inversely proportional to spectral flatness and 

measures the proportion of dominant partials in different subbands) has been used for 

improving algorithms for environmental sound recognition (e.g., Cai, Lu, Hanjalic, Zhang, & 

Cai, 2006). 

Temporal domain features provide a complementary dimension to frequency domain 

analysis. They allow to formulate the recognition of temporal patterns in the standard 

framework of clusters of points in several dimensions. Although equally important, the 

analysis of temporal evolution of the signal is beyond the scope of our analysis. We include 

Zero-Crossing Rate measure as it has been indicated as an influential feature in previous 

research. Computing features such as temporal log attack time and other temporal envelope 

measures was not possible for most our sound samples due to employed selection criteria and 

pre-processing methods. Many of those samples were cut to 3 s from much longer recordings 

and as such, their inherent temporal structure was distorted (e.g., attack and release were 

ramped with 10-ms linear slope to avoid acoustic transients). We acknowledge that longer 

sound samples allowing for more detailed temporal analysis should be added to this dataset's 

future expansions. 

- Zero crossing rate (ZCR) – refers to the number of times the signal amplitude 

crosses the zero value. It was computed in MATLAB at each frame of the signal 

according to the following algorithm: 

(3.13) 

𝑍𝐶𝑅 =
1

𝑇 − 1
∑ 1𝑅<0

(𝑠𝑡𝑠𝑡−1)

𝑇−1

𝑡=1

 

Where s is a signal of length T, and 1R<0 is an indicator function. 

Perceptually-based features were all calculated using ArtemiS SUITE (HEAD Acoustics 

GMbH). Importance of those features is emphasised especially in acoustics and sound 

evaluation. 

                                                
12 Some implementations might use 1-norm (sum) rather than the 2-norm (Euclidean distance) between the two 

spectra (e.g., Dixon, 2006). 
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- Loudness – is a perceptual correlate of sound pressure level (SPL) measured in sones. 

It describes the perceived magnitude of the auditory sensation, which can be ordered 

on the scale from quiet to loud. Since the perception of loudness depends on the 

subjective experience of an individual listener, several models considering features of 

the physical signals as well as psychological factors have been proposed (Marks & 

Florentine, 2011). The relationship between SPL and loudness can be approximated 

by Stevens’ power law: 

(3.14) 

𝜓(𝐼) = 𝑘𝐼𝑎 

where I describes the intensity of the stimulus, ψ(I) is the magnitude of the sensation 

evoked by the stimulus, a is a power exponent dependent on the modality (SPL has an 

exponent of 0.67), and k is a constant determining the scale unit. According to the 

power law with an increased intensity of a sound stimulus, we observe a perceived 

magnitude increase in the sensation evoked by this stimulus (i.e., the higher the level 

of a sound, the louder it will be perceived). The direct implication of this law is that 

perceived loudness increases with a higher exponent at low levels and with a lower 

exponent at medium and high intensities for the same increase in the physical 

intensity of the certain sound (Schreiner & Malone, 2015). It also indicates that the 

perceived magnitude of sound grows slower than the physical level (Gelfand, 2018). 

Although loudness is usually considered as a global parameter of the sound, the 

perceived loudness in individual frequency regions might be different and a complete 

model of the perception of loudness should consider the integration of SPL by 

frequency. Since the sensitivity of the human ear changes as a function of frequency, 

the SPL required for certain frequencies to be perceived as equally loud also differs 

showing a pattern similar to changes of the absolute detection threshold at low 

intensities and flattens at higher intensities (see Figure 3.4). 

  



 

79 

Figure 3.4 

Equal Loudness Contours 

 

  Note. Equal loudness level contour describes the frequency dependence of the 

loudness obtained by matching the intensity of pure tones. Each curve refers to one 

loudness level. Each curve on the graph represents sounds with equal perceived 

loudness. The loudness level (in phons) of a tone is taken as the level (in dB SPL) of 

the 1 kHz tone to which it sounds equal in loudness. This means that, for example, 

any tone that has the same loudness as a 40 dB, 1 kHz tone has, by definition, a 

loudness of 40 phons. An equal loudness contour, then, is a line joining the levels of 

tones of different frequencies that have the same loudness as expressed in phons. 

 

Loudness was calculated as 1D single value using the algorithm implemented in 

ArtemiS SUITE (according to the ISO 532-1 standard’s method for time-varying 

sounds; Zwicker, 1977) which produced only the averaged single value in sones for 

the entire time-domain signal. 

Additionally, we used ArtemiS SUITE’s single-dimension analysis to calculate the 

root mean square value of signal level. 

- Roughness – characterises the rapid amplitude variations within the signal, which reduce 

the perceived quality of sound it captures amplitude modulations from 20-150 Hz (maximal 
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for modulations around 70 Hz). It is measured in aspers. With increasing roughness sounds 

are perceived as more aggressive or annoying. For example, for slower variations, the ear can 

follow the temporal changes in the signal giving an impression of the beat or pulsation. For 

faster variations, the ear is no longer capable of following the signal, thus leading to 

perceiving them as rough. We calculated roughness in ArtemiS SUITE (Sottek, 1994). 

- Sharpness – is a measure of the signal strength for high frequencies. It is computed 

similarly to spectral centroid, but instead of magnitude spectrum, it relies on specific 

loudness13. It is considered as a perceptual variant of spectral centroid (Peeters, 2004; 

Richard, Sundaram, & Narayanan, 2013). It is measured in acums. We calculated sharpness 

in ArtemiS SUITE according to the DIN 456631/A1 standard as an average value of the two-

dimensional analysis of Sharpness vs Time. 

- Fluctuation strength – follows a similar principle to roughness estimation, except that it 

quantifies perception of slower amplitude modulations of sound (4Hz). 

(3.15) 

𝐹𝑆 = ∑ 𝑓𝑖 = 𝐶𝐹𝑆 ×

𝑁

𝑖=1

∑(𝑚𝑖
∗)𝑝𝑚 × |𝑘𝑖−2 × 𝑘𝑖|

𝑝𝑘 × (𝑔(𝑧𝑖))
𝑝𝑠

𝑁

𝑖=1

 

Where N is the number of auditory filters, m* is a modulation depth, k is the normalised 

covariance between these filters, and g(zi) is a free parameter introducing weighting as a 

function of the centre frequency. 

- Tonality – is closely related to the perception of the main frequency content of harmonic 

signals and was calculated in ArtemiS SUITE according to DIN 45681 standard. 

- Impulsiveness – refers to the magnitude of the impulsive content in the signal calculated as 

the 95% percentile over a mowing 1 s window (Willemsen & Rao, 2010): 

(3.16) 

𝐼𝑁 =
1

𝑀
∑[(𝑁𝑖 − 𝑁𝑏,𝑖)]

𝑀

𝑖=1

 

Where i refers to the sound sample, M is a number of samples, Ni is the instantaneous 

loudness, and Nb,i is the loudness of the non-impulsive components of the sound at data 

sample i. 

                                                
13 Specific loudness defines the distribution of loudness across the critical bands (in sone/Bark). 
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- Harmonic distortion – measures the amount of harmonic distortion present in a signal and 

is calculated as the ratio of the sum of the powers of all harmonic components to the power of 

the fundamental frequency. Both, impulsiveness and harmonic distortion were calculated 

using ArtemiS SUITE. 

3.3 Results 

3.3.1 Building the “Sound Space Exploration Dataset” 

The total of 53 unique categories was selected for our dataset (see Table 3.4). All of them are 

represented by 10 acoustically different recordings of single sound sources to reflect within 

and between-category variability at each level of categorical abstraction (530 sound samples 

in total; see Appendix A for a list of categories with their definitions). Audio files can be 

found in Supplementary Materials 3.114. 

  

                                                
14 Supplementary materials can be accessed on UCL Shared Drive: https://liveuclac-

my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-

oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36  

https://liveuclac-my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36
https://liveuclac-my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36
https://liveuclac-my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36
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Table 3.4 

Natural Sound Categories Selected as Building Blocks for “Sound Space Exploration 

Dataset” 

Main Class Subcategory General Group Basic Class Specific Sounds 

Natural 

sound 

Animate 

Domestic animals, 
pets 

Cat 

Meowing 

Purring 

Hissing 

Dog 

Barking 

Growling 

Howling 

Farm animals, 

livestock 

Horse 

Galloping 

Neighing 

Snorting 

Cow Mooing 

Wild animals 

Bird 
Chirping 
Squawking 
Flying off 

Insect 
Buzzing 

Stridulating 

Inanimate 

Weather 

Rain 

Thunder 

Wind 

Sounds of nature 
Water 

Waterfall 

Sea Waves 

River 

Fire 

Manmade, 

mechanical 

sounds 

Transportation 

Motor vehicles Car, motor vehicle 

Starting engine 

Skidding 

Honking 

Aircraft transport Plane 

Jet engine 

Propeller engine 

Helicopter 

Rail transport Train 

Wagons 

Horn 

Wheels squealing 

Tools Power tools Drill 

Power drilling 

Jackhammer, 

pneumatic drill a 
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Main Class Subcategory General Group Basic Class Specific Sounds 

Saw 
Power sawing 

Manual tools 
Hand sawing 

Hammer Hammering 

Human 

Vocal 

Speech Party speech babble  

Non-Speech 

Laughing 

Woman laughing 

Man laughing 

Child laughing 

Many people 

laughing 

Crying 

Woman crying 

Man crying 

Child crying 

Children playing b Vocalisations 

Non-vocal 

Respiratory 

Sneezing c  

Throat clearing c  

Snoring 

Coughing 
Woman coughing 

Man coughing 

Motor activity 

Footsteps  

Applause d 

Cheering d 
a   Jackhammer can be considered as either a pneumatic drill or a demolition hammer.  
b   The sound of children playing might be considered as vocal due to its significant vocal 

component (e.g., shouting, giggling), but it also includes some sounds related to children 

activity (e.g., noises of running, hitting objects). 
c   Sneezing and throat clearing are both respiratory sounds, but they include a vocal 

component, as when the air is expelled through the nose or mouth the vocal cords contract as 

well.  
d   The main difference between applause and cheering is that apart from a sound of clapping 

hands, cheering involves also some vocalisations. 

 

All sounds were consistently labelled with a noun and gerund form constructions. Table 3.5 

presents all the sound labels. 
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Table 3.5 

List of Sound Labels 

LP Working label Sound label 

1 BirdSong Bird singing 

2 BirdSquawk Bird calling 

3 BirdsFlyingOff Bird wings flapping 

4 CatHissing Cat hissing 

5 CatMeowing Cat meowing 

6 CatPurring Cat purring 

7 CowMoo Cow mooing 

8 DogBarking Dog barking 

9 DogGrowling Dog growling 

10 DogHowling Dog howling 

11 HorseGalloping Horse galloping 

12 HorseNeighing Horse neighing 

13 HorseSnorting Horse snorting 

14 InsectBuzzing Insect buzzing 

15 InsectsStridulation Insect calling 

16 Fire Fire burning 

17 River Water flowing 

18 SeaWaves Wave splashing 

19 Waterfall Water cascading  

20 ChildrenPlaying Child playing 

21 CocktailParty People talking 

22 CoughingAdultFemale Woman coughing 

23 CoughingAdultMale Man coughing 

24 CrowdApplause Crowd applauding 

25 CrowdCheering Crowd cheering 

26 CryingAdultFemale Woman crying 

27 CryingAdultMale Man crying 

28 CryingChild Child crying 

29 Footsteps Person stepping  

30 LaughingAdultFemale Woman laughing 

31 LaughingAdultMale Man laughing 

32 LaughingChild Child laughing 

33 LaughingGroup People laughing 
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LP Working label Sound label 

34 Sneezing Person sneezing 

35 Snoring Person snoring 

36 ThroatClearing Throat clearing 

37 DrillingPneumatic Jackhammer drilling 

38 Drilling Person drilling 

39 Hammer Person hammering 

40 SawingManual Person power-sawing 

41 Sawing Person hand-sawing 

42 CarHorn Car horn blowing 

43 CarSkidding Car skidding 

44 CarStarting Car starting 

45 Helicopter Helicopter flying 

46 JetPassing Jet flying 

47 Propeller Propeller plane flying 

48 TrainBreaks Train braking 

49 TrainSignal Train horn sounding 

50 TrainWagons Train moving 

51 Rain Rain falling 

52 Thunder Thunder sounding 

53 Wind Wind blowing 

Note. ‘Working labels’ were used throughout acoustic analyses and as sound file 

names. 'Sound labels’ were used in further semantic similarity analyses (Chapter 5) and 

behavioural experiments (Chapter 6). 

3.3.2 Exploring graphical features’ representations across categories 

We used JMP 15 software (SAS Institute) for exploratory analysis and visualisation of the 

distribution of all the acoustic features listed in the previous section. Each feature was plotted 

separately to observe natural data clusters along each acoustic dimension (see Appendix B).  

Visual inspection of feature distribution revealed several interesting patterns. Notably, some 

measures show a clear pattern of high, medium and low values across categories (e.g., 

Spectral Centroid, Pitch). Such distribution patterns are indicative of the usefulness of this 

information in separating sound sources from one another as they capture the differences 

between the groups. At the same time, we observed two different variance trends within 

classes. Some features have overall low variance across exemplars of a given category, 

whereas others are more spread. Acoustic features which show high variability between 
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classes, or patterns of high, medium and low values are expected to be the most informative 

features in predicting categorical membership. 

On the other hand, we have a group of features with very uniform distributions. Some of 

them, include several instances of classes with significantly higher values (e.g., Fluctuation 

strength, impulsiveness), whereas others contain several classes with more spread variance 

(e.g., Spectral Peak or tonality). We can expect that since the values of those features are 

relatively similar for all sound samples across different categories, they will not be 

informative in distinguishing most of the classes from each other, or that they will be useful 

in differentiating a very narrow selection of sounds. 

Finally, several features (Spectral Decrease, Skewness and Kurtosis) show very low overall 

variability in comparison with the other features, what might be indicative of their limited 

usefulness for categorical predictions. A summary of discovered patterns is presented in 

Table 3.6. More insight into inherent patterns deriving from the acoustic structure of the data 

is provided in Chapter 4. 

Table 3.6 

Acoustic Features Distribution Patterns 

Distribution Pattern Usefulness Acoustic Features 

1 
Low vs medium vs high 

values 

Useful for differentiating 

between the number of 

categories 

Spectral Centroid 

Spectral Crest 

Spectral Entropy 

Harmonic Ratio 

Spectral Slope 

Pitch 

Spectral Roll-Off 

Spectral Spread 

Sharpness 

Loudness 

Sound Level 

Zero-Crossing Rate 

2 
Low vs high variance 

within categories 

Useful for differentiating 

between the number of 

categories 

Spectral Centroid 

Spectral Crest 

Spectral Entropy 

Harmonic Ratio 

Spectral Slope 

Pitch 

Spectral Roll-Off 
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Distribution Pattern Usefulness Acoustic Features 

Spectral Spread 

Loudness 

Zero-Crossing Rate 

3 

Mostly uniform values, 

with several instances of 

high values 

Useful for separating a 

few categories from other 

sounds 

Fluctuation Strength 

Harmonic Distortion 

Impulsiveness 

Roughness 

Tonality 

4 

Mostly uniform values, 

with several instances of 

high variances within the 

class 

Useful for separating a 

few categories from other 

sounds 

Spectral Flatness 

Spectral Flux 

Spectral Peak 

Tonality 

5 Mostly uniform values 

Not useful for 

differentiation between 

categories 

Spectral Kurtosis 

Spectral Decrease 

Spectral Skewness 

Note. Distribution pattern refers to the values taken by the corresponding acoustic 

features. Usefulness refers to the expected usefulness of these features in predicting 

categorical membership. For example, based on the harmonic ratio (HR) alone we can 

distinguish between the sound of a waterfall (low HR value and low spread in variance) and 

stridulating insects (high HR value and big variance). 

3.4 Discussion 

To create the present database, we selected a large number of environmental sounds, labelled 

them and provided a wide range of acoustic features descriptors. Our main goal was to build 

a comprehensive set of environmental sounds complemented by the information that could be 

used by other researchers to select items for experiments depending on their desired category 

or meeting specific criteria across a range of acoustic features. The structure of the dataset 

and detailed acoustic description provided for each sound can be used by researchers working 

on sound classification, categorisation, recognition, annotation or evaluation for specifying 

training sets with individual sound sources, defining the boundaries of various categories or 

providing additional variables to building prediction models. 

3.4.1 Limitations and directions for further research 

We acknowledge that the selection of categories in our dataset is not exhaustive. It is 

important to emphasise here that we did not aim to explore all possible sounds or create a 

new taxonomy. The overall goal was to select the most commonly encountered in the 

environment (Ballas, 1993) or most familiar (e.g., Hocking et al., 2013) environmental 
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sounds which would allow us to address the issue of within-class acoustic variability and 

between-category confusion. Nevertheless, datasets with wider class coverage exist (e.g., 110 

categories, but only with one exemplar per class; NESSTI, Hocking et al., 2013). 

Furthermore, we focused mostly on sounds that could be heard outdoors (e.g., car honking, 

cow mooing, a person sawing). That means that a wide variety of sounds related to house 

chores (e.g., cooking, cleaning), office spaces (e.g., copy machines, typing), alerts (e.g., 

alarm clock, doorbell, phone signal) or other indoor activities were not covered. Also, the 

outdoor context is not entirely representative, as easily recognisable sounds of sports 

activities (e.g., hitting a ball with a baseball bat or tennis racket), landmark sounds (e.g., 

church bells, traffic lights signals for blind people), weaponry (e.g., gunshots, explosions), 

festivities (e.g., music, horns, fireworks) or giving more expansive context sound scenes (e.g., 

parks, train stations). Our selection of classes is somewhat arbitrary, but as such, should not 

be discarded, but instead treated as a reference for further development and expansion. We 

can only hope that the current dataset will continue to grow and include more environmental 

sounds in the future. 

It is also important to emphasize that the selection of acoustic features chosen for dataset 

description was somewhat arbitrary. We focused mostly on spectral features that were proved 

to be good predictors of categorical membership in previous studies (for review see Alias et 

al., 2016), but a wide range of temporal features should also be included to complement these 

descriptions with insights into how these sounds develop over time. Any analyses or model 

predictions, therefore, should be interpreted with caution as the provided descriptors focus 

only on the one of available acoustic dimensions and include features that at least in part are 

correlated with one another. Future extensions of this dataset, should consider expanding 

features' selection and inclusion of sounds with longer duration allowing for more detailed 

descriptions and fine-grained representations of each sounds' structure. 

Furthermore, the role of sound level and loudness in sound recognition is not clear. In the 

context of environmental sounds evaluation, both features seem to be relevant for machine 

learning or discriminant algorithms to distinguish sources with either low (birdsongs), high 

(urban sounds) or a wide range of loudness (water and wind sounds; Yang & Kang, 2013). 

On the other hand, there are no indications in the literature that differences in sound level 

would be relevant for human sound recognition. A recent study (Susini, Houix, Seropian, & 

Lemaitre, 2019)  suggests that sound level is relevant for sound recognition only if it violates 

the usual level of that particular sound as it occurs in an everyday life context. They showed 
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that changing the typical level of sounds (e.g., presenting naturally quiet sounds louder, or 

vice versa) has detrimental effects on recognition. However, in our study, we have not 

manipulated the original sound level of the downloaded recordings to maintain this natural 

balance (within a 65-85 dB range). For example, the sound of a honking car is louder than the 

sound of fire. It has also been suggested that both sound level and loudness are encoded in the 

brain (for a summary, see Uppenkamp & Rohl, 2014). Although this is a very important topic 

(especially in view of the listening experiments introduced in Chapter 6), a detailed 

discussion is beyond the scope of this thesis. 

One major limitation is that our dataset is not supplemented by any normative data. Given the 

importance of the role naming data, recognition accuracy and reaction times might have in 

selecting sound stimuli for further experiments; we should focus our future efforts on 

providing such information for all sound samples in the dataset15. Furthermore, no affective 

consideration and balancing across samples for negative or positive connotations were given 

in the creation of our dataset. Although the evoked emotional responses are beyond the scope 

of this thesis, the valence of stimuli is well-acknowledged factor playing a role in perception 

(e.g., Viinikainen, Katsyri, & Sams, 2011; Greco, Valenza, Citi, & Scilingo, 2017). For 

example, natural sounds are usually perceived as more pleasant (Krzywicka & Byrka, 2017) 

or aesthetically preferred than mechanical sounds (Van Hedger et al., 2019). Including ratings 

of cognitive and affective dimensions would help to control for inherent bias in the data. Such 

detailed information about a large set of sounds would be an excellent extension of the 

existing research and also an invaluable resource for further studies. 

3.4.2 Conclusions 

In spite of its limitations, our dataset offers several significant advantages when comparing to 

other available resources. First of all, it includes sounds from a wide variety of natural 

categories which can be described at various levels of complexity. It also includes various 

sounds produced by the same sources (within-class acoustic variability) and acoustically 

similar sounds produced by different sources (between-category confusion). These unique 

features of our dataset can facilitate research aiming at multilevel between-classes 

comparisons, paradigms interested in testing more classical approaches to categorisation 

                                                
15 Behavioural experiments described in Chapter 6 provide additional context to the dataset with within-class 

pairwise similarity ratings (Experiment 1) and ratings of the goodness of each sound as an exemplar of its class 

(Experiment 2).  
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(e.g., Rosch, 1975) or be used in building complex prediction models. Our data can flexibly 

accommodate various study designs due to its comprehensive coverage of within and 

between categories with multiple acoustically distinct exemplars. Its well-organised and 

consistently annotated structure allows for selection of multiple subsets of stimuli depending 

on the chosen criteria and topic of interest. Having a wide range of acoustic features as 

descriptors of all sound samples in the dataset, researchers will be able to select stimuli for 

their experiments based on strictly-predefined criteria (e.g., type of sound, category level, or 

specific acoustic features). Such practices facilitate consistent and replicable research, with a 

wider aim of between-study comparisons and aggregating data between labs. Furthermore, 

our goal is to make this dataset is publicly available. Since we meticulously pre-processed all 

the recordings (e.g., cut to a maximum length of 3 s, ramped onsets and offsets to prevent 

acoustic transients), these sounds could be used in imaging and behavioural research straight 

away. We hope that the "Sound space exploration" dataset, along with the descriptions of 

acoustic (Chapter4), semantic (Chapter 5) and perceptual dimensions (Chapter 6) provided in 

the following chapters, will be useful in a wide range of scientific domains. 
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CHAPTER 4 

Discovering the Acoustic Structure of Natural Sound Categories 

In this chapter, we describe detailed acoustic analyses performed on the “Sound space 

exploration” dataset introduced in Chapter 3. First, a model-free exploratory approach was 

employed to examine the underlying acoustic structure and inherent grouping patterns present 

in the data. To this end, principal components and clustering analyses were conducted. 

However, as shown in previous research, not all the features are equally informative. To 

provide a bit of a context on features quality, we measured the expressiveness of all features 

in their contribution to the derived principal components. Then, a linear discriminant analysis 

(LDA) model predicting class membership was built to test whether this can be successfully 

achieved based on acoustic features alone. A series of LDA models predicted categorical 

membership for sounds at different levels of complexity. The main goal of this step was to 

test whether the information contained within acoustic features is sufficient to establish 

sounds' categorical membership. The chapter closes with the comparison of the model-free 

approach and model predictions with the actual sound taxonomy and discussion about future 

directions for audio categorization and classification research.  
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4.1 Introduction 

Establishing an optimal set of features necessary for successful categorization seems to be the 

Holy Grail of classification and recognition research and until today remains a topic under 

meticulous investigation. However, most of these efforts are concentrated on increasing the 

predictive power of the models rather than on understanding what happens in their 

computational ‘black box’. This means that although the algorithms can successfully predict 

class membership from the feature composition (e.g., Mushtaq & Su, 2020), still very little is 

known about why those predictions hold true. Without properly understanding the underlying 

acoustic structure of environmental sounds and the importance of their constituent features, it 

might be very difficult to achieve that goal.  

Previous experimental works investigating individual contributions of various acoustic 

features to sound identification and categorization yield somewhat contradictory results. For 

example, reducing sounds to very sparse representations consisting of merely ten acoustic 

features have not affected people's ability to identify their categories (Isnard, Taffou, Viaoud-

Delmon, & Suied, 2016). On the other hand, we observe differences in performance accuracy 

for low- and high-pass filtered sounds (30-50% and 70-80% correct, respectively, Gygi, 

Kidd, & Watson 2003). Ogg and Slevc (2019) expanded on the number of acoustic features 

tested but relied dominantly on speech and music stimuli which have inherently different 

characteristics from naturally occurring sounds (for review see Dick, Krishnan, Leech, & 

Saygin, 2016). As a major drawback, it does not provide sufficient evidence for generalizing 

their findings about the usefulness of aperiodicity, spectral variability and envelope measures 

in accounting for participants' responses to different sound classes (see also Chapter 3 for 

discussion about the lack of inclusive datasets that could facilitate research addressing such 

question). 

Two main trends dominate in exploring the role of acoustic features in predicting categorical 

membership. First is maximizing the number of features to cover as many dimensions as 

possible (mostly in machine learning applications; e.g., Neumann, Schnorr, & Steidl, 2005), 

and the second is limiting its solution to a few the most distinguishable features (observed 

dominantly in experimental research; e.g., the use of dominantly Mel frequency cepstral 

coefficients [MFCC] in speech, Delvaux & Soquet, 2007; Mielke, 2012). However, 

accounting for all possible acoustic features that might be used to describe and differentiate 

between the sounds is a virtually impossible task. There is an infinite number of possible low-

level measures of sound (see Peeters 2004; Peeters et al., 2011; Lerch, 2012; Alias, Soccoro, 
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& Sevillano, 2016 for comprehensive surveys of available acoustic features and their use in 

current research). In principle, any combination of those features and mathematical or 

statistical operators can be adapted to quantify the difference between two sound signals and 

therefore, the requirement of including all possible information will never be satisfied. 

On the other hand, the a priori selection of some features bears a risk of introducing some 

unwanted bias. For example, there might be a trend towards selecting features that fit certain 

subjective criteria or that conform to the research hypotheses. Reinforcing the already known 

patterns by using the same sets of features known to be reliable in defining class boundaries 

(e.g., showing the importance of MFCC features in speech recognition) proves their usability. 

However, it is worth noting that these cues might not have the same informative value for all 

applications. For example, a machine learning algorithm might have different feature 

preferences than a human listener, and features’ informativeness and availability might also 

vary depending on a range of conditions. Furthermore, focusing on a very narrow selection of 

features might result in discarding some relevant information or ignoring the overall acoustic 

structure of the sound. 

4.1.1 Aims and objectives 

To address some of these issues and to better understand sounds' inherent acoustic structure, 

we propose to compare the sounds between and within categories by exploring their multi-

feature representations and grouping patterns. Features' distributions already investigated in 

Chapter 3 gave us an initial indication of what features can be descriptive for certain classes. 

Also based on previous research in the field (for review see Alias et al., 2016), we expected 

that some features would have more significant contributions to differentiating between 

classes than others, but we have no insight in environmental sounds are grouped based on 

those features. To this end, principal components and exploratory clustering analyses were 

conducted to map the acoustic space occupied by those sounds. Results from the analyses 

address the question of whether any naturally occurring sound groupings or patterns 

overlapping with the actual categorical structure of our stimuli can be observed (RQ 1.1). 

Unfortunately, given a relatively broad set of features contributing to the derived components 

and groupings, it is difficult to draw any conclusions about the importance of individual 

features in predicting categorical membership. To shed some light on that issue, we measure 

the amount of redundancy vs unique information conveyed by each of those features (RQ 

1.2) 
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Finally, inspired by the extensive research in sound recognition, identification, and 

classification, we set to establish whether it is possible to successfully predict the class 

membership of our environmental sounds based on the acoustic features alone (RQ 1.3). To 

that end, we built a series of LDA models predicting categorical membership for sounds at 

different levels of complexity. We acknowledge that at the lowest level of complexity, 

estimating 53 categories is not a trivial multi-classification problem. One way to address 

overfitting is to reduce the number of features, but this is not ideal, since we do want to 

discard any features that can be potentially relevant. Furthermore, at this stage, any decision 

about which features should be retained would be arbitrary. Regularisation prevents 

overfitting in datasets with a large number of even slightly useful features by reducing values 

of parameters θj and seems to be appropriate for our dataset. Therefore, a regularised LDA 

was also used to confirm the robustness of the final model solution.  

4.2 Methods 

We perform a series of analyses in order to explore the inherent acoustic patterns in our 

dataset and predict sounds’ categorical membership based on their acoustic features. The 

analyses are split into four steps: (1) Analysis of global redundancy of all features with the 

use of Principal Components Analysis (PCA); (2) Analysis of features’ quality (based on 

step 1); (3) Exploratory cluster analysis discovering the inherent acoustic patterns in the data; 

and (4) Predicting categorical membership based on acoustic features with the use of Linear 

Discriminant Analysis (LDA). The analysis pipeline is summarised in Figure 4.1. 

Figure 4.1 

Acoustic Analysis Pipeline 

Note. Each step of the analyses is presented with its data outputs. Steps I-III are 

dedicated to exploratory analysis of the inherent acoustic structure of our dataset and natural 

sound groupings. Step IV takes a different approach and predicts categorical membership 

from acoustic features. 
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4.2.1 Audio Features 

A total of 58 acoustic features were used in the analyses, and they were computed for the 

entire set of sounds taken from the “Sound space exploration” dataset (all 530 sound 

recordings were included). These features comprise the features described in the previous 

chapter as well as their statistical derivatives (mean, median, standard deviation and 

covariance; see Table 4.1). The feature extraction procedure is explained in detail in 

Chapter 3. 

Table 4.1 

List of Acoustic Features 

 Type Key characteristics Feature 

2 Spectral domain Tonality-related Harmonic ratio (M, cov) 

5  Tonality-related Pitch (M, Me, cov) 

8  Spectral shape descriptor Spectral entropy (M, Me, SD) 

11 Spectral moments 
Spectral shape descriptor 
Brightness-related 

Spectral centroid (M, Me, SD) 

14  Spectral shape descriptor Spectral flatness (M, Me, SD) 

17  Spectral shape descriptor Spectral kurtosis (M, Me, SD) 

20  Spectral shape descriptor Spectral skewness (M, Me, SD) 

23  Spectral shape descriptor Spectral spread (M, Me, SD) 

26  Spectral shape descriptor Spectral crest factor (M, Me, SD) 

29 Other spectral features Spectral shape descriptor Spectral decrease (M, Me, SD) 

32  Spectral shape descriptor Spectral slope (M, Me, SD) 

35  Spectral shape descriptor Spectral roll-off (M, Me, SD) 

38  
Spectral shape descriptor 
STFT-based 

Spectral flux (M, Me, SD) 

41  STFT-based Spectral peak (M, Me, SD) 

42 Temporal domain ZCR-based Zero-crossing rate 

43  Power-based Sound level (RMS) 

44 Perceptual domain Loudness-related Loudness (M) 

47  Modulation-related Roughness (M, Me, SD) 

50  Frequency-related Sharpness (M, Me, SD) 

53  Modulation-related Fluctuation strength (M, Me, SD) 

54  Tonality-related Tonality 

57  Tonality-related Impulsiveness (M, Me, SD) 

58  Tonality-related Harmonic distortion 
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4.2.2 Reducing data dimensions 

Data analysis starts with a dimension reduction via Principal Components Analysis (PCA) 

which de-correlates the variances of the feature data. Derived components with eigenvalues 

above 1 were rotated with Varimax rotation to simplify the interpretation of individual factor 

loadings by maximizing their variances. This analysis was conducted using JMP 15 (SAS 

Institute) software. 

4.2.3 Measuring the quality of acoustic features 

In order to quantify the amount of information contained in each acoustic feature contributing 

to principal components, we calculate the Weighted Average Loading Indicator (WALDI; 

Mitrovic, Zeppelzauer, & Eidenberger, 2006). It measures the information content in terms of 

the observed orthogonal variances in the data, where the computed sum of absolute values of 

factor loadings and explained variances is then normalized by the sum of the variance of all 

principal components. The WALDI indicator is calculated according to the following 

formula: 

(4.1) 

𝑊𝐴𝐿𝐷𝐼 (𝑓𝑖) =  
1

∑ 𝜎2(𝑐𝑖)
𝐶
𝑖=1

∑|𝐿(𝑐𝑖, 𝑓𝑖)|

𝐶

𝑖=1

𝜎2(𝑐𝑖) 

Where fi is the j-th acoustic feature from the dataset, the ci are the principal components, 

σ2(ci) is the variance of the i-th principal component, and L is the factor loading matrix. 

4.2.4 Exploring inherent patterns in the data with clustering analyses 

To explore the natural sound groupings present in the data, we conduct the Affinity 

Propagation (AP) cluster analysis. It is a clustering algorithm based on the concept of 

"message passing" between data points (Frey & Dueck, 2007). We selected that method 

because, unlike other clustering algorithms such as k-means, affinity propagation does not 

require the number of clusters to be determined or estimated before running the algorithm. 

Affinity propagation finds exemplars of the input set that are representative of clusters. The 

algorithm takes a preference parameter as input, which defines a priori suitability of a point to 

become an exemplar of a particular category expressed as a similarity between the exemplar 

and its cluster (i.e., the maximum similarity value is a Euclidean Distance equal to 0). High 

values of the preferences cause the affinity propagation algorithm to find many clusters (in 

extreme cases, all data points are chosen to be exemplars of their own classes), while low 
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values result in a small number of clusters. All clustering analyses were conducted using a 

minimum preference parameter set to reduce the number of the derived classes and ease their 

interpretation. We used affinity propagation implementation for R in APCluster package 

(Bodenhofer, Kothmeier, & Hochreiter, 2011). We ran APcluster on all sound samples with 

the means of preselected features grouped in sets (see Table 4.2) driving the clustering 

algorithm. The purpose of splitting the analyses into subsets was to explore the natural sound 

groupings based on those features. These groupings were based on previous research in the 

field and PCA components derived here, which showed redundancy of those features and 

high correlations between them (i.e., highly-correlated features are grouped together). For 

example, features in Set 1 (Harmonic Ratio, Entropy, and Spectral Flatness) have been all 

recognized as good descriptors of tonal vs noise-like sounds (e.g., Alias et al., 2016) where 

high values along those measures indicate highly harmonic and tonal sounds (e.g., animal 

vocalizations). In contrast, low values indicate more noise-like sounds with irregular spectral 

structure (e.g., tool sounds).   Although we do not expect to classify sounds only using a 

limited selection of their physical properties, we hope to shed some light on naturally 

occurring groupings that might be useful for some classifications (as in the above example to 

distinguish animal vocalizations vs tools) or help develop more sophisticated classification 

algorithms. 

Table 4.2 

List of Feature Groupings Used in Affinity Propagation Cluster Analysis 

Set ID Constituent acoustic features 

Set 1 Harmonic Ratio, Entropy, Spectral Flatness 

Set 2 Pitch, Spectral Centroid, Spectral Spread 

Set 3 Pitch, Harmonic Ratio 

Set 4 Spectral Crest, Spectral Peak, Spectral Flux, Zero-Crossing Rate 

Set 5 Spectral Skewness, Spectral Slope, Spectral Rolloff 

Set 6 Fluctuation Strength, Roughness, Impulsiveness 

Set 7 
Spectral Roll-Off, Zero-Crossing Rate, Spectral Spread, Spectral Centroid, 
Spectral Flatness, Sharpness 

Set 8 
Sharpness, Spectral Slope, Specific Loudness, Tonality, Sound Pressure 
Level, Spectral Flux, Spectral Peak 

Set 9 Harmonic Ratio, Pitch, Harmonic Distortion, Tonality 

Set 10 Spectral Decrease, Spectral Kurtosis, Spectral Skewness, Harmonic Ratio 

Set 11 Spectral Crest, Spectral Entropy, Spectral Peak 

Note. Groups of features were selected based on several criteria: (i) the visual 

inspection of the graphical representations of each of the acoustic features and their 

definitions; (ii) groups of features shown to be correlated in previous research; (iii) 
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correlations between those features with Pearson's r coefficient larger than 0.5 (strong 

relationships according to general guidelines by Cohen (1988)); and (iv) PCA components’ 

loadings. 

4.2.5 Predicting class membership from acoustic features 

Linear Discriminant Analysis (LDA) was employed to determine the accuracy of class 

membership prediction at different levels of complexity (for the list of categories see Table 

4.3) based on acoustic features alone. To that end, we ran LDA on all 58 acoustic features 

and examined the robustness of the final solution with RDA (Regularized Discriminant 

Analysis). We then validated the results with 10-fold Monte Carlo with 90%-10% split into 

training and test sets (for class-levels where there were more than 10 exemplars) and Leave-

One-Out validation (for the class-level with only 10 exemplars per class) methods. To 

compare the performance of the full model with 58 features and a model with reduced 

dimensionality, we also ran LDA on extracted PC components. All LDA analyses were 

conducted in JMP Pro software (SAS Institute). 

Table 4.3 

List of Categories Included in LDA Models at Various Class Levels 

Class Level 

Level I 

Main Class 

Level II 

Superordinate 

Level III 

Basic Class 

Level IV 

Class Name 

Number of 
classes 

3 11 28 53 

Included 
categories 

Natural 
Animals 

Bird 

BirdsFlyingOff 

BirdSong 

BirdSquawk 

Cat 

CatHissing 

CatMeowing 

CatPurring 

Cow CowMoo 

Dog 

DogBarking 

DogGrowling 

DogHowling 

Horse 

HorseGalloping 

HorseNeighing 

HorseSnorting 

Insects 
InsectsBuzzing 

InsectsStridulation 

Environmental Fire Fire 
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Class Level 

Level I 

Main Class 

Level II 

Superordinate 

Level III 

Basic Class 

Level IV 

Class Name 

Water 

River 

SeaWaves 

Waterfall 

Weather 

Rain Rain 

Thunder Thunder 

Wind Wind 

Human 

Motor 

Footsteps Footsteps 

Applause 
CrowdApplause 

CrowdCheering 

Motor & vocal 

Children ChildrenPlaying 

Vocal speech Chatter CocktailParty 

Vocal nonspeech 

Laughter 

LaughingChild 

LaughingFemale 

LaughingGroup 

LaughingMale 

Crying 

CryingChild 

CryingFemale 

CryingMale 

Respiratory 
Coughing 

CoughingFemale 

CoughingMale 

Snoring Snoring 

Respiratory & 
vocal 

Sneezing Sneezing 

Throat ThroatClearing 

Manmade or 
mechanical 

Tools 

Drilling 
Drilling 

DrillingPneumatic 

Hammer Hammer 

Sawing 
Sawing 

SawingManual 

Transport 

Car 

CarHorn 

CarSkidding 

CarStarting 

Plane 
JetPassing 

Propeller 

Helicopter Helicopter 

Train 

TrainBrakes 

TrainSignal 

TrainWagons 
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4.3 Results 

4.3.1 Reduction of Features’ Redundancy 

Given a broad set of content-based audio features available to describe our dataset, we 

employed Principal Component Analysis (PCA) to analyze global redundancy of all features 

and compose an optimal feature set for environmental sounds analysis. Inspection of the 

correlation matrix showed that all variables had at least one correlation coefficient greater 

than 0.3, and Bartlett's Test of Sphericity was statistically significant (p < .0001), both 

indicating reasonable factorability. Furthermore, the communalities were all above 0.3, 

confirming that each item shared some variance with other items. Given these indicators, 

PCA was deemed a suitable analysis for this dataset. 

PCA on all acoustic features revealed 11 components that had eigenvalues greater than one 

and which explained 23.49%, 13.83%, 12.29%, 9.17%, 6.81%, 5.38%, 4.4%, 3.79%, 2.9%, 

2.29% and 1.96% of the total variance, respectively (86.26%; see Appendix C). Visual 

inspection of the scree plot (Figure 4.2.) indicated that all components could be retained for 

rotation (Cattell, 1966), but the majority of the variance is accumulated within the first 4 

(58.78%) or 5 components (65.59%). 

Figure 4.2 

The Scree Plot with Inflection Point 

 

 

Varimax rotation was employed to improve the interpretability of the components' structure. 

Only the 11 principal components with eigenvalues above 1 were subjected to the Varimax 

rotation and revealed the following adjusted factor loadings presented in Table 4.4.
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Table 4.4 

Rotated Structure Matrix for PCA with Varimax Rotation 

 

Rotated Component Coefficients 

Acoustic Features Component 1 Component 2 Component 3 Component 4 Component 5 Communalities 

Spectral Roll-Off (Me) 0.945723 -0.095095 -0.032343 0.027139 -0.072033 0.93429 

Spectral Roll-Off (M) 0.929593 -0.089015 -0.04391 0.260021 -0.087814 0.96507 

Spectral Spread (Me) 0.886991 -0.115091 -0.093606 0.049255 -0.049218 0.90519 

Spectral Centroid (Me) 0.884508 -0.067724 0.007354 -0.013933 -0.093824 0.91732 

Zero-Crossing Rate 0.879886 -0.082578 0.024889 0.231222 -0.133389 0.92896 

Spectral Spread (M) 0.879798 -0.106247 -0.106716 0.258912 -0.061465 0.92171 

Spectral Centroid (M) 0.820184 -0.054644 0.011588 0.305316 -0.093771 0.88077 

Spectral Flatness (Me) 0.817337 -0.031541 -0.223678 0.046212 0.092621 0.79578 

Spectral Flatness (M) 0.810251 -0.02973 -0.19314 0.334806 0.050813 0.83293 

Sharpness (M) 0.714006 -0.074982 0.475412 -0.183031 -0.170911 0.93341 

Sharpness (Me) 0.708481 -0.084264 0.486928 -0.165408 -0.140698 0.91570 

Spectral Entropy (M) 0.551874 -0.24688 0.139741 -0.055444 -0.349857 0.91571 

Spectral Entropy (Me) 0.522162 -0.259502 0.132623 -0.079525 -0.342607 0.89668 

Spectral Flatness (SD) 0.393293 -0.025045 -0.066111 0.787243 0.01505 0.80226 

Sharpness (SD) 0.233017 0.023152 0.425436 0.589406 -0.067831 0.80289 

Pitch (M) 0.232022 -0.012235 0.030843 0.097129 -0.042241 0.87295 

Pitch (Me) 0.232022 -0.012235 0.030843 0.097129 -0.042241 0.87295 

Spectral Centroid (SD) 0.175764 0.001824 0.036353 0.83913 0.04754 0.74734 
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Rotated Component Coefficients 

Acoustic Features Component 1 Component 2 Component 3 Component 4 Component 5 Communalities 

Spectral Roll-Off (SD) 0.150288 -0.015772 -0.029191 0.917013 0.00045 0.90690 

Spectral Spread (SD)  0.137375 -0.001578 -0.077349 0.86997 0.016042 0.84691 

Harmonic Distortion 0.132831 -0.034571 -0.027837 -0.068859 -0.13477 0.64067 

Impulsiveness (Me) 0.080701 0.028053 -0.210059 0.152305 -0.191174 0.87103 

Impulsiveness (M) 0.073953 0.020732 -0.211112 0.185955 -0.173583 0.90621 

Impulsiveness (SD) 0.034991 0.017682 -0.149676 0.349756 -0.115451 0.78045 

Spectral Entropy (SD) 0.034825 0.080529 0.012154 0.42063 -0.017612 0.78145 

Specific Loudness 0.033018 -0.069986 0.946508 0.058073 0.114534 0.93844 

Spectral Slope (M) 0.027602 0.050287 -0.874103 0.159175 -0.163481 0.92431 

Spectral Slope (Me) -0.002041 0.065469 -0.796451 0.253376 -0.219504 0.85313 

Spectral Decrease (SD) -0.014772 0.913366 0.061807 -0.01823 -0.064725 0.93238 

Spectral Decrease (M) -0.020963 -0.923204 -0.080044 0.018217 0.091389 0.89685 

Pitch (cov) -0.021696 0.094032 -0.01057 0.087058 -0.249072 0.51431 

Harmonic Ratio (cov) -0.024569 0.414306 -0.069262 0.076454 -0.056285 0.73210 

Spectral Decrease (Me) -0.024745 -0.920032 -0.082127 0.0149 0.099684 0.89685 

Fluctuation Strength (SD) -0.026374 0.074236 -0.038764 0.102072 -0.003225 0.93718 

Tonality -0.027387 0.009564 0.349941 0.06738 0.603582 0.78940 

Roughness (SD) -0.038032 0.02214 -0.024915 0.160788 0.036171 0.76419 

Fluctuation Strength (M) -0.038985 0.070188 -0.01962 0.048512 0.006863 0.97103 

Spectral Kurtosis (Me) -0.053206 0.973263 0.013859 -0.025209 0.021398 0.96076 

Spectral Kurtosis (SD) -0.071972 0.831432 -0.05397 0.014497 0.124521 0.7733 
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Rotated Component Coefficients 

Acoustic Features Component 1 Component 2 Component 3 Component 4 Component 5 Communalities 

Roughness (M) -0.074525 0.03047 0.002843 -0.014496 0.002275 0.97327 

Spectral Peak (Me) -0.077152 0.093132 0.248315 -0.066304 0.834762 0.82342 

Fluctuation Strength (Me) -0.081127 0.045446 0.03866 -0.066654 0.044046 0.85890 

Spectral Kurtosis (M) -0.08554 0.957271 -0.034523 -0.021211 0.094183 0.95789 

Roughness (Me) -0.09393 0.032981 0.026179 -0.062369 -0.019801 0.85237 

Spectral Peak (M) -0.111913 0.091071 0.336099 0.021045 0.837579 0.91806 

Spectral Flux (Me) -0.118808 0.022071 0.375081 -0.20114 0.163899 0.80161 

Sound Level (M) -0.137038 0.051045 0.823267 0.051065 0.236689 0.86785 

Spectral Peak (SD) -0.143344 0.068386 0.353295 0.148995 0.671122 0.79317 

Spectral Flux (M) -0.169267 0.05596 0.40952 -0.06661 0.194311 0.95072 

Spectral Slope (SD) -0.175006 0.050883 0.715592 0.406821 0.11614 0.79155 

Spectral Flux (SD) -0.206118 0.10409 0.358054 0.086342 0.210426 0.81302 

Harmonic Ratio (M) -0.212585 -0.104748 0.06643 0.139241 0.354967 0.81385 

Spectral Skewness (SD) -0.221739 0.780918 -0.07806 0.146409 0.193701 0.85464 

Spectral Crest (SD) -0.281401 0.165151 -0.069045 0.252919 0.286053 0.81171 

Spectral Skewness (Me) -0.312958 0.838179 -0.122603 -0.032196 0.224139 0.94252 

Spectral Skewness (M) -0.359461 0.763414 -0.153508 -0.012891 0.276547 0.92080 

Spectral Crest (Me) -0.462559 0.342184 -0.085566 -0.041441 0.566061 0.89268 

Spectral Crest (M) -0.474219 0.300383 -0.094908 -0.019841 0.541568 0.93007 

Note. All loadings for the first 5 factors are presented. Loadings below 0.3 are greyed out. Major loadings for each item are bolded. 
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The first five components strongly correlate with meaningful groupings of features 

explaining various aspects of sounds’ structural composition. For example, the first principal 

component is strongly correlated with several acoustic features measuring frequency 

distribution and can be considered as the main descriptor of sounds' spectral structure. 

Inspection of the factor loadings (see Table 4.4) suggests that the information conveyed by 

those features is redundant. Table 4.5 summarises the interpretations of the first five principal 

components.  

Table 4.5 

Interpretation of the First Five Rotated Components 

Component Constituent features Interpretation 

PC1 

Spectral Roll-off (M, Me) 

Spectral Spread (M, Me) 

Spectral Centroid (M, Me) 

Spectral Entropy (M, Me) 

Spectral Flatness (M, Me) 

Sharpness (M, Me) 

Zero-Crossing Rate 

Frequency distribution measures 

PC2 

Spectral Decrease (M, Me, SD) 

Spectral Kurtosis (M, Me) 

Spectral Skewness (M, Me, SD) 

Harmonic Ratio (covariance) 

Spectral asymmetry measures 

PC3 

Loudness 

Sound Level 

Spectral Slope (M, Me, SD) 

Spectral Flux (M, Me, SD) 

Tonality 

Volume and frequency changes measures 

PC4 

Spectral Roll-off (SD) 

Spectral Spread (SD) 

Spectral Centroid (SD) 

Spectral Entropy (SD) 

Spectral Flatness (SD) 

Sharpness (SD) 

Impulsiveness (SD) 

Frequency distribution standard 
deviations 

PC5 

Spectral Peak (M, Me, SD) 

Spectral Crest (M, Me) 

Harmonic Ratio (M) 

Peak and uniformity-related measures 

 Note. Harmonic distortion, Pitch and Roughness did not reach the determinant 

threshold (0.3) for any of these 5 components. 
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4.3.2 Information Content Analysis 

We measured the overall amount of the information contributed to the principal components 

by computing expressiveness of acoustic features with Weighted Average Loading Indicator 

(WALDI). Results show that the average measures of spectral shape and sharpness are the 

most informative features (i.e., have the strongest contributions or loadings to the most 

important principal components), whereas sound modulation metrics such as roughness or 

fluctuation strength (means and their statistical derivatives) are less informative (i.e., have the 

weakest contributions or loadings to the most important principal components or have not 

reached the determinant threshold). Overall, statistical derivatives (medians, standard 

deviations and covariance) have less importance with values concentrated in the middle 

toward the end of the scale (see Figure 4.3). 
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Figure 4.3 

Expressiveness of Acoustic Features with Weighted Average Loading Indicator (WALDI) 

 

 Note. High WALDI values indicate high expressiveness of a feature understood as 

the amount of information brought by the feature into the principal component. The reason 

for this might be twofold: (1) the feature strongly loads to the few most important principal 

components, or (2) the feature loads a large number of less important features. 

4.3.3 Acoustic Topography of Environmental Sounds 

All Affinity Propagation Clustering analyses (APCluster) were conducted on a full set of 

audio samples (530 sounds) and used features’ sets as a reference for groupings. We ran 

APCluster algorithm using median preference first (set to maximize the number of the 

obtained clusters), and then using a minimum preference parameter (set to minimize the 

number of the derived classes). The aim of the first step was to explore the possibility that 

maximizing the number of clusters will yield interpretable results (which was true only for 
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Set 3). Since the main goal of this exploratory analysis was to find meaningful patterns in 

data, the results are focused on solutions yielded using a minimum setting only (i.e., the 

minimum number of clusters). The optimal cluster solution is plotted separately for each set 

of features used as a reference for clustering (see Table 4.6 for summary and Appendix D for 

details). A summary of results indicating the optimal number of clusters derived based on 

each set of features and their short interpretation and examples are provided in Table 4.6. 

Furthermore, we compared each cluster solution against the categories at various levels of 

complexity. As expected, no overlaps between derived clusters and sound categories have 

been found (see Figure 4.4 for an example of such comparison). 

Figure 4.4 

Distribution of Natural Sound Categories vs Cluster Solution 

 

 Note. Six clusters presented here were derived based on harmonicity measures (pitch 

and harmonic ratio). They were plotted against the main three natural sound categories: 

human sounds, sounds of nature and manmade or mechanical sounds. As you can see, 

categories are much wider than derived classes, and that the categories overlap a lot within 

various clusters. This pattern of results suggests that resolving categorical membership cannot 

be solved with unique features and that the combinations of features most optimal for 

detecting various boundaries might be needed. 
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Table 4.6 

Optimal Number of Clusters for Each Feature Set 

Set 

ID 

Features Driving 

Clustering 

Interpretation and 

Distribution  Clusters Features’ values Example sounds 

Set 1 

Harmonic Ratio 

Entropy 
Spectral Flatness 

Tonal vs noise-like measures 
 

 

4 

Cluster 1 (red) – high HR, medium 
entropy, low flatness 

Harmonic and tonal sounds like animal 
vocalizations, voices and signals 

Cluster 2 (green) – high flatness, 

which are very low for other sounds, 

high entropy, low HR 

Several sounds of horse galloping and 
aircraft passing by 

Cluster 3 (turquoise) – medium HR, 

high entropy, low flatness 
Various water and tool sounds 

Cluster 4 (purple) – medium HR and 

entropy, low flatness 

Several noise-like sounds of tools and 

aircraft 

Set 2 
Pitch 
Spectral Centroid 

Spectral Spread 

Frequency-dependent features 

 

 

4 

Cluster 1 (red) – wide pitch range, 
medium centroid and spread 

Various water sounds (but not sea 

waves), respiratory sounds and some 

tools 

Cluster 2 (green) – low pitch, 
centroid, spread  

Some transportation sounds, cat 
purring, fire and water sounds 

Cluster 3 (turquoise) – low values of 

all features 

Various animal vocalizations and 

sounds related to human activities 

Cluster 4 (purple) – wide range of 
pitch and spread, high centroid 

Mostly drilling sounds and stridulating 
insects 

Set 3 
Pitch 

Harmonic Ratio 

Harmonicity measures 

 

 

6 a 

Cluster 1 (red) – high HR and pitch 

Birdsongs, dog howling, crying child, 

and several examples of car horns and 

train brakes 

Cluster 2 (yellow) – low HR and pitch 
Sounds of birds flying off, waterfall, 

drilling, rain and moving train 

Cluster 3 (green) – medium to high 
HR and pitch 

Mostly human vocal sounds, a few 
animal vocalizations 

Cluster 4 (turquoise) – medium to 
high HR, low pitch 

Respiratory sounds, footsteps and 

laughter (no transportation sounds at 

all) 
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Set 

ID 
Features Driving 

Clustering 
Interpretation and 

Distribution  Clusters Features’ values Example sounds 

Cluster 5 (dark blue) – low to medium 
HR, medium to high pitch 

Several animal vocalizations, but 

mostly cow mooing, crying male, 

laughing female and car honking 

Cluster 6 (dark pink) – low to 

medium HR, low pitch 

 

Horse snorting, sea waves, sounds of 

birds flying off 

Set 4 

Spectral Crest 
Spectral Peak 

Spectral Flux 

Zero-Crossing Rate 

Peak-dependent features 

 

 

4 

Cluster 1 (red) – high crest, low to 
medium peak, low flux and ZCR 

Animal vocalizations, crying male, 
female and child 

Cluster 2 (green) – low crest, peak 
and flux, high ZCR 

Birds flying off, cat hissing, insects, 

water features and human sounds 

(applause, cheering, coughing) 

Cluster 3 (turquoise) – wide range of 

crest, ZCR, high peak and flux 
All aircraft sounds and thunder 

Cluster 4 (purple) – low values on all 

features 

Sounds of human group activities and 

transportation (without signals) 

Set 5 

Spectral Skewness 

Spectral Slope 
Spectral Rolloff 

Measures of symmetry 
distribution 

 

 

4 

Cluster 1 (red) – very high skewness 

Several examples of cat purring, cow 

mooing, dog barking and propeller 

planes 

Cluster 2 (green) – low skewness, 
medium slope, high rolloff 

Transportation sounds 

Cluster 3 (turquoise) – low skewness, 

high slope, high rolloff 

Sounds of nature, applause and 

cheering, coughing and crying humans 

Cluster 4 (purple) – low skewness, 
high slope, low rolloff (the biggest 

group) 

Animal and human vocalizations, 
human group activities and weather 

sounds 

Set 6 

Fluctuation 

Strength 

Roughness 
Impulsiveness 

Measures of amplitude change# 
 

 

4 

Cluster 1 (red) – low fluctuation 
strength and impulsiveness, high 

roughness 

Cat purring, cow mooing, dog 

growling and propeller 

Cluster 2 (green) – distinctively high 

fluctuation strength and 
impulsiveness 

All hammer sounds and several 

examples of a dog barking, crying 
female, and footsteps 

Cluster 3 (turquoise) – low fluctuation 

strength and roughness, medium 

Throat clearing, coughing and 

laughing humans, horse snorting, fire, 
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Set 

ID 
Features Driving 

Clustering 
Interpretation and 

Distribution  Clusters Features’ values Example sounds 

impulsiveness footsteps and horse galloping 

Cluster 4 (purple) – low values across 

all features (majority of sounds) 
All the remaining sounds 

Set 7 

Spectral Rolloff 

Zero-Crossing Rate 

Spectral Spread 
Spectral Centroid 

Spectral Flatness 

Sharpness 

Measures of frequency 
distribution

 
 

3 

Cluster 1 (red) – high values across 
features (majority of sounds) 

All the remaining sounds 

Cluster 2 (green) – medium values 

across all features 

Birds flying off, cat hissing, horse 

galloping, water sounds 

Cluster 3 (dark blue) – low values 

across all features 

Bird singing, insect stridulation, 

drilling and few tokens of rain, sawing 
and footsteps 

Set 8 

Sharpness 

Spectral Slope 
Specific Loudness 

Tonality 

Sound Pressure 
Level 

Spectral Flux 

Spectral Peak 

Loudness and frequency 

changes measures 

 

5 

Cluster 1 (red) – highest peak values 

Sounds of cats and dogs, coughing, 

crying, laughing, honking and skidding 

cars and train signals 

Cluster 2 (yellow) – highest flux 

values 

Transportation-related sounds (but not 

signals) 

Cluster 3 (green) –  

(the biggest group) 

Animal vocalizations, water sounds 

(sea waves, waterfall, rain), and human 
group activities 

Cluster 4 (dark blue) – low loudness 

and sound level 

Cat purring, horse galloping, insects, 

fire, river, wind 

Cluster 5 (hot pink) – high sharpness, 
loudness and sound level 

Animal vocalizations and tools 

Set 9 

Harmonic Ratio 

Pitch 
Harmonic 

Distortion (HD) 

Tonality 

Harmonicity measures 

 

5 

Cluster 1 (red) – wide range of pitch 

and tonality, high HR and HD 

Cow moo, dog howling, car horn, train 

braking and signalling 

Cluster 2 (yellow) – wide range of 
pitch, high HR and HD, low tonality 

Cow moo, dog barking, insects 
buzzing, children playing 

Cluster 3 (green) – low to medium 

HR, high HD, low pitch and tonality 

Sound of birds flying off, cat purring, 

cocktail party babble, starting car, train 

wagons, rain and thunder 
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Set 

ID 
Features Driving 

Clustering 
Interpretation and 

Distribution  Clusters Features’ values Example sounds 

Cluster 4 (dark blue) – low HR and 

tonality, high HD, medium pitch  

Horse snorting, river, sea waves, 

crowd applause, sneezing and sawing 

Cluster 5 (hot pink) – high HR and 

pitch, low HD, wide range of tonality 
Birds singing and insects stridulation 

Set 
10 

Spectral Decrease 

Spectral Kurtosis 
Spectral Skewness 

Harmonic Ratio 

Spectral symmetry measures 

 

4 b 

Cluster 1 (red) – low HR 
Sound of birds flying off, horse 

galloping or snoring, fire 

Cluster 2 (turquoise) – high HR Birds singing, cow moo, dog howling 

Cluster 3 (dark blue) – medium HR 
Dog barking, horse neighing, coughing 
and crying humans 

Cluster 4 (hot pink) – low HR, 

skewness slightly higher than in 

Cluster 1 

Thunder, wind, helicopter, hammer 
and coughing male 

Set 
11 

Spectral Crest 

Entropy 

Spectral Peak 

Peak vs uniformity-related 

measures 

 

3 

Cluster 1 (red) – high crest and peak, 

low entropy 
Cow moo, dog howling, sawing 

Cluster 2 (green) – medium crest and 

entropy, low peak 

Birds singing, cat meowing, dog 

barking 

Cluster 3 (dark blue) – low crest and 

peak, high entropy 
Sawing, snoring, drilling 

Note. Each set represents a separate cluster analysis with the selected features driving the APCluster algorithm. 
a   Cluster analysis based on Harmonic Ratio and Pitch yield a minimum of 6 and maximum of 23 meaningful clusters of natural sounds. 
b   Cluster analysis on set 10 yields 6 clusters. However, two of those groupings (marked in green and yellow) do not contain enough examples to 

be considered as separate clusters. Furthermore, all groupings that can be observed are driven by Harmonic Ratio. 
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4.3.4 Model Predictions of Categorical Membership 

The quantity of the data exceeds the limits of this thesis, so here we present only the 

summary of all the LDA model predictions (see Figure 4.5 and Table 4.7). Overall, the 

predictive accuracy of the model is better for the training set (~67-75%), than for the test set 

(~40-68%). We also observe an overall drop in test accuracy as the algorithm progressed to 

more detailed classifications. With the increasing homogeneity of the sound sample, the 

number of exemplars within each class decreases what might have a negative on the 

classifiers' performance. A full report of LDA model predictions can be found in Appendix E. 

Figure 4.5 

Summary of LDA Prediction Accuracy 

 

Note. LDA model predictions on full set of features are marked in green/ LDA model 

prediction on principal components are marked in blue. LDA models showed moderate 

performance accuracy across categorization levels, with overall better performance on the 

training sets (marked with dots) than test sets (marked with asterisks). 
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Table 4.7  

Summary of LDA Predictions (Cross-Validated via Monte Carlo validation) Across Class 

Levels 

Class Level 
Number of 

categories 

Average Training 

Accuracy 

Average Test 

Accuracy 

I. Main Class 3 74.67% 67.92% 

II. Superordinate Class 11 66.88% 49.93% 

III. Basic Class 28 68.15% 40.38% 

IV. Class Name 53 77.53% 47.74% 

 

LDA on principal components confirmed the pattern of results yielded by the LDA on the full 

list of acoustic feature, but only at Level I (with three predicted classes: natural, manmade or 

mechanical and human sounds). The performance of the model on the data with reduced 

dimensionality drops dramatically at higher levels (to ~30% at levels II-IV). This suggests 

that the composite features (PCs) might not be sufficient to capture the more fine-grained 

differences between classes which are well represented by the individual acoustic features. 

On the other, when we look at individual predictions' accuracy (see Appendix E), we can see 

that some classes achieve even 100% accuracy with PC components only, which might 

indicate that the informativeness of PCs is not at fault. Rather, the insufficient number of 

examples to train and test the model in classes at higher levels is to blame, since the model 

performs well at Level I (with +100 examples in each class). 

The most reliably predicted categories at the highest level of complexity included sounds 

such as crying child, hammer, sneezing and birdsongs. LDA analysis also revealed several 

interesting patterns of confusions, where some items were systematically classified as 

members of another category (and vice versa). For example, the sound of a passing jet plane 

was often misclassified as thunder. Figure 4.6 summarises the most commonly appearing 

confusions. 
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Figure 4.6 

Most Commonly Occurring Confusions in Assigning Categorical Membership (Level IV) 

 

Note. Categories put together within circles represent the classes which were often 

confused with each other when predicting category membership. Smaller circles placed in 

proximity to these circles represent some additional confusions taking place between selected 

classes from each of the two groups. The two categories that are the closest to the boundaries 

of two circles were also misclassified as one another. 

4.4 Discussion 

The main goal of this chapter was to provide some more in-depth understanding of 

environmental sounds' inherent acoustic structure. To that end, we explored their multi-

feature representations and grouping patterns with principal component and cluster analyses. 

The results have shown that in general, the organization of environmental sounds is not 

random and that some meaningful groupings can be observed. This corroborates with 

previous research claiming that natural sound categories are acoustically grounded. 

Notwithstanding the relatively limited number of sound samples in some categories, this 

work offers valuable insights into the importance of acoustic features in predicting 

categorical membership. It seems that some classes can be distinguished based on acoustic 

information alone. On the other hand, we show that some categories are being confused with 

one another, which indicates that acoustic information might not be enough to resolve their 

categorical membership. These findings provide a good grounding for future research aiming 

at understanding the role of individual acoustic features in categorization. 
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4.4.1. Redundancy vs informativeness of acoustic features 

Principal components analysis revealed a high degree of redundancy in features contributions 

suggesting that the dimensionality of the acoustic space could be reduced. The five first 

components are loaded by and positively correlated with the majority of the acoustic features. 

For example, the first principal component (PC1) consisting of several measures of frequency 

distribution could be considered as the main descriptor of environmental sounds' spectral 

structure. Another three components cover the information about the spectral asymmetry in 

the signal (PC2), the degree of peakiness and uniformity (PC5) and overall changes in 

volume and frequency (P3). Such strong relationships between them, combined with the high 

expressiveness of those features, indicate their possible value in establishing categorical 

membership. 

On the other hand, the fourth component (PC4) seems to have lower content quality. It is 

difficult to interpret because it comprises standard deviations of measures loading other 

factors (dominantly those covered by PC1). The insight provided by expressiveness indicator 

suggests that the main features (means) are much more informative than their statistical 

derivatives, but at the same indicates that statistical derivatives alone can be a useful addition 

to other information. Finally, several features (e.g., brightness, or fluctuation strength) show 

low expressiveness and are not loading to any of the first most important components 

suggesting that these features have little to none usefulness in defining the differences 

between sounds and their classes. They both describe sound modulation, which, although are 

good descriptors of amplitude and frequency pattern over time, might not be the most 

appropriate features for characterizing sounds from our dataset. Literature showed that 

fluctuation strength and roughness are proportional to the product of the depth of the 

temporal masking pattern and modulation frequency (Fastl ,1982), which might have been 

difficult to capture for sounds with a limited duration (M=2.6 s). 

4.4.2 Inherent acoustic structure and natural sound groupings 

Results from cluster analyses further confirm that in terms of their acoustic structure, 

environmental sounds are not organized in an entirely random fashion. We observed several 

interesting clustering patterns and some of these groupings are very intuitive. For example, 

animal and human vocalizations tend to cluster together, as well as various sounds of water 

(sound of a flowing river, waterfall, splashing waves or rain). Other clusters are less 

expected, like sounds of thunder being acoustically closer to sounds of transportation such as 
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the sound of a passing train, jet or a propeller plane than any other natural sound. We can also 

see mixtures of human (e.g., crying) and animal vocalizations (e.g. squawking birds) with 

train signals and car horns. This is interesting because vocalizations are, in a way, signal 

sounds for humans and animals expressing hunger, danger or discontent. Similarly, 

mechanical signal sounds are conveying a message about an incoming vehicle and warn 

people from danger. Taken together, these results might suggest that acoustic content alone 

might not be sufficient in predicting human perception and that other information such as 

sound meaning or function might play a role. 

At the same time, we show that, as expected, the classification of natural sounds cannot be 

achieved based on acoustic features alone. Results from cluster analyses with several sets of 

features indicated that although we can group sounds into clearly defined clusters, there is no 

overlap between these clusters and actual sound categories. This suggests that the 

classification problem cannot be solved using unique features and that the combinations of 

features most optimal for detecting categorical boundaries need to be established (and these 

combinations might vary depending on the sounds we intend to classify). 

4.4.3 LDA modelling as a first step to discovering more detailed differences 

between the sounds along specific acoustic dimensions 

In line with those observations, LDA predictions demonstrated coherent confusion patterns. 

Most notably, sounds of a jet passing are being misclassified as thunder, and sounds of birds 

flying off confused with footsteps or sounds of galloping horse's hooves. Mismatches 

between car honks, train signals and bird squawks are also quite common. On the other hand, 

there are classes which reached high prediction accuracy across folds (e.g., hammer, 

birdsongs) what might be indicative of their acoustical distinctiveness (e.g., birdsongs as 

different, more music-like sounds; Roeske, Kelty-Stephen, & Wallot, 2018). These results 

show that a selection of acoustic features and the underlying acoustic similarity between 

sounds might be either sufficient to differentiate certain categories or cause a high degree of 

confusion in assigning categorical membership. It means that the more similar sounds (i.e., 

those clustered together based on acoustic features) are more likely to be confused with one 

another when predicting their categorical membership. Certainly, human judgements might 

also rely on the degree of perceived similarity, and so, acoustically more similar sounds 

might be more likely grouped together than those less similar what will have significant 

consequences on perception and categorical groupings. As emphasized above, this might 
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suggest that for some categories, acoustic features alone might not be sufficient to guarantee 

a successful categorization.  

Finally, we can see that the performance accuracy varies considerably not only between 

classes but also across different levels. This might be caused by the unequal number of 

samples in each group, but also by various levels of homogeneity within and between classes. 

At the highest level of complexity, the sounds within each class although acoustically not the 

same (e.g., sounds of various cats meowing), are more heterogeneous as a group than sounds 

at lower levels. For example, the category of animals will not only include sounds of different 

cats, or various sounds produced by cats (like meowing, purring or hissing) but also sounds 

produced by many other animals. Ultimately, the performance of the model and the success 

of its prediction will depend on the selected level of complexity. We observe similar patterns 

in behavioural research, where for example, basic classes such as dog or cat, are more easily 

recognized and more frequently used by people for object naming. This suggests that the 

class level might be yet another contributing factor, not only for categorical decisions, but for 

model predictions as well. 

4.4.4 Limitations and directions for further research 

Despite its exploratory character, this study offers some insight into structural complexity of 

natural sound categories and provide useful information (e.g., features distributions across 

classes, expressiveness of acoustic features, or clustering and confusion patterns) that could 

be incorporated into the existing models of sound recognition, classification and evaluation 

and contribute to improving their predictive power. Although the inherent variability within 

and between-classes or expressiveness are not sufficient to resolve the question of features’ 

importance in predicting categorical membership, they should be considered as valuable 

information. Further analysis should look into specific features as potential predictors of 

category membership. Perhaps employing multilevel regression or computational modelling 

could offer a bit more of an insight in this domain. Using greedy search algorithms proved to 

be a useful tool in determining which features are necessary, the most informative and the 

least redundant for successful categorization of different classes of natural sounds (Liu et al., 

2019). Understanding whether detecting any of the low or mid-level features in sounds 

achieves exemplar-invariant classification (which might vary depending on the nature of the 

input signal; Liu et al., 2019) will be an essential contribution to the sound recognition and 

classification research. 
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The performance of our models was also far from perfect, what could be caused at least in 

part by the unequal number of exemplars in classes at various levels of complexity, as well as 

not a sufficient number of samples in some groups. We propose two possible solutions to that 

problem. First is usually to increase the number of samples to allow the model to reach its 

prediction potential. Expanding our dataset to new exemplars of each class and new classes is 

set as a long-term goal. However, for rare sounds, it might not always be plausible to find 

more examples. Then, the best remedy for small sample size problem would be to change the 

analysis strategy to more complex models that can deal with these issues more flexibly (e.g., 

two-dimensional Fisher Discriminant Analysis, Kong, Teoh, Wang, & Venkateswarlu, 2005; 

for review of other available techniques for solving small sample size problems in LDA 

models see: Sharma & Paliwal, 2015). This can be the solution for optimizing the model's 

performance without changing the source data. 

Discovered confusion patterns suggest that category membership at least to some degree is 

resolved owing to the recognized similarity of exemplars within that category, and 

dissimilarity of exemplars between the categories. Unfortunately, rough exploratory estimates 

of acoustic similarity shown here are not sufficient to resolve what degree of similarity exists 

between those sounds. It is, therefore, crucial to establish an efficient way of measuring the 

similarity between sounds samples. However, since features vary in the importance of their 

contributions to different classes, it will be challenging to find a set of features applicable to 

all possible conditions. Perhaps developing a global similarity metric that would not take into 

account the isolated information contained in individual acoustic features, but consider 

sounds as a whole could help to solve that problem. To that end, we could measure the 

amount of the information retained in the compressed sound files. Vorbis implementation of 

ogg (a lossy audio format compression) was designed to reduce the size of the file by 

eliminating interchannel redundancy and information which was deemed inaudible or not 

necessary according to the psychoacoustic models16. This way, after compressing the sound, 

the remaining information in the audio file should contain the features specific to the sound 

sample since the algorithm should filter all the redundant information. That information could 

serve as an indication of a general similarity between two audio signals that could be helpful 

in making comparisons between sound excerpts of acoustic environments. Further research 

should test that possibility. 

                                                
16 For more information about the stereo-specific channel coupling, and technical software documentation see 

the developer's website: https://xiph.org/vorbis/doc/. 

https://xiph.org/vorbis/doc/
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We criticized the general trends of arbitrary feature selection, but we have omitted several 

important groups of features as well. In current work, we included only those features which 

are most commonly used in research focused on environmental sounds characteristics, and 

these include mostly spectral descriptors. This is problematic not only because such 

description is then limited to a single dimension, but also because the features within that 

dimension are correlated with one another. Although temporal features are not that popular in 

environmental sound recognition and classification, we could expand our analyses by 

including a full range of temporal domain features. It will be an interesting addition to the 

existing knowledge to see how they contribute to the models’ performance and if they add 

any crucial information supporting categorical judgements. Furthermore, we could also 

consider a full range of MPEG-7 (Cassey, 2001) features to compare our results with the 

performance of the recommended standard for audio description. 

Finally, we could expand the analyses to include measures of perceived sound quality. 

Previous research has shown that overall natural sounds are perceived as more pleasant than 

mechanical or human sounds (e.g., Krzywicka & Byrka, 2017; Van Hedger et al., 2019). 

However, as shown in our analyses, not all the natural sounds have the same characteristics, 

and some are more acoustically similar to mechanical sounds than to other natural sounds. 

We might assume that depending on their acoustic characteristics, natural sounds might 

evoke not only positive but also negative reactions (and this might be true for all categories). 

Incorporating perceptual ratings of sounds quality would feed directly into understanding the 

contributions of the individual sounds sources into the perception of the acoustic scenes and 

might improve the predictive power of the existing sound evaluation models. 

4.4.5 Conclusions 

Overall, the presented results do not give us clear answers about the final shape of the 

acoustic topography of natural sound categories and to the question of whether sounds can be 

successfully classified based on their acoustic features. Whilst this study did not solve these 

issues, we made an important step towards that goal. We demonstrate that some classes are 

better separable than others and that several groups are difficult to disentangle. The value of 

that information lies in its ability to focus our further efforts on improving separation of those 

sounds that are easily confused with one another, and also pay attention to classes that can be 

distinguished based on a several metrics alone. These were the initial steps towards 
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establishing the importance of those features in predicting categorical membership of 

environmental sounds. 

Another invaluable contribution of this study indicates a faulty assumption of homogeneity in 

category predictions. Our results clearly show that categorization or classification cannot rely 

on an algorithm which simply separates two general classes from one another without taking 

a closer look at their constituents. For example, when we consider natural and human sounds, 

apart from the obvious differences between these classes, we also need to acknowledge the 

differences within these groups. We discovered variations not only within classes but also 

sounds that are acoustically similar across categories. It is essential to bear these in mind 

while selecting stimuli for further experiments or modelling, as a simple problem of 

differentiating between two categories might be more complex than it seems. 
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CHAPTER 5 

The Topography of Words Describing Sounds 

The current chapter focuses on drawing the topography of sound labels with the use of 

semantic similarity measures. Before moving to semantic analyses, we briefly introduce the 

methods of estimating similarity between words including models of word relationships in 

the WordNet lexical database (Miller, 1995), and global vectors of word representation 

(GloVe; Pennington, Socher, & Manning, 2014). As a first step, we computed the distances 

between the semantic contents of all pairs of labels based on the word relationships in the 

WordNet lexicon. Comparisons of labels tokenised as pairs of nouns gave us a brief overview 

of the underlying lexical structure of sound labels created for our dataset. Intuitively, nouns 

are not sufficient to capture the fine-grained relationships between words used to describe 

sounds and accommodate the linguistic complexity of any language. To expand the scope of 

our analysis from nouns to other forms of words, we also used semantic vector-based 

distances of word embeddings. GloVe algorithm takes any words as inputs and is not limited 

by any grammatical constraints. Finally, we used the computed similarity measure between 

the labels to visualise the semantic space of sound labels. To that end, we employed the 

multidimensional scaling analysis (MDS). The introduced methodology gives us some insight 

into the topographical organisation of sound labels. 
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5.1 Introduction 

Everyday soundscapes encompass a wide variety of sounds that can be considered at various 

levels of structural complexity. At the most general level acoustic scene describes all the 

sounds present in the environment (e.g., park ambience, traffic noise), whereas single sound 

events can help to distinguish individual sound sources (e.g., fountain, car) embedded in that 

scene. As constituents of a broader acoustic context, single events allow for a more detailed 

description of what is happening in that scene (e.g., children chattering and playing in the 

playground) by denoting the agent, sound source and action producing the sound, as well as 

delineating its context (Guastavino, 2018). Labelling the sound sources is, therefore, a crucial 

step in annotating and evaluating sound events as these represent the categories used in sound 

scene analysis, event detection and classification. 

To date, different sound classifications are in use, each of them using a dedicated set of 

criteria: acoustic context, sound-producing agent, source of sound or action producing it 

(Guastavino, 2018). In a similar manner, sound labels reflect these dimensions by using 

different parts of language to denote them: nouns to describe agents or sources, verbs or 

nouns to describe sound-producing actions or movements, and adjectives delineating sounds’ 

quality. One implication of this difference that the words describing objects (agents or 

sources) are more concrete that objects describing sound-producing actions (e.g., Bird, 

Lambon-Ralph, Patterson, & Hodges, 2000). It means that at the feature-level the descriptors 

for objects offer a higher degree of specificity for narrowing their semantic field than for 

actions which as a consequence could be applied in multiple contexts (e.g., 'motion' can be 

applied across different classes of objects). It is particularly pronounced in a visual domain, 

where feature-based descriptions of objects point out directly to their characteristic features 

(e.g., 'yellow bird' indicates not only the object but also its colour feature). Words relating to 

sounds do not share common ground with vision as the referent word cannot relate to the 

object it describes in a similar way. In relation to sound, it is virtually impossible, or at least 

extremely difficult to obtain such degree of feature-description as physical features of sound 

are rarely expressed verbally. Furthermore, research demonstrates that considering sounds as 

'actions' or 'objects' might not be sufficient to capture their dynamic structural relationship 

suggesting that other organisations should also be considered (e.g., rate of spectral dynamics, 

Reddy, Ramachandra, Kumar, & Singh, 2009; temporal patterning of 'discrete' vs 'continuous' 

interactions; Houix et al., 2012). 
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Previous research investigating relationships between sound and meaning shed some light on 

most common practices in sound naming. In a series of experiments, Saygin and colleagues 

(2003, 2005) asked participants to name the environmental sounds they have heard with the 

use at least a noun and a verb (allowing for more flexible descriptions, if needed). The most 

commonly used linguistic form they observed was of a noun and ‘-ing’ form of the verb (e.g., 

dog barking, cat meowing; Saygin, Dick, Wilson, Dronkers, & Bates, 2003). However, when 

people were asked to name sounds free form without any specific instructions, they tend to 

use nouns for some sounds (e.g., dog for a dog barking or cat for a cat meowing) and verbs 

for others (e.g., coughing or laughing). These results indicated that neither nouns nor verbs 

are sufficient to distinguish between certain sound classes because a 'dog' label does not 

differentiate between barking and growling; at the same time growling is not be indicative of 

a dog (Saygin, Dick, & Bates, 2005). 

Apart from its structure, the role of the label in categorisation and classification is also a topic 

of ongoing research. From a developmental perspective, labels emerge from objects' features 

and are heavily based on similarity (Similarity-Induction-Naming-Categorization hypothesis, 

Sloutsky & Fisher, 2012). According to this view, children consider labels as features 

contributing to the general similarities of the object. This means that children think of object 

labels as an integral part of their structure. Such interpretation differs from how people use 

labels. Research shows that adults use labels as category markers (Deng & Sloutsky, 2010), 

rather than features. In this case, labels are treated as symbols of a class denoting that the 

objects under this term are similar to one another. Labels were also shown to facilitate 

categorisation by directing attention to category relevant features in visual objects (Barnhart, 

Rivera, & Robinson, 2018) or serve as linguistic shortcuts in conceptual processing (Connell, 

2018). 

In our context, the labels are crucial as very often they drive dataset creation. Since it is 

impossible to consider sounds without their labels or annotations, they are the integral 

component of any available audio dataset and provide a direct link between the content of the 

audio signal and meaningful categories derived from the sound classification system. Good 

labels need to meet the following criteria to serve their purpose: (1) Labels must be clear to 

the users by providing an appropriate description of the category; and (2) The relationship 

between the label and the sound needs to be explicit enough to not lead to any 

misinterpretations (Mesaros, Heittola, & Ellis, 2018). Unfortunately, despite its utmost 

importance, very little is known about the nature of this relationship. 
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5.1.1 Aims and objectives 

With this research, we try to fill that gap by investigating the topography of environmental 

sound labels taken from “Sound space exploration” dataset. Developing sound classification 

systems requires not only gathering detailed information about the audio signals but also 

describing their content, providing appropriate annotations and organising them into a 

comprehensive semantic framework for interpretation. Usually, parallel efforts are 

undertaken to name all categories and their exemplars properly. This means that labels should 

adequately reflect that categorical space, yet little is known how labels are represented. 

Previous work on topographical representations of words gave some insight on relations of 

psycholinguistic dimensions and conceptual maps (Ghose, 2019), as well as shown that 

information conveyed by complex concepts and semantic similarity between them proved to 

be a useful tool in organising huge datasets of otherwise difficult to sort information in 

various domains (e.g., gene ontology; Pesquita et al., 2017, Zhao et al., 2018). Here, we will 

use the semantic similarity measures to examine whether there any patterns of natural sound 

groupings in the semantic space occupied by environmental sounds labels (RQ 2.1). Given 

the flexibility with which one can use the English language when naming sounds (Saygin et 

al., 2003, 2005), our secondary goal was to test whether increasing the structural complexity 

of the label will influence the final map of the semantic space (RQ 2.2). To answer both 

questions, we computed semantic similarity with the use of two different methods presented 

in the following section and then visualised the estimated semantic space with 

multidimensional scaling. 

5.1.2 Methods for estimating semantic similarity 

Various methods of calculating semantic similarity can be used. The detailed review and 

comparison of these methods are beyond the scope of this thesis (for a comprehensive review 

of this topic see: Majumder et al., 2007; Slimani, 2013; Rozeva & Zerkova, 2017; Sititkhu et 

al., 2019), hence we focus only on the two widely used methods – topological (with the use 

of WordNet; Miller, 1995) and statistical (prediction-based Global Vectors [GloVe]; 

Pennington, Socher, & Manning, 2014). The former approaches map the words to the 

existing ontology with an established structure of relationships between its constituents 

(topological or knowledge-based methods). In contrast, the latter use statistical similarity 

learned from the corpus data serving as a source for estimating similarity based on the 

counted or predicted co-occurrence of words in that corpus (statistical or corpus-based 

similarity).  
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WordNet's lexicon is hierarchically organised based on synonymy, where each word from the 

dictionary has its synset of words with associated meaning. Each synset represents a group of 

data elements considered semantically equivalent in expressing the same concept. 

Knowledge-based algorithm of the WordNet lexicon calculates the semantic similarity 

between words using information obtained from predefined semantic networks. 

Since WordNet reflects similarity and relatedness between noun-noun and verb-verb pairs 

only (taxonomic properties for adverbs and adjectives do not exist in WordNet), sound labels 

need to be transformed into a noun or verb items. Aiming to adequately reflect the meaning 

of each label, all synsets associated with the sound labels have to be reviewed and predefined 

either as nouns or verbs. This means that for calculating semantic similarity with WordNet 

selected tokens will always be nouns or verbs despite the coincidence in their linguistic form 

(e.g., ‘meow.n.01’ and ‘meow.v.01’) as in English words can have the same form but have 

different functions. 

The calculated path distance between synsets largely depends on the meaning assigned to a 

particular synset. If not specified a priori, similarity measure considers the most similar 

metric (i.e., the highest similarity value) regardless of the item's contextual meaning. To 

avoid confusability of such sort, we performed manual sense disambiguation by selecting 

appropriate synsets reflecting the meaning of our labels. We conducted manual tokenisation 

and sense disambiguation because automated techniques might not be accurate for the limited 

semantic context provided by our labels. Since we consider our labels as sound descriptors 

only, the selected synset must be appropriate in this context. For example, the label 'children 

playing' does not provide enough information to embed itself in the context of either 

'playing.n.01' (referring to the act of playing a musical instrument) or 'playing.n.02' (referring 

to the action of taking part in a game or sport or other recreation), as both are possible in 

relation to the children. In most cases, however, the synsets were unique so that no further 

disambiguation was necessary. 

Unfortunately, in terms of its lexical inclusiveness, analysis with WordNet does not offer 

much flexibility and is rather limited in its scope. Although the English language is versatile 

(e.g., the same form of a word can have different functions), these differences are not 

captured. 

To address these issues, Mikolov and colleagues (2013abc) developed a novel way of 

calculating continuous word vector representations. The main idea behind the word2vec 
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algorithms was to predict the context given specific word (achieved with Skip-gram model) 

or predict the word given specific context (known as Continuous Bag of Words [CBOW] 

model) based on predictive training of how native speakers conceptualise lexical analogies. 

Under this approach, the word vectors embeddings are based on the distance between two 

words, but at the cost of ignoring the corpus' words occurrence statistics. GloVe algorithm 

(Pennington, Socher, & Manning, 2014) came as an answer to that issue and offered direct 

consideration of the corpus statistics and improved overall performance of the previous 

models17. 

Learning vector representations of words offer a significant improvement in capturing the 

fine-grained semantic relationships between different parts of speech. Since all words are 

represented in the semantic vector space with multidimensional real-valued vectors, these can 

be used as features in many applications and allow for more specific comparisons. We 

utilised vector word embeddings for computing more inclusive semantic similarity metric 

between sound labels. 

Given that vector representations can accommodate the broad linguistic complexity of the 

English language, there is no need to predefine the input’s grammatical structure. We can 

simply tokenise sound labels into available forms (e.g., nouns, verbs, adjectives, gerunds, 

past and present participles). GloVe algorithm, when counting co-occurrences of words does 

not differentiate between an adjective (e.g., "the squawking bird"), progressive (e.g., "the bird 

is squawking") or gerund acting as a noun form (e.g., "do you mind my squawking"), and 

considers them all as long as the linguistic form of the word is the same (i.e., 

‘squawking’).Word sense disambiguation is also not necessary, because how the vector 

representations are built allow for multiple meanings in different contexts. There are no 

dictionary definitions associated with the word, as their representations are established 

through the iterative count of word occurrence in the entire corpus. They are considered 

within the context of each word and as such are defined as vectors of n dimensions. These 

vectors encapsulate the meaning of each word, given its probability of co-occurring with 

other words. It is a big advantage of GloVe that it encapsulates the whole range of 

meaning/function complexity brought by different forms used in the English language. 

                                                
17 It is worth noting that the overall algorithm performance depends not only on the algorithm itself and its 

parameters but also the dataset being a subject to the analysis. This means that although on average GloVe 

algorithm might be more efficient, word2vec algorithm might still outperform it on certain datasets. 
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5.2 Methods 

We computed semantic similarity between 53 labels according to the procedure outlined 

below. The outputs are the three metrics of semantic similarity: path similarity based on 

WordNet lexicon, and cosine similarity computed based on global vector representations with 

either two or more tokens (referred to as GloVe2 and GloVe5). 

Following the procedure established by Pawar and Mago (2018, 2019) for calculating 

semantic similarity of sentences, we considered sound labels used in our database as 

sequences of words. We adapted this method to be suitable for limited syntactic and semantic 

context provided by sound labels consisting of two words only. The outline of the 

implemented procedure is presented in Figure 5.1. The following sections discuss each step 

in more detail. 
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Figure 5.1 

Semantic Similarity Analysis Pipeline 

 

 Note. The same procedure was used to calculate semantic similarity with WordNet 

lexicon and global word vector representations (GloVe). 

a   Tokenisation – refers to the process of splitting the two-word label (e.g., ‘cat meowing’) 

into single word tokens compatible with either WordNet lexicon or vector word embeddings 

(GloVe). For example, our label ‘cat meowing’ will be tokenized into ‘cat.n.01’, 

‘meow.n.01’, and ‘meow.v.01’  in WordNet and into ‘cat’, ‘meow’ and ‘meowing’ in GloVe. 

b   Word-sense disambiguation – refers to the process of selecting contextually appropriate 

tokens in WordNet lexicon (GloVe representations are context-free, so this step was not 

necessary). For example, 'playing.n.01' describes the act of playing a musical instrument, 

whereas 'playing.n.02' the action of taking part in a game, sport or other recreation, and 

'playing.n.03' refers to acting and art performance. For our label 'children playing', the second 

synset ('playing.n.02') is the most appropriate. 

c   Intermediate lists – refer to constructs of lists of tokens selected to describe each label. 
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5.2.1 Semantic similarity of sound labels with WordNet 

To compute semantic similarity, we used the lexical database for the English language, 

WordNet, as implemented in NLTK toolbox for Python (Bird, 2006). 

First, we tokenised each two-word label into single word tokens representing these labels. To 

that end, we searched the WordNet lexicon for synsets reflecting the content of our labels. 

For example, for label 'cat meowing' we were interested in finding synsets corresponding to 

'cat' and 'meowing', that is ‘cat.n.01’, ‘meow.n.01’, and ‘meow.v.01’. The selection of the 

appropriate tokens was guided by the following criteria: (1) The selected tokens had to 

adequately reflect the meaning of each label; and (2) Both need to be either nouns or verbs. 

The content of some of the labels could not be captured by verbs only(e.g., wind) and verbs 

alone could not distinguish between various categories (e.g., the verb ‘flying’ or ‘passing by’ 

was not specific enough to describe or differentiate sounds of helicopter, jet and propeller 

plane passing by). To maintain consistency in tokens structure and guarantee adequate 

representations of labels, we focused on noun-noun pairs in further analyses. 

Having established a list of available tokens, we manually reviewed the definitions of all 

synsets to select the two most appropriate synsets reflecting the meaning of our labels. For 

example, the label 'children playing' does not provide enough information to embed itself in 

the context of either 'playing.n.01' (referring to the act of playing a musical instrument) or 

'playing.n.02' (referring to the action of taking part in a game or sport or other recreation), as 

both are possible in relation to the children. In most cases, however, the synsets were unique 

so that no further disambiguation was necessary. 

Then, each label was described in terms of its intermediate lists (denoted as d1 and d2) 

consisting of the previously selected tokens associated with the label’s meaning. Each 

intermediate list consists of two disambiguated tokens representing sound label (e.g., 

‘dog.n.01’ and ‘bark.n.04’ for label ‘dog barking’). 

Path similarity was computed for each pair of synsets from both lists (d1 compared to d2, and 

d2 compared tod1). Figure 5.2 presents an example labels comparison with all possible 

similarity pairs and vectors built based on those similarities. 
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Figure 5.2 

Example Calculation of Interim Similarity Between Tokens from Intermediate Lists 

 

 Note. The presented method computes the similarity of each token from the first 

label (here ‘bird’ and‘squawk’) with each token from the second label (here ‘cat’ and‘meow’)  

and returns two similarity vectors.Each of those vectors contains information about both 

labels and the relationship between them. 

 

Path similarity returns the value denoting the similarity between the two words based on the 

shortest path connecting them in the hierarchical lexical taxonomy. The score can take values 

from 0 to 1, where word senses which have a longer path distance are less similar (closer to 

0) than those with a very short path distance (closer to 1).  A score of 1 represents comparing 

a word sense with itself (i.e., identity). 

Vectors V1 and V2 were created based on the highest similarity scores between all pairs of 

the items from intermediate lists d1 and d2. To establish interim similarity (S) value using 

these two vectors, we compute the dot product of the magnitude of the normalised vectors: 

(5.1) 

𝑆 = ||𝑉1||. ||𝑉2|| 

As a next step, we take the number of valid elements in each vector (denoted as C1 for V1 

and C2 for V2 respectively) and compute 𝜁 determinant for calculating similarity of complex 

phrases: 

(5.2) 

𝜁 =
𝑠𝑢𝑚(𝐶1, 𝐶2)

𝛾
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Given that the words with maximum similarity have more impact on the magnitude of the 

created vector, Pawar and Mago (2018) suggested to consider only those C1 and C2 values 

which reach the benchmark synonymy value of 0.8025 (Rubenstein & Goodenough, 1965). 

This is a sensible approach when considering longer text passages or in cases where multiple 

synsets represent a single token. In our dataset, the labels were already tokenised to contain a 

maximum of two the most representative synsets (i.e., without semantic overlap between 

them), so further disambiguation was not necessary, and we included all the tokens from 

intermediate lists in further analyses (i.e., here with C1 and C2 being always equal to 2 or 1). 

We set the γ constant to 1.8 according to the norms established by previous studies 

(Rubenstein & Goodenough, 1965; Marelli et al., 2014) to limit the calculated similarity 

value in the range of 0 to 1. 

The final similarity measure δ is calculated by dividing vectors’ similarity S by 𝜁 value: 

(5.3) 

𝛿 =
𝑆

𝜁
 

The algorithm in pseudo-code is described in Table 5.1. Examples of interim products of each 

step of the analysis are presented in Table 5.2. 
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Table5.1 

Algorithm Used for Computing Semantic Similarity Between Tokenised Sound Labels 

 Algorithm for computing the similarity between tokenized sound labels 

1: procedure labels_similarity 

2: d1← list_of_tokens ← disambiguate 

3: d2← list_of_tokens ← disambiguate  

4: vector_length ← max(length(d1), length(d2) 

5: V1, V2 ← vector_length(null) 

6: V1, V2 ← vector_length(word_similarity(d1, d2)) 

7:      ζ = 0 

8:      while d1 do 

9:            if word_similarity>benchmark_similarity then C1 ← C1 +1 

10:      while d2 do 

11:            if word_similarity>benchmark_similarity then C2 ← C2 +1 

12:      ζ = sum (C1, C2)/γ 

13: S ← ||V1||.||V2|| 

14:      if sum (C1, C2) = 0 then 

15:           ζ ← vector_length/2 

16: S/ζ → δ 

 Note. Semantic similarity for sound labels was calculated according to the algorithm 

developed by Pawar and Mago (2018, 2019). 
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Table 5.2 

Examples of Interim Products of Each Step of Calculating Semantic Similarity Based on 

WordNet 

Step Description Example 

Tokenization 
Manually tokenized the label into its 
component words 

Input label: ‘bird squawk’ 

Output tokens: ‘bird’ and ‘squawk’ 

Word sense 
disambiguation I 

Manually printed synsets for 
selection for each token 

Input: (wn.synsets(‘bird’)) 

Output: [Synset('bird.n.01'), 

Synset('bird.n.02'), Synset('dame.n.01'), 

Synset('boo.n.01'), Synset('bird.v.01'), 
Synset('shuttlecock.n.01')] 

Word sense 
disambiguation II 

Manually checked each definition for 

each synset and selected synsets with 
appropriate meaning 

Input: example 
(wn.synset(‘bird.n.01’).definition()) 

Output: warm-blooded egg-laying 

vertebrates characterized by feathers and 
forelimbs modified as wings 

Intermediate lists Collated intermediate lists 

d1(‘bird squawk’)=[‘bird.n.01’, 
‘squawk.n.01’] 

d2(‘cat hiss’)=[‘cat.n.01’, ’hiss.n.01’] 

Path similarity 
between synsets 

Computed similarity (denoted as s1 

and s2) for each pair of tokens from 
lists d1 and d2 

d1 = [s1(0.14286, 0.05882), s2(0.047612, 
0.33333) 

d2 = [s1(0.14286, 0.04762), s2(0.05882, 
0.33333) 

Vector creation 
Created vectors based on function  
selecting maximum similarity scores 

V1 = [0.14286, 0.33333] 

V2 = [0.14286, 0.33333] 

C1, C2 = 2; ζ = 2.22 

Interim similarity Calculated dot product of V1 and V2 S = 0.13151 

Final similarity  Divided vectors’ similarity by ζ δ= 0.05924 

 

Further steps as described by Pawar and Mago (2019) were not incorporated to our analysis 

pipeline (e.g., word order vectors or adjustment for long sentences or paragraphs), since we 

consider sound labels of a very limited syntactical structure (i.e., tokens consisting of 

maximum two most informative words), and so, no further analysis was necessary. This 

adapted procedure yields the maximised similarity between the sound labels. 

5.2.2 Semantic similarity using word vector embeddings 

For our purpose, we used 50-dimensional word vectors pre-trained on 6 billion tokens taken 

from 2014 Wikipedia dump and Gigaword 5 data (Parker, Graff, Kong, Chen, & Maeda, 
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2011)18 using GloVe algorithm (Pennington, Socher, & Manning, 2014). GloVe model stands 

for Global Vectors as it aims to capture the global corpus statistics. 

The algorithm was composed as a new weighted least squares regression model (Pennington, 

Socher, & Manning, 2014): 

(5.4.) 

𝐽 = ∑ 𝑓(𝑋𝑖𝑗)(𝑤𝑖
𝑇�̃�𝑗 + 𝑏𝑖 + �̃�𝑗 − log 𝑋𝑖𝑗)

2
𝑉

𝑖,𝑗=1

 

Where V is the size of the vocabulary, X is the matrix of word-word co-occurrence counts 

with entries Xij defining the number of times word j occurs in the context of word i, w 

denotes input embeddings, and �̃� output embeddings for the context and focus words, bi and 

𝑏�̃� bias term for each word, and f(Xij) is a weighting function. 

We followed the adapted from Pawar and Mago (2019) procedure as described in the 

previous section. However, we created two types of vector representations with GloVe. Two-

word vectors were aimed as a direct comparison with similarity established with WordNet 

(also using two tokens per label). Multi-word vectors were an attempt to expand the 

flexibility of the model to check whether providing more descriptive words will have any 

effect on estimating the final semantic space. 

As the first step, we tokenise two-word labels into single word tokens compatible with the 

content of global vector word embeddings. For example, for the label 'cat meowing' we 

extracted three tokens 'cat', 'meow' and 'meowing'. 

Then, we combined tokens into intermediate lists (denoted as d1 and d2) consisting of either 

two or more (up to 5) tokens describing each label. For example, for label 'woman laughing' 

the two-token intermediate list includes only 'woman' and 'laugh' tokens, whereas in the 

multi-token list we include not only ‘woman’ and ‘laugh’, but also ‘laughing’, ‘laughter’ and 

‘female’19. 

                                                
18 This data is available on https://nlp.stanford.edu/projects/glove/under the Public Domain Dedication and 

License. 

19 Multi-token representations of labels include either three (e.g., for 'cat meowing' the two-token intermediate 

list includes only 'cat' and 'meow', whereas the multi-token list includes not only 'cat' and 'meow' but also 

'meowing'), four (e.g., for 'man coughing' the two-token intermediate list includes only 'man' and 'cough', 

whereas the multi-token list also includes 'coughing' and 'male'), and five tokens. 

https://nlp.stanford.edu/projects/glove/
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Having selected appropriate word representations and created the intermediate lists of tokens 

representing each label (d1 and d2), we calculated cosine similarity between each token pair 

of two- and multi-word vectors to measure their semantic similarity (i.e., 𝜁 determinant with 

input values of C1 and C2 vary from 2 to 5 depending on the number of assigned tokens on 

the list and constant γ set to 1.8). Then, following the procedure described in the previous 

section, we calculated the semantic similarity of sound labels by aggregating maximum 

vector similarities into a single measure (Pawar& Mago, 2019).We repeated the same 

calculations for two-word and multi-word representations. Examples of interim products of 

each step of the analysis are presented in Table 5.3. 

Table 5.3 

Examples of Interim Products of Each Step of Calculating Semantic Similarity Based on 

Global Vector-Based Distances of Word Embeddings 

Step Description Example 

Tokenization 
Manually tokenized the label into its 
component words 

Input label: ‘bird squawk’ 

Output tokens: ‘bird’, ‘squawk’, 
‘squawking’ 

Intermediate lists Collated intermediate lists 

d1(‘bird squawk’)=[‘bird’, ‘squawk’, 
‘squawking’] 

d2(‘cat hiss’)=[‘cat’, ’hiss’, ‘hissing’] 

Cosine similarity 
between items 

Computed similarity (denoted as s1, 
s2, s3 and s4) for each pair of tokens 
from lists d1 and d2 

d1 = [s1(0.69576, -0.222879, 0.18404), 

s2(0.20453, 0.044338, 0.41635), 
s3(0.29306, 0.088357, 0.62498),  

d2 = [s1(0.69576, 0.20453, 0.29306,  

s2(-0.222879, 0.044338, 0.088357), 
s3(0.18404, 0.41635, 0.62498)] 

Vector creation 
Created vectors based on function  
selecting maximum similarity scores 

V1 = [max(s1), max(s2, max(s3)] 

i.e.,V1 = [0.69576, 0.41635, 0.62498] 

V2 = [max(s1), max(s2, max(s3)] 

...i.e., V2 = [0.69576, 0.088357, 0.62498] 

C1, C2 = 3; ζ = 3.33 

Interim similarity Calculated dot product of V1 and V2 S=0.91147 

Final similarity  Divided vectors’ similarity by ζ δ= 0.27344 

 Note. The procedure was completed twice, for two-words vectors and multi-word 

vectors. For example, the label 'bird squawk' tokenised with two-words vector will include 

only two tokens such as 'bird' and 'squawk', whereas a multi-word representation contains up 

to five tokens (3, 4 or 5). In this case, there will be three tokens in total – ‘bird’, ‘squawk’ and 

‘squawking’. 
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5.2.3 Dimensionality of the semantic space with multidimensional scaling 

(MDS) 

Since similarity matrices do not offer a very informative consolidation of the underlying 

semantic space, we submitted this data, as well as raw word embeddings vectors to 

multidimensional scaling (MDS) for visualisation. For each data type (i.e., path similarity 

with WordNet, cosine similarity with GloVe2 and GloVe5, and raw word vector 

embeddings), we used the PROXSCAL multidimensional scaling algorithm as implemented 

in IBM SPSS Statistics (Version 26). This algorithm uses an alternating least-squares, 

weighted Euclidean distance model to represent the similarity data in a multidimensional 

coordinate space. The similarity matrices were treated as ratio-level data because the scores 

were similarities between sound labels calculated with either path or cosine similarity. The 

stress measurement was computed using Kruskal’s stress formula 1. The iterative scaling 

procedure concluded when one of the three criteria had been met: (1) Stress failed to decrease 

by more than 0.001 across iterations; (2) Stress value fell below 0.005; or (3) A maximum of 

100 iterations have been completed. 

5.3 Results 

5.3.1 Are there any patterns of natural sound groupings in the semantic space 

occupied by environmental sounds? 

We ran multidimensional scaling (MDS) to visualise semantic maps of sound labels. 

Although visual inspection of scree plots of stress plotted against dimensionality indicates 

that for all four data types (WordNet, GloVe2 and Glove5, and raw vectors), the 3-

dimensional solution has the optimal fit (see Figure 5.3), we selected a 2-dimensional 

solution for the ease of visualization and interpretation. 

  



 

137 

Figure 5.3 

Stress as a Function of Dimensionality 

 

 

The 2-dimensional solutions for all data types are presented in Figures 5.4 to 5.7. 

From visual inspection of the 2-dimensional solutions, we can see that there is a high degree 

of overlap between representations of labels with GloVe2 (Figure 5.5) and Glove5 (Figure 

5.6), whereas the data arrangement based on WordNet is more scattered (Figure 5.4.). 

Although we can see clusters of (1) labels related to human sounds with high values on 

Dimension 1 and low on Dimension 2; and (2) labels related to animal sounds with mid to 

high values on Dimension 2 and high values on Dimension 1; the sounds of manmade sounds 

and machinery (i.e., tools and transportation) are not distinguishable. 
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Figure 5.4 

Two-Dimensional MDS Solution based on WordNet Lexicon 

 

On the other hand, GloVe algorithm produces the topography of sound labels with distinctive 

grouping patterns. We can separate three significant clusters of labels: (1) labels related to 

mechanical sounds (i.e., tools and transportation) occupy the space with low values on 

Dimension 2 and high values on Dimension 1; (2) labels related to human sounds also occupy 

the space with low values on Dimension 2, but with low values on Dimension 1; and finally 

(3) labels related to animal sounds spread from mid to high values in Dimension 2, and low 

values on Dimension 1. We can also distinguish (4) a smaller grouping of sounds of nature 

with high values on both dimensions. Semantic space occupied by sound labels can be 

described along two axes – from living to non-living (horizontal axis) and from human-origin 

to nature-origin (vertical axis). 
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Figure 5.5 

Two-Dimensional MDS Solution based on GloVe (with Two Tokens) 

 

Figure 5.6 

Two-Dimensional MDS Solution based on GloVe (with 5 Tokens) 

 

Representation of the raw word vector embeddings (Figure 5.7) does not show any clear 

distribution patterns as described above. There is however a trend of words describing actions 
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(e.g., barking, honking) being clustered in the lower end of Dimension 1 and words 

describing objects in the upper end of Dimension 1 (e.g., aircraft, person, fire). 

Figure 5.7 

Two-Dimensional MDS Solution based on Raw Word Embeddings Vectors(GloVe) 

 

5.3.2 Is there a correlation between sound labels’ representations computed with 

different models? 

There is a high degree of correlation between semantic similarity matrices produced with 

WordNet, GloVe2 and GloVe5 (see Table 5.4; for similarity matrices see Appendix F). 

Cosine similarity based on GloVe algorithm maximised the similarity values and ensured 

more spread in the data. There is also a big overlap between similarity measures computed 

for GloVe2 and GloVe5. Although both, two and multi-word representations allow for the 

clearer depiction of the data than WordNet-based similarity, the overall trend remains the 

same. 

  



 

141 

Table 5.4 

Correlations Between Similarity Matrices 

 WordNet GloVe2 GloVe5 

WordNet 1   

GloVe2 0.7745 * 1  

GloVe5 0.7977 * 0.9442 * 1 

* p<.001 

5.4 Discussion 

Despite its exploratory nature, this study offers some unique insight into the topography of 

environmental sound labels. We adopted the method introduced for calculating semantic 

similarity between text passages (Pawar & Mago, 2019) for use with the syntactically limited 

sound labels (two-word labels consisting of a noun and gerund form). Since there are 

multiple available tools for quantifying linguistic and lexical knowledge, we performed 

analyses with the two widely used tools for processing words – WordNet lexicon (Miller, 

1995) and vector representations based on corpus co-occurrences (Pennington et al., 2012) to 

map our labels and compared their results. 

The resulting sound labels maps represent their semantic space in a coherent way. As 

expected, on the vector-based representations, we can observe patterns of human-related 

sounds grouped together, as well as clusters of animal vocalisations or mechanical sounds. 

This is somewhat consistent with an intuitive understanding of the source corpus. Since the 

GloVe algorithm counts co-occurrences of words, it is reasonable to assume that words 

frequently used together share some common context. For example, clustering of animal 

vocalisations or weather sounds can be explained by the mare existence of thorough 

descriptions of the animal kingdom taxonomy or weather forecasts in the source corpus. The 

same reasoning would apply to all sound labels that coexist in close proximity. At the same 

time, WordNet lexicon seems not to differentiate very well between certain items (e.g., jet 

and propeller planes, or woman or man laughing). Again, this is consistent with the 

underlying structure of the source lexicon. WordNet is hierarchically organised, and path 

similarity counts the shortest path between the nodes in this hierarchy to estimate the 

similarity between the two words. It is safe to assume that words such as 'man' and 'woman', 

or different types of planes will be at the same level in the hierarchy, hence resulting in the 

very close similarity values and representational overlap of those labels on the semantic map. 
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Finally, the present study raises the possibility that the similarity obtained via GloVe with an 

expanded number of tokens offers an advantage over lexicon-based measures. Since the mere 

strength of correlation cannot account for that, we also considered models' flexibility and 

ease of interpretation. WordNet does not require extensive data for training, as its form, 

contents and rules governing organisation of that content are fixed. Although fixed 

definitions might have some benefits, during manual tokenisation and word-sense 

disambiguation (see Chapter 3), it became clear that nouns or verbs are not sufficient to 

capture the variability of environmental sounds (this was also shown in previous studies; e.g., 

Saygin et al., 2003, 2005). On the other hand, GloVe algorithm based on the corpus-based 

frequency of occurrence accounts for flexibility with each we describe sounds (i.e., use of 

words in different linguistic forms) what allows it to capture an extended language context. 

We are no longer limited to noun-noun or verb-verb pairs, and we can tokenise our labels 

with the use of other parts of speech and their combinations as well. It also works with a 

broad selection of tokens which is helpful where two words are not sufficient to describe the 

content of a sound recording. 

5.4.1 Limitations and directions for further research 

These data must be interpreted with caution because word vectors trained on Wikipedia data 

could be biased towards broader contexts in which words are used. Word embeddings vectors 

are built based on corpus statistics relying on general statistics of words that can have 

multiple meaning and be flexibly used in various circumstances. For example, the word 'play' 

or 'playing' will not only describe the scene of children playing in the playground, but it will 

also be frequently used to describe sports (e.g., playing basketball, tennis) or music (e.g., 

playing the piano, guitar). This means that the resulting topography might not reflect the 

words used to describe sounds per se, but a more global word-usage map. Building corpus 

dedicated to sound descriptors will help to overcome that issue and will be a first step to 

developing a comprehensive database of sounds and their labels. Then, we could calculate 

semantic similarity between labels based on the vector embeddings pre-trained on sound 

descriptors corpus. Such an analysis pipeline will guarantee a good fit of contextual 

embedding between training and test data and will allow for a better understanding of the 

topography of words used to describe sounds. 

We acknowledge that the selection of tokens for each label was somewhat arbitrary. For 

example, for the sound of footsteps, we have included words such as footstep, footsteps, 
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footfall and step, but this list could be potentially be extended to include also walk, walking, 

or running, and other variations and their synonyms or provide more details like walking in 

high hills or running on gravel. Of course, such extensions should be made with caution to 

not deviate from the content of the recording to which very often there is no additional 

context based on which we could add these extensions. Alternatively, we could expand 

similarity computation to synonyms of words from our original labels to better map the whole 

space of words used to describe sounds. For example, for label ‘bird singing’ include not only 

the words such as ‘bird’, ‘singing’ or ‘birdsong’, but also ‘chirp’, ‘tweet’, ‘call’ and other 

known synonyms or words related to ‘bird’ and ‘birdsong’. This would allow us to examine a 

broader semantic space of words that can be used to describe each of the sounds from our 

database. Such maps could also be complemented by sound-related perceptual attributes and 

words describing sound quality.  

Finally, since we flattened 50-dimensional vector space into two-dimensional MDS space, 

some distortion in that space is more than expected. Perhaps network representations would 

be better suited to capture the multidimensional relationships between sound labels. To 

expand our analysis beyond two dimensions, we could use the t-Distributed Stochastic 

Neighbour Embedding technique (t-SNE; Van der Maaten & Hinton, 2008), as it was proved 

to be an optimal method for visualising multidimensional datasets (e.g., Mnih et al. 2015; 

Mwangi, Soares, & Hasam 2014) and superior to other methods for representing meaningful 

clusters of concepts (e.g., Ghose, 2018). This method ensures that the points drawn from the 

initial high-dimensional data (in our case 50-dimensional word vectors) which have higher 

similarity are more likely being selected than the ones which are dissimilar. It maximises the 

probability that the distances between data points reflect their dynamic multidimensional 

distribution in the reduced 2- or 3-dimensional space. We could use t-SNE to explore 

qualitative semantic variations within the global vector representations for our sound labels 

(i.e., their constituent tokens). Then, we could build the semantic embedding spaces of word 

descriptors of sound sources, sound-producing agents, actions producing sounds or the 

acoustic in which the sound is embedded. Such analysis pipeline would also allow us to  

compare the resulting topographies according to the different cognitive dimensions: 

concreteness, imageability, valence and arousal, and familiarity. 
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5.4.2 Conclusions 

The relevance of this study emerges from its unique approach to considering sound labels as 

an integral and equally important element of the dataset. As we emphasised earlier, labels are 

a crucial element as very often they drive dataset creation. In the end, it is impossible to 

consider sounds without their labels or annotations as they provide a direct link between the 

content of the audio signal and meaningful categories derived from the sound classification 

system.Although this study focuses on the topography of sound labels, the findings may well 

have a bearing on the acoustic aspect of the dataset. This data should be compared with the 

estimates of acoustic space rendered by features describing environmental sounds to explore 

whether there is any correspondence between the acoustic and semantic spaces of our dataset. 

This research's findings are the first step towards mapping semantic space covered by labels 

and provide insights for the overall map of words describing sounds in general. Such 

information would be an exquisite resource to use together with the dataset by 

neuroscientists, acousticians or linguists. 
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CHAPTER 6 

Mapping Within-Category Space 

 

 

This chapter presents the results from two behavioural studies conducted online. The first 

study focused on within-category space mapping. Based on pairwise similarity ratings, we 

created well-defined class descriptions giving us an insight into how people perceive natural 

sound categories and variability within these categories. In the second experiment, we asked 

participants to judge how well each of these sounds represents its class. Having established a 

two-dimensional space and centroid exemplar of that space for each category, as well as the 

most representative exemplars of each class, we combined the information from both 

experiments and selected the best exemplars across those metrics for each category. Since 

category membership relies to some degree on the recognised similarity of exemplars within 

the category, this chapter’s main goal is to understand how people perceive groups of sounds 

and their within-class variability. 

6.1 Introduction 

Given the abundance of information available for retrieval from our immediate acoustic 

environment, one would think that the perceptual representations of the surrounding reality 

will be deeply embedded in that physical space. Sounds can be described with a myriad of 

tools and measures, and so, disentangling their categorical membership based on that 

information should be a rather straightforward task since there is sufficient acoustic 
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information to discriminate between them. Nevertheless, whether humans actually use this 

information in their perceptual judgements and whether it is reflected in perceptual structures 

of everyday sounds remains unclear. 

Gaver (1993) described two possible modes of listening as 'everyday listening' with the focus 

on semantic information (identification of sound sources, objects and actions), and 'musical 

listening' concentrated on sound quality (e.g. pitch or loudness). In accordance with that 

view, research showed that in everyday listening situations, humans perceive sound sources 

rather than their physical properties (Guastavino, 2007). We could, therefore, expect that 

similarity judgement will be driven by this dimension, suggesting its dominant role in 

categorisation. Instead, we see a high degree of variability across participants and stimuli 

(e.g., Ogg & Slevc, 2019). For example, people seem to rely more on semantic properties of 

the source for sounds produced by living agents, and more on acoustic features for sounds 

produced by non-living agents (Giordano, McDonnell, & McAdams, 2010). A further 

distinction has also been made for sounds describing materials vs actions (Lemaitre et al., 

2018). Expert listeners with a background in acoustics tend to value acoustic properties more 

in their categorical judgements than non-experts who focus more on sound sources and 

actions (Guyot, Castellengo, & Fabre, 1997). Also, professional musicians outperformed non-

musicians in their ability to use acoustic information in such judgements (Lemaitre, Houix, 

Misdariis, & Susini, 2010) which somewhat contradicts another study showing improved 

performance on identification task, but not in relation to using acoustics in making similarity 

judgements (Ogg & Slevc, 2019; for review of different factors influencing everyday sound 

categorisation see: Guastavino, 2018). 

Many measures of acoustic similarity can be used. The most popular method is asking 

participants to perform similarity ratings of sound or label pairs. However, it requires a large 

number of judgements that grows with the stimulus set size. Furthermore, familiarity with the 

range of sounds produced by a certain source might affect people's similarity judgements 

(i.e., they might judge two tokens coming from the same source as similar only because of 

their categorical membership; Gygi et al., 2004). Employing such a strategy would have 

interesting implications because it would suggest that similarity assessment is based more on 

semantic knowledge or sound meaning rather than its constituent acoustic features. It 

somewhat contradicts the claim that perceived similarity between sounds is strongly 

determined by their physical properties (harmonicity, spectral spread, continuity, periodicity, 

and envelope modulation; Gygi, Kid, & Watson, 2007). In a similar vein, evidence from 
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assessments of spliced soundscape recordings shows that acoustic similarity judgements do 

not depend on the identification of its constituent sound sources (Aucouturier & Defreville, 

2009). Furthermore, other researchers suggest that sounds might be organised together by the 

context in which they are most likely to be heard (i.e., the scene they belong to), rather than 

by similarity to other sound sources (Hocking, Dzafic, Mazovsky, & Copland, 2013).  

Sorting tasks, on the other hand, offer better efficiency but at the cost of significantly lower 

reliability and accuracy (Giordano et al., 2011). Any sorting endeavour requires well-

explained definitions of similarity to be given to the participants. Otherwise, performed 

grouping relies on random conceptualisations of similarity and sound categories interfere 

with acoustic judgements in an uncontrolled way (Parizet & Kohl, 2012; Blanchard & 

Banerji, 2016). One solution to that could be using spectrograms for comparisons via visual 

inspection (as proposed by Aletta, Axelsson, & Kang, 2017), but this approach is not suitable 

for quantitative evaluation of the similarity components. Nevertheless, at the qualitative level, 

it yields comparable results with other sorting measures. Selecting an appropriate similarity 

measure will have profound consequences on the results. 

Results from our acoustic analyses show that a selection of acoustic features and the 

estimated acoustic similarity between sounds might be either sufficient to differentiate certain 

categories (e.g., hammer), or cause much confusion in assigning categorical membership (e.g. 

jet passing misclassified as thunder and vice versa). Of course, people do not make 

categorical judgements based on acoustic features alone and do not perform extensive 

calculations to do so. At the same time, we still know very little about the strategies they 

actually use to do so. One way to test that would be to use stimuli varying along the acoustic 

and semantic dimensions and ask participants to make meaningful groupings, for example, 

via odd-one-out task or free sorting procedure. Both of these methods proved to be reliable in 

estimating the dimensionality of the complex datasets (e.g., Cichy, Kriegeskorte, van den 

Bosch, & Charest, 2017; Hebart, Zheng, Pereira, & Baker, 2020). However, without 

knowledge about the inherent structure of each class in question, the selection of sound 

exemplars for such an experiment would be completely arbitrary and results difficult to 

explain. As presented in Chapter 3, even at the level of single acoustic features, there is huge 

variability in distribution patterns, and some sounds are naturally more clustered than others. 

Not taking this information into account could result in biasing participants' usual perceptual 

strategies towards odd or extreme exemplars in the sound set, leading to uninterpretable 

results. 
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6.1.1 Aims and objectives 

Since category membership relies to some degree on the recognised similarity of exemplars 

within the category, we focus on understanding how people perceive groups of sounds and 

their within-class variability. To achieve that goal, in Experiment 1 we asked people to 

perform a series of similarity judgements on pairs of sounds belonging to the same class. We 

addressed several critiques of that method by (1) providing participants with an opportunity 

to familiarise themselves with a range of sounds and to calibrate their expectations of within-

class variability before they start the rating task, (2) giving each participant sounds from one 

class only, therefore avoiding any between-class effects; (3) presenting each pair of sounds 

twice in reversed order to measure participants’ ratings consistency and account for random 

responses; and (4) randomly presenting two the same sounds as catch trials to make sure that 

people pay attention and listen to these sounds carefully throughout the testing session.  

Among various methods in auditory research, similarity estimation is the most popular 

method of exploring subjective perceptual judgements. This method determines how 

sensitive listeners are to the overall perceived similarity of presented sound samples. It tends 

to orient the listeners' strategies toward adopting a more holistic approach focused on 

perceived acoustic properties of stimuli. Similarity data provides a means for examining the 

perceptual structure of a set of stimuli. Gathered similarity ratings were then subjected to 

Individual Differences Scaling modelling (INDSCAL, Carroll & Chang, 1970). INDSCAL is 

an extension of multidimensional scaling (MDS) which is one of many ways to construct 

similarity space from the data (for review of different approaches to similarity see: Hahn, 

2014). Such an approach will allow us not only to explore the representations of how people 

perceive groups of sounds and their within-class variability (RQ 3.1) but also to compare 

these perceptual spaces with representations based on acoustic features to see whether these 

two have anything in common (RQ 3.3). 

Furthermore, in order to establish how well each sound represents the category it belongs to, 

Experiment 2 measured goodness of exemplars for each class label (RQ 3.2). Rating 

goodness of exemplars is a well-established and popular method in speech categorisation 

(e.g., Evans & Iverson, 2004; Holt & Lotto, 2010) and semantic concepts research (e.g., 

Gruenenfelder, 1984; De Deyne et al., 2008). It is worth to keep in mind that goodness of 

exemplars and typicality are not always the same (Kittur, Holoyak, & Hummel, 2006). This 

method estimates goodness judgements in terms of the perceived distance of the presented 
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exemplar from participant's prototype of a particular category, where lower judgements 

indicate more distant, worse examples, and higher judgements closer, better sounds. 

Given high correlations of crowd-sourced online and lab-based measures (r=.857, p<.0001; 

Zhao et al., 2019) and increasing feasibility of collecting good-quality auditory data remotely, 

we conducted both studies online. Utilising online data collection also helped to maximise the 

number of respondents who could participate in our study. 

Having established a two-dimensional space and centroid exemplar of that space for each 

category, as well as the most representative exemplars of its class label, we combined the 

information from both experiments and selected the best exemplars across those metrics for 

each category. Well-centred examples are the key to success in further research aiming at 

discovering the complex between-category relationships. 

6.2 Methods 

6.2.1 Recruitment 

Over 1000 respondents were recruited through Prolific (www.prolific.co), a crowd-sourcing 

platform for scientific research. The target group comprised healthy adults (upper age limit 

40; lower age limit 18)20 who voluntarily responded to the study adverts (for an example of 

an advert see Appendix G). All participants needed to be English speakers with no history of 

any hearing problems. Since in the first experiment (Within-Class Similarity Ratings), we 

were interested in ratings of perceived similarity of sounds which was not prompted by any 

lexical information about these sounds, we invited not only English native speakers but also 

fluent users of English as a second language to participate in this study. However, the second 

experiment (Word-Label Goodness of Exemplar) aimed at linking each sound with its 

description, so it was crucial to guarantee that all participants have a good understanding of 

what a given label represents. To prevent any L1 connotations effects (i.e., any language-

specific interpretations of labels or their different use) and avoid having inconsistent 

reference frames for rating, we invited only English native-speakers to participate in the 

                                                
20 Although older adults up to the age of 65 experience no significant difficulties in listening comprehension, 

research indicates that the first declines in auditory sensitivity can be observed much earlier (Sommers et al., 

2011). These difficulties are initially limited to some frequency ranges acuity but increase significantly with age 

and are particularly apparent in the mid-50s (Dawes et al., 2014, Goosen, Vercammen, Wouters, & van 

Wieringen, 2017). 

http://www.prolific.co/
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second experiment. Inclusion criteria (age limit and languages) were screened with the use of 

built-in filters on Prolific and manually cross-checked with the participants’ data provided in 

the demographics questionnaire. Furthermore, participants were not allowed to take part in 

more than one experiment. 

6.2.2 Materials and stimuli 

Stimuli were 530 sounds from the “Sound space exploration” database introduced in Chapter 

3. No further amplitude changes or modulations were introduced to sound stimuli to maintain 

the natural balance between quieter (e.g., wind, fire) and louder sounds (e.g., the sound of a 

honking car or barking dog). 

6.2.3 Experiment 1: Within-Class Similarity Ratings 

6.2.3.1 Participants 

Participants were 530 individuals (182 females, 342 males, and 4 non-conforming) speaking 

English either as their native or second language. They were 18-40 years old (M=24.64, 

SD=5.65). The majority of subjects was native English speakers (N=174) or bilingual (N=3) 

with the rest speaking English fluently as a second language. The most of them were Polish 

(N=133) and Portuguese (N=77), with bigger groups of Italian (N=33), Spanish (N=31), 

Greek (N=19) and Hungarian (N=15) speakers. The remaining participants included speakers 

of the following languages: Dutch (N=8), Slovenian (N=6), Czech, German, and French 

(N=4), Chinese, Swedish, Turkish, and Vietnamese (N=3), Hebrew and Korean (N=2), 

Arabic, Bulgarian, Estonian, Farsi, Finnish, Hindi, Romanian and Tagalog (N=1). 306 

individuals completed university (college, bachelors, masters or doctoral degrees), 200 

people reported their education at the high school level and 27 vocational training. Their 

occupation status was marked as students (N=231) or students and workers (N=8), employed 

(N=229) or self-employed (N=4), and unemployed (N=58). 137 participants reported having 

extensive musical training. 

We rejected participants who failed the attention check (i.e., submitted less than 60% correct 

responses in catching the same trials) or scored all items with the same value (N=41). 

Duplicate submissions from the same participants (N=6) were not accepted. Further 2 

participants were excluded based on the identified erratic patterns in their ratings (i.e., rated 

over 20 pairs of different sounds as the same, at the same time rating the same sounds as 
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different). None of these participants is included in our final sample reported above, and their 

data was not considered for analyses. 

6.2.3.2 Design 

Similarity ratings were collected for each of the N(N-1)/2 pairwise combinations on N 

stimuli. In our dataset, there are 53 categories with 10 exemplars each, which gives 45 

possible pairings per class. To measure subject reliability, we included all 90 trials per 

participant (i.e., both AB and BA order). Although the pairs consisting of two the same items 

(e.g., AA or BB) were not directly tied to our research questions, we included them in the 

presentation as control trials. To optimise the experimental design, each participant completes 

ratings of sounds from one category only (i.e., 100 unique trials). The order of stimuli 

presentation is randomised across trials and participants to nullify order effects. The 

experimental session lasted approximately 15 minutes and was divided into short blocks of 

10 trials each, with 10 s breaks between the blocks. 

Prior to the main experimental task, participants familiarised themselves with the range of 

sounds they will be rating during short familiarisation session. They listened to all the sounds 

from the particular class (i.e., 10 recordings) twice in a randomised sequence (interstimulus 

interval, ISI=250 ms). The rationale behind this step was to safeguard against any familiarity 

effects where some sounds will be already played and some not yet when they show in the 

pair for comparison. This way, all participants were briefly familiar with all sounds at the 

time of submitting their rating (e.g., Giordano et al., 2011). We also wanted our participants 

to calibrate their expectation of the whole range of sounds. 

On each trial, participants heard a pair of sounds once (ISI=250 ms) and then were asked to 

rate how similar or different these sounds were on a 7-point Likert scale (1-not similar at all, 

7-very similar). They were instructed to use the whole scale when rating the sounds and press 

the ‘SAME’ button when they heard the same sound twice. Individual participants completed 

similarity ratings for one full category only (i.e., all possible combinations of within-class 

pairwise comparisons). Figure 6.1 shows an example of an experimental trial. We obtained 

10 ratings per within-class pair (10 ratings x 53 categories = 530 participants). 
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Figure 6.1 

Example Experimental Trial in Within-Class Similarity Rating Task 

 

6.2.4 Experiment 2: Word-Label Goodness of Exemplar 

6.2.4.1 Participants 

Participants were 530 (286 females, 235 males, and 9 non-conforming) native speakers of 

English aged 18-40 years old (M=25.99, SD=6.06). Three of them were bilinguals. 137 

participants reported speaking a second language (e.g., French, Spanish, German, Welsh, 

Japanese, Italian). Most of them were educated to the university level (N=403), with some 

subjects having completed only high school (N=99) or vocational training (N=28). In terms 

of their occupational status, the group was dominated by employed (N=285) or self-employed 

people (N=15), with the remaining subjects being either students (N=172) or unemployed 

(N=58). 138 participants reported having extensive musical training. 

We rejected participants who failed attention check (i.e., did not press ‘5’ on the scale when 

explicitly asked to do so), or scored all sounds with the same value (N=14). Another 7 

participants were eliminated due to the contradictory information about their first language or 

age provided on Prolific profiles and demographics questionnaire (i.e., they did not meet the 

inclusion criteria for the study). Furthermore, we had to exclude over 200 duplicated 

submissions from various participants submitting responses more than once. These 

participants are neither included in our final sample reported above, nor their data is included 

in the analyses. 
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6.2.4.2 Design 

Designs, where stimuli are presented in blocks, were shown to be more efficient in focusing 

participants' attentional resources and information encoding on sequential within-category 

similarities (e.g., Carvalho & Goldstone, 2017). Since we aim to establish a structural map of 

each class, we are interested in emphasising those within-class similarities, rather than in 

focusing on properties that differ across the consecutive interleaved items. To optimise the 

experimental design, we presented to each participant stimuli from only one category (i.e., 10 

exemplars from single class). They were presented with each stimulus twice (i.e., 20 trials in 

total) so that we could measure the consistency of their ratings. Stimuli presentation order 

was randomised across trial participants to nullify order effects. The experimental session 

lasted approximately 3 minutes and was divided into two blocks (10 trials each) with a 10 s 

break in between. 

Participants first familiarised themselves with the stimuli by listening to them once in a 

sequence (ISI=250 ms). Then, in each trial, they were presented with one sound and its label 

and were asked to rate the goodness of each sound as an exemplar of its class on a scale from 

1-10, where 1 was rated as ‘not good at all’ and 10 as ‘very good’. To allow participants to 

rate all sound examples on a continuum from bad to good with more granularity and 

flexibility (rather than limited by balanced labels of a classic Likert scale, e.g., a 'somewhat 

similar' opposite a 'somewhat dissimilar' label), we used a 10-point scale with two descriptors 

only (1 -not good at all, 10 - very good). We found no evidence suggesting that using a 

different response format would yield significantly different or less reliable results (Krosnik 

& Pressner, 2010). Figure 6.2 shows an example of an experimental trial, whereas Table 6.1 

lists all the labels. We obtained 10 ratings per within-class pair (10 ratings x 53 categories = 

530 participants). 
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Figure 6.2 

Example Experimental Trial in Word-Label Goodness of Exemplar Rating Task 

 

Table 6.1 

List of Categories and Corresponding Labels Used in the Word-Label Goodness of Exemplar 

Task 

LP Sound name (dataset) Displayed Label 

1 BirdSong Bird singing 

2 BirdSquawk Bird calling 

3 BirdsFlyingOff Bird wings flapping 

4 CatHissing Cat hissing 

5 CatMeowing Cat meowing 

6 CatPurring Cat purring 

7 CowMoo Cow mooing 

8 DogBarking Dog barking 

9 DogGrowling Dog growling 

10 DogHowling Dog howling 

11 HorseGalloping Horse galloping 

12 HorseNeighing Horse neighing 

13 HorseSnorting Horse snorting 

14 InsectBuzzing Insect buzzing 

15 InsectsStridulation Insect calling 

16 Fire Fire burning 

17 River Water flowing 

18 SeaWaves Wave splashing 

19 Waterfall Water cascading  

20 ChildrenPlaying Child playing 
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LP Sound name (dataset) Displayed Label 

21 CocktailParty People talking 

22 CoughingAdultFemale Woman coughing 

23 CoughingAdultMale Man coughing 

24 CrowdApplause Crowd applauding 

25 CrowdCheering Crowd cheering 

26 CryingAdultFemale Woman crying 

27 CryingAdultMale Man crying 

28 CryingChild Child crying 

29 Footsteps Person stepping  

30 LaughingAdultFemale Woman laughing 

31 LaughingAdultMale Man laughing 

32 LaughingChild Child laughing 

33 LaughingGroup People laughing 

34 Sneezing Person sneezing 

35 Snoring Person snoring 

36 ThroatClearing Throat clearing 

37 DrillingPneumatic Jackhammer drilling 

38 Drilling Person drilling 

39 Hammer Person hammering 

40 SawingManual Person power-sawing 

41 Sawing Person hand-sawing 

42 CarHorn Car horn blowing 

43 CarSkidding Car skidding 

44 CarStarting Car starting  

45 Helicopter Helicopter flying 

46 JetPassing Jet flying 

47 Propeller Propeller plane flying  

48 TrainBreaks Train braking 

49 TrainSignal Train horn sounding 

50 TrainWagons Train moving 

51 Rain Rain falling 

52 Thunder Thunder sounding 

53 Wind Wind blowing 

 

6.2.5 General procedure 

We used online data collection platform Gorilla Experiment Builder (https://gorilla.sc/; 

Anwyl-Irvine, Massonnié, Flitton, Kirkham & Evershed, 2018) to design and host our 

experiments. The participants took part individually at their homes by following the link 

interfaced with the platform for recruiting participants (Prolific). After reading the 

https://gorilla.sc/
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experiment description and giving consent to participate in the study, participants performed 

one of the two tasks: pairwise similarity ratings (Experiment 1) or goodness of exemplar 

ratings (Experiment 2) followed by a short demographics questionnaire. Each experiment was 

preceded by a short sound calibration exercise, where participants were asked to adjust the 

volume to the comfortable level. 

Experimental session lasted approximately 14 minutes for Experiment 1 and 3 minutes for 

Experiment 2. Participants were paid either £5.14 (Experiment 1) or £6.00 (Experiment 2) per 

hour. Additionally, in Experiment 1 they had a chance to obtain a performance bonus for 

completing the rating session within 12 minutes (£0.10), reaching 80% accuracy on catching 

pairs of the same sounds (£0.10) and reaching rating consistency of minimum 80% (£0.10, 

i.e., £0.30 in total). No bonuses were offered in Experiment 2. 

6.2.6 Ethics 

The experimental paradigm was approved by the Departmental Ethics Committee of the 

Division of Psychology and Language Sciences at University College London (Approval No.; 

EP/2020/002). 

6.2.7 Analyses 

6.2.7.1 Individual differences scaling (INDSCAL) 

With MDS analysis, we obtain a visual depiction of the perceptual space underlying the 

representation of our dataset. However, when aggregating similarity ratings from various 

participants, we cannot assume that all of them utilised the same perceptual framework for 

rating similarity between sounds samples. Ratings across participants might follow a different 

pattern by the participant, and this might be attributed to the following issues: (1) differences 

in the participants’ criteria used to rate exemplars within each class; (2) differences brought 

by the inherent properties of the selected class and participants’ experience with that class 

only while performing rating; and (3) different participants' profiles. To account for this 

problem with spatially representing aggregated perceptual data, we employ Carroll and 

Chang's (1970) model for Individual Differences Scaling (INDSCAL). This model assumes 

that the objects (here sounds) are embedded in a continuous space, but also accounts for 

individual differences brought by subjects rating only subsets of that space, by weighting 

dimensions in the common stimulus space for each participant. The model fit is performed 

using the following formula: 
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(6.1) 

𝑇𝑘(𝑆𝑘) =  𝐷𝑘
2 + 𝑆𝑆𝐸𝑘  

Where S is the original similarity matrix for each participant k, Tk(Sk) is the disparities matrix 

derived from transformation T, 𝐷𝑘
2 is the squared Euclidean distance fit by the algorithm, and 

SSEk is the sum of squared errors between the distances and disparities (for more details 

about the calculation method see Giguere, 2006). 

We used the INDSCAL model as implemented in IMB SPSS Statistics software (Version 26). 

6.2.7.2 Intra-Class Correlation Coefficient 

To measure participants’ consistency between ratings for sound pairs presented in the AB and 

AB order in Experiment 1 and two ratings of the same sound in Experiment 2, we computed 

the Intra-class Correlation Coefficient (ICC; Shrout & Fleiss, 1979). We also established 

rating consistency between participants (per category). A two-way mixed-effect model with 

an average measure of absolute agreement as implemented in IBM SPSS Statistics (Version 

26) was used. This model is suitable for both inter- and intra-rater reliability studies (Koo & 

Li, 2016). 

6.2.7.3 MDS on acoustic features (PROXSCAL) 

To compare perceptual judgements with acoustic space occupied by rated sounds, we ran 

multidimensional scaling analysis on PCA components derived from acoustic features (see 

Chapter 4). We used the PROXSCAL multidimensional scaling algorithm as implemented in 

IBM SPSS Statistics (Version 26). The similarity matrices were treated as ratio-level data 

because the scores were dissimilarities between sounds calculated from acoustic features’ 

principal components. The stress measurement was computed using Kruskal's stress formula 

1. The iterative scaling procedure concluded when one of the three criteria had been met: (1) 

Stress failed to decrease by more than 0.001 across iterations; (2) Stress value fell below 

0.005; or (3) A maximum of 100 iterations have been completed. 

6.2.7.4 Mantel’s test 

To estimate whether there is any overlap between acoustic space of environmental sounds 

and their perceptual judgements, we computed the correlation between distance matrices 

derived from the INDSCAL model and MDS analysis on PCs of acoustic features. We 

estimated the correlation between distance matrices using Mantel's test (Mantel, 1967) which 

computes a test statistic rM given two distance matrices DX and DY: 
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(6.2) 

𝑟𝑀 =  
1

𝑑 − 1
∑ ∑ 𝑠𝑡𝑎𝑛𝑑(𝐷𝑋)𝑖𝑗𝑠𝑡𝑎𝑛𝑑(𝐷𝑌)𝑖𝑗

𝑛

𝑗=𝑖+1

𝑛−1

𝑖=1

 

Where:  

(6.3) 

𝑑 =  
𝑛(𝑛 − 1)

2
 

and n is the number of rows and columns in each of the distance matrices, stand(DX) and 

stand(DY) represent the upper triangles of the distance matrices (matrices DX and DY are 

symmetric so using the lower triangular portions of the matrices would yield the same 

results). 

Correlation can be computed either using Pearson’s product-moment correlation coefficient 

or Spearman’s rank correlation coefficient. We based our computation of Mantel’s test on 

Spearman's rank correlation coefficient as implemented in MATLAB (Glerean, 2013). 

6.2.7.5 Selecting the best exemplar 

To consolidate the information from Within-Class Similarity Rating Task (Experiment 1) and 

Word-Label Goodness of Exemplar Rating (Experiment 2), we selected the best exemplar of 

each class. We used the following criteria for selecting the best exemplars. 

(1) Obvious selections of the best exemplars were the sounds which were rated as the best 

in both experiments (i.e., sounds which were placed in the centre of INDSCAL space 

and obtained the highest goodness rating score). 

(2) When there was no agreement between goodness rating and INDSCAL solution, we 

consulted the ranks of Goodness Ratings (from best to worst) and INDSCAL 

distances (from closest to the centre to the farthest one) and selected sounds with a 

better rank overall. The rationale here is that we want to base the selection of the best 

exemplars on behavioural data, so the overall ranks were prioritised over the data 

from MDS performed on PCs of acoustic features. 

a. When the rank pointed out to one of the sounds indicated as the best in 

behavioural experiments, we selected one of those sounds. 
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b. When the rank pointed out to another sound (none of the sounds indicated as 

the best in behavioural experiments), we selected the sound indicated by the 

best rank. 

(3) Where ranking the data was not sufficient to determine which sound to select, we 

consulted ranked results from MDS analysis performed on PCs of acoustic features to 

resolve that issue. 

6.3 Results 

The quantity of the experimental data exceeds the limits of this thesis, so when presenting 

results, we focus on some examples only. The same analytical procedure was applied to the 

data from all 53 categories. The complete set of results can be found in Supplementary 

Materials21. 

6.3.1 Representations of within-category space (Experiment 1) 

Similarity ratings were summarised in the form of dissimilarity matrices to reflect 

participants’ responses. An individual matrix was generated for each participant (see Figure 

6.3; full set of individual similarity matrices can be found in Supplementary Materials 6.1). 

Each similarity rating was given a numerical value for scoring according to the scale they 

used (1-not similar at all, 7-very similar and 8 for the same sounds). All similarity ratings for 

a given stimulus pair were used to calculate the average similarity across participants for that 

pair (see Figure 6.4; for a full set of averaged matrices see Supplementary Materials 6.2). 

  

                                                
21 Supplementary materials can be accessed on UCL Shared Drive: https://liveuclac-

my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-

oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36  

https://liveuclac-my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36
https://liveuclac-my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36
https://liveuclac-my.sharepoint.com/:f:/g/personal/ucbqkac_ucl_ac_uk/Em3G-oW6ZHtBopw7MBwWyAEB10VJYtF59mOjJ567JN8wIw?e=JdqS36
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Figure 6.3 

Individual Similarity Matrices for Ratings of ‘Car Starting’ Category 

 

 Note. Numbers 1-10 on the x and y axes represent 10 sound samples from the class, 

which were rated by participants. 
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Figure 6.4 

Representations of Average Similarity within ‘Car Starting’ Category 

 

 Note. On the left: Average similarity matrix. On the right: A 3-dimensional 

representation of similarity matrix with error bars marking variability in ratings across 

participants. Numbers 1-10 on the x and y axes represent 10 sound samples from the class, 

which were rated by all participants. 

All similarity matrices present with the visible asymmetry between ratings of sounds in AB 

and BA order. This is reflected by participants’ internal consistency measured with Intra-

Class Correlation Coefficient (see Table 6.2; consistency measures for all 530 participants 

can be found in Supplementary Materials 6.3). 
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Table 6.2 

Consistency of Individual Raters’ Performance and Group Consistency for Similarity Ratings 

of ‘Car Starting’ Category 

  95% CI  

Participant ID ICC Lower Upper 

1081 0.243 -0.365 0.581 

1082 0.448 -0.014 0.698 

1083 0.577 0.224 0.768 

1084 0.283 -0.322 0.609 

1085 0.721 0.494 0.847 

1086 0.702 0.456 0.837 

1087 0.208 -0.424 0.562 

1088 0.551 0.198 0.751 

1089 -0.125 -1.090 0.389 

1090 0.291 -0.255 0.604 

Group (all participants) 0.873 0.813 0.921 

 Note. Individual ICC (per participant) reflect how consistent each rater was in rating 

each pair of sounds twice (i.e., consistency between ratings in AB order and BA order). 

Group ICC (all participants) represents the consistency of all raters in rating each sound (not 

average across raters). 

 

Although in this group (‘Car Starting’) most of the participants’ reliability was rather poor, 

there was an overall agreement across raters in how they rated each pair of sounds. The group 

consistency across raters was good with the average ICC of 0.873 and a 95% confidence 

interval from 0.813 to 0.865 (F(44,836)=8.181, p<0.001). The table of group internal 

consistency measures per category is included in Supplementary Materials 6.3 and shows a 

high degree of agreement in how they rated all sounds across categories. 

6.3.2 Two-dimensional representations of within-class space 

Comparison of INDSCAL model performance across various dimensions, indicated that 

higher-dimensional solutions would be the most optimal for representing our perceptual data 

(for full report comparing each model’s fit and variance explained across dimensions see 

Supplementary Materials 6.4). However, given (1) a small number of participants in each 

class (N=10), (2) only a 4% or 2% improvement in the model fit with adding each 

consecutive dimension; (3) non-interpretability of more than 3-dimensional solutions; and (4) 

that our main goal was to visualise the within-category space, we concluded that the cost of 

adding more dimensions was too high and selected 2-dimensional solutions across categories 
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to present our data. An example of a two-dimensional within-category space is presented in 

Figure 6.5 (for all 2D representations across categories see Supplementary Materials 6.5). 

Figure 6.5 

Two-Dimensional Perceptual Representation of ‘Car Starting’ Category 

 

 Note. All 10 exemplar sounds from the category are plotted and marked with 

corresponding numbers (1-10). The centre of the occupied space is noted with an asterisk. 

The closest exemplar to the centre of that space is marked in purple. 

The representation of ‘Car Starting’ category presents a relatively spread distribution. Two 

exemplars (7 and 2) are clearly separated from the group in the bottom left of the plot (low 

values across both dimensions). Another three samples (6, 3 and 1) have much higher values 

along Dimension 2 than any other sound in this class. 

We also recorded reaction times for each participant submitting similarity data which could 

be interpreted as an indication of subjects' certainty about their ratings (Bonebright et al., 

2005). However, such analysis is beyond the scope of our research, and it is not reported 

here. 
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6.3.3 Representativeness of class labels (Experiment 2) 

Scores for each item were averaged across participants to compute the final goodness of 

exemplar score. A high averaged goodness rating score reflects the best example, while the 

worst example of a category is reflected by a low averaged goodness rating score (see Figure 

6.6; figures for all the remaining categories can be found in Supplementary Materials 6.6). 

Figure 6.6 

Average Goodness of Exemplar Ratings for ‘Car Starting’ Category 

 

 Note. Averages were computed for each sound separately (2 ratings by each 

participant x 10 participants). Error bars represent standard error. 

To test whether the observed differences between representativeness ratings are statistically 

significant we ran a series of one-way ANOVA’s (for each class separately). In the example 

of the 'Car Staring' category illustrated in Figure 6.6, there were statistically significant 

differences in ratings of 10 exemplars, F(9,90) = 3.71, p = 0.0005, ω2=.20. More specifically, 

we observe statistically significant differences of 3.85 between Sound 6 and Sound 7 (95% 

CI [0.6642, 7.0358]; p=0.0045, Bonferroni corrected) and of 3.4 between Sound 6 and Sound 
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8 (95% CI [0.2142, 6.5858]; p=0.0237, Bonferroni corrected). A summary of results for all 

categories can be found in Table 6.3. 

Table 6.3 

Statistical Significance of Differences Between Representativeness Ratings 

Category F(9,90) p ω2 

Car Horn 2.51 0.013 0.1198 

Birds Flying Off 5.87 <0.00001 0.3048 

Bird Song 0.56 0.8268 -0.0413 

Bird Squawk 4.69 <0.00001 0.2492 

Cat Hissing 5.64 <0.00001 0.2946 

Cat Meowing 18.65 <0.00001 0.6137 

Cat Purring 2.13 0.0345 0.0925 

Car Skidding 6.83 <0.00001 0.3441 

Car Starting 3.71 0.0005 0.1958 

Cow Moo 1.66 0.1097 0.0563 

Dog Barking 16.98 <0.00001 0.5898 

Dog Growling 7.45 <0.00001 0.3672 

Dog Howling 5.63 <0.00001 0.294 

Horse Galloping 20.71 <0.00001 0.6395 

Horse Neighing 10.49 <0.00001 0.4606 

Horse Snorting 2.19 0.0301 0.0964 

Insect Buzzing 0.91 0.5237 -0.0085 

Insects Stridulation 12.24 <0.00001 0.5928 

Fire 2.88 0.0049 0.1447 

River 1.97 0.0514 0.0806 

Sea Waves 1.57 0.137 0.0486 

Waterfall 3.66 0.006 0.1929 

Children Playing 5.13 0.000013 0.2711 

Cocktail Party 1.68 0.1064 0.0574 

Coughing Adult Female 1.6 0.126 0.0516 

Coughing Adult Male 3.99 0.0003 0.2119 

Crowd Applause 2.32 0.0211 0.1065 

Crowd Cheering 4.46 0.00007 0.2376 

Crying Adult Female 5.32 0.0000082 0.2801 

Crying Adult Male 18.52 <0.00001 0.6119 

Crying Child 1.52 0.1544 0.0444 

Footsteps 5.88 0.000002 0.3051 

Laughing Adult Female 2.99 0.0037 0.1516 

Laughing Adult Male 4.57 0.00006 0.2432 

Laughing Child 0.76 0.6559 -0.0224 

Laughing Group 1.3 0.2503 0.0259 
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Sneezing 3.49 0.001 0.1833 

Snoring 0.36 0.9514 -0.0612 

Throat Clearing 1.41 0.1962 0.0355 

Drilling Pneumatic 1.26 0.2713 0.0226 

Drilling 2.55 0.0117 0.1226 

Hammer 6.27 <0.00001 0.3215 

Sawing Manual 2.16 0.0324 0.0943 

Sawing 1.96 0.0527 0.0798 

Helicopter 8.96 <0.00001 0.4173 

Jet Passing 3 0.0036 0.1523 

Propeller 2.23 0.0271 0.0995 

Train Breaks 1.61 0.1237 0.0522 

Train Signal 11.75 0.0000 0.4918 

Train Wagons 4.9 0.0000241 0.2597 

Rain 2.58 0.0109 0.1243 

Thunder 3.58 0.0008 0.1882 

Wind 3.05 0.0031 0.156 

 Note. Significant results are marked in bold. Although we show significant 

differences between the ratings for multiple categories, these results must be interpreted with 

caution because of the low sample size. 

 

All ratings were marked with some degree of variability between two consecutive ratings of 

the same sound. This is reflected by participants’ individual internal consistency (i.e., 

consistency between two ratings of the same sound) measured with Intra-Class Correlation 

Coefficient (see Table 6.4). 
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Table 6.4 

Consistency of Individual Raters’ Performance and Group Consistency for the Goodness of 

Exemplar Ratings of 'Car Starting’ Category' 

  95% CI  

Participant ID ICC Lower Upper 

2081 0.874 0.475 0.969 

2082 0.580 -0.743 0.896 

2083 0.844 0.420 0.960 

2084 0.730 -0.195 0.934 

2085 0.978 0.911 0.995 

2086 0.790 0.108 0.949 

2087 0.838 0.392 0.959 

2088 0.588 -0.538 0.896 

2089 0.885 0.534 0.972 

2090 0.916 0.623 0.980 

Group (all participants) 0.844 0.661 0.954 

 Note. Individual ICC (per participant) reflect how consistent each rater was in rating 

each sound twice (i.e., consistency between first and second rating). Group ICC (all 

participants) represents the consistency of all raters in rating each sound (not average across 

raters). 

 

In the above example, in addition to high individual consistency, participants showed very 

good agreement in how they rated each sound with ICC of 0.844 and a 95% confidence 

interval from 0.661 to 0.954 (F(9,171)=6.545, p<0.001). A similar pattern can be seen for 

most of the participants (for individual consistency measures of all 530 participants see 

Supplementary Materials 6.7) and across group agreement. The table of internal group 

consistency per category is also included Supplementary Materials 6.7. 

Reaction times were also recorded during this experiment. Previous research looking at 

timings of goodness judgments suggests that typical or more representative members of 

categories are processed faster (e.g., Kiran & Thompson, 2003; for evidence from 

neuroimaging see Torralbo et al., 2013). However, our research has not focused on 

comparing the processing of typical vs untypical exemplars, and we do not report these 

results here. 

6.3.4 Selecting the best exemplars of each class 

The selected sound samples are listed in Table 6.5. Audio files of the selected best exemplars 

are included in Supplementary Materials 6.8. 
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Table 6.5 

The Best Exemplars of each Category 

No Category (SoundName) 
INDSCAL 

rank 
Goodness 

rank 
Overall 

best rank 
Acoustic 

MDS rank 
Selected 

stimuli 

1 Car Horn 10 10 - - 10 

2 Bird Flying Off 6 7 7 - 7 

3 Birdsong 10 9 9 - 9 

4 Bird Squawk 10 1 1 - 1 

5 Cat Hissing 2 2 - - 2 

6 Cat Meowing 3 6 & 7 7 - 7 

7 Cat Purring 3 4 3 - 3 

8 Car Skidding 8 6 8 - 8 

9 Car Starting 4 6 4 & 6 4 4 

10 Cow Moo 4 7 4 - 4 

11 Dog Barking 2 6 2 - 2 

12 Dog Growling 7 7 - - 7 

13 Dog Howling 5 2 5 - 5 

14 Horse Galloping 8 2 8 - 8 

15 Horse Neighing 5 3 3 - 3 

16 Horse Snorting 6 10 6 - 6 

17 Insect Buzzing 9 4 9 - 9 

18 Insects Stridulation 4 10 10 - 10 

19 Fire 7 9 1 - 1 

20 River 3 2 3 - 3 

21 Sea Waves 4 6 8 - 8 

22 Waterfall 4 5 5 - 5 

23 Children Playing 3 3 - - 3 

24 Cocktail Party 9 4 1 - 1 

25 Coughing Adult Female 4 1 & 5 5 - 5 

26 Coughing Adult Male 10 2 10 - 10 

27 Crowd Applause 6 5 6 - 6 

28 Crowd Cheering 4 6 7 - 7 

29 Crying Adult Female 7 6 7 - 7 

30 Crying Adult Male 8 2 8 - 8 

31 Crying Child 2 7 2 & 7 2 2 

32 Footsteps 8 5 1 - 1 

33 Laughing Adult Female 4 4 - - 4 

34 Laughing Adult Male 5 8 8 - 8 

35 Laughing Child 7 3 7 - 7 

36 Laughing Group 7 7 - - 7 

37 Sneezing 5 6 6 - 6 

38 Snoring 7 10 7 - 7 
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No Category (SoundName) 
INDSCAL 

rank 
Goodness 

rank 
Overall 

best rank 
Acoustic 

MDS rank 
Selected 

stimuli 

39 Throat Clearing 10 3 9 - 9 

40 Drilling Pneumatic 2 2 - - 2 

41 Drilling 1 1 & 4 - - 1 

42 Hammer 9 1 3 & 4 3 3 

43 Sawing Manual 4 3 6 - 6 

44 Sawing 7 4 4 - 4 

45 Helicopter 3 6 3 - 3 

46 Jet Passing 8 9 9 - 9 

47 Propeller 5 6 5 - 5 

48 Train Brakes 4 9 4 - 4 

49 Train Signal 10 4 6 - 6 

50 Train Wagons 9 10 10 - 10 

51 Rain 7 9 9 - 9 

52 Thunder 8 10 8 - 8 

53 Wind 2 2 - - 2 

 Note. Each number represents sound sample selected as the best according to the 

method noted in the column heading so that for example, number '1'indicated as selected 

stimuli in 32nd row marked as ‘Footsteps’ denotes the sound ‘Footsteps_01_MONO.wav’ in 

the dataset. 

There were only two cases where rank comparison was the same for both sounds (e.g., Car 

Starting and Crying Child) and one class where this comparison pointed to another two 

sounds (Hammer). For those three classes, we consulted the ranking derived from the 

acoustic MDS to select the more central representation. 

6.3.5 Are perceptual judgements correlated with acoustic representations? 

Overall we observe a moderate to high correlations between perceptual judgements and 

acoustic representations of environmental sounds. For example, for the 'Car Skidding' 

category, there is a moderate positive correlation between the two spaces (see Figure 6.7). 

The summary of all the correlations across categories is reported in Table 6.6. Corresponding 

figures can be found in Supplementary Materials 6.9.  
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Figure 6.7 

Comparison of Perceptual and Acoustic Representations 

 

 Note. On the left: Representation of perceptual space derived from INDSACL model 

on pairwise similarity ratings. On the right: Representation of acoustic space derived from the 

MDS model on principal components of acoustic features. 

Table 6.6 

Correlations between Perceptual Judgements and Acoustic Space Occupied by 

Environmental Sounds Assessed by Mantel’s Test 

Category Spearman’s rho 

Car Horn -0.039 

Birds Flying Off 0.6771** 

Bird Song 0.6075*** 

Bird Squawk 0.2087 

Cat Hissing 0.6403*** 

Cat Meowing 0.0736 

Cat Purring 0.3244 

Car Skidding 0.5644*** 

Car Starting 0.1327 

Cow Moo 0.1332 

Dog Barking 0.1781 

Dog Growling 0.1385 

Dog Howling 0.1109 

Horse Galloping 0.5785* 

Horse Neighing 0.5053 

Horse Snorting 0.3644 

Insect Buzzing 0.6613*** 

Insects Stridulation 0.3021* 
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Category Spearman’s rho 

Fire 0.3212 

River 0.673*** 

Sea Waves 0.1175 

Waterfall 0.5383** 

Children Playing 0.4468* 

Cocktail Party 0.4974** 

Coughing Adult Female 0.0308 

Coughing Adult Male 0.5947*** 

Crowd Applause 0.5818*** 

Crowd Cheering 0.7356*** 

Crying Adult Female 0.0751 

Crying Adult Male 0.1644 

Crying Child 0.2373 

Footsteps -0.0279 

Laughing Adult Female -0.0277 

Laughing Adult Male 0.3262 

Laughing Child 0.3175 

Laughing Group -0.017 

Sneezing 0.1327 

Snoring 0.5711*** 

Throat Clearing 0.5038* 

Drilling Pneumatic 0.4785*** 

Drilling 0.158 

Hammer 0.314 

Sawing Manual 0.2011 

Sawing 0.2435 

Helicopter 0.30868 

Jet Passing 0.6046*** 

Propeller -0.1509 

Train Brakes 0.3698** 

Train Signal 0.2845* 

Train Wagons 0.4607** 

Rain 0.1399 

Thunder 0.1437 

Wind 0.1424 

 Note. Mantel’s test values range from -1 (strong negative relationship), through 0 

(no relationship) to 1 (strong positive relationship). Statistically significant coefficients are 

marked with asterisks. 
* p<.05 
** p<.01 
*** p<.001 
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6.4 Discussion 

The main focus of this chapter was to understand how people perceive natural sound 

categories and their inherent within-class variability and examine whether these 

representations are correlated with the acoustic structure of sounds. Furthermore, we set to 

establish the best exemplars of each class. To achieve that goal, we conducted two online 

experiments and examined acoustic and perceptual representations of sound categories. 

Our results show that there is a general trend in how people perceive natural sound 

categories. Within-class space is not a flat surface with items either belonging to the category 

or not. Instead, we see rather spread patterns indicating that some exemplars are considered 

as better than others. This is true for almost all categories, with only several classes 

presenting as distinctively more clustered (i.e. perceptually uniform) than others (e.g., Crowd 

Cheering, Horse Galloping, Sea Waves, but especially Birds Flying Off and Throat Clearing). 

When we compared pairwise similarity ratings with the goodness of exemplars, we noted that 

participants’ judgments on these two measures were not always in agreement on which were 

the best examples. On the other hand, we observed quite a lot of convergence in rating items 

as the worst exemplars of their class. One reason for that might be that these two rating scales 

capture different dimensions of auditory perception. Similarity ratings that do not provide any 

additional context tend to direct participants' listening strategies toward adopting a more 

holistic approach focused on the signal's acoustic characteristics. On the other hand, ratings 

of each sound as a good example of its class were obtained based on lexical labels 

and, therefore, could have activated more semantically oriented interpretations. We proposed 

a procedure for selecting the best exemplars of each class by combining these two types of 

information (see Section 6.2.7.5). This way, although the selected exemplars might not lie 

exactly in the centre of acoustic space or be rated as best exemplars of their class, they meant 

to represent the best exemplars balanced across these two dimensions. Furthermore, these 

results suggest that categorical membership is not resolved based on simple yes or no 

answers, but might involve the continuous perception of objects in acoustic space and more 

complex processes (Leech, Gygi, Aydelott, & Dick, 2009). 

Finally, it is interesting to note several significant correlations between the perceptual and 

acoustic spaces for some categories (e.g., the sound of a skidding car, waterfall of children 

playing). We see the overall medium to high correlations across 24 out of 53 categories. 

Although the employed method cannot capture the complexity of the relationship between 

these two spaces, we show that, at least for some categories, these two spaces are organized 
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in a similar fashion. This might be reflective of the fact that either participants’ similarity 

judgements were indeed based on the acoustic information or acoustic similarity between 

those sounds (Rosen, Srinivasan, Gaston, & Perelman, 2018), or that natural sound categories 

are acoustically grounded. Future research should look into investigating this issue further. 

6.4.1 Limitations and directions for further research 

Although we present the maps of perceptual space for each category, these representations 

are somewhat limited in their scope. Firstly, we cannot quantify what the established 

similarity between the two sound samples mean. The rating scale assigns arbitrary values to 

the perceptual constructs, what makes it hard to quantify and compare across categories (e.g., 

to see how various categories differ from each other in terms of their inherent variance). We 

already discussed the need for a features-independent measure of acoustic similarity (see 

Section 4.4), and here also such a tool could help estimate similarity between two signals and 

complement our experiments with that missing information. Secondly, the interpretability of 

the two-dimensional sound representations is not very appealing. It is hard to translate the 

information contained in the audio signal into two-dimensional perceptual space. In the visual 

domain, the object’s features are more tangible qualifiers and can be easily understood from 

MDS solutions (e.g., colour or size of the butterflies’ wings, Hout, Goldinger, & Brady, 

2014; colour or texture of novel items, Horst & Hout, 2015). Unfortunately, it is much more 

difficult in the auditory domain, as perceptual dimensions for auditory perception are not so 

well established. Perhaps, focusing our future efforts on developing clearly defined 

dimensions of auditory perception could offer some solution here (see Hebart et al., 2020 for 

similar work in the visual domain).  

Furthermore, these two-dimensional maps make it difficult to establish the correspondence 

between acoustic, semantic and perceptual data in a more sophisticated way. One reason for 

that is that these data come from different domains, yet another issue is that they use arbitrary 

scales which have nothing in common. Although the correlation between similarity matrices 

gives some rough estimate of how these spaces might be related, it is not sufficient to reflect 

the complexity of the relationships between those spaces. Further work should focus on 

finding a way to connect this information. Perhaps adapting available solutions like 

Similarity Network Fusion (Wang et al., 2014) would allow us to combine information from 

multiple sources (many datasets, many participants), many types of data (similarity, similarity 

ratings, acoustic features) and map them into a common dynamic framework. This approach 
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proved to be useful in mapping medical information coming from various sources such as 

DNA methylation, mRNA and microRNA expression and creating network representations of 

cancer subtypes and patient survival profiles (Wang et al., 2014; Duan & Wang, 2018; Liu & 

Shang, 2018). Also, modelling predictions of perceptual space based on acoustic alone would 

be an exciting avenue for further research (e.g., Mehrabi, Dixon, & Sandler, 2019). 

Another weakness of this study was the paucity of available participants completing pairwise 

ratings as well as a number of exemplars in each class. In retrospect, having ratings of 10 

people per class might not be sufficient to establish a stable rating of a class. Although we did 

show that there is some degree of consistency in participants’ ratings (even if not at the 

individual level, the ratings are consistent at the group level), we cannot interpolate these 

conclusions into general trends of perception. Secondly, having too few examples in each 

class does not allow us to talk about acoustic variability within-class in a broader context as 

we tested only a small subsample of each category. Nevertheless, our data gave us a good 

indication of what might be happening within categories and set a new direction for further 

research. 

Finally, although our dataset allows for flexible comparisons within and between categories 

at various levels of complexity, we have not included any of these broader contexts in our 

research. One reason for that was the limited timeline of this research project. Secondly, the 

between-category questions could not be answered without mapping the within-category 

space first. We explored how within-category space is represented at the lowest level, but we 

had not established what happens at the more inclusive levels. The next steps should expand 

that context into comparisons within categories at higher levels of complexity (e.g., 

investigating the variability within basic class categories) and between classes. Although the 

current study is limited in its scope, our initial results open a new door to a new world of 

between-category comparisons. 

6.4.2 Conclusions 

Despite its exploratory nature, this study offers some invaluable insight into understanding 

the perception of natural sound categories. Most importantly, we show that natural sound 

categories are not uniform groups of sounds, but rather are marked with a significant amount 

of variability within the class. This is true not only for ratings of perceived acoustic similarity 

but also for estimates of the representativeness of each sound as exemplars of their class. 

These results demonstrate how important it is to explore categories distribution and their 
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internal variability before selecting stimuli for experiments. Without knowing where the 

boundaries of the category are, and how well the stimuli fits within these boundaries, there is 

a considerable risk that our selected sample will be either random or biased. This study has 

also shown strong links of perceptual judgements with underlying acoustic structure. Since 

we cannot comment on the nature of that relationship, we can only hope that this will be 

addressed by future research. Finally, to facilitate research in the field, we provide within-

category description supplementing our dataset and deliver a selection of the best exemplars 

from each category for use in further research. 
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CHAPTER 7 

Discussion and Conclusions 

In this final chapter, the findings from acoustic and semantic analyses, as well as results from 

both studies are summarised. We offer  a brief overview what has motivated this research, 

what was the overarching goal behind it and what we have achieved so far. This is followed 

by a discussion of the theoretical, methodological and practical implications of the results 

obtained. Lastly, the chapter discusses the limitations of the study and potential directions for 

further research. 

7.1 Background 

The main purpose of this thesis was to explore the acoustic and semantic space of natural 

sound categories and links between these spaces, which underlie our perception of the 

surrounding acoustic environments. Although we cannot answer all the questions we raised, 

or provide the reader with clear conclusions, because the work presented here was mostly 

exploratory, our research provided several significant contributions along several threads 

emerging from the reviewed literature.  

First, we stumbled upon the lack of appropriate dataset which would allow us to explore the 

acoustic and semantic structure of environmental sounds. We recognise that this could be 

partially the reason why issues related to within-class variability were not investigated so far. 

To fill that gap, we set to develop a comprehensive database including sounds than can be 
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considered at various levels of complexity, sounds produced by the same sources that are 

acoustically different (within-class acoustic variability) and acoustically similar sounds 

produced by different sources (between-category confusion). 

Second, up to date, very little attention was given to investigating the acoustic variability of 

sound samples within categories and their underlying acoustic structure. As mentioned above, 

no consistent methodology was available to tackle this type of questions. Classification and 

categorisation are entirely focused on predictions' accuracy (Pereira et al., 2018) but at the 

price of neglecting features’ contributions and their importance. Our research takes an 

exploratory approach to illuminate these issues. We provide an overview of the acoustic 

properties of the environmental sounds by focusing on these long-neglected details of the 

within-class variability and exploring their acoustic structure (Research Question 1). 

Third, we took a unique approach by incorporating sound labels and their structure into the 

dataset as equally important counterparts. It is impossible to consider sounds without their 

labels or annotations as they provide a direct link between the content of the audio signal and 

meaningful categories derived from the sound classification system. We set to establish a 

framework for mapping semantic space occupied by sound labels to test how well they reflect 

sounds they describe (Research Question 2). 

Finally, since category membership relies to some degree on the recognised similarity of 

exemplars within the category, we focused on understanding how people perceive groups of 

sounds and their within-class variability and examined whether these representations are 

correlated with the acoustic structure of sounds (Research Question 3). Furthermore, we set 

to establish the best exemplars of each class. To achieve that goal, we conducted two online 

experiments and examined acoustic and perceptual representations of sound categories. 

Overall, our work presented here is focused on three general aspects of environmental sounds 

perception – their acoustic and semantic structure and their perceptual representations and 

combines the methodology used broadly in acoustics, linguistics in behavioural research to 

address those questions. 

7.2 Main research findings 

7.2.1 Acoustic structure of environmental sounds (Research Question 1) 

In line with previous research investigating the usefulness of acoustic features in 

classification and category prediction, we show that none of the acoustic features is sufficient 
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to resolve sounds categorical membership. Some features are more informative than others, 

but overall there is huge variability in how well acoustic descriptors can discriminate between 

various classes. Exploratory cluster analyses revealed several interesting patterns in the data, 

but as expected, none of these clusters coincided with the actual categorical groupings of our 

sounds. Taken together, these results might suggest that acoustic content alone might not be 

sufficient to explain human perception and that other information such as sound meaning or 

function might play a role. 

Concurrently, results from LDA modelling clearly show that the performance accuracy varies 

considerably not only between classes but also across different levels. According to previous 

research, basic classes such as dog or cat, are more easily recognised and more frequently 

used by people for object naming and therefore provide the most efficient and readily 

accessible framework for interpreting our surroundings. This suggests that class level might 

be yet another contributing factor and that any categorical decisions will be influenced by the 

apparentness of those preferred groupings. 

These results can also be explained in view of the acoustic homogeneity of sound samples 

within groups. Removing the problematic classes with the lowest prediction accuracy 

significantly improved the overall performance of the models indicating that either those 

classes are not adequately represented by their exemplars, have no sufficient coverage of 

within-class variability to allow the algorithm to learn the acceptable boundaries of the 

category, or simply our classes did not have a sufficient number of examples. In any case, 

problematic categories like that should not be discarded to improve the model, but rather the 

model should be adapted or perhaps more complex method should be used to account for the 

oddness of these classes. 

7.2.2 Semantic structure of environmental sounds (Research Question 2) 

Although previous research investigating the topography of sound labels was rather limited, 

we hypothesised that at least to some degree, the sound labels would capture the overall 

structure of language. We expected some degree of systematicity in how the labels are 

distributed since the language is (1) hierarchically organised or (2) dependant on co-

occurrence statistics, and so the resulting semantic maps of environmental sound labels will 

be well-organised and show clear clusters of related meanings. The underlying assumption 

here was that the language is structurally ordered, if not hierarchical in nature, so we 
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predicted clear categorical groupings to show on the multidimensional representations of 

semantic space. 

It proved to be only partially true. We observed obvious groupings of human and animal 

sounds in representations yielded by both models (WordNet lexicon and global vectors word 

embeddings). It is perhaps because human sounds are the most meaningful sounds to our 

species and therefore our vocabulary used to describe those sounds is more developed (i.e., 

have more specific nodes in WordNet lexicon) or talking about ourselves dominates our 

discourse (i.e., as reflected by a high count of co-occurrences of these words). The reason for 

that may also be as simple as the fact that all the labels describing human sounds have a 

common denominator in similarity calculation – a human being. Regardless of the form, the 

labels such as ‘man’, ‘woman’, ‘person’ or ‘child’ will keep these sound labels in relative 

proximity. 

On the other hand, labels describing sounds made by animals might be organised by the 

underlying animal taxonomy (e.g., the Linnean system and the subsequent works 

supplementing the main divisions). This means that the relationships between various animal 

species are structured hierarchically in the lexicon (which has straightforward implications 

for calculating distances with sources like WordNet) and also limit their use in large-scale 

corpora like Wikipedia since even there their definitions and relationships are clearly defined 

(e.g., because the animals from proximal species might be often discussed in common 

context).  

Somewhat more surprising was a relatively broad distribution of labels corresponding to 

manmade sounds. They are widely spread from one end of the space where people are 

towards animal labels. There are several interpretations of that pattern. First, according to the 

evolutionary timeline, all these objects were formed last and so they might not have so well-

established semantic space. The same comes for their labels which were developed even 

later, once the objects were invented, what might influence how these objects are 

semantically structured. Second, some of them combine features or all objects or have similar 

parts even if they serve different purpose what might not be adequately reflected by the 

language resources we used. Third, some of these sounds were created to imitate functions or 

properties of other objects. For example, honks and horns were designed to signal danger as 

animal calls do. Then, there is, of course, an aspect of a ‘person’ using some of these tools, 

and some elements of the tools or machines being parts of one another which could cause 

these words to co-occur in similar context more often. 
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7.2.3 Perceptual representations of environmental sounds (Research Question 3) 

In line with the reviewed literature, our acoustic analyses showed that there is sizeable 

acoustical variability of signals not only between but also within classes. When exploring 

their perceptual representations, we expected some correlation with these results. Per these 

predictions, we showed that the representations of within-category space are not uniform and 

that they vary from category to category. Furthermore, when we compared pairwise similarity 

ratings with the goodness of exemplars, we noted that participants’ judgments on these two 

measures were not always in agreement. One explanation might be that these two rating 

scales capture different dimensions of auditory perception – similarity ratings tend to direct 

participants' listening strategies toward adopting a more holistic approach focused on the 

signal's acoustic characteristics, whereas ratings of each sound as a good example of its class 

focus on lexical labels and, therefore, can activate more semantically oriented interpretations. 

These results suggest that categorical membership is not resolved based on simple yes or no 

answers, but might involve the continuous perception of objects in acoustic and semantic 

space and more complex processes (Leech, Gygi, Aydelott, & Dick, 2009). 

7.3 Limitations and directions for further research 

Apart from the limitations we identified and suggestions already discussed throughout the 

thesis, here we emphasise the most critical issues and valuable directions for further research. 

The major limitation of this study is that despite all our efforts to provide insight into 

relationships between acoustic, semantic and perceptual spaces, we only caught a glimpse of 

that space. Furthermore, we explored within-class space but provided no straightforward 

insight into between-class topography. This was caused at least in part because it was 

impossible to map between-class spaces without clearly defining the boundaries of these 

classes first. 

The majority of our research was therefore focused on exploring the within-class 

representations. In future research, more attention should be paid to between-class 

relationships. As consistently shown in our analyses, the more similar sounds (i.e., those 

clustered together based on acoustic features) are more likely to be confused when predicting 

their categorical membership. Indeed, human judgements might also rely on the degree of 

perceived similarity, and so, acoustically more similar sounds might be more likely grouped 

together than those less similar. This will have severe consequences for disentangling 

acoustic vs semantic similarity contributions, and so, controlling for the amount of the 
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available acoustic information (which can affect participants’ groupings decisions) is crucial 

when selecting the stimuli. Here, manipulating the amount of information seems to be a 

viable solution to test these hypotheses. However, as appealing as it sounds, it is 

tremendously difficult to achieve. As shown in the analyses described in Chapter 3, resolving 

categorical membership relies on multiple acoustic features intertwined with one another. 

Altering any of those dimensions will introduce unwanted distortions in the overall spectral 

structure of each sound. Global metrics of acoustic similarity utilise reduced representations 

and have their own caveats. As an alternative approach, we could examine grouping patterns 

from spatial arrangement task. This method would enable us to assess whether indeed 

acoustic features or global acoustic similarity are somewhat reflected in people’s perceptual 

judgements. 

Unfortunately, having an incomplete picture of the categorical space, we could not combine 

that information in a coherent way. Although we showed that cluster analyses based on 

acoustic features do not overlap with sounds’ actual categories; we also demonstrated that 

there is a trend towards a positive correlation between acoustic and perceptual representations 

of environmental sounds. One major critique here is that the sampled space might not be 

representative of the overall variability of natural sound categories. This has serious 

implications for the generalizability of these results (and any subsequent analyses utilizing 

these sounds) and more research should be conducted to test whether the observed patterns 

are datset-specific or are indeed reflective of heterogeneity of natural sound categories. 

Furthermore, the methods we used are not rigorous enough to capture the variability within 

these classes. The relationship between acoustic, semantic and perceptual spaces is much 

more complex than could be possibly captured by simple correlation measures. As discussed 

earlier (see Section 6.4) more sophisticated modelling (e.g., Similarity Network Fusion, 

Wang et al., 2014) could help understand these relationships and build a network 

representation of all that information covering various spatial dimensions, perspectives and 

types of information used in describing environmental sounds. 

Finally, it is unfortunate that the study did not include comprehensive modelling based on our 

data. We acknowledged multiple times the issue of the scarcity of the normative data and its 

importance for making informed decisions in selecting stimuli. In most cases, it is impossible 

to gather perceptual data about every single item in the dataset, so building a model that 

could predict that would be of extremely useful in guiding research design. Future research 

should explore the possibility to build a model which would predict perceptual space based 
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on acoustic and semantic information at hand. These predictions could be then compared with 

actual between-category rating data or similarity estimates derived from aggregating matrices 

composed from spatial arrangement task (Kriegeskorte & Mur, 2012). This would provide a 

valuable extension of our line of work and could serve as an excellent tool in improving 

research paradigms and degree of rigour in experimental design. 

7.4 Implications 

Our work made several significant contributions that should be acknowledged. First, we show 

that the notion of similarity provides a useful framework in mapping acoustic, semantic and 

perceptual space of environmental sounds, proving some of its critiques wrong. At the same 

time, we demonstrated that similarity on its own might not be sufficient to resolve categorical 

membership and that some more complex relationships might be at play.  

Second, we suggest that categorical results do not always imply categorical perception. As 

shown by results from our experimental work, categories are not perceived as clusters of 

uniform sounds. There are significant differences within classes, and the capacity of the 

category boundaries should be further investigated by extending the current selection of 

classes, sound exemplars and acoustic descriptors. It seems that auditory perception is not 

linear or clearly categorical, but rather a process with continuous representations of objects 

that have fuzzy and perhaps even overlapping boundaries. Our work suggests that there is 

some continuity and granularity in perceptual representations of natural sound categories, but 

our results should be interpreted with caution due to limited selection of sounds we used. 

Exploring the flexibility vs rigidness of categorical boundaries and categorical vs continuous 

perception in a broader context of environmental sounds could be interesting avenues for 

further research.  

Third, we provide several resources that can be used in future research. (1) We developed a 

comprehensive dataset comprising of manually selected 530 environmental sounds. In its 

current form, the dataset consists of 53 natural sound categories and 10 exemplars per class, 

but it should be expanded to improve its usability. We complement this dataset with 

systematically developed labels, extracted acoustic features and behavioural data, which 

helped us to establish the best exemplars of each class. (2) We presented an adapted tool for 

calculating semantic similarity between sound labels. We should work towards validating the 

method to establish a clear protocol for mapping sound labels. It can be especially useful for 

large datasets and crowdsourcing data where the labels are not always systematically 
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developed (e.g., are inconsistent, use different language forms). (3) We provide excellent 

‘single source’ descriptions which include well-annotated and consistently named sound 

samples with estimated acoustical and perceptual space. This information could be 

incorporated into training for classification, recognition and evaluation algorithms to improve 

their performance. 

Overall, although exploratory, our findings have significant implications for the 

understanding of how natural categories are acoustically, semantically and perceptually 

represented. 

7.5 General conclusion 

As observed across existing applications, the type and quality of the sound sample (e.g., due 

to equipment parameters or settings, type of compression), as well as the circumstances in 

which the recording has been made (e.g., environmental conditions such as wind or rain, the 

distance of the microphone from the source) have tremendous effects on model's 

performance. It is decreasing with the amount of information loss or the number of undefined 

parameters. The number of exemplars available for training, as well as the representativeness 

of those examples might also influence their predictive power. On the other hand, the human 

ear is far more sensitive and can ignore such distortion without compromising its 

performance. Categorical representations need to be relatively robust to changes in sound 

location, volume or signal distortions within the particular category to account for internal 

variability of exemplars while remaining sensitive to the differences between the distinct 

categories and contextual influences to separate one sound source from another. As shown in 

our study, we also need to account for the perceived variability within each group of sounds 

and the potential overlaps between classes. Even though it is not free from mistakes, overall 

the auditory system is adept in filling missing information, recognising sounds despite 

temporal or spectral distortions (Isnard et al., 2016) and highly proficient while working with 

very short excerpts of sounds (Suied, Agus, Thorpe, Mesgarani, & Pressnitzer, 2014). It 

remains an open question whether machine and human classification share any underlying 

principles or even use similar acoustic features for these judgements. 
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APPENDICES 

Appendix A 

Full List of Preselected Categories 

Table A1 

Full List of Preselected Categories and their Definitions 

LP Sound name Subcategory Category Definition 

1 BirdSong Animals Nature 
Harmonic communication calls, chirps, 

tweets often considered melodious to 
the human ear. 

2 BirdSquawk Animals Nature 
Abrasive, unpleasant sharp sound 
produced by a bird 

3 BirdsFlyingOff Animals Nature 
Sounds caused by a bird's use of its 
wings to travel through the air 

4 CatHissing Animals Nature 
A fricative sound, such as from a cat 
giving warning, or an audience 
indicating disapproval 

5 CatMeowing Animals Nature The classic tonal sound made by cats 

6 CatPurring Animals Nature 
A tonal fluttering sound made by cats 

to indicate contentment or relaxed 
pleasure 

7 CowMoo Animals Nature 
The classic communication sound 
made by a cow or a bull 

8 DogBarking Animals Nature 
The main sound produced by dogs, 
often referred to as woof 

9 DogGrowling Animals Nature 
A low, guttural vocalization produced 

by animals as a warning, a sign of 
aggression, or to express anger 

10 DogHowling Animals Nature The long plaintive cry 

11 HorseGalloping Animals Nature A sound of a horse's hoofs, clip-clop 

12 HorseNeighing Animals Nature 
The characteristic communication 
sound made by a horse 

13 HorseSnorting Animals Nature 
The sound of a rapid exhale through a 
nose 

14 InsectBuzzing Animals Nature 
Sound made by insects' wings 
vibrating 

15 InsectsStridulation Animals Nature 
Sound made by rubbing one part of the 
insect's body against another 

16 Fire Environment Nature 

An irregular sequence of sharp sounds, 

as from sudden vaporization of liquids 

trapped in a burning solid, or from a 
collection of snapping noises 

17 River Environment Nature 
Sounds of a body of water with a 

current, confined within a bed and 
banks 
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LP Sound name Subcategory Category Definition 

18 SeaWaves Environment Nature 
Sounds of the body of saline water 
hitting the shore 

19 Waterfall Environment Nature 
The sound of water flowing over a 

vertical drop or a series of drops in the 
course of a stream or river 

20 ChildrenPlaying 
Vocal 
nonspeech 

Human 
Vocalizations of a group of children 
playing 

21 CocktailParty Vocal speech Human 
Loud, disordered, unintelligible speech 
noise from many sources 

22 CoughingAdultFemale Respiratory Human 

A reflex of an inhalation, a forced 
exhalation against a closed glottis, and 

a violent release of air following 
opening of the glottis 

23 CoughingAdultMale Respiratory Human 

A reflex of an inhalation, a forced 

exhalation against a closed glottis, and 

a violent release of air following 
opening of the glottis 

24 CrowdApplause Motor Human 
A group expression of approval by the 
collective act of clapping hands 

25 CrowdCheering 
Motor & 
vocal 

Human 

Encouraging, stimulating, or exciting 
vocalizations indicating approval or 

welcoming persons, announcements, 
etc. 

26 CryingAdultFemale 
Vocal 
nonspeech 

Human 
Sound associated with shedding of 

tears, arising from erratic inhalation, 
breath holding, and muscular tremor 

27 CryingAdultMale 
Vocal 
nonspeech 

Human 
Sound associated with shedding of 
tears, arising from erratic inhalation, 
breath holding, and muscular tremor 

28 CryingChild 
Vocal 
nonspeech 

Human 
Sound associated with shedding of 

tears, arising from erratic inhalation, 
breath holding, and muscular tremor 

29 Footsteps Motor Human 
Sound of feet, or shoes contacting the 
ground 

30 LaughingAdultFemale 
Vocal 
nonspeech 

Human 
Sound of rhythmical contractions of 
the diaphragm 

31 LaughingAdultMale 
Vocal 
nonspeech 

Human 
Sound of rhythmical contractions of 
the diaphragm 

32 LaughingChild 
Vocal 
nonspeech 

Human 
Sound of rhythmical contractions of 
the diaphragm 

33 LaughingGroup 
Vocal 
nonspeech 

Human 
Sound of rhythmical contractions of 
the diaphragm 

34 Sneezing 
Respiratory 
& vocal 

Human 

A convulsive expulsion of air from the 

lungs through the nose and mouth, 
usually caused by foreign particles 
irritating the nasal mucous 

35 Snoring Respiratory Human Sound caused by the vibration of 

respiratory structures due to obstructed 
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LP Sound name Subcategory Category Definition 

air movement 

36 ThroatClearing 
Respiratory 
& vocal 

Human 

A sound made at the back of the throat 

by tightly constricting the 

laryngopharyngeal tissues and 
vibrating the palatoglossal arch and the 

vocal folds while exhaling through the 
nose 

37 DrillingPneumatic Tools Manmade 

The sound of a pneumatic or electro-

mechanical tool that combines a 

hammer directly with a chisel, usually 
used to break up rock, pavement, and 
concrete 

38 Drilling Tools Manmade 
Sounds of a tool used for making holes 

in various materials via a rotating drill 
bit 

39 Hammer Tools Manmade 

Sounds made by a tool or device that 

delivers a blow to an object. Most 
hammers are hand tools used to drive 

nails, fit parts, forge metal, and break 
apart object 

40 SawingManual Tools Manmade 

Sounds of a tool consisting of a tough 

blade, wire, or chain with a hard 
toothed edge, used to cut through 
material, most often wood 

41 Sawing Tools Manmade 

Sounds of a tool consisting of a tough 

blade, wire, or chain with a hard 

toothed edge, used to cut through 
material, most often wood 

42 CarHorn Transport Manmade 

The sound of a motor vehicle 

accessory whose purpose is to provide 
an audible alert of the vehicle's 
presence 

43 CarSkidding Transport Manmade 

The sound of a vehicle sliding on a 

road surface as a consequence of its 

wheels losing sufficient frictional 
contact 

44 CarStarting Transport Manmade 

The sound of an engine starting from 
rest, which may involve a specific 

starter mechanism (as in a standard 
car) 

45 Helicopter Transport Manmade 

Sounds of a type of rotorcraft in which 

lift and thrust are supplied by rotors. 
This allows the helicopter to take off 

and land vertically, to hover, and to fly 
forward, backward, and laterally 

46 JetPassing Transport Manmade 

The sound of an internal combustion 

air breathing engine that generates 

thrust by discharging a fast-moving jet 
of gas 

47 Propeller Transport Manmade The sound of an aircraft propulsion 
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LP Sound name Subcategory Category Definition 

system that converts rotary motion 

from an engine via a rotating set of 
blades into forward thrust through the 
air 

48 TrainBrakes Transport Manmade 

The high-pitched tones caused by steel 

train wheels rubbing against rails, for 

instance when traversing a tight bend 
or when braking 

49 TrainSignal Transport Manmade 
The sound of an air horn which serves 

as an audible warning device on diesel 
and electric locomotives 

50 TrainWagons Transport Manmade 

The sound of one or more coupled 
vehicles running on a rail track to 

transport cargo or passengers, 

propelled by a separate locomotive or 
individual motors in each railroad car 

51 Rain Weather Nature 

The sound of droplets of liquid water 
that have condensed from atmospheric 

water vapor and then fallen under 
gravity 

52 Thunder Weather Nature 

The sound caused by lightning. 

Depending on the distance and nature 
of the lightning, thunder can range 

from a sharp, loud crack to a long, low 
rumble 

53 Wind Weather Nature 

Sounds caused by the large-scale flow 

of gases, especially the air flowing 

over the surface of the Earth. Long-
duration winds have various names 

associated with their average strength, 

such as breeze, gale, storm, and 
hurricane 

Note. Each category consists of 10 acoustically different exemplars. 
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Appendix B 

Acoustic Features Distributions 

Figure B1 

Distribution of Spectral Centroid 

 

Note. Distribution of spectral centroid distinguishes groupings of sounds with low, medium 

and high values along that dimension. Categories with low spectral centroid values also show 

a general low variance across exemplars, whereas those with high spectral centroid show high 

variability (i.e., more spread values within class). Interestingly, the majority of human sounds 

(plotted in blue), such as Coughing, Laughing and Crying, are concentrated within the 

medium spectral centroid range. We can also see that several natural (e.g., Insects 

Stridulation, birds’ sounds, Cat Hissing, Rain or Fire; plotted in green) and manmade (e.g., 

Drilling, Sawing or squealing of braking train; plotted in red) sounds have relatively high 

spectral centroid values. 
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Figure B2 

Distribution of Spectral Crest 

 

Note. Spectral crest presents with a pattern of high, medium and low values which might be 

useful for categorisation. We can see several categories with relatively small overall crest 

values, but also very low variability, for example, Crowd Applause, the sound of Birds Flying 

Off, Horse Snorting, Children Playing or Cocktail Party. On the other hand, there are also 

several natural sounds’ classes with high overall values and high variability across exemplars, 

like Sea Waves, Fire, Cat Purring or Cow Moo. Laughing Male and Group have much lower 

crest values than Laughing Female and Child. Most human sounds are concentrated in the 

small to medium spectral crest values, with Crying and Laughter having higher values. 
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Figure B3 

Distribution of Spectral Entropy 

 

Note. Distribution of spectral entropy shows a moderate variation in overall values (0.3-0.6) 

but distinguishes sound classes which have different patterns of variability across their 

exemplars. Human and natural sounds show less variability across exemplars than manmade 

sounds. The exceptions with high variability are Cat Purring, Cow Mooing and Fire in natural 

sounds, and Crying Female, Coughing Male and Snoring in human sounds. Water sounds 

(Rain, Waterfall, River and Sea Waves) have the highest Entropy together with tool sounds 

like Drilling or Sawing. 
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Figure B4 

Distribution of Spectral Flatness 

 

Note. As we can observe from the distribution, spectral flatness shows relatively low 

variability in comparison with the other features. Most of the human vocal sounds (Laughing, 

Coughing, Crying), have moderate flatness values what distinguishes them from other 

classes. Highest Flatness values are populated mostly by natural sounds such as Buzzing or 

Stridulation of insects, water sounds (River, Waterfall, and Rain), Galloping Horses, Birds 

Flying Off, Fire and interestingly also Birdsongs. 
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Figure B5 

Distribution of Fluctuation Strength 

 

Note. Most of the categories have very low fluctuation strength values and variability across 

exemplars within the class. However, several sounds show a distinctively different pattern. 

Sounds of Crying (Male, Female and Child), as well as Laughing Female and Footsteps, have 

bigger average values and higher variability within the exemplars, what might help in 

distinguishing them from other classes. Dog Barking covers almost all range of fluctuation 

strength values which might be problematic in establishing categorical membership of 

exemplars belonging to that group. Hammer sound can be clearly distinguished from all other 

classes based on fluctuation strength value alone since it has values which do not overlap 

with any other group. 
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Figure B6 

Distribution of Spectral Flux 

 

Note. Spectral flux has relatively stable values across categories. However, we can see some 

more spread in the flux values for transportation sounds such as Train Wagons, Car Starting 

and Skidding, Propeller, Jet Passing and Helicopter. Interestingly, Thunder sounds group 

together with these sounds and has the highest spread of flux values. 
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Figure B7 

Distribution of Harmonic Distortion 

 

Note. Although harmonic distortion distribution is relatively flat, there are several exciting 

groupings which might be informative for categorisation. For example, Birdsongs, which 

very low harmonic distortion values, can be distinguished from all other classes based on this 

acoustic feature alone. Similarly, the sounds which can be described as more harmonic or 

high pitched Insects' Stridulation, Cat Meowing, Dog Howling, Birds Squawk, Train Brakes 

and Car Horn, along with Skidding Cars and Crying Children. On the other end (with high 

harmonic distortion values) we see a cluster of natural sounds like Fire, flapping wings or 

water sounds (River, Sea Waves, Waterfall and Rain) together with the Passing Jet, Sneezing 

and Sawing. The lowest variability within exemplars is observed for Cocktail Party and 

Footsteps sounds, whereas the highest variability for Insects Stridulation. 

  



 

217 

Figure B8 

Distribution of Harmonic Ratio 

 

Note. Harmonic ratio is one of the most informative features showing a clear pattern of high, 

medium and low values across categories and provides useful information for determining 

sounds' categorical membership. On the low-value end, we see all the features which were 

shown to have high harmonic distortion values. Similarly, on the high-values' end, we see 

highly harmonic and high pitched sounds we noted to have lower harmonic distortion scores. 

The majority of human sounds is cumulated in the middle of the harmonic ratio range, with a 

few classes such as Laughing and Crying scoring higher than others. The majority of 

mechanical sounds is grouped within the lower end of the harmonic ratio scale indicating, as 

expected, that these sounds are not harmonic. The only exceptions are Car Skidding, Train 

Signal, Car Horn and squealing Train Brakes. As predicted, the majority of animal 

vocalisation score higher on the Harmonic Ratio than other environmental or weather sounds. 

  



 

218 

Figure B9 

Distribution of Impulsiveness 

 

Note. Like several other features, impulsiveness has relatively flat distribution, which means 

that the majority of sounds have low impulsiveness values (e.g., animal vocalisations or 

tools). However, a big group of vocal (Crying, Laughing and Coughing) and vocal-

respiratory (Sneezing, Snoring and Throat Clearing) have higher impulsiveness values. Also, 

several natural sounds such as Cat Purring, Horse Galloping, Birdsong and Fire are clearly 

separated from all other animal and nature sounds. The most distinctive Impulsiveness score 

can be observed for the sound of a Hammer, which is much higher than any other class. It 

means that Impulsiveness alone can differentiate Hammer from any other sound. 
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Figure B10 

Distribution of Spectral Kurtosis 

 

Note. Spectral kurtosis is one of the least informative features as its values are stable across 

classes. The only sound category that could be potentially distinguished based on the high 

variability of spectral kurtosis is Cat Purring. 

  



 

220 

Figure B11 

Distribution of Spectral Slope 

 

Note. Overall spectral slope values differentiate between sounds having on average lower 

values and higher variability across exemplars, and those with higher values and low 

variability. The former group consists mostly of manmade mechanical and transportation 

sounds. We can also see Crowd Applause and Cheering on this end, together with several 

animal vocalisations such as Horse Neighing, Cow Mooing and Dog Howling and rumbling 

Thunder. Two manual tools – Saw and Hammer, show low variability and higher overall 

Spectral Slope values than other tool sounds and can be clearly separated based on that 

feature. The majority of human vocal sounds have high slope values with relatively low 

variability across exemplars. These might be more easily distinguished from other classes. 

Still, at the same time, such a similarity might be a source of confusion while differentiating 

between human sounds at a lower level of abstraction (e.g., while attempting to separate 

Laughing from Crying). 
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Figure B12 

Distribution of Spectral Peak 

 

Note. Spectral Peak presents with stable values, but there are a few classes for which this 

feature take different values and hence might provide conclusive information for 

differentiating some categories. For example, Cow Moo, Dog Howling, Car Horn and 

Skidding, as well as Birdsong, Train Brakes and Signal have higher values than other classes. 
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Figure B13 

Distribution of Pitch 

 

Note. There is a lot of variability across and within classes in terms of pitch values. Overall, 

human sounds' pitch is narrower in range and is concentrated in the mid to high values space. 

The most extensive variation in pitch can be seen for Snoring sounds. Natural sounds are 

spread along with the pitch range. They include sounds with low (e.g. Thunder, water 

features, Cow Moo, Birdsong) variations within the class, and those who vary significantly 

within the group (e.g., Dog Growling, Wind, or Insects Stridulation). Manmade sounds are 

concentrated mostly in the lower end of pitch values, with only Train Brakes with high 

values. Transportation sounds (e.g., aircraft sounds, Staring Car or Train Wagons) all have 

low pitch values and low variability within the class. The highest within-class variability in 

Pitch can be observed for Pneumatic Drilling, Sawing, Train Signal, Car Skidding and Train 

Brakes. 
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Figure B14 

Distribution of Spectral Roll-Off 

 

Note. Human sounds are mostly concentrated in the middle of the spectral roll-off range, with 

only a few reaching its lower end (Cocktail Party, Crying Male and Laughing group). Natural 

sounds are grouped on the right-hand side with high values, but there are also several 

categories with very low roll-off values (Cat Purring, Thunder, Wind, Dog Barking, 

Growling and Howling, and Cow Moo). Highest variations in roll off are noted or Insects 

Buzzing, Footsteps, Snoring, Fire, Pneumatic Drilling, Rain and Insects Stridulation. 
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Figure B15 

Distribution of Roughness 

 

Note. Roughness values are evenly distributed for most categories. However, several groups 

are marked with distinctively higher values (e.g., Insects Buzzing and Stridulation, Horse 

Snoring and Galloping, Helicopter or Hammer) and also a within-class variation (e.g., Dog 

Growling, Snoring, Propeller and Cat Purring). 
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Figure B16 

Distribution of Sharpness 

 

Note. The majority of classes are concentrated in the lower bound of sharpness values, 

especially animal vocalisations have a lot of representatives (e.g., Cat Purring, Dog Growling 

and Howling, Cow Moo). Also, several human vocalisations have low sharpness values. 

These include Crying Male and Female or Laughing Female and Coughing Male. Hammer is 

the only tool sound in that end, together with transportation sounds. Most of the power tools 

have higher sharpness values and occupy the right-hand side of the diagram along with 

natural sounds such as water features (River, Waterfall and Rain, but not Sea Waves), Insects 

Stridulation and Birdsong. 
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Figure B17 

Distribution of Spectral Skewness 

 

Note. Spectral skewness has relatively even distribution, with only a few exceptions out of 

which most of them are animal vocalisations (Dog Growling and Howling, Cow Moo and Cat 

Purring), but there is also Propeller and Thunder. Train Signal has slightly higher variation 

within the class. 
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Figure B18 

Distribution of Specific Loudness 

 

Note. Most natural sounds are being estimated as quieter than manmade sounds. All 

transportation sounds (including signals) have higher loudness levels, with human sounds 

spread across the scale. There are several groups that have very low within-class variance. 

These are for example, Cat Purring, Horse Galloping or Laughing Male. On the other hand, 

we have sounds with a very high within-class variance like, for example, those of Insects 

Buzzing, Propeller, Train Wagons, Crowd Applause or Sawing. 
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Figure B19 

Distribution of Sound Level 

 

Note. Most of the sounds fall within the 70-80 dB values with the tendency of natural sounds 

being slightly quieter than mechanical sounds. 

 

Figure B20 

Distribution of Spectral Decrease 

 

Note. Visual inspection of data suggests that given almost no variability in spectral decrease, 

this dimension might not be relevant for predicting sounds’ categorical membership. 

However, several groups are highly distinctive from others what might help their 

differentiation.  
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Figure B21 

Distribution of Spectral Spread 

 

Note. Spectral spread distribution splits the data into two groups. One has low overall values 

and low within-class variability. It includes some animal vocalisations and transportation 

sounds. The second one has higher overall spread values, but also higher within-class 

variability. Here we see the majority of human vocal sounds, as well as tools, water features 

and weather. 

 

Figure B22 

Distribution of Zero-Crossing Rate 
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Figure B23 

Distribution of Tonality 

 

Note. Approximately half of the sounds score very low on tonality measure, and these include 

water features (Waterfall, Rain, River and Sea Waves), as well as sounds related to humans 

and animals moving (Footsteps, Horse Galloping and Birds Flying Off). There are also 

sounds like Fire or Horse Snorting, and a few animal and transportation sounds. On the other 

end, we see sounds with very high overall values and wide within-class spread. These include 

transportation signals (Train Signal and squealing Brakes, and Car Horn), as well as highly 

harmonic animal vocalisations (Cat Meowing, Cow Moo, Birdsong and Dog Howling). 
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Appendix C 

Principal Component Analysis Results: Supplementary Information 

Table C1 

Eigenvalues of the First 15 Principal Components 

PC Eigenvalue Percent Cum Percent 

  1 13.6259 23.493 23.493 

  2 8.0186 13.825 37.318 

  3 7.1264 12.287 49.605 

  4 5.3194 9.171 58.776 

  5 3.9487 6.808 65.584 

  6 3.1193 5.378 70.962 

  7 2.5509 4.398 75.361 

  8 2.1967 3.787 79.148 

  9 1.6836 2.903 82.051 

 10 1.3278 2.289 84.340 

 11 1.1341 1.955 86.295 

 12 0.9678 1.669 87.964 

 13 0.7881 1.359 89.323 

 14 0.6746 1.163 90.485 

 15 0.6209 1.070 91.556 
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Table C2 

Variance Explained by Each Factor after Varimax Rotation 

Factor Variance Percent Cum 

Percent 

Factor 1 9.9413 17.14 17.140 

Factor 2 7.6869 13.253 30.394 

Factor 3 5.3626 9.246 39.639 

Factor 4 4.6347 7.991 47.630 

Factor 5 4.0454 6.975 54.605 

Factor 6 3.7151 6.405 61.010 

Factor 7 3.6843 6.352 67.363 

Factor 8 3.3704 5.811 73.174 

Factor 9 2.9395 5.068 78.242 

Factor 10 2.7131 4.678 82.919 

Factor 11 1.9580 3.376 86.295 
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Appendix D 

Affinity Propagation Clustering Analysis Results: Supplementary Information 

 

Figure D1 

A 4-Cluster Solution Based on Harmonic Ratio, Spectral Entropy and Spectral Flatness (Set 

01 with Minimum Preference) 

 

Note. These three features can group sounds into four clearly defined clusters. Cluster 1 (red) 

contains sounds with medium to high Harmonic Ratio values and medium Spectral Entropy, 

whereas Cluster 4 (purple) with low Harmonic Ratio and low to medium Spectral Entropy. In 

Cluster 1, we see dominantly animal vocalisations and human vocal sounds, as well as Car 

Horn, Train Signal and Train Brakes (with no environmental and weather sounds at all). 

Cluster 4 apart from several single sounds from various categories, contains Thunder, 

Hammer, Cat Purring, Fire, Helicopter, Propeller and Jet Passing. Cluster 2 (green) and 3 

(turquoise) both occupy space with high Entropy and low to medium Harmonic Ratio. But 

Cluster 2 separates itself from all other clusters by having high Spectral Flatness values 

(which are very low for all other groupings). Cluster 2 hosts mostly single sounds from 

several classes (Horse Galloping or Waterfall), but also multiple examples of Footsteps, 

Birdsong, Birds Flying Off, Drilling or Rain. Cluster 3 groups together many cases of Bird 

Squawk, Birds Flying Off, Cat Hissing, Horse Galloping, Horse Snoring, water sounds 

(River, Sea Waves and River), Crowd Applause, Drilling (Pneumatic and Hand), Sawing 

(Power and Hand), Car Skidding, Jet Passing and Train Wagons. 
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Figure D2 

A 4-Cluster Solution Based on Pitch, Spectral Centroid and Spectral Spread (Set 02 with 

Minimum Preference) 

 

Note. The most distinctive is Cluster 4 (purple) which separates itself from other clusters by 

having wider Spread range and notably much higher Centroid values. Other groups are 

concentrated in the lower to medium range of both features. In terms of sounds, it consists of 

single exemplars of a few classes (e.g., Sneezing, Footsteps), but there are also several 

instances of Rain, Train Brakes or Birdsong. Most notably, it includes the majority of 

Drilling and Drilling Pneumatic, and Insects Stridulation sounds. Clusters 2 (green) and 3 

(turquoise) have very similar low Spectral Centroid and Spread values, but Cluster 3 has 

much higher Pitch than Cluster 2. Cluster 2 concentrates sounds such as Cat Purring, Cow 

Moo, Insects Buzzing, Fire, Sea Waves (and remaining Waterfall sounds), Cocktail Party, 

Crying Male (but not Female and Child), Footsteps, Hammer, Throat Clearing, Pneumatic 

Drill, as well as Thunder and several transportation sounds – Train Wagons, Propeller, Car 

Starting, Helicopter and Jet Passing. Cluster 3 groups various animal vocalisations (Birdsong, 

Bird Squawk, Cat Meowing, Dog Barking, Growling and Howling, Horse Neighing), sounds 

related to human group activities (Children Playing, Crowd Applause and Cheering), Crying 

Child, Laughing Male, Group and Child (but only a few Female), Car Horn and Skidding, 

Train Brakes and Signal, and some Wind. Cluster 1 (red) occupies the middle of the space 

with Pitch values covering the whole range, but with medium Centroid and Spread levels. It 

consists of Birds Flying Off, Cat Hissing, River, Waterfall and Rain (but no Sea Waves), 

Horse Galloping, Coughing Male and Female, Sneezing and Snoring, Manual and Pneumatic 

Drilling, and Power Sawing. 
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Figure D3 

A 6-Cluster Solution Based on Pitch and Harmonic Ratio (Set 03 with Minimum Preference) 

 

Note. Clusters 1 (red), 3 (green) and 5 (dark blue) have higher Pitch in comparison to other 

groups. At the same time, clusters 1, 3, and 4 (turquoise) have higher Harmonic Ratio than 

others. Cluster 1 has the highest Pitch and HR out of all the groups. Cluster 1 consists of 

Birdsong, Dog Howling, Insects Stridulation, Crying Child, and several examples of Car 

Horn and Train Brakes. On the other end, we see Cluster 2 (yellow) with the lowest Pitch and 

HR values. Cluster 2 has several examples of Birds Flying Off, Waterfall, Pneumatic 

Drilling, Hammer, Manual Sawing, Wind, Rain and Train Wagons, but only a few single 

exemplars of any of the human sounds. It also has strong groupings of Cat Purring, but most 

notably Fire, Helicopter, Propeller, Jet Passing and Thunder. From the remaining clusters, 3 

and 5 have higher Pitch, and 3 and 5 higher HR. Cluster 3 has the second-highest Pitch and 

HR values. It is built mostly from human sounds with a vocal component such as Children 

Playing, Coughing Female and Male, Crowd Cheering, Crying Female and Child (but not 

Male), Laughing Male and Child (but less so for Female and Group) with a few examples of 

various animal vocalisations (Bird Squawk, Cat Meowing, Dog Barking, and Horse 

Neighing). It has no tools in it and only a few exemplars of Car Skidding, Train Signal and 

Brakes. Cluster 4 has the lowest Pitch, but the second-highest HR scores. It consists of Horse 

Galloping, River, Crowd Applause, Sneezing, Drilling and Pneumatic Drilling, as well as 

Sawing. It includes a couple of examples of animal sounds such as Cat Hissing or Horse 

Snorting (not pure vocalisations), and other human sounds (Footsteps, Laughter, Coughing 

and Laughing), Rain and Wind. Except for a few single items, there are no transportation 

sounds in this Group. Cluster 5 has the second-highest Pitch scores and average HR values. It 

is slightly smaller than the other ones and contains examples scattered from various classes, 

like Cat Meowing, Dog Growling, Insects Stridulation, Cocktail Party, Throat Clearing, 

Sawing, and Train Signal. However, the core of this Group is set by Cow Moo, Insects 

Buzzing, Crying Male, Laughing Female and Car Horn. There are no environmental or 

weather sounds here. Cluster 6 occupies space with the lowest Pitch values and average HR. 

It contains the majority of Horse Snoring, Sea Waves, Footsteps, Throat Clearing, Manual 
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Sawing, Hammer, Car Starting, Jet Passing and Train Wagons, as well as a few examples of 

Birds Flying Off, Cat Hissing, Cat Purring, Horse Neighing, Cocktail Party, and Coughing 

Male. 

 

Figure D4 

A 23-Cluster Solution Based on Pitch and Harmonic Ratio (Set 03with Maximum Preference) 

 

Note. Grouping with maximum preferences yields 23 clusters. However, they do not show a 

clear overlap with the existing classes. For example, Cluster 1 consists of most of the 

Birdsong sounds. Still, it also includes a couple of Bird Squawk, Insect Stridulation, Car 

Skidding and Train Brakes; Cluster 6 has Horse Galloping, River and Crowd Applause mixed 

with several other sounds, and Cluster 23 includes the majority of Birds Flying Off, Sea 

Waves, Waterfall, Footsteps and Train Wagons with many other single exemplars of various 

sounds. Most clusters have individual items scattered from across the categories. 
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Figure D5 

A 4-Cluster Solution Based on Spectral Crest, Peak and Flux, and Zero-Crossing Rate (Set 

04 with Minimum Preference) 

 

Note. Cluster 1 (red) has the highest Crest values and consists of several influential groups of 

animal vocalisations like Cat Meowing and Purring (but also a couple of Hissing), Cow Moo, 

Dog Barking, Growling and Howling, Horse Galloping (and a couple of Neighing), and 

Insects Buzzing, together with Sea Waves, Fire, Coughing Male (but not Female), Crying 

(Male, Female and Child), Laughing Female and Child (but not Male and Group). There are 

also a few exemplars of Sneezing, Snoring, Car Horn, Car Skidding, Wind and big groups of 

Train Brakes and Signals. Cluster 2 (green) has the highest ZCR values and is composed of 

Birdsongs, Birds Flying Off, Cat Hissing, Insects Stridulation, water sounds such as River, 

Waterfall and Rain (but not Sea Waves), one or two exemplars of several human sounds 

(Crying Child, Coughing Male, Crowd Applause and Cheering, Crying Child, Sneezing and 

Snoring), Drilling and Pneumatic Drilling, Sawing (also a couple of Manual Sawing) and 

Train Brakes. Cluster 3 (turquoise) is the smallest group of all, but also the most distinctive. 

It covers a range of Crest and ZCR values but can be separated from other groups based on its 

wide range of high Peak and Flux measures. It comprises sounds such as Helicopter, Jet 

Passing, Propeller and Thunder. In addition, there is an array of single exemplars scattered 

from various classes. Cluster 4 (purple) is the biggest Group of all and the most condensed, as 

it occupies the space of relatively low values across all four features. It includes a wide 

variety of sounds like Bird Squawk and Flying Off, Dog Barking and Growling, Horse 

Galloping, Neighing and Snorting, Insects Buzzing, Sea Waves, sounds related to human 

group activities (Children Playing, Cocktail Party, Crowd Cheering and Applause), Coughing 

Female, Crying Child, Footsteps, Laughing Male and Group, Sneezing and Throat Clearing, 

Manual Sawing, Car Skidding and Starting, Helicopter, Jet Passing, Train Wagons, Thunder 

and Wind. 
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Figure D6 

A 4-Cluster Solution Based on Spectral Skewness, Slope and Roll-Off (Set 05 with Minimum 

Preference) 

 

Note. Cluster 1 (red) is marked by very high Spectral Skewness values, and it consists only of 

several sounds of Cat Purring, two examples of Cow Moo, and single items of Dog Barking, 

Propeller and Wind. Cluster 2 (green) is best characterised by low Slope and Roll-Off values 

and contains big groups of sounds of transportation such as Car Horn, Skidding and Starting, 

Helicopter, Jet Passing, Propellers, Train Brakes, Signals and Wagons, as well as Thunder, 

Horse Neighing, Crowd Applause and Cheering. It also includes several single exemplars of 

other classes (animal and human vocalisations). Cluster 3 (turquoise) has the biggest Roll-Off 

amongst the groups and includes sounds such as Birdsong, Birds Flying Off, Horse 

Galloping, Insects Buzzing and Stridulation, Fire, River, Waterfall, several examples of 

Coughing Male and Female, as well as Crying Female and Child, most of Crowd Cheering 

and Applause, Sneezing and Snoring, Drilling, Sawing and Rain. Cluster 4 (purple) is the 

biggest Group and contains all the remaining sounds, notably with strong representations of 

animal and human vocalisations, human group activities and weather sounds. 
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Figure D7 

A 4-Cluster Solution based on Fluctuation Strength, Roughness and Impulsiveness (Set 06 

with Minimum Preference) 

 

Note. These three acoustic features divide sounds into four clusters, out of which the majority 

of sounds fall into Cluster 4 (purple). Only several sounds concentrate outside this big Group. 

Cluster 1 (red) is best characterised by high Roughness values. It is made of only several 

sounds, out of which the most prominent groups are Cat Purring, Cow Moo, Dog Growling 

and Propeller. The rest of the exemplars in this cluster are single items from across 

categories. Cluster 2 (green) can be described as covering an ample space of high Fluctuation 

Strength and Impulsiveness values. It comprises all Hammer sounds and several examples of 

Dog Barking, Crying Female, and Footsteps. Cluster 3 (turquoise) has Impulsiveness higher 

than clusters 3 and 4, but lower does not extend as high as Cluster 2. It consists of the 

majority of Horse Galloping, Coughing Female and Male, Laughing Female and Male (but 

only a couple of examples from Laughing Child, and no Group), Throat Clearing and 

Helicopter, and several tokens from Birdsong, Horse Snorting, Fire, Footsteps, and 

Pneumatic Drilling. The majority of sounds are concentrated in Cluster 4 (purple) with low 

values across all features. Several sounds with higher Impulsiveness are grouped in Cluster 3 

(turquoise), and these include a few examples of Birdsong, Bird Squawk, and Helicopter but 

notably most of the Horse Galloping, Coughing Male and Female, Laughing Male and 

Female, and Throat Clearing. Cluster 2 (green) comprises sounds with the highest 

Impulsiveness values, and also those with high Fluctuation Strength. These are, for example, 

Hammer (all exemplars!), Dog Barking, Crying Female, and Footsteps. Cluster 1 has low 

Impulsiveness and Fluctuation Strength, but high Roughness. It includes sounds such as 

Propeller, Snoring, Dog Growling or Cat Purring. 
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Figure D8 

A 3-Cluster Solution Based on Spectral Measures (Roll-Off, Spread, Centroid and Flatness), 

Zero-Crossing Rate and Sharpness (Set 07 with Minimum Preference) 

 

Note. These feature split the data into three sets of sounds with low (Cluster 1 in red), 

medium (Cluster 2 in green) and high (Cluster 3 in dark blue) values on all features. The 

majority of sounds are concentrated in Cluster 1. Cluster 2 includes groupings of Birds Flying 

Off, Cat Hissing, Horse Galloping, Insects Stridulation, River, Waterfall, Coughing Female 

and Male, Crying Female and Child (but not Male), Sawing, Train Brakes with several 

examples of Birdsong, Horse Snorting, Crowd Applause, Sneezing and Snoring, Drilling and 

Pneumatic Drilling. Cluster 3 comprises Birdsongs, Insects Stridulation, Drilling and a few 

tokens of Rain, Sawing and Footsteps and several single items from across classes. 
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Figure D9 

A 5-Cluster Solution Based on Spectral Measures (Slope, Peak and Flux), Specific Loudness 

and Sound Level, Tonality and Sharpness (Set 08 with Minimum Preference) 

 

Note. Cluster 1 (red) contains strong groupings of Peak-y sounds such as Cow Moo, Dog 

Howling, Car Horn, Train Brakes and Signal and several Birdsongs, Bird Squawks, and Cats 

Meowing. Cluster 2 (yellow) has the highest Flux values and includes groupings of 

transportation-related sounds (but not signals), such as Car Skidding, Helicopter, Jet Passing, 

Propeller, Train Wagons, but also Thunder. Sounds from Cluster 4 (dark blue) are the 

quietest ones (low Loudness and Sound Level). This Group includes sounds such as Cat 

Purring, Horse Galloping, Insects Buzzing and Stridulation, Fire River, Coughing Male, 

Crying Female, Footsteps, and Hammer together with several exemplars of Dog Growling, 

Children Playing and Cocktail Party, Laughing Female, Snoring and Wind. Cluster 5 (hot 

pink) consists of sounds with relatively high Sharpness, Loudness and Sound Level, low Flux 

and wide range of Slope. It comprises groupings of Birdsong, Horse Neighing, Crowd 

Applause and Cheering, Laughing Child (and a few from Group too), Throat Clearing, 

Drilling, Sawing, Car Starting, and Train Brakes. It also includes a few exemplars of Cat 

Meowing, Horse Snorting, Coughing Female, Jet Passing, Propeller and Train Wagons. 

Cluster 3 (green) is the biggest and contains the remaining sounds. Notably, it includes 

concentrations of animal vocalisations (), water sounds (Sea Waves, Waterfall, Rain), human 

group activities (Children Playing, Cocktail Party, Crowd Cheering), Crying Male and Child, 

Laughing (Male, Female and Group), Sneezing and Snoring, Sawing Manual, Thunder and 

Wind. Only several single items of transportation sounds were included. 
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Figure D10 

A 5-Cluster Solution based on Harmonic Ratio, Pitch, Harmonic Distortion and Tonality (Set 

09 with Minimum Preference) 

 

 

Figure D11 

A 3-Cluster Solution based on Spectral Crest, Peak and Entropy (Set 11 with Minimum 

Preference) 
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Figure D12 

A 6-Cluster Solution Based on Spectral Decrease, Kurtosis and Skewness, and Harmonic 

Ratio (Set 10 with Minimum Preference) 

 

Note. Out of six clusters, there are two which cannot be considered as a standalone class. 

Cluster 2 (yellow) has only 7 exemplars and Cluster 2 (green) only one. Classes 1 (red) and 5 

(dark blue) are well balanced in terms of size. Cluster 1 includes sounds like Birds Flying 

Off, Cat Hissing, Horse Galloping and Snoring, Fire, water features (River, Waterfall, Sea 

Waves and Rain), Crowd Applause, Footsteps, Sneezing and Snoring, Throat Clearing, 

Drilling and Pneumatic Drilling, Sawing and Manual Sawing, transportation (Helicopter, Jet 

Passing, Propeller and Train Wagons), but not transportation signals. Cluster 5 on the other 

hand, contains all transportation signals (Train Signal, Car Horn) and more squealing sounds 

like Train Brakes and Car Skidding. It also includes Laughing (Male, Female and Child), as 

well as Crying (Male, Female, Child), Coughing (Male, Female), Cocktail Party and Children 

Playing, Insects Stridulation, Dog Barking, Horse Neighing and Cat Meowing. Cluster 6 (hot 

pink) is slightly smaller but contains Coughing Male, Hammer, Thunder and Wind, and 

several single cases from across classes.  
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Appendix E 

Linear Discriminant Analysis Model Predictions Across Class Levels 

 

Table E1 

Linear Discriminant Analysis Model Predictions for Main Classes (Level I) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

LDA    --  73.39% 

 Human 170 -- -- 1 76.47 

 Manmade 140 -- -- 2 73.57 

 Natural 220 -- -- 3 70.91 

RDA    --  67.55% 

Lambda = 0.5 Human 170 -- -- 1 100 

 Manmade 140 -- -- 2 72.86 

 Natural 220 -- -- 3 39.01 

LDA Model 1    78.87%  64.91% 

Stratified split Human 85/85 1 83.53 1 72.94 

 Manmade 70/70 2 82.86 2 65.71 

 Natural 110/110 3 72.73 3 58.18 

LDA Model 2    80.38%  67.55% 

Random split Human 78/92 1 83.33 1 70.65 

 Manmade 70/70 2 81.43 3 65.71 

 Natural 117/103 3 77.78 2 66.02 

 

Table E2 

10-fold Monte Carlo Cross-Validation With Stratified Split for Main Classes (Level I) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

Fold-1    74.21%  75.47% 

 Human 153/17 1 77.12 2 76.47 

 Manmade 126/14 2 75.4 1 85.71 

 Natural 190/22 3 74.21 3 68.18 

Fold-2    74.84%  69.81% 

 Human 153/17 1 78.43 3 64.71 

 Manmade 126/14 3 73.81 1 78.57 

 Natural 190/22 2 75.79 2 68.18 

Fold-3    73.79%  69.81% 

 Human 153/17 1 79.08 1 82.35 

 Manmade 126/14 3 72.22 3 57.14 

 Natural 190/22 2 73.68 2 68.18 

Fold-4    74.21%  64.15% 

 Human 153/17 2 75.16 2 64.71 

 Manmade 126/14 3 71.43 3 57.14 

 Natural 190/22 1 78.42 1 68.18 

Fold-5    75.26%  64.15% 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Human 153/17 1 77.78 1 76.47 

 Manmade 126/14 3 75.4 2 64.29 

 Natural 190/22 2 76.32 3 54.55 

Fold-6    75.47%  69.81% 

 Human 153/17 1 78.43 1 76.47 

 Manmade 126/14 3 75.4 3 64.29 

 Natural 190/22 2 76.32 2 68.18 

Fold-7    75.05%  67.92% 

 Human 153/17 1 77.12 2 64.71 

 Manmade 126/14 2 76.19 1 85.71 

 Natural 190/22 3 75.79 3 59.09 

Fold-8    73.58%  67.92% 

 Human 153/17 1 77.12 2 70.59 

 Manmade 126/14 3 72.22 1 71.43 

 Natural 190/22 2 74.74 3 63.64 

Fold-9    74.84%  62.26% 

 Human 153/17 2 76.47 2 64.71 

 Manmade 126/14 3 73.81 1 78.57 

 Natural 190/22 1 77.37 3 50 

Fold-10    75.47%  67.92% 

 Human 153/17 2 76.47 2 70.59 

 Manmade 126/14 3 74.6 3 57.14 

 Natural 190/22 1 78.42 1 72.73 

AVERAGE    74.67%  67.92% 

 Human  1 77.318 1 71.178 

 Manmade  3 74.048 2 69.999 

 Natural  2 76.106 3 64.091 

Note. The model has best predictions for human sounds, then for manmade sounds and the 

weakest performance for natural sounds. Perhaps, this is because natural sounds are quite 

heterogeneous when compared to others. On the one hand, natural sounds include highly 

harmonic and variable animal vocalizations. These are often misclassified as human sounds. 

On the other hand, there are also relatively stable over time and acoustically monotonous 

sounds of inanimate nature such as flowing River, Wind or Fire. Many human sounds are 

also misclassified as natural because some of them resemble animal vocalizations (e.g., 

Crying or Snoring), but there are also sounds of human group activities (like Crowd Applause 

or Cocktail Party) which are confused with those of water. Similarly, we see many human 

vocal sounds being confused with mechanical alarm sounds, as well as tool sounds which are 

mistaken as nature. These differences might be one of the sources of confusion for the 

algorithm when attempting to classify those highly distinct groups of sounds as one class. 
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Table E3 

LDA on Rotated PCA Components for Main Classes (Level I) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

LDA-PCA    61.51%  57.74% 

50-50 stratified Human 85 1 74.12 1 70.59 

 Manmade 70 2 68.57 2 68.57 

 Natural 110 3 47.27 3 40.91 

Note. LDA on principal components confirms the pattern of results yielded by the LDA on 

the full list of acoustic features. 

 

Table E4 

Linear Discriminant Analysis Model Predictions for Superordinate Classes (Level II) 

 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

LDA    --  66.6% 

 Animals  -- -- 6 62 

 Environmental  -- -- 2 82.5 

 Motor  -- -- 7 60 

 Motor & vocal  -- -- 3 80 

 Respiratory  -- -- 5 73.33 

 
Respiratory & 

Vocal 
 -- -- 3 80 

 Tools  -- -- 7 60 

 Transport  -- -- 9 55.56 

 
Vocal 

nonspeech 
 -- -- 4 78.76 

 Vocal speech  -- -- 1 90 

 Weather  -- -- 8 56.67 

RDA    --  72.01% 

Lambda = 0.2 Animals  -- -- 7 46.67 

 Environmental  -- -- 3 85 

 Motor  -- -- 3 85 

 Motor & vocal  -- -- 1 100 

 Respiratory  -- -- 1 100 

 
Respiratory & 
Vocal 

 -- -- 1 100 

 Tools  -- -- 6 64 

 Transport  -- -- 5 77.78 

 
Vocal 

nonspeech 
 -- -- 4 78.75 

 Vocal speech  -- -- 1 100 

 Weather  -- -- 2 86.67 

LDA Model 1    72.45%  47.92% 

Stratified split Animals 75 7 65.33 5 49.33 

 Environmental 20 4 75 9 30 

 Motor 10 6 70 4 50 

 Motor & vocal 5 1 100 1 80 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 Respiratory 15 2 80 6 46.67 

 
Respiratory & 

Vocal 
10 6 70 2 70 

 Tools 25 8 64 8 44 

 Transport 45 5 73.33 7 44.44 

 
Vocal 

nonspeech 
40 3 77.5 3 55 

 Vocal speech 5 1 100 1 80 

 Weather 15 2 80 10 26.67 

LDA Model 2    74.72%  47.17% 

Random split Animals 77/73 4 79.22 10 34.25 

 Environmental 20/20 3 80 6 50 

 Motor 12/8 5 75 8 37.5 

 Motor & vocal 4/6 1 100 11 33.33 

 Respiratory 12/18 5 75 4 55.56 

 
Respiratory & 

Vocal 
10/10 1 100 3 60 

 Tools 25/25 7 60 9 36 

 Transport 45/45 6 64.44 5 51.11 

 
Vocal 

nonspeech 
35/45 2 85.71 2 62.22 

 Vocal speech 5/5 1 100 1 100 

 Weather 20/10 8 50 7 40 

 

Table E5 

10-fold Monte Carlo Cross-Validation With Stratified Split for Superordinate Classes (Level 

II) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

Fold-1    65.62%  52.83% 

 Animals 135/15  60  53.33 

 Environmental 36/4 3 75  25 

 Motor 18/2  55.56  50 

 Motor & vocal 9/1 1 88.89 1 100 

 Respiratory 27/3  70.37 1 100 

 
Respiratory & 

Vocal 
18/2 1 88.89  50 

 Tools 45/5  60  20 

 Transport 81/9  55.56 3 66.67 

 
Vocal 

nonspeech 
72//8 2 76.39 2 75 

 Vocal speech 9/1 1 88.89  0 

 Weather 27/3  62.96  33.33 

Fold-2    66.88%  49.06% 

Lambda = 0.2 Animals 135/15  61.48  53.33 

 Environmental 36/4 3 80.56  50 

 Motor 18/2  55.56  0 

 Motor & vocal 9/1  77.78 1 100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 Respiratory 27/3  70.37 2 66.67 

 
Respiratory & 

Vocal 
18/2 2 83.33  50 

 Tools 45/5  57.78  60 

 Transport 81/9  60.49  0 

 
Vocal 

nonspeech 
72//8 3 80.56 3 62.5 

 Vocal speech 9/1 1 100 1 100 

 Weather 27/3  51.85 1 100 

Fold-3    67.71%  49.06% 

 Animals 135/15  62.22  46.67 

 Environmental 36/4 3 75 3 50 

 Motor 18/2  61.11  0 

 Motor & vocal 9/1 1 88.89 1 100 

 Respiratory 27/3  74.07 1 100 

 
Respiratory & 

Vocal 
18/2 1 88.89 1 100 

 Tools 45/5  53.33  20 

 Transport 81/9  61.73  44.44 

 
Vocal 

nonspeech 
72//8 2 80.56 2 75 

 Vocal speech 9/1 1 88.89  0 

 Weather 27/3  62.96  0 

Fold-4    67.09%  50.94% 

 Animals 135/15  60.74 3 66.67 

 Environmental 36/4 2 86.11  25 

 Motor 18/2  61.11  0 

 Motor & vocal 9/1 3 77.78  0 

 Respiratory 27/3  70.37  33.33 

 
Respiratory & 
Vocal 

18/2 3 77.78  50 

 Tools 45/5  68.89  40 

 Transport 81/9  55.56  33.33 

 
Vocal 

nonspeech 
72//8  76.39 2 77.78 

 Vocal speech 9/1 1 88.89 1 100 

 Weather 27/3  62.96  33.33 

Fold-5    67.51%  45.28% 

 Animals 135/15  60.74  33.33 

 Environmental 36/4 2 83.33  50 

 Motor 18/2  50  50 

 Motor & vocal 9/1 1 88.89  0 

 Respiratory 27/3  74.07  33.33 

 
Respiratory & 
Vocal 

18/2 1 88.89  50 

 Tools 45/5  60  50 

 Transport 81/9  59.26  44.44 

 
Vocal 
nonspeech 

72//8 3 80.56 2 75 

 Vocal speech 9/1 1 88.89 1 100 

 Weather 27/3  59.26 3 66.67 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

Fold-6    67.51%  41.51% 

 Animals 135/15  62.96  26.67 

 Environmental 36/4 2 80.56 2 75 

 Motor 18/2  61.11  0 

 Motor & vocal 9/1 1 88.89 1 100 

 Respiratory 27/3  74.07  0 

 
Respiratory & 

Vocal 
18/2  77.78  50 

 Tools 45/5  60  40 

 Transport 81/9  58.02  22.22 

 
Vocal 

nonspeech 
72//8 3 79.17 2 75 

 Vocal speech 9/1 1 88.89 1 100 

 Weather 27/3  59.26 3 66.67 

Fold-7    66.04%  50.94% 

 Animals 135/15  45.19  46.67 

 Environmental 36/4 1 88.89 3 50 

 Motor 18/2  61.11  0 

 Motor & vocal 9/1 1 88.89  100 

 Respiratory 27/3 3 74.07 2 66.67 

 
Respiratory & 

Vocal 
18/2  72.22 1 100 

 Tools 45/5  62.22  40 

 Transport 81/9  55.56  33.33 

 
Vocal 

nonspeech 
72//8 2 75 1 100 

 Vocal speech 9/1 1 88.89  0 

 Weather 27/3  55.56  0 

Fold-8    65.62%  66.04% 

 Animals 135/15  62.22  73.33 

 Environmental 36/4  83.33  50 

 Motor 18/2  61.11  0 

 Motor & vocal 9/1  77.78  100 

 Respiratory 27/3  70.37  66.67 

 
Respiratory & 
Vocal 

18/2  88.89  100 

 Tools 45/5  55.56  60 

 Transport 81/9  51.85  66.67 

 
Vocal 
nonspeech 

72//8  76.39  87.5 

 Vocal speech 9/1  100  0 

 Weather 27/3  55.56  33.33 

Fold-9    67.92%  52.83% 

 Animals 135/15  64.44  40 

 Environmental 36/4  83.33  75 

 Motor 18/2  66.67  0 

 Motor & vocal 9/1  77.78  50 

 Respiratory 27/3  77.78  66.67 

 
Respiratory & 
Vocal 

18/2  88.89  50 

 Tools 45/5  57.78  60 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 Transport 81/9  58.02  22.22 

 
Vocal 

nonspeech 
72//8  76.39  100 

 Vocal speech 9/1  88.89  100 

 Weather 27/3  55.56  33.33 

Fold-10    66.88%  35.85% 

 Animals 135/15  59.26  33.33 

 Environmental 36/4  72.22  50 

 Motor 18/2  61.11  0 

 Motor & vocal 9/1  77.78  100 

 Respiratory 27/3  66.67  66.67 

 
Respiratory & 

Vocal 
18/2  83.33  50 

 Tools 45/5  66.67  20 

 Transport 81/9  61.73  33.33 

 
Vocal 

nonspeech 
72//8  81.94  25 

 Vocal speech 9/1  88.89  0 

 Weather 27/3  55.56  66.67 

AVERAGE    66.88%  49.43% 

 Animals   59.925  47.333 

 Environmental   80.833  50 

 Motor   59.445  10 

 Motor & vocal   83.335  75 

 Respiratory   72.221  60.001 

 
Respiratory & 
Vocal 

  83.889  65 

 Tools   60.223  41 

 Transport   57.778  36.665 

 
Vocal 
nonspeech 

  78.335  75.278 

 Vocal speech   91.112  50 

 Weather   58.149  43.333 

Note. The most reliably predicted categories are vocal speech (i.e., Cocktail Party) and vocal-

motor (i.e., Crowd Cheering), as well as environmental sounds. These are fairly homogenous 

in comparison to all other categories. There are a lot of animal sounds misclassified as either 

transportation, environmental or human vocal sounds, and many transportation sounds which 

are mistaken as tools, animals or human motor sounds. 
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Table E6 

LDA on Rotated PCA Components for Superordinate Classes (Level II) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

LDA-PCA    40.75%  32.08% 

50-50 stratified Animals 75  16  10.67 

 Environmental 20  50  35 

 Motor 10  20  10 

 Motor & vocal 5  40 3 60 

 Respiratory 15 3 66.67  46.67 

 
Respiratory & 

Vocal 
10 2 80 1 90 

 Tools 25  52  28 

 Transport 45  44.44  35.56 

 
Vocal 
nonspeech 

40  47.5  50 

 Vocal speech 5 1 100 2 80 

 Weather 15  46.67  20 

 

Table E7 

Linear Discriminant Analysis Model Predictions for Basic Level Classes (Level III) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

LDA    --  67.74% 

 Applause 20 -- -- 6 70 

 Bird 30 -- -- 11 53.33 

 Car 30 -- -- 6 70 

 Cat 30 -- -- 10 56.67 

 Chatter 10 -- -- 2 90 

 Children 10 -- -- 4 80 

 Cough 20 -- -- 3 85 

 Cow 10 -- -- 4 80 

 Cry 30 -- -- 5 73.33 

 Dog 30 -- -- 10 56.67 

 Drill 20 -- -- 6 70 

 Fire 10 -- -- 2 90 

 Footsteps 10 -- -- 4 80 

 Hammer 10 -- -- 1 100 

 Helicopter 10 -- -- 4 80 

 Horse 30 -- -- 8 66.67 

 Insects 20 -- -- 6 70 

 Laughter 40 -- -- 7 67.5 

 Plane 20 -- -- 13 30 

 Rain 10 -- -- 9 60 

 Saw 20 -- -- 9 60 

 Sneeze 10 -- -- 1 100 

 Snore 10 -- -- 4 80 

 Throat 10 -- -- 4 80 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Thunder 10 -- -- 4 80 

 Train 30 -- -- 12 43.33 

 Water 30 -- -- 5 73.33 

 Wind 10 -- -- 6 70 

RDA    --  91.7% 

Lambda = 0.2 Applause 20 -- -- 3 95 

 Bird 30 -- -- 1 100 

 Car 30 -- -- 5 83.33 

 Cat 30 -- -- 2 96.67 

 Chatter 10 -- -- 1 100 

 Children 10 -- -- 1 100 

 Cough 20 -- -- 1 100 

 Cow 10 -- -- 1 100 

 Cry 30 -- -- 1 100 

 Dog 30 -- -- 8 63.33 

 Drill 20 -- -- 4 90 

 Fire 10 -- -- 1 100 

 Footsteps 10 -- -- 1 100 

 Hammer 10 -- -- 1 100 

 Helicopter 10 -- -- 1 100 

 Horse 30 -- -- 2 96.67 

 Insects 20 -- -- 4 90 

 Laughter 40 -- -- 6 82.5 

 Plane 20 -- -- 4 90 

 Rain 10 -- -- 1 100 

 Saw 20 -- -- 3 95 

 Sneeze 10 -- -- 1 100 

 Snore 10 -- -- 1 100 

 Throat 10 -- -- 1 100 

 Thunder 10 -- -- 1 100 

 Train 30 -- -- 7 70 

 Water 30 -- -- 2 96.67 

 Wind 10 -- -- 4 90 

LDA Model 1    79.62%  40.38% 

Stratified split Applause 10  70 3 70 

 Bird 15  73.33  53.33 

 Car 15  73.33  33.33 

 Cat 15  80  20 

 Chatter 5  60  40 

 Children 5 1 100 2 80 

 Cough 10 2 90  40 

 Cow 5  80  60 

 Cry 15 1 100  60 

 Dog 15  66.67  40 

 Drill 10 2 90  0 

 Fire 5  100  40 

 Footsteps 5  80  20 

 Hammer 5 1 100 1 100 

 Helicopter 5 1 100  40 

 Horse 15 3 86.67  26.67 

 Insects 10  70  50 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Laughter 20  80  45 

 Plane 10  80  30 

 Rain 5  60  20 

 Saw 10  60  20 

 Sneeze 5 1 100  60 

 Snore 5  80  20 

 Throat 5 1 100  20 

 Thunder 5  80  60 

 Train 15  60  33.33 

 Water 15  80  53.33 

 Wind 5  80  40 

LDA Model 2    79.25%  37.36% 

Random split Applause 10/10  70  60 

 Bird 16/14  62.5  7.14 

 Car 13/17  84.62  17.65 

 Cat 18/12  72.22  41.67 

 Chatter 5/5 1 100 1 100 

 Children 6/4  83.33 3 75 

 Cough 10/10 2 90 2 80 

 Cow 7/3 1 100  0 

 Cry 13/17  84.62  23.53 

 Dog 15/15  86.67  0 

 Drill 8/12  75  16.67 

 Fire 5/5 1 100 2 80 

 Footsteps 6/4  83.33  25 

 Hammer 6/4 1 100 1 100 

 Helicopter 5/5 3 89  40 

 Horse 12/18  83.33  22.22 

 Insects 9/11  88.89  45.45 

 Laughter 16/24  81.25  62.5 

 Plane 10/10  50  50 

 Rain 6/4  66.67  25 

 Saw 11/9  81.82  11.11 

 Sneeze 4/6 1 100  16.67 

 Snore 2/8  50  50 

 Throat 6/4  83.33  25 

 Thunder 8/2  87.5 1 100 

 Train 17/13  58.82  46.15 

 Water 15/15  86.67  26.67 

 Wind 6/4  66.67  50 
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Table E8 

10-fold Monte Carlo Cross-Validation With Stratified Split for Basic Level Classes (Level III) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

Fold-1    68.55%  35.85% 

 Applause 18/2  77.78  0 

 Bird 27/3  51.85 2 66.67 

 Car 27/3  77.78  33.33 

 Cat 27/3  77.78  33.33 

 Chatter 9/1  66.67  0 

 Children 9/1  77.78  0 

 Cough 18/2 2 88.89 3 50 

 Cow 9/1 2 88.89 1 100 

 Cry 27/3  77.78 2 66.67 

 Dog 27/3  48.15  0 

 Drill 18/2  61.11  0 

 Fire 9/1 2 88.89  0 

 Footsteps 9/1  66.67  0 

 Hammer 9/1 1 100  0 

 Helicopter 9/1  66.67 1 100 

 Horse 27/3  66.67 1 100 

 Insects 18/2  72.22  0 

 Laughter 36/4  72.22 3 50 

 Plane 18/2  38.89  0 

 Rain 9/1  66.67  0 

 Saw 18/2  50 3 50 

 Sneeze 9/1 1 100 1 100 

 Snore 9/1 2 88.89  0 

 Throat 9/1 2 88.89  0 

 Thunder 9/1  77.78 1 100 

 Train 27/3  51.85  0 

 Water 27/3 3 81.48 2 66.67 

 Wind 9/1  66.67  0 

Fold-2    67.3%  41.51% 

 Applause 18/2  72.22  50 

 Bird 27/3  55.56  0 

 Car 27/3  70.37  0 

 Cat 27/3  51.85  66.67 

 Chatter 9/1 2 88.89 1 100 

 Children 9/1  77.78  0 

 Cough 18/2 3 83.33  50 

 Cow 9/1  77.78  0 

 Cry 27/3  77.78 3 66.67 

 Dog 27/3  62.96  33.33 

 Drill 18/2  55  0 

 Fire 9/1 1 100  0 

 Footsteps 9/1  66.67  0 

 Hammer 9/1 1 100 1 100 

 Helicopter 9/1  66.67 1 100 

 Horse 27/3  62.96  33.33 

 Insects 18/2  66.67  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Laughter 36/4  72.22 2 75 

 Plane 18/2  27.78  0 

 Rain 9/1  55.56  0 

 Saw 18/2  61.11  0 

 Sneeze 9/1 1 100 1 100 

 Snore 9/1  77.78 1 100 

 Throat 9/1 2 88.89 1 100 

 Thunder 9/1  77.78 1 100 

 Train 27/3  40.74 3 66.67 

 Water 27/3  74.07 3 66.67 

 Wind 9/1  66.67  0 

Fold-3    69.18%  39.62% 

 Applause 18/2  72.22 1 100 

 Bird 27/3  62.96  0 

 Car 27/3  59.26  0 

 Cat 27/3  59.26  33.33 

 Chatter 9/1 1 100  0 

 Children 9/1  77.78 1 100 

 Cough 18/2 3 83.33 1 100 

 Cow 9/1  77.78  0 

 Cry 27/3  81.48  0 

 Dog 27/3  62.96  33.33 

 Drill 18/2  66.67  0 

 Fire 9/1 2 88.89 1 100 

 Footsteps 9/1  66.67  0 

 Hammer 9/1 1 100 1 100 

 Helicopter 9/1  77.78 1 100 

 Horse 27/3  74.07 2 66.67 

 Insects 18/2  77.78  0 

 Laughter 36/4  72.22 3 50 

 Plane 18/2  44.44 1 100 

 Rain 9/1  44.44  0 

 Saw 18/2  55.56  0 

 Sneeze 9/1 2 88.89 1 100 

 Snore 9/1  77.78  0 

 Throat 9/1  66.67 1 100 

 Thunder 9/1  77.78 1 100 

 Train 27/3  44.44  0 

 Water 27/3  77.78  33.33 

 Wind 9/1  66.67 1 100 

Fold-4    68.55%  47.17% 

 Applause 18/2 3 77.78 1 100 

 Bird 27/3  59.26 2 66.67 

 Car 27/3  66.67  0 

 Cat 27/3  55.56  33.33 

 Chatter 9/1 1 100 1 100 

 Children 9/1 3 77.78  0 

 Cough 18/2 2 88.89 3 50 

 Cow 9/1 2 88.89 1 100 

 Cry 27/3  74.07 2 66.67 

 Dog 27/3  55.56  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Drill 18/2  55.56  0 

 Fire 9/1 2 88.89  0 

 Footsteps 9/1 2 88.89 1 100 

 Hammer 9/1 1 100 1 100 

 Helicopter 9/1 2 88.89  0 

 Horse 27/3  70.37  0 

 Insects 18/2 3 77.78 1 100 

 Laughter 36/4  66.67 3 50 

 Plane 18/2  55.56  0 

 Rain 9/1  55.56  0 

 Saw 18/2  44.44 3 50 

 Sneeze 9/1 2 88.89 1 100 

 Snore 9/1 3 77.78 1 100 

 Throat 9/1  66.67 1 100 

 Thunder 9/1 3 77.78 1 100 

 Train 27/3  44.44  33.33 

 Water 27/3  74.07 2 66.67 

 Wind 9/1  66.67 1 100 

Fold-5    68.34%  49.06% 

 Applause 18/2  72.22 1 100 

 Bird 27/3  59.26  33.33 

 Car 27/3  70.37  33.33 

 Cat 27/3  40.74 2 66.67 

 Chatter 9/1 1 100 1 100 

 Children 9/1  77.78  0 

 Cough 18/2  83.33 3 50 

 Cow 9/1  66.67  0 

 Cry 27/3 3 85.19 2 66.67 

 Dog 27/3  48.15 2 66.67 

 Drill 18/2  66.67 3 50 

 Fire 9/1 2 88.89 1 100 

 Footsteps 9/1  77.78 1 100 

 Hammer 9/1 1 100  0 

 Helicopter 9/1 1 100  0 

 Horse 27/3  62.96  33.33 

 Insects 18/2  72.22 3 50 

 Laughter 36/4  61.11 1 100 

 Plane 18/2  44.44  0 

 Rain 9/1  55.56  0 

 Saw 18/2  72.22  0 

 Sneeze 9/1 1 100 1 100 

 Snore 9/1  77.78 1 100 

 Throat 9/1 2 88.89  0 

 Thunder 9/1 2 88.89  0 

 Train 27/3  51.85  0 

 Water 27/3  70.37 2 66.67 

 Wind 9/1  66.67 1 100 

Fold-6    68.76%  33.96% 

 Applause 18/2  77.78 3 50 

 Bird 27/3  59.26  33.33 

 Car 27/3  77.78  0 



 

257 

 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Cat 27/3  51.85 2 66.67 

 Chatter 9/1  77.78  0 

 Children 9/1  77.78 1 100 

 Cough 18/2 3 83.33  0 

 Cow 9/1 1 100 1 100 

 Cry 27/3  77.78 2 66.67 

 Dog 27/3  55.56  0 

 Drill 18/2  61.11  0 

 Fire 9/1 2 88.89 1 100 

 Footsteps 9/1  55.56  0 

 Hammer 9/1 1 100  0 

 Helicopter 9/1  66.67 1 100 

 Horse 27/3  70.37 2 66.67 

 Insects 18/2  77.78  0 

 Laughter 36/4  69.44 3 50 

 Plane 18/2  33.33  0 

 Rain 9/1  55.56  0 

 Saw 18/2  50 3 50 

 Sneeze 9/1 1 100  0 

 Snore 9/1  77.78  0 

 Throat 9/1 2 88.89  0 

 Thunder 9/1  77.78 1 100 

 Train 27/3  48.15  33.33 

 Water 27/3  74.07  33.33 

 Wind 9/1 2 88.89  0 

Fold-7    68.13%  39.62% 

 Applause 18/2 3 77.78 3 50 

 Bird 27/3  62.96 1 100 

 Car 27/3  70.37  33.33 

 Cat 27/3  62.96  33.33 

 Chatter 9/1  66.67  0 

 Children 9/1 3 77.78 1 100 

 Cough 18/2 2 88.89 3 50 

 Cow 9/1 3 77.78  100 

 Cry 27/3  74.07 2 66.67 

 Dog 27/3  62.96  0 

 Drill 18/2  66.67  0 

 Fire 9/1 2 88.89 1 100 

 Footsteps 9/1  66.67  0 

 Hammer 9/1 1 100 1 100 

 Helicopter 9/1 3 77.78  0 

 Horse 27/3  66.67  0 

 Insects 18/2 3 77.78 3 50 

 Laughter 36/4  69.44 3 50 

 Plane 18/2  27.78 3 50 

 Rain 9/1  55.56  0 

 Saw 18/2  61.11 3 50 

 Sneeze 9/1 1 100  0 

 Snore 9/1 3 77.78  0 

 Throat 9/1 2 88.89 1 100 

 Thunder 9/1 2 88.89 1 100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Train 27/3  33.33  0 

 Water 27/3  66.67  33.33 

 Wind 9/1  66.67  0 

Fold-8    68.97%  35.85% 

 Applause 18/2  77.78  0 

 Bird 27/3  59.26  0 

 Car 27/3  70.37  66.67 

 Cat 27/3  55.56  0 

 Chatter 9/1  77.78  0 

 Children 9/1  88.89  0 

 Cough 18/2  83.33  100 

 Cow 9/1  88.89  100 

 Cry 27/3  77.78  33.33 

 Dog 27/3  59.26  66.67 

 Drill 18/2  66.67  0 

 Fire 9/1  88.89  0 

 Footsteps 9/1  66.67  0 

 Hammer 9/1  100  100 

 Helicopter 9/1  77.78  100 

 Horse 27/3  66.67  66.67 

 Insects 18/2  61.11  0 

 Laughter 36/4  66.67  25 

 Plane 18/2  61.11  0 

 Rain 9/1  55.56  100 

 Saw 18/2  66.67  0 

 Sneeze 9/1  100  100 

 Snore 9/1  77.78  100 

 Throat 9/1  77.78  100 

 Thunder 9/1  88.89  0 

 Train 27/3  44.44  0 

 Water 27/3  66.67  66.67 

 Wind 9/1  66.67  0 

Fold-9    67.92%  45.28% 

 Applause 18/2  72.22  100 

 Bird 27/3  59.26  33.33 

 Car 27/3  66.67  33.33 

 Cat 27/3  55.56  0 

 Chatter 9/1  77.78  0 

 Children 9/1  77.78  100 

 Cough 18/2  88.89  50 

 Cow 9/1  77.78  0 

 Cry 27/3  77.78  33.33 

 Dog 27/3  62.96  33.33 

 Drill 18/2  55.56  50 

 Fire 9/1  100  0 

 Footsteps 9/1  88.89  0 

 Hammer 9/1  100  100 

 Helicopter 9/1  77.78  0 

 Horse 27/3  66.67  66.67 

 Insects 18/2  83.33  50 

 Laughter 36/4  63.39  75 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Plane 18/2  38.89  0 

 Rain 9/1  55.56  0 

 Saw 18/2  55.56  50 

 Sneeze 9/1  100  100 

 Snore 9/1  77.78  100 

 Throat 9/1  77.78  100 

 Thunder 9/1  77.78  100 

 Train 27/3  40.74  66.67 

 Water 27/3  70.37  33.33 

 Wind 9/1  66.67  0 

Fold-10    65.83%  35.85% 

 Applause 18/2  72.22 1 100 

 Bird 27/3  62.96  33.33 

 Car 27/3  62.96  0 

 Cat 27/3  55.56 3 66.67 

 Chatter 9/1 1 100  0 

 Children 9/1 2 88.89  0 

 Cough 18/2 3 83.33 1 100 

 Cow 9/1  66.67  0 

 Cry 27/3  81.48  33.33 

 Dog 27/3  59.26  33.33 

 Drill 18/2  55.56  0 

 Fire 9/1 2 88.89  0 

 Footsteps 9/1  66.67  0 

 Hammer 9/1 1 100 1 100 

 Helicopter 9/1  77.78  0 

 Horse 27/3  66.67  33.33 

 Insects 18/2  72.22  50 

 Laughter 36/4  63.89 2 75 

 Plane 18/2  55.56  50 

 Rain 9/1  44.44  0 

 Saw 18/2  50  0 

 Sneeze 9/1 1 100 1 100 

 Snore 9/1  77.78  0 

 Throat 9/1  77.78  0 

 Thunder 9/1  77.78  0 

 Train 27/3  40.74  33.33 

 Water 27/3  62.96  33.33 

 Wind 9/1  66.67  0 

AVERAGE    68.15%  40.38% 

 Applause   75 3 65 

 Bird   59.259  36.666 

 Car   69.26  19.999 

 Cat   56.668  40 

 Chatter   85.557  30 

 Children   80.002  40 

 Cough   85.554  60 

 Cow   81.113  50 

 Cry   78.519  50.001 

 Dog   57.778  26.666 

 Drill   61.058  10 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Fire  3 91.112  40 

 Footsteps   71.114  20 

 Hammer  1 100 2 70 

 Helicopter   77.78  50 

 Horse   67.408  46.667 

 Insects   73.889  30 

 Laughter   67.727  60 

 Plane   42.778  20 

 Rain   54.447  10 

 Saw   56.667  25 

 Sneeze  2 97.778 1 80 

 Snore   78.891  50 

 Throat   81.113  60 

 Thunder   81.113 2 70 

 Train   44.072  23.333 

 Water   71.851  50 

 Wind   68.892  30 

Note. The most reliably predicted categories are Sneezing, Laughing and Coughing, Hammer 

and Thunder. 

 

Table E9 

LDA on Rotated PCA Components for Basic Level Classes (Level III) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

LDA-PCA    46.48%  29.81% 

50-50 stratified Applause 10  50 2 60 

 Bird 15  20  33.33 

 Car 15  40  13.33 

 Cat 15  20  13.33 

 Chatter 5 2 80 3 40 

 Children 5 2 80 1 80 

 Cough 10 3 70  40 

 Cow 5 2 80 1 80 

 Cry 15  60  33.33 

 Dog 15  20  6.67 

 Drill 10  20  20 

 Fire 5  60 3 40 

 Footsteps 5  40  20 

 Hammer 5 1 100 1 80 

 Helicopter 5  40 3 40 

 Horse 15  20  13.33 

 Insects 10  50  20 

 Laughter 20  50  30 

 Plane 10  30  10 

 Rain 5  60  20 

 Saw 10  0  10 

 Sneeze 5 2 80 1 80 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Snore 5 2 80  20 

 Throat 5 2 80 2 60 

 Thunder 5 2 80 3 40 

 Train 15  40  20 

 Water 15  53.33 3 40 

 Wind 5  60  20 

 

Table E10 

Linear Discriminant Analysis Model Predictions for Class Name (Level IV) 

 Category Sample 

Training 

Rank 

Training 

Accuracy 

Test 

Rank 

Test 

Accuracy 

LDA    --  75.67% 

 BirdsFlyingOff 10 -- -- 2 90 

 BirdSong 10 -- -- 1 100 

 BirdSquawk 10 -- -- 3 80 

 CarHorn 10 -- -- 3 80 

 CarSkidding 10 -- -- 3 80 

 CarStarting 10 -- -- 3 80 

 CatHissing 10 -- -- 4 70 

 CatMeowing 10 -- -- 5 60 

 CatPurring 10 -- -- 4 70 

 ChildrenPlaying 10 -- -- 4 70 

 CocktailParty 10 -- -- 3 80 

 CoughingFemale 10 -- -- 2 90 

 CoughingMale 10 -- -- 5 60 

 CowMoo 10 -- -- 2 90 

 CrowdApplause 10 -- -- 4 70 

 CrowdCheering 10 -- -- 5 60 

 CryingChild 10 -- -- 1 100 

 CryingFemale 10 -- -- 4 70 

 CryingMale 10 -- -- 2 90 

 DogBarking 10 -- -- 5 60 

 DogGrowling 10 -- -- 4 70 

 DogHowling 10 -- -- 2 90 

 Drilling 10 -- -- 5 60 

 DrillingPneumatic 10 -- -- 6 50 

 Fire 10 -- -- 2 90 

 Footsteps 10 -- -- 3 80 

 Hammer 10 -- -- 1 100 

 Helicopter 10 -- -- 3 80 

 HorseGalloping 10 -- -- 3 80 

 HorseNeighing 10 -- -- 4 70 

 HorseSnorting 10 -- -- 3 80 

 InsectsBuzzing 10 -- -- 3 80 

 InsectsStridulation 10 -- -- 2 90 

 JetPassing 10 -- -- 2 90 

 LaughingChild 10 -- -- 3 80 

 LaughingFemale 10 -- -- 5 60 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 LaughingGroup 10 -- -- 6 50 

 LaughingMale 10 -- -- 4 70 

 Propeller 10 -- -- 7 40 

 Rain 10 -- -- 6 50 

 River 10 -- -- 3 80 

 Sawing 10 -- -- 3 80 

 SawingManual 10 -- -- 2 90 

 SeaWaves 10 -- -- 4 70 

 Sneezing 10 -- -- 1 100 

 Snoring 10 -- -- 5 60 

 ThroatClearing 10 -- -- 4 70 

 Thunder 10 -- -- 3 80 

 TrainBrakes 10 -- -- 3 80 

 TrainSignal 10 -- -- 5 60 

 TrainWagons 10 -- -- 3 80 

 Waterfall 10 -- -- 4 70 

 Wind 10 -- -- 3 80 

RDA    --  97.17% 

Lambda = 0.5 BirdsFlyingOff 10 -- -- 1 100 

 BirdSong 10 -- -- 1 100 

 BirdSquawk 10 -- -- 1 100 

 CarHorn 10 -- -- 1 100 

 CarSkidding 10 -- -- 1 100 

 CarStarting 10 -- -- 1 100 

 CatHissing 10 -- -- 1 100 

 CatMeowing 10 -- -- 1 100 

 CatPurring 10 -- -- 2 90 

 ChildrenPlaying 10 -- -- 1 100 

 CocktailParty 10 -- -- 1 100 

 CoughingFemale 10 -- -- 1 100 

 CoughingMale 10 -- -- 1 100 

 CowMoo 10 -- -- 1 100 

 CrowdApplause 10 -- -- 1 100 

 CrowdCheering 10 -- -- 1 100 

 CryingChild 10 -- -- 1 100 

 CryingFemale 10 -- -- 1 100 

 CryingMale 10 -- -- 1 100 

 DogBarking 10 -- -- 4 70 

 DogGrowling 10 -- -- 1 100 

 DogHowling 10 -- -- 1 100 

 Drilling 10 -- -- 1 100 

 DrillingPneumatic 10 -- -- 2 90 

 Fire 10 -- -- 1 100 

 Footsteps 10 -- -- 3 80 

 Hammer 10 -- -- 1 100 

 Helicopter 10 -- -- 2 90 

 HorseGalloping 10 -- -- 1 100 

 HorseNeighing 10 -- -- 1 100 

 HorseSnorting 10 -- -- 1 100 

 InsectsBuzzing 10 -- -- 1 100 

 InsectsStridulation 10 -- -- 2 90 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 JetPassing 10 -- -- 1 100 

 LaughingChild 10 -- -- 1 100 

 LaughingFemale 10 -- -- 1 100 

 LaughingGroup 10 -- -- 1 100 

 LaughingMale 10 -- -- 1 100 

 Propeller 10 -- -- 3 80 

 Rain 10 -- -- 2 90 

 River 10 -- -- 1 100 

 Sawing 10 -- -- 1 100 

 SawingManual 10 -- -- 1 100 

 SeaWaves 10 -- -- 2 90 

 Sneezing 10 -- -- 1 100 

 Snoring 10 -- -- 1 100 

 ThroatClearing 10 -- -- 1 100 

 Thunder 10 -- -- 1 100 

 TrainBrakes 10 -- -- 1 100 

 TrainSignal 10 -- -- 1 100 

 TrainWagons 10 -- -- 1 100 

 Waterfall 10 -- -- 3 80 

 Wind 10 -- -- 1 100 

LDA Model 1    89.06%  34.34% 

Stratified split BirdsFlyingOff 5  100  40 

 BirdSong 5  100  60 

 BirdSquawk 5  100  40 

 CarHorn 5  100  20 

 CarSkidding 5  60  60 

 CarStarting 5  100  20 

 CatHissing 5  100  40 

 CatMeowing 5  100  0 

 CatPurring 5  100  60 

 ChildrenPlaying 5  100  40 

 CocktailParty 5  80  60 

 CoughingFemale 5  100  40 

 CoughingMale 5  100  40 

 CowMoo 5  100  40 

 CrowdApplause 5  80  40 

 CrowdCheering 5  80  40 

 CryingChild 5  100  20 

 CryingFemale 5  100  20 

 CryingMale 5  100  80 

 DogBarking 5  60  20 

 DogGrowling 5  80  0 

 DogHowling 5  100  20 

 Drilling 5  80  20 

 DrillingPneumatic 5  60  0 

 Fire 5  100  40 

 Footsteps 5  100  0 

 Hammer 5  100  80 

 Helicopter 5  100  20 

 HorseGalloping 5  100  80 

 HorseNeighing 5  80  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 HorseSnorting 5  80  60 

 InsectsBuzzing 5  80  20 

 InsectsStridulation 5  100  40 

 JetPassing 5  80  60 

 LaughingChild 5  80  20 

 LaughingFemale 5  80  0 

 LaughingGroup 5  60  40 

 LaughingMale 5  100  60 

 Propeller 5  60  0 

 Rain 5  100  20 

 River 5  60  20 

 Sawing 5  80  20 

 SawingManual 5  100  20 

 SeaWaves 5  100  40 

 Sneezing 5  100  40 

 Snoring 5  100  40 

 ThroatClearing 5  100  40 

 Thunder 5  80  20 

 TrainBrakes 5  80  100 

 TrainSignal 5  100  20 

 TrainWagons 5  80  40 

 Waterfall 5  80  40 

 Wind 5  80  20 

LDA Model 2    89.81%  37.36% 

Random split BirdsFlyingOff 3  100   

 BirdSong 8  100   

 BirdSquawk 5  100   

 CarHorn 2  100   

 CarSkidding 6  66.67   

 CarStarting 5  100   

 CatHissing 7  85.71   

 CatMeowing 7  71.43   

 CatPurring 4  75   

 ChildrenPlaying 6  66.67   

 CocktailParty 5  100   

 CoughingFemale 5  80   

 CoughingMale 5  100   

 CowMoo 7  100   

 CrowdApplause 6  66.67   

 CrowdCheering 4  100   

 CryingChild 6  100   

 CryingFemale 3  100   

 CryingMale 4  100   

 DogBarking 5  80   

 DogGrowling 5  80   

 DogHowling 5  100   

 Drilling 4  75   

 DrillingPneumatic 4  75   

 Fire 5  100   

 Footsteps 6  83.33   

 Hammer 6  100   
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 Helicopter 5  80   

 HorseGalloping 5  100   

 HorseNeighing 3  100   

 HorseSnorting 4  100   

 InsectsBuzzing 6  100   

 InsectsStridulation 3  100   

 JetPassing 4  100   

 LaughingChild 4  100   

 LaughingFemale 6  100   

 LaughingGroup 5  100   

 LaughingMale 1  100   

 Propeller 6  66.67   

 Rain 6  83.33   

 River 4  50   

 Sawing 5  100   

 SawingManual 6  100   

 SeaWaves 4  100   

 Sneezing 4  100   

 Snoring 2  50   

 ThroatClearing 6  83.33   

 Thunder 8  87.5   

 TrainBrakes 5  100   

 TrainSignal 5  100   

 TrainWagons 7  100   

 Waterfall 7  71.43   

 Wind 6  100   

 

Table E11 

10-fold Leave-One-Out Validation With Stratified Split for Class Name (Level IV) 

 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

Fold-1    77.57%  50.94% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   55.56  100 

 CarHorn   88.89  100 

 CarSkidding   88.89  0 

 CarStarting   66.67  0 

 CatHissing   77.78  100 

 CatMeowing   55.56  0 

 CatPurring   77.78  100 

 ChildrenPlaying   66.67  100 

 CocktailParty   88.89  0 

 CoughingFemale   100  0 

 CoughingMale   66.67  100 

 CowMoo   88.89  0 

 CrowdApplause   77.78  0 

 CrowdCheering   66.67  100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 CryingChild   100  0 

 CryingFemale   66.67  100 

 CryingMale   100  100 

 DogBarking   66.67  0 

 DogGrowling   66.67  0 

 DogHowling   88.89  0 

 Drilling   77.78  0 

 DrillingPneumatic   33.33  0 

 Fire   88.89  100 

 Footsteps   77.78  0 

 Hammer   100  100 

 Helicopter   77.78  0 

 HorseGalloping   77.78  100 

 HorseNeighing   77.78  100 

 HorseSnorting   88.89  0 

 InsectsBuzzing   77.78  100 

 InsectsStridulation   77.78  100 

 JetPassing   88.89  100 

 LaughingChild   88.89  0 

 LaughingFemale   66.67  0 

 LaughingGroup   77.78  0 

 LaughingMale   88.89  100 

 Propeller   44.44  0 

 Rain   55.56  0 

 River   77.78  100 

 Sawing   88.89  100 

 SawingManual   88.89  0 

 SeaWaves   66.67  100 

 Sneezing   88.89  100 

 Snoring   55.56  100 

 ThroatClearing   88.89  100 

 Thunder   77.78  0 

 TrainBrakes   77.78  100 

 TrainSignal   77.78  0 

 TrainWagons   77.78  0 

 Waterfall   55.56  100 

 Wind   77.78  0 

Fold-2    79.04%  45.28% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   77.78  0 

 CarHorn   88.89  0 

 CarSkidding   77.78  0 

 CarStarting   77.78  100 

 CatHissing   77.78  0 

 CatMeowing   66.67  0 

 CatPurring   77.78  0 

 ChildrenPlaying   77.78  0 

 CocktailParty   77.78  100 

 CoughingFemale   88.89  0 

 CoughingMale   88.89  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 CowMoo   88.89  100 

 CrowdApplause   66.67  100 

 CrowdCheering   55.56  100 

 CryingChild   100  100 

 CryingFemale   88.89  0 

 CryingMale   100  0 

 DogBarking   55.56  100 

 DogGrowling   66.67  0 

 DogHowling   77.78  100 

 Drilling   77.78  0 

 DrillingPneumatic   55.56  0 

 Fire   100  0 

 Footsteps   77.78  0 

 Hammer   100  100 

 Helicopter   100  0 

 HorseGalloping   88.89  0 

 HorseNeighing   66.67  100 

 HorseSnorting   88.89  0 

 InsectsBuzzing   88.89  100 

 InsectsStridulation   77.78  0 

 JetPassing   88.89  100 

 LaughingChild   88.89  100 

 LaughingFemale   55.56  0 

 LaughingGroup   66.67  100 

 LaughingMale   77.78  100 

 Propeller   44.44  0 

 Rain   55.56  0 

 River   77.78  100 

 Sawing   88.89  0 

 SawingManual   100  0 

 SeaWaves   66.67  0 

 Sneezing   100  100 

 Snoring   77.78  0 

 ThroatClearing   77.78  0 

 Thunder   66.67  100 

 TrainBrakes   77.78  100 

 TrainSignal   66.67  100 

 TrainWagons   77.78  0 

 Waterfall   66.67  100 

 Wind   77.78  0 

Fold-3    78.2%  47.17% 

 BirdsFlyingOff   100  0 

 BirdSong   100  100 

 BirdSquawk   66.67  0 

 CarHorn   77.78  0 

 CarSkidding   77.78  100 

 CarStarting   88.89  0 

 CatHissing   66.67  100 

 CatMeowing   77.78  0 

 CatPurring   55.56  0 

 ChildrenPlaying   66.67  100 



 

268 

 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 CocktailParty   77.78  0 

 CoughingFemale   88.89  100 

 CoughingMale   100  100 

 CowMoo   100  100 

 CrowdApplause   77.78  0 

 CrowdCheering   55.56  100 

 CryingChild   100  100 

 CryingFemale   77.78  0 

 CryingMale   88.89  100 

 DogBarking   66.67  0 

 DogGrowling   66.67  0 

 DogHowling   100  100 

 Drilling   88.89  0 

 DrillingPneumatic   44.44  0 

 Fire   88.89  100 

 Footsteps   77.78  0 

 Hammer   100  100 

 Helicopter   88.89  100 

 HorseGalloping   77.78  100 

 HorseNeighing   66.67  100 

 HorseSnorting   77.78  100 

 InsectsBuzzing   100  0 

 InsectsStridulation   77.78  100 

 JetPassing   88.89  0 

 LaughingChild   88.89  100 

 LaughingFemale   66.67  0 

 LaughingGroup   55.56  100 

 LaughingMale   77.78  0 

 Propeller   44.44  0 

 Rain   44.44  0 

 River   77.78  0 

 Sawing   88.89  0 

 SawingManual   77.78  100 

 SeaWaves   77.78  100 

 Sneezing   100  0 

 Snoring   66.67  0 

 ThroatClearing   88.89  0 

 Thunder   66.67  0 

 TrainBrakes   77.78  100 

 TrainSignal   77.78  0 

 TrainWagons   66.67  100 

 Waterfall   66.67  100 

 Wind   77.78  0 

Fold-4    78.41%  35.85% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   77.78  0 

 CarHorn   77.78  0 

 CarSkidding   88.89  0 

 CarStarting   88.89  100 

 CatHissing   66.67  100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 CatMeowing   55.56  0 

 CatPurring   77.78  0 

 ChildrenPlaying   77.78  0 

 CocktailParty   88.89  0 

 CoughingFemale   100  100 

 CoughingMale   77.78  0 

 CowMoo   77.78  0 

 CrowdApplause   66.67  100 

 CrowdCheering   77.78  100 

 CryingChild   100  0 

 CryingFemale   77.78  0 

 CryingMale   88.89  100 

 DogBarking   66.67  0 

 DogGrowling   77.78  0 

 DogHowling   88.89  0 

 Drilling   55.56  0 

 DrillingPneumatic   44.44  0 

 Fire   88.89  0 

 Footsteps   66.67  100 

 Hammer   100  100 

 Helicopter   88.89  100 

 HorseGalloping   77.78  100 

 HorseNeighing   77.78  0 

 HorseSnorting   100  0 

 InsectsBuzzing   88.89  100 

 InsectsStridulation   77.78  100 

 JetPassing   88.89  100 

 LaughingChild   88.89  0 

 LaughingFemale   66.67  0 

 LaughingGroup   66.67  0 

 LaughingMale   66.67  0 

 Propeller   44.44  0 

 Rain   66.67  0 

 River   100  0 

 Sawing   88.89  0 

 SawingManual   77.78  100 

 SeaWaves   66.67  0 

 Sneezing   100  0 

 Snoring   55.56  100 

 ThroatClearing   66.67  0 

 Thunder   66.67  100 

 TrainBrakes   88.89  0 

 TrainSignal   77.78  0 

 TrainWagons   77.78  0 

 Waterfall   66.67  0 

 Wind   77.78  100 

Fold-5    76.94%  49.06% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   77.78  0 

 CarHorn   77.78  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 CarSkidding   77.78  100 

 CarStarting   88.89  0 

 CatHissing   66.67  100 

 CatMeowing   88.89  100 

 CatPurring   77.78  100 

 ChildrenPlaying   66.67  100 

 CocktailParty   100  100 

 CoughingFemale   88.89  100 

 CoughingMale   100  100 

 CowMoo   77.78  0 

 CrowdApplause   77.78  100 

 CrowdCheering   66.67  0 

 CryingChild   100  100 

 CryingFemale   77.78  100 

 CryingMale   88.89  100 

 DogBarking   55.56  100 

 DogGrowling   66.67  0 

 DogHowling   77.78  0 

 Drilling   55.56  100 

 DrillingPneumatic   44.44  0 

 Fire   88.89  0 

 Footsteps   66.67  100 

 Hammer   100  100 

 Helicopter   77.78  100 

 HorseGalloping   88.89  0 

 HorseNeighing   66.67  100 

 HorseSnorting   77.78  0 

 InsectsBuzzing   88.89  0 

 InsectsStridulation   77.78  100 

 JetPassing   66.67  0 

 LaughingChild   77.78  0 

 LaughingFemale   66.67  0 

 LaughingGroup   55.56  0 

 LaughingMale   77.78  0 

 Propeller   44.44  100 

 Rain   66.67  0 

 River   66.67  0 

 Sawing   88.89  0 

 SawingManual   88.89  0 

 SeaWaves   66.67  0 

 Sneezing   88.89  100 

 Snoring   66.67  100 

 ThroatClearing   66.67  100 

 Thunder   88.89  100 

 TrainBrakes   88.89  0 

 TrainSignal   55.56  0 

 TrainWagons   77.78  0 

 Waterfall   77.78  0 

 Wind   77.78  0 

Fold-6    77.99%  43.4% 

 BirdsFlyingOff   88.89  100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 BirdSong   100  100 

 BirdSquawk   77.78  0 

 CarHorn   88.89  0 

 CarSkidding   77.78  100 

 CarStarting   77.78  100 

 CatHissing   66.67  100 

 CatMeowing   55.56  0 

 CatPurring   66.67  0 

 ChildrenPlaying   77.78  100 

 CocktailParty   66.67  0 

 CoughingFemale   88.89  100 

 CoughingMale   66.67  100 

 CowMoo   88.89  100 

 CrowdApplause   66.67  100 

 CrowdCheering   77.78  0 

 CryingChild   100  100 

 CryingFemale   77.78  0 

 CryingMale   100  0 

 DogBarking   55.56  0 

 DogGrowling   66.67  100 

 DogHowling   88.89  100 

 Drilling   77.78  0 

 DrillingPneumatic   55.56  0 

 Fire   88.89  0 

 Footsteps   77.78  0 

 Hammer   100  100 

 Helicopter   77.78  0 

 HorseGalloping   77.78  100 

 HorseNeighing   77.78  0 

 HorseSnorting   77.78  100 

 InsectsBuzzing   88.89  0 

 InsectsStridulation   88.89  0 

 JetPassing   88.89  0 

 LaughingChild   77.78  0 

 LaughingFemale   66.67  0 

 LaughingGroup   66.67  0 

 LaughingMale   88.89  100 

 Propeller   44.44  0 

 Rain   55.56  0 

 River   77.78  0 

 Sawing   88.89  100 

 SawingManual   88.89  0 

 SeaWaves   77.78  100 

 Sneezing   100  100 

 Snoring   66.67  0 

 ThroatClearing   88.89  100 

 Thunder   77.78  0 

 TrainBrakes   77.78  100 

 TrainSignal   77.78  0 

 TrainWagons   66.67  0 

 Waterfall   66.67  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 Wind   77.78  100 

Fold-7    76.31%  41.51% 

 BirdsFlyingOff   88.89  0 

 BirdSong   100  100 

 BirdSquawk   77.78  100 

 CarHorn   88.89  0 

 CarSkidding   77.78  100 

 CarStarting   77.78  100 

 CatHissing   77.78  0 

 CatMeowing   66.67  0 

 CatPurring   77.78  0 

 ChildrenPlaying   77.78  100 

 CocktailParty   88.89  100 

 CoughingFemale   88.89  0 

 CoughingMale   77.78  0 

 CowMoo   66.67  0 

 CrowdApplause   77.78  0 

 CrowdCheering   66.67  0 

 CryingChild   100  100 

 CryingFemale   66.67  0 

 CryingMale   100  100 

 DogBarking   55.56  100 

 DogGrowling   66.67  100 

 DogHowling   100  0 

 Drilling   66.67  0 

 DrillingPneumatic   44.44  0 

 Fire   88.89  0 

 Footsteps   66.67  0 

 Hammer   100  100 

 Helicopter   66.67  0 

 HorseGalloping   77.78  100 

 HorseNeighing   55.56  0 

 HorseSnorting   88.89  0 

 InsectsBuzzing   88.89  0 

 InsectsStridulation   88.89  0 

 JetPassing   77.78  0 

 LaughingChild   77.78  100 

 LaughingFemale   55.56  100 

 LaughingGroup   44.44  0 

 LaughingMale   77.78  0 

 Propeller   44.44  0 

 Rain   55.56  0 

 River   100  100 

 Sawing   88.89  100 

 SawingManual   88.89  100 

 SeaWaves   66.67  0 

 Sneezing   100  0 

 Snoring   66.67  100 

 ThroatClearing   66.67  100 

 Thunder   66.67  0 

 TrainBrakes   88.89  100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 TrainSignal   77.78  100 

 TrainWagons   66.67  100 

 Waterfall   66.67  0 

 Wind   66.67  0 

Fold-8    78.2%  52.83% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   88.89  100 

 CarHorn   77.78  0 

 CarSkidding   77.78  100 

 CarStarting   77.78  0 

 CatHissing   66.67  100 

 CatMeowing   66.67  0 

 CatPurring   77.78  100 

 ChildrenPlaying   66.67  100 

 CocktailParty   100  0 

 CoughingFemale   100  0 

 CoughingMale   66.67  0 

 CowMoo   88.89  100 

 CrowdApplause   77.78  100 

 CrowdCheering   77.78  100 

 CryingChild   100  100 

 CryingFemale   66.67  100 

 CryingMale   88.89  0 

 DogBarking   55.56  100 

 DogGrowling   77.78  0 

 DogHowling   100  0 

 Drilling   77.78  0 

 DrillingPneumatic   55.56  0 

 Fire   88.89  0 

 Footsteps   88.89  0 

 Hammer   100  100 

 Helicopter   66.67  100 

 HorseGalloping   77.78  100 

 HorseNeighing   66.67  0 

 HorseSnorting   77.78  100 

 InsectsBuzzing   88.89  100 

 InsectsStridulation   77.78  0 

 JetPassing   77.78  0 

 LaughingChild   77.78  100 

 LaughingFemale   55.56  0 

 LaughingGroup   44.44  0 

 LaughingMale   66.67  0 

 Propeller   44.44  0 

 Rain   44.44  100 

 River   77.78  0 

 Sawing   77.78  100 

 SawingManual   88.89  100 

 SeaWaves   77.78  100 

 Sneezing   100  100 

 Snoring   66.67  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 ThroatClearing   77.78  100 

 Thunder   88.89  100 

 TrainBrakes   88.89  100 

 TrainSignal   66.67  0 

 TrainWagons   100  0 

 Waterfall   77.76  100 

 Wind   66.67  0 

Fold-9    74.84%  60.38% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   66.67  100 

 CarHorn   77.78  0 

 CarSkidding   77.78  100 

 CarStarting   77.78  100 

 CatHissing   66.67  100 

 CatMeowing   66.67  0 

 CatPurring   55.56  0 

 ChildrenPlaying   77.78  0 

 CocktailParty   88.89  100 

 CoughingFemale   88.89  100 

 CoughingMale   77.78  0 

 CowMoo   77.78  0 

 CrowdApplause   77.78  100 

 CrowdCheering   55.56  0 

 CryingChild   100  100 

 CryingFemale   66.67  100 

 CryingMale   88.89  100 

 DogBarking   66.67  0 

 DogGrowling   55.56  0 

 DogHowling   88.89  100 

 Drilling   88.89  0 

 DrillingPneumatic   22.22  0 

 Fire   88.89  100 

 Footsteps   77.78  0 

 Hammer   100  100 

 Helicopter   77.78  100 

 HorseGalloping   77.78  100 

 HorseNeighing   66.67  100 

 HorseSnorting   77.78  0 

 InsectsBuzzing   88.89  100 

 InsectsStridulation   77.78  100 

 JetPassing   88.89  100 

 LaughingChild   77.78  100 

 LaughingFemale   55.56  100 

 LaughingGroup   44.44  100 

 LaughingMale   88.89  100 

 Propeller   44.44  100 

 Rain   55.56  0 

 River   77.78  100 

 Sawing   77.78  0 

 SawingManual   88.89  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 SeaWaves   77.78  100 

 Sneezing   100  100 

 Snoring   66.67  0 

 ThroatClearing   66.67  0 

 Thunder   66.67  0 

 TrainBrakes   77.78  100 

 TrainSignal   66.67  0 

 TrainWagons   77.78  100 

 Waterfall   66.67  100 

 Wind   66.67  0 

Fold-10    77.79%  50.94% 

 BirdsFlyingOff   88.89  100 

 BirdSong   100  100 

 BirdSquawk   88.89  0 

 CarHorn   77.78  100 

 CarSkidding   77.78  100 

 CarStarting   88.89  0 

 CatHissing   77.78  0 

 CatMeowing   66.67  0 

 CatPurring   77.78  100 

 ChildrenPlaying   77.78  100 

 CocktailParty   77.78  0 

 CoughingFemale   88.89  100 

 CoughingMale   77.78  0 

 CowMoo   88.89  0 

 CrowdApplause   77.78  100 

 CrowdCheering   88.89  0 

 CryingChild   100  0 

 CryingFemale   88.89  0 

 CryingMale   88.89  100 

 DogBarking   55.56  100 

 DogGrowling   55.56  0 

 DogHowling   88.89  0 

 Drilling   66.67  0 

 DrillingPneumatic   44.44  0 

 Fire   88.89  100 

 Footsteps   66.67  0 

 Hammer   100  0 

 Helicopter   77.78  0 

 HorseGalloping   77.78  100 

 HorseNeighing   77.78  0 

 HorseSnorting   88.89  100 

 InsectsBuzzing   77.78  100 

 InsectsStridulation   77.78  0 

 JetPassing   88.89  100 

 LaughingChild   88.89  100 

 LaughingFemale   66.67  0 

 LaughingGroup   66.67  100 

 LaughingMale   88.89  0 

 Propeller   33.33  100 

 Rain   55.56  100 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 River   100  100 

 Sawing   77.78  100 

 SawingManual   88.89  100 

 SeaWaves   77.78  100 

 Sneezing   100  100 

 Snoring   66.67  100 

 ThroatClearing   77.78  0 

 Thunder   66.67  100 

 TrainBrakes   77.78  0 

 TrainSignal   77.78  0 

 TrainWagons   66.67  0 

 Waterfall   66.67  0 

 Wind   55.56  100 

AVERAGE    77.53%  47.74% 

 BirdsFlyingOff   90.001  80 

 BirdSong   100  100 

 BirdSquawk   75.558  40 

 CarHorn   82.224  20 

 CarSkidding   80.002  70 

 CarStarting   81.113  50 

 CatHissing   71.114  70 

 CatMeowing   66.67  10 

 CatPurring   72.225  40 

 ChildrenPlaying   73.336  70 

 CocktailParty   85.557  40 

 CoughingFemale   92.223  60 

 CoughingMale   80.002  40 

 CowMoo   84.446  40 

 CrowdApplause   74.447  70 

 CrowdCheering   68.892  50 

 CryingChild   100  70 

 CryingFemale   75.558  40 

 CryingMale   93.334  70 

 DogBarking   60.004  50 

 DogGrowling   66.67  20 

 DogHowling   90.001  40 

 Drilling   73.336  10 

 DrillingPneumatic   44.443  0 

 Fire   90.001  40 

 Footsteps   74.447  20 

 Hammer   100  90 

 Helicopter   80.002  50 

 HorseGalloping   80.002  80 

 HorseNeighing   70.003  50 

 HorseSnorting   84.446  40 

 InsectsBuzzing   87.779  60 

 InsectsStridulation   80.002  50 

 JetPassing   84.446  50 

 LaughingChild   83.335  60 

 LaughingFemale   62.226  20 

 LaughingGroup   58.89  40 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 

Accuracy 

 LaughingMale   80.002  40 

 Propeller   43.329  30 

 Rain   55.558  20 

 River   83.335  50 

 Sawing   85.557  50 

 SawingManual   87.779  50 

 SeaWaves   72.225  60 

 Sneezing   97.778  70 

 Snoring   65.559  50 

 ThroatClearing   76.669  50 

 Thunder   73.336  50 

 TrainBrakes   82.224  70 

 TrainSignal   72.225  20 

 TrainWagons   75.558  30 

 Waterfall   67.779  50 

 Wind   72.225  30 

 

Table E12 

LDA on Rotated PCA Components Class Name (Level IV) 

 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

LDA-PCA    61.13%  32.08% 

50-50 stratified BirdsFlyingOff   100  40 

 BirdSong   100  40 

 BirdSquawk   20  0 

 CarHorn   80  40 

 CarSkidding   40  40 

 CarStarting   80  20 

 CatHissing   80  40 

 CatMeowing   40  20 

 CatPurring   40  80 

 ChildrenPlaying   100  40 

 CocktailParty   60  100 

 CoughingFemale   80  60 

 CoughingMale   60  80 

 CowMoo   80  40 

 CrowdApplause   80  60 

 CrowdCheering   60  40 

 CryingChild   100  0 

 CryingFemale   40  20 

 CryingMale   80  40 

 DogBarking   20  0 

 DogGrowling   60  0 

 DogHowling   60  20 

 Drilling   40  40 

 DrillingPneumatic   20  0 

 Fire   60  0 

 Footsteps   100  0 
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 Category Sample 
Training 
Rank 

Training 
Accuracy 

Test 
Rank 

Test 
Accuracy 

 Hammer   100  100 

 Helicopter   100  40 

 HorseGalloping   40  60 

 HorseNeighing   40  0 

 HorseSnorting   40  20 

 InsectsBuzzing   0  0 

 InsectsStridulation   100  20 

 JetPassing   20  60 

 LaughingChild   80  20 

 LaughingFemale   60  0 

 LaughingGroup   60  0 

 LaughingMale   60  80 

 Propeller   0  20 

 Rain   60  20 

 River   60  40 

 Sawing   40  20 

 SawingManual   100  40 

 SeaWaves   100  40 

 Sneezing   80  60 

 Snoring   60  20 

 ThroatClearing   60  20 

 Thunder   60  20 

 TrainBrakes   40  80 

 TrainSignal   40  20 

 TrainWagons   40  40 

 Waterfall   80  0 

 Wind   40  0 
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Appendix F 

Semantic Similarity Matrices 

 

Figure E1 

Semantic Similarity Between Sound Labels with WordNet 

 

Note. The majority of values are concentrated in the lower end of the scale (around 0.1) 

suggesting that the distribution is positively skewed and strongly leptokurtic. Overall, only 

pairs of the same words (i.e., identity) have high values (i.e., Path Similarity=0.9) with 

several isolated cases in the middle of the scale (e.g. labels relating to laughter). 
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Figure E2 

Semantic Similarity Between Sound Labels with GloVe Algorithm (2 Tokens per Label) 
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Figure E3 

Semantic Similarity Between Sound Labels with GloVe Algorithm (5 Tokens per Label) 
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Appendix F 

Example Study Advert 
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