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Abstract

This thesis proposes nonparametric techniques to enhance unsupervised learning methods
in computational or biological contexts. Representations of intractable distributions and
their relevant statistics are enhanced by nonparametric components trained to handle
challenging estimation problems.

The first part introduces a generic algorithm for learning generative latent variable
models. In contrast to traditional variational learning, no representation for the intract-
able posterior distributions are computed, making it agnostic to the model structure
and the support of latent variables. Kernel ridge regression is used to consistently estim-
ate the gradient for learning. In many unsupervised tasks, this approach outperforms
advanced alternatives based on the expectation-maximisation algorithm and variational
approximate inference.

In the second part, I train a model of data known as the kernel exponential family
density. The kernel, used to describe smooth functions, is augmented by a parametric
component trained using an efficient meta-learning procedure; meta-learning prevents
overfitting as would occur using conventional routines. After training, the contours of
the kernel become adaptive to the local geometry of the underlying density. Compared
to maximum-likelihood learning, our method better captures the shape of the density,
which is the desired quantity in many downstream applications.

The final part sees how nonparametric ideas contribute to understanding uncertainty
computation in the brain. First, I show that neural networks can learn to represent
uncertainty using the distributed distributional code (DDC), a representation similar to
the nonparametric kernel mean embedding. I then derive several DDC-based message-
passing algorithms, including computations of filtering and real-time smoothing. The
latter is a common neural computation embodied in many postdictive phenomena of
perception in multiple modalities. The main idea behind these algorithms is least-squares
regression, where the training data are simulated from an internal model. The internal
model can be concurrently updated to follow the statistics in sensory stimuli, enabling
adaptive inference.
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Impact statement

This thesis identifies novel and promising directions to advance methods for solving
unsupervised learning problems. New algorithms employ nonparametric components to
enhance computational models of data distributions and to help understand biological
inference during perception. The common nonparametric feature relaxes standard
distributional assumptions used in most existing techniques and can benefit many
real-world applications where very little is known about the distribution modelled.

I developed amortised learning to improve parameter estimation for latent variable
models, pointing towards a novel direction of inference-free maximum-likelihood learning.
It is inspired by the traditional framework of variational lower bound that led to the
classical expectation-maximisation algorithm. In amortised learning, rather than trying
to improve posterior inference as pursued by the field for a long time, we substitute
the intractable inference with nonparametric gradient estimation that guides maximum-
likelihood parameter update. The key advantage is that the gradient estimator is
agnostic to the properties of the latent variable and model structure. Through a
thorough empirical validation, our method outperforms many baseline methods that are
designed specifically for each task. These promising results support amortised learning
as a generic tool for training simulation-based models. Outside of machine learning, this
algorithm can be applied to fitting model parameters to data in many scientific research
disciplines, such as physics, biology and epidemiology.

While traditional kernel methods can provably solve many problems in the limit
of infinite data, real-world applications rarely satisfy this condition, rendering kernel
methods ineffective in practical situations. We propose to enrich the representation
power of a standard kernel by augmenting it with a flexible neural network. Through a
novel instance of meta-learning, we can optimise a large number of hyperparameters
of the augmented kernel efficiently. When applied to the kernel exponential family
distribution for density estimation, the meta-learning algorithm yielded spatial-variant
kernel functions that are adapted to the local shape of data distribution. No supervision
is required, as in previous instances of deep kernel learning. In addition, I identify and
discuss a critical failure mode of many score-based methods (including score matching)
that is worth the attention of the field.

The last chapter shows how the brain could adopt nonparametrics to represent
uncertainty for accurate and probabilistic perception. I first show that, in a neural
network trained to track a moving target with noisy temporal dynamics and observations,
the intractable posterior uncertainty is naturally represented by a generalised moment
representation. I then demonstrate the computational flexibility of this representation
in two dynamical perception scenarios that have been challenging to simulate previously.
First, the trained recognition model can replicate a dynamic neural computation known as
postdiction, a common perceptual phenomenon observed in multiple sensory modalities.
Second, the result of inference can help the brain adapt to changes in the nonstationary
environment. Compared to existing proposals, this generalised moment representation
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enables a much wider range of intractable probabilistic computations using a consistent
neural algorithm and architecture. Therefore, it serves as a strong candidate theory of
how uncertainty computations are executed in the brain.
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Chapter 1

Introduction

This thesis proposes algorithms of learning probability distributions from data under
minimal assumptions. These algorithms share a common nonparametric feature that
enriches representational and computational flexibility. For models of data, I present two
learning algorithms: 1) maximum-likelihood estimation for a wide range of generative
models by “amortised learning”, and 2) learning hyper-parametrised “deep kernels” by
score matching. Combining elements of these methods, I extend a recently proposed
representation of distributions (DDC) to model uncertainty computations in the brain,
particularly in dynamic settings. The flexibility of this representation allows accurate
probabilistic inference, reproducing “postdictive” effects in perception.

1.1 maximum-likelihood and generative models

I first consider learning flexible models of data using the maximum-likelihood objective.
Maximum-likelihood estimation finds the parameter of a model so that the probability
of observing the data is maximised under the model. Of all probability distributions
the model can describe, maximum-likelihood finds the one that minimises the Kullback-
Leibler divergence between the data and the model distribution.

In many practical applications, a probabilistic model involves a set of latent (un-
observed) random variables Z that are statistically or causally related to each data
point X.1 The model describes the distribution of latent variables by some prior with
density function pθ(z) and defines a functional relationship between the latent and
observed variables through a likelihood function pθ(x|z), where θ is the vector of model
parameters. Usually, the latent variables z are responsible for individual data, sometimes
described as local, while the model parameters θ represent collective features of the
whole dataset.

In cases where these distributions afford easy sampling, this model is referred to as a
generative latent variable model or just generative model [Ng and Jordan, 2002]. (The
other type of latent variable model in which the distributions are specified through an

1We will use lower-case letter for random variables in the rest of the thesis to simplify notation
unless otherwise noted.
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14 CHAPTER 1. INTRODUCTION

energy function does not in general support fast data generation or sampling.) Aspects
of the generative model, including the functional structure, the type or support of latent
variables and specific conditional dependencies between these variables, can be chosen
to reflect our knowledge and assumptions about the data generating process.

Generative models find wide applications in scientific fields where the underlying
causal or physical processes of data generation (including any unobserved variables)
are known and can be approximated by simulation [Cranmer et al., 2020]. When the
latent variables are unknown, methods of representational learning, which identifies data
features as parameters, rely on generative models with added statistical constraints,
such as in independent component analysis [Hyvärinen and Oja, 2000] and slow feature
analysis [Wiskott and Sejnowski, 2002]. In causal inference, generative models define
structural causal models that relate independent random sources to latent and observed
variables [Peters et al., 2017]. More generally, one can train a generative model to
synthesise samples from highly complex distributions, such as images, by transforming
the latent variables through a flexible likelihood function. When generative models are
trained, they can be used for many downstream tasks, such as compression, synthesis,
denoising and imputation.

Motivations Despite its intuitiveness, training generative models by maximum-likelihood
is highly challenging, since the marginal likelihood function is in general intractable
to compute. Currently, most existing learning methods are based on the expectation-
maximisation (EM) algorithm that alternates posterior inference for p(z|x) and para-
meter update on θ [Dempster et al., 1977]. The inferential E-step is also intractable
and requires various approximation techniques [Bishop, 2006, Chapter 10]. Traditional
approximate inference methods require a slow optimization for each data point and thus
become impractical for large datasets. Amortised inference addresses this problem by
training a separate inferential model that produces posterior distributions from data
directly.

The central theme of amortised inference method is to optimise a single recognition or
inferential function that takes an input and maps to its approximate posterior. Training
this model distributes the cost of inference of one data point to the entire dataset. Hinton
et al. [1995] proposed the wake-sleep algorithm in which the inferential model was trained
using data drawn from the generative model, and the latter was trained to maximise the
free-energy lower bound of the likelihood. They noted, however, that the wake and sleep
stages of the algorithm optimise different objectives, so convergence is not guaranteed.
More recently, variational auto-encoder (VAE) [Kingma and Welling, 2014, Rezende
et al., 2014] was developed to train the recognition model by reparametrisation gradient.
By making the posterior samples a function of the recognition model parameters, both
the encoder and decoder are trained to optimise the same objective.

VAE requires the posterior to be within a convenient parametric distribution for the
purposes of sampling and entropy evaluation, which limits the approximation quality.
Despite the effort in enriching the posteriors [e.g. Rezende and Mohamed, 2015, Yin
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and Zhou, 2018, Mescheder et al., 2017], the exact posterior distributions induced by
flexible generative models are too complicated to approximate well. The resulting
gradient of the free energy w.r.t. the model parameter is then biased away from the
true maximum-likelihood gradient. In addition, the inferential model usually needs to
be designed specifically for the type or support of the latent variables, which requires
specific reparametrisation techniques involving complicated strategies [Jang et al., 2017,
Davidson et al., 2018, Nagano et al., 2019].

Maximum-likelihood learning can also be approached through the more recent ad-
versarial training schemes, especially when pθ(x|z) is a conditional delta distribution (e.g.
zero observation noise), giving an ill-defined pθ(z|x). In particular, the KL divergence
minimised during maximum-likelihood is a special case of the f -divergence and can thus
be optimised using Fenchel conjugate formulation [e,g, Nowozin et al., 2016, Tao et al.,
2019]. These methods tend to perform very well on high-dimensional data, such as im-
ages. However, as with other adversarial methods, a carefully designed training schedule
is required for stability. Further, an often ignored assumption for adversarial training
is that the samples of x need to be “reparametrised” to retain dependence on model
parameters θ, which is problematic for generative models that have non-differentiable
processes.

Contributions The aforementioned approaches usually estimate various bounds on
the log-likelihood and use automatic differentiation to obtain the gradient to these
bounds as surrogates for the maximum-likelihood gradient. However, these surrogates
are usually biased. Rather than considering a bound, we focus directly on the gradient
of log-likelihood, which can be expressed as a conditional expectation and estimated by
least square regression. Using nonparametric regression method combined with a trick
that incorporates automatic differentiation, this method scales to generative models
with a large number of parameters. It has the following advantages:

1. the generative model parameter θ is updated following a consistent estimate of
the log-likelihood gradient;

2. no assumptions are required on:

(a) the structure of the pθ(z) and pθ(x|z) (e.g. can be loopy);

(b) the support/domain of latent variables z (e.g. can be discrete or supported
on non-Euclidean geometries).

We term this method amortised learning, as its core idea is to train a gradient model that
maps a data point directly to the log-likelihood gradient, similar to amortised inference
where an inferential model is trained to estimate the posterior. It is worth noting that
we do not estimate any bounding quantities of the log-likelihood and is, therefore, a
more direct maximum-likelihood approach than most variational and adversarial learning
methods. This work is described in more detail in Chapter 2.
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1.2 Score matching and kernel exponential family

Another common type of unsupervised model for data aims to directly approximate
the probability density function of the underlying data distribution from its samples.
The model does not reflect any potential causal structure or latent variables, but can
be used in many downstream tasks after training, including hypothesis testing, out-of-
distribution detection, naive-Bayes classifier and so on. One can fit simple parametric
distributions (usually in the exponential family) to the data by maximum-likelihood, and
the solution can often be conveniently found in closed-form. However, real data rarely
follow these simple distributions, and one typically resorts to nonparametric methods
which do not make strong distributional assumptions. The simplest nonparametric
model is a normalised histogram, but the computational cost scales exponentially with
data dimensionality. Parzen window or kernel density estimation (KDE) constructs
a smoothed version of the empirical distribution but often produces overly smoothed
densities.

Here, I focus on how to train energy-based models (EBMs). An EBM specifies a
flexible energy function that approximates the log density of data up to an additive
constant, i.e. E(x) := log p(x) + C, or equivalently, the density up to a normalising
constant, i.e. p(x) ∝ exp [E(x)]. A classic example of EBM is the Markov random field for
images where energy functions are specified between adjacent pixels. EBMs are different
from generative models in that they only specify the interactions between variables but
do easily facilitates data synthesis. (We consider fully observed EBMs only, although in
general EBMs can also include latent variables). In practice, EBMs can capture sharp
features of the data density compared to methods that directly approximate the density
itself, such as KDE.

Trained EBMs can be used to solve problems that require the “score” function
∇x log p(x), including Langevin sampling, entropy optimisation and inference by gradient-
free Hamiltonian Monte Carlo . This suggests that training may prioritise estimating
the score function of the data distribution.

Motivations and contributions Fitting EBMs by maximum-likelihood is intractable
due to the unknown normaliser (or its gradient). The normaliser can be estimated by
sampling, but this gets impractically slow when repeated for each parameter update.
Instead of maximum-likelihood, score matching [Hyvärinen, 2005] minimises Fisher
divergence between the data and model distributions. Learning according to Fisher
divergence requires only the derivatives of the model’s log density, which is independent
of the intractable normaliser. This drastically simplifies the computational cost during
optimisation. Since many applications of EBM require ∇x log p(x), score matching is
indeed a more appropriate objective than maximum-likelihood for these applications. If
the normalised density is required, we can still find the normaliser once after the EBM
has been trained.

It remains as a design choice to specify the family of the energy function. Kingma



1.3. BRAIN REPRESENTATION OF UNCERTAINTY 17

and LeCun [2010] parametrised the energy function as a neural network. Saremi et al.
[2018] also used a deep neural network parametrisation of the energy function, and fitted
to the denoising formulation of score matching. Here, we choose the kernel exponential
family (KEF) which constructs E(x) as a function in the reproducing kernel Hilbert
space [Canu and Smola, 2006, Fukumizu, 2009, Sriperumbudur et al., 2017]. Using
standard kernels, such as the squared exponential kernel, KEF is a rich representation
of distribution (dense in many metrics). It can be trained using score matching with
convergence guarantees in the limit of an infinite amount of data [Sriperumbudur et al.,
2017].

However, the richness of KEF becomes limited in practice when we only have a finite
number of data. The limitation is due in part to the translation-invariance of standard
kernels that assumes a uniform smoothness of the data density, even after tuning by cross-
validation. I propose to compose standard kernels with flexible neural network functions,
leading to deep KEF (DKEF) in the context of EBMs. Neural network-augmented kernels
was proposed in supervised settings [Wilson et al., 2016], but is new in unsupervised
learning. The parameters of the neural network then become hyper-parameters of
the kernel, playing a similar to the bandwidth of the standard squared-exponential
kernel. One traditional method for selecting hyperparameters is cross-validation by
grid search, which does not scale to the large number of hyperparameters of the deep
kernel (parameter of the augmenting neural network, like the bandwidth of a square-
exponential kernel). Instead, we perform cross-validation by meta-learn that updates
the hyperparameters by gradient descent. Surprisingly, we can even fit regularisation
strengths and inducing points of the model using this approach. Further, it turns out that
previous methods [Kingma and LeCun, 2010, Saremi et al., 2018] are specific instances
of DKEF.

I will show empirically the advantage of DKEF compared to other realisations of score
matching. In addition, I demonstrate that DKEF can fit the shape of the distribution
better than a family of exact maximum-likelihood methods known as normalising flows. I
further discuss a practical failure mode of score matching and other score function-based
algorithms, including Stein methods. The details are presented in Chapter 3.

1.3 Brain representation of uncertainty

The last Chapter addresses a long-standing question in theoretical neuroscience: how
does the brain perceive the world? Humans and other animals have to accurately
identify, or otherwise retain uncertainty about, unobserved quantities in the world given
sensory stimuli. Failure to do so can result in sub-optimal decisions leading to potentially
severe life-or-death consequences. The solution to this problem is non-trivial for any
intelligent systems. First, sensory signals received by the brain do not provide complete
information about the world due to ambiguities in the hidden causes (e.g. occlusion).
Second, sensory neurons are intrinsically noisy, limiting the precision of signals relayed
to sensory cortices (e.g. low signal to noise ratio). Despite these obstacles, the brain
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can still make good sense of the world, and can develop to do so without supervision.
For example, infants already possess strong perceptual capabilities before they could
understand language. The brain’s fluency in solving the seemingly ill-posed problem of
perception is fascinating.

Understanding the world around us from partially observed or noisy signals necessit-
ates information completion. Having experienced the regularities of the environment, it
is possible that the brain acquires an internal causal model that explains how sensory
stimuli arise from the hidden causes. The brain may then complete the information by
hypothesising possible causal configurations that could generate the received stimuli
according to internal model. This is similar to the analysis-by-synthesis hypothesised by
Hermann von Helmholtz [Helmholtz, 1867]. Given the sensory stimuli, the internal model
sets constraints for the causes, helping the brain solve the ill-posed inverse problem. As
such, perception can be thought of as an unconscious inference process of computing
the posterior given sensory stimuli based on the acquired internal model [Barlow, 1989,
1990].

A concise internal model usually comprises stochastic dependencies between causes
and observations, because describing the exact, intricate physical processes is costly
with only a marginal benefit of realism. Such an internal model bears a resemblance
to the generative model discussed previously in Chapter 2. Ample experiments suggest
that humans and other animals can integrate sensory information across modalities and
with prior knowledge, and the integration exhibits features of optimal inference under
the regularities of the task [Maloney and Landy, 1989, Young et al., 1993, Ernst and
Banks, 2002, Alais and Burr, 2004, Körding et al., 2004, Knill, 2007, Körding et al.,
2007, Binda et al., 2007, Whiteley and Sahani, 2008, Funamizu et al., 2016, Lieder et al.,
2019]. These results support the idea that the brain somehow implements abstract,
probabilistic computations in the form of neural activities. Further, the brain can learn
to infer in new tasks without additional supervision, implying that it can quickly adapt
to new contingencies in the environment.

Motivations and contributions The core hypothesis for biological probabilistic
perception is that neural activity in sensory areas of the brain reflects not just a point
estimate of unobserved causes but also their uncertainty. How is uncertainty represented
or encoded in the brain? There are mainly two types of general theoretical hypotheses:

1. Deterministic representations [Anderson and Van Essen, 1994, Zemel et al., 1998,
Zemel and Dayan, 1999, Ma et al., 2006, Makin et al., 2013, Vértes and Sahani,
2018] posit that the mean activity encodes uncertainty or its parametrisation. It is
implied that the neural activity holds uncertainty information at any given point in
time and that stochasticity is due to imperfections in the signal processing and/or
other processes in the brain.

2. Stochastic representations [Hyvärinen and Oja, 2000, Orbán et al., 2016] suggest
that the uncertainty is encoded by the variability of neuronal activity and that
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instantaneous activities are related to samples from the encoded distribution.
Computation is then performed by reading out these samples, such as in Monte
Carlo estimation. Thus, neuronal variability is critical in representing uncertainty
and its computations.

With few exceptions, a general issue in the existing frameworks is the simplicity of
distributional representation and computation demonstrated in practice. Most provide
examples using Gaussian distributions as posterior beliefs, but extensions to more general
and analytically intractable computations are not trivial. Another missing component is
learning : how does the brain learn to compute in new tasks or environments? We know
that organisms can adapt to new situations when the statistics of causes and stimuli
change, which corresponds to updating the internal model. Thus, it is crucial for the
representation to afford adaptation or online learning of the internal model.

The aforementioned limitations may be addressed using a flexible representation of
uncertainty that can encode richer distributions and support more general computations.
In this last chapter, I build on the recent work of distributed distributional code (DCC,
Vértes and Sahani [2018]), a representation motivated by the nonparametric kernel
mean embedding [Gretton et al., 2012], to propose biologically plausible algorithms for
inference, learning-to-infer and adaptation in dynamical environments. As we will show
later, the DDC of a posterior distribution is a conditional expectation, and the key idea
to implementing inference and learning-to-infer based on DDC is to solve least-square
regressions, similar to the method used for ALWS presented in Chapter 2.

In particular, I will demonstrate the flexibility of DDC by simulating postdiction –
updating the belief or interpretation of an early event given streaming sensory stimuli.
Like prediction, postdiction is a common form of dynamical perception observed across
modalities and stimulus types. In fact, it can be argued that most dynamic perceptions
are postdiction, as dynamic observations are only present instantaneously, but the latent
causes to be perceived span over a period of time, including the past; thus, to make
sense of the causes over time, it is necessary to store and update previous percepts. In
addition, the internal model can be updated online by maximising the free energy lower
bound on the log-likelihood, improving perception over time. Learning-to-infer and
adaptation by DDC constitutes an instance of the wake-sleep algorithm [Dayan et al.,
1995]. Thus, DDC is a promising framework of how the brain may deal with uncertainty
in a wide range of situations. The details are presented in Chapter 4.

1.4 Structure of the Thesis

I will start in Chapter 2 to describe amortised learning by wake-sleep, a flexible maximum-
likelihood learning algorithm. Chapter 3 introduces deep kernel exponential family for
density and score estimation. Chapter 4 begins with a detailed review on neural
representations of uncertainty, then introduces DDC representation and algorithms for
dynamical inference; this chapter also shows a DDC interpretation of the uncertainty
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computation learned implicitly in supervised models. The published versions of these
work are listed below:

1. Learning deep kernels for exponential family densities:
L. K. Wenliang, T. Moskovitz, H. Kanagawa, M. Sahani. Amortised learning by
wake-sleep. ICML, 2020.
Code: https://github.com/kevin-w-li/al-ws

2. Chapter 3:
L. K. Wenliang, D. J. Sutherland, H. Strathmann, A. Gretton. Learning deep
kernels for exponential family densities. ICML, 2019.
Code: https://github.com/kevin-w-li/deep-kexpfam

3. Chapter 4:
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L. K. Wenliang, M. Sahani. Accurate and adaptive neural recognition in dynam-
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Other work conducted over the course of the thesis that are not included in this thesis
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L. K. Wenliang, A. R. Seitz. Deep neural networks for modelling perceptual
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T. Xu, Li. K. Wenliang, M. Munn, B. Acciaio. COT-GAN: Generating Sequential
Data via Causal Optimal Transport, NeurIPS, 2020.
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Chapter 2

Amortised learning by wake-sleep

Many problems in machine learning, particularly unsupervised learning, can be ap-
proached by fitting flexible parametric probabilistic models to data, often based on “local”
latent variables whose number scales with the number of observations. Once the optimal
parameters are found, the resulting model may be used to synthesize samples, detect
outliers, or relate observations to a latent “representation”. The quality of all of these
operations depends on the appropriateness of the model class chosen and the optimality
of the identified parameters. Following the terminology in statistical machine learning,
we refer to the process of finding parameter as learning.

Although many objectives for learning have been explored in the literature, maximum-
likelihood (ML) remains prominent and comes with attractive theoretical properties
including consistency and asymptotic efficiency [Newey and McFadden, 1994]. A chal-
lenge, however, is that analytic evaluation of the likelihoods of rich, flexible latent
variable models is usually intractable. This is the case for two major types of latent
variables models: those defined by (unnormalised) energy functions between variables
(e.g. Markov graphs) and those defined by normalised conditional distributions between
variables (Bayes graphs). Here, we focus on the latter and consider, in particular,
generative models that have normalised joint densities.

Denote the joint by pθ(z,x) where z is latent and x is observed, and θ is the vector
of parameters. For generative models, the Expectation-Maximisation (EM) algorithm
[Dempster et al., 1977] offers one route to ML learning in such circumstances. EM breaks
the ML problem into an iteration of two sub-problems: on the t+ 1th iteration

1. E-step: given parameters θt computed from the previous iteration, infer the
posterior pθt(z|x∗) for i.i.d. x∗ from a given dataset D;

2. M-step: maximise a lower bound to the likelihood to obtain θt+1, which depends
on evaluating an expectation under the posterior found in the E-step.

This bound is tight when computed using the exact posterior in the first step, ensuring
convergence to a local mode of the log-likelihood. However, explicit calculations of
the posterior distribution in the E-step and the posterior expectation in the M-step
both prove to be intractable in most cases of interest. Consequently, state-of-the-art
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ML-related methods almost always rely on approximations in both steps, particularly in
large-data settings.

The intractability of pθ(z|x) forces some combination of Monte-Carlo estimation
and the use of a tractable parametric approximating family which we call q(z|x) [Bishop,
2006, Chapter 10]. To avoid repeating the expensive variational optimisation to find
q(z|x) for each x, amortised inference trains an encoding or recognition model, with
parameters φ, to map from any x directly to an approximate posterior qφ(z|x). The
cost of learning to infer is thus spread (amortised) over many x’s. Examples of amortised
inference models include the Helmholtz machine trained by the wake-sleep algorithm
[Dayan et al., 1995, Hinton et al., 1995]; and the variational auto-encoder (VAE) trained
using reparamerisation gradient or score methods [Rezende et al., 2014, Kingma and
Welling, 2014]. With considerable effort on improving variational inference (reviewed in
[Zhang et al., 2018]), complex and flexible generative models have been trained on large,
high-dimensional datasets.

However, approximate variational inference poses at least three challenges. First, the
parametric form of the approximate posterior q(z|x), and particularly any factorisations
assumed, must be crafted for each model; choosing the best factorisation from the large
number of possible factorisations may well depend on the task and data. Second, methods
such as reparameterisation require specific transformations tailored to the type of latent
variables, whether they are continuous or discrete, and whether or not the support is
Euclidean. Discrete random variables may require the Gumbel-softmax trick [Jang et al.,
2017]; to allow priors supported on the hyperspherical or hyperbolic geometry, specific
sampling and reparameterisation schemes need to be designed [Davidson et al., 2018,
Xu and Durrett, 2018, Li et al., 2019, Nagano et al., 2019]. Third, in flexible generative
models, such as those with conditional dependence modelled using neural networks, the
exact posteriors may be irregular in ways that are difficult to approximate. We illustrate
this latter effect using a standard VAE with two-dimensional z trained on binarised
MNIST digits Figure 2.1. Note that the digit “9” can be generated by latents at disjoint
regions in the latent space. The exact posterior may be distorted or multi-modal, even
though only Gaussian posteriors are ever produced by the encoder.

When inference is approximate, the EM algorithm is not guaranteed to always
increase the log likelihood, so approximate learning algorithms usually converge away
from the ML parameter values. The dependence of learnt parameters on the quality of
the posterior approximation is not straightforward, and the error may not be reduced
by (say) better approximations with lower Kullback-Leibler (KL) divergence [Turner
and Sahani, 2011]; indeed, errors that enter the M-step objective function induced by
posterior approximation may be unbounded [Huggins et al., 2019].

Given the issues of ML learning-through-inference framework discussed above, one
may seek a more direct and hence less error-prone route to ML learning. Here, we
propose a novel approach that avoids the complications of posterior estimation, instead
learns to predict the gradient of the likelihood directly—an approach we call amortised
learning. The particular realisation we develop here, amortised learning by wake sleep
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Figure 2.1: VAE trained on binarised MNIST digits. Top: mean images generated by
decoding points on a grid of 2-D latent variables. Bottom three rows show 5 samples
of real MNSIT digit (top), the corresponding “exact” posteriors found by histogram
(middle) and the approximate posteriors computed by the Gaussian encoder.
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(ALWS), only requires that sampling from the generative model pθ(z,x) be possible, and
that the gradient ∇θ log pθ (zt,xt) be available (possibly by automated programmes),
but otherwise does not make assumptions about the latent variables. We test the
performance of ALWS on a wide range of tasks and models, including hierarchical
models with heterogeneous priors, nonlinear dynamical systems, and deep models of
images. All experiments use the same form of gradient model trained by simple least-
squares regression. For image generation, we find that models trained with ALWS
can produce samples with considerably better quality when compared with learning
algorithms based on variational inference. We believe it points to a new direction of
using nonparametric methods for more direct and accurate ML learning.

2.1 Background

2.1.1 Model definition

Consider a probabilistic generative model with parameters θ that define a prior on latents
pθ(z) and a conditional on observations pθ(x|z). In ML learning, we seek parameters
that maximise the log-(marginal) likelihood

log pθ(x) = log

∫
pθ(z)pθ(x|z)dz (2.1)

averaged over data D = {x∗m}Mm=1. One practical approach is to iteratively update θ by
following the gradient

∆θ(x) := ∇θ log pθ(x) (2.2)

at each iteration. Note that we denote the gradient ∆θ(x) by a function on data x that
depends explicitly on the model parameter θ.

2.1.2 Variational inference for learning

For many models of interest, the integral in (2.1) cannot be evaluated analytically, and
so direct computation of the gradient is intractable. A popular alternative is to maximise
the evidence lower bound (ELBO) on the marginal likelihood defined by a distribution
q(z):

F(q,θ) := Eq(z) [log pθ(z,x)] + H[q] ≤ log pθ(x), (2.3)

where H[q] is the entropy of q defined over the domain of z. Thus, the parameter θ can
be updated by following the gradient of F(q,θ) w.r.t. θ

∇θF(q,θ) = ∇θEq(z) [log pθ (zt,xt)]

= Eq(z) [∇θ log pθ (zt,xt)] (2.4)
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For a particular x, when q(z) = pθ(z|x) the lower bound in (2.3) is tight, and the
gradient in (2.4) is equal to that of the log-likelihood (see Section 2.7.2). Variational
approximations attempt to bring q close to pθ(z|x), usually by seeking to minimise
KL[q(z)||pθ(z|x)] which corresponds to maximising the bound F w.r.t. q. However,
although choosing q to minimise KL[q(z)||pθ(z|x)] ensures consistent optimisation of a
single objective (2.3), the resulting gradient (2.4) will often be a poor approximation
to the likelihood gradient (2.2). This is because a small but nonzero KL[q(z)||pθ(z|x)]

does not guarantee good approximation to (2.4); see [Huggins et al., 2019] for concrete
examples.

2.1.3 Conditional expectation and least-squares regression

Our approach is to avoid the difficulties introduced by approximating the exact posterior
in (2.4), and instead estimate the conditional expectation 2.4 directly using least-squares
regression (LSR). Let x and y be random vectors with a joint distribution ρ(x,y) on
Rdx ×Rdy . In LSR, we seek a (vector-valued) function f that achieves low mean squared
error (MSE) Eρ(x,y)

[
‖y − f(x)‖22

]
. The ideal solution is given by fρ(x) := Eρ(y|x) [y], as

the problem can be cast as the minimisation of the error Eρ(x)

[
‖fρ(x)− f(x)‖22

]
, where

ρ(x) is the marginal distribution of x (see Section 2.7.1). That is, minimising the MSE
implicitly encourages the solution to be close to Eρ(y|x) [y] in l-2 distance. In practice,

the distribution ρ(x,y) is known only through samples {(xn,yn)}Nn=1
i.i.d∼ ρ(x,y); thus,

LSR can be used to find an approximation of fρ from samples.

2.1.4 Kernel ridge regression

A convenient class of f is constructed by fd(x) = αd · φ(x) for d’th dimension of
f where φ is a fixed feature of x, such as polynomial (φ(x) = x recovers ordinary
least-squares regression), harmonic or radial basis functions. One can then estimate fρ
by computing α using the normal equation for linear regression. Kernel ridge regression
(KRR) extends this idea by effectively using infinite-dimensional φ(x). It draws the
estimated regression function from a flexible class of functions called a reproducing-kernel
Hilbert space (RKHS) [Hofmann et al., 2008]. The KRR estimator is given by minimising
the regularised empirical risk

min
f∈H

1

N

N∑
n=1

‖yn − f(xn)‖22 + λ‖f‖2H, (2.5)

where λ > 0 is a regularisation parameter and H is the RKHS corresponding to a
matrix-valued kernel κ : Rdx × Rdx → Rdy×dy [Carmeli et al., 2006]. In this paper, we
use a kernel of the form κ(x, x′) = k(x, x′)Iy, where Iy is the identity matrix and k is a
scalar-valued positive definite kernel; thus, the matrix-valued kernel κ can be identified
with its scalar counterpart k. In particular, in the scalar output case dy = 1, this choice
of κ coincides with KRR with the scalar kernel k.
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Importantly, the solution f̂λ to (2.5) can be expressed in closed-form

f̂λ(x∗) = Y(K +NλIN )−1k∗, (2.6)

where Y is the concatenation of the training targets [y1, . . . ,yN ] ∈ Rdy×N , K ∈ RN×N

is the gram matrix whose (i, j)’th element is (K)ij = k(xi,xj), IN is the identity matrix
and k∗ = [k(xi,x

∗)]Ni=1 ∈ RN for an input x∗.

In the limit of N →∞ and λ→ 0, the solution f̂λ will achieve the minimum MSE
in the RKHS. In general, the target fρ may not be in the RKHS H, i.e., fρ ∈ L2

ρ \ H,
where L2

ρ is the set of square integrable functions with respect to ρ(x). Nonetheless, if
the RKHS is sufficiently rich (or C0 universal [Carmeli et al., 2010]), the error made by
the estimator Eρ(x)

[
‖f̂λ(x)− fρ(x)‖22

]
converges to zero [Szabó et al., 2016, Theorem

7].

2.2 Amortised learning by wake-sleep

2.2.1 Gradient of log likelihood

As stated above and derived in Section 2.7.2, the log-likelihood gradient function
evaluated on the observation x at iteration t (with current parameters θt) can be written
as

∆θt(x) := ∆θ(x)
∣∣
θt

= ∇θ log pθ(x)
∣∣
θt

= ∇θF(pθt(z|x),θ)
∣∣
θt

(2.7)

where the gradient in the second line is taken w.r.t. the second argument of F ; the
posterior distribution is for a fixed θ at the current θt.

Here, we develop a direct estimate of this gradient, without explicit computation of
the posterior. Inserting the definition from (2.4) into (2.7) we have,

∆θt(x) = Epθt (z|x)

[
∇θ log pθ(z,x)

∣∣
θt

]
(2.8)

= ∇θEpθt (z|x) [log pθ(z,x)]
∣∣
θt

= ∇θJθ(x)
∣∣
θt
. (2.9)

where Jθ(x) := Epθt (z|x) [log pθ(z,x)]. Note that the function Jθ(x) differs with iteration
due to the dependence on pθt(z|x). It can be regarded as an instantaneous objective
for ML learning starting from θt. Neither (2.8) nor (2.9) can be computed in closed
form, and therefore need to be estimated. We refer to ML learning via the estimation
of ∆θt(x) either through Jθ by (2.9) or directly by (2.8) as amortised learning (based
on the ELBO gradient (2.7)). The difference between the two equations lies purely in
implementation: The former estimates the high-dimensional ∆θt(x) directly, whereas the
latter implements the same computation by differentiating Jθ(x). We term an estimator
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of Jθ a gradient model, as it is used to estimate the gradient ∆θt(x). In the next section,
we develop a concrete instantiation of amortised learning.

2.2.2 Training KRR gradient model by wake-sleep

As introduced in Section 2.1.3, LSR allows us to estimate the conditional expectation of a
target variable given an input (regressor). Thus, by regressing from x to ∇θ log pθ(z,x)

(or log pθ(z,x)), we can obtain an estimate of the gradient ∆θt(x) using (2.8) (or (2.9)).
Any reasonable regression method, e.g. a neural network, could serve this purpose, but
here we choose to use KRR introduced in Section 2.1.4 for reasons that will become
clear. Other possible forms of gradient model are discussed in Section 2.6.1.

The expression in (2.8) leads to the following LSR problem

min
f∈H̃

1

N

N∑
n=1

‖∇θ(yθ,n)
∣∣
θt
− f(xn)‖22 + λ‖f‖2H̃, (2.10)

where yθ,n = log pθ(zn,xn), H̃ is an RKHS and {(zn,xn)}Nn=1 ∼ pθt . However, the
vector-valued ∇θ log pθ needs to be evaluated on each (zn,xn), which requires model-
specific derivatives or a slow loop over all sample pairs using currently available automatic-
differentiation routines. Alternatively, we can use (2.9): find an estimator for the scalar-
valued Jθ (keeping the dependence on θ) and then evaluate its gradient by automatic
differentiation. Thus, we construct another estimator by

Ĵθ,γ = arg min
f∈H

1

N

N∑
n=1

|yθ,n − f(xn)|2 + λ‖f‖2H, (2.11)

whereH is the RKHS induced by a kernel kω(·, ·) with hyperparameter ω, and γ = {ω, λ}.
For each data point x∗ ∈ D, the estimate of Jθ(x∗) is

Ĵθ,γ(x∗) = αθ,γ · k∗ω, where (2.12)

αθ,γ = yθ (Kω + λNIN )−1 , (yθ)n = log pθ(zn,xn)

Kω,i,j = kω(xi,xj), k∗ω,j = kω(xj ,x
∗),

and IN is the identity matrix of size N ×N . Note that the dependence of Ĵθ,γ on θ
is only through evaluations of log pθ (zt,xt) on sleep samples drawn from pθt ; as such,
these samples are not reparametrised. The gradient ∆θt(x) is then estimated as

∆̂θt,γ(x) := ∇θĴθ,γ(x)
∣∣
θt
.

In general, a good estimator of Jθ may not yield a reliable estimate of its gradient ∇θJθ;
however, for the KRR estimate, taking the derivative of Ĵθ,γ w.r.t. θ is equivalent to
replacing yθ in (2.12) with ∇θ(yθ)|θt , which is the solution to the optimisation (2.10)
with H̃ being a vector-valued RKHS given by a kernel κω = kωI (see Section 2.1.4).

In summary, the amortised learning above proceeds according to the following wake-
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sleep procedure: at the t’th step when θ = θt, the gradient model is trained using sleep
samples (zn,xn) ∼ pθt and evaluations log pθ(zn,xn); then the gradient model is applied
to real (wake) data x∗ ∈ D to produce ∆̂θt,γ(x∗) by (automatically) differentiating
Ĵθ,γ and evaluating at θt. See the summary in Algorithm 1. Two points are worth
emphasis: (a) The algorithm does not require explicit computation or approximation of
the posterior, and (b) We only need samples from the model pθ(z,x) and differentiable
evaluations of log pθ (zt,xt).

Algorithm 1: Amortised learning by wake sleep
input :Dataset D, generative model log pθ (zt,xt), or ηθ and Φθ with

parameters θ, gradient model parameters γ, max epoch
while max epoch not reached do

Sleep phase: train gradient model (Section 2.2.2)
Sample {zn,xn}Nn=1 ∼ pθ
if p(x|z) is not in exponential family then
Find Ĵθ,γ(·) by computing αθ,γ in (2.12)

else
Find ĥ

η

θ,γ(·) and ĥ
Ψ

θ,γ(·) similar to (2.12)

Ĵθ,γ(·) = ĥ
η

θ,γ(·) · s(x)− ĥΨ

θ,γ(·) in (2.13)

(optional) update γ (Section 2.2.4)
Sample {z′l,x′l}Ll=1 ∼ pθ
Compute dl := log pθ(z,x)
Compute Eγ = 1

L

∑L
l=1(Ĵθ,γ(x′l)− dl)2

Update γ ∝ ∇γEγ
Wake phase: update θ (Section 2.2.2)
Sample {x∗m}Mm=1 ∈ D
J̄θ = 1

M

∑M
i Ĵθ,γ(x∗m)

Update θ ∝ ∇θJ̄θ
end
return : θ

2.2.3 Exponential family conditionals

A generative model usually has a conditional likelihood pθ(x|z) in the exponential family
(e.g. Gaussian, Bernoulli), and we can exploit this structure to simplify the estimation
of Jθ. In this case, the log-joint can be written as

log pθ (zt,xt) = log pθ(x|z) + log pθ(z)

= ηθ(z) · s(x)− logZθ(z) + log pθ(z)

= ηθ(z) · s(x)− Φθ(z)

where ηθ(z), s(x) and Zθ(z) are, respectively, the natural parameter, sufficient statistics
and normaliser of the likelihood, and Φθ := logZθ(z)− log pθ(z) (so depends on ηθ).
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By taking the posterior expectation, Jθ(x) in (2.9) becomes

Jθ(x) = Epθt [ηθ(z)]︸ ︷︷ ︸
hηθ (x)

·s(x)− Epθt [Φθ(z)]︸ ︷︷ ︸
hΦ
θ (x)

(2.13)

where pθt stands for pθt(z|x). Therefore, for exponential family likelihoods, the regression
to log pθ (zt,xt) in (2.11) can be replaced by two separate regressions to ηθ(z) and
Φθ(z), which are functions of z alone. The resulting estimators ĥ

η

θ,γ and ĥ
Φ

θ,γ are
combined to yield

∆̂θt,γ(x) = ∇θ
[
ĥ
η

θ,γ(x) · s(x)
]∣∣∣
θt
−∇θĥ

Φ

θ,γ(x)|θt ,

where the Jacobian-vector product applies to the first term.

2.2.4 Kernel structure and learning

The kernel kω used in the gradient model affects how well ∆θt(x) is estimated. To allow
more flexibility, kω can be augmented with a neural network as in [Wilson et al., 2016,
Wenliang et al., 2019]

kω(x,x′) = κσ(ψv(x),ψv(x′))

where κσ is a standard kernel (e.g. exponentiated quadratic) with parameter σ, and
ψv is a neural network with parameter v, so ω = {σ,v}.

The gradient model parameter γ = {ω, λ} can be learned to further minimise the
MSE in (2.11) using a scheme of cross-validation by gradient descent. Specifically, we
generate two sets of sleep samples {zn,xn}Nn=1 and {z′l,x′l}Ll=1 from pθ; we use the
first set {zn,xn}Nn=1 to compute αθ,γ in closed form; then, on the other set {z′l,x′l}Ll=1,
we compute the MSE between the estimator Ĵθ,γ(x′l) and the ground truth value
log pθt(z

′
l,x
′
l), and minimise this by gradient descent on γ.

2.2.5 Dealing with covariate shift

The gradient model estimates ∆θt(·) on x∗ drawn from an underlying data distribution,
denoted by p0, but it is trained using sleep samples from pθt . This mismatch in input
distribution for training and evaluation is known as covariate shift [Shimodaira, 2000].
Ideally, the MSE for the gradient model should be evaluated under the distribution
pθt(z|x)p0(x∗), instead of the model joint pθt(z,x). Thus, the sleep samples should be
weighted by the ratio r(x) := p0(x)/pθt(x) which modifies 2.10 as

min
f∈H̃

1

N

N∑
n=1

r(xn)‖∇θ(yθ,n)
∣∣
θt
− f(xn)‖22 + λ‖f‖2H̃.

Methods of density ratio estimation is an active field of research [Sugiyama et al., 2010].
A simple kernel-based method is kernel mean matching [Gretton et al., 2009]. The
intuition is to find a set of weights {βn}Nn=1, one for each sleep sample, such that the
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kernel mean embedding of the reweighted model distribution r(x)pθt(x) is equal to that
of the data distribution p0(x). However, solving kernel mean matching in each sleep
phase to get β is an additional N3 computation, and we did not find much improvement.
Alternatively, density ratio can be estimated using a classifier r(x) trained to discriminate
between data from p0 and pθt , which is used in noise contrastive estimation and GANs
[Gutmann and Hyvärinen, 2010, Goodfellow et al., 2014].

Here, to ensure that the gradient model performs reasonably well on p0, we initialise
pθ(x) to be overdispersed relative to p0 by setting a large noise in pθ(x|z). Since ML
estimation minimises KL[p0‖pθ], which penalises a distribution pθ that is “narrower
than” p0, we expect the noise parameters to cover the data before the model is well
trained. For image data only, we also apply batch normalisation in ψw of the kernel.
We find these simple remedies to be effective in practice.

2.3 Experiments

We evaluate ALWS on a wide range of generative models and tasks, all trained using
the same algorithm.

2.3.1 Parameter gradient estimation
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Figure 2.2: Gradient estimated using amortised learning and variational inference. The
true gradients are approximated by importance sampling.

First, we demonstrate that KRR can estimate the ML gradient well. For ease of
comparing with ground-truth, we estimate the gradient on a toy model described by

z1, z2 ∼ N (0, 1), x|z ∼ N (softplus(b · z)− ‖b‖22, σ2
x).
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For a fixed data set drawn i.i.d. from the model given a particular parameter setting, we
estimate the gradients w.r.t b evaluated at different values by ALWS. We compare them
to gradients estimated by a) importance sampling (“truth”) and b) a factorised Gaussian
posterior that minimises the forward KL for each x. Figure 2.2 shows that ALWS tends
to estimate better, especially for small b. For the smallest σx, the KRR estimates are
noisier, whereas variational inference introduces greater bias.

2.3.2 Non-Euclidean priors

data

ALWS

VAE

-VAE

angle t
0

10

er
ro

r

ALWS VAE -VAE

Figure 2.3: Learning a model with 1-D circular uniform prior to generate Gabor filters.
Top three rows show samples generated by latents separated by fixed rotation on the
circle. For VAE, a 2-D Gaussian prior was used, and the images are generated by
latents on the unit circle. The errors at the bottom show the squared distance between
generated images and data at each orientation. For each method, an angle offset and a
direction for the latent was chosen to minimise the total error.

The support of the prior p(z) may capture topological structure in the data. For
instance, a prior over the hypersphere can be used to describe circular features. Training
models with such a prior is straightforward using ALWS, since only samples and log-
joint densities are required; whereas learning by amortised inference requires special
reparametrisation for a posterior on the hypersphere, such as the von-Mises Fisher (vMF)
used in the S-VAE [Davidson et al., 2018, Xu and Durrett, 2018]. We fit a model with
uniform circular latent

z = [cos(a), sin(a)], p(a) = U(a|(−π, π)),

p(x|z) = N (x|NNw(z), σ2
xI),

(where U denotes a uniform distribution) on a data set of Gabor wavelets with uniformly
distributed orientations. As shown in Figure 2.3, the model trained by ALWS learns
the wavelets faithfully. A fixed rotation around the latent circle corresponds to almost
a fixed rotation of the Gabor wavelet in the image. The VAE with a 2-D Gaussian
latent also generates good filters, but the length of the filter also varies with rotation.
Surprisingly, S-VAE is not able to learn well on this dataset, the vMF posterior is almost
flat for any input image (not shown). This hints at potential optimisation issues with
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Figure 2.4: Learning a hierarchical model with discrete and continuous latents. From left
to right: data samples, prior probabilities for the discrete components, samples of the
first continuous latent and samples of generated data. Colours correspond to different
components.

the complicated reparametrisation.

2.3.3 Hierarchical models

Rich hierarchical structures in the data can be captured with multiple layers of latent
variables. Provided that samples can be drawn and the joint log-likelihood evaluated,
ALWS extends trivially to hierarchies even with mixed discrete and continuous latents.
To illustrate this, we take the pinwheel distribution that has five clusters of distorted
Gaussian distributions Section 2.3.3. It can be modelled by:

p(z1) = Categorical(z1|m), p(z2|z1 = k) = N (z2|µk,Σk),

p(x|z2) = N (x|NNw(z2),Σx).

The parameters are the logits {mk}10
k=1, the means and covariance matrices of the

component distributions {µk,Σk}10
k=1, the weights w in NN and the diagonal covariance

Σx. Note that there are more clusters in the model than in the data, and ideally the
model should discover the five components.

The parameters are penalised in a manner consistent with their conjugate priors.
Specifically, the penalty assigned to probability in the categorical distribution is the
log-pdf of a Dirichlet prior log p(q) = (α− 1)

∑
i log qi + const, where qi = emi/

∑
j e

mj .
Similarly, for the k’th component in the mixture, the Normal-inverse-Wishart distribution
has log-likelihood that penalises ‖µk‖, log |Σk| and Tr(Σ−1

k ). With these penalties, ALWS
finds the MAP estimates of the parameters.

After training, the categorical distribution correctly identifies the five components,
and the generated samples match the training data (Figure 2.4). We compare these
samples to those reconstructed from a Bayesian version of the model trained by structured
inference network (SIN) [Lin et al., 2018]. The relative maximum mean discrepancy
(MMD) test [Bounliphone et al., 2016] is used for model comparison based on generated
samples. Denote the test set of the pinwheel distriubtion by D and the set of generated
samples from model A by DA. The null hypothesis for this test is MMD(D,DSIN) <

MMD(D,DALWS). The test returns a p-value of 0.514 based on 1500 samples from each
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truth ALWS VAE

Figure 2.5: Feature identification. Left, true basis used to generate images. Middle,
basis recovered by ALWS. Right, basis recovered by VAE. The filters are arranged by
similarity to aid visual comparison.

of the three distributions, suggesting that the two models perform almost equally well
on learning this data distribution.

We note that SIN is trained on a fully Bayesian version of the model, and the samples
are reconstructions given the real dataset rather than generated samples. We also found
that SIN could not learn the data distribution when NNw has a simple feed-forward
architecture, so we used the default res-net for SIN.

2.3.4 Representation learning

Learning informative features from complex data can benefit downstream tasks. To
see whether ALWS learns better representation, we focus on two aspects: we test a)
parameter identification on an independent component analysis model, and b) latent
manifold quality on data denoising.

Independent components

We use ALWS to identify independent components from a synthetic data generated by

p(zi) = Lapace(zi|0, 1), p(x|z) = N (x|Wz, σ2I),

where σ = 0.1 and basis W contains independent components of natural images [Hateren
and Schaaf, 1998] found by FastICA [Hyvärinen and Oja, 2000]; each component is
normalised to be zero mean and unit length. Since this model is identifiable, we perform
model recovery from a random initialisation of W using ALWS and compare to a
VAE with Laplace prior and posterior. ALWS clearly finds better features as shown in
Figure 2.5. On generated samples, a three-way MMD test, following the procedure in
Section 2.3.3, favours ALWS over the Laplace-VAE (p < 10−5) based on 10 000 samples.
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Figure 2.6: Beta-Gamma matrix factorisation. For both reconstruction and denoising,
the model trained by ALWS shows significantly lower MSE across 1 000 test inputs
compared to advanced baselines. Two panels on the left show histograms of mean
squared error, and panels on the right show examples of real data and reconstructed
and denoised samples.

Non-negative matrix factorisation

The representation learned by a generative model helps downstream inference problems.
To see whether ALWS improves performance in this regard, we follow Ruiz et al. [2016]
and implement a probabilistic non-negative matrix factorisation model as follows

p(zi) = U(zi|0, 1), p(xi|z) =

dx∏
i=1

Bernoulli (xi; sigmoid (wilogit(z) + b)) ,

where the logit function is applied element-wise and the parameters θ = {W, b}. Each
entry of W := [w1, . . . , wdx ] is penalised according to a Gamma(0.9, 0.3) prior. We
compare ALWS with two other approaches. The first learns a Bayesian version of the
model above by variational inference using generalised reparameterisation (G-Rep, [Ruiz
et al., 2016]). Entries in W have the same Gamma prior as above, and b = 0. The
second is a VAE-like model where the decoder has the generative model as above, and the
encoder produces independent Beta posteriors whose parameters are given by a neural
network function on x. The Beta samples are reparametrised based on a transformation
of Gamma distributions.

We evaluate the trained models on reconstructing and denoising handwritten digits
from the binarised MNIST dataset. To reconstruct a given test input x∗ using the
ALWS-trained model, we find the posterior mode by maximising log p(z,x∗) over z
(MAP), and generate x given the optimal z. The results for both tasks are depicted
in Figure 2.6. The leftmost panels show the histograms of MSE on 1 000 test images;
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ALWS achieves significantly lower error for both reconstruction and denoising (p < 10−10

for both a two-tailed t-test and a Wilcoxon signed-rank test). The other panels show
reconstructed and denoised examples on 25 test images.

2.3.5 Neural processes

Introduction

In this experiment, we test whether amortised learning could improve conditional
generation of functions on a meta-learning model known as the neural process (NP,
Garnelo et al. [2018]). Suppose there is a distribution over function P(f), f : X → Y,
and we observe information about a particular function f ∼ P(f) through potentially
noisy values y at a set of inputs x. The task is the following: given a set of conditionally
i.i.d. context pairs C := {(xCk ,yCk )}Kk=1 evaluated from an unobserved function f , infer
the (sample) distribution of function values at a set of target inputs {xTm}Mm=1. The
computational goal of NP is very similar to regression by Gaussian process (GP), but
the models and learning algorithms differ.

The NP encodes the posterior of f given C by a random variable z|C, which is then
combined with xTm to predict the function value. During training, the training data
comprises multiple sets of input-output pairs evaluated from one particular f ∼ P . The
training data are split into a context set C, used to condition the representation z, and a
target set T :={(xTm,yTm)}Mm=1, used to evaluate the likelihood of real yTm given posterior
z and xTm. Formally, the generative model is specified by

r =
1

K

K∑
k=1

ρθ(xCk ,y
C
k ), pθ(z|r) = N (z|µCθ (r),ΣC

θ (r)),

pθ({yTm}|{xTm}, z) =

M∏
m=1

N (yTm|µTθ (z,xTm),ΣT
θ (z,xTm)).

In short, the representation of f |C is a Gaussian pθ(z|r) with parameters computed
by the exchangeable summation of the context set C, and the likelihood on the target
outputs are i.i.d. Gaussian conditioned on z and xTm. The objective for learning is to
maximise the likelihood of {yTm}Mm=1 at the target inputs {xTm}Mm=1 conditioned on C.
Once trained, the neural process is able to produce samples from the distribution of
function values at new input locations. Importantly, the NP is a (conditional) generative
model and thus can be trained by ALWS.

The encoding function ρθ plays the role of a recognition model (encoder), but we can
view it as a function that parametrises the “prior” distribution on z given the context
set. Since there are multiple context sets, the KRR gradient model also needs to be
conditioned on each context set; but for simplicity we train it on a single context set for
each θ update. This one-context gradients on θ have much larger variance compared to
the gradients average over a minibatch of contexts, but is still a consistent of the true
gradient.
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In contrast, the original training method proposed by Garnelo et al. [2018] is to
maximise the ELBO associated with the following approximate posterior

q(z|C, T ) = pθ(z|rCT ), rCT =
1

K

K∑
k=1

ρθ(xCk ,y
C
k ) +

1

M

M∑
m=1

ρθ(xTm,y
T
m).

Although NPs are similar to GPs in that they both perform Bayesian regression, they
have very different generative models. In GPs, both the context and target sets are
generated by a latent function, whereas NPs do not define a prior over functions but
directly encapsulate the representation of f |C in r. In NP, the effective prior over the
function is learnt from data and can be very flexible, while GP’s prior is pre-specified by
a kernel function.

Experiments

We train a neural process on a P(f) whose samples are shown in Figure 2.7 (top).
They are sinusoids supported on [−π, π) with random amplitudes and phase shifts.
The observations are contaminated by Gaussian noise with standard deviation 0.1. In
particular, conditioning the function with a context input around −π, 0.0 or π is not
informative and so does not reduce the uncertainty over f ; we can use this to probe how
well the uncertainty is represented by the model.

During training, the number of context pairs K = 4, and the target set contains the
context pairs and an additional four pairs, so M = 8, C ⊂ T . A small learning rate of
0.0001 is used for all models and parameters. The gradient model is trained to take
sleep target outputs generated by the NP at fixed target inputs

{
xTm
}8

m=1
given C. The

kernel for the gradient model is a squared-exponential, treating {ym}8m=1 as a single
vector. Other kernels suitable for sets could be used instead.

During test time, the model predicts the function values at a dense grid of inputs
in [−π, π] given 1 to 4 context pairs. As shown in Figure 2.7 (lower panels), when the
number of context points is small, the model trained by ALWS makes more accurate
predictions and better reflects the uncertainty over the function (comparing 1st and 2nd
columns).

Given four (as in training) new context pairs, we test the trained model on 500
functions from P(f) and evaluate how close samples of P(f |C,xTm) are to the true
function at M = 100 target locations. We use either the posterior mean or a random
posterior sample as a point estimate, and compute the log mean squared error with true
function values. We find that the errors are significantly smaller for the ALWS-trained
NP based on the posterior mean prediction (paired t-test, t = −3.47, p = 0.00056;
mean of ALWS, -5.11; variational, -4.99. Wilcoxson test, W = 44837.0, p = 3.7× 10−8,
median of ALWS, -5.11, variational, -4.98) and the posterior sample prediction (paired
t-test, t = −2.09, p = 0.037; mean of ALWS, -4.87; variational, -4.77. Wilcoxson test,
W = 53762.0, p = 0.0061, median of ALWS, -4.91, variational, -4.69).
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Figure 2.7: Neural processes. Top: samples from prior distribution of function P(f);
black, latent function; grey, noisy observations. Bottom: posterior samples (blue lines)
for each true latent f (orange lines) given 1 to 4 noisy context points (black dots). Odd
columns show results trained by ALWS and even columns by the original variational
method.

2.3.6 Dynamical models

In scientific fields such as physics, biology and environmental science, the behaviour
of complex systems is often described by simulation-based dynamical models. Finding
good parameters for these models from data is crucial for prediction and policy making
[Sunnåker et al., 2013, Lintusaari et al., 2016, Kypraios et al., 2017]. A dynamical model
can be expressed, in discrete time, as

zt = lθ(z1:t−1,x1:t−1,ut, εt), xt = oθ(zt) + et

where lθ describes a latent process that can depend on a control input ut, a noise source
εt and the history of latents z1:t−1 and measurements x1:t−1. The function oθ maps the
latent zt to measurement with noise et. To train the model by ALWS, we require that
pθ(zt, εt|z1:t−1,x1:t−1,ut) and pθ(xt, et|zt) be normalized so that ∇θ log p(z1:T ,x1:T )

can be evaluated, where T is the length of the data. However, learning via variational
inference may be challenging, as there may be complex dependencies between latent
variables and across time.

Here, we fit the parameters of three dynamical models: a generic nonlinear state-space
model on a nonlinear oscillatory data [Wenliang and Sahani, 2019], the Hodgkin-Huxley
(HH) model [Pospischil et al., 2008] on simulated membrane potential and an ecological
model (ECO) on blowfly data [Wood, 2010].
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Figure 2.8: Nonlinear oscillations. Top: an example trajectory. Only data in the first
30 time steps marked by the red line are used for training. Middle: sample of latent
trajectory from the learnt model. Bottom: observed trajectory from the learnt model.

Nonlinear oscillations We generated data from a nonlinear oscillation process ac-
cording to the following equations (Wenliang and Sahani [2019])

zt = Rot(zt−1) + ε
(z)
t , xt = Img(zt) + ε

(x)
t

Rot(zt) = Rzt
r(‖zt‖2)

‖zt‖2
, r(a) = sigm(4(a− 0.3)), Img(z)i = exp(−0.5(z1 − z̄i)2/0.32)

where zt ∈ R2 is the position and velocity of the latent trajectory, R ∈ R2×2 is a rotation
matrix, sigm() is the sigmoid function, and Img() maps the position of the latent into a
1-D image frame: the pixel values are evaluations of Gaussian functions centred at the
position z1 at an evenly spaced grid z̄ in the latent space. Intuitively, the latent z is
rotated and scaled radially so that its length remains close to 1, and the sequence x1:T is
an image representation of the latent position. An example of this trajectory is shown in
Figure 2.8 (top), where the frames are concatenated to form an image for visualisation.

We train a generative model of the following form

pθ(zt|zt−1) = N
(
zt|NN(z)

w (zt−1), [v
(z)
1 , v

(z)
2 ]
)
, pθ(xt|zt) = N

(
xt|NN(x)

w (zt), [v
(x)
1 , v

(x)
2 ]
)

where the parameters are the weights and biases in the neural networks (NN) and the
variances v’s. The conditional mean of the latent process NN(z)

w has a tanh output
nonlinearity to ensure stability. The results are shown in Figure 2.8; the model learns to
generate the dynamical pattern well and discovers the latent velocity dimension.

Hodgkin-Huxley equations (HH) The HH equations describe the membrane po-
tential and three ion-channel state variables of a neuron that follow complicated nonlinear
transition

CmV̇ (t) = −gl[V (t)− El]− ḡNm3(t)h(t)[V (t)− EN ]− ḡKn4(t)[V (t)− EK ] + Iin(t) + ε(t)
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Figure 2.9: Hodgkin Huxley simulations. Upper seven panels: 1st row, input current Iin
during training. 2nd-3rd rows, trajectories given learnt and initial initial parameters
under training input current. 4th row, test input current that is longer in time than the
training input. 5th-7rd rows, trajectories given true, learnt and initial parameters under
test input current. Lower panels, parameter evolution during training.
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ė(t) = αe(V (t))[1− e(t)]− βe(V (t))e(t), e ∈ {m,h, n}

where αe and βe are nonlinear functions of V (t) involving a parameter VT that sets the
threshold for firing an action potential. We use forward-Euler for simulation with a
time step of 0.05(ms). At each step of the simulation, we add a small Gaussian noise
of standard deviation σz = 0.1(mV) to Vt as process noise; the measurement noise
added to observations (but not propagated to Vt+1) is Gaussian with σx = 1.0(mV).
Thus, the 10 parameters for the resulting discrete-time state-space model are θ =

{Cm, gl, El, ḡN , En, ḡK , EK , Vt, σz, σx}.
We train and test the HH model under different input current sequences Iin. The

results are shown in Figure 2.9. For learning, we simulate a noisy current injection shown
in Figure 2.9 (1st row) and run the HH model once given some true parameters; the
resulting single trajectory is used as the training data (Figure 2.9, 2nd row, dotted). We
then perturb these parameters, making the simulated trajectories unrealistic (Figure 2.9,
3rd row). After training, the simulated trajectories look almost identical to the training
data (Figure 2.9, 2nd row, solid).

To test whether the trained model can be used for prediction under a different current
injection, we simulate trajectories given an unseen test current (Figure 2.9, 4th row).
The responses of membrane potential under true parameters are shown in Figure 2.9
(5th row). Trajectories from the trained model (Figure 2.9, 6th row, solid) stimulated by
this unseen current are very similar to the trajectories given real parameters, showing
generally correct phase, periodicity and amplitude. The simulated responses have less
variation between trajectories, which could be due to training under a single sequence.
Indeed, not all parameters converge to the ground-truth values (Figure 2.9, lower panels).

Ecological model (ECO) ECO describes the population size of a species following
non-linear and non-Gaussian dynamics, and has discrete and continuous latent variables.
The model is described by

τ ∼ Categorical(m), τ ∈ {1, . . . , 20}, et ∼ Gamma(
1

σ2
p

, σ2
p), εt ∼ Gamma(

1

σ2
d

, σ2
d),

zt = Pxt−τ exp(−xt−τ
N0

) + xt exp(−δεt), p(xt|zt) = LogNormal(log(zt), σ
2
n).

Note that τ is a discrete delay time step drawn from a categorical distribution with
logit parameters m; et and εt are stochasticities for births and deaths following Gamma
distribution with a common mean 1.0 and standard deviations σ2

p and σ2
d, respect-

ively. Since the first data point depends on some unobserved past data x−20:−1,
we modelled these past data as parameters. Thus, this model has parameters θ =

{m, σd, σp, P,N0, δ, σn, x−20:−1}
We fit the model on blowfly data [Wood, 2010] of length 180, normalised to be

between 0.0 and 1.0. The simulated trajectory after training and the evolution of
parameters during training are shown in Figure 2.10. As our training objective is
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Figure 2.10: Ecological model for blowfly population. Top, training data (black) samples
for an extended time period drawn from trained model (coloured). Lower panels,
parameter values during training.

different from that of ABC methods, we do not make direct quantitative comparison
with them. Nonetheless, compared to the samples from three ABC methods shown in
[Park et al., 2016, Figure 2b], it is clear that our model learns the time lag and tracks
the trajectory better, especially at the troughs of each cycle.

2.3.7 Sample quality on benchmark

Finally, we train deep Generative models of images and test sample quality. We chose
six benchmark datasets: the binarised and original MNIST (B-MNIST and MNIST,
respectively) [LeCun et al., 1998], fashion MNIST (Fashion) [Xiao et al., 2017], natural
images (Natural) [Hateren and Schaaf, 1998], CIFAR-10 [Krizhevsky et al., 2009] and
CelebA [Liu et al., 2015]. The original un-binarised MNIST is known to be difficult
for most VAE-based methods [Loaiza-Ganem and Cunningham, 2019]. Natural images
consist of pre-processed gray-scale images from natural scenes. All images have size
32× 32 with colour channels. For ALWS, we test two variants. In ALWS-F, gradient
model parameters γ are fixed. In ALWS-A, γ is adpated as described in Section 2.2.4
except for λ which is fixed at 0.1. Fixing λ improves the quality for the higher-dimensional
CIFAR-10 and CelebA but lowers the quality for Natural and does not affect much on
the other datasets. A strong regularisation may help alleviate the covariate shift problem
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Figure 2.11: FID and KID scores (lower is better) for different datasets and methods.
Red dot is the score for a single run. Blue vertical bars are medians of the dots for
each method. Short black sticks on KID dots show standard error of the estimate. *All
models, including WGAN-GP, are trained for 50 epochs.

of gradient model pointed out in Section 2.2.5.

We compare these ALWS methods with four other approaches: the vanilla VAE
[Kingma and Welling, 2014], VAE with a Sylvester (orthogonal) flow as an inference
network [van den Berg et al., 2018] (Syl-VAE), semi-implicit variational inference [Yin
and Zhou, 2018] (SIVI), and reweighted wake-sleep [Bornschein and Bengio, 2015].
Each algorithm has the same generative network architecture as in DCGAN with the
last convolutional layer removed. We also run WGAN-GP [Gulrajani et al., 2017] for
reference, although it is not trained by the ML objective. Each algorithm is run for
50 epochs 10 times with different initialisations, except for SIVI where we train for
1000 epochs with a smaller learning rate for stability. To test the generative quality, we
compute both the Fréchet Inception Distance (FID) [Heusel et al., 2017] and Kernel
Inception Distance (KID) [Binkowski et al., 2018] on 10,000 generated images. The
results are shown in Figure 2.11. According to FID, ALWS-A is the best ML method for
binarised MNIST, Fashion, and CIFAR-10. Notably, both ALWS-A and ALWS-F have
much smaller FID and KID on MNIST and Fashion than other ML methods. WGAN-GP
does not produce a good score on CIFAR-10 within 50 epochs, but becomes the best
model for all datasets with more epochs.

The KID and FID values during training are shown in (2.12). ALWS performs
consistently better at most training epoch on all datasets except B-MNIST. On MNIST,
ALWS-A converges the fastest and generates samples with stable quality. On CIFAR-10,
ALWS-A and RWS converge faster than the others, but VAE and Syl-VAE converge
very slowly. We note that these figures are plotted against epochs, not wall-clock time.
The run time of ALWS is much longer than the other methods; nonetheless, this cost in
time is worth the substantial improvements over other ML methods.
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Figure 2.12: KID and FID scores at the end of each epoch for selected algorithms on
convolutional architecture. Top two rows show distances during a run of 50 iterations at
every iteration, and the bottom two rows show another run of 500 iterations at every
10th iteration.

2.4 Related work

2.4.1 Amortised variational inference

Using the ELBO F(q,θ) as the objective for learning θ, the gradient for θ is given
by an intractable posterior expectation. The large majority of learning algorithms
based on amortised variational inference use Monte Carlo estimators for the gradient.
The Variational auto-encoder (VAE) [Kingma and Welling, 2014, Rezende et al., 2014]
parametrises qφ(z|x) by simple distributions and uses reparameterised samples to obtain
gradients for ψ. Approximate posteriors may also be incorporated into tighter bounds
on log pθ(x) by reweighting [Burda et al., 2016, Bornschein and Bengio, 2015, Le et al.,
2019], although with some loss of gradient signal [Rainforth et al., 2018]. More expressive
forms of qφ can be constructed by invertible transformations (e.g. normalizing flows
[Rezende and Mohamed, 2015]) that allow H[qφ] to be computed easily, or by non-
invertible mappings (e.g. implicit variational inference [Shi et al., 2018a, Li and Turner,
2018]), which requires estimating H[qφ] or its gradient w.r.t. φ. Thus, for non-Gaussian,
discrete posteriors or those supported on non-Euclidean geometries, one requires specific
reparameterisations [Davidson et al., 2018, Xu and Durrett, 2018, Rey et al., 2019, Li
et al., 2019] to optimise qφ.

On the other hand, amortised learning introduced here focuses exclusively on es-
timating the gradient for ML learning, making no assumptions on the type of latent
variables. In principle, amortised learning can be used to train generative models with
loopy graphical structure, although we did not test this explicitly in experiments. The
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quality of the estimated gradient depends on the smoothness of the exact gradient, which
is determined by the generative model itself.

2.4.2 Algorithms by wake-sleep

Our approach is related to at least two other algorithms inspired by the original Helmholtz
machine (HM) [Dayan et al., 1995, Hinton et al., 1995]. The distributed distributional
code HM (DDC-HM) [Vértes and Sahani, 2018] represents posteriors of a hierarchical
model by expectations of predefined and finite nonlinear features, which are used to
approximate ∆θt(x) by linearity of expectation. These features are trained from the
bottom layer up to the highest by a series of LSR between features of adjacent layers
evaluated on sleep samples. We will review this method in Section 4.3.1 where we present
extensions to DDC. ALWS differs from DDC-HM in two ways. First, our gradient model
integrates the inferential model and the linear readout for ∆θt(x) in DDC-HM using
adaptive and more flexible KRR. Second, computing the gradient by (2.9) avoids explicit
computation of ∇θ log pθ(z,x) for sleep samples and makes ALWS readily applicable
on more complex differentiable generative models.

Reweighted wake-sleep (RWS) [Bornschein and Bengio, 2015] chooses still a paramet-
rised posterior distribution, and has the two wake and sleep phases similar to the original
HM. In addition, RWS addresses the issue of covariance shift by training an inferential
model to increase the likelihood of not only sleep z given sleep x (as in an HM), but
also model-weighted posterior samples given data x∗ (as in a VAE); this encourages the
inferential model to produce good posterior samples given both sleep and real x. ALWS
does not make assumptions about the posterior distributions, and we found that simple
strategies mitigated covariate shift in practice, but this is a point that deserves further
investigation.

2.4.3 Training implicit generative models

Implicit generative models, including generative adversarial networks (GANs) [Good-
fellow et al., 2014] and simulation-based models considered by approximate Bayesian
computation (ABC) [Tavaré et al., 1997], do not have an explicitly defined likelihood
function, but can be trained using simulated data. Amortised learning requires an
explicit joint likelihood function pθ(x, z), but can also train simulation-based generative
models (Section 2.3.6). In GANs, the generator is improved by a discriminator that
is concurrently trained to tell apart real and generated samples. Models trained by
this approach can synthesise high-quality samples in high dimensions. However, the
competitive setting can be problematic for convergence, and the discriminator needs to
be carefully regularised to be less effective at its own task but more informative to the
generator [Arjovsky et al., 2017, Gulrajani et al., 2017, Arbel et al., 2018]. In amortised
learning, a better gradient model always helps improve the generative model. Import-
antly, amortised learning can directly train real-world simulators for which samples of x
are not differentiable w.r.t. θ, such as the Galton board, where GANs are not directly
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applicable.

ABC estimates the posterior of parameters in a generative model given a prior, rather
than performing maximum-likelihood estimation. The approximate posterior is formed
by prior samples that generate simulated data close to the real data. Amortised learning
can be seen as a method of maximum-likelihood learning based on simulations, since the
the gradient model is trained using data from the generative model. In this sense, ALWS
is similar to Kernel-ABC [Nakagome et al., 2013] in which the parameter posterior is
found by weighting prior samples using KRR on pre-defined summary statistics. The
kernel recursive ABC [Kajihara et al., 2018] iteratively updates the prior over θ by
herding from a kernel embedding of the posterior [Song et al., 2009], converging to
a maximum-likelihood solution. ALWS does not maintain a distribution of θ, but
iteratively updates them by gradient methods so that the model distribution approaches
the data distribution. Also, ALWS performs well even when the number of parameters
is large for which traditional ABC methods are likely to be expensive.

2.5 Discussion

Direct estimation of the expected log-likelihood and its gradient in a latent variable model
circumvents the challenges and issues posed by explicit approximation of posteriors.
The KRR gradient model is consistent, easy to implement, and avoids the need for
explicit computation of derivatives. However, we observe the following issues with
the current instance of amortised learning. First, its computational complexity limits
the number of sleep samples that can be used to train the gradient model and thus
the quality of the approximation. Techniques such as random feature [Rahimi and
Recht, 2008] and Nyström approximations could make KRR more efficient. Second, the
gradient estimated by KRR is a linear combination of the set {∇θ log pθ(zn,xn)}Nn=1,
but the true gradient function, which can be much higher-dimensional than N , may
lie outside this span—an issue that might be compounded by covariate shift. Further,
hyper-parameter learning using the meta-learning method described in Section 2.2.4
improves the estimation of Jθ rather than ∇θJθ, which might explain why adapting λ
on some tasks worsens the results. Therefore, alternative amortised learning models
may be worth future exploration. Nonetheless, we have found here that ALWS based
on KRR provides accurate parameter estimates in many settings where approximate
inference-based approaches appear to struggle.

ALWS can be extended to training generative models of other types of data, such
as graphs, as long as an appropriate kernel is used. Another useful extension is to
train conditional generative models, which we explored briefly in the neural process
experiment. In this case, the gradient model needs to depend on any conditioning
variables. Finally, while we use LSR to approximate the gradient of the model w.r.t θ,
other useful quantities useful for other purposes could also be estimated in a similar
fashion [Brehmer et al., 2020].
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2.6 Future work

2.6.1 Other gradient models

The gradient model needs to retain dependence on model parameter θ, as this ensures
that the prediction, an estimate of Jθ, can be auto-differentiated w.r.t. θ to compute
∆θt(x). KRR satisfies this requirement in an attractive way, because its prediction
depends on θ and γ in two separate terms, see (2.12). However, though theoretically
consistent, KRR estimates the gradient at a cost of N3 in memory and time, where N
is the number of sleep samples. We discuss two alternative gradient models that could
potentially be much faster, but there is no obvious guarantee that ∇θĴθ,γ

∣∣
θt

is close to
∆θt(x).

Generic function approximator

As mentioned previously, one can train a generic function estimator, such as a neural
network, to estimate Jθ(x). For such parametric models, the dependence on generative
model parameter θ will be encapsulated into gradient model parameter γ through
gradient descent.

γ(θ)← γ(θ)− ε∇γL(θ,γ), L(θ,γ) =
N∑
n=1

|Ĵγ(xn)− log pθ(zn,xn)|2

where ε > 0 is the learning rate. Thus, the estimator of Jθ is denoted as Ĵγ(θ), and the
gradient is obtained by ∇θĴγ(θ)

∣∣
θt
.

Alternatively, we can consider small perturbations around a fixed-point of the training
loss and derive a relationship between γ and θ at the fixed-point. Assuming that the
loss is at a local minimum, we have

0 =
∂L

∂γ
(θ + dθ,γ(θ + dθ)) ≈ ∂L

∂γ
(θ,γ(θ)) + dθ

∂

∂θ

∂L

∂γ
(θ,γ(θ)) + dγ

∂

∂γ

∂L

∂γ
(θ,γ(θ)).

The first term on the RHS is zero, and rearranging gives dγ(θ)
dθ = −

(
∂2L
∂γ∂γ

)−1
∂2L
∂θ∂γ ,

assuming the inverse exists. Thus,

dĴγ(θ)(x)

dθ
=
∂Ĵγ(θ)(x)

∂γ

dγ(θ)

dθ
= −

∂Ĵγ(θ)(x)

∂γ

(
∂2L

∂γ∂γ

)−1
∂2L

∂θ∂γ
.

All derivatives can be computed by automatic differentiation, since the objects being
differentiated are scalars. However, for a generic neural network, the size of the Hessian
matrix w.r.t. weights γ is large, and computing the inverse can be expensive and unstable.

Particle estimator

The prediction of KRR may not be a valid expectation; that is, Ĵθ,γ(x) may not
correspond to the expectation of any valid probability distribution. To address this
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issue, we can approximate the ∆θt(x) through a set of particles {z′} generated from an
implicit distribution Sγ : x, ζ 7→ z′ where γ are parameters, x is an observation, ζ is a
noise source and z′ is a particle in the same space as z. For all given x, we want the
simulator to produce particles such that ∆̂γ(x) := Ep(ζ) [∇θ log pθ(S(x, ζ),x)]

∣∣
θt

is a
good estimate of the log-likelihood gradient ∆θt(x). The implicit distribution Sγ can
be optimised by solving

min
γ

Epθt (z,x)

[∥∥∥∆̂γ(x)−∇θ log pθ(z,x)
∣∣
θt

∥∥∥2
]
, where

∆̂γ(x) = Ep(ζ) [∇θ log pθ(Sγ(x, ζ),x)]
∣∣
θt
.

Minimising the cost above does not necessarily drive Sγ to produce posterior samples;
nonetheless, this set of particles {z′} is adequate to approximate ∆θt(x), and the loss
above resembles integral probability metric where the “witness” function is the gradient
of the log-joint. Similar to solving (2.8), minimising the loss above in practice requires
computing ∇θ log pθ(z,x)

∣∣
θt

for each sleep sample.

2.7 Appendix

2.7.1 Solving mean squared error for conditional expectations

Given x,y ∼ ρ(x,y), we want to find an estimator f̂(x) in some space F for the
posterior mean function fρ : x 7→ Eρ(y|x) [y]. Assuming that F is contained in L2

ρ, the
class of squared-integral functions under ρ(x), and y is has finite l-2 norm under ρ(y), a
natural cost function to minimise is the averaged squared distance between the two

LE(f) := Eρ(y,x)

[
‖f(x)− y‖22

]
.

We can move f(x) inside the inner expectation as it does not depend on y, and by
Jensen’s inequality, we can bound it by

LE(f) = Eρ(x)

[∥∥Eρ(y|x) [f(x)− y]
∥∥2

2

]
≤ Eρ(x)

[∥∥f(x)− Eρ(y|x) [y]
∥∥2

2

]
=: LR(f).

This shows that the MSE is an upper bound on the expected l-2 distance between f(x)

and the posterior mean Eρ(y|x) [y]. Further, the optimum of LR is the optimum of LE
through a simple decomposition

LE(f) = Eρ(x)

[
Eρ(y|x)

[
‖f(x)− y‖22

]]
= Eρ(x)

[
‖f(x)‖22 − f(x) · Eρ(y|x) [y] + Eρ(y|x)

[
‖y‖22

]]
(1)
= Eρ(x)

[
‖f(x)‖22 − f(x) · Eρ(y|x) [y] +

∥∥Eρ(y|x) [y]
∥∥2

2
+ Tr

[
Cρ(y|x)[y]

]]
= Eρ(x)

[
Eρ(y|x)

[∥∥f(x)− Eρ(y|x) [y]
∥∥2

2

]]
+ Eρ(x)

[
Tr
[
Cρ(y|x)(y

]]
= LR(f) + term independent of f
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where Cp is the covariance under p. Equality (1) holds because

Ep
[
‖a‖22

]
= Ep

[∑
i

a2
i

]
=
∑
i

Ep
[
a2
i

]
= Ep [ai]

2 +
∑
i

Cp[ai] = ‖Ep [a]‖22 + Tr [Cp[a]]

for any a ∈ in L2
p. So LR(f) is equal to LE(f) up to a constant that depends only on ρ

but not f .

2.7.2 Gradient of the log marginal likelihood w.r.t. parameters

To show the known result (2.7), we first start from derive free energy (ELBO) lower
bound on the log likelihood log pθ(x).

log pθ(x) = log
pθ(z,x)

pθ(z|x)
=

∫
q(z) log

[
q(z)

q(z)

pθ(z,x)

pθ(z|x)

]
dz =

∫
q(z) log

[
pθ(z,x)

q(z)

q(z)

pθ(z|x)

]
dz

=

∫
q(z) log pθ(z,x)dz −

∫
q(z) log q(z)dz + KL[q(z)‖pθ(z|x)]

= F(q,θ) + KL[q(z)‖pθ(z|x)] (2.14)

where we have defined

F(q,θ) =

∫
q(z) log pθ(z,x)dz −

∫
q(z) log q(z)dz = Eq(z) [log pθ(z,x)] + H[q].

The KL term in (2.14) is non-negative and is zero if q(z) = pθ(z|x), suggesting that

log pθ(x) = F(pθ(z|x),θ)

Replacing q(z) = pθ(z|x) in (2.14) and take derivative w.r.t. θ gives

∆θ(x) := ∇θ log pθ(x)

= ∇θ
∫
pθ(z|x) log pθ(z,x)dz −∇θ

∫
pθ(z|x) log pθ(z|x)dz

=

∫
∇θpθ(z|x) log pθ(z,x)dz +

∫
pθ(z|x)∇θ log pθ(z,x)dz

−
∫
∇θpθ(z|x) log pθ(z|x)dz −

∫
pθ(z|x)∇θ log pθ(z|x)dz. (2.15)

The last term in (2.15) is zero since it is the expectation of the score function∫
pθ(z|x)∇ log pθ(z|x)dz =

∫
pθ(z|x)

1

pθ(z|x)
∇θpθ(z|x)dz = ∇θ

∫
pθ(z|x)dz = 0.

The first and third terms in (2.15) combines to give∫
∇θpθ(z|x) log

pθ(z,x)

pθ(z|x)
dz =

∫
∇θpθ(z|x) log pθ(x)dz = log pθ(x)∇θ

∫
pθ(z|x)dz = 0.
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We are left with only the second term in (2.15)

∆θ(x) =

∫
pθ(z|x)∇θ log pθ(z,x) = Epθ(z|x) [∇θ log pθ(z,x)] = ∇θF(pθ(z|x),θ)

(2.16)
To compute the update at the t’th iteration with θ = θt, and the expectation above is
taken over a fixed posterior distribution pθt(z|x). We evaluate the above equation at θt
on both sides, giving

∆θt(x) := ∆θ(x)
∣∣
θt

= ∇θEpθt (z|x) [log pθ(z,x)]
∣∣
θt

= ∇θF(pθ(z|x),θ)
∣∣
θt

which is (2.7). One can also keep ∇θ and evaluation inside the expectation to obtain

∆θt(x) = ∇θEpθt (z|x) [log pθ(z,x)]
∣∣
θt

= Epθt (z|x)

[
∇θ log pθ(z,x)

∣∣
θt

]
which (2.8) used for direct gradient estimation.

In fact, once we know the result above, going from the right hand side to the left is
much simpler:

Epθt (z|x)

[
∇θ log pθ(z,x)

∣∣
θt

]
= Epθt (z|x)

[
∇θ log pθ(z|x)

∣∣
θt

+∇θ log pθ(x)
∣∣
θt

]
= ∇θEpθt (z|x) [log pθ(z|x)]

∣∣
θt

+∇θ log pθ(x)
∣∣
θt

= 0 + ∆θt(x).

Additionally, a more direct way to obtain (2.16) uses the “score trick” as follows

∇θ log pθ(x) =
1

pθ(x)
∇θ
∫
pθt (zt,xt) dz =

1

pθ(x)

∫
pθ(z,x)∇θ log pθ (zt,xt) dz

= Epθ(z|x) [∇θ log pθ (zt,xt)]

2.7.3 Relationship between ALWS and importance sampling

The KRR gradient model approximates ∆θt(x) by linearly weighting the vectors in
{∇θ log pθ(zn,xn)}Nn=1. This is similar to other reweighting schemes, with perhaps the
simplest one being importance sampling where the proposals are obtained from the
prior zn ∼ pθ, and the weights are normalised density ratios αn = pθ(zn,x

∗)/pθ(z).
Importance sampling is an unbiased estimation method but requires at least exponentially
many samples as the KL divergence between the posterior and prior to reduce its variance
[Chatterjee et al., 2018].

It would then appear that KRR should perform similarly in gradient estimation with
importance sampling in estimating ∆(x); but, on closer look, these two methods use
slightly different sources of information. KRR uses a set of samples (zn,xn) ∼ pθ(z,x),
whereas importance sampling uses zn ∼ pθ(z) and pθ(z,x∗). In computing the weights
for a particular x∗, KRR compares x∗ with all sleep samples {xn}Nn=1 using a similarity
metric determined by the kernel function. The weights α also take into account the
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similarities between all sleep samples. On the other hand, importance sampling uses
pθ(z,x∗) for a given x∗ and computes the weights for each sample of z independently
of each other. Further, the importance weights are constrained to be non-negative and
sum up to one; whereas the weights computing by KRR are not constrained and thus
can be more flexible.



Chapter 3

Learning deep kernels for
exponential family densities

3.1 Introduction

In the previous Chapter, we proposed an algorithm to train generative models with
maximum-likelihood (ML); here, we turn to a different approach that directly estimates
the density function of an unknown continuous distribution from its samples. Learning
the density function is a foundational problem in statistics and machine learning [Devroye
and Györfi, 1985, Wasserman, 2006], lying at the core of both supervised and unsupervised
machine learning problems. Classical techniques such as kernel density estimation (KDE),
however, struggle to exploit the structure inherent to complex data distributions, and
thus can require unreasonably large sample sizes for adequate fits. Intuitively, a KDE fit
to data is equivalent to a naive mixture of Gaussian models, fit by maximum-likelihood,
in which each component is identical to each other and has the same mixing proportion.
Relaxing the mixing proportions to be real can give better fits, as in other applications
of kernel methods; however, it is not trivial to ensure that the resulting density is
non-negative everywhere.

One promising approach for enriching the model flexibility is the kernel exponential
family [Canu and Smola, 2006, Fukumizu, 2009, Sriperumbudur et al., 2017]. This model
allows for any log-density that is suitably smooth under a given kernel, i.e. any function in
the corresponding reproducing kernel Hilbert space. Choosing a finite-dimensional kernel
recovers any classical exponential family, but when the kernel is sufficiently powerful,
the class becomes very rich: dense in the family of continuous probability densities on
compact domains in KL, TV, Hellinger, and Lr distances [Sriperumbudur et al., 2017,
Corollary 2]. The normalisation constant is not available in closed form, making fitting
by ML difficult, but the alternative technique of score matching [Hyvärinen, 2005] allows
for practical usage with theoretical convergence guarantees [Sriperumbudur et al., 2017].

The choice of kernel directly corresponds to a smoothness assumption on the model,
allowing one to design a kernel corresponding to prior knowledge about the target
density. Yet explicitly deciding upon a kernel to incorporate that knowledge can be
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Figure 3.1: Fitting few samples from a Gaussian mixture, using kernel exponential
families. Black dotted lines show k(−1, x), k(0, x), and k(1, x). (Left) Using a location-
invariant Gaussian kernel, the sharper component gets too much weight. (Right) A
kernel parameterized by a neural network learns length scales that adapt to the density,
giving a much better fit.

complicated. Indeed, previous applications of the kernel exponential family model have
exclusively employed simple kernels, such as the squared-exponential, with a small
number of parameters (e.g. the bandwidth) chosen by heuristics or cross-validation.
These kernels are typically spatially invariant, corresponding to a uniform smoothness
assumption across the domain. Although such kernels are sufficient for consistency in
the infinite-sample limit, the models fit by these kernels can fail in practice on finite
datasets, especially if the density exhibit drastically different smoothness in different
parts of the space. Figure 3.1 (left) illustrates this problem when fitting a simple
mixture of Gaussians. Here, the density would suggest, for example, two bandwidths
for a squared-exponential kernel, one for the broad mode and one for the narrow mode.
However, a translation-invariant kernel must pick a single one, e.g. an average between
the two, and any choice will yield a poor fit on at least part of the density given finite
data.

In this work, we propose to discover the kernel of an exponential family directly
from data. We can then achieve far more than simply tuning a of a squared-exponential
kernel, instead learn location-dependent kernels that adapt to the underlying shape and
smoothness of the target density. We use kernels of the form

k(x,y) = κ(φ(x),φ(y)), (3.1)

where the deep network φ extracts features of the input and κ is a standard kernel on
those features. These types of kernels have seen success in supervised learning [Wilson
et al., 2016, Remes et al., 2017, Sun et al., 2018, Xue et al., 2019] and critic functions
for training implicit generative models [Li et al., 2017, Arbel et al., 2018, Binkowski
et al., 2018], among other settings. We call the resulting model a deep kernel exponential
family (DKEF). This work can also be seen as a generalisation of that of Kingma and
LeCun [2010], who used score matching to fit an exponential family model directly on
learned features of data: as we will see, the kernel approach gives significant advantages
in quality of fit and ease of training.

We can train both kernel parameters (including those of the deep network) and,
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unusually, even regularisation parameters that directly on the data, in a form of meta-
learning—learning these parameters so that the exponential family estimates the density
better. Normally, directly optimising regularisation parameters would always yield
0, since their beneficial effect of preventing overfitting is by definition not seen on
the training set. Here, though, we can exploit the closed-form solution of the kernel
exponential family to optimise a “held-out” score (Section 3.2.3). Figure 3.1 (right)
demonstrates the success of this model on the same mixture of Gaussians; here, the
learnt, location-dependent kernel gives a much better fit.

We compare the results of our new model to recent general-purpose deep density
estimators, primarily autoregressive models [Larochelle and Murray, 2011, Germain et al.,
2015, van den Oord et al., 2016] and normalising flows [Jimenez Rezende and Mohamed,
2015, Dinh et al., 2017, Papamakarios et al., 2017]. These models learn deep networks
with structures designed to compute normalised densities, and are fit via ML. We explore
the strengths and limitations of both likelihood models and kernel exponential families
on a variety of datasets, including synthetic data designed to illustrate scenarios where
certain surprising problems arise, as well as benchmark datasets used previously in the
literature. The models fit by ML typically give somewhat higher likelihoods, whereas
DKEF generally better fits the shape of the distribution.

3.2 Background

3.2.1 Score matching

Suppose we observe D := {xn}Nn=1, a set of independent samples xn ∈ RD from an
unknown density p0(x). We posit a class of possible density functions pθ, parameterised
by θ; our goal is to find some θ∗ using data D such that pθ∗ ≈ p0 in some probability di-
vergence. The standard approach for selecting θ is ML: θ∗ = arg maxθ

∑N
n=1 log pθ(xn).

A flexible class of models, known as energy-based models, is defined as pθ(x) =

p̃θ(x)/Zθ where p̃θ is designed according to some criteria. Unfortunately, the normalisa-
tion constant Zθ =

∫
x p̃θ(x)dx cannot be easily computed; thus, maximum-likelihood

estimation of θ requires estimating (the derivative of) Zθ for each candidate θ considered
during optimisation, e.g. by contrastive methods [Hinton and Salakhutdinov, 2006].

The intractability of ML learning led [Hyvärinen, 2005] to propose an alternative
objective, called score matching. Rather than maximising the likelihood, score matching
minimises the Fisher divergence:

J(pθ‖p0) :=
1

2

∫
p0(x)‖∇x log pθ(x)−∇x log p0(x)‖22 dx. (3.2)

Under mild regularity conditions, this is equal to

∫
x
p0(x)

D∑
d=1

[
∂2
d log pθ(x) +

1

2
(∂d log pθ(x))2

]
dx (3.3)
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up to an additive constant that depends only on p0 and can be ignored during training.
Here, ∂nd f(x) denotes ∂n

∂ynd
f(y)|y=x. We can estimate (3.3) from samples with:

Ĵ(pθ,D)
1

N

N∑
n=1

D∑
d=1

[
∂2
d log pθ(xn) +

1

2
(∂d log pθ(xn))2

]
. (3.4)

Notably, the empirical loss (3.4) does not depend on Zθ, and so we can minimise it
w.r.t. θ to find an unnormalised model p̃θ∗ for p0. Score matching is consistent in the
well-specified setting [Hyvärinen, 2005, Theorem 2]. Under finite amount of data, the
solutions found by score matching is in general different from those found by ML. The
connection between the two is discussed by Lyu [2009] who argues that score matching
gives a more robust fit under noisy data.

Unnormalised models p̃ are sufficient for many tasks [LeCun et al., 2006], including
finding modes, entropy regularisation, approximating Hamiltonian Monte Carlo on
targets without gradients [Strathmann et al., 2015], and learning discriminative features
[Janzamin et al., 2014]. If we require a normalised model, however, we can estimate the
normalising constant once, after estimating θ. For the purpose of model fitting, this will
be far more computationally efficient than estimating it at each step of an iterative ML
optimisation algorithm.

3.2.2 Kernel exponential families

The kernel exponential family [Sriperumbudur et al., 2017, Sutherland et al., 2018] is
the class of all densities satisfying a smoothness constraint: log p̃(x) = f(x) + log q0(x),
where q0 is some fixed function (base measure) and f is any function in the reproducing
kernel Hilbert space H with kernel k. This class is an exponential family with natural
parameter f ∈ H and sufficient statistic k(x, ·) ∈ H, due to the reproducing property
f(x) = 〈f, k(x, ·)〉H:

p̃f (x) = exp (f(x)) q0(x) = exp (〈f, k(x, ·)〉H) q0(x). (3.5)

Using a simple finite-dimensional H, we can recover any standard exponential family,
e.g. normal, gamma; if H is sufficiently rich, this family can approximate any continuous
distribution with tails like q0 arbitrarily well [Sriperumbudur et al., 2017, Example 1
and Corollary 2].

These models do not in general have a closed-form normaliser. For some f and q0,
p̃f may not even be normalisable, but if q0 is e.g. a Gaussian density, typical choices of
φ and κ in (3.1) guarantee a normaliser exists (Section 3.6.1). Also, the function q0 is
important in controlling the tail behaviour of p̃f when data density is vanishing.

Sriperumbudur et al. [2017] proved good statistical properties for choosing f ∈ H by
minimising a regularised form of (3.4)

f̂ = arg min
f∈H

Ĵ(p̃f ,D) + λ‖f‖2H,
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but their algorithm has an impractical computational cost of O(N3D3). This can
be alleviated with the Nyström-type “lite” approximation [Strathmann et al., 2015,
Sutherland et al., 2018]: select M inducing points zm ∈ RD, and select f ∈ H as

fkα,z(x) =
M∑
m=1

αmk(x, zm), p̃kα,z = p̃fkα,z . (3.6)

As the span of {k(z, ·)}z∈RD is dense in H, this is a natural approximation similar to
classical RBF networks [Broomhead and Lowe, 1988]. The “lite” model often yields
excellent empirical results at much lower computational cost than the full estimator. We
can regularise (3.4) in several ways and still find a closed-form solution for α. In this
work, our loss will be

Ĵ(fkα,z,λ,D) := Ĵ(p̃kα,z,D) +
λα
2
‖α‖2 +

λC
2N

N∑
n=1

D∑
d=1

[
∂2
d log p̃kα,z(xn)

]2
.

The λC term was recommended by Kingma and LeCun [2010], encouraging the learned
log-density to be smooth without much extra computation; it provides some empirical
benefit in our experiments. Sutherland et al. [2018] used a small λα for numerical
stability but primarily regularised with λH‖fkα,z‖2H. As we change k, however, ‖fkα,z‖H
changes meaning, and we found empirically that this regulariser tends to harm the fit.
Given k, z, and λ, Proposition 3.6 in Section 3.6.2 shows we can find the optimal α
by solving an M ×M linear system in O(M2ND + M3) time: the α that minimises
Ĵ(fkα,z,λ,D) is

α(λ, k, z,D) = (G + λαI + λCU)−1b (3.7)

Gm,m′ =
1

N

N∑
n=1

D∑
d=1

∂dk(xn, zm) ∂dk(xn, zm′),

Um,m′ =
1

N

N∑
n=1

D∑
d=1

∂2
dk(xn, zm) ∂2

dk(xn, zm′),

bm =
1

N

N∑
n=1

D∑
d=1

∂2
dk(xn, zm) + ∂d log q0(xn) ∂dk(xn, zm).

The second-order derivatives exist for φ composed of twice-differentiable non-linearities,
such as tanh and softplus.

3.2.3 Fitting deep kernels

All previous applications of score matching in the kernel exponential family of which we
are aware [e.g. Sun et al., 2015, Strathmann et al., 2015, Sriperumbudur et al., 2017,
Sutherland et al., 2018] have used kernels of the form

k(x,y) = exp

(
− 1

2σ2
‖x− y‖2

)
+ r (xᵀy + c)2
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with hyperparameters ( r, c and σ) and regularisation strengths either fixed a priori or
selected via cross-validation. This simple form allows the various kernel derivatives (3.7)
to be easily computed by hand, and the small number of parameters makes grid search
adequate for model selection. But, as discussed in Section 3.1, these simple kernels are
insufficient for complex datasets. For example, the data density might be sharper in
some places and broader in others, which cannot be modelled by a single bandwidth σ
(see Figure 3.1). Or, the data might tend to fall along certain directions in one region of
space, and different directions in another, as illustrated later in Figure 3.2. Thus, we
wish to use a richer class of kernels {kw} with a large number of hyperparameters w—in
particular, kernels enriched by neural networks. However, the flexibility is not easily
harvested, since model selection is not tractable using simple grid search.

One could attempt to directly minimise Ĵ(fkwα,z,λ,D) jointly in the kernel hyper-
parameters w, the model parameters α, and perhaps the inducing points z. Consider,
however, the case where we simply use a Gaussian kernel and {zm} = D. Then we can
achieve arbitrarily good values of (3.3) by taking σ → 0, drastically overfitting to the
training set D.

We can avoid this problem—and additionally find the best values for the regularisation
weights λ—using a form of meta-learning. The main idea is to find, on a “training set”
Dt, the kernel and regularisation that will give us a good value of Ĵ on a fresh “validation
set” Dv. Specifically, we take stochastic gradient steps following

∇λ,w,zĴ(p̃kwα̂,z,Dv), α̂ = α(λ, kw, z,Dt).

We can easily do this because we have a differentiable closed-form expression (3.7)
for the fit α̂ to Dt, rather than having to e.g. back-propagate through an unrolled
iterative optimisation procedure. As we use small minibatches Dt in this procedure to
fit hyperparameters λ,w, z, the final model is fit using the whole dataset: we first freeze
w and z and find the optimal λ for the whole training data, which can be done by
accumulating the statistics in (3.7), then finally fit α with the new λ. This process is
summarised in Algorithm 2.

Computing kernel derivatives Solving for α and computing the loss (3.4) require
matrices of kernel second derivatives, but current deep learning-oriented automatic
differentiation systems are not optimised for evaluating tensor-valued higher-order
derivatives. We therefore implement backpropagation to compute G, U, and b of (3.7)
as TensorFlow operations [Abadi et al., 2015] to obtain the scalar loss Ĵ , and use
TensorFlow’s automatic differentiation only to optimise w, z, λ and q0 parameters.

Backpropagation to find these second derivatives requires explicitly computing the
Hessians of intermediate layers of the network, which becomes quite expensive as the
model grows; this limits the size of kernels that our model can use. A more efficient
implementation based on Hessian-vector products might be possible in an automatic
differentiation system with better support for matrix derivatives.
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Algorithm 2: Training deep kernel exponential family
input: Dataset D; initial inducing points z, kernel parameters w, regularisation

λ = (λα, λC)
Split D into D1 and D2;
Optimise w, λ, z, and maybe q0 parameters:
while Ĵ(p̃kwα(λ,kw,z,D1),z,D2) still improving do

Sample disjoint data subsets Dt,Dv ⊂ D1

f(·) =
∑M

m=1 αm(λ, kw, z,Dt)kw(zm, ·);
Ĵ= 1

|Dv |
∑|Dv |

n=1

∑D
d=1

[
∂2
df(xn) + 1

2(∂df(xn))2
]
;

Take SGD step in Ĵ for w, λ, z, maybe q0 parameters;
end
Optimise λ for fitting on larger batches:
while Ĵ(p̃kwα(λ,kw,z,D1),z,D2) still improving do

f(·) =
∑M

m=1 αm(λ, kw, z,D1)kw(·, zm);
Sample subset Dv ⊂ D2;
Ĵ = 1

|Dv |
∑|Dv |

n=1

∑D
d=1

[
∂2
df(xn) + 1

2(∂df(xn))2
]
;

Take SGD steps in Ĵ for λ only;
end
Final ise α on D1:
Find α = α(λ, kw, z,D1);
return: log p̃(·) =

∑M
m=1 αmkw(·, zm) + log q0(·);

Kernel architecture We will choose our kernel kw(x,y) as a mixture of R squared-
exponential kernels with length scales σr, taking in features of data extracted by a
network φwr(·):

R∑
r=1

ρr exp

(
−1

2

∥∥φwr(x)− φwr(y)
∥∥2
)
. (3.8)

Combining R components makes it easier to account for both short-range and long-range
dependencies. We constrain ρr ≥ 0 to ensure a valid kernel, and

∑R
r=1 ρr = 1 for

simplicity. The networks φw are made of L fully connected layers of width W . For
L > 1, we found that adding a skip connection from data directly to the top layer speeds
up learning; a softplus nonlinearity ensures that the model is twice-differentiable so (3.3)
is well-defined.

3.2.4 Behavior on Mixtures

One interesting limitation of score matching is the following: suppose that data dis-
tribution p0 comprises two disconnected components, p0(x) = πp1(x) + (1 − π)p2(x)

where π ∈ (0, 1) and p1, p2 having disjoint, separated supports. Then ∇ log p0(x) will be
∇ log p1(x) in the support of p1, and ∇ log p2(x) in the support of p2. Score matching
compares ∇ log p̃θ to ∇ log p1 and ∇ log p2, but is completely blind to p̃θ’s relative
mass between the two components; it is equally happy with any reweighting of the
components, since the domains are disjoint and weightings do not affect the mass on the
other component.
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If all modes are connected by regions of positive density, then the log density gradient
in between components will determine their relative weight, and indeed score matching
is then consistent. But when p0 is nearly zero between two dense components, so that
there are no or few samples in between, score matching will generally have insufficient
evidence to weight nearly-separate components.

Proposition 3.7 (Section 3.6.3) studies the kernel exponential family in this case. For
two components that are completely separated according to k, (3.7) fits each as it would
if given only that component, except that the effective λα is scaled: smaller components
are regularised more. This issue is further discussed in a broader context of score-based
methods, including Stein methods, in Section 3.5.

A heuristic workaround when disjoint components are suspected is as follows: run a
clustering algorithm to identify disjoint components, separately fit a model to each cluster,
then weight each model according to its sample count. When the components are well-
separated, this clustering is straightforward, but it may be difficult in high-dimensional
cases when samples are sparse but not fully separated.

3.2.5 Model Evaluation

In addition to qualitatively evaluating fits, we will evaluate our models with three
quantitative criteria. The first is the finite-set Stein discrepancy [FSSD; Jitkrittum et al.,
2017], a measure of model fit which does not depend on the normaliser Zθ. It examines
the fit of the model at J test locations V = {vb}Bb=1 using a kernel l(·, ·), as

FSSD(p)2 =
1

DB

B∑
b=1

‖Ex∼p0 [l(x,vb)∇x log p(x) +∇xl(x,vb)]]‖2.

With randomly selected V and under some mild assumptions, FSSD(p)2 is zero if and
only if p = p0. We use a squared-exponential l with bandwidth equal to the median
distance between test points, and choose V by adding small Gaussian noise to data
points. This reasonable choice avoids tuning any parameters. We do not optimise the
kernel or the test locations to avoid a situation in which model p is better than p′ in
some respects but p′ better than p in others; instead, we use a simple default mode
of comparison. Jitkrittum et al. [2018] construct a hypothesis test to test which of p
and p′ is closer to p0 in the FSSD. We will report a score – the p-value of this test –
which is near 0 when model p is better, near 1 when model p′ is better, and around
0.5 when the two models are equivalent. We emphasise that we are using this as a
model comparison score on an interpretable scale, but not following a hypothesis testing
framework. Another similar performance measure is the kernel Stein discrepancy [KSD;
Chwialkowski et al., 2016], where the model’s goodness-of-fit is evaluated at all test data
points rather than at random test locations. We omit the results as they are essentially
identical to that of the FSSD, even across a wide range of kernel bandwidths.

As all our models are twice-differentiable, we also compare the score matching
loss (3.4) on held-out test data. A lower score matching loss implies a smaller Fisher
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divergence between model and data distributions.

Finally, we compare test log-likelihoods, using importance sampling estimates of the
normalising constant Zθ:

Ẑθ =
1

U

U∑
u=1

ru where ru :=
p̃θ(yu)

q0(yu)
, yu ∼ q0,

so E
[
Ẑθ

]
=
∫ p̃θ(yu)
q0(yu) q0(yu) = Zθ. Our log-likelihood estimate is log p̂θ(x) = log p̃θ(x)−

log Ẑθ. This estimator is consistent, but Jensen’s inequality tells us that E [log p̂θ(x)] ≥
log pθ(x), so our evaluation will be over-optimistic. Even worse, the variance of log Ẑθ

can be misleadingly small when the bias is still quite large; we observed this in our
experiments. We can, though, bound the bias, as shown in [Wenliang et al., 2019,
Proposition 1]. We will report the log-likelihood along with an estimated bias bound.

3.2.6 Previous Attempts at Deep Score Matching

Kingma and LeCun [2010] used score matching to train a neural network to output
an unnormalised log-density. Given software limitations at the time, they used a
shallow network. This approach is essentially a special case of ours: use the kernel
kw(x,y) = φw(x)φw(y), where φw : RD → R. Then the energy function (3.6) is

M∑
m=1

αmφw(zm)φw(x) =

[
M∑
m=1

αmφw(zm)

]
φw(x).

The scalar in brackets reduces to a scalar, so log p is determined almost entirely by the
network φw plus log q0(x).

The computational burden in deep score matching, regardless of the parametrisation
of the energy function, lies mainly in computing the second-order derivatives of the
energy function of log p̃. Methods to avoid computing this quantity—thereby arriving
at an approximate score matching loss—can be derived considering denoising [Vincent,
2011, Raphan and Simoncelli, 2011, Saremi et al., 2018]. It can be shown that the
score function ∇x log p0(x) is the optimal direction for denoising: given a sample x
from p0 and x̃ of x contaminated by additive Gaussian noise with isotropic variance
σ2, x̃+ σ2∇x log p0(x) is the least-square estimate of the noiseless sample x given x̃.
One can thus train a denoising model to learn the score function. Alternatively, random
projections of the score function in (3.2) significantly reduces the computational cost
[Song et al., 2019].

3.3 Experiments

We compare DKEF to several alternative methods empirically. The first group are
trained by ML and broadly fall into (at least) one of two categories: autoregressive
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models decompose

p(x1, . . . , xD) =
D∏
d=1

p(xd|x≤d)

and learn a parametric density model for each of these conditionals. Normalising flows
[Jimenez Rezende and Mohamed, 2015] instead apply a series of invertible transformations
to some simple initial density, say standard normal, and then compute the density of
the overall model via the Jacobian of the transformation. We use implementations of
the following several models in these categories by [Papamakarios et al., 2017]:

MADE [Germain et al., 2015] masks the weights of an autoencoder so it becomes
autoregressive. We use two hidden layers and define each source conditional as a
Gaussian. MADE-MOG is the same but uses a mixture of 10 Gaussians for each
source conditional.

Real NVP [Dinh et al., 2017] is a particular normalising flow originally designed
for image data; we use a general-purpose form for non-image datasets.

MAF [Papamakarios et al., 2017] is the combination of a normalising flow and
MADE, where the base density is modelled by MADE with 5 autoregressive layers.
MAF-MOG instead models the base density by MADE-MOG.

The neural networks for the models above have layers of width 30 for experiments
on synthetic data and 100 for benchmark datasets. Larger values did not improve
performance substantially. These ML models are compared with kernel exponential
family models below.

KCEF [Arbel and Gretton, 2018] is a model trained by score matching. Inspired
by autoregressive models, the density is modelled by a cascade of kernel conditional
exponential family distributions, fit by score matching with Gaussian kernels.

DKEF. On synthetic datasets, we consider four variants of our model with one
kernel component, R = 1.

1. KEF-G refers to the model using a Gaussian kernel with a learned bandwidth.

2. DKEF-G-15 has the kernel in (3.8) with L = 3 layers of width W = 15.

3. To investigate whether the top Gaussian kernel κ helps performance, we also
train DKEF-L-50 whose kernel is a linear kθ(x,y) = φw(x) · φw(y), where
φw has W = 50. Such a kernel is then defined by the usual inner product of
finite-dimensional vectors.

4. To compare with the architecture of [Kingma and LeCun, 2010], we constructed
its equivalent model DKEF-L-50-1; it has the same architecture as DKEF-L-50
except that there is an extra layer with a single neuron in the network and has a
single M = 1 inducing point.

In all experiments, we use a generalised Gaussian base measure

q0(x) ∝
D∏
d=1

exp
(
−|xd − µd|βd/(2σ2

d)
)
, βd > 1
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On benchmark datasets, we use DKEF-G-30 (W = 30) and KEF-G with R = 3 kernel
components.

3.3.1 Synthetic Datasets

We first demonstrate the behaviour of the models on several two-dimensional synthetic
datasets: Funnel, Banana, Ring, Square, Cosine, Mixture of Gaussians (MoG) and
Mixture of Rings (MoR), whose densities are shown in Figure 3.2 (top row). Together,
these densities cover a wide range of geometric complexities and multimodality.

We visualise the fits of various methods by showing the log density function in
Figure 3.2. For each model trained on each distribution, we report the normalised
log-likelihood (left) and Fisher divergence (right) on the title of each panel. In general,
the kernel score matching methods find cleaner boundaries of the distributions, and our
main model KDEF-G-15 produces the lowest Fisher divergence on many of the synthetic
datasets while maintaining high likelihoods.

Unimodal distributions

Among the kernel exponential families, DKEF-G outperforms predecessors where ordinary
Gaussian kernels are used for either joint (KEF-G) or autoregressive (KCEF) modelling.
However, when the Gaussian kernel is replaced with a linear kernel (DKEF-L-50), the fit
is worse even if the neural network is made much larger. We can gain additional insights
into the kernel exponential families by looking at the shape of the learned kernel, shown
by the coloured lines. These contours show regions deemed close by the kernel evaluated
at a grid of locations, and the kernels indeed adapt to the local geometry.

DKEF-L-50 and DKEF-L-50-1 show good performance when the target density
has simple geometries, but had trouble in more complex cases, even with much larger
networks than used by DKEF-G-15. It seems that a Gaussian kernel with multiple
inducing points provides much stronger representational features than using a linear
kernel and/or a single inducing point. This may be because the network φw does not
have to do as much work: it only has to pick an effective shape and size for a local
similarity kernel, which can then be used in closed form to get a final energy fit, rather
than learning the whole model itself.

A large enough network φw would likely be able to perform the task well, but, using
currently available software, the second derivatives in the score matching loss limit our
ability to use very large networks. A similar phenomenon was observed by [Binkowski
et al., 2018] in the context of GAN critics, where combining some analytical RKHS
optimisation with deep networks allowed much smaller networks to work well.

As expected, models fit by DKEFs generally have smaller Fisher divergences than
likelihood-based methods. For Funnel and Banana, the true densities are simple trans-
formations of Gaussians, and the normalising flow models perform relatively well. But
on Ring, Square, and Cosine, the shape of the learned distribution by likelihood-based
methods exhibits noticeable artefacts, especially at the boundaries. These artefacts,
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Figure 3.2: Log densities learned by different models. Our model is DKEF-G-15 at the
bottom row. Columns are different synthetic datasets. The rightmost columns shows a
mixture of each model (except KCEF) on the same clustering of MoR. We subtracted
the maximum from each log density, and clipped the minimum value at −9. Above
each panel are shown the average log-likelihoods (left) and Fisher divergence (right) on
held-out data points. Bold indicates the best fit. For DKEF-G models, faint colored
lines correspond to contours at 0.9 of the kernel evaluated at different locations.
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Figure 3.3: Results on the real datasets; bars show medians, points show each of 15
individual runs, excluding invalid values. (1st row) The estimate of the squared FSSD, a
measure of model goodness of fit based on derivatives of the log density; lower is better.
(2nd row) The p-value of a test that each model is no better than DKEF in terms of
the FSSD; values near 0 indicate that DKEF fits the data significantly better than the
other model. (3nd row) Value of the loss (3.4); lower is better. (4th row) Log-likelihoods;
higher is better. DKEF estimates are based on 1010 samples for Ẑθ, with vertical lines
showing an estimate of the upper bound on the bias (which is often too small to be
easily visible).

particularly the “breaks” in Ring, may be caused by a normalising flow’s need to be
invertible and smooth. The shape learned by DKEF-G-15 is much cleaner.

Multimodal distributions

Likelihood-based flow methods and score matching-based methods show interesting and
distinct failure modes. The likelihood-based models often has a “bridge” connecting the
different modes, even for MADE-MOG and MAF-MOG which use explicit mixtures base
distributions. On the other hand, DKEF is able to find the shapes of the components,
but the weighting between modes is unstable across different runs. As suggested in
Section 3.2.4, we also fit mixtures of all models (except KCEF) on a partition of MoR
found by spectral clustering [Remes et al., 2017]; DKEF-G-15 produces an excellent fit.

Another challenge we observe in our experiments is that the estimator of the objective
function, Ĵ , tends to be more noisy as the model fit improves. This happens particularly
on datasets where there are “sharp” features, such as in Square (see Figure 3.6 in
Section 3.6.4.1), where the model’s curvature becomes extreme at some points. This
can cause higher variance in the gradients of the parameters, and greater difficulty in
optimisation.
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3.3.2 Results on Benchmark Datasets

Following recent work on density estimation [Uria et al., 2013, Germain et al., 2015,
Papamakarios et al., 2017, Arbel and Gretton, 2018], we trained DKEF and the likelihood-
based models on five UCI datasets [Dheeru and Karra Taniskidou, 2017]; in particular,
we used RedWine, WhiteWine, Parkinson, HepMass, and MiniBoone. All performances
were measured on held-out test sets. We did not run KCEF due to its computational
expense. Section 3.6.4.2 gives further details.

Figure 3.3 shows the results. In gradient matching as measured by the FSSD, DKEF
tends to have the best values. Test set sizes are too small to yield a confident p-value on
the Wine datasets, but the model comparison test confidently favors DKEF on datasets
with large-enough test sets. The FSSD results agree with KSD, which is omitted. In
the score matching loss1 (3.3), DKEF is the best on Wine datasets and most runs on
Parkinson, but worse on Hepmass and MiniBoone. FSSD is a somewhat more “global”
measure of shape, and is perhaps more weighted towards the bulk of the distribution
rather than the tails. 2 In likelihoods, DKEF is comparable to other methods except
MADE on Wines but worse on the other, larger, datasets. Note that we trained DKEF
while adding Gaussian noise with standard deviation 0.05 to the (whitened) dataset;
training without noise improves the score matching loss but harms likelihood, while
producing similar results for FSSD.

3.4 Discussion on DKEF

Learning deep kernels helps make the kernel exponential family practical for large,
complex datasets of moderate dimension. We can exploit the closed-form fit of the α
vector to optimise kernel and even regularisation parameters using a “held-out” loss, in a
particularly convenient instance of meta-learning. We are thus able to find smoothness
assumptions that fit our particular data, rather than arbitrarily choosing them a priori.

Computational expense makes score matching with deep kernels difficult to scale
to models with large kernel networks, limiting the dimensionality of possible targets.
Although we trained DKEF with more neurons in the network and saw improvements,
the extended training time rendered this attempt less useful in practice. Combining with
the kernel conditional exponential family might help alleviate that problem by splitting
the model up into several separate but marginally complex components. The kernel
exponential family, and score matching in general, also struggles to correctly allocate
probability mass with nearly-disjoint components, but it seems to generally learn density
shapes better than ML-based deep approaches. We discuss the issue of incorrect mass
allocation in the next Section in a more general context.

1The implementation of [Papamakarios et al., 2017] sometimes produced NaN values for the required
second derivatives, especially for MADE-MOG. We discarded those runs for these plots.

2With a kernel approaching a Dirac delta, the FSSD2 is similar to KSD2 ≈
∫
p0(x)2 ‖∇ log p(x)−

∇ log p̃θ(x)‖2dx; compare to J = 1
2

∫
p0(x)‖∇ log p(x)−∇ log p̃θ(x)‖2dx.
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3.5 Blindness of score-based methods

A large family of score-based methods have been developed recently to solve unsupervised
learning problems, including density estimation [Hyvärinen, 2005, Kingma and LeCun,
2010, Strathmann et al., 2015, Sutherland et al., 2018, Saremi et al., 2018, Arbel and
Gretton, 2018, Song et al., 2019], statistical testing [Gorham and Mackey, 2015, Liu
et al., 2016, Liu and Wang, 2016, Chwialkowski et al., 2016] and variational inference
[Liu, 2017, Liu and Wang, 2016, Wang et al., 2019]. These methods are attractive
because they exploit the score function, which is independent of the normaliser, and
are suitable for solving many problems involving unnormalised densities. Despite the
theoretical performance guarantees enjoyed by most of these method, here we illustrate a
common practical issue suffered by these methods when the unnormalised distribution of
interest has isolated components. In particular, we study the behaviour of some popular
score-based methods on tasks involving 1-D mixture of Gaussians. These methods
fail to identify appropriate mixing proportions when the unnormalised distribution is
multimodal. Finally, some directions for finding a remedy are discussed in light of
recent successes in specific tasks. We hope to bring the attention of theoreticians and
practitioners to this issue when developing new algorithms and applications.

Define the score function of a random variable X or its density p(x) as ∇x log p(x)

(assuming it exists), where x belongs to some suitable set X . Here, we illustrate
that some algorithms with theoretical guarantees based on the score function can fail
catastrophically in practice when the unnormalised distribution has isolated components
(substantial probability mass separated by regions of X with negligible mass). For
simplicity and visualisation, we consider the following 1-D distributions throughout:

Example 3.1 (Gaussian mixtures). Define the following density functions on X = R:

p(x) = π1p1(x) + π2p2(x),

q(x) = p1(x),

p1(x) = N (x;µ1, σ
2),

p2(x) = N (x;µ2, σ
2),

where µ1, µ2 ∈ R, σ ∈ (0,+∞), and π1, π2 ∈ (0, 1) are mixing proportions satisfying
π1 + π2 = 1. Without loss of generality, we assume µ1 < µ2. Examples of these densities
are shown in Figure 3.4.

When µ1−µ2

σ2 has sufficiently large magnitude (with a negative sign), density p has
isolated components. First, we show the following property of p.

Proposition 3.2 (Weak dependence of score on mixing proportions). For the p and
q defined in Example 3.1, the dependence of ∇x log p(x) on π1 can be made arbitrarily
weak for x 6= µ1+µ2

2 by taking µ1−µ2

σ2 → −∞.
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Figure 3.4: Top, densities and score functions in Example 3.1. Note that q = p1. The
scale of the density is shown on the left vertical axis, and the scale of score function
is shown on the right vertical axis. Bottom, density and the optimal f (rescaled for
visualisation) for the SD.

Proof. The score function is

∇x log p(x) =
π1∇xp1(x) + π2∇xp2(x)

π1p1(x) + π2p2(x)

= −
π1 exp

[
− (x−µ1)2

2σ2

]
(x−µ1)
σ2 + π2 exp

[
− (x−µ2)2

2σ2

]
(x−µ2)
σ2

π1 exp
[
− (x−µ1)2

2σ2

]
+ π2 exp

[
− (x−µ2)2

2σ2

]
= −

π2 exp
[
− (x−µ1)2

2σ2 + (x−µ2)2

2σ2

]
(x−µ1)
σ2 + π2

(x−µ2)
σ2

π2 exp
[
− (x−µ1)2

2σ2 + (x−µ2)2

2σ2

]
+ π2

= −π1 exp
[µ1−µ2

σ2

(
x− µ1+µ2

2

)] (x−µ1)
σ2 + π2

(x−µ2)
σ2

π1 exp
[µ1−µ2

σ2

(
x− µ1+µ2

2

)]
+ π2

.

As µ1−µ2

σ2 → −∞, we see that

∇x log p(x)→

−
(x−µ1)
σ2 for x < µ1+µ2

2 ;

− (x−µ2)
σ2 for x > µ1+µ2

2 .

Perhaps surprisingly, when x is far away from (µ1 +µ2)/2, the score function becomes
roughly independent of the mixing proportions. This is illustrated in Figure 3.4 (top).
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In the next three sections, we discuss the consequence of Lemma 3.2 in three popular
score-based methods:

• score matching (SM) Hyvärinen [2005] as discussed previously;

• (kernel) stein discrepancy (SD) Gorham and Mackey [2015], Chwialkowski et al.
[2016], Liu et al. [2016] for a goodness-of-fit test between an unnormalised model
and samples drawn from an unknown distribution;

• Stein variational gradient descent (SVGD) [Liu and Wang, 2016] that determ-
inistically moves a set of particles to approximate the posterior distribution in
variational inference.

3.5.1 Score matching

A direct consequence of Lemma 3.2 is the following, which we discussed in Section 3.2.4
in the presentation of DKEF.

Lemma (Blindness to mixing proportions). Given p(x) in Example 3.1 and another
density p′(x) similar to p except that p′(x) has a different mixing proportion π1 than
p(x), then J(p‖p′)→ 0 as µ1−µ2

σ2 → −∞ regardless of the mixing proportions.

Proof. By Lemma 3.2, ∇x log p(x) and ∇x log p′(x) converge to the same limit on
the support where x 6= µ1+µ2

2 . Although the two scores differ around x = µ1+µ2

2 , q
has negligible mass around and so the expectation in J(p‖p′) is not sensitive to this
difference.

If we take p as the model distribution and p′ as the data distribution, then when
the (empirical) Fisher divergence is minimised, one can obtain an almost equally good
solution by changing the mixing proportions in p.

Now consider the problem of fitting an unnormalised density model p̃(x) on data
drawn from q(x). The Fisher divergence for x ∈ R is

J(p||q) =

∫
q(x) |∇x log p(x)−∇x log q(x)|2 dx.

Lemma 3.3 (Blindness to isolated components in the model). The Fisher divergence
J(p||q) for q and p in Example 3.1 is close to zero regardless of mixing proportion π1.

Proof. We sketch the main idea. The Fisher divergence J(p||q) is an expectation under
q(x) = p1(x). Note that q(x) has negligible mass for x > µ1+µ2

2 as µ1−µ2

σ2 → −∞. Using
Lemma 3.2, it can be shown that on the domain where q(x) has most of its mass,
∇x log p(x) ≈ ∇x log p1(x) = ∇x log q(x). Therefore, J(p||q) ≈ 0.

Taking p as the model density and q as the data density, we see that, as long as part
of the model p fits the data well, the model can have an arbitrary number of isolated
(spurious) component supported far away from data points while the loss is unaffected.
The causes are twofold:
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1. score functions of q and p converge to that of q for x < µ1+µ2

2 (Lemma 3.2);

2. The Fisher divergence is an expectation only over q.

A visualisation of these results are shown in Figure 3.4 (top). As such, if we use the
learned p in applications that depend on the (log-)density of the trained model, such as
sampling by Hamiltonian Monte Carlo, the samples may be stuck at a spurious mode
not covered by the data. The issue of isolated component implied by Proposition 3.3
can be partially alleviated by controlling the tail behaviour of p [Arbel and Gretton,
2018, Wenliang et al., 2019], but the issue implied by Proposition 3.5.1 is more difficult
to address in general.

These issues do not arise in ML estimation, since isolated components or incorrect
mixing proportions have a huge impact on the normalised density. Thus, while optimising
the score function gets rid of the intractable normaliser, it also loses control on the
normalised density.

Training with noisy data for sampling

Despite the issues above, Song and Ermon [2019] demonstrated a successful approach
to training energy-based models for generating samples. They adopted the denoising
formulation of the score matching objective [Vincent, 2011] and trained a model to
produce the score function ∇x log p(x) instead of the density log p̃(x). Further, they
proposed to add isotropic Gaussian noise to data samples, effectively smoothing the data
distribution q with a Gaussian density function. During training, the data distribution
q is transformed into multiple noisy versions {qj}Jj=1 by adding Gaussian noise with
standard deviations {σj}Jj=1 , 0 < σ1 < σ2 < · · · < σJ . The model is trained to estimate
the score function on data from all qj , taking σj as an input in addition to x. During
sampling, a set of randomly initialised particles are updated by Langevin dynamics on
successive qj ’s with decreasing σj from σJ to σ1.

In this procedure, the noise essentially bridges isolated components together. The
density qJ corresponding to the largest σJ does not contain isolated components. SM
can thus correctly estimate this noisy distribution (or its score), but it is unlikely that
the model can learn the correct mixing proportions for the smallest σ1. Nonetheless,
adding noise does not alter the mixing proportions in the data distribution, and the
score function is correct locally at each component with respect to the noisy distribution
for all noise levels. Therefore, running Langevin dynamics according to the high-noise
score function ensures that the particles are initially dispersed according to the correct
mixing proportions in the data, and annealing then pushes the particles to follow the
score of low-noise data distribution.

It is worth noting that this model does not estimate the (unnormalised) q(x) but
only estimate its score function given a noise level. Although the score function is
sufficient for certain applications, such as mode finding and Langevin sampling, it is not
for others that additionally require the log density log p̃(x) itself, such as Hamiltonian
Monte Carlo.
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3.5.2 Stein discrepancy

The stein discrepancy (SD) can be used for goodness-of-fit test that measures how well
an unnormalised model p̃ describes samples from an unknown density q [Gorham and
Mackey, 2015, Mackey and Gorham, 2016, Liu et al., 2016, Chwialkowski et al., 2016].

SD is based on the Stein operator Tp for x ∈ R given by

(Tpf) (x) := ∇x log p(x)f(x) +∇xf(x),

where f : X → R is in the Stein class of p, meaning that it is smooth and satisfies∫
∇x(f(x)p(x))dx = 0,

see Gorham and Mackey [2015], Chwialkowski et al. [2016], Liu et al. [2016] for detail.
Under this condition, it is easy to show that Eq [(Tpf) (x)] = 0 if and only if p = q. This
motivates the following definition of SD between q and p

SF (q‖p) = sup
f∈F ,‖f‖F≤1

{Eq [(Tpf) (x)]} = sup
f∈F ,‖f‖F≤1

{Eq [(Tpf) (x)]− Eq [(Tqf) (x)]}

= sup
f∈F ,‖f‖F≤1

{Eq [[∇x log p(x)−∇x log q(x)] f(x)]} , (3.9)

where F is some function class.

One application of SD, among many others, is to benchmark approximate inference
methods for latent variable models described by joint distribution p(z, x), where z is
latent, such as those considered in Chapter 2. The exact posterior is usually intractable,
but the unnormalised posterior p̃(z|x) = p(z, x) is immediately available. Also, popular
inference methods produce sample representation, so we can compare how well the
posterior samples approximate p̃(z|x) for each x. However, as we argue below, this
application may fail due to the blindness associated with the score function.

Proposition 3.4 (SD says q(x) ≈ p(s)). For q and p in Example 3.1, their Stein
discrepancy SF (q‖p)→ 0 as µ1−µ2

σ2 → −∞, where F ∈
{
L2
q ,L2

}
.

Proof. If F = L2
q , we solve the Lagrangian∫

q(x) [∇x log p(x)−∇x log q(x)] f(x)dx+ λ

(∫
q(x)f2(x)dx− 1

)
.

One can check that the solution is

fL2
q
(x) ∝ ∇x log p(x)−∇x log q(x).

Denote the constant of proportionality by c1, then for the p and q in Example 3.1, as
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µ1−µ2

σ2 → −∞,

fL2
q
(x)→

0 for x < µ1+µ2

2 ;

cµ1−µ2

σ2 for x > µ1+µ2

2 .

Since q has negligible mass for x > µ1+µ2

2 , the SD SL2
q

(q‖p) = Eq
[
fL2

q
(x)2

]
is close to

zero.

Similarly, the solution for F = L2 is

fL2(x) ∝ q(x)∇x log p(x)−∇xq(x).

Denoting the constant of proportionality by c2, as µ1−µ2

σ2 → −∞,

fL2(x)→

c2 (q(x)∇x log p(x)−∇xq(x)) for x < µ1+µ2

2 ;

0 for x > µ1+µ2

2 .

For x < µ1+µ2

2 where q has almost all of its mass, we know from Lemma 3.2 that
∇x log p(x)→ ∇x log q(x) as µ1−µ2

σ2 → −∞, so

q(x)∇x log p(x)−∇xq(x)→ q(x)∇x log q(x)−∇xq(x) = 0.

Thus, the SD SL2 (q‖p)→ 0.

As shown in Figure 3.4 (bottom), the best f is almost zero for x < µ1+µ2

2 regardless
of whether F is L2

q or L2. Since SF (q‖p) is an expectation under q that has most of its
mass for x < µ1+µ2

2 , it fails to detect the differences. Intuitively, by inspection on (3.9),
we can make f(x) scale as 1/q(x) to counteract the vanishing tail of q and expose the
second component to SD. However, such functions may not be in L2

q or L2.

Therefore, SD cannot detect isolated components in the model p that are far away
from the samples of q even when those components have high mixing proportions. One
may hope that by considering the variance of the estimated SD, goodness-of-fit tests
can be made robust to isolates components. However, this is not the case since the two
f ’s are essentially zero w.r.t. q and cannot induce a large variance. If f is sufficiently
unsmooth to scale up the vanishing tail of q, then the variance can be made large.

With this issue in mind, we return to the application of benchmarking approximate
inference mentioned at the beginning of the Section. A flexible generative model can
induce complicated a posterior p(z|x) with many isolated components (Figure 2.1). If
the approximate posterior only covers one of the components—especially in variational
inference where the objective has mode-seeking behaviour (e.g. KL[q||p])—SD may over-
estimate the performance of the recognition model while being blind to the components
in p(z|x) that are not covered by the samples.
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3.5.3 Stein variational gradient descent (SVGD)

We now consider the impact of Lemma 3.2 on SVGD [Liu and Wang, 2016]. SVGD
produces an empirical/sample distribution q to approximate the unnormalised distribu-
tion p̃(z|x) = p(z,x). The main idea is to find a direction φ : X → X to push a set of
particles x← x+ εφ(x) so as to minimise KL[q||p]. For φ defined by a function in the
reproducing kernel Hilbert space associated with a kernel k(·, ·), the optimal direction
φ∗ evaluated at x′ is given by the kernel Stein operator

φ∗(x′) = Eq
[(
Tpk(x′, ·)

)
(x)
]

= Eq
[
∇x log p(x)k(x′, x) +∇xk(x′, x)

]
. (3.10)

In practice, for a given set of particles
{
xln
}N
n=1

i.i.d∼ ql(x), SVGD updates these particles
along the directions given by (3.10) to obtain a new set of samples

{
xl+1
n

}N
n=1

.
Since the posterior optimisation is over particles rather than a parametric distribution,

SVGD can produce a flexible representation of complicated posteriors. However, as the
algorithm minimises the mode-seeking KL[q||p], the particles can end up in a single
component that is far away from other components of the posterior. Initialising particles
to be from a broader distribution may help alleviate this problem, but it is still difficult
to allocate the particles to avoid converging to the wrong mixing proportions.

To demonstrate the blindness of SVGD to mixing proportions, we run this algorithm
to fit the bimodal p in Example 3.1. The results are in Figure 3.5. The distribution of
the particles after running SVGD is highly sensitive to initial q0, a Gaussian distribution
with mean µ0 and standard deviation σ0. Even if the initial particles is distributed
with a large σ0, the final distribution of the particles still depends strongly on µ0. The
particles fail disastrously in finding the correct mixing proportions.

3.5.4 Discussion

We have demonstrated that three popular score-based methods fail to detect isolated
components or to identify mixing proportions. This happens when the different compon-
ents are separated by regions of negligible probability mass, such as p in Example 3.1, but
not when they are overlapping. Although the mixing proportions are explicitly defined
for a mixture of Gaussians distribution considered in Example 3.1, one can interpret
them as the relative probability masses of other distributional components, and the
consequence of Lemma 3.2 extends to more general settings. In addition, the blindness
is also caused by the expectation taken only under the data distribution, concealing
spurious isolated components in the model fit to the data.

While score-based methods allow very efficient learning of flexible models, it is
important to check whether the blindness harms performance for downstream applications.
For example, SD involves an expectation of the score of p under a different (data)
distribution q; this integral can be blind to isolated components in p and give misleading
test results. In SVGD, the score function is used to evaluate a local direction of particle
movement, but it does not propose global changes across different isolated components,
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Figure 3.5: Running SVGD to approximate the density p in Example 3.1. The top
three rows have π1 = 0.5; the bottom three rows have π1 = 0.1. Red line is the target
distribution p(x). Blue histogram is the distribution of particles at initialisation drawn
from a Gaussian with mean µ0 and standard deviation σ0 (shown on title). Orange
histogram is the distribution of particles after running SVGD. The kernel used to define
the SVGD update is Gaussian with unit bandwidth.
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leading to incorrect mixing proportions. On the other hand, for Bayesian neural networks,
ignoring the trivial multimodality caused by the permutation symmetry of the network
weights should not adversely affect the performance.

Estimating the gradient of entropy of implicit distributions Interestingly, the
blindness does not occur in the application to entropy optimisation for implicit distribu-
tions, e.g. [Li and Turner, 2018, Shi et al., 2018b]. For an implicit distribution pφ(x)

defined by x := fφ(z), z ∼ ζ where ζ is some simple distribution and fφ is a flexible
function parametrised by φ, the gradient of the entropy satisfies

∇φH[pφ(x)] = Eζ(z) [∇x log pφ(x)∇φfφ(z)] ,

which can be approximated by estimating ∇x log pφ(x). There are two reasons why
this application does not suffer the blindness. First, samples from pφ(x) can be easily
drawn from the implicit distribution; this is in contrast to the slow sampling by HMC or
Langevin that relies on an estimated score function ∇x log pφ(x). Second, the expectation
above is an integral of a function of pφ(x) under the same distribution (through ζ),
which cannot be blind to itself, unlike in SD where the expectation involves two different
distributions p(x) and q(x).

Possible solutions We speculate that the blindness could be remedied by extracting
global information of the unnormalised distribution. The most immediate idea is to
consider annealing as inspired by [Song and Ermon, 2019]. There is an interesting
connection between annealed sampling using SM and variational inference using SVGD:
the initial set of particles are drawn from an over-dispersed distribution relative to the
target distribution. The annealing procedure used in score-based sampling Song and
Ermon [2019] ensures that all components are covered with the correct proportions of
particles, and that the global information is inherited across each decrement of the noise
level. This suggests that SVGD could also benefit from an annealing procedure.

Temperature variable Other than adding Gaussian noise, another way to smooth
out a density function is to introduce an inverse temperature variable β to the log density
of the model

pβ(x) ∝ exp (βE(x)) , 0 < β ≤ 1.

Though attractive at first glance, this parametrisation may not easily provide practical
solutions to the three scenarios above. For SM and its application to sampling, a small β
is similar to introducing a large amount of noise, and a β close to 1 corresponds to no noise.
Thus, the temperature-adjusted pβ(x) provides a principled parametrisation for consistent
interpolation between high and low noise regimes. However, it is not straightforward
to obtain samples from q at higher temperatures; in particular, introducing additive
Gaussian noise is not equivalent to increasing the temperature.
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For SD, one can run Langevin dynamics on the model pβ at a low β with particles
initialised as data samples from q. The samples are then annealed back to β = 1. If
the data samples before and after annealing agree, then we can tell that p is close to q.
However, this complicated sampling procedure defeats the purpose of SD tests which is
to avoid sampling from the unnormalised p̃.

For SVGD, a smaller β scales down the length of the update vector for each particle,
giving very slow updates at high temperature, so an adaptive step-size schedule may be
required. Further, the particles need to be perturbed to fully “mix” during annealing so
that details of the initial sample distribution do not affect the final result.

Apart from increasing the dispersion of data, there are other ideas to incorporate
global information of the unnormalised distribution. For SVGD, samples from the
generative model could be used to inform the movement of the particles. This may
eventually constitute some sort of wake-sleep procedure. For SM, if one can estimate some
low-order moments of the model distribution p̃ and compare them with the estimated
moments of data distribution q, then the presence of isolated components or incorrect
mixing proportions will cause a substantial discrepancy between the two. In addition,
one can introduce the following loss in addition to the Fisher divergence

CML(p̃) = λML
∑
i 6=j

(
log

pML(xi)

pML(xj)
− log

p̃(xi)

p̃(xj)

)2

,

where xi, xj ∈ D are samples from the dataset, λML is a weighting term, and pML is a
simple model of the data that preserves probability mass information, such as a kernel
density estimator or a normalising flow fit by ML. The loss CML(p̃) tries to match the
log-density ratio between pairs of data samples measured under a simpler ML model
pML and the more complex energy-based model p̃(xj). Like the score function, the
log-density ratio of the model is also independent of the normaliser. Clearly, for xi and
xj sampled from two different components, CML(p̃) will be large if p̃ does not estimate
the mixing proportion correctly. However, it is difficult to tune the strength λML: if it
is too small, then it will have little effect; if too large, then it will bias p̃ towards the
potentially underfitting pML(xi). Also, this cost is yet another expectation under the
data distribution and so will not help eliminate isolated components in the model that
are not covered by data.

3.6 Appendix

3.6.1 DKEFs is normalisable

Proposition 3.5. Consider the kernel k(x,y) = κ(φ(x),φ(y)), where κ is a kernel
such that κ(a,a) ≤ Lκ‖a‖2 +Cκ and φ a function such that ‖φ(x)‖ ≤ Lφ‖x‖+Cφ. Let
q0(x) = Qr0(V−1(x−µ)), where Q > 0 is any scalar and r0 is a product of independent
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generalised Gaussian densities, with each βd > 1:

r0(z) =

D∏
d=1

βd

2Γ
(

1
βd

) exp
(
−|zd|βd

)
.

(For example, a multivariate normal distribution N (µ,Σ) for strictly positive definite Σ

could be achieved with βd = 2 and VVᵀ = Σ .) Then, for any function f in the RKHS
H induced by k, ∫

exp(f(x)) q0(x) dx <∞.

Proof. First, we have that f(x) = 〈f, k(x, ·)〉H ≤ ‖f‖H
√
k(x,x), and

k(x,x) = κ(φ(x),φ(x)) ≤ Lκ‖φ(x)‖2 + Cκ ≤ Lκ(Lφ‖x‖2 + Cφ) + Cκ.

Combining these two yields

f(x) ≤ ‖f‖H
√
LκLφ‖x‖2 + LκCφ + Cκ ≤ ‖f‖H

√
LκLφ‖x‖+‖f‖H

√
LκCφ + Cκ ≤ C0+C1‖x‖,

defining C1 := ‖f‖H
√
LκLφ, C0 := ‖f‖H

√
LκCφ + Cκ.

Let z = V−1(x−µ), and let Cr be the normalising constant of r0, Cq :=
∏D
d=1

βd

2αdΓ
(

1
βd

) .
Then ∫

exp(f(x)) q0(x) dx ≤
∫

exp (C0 + C1‖x‖) q0(x)dx

= Q exp(C0)Er0(z) [exp (C1‖Vz + µ‖)]
≤ Q exp(C0 + C1‖µ‖)Er0(z) [exp (C1‖V‖‖z‖)]

≤ Q exp(C0 + C1‖µ‖)Er0(z)

[
exp

(
C1‖V‖

D∑
d=1

|zd|
)]

= Q exp(C0 + C1‖µ‖)
D∏
d=1

Er0(z) [exp (C1‖V‖|zd|)] .

We can now show that each of these expectations is finite: letting C = C1‖V‖,

Er0(z) [exp (C|zd|)] =

∫ ∞
−∞

exp (C|z|) · β

2Γ(1/β)
exp

(
−|z|β

)
dz

= 2
β

2Γ(1/β)

∫ ∞
0

exp
(
Cz − zβ

)
dz

= 2
β

2Γ(1/β)

(∫ s

0
exp

(
Cz − zβ

)
dz +

∫ ∞
s

exp
(
Cz − zβ

)
dz

)

for any s ∈ (0,∞). The first integral is clearly finite. Picking s = (2|C|)
1

β−1 , so that
|Cz| < 1

2z
β for z > s, gives that∫ ∞
s

exp
(
Cz − zβ

)
dz ≤

∫ ∞
s

exp
(
−1

2z
β
)

dz <
1

β
2

1
β Γ

(
1

β

)
<∞,
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where Γ is the (incomplete) Gamma function, and
∫

exp(f(x))q0(x)dx <∞ as desired.

The condition on φ holds for any φ given by a deep network with Lipschitz activation
functions, such as the softplus function used in this work. The condition on κ also holds
for a linear kernel (where Lκ = 1, Cκ = 0), any translation-invariant kernel such that
κ(x, y) = exp(−‖x− y‖pl ) for p, l ∈ R+ (Lκ = 0, Cκ = κ(0, 0)), or mixtures thereof. If κ
is bounded, the integral is finite for any function φ.

The given proof would not hold for a quadratic κ, which has been used previously in
the literature; indeed, it is clearly possible for such an f to be unnormalizable.

3.6.2 Finding the optimal α

We will show a slightly more general result than we need, also allowing for an ‖f‖2H
penalty. This result is related to Lemma 4 of [Sutherland et al., 2018], but is more
elementary and specialised to our particular needs while also allowing for more types of
regularisers.

Proposition 3.6. Consider the loss

Ĵ(fkα,z,λ,D) = Ĵ(pkα,z,D)

+
1

2

[
λα‖α‖2 + λH‖fkα,z‖2H + λC

1

N

N∑
n=1

D∑
d=1

[
∂2
d log p̃kα,z(xn)

]2
]

where

Ĵ(pkα,z,D) =
1

N

N∑
n=1

D∑
d=1

[
∂2
d log p̃kα,z(xn) +

1

2

(
∂d log p̃kα,z(xn)

)2
]
.

For fixed k, z, and λ, as long as λα > 0 then the optimal α is

α(λ, k, z,D) = arg min
α

Ĵ(fkα,z,λ,D) = − (G + λαI + λHK + λCU)−1 b

Gm,m′ =
1

N

N∑
n=1

D∑
d=1

∂dk(xn, zm) ∂dk(xn, zm′)

Um,m′ =
1

N

N∑
n=1

D∑
d=1

∂2
dk(xn, zm) ∂2

dk(xn, zm′)

Km,m′ = k(zm, zm′)

bm =
1

N

N∑
n=1

D∑
d=1

∂2
dk(xn, zm) + ∂d log q0(xn) ∂dk(xn, zm)

+ λC∂
2
d log q0(xn) ∂2

dk(xn, zm).
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Proof. We will show that the loss is quadratic in α. Note that

1

N

N∑
n=1

D∑
d=1

∂2
d log p̃kα,z(xn) =

1

N

N∑
n=1

D∑
d=1

[
M∑
m=1

αm∂
2
dk(xn, zm) + ∂2

d log q0(xn)

]

= αᵀ

[
1

N

N∑
n=1

D∑
d=1

∂2
dk(xn, zm)

]
m

+ const

1

N

N∑
n=1

D∑
d=1

1

2

(
∂d log p̃kα,z(xn)

)2
=

1

N

N∑
n=1

D∑
d=1

1

2

 M∑
m,m′=1

αmαm′∂dk(xn, zm)∂dk(xn, zm′)

+ 2

M∑
m=1

αm∂d log q0(xn)∂dk(xn, zm) + (∂d log q0(xn))2

=
1

2
αᵀGα+αᵀ

[
1

N

N∑
n=1

D∑
d=1

∂d log q0(xn)∂dk(xn, zm)

]
+ const.

The λC term is of the same form, but with second derivatives:

1

2N

N∑
n=1

D∑
d=1

(
∂2
d log p̃kα,z(xn)

)2
=

1

2
αᵀUα+αᵀ

[
1

N

N∑
n=1

D∑
d=1

∂2
d log q0(xn)∂2

dk(xn, zm)

]
+ const.

We also have as usual

1

2
‖fkα,z‖2H =

1

2

M∑
m=1

M∑
m′=1

αm〈k(zm, ·), k(zm′ , ·)〉H αm′ =
1

2
αᵀKα.

Thus the overall optimisation problem is

α(λ, k, z,D) = arg min
α

Ĵ(fkα,z,λ,D)

= arg min
α

1

2
αᵀ (G + λαI + λHK + λCU)α+αᵀb.

Because λα > 0 and G, K, U are all positive semidefinite, the matrix in parentheses is
strictly positive definite, and the claimed result follows directly from standard vector
calculus.

3.6.3 Behaviour on mixtures

Proposition 3.7. Let D =
⋃I
i=1Di, where Di ⊂ Xi, |Di| = πiN ,

∑I
i=1 πi = 1. Also

suppose that the inducing points are partitioned as Z = [Z1; . . . ; ZI ], with Zi ⊂ Xi.
Further let the kernel k be such that k(x1,x2) = 0 when x1 ∈ Xi, x2 ∈ Xj for i 6= j, with
its first and second derivatives also zero. Then the kernel exponential family solution of
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Proposition 3.6 is

α(λ, k, z,D) =


α
((

λα
π1
, λHπ1

, λC

)
, k,Z1,D1

)
...

α
((

λα
πI
, λHπI , λC

)
, k,ZI ,DI

)
 .

Proof. Let Gi, bi be the G, b of Proposition 3.6 when using only Zi and Di. Then,
because the kernel values and derivatives are zero across components, if m and m′ are
from separate components then

Gm,m′ =
1

N

N∑
n=1

D∑
d=1

∂dk(xn, zm)∂dk(xn, zm′) = 0,

as at least one of the kernel derivatives will be zero for each term of the sum. When
m and m′ are from the same component, the total will be the same except that N is
bigger, giving

G =


π1G1 0 · · · 0

0 π2G2 · · · 0
...

...
. . .

...
0 0 · · · πIGI

 .
U is of the same form and factorises in the same way. K does not scale:

K =


K1 . . . 0
...

. . .
...

0 · · · KI

 .
Recall that b is given as

bm =
1

N

N∑
n=1

D∑
d=1

∂2
dk(xn, zm)+∂d log q0(xn) ∂dk(xn, zm)+λC∂

2
d log q0(xn) ∂2

dk(xn, zm).

Each term in the sum for which xn is in a different component than zm will be zero,
giving b = (π1b1, · · · , πIbI). Thus α(λ, k, z,D) becomes

α = − (G + λαI + λHK + λCU)−1 b

= −


π1G1 + λαI + λHK1 + λCπ1U1 · · · 0

...
. . .

...
0 · · · πIGI + λαI + λHKI + λCπIUI


−1 

π1b1

...
πIbI



=


−(G1 + λα

π1
I + λH

π1
K1 + λCU1)−1b1

...
−(GI + λα

πI
I + λH

πI
KI + λCUI)

−1b2

 .
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Thus the fits for the components are essentially added together, except that each
component uses a different λα and λH; smaller components are regularised more. λC ,
interestingly, is unscaled.

3.6.4 Additional experimental details

3.6.4.1 Synthetic datasets

For each synthetic distribution, we sample 10 000 random points from the distribution,
1 000 of which are used for testing; of the rest, 90% (8 100) are used for training, and
10% (900) are used for validation. Training was early stopped when validation cost does
not improve for 200 minibatches. The current implementation of KCEF does not include
a Nyström approximation, and trains via full-batch L-BFGS-B, so we down-sampled
the training data to 1000 points. We used the Adam optimiser [Kingma and Ba, 2015]
for all other models. For MADE, RealNVP, and MAF, we used minibatches of size 200
and the learning rate was 10−3 For KEF-G and DKEF, we used 200 inducing points,
used |Dt| = |Dv| = 100, and learning rate 10−3. The same parameters are used for each
component for mixture models trained on MoR.

To show that learning is stable, we ran the experiments on 5 random draws of training,
validation and test sets from the synthetic distributions, trained KDEF initialised using 5
random seeds and calculated validation score at each iteration until stopping criterion in
the first phase of training (before optimising for λ’s). The traces are shown in Figure 3.6.

The same data for benchmark datasets are shown in Figure 3.7. There is no overfitting
except for the small Redwine dataset. Runs on Parkinson, Hepmass and Miniboone do
not seem to fully converge, despite having met the early stopping criterion.

3.6.4.2 Benchmark datasets

Pre-processing Data in RedWine and WhiteWine are quantised, and thus prob-
lematic for modelling with continuous densities; we added to each dimension uniform
noise with support equal to the median distances between two adjacent values. For
HepMass and MiniBoone, we removed ill-conditioned dimensions as did Papamakarios
et al. [2017]. For all datasets except HepMass, 10% of the entire data was used as testing,
and 10% of the remaining was used for validation with an upper limit of 1 000 due to
time cost of validation at each iteration. For HepMass, we used the same splitting as
done Papamakarios et al. [2017] and with the same upper limit on validation set. The
data is then whitened before fitting and the whitening matrix was computed on at most
10 000 data points.

Likelihood-based models We set MADE, MADE-MOG, each autoregressive
layer of MAF and each scaling and shifting layers of real NVP to have two hidden layers
of 100 neurons. For real NVP, MAF and MAF-MOG, five autoregressive layers were



80 CHAPTER 3. DEEP KERNEL EXPONENTIAL FAMILY

0 250 500 750 1000 1250 1500 1750 2000

−3

−2

−1

Funnel

0 200 400 600 800 1000 1200

−0.9

−0.8

−0.7

Banana

0 100 200 300 400 500 600 700

−12

−10

−8

Ring

0 1000 2000 3000 4000

−4

−2

Sqaure

0 250 500 750 1000 1250 1500 1750

iterations

−10

−5

sc
or

e
lo

ss

Cosine

0 100 200 300 400 500 600

−4.0

−3.8

−3.6

MoG

Figure 3.6: Validation score loss on 6 synthetic datasets for 5 runs.

used; MAF-MOG and MADE-MOG has a mixture of 10 Gaussians for each conditional
distribution. Learning rate was 10−3 The size of a minibatch is 200.

Deep kernel exponential family We set the DKEF model to have three kernels
(R = 3), each a Gaussian on features of a 3-layer network with 30 neurons in each
layer. There was also a skip-layer connection from data directly to the last layer which
accelerated learning. Length scales σr were initialised to 1.0, 3.3 and 10.0. Each λ

was initialised to 0.001. The weights of the network were initialised from a Gaussian
distribution with standard deviation equal to 1/

√
30. We also optimised the inducing

points zm which were initialised with random draws from training data. The number
of inducing points M = 300, and |Dt| = |Dv| = 100. The learning rate was 10−2. We
found that our initialisation on the weight std and σr’s are importance for fast and
stable learning; other parameters did not significantly change the results under similar
computational budget (time and memory).

FSSD tests were conducted using 100 points vb selected at random from the test set,
with added normal noise of standard deviation 0.2, using code provided by the authors.

We estimated logZθ with 1010 samples proposed from q0, as in Section 3.2.5, and
estimated the bias as in [Wenliang et al., 2019].

We added independent N (0, 0.052) noise to the data in training. This is similar to
the regularisation applied by [Kingma and LeCun, 2010, Saremi et al., 2018], except
that the noise is added directly to the data instead of the model.

For all models, we stopped training when the objective ((3.4) or log likelihood) did
not improve for 200 minibatches. We also set a time budget of 3 hours on each model;
this was fully spent by MAF, MOG-MAF and Real NVP on HepMass. We found that
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Figure 3.7: Validation score loss on 5 benchmark datasets for 5 runs.

MOG-MADE had unstable runs on some datasets; out of 15 runs on each dataset, 7
on WhiteWine, 4 on Parkinsons and 9 on MiniBoone produced invalid log likelihoods.
These results were discarded in Figure 3.3 log likelihood panels.

The DKEF in our main results (Figure 3.3) has an adaptive q0 which is a generalised
normal distribution. We also trained DKEF with q0 being an isotropic multivariate
normal of standard deviation 2.0. These results Figure 3.8 are similar to Figure 3.3 but
exhibit much smaller bias estimates in the log normaliser for RedWine and Parkinsons.
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Figure 3.8: Results on benchmark datasets as in Figure 3.3 with the q0 in DKEF being
isotropic multivariate normal of std 2.0.



Chapter 4

Distributed representation of
dynamic uncertainty

4.1 Introduction

The brain must process a constant stream of sensory signals from the environment,
producing accurate and robust percepts for sophisticated cognitive processing and actions
to survive. The brain has found an efficient solution that does not require much conscious
awareness to perceive, a task that is computationally challenging. First, the stimulus
itself is usually noisy due to physical stochasticities, such as photon shot noise on the
retina. Second, unreliable signal transmission adds additional processing noise to the
signal before it arrives at the cortex. Third, the observed stimulus only provides partial
information about the world; for instance, our eyes can only see two (or a fraction higher)
dimensional projections of the 3-D world and ignores a large amount of information
present in the real world. Nonetheless, we can still perceive what objects, rewards
or threats may be around us. This suggests that the brain can recover discarded or
distorted information from these low-quality signals, finding sensible solutions to difficult
and ill-posed inverse problems. The question addressed in this Chapter is: how does the
brain manage to do it?

We start by introducing a generic modelling approach that explains perception as
inverting an internal model of the world. This internal model is closely related to density
estimation or generative models seen in previous Chapters. Usually, to concentrate on
modelling the perceptual capacity, one usually assumes that the internal model is a
good approximation of the real world obtained from abundant sensory experience during
evolution and development.

Internal model of the world Information recovery could be carried out based on
an internal model that explains how sensory experience could arise from causes that are
not directly observed in the environment. Perception is then the unconscious inference
[Barlow, 1969] of these latent factors given sensory signal, where the internal model can
synthesise hypotheses over latent causes (analysis-by-synthesis [Helmholtz, 1867]). The

83
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notion that the brain has an internal model was hypothesised by Kenneth Craik Craik
[1963, p.57]:

“My hypothesis then is that thought models, or parallels, reality — that
its essential feature is ... symbolism, and that this symbolism is largely of
the same kind as that which is familiar to us in mechanical devices which
aid thought and calculation.”

The internal model should not be an exhaustive lookup table between signals and
latent causes, but preferably one that “covers the most facts by the fewest numbers
of postulates and leaves the fewest anomalies outstanding” [Craik, 1963, p.57]. Here,
we identify the internal model of the environment as a generative model where sensory
signals (“facts”) are causally generated from latent variables (“postulates”). In tasks
that simulate simple dynamic environments, behavioural [Battaglia et al., 2003, Körding
et al., 2004, Beierholm et al., 2008, de Xivry et al., 2013, Mohsenzadeh et al., 2016] and
physiological [Churchland et al., 2010, 2011, Funamizu et al., 2016] findings support that
the brain acquires an internal model of how relevant states of the task evolve in time
and how these states give rise to the stream of sensory evidence.

We can feel the influence of our internal model on our perception in the checker-
shadow illusion created by Edward H. Adelson (1995) (Figure 4.1, left). The two squares
marked A and B have the same pixel value (luminance), but it appears to us that A is
darker than B. An explanation for this illusion rests on the causal relationship shown in
(Figure 4.1, right). We understand that the luminance, signal that arrives at the retina,
is affected or caused by both the paint (reflectance) and lighting (illuminance). However,
we infer from the overall image that B is shadowed by the cylinder, suggesting that the
amount of light incident on B is lower than A. Therefore, the fact that A and B have
the same pixel value suggests that A must be darker than B. In this process, the brain
understands that the two latent quantities are inversely proportional given the sensory
signal and makes an inference consistent with the generative structure.1 Throughout
this Chapter, we denote the latent variable (e.g. paint, lighting) by z and the observed
variable (e.g. pixel value) by x.

Perception as inference The brain is not only able to perceive a binary point estimate
of whether or not A has a darker pain than B, but is also aware of the uncertainty in its
estimation. In the same checker-shadow illusion, if a viewer is asked to pay but £1,000
for mistaking A to be darker but only £1 for mistaking B to be darker, then they are
more likely to choose the obviously safer option. This bias in response occurs because
perceptual uncertainty is used to compute an expected return or penalty of each option.
Without uncertainty, our actions would be unaffected by the costs.

Taking perception as inference according to an internal model, the uncertainty in
the percepts arises naturally due to the stochasticity in the internal model. Indeed,
our understanding of the world cannot and need not describe every detail of the laws

1Of course, in this example, the checkerboard pattern prompts us to believe that A is darker than B.
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Figure 4.1: Checker-shadow illusion (left) and a simple generative model for this stimulus
(right).

governing the world (e.g. the aerodynamic effect on a coin when tossed in the air), and
relationships between variables are best captured statistically, treating the “outstanding
anomalies” as randomness. According to Craik, the internal model need not be a replica
of the real physical generative process, as long as it is “a working physical model which
works in the same way as the process it parallels, in the aspects under consideration
at the moment”. Besides, as pointed out in the beginning of this Chapter, sensory
signals sent to the cortex are noisy, which supports the use of probabilistic observations
(likelihoods) in the internal model.

To avoid nonsensical consequences, such as the Dutch book effect, perceptual un-
certainty must be consistent with the internal model, meaning that an “ideal observer”
must infer according to probability rules (including the Bayes rule) to form posterior
beliefs about the latent causes. The resulting posterior is then optimal in the sense that
it is consistent with the statistical relationships defined in internal model.

Many behavioural experiments, mostly on tasks with simple causal structures, suggest
that humans and other animals achieve nearly Bayes-optimal performance across a range
of contexts involving noise and uncertainty. For example, such evidence are seen during
noisy signal combination across sensory modalities [Ernst and Banks, 2002, Alais and
Burr, 2004, Orbán and Wolpert, 2011], making sensory decisions with consequences of
unequal values [Whiteley and Sahani, 2008], inferring the causal structure in a sensory
environment [Körding et al., 2007], and discriminating tone frequencies in a sequential
way [Lieder et al., 2019]. Based on these observations, we may hypothesise that:

1. the brain’s internal model (after sufficient training on the task) agrees with the
true external process in terms of the causal structure (model graphical structure)
and relative occurrences of latent causes (prior);

2. the internal model understands the amount of noise present in the signal and
sensory organs (likelihood); and

3. the percepts from the inferential process respect this internal model, showing
features of exact, optimal posterior inference.

However, exact computation of the posterior is intractable unless the task is very simple,
and the brain needs to seek approximations in more complicated settings. To perceive
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the environment in a timely fashion, which is likely critical in dynamic environments,
the brain needs to acquire a fast mechanism for inference given a generative model.
This learning-to-infer is computational equivalent to training an amortised inference
machine to produce consistent posteriors. It has been hypothesised that the brain
may adopt a VAE-like mechanism for efficient learning-to-infer [Dasgupta et al., 2020],
making assumptions on conditional independences between subsets of z and the family
of possible posterior beliefs. However, such an approximate posterior may discard
critical correlations and uncertainties over the causes, which could result in catastrophic
consequences in risk-sensitive decision making. We will address this issue in this Chapter
by proposing an alternative scheme to VAE.

While learning-to-infer depends on a given internal model, the inferred posterior
can help improve the internal model to better reflect the external world process, in
a way similar to the EM algorithm [Dempster et al., 1977]. This adaptation process
is essential, especially when the contingencies in the environment or properties of our
sensory systems change with time. Interestingly, Craik also made a similar point that
the internal model “enables organisms to adapt themselves to situations which are about
to arise”; however, it was not clear how this could be achieved without supervision.
Most existing frameworks of neural uncertainty computation do not address adaptation
in general. In contrast, our framework to be describe in this Chapter provides an
unsupervised adaptation algorithm that can be implemented by neurons in the brain.

To fulfil the promises made in the previous paragraphs, three key questions need to
be answered [Sahani and Dayan, 2003]:

1. How does the brain represent probabilistic beliefs about dynamical variables?

2. How does the representation facilitate computations, such as filtering (forward
inference) in dynamical environments?

3. How does the brain learn to perform these computations? This includes up-
dating the inference model (learning-to-infer) and the internal generative model
(adaptation).

We begin the Chapter by reviewing a few existing frameworks on neural representation
of uncertainty, including proposals for dynamic perception and recognition. We then
introduce a new scheme of online recognition that addresses the three questions above
based on the distributed distributional code (DDC). In particular, I show that DDC
naturally arises in neural networks trained to perform inference under supervision. I
will then derive DDC-based algorithms for learning to perform filtering, postdiction
(as opposed to prediction) and adaptation in the context of a state-space model SSM.
It extends existing applications of DDC on static, hierarchical problems [Vértes and
Sahani, 2018] to dynamical environments.

Notations We denote by x ∈ X the raw stimulus received by sensory organs, such as
the activation on the retina. Relevant stimulus feature, such as orientation of an oriented
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bar, is denoted by s ∈ S where s is scalar. Further, a generic (multi-dimensional) latent
variable is denoted by z∈ Z; such a variable could be a distributed representation of
s, in which case z is a function z : S → Z. An example of distributed representation
is a function that maps from orientation to motion contrast, indicating the energy of
stimulus at each orientation. Making this distinction between s and z will helpful in
later discussions. We do not specify the support of X or Z, domains of the raw stimulus
or latent variables, as they will be clear in specific examples.

We use R ⊂ RM+ , where R+ := [0,+∞), to denote the space of representation by
M neurons, which could be the mean firing rates r̄ or spike counts r depending on
the encoding schemes. Greek letters ψ, φ and π denote nonlinear basis functions for
encoding or decoding. The number of neurons is denoted by M . In the context of
dynamic perception, we consider a SSM with latent variables zt that evolves according
to Markov latent dynamics p(zt|zt-1) and observed variables xt emitted from the latent
according to a likelihood p(xt|zt).

4.2 Review: neural representations of uncertainty

Here, we review previous proposals for how the neuronal circuits might represent and
compute uncertainties. For each framework, we describe the encoding and decoding
schemes and the computational problems it can solve. In particular, we pay attention to
some applications of these frameworks to dynamic perception.

4.2.1 Probabilistic population code (PPC) and log-linear codes

A neural population encodes a stimulus feature s using its tuning functions f(s) :=

[fm(s)]Mm . Since the activities of sensory neurons are noisy, downstream processes taking
these activities as input should be aware of how much uncertainty about s is induced
by neuronal noise. Building on a previous Bayesian analysis of stimulus reconstruction
from noisy spikes [Zhang et al., 1998], Ma et al. [2006] and Beck et al. [2007] proposed
that spike-induced uncertainty is encoded in the likelihood p(r|s) of firing given s, where
r := [rm]Mm=1 is a vector of spike counts of M neurons. They define the firing rates of
linear PPC neurons by exponential-family likelihoods with linear sufficient statistics

p(r|s) =
1

Z(s)
ν(r) exp [h(s) · r] , (4.1)

where h(s) is related to f(s) and is known as the response kernel. A typical example
of h(s) can be obtained by parametrising Poisson p(r|s) with Gaussian-shaped tuning
functions

fm(s) = am exp

[
− 1

2σtc
(s− sm)2

]
, (4.2)

where sm is the preferred stimulus for m’th neuron, σtc is the tuning curve width and a
is the maximum firing rate. The form of Z, h and ν for a single neuron with activity rm
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can be shown as follows

p(rm|s) = Pois (rm|fm(s)) =
1

exp (fm(s))

1

rm!
exp [rm log (fm(s))]

=
1

exp (fm(s))

1

rm!
exp

[
rm

[
log am −

(s− sm)2

2σtc

]]

=
1

exp (fm(s))

exp
[
rm

(
log am − s2m

2σtc

)]
rm!

exp

[
−s

2 − 2s

2σtc
rm

]
,

and the correspondence to terms in (4.1) is clear. Note that am, sm and σtc are constant
properties of the neuron.

Due to the Poisson noise, decoding given a neural pattern r yields uncertainty over
s expressed as p(s|r). Following the Bayes rule

p(s|r) ∝ p(r|s)p(s),

we require a sensible prior over s to obtain a normalised distribution. Under the uniform
prior

p(s) ∝ 1, (4.3)

the likelihood (4.1) implies the following posterior

pppc(s|r) ∝ 1

Z(s)
exp [h(s) · r] , (4.4)

which we refer to as the PPC distribution/posterior encoded by r. This is an exponen-
tial family distribution with base measure Z(s), sufficient statistics h(s) and natural
parameter r; neural activities in a PPC is then the natural parameter of an exponential
family distribution. Equivalently, the form of (4.4) is almost a log-linear code with basis
functions h(s) and linear weight r, but with an additional factor 1

Z(s) .

Although the tuning curves may be set up to give a rich set of basis functions, the
response kernel h(s) may not. For instance, the Gaussian-shaped f(s) (4.2) is a rich
basis on S, but it only implies a Gaussian pppc(s|r) if Z(s) is a constant. In addition,
the likelihood (4.1) implies an uncertain p(s|r) only when combined with a sensible prior
on s, otherwise p(r|s) for a fixed r may be an unnormalisable function over s.

The factor 1
Z(s) in (4.4) may complicate downstream computations but can be

removed with further assumptions on the population activity. For Poisson neurons
with likelihood Pois (rm|fm(s)), under the uniform prior assumption (4.3), the PPC
distribution is

pppc(s|r) ∝ p(r|s) =

M∏
m=1

Pois (rm|fm(s)) ∝ 1

exp
[∑M

m=1 fm(s)
] exp [r · h(s)] . (4.5)
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If the total firing rate depends only on properties of the tuning functions f but not on s

M∑
m=1

fm(s) = C(f), (4.6)

then the base measure in 4.5 1/Z(s) = exp
(
−∑M

m=1 fm(s)
)
can be assumed constant

and removed from the expression. This assumption is roughly satisfied if f is translation-
invariant and densely tiles the space S, such as Gaussian-shaped tuning functions (4.2)
with evenly spaced tuning preferences that have small increments. In this case, the PPC
distribution becomes a Gaussian:

pppc(s|r) = N
(∑M

m=1 rmsm∑M
m=1 rm

,
σ2

tc∑M
m=1 rm

)
. (4.7)

It is important to note the assumptions made to reach this simple and intuitive expression
above:

1. Gaussian-shaped tuning functions (4.2),

2. uniform prior (4.3), and

3. Poisson likelihood (4.5).

The uniform prior can be relaxed to be Gaussian without changing the form of pppc.
One could, however, use non-Gaussian tuning functions as long as the total firing rate
assumption (4.6) is still satisfied. For example, one can use sigmoidal tuning functions
with carefully chosen amplitudes, but the induced posterior pppc is complicated and does
not support easy downstream computations.

Interpretation of the uncertainty The notion that “PPC encodes uncertainty”
deserves more scrutiny. In a typical psychophysical experiment, a subject is shown a
stimulus that has true value strue set by the experimenter. Quite often, it is assumed
that subject perceives the stimulus as a Gaussian distribution with mean µs and variance
σ2
s . Thus, the form of mean and variance in pppc above provides a neural mechanism

of generating a probabilistic belief due to neuronal noise under a single presentation of
stimulus strue; the mean is the population vector of the stimulus, and the uncertainty is
the tuning width scaled by total spike count.

However, by definition, the uncertainty in PPC is induced by neuronal noise rather
than any intrinsically uncertain quantity. The belief pppc(s|r) can only have variance
smaller than σ2

tc, since
∑M

m=1 rm is almost always greater than 1. Also, the encoded
uncertainty shrinks with more neurons or spikes. Further, the uniform prior assumption
does not usually hold even for low-level features, such as visual orientation due to the
oblique effect, and pppc(s|r) may be sub-optimally due to an incorrect prior.

Contrast invariance In tasks where the behaviourally relevant s is accompanied with
other irrelevant nuisance features c, these nuisance features need to be marginalised out.
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The PPC distribution pppc is invariant to c that enters the likelihood through the base
measure

pu(r|s, c) =
1

Z(s)
νu(r, c) exp [h(s) · r] , (4.8)

where the base measure νu(r, c) may depend on c. For example, the contrast of an image
stimulus may be a nuisance variable, and it can be modelled as a multiplicative factor to
the orientation tuning functions. By replacing f(s) with cf(s), the Poisson likelihood
in (4.5) reduces to the form above. Decoding by the Bayes rule gives

pppc,n(s|r, c) =
p(s|c)p(r|s, c)

p(r|c) ∝ p(s|c)
Z(s)

exp [h(s) · r] .

Under the assumption that s is both uniform and independent of c in the prior, we have
pppc,n(s|r, c) = pppc(s|r) independent of c.

Other nuisance variables, such as spatial frequency or phase, may affect the response
kernel h(·) as well as the base measure. Only allowing the base measure to depend on
c is restrictive. As a result, many experimental verifications of PPC consider contrast
as the only nuisance variable. In addition, the assumption that p(s|c) is uniform and
independent of c is stronger than the uniform prior assumption on p(s) in (4.3).

Neural computation We now review how PPC has been used for computation. In
cue combination, consider two neural populations with activities ra and rb given a
stimulus s.

p(ra, rb|s) =
1

Zab(s)
νab(ra, rb) exp [ha(s) · ra + hb(s) · rb] .

Note that ra and rb may be conditionally dependent given s due to the base measure.
Under the uniform p(s) assumption (4.3), this likelihood implies the following posterior

pppc(s|ra, rb) ∝
1

Zab(s)
exp [ha(s) · ra + hb(s) · rb] .

In cue combination, activities ra and rb are combined into a downstream activity rc,
and it is desirable for such a combination to retain information about s such that
p(s|rc) = pppc(s|ra, rb). Beck et al. [2007] showed that, for downstream neurons with
response kernel hc(s) to preserve information, message combination should satisfy

hc(s) · rc = ha(s) · ra + hb(s) · rb.

A sufficient condition is to let the response kernels of the two upstream populations
a and b to share the same basis as defined by the response kernel of the downstream
population c

hd(s) = Wdhc(s), d ∈ {a, b} . (4.9)
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This allows cue combination to be performed easily by

rc = Wᵀ
ara + Wᵀ

brb. (4.10)

The decoded posterior given the downstream rc is then

pppc(s|rc) ∝
1

Zab(s)
exp [hc(s) · rc] = pppc(s|ra, rb)

The simple rule in (4.10) suggests that cue combination by PPC is simple and
biologically plausible, since it can be achieved by linear transformations and additions of
the codes. In dynamic settings, the same computation also applies to evidence integration
over time where the posterior of the current time step becomes the prior for the next
time step (assuming no transition dynamics). The additive update rule is consistent
with the information accumulation responses in lateral intraparietal area during dot
motion detection [Roitman and Shadlen, 2002, Mazurek et al., 2003].

However, the shared basis assumption (4.9) is not easily justified. It implies that
response properties of upstream neural populations a and b are constrained by a down-
stream neuron c. This seems counter-intuitive, as one would believe that the reverse
holds in a hierarchical processing pipeline. For example, V4 neurons have wider tuning
widths than V1 neurons, which is likely a consequence of V4 pooling responses from V1,
rather than V1 activities being constrained by V4.

Beck et al. [2011] considered PPC implementation of adding two random vari-
ables s3 = s1 + s2. This computation is required during coordinate transformation:
for instance, changing a position s1 in eye-centred coordinates to s3 in head-centred
coordinates requires adding the eye position s2 to s1. Assuming the perceived locations
s1 and s2 are Gaussian-distributed, si ∼ N (µi,Σi), then s3 is also a Gaussian, and the
three variables can be encoded by PPC neurons. The corresponding response kernels can
be shown to be hd(s) =

(
−s2
2pd

; smd

)ᵀ
, where d ∈ {a, b, c}, and pd,m ∈ R+ and bd,m ∈ R

depend on σtc and sm. Specifically, pd and md are decoding weights that read from rd

the natural parameters of the Gaussian distribution, and the following relation holds
between these quantities.

mc · rc
pc · rc

=
ma · ra
pa · ra

+
mb · rb
pb · rb

,
1

pc · rc
=

1

pa · ra
+

1

pb · rb
. (4.11)

This is a under-determined system, as it only constrains projections of rc along pc and
mc. One solution is obtained by first finding orthonormal bases p†c and m†c such that
p†c · pc = m†c ·mc = 1;p†c ·mc = m†c · pc = 0, and then expressing rc using these bases

rc =
[(ma · ra) (pb · rb) + (mb · rb) (pa · ra)]

pa · ra + pb · rb
m†c +

(pa · ra) (pb · rb)
pa · ra + pb · rb

p†c. (4.12)

It means that the neural activities are constrained in the two-dimensional space spanned
by
{
m†c,p

†
c

}
. The computation above can be rewritten into a biologically plausible form
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by expanding the dot products

rc,k =

∑
ij wijkra,irb,j

pa · ra + pb · rb
, wijk = (ma,ivb,j +mb,iva,j)m

†
c,k + va,ivb,jv

†
c,k. (4.13)

The authors note that (4.13) is a quadratic/multilinear operation followed by divisive
normalisation. The latter is thought to underlie many cortical computation Carandini
and Heeger [2012]. Beck et al. [2011] then hypothesised that these two operations may
form good approximates for nonlinear tasks with non-Gaussian variables, and verified
this empirically on some tasks. In particular, it was found that a network with both
quadratic operation and divisive normalisation formed PPC distributions close to true
posteriors, outperforming networks without either quadratic operation or normalisation,
or with ReLU nonlinearity instead of normalisation. Also, contrast did not affect linear
decoding of posterior natural parameters in networks with normalisation. Thus, although
quadratic and divisive normalisation operations are motivated by a restrictive case of
Gaussian addition, they seem flexible enough for solving more general nonlinear tasks.
The observation that quadratic operations may increase flexibility of artificial neural
networks has been observed in other contexts [Ballé et al., 2016, 2017, Laparra et al.,
2017].

Nonetheless, some aspects of learning-to-infer were not well addressed in [Beck et al.,
2011]. Training the network parameters required the true posteriors which are unlikely
to be tractable for more generic problems. Also, the true posteriors in their experiments
are usually very close to the assumed exponential family distributions (Gaussians).

Log-linear code

In a more complex but less biological inference setting, PPC has been used as the
log-linear encoding of approximate posterior distributions. Beck et al. [2012] noted that
variational Bayes expectation maximisation could be implemented naturally as mappings
between natural parameters. Consider a generative model defined by p(z1, z2,x) such
that the posterior is of the form

p(z1, z2|x) ∝ exp

∑
i,j

Fij(x)ψ1,i(z1)ψ2,j(z2)

 , (4.14)

where ψ1 and ψ2 are feature/tuning functions, and Fij is some function that depends
only on x. The optimal (in the KL sense) variational posterior is factorised over z1 and
z2 and can be represented as log-linear codes

q(z1) ∝ exp(ψ1(z1) · r1),

q(z2) ∝ exp(ψ2(z2) · r2).
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During variational Bayes optimisation, the firing rates are updated by the following
recursions

qn+1(z1) ∝ exp
[
Eqn(z2) [log p(z1, z2|x)]

]
= exp(ψ1(z1) · rn+1

1 ),

qn+1(z2) ∝ exp
[
Eqn(z1) [log p(z1, z2|x)]

]
= exp(ψ2(z2) · rn+1

2 ),

where rn+1
1 depends on rn2 and x, and rn+1

2 depends on rn1 and x. The form of the
posterior in (4.14) is sufficient but not necessary for the recursive relationship between
natural parameters. Beck et al. [2012] showed that such recursive relationships could be
used to approximate the posteriors in Bayesian topic models similar to latent Dirichlet
allocation [Blei et al., 2003].

Raju and Pitkow [2016] applied log-linear codes for inference over undirected EBMs
specified by pair-wise and singleton energy functions over Gaussian variables. While
many message-passing schemes had been based on loopy belief-propgation, Raju and
Pitkow [2016] noticed its biological implausibility of needing to know the identity of
the neighbouring target variable to which a message is to be sent. They proposed
to implement tree-based reparametrisation for message-passing that is agnostic to the
identity of the target variable. In this scheme, singleton and pair-wise pseudomarginals
are maintained and updated by the local consistency rule. For a pair of nodes z1 and
z2, b1(z1) and b1,2(z1, z2)

bn+1
1 (z1) ∝ bn1 (z1)

∏
j∈ne(1)

1

bn1 (z1)

∫
bn1,2(z1, z2)dz2

bn+1
1,2 (z1, z2) ∝

bn1,2(z1, z2)∫
bn1,2(z1, z2)dz1

∫
bn1,2(z1, z2)dz2

bn+1
1 (z1)bn+1

2 (z2)

For Gaussian variables, tree-based reparametrisation implies rules that can be computed
in close-form.

Dynamic inference

In temporal inference, Zemel et al., 2005 constructed a temporal log-linear distribution
to approximate the true posteriors in dynamic tasks. For inference in a dynamic
environment, the internal model had a prior over latent trajectories z1:t (e.g. Gaussian
process, hidden Markov model) and the observations p(x1:t|z1:t) are spike trains modelled
by inhomogeneous Poisson processes with rates defined by respective field responses to
the latent trajectory. The task is to infer the posterior for a particular time step T ,
zT , given the spikes up to time t. Since the likelihood is Poisson with Gaussian-shaped
tuning functions, p(zT |x1:t) is analytically tractable.

For a prior that corresponds to the Orstein-Ulenbeck (OU) process, the posterior
can be computed recursively due to its Markov property. But, for smoother priors, exact
inference requires storing all the past spikes which is inefficient. To find a biologically
plausible approximation, Zemel et al. [2005] proposed an energy-based model (EBM)
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approximation using firing rate sequence r1:t of M neurons

pr-ebm(zT |r1:t) ∝ exp

(
−

M∑
m=1

ψm(zT )
t−1∑
τ=0

rt−τ,mhτ

)
, (4.15)

where h1:T is a temporal smoothing kernel, and rt are spikes that depends on rt-1
stochastically through recurrent weights and xt through feedforward weights. This is
essentially a PPC of the marginal distribution on zT using basis functions ψ. The weights
are trained to minimise

∑
T KL [p(zT |x1:t)‖pr-ebm(zT |r1:t)] using backpropagation-through-

time (r1:t replaced by rates). When ψ is tractable, such as Gaussians, pr-ebm is easily
normalised, and the minimisation could be carried out by maximum-likelihood learning.
Alternatively, the EBM form suggests that score matching [Hyvärinen, 2005] could be
used instead to train the smoothing kernel with more complex ψ.

In a later work, Huys et al. [2007] did a more thorough analysis on how the smoothness
of p(z1:T ) affects the posterior. Importantly, the dependence of the true posterior
p(zT |r1:t) on previous spike times 1 : t is almost fixed in a Markov prior (OU process)
but is much more complicated for a smoother prior. The authors emphasised that
computing the individual weight of each spike (role played by hτ in (4.15)) is non-local
in space and time is thus difficult for biological implementation. Instead, they explored
whether it might be a good approximation to weight each spike equally through a fixed
but non-separable spatial-temporal kernel ψm that defines an EBM as

pr-ebm(zT |r1:t) ∝ exp

− M∑
m=1,τ=0

ψm(zT , τ)
T−1∑
τ=0

rT−τ,m

 . (4.16)

Note that the difference to (4.15) is the more general dependence on τ .
The KL loss was optimise, as in [Zemel et al., 2005], w.r.t. a piecewise-constant

ψ. It was found that the optimal ψ under Markov and smooth priors can both be
well approximated by a separable function. However, the approximation became much
worse in the smooth prior. This indicates that spike timing indeed plays a more critical
role in shaping the posterior for a smooth prior. Finally, the authors proposed to
optimise pr-ebm(zT |r1:t) that had the same form as (4.16) but was constructed by “expert
spikes” optimised to fit the true posterior (given the optimal ψ found previously). This
recoded posterior improved the approximation under the smooth prior. These expert
spikes (implied to be downstream of original spikes) showed extended spatial-temporal
correlations, which might be how the brain adapts to different temporal statistics.
However, this recoding was motivated mainly by decoding from the spike to pr-ebm, a
task often carried out by us as researchers but not by the brain.

PPC Bayes rule and relation to exponential family harmonium Sokoloski
[2017] proposed a method for implementing the Bayes rule using PPC and demonstrated
an application to filtering over SSMs. The PPC Bayes rule establishes a conjugacy
between an arbitrary prior over s with Poisson likelihood p(x|s). However, the derivation
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turns out to be essentially the same as for cue combination proposed in the original
PPC paper Beck et al. [2007], with one of the cues now replaced by a prior that is
updated in time. One interesting contributions Sokoloski [2017] made is an unsupervised
learning-to-infer and model adaptation algorithm by linking the PPC framework to the
exponential family harmonium (with Poisson likelihood).

Consider the generic exponential family prior on latent variable s with sufficient
statistics h(s)

p(s) =
1

Zs(θs)
νs(s) exp [θs ·ψ(s)] . (4.17)

Denote the exponential family distributions with sufficient statistics h to beMh. Con-
ditioned on s, the spike counts of Poisson neurons x has densityp(x|s) written as

p(x|s) =
1

exp (Φs(s))
νs(s) exp [ψ(s) ·Msx · x+ θx · x] (4.18)

where h(s), Msx and θx are related to (not necessarily Gaussian-shaped) tuning functions
that parametrises the Poisson firing rate, and Φs(s) is the log normaliser of p(x|s) given
by

Φs(s) =

M∑
m=1

fm(s) = log
∑
x

νx(x) exp (h(z) ·Msx · x+ θx · x) . (4.19)

Note that x is the spike count rather than the stimulus itself . Given the model above,
the posterior is

p(s|x) ∝ 1

exp (Φs(s))
νs(s) exp (h(s) · [Mzx · x+ θz]) ,

which is not inMh unless exp (Φx(z)) is a constant. Fortunately, for densely arranged
translation-invariant (e.g. Gaussian-shaped) tuning curves, the total firing rate Φx(z)

can be well approximated by a constant. Assuming that Φs(s) is indeed a constant,
the joint density implied by (4.17) and (4.18) can be written as an exponential family
harmonium (EFH, Welling et al., 2005)

p(s,x) ∝ νs(s)νx(x) exp [θz · h(s) + h(s) ·Msx · x+ θx · x] . (4.20)

Using (4.19), we can sum out x and obtain (unnormalised) marginals and posterior,

p(s) ∝ νs(s) exp [θs ·ψ(s) + Φs(s)] = νs(s) exp [θs · h(s)] (4.21)

p(x) ∝ νx(x) exp [θx · x+ logZs(θs + Msx · x)] . (4.22)

p(s|x) ∝ νs(s) exp (ψ(s) · [Msx · x+ θs]) (4.23)

where Φs(s) shows up in (4.21) by substituting in (4.19). Note that the prior in (4.21)
implied by the EFH is identical to the prior in (4.17) under the total constant firing
rate assumption. If the natural parameters θs in 4.21 is represented by a linear readout
from firing rates rs, the Bayes rule can be implemented in exactly the same way as cue
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combination under the shared basis assumption (4.9), and rs|x can be written as a linear
function in x and rs.

Now consider the application to an SSM. For a dynamical model where p(st|x1:1-t) is
encoded in rt|1:t-1, firing rates rt|1:t encoding p(st|x1:t) can be computed using the method
above. However, the one-step prediction p(st+1|x1:t), used as the prior for the next time
step, requires marginalisation which cannot be easily computed by PPC in general, unless
the transition dynamics p(zt+1|zt) is trivial (e.g. Gaussian). For unknown transition
dynamics, Sokoloski [2017] proposes to train a function approximator g :rt|1:t 7→ rt+1|1:t

that outputs the PPC encoding p(zt+1|x1:t). The objective is to maximise the predictive
likelihood p(x1+t|x1:t) which resembles (4.22), but with θs in the log partition function
replaced by a readout from rt+1|1:t = g(rt|1:t).

Although it may seem that there are many free parameters, their choice is, in fact,
very much restricted. For Poisson likelihoods with fixed Gaussian-shaped ψ(s), Msx and
θx are fixed. Several readout weights from neurons to natural parameters are also fixed by
the constructed shared basis. Thus, the only free parameters to learn are in the function
g. The gradients of those parameters involve clamped and unclamped expectations,
similar to wake-sleep for restricted Boltzmann machines [Hinton and Salakhutdinov,
2006]. These expectations can in general be estimated using contrastive divergence,
though the variance is usually large. A proposed alternative is that these expectations
could be computed from the natural parameters encoded by the firing rates r [eqn. 28,
Sokoloski, 2017], but this is only true for simple exponential family distributions where
the mapping from natural parameter to mean parameter is known, such as Gaussians
used throughout their work.

The function g is trained to map between PPCs of distributions, rather than to
explicitly approximate the latent transition of the external world variable st. Still,
the function g has to incorporate how st evolves in time to produce the predictive
representation for p(st+1|x1:t). Thus, learning the function g can be regarded as a
combined step of learning-to-infer and internal model adaptation.

Discussions So far, we have seen exact PPC algorithms for cue combination (4.10)
and linear addition (4.13), which are easy to implement by neural circuits. However,
the assumptions or predictions of shared basis in cue combination (4.9), Gaussianity
(4.11) and constrained activity (4.12) in variable addition (transformation) restrict the
scope of application to more complex scenarios. I argue below that the cause of these
limitations lies in the fact that PPC encodes distributions by natural parameters, which
do not easily support generic computations, i.e. nonlinear tasks involving non-Gaussian
distributions. Importantly, approximate computations are also difficult to derive and
needs to be done for specific cases.

Computation over distributions represented by PPC amounts to mapping input
natural parameters to output natural parameters. This mapping, whether exact or ap-
proximate, is only known for certain computations over variables of certain distributions,
such as adding two Gaussian variables (4.11). Thus, almost all computations in the
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PPC literature involved only standard exponential family distributions and considered
computations that can be executed with known mappings between natural parameters.
In most cases of neural applications, the likelihood is assumed to be Poisson with
Gaussian-shaped tuning curves, inducing a Gaussian pppc(s|r) that facilitates subsequent
derivations. In more generic inference tasks, the posteriors are still simple exponential
family distributions (Dirichlet, Gamma and multinomial in [Beck et al., 2012], and
Gaussians in [Raju and Pitkow, 2016]).

For distributions defined by arbitrary sufficient statistics functions, finding the set
of feasible natural parameters is already a non-trivial task [Wainwright and Jordan,
2008, Chapter 2], not to mention the mapping between natural parameters. One notable
exception is cue combination where the sufficient statistics for the input and output
distributions can be flexible as long as they share the same basis (4.9); remarkable, cue
combination performed this way is exact.

Even if the natural parameter mapping can be derived or approximated, some
mathematical operations (e.g. logarithms) are not known to be biologically plausible
and require further simplifications. Since this mapping is determined by each task, it is
inevitable that the neural circuit architecture implied by a mapping becomes specific
to the task considered. However, it is unlikely that the brain evolves a dedicated
architecture for each task. Section 4.8.1 provides further examples of PPC computations
for three visual tasks, and demonstrates the aforementioned complications arising from
natural parameters-based computation.

Generally, distributional assumptions are made via specifying the sufficient statistics
of exponential family distributions. Intuitively, then, computations may be more easily
carried out on representations that are more directly related to sufficient statistics. As
we will see later in later Sections of this Chapter, DDC can be seen as an encoding based
on the expected sufficient statistics (mean parameter), which allows more flexible (but
inexact) approximations in a wider range of inferential problems.

Despite the technical issues discussed above, PPC motivated a collection of work that
treats noisy (Poisson) spike counts from low-level sensory neurons as the observation of
an internal model of the brain [Makin et al., 2013, Makin and Sabes, 2014, Makin et al.,
2015, Sokoloski, 2017], which we review next.

4.2.2 Energy-based models (EBM) for data density estimation

The log-linear code reviewed in the previous subsection is one instance of EBM of
the posterior distribution. Another type of EBM is constructed by an unnormalised
joint distribution over both the latent and observed variables. An early example is
the restricted Boltzmann machine [Smolensky, 1986, Hinton and Salakhutdinov, 2006].
These models are trained to estimate the density of data in an unsupervised fashion.
We will use EBM in this Chapter to refer to models with latent variables and discuss
two related instances.
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Exponential family harmonium (EFH)

Makin et al. [2013] considered uncertainty representation and computation together,
and posited that representation neurons build a model of the spikes of upstream sensory
neurons. Crucially, the upstream activity r does not explicitly represent any pre-defined
features, such orientation or contrast used in PPC, and the density model is not trained
to simulate the external world process. In particular, the association between the latent
and observed variables is modelled by an EFH,

pefh(rm|x) =
∏
m

Bern(rm; sigm([W]m · x+ br,m)),

pefh(xi|r) =
∏
i

Pois(xi; exp([WT ]i · r + bx,i)).

The observation x is a conditional Poisson with its mean given by Gaussian-shaped
tuning functions evaluated at an external input s2. This external quantity is distributed
as p(s) which is unknown to the EFH model. Since s is still a deterministic quantity,
the uncertainty is caused by decoding from noisy firing as in PPC. Unlike the PPC
framework and others that require an inferential model, here inference for pefh(rm|x)

is trivial by construction, but the parameters (W, br and bx) still need to be trained
from data. Thus, there is no distinction between learning-to-infer and internal model
adaptation. These parameters are trained by contrastive divergence [Welling et al.,
2005].

The binary latent variables r are interpreted as integration or multisensory neurons
that combine firing rates x from different sensory modalities during coordinate transform
or cue-combination. Interestingly, for a coordinate transform task where body-centred
hand position is estimated from eye-centred hand position and body-centred eye posi-
tion, neurons in the hidden layer show characteristic tuning modulations (e.g. tuning
congruency) of the eye position as found in MIP and VIP areas.

For cue combination, neural activity x is formed by concatenating spikes from two
neural populations xa and xb, i.e. x = [xa;xb]. To investigate the uncertainty over
s represented by each modality, the authors applied PPC decoding (4.7) to obtain
pppc(s|xa) and pppc(s|xb) . After training, multisensory uncertainty is represented by a
sample from pefh(r|x). Interpreting the distribution represented by r is not possible since
they are not related to any explicitly defined feature. Instead, the encoded distribution
is assessed through the conditional mean rate

r̄(x) := Epefh(r|x) [r]

which then sets x to the mean rate

x̄ := Epefh(x|r̄) [x] . (4.24)

2Here, s in this section is the true feature in the world denoted by strue used previously to avoid
confusion with the feature in the internal variable.
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The conditional mean can be decoded to pppc(s|x̄) using (4.7), which is interpreted as
the uncertainty represented by multisensory r̄(x).

Given that the posterior mean and variance of pppc(s|x) (best possible belief) and
pppc(s|x̄) (belief encoded by multisensory r̄(x) after mapping down to observations)
depend on each x that varies trial-to-trial, the authors compared the distributions of
these two parameters and found them to be similar. In particular, the parameters of
pppc(s|x̄) decoded from r are less variable than the parameters decoded from unimodal
pppc(s|xa) and pppc(s|xb). One can attribute the lower variability in decoded distribution
parameters to denoising: r̄ captures the manifold of spiking distribution, and decoding
s from the mean firing rate x̄ based on two modalities is expected to be less noisy than
decoding from a single sensory population.

An important question is why density estimation facilitates sensory integration,
especially when the latent variable in the external world s differs from that in the
internal model r. More specifically, how can the posterior mean r̄(x) (multisensory firing
rate) given x capture pppc(s|x)? Intuitively, since both the world process and the internal
model are assumed to have the same Poisson likelihood, if the Poisson means induced
by the world Ep(x|s) [x] and the internal model Epefh(x|r) [x] are identically distributed,
then pefh(x) = p(x) and the posterior mean of multisensory neurons activity r̄(x) will
reflect p(s|x), because r and x encode the same manifold of Poisson means. Makin and
Sabes [2014] formalised this intuition and showed that, for the external world p(s)p(x|s)
and an internal model pefh(r)pefh(x|r), perfect density estimation pefg(x) = p(x) implies
I(s,x) = I(s, r̄) under certain assumptions, where I is the mutual information. This
says that the multisensory mean rate r̄(x) contains as much information about the
external stimulus s as the combined activity x = [xa;xb]. A key assumption is that the
multisensory r̄(x) need to be a sufficient statistics for the latent r, which is trivially
satisfied for an EFH internal model. This assumption does not usually hold for an
internal model expressed by a directed graph where the posterior sufficient statistics
may not exist (not an exponential family) or is some complicated function.

Recurrent EFH

The EFH was extended to a dynamic version in a follow-up work [Makin et al., 2015].
To enable message-passing for dynamic inference, the multisensory representation rt-1 at
time step t−1 is concatenated with xt as new observation for time t, and rt is computed
in the same way as cue combination in their previous work [Makin et al., 2013]:

pefh(rt,m|x, rt-1) =
∏
m

Bern(rt,m; sigm([W]m · [xt; rt-1] + br,m)).

Contrastive divergence was used for training as in EFH. Note that no transition dynamics
are explicitly modelled.

The framework of Sokoloski [2017] in Section 4.2.1 differs from the density estimation
framework reviewed here, despite its EFH-based model adaptation. The former posits



100 CHAPTER 4. REPRESENTATION OF DYNAMIC UNCERTAINTY

that the brain has a generative model between explicitly defined latent causes and spikes,
and uses properties of EFH to train a generic function g from the PPC of p(st|x1:t) to
the PPC of p(st+1|x1:t) under maximum-likelihood. In the density estimation approach
[Makin et al., 2015] here, the latent variables do not correspond to any physical quantities
in the external world, and there is no explicit model for transition dynamics. Instead,
the representation rt-1 is treated as part of the current observation at time t. Therefore,
the method of Sokoloski [2017] implements the filtering computations and internal
model adaptation for SSM explicitly, whereas the method of Makin et al. [2015] is a
representational density estimation approach. The latter could be more flexible when
the spikes are not conditionally Poisson, or when the true external world process does
not have a standard SSM generative structure, but less flexible when the true transition
dynamics is complex (note that g used by Sokoloski [2017] can be a deep neural network).
Experimentally, to learn to generate an oscillatory movement, Sokoloski [2017] had to
incorporate both position and velocity-tuned neurons in x,whereas the recurrent EFH
by Makin et al., 2015 could discover the latent velocity dimension given x tuned to
position only.

4.2.3 Distributed population code (DPC)

A population code encodes a single stimulus feature s by a group of noisy neurons that
respond according to some tuning functions f(s) := [fm(s)]Mm=1. However, experiments
suggest that the brain has no problem encoding multiple stimuli at the same time, such
as two simultaneous streams of dot motion along two directions. This is still the case
even if the two directions are separated by a small gap, resulting in a single peak in the
topographic representation profile [Treue et al., 2000].

To encode stimulus multiplicity, Zemel et al. [1998] proposed DPC that generalises
tuning functions to take distributed or functional observations. They considered a
distributed representation z : S → Z such that z(·) conveys a property of stimulus
that cannot be represented as a single s. The property could be the binary presence
or absence, continuous signal strength or more abstract quantities such as probability
distributions (measures on S or P(S)). For example, two simultaneous streams of dot
motion at orientations ±α ∈ S moving at speed z1, z2 ∈ Z could be represented as the
sum of two delta functions centred at ±α with masses z1 and z2. Alternatively, the
uncertainty about s can be encoded if z is a probability distribution on S. Thus, the
distributed z is a more flexible representation of stimulus than s. Where no confusion
arises, we use bold z to denote vector representation of stimulus, including a distributed
representation of s.

To encode into neural activities, Zemel et al. [1998] defined the following tuning
function for z as

r̄m(z) = 〈wm, z〉 , r(z) = Wz. (4.25)

where wm ∈ Z is some basis and W = [w1, . . . , wM ]ᵀ, and the inner product is a integral
if z is a function or a sum if z is a vector. This formulation recovers the conventional
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tuning curves when W collects the tuning curves and z(s) is a delta function centred at
the input stimulus. Spike count can be generated from the Poisson conditioned on the r̄

r ∼
M∏
m=1

Pois(r̄m(z)). (4.26)

Given r, decoding is the inverse of this process and requires a suitable prior over z
instead of s as in PPC. When z is a probability distribution, i.e. Z = P(S), the MAP
decoding given a uniform prior over z is

pdpc(·) = arg max
z∈P(S)

p (r; Wz) .

Decoding an infinite-dimensional function from finite spike counts r requires additional
smoothness assumptions on pdpc. Zemel et al. [1998] simulated decoding to a histogram
(piece-wise constant) pdpc and applied a penalty on the squared distance between
probabilities of adjacent stimulus values.

The construction of (4.25) allows DPC to encode a function of stimulus, such as those
in transparent dot motion, which was not possible for conventional population codes or
PPC. It also allows encoding an intrinsically uncertainty quantity when z is a probability
density function. However, computations under DPC has not yet been considered in the
literature, potentially because it has been superseded by DDPC reviewed later.

4.2.4 Kernel density estimator (KDE)

Anderson and Van Essen [1994] proposed that neurons represent the PDF p(z) : Z → R+

by a linear expansion over some decoding basis ψ(z). This is similar to kernel density
estimation. This framework did not restrict whether the stimulus to be a single stimulus
value in S as in PPC, so we adopt the more general distributed stimulus z.

Unconventionally, a KDE representation is defined via a decoding distribution

pkde(z; r̄) =
1

R(r̄)

M∑
m=1

r̄mψm(z), r̄m > 0 for all m (4.27)

The neural code r̄ mean spike counts of neurons, and R(r̄) is a normalisation constant
that depends on r̄. As pointed out by Zemel et al. [1998], the code r̄ can be interpreted
as (unnormalised) mixing proportions. The function pkde(z; r̄) needs to be normalised,
and one set of sufficient condition to satisfy this constraint is

∫
ψm(z)dz = 1,∀m ∈ [1, . . .M ], R(r̄) =

M∑
m=1

r̄m,

in which case pkde(z; r̄) can be interpreted as a mixture model. Note that (4.27) specifies
a decoding scheme from neural activities to a density function. Given samples from the
true distribution {zn}Nn=1

i.i.d.∼ p(z), one can find r̄ by minimising
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KL [p(z)‖pkde (z; r̄)] , (4.28)

which is equivalent to the maximum-likelihood estimation of the true density p(z). Given
{zn}Nn=1, rates r̄ can be found recursively by the expectation-maximisation algorithm,

r̄m ←
1

N

N∑
n=1

r̄mψm(zn)∑
m′ r̄m′ψm′(zn)

. (4.29)

This update could be implemented by neural circuits but requires all samples to be
available for each update.

Alternatively, Anderson [1994] assumes that the true density is somehow known
(strong assumption) and proposed a projection approach that aims to minimise the
reconstruction error of the density functions. Given a density function p(z) and basis
ψ(z), let R(r̄) = 1 the neural activity be the projection of p(z) on some functions, i.e.
for all m ∈ [1, . . .M ],

r̄m = 〈πm, p〉Z =

∫
πm(z)p(z)dz (4.30)

for some non-negative encoding (projection) basis π = {πm}Mm=1 , πm : Z → R+. Thus,
the problem of finding r̄ is transformed into finding π. Consider finding the best π in
L2 distance ∫

‖pkde(z; r̄,ψ)− p(z)‖2 dz. (4.31)

It is easy to show that the closed-form solution is πm(z) =
∑

m′
[
Ψ−1

]
mm′

ψm′(z), where
Ψij =

∫
ψi(z)ψj(z)dz. The neural activity r̄ is then

r̄ = Ψ−1Ep(z) [ψ(z)] , (4.32)

which is an expectation of nonlinear decoding basis ψ(z) under the distribution p(z)

followed by a linear transformation. The L2 loss on densities is convenient but does not
ensure the decoded distribution to be normalised.

In reality, the brain encodes a distribution conditioned on some input p(z|x),x ∈ X .
In this case, the code becomes a function r̄ : X → RM . The losses (4.28) and (4.31)
can be modified accordingly by taking an additional expectation over the stimulus
distribution. The optimisation is then performed over the function r̄(x) as opposed to a
single firing rate.

The rule in (4.32) encodes the density function p(z) or its samples through an
empirical average. Although transforming by Ψ−1 is required for minimising (4.31), the
expectation Ep(z) [ψ(z)] in (4.32) contains no less information about p(z) than r̄. This
expectation is similar to DDC which we develop in the main part of this Chapter, except
a small but important conceptual difference that: here, ψ is a decoding (defined to map
from neural activities to densities as in (4.27)) rather than encoding basis as in DDC
(mapping from a densities to neural activities).
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Autoencoding of density functions

Computing the projection encoding basis π depends on a predefined decoding basis
ψ. Barber et al. [2003] proposed to optimise both the encoding and decoding bases
using essentially an autoencoder of density functions. Barber et al. [2003] modified the
projection (4.30) to

r̄m := f (〈πm, p〉) , (4.33)

where f : R→ R+ constrains the firing rate to be non-negative, and πm : Z → R is to
be determined. The code r̄ parametrises a firing distribution (e.g. Poisson mean) to
generate stochastic spike counts from a distribution pr(r|r̄). The bases are optimised to
be robust against neuronal noisy and to preserve information about the encoded density
function. This is done by formulating the follow joint optimisation objective

min
ψ∈H1,π∈H2

Epr(rm|p)P(p)

[∫
‖pkde(z; rπ,ψ)− p(z)‖2 dz

]
, (4.34)

pkde(z; rπ) =
M∑
m=1

rπmψm(z), rπm ∼ pr(rm|r̄πm), r̄πm = f (〈πm, p〉R) .

Here, H(·)’s are some functional spaces of the encoding and decoding bases, and P(p) is
the distribution of density functions over z that need to be encoded, which could be the
distributions of posteriors p(z|x) for a set of observations x. Solving this optimisation
problem ensures that nonlinear encoding basis π and linear decoding basis ψ can
autoencode all possible p ∼ P. However, the main problem with autoencoding is that
the density functions from P can be complicated, and the brain may not have easy
access to them.

Computations

Anderson and Van Essen [1994] considered passing the encoding (message) r̄1 about
z1 to form an encoding r̄2 about another variable z2 through the conditional p(z2|z1)

(marginalisation). The KDE representation of p(z2|z1) can be expressed as pkde(z2|z1) =∑L
l=1wlβl(z2, z1) for some weights w and basis β : Z1 × Z2 7→ RL. Message-passing

can be carried out as

p(z2) =

∫
p(z2|z1)p(z1)dz1 ≈

∫
pkde(z2|z1)pkde(z1; r̄1)dz1

=

∫ L∑
l=1

wlβl(z2, z1)
M∑
m=1

r̄1,mψm(z1)dz1, (4.35)

which yields a linear projection in KDE coefficients

pkde(z2) =

L∑
l=1

M∑
m=1

r̄2,lmγlm(z2), r̄2,lm = wlr̄1,m, γlm(z2) =

∫
βl(z1, z2)ψm(z1)dz1.

(4.36)
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This suggests that pkde(z2) is represented by neural activities r̄2 on the basis γlm(z2).
In fact, we propose another biologically plausible approximation to (4.35) obtained

by expanding p(z2|z1) on a separable KDE basis

p(z2|z1) ≈ pkde,s(z2|z1) =
∑
kl

Wklγk(z2)ψl(z1),

which gives

pkde,s(z2) =

∫ [∑
kl

Wklγk(z2)ψl(z1)

][∑
m

r̄1,mψm(z1)

]
dz1

∑
klm

γk(z2)Wkl

[∫
ψl(z1)ψm(z1)dz1

]
r̄1,m

= (WΨr̄1)ᵀγ(z2) (4.37)

= (WEp(z1) [ψ(z1)])ᵀγ(z2). (4.38)

This is a KDE representation with firing rate WΨr̄ on the basis γ(z2). Note that the
unstable matrix inverse in (4.32) is not required in computing pkde,s(z2), since it is
cancelled in (4.37), a consequence of using the separable approximation pkde,s(z2|z1) to
p(z2|z1). The equality in (4.38) also points to the fact that the underlying computation
is based on the DDC representation Eq(z1) [ψ(z1)].

The KDE framework forms the foundation for the neural engineering framework
[Eliasmith and Anderson, 2004] that implements computational algorithms with rate
neurons, including the Kalman filter and smoother for linear Gaussian dynamical models.
More generally, the KDE implementation is simple if the underlying densities are known,
as it only involves operations similar to (4.36) and (4.37). In more realistic situations,
however, the posterior densities are not usually available.

4.2.5 Log-probability codes (LPC)

In DPC, the uncertainty over the distributed representation zt is induced by the noise
in neural activity or stimulus rather than the ambiguity implied by an internal model.
Rao [2004] modelled the uncertainty arising from the latter and hypothesised that the
membrane potential of a neuron is proportional to the log probability of the posterior.
More concretely, consider a discrete st ∈ [1, . . . ,M ], and let zt be the posterior probability
distribution such that zm = p(s = m|x), forming a DPC of st in the form of posterior
with Z = P(S). Let the membrane potential of neuron j be proportional to log p(zm|x)

up to a constant

vm := k log p(s = m|x) + c = k log p(x|s = m) + log p(s = m) + c. (4.39)

Rao [2004] proposed that the likelihood p(x|z) can be a generic function, such that
log p(x|s = m) = wm · x, the prior log p(zm) is a bias, and c is the log normaliser
log p(x). The conditional likelihood term is simply modelled as a filter response of a
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stimulus x, and Rao [2004] identified x with a raw stimulus that could be noiseless. The
subtraction by c can be implemented using subtractive inhibition (hyperpolarisation) by
the sum of firing rates

rm ∝ e(vm−c)/k = log p(s = m|x),

which is a biological transfer function [Gerstner, 2000]. Depending on the internal
model assumed, x also could be noisy spikes as in previous frameworks. Encoding the
log-probability by neural activities was also proposed by Barlow [1969] in the context of
ON/OFF cells.

LPC has been mainly used to model dynamic perception. For a dynamical internal
model with a scalar discrete latent st, filtering over a scalar zt in this case amounts to
compute

zt,m ∝ p(xt|st = m)

M∑
m′=1

p(st = m|st-1 = m′)zt-1,m′ , or

vt,m = log p(xt|st = m) + log

(
M∑

m′=1

p(st = m|st-1 = m′)zt-1,m′

)
+ ct. (4.40)

in log space. Notice that (4.40) is almost a recurrence over the log-probabilities log zt,m.
Setting log p(x|z) = w(j) · x as before, the first term models the stimulus driven input,
the second term can be either approximated by a linear function over log zt = vt [Rao,
2004] or implemented directly by recovering zt-1,m′ from vt-1,m′ through an exponentiation
[Rao, 2005]. Such a scheme recover behavioural data in random dot motion discrimination
tasks [Shadlen and Newsome, 2001] and, when extended to hierarchical dynamic inference
[Rao, 2005], physiological data in attentional effects on visual areas [Reynolds et al.,
1999].

An advantage of LPC is that it transforms multiplication and division of probability
distributions into addition and subtractions, which facilitates computations that, for
example, depends on log probability ratios. The logarithm transformation makes most
use of the limited dynamic range of neural activities. Compared with DPC in Section 4.2.3
and DDPC introduced in the next section, LPC has a simple decoding method.

Some details of LPC simulations [Rao, 2004] might have been misleading. The
uncertainty involved in all tasks are relatively low, which is in fact the regime where
approximation to the second term in (4.40) tends to be accurate. In interpreting the
results of multiple stimuli, there was a confusion between multiplicity and uncertainty –
observing two moving bars in opposite directions should not result in multiple interpret-
ations but not uncertainty over moving directions. This also reflects a limitation of LPC
that it cannot encode multiple stimuli when encoding the posterior distribution over st.

4.2.6 Doubly distributed population code (DDPC)

For DPC to encode an uncertainty, the representation z needs to be its probability
distribution function instead of an intensity distribution that encodes multiple stimuli.



106 CHAPTER 4. REPRESENTATION OF DYNAMIC UNCERTAINTY

This means that DPC can only represent either multiplicity or uncertainty at a time,
but never simultaneously. Sahani and Dayan [2003] extended DPC by separating the
mechanisms of encoding uncertainty and multiplicity. Let the function or vector z be
the multiplicity signal, and allow z to be stochastic with density p(z). Then, DDPC
defines the mean firing rate by:

r̄m := 〈φm, p〉Z = Ep(z) [φm(z)] (4.41)

for some feature function φm : Z → R for all m ∈ [1, . . . ,M ]. The density p is defined
on the support of z, instead of s as in DPC. Another way to understand DDPC from
a more DPC-centric point of view is to see the stimulus feature s as vector-valued,
capable of representing multiplicity, and let z be a probability distribution defined on
the vector-valued s. The expression in (4.41) resembles the projection method of KDE in
(4.30), but the projection bases are motivated slightly differently. The basis π in (4.30)
is motivated by optimal decoding using ψ later, whereas φ in (4.41) is a straightforward
encoding basis.

Biologically, the feature function φm can be interpreted as the activity pattern induced
by a particular z, and r̄ is simply the mean activity of φm(z). A key requirement for r̄m
to represent uncertainty over z is that φ must be “rich” enough, and certainly not linear.
If φ is linear, then activiy r̄m = φm

(
Ep(z) [z]

)
then only contains information about

the expectation of z. Technically, as M → ∞, certain φ can be constructed so that
there the mapping from p ∈ P(Z) to r̄ ∈ R is one-to-one. Each distribution can thus be
uniquely represented in R, and all statistical informations are preserved. This class of φ
is implied by a characteristic kernel associated with a reproducing kernel Hilbert space
R [Fukumizu et al., 2008].

Neural variability can be modelled by independent Poisson activities rm ∼ Pois(r̄m)

given the distribution p. Decoding from r back to a density function requires an
optimisation like DPC over a functional space. Rather than using a flat prior as in
[Zemel et al., 1998], Sahani and Dayan [2003] proposes the following prior

logPα[p] = αH[p]− logZ(α),

where H [p] is the entropy of p, and α is the inverse temperature and Z(α) is the
normalising constant. MAP decoding under this prior encourages a high entropy (hence
uncertainty) subject to the Poisson likelihood of a given firing pattern

pddpc(·; r) = arg max
p∈P(Z)

M∑
m=1

[−〈φm, p〉+ rm log 〈φm, p〉] + logPα[p].

Empirically, Sahani and Dayan [2003] simulated decoding under two parametrisations of
P(Z): a histogram that is flexible but does not scale well with dimensionality of Z, and
a mixture of Gaussians that can scale to higher dimensions but is more restrictive. Both
methods can represent multiplicity and uncertainty of stimulus distribution well and are
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robust to Poisson noise in r.
The encoding definition in 4.41 is identical to the distributed distributional code

DDC that will be discussed at length in this Chapter. We will also consider more
computational problems that can be solved using DDC representations.

4.2.7 Sampling-based representation

Sampling is widely used as a numerical technique for approximating distributions that
cannot be expressed in closed-form. Some early models, such as the restricted Boltzmann
machine [Smolensky, 1986, Hinton et al., 2006] and (the sampling version of) Helmholtz
machine [Hinton et al., 1995], bear biological relevance and are candidate models for
how the brain learns to infer.

Hoyer and Hyvärinen [2003] observed that the oriented features in the receptive
fields of V1 neurons [Olshausen and Field, 1997] are similar to independent components
of natural images. They then hypothesised that, given an image x, the firing variability
of a neural population is similar to the random sampling from the posterior distribution
under the linear ICA model. The prior of the latent feature is an independent Laplace,
and the likelihood is an isotropic Gaussian with mean that is affine of z:

p(z) =
M∏
m=1

Laplace(zm; 0, 1), p(x|z) = N (x; Az, σ2I), (4.42)

where A is the mixing matrix to be fit on data. The parametrisation ensures that z
is positive so that samples from the posterior can be interpreted as neural activities.
Empirically, it was shown that the relationship between means and variances of posterior
marginals evaluated across all input images,{(E[zm|xn],V[zm|xn])}Nn=1, approximately
follow a power-law relationship. A similar relationship was also seen in cat V1 neurons
[Dean, 1981]. Thus, neural activities can be modelled as sampling from the posterior
induced by a generative model.

Sampling-based representation and computation have been used to account for
behavioural and neural data during perception. Lee and Mumford [2003] proposed that
posteriors formed by weighted particles could explain alternating perception (resonance)
induced by bistable stimuli, such as the Necker cube or shape-from-shading illusions. To
commit to one percept, top-down prior strengthens the weights of a subset of particles
in lower visual areas that are consistent with one interpretation. Switching to an
alternative percept is permitted by adaptation (hence lower activity) of lower visual
neurons responsible for sustaining the previous percept. In an opinion paper by Fiser
et al. [2010], it was suggested that the spontaneous activity in the absence of external
stimuli could represent the prior distribution of the internal model. The effects of sensory
experience on spontaneous activity in experiments are consistent with this hypothesis
[Berkes et al., 2011].

Meanwhile, a few dynamical neural models for sampling were proposed for specific
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problems. Buesing et al. [2011] implemented a irreversible Markov Chain Monte-Carlo
sampling process for Boltzmann machines. The membrane potential of a neuron repres-
ents the log odds ratio of one node conditioned on the others. The core of the proposal
is a transition kernel that operates on the joint space of refractory states and membrane
potentials to produce samples. Hennequin et al. [2014] studied sampling dynamics over
a simple factor analysis model. It was found that the optimal sampler operates with a
biologically plausible asymmetric connectivity matrix, generating transient amplification
of external noise to capture posterior correlations. Savin et al. [2014] constructed a
Gibb’s sampler used in memory retrieval where patterns stored in metaplastic synapses
were inferred given partial information.

The correspondence between samples and neural activities was made more explicit by
Orbán et al. [2016] who conducted a systematic comparison between the sampling-based
representation and neural recording from visual areas. Rather than using the linear ICA
model [Hoyer and Hyvärinen, 2003] as the internal model, Orbán et al. [2016] used the
Gaussian scale mixture model for images [Wainwright and Simoncelli, 2000]

p(z) = N (z; 0,C)

p(x|z, c) = N (x; cAz, σ2
xI), (4.43)

where C is the prior covariance matrix, c is a contrast that scales the conditional mean
of pixel values x and follows a Gamma prior distribution. Unlike the ICA model used by
Hoyer and Hyvärinen [2003], the internal model here (4.42) is not identifiable, and so A

was set to some predefined Gabor filters, and C and σ are fit to natural images [Hateren
and Schaaf, 1998]. Inference is then modelled as sampling from the posterior p(z|x).
The authors did not specify the neural implementations of sampling or the dynamics of
membrane potential, but argued that membrane potentials measured at a long enough
time interval are weakly correlated and can be approximated by independent samples.

To simplify computation, posterior samples from p(z|x) are approximated by inde-
pendent samples from p(z|cMAP,x) where cMAP is the MAP estimate of p(c|x). It can
be shown that [Orbán et al., 2016, Equation 5]

p(z|c,x) = N (y;µ(c,x),Σ(c)), µ(c,x) =
c

σ2
x

Σ(c)Aᵀx, Σ(c) =

(
C−1 +

c2

σ2
x

AᵀA

)−1

(4.44)
The posterior mean is roughly independent of c when c� σx, and the posterior variance
is smaller for larger values of c. These properties reproduce some key observations
in physiological data, such as contrast invariance and contrast modulation of noise
variability in membrane potential and spiking. But the these patterns do not hold for
low contrasts. In addition, the Gaussian approximation ignores the variability induced
by p(c|x), which does not admit a closed-form solution.

Samples from the Gaussian posterior (4.44) do not resemble neural activities, since
Gaussian distributions do not exhibit the sparsity observed in V1. Orbán et al. [2016]
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proposed a series of sparsifying transformations to map a posterior sample z to an
instantaneous membrane potential v and then to firing rate r̄

vm = sign(zm) |zm|α , (4.45)

r̄m = g(um − uth)β, m ∈ [1, . . . ,M ]. (4.46)

The constants α, g and β are chosen to fit neural activities. When α > 1, the distribution
of u becomes sparse. To avoid additional spike variability on top of the stochastic firing
rate due to sampling, a spike is generated deterministically whenever the cumulative
firing rate reaches an integer value. This ensures that the frequency of the spikes of the
m’th neuron exactly equals r̄m and does not introduce further Poisson randomness. The
author commented that the transformation to obtain u (4.45) could be understood as
replacing the Gaussian prior on z with a sparse prior over membrane potential. However,
changing the prior also affects p(c|x), and the variability of true posterior p(z|x) may
be worse approximated by p(z|cMAP,x).

The experiments demonstrated extensive and impressive similarities between model
and real mammalian neuronal activities. For basic properties, such as mean responses,
this model reproduced contrast invariance, sparsity and non-classical receptive field
(centre-surround) effects. Importantly, uncertainty in the posterior samples is affected by
stimulus onset, contrast, orientation preference and centre-surround stimuli in a similar
way to the variability in mammalian visual neurons.

Subsequent work addressed how dynamics of sampling could be generated by recurrent
neural networks, mostly on the same GSM in (4.43). Aitchison and Lengyel [2016]
proposed that Hamiltonian Monte Carlo could be implemented by two neural populations
encoding the position and momentum variables, respectively. Echeveste et al. [2020]
showed that posterior samples could be generated by a generic recurrent neural network.
The weights of the network were trained with supervision such that the activities
approximated low-order moments of the exact posterior. Interestingly, the network
exhibits efficient irreversible sampling dynamics. However, it is unclear how the weights
governing the dynamics could be obtained by unsupervised methods.

Sequential Monte Carlo and neural particle filter There is rich machine learning
and signal process literature on sampling-based filtering known as sequential Monte
Carlo (SMC). A typical SMC algorithm approximates the filtering posterior by a set of
particles and weights, and conditioning on an observation xt is manifested by reweighting
samples drawn from a suitable proposals distribution q(zt):

p(zt|x1:t) ≈
S∑
s=1

δ(zt − z(s)
t )w

(s)
t , w

(s)
t =

w̃
(s)
t∑
k w̃

(s)
t

;

w̃
(s)
t =

p(xt, z
(s)
t )

q(z
(s)
t )

z
(s)
t ∼ q(z

(s)
t ).
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The simplest proposal distribution is p(zt|x1-t), and its samples can be obtained by
simulating the transition dynamics one step from the particles of p(zt-1|x1:1-t). This
is known as the bootstrap particle filter. Its flexibility makes it possible to handle
complicated posteriors. However, implementing these equations with neural circuits is
problematic even conceptually, as it is unknown how signed weights could be represented
or reweighted by an explicit likelihood function. The bootstrap filter also suffers from
the curse of dimensionality: the number of samples required is exponential in the
dimensionality of z.

To implement SMC with biological mechanisms, Kutschireiter et al. [2017] proposed
the neural particle filter for continuous time SSM:

dzt = f(zt) + Σ1/2
z dω

(z)
t ,

dxt = g(zt) + Σ1/2
x dω

(x)
t ,

where ω(·)
t is a Brownian motion. The posterior is represented by a set of unweighted

particles
{
z

(s)
t

}S
s=1

, and the evolution dynamics of each particle is given below, motivated
by the Kushner equation:

d〈ψ〉 = 〈f〉dt+ cov(ψ, g)Σ−1
x (dxt − 〈g〉 dt) (4.47)

where 〈·〉 denotes the expectation over the filtered posterior p(zt|x1:t), and ψ is an
arbitrary function on z. When g is linear and ψ(z) = z, it recovers the SDE governing
the posterior mean of the continuous-time Kalman filter. Although this equation is exact,
it requires the moment cov(ψ, g) which depends on even higher-order moments, causing
a closure problem. Direct implementation of the Kushner equations is thus impossible.

Nonetheless, if we have access to a set of posterior samples, the statistics cov(ψ, g)

could be estimated from these samples. Using this intuition, the neural particle filter
formulates the following dynamics for each particle z(s)

t

dz
(s)
t = f(z

(s)
t )dt+ ̂cov(zt, g)Σ−1

x (dxt − 〈g〉 dt) + Σ1/2
x dω

(z)
t , (4.48)

where ̂cov(zt, g) is the empirical estimate of covariance using all particles
{
z

(s)
t

}S
s=1

.
This equation is similar to (4.47) for φ(z) = z but has an additional (third) term
that reinstates the transition noise ω(z)

t . As such, the neural particle filter avoids the
closure problem by empirically estimating cov(ψ, g) from samples that follow (4.48).
The experiments also show that neural particle filter does not suffer the “curse of
dimensionality”, but the reasons is left unclear.

Unlike most existing work, the authors considered how neural particle filter could
help adapt the internal model, though for a very simple model: the only model parameter
to adapt is a single scaling factor J in a linear observation g(zt) = Jzt, while zt is a
scalar and f is a known nonlinear function. Adapting J only requires the posterior
marginal over zt, but the authors did not consider adapting the transition function f .
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It is unclear why (4.48), the Kushner equation for the posterior mean with boot-
strapped covariance, accurately describes the evolution of posteriors particles. Intuitively,
if the particles are initially overlapping at the correct posterior mean, then ̂cov(zt, g) is
zero and zt evolves according to the latent dynamics; the third noise term then pushes
the particles away, increasing the contribution of the second term that corrects particles
according the observation. On the other hand, if the third noise term is absent and
the particles are initially correctly distributed, then all the particles will move closer to
the posterior mean after filtering 3, and ̂cov(zt, g) is then an underestimate of the true
posterior covariance. Thanks to the third noise term, particles are pushed away from the
posterior mean, which may restore a better estimate of cov(ψ, g). The correct evolution
of posterior samples should be stochastic and correlated due to explaining-away effect;
the neural particle filter might have achieved this by the second and third terms of
(4.48).

4.2.8 Discussion

Summary

Table 4.1 summarises the key aspects of the generic representation of uncertainty reviewed
here. PPC encodes the uncertainty induced by stochastic spikes. The implied log-linear
code requires a tractable sufficient statistics ψ for decoding and computations (except
cue combinations). Schemes other than PPC, including log-linear codes, explicitly encode
intrinsically uncertain quantities or density functions, and can be used to model the
uncertainty of posterior distributions implied by ambiguity permitted by the internal
model. DPC and DDPC both have Poisson likelihood which induces uncertainty of
the encoded quantity, but this uncertainty is over the distributional function z that is
encoded rather than the uncertainty over the variable s.

With a few exceptions, most existing frameworks did not discuss unsupervised
learning-to-infer; PPC and most sampling-based schemes required training an inferential
model to approximate the posteriors or specific wiring of the neurons to implement
specific computations. Further, adaptation is a step required for schemes that have
separate internal (generative) and inferential models, which was only addressed by very
few work in special and restrictive cases. EFH-based density estimation approach is
an interesting case that do not make a distinction between internal and inferential
models, but it is unknown whether the learned representation could be directly reused
for other computations. On the contrary, representations that are defined in terms of
density functions through encoding (LPC, DPC, DDC, DDPC and sampling) or decoding
(KDE) can support a variety of downstream probabilistic computations given the learnt
representations.

We include in Table 4.1 also a quick summary of DDC that we will expand later
in this Chapter. DDC is defined via encoding as the noiseless version of DDPC, and
decoding is based on maximum entropy (note that it decodes based on the mean rate r̄).

3This assumes that the Kushner equation for the mean forms an attractor.
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The emphasis of DDC is on computation, learning-to-infer and model adaptation that
have not been well addressed in general by other schemes. These tasks can be achieved
using DDC without supervision as long as the internal model is updated together with
the inferential model in a wake-sleep fashion.

Role of spikes

Computations with neural circuits are usually thought to be carried out by firing rates or
spike times (temporal code). Most of the frameworks reviewed here represent continuous
aspects of the distributions, and spikes or spike counts are random variables derived
from these continuous values. An exception is PPC that encodes uncertainties arising
from spike counts, but the subsequent computations may result in integral (4.10) or real
(4.11) representations.

In the work based on EFH models [Makin et al., 2013, 2015], although the latent
representations are Bernoulli that can be interpreted as spikes, it is still the mean rate
(4.24) that represents the uncertainty and carries out the computation. It is possible to
train the inferential model to take stochastic spikes for computation, since independent
noise tend to be averaged out with more neurons, recovering essentially rate-based
computation. Examples include the spikes rt in the dynamical inference model [Zemel
et al., 2005] in (4.15), those in recurrent EFH [Makin et al., 2015] that propagates as
an additional observation and those encoding natural parameters in Raju and Pitkow
[2016]. Later in this Chapter, we will see that DDC computations are also robust
to independent noise on top of the rates. Unfortunately, in all of these deterministic
(rate-based) frameworks reviewed here, the effects of the commonly observed correlated
variability (noise correlation) remain poorly understood.

Apart from the main frameworks reviewed here, there are also more explicitly spike-
based frameworks for inference over dynamical internal models. Deneve [2008] noticed
that inference over binary latent variable zt ∈ {0, 1} can be carried out by tracking the
following log-odds ratio (natural parameter for Bernoulli variable)

Lt =
p(zt = 1|x1:t)

p(zt = 0|x1:t)
.

In the continuous limit, Lt evolves according to

L̇t = −ϕleak(Lt) + It

where −ϕleak(Lt) is a leak term determined by the switching probabilities of zt, and It
depends on the sensory input.

Crucially, an output neuron generates a spike rt = 1 when Lt is above a threshold
Gt. The log-odds ratio Lt and the threshold Gt are constructed to evolve according to
the same leak term (reflecting the same latent dynamics in the internal model), but
only Lt actively integrates sensory evidence while Gt increases by g0 > 0 only when it is
below Lt by g0/2. Thus, output spikes are fired when there is an increase in Lt, which is
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roughly the sensory inputs signalling zt = 1. Such a predictive-coding property indcues
lower energy cost and redundancy.

Deneve [2008] showed that the difference Lt−Gt plays a similar role to the membrane
potential of real neurons in coincidence detection and leaky integration. Although such
as a neuron does not track the log-odds Lt, uncertainty over zt can be obtained by
integrating the output spikes. For neurons that are not information integrators (e.g. in
MT), encoding new sensory information avoids double counting evidence during message
propagation.

We are not aware of any work that directly and consistently employs spikes or spike
timing to represent uncertainty. Lengyel and Dayan [2007] modelled uncertainty-aware
probabilistic memory recall and considered the spike timing within a theta cycle (among
others) as a quantity stored as memory; however, spike timing was not directly related
to any stimulus feature in the external world. Therefore, it may be useful in future
work to consider how physiological quantities other than firing rates could represent
uncertainty over latent variables in an internal model.

4.3 Learning to infer on hierarchical models using DDC

From this Section onwards, we will focus on the DDC representation and develop
algorithms for a wide range of tasks. As alluded to in previous sections, DDC is a
framework of uncertainty representation that is defined as the noiseless DDPC reviewed
in Section 4.2.6; it makes possible a wide range of statistical computations learnable
by biological mechanisms. We first review and extend previous work by Vértes and
Sahani [2018] who proposed inference and learning algorithms on hierarchical models
using distributed distributional code (DDC).

Building on previous work [Dayan et al., 1995, Zemel and Dayan, 1999, Hinton
et al., 1995], Vértes and Sahani [2018] introduced the DDC for inference in hierarchical
generative models, providing a potential neural mechanism for feedforward perception
in static environments. Consider a simple hierarchical generative models specified by a
joint distribution with density function

p(z,x) = p(z)p(x|z), (4.49)

where p(z) is a prior of and p(x|z) is a likelihood. Define the DDC feature function
on some latent variables z to be ψ : Z → Hψ where Hψ ⊆ RKψ ,Kψ ∈ N+, and the
DDC feature function on x to be φ : X → Hφ, where Hφ ⊆ RKφ ,Kφ ∈ N+. These
feature functions can be implemented by a single nonlinear neural network, for example,
ψm = sigmoid(wm · z + bm) for m ∈ {1, . . . ,Kψ} and parameters wm. For now, assume
that w is random but fixed. The feature function then define a random nonlinear
projection of the corresponding variables. Similar to KDE but unlike PPC, we do not
further restrict the mapping ψ to be of any form. In particular, we do not assume ψ to
be the sufficient statistics functions of known exponential family distributions.
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Definition 4.1. The DDC for the distribution p(z) associated with feature function
ψ : Z → Hψ ⊆ RKψ ,Kψ ∈ N+ is defined as

r∗z := Ep(z) [ψ(z)] .

We use r∗ to denote the exact DDC defined through expectations, and r̂ the DDCs
estimated from exact samples and r for approximate DDCs computed in practice with
function approximations.

This definition is the same as the mean firing rate r̄ in DDPC (4.41). In practice,
one can approximated the expectation with an empirical average:

r̂z :=

N∑
n=1

ψ(zn), zn
i.i.d∼ p(z).

Decoding the distribution represented by r∗t is ill-posed for Kψ < ∞ , as there are
infinitely many distributions that satisfy the expectation constraint Ep(z) [ψ(z)] = r∗z.
Vértes and Sahani [2018] suggested decoding based on the maximum entropy principle:
finding the distribution pddc ∈ P(Z) that both satisfies the expectation constraints and
has the maximum entropy

max
q∈P(Z)

H[q], s.t. Eq(z) [ψ(z)] = r∗z. (4.50)

The solution is an exponential family distribution with sufficient statistics ψ(z) and
constant base measure pddc ∝ exp(η · ψ(z)). Denote this family of distribution as
M(ψ). As long as ψ forms a linearly independent basis, then the natural parameter
η is uniquely determined by the expectation constraint, and r∗z is also known as the
mean parameter of pddc ∈M(ψ) [Wainwright and Jordan, 2008]. Natural parameter η
can be found by generalised iterative scaling or gradient-based methods. In the limit of
Kψ →∞ when ψ is the canonical feature of a kernel, the distribution becomes a fully
non-parametric kernel exponential family distribution studied by Sriperumbudur et al.
[2017] (foundation for Chapter 3). Therefore, a finite but rich basis ψ allows DDC to
represent complex distributions whose density is implicitly specified by max-entropy.

As we will see later, most DDC computations in practice will produce an approximate
DDC encoding, such as r̂z estimated by Monte Carlo. This is unlike the PPC operations
for cue combination and Gaussian addition which are exact. As a result, approximate
DDCs may not be a valid expectation of ψ(z) under a valid distribution. In this case,
we can find η by directly optimising η

min
η

∥∥∥∥ 1

Z(η)

∫
exp(η ·ψ(z))ψ(z)dz − r̂z

∥∥∥∥2

2

, Z(η) :=

∫
exp(η ·ψ(z))ψ(z)dz,

(4.51)
This will decode an exponential family distribution that approximately satisfies the
moment constraints. The integrals need to be approximated by numerical methods. We
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will use (4.50) or (4.51) to decode r̂ defined for low-dimensional z to aid visualisation.

4.3.1 Review: definition and known probabilistic computation

We review DDC computations in the context of the hierarchical generative model (4.49)
proposed by Vértes and Sahani [2018].

Approximating expectations

Many probabilistic computations over a probability distribution require evaluating
expectations of functions under the distribution. These include, for instance, message-
passing in graphical models and evaluating an action in reinforcement learning given
probabilistic beliefs about the state. When this distribution is represented by a DDC,
expectations of the encoded distribution can be approximated easily.

Remark 4.2 (Expectation approximation). Given a DDC r∗z := Ep(z) [ψ(z)] and a
scalar function g(z) : Z → R, if there exists α ∈ RKψ such that g(z) ≈ α · ψ(z) =∑Kψ

k=1 αkψk(z), then Ep(z) [g(z)] ≈ α · rZ .

This holds simply due to the linearity of expectation. In practice, one can find the
optimal α in L2

ν sense by solving a regression problem

min
α′

N∑
n=1

(
g(zn)−α′ ·ψ(zn)

)2
, zn ∼ ν(z). (4.52)

The solution can be obtained by the normal equation for linear regression, since ψ is
fixed. To ensure the quality of the approximation, ν(z) should dominate p(z).

Marginalisation

4.2 can be used for marginalisation. Denote by z1 a subset of the variable z, and define
ψ1 as the basis for z1. Suppose the brain has represented p(z) as rz and we want to
obtain DDC representation of z1 using rz1 := Ep(z1) [ψ1(z1)] where p(z1) =

∫
p(z)dz¬1,

integrated over elements of z not in z1. Since marginalisation can be treated as an
expectation, we have

Ep(z1) [ψ1(z1)] = Ep(z) [ψ1(z1)] ≈ Ep(z) [Aψ(z)] , where Aψ(z) ≈ ψ1(z1).

We can choose A to be optimal in L2
ν and compute it by regression similar to solving

(4.52).

Conditioning

The exact DDC of the posterior p(z|x) associated with basis ψ is defined as

r∗z|x(x) := Ep(z|x) [ψ(z)] . (4.53)
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Usually, both computing the posterior and evaluating the expectation of ψ are intractable,
so the DDC r∗z|x(x) cannot be evaluated directly. Instead, as we will see very soon, the
function r∗z|x(x) can be approximated by an inferential model. It is worth emphasis that
the DDC above is a set of expectations over the basis ψ, which can be interpreted as
the mean parameter of a flexible exponential familyM(ψ); however, in other amortised
inference methods [Kingma and Welling, 2014, Rezende et al., 2014, Dayan et al., 1995,
Hinton et al., 1995], the posterior is usually constrained to be a tractable parametric
distribution, such as a Gaussian with a diagonal covariance matrix. These distributions
can also be represented by DDC under maximum entropy, but will then have a much
simpler ψ that cannot faithfully approximate complicated posteriors induced by flexible
generative models.

We now describe the amortised inference scheme to approximate the posterior DDC.
Let the inferential model be f(x). A natural objective for finding f would be

min
f

Ep(x)

[
‖Ep(z|x) [ψ (z)]− f(x)‖22

]
. (4.54)

However, we cannot directly optimise f under this loss since we do not have access to
Ep(z|x) [ψ (z)] for a generic internal model p. Nonetheless, it is easy to show that the
solution to the optimisation above is the same as the solution to the following LSR
problem

min
f

Ep(z,x)

[
‖ψ(z)− f(x)‖22

]
. (4.55)

The solution to both (4.54) and (4.55) is exactly the posterior DDC.

f∗(x) = Ep(z|x) [ψ(z)] = r∗z|x(x), (4.56)

In practice, to solve (4.56) we find the best f within some space of functions F . Previously
in Chapter 2, we also used LSR to estimate a conditional expectation for ALWS ((2.10))
where F is an RKHS function. Here, a biological parametrisation for F can be formed
by

fW(x) = Wφ(x) (4.57)

for some fixed feature φ : X → Hφ ⊆ RKφ ,Kφ ∈ N+ and parameter W. Biologically,
the feature φ(x) may represent the mapping from stimulus to low-level sensory neurons.
Let an observation from the world be x(∗), a deterministic variable that can also be
represented by a delta distribution δ(x − x(∗)). Encoding it as a DDC amounts of
evaluating the feature functions since φ(x(∗)) =

∫
δ(x− x(∗))φ(x)dx. This feature can

be seen as being encoded as a DDC.

Under the parametrisation (4.57), the optimisation problem (4.55) then becomes

min
W

Ep(z,x)

[
‖ψ(z)−Wφ(x)‖22

]
, (4.58)
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and the solution can be found by the normal equation

Wψ|φ := CψφC
−1
φφ , Cψφ = Ep(z,x) [ψ(z)⊗ φ(x)] ,Cφφ = Ep(x) [φ(x)⊗ φ(x)] .

(4.59)
For a sufficiently rich basis φ, the minimum reached in (4.58) is close to the minimum
of (4.55), and we obtain an approximate DDC of p(z|x)

rz|x(x) := Wψ|φφ(x) = CψφC
−1
φφφ(x) ≈ r∗z|x(x). (4.60)

In practice, Wψ|φ can be computed using empirical covariances. Suppose we draw

samples
{
z(n),x(n)

}N
n=1

i.i.d∼ p and form matrices Ψ :=
[
ψ(z(1)), . . . ,ψ(z(n))

]
and Φ :=[

φ(x(1)), . . . ,φ(x(n))
]
, then the estimate of Wψ|φ is

Ŵψ|φ = ΨΦᵀ (ΦΦᵀ + λI)−1 , (4.61)

where λ > 0 is a regulariser used to stabilise the matrix inverse. However, computing
this inverse for weights is not biological. A more plausible mechanism to estimate Wψ|φ

is to recursively update it via the δ-rule:

∆Ŵψ|φ ∝ −Ep(z,x)

[[
ψ(z)− Ŵψ|φφ(x)

]
φ(x)ᵀ

]
, (4.62)

where the expectation is approximated by Monte Carlo. With a small learning rate,
updating Ŵψ|φ this way reduces the loss (4.58) on average for each iteration.

Clearly, being able to sample from the internal model p is critical for learning-to-infer
using DDC, similar to the sleep phase in various instances of the wake-sleep algorithm
[Hinton et al., 1995, Hinton and Salakhutdinov, 2006]. Unlike these precursors, no
explicit distributional assumptions are made in training the inferential model, giving
a richer posterior representation. The richness inherits from the nonlinear feature ψ.
When z only represents orientation and is a scalar (s defined at the end of (4.1)), the
Gaussian tuning functions ψ provides a flexible basis for the posterior, unlike in PPC
where Gaussian ψ (with Poisson likelihood) produces only Gaussian beliefs pppc (4.7).

Definition 4.3 (Sleep quantities). In the context of learning-to-infer that uses samples
drawn from the internal model, these samples are referred to as sleep samples. The value
of feature functions evaluated on sleep samples, such as ψ(z), are referred to as sleep
features. These sleep quantities provide a teaching dataset for the inferential model.

However, the physiological signature of sleep learning described above is not yet clear.
In particular, how could the brain first draw samples of z? We will discuss a slightly
different learning-to-infer method without using sleep samples in Section 4.3.2.

The divergence between the true posterior p(z|x) and the maximum-entropy distri-
bution implied by the exact DDC r∗z|x(x) depends on how flexibleM(ψ) is. As shown in
Proposition 4.20 in Section 4.8.2, minimising (4.55) with f(x) = Wφ(x) also minimizes
the expected (under p(x)) Kullback-Leibler (KL) divergence KL[p(z|x)‖q(z|x)], where



4.3. LEARNING TO INFER ON HIERARCHICAL MODELS USING DDC 119

q(z|x) is in the exponential family with sufficient statistics ψ(z) and mean paramet-
ers Wφ(x). However, this result relies on a strong assumption that the inferential
model produces a feasible mean parameter withinM(ψ). It is nontrivial to impose this
feasibility constraint in practice with an arbitrary ψ.

We summarise the procedure to approximate the posterior DDC as the following
remark.

Remark 4.4 (Conditioning). The posterior DDC r∗z|x(x) in (4.53) can be found by
an inferential model f trained to minimise (4.55). If f is parametrised as fW(x) =

Wφ(x), then the parameters W can be learned with closed-form regression (4.59) (using
covariances estimated from samples) or δ-rule (4.62). The deviation of the approximate
rz|x(x) = f

Ŵψ|φ
(x) from the exact r∗z|x(x) depends on

1. the approximation error of using parametrised inferential model fW(x) = Wψ|φφ(x)

as opposed to the true conditional expectation Ep(z|x) [ψ(z)]; and

2. the estimation error of Ŵψ|φ caused by regression on finite set of sleep samples
and regularisation.

To interrogate the posterior uncertainty represented by DDC in the experiments, we
can decode the distribution implied by rz|x(x) via maximum entropy using (4.51). It
is quite possible for the inferential model to yield values of rz|x(x) that are infeasible
means of ψ(z), but rz|x(x) may still be used to approximate expectations of other
functions using 4.2.

Increasing Kψ enriches the range of distributions covered byM(ψ) and improves the
flexibility in approximating expectations in the downstream. Also, the expected error
between the approximate rz|x(x) and the exact posterior DDC r∗z|x(x) in (4.56) can be
reduced by adapting the expressiveness of input features φ(x), making the inferential
model more flexible. In the limit of infinite number of features Kψ →∞ and Kφ →∞ as
determined by suitable kernel functions, rz|x(x) approaches the kernel conditional mean
embedding [Fukumizu et al., 2008, Grünewälder et al., 2012], which uniquely determines
the conditional distribution implied by the internal model.

Message-passing by feature regression for hierarchical models

For graphical models with multiple latent variables, one usually wants to find the
posterior over a subset of latent variables by passing messages from other latent variables,
rather than computing the full joint and marginalising out the other latent variables. The
following remark describes a simple message-passing procedure in DDC representation.

Remark 4.5 (Message-passing). Given a DDC r∗z := Ep(z) [ψ(z)] and a conditional
distribution p(x|z), we can find r∗x := Ep(x) [φ(x)] by (4.2) where the expectation is
over the conditional DDC Ep(x|z) [φ(x)]

r∗x = Ep(z)

[
Ep(x|z) [φ(x)]

]
= Ep(z)

[
Wφ|ψψ(z)

]
= Wφ|ψr

∗
z, (4.63)

where Wφ|ψ = CφψC−1
ψψ.
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It is necessary to approximate Ep(x|z) [φ(x)] by a linear function on ψ(z) so that
linearity of expectation applies in (4.63). Using 4.5, Vértes and Sahani [2018] proposed
methods for learning-to-infer on a hierarchical model by message-passing. Consider
message-passing in the context of the following Example. Generalisation to arbitrary
levels of hierarchy is straightforward.

Example 4.6. Define an internal generative model specified by the following Markov
chain

z1 → z2 → x with joint p(z1)p(z2|z1)p(x|z2).

The observations x could be noisy spikes of early sensory signals or raw stimuli, such as
images or sounds.

Suppose that the posterior p(z2|x) DDC has been found by condition (4.60), then
the DDC of p(z1|x) can be found by message-passing similar to (4.63). Define the
feature functions ψ1(z1) and ψ2(z2) for the respective latent variables, we have

r∗z1|x(x) := Ep(z1|x) [ψ1(z1)]
(1)
= Ep(z2|x)

[
Ep(z1|z2) [ψ1(z1)]

]
,

where step (1) is due to Markov property of the internal model. The inner expectation
can be approximated by choosing an inferential model that is linear in ψ2(z2)

rz1|x(x) = Ep(z2|x)

[
Wψ1|ψ2

ψ2(z2)
]

= Wψ1|ψ2
r∗z2|x ≈Wψ1|ψ2

Wψ2|φφ(x). (4.64)

The regression weights Wψ1|ψ2
and Wψ2|φ are estimated by regression from φ(x) to

ψ2(z2) and from ψ2(z2) to ψ1(z1), respectively, using sleep samples from p. Since
the weights are obtained by sleep features, we refer to this scheme for learning to pass
message as feature regression.

Remark 4.7 (Message-passing by feature regression). Message-passing on a hierarchical
model can be performed using (4.5) by a nested expectation of DDC encodings. If the
message-passing function that maps from rz2|x to rz1|x is trained to take sleep features
(e.g. ψ2(z2)) as input, then this function has to be linear in this feature (e.g. ψ2).

An natural question is whether passing messages to obtain rz1|x(x) is any differ-
ent to using a more direct inferential model with weights Wψ1|φ that regress from
φ(x) to ψ1(z1), requiring no message passing. Suppose we generate sleep samples{
z

(n)
1 , z

(n)
2 ,x(n)

}N
n=1

i.i.d∼ p and form feature matrices

Ψ1 :=
[
ψ1(z

(1)
1 ), . . . ,ψ1(z

(n)
1 )
]
, Ψ2 :=

[
ψ2(z

(1)
2 ), . . . ,ψ2(z

(n)
2 )
]
,

Φ :=
[
φ1(x(1)), . . . ,φ1(x(n))

]
.

then, by repeated use of equation (4.61), the effective weights to compute rz1|x(x) from
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φ(x) by two separate feature regressions is

Ŵfr
ψ1|φ = Ψ1Ψ

ᵀ
2 (Ψ2Ψ

ᵀ
2 + λ2I)

−1
Ψ2Φ

ᵀ (ΦΦᵀ + λφI)−1 . (4.65)

By the Woodbury identity, one has that Ψᵀ
2 (Ψ2Ψ

ᵀ
2 + λ2I)

−1
= (Ψᵀ

2Ψ2 + λ2I)
−1

Ψᵀ
2, so

Ŵfr
ψ1|φ → Ψ1Φ

ᵀ (ΦΦᵀ + λφI)−1 , as λ2 → 0,

which is exactly the weights for direct regression approach. Therefore, the difference
between message-passing and direct regression arises when using a nonzero λ2; the
effective weights on φ(x) under message-passing has a smaller norm compared with the
weights under direct regression.

Thus, interestingly, if one is only interested in the posterior of the top variable z1,
then DDC message-passing does not nee to exploit the graphical structure at all—a direct
estimation works just as well as message passing (except the stronger regularization in
message passing). This is not the case for other generic message-passing algorithms,
such as belief propagation or expectation propagation, where the message from x to
z2 is integrated with the factor p(z1|z2) to produce a message on z1. Thanks to the
associativity of products and sums, passing these messages is usually computationally
cheaper than marginalising a joint posterior over z2. The analysis above suggests
that, a direct regression to obtain DDC is cheaper than DDC message-passing, and no
marginalisation is required.

A direct estimation might be more efficient for other amortised inference methods
as well, since training a single inferential model is always more efficient than training
two and then passing messages. However, DDC message-passing as above requires only
linear mapping between DDCs (requiring that Ep(z1|z2) [ψ1(z1)] is well approximated as
a linear function on ψ2(z2)). In other amortised inference schemes where posteriors are
represented by samples (e.g. VAE and HM), a full message-passing requires an empirical
average over intermediate latent variables, which may introduce Monte Carlo error that
gets compounded with approximation error due to explicit distributional assumptions
on the posteriors.

A further advantage of DDC message-passing is that each inferential model can be
trained independently of another (assuming fixed feature functions ψ(·)). Learning-to-
infer can proceed asynchronously between different layers, and the resulting inferential
models can be easily integrated with other computations in a modular way. This may
be help with computational flexibility and adaptability by reusing individually trained
modules. In other sample-based schemes, the gradient of inferential parameters in a
lower layer (e.g. z2 and x) depends on the loss computed on all higher layers (e.g. z1 and
z2), making learning-to-infer a biologically questionable optimisation over inferential
parameters in all processing .
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4.3.2 Improving inference and adaptation for hierarchical models

We now introduce new ways of DDC learning-to-infer on hierarchical models in the
context of the three-layer Markov chain graph defined in Example 4.6.

Message-passing by distributional regression

Let us focus on message-passing from rz2|x(x) to obtain rz1|x(x). Suppose that the
internal model is well trained so that p(x) is the same as the real stimulus distribution.
In the regression to estimate weights Wψ1|ψ2

by (4.64), the input sleep samples are{
ψ2(z

(n)
2 )
}
, z2

i.i.d∼ p, but during inference, the input becomes a DDC rz2|x(x), x ∼ p.
Note the approximation in (4.64): the linearity of expectation ensures that rz1|x(x) can
be computed exactly from r∗z2|x(x) rather than its approximation rz2|x(x) = Wψ2|φφ(x).
Thus, using the linear-on-φ inferential model to compute rz2|x introduces further error in
rz1|x. Another way to see the source of error is by realising that the distribution of data
mapped by Wψ1|ψ2

differs during training and testing, causing a covariate shift issue.
Specifically, the expected approximate DDC (aggregate posterior DDC) Ep

[
rz2|x(x)

]
=

Wψ2|φEp [φ(x)] and that of the sleep feature (marginal DDC) Ep [ψ2(z2)] do not match
unless rz2|x(x) = r∗z2|x(x).

To alleviate this covariate shift, we propose to pass message using regression weights
that are trained to predict ψ1(z1) from sleep DDCs or messages—rz2|x(x) evaluated on
a sleep x—rather than from sleep feature ψ2(z2):

min
W

Ep(z1,x)

[∥∥ψ1(z1)−Wrz2|x(x)
∥∥2

2

]
. (4.66)

Denote by Ŵψ1|r2 the solution estimated using samples. The DDC on the posterior of
z1 is then computed as

rdr
z1|x(x) = Wψ1|r2Wψ2|φφ(x). (4.67)

We refer to training Ŵψ1|r2 by (4.66) as distribution regression, as the input during
training is a DDC representing the distribution of a neighbouring variable, similar to the
case analysed by Szabó et al. [2016] when the features are in an RKHS. Unlike feature
regression described in 4.7, the function that passes message from rz2|x(x) to rz1|x(x)

does not need to be linear, since (4.67) does not rely on linearity of expectation (c.f.
(4.63)). However, we will use linear-in-feature function due to the available closed-form
solution.

This method is algorithmically similar to the two-stage regression used in causal
discovery by instrumental variables, even more similar to [Singh et al., 2019]. Although
the purpose here is to learn to pass DDC messages, it is an interesting direction to see
whether the brain performs causal inference by this method.

The expression for rdr
z1|x in (4.67) looks very similar to rz1|x(x) in (4.60); the following

Lemma reveals the condition when the are the same.

Proposition 4.8. If the covariance Cψ2φ := Ep(z2,x) [ψ(z2)⊗ φ(x)] has an empty null
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space, then the DDC rdr
z1|x(x) in (4.67) reduces to conditioning rz|x(x) = Wψ1|φφ(x),

which is the same as direct feature regression from φ(x).

Proof. For brevity, all expectations in this proof are taken over the joint distribution
p(z1, z2,x). The solution for (4.66) is:

Wψ1|r2 = Cψ1r2C
−1
r2r2

= E
[
ψ1(z1)⊗ (Wψ2|φφ(x))

]
E
[(

Wψ2|φφ(x)
)
⊗
(
Wψ2|φφ(x)

)]−1

= Cψ1φW
ᵀ
ψ2|φ

[
Wψ2|φCφφW

ᵀ
ψ2|φ

]−1
.

substituting the weights Wψ2|φ = Cψ2φC
−1
φφ into the above cancels a Cφφ inside the

inverse, leaving

Wψ1|r2 = Cψ1φC
−1
φφCᵀ

ψ2φ

[
Cψ2φC

−1
φφCᵀ

ψ2φ

]−1
.

The DDC in (4.67) expands to

rz1|x(x) = Cψ1φ C−1
φφCᵀ

ψ2φ

[
Cψ2φC

−1
φφCᵀ

ψ2φ

]−1
Cψ2φC

−1
φφ︸ ︷︷ ︸

X

φ(x). (4.68)

We proceed by noting that Cψ2φX = Cψ2φC
−1
φφ . If Cψ2φ has empty null space, then

X = C−1
φφ and rz1|x(x) = Cψ1φC

−1
φφφ(x) = Wψ1|φφ(x).

The condition on Cψ2φ in Proposition 4.8 implies that Wψ2|φ does not lose information
in φ(x): rz2|x(x) = Wψ2|φφ(x) must reflect any change in φ(x). This is usually satisfied
as long as the features have high enough dimension and are linearly independent.

The effective linear weights from φ(x) to rz1|x(x) by distribution regression are
Wdr

ψ1|φ := Wψ1|r2Wψ2|φ. Under regularisation, its sample estimate can be written, with
reference to (4.68), as

Ŵdr
ψ1|φ = Ψ1Φ

ᵀ (ΦΦᵀ + λφI)−1 ΦΨᵀ
2

[
Ψ2Φ

ᵀ (ΦΦᵀ + λφI)−1 ΦΨᵀ
2 + λrI

]−1

Ψ2Φ
−1 (ΦΦᵀ + λφI)−1 (4.69)

We can compare Ŵdr
ψ1|φ with Ŵfr

ψ1|φ in (4.65) and see how they differ.

Proposition 4.9 (Distribution regression and eigenvalue shrinkage). Assume that DDC
feature functions ψ1, ψ2 and φ map to RK . Given N i.i.d samples from p, let the sleep
feature matrices be Ψ1, Ψ2 and Φ (all in RK×N), and their SVDs be Ψ1 = U1S1V

ᵀ
1,

Ψ2 = U2S2V
ᵀ
2 and Φ = UφSφV

ᵀ
φ. Denote the effective weights on φ(x) computed using

feature regression as Ŵfr
ψ1|φ (4.65), and the effective weights using distribution regression

as Ŵdr
ψ1|φ(4.69). Let the k’th singular values of the two effective weights be sfrk and sdr

k ,
respectively. If the sleep feature matrices are full rank, the input and output spaces of the
data matrices align: U1 = U2 = Uφ and V1 = V2 = Vφ, and regularisation strengths
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satisfy λ2 = λr = λ, then

sfrk
sdr
k

= 1 +
λλφ(

s2
2,k + λ

)
s2
φ,k

> 1.

where s2,k and sφ,k are the k’th diagonal element of S2 and Sφ.

Proof. We have the following identities using SVD

Φᵀ (ΦΦᵀ + λφI)−1 = VφSφ
(
S2
φ + λI

)−1
Uφ,

Φᵀ (ΦΦᵀ + λφI)−1 Φ = VφSφ
(
S2
φ + λI

)−1
SφV

ᵀ
φ.

Next, we express the effective matrices in terms of the SVDs of data matrices. The
expressions simplify greatly by the assumptions that U1 = U2 = Uφ = U and V1 =

V2 = Vφ = V,

Ŵfr
ψ1|φ = Ψ1VS2

(
S2

2 + λ2I
)−1

S2Sφ
(
S2
φ + λφI

)−1
U,

Ŵdr
ψ1|φ = Ψ1VSφ

(
S2
φ + λφI

)−1
SφS2

[
S2Sφ

(
S2
φ + λφI

)−1
SφS2 + λrI

]−1
ythgbn

S2Sφ
(
S2
φ + λφI

)−1
U.

The k’th singular values of the two matrices can be read off as

sfrk =
s1,ks

2
2,ksφ,k(

s2
2,k + λ2,k

)(
s2
φ,k + λφ,k

) , sdr
k =

s1,ks
2
2.ks

3
φ,k(

s2
2,ks

2
φ,k + λrs2

φ,k + λrλφ

)(
s2
φ,k + λφ,k

) .
The ratio between the two can be simplified as

sfrk
sdr
k

=

(
s2

2,k + λ2

)
s2
φ,k + λ2λφ(

s2
2,k + λr,k

)
s2
φ,k

and If λ2 = λr = λ, we obtain the desired result.

Under these relative strong simplifying assumptions, the effective weights by distri-
bution regression are more strongly regularised than the effective weights obtained from
feature regression. In particular, if the singular value of the k’th mode in the observation
data matrix Φ shrinks towards zero, which is likely to happen for high dimensions K and
small number of samples N or when some component of φ(x) has very small variance,
the singular value ratio for this mode increases up to infinity. In this case, both sfrk and
sdr
k approaches zero, but and sdr

k does so faster than sfrk .

Remark 4.10 (Message-passing by distribution regression). Message-passing on a hier-
archical model can be performed using (4.67) where the regression maps from a sleep
message to the DDC of the posterior over a higher-layer variable. This function does
not need to be linear in the feature. Compared to the feature regression approach in 4.7,
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distribution regression provides stronger regularisation in practice, especially when the
feature matrix Φ has small singular values.

Conjugate features

So far, all learning-to-infer algorithms require samples from the internal model, although
it is not entirely clear what sampling from the internal model means biologically. Even if
sampling is implemented by mental imagery, the neural activities during imagery do not
match well with evoked activities during perception [O’Craven and Kanwisher, 2000].
Here, we show that, by carefully choosing the DDC features according to the conditional
distribution in the internal model, sampling can be avoided in learning to condition
and passing messages. It provides a simple explanation for the distinct between neural
activities during imagery and perception.

Definition 4.11 (Tractable features). A DDC basis φ(x) is said to be tractable to a
distribution p(x) if rx := Ep(x) [φ(x)] can be evaluated in closed-form.

One interesting class of tractable feature that we study here is called conjugate
feature defined below.

Definition 4.12 (Conjugate features). A DDC feature function φu with parameter u
is said to be conjugate to the distribution pθ(x), parametrised by θ, if

rx := Epθ(x) [φu(x)] = φv(u,θ) (s(θ)) , (4.70)

where v(u,θ) transforms u and θ to form a new feature function parameter. That
is, the conditional DDC can be computed by evaluating the feature φ on s(θ) given a
different feature parameter v(u,θ).

Clearly, conjugate feature is a special case of tractable feature. Tractable features
can be constructed from a tractable kernel function k(x,x′) by setting the second
argument as a parameter: φb(x) := k(x, b), with examples of tractable features and
their corresponding distributions listed in [Table 1 Briol et al., 2019]. Further, Nishiyama
et al. [2020] studied kernels that are conjugate to distributions induced by additive noise.

In addition to tractable features constructed by tractable kernels, there are other
DDC feature functions that are tractable to certain probability distributions, such as
those in the example below.

Example 4.13 (Conjugate features for Gaussian distributions). The following two φ’s
are conjugate to pθ(x) = N (x;µ,Σ):

1. Gaussian-shaped φu(x) = u1 exp
[
−1

2(x− u2)U−1(x− u2)
]
, where u = {u1,u2,U},

a slight generalisation of a conjugate feature constructed by the squared-exponential
kernel.

2. Inverse-probit (Gaussian CDF) φu(x) = Eζ∼N (0,u3) [1(ζ ≤ u1 · x+ u2)], and u =

{u1, u2, u3}. Since the CDF function is asymmetric, it cannot be constructed from
any kernel function.
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Proof. For Gaussian-shaped feature, the DDC is

Epθ(x) [φu(x)] =

∫
N (x;µ,Σ)φu(x)dx

= u1

√
|2πU|

∫
N (x;µ,Σ)N (x;u2,U)dx

= u1

√
|2πU|

|2π(Σ + U)| exp

[
−1

2
(µ− u2)ᵀ (Σ + U)−1 (µ− u2)

]
= ψu′(µ)

Matching terms between the above and (4.70), we see that u′ = v(u,θ) =
{
u1

√
|2πU|

|2π(Σ+U)| ,u2,Σ + U
}
,

and s(θ) = µ.
For the inverse-probit feature, note that the Gaussian x can be reparametrised as

x = µ+ Σ1/2ε where ε ∼ N (0, I). We then have

Epθ(x) [φu(x)] = Epθ(x) [Eζ [1(ζ ≤ u1 · x+ u2)]]

= Eε
[
Eζ
[
1(ζ ≤ u1 ·

[
µ+ Σ1/2ε

]
+ u2)

]]
= Eε,ζ

[
1(ζ ≤ u1 ·

[
µ+ Σ1/2ε

]
+ u2)

]
= Eε,ζ

1( ζ − uT1 Σ1/2︸ ︷︷ ︸
ζ′∼N (0,u3+uT1 Σu)

≤ u1 · µ+ u2)


= Eζ′

[
1(ζ ′ ≤ u1 · µ+ u2)

]
= φu′ (µ) .

Matching terms between the above and (4.70) gives u′ = v(u,θ) =
{
u1, u2, u3 + uT1 Σu

}
and s(θ) = µ.

Learning-to-infer without samples using tractable features

Conjugate features are convenient for passing message through conditional distributions.
Consider the Gaussian likelihood pθ(x|z) = N (x;µθ(z),Σθ(z))) where µθ(z) and
Σθ(z) are generic functions that take ψ(z) as input. This is still a rather flexible
distribution despite the Gaussian form. Suppose that the brain adopts a vector-valued
conjugate feature φu(x) for x. Given a certain belief or a imagined sample of z from
a higher brain area, such as an object category, neurons in that area generate activity
ψ(z). Example 4.13 suggests that a lower brain area that encodes the conditional p(x|z)

should then have activation r∗x|z(z) = φv(u,θ(z))(µ(z)). This conjugacy implies that
neurons responding to external stimuli x with feature function φu during perception
should respond to internally generated patterns µ(z) with feature function φv(u,θ(z))

during imagery.
Specifically, for Gaussian-shaped φ considered in Example 4.13, DDC neurons

respond to top-down expectation µθ(z) with lower amplitude and wider tuning width
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compared to the response φ(x) to a bottom-up stimulus x, but the preference of
each neuron is unaffected; for inverse-probit (close to sigmoidal) tuning curves, the
amplitude and threshold remain the same during imagery, but the slope becomes flatter.
We are not aware of any work measuring the tuning differences between imagery and
perception, perhaps because the the belief state is difficult to access or manipulate:
differential activities could be caused by differential beliefs during top-down and bottom-
up processing rather than an actual tuning change.

On the other hand, an uncertainty belief q(z) generates an uncertain belief about x by
marginalisation q(x) :=

∫
q(z)p(x|z)dz. In this case, a DDC message r∗z := Eq(z) [ψ(z)]

is passed to compute r∗x := Eq(x) [φu(x)]. This can be implemented by first expanding
the conditional DDC Ep(x|z) [φu(x)] = φv(u,z) (s(z)) onto the feature ψ with coefficients

Aφ|ψ = arg min
A

Eν(z)

[∥∥∥φv(u,z) (s(z))−A ·ψ(z)
∥∥∥2

2

]
(4.71)

so that φv(u,z) (s(z)) ≈ A · ψ(z) under a measure ν(z) that dominates q(z). Then,
applying expectation approximation (4.2), we have

r∗x = Eq(z)

[
Ep(x|z) [φu(x)]

]
≈ Eq(z)

[
Aφ|ψψ(z)

]
= Aφ|ψr

∗
z. (4.72)

The message-passing rule (4.72) is equivalent to (4.63) under conjugate features. There
is no need to sample x from the internal models, although one still needs to obtain
samples z from a suitable distribution ν(z)). If φ and ψ are rich and share the same
nonlinearity, such as both being the Gaussian-shaped or linear combinations of a shared
underlying basis, the error in (4.72) should be small.

Further, tractable features can be used to train the inferential model that estimates
posterior DDC. For example, to obtain Wψ|φ in (4.59), the required statistics are
Ep(z,x) [ψ(z)⊗ φ(z)] and Ep(x) [φ(x)⊗ φ(x)]. These second-order expectations can be
computed in closed-form using tractable features (see Section 4.8.4 for an example).
Here, for simplicity, we approximate them from marginal DDC r∗z := Ep(z) [ψ(z)] as
follows:

Ep(z,x) [ψ(z)⊗ φ(x)] = Ep(z)

[
ψ(z)⊗ Ep(x|z) [φu(x)]

]
(1)
≈ Ep(z)

[
ψ(z)⊗

(
Aφ|ψψ(zt)

)]
= Ep(z) [ψ(z)⊗ψ(z)] Aᵀ

φ|ψ
(2)
≈ Ep(z) [Aψψ(z)] Aᵀ

φ|ψ

= Aψr
∗
zA

ᵀ
φ|ψ, (4.73)

Ep(x) [φ(x)⊗ φ(x)] = Ep(z)

[
Ep(x|z) [φ(x)⊗ φ(x)]

]
(3)
≈ Ep(z)

[
Ep(x|z) [Aφφ(x)]

]
≈ AφEp(z)

[
Ep(x|z) [φ(x)]

]
(4.74)
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(4)
≈ AφAφ|ψr

∗
z.

The coefficients Aφ|ψ in steps (1) and (4) are given by (4.71), conjugate feature message-
passing (4.72) is applied at step (4), the order-3 tensor Aψ in step (2) is the solution
to4

Aψ = arg min
A

Eν(z)

[
‖ψ(z)⊗ψ(z)− Aψψ(z)‖22

]
(4.75)

so that Aψψ(z) ≈ ψ(z)⊗ψ(z) over some ν(z) that dominates p(z), and likewise for
Aφ in step (3). The DDC r∗z can be computed using (4.70) if ψ(z) is also tractable to
p(z). The δ-rule update in (4.62) can then be written as

∆Ŵψ|φ ∝ −Ep(z,x) [ψ(z)⊗ φ(x)] + Ŵψ|φEp(x) [φ(x)⊗ φ(x)]

= −Aψr∗zAᵀ
φ|ψ + Ŵψ|φAφAφ|ψr

∗
z.

This update rule depends on the prior p(z) through its DDC r∗z and the likelihood
through Aφ|ψ.

In the constructions above, the common key role conjugate feature played was to
provide a closed-form evaluation of conditional DDC Ep(x|z) [φ(x)] given a slightly more
restrictive likelihood p(x|z). Alternatively, we can define the p(x|z) directly via a
conditional DDC, producing a different kind of internal (but not generative) model as
exemplified below.

Example 4.14 (DDC internal model). Consider an internal model defined by:

1. a prior given by either a density function p(z) producing a DDC

r∗z = Ep(z) [ψ(z)] ,

or a DDC r∗z directly under known features ψ(z);

2. a likelihood defined by a conditional DDC

r∗x|z = Ep(x|z) [φ(x)] = Gψ(z)

This model is flexible since the likelihood is defined on flexible feature ψ(z). This
model does not facilitate straightforward sampling, which nonetheless may be more
biologically plausibility. Since the DDC Ep(x|z) [φ(x)] = Gψ(z) is given in closed-form,
the inferential weights Wψ|φ admits a tractable solution following (4.73) and (4.74),
with Aφ|ψ replaced by G. However, a deeper version of this internal model is composed
of only linear mappings from ψ(z), giving no complexity in the statistical structure of
x. This then requires ψ(z) to be at least as complex as the observations x, which is a
weird construction.

We will experimentally verify the effectiveness of conjugate features in the context of
dynamical internal model in Section 4.5.5.

4We define Ab to be the contraction yielding a matrix whose the (i, j)’th entry is
∑
k Aijkbk.



4.3. LEARNING TO INFER ON HIERARCHICAL MODELS USING DDC 129

Model adaptation In learning-to-infer, the inferential model is trained based on a
given internal model of the world, and the internal model needs to adapt to changes in
the statistical relationships between variables in the external world. We assume that the
internal model is generative (not as in Example 4.14), parametrised by θ and belongs to
an exponential family. A natural objective to adapt θ is to maximise the log-likelihood

log pθ(x) = log

∫
p(z)p(x|z)dz

on observed data x∗. Since this integral is intractable for a generic pθ, we maximise the
free energy lower bound of the log likelihood (a.k.a. ELBO):

F(q,θ) = Eq(z) [log pθ(z,x)] +H [q] ≤ log pθ(x) (4.76)

This bound is tight if q(z) = pθ(z|x), and thus one would hope to compute q(z) as an
approximate posterior, and then update θ by following the gradient of the free energy
(4.76)

∆θ ∝ ∇θF(q,θ) = Eq(z) [∇θ log pθ(z,x)] .

Thus, learning to update θ requires an expectation, which can be easily approximated
using DDC by 4.2. Unlike the direct LSR estimation to obtain the gradient in Chapter 2,
here we approximate the gradient using the DDC representation of the posterior, thus
mimicking the wake-sleep algorithm [Hinton et al., 1995] more explicitly.

In particular, given a three-layer hierarchical generative model described by pθ1(z1),
pθ2(z2|z1) and pθx(x|z2), each of which is a (conditional) exponential family distribution

pθ1(z1) = exp (η1(θ1) · s1(z1)− Φ1(θ1))

pθ2(z2|z1) = exp (η2(z1;θ2) · s2(z2)− Φ2(z1;θ2))

pθx(x|z1) = exp (ηx(z2;θx) · sx(x)− Φx(z2;θx)) .

The gradients of the free energy w.r.t. θ1 and θ3 can be computed easily by 5

∆θ1 ∝ ∇η1(θ1)Eq [s1(z1)]−∇Φ1(θ1)

∆θx = Eq [∇ηx(z2;θx)] sx(x)−∇Eq [Φx(z2;θx)] (4.77)

where all uses of∇ denote derivatives w.r.t. θ. Given a DDC rz2|x(x) ≈ Ep(z2|x) [ψ2(z2)],
each of the expectations under the posterior q(z|x) can be approximated directly by 4.2,
or indirectly through message-passing to obtain DDC rz1|x(x) ≈ Ep(z1|x) [ψ (z1)] from
rz2|x(x) first.

On the other hand, computing gradient for parameters in the intermediate layer θ2

5Vértes and Sahani [2018] used the moment-generating property of the log normaliser to compute
the gradients, e.g. ∆θ1 ∝ ∇η1(θ1)

[
Eq [s1(z1)]− Ep(z1) [s1(z1)]

]
. This equivalent method the requires

the expected sufficient statistics rather than the derivative of the log normaliser.
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is a little complicated, as it involves an expectation over the joint q(z1, z2|x)

∆θ2 ∝ Eq(z1,z2|x) [∇η2(z1;θ2)s2(z2)]− Eq(z2|x) [∇Φ2(z2;θ2)]

= Eq(z2|x)

[
Eq(z1|z2) [∇η2(z1;θ2)s2(z2)]

]
− Eq(z2|x) [∇Φ2(z2;θ2)] . (4.78)

Vértes and Sahani [2018] proposed to estimate ∆θ2 by estimating the three conditional
expectations under q separately, giving the following approximate gradient:

∆θef
2 ∝Wηs|zrz2|x(x)−AΦr1(x), where (4.79)

Wηs|z = arg min
W

Ep
[
‖Wψ(z2)−∇η2(z1;θ2)s2(z2)‖22

]
,

AΦ = arg min
A

Ep
[
‖Aψ(z1)−∇Φ2(z1;θ2)‖22

]
.

This produced empirically good results. However, the series of approximation for the first
term in equation (4.78) may accumulate errors from the separate expectation approxima-
tions. Even worse, the two terms of the subtraction in (4.78) are expectations of the same
function under two slightly different distributions q(z1, z2|x) and q(z1|x)pθ(z2|z1)6, so
they turn out to be positively correlated, and taking their difference to estimate the
gradient may be very sensitive to errors.

As an alternative, we propose to estimate the first term in equation (4.78) from φ(x)

directly

∆θdir
2 ∝Wp|zr2(x), where (4.80)

Wp|z = arg min
W

Ep
[
‖Wψ(z2)−∇ log pθ2 (z2|z1)‖22

]
.

Estimating the difference explicitly with one regression is more robust. Also, note that
this approximation does not require pθ2 (z2|z1) to be an exponential family distribution.

The two gradient approximations ∆θef
2 (4.79) and ∆θdir

2 (4.80) behave differently
in practice when the regression weights are estimated with finite sample. To show this
empirically, we compared the quality of gradient approximation in learning the sparse
toy generative model used by Vértes and Sahani [2018], following the same procedure.
First, we initialised the parameters of the model randomly, and generated sleep samples
x from this model as training data. We updated the model parameters 100 times (with a
small learning rate) by following the gradient approximated by each of the two methods,
and finally generated samples under these updated parameters. If the gradients are
accurate, there should be little difference between the two sets of samples generated
before and after training. We then repeated this procedure with 30 different parameter
initialisations. Figure 4.2 demonstrates that the proposed ∆θdir

2 is more accurate than
∆θef

2 .

6By the moment-generating property, Eq(z2|x) [∇Φ2(z2;θ2)] =
Eq(z1|x)

[
∇η2(z1;θ2)Epθ(z2|z1) [s2(z2)]

]
= Eq(z1|x)pθ(z2|z1) [∇η2(z1;θ2)s2(z2)]
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Figure 4.2: Sample quality after adapting the parameters of the sparse generative model
[Vértes and Sahani, 2018] using gradients approximated by 4.79 (exp-fam) and 4.80
(direct). Top two rows show samples of z2 and x given true parameters (blue) and
samples given trained parameters (orange). Each column corresponds to a different true
parameter setting. Bottom panel shows the histogram of MMD between samples of
x given true and trained parameters. The direct approach yields significantly smaller
MMD (paired t-test).



132 CHAPTER 4. REPRESENTATION OF DYNAMIC UNCERTAINTY

4.3.3 Computation with noisy DDC

So far, the DDC representations are generalised moments and are deterministic. How-
ever, noise is ubiquitous in neural populations. How would noise impact the DDC
representation and computation?

First, noise is likely to affect decoding by maximum entropy, since it can push
the representation outside the set of feasible expectations. That is, there may not
be a distribution q(z) such that Eq(z) [ψ(z)] is equal to an instantaneous noisy DDC
code. A probabilistic decoding method is then preferred [Sahani and Dayan, 2003].
However, decoding a neural representation to a density function is only for visualisation
by researchers, and the brain does not need to perform decoding. Therefore, the issues
of decoding is irrelevant in the context of neural computation.

Second, independent, zero-mean, additive noise (referred to simply as “noise” below)
in the activity of an input population nφ ∈ Hφ, regardless of its distribution, is averaged
out during computation. For example, in computing the conditional DDC (4.53), the
output of a trained inferential model under noisy input φ̃(x) := φ(x) + nφ is

rz|x,nφ(φ̃(x)) = Wψ|φ(φ(x) + nφ) = Wψ|φφ(x) + Wψ|φnφ.

Note that we have made it clear that the inferential model only receives φ̃(x) whose
distribution depends on x and nφ. The term Wψ|φnφ is a weighted sum of zero-mean
noise and decays to zero with increasing number of neurons [Chow and Lai, 1973]7

Alternatively, we can treat rz|x,n(φ̃(x)) as a instantaneous neural activity, and its rate
is then the same as rz|x(x).

However, the above analysis assumes that the weights are already trained using
noiseless sleep features. In reality, the feature for each sleep sample may also be noisy.
In this case, we show that noise shrinks the weights that perform computations on
this population. This is a natural consequence of regression. In conditioning, training
an inferential model with noisy input feature φ̃(x) results in the following inferential
weights

Wψ|φ̃ = Cψφ̃C
−1

φ̃φ̃
= Cψφ (Cφφ + Σnn)−1 ,

where Σnn is diagonal if nφ is independent. If the variances are identical, then the input
noise effectively acts as an l2 regulariser to the original loss (4.58). Note that the noise
in the output population does not affect the weights much because they are averaged
out in Cψφ. The prediction under noisy input is then

r̃z|x,nφ(φ̃(x)) := Wψ|φ̃φ̃(x) = Wψ|φ̃φ(x) + Wψ|φ̃nφ.

If the last term goes to zero in the limit of a large number of neurons, the conditional

7A technical requirement is that the weights are square-integrable, which is satisfied for our case
because the target variable is always bounded while the number of neuron increases.
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DDC r̃z|x,nφ(φ̃(x)) is still different from the noiseless rz|x(x) and has a smaller norm
than rz|x(x) due to the smaller Wψ|φ̃. This is caused by input noise diluting the
information about x . Nonetheless, note that Wψ|φ̃ is the least-square solution to a
slightly different regression problem than the original noiseless one 4.58

min
W

Ep(z,x,nφ)

[
‖ψ(z)−W(φ(x) + nφ)‖22

]
.

Thus, if the internal model is aware of the noise, as implied by the expression above, we
can define the the noisy DDC to be

r̃∗z|x,nφ(φ̃(x)) := Ep(z|x,nφ) [ψ(z)] = Ep(z|φ̃) [ψ(z)] . (4.81)

All subsequent computations are then conditioned on the irreducible noise. For instance,
consider function approximation (4.2) using noisy feature ψ̃(z) := ψ(z) + nψ. We first
find α̃ such that

Ep(z|ψ̃) [g(z)] ≈ α̃ · ψ̃(z) = α̃ · (ψ(z) + nψ) ,

then its expectation given x and noise sources can be written using r̃∗z|x,nφ(φ̃(x)) (4.81).

Ep(z|x,nφ,nψ) [g(z)] = Ep(ψ̃|x,nφ,nψ)

[
Ep(z|ψ̃,x,nφ,nψ) [g(z)]

]
= Ep(ψ̃|x,nφ,nψ)

[
Ep(z|ψ̃) [g(z)]

]
≈ Ep(ψ̃|x,nφ,nψ) [α̃ · (ψ(z) + nψ)]

= Ep(ψ|x,nφ) [α̃ · (ψ(z))] + α̃ · nψ
≈ α̃ · r̃∗z|x,nφ(φ̃(x)) + α̃ · nψ
= α̃ ·

(
r̃∗z|x,nφ(φ̃(x)) + nψ

)
Therefore, as long as the same type of noise nψ is added to the noisy conditional DDC
r̃∗z|x,nφ(φ̃(x)), the resulting estimated expectation is still the best one that estimates
g(z) given x and noise sources in the least-squares sense. Of course, this estimate also
shrinks to zero. We discuss possible remedies to noise in Section 4.7.

4.4 Representation of uncertainty in supervised models

Before extending the DDC framework further, we first examine whether the generalised
moment can be a natural choice of uncertainty representation for inference in any
situation. In particular, we want to see if any artificial agent that solves probabilistic
inference problems may adopt DDC as the fundamental building block for statistical
computation. Nowadays, large parametric models (e.g. artificial neural networks) trained
with supervision excel at challenging perceptual tasks, such as recognising objects and
tracking moving objects in complex scenes littered with noise and occlusion. Likewise,
biological agents can also perform close to optimality for simple perceptual tasks in
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laboratory conditions, and certainly very well in complex real-world situations.

Most of these tasks require taking into account the uncertainty of unobserved
quantities, and the optimal solution is then statistical in nature. Although optimal
statistical computations are usually intractable, the near-optimal performance by artificial
and biological agents reveal their ability to approximately execute optimal solutions.
In general, doing so requires the agent to figure out how to represent and compute
uncertainties without requiring a pre-designed computational circuitry (e.g. stipulated by
the PPC code discussed in Section 4.2.1) or explicit instructions to carry out statistical
computations (e.g. learning to do algebra or calculus). The fact that agents can perform
so well under little or no feedback is indeed an extraordinary feat. As such, it is crucial
to understand how uncertainty is represented and computed in these agents.

This section investigates distributional representation and computation learnt by
artificial neural networks from a hypothesis-driven approach. In particular, we train
several recurrent neural networks (RNNs) to perform inference in an intractable SSM
without enforcing any kind of uncertainty representation. We then analyse the repres-
entation of uncertainty in the networks to see whether a DDC representation was learnt
adopted. The only training signal provided was a scalar loss. Nonetheless, the RNN in
which message-passing was consistent with DDC message-passing performed better than
other RNNs. Indeed, we find that activities in the hidden layer of this RNN are roughly
equal to posterior expectations of nonlinear functions over the latent variables, a DDC
code appear autonomously by the RNNs.

4.4.1 Methods

We investigate how artificial networks represent and compute uncertainty after being
trained on a particular task. It is reasonable to assume that the uncertainty is reflected
in the activities of the network units, and the computations are implemented by config-
uration (architecture and weights) of the networks. Since there has been very few work
on this direction, we propose the following desiderata of this approach.

First, the task must have an optimal solution that demands statistical computations,
and these computations cannot be reduced to trivial manipulates of a single summary
statistic of the distribution, such as the mean. An example task that does admit a trivial
solution is Gaussian cue combination under fixed sensory uncertainty; this is because
the cue-combination weights are constant and can be reduced to a fixed parameter of
the computation regardless of the observation, and the optimal solution (posterior mean)
also depends only on the sensory inputs. The same logic also applies to filtering in linear
Gaussian SSMs, because the optimal solution (Kalman filter) has a stationary posterior
uncertainty that does not depend on the input, and the correction for the mean (Kalman
gain) converges to a constant over time.

Second, the uncertainty information required for optimality of the task should be
accessible in some convenient form, such as density functions or samples. As reviewed in
Section 4.2, the theoretical proposals usually define uncertainty representation through
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some feature functions that resemble neural tuning functions (sampling). It is then
necessary to obtain these distributions in order to identify the feature functions from
the activities in the network. More generally, these “ground truth” distributions are
essential in verifying predictions made by each framework. Another indirect approach
that we do not pursue here is to compare errors made by the network and by different
theoretical solutions. The prediction made by the framework that yields the highest
error consistency is likely adopted by the network.

While the first two desiderata constrains the task, the third relates to the inferential
network: it needs to attain optimal performance as measured from the training objective.
This is to ensure that the network indeed implements the optimal probabilistic compu-
tations, otherwise the network may not find it necessary to represent uncertainty at all,
giving a suboptimal non-probabilistic solution. Although this desideratum is unlikely to
be satisfied exactly due to issues of optimisation and network capacity, a near-optimal
solution likely involves approximate representations and computations.

4.4.2 Related work

We are only aware of one existing work that investigated the representation of uncertainty
in neural networks. Orhan and Ma [2017] trained neural networks to perform a variety
of visual perceptual decision tasks, such as cue combination and coordinate transform,
under supervised learning. In all tasks, the latent stimuli are deterministic, and the
networks received Poisson counts from neurons with pre-defined tuning curves. Thus,
the uncertainty was induced by noisy firing pattern and represented using PPC at the
input.

Importantly, the uncertainty studied there was induced only by the contrast level that
scales the mean firing rates, rather than any intrinsically uncertain objects; a probability
distribution is recovered only after decoding the PPC under an appropriate prior. The
second desideratum discussed in Section 4.4.1 is then irrelevant. Nonetheless, we can
generalise the notion of uncertainty to include signal reliability which, in that work, was
manipulated by contrast. The network for each task was trained on different contrast
levels, so the optimal solution is indeed statistical, satisfying the first desideratum. On
the “behaviour” level, the networks showed near-optimal performance for the trained
tasks and could generalise quite well to unseen contrasts, satisfying the third desideratum.

The next questions is then how the network learned to deal with contrasts to perform
optimally? All the neural networks had a single fully-connected hidden layer followed by
a linear readout, so this hidden layer had to retain the uncertainty about the stimulus
and integrate them to form a final representation. Using a mean-field analysis that was
validated by empirical results, Orhan and Ma [2017] found that the contrast correlated
with the sparsity of hidden unit activities in tasks with contrast-invariant optimal
solutions, but correlated with the mean of hidden unit response for other tasks that have
gain-dependent optimal solutions.

The work [Orhan and Ma, 2017] was an important initial attempt to discover the
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representation of uncertainty induced by supervised learning. However, on closer look,
the results did not paint a consistent answer. By design, the uncertainty (contrast) at
the input layer was represented by the mean activity as in PPC, but then the uncertainty
was encoded in the sparsity or mean of hidden activity depending on the task, suggesting
that the code is no longer the came PPC.

In contrast, our approach searches for a representation of probability distributions.
This is achieved by demanding the network to learn to pass probability messages for
an intractable filtering task. Unlike Kalman filtering where the posterior uncertainty
converges to a constant over time, the optimal solution requires tracking uncertainty
that varies from time to time depending on the observations. The network that reaches
optimality then has to compute these nontrivial uncertainties, giving us the opportunity
to investigate the representation.

4.4.3 An intractable inference task

To find a task that satisfies the first two desiderata in Section 4.4.1, we consider forward
inference (filtering) on a nonlinear, intractable SSM. In filtering, the posterior for zt at
each t is updated with new observations by the recursive computation:

p(zt|x1:t) =
1

p(xt|x1:1-t)

∫
p(zt-1|x1:1-t)p(zt|zt-1)p(xt|zt)dzt-1 (4.82)

To train a neural network for filtering, one requires the network to have a recurrent
architecture, giving an RNN

rt(x1:t) = fW(rt-1(x1-t),xt),

where rt denotes the hidden activities, and fW is a recurrent function to be specified.

We choose RNN for two reasons. First, the activity rt-1 summarises past observations
x1:1-t which then gets updated by xt. This is exactly the type of computation performed
by filtering; a generic neural network that maps the whole sequence x1:t to p(zt|x1:t)

does not need to represent intermediate posteriors p(zt′ |x1:t′) for t′ < t. Under this
constraint, one can be sure that when the RNN reaches optimality, rt has to represent
the posterior necessary for optimal filtering. Second, the recurrent function fW with
fixed parameter W implements the same computation. When W converges, the function
fW must produce the current posterior code rt given all possible codes of the previous
posteriors rt-1 and the current observations xt under the task distribution p(x1:t). It is
thus essential that fW implements the optimal filter computation (4.82) for all time
steps. Therefore, RNNs have the capacity to implement intractable filtering computation
and encourages rt to represent filtered posterior distributions.

To satisfy the first desiderata in Section 4.4.1, we will also require that the filtering
task do not admit trivial solutions, such as the Kalman filter for linear Gaussian SSMs.
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Figure 4.3: Task for the inference model. Top: example latent trajectory generated by
the model (4.83). The colour of each sample is set by the orientation from the origin at
time t = 1 and is fixed during its evolutions. Bottom, dashed lines are the true latent
trajectory, solid lines are posterior marginals produced by a particle filter and shadings
show posterior std. Top contours show posterior joints at every 10 time steps.

In particular, we choose the filtering task for following complicated SSM

zt ∼ N (zt-1;µz(zt-1), σ2
zI), xt ∼

3∏
i=1

Poisson(xt,i;µx,i(zt)) (4.83)

µz(z) = `(‖z‖)
[

cos(o(z))

sin(o(z))

]
; `(r) =

1

1 + exp(−0.4(r − 0.5))
; o(z) = tan−1

(
z2

z1

)

µx,i(z) =
2∑
j=1

Aij exp(gjzj)

where the latent variable zt ∈ R2,and the observation xt ∈ R3. The parameters σ2
z ∈ R,

A ∈ R3×2 and g ∈ R2 are chosen by hand. A example of the latent evolution is shown in
Figure 4.3 (top). The function ` scales the length of the vector zt so that it is between
0 and 1, and the vector

[
cos(o(z)) , sin(o(z))

]ᵀ
rotates z by π for z1 < 0 but does not

rotate otherwise. We refer to this true generative process as the task SSM.

In the task SSM, both the transition and emission processes are nonlinear, and the
exact posterior cannot be derived in closed form. To approximate the “ground truth”
filtered distribution (second desideratum), we use a bootstrap particle filter with 1 000
samples. The posterior distributions for all time steps given one random sequence of
x1:t is shown in Figure 4.3 (bottom). It is clear that the posteriors are distorted and
can be bimodal. Failure to capture these complicated distribution results in suboptimal
inference.

We now describe the task given to the RNNs. A natural supervised filtering objective
is to predict the latent variable zt from the hidden rt given the sequence of observations
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x1:t at all time steps. Under squared loss, the objective is:

min
ρ

Ep(z1:t,x1:t)

[
1

T

T∑
t=1

‖zt − ẑt(x1:t;ρ)‖22

]
, (4.84)

ẑt(x1:t;ρ) := Vrt(x1:t; W), ρ = {V,W} , (4.85)

where V is a readout matrix, activity rt depends on the recurrent function fW. Due to
property of the squared loss, the optimal ẑt is the posterior mean Ep(zt|x1:t) [zt], and
the linear readout weights V encourage rt to represent the posterior mean in a linearly
decodable way.

Estimating just the posterior mean does not necessarily require the network to
perform full posterior inference. Nonetheless, the hidden activity rt still needs to
represent sufficient details of the posterior to integrate the evidence from xt optimally
and to retain linearly decodable information about the posterior mean. Here, we are
curious about the representation of uncertainty rather than how to learn the computations
(considered in the next Section), so we trained ρ using backpropagation-through-time.
Despite the non-biological learning algorithm, the biologically relevant aspect of this task
is that only a scalar supervision signal is provided to the network, and no representation
of uncertainty or computational circuits are setup to execute any known solution (very
unlikely to exist for this task anyway). It is then up to the network itself to adopt a
suitable representation of uncertainty to solve the task (4.84).

4.4.4 Neural architectures for DDC filtering

We now detail the structure of the inferential network fW. Many implementations
of fW have been proposed in RNN literature, including the classical Elman network
[Elman, 1990], Jordan network [Jordan, 1997] and long short-term memory [Hochreiter
and Schmidhuber, 1997]. However, it is not obvious which structure is ideal for statistical
computations.

Here, we consider the hypothesis that the hidden activities encode posteriors using
DDC, as it suggests simple connectivity structures consistent with this representation.
As before, define ψ as the DDC feature function for zt, and φ for xt. By rewriting the
4.82 as

p(zt|x1:t) ∝
∫ ∫

p(zt-1|x1:1-t)p(zt|zt-1)p(x′t|zt)δ(x′t − xt)dzt-1dx′t,

we can see that the unnormalised posterior is bilinear in the previous posterior density
p(zt-1|x1:1-t) and the distributed representation δ(x′t − xt), and the bilinear operator is
given by p(zt|zt-1)p(x′t|zt). If zt and xt are discrete with finite numbers of states, then
these integrals become summations, and δ(x′t − xt) and p(zt-1|x1:1-t) are probability
vectors (DDCs associated with Kronecker delta features). More explicitly, we can
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compute the DDC of the new posterior as:

Ep(zt|x1:t) [ψ(zt)] ∝
∫
ψ(zt)

∫
p(zt-1|x1:1-t)p(zt|zt-1)p(xt|zt)dzt-1dzt

=

∫ ∫
p(zt-1|x1:1-t)

[∫
ψ(zt)p(zt|zt-1)p(xt|zt)dzt

]
dzt-1.

The integral inside the square brackets is the unnormalised conditional DDC message
for the unnormalised density p(zt,xt|zt-1) ∝ p(zt|zt-1,xt). Different approximations for
this message using features ψ(zt-1) and φ(xt) lead to several architectures of fW.

Remark 4.15 (Filtering function structure). Define the unnormalised DDC message for
p(zt,xt|zt-1) ∝ p(zt|zt-1,xt)

mxt(zt-1) :=

∫
ψ(zt)p(zt|zt-1)p(xt|zt)dzt, (4.86)

The DDC rt :=
∫
ψ(zt)p(zt|x1:t)dzt can be approximated up to a scaling of 1/p(xt|x1:1-t)

by

1. a function linear in the outer product rt-1 ⊗ φ(xt) ∈ Hψ ⊗Hφ or bilinear in rt-1
and φ(xt)

fbil
W(rt-1,xt) = Wbil · (rt-1 ⊗ φ(xt)) , fbil

W,i(rt-1,xt) =
∑
jk

W bil
ijkrt-1,jφk(xt)

(4.87)
if there exists Wbil such that mxt,i(zt-1) ≈∑jkWijkψj(zt-1)φk(xt);

2. a function linear in concatenation of [rt-1;φ(xt)] ∈ Hψ ×Hφ

f lin
W(r,x) = Wlin · [r;φ(x)] = Wlin

1 r + Wlin
2 φ(x) (4.88)

if there exists Wlin such that mxt(zt-1) ≈Wlin · [ψ(zt-1);φ(xt)];

Proof. If mxt,i(zt-1) ≈∑ijW
bil
ijkψj(zt-1)φk(xt), then

Ep(zt|x1:t) [ψi(zt)] =
1

p(xt|x1:1-t)

∫
p(zt-1|x1:1-t)mxt,i(zt-1)dzt-1

≈ 1

p(xt|x1:1-t)

∫
p(zt-1|x1:1-t)

∑
jk

W bil
ijkψj(zt-1)φk(xt)dzt-1

=
1

p(xt|x1:1-t)

∑
jk

W bil
ijkrt-1,jφk(xt).

Derivation for the linear function can be similarly shown.

The bilinear fbil
W is more flexible than f lin

W as it has more parameters and is linear
on the richer Kronecker space Hψ ⊗Hφ. The parameter Wbil has size Kψ ×Kψ ×Kφ,
and Wlinhas size Kψ × (Kψ +Kφ). Both fbil

W and f lin
W can implement filtering over

DDC encoding of distributions and can be easily implemented by neural circuits (the



140 CHAPTER 4. REPRESENTATION OF DYNAMIC UNCERTAINTY

bilinear function can be carried out by dendritic multiplication [London and Häusser,
2005, Li et al., 2014]). Interestingly, bilinear computations also appeared in adding two
Gaussian variables by PPC 4.11; a similar bilinear RNN was also proposed by Downey
et al. [2017], motivated by the predictive state representation for the latent in SSMs.

The approximations in 4.15 ignore the normalising constant p(xt|x1:1-t). If the
incremental likelihood p(xt|x1:1-t) does not vary drastically over time, it can be treated
as a constant absorbed into W(·). Alternatively, we can “normalise” an unnormalised
message encoded in mt (see 4.8.5), thereby introducing a form of divisive normalisation
[Carandini and Heeger, 2012] into the recurrent function.

4.4.5 Experiments

Having specified the task and the RNN structure, we test empirically whether the
RNNs motivated by DDC filtering function structures perform well after training. More
importantly, we want to test the hypothesis that a DDC representation arises in the
hidden activities for the Bilinear (4.87) or the Linear (4.88) RNN.

A simple baseline that is not motivated by DDC is following Nonlinear RNN

fnon
W (rt-1,x) = tanh(Wnon

1 rt-1 + Wnon
2 φ(xt)).

It has a generic nonlinear structure commonly used for simple time series tasks. To
verify the problem does not admits a trivial solution (third desideratum), we implement
and test another baseline RNN that passes just the posterior mean from the previous
time step, giving the Mean RNN

fmean
W = Wmean · [ẑt-1 ⊗ φ(xt)] .

Critically, when the gradients with respect to W(·)’s are computed during training, we
make ẑt-1 independent from rt-1 (by “detaching” ẑt-1from rt-1). This ensures that ẑt-1
only estimates Eq(zt-1|x1:1-t) [zt-1] but is not encouraged to hold extra information to help
reduce the loss in future time steps. If it performs as well as the other RNNs, it means
that the task is so simple that filtering is already optimal using only the linear posterior
expectations. Any network that outperforms the Mean RNN is likely to implement
statistical computation that respects uncertainty. (4.83).

Together, the Bilinear, Linear (referred to as Additive henceforward in this subsection
to avoid notation clash), Nonlinear and Mean RNNs are depicted in Figure 4.4. Although
the Bilinear and Additive have structures consistent with DDC representation, we do
not further enforce the hidden units to adopt any particular representation schemes.
The feature function φ is sigmoidal with parameters optimised together with W(·). We
use 5 hidden units for each of rt and φ so that rt ∈ R5 and φ : X → (0, 1)5. These
networks are trained on data drawn from the task SSM until convergence.

The exact posterior is obtained from a bootstrap particle filter of 1 000 samples. The
difference between the predictions made by the RNNs and the particle filter is shown in
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Figure 4.4: Generative model and RNN structures. The Additive network uses f lin 4.88.
All xt feed into the latent after through the feature function ψ.

Figure 4.5 (top). Clearly, the Bilinear RNN performs the best and is better than the
mean RNN, suggesting that it may be performing statistical computation. The Additive
and Mean RNNs perform almost equally bad, suggesting that the additive structure in
f lin

W is not able to effectively propagate uncertainty in this task.
In order to answer whether the hidden activity rt encodes the posterior distributions

in DDC, we check according to the definition: how well can we explain the variance in
rt using Ep(zt|x1:t) [ψ(zt)] for some fixed ψ on a large set of sequences x1:t drawn from
the task SSM? To proceed, we need to find ψ from some functional class F . This is
essentially a regression problem wherein the input is p(zt|x1:t) (in the form of particles)
and the output is the hidden activities rt. Given N observation sequences {xn1:t}Nn=1,
we collect the hidden activities from the RNNs as {rnt }Nn=1 and posterior samples from

the particle filter as
{
{zs,n1:t }

S
s=1

}N
n=1

, and solve the following optimisation problem to
estimate ψ.

min
ψ∈F

N∑
n=1

T∑
t=1

∥∥∥∥∥rnt − 1

S

S∑
s=1

ψ(zs,nt )

∥∥∥∥∥
2

2

, (4.89)

where F is a functional class to be specified. This similar to a finite-dimensional version
of the maximum mean discrepancy [Gretton et al., 2012] between the distribution
represented by rt and the posterior samples, although here the feature ψ is optimised.

The choice of F is important as it specifies the flexibility of ψ and the representational
power of its DDC. To encode any uncertainty, the feature ψ cannot be linear. If only the
first two moments are sufficient for optimal filtering, then ψ can simply be quadratic,
and rt then encodes a Gaussian under maximum entropy. Encoding a more complicated
posterior requires a more flexible ψ. With these in mind, we consider the following three
classes for F with increasing flexibility:

1. Linear function ψL(z) = Bz + c;

2. Quadratic function ψQ
i (z) =

∑
Aijkzjzk + bj · zj + ci, i = {1, . . . , 5};

3. Radial-basis function (RBF) ψRBF
i (z) =

∑K
k=1 αi,k exp

(
−‖z−z̄k‖

2
2

2l

)
, where

{z̄k}Kk=1 is a random subset of particles.

If the optimal ψ from one class explains more variance in rt than the optimal ψ from
all other classes, then we say that rt encodes uncertainty with ψ in the that class.
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After estimating ψ(·) using (4.89) on a training set of network activities and posterior
samples, we compute the explained variance R2 between the hidden unit activities rt
and the DDC associated with the learned feature 1

S

∑S
s=1ψ

(·)(z(s)) on a test set and
the induced posterior samples. The results are shown in Figure 4.5 (middle). For
all types of networks, the hidden activities is best explained by the DDC associated
with the most flexible ψRBF. In particular, the DDC encoding best explains rt in the
Bilinear RNN. This is a robust observation pooling over 10 different trained RNNs
with different initialisations. On the other hand, the simpler Linear and Quadratic
ψ drastically underfits rt in the Bilinear RNN. These suggest that the Bilinear RNN,
having a structure consistent with DDC, learns to encode non-trivial posteriors in
the hidden activities by DDC associated with feature functions more flexible than the
quadratic. Figure 4.5 (bottom) shows an example of the learnt ψRBFfor one Bilinear
RNN. They resemble radial harmonic functions that are suitable for the task where the
latent transition is predominantly rotation.

In the RNNs other than the Bilinear, the DDC associated with the learnt ψRBF also
explains a large amount of variance in rt, though less robust. DDC representations may
still arise in these RNNs, but their structure of message-passing may have shifted the
representations away from DDC.

4.4.6 Discussion and future directions

In this section, we investigated the uncertainty representation acquired by supervised
learning, following hypotheses under DDC. Filtering on an intractable state-space model
required the RNNs to perform a non-trivial statistical computation, necessitating a
flexible representation of posteriors at all time steps. Between the proposed Bilinear
and Linear message-passing functions that are consistent with DDC representation, the
Bilinear RNN performed the best and robustly learnt to encode complicated posteriors
with DDC. It may not be surprising that the Bilinear RNN had the best performance,
because it had the most number of parameters. However, more parameters cannot
explain why the hidden activities were better explained by DDC.

These seemingly miraculous results beg for theoretical analyses on the conditions
under which an RNN acquires a DDC representation. In further experiments, the R2 of
using optimised encoding features to predict RNN activities worsened when the hidden
dimension was higher. It is possible that using only a subset of the units was sufficient
for performance, making the rest of the units to behave as noise; or that the hidden units
started to explicitly encode x1:t to help with task performance. The lower-dimensional
rt in the presented experiments may have encouraged a compact representation of the
observation history, which is precisely the posterior distribution.

Using the methodology proposed in Section 4.4.1, the current analysis may be
extended in three directions. First, the task used here is low-dimensional, and it would
be interesting to analyse large-scale networks and tasks, as long as the exact posterior
is accessible. Second, filtering is perhaps the simplest computation that requires a
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Figure 4.5: Results of RNNs trained to perform filtering. Top, the l − 2 distance
between the predicted ẑt by RNNs and Ep(zt|x1:t) [zt] estimated from the particle filter,
averaged over 1000 test sequences. Middle, the R2 of predicting from posterior samples
to hidden activities through the ψ optimised using (4.89). The left panel shows test
R2 for different networks under the RBF fit, and the right panel shows R2 when using
three different functional classes to fit the hidden activities in the bilinear RNN. The
R2 is computed for each of the 5 hidden dimensions of each RNN, and repeated for 10
trained instances of each RNN structure with different initialisations, resulting in 50
values (dots) for each network structure. Yellow bars indicate medians, boxes represent
25 and 75 percentiles, and the whiskers indicate 95% interval. Bottom, an example of
optimised ψRBF : R2 → R5 fit on activities of the Bilinear RNN. The axes are the two
dimensions of zt.
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distributional representation; other computations may include multi-task learning that
requires a consistent distributional representation of a shared key set of latent variables.
The third direction considers other uncertainty representation schemes and deserves
more elaboration below.

Explaining hidden activities using other schemes. This work was mainly driven
by hypotheses under the DDC representation and the message-passing rules it suggests.
How about other frameworks of representations? First, it is not immediately obvious what
structure of fW might be consistent with other codes except KDE which shares similar
computational structure with DDC (e.g. 4.37 and (4.35)). Second, given an appropriate
fW, how do we link the hidden activities to representations? For example, KDE and
log-linear codes are defined through decoding schemes that map neural activities to
distribution qψt (z(s)) which depends on some basis function ψ. One then needs to find
decoding basis ψ such that the distribution defined by r(x1:t) fits the true distribution
p(zt|x1:t) well. Given samples of exact posteriors, the basis for KDE can be found by
maximum-likelihood

max
ψ

T∑
t=1

1

S

S∑
s=1

log qψkde,t(z
(s)
t ), qψkde,t(zt) = r(x1:t) ·ψ(zt),

s.t.

∫
r(x1:t) ·ψ(z)dz = 1, ∀t

The challenge is to ensure the normalisation constraint. Likewise, testing the log-linear
code hypothesis by maximum-likelihood also needs to deal with the intractable normaliser.
However, the Fisher divergence could be minimised by score matching [Hyvärinen, 2005]
instead:

min
ψ

T∑
t=1

1

S

S∑
s=1

D∑
d=1

1

2

(
∂d log q̃ψll,t(z

(s))
)2

+
(
∂2
d log q̃ψll,t(z

(s))
)
,

log q̃ψll,t(z) = r(x1:t) ·ψ(z).

We can then compare which framework produces representations most similar to the
hidden activities in the RNNs. However, note that different objectives are used to find
the basis functions: maximum mean embedding for DDC, log-likelihood for KDE, and
Fisher divergence for log linear codes. The implications are not immediately clear.

4.5 Inference for state-space models

In the previous Section, we saw that a DDC representation of uncertainty appeared
autonomously in a supervised system during learning-to-infer. In this Section, the goal is
to build algorithms and neural implementations to perform dynamic inference by positing
a DDC representation explicitly, thereby extending DDC learning-to-infer methods for
static internal models in Section 4.3.1 and 4.3.2 to dynamic ones.
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In a dynamic environment, we assume that the brain builds a state-space internal
model described by Markov latent transition and observation emission

zt = gz(zt-1, ζz,t), xt = gx(zt, ζx,t), (4.90)

where g(·) are arbitrary functions that transform the conditioning variables and noise
terms ζ·,t. For notational purposes, let p(zt|zt-1) and p(zt|xt) be the density functions
implied by the simulation-based formulation of the SSM, but we do not need access to
these densities for computation until we consider adaptation in Section 4.5.4. We make
common assumptions that this internal model is stationary (time-invariant) and easy to
simulate or sample.

The Markov assumption is not necessary for the algorithms to be described, but it
simplifies the discussion. As pointed out by Huys et al. [2007], the brain may describe
latent dynamics with higher-order auto-regressive processes that are suitable for smooth
dynamics in biologically relevant scenarios. Nonetheless, some smooth trajectories can
be described by (4.90) given suitable parametrisations, such as Newtonian dynamics
involving position, velocity and acceleration for zt.

In principle, the brain could build an RNN inferential model and learn to infer using
same technique developed by Vértes and Sahani [2018]. However, training this RNN
would require unrolling the RNN over time and storing the latents and observations in
some sort of buffer, which is biologically unrealistic. Instead, message-passing schemes
are more suitable for learning-to-infer.

To obtain an iterative scheme for the forward inference (filtering) defined in (4.82),
suppose the brain has access to an (approximate) DDC associated with feature functions
ψ for the posterior at time t− 1:

rt-1:=rzt-1|x1:t-1(x1:1-t) ≈ Ep(zt-1|x1:1-t) [ψ(zt-1)] =: r∗t-1. (4.91)

The goal is to compute

rt := rzt|x1:t
(x1:t) ≈ Ep(zt|x1:t) [ψ(zt)] =: r∗t

=
1

p(xt|x1:1-t)

∫ [∫
p(zt-1|x1:1-t)p(zt|zt-1)dzt-1

]
p(xt|zt)ψ(zt)dzt. (4.92)

In the last equality, the inner integral computes the innovation distribution p(zt|x1:1-t),
which can be easily done in DDC by message-passing (4.5). However, conditioning on
xt in the context of a given history x1:1-t is not straightforward. A naive approach is to
draw samples from the conditional joint p(zt,xt|x1:1-t) and update the inferential model
using these samples by optimising a similar loss to equation (4.58), but this distribution
is encoded in a DDC which does not afford straightforward sampling.

When ψ is infinite-dimensional and DDC becomes a kernel mean embedding, there
are methods to “herd super-samples” from the embedding Chen et al. [2010], which can
be used to update the filter for SSMs [Lacoste-Julien et al., 2015]. These super-samples
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are usually more efficient at approximating expectations by Monte Carlo than random
samples. However, computing these super-samples involves an complex optimisation
routine that cannot be easily implemented by neural circuits. Alternatively, we can
approximate the outer integral by 4.2 and expand p(xt|zt) as a linear combination of
ψ(zt), but a simulation-based observation emission may not have a density function,
and doing so for every new xt would be too slow for critical tasks, such as tracking
a prey or predator. Thus, DDC filtering in (4.92) does not immediately suggest an
implementation.

4.5.1 DDC Bayes rule

Instead of implementing equation (4.92) explicitly, we can view filtering as special case
of conditioning while the joint p(zt,xt|x1:1-t) changes from time to time depending on
an additional set of observations x1:1-t. Is there a way to learn a function that performs
conditioning in this case? The kernel Bayes rule [Fukumizu et al., 2011, 2013] implements
exactly this computation. The core idea is still to train a regressor from features φ(xt)

to features ψ(zt) but under the conditioned joint p(zt,xt|x1:1-t):

min
f∈F

Ep(zt,xt|x1:1-t)

[
‖ψ(zt)− f(xt)‖22

]
, (4.93)

where F is some functional class. This is different from the optimisation problem in the
static case (4.55) where the expectation was taken under the marginal prior of p(z,x).
For F defined by the set of functions linear in φ(xt)

fW(xt) = Wφ(xt), (4.94)

the solution is similar to (4.59) and can be expressed as

W∗
ψt|φt,1:t-1 = C∗ψtφt|1:t-1C

∗−1
φtφt|1:t-1, where (4.95)

C∗ψtφt|1:t-1 := Ep(zt,xt|x1:1-t) [ψ(zt)⊗ φ(xt)] ,

C∗φtφt|1:t-1 := Ep(xt|x1:1-t) [φ(xt)⊗ φ(xt)] .

The started C∗ and W∗ are conditional expectations cannot be estimated easily by
Monte Carlo, unlike in the static case where the covariances were estimated using prior
samples (4.59). To estimate these matrices, rewrite them as

C∗ψtφt|1:t-1 = Ep(zt-1|x1:1-t)

[
Ep(zt,xt|zt-1) [ψ(zt)⊗ φ(xt)]

]
,

C∗φtφt|1:t-1 = Ep(zt-1|x1:1-t)

[
Ep(xt|zt-1) [φ(xt)⊗ φ(xt)]

]
. (4.96)
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The inner conditional expectations are functions of zt-1 and are solutions to the following
optimisation problems

Ep(zt,xt|zt-1) [ψ(zt)⊗ φ(xt)] = arg min
g

Ep(zt-1,zt,xt)
[
‖ψ(zt)⊗ φ(xt)− g(zt-1)‖22

]
,

Ep(xt|zt-1) [φ(xt)⊗ φ(xt)] = arg min
g

Ep(zt-1,xt)
[
‖φ(xt)⊗ φ(xt)− g(zt-1)‖22

]
. (4.97)

Again, assuming that g is linear in ψ(zt-1), then the linear weights are order-3 tensors,
since g maps from ψ(zt-1) a matrix. These tensor-valued weights can be found by

Wψtφt|ψt-1 = arg min
W

∑
ij

Ep(zt-1,zt,xt)

∥∥∥∥∥ψi(zt)⊗ φj(xt)−∑
k

[W]ijk ψk(zt-1)

∥∥∥∥∥
2

2

 ,
Wφtφt|ψt-1 = arg min

W

∑
ij

Ep(zt-1,xt)

∥∥∥∥∥φi(xt)⊗ φj(xt)−∑
k

[W]ijk ψk(zt-1)

∥∥∥∥∥
2

2

 .
We can finally approximate W∗

ψt|φt,1:t in (4.95) by

Wψt|φt,1:t-1 = Cψtφt|1:t-1C
−1
φtφt|1:t-1, (4.98)

Cψtφt|1:t-1 ≈ Ep(zt-1|x1:1-t)

[
Wψtφt|ψt-1ψ(zt-1)

]
= Wψtφt|ψt-1r

∗
t-1 ≈Wψtφt|ψt-1rt-1,

Cφtφt|1:t-1 ≈ Ep(zt-1|x1:1-t)

[
Wφtφt|ψt-1ψ(zt-1)

]
= Wφtφt|ψt-1r

∗
t-1 ≈Wφtφt|ψt-1rt-1.

In each of the last two lines, the first approximation is due to using a linear g for 4.97,
and the second approximation is due to an approximate DDC rt-1 from the previous
time step. The tensor contractions with rt-1 effectively condition the correlation matrices
on x1:1-t. We summarise this procedure with the following Remark.

Remark 4.16 (Filtering with DDC Bayes rule). The filtered posterior DDC r∗t in (4.91)
can be found using an inferential model f trained to minimise (4.93). If f is parametrised
as fW(x) = Wφ(x), then the optimal weights is given by (4.95) in terms of conditional
covariances estimated from rt-1 (4.98). The approximate DDC for the filtered posterior
p(zt|x1:t) is then computed as rt = Ŵψt|φt,1:t-1(xt), where

Ŵψt|φt,1:t-1 =
[
Wψtφt|ψt-1rt-1

] [
Wφtφt|ψt-1rt-1

]−1

is an estimate of Wψt|φt,1:t-1 using sleep features. The difference between the exact r∗t
and approximate rt depends on three factors:

1. the approximation error caused by choosing f and g as linear in φ(xt) and ψ(zt-1),
respectively;

2. the estimation error caused by using Wψtφt|ψt-1 and Wφtφt|ψt-1 which depends on
covariances found by regression on finite samples under regularisation.

3. the error caused by carrying forward the approximate DDC rt-1.
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However, the weights Wψt|φt,1:t need to be estimated at each time step through a
slow matrix inversion in (4.95). Also, the two matrices on the right-hand-side of (4.95)
are matrix-valued neural activities read out from rt-1. It is unclear how this inversion
can be computed with neural circuits.

4.5.2 Message-passing by distribution regression

Filtering using DDC Bayes rule is carried out by a function of xt that has parameters
depending on rt-1. A more general filtering function can be written as f (rt-1,xt) where
the dependence on rt-1 is made explicit. To learn f , the loss in (4.93), an expectation
under the conditional p(zt,xt|x1:1-t), is no longer appropriate as conditioning on x1:1-t

fixes rt-1. One should consider learning f under the joint distribution over (rt-1, zt,xt)

instead. By the argument that LSR estimates conditional expectations, which brought
us to the loss equation (4.55) in static learning-to-infer, the corresponding LSR problem
for the dynamic case is written as

min
f∈F

Ep(zt,x1:t)

[
‖ψ(zt)− f(rt-1(x1:1-t),xt)‖22

]
. (4.99)

This function f takes a DDC as input in a way similar to message-passing by
distribution regression introduced in Section 4.3.2. The dependence of the loss above
on t means that the brain would need to solve the LSR above at each time step, and
the filtering function would depend on t. However, under stationary SSMs, the optimal
solution is roughly time-invariant.

Claim 4.17 (Time invariance). Under the following conditions,

1. The latent process defined by p(zt|zt-1) has a stationary distribution so that p(zt)

becomes time-invariant as t→∞;

2. The transition p(zt|zt-1) and emission p(xt|zt) does not depend on t;

3. The DDC rt-1 = Ep(zt-1|x1:1-t) [ψ(zt-1)] depends strongly on xt-τ :t-1 for some time
lag τ < t, but depends weakly on x1:τ ;

the optimal filtering function f in (4.99) is approximated time-invariant.

Proof. The first assumption implies that, for any τ , there exists a sufficiently large t
such that p(zt−τ ) is stationary. This implies that

p(zt-τ :t) = p(zt−τ )
t−1∏
i=t−τ

p(zi+1|zi)

is also stationary, since the transition p(zt|zt-1) does not dependent on t. Further,
p(zt,xt-τ :t) does not dependent on t as the emission p(xt|zt) does not depend on t. The
third assumption implies that rt-1 can be well-approximated by a function that only
depends on xt-τ :t-1 rather than the whole history x1:t-1. As such, the loss in (4.99) can
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be approximated by

min
f∈F

Ep(zt,xt-τ :t)

[
‖ψ(zt)− f(rt-1,xt)‖22

]
.

Since p(zt,xt-τ :t) does not depend on t, the solution to this approximate loss is also
time-invariant.

The third assumption is valid because a Markov SSM has exponentially decaying
temporal correlation, and zt-1 is then roughly independent of x1:τ in the distant past.

As in the static case, a function trained with distribution regression does not need to
be linear in the input messages (see 4.10). As such, one can use any family of function
approximator as F . For simplicity and biological plausibility, we assume that f belongs
to one of the two simple families in 4.15 in Section 4.4:

fbil
W(rt-1,xt) = Wbil · (rt-1 ⊗ φ (xt)) , (4.87 repeated)

f lin
W(r,x) = Wlin · [r;φ(x)] = Wlin

1 r + Wlin
2 φ(x). (4.88 repeated)

Previously in Section 4.4, the inferential parameter W was trained by supervised
learning with unspecified representation of uncertainty. Here, we would like to train W

to explicitly yield the DDCs of the posteriors. At each t, sleep samples of xt and zt are
easily obtained from the internal model given zt-1 from the previous time step, but rt-1,
evaluated on sleep trajectory x1:1-t, depends on W found in previous steps.

We propose to bootstrap rt-1 by filtering on the sleep trajectories x1:1-t, and re-
compute or update W online as sleep data are simulated from the internal model. At

time step t, we have samples
{
z

(n)
t-1

}N
n=1

, inferential parameter Ŵt, and sleep DDCs{
r

(n)
t-1

}N
n=1

from the previous time step. We then estimate (or update Ŵt to) Ŵt+1 to
minimise (or decrease) the empirical estimate of (4.99)

1

N

N∑
n=1

∥∥∥ψ(z(n)
t-1

)
− fW(r

(n)
t-1 ,x

(n)
t )
∥∥∥2

2
, z

(n)
t ,x

(n)
t ∼ p(zt,xt|z(n)

t-1 ),

If fW is bilinear (4.87) or linear (4.88), then Ŵt+1 can be estimated in closed-form or
updated by the δ-rule. To continue this recursion, we filter on the sleep samples x(n)

t to

obtain
{
r

(n)
t

}N
n=1

. Assuming that the internal model correctly reflects real observations
x1:t, the filtering functionfW can be directly applied to real observations (wake phase).
In this procedure summarised in Algorithm 3, sleep samples are drawn incrementally
and do not need to be stored for more than two time step.

On the other hand, we present a few non-biological algorithm of DDC filtering in
Section 4.8.3, including those that require storing all the trajectories.
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Algorithm 3: Learning-to-infer with temporal DDC
input : internal model f , g and noise source ζ(·),t, as in (4.90); inferential

model hW(rt-1,xt); fixed random basis σ(·) for xt, ψ(·) for zt;
observations from the external world x∗t arriving at time t;

Initialize internal DDCs {r(n)
0 }Nn=1 and latent samples {z(n)

0 }Nn=1 from prior
p0(z0); Initialize external DDC r(∗)

0 ; Initialize inferential parameters W;
Compute recurrent feature ψ0 = ψ(z0),∀s ∈ {1, 2, . . . , S};
while Online observations come in at time t ∈ {1, 2, . . . } do

Updating W
for n ∈ {1, 2, . . . , N} do

Simulate z(n)
t = f(z

(n)
t-1 , ζ

(n)
z,t ) and x(n)

t = g(z
(n)
t , ζ

(n)
x,t ), (4.90);

Compute ψt = ψ(z
(n)
t ), (4.107); r(n)

t = hW(r
(n)
t-1 ,x

(n)
t );

end
Update W to minimize sample version of (4.99) by closed-form or by
delta-rule:
bilinear (4.87): ∆Wijk ∝ 1

N

∑N
n=1(r

(n)
t,i − ψt,i)r

(n)
t-1,jσk(x

(n)
t );

linear (4.88): ∆Wij ∝ N
∑N

n=1(r
(n)
t,i − ψt,i)[r

(n)
t-1 ;σ(x

(n)
t )]j ;

Compute posterior DDC
r

(∗)
t = hφ(r

(∗)
t-1 ,x

(∗)
t );

end

4.5.3 Sampling-free learning to infer

The essential quantities required in the DDC Bayes rule in Section 4.5.1 or distribution
regression in Section 4.5.2 are predictive statistics estimated from rt-1. This prompts the
use of tractable features introduced Section 4.3.2. For the DDC Bayes rule, the required
statistics

C∗ψtφt = Ep(zt-1|x1:1-t)

[
Ep(zt,xt|zt-1) [ψ(zt)⊗ φ(xt)]

]
C∗φtφt = Ep(zt-1|x1:1-t)

[
Ep(xt|zt-1) [φ(xt)⊗ φ(xt)]

]
(4.96, repeated)

can be approximated by a sequence of expectation approximations. Specifically, suppose
that features ψ(z) and φ(x) are tractable for p(zt|zt-1) and p(xt|zt), respectively, then
we can approximate the inner expectations above following the recipe shown in (4.73)
and (4.74):

Ep(zt,xt|zt-1) [ψ(zt)⊗ φ(xt)] ≈ AψEp(zt|zt-1) [ψ(zt)] A
ᵀ
φ|ψ (4.100)

Ep(xt|zt-1) [φ(xt)⊗ φ(xt)] ≈ AφAφ|ψEp(zt|zt-1) [ψ(zt)] (4.101)

where the expectation Ep(zt|zt-1) [ψ(zt)] can be evaluated in closed-form using (4.70),
and the time-invariant coefficient Aψ,At|t-1 Aφ|ψ and Aφ are such that

Aφ|ψψ(zt) ≈ Ep(xt|zt) [φ(xt)] , Aψψ(zt) ≈ ψ(zt)⊗ψ(zt),

Aφφ(xt) ≈ φ(xt)⊗ φ(xt),
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where the approximations are in L2
ν for some suitable measure ν(zt), which could be the

stationary distribution over zt.

Similarly, for message-passing by distribution regression discussed in Section 4.5.2,
the parameter W can be updated without sleep samples. In particular, for the bilinear
model

fbil
W,i(rt-1,xt) =

∑
jk

Wijkrt-1,jφk(xt), (4.87, repeated)

the parameter W can be updated following the negative gradient of the loss (4.99)

∆Wijk ∝ −
∂

∂Wijk

Ep(x1:t,zt)

∑
i

ψi(zt)−∑
jk

Wijkrt-1,j(x1:1-t)φk(xt)

2
= −Ex1:1-t

[
rjEzt,xt|x1:1-t [ψiφk]

]
+
∑
j′k′

Wij′k′Ex1:1-t

[
rjrj′Ext|x1:1-t [φkφk′ ]

]
,

(4.102)

where some shorthands on p(x1:1-t) and the feature functions are used for brevity. Again,
this update can be computed without sampling from the internal model p. To see this,
note that the expectations Ezt,xt|x1:1-t [ψiφk] and Ext|x1:1-t [φkφk′ ] can be computed in a
similar way as in the static learning-to-infer (4.100) and (4.100):

Ep(zt,xt|x1:1-t) [ψ(zt)⊗ φ(xt)] = Ep(zt-1|x1:1-t)

[
Ep(zt,xt|zt-1) [ψ(zt)⊗ φ(xt)]

]
≈ AψEp(zt-1|x1:1-t)

[
Ep(zt|zt-1) [ψ(zt)]

]
Aᵀ
φ|ψ,

Ep(xt|x1:1-t) [φ(xt)⊗ φ(xt)] = Ep(zt-1|x1:1-t)

[
Ep(zt,xt|zt-1) [ψ(zt)⊗ φ(xt)]

]
≈ AφAφ|ψE(zt-1|x1:1-t)

[
Ep(zt|zt-1) [ψ(zt)]

]
.

The expectation Ep(zt-1|x1:1-t)

[
Ep(zt|zt-1) [ψ(zt)]

]
can be computed by message-passing

from Ep(zt-1|x1-t) [ψ(zt)] = rt-1 following 4.72:

Ep(zt|x1:1-t) [ψ(zt)] ≈ At|t-1rt-1, where At|t-1ψ(zt-1) ≈ Ep(zt|zt-1) [ψ(zt)] ,

where Ep(zt|zt-1) [ψ(zt)] is in closed-form. Substituting these back to (4.102) yields

∆Wijk ∝ −
∑
l

BiklEx1:1-t [rt-1,jrt-1,l] +
∑
j′k′l

Wij′k′Ckk′lEx1:1-t

[
rt-1,jrt-1,j′rt-1,l

]
Bikl =

∑
jm

Aψ,ijmAt|t-1,mlAφ|ψ,kj , Ckk′l =
∑
mn

Aφ,kk′mAφ|ψ,mnAt|t-1,nl

Thus, given a set of time-invariant coefficients, inferential parameter can be updated
using these coefficients acting on the previous posterior rt-1. The coefficients only need
to be estimated once using a set of particles from ν(z) that dominates p(zt). The
coefficients that depend on the internal model are At|t-1 and Aφ|ψ, which approximate
the conditional DDCs of transition and emission, respectively, using feature ψ. However,
this update rule above depends on terms that are quadratic and cubic in rt-1, which
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may be costly for neural circuits to implement.

4.5.4 Model adaptation

The filtered posterior can be used to update the internal model online, which is a
biological adaptation process that happens in almost every statistical learning task.
To update the internal model parameters by maximum-likelihood, we make one more
assumption on the internal SSM, further to those mentioned in the beginning of the
Section, that the state transition and observation emission densities belong to the
exponential family with parameters θ

pθ(zt|zt-1) = exp(ηz(zt-1;θ) · sz(zt)− Φz(zt-1;θ)),

pθ(xt|zt) = exp(ηx(zt;θ) · sx(xt)− Φx(zt;θ)).

where η(·), Φ(·), s(·) are, respectively, natural parameters, log-normalisers, sufficient stat-
istics of the distributions. An objective suitable for online adaptation is the instantaneous
free energy

Ft(qt,θ) = Eq(zt-1,zt|x1:t) [log pθ(zt|zt-1) + log pθ(xt|zt)]
= Eq(zt-1,zt|x1:t) [log pθ(zt|zt-1)] + Eq(zt|x1:t) [log pθ(xt|zt)] (4.103)

≤ log pθ(xt|x1:1-t).

And the gradient ∆θ := ∇Ft(qt,θ) is given by

∆θ = Eq(zt-1,zt|x1:t) [∇ log pθ(zt|zt-1)] + Eq(zt|x1:t) [∇ log pθ(xt|zt)]
= Eq(zt-1,zt|x1:t) [∇ηz(zt-1;θ)sz(zt)]− Eq(zt-1|x1:t) [∇Φz(zt-1;θ)]

+ Eq(zt|x1:t) [∇ηx(zt;θ)] sx(zt)− Eq(zt|x1:t) [∇Φx(zt;θ)] (4.104)

Now we need to approximate these expectations by the filtered DDC rt. The last two
terms can be approximated conveniently using 4.2. The second term depends on a
one-step smoothed posterior, which can be obtained by keeping track of another DDC
rt-1|t : Ep(zt-1|x1:t) [ψ(zt-1)] or by explicitly carrying out a smoothing step (Section 4.8.7).

The first term depends on a posterior joint q(zt-1, zt|x1:t) whose DDC is not yet
computed in filtering. One way to approximate it is to use the conditional independence
structure of the graph and break it down into two expectations as done by Vértes
and Sahani [2018] for the hierarchical model; however, this does not yield a simple
approximation scheme, see Section 4.8.6. Instead, a simple solution that suffices in
practice is distribution regression similar to filtering: regress from rt-1 and φ(xt) to the
desired gradient (instead of ψ(zt)):

Eq(zt-1,zt|x1:t) [∇ηz(zt-1;θ) · sz(zt)] ≈ hW (rt-1,φ(xt)) ,

W = arg min
W

Epθ(zt,zt-1,xt)

[
‖∇ηz(zt-1;θ)sz(zt)− hW (rt-1,φ(xt))‖22

]
.



4.5. INFERENCE FOR STATE-SPACE MODELS 153

The regression function can take any form, including the linear or bilinear form discussed
for filtering.

For SSMs with more complicated transitions and emissions, it may be more beneficial
to adapt the internal model using smoothed posteriors, though this has less biological
relevance. Empirical performances of filtering, smoothing and adaptation of a simple
nonlinear SSM are presented in Section 4.8.7.

4.5.5 Experiments

Learning to infer by closed-form solutions

To validate these methods empirically, we compare the performance of DDC Bayes rule
(BR) filter and DDC message-passing (linear and bilinear filters) on two simple tasks. In
both tasks, the inferential parameters are solved in closed-form rather than the online
δ-rule. The dimensionality of the features are Kψ = Kφ = 30, and we solve each LSR
problem in closed-form using 5 000 sleep samples. We will validate the online δ-rule
learning-to-infer later.

First, we run filtering on linear Gaussian SSM and compare the proposed algorithms
with the exact Kalman filter. Since the optimal posterior has a stationary covariance,
we only compare the posterior mean. For the bilinear and linear filters, the inferential
parameters are estimated for 15 time steps and are kept fixed for another 15 time steps.
Since the model is time-invariant, we expect that 4.17 holds and the optimal filtering
functions are also time invariant. The posterior mean is estimated using 4.2 where the
readout coefficients are optimised to approximate the identity function using ψ(zt).

The results are shown in Figure 4.6 (top). The posterior means from the bilinear
and linear filters are almost indistinguishable from the optimal posterior means from
the Kalman filter. However, the BR filter did not yield good results. Note that the
performance is guaranteed theoretically [Fukumizu et al., 2011, 2013] when ψ(·) is
infinite-dimensional and using carefully chosen regularisation strengths. Quantitatively,
we computed the percentage of variance in the true trajectories explained by the filtered
posterior means (R2). On 100 different sequences x1:t, the Kalman filtering reaches
0.900, both the linear and bilinear filters reach 0.899, and the BR filter reaches 0.7727.

To test whether the approximate DDCs are accurate, thereby representing the whole
distribution properly, we computed a good approximation to the true DDC r∗t by Monte
Carlo using exact samples of the posterior from the Kalman filter. The approximate
DDCs are then compared with this “exact DDC” using

R2
t :=

1

Kψ

Kψ∑
m=1

1−
Ep(x1:t)

[(
rt,m − r∗t,m

)2]
Vp(x1:t)

[
r∗t,m

]
 , t ∈ {0, . . . , 29} ,

which measures the agreement averaged over all features at each time step. The R2
t for

each filter is shown in Figure 4.6 (bottom). It is clear that the bilinear and linear filters
give very accurate DDC codes, even after the filtering functions are fixed, and are better
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Two panels show two latent dimensions. Bottom: R2

t between the exact DDC and DDCs
from three filters averaged over all features. Errorbar shows 1 sem. Results are based on
100 sequences of observations.

than BR filter.
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In environments where sensory evidence is ambiguous, agents must be aware of
different interpretations, however distinct they may be, in order to quickly realise which
one is better supported by new observations when they become available. In the second
task, we tested whether the bilinear and linear filters have such flexibility and agility on
a standard SSM commonly used for benchmarking particle filters [Cappé et al., 2007].
The BR filter did not produce any sensible results for this dataset. The latent and
observed variables are both 1-dimensional, making it easy to visualise the marginal
posteriors at each time step. As shown in Figure 4.7 (top), the posteriors are oscillatory
and can be multimodal. As this dynamical model is non-stationary, the DDC filters are
trained at each time step. The posterior from the DDC filters are decoded by maximum
entropy (4.50). We compare DDC posteriors against the “exact” posterior obtained
from a bootstrap particle filter with 3 000 particles. In addition, we also compare
assumed density filtering (ADF) in which the posterior at each time step is assumed to
be Gaussian; the results from ADF would be similar to those produced by filters that
make parametric assumptions about the posterior, such as PPC used in practice.

The posteriors given a particular observation sequence are shown in (4.7). Both the
bilinear and linear DDC filters produce rich distributions similar to the “exact”. Two
regions in the posteriors are worth attention. First, in the first 20 time steps (green
boxes), the ADF posterior mode lags behind the true value, whereas the other filters
track the true latent trajectory well. This is because the Gaussian had to stretch its
variance to approximate the bimodal true posterior, making it less flexible to incorporate
evidence effectively. Second, as shown in four panels on the right, at time step 85 (blue
vertical markers on the time-axes in the left panels), all filters allocated most of the
probability mass far from the true position (red dot). On the other hand, the exact
and DDC posteriors also put a small amount of mass around the true location, which
enables a rapid correction at time step 86 (orange marker) when a new observation is
given. However, this is not possible for ADF that constrains the posterior to a unimodal
Gaussian. Whether or not the agents can maintain such flexible beliefs can result in
decisions that produce life-or-death consequences.
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Figure 4.8: Filtering by the bilinear amplitude model on linear Gaussian state-space
model. The features ψ and φ are conjugate to the Gaussian noise, and amplitude
paramters W are learned using δ-rule.

Learning to filter by tractable features and delta-rule

Next, we implemented the bilinear model (4.87) using tractable features (inverse-probit)
and trained the inferential parameters by the biological delta-rule. The data are generated
by a linear Gaussian SSM. The results are shown for a 2-D correlated latents. We see
that at the beginning, the inferential parameter W is around zero and does not learn
quickly. This is because when W is small, the δ-rule update is also close to zero. After
50 iterations, the inferential model learns to perform filtering, and the posterior mean
closely matches that of the Kalman filter.

Online learning-to-infer and model adaptation

Finally, I test how well the DDC fileter can help adapt the internal model to better reflect
the external world process. The new internal model can then improve the inferential
model for more accurate perception. Critically, the brain does not normally have a replica
of the external world structure, but can build a flexible internal model to approximate
the external process well. It is then important to make the internal model flexible but
distinct from the true world process in some aspects.

We consider as the external world process a the double-well model used by Kutschireiter
et al. [2017], converted to discrete-time

zt = 0.3zt-1 + 0.5zt-1(2− z2
t-1) + ζt(σz), (4.105a)

x1,t = bzt + ζt(σ1), x2,t = tanh(czt) + ζt(σx), (4.105b)

where ζt(σ) indicates a sample drawn at time step t from a Gaussian distribution with
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σ as the standard deviation. An example of the latent is shown in Figure 4.9(bottom
left, blue). We see that the values of zt usually fluctuate around 1.0 or -1.0, jumping
between these two regions occasionally. The brain’s internal model of the world should
not be aware of the true latent process and is thus assumed to be the following

zt = w ·ψ(zt-1) + ζt(σz), (4.106a)

x1,t = bzt + ζt(σ1), x2,t = tanh(czt) + ζt(σ2). (4.106b)

The latent dynamics has its conditional mean function parametrised by a radial basis
functions on zt-1 (ψ are evenly spaced Gaussian-shaped functions). We made the
emission process to take the same parametric form as true world process, but set the
initial parameters to be different; this allows some identifiability for interpretation.

Before training, we initialised w randomly around zero, giving a conditional mean
function shown in Figure 4.9 (top left). Parameters b, c, σz, σ1 and σ2 were initialised
away from the values in the external world model. We then trained the bilinear filter by
the δ-rule and computed the filtered posterior mean for a given sequence. Unsurprisingly,
since this initial internal model was not adapted to the world process, the filtered
posterior mean did not track the true latent well (Figure 4.9, bottom left) but is as
good as a particle filter given this initially bad internal model. Afterwards, the internal
model parameters were updated by maximising the free energy using (4.104) for 8 000
time steps. In each time step, inferential model parameters were updated faster than
generative parameters, which ensured that the posterior DDCs were up-to-date with the
concurrently adapted internal model. The parameters converge, as shown in Figure 4.9
(top right). In particular, the parameters for the observation process converge around
the true values (dashed lines). The parameters of the transition dynamics also converge,
and the resulting conditional mean function is very close to that in the world process
(Figure 4.9, top left). After adaptation, the amplitude model becomes better at tracking
the latent signal (Figure 4.9, bottom right), and the posterior mean is close to that
produced by a particle filter given the true world process.

4.5.6 Summary

We proposed a collection of DDC-based inference methods for dynamic internal models.
First, we derived the message passing rule by a bilinear and linear approximations; we
found that neural networks with the bilinear architecture could learn a flexible DDC
representation after being trained to perform statistical inference. Second, we provided
a version of the wake-sleep algorithm to train DDC filters. The critical step was to use
sleep messages to train the filtering functions. Similar to the static case, sample-free
learning-to-infer was possible for certain conditional distributions in the internal model
using tractable features. Finally, we demonstrated online model adaptation supported
by DDC posteriors.
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Figure 4.9: Online learning of the double-well process by a flexible internal model. Top
left: conditional means of the latent dynamics in the true world process (brown), in the
internal model before adaptation (purple) and after (pink) adaptation; the histogram
shows the marginal distribution of zt. Bottom left: filtering on the signal the world
process given internal model before adaptation; blue, true latent zt; green, posterior
mean from a DDC filter trained before adaptation; pink, posterior mean from a particle
filter given initial internal model. Top right: parameter evolution during adaption; cyan,
w; grey, σz; green, b; red, c; blue, σ1; orange, σ2. Dotted lines indicates true parameter
values in the world process.
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Compared with previously proposed neural representations of uncertainty, DDC
supports flexible statistical inference in complex environments with noisy and ambiguous
sensory signals. Importantly, the inferential model operating on DDC encodings can
learn to infer with biologically plausible rules and supports adaptation of flexible internal
models to track the external world processes. In dynamic environments where the
contingency between latent causes and sensory signals tend to change, such revision of
the internal model helps the agents improve decision making to ensure a better chance
of survival.

In the next Section, we will further exploit the flexibility of DDC to model a unique
feature of temporal perception – postdiction.

4.6 Postdiction in dynamic environment

In dynamic environments, beliefs about dynamical quantities must be continuously and
rapidly updated on the basis of new sensory input, and very often informative sensory
inputs will arrive after the time of the relevant event. Thus, perception in dynamical
environments requires a combination of prediction — to ensure actions are not delayed
relative to the external world — and postdiction — to ensure that perceptual beliefs about
the past are correctly updated by subsequent sensory evidence [Geldard and Sherrick,
1972, Eagleman and Sejnowski, 2000, Choi and Scholl, 2006, Shimojo, 2014, Bregman,
1994, Nijhawan, 1994]. The latter form of inference accounts for perceptual illusions
across different sensory modalities [Shimojo, 2014]. We demonstrate in experiments
that DDC encoding reproduces known perceptual phenomena, including the auditory
continuity illusion [Miller and Licklider, 1950, Bregman, 1994, McWalter and McDermott,
2019] and positional smoothing associated with the flash-lag effect in vision [Mackay,
1958, Nijhawan, 1994]. We also evaluate its performance at tracking the hidden state
of a nonlinear dynamical system when receiving noisy and occluded observations. We
review the behavioural phenomena of these illusions in the experiments when we model
them separately (Section 4.6.2).

4.6.1 Temporally extended encoding function

Models of neural online inference usually seek to obtain the marginal p(zt|x1:t) [Deneve
et al., 2007, Wilson and Finkel, 2009, Sokoloski, 2017] or, in addition, the pairwise
joint p(zt-1, zt|x1:t) [Makin et al., 2015, Raju and Pitkow, 2016] to adapt the latent
transition dynamics. The algorithms introduced in the previous Section pursue this
goal with feature functions defined over zt. However, postdiction, wherein current
observations affect percepts in the past, requires updating all the latent variables z1:t

given each new observation xt online. To represent such distributions by DDC, we
introduce neurons with dynamical encoding functions over z1:t defined by a recurrence
relationship encapsulated in a function ρ: ψt = ρ(ψt−1, zt). In particular, we choose

ψt = ρ(ψt−1, zt) = Uψt−1 + [ι(zt); 0] , ‖U‖2 < 1, (4.107)
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where ι : Z 7→ Hι ⊆ RKι ,Kι ∈ N+ is the instantaneous feature of zt , and U is a
Kψ ×Kψ,Kψ > Kι random projection matrix that has maximum singular value less
than 1.0 to ensure stability. The concatenation of ι(zt) and a zero vector 0 means
that ι(zt) only feeds into a subset of ψt. The encoding functions ψt is then capable of
encoding a posterior distribution over the history of latent states up to time t through a
temporal DDC

r∗t := Ep(z1:t|x1:t) [ψt] .

If ψt depends only on zt (U = 0), then the corresponding DDC represents the con-
ventional filtering distribution. With a finite population size, the dependence of ψt on
past states decay with time, limited to about Kψ/Kγ time steps for a simple delay line
structure of ρ. This limit may be extended with careful choices of U and ι(·) [Ganguli
et al., 2008, Charles et al., 2017]. The particular linear recurrence in (4.107) is a simple
and neurally plausible temporal encoding function. As before, we set the DDC feature
parameters U and ι to be fixed for simplicity.

Having defined the desired features ψt, we can apply any of the filtering algorithms
introduced in Section 4.5 to perform postdictive inference. This requires a simple
modification in Algorithm 3: replacing ψt(z) with ψt = ρ(ψt−1, zt). Once we infer rt,
postdictive posterior expectations at time t−τ can be found by expectation approximation
(4.2)

Ep(zt-τ |x1:t) [f(zt-τ )] ≈ α · rt where α ·ψt
L2
ν≈ f(zt-τ ), (4.108)

and ν is an empirical distribution that dominates p(zt) so that the approximation quality
is adequate for most zt.

4.6.2 Experiments

We demonstrate the effectiveness of the proposed inference method on simulated tasks
that induces postdiction. For each experiment, we trained the DDC filter offline until
it learnt the internal model. We then ran inference using fixed W and α on unseen
observation sequences. For simplicity, we assume that the internal model is a replica
of the external world process that generates the signals and do not consider model
adaptation.

Auditory continuity illusions

In the auditory continuity illusion, the percept of a complex sound may be altered by
subsequent acoustic signals [Bregman, 1994]. Two tone pulses separated by a silent gap
are perceived to be discontinuous (Figure 4.10A). However, when the gap is filled by
sufficiently loud wide-band white noise, listeners often report an illusory continuation of
the tone through the noise (Figure 4.10B). This illusion is reduced if the second tone
begins after a slight delay, even though the acoustic stimulus in the two cases is identical
until noise offset (Figure 4.10C). Thus, the presence or absence of the gap causally
affected the percept of the tone during the noise.
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Figure 4.10: Example of continuity illusion.

To model the essential elements of this phenomenon, we constructed a simple internal
model for tone and noise stimuli, using a discrete Markov chain to describe the onsets,
offsets and amplitudes of tone and noise, and noisy cochleogram observation of power
in three frequency bands. An example sequence of latent states and observations is
shown in (4.11). At each time step, the tone and the noise can turn on or fall off with
probability 0.1. For each of the two transitions, if it turns on, the amplitude takes one of
the two non-zero amplitudes with equal probability; if it turns of, the amplitude can only
fall down to 0. The middle frequency channel is the maximum of the tone and the noise
energy; the noise can thus occlude the tone if the former has a higher amplitude. The
other two frequency channels only contain the noise. All three bands are contaminated
by a small amount of i.i.d. Gaussian noise.

We ran six different experiments once the inferential model had learned to perform
inference based on the internal model. Figure 4.12 shows the marginal posterior distri-
butions of the perceived tone amplitude at past times t-τ given the stimuli up to time t,
based on the DDCs rt. In Figure 4.12A, when a clear mid-amplitude tone is presented,
the trained inferential model correctly identifies the amplitude and duration of the tone,
and retains this memory for the entire observation sequence. Figures 4.12B and C show
postdictive inference. As the noise turns on, the real-time estimate of the probability
that the tone has turned off increases, and the posterior becomes uncertain. However,
when the noise turns off, an immediately subsequent tone restores the belief that the
tone continued throughout the noise. By contrast, a gap between the noise and the
second tone results in the belief that the noise has turned off.

We tested the model on three additional sound configurations. In Figure 4.12D, the
tone has a higher amplitude than Figures 4.12A-C. If the noise has lower energy than
the tone, the model believes that the tone might have been interrupted, but retains some
mild uncertainty. If this noise amplitude is much lower (Figure 4.12E), no illusory tone
is perceived. These effects of tone and noise amplitude on how likely the illusion arises
are qualitatively consistent with findings by Riecke et al. [2008]. In the final experiment
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Figure 4.11: Example draw from the auditory model.

(Figure 4.12F), the model predicts that no continuity is perceived if the first tone is
softer than the noise but the second tone is louder, having learned from the internal
model that tone amplitude does not, in fact, change between non-zero amplitudes.

The flash-lag effect with direction reversal

In the previous experiment, the internal model correctly describes the statistics of the
stimuli. It is known that a mismatch of the internal model to the real world, such as
when a slowness/smooth prior meets an observation that actually moves fast [Shimojo,
2014], can induce perceptual illusions. Here, we use DDC inference to model the flash-lag
effect, and note that the same principle can also be used directly for the cutaneous
rabbit effect in somatosensation [Geldard and Sherrick, 1972].

In the flash-lag effect, a brief flash of light is generated adjacent to the current
position of an object that has been moving steadily in the visual field. Subjects report
the flash to appear behind the object [Mackay, 1958]. One early explanation for this
finding is the extrapolation model [Nijhawan, 1994]: viewers extrapolate the movement
of the object and report its predicted position at the time of the flash. An alternative
is the latency difference model [Purushothaman et al., 1998] according to which the
perception of a sudden flash is delayed by t0 relative to the object, so subjects report
the object at time t0 after the flash.

However, neither explanation can account for another related finding: if the moving
object suddenly switches direction and the timing of the flash chosen at different offsets
around the reversal position (still aligned with the object), the reported object locations
at the time of the flashes form a smooth trajectory (Figure 4.13A), instead of the line
predicted by the extrapolation model, or the simple shift in time predicted by the latency
difference model [Whitney and Murakami, 1998].

Rao et al. [2001] suggested that the lag might arise from signal propagation delays
as in the latency difference model, but the smoothing could be caused by incorporating
observations during an additional processing delay. That is, after perceiving the flash at
t0, the brain takes time τ to estimate the object location. Importantly, subjects process
more observations from the visible object trajectory in this period in order to postdict
its position at t0. The authors used Kalman smoothing over a linear Gaussian internal
model favouring slow movements to reproduce the behavioural results.

Here, we apply this idea [Rao et al., 2001] to a more realistic internal model. The
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Figure 4.12: Modelling the auditory continuity illusion. We demonstrate postdictive
DDC inference for six different acoustic stimuli (experiments A-F). In each experiment,
the top panel shows the true amplitudes of the tone and noise; the middle panel shows
the cochleogram observation; and the lower panel shows the real-time posterior marginal
probabilities of the tone q(zt-τ |x1:t), τ ∈ {0, . . . , t-1} at each time t and lag τ . Each
vertical stack of three small rectangles shows the estimated marginal probability that
the tone amplitude was zero (bottom), medium (middle) or high (top) (see scale bar at
bottom right). Each row of stacks collects the marginal beliefs given sensory evidence
from time 1 : t (left labels). The horizontal position of the stack in the row indicates the
absolute time t-τ to which the belief pertains (bottom left labels).
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Figure 4.13: Modelling localisation in the flash-lag effect. Black dashed line shows the
true trajectory of the moving object. Red line shows the prediction of the extrapolation
model. Black solid line with error bar shows the perceived trajectory reported by a
human subject (mean ± 2sem) or different models (mean ± std from 100 runs). A,
human data from [Whitney and Murakami, 1998]. B, the observation used in our
simulation. C, DDC inference using τ = 3 additional observations to postdict position
t0 = 3 time steps after the time of the flash. D, DDC inference without postdiction.

unobserved true dynamics of the moving object is linear Gaussian, and the observation
emission is a 1-D image showing the position at each time step with Poisson noise
(Figure 4.13B). By establishing a preference for slow and smooth movements and taking
into account observations after the perception of flash, the inferred locations by DDC
trace out a curve that resembles the human data (Figure 4.13C). Without postdiction,
the reported location tends to overshoot (Figure 4.13D), as also noted by Rao et al.
[2001].

Noisy and occluded tracking

When tracking a target (such as a prey) using noisy and occasionally occluded obser-
vations, it is possible to improve estimates of the trajectory during the occlusion by
using later observations. Knowledge of the particular path followed by the target may
be important for planning and control [Amigoni and Somalvico, 2003]. In this setting,
we instantiated a system of stochastic oscillatory dynamics observed through a 1-D
image with additive Gaussian noise and occlusion. An example set of observations is
shown in Figure 4.14A. We ran a simple bootstrap particle filter (PF) as a benchmark
Figure 4.14B.

The results of DDC inference for these observations are shown in Figure 4.14C-G. The
marginal posterior histograms were obtained by projecting rt onto a set of bin functions
using 4.2. We computed the R2 of predicting the true trajectory by the DDC posterior
means. The purely forward (τ = 0) posterior mean is comparable to that of the particle
filter. As the postdictive window (and so number of future observations) τ increases, we
see not only an increase in R2 but also a reduction in uncertainty. In the occluded regions,
the posterior mass becomes more concentrated as the number of additional observations τ
increases, particularly towards the end of occlusions. In addition, bimodality is observed
during some occluded intervals, reflecting the nonlinearity in the latent process.
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Figure 4.14: Tracking in a nonlinear noisy system. A, 1-D image observation through
time. B, posterior mean and marginals estimated using a particle filter. C-G, posterior
marginals decoded from DDC for the location at time t-τ perceived at time t.
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4.6.3 Summary and related work

The work in this Section extends the DDC framework in two ways. First, Algorithm
3 in Section 4.5.2 is a neurally plausible method for learning to infer about quantities.
It allows an inferential model to be trained using samples and DDC messages. Second,
the dynamic encoding function introduced in Section 4.6.1 condenses information about
variables at different times, and thus facilitates online postdictive inference for a generic
internal model. The expectations of recurrent dynamic encoding function facilitates
simple inference and learning-to-infer for latent variables over a time horizon, producing
a percept of the so-called “specious present” [Clay, 1882]. Although the psychophysical
results modelled in Section 4.6.2 have been explained as smoothing on a computational
level, DDC inference provides a plausible mechanism for how neural populations could
implement this computation in an online manner.

The generative process of a realistic dynamical environment is usually nonlinear,
making postdiction or even ordinary filtering challenging. How would other representa-
tions of uncertainty solve this problem? If beliefs about latent states were represented
by samples [Kutschireiter et al., 2017, Makin et al., 2015], then postdiction would either
depend on samples maintained in a “buffer” to be modified by later inputs and accessed
by downstream processing; would require an exponentially large number of neurons to
provide samples from latent histories; or would require a complex distributed encoding
of samples that might resemble the dynamic DDC we propose. Natural parameters
(as in the PPC) might be associated with dynamic encoding functions as described
here, but the derivation and neural implementation for the update rule would not be
straightforward. In contrast, DDC (mean parameters) can be updated using simple
operations as in (4.87) and (4.88). Unlike the sampling hypotheses in which posterior
samples must be drawn in real-time, sampling in the DDC learning framework is for
training the inferential model and only requires the unconditioned joint distribution of
the internal model.

Although several approximate inference methods may seem plausible, learning the
appropriate networks to implement them poses yet another challenge for the brain.
In most of the frameworks mentioned above, special neural circuits need to be wired
for specific problems. Learning-to-infer using DDC requires training samples from the
internal model on which the delta-rule is used to update the inferential model. This can
be done off-line and does not require true posteriors as targets.

Finally, we have assumed for simplicity that the internal model is a replica of the
external world process. In reality, the brain would need to adapt a flexible internal
model from sensory evidence as done in Section 4.5.5. We expect that the postdictive
(smoothed) DDC may help fit a more accurate internal model (at the cost of a slight
delay) even when the latent dynamics has higher-order temporal dependencies, as these
posteriors better capture the correlations in the latent dynamics than a filtered posterior.
Although, in this case, temporal correlations start to become important, so the recurrence
function (4.107) needs to be nonlinear across time as well.
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4.7 Future directions

Finally, we list some initial thoughts on how to improve and extend the use of DDC.

4.7.1 Denoising DDCs

As discussed in Section 4.3.3, the additive noise during learning-to-infer can reduce the
amount of information propagated through a hierarchy of computations. To remove noise,
the brain can learn a manifold of posterior distributions and constrain the activities
around this manifold. As an intuitive example, consider an factor analysis model where
the latent and observations are both 1-D. In this case, the posterior can only be Gaussian
with the same covariance V [z|x] = v2. If the feature function for the latent variable is
ψ(z) =

[
z, z2

]ᵀ, then all possible posterior DDCs

rz|x = Ep(z|x) [ψ(z)] =
[
E [z|x] ,E [z|x]2 + v2

]ᵀ
will lie on the parabola defined by r2 = r2

1 + v2. Thus, the generative model may not
only constrain form of the posterior, but also its mean parameters or DDCs. The brain
could use this information to learn attractors dynamics around this manifold to clean
up the noise.

4.7.2 Dynamics induced by EFH

We have assumed that the joint distribution of the internal model is normalised. Here, we
consider inference and adaption on the EFH of latent z and observed x, an unnormalised
model similar to (4.20) considered by Sokoloski [2017]:

pθ(z,x) ∝ exp(ψ(z) ·W · φ(x) + ηz ·ψ(z) + ηx · φ(x)), (4.109)

where θ = {W,ηx,ηz}, W controls the interaction between z and x, and η(·)’s are the
singleton biases. Note that the deceptively simple form of this energy function: the
latent and observed variables interact through their feature functions which could be
very flexible.

Inference on this model can take place without learning-to-infer from samples. The
posterior for x during inference is pθ(z|x) ∝ exp [ψ(z) · (W · φ(x) + ηz)], which is in
the exponential family defined by ψ with natural parameters ηz|x := W·φ(x)+ηz. Thus,
we can obtain the DDC of pθ(z|x) if we could convert ηz|x into the mean parameter rz|r.
Though a challenging problem in general, the following key property of the exponential
family distributions can used to compute the posterior DDC

rz|x = arg max
r∈M(ψ)

r · ηz|x + H[r],

where H[r] is the (differential) entropy function of the distribution with mean parameter
r, andM(ψ) is the set of all possible mean parameters achievable by the exponential
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family with sufficient statistics ψ. This property motivates the following dynamics

τ ṙ = ηz|x +∇H[r] (4.110)

Biologically, the code r can be seen as the firing rate that follows the dynamics determined
by the entropy function and an input ηz|x, and rz|x is then the steady-state firing rate.
Thus, computing posterior DDC no longer requires sample-based learning-to-infer.

Adaptation of the model (4.109) requires the following gradients

∆W ∝ µz|xφ(x)ᵀ − Ep [ψ(z)φ(x)ᵀ] , ∆ηz ∝ µz|x − Ep [ψ(z)] , ∆ηx ∝ φ(x)− Ep [φ(x)] ,

(4.111)

which can be implemented by Hebbian and anti-Hebbian learning rules. The expectations
in (4.111) are under the unconditioned joint p(z,x) and are not immediately available.
Under simplifying assumptions, such as those used by Sokoloski [2017], the prior pθ(z)

can be approximated by a Gaussian. Or more generally, one can assume that the joint
is factorised over z and x and run (4.110) simultaneously to obtain the marginal mean
parameters.

In theory, it seems that any feature functions could be used for (4.109), thereby
defining a complicated model. However, except for carefully constructed EFHs, it
generally is unknown what constraints on r are then implied by M(ψ) and M(φ).
These constraints are critical for running the dynamics (4.110), since the entropy of an
infeasible r is infinite [Wainwright and Jordan, 2008].

4.7.3 Distributional reinforcement learning

Recently, there has been a growing interest towards formulating reinforcement learning
problems in terms of return distributions [Bellemare et al., 2017, Dabney et al., 2017,
Bellemare et al., 2019, Yang et al., 2019, Rowland et al., 2019] rather than the expec-
ted returns (values). There are also signatures of dopamine neurons encoding return
distributions [Dabney et al., 2020]. The return is the sum of discounted (by γ ∈ [0, 1))
future reward from a state st following a particular policy π := p(st+1|st), and Rt is the
random variable representing the reward received at step t from a random state St

G(st) =
∞∑
i=0

γiRt+i. (4.112)

Rather than computing the values of all states, as in traditional reinforcement learning,
the distributional approach aims to compute a representation of the full distribution
of return for each state. Although it is not entirely clear why this approach performed
better than conventional methods, some heuristics have been discussed [Lyle et al., 2019].

Here, we describe how DDC encoding of the return distribution could be updated
by a Bellman-like rule. Given a trajectory τ := [s,Rt, St+1, Rt+1, ...] drawn from a
policy starting from s and DDC feature function ψ : R→ Hψ, the DDC of the return
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distribution from s is defined as µ(s) := Ep(τ) [ψ(Gπ(s))]. Importantly, we require the
following to hold for ψ

ψ(r + γx) = U(r, γ)ψ(x) (4.113)

for some functions U(r, γ) and all possible reward values r. Then, substituting in (4.112)
and expand the summation gives

µ(s) = ERt,Rt+1,...|s [ψ(G(s))]

= ERt|s

[
ESt+1|St

[
ERt+1,...|St+1

[
ψ(Rt + γ

∞∑
i=0

γiRt+1+i)

]]]
(1)
= ERt|s

[
ESt+1|St

[
ERt+1,...|St+1

[
U(Rt, γ)ψ(

∞∑
i=0

γiRt+1+i)

]]]
= ERt|s

[
ESt+1|St [U(Rt, γ)µ(St+1)]

]
(4.114)

(2)
= ERt|s [U(Rt, γ)]ESt+1|St [µ(St+1)]

= ERt|s [U(Rt, γ)]
∑
s′

p(s′|s)µ(s′), (4.115)

where equality (1) follows from (4.113), and (2) assumes that Rt and St+1are independent
given St, which usually holds in practice. Equation (4.115) is a self-consistency equation
that may be used to solve for µ, and (4.114) implies the following temporal difference
(TD) update rule on estimated DDC µ̂(st) and a sample (st, rt, st+1)

µ̂(st)← µ̂(st) + ε [U(rt, γ)µ̂(st+1)− µ̂(st)].

It turns out that the only ψ that satisfies (4.113) is given by polynomials [Rowland
et al., 2019, Theorm 4.3]. However, we are able to find U so that (4.113) approximately
holds in practice for common nonlinear feature functions. In addition, since the set of
possible rewards is usually small, one can find U for each reward value and apply that
during temporal difference learning. Intuitively, since γ < 1, the function ψ(a + γx)

cannot be less sooth than ψ(x), so linear approximations by U should be good for a
rich set of features ψ.

Dabney et al. [2020] showed that dopamine neurons respond differently to the reward
prediction errors (RPE). Details of this RPE tuning function could be decoded to a
distribution of return, which matched with the real distribution set by the experiment.
The theory we propose here makes predictions on neurons encoding state values, which
are likely to be in the striatum or amygdala [Lee et al., 2012]. It is not straightforward
to verify these predictions based on the results in [Dabney et al., 2020].
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4.8 Appendix

4.8.1 Examples of PPC computation

Here, we briefly go through PPC implementations of three additional tasks to illustrate
the difficulty of implementing PPC computations by neural circuits. Common to all
three tasks, the posterior is over a binary variable for which the natural parameter is
known: the log-odds ratio, so no distributional assumption over this latent variables is
required.

In visual search [Ma et al., 2011], the stimulus consists of N oriented bars presented
at N locations on a screen. On each trial, with probability 0.5, one of the bars is chosen
to be the target (T = 1) with a fixed orientation sT across trials. All other bars are
distractor with orientations i.i.d. as pd(s) on each trial. The task is to report whether
the target exists among the presented N bars. Suppose that each stimulus generates a
neural pattern rn with tuning kernel hn for the n’th location. The PPC of the desired
posterior distribution is

d = log
p
(
T = 1| {rn}Nn=1

)
p
(
T = 0| {rn}Nn=1

) ,
which can be expressed in terms of {rn}Nn=1 as

d = log
1

N

N∑
n=1

edn , dn = hn(sT ) · rn − log

∫ π

0
exp [hn(sn) · rn] dpd(sn). (4.116)

Intuitively, the decision variable d is the log of the average probability ratio that the
target sT is present at one of the n locations. The logarithm in the expression for dn is
biologically implausible. Also, for a generic pd(sn), the integral is intractable, and it is
not known how neural circuits can approximate it.

In visual categorisation Qamar et al. [2013], the stimulus in each trial is a Gabor
wavelet with orientation drawn from one of two Gaussians p(s|C = 1) = N

(
s|0, σ2

1

)
and

p(s|C = 2) = N
(
s|0, σ2

2

)
, where σ1 < σ2. Subjects need to decide from which Gaussian

the presented orientation is drawn. Assuming that (4.6) holds and that neurons are
Poisson with Gaussian-shaped tuning curves, h(s) =

(
−s2

2 v + sm
)ᵀ

, and the relevant
PPC code can be shown as

d = log
p(C = 1|r)

p(C = 2|r)
=

1

2
log

1 + σ2
2v · r

1 + σ2
1v · r

−
(
σ2

2 − σ2
1

)
(m · r)2

2
(
1 + σ2

1v · r
) (

1 + σ2
2v · r

) . (4.117)

The implausible logarithm appears in this expression.

In causal inference [Ma and Rahmati, 2013], subjects receive two stimuli s1, s2 ∈ R2

and need to decide whether they are generated by a common cause. The perception of a
common cause resembles the ventriloquist effect [Howard and Templeton, 1966]. In half
of the trials, the two stimuli are generated by a common source s1 = s2 = s ∼ ps(s),
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producing neural responses r1 and r2 with likelihood

p(r1, r2|C = 1) =

∫
pr(r1|s)pr(r2|s)ps(s)ds,

where C = 1 indicates common cause, pr is the likelihood of neural response, and ps is
the stimulus distribution. In the other half of the trials, the two stimuli are generated
by two independent causes s1, s2

iid∼ ps(s) with likelihood

p(r1, r2|C = 0) =

(∫
pr(r1|s1)ps(s1)ds1

)(∫
pr(r2|s2)ps(s2)ds2

)
.

The integrals in these likelihoods are intractable for generic ps. However, by assuming
again that the total firing rate is constant (4.6) and that pr(r|s) is Poisson with Gaussian-
shaped tuning curves, pr(s|r) is an unnormalised Gaussian, and those likelihoods can be
computed in closed-form. The relevant log odds is

d = log
p(C = 1|r1, r2)

p(C = 0|r1, r2)
,

which expands to

d =
z11z21

z12 + z22 + Js
−

1

2

[
z22z

2
11

(z12 + Js) (z12 + z22 + Js)
− z12z

2
21

(z22 + Js) (z12 + z22 + Js)

]
+

1

2
log

(
1 +

z12z22

Js(z12 + z22 + Js)

)
,

where Js depends on the tuning width σtc, and z’s are linear projections of r along
directions that depend on the tuning curve parameters. The implausible logarithm
appears again. As the authors noted [Section 6, Ma and Rahmati, 2013], neural
implementation of this equation is possible but very complicated.

4.8.2 Learning to infer and the KL divergence

We first review a few known results for minimal exponential family from [Wainwright
and Jordan, 2008, chapter 2].

Definition 4.18 (Minimal exponential family [Wainwright and Jordan, 2008, Section
3.2]). A minimal exponential family distribution has the form

q(z) = exp(η ·ψ(z)− Φ(η)), (4.118)

in which there does not exist a nonzero real vector a such that the linear combination
a ·ψ(z) is equal to a constant.

If ψ is chosen to be a nonlinearity on random linear projections of z, e.g. ψi(z) =

tanh(vi · z + b) with elements of vi and b drawn from a suitable distribution, then ψ is
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linearly independent almost surely.

Lemma 4.19. (Log normalizer derivatives [Wainwright and Jordan, 2008, Proporision
3.1]) Let rz(η) = Eq [ψ(z)]) be the mean parameter of a minimal exponential family
distribution (4.118), the following holds:

∂Φ(η)

∂ηi
= rz,i(η) = Eq [ψi(z)] , (4.119)

∂2Φ(η)

∂θi∂θj
=
∂rZ,i(η)

∂θj
= Eq [ψi(z)ψj(z)ᵀ]− Eq [ψi(z)]Eq [ψj(z)] =: Cq [ψ(z)]ij . (4.120)

Note that ∇ηΦ(η) maps from η to r if and only if the exponential family distribution
is minimal [Wainwright and Jordan, 2008, Proposition 3.2]. In addition, under the
same condition, there exists a mapping η(r) such that Eq [ψ(z)] = r. Thus, the
exponential family defined by the sufficient statistics ψ(z) can be specified by either η
or r. Importantly, r is a valid or feasible mean parameter if there exists some q such
that Eq [ψ(z)] = r.

We return to the context of DDC distributions. Let an internal model take joint
distribution p(z,x). Given a posterior DDC r(x) = hW(x), let the implied (by
maximum entropy) exponential family distribution be qW(z|x) := exp(η(r(x)) ·ψ(z)−
Φ(η(r(x)))). Let the error between the predicted and true DDC for a given W be
eW(x) = hW(x)− E [ψ(z)|x] = r(x)− E [ψ(z)|x].

Proposition 4.20. Under the following assumptions:

• ψ(z) forms a minimal exponential family;

• r(x) is a valid expectation under qW(z|x) for any x (r(x) is in the set of feasible
means);

If eW∗(x) = 0 for some W∗ for all x, then ∇WKL[p(z|x)||qW(z|x)]
∣∣
W∗ = 0. Further,

using hW(x) = Wφ(x) as the inferential model, and let W∗ be the minimizer of the
LSR problem in (4.58). If there exists εW∗ > 0 such that Ep(x)

[
‖eW∗(x)‖22

]
≤ ε2W, and

there exists an order-3 tensor A and εc > 0 such that Ep(x)

[
‖ec(x)‖22

]
≤ ε2c , where the

matrix-valued ec(x) = ∇Wη(hW(x))|W∗ − Aφ(x), then

∥∥Ep(x) [∇WKL[p(z|x)‖qW(z|x)]
∣∣
W∗ ]

∥∥2 ≤ εcεW. (4.121)

Proof. For brevity, let KL[p||qW] := KL[p(z|x)||qW(z|x)]

KL[p||qW] =

∫
p(z|x) [log p(z|x)− log qW(z|x)] dz

∇WKL[p||qW] = −
∫
p(z|x) [∇Wη(hW(x))ψ(z)−∇WΦ(η(hW(x)))] dz

(1)
= −

∫
p(z|x) [∇Wη(hW(x)) (ψ(z)−∇ηΦ(η(hW(x))))] dz

= ∇Wη(r) [E [ψ(z)|x]− r(x)]
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= ∇Wη(r) [eW(x)] . (4.122)

The equality (1) follows from (4.119). Clearly, ∇WKL[p||q]|W∗ = 0 if eW∗(x) = 0 for
all x.

Now suppose r(x) = hW(x) = Wφ(x). We decompose ∇Wη(r) as follows

∇Wη(r)|W∗ = ∇Wη(hW(x))|W∗ − Aφ(x) + Aφ(x)

= ec(x) + Aφ(x).

Substituting in (4.122) and taking the expectation over p(x) gives

E
[
∇WKL[p||q]

∣∣
W∗

]
= E [ec(x)eW∗(x) + (Aφ(x)) · eW∗(x)]

= E [ec(x)eW∗(x)] + AE
[
φ(x)eᵀW∗(x)

]
= E [ec(x)eW∗(x)] + AEp(z,x) [φ(x) (ψ(z)−W∗φ(x))ᵀ]

= E [ec(x)eW∗(x)]

where the last equality is because Ep(z,x) [φ(x) (ψ(z)−Wφ(x))ᵀ] = 0 when W = W∗ is
the solution to the regression problem (4.58). We continue by applying Cauchy-Schwarz
inequality,

∥∥E [∇WKL[p||q]
∣∣
W∗

]∥∥2

2
≤
√
E
[
‖ec(x)‖22

]√
E
[
‖eW∗(x)‖22

]
= εcεW∗ .

The first assumption holds almost always. The second assumption is in general hard
to enforce, but after optimizing w, the DDC r(x) is likely to be inside the set of feasible
means unless the true posterior is close to a delta distribution on a single value of z, in
which case the true posterior mean lies close to the boundary of the feasible set, and
estimation error is likely to push r out of the feasible set.

The bound in (4.121) suggests that whenever ew is small, the gradient of the KL is
also small. However, it does not provide a bound on the KL divergence itself. For finite
independent samples from p, ew shrinks at rate 1/

√
n. The multiplier εc suggests that

the gradient of KL goes to zero faster if φ(x) better approximates the Jacobian η(r)

w.r.t r (ec is small). This Jacobian is [Cq(z|x)(ψ(z))]−1 by inverting the total derivative
dr
dη and using (4.120).

Thus, Proposition 4.20 suggests that an ideal φ(x) would be rich enough to linearly
approximate not just the posterior mean but also the posterior covariance of ψ(z) for all
x. A simple ψ(z) would help a given φ(x) satisfy these requirements, but a too simple
ψ(z) may not be rich enough to approximate a more complicated distribution, and the
lowest KL could still be large even if the LSR problem in (4.58) is solved optimally.
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4.8.3 Non-biological learning to infer

For the case where we are given fixed-length of T time steps, we can expand rt and
according to structure of filtering function fW to solve for W. The overall optimisation
problem is then

min
W

Ep(z1:t,x1:t)

[
T∑
t=2

‖ψ(zt)− fW(rt−1,xt)‖22

]
.

For example, using the bilinear form in (4.87), let r1 := Ep(z1|x1) [ψ(zt)] be computed
using (4.60) for the first time step where x1 ∼ p(x1), then fbil

W(rt−1,xt) can be expanded
as

hbil
W,i(r1,x2) =

∑
jk

Wijkφj(x2)r1,k

hbil
W,i(r2,x3) =

∑
jk

Wijkφj(x3)
∑
lm

Wklmφl(x2)r1,m =
∑
jlm

[
W·2]

ijlm
φj(x3)φl(x2)r1,m

· · ·

where
[
W·2]

ijlm
=
∑

kWijkWklm is the contraction of two W’s. Optimisation over W

may not have easy closed form solution, although the nature of it bears similarity to
spectral methods, e.g. [Ho and Kálmán, 1966].

Alternatively, we can train a static DDC inferential model for each t from xt to
zt using (4.55), giving DDC for r̃(0)

t := Ep(zt|xt) [ψ(zt)]. Then we solve a series of
τ ∈ [1, . . . , t] optimisation problems

min
W(τ)

Ep(z1:t,x1:t)

[
T∑
t=2

∥∥∥ψ(zt)− fW(τ)(r̃
(τ−1)
t−1 ,xt)

∥∥∥2

2

]
, r̃

(τ)
t := fW(τ)∗(r̃

(τ−1)
t−1 ,xt).

The intermediate DDC r̃
(τ)
t approximates Ep(zt|xt-τ :t) [ψ(zt)] and is used as a input

message for the next optimisation. This method can also be adapted to perform
smoothing by allow the inferential model to also take messages coming from zt+1.

4.8.4 Second-order expectations of tractable features

For simplicity, consider the Gaussian model in Example 4.13 where p(x) is Gaussian
and x = µ+ Σ1/2ε. We want to evaluate Epθ(x) [φ(x)⊗ φ(x)] in closed-form where φ
is conjugate to pθ(x) as defined in 4.12. (The derivation for jointly Gaussian p(z,x) is
similar.) For simplicity, consider a particular entry of the covariance Epθ(x) [φi(x)φj(x)].
When φ is Gaussian, the product φi(x)φj(x) is also a Gaussian, so its expectation can
be evaluated as in Example 4.13.

For inverse-probit φu, the product of features above is no longer an ordianry inverse-
probit but its two-dimensional equivalent as I show now. The feature product can be
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written as

φui(x)φuj (x) = Eζi∼N (0,ui,3) [1(ζi ≤ ui,1 · x+ ui,2)]Eζj∼N (0,uj,3) [1(ζj ≤ uj,1 · x+ uj,2)]

= Eζi,ζj
[
1(ζi ≤ ui,1 ·

[
µ+ Σ1/2ε

]
+ ui,2, ζj ≤ uj,1 ·

[
µ+ Σ1/2ε

]
+ uj,2)

]
,

where we have combined the two indicators functions into one. Note that ζi, ζj and
ε are all independent of each other. The expectation w.r.t. p(x) can be written as an
expectation over ε.

Epθ(x) [φi(x)φj(x)] = Eζi,ζj ,ε
[
1(ζi ≤ ui,1 ·

[
µ+ Σ1/2ε

]
+ ui,2, ζj ≤ uj,1 ·

[
µ+ Σ1/2ε

]
+ uj,2)

]
= Eζi,ζj ,ε

[
1(ζi − uᵀ

i,1Σ
1/2ε ≤ ui,1 · µ+ ui,2, ζj − uᵀ

j,1Σ
1/2ε ≤ uj,1 · µ+ uj,2

]
.

The random variables ζ ′i := ζi−uᵀ
i,1Σ

1/2ε and ζ ′i := ζj−uᵀ
j,1Σ

1/2ε are correlated normal
with PDF

p(ζ′) = p

(
ζ ′1
ζ ′2

)
= N

(
0,

[
1 + uᵀ

i,1Σui,1 uᵀ
i,1Σ

1/2uj,1

uᵀ
j,1Σ

1/2uᵀ
i,1 1 + uᵀ

j,1Σuj,1

])
,

and the expectation can be written as

Epθ(x) [φi(x)φj(x)] = Ep(ζ′)
[
1
(
ζ ′1 < ui,1 · µ+ ui,2 , ζ ′2 < uj,1 · µ+ uj,2

)]
.

This is the CDF of a correlated 2-D normal distribution p(ζ′) and corresponds to the
mass supported by the region below the two limits along the coordinates.

4.8.5 Normalising a DDC

Remark 4.21 (Normalising a DDC message). Given the unnormalised DDC r̃ :=∫
p̃(z)ψ(z)dz, where 1

Z p̃(z) = p(z), the normalised DDC is

r := Ep(z) [ψ(z)] ≈ r̃

n · r̃

where n ∈ RKψ are the coefficients such that n ·ψ ≈ 1.

Proof. The unnormalised DDC of the message is related to the normalised DDC by
r = 1

Z

∫
p̃(z)ψ(z)dz, where the normaliser Z is given by

Z =

∫
p̃(z)dz =

∫
p̃(z)(n ·ψ(z)) ≈ n · r̃.

The coefficients n are such that they approximate the constant function with n ·ψ(z) ≈
1.

Therefore, the two functions in 4.15 should be followed by a normalisation very
similar to lateral inhibition [Carandini and Heeger, 2012].
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4.8.6 Approximating expectation of pairwise term

The first term in (4.104) can be expanded by conditioning using at least two ways

Eq(zt-1,zt|x1:t) [∇ηz(zt-1;θ) · sz(zt)] = Eq(zt-1|x1:t)

[
Eq(zt|zt-1,xt) [∇ηz(zt-1;θ)sz(zt)]

]
(4.123)

= Eq(zt|x1:t)

[
Eq(zt-1|zt,x1:1-t) [∇ηz(zt-1;θ)sz(zt)]

]
(4.124)

Note that, unlike how this term was approximated in the hierarchical generative model
(4.78), the inner expectation now depends on the observation. One can approximate
(4.123) by

Eq(zt-1,zt|x1:t) [∇ηz(zt-1;θ) · sz(zt)] ≈ hW

(
rt-1|t,φ(xt)

)
,

W = arg min
W

Epθ(zt,zt-1,xt) [∇ηz(zt-1;θ)sz(zt)− hW (ψ(zt-1),φ(xt))] ,

where hW needs to be linear in the first argument. Similarly, one can also approximate
(4.124) by

Eq(zt-1,zt|x1:t) [∇ηz(zt-1;θ) · sz(zt)] ≈ hW (rt-1, rt) ,

W = arg min
W

Epθ(zt,zt-1,x1:t) [∇ηz(zt-1;θ)sz(zt)− hW (rt-1,ψ(zt))] .

where hW now needs to be linear in the second argument. Note that the regression
function is trained using rt-1 computed on sleep sequences x1:1-t. It is not immediately
clear which approximation is more accurate.

4.8.7 Smoothing algorithms

In smoothing, we are given a posterior conditioned on all observations p(zt+1|x1:T ), and
wish to compute p(zt|x1:T ). By taking into account future observations, the posterior
p(zt|x1:T ) is a more accurate description of the latent state.

Note that executing the backward computation directly in the brain requires explicitly
storing the previous representations and sequentially updating them in reverse order
offline. These requirements make smoothing biologically implausible, since the brain
cannot “reinterpret” an event in the past very quickly as in online perception. However,
the postdiction computation Section 4.6 is a more plausible way of update a memory in
the past.

The smoothed posterior p(zt+1|x1:T ) is related to the filtered posterior p(zt|x1:T )

through the following relationship

p(zt|x1:T ) =

∫
p(zt, zt+1|x1:T )dzt+1 =

∫
p(zt+1|x1:T )p(zt|zt+1,x1:T )dzt+1
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=

∫
p(zt+1|x1:T )p(zt|zt+1,x1:t)dzt+1, (4.125)

where the last equality is because zt+1 d-separates zt and xt+1:T due to the Markov
structure of the state-space model. It is then clear that the key computation requires
message-passing through p(zt|zt+1,x1:t).

In terms of the DDC representation, we first define the smoothed posterior as

r∗t|1:T := Ep(zt|x1:T ) [ψ(zt)] .

Then the relationship (4.125) is given by

r∗t|1:T = Ep(zt|x1:T ) [ψ(zt)] = Ep(zt+1|x1:T )

[
Ep(zt|zt+1,x1:t) [ψ(zt)]

]
, (4.126)

an expectation over the posterior p(zt+1|x1:T ) of the conditional DDC for p(zt|zt+1,x1:t).
The conditional DDC can be estimated by DDC Bayes rule similar to filtering in
Section 4.5, except that we condition on zt+1 instead of xt. The desired DDC of
conditional p(zt|zt+1,x1:t) is the solution to the following optimisation problem

min
f

Ep(zt,zt+1|x1:t) [‖ψ(zt)− f(zt+1)‖]22 .

Previously in filtering, we used fW(xt) = Wφ(xt) as an approximation due to avail-
ability of close-form solution. Here, we also use fW(zt+1) = Wψ(zt+1) because it is
convenient and allows the message of p(zt+1|x1:T ) to be passed on using (4.126) by
linearity of expectation. The optimal inferential parameter is given by

W∗ = C∗ψtψt+1|1:tC
∗−1
ψt+1ψt+1|1:t,

C∗ψtφt|1:t = Ep(zt,zt+1|x1:t) [ψ(zt)⊗ψ(zt+1)] ,

C∗ψt+1ψt+1|1:t = Ep(zt+1|x1:t) [ψ(zt+1)⊗ψ(zt+1)] . (4.127)

The covariances can be estimated from the DDC of filtered posterior rt following the
same recipe of (4.96) and (4.97). Having found the optimal parameter, denoted by Ws,
smoothing is performed using (4.126) as

rt|1:T = Ep(zt+1|x1:T ) [Wsψ(zt+1)] = Wsrt+1|1:T .

Note that the smoothing parameter Ws depends on rt and needs to be found at each
time step by (4.126). Following the intuition of distributional regression in Section 4.5.2,
we can also find a fixed function that combines rt and rt+1|1:T (or ψ(zt+1) if it is linear
in ψ(zt+1)) to produce a smoothed posterior. For example, if we use the following
bilinear smoothing function

fbil
Ws

(rt+1|1:T , zt) := Ws · [rt ⊗ψ(zt+1)]
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with optimal parameter

Ws = arg min
W

Ep(zt,zt+1,x1:t)

[
‖ψ(zt)−Ws · [rt ⊗ψ(zt+1)]‖22

]
, (4.128)

then smoothing is carried out by

rt|1:T = fbil
Ws

(rt+1|1:T , rt) = Ws ·
[
rt ⊗ rt+1|1:T

]
.

Here, the weights Ws can be estimated once under similar conditions listed in 4.17 using
data formed by the triplet {rt, zt, zt+1} obtained during filtering.

To use the smoothed posterior for adaptation, we again approximate the gradi-
ent similar to (4.104) but under the smoothed posterior joint. For the first term
Eq(zt-1,zt|x1:T ) [∇ηz(zt-1;θ) · sz(zt)], we use the bilinear form again and regress to the
desired gradient function rather than ψ(zt-1)

Eq(zt-1,zt|x1:T ) [∇ηz(zt-1;θ) · sz(zt)] ≈ hbil
W

(
rt-1, rt|1:T

)
,

W = arg min
W

Epθ(zt,zt-1,xt)

[∥∥∇ηz(zt-1;θ)sz(zt)− hbil
W (rt-1,ψ(zt))

∥∥2

2

]
.

Experiments We validate the filtering, smoothing and learning algorithms presented
in this Chapter on a nonlinear state-space model similar to that used for the Kalman
VAE [Fraccaro et al., 2017]

pθ(zt|zt-1) = N (zt; Aθ,t(zt-1)zt-1, σ
2
zI), Aθ,t =

5∑
i=1

αθ,i(zt-1)Ai,

pθ(xt|zt) = N (zt; Cθ,t(zt-1)zt, σ
2
xI), Cθ,t =

5∑
i=1

βθ,i(zt-1)Ci.

The conditional means of the latent transition and emission are nonlinear in their
respective conditioning variables. The coefficients αθ > 0 (and βθ > 0) are nonlinear
functions of zt-1 and sum up to one, so Aθ,t (and Cθ,t) is a linear interpolation of base
matrices Ai (and Ci). We trained this model to generate a noisy oscillation as shown in
Figure 4.15 (middle), similar to (4.14) but without occlusion. We compared the proposed
DDC method with smoothing and Kalman VAE. An MMD test shows that samples
from the model trained by DDC is closer to the true sequences than samples from the
Kalman VAE.
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proposed
MMD to data 0.00996

data
p-value:d(RHS,data)<d(LHS,data) 1.77e-05

Kalman VAE (Fraccaro et al, 2017)
MMD to data 0.019

0.00777 5.63e-11 0.0225

0.00736 1.86e-30 0.0259

0.00693 4.23e-17 0.0242

0.0119 3.56e-13 0.0212

Figure 4.15: Samples from the proposed DDC method (left), real data (middle) and
Kalman VAE [Fraccaro et al., 2017]. For the two columns on the left and right, each
row shows a sample drawn from a model trained with a different initialisation, and the
number above each panel is the MMD distance between samples generated from each
model to the dataset (1 000 samples). For the middle column, each row shows a training
data sequence generated from a nonlinear oscillation process, and the number above
each panel shows the p-value of a MMD test. A lower number means that the model
trained with DDC performs better.



Chapter 5

Conclusions and Future Work

We enriched distributional representation by nonparametric methods along three direc-
tions of unsupervised learning. In Chapter 2, nonparametric estimation of maximum-
likelihood gradient replaced the traditional inference step in training latent variable
models. Thanks to the consistency of the gradient estimator, we arrived at a widely
applicable learning algorithm that improved model performance in a wide range of
tasks. In Chapter 3, we enhanced the representation power of traditional kernels for
density estimation using a neural network feature extractor, which improved the estim-
ated density in practice when the amount of data is finite. The resulting deep kernel
was trained by meta-learning and captured the local geometry of data distribution.
In Chapter 4, we applied nonparametric methods to theorising how the brain could
learn to process probabilistic beliefs in perception and recognition. We showed that a
DDC representation was chosen by generic inferential models trained under supervision.
Further, DDC computations could simulate dynamic perception, including postdiction,
with biologically plausible mechanisms. Using temporally extended encoding functions
and simple least square regression, neurons retained and updated memory of the past in
an online fashion.

Apart from the common nonparametric nature of the thesis, algorithms in Chapters
2 and 4 featured wake-sleep training. The gradient or inferential model was trained based
on samples from the prior generative model. The biological metaphor aside, wake-sleep
training is very suitable for nonparametric methods as only samples from the prior
model distribution are required. In addition, Chapters 2 and 3 involved a kernel with
many hyperparameters trained through an unsupervised meta-learning paradigm. This
method effectively identified a suitable functional space of the unnormalised density
function.

Altogether, this thesis embodied the analysis-by-synthesis approach for modelling
intelligence: a flexible model is first trained to describe the data, taking into account
potential causal latent factors; this model then supports many inference tasks for new
observations. I believe that the flexibility of nonparametric methods can be further
harvested through other mechanisms, and the successful demonstrations in this thesis
serve as a promising starting point.

181
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Future Work

In addition to specific proposals in each Chapter, I identify some general research
directions drawing inspirations from this thesis and other work carried previously and
concurrently.

Computational models of data Two different learning objectives, maximum-likelihood
and score matching, were pursued in this thesis. Intuitively, while maximum-likelihood
tires to increase the log likelihood log pθ at the data locations, score matching relies
on the derivative of the log-likelihood ∇θ log pθ. Although score matching is usually
applied for unnormalised densities, it can still be applied to normalised models such as
normalising flows. Brehmer et al. [2020] showed that optimising a normalising flow model
on a simple additive combination of the two objectives can significantly improve model
fit, potentially due to better sample efficiency. How to combine these two objectives in a
principled and organic way is still unknown. The wake-sleep framework can be applied
to unnormalised models given samples drawn by Monte Carlo procedures, though like at
a very slow speed. Alternatively, one may attempt to build a new type of model specified
by both (potentially unnormalised) log-densities log pθ and its derivative ∇θ log pθ.

The advantage of amortised learning can be partly attributed to the wake-sleep
training paradigm. Using samples from the prior, the gradient model is exposed to the
joint distribution between the latent and observed variables. This is in contrast to the
common variational inference or sampling procedures that effectively locally approximate
the joint pθt (zt,xt) around some neighbourhood, which is prone to mode collapse. On
the other hand, while pure sample-based training of the gradient or inferential model is
consistent using appropriate nonparametric methods (as in ALWS and DDC learning-
to-infer), it does not take advantage of the functional form of the pθt (zt,xt). For
energy-based models, annealed sampling is another approach to inject global information
of the model [Song and Ermon, 2019].

This thesis has not addressed inference in fully Bayesian models, such as Gaussian
Processes (GPs) and Bayesian neural networks (BNNs). The DDC can in principle be
applied directly to train a recognition model. Consider training the hyperparameters of
a GP with 1 000 input-output pairs. A direct application of wake-sleep requires drawing
samples from the output distribution at these 1 000 locations. However, inferring the
posterior latent function may be challenging as it requires a feature function (or kernel)
defined over the GP function space. In addition, expressing the posterior distribution of
the large number of parameters in BNN by a DDC may not be as feasible compared to,
say, a sample representation; because the BNN layers are nonlinear, and the prediction
of the BNN may not be well approximated by linear readout from the DDC features.
This is particularly the case when the posterior uncertainty is low, where samples are
more effective.
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Models of biological inference The rich information encoded by DDC Eq(z) [ψ(z)]

is accessible when the target function f can be well approximated by linear readout of
the nonlinear features ψ. This requires that the target function be close to or within the
span of ψ. In cases where the uncertainty q to be encoded is relatively simple, the current
design of feature ψ(z) is powerful but also wasteful. There are perhaps two ways to
make the DDC representation more efficient and hence easier for the brain to implement.
First, one can design the structure of ψ to be location-invariant or hierarchical. For
example, to encode a stochastic function (e.g.GPs) evaluated at regularly spaced index
points, the correlation between function values at distant index points is negligible; here,
local features may suffice to encode local correlations. For long-range correlations, the
features could be made hierarchical, although how to translate DDCs between different
nonlinearly constructed hierarchies then becomes a challenging problem. Exploring these
structured DDC features can help understand information processing in different brain
areas, both within and across different brain areas that are connected with nonlinearities.

Second, we know that a sample representation is advantageous when q it simple
but f is complex; in the extreme case when q is certain, a single sample suffices to
evaluate the expectation. Whether there is a continuum between sample and DDC
representation is worth investigating. For example, it may be possible to encode a
single distribution by a set of DDCs such that individual representations are moments
under simpler distributions (e.g. Gaussians) but collectively define the whole distribution
(e.g. mixture of Gaussian approximation). It may be the case that the brain switches
the representation depending on task demand: samples tend to be more useful than
moments but requires more time to obtain/converge to stationarity, especially in dynamic
inference.

Theories of neural representation of uncertainty focus on representing a distribution
by its natural parameters, mean parameters or samples. The goal of computation is
to produce such a representation through parametrised functions related to aspects
of the internal model. We have not seen theories that build relationships between
between the neural system and the score function ∇x log p(x). There could be two uses
of such a representation. First, it has been shown that the score function defines the
optimal denoising vector. If the likelihood p(x|z) is an isotropic Gaussian with standard
deviation σ2, then given a noisy observation x the denoised x+ σ2∇x log p(x) recovers
the conditional expectation E [z|x] regardless of the prior on p(z). The uncertainty of the
posterior could also be recovered in a generalisation known as generalised Stein unbiased
risk estimator [Raphan and Simoncelli, 2011]. The learned score function could be used
by early sensory processing to reduce the effective of noise, which is important when the
signal-to-noise ratio is small. Second, the score function is required for Hamiltonian or
Langevin sampling by the brain. A particular instance of such possibility is demonstrated
by Aitchison and Lengyel [2016] who showed that sampling dynamics could explain
various patterns seen in neuronal dynamics.

The theme of this thesis is built around the idea of analysis-by-synthesis – the brain
infers based on what the brain knows about the generative process. However, it is
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unclear in what physical form does such an internal model exist in the brain, and thus
alternative principles should be explored and tested in experiments. The score-based
denoising operation described above takes a more bottom-up approach: by learning the
score function of the noisy observations, one can recover the conditional expectation in
one step. One would be curious to see how this framework is generalised to uncover
the causal structure rather than to remove Gaussian noise. In addition, Heeger [2017]
proposed an energy-based model that is capable of both generating observed samples
and inferring latent variables in some simple tasks. He claimed that this approach was
synthesis-by-analysis, as the generative process is similar to conditional generation in a
restricted Boltzmann machine. Still, how far this framework can be generalised to more
realistic tasks remains unknown. At the time of writing this thesis, the question of how
the brain deals with computation of distributions remains open with many promising
and competing computational principles that could produce different algorithmic details
and neural implementations, all up for experimental validation.



Glossary

ALWS amortised learning by wake-sleep, proposed in this thesis.

DDC distributed distributional code.

DDPC doubly distributed distributional code.

DKEF Deep kernel exponential family proposed in this thesis.

DPC distributional population code.

EBM energy-based model.

EFH exponential family harmonium.

HM Helmholtz machine by Dayan et. al. (1995).

KDE kernel density estimator.

LPC Log-probability code by Rao (2004).

LSR least square regression.

ML maximum-likelihood.

PPC probabilistic population code.

RNN Recurrent neural network.

SSM state space model.

VAE Variational autoencoder.
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