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Abstract
This thesis explores the use of wavelength tuneable transmitters and control
systems within the context of scalable, optically switched data centre networks.
Modern data centres require innovative networking solutions to meet their
growing power, bandwidth, and scalability requirements. Wavelength routed
optical burst switching (WROBS) can meet these demands by applying agile wavelength tuneable transmitters at the edge of a passive network fabric.
Through experimental investigation of an example WROBS network, the transmitter is shown to determine system performance, and must support ultra-fast
switching as well as power efficient transmission.
This thesis describes an intelligent optical transmitter capable of wideband sub-nanosecond wavelength switching and low-loss modulation. A regression optimiser is introduced that applies frequency-domain feedback to
automatically enable fast tuneable laser reconfiguration. Through simulation
and experiment, the optimised laser is shown to support 122×50 GHz channels,
switching in less than 10 ns. The laser is deployed as a component within a new
wavelength tuneable source (WTS) composed of two time-interleaved tuneable
lasers and two semiconductor optical amplifiers. Switching over 6.05 THz is
demonstrated, with stable switch times of 547 ps, a record result. The WTS
scales well in terms of chip-space and bandwidth, constituting the first demonstration of scalable, sub-nanosecond optical switching.
The power efficiency of the intelligent optical transmitter is further improved by introduction of a novel low-loss split-carrier modulator. The design
is evaluated using 112 Gb/s/λ intensity modulated, direct-detection signals
and a single-ended photodiode receiver. The split-carrier transmitter is shown
to achieve hard decision forward error correction ready performance after 2 km
of transmission using a laser output power of just 0 dBm; a 5.2 dB improvement
over the conventional transmitter.
The results achieved in the course of this research allow for ultra-fast,
wideband, intelligent optical transmitters that can be applied in the design of
all-optical data centres for power efficient, scalable networking.

Impact Statement
Cloud data centres have become a critical part of the modern ICT infrastructure, providing storage, remote services and machine learning resources to all
parts of society. Operators need to scale datacentres sustainably to meet the
exponentially growing demand. With the saturation of Moore’s law looming, electronic Ethernet switches are unlikely to meet the size and bandwidth
requirements required by future data centre networks.
In this thesis, simulation and experimental results are presented that support the creation of highly scalable, all-optical data centre networks. Focus
is given to the optical transmitter present at each network node, which is
shown to determine the performance in low-power, low-latency, wavelength
routed network fabrics. The wavelength tuning time of the transmitter’s tuneable laser has long been a limiting factor in such transmitters. This work
presents, for the first time, a method for reliably optimising the performance
of commercial semiconductor lasers to enable few-nanosecond switching across
greater-than-C-band frequencies. Moreover, this method is extended to optimise the performance of a space-efficient, bandwidth-scalable, wavelength
tuneable source (WTS). Through the optimisation of four optical components, the WTS achieves sub-nanosecond switching over the widest bandwidth
demonstrated to date. This demonstration brings optical switching inline with
other sub-nanosecond demonstrations of scheduling and clock-and-data recovery, a critical trifecta for scalable, ultra-fast all-optical data centre networks.
Furthermore, a novel transmitter architecture is proposed to reduce the
loss associated with opto-electronic modulation. The transmitter is shown to
potentially reduce optical loss by 70%, while simultaneously suppressing nonlinear receiver effects associated with simplified coherent detection. The design
can improve the loss budget and scalability of optically-switched networks,
while facilitating the progression of low-cost, spectrally-efficient modulation.
Overall, this research represents the proposal of an intelligent transmitter
which can be flexibly applied to several all-optical network architectures. The
solutions presented herein, therefore, facilitate the creation of high bandwidth,
low-latency, energy efficient optical switches for the future of data centre networking.
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After a year’s research, one realises it could have been done in a week.
William Henry Bragg

Chapter 1

Introduction
We live in an Age of Information. Today, over half the global population
has access to the Internet, increasing at an average rate of 2.6% per year as
shown in Fig. 1.1. Cisco has estimated that in 2018 there were 4.7 connected
devices for each of these people; this is expected to rise to 5.7 per person by
2023, with the data consumption per device also increasing [1]. The result of
this enormous growth in connectivity is an explosion in Internet protocol (IP)
traffic, which is set to increase by 4.8 Zettabytes annually (4.8 × 1021 ) in 2022,
a growth rate of 26% [2].
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Figure 1.1: Percentage of the global population with access to the internet [3].

This growth rate is closely matched by that of data centres, which
presently experience an average annual IP traffic growth rate of 27% per year
[4]. This reflects the crucial role data centres play in today’s Internet infrastructure, providing storage, video and music streaming, application hosting,
and machine learning resources, often free at the point of use for many users.
Google has reported that the bandwidth demand for their data centres doubles every 12-15 months [5], while Intel estimates that 70-80% of all compute,
network, and storage will be performed within data centres by 2025 [6]. The
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ability to communicate, access data and create content using the Cloud has
been critical to the world during the Covid-19 health crisis of 2020, and is
directly enabled by data centres. The crisis has seen global internet traffic
jump by roughly 20% in a matter of weeks, potentially accelerating all of the
growth rates discussed above [7]. This demand has placed extreme requirements on data centres, which must scale their size, capabilities and data rates
while improving their power efficiency and complexity.

1.1

Data centres, then and now

Defined as a networked collection of storage, processing and communication
systems supported by redundancy and cooling, the data centre was historically
a small-scale operation occupying one room of a normal building, used by
individual enterprises and businesses. Larger, multi-client data centres became
prevalent during the early 2000’s to support the growth of new websites and
Internet companies characteristic of the dot-com bubble [8].
Driven by the exponentially increasing demand, the 2010’s have witnessed
widespread deployment of ‘hyperscale’ data centres. A hyperscale data centre
is designed to support a continuously growing number of servers† , benefiting
from the resulting economies of scale. This scalability is achieved by arranging servers in racks, connected using electrical Ethernet switches. Ethernet
switches do not perform any server-tasks themselves, and instead relay communications using a design that facilitates any-to-any connectivity. These designs permit networks to scale beyond the port count of an individual Ethernet
switch.
One such design, the three-tier hierarchical tree, is shown in Fig. 1.2(a).
This topology is also referred to as the traditional data centre network, due
to its prevalence at the turn of the 21st century. Racks of servers access the
network through top of rack (ToR) switches, which locally intercommunicate
through the aggregate switching layer. To reach more distant servers, the
aggregate switches relay the data to the network core on the third tier. The
core relays the data to a different set of aggregate switches, or out of the data
centre, as required. The network is scaled by adding more core and aggregate
switches.
Although the hierarchical tree is able to support > 105 end-nodes, it is
highly dependent on oversubscription (the practice of connecting more devices
to a switch than it can simultaneously cater for), requires specialist high† Here

the term server is used to refer to any lowest-level hardware device that performs
some required function, such as data processing or storage.
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(a) Three-tier hierarchical tree

(b) Spine-leaf

Figure 1.2: Popular data centre network architectures from the 21st onwards. (a)
The hierarchical tree uses specialist high capacity Ethernet switches over three tiers
and oversubscription to provide scalable networking, but with limited bandwidth and
high, variable latency. Thicker links indicate higher bandwidth connections. (b) The
Spine-leaf network achieves more predicable latency and superior bandwidth using
conventional switches, though with reduced scalability. ToR: top of rack switch.

capacity few-port switches in the core, and relies on individual links to reach
specific destinations. Furthermore, by requiring three networking layers, data
packets can potentially take six hops to reach their destination, creating long
and variable traffic latency. These factors make the hierarchical tree poorly
suited to intra-data centre (so called ‘east-west’) traffic, which has been found
to dominate real data centres traffic patterns by as much as 86% [4].
Today, the hierarchical tree has been largely superseded by the spineleaf network, shown in Fig. 1.2(b). Based on the work by Charles Clos in
1953 [9], the spine-leaf network provides scalable networking without requiring
oversubscription or specialist switches. Each ToR switch in the leaf layer
connects to all switches in the spine layer, permitting greater path diversity
and more predicable, four-hop latency. Scaling is achieved ‘outwards’ by using
higher port count switches in both the leaf and spine layers. Data centre
architectures today are, therefore, able to scale so long as the port count of
their constituent Ethernet switches continues to increase.
However, the exponential increase in data centre bandwidth requirements
has forced Ethernet switches to prioritise data rate over radix. Here, radix
refers to the number of physical connection ports supported by the switch.
For example, the 1-rack unit (RU) Cisco Nexus 3232C Ethernet switch, released June 2015, supports 32 ports operating at 100 Gb/s each [10]. Cisco’s
newest 1-RU device, the Nexus 3432D-S, was released May 2019 and supports
400 Gb/s per port, but still just 32 ports [11]. This is a result of the fixed total
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bandwidth of the switch, discussed further in section 2.2.1. As the number of
racks within the data centre increases and switch radix remains static, spineleaf data centre networks are being forced to return to three-tier architectures
and the associated increases of latency, complexity, hardware and running
costs [12]. Power consumption is becoming a particular concern if data centre
growth is be sustained. In 2016, US data centres consumed ∼ 1.8% of national
power [13]; furthermore, in 2018 data centres were already producing half the
global CO2 emissions of air travel [14, 15], and are increasing at a faster rate
[16]. These problems are compounded by the fact that high frequency electrical signals can only travel a few meters without incurring significant signal
distortion. To cover the hundreds or thousands of meters required by hyperscale data centres, Ethernet switches today must employ point-to-point optical
connections between every switch. Each link requires an optical-to-electricalto-optical (OEO) conversion, further increasing power, latency and hardware
requirements. Faced with these challenges, data centre operators are searching
for an alternative switching method that offers high bandwidth, low latency,
low power and scalability.

1.2

Optical switching for data centres

Pioneered by the work of Kao and Hockam in 1966 [17], optical fibre is now the
solution of choice for achieving high capacity, low-loss communication. The
wide passband of optical fibre, combined with the high propagation frequency
of optical signals, permits multiple independent bit-streams to be transmitted
within a single fibre using different optical carrier frequencies. This technique
is referred to as wavelength division multiplexing (WDM), and is now used
ubiquitously throughout the world to connect continents, cities and individual
homes to the Internet [18].
Routing WDM traffic can be complex and intensive due to the challenges
associated with buffering and processing signals in the optical domain. To
avoid these challenges, network operators were required to perform an OEO
conversion on all WDM data streams to perform network routing electrically
[19]. This represented a hardware, power and cost-expensive solution [19].
Optical switching was proposed to overcome this, redirecting the signal completely within the optical domain. Driven by the expected explosion in data
traffic demands, the 1990’s and 2000’s saw an impressive growth of optical
switching technologies and methods from device demonstrations to full field
trials [20]. As the majority of real network traffic is packet-based, considerable
focus was given to optical packet switching (OPS), referring to the ability to
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redirect optical data on a packet-by-packet basis, reconfiguring on nanosecond
time scales.
All switching today, both at the metro level and within the data centre,
is still performed electrically using OEO conversion. The failure of optical
switching to find any deployable application is generally credited to the lack of
a suitable optical memory, normally considered a requirement for OPS. With
limited ability to buffer an optical signal in order to configure a switch midtransmission or handle contention, OPS has lacked resilience when facing large
transmission distances, highly non-uniform traffic conditions and multiple node
hops, all characteristic of long-haul and metro-scale optical networks. Given
this, research into OPS peaked in the mid-2000’s, as shown in Figure 1.3.
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Figure 1.3: Frequency of publications that contain “optical packet switch", or
“optical packet switching" and "optical circuit switch" or “optical circuit switching"
within the title, abstract, keywords or metadata from 1985 until 2019. A five point
moving average with delay compensation is overlaid. Data obtained from IEEE
Xplore search analytics.

However, the hyperscale data centre represents a new problem space in
which optical switching can potentially be applied. Facing the same problems
of increasing bandwidth demand and excessive OEO conversion, the data centre offers the unique advantages over a metro network of being physically small,
containing uniform and regularly updated hardware, carrying well understood
data traffic. Recent research has, therefore, been revisiting decade-old optical
switching solutions to test their appropriateness for data centre applications.
In particular, there has been a growth in interest in optical circuit switching
(OCS), as shown in Fig. 1.3. By establishing dedicated lightpaths between
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pairs of nodes, OCS eliminates the need for optical memory and can guarantee
successful data transmission. Moreover, as OCS does not perform identification and reconfiguration on a per-packet basis, it is possible to construct
a completely passive wavelength-routed optical network (WRON). These designs guarantee time-of-flight latency and ultra-low power consumption, and
are built on the 1980’s work of Hill et al. of British Telecom Research Laboratories [21, 19, 22], as well as Goodman et al. of Bell Laboratories [23,
24].
Further to this, there is renewed focus on using optical techniques to
greatly increase the radix of switching devices. This is key to tackling the problems faced by data centres, as a high radix switch system requires fewer levels
in the network architecture, cutting price, hardware requirements and latency.
For example, commercially available optical switches based on micro-electromechanical systems (MEMS) or piezoelectrics can physically beam steer optical
signals in free space [25, 26]. These units are transmission-agnostic, can scale
to hundreds of ports per device, and route signals with low insertion losses
of ∼ 1 dB. Network fabrics constructed using such devices have already been
proposed to cater for large, non-bursty data transmission in data centres [27,
28, 29].
However, the mechanical translation required to reconfigure MEMS
switches can take milliseconds to complete. This makes them poorly suited
to match the bursty nature of data centre packets, which persist for just tens
of nanoseconds and are destination-diverse [30]. MEMS-based architectures
are often referred to as ‘hybrid’ networks, as they still require extensive electronic Ethernet switching to handle packet-granularity transmission. A successful all-optical data centre switch must, therefore, be able to reconfigure
on sub-nanosecond timescales, such that system granularity can match traffic
requirements and switching overhead is kept low.

1.3

Research problem

To this end, a highly dynamic version of OCS named wavelength-routed optical
burst switching (WROBS) was proposed by Düser et al. of University College
London (UCL). Initially targeting long-haul and metro networks, WROBS has
been proposed for data centres that are built from static, wavelength-selective
WRON devices such as optical filters and multiplexers [31, 32, 33, 34]. Path
reconfiguration is performed at the network edge, where an optically-switching
transmitter performs both wavelength-selection and data transmission. In this
case, the transmitter may use a tuneable laser to select a specific wavelength,
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establishing a unique lightpath through the network. Semiconductor tuneable lasers can potentially reconfigure in just a few nanoseconds [35]; however,
devices capable of reliably achieving such fast tuning are not commercially
available. Furthermore, the work of Baroni et al. has shown that the scalability and flexibility of WRONs are proportional to the number of wavelengths
available at each node [36, 37, 38]. Typical tuneable lasers are restricted to
less than 100 unique wavelengths; this falls short of the thousands of racks
potentially found within a hyperscale data centre. Wideband, fast tuneable
sources are therefore required if WROBS is to be successfully applied to build
complete data centre network fabrics.
Finally, WROBS architectures are able to offer significant power savings
to a network as they are principally constructed from passive components.
However, it has been shown that this is only true if wavelength conversion
and multiple-stage optical amplification are avoided [39, 40]. In this case,
the power budget a switch fabric is also determined by the optical transmitter. The transmitter must, therefore, be designed to minimise optical loss
in order to maximise the scalability of the WROBS network. This must be
achieved without compromising the transmitter’s per-channel data rate and
receiver-side performance, which must remain high if the system is to meet
the bandwidth-intensive requirements of modern data centres.
Therefore, the research described in this thesis aims to address the physical layer challenges of realising optically-switched transmitters suitable for
scalable WROBS designs for data centres. The transmitter must reconfigure
on sub-nanosecond timescales over wide and scalable optical bandwidths, a significant evolution on the technologies previously applied in WROBS metro and
wide area networks. Moreover, the transmitter must be evaluated in the context all-optical data centre architectures that are able to scale to 105 servers
and beyond. Key to this aim is the suitability of the transmitter for massdeployment; therefore, particular emphasis must be given to the commercial
availability and control practicality of the components needed for each transmitter, as well as the wider network. Overall, a new class of intelligent optical
transmitter is required that can enable the creation of power efficient, scalable,
all-optical data centre networks.

1.4

Thesis outline

The remainder of this thesis is organised as follows:
In Chapter 2, an assessment is made of the present and future requirements of data centres, and the ability of electronic Ethernet switches to meet
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them is discussed. Optical switching solutions, and their underlying technologies, are introduced as a viable alternative. All-optically switched network
architectures built from these devices are compared, and the importance of
the optical transceiver is highlighted. Therefore, the key components of the
optical transceiver are discussed, and the theory of their operation described.
In Chapter 3, an all-optical switch architecture is proposed, designed
for the data centre environment using commercial devices. The scalability of
the design is assessed and the required optical components determined. An
experimental investigation of the architecture is performed and the system
limitations identified.
In Chapter 4, one of the identified limitations is studied in detail: the
fast wavelength switching characteristics of a commercial semiconductor tuneable laser. A regression algorithm is introduced to accelerate the switch time,
and the expected performance evaluated through numerical simulation of the
laser. An experimental testbed is constructed to test the algorithm using a
real tuneable laser, and wideband, any-to-any testing is performed.
In Chapter 5, the physical bandwidth and switch speed limitations of
individual tuneable lasers are overcome by incorporating them within a subsystem optimised using artificial intelligence (AI) methods. The ability of the
subsystem to scale in terms of bandwidth and size is assessed, and an experimental proof-of-principle is demonstrated.
In Chapter 6, a novel transmitter architecture is introduced that aims to
significantly reduce the optical loss associated with modulation. The design is
investigated through simulation and experimental emulation, and an integrated
silicon-photonic demonstration is described.
In Chapter 7, the work that has been carried out within this thesis in
summarised, and suggestions for future work are proposed.

1.5

Key contributions

The key contributions from the work presented within this thesis are as follows:
• Two ToR switches capable of fast space- and wavelength-optical reconfiguration were constructed in collaboration with Microsoft Research Cambridge (MSRC), as described in chapter 3. Burst mode optical cross-bar
switching was demonstrated through a wavelength routed passive core.
Real time data transmission and recovery at 25 Gb/s was realised using
field programmable gate array (FPGA) controllers within each switch,
achieving performance suitable for hard decision forward error correction (HD-FEC). Through loss-emulation of additional network nodes,
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the switch fabric was shown to support 3072 ToR switches. Clock phase
caching was applied to eliminate the requirement of clock and data recovery (CDR) within the FPGA receiver, resulting in the publication of
references 4 and 15, and the patent given in reference 16, as itemised in
the list of publications found in section 1.6. The demonstrated technique
of semiconductor optical amplifier (SOA)-based amplitude equalisation
resulted in the publication given in reference 10.
• A simulation of a digital supermode distributed Bragg reflector (DSDBR) laser was constructed in MATLAB in collaboration with B. Thomsen of MSRC. Presented in chapter 4, the simulator was demonstrated
to successfully predict the dominant lasing frequency for a given set of
injection currents on the 12 laser sections. By numerically solving the
laser rate equations, the simulation was further shown in reference 1 to
model the laser dynamics in response to time varying injection currents.
• A linear regression optimiser was proposed in chapter 4 to calculate the
multi-sample current pre-emphasis values need to achieve fast laser wavelength switching. The optimiser used a bin-based feedback mechanism
to push past positions of local minima, reliably improving the laser wavelength switch time. By extensively testing the optimiser in simulation
and experiment, fast switching over 6.05 THz was achieved in under
10 ns, as published in reference 5. This represents the first demonstration of reliable fast switching across greater-than-C-band frequencies
using a commercial semiconductor laser.
• A wavelength tuneable source (WTS) was proposed in chapter 5 to
achieve bandwidth-scalable sub-nanosecond optical switching. The design uses two fast switching, time-interleaved tuneable lasers, each gated
by an ultra-fast switching SOA. The performance of each device in the
subsystem was idealised using AI techniques. Through experimental
demonstration, the WTS was shown to reconfigure across 6.05 THz with
stable switch times of 547 ps. These best-in-class results are reported
in reference 18, and have been accepted for publication as reference 1.
A OCS network architecture named PULSE was proposed, in collaboration with J. Benjamin, that applies the WTS to achieve > 95% network
throughput, resulting in the publications given in references 3 and 12.
• A novel split-carrier transmitter (SCT) architecture was proposed to improve the loss budget of optical communication links, as described in
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chapter 6. Through simulation and experimental investigation, the architecture was shown to potentially reduce the optical power requirements
of a 112 Gb/s/λ link by 70%. This work resulted in the papers listed
as references 8 and 13. Furthermore, the design was shown to naturally
suppress non-linear receiver effects associated with simplified coherent
reception, as demonstrated in the publication in reference 11.
• The SCT design was commissioned for production as an integrated silicon photonic device using the photonic integrated circuit (PIC) foundry
CORNERSTONE. The integrated design aims to achieve on-chip phase
matching while supporting spectrally-efficient, low-loss modulation. Production was delayed due to the Covid-19 heath crisis, but the devices have
been successfully received September 2020 with testing to begin shortly.
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Chapter 2

Theory and Literature Review
Present day data centres represent a unique operational environment, combining few-metre copper links and long distance, high capacity optical fibre
within a single building. The extent to which signal routing is performed either electrically or optically, and how they should be combined, is a matter
of cost, capability and physical necessity. This chapter reviews the existing
practices and literature regarding short distance electrical and optical interconnection, as well as the associated switching technologies, to determine the
most promising design for future data centre networks. The limiting factors in
this design are then identified to be improved upon in the following chapters.

2.1
2.1.1

Scalability in the context of data centres
Definitions

A data centre is considered scalable if it is able to use additional resources
to provide for greater demands. Traditionally, scaling is described as either
‘vertical’ or ‘horizontal’, defined as follows [41]:
Vertical scaling adds additional resources to existing nodes within the
network. For example, consider the case where a rack of servers is the end-node
within a data centre network, as shown in Fig. 2.1(a). Vertical scaling can be
achieved by adding more servers to that rack, or upgrading the servers such
that they have greater compute and storage capability. In this scenario, the
number of network nodes is maintained and the network must provide greater
link bandwidth between those nodes; see Fig. 2.1(b). Scaling the bandwidth
of networking devices, therefore, permits vertical scaling, and is a key focus
of the research described in this thesis. For the historical example given in
section 1.1, replacing a 32-port 100 Gb/s switch with a 32-port 400 Gb/s
switch enables vertical scaling.
Horizontal scaling adds new nodes to a network, making the network
larger. This permits the data centre to spread tasks and storage among more
devices, relieving bandwidth bottlenecks. Horizontal scaling is sought after
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in spine-leaf networks like that shown in Fig. 1.2(b), where new racks are
added and larger port count (radix) switches are used to connect them to the
existing network; see Fig. 2.1(c). A networking device that is able to scale
physically, therefore, permits horizontal scaling, and is a second key focus of
the research described in this thesis. For example, replacing all of the 32-port
100 Gb/s switches in a spine-leaf network with 64-port 100 Gb/s switches
enables horizontal scaling.
4 × 100G switch

4 × 200G switch

8 × 100G switch

Servers

ToR

Original network
(a)

Vertical scaling
(b)

Horizontal scaling
(c)

Figure 2.1: Examples of how the data centre network shown in (a) can be (b) scaled
vertically, or (c) scaled horizontally, when total network throughput is doubled. ToR:
Top of rack switch.

In practice, a data centre must employ both vertical (bandwidth) and
horizontal (physical) scaling to provide for the increasing number of racks
as well as the increasing bandwidth requirements of each rack. Therefore,
when assessing switching technologies, this thesis considers both the physical
scalability as well as the bandwidth scalability. A further consideration is given
to if the technology is practically scalable. This considers if the technology is
realistic to produce reliably, and in large numbers.

2.1.2

Ideal data centre switch characteristics

2.1.2.1 Network size
Hyperscale data centres are associated with housing between 104 and 105
servers [5]. The servers are arranged into racks, connected to the network
through a top of rack (ToR) switch. A typical rack holds ∼ 40 servers [5, 42],
limited by rack’s ability to cool and power its contents [43, 44]. Given this,
only limited vertical scaling within the rack can be achieved as it must be accompanied by an equivalent increase in energy efficiency. Therefore, horizontal
scaling is preferred to provide for greater server counts.
Using 40 servers per rack, a hyperscale data centre with 105 servers would
require a network with 2500 nodes, where every end-node represents a ToR
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switch. In the ideal case, this data centre would use a single switch to interconnect all nodes, permitting low latency networking with reduced complexity
and costs.

2.1.2.2 Link bandwidth

Line rate (Gb/s)

(a)
103

Published
Expected

102
101

2005 2010 2015 2020 2025
Year

Edge bandwidth (Gb/s/mm)

High bandwidth ‘elephant flows’ represent the majority of cumulative data
transmission within data centres. Today these consist of persistent tasks such
as high definition video streaming, sever migration, and backup [1, 45]; the
rise in remote cloud and machine learning resources is expected to increase the
size of elephant flows further. Measurements of a production Microsoft data
centre reported by Greenberg et al. showed that that over 90% of all traffic
is contained within data flows of 100 MB or greater [46]. A high bandwidth
per-port is, therefore, a necessity in order to swiftly resolve these significant
data transfers. A high-end estimate of per-port data rate requirements can be
found by considering Peripheral Component Interconnect Express (PCIe) bus
bandwidth, as it is used by many high performance devices (graphics processing
units, solid-state memory, network cards) for inter-device data transfers. The
progression of PCIe standardised line rates is shown in Fig. 2.2(a). Data rate
is observed to increase exponentially over time, with PCIe 6.0 expected to
support 1 Tb/s around 2023.
(b)
103
102
101

10−3

10−1

101

103

Distance (m)

Figure 2.2: (a) PCIe bandwidth specifications by release date for 16 parallel lanes
[47]. Product deployment typically follows by 18-24 months. The specifications
for PCIe 6.0 have been provisionally announced but are subject to change [48].
(b) Electronic edge bandwidth density for supercomputing applications [49]. Long
distance transmission represents a bottleneck.

1 Tb/s is significantly higher than the 400 Gb/s per-port provided by
cutting edge Ethernet switches today. The network is, therefore, found to
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potentially limit transmission. This was also reported in the work of Lucas et al. [49], whose results are reproduced for comparison in Fig. 2.2(b)† .
Here, the supported data rate of different electronic interconnect technologies
are normalised by their cross-sectional trace footprint and plotted against the
transmission distance use-case. The figure shows that bandwidth density decreases exponentially with distance, such that physical separation limits computational performance. This also indicates that existing networking solutions
represent a bottleneck for future inter-device data transfers. Therefore, if
future hyperscale data centres are to enable horizontal scaling and resource
desegregation, the networking switch units must target per-port data rates of
1 Tb/s and higher in order to support future high performance applications.

2.1.2.3 Reconfiguration times
The traffic statistics reported by Greenberg et al. in 2009 showed that, although elephant flows take up the majority of data centre bandwidth, they
are just 1% of requested flows. The remaining 99% of discrete communication
requests are dominated by mice flows, 50% of which hold 1 kB of data or less
[46]. This is in good agreement with the results presented by Benson et al.
in 2010, who report traffic statistics for 10 different data centres [50]. These
short packets can contain information related to data centre operation, such as
communication requests, confirmations, and lookup table updates, as well as
latency sensitive user applications, including search queries, messages, images,
webpages, documents and geolocation information.
More recent publications have reported an even greater dominance of
smaller ‘mice’ flows: Zhang et al. reported in 2017 that 80-90% of packets
within a Facebook data centre contained 576 bytes or less [51]. Similarly,
Clark et al. reported in 2018 that 97.8% of packets within a Microsoft Azure
data centre contained ≤ 576 bytes [30]. These results are reproduced here in
Fig. 2.3(a). It is observed that the majority of packets are between 256 and
512 bytes. At today’s standard Ethernet transmission rate of 100 Gb/s, a 256
byte packet persists for just 20.48 ns. This is significant, as it shows the interpacket gap must be kept short if overall network throughput is to be remain
high.
The throughput of a system with non-zero inter-packet gap can be evaluated as T = tpayload /(tgap + tpayload ), where tpayload is the time to transmit the
data payload (packet size divided by line rate), and tgap is the inter-packet gap.
† This

research focused on supercomputing applications, however the networking challenges are similar to those of hyperscale data centres.
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Figure 2.3: (a) Traffic statistics for a Microsoft Azure data centre, reported in [30].
97.8% of all discrete packets are 512 bytes or less. (b) Impact of the inter-packet
gap on overall transmission throughput, for 256 byte packets in a 100 Gb/s link.

60

Here, the inter-packet gap accounts for all potential delays between the end
of one packet’s payload and the start of the next. This might include switch
reconfiguration time, clock and data recovery (CDR) time, guard bands and
packet headers. Assuming network traffic composed of 256 byte packets in
a 100G link, the impact of the inter-packet gap on throughput is shown in
Fig. 2.3(b). The throughput is observed to drop off quickly as the gap increases, emphasising the importance of very short reconfiguration times. For
reference, electrical Ethernet switches have a standardised 96-bit inter-packet
gap [52], persisting for 0.96 ns in a 100 Gb/s link. The inset of Fig. 2.3(b)
shows that this permits the electrical switch to maintain a throughput above
95%. Any data centre switch should, therefore, target similar inter-packet gap
times to maintain high network throughput.
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2.1.2.4 Latency
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Low traffic latency has been identified as a key requirement for 5G mobile
telecommunications, which aim to provide a user with an end-to-end latency of
10 ms for non-critical applications, and 1 ms for critical real time applications
[53]. Latency within a data centre is measured in terms of the round trip time
(RTT), defined as the time between a server making a request, then receiving
a response, from another server in the network. Traffic studies on production
data centres from Microsoft, Amazon and Facebook report median RTTs of 0.4
to 0.6 ms; however, the worst case tail latency can be between 10 and 100 ms
[54, 55, 56]. These high tail latency cases are caused by traffic contention and
packet loss within the multi-layer network.
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In the ideal case, the RTT should be dictated only by the time-of-flight
between the most distant nodes in the data centre. A 2014 study of the
world’s largest data centres estimated that the longest internal network cable
run was 1.5 km [57]. If this is assumed to be connected using a standardised
2 km active optical cable [58], the round trip time-of-flight takes approximately
20 µs. An ideal data centre network fabric should not add significant extra
timing overhead to this propagation delay. Flat networks that do not require
multiple routing states (‘single hop’) can facilitate this, while also reducing
latency variation.

2.1.2.5 Power
Data centres consume a huge amount of power to operate, manage and cool
their constituent IT hardware. Power consumption of hyperscale facilities frequently runs into the tens of megawatts [57], and has been increasing by 4.4%
per year [59]. The 2015 study by Andrea and Edler of Huawei Technologies
reported that data centres could consume as much as 13% of global power by
2030 [60]; however, this figure has been contested by more recent work [61].
Nevertheless, power consumption is a chief concern for data centre operators,
as it dominates operational costs and can limit the number of machines that
can be simultaneously supported.
It has been shown that hyperscale data centres are able to improve energy efficiency by consolidating more resources at the same location [62], and
that the network power draw can be kept low provided that the network does
not consume power while it is not being used [63, 64]. An ideal data centre
switch should, therefore, have negligible power consumption relative to the
total network and should remain low while the network scales.

2.1.2.6 Summary of ideal switch characteristics
Summarising the conclusions from this section, the ideal data centre switch
should have the following properties:
• High port count: reaching a radix >2500 ports.
• High per-port data rate: capable of providing >1 Tb/s per channel.
• Fast reconfiguration: able to keep inter-packet gap to ∼ 1 ns.
• Low, fixed latency: principally limited by the time-of-flight.
• Low power draw: remains low while the network scales.
• Future proof : able to improve upon the above characteristics.
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With the ideal-case specifications established, existing switching technologies can now be evaluated to determine their suitability to provide for the
future of hyperscale networking.

2.2

The electrical packet switch

Present day data centres are connected using electrical Ethernet switches.
These units perform electrical packet switching (EPS) to route traffic on a
packet-by-packet basis. At the heart of each electrical switch lies an application specific integrated circuit (ASIC), which is responsible for the high speed
ingress, processing, routing and egress of all data passing through the switch.
The scalability of electrical switches (and, therefore, EPS data centres networks) is dependent on the continued improvement of the switch ASIC; the
viability of this is examined within this subsection.

2.2.1

ASIC bandwidth

The capacity of an ASIC is defined by its total bandwidth. The ASIC total
bandwidth must be shared between the number of ports supported by the
switch. The ability of the electrical switch to increase its radix or bandwidthper-port is, therefore, determined by improvements to the ASIC total bandwidth. Driven by Moore’s Law and improvements in complementary metaloxide-semiconductor (CMOS) processing, ASIC bandwidth has enjoyed an exponential growth over time, as shown in Fig. 2.4. Multiple lines can be parallelised by the switch manufacturer to provide greater bandwidth-per-ports,
e.g. 64 ports of 400G each [65].
However, the future of ASIC scaling is uncertain, and will eventually be
limited by one of the following factors:
1. Moore’s Law improvements driven by decreasing transistor size cannot
be indefinitely relied upon. Moore’s Law scaling has been predicted to
end between 2025 and 2036, based on exponentially rising manufacturing
costs, or fabricators reaching the physical limitations of transistor size
[70, 71].
2. ASICs use a ‘ball grid array’ of electrical contacts to interface signals
to and from the underside of the 2D ASIC chip. However, practical
limitations on the packing and bandwidth of each contact of the ball grid
array creates a limit on the overall bandwidth density [72]. This limits
transceiver density within the ASIC, and forces the ASIC to occupy a
physically larger footprint. This negatively impacts the supported Baud
rate and practical scalability, discussed in points 3 and 4.
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Figure 2.4: Bandwidth of electronic ASIC devices over time, sourced from [66, 67,
68, 69]. Baud rate is the symbol rate operated by each internal serial transceiver.
Per-port line rate is the advertised bandwidth per-port. The total ASIC bandwidth
is the product of the number of internal transceivers and the per-port line rate.

3. Increasing the electronic line rate quadratically reduces the reach of electrical signals [73]. This is already a problem for 112 Gb/s traces (not yet
implemented, see below), which have been estimated to need two signal
re-timers (tripling the required power per link) to cover the ∼ 20 cm
between the edge of a switch unit and the ASIC [74]. This problem can
be alleviated by terminating the optical link closer to the ASIC using
midboard optics, on-chip optics or co-packaged optics [75, 76, 77, 78].
However, these solutions can be considered a stop-gap, as the electrical signals must still be able to clear the ASIC itself, which can exceed
67.5×67.5 mm2 [79].
4. The large chip size mentioned in points 2 and 3 introduces issues of practical scalability. For example, Broadcom’s 12.8 Tb/s ASIC, mentioned
above, has a footprint over 60 times larger than the leading CPU [80].
Silicon wafer fabrication errors can be described as variations on Poisson distributions, and so become exponentially more likely as chip size
increases [81]. Reliablility and yield, therefore, decrease exponentially
with chip size.
5. Further increases to transceiver density negatively impact on-chip device
temperature. This prevents the whole ASIC from being operated at the
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same time, a problem described as ‘dark silicon’. It has been estimated
that as much as 50% of an 8 nm ASIC will be underutilised due to
thermal limitations [82], preventing performance from keeping pace with
transceiver count.
Given these points, the exponential growth of ASIC bandwidth, and their
support for future data centre growth, cannot be relied upon long term. Indications of these stresses are already present in modern switches. For example, Fig. 2.4 shows that the Broadcom switch ASIC Baud rate has stalled at
25 GS/s. The 2018 Broadcom Tomahawk 3 achieved 50G per-port by using
4-level pulse amplitude modulation (PAM-4) to transmit two bits per symbol
through each of the 256 25 GBd transceivers, for a total bandwidth of 12.8 Tb/s
[68]. The 2020 Broadcom Tomahawk 4, meanwhile, achieves 100 Gb/s per port
by multiplexing two of these 50G channels together. The total bandwidth of
25.6 Tb/s is then achieved by doubling the number of transceivers to 512 [69].
Points 1, 2 and 5 above show that transceiver count and density cannot be
increased indefinitely, threatening the scalability of Ethernet switches.
When the ASIC total bandwidth becomes limited, switch designers will
have to reduce the switch radix if they are to keep pace with the bandwidthper-port requirements outlined in section 2.1.2.2. However, doing so will force
data centres into > 3 tier networking architectures, thereby failing the radix,
latency and power consumption targets established in section 2.1.2.6. A switch
that is able to decouple bandwidth growth from radix would be better suited
for future scaling; section 2.4.2 will show how optical switches can achieve this.

2.2.2

Power consumption

Electrical Ethernet switches face a fundamental limitation in terms of power
consumption as they must electrically process every bit that moves through
the switch. Power consumption is, therefore, proportional to the total bandwidth of the switch. In reality, net power consumption grows even faster: for
example, the Broadcom 12.8 Tb/s ASIC offers only a 40% improvement in
power efficiency per 100G port over the previous 6.4 Tb/s unit, indicating
overall power consumption increased by 125% [68]. This scaling fails to meet
the requirements set out in section 2.1.2.6, which seek to keep the switch power
consumption low even as the network scales.

2.2.3

Functionality

Although ASIC manufacturers have been able to sustain an exponential improvement in total bandwidth, this has come at the cost of internal functionality. Zilberman (University of Cambridge), Bracha and Schuzkin (Broadcom)
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have highlighted that modern Ethernet switches are unlikely to be able to
provide the maximum advertised line rates for short packet sizes (≤256B).
Instead, the authors argue the ASIC must route these packets at a reduced
rate or aggregate packets into longer bursts [42]. In this scenario the switch is,
therefore, compromising its ability to perform arbitrary routing for all packets. This is particularly significant given the data presented within Fig. 2.3(a),
which shows the majority of packets are on the order of 256B and below.

2.3

Clos network architectures

Clos architectures can be employed to construct large network fabrics from
smaller switching elements. These architectures seek to provide any-to-any
connectivity between input and output ports while remaining non-blocking.
Non-blocking signifies that the architecture can connect an input to an output without preventing a simultaneous connection between two other ports.
This can be strictly non-blocking (all permutations are always possible) or
rearrangeably non-blocking (all permutations are possible, but existing connections may have to be rearranged); for more details see Midwinter et al.
[83]. In this section, an example is given of how a large data centre network
can be constructed from smaller (electronic or optical) switching elements.

2.3.1

Crossbar switch

Crossbar switches represent an ensemble of binary switches that are capable
of any-to-any circuit switching. An abstraction of a single crossbar switch is
shown in Fig. 2.5. N inputs connect to N outputs through a matrix of crossing
points. Each crossing point can make a binary decision to redirect its input
signal to its orthogonal output lane. Circuits are established independently,
and so the switch is strictly non-blocking.
Mechanical crossbar switches were used within telephone exchanges in
the late 19th century, though are, of course, now fabricated in silicon. The
complexity of crossbar switches increases with N 2 , such that integrated devices
suitable for high data rates are typically limited to ≤ 128 ports [84]. Scheduling
the full crossbar switch can also become prohibitively complex and lengthy
at large N [85]. Although the internal design of today’s electrical Ethernet
switches may not match the classic example given in Fig. 2.5, they can be
considered crossbar switches as they provide single-hop non-blocking any-toany reconfiguration† .
† Note

that full crossbar functionality may be compromised in modern full-rate switches,
discussed in section 2.2.3.
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Figure 2.5: Conceptual example of a N × N crossbar switch. Strictly non-blocking
circuit switching is achieved through scheduling each of the N 2 crossing points.

2.3.2

Clos topology

Scaling a switch fabric beyond the radix of a single crossbar switch can be
achieved using a Clos topology. Based on the work by Charles Clos in 1953,
these fabrics maintain the properties of any-to-any, non-blocking connectivity
by networking multiple switch modules into a multi-stage architecture [9]. An
example three-stage Clos network is shown in Fig. 2.6. Each module is a
crossbar switch as shown in Fig. 2.5. By interconnecting r switches of radix
n × m through a intermediate stage of m switches of radix r × r, the Clos
network supports N = rn nodes.
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Figure 2.6: Example of a 3-stage Clos network. Each green unit is a crossbar
switch capable of any-to-any strictly non-blocking routing, as shown in Fig. 2.5.

The Clos network is able to maintain non-blocking behavior by introducing
path diversity through the intermediate layer. This can be seen in Fig. 2.6,
where input node 1 has m ways to connect to output node 1. Clos’s original
paper demonstrates strictly non-blocking behavior is possible when m > 2n−1;
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otherwise m ≥ n and the network is rearrangeably non-blocking.
The Clos topology can be scaled further by introducing additional stages.
To illustrate this, consider the three-stage network in Fig. 2.6 and the simple
case where all submodules are identical n = m = r crossbar switches, such
that the network supports N3 = n2 nodes. In this notation, the subscript
on N indicates the number of network stages. Now consider a new switch
fabric, where the N3 network can now be used as the switch for each of the
intermediate layer submodules, such that r = N3 . This new fabric has five
stages and supports N5 = nN3 = n3 end nodes. In this way, the 2i + 1 stage
Clos network can be shown to support N2i+1 = ni+1 nodes, for integer values
for i.

2.3.3

Spine-leaf data centre network

The three-stage Clos network shown in Fig. 2.6 can be used to interconnect N
nodes, such that input 1 is the same node as output 1. As these are the same
node, it can be helpful to ‘fold’ the topology at its midpoint, such that input
1 and output 1 are physically co-located. The resulting design is a folded-Clos
and is equivalent to the spine-leaf network, shown previously in Fig. 1.2(b).
This represents a popular architecture for modern data centre networks thanks
to its non-blocking Clos properties, predicable latency and suitability for eastwest traffic [86].
Following the notation used in section 2.3.2, the two-tier spine-leaf can
support r leaves using spine switches with r ports. Each leaf represents a
ToR, and so n is bounded to roughly 40 servers per rack. Using a cutting edge
64 port 400G switch [65], the two-tier spine-leaf network is able to support
just 64 nodes and 2560 servers† . This falls well short of the targets set out in
section 2.1.2.6, and as such the two-tier spine-leaf is shown to be insufficiently
scalable for hyperscale requirements.

2.3.4

Three-tier fat-tree network

To scale beyond the two-tier spine-leaf network, hyperscale data centre operators have returned to three-tier networks, similar to the traditional data
centre network shown in Fig. 1.2(a). However, modern data centres apply the
five-stage Clos architecture introduced in section 2.3.2 to maintain the properties that made the spine-leaf desirable. An example three-tier Clos network is
the fat-tree, introduced by Al-Fares et al. of the University of California Santa
Barbara in 2008 [87]. Alternative three-tier Clos networks have been proposed,
† In

this example oversubscription must be applied at the ToR if it is to support 40
servers; otherwise n is bounded by r/2.
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such as the Facebook 4-post topology [12] and the super-spine leaf [88]; however these designs have similar functional and scaling properties. Therefore,
just the Al-Fares fat-tree is considered here.

Servers

ToR

Pod 1

Pod 2

Pod 3

Pod 4

Figure 2.7: Three-tier Fat-tree Clos data centre network proposed by Al-Fares et
al. [87]. The design offers superior scaling compared to the leaf-spine architecture,
but with higher, more variable latency.

The three-tier fat-tree network is shown in Fig. 2.7. Racks of servers are
arranged into pods, with the ToR and aggregate layer switches interconnected
with a full mesh. Every switch in the core connects to every pod, mirroring the
spine-leaf design. To assess the scalability, the Clos notation from section 2.3.2
is used. If all switches are identical with port count r, the fat-tree core supports
r pods. Within each pod, the aggregate switches must use r/2 ports to connect
up to the core, and r/2 to connect down to the ToRs. The number of servers
supported by the l-tier fat-tree is therefore given by [42]
N =n

rl−1
,
2l−2

where n is the number of servers per ToR. If no oversubscription is applied
within the rack, n = r/2, and the three-tier fat-tree supports N = r3 /4 servers
which is the result given in [87].

2.3.5

Outlook on electrical network scaling

To compare with the example given in section 2.3.3, when n = 40 and r = 64 the
three-tier fat-tree supports a maximum of 81,920 servers. This is a significant
improvement compared to the two-tier spine-leaf; however, it still fails to reach
the > 105 server counts targeted in section 2.1.2.1. Furthermore, the threetier design reintroduces the issues of long and variable traffic latency, as well
increasing equipment and power costs. Improved scaling could be achieved by
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employing higher radix switches, but it has been shown in section 2.2.1 that
this can only be achieved by sacrificing the per-port bandwidth. Therefore,
multi-stage Clos networks based upon electrical Ethernet switches are shown to
be lacking in their ability to meet the ideal hyperscale data centre requirements
set out in section 2.1.2.6. This situation is set to deteriorate further in the near
future, as it is expected that the exponential improvements to ASIC switch
bandwidth cannot be maintained. Given these conclusions, hyperscale data
centres require alternative networking and switching technologies that are able
to physically scale without compromising bandwidth.

2.4

Optics for data centres

Transmission using optical fibre provides several advantages over copper interconnects, including lower propagation loss and higher data rates. For these
reasons, active optical cables are already used ubiquitously within the data
centre environment to interconnect ToRs and switches. This section provides
an overview of the advantages of optical transmission, and how they can be
extended into the switching regime.

2.4.1

Propagation distance

An optical signal propagating through a fibre experiences loss. The pioneering
work by Kao and Hockham in 1966 demonstrated that this loss is principally
caused by scattering off inhomogeneities and impurities within the silica, and
can, therefore, be brought low through careful manufacturing [17]. Kao went
on to prove this with his 1968 demonstration of a fibre featuring an attenuation
coefficient of <5 dB/km [89], laying the ground work for all long distance
transmission thereafter. Today, commercial fibre has an attenuation coefficient
below 0.2 dB/km for wavelengths propagated at 1550 nm [90], with research
fibres reaching as low as 0.14 dB/km [91].
The low attenuation coefficient of modern standard single mode fibre
(SSMF) fibre can be maintained across a broad passband of wavelengths, as
shown within Fig. 2.8. The attenuation is mostly below 0.4 dB/km from 1260
to 1700 nm; a passband of over 60 THz. The peak at 1383 nm is caused by
water absorption within the fibre and can be suppressed through further fibre
engineering [93]. Consistently low losses at high propagation frequencies has
made optical fibre the solution of choice for interconnecting all high bandwidth
data centre links for distances greater than a few meters. For example, a 25G
copper interconnect has a typical reach of less than 5 m, so is only appropriate
for intra-rack connections [94]. In contrast, an equivalent 25G active optical
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Figure 2.8: Wavelength dependence of the attenuation of light in single mode
optical fibre. For wavelengths below 1550 nm Reighley scattering dominates; above
1550 nm the intrinsic absorption of infrared light by silica dominates. The peak at
1383 nm is caused by water absorption [92].

cable can support distances of up to 25 km [95].

2.4.2

Wavelength Division Multiplexing

The wide passband of optical fibre permits the propagation of multiple optical
signals at different carrier frequencies. By modulating each carrier with an independent data stream, the channels can be combined and transmitted simultaneously within the same fibre in a process referred to as wavelength division
multiplexing (WDM). An example is shown within Fig. 2.9. Multiple independent transmitter and receiver pairs are able to communicate separately by
transmitting data on different frequencies (colours) of light. Early conceptual
analysis on WDM transmission was performed by DeLange of Bell Telephone
Laboratories in 1970 [96]† , with experimental demonstrations by IBM Laboratories (1971) and the Nippon Telegraph and Telephone Corporation (NTT)
Japan (1978) following shortly after [97, 98].
The number of channels that can be co-propagated using WDM is given
by
Nch =

Btotal
,
Bch + Bgap

(2.1)

where Btotal is the passband of the total transmission window, Bch is the
bandwidth occupied by each channel, and Bgap is the frequency gap (channel
spacing) between channels. A recent demonstration by Galdino et al. from
† DeLange

concluded that a WDM system with 24 optical carriers could potentially
support 192 television channels simultaneously!

Tx1

Tx3
Tx4

Multiplexer

Tx2

Optical fibre

Demultiplexer
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Figure 2.9: Principle of wavelength division multiplexing. Independent data
streams are modulated onto different carrier frequencies, illustrated here using different colours. This permits the separate channels to propagate through the same
optical fibre.

University College London (UCL) transmitted 660 WDM channels over 40 km
using Bch = 25 GHz and Bgap = 0.5 GHz across a continuously amplified transmission window of Btotal = 16.83 THz [99]. This experiment achieved a world
record data rate of 178 Tb/s within a single optical fibre, and yet still only
occupied a fraction of the full low-loss window shown in Fig. 2.8.
Evidently, a single optical fibre is able to support an enormous amount of
data, especially for few-km links like data centres where repeated optical amplification is not required. The theoretical capacity of an information channel
was derived by Claude Shannon and Ralph Hartley [100, 101, 102], and for an
optical channel carrying WDM traffic is given by
C=

N
ch
X

2Bi log2 (1 + SNRi ),

i=1

where the factor of 2 accounts for the ability to transmit independent data
streams on orthogonal polarisation states, Bi is the bandwidth occupied by
channel i, and SNRi is the signal-to-noise ratio (SNR) of that channel. The
significance of this relation is that the capacity can be scaled by transmitting
more WDM channels across greater transmission bandwidths† without increasing the number of physical connections (the fibre). WDM through optical fibre
is, therefore, able to decouple bandwidth from radix; this contrasts with the
conserved bandwidth of electronic switch ASICs discussed in section 2.2.1.
This suggests that optical switching technologies that support WDM can scale
both bandwidth and radix independently, potentially supporting future data
centre requirements.
† Long

distance transmission through optical fibre over many terrahertz of bandwidth
with high optical power can accumulate nonlinear effects that limit SNR and, therefore,
capacity [103]. However, the distances, bandwidths and powers to observe these effects are
beyond those considered in this thesis.
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Optical switching

The wealth of optical switching research performed between 1980 and today
has resulted in a range of technologies that achieve optical switching using different underlying processes. These can be used individually or together to produce systems with different characteristics. This section provides an overview
of the principle optical switching technologies that have been proposed and
developed. Consideration is also given as to what extent each method is able
to achieve the hyperscale data centre requirements set out in section 2.1.2.6.

2.5.1

Communication methodologies

Optical switching can be subdivided into three principles. The first, optical
circuit switching (OCS), is where the optical switch establishes a dedicated
light path between two nodes. This light path could be a physical fibre, a
directed free-space beam, or a single wavelength routed between two nodes.
OCS is characterised as a low-granularity bandwidth allocation solution, as
each bandwidth-rich light path is discrete and unshared. These systems are
sometimes referred to as ‘quasi-static’, as once the light path is established it
will persist for some time, routing high bandwidth information. The transmitted data is path agnostic; it contains no routing information and simply
propagates start to finish between the two connected nodes. A separate communication channel is required to organise and schedule the OCS connections,
though individual packets and flows do not require scheduling or acknowledgement once the circuit has been established.
The second principle is optical packet switching (OPS), where switching
is performed at the granularity of packets. In a typical scheme, each packet
must have a packet header that contains its routing information, such as its
destination and packet index. A successful OPS system must buffer an incident
packet, sample and read the packet header, act on the control information,
reconfigure, handle contention, then release the packet from the buffer to its
destination. The lack of optical memory and all-optical header processing
make a true OPS system difficult to realise. However, no additional control
channels are needed and bandwidth allocation can be high-granularity.
The third principle is optical burst switching (OBS), a more recent technique that aims to combine the best features of OCS and OPS systems. Proposed by Qiao and Yoo in 1999 [104, 105], OBS applies time-domain multiplexing to dynamic OCS channels to improve bandwidth granularity. This is
achieved by first sending a routing request (header) to the switch, then following it a fixed time later with multiple packets (a burst) that contain the pay-
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load data. This method reduces the control overhead per packet, and removes
the need for optical buffering at the switch. However, the ‘just in time’ header
processing cannot guarantee contention-free routing or successful transmission,
such that OBS can suffer from significant packet loss when the network load
is increased. The delay between the header and burst can be increased to improve the chance of successful transmission, but network throughput decreases
proportionally. The defining characteristics of OCS, OBS and OPS systems
are summarised in Table 2.1.
Table 2.1: Characteristics of optical circuit switching, optical burst switching, and
optical packet switching, using definitions common at the turn of the 21st century.
Definitions from [20, 106, 107]. Config.: configuration.

Characteristic

OCS

OBS

OPS

Transmit duration
Transmit guarantee
Control plane
Buffering
Packet misordering
Control overhead
Config. overhead

Milliseconds
Possible
Out-of-band
No
No
Request + reply
Circuit setup

Microseconds
No
Out-of-band
No
Possible
Request + delay
Burst assembly

Nanoseconds
No
In-band
Required
Possible
Packet header
None

A final classification of switching is wavelength-routed optical burst
switching (WROBS), proposed and developed by Düser, Bayvel et al. of UCL
from 2001 [108, 109, 110, 111, 112, 113, 114]. WROBS represents an extension
of OBS that combines fast switching lasers with passive wavelength routing
elements to permit highly dynamic OCS. Packets are buffered at the edge in
virtual output queues until a centralised control node grants the transmitter a wavelength and timeslot for transmission through the network. This
control method permits contention-free transmission even at high loads. In
an ideal implementation WROBS shares the same properties of OCS listed
in table 2.1, but with kilobit bandwidth granularity. A further distinction is
that all discrete flows in a WROBS scheme must be individually scheduled
and acknowledged by the central controller; this contrasts with the OCS case
where transmission is unrestricted once the circuit has been established. The
control scheduler efficacy, calculation speed and round trip acknowledgement
time from the requesting node are, therefore, critical factors in determining the
success of a WROBS network. With these definitions in mind, the following
optical switch technologies can be identified for their suitability for specific
switching schemes.
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Optical switching technologies

2.5.2.1 Free-space switching
When an optical beam is redirected outside of an optical fibre or solid transmission medium, it is referred to as free-space switching. Beam steering can be
performed within a 2D plane or a 3D space using micro-electro-mechanical systems (MEMS). Petersen of IBM Research demonstrated as early as 1980 that
micromirrors could be integrated directly onto a silicon surface [115], discussed
further in his seminal 1982 paper [116].
By building a matrix of micromirrors, fully reconfigurable switches can be
constructed that redirect optical beams across a free space propagation region.
These solutions are typically low loss, transmission-format transparent, and
support wideband WDM traffic through every port. Early examples from 19962000 were reported by the University of Japan [117], AT&T [118, 119] Lucent
Technologies/Bell Labs [120] and U.C. Davis [121], who employed N 2 pop-up
mirrors on a square 2D surface to direct N input ports to N output ports. This
is a direct analogy of the crossbar switch shown in Fig. 2.5, and shares the
same properties of strictly non-blocking, any-to-any connectivity. Similarly,
the complexity of implementing N 2 mirrors limits practical scalability to ∼ 32
ports [122].
Instead, beam steering across a 3D space uses just 2N mirrors, and offers
reduced crosstalk [123]. The principle of this method is shown in Fig. 2.10.
Lucent Technologies (spun out of AT&T in 1996), partnered with Bell Laboratories, demonstrated that 3D MEMS of micromirrors could be used to reach
very high port counts with loss loss. Progressive constructions of 3D MEMS
switches supporting 112 [124], 238 [125], 1100 [126] and 1296 ports [127] were
reported between 2000 and 2003, with optical losses between 2 and 5 dB.
Scaling the radix of a 3D MEMS switch is achieved by increasing micromirror translation angle and propagation region length, increasing the overall system size (The 1296 × 1296 port switch build by Rfe et al. was as large as a full
server rack [127]). However, larger mirror arrays also mean greater variation
in free-space beam propagation distance, a factor that effects beam diameter.
When this exceeds the size of the micromirror’s reflective face, the system
becomes lossy and crosstalk between ports can be introduced; see Deakin et
al. for details [128]. The practical scalability of using multiple micromirror
arrays can also be prohibitive; it is noted that commercial MEMS switches today avoid micromirrors and large lenses and instead use adjustable collimators
[129]. In this design, direct beam steering is achieved by mounting an optical
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Figure 2.10: Principle of a highly scalable 3D MEMS optical switch. Two reflectance stages permits 2N micromirrors to redirect optical beams between N inputs and N outputs for free space switching. Collimators and lens can be required
to focus the light beams onto the micromirrors.

collimator on (for example) a piezoelectric gimbal mount. This permits input
light to be pointed across a 3D free-space region, to be collected by a second
adjustable collimator aligned with the first [130]. These designs are cheaper
and more robust, but are actually less scalable: the largest systems to date
support 384×384 ports [25, 26].
A significant drawback of switching through physical translation is long
switching time. MEMS switches can take on the order of 1-10 ms to reconfigure
[118, 127, 129, 25, 26]. This becomes worse as the system physically scales and
the translation angles increases. The MEMS switch is, therefore, the classic
example of an OCS, as it establishes high bandwidth lightpaths for long periods
of time with infrequent reconfigurations. This makes them inappropriate for
handling the bursty nature of data centre traffic.
For improved switch times and size, Seok et al. at University of California,
Berkeley have recently developed an adiabatic MEMS coupler. The switch,
integrated on silicon, operates using two stacked 2D-planes with orthogonal
waveguides. The adiabatic couplers are arranged in a crossbar configuration
on the upper plane. Through application of an electric field the couplers can be
bent down, coupling light to the lower plane [131]. The design offers low loss
propagation and can be switched relatively quickly given the small, 1D range
of motion required by the couplers. Seok et al. have since demonstrated a fully
non-blocking 240 × 240 port switch, constructed by lithographically stitching
together a 3 by 3 grid of 80 × 80 adiabatic couplers that can switch in just
400 ns [132, 133]. This shows promise for future radix improvements for space
switches, but still falls short of the target switch radix (2500 ports) and switch
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times (∼ 1 ns) outlined in section 2.1.2.6.

2.5.2.2 Space switching
Space switching redirects broadband light within a physical medium such that
it emerges at spatially separate locations. This can be achieved using a number
of nonlinear techniques; a few examples of the mostly commonly applied methods are shown in Fig. 2.11. In Fig. 2.11(a), a directional coupler switch brings
together two waveguides such that optical power coupling occurs [134, 135].
Through application of an electric field across the coupling region the optical
length can be changed, such that power is variably transferred between one
of the two outputs [136, 137]. A Mach-Zehnder interferometer (MZI) switch
is shown in Fig. 2.11(b). Optical input light is split 50:50 using a multimode
interference (MMI) coupler and opposing phase shifts applied to each arm.
The light is then recombined at a second MMI coupler, inducing complete
constructive interference at one output, and complete destructive interference
in the other [138]. The design is discussed further in section 2.7.2. An optical
broadcast-and-select switch is shown in Fig. 2.11(c). Input light is split equally
between two branches using a MMI coupler, and each branch is passed to an
amplification or gain region, typically a semiconductor optical amplifier (SOA).
The light in each branch is then amplified or asborbed by applying positive
or negative injection currents to each SOA [139]. In contrast to the devices
shown in (a) and (b), which ideally conserve optical power, the amplification
stage in (c) can provide gain to the switched signal.
+V
In

Out1
Out2

(a)

In

+V

Out1

GRD

-V
(b)

Out2

In

+I
SOA1
Out1
SOA2
Out2
-I
(c)

Figure 2.11: Example technologies used to achieve 1×2 space switching. (a)
A directional coupler switch. (b) A Mach-Zhender interferometric switch. (c) A
broadcast-and-select switch using semiconductor optical amplifiers.

The switches considered here rely on nonlinear propagation processes as
the light moves through the device. This can be achieved by integrated the
device within materials like lithium niobate, lead zirconium titanate (PLZT),
indium phosphide (InP) or silicon. Use of such materials means that the necessary coupling, phase shift or gain can be achieved within just a few millimeters
or less, permitting integrated devices orders of magnitude smaller than freespace switches. Phase shifting can be achieved using the thermo-optic effect
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[138]; however, the electro-optic effect can achieve the same result with significantly better power efficiency and switching speeds [140]. As a result, space
switches can reconfigure on few-nanosecond time scales or better. For example, Nashimoto et al. have demonstrated and commercialised 2×2 PLZT
directional couplers that switch within 2.5 ns [141, 142, 143], while Tajima et
al. have demonstrated that MZI devices can switch on the order of picoseconds
[144, 145, 146]. Similarly, it has been demonstrated that SOAs can achieve subnanosecond rise times [147, 148, 149]. This makes integrated space switches
ideally suited for OPS, achieving the timescales targeted in section 2.1.2.6.
Furthermore, space switches are broadband devices that permit a wide
range of carrier frequencies to propagate [150]. This makes them suitable for
WDM transmission that can be scaled independently of port count. For example, Mendinueta et al. of the National Institute of Information and Communication Technology (NICT), Japan, have demonstrated a 2×2 PLZT switch
that supports 12.8 Tb/s through each port [151, 152].
However, the physical scalability of space switched devices is limited. The
devices shown in Fig. 2.11(a) and (b) are 1×2 switches, and so are functionally
similar to the binary switch unit from section 2.3.1. Switch scaling is therefore
achieved by cascading 1×2 devices in crossbar [153, 154, 155] or Clos topologies [156, 157, 158, 159, 160]. Using these designs, 8 × 8 monolithic lithium
niobate switches were demonstrated as early as 1986 by Granestrand et al.
of Ericsson Telecom [153] and 1988 by Duthie and Wale of Plessey Research
and Technology (shortly followed by a 16 × 16 device in 1991 [161]). However,
the subsequent 30 years has seen limited further scaling: the largest monolithic demonstrations to date support just 32×32 ports [155, 140], limited by
cascaded optical loss (typically 15-20 dB in the referenced demonstrations),
control complexity, and the relative immaturity of the photonic integration
technology.
Finally, the broadcast and select switch shown in Fig. 2.11(c) must be
recognised as a special case, as the inherent optical gain permits the device
to overcome larger 1 × N broadcast arrays and non-ideal system losses. Key
demonstrations were carried out in the early 1990’s by Gustavsson, Janson et
al. of Ericsson Telecom, fabricating and testing 2 × 2 and 4 × 4 switches using
amplifiers [139, 162, 163, 164]. The inclusion of such devices within optical
transport networks was investigated in collaboration with Hill et al. at the
same time [165].
The application of these so-called ‘loss-less’ switches to data centre fabrics
has been carried out by Penty, White et al. at the University of Cambridge
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[166, 167, 168, 169, 158]. However, cascaded amplifier operation comes at the
cost of high cumulative noise and signal distortion [170], limiting feasible scaling to just 64×64 ports [171]. This can be partially relieved by interleaving
SOA-switches with MZI switches, improving signal integrity [172]. Clos topologies using this method have demonstrated up to 16×16 port switches; early
stage simulation results have suggested the design could scale up to thousands
of ports [173]. However, even a 1024 × 1024 MZI-SOA switch would require
over 32,000 MZIs and 65,000 SOAs, all requiring synchronous control and
power. Therefore, while support for large port counts might be theoretically
possible, the practical feasibility of such designs remains questionable.

2.5.2.3

Wavelength routing

A wavelength-routed optical network (WRON) physically redirects propagating optical signals based on the signal wavelength. This can be achieved using
passive devices and the principles of filtering and diffraction. The fundamental device within WRON technologies is the passive star coupler, shown in
Fig. 2.12(a). By splicing together N optical fibres to form a star with 2N end
points, an incident broadband optical signal at any input node is broadcast
to all N output nodes. WROBS is achieved by using tuneable transmitters
and optical filters to establish dedicated lightpaths between nodes. Though
conceptually simple, the optical broadcast introduces a minimum factor of N
loss (e.g. 18 dB for a 64×64 device, plus the loss associated with wavelength
filtering), limiting the useful physical scalability.
Improved loss characteristics can be achieved by incorporating two star
couplers into an arrayed waveguide grating (AWG). Proposed by Smit and
Vellekoop of Delft University in 1988, an AWG permits densely-packed carrier
tones to be multiplexed into a single fibre within a space-efficient, low-loss
device [174, 175]. An integrated AWG designed for 20 wavelengths around
1300 nm was demonstrated by Takahashi et al. of NTT in 1989. The principle
of operation is shown in Fig. 2.12(b). A 1 × N input star coupler distributes
a multiplexed signal to an phased-array of waveguides. Each waveguide has
a unique length, set such that a fixed phase difference is introduced between
each light path. The waveguides are then recoupled at the N × N output
star coupler, in which each wavelength constructively interferes at a spatially
separate focus. The AWG is in principle loss-less. Today, commercial units
incur few-dB losses due to device fibre coupling, on-chip propagation losses,
and manufacturing imperfections [176]; however, research devices have shown
< 1 dB insertion loss is possible [177, 178].
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Figure 2.12: Key technologies in wavelength routed optical networks. (a) A passive
star coupler broadcasts input signals to all outputs; individual wavelengths must be
selected for using optical filters or coherent receivers. (b) The arrayed waveguide
grating is a 1:N device that de/multiplexes wavelengths using dispersion and interference. (c) The arrayed waveguide grating router is an N × N device that routes
input signals based on input port as well as wavelength.

The principles of Fig. 2.12(a) and Fig. 2.12(b) can be further combined
to create an N × N AWG, also referred to as an arrayed waveguide grating
router (AWGR). First demonstrated by Dragone et al. of AT&T Bell Labs
in 1991 [179, 180], the AWGR is a cyclic device where a signal’s output port
depends on both its wavelength and its input port. The routing principle
is illustrated in Fig. 2.12(c). All inputs can reach all outputs by selecting
the correct wavelength, which differs with input port. This is an important
advantage of the AWGR, as it permits wavelength reuse within the device.
The wavelength routing technologies described within Fig. 2.12 are completely passive; a promising attribute for creating the low-power networks required by hyperscale data centres. To configure new lightpaths through the
device, the wavelength of the transmitter (or the filter at the receiver) must be
frequency-tuned. Following this, the WRON itself does not limit switch speed
- this is set by the reconfiguration time of the wavelength tuneable source
(WTS) at the transmitter, which can potentially be sub-nanosecond [181].
Physical scaling of AWG and AWGR devices is achieved by increasing
the size of the optical distribution and interference regions, while increasing
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the number of phased-array waveguides. Single devices have demonstrated
port counts as high as 512×512 ports [182]. However, small manufacturing
variations can introduce significant inter-channel crosstalk that limits device
performance [183]. For example, the above 512 × 512 AWGR featured a typical crosstalk of −4 dB. To overcome this, WRONs based upon 3D AWGs were
experimentally investigated by Timofeev et al. of UCL to provide larger port
counts with reduced crosstalk [184, 185, 186]. Alternatively, Takada et al. of
NTT, Japan, demonstrated that conventional AWGs can be post-processed
using ultraviolet exposure to reduce crosstalk [187, 188]. It is generally considered that production AWGRs should be able to support 64 × 64 radix with
50 GHz channel spacing while maintaining modest loss and crosstalk [189].

2.5.2.4 Liquid crystal switches
Liquid crystals are an unusual state of matter that contain free-flowing
molecules that exhibit crystalline behavior. This permits liquid crystals to
be used as a form of reconfigurable substrate, where the local refractive index
and polarisation properties can be adjusted through application of an electric
field [190]. Liquid crystals are, therefore, found in a wide range of applications, including display units, adaptive lens, thermometers, lasers, and optical
switches.
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Figure 2.13: Optical switching using liquid crystals. (a) A 2 × 2 liquid crystal
switch using polarisation management. By applying an electric field to the liquid
crystal polarisation rotator (LCPR), as in (b), the light can be redirected to the
second outport port. (c) A liquid cystral on silicon (LCoS) switch. Optical spectra
can be redirected by controlling the refractive index of each LCoS cell.
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Broadband switching of WDM signals can be achieved using a liquid crystal polarisation switch. Early designs were proposed and developed from 1979
by Richard Soref of the Sperry Research Center [191, 192, 193], and a physically
realised 2 × 2 switch was produced by Wagner and Cheng of Bell Laboratories
in 1980 [194]. The principle is shown in Fig. 2.13(a). A polarisation beam splitter (PBS) is used to separate input light at In1 into its s- and p-polarisation
(s-pol and p-pol) components. These are then passed through a liquid crystal
polarisation rotator. In the ‘off’ state, the polarisation states are unchanged,
such that they are recombined at a second PBS and exit at Out1. This occurs
because the birefringent interface is aligned such that it reflects the s-pol state
but transmits the p-pol. To redirect the light to Out2, an electric field can
be applied to the liquid crystal polarisation rotator such that it rotates both
polarisation states to their orthogonal orientation, as shown in Fig. 2.13(b).
As before, the s-pol is reflected and the p-pol is transmitted, but now the
recombined output emerges at Out2. The full device can operate as a 2 × 2
cross-bar unit by inputting light at the second interface of the input PBS.
Realised systems based upon this principle can achieve low insertion losses of
1-2 dB, with typical inter-channel crosstalk of ∼ −20 dB [192, 194]. However,
common with the MEMS switches, the switch reconfiguration time is limited
by the need to physically realign the liquid crystal molecules. The above systems reported switch times of 1-10 ms, while demonstrations targetting lower
switch times generally achieve switching on the order of 100s of microseconds
[195, 196].
The above systems represent 2 × 2 switch units, and so must be scaled
using Clos or cross-bar topologies [197], or by stacking liquid crystal in layers
[193]. Either method accumulates optical loss and crosstalk. To overcome
this, liquid crystals can also be used to create an active wavelength routed
switch. A fixed-bandwidth wavelength selective switch (WSS), based upon
the same polarisation adjustment principles discussed above, was developed
by Bell Communications Research in 1995 [198]. However, flexible-bandwidth
solutions using liquid crystal on silicon (LCoS) were subsequently introduced
and commercialised by Corning, Engana and Finisar [199, 200, 201]. These
designs build on the earlier work of McKnight et al. on liquid crystal spacial
light modulators [202, 203, 204], and can adjustably allocate and route optical spectra from 1 to N outputs. The principal of operation is outlined in
Fig. 2.13(c). A broadband input signal is diffracted through a dispersive grating onto a 2D LCoS grid. Each cell on the grid can be individually controlled
through application of a local electric field. By selectively adjusting the refrac-
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tive index of each cell, the angle of reflectance can be controlled and directed to
different fibre outputs. Cells, and therefore spectra, can be grouped arbitrarily,
making LCoS WSS extremely useful as add-drop multiplexers. Furthermore,
by operating over 3D free space, the interchannel crosstalk can be kept below
−40 dB. It should be noted that the same principle can be achieved using a
2D MEMS mirror array [205], but the LCoS cells are typically smaller so can
provide greater bandwidth resolution (potentially 3-6 GHz) [206].
The draw back of the LCoS switch is that limitations to the change in
refractive index and overall package size can restrict the number of supported
output ports. Today, commercial devices typically support up to 20 output
ports [201, 207], while research units have demonstrated 40 outputs [208].
Furthermore, the LCoS switch still requires the physical realignment of liquid
crystal molecules, preventing switching on nanosecond timescales.

2.5.3

Comparison of optical switch technologies

The key parameters from some of the optical switching demonstrations discussed so far are summarised within table 2.2. Values are restricted to reported
results from achieved demonstrations.
Free-space MEMS switches stand out as some of the most scalable solutions, while their potential for loss-low and low-crosstalk makes them excellently suited for cascaded operation to build very large networks. However,
the need to physically translate components to achieve switching limits reconfiguration time, preventing the nanosecond granularity required by hyperscale
data centres. MEMS switches can, therefore, be applied as a secondary OCS
network within a data centre to handle only elephant flows; notable examples
include RotorNet, FireFly and REACToR [212, 213, 214]. However, this does
not alleviate the problems of scalability, latency and power consumption that
persist in the existing EPS network.
The space switching solutions that use directional couplers, MZIs and
SOAs have no moving parts and can achieve the switch speeds needed for hyperscale data centre traffic. Indeed, full OPS networks have been proposed
based on 2 × 2 space switches, such as SPINet and Data Vortex [215, 216].
However, the requirement of cascading many low-radix devices quickly leads
to high insertion loss; or in the case of SOAs, high noise and distortion. This
generally prevents such designs scaling beyond tens of ports [217, 218]. Furthermore, as every device in the switch is active, the power consumption of
the fabric can be high, and increases as the switch scales.
Liquid crystal devices that switch via polarisation control can also provide
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Table 2.2: Summary of principal optical switching results from key publications within this section. BW/port: bandwidth-per-port. MEMS: microelectromechanical system. DCS: directional coupler switch. MZI: Mach-Zehnder
Interferometer. SOA: semiconductor optical amplifier. AWGR: arrayed waveguide
grating router. LC: liquid crystal. LCoS: liquid crystal on silicon.

Switch
2D MEMS
3D MEMS
3D MEMS
DCS
MZI
MZI-SOA
MZI-SOA
SOA
Star
3D AWG
2D AWG
AWGR
AWGR
AWGR
LC
LC
LC
LCoS
LCoS

Radix

BW/port

Time

240 × 240
THz
400 ns
1296 × 1296
THz
10 ms
384 × 384
THz
25 ms
4×4
THz
10 ns
32 × 32
THz
1 ns
16 × 16
THz
6 ns
1×2
THz
1.5 ps
8×8
THz
4 ns
n×n
THz/n
N/A
45 × 45
50 GHz
N/A
48 × 48
100 GHz
N/A
64 × 64
50 GHz
N/A
512 × 512
10 GHz
N/A
512 × 512
25 GHz
N/A
2×2
THz
80 ms
2×2
THz
150 µs
4×4
THz
4.6 ms
1×9
> 50 GHz
?
1 × 40
> 50 GHz
?

Loss

Crosstalk

Source

10 dB
4 dB
1 dB
13 dB
18 dB
1.5 dB
?
0 dB
1/n
14 dB
4 dB
7 dB
9 dB
20 dB
2 dB
1.1 dB
26 dB
4.7 dB
7.5 dB

−70 dB
−40 dB
−50 dB
−30 dB
−19 dB
−47 dB
?
?
N/A
−25 dB
−26 dB
−40 dB
−36 dB
−4 dB
−20 dB
?
−38 dB
−40 dB
−35 dB

[132]
[127]
[26]
[157]
[140]
[172]
[209]
[158]
[210]
[186]
[211]
[189]
[188]
[182]
[194]
[195]
[193]
[200]
[208]

broadband switching through every port, and with significantly lower power
consumption than SOA solutions. Furthermore, by applying the same underlying technologies that are used to create commercial display units, liquid
crystal systems can benefit from large scale economics for low cost production. However, 2 × 2 liquid crystal switches face the same scaling challenges of
space switching solutions, and offer inferior reconfiguration times of > 100 µs.
The LCoS wavelength routed WSS can help overcome this by creating 1 × N
routers; these can be generalised into N × N units using a Spanke architecture
[24]. A wavelength routed fabric constructed from LCoS switches could use a
combination of tuneable lasers at the network edge for nanosecond switching,
along with a bandwidth-adjustable routing fabric that can adapt for varying
datacentre traffic loads. However, even in this scenario the LCoS switch is
limited to tens of ports, two orders of magnitude lower than that required by
hyperscale datacentres.
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Wavelength routing can also be achieved using fully passive components
such as the star coupler, AWG and AWGR. These devices represent an interesting case as they do not limit switch speed and have zero power consumption.
As with the LCoS wavelength router, fast wavelength switching must be performed at the network edge; technologies used to achieve this are assessed in
section 2.7.1. The passive star coupler shares its optical power and bandwidth
among all ports; this limits its usefulness when scaling to large port counts. In
contrast, the properties of the AWGR are principally decided by the uniformity of the integration wafer [219, 182]. Careful manufacturing can, therefore,
permit the AWGR to scale to hundreds of ports while maintaining modest loss
characteristics and crosstalk. However, it is important to note that the AWG
and AWGR route signals by filtering fixed frequency bands; this limits the the
bandwidth per port and does not offer the flexibility of an LCoS router. Furthermore, narrow passbands prevent the direct application of wideband WDM
through every port, contrasting with the free-space and space switching solutions. WRONs must, therefore, apply spectrally efficient modulation formats
to achieve higher data rates without increasing the occupied bandwidth; this
is discussed further in section 2.7.2.
Overall, it is clear that no individual switch technology is currently sufficient to achieve the requirements of hyperscale data centres established in
section 2.1.2.6. However, technologies can be combined to approach the characteristics required for data centre networks. The following section highlights
some of the key demonstrations that have been published to date.

2.6

Optical switching architectures

Network architectures based upon the optical switch technologies discussed
in section 2.5 have been proposed since the mid 1980’s. Historically, these
architectures were applied to optical back-haul and metropolitan networks;
today many designs have been re-imagined for the data centre environment.
In this section existing optical network architectures are reviewed, grouped by
their principal technologies. An appreciation for the historical origin of each
technique is given, and examples of more recent designs applied specifically
to data centres are discussed. Focus is given to architectures that are potentially able to fully support the hyperscale data centre requirements established
in section 2.1.2.6. Therefore, hybrid networks that apply quasi-static MEMS
switches in parallel to existing EPS networks are excluded. Pure space switching solutions are also not discussed, given the scaling challenges discussed in
section 2.5.2.2.
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Passive star networks

2.6.1.1 Background
The earliest optical networks were constructed from a single passive star coupler, shown in Fig. 2.12(a). The networking applications of such a device were
introduced in 1985 by Payne, Stern et al. of British Telecom Research Laboratories, who proposed to join all users through a single star coupler. The
optical broadcast and select (OB&S) design allowed omni-directional communication. Specific links between pairs of nodes could be established by using
tuneable lasers to transmit on specific wavelengths, uniquely received at each
node using fixed optical filters [220, 221, 222]. Shibagaki et al. of Toshiba
Research experimentally investigated such a network, concluding a 5 km star
network could support 32 users [223].
Building on these principles, LAMBDANET was proposed and developed
by Goodman, Kobrinski et al. at Bell Communications Research between
1986 and 1990. To address the technological immaturity of contemporary
widely tuneable lasers, LAMBDANET used a fixed wavelength laser at each
transmitter, then employed a 1 : N AWG with N receivers at every node to
achieve wavelength selectivity [23, 224]. It should be noted that this receiver
configuration guaranteed contention-free simultaneous reception from multiple
sources. Physical demonstrations of 18 wavelengths supporting 16 nodes over
40 km were reported [225]. A further variation, RAINBOW, was proposed by
IBM Research using tuneable filters at each receiver to avoid the requirement
of N 2 receivers; this network was demonstrated to support 32 nodes over 25 km
[226].
The scalability of all these OB&S networks was limited by the number of
wavelengths available at the transmitter, particularly given the technological
immaturity of contemporary widely tuneable lasers. The high loss associated
with the optical broadcast, combined with losses from transmission and filtering, also limited feasible network scaling to 32 ports. This problem was
partially addressed by Bachus et al. of the Heinrich Hertz Institute (HHI),
who suggested the use of coherent receivers at every node. This configuration
permitted improved receiver sensitivity, and could achieve channel selection
without requiring optical filtering. The principles of coherent reception are
discussed in section 2.8.2. Support for 64 × 64 nodes was demonstrated in
1986 with sufficient margin to further double the network radix [227].
Building on Bachus’s demonstration, the potential of coherent multicarrier networking was investigated under the RACE (ID 1010) grant from
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1988-1992. Exploratory research into the application of coherent passive-star
fabrics for access networks was performed by a consortium of Philips, HHI,
IMEC vzw, Siemens and GEC-Plessey Telecommunications (GPT Ltd, later
merged into Marconi Telecommunications) [228]. A key outcome of the project
was the coherent multichannel demonstrator, a laboratory multi-node star network constructed using specially-made, co-compatible hardware from each of
the contributors [229]. The demonstrator used ten WDM frequency-modulated
channels supporting 140 Mb/s each, with optical budget for up to 1000 receiver
units. The project was succeeded by RACE Phase II, or COBRA (ID R2065),
which investigated the application of the coherent multi-carrier system to business and access networks. The expanded consortium operated from 1992-94
and investigated how the passive star principle could be expanded beyond the
1-to-many subscriber model. Through four field trials, COBRA tested reconfigurable add-drop nodes in the core of a network, the intra-connection of a
television studio, videoconferencing over access networks, and support for multimedia traffic in multi-directional business networks - a summary of this work
can be found in [230].
While the COBRA project was impressive in scope, the flexibility of the
coherent WDM passive star networks was again limited by the tuning range of
semiconductor tuneable lasers at the time, as well as their significant linewidths
of 30-40 MHz [228, 231]. The targeted channel reconfiguration times of < 1
second were poorly suited to packet-based network traffic, while the highest
demonstrated data rate of 2.5 Gb/s fell short of the 10 Gb/s already commercially available using direct-detection technologies. In contrast, research into
the competing technique of time division multiplexing (TDM) had already
demonstrated single-carrier data rates of 50 Gb/s, climbing to 400 Gb/s by
1998 [232, 233, 234]. This technology did not require widely tuneable fast
switching lasers, and was shown to be compatible with 40 Gb/s passive star
networks by Barry et al. of Telecom-CNET [235]. Therefore, although COBRA was succeeded by the advanced communication technologies and services
(ACTS) grant from 1994-98 [236], the technology was not adopted by network
operators, and progress was further disrupted by the dot com crash in 2000
[237].

2.6.1.2 WS-TDMA star
The potential of OB&S star networks was revitalised by the development of
WROBS in 2002 [111], and the increased commercial availability of widely
tuneable semiconductor lasers in the late 2000’s. The application of such lasers
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to coherent communication systems was thoroughly researched from 2010 by
Shi, Huynh, Barry et al. of the Rince Institute, Dublin [238, 239, 240, 241, 242,
243], and separately Maher, Thomsen (formally of the Rince Institute) of UCL
[244, 245, 246, 247]. The cumulation of this research permitted the adaption
of the OB&S star network for the data centre environment by Funnell, Shi,
Thomsen et al. of UCL in 2016 [248, 249].
The proposed wavelength-switched time division multiple access (TDMA)
(WS-TDMA) star network combined the tuneable transmitters of Payne’s designs with tuneable coherent receivers, as proposed by Bachus. By considering
short transmission distances the WS-TDMA network was shown to support
1024 nodes at a bit error rate (BER) of 10−12 [249]. The scale of this network
could be further increased by using coded modulation. In this scheme, redundant information bits are embedded within the transmitted data as a forward
error correction (FEC) code. The FEC encoding permits random bit errors
in the useful data to be identified and corrected at the receiver through digital post-processing. As such, an encoded channel that uses FEC can accept a
lower received SNR than an uncoding channel to achieve the same output BER.
The difference between the received SNRs required by the uncoded and coded
channels is described as the coding gain. Some FEC codes have theoretical
coding gains approaching 10 dB [250]; for the WS-TDMA star considered here,
every 3 dB of coding gain could potentially double the network scale. However, the implementation of FEC also decreases the effective data rate (due to
the overhead associated with transmitting the redundant information bits), requires power-hungry and complex signal processing at every receiver [251], and
delays the reception of the data, increasing transmission latency [252]. These
drawbacks must be considered by a data centre operator when targeting the
scale, power, and latency requirements established in section 2.1.2.6.
To approach the bandwidth granularity required by data centres, Funnell
used fast tuneable lasers for both the transmitter and the coherent receiver
local oscillator, improving networking flexibility and permitting multiple nodes
to share the same wavelength. Drawing on the principles of WROBS, fine
granularity OCS was achieved by applying TDMA with picosecond guardbands
between data bursts [248].
Although the WS-TDMA star has sufficient optical budget to support
1024 nodes, it can only support W connections simultaneously, where W is
the number of wavelengths the tuneable lasers are able to generate. TDMA
increases the number of nodes able to communicate using the same wavelength,
but proportionally decreases the bandwidth per node. For a continuously
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tuneable laser that can access total bandwidth Btotal , Eq. (2.1) can be applied
to give W = Btotal /(Bch +Bgap ) (to reiterate, Bch is the bandwidth per channel
and Bgap is the channel spacing). When the connected nodes N are greater
than W , the maximum data rate per port is given by
b=

Btotal · IM · Bch
,
(Bch + Bgap )N

(2.2)

where IM is the mutual information (bits per symbol). For the WS-TDMA
star demonstrated in [249], Btotal = 4.45 THz, Bch = 25 GHz, Bgap = 25 GHz,
IM = 1 and N = 1024, giving a bit rate per port of b = 2.2 Gb/s. This falls
well short of the bandwidth requirements required by hyperscale data centres,
and decreases at the network scales. Both the laser bandwidth, Btotal , and
the bits per symbol, IM , must be increased to make this design more viable;
methods to achieve this are investigated in chapters 5 and 6.
A further challenge encountered by the WS-TMDA star is the reconfiguration time of the fast tuneable lasers. Funnel et al. measured wavelength
reconfiguration times of 200 ns and better. To keep the switching overhead
below 10%, the WS-TDMA was set to only reconfigure wavelengths once every 20 µs. However, further research presented by Benjamin, Funnell et al.
has shown that limiting the wavelength reconfigurability in this way severely
impacts a scheduler’s ability to allocate traffic requests to the available wavelength/time slots [253]. However, subsequent research from Benjamin et al.
has shown that if the laser is able to reconfigure between every time slot (i.e.
sub-nanosecond switching), network throughputs of over 95% can be achieved
[254]. A widely tuneable source capable of such fast wavelength reconfiguration
is proposed in chapter 5.

2.6.1.3 PULSE
The 1/N scaling of the WS-TDMA can be avoided if the star coupler size
does not exceed the number of accessible wavelengths, W . This is addressed
within the PULSE data centre architecture, named for its periodic scheduling
method, and proposed by Benjamin et al. of UCL [255, 254]. The architecture
of PULSE is shown in Fig. 2.14. Each node contains x transceivers, and
nodes are arranged into groups of N . The ith transceiver in every group is
interconnected using an N × N star coupler, for i = 1, 2, 3, ..., N . In this way,
x2 star couplers are used to interconnect x groups. PULSE therefore supports
a total of N x nodes. Each tuneable transciever with its respective star coupler
represents a small WS-TDMA star as discussed in the previous section.
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N gives the radix of each star coupler, and is therefore eventually bounded
by the loss associated with the broadcast and select. However, if no wavelength
sharing is allowed, N is first limited by the number of wavelengths, W , accessible by the transceiver: Benjamin considers the case where W = N = 64.
PULSE can then be scaled continuously by increasing x; in practice this is
limited by the practical cost of deploying N x2 transceivers. For a given cost
budget PULSE is, therefore, still limited by W . The authors argue that setting
x = 64 could be competitive with electronic architecture prices while permitting scaling to 4096 ports; moreover, the number of required transceivers (and
therefore, deployment cost) is proportional to W −1 , so can be decreased by
using tuneable sources with greater bandwidth support.
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Figure 2.14: PULSE data centre architecture. N × N star couplers are used to
interconnect x groups of nodes, where nodes are numbered N1 to NN . Scaling is
achieved by adding new groups, each with a dedicated tuneable transceiver and
star coupler at every node. Each transceiver has a tuneable laser (TL) transmitter
and a tuneable local oscillator (TLO) coherent receiver, capable of sub-nanosecond
switching [254].

A distinct feature of the PULSE architecture is the proposal of a distributed CMOS hardware scheduler to perform the high speed control required
for hyperscale traffic patterns [256]. The scheduler allocates wavelengths and
timeslots to requested packets within each WS-TDMA star network with acknowledgement, and, therefore, is recognised as a type of WROBS network.
Simulations of the hardware scheduler suggest each execution of the scheduling algorithm can be completed within just 2.3 ns. This is well below the
packet duration times considered within this thesis (20 ns, see section 2.1.2.3),
permitting multiple optimising iterations. Using this method, PULSE is able
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to maintain ∼95% throughput at 100% load. Furthermore, the scheduler is
distributed, such that it is able to maintain performance even as x is increased.
The draw back of the PULSE architecture is that it relies on unrealised advances in tuneable sources. To maintain high throughput as load is increased,
PULSE requires wavelengths to be reconfigured on sub-nanosecond timescales
across C-band bandwidths. The authors suggest several laser source designs
that might be used to achieve this; however, physical layer demonstrations have
not yet been published. A tuneable source suitable for the PULSE architecture
is experimentally investigated in chapter 5

2.6.2

Wavelength routing using fixed wavelengths

2.6.2.1 Background
The problem of wavelength availability can be addressed by creating optically
switched architectures that use AWG and LCoS routing stages. Such devices
effectively perform a Fourier transform on the input signal, separating the
frequency components in space such that they can be individually filtered and
routed. An architecture built this way is a wavelength-routed optical network
(WRON), which were proposed and investigated by Hill of British Telecom
Research Labs [21, 19, 257], and separately Goodman, Kobrinski et al. [23,
24], from 1986.
An example WRON proposed by Kobrinski in 1987 for metro-scale networking is shown in Fig. 2.15, referred to here as the arrayed waveguide grating
cross-connect (AWG-XC) [24]. At each optical transmitting node N1 to Nk , inset (i) shows how electronic packets from many sources are collected and sorted
by destination. Each burst is assigned to 1 of k unique fixed-wavelength transmitters, which are multiplexed using a k : 1 AWG; here, k is limited by either
the radix of the AWG, or the number of unique wavelength lasers available.
Once multiplexed, the WDM channels are then transmitted through fibre.
At the cross-connection stage, each wavelength is demultiplexed at
AWGout and routed to AWGin such that output port i (i = 0, 1, 2, ..., k − 1)
of AWGout,j (j = 0, 1, 2, ..., k − 1) is routed to input port i of AWGout,j+i . This
cyclic routing scheme ensures full inter-connection without requiring wavelength converters. Finally, the remultiplexed WDM channels are transmitted
to their destination nodes. The receiver structure is shown in inset (ii), where
the WDM channels are demultiplexed by a final AWG and each wavelength
is uniquely received using a bank of k photodiodes. Packets can be locally
distributed using electrical connections as required.
The AWG-XC is an excellent early example of how k 2 transmitter/receiver
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Figure 2.15: The AWG-XC, an early example of a wavelength routed optical
network (WRON), proposed for metro networks in 1987 [24]. The fabric uses k
wavelengths and k 2 transceivers to interconnect Nk nodes in a strictly non-blocking
configuration.

pairs can be interconnected using just k wavelengths, demonstrating effective
wavelength reuse and high throughput through a strictly non-blocking architecture. While the network shown here uses fixed-passband AWG, bandwidth
configurable versions can be constructed using WSSs. Indeed, over the following decade, AT&T-Bell Labs designed and produced the reconfigurable optical
add-drop multiplexer (ROADM) to manage wavelength routed networks in
quasi-static configurations [258, 259, 260, 261, 262]. However, the network
shown in Fig. 2.15 can support just k end-nodes, and each end-node requires
a bank of k transmitter and k receivers. A full C-band, k = 96 AWG therefore
requires 9216 transceivers to connect 96 nodes. while this scheme may have
been possible for 1980’s metro networks, where each node can support many
local electrical hosts, it does not directly translate to the data centre, where
each node must represent a single rack of servers.

2.6.2.2 OSMOSIS
Elements of the WRON-based AWG-XC can be recognised in early optically
switched architectures for data centres. However, these networks introduced
switching functionality into the cross-connection stage of Fig. 2.15 to expand
the design to support OPS and greater node counts. An important early example of an OPS built in this way is the Optical Shared Memory Supercomputer
Interconnect System (OSMOSIS) [263]. Developed by IBM Research from 2004
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to 2008, OSMOSIS applies a mixture of wavelength routing and space switching to create high speed connections between nodes. Though proposed for
OPS networks, the fabric does not contain any packet identification functionality. Instead, OSMOSIS applies the same strategy proposed for the AWG-XC:
packets are electrically sorted by destination at the transmitter onto a specific
wavelength, as shown in Fig. 2.15, inset (i). Packets are re-processed and
re-sorted as needed through multiple hops using optical-to-electrical-to-optical
(OEO) conversion. OSMOSIS is, therefore, a pseudo-OPS, as the control plane
is in-band, but electrical buffering is still required (see table 2.1).
SOAs
k:1

Tx1

Txk

EDFA

Tx3

Rx1
Rx2

k:1 AWG

Tx2

WSS

1:N

k Broadcast Units

Rx3
RxN

N Select Units

Figure 2.16: OSMOSIS optical switch fabric. The switch operates in two stages.
First, a WDM broadcast and select is performed using the Broadcast Units and the
first rank of SOAs. Second, a WSS selects for the desired frequency.

A generalised OSMOSIS fabric is shown in Fig. 2.16. A control scheduler allocates wavelength/timeslots by assigning packets to a fixed wavelength
transmitter at the switch edge. k transmitters are multiplexed using a k-port
AWG. The WDM output is amplified using an erbium doped fibre amplifier
(EDFA) then broadcast using a 1 : N optical star coupler. This makes up a
single Broadcast Unit. Each output of the Broadcast Unit star coupler connects to a separate Select Unit. In this way, up to k Broadcast Units can be
connected to N Select units. Within each Select Unit, the inputs are received
through an SOA acting as a fast optical gate then coupled using a k : 1 star
coupler. Finally, a WSS composed of an AWG, k parallel SOAs, and a second
AWG, is used to perform fast WDM channel selection.
OSMOSIS supports k 2 × k 2 nodes while permitting wavelength reuse between unique pairs of Broadcast Units and Select Units. As N is set uniquely
from k the network can be asymmetric: the original OSMOSIS architecture
used N = 2k 2 such that each each node housed two receiver units; this was
shown to be advantageous for scheduling, latency and link failure manage-
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ment [264, 265]. The proof of concept demonstration supported 64 × 64 ports
at 40 Gb/s, switching 256 byte packets (51.2 ns) in approximately 2 ns [263]. A
customised scheduler was also constructed to allocate data packets to timeslots
[264].
However, the OSMOSIS system faces several challenges that prevent scaling. Physically, the k 2 node support is limited by the optical broadcast star
coupler loss, which varies with 2k 2 . The EDFA helps mitigate this; however
even if a high 30 dB gain EDFA is used OSMOSIS could support just 512 ports
using 32 wavelengths. Moreover, high gain WDM EDFAs have a high power
draw on the order of 10s of Watts [266], making them excessively power hungry
to include as part of a scalable switch fabric. OSMOSIS also faces practical
scalability challenges. The number of SOAs increases as 2kN , which must
all be synchronously controlled. This has been recognised as both a logistical
challenge for the scheduler [267] and control wiring [268]. The multiple stages
of SOA amplification can also accumulate noise and signal distortion [170].

2.6.2.3 OPSquare
A true optical packet switch named OPSquare was proposed by Calabretta
et al. of the Eindhoven University of Technology (TUE) [269]. The design
uses a N × N optical switch to connect N 2 × N 2 end nodes using two identical
parallel architectures. Routing takes at most two hops, with OEO conversion
required between hops.
The optical packet switch achieves this through a mix of wavelength routing and space switching, as shown in Fig. 2.17. In common with the AWG-XC
and OSMOSIS, OPSquare begins by electrically sorting packets by destination
and assigning them to one of k fixed-wavelength channels. Each channel includes an in-band packet header that is co-propagated as a subcarrier with the
optical burst [270]. The channels are multiplexed using an AWG and transmitted to a remote switch module. At the switch module, the WDM channels are
demultiplexed using an 1:k AWG. Each output is passed through an identical
photonic sub-switch. The sub-switch extracts the inband packet header, which
is received and processed electrically, and the routing information is used to
configure a 1:N port SOA OB&S switch. To interleave the outputs of intraand inter-module switches, a Lohmann optical perfect shuffle is used [271]. The
SOA outputs are shuffled into an array of 1:k AWGs from the same module;
these outputs are in turn shuffled with the outputs from other modules. In
this way, full interconnectivity is achieved.
A 4 × 4 demonstration system was constructed using 40 Gb/s transceivers
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Figure 2.17: The OPSquare optical packet switch. N modules (Mod) use space and
wavelength switching to route packets through an N × N switch. Label extractors
read inband packet headers to reconfigure local space switches using speculative
scheduling. Multiple switches can be used to construct an N 2 × N 2 network.

[272]. As packets do not have to wait for a central scheduler, packet latency was
demonstrated to be as low as 2 µs for a 500 m diameter network. Through
loss emulation of larger OB&S switching, and traffic simulation results, the
authors argue that a single switch unit could support up to 32 × 32 ports [272,
273]. When deployed as part of the larger OPSquare architecture, a 32 × 32
unit could be used to build a data centre network with 1024 end nodes. Higher
port counts can be achieved if noise contribution from the 1:N OB&S can be
tolerated, though this may require a reduction in transmission speed.
While OPSquare does offer true in-band OPS functionality and good N 2
physical scaling, the design uses a large number of optical components and
suffers from poor performance under load. Packet queuing and loss increase
significantly beyond 30% load; and total throughput saturates at approximately 60% load as the packet loss rate exceeds 1/10. This occurs due to
the speculative nature of intermodule traffic multiplexing that occurs at the
final AWG stage. Modules are not able to intercommunicate for scheduling
purposes, and so are only statistically likely to route through the final stage
uncontested. As node count and traffic load increases, the chance of contention
becomes non-negligible and significant packet loss occurs.
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Wavelength routed burst switched networks

2.6.3.1 Background
The complexity and contention challenges identified in OPS architectures can
be mitigated by applying WROBS. As highlighted in section 2.5.1, WROBS
buffers packets at the network edge until a centralised controller permits transmission using use fast switching lasers. By using tuneable sources to perform
reconfiguration at the network edge, the mid-link switching decisions that complicated the designs in section 2.6.2.1 (based on fixed-wavelength transmitters)
can be avoided. A limiting factor in Düser’s original work was that packet loss
increased with network size due to long acknowledgement times, resulting in
buffer overflow [111, 114]. However, this makes WROBS ideally suited for data
centre networks, which are small enough to keep the round-trip scheduling time
manageable (< 20 µs for a 2 km reach data centre, see section 2.1.2.4). Therefore, this subsection explores architectures that exploit the WROBS principles
of edge buffering and tuneable lasers to create scalable networks.

2.6.3.2 Petabit
The AWGR represents an any-to-any non-blocking switch; it can, therefore,
be used within a Clos architecture. This is applied within the Petabit optical
switch, where a three-tier Clos network is proposed using AWGRs as switch
submodules. Each AWGR is preceded by a tuneable laser or tuneable wavelength converter (TWC) to perform wavelength routing through the submodule
[267]. Like any three-stage Clos architecture, Petabit uses k × k AWGRs to
construct a network with k 2 × k 2 ports. An example architecture is shown
in Fig. 2.18 for a 16 × 16 network built from 4 × 4 AWGRs. Petabit implements elements of WROBS by buffering packets into frames at the network
edge while a scheduler performs wavelength routing allocation. The tuneable
lasers and TWC are configured, then the data bursts released into the switch
for bufferless, time-of-flight transmission.
Thanks to the Clos network properties Petabit physically scales well; deployment of 192 AWGRs, each of radix 64 × 64, creates a 4096 × 4096 switch
fabric. Petabit is also notable for its introduction of a hardware based, distributed scheduler, a precursor to the scheduler applied in PULSE. The authors
claim three iterations of their scheduler can permit efficient resource allocation
for up to 10,000 nodes while maintaining throughputs of >99% at 90% load.
However, scheduling latency was found to be a limitation: at 90% the scheduler takes 1 µs to schedule each 200 ns frame. In practice this creates long data
backlogs at the switch edge that results in long, variable latency and packet
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Figure 2.18: The Petabit optical switch. A tier-stage Clos network permits highly
physically scalable fabrics. Tuneable lasers (TLs) and tuneable wavelength converters (TWCs) are required at each stage, increasing power and complexity.

loss; this form of packet loss was not considered by the authors. A further
complication of the Petabit design is the prevalence of TWCs at every switch
stage and input port. This can significantly increase the power and complexity
of the switch fabric. Finally, the cascaded AWGR operation can result in high
optical loss and channel bandwidth narrowing from repeated filtering† .

2.6.3.3 SOA-AWGR
A flattened, TWC-free architecture was proposed in 2009 by Yeo et al. of the
Institute for Infocomm Research, Singapore [274]. The ‘SOA-AWGR’ fabric
uses a 1:M SOA OB&S stage followed by an AWGR wavelength routing stage.
The design principle is shown in Fig. 2.19 for a 16×16 port network. The SOAAWGR fabric uses fast tuneable lasers to establish lightpaths through AWGR
units, each of port count k. Each SOA selects for a separate AWGR; this is
illustrated in Fig. 2.19 for the case M = 2 and k = 4. This method results in an
asymmetry where M k transmitters are routed to just M k/2 output ports. The
authors propose to overcome this by exploiting the cyclic nature of AWGRs.
At each AWGR output port, an optical bandpass filter (OBPF) is used as a
broadband passive WSS to separate wavelengths spaced by more than the free
spectral range (FSR) of the AWGR. Assuming the tuneable laser has twice the
bandwidth of the AWGR FSR, this permits the SOA-AWGR fabric to scale
† Repeated

[219].

filtering can, however, reduce AWGR interchannel crosstalk to below −70 dB
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to 2M k ports. Further advantages of the switch are that it is completely flat,
and does not apply any cascaded SOA or AWGR stages that can contribute
to noise build up or excessive channel filtering.
TLs

1x2 SOAs

OPBF

4:1 coupler

Rx7
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...

Tx4
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Tx8

Rx8

...

Tx16
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4x4 AWGR

Tx9
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Rx1

...

Tx1

Rx15
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Figure 2.19: SOA-AWGR switch fabric. A single stage of broadcast-and-select
using SOAs is preceeded by an AWGR stage, routed using tuneable lasers (TLs).
Wideband optical bandpass filters (OPBFs) are used to demultiplex short and long
wavelengths separated by the free spectral range of the AWGR [274].

A physical laser demonstration of the SOA-AWGR switch fabric was performed using an M = 4 SOA fan out and k = 32 AWGRs with 100 GHz channel
spacing, supporting a total of 256 ports at 40 Gb/s. Based on the measured
power margin, Yeo et al. argued the design could potentially support 512 × 512
ports. However, fast tuning lasers and SOAs were not implemented, so the
performance of the switch (and the inferred scalability) during burst mode
operation was not fully investigated. Furthermore, the authors restricted their
analysis to lossless transmission; this is not a requirement within data centre
networking where the switch fabric can consume the entire link power budget.
In principle, the SOA-AWGR switch can continuously scale outwards until the
increasing loss of the OB&S stage results in insufficient power at the receiver
to recover the transmitted signal. This is determined by the transceiver performance; therefore, a more detailed investigation is required to determine the
scalability of the SOA-AWGR fabric.

2.6.3.4 DOS & LIONS
The application of scalable AWGR architectures for data centres has been
significantly developed by Yoo et al. at the University of California, San
Diego. First introduced as the data center optical switch (DOS) in 2010,
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OPS was proposed using a single AWGR where each input is preceded by a
TWC [275]. Optical packet headers are co-propagated with their payloads
on separate wavelengths which are filtered and electrically processed while the
payload is propagated through a fixed fibre delay line. The TWC is then tuned
based on the packet header information such that the wavelength of the payload, and its route through the AWGR, is reconfigured. Contention is handled
by reserving AWGR output ports for electrical buffering and retransmission
through loopback.

TLs

Group 2

Group 1

Tx1
Tx2

AWGR

Development of DOS continued under the new title, the low-latency interconnect optical network switch (LIONS). Early iterations focused on improving the OPS functionality through more complex contention loopback schemes
addressing issues of reliability [276]; however, these have since abandoned in
favour of a WROBS approach, introduced as TONAK-LION in 2013 [277]. In
this design, payloads are buffered at the network edge until transmission requests are granted by a separate, parallel control network; all communication
is performed using fast tuneable lasers and no TWCs are used.

Rx1
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Figure 2.20: Thin-Clos architecture for scaling low-port count AWGRs. Nodes
are grouped to match the port count of the AWGRs in use, then scaled by adding
G groups, G tuneable laser transceivers per node and G2 AWGRs. Contention-free
switching can be achieved by using the alternative transceiver scheme, where each
node has Gk transceivers each using a dedicated wavelength.

To improve the switch’s physical scalability, Ye, Yoo et al. demonstrated
that AWGRs can be cascaded with or without wavelength converters to reach
high port counts [278]. In practice, this approach is undesirable due to the
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cascading loss and channel bandwidth narrowing resulting from repeated filtering [219]. Instead, the Thin-Clos architecture has since been proposed by
Proietti, Yoo et al. to scale AWGR fabrics outwards in a single layer [279, 61].
The architecture is shown in Fig. 2.20 for the case where each AWGR supports
k = 4 ports. N nodes are grouped into G groups of k where G = N/k; here the
G = 2 case is shown. Each node contains G tuneable laser transmitters, each
supporting k wavelengths, that route through G2 AWGRs. Symmetrically,
each receiver has G photodiodes. When using Thin-Clos to scale TONAKLIONS in [277], the authors argue k = 128 should be possible, and so require
G = 20 to reach the N = 2500 end-nodes targeted in this thesis. However, a
more realistic value of k = 64 for mass-produced AWGRs requires G = 40.
Although the Thin-Clos architecture permits physical scaling, the control
plane, scheduling and contention-resolution complexity for coordinating the
GN transceivers becomes unsustainable as the network grows. An experimental demonstration of TONAK-LIONS using a single 32 × 32 AWGR saturated
throughput at ∼ 75% [277]; this is expected to further decrease as system
size increases. To overcome this, Proietti has since proposed a contention-less
transceiver method [61]. This is illustrated as the ‘Alternative transceiver’ inset
in Fig. 2.20. Each node contains G groups of k fixed wavelength transmitters,
for a total of N = Gk transmitters per node. The lasers are multiplexed using
an AWG for routing through the Thin-Clos fabric. At the receiver, the signals
are demultiplexed then received using N photodiodes. This is the same receiver
configuration first proposed for LAMBDANET in 1986 [23], and does guarantee contention-free transmission. Furthermore, it should be noted that in this
setup, the Thin-Clos architecture requires no actual path reconfiguration, and
therefore is a fully non-blocking, contention-free WRON - architecturally similar to the AWG-XC introduced in section 2.6.2.1. Common with that fabric,
the transceiver count of the fully non-blocking Thin-Clos architecture increases
with N 2 , making practical scaling challenging. For example, to reach the 2500
nodes targeted within this thesis while using k = 64 AWGRs, the Thin-Clos
architecture requires G = 40, so 16,000 AWGRs and > 6.5 million transceivers.
This impracticality is recognized in the Hi-LION variant on this architecture,
which recommended reverting to multi-hop electrical switching to scale up to
105 servers [280].

2.6.3.5 PODCA
A recently proposed passive data centre architecture named the passive optical
data centre architecture (PODCA) also uses multiple transceivers per node,
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but without the full Clos topology applied in Thin-Clos [281]. Here, the case of
PODCA-L (large) is considered, defined as when the number of racks exceeds
the number of unique wavelengths available. An example PODCA architecture
is shown in Fig. 2.21. Racks are arranged into non-blocking groups around an
individual AWGR. An AWGR with k ports supports a group size of k nodes; in
Fig. 2.21 the case where k = 4 is shown. Intragroup communication is achieved
using a fast† widely tuneable laser at each node. Intergroup communication is
achieved by providing every node with l additional fast widely tuneable lasers.
The intergroup lasers are multiplexed using a kl:1 star coupler, which is input
to a G port AWGR, where G > k. This large intergroup AWGR can support
G groups. At each output port of the large AWGR a 1 : kl AWG is used to
demultiplex signals to l receivers at every node. Physically this architecture
scales as kG. At most two hops are required between nodes. An EDFA may
be required at each star coupler to overcome the 1/kl coupling loss.
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to group G

Figure 2.21: The PODCA optical data centre fabric. Nodes are locally grouped
and communicate using a tuneable laser and an AWGR. Intergroup communication
between G groups is achieved with a second tuneable laser and a G × G AWGR.

By only requiring one AWGR to perform intergroup connections the authors suggest that a relatively complex device can be justified, like the 512×512
unit demonstrated in [182]. Conventional production low-radix AWGRs can
then be used for intragroup communication. For the case where k = 32 and
† The

authors consider wideband tuning within 8 ns to support 10 Gb/s line rates. For
higher line rates, proportionally lower switch times are required.
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G = 512, PODCA-L can support >16,000 nodes. Furthermore, by relying on
fast tuneable lasers for all routing decisions PODCA potentially offers significantly lower power consumption compared to other optical switching architectures discussed within this section, even when using G EDFAs [282].
The challenge presented by PODCA is how to avoid contention when intergroup communication is performed. This is a more extreme version of the
problem encountered by TONAK-LIONS, scaled using the Thin-Clos architecture, where many tuneable lasers must be coordinated to avoid contention.
The authors propose to overcome this by using extremely wideband tuneable lasers: their analysis assumes each transmitter has access to W = 4G
wavelengths, which can be demultiplexed to multiple receivers at each node,
to provide significant path diversity through the G × G AWGR. PODCA is,
therefore, also limited by the bandwidth of the fast tuneable transmitters at
every node. Throughput analysis was performed for the case where W = 160,
G = 40 and k = 20; a network of just 800 nodes and significantly short of what
is required by data centres. Bandwidth scalable fast tuneable transmitters are,
therefore, a requirement to create physically scalable PODCA networks.

2.6.4

Assessment of optical architectures

A summary of the principal features of the optically switched data centre architectures discussed in this section can be found in Fig. 2.3. It is observed that
many of the architectures are able to achieve the target node count of 2500,
as established in section 2.1.2.6. Notably, the OPS solutions are generally
less scalable and are more likely to suffer from issues of complexity and contention. This is due to the lack of true optical memory, forcing these schemes
to adopt complex buffering and just-in-time header processing, without guarantee of success. Comparative analysis of various architectures and schedulers
performed by Andreadas and Zervas has shown that OPS methods tend to
saturate in terms of latency and throughput between 30% and 75% load [283].
This is significantly outperformed by the hardware-based, distributed
scheduling methods used by the WROBS architectures Petabit and PULSE,
which each report that > 95% of throughput can be sustained at 100% load.
Similarly sustainable performance can be achieved using centralised scheduling
in locally compact data centre networks. However, sub-nanosecond wavelength
switching across the C-band is a requirement to achieve this.
Although many designs offer single-hop transmission, this does not guarantee low-complexity routing: Petabit, DOS, and LIONS require the use of
tuneable wavelength converters at each AWGR input port. TWCs can add
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Table 2.3: Summary of the reviewed optically switched data centre architectures.
‘Limit’ identifies the factors that limit the number of supported nodes.

Name

Type

Hops

Nodes

Limit

Challenges

OSMOSIS

OPS

≥1

512

OB&S loss

many EDFAs
many SOAs

OPSquare

OPS

1-2

1024

OB&S loss

complexity
contention

DOS

OPS

≥1

512

AWGR ports
TL bandwidth

contention
uses TWCs

WS-TDMA
star

WROBS

1

1024

Rx
sensitivity

TL bandwidth
TL speed

PULSE

WROBS

1

4096

TxR count

many TxRs
TL speed

Petabit

WROBS

1

4096

Buffer
overflow

TL speed
uses TWCs

SOA-AWGR

WROBS

1

≥512

Rx
sensitivity

TL bandwidth
TL speed

TONAK
LIONS

WROBS

1

2560

AWGR ports
TL bandwidth

contention
TL bandwidth
TL speed
contention
TL bandwidth
TL speed
many AWGRs
many TxRs

PODCA

WROBS

1-2

16k

AWGR ports
TL bandwidth

Thin-Clos
(Alt-TxR)

WRON

1

2560

TxR count

distortion to optical signals [284], but their chief limitation is their high power
consumption. Comparisons between EPS and OPS networks has shown that
the use of TWCs can cause the OPS network to match or exceed the power
consumption of its electrical counterpart [39, 40, 285]. This does not meet the
requirements for hyperscale data centres targeted in this thesis; therefore, the
use of wavelength converters should be avoided.
Even with this limitation, PULSE, the SOA-AWGR fabric, TONAKLIONS, Thin-Clos and PODCA can all potentially meet the specified hyperscale data centre requirements by scaling their networks outwards. PULSE,
TONAK-LIONS, Thin-Clos and PODCA achieve this by using multiple
transceivers. This can be considered a disadvantage due to the higher power,

2.6.

Optical switching architectures

76

cost and control requirements, though scheduling complexity is reduced and
multiple lightpaths can be established at the same time. Alternatively, the
SOA-AWGR fabric scales out by increasing the SOA OB&S. However, the
potential of this method was not fully investigated within the physical layer
demonstration, where OB&S splits of 1:4 were used [274].
Even if the above architectures are able to meet the scaling requirements
of hyperscale data centres, the experimentally demonstrated data rates are
limited to 40 Gb/s and below. This does not match the 100G active optical
cables used in today’s high performance data centres, and falls well short of
the emerging market for 400G links and switches. These point-to-point optical connections scale using WDM; for example, 100G active optical cables
propagate four wavelengths each at 25G, while 400G cables are standardised
to use eight wavelengths of 50G or four wavelengths of 100G [286]. This form
of WDM scaling is not directly compatible with the wavelength-routed architectures discussed above, particularly the designs which employ AWGs and
AWGRs to filter single wavelengths with a limited bandwidth. However, the
data rate of wavelength-routed networks can still be increased in several ways.
As a few examples, a network designer could use (i) space-division multiplexing, whereby network nodes are interconnected using additional parallel routing cores with separate transceivers; (ii) advanced modulation formats, which
can increase the spectral efficiency a single optical carrier (discussed in detail
in section 2.7); or (iii) in the case of cyclic AWGR routed systems, widelyspaced WDM such that the optical carriers are separated by exactly the FSR
of the AWGR. This will route the WDM traffic to the same AWGR output
port, as applied in the SOA-AWGR architecture described in section 2.6.3.3.
However, it is important to note that 400G switches are currently marketed
towards use in the spine or core of today’s electrical networks, helping relieve
the pressures of oversubscription and high latency in hierarchical designs [287].
Therefore, the flat, single-hop, fixed latency characteristics of the optical architectures considered in this section may relieve the need for high single-channel
transmission speeds. This is supported by the fact that Facebook’s latest hyperscale data centre architecture has been designed to avoid 400G connections
and instead prioritise a flatter network operating at 100G [288].
Finally, the importance of the transceiver within the wavelength routed
architectures cannot be understated. Table 2.3 highlights that almost all the
architectures are limited in some way by the tuneable laser bandwidth and/or
switch speed. Indeed, the absence of any commercially available technology
which can achieve full C-band sub-nanosecond wavelength switching is specif-
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ically raised in DOS [275], PULSE [254], and PODCA [282]. The number
of supported wavelength channels must at least match the port count of the
AWG, AWGR, or star coupler in each architecture (between k = 32 up to 512),
and in the cases of the SOA-AWGR fabric and PODCA, must go significantly
beyond (2k and 4k, respectively). In reality, existing demonstrations of subnanosecond tuneable sources have been limited to below 20 wavelengths [181,
289]. To understand why is this case, the next section provides an overview of
the theory of optical transceivers and common wavelength tuneable devices.

2.7

Optical transmitters

An optical transmitter imprints an electrical drive signal onto an optical carrier such that it can be propagated through optical fibre. A transmitter is
composed of two optical stages: the laser source, and the electro-optic modulator. Within this section, candidate laser sources and modulators appropriate
for fast optical switching and spectrally-efficient modulation are reviewed.

2.7.1

Optical sources

A laser can be used to generate a single frequency carrier tone ideal for optical
transmission. Lasers are created by surrounding an optical gain medium with
reflective mirrors, then electrically or optically pumping the cavity. The laser
was preceded by the invention of its microwave equivalent, the maser, which
was theoretically developed by Basov and Prokhorov of the Lebedev Physical
Institute, USSR, from 1952 [290], and physically demonstrated in 1954 by
Charles Townes of Columbia University and Bell Laboratories [291]. Jointly,
the contributions of these researchers were recognised by the Nobel Committee
in 1964. Since then, a variety of laser designs have been developed suitable
for optical communications. In this subsection common designs are discussed
and their suitability for all-optical hyperscale data centre networks assessed.
Emphasis is given to sources that can achieve high optical power, broadband
wavelength tuning, high quality lasing (single mode, low linewidth) and are
suitable for integration and low cost, scalable production.

2.7.1.1 External cavity laser
An external cavity laser (ECL) uses an external mirrored cavity that is physically separated from the optical gain medium. This could a free-space region
or a length of fibre. The laser power is proportional to the lasing cavity length,
while the laser linewidth is inversely proportional [292]; therefore, ECL capable of >15 dBm output power with <100 kHz linewidth are common [293].
Though excellent as laboratory sources, ECLs are typically large and can suf-
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Figure 2.22: Common lasers used within optical communications. Gain mediums
are shown in blue, reflective gratings in green, mirrors in black/white, and laser light
in red. (a) The external cavity laser, pictured here using a lensed free space region
and MEMS mirror for tuning. (b) The distributed feedback laser with periodic gaingrating medium. (c) The vertical cavity surface emitting laser. (d) The distributed
Bragg reflector laser, with separate phase section for fine tuning.

fer from cavity instabilities [294, 295]. Small form factor ECLs have been
demonstrated that use MEMS to achieve wideband (>40 nm) tuning, as illustrated in Fig. 2.22(a) [296]. However, the slow reconfiguration speed of MEMS
makes this technology unsuitable for fast optical switching applications. Furthermore, ECLs of this form are not suitable for low cost integration, limiting
their practical scalability.

2.7.1.2 Distributed feedback laser
The distributed feedback (DFB) laser can be fabricated within a semiconductor material, suitable for both on-chip integration and scalable production.
DFB lasers feature a periodic index grating within the gain medium as shown
in Fig. 2.22(b), simultaneously providing gain and frequency discrimination
[297, 298]. Static DFB lasers can be designed to achieve coherent appropriate linewidths on the order of 100 kHz or better [299]; such lasers are often
deployed in submarine communication links where high data rate, spectrally
efficient communication is required. DFB lasers are produced using a multilevel epitaxial regrowth procedure and can be fabricated to lase at a target
wavelength with an accuracy of approximately ±1 nm [300]. Fine tuning
around this target is usually achieved through thermal tuning, with a typical
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tuning range of a few nanometres [301]. This makes conventional DFB lasers
excessively slow and narrowband for scalable WROBS.

2.7.1.3 VCSEL
The vertical cavity surface emitting laser (VCSEL) is the most common consumer laser, commonly found in laser pointers, laser mice, and modern smartphones for 3D sensing and ranging applications [302]. An example diagram in
shown in Fig. 2.22(c). By inducing lasing in a vertical structure, extremely
compact and power efficient devices can be built. Furthermore, this design
makes it possible to test and refine the laser mid-manufacturing process, permitting much higher yields and cheaper production [303]. However, the short
gain medium results in low outputs powers of ∼ 0 dBm and typically multimode operation at 850 nm, with limiting tuning ability.
Today VCSELs are used extensively within data centres as the laser
sources within active optical cables [304]. Research into single mode VCSELs that operate at 1550 nm is maturing [305], with MEMS-tunable devices
fabricated and commercialised by Chang-Hasnain et al. at the University of
California, Berkeley [306, 307, 308, 309]. However, VCSEL still have notoriously high linewidths in the hundreds of MHz [310], and the use of MEMS
tuning limits tuning speed.

2.7.1.4 Distributed Bragg reflector lasers
The distributed Bragg reflector (DBR) laser is composed of a broadband gain
medium surrounded by a pair of frequency-discriminating DBR reflectors, as
shown in Fig. 2.22(d). The design can be fabricated monolithically with some
ability to perform on-chip testing, reducing costs and permitting scalable production [311]. Inclusion of an SOA at the exiting cavity results in typical
output powers greater than 10 dBm. By separating the reflectors from the
gain medium, the DBR sections can be frequency tuned by current injection
using the plasma effect for fast (nanoseconds) reconfiguration [303]. Such tuning methods are typically limited to ∼ 7.5 nm using approximately 80 mA of
injection current [35]; the physical reasoning for this is discussed in chapter 4
section 4.1.2.1.
Wider tuning bandwidths of > 35 nm can be achieved by designing one
or more of the DBR gratings to support a periodic comb of frequencies; a
primary mode can then be selected for via interference between the gratings.
Early designs developed by Rigole et al. used a grating assisted co-directional
coupler laser with a sampled Bragg reflector (GCSR) to non-continuously tune
over 100 nm of bandwidth [312, 313]. Notable examples of continuously widely-
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tunable DBR lasers include the sampled grating distributed Bragg reflector
(SG-DBR) laser, and the Y-branch laser, that employ the Vernier effect [314,
315]. A commercially successful solution was proposed by Ward et al. of
Bookham Inc. (renamed Oclaro after its merger with Avanex 2009, acquired
by Lumentum in 2018) in the digital supermode distributed Bragg reflector
(DS-DBR) laser. This laser embeds multiple phase-shifted regions within the
rear DBR grating, each with a specific pitch designed to reflect a particular
frequency. By fine tuning the spacing of these regions, the complete grating
generates a flat-top frequency comb. Individual comb lines can be selected
using the multi-contact chirped front grating, where contacts are electrically
pumped in pairs to create coarse reflection windows that correspond to each
comb line [316, 317, 318]. The DS-DBR laser and its operation are discussed
in more detail in chapter 4 section 4.1.
All these designs include an additional non-reflective phase section within
the laser cavity to provide fine phase tuning, also illustrated in Fig. 2.22(d).
However, electrical pumping of the phase section can introduce 1/f noise and
shot noise, effectively broadening the laser linewidth [319]. This results in
typical linewidths of 1-5 MHz, with low-frequency noise contributions several
orders of magnitude higher [320, 321]. This can be corrected by removing
the phase section and performing fine-tuning thermally [322]; however, this
removes the laser’s ability to tune quickly via current injection.
Given this, DBR lasers that include the laser phase section are generally
adopted for fast switching demonstrations, with research instead focusing on
how the higher phase noise can be managed. Significant work on the phasenoise characteristics of SG-DBR and Y-branch lasers has been performed by
Shi, Huynh, Barry et al. at the Rince Institute, Dublin, and how they impact
the performance of a coherent communication system [238, 239, 240, 241, 242,
243]. Similar work was performed by Maher, Thomsen (formally of the Rince
Institute) et al. at UCL using DS-DBR lasers, with a particular focus on
metro WROBS networks [244, 245, 246, 247]. This research focus reflects the
popularity of DBR lasers in fast switching demonstrations, which are reviewed
in detail in chapter 5 section 5.1.

2.7.1.5 Atypical laser designs
The lasers discussed above represent the majority of production lasers today,
and are the natural candidates when considering scalable production of optical
data centre networks. However, other laser designs have also been proposed to
achieve specific performance targets, such as low power draw, low phase noise,
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wide tuning bandwidths, and fast wavelength switching. A summary of the
most relevant atypical lasers, and their fast wavelength switching characteristics, is also given in chapter 5 section 5.1. This will contextualise and inform
the research presented in the remainder of chapter 5, in which a novel fast
switching tuneable source is proposed and demonstrated.

2.7.2

Optical modulation

An optoelectric modulator imprints an electrical radio frequency (RF) signal
onto an optical carrier. This can be achieved through direct-modulation, where
the RF signal is modulated onto the drive current of the optical source. However, direct-modulation causes frequency chirp on the optical carrier, inducing
a nonlinear distortion on the transmitted signal [323]. This can be avoided by
using an external modulator placed after the laser source. The Mach-Zehnder
modulator (MZM) is a chirp-free external modulator that is based on the same
principle of the MZI shown in Fig. 2.11(b). Each arm of the MZM introduces
a phase shift, φ(t), when the time varying signal voltage V (t) is applied. The
output electric field is given by [92]
Eout = Ein ejφ(t) = Ein ej

V (t)
Vπ π

,

√
where Ein is the input electric field, j = −1 is the complex constant, and Vπ
is the voltage required to introduce a phase shift of π to the electric field. A
push-pull MZM applies equal and opposite voltages to both arms, as shown in
Fig. 2.23. When the arms are recombined, interference occurs such that


1
Eout = Ein ejφ(t) + e−jφ(t) ,
2


V (t)
π .
= Ein cos
2Vπ

(2.3)

The MZM has, therefore, translated the phase shifts into a real valued amplitude modulation. The modulated optical power is given by Pout = Eout 2 , such
that



Pin
V (t)
Pout =
1 + cos
π ,
(2.4)
2
Vπ
where the identity 2 cos2 (φ) − 1 = cos(2φ) has been applied. In this way, the
output optical power can be used to transmit amplitude modulation formats
like on-off keying (OOK), where single bits are encoded into high or low intensity states, and pulse amplitude modulation (PAM), where multiple bits are
encoded into intermediate intensity states as well. By constructing the phase
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shifting regions from an electro-optic substrate like lithium niobate or indium
phosphide, modern devices can be modulated with frequencies approaching
100 GHz [324, 325].
+V (t)/2
Ein ejφ(t)
Ein cos φ(t)

GRD

Ein

−V (t)/2

Ein e−jφ(t)

Figure 2.23: A push-pull Mach Zehnder modulator. Equal and opposite phase
shifts are applied to the top and bottom arms. Interference between the arms introduces amplitude modulation.

Arbitrary phase and amplitude signals can be modulated by nesting two
MZMs within a MZI structure. One of the arms can be forced to be out-ofphase with the other by including an additional π/2 phase shifter, as shown
in Fig. 2.24. This modulator is called an IQ-modulator as the upper MZM is
in-phase with the electric field, while the lower arm is at the quadrature-phase
point. The transfer function of the IQ-modulator is given by




Eout = Ein cos(φI (t)) + j cos(φQ (t)) ,

(2.5)

where φI (t) is the signal modulated on the in-phase arm and φQ (t) is the
corresponding signal on the quadrature arm. The IQ-modulator modulates
signals on a single polarisation (X); the Y polarisation can be independently
modulated using a second IQ-modulator. The outputs of each IQ-modulator
can then be combined using a polarisation rotator to ensure the second IQmodulator has a 90◦ rotation with respect to the first.
VI (t)
MZM
Ein [cos(φI (t)) + j cos(φQ (t))]

Ein
MZM
VQ (t)

π
2

Figure 2.24: An IQ-modulator composed of two nested MZMs and a π/2 phase
shift. Independent drive signals VI (t) and VQ (t) modulate the in-phase and quadrature MZMs, respectively.
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Eq. (2.5) indicates how an IQ-modulator can translate complex signals
represented in Cartesian coordinates onto the optical carrier. Multi-level signals that encode data on both amplitude and phase can be performed using
quadrature amplitude modulation (QAM), increasing the information transmitted within each symbol period. QAM formats are helpfully viewed using
an Argand diagram to illustrate their complex nature. Fig. 2.25 shows the
example square constellation formats quadrature phase shift keying (QPSK)
(equivalent to 4-QAM), 16-QAM and 64-QAM, carrying providing 2, 4 and
6 bits per symbol per polarisation, respectively. Multi-level constellation formats require the use of a digital to analogue converter (DAC) to drive each
MZM. The maximum useful cardinality of the QAM is determined by the SNR
of the transceiver [326]. It should be noted that QAM constellations can also
be modulated using a single MZM if the two arms are controlled independently [327]; the conversion of Cartesian coordinates to polar coordinates is
also required [328]. This technique is applied in chapter 6 as part of a novel
transmitter design.
Im

Im

Im
Re

Re

Re

Figure 2.25: Argand diagrams for the QPSK, 16-QAM and 64-QAM modulation formats. Each point represents a potential location of a transmitted/received
symbol. Higher order formats carry more bits per symbol, but are less tolerant to
amplitude and phase noise.

2.8

Optical receivers

After transmission, optical-to-electrical conversion is performed to recover the
RF modulated signal from the optical carrier. This is achieved using optical
detectors such as photodiodes. In this section, two detection methods are
discussed: direction detection and coherent detection, and their application in
optically switched networks compared.

2.8.1

Direct detection

The simplest optical receiver is the single-ended photodiode. The positiveintrinsic-negative (PIN) photodiode is typically constructed from a semiconductor material that absorbs incident photons and generates electric current.
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Consider the complex optical signal
Es = As (t)ej(ωt+φs (t)+φn (t)) ,

(2.6)

where As (t) is the modulated signal amplitude, ω is the optical carrier frequency, φs (t) is the modulated signal phase, and φn (t) is the time varying
laser phase noise. The PIN photodiode is a square-law detector that responds
to the optical power, such that the generated electric current is given by
is (t) = REs Es ∗ ,
= R As (t)ej(ωt+φs (t)+φn (t))




As (t)e−j(ωt+φs (t)+φn (t)) ,

= R|As (t)|2 ,



(2.7)

where R is the responsivity of the photodiode and ∗ represents the complex
conjugate. Eq. (2.7) shows that only the amplitude information was recovered.
In its simplest form, the PIN photodiode is used to recover amplitude-only
modulation formats such as OOK and PAM. Note that the direct-detection
receiver converts all incident optical signals to baseband; individual carriers
must be selected for by preceding the photodiode with an optical filter, AWG,
or AWGR.

It is possible to recover phase-encoded information using a single-ended
photodiode if a carrier tone is co-propagated with the optical signal though
a method termed Nyquist-shaped subcarrier modulation (N-SCM). Beating
between the carrier and the signal on reception permits the carrier to serve as
a phase reference. Consider the case where the transmitted signal is given by
Et = Ec + Es ,

(2.8)

where Ec is the carrier tone and Es is the modulated signal. If both signals
are considered as travelling waves as in Eq. (2.6), and Ac is the amplitude of
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the carrier tone, a single-ended photodiode generates current
is = REt Et ∗ ,
= R Ac ej(ωt+φn (t)) + As (t)ej(ωt+φs (t)+φn (t))



Ac e

−j(ωt+φn (t))



−j(ωt+φs (t)+φn (t))

+ As (t)e



,

= R |Ac |2 + |As (t)|2 + Ac As ejφs (t) + e−jφs (t) ,







2

2



= R |Ac | + |As (t)| + 2Ac As (t) cos φs (t) ,


(2.9)

such that both the modulated signal amplitude and phase can be recovered
from the third term of Eq. (2.9). Note that beating between the carrier and
signal tones has cancelled out the laser phase noise. The first term, |Ac |2 ,
is a simple direct current (DC) offset that can be removed through alternating current (AC) coupling. The second term, |As (t)|2 , is an interfering term
arising from the square-law detection of the photodiode and is named signalsignal beating interference (SSBI). SSBI can limit the performance of a N-SCM
transmission link, and its compensation and mitigation has been a subject of
significant research [329, 330, 331, 332, 333, 334]. Note that the receiver can
be effectively linearised by setting Ac  As . In this case the third term of
Eq. (2.9) dominates over the second and SSBI becomes negligable. A novel
transmitter design that exploits this feature is investigated in chapter 6.
The sensitivity of a photodetector is a measure of the optical power required to achieve a target performance. Eq. (2.7) indicates that a high responsivity, R, can improve receiver sensitivity by generating larger electrical
signals. The responsivity of a PIN photodiode is given by
RPIN =

qη
,
hν

(2.10)

where q is the fundamental electron charge, η is the quantum efficiency of the
photodiode, h is Planck’s constant and ν is the frequency of the incident photon. For an ideal (η = 1) PIN photodiode operating at 1550 nm (193.4 THz),
RPIN = 1.25 A/W.
Greater values of R can be achieved by using an avalanche photodiode
(APD). The APD uses an additional gain region within the PIN structure
such that a generated electron can cause cascaded electron emission. This
causes the measured electrical current to be multiplied by a factor of M , such
that the responsivity of an APD is given by RAPD = M RPIN . Commercial

2.8.

Optical receivers

86

APDs operating at communication wavelengths have typical values of M = 4
to 8 which generally decrease with wavelength and bandwidth [335, 336, 337].
In practice, APDs are noiser than PIN photodiodes due to statistical variation
in the amplified signal current, and the additional amplification of noise. Given
this, the sensitivity of an APD is improved by less than M , and provides a
highly non-linear reception profile that is poorly suited to high cardinality
QAM. The application of both PIN photodiodes and APDs for creating highly
scalable optically switched architectures is investigated in chapter 3.

2.8.2

Coherent detection

A phase- and polarisation-diverse digital coherent receiver can fully recover
an incident optical field using a linear detection profile. This is well suited
for the recovery of advanced modulation formats like that shown in Fig. 2.25.
The coherent receiver achieves this by comparing the received optical signal
to its own reference optical signal. This local oscillator (LO) is split into two
orthogonal polarisation states which are mixed with the received signal for data
recovery. Mixing is achieved using a 90◦ optical hybrid, a six-port device that
introduces the necessary power splits and phase shifts to ensure the amplitude
and phase of an input signal can be recovered [338]. The required setup is
shown in Fig. 2.26. The mathematics for each polarisation is identical, and so
just the x-polarisation is considered for the following section.
When the frequency of the LO is tuned closely to that of the incoming
signal, beating occurs within each of the 90◦ optical hybrids. If the electric
field of the signal and LO are denoted as Es and ELO respectively, the electric
field incident on photodiodes 1-4 is given by
j
(Es + ELO )
2
1
PD2field = − (Es + jELO )
2
j
PD3field =
(Es + jELO )
2
1
PD4field = − (Es − jELO ).
2

PD1field =

(2.11)

Recalling that the intensity of an electric field is given by |E(t)|2 , each
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Figure 2.26: Phase- and polarisation-diverse digital coherent receiver. The LO
provides a reference signal against which the phase of the received signal can be
measured. A polarisation beam splitter (PBS) is used on each optical input to
isolate the x-polarisation (X-Pol) and y-polarisation (Y-Pol) for the signal and the
LO. Eight photodiodes (PD) are required to fully recover the signal.

photodiode generates a current of
1
iPD1 = R(Es 2 + ELO 2 + 2<(Es ELO ∗ ))
4
1
iPD2 = R(Es 2 + ELO 2 − 2<(Es ELO ∗ ))
4
1
iPD3 = R(Es 2 + ELO 2 + 2=(Es ELO ∗ ))
4
1
iPD4 = R(Es 2 + ELO 2 − 2=(Es ELO ∗ )),
4

(2.12)

where iPDk is the current generated by photodiode k, and < and = represent the real and imaginary parts of their arguments. Following the progression
of these currents in Figure 2.26, the difference of neighbouring photodiodes is
then taken. Defining the differential current for photodiodes 1 and 2 as iI and
the differential current for photodiodes 3 and 4 as iQ ,
iI = R<(Es ELO ∗ )
iQ = R=(Es ELO ∗ ),

(2.13)

where I represents the in-phase component of the field, while Q represents the quadrature component, mirroring the notation used in Eq. (2.5). To
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recognise how modulated signal amplitude and phase signals are recovered, the
travelling wave model from Eq. (2.6) is applied such that
Es = As (t)ej(ωs t+φs (t)+φn (t))
ELO = ALO ej(ωLO t+φLO (t)) ,

(2.14)

where ωs is the optical frequency of the signal laser, ωLO is the optical
frequency of the LO, and φLO (t) is the time-varying phase of the LO. Note
that the LO field amplitude has constant power over time, where as the signal
amplitude varies (due to amplitude modulation of the data). Substituting
Equation (2.14) into Eq. (2.13) gives the result
iI = RAs (t)ALO cos(ωIF t + φs (t) − φn (t) − φLO (t))

iQ = RAs (t)ALO sin(ωIF t + φs (t) − φn (t) − φLO (t)),

(2.15)

where the signals beat with the intermediate frequency ωIF = ωs − ωLO .
When ωIF is smaller than the bandwidth of the photodiodes within the coherent receiver data recovery can be performed; this means the coherent receiver is
able to perform its own optical filtering of a WDM input by simply setting the
frequency of the LO laser close to that of the desired signal carrier laser. Note
also that iI and iQ scale with the LO field amplitude ALO . This receiver-side
gain can permit much greater receiver sensitivities than direct detection.
By measuring iI and iQ , both the signal amplitude and its phase can be
recovered by considering the received coordinate on an Argand diagram, as
shown in Fig. 2.27. From the measured angle θ, φs (t) is recovered assuming
ωIF is known or estimated [339]. Note that, in contrast to the direct detection
methods shown in Eq. (2.7) and Eq. (2.9), the phase noise of the transmission
laser, φn (t), and the phase noise of the LO, φLO (t), are present in the detected
signal. Coherent receivers, therefore, require high quality laser sources with
low linewidths to keep unwanted phase variations low. Digital phase recovery
methods like the Viterbi-Viterbi algorithm can be applied to compensate for
the presence of modest amounts of carrier and LO phase noise [340].

2.8.3

Receiver comparison

Phase- and polarisation-diverse digital coherent receivers are now standard
within long-haul transmission links, where high deployment costs make
spectrally-efficient transmission a necessity [341, 342]. However, the coherent
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Figure 2.27: Illustration of how the measured currents iI and iQ can be used to
recover a symbol’s position on the complex plane. The angle θ is short hand for the
full argument used in Eq. (2.15).

receiver represents a significantly more complex device than the single photodiode options discussed in the previous section. This can be cost limiting for
a hyperscale data centre that requires an optical receiver at every node. Furthermore, digital estimates of the frequency offset and laser phase noise must
be performed before data recovery can begin. Such estimates can take tens
to hundreds of nanoseconds to complete, creating an unacceptable interpacket
gap [151, 249].
This contrasts with the direct detection receivers, which remove all carrier
frequency and absolute phase information. This can permit instant reception
of amplitude-encoded signals; however, optical filtering must be performed to
isolate a single incident wavelength. The physical simplicity of direct-detection
receivers makes them significantly cheaper and more power efficient than coherent receivers, and therefore, more practical for widescale deployment within
hyperscale data centres.
In practice, the use of a coherent receiver is determined by the spectral
efficiency and receiver sensitivity required by the application. Therefore, the
scalability of a particular optical switch fabric must be first assessed so that
the transceiver specifications can be determined. These principles are applied
in the design of a scalable data centre architecture in chapter 3.

2.9

Summary and conclusions

Within this chapter the networking requirements of present and future data
centres were assessed, and the most relevant research on optical switching technologies and fabrics reviewed. Through comparison of the published achieve-
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ments, the outcomes of this chapter are:
• The radix (>2500 nodes), data rates (> 1 Tb/s/port), switch speeds
(< 1 ns), latency (10’s of µs), and power consumption (decoupled from
network size) requirements of future hyperscale data centre networks
were specified, such that candidate switch fabrics can be assessed.
• The incumbent electrical packet switch was predicted to have limited
future physical scaling, bounded by its conserved switching bandwidth,
dependency on Moore’s Law improvements, large chip size and the limited reach of electronic transmission lines.
• The principles of Clos networks were reviewed in section 2.3.2, and their
use in present day data centre architectures assessed. It was found that
> 3 layer networks are required to support future hyperscale data centres
if electrical packet switches are used, creating high and variable traffic
latency and power consumption.
• Optical switching was highlighted as a potential solution to this problem,
providing high radix switches that are able to decouple bandwidth scaling
from physical scaling using wavelength division multiplexing.
• The principal optical switching technologies were summarised in section 2.5, and their physical, bandwidth, and practical scalability reviewed. Individual switching technologies were not found to be able
to simultaneously provide both the physical scalability and fast switch
speed required by data centres.
• Optical switching architectures that use a combination of optical switching technologies were reviewed in section 2.6, and an appreciation for
the historical background of each design provided. Several architectures
based on wavelength routed optical burst switching (WROBS) were determined to potentially permit flat, low power, scalable networks suitable for hyperscale data centres. The fast widely-tuneable transceiver
was identified as the key component within several of these designs.
• The operational theory of optical transceivers was summarised in sections 2.7 and 2.8, covering common laser sources, modulation methods,
and receiver types. The choice of these components was shown to influence both the switch speed and the power budget of a WROBS architecture, and must be considered with care when designing scalable
networks.
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It is clear that while several WROBS networks have the potential
to scale as required, this is highly dependent on the fast widely-tuneable
transceivers applied. Therefore, the next chapter of this thesis will investigate a promising WROBS-based network that includes real-time burst mode
optical transceivers. The goal of this research is to determine the transceiver
subsystems needed to achieve the required network scalability, then realise
those subsystems in a physical layer experimental demonstration of an optically switched hyperscale data centre network.

Chapter 3

Experimental exploration of a
WROBS network architecture
The conclusions drawn at the end of the previous chapter highlighted that several wavelength-routed optical burst switching (WROBS) architectures have
the potential to achieve the high scalability needed by future hyperscale data
centres. The performance of the optical burst mode transceiver was identified
as a key factor, dictating the optical loss budget and, therefore, the maximum
scale of a given network. Transceiver performance was seldom characterised
within the discussed architectures, such that the true achievable scalability of
several designs remains unknown. In this chapter, a wavelength-routed switch
system is proposed and constructed to investigate the requirements and performance of an edge-switched WROBS fabric. Particular focus is given to the
expected vs achieved performance of real-time burst mode transceivers, such
that the true scalability of the system can be determined.

3.1
3.1.1

Scalability of the WROBS architecture
Targets of exploration

A flat space- and wavelength-routed fabric proposed by Yeo et al. was introduced and discussed in chapter 2, section 2.6 [274]. The design used an optical
broadcast and select (OB&S) stage using a semiconductor optical amplifier
(SOA) array to connect a wavelength tuneable transmitter to different arrayed
waveguide grating router (AWGR) modules, as illustrated in Fig. 2.19. A
wideband optical bandpass filter (OBPF) was used at the exit of every AWGR
port to separate wavelengths spaced by greater than the free spectral range
(FSR) of the AWGR.
The experimental characterisation performed by Yeo et al. used static
lasers and constant-power SOAs to demonstrate support for up to 256 nodes.
This falls short of the requirements set out in section 2.1.2.6 which determined
that at least 2500 end nodes are needed to satisfy real data centre sizes. This is

3.1. Scalability of the WROBS architecture

93

because the authors limited their demonstration to loss-less transmission where
system loss matched SOA gain. However, an optically switched data centre
network can use the whole transceiver link budget to maximise node count.
Furthermore, the use of static laser sources and constant-power SOAs can give
an unrealistic expectation of transceiver performance. Fast tuneable lasers
and burst mode SOAs must be used with real-time receivers to determine
achievable system scalability. Finally, the use of OBPFs requires tuneable
sources with several times the bandwidth of the AWGR FSR (referred to here
as extremely widely tuneable lasers) and creates spectral gaps at the edge of
each filter bandwidth. Such high laser bandwidth requirements are unrealistic
if nanosecond switching is also required, though a design that can potentially
meet these requirements is introduced in chapter 5. On the other hand, if fast
laser switching bandwidths are restricted to the C-band, Yeo’s design impinges
on the permitted AWGR port count, limiting system scalability.
The work presented within this chapter explored an improved SOAAWGR fabric designed to overcome these limitations. The targets of the
exploration were as follows:
1. Propose a flat WROBS architecture that can relieve the requirement
of laser tuning bandwidths several times greater than the AWGR FSR,
permitting the use of high-port count AWGRs and realistic fast tuneable
lasers.
2. Design the system using commercial components where possible, permitting a switch architecture that can be practically realised.
3. Assess the potential scalability when consuming the whole transceiver
optical link budget to target a system radix of > 2500 nodes.
4. Experimentally investigate the performance of the system while using
fast switching tuneable lasers, burst mode SOAs, and real time receivers,
such that the true system scalability can be measured.

3.1.2

Architecture design

The SOA-AWGR fabric proposed here uses a single stage of space switching SOAs in combination with an array of low-radix AWGRs to scale beyond
the AWGR radix. The design uses R AWGRs of port count G to to support
N = GR nodes, such that every AWGR output port maps directly to a receiver
node. This relieves the requirement of wideband OBPF and extremely wideband tuneable lasers, though requires twice the number of AWGRs compared
to the design proposed in [274].
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Each transmitting node uses an array of R SOAs to broadcast light from
a tuneable laser and select one of an array of R AWGRs, each of radix G.
These AWGRs form a single layer passive network core. Using this method,
The SOA-AWGR fabric is able to support N = GR nodes. An overview of the
design is shown in Fig. 3.1. The system is best understood by considering the
blue nodes as G groups, each containing R nodes. The first R nodes make
up group 1, and connect to input port 1 of every AWGR. Extending from
this, node n is in group g = ceil(n/R), where n indexes from 1 to N , and g
indexes from 1 to G. This node connects to input port g of AWGRr , where r
takes integer values from 1 to R. 1:R passive star couplers are used to split
the signal pre-SOA for the broadcast and select, as shown within Fig. 3.2(a).
Similarly, R:1 passive couplers are used to collect the signal at each AWGR
port, as shown in Fig. 3.2(b).

Figure 3.1: Overview of the SOA-AWGR switch design. Each node (blue) has
an array of R SOAs (red) that connect to R AWGRs of radix G (green). The
total system supports GR nodes. The diagram should be read from bottom to top,
mirroring the folded-Clos topology in Fig. 1.2(b).

3.1.3

Optical power budget

The scalability of the SOA-AWGR fabric is determined by the loss of the two
optical couplers used within the design - the (1:R) split at the SOA broadcast
and select, and the (R:1) collection at the AWGR input stage. For an AWGR
with fixed radix G, R can be increased until the received signal power, PRx ,
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(b)

Figure 3.2: Illustration of the distribution and collection of signals within the
SOA-AWGR switch. (a) For the broadcast and select within node n of group g,
SOAr,n links to AWGRr,g , where r indexes the SOA and AWGR, while g indexes
the node group and the AWGR input port. (b) For the signal collection at AWGRr ,
input port g uses a star coupler to collect light from SOAr from every node (1 to N ,
where N = R) within group g.

is too low for recovery. This is dependent on the optical gains, losses and
sensitivities of each component within the switch fabric. Given this, PRx can
be described by
PRx = PTx − 10 log10 (R) − LR,excess − LAWGR − Pmargin ,

(3.1)

where PTx is the transmitter launch power (power exiting each node), LR,excess
is the excess loss from using non-ideal optical splitters, LAWGR is the loss
incurred by routing through the AWGR, and Pmargin is the additional power
margin budgeted for system construction. The transmitter launch power is
given by
PTx = PCW − Lmod − 10 log10 (R) − LR,excess + GSOA ,

(3.2)

where PCW is the continuous wave power emitted from the tuneable laser, Lmod
is the loss across the modulator, and GSOA is the SOA gain. Note that PTx
must be capped by the saturation power of the SOA, defined here as PSOA,max .
To model a realisable system, component parameters were sourced from
commercial devices where possible. The digital supermode distributed Bragg
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Excess Loss (dB)

reflector (DS-DBR) laser was considered as a candidate for the tuneable source
due to its ability to tune across the full C-band, track record within wavelength
switched demonstrations, and suitability for mass production, discussed previously within section 2.7.1. AWGR radices of 16, 32, 64 and 96 ports were
considered with 50 GHz channel spacing. 16 and 32 port devices are already
commercially available [343] with typical LAWGR values of 7 dB, while 64 port
devices have been fabricated with similar losses [219]. 96×96 port devices have
not been demonstrated; however, given that 1×96 arrayed waveguide grating
(AWG) devices are already a commercial reality [176, 211], and units with
even higher radix have been demonstrated [182] this is likely an economic hurdle rather than fundamental. An Oclaro intensity Mach-Zehnder modulator
(MZM) with 22 GHz bandwidth was considered [344], capable of making full
use of the ∼25 GHz AWGR passband. This modulator has an intrinsic rated
insertion loss of 4.5 dB, caused by imperfect optical coupling on and off the
device, as well as on-chip optical absorption. When biased at the quadrature
point and modulated with random on-off keying (OOK) data, an ideal MZM
is expected to lose a further 3 dB of average optical power as it equally likely
to transmit a high or low intensity state - this can be observed from Eq. (2.4),
where a time average of the cosine term gives Pout = Pin /2. A further 0.5 dB
of loss is included to account for non-ideal drive conditions (e.g. the modulator is not driven to its maximum transmission point), such that the total
budgeted loss is Lmod = 4.5 + 3 + 0.5 = 8 dB. For the broadcast and select, an
array of InPhenix SOAs was considered [345]. LR,excess was estimated using
the data collected from 20 vendors [346], and is given as a function of splitting
ratio in Fig. 3.3. Finally, a power margin of Pmargin = 3 dB was considered to
account for connectorisation loss, fibre loss, and other unexpected penalties.
A summary of these parameters and their references is given in Table 3.1.
3
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Figure 3.3: Average excess loss of commercial optical splitters, based on cumulative
results from 20 vendors [346].
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Table 3.1: Component parameters used to model the scalability of the SOA-AWGR
switch.

Parameter
PCW
Lmod
LR,excess
GSOA
PSOA,max
LAWGR
Pmargin
RL
T
RPIN
Fn
RAPD
RCoRx
Lhybrid

3.1.4

Value

Reference

12 dBm
[244]
8 dB
[344]
see Fig. 3.3
[346]
20 dB
[345]
10 dBm
[345]
7 dB
[343, 61, 219]
3 dB
50 Ω
293 K
0.78 A/W
[347]
3 dB
[92]
2 A/W
[348]
0.78 A/W
[347]
9 dB
[349, 350]

Modeling receiver sensitivities

It was shown in section 3.1.3 that as the system scales, the received power available at each node decreases. Successful recovery of the transmitted data for
a given received power is dependent on the optical receiver used and the data
recovery methods applied. In this model, three receivers were considered: a
positive-intrinsic-negative (PIN) photodiode, an avalanche photodiode (APD),
and a coherent receiver. A discussion of the relative advantages and disadvantages of the different receivers is given within chapter 2 section 2.8.3. The bit
error rate (BER)s for each receiver were modeled using the signal-to-noise ratio (SNR) and BER equations given within appendix A. The resultant receiver
sensitivities are given in Fig. 3.4. The values used in Eq. (A.1) and Eq. (A.3)
are given in table 3.1. The responsivity of the PIN photodiode and coherent receiver photodiodes were assumed to be RPIN = RCoRx = 0.78 A/W [347], while
the commercial SiFotonics APD [336] was assumed to have a responsivity of
RAPD = 2 A/W, as reported for its operation at 1550 nm [348]. The coherent
receiver was considered to have an excess insertion loss of Lhybrid of 9 dB, typical of commercial dual polarisation 90o hybrids [349, 350]. It should be noted
that, while the PIN photodiode and APD were evaluated assuming 25 Gb/s
OOK, the coherent receiver was evaluated for 25 GBd dual-polarisation (DP)
quadrature phase shift keying (QPSK), with a line rate of 100 Gb/s. While
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single-polarisation binary phase shift keying (BPSK) (line rate 25 Gb/s) might
be a more natural analogy for direct-dection OOK, DP-QPSK occupies the
same bandwidth and has the same theoretical sensitivity while providing a
higher bit rate, and so is the more sensible format to implement here.
In all cases, data recovery is assumed to be aided through the implementation of the KR4 Reed-Solomon (528,514) hard decision forward error correction (HD-FEC) code. This code is considered for its low coding overhead of
2.7%, existing use within 100G active optical links, and ready implementation
within commercial field programmable gate array (FPGA) devices [351, 352,
353]. The KR4 code is rated to correct an input BER of 5 × 10−5 to better
than 1 × 10−12 .
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Figure 3.4: Modeled performance of three optical receivers. The PIN photodiode
[347] and APD [336] are thermally limited, while the coherent receiver is shot noise
limited. HD-FEC ready performance (BER=5 × 10−5 ) is predicted for the PIN
photodiode at −18.5 dBm, for the APD at −22.6 dBm and the coherent receiver at
−32.2 dBm.

The modeled performance curves show that the PIN photodiode is the
least sensitive receiver, expected to reach the HD-FEC threshold at a received
power of −18.5 dBm. Implementing the KR4 forward error correction (FEC)
code is shown to offer a 2.6 dB coding gain compared to operating the receiver
at the ‘error-free’ BER of 1 × 10−12 . Use of the APD is predicted to offer
4.1 dB greater sensitivity than the PIN photodiode, reaching HD-FEC ready
performance at a received power of −22.6 dBm. This is a direct result of
the higher APD responsivity. The coding gain of 2.6 dB matches the PIN
photodiode as both receivers are thermally limited.
As expected, the coherent receiver is the most sensitive receiver, poten-
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tially reaching the HD-FEC threshold at −32.1 dBm. This represents a gain
of 9.6 dB over the APD. Furthermore, as the coherent receiver is shot noise
limited, the sensitivity is observed to evolve differently to the PIN and APD,
which feature steeper waterfall curves. This permits the coherent receiver to
offer a more significant coding gain of 5.1 dB. Finally, it is reiterated that
as well as the greater gains and sensitivities, the coherent receiver is able to
provide a line rate of 100 Gb/s using 25 GHz of bandwidth and a two level
modulation format.
Despite these benefits, it should be remembered that the coherent receiver requires more complex opto-electronic hardware and additional signalprocessing in comparison to the single-photodiode receivers. Furthermore,
coherent receivers suitable for burst mode operation are still in the research
stage, and are not currently commercially available. Therefore, while the coherent receiver is currently the most challenging receiver to implement, its
potential advantages are desirable for future systems.

3.1.5

Assessment of scalability

Within section 3.1.2, the physical mechanism for scaling the SOA-AWGR
switch up to N = GR nodes was established. Using equations (3.1) and (3.2)
in section 3.1.3, the received power at each node can be estimated as a function
of the total node count. Finally, the optical power required for successful data
recovery using different receiver setups was estimated within section 3.1.4 and
Fig. 3.4. Combining the analysis of all three sections permits the scalability of
the SOA-AWGR switch to be evaluated. The results of these calculations are
given in Fig. 3.5.
The switch was evaluated for four AWGRs with radix G =16, 32, 64 and
96 ports, respectively. For each AWGR, the received power is plotted as a
function of the total switch node count N . For fixed G, the total node count
is increased by increasing the SOA broadcast split R. The continuous lines
model the case where any value of R is possible, while the markers indicate
the realisable values which increase as 2x for integer values of x. The change in
gradient observed around the R = 16 level occurs when the transmitter output
power given in Eq. (3.2) is no longer bounded by PSOA,max . The point at which
this occurs is specific to the SOA parameters used within this model and does
not generally occur at R = 16.
The expected received powers recoverable using the three receivers in
consideration are overlaid on Fig. 3.5 as shaded regions. Assuming the use
of the KR4 FEC code, the PIN is expected to successfully recovery signals
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Figure 3.5: Model of the expected scalability of the SOA-AWGR optical switch.
To support a greater number of nodes, the SOA broadcast split must increase, decreasing the received power. The expected received power requirements for different
receivers are given as shaded areas. The circular markers indicate indicate realistic SOA broadcast splits, which increase as 2x for integer values of x. AWGR:
arrayed waveguide grating router. SOA: semiconductor optical amplifier. PIN:
positive-intrinsic-negative photodiode. APD: avalanche photodiode. CoRx: coherent receiver.

down to −18.5 dBm, while the APD is expected to operate error-free down to
−22.6 dBm. For lower powers, the coherent receiver must be used.

The results show that the SOA-AWGR design proposed here is able to
scale beyond the 256 ports demonstrated by Yeo et al., without requiring
extremely widely tuneable lasers or OBPFs. If only realisable (power of two)
values of R are considered, the PIN photodiode is shown to support a maximum
split ratio of R = 16. If used in combination with a 96 port AWGR, the SOAAWGR switch is able to support 1536 nodes. To reach the target of 2500 end
nodes established within section 2.1.2.6, it is apparent that the APD is required
in order to support R = 32. In this case, node counts of N = 2048 and 3072
can be achieved by using AWGRs of radix 64 and 96, respectively. Further
scaling requires the use of a coherent receiver to support SOA broadcast splits
of R = 64.
Overall, the results show that the SOA-AWGR switch is potentially fit
for purpose for creating hyperscale data centre networks, provided an APD is
used at the receiver. The remainder of this chapter describes the experimental
verification of this model by constructing a space- and wavelength-switching
transmitter and testing it with the expected losses of an 3072 node network.
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System construction

The SOA-AWGR switch fabric was experimentally emulated to test the ability
of the system to scale to 3072 nodes. The work in this section was carried out
though collaboration between University College London (UCL) and Microsoft
Research Cambridge (MSRC); credit is given as appropriate.

3.2.1

Node setup

Two nodes, Node A and Node B, were constructed to serve as top-of-rack
optical switches within the SOA-AWGR switch fabric. Each node consisted
of a space- and wavelength-switching transmitter and a direct-detection receiver. Within each node, control of all components was performed by a Virtex VCU108 FPGA. The FPGA control code was written in Verilog by Drs.
I. Haller and K. Jozwik of MSRC. The FPGA provided fast signalling and
control for two custom breakout digital to analogue converter (DAC) daughter boards, designed and fabricated by Dr. H. Williams of MSRC. The first
daughter board, referred to as the ‘laser daughter board’, controlled a standard DS-DBR fast-tuning laser, discussed further in section 3.2.2. The second
daughter board, referred to as the ‘SOA daughter board’, controlled two SOAs
capable of fast optical gating, discussed further in section 3.2.3. Both daughter boards were driven using the FPGA onboard 192 MHz clock, providing
instructions with 5.21 ns resolution. Optoelectronic testbed construction was
carried out in collaboration with B. Thomsen, then of UCL. Light from the
DS-DBR laser was modulated using an Oclaro optical MZM biased at the
quadrature position using an external manual power supply. The modulator
was driven with 25 Gb/s OOK data generated by the FPGA and amplified
to 5 V peak-to-peak using a 20 GHz Macom electrical amplifier with 4 dB
noise figure. Following modulation, the light was attenuated by 13 dB and
split using a 1:2 optical coupler, feeding into both SOAs on the SOA daughter
board. This is discussed further in section 3.2.3. Optical interconnection was
performed using standard single mode fibre (SSMF) throughout the setup. A
diagram of Nodes A and B within the testbed is shown in Fig. 3.6.

3.2.2

DS-DBR laser setup

The laser daughter board within each node provided a high speed interface
with which a commercial DS-DBR laser could be driven using the FPGA.
A data sheet of the DS-DBR laser is included in appendix B which details
its rated optical characteristics. The laser daughter board contained four 8bit DACs, capable of providing the laser front, phase, and rear sections with
variable current supplies of 0 to 5, 12 and 60 mA, respectively. The tuning
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Figure 3.6: Diagram of the testbed used to evaluate the SOA-AWGR optical
switch. The DS-DBR laser and SOAs were controlled by the FPGA using DAC
breakout boards. A 13 dB optical attenuator was included to simulate the use of 32
port optical couplers at the SOA-space switch. A variable optical attenuator (VOA)
was used after the AWGR to vary the received power and simulate the optical loss
of the 32:1 coupler (when set to 16 dB). Electrical connections are shown in red,
optical in black. A 64/96 port AWGR is required to support 2048/3072 nodes.

currents for 96 C-band 50 GHz-spaced International Telecommunication Union
(ITU) frequency channels were determined by A. Funnell of UCL by generating
all DAC current combinations and measuring all resulting wavelengths using
an optical spectrum analyser (OSA). The wavelengths closest to the target
channels were selected subject to the condition that the side mode suppression
ratio (SMSR) exceeded 45 dB. Fine tuning was achieved by measuring the
beat-signal of the DS-DBR laser with an Oclaro 96 channel tuneable laser
sub-assembly (TLA) using an integrated Finisar coherent receiver with 25 GHz
3 dB bandwidth [354]. The TLA was selected for its wide tuning range and
factory-calibration to the ITU 50 GHz frequency grid. The DS-DBR laser
rear and phase section currents were adjusted until a steady-state frequency
accuracy of ±750 MHz was achieved.
Efforts were made to improve the DS-DBR wavelength switching speed,
which can take up to ∼ 90 ns when driven with simple step voltage signals
[249]. The transient response of the electrical drive signals were iteratively
improved by H. Williams through hand-selection of passive components and
modeling the circuit in SPICE.
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Furthermore, ‘current pre-emphasis’ on the driving signals was applied by
A. Funnell to accelerate wavelength switch times. Proposed by Rigole et al.
in 1996 [355], pre-emphasis describes the technique by which, when beginning
a wavelength switch, the laser drive currents temporarily overshoot the target
values. This accelerates the charge carrier settling time within the laser section,
potentially permitting few-ns wavelength switching times [356]. In this work,
current pre-emphasis was applied to the first four samples of each switching
event, providing overshoot and stability correction over the first 20.8 ns of
each switching event. Given the comparatively large current swing of the
laser rear section, pre-emphasis was applied to just this section. Pre-emphasis
values were chosen through iterative manual optimisation of a sub-set of laser
switching channels, which were then extrapolated across all laser switching
events. A full description of this method can be found in [357].
Laser switching events were measured by beating the DS-DBR laser output during reconfiguration with the TLA and recording the output using the
coherent receiver. The coherent receiver output was captured using a 32 GHz
80 GS/s oscilloscope and downloaded for offline processing in MATLAB. The
switch time between a source and destination frequency was defined by the difference in times that 90%-90% beat-signal intensities were achieved, as measured using the 25 GHz coherent receiver. The frequency accuracy of this
measurement was, therefore, ±25 GHz. Through any-to-any testing of all
95×96 wavelength channels a worst case switch time of 35 ns was recorded.
This sets the minimum tuning overhead for the whole switch system, which in
this case was set to 8 clock cycles (41.67 ns) to allow for an additional 5.12 ns
of timing alignment between the laser, the gating SOA and the transmitted
bit stream.

3.2.3

SOA setup

The SOA daughter board within each node provided a high speed interface with
which an SOA could be controlled using the FPGA. Each SOA daughter board
contained two commercial InPhenix SOAs supporting 50 nm of bandwidth
centered around 1550 nm, with typical characteristics of 20 dB gain, 9 dB
noise figure, and 10 dBm saturation power [345]. The SOAs were used to (i)
broadcast and select between different AWGRs, (ii) amplify the DS-DBR laser
during steady state operation, and (iii) suppress the optical output while the
laser was tuning. The SOAs were selected to provide gain across the full 48 nm
of tuning bandwidth supported by the DS-DBR lasers used in this experiment.
However, broadband SOA gain also leads to increased amplified spontaneous
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emission (ASE) generation, increasing noise in the system. This can become
more significant as the size of the OB&S stage increases, as if the signal input
to the SOA is insufficiently powerful to saturate the SOA, more gain will be
provided to the ASE. If the amount of ASE added to the system becomes too
large, the received signal can encounter a noise floor, potentially preventing
the system from achieving a BER low enough for FEC-aided recovery. The
impact of broadband ASE generation can be partially mitigated by optically
filtering the amplified signal; this is naturally performed in the SOA-AWGR
architecture by the 25 GHz passband of the AWGR routing stage that follows
the OB&S. However, to ensure accurate emulation of the ASE expected in this
system, the signal exiting the MZM was attenuated by 13 dB before entering
the 1:2 OB&S stage. The total optical loss before SOA amplification was
therefore 16 dB, emulating an OB&S split ratio of 1:32, sufficient to scale the
SOA-AWGR network to 3072 nodes.
To improve the SOA switch on/off time, the circuit transient response was
modelled in SPICE by H. Williams and iteratively improved through manualselection of passive components. After optimisation, the four SOAs characterised within this work featured turn on times of 7 ns and turn off times of
2 ns. The SOAs were also used to balance the power of each packet incident
on the receiver; this is discussed further in section 3.3.2.

3.2.4

Passive core setup

After exiting the SOA space switch of each node, the four fibres (two per node)
were connected to a commercial 32 port AWGR. The AWGR was used to
demonstrate the functionality of wavelength routing through laser switching;
it should be noted that the final system still requires 64/96 port AWGRs
to achieve total node counts of 2048/3072 appropriate for hyperscale data
centres, as determined in section 3.1.5. Following the AWGR, a variable optical
attenuator (VOA) was used to vary received power and to emulate the 16 dB
optical loss of the 32:1 coupler required for full system scaling. Finally, the
signal from each AWGR output was received using a single photodiode receiver.
The resulting electrical signals were then passed to the 25 Gb/s FPGA receivers
of Node A and Node B. This layout is illustrated within Fig. 3.6.
To test the operation of the SOA-AWGR switch within a cross-bar dynamic optical circuit switching (OCS) configuration, the FPGAs were set to
switch the DS-DBR lasers between two wavelengths, while turning SOA0 and
SOA1 on and off in turn. This means each node produced four state combinations. To test all eight lightpaths (four for each node) with just two receiver
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nodes, the DS-DBR laser wavelengths were selected in combination with the
AWGR input ports such that all state combinations emerged from just two
AWGR output ports. The combination of ports and wavelengths used to
achieve this is shown in Table 3.2.
Table 3.2: DS-DBR laser wavelengths and AWGR input port combinations used
to demonstrate both wavelength switching and space switching at each node using
a 2×2 system. Output ports 8 and 24 of the AWGR were connected to the receivers
on Nodes A and B respectively.

Node
A
A
A
A
B
B
B
B

3.3
3.3.1

Wavelength (nm)

SOA

Input Port

Output Port

1547.92
1547.92
1560.77
1560.77
1544.48
1544.48
1557.24
1557.24

0
1
0
1
0
1
0
1

24
8
24
8
12
28
12
28

24
8
8
24
8
24
24
8

System performance
Continuous mode

The SOA-AWGR switch was first tested during continuous operation, without
any active optical switching. This permits the achieved performance to be
compared against the expected performance modeled in section 3.1.4. Furthermore, the penalties associated with real time detection using the FPGA
receiver unit can be determined through comparison. The system setup was
modified to measure this baseline performance, and is shown within Fig. 3.7.
The DS-DBR laser was held at 1560.77 nm and modulated with a continuous pseudo random bit stream (PRBS) of length 29 − 1 generated by the
FPGA. The modulated signal was gated through SOA0 which was fixed in the
‘on’ (amplifying) state. Two photodiodes were tested for comparison with the
modeled architecture: a PIN photodiode and an APD. Received optical power
was monitored using an OSA.

3.3.1.1 Photodiode receiver performance
The electrical signal generated by the photodiodes under test were initially
received using an 80 GS/s digital storage oscilloscope (DSO). Waveform captures of 220 samples were saved and processed offline using MATLAB. The
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Figure 3.7: Diagram of the experimental setup used to test the SOA-AWGR switch
while operating in continuous mode. A static wavelength of 1560.77 nm was used,
transmitting a continuous 29 − 1 PRBS. PD: photodiode.

capture size was limited by the practical download time, determined by the
local area network, and execution speed of the offline processing. To calculate
the BER of the received optical signal, the captured DSO data was downsampled from 80 GSa/s to 50 GSa/s such that Nyquist sampling was achieved on
the 25 Gb/s data. A fourth-order digital Bessel filter was used to remove high
frequency noise. Coarse sample alignment was achieved through correlation of
the received signal with the transmitted PRBS. Following this, fine-alignment
was performed using a 30 tap least means squared (LMS) equaliser, which
was implemented using the known PRBS sequence as training data to find the
optimal sampling point.
After resampling, the 220 sample capture contains just 327680 bits, and so
the maximum measurable BER through direct-bit error comparison is 3 × 10−6 .
To estimate lower BER values, an extrapolation method was used [358]. In this
method, the received OOK data was normalised such that the measured ‘1’
bits have a mean value of 1 and the measured ‘0’ bits have a mean value of −1.
Assuming an additive white Gaussian noise (AWGN) channel, the measured
amplitude distributions around both 1 and −1 can be modelled as Gaussian
distributions. Therefore, a Gaussian fit was performed on both distributions to
estimate their standard deviations. These were used to extrapolate the tails of
both distributions such that the crossing point was identified. The statistical
likelihood of the cross over i.e. where a 1-bit would be read as a 0-bit, and
visa versa, gives the estimated BER of a signal with no actual errors.
The BER was measured for a range of received powers, using the Gaussian-

3.3. System performance

107

tail extrapolation method to estimate BERs below 3 × 10−6 . The measured
receiver sensitivities for the PIN photodiode and the APD are shown in Fig. 3.8.
This data was captured during continuous (non-bursty) transmission, so the
assumption of an AWGN channel is valid and the Gaussian-tail extrapolation method can be used. Note that this is not the case for the burst-mode
experiments performed later in this chapter, where extrapolation is not used.
PIN
APD
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5 × 10−5

10−4
3.8 dB

10−6
BER

Model Exp.

10−8
10−10
10−12
−24
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−18

Received Power (dBm)
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Figure 3.8: Comparison of the modeled and experimentally achieved (Exp.) sensitivities of a PIN photodiode and an APD receiving 25 Gb/s OOK data. The BER
threshold of 5 × 10−5 required for successful error-free decoding using the KR4 FEC
code is shown as the dashed horizontal line. The PIN photodiode reaches the KR4
threshold at −18.2 dBm. The APD reaches the KR4 threshold at −22.0 dBm.

The experimental results show fair agreement with the modelled predictions, indicating both receivers are principally thermal noise limited. The PIN
photodiode performance was correctly predicted to within 0.3 dB at the KR4
FEC threshold. The APD fell short of the modelled predictions by 0.6 dB.
This increase is attributed to the APD having a higher noise figure than the
Fn = 3 dB used within this model. Accounting for this, the relative performance difference of the photodiodes (3.8 dB) show good agreement with
expected results (4.1 dB). Both receivers are measured to experience a coding
gain of 3.0 dB. This outperforms the expected gain of 2.6 dB. This difference is
attributed to the inaccuracy of the Gaussian extrapolation method to estimate
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BERs below 3 × 10−6 .

Overall, the results show that the performance of the optical receivers can
be adequately predicted using the simple model applied within section 3.1.4,
necessary for the successful construction of real optical switches. Having measured the performance of the receivers under ideal conditions (captured using
the high resolution oscilloscope, and processed offline for ideal signal sampling), the performance penalty of receiving data through the FPGA can be
quantified.

3.3.1.2 FPGA receiver performance
The transmitted 25 Gb/s data can be received using the real time 25 Gb/s
digital receiver included within the FPGA. The receiver accepts binary data
by making a threshold decision on the incoming analogue electrical signal provided by the photodiode. The real time receiver does not perform Nyquist
sampling and post-processing; instead, the FPGA works to achieve clock and
data recovery (CDR) using a bang-bang phase detector as described within
[359]. The best BER is achieved when the receiver samples the input signal
in-phase with the arriving symbol phase.
Receiving data through the FPGA incurs a performance penalty due to the
hard decision circuit, loss from the extra radio-frequency connectors and cables
to reach the FPGA receiver from the photodiode, and noise from the FPGA
electronics. To measure the combined effect of this penalty, the set up shown in
Figure 3.8 was adjusted so that the photodiode electrical output was connected
to the FPGA receiver. The FPGA was instructed to transmit a continuous
PRBS of length 29 − 1 and buffer data into the onboard 4 GB DDR4 memory
module. The FPGA then performed a correlation to find the start of the PRBS
sequence within the received data. The BER was calculated through direct bitto-bit comparison of the transmitted and received data. The minimum error
of 1 bit in 4 GB limits the measurable BER by this method to 3.125 × 10−11 ,
though such a small error count is statistically unreliable. To improve this,
the FPGA was set by I. Haller to continuously capture, measure and report
the BER, which it was able to do around once every 1.5 s. Measurements
were recorded that were able to report a stable error count of at least 5 errors
per capture during an approximate 15 s window. This allowed measurements
of around 50 errors over 40 GB, corresponding to a more statistically reliable
BER of 1.5 × 10−10 . The BER was measured in this way for a range of received
optical powers. The results are shown in Fig. 3.9.
Receiving the APD electrical signal using the FPGA rather than the

3.3. System performance

109

APD+DSO
APD+FPGA

10−2
4.8 dB

10−4

Exp. Fit

5 × 10−5

BER

10−6
10−8
10−10

0.9 dB

10−12
−24

−22

−20

−18

Received Power (dBm)

−16

−14

Figure 3.9: Comparison of the APD receiver performance when captured at
3.2 samples/symbol (S/sym) using an digital storage oscilloscope (DSO), vs when
captured using the FPGA at 1 S/sym. The signal is a 29 − 1 PRBS modulated
using 25 Gb/s OOK. The APD+FPGA receiver reaches the KR4 FEC threshold at
−21.1 dBm.

80 GS/s oscilloscope was measured to incur a penalty of 0.9 dB at the KR4
FEC threshold. This penalty can be seen to increase with received power, such
that the APD+DSO sensitivity curve is not parallel with the APD+FPGA
sensitivity curve. This is because the APD+FPGA is no longer only thermally limited due to additional noise contributions from the 1 samples/symbol
(S/sym) hard-decision receiver and onboard electrical noise from the FPGA.
If the APD+FPGA results are extrapolated to the BER= 10−12 level, it is
observed that this additional noise imposes a significant power penalty such
that the SOA-AWGR switch would no longer be within margin. However, the
application of the KR4 FEC in this case delivers a significant coding gain of
4.8 dB (estimated from the extrapolated crossing point), and keeps the switch
within margin to scale to 3072 ports.

3.3.2

Burst mode

Having established the absolute performance of the FPGA in continuous mode
operation, the system setup was reverted to that shown in Fig. 3.6. The 2×2
optical cross-bar switch was established by setting the FPGA in both Node
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A and Node B to play out the switch combinations shown within table 3.2.
The resulting bursts arriving at the receivers at Node A and Node B are
illustrated within Fig. 3.10. This constitutes a full space- and wavelengthoptically switched demonstration of the SOA-AWGR switch fabric.
P
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TxB
1557.24
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TxA
1560.67
SOA0

TxA
1547.92
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TxB
1544.48
SOA0
time

P
RxB

TxA
1560.77
SOA1

TxB
1557.24
SOA0

TxB
1544.48
SOA1

TxA
1547.92
SOA0
time

Figure 3.10: Packet ordering for burst mode transmission, playing out on repeat.
TxA and TxB represent the transmitters for Node A and Node B respectively, while
RxA and RxB are the respective receivers. Below this information, the wavelength
(in nm) and SOA used to route that packet is listed. These are the same switching
combinations used in Table 3.2, where the AWGR output port 8 leads to RxA and
port 24 leads to RxB (as pictured in Figure 3.6).

3.3.2.1 Transmitter performance
Each node was set to output a 29 − 1 PRBS repeated 64 times to emulate
a burst payload of 4.1 kB. The PRBS originating from Node A was given a
different seed value from that from Node B, such that the data from each node
could be uniquely identified. At 25 Gb/s, the payload persisted for 1.31 µs.
Each burst was preceded by a single 27 − 1 PRBS with an appended zero,
giving a 128 bit header to each burst used to aid in data recovery, persisting for
5.12 ns. Following the laser switching time characterisation described within
section 3.2.2, a 41.67 ns inter-packet gap was included between data bursts.
The total switching overhead was therefore (41.67 + 5.12)/1310.7 = 3.6%.
The signal outputs from the APDs at Node A and Node B were initially
captured using the DSO to qualitatively evaluate their performance. Fig. 3.11
shows the inter-packet gap for both receivers to illustrate the operation of the
space- and wavelength-switching transmitters. In the switch event pictured,
both transmitters perform a SOA space switch and a DS-DBR wavelength
reconfiguration, and so start and end in the ‘bar’ state. At (i) the 25 Gb/s
OOK 29 − 1 PRBS payload finishes. At (ii) the optical switch begins, such that
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the SOAs rapidly gate shut, extinguishing the signal by > 30 dB. At (ii) the
DS-DBR laser in each transmitter also beings its wavelength reconfiguration.
By (iii) the optical switch is completed; the alternate SOA begins to gate
open, rising over the next 7 ns. At (iv) the 128-bit packet header plays out
for 5.12 ns, and is immediately followed by the payload data of the next burst.
The time between the end of one payload and the start of the next is fixed at
9 clock cycles, corresponding to 46.875 ns.
TxA, 1560.67 nm, SOA0

TxA, 1547.92 nm, SOA1
(i)

RxA

(iv)

(ii)

(iii)

TxB, 1557.24 nm, SOA1

TxB, 1544.48 nm, SOA0

(i)

(iv)

(ii)

RxB

-20

0

(iii)

20
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time (ns)

Figure 3.11: Inter-packet gap for the received signal at Node A (RxA) and Node B
(RxB), captured using the 80 GS/s oscilloscope. Both transmitters (TxA and TxB)
allow 41.67 ns for the DS-DBR to complete the required wavelength switch. During
this time the optical output is gated closed using the SOAs.

The optical power of the received signal was observed to vary from burst to
burst. This is due to the variable optical power of the DS-DBR laser, which is
wavelength dependent, as well as the path-dependent loss of the AWGR, which
varies with both wavelength and the input/output port in use. Unbalanced
packet powers can cause baseline wander within burst-mode optical receivers,
impairing decision thresholds and introducing burst errors at the start of each
packet [360]. Fig. 3.12(a) shows all 8 packet combinations under test without
any corrective measures, as viewed using the oscilloscope. The variable optical
loss experienced by each packet is apparent, such that the power varies significantly both inside and between packets. The bottom of each burst-train is
observed to fluctuate over time, indicating the presence of baseline wander.
To correct for this, the multi-level output provided by the SOA daughter
board was used to vary the drive current on a packet-by-packet basis. Using
this method, the optical gain supplied to all packets was limited to match that
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Figure 3.12: Power variation in the four consecutive packets at the receiver of
Node A (RxA) and Node B (RxB), (a) without and (b) with SOA leveling applied.
In (a), every SOA is set to maximum gain at all times; the variable system path
loss is apparent and baseline wander is observed. In (b), the SOA gain applied to
each packet is reduced to match the lowest packet, reducing power variation and
removing baseline wander.

of the packet with the lowest measured power at the receiver. The limiting
packet was found to be the Node B 1557.24 nm link between AWGR input
port 12 and exit port 8, which had a loss of 4.1 dB. Fig. 3.12(b) shows the same
packets as Fig. 3.12(a) with SOA leveling applied. The received power over
time is observed to be uniform, and the baseline wander has been removed.
Note that the intra-packet power variation has also been improved, even though
the SOA gain supplied to each burst was fixed. Small power spikes can still be
observed at the start of each packet; a method to improve this fast intra-packet
power variation is investigated in Chapter 5.

3.3.2.2 Receiver performance
With SOA-leveling applied to remove baseline wander, the fibre outputs from
AWGR ports 8 and 24 were connected to the FPGA real-time receivers at
Node A and Node B, respectively. The FPGAs were set to capture 223 bits,
which were downloaded for offline analysis in MATLAB. This was performed
instead of the onboard Verliog processing, used in section 3.3.1.2, to facilitate
the more complex processing required for header identification, burst-specific
BER calculation for the node-specific PRBSs, and so that bit-error positions
within bursts could be identified. The capture size was limited to 223 bits
by the practical download time from the FPGA to the processing computer,
determined by the local area network. Each capture contained approximately
200 packets of data each of 4.1 kB, limiting BER measurements to roughly
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1.52 × 10−7 . Packets were identified by performing a bit-wise correlation of
each received burst against the 128-bit burst header, from which the payload
was extracted with knowledge of the burst length. Bit errors were then counted
through direct comparison with the unique 29 − 1 PRBS transmitted from each
node.
Initial testing determined that a noise floor was present in the data received during burst mode operation. To determine the cause of this, the location of bit errors was plotted against packet position. The resulting sparsity
matrix diagram for Node A receiving burst mode data at −19 dBm is shown
in Figure 3.13. Here it is observed that the majority of errors occur at the
start of each packet. This is attributed to the finite clock recovery time of the
FPGA receiver, which must make a phase adjustment when locking onto a new
transmitter. This is supported by the fact that only alternate packets feature
errors, as the burst order used in this experiment was such that a transmitter
sent two packets in a row to the same receiver (see Figure 3.10).
2
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Figure 3.13: Spy diagram plotting the locations of bit errors within the first 16
packets of a burst mode capture for data received by Node A. The recovered data is
presented from top left to bottom right. Every other packet exhibits a concentration
of errors at the start of the packet. This suggests these packets are out of phase
with the the FPGA clock, and so are sampled incorrectly until the clock and data
recovery has completed.

Fig. 3.14(a) shows the reported phase of Node A’s FPGA receiver clock as
a function of bit index. The location of the recorded bit errors are overlaid as
markers. It is observed that the bit errors occur while the clock phase makes
a significant update, coinciding with the start of each burst. The finite CDR
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Figure 3.14: FPGA receiver clock phase during burst mode operation (a) without
clock phase caching, and (b) with clock phase caching. Bit error positions are
overlaid as red markers. The application of clock phase caching relieves the receiver
from performing sudden, significant clock phase updates, mitigating the associated
bit errors.

time was, therefore, determined to be limiting burst mode system performance.
To resolve this, clock phase caching was applied as reported in [30]. The
phase offset with respect to the first packet was measured and used to offset the
corresponding transmitter/timeslot by the same amount. This ensured that
neighbouring packets arrived at the receiver with the same phase, permitting
the FPGA CDR unit to perform minimal reconfiguration. The phase updates
applied here are an open-loop corrective method, however real-time closedloop updates to the transmitter phase values have been demonstrated [30].
The phase of Node A’s FPGA receiver clock after the application of phase
caching is shown in Fig. 3.14(b). The clock phase is now observed to vary
minimally over time, indicating that the different data burst are arriving in
phase at the receiver. For the bursts presented here, the application of clock
phase caching was measured to reduce the variance of the receiver clock phase
by 98%. The overlaid bit errors are also now observed to have disappeared. A
full description of clock phase caching can be found in [361]. To characterise the
successful mitigation of CDR-related errors, Fig. 3.15 shows the performance
of Node A with and without phase caching applied.
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Figure 3.15: Performance of the receiver at Node A with and without phase caching
applied at the transmitter of Node A and B. Without phase caching the finite CDR
time of the FPGA introduces an error floor during burst mode operation; applying
phase caching removes the error floor and permits KR4 FEC-ready performance.

The results show that, without phase caching, a noise floor is present
at a BER of approximately 1.4 × 10−4 . The default FPGA CDR routine is,
therefore, insufficient to reach the KR4 FEC threshold. Once phase caching
has been applied, Fig. 3.15 shows that the error floor is removed, such that
the performance is limited by the received optical power. Results are observed to fluctuate as the receiver approaches a BER of ∼5 × 10−7 ; this is
partially because the receiver is approaching the single-error limit and as such
the BER results become statistically unreliable. However, at a received power
of −19 dBm the BER of the received signal with clock phase caching was
measured to have been improved by 2.5 orders of magnitude, and was able to
successfully exceed the KR4 FEC threshold.
To test the performance of both nodes during burst mode operation, clock
phase caching was applied to both transmitters to maximise CDR stability at
both FPGA receivers. The burst mode BER was then measured while received
power was varied. The resulting performance of nodes A and B are plotted in
Fig. 3.16. The continuous-mode APD performance for both nodes are shown
for comparison. The point at which each result reaches the KR4 FEC threshold
is summarised in table 3.3, along with the numerical uncertainty.
The results within Fig. 3.16 show a performance difference exists between
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Figure 3.16: Burst mode operation of the SOA-AWGR switch, undergoing crossbar switching as illustrated within Fig. 3.10. Phase caching and SOA leveling has
been applied to both transmitters. The performance of the APDs received using a
digital storage oscilloscope (DSO) and offline processing are also shown for comparison.

the two nodes of the system. This is observed for all receiver configurations,
and so is attributed to the APD at receiver A outperforming the APD at
receiver B by 0.3 dB at the BER=5 × 10−5 level. Both nodes experience a
further 0.9 dB penalty when receiving data continuously using the FPGA.
The implementation of burst mode reception was measured to introduce
a further penalty of (−0.1 ± 0.6) dB for Node A and (0.3 ± 0.5) dB for Node
B. Evidently, the higher experimental uncertainty observed for the burst mode
results means the true penalty cannot be stated with confidence. The cause of
Table 3.3: Experimental performance of Node A and Node B under different receiver configurations. All sensitivities are quoted at the KR4 FEC threshold with
BER=5 × 10−5 .

Setup
APD
APD+FPGA
APD+FPGA+burst

Sensitivity (dBm)
Node A
Node B
−22.0 ± 0.5
−21.1 ± 0.2
−21.2 ± 0.4

−21.7 ± 0.3
−20.8 ± 0.1
−20.5 ± 0.4
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this experimental uncertainty is attributed to the variation of clock and data
phase throughout the system after the phase caching values within Node A and
B had been set. It is estimated that approximately 10 minutes pass between
manual calibration of the phase caching values (first Node B, then Node A)
and the burst data being collected. During this time, the experimental system
temperature (and, therefore, the phase delay) was permitted to wander. This
means that the inter-packet phase arriving at the receivers was not perfectly
flat, introducing occasional errors. This is supported by the fact that the
penalty associated with Node B was higher than that of Node A, potentially
because the receiver values for node B were calculated first, so were more out
of date at the time of measurement. To correct for this, an adaptive feedback
loop must be established to constantly renew the cached phase values; this is
investigated fully in [361].
Despite this variation, Fig. 3.16 shows that both nodes are able to exceed
the target BER threshold of 5 × 10−5 . At this level, the overall penalty of
implementing burst mode reception using the FPGA (compared to continuous
transmission using the DSO) was measured to be (0.8 ± 0.9) dB for Node A
and (1.2 ± 0.7) dB for Node B.

3.3.3

System margin

During the construction of the SOA-AWGR switch, power penalties were encountered at each stage of the system. Furthermore, the final burst mode
FPGA receiver was measured to have a lower sensitivity than the modelled
performance given in Fig. 3.4, which predicted KR4 FEC-ready performance
with a received power of −22.6 dBm. To determine if the system still contained sufficient power to achieve the target scalability of 3072 nodes, the
optical power was measured at every point to obtain exact loses. From this a
plot of system margin against performance was drawn, shown in Figure 3.17.
A total margin difference of 2.3 dB was measured between Node A and
Node B. Of this, 0.7 dB is attributed to the difference in receiver performance
given in Fig. 3.16 and table 3.3. The remaining 1.6 dB of loss experienced by
Node B was attributed to higher experienced losses when passing through the
AWGR in comparison to the signals travelling to Node A. Despite this, as both
nodes in Figure 3.17 achieve a BER of 5 × 10−5 while maintaining a positive
margin (3.6 dB for Node A and 1.3 dB for Node B), the SOA-AWGR switch
can be considered a successful demonstration of a WROBS system capable of
supporting 3072 nodes with a reconfiguration time of 46.875 ns at a post-FEC
data rate of 24.34 Gb/s.
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Figure 3.17: System margin of the SOA-AWGR switch. This emulates the use
of a 1:32 SOA broadcast-and-select, followed by a 64/96 port AWGR, supporting a
total of 2048/3072 nodes. The system is able to achieve a KR4 FEC appropriate
BER of 5 × 10−5 while supporting the full system with positive margin.

3.4

Identified system limitations

The exploratory investigation of the all-optical SOA-AWGR switch discussed
within this chapter has demonstrated that is it possible to build highly scalable
systems using commercially available components. Through use of a 64/96 port
AWGR, the system demonstrated here can support 2048/3072 nodes, satisfing
the requirements for hyperscale data centres set out in section 2.1.2.6. Furthermore, extending over the demonstration in [274], the work here has shown
that the combination of tuneable lasers and SOAs can, in principle, be used to
achieve the full optical reconfigurability required by the SOA-AWGR switch.
In addition, the use of FEC has been shown to offer substantial coding gains
when receiving data using real-time FPGA receivers. At the BER threshold of
5 × 10−5 considered here, the use of SOA leveling and clock phase caching has
been shown to keep the penalties associated with implementing burst mode
FPGA receivers to below 1.2 dB. This is sufficiently low to maintain realistic
system margins: in this work, cumulative penalties consumed only 1.7 dB of
the 3 dB budgeted margin.
However, the investigation has highlighted several key shortcomings of
the system under test. First and foremost, the data packet size was unrealistically long at 4.1 kB; this greatly exceeds the average size of 256 bytes
reported in [30]. The packet size used in this experiment was set sufficiently

3.4. Identified system limitations

119

long such that the optical switch reconfiguration time represented less than a
5% overhead. The switch reconfiguration time was dominated by the worstcase tuning time of the DS-DBR laser, which was limited to 35 ns. It was found
that the required pre-emphasis values could not be trivially predicted for the
DS-DBR laser, contrasting with simpler lasers [356]. This is attributed to the
larger injection currents of the DS-DBR laser, the requirement of multi-tap
pre-emphasis values, and the complex interaction of the multiple laser tuning
gratings and common ground section. It is clear that if the DS-DBR laser is
to reach its optimal tuning speeds, a new approach to calculating the required
pre-emphasis values is required.
However, even if the laser is able to achieve its optimum switch speeds
(estimated to be on the order of 5 to 10 ns [35]), this falls short of the
sub-nanosecond switching required by WROBS networks that target packetgranularity switching. New tuneable source designs will be required to achieve
this approximate order of magnitude improvement.
The use of SOA power leveling in section 3.2.3 demonstrated that baseline
wander could be corrected for through simple gain control. However, it was
observed that power variation still occurred within the burst itself, particularly
at the leading edge (see Fig. 3.12(b)). This is attributed to ringing in the
electrical SOA drive signal, even after the manual optimisations that were
performed. Clearly, for a system that can require > 104 SOAs this form of
optimisation is unrealistic and insufficient. A superior method of automated
SOA drive optimisation is required to ensure constant power across an SOA
burst. Moreover, the SOA rise times of ∼7 ns also fall short of the subnanosecond switching requirements needed for packet-granularity switching.
SOA drive optimisation must also seek to reduce this value.
Finally, the achieved data rate of 24.34 Gb/s falls short of the 100G links
in today’s data centres. The 25 Gb/s used in this experiment was chosen to
permit generation and reception directly from the FPGAs in use; this was
useful to characterise the penalties associated with real-time burst mode operation but is insufficient for network deployment. However, higher symbol rates
will be limited by the channel bandwidth of the AWGR: in this experiment,
the 3 dB channel bandwidth of the 50 GHz AWGR was ∼ 38 GHz. Therefore,
advanced modulation formats beyond OOK are required to improve the data
rates and spectral efficiency of the transmitted channel. However, this cannot come at the cost of large modulator losses and heavy receiver penalties,
which would restrict the system power budget. Low loss, spectrally efficient
modulators must be developed to help overcome this hurdle.
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Overall, the limitations of the SOA-AWGR all-optical switch were observed to be based within the transmitter. The tuning time of the DS-DBR
lasers, the power stability and rise times of the SOAs, and the supported
data rate were all found to be insufficient. Advances within these areas will
benefit any network architecture that employs elements of WROBS, including
PULSE, Petabit, the SOA-AWGR fabric and PODCA, as discussed in chapter 2 section 2.6. The following chapters will focus on improving the optical
transmitter. A method for reliably optimising the switching performance of
a semiconductor tuneable laser is investigated in chapter 4. An extension of
this method is proposed in chapter 5 to create an optical subsystem capable
of sub-nanosecond, intensity stable switching. Finally, a novel transmitter architecture is introduced in chapter6 that is capable of low-loss, high data-rate
modulation.

3.5

Summary

Within this chapter, a 2×2 wavelength-routed optical burst switching
(WROBS) system was constructed to explore a highly scalable all-optical
switch design for hyperscale data centres. The research outcomes of this
chapter are:
• The scalability of an SOA-AWGR optical switch fabric composed of majority commercial devices was modelled by considering the expected performance and loss budget of the system. By using an array of SOAs for a
1:32 broadcast and select stage, followed by a 64/96 port AWGR, scaling
to 2048/3072 ports was shown to be feasible.
• A two node demonstration system suitable for 2×2 optical cross-bar
switching at 25 Gb/s was constructed in collaboration with Microsoft
Research Cambridge (MSRC) to prove the scalability and investigate
potential system limitations.
• The performance of a PIN photodiode and APD were shown to be in
good agreement with modelled predictions. Furthermore, a high coding
gain of 4.8 dB was estimated when received the APD signal on a real-time
1 S/sym FPGA, keeping the switch within margin.
• Optical switching was demonstrated using a space- and wavelength- reconfigurable transmitter in each node. SOA power leveling and phase
caching were applied to mitigate baseline wander and CDR related penalties, respectively.

3.5. Summary

121

• The overall penalties associated with operating the SOA-AWGR switch
in burst mode using real-time FPGA receivers were shown to be 1.2 dB
or less. This permitted the system to support full 2048/3072 nodes while
maintaining a positive power margin.
• The space- and wavelength-switching transmitters were found to limit
switch performance. The DS-DBR laser was shown to have worst case
switch times 35 ns, even after extensive manual-optimisation and extrapolation. Similarly, the SOA rise times were limited to 7 ns, and featured
power variation across their amplification windows. Both these units
require intelligent optimisation to improve their performance.
• Finally, the low achieved post-FEC data rate of 24.37 Gb/s falls well
short of the requirements of data centres today and in the future. New,
power- and spectrally-efficient modulation methods are required to raise
the data rates without compromising system budget.

Chapter 4

Control and optimisation of fast
laser wavelength switching
Chapter 2 has highlighted the importance of tuneable lasers within wavelengthrouted optical burst switching (WROBS) architectures, where they can determine the scalability and bandwidth granularity of the network. Furthermore,
section 3.4 of chapter 3 has identified the laser tuning time as a key limitation of
optical switch performance, and has shown that extrapolated, manually tuned
laser currents are insufficient to achieve reliable, few-nanosecond switching.
This chapter address these shortcomings by proposing a regression algorithm
to optimise the switch times of a multi-section semiconductor tuneable laser.
The efficacy and expected performance of the algorithm is tested through simulation of a commercial digital supermode distributed Bragg reflector (DSDBR) laser in the frequency and time domains. A laser daugherboard suitable
for driving a real DS-DBR laser is proposed and constructed, and is used to
experimentally demonstrate greater-than-C-band, reliable laser switching on
data packet timescales.

4.1
4.1.1

Simulation of DS-DBR laser
Simulation overview

The simulation of distributed Bragg reflector (DBR) lasers is now a well established field, with frequency domain, analytical analysis reported as early
as 1972 by Kogelnik and Shank [362]. The authors demonstrated that by
considering the coupled-mode interaction of forward and backward travelling
waves within the laser cavity, and assuming the cavity is uniform and linear
(i.e. close to threshold, ignoring effects such as spatial-hole burning), it is possible to derive approximate analytical solutions to the laser operation. This
work was improved upon by Bjork and Nilsson in 1987 by their introduction
of the transfer matrix method [363]. This technique forgoes the requirement of
analytical solutions for the whole laser cavity, and instead derives a frequency-
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domain transfer matrix for each laser section. By assuming individual sections
are uniform and linear, their interaction across the full laser cavity can be calculated by numerical matrix multiplication. This method provides a flexible
and fast approach to calculate the steady state conditions of multi-section,
uniform lasers.
It is noted that laser simulations are no longer limited by the requirements
of uniformity and steady-state solutions. Numerical modeling of non-linear lasing effects were demonstrated in 1987 through spatial finite difference methods
[364], and full finite difference time domain (FDTD) simulation packages were
available as early as 1990 [365]. These techniques have since evolved into mature products [366, 367], readily integrated with photonic integrated circuit
(PIC) design tools and fabrication platforms [368, 369]. Such tools are able
to model the time-varying performance of optical devices of arbitrary size and
complexity, necessary for multi-device interactions.
However, these professional packages are excessive for modelling the optical properties of individual devices. In the research described within this
chapter, the transfer matrix method was applied to build a simple FDTD simulation of the DS-DBR laser in MATLAB. A model of the DS-DBR laser in the
frequency domain is described in section 4.1.2; the work within this section was
completed in collaboration with B. Thomsen of Microsoft Research Cambridge
(MSRC). The transfer functions of the laser longitudinal modes, front sections,
and rear sections are defined, then used to calculate the dominant lasing mode
for discrete values of carrier injection currents. The model is then extended for
time domain analysis in section 4.1.3. Euler’s method is applied to model the
change in charge carrier density over time in response to a change in injection
current, for each laser section. At each discrete time step, the calculated instantaneous carrier density is used to determine the dominant lasing frequency
via the methods established in section 4.1.2. These methods are used to model
the DS-DBR laser frequency dynamics in response to time-varying injection
currents, such that optimisation methods can be tested.

4.1.2

Frequency domain response

4.1.2.1 Frequency Tuning
The number of charge carriers within a semiconductor laser section is described
by the laser rate equation, given by
I
dN
=
− AN − BN 2 − CN 3 ,
dt
qV

(4.1)
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where N is the carrier density, I is the applied current, q is the fundamental
electron charge, V is the section volume, and A, B and C are constants that
scale the linear recombination rate, bimolecular radiation rate, and Auger rate,
respectively [370]. The dominant lasing wavelength in a DBR laser is determined by the Bragg wavelength of each laser tuning section, which reflects a
specific wavelength band back into the laser gain cavity. The Bragg wavelength
is given by
λBragg = 2Λneff ,
where Λ is the grating pitch period and neff is the effective (mean) refractive
index across the grating [370]. The Bragg wavelength can be tuned by varying
Λ (by heating or cooling the laser) and by varying neff , which is also temperature dependent, but also varies with carrier density, via the plasma effect, and
the applied electrical field, via the quantum Stark effect. Accurate simulation
of the interaction of these three effects is somewhat involved and not required
for a successful model. Instead, it was assumed that
(i) The laser is temperature stable,
(ii) neff decreases linearly with N ,
(iii) The impact of the quantum Stark effect on neff is negligible.
Assumption (i) is true for short (<1 µs) and long (>1ms) timescales, where
thermal effects have either insufficient time to influence the lasing frequency,
or have stabilised and been corrected for by a temperature controller. This
is, therefore, acceptable for this model, which is concerned with ∼ns response
times and steady state operation. A justification for assumption (ii) is given
in appendix C, and it is noted that the same assumption is made elsewhere in
the literature [371, 372]. Assumption (iii) is reasonable as the variation of neff
with the applied electrical field is approximately 1/10th that of its variation
with charge carrier density, see Table 4.1 of [373]. The above assumptions
permits a simplified description of the relationship between the change in laser
frequency, f , and charge carrier density, such that
∆λmax c
1
df
=
·
,
2
dN
λc
Nmax

(4.2)

where ∆λmax is the maximum possible change in wavelength, c is the speed
of light, λc is the central reference wavelength, and Nmax is the maximum
carrier density allowed by the laser section. Eq. (4.2) is composed of two parts:
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the first is the classic bandwidth-frequency relationship between changes in
wavelength and changes in frequency. The second is a linear scalar that ensure
that when N = 0, df = 0, and that when N = Nmax , df is bounded by ∆λmax .
N = Nmax can be calculated for each laser section by applying the maximum
permitted current injection, Imax , to Eq. (4.1) and numerically solving for N .
The combination of Eq. (4.1) and Eq. (4.2) describe how the DS-DBR laser
rear, front and phase sections frequency tune from their default Bragg wavelengths in response to injection current I. As the lasing wavelength λ = c/f ,
and Eq. (4.2) shows that df is linear with dN , the change in wavelength with
carrier density decreases as 1/N . When balanced against the counteracting
effect of thermal heating, DBR lasers tuned via current injection are typically
limited to approximately 7 nm of tuning [373].

4.1.2.2 Rear section transfer function
The DS-DBR laser uses a ‘top hat’ comb reflector in the rear section to increase
its tuning range beyond 7 nm. The top hat frequency response ensures that
the laser simultaneously supports seven equally spaced reflectivity peaks of
equal power [318]. This is achieved by introducing multiple irregularly-spaced
phase shifts within the rear grating, and can be simulated from first principles
via coupled-mode theory [317]. In this work, a simplified approach is taken
with knowledge of the desired outcome. The equation for the rear reflector’s
electric field given in [317] is adapted, such that the transfer matrix of the rear
reflector is given by
Hrear (f, dfrear ) = HSG (f, dfrear )

h
X
hi =1

cos(2πhi fFSR (f − dfrear ))2 ,

(4.3)

where h is the number of harmonics, fFSR is the free spectral range (corresponding to the comb spacing), f is the frequency to be characterised and dfrear
is the frequency shift applied to the rear section as calculated by Eq. (4.2). The
laser is designed to be continuously tuneable by setting fFSR to match ∆λmax ;
this allows the comb be tuned via current injection such that each comb line
can be shifted across the full comb spacing (reported as 6.8 nm for realised
DS-DBR lasers [317]). The summed cosine term within Eq. (4.3) describes a
continuous frequency comb with finesse determined by h, which is set to match
experimental results. HSG (f, dfrear ) is a super Gaussian transfer function that
applies a flat top window over the comb, and is given by
HSG (f, dfrear ) = e−(

f −dfrear 2p
)
2σ

,

(4.4)
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where σ is the standard deviation of the super Gaussian and p is the order,
again set to match experiment. σ is calculated from the full width half maximum (FWHM) of the expected passband, defined here as
FWHM
σ =k· √
,
2 2 ln 2

(4.5)

where the FWHM is set equal to fFSR , then multiplied by the constant k
to filter all but the desired comb lines. Together, Eq. (4.3), (4.4) and (4.5)
describe a frequency-filtered frequency comb with seven peaks, as shown in
Fig. 4.1(a), where ∆λmax = 6.8 nm, h = 5, p = 8 and k = 4. This shows good
agreement with a DS-DBR laser rear reflector simulated through coupled-mode
theory, reported in [317] and reproduced here for comparison in Fig. 4.1(b). As
the primary modes dominate during lasing, it is only necessary to accurately
simulate the central seven modes.

(a) Windowed frequency comb

(b) Coupled-mode theory

Figure 4.1: (a) Simulated reflectivity of a DS-DBR laser rear section using a
windowed frequency comb, as used in this thesis. (b) Simulated reflectivity of a DSDBR laser rear section using coupled-mode theory [317]. The windowed frequency
comb emulates the coupled-mode approach for the principal frequency modes.

4.1.2.3 Front section transfer function
The DS-DBR laser has a chirped front grating composed of eight DBR sections
that can combine to create seven enhanced reflectance peaks, described by the
transfer function Hfront . In this work, Hfront is simulated as eight neighbouring
Gaussian frequency windows, such that


Hfront (f, dffront ) = 

S/2
X

2

e

f −dffront,s −sfFSR 2
) 
−(
2σ

,

(4.6)

s=−S/2

where S is the number of front sections, dffront is an array containing the frequency shifts applied to each front section, and dffront,s the frequency shift
applied specifically to front section s. As in section 4.1.2.2, σ is defined by
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Eq. (4.5) with k = 1 and a FWHM set equal to the front section frequency
spacing (7 nm, to fully encompass the 6.8 nm spaced rear reflectivity peaks).
This approach permits a front section grating to be tuned until its reflectivity
spectrum fully overlaps with that of its neighbouring front section, creating
a enhanced reflectivity peak. The enhanced peak selects for one of the rear
reflector peaks, together permitting a single laser mode to dominate [316]. An
example of the front section reflectivity spectrum is shown in Fig. 4.2(a), as
simulated using the overlaid Gaussian frequency window method described
within this section. The fifth front grating has been set to its maximum injection current of 5 mA. The front grating spectra as calculated in [317] using
coupled-mode theory is shown in Fig. 4.2(b) for comparison. Both figures
shows how an enhanced reflectance peak is created around the third rear section comb line, which will permit this frequency to dominate.

(a) Gaussian windows

(b) Coupled-mode theory

Figure 4.2: (a) Simulated reflectivity of the DS-DBR laser front sections overlaid
on the rear reflector, modeled as neighbouring Gaussian windows, as used in this
thesis. (b) Simulated reflectivity of the DS-DBR laser front sections using coupledmode theory [317]. The front section modeled using Gaussian windows emulates the
coupled-mode approach.

4.1.2.4 Overall laser frequency
Sections 4.1.2.2 and 4.1.2.3 describe the transfer functions for the DS-DBR
laser rear grating and chirped front grating, respectively. These select for one
of the longitudinal modes that the laser supports. In this simulation the mode
spacing is set to 0.2 nm, such that the laser cavity has a free spectral range of
25 GHz at 1550 nm. The longitudinal transfer function is therefore given by
Hlong (f, dfphase ) = cos(2πfFSR (f − dfphase ))2 ,

(4.7)

where dfphase is the tuning applied by the laser phase section, calculated using
Eq. 4.2. Having established the transfer functions for the laser rear section,
front section and longitudinal modes, the full description of the DS-DBR laser’s
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supported lasing frequencies is given by
Hlaser (f, dfrear , dffront , dfphase ) =
Hrear (f, dfrear ) · Hfront (f, dffront ) · Hlong (f, dfphase ), (4.8)
where it is assumed that the frequency with the highest amplitude in Hlaser
dominates.

4.1.2.5 Simulated tuning map
To test the model, a simulated tuning map was generated by calculating Hlaser
for a range of injection currents. The injection currents for the rear, front
and phase laser sections were varied from 0 mA up to their maximum current
thresholds in increments of ∆I. For each combination of injection currents,
dfrear , dffront and dfphase were calculated, and then Hlaser was evaluated for
f centered at 1550 nm (193.41 THz) spanning 8.9 THz of bandwidth over
4096 frequency increments, giving a frequency resolution of 2.2 GHz. The key
parameters used within this model are given in Table 4.1, and are sourced from
the reported results in [316, 317, 318, 372].
The resulting tuning map is shown in Fig. 4.3(a). An experimental tuning map is shown in Fig. 4.3(b). The first 122×50 GHz spaced International
Telecommunication Union (ITU) channels are labelled on both maps as crosses.
The maps show good agreement, following the same general shape and featuring a higher density of 50 GHz spaced channels at lower rear section currents.
Exact channel positions will be unique to each real laser based on its manufacturing, temperature and age. The similarities between the laser model and
reality indicate that the model is suitable for extension into the time domain,
described in section 4.1.3.

4.1.3

Time domain response

The frequency domain model given in section 4.1.2 describes how injection
currents applied to the rear, phase and front sections of the DS-DBR laser
translate to steady state lasing frequency. The model was extended to simulate
the temporal dependence of lasing frequency in response to dynamic injection
currents. This was achieved by numerically solving the laser rate equation in
response to a change in injection current to calculate the evolution of charge
carrier density over time. From this, the dominant lasing frequency at all
temporal instances can be determined.
The time domain simulation begins with a step change in injection current
within all 10 (8 front, phase, and rear) DS-DBR laser sections. The injection
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Table 4.1: Parameters used for DS-DBR laser simulation.

Parameter
Laser width
Laser height
Linear recombination rate, A
Bimolecular radiation rate, B
Auger rate, C
Centre wavelength, λc
Bandwidth
Frequency resolution
Length
Max injection current, Imax
Rear Injection current increment, ∆I
Max wavelength tuning, ∆λmax
Harmonics, h
Super Gaussian order, p
Pass band scalar, k
Length
Max injection current, Imax
Front Injection current increment, ∆I
Max wavelength tuning, ∆λmax
Sections, S
Pass band scalar, k
Length
Phase
Max injection current, Imax
Injection current increment, ∆I
Max wavelength tuning, ∆λmax
DAC frequency, Fs,DAC
DAC samples, Ns,DAC
DAC switch sample, Ns,switch
DAC/laser channels, Nch
Oversample rate, m
Update scalar, µ

Value
2 µm
0.4 µm
1 × 10−8 s−1
1 × 10−16 m3 s−1
1.1 × 10−41 m6 s−1
1550 nm
8.88 THz
2.17 GHz
500 µm
50 mA
Imax /256
6.8 nm
5
8
4
300 µm
5 mA
Imax /16
7 nm
8
1
125 µm
5 mA
Imax /16
0.2 nm
250 MHz
32
8
10
16
0.2

currents are considered to be applied by a digital to analogue converter (DAC)
with 10 channels, Nch , each of sample rate Fs,DAC , applied over Ns,DAC discrete
samples. The injection currents are described by the matrix x with dimensions
Nch × Ns,DAC . x is populated such that
x(i, j) =


xi,initial

for j < Ns,switch

x

for j ≥ Ns,switch ,

i,final

(4.9)
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(b)

Figure 4.3: (a) Simulated, and (b) experimental DS-DBR laser tuning maps. The
maps show how laser wavelength changes as rear and front current are varied. The
first 122×50 GHz spaced ITU channels are labelled on both maps as crosses.

where xi,initial is the initial current applied by each DAC channel i, xi,final is the
corresponding final current, Ns,switch is the sample on which the step change
occurs, and j indexes the samples from 1 to Ns,DAC .
The carrier densities in each laser section are described by the matrix
N , with dimensions Nch × m · Ns,DAC , where m is an integer oversampling
factor to be discussed shortly. The initial carrier densities in each section
i are considered to be steady state values, and are calculated directly from
xi,initial using Eq. (4.1). The evolution of N over time can now be simulated
by numerically solving the differential equation Eq. (4.1). In this work Euler’s
method was used, selected for its simplicity and efficiency with the MATLAB
environment. The progression of carrier density with time, t, is therefore given
by
dN
Nt+δt = Nt + δt
,
dt
where δt is a small change in time and dN
dt is given by Eq. (4.1). In terms of
time samples, as applied within this simulation, this solution takes the form
N (i, jm + 1) = N (i, jm ) +

1
∆N (i),
m

(4.10)

where jm is the oversampled sample index, counting from 1 to m · Ns,DAC , and
∆N (i) is Eq. (4.1) evaluated for a discrete simulation step in laser section i.
Eq. (4.10) shows that the oversample rate m determines the simulation step
size, such that larger values of m result in more accurate approximations of
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N . By solving Eq. (4.10) for all values of jm across all laser sections i, the full
progression of N over time is found.
At each time sample jm , the instantaneous carrier densities in all the
laser sections will generate some dominant instantaneous laser frequency, as
described in section 4.1.2. This instantaneous laser frequency is given by flaser ,
an array of length m · Ns,DAC . This describes the DS-DBR laser dynamics over
time, and is the result sought after in this simulation.
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Figure 4.4: Time domain simulation of a DS-DBR laser in response to an increasing
step change in rear injection current. (a) Current, I, injected into the laser rear
section over time. (b) rear section carrier density, N , calculated by numerically
solving the laser rate equation. (c) Lasing frequency defined by its frequency offset
(FO) from the final frequency, calculated at all time instances using Eq. (4.8).

As a demonstration, the simulation was set to model the laser dynamics
for a large laser rear current change of 0.5 mA to 5 mA, with all other currents
held constant. Other simulation parameters are given in Table 4.1. The current
step change applied to the rear laser section is shown in Fig. 4.4(a), while the
induced carrier density over time is shown in Fig. 4.4(b). As expected, the
carrier density lags behind the applied current, taking roughly 15 ns to settle
on its final value. The resulting optical response shown in Fig. 4.4(c), where
the frequency offset (FO) from the final lasing frequency is reported. Following
the carrier density, the lasing frequency takes 15.0 ns to reach the steady state,
and is observed to be moving between discrete frequency modes. For m = 16,
the model has a frequency resolution of 1.2 GHz, such that the steady state
is at most ±0.6 GHz from its target. The switch time is, therefore, defined as
the time between the start of the switch and time at which the steady state is
achieved.
The model was then set to simulate a decreasing current step change of
50 mA to 1 mA in the rear section, as shown in Fig. 4.5(a). As in Fig. 4.4,
Fig. 4.5(b) shows the carrier density smoothly settling to its steady state value,
which the laser frequency tracks nonlinearly in Fig. 4.5(c). In this case, the
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carrier density and laser frequency take 39.25 ns to reach their steady state
values; much longer than the 15.0 ns recorded for the rising step case in Fig. 4.4.
This can be understood by noting that Eq. (4.1) depends on the absolute
value of the current injection I, not the relative change. Therefore, for small
values of I, decreases in carrier density depend only on the laser radiation,
recombination and Auger rates (A, B, C). Hence, decreases in current take
longer to reach their steady state values than increases.
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Figure 4.5: Time domain simulation of a DS-DBR laser responding to a falling
step in rear injection current. (a) Current, I, injected into the laser rear section
over time. (b) rear section carrier density, N , calculated by numerically solving the
laser rate equation. (c) Lasing frequency defined by its frequency offset (FO) from
the final frequency.

Fig. 4.4 and Fig. 4.5 show that the DS-DBR laser model presented here can
successfully desribe the time evolution of the laser frequency offset in response
to time-varying injection currents. The model can, therefore, be used to aid
investigation of drive current optimisation methods under different operational
conditions.

4.1.4

Proposed regression algorithm

The nonlinear relationship between the DS-DBR laser wavelength, driving currents and multiple lasing sections means that the pre-emphasis values required
to quickly switch between two channels cannot be trivially predicted. To address this, an iterative optimisation algorithm is proposed that automatically
calculates the multi-sample pre-emphasis weights needed to achieve fast switching. This optimiser uses regression to update the applied pre-emphasis sample
weights based on the laser’s instantaneous frequency offset. A high level description of the pre-emphasis update procedure is shown in Algorithm 1. The
default current samples are represented by x. As the DS-DBR laser switches
from its initial wavelength, λ1 , to its final wavelength, λ2 , the instantaneous
frequency offset of the laser is recorded. This serves as the error term for the
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optimiser. A vector of pre-emphasis weights, h, of length K is defined relative
to the change in current needed to switch between λ1 and λ2 (∆I). A constant,
µ, is used to scale the magnitude of the feedback.
Each sample weight h(k) (for k = 1, 2, ..., K) is updated individually using
e(k), which corresponds to the error integrated over the time window, or ‘bin’,
that sample weight k is applied (1/Fs,DAC ). Each bin is of length m, the oversampling rate as defined within section 4.1.3. Using this bin-based feedback
method allows individual weights to push past positions of local minima where
changes in h(k) increase e(k + 1), e(k + 2), and so on. The updated current
values, y, are applied to the DAC and the process repeated for U updates.
Algorithm 1 Pre-emphasis Optimiser
1: x = square waveform vector
2: ∆I = x(end) − x(1)
3: for u = 1 to U do
4:
y = x + ∆Ih
5:
Upload y to DS-DBR laser
6:
Measure instantaneous frequency offset, foffset
7:
for k = 1 to K do
Pm(k+1)
foffset
8:
e(k) = mk
9:
h(k) = h(k) − µe(k)x(k)
10:
end for
11: end for

4.1.5

Application of optimiser to laser simulation

As a proof of principle, the optimiser was applied to the DS-DBR laser model
described in sections 4.1.2 and 4.1.3. In the initial case, it is assumed that the
frequency offset is known at all times. A rising current step of 0.5 to 50 mA was
considered in the rear laser section only, as in Fig. 4.4. The number of sample
weights to be optimised was set to K = 3. The four key results for the rising
edge optimisation are shown in Fig. 4.6 for 256 updates. The initial and final
driving currents are shown in Fig. 4.6(a). It is observed that the optimiser
applied pre-emphasis to the first two samples after the switch, temporarily
overshooting the steady-state current value. This accelerates the rise time of
the carrier density within the laser section, as shown within Fig. 4.6(b). The
resulting laser frequency offset is shown in Fig. 4.6(c), with the error feedback
bins labelled. The optimiser is observed to reduce the switch time of the laser
from 15.0 ns to 6.0 ns after 256 updates. The improvement in the overall
error (that is, the absolute difference between the ideal frequency step and the
achieved laser switch shown in Fig. 4.6(c)) is shown in Fig. 4.6(d). Note that
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the improvement in error is not smooth; this is because the error is measured
from the laser frequency, which is semi-discrete as the laser moves between
different modes.
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Figure 4.6: Time domain simulation of a DS-DBR laser responding to a rising
step in rear injection current, before and after regression optimisation. (a) Laser
rear section injection current. (b) Carrier density inside the rear section. (c) Instantaneous laser frequency, measured as the frequency offset from the target frequency.
B1-3 indicate the bins over which error is integrated for feedback. (d) Absolute error
between the laser frequency offset and the ideal frequency step change shown in (c).

To further demonstrate the potential of the proposed optimiser, the algorithm was also applied to a falling current step of 50 to 1 mA, as considered
in Fig. 4.5. The number of sample weights to be optimised was set to K = 4.
The drive signal after 256 optimisation updates is shown in Fig. 4.7(a).
The optimiser used the first sample weight to significantly overshoot the target
current value. A small overshoot is also present on the second sample. The
effect of the optimised drive signal is shown in Fig. 4.6(b), where the carrier
density begins to resemble a step function. Note that, although the optimiser
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Figure 4.7: Time domain simulation of a DS-DBR laser responding to a falling
step in rear injection current, before and after regression optimisation. (a) Laser
rear section injection current. (b) Carrier density inside the rear section. (c) Instantaneous laser frequency, measured as the frequency offset from the target frequency.
B1-4 indicate the bins over which error is integrated for feedback. (d) Absolute error
between the laser frequency offset and the ideal frequency step change shown in (c).

does not have knowledge of the carrier density, it is still able to push this
towards an ideal position. The laser frequency offset is shown in Fig. 4.7(c),
before and after optimisation. Note that the laser reaches the target frequency
after 4.5 ns, but then temporarily dips low 9 ns after the switch event. This
is a mode hop, a problem typical in fast laser switching demonstrations where
the laser temporarily jumps to a neighbouring mode before returning [245].
It is observed that the application of rear current pre-emphasis alone is insufficient to correct the mode hop; section 4.3.2 will demonstrate that phase
section pre-emphasis must be included to achieve this. After the modehop,
the overall laser switch time is reduced from 39.25 ns to 9.5 ns. The improvement of the overall error of the laser frequency from its ideal transition is
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shown in Fig. 4.7(d). Here the usefulness of the bin-based feedback method is
demonstrated - by measuring and applying feedback based on individual bin
positions, the optimiser is able to push past positions of local minima.
Having demonstrated the basic functionality of the regression algorithm,
the optimiser was applied iteratively for a range of rear section switching currents, repeating the calculations performed to generate Fig. 4.6 and Fig. 4.7.
100 switching events were tested: 50 increasing rear current transitions from
0.05 mA to 1 mA, 2 mA, . . . , 50 mA, and 50 decreasing rear current transitions
from 50 mA to 49 mA, 48 mA, . . . , 1 mA, 0.5 mA. All other laser sections
were held constant.
The final optimised switch times achieved for each switching event are
shown in Fig. 4.8(a). The optimiser has helped to reduce all switch times to
below 10 ns, with an average switch time of 5.9 ns. A seven point moving average, filtered with delay correction, is overlaid to help visualise the progression
of the data. Below roughly 6 mA there is a strong positive correlation between
changes in rear current and switch time. For higher changes in rear current, the
correlation is weakly positive. This is broadly in agreement with experimental
results presented for a simpler sampled grating distributed Bragg reflector (SGDBR) laser [356], suggesting that the optimiser is reducing the more complex,
multisection DS-DBR laser towards its fundamental limitations. This is supported by the fact that the DAC used within this simulation is not bandwidth
limited, such that is is able to provide a perfect current step. This suggests
the simulated laser switch time is principally limited by the material properties
of the laser, dictated by the constants A, B, and C in Eq. (4.1). Fig. 4.8(a)
also suggests that switching events with increasing current steps ∼ 3 ns longer
than those with decreasing current steps. However, this is in fact a result of
the specific current transitions under test. The rising edge transitions always
begin with the low injection current of 0.5 mA, and corresponding low carrier
density of 0.1 × 1024 m−3 , and so begin with a low rate of change, as given by
Eq. 4.1. In contrast, the falling edge transitions always begin with the high
current of 50 mA, and high carrier density of 1.8 × 1024 m−3 , and so begin with
a high rate of change. The simulation results presented here are, therefore, the
best case/ worst case switch times for the laser, and should be considered as
a range of potential values when switching between arbitrary current values.
This distinction is reflected in Fig. 4.8(b), which shows the improvement
of error with optimiser updates for the 100 simulated switch events. The optimiser is shown to reliably reduce the error for all switching events to a roughly
common floor. The floor appears to be lower for the decreasing current tran-
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Figure 4.8: Simulation results for the DS-DBR laser tested on 50 increasing current
steps and 50 decreasing current steps, after optimisation. (a) The final recorded
laser switch time. (b) Improvement of error with optimiser updates. (c) Optimised
sample weights for the increasing current steps. (d) Optimised sample weights for
the decreasing current steps. The third sample was almost always set to zero so is
not displayed.

sitions in comparison to the increasing current transitions. However, this is a
reflection of the switch time difference between increasing current steps and
decreasing current steps shown in Fig. 4.8(a). Faster switch times correspond
to smaller final errors, and arbitrary current combinations will find final error
positions anywhere between the best and worst errors presented here, regardless of direction.
The simulated optimised sample weights, h, for increasing current transitions are presented in Fig. 4.8(c). While the data shows a progression, the
exact value of a particular sample weight cannot be trivially predicted as in
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[356]. This is a reflection of the more complex nature of the multi-section laser
tested here, and demonstrates the importance of case-specific optimisation of
each laser switch.
The optimised sample weights for the decreasing current transitions are
presented in Fig. 4.8(d). As in Fig. 4.8(c), the sample weights show a negative
correlation with the magnitude of the current step, though with much lower
absolute value. The third sample weight was almost always set to zero by the
optimiser, and so is excluded from this figure.

4.2

Testbed for fast laser switching

Having established the successful operation of the proposed regression algorithm in simulation, the next step was to assemble a fast laser driving setup
to test the algorithm experimentally. The design and construction of the DSDBR laser testbed is described here. Section 4.2.1 proposes a new laser driving
board suitable for synchronous multi-laser operation. Section 4.2.2 describes
the board’s inclusion within a fast switching testbed suitable for application
of the proposed regression optimiser.

4.2.1

DS-DBR laser driving board

A data sheet for the DS-DBR laser integrated as part of a conventional tuneable laser assembly can be found in appendix B. A drawback of the DS-DBR
laser relative to simpler laser designs is the large number of electrical drive signals required for full operational control. The DS-DBR laser package has 26
contacts (compared to the more conventional 14 pins found on simpler electrooptic components), 10 of which require high speed, synchronous, variable voltage/current sources to achieve fast switching across the full laser bandwidth.
These signals can be provided for by a multi-channel DAC; however, 10 DAC
channels per laser is resource demanding. It is desirable to reduce the required
number of arbitrary high speed current sources to simplify the operational
complexity of the DS-DBR laser, both in the laboratory and industrial settings.
To this end, a new laser driving board was proposed that provides full
operation control of the DS-DBR laser while reducing required number of fast
current supplies. An overview of the board design is illustrated in Fig. 4.9.
To reduce the required number of DAC channels, digital-select analogue-route
electrical multiplexers were used to route one DAC channel among the laser’s
four odd/even front gratings. Fig. 4.9 shows how the single current source
‘Front Odd’ is routed among the DS-DBR laser’s four odd numbered front
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sections. The multiplexer requires two digital selectors to select one of the four
possible outputs using binary signals 00, 01, 10 or 11. A symmetric scheme is
used to route ‘Front Even’. This setup allows the full laser bandwidth to be
accessed using just 4 DAC channels (Front Even, Front Odd, Rear and Phase)
and 4 binary channels.

Figure 4.9: High level design of the proposed DS-DBR laser daughter board. The
laser current sections are routed to sub-miniature version A (SMA) connectors to be
externally driven. I2 C voltage monitoring and current gates improve laser control
and protection.

A second potential problem when driving experimental lasers using external equipment is the risk of over-driving the laser sections, potentially destroying the laser. To help prevent this, the design includes integrated circuits inline with each laser current section to actively monitor the applied current and
voltage levels. As a fail-safe, a metal oxide semiconductor field effect transitor
(MOSFET) was included between each laser section and its external current
source. This can be configured to route external signals to ground, providing
a method of laser isolation even when external driving signals are supplying
current. The power monitors and MOSFETs are controlled through an I2 C
interface, permitting continuous power monitoring and automatic shut-off if
the measured current supplies exceed given maximums.
The design shown in Fig. 4.9 was translated into an electronic circuit
schematic using the printed circuit board (PCB) design software SolidWorks
Electrical by Hugh Williams of MSRC. The schematic was then built and
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populated by the PCB assembly company Beta-Layout. The DS-DBR laser
pins were trimmed to reduce parasitic inductance and soldered to the board
at University College London (UCL). The finished circuit board with attached
laser is shown in Fig. 4.10.

Figure 4.10: Photograph of the laser driving board with DS-DBR laser attached.
Current is supplied to the laser through the gold SMA connectors. The integrated
circuitry provides voltage/current monitoring and current routing control. The 9-pin
RS232 connectors, left and bottom, provide temperature control and I2 C control,
respectively.

4.2.2

Experimental setup

The laser driving board with the mounted DS-DBR laser was assembled as
part of the experimental setup shown in Fig. 4.11 to measure and improve the
DS-DBR laser wavelength switching speed. To achieve fast switching across
the entire DS-DBR laser bandwidth, synchronous fast dynamic current sources
are required for the rear (0-60 mA), phase (0-12 mA), and 8 front gratings (05 mA). In this experiment, 250 MS/s DACs with 125 MHz bandwidth were
used as fast voltage supplies. Four DAC channels were used to drive the 10
laser sections using the electrical multiplexers, as described in section 4.2.1. For
simplicity in this experiment, four further DAC channels were used to drive the
multiplexers’ digital control inputs; in practice, simpler binary switches could
be used. Detailed IV measurements were used to map supplied voltages to
required currents. The SOA and gain section were each driven with constant
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current supplies of 85 mA and 140 mA respectively. The laser was held at
25◦ C using a temperature controller.
To switch between two target wavelengths (λ1 to λ2 ), the DS-DBR laser
was driven with 5 MHz square voltage waves from the DACs, providing 100 ns
bursts on each wavelength. The laser output was connected to the local oscillator (LO) port of a coherent receiver. Two widely-tuneable (1400-1600 nm)
external cavity laser (ECL)s were set to λ1 and λ2 , respectively, and passed to
the signal port of the coherent receiver. This setup permitted the characterisation of the DS-DBR laser dynamic frequency offset when switching from λ1
to λ2 . The coherent receiver outputs were received on a 50 GS/s oscilloscope
with 22 GHz bandwidth, set to capture 160,000 samples (32 bursts). These
were downloaded for analysis and feedback generation. This measurement
system could be included as a calibration node within a fast switching intradatacentre network to share the equipment cost across many transceivers. A
coherent burst-switched network would already have a similar setup at every
receiver [249, 255].

Figure 4.11: Experimental setup used to demonstrate fast laser switching. The
DAC drives the DS-DBR laser with arbitrary voltage signals, inducing wavelength
switching. Four 12-bit channels (Arb.) and four binary channels (D1-4) are used to
access the full laser bandwidth. The external cavity lasers beat with the start and
end wavelengths.

4.3
4.3.1

Demo of packet-timescale switching
Application of regression optimiser

The regression optimiser proposed in Section 4.1.4 was applied to the DSDBR laser for experimental validation. As the laser rear grating requires the
largest current swings, the optimiser was initially applied to just the rear
drive voltages. For rising voltage transitions, a two sample (K = 2) weight
vector was used. For falling edges, K = 4 was used. A Leven frequency offset
estimator [339] was used to measure the instantaneous frequency offset from
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Frequency Offset (GHz)

the coherent receiver as the DS-DBR laser settled at λ2 . Faulty DAC firmware
resulted in DAC initialisation times of ∼ 30 s for each waveform upload. To
counteract this, 10 seed values for h were tested and the weights that brought
λ2 into the receiver bandwidth earliest were selected. Moreover, the regression
parameters µ = 20 and U = 10 were used. This decreased convergence time,
but also decreased confidence that the optimiser converged on globally optimal
solutions.
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Figure 4.12: Pre-emphasis weight calculation for a large rear section current swing
of 45 mA. Each trace is averaged over 16 consecutive bursts. Each sample weight
updates based on the frequency offset measured within its bin.

Fig. 4.12 shows the execution of the algorithm for a switch with a large rear
current swing of 47 to 2 mA. Each trace plots the instantaneous frequency offset
of λ2 averaged over 16 consecutive bursts. The optimiser quickly reduces the
instantaneous offset to within ±10 GHz, then more gradually reduces the offset
over the next 9 updates. The optimiser’s final result is shown in more detail
in Fig. 4.13, where 16 consecutive bursts are displayed individually, with and
without pre-emphasis. The optimised pre-emphasis weights reduce the switch
time from 30.3 ns to 7.1 ns, with repeatable burst-to-burst performance. The
oscillations in instantaneous frequency offset are due to the low sample rate
(250 MS/s) of the DAC, which exhibits Fourier components in its square wave
driving signals. These can be suppressed by driving the laser with a DAC that
has a higher sample rate; a demonstration of this can be found in appendix D.
Despite this, the laser converges to within 1 GHz of its target within 30.5 ns,
and maintains a nearly constant frequency offset value from 50 ns up to the
end of the 100 ns burst window. It should be noted that over significantly
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longer burst windows (1 µs and above) thermal transients will cause the laser
to drift away from its target frequency. These effects are considered further in
chapter 5 section 5.3.5, and can be corrected for using a closed-loop frequency
locker as commonly deployed with tuneable lasers (including the DS-DBR
laser, see appendix B). Furthermore, although this example switch converged
to a frequency offset of <1 GHz, this level of accuracy is not observed for
all channel-switching combinations, and can further vary with switching duty
cycle and dwell period. A method for improving frequency accuracy under all
switching scenarios is discussed in chapter 5 section 5.3.2.
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Figure 4.13: 16 consecutive bursts for a rear section current swing of 45 mA, with
and without pre-emphasis. Pre-emphasis weights were calculated by the optimiser,
reducing the switch time from 30.3 to 7.1 ns. Burst-to-burst repeatability is very
high.

4.3.2

Mode hop correction

As discussed in section 4.1.3, a common challenge facing fast switching semiconductor lasers is that, when stabilising on a target channel after a large
current swing, the primary lasing mode can temporarily mode hop to a neighbouring mode [245]. Fig. 4.14 Update 1 shows the instantaneous frequency
offset of a 25 mA rear switch, after application of the optimiser. It is observed
that although the lasing wavelength arrives at its target after 6 ns, a mode
hop occurs between 9 and 14 ns. As with the simulation results presented
in Fig. 4.7, it was found that applying pre-emphasis to just the rear section
was insufficient to correct for mode hops; applying greater pre-emphasis on
samples 3 and 4 would result in the laser significantly overshooting the target,
taking tens of nanoseconds to recover.
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Figure 4.14: Mode hop suppression using pre-emphasis optimisation on the laser
phase section. Each curve shows the average frequency offset over 16 bursts.

Instead, the mode hop can be compensated for by applying an optimiser to
the DS-DBR laser phase section. As with Algorithm 1, the bin-based feedback
method was used to update each tap, but now using the simpler update term
y = hx (substituting line 4 of Algorithm 1). Fig. 4.14 shows the progression
of this 4 sample optimiser after 4, 5 and 10 updates. It is observed that the
optimiser converges nonlinearly, but is able to correct the mode hop without
any manual adjustments.

4.3.3

Wideband multi-channel switching results

The regression optimiser was tested on a selection of the most challenging
switching combinations available on the DS-DBR laser. To select these, the
laser rear and front grating currents were swept from their minimum to maximum values and the resulting wavelengths measured on an optical spectrum
analyser (OSA). The result is shown in Fig. 4.15. The lowest (190.65 THz,
1572.476 nm) and highest (196.70 THz, 1524.110 nm) accessible ITU frequency
channels were selected, covering 6.05 THz. This range supports 122×50 GHz
spaced ITU channels; these positions are marked as crosses in Fig. 4.15. Phase
grating currents were tuned to minimise the maximum rear grating to 47.5 mA
and ensure the static DS-DBR channels were within 300 MHz of their target
frequencies. To test the most difficult switches, the lowest and highest rear
current channels on each front section were selected, along with 8 extra channels. This forms a test set of 22 channels, circled in Fig. 4.15, which cover the
extremes of frequency, necessary current swings to access all channels, and all
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lasing sections.

Figure 4.15: Experimental DS-DBR laser tuning map. The positions of
122×50 GHz ITU channels are marked as crosses. The 22 channels under test
are circled.

Algorithm 1 was applied to all 22 × 21 = 462 worst case switching combinations. Fig. 4.16 shows the cumulative distribution of the time taken to
reach ±10 GHz of the target wavelength. By applying the regression optimised weights to just the rear section, 95% of switches are complete within
10 ns, with all switches complete within 20 ns. The 25 cases that exceeded
10 ns almost all experienced mode hops. The regression optimiser was then
used to apply corrective pre-emphasis to the phase section for just these cases,
after which they were all brought below 10 ns. The worst case switch time was
left at 9.7 ns. After 15 ns, all switching events were within ±5 GHz of their target wavelength; this has previously been shown to be sufficient for burst mode
coherent detection [374]. A method for achieving greater frequency accuracy
using the same equipment is discussed in chapter 5 section 5.3.2. Faster and
more accurate frequency convergence can be achieved using DAC units with
improved bandwidth and sample rate, as demonstrated in appendix D.
Although all the channels were pre-tuned to within 300 MHz of their target
frequency during static operation, not all of the tested switching cases settled
to within this target during dynamic operation. This was most noticeable
for switching events with large rear section current swings (∼45 mA), which
were measured to settle on frequency offsets as much as 4.6 GHz away from

4.3. Demo of packet-timescale switching

146

their targets. This occurs because the average power draw (and, therefore,
temperature) of the laser during switching operation is a time average of the
power draw at the start and end conditions. If the average thermal state of
the laser during switching is significantly different from that of the start or
end channel, the frequency on which the laser settles will shift with respect to
the calibrated targets. This reasoning is consistent with the observed results,
as the case in which the average laser power draw is most different from its
start and end positions is during a large switching event. The frequency shift
associated with the change to average laser temperature is deterministic and
can, therefore, be pre-measured and corrected; a method to achieve this is
presented in chapter 5 section 5.3.2.
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Figure 4.16: Cumulative distribution of the time taken to reach ±10 GHz of the
target wavelength. 462 worst case transitions are tested. Applying pre-emphasis on
the rear and phase sections bring all switch times under 10 ns.
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The average switch time versus the absolute change in rear section current
is given in Fig. 4.17. This shows broad agreement with the simulation results
presented in Fig. 4.8(a), such that the switch time increases with rear current
and is contained within a corridor of ∼ 4 ns variation. It is noted that this
variation persists even for extremely small changes in rear current, where some
switches of 0.5 mA are measured as taking 7 ns. This can be attributed to the
response times of the digital-select analogue-route front current switches, which
varied between 3 and 7 ns, and contributes to switch time variation throughout
this data. Given this, the data is well grouped and shows a positive correlation
between switch time and current, indicating that the optimiser applied in this

0.2
0

0

10

20

Applied

R
Rear

30 40 50 6
Switch Time (ns

4.3. Demo of packet-timescale switching

147

work has brought the DS-DBR laser’s switch transitions close the limits set by
the electron carrier mobility [356, 374, 249].

Switch time (ns)

10
8
6
4
2
0

Increasing I
Decreasing I

0

10
20
30
40
Change in rear current (mA)

50

Figure 4.17: Average switch time measured by beat intensity versus absolute
change in rear section current, I. Variation in front section switching speed contributes to the 4 ns spread observed throughout the data.

The experimental pre-emphasis sample weights selected by the optimiser
for increasing rear current steps are shown in Fig. 4.18(b); the simulated sample
weights from Fig. 4.8(c) are reproduced here for comparison in Fig. 4.18(a).
The results show good qualitative agreement, applying significant pre-emphasis
to the first sample and second sample (i.e. the first 8 ns of the switching event)
that decreases as the rear current step increases.
The simulated and experimental results for decreasing rear current steps
are shown in Fig. 4.18(c) and (d), respectively. Again, good qualitative agreement is observed, with sample weight decreasing as the magnitude of the step
change increases. The experimental results of sample 2 in Fig. 4.18(d) are
approximately four times that of the simulated values; this indicates that the
carrier lifetime of the laser used in this experiment is higher than simulated.
However, the regression procedure has successfully found the required values,
reflecting the importance of switch-specific optimisation.
Fig. 4.18(d) also shows that the optimiser has used sample 3 to help
stabilise the experimental switch events for changes in rear current of > 30 mA;
this has been excluded from the simulated results where values close to zero
were calculated. Overall, we note that the decreasing sample weights are lower
than their increasing counterparts; this is explained by Eq. (4.2) which shows
that the negative terms help accelerate decreasing current swings, but act
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Figure 4.18: Converged values of the rear section pre-emphasis weights as calculated by the regression optimiser. The simulated and experimental sample weights
for increasing current steps are shown in (a) and (b), respectively. The simulated
and experimental sample weights for decreasing current steps are shown in (c) and
(d), respectively. Sample weights show a progression but are not predicable.

against increasing current steps. All of the presented results show a progression
but are not explicitly predictable, and in some cases no pre-emphasis is required
at all. This is reflective of the complex interaction of the packaging, multiple
laser sections and common grounding plane, and highlights the importance of
flexible and reliable optimisation routines.
Analysis on the detailed complexity of the regression algorithm and its implementation is outside the scope of this thesis. However, it should be noted
that as the pre-emphasis weights are pre-calculated then saved, the optimisation procedure could be performed as part of the manufacturing process. This
would share the equipment cost among many devices.

4.4

Summary

Within this chapter, fast and reliable wavelength switching of a commercial multi-section semiconductor tuneable laser was demonstrated. Fewnanosecond switching is shown to be possible through the application of multisample pre-emphasis, however, the sample weights must be calculated on a
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case-by-case basis to reliably achieve this. To that end, a regression optimiser is proposed which automatically calculated the required sample rates to
achieve sub-10 ns switching. The research outcomes of this chapter are:
• A finite difference time domain model of a DS-DBR laser was constructed
in MATLAB. The model is shown to predict the dominant lasing frequency as a function of input current on each of the laser sections. The
model is further shown to predict how the lasing frequency evolves in
response to time varying injection currents.
• A linear regression optimiser is proposed to automatically calculate the
multi-sample pre-emphasis required to accelerate the settling time of the
laser when tuning from one wavelength to another. The optimiser uses
a bin-based feedback mechanism to push past positions of local error
minima and reduce the overall switch time.
• The optimiser is demonstrated using the DS-DBR laser simulation,
successfully reducing lasing switch time by applying multi-sample preemphasis to the drive currents. By testing the optimiser on a range of
injection current transitions, the laser is predicted to switch in under
10 ns.
• A laser daughter board was constructed to drive a DS-DBR laser, using
a pair of digital-select analogue-route multiplexers to reduce the number
of DAC channels required to drive all sections. The laser is included as
the LO of a coherent receiver to characterise its frequency response over
time and use it as feedback for the optimiser.
• Through any-to-any wavelength switching on a representative subsection
of channels spanning 6.05 THz, the optimiser is shown to reliably calculate the multi-sample pre-emphasis weights required for fast switching.
All switching events are brought under 10 ns, and agreement with the
simulated results is shown.
• This result is the first demonstration of reliable few-ns switching from a
commercial semiconductor laser capable of greater-than-C-band tuning.
The worst-case switching time of 9.7 ns is a factor of 9.1 improvement
over a conventionally driven DS-DBR laser [249], and a factor of 3.6 improvement over a DS-DBR laser driven with extrapolated pre-emphasis
values [357]. Finally, 6.05 THz is the widest switching bandwidth demon-
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strated using this laser, to date. The optical spectra of this laser while
undergoing fast switching are shown in chapter 5 Fig. 5.12.

Chapter 5

Design of an AI-optimised
wavelength tuneable source
The research presented within the previous chapter has shown how a wideband, multi-section semiconductor tuneable laser can be optimised such that
it can be reliably switched between wavelengths on sub-10 ns timescales. However, the discussion in chapter 2 section 2.1.2.3 has highlighted that the laser
must be able to switch between wavelengths on sub-nanosecond timescales if
it is to accommodate for real data center traffic with minimal overhead and
transmitter-side buffering. Furthermore, section 2.6 has shown that many
wavelength-routed optical burst switching (WROBS) networks are limited by
the laser tuning bandwidth. Therefore, a bandwidth scalable optical source
is required that can maintain sub-ns switching if physically scalable WROBS
networks are to be realised.
Within this chapter, a review of conventional and novel laser sources is
performed in section 5.1, with a focus on their ability to achieve reliable, wideband, frequency accurate, fast wavelength switching. Based on the reviewed
research, a new wavelength tuneable source (WTS) design is proposed that
achieves bandwidth-scalable, sub-ns optical switching.

5.1
5.1.1

Review of fast tuning demonstrations
Definitions

In the pursuit of fast switching across wide bandwidths, wavelength tuneable
sources (WTSs) have been proposed that consist of a subsystem of optical components. To assist in the classification of such sources, the following definitions
are used. Analogue sources are those which apply continuously variable input
currents to achieve continuously variable laser frequencies. Tuneable lasers are
an example of an analogue WTS. Digital WTSs disaggregate lasing operation
from switching by selecting static wavelength sources using on/off optical gates.
Hybrid sources combine attributes of analogue and digital sources to achieve
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the best of both. To prevent the definition from becoming overly broad, the
multiple lasing sources used within a hybrid WTS must be able to operate
independently, without interference. For example, the digital supermode distributed Bragg reflector (DS-DBR) laser is not a hybrid source as its multiple
front sections cannot be simultaneously operated without introducing modal
competition within the laser cavity.

5.1.2

Analogue tuneable sources

5.1.2.1 DBR lasers
Simulations of distributed Bragg reflector (DBR) lasers performed by Braagard
et al. in 1994 indicated that switching across 6.5 nm of bandwidth is possible
in under 10 ns through direct carrier injection. Experimental verification of
this using contemporary grating assisted co-directional coupler laser with a
sampled Bragg reflector (GCSR) lasers proved challenging. Rigole reported
switch times of up to 27 ns with an accuracy of ±25 GHz [355] for an unreported
number of tested channels. An improved test by Chan et al. of LucentBell Labs measured any-to-two channel switching for 100 × 50 GHz spaced
channels; sub-100 ns switching within ±10 GHz was reported. Simsarian, also
of Lucent-Bell Labs, demonstrated that high impedance drive signals could
reduce switching to below 50 ns; any-to-any switching to within ±10 GHz
between 32 channels was tested [375, 376, 377]. Subsequent work by Maher
and Funnell at University College London (UCL) separately demonstrated
similar switch times using DS-DBR lasers [244, 249].
Improved results were achieved by Rigole by applying pre-distortion (also
referred to as pre-emphasis) to the injection current step. By temporarily
(∼ 2 ns) overshooting the target current value, Rigole reported < 10 ns within
±25 GHz switching for 10 switching events [378]. Simsarian successfully applied this technique to a customised sampled grating distributed Bragg reflector (SG-DBR) laser in 2006. By manually optimising the pre-emphasis values
for a subset of switching events, Simsarian demonstrated the remaining values
could be sufficiently estimated by simply extrapolating between the manually
calibrated values. In this way, any-to-any switching between 64 × 50 GHz
spaced channels was demonstrated in < 5 ns, with ±10 GHz accuracy [356].
It should be noted that, in chapter 3 section 3.2.2, Simsarian’s pre-emphasis
extrapolation technique was also applied by Funnell to a commercial DS-DBR
laser with the aim to cover the full C-band (4.5 THz). However, the more
complex laser structure and interaction between the many lasing sections prevented reliable performance, with switching events up to 35 ns reported [357].
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5.1.2.2 Atypical lasers
Several experimental lasers have also been proposed that use novel tuning
principles to accelerate wavelength switching time. The Tyndall National Institute in Cork has proposed lasers based on interleaved Fabry-Pérot reflectors
suitable for low cost fabrication and fast switching [379]. The laser could be
coarsely tuned over five 10 nm steps in under 2 ns; a more modern revision
applied the Vernier effect to achieve 37 channels spaced by100 GHz, though
with a reduced side mode suppression ratio (SMSR) of 30 dB and low output
powers of −7 dBm [380].
An arrayed waveguide grating (AWG)-based laser was proposed by Eindhoven University of Technology (TUE) that can lase at any of the fixed-spaced
frequency channels of the AWG [381]. Specific channels can be selected by electrically pumping a reflector with 10 mA at the desired AWG-channel output.
An 8-channel device was realised that could achieve few-ns switching by turning off and on the 10 mA reflector stages; however, manufacturing limitations
prevented uniform channel spacing or single mode operation.

A double ring resonator laser was proposed by Bowers et al. of the University of California, Santa Barbara. The design uses the ability of a ring resonator
to produce an extremely high Q-factor periodic passband. By placing two such
rings around a gain medium, low linewidth, widely tunable, single mode operation can be achieved through the Vernier effect [382]. A demonstration
system fabricated on hybrid III-V silicon achieved 40 nm continuous tuning
with linewidths better than 400 kHz. However, the design required thermal
tuning, limiting switch speed to millisecond reconfiguration times [383].

5.1.2.3 Electro-optic lasers
Laser tuning can also be achieved using the electro-optic effect. Through the
simple application of an electric field across a nonlinear material, a change in
refractive index can be produced without any carrier injection or thermal heating. Tuning is therefore possible on sub-nanosecond timescales with almost no
power draw. However, the electro-optic effect is approximately 10 times weaker
than the plasma effect, resulting in limited tuning ranges [371]. Several designs have been proposed to overcome this limitation. Highly nonlinear KTN
crystals have been used to spatially deflect light via the electro-optic effect
onto a diffraction grating. The table-top experiment achieved over 100 nm
of continuous tuning, however, the requirement of current injection into the
KTN crystal limited tuning speed to approximately 20 ns per 50 GHz transition [384]. An alternative design from TUE constructed an integrated ring
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resonator cavity with three intracavity Mach-Zehnder interferometer (MZI)s
[385]. The cumulative cosine response of each MZI was used to filter the fine
laser mode support of the ring resonator, resulting in a tuning range of 74 nm
while maintaining SMSRs greater than 30 dB. The authors highlighted that
the electro-optic tuning of the MZI filters permits fast tuning, though this was
not characterised.
Fast switching using an electro-optically tuned laser was demonstrated by
Ueda et al. of Nippon Telegraph and Telephone Corporation (NTT) Japan
in 2019 [386]. The reflection-type transversal filter (RTF) laser overcomes
the limiting tuning range of the electro-optic effect by arranging five separate
gain sections in parallel and multiplexing them into the same output waveguide
using a multimode interference (MMI) coupler. Coarse tuning is then achieved
by turning on and off individual gain sections, the same principle proposed by
the TUE AWG laser. The demonstrated RTF laser used five gain sections
to span the full C-band. The largest coarse tuning section spanned 1546 to
1560 nm, with up to 20 nm possible. Within this range the electro-optic effect
is used for fast, low power tuning. A single switching event demonstrated a
10:90 rise time of 500 ps; frequency accuracy was not given. The authors note
that switching between gain sections can take microseconds.

5.1.3

Digital tuneable sources

The previous subsection has highlighted that analogue laser sources can require
exact current control, but provide unreliable switch times and variable lasing
quality. These problems can be resolved by using an array of N static laser
sources that operate at a fixed wavelength. One or more wavelengths can
then be selected for using an N × 1 fast space switch to optically gate the
desired sources. Such a design was proposed by Shi, Lange, et al. of Microsoft
Research. The design proposed to use an array of N static lasers disaggregated
from the selection unit. Wavelength selection is then achieved by using N
semiconductor optical amplifier (SOA)s acting as fast optical gates. The final
output can be multiplexed using an AWG. A physical layer demonstration
using an integrated array of 19 SOAs demonstrated sub-nanosecond switching
was possible, determined by the rise/fall times of the SOAs [181].
The scalability of this design is limited by the practical challenges of integrating and controlling an increasingly large number of laser sources and
SOA gates. To mitigate this, the group has also proposed to use an integrated
optical comb source generated using a microring resonator [387]. Comb lines
could then be demultiplexed using an AWG, gated using N fast switching
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SOAs, then remultiplexed using a second AWG. This is the same design used
in the wavelength selective switch (WSS) of the Optical Shared Memory Supercomputer Interconnect System (OSMOSIS) in chapter 2, section 2.6. A
showcase system demonstrated five sub-nanosecond switching events between
15 channels, where the channel count was limited by the optical signal-tonoise ratio (OSNR) of the comb and a mismatch between the comb line and
the AWG channel spacing [289]. The authors argued up to 60 lines could be
realised, though the multiple stages of filtering and amplification required by
the subsystem may practically limit the achievable output signal integrity.

5.1.4

Hybrid tuneable sources

Hybrid tuneable sources use multiple analogue tuneable lasers, which can be
selected using fast space switches. An early example is the duplex transmitter,
proposed and developed by NTT from 1992. The design proposed to use two
tuneable lasers that are tuned alternately. By using a using a 2×2 space switch
to select just one laser output, fast wideband switching can be achieved. A
proof of principle used a 2 × 2 MZI to switch between two DBR sources within
250 ps; however, frequency tuning of the lasers was not performed and their
tuning range not discussed [388, 389]. A single-laser variant was also proposed
that used a fibre delay line as an optical buffer. This permits the WTS to
continue emitting a given wavelength even while the DBR tunes to a new
frequency. However, resetting the optical buffer required a temporary break in
the output [390]. An integrated demonstration in 1996 used two DBR lasers
capable of tuning over 3 nm, each followed by an electro-absorption optical
switch for 60 ps gating [391]. The duplex transmitter is evidently capable of the
switch speeds required by hyperscale data centres. However, the tuning time
of the lasers now dictates the minimum packet burst length, as the transmitter
cannot switch from laser 1 to laser 2 until laser 2 has completed tuning. This
is reflected in the 1996 demonstration, where burst lengths of 30 ms were
reported. This far exceeds the typical burst time of 20 ns found in hyperscale
data centres, as discussed in section 2.1.2.3.
Attempts to increase the bandwidth support and granularity of the duplex
transmitter were made by Ryan et al. as a collaboration between Intune,
Syntune and the Tyndall National Institute [392]. The demonstration used
two commercial Y-branch lasers capable of accessing 70 × 50 GHz frequency
channels. Integrated SOAs at the output of each laser were used for the fast
optical gating. However, any-to-any testing of the Y-branch lasers measured
switch times varying between 25 and 90 ns. This meant that 25% of tested
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transitions exceeded the target burst time of 45 ns. Furthermore, the time
taken to transition between the two lasers, determined by the SOA switch
time, was measured as between 8 and 13 ns. This is significantly higher than
the ∼ 1 ns SOAs are capable of, as discussed in section 2.5.2.2. The reason for
this is outlined in the next paragraph. Moreover, significant power variations
of ∼ 40% was observed throughout the intensity bursts.
Subsequent research performed by Maher et al. at UCL on DS-DBR
lasers has demonstrated that the ∼ 10 ns SOA gating measured by Ryan is at
least partially a result of intra-device interaction between the integrated SOA
and the lasing unit [245]. As the SOA undergoes a large current injection to
transition to the ‘on’ state, interaction through the common ground plane and
package leakage currents can induce changes to the lasing and tuning sections.
This can cause the dominant lasing mode to temporarily jump away from its
steady-state operation point. Such mode hops can take tens of nanoseconds to
recover. It should be noted that the intelligent optimisation method proposed
in chapter 4 is capable of automatically correcting for such mode hops, though
decoupling the SOA from the laser driving circuitry could also reduce this
effect.

5.1.5

Comparison of switching demonstrations

A summary of the fast switching demonstrations described within this section
is given in table 5.1. Channel counts are as reported by the authors. If the
source is continuously tuneable, a 50 GHz spacing is assumed. Switch time
is the worst time reported by the authors, and is usually the 10:90 rise time.
Stability time refers to the time taken before a steady optical intensity can be
achieved; this is estimated using the reported results where possible, and is
otherwise set to match the switch time.
Overall, the results show that while analogue tuneable sources are capable
of switching in just a few nanoseconds, there are few demonstrations that are
able to achieve this reliably. Noteably, only the SG-DBR laser demonstrated
in [356], and the DS-DBR laser demonstrated in the research presented in
chapter 4, have proven they can approach their theoretical switch times of
below 10 ns [35].
Separately, while the tuneable lasers discussed here offer the greatest channel count from a single device, they are not trivially bandwidth scalable. For
example, the extension of the DS-DBR laser to support 61 nm of bandwidth
(152 × 50 GHz channels) has been demonstrated, though with deteriorating
laser quality at the extremes of the tuning range [395]. This occurs due to the
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Table 5.1: Summary of results from fast switching experiments discussed within
this section. WTS: Wavelength tuneable source. #Ch: number of supported 50 GHz
spaced wavelength channels. Tested: number of tested switching events. IFP: interleaved Fabry-Pérot. Ch4: chapter 4.

WTS

#Ch

Tested

GCSR
GCSR
AWG
IFP
Ring
SG-DBR
DS-DBR
DS-DBR
DS-DBR
RTF
Duplex
Duplex
Duplex
LD array
Comb
DS-DBR

100
32
8
37
34
64
89
89
96
50
?
6
52
19
60
122

2×100
31×32
1
1
?
63×64
2×24
88×89
95×96
1
1
1
69×70
19
5
21×22

Switch time Stable time
100 ns
50 ns
4 ns
0.8 ns
1.2 ns
5 ns
128 ns
85 ns
35 ns
0.5 ns
0.25 ns
0.06 ns
13 ns
0.9 ns
0.8 ns
9.7 ns

100 ns
50 ns
8 ns
2 ns
8 ns
5 ns
128 ns
160 ns
?
5 ns
0.25 ns
0.1 ns
32 ns
3.8 ns
8 ns
14.7 ns

Accuracy

Source

±10 GHz
±10 GHz
±250 GHz
±5 GHz
±125 GHz
±10 GHz
±3.5 GHz
±25 GHz
±25 GHz
?
±10 GHz
?
±10 GHz
0
0
±10 GHz

[393]
[377]
[356]
[380]
[394]
[356]
[244]
[249]
[357]
[357]
[388]
[391]
[392]
[181]
[289]
Ch4

finite bandwidth of the gain medium and varying phase requirements in the
DBR sections.
To achieve sub-nanosecond switching it is clear that elements of space
switching must be included within the WTS. The electro-optic components
permit switching in tens of picoseconds, while the use of SOAs can provide
gain to compensate for losses incurred through channel multiplexing. Furthermore, in principle the digital WTSs discussed here offer excellent bandwidth
scalability. Channel count can be increased simply by including more laser
diodes and SOAs. In reality the designs could face practical scalability issues originating from the high device count; this is investigated further in
section 5.2.3 of this chapter.
Hybrid sources offer the middle ground between cost and complexity by
requiring just a few tuneable lasers. The reduction of the required laser tuning time from inter-packet timescales (< 1 ns) to packet timescales (< 20 ns)
significantly relieves the engineering problem of fast wavelength switching. Offthe-shelf tuneable lasers may still struggle to meet this target; however, the
regression optimiser proposed in chapter 4 has been shown to optimise the re-
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sponse of commercial multi-section DBR lasers for fast and reliable switching
performance. This creates the possibility of reliable, high performance hybrid
WTSs, for the first time.
A further advantage offered by the hybrid WTS is that the tuning range
of an individual laser can be relaxed by including lasers operating in other
communication bands. For example, a DS-DBR laser optimised for L-band
operation has been demonstrated previously, such that different DS-DBR lasers
are available that cover 89 nm (213×50 GHz channels) [396]. The combination
of these devices within a hybrid WTS design could permit continuous wideband
tuning from a single subsystem.
Given these new opportunities and advantages, the next section proposes a
bandwidth-scalable hybrid WTS appropriate for real data centre traffic, where
the performance of each device has been optimised through artificial intelligence (AI) methods.

5.2
5.2.1

Proposal of a hybrid WTS
Design overview

The principle of the hybrid WTS is shown in Fig. 5.1. Two fast tuneable
lasers are driven out of phase, such that one is lasing while the other is tuning.
Each tuneable laser is optically gated by an SOA that absorbs the spurious
laser output during tuning and amplifies the steady-state operation; this is the
same functionality demonstrated in chapter 3 section 3.2.3. The SOA outputs
are then time-interleaved, providing sub-ns switching across the full tuneable
laser bandwidth. The shortest burst of the hybrid WTS is determined by
the worst-case tuneable laser tuning time; this is because the first laser must
hold steady until the second has finished tuning. In this work any-to-any
wavelength tuning times within 20 ns are targeted, suitable for a 256 byte
packet (or longer) in a 100G link, typical of modern data centre traffic [30].
The simplest configuration of the hybrid WTS is similar to the duplex
transmitter reported in [388, 391]. In that design, two identical tuneable lasers
were time-interleaved using a 2×1 electro-optic space switch. The hybrid WTS
proposed here improves upon that design by permitting bandwidth scalability. This is achieved by using tuneable lasers and SOAs operating in other
communication bands (C,S,L), and interleaving them as shown in inset (i) of
Fig. 5.1. Therefore, the hybrid WTS proposed here is a modular design, where
expanded units can be added in when required. Interleaving the multiple optical sources can be achieved using a simple MMI coupler. This permits N : 1
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(i)

Figure 5.1: Operational principle of the hybrid WTS. Two tuneable lasers switch
out of phase at half the burst rate, gated by SOAs. The time-interleaved output
provides wideband ultra-fast switching. Inset (i) illustrates how the design can be
extended to span multiple communication bands.

multiplexing with reduced integration area and complexity compared to the
duplex transmitter. The inherent gain of the SOAs, serving as fast optical
gates, compensates for the additional optical loss of the MMI coupler.

5.2.2

Motivation of AI-optimisation

Section 5.1 has highlighted that the previously proposed duplex transmitters
are limited by the tuneable lasers applied within the sub-system. These lasers
are either excessively simple and narrow band [388], or have long and unpredictable switch times, requiring long burst times poorly suited to real data
centre traffic [392]. Case in point, the experimental investigation performed
in chapter 3 found that the laser reconfiguration time was a significant system
limitation. However, the techniques proposed with chapter 4 have demonstrated how regression can be used to optimise the response of a wideband,
multi-section semiconductor laser. By applying this technique to the lasers
used within the hybrid WTS, a fast and reliable laser switch is guaranteed,
permitting agile, wideband reconfiguration.
Furthermore, it was shown in section 5.2.1 that fast switching SOAs are
excellent for optical gating as they can be co-integrated with the laser source
while compensating for coupling losses and improving system budget. However, the conclusions within chapter 3 section 3.4 have highlighted that the
optical response of a fast switching SOA and its driving system are non-ideal.
This was found to limit the SOA rise time to ∼7 ns, and caused power fluctuations at the start of the SOA burst that could potentially impair transmission. In this chapter, the motivations of chapter 4 are extended to provide
AI-optimisation for the SOA driving system. This can create an idealised re-
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sponse, achieving not only fast rise times but also fast settling times, defined
here as the time taken for the optical intensity to settle to within ±5% of
the target value. Collectively, the suite of automatic optimisation method described in this chapter are described as AI-optimised, as they non-exhaustively
explore large search spaces to converge on a desired solution. This follows the
specifications of AI defined by Mata et al. [397], which also clasifies the techniques applied in this chapter as AI methods.

5.2.3

Assessment of scalability

It was described in section 5.2.1 how the WTS can be scaled in bandwidth by
including lasers and SOAs operating in other communication bands. As just
four active devices are needed for each band, the integration chip-area required
by the hybrid WTS scales as a staircase function. This gives the hybrid WTS
a noteable advantage over alternative sub-ns switching designs, which scale
linearly with channel count.
To illustrate this, the on-chip area required by two digital WTSs are considered and compared to the proposed hybrid WTS. The comparison WTSs
are selected on the criteria that they have been shown to switch in under 1 ns,
and that they are (in principle) able to continuously increase the supported
channel count. The first WTS is an array of laser diodes, each gated by an
SOA, which are multiplexed using an AWG as proposed in [181]. The design
and scaling principle are shown in Fig. 5.2(a). The second is an integrated
comb source, where comb lines are separated using an AWG, selected for using
an SOA array, then recombined using a second AWG; see the demonstration by
Lange et al. in [289]. The design and scaling principle are shown in Fig. 5.2(b).
Here the comb source is assumed to be composed of a seed laser and microring
resonator, as described in [387]. It is assumed that spectral shaping of the
comb laser can be achieved through a combination of customised AWG design
and SOA gain control. Furthermore, it is assumed that the low noise erbium
doped fibre amplifier (EDFA) required by Lange et al. can be replaced by a
low-noise, high-gain booster SOA as described in [398]. The scaling principle
of the hybrid WTS is shown in Fig. 5.2(c). Note that, in contrast to the designs shown in Fig. 5.2(a) and (b), the hybrid WTS can be multiplexed using
a wideband MMI coupler for maximum chip-space efficiency. This is because
the SOA gains can compensate for the loss of the low order MMI (joining 2-6
devices). However, a coarse AWG could also be used to minimise losses if
required. The device sizes used for each component are given in table 5.2.
The scalability of the three ultra-fast WTSs with respect to the required
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(b)

(c)

Figure 5.2: Principle of channel scaling for three bandwidth-scalable WTSs capable
of sub-ns switching. (a) An array of laser diodes (LD) gated by SOAs supporting
up to N channels, proposed in [181]. (b) An integrated comb source (composed of a
seed laser, microring resonator and booster SOA) gated by SOAs supporting up to
N channels. (c) The proposed hybrid WTS, composed of 2 tuneable lasers and two
SOAs per transmission window, multiplexed using an MMI coupler.

Table 5.2: On-chip area occupied by different integrated devices, as reported by
source material or measured using ImageJ and the provided scale bars.

Device
Laser diode
Switching SOA
Microring resonator
Seed laser
Booster SOA
AWG
Tuneable laser
MMI coupler

Area (mm2 )

Source

0.04
0.12
0.38
0.05
6.3 × 10−3
6.27
0.98
3.9 × 10−3

[307]
[181]
[387]
[387]
[398]
[181]
[318]
[399]

on-chip area is compared within Fig. 5.3. Ideal device packing is assumed,
and 50 GHz spaced channels are considered for the tuneable laser. The hybrid
WTS is observed to scale with the greatest area efficiency, and is always the
most space efficient design thanks to the use of an MMI coupler rather than
AWG to achieve channel multiplexing.
The significance of space efficiency on device practicality is two fold.
Firstly, more complete devices can be fabricated per wafer and so the associated cost-per-device is proportionally lower. Secondly, the statistical likelihood
of encountering a major fabrication error within a given design is lower, increasing the device yield. This can be quantified using a Murphy’s yield model
for so called ‘killer’ random fabrication defects, such that the device yield is

On-Chip Area (mm2 )
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Figure 5.3: Comparison of the integration area required to scale three sub-ns WTS
designs, assuming ideal device packing.

given by

2

1 − e−AD 
,
Yr = 
AD


(5.1)

where A is the device area and D is the defect rate per unit area [400]. To
quantify this, Yr was calculated for each of the WTSs in Fig. 5.2 using the
on-chip areas given by table 5.2. A state-of-the-art killer defect density for
indium phosphide of 1 cm−2 was assumed [400]. The resulting yield vs WTS
channel count is presented in Fig. 5.4. It is observed that the yield of the two
digital WTSs decreases quickly, such that the full C+L+S band devices have
expected yields of ∼ 53%. In practice, the yield is expected to be even lower:
this model assumes ideal device packing, while in reality extra space is required
between each device for power, driving signals, and optical waveguides. This
is particularly significant for designs that require hundreds of devices, like the
digital WTSs considered here. In contrast, the hybrid WTS has a yield of
94% for the same channel count. Furthermore, the assumption of ideal device
packing is more accurate, as the C+L+S band hybrid WTS uses just 12 active
devices and, therefore, the absolute impact of requiring additional space per
device is low. Overall, the yield model shows that the hybrid WTS offers
superior scalability compared to the digital WTS designs, and is, therefore, the
most practical design for widescale data centre integration and deployment.

5.3
5.3.1

Demo of sub-ns wideband switching
Experimental setup

The setup used to investigate the performance of the hybrid WTS is shown in
Fig. 5.5. A pair of commercial DS-DBR lasers [318] were driven by 250 MS/s
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Figure 5.4: Ideal-case yields of the three WTS designs described in Fig. 5.2, as
calculated using Eq. 5.1 and the device areas given in table 5.2. A Murphy’s yield
model is used considering a killer random defect rate of 1 cm−2 , as described in [400].

digital to analogue converter (DAC)s with 125 MHz bandwidth. Detailed IV
measurements were used to map supplied voltage to desired current. The
output of each laser was connected to an off-the-shelf SOA, supporting 69 nm
of bandwidth with typical characteristics of 7 dB noise figure, 20 dB gain,
and 10 dBm saturation power. Each SOA was biased at 45 mA using a low
noise ILX Lightwave current source and a bias tee. The bias current was
modulated through the radio frequency (RF) input of the bias tee using a
12 GS/s DAC with 4.8 GHz bandwidth and ±1 V output, amplified to ±4 V
using a 12 GHz RF amplifier with 18 dB gain, saturation power of 22 dBm,
and noise figure of 6 dB. This arrangement permitted the SOA to be switched
between −30 mA ‘off’ states and +120 mA ‘on’ states. The SOA outputs
were coupled together and passed to a digital coherent receiver, sampling at
50 GS/s with 22 GHz bandwidth. This was used to measure the frequency
offset and provide optimisation feedback to the DS-DBR lasers. A digital
storage oscilloscope (DSO), sampling at 50 GS/s with 30 GHz bandwidth,
was used to measure the hybrid WTS output intensity, providing optimisation
feedback to the SOAs.

5.3.2

DS-DBR optimisation

As described within section 5.2, previous hybrid WTS designs have been limited by unreliable tuneable laser performance. Here, the technique described in
chapter 4 was applied to enable fast and reliable laser switching. For completeness, the method is summarised here. An AI-optimisation routine was applied
to automatically calculate the multi-sample (overshoot and stability correction) pre-emphasis values required for reliable fast tuning. The instantaneous
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...
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Receiver
DSO
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Feedback

Figure 5.5: Experimental setup to test the hybrid WTS. Feedback is provided by
the coherent receiver and the DSO to optimise the DS-DBR laser and SOA response,
respectively. AWG: arbitrary waveform generator.

frequency offset of the DS-DBR laser was measured during a switching event
using the coherent receiver shown in Fig 5.5, and used as the error term within
a linear regression optimiser to iteratively update the applied pre-emphasis
values. Extending on the technique presented in section 4.1.4, a fine-phase
correction procedure was applied prior to pre-emphasis calculation to improve
frequency accuracy. This was implemented to correct for the case observed in
chapter 4 section 4.3.3 in which the average temperature of the laser during
switching operation was significantly different from that of the start or end
channels, causing the laser to settle on a frequency a few GHz from its target.
The procedure applied a one-tap LMS filter to minimise the average frequency
offset measured 50 ns after the start of each switching event. The regression
optimiser demonstrated in section 4.1.4 was then applied to accelerate the laser
wavelength switch and stability time.
The regression optimiser with fine-phase correction was applied to
330 wavelength switching events, testing the extremes of lasing bandwidth
(1524.11-1572.48 nm, 6.05 THz), drive current (0-48 mA), and all lasing sections. The frequency offset over time for three example optimised bursts are
shown in Fig. 5.6(a), measured using the coherent receiver. For each event,
the DS-DBR laser enters the receiver bandwidth after ∼ 7 ns and settles to
within ±1 GHz over the following tens of nanoseconds. The extremities of the
frequency offset at all time positions for all measured bursts are indicated by
the shaded profile. The profile shows that all the bursts have been brought
within ±5 GHz of their targets before the 20 to 40 ns time window used by
the hybrid WTS. Furthermore, all bursts converge to within ±1 GHz of their
target, indicating the fine-phase frequency offset correction has successfully
compensated for changes to the laser thermal temperature during switching.
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Figure 5.6: Experimental performance of the optimised DS-DBR laser. (a) Frequency offset over time for all measured bursts. (b) Cumulative distribution of the
time taken for to reach ±5 GHz of the target wavelength. (c) Histogram of the
instantaneous frequency offset after optimisation, 20 and 40 ns after the start of a
switching event.

While the fine-phase correction technique has been validated here using
a laser burst period of 100 ns with a 50:50 duty cycle, the corrected phase
section currents are valid for any burst period with a 50:50 duty cycle that
is shorter than the thermal time constant of the laser (approximately 1 µs,
discussed further in section 5.3.5). However, changes to the switching duty
cycle will again change the laser’s average temperature, causing a further shift
to the laser’s final frequency. When combined with the arbitrary dwell periods and channel destinations potentially found in real traffic patterns, complete pre-determination of all possible conditions is impractical. One possible
solution could be to characterise the temperature dependence of the laser’s
frequency offset, then to measure and/or calculate the average temperature of
the laser during live traffic conditions based on its known power draw. The
time-averaged temperature will change slowly, so can be tracked reliably and
known in advance of the next switching event. Therefore, the fine-phase current value needed to ensure accurate frequency convergence could be directly
calculated based only on the laser’s current temperature, avoiding the need to
pre-record all possible channel switching combinations, duty cycles, channel
and dwell times.
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The cumulative distribution of the time taken for all bursts to reach
±5 GHz of their target wavelengths is given in Fig. 5.6(b). The optimiser has
successfully reduced the worst case tuning time from 78 ns to 14.7 ns, comfortably within the 20 ns target for hybrid WTS. The distribution of frequency
offsets 20 and 40 ns after the start of the laser switch is shown in Fig. 5.6(c). A
worst-case offset of −4.6 GHz at the start of each burst was measured, which
settles to within ±2 GHz after 40 ns. This indicates that the WTS is potentially suitable for burst mode coherent detection, as 28 GBd dual-polarisation
quadrature phase shift keying (QPSK) is tolerant of frequency offsets up to
±7 GHz [374]. For greater frequency accuracy, an improved DAC can be used
to ensure the DS-DBR laser converges to within ±1 GHz of the target frequency within 11.5 ns; an experimental demonstration of this is detailed in
appendix D. Applying a similar driving system to both lasers within the hybrid WTS could be used to continuously maintain a frequency offset below
1 GHz. Even if the frequency offset is kept low and stable, the hybrid WTS
may face further challenges that prevent the recovery of higher-order quadrature amplitude modulation (QAM). The DS-DBR laser used in this work has
a high intrinsic linewidth of ∼ 1 MHz, which is effectively increased during fast
switching operation [401]. In addition, SOA amplification also been shown to
increase laser linewidth, as well as contribute to relative intensity noise (RIN),
a low-frequency (∼ 1 MHz and below) instability present on a laser’s emitted
power [402]. If required, the laser linewidth and RIN can be corrected for
(along with residual frequency offset) using feed-forward compensation techniques [403, 404].

5.3.3

SOA optimisation

The SOA driving signals must also be individually optimised in to overcome their intrinsic oscillatory impulse response and approach their theoretical
rise/fall times of ∼100 ps. It was noted in section 5.2.2 that if this is not performed, the switch settling time (the time taken for the SOA to settle to within
±5% of its target intensity) can take several ns. To demonstrate this, SOA 1 in
Fig. 5.5 was driven with a simple step function, shown in Fig. 5.7(a). The intensity response of the SOA, measured using the DSO, is shown in Fig. 5.7(b).
The 10-90% rise time was measured as 694 ps, but the ±5% settling time was
4.5 ns. This significantly exceeds the sub-ns response needed by the hybrid
WTS.
To solve this, particle swarm optimisation (PSO) was applied to achieve
automated, sub-ns switch settling times. PSO is a population-based meta-
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Figure 5.7: Experimental comparison of the SOA response to a step function drive
signal, and the particle swarm optimisation (PSO) drive signal. (a) Electrical drive
signals. (b) SOA optical response. The PSO is optimised to approach approach the
ideal set point (SP) performance, a perfect step function in the optical domain.

heuristic that combines swarm theory with evolutionary programming to optimise continuous nonlinear functions. This technique has previously been applied to proportional-integral-derivative (PID) tuning in control theory [405],
but has not previously been used as an autonomous method for optical switch
control. The implementation of the PSO routine within this section was performed by C. Parsonson and Z. Shabka of UCL; this has been subsequently
expanded on in [149].
n = 160 particles (each corresponding to a unique driving signal) were
initialised in an m = 240 (number of samples) hyperdimensional search space.
Each particle was iteratively ‘flown’ through the space by evaluating that particle’s position with a fitness function f . f is defined as the mean squared
error between the optical output generated by a given drive signal, measured
on the DSO, and an ideal target set point (SP) with 0 overshoot, settling
time and rise time. Fig. 5.7(a) shows that the PSO drive signal, which now
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features overshoot and stability correction throughout the waveform. The resulting PSO optimised SOA response is shown in Fig. 5.7(b). The 10-90%
rise time was reduced to 454 ps, while the ±5% stability time was achieved in
just 547 ps. This successfully approaches the ideal response of the SOA, and
achieves the intensity stability needed by the hybrid WTS. Furthermore, the
PSO routine requires no prior knowledge of the SOA, and, therefore, provides
a flexible, automated and practical method for optimising SOA gating. Comparison with simulation results in [149] suggests that the 12 GS/s, 4.8 GHz
DAC used to drive the SOAs in this work exceeds the specifications required
to achieve idealised sub-ns gating. Future work could investigate the minimum
specifications needed to achieve the same result.
Finally, it should be noted that the digital waveform as shown in
Fig. 5.7(a) does not exactly match the electrical signal applied to the SOA.
In practice, the waveform uploaded to the DAC will be modified by many
factors, including the finite samples per symbol of the DAC, the finite DAC
bandwidth, the frequency response of the electrical amplifier, reflections from
the electrical connections, loss along the trace paths, as well as the SOA reflection, transmission and frequency response characteristics. A key advantage
of the AI techniques applied in this work is that an exact understanding of
all these contributions is not required. Instead, the PSO-converged signal accounts for all experienced experimental modifiers to achieve the desired optical
output. This will also account for case-by-case variations when deploying multiple SOAs, such that the AI optimisation techniques used here reduce the
complexity and improve the practicality of deploying a large number of WTSs
throughout a data centre.

5.3.4

Hybrid WTS demonstration

After component optimisation, the next step was to characterise the operation
of the complete hybrid WTS. The DS-DBR lasers were driven out of phase
with 12.5 MHz regression-optimised signals, resulting in dwell times of at least
25 ns on each wavelength. The SOAs were driven by 25 MHz PSO-optimised
signals, resulting in 20 ns bursts, and aligned to block the first 15 ns and
last 5 ns of each laser burst. A switching event representative of the most
difficult laser reconfiguration cases was tested, where DS-DBR laser 1 was
tuned from 1572.48 nm to 1524.11 nm, incurring a large rear section current
swing of 45 mA. The resulting intensity output of the hybrid WTS is shown
within Fig. 5.8. It is observed that the AI-optimised hybrid WTS has successfully decoupled laser tuning time (∼ 15 ns) from optical output transition time
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Figure 5.8: Output intensity of the hybrid WTS, as measured using the DSO.
SOA 1 is driven with a PSO signal. For comparison, SOA 2 is shown unoptimised.

(< 1 ns). This functionality is maintained across the full 48.4 nm bandwidth of
the DS-DBR laser, exceeding that of any previously demonstrated fast switching source, as summarised in section 5.1. Note the rectangular leading edge of
DS-DBR+SOA 1 achieved through the PSO optimisation, especially compared
to SOA 2 which has been left un-optimised for comparison. This highlights the
importance of the AI-optimisation techniques when targeting burst windows
of ≤20 ns, where the affect of slow settling times are apparent for most of
the burst duration. Packet-to-packet power variations are due to variations in
laser wavelength power, and are visible here because the SOAs were not driven
to saturation in order to improve the extinction ratio. For the 22 wavelength
channels tested in this work, the hybrid WTS had a mean instantaneous wavelength power of 2.8 dBm, maximum 4.6 dBm (at 1566.31 nm) and minimum
0.8 dBm (at 1572.48 nm). The mean extinction ratio was measured as 20.5 dB
(best 22.9 dB, worst 17.1 dB) where the worst case result also occurred at
1572.48 nm. These measurements were limited by the noise floor of our DSO;
in principle SOA gating can achieve extinction ratios in excess of 60 dB [406].
To achieve constant output power and high extinction ratios simultaneously,
the SOA input power should be limited and the SOAs driven to extinction. In
this case the hybrid WTS should approach its ideal output power of 7 dBm
for all wavelengths, which is set by the saturation power of the SOAs minus
the loss associated with the 2:1 optical coupler.
To better illustrate the burst-to-burst performance, the transitions of one
burst to the next were overlaid; these are shown in Fig. 5.9. The 90-90% intensity switch times (indicating the time between the end of one burst and the
start of the next) are also displayed for each transition. All the transitions are
below 900 ps, successfully demonstrating sub-ns switching. As the SOA oper-
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ation is independent of the laser switching, these switch times are consistent
across all wavelength bursts.

Normalised Power

To illustrate the underlying laser operation, the output of the coherent receiver for four wavelength slots, both with and without SOA gating, is shown in
Fig. 5.10. The high ±25 GHz frequency deviations of both lasers are observed
to be fully suppressed by the SOAs, such that the gated outputs are always
within ±5 GHz of their target values. The observed frequency ripples are a
result of the low sample rate of the 250 MS/s DAC used within this experiment. The DAC introduces Fourier components to the driving signal creating
oscillations in the laser injection currents and the resulting lasing frequency.
These can be suppressed by using a higher sample rate, see appendix D for
details.
1572.48 to 1565.50 nm
1524.11 to 1530.72 nm

1

1565.50 to 1524.11 nm
1530.72 to 1572.48 nm

624
800
896
864

0.5
0
−1 −0.8 −0.6 −0.4 −0.2

0

0.2

0.4

0.6

0.8

ps
ps
ps
ps

1

Time (ns)

Frequency Offset (GHz)

Figure 5.9: Detailed view of the intensity transitions for four wavelength bursts,
as DS-DBR/SOA 1 transitions into DS-DBR/SOA 2 and visa versa. The 90-90%
switch times for each burst are overlaid.
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Figure 5.10: Instantaneous frequency offset data of the hybrid WTS without (faint)
and with (bold) SOA gating. All bursts are always within ±5 GHz of their target.
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The operation of the SOAs were investigated by comparing the optical
spectra of the hybrid WTS with and without SOA gating. The spectrum of
DS-DBR 1 without SOA gating during a large rear current switch from 2 to
45 mA was recorded using the optical spectrum analyser (OSA), set to a fine
resolution of 0.01 nm, and is displayed within Fig. 5.11. This represents a
time-averaged view of the laser operation in frequency space. It can be seen
that, as the rear current increases, the dominant lasing wavelength decreases
such that spurious lasing modes are observed every ∼0.2 nm (corresponding to
the laser longitudinal mode spacing) until the laser reaches its destination at
1538 nm. It is even observed that the laser overshoots the target wavelength,
demonstrated by the laser mode present at 1537.75 nm. Overall, the spurious
mode suppression ratio (SpMSR) is measured as <10 dB. This laser operation
is unacceptable for use within a WROBS network, where the spurious modes
will interfere with other transceivers operating on those wavelengths.
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Figure 5.11: Comparison of the optical spectra of the output of DS-DBR laser
1, with and without SOA gating, measured using an OSA with 0.01 nm resolution.
The SOA is observed to suppress all the laser modes associated with the switch
event, improving the SpMSR from 8.5 to 42.9 dB.

SOA 1 was then used to gate the output of DS-DBR 1 for the same switching event, and the optical spectrum was remeasured. As shown in Fig. 5.11,
the spectra with SOA gating applied is significantly improved. All the optical
modes generated by the laser while switching have been suppressed, such that
only the primary lasing mode (and its inherent side mode, typical of DBR
lasers) persists. Overall, the SpMSR has been improved to at least 43 dB. As
the remaining mode is the laser’s side mode, the SMSR of this fast-switching
channel is 43 dB. However, it should be noted that the SMSR may continue
to evolve if the switching period is increased and the laser has more time to
settle. This can be investigated as part of future transmission scenarios using
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these lasers.
Having established the principal characteristics of the hybrid WTS, all of
the 22 channels under test were measured, in groups of four, while undergoing
sub-ns gated switching. The optical spectra for all 22 channels are shown
in Fig. 5.12, as measured using the OSA with a resolution of 0.1 nm. The
SMSR was measured for each group of four wavelengths, giving a mean result
of 38.9 dB (best 41.0 dB, worst 36.8 dB). All the collected waveforms were
then added together (giving the image in Fig 5.12) to measure the worst-case
broadband SMSR of 35.7 dB. The worst-case broadband SMSR gives an idea
of the expected mode suppression when operating many hybrid WTS sources
on the same optical network.
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Figure 5.12: Spectra of all 22 channels under test undergoing ultra-fast gated
switching. As the DS-DBR lasers are continuously tuneable, this sub-system is able
to support 122×50 GHz channels.

5.3.5

Impact of thermal drift

The research presented in sections 5.3.2 and 5.3.4 has focused on how to approach and overcome the fundamental limits of tuneable laser reconfiguration
time for application in highly dynamic OCS systems. However, fast tuning
using carrier injection can cause thermal heating within the laser, resulting
in frequency drifts of several GHz over millisecond timescales. The correction of long term frequency drifts has been the subject of extensive research:
proposed solutions include compensatory counter-heating [407, 408, 409, 410],
gain section current correction [411], and active feedback frequency-lock loops
[412, 413, 414, 415]. Any of these methods can correct and maintain the laser
frequency to within ∼ 1 GHz of its target frequency provided the initial laser
switch is within ∼ 10 GHz. If every hybrid WTS were to be deployed along with
a simplified coherent receiver, as proposed in [249, 254], the coherent receiver

5.3. Demo of sub-ns wideband switching

173

could be used to (1) locally optimise the laser in-situ for few-ns switching,
as performed in section 5.3.2, and (2) provide fine frequency measurements
and active feedback correction over long time periods. To demonstrate this,
time varying frequency drift was included within the laser model presented in
chapter 4 to emulate the presence of thermal heating. Adapting the method
presented in [416], the frequency offset over time was modelled as
 





∆f (dI, t) = D exp(−t/TD ) + dI E 1 − exp(−t/TE ) + F 1 − exp(−t/TF )



,

(5.2)
where dI is the change in the laser rear section injection current and t is
the time after the switch event. The first term of Eq. 5.2 describes the fast
convergence of ∆f over tens of nanoseconds, achieved through pre-emphasis
optimisation. The second and third term model the subsequent frequency drift
over micro and milliseconds, respectively, and scale with the magnitude of the
change in injection current [416]. For this simulation, values of D = 20 GHz and
TD = 14 ns were chosen to match the worst-case fast switching experimental
results reported in section 5.3.2. Values of E = 0.148 GHz/mA, TE = 5.13 µs,
F = 0.212 GHz/mA and TF = 0.204 ms were selected to match experimental
measurements of DS-DBR laser thermal frequency drift reported in [411].
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Figure 5.13: Simulation of frequency drift in a DS-DBR laser, with and without
correction. (a) Frequency offset (FO) over time. (b) Current applied to the laser
phase section.

The modelled frequency offset for dI = 50 mA is shown in Fig. 5.13(a).
The laser settles on the target frequency over the first tens of nanoseconds via
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the plasma effect, then increases by up to ∼ 18 GHz over the next 10 ms via
thermal effects. To correct for the drift, a simple active locking loop can applied
to the laser phase section. As a proof of principle, a normalised least means
squared (LMS) filter was implemented that measured the frequency offset and
update the injection current applied to the laser phase section. Fig. 5.13(b)
shows the phase section current with and without locking enabled, for a current
update frequency of 5 MHz and a loop bandwidth of 10 MHz. With locking
enabled, the injection current successfully tracked the frequency drift such that
the laser frequency offset was suppressed, as shown in Fig. 5.13(a). Stable
locking required a loop bandwidth at least equal to the phase current update
frequency; we found an update rate of 5 MHz was appropriate for maintaining
frequency offsets below 0.5 GHz.
Generally, however, the presence of a coherent receiver at every node is
not a requirement for the hybrid WTS as the pre-emphasis values needed
for few-ns reconfiguration are pre-calculated. This could be performed by
the manufacturer prior to deployment, and periodically updated within the
network using shared optical monitoring equipment, if required. In this case,
the correction of thermal frequency drift is better achieved using an existing
wavelength locking technologies based on etalon feedback [412, 413, 414, 415].

5.4

Impact on WROBS architectures

The AI-optimised hybrid WTS described within this chapter is able to support the largest number of sub-ns switching channels from a single sub-system
reported to date, a total of 122 × 50 GHz spaced channels. The performance
of this system in comparison to other state-of-the-art WTSs capable of few-ns
and sub-ns switching is given in Fig. 5.14. By combining modern AI optimisation methods with non-ideal optical components, the sub-system presented
here is the first sub-ns switching WTS that is bandwidth scalable and suitable
for modern data centre traffic patterns. This brings the physical laser of optical switching in line with the recent demonstrations of sub-ns clock recovery
[30] and few-ns traffic scheduling [254], making WROBS data centre networks
a realistic proposition.
The most immediate improvement the hybrid WTS brings to WROBS
networks is sub-ns switching across the full C-band. As discussed in chapter 2
section 2.6, distributed hardware schedulers like those proposed in PULSE
and Petabit can apply sub-ns switching to create fine granularity scheduling
routines [267, 254]. These have been shown through simulation to potentially
support network throughputs above 95%, even under full traffic load. This
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Figure 5.14: Summary of the state-of-the-art ns and sub-ns WTSs, comparing
switch time against number of supported 50 GHz spaced channels. Reported rise
times are shown as solid, while estimated settling times are faded. The referenced
work is as follows: [a]:[391]; [b]:[181]; [c]:[394]; [d]:[380]; [e]:[386]; [f]:[392]; [g]:[289];
[h]:[356].

is a significant advantage over both optically packet switched networks and
electrical networks, which typically become throughput limited at 30 to 75%
load [283, 350].
The possibility of bandwidth scalable WTSs is new to wavelength-routed
WROBS networks, which are typically designed around the limitation of a finite number of available wavelengths. This is a topic requiring further study,
however, the discussion in chaper 2 section 2.6 shows that networks which
employ star couplers and cyclic arrayed waveguide grating router (AWGR)s
stand to benefit from an increase in available switching bandwidth. For example, Eq. (2.2) shows that the data rate-per-port of the WS-TDMA star network
scales linearly with WTS bandwidth. Similarly, the radix of star couplers applied within the PULSE architecture were also shown to be limited by the
number of available wavelengths from the fast WTSs. Moreover, each of these
wavelength channels can also each be allocated greater modulation bandwidth
thanks to the greater total switching bandwidth of the hybrid WTS. Finally, it
is noted that both the AWGR-SOA and PODCA networks relied on tuneable
sources that could provide wavelength counts 2-4 times greater than the radix
of the AWGRs deployed within the system. Such extreme bandwidth scaling
can be achieved using the methods proposed in this chapter. The impact of the
hybrid WTS on data centre networks is, therefore, observed to be potentially
significant. Methods for future investigations on this topic are described in
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chapter 7.

5.5

Summary

Within this chapter, a hybrid wavelength tuneable source (WTS) is proposed
that is capable of wideband sub-ns wavelength reconfiguration. The multicomponent sub-system approaches ideal performance using non-ideal devices
through artificial intelligence (AI) optimisation of each part. The research
outcomes of this chapter are:
• The existing work on fast switching WTSs was reviewed, grouping
sources as analogue, digital or hybrid. The operational principles, supported bandwidth, tested switching events, 10:90 switch time, and stability time of each demonstration were reviewed. The hybrid WTS designs
were concluded to potentially offer the best combination of bandwidth
and switch speed, but were limited by unreliable subcomponent performance.
• An AI-optimised hybrid WTS is proposed based on two fast switching,
time-interleaved tuneable lasers, each gated by an ultra-fast switching
SOA. Uniquely, the design is shown to exceed the capabilities of previous proposals by permitting modular bandwidth scaling across multiple
communications bands.
• An assessment of the scalability of the hybrid WTS is carried out by
quantifying the on-chip integration area required by three WTS designs
capable of sub-ns wavelength switching. The hybrid WTS is shown to
be the most efficient design, capable of scaling across the C+S+L communication bands while maintaining a high device yield.
• The hybrid WTS is experimentally demonstrated using a pair of commercial DS-DBR lasers and SOAs. The DS-DBR lasers are optimised
for reliable fast switching using the regression optimiser developed in
chapter 4, permitting any-to-any wavelength tuning within 14.7 ns. The
SOAs are optimised using particle swarm optimisation, permitting stable
intensity switching within 547 ps.
• The full hybrid WTS is shown to provide 6.05 THz of bandwidth, switching on sub-ns timescales. The short burst windows of 20 ns are appropriate for real data centre traffic using 100G transmission links. The SOAs
are shown to successfully suppress the laser’s spurious emission during
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tuning, such that SMSRs in excess of 35.7 dB are maintained for all 22
channels under test, all undergoing sub-ns gated switching.
• The AI-optimised hybrid WTS proposed here represents the widest bandwidth sub-ns switching WTS demonstrated to date, offering twice the
switching bandwidth with stable switch times four times faster than the
next best state-of-the-art sub-ns WTS demonstrations. Uniquely, the
hybrid WTS offers superior bandwidth scalability and integration practicality to rival systems, potentially creating new design paradigms for
WROBS networks.

Chapter 6

Proposal for a Low-Loss
Transmitter Architecture
The work presented in chapters 4 and 5 has shown that the application of intelligent feedback to optical devices can be used to create a wavelength tuneable
source (WTS) capable of bandwidth scalable sub-ns optical switching. This
represents an important sub-system within a burst mode transmitter, which
has been shown in chapter 3 to limit performance within wavelength-routed
optical burst switching (WROBS) networks. The other important sub-system
within a transmitter is the modulator. It was highlighted in section 3.4 that the
modulator must provide spectrally efficient data encoding while maintaining
a low modulation loss; this is particularly important in unamplified WROBS
networks where the transceiver link budget can determine system scalability.
To this end, in this chapter a novel transmitter architecture is proposed.
The architecture employs a low-loss modulation stage that can increase the
power available at the receiver. The transmitter is optimised to account for
modulation quality, launch power, receiver noise, and signal-signal beating
interference (SSBI); this represents a holistic view of transceiver design that
accounts for the whole transmission channel. The transmitter is evaluated
through simulation and experiment, demonstrating the potential to significantly improve transceiver loss budget while suppressing non-linear receiver
effects.

6.1
6.1.1

Design of the split-carrier transmitter
Design motivation

For transmitters that do not use a booster amplifier, the continuous wave laser
power in dBm required for successful transmission is given by
PCW,req = Pmod,loss + Plink,loss + PRx,req ,

(6.1)
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where Pmod,loss is the modulator loss in dB, Plink,loss is the link transmission
loss in dB (a summation of the losses from passive devices in the link, e.g.
fibre), and PRx,req is the power required at the receiver, in dBm, for a specified
target bit error rate (BER). By expressing PCW,req in this way, Eq. (6.1) is
analogous to system loss budget, which is simply the difference between the
continuous wave (CW) power deployed (typically a fixed value, determined
by the laser source in use) and PCW,req . Therefore, improvements to the link
budget require improvements to the constituent elements of Eq. (6.1).
If Plink,loss is considered fixed, PCW,req is determined by Pmod,loss and
PRx,req . Previous works have investigated methods to decrease PRx,req towards
its fundamental limits [417, 418, 332]; this is also examined within this chapter through simulation of receiver noise contributions in section 6.3.1. On the
other hand, improvements to the modulator usually only consider the characteristics of insertion loss, extinction ratio and bandwidth, and do not consider
the performance of the whole transmission link. This indicates there is the potential to improve overall performance if sub-systems are designed holistically,
targeting a specific use case.
Therefore, this work proposes a new approach to modulator design by
using a split-carrier transmitter (SCT) architecture. The SCT aims to optimise performance for the complete transceiver, rather than just the modulator
itself. This is achieved by routing a portion of the optical carrier around the
modulator through a bypass waveguide, significantly reducing Pmod,loss , and
increasing the power available at the receiver. This can be beneficial to systems that require linear reception profiles such as those using Nyquist pulse
shaping; this is discussed further in section 6.1.3.
To demonstrate the optimisation of the modulator for overall system performance, a simplified, point-to-point, intensity modulated with direct detection (IM-DD) intra-data centre link is considered. The link consists of
a SCT (composed of a CW laser and a modified modulator) operating at
112 Gb/s/λ, 2 km of standard single mode fibre (SSMF), and a single-ended
positive-intrinsic-negative (PIN) photodiode receiver. The design principle of
the SCT, and its potential benefits to such a transmission system, are discussed
in the next subsection.

6.1.2

Principle of operation

The proposed design of the SCT is shown in Fig. 6.1. The CW laser is split
into an upper carrier branch and a lower signal branch. The signal branch is
passed through a modulator operating in the linear regime, creating a high
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signal-to-noise ratio (SNR) carrier-suppressed signal. After modulation, the
carrier and signal branches are coherently recombined to form a self-homodyne
transmitter. This signifies that the carrier is at the centre of the modulated
signal spectrum. The SCT is well suited for photonic integration, which ensures polarisation alignment between the carrier and signal branches. A phase
controller, such as a heating element, may also be required to ensure the carrier
and signal tones are in phase when recombined.

Phase Shifter

φ
Modulator
Laser

λ

I,Q
CW
power

Transmitter output
DAC

Figure 6.1: Principle of the split-carrier transmitter. The laser is split into two
branches: an upper carrier branch (purple) and a lower modulated signal branch
(orange). When recombined, the branches form a self-homodyne signal with reduced
loss. CW: continuous wave. DAC: digital-to-analogue converter.

The primary advantage of this design is that the carrier branch avoids all
losses associated with modulation; the power that is saved in the carrier tone
can be transferred back to the signal when received through direct detection
(DD). The amount of power saved is determined by the coupling ratio used
when the CW laser is split and recombined, which also sets the carrier-tosignal power ratio (CSPR). A coupling ratio that favours the carrier branch
will decrease the transmitter power lost to the modulator, improving the loss
budget. The power of the carrier tone, Pcarrier , and the signal tone, Psignal , can
be expressed as
Pcarrier = PCW − 20 log10 (Ccc ),

Psignal = PCW − 20 log10 (1 − Ccc ) − Pmod,loss ,

(6.2)

where PCW is the CW power in dBm, and Ccc is the carrier coupling coefficient.
This determines the fraction of power routed through the carrier branch, and
takes a value between 0 and 1 (with 0.5 representing a 3-dB coupler). Eq (6.2),
therefore, varies with 20 log10 (Ccc ) as the coupler loss is applied twice, both
before and after the modulator. Taking the difference of the terms in Eq. (6.2),
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the CSPR ratio is defined in dB as
CSPR = Pcarrier − Psignal ,

= 20 log10 (Ccc ) − 20 log10 (1 − Ccc ) + Pmod,loss .

(6.3)

Using Eq. (6.2), the total loss across the SCT can be defined as
PSCT,loss = PCW − 10 log10 (10Pcarrier /10 + 10Psignal /10 )

= −10 log10 (10−2 log10 (Ccc ) + 10−2 log10 (1−Ccc )−Pmod,loss /10 ).

(6.4)

For typical Pmod,loss values, the first term of Eq. (6.4) dominates, such that the
loss across the SCT is dictated by Ccc . To visualise this information, Eq. (6.2)
and Eq. (6.4) are plotted in Fig. 6.2 as Ccc is varied from 0.5 to 1 for a SCT
with a typical modulator loss of 10 dB.
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Figure 6.2: Relationship between the carrier coupling coefficient, the CSPR and
the loss across the transmitter, for a modulator loss of 10 dB.

Fig. 6.2 shows that increasing the carrier coupling coefficient reduces the
overall transmitter loss and increases the CSPR. It was shown in chapter 2
section 2.7.2 that a high CSPR reduces the effect of SSBI, aiding the recovery
of phase-encoded IM-DD data. However, if the signal branch power is too low,
the signal is corrupted by receiver noise. The carrier coupling coefficient must,
therefore, be balanced to jointly optimise the power at the receiver and the
CSPR. This relationship is quantified in section 6.3.2.

6.1.3

Bias procedure

A further conclusion that can be drawn from Fig. 6.2 is that the SCT brings
the most benefit to a modulation scheme that requires a high CSPR, as it is in
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this regime that the transmitter loss is lowest. High CSPR requirements are
frequently found in DD Nyquist-shaped modulation formats, where a highlylinear modulation response is required in order to reconstruct the time-domain
sinc function [419]. To achieve this response in a DD system, a simple intensity
modulator is biased at its quadrature point. This is illustrated in Fig. 6.3(a),
where a 4-level pulse amplitude modulation (PAM-4) signal is overlaid on a
Mach-Zehnder modulator (MZM) transfer function. By biasing at the quadrature, carrier power Pc can pass through the modulator. The signal itself is
modulated uniformly around this bias point, and for best performance should
not extend into the nonlinear transfer regions close to 0 and Vπ volts [420, 421].
Typical demonstrations of Nyquist-shaped, quad-biased transmission require
CSPRs of 9 dB and greater before any SSBI correction is applied [330, 329,
420, 422, 421]. As the carrier power is fixed at Pc , these high CSPRs can only
be reached by limiting the signal driving voltage.

P

P

(a)

(b)

Pc

0

½Vπ

Vπ

V

0

Vπ

V

Figure 6.3: Illustration of a PAM-4 signal modulated using a MZM biased at the
quadrature point, (a), and the null point, (b). In (a), carrier power Pc is allowed
through the MZM as part of the signal waveform, all shown here in orange. In
(b), the MZM attenuates the intrinsic carrier and instead a strong carrier tone is
provided by the SCT, shown in purple.

This problem can be avoided by biasing the MZM at its null point. In this
case, the modulator heavily suppresses the optical carrier and the signal waveform is modulated symmetrically around Vπ . this is illustrated in Fig. 6.3(b),
where the signal waveform, shown in orange, can be strongly driven around
Vπ while remaining linear. However, without an intrinsic optical carrier inserted at the transmitter, the PAM-4 symbols with equal amplitude cannot be
distinguished when detected using a single-ended photodiode. This is solved
by using the SCT, which provides a strong, phase-synchronous carrier term
separate from the modulation procedure, shown in purple in Fig. 6.3(b). Fur-
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thermore, the power of this carrier tone can be varied separately from the
signal, meaning the driving signal amplitude does not need to be compromised
to reach a target CSPR.
To perform a like-for-like comparison between the setups shown in
Fig. 6.3(a) and (b), Nyquist-shaped 56 GBd PAM-4 was selected as a spectrally
efficient IM-DD format previously proposed for 112 Gb/s data centre links
[417]. For the MZM-based demonstrations in this chapter, the quadraturebiased Nyquist-shaped 56 GBd PAM-4 (i.e. Fig. 6.3(a)) was used as the
comparison case. In contrast, the SCT Nyquist-shaped 56 GBd PAM-4 (i.e.
Fig. 6.3(b)) was set to operate at the MZM null point.

6.1.4

Phase-encoded modulation

Just like a conventional modulator biased at its quadrature point, the SCT
generates a self-homodyne signal. Therefore, it is possible to implement advanced modulation formats such as quadrature amplitude modulation (QAM),
as introduced within section 2.7.2. When received through DD, beating between the carrier and signal tones allows for the recovery of the phase-encoded
information; the mathematics of this process is given in section 2.8.1. In this
work, Nyquist-shaped subcarrier modulation (N-SCM) 16-QAM is also tested
to compare against Nyquist 56 GBd PAM-4 and better understand the impact
of CSPR on performance. For transmission links in the C-band, over which
chromatic dispersion can be significant, single sideband modulation has been
proposed as it allows for chromatic dispersion compensation [423, 424, 420,
422, 421, 332]. However, this is not necessary for intra data centre links, for
which transmission distances of up to a few kilometres are considered (see section 2.1.2.4). For example, dispersion-related penalties over 2 km transmission
links for Nyquist-shaped 56 GBd signals can be kept below 1 dB [425]. As dispersion compensation is not required over these distances, it is possible to use
double sideband (DSB) modulation with N-SCM QAM signals, which offers
an SNR improvement over single sideband modulation in terms of back-toback (BTB) performance [426]. Furthermore, DSB signals can be generated
using a single-drive MZM, as shown in Fig. 2.23, keeping system hardware
requirements comparable with Nyquist 56 GBd PAM-4.
The generation procedure in the frequency domain for DSB N-SCM is
shown in Fig 6.4. A root-raised cosine filter (RRC) filter is applied to a digital
QAM signal, improving the spectral efficiency. The signal is then upconverted
to a subcarrier frequency fsc , creating a DSB signal which can be generated
using a single MZM. The upconversion can be performed using either a digital
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subcarrier tone before generation by the digital to analogue converter (DAC),
or an analogue radio frequency (RF) mixer afterwards.
(a)

(b)

0

fb

λ
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Figure 6.4: Generation procedure for double sideband Nyquist-shaped subcarrier
modulation. The baseband unshaped QAM signal at a symbol rate of fb , (a), is
Nyquist shaped using an RRC filter, (b), then upconverted using subcarrier frequency fsc to a DSB signal, (c). The two sidebands in (c) are Hermitian symmetric,
forming a real signal that can be generated using an intensity modulator.

6.2

Experimental Setup

The ideal implementation of the SCT would be as an integrated photonic
chip. This would ensure polarisation and phase matching between the carrier
and signal branches using the simplest hardware. To emulate the desired
integrated design as closely as possible, a dual-polarisation (DP) in-phase and
quadrature (IQ) MZM (DP-IQ MZM) was used. The experimental setup used
to achieve this is shown in Fig. 6.5. An external cavity laser (ECL) with
16 dBm output power and linewidth of approximately 100 kHz, emitting at
1552 nm, was directed through a variable optical attenuator (VOA) and into
a DP-IQ MZM. The DP-IQ MZM was rated to support a minimum 3 dB
electro-optic bandwidth of 35 GHz, an optical extinction ratio greater than
26 dB, a polarisation extinction ratio of at least 25 dB, and an optical insertion
loss of 9 dB when biased at the transmission maximum. The Y-polarisation
branch of the modulator was driven using a 92 GS/s DAC, generating the
signal waveform under test, biased at the null. The signal branch and data are
shown in orange in Fig. 6.5. The X-polarisation of the DP-IQ MZM was biased
at the IQ-modulator’s transmission maximum to allow as much of the carrier
tone through as possible, shown in purple. The X- and Y-polarisations were
then recombined using a polarisation beam combiner (PBC) co-packaged with
the DP-IQ MZM. In this way, an integrated SCT was emulated that ensures
polarisation and phase stability, contrasting with previous works which used
discrete components [424, 427].
A short-coming of this design is that the carrier and signal tones exit the
DP-IQ MZM on orthogonal polarisations; this is illustrated isometrically in
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Figure 6.5: Experimental setup used to demonstrate the functionality of the SCT.
A dual-polarisation IQ MZM (DP-IQ MZM) was used to emulate the integrated
photonic chip design required by the SCT. A polarisation controller (PC) and linear
polariser (LP) were used to recombine the carrier tone (purple) and signal tone
(orange) while simultaneously controlling the CSPR.

Fig. 6.5. To correct this, the light was passed through a polarisation controller
(PC) followed by a linear polariser (LP) with an extinction ratio of 30 dB. By
manually rotating the PC, a proportion of the carrier and signal tones were
both allowed through the LP, after which they were polarisation matched. This
setup provided two advantages. Firstly, a single-polarisation, phase-matched
transmitter output was achieved. Secondly, the CSPR could be continuously
adjusted by rotating the PC, dictating the combined proportion of carrier
and signal powers. The combined output was viewed using a optical spectrum
analyser (OSA) with 0.01 nm resolution, from which was used to set the CSPR
as required. This setup permitted fine, continuous control of the CSPR, a
feature noted in section 6.1.2 as a key advantages of the SCT. In a purpose
built, integrated SCT, the use of a PC and LP would not be required as the
carrier and signal tones would be directly recombined in the same polarisation.
In this case, CSPR can be set using the phase shifter shown in Fig. 6.1. It
should be noted that the emulated setup used here could be achieved more
simply using a single polarisation IQ MZM and modulating only one arm
while strongly biasing the other; however a MZM of this type with sufficient
bandwidth was not available at the time of the experiment.
The single polarisation SCT output was then passed through 2 km of
SSMF prior to detection with a 40 GHz bandwidth PIN photodiode. Following
photodetection, the signal was amplified using an RF amplifier with 17 dB gain
and 6 dB noise figure. Finally, the signal was digitised using a 80 GS/s, 33 GHz
analogue-to-digital converter (ADC) before the offline digital signal processing
(DSP) was performed.
Two modulation formats were tested with the SCT. These were selected
to highlight the advantages of using the SCT with formats that require a lin-
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ear reception profile, and formats that require carrier-signal beating to recover
phase encoded data. The first was the 56 GBd Nyquist-shaped PAM-4 waveform, referred to here as SCT-PAM-4. This waveform was selected for direct
comparison against the conventional quad-biased 56 GBd PAM-4 format (see
Fig. 6.3). the DSP used to generate this format is shown in Fig. 6.6(a). A
216 De Bruijin sequence was mapped to PAM-4 symbols and subsequently
shaped using a Nyquist RRC filter with a roll off factor of 0.01. This was then
uploaded to the DAC for transmission. Both arms of the Y-polarisation IQ
modulator were driven with the same DAC signal, ensuring all light passing
through the signal branch was modulated identically. The two Y-polarisation
signal bias ports were biased at their null points, with the phase bias set to
maximise constructive interference. At reception, a 218 bit capture was saved
for offline processing. The DSP used to achieve this is shown in Fig. 6.6(b).
The received signal was normalised then passed through a matched filter before
being resampled to two samples per symbol. A 21-tap decision-directed least
means squared (LMS) filter was used to recover the PAM-4 signal and account
for frequency roll-off. The resulting received spectrum and eye diagram are
shown in Fig. 6.7. Following this, the symbols were demapped and a bit-to-bit
comparison of transmitted and recovered bits was performed to measure the
BER.

(b)

Figure 6.6: Transmitter (a) and receiver (b) DSP used for the SCT-PAM-4, the
SCT-16-QAM, and the QB-PAM-4. A digital clock tone was used to up- and downconvert the data to the subcarrier for the SCT-16-QAM before demapping. These
steps were not required by the PAM-4.

The second modulation format tested with the SCT was a 28 GBd DSB
N-SCM 16-QAM signal (SCT-16-QAM). This was selected to demonstrate the
phase stability of the SCT and its usefulness in supporting advanced modulation formats. To keep the systems under test as similar as possible, the DSP
used to generate the SCT-16-QAM was kept largely the same as that used
for the SCT-PAM-4. However, to encode the complex IQ signal onto a real
waveform, the baseband Nyquist signal was digitally upconverted using a sub-
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carrier frequency, fsc , of 15.75 GHz, corresponding to a subcycle ratio (fsc /fb )
of 0.5625. This value was chosen for experimental ease, as it places a 3.5 GHz
gap between the sidebands, while ensuring an integer number of subcycles
have been performed across the whole of the De Bruijin sequence; that is,
pattern length × subcycle ratio = round(pattern length × subcycle ratio). This
allowed for BER analysis across multiple neighbouring sequences within the
large single capture of 218 bits, improving result accuracy. Similarly, the received signal was digitally downconverted using a second 15.75 GHz clock tone.
As before, the signal was matched filtered and resampled, then passed through
an adaptive constant modulus equaliser. Due to the use of self-homodyne detection there was no residual phase noise; therefore, no carrier phase recovery
was required. Instead, as part of the equalisation process, the 16-QAM constellation was rotated by a constant phase offset. This was followed by symbol
demapping and finally, the BER estimator. The resulting received spectrum
and constellation diagram are shown in Fig. 6.7.

Figure 6.7: Received signal spectra under test with corresponding modulation
formats, received at 0 dBm. The post-equaliser Nyquist 28 GBd DSB 16-QAM
(orange) occupies 60 GHz of bandwidth, while the post-equaliser Nyquist 56 GBd
PAM-4 (purple) occupies 56 GHz. Both signals were generated using similar equipment and DSP. The PAM-4 was tested using the SCT as well as a quad-biased
MZM.

To contrast the proposed SCT with a conventional transmitter design,
a quadrature-biased 56 GBd Nyquist-shaped PAM-4 signal (QB-PAM-4) was
also generated. As with the SCT, the PAM-4 signal was Nyquist-shaped with
a roll-off factor of 0.01 and was applied to just the Y-polarisation of the DP-IQ
MZM. As before, both arms of the Y-polarisation IQ modulator were driven
with the same signal, with the phase bias set to ensure full constructive interference. Both bias ports of the signal driving arms were biased at their
quadrature points such that a CSPR of 12 dB was set; this value was selected
to optimise the received signal in terms of BER. The X-polarisation IQ mod-
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ulator was biased at the null point. After the modulator, the signal passed
through the PC and LP to ensure complete suppression of the X-polarisation
carrier, before being passed though the 2 km of SSMF. Following detection, a
21-tap decision-directed LMS filter was used to recover the PAM-4 signal. In
this way, the SCT-PAM-4, SCT-16-QAM and the QB-PAM-4 were all generated using the same modulator, with similar bandwidth and DSP requirements,
validating side-by-side comparison.

6.3

Simulation and experimental results

6.3.1

Performance with received optical power

The performance of the SCT-PAM-4, SCT-16-QAM and QB-PAM-4 systems
were first compared through Monte-Carlo simulation. A description of the
Monte-Carlo methods applied is given in appendix E, along with the mathematics used to model the fibre and receiver effects. The DSP steps shown
in Fig. 6.6 were used for signal generation and reception. Shot and thermal
noise contributions were modelled at the photodiode assuming a dark current
value of 10 nA and device temperature of 298 K, typical of commercial devices [428]. A responsivity of 0.6 A/W was used to match the photodiode
used in experiment. In the 2 km transmission case, the effects of dispersion
were modelled using a dispersion parameter of 16 ps/(nm·km). For the SCT
results, the CSPR was optimised for each received power by sweeping a range
of CSPRs and selecting the best result; this is discussed in more detail in section 6.3.2. The ideal case performance of each system was considered first by
ignoring practical effects such as electronic transmitter noise, frequency rolloff and electronic noise from the RF amplifier. For this ideal case assessment,
the QB-PAM-4 was also swept through a range of CSPR values and the best
measurement selected. The results for the BTB and 2 km cases including the
hard decision forward error correction (HD-FEC) threshold [429] at a BER of
3.8 × 10−3 are shown in Fig. 6.8(a) and (b), respectively. In both Fig. 6.8(a)
and (b), the SCT-PAM-4 and QB-PAM-4 systems are predicted to perform
identically; this is expected behavior as the waveforms generated in each case
are, fundamentally, identical. The ideal-case SCT-16-QAM is seen to experience a 0.3 dB penalty compared to the PAM-4 formats; this is caused by
SSBI.
Following this, an experimental comparison was carried out using the
testbed described in section 6.2. For the two SCT formats, the CSPR was
swept through a range of values to optimise the performance at each received
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Figure 6.8: Ideal simulation, practical simulation, and experimental results for the
SCT-PAM-4, SCT-16-QAM and QB-PAM-4 112 Gb/s systems in BTB (a) and over
2 km (b). The ideal case excludes transmitter noise, bandwidth limitations and RF
amplifier noise.

power. The received power was fixed during each of these sweeps using the
VOA shown in Fig. 6.5. The QB-PAM-4 transmission was set to a fixed CSPR
of 12 dB as described in section 6.2. The results of this experiment are shown in
Fig. 6.8 as markers. Practical simulation results are overlaid for comparison as
solid lines. Frequency roll-off was simulated using a 5th-order Bessel electrical
low-pass filter with 28 GHz bandwidth at the transmitter and receiver. To
model transmitter noise, an optical signal-to-noise ratio (OSNR) of 26 dB was
set for all signal data. When modelling the SCT, the carrier optical source
was set to a finite OSNR of 40 dB, estimated by measuring the un-modulated
signal after the DP-IQ MZM on an OSA at a 0.1 nm resolution. Thermal
noise equivalent to the RF amplifier noise figure of 6 dB was also included
[92]. A fixed CSPR of 12 dB was set for the QB-PAM-4 system, matching the
experiment.
From Fig. 6.8(a) and (b), it can be seen that the practical simulation
results agree well with the experimental data. Comparing the ideal vs experimental SCT formats, a 4.0 dB penalty is measured for the SCT-PAM-4, while
the SCT-16-QAM experiences a 4.5 dB penalty. The most significant contribution to these penalties was determined, through simulation, to be from the
6 dB noise figure of the RF amplifier, which accounts for 3 dB of the difference
between ideal and practical results in both systems. Both systems suffer a fur-
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ther 0.5 dB penalty due to the finite OSNR of the split-carrier. Transmitter
noise and bandwidth roll-off account for the final 0.5 dB of penalty for the
SCT-PAM-4, which grows to 1.0 dB for the SCT-16-QAM due to additional
attenuation experienced in the 28-30 GHz frequencies.
The QB-PAM-4 outperformed the SCT at received powers above −7 dBm,
reaching a minimum penalty of 3.5 dB vs the ideal case at a BER of 4.8 × 10−4 .
Similarly to the SCT results, 3 dB of this is attributed to the RF amplifier
and 0.5 dB to transmitter impairments, allowing the QB-PAM-4 to outperform
the SCT by avoiding additional noise from the split-carrier. The performance
of the QB-PAM-4 system decreased at lower received powers due to its fixed
CSPR, well modelled in the simulation. All the tested formats reached an error
floor at a BER of 1.5 × 10−4 due to the finite performance achievable from our
transceiver subsystems.
From Fig. 6.8(b), it can be seen that the QB-PAM-4 transmission after
2 km reaches the HD-FEC threshold at −5.3 dBm. Accounting for the 3 dB
penalty attributed to the RF amplifier used in this experiment, this result is
observed to be in good agreement with 56 GBd PAM-4 results in the literature
[418, 430]. The QB-PAM-4 results presented in this paper are therefore considered a valid comparison case for assessing the SCT’s performance. Fig. 6.8(b)
also shows the SCT-PAM-4 reaches the HD-FEC threshold at −5.0 dBm, a
penalty of just 0.3 dB. This result demonstrates that the SCT can be considered competitive with QB-PAM-4 in terms of received optical power, while
making all of the loss budget gains discussed in section 6.1.2. These gains
are quantified in section 6.3.3. The experimental SCT-16-QAM results see a
1.1 dB penalty, consistent with the differences observed in Fig. 6.8(a). The
results presented in Fig. 6.8 are summarised in Table 6.1, which records the
received powers required by each format to reach the HD-FEC threshold.
Table 6.1: Received powers required to reach HD-FEC performance in Fig. 6.8

Format
QB-PAM-4
SCT-PAM-4
SCT-16-QAM

6.3.2

BTB (dBm)
ideal
measured

2 km (dBm)
ideal
measured

−9.4
−9.4
−9.1

−9.1
−9.1
−8.8

−5.7
−5.4
−4.6

−5.3
−5.0
−4.2

Performance with carrier-to-signal power ratio

As discussed in section 6.1.2, the CSPR must be optimised in order to minimise signal-signal beating interference while preventing transceiver noise from
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dominating. To quantify this, CSPR was swept through a range of values and
BER measured for five different received powers for both of the SCT systems
under test. The results for the SCT-PAM-4 are shown in Fig. 6.9 along with
simulated performance. Good agreement is observed between the simulated
and experimental results, with the deviation observed at higher CSPRs attributed to inaccurate setting of the CSPR. Experimental eye diagrams are
overlaid at a received power of −3 dBm to visualise the effect of CSPR on signal integrity. At the relatively low CSPR of 7 dB, the eye diagram is observed
to be squashed, closing the lower eyes. This is attributed to the non-linear
response of the receiving photodiode. At the high CSPR of 19 dB, the eye
diagram is symmetric, indicating the receiver response is linear; however, the
eyes are less open. This is due to insufficient power being passed to the modulator, producing an excess of transceiver noise, uniformly affecting the signal.
Between these two extremes the optimum CSPR is shown at 13 dB; here the
eye diagram is seen to be mostly linear, with the most open eyes.
Overlaid on Fig. 6.9 is a dotted line marking the progression of optimum
CSPR as received power increases. The experimental data points closest to
this optimum are the data shown previously in Fig. 6.8(a). Across the 5 dB of
received powers measured, the optimum CSPR increases by 4 dB, showing that
the SCT mostly benefits by adding power to the carrier branch rather than
the signal. This indicates that it is only necessary to have sufficient signal
power to overcome transceiver noise; once that has been achieved extra power
should be allocated to the carrier in order to improve linearity and benefit
from signal-carrier beating.
The CSPR dependence of the SCT-16-QAM system was also investigated
through simulation and experiment, using the same method described for the
SCT-PAM-4 results above. These results are shown in Fig. 6.10. Again, good
agreement is observed between the simulated and experimental results, with
the deviation observed at higher CSPRs attributed to inaccurate setting of
the CSPR. Experimental constellation diagrams for a received optical power
of −2 dBm are also shown. At the relatively low CSPR of 11 dB the constellation is observed to be distorted, with the high amplitude points pulled
towards the centre. This is attributed to SSBI. At a CSPR of 20 dB, the
SSBI distortion is negligible. However, the overall noise present is uniformly
higher, representative of the signal tone being lost to transceiver noise. The
constellation at 15 dB shows the optimum position.
As with Fig. 6.9, the dotted line overlaid on Fig. 6.10 marks the optimum
position for each received power; the data along this line are the same points
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Figure 6.9: Simulated and experimental BTB performance of the SCT-PAM-4
with varied CSPR for range of received powers. The dotted black line highlights
the trend of optimum CSPRs across the different received powers. Experimental
constellation diagrams for the −3 dBm data at CSPRs of 7 dB, 13 dB and 19 dB
are also included, showing how CSPR effects signal quality.

plotted in Fig. 6.8(a). Noting the linearity of this line, it is observed that as the
received power increases, the optimum CSPR also increases correspondingly.
As with the data shown in Fig. 6.9, it is observed that as the available optical
power increases, it is always advantageous to place it in the carrier branch
in order to keep SSBI to a minimum. From this conclusion the value of the
SCT design becomes apparent, as higher CSPRs result in lower transmitter
loss, which in turn increases received power (see Fig. 6.2). It should also be
noted from both Fig. 6.9 and Fig. 6.10 that the BER of the system varies
slowly around the optimum value, meaning exact calibration of the CSPR is
not critical. Expanding on this, increasing the CSPR by 1 dB will have a
small effect on performance with respect to transceiver noise, but will allow
∼1 dB more optical power onto the receiver, improving performance. The true
optimum performance is therefore not defined by received optical power, but
by the CW power available. This is investigated in section 6.3.3.
Comparing Fig. 6.9 and Fig. 6.10, it is apparent that for a given target
performance, the SCT-PAM-4 requires a lower CSPR than the SCT-16-QAM.
This is particularly clear when considering the −4 dBm result in Fig. 6.9 to
the −3 dBm result in Fig. 6.10, both of which just reach a BER of 1 × 10−3 at
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Figure 6.10: Simulated and experimental BTB performance of the 28 GBd, 16QAM SCT with varied CSPR for range of received powers. The dotted black line
highlights the optimum CSPR for each received power. Experimental constellation
diagrams for the −2 dBm data at CSPRs of 11 dB, 15 dB and 20 dB are also
included, showing the effect of SSBI and transmitter noise on the signal.

their optimum CSPRs. The SCT-PAM-4 reaches its optimum at a CSPR of
12 dB, while the SCT-16-QAM requires 14 dB. The higher CSPR requirement
of the SCT-16-QAM can be attributed to its need to recover three amplitude
levels and three phase-states per quadrature, in comparison to the simpler 2
amplitude levels of the SCT-PAM-4. This difference is important for the same
reason discussed in the previous paragraph - that, in the case of the SCT,
a higher CSPR equates to a lower transmitter loss. Therefore, although it
has been established in section 6.3.1 that the SCT-PAM-4 outperforms the
SCT-16-QAM by 0.8 dB in terms of received power, for a fixed CW power the
SCT-16-QAM setup will have close to 2 dB more optical power available at
the receiver. This again emphasises the importance of analysing the SCT for
a fixed CW power, as performed in section 6.3.3.

6.3.3

Performance with continuous wave power

In section 6.1.2, it was explained how the SCT’s carrier coupling coefficient
determines both the CSPR and the received optical power; i.e. one cannot be
varied without changing the other. Furthermore, section 6.3.2 demonstrates
that both these terms effect the final BER. It is therefore insufficient to assess
the transmitter performance in terms of the traditional metric of received
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power. Instead, the required metric is how the transmitter performs for a
fixed CW power, which is of course the conserved quantity in a real system.
To reiterate, the CW power is the optical power emitted by the laser before any
modulation or splitting, as indicated in Fig. 6.1. It is this value that must be
optimised for by varying the carrier coupling ratio. It was not possible to vary
the carrier coupling coefficient of the DP-IQ MZM used in this experiment;
however, the simulation results presented in Fig. 6.9 and Fig. 6.10 show good
agreement with experiment, particularly around the optimum performance
points. Therefore, further Monte-Carlo simulations were carried out for a
range of fixed CW powers, using Eq. (6.3) and Eq. (6.4) to determine the
received optical power corresponding to each CSPR. The results for the SCTPAM-4 system are shown in Fig. 6.11. As before, a dotted line is overlaid to
mark the optimum CSPR for each CW power. Simulated eye diagrams for a
CW power of 1 dBm are also overlaid to show the expected signal integrity
as CSPR is varied. Note that compared to Fig. 6.9, the CSPR for a target
performance is considerably higher when the CW power is fixed. This can be
appreciated by comparing the −3 dBm result plotted in Fig. 6.9 to the 1 dBm
result shown in Fig. 6.11, both of which reach an optimum BER at around the
3 × 10−4 level. For a fixed received power (Fig. 6.9), the SCT-PAM-4 requires
a CSPR of 13 dB; however, this rises to 16 dB when the CW is fixed (Fig. 6.11).
This is a significant result, as it shows that using a higher CSPR is actually a
better use of the finite CW power provided to the SCT, despite this ratio being
non-optimal in terms of received power. This is indicative of the end-to-end
transceiver optimisation targeted in this work.
The same simulation procedure was carried out using the SCT-16-QAM
format for a set of fixed CW powers; the results are shown in in Fig. 6.12. These
results are similar to the SCT-PAM-4 results presented in Fig. 6.11, with an
optimum CSPR of 16 dB used to reach an BER of 4 × 10−4 with 1 dBm of
available power. This contrasts with the comparisons made in section 6.3.1,
where the SCT-PAM-4 outperformed the SCT-16-QAM by 0.8 dB, and also the
results presented in section 6.3.2, where a 2 dB difference in CSPR was noted.
This again shows that the SCT performs best when used with high CSPRs,
where the performance in terms of received optical power is compromised to
minimise modulator loss. Therefore, it is once again observed that superior
link performance can be achieved by considering the interaction of all the
transceiver subsystems.
By selecting the optimum values at each CW power in Fig. 6.11 and
Fig. 6.12, the optimum performance of the SCT can be plotted as a function
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Figure 6.11: Simulated BTB performance of SCT-PAM-4 for a range of CW powers. By varying the CSPR (analogous to changing the carrier coupling ratio) the
performance can be optimised for received power, nonlinearity and transmitter noise.
Simulated eye diagrams for a CW power of 1 dBm are included to visualise the effect
of CSPR on signal quality.

of the CW power available. This measure accounts not just for the effects
of CSPR and received optical power, but all other losses in the system, as
shown in Eq. (6.1). This is the most useful metric for the SCT, as it can
be compared directly against alternative designs, such as QB-PAM-4, which
are also constrained by CW power. Fig. 6.13 plots this comparison, where
an illustrative modulator loss of 10 dB is set for the SCT-PAM-4, the SCT16-QAM and the QB-PAM-4 systems. A measured Plink,loss of 0.5 dB is also
included for all systems in the 2 km case, accounting for fibre and connector
loss. All curves are informed by the experimental performance values presented
in Fig. 6.8. In fact, the QB-PAM-4 results are the same data as presented in
Fig. 6.8, with the losses simply added to infer the required CW power. The
SCT results, meanwhile, use the experimentally-validated simulation results
from section 6.3.2 to optimise for modulation loss and receiver performance.
Ideal coupling losses are assumed, as described by Eq. 6.4. The CW powers
required by each format to reach the HD-FEC BER are recorded in Table 6.2.
From Fig. 6.13, both SCT formats are observed to perform nearly identically, with a difference of 0.2 dB. This shows the performance of a wellcalibrated SCT to be relatively format independent, even given the differences
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Figure 6.12: Simulated BTB performance of the 28 GBd, 16-QAM SCT for a
range of CW powers. By varying the CSPR (analogous to changing the carrier
coupling ratio) the performance can be optimised against received power, SSBI and
transmitter noise. Simulated constellation diagrams for a CW power of 1 dBm are
included to visualise the trade off between SSBI and transmitter noise.
Table 6.2: Continuous wave powers required to reach HD-FEC performance in
Fig. 6.13

Format
QB-PAM-4
SCT-PAM-4
SCT-16-QAM

BTB (dBm)

2 km (dBm)

4.3
−0.9
−0.7

5.2
0.0
0.2

in received power performance presented in Fig. 6.8(b). This convergence
can be considered an expected result. The fundamental differences between
the modulation formats, outlined in section 6.3.1, are attributed to SSBI and
transmitter impairments such as finite modulation bandwidth. When the SCT
adopts a large CSPR the power at the receiver increases and the receiver is
linearised. Therefore, SSBI is reduced and receiver-related impairments, such
as shot and thermal noise, dominate. These are common to all the modulation
formats discussed here, and so their relative differences are suppressed.
When compared to the QB-PAM-4 system, Fig. 6.13 shows that the SCTPAM-4 achieved the same performance over 2 km while using 5.2 dB less CW
power. This is equivalent to a 5.2 dB improvement in loss budget for this
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Figure 6.13: Simulated BTB and 2 km performance for a given CW power of
the SCT-PAM-4, the SCT-16-QAM, and QB-PAM-4 systems. Both SCT formats
have been optimised for CSPR at each point, based on the experimentally measured
results in section 6.3.2. The SCT-PAM-4 is observed to outperform the QB-PAM-4
system by 5.2 dB, and is HD-FEC ready with only 0 dBm CW power. The ideal
carrier:signal coupling coefficients required to reach target performance levels are
also shown.

112 Gb/s link, a significant improvement given the similar levels of hardware
and identical DSP between the two systems.
Furthermore, the SCT-PAM-4 simulation reaches the HD-FEC threshold
at a CW power of 0 dBm. This exceptionally low power requirement raises
the possibility of using ultra-low complexity laser sources with limited output
powers, such as vertical cavity surface emitting lasers, or using a single highpower laser to power multiple modulators. This could be important for future
electrical datacentre switches, where on-board co-packaged optical transmitters will be densely packed around an integrated circuit, each requiring an
external optical power supply [285, 72].
Fig. 6.13 also shows the carrier-to-signal coupling ratios required to
achieve specific BER performance targets. At the HD-FEC threshold this
value is 64:36, where 65:35 results in an optimum BER of 1 × 10−3 . Given the
sensitivity of the optimum BER to this ratio, it is likely advisable to aim for
a marginally higher carrier coupling coefficient to leave room for manufacturing variation, additional path loss, and unideal coupling losses (not included
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within this simulation). Overall, this 5.2 dB improvement represents a 70%
reduction in the laser power required for a 112 Gb/s link, reducing the power
requirements of optical intraconnects that are ubiquitous in the data centre
environment.

6.4

Self-suppression of SSBI using the SCT

The results presented with section 6.3 have demonstrated that the SCT is able
to significantly reduce modulation loss with limited performance penalty at the
receiver, improving link loss budget. A key result from section 6.3.3 is that
the SCT performs best when operating within the high CSPR regime, avoiding
SSBI and linearising the receiver. This suggests that the SCT is not limited
by SSBI, which contrasts to N-SCM systems that use a traditional modulator.
Such systems often seek to use linearisation DSP to mitigate SSBI, offering
SNR gains of >4 dB [431, 330, 432, 331]. Of these, the Kramers-Kronig receiver
is seen as a particularly promising solution for 100 Gb/s/λ links as it is able to
fully correct SSBI without iterative processing [329, 424, 332]. However, these
methods are often computationally intensive, such that more recent research
has focused on simplification of the DSP [334]. Alternatively, SSBI cancellation
using optical hardware has been proposed [433, 434]. For instance, it has
been shown that by applying a powerful carrier tone at the receiver, SSBI can
be suppressed without any linearisation DSP [435]. However, these methods
can require polarisation management as well as additional optical sources and
photodiodes.
Here the potential advantage of the SCT becomes clear. By routing a
portion of the transmission laser power around the modulator before recombining, a powerful, polarisation- and phase-matched carrier tone is added to
the signal with minimal hardware modifications, contrasting with the receiverside correction demonstrated in [435]. To test the effectiveness with which
the SCT naturally suppresses SSBI, the simulation and experimental analysis
performed in sections 6.3.2 and 6.3.3 can be repeated, but this time optionally
applying linearisation DSP to correct for SSBI. In this way, the performance
and function of the SCT can be reanalysed to quantify to what extent it is
limited by SSBI.

6.4.1

Linearisation procedure

It can be shown that the SSBI that occurs when a real signal is incident on a
single-ended photodiode can be fully corrected for by applying a square-root
operator immediately after reception; a proof of this is given in appendix F.
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Therefore, to test the performance of the SCT in the presence of a fully linearised receiver, the received signal was digitally upsampled six times then
square rooted to ensure successful linearisation [333]. The following DSP steps
were then performed as normal, as shown in Fig. 6.6.

6.4.2

Fixed received power

log10 (BER)

The performance of the SCT with and without receiver linearisation was initially considered for a fixed receiver power, matching the analysis performed
within section 6.3.2. The data corresponding to the −3 dBm power curve
in Fig. 6.10 was processed using the linearised receiver and is shown within
Fig. 6.14, alongside the original data for comparison. The simulated performance of both receivers are also shown as lines. The linearised simulation was
loaded with additive white Gaussian noise (AWGN) to ensure accurate performance prediction using the experimental data point at a CSPR of 12 dB as a
calibration point.
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Figure 6.14: Simulated and experimental performance of the SCT with CSPR for
a received power of −3 dBm. The constellations show how SSBI is corrected by a
square root receiver.

As expected, the linearised signal shows significant improvement in the
low CSPR regime, with the optimum CSPR decreasing from 14 to 12 dB.
This represents a direct gain in performance for a standard transmitter, which
typically seeks to minimize CSPR [332]. However, as established within section 6.3.2, this is not the case for the SCT, for which transmission loss decreases
as CSPR increases (Fig. 6.2). To account for this, the SCT results must also
be assessed for a fixed CW power, accounting for both transmitter-loss as well
as receiver performance.
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Fixed CW power

As before, the performance of the SCT in terms of CW power was predicted
using the simulator, having been validated for both the standard and linearised
receivers in section 6.14. Here a CW power of 0.5 dBm was considered, selected
for comparable performance with Fig. 6.14 at a CSPR of 14 dB. Through
simulation, the carrier coupling coefficient was varied, changing both the CSPR
and the optical received power. The BER results with and without receiver
linearisation are presented in Fig. 6.15.

log10 (BER)
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Figure 6.15: Simulated performance of the SCT with CSPR for a fixed CW power
of 0.5 dBm. The optimum CSPR of 15 dB is transceiver noise limited, regardless of
linearisation.

It is observed that the linearised receiver provided only a modest improvement at the optimum CSPR, where the BER was reduced from 9.6 × 10−4 to
6.5 × 10−4 . This can be explained by noting that the optimum CSPR for both
the standard and linearised receivers is 15 dB. This contrasts with the fixed
received power case shown in Fig. 6.14, where the optimum CSPRs are 12 and
14 dB. This is significant, as it shows that the SCT benefits more by raising
the CSPR, and hence reducing transmitter loss, than it does by reducing the
CSPR and exploiting the gains made by the linearised receiver. In this way
the SCT shows it can self-suppress SSBI, as the optimum CSPR is one in
which transceiver noise dominates, rather than SSBI. These limiting regimes
are overlaid on Fig. 6.15.
To quantify the performance of the standard and linearised receivers, the
fixed CW power simulation was repeated for a range of CW powers. The optimum BER for each curve is shown versus CW power in Fig. 6.16, displayed
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log10 (BER)

as lines. To support this simulation, each of the fixed-received power experimental data sets (−6 to −2 dBm in unit steps) previously given in Fig. 6.10
were reprocessed using the linearised receiver. For each linearised and unlinearised curve, simulator accuracy was improved by adding AWGN to ensure
good agreement with the experimental data, as described and displayed within
section 6.4.2 for the −3 dBm data. This results in five data-aided simulation
points that can be considered as locally accurate around their specific received
powers. These data-aided points are displayed as markers within Fig. 6.16.
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Figure 6.16: Back to back SCT performance vs available CW power, with and
without receiver linearisation DSP. Data-aided (DA) markers indicate where the
simulator has been locally calibrated using experimental data.

Also overlaid on Fig. 6.16 is the HD-FEC threshold corresponding to a
BER 3.8 × 10−3 . At this level the difference between the standard and linearised SCT is measured as just 0.25 dB. This demonstrates the effectiveness
of the standard SCT in suppressing SSBI, as complete removal of SSBI offers
only small gains. The SCT is therefore shown to effectively self-suppress SSBI
without any additional DSP or opto-electronic hardware.

6.5

Design of an integrated demonstration

The simulation and experimental results presented within section 6.3 have
shown that the SCT can potentially save 5.2 dB of power when used with
a MZM with 10 dB of quadrature-biased insertion loss. Furthermore, it was
shown in section 6.4 that the SCT can potentially approach the performance
of a fully-linearised receiver to within 0.25 dB without any additional optical
hardware or DSP. The success of both these accomplishments is dependent on
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Figure 6.17: Design for a split-carrier transmitter to be integrated within a silicon photonic chip. The design was created using Luceda IPKISS and is set to
be manufactured by the University of Southampton through the CORNERSTONE
programme. Waveguides are shown in green, while electronic contacts are shown in
brown.

the ability to tune the coupling ratio of the SCT carrier arm while maintaining
polarisation and phase stability across the device. To satisfy all these requirements, a real SCT must be fabricated within a photonic integrated circuit
(PIC).
To achieve this, a SCT was designed using Luceda IPKISS, a PIC design
programme compatible with multi project wafer (MPW) manufacturing organisations. In this work, the integrated SCT was designed for submission to
CORNERSTONE, a programme operated by the University of Southampton
to create integrated silicon photonic chips. This manufacturer was selected for
the cost-effectiveness of the MPW runs for United Kingdom universities. The
submitted design is shown within Fig. 6.17. To ensure manufacturing success,
the integrated SCT was designed using CORNERSTONE process design kit
(PDK). The PDK offers pre-designed and tested sub-components for the user
to include within their PIC, improving the reliability of a successful design.
Vertical grating couplers were used throughout the design to minimise
waveguide propagation and the associated optical loss of ∼ 4 dB/cm. Furthermore, vertical coupling permitted multiple SCT designs to be placed at
the centre of the MPW chip, maximising device packing and permitted design
variations. A breakdown of the constituent elements of the integrated SCT
is given as follows. Light is vertically coupled into the SCT using the optical
grating coupler at (i). The input waveguide is split using an multimode interference (MMI) coupler at (ii), such that the upper waveguide serves as the
carrier path and the lower waveguide will be modulated. A heater element
with two contact pads is placed along the coupler waveguide at (iii), this will
be used to phase shift the carrier arm ensuring phase matching with the signal
arm and permitting control of the coupling ratios at (ii) and (iv). The carrier
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arm and the signal arm are recombined using the MMI coupler at (iv).
The MZM is split into two arms at (v). The upper and lower arms are
passed along 800 µm P- and N-doped semiconductor materials within the
silicon, providing the phase shifts required for modulation. A 600 µm variation
was also included to compare the impact on bandwidth, extinction ratio and
insertion loss. Modulation is achieved using the ground-signal-ground-signalground (GSGSG) electrical contact pads labelled at (vi) and (vii). This MZM
is therefore dual-drive, permitting single-sideband or twin-side transmission
without requiring a full IQ-modulator [436, 437].
The modulation arms are recombined at MMI coupler (viii) with two
outputs. Output one is coupled out of the PIC at vertical coupler (ix) which
serves to monitor the signal-only output of the SCT. The second MMI coupler
rejoins the carrier arm at MMI coupler (iv). The two outputs of coupler (iv)
are then both coupled out of the PIC at vertical couplers (x) and (xi), either
of which can serve as the final output of the SCT.
To ensure a complete characterisation can be performed, standalone versions of all the components used within the SCT design were also included on
the allocated MPW chip area. This can be used to calculate the optical loss
of the vertical couplers and propagation waveguides, excess loss of the MMI
coupler, and loss associated with passing a waveguide under the heating unit.
All these values must be well understood to assess the ability of the SCT to
reduce transmission related loss. An unmodified MZM was also included to
serve as a reference case to which the SCT can be compared.
The integrated SCT was submitted for production 1st March 2019, expected for delivery October 2019. However, the MPW run was delayed several
times due to manufacturing complications, and has now been delayed further
due to the Covid-19 outbreak in March 2020. Delivery is expected September
2020.

6.6

Summary

In this chapter, a split-carrier transmitter (SCT) architecture is proposed that
can significantly improve loss budget with limited impact to receiver sensitivity.
The transmitter can be configured to improve the performance of the whole
link by suppressing sources of loss and noise. The research outcomes of this
chapter are:
• A SCT is proposed that bypasses modulator loss by partially coupling
an optical laser source around a modulator. Coupling more light around
the modulator leads to high carrier-to-signal power ratios (CSPR) and
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low transmitter loss, though this must be balanced against transceiver
performance.
• An integrated SCT is emulated using a dual-polarisation IQ MZM, permitting polarisation and phase matching, and control of the CSPR. This
permitted excellent control of the modulation conditions and their comparison to simulation results in terms of both received and CW power.
• Once optimised for both transmitter performance and received optical
power, the SCT was shown to reduce improve link loss budget by up to
5.2 dB compared to a regular transmitter using a modulator with 10 dB
loss.
• By examining the pe These were selected to highlight the advantages of
using the SCT with rformance of the SCT with and without linearisation
DSP, the SCT was shown to suppress signal-signal beating interference
to within 0.25 dB of a fully linearised receiver, without any additional
opto-electronic hardware or DSP.
• A schematic for a true integrated SCT was built using Luceda IKPISS,
suitable for production at the silicon-photonic integrated circuit foundry
CORNERSTONE. The design was submitted March 2019, with device
delivery expected September 2020.

Chapter 7

Conclusions and future work
The research presented within this thesis has explored the use of optical switching to create scalable networks for data centres. In this chapter, the key findings are summarised in section 7.1. Suggestions for future work are given in
section 7.2.

7.1

Conclusions

The exponential growth in data centre traffic necessitates the creation of highly
scalable, high bandwidth, low latency data centre networks. Existing multitier networks, based on electronic Ethernet switches, are unlikely to be able to
support these future networking requirements. The research described in this
thesis has investigated the use of optical switching to build the required physical layer network fabrics. Optical fibre is already deployed throughout the
data centre environment between Ethernet switches thanks to its low transmission loss and high capacity using wavelength division multiplexing (WDM).
By supplanting Ethernet switches with sub-ns optical switches, flat, low power,
fixed latency networks can be created that are limited only by the propagation
speed of light through optical fibre.
One such network, based upon the principles of wavelength-routed optical
burst switching (WROBS), was selected for detailed scalability investigation
in chapter 3. Each node within the network contained a fast tuneable laser
followed by an optical broadcast and select (OB&S) stage where each output
was gated using a semiconductor optical amplifier (SOA). SOA outputs were
grouped using a star coupler for input to an arrayed waveguide grating router
(AWGR) for wavelength routing to their final destination node. Within section 3.1, the scalability of the architecture was assessed for different transceiver
configurations. The results indicated that the architecture could scale to 3072
nodes, exceeding the requirements of hyperscale data centres.
To demonstrate this, section 3.2 described the construction of a 2 × 2
optical crossbar switch in collaboration with Microsoft Research Cambridge
(MSRC). Each node contained a fast widely-tuneable digital supermode dis-
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tributed Bragg reflector (DS-DBR) laser and OB&S SOA stage. The DS-DBR
laser switch speed was accelerated by hand tuning current pre-emphasis values for select wavelength transitions, then extrapolating the required values
across all switching combinations. Real time data modulation and reception
at 25 Gb/s was achieved using a field programmable gate array (FPGA) in
each node. Through the application of SOA power levelling and phase caching
in section 3.3, the architecture was demonstrated to achieve forward error
correction (FEC) appropriate performance to within 1.2 dB of the system
model, successfully reaching the target network scalability. This accomplishment proved that flat, all-optical networks can be constructed for hyperscale
data centres using commercially-available components, with realistic optical
power margins.
However, the transceiver was found to limit system performance. Section 3.4 identified that unpredictable laser pre-emphasis requirements resulted
in some switch events persisting for 35 ns, far exceeding their theoretical potential of < 10 ns. The ∼ 7 ns switch time of the SOAs were also prohibitively
slow, and featured power fluctuations at the start of each burst. A need for
spectrally-efficient data modulation was also identified, but without incurring
additional optical loss which could reduce the network scalability.
To investigate the problem of laser switching reliability, the research described in chapter 4 proposed and tested an intelligent feedback process to
optimise switch performance. The method used a linear regression optimiser
to automatically calculate the the pre-emphasis currents required for unique
switching events. To assess the optimiser, section 4.1 described the design and
construction of a finite difference time domain model of a DS-DBR laser in
MATLAB. By relating the laser section injection currents to generated lasing
frequencies, laser dynamics in response to current impulses could be simulated.
The regression optimiser was applied to the model in section 4.1.5, where it
was shown to successfully reduce switch times to below 10 ns. Furthermore,
the optimiser was able to push past positions of local minima to approach
optimal performance.
Having demonstrated the functionality of the optimiser in simulation, a
physical testbed was constructed as described in section 4.2. A printed circuit board (PCB) was fabricated to drive a commercial DS-DBR laser and
provide interfaces for electronic digital to analogue converter (DAC) channels,
supplying dynamic current drives to the laser sections. A pair of digital-select
analogue-route switch were included to reduce the number of DAC channels
from 10 to 4, simplifying experimental implementation. A digital coherent
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receiver was used to measure the optical field generated by the laser with high
time resolution and provide feedback for the optimiser.
The optimiser was experimentally verified in section 4.3 by performing
any-to-any switch testing over 6.05 THz between 21 × 22 of the most difficult
switching events. The optimiser was shown to successfully calculate the required pre-emphasis currents in all cases, such that all tested switch events
were completed within 9.7 ns, in good agreement with simulation. This result
represents the first demonstration of reliable few-ns switching from a commercial semiconductor laser capable of greater-than-C-band tuning (122 × 50 GHz
channels), a critical element in the construction of all-optical networks.
However, this result is still an order of magnitude short of the <1 ns
switch times needed to support real hyperscale data centre traffic patterns. To
achieve this, a hybrid wavelength tuneable source (WTS) was proposed and
described in chapter 5 composed of two fast switching, time-interleaved tuneable lasers, each gated by a sub-ns switching SOA. The design was explained
to be bandwidth scalable by multiplexing additional independent lasers that
operate in different frequency bands. The hybrid WTS was compared to other
subsystems capable of sub-ns switching in section 5.2.3, and was shown to offer significantly better device yields as the system bandwidth was increased to
cover the C+S+L bands.
The simplest version of the hybrid WTS had been attempted in previous
works, but realisation was prevented by long, unreliable laser switch times.
However, the research presented within chapter 4 offered a method to overcome this, for the first time. Therefore, the hybrid WTS was proposed to use
a suite of artificial intelligence (AI)-optimisation methods to idealise subsystem performance. Experimental verification of this is described in section 5.3,
using a pair of commercial DS-DBR lasers and SOAs. The lasers were optimised using the regression algorithm from chapter 4, achieving any-to-any
switching within 14.7 ns to an accuracy of ±5 GHz. The SOAs were optimised
using particle swarm optimisation, permitting stable intensity switching within
547 ps.
The full hybrid WTS was characterised in section 5.3.4, achieving sub-ns
switching over 6.05 THz of bandwidth. Spurious laser emission was shown to be
suppressed to below 35.7 dB for all 22 channels under test. This demonstration
represents the most tested channels capable of sub-ns switching across the
largest switching bandwidth demonstrated to date, achieving the speed and
bandwidth requirements needed by hyperscale data centres. Furthermore, by
offering a method for practical bandwidth scaling, the hybrid WTS alleviates
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the long-held constraint of finite wavelength count in the design of wavelength
routed architectures.
Finally, a novel transmitter architecture was proposed and investigated
within chapter 6 to improve the loss budget of optical communication links.
This can be used to further improve the scalability of optical networks. The
split-carrier transmitter (SCT) uses an optical bypass line around a conventional Mach-Zehnder modulator (MZM) to avoid modulator loss and create
high carrier-to-signal power ratio (CSPR) signals. This is advantageous for
encoding spectrally-efficient quadrature amplitude modulation (QAM) data
to be received using a single photodiode. An integrated SCT was emulated
in experiment by exploiting the phase and polarisation control of a dualpolarisation IQ modulator, as described within section 6.2. By optimising
the CSPR for both transmitter performance and recieved optical power, the
SCT was demonstrated through simulation and experiment to potentially improve link-loss budget by 5.2 dB. This significant power saving can be used
to further increase the scalability of data centre WROBS networks without
requiring additional, power hungry amplification stages.
Furthermore, section 6.4 demonstrated that the high CSPR created by
the SCT resulted in a natural suppression of signal-signal beating interference
(SSBI). Through comparison with a complex digitally linearised receiver, the
SCT was shown to approach ideal performance to within 0.25 dB, without
any additional digital signal processing or opto-electronic components. This
represents a promising attribute for future research on low-complexity coherent
receivers. To realise these advantages, section 6.5 proposed a schematic for an
integrated SCT suitable for production using a silicon-photonic integration
foundry. The design was submitted for production, and prototype devices are
expected for delivery in September 2020.
Overall, the above research represents a new approach to transceiver design that tailors the transmitter for the creation of all-optical data centre
networks. The transmitter can be considered intelligent, due to its use of
adaptive feedback, AI-optimisation techniques, and novel hardware designs
specialised to improve performance across the whole transceiver link. Furthermore, the transceiver is able to decouple reconfiguration speed from the
supported lasing bandwidth, permitting practical, bandwidth-scalable, subnanosecond wavelength switching. Overall, the intelligent transmitter is suitable for mass-production, widespread deployment, and can be flexibly applied
to several all-optical network architectures, facilitating high-bandwidth, lowlatency, energy efficient networking for future hyperscale data centres.
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Future work
Fast burst mode coherent switching

The narrow passband of each channel within an AWGR, typically between 10
and 50 GHz, prevents the use of wideband WDM through every port. Coherent transmission is, therefore, a necessity to maximise spectral efficiency
through each AWGR channel. However, fast recovery of burst mode coherent
signals represents a significant challenge. A burst mode coherent receiver must
typically wait for both the signal laser and local oscillator (LO) to stabilise before beginning frequency offset estimation and carrier phase estimation (CPE).
Each of these processes can take tens of nanoseconds to complete, creating an
unacceptable overhead for data centre traffic.
The hybrid WTS proposed in chapter 5 is an important first step to creating burst mode coherent receivers suitable for fast recovery. As each laser
within the hybrid WTS has a full packet timescale to reconfigure, wavelengths
can potentially be completely stabilised before they are selected by the SOA
gating system. The ± 5GHz achieved within section 5.3 was highlighted as
sufficient for burst mode quadrature phase shift keying (QPSK), as demonstrated in [374]. Furthermore, the results presented in appendix D indicate
that frequencies offsets below ±1 GHz can be maintained if a superior DAC
is used to drive the DS-DBR lasers. This essentially eliminates the timing
penalty associated with laser and LO convergence in burst switch coherent
receivers.
However, the time penalty associated with CPE still remains, and recovery can even completely fail when applied to transmission lasers and LOs with
high linewidth. This is the case for the fast switching DS-DBR laser considered in this thesis, which can exhibit linewidths between 1 and 5 MHz, as
previously highlighted in chapter 2 section 2.7.1.4. In practice, the experienced phase noise can be even higher than this, as driving the lasers with fast
switching DACs can introduce significant low frequency electrical noise. This is
imprinted onto the laser, creating a Voigt profile [372]. Voigt distributions are
poorly corrected for by standard CPE routines, which are normally designed
for Lorentzian distributions. New methods are required to overcome these significant sources of phase noise, such that fast and reliable carrier recovery can
be achieved.
One potential method for overcoming this challenge is a digital signal
processing (DSP)-aided approach that uses intelligent modulation methods to
reduce the impact of phase noise. Pilot tones have been shown to be an effective
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Figure 7.1: Illustration of the effect of residual phase noise on (a) square 16QAM, and (b) geometrically shaped 16-QAM. The overlapping red regions indicate
potential sources of bit errors.

tool to improve the resilience of CPE in the presence of phase noise and when
using high order QAM formats, where blind phase estimation is challenging
[438, 439]. In this scenario, known QPSK symbols are time-interleaved with the
encoded data symbols. The phase of the laser can then be accurately estimated
at the receiver for each of the pilot symbol time positions, and extrapolated
between those positions to aid in conventional blind CPE. However, even after
pilot-aided CPE, significant residual laser phase noise can remain. This is
illustrated in Fig. 7.1(a), where an example square 16-QAM format is shown.
The oblong shaded regions around the target constellation positions indicate
how residual phase noise can introduce angular spread on the received symbols.
The areas where the shaded regions overlap are potential sources of bit errors.
However, the geometric variation produced by phase noise makes the constellation ideally suited for geometric shaping. Geometric shaping shifts the
positions of QAM constellation points in the complex plane to maximize the
mutual information [440]. Recent work by Dzcieciol et al. has proposed geometric shaping tailed for channels that suffer from high Lorentizan phase noise
[441]. This method could be adapted for the Voigt noise profile exhibited by
semiconductor tuneable lasers. A geometrically shaped constellation might
then resemple the example shown in Fig. 7.1(b). Here, the 16-QAM constellation points have been shifted such that, while each symbol still experiences
significant phase variation, there is reduced probability of experiencing bit
errors. In this way, greater phase noise tolerance can be achieved. Future research must focus on how geometric shaping methods can be adapted for Voigt
noise profiles, and if the resilience of such formats is sufficient to successfully
perform CPE on fast switching semiconductor lasers.
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Passive coherent optical networking

The adoption of coherent receivers at every node within a data centre can
increase the data rate per channel. However, coherent receivers also provide
high sensitivity and frequency selectivity, functional features in an all-optical
network. Indeed, these are the principal properties applied within the WSTDMA star and PULSE architectures discussed within chapter 2 section 2.6.
The lack of wavelength reuse was identified as a problem for the WS-TDMA
star; PULSE avoided this by applying multiple independent transceivers per
node, a relatively power and hardware expensive solution.
Instead, wavelength reuse can be achieved using AWGR devices. An example architecture that uses two passive routing stages is shown in Fig. 7.2.
In the first stage, a tuneable transmitter is used to route through an AWGR
of radix k. The second stage is an OB&S using k star couplers of radix k × k.
The connections are arranged simply, such that every AWGR output port i
connects to the ith input of star coupler i, for i = 1, 2, 3, ..., k. After the optical broadcast, a burst mode coherent receiver is used to filter and recover
the required signal at each receiver. The network scales as k 2 × k 2 , where k is
limited by either the number of wavelengths at each node, or the port count
of the AWGR. For k = 64, a 4096 port network is easily achieved.
TLs
AWGR

Tx1

k×k
star

TLOs
Rx1

1

k×k

2

3

k

Txk 2

Rxk 2

Figure 7.2: A Passive OPtical COherent Routing Network (POPCORN). Fast
tuneable lasers (TLs) and tuneable local oscillators (TLOs) permit two fully passive
routing stages, achieving k 2 scaling.

This Passive OPtical COherent Routing Network (POPCORN) achieves
two stages of routing using only passive devices, a unique feature compared to
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the other architectures discussed within this thesis. The network is also able to
operate without the use of optical amplifiers. These points potentially permits
unrivalled power efficiency. There is, however, a 1/k blocking probability due
to the fact some nodes must use the same wavelength to access the same star
coupler, even if they are connecting to different receivers. This can be relieved
by using bandwidth scalable tuneable sources, like the hybrid WTS proposed
within chapter 5, to provide each node with 2k wavelengths. Cyclic routing
can then be applied by using wavelengths spaced by the free spectral range
of the AWGR, thereby accessing the same star using different wavelengths.
Future work could investigate this architecture and the severity of its blocking
probability under different traffic conditions.

7.2.3

Characterising the integrated split carrier transmitter

The simulation and experimental emulation performed within chapter 6 serve
as a proof of principle for the SCT. The integrated silicon-photonic chip discussed within section 6.5 will serve as a working example, simultaneously
achieving phase stability and low power loss. Future work should perform an
experimental characterisation of the device, targeting two key demonstrations.
The first demonstration is a successful reduction in optical power requirements when using the SCT. To demonstrate this, a phase lock loop must be
established between the carrier arm and signal arm of the transmitter. This
can be achieved by driving the thermal phase shifter on the carrier arm with
a voltage sine wave, then measuring the sine wave response of the optical
beat frequency at the output of the modulator. A peak in beat intensity
corresponds to the phase matching point. A proportional-integral-differential
feedback controller can then be set to target that peak intensity and maintain the lock. Prelimary laboratory testing has demonstrated that the Toptica
DigiLock 110 is suitable for this role [442]. Previous applications of phase
lock loops to integreated photonic chips have reported phase drifts of the order of 300 Hz [443]; internal reports of the CORNERSTONE thermal phase
shifter indicate a bandwidth of > 50 kHz which should be more than sufficient to achieve stability. Once locking has been achieved, the optical power
requirements can be determined simply by varying the optical source power
and measuring transceiver performance. A standard MZM has been included
on the chip for comparison.
The second demonstration is the self-suppression of SSBI, as investigated
in section 6.4. This should be tested by modulating the SCT with a single-
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sideband format, and optionally applying linearisation DSP at the receiver.
The standard MZM could also be used as a comparison device to measure
transceiver performance with and without linearisation DSP. The SCT’s ability
to self-suppress SSBI is then determined through comparison with the two
measured performance curves.
Finally, as SSBI is amplitude dependent, it induces an observable geometric distortion on signal constellations. This can be seen in Fig. 6.14 for
the unlinearised constellation. Again, this makes such constellations ideally
suited for geometric constellation shaping, as outlined in section 7.2.1. It
is expected that greater gains will be observed in SSBI-limited transceivers
than linearised transceivers, and so the unlinearised SCT may disproportionally benefit. The combined use of both the SCT and geometric shaping may
close the 0.25 dB performance gap measured in Fig. 6.16, fully compensating
for SSBI-limitations without any nonlinear DSP processing. This is a desired
result in the field of low-complexity coherent receivers, and could have important applications for spectrally efficient transmission for intra- and inter-data
centre networking.
More generally, the SCT represents how low cost, high power budget,
spectrally efficient modulation can be achieved through transmitter design
that accounts for the whole transmission link. The concept must be expanded
to include the performance of multi-point links, such that design decisions and
configurations are made to improve the aggregate network performance. An
intelligent transceiver is envisioned that has knowledge of the wider network,
and can make adaptive decisions to improve not just its own performance,
but the performance of other links as well. As an example, if multiple transmitters are aware that they have been scheduled to route through neighbouring AWGR channels at the same time, they might adapt their filter profiles
to reduce the impact of inter-channel cross talk. Similarly, if a transceiver
is knowledgeable of its power margin on any given link, it could adjust its
launch power accordingly, improving power efficiency and reducing interference
with co-propagating channels. The potential benefits of widespread adaptive
decision-making in a network are yet to be explored, and the homogeneous,
synchronous nature of all-optical data centre networks is an ideal environment
for this research.

Appendix A

Theoretical sensitivity formulae
In chapter 3 of this thesis, the theoretical performance of particular modulation
formats and receiver setups have been considered to assess the scalability of an
optically switched network architecture. The formulae outlined below describe
how the bit error rate (BER) of a communication channel varies with the signalto-noise ratio (SNR) per bit, also commonly defined as SNR = Eb /No , where
Eb is the energy per bit and N0 is the noise power. Within this thesis, the
SNR is determined by the received optical power. As such, the formulae used
to calculate the BER for a given received optical power are given as follows.

A.1

IM-DD transceivers

Intensity-modulated using direct-detection (IM-DD) transceivers encode data
on the optical amplitude of the signal, then receive that signal using a squarelaw photodiode. This is frequently applied in low-cost transceivers that apply
on-off keying (OOK). These devices are usually thermally limited, such that
the SNR as a function of received power is given by
Eb
RL R2 Ps 2
,
=
N0 4kB T Fn ∆f

(A.1)

where RL is the load resistance, R is the responsivity, Ps 2 is the received
optical power, kB is the Boltzmann constant, T is the device temperature, Fn
is the noise factor, and ∆f is the signal bandwidth [92]. The BER is then
given by


E
1
b
BER = exp  −
.
(A.2)
2
N0
In the quantum noise limit, where thermal and shot noise are negligible, the
SNR is simply given by the number of incident photons within the sample time
window.
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Coherent M-QAM transceivers

M-ary quadrature amplitude modulation (QAM) encodes data onto the phase
and amplitude of a transmitted signal, where M is the cardinality of the constellation. For the case of high incident received power, like that when a
coherent receiver is used, the receiver is shot noise limited, such that
RPs
Eb
=
,
N0 2q∆f

(A.3)

where q is the fundamental electron charge [92]. The symbol error rate (SER)
is then given by [444]
1
3 log2 M Eb 
SERM-QAM = 41 − √ Q
M − 1 N0
M


 s



(A.4)

1
3 log2 M Eb 
,
· 1 − 1 − √ Q
M − 1 N0
M




 s



where Q is the Q-function, given by
1
x
Q(x) = erfc √ ,
2
2




where erfc() is the complimentary error function. For the simple case of quadrature phase shift keying (QPSK) where M = 4 and all symbols have the same
amplitude, the SER is given by
2Eb 
1
2Eb 
SERQPSK = 2Q
1 − Q
.
N0
2
N0
s



s



(A.5)

For both Eq. (A.4) and Eq. (A.5), the bit error rate is given by the approximation that [444]
SER
BER ≈
.
log2 M
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Appendix C

Linear approximation of
refractive index with charge
carrier density
In chapter 4, a numerical model of a DS-DBR laser is built using the assumption that the refractive index of each laser section varies linearly with the
charge carrier density. Here, a proof for this assumption is given by considering the refractive index of a semiconductor that exists within an optical field.
The refractive index of a material is given by
n=

√

r µr ,

(C.1)

where r is the relative permittivity and µr is the relative permeability. As the
√
semiconductor is non-magnetic, µr ≈ 1, and so n ≈ r . The application of an
external electric field, E (in this case of a laser diode, this is an electric field
at optical frequencies), applies a force F = qE on each charge carrier q within
the material. F applies equally and in opposite directions to a nucleus and its
bound electric field, spatially separating them and creating dipoles within the
material; this is illustrated in Fig. C.1.
Each dipole has an induced dipole moment p = qx, where x is the vector
displacement of the negative charge carrier from the positive charge carrier.
for N charge carrier pairs per unit volume within the material, the polarisation
density is given by
P = N qx,
(C.2)
such that, as expected, the material has become polarised due to the applied electric field. The ‘susceptibility’ of a material to becoming polarised
in response to an applied electric field is naturally described by its electrical
susceptibility, χe , such that
P = 0 χe E,
(C.3)
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Figure C.1: Illustration of the effect of an external electric field, E, on a semiconductor material. E applies opposing forces F− and F+ to the negative and positive
charge carriers, respectively, separating them and creating dipoles each with dipole
moment p.

where 0 is the permittivity of free space, and is included so that r = 1 + χe .
We can now see how E influences the refractive index. Starting from Eq. C.1,
n=

√

r µr ,
√
n ≈ r ,
√
= 1 + χe ,
=
=

s

s

1+

P
,
0 E

(C.4)

1+

N qx
,
0 E

(C.5)

where Eq. C.4 is found through rearranging Eq. C.3 and substituting for χe ,
and Eq. C.5 follows directly by substitution of P using Eq. C.2. Eq. C.5 can be
further simplified by considering the induced dipole as a harmonic oscillator
responding to the electrical field. From Fig. C.1, if we assume the positive
charge is much heavier than the negative charge (true for electrons forming an
induced dipole with their bound nuclei), applying Newton’s second law to the
electron gives us
∂ 2x
,
∂t2
∂ 2x
qE(ω, t) = m∗ 2 ,
∂t
F (ω, t) = m∗

(C.6)

222
where m∗ is the effective electron mass, ω is the angular frequency of the
applied electric field, t is time, and the negative sign on q has cancelled with
the negative sign on x, which is displaced in the opposite direction of E.
Eq. C.6 is the equation of motion for a harmonic oscillator, so by assuming
an oscillatory solution of the form x(ω, t) ∝ ejωt , where j is the imaginary
constant, we find
q
(C.7)
x(ω, t) = − ∗ 2 E(ω, t).
m ω
Substitution of Eq. C.7 into Eq. C.5 for x gives
n=

s

1−

N q2
.
m∗ 0 ω 2

Replacing the optical angular frequency by the wavelength of the electric field,
λ, and the speed of light, c, such that
n(N, λ)2 = 1 −

q 2 λ2 N
.
4π 2 c2 m∗ 0

(C.8)

As expected, Eq. C.8 demonstrates that the refractive index is dependent on
the wavelength of the applied optical field and the material’s charge carrier
density. We now apply the approximation suggested by Adachi, chapter 8 [445].
Consider the variable refractive index n(N, λ) as a small change ∆n(N, λ) on
the fixed refractive index n0 which is independent of N and λ, such that
n(N, λ) = n0 + ∆n(N, λ). A small change of N from some default value N0 to
N0 + ∆N therefore gives
q 2 λ2 (N0 + ∆N )
,
4π 2 c2 m∗ 0
q 2 λ2 N0
q 2 λ2 ∆N
n02 + 2n0 n + ∆n2 = 1 − 2 2 ∗ − 2 2 ∗ ,
4π c m 0 4π c m 0
q 2 λ2 ∆N
n02 + 2n0 ∆n ≈ n02 − 2 2 ∗ ,
4π c m 0
(n0 + ∆n)2 = 1 −

(C.9)
(C.10)

where to reach Eq. C.10 we have assumed that ∆n2 is negligibly small, and
noted that the first two terms on the right hand side of C.9 are equivalent to
the default refractive index n02 . Rearranging for ∆n gives
∆n = −

q 2 λ2
∆N,
8π 2 c2 m∗ n0 0

(C.11)

which matches the result given by Soref and Lorenzo [446] for the case where
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the positively charged nuclei are significantly heavier than the negatively
charged electrons (as assumed here). Eq. C.11 shows that changes in the
refractive index ∆n vary linearly with changes in carrier concentration ∆N ,
assuming that ∆n  n0 . This assumption is typical of semiconductor materials, but can be quickly demonstrated here by considering an InP Bragg reflector
reflecting 1550 nm laser light within a laser diode. Assuming a default refractive index for InP of n0 = 3.4 [371], q = 1.6 × 10−19 C, m∗ = 0.075me [371],
where me = 9.11 × 10−31 kg is the electron rest mass, λ = 1.55 × 10−6 m, ∆N
= 3 × 1018 cm−3 , and 0 = 8.85 × 10−12 Fm−1 gives an index change of ∆n =
0.013. Therefore, changes of the refractive index due to carrier injection are
on the order of 1%, in good agreement with experiment [371] and satisfying
the condition that ∆n  n0 .

Appendix D

Wavelength switching with fast
frequency convergence
The simulations of digital supermode distributed Bragg reflector (DS-DBR)
laser dynamics presented in chapter 4 indicate that the laser frequency can
converge to within ±1 GHz of the target frequency within 10 ns of the start of
the switch event. This was not full realised in the experimental demonstration
performed in section 4.3, which measured frequency offsets as high as ±5 GHz
15 ns after the start of the switching event. The regression algorithm with
fine phase correction, presented in chapter 5 section 5.6, demonstrated similar
results: Fig. 5.6(a) shows that the laser frequency offset remains as high as
±5 GHz after 20 ns, and convergence to within ±1 GHz is not achieved until
after 40 ns.
The difference between the simulated and experimental results is attributed to the finite sample resolution (250 MS/s) and bandwidth (125 MHz)
of the Lecroy AWG1104 digital to analogue converter (DAC) units used to
drive the DS-DBR laser in the experimental demonstrations within this thesis.
In contrast, the simulator assumed infinite DAC bandwidth, such that only
the physical limitations of the laser were assessed.
To demonstrate that this was the case, a comparison experiment was
carried out where a Lecroy AWG3358 DAC with sample rate 1.2 GS/s and
350 MHz of analogue bandwidth was also to drive the DS-DBR laser. Both the
AWG1104 and the AWG3358 DACs were used to induce the same wavelength
switch using a DS-DBR laser. A large rear current swing of 43 mA was tested,
representative of a worst-case switching event in an optimally driven DS-DBR
laser, as shown in Fig. 4.17. The frequency offset over time was measured as
described within section 4.2.2. The dynamic frequency offset measurements for
AWG1104 are shown in Fig. D.1(a). The laser settles to within ±5 GHz of the
target frequency after 8 ns, and significant Fourier components are observed
in the signal. This is due to the limited sample rate of the AWG1104 with
respect to its bandwidth (×2). As a result, the signal does not fully converge
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Figure D.1: Improved frequency stability in a fast switching DS-DBR laser using
different DAC units. (a) Frequency offset over time using an AWG1104 with a sample
rate of 250 MS/s and 125 MHz of analogue bandwidth. (b) Frequency offset over
time using an AWG3358 with a sample rate of 1.2 GHz and 350 MHz of analogue
bandwidth. The time to reach ±1 GHz is labelled.

The frequency offset over time when driving the laser using the AWG3358
is shown in Fig. D.1(b). The signal arrives within ±5 GHz within 6 ns, a 25%
reduction over that achieved using the AWG1104. More significantly, the laser
stabilises to within ±1 GHz after 11.5 ns, a reduction of 62% compared to the
AWG1104 result. The faster rise time is due to the improved bandwidth of the
AWG3358, while the improved settling time is due to its higher sampling rate
with respect to the bandwidth (×3.4). This suppresses the Fourier components associated with constructing square waveforms from sinusoidal signals,
permitting faster convergence. Overall, the result demonstrates that modest
improvements to the DAC specifications can permit the experimental demonstration to approach the simulated results, which are limited by the physical
characteristics of the laser itself.

Appendix E

Monte-Carlo simulation of
IM-DD transmission
Numerical simulations were performed in chapter 6 using MATLAB to
study the performance of intensity modulated with direct detection (IM-DD)
transceivers for different modulation formats and system setups. These simulations use Monte-Carlo methods to pass a large number of bits through a
simulated communications channel. Filtering and statistical impairments are
added to the bit stream to simulate channel effects, and the ultimate channel performance is estimated by calculating the BER. The techniques used to
perform these simulations are described here.

E.1

Transmitter

A pseudo random bit stream (PRBS) of length 2n − 1 is generated to to simulate the transmitted information stream. Mersenne twister random integer
sequences of similar lengths can also be used [447]. The bit-stream length
must be long enough to model channel memory effects and provide sufficient
resolution for frequency domain analysis; for fibre transmission n ≥ 15 is usually sufficient. Bit to symbol mapping is performed assuming Gray labelling;
within this thesis both pulse amplitude modulation (PAM) and QAM are considered. The resulting symbol-waveform is upsampled to two samples-persymbol to satisfy Nyquist sampling. A root-raised cosine filter (RRC) filter
can be applied as described within [444] to improve the signal spectral efficiency. Further digital signal processing (DSP) steps are applied as described
within section 6.2. The IM-DD systems considered here are single-polarisation
transceivers, as such transmission on the orthogonal optical polarisation is not
considered.
Next, additive white Gaussian noise (AWGN) is used to simulate nonideal signal generation. This is achieved by adding a Gaussian distribution
of random numbers to the signal, after they have been scaled by the target
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optical signal-to-noise ratio (OSNR). The noise power is therefore given by
Pnoise = Ps · 10−

OSNR
10

,

where Ps is the signal power in Watts, and OSNR is the target OSNR in dB
measured over a 0.1 nm bandwidth. The signal with AWGN is therefore given
by
s
1
Pnoise ,
Yi = Xi + (Ni,1 + jNi,2 )
2
where Yi is the ith symbol of the signal with AWGN, j is the imaginary constant, Xi is the ith symbol of the ideal signal, Ni,1 is the ith sample of a random
number drawn from a Gaussian distribution with mean 0 and variance 1, and
Ni,2 is another such independently drawn random number. The full array of
symbols with AWGN is considered to be the transmitted electric field, Es .

E.2

Fibre propagation

Signals that are propagated through optical fibre experience attenuation, chromatic dispersion, polarisation mode dispersion, Kerr non-linearity, as well as
other more complex non-linear interactions. Within this thesis, fibre effects
are limited to optical attenuation and chromatic dispersion, suitable for the
short-distance, low power, un-amplified links considered. The signal power
after fibre propagation is given by
Ps (L) = Ps (0)e−αL ,
where Ps = |Es |2 is the signal power, α is the attenuation coefficient in units
of km−1 and L is the fibre length in km [92]. The signal is also dispersed using
the frequency domain transfer function




β2
H(ω, L) = exp j ω 2 L,
2
where ω is the signal frequency, and β2 is the group velocity dispersion parameter, often expressed in terms of the dispersion parameter D with units of
ps/km/nm, such that
λ2 D
β2 = −
,
2πc
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where λ is the signal wavelength and c is the speed of light. The electrical field
of the dispersed signal is therefore given as [92]
Ees (ω, L) = Ees (ω, 0)H(ω, L),
where Ees is the Fourier transform of the signal electric field.

E.3

Receiver

When the optical signal is detected using a single photodiode receiver, electrical
current is generated, described here as
I = Ip + Inoise ,

(E.1)

where Ip is the desired signal current, while Inoise is the total current generated
by random shot and thermal noise. The signal current is given by
Ip = REs Es ∗ ,
where R is the responsivity of the photodiode, and Es ∗ is the complex conjugate of Es . The noise contributions are found by drawing random numbers
from a Gaussian distribution with mean 0 and variance 1, then scaling for the
magnitude of the distribution. The shot noise can can described as
σs 2 = 2q(Ip + Id )∆f,
where q is the fundamental electric charge, Id is the dark current of the photodiode, and ∆f is the receiver bandwidth [92]. Similarly, the thermal noise
is described by
4kB T
∆f,
σT 2 = Fn
RL
where Fn is the amplifier noise figure, kB is the Boltzmann constant, T is the
device temperature in Kelvin, and RL is the load resistance (typically 50 Ω)
[92]. Fn is used to account for additional noise contributions from, for example,
an electrical amplifier used to boost the current output. Assuming that σshot
and σtherm are independent, the total noise current can be simulated as
Ii,noise = Ni,3 · σs 2 + σT 2
q

where Ii,noise is the ith symbol of the noise current contribution, and Ni,3 is
the ith sample of a random number drawn from a Gaussian distribution with
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mean 0 and variance 1.
Finally, a fifth order low-pass Bessel filter is applied to simulate the effect
of the limited band-pass of electrical devices. The transfer function of the
Bessel filter is given by [444]


HB (ω) = 

N
X

−1

ak ω k 

,

(E.2)

k=0

where the summation term is the N th order Bessel polynomial, such that the
coefficients are given by
ak =

(2N − 1)!
.
− k)!

2N −k k!(N

As in section E.1, the filter is applied in the frequency domain, such that the
filtered signal in the frequency domain is given by [444]
e
IeB (ω) = IH
B (ω),

where Ie is the Fourier transform of I. At this point the signal has been
effectively received, and additional DSP steps can be applied as required for
the specific application.

Appendix F

Linearised reception using a
square-root receiver
When a Nyquist-shaped subcarrier modulation (N-SCM) signal is received on
a single-ended photodiode, signal-signal beating interference (SSBI) arising
from the photodiode square-law response can limit performance. Receiver
linearisation can mitigate this effect, and can be achieved by applying a squareroot operation immediately after reception if the signal is real valued. This
technique is applied in chapter 6, section 6.4, as a comparison against other
methods of SSBI suppression. Here, a proof is given to show that a squareroot receiver fully linearises real valued signals. Consider an N-SCM signal,
Es , co-propagating with a carrier tone, Ec , such that the total field is given by
Et = Ec + Es .
Each electric field can be modelled as a travelling wave, such that
Et (ω, t) = Ac ej(ωt+φn (t)) + As (t)ej(ωt+φs (t)+φn (t)) ,
where Ac is the amplitude of the carrier, j is the imaginary constant, ω is the
optical carrier frequency, φn (t) is the time varying phase noise, As (t) is the
amplitude of the signal, and φs (t) is the phase-encoded signal data. Both As (t)
and φs (t) are time varying at radio frequency (RF) frequencies ( ω) as they
are both potentially used to encode data using a QAM format. A real valued
double sideband signal Es co-propagates with its complex conjugate Es ∗ , such
that
Et (ω, t) = Ac ej(ωt+φn (t)) + As (t)ej(ωt+φs (t)+φn (t)) + As (t)e−j(ωt+φs (t)+φn (t)) .
(F.1)
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Now consider the full field Et incident on a photodiode with responsitivity R,
such that the measured current I is given by
I(t) = R|Et |2 ,

= REt Et ∗ ,

= R Ac ej(ωt+φn (t)) + As (t)ej(ωt+φs (t)+φn (t)) + As (t)e−j(ωt+φs (t)+φn (t))




· Ac e−j(ωt+φn (t)) + As (t)e−j(ωt+φs (t)+φn (t)) + As (t)ej(ωt+φs (t)+φn (t)) ,




where the long expression is found through substitution of Eq. F.1. Expanding
all terms gives
I(t) = R Ac2 + Ac As (t)e−jφs (t) + Ac As ej(2ωt+φs (t)+2φn (t))


+ Ac As (t)ejφs (t) + As (t)2 + Ac As (t)e2j(ωt+φs (t)+φn (t))
+ Ac As e−j(2ωt+φs (t)+2φn (t)) + Ac As (t)e−2j(ωt+φs (t)+φn (t)) + As (t)2 ,


which can be simplified by grouping common terms and applying the trigonometric identity that 2 cos(x) = ex + e−x , such that
I(t) = R Ac2 + As (t)2 + 2Ac As (t) cos φs (t)






+ 2Ac As (t) cos 2[ωt + φs (t) + φn (t)]






+ 2Ac As (t) cos 2ωt + φs (t) + 2φn (t)


,

where As (t)2 is the amplitude portion of the SSBI, and the signal-phase contributions have been cancelled out. Noting that the photodiode has an RF
frequency bandwidth that does not extend to the optical carrier frequency ω,
the second and third cosine are suppressed, such that


2

2

I(t) = R Ac + As (t) + 2Ac As (t) cos φs (t)




.

(F.2)

From Eq. F.2 it is seen that all phase noise terms φn (t) have been cancelled
or filtered out. The amplitude SSBI term As (t)2 currently
spectrally overlaps


with the desired information-carrying term As (t) cos φs (t) , limiting recovery.
However, by separating the cosine term within Eq. F.2 back into its exponential
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components, it is found that
I(t) = R

Ac2 + As (t)2 + Ac As (t)





e

jφs (t)

−jφs (t)

+e

 

, ,

2

= R Ac + As (t)ejφs (t) ,
and so by applying a square-root to the received signal,
I(t) =

q


√ 
R Ac + As (t)ejφs (t) ,

(F.3)

which is observed to have successfully linearised the information carrying
terms. The transmitted QAM signal can now be recovered by filtering out
the DC offset term Ac and measuring the amplitude and phase of the remaining time varying term As (t)ejφs (t) . In this way the square-root receiver is found
to fully mitigate SSBI in real valued signals, and is valid for the comparison
experiment performed in chapter 6 section 6.4.
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SER symbol error rate. 215
SG-DBR sampled grating distributed Bragg reflector. 80, 136, 152, 156
SMA sub-miniature version A. 139, 140
SMSR side mode suppression ratio. 102, 153, 154, 171, 172, 177
SNR signal-to-noise ratio. 44, 60, 83, 97, 180, 183, 198, 214
SOA semiconductor optical amplifier. 25, 49–51, 55, 56, 65, 66, 69, 70, 76,
79, 92–96, 99–106, 109–112, 116–121, 154–161, 163, 164, 166–171, 176,
205–207, 209
SpMSR spurious mode suppression ratio. 171
SSBI signal-signal beating interference. 85, 178, 181, 182, 188, 191–193, 196,
198–201, 208, 212, 213, 230–232

Acronyms
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SSMF standard single mode fibre. 42, 101, 179, 185, 188
TDM time division multiplexing. 59
TDMA time division multiple access. 60
TLA tuneable laser sub-assembly. 102, 103
ToR top of rack. 18, 19, 24, 25, 30, 40–42
TUE Eindhoven University of Technology. 66, 153, 154
TWC tuneable wavelength converter. 68, 69, 71, 74, 75
UCL University College London. 22, 44, 46, 53, 60, 61, 80, 101, 102, 140,
152, 156, 167
VCSEL vertical cavity surface emitting laser. 79
VOA variable optical attenuator. 104, 184, 189
WDM wavelength division multiplexing. 20, 43, 44, 47, 50, 54, 57, 59, 63,
65, 66, 76, 88, 205, 209
WROBS wavelength-routed optical burst switching. 22, 23, 46, 51, 59, 60,
62, 68, 71, 74, 79, 80, 90–93, 117, 119, 120, 122, 151, 171, 174, 175, 177,
178, 205
WRON wavelength-routed optical network. 22, 23, 51–53, 57, 63, 64, 72
WSS wavelength selective switch. 54–56, 64, 65, 69, 155
WTS wavelength tuneable source. 25, 52, 151, 152, 155, 157–163, 166, 168–
172, 174–178, 207, 209, 212
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