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ABSTRACT

Work in spatial vision is reviewed and a new effect of spatial averaging is reported. This
shows that dot separation discriminations are improved if the cue is represented in the

intervals

within a collection of dots arranged in a lattice, compared to simple 2 dot separation discriminations.
This phenomenon may be related to integrative processes that mediate texture density estimation.

Four models for density discrimination are described. One involves measurements of spatial
filter outputs. Computer simulations show that in principle, density cues can be encoded by a system
of four DOG filters with

Alternative models

peak sensitivities spanning a range of 3 octaves.

involve operations performed over

features are made explicit. One of these

representations in which spatial

involves estimations of numerosity or coverage of the

texture elements. Another involves averaging of the interval values between adjacent elements. A
neural model for measuring the relevant intervals is described.

It is argued that in principle the input to a density processor does not require the full
sequence of operations in the MIRAGE transformation (eg.Watt and Morgan 1985). In particular,
the regions of activity in the second derivative do not need to be interpreted in terms of edges, bars
and blobs in order for density estimation to commence. This also implies that explicit coding of
texture elements may be unnecessary.

Data for density discrimination in regular and random dot patterns are reported. These do
not support the coverage and counting models

and observed performance

shows significant

departures from predictions based on an analysis of the statistics of the interval distribution in the
stimuli. But this result can be understood in relation to other factors in the interval averaging process,
and there is empirical support for the hypothesized method for measuring the intervals.
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Other experiments show that density is scaled according to stimulus size and possibly
perceived depth. It is also shown that information from density analysis can be combined with size
estimations to produce highly accurate discriminations of image expansion or object depth changes.
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CHAPTER 1: PATTERN ACUITY AND EARLY SPATIAL CODING.

1. INTRODUCTION
This thesis investigates the processes underlying the perception of density in visual textures.
Since density is essentially a spatial quantity, texture density estimation must be regarded as an aspect
of spatial vision. The thesis begins by reviewing some current ideas in this field.

2. SPATIAL FREQUENCY CHANNELS.
It has been known for some time that there are mechanisms in the visual system that are
sensitive to the spatial frequency content of visual stimuli (Campbell and Robson 1968; Blakemore
and Campbell 1969; Graham and Nachmias 1971; revs: Sekular 1974; Julesz and Schumer 1981;
DeValois and DeValois 1980). These findings were originally interpreted as showing that some kind
of global Fourier analysis is performed on the visual input but a number of problems have arisen in
relation to this idea. First, the model is not supported by the

physiological literature. Spatial

frequency tuned neurones which could encode amplitude spectra have been identified in the primary
visual cortex of the cat by (eg. Cooper and Robson 1968; Maffei and Forientini 1973) and the
macaque monkey (DeValois, Albrecht and Thorell 1982) but the global Fourier system also requires
sensitivity

to global phase. Although ganglion cells

and simple cortical cells are known to be

sensitive to local phase (Moshvon, Thompson and Tolhurst 1978; Pollen and Ronner 1981; DeValois
et al 1982; Spitzer and Hochstein 1985) there is no evidence of

selectivity for phase without

selectivity for local position. There is also psychophysical evidence that is inconsistent with the global
Fourier transform model. Specifically, it is known that filter related visual functions vary according
to the position of the stimulus on the retina: visual acuity (see Westheimer 1965 for a review),
contrast

sensitivity (Kelly 1984) and perceived contrast (Bryngdahl 1966) are all dependent on

eccentricity . Studies of local adaptation in spatial frequency discrimination also strongly suggest that
filter operation is spatially localized (see Braddick,Campbell and Atkinson 1978).
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According to current understanding, the image is processed independently at each part of
the visual field by a number of differently tuned band-pass filters. Multiple independent filters make
sense for two reasons. First, the visual system needs to encode luminance changes occurring over
a wide range of spatial scales but the possibility of achieving this by means of a

single filter is

prohibited by the basic design of the mechanisms (see later section). Second, multiple filters allow
separate records to be kept of luminance discontinuities occurring at different spatial scales (Marr
1982), and there are a number of computational advantages associated with this (Watt 1987).

This kind of model is firmly grounded in physiology. It has been known since the 1950’s that
there are retinal and cortical cells that

have spatially antagonistic receptive fields (Barlow 1953;

Kuffler 1953) and these cover a range of different sizes (de Monasterio and Gouras 1975). Threshold
detection studies (Wilson and Giese 1977; Wilson and Bergen 1979) and studies of masking in spatial
frequency discrimination (Wilson, McFarlane and Phillips 1983; Wilson and Gelb 1984) suggest that
these spatial analyzers are organized into a number of discrete size-tuned ’channels’ and that these
channels are also orientationally selective.

The idea of localized spatial filtering operations is now widely accepted but there is
disagreement about how filter outputs are utilized. Before considering these arguments, some basic
ideas about the experimental study of spatial processing need to be understood.

Much of the research in this area has involved measurements of hyperacuity. Hyperacuity is
the ability of the human visual system to respond to spatial quantities that are finer than both the
sampling scale of the fovea and the resolving limits of the optics of the eye (Westheimer eg. 1975,
1979). For example, vernier thresholds are typically around five seconds of arc (eg. Westheimer &
McKee 1977), which is smaller than the diameter of the smallest cone (around thirty arc seconds) as
well as the smallest foveal receptive field centre (around two arc minutes; see De Monasterio and
Gouras 1975). Precision of this order has been recorded for a range of other tasks including spatial
interval acuity (egWestheimer 1979), curvature discrimination (Watt and Andrews 1982; Watt 1984)
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and stereoacuity (eg.McKee 1983). Morgan (1990) provides a comprehensive review of this area.

Many pattern acuities fall in the hyperacute range and hyperacute performance is of special
interest because

some kind of spatial pooling or interpolation must somehow be occurring to

compensate for the early loss of information (Barlow 1981; Hirsch and Hylton 1982;

Fahle and

Poggio 1981).

But pattern acuities are not of interest purely for this reason. The general rationale for this
research is that low level systems encoding simple spatial properties are thought to be a prerequisite
to the integrated functioning of the human visual system. The experimental approach is twofold: one
objective is to precisely define the information that is extracted from the stimulus. Second, if we
estimate the statistical efficiency (Barlow 1978) with which this is achieved, we can simulate the loss
of information that occurs relative to the ideal processor.

3. USING OUTPUTS FROM SPATIAL

FREQUENCY ANALYZERS.

3.1. POSITIONAL CODING AND SPATIAL PRIMITIVES.

Marr and Hildreth (1980) have described how the ’raw* primal sketch,- a two-dimensional
map representing the locations of edges and their attributes such as blur and contrast,

can be

constructed on the basis of spatial filter outputs. They described the operation of spatial filters in
terms of the mathematical concept of convolution. In this approach,the circularly symmetric spatial
response functions of retinal ganglion cells (Rodieck and Stone 1965) are modelled as a difference
of two Gaussians (DOG) (Enroth-Cugell and Robson 1966). When an image is convolved by applying
a DOG mask, this is approximately equivalent to the application of a Gaussian smoothing operation
followed by Laplacian differencing over two dimensions. This means that the resulting distribution
is the two-dimensional second derivative of a low-passed (smoothed) version of the grey level image.
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Because the second derivative only departs from zero in regions where luminance is changing
at a non-constant rate, this transformation makes luminance discontinuities explicit while information
about absolute intensity in uniform regions is lost. But this does not mean that the problem of edge
extraction can be

solved purely by simple linear filtering; to start with

it is not obvious which

quantities in the second derivative should be taken to correspond to the locations of edges and their
attributes. A second problem is that no single convolution can deliver a reliable description of all
the edges in the image because each filter has a characteristic spatial scale and will respond only to
edges that fit this pass-band.

Marr and Hildreth

proposed that the position of edges in the image could be extracted

from the location of zero-crossings in the second derivative and blur and contrast could be extracted
by measuring their slope and amplitude respectively. The problem of how to interpret differences in
the location of zero-crossings signalled at different scales, was dealt with by a set of rules which
allow decisions to be made about whether zero-crossing signals in different channels refer to

the

same physical phenomena (change in reflectance, illumination, depth or orientation).

Although this approach is computationally viable, it has since been shown to be incorrect
on empirical grounds. Watt and Morgan (1985) have presented an alternative model which is able to
account for a

variety of psychophysical data while providing a simpler solution to a number of

problems.

First, there is the issue of how to integrate information from on-centre and off-centre
channels. Although ganglion cells are wired up to behave

like DOG filters, their operation breaks

down when the difference between the luminance levels in the inhibitory and excitatory fields exceeds
the level at which baseline firing rates are reduced to zero. For this reason,

the smoothing and

differencing operation must be performed by running one set of convolutions with on-centre units
and the other using off-centre units. To deal with this problem, Marr and Hildreth proposed that
zero-crossings are made explicit

by logical AND gates connected to adjacent on-centre and off-
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centre units so that zero-crossings are defined mid-way between peaks and troughs in the second
derivative.

This scheme recognizes the need for edges to be represented by a unitary primitive, but
this is not the only point at which such a step can be taken: Watt and Morgan’s MIRAGE algorithm
preserves the separate positive and negative signals until a

later stage. This is advantageous for

several reasons, the chief of these being that the problem of combining information from different
sized filters can be solved simply by averaging of the responses. This has the added advantage that
it reduces the level of uncorrelated intrinsic noise from the filter outputs with respect to the signal
which means that edges can be more reliably detected and localized. But averaging is inherently
problematic because it involves information loss. In the MIRAGE transformation this loss is kept
to a minimum by combining responses from different sized filters only if they have the same sign.
This removes the danger that patterns detected at one scale could be distorted beyond recognition
by influences from a different channel.

Having derived the combined representations, MIRAGE provides simple rules which allow
these distributions to be transformed into the raw primal sketch. The Edge Rule states that where
a response distribution in one signal is bounded on only one side by a zero region in both signals,
a luminance edge transition should be assumed. If on the other hand it is bounded either on both
sides, or on no sides, a luminance line should be inferred. These rules allow the construction of edges
and bars, the fundamental primitives of the primal sketch. MIRAGE allows quite precise predictions
to be made about the precision with which parameters for these primitives (like contrast, position
and blur) are specified, and these have been validated by psychophysical studies (see Watt 1988 for
a review).
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3.2.CHANNEL THEORIES AND SPATIAL FREQUENCY PRIMITIVES.

The second approach to early spatial vision starts from the assumption that positional coding
is unnecessary because low-level spatial descriptions

can be read directly from the distribution of

power over filter outputs (Sullivan et al 1972; Geisler 1984; Klein and Levi 1985; Parker and Hawken
1985; Wilson 1986; Shapley and Victor 1986).

This approach shares some characteristics with

approaches involving the notion of "feature detectors" (Hubei and Wiesel 1959, 1962, 1965; Barlow
1972) in that the perception of stimulus characteristics is conceived purely in terms of the activation
of appropriate classes of cells.

The idea of feature detectors was most thoroughly developed by Barlow (1972). According
to this idea, feature detecting neurones arranged at higher and higher levels of processing become
increasingly specialised to the point where they only respond to a single object or event. But this
implies there is a feature detector for every recognizable object and this would require an implausibly
large number of brain cells to be devoted to this function. Spatial channel theories do not have these
consequences because they are strictly confined to the early stages of vision, but this restrictiveness
is a double-edged sword as it leads to an entirely different set of logical problems, as will be
discussed later.

Spatial channel theories are exemplified in studies by Wilson and his colleagues (Wilson and
Bergen 1979; Wilson and Gelb 1984; Wilson and Regan 1984; Wilson 1985, 1986) and the following
discussion refers specifically to this work.

The general approach is to show that the limits to

performance in simple spatial discrimination tasks are determined by the

spatial frequency and

orientation tuning characteristics of early neural filtering mechanisms. Wilson and Gelb (1984)
described a filtering

model analogous to line-element models of colour discrimination, which

accounts for data from a series of studies of masking in spatial-frequency discrimination (Wilson et
al 1983; Phillips and Wilson 1984). The model involves six spatial frequency and orientation selective
mechanisms, each of which can be characterized by a two-dimensional linear band-pass filter followed
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by a contrast non-linearity which is accelerating at low contrast and follows a power law compression
at high contrasts. Individual mechanism responses can then be pooled by defining a vector quantity
in a multidimensional Euclidean space in which each axis represents the response of a single spatiallytuned mechanism. This is calculated by taking the nth root of the sum of the n powers of all n
responses to be pooled. Wilson and Gelb’s system also models the effects of spatial pooling in spatial
frequency discrimination, as originally described by Hirsch and Hylton (1982) and since challenged
by Heeley (1989). Spatial pooling is achieved by merely extending the number of dimensions in the
response space.

In line-element models, detectability of a stimulus is determined by the ratio of the length
of the vector and the standard deviation of mechanism responses when no stimulus is present. The
discriminability between two patterns is determined by the ratio between the difference vector and
the standard deviation of mechanism responses to whichever stimulus is defined as the baseline (Quick
1974).

Carlson (1983), Klein and Levi (1985) and Wilson (1986) have applied a similar analysis
to a number of hyperacuity tasks. Their approach is to compute thresholds and compare them with
published data for a range of conditions such as the dependence of vernier acuity on line length and
separation (Westheimer and McKee 1977).

It could be argued that apart from being more parsimonious than a primal sketch model,
filtering theories are more economical in terms of processing capacity. The essential idea of the
primal

sketch

is that

spatial relations between features are

constructed

through an inflexible

transformation of the entire image. In contrast the spatial filtering operations discussed in this section
are inherently selective and therefore more economical in terms of total processing volume. But
this line of argument

soon runs into difficulties because it not obvious that this kind of design

consideration actually applies in biological visual systems. A large number of early visual functions
are thought to involve operations which are carried out in parallel over the whole visual field
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(Treisman and Gelade 1980; Ballard, Hinton and Sejnowski 1983; Grossberg and Levine 1975; M an
and Poggio 1976; McLeod, Driver and Crisp, 1988; Nakayama and Silverman 1986; Treisman 1988).
The successive layers of retinocentrically organized neural units in the primary visual cortex (Hubei
and Wiesel, 1959, 1962, 1965) are also suggestive of extensive parallel processing and it is not clear
how the architecture of the retina could function in any other mode.

3.2.1. EMPIRICAL DIFFICULTIES FOR CHANNEL MODELS.

There are several problems with the channel approach. First, there are a number of
psychophysical findings that cannot be accounted for in terms of responses of spatial filters. Morgan
and Ward (1985)

examined spatial-interval discrimination under conditions designed to introduce

randomness into the spatial frequency content of the stimulus, while leaving the relative positions of
the spatial primitives unchanged. The first experiment involved comparison of the width of the central
interval with the outer intervals formed by four parallel bars. Random size scaling of the stimulus
from trial to trial had no effect on thresholds even though the output from any fixed subset of Biters
can no longer provide a reliable cue.

The second experiment involved placing flanking bars at randomly selected distances from
the lines forming the cued interval. For the minimum target intervals in this study (3 arc min), this
introduces variance into all but the smallest of Wilson and Gelb’s filters and so performance should
have been significantly disrupted. In fact there was no effect on thresholds even though similar
perturbations of the target interval in a control condition produced threshold increases matching
those predicted by the statistics in the space domain. These results are taken as further evidence that
the information for discrimination is contained in the spatial distribution of the filter output. The
difference between these results and previous demonstrations of interference by flanking bars in the
case of stereoacuity (Westheimer et al, 1976) and vernier acuity (Westheimer and Hauske 1975;
Badcock and Westheimer 1985) can be readily understood because in the latter studies, this distance
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was less than the diameter of the smallest receptive Helds (3 arc min). In the MIRAGE model it
is normally the positions of response peaks from these filters that determine localization, therefore
it is not surprising that thresholds are elevated if there outputs are corrupted. In a study by Morgan,
Ward and Hole (1990) a similar result was reported for two-square vernier and spatial-interval tasks
in which an intervening square was randomly placed between the targets.

Another difHculty is that separation discrimination thresholds are largely unaffected by
changes in the spatial frequency content of the individual targets (Burbeck, 1987, 1988; Toet et al.,
1987; Toet and Koenderink, 1988). Also Levi,Klein and Yap (1988) have shown that the

Weber

function for separation cannot be explained by an increase in spatial uncertainty with decreasing
spatial frequencies. These authors argue that thresholds increases for larger separations are related
to increases in eccentricity of the individual targets and associated changes in the cortical
magniHcation factor. Because the spatial grain of the cortex (degrees of visual angle per mm of
cortex) varies linearly with eccentricity so

positional uncertainty increases as separation and

eccentricity increases.

Apart from these empirical inconsistencies which apply to filtering theories generally, there
is a basic design problem which applies specifically to line-element models, in

that they are

restricted with respect to the types of filter response functions to which they can be applied. If output
is simply a linear function of contrast, the system will be unable to tolerate any random fluctuations
in stimulus contrast because the location of pattern representations in multidimensional response
space is affected by the overall response level. This problem is dealt with to some extent by the
power law compression in the filter response functions at high contrast levels which imbues the system
with a degree of contrast independence. But this is not really a solution because in order for spectral
changes to be detected there must be some sensitivity to contrast and this means the system will
always be affected by changes in overall contrast.
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The obvious way of getting around this problem is to organize the different size-tuned filters
in an opponent system that outputs a value for relative activity for each filter. Campbell,Nachmias and
Jukes (1970) proposed that width and interval discrimination

could be based on

opponent

mechanisms and this would explain why these acuities are found to be contrast independent (Regan
and Beverley 1983a).

Opponent processing can be achieved by calculating the mean response level at each point
in the image over all the filters that are centred at that point, and then expressing individual outputs
as a proportion of this. Discrimination thresholds can then be determined as follows: first, the
discriminability of the stimuli for filters at a single pass-band is computed as a function of the ratio
between the difference in mean level of response for this set of filters and the variability of this
measure. The performance of the multiple channel system can then be predicted either by measuring
line elements as before, or by computing the effects of probability summation over the output of the
individual channels.

3.2.2.

CONCEPTUAL PROBLEMS: THE ROLE OF SPATIAL FILTERS IN A
HIERARCHICALLY ORGANIZED

VISUAL SYSTEM.

One function of vision is the recovery of high-level information about surfaces and ultimately
objects from

low-level inputs representing the spectral content and intensity distributions in the

retinal image (Marr 1982). This is unlikely to be achieved in a single step, therefore it is highly
probable that the visual system

will be modular in design and that some kind of hierarchical

organization will be evident. Thus we can regard the

concept of hierarchical

organization as

something of a truism but the importance of the idea should not be underestimated on this count.
Darwinian theory provides a case in point: although the theory of evolution by natural selection was
backed up by extensive naturalistic observations, the insight that led to the theory involved the
extension of a simple truism to a new field. What Darwin realized was that if randomly determined
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within-species variations are somehow transmitted to subsequent generations during the reproductive
process, then the simple tautology that what is stable lasts longer offers a way of understanding the
evolution of biological structures in terms of the persistence of the consequences of such variation:
longevity of the stable leads directly to the idea of survival of the fittest and the theory that species
characteristics are moulded by the selective impact of the physical and biological environment.

As well as defining a coherent program for evolutionary biology, the theory of evolution by
natural selection provides a logical framework which is relevant to all areas of the life sciences. The
principle of hierarchical organization would seem to occupy a similar position in the context of the
information sciences and it is especially pertinent for theories of early spatial coding. The issue of
whether explicit spatial representations need to constructed from the outputs of primary filters is
clarified by considering this perspective.

Marr’s formulation of the primal sketch (Marr 1976) is specifically designed to fit into a
hierarchically organized

visual system. The visual system operates as a hierarchy in that large

numbers of luminance edges are made explicit

as a first step towards the recovery of information

about surfaces and objects in three-dimensional space, and the number of decision points decreases
recursively as the structure is ascended.

The previous discussion makes it clear that models of early vision

based on positional

coding of features in the image are readily integrated into a modular visual system. On the other
hand, it is not clear how higher level systems could operate on spatial information represented in a
form such as line-element lengths. The hierarchical assumption is not infallible though; it is worth
considering the possibility that more complex processes might be explicable in terms of a single
operation on filter output values. Wilson’s model can in principle be applied to more complex stimuli
than those used in hyperacuity experiments since its predictions are based on differences in filter
outputs between stimuli rather than on the distribution of responses within a single stimulus. Whether
it can be generalized to different types of spatial task however, is not so obvious. Wilson (1986) states
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that "what is needed is a fairly general spatial discrimination model that encompasses a range of
hyperacuity tasks as special cases" (p.453). In fact it is difficult to see how a simple line-element
model can be applied to spatial judgements in general because it depends on some very restricting
characteristics of the experimental conditions.

One such restriction is that for tasks in which two stimuli are to be compared, the
discriminanda must only differ along a single dimension. A general system must be able to deal with
discriminations of size and shape involving objects which differ in many respects. For example we have
no difficulty in making a width comparison between a banana and a cigar despite the fact that
Euclidean distance of the corresponding line element is confounded by the effects of differences along
all sorts of dimensions such as curvature and length. One possibility is that simple spatial information
is extracted not from simple line-elements but from much more complex cross-filter functions which
are invariant over stimulus transformations that do not affect the target dimension and are therefore
much more useful generally. If this is the case, it remains to be shown a) that such patterns can be
described mathematically and b) that they can be computed in the visual system.

In a paper by Shapley et al (1990), Morgan discusses the implications of filtering theories
at some length. Although he acknowledges the value of this approach

as a formulation of the

limitations imposed on pattern discrimination by differential neural activity, the discussion focuses on
a number of logical difficulties that arise when filtering models are considered as general theories
of spatial vision. But he does not consider the possibility that visual functions could be modelled
in terms of abstract stimulus invariant characteristics of the filter response profile. There is a
possibility that this class of theory could be immune to some of these problems.

First, there is the problem of how

discriminatory functions can be linked to language.

Morgan argues that because subjects can home in on a particular stimulus dimension as soon as they
hear the appropriate instructions, they must be basing their decisions on a visual representation of
the pattern in which relations like length and width have been made explicit enough to be accessed
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by language. An alternative possibility is that

language accesses spatial information

indirectly,

through linguistically labelled and pre-acquired recovery procedures which act directly on the outputs
from individual spatial filters.

Morgan’s second and third points are that threshold models cannot explain suprathreshold
classification nor directionality of discrimination. These arguments seem to relate to the same
problem again: spatial filtering models need to include rules for mobilizing appropriate decoding
algorithms as well as details of tuning parameters of the primary neural mechanisms. There is also
a specific problem in the line element model in that the ratio between the length of the line and
its variability could determine discriminability but the direction of the response cannot be predicted
on this basis alone. It might be possible to get around this problem by computing the response on
the basis of two line elements, each defining the distance of a single response locus from the origin.
Although such a system could in principle deliver a sign of the difference as well as its magnitude,
the computation would be complicated because it would have to take relative gradient of the lines
into account in order to explain the data related to the original line-element model.

A fourth problem is that it may not necessarily follow that a discrimination is feasible just
because it is consistent with spatial filter tuning parameters. It may also be necessary for
discriminations to be based on natural continua like "larger versus smaller" or "shifted left versus
shifted right". From the current perspective this does not present a problem, on the contrary if we
knew whether observers can make discriminations of arbitrarily selected quantities in the transform
domain, this is likely to provide insight into the nature and origins of response decoding algorithms.

Morgan’s fifth argument is that spatial filtering theories may be able to account for the
accuracy of a particular length discrimination for example, but they cannot explain how the observer
is

able to describe the stimulus as well as make discriminations about it. It is hard to believe that

the processes that are involved in making this explicit description are not also involved in making the
discrimination.
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In a filtering model which includes actively controlled

algorithms for recovering spatial

dimensions, this problem really depends on what it actually means to describe a stimulus. If the target
is a bar, a description could be assembled by taking a series of distance measurements at assorted
angles across the object and then on the basis of the fact that these measurements cluster around
two values, take the average of these and present them as estimates of the width and length of the
stimulus (or a similar more complex procedure). This would provide some kind of ’description’ and
would involve the same kind of processes that allowed the discrimination to be made.

But once we try to use this

approach

to describe anything more abstract than simple

spatial dimensions it runs into the kinds of problems that follow from the notion of feature detectors:
since there are an infinite number of

descriptive dimensions and each of these requires an

independent algorithm, an infinite number of algorithms would have to be available. In a hierarchical
model this problem does not arise because higher level structures are made explicit through the
operation of a limited number of general purpose routines.

It was argued earlier in this section that filtering models can only account for hyperacuity
thresholds if the discriminanda are spatially identical except for the cued dimension. There is another
way in which the stimuli must be restricted and this is related to the control of spatial pooling. .
If as in most hyperacuity experiments, the target features are defined on a uniform background, then
the problem of specifying which filters should be included in the calculation is simple: only filters
forming a region of activity which is completely surrounded by a region of inactivity should be
included. In natural images,

target features are unlikely to be isolated in this way and it is not

obvious how to exclude irrelevant signals without a priori knowledge of the extent of the target
features.

Presumably the only way to determine whether a certain group of responses all emanate
from a single edge or bar rather than from two or more independent features in the image, is to take
note of the relative position of the active filters. But correspondence of source cannot be assumed
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purely on the basis of proximity because the maximum separation which can exist between two filters
responding to the same feature depends on the size of the filters. But even assuming that rules could
be formulated to encompass these factors, there is still a problem in that some of the filters will be
responding to irrelevant features in addition to the target. This is the scenario investigated in the
studies by Morgan and colleagues, and by Westheimer (ibid.).

This issue is related to one of the less tractable problems that Morgan considers, the problem
of how to specify positional or phase information on the basis of outputs in which

only amplitude

is explicit. Phase information seems to affect the appearance of an image more than the amplitude
spectrum (Oppenheim and Lim 1981; Piotrowski and Campbell 1982), probably because the phase
spectrum determines the positioning of edges, bars and blobs whereas amplitude only affects feature
attributes

like blur and contrast. Marr stressed the fact

that most visual functions operate on

information about what features are present in the image and where these features are positioned.
Cartoonists have always known that most of the grey level information in an image can be discarded
without loss of object recognition, as long as the basic symbols are preserved in some form.

Although the filtering approach is fraught with difficulties when presented as a comprehensive
theory, we cannot rule out the possibility that some types of hyperacuity may be based directly on
comparisons of filter response levels. There is evidence that

spatial discrimination is not limited

purely by the processes that encode position: Andrews, Webb and Miller (1974) found that efficiency
in distance estimation is less than one percent of the best human performances for orientation and
shape acuity. Andrews et al explained this in terms of a two-stage model in which orientation and
shape judgements are based on high precision information derived from comparisons of outputs from
primary coding units (ie.spatial filters), whereas distance judgements are limited by the positional
specificity of these units, or in other words, by the level of inaccuracy in a positional code.

Klein and Levi’s (1985) viewprint model involve representation of local sign as well as direct
filtering systems and recently Morgan, Ward and Hole (1990) have also considered a hybrid model.
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They proposed an integrated system in which positional specifications allows Altering mechanisms to
be deployed intelligently, so that irrelevant image features do not interfere with the coding of target
features. But it is not at all clear how an intelligent filtering system could be engineered, nor whether
there would be sufficient evolutionary pressure.

In general, the advantages of being able to discriminate at hyperacute levels are not
immediately obvious. The purpose of the visual system as conceived by Marr is to deliver information
about what objects are present in the visual environment, where they are and where they are going.
It is unlikely that hyperacute levels of localization are required for three dimensional scene analysis
and object recognition and it remains to be shown that this is a requirement for effective visual
motor control. There are a number of specific and isolated instances though, where hyperacute
discriminations would pay off. Stereopsis is an obvious case.

Stereopsis is a very efficient way of detecting small differences in depth between two objects,
and this has led some authors to suggest that it may have

evolved as a system for breaking

camouflage. In order for such small differences in depth to be detected, the system needs to be
sensitive to retinal disparities of only a few seconds of arc. Stereopsis may have been a major force
behind the evolution of hyperacuity but there are two cases apart from this where hyperacuity could
be useful and both of these are related to motion processing:

One application for hyperacute

orientation discrimination is in the detection of motion

parallax. It is not currently known whether differences in velocity related to objects at different
depths are encoded by measuring velocities directly, or by looking for shifts in orientation between
image features corresponding to different depth planes. If the latter is correct, then fine orientation
acuity could be advantageous because this would allow smaller differences in depth to be perceived.

There is a potential application for a size/distance estimator functioning at threshold in
relation to the perception of object depth changes. When a distant object changes its direction of
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motion with respect to a viewer, there may be no cues available except for a change in the direction
of a very small degree of image expansion/contraction. This quantity could be detected in two ways:
one would involve mechanisms that respond when contours corresponding to a single object are found
to be moving in different directions or at different rates. Another approach would be to look at the
way intervals between spatially distributed features change over time. Like the cases of stereopsis and
motion parallax, this function requires only simple binary decisions about the sign of the image
transformation and a filtering mechanism that outputs ordinal values

would be quite sufficient for

this purpose. Threshold functioning would be more useful in this situation than it would be in the
case of comparisons of object size for example for the following reasons: Although a system operating
at threshold can only deliver a simple binary decision indicating which image of the object is most
dense, this is sufficient for determining the direction of the shift in depth, even though it says little
about the extent of the change. A similar argument can be applied to the case of texture density
estimation and this idea will be developed in chapter 3.

These examples show that it might be worth evolving a special-purpose, highly-sensitive filterbased system in addition to a general purpose construction based on local sign. But this analysis
is problematic in that it does not explain why orientation and curvature discrimination are superior
to

interval sensitivity; the latter would appear to be equally valuable. One way out of this problem

is to reject the Andrews et al distinction and assume that both groups of hyperacuity are based on
filtering mechanisms. In this case an explanation for differences in efficiency ought to be found in
the tuning characteristics of the filtering mechanisms. It would be surprising if any single set of filters
could perform both types of discrimination with equal efficiency, and therefore some level of
imbalance is inevitable.

In conclusion it seems fairly probable that the early stages of visual coding are organized as
follows: The first operation on the grey level image involves the parallel application of a set of band
pass filters that overlap in space and spatial frequency. Although the pattern of filter response levels
from these units is a rich source

of implicit information about
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luminance variations, it cannot

function as a general purpose spatial code because higher level processes involved in processing of
form, brightness, depth etc. need explicit information about the position, contrast and blur of the
luminance discontinuities in the image. This means that we must postulate a level of representation
along the lines of M arr’s primal sketch. But there is a possibility that direct filtering systems operate
where more precise measurements are required. As Morgan et al suggest, the positional specifications
output by MIRAGE could be used to determine which

filter outputs are used to compute fine

discriminations.

But there are a number of issues in this kind of model that have not been thought out.
Morgan et al point out that filtering models can only be taken seriously if there is some basis for
determining which filter outputs should be utilized and which should be ignored. Another issue that
is unclear is the nature of the filters and the level of the visual system at which they are applied.
Presumably these are not the same DOG filters that drive MIRAGE. More specialised,
orientationally tuned mechanisms are normally invoked for this purpose (eg. Wilson and Gelb 1984).
These units would have to be applied directly to the grey level image, otherwise the limits imposed
by the positional uncertainty and output noise associated with the primary filters would remain. This
means there must be orientationally tuned cells connected directly to the photoreceptors or bipolar
neurones but in fact there is no evidence for this (Robson 1983).

The next problem is what to do with the outputs from a specialised hyperacuity system.
Consider the case of stereopsis for example. If filtering systems can be deployed to detect disparities
that are too small to be encoded by MIRAGE, the binary response from a line-element calculation
could be used in two ways: One approach would be to feed this information directly into the two and
a half D sketch, by specifying a depth edge (of indeterminate extent). A similar technique could be
applied for both of the other examples that have been discussed, because they are also concerned
with the detection of differences in depth.
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The only alternative to this if we accept Marr’s general design, is that local signs are first
computed by MIRAGE, and later modified by outputs from the filter system. But the inclusion of
ordinal information from line-element comparisons (for example) into a Euclidean representation
would be problematic. In the case of stereopsis, threshold disparities detected by filtering systems
would be inserted into a spatial map by expanding one member of the previously identical pair of
corresponding intervals in the two monocular primal sketches by the minimum distance permitted
by the resolution of the array. But this introduces spatial distortions into the primal sketch and
should therefore be avoided. Another problem with this kind of system is that secondary filtering has
to be implemented before the

output from MIRAGE has changed, and so could be difficult to

implement in real time. One possibility is that these operations run in parallel with the switching out
of successively smaller filters which Watt (1987) has proposed in his dynamic MIRAGE.
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CHAPTER 2: SEPARATION ACUITIES IN MULTI-FEATURED STIMULI.

1. INTRODUCTION: EVIDENCE FOR AVERAGING IN SPATIAL FREQUENCY
DISCRIMINATION

Chapter 1 discussed two types of theory about the significance of spatial filters for the
processing of static images. The current chapter starts off by describing work by Heeley (1987,1989)
that appears to provide more evidence for positional coding.

In a recent study of spatial-frequency discrimination, Heeley (1989)

reported that

for

middle and low frequency sine wave gratings there is a decline in the Weber fraction as the number
of cycles present is increased. This effect is quite marked, thresholds being reduced by a factor of
two or more as the asymptote is reached at around eight cycles. Further investigations (Heeley ibid.)
showed that the effect may not actually have anything to do with the number of cycles present: a
similar effect is found if the stimulus is extended along the orthogonal direction which suggests that
stimulus area is the critical factor.

Theoretical treatments of spatial frequency discrimination have tended to concentrate on
details of the tuning parameters in the primary spatial filtering mechanisms. This approach involves
looking at

the effects of various stimulus manipulations on the sensitivity of the filters to small

changes in spatial frequency and then comparing them with psychophysical data taken under similar
conditions (Wilson and Gelb,1984).

If discriminability is directly related to the magnitude of differential responses in spatial filters,
then Heeley*s findings can be accommodated fairly easily. As stimulus area is increased a greater
number of spatial mechanisms would be stimulated and this could lead to an
discriminability

increase in

due to probability summation. There are however a number of reasons for

questioning this approach, one of which stems from an earlier study by Heeley.
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Heeley (1987) reports that if

random frequency modulations are imposed over sine wave

gratings, spatial frequency discrimination is degraded to a lesser extent than would be predicted if
comparisons are based directly on spatial filter outputs, which should be dominated by the statistics
of the

random modulation. These results can be interpreted as support for models in which a

symbolic representation involving spatial primitives is constructed from the combined outputs of
spatial filters (Marr & Hildreth,1980,Watt & Morgan,1985).

If this interpretation is correct,then spatial-frequency discrimination is really just a special case
of spatial interval discrimination, probably involving estimations of distance between tokens
representing maxima and/or minima in the luminance profile.

There is some evidence to support

this idea: in common with a number of different interval tasks (see Watt 1984 for a summary), the
Weber fraction for spatial frequency seems to be constant at around four or five percent (Campbell
et al,1970; Hirsch and Hylton, 1982).

This kind of analysis raises some interesting possibilities in relation to Heeley’s stimulus
area effect. If the representations and operations underlying spatial frequency discriminations are
essentially the same as those underlying spatial interval tasks, then for some types of stimuli there
should be analogous reductions in spatial interval thresholds as stimulus area is extended. Consider
a simple line separation judgement task for example: if H eele/s analysis is correct, then one
prediction is that thresholds should be reduced as line length is increased.

In fact this

prediction does not receive support. In an early investigation of hyperacuity,

Westheimer and McKee (1977b) showed that increases in line length do not have any significant
effect on performance: two dots can have their separations judged almost as well as two lines.

This result is important, but the notion of a common symbolic code cannot be rejected on
the basis of a single piece of evidence; the theoretical implications of such a step are quite profound.
Consider for example the consequences for Watt and Morgan’s model of spatial coding: In order
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to accommodate the possibility that sine waves are excluded from the spatial code, we could make
the minimal assumption that the MIRAGE algorithm is only implemented when filter outputs reach
a threshold level over a threshold range of spatial scales. But even this small deviation from the
standard model is problematic. First, it is completely ad hoc. Second, it implies that
gratings are perceived through direct access

sine wave

to information encoded prior to the level of the primal

sketch, a possibility that Marr explicitly rejected.

The

experiments reported here examine some relevant conditions.

The first of these

considers whether line separation acuity is improved by stimulus manipulations that correspond to
increases in the number of cycles in the grating task. Experiment I also replicates the results reported
by Westheimer and McKee. First I describe the experimental methods that were applied in these
studies.

2.

GENERAL EXPERIMENTAL METHODS.

2.1. PSYCHOPHYSICS

2.1.1. PSYCHOPHYSICAL EXPERIMENTS AND COMPUTATIONAL VISION.

Most of the experiments reported in this thesis test predictions about the way certain
variables affect an observer’s sensitivity to differences between two stimuli. The theoretical rationale
of this approach can be summarized as follows:

In the computational approach to vision, the perception of any stimulus variable

is the

product of the application of a sequence of representations and algorithms. The input representation
is always a recording of the luminance levels at each point on the retina (the grey level image) and
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the final representation contains explicit information about the target stimulus variable which
determines the subject’s response. The nature of the processes and representations that mediate
this transformation can be deduced theoretically and tested psychophysically.

In studying spatial vision as a data-driven system, the working hypothesis is that information
represented at all levels of a processing sequence originates in the physics of the stimulus. This means
that it ought to be possible to assess the validity of a hypothetical representation by manipulating the
corresponding stimulus variable and recording the effect of this on the subject’s behaviour.

In most psychophysical experiments the subject’s responses involve binary decisions about
either the detectability or discriminability of a stimulus quantity. In the current experiments the
subjects are required to make discriminations. Two aspects of discriminatory performance

are of

interest: one is the threshold difference in the target variable that produces reliable discrimination.
The second is the central tendency of these decisions. Section 2.2.3. explains how certain types of
stimulus manipulation can produce informative variations in these dependent variables. This follows
a section describing the psychophysical methods through which these variables are derived.

2.1.2. THE METHOD OF CONSTANT STIMULI.

The method of constant stimuli provides a means of estimating both types of dependent
variable through a single experimental procedure. In its basic form, this system records a series of
binary decisions about the relative magnitude of a particular variable in a standard and a test or
’cued’ stimulus. The subject responds to a range of cue levels distributed symmetrically around the
level at which the responses are evenly distributed between the two alternatives, this being the point
of subjective equality. If the selection of cue levels and the number of presentations is appropriate,
the pattern of response frequencies over cue level will produce a cumulative normal sigmoid curve.
This corresponds to a description of the cumulative distribution of response errors over cue level,
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and it defines the psychometric function. The psychometric function can be completely described by
two statistics: the cue level corresponding to the average of the cumulative response error values
and some measure of the dispersion of this distribution.

The current experiments employed

the Watt and Andrews (1981) ’APE’ procedure, an

adaptive method of constant stimuli. APE calculates the median and the standard deviation of the
distribution by Probit analysis (Finney 1971). The standard deviation is equivalent to the distance
between the two cue levels at which the subject selects the same response option for 84.1% of the
triads. Assuming that no additional sources of error are introduced subsequent to the decision stage,
the standard deviation provides an index of the variability of the representation that underlies the
discrimination.

The estimate of the location of the median error value provides a measure of the subject’s
response bias and this is affected by two factors: The factor that we are interested in is the relative
magnitude of the psychophysical quantities that are extracted from the stimulus pairs. If the
discriminanda differ only in the parameter to which the cue is added, these quantities will be similar
at a cue level of zero. But if the discriminanda differ in other respects these quantities will sometimes
be equivalent at non-zero cue levels, in which case the difference between the magnitudes of the
psychophysical quantity when there is no physical difference is represented by the value of this non
zero cue level. For example in a brightness discrimination task, if one of the target patches is
surrounded by a bright field and the other is surrounded by a dark field, then the perceived
brightness of the two will differ at a cue level of zero and the median error point will be shifted to
a non-zero cue level.

The situation is not quite as simple as this however, because the location of the median
error rate is sometimes affected by a second factor: Even when the discriminanda differ only along
the

cued parameter, for various reasons subjects may adopt a response strategy that produces

maximum errors at a non-zero cue level. In order to control for
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this factor

the position of the

median error value (henceforth referred to as the P50) for identical stimuli must be subtracted from
this value in the experimental condition.

The psychometric function must represent a reasonable approximation to a cumulative normal
distribution and this requires that an appropriate selection of cue levels should be tested. This can
only be achieved on the basis of some foreknowledge of the range of cue levels over which the
subject’s responses will be uncertain. In the classical method this is achieved by carrying out pilot
runs, but this is wasteful of data and it also fails to take account of changes in the subject’s response
pattern.

2.1.3. ADAPTIVE PROBIT ESTIMATION.

APE (Adaptive Probit Estimation) determines the stimulus set being tested on the basis of
the subject’s response history within a single run of trials. At the start of the run the program tests
responses only at the two extremes of the stimulus levels and at one third of the extremes. A rapid
and slightly approximate probit analysis of these responses is made and four stimulus levels are
selected on the basis of this for testing in the next block of trials. These are presented in a pseudo
random sequence and four stimulus levels for the next block are reselected on the basis of another
Probit analysis. At the outset of the run it is likely that the stimulus set will be inappropriate and the
stimulus set is highly responsive to the outcome of the Probit analysis. As successive blocks are run
it becomes more likely that any mismatch between the response distribution and the stimulus set will
be due to transient disturbances therefore the inertia of the stimulus set is progressively increased.

As well as providing estimates of the SD and P50 of the psychometric function, APE
computes the standard error of these values. For an unstable subject the standard error value
associated with the SD and P50 estimates is likely to be an underestimate of the replicability of the
result, in which case the values represented in the graphs are derived by taking the RMS (Root Mean

44

Square) of two or more independent estimates. Most of the graphs represent discrimination thresholds
as Weber fractions and response biases are defmed in terms of visual angle.

2.2. PROCEDURE

As well as providing the basis for selecting the initial stimulus set for the main run, the initial
16 trials

act as practice trials because these responses are not included in the final response

record. The main run consists of 64 trials and in the current experiments

each threshold

determination lasted approximately 8 minutes.

Pilot studies showed that a two-alternative spatial forced-choice procedure produces lower
and more consistent thresholds than is the case with consecutively presented stimuli. It also produces
more comparable results between experienced and inexperienced observers. Stable performance in
temporal interval forced-choice requires some implicit knowledge of the optimum positioning of the
stimulus. In the absence of time restrictions it seems as though the subject can find this positioning
spontaneously through the normal scanning operations.

In all of the current experiments the cue was added to a standard separation defined by two
or more stimulus features (either dots or lines) in the left hand stimulus. Subjects were instructed
to press one of two response buttons depending on whether the intervals in the left or the right
stimulus appeared to be smaller. In experiments where the stimuli were composed of fields of dots
or lines, subjects were instructed to respond to the density of the stimulus features, this being defined
(trough the constructive procedure) as the mean separation between adjacent features. The stimuli
remained visible until the observer pressed one of the two response buttons.

The standard interval was determined by adding to the baseline a small increment chosen
from a rectangular probability distribution in the range -10% to +10%. This forced the subject to
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encode the baseline quantity in every discrimination, rather than merely comparing the cued stimulus
with an internal standard.

Data was taken in sessions lasting a maximum of two hours (with breaks) and the order in
which thresholds were determined was randomized to control for effects of practice and fatigue.

2.3. STIMULUS MANIPULATIONS FOR EXPERIMENTS
INVOLVING THRESHOLD MEASUREMENTS.

There are two types of stimulus manipulation in this category: one involves changes in the
number of samples of a physical cue. For example experiment I examines the effect of defining a
target spatial interval in the separations between multiple equally spaced parallel bars. Another type
of experiment investigates the effects of inclusion versus total exclusion of a certain cue. For example
we could remove the total area cue in a two bar spatial interval task by ensuring that the length of
the bars in the discriminanda are always different. In some situations this manipulation can be refined
by looking at the effects of adding different levels of random perturbation to the cue rather than
removing it completely. The next section describes procedures for quantitative modelling of these
effects.

2.3.1. CALCULATING THRESHOLDS FROM STIMULUS VARIANCE.

Morgan and Ward (1985) have pointed out that if we introduce variability into a stimulus
parameter through which the visual system extracts the cue, the rise in threshold can be calculated
as follows: The standard deviation of the psychometric function represents the square root of the
response variance; if we add a source of stimulus variance that the observer is unable to distinguish
from the cue, the outcome will be a rise in response variance equal to the stimulus variance. If we
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take the observer's threshold (T l) in the absence of stimulus variance as the measure of internal
response variance, the predicted threshold is calculated as the square root of the sum of T l squared
and the square of the stimulus variance. This technique will be applied in experiments VII and IIX
to provide evidence about the type of information that is extracted when subjects make judgements
about the density of random dot patterns.

2.4. STIMULUS MANIPULATIONS FOR EXPERIMENTS INVOLVING
MEASUREMENTS OF BIAS.

Some of the experiments reported in this thesis examine effects on the central tendency of
the subject’s discriminations as well as the accuracy of discrimination. These can arise as a result of
any of the previously described manipulations, or due to factors that are completely independent of
the target variable. Experiment IX is an example of the former: it shows that certain spatial
estimations are systematically distorted as a function of the difference in the number of samples of
the target quantity in the two stimuli that are being compared. In contrast to this, Experiment X
investigates perceptual shifts that are caused by image features that are spatially removed from the
target area of the stimulus.

2.5. STIMULUS GENERATION.

The stimuli were generated by computer on a high resolution point plotting oscilloscope
(HP1333A) which was viewed through natural pupils and appropriate correcting lenses for
accommodation. Viewing distance was either 114cm or 57cm, and therefore a distance of 1cm on
the screen corresponded to either 0.5 or 1.0 degrees of visual angle.
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The luminance of the display was linearized by reference to voltage values represented in a
look-up table compiled from microphotometer readings that sampled the luminance function over the
range of 500 voltage levels. The stimulus elements were points with a Gaussian luminance profile, with
a spot width of approximately 0.6 arc minutes at half-peak amplitude (Morgan and Watt 1982). The
width of the visible area of this profile was established by noting the maximum spatial separation for
which individual points were perceptually indistinct. For a luminance level of 200 (230 cd/m2), this
value was found to be approximately one minute of arc for a viewing distance of 114cm.

A

surrounding luminance of 15 cd/m2 was provided by a tungsten spotlight with filters, which was
directed at the screen.

The standard and cued stimuli were separated by a constant interval in the horizontal
dimension and the vertical position of one of the stimuli was randomized to remove any cues related
to the alignment of the upper and lower extremes of the patterns.

3.EXPERIMENTS INVESTIGATING SPATIAL AVERAGING.

3.1. EXPERIMENT I:

SPATIAL INTERVAL DISCRIMINATION AS A FUNCTION

OF

NUMBER AND LENGTH OF THE FEATURES IN THE STIMULUS.

STIMULI

Points plotted on the oscilloscope were spread along the vertical axis to form lines, by adding
a modulating 10 KHZ triangular waveform to the output. The stimuli were constructed by arranging
the stimulus elements to form various combinations of parallel lines with lengths of 10 minutes of arc
or multiples thereof (figure 1). The target variable was the separation between these lines. The
standard and cued stimuli were separated on the screen by a horizontal gap of 50 arc min.
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CONDITIONS

Performance was compared for baseline intervals of 10 arc minutes defined by vertical line
pairs of lengths: 1 arc minute (constructed from 2 dots), 10 arc minutes and 40 arc minutes.
Performance in the latter condition

was also compared with

conditions in which stimuli were

composed of 4 and 6 parallel lines (all of length 40 arc minutes and separated by the usual baseline
of 10 arc minutes).

Figure 1: Example of stimuli used in experiment I.

SUBJECTS

The subjects were the author (TM) who was an experienced psychophysical observer, and
a volunteer JT who was naive to the purpose of the experiment.

RESULTS
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All the graphs in this thesis present either Weber fractions or response biases for separation
discrimination performance. Graph 1 shows that Westheimer and McKee’s result is replicated: there
is no significant improvement in line separation discrimination as stimulus length is increased from
1 to 40 arc minutes.

Graph 1 also shows that increasing the number of lines in each stimulus has

no significant effect.

DISCUSSION

The absence of effect of line length (as noted by Westheimer and McKee 1977) has important
implications with respect to our understanding of hyperacuity in general. These will be briefly
described before discussing the significance of the results for the current issue.

It was mentioned in chapter 1 that there are in principle two different ways
precision of localization

can exceed

by which

retinal and optical resolution. If the feature to be localized

extends over several photoreceptors, one way to achieve this is to

exploit the

fact that in an

irregular photoreceptor array, the larger the number of photoreceptors over which an image contour
extends, the more precisely its location is specified because at each point along the line the signal
is quantized at a slightly different phase. This idea can be traced back to Hering, who originally
suggested that localization would be more precise if there was averaging of local sign.

But the data show that in fact measurements at different points are not required. The reasons
for this are quite well understood: due to the imperfect optics of the eye, luminance edges from any
source are never sharp enough for their luminance extrema to fall on adjacent
there are always intervening photoreceptors that record

50

photoreceptors;

2

TM

WEBER

FRACTION

(X)

5

1

1

2

5

10

50

20

LINE LENGTH (ARC UIN)

TM

2

WEBER

FRACTION

(X)

S

1

1

2

3

4

5

6

NUMBER OF UNES PER STIMULUS

Graph 1: Thresholds for line separation discrimination.
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7

8

intermediary luminance levels. Now consider the simple case where the lateral offset of two identical
edges is to be compared, as in a vernier task. Although the positions of the photoreceptors
registering the luminance maxima and minima may be identical for both edges, because the edges
have been optically blurred their offset can still be recovered

because this produces different levels

of activity in the intervening photoreceptors.

This simple example illustrates the important point that positional accuracy can exceed the
scale of the sampling interval providing the width of the luminance edge is greater than the width of
the receptor spacing. If we think of a luminance edge

as a segment of a waveform, this can be

understood in terms of Wiener’s sampling theorem, a principle that originated from work on linear
electrical networks. This states that samples spaced with a frequency f can reliably reconstruct spatial
frequencies only up to 0.5f. Higher frequencies produce "aliases" of the lower frequencies in the
sampled distribution and so they cannot be estimated with any certainty.

The suggestion that hyperacute discrimination can be achieved in a vernier task by simply
comparing luminance levels along corresponding points of luminance ramps produced by blurring,
illustrates the

principle that blurring allows additional information to be encoded by the

photoreceptors. But this method of recovering the information will only work when the luminance
extrema and the shape of the luminance ramp are identical in
environment this constraint

will not

the two edges. In a normal visual

apply and therefore estimates of relative location that are

derived in this way will be distorted by differences in the characteristics of the edges. We really need
a more abstract way of describing the position of an edge, which will be insensitive to changes in
the shape of the luminance ramps and the levels of their extrema. This can be achieved by taking
spatial derivatives. For sharp edges this would be a simple matter because there is only one point
at which adjacent receptors are differentially activated, and this point can be reliably interpreted as
the position of the edge. For blurred edges on the other hand, we have to specify exactly what
quantity in which kind of spatial derivative should be localized. This would be difficult if we needed
to accurately localize edges with inconsistently shaped distributions such as those deriving from
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external sources like shadows. But hyperacute localization is only really required in the case of sharp
edges that have been optically blurred and optical blurring produces spatial luminance functions
in which the point half way between the positions of the luminance minima and maxima corresponds
to the location of the luminance step in the unblurred distribution. In the MIRAGE transformation,
it is this point that is localized. This is achieved by

recording the

point midway between the

centroids of the non-zero regions in the positive and negative signals (Watt and Morgan 1985).

Experiment I shows that in contrast to H eelers result for sine wave gratings, increases in
bar number have no effect on separation acuity. This could be taken as more evidence against the
idea that sine waves and bars are represented by a common code, but there are other possibilities:
one is that they are encoded by the same spatial primitives but there may be different modes of
processing that take place either within this coding system or subsequent to it. Indeed it would be
surprising if this were not the case because the two types of stimuli are clearly very different in terms
of their subjective appearance. One way in which they differ is that the parallel lines can readily be
perceived as individual objects on a background whereas most people would agree that gratings do
not organize in this way.

Experiment II looks at the effects of stimulus extension for another class of stimuli. These
patterns are composed of fields of dots rather than lines and there are theoretical reasons to expect
that visual responses will be rather different in this case:

Heeley described his results as evidence for spatial averaging. There are two ways this term
could be defined: the first of these could be called the ’weak’ definition. This is merely the empirical
possibility that additional spatially distributed samples of the target quantity can (somehow) be used
to improve the accuracy with which that quantity is encoded. But Heeley makes a stronger suggestion
than this: he proposes that this process involves averaging of quantities represented as positional
differences between tokens representing spatial features.
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Before

proceeding any further with this discussion, it will be useful to specify some

terminology that separates these two definitions. In the remainder of the

thesis the term ’spatial

averaging’ will take the empirical definition and the theoretical idea will be referred as the ’interval
averaging’ hypothesis. To briefly elaborate the latter, the general idea is that improvements in
separation acuity occur because

the variability associated with the encoding of individual intervals

has a diminishing effect on the mean of these intervals as the number of samples increases.

The next experiment considers this idea in the context of M arr’s formulations of the primal
sketch. It is implicit in this theory that
length. If

lines are represented by a single symbol irrespective of their

the lines in experiment I are replaced with lines of dots, and the cue is added to the

vertical separations as well as the horizontal ones, thresholds are more likely to decline as a function
of overall stimulus size because there will be a greater proliferation of interval estimate samples.

3.2.

EXPERIMENT II:

INCREASES IN SENSITIVITY TO DOT SEPARATION AS
A FUNCTION OF STIMULUS DOT NUMBER: EVIDENCE
FOR SPATIAL AVERAGING.

STIMULI

Stimuli were

composed of dots arranged

in a regular square lattice

with equivalent

horizontal and vertical separation (figure 2). Apart from this difference, the stimuli were generated
and presented in the same way as described in experiment I. Subjects were instructed to look at the
stimuli as a whole and decide how the spacing in the right hand pattern compared with that in the
standard. The vertical origin of the cued stimulus was given a random perturbation to prevent the use
of misalignments between the two patterns as a cue.
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CONDITIONS

Thresholds were taken for stimuli composed of the following:

2 dots separated horizontally.
3 dots forming a right angled triangle.
4 dots forming a 2 by 2 array.
9 dots forming a 3 by 3 array.
16 dots forming a 4 by 4 array.
25 dots forming a 5 by 5 array.

Figure 2: Regular dot patterns.
SUBJECTS

The subjects were the author (TM) who was an experienced psychophysical observer, and
two paid volunteers (AG and JM ) who were naive to the purpose of the experiment.
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RESULTS

The data from

both observers (graph 2) shows that interval thresholds are reduced for

stimuli with larger number of dots, and it is not clear whether this function is asymptotic at the
maximum level of 25 dots or whether a larger effect could be measured for lattices of 36 dots or
more.

It should be noted that the two dot threshold for TM is larger than that reported in the last
experiment (4% rather than 2%). This is due to the fact that the current experiment was one of the
first to be performed; the data for experiment I was taken about 18 months later and the
improvement in threshold shows that extended practice has a large effect on performance in these
tasks.

DISCUSSION

The data clearly show an effect of dot number and if it is related to changes in spatial
acuity this is an interesting result. But there are several other explanations which must be ruled out.
First, it is possible that judgements for the larger stimuli are based on the overall width of the
pattern, and that this discrimination is easier for larger stimuli. But this seems unlikely because, as
mentioned earlier, numerous studies have shown that the Weber fraction for interval tasks is fairly
constant within this range: this means that expanding the stimulus should not increase acuity.

A second possibility is that somehow the visual system is making

measurements of total

stimulus area. It seems unlikely that these estimates are derived through operations on one
dimensional measurements because they do not reflect the

Weber relationship for spatial interval

judgements. One possibility is that area is being measured by a ’direct’ mechanism, perhaps by a
method analogous

to the ’polar planimeter’: This

56

device, as described by Michaels and Corello

(1981), measures the extent of an irregularly shaped area by tracing its outline but in no sense does
it actually represent any one dimensional measurements.

Experiments Ilia, Illb and IIIc rule out both these possibilities. The effect in experiment II
cannot be accounted for in terms of changes in sensitivity to stimulus area or overall size.

3.3.

CONTROL EXPERIMENTS CONFIRMING THE SPATIAL AVERAGING EFFECT.

3.3.1.

CONTROLLING FOR EFFECTS OF OVERALL SIZE.

33.1.1. EXPERIMENT Ilia: ASSESSMENT OF WEBER RELATIONSHIPS FOR DISTANCE
AND AREA AND COMPARISON WITH EFFECTS OF VARYING
NUMBER OF SPATIAL FEATURES.

CONDITIONS

In this experiment the stimuli consisted of

only the four corner dots of the stimuli from

experiment II. Thresholds were also taken again for the complete patterns, partly to confirm the
finding of experiment 1 and also to eliminate the effect of daily fluctuations which can significantly
affect performance in tasks of this kind.
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Graph 3a: Comparison of thresholds for regular dot patterns (similar to those in experiment II) with
patterns composed only of the dots that form the four corners of these stimuli (right hand panel).
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SUBJECTS

The observers were TM and two naive subjects PP and DJ, both of whom were not familiar
with this kind of task.

RESULTS

In graph 3a the data for the complete patterns are shown in the left panel and those for the
corner-dots only condition in the right panel. For subject DJ the data show a smaller dot number
effect for the full dot patterns and since the variability of his thresholds was high, the experiment
was repeated with a third subject (PP). The thresholds for the four dot condition show no effect for
all three subjects whereas, taken as a whole, the data for the full dot patterns adds generality to the
findings of experiment 1. Furthermore, the functions for subject TM and PP suggest that performance
may continue to improve as dot number is raised above thirty sue.

DISCUSSION

Since the maximum interval at each level in the original stimuli was clearly represented in
the four dot equivalents, an explanation for the dot number effect in terms of maximum interval
judgements is not sustained. The area hypothesis also looks dubious but the different performance
levels could reflect differences in the accuracy with which area is specified between the two conditions.
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3.3.I.2. EXPERIMENT IHb: FURTHER CONTROLS.

CONDITIONS

In order to control for possible effects of precision of area definition, thresholds were
compared under three conditions:

condition 1. Full dot lattices.
condition 2. 4 dot outline
condition 3. Outline defined by continuous lines.

SUBJECTS
The observers were TM and a naive subject, CO.

RESULTS

Graph 3b shows that the dot number effects for the full patterns were smaller than usual
and in fact for subject CO, the difference between thresholds for 2 dots and a 6 by 6 regular lattice
does not exceed the range defined by the error bars. Taken out of context this result would have to
be interpreted as not representing an effect, however if we consider that all the subjects tested in this
project showed at least a marginal improvement of performance

with dot number for regular

patterns, we are justified in assuming that the error values computed by APE may be
underestimating the replicability of the results.

Once again the data show that thresholds are substantially higher in the four dot condition
for larger stimuli. The continuous outlines seem to produce moderately low thresholds but there is
no effect of increasing stimulus size.
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DISCUSSION

The difference between the four dot and continuous outline conditions illustrates an effect
described by Andrews, Webb and Miller (1974). They showed that distance comparison is more
efficiently performed when the target is defmed along the length of a continuous line than with the
end parts alone. They interpreted this in terms of the two stage model that was discussed in chapter
1. This result should not be confused with Westheimer and McKee’s (1977) finding: the latter involved
intervals defmed by the separation between two lines rather than the distance between the end points
of a single line.

The important finding in the current experiment is that for the continuous outline stimuli,
where area is defined with the most precision, Weber fractions are independent of stimulus size.
Along with the phenomena reported in experiments 3c this result allows the area hypothesis to be
rejected.

3.3.13. EXPERIMENT IIIc: MORE EVIDENCE AGAINST AREA

The following effect was first noticed in the context of another experiment which will be
reported elsewhere.

CONDITIONS
Thresholds were estimated for lattices with a width of 2 dots as a function of height, which
ranged between 1 and 6 dots. In the vertical condition the cue was added only to the vertical intervals
and in the horizontal condition the cue was added only to the horizontal intervals. Subjects were
instructed to compare heights in the vertical condition and widths in the horizontal condition (see
diagram 1).
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Diagram 1: Stimulus pairs for the two conditions in experiment 3c for the 6 by 2 patterns. The
stimulus pair on the left represent the cue in the vertical spacing whereas the pair on the right pair
differ along the horizontal axis.

SUBJECTS
The subjects were TM and a naive subject, CO.

RESULTS
The data for both subjects (graph 3c) shows a significant improvement of performance with
increasing dot number for the vertical condition but no effect for the horizontal condition.

DISCUSSION

This result provides more evidence that improvements in performance with increases in dot
number cannot be reduced

to

differences in area

sensitivity: the strength of the area cue is

equivalent in the two conditions.

The difference between the two conditions might have something to do with the fact that
for the 4 by 2 patterns the lines of 4 are being coded as a single feature so that the interval occurs
only once in each stimulus representation.
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Graph 3c: Thresholds for regular lattices in which the cue is added only to dot separations along one
axis. Data points are displaced slightly around integer values on the X axis for the purpose of clarity.

3.3.2. CONTROLS FOR LUMINANCE CUES.

The results of experiment 3 allow the area hypothesis to be ruled out. Another possibility
is that subjects are using space-averaged luminance as a cue, in which case the dot number effect
might be accounted for in terms of some kind of spatial pooling of brightness signals. This will be
dealt with in Experiment IVc.

There is another way in which density judgements could be related to luminance: Mulligan
and MacLeod, (1988) reported that for regular dot patterns like the ones used here, there is a
reciprocal relationship between the brightness and the separation between the
component dots. They found that increases in local density raise the perceived brightness of the
elements in the denser regions. This suggests that rather than being a local process, dot
brightness is derived from signals integrated over quite a large area.

If a real luminance modulation is applied to null the illusory effect, then thresholds for
detection of the density modulation are increased. This implies that uncompensated

density

modulation is actually detected by variations in perceived brightness rather than through detection
of spatial inhomogeneities. There are in fact some good reasons why the influence of density on
brightness could be greater for larger dot numbers and if threshold density differences are really
detected via differences in a

brightness code rather than a spatial code, this could explain the effect

demonstrated in experiment 2. Notice this model implies that an additional route is available for
recovering the cue when there are more dots in the stimulus. This idea is important and will be
considered in more general terms in chapter 4. There are two reasons why density/brightness
interactions could increase with dot number and these will be discussed in turn.

Mulligan and MacLeod’s data showed that brightness signals are integrated over a region with
a radius of just under half a degree. These processes were modelled in terms of

brightness

integration units with spatially bivariate Gaussian receptive fields. One way of establishing whether
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the dot number effect is really connected to brightness summation is to determine whether there
is any correspondence between the point of asymptote for the former, and Mulligan and MacLeod’s
estimate of the spatial limits for brightness integration. The latter predicts the asymptote should be
reached at around 7 dots per side if the dot spacing is 10 minutes of arc. Graphs 2, 3 and 4 are
suggestive of this, but data needs to be taken for larger dot numbers. In experiment IVa, the viewing
conditions are adapted so that the range of dot numbers can be extended.

3.3.2.I. EXPERIMENT IVa:

OBSERVED ASYMPTOTE FOR DOT NUMBER
COMPARED WITH PREDICTIONS BASED ON
BRIGHTNESS SUMMATION AREAS.

CONDITIONS

Conditions were similar to Experiment II except that the viewing distance was halved so that
stimuli subtending a greater visual angle could be displayed. Thresholds were estimated for stimuli
with dot numbers of 2*1, 4*4, 8*8, 12*12 and 16*16.

SUBJECTS

The observers were TM and a naive subject SJ.

RESULTS

Graph 4a shows that there is little improvement in performance as total dot number is
increased above 64 (corresponding to 8*8).
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DISCUSSION

The data show that the maximum area over which additional samples can improve the
accuracy of separation discriminations, is similar to the brightness summation area that was estimated
by Mulligan and McLeod. This is supportive of the idea that the two may be related but does not
establish a causal link because there may be other reasons behind the similarity.

Experiment IVb examines a second prediction drawn from Mulligan and MacLeod’s analysis:
If the improvement of thresholds with stimulus size is related to increases in the number of light
sources falling within the limits of brightness signal integration, then this effect should be reduced or
even lost if mean separation is increased to a level approaching the radius of this area.

3.3 2.2. EXPERIMENT IVb:

OBSERVED AND PREDICTED EFFECTS
OF VARYING MEAN SEPARATIONS.

CONDITIONS AND SUBJECTS

The conditions and subjects were the same as experiment II except that mean dot separation
was increased to 40 arc minutes.

RESULTS

Graph 4b shows that for subjects TM and JM there is no significant dot number effect
when mean spacing is increased to 40 arc minutes. There is a small effect for subject AG, but the
other data suggests that this is unlikely to be replicable.
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DISCUSSION

Once again this experiment provides evidence that is consistent with the brightness summation
hypothesis, but there are other explanations for the loss of effect. The most obvious is that eccentricity
increases more rapidly with dot number; this could lead to a loss of positional accuracy for the larger
stimuli that would not occur in the 10 arc minute separation condition.

GENERAL CONCLUSION TO EXPERIMENTS IVa and b.

It was mentioned earlier that there are two reasons why density/brightness interactions could
be increased with dot number. The first of these was that the extent to which cue level affects the
number of dots that fall within a brightness summation area
Experiments IVa and b provide evidence that

is related to stimulus

diameter.

is consistent with this idea. A second reason why

brightness and density may be more closely coupled for larger dot numbers is that the strength of
the effect will be proportional to the mean

number of dots to which

each dot

is adjacent.

Obviously this quantity increases sharply as dot number is increased from 2 to 9 and so on this basis
there ought to be a sharp improvement in performance as dot number is increased from 2 to 9.

The data presented in graph 2 is in agreement with this prediction but there are other
reasons why most of the increase in sensitivity should occur inthisrange. Once again the evidence
is suggestive but inconclusive. The final experiment on this issue looks at the effect of removing all
brightness related cues by randomizing stimulus luminance.
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33.23.EXPERIMENT IVC: RANDOMIZATION OF STIMULUS LUMINANCE LEVEL.

CONDITIONS AND SUBJECTS.

The stimuli were either 2 dots, a 3 by 3 lattice or a 6 by 6 lattice. In one condition the
luminance of each lattice was determined independently, by adding a random increment to the
baseline level of 200. This value was selected from a rectangular probability distribution in the range 50 to +50. In another condition the luminance was held constant at 200. The subjects were TM and
SJ (a naive subject).

RESULTS AND DISCUSSION

Graph 4c shows that the dot number effect is essentially unchanged by this manipulation
and this rules out the possibility that the effect of dot number on separation acuity is an artifact of
changes in sensitivity to space-averaged luminance or brightness.

CONCLUSIONS TO EXPERIMENTS II, III & IV.

Taken as a whole, experiments II, III and IV show that for patterns of regularly spaced
dots, subjects are more sensitive to spatial separation when there is a large number of dots. According
to the interval averaging hypothesis, this effect is observed for stimuli composed of dots but not lines
because the interval samples proliferate much more quickly in the former case.

If this is correct it is likely that the processes

determining spatial averaging are in fact

operating in response to line stimuli but the effects are too weak to be measured. This suggests that
if the number of lines

is increased to a greater
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extent, there could be an observable effect.

Experiment V confirms this prediction

and a number of conditions are included to investigate

whether there is any interaction of this effect with line length.

The interval averaging model would suggest that there ought to be such an interaction.
Marr proposed that both contours and their terminations are encoded as spatial primitives in the
primal sketch. This means that separation discrimination might be affected by the number of
terminations as well as the number of bars and this leads to two predictions: First, there should be
a greater effect for short lines than for dots, because in the latter case each stimulus element is
encoded by three symbols: two terminations and a bar. Second, if we assume for the moment that
spatial averaging is restricted to samples that are simultaneously visible, there is a possibility that
if line length is increased to the extent that only one termination of each line is visible without eye
movements (due to limitations of resolution in the periphery), then the number of interval samples
is effectively reduced, and thresholds could be elevated as a consequence.

3.4. EXPERIMENT Va: SPATIAL AVERAGING IN SEPARATION ACUITY
FOR WIDE ANGLE PARALLEL BAR STIMULI.

CONDITIONS

This experiment investigated the effects of two types of stimulus manipulation:

the first

involved comparing thresholds for vertical line pairs at lengths of 4 (equivalent to two dots), 40 (for
comparison with experiment I) and 720 arc minutes, and also for arrays of 32 lines at the same
lengths.
The second part of the experiment involved increasing the number of lines from 2 to 32 lines.
This was repeated for line lengths of 4, 40, 80, 120, 160, 240, 480 and 720 minutes of arc, in order
to investigate the interaction of this manipulation with line length.
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In the 32 line condition (figure 5), the number of lines was actually randomized slightly to
ensure

that an overall width cue was not available. The precise number of lines ineach stimulus was

determined by adding to 32 an increment chosen from a rectangular probability distribution in the
range -6 to +6. This prevents the use of overall width as a cue.

In

all cases the standard line separation was 10 arc min. In order to

extend the stimuli

over visual angles of this magnitude the viewing distance was reduced to 28.5 cm.

SUBJECTS
The subjects were TM and a naive observer EN.

higure 5: Example of stimuli in the 32 line (maximum length) condition.

RESULTS

Graph 5al shows the effect of an increase from 2 to 32 lines, for lengths 4, 40 and 720. The
data clearly show that when line length is 720 minutes of arc, thresholds are lowered when number
of lines is increased to 32 whereas in the 4 minute (dots) condition there is no effect.
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Graph 5al: Effect of increasing the number of lines in each stimulus, for lines of three different
lengths (expressed in arc minutes).

76

5
EN

WEBER FRACTION (X)

2

1

20

500 1000

5
TM

2

20

50

100

200

500

1000

UNE LENGTH (ARC MIN)

Graph 5aII: Effect of increasing line length for stimuli composed of a mean of 32 lines). At the
minimum length the lines appear as dots.
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Graph 5aII shows that for

stimuli composed of 32 elements, there is a significant

improvement in performance as the dots are extended to form lines. This trend seems to continue
as line length is increased over the full range covered, and thresholds are eventually reduced by a
factor of 2 or more.

DISCUSSION

Experiment II showed that increasing the number of dots per stimulus from 2 to 25 has a
significant effect but in graph 5al the plot labelled ’length=4’ shows that thresholds are similar for
2 dots and 32 dots. There is no inconsistency here: in experiment II the dots were arranged in a
lattice whereas in the current experiment the 32 dots were arranged to form a line. This is obviously
an important factor.

A number of possibilities are suggested by this finding: one is that spatial integration effects
are limited according to the area or distance across the visual field that the stimulus occupies (which
would imply that spatial averaging is restricted to information encoded within a single fixation). This
could occur because the expanded size of the peripheral contrast detectors

prevents a large

proportion of the lines from being encoded. There might also be retinotopic restrictions in the
averaging process itself. Experiment IVb certainly seems to suggest that there is some kind of
retinotopic restriction: the dot number effect is weakened if dot spacing is increased. But if this
is correct, it is not clear why an effect is found for line stimuli extending the same distance. A
second possibility is that the processes that underlie interval averaging are only operational if a two
dimensional distribution is perceived. This idea sounds plausible but it is not clear how it could be
tested. The third

explanation is that although the

proliferation of spatial feature tokens is

comparable to the situation in experiment II, the increase in the number of encoded intervals is not
sufficient to produce an effect. Note that this implies that only intervals between adjacent dots are
included in the averaging process. More will be said about this in chapter 4.
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Although there was no effect for stimuli composed of dots, there does appear to be a small
effect when the stimulus elements are vertical lines of length 40 arc minutes. The difference between
this result and that of experiment I could be explained in terms of spatial feature statistics but there
is another factor that confounds the results:

In order to increase maximum visual angle of the stimulus as a whole, viewing distance was
reduced to 28.5 cm. in this experiment. This had the effect of increasing the width (in visual angle)
of the lines and reducing the gap between them, which means that the stimuli were more similar to
square wave gratings than was the case in experiment I. This raises the possibility that spatial
averaging

tends to occur in response to some quality

that is inherent in gratings but absent in

patterns composed of widely spaced bars. This might have something to do with the readiness of the
pattern to organize perceptually into discrete features or for figure ground segregation (whatever that
is) to occur.

Experiment Vb controls for this. The line number manipulations of experiment I were
repeated and compared with thresholds for stimuli that resemble gratings.

3.5.EXPERIMENT Vb: BARS VERSUS SQUARE WAVE GRATINGS.

SUBJECTS
The observers were TM and a naive subject, EN.

CONDITIONS
Conditions were identical to the last experiment except line numbers were 2, 4 and 6 and
thresholds were taken at viewing distances of 114 cm. (parallel lines condition) and 28.5 cm. (grating
condition). Line length was 40 arc minutes, as in the line number manipulation of experiment I.
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RESULTS AND DISCUSSION

Graph 5b shows that there is no effect of line number or cycle number for either subject.
This suggests that the statistical account of the difference between the results of experiments I and
Va is plausible.

DISCUSSION OF EXPERIMENT Va (continued)

As well as accounting for the effects of a more dramatic

increase in line number, the

interval averaging hypothesis can readily explain why there is no effect when the lines are reduced
in length to form dots. But it does not deal with the final result so well: graphs 5al and 5aII show
that the effect of line number is enhanced when line length is increased to 720 minutes of arc. But
as explained earlier, the total number of spatial feature tokens is
reduced when line length is increased to the maximum because both sets of terminations are not
simultaneously visible.

There are a number of ways that this result could be accommodated by an interval averaging
model, but this would involve making specific assumptions about the way lines are encoded. For
example it is possible that the positional specification for bar primitives is more accurate for longer
bars. This could be related to the operation of something like the long line detectors that Morgan
and Hotopf (1989) have proposed to explain illusory diagonals that are sometimes seen in checkered
patterns.

Another possibility would follow if it were the case that bar separation estimation involved
the

measurement of virtual lines constructed at a 90 degree angle to the bar tokens. Improved

thresholds would be expected because orientation is encoded more accurately for longer lines (see
Watt,1988).
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It is also worth reconsidering the assumption that lines are always represented by two
terminations and a bar token. It is possible that longer lines are segmented to form several bar tokens
in which case the number of interval samples could be greater for longer lines.

3.6. SUMMARY OF THE EXPERIMENTAL FINDINGS AND CONCLUSIONS.

This chapter

has been concerned with

instances of spatial averaging

in separation

discrimination tasks. A simple model based on the statistics of spatial features was useful in some
respects: for example it successfully predicted the novel effect that thresholds for dot separation are
reduced as a function of dot number. It also predicted that there would be no effect in configurations
that do not maximize the total number of intervals between adjacent dots, as is the case when they
are arranged in a line.

The second new effect reported in this chapter was the finding that separation discrimination
thresholds for parallel lines are significantly reduced if the number of lines is increased. The data
showed that a much larger extension of the stimulus is required to produce an observable effect than
is the case for sine wave gratings and this is a problem for a simple statistical theory. It is possible
however, that this difference is related to some unspecified divergence in the

experimental

conditions. What is required is a detailed study of the interaction between two manipulations:
increasing the number of grating cycles and adding successive harmonics of a square wave to a
fundamental sine wave. This is beyond the scope of the current project.

There is another result that must lead us to question the idea that performance in these
tasks is determined merely by the number and arrangement of spatial features. This is the
improvement of discrimination that occurs when the length of the parallel lines is increased (but only
when there are a large number of lines). This does not favour a model based on spatial primitives.
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Some of the experiments reported in chapter V will shed light on the nature of the processes
that underlie these effects, but for the moment, the issue must remain open. At this point there is
another aspect of these effects that needs to be considered: this is the question of their functional
significance. The reader will be aware that estimations of separation in multi-featured stimuli are
equivalent to estimations of feature density. There are two aspects of visual functioning that could
utilize a system that delivers density estimations: the first of these occurs in the context of visual
texture processing.

Gibson (1950) discussed the importance of texture density as a source of

information about surface geometry and Stevens (1981) has examined the computational side of this
issue. Texture density estimation may also play an important part in image segmentation.

Since most natural textures are composed of randomly distributed elements, texture density
estimation must involve some kind of spatial pooling because any
dominated by the random component of the

single

measurement will be

distribution. In the stimuli described in the current

chapter, this external random component is completely absent but because the encoding process
introduces variability, discriminations are found to improve. Under this functional interpretation, the
instances of spatial averaging that have been reported here are epiphenomenal effects produced by
a system designed to deal with a random input.

But there is also a possibility that

these processes are designed specifically to deal

with variability that originates within the system, in the interval encoding processes. In chapter 1 it
was proposed that there is an important application for a spatial interval discriminator operating at
threshold, in relation the detection of object depth changes. For an ideal device depth changes can
be recovered by measuring the change in a single interval sample but because the visual system adds
a random component

to the measurements, sensitivity to depth changes will be improved if some

kind of averaging is performed. This issue will be assessed in chapter 5.

The current chapter introduced the idea

that

the visual system takes measurements of

intervals and averages them but this is by no means obvious at this point and chapter 4 considers
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several alternatives. It would be sensible to first ascertain exactly what measurements or cues the
visual system is processing and then to proceed with an analysis of how this is achieved, but in
practice it is not always possible to separate these issues, either theoretically or empirically. Thus
several of the experiments point directly to underlying processes.

The next chapter reviews

current ideas

about texture perception and discusses the

functional reasons for computing texture density in more detail. Since texture perception is an aspect
of spatial vision, the key issues in this area are similar to those that were examined in chapter 1 in
that

basic issues of spatial coding must be resolved. Theories of texture perception must explain

how spatial filtering mechanisms can be utilized to allow texture discrimination, and also to explain
textural appearance. It is not immediately obvious whether computations can be performed directly
on filter response values, or whether spatial representations must be invoked. Although Marr’s
framework is more appealing for processing of geometric information, it may not be the most suitable
system for textural analysis.

84

CHAPTER 3:

EXPERIMENTAL AND COMPUTATIONAL STUDIES
OF TEXTURE PERCEPTION.

1. INTRODUCTION:

SPATIAL AND SPATIAL FREQUENCY PRIMITIVES IN
TEXTURE PERCEPTION.

M arr suggested that "apart from the occasional diffraction pattern, the visual world is not
constructed of ripply, wavelike primitives that extend over an area and that add together over it. By
and large the world is made of contours, scratches, marks, shadows and shading, and these are
spatially localized."(Marr 1982 P.69). This may be correct but it does not rule out the possibility that
in certain situations, specifically where texture processing is required, it may be advantageous to ignore
this localization.

In chapter 1 it was concluded that spatial filtering models are clearly inadequate as theories
of position, size and shape processing, but in the context of texture perception the issue is wide open.
It is not obvious that it would make sense to construct elaborate descriptions

of possibly thousands

of texture elements and their positions, only to discard this information once a texture boundary or
gradient has been identified. For this reason a system that distinguishes textures on the basis of their
spectral composition might be expected to be more efficient.

On the other hand spatial filtering models of texture perception may not be totally immune
to the problems that arise when this type of approach is applied to the analysis of position, size and
shape. In chapter 1 it was pointed out that a line-element model cannot provide a basis for selective
discrimination. For example differences in target length cannot be isolated from differences in shape.
It is also unclear how such a system can isolate responses from target features from the effects of
distracter elements. But in the context of textural analysis these problems are not so clear cut. It is
not currently known to what extent distributions of quantities such as texture element orientation or
shape or spacing can be independently processed but there is one situation in which selective
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responding has been demonstrated. A study by Morgan, Baker and Wilkinson (1990) has shown that
when subjects are presented with

patterns composed of superimposed distributions of dots of

opposite contrast polarity, dot density

can be estimated independently for each polarity and the

accuracy of such discriminations is similar to that for patterns in which all the dots share the same
contrast polarity (see chapter 4 for further discussion of this study).

If future research shows that this result is not an exception and that selectivity is a general
characteristic of texture processing, this would not be encouraging for a neural filtering model. The
problem is that a different system of filters would be required for each type of discrimination. In
chapter 1 it was suggested that in the context of position, size and shape analysis, this might be
overcome by replacing the simple line-element computation with facilities that encode complex crossfilter response functions that are invariant over changes in irrelevant stimulus variables. But as
mentioned in the earlier chapter, this approach is totally hypothetical: it remains to be shown that
such computations are viable even in principle.

Considering the spatial coding approach now, it would appear that exactly the same problems
would arise because the parameters associated with the primal sketch primitives and their distribution
would all have to made explicit by separate processes. There is one advantage however: the filtering
approach requires independent neural systems for each type of computation whereas the primal
sketch model does not make this assumption.

Another reason for proposing that texture elements are represented explicitly is that as well
as being able to discriminate textures and perceive segmentation, people are also able to describe
the appearance of textures. On the other hand this might not be a serious problem for filtering
models: it is always possible to invoke the operation of independent form processing systems to
subserve these functions. In fact it is definitive of these models that the texture processor delivers a
map of texture boundaries and possibly gradients and no more.
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One avenue through which a system based on place tokens might be justified is the
’hypothesis of geometrical origin for perceptual texture boundaries’ (Marr 1982). This is the idea that
parameter changes that are likely to arise because of discontinuities in the surface ought to be those
that give rise to perceptual boundaries. The relevance of this to the previous problem derives from
the question of whether such

selective responding could be implemented without explicit

representation of the parameter values for individual texture elements.

If we look at the examples that Marr gives of differences in oriented texture components that
are geometrical or non-geometrical in origin (Marr 1982; P.94-95 fig.2-34 & 2-35) it is seems probable
that the former could in fact be recovered from the outputs of orientationally tuned filters much
more simply than the non-geometric differences. This is because they involve simple displacements
of the mean of the orientations of lines and edges in the texture, rather than changes in higher
moments of the distribution. It seems likely that this principle will generalize to natural textures and
it may possibly be applicable for parameters other than orientation such as texture element size.

It also seems possible that the validity of Marr’s original hypothesis is questionable, in which
case it cannot be used to justify either type of approach. The problem arises in that it is not obvious
that the visual system need only respond to textural discontinuities that are related to changes in
surface geometry: texture boundaries that correspond to changes in surface microstructure also need
to be made explicit because these will be useful in segmenting the image into regions corresponding
to different objects or types of surface.
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2. TEXTURE ELEMENT OR SPATIAL FEATURE BASED MODELS.

2.1. BASIC REQUIREMENTS.

At this point it is worth considering how a spatial feature based model would actually work.
First, it is clear that it will involve the construction of large numbers of visual tokens. These tokens
must have several parameters attached to them, to carry information about size, orientation and
contrast etc.

Second, there must be processes that make certain aspects of the statistics of the spatial
arrangement of texture elements explicit, for example second-order statistics, or moments of the
distribution of local separations between adjacent texture elements.

Third there must be ways of representing at least two types of association between such
tokens: the first type is concerned with constructing higher order texture elements. This could be
achieved on the basis of similarity and proximity, or on the basis of geometric structures that emerge
over collections of texture elements (eg. Beck, Sutter and Ivry 1987). There must also be facilities for
segmenting the image into regions where the descriptive parameters and spatial arrangement of the
texture elements (of any order) show some degree of consistency.

Marr’s formulation of the full primal sketch provides a basic framework for understanding
these processes. In this model, visual textures can be represented as hierarchies of grouped and
segmented image tokens. At the lowest level these tokens correspond to simple image features such
as

bars and

blobs but through successive stages of aggregation and segmentation, tokens

representing real world objects can emerge. For example a foliage canopy could be represented as
a collection of blobs at the base level, each blob representing a leaf. Segregation could be applied at
this level on the basis of differences in the shape of these blobs, and this could capture the
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boundaries between adjacent trees. These blobs might be linked according to some aspect of their
spatial arrangement such as proximity or approximate collinearity and this would allow segregation
of regions corresponding to different branches of a tree. These higher order elements which could
then be aggregated and segmented to provide further information about boundaries between adjacent
trees.

Watt and Morgan’s (1985) MIRAGE model explains how base level primitives for the full
primal sketch can be derived from spatial filter outputs. As discussed in chapter 1, this involves the
application of simple interpretive rules to the distribution of zero-bounded regions in the combined
products of multiple parallel image convolutions. Chapter 4 describes a more recent version of the
MIRAGE algorithm (Watt 1988) and it will be argued that in this model the form of the output that
Watt relates to texture processing cannot provide a basis for representing the hierarchical structure
of visual textures. It will be suggested that this system constitutes an independent texture module
that deals only with base level spatial features. The advantage of this system over the system mediated
by the full primal sketch is primarily its speed, and since textures can often be distinguished without
reference to higher order structures, this mode of operation would probably be quite sufficient for
the majority of visual tasks. In this view, a hierarchical analysis would only be performed if the
segmentations delivered by the lower level system failed to produce interpretable results.

An example of such a low level system can be found in the work of Vorhees and Poggio
(1988). They have implemented an algorithm for discriminating textures in natural scenes, and this
system is insensitive to higher level structures: it is based on calculations performed over a single
class of spatial primitives (blobs).
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2.2.

COMPUTING STATISTICS OF DISTRIBUTIONS OF TOKEN PARAMETER VALUES.

The Vorhees and Poggio algorithm involves several stages: first the image is convolved with
a Laplacian of a Gaussian at a fine spatial scale. Blobs/bars are then identified at duals of intensity
in the convoluted image. Spurious blobs are removed

by specifying a threshold gradient for this

process, the level of the threshold being determined by the degree of noise in the image. It is shown
that these blobs capture physically meaningful information about small impressions and markings in
the surface. The attributes and distribution of these blobs describe the texture.

Vorhees and Poggio point out that the human visual system is not very good at detecting
small changes in texture element attributes and there is a good reason for this: the main function of
texture discrimination is image segmentation, in which case small changes which occur within a single
physical surface should be ignored. This situation is modelled by representing the attribute values in
a discretized distribution consisting of overlapping categories or ’buckets’. The buckets overlap so that
when two values are separated by less than the discrimination threshold, it is impossible for both
values to fall uniquely in separate buckets, thus the lower resolution limits is set by the degree of
bucket overlap.

The next stage of the model involves computing the maximum difference in frequency of
samples that fall in corresponding buckets for the two textures. In the case of textures differing by
orientation, this statistic is consistent with several aspects of psychophysical discrimination: first, it is
insensitive to outliers so that only a small number of samples are required to compute a reliable
difference measure. The neighbourhood diameter used in their implementation was 5 to 10 times the
average blob width, this being based on a psychophysical result by Julesz (1986). Second, providing
there is a wide distribution of orientations in the textures, then even if the overlap between the two
samples is zero, the statistic is too small to allow reliable discrimination. This is consistent with the
perceptual indiscriminability of patterns containing a high level of variance in the distribution of
orientations.
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As well as natural images, the algorithm has been tested on both the Julesz and Bergen
(1983) and the Bergen and Adelson (1988) stimuli (to be described in the next section), and it turns
out that discriminability is adequately predicted by maximum frequency differences in the size and
contrast of the blobs.

Voorhees and Poggio’s approach has two main advantages over the other systems that will
be described. The first is that it is consistent with Marr’s account of the early stages of visual
representation. Second, it is specifically formulated to explain how the whole range of natural textures
are processed. All the other approaches deal with artificially constrained if not completely
unrepresentative types of patterns.

3. SPATIAL FILTERING MODELS.

There are two broad approaches in this category: one involves filtering with simple linear
filters that are selective for spatial scale and/or orientation of image contours. The other approach
involves non-linear convolution kernels that produce outputs in response to more complex features
like terminations, as well as simple image features like bars and blobs. The differences between this
type of model and a spatial feature model are quite subtle: both produce spatial maps containing
information about the distribution of bars and terminations (for example) but the filtering model
produces a value from a continuous scale at every point in the image, which corresponds to the
’extent’ to which each type of feature is present. The set of response values for all types of mask
represent the composition of the luminance distribution at every point in the image.

This type of model could really be described as a hybrid between a filtering model and a
spatial feature based model. The reason it is included in the current section is that it is not readily
integrated with MIRAGE and the primal sketch.
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4. HYBRID MODELS.

4.1.1. CONVOLUTION AND IMPLETION.

Caelli (1985) has envisaged texture segmentation in terms of grouping according to a vector
valued function X(x,y) depicting the multidimensional perceptual response at each point over the
locally Euclidean coordinate system, ie. depicting outputs of n detectors at each position. He presents
a model that involves three operations, implemented in a dynamically parallel network which produces
a quantitative state/space representation for each of the 8 non-linear

convolution kernels. These

kernels are taken from Frei and Chen (1977) who developed them for edge and line extraction.
These have orthogonal orientation tuning characteristics and have some (very approximate) relation
to inhibitory-excitatory characteristics of receptive fields, though

some of the cell weightings are

square root functions. These coding processes cannot be captured fully by any simple linear filter or
coding of the Fourier spectra. Caelli also considers convolution kernels that could be active in
processing terminators and line crossings. Detector convolution responses are then further modulated
by a non-linear transducer function having several components. The difference between this and
template matching is that all the detectors encode the composition of each micropattern. This system
obviously has more generality than a template matching approach.

The next stage is termed ’impletion’, and this solves the problem of how to segment textures
into homogenous regions that extend beyond their composite micropattern or local structures. This
means it deals with filling in over sparse textures and touches on the problem of cognitive contours.
The basic idea is that highly stimulated detectors spread their activity to others (of the same type)
having proximate spatial mapping, and suppress weak responses. This is modelled as an example of
an iterative constraint relaxation procedure as defined by Hummel and Zucker (1983). Equilibrium
conditions define a stable vector valued function X(x,y) at each retinotopic position. (X is 8
dimensional here).

92

The third stage is to group the cells into regions

according to similarity of the detector

responses at each position. This is calculated on the basis of their normed inner product within the
detector space. This has the effect of weighting the more active (and hence more variable) detectors
more than the weaker ones, so introducing a natural form of selectivity into the comparison process.
In biological terms the correlation indexes the clustering of simple cell activities in retinotopically
mapped cortical columns, and this function could be equated with the operation of complex cells.

4.1.2. THE OIS ALGORITHM.

Iwama and Maida (1989) have developed a psychophysically motivated texture segmentation
algorithm: OIS

(Organize and Integrate Segments). In the first stage

the image is filtered with

Gabor signals (chosen because of their physiological plausibility; see Pollen and Ronner 1981; Sakitt
and Barlow 1982) to produce multiple orientation and spatial frequency channels. This is followed by
the application of edge detectors and termination detectors, these being less orthogonal than those
used by Caelli. This makes edges and terminations explicit. The more complex primitives proposed
by Julesz (1981) and Julesz and Bergen (1983) like crossings, corners, blobs, ellipses are not required.
Termination primitives also encode corners because they have an angle parameter.

The resulting information is sorted into multiple independent feature maps

based on

orientation and spatial frequency of the segments. Like Treisman’s (1985) model this predicts there
will be difficulty in segmenting regions that differ in conjunctions of features (eg. vertical dashed lines
and continuous horizontal lines in one region, vertical continuous and horizontal dashed lines in the
other).

The next stage involves the construction of within-channel regions or aggregations, by
grouping on the basis of features that are known to affect segmentation (eg.size, orientation, spatial
frequency, colour and contrast). This is followed by operations for merging of regions from separate
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channels on the basis of spatial overlap, to form inter-channel regions. The final stage involves
similarity based grouping of these inter-channel regions.

The representations in this system are all based on place tokens, which have a location and
an area. These are constructed at all levels: there are small intra-channel tokens, large (linked) intra
channel tokens, inter-channel tokens and output region tokens. Output regions may overlap, as may
visible textures.

4.2. LINEAR FILTERING MODELS.

Bergen and Adelson (1988) argued that the discriminability of variations on the texture pairs
presented by Bergen and Julesz (1983), could be more readily explained in terms of differential
outputs from size-tuned mechanisms rather than in terms of number of textons. There are problems
with the Adelson and Bergen study however, because what the demonstrations really show is that
discriminability depends on differences in the overall size of the texture elements rather than the
number of textons. These size differences are readily picked up by comparing averaged filter
responses, but there are other ways this could be achieved and the evidence in this paper does not
favour either.

In a more recent study by Landy and Bergen (1990),

the segregation of filtered noise

textures was examined psychophysically, and performance was modelled using multiple channels tuned
for orientation. The measure of discriminability was the frequency of correct judgements about the
shape of an embedded texture, specifically, this involved deciding which of four corners was missing
in an embedded square.

The filtered noise texture pairs in this study allowed two quantities to be controlled
independently: the difference in

dominant orientation and the distance over which that change
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occurs. The psychophysical data showed a decline in performance as the former decreases and as the
latter increases and these effects were simulated by taking the outputs from four orientation sensitive
channels organized in opponent pairs followed by an edge detection stage which compares signals
from adjacent areas.

Although this work goes

further than the Bergen and Adelson

study, it is

difficult to

evaluate because although the filtering model can explain the psychophysical fmdings, the findings are
not particularly counterintuitive. This would not matter if it could be shown that the model provides
a better quantitative account than the alternatives, but there is no evidence of this.

A more worrying aspect of this work is that when the stimuli are generated, they are
differentiated using the same type of process with which they are analyzed. It would be much more
interesting if discrimination could be modelled in this way for a more general class of textures. The
authors argue that this model has the

advantage that it does not require elaborate coding

mechanisms dealing with edges or textons but this is not saying very much if the stimuli have been
generated in such a way as to make them specifically accessible to analysis by orientationally selective
filters.

5. ARGUMENTS FOR AND AGAINST LINEAR FILTERING.

5.1. TEXTURE DISCRIMINATION AND AMPLITUDE SPECTRA.

The earliest published studies of texture perception were reported by Julesz in the early
1960’s (Julesz 1962). In this study Julesz examined the conditions under which instantaneous
perceptual segregation occurs for grey level arrays generated by Markov processes. The latter involves
determining the grey level of each cell in a linear sequence according to the content of some number
of preceding cells. These relationships are prescribed by mathematical formulas which allow a degree
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of control over the random geometry of the resulting pattern. This allows control of what Julesz refers
to as the nth-order statistics: the first-order statistics describe the frequencies at which each grey level
appears in the pattern. The second-order statistics describe the probability that equivalent grey levels
will be located at the vertices of randomly placed dipoles of various sizes. Higher-order statistics
describe this situation for configurations involving higher numbers of equally spaced vertices.

The most important result from these experiments was that
second-order (dipole) statistics but different

texture pairs with identical

higher-order statistics are not usually discriminable

without scrutiny. This might be interpreted as showing that the visual system attaches positional codes
to each cell and then proceeds to measure the distribution of intervals between cells with similar grey
levels.

Rather than take this approach, Julesz has analyzed this situation in terms of systems having
differing sensitivities to the amplitude and phase spectra of the Fourier transform of the grey level
distribution. The arguments seem to run as follows: The autocorrelation
distribution of grey levels is uniquely related to the
phase spectrum. The autocorrelation functions for

power spectrum

function

for a random

but is independent of the

iso-dipole pairs are the same, therefore it follows

that iso-dipole textures with differing higher-order statistics have identical power spectra but differ
in their phase spectra. On the basis of the observation

that this class of texture pairs are not

immediately discriminable, it is suggested that texture perception is driven by systems that encode
the power of the spatial frequency components but not their phase. If this is true of texture
perception in general, it suggests the involvement of very different processes to those involved in the
perception of spatial form, where a slight distortion of the phase spectra can render a figure
unrecognizable. In this respect, texture perception may resemble auditory perception: Julesz (1965)
mentions experiments involving auditory analogues to Markov textures, which showed that in these
conditions phase is also ignored.
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If texture processing systems really are insensitive to phase, this suggests that something
analogous to

Wilson’s line-element model or Landy and Bergen’s opponent model might be

applicable. These systems only preserve positional information to the extent that they keeps a record
of the area over which filter outputs are pooled, which would seem to be the minimum requirement
for any system that makes regional discriminations.

5.2. EVIDENCE THAT DIFFERENCES IN SPATIAL FILTER RESPONSES ARE
NOT NECESSARILY SUFFICIENT FOR TEXTURE DISCRIMINATION.

There are several reports that me inconsistent with the idea that texture discrimination is
based

purely on responses to the power spectra. One of these stems from a section in the 1965

paper in which Julesz

reported that not all texture pairs with different power spectra

can be

discriminated. Assuming that these differences were of significant magnitude, and occurred in the
visible region of the spatial frequency spectrum, the obvious conclusion is that differences in power
spectra per se are insufficient, which means that the filtering theory must include ad hoc restrictions
with respect to the pass-bands of the filters. Julesz did not in fact draw this conclusion;

he just

mentions that only a subset of the second-order statistics appear to be utilized.

Further evidence against the filtering model was provided by Mayhew and Frisby (1978). They
showed that orientation discriminations for complex gratings are substantially slower than those for
spatial frequency and this result is not predicted if discriminations are based on operations performed
directly over outputs from oriented spatial frequency channels. Mayhew and Frisby argue that this
is evidence that orientation is made explicit through grouping operations performed over blobs in
the primal sketch.

There is one more observation mentioned by Julesz (Julesz 1975) that provides direct
evidence against models which rely on the power spectra. This is the finding that when iso-dipole
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random dot textures are blurred, they often become discriminable because of differences in the
extent to which the dots fuse, which affects the dipole statistics. Since the equivalence of the
amplitude spectra is unaffected by this operation, it is clear that discriminability is being affected by
some other quantity. This must be related to

the fact that the

unblurred images contain high

frequency components at different phases, so that when they are removed by blurring, the previously
indiscriminable phase spectra are affected differently.

Mayhew and Frisby (1978) have shown how discrimination of differently orientated woven
textures can be dependent on the presence of a boundary. Since these

patterns are clearly

distinguishable by orientationally selective filters irrespective of whether a boundary is present or not,
this must cast some doubt on the spatial filtering account. It would appear that the boundary allows
segmentation to occur because it produces alignments of contour intersections and terminations.

Many different types of texture were found to have similar properties to those noted for
Markov generated patterns, and Julesz’s original observation gained the status of a conjecture. But
several counterexamples were later found (Caelli and Julesz 1978; Caelli et al 1978; Julesz et al
1978). Local structures involving quasi-collinearity, closure, corners, intersections and granularity
yielded strong discrimination in iso-dipole textures.

Julesz (eg.1980) argued that these ’conspicuous features’ can be described by the same
elementary units proposed by Marr: bars and their terminators, and these ideas formed the basis of
his texton theory. In texton theory it is the number of bars and terminators in the micropatterns that
make textures discriminable, not their position.
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6. PROBLEMS WITH THE TEXTON THEORY.

Although texton theory was developed to account for the discriminability of texture pairs with
the same power spectra, Julesz does in fact mention that there are other ways of dealing with these
’counterexamples’. One possibility is that even for mechanisms that do not encode phase directly, their
output levels will often be inadvertently affected by phase relationships. This is because if two Fourier
components lying within the pass-band of a single filter are phase congruent, there will be a greater
filter response than would otherwise be the case. This effect was demonstrated by Graham and
Nachmias (1971) in their studies on sub-threshold contrast summation.

Texton theory is problematic for other reasons.

One is that in some of the counterexamples

to the Julesz conjecture on which texton theory is based, the discriminable texture pairs illustrated
in the 1980 paper (p.88 figs 6 and 7) are not convincing. This is especially noticeable in the case of
images that are claimed to illustrate the status of line terminations as textons.

Another problem is that in its basic form, texton theory can only be applied to textures
that are composed of spatially separated and recurring micropatterns. The patterns that Julesz has
used to illustrate the theory are mainly composed of widely spaced line configurations such as T’s or
arrow heads whereas most natural textures are defined by networks of overlapping contours rather
than isolated micropatterns. The theory could be modified so that textures are distinguished on the
basis of the density of textons defined within an arbitrary area rather than within a recurring
micropattern. But this would imply that one of the central proposals of texton theory is incorrect:
it could not then be held that only

the density of the textons is taken into account, not their

positions. This follows because many textures can be instantaneously segregated on the basis of the
positional arrangement of their elements as well as the density of these elements. For example many
of the conditions that Beck (eg Beck 1982) has investigated involve segmentation on the basis of
spatial arrangement.
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7. OTHER PROBLEMS IN JULESZ’S WORK.

There are other aspects of this line of research that are difficult to comprehend. It is not
obvious why Julesz took Markov generated patterns as a model for visual textures, nor why he
characterizes these distributions in terms of polygon statistics. Their predictive value is limited even
with Markov texture: there do not seem to be any hard and fast rules about whether differences in
third-order statistics can be detected in the absence of second-order differences in Markov generated
patterns (eg. Julesz et al 1978) and there are situations where even the dipole statistics

do not

predict discriminability (Richards and Purks 1978).

In natural textures it might make sense to

measure intervals between adjacent

texture

elements but to measure the entire series of intervals represented by every element pair in the image
would require considerable and probably excessive processing resources. It is possible that the effects
reported by Julesz for Markov generated patterns might in reality be determined purely by sensitivity
to aspects of the local image statistics which correlate with

the overall distribution of

intervals.Experiments reported in chapter 5 show that observers are good at estimating the mean
of the distances between texture elements that are adjacent in an image, and it will be shown that
this can easily be implemented in a biological system. It is not so obvious whether the entire dipole
statistics could be encoded by low level neural mechanisms.

8. IMPLICATIONS OF ’PO PO U T METHODOLOGY FOR INVESTIGATIONS OF
TEXTURE DENSITY DISCRIMINATION.

As mentioned in the introduction to section 1, texture density could in principle provide two
types of information: in one situation

density changes

structure, these normally being related to surface

can indicate changes in surface micro

occlusion. In another type of situation, density

changes will correspond to changes in surface geometry. Where density changes are gradual, this will
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almost certainly be related to the latter situation, whereas if the change is sharp the interpretation
is not so straight forward.

The vast majority of studies of texture discrimination have used the criterion of ’popout’
(Neisser 1967) to indicate where discrimination is occurring; there are few studies measuring
thresholds for discrimination of textures that differ on a single dimension. A notable exception to this
is Barlow’s (1978) study of the efficiency of discrimination of density in random dot patterns. Popout
involves showing that a discrimination occurs almost instantaneously and hence, so it is claimed,
preattentively.
Popout has been extensively investigated

in target search experiments by Treisman (eg.

Treisman and Gelade (1980). There is currently some debate about whether as is claimed, these tasks
involve genuinely parallel search processes, but it is clear that certain types of visual search can be
performed much more rapidly than others. Recent work by Fahle (1990) has extended the range of
visual features that appear to be ’preattentively’ detected. These experiments showed that detection
of vernier offsets and curvatures appears to be immune to the effects of distracters, even when cues
related to currently known ’elementary features’ (such as orientation differences) are removed.

There is a problem with the concept of preattentive processing in the context of texture
segregation studies, in that the criteria for distinguishing this from attentive processes are often
purely subjective. This is especially evident in many of the images that Julesz has presented to support
his views. In its original applications in the context of visual search, the criterion for popout was that
increases in distracter elements have no effect on the time it takes to identify the target element. In
the context of texture segregation experiments, this criterion cannot easily be applied.

There are, however, two ways by which objective criteria for popout effects can be applied
in texture discrimination experiments, but neither of these are really suitable when the cue is density.
One involves a modified method of constant stimuli in which a cued textural area is embedded in
the uncued area at an unknown position. In this case the discrimination cannot be performed by
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scrutinizing the individual elements, because the observer does not know which elements to scrutinize.
This approach has been considered by Watt (1988) for investigating global judgements of orientation
in texture fields. Unfortunately this approach cannot be applied to texture density, because it would
not be possible to determine whether popout is due to differences in space averaged luminance
rather than density and the problem cannot easily be solved by randomizing luminance levels because
this introduces alternative cues.

Marr (1982) discussed another way in which popout could be objectively defined. This is
based on the assumption that in the context of texture processing, popout will give rise to perceptual
boundaries, thus all we have to do is establish the presence of the latter. One criteria for this is
to have subjects describe the shape of an embedded area as well as its position. Corroborating
evidence

can be obtained by showing that the boundaries behave like luminance boundaries to

produce apparent motion or disjunctive eye movements in stereograms.

Although this makes sense for most types of texture discrimination, it is not very helpful in
the case of density. This is because as mentioned earlier, a density discriminator needs to deal with
gradual changes as well as sharp boundaries and therefore this type of task would restrict the scope
of any related models.

In view of these difficulties and in the absence of any direct evidence that

density

discrimination in natural viewing is essentially preattentive, the current experimental conditions do not
prevent subjects from scrutinizing the stimuli. In chapter 7 it will be suggested that density
discrimination should be understood in terms of dynamic feedback systems in which low-level
processes are regulated by the outcome of higher-level decision processes. This approach implies that
the issue of attentive versus preattentive processing does not arise in this context.
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9. CONCLUSIONS

It is unlikely that human texture processing capabilities will be fully explained in terms of
spatial frequency analysis, but filtering models based on more complex non-linear operations could
be effective for a limited range of functions. The symbolic approach taken by Vorhees and Poggio
has the advantage that it has been shown to work with textures from natural scenes.

103

CHAPTER 4. THEORETICAL MODELS FOR DENSITY DISCRIMINATION.

At the end of chapter 2 it was suggested that

spatial averaging in the context of regular

patterns is probably related to the operation of systems that are primarily designed to deal with
non-uniform stimuli. Barlow (1978) has provided quantitative evidence that such systems do operate:
he showed that people are quite good at estimating the density of random dot patterns and the
efficiency of these processes relative to the information-theoretic ideal was calculated to be around
50%. This shows that some kind of spatial averaging occurs for both regular and random dot patterns
but as yet there is no empirical evidence that the two are related.

At this point it is worth considering what kind of evidence could clarify this issue. One
approach is to compare visual responses for the two classes of stimulus when similar manipulations
are performed on them. Alternatively, if we can produce good evidence that a certain type of process
or mechanism underlies one effect, then it should be possible to deduce whether the same system
could produce the other. Both of these approaches will be developed in this thesis.

Before discussing the kinds of computations and
estimations, we should consider the fact that

in

mechanisms that could underlie density

the larger dot patterns that were employed in

experiments II to IV, density can actually be defined in four ways. The first of these is the
of dots

number

per unit area or dot frequency. The second, which is closely related to the first, is the

proportion of the area that is covered by the dots. This will be referred to as the coverage factor
following Morgan, Baker and Wilkinson(1990). The third is the separation between adjacent dots. The
fourth approach would be to define density in terms of some aspect of the distribution of energy in
the amplitude spectra of the Fourier transform (this cue will be discussed in more depth in section
1).

As discussed in chapter 2, there is also the possibility that subjects can respond to spaceaveraged luminance. In experiment IVc it was shown that density estimation is not affected by the

104

removal of luminance cues and in all of the experiments reported in chapters 5 and 6, these cues
were removed by adding jitter to the baseline luminance. This seems appropriate

for studies of

texture perception because it is not clear that the elements in natural textures will be of uniform
luminance.

This chapter describes a number of theoretical models for exploiting these cues. These can
be grouped into three classes according to both the

cue that is extracted and the levels of

representations that are required to achieve this. The first of these was discussed in chapter 2 and
was referred to as the interval averaging hypothesis. This was the idea that there are two stages to
the process: an initial stage involving the measurement of a sample of individual dipoles followed by
a secondary stage involving specialised operations for deriving some kind of average. There are two
possibilities within this category with respect to the initial stage: one is that the processes are the
same as those applied for any other interval, size or distance judgement. Alternatively it might be
true that during the processing of textures, a different type of process occurs. As will

be shown,

this idea fits in well with recent developments of the MIRAGE model and section 3.2.1. describes
a specialised procedure for estimating intervals in textures.

The second type of theory assumes that density estimation involves the explicit representation
of the positions of the dots

but not of the separations between them. This would constitute the

minimum conditions under which the coverage and dot frequency cues can be extracted. It will be
shown that this type of model can also be integrated into the framework of the dynamic MIRAGE.

The third approach is the spatial filtering model. This assumes that texture densities can be
discriminated by computing differences in the responses of size tuned filters in which case there is
no need to make spatial features explicit. In chapter 1 it was argued that the filtering approach
is not viable as a general theory of spatial coding because higher level systems require access to
explicitly represented positional information. But as discussed in chapter 3, filtering models have been
applied with some success in the study of texture discrimination and in this context they are not
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necessarily subject to these problems.

MODELS FOR DOT DENSITY ESTIMATION.

The rest of this chapter consist of some more detailed formulations that can be subsumed
under the three categories that have been described. Spatial filtering models will be considered first
because they postulate fewer levels of organization. This will be followed by a description of some
models that require positional coding and the final section considers systems that invoke interval
measurements as well as positional coding.

1. SPATIAL FILTERING

In considering the possibility of using spatial frequency analysis as a means of discriminating
texture density, there are two basic problems that must be addressed. First it needs to be shown that
the characteristics of the amplitude spectrum are affected in a systematic manner as density changes.
It also needs to be shown that spatial frequency analyzers in the human visual system are able to
respond to these changes. These problems will be examined in section 1.1.

As well as showing that spatial frequency analyzers can pick up the cue, we need to explain
why the accuracy of such a system should improve as the number of dots in the stimuli is increased,
as was shown in experiment II. This can be understood in two ways: first, it can be shown that
increasing the size of the pattern sample has the effect of reducing "energy splatter" so that the cue
will be represented in the outputs of fewer channels but the differences in response levels will be
larger. This means that the cue will be more readily distinguished from baseline response fluctuations
and therefore discriminability will be increased. Second, as stimulus area is increased there is the
possibility of pooling responses from more filters at the same scale.
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It was noted in chapter 1 that spatial pooling (in line element models for example) leads
to

considerable problems

in the context of simple spatial discriminations because responses to

target features are confounded with responses to distracters. There could be similar problems in the
case of texture discrimination

because it seems that textural processing systems can also select

which features they respond to and which they ignore. First there is informal evidence provided by
Iwama and Maida (1989). They present images of superimposed textures and since these are readily
perceived, this makes it clear that the visual system is able to separate its responses to adjacent
spatial features. Second, there is psychophysical evidence for featural selectivity in density
discrimination (Morgan, Baker and Wilkinson (1990). These experiments will be described in section
2.2.

1.1.

EXTRACTING THE DENSITY CUE: COMPUTER SIMULATIONS OF
SPATIAL FILTER RESPONSES TO CHANGES IN DENSITY.

There is some mathematical grounding for the idea that density discriminations could be
mediated by spatial frequency analysis. This is based on the

similarity theorem (Bracewell 1978)

which states that as a spatial distribution is expanded, its Fourier components are shifted towards
the low frequency end of the spectrum. On the other hand when applied to dot patterns, this theorem
would only apply if dot size were scaled in proportion to the increase in spacing. In density
transformations due to surface depth changes this condition would hold, but in the current
experiments it does not: the dot size was constant over changes in cue level.

I ll

In order to provide evidence as to whether spatial filter responses will vary systematically
with changes in

density under these conditions, these operations were simulated by filtering dot

patterns at different cue levels with DOG filters covering a range of spatial scales.

1.1.1. METHOD

Stimulus generation and filter output computations were implemented on a Sun 3 workstation
using HIPS image processing software. The image arrays had maximum dimensions of 70*70 pixels
and power in the input and convolved images was represented on 256 levels. The stimuli were
generated by a C program calling HIPS graphics procedures. The dots in the lattice had grey levels
of 256 and the background level was 1. In some of the simulations the dot pattern was superimposed
on a background with a fixed area and a grey level of 1.

The ratio between the standard deviations of the negative and positive Gaussians in the DOG
filters was 1.6. Each image was filtered (independently) with four sizes of filter with space constants
of 0.5, 1, 2 and 4. This parameter corresponds to the standard deviation (in pixels) of the positive
(smaller) Gaussian. This produces four convolved images for each stimulus and the next step is to
derive a value for the total power in each one of these. Unlike their neural counterparts, these filters
produce negative as well as positive outputs and therefore in order to derive an estimate of total
power, these values were squared before summing them. Total power was then divided by stimulus
area. The experiments in this thesis all involve standard spacings of 5 minutes or more and the visible
area of the dots was normally around 1 arc minute in diameter. Since the dot size and range of
separations

expressed in pixels in the simulations are similar to these values, the

appropriate

receptive field space constants were determined directly by the space constants of retinal receptive
fields (Westheimer 1965) expressed in arc minutes.
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1.1.2.

FILTER RESPONSE FUNCTIONS FOR DOT SEPARATION FOR A 6*6
REGULAR DOT LATTICE.

STIMULI

The stimuli were all 6*6 regular dot lattices and dot separation was varied between 3 and
10. These were centred on a dark background measuring 64 by 64 pixels, using the HIPS procedure
PAD.

RESULTS AND DISCUSSION

The plots in graph SI have a number of interesting features. First of all the power totals tend
to decrease as filter size increases. This makes sense because for larger filters the activity produced
by dots falling in the receptive field centre will generally be offset by dots in the inhibitory region.
For smaller filters this is less likely to be the case.

There are two main principles that apply to all filters in explaining the response functions for
dot spacing: first, as spacing increases the dots become resolved, leading to increased power. Second,
there is an optimum spacing for producing negative responses. As filter size is increased, these effects
will occur at higher levels of spacing, which means that relative activity levels in the different filters
will change with spacing.
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Graph SI: Filter responses as a function of dot separation for a 6 by 6 regular dot lattice (total
image area fixed at 64 *64). Data is fitted to second-order polynomial.
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The initial decrease in the response of DOG 0.5 represents the effect of increasing spacing
above the optimum level for negative stimulation.

If the space constant of the filter were reduced below 0.5, a point would soon be reached
at which the zero-levels between the dots in the convolved image will be sloping and thus will be
indistinguishable from zero-crossings corresponding to the position of the dots. This would prohibit
the construction of a spatial feature map according to Marr and Hildreth’s (1980) parsing rules for
zero-crossings, and Watt and Morgans (1985) interpretive system would also predict that the dots
would not be distinctly resolved by these filters.

In contrast to the smallest filter, the plot for DOG 1 shows an initial increase in power as
dot separation rises above the minimum. This would seem to be a consequence of an increase in
resolvability as well as movement towards the optimum spacing for negative activity. As spacing is
increased above around 5.5, the optimum level is exceeded and response declines slightly.

The downward trend for DOG 4 would seem to be related to a loss of response to the
edges of the stimulus. This response is reduced because as spacing increases the lattice occupies more
of the image and therefore the edges of the lattice will not be resolved.

The initial decline in the plot for a space constant of 2 is probably related to similar factors.
The upward trend that follows probably represents the same effect that was suggested for the initial
increase in DOG 1. The function looks like it would probably show a subsequent decline if the
spacing were extended. For this reason the simulation was repeated under conditions that allowed a
larger range of separations to be investigated.
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1.1.3. FILTER RESPONSE FUNCTIONS FOR A 5*5 LATTICE.

STIMULI

In this simulation the stimulus background had a width of 70 pixels and this mean that for
a 5*5 lattice the separation could be increased up to 14.

RESULTS AND DISCUSSION

The response patterns in graph S2 are similar to the last set of data, but the general level
of responses is shifted downwards. This presumably reflects the reduction in the number of dots in
the stimulus.

The function for the mask with a space constant of 2.0 shows that there is indeed a slight
downward trend as spacing is increased above 11 or 12. This effect is probably homologous to the
small downturn in the function for DOG 1, which was interpreted in terms of a loss of negative
responses as wider spacing weakens the tendency for two or more adjacent dots to fall within a single
receptive field surround.

Graph S2 also shows that the output of DOG 4 is starting to increase as spacing increases
above 12. This shows that at this point the filter is starting to resolve the individual dots.

Thus we can see that there are two types of effect that are common to all of the filter
responses functions except for the smallest. The first of these is a rise in both positive activity (due
to loss of inhibitory counteraction to the response to a single dot in the receptive field
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Graph S2: Filter responses as a function of dot separation for a 5 by 5 regular dot lattice (image
with area fixed at 70*70).
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centre) and a rise in negative activity due to increases occurrences of uncompensated surround
stimulation. As spacing is further increased this negative activity

is progressively reduced. The

absolute magnitude of these effects is decreased as filter size increases but as a proportion of the
baseline response level to the left of each trend, there is no obvious difference between the filters.
The baseline spacing at which each effect becomes visible in the graph, is shifted to the right for
larger filters. It is expected that if spacing were increased beyond the levels examined in this
simulation, DOG 4 would show a homologous downward trend to that described for DOGs 1 and
2.

Since the experiments in this thesis all involve standard spacings of 5 minutes or more, it is
reasonable to assume that these effects are the ones that might provide a basis for the discriminatory
performance that was observed. If as suggested the initial downward trends for the larger filters is
related to loss of response to the edge of the lattice, then this is another reason to disregard these
effects because it is not clear that they will have any general significance. The reason the lattice was
centred on a background of constant size in the stimuli was that this controls

total energy over

changes in spacing. In the next set of stimuli this control was omitted and in this case the output
functions are dominated by this factor.

1.1.4.

FILTER RESPONSE FUNCTIONS FOR INCREASES IN SEPARATION IN
LATTICES WITH CONSTANT DOT NUMBER AND INCREASING AREA.

STIMULI AND FILTERS
The stimuli were the same as the last set except that the lattice occupied the whole of the
image in all cases. Thus the area of the image increased with spacing which meant that the number
of dark pixels increased exponentially while the number of dots was constant. The largest filter was
excluded from this condition because for most of the stimuli, the area of this mask would have
exceeded that of the image.

118

200
00

-

50

cn
bJ

5

20

o

DOG 0.5

CL

DOG 1

DOG

0

2

„Graph S3: Filter responses as a

4

6

8

10
12
SPACING (pixels)

14

16

18

function of dot separation for stimuli in which stimulus area

increases with separation.
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RESULTS AND DISCUSSION

The range of power values in this condition is much greater because of changes in the ratio
of background and dot area.

The data for these stimuli are plotted on a log scale as this provides

a clearer illustration of the features in the response functions where the baseline level is lower.

Although the functions in graph S3 are dominated by changes in overall energy, two other
features can be seen: first, there is an initial rise in response for DOG 1 and this covers a smaller
range to that in graphs SI and S2. The only obvious interpretation of this difference is that the effect
is obscured at larger spacings by the effect of changes in the ratio of light and dark pixels. There is
also an upturn in the function for DOG 2, but this looks very different to that in graphs SI and S2,
probably for the same reasons.

Another condition which needs to be investigated would involve a fixed lattice area so that
dot number varies inversely with separation. This will provide us

with a further check of the

generality of the important trends that were identified in graphs SI and S2. Since all the stimuli in
this condition can have a large area, this will allow a comparison of the functions for the largest
DOG under different conditions that differ from those in the first two sets of stimuli.

1.1.5.

FILTER RESPONSE FUNCTIONS FOR STIMULI IN WHICH AREA IS
CONSTANT OVER CHANGES IN SEPARATION WHILE DOT NUMBER INCREASES.

STIMULI
Stimulus area was held constant at 70*70 and spacing was varied over the same range as
before. This means that dot number decreases from around 529 at a spacing of 3, to 25 at the
maximum spacing of 14.
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RESULTS AND DISCUSSION.

The functions for DOGs 0.5 and 1 in graph S4 are similar to those in graph S3 but the
curves are less consistent as are those for the other filter sizes. This unevenness might be understood
in terms of the sudden differences that will arise in the distance of the peripheral dots in the lattice
from the edge of the stimulus, as spacing is increased. This occurs because at wider separations,
gradual spacing increases will first produce a steady reduction in this distance and then as the
peripheral dots are pushed over the boundary of the stimulus, the next layer of dots will form the
periphery. The distance between this layer and the stimulus boundary will be much greater than that
for the previous spacing level and this is likely to affect filter responses.

The function for DOG 2 shows a dip then a rise and then another dip which occur over
spacings that are in closer agreement with those in graphs SI and S2 than were those in graph S3.
The final downward trend is much clearer under these conditions than under the fixed dot number
conditions, as are the trends for DOG 4. This is because the larger filters can be centred over a
much larger number of pixels in the current condition, therefore there is a higher probability that
highly activating configurations of mask and stimulus will occur. In this sense these conditions are
more appropriate for a model that deals with extended textures, but the graph is more difficult to
analyze without prior consideration of the fixed dot number conditions.

1.1.6. RANDOM DOT PATTERNS.

There do seem to be two independent types of systematic change in filter response as a
function of density. One involves changes in negative responses when adjacent dots fall in receptive
field surrounds and this adds an inverted U shaped component to the function. The other involves
changes in positive responses when dots fall in the central region (ie.changes in resolution). Both the
positive and negative components of the

function

operate over different ranges of spacing for

different sized filters and they affect the response functions through at least a subset of the filters
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Graph S5a: Plot for DOG 0.5 in graph SI with error bars representing response variability.
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Graph S5b: Plot for DOG 1.0 in graph SI with error bars representing response variability.
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Graph S5c: Plot for DOG 2.0 in graph SI with error bars representing response variability.
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over the whole range of separations that has been studied. Hence it is concluded that spatial filtering
could in priciple provide a basis for discriminating density within this range for regular dot patterns.
The next problem is to determine whether this is true for random dot patterns.

In graphs S5, S5b, S5c and S5d, error bars are added to the response functions in graph SI.
These represent the variability of filter responses over different samples of random dot patterns, which
is calculated as the SD of the response values for a sample of 30 stimuli. Error bars were calculated
for stimuli with spacing of both 5 and 10 pixels. The patterns were produced by taking a notional
regular lattice and then independently adding a random increment to both the x and y coordinates,
selected from a rectangular probability distribution in the region of -40 to +40% of the mean dot
spacing.

The experiments reported in chapter 5 show that cue levels of around 10% or lower can be
reliably discriminated by human observers under these conditions. This corresponds to a change of
spacing of 0.5 pixels for a standard spacing of 5 pixels and 1.0 for a standard of 10. Thus if the
extent of the error bars approaches the difference in power produced when spacing is changed by
these amounts, then this would show that it would be difficult to recover the cue from the response
to a single stimulus.

Graph S5a shows that at a spacing of 5 pixels, the effect of the cue on the response of DOG
0.5 would be slight compared to response variability. For dot

spacing of 10, the filter does not

actually pick up the cue in regular patterns, thus we do not need to consider the effect of variability
in this case. Graph S5b shows that for DOG 1.0, response variability at a spacing of 5 pixels is also
substantial in comparison to the effect of the cue. This is also true when spacing is 10 pixels. But
graph S5c and S5d show that for DOG 2 and DOG 4, response the cue will often produce a
significantly larger effect than the SD of the responses. This is suggestive that the density of random
dot patterns could be encoded by a set of DOG filters, providing their space-constants exceed 1.0.
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2. MODELS REQUIRING SPATIAL PRIMITIVES.

There are two types of approach in this category and these will be described shortly. First,
it will be useful to describe Watt’s dynamic MIRAGE model because this makes some specific
proposals about the type of spatial information that might be available to a texture processor.

2.1.

SPATIAL CODING FOR TEXTURE PROCESSING: THE DYNAMIC MIRAGE MODEL.

There are several factors limiting the accuracy of the spatial code generated by Watt and
Morgan’s original algorithm. Of particular importance is the curvature of the retina and the
modulation transfer function of the filtering system. As Watt (1988) points out, for spatial variables
that can be represented on an ordinal scale such as curvature, blur and orientation, the distortions
created by these factors are not a problem as long as the distortions are monotonic. This follows
for two reasons: first, by definition the ordering

of the values is unaffected by a monotonic

transformation. Second, to be of any use, an ordinal scale must be anchored to an absolute value
in the untransformed scale at some point. It turns out that this can be achieved quite easily: it is
possible to specify the value of the scale that corresponds to the origin in the untransformed scale
by looking at the distribution of the cumulative population of measurements that have been taken
during an unspecified adaptation period (Andrews 1964).

Consider the case of curvature: this requires a symmetrical metric in which

the origin

corresponds to zero curvature and negative and positive values on either side represent curvature in
two different directions. Because in natural images curvature is normally distributed around zero, the
origin can be identified as the measurement value that has been encountered most frequently. In the
case of edge blur, the solution is even simpler.
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In the MIRAGE model perceived blur is determined by the degree of separation between
the centroids of zero bounded signals in the transformed image. Distortions of blur are inevitable for
two reasons: first, in principle it is impossible to

distinguish a step luminance function from a

continuous function if the latter has a significantly steeper slope than that of the weighting function
in the smallest filters. Second, assuming that the distribution of spatial frequency tuning over the bank
of filters is discrete rather than continuous, the power of some of the frequency components in the
image will be boosted relative to others and this will affect centroid separation in the combined
signals. This follows partly because the filters have a finite pass-band and therefore cannot distinguish
frequency components that differ by less than this value. Also the fact that the pass-bands overlap
means that some frequency components will activate more filters than others.

Apart from these

considerations, it is well known that filters with pass-bands in the centre of the visible frequency
spectrum have higher sensitivity than those towards the spectral periphery.

But as Watt points out, there is no need to correct distortions in the interval scaling of blur
and the ordinal scaling is unaffected by these distortions. Since blur is a one-signed quantity, the
origin of the ordinal scale can be recovered merely by specifying the smallest measured value that
has been encountered. All subsequent instances of this measurement value can then be interpreted
as corresponding to perfectly sharp luminance edges.

So the distorting effects of linear filtering are readily overcome when dealing with local
variables like blur and curvature. But the situation is more complex when we consider non-local
spatial quantities. Watt and Morgan’s original formulations were developed to explain perception of
spatial attributes of stimuli containing either a single isolated feature or a pair of features. Watt went
on to consider what happens with multi-featured stimuli and this is where the problems become
apparent.

MIRAGE outputs positional information in a two dimensional coordinate system that
preserves interval information as well as ordinal values. The problem
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arises because this interval

description will violate the vector addition requirement of Euclidean geometry. One reason for this
is that the image is projected onto a curved retina and hence the vectors that are derived will be
inconsistent for a two-dimensional coordinate system. There is a possibility that this curvature is
specified in the syntax of the primal sketch and that this is taken into account during subsequent
processing. But this is unlikely; the recovery of three-dimensional structure requires implicit knowledge
of the principles of image formation and these are considerably simpler if the image surface is flat.
Rather than complicating the problem for numerous higher level modules, it makes sense to correct
the errors at an early stage so that a consistent two-dimensional representation can be presented.

Watt invokes an iterative constraint relaxation technique to adjust these vectors, but this
process is time consuming. This leads Watt to propose a refinement of the MIRAGE model that
allows the

number of iterations to be reduced. This involves progressive switching off the largest

filters and then the second largest etc. until finally only the smallest filters contribute to the output.
This has the effect of initially reducing the number of zero-bounded masses that give rise to spatial
feature tokens so that the number of vectors that are calculated over these and that have to be
corrected is reduced. As the larger filters are switched off, smaller features that were previously
represented as clusters emerge as individual zero-bounded masses. The total adjustment for each
cluster is then applied to each of the sub-features and the residual error is corrected in another round
of iterations, and so the process continues.

Watt describes this system as a geometric processor and he has provided evidence for its
psychophysical validity. This involved showing that for a certain class of spatial tasks, it takes time for
the high frequency information to become available. An example of such a task is discrimination of
quantities in Glass patterns such as the centre of expansion.

Watt has also shown that for another type of discrimination, high-pass filtered images can
be processed at the same rate as low-pass filtered versions. It is proposed that this reflects the
operation of an independent system that takes an uncorrected map of the high frequency features as
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its input. This ’statistical processor’ does not require a globally consistent representation because it
only computes local spatial relationships. An example of this system in operation occurs in

the

situation where the observer is presented with a field of dot pairs and is instructed to discriminate
quantities of the distribution of

orientation in the dipoles connecting the dot pairs.

The idea that there could simultaneously be two types of spatial representation available can
be fitted into the original MIRAGE model quite easily. Watt illustrates this by describing the form
of the code that is produced in response to a simple pattern of black dots on a white background:
The location of the centroids in the negative (off-centre) signal is dominated by outputs from the
lowest frequency filters whereas the positive signal consists only of high frequency components. This
follows because the surround in a DOG filter covers a larger area than the centre and therefore
the inhibitory effect of a small black dot will only reach significant levels under two conditions: one
is when the central region is inhibitory, the second is when the surrounding region is inhibitory but
the entire receptive field is very small, so that the spot occupies a sizeable proportion of the area.

2.2. NUMEROSITY ESTIMATION

As well as providing some background for some of the density estimation models that are
considered later, the previous discussion has the following implications for the current section: Watt
has shown

that a non-Euclidean spatial map probably becomes available well before

a globally

consistent set of data can be computed. The visual field is normally occupied by large areas of visual
texture and these may be changing quite rapidly as a result of image movement. This means there
will be a premium on fast processing and therefore it would make sense if texture processing
proceeded on the basis of uncorrected spatial data.

This idea is explicit in Watt’s model: the statistical processor is synonymous with a textural
processor. But Watt makes specific proposals about the way to proceed from this uncorrected data:
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his approach involves making spatial relationships explicit, even if this is restricted to local
relationships. In the case of texture density this may not be necessary because there could be simpler
ways of extracting this quantity from a low precision spatial code. One alternative is to compute the
frequency with which texture elements are distributed over space.

Before developing the details of such an approach, there is another important implication
deriving from this dual coding model. In the case of simple dot patterns the uncorrected high
frequency code is drawn either from the positive signal (for black dots on a white background) or the
negative signal (for white dots on a black background), but never from both. This means that the
uncorrected high frequency output cannot be subjected to the interpretive stages that were proposed
in the original MIRAGE model (Watt and Morgan 1985) because these processes consider the
distribution of activity in both signals. There would appear to be no priori method

of deriving edge

and bar tokens from this representation, therefore it must be assumed that this system is quite distinct
from the primal sketch proper. This system could be termed the ’statistical primal sketch’. Its
primitives are centroids of zero-bounded activity in one signal and its applications are limited to non
geometric operations. In fact because there are two such outputs, one for the positive signal and one
for the negative, we should consider MIRAGE as a system that outputs three distinct representations:
two statistical sketches and one geometric primal sketch.

This could have advantages and disadvantages: the disadvantages are that

such a system

could not perform texture discriminations on the basis of the distribution of different classes of spatial
feature as proposed in texton theory. On the other hand this may not be damaging to the model
because as discussed in chapter 3, the status of texton theory at the current time is questionable. Also
the current proposals are consistent with the computational approach taken by Vorhees and Poggio
(1988) and with current work in the psychophysical domain by Watt and colleagues. Both of these
groups have been developing models of texture discrimination that are based on the statistics of the
distribution of energy in non-zero regions of the second derivative of the image. It is not obvious that
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these regions need further interpretation before these operations are applied and in fact Vorhees and
Poggio’s implementation shows that this is not necessary.

Another advantage of this version of the MIRAGE model is that it explains some recent
work by Morgan, Baker and Wilkinson (1990) which suggests that texture density is indeed computed
over contrast specific representations. Morgan et al showed two things: one is that performance
is slightly disrupted when a single pattern contains dots with opposite contrast polarities. They
suggested that the two contrast signals are initially segregated but if a composite density judgement
is required, these are then combined and this operation involves a slight additional source of internal
noise.

Their second experiment showed that observers can voluntarily select the polarity of the
elements over which density is computed. It was shown that distracter elements of opposite polarity
to the cued elements had no effect on performance but when the distracters were of the same polarity
but different contrast level, performance was significantly disrupted, therefore attentional control seems
to be limited according to the predictions of the segregated contrast model.

These findings are consistent with the idea that texture discrimination is driven by spatial
representations that are extracted from MIRAGE prior to the construction of the geometrical primal
sketch. But there is a problem with this idea in that a texture processor may need to deal with higher
level textures that are defined in terms of elements formed from aggregations of smaller elements.
This function has been demonstrated in experiments by

Northdurft (1985) who showed

that

quantities in these ’higher order’ textures can be independently discriminated. Marr’s proposals about
grouping operations and the full primal sketch are specifically designed to accommodate functions
of this kind.

This could be interpreted as suggesting

that ’low order’ textures are processed

independently from higher order textures. This would mean that low order texture processing involves
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processes applied to a pair of rapidly generated contrast segregated spatial maps, whereas higher
order textures are processed via the geometric primal sketch. The empirical implication of this is that
discriminations of higher order textures will be affected to a greater extent by exposure duration
because they will require completion of Watt’s error-correction procedures.

Turning now to the question of how texture element frequency could be encoded, there are
two essential components in any model that fulfils this function. First there must be some kind of
counting unit that produces an output that is a function of the number of elements that it detects.
It will be shown later that this function may not be linear and does not even have to be monotonic.
Second, there must be some way of taking account of the area or the receptive fields over which
elements are detectable by the units.

An important consideration in relation to the latter is the question of how to define the
extent and shape of the receptive fields. One possibility is that the receptive fields are determined by
inflexible neural connections and are therefore fixed, at least in the short term. Alternatively they
could be defined on the basis of some kind of attentional control, but this is problematic because it
implies that the image must already have been segmented. This excludes texture density from the
segmentation process and

therefore seems untenable.

In order for the system to estimate density rather than numerosity, the output of the counting
units or the interpretation of this output must take receptive field size into account. One alternative
is that receptive field size is controlled for at the decision stage. For example discriminations could
be derived by comparing differences in output only between units that have similar sized receptive
fields. But there are difficulties associated with this because if one of the target areas is smaller
than the receptive field, even if it is denser than the larger area it may produce a smaller output. The
empirical implications of this idea are investigated in experiments reported in the next chapter. An
easier

approach is to fix the gain of the counting unit outputs in proportion to the area of its

receptive field so that density is represented directly in the outputs.
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The other issue mentioned in the introduction to this section is the question of how the
response function of the counting units should be characterized. Linear

functions would produce

neural firing rates that are in fixed proportion to the number of points falling within a receptive field.
In this case numerosity is represented directly in the output of the unit and density is recoverable by
controlling for receptive field size in one of the ways that were described earlier.

A system involving linear response functions encodes density in an analogue representation.
Another approach is to encode it symbolically through binary response functions. For example
consider the situation where the units produce zero response until input exceeds a threshold level
at which point they produce their unitary response. If there were an array of such units with different
thresholds, then density could be recovered in one of two ways: One approach is to estimate density
on the basis of the number of units in the array that are active because a highly dense pattern will
stimulate a maximum number of units. Another possibility is that active units inhibit activity in all
units that have lower thresholds. A

hierarchical system of this kind could allow a density estimate

to be derived simply by noting the threshold setting in the single activated unit. On the other hand
this type of output could be derived more simply if the counting units had binary response functions
that cut out when density exceeded a critical level. This type of code could be derived without
invoking an intermediary stage of lateral interaction.

2.3. ESTIMATING COVERAGE.

This approach would involve measuring the area occupied by each of the non-zero regions
in a specified area of the filtered image and then summing these. Several of the issues discussed in
the last section are relevant here such as the problem of defining receptive fields and the form in
which the output is represented.
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But there is an additional problem in this approach in that in the context of natural vision
its application may be quite limited. It is often impossible to classify regions of a natural texture in
terms of elements and background in any way that is useful. For example in a field of grass any single
’object* or homogenous area can be interpreted as either element or background but to classify an
extended area in this way we would have to invoke complex procedures to

ensure that objects

classified as elements are surrounded by objects classified as non-elements or background. These
procedures would have to be non-specific because objects forming natural textures come in many
shapes and arrangements, yet they would also have to be consistent, otherwise perceived density
would be largely a result of the particular organizational procedures that are applied at the time.

There are cases where ’figure and ground’ can be interpreted with less ambiguity, such as
a texture composed of dead leaves distributed (sparsely) over the ground. But even in these instances
it must be realized that when density differences occur as a result of depth changes the area of the
texture elements changes by the same proportion as the non-covered area so there is no coverage cue.
This means that a system that estimates coverage would be unable to recover discontinuities in depth
from textural expansion or shape from texture gradients. On the other hand, as Morgan et al suggest,
it might be useful as a specialised system for detecting changes in surface structure.

3.

MODELS IN WHICH INTERVALS ARE MADE EXPLICIT
SUBSEQUENT TO POSITIONAL CODING.

This section describes models that make three assumptions: The first of these is that spatial
discriminations involve operations performed over spatial representations. The second is that these
operations involve estimations of separation between features. The final assumption is that some kind
of averaging operation is applied to these measurements.

136

The discussion is organized in two sections: the first section describes a general purpose
feature based model of spatial interval estimation. The following section presents a neural model
that is specifically designed for the extraction of samples of intervals between adjacent features in
textures.

3.1. COINCIDENCE DETECTORS.

One approach that has recently been applied to the problem of interval coding in general,
involves coupling of spatially separate receptive fields to form coincidence detectors (Regan and
Beverley 1985; Morgan and Regan 1987). This model was designed to explain data showing that
spatial interval discrimination does not improve with increases in suprathreshold

contrast levels

whereas in the case of vernier acuity there is a marked effect. The latter has been explained in terms
of a multi-channel model in which contrast sensitivity declines at higher spatial frequencies. The
basic idea is that further increases in contrast above threshold lead to recruitment of higher frequency
mechanisms. In MIRAGE this reduces thresholds because the positional error associated with the
centroids of the zero-bounded regions is reduced when the image is filtered at a higher spatial scale.
But there is no such effect for spatial intervals, and this supports the suggestion by Andrews
et al (1974) that interval coding is dominated by errors that originate in processes that are subsequent
to the primary filtering operations. These authors suggested that the main source of error in the
second stage derives from the positional uncertainty associated with the local encoding units. Current
thinking diverges from this: both types of task are thought to be subject to the same sources of
error as a result of the initial filtering operations but differing amounts of error are introduced at
subsequent stages of the process depending on the nature of the spatial relationship that is being
measured (see Bowne 1990). There is evidence that in vernier acuity discriminations are derived by
making orientation explicit (see Watt, Morgan and Ward 1983) and because this can be achieved by
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purely local processes it may not introduce any dominant sources of error. But for spatial interval
discrimination the situation is probably rather different.

As mentioned earlier, Morgan and Regan

proposed that

intervals are measured by

comparing levels of activity in coincidence detectors with different receptive Held separations. There
are several advantages in this approach: First, the units can be arranged in opponent systems that
compute relative activity so that the outputs will be unaffected by irrelevant contrast changes. This
means that spatial and contrast cues can be reliably differentiated. Second, the system is unaffected
by effects of interference from flanking bars or distracter elements (cf. Morgan, Ward and Hole
1990). Finally, it could probably account for the Weber relationship by assuming that the grain of the
distribution of receptive field separations is expanded for larger separations.

Although the model does account for these empirical findings, there are difficulties regarding
the precise details of its application. It seems clear that in order for the system to be able to respond
selectively to target intervals and to ignore distracters, there must be some kind of attentional control
of the detector units, either at the activation stage or during the inspection of their outputs. If the
input is a two-dimensional feature map, this must involve specifying the coordinates of the receptive
field pairs for the units that should be read, but this would mean that the relevant detectors are
identifiable without actually recording their output level. This implies that the responsive function of
the ’detectors’ is unnecessary and it is only the distance label attached to them that is crucial. If this
is the case then the system is essentially just a massive store of individual distance values. These
values could be more efficiently derived through a single general purpose computational procedure.

Even if these arguments are rejected, there is still a problem: if there is an individual detector
unit for every discrim inate dipole, this would require a massive proliferation of connections and
detector units because each pixel would have to be independently coupled with every other pixel in
the array.
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3.2. STEP-INCREMENT MODELS.

In a recent paper on mechanisms for localization, Burbeck and Yap (1990) come out in
favour of a "step-increment approach" to the calculation of spatial intervals. This is the basic idea
of stepping from one target to another and counting the steps as one goes, an idea which they trace
back to Fullerton and Cattell,(1892). The step-increment approach has been rejected in the past
because in its simplest form it does

not

produce a Weber relationship (Laming 1986). The

following section describes a neural implementation of a step-increment method for extracting interval
data for texture density estimation. It will then be shown that the model can readily account for the
observed Weber relationship.

There are two characteristics of the model that restrict its application to texture density
estimation. First, it only measures intervals between spatial features that are adjacent in the image.
Second, it does not retain information about precisely which features the intervals relate to; it only
specifies the overall area from which a collection of interval measurements originate. For these
reasons the model cannot be considered as a general-purpose interval coding system and in fact even
in the realm of texture processing it is limited: for example it cannot provide a basis for calculating
second-order statistics because it only measures intervals between adjacent spatial features. But this
may not be a problem: although in some situations the visual system can distinguish between patterns
that differ in their second-order statistics it remains to be shown that this is achieved by recording
non-local intervals, (see chapter 3).

3.2.1.

A NEURAL MECHANISM FOR MEASURING INTERVALS
BETWEEN TEXTURE ELEMENTS.

The input to the model is a two dimensional array of cells each of which has an activity
value somewhere between zero and a maximum. The distribution of these values is derived from the
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MIRAGE output by setting a maximum value wherever there is a spatial feature (a centroid in the
contrast segregated output code) and a zero value in all other cells. The next step is to construct
connections between adjacent spatial features so that a network of arcs and features is produced. This
is not as simple as it sounds because only a subset of the large number of possible connections must
be constructed. The following method automatically imposes an upper limit on the distance between
linked dots so that only local connections are constructed.

The basic idea is that the activity at each dot is allowed to propagate radially

while

undergoing decay in proportion to the extent of propagation. Given an appropriate decay function,
the final distribution of activity

will show continuous

peaks defining straight lines linking all

combinations of dots which are separated by less than a criterion separation. The question now arises
as to how to set this decay function. One possibility is that the function starts off at a level that
causes the activity to decay after a very short distance. If this distance is too short, the distribution
of energy around each feature cell will be uniform because peaks will only be produced when the
propagated energy from two sources overlap. In this case the processes that look for arcs (which will
be described shortly) will deliver a null response this causes the propagation stage to be repeated
with a lower decay function. This process continues and soon some arcs begin to form and the system
starts to output some interval values. The process terminates at the point when an arbitrarily large
proportion of the features in the target area are linked to a criterion number of other features.

The second aspect of the model is a system for counting the number of cells in each
connecting arc. This operates by locating a cell occupied by a spatial feature by searching for cells
with the

maximum activity level, and then operating on the surrounding cells with a circularly

symmetric mask similar to a DOG. This operator will only respond when it is centred on an activity
peak corresponding to a cell that is part of an arc. The operator is then applied to all neighbouring
cells until another arc cell is found. As each new arc cell is encountered a unit is added to a count
and the process continues until the operator reaches a spatial feature cell, at which point a much
larger response is produced. This response will exceed a threshold and this causes the process to
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be terminated. The final count will be taken as an estimate of spatial interval.

In terms of empirical support this model can accommodate most of the reported data.
Morgan et al’s findings with respect to the independence of density estimates for different contrast
polarities can be explained by segregating the system in the same way that was proposed for the
counting and coverage models. Another finding that this model must account for is the Weber
relationship between dot separation and density discrimination thresholds (see Experiment VII
reported in chapter 5). As mentioned earlier, Laming (1986) showed that a simple step-increment
model does not make this prediction for discriminations of a single spatial interval. In order to derive
a Weber relationship, the variance of a single estimation must be a constant proportion of the
interval, but Laming showed that this proportion is not constant: it increases as a function of the
square root of the number of steps that define the interval. We can bypass

this problem if we

assume that the number of steps is constant for different sized intervals, in which case the length
of each step must increase as a linear function of the extent of the interval but there is a problem
in relation to this idea: this is the question of how the length of step can be controlled without a
priori knowledge of the extent of the interval. In the context of the current model it turns out that
this is solved quite simply: since the final setting of the propagation decay function is automatically
determined by the mean separation of the dots, the number of cells per step could be fixed directly
on the basis of this setting.

It should be mentioned that there is an alternative way of deriving a density estimation from
a network of feature tokens and arcs. This approach involves measuring the areas enclosed by arcs
rather than by measuring the arc length. This could be implemented by a similar procedure to the
interval measuring process but the details are slightly different: The DOG operator would be initially
placed over a randomly selected cell and in this case, a unit would be added to the count if the
operator showed that cell does not represent a segment of an arc or a feature cell. A measuring and
counting operation would propagate radially and propagation in each direction would be terminated
as soon as an arc or a feature cell is encountered. Eventually movement in all directions would be
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terminated and at this point the

final count would be

taken as an estimate of the area of the

polygon. This value would be stored and the process would be repeated until a sufficient number
of polygons had been sampled. An estimate of density would then be computed by taking an average
of these values.

3.3.

ESTIMATING DENSITY FROM INTERVAL MEASUREMENTS TAKEN
OVER AN ERROR-CORRECTED SPATIAL FEATURE MAP.

It was suggested earlier that processing of textures defined by simple texture elements like
dots or bars or configurations of these, might be achieved without the necessity for centroids in the
combined filter outputs to be interpreted as bars or edges. The arguments for this conclusion were
as follows: first, Watt showed that the original MIRAGE transformation automatically preserves the
distribution of centroids from the filters of lowest spatial scale in one signal, and of the highest
spatial scale, in the other signal. High frequency information can thus be accessed either immediately
in one signal, or more slowly through the shutting off of outputs from progressively smaller filters in
the other signal. In the former case the representation will lack geometrical consistency but this would
not matter for the purposes of density estimation and so it would make sense to exploit this code.

The main problem with this idea is that it does not account for perceived textures in which
the elements are composed of aggregations of features. This is because current theory holds that
grouping operations are performed in the primal sketch

and it would not make sense to invoke

similar grouping operations for both types of output.

This problem leaves us with two options: we can either drop the idea that texture processing
is driven by an uncorrected spatial code, or as suggested in section 2.2 we could look for evidence
to support the hypothesis that ’low order’ textures and higher order textures are processed by
independent systems. The latter would seem preferable but there is one advantage with the former:
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it would gives rise to another explanation for the improvement in thresholds that occurs when the
number of dots in a regular lattice is increased.

This is related to the fact that the number of vectors

or constraints

onthe position of a

single spatial feature is increased as a function of the total number of features in the pattern. This
means that if the stimulus is subjected to Watt’s constraint relaxation procedure, then more iterations
will be required

and therefore the final positional specifications will represent a

closer

approximation to the distribution of features in the unprocessed stimulus. In other words the system,
will have to arrive at a lower level of positional error in order for the

constraints of Euclidean

geometry to be satisfied. This would mean there are two factors that contribute to improved density
discrimination in regular dot patterns: one has just been described. The second involves reducing the
residual positional error from positional coding plus that introduced when the intervals are made
explicit, by averaging the values that are extracted by the interval measuring system.

It must be stressed, however that this approach leads to inconsistencies in Watt’s theories and
it imbues the density processor with unnecessary complications: it

ignores Vorhees and Poggio’s

demonstration that textures can in principle be discriminated without recourse to the full gamut of
primal sketch tokens. It is clear that the experiments outlined in section 2.2 need to be conducted to
resolve this issue.
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CHAPTER 5:

EMPIRICAL INVESTIGATIONS OF THE PROCESSES
THAT UNDERLIE DENSITY ESTIMATION.

1. SPATIAL CODING AND INTRINSIC ERROR.

In chapter 2 it was shown that

dot separation discrimination is improved if the sample of

interval samples is expanded by increasing the number of dots in each stimulus. This implies that for
large dot numbers thresholds are less affected by internal sources of error and this leads to two
possibilities, one of which was considered in some depth in chapter 4. This was the idea that the
effect is related to systems that measure texture density. The other possibility is that there are also
systems that are organized specifically for dealing with variability that originates in the stimulus
encoding processes. As mentioned in chapter 2, these systems could be exploited in the measurement
of density changes in surfaces undergoing shifts in depth relative to the viewer.

There are evolutionary reasons why specific error-correcting procedures might have been
developed to improve performance in this kind of task as an alternative to the development of more
efficient general purpose spatial coding systems: Specificity for judging distances is about one tenth
as good as that for judging orientation or shape in small patterns and it was mentioned in the last
chapter that on the basis of this, Andrews, Webb and Miller (1974) have argued that shape and slope
is coded in outputs of neural units from high-grade positional information represented in the cones.
Having served this purpose the information travels no further along the visual pathway and distance
judgements are based on the positional specificity of these coding units which is relatively low. This
was said to explain why we might expect low efficiency for any spatial function that draws distance
information from this source.

This hypothesis was updated in the last chapter (section 3.1), to bring

it in line with current ideas about spatial coding, but the basic idea still stands.
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Barlow and his colleagues (Barlow 1978, 1980; Van Meeteren and Barlow 1980)

have

calculated the absolute efficiencies with which various aspects of spatial arrangement can be detected
in random dot patterns. Absolute efficiency is defined as the proportion of the stimulus information
that the visual system would be

making use of if it were an optimal detecting device. These studies

showed that in no case does efficiency exceed a 50% level and this was shown to indicate a level
of intrinsic variance in the underlying representation which is equivalent

to that in Poisson

distributions where the variance is equal to the mean of the samples.

Barlow suggests that in the process of natural selection, intrinsic variance has been reduced
to this level and no further, because the visual world is dominated by Poisson statistics. Since
performance is limited by whichever source of variance is greater, reductions below this level would
not normally afford sufficient advantages.

The task of estimating density changes in patterns that are transformed by depth shifts is an
exception to this generalization. If processed appropriately, information about depth changes

can

in principle be isolated from variance associated with the spatial arrangement of the stimulus features
and if this is the case, performance will be limited by internal sources of variance. This means it
would be advantageous to increase coding efficiency beyond 50% in this particular instance, and this
might be achieved by some kind of spatial averaging. The next section describes the operations that
would be required in such a system.

2.

EXPLOITING TOPOGRAPHIC CORRESPONDENCE IN DENSITY ESTIMATION
THROUGH PROCESSES OF CUMULATIVE COMPARISON.

The essential difference between this type of density estimation and the operations performed
in textural analysis is that the former would exploit the fact that for every feature interval in one
pattern there is a corresponding interval in the other stimulus and the difference between these
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distances provides a perfect specification of the cue. The process could proceed in the following
way:

First a series of interval measurements would be made over one stimulus and these would

be stored alongside

a label specifying the topographical identity of the

dots that formed each

interval. All of the dots in the second stimulus would then also be described in terms of their
topography. The next step would be to check whether all of the dots defined in the former list can
be identified in the latter. If this turns out to be true, then it can be assumed that correspondencebased processing should continue. This would involve taking a measure of each

interval

in the

second stimulus that has a matching topographic specification in the list describing the first stimulus.
The estimate for each interval would then be

subtracted from the corresponding value for the first

stimulus and the difference between these would be added to a cumulative record of the differences
between all corresponding intervals. Because the error components in these values will be randomly
distributed around zero, as each subsequent value is entered the influence of these errors on the
cumulative total will be reduced. Thus at very low cue levels the sign of the cumulative total will
provide a more reliable indication of the direction of

the density change than would a single

difference value, and therefore thresholds would be lowered as the number of stimulus features
increases.

In order to provide empirical support for the this type of model, it would have to be shown
not only that performance is disrupted if topographical correspondence is lost, but also that spatial
averaging is reduced. On the other hand if thresholds are elevated under these conditions but spatial
averaging is just as strong, then we can explain the data without assuming that differences between
corresponding intervals are averaged. All we need to assume is that where topographical
correspondence is detected, the visual system encodes overall size differences and that this information
is combined with information from textural analysis to produce lower thresholds. This would imply
that outputs from systems for estimating texture density and those for estimating object size are
additive.
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3. EXPERIMENT VI:

EFFECT OF DOT NUMBER ON DENSITY THRESHOLDS FOR
REGULAR PATTERNS IN WHICH TOPOGRAPHICAL
CORRESPONDENCE IS DISRUPTED.

STIMULI, CONDITIONS AND SUBJECTS.

This experiment involved regular dot patterns in which correspondence was disrupted by
introducing a random overall size difference between the standard and cued stimuli. The boundaries
of the stimuli were determined by the circumference of a circle, the radius of which was selected from
a rectangular probability distribution in the region of +10 to -10% of the mean.

The spacing between the dots was 10 arc minutes (for a zero cue level) and for the stimulus
widths employed in this study, the circular cutoff gave rise to irregularly shaped patterns (see fig 6).
Since dot number was varying slightly, this meant that differences in the configuration of the dots
were introduced within trials, because the patterns departed from perfect circularity in different ways.
Thus the discriminanda could not be interpreted as expanded and contracted versions of the same
configuration (figure 6).

Luminance was randomized by adding increments selected from a rectangular probability
distribution in the range -25% and +25% of the mean level. Luminance cues were removed in this
way in all subsequent experiments unless stated otherwise.

Thresholds were estimated for mean dot numbers of 9, 16, 25, 36 and 49. The naive subject
(EN) also provided data for the correspondence condition using the same stimuli as were employed
in experiment Ilia. The data for subject TM in this condition was taken from this experiment.
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Figure 6: Example of the stimuli employed in experiment VI.

RESULTS

Graph 6 shows two things: first, it is clear that overall performance levels are reduced in the
non-correspondence condition. Second, the data show that

thresholds in the non-correspondence

condition are reduced with increases in dot number, but this effect is slightly smaller than in the
correspondence condition.

DISCUSSION

The

reduction in

overall performance levels due to disruption of correspondence is

evidence that correspondence is exploited in these tasks when it is available. But the fact that a dot
number effect is retained, shows that there are spatial averaging processes that do not rely on local
cross-stimulus comparisons. This must

involve the extraction of information about the distribution

of spatial variables (eg. intervals or numerosity) within a single stimulus.
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Graph 6: Effect of size and shape randomization on density thresholds for regular dot patterns.
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The data show a slight reduction in the magnitude of the dot number effect for the widthjittered patterns, but this is not strong enough to offer support for the cumulative comparison model
that was described in section 2. But the data can be interpreted as showing that outputs from size
judgements are additive with respect to those from density processing systems. This follows because
the dot number effect in the correspondence condition points to the operation of a density processor
while the elevation of overall thresholds in the non-correspondence condition shows that
correspondence does affect performance though there is no significant interaction with dot number.
This additivity can be seen as a way of reducing the effects of intrinsic coding variability, as discussed
in section 1.

It should be noted that because the cumulative comparison model assumed that positional
information about individual dots is retained, it might have been difficult to reconcile with some
results reported by Morgan, Hole and Glennerster (1990).

These experiments showed that the

specific location of single dots in clusters cannot be accessed precisely: in discriminating separations
between pairs of arbitrarily marked dots lying within separate clusters, results suggested that specific
dot locations are confused with information about the centroid of the cluster. This suggests that when
dots are arranged in groups, information about the location and intervals between individual dots is
not retained in an accurate and accessible form.

The next experiment provides further evidence that when discriminations can be based on
both size and density judgements, performance is improved.
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4. EXPERIMENT Vila: EFFECTS OF DOT NUMBER FOR DENSITY ESTIMATION
COMPARED FOR REGULAR, RANDOM AND RANDOM
CORRELATED DOT PATTERNS.

The next experiment is the first of several studies looking at patterns in which the positioning
of the dots is randomized so that the cue is represented in the mean of the separations in each
pattern rather than in every individual interval. The general assumption behind this approach is that
visual responses to density in random dot patterns are similar to those involved in perception of
natural textures. But dot patterns have an advantage over textures in natural images for the purpose
of experimentation, because they allow much more control.

In considering other ways that this control might be achieved sine wave gratings are the only
alternatives that come to mind, but there are two reasons for deciding against this option. First, they
do not contain the random component that is characteristic of natural textures. Second, as a stimulus
model this alternative would be theoretically loaded: gratings do not contain spatial features (unless
these are defined very loosely)

and therefore would not constitute an appropriate input for a spatial

feature based model. Dot patterns on the other hand, contain Fourier components (as do all patterns)
as well as spatial features and are therefore compatible with both spatial frequency models and
spatial feature based models.

CONSTRUCTION OF RANDOM DOT PATTERNS.

The random stimuli were constructed by first generating a notional regular pattern and then
independently displacing the position of each dot by adding to the x and y coordinates a random
proportion of the mean separation. These values were selected from a rectangular probability
distribution in the range -40% to +40% (figure 7al).
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CONDITIONS

In the current experiment random stimuli are of interest for the specific reason that they
preclude the operation of size judgem ents that are evoked by isomorphism in the spatial arrangement
of the stimulus elements. For this reason the conclusions of the last experiment suggest that
thresholds for random patterns should be higher than those for regular patterns. On the other hand
there are two other reasons why this might be expected:

A simple statistical model of an interval measuring and averaging process predicts that
thresholds for randomized patterns will be elevated with respect to regular patterns.
because

randomization introduces variability into the difference between

This follows

the means of the dot

separations in the stimulus pairs. This variability will add to that produced internally and because the
threshold is a measure of the variability of the representation that underlies the discrimination, it will
be increased by a predictable amount. Thus on the basis of this model, we would expect that there
will be a significant dot number effect for random patterns, but for large dot numbers the model does
not Dredict anv differences between random and regular patterns.

Figure 7al: Example of random dot patterns.

The spatial filtering model would also predict that thresholds might be

elevated by

randomization. In random patterns the power in the amplitude spectra will be spread over a wider
range of frequencies. If density judgements are based on spatial filter responses, this should produce
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increased thresholds because if the power in the amplitude spectrum is spread over a wider range
of frequencies, then peak filter response levels will be reduced. In any filtering model for density
estimation, discriminations will be largely determined by the output levels in the most active filters.
If these activity levels are all depressed as a result of positional randomization, this means that
differences in the outputs determined by stimulus cue level will be less readily distinguished from
those related to random fluctuations in baseline responding rate.

Although the simple statistical model does not suggest that thresholds will be elevated by
randomization for large dot numbers, this result might be expected if we assume that for an imperfect
interval estimating and averaging system, the accuracy of the estimates of the mean will be inversely
proportional to the variance of the samples from which the means are derived. This

could be

justified on the basis of the following analysis: If intervals are encoded with a constant proportional
error as is suggested by the Weber relationship for spatial interval discrimination, then the absolute
error of the mean will be increased if interval variance is increased. This follows because the
additional error associated with the larger intervals will be greater than the reduction of error
associated with those intervals that are smaller than the mean.

In order to isolate the effect of randomization on correspondence from all of these factors,
the current experiment includes a

condition

in which randomization does not interfere with

configurational isomorphism. This involves constructing the cued stimulus in each trial through an
expansive or contractive transformation of the standard. This was achieved by storing the random
numbers used to select the displacements for the standard stimulus and then retrieving them during
construction of the cued stimulus (figure 7aII). This will be referred to as the correlated random
condition (condition 3). Condition 2 is the independently randomized patterns

and

condition 1

involves regular patterns similar to those employed in the correspondence condition of the previous
experiment. Thresholds were taken in all three conditions for patterns composed of 9, 16, 25, 36 and
49 dots.
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Figure 7aII: Example of pair of correlated random dot patterns.

SUBJECTS
The observers were TM and an unexperienced subject MF.

RESULTS
Graph 7a shows that performance levels in general are highest in the independent random
condition and lowest in the regular condition. Threshold levels in the correlated random condition are
higher than those in the regular condition, but much lower than those in the independent random
condition.

The second finding is that thresholds improve with dot number in all three conditions, and
there are no clear differences between the three conditions in the strength of this trend.
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Graph 7a: Thresholds for random patterns where discriminanda have the same configuration (random
correlated), compared with regular patterns and independently randomized patterns (random
uncorrelated).

DISCUSSION

This discussion will begin by considering the implications of the general increase in thresholds
that occurs when dot position is randomized. Following this the difference between the two random
conditions will be examined. Finally, some theoretical models of the dot number effects in all three
conditions will be considered.

The data clearly show that randomization elevates thresholds. The statistical model that was
described earlier has difficulty explaining the difference in the functions for conditions 1 and 2. This
analysis predicted that randomization would have no effect for larger dot numbers because

the

variability of mean separation is only affected by this manipulation for small dot numbers. In other
words the model predicts a steeper slope in the random condition compared to the regular condition.
On the other hand if we accept the assumption that the variability with which individual intervals are
encoded is greater for random patterns (for the reasons described earlier), then this result can be
understood.

The data are not supportive of the counting and coverage models. These models predict that
thresholds (at least for large dot numbers) will be unaffected by randomization. On the other hand
if randomization reduces the additive effects of a size estimator, then this can be used to account for
the loss of precision and therefore the counting and coverage models cannot be ruled out. For this
reason, experiment Vllb will compare data for regular and random patterns under conditions where
overall size cues are removed.

The overall loss of performance caused by randomization was predicted

by the spatial

frequency model because this manipulation has a ’spreading effect’ on the power spectra. But as we
shall see, this model has difficulty explaining the difference between conditions 2 and 3.
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Randomization appears to elevate thresholds to a greater extent in condition 2 than in
condition 3. Taken with the finding of Experiment Vila, this is strongly suggestive that the visual
system responds to configurational isomorphism in these tasks. But there is an alternative explanation
that needs to be considered: this is the possibility that the spatial frequency cue is defined more
precisely in the correlated random condition.

5.

COMPUTER SIMULATIONS OF THE EFFECT OF CORRESPONDENCE ON
THE ABILITY OF SPATIAL FILTERS TO EXTRACT THE CUE.

It was mentioned earlier that randomization increases the spread of energy in the amplitude
spectrum of a dot pattern. In trials involving independently randomized patterns, one of the
discriminanda will often be more regular than the other and it follows from this that their spatial
frequency components will often be unequally spread. There is a possibility that the spatial filters
responses to the discriminanda will be less discriminable as a result of this, because for each filter
the difference between the responses to the standard and the cued stimuli will be confounded by
variability related to the degree of spread. If this is true, then it should be possible to demonstrate
this using simulated filters.

METHOD

The stimuli were generated and processed using the same equipment and procedures as were
described in chapter 4. Response powers were recorded from the same set of four DOG filters
for random patterns (positional jitter = 40%) with dot numbers of 4, 16, 36 and 64 dots. For each
dot number this procedure was applied to a standard version (mean spacing = 5) and a cued version
(mean spacing = 10). The whole process was performed for both independently randomized patterns
and for conditions in which the cued stimulus was an expanded version of the standard. In the latter
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condition the cued stimuli were constructed by using the same random numbers as those generated
during the construction of the standard (as was the case for the experimental stimuli). In each
condition 15 pairs of stimuli were filtered and for every stimulus pair, the response of each filter to
the standard stimulus was subtracted from the response of the same filter to the cued stimulus. The
variability of the response to the cue for each filter was calculated as the Standard Deviation (SD)
of the distribution of these 15 difference values. The SD for each condition in the correspondence
condition was then subtracted from that for the independently randomized stimuli, to give an estimate
of the reduction (due to correspondence) in the variability of the behaviour of each filter in response
to the addition of the cue.

RESULTS
Graph S9 shows that for dot numbers of 4, 16 and 36 (2, 4 and 6 dots per side respectively)
there is no clear effect: variability of response to the cue is not systematically affected by
configurational isomorphism. But for patterns composed of 64 dots (8 dots per side) variability is
consistently greater in the independently randomized condition, as was predicted. The magnitude of
the difference in the SDs for the two conditions increases as a function of filter size.

DISCUSSION
The results show that for the maximum dot number, correspondence does have the predicted
effect (for all but the smallest filter), but for smaller dot numbers it has a relatively slight and
sometimes opposite effect. This suggests that the previous analysis of the effects of correspondence
on the amplitude spectrum was correct, but that these factors will only affect performance when dot
numbers are much larger than the ones that were used in experiment Vila. Since the experimental
data showed a marked effect of correspondence for even the minimum dot number of 9, the spatial
filtering explanation is not supported by this simulation.
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The data clearly show that the correspondence manipulation has a larger effect on the ability
of the filters to pick up the cue for larger filter sizes. This can be explained as follows: The
simulations reported in chapter 4 showed that the behaviour of the high frequency filters

is

determined mainly by the number of individual dots in the stimulus; changes in dot spacing had little
effect. Randomization is unlikely to have a strong effect for similar reasons, unless the dots are
jittered to the extent that they begin to overlap. The

lack of effect in the current data for the

smallest filter is consistent with this: since the outputs from this filter are unaffected by the cue for
both correlated and uncorrelated arrangements, the SDs of the differences due to the cue are close
to zero in both conditions and therefore there are no obvious difference in the SDs between the two
conditions. As filter size is increased, the outputs

will be more sensitive to the effects of dot

randomization and hence differences in this factor between the discriminanda will have a larger effect
on the variability of the differences in filter response to the discriminanda.

DISCUSSION TO EXPERIMENT 7a (continued).

Given that the spatial filtering model cannot account for the difference between the data for
the random correlated and random uncorrelated conditions, it must be concluded that it is the
availability of precise size cues that determines the lower thresholds in the former condition. This
supports the idea that outputs from density processing and size processing can be combined to
produce more accurate discriminations than those produced by either system functioning in isolation.

Focusing now on the implications of the dot number effects, at this point there are three
possible interpretations: Although the spatial frequency model cannot explain the differences in overall
levels of performance in conditions 2 and 3, it is still possible that the density processor operates
along these lines. In this model the improvement of performance with dot number would be explained
in terms of spatial pooling and one component of the difference between conditions 1 and 2 could
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be attributed to the energy ’spreading effect’ (the other component being differences in the operation
of the size estimating system).

The dot number effect in condition 2 could be explained by changes in the statistics of the
interval distributions, providing we accept the idea that differences in overall performance levels are
determined by other factors (ie. differences in behaviour of a size estimator, and possibly increases
in intrinsic variability derived from the interval measuring process).

The third possibility is that either counting or coverage estimating systems are operating.
These would function more efficiently for patterns composed of large numbers of dots and the
magnitude of this effect would be unaffected by details of the spatial arrangement of the dots. This
would explain why the slopes of the three dot number functions are all similar.

But before we can accept either of these explanations for the dot number effect for condition
2, there is another interpretation that must be ruled out: this is the possibility that subjects were
responding to overall size. This cue would be more reliable for larger dot numbers because the
displacements due to the randomization process form a larger proportion of the overall stimulus width
as dot number is reduced. Experiment Vllb controls for this factor.
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6.

EXPERIMENT Vllb:

CONTROLLING FOR OVERALL SIZE CUES IN
INDEPENDENTLY RANDOMIZED DOT PATTERNS.

CONDITIONS

This experiment looks at density discrimination in random patterns in which overall size is
randomized slightly. This involved adding a random width increment selected from a rectangular
probability distribution in the range -10% to +10% of the mean width.

Apart from this factor,

subjects and stimuli were the same as condition 2 of experiment Vila.

RESULTS

Graph TbI compares the plots for the uncorrelated random condition from experiment Vila
with thresholds from the current conditions. The data show that a small degree of width jitter that
is just sufficient to remove width cues has no effect on overall threshold levels, nor on the strength
of the dot number effect.

DISCUSSION

This result shows that the reduction in threshold as a function of dot number in condition
2 of experiment 7a cannot be attributed to decreases in variability of overall size. Thus it must be
interpreted as an example of spatial averaging.

Graph 7bII compares the current data for the randomized width condition, with the thresholds
for regular pattern with randomized width (experiment 6). This allows us to
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Graph 7bl: Effect of a small amount of width jitter on thresholds for random patterns.
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Graph 7bII: Effect of positional jitter on thresholds for patterns in which overall size cues are
removed.
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examine the effects of randomization for patterns in which overall size cues are removed. This graph
makes it clear that randomization increases thresholds even when size cues are absent. Both the dot
counting model and the coverage model have difficulty with this finding because randomization affects
neither the number nor the area of the dots, except possibly for very small dot numbers. Thus we
can interpret the results of the current experiment as fairly compelling evidence against both of these
models.

7. SUMMARY AND CONCLUSIONS TO EXPERIMENTS Vila and b.

In the cases where topographical correspondence is present (experiment Vila, conditions 1
and 3), the situation can be summed up as follows. The data suggest that in these instances, density
discriminations reflect the additivity of outputs from two independent systems: a density processor
and a size comparator. Additivity can be seen as an effective way of pushing performance beyond
the limits set by levels of intrinsic variance.

The current data do not support the counting and coverage models of the density processor,
but the spatial frequency model is viable. The interval averaging model can only account for the rise
in thresholds due to randomization for large dot numbers, if we assume that intrinsic sources of
variability are increased when the dot patterns are randomized. The dot number effects for both
correlated and uncorrelated random patterns can be accounted for in two ways:

1) Spatial filter pooling.
2) The reduction of intrinsic variability of interval
measurements due to averaging (as in the regular
patterns).
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The dot number effect for uncorrelated random patterns could also be accounted for in terms
of changes in

variability of the means of the interval distribution in the stimuli.

Experiment VIII

takes a closer look at

the latter. This study includes comparisons of

observed thresholds and quantitative predictions based on the statistical model, for stimuli composed
of different numbers of dots.

8. EXPERIMENT VIII:

EMPIRICAL AND THEORETICAL EFFECTS OF DOT
NUMBER FOR RANDOM PATTERNS AT DIFFERENT
LEVELS OF MEAN SEPARATION.

8.1. STATISTICAL MODELLING OF INTERVAL-AVERAGING PROCESSES.

As mentioned earlier, independent randomization introduces variability into the difference
between

the means of the dot

separations in the stimulus pairs. If this variance were

indistinguishable from that related to the cue, thresholds would be increased.

This can explain the spatial averaging effect for random patterns that was demonstrated in
the previous experiments, because the variance of mean separation is reduced as dot number
increases. But although there is qualitative agreement here, it would be useful to quantify the
predicted threshold increase and see how this compares with the observed effect.

The model can be quantified on the basis of the following arguments: The square of the
observed threshold gives us the variance of the underlying representation on the basis of which
discriminations are made. Under the assumption that variances are additive, this can be decomposed
into two sources: one of these is the error in the subject’s coding of the interval samples. The second
is the variance of the means that is intrinsic to the stimulus.
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The first can be estimated from the asymptotic threshold for large stimuli (T squared) because
at this point

stimulus variance can be assumed to be insignificant The second is estimated as the

standard error of the mean (SEM) which is equal to the variance of the distribution of separations
divided by the square root of the number of samples of intervals.

The variance of the distribution of intervals in the random patterns that were employed in these
experiments was estimated as follows: The separation between any two dots in a stimulus is determined
by the effects of both vertical and horizontal jitter on both dots. If these sources of variance had
independent effects on each interval then the SEM could be calculated as the sum of these variances
divided by the square root of the number of intervals in the stimulus (N). But these sources of variance
are not independent for two reasons: first, the effect on an interval of displacement of a dot along one
axis

will depend on both the displacements of that dot along the other axis and on the displacements

of the adjacent dot. A second complicating factor is that each displacement affects not one interval but
four, or six if we count the diagonals, therefore the N samples are not independent and so if the SEM
is calculated as described earlier, it will be an overestimate of the actual variance of the mean.

At this stage in the investigation, rather than

embarking on a complex analysis of these

statistics, it was decided to use an approximation. The SEM calculations ignore the interdependence of
the consequences of the different sources of positional variance, and are therefore

an overestimate of

the correct values. This will be offset to some degree by another simplification in the model: it ignores
the effect of positional displacements that are orthogonal to the axis of the interval. The effect of
orthogonal displacements are relatively small and so this aspect of the model is not expected to produce
any major departures from the correct statistics.

Interval variance o22 is calculated as the variance a ,2 associated with the rectangular probability
distribution of positional displacements for the dots multiplied by 2 (equation 2). The variance of a
rectangular distribution Oj is W/(12)a5 (see Appendix ) where
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W is the width of the distribution. W evaluates to the mean dot separation * % positional jitter * 2
(equation 1).

at

= W/120-5

a 22

= 2*(W/12as) 2

(1)

= 2* W2 /12
= W76
a2

= W/6as

(2)

The SEM is given by the variance over the square root of N, the number of interval samples
(equation 3).

SEM = a 2 /N0-5

(3)

N was estimated as follows: If we disregard the anomalies with respect to the dots that lie on
the boundary of the dot pattern, the number of horizontal and vertical dipoles in the notional lattice is
equal to twice the number of dots (DN). This is because there are four dipoles associated with each dot
and each dipole is shared by two dots. Most of the dots that lie on the boundary of the patterns (which
were approximately

circular in this experiment) are associated with only three dipoles. Thus if we

subtract the number of boundary dots from the total number of dots multiplied by 2, this gives us an
estimate of N (equation 4). The number of boundary dots is estimated as the circumference of the circle
divided by the spacing (S) of the dots. The circumference is the product of pi and the diameter (D) of
the stimulus in arc minutes.

N = DN * 2 -(pi * D/S)

(4)

168

Having estimated the SEM for each dot number, the squares of the predicted thresholds (t
squared) are derived by converting the SEM into seconds of arc, subtracting this value for the
maximum dot number (SEMmax) from all of the values (so that the theoretical function reaches the
same asymptotic level as the empirical function), and adding this to

the square of the observed

threshold at asymptote (T) (equation 5). The predicted thresholds can then be plotted as the square
root of these values.

t2 = SEM * 60 - SEMmax + T2

(5)

8.2. PREDICTED EFFECTS OF VARYING MEAN SEPARATION.

The second manipulation in the current experiment compares thresholds for patterns over
a range of mean dot separations. There are two reasons why this is of interest:

8.2.1. WEBER RELATIONSHIPS.

There is a general finding that JNDs tend to be a constant fraction of the intensity of the
stimulus in any sensory system (Weber 1863). Some of the earliest corroboration of this came from
studies of judgements of visual position (Volkman 1863; Fechner 1860) and the Weber relationship
in spatial interval discrimination is a well established phenomena (eg. Westheimer and McKee 1977a;
Hirsch and Hylton 1982).

If density is calculated on the basis of interval measurements, it would be expected that
thresholds will reflect the Weber relationship that is found for spatial interval judgements. If this is
found to occur, both the counting model and the coverage estimator could account for this, but some
additional assumptions are required whereas this is not the case for the interval model.
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For both coverage and counting systems the difference in the number of dots (or area units
in the former case) falling within a receptive field due to the cue will be a constant fraction of the
baseline over changes in mean separation. In the first version of the counting model that was
considered in chapter 4 (section 2.2.), it was assumed that dot number is coded directly in the
response levels of the counting units which means that cue related differences in response level will
also be a constant proportion of the baseline. If we now make the assumption that the error in this
code increases with response level, there is some basis for expecting a Weber relationship.

The version of the counting model described in chapter 4 that involves symbolic coding
cannot explain a Weber relationship without making specific assumptions about the tuning of the dot
number response functions. In the absence of independent evidence these assumptions would not be
justified. It is not obvious how the sensitivity of a spatial filtering system would be affected by changes
in mean separation.

8.2.2. EFFECTS OF DOT SEPARATION ON SPATIAL INTEGRATION.

There is another reason to compare thresholds for different dot separations. It was mentioned
in chapter 2 that there is an important issue as to whether spatial averaging operations are restricted
to image information extracted from a single fixation. The simple versions of the counting, coverage
and spatial frequency models that were discussed in chapter 4, all imply that this is in fact the case:
in all of these systems, spatial averaging is a consequence of the pooling of image information by
structures with retinotopically defined receptive fields.

The interval averaging model is not restricted in this sense: there is a possibility that interval
samples extracted over successive fixations can be fed into the averaging procedure. The

neural

model that was developed in chapter 4 is driven by the primal sketch, and the question as to whether
this level of representation can retain information over eye movements is still an open issue. If the
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primal sketch were in fact unable to integrate information extracted over successive fixations, then
because of anisotropies in the distribution of sizes of contrast detecting mechanisms over the retina
(Johnston 1987), spatial averaging effects would be expected to be smaller for patterns with widely
spaced dots. This follows because the outer dots will invade the periphery where the concentration
of high frequency mechanisms is low and this means that a representation that is driven by a single
fixation could not encode all of the dots in the stimulus.

The temporal properties of the spatial averaging processes might be investigated by looking
at the effects of presentation time on discrimination thresholds. Unfortunately, however, this would
not be straightforward. The problem arises because any effects of increased exposure duration that
are related to temporal integration would be confounded with effects related to changes in the
optimality of the stimulus placement in the retina. For this reason an investigation of the temporal
properties of the spatial averaging system would require a complex series of experiments and this is
beyond the scope of the current project.

The previous analysis suggests that if dot number effects turn out to be less obvious with
increases in dot separation, this can be accommodated by any of the theoretical alternatives. If on
the other hand there is no effect, this would suggest that the inputs to the spatial averaging
procedures are not restricted to information extracted during a single fixation. This result would
favour the interval averaging model because the alternative models (in their simple form) exclude this
possibility since they involve retinotopic pooling operations.

The third purpose of the current experiment is to compare the functions for dot number
taken over regular and random patterns, for different levels of dot separation. This may be
informative with respect to the relationship between the spatial averaging effects for regular and
random patterns.
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CONDITIONS
Thresholds were estimated for both regular and irregular (40% positional jitter) patterns with
mean dot numbers of 10, 14, 21, 28, 40, 56 and 113. The patterns were circular in outline and
stimulus width was jittered within a range of -10% to +10% of the mean. The stimuli were presented
consecutively because the number of dots in two of the larger stimuli exceeds the plotting limit of the
oscilloscope. In each trial the standard stimulus was presented for 1 second and following a 0.5 second
interval the cued stimulus was presented for the same duration.

The observations were repeated for both regular and random patterns at mean dot
separations of 5, 10 and 20 minutes of arc.

SUBJECTS
The observers were TM and MM.

RESULTS
Graph 8a shows that for random patterns thresholds are reduced as a function of dot number
for all the levels of mean separation that were investigated. In fact the data suggest that the initial
increase from 10 to 14 dots actually produces a larger effect for greater separations.
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The predicted threshold changes (represented by dotted lines) are negligible compared to
the observed changes. Graph 8b plots the theoretical curves on a linear scale. This shows that most
of the change in variance of mean separation actually occurs between dot numbers of 2 and 10.

Graph 8c shows that at asymptotic levels the Weber fraction for density discrimination with
random patterns is fairly constant over the three levels of mean separations. Weber fractions for the
minimum dot number are slightly less consistent in this set of data.

Graph 8d shows that for regular patterns, the dot number effect is lost at the highest level
of dot separation. These results are in contrast to findings for random patterns where the dot number
effect is if anything more pronounced when mean separation is 20 arc minutes. Threshold levels are
generally lower in the regular condition, as was found in experiment VI , but there is no obvious
difference between the points along the x axis at which asymptotic levels of performance are reached.

DISCUSSION

The

loss in performance with smaller dot numbers in random patterns is much greater

than that predicted by the statistical model. This means that this effect cannot be explained purely
in terms of the increased precision with which the cue is represented in the stimulus. This would
seem to suggest one of two things: one possibility is that the dot number effect is due to reductions
in intrinsic sources of variability in the interval measures. If this were correct, the implication would
be that the effects for random patterns have an identical basis to those for regular patterns.

This implication also holds for the alternative interpretation, which

is that

when large

numbers of dots are present, different systems are deployed to those that are involved in making
judgements of the intervals between very small numbers of dots.
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If there are specialised systems that respond to fields of dots, then the resilience of the dot
number effect to increases in mean separation in random dot patterns (graph 8a) does not provide
any evidence that these systems operate over restricted areas of the retina. On the other hand graph
8c shows that for regular patterns, spatial averaging does seem to be limited by the overall size of
the stimulus. A similar effect was demonstrated for stimuli with identical regular configurations in
experiment IVb.

This would seem to pose something of a problem for the hypothesis that spatial averaging
in regular and random patterns is mediated by similar processes. On the other hand there is no
reason to expect the visual system to be totally rigid in the way it processes these types of patterns.
Although wide dot spacing may exclude the

operations that produce spatial averaging in regular

patterns, there may be different systems that can be applied for random patterns with wide dot
spacing. Subjectively the process certainly seems to be rather different when the dots are widely
spaced. The task feels less like a texture discrimination task and more like a problem requiring
averaging of an arbitrary spatial quantity much like, for example, a task requiring estimation of the
average height in an array of parallel bars with varying height.

If

performance with widely separated dots does not in fact involve specialised density

processing systems, then these discriminations are likely to be based on the same processes that
mediate

single interval estimation. But the theoretical functions in graph 8a show that the

improvement in performance cannot be explained in terms of changes in the variability of the mean
of these intervals as defined in the stimulus; the observed effect is much too steep.
What this seems to imply is that intrinsic errors in the encoding of individual intervals are
reduced when more dots are present. This effect might be understood in terms of the hypothesis that
was developed in section 3.3. of chapter 4, which was based on Watt’s theory that positional errors
in the output from MIRAGE need to be corrected to produce a spatial map that adheres to the
vector addition constraints of Euclidean geometry. If the number of dots is increased, then the
number of iterations in the constraint relaxation procedure will be increased, and consequently a
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greater number of positional adjustments will be made. This should lead to more precise interval
estimations.

There is still a problem though, because if this model is correct, then why does it not apply
in the case of regular patterns? One possibility is that because the vector constraints in a regular
pattern are less varied,

a globally consistent representation can be derived as a result of fewer

positional corrections.

Another important result of this experiment is that density discrimination is in approximate
agreement with the Weber law. As discussed earlier, this is explained most easily by the interval
averaging model; all of the alternatives require additional assumptions to account for this result.

The final result was that the points of asymptote for random and regular patterns seem to
be fairly comparable although the data is too noisy to make any strong claims with respect to this.
But if we tentatively accept this parity, this does add some support to the hypothesis that dot number
effects in regular and random patterns have a common basis.

CONCLUSIONS
The divergence between the theoretical and observed functions for dot number in random
patterns suggests that if the interval averaging model is correct, the dot number effect for random
patterns is largely related to reductions in intrinsic sources of variability in the interval measurements,
rather than on reductions in the variability of the stimulus means.

The other possibility is that there are specialised operations for estimating density when large
numbers of dots are present. Since the coverage and dot counting models were refuted in the previous
experiment, the only candidate we have for these specialised systems is the spatial filtering model.
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The finding that there is a Weber relationship in density discriminations offers some support
for the former explanation of the dot number effect, because this finding is not so easily explained
by the spatial filtering, dot counting and coverage models.

If the dot number effects for both random and regular patterns can be explained in terms
of the effects of averaging on interval measurement errors, then in order to account for all the data
reported so far, all we need is a way of explaining why thresholds are generally lower for random
patterns. The suggestion that was put forward earlier was that

mean error in the encoding of

individual intervals is increased as the variance of the interval sample is increased. This is feasible but
it is not obvious how it can be tested. The next section considers a different explanation for this
effect.

9.

EFFECTS OF RANDOMIZATION ON THE ABILITY OF THE
VISUAL SYSTEM TO SELECT THE RELEVANT INTERVALS.

The next experiment provides further evidence that is relevant to the interval averaging model.
Rather than focusing on the statistics of the stimulus, this approach is based on consideration of the
way in which intervals in dot patterns could be encoded, and the effects that randomization will have
on these processes.

As described in chapter 4, the problem of deciding which dot connections should be measured
and averaged and which should be ignored can be solved by imposing an upper limit on the range
of separations that are measured. Indeed it is not obvious whether there is any other practical
solution to this problem.

This consideration has consequences for the way in which an interval based system will
perform at different levels of positional jitter. As positional randomization increases above a certain
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level, if there is an upper limit to the range of intervals that are measured then the mean of these
will become progressively less representative of the cue

as defined in the notional lattice. This

occurs because the dots will be displaced over larger distances during the randomization procedure
so that many of the intervals which when averaged constitute the cue, now take on dimensions that
are greater than the upper limit for interval encoding. The corollary to this is that pairs of dots that
were originally non-adjacent, may end up being close enough to be linked together.

This factor is expected to start to effect calculations as maximum displacements exceed 25%
of mean separation at which point the range of intervals formed by pairs of

non-adjacent and

adjacent dots starts to overlap. This leads to the prediction that the thresholds will not rise when
positional jitter is below 25%. We can also predict that this is the point at which perceptions of a
distorted notional lattice will start to break down. This would follow if the processes underlying this
type of perceptual organization involve the construction of virtual lines along routes where the mean
spacing is at a minimum. As maximum displacements exceed 25% these routes will start to differ
from the sequences of dots that formed lines in the notional lattice and the virtual line routes may
twist back on themselves. This idea could be tested quite simply: The subject would be presented with
two circular patterns at different orientations and the task would be to discriminate the orientations
of the notional lattices. Thresholds would be plotted as a function of positional jitter and it would be
expected that positional jitter would have little effect at levels below 25%.

These ideas offer an alternative way of explaining the elevation of thresholds
randomization

due to

for large dot numbers that was reported in experiment VII. Since the level of

positional jitter was well over 25% in these experiments, it is possible that thresholds were elevated
because the interval measuring procedures were not always encoding the relevant intervals. If this
theory is correct, then we should be able to show that positional jitter no effect on thresholds when
it is below the 25% level. The next experiment provides some support for this.
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9.1. EXPERIMENT IX:

EFFECTS OF POSITIONAL JITTER FOR STIMULI
WITH LARGE NUMBERS OF DOTS.

For dot patterns composed of 15 dots or more there should be no effect as positional jitter
is increased from zero up to 20-25%, or possibly a small effect due to the effects of increased interval
variability (not interval mean variability) as discussed in section 6.2. (paragraph 5). If interval sampling
is restricted by proximity as suggested, then increases above this level will cause the system to break
down to some extent.

The first set of data to be reported is the pilot study that suggested the effect. Hence the
levels of positional jitter that were selected are not ideal for assessing the hypothesis.

PILOT STUDY

CONDITIONS

This experiment involved circular dot patterns with a radius that was jittered (by 10%)'
around a mean of 20 arc minutes. Mean dot spacing was 5 arc minutes and so mean dot number was
approximately 70. Thresholds were estimated for levels of positional jitter of 0, 15, 30 and 45%.

SUBJECTS

Data was collected for two experienced observers (TM and GH) and a naive subject (NA).
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RESULTS
Graph 9a shows that for GH and NA performance

is unaffected by initial increases in

positional jitter but at levels of 30% and beyond, thresholds are significantly elevated. The data for
TM shows a much smaller effect in the same direction and the reasons for

this difference are

unclear.

MAIN STUDY
CONDITIONS

In order to show that the effect is related to the information in the stimulus, in the main
study thresholds were estimated for the same set of stimuli at two viewing distances: 114 cm. and 57
cm. In the 114 cm. conditions the stimulus dimensions were as follows:

The square dot patterns had

a width of 70 arc minutes, (jittered by 10%) and mean spacing was 5 arc minutes. Mean dot number
was therefore 225.

SUBJECTS
The observers were TM and MM.

RESULTS
Graph 9b shows that for both subjects there is no consistent increase in thresholds as
positional jitter is increased from 0 to 20%. TM’s performance appears to be disrupted slightly at
25% and there is an irregular trend towards higher thresholds as positional jitter is increased up to
45%. The data for this subject is similar at both viewing distances.

The data for MM shows no effect until a level of 30% is reached in the 114 cm. condition
and in the 57 cm. condition there was no obvious effect until positional jitter reached a level of 45%.
At both viewing conditions the effect is smaller than that recorded for TM.
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DISCUSSION

If we take the two sets of data as a whole, they do seem to suggest that low levels of
positioned jitter have no effect on thresholds. At the maximum level (45%) there is a small but
consistent elevation of thresholds for all subjects.

This data is consistent with the prediction that increases in positional jitter will have no
effect until it reaches some point in excess of 25%. This data offers some support for the hypothesis
that density estimation involves interval averaging and that this breaks down as jitter starts to produce
overlap between the range of intervals that collectively represent the cue and those that do not.

These findings are not readily explicable in terms of any of the other models that were
considered in chapter 4. The spatial filtering model predicts that thresholds will be raised by any level
of jitter

and therefore cannot explain these findings. And as mentioned earlier, theories invoking

estimation of coverage or numerosity would predict no effect.

10. SUMMARY AND CONCLUSIONS.

Experiment VI showed that the spatial averaging effect for regular dot lattices does not
depend on the discriminanda having similar configurations: the effect of dot number was not
significantly affected by variations in the shape of stimulus outline and

size within trials. This

supports the suggestion in chapter 2 that the dot number effect is determined by within stimulus
averaging rather than by multiple cross-stimulus comparisons. The data did show, however, that overall
levels of performance are lowered by this manipulation. This suggest that when the discriminanda have
the same configuration, discriminations are based on overall size as well as density. The information
from these two types of process appears to be combined either during or prior to the decision stage.
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There are other reasons why the manipulations in experiment VI should affect performance:
in chapter 6 it will be shown that within-trial stimulus size differences have a progressive elevating
effect on thresholds. But the small level of width jitter in this experiment had no effect for the
random patterns (experiment Vllb) and thus it is safe to conclude that the effect in experiment VI
was related to differences in configurational similarity within the stimulus pairs.

Experiment Vila provided further support for this interpretation. Positional randomization
of the dots within each stimulus had an elevating effect on thresholds, but if the stimuli for each
comparison had the same random configuration, thresholds were substantially lower than those for
independently randomized discriminanda. An explanation of this effect in terms of spatial filtering
was shown by computer simulation to be inadequate.

Another interesting conclusion from this experiment was that the lowering of thresholds for
independently randomized configurations compared to regular patterns cannot be accounted for in
terms of the statistics of the interval distribution in the stimuli. This model predicted that thresholds
would be lowered only for small dot numbers, in which case the threshold function for dot number
should have a steeper slope in this condition. The data in fact

showed that the slopes are very

similar.

Experiment VIII showed that the dot number function for random patterns is much steeper
than

the information-theoretic prediction as is, of course, the function for regular patterns. This

might be taken as evidence that there are specialised systems for density estimation that do not
involve interval coding and that these only function efficiently when the stimuli are composed of large
numbers of dots. These could involve either filtering operations involving spatial pooling, or systems
that measure dot coverage or numerosity. The latter two are refuted by the data comparing random
and regular patterns in which width was jittered

(graph 7bII). This showed that randomization

disrupts performance even when overall size cues are removed in both conditions. This finding would
not be readily explicable in terms of coverage or counting models. It can, however, be explained in
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terms of the effect of randomization on the spread of energy in the amplitude spectra.

On the other hand, the interval model is not ruled out by the unexpectedly large dot number
effect. In chapter 2 it was suggested that for regular patterns this effect reflects reductions in
variability of the encoded interval means due to ’averaging out’ of intrinsic coding errors. It is clear
that this explanation can equally well be applied to the random patterns, and the similar magnitude
of the dot number effects for the two types of pattern is supportive of this interpretation.

If this is correct, then the only problem remaining is the overall increase in thresholds that
is observed when the patterns are randomized. Two factor were mentioned that could account for this:
One idea was that the average variability in the encoding of individual intervals should be greater
for random patterns, and thus the variability of the encoded means might be raised as a result of this.
Another possibility is that the high levels of positional jitter that were employed in experiments VI,
VII and VIII caused the interval measuring procedures to encode the wrong intervals sometimes.
Experiment IX provided support for this and these results favour the interval averaging model. This
model is also more useful in that it explains the Weber relationship without making additional
assumptions.

The loss of the dot number effect for regular patterns when the dots -are widely separated,
suggests that the density processor is unable to integrate information taken over successive fixations.
It was suggested that if these specialised density processing systems are inoperative when the dots
are very widely spaced, discrimination under these conditions probably involves the application of
more flexible higher level procedures. It is possible that the dot number effect found for random
patterns under these conditions is related to entirely different factors than that for small separations:
If the input to these higher level procedures is taken from an error-corrected spatial map (Watt
1988), rather than from the contrast segregated representations that input to the texture density
processor (see chapter 4, section 2.1.), then the dot number effect may reflect differences in the
efficiency with which Watt’s error-correcting procedures are applied, due to differences in the number

188

of vector constraints within each pattern.

In conclusion, the data reported in this chapter are most easily interpreted in terms of an
interval averaging model. Some of the findings are inconsistent with the counting and coverage models
and the spatial frequency model does not offer clear explanations for many of the findings.
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CHAPTER 6:

EFFECTS OF WITHIN-TRIAL DIFFERENCES IN OVERALL
STIMULUS SIZE.

In experiment VHb, a small amount of jitter was added to the area of the random dot
patterns, in order to remove overall size cues. It was noted that this did not seem to have any
significant effect on performance and this could have theoretical implications as follows:

a) For spatial frequency models, width jitter will affect the distribution of activity over
spatially tuned mechanisms in an unpredictable manner from trial to trial, and this will necessarily
increase the variance of the observer’s judgement of density. For counting mechanisms width jitter
might be expected to have a similar effect.

b) An interval averaging model

would not be expected to be affected by this, because

neither the mean nor the variance of the separations will be significantly influenced by this factor.
Thus experiment Vic can be taken as showing some support for the latter approach, but we need to
check this for higher levels of area variation.

1. EXPERIMENT Xa:

LARGE WITHIN-TRIAL DIFFERENCES IN STIMULUS
AREA PRODUCE THRESHOLD ELEVATIONS.

CONDITIONS

In one condition both the standard and the cued stimulus were random patterns (40%
positioned jitter) with 6 dots per side. In the other three conditions, one stimulus had 6 dots per side
and the other had either 7, 8 or 9 dots per side. A random number generator determined whether
the standard or cued interval was represented in the larger pattern from trial to trial.

T h i s

method of introducing size differentials was employed because it produces more consistent conditions
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over successive runs than the area- randomizing procedure that was used in experiments VI and Vllb.

Figure 10a: Example of stimulus pairs used in experiment Xa.

SUBJECTS
The observers were TM and a naive subject PP.

RESULTS
Graph 10a shows that thresholds rise as a function of the extent of the

disparity in dot

number between the standard and cued stimuli.

DISCUSSION
This experiment shows that larger increases in size differentials do in fact interfere with
density estimations. There seem to be two possibilities here: one is that size differences somehow
reduce the accuracy of either the encoding of each stimulus, or of the decision process. The other
possibility is that density estimations are systematically biased according to the area of the stimulus.
Since the direction of size differences over the standard and cued stimuli was randomized, this would
produce elevations of threshold rather than a response bias in the current experiment. Experiment
Xb distinguishes between these possibilities by consistently adding the cue to the larger stimulus. If
size differences produce systematic distortions in perceived density, then
response bias instead of a threshold elevation.
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2. EXPERIMENT Xb: PERCEIVED DENSITY AND STIMULUS AREA:
A DENSITY SCALING EFFECT.

CONDITIONS

In all conditions the

cued stimulus had 7 dots per side, and the standard stimulus had

either 9, 11 or 13 dots per side. Positional jitter was 40%, as in the last experiment.

SUBJECTS

The subjects were TM and MM.

RESULTS

Graph lObl shows that area differences produce a progressive response bias: as stimulus area
is increased the patterns appear to be more dense. Graph lObll shows that there is a small residual
effect on sensitivity: thresholds increase by 30 to 40% as area differences are increased from zero
to the maximum level.

DISCUSSION

The direction of this bias can be explained by the

counting model. If stimulus area is

reduced so that it only occupies a fraction of the receptive field of the counting unit, the output of
that unit will decline even though the density of the stimulus is unchanged. If
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Graph lObll: Thresholds for the above data in graph lObl (plotted in arc seconds for comparison with
bias effects).
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density estimations are derived directly from such outputs, then it is predicted that larger patterns will
often look denser even though they are physically equivalent. But the residual effect on thresholds can
only be explained

through post hoc assumptions about how the system is controlled and accessed.

Figure 10b provides a convincing demonstration of the size scaling using regular dot patterns.

Figure 10b: Perceived density is greater in the large patterns even though the physical densities are
equivalent.

3. SIZE CONSTANCY PROCESSES AND TH E AREA SCALING EFFECT.

Before accepting the counting hypothesis, there is another explanation that should be
considered. It is possible that the larger stimulus looks denser because of misapplied operations for
producing size constancy. This idea has been applied by Gregory (eg. 1966) as an explanation of size
distortions in the Muller Lyer and Ponzo figures, but this approach is controversial.
The application of this idea to the density area scaling effect involves several assumptions.
The visual system would be said to make the inappropriate hypothesis that the stimulus pairs
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correspond to distal structures that are equivalent in size, possibly because of their similar appearance
in other respects. In this case the proximal size difference would be interpreted as evidence that the
distal objects are situated at different depth planes. Thus in order to arrive at a more veridical
estimation of relative density in the distal stimuli, the density estimations would be adjusted for the
putative effects of projective perspective. This would involve a reduction in the density estimate for
the smaller stimulus relative to the larger one.

Although this type of explanation makes some sense when considered in isolation, it leads
to difficulties when we think about size constancy in more general terms.

In the computational

approach size constancy can be equated with the construction of an object centred representation.
This stage in the

visual process can only proceed when two types of information have been

recovered: first the image needs to be segmented on the basis of spectral and textural discontinuities.
This makes differences in the intrinsic characteristics of distinct surfaces explicit, and the positions
of the boundaries between them. Second, in order to describe object geometry, this information must
be interpreted on the basis of descriptions of surface depth and slant relative to the viewer. These
quantities are recovered by a number of modules which analyze retinal disparities and perspective
information etc. and the outputs from these systems are represented in an integrated form in the 2
1/2 D sketch.

In computational terms they could be said to mediate the derivation of an object

centred metric for density.

The inconsistencies arise in that this process is defined as a data-driven system whereas the
size constancy theory invokes a role for object hypotheses in the determination of perceived depth.
Another inconsistency arises when we consider that in Marr’s model of the visual system, the observer
has conscious access to distinct representations of quantities in the image as well as representations
of object quantities. If the current result is related to depth scaling, this would imply that subjects
have difficulty in accessing these representations independently. There is in fact independent evidence
for poor access to proximal stimulus information: Thouless (1931) reported that for judgements of
size, decisions about proximal quantities are strongly influenced by factors affecting perceptions of
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the distal stimulus. From a computational perspective

it is surprising that

proximal and distal

quantities can be distinguished at all: the essential function of vision is the recovery of information
about the environment not the retinal image. Thus it is not clear why subjects should have partially
independent access to proximal information.

This discussion suggests that the size constancy explanation of the current results would be
of some interest if it could be shown to be correct. If we could provide positive evidence that the area
scaling effect

is related to differences in perceived depth, then the assumption that the 2 1/ 2-D

sketch is derived purely through data driven systems would have to be re-examined. This would also
add weight to the implications of the Thouless experiments with respect to the nature of the processes
by which image and object representations are accessed. The next two experiments attempt to provide
such evidence by introducing stimulus variables that interfere with the putative size/depth cues while
maintaining differences in stimulus area.

4. EXPERIMENT Xc:

THE EFFECT OF AREA DIFFERENCES IN THE PRESENCE
OF CONTRADICTORY DEPTH CUES.

One way of assessing the size constancy explanation of the area scaling effect would involve
combining the putative size/depth cues with contradictory stereoscopic cues. This is beyond the
technical scope of the current project and therefore another approach will be taken. This is based on
the idea that objects that are higher in the visual field tend to be perceived as being more distant
from the observer than objects that occupy lower positions in the image. Thus in the case of random
dot patterns, if we place the larger stimulus above the smaller one then this cue will oppose the
effects of the putative size cue, in which case the size constancy processes ought to be suppressed.
This situation is investigated in experiment IXc.
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CONDITIONS AND SUBJECTS

One group of conditions were identical to those in experiment Xb. In another group the same
range of stimuli were presented in a vertically aligned configuration with the larger stimulus placed
above the smaller one. The naive subject GM was instructed to judge the density of the pattern on
the screen; no mention was made of the putative depth cues. In other words the task demands
encouraged the subjects to access a representation of proximal rather than distal stimulus quantities
(if such a choice can in fact be made). This ensures that if the depth cue manipulation has any effect
it will be interpretable either as support for the idea that size constancy operations affect low-level
representations, or as evidence against the idea that low-level representations can be accessed
independently of three-dimensional descriptions.

RESULTS
Graph 10c shows that there is a substantial increase in response bias as a function of stimulus
area discrepancy for both horizontal and vertical stimulus arrangements. But for all except one data
point (subject TM; dots per side = 13) the response bias is slightly reduced in the vertical condition.

DISCUSSION
The increase in response bias as area differences are increased appears to be unaffected
by placement/depth

cues that contradict the size cues. On the other hand the overall level of

response bias is reduced in the vertical placement condition and this shows that vertical placement
does affect the central tendency of the discrimination. This would support the idea that relative
position on the vertical axis is used to infer depth, and that proximal density estimates are scaled by
this quantity. The fact that both depth cues have an effect even though they are contradictory would
support the idea that the 2 1/2-D sketch integrates depth information from a number of sources in
an ’automatic’ fashion, rather than on the basis of decisions about the logical consistency of the
alternative cues.
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UNIFORM
LUMINANCE

NON-UNIFORM
LUMINANCE

Graph 10c: Comparison of response bias for size differences for vertical versus horizontal
arrangements of the stimuli along the vertical axis.
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The next experiment provides

more evidence that differences in stimulus area produce

response bias because of their effects on perceived depth.

5. EXPERIMENT Xd: MORE EVIDENCE THAT AREA SCALING IS
RELATED TO PERCEIVED DEPTH.

This experiment uses a different technique to interfere with the putative size/depth cues.
Rather than introducing contradictory depth cues as in the last experiment, the size/depth cue is
disrupted by altering the characteristics of the larger stimulus so that it is less likely to be interpreted
as a similar but less distant version of the small stimulus. This is achieved by introducing luminance
differences that segment the larger stimulus into an outer region and a central region that has the
same dot number as the small stimulus.

In this experiment a luminance

increment was added to the

outer region of the larger

stimulus so segmenting the field. Ignoring putative effects on depth cues, this manipulation might
be expected to increase the bias for the larger stimulus to be judged as being more dense, since
luminance increases produce larger dots on the oscilloscope (see chapter 2). If the opposite effect is
found to occur, this would provide evidence that segmentation interferes with the area scaling effect,
possibly because it disrupts the size/depth cue.

CONDITIONS AND SUBJECTS

The data for the 13*13 condition in the horizontal condition of experiment Xc, were
compared with data taken from the same subjects for conditions in which the luminance of the 3
outer layers of dots in the 13*13 pattern was increased relative to the mean of the central area (by
a factor of 2). See figures lOdl and lOdll.
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RESULTS

Graph lOd shows that this manipulation reduces the level of the response bias.

Figure lOdl: Example of stimulus pairs used in experiment Xd.

Figure lOdll: Regular dot patterns showing that the size scaling effect is less obvious when the large
pattern is segmented by luminance boundaries.
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Graph lOd: Effect of image segmentation on the response bias produced by size differences.
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DISCUSSION

The density scaling effect is reduced but not abolished by this manipulation. This might
suggest that there are two factors contributing to the area scaling effect, because the size cues for
depth are effectively abolished by this manipulation.

6. SUMMARY AND CONCLUSIONS TO EXPERIMENTS Xa, Xb, Xc AND Xd.

Experiment Xa showed that increasing the difference between the areas of the discriminanda
produces a two-fold elevation of thresholds when the stimulus (standard or cued) to which the area
increment is added is selected randomly from trial to trial. Experiment Xb showed that this effect
occurs because density is scaled according to the area of the stimulus: when the area increment is
consistently added to the standard stimulus, the data showed a consistent response bias indicating that
larger stimuli appear to be more dense.

Experiments Xc and Xd provide evidence that

area scaling could be related to putative

size/depth cues. This issue might be investigated using stronger depth cues such as retinal disparities
or motion parallax. If stereoscopic and motion cues as well as vertical placement cues were arranged
so that they contradicted the size cues, then if density is scaled according to perceived depth this
should have a larger impact on response bias than did the placement cue alone. It should be noted
however that this would not constitute proof that the area effect is due to size/depth cues. If area
affects bias because of other factors (such as its effect on dot counting systems) this response bias
would be counteracted by putative depth scaling related to stereo and motion cues in exactly the
same way as would be the case if the size scaling were related to depth.

In this sense the manipulation in experiment Xd provides less ambiguous results than would
the stereo and motion experiments because it removes all depth cues rather than introducing new
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ones. Thus the loss of effect can be more positively attributed to disruption of the processes involved
in size scaling rather than masking of the behavioural consequences of these processes. There is a
possibility that segmentation interferes with the response of counting systems to area differences but
there is no a priori reason to expect this. Such an interpretation would require an assumption that
the outputs of counting systems are modified subsequent to the operation of systems that segment
the image on the basis of luminance changes. The assumption that these disrupted size scaling
processes are mediated by inferences about depth is preferable because it is consistent with the effect
of the placement manipulation in experiment Xc, and also with the depth scaling effect for size
judgements reported by Thouless.

In conclusion, these

experiments suggest that the reason stimulus area affects perceived

density is that the visual system uses size differences to infer relative depth and that although highlevel decision processes do appear to have access to proximal stimulus codes, this information tends
to be distorted and confused with distal quantities.
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CHAPTER 7: SUMMARY AND CONCLUSIONS.

1.

EVIDENCE FOR SPATIAL PRIMITIVES FROM STUDIES OF
DENSITY DISCRIMINATION IN REGULAR PATTERNS.

The thesis began by reviewing current empirical and theoretical work concerned with the
processing of simple spatial quantities like size and distance in the human visual system. The
discussion focused on the question of how outputs from spatial frequency channels can be utilized to
provide a basis both for simple spatial hyperacuities and for higher level visual processes that depend
on spatial information, such as shape and depth processing. The conclusion was that models based
on calculations performed directly over spatial filter outputs (eg. Wilson 1986) are problematic, both
empirically and conceptually. Models based on spatial primitives (eg. Watt and Morgan 1985) are
essential for an understanding of spatial tasks that require selective responding to a subset of the
features in the stimulus. The explicit representation of spatial features can also be justified in
computational terms: Since a number of processing modules need access to information about the
location and characteristics of spatial features in the image, it is parsimonious to assume that useful
low-level information will be extracted from spatial filter outputs in a single transformation rather
than in the context of the operation of numerous independent specialised systems.

Chapter 2 considered work by Heeley (1987, 1989) which may offer support to the positional
coding theory. This led to the discovery of a new effect showing that in contrast to previous reports
(Westhheimer and McKee 1977b), information about spatial separation can in fact be integrated from
different parts of the retina. This effect was demonstrated under two conditions: first it was shown
that if a large number of dots are arranged to form a regular lattice, then separation discriminations
are low compared to the two dot case (experiments II to IV). This effect was absent when the dots
in the lattice were joined up to form parallel lines (experiment I) which suggested that thresholds
are improved in the dot lattice conditions because of increases in the number of spatial features in
the stimulus, rather than because of increases in the number of spatial filters that are stimulated. This
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can be taken as evidence against the idea that density discriminations are based on measurements
of relative activity in spatial filters.

Another instance of spatial averaging was demonstrated for stimuli in which the cue is
represented in the separation between large numbers of parallel lines, providing that the lines are long
enough to extend into peripheral vision when the centre of the pattern is fixated (experiment V).
There are two interpretations of this effect: one possibility is that long lines are represented as a
number of interlinked bar primitives. If this is correct then the reason these stimuli produce low
thresholds is that the number of encoded spatial features is equivalent to a multiple of the number
of lines, this multiple being determined by the number of bar tokens with which each line is encoded.
If we had independent evidence of the validity of this interpretation, it might be possible to estimate
the number of symbols that are used to encode a line of a particular length. This would require
careful studies of the points of asymptote as line length is increased. The assumption would be that
asymptotic performance will occur at the point where the lines are long enough to give rise to the
same number of tokens as that which produces asymptotic performance for dot patterns. Given an
estimate of this length as well as an estimate of the number of tokens that it gives rise to, it would
be possible to estimate the maximum length of the line segments that are encoded by each bar token.

It was suggested in chapter 2 that there is another explanation of the line number effect for
long lines. This is that long lines

give rise to an improvement of separation discrimination with

increasing line number because they are localized more accurately than short lines. Although there
is some independent evidence suggesting that long lines might be encoded by different mechanisms
to short lines (Morgan and Hotopf 1989), this explanation is less satisfactory than the previous one
because although baseline discrimination might be expected to be poorer for short lines, it is not clear
why increases in the number of samples should not produce effects similar to those found for long
lines. Thus experiment V is interpreted as support for the idea that single lines may be encoded by
more than one primitive in the primal sketch.
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2. MODELS FOR DENSITY DISCRIMINATION: THEORY AND EVIDENCE.

Chapter 4 describes four types of theoretical model for density discrimination. Three of these
involve operations performed over a statistical primal sketch and the fourth approach involves direct
measurements of spatial filter outputs. It is shown by computer simulation that for regular patterns
a system of four DOG filters spanning a range of 3 octaves with space-constants between 0.5 and 4
arc minutes could in principle encode the cue, assuming that high levels of intrinsic variance do not
preclude this.

Since both positional coding and filter response comparison models require that the filters
be sensitive to the cue, this finding does not offer particular support to either model. On the other
hand the finding that high spatial frequency responses to random dot patterns are dominated by
variability related to the configuration of the pattern suggests that if high frequency information is in
fact used in these tasks, there must be some way of isolating the

response to the cue from this

variability.

The models that involve spatial coding all achieve this by some form of averaging. A feature
counting model was formulated in terms of retinotopically defined receptive fields, the assumption
being that density estimates would be derived by adjusting a neural signal representing numerosity
according to the area of the associated receptive field. A related model would estimate the
ratio between the area of background and the area occupied by dots. This would operate in the same
way except that the count would be based on the area of the dots as well as their number.

Another way of isolating the cue from the random component in the filter outputs is to
measure a sample of intervals between adjacent dots and take an average of these as an estimate of
density. One problem that arises in such a model is how to make sure that only the values of the
appropriate intervals are measured and included in the calculation. Chapter 4 described a specialised
implementation of a ’step-increment’ model which can solve this problem. This system can both select
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and record the relevant intervals for density estimation through a single dynamic process. Following
Schatz (1977), Stevens (1978) and Wageman, Van Gool and d’Ydewalle (1990) this system involves
the construction and measurement of ’virtual lines’, but unlike these studies the current model
embodies a neural implementation of the process.

The input to the model is a retinotopic map consisting of an array of cells; each cells takes
a maximum value if it corresponds to a spatial feature, otherwise a zero value is assigned. These
values are derived by converting a high frequency second-derivative of the image (see section 4) into
a distribution in which only two values are represented: all values that exceed a threshold are given
the maximum value and all those falling below this level are set to zero. In the next step the activity
associated with the spatial features is propagated radially and this activity decays in proportion to the
extent of the propagation. For a single dot this will produce a declining series of concentric iso
activity contours around the spatial feature cell, but when there are two adjacent dots, then given
an appropriate decay function the resulting activity distribution will show continuous ridges extending
between the dots. The decay function is determined by starting with a very rapid decay and then
counting the number of arcs that are produced in association with each spatial feature (the details
of this process are clarified shortly). If the average of this value is less than a criterion (say 4), it is
assumed that many of the dots have not been joined up to their neighbours and so the process is
repeated with a slower decay function. On completion of this process of feedback and adjustment the
length of the arcs is measured in the following way: First the image is divided up into sub-areas,
each of which is then scanned by a ’movable’ DOG filter until the latter produces a response that
exceeds the threshold level associated with spatial feature cells. The DOG then scans a concentric
circle around the dot and once it detects a peak (corresponding to a section of an arc) it takes a
series of steps along the line until another spatial feature cell is detected. On each step a unit is
added to a count and once the adjacent dot is located the count is multiplied by the step length to
arrive at a value for the length of the interval.
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In order to increase the speed of the system when it deals with widely spaced patterns, the
step size would be fixed as a constant proportion to the current decay function. This will have the
effect of reducing absolute levels of discrimination, as was

observed in experiment IIX. This

experiment showed that thresholds are a constant fraction of mean separation (the Weber
relationship) and this implies that step size will be a constant proportion of the square root of mean
separation.

If the size of the DOG scanning areas is also linked to the slope of the decay function, this
will ensure that each DOG will record approximately 4 arcs at the point where the decay function
is correctly joining up adjacent dots in the pattern. Thus when the DOGs start to deliver an average
of 4 interval values each, this constitutes an automatic criterion for terminating the progressive
reduction of the decay slope. This implies that the total number of recorded intervals is counted and
then compared to either the number of active DOGs or to some product of the decay function and
the stimulus area (the former being a linear function of the latter).

As well as accounting for the Weber relationship, this model makes predictions about the
effect of positional randomization on density thresholds that are in accordance with the results of
experiment IX. This experiment showed that for patterns composed of large numbers of dots, low
and moderate levels of positional jitter have no effect on thresholds. This can be understood in terms
of the basic principle that for large dot numbers this manipulation does not actually introduce any
variability into the means of the interval distributions. But when positional jitter is increased so that
some of the dots are almost touching, there is a reliable elevation of thresholds and this is not
explicable in terms of these simple stimulus statistics (nor can it be explained by the counting or
coverage models). What this result suggests is that a proximity-based criterion for interval selection
is causing the wrong intervals to be measured. This occurs because when positional jitter reaches
45%, a large number of non-adjacent dots will be shifted to the extent that they form intervals that
are lower than the maximum arc length associated with the final activity decay function. The corollary
to this is that formally adjacent dots will often be displaced far enough to form intervals that exceed
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the maximum arc length associated with the decay function.

Experiments IVb and VIII show that for regular patterns, if dot spacing exceeds a certain
level (somewhere around 20 arc minutes), the systems that mediated spatial averaging break down
and thresholds are essentially constant over changes in dot number. In terms of the current model,
this would be expected because

the input to the system is taken from a single processed image and

it will not be possible to encode all of the dots in a widely spaced pattern in a single fixation.
Facilities for integrating information
inappropriate because

over eye-movements could be built in, but this would

be

for a moving organism, the density of a texture field will be constantly

changing and therefore processing must be rapid. Another reason why the system breaks down with
widely spaced dots is that the activity peaks forming the arcs that join the dots will be defined at
a lower spatial scale. Assuming that the movable DOGs that register these peaks are only defined
at one spatial scale, then as spacing is increased above a certain level, the response of these units
when centred over a connecting arc will fall below the threshold level that is required for the process
to continue.

Further evidence regarding the interval averaging model might have been acquired by
comparing the reduction of threshold for random patterns as a function of dot number with that
predicted by changes in the variability of mean interval over trials. In fact the observed effect turned
out to be much greater than the predicted function and this might pose a problem for the interval
model. On the other hand it is reasonable to assume that the same factors that produce dot number
effects for regular patterns will apply for random ones, and the former was explained fairly simply
in terms of the effects of averaging on intrinsic coding errors. The interval model is also favoured
in this context because (as described earlier) it explains why if we join up the dots in a set of regular
dot patterns that demonstrate spatial averaging, the effect is abolished. If on the other hand the
length and number of the lines is increased to the extent that the stimuli give rise to a comparable
number of spatial primitives to the 6 by 6 dot patterns, a significant lowering of threshold is observed.
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3. OPERATIONS THAT FOLLOW SPATIAL AVERAGING.

3.1. DEPTH SCALING.

Chapter 6 described experiments showing that density is scaled according to the size of the
texture Held. First it was demonstrated that when the cued stimulus is consistently larger than the
standard, then

the latter appears to be more dense. This robust effect was first interpreted as

evidence in support of a dot counting model because if stimulus area is less than the area of the
receptive field over which the dots are counted, then the density estimate will be lower than that for
a stimulus of the same density that fills the whole receptive field.

Subsequent investigations suggested that this interpretation may be incorrect. Experiment IXc
indicated that density may be scaled by perceived depth, because when one of the discriminanda is
higher in the visual field it appears to be less dense. The assumption here is that the visual system
interprets objects that are higher in the visual field as being more distant than lower objects. This
could account for the area effect because stimuli that are similar in all respects except for size, could
readily be interpreted as corresponding to similar objects situated on different depth planes.

Experiment IXd provided corroborating evidence for this. It was shown that if the stimuli are
composed of segments having different luminance so that the stimuli look dissimilar in other respects,
there is no significant effect of stimulus area.

3.2. COMBINING SIZE AND DENSITY INFORMATION.

Experiments VI and VII showed that when subjects discriminate density in patterns that are
identical apart from an expansion factor, thresholds are significantly lower than those for stimulus
pairs in which the number of dots and the outline shape are dissimilar. It was suggested that on

212

recognizing an isomorphism between the discriminanda, the visual system treats the task as a depth
discrimination rather than a density discrimination, because the stimuli are readily interpretable in
terms of a single object undergoing a depth shift. This interpretation allows us to account for the
effect in terms of Marr’s model of the 2 1/2 D sketch. Marr (1982) argued that depth information
is represented in a form that combines information derived from several sources (eg. stereopsis,
photometric analysis, motion parallax etc.), the advantage of this being that errors will be reduced if
depth information is taken from more than one source. If the subjects were accessing a depth map
rather than a density map in making judgements about isomorphic stimuli,
Marr’s idea that the

this is supportive of

accuracy of the depth specifications in the 2 1/2 D sketch is improved by

combining information from different sources.

4. SUGGESTIONS FOR FURTHER RESEARCH.

4.1. DENSITY AND SIZE CUES AND THE 2 1/2 D SKETCH.

In the last section it was suggested that density and size cues probably have additive effects
on thresholds because

they are processed as indicators of depth. If this is correct, then if we

introduce controls that prevent the information from being interpreted in this way, the additive effect
ought to be lost. This could be achieved by introducing more powerful depth cues (involving stereopsis
and motion parallax) which contradicted the density and size cues.

4.2. DEPTH SCALING OF DENSITY.

Another issue that could be resolved by introducing motion and stereo cues is the depth
scaling interpretation of the stimulus size effect (experiment X). If larger stimuli look denser because
of the possibility that they appear to be less distant, then we ought to be able to reverse this effect
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by manipulating stereo and motion cues so that the larger stimulus appears more distant than the
smaller one.

4.3. DENSITY ESTIMATION AND THE STATISTICAL PROCESSOR.

4.3.1. THEORY.

In section 1

it was argued that spatial averaging effects for different types of regular

pattern are predictable on the basis of the number of spatial feature tokens that the image gives rise
to. This raises the question of which types of token are important and how distributions of different
tokens can interact in the process of density estimation.

One possibility is that density judgements are based on measurements of the distribution of
only one type of token, such as blobs. Alternatively, the system may be unable to process distributions
of different types of token independently. Data reported by Morgan, Baker and Wilkinson (1990) can
be interpreted as showing that the visual system can in fact process tokens independently when they
represent dots with different contrast polarities. This study showed that density discriminations for
a distribution of white dots on a grey background are not significantly disturbed if a distribution of
black dots with randomized density is added to the image.

If blobs with different contrast parameters can be processed independently one might expect
that when the tokens differ in type as well as specification, this effect would be even more
pronounced. But Morgan et al had mentioned the possibility that their effect could be based on
contrast segregation at the input stage and therefore this prediction may not necessarily follow.

This idea is worth considering for the following reasons: The simplest way of producing an
adequate input for texture density processing, would be to capitalize on the fact (noted by Watt
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1988) that depending on the contrast polarity of the texture elements, the convolutions produced by
either the on-centre or off-centre high-frequency filters can provide a sufficient basis for encoding
the (local) fine detail of the pattern. But if the density processor operates on a single S+ or S- signal,
the question then arises as to how the primitives of the representation would be defined, because
Marr and Hildreth’s (1980) parsing rules and the interpretative rules in the

MIRAGE

transformation (Watt and Morgan 1985) require access to both the S+ and the S- signals. The
simplest approach would be to

avoid attempts at interpretation, in which case

density could be

calculated directly on the basis of the distribution of non-zero regions in the high frequency secondderivative. This means that activity related to edges would not be distinguished from that deriving
from bars.

If we are proposing a representational system for density processing that is independent of
the primal sketch ’proper’, it would be parsimonious to suppose that the grouping and segregating
operations associated with the latter are absent in this system. This means that this ’statistical’ primal
sketch would impose two types of limitation on performance: first, it would not permit distributions
of different types of spatial features to be processed independently (apart from features differing in
contrast polarity). Second, if there are no grouping operations, then this will preclude the possibility
that the system could mediate operations performed over distributions of higher-order texture
elements.

4.3.2. EMPIRICAL IMPLICATIONS.

This theory leads to several predictions, one of which is that selective responding to different
types of spatial feature may in fact be very difficult. One way of testing this would be to measure
density discrimination for patterns in which

a distribution of edges is superimposed over a

distribution of bars. One of the distributions (eg. bars) would represent the cue while the other
distribution (edges) would be uncorrelated with this. The edges would be constructed through a series
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of luminance ramps and step increments. It is predicted that when the power of the high-frequency
second derivatives of the edges is similar to that of the bars, thresholds for bar density will be
affected by the statistics of the edge distribution to a similar degree to that produced when the
distracter elements are identical to the target elements. The control condition would look at the
effects of distracter elements on a geometric task such as symmetry discrimination. It is expected that
superimposed random distributions of edges would have little effect on perceptions of symmetry in
a pattern of bars, because geometric processing commences only when all of the MIRAGE operations
are complete, in which case edges and bars would be distinguishable.

There is another way of testing the idea that the density processor does not distinguish the
type of the spatial features that give rise to high-spots in the high-frequency second-derivative. This
would involve comparing asymptotes for dot number effects with asymptotes for regular arrangements
of bars in which the cue is represented in bar length as well as spacing. Since bar terminations
produce high-spots relative to the levels of activity along the length of the bar, then under these
conditions the cue will be represented at least twice as frequently as would be the case if the bars
were all replaced by single dots. Thus we would expect that asymptotic performance will be reached
when bar number is at most half of that required for asymptotic performance with dot patterns.
Experiments I to IV estimated the latter as being somewhere around 50 to 60. this means that for
regular bar distributions with cued bar length, we might expect the asymptote to be reached when
bar number is 30 or less.

Another prediction from this theory is that in density discrimination for textures composed
of simple texture elements (eg. dots) there will be no such interaction between exposure duration
and band-pass filtering as was reported

by Watt (1987) for tasks that involve the geometric

processing. Thus it is expected that low-pass filtering will not reduce the facilitatory effect on
performance of increased exposure duration. If on the other hand the visual system could be forced
to use the primal sketch ’proper’ for density discrimination, an effect of this type would, in fact, be
expected because high-pass filtered images would take longer to be fully processed than low-pass
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filtered images, because the dynamic MIRAGE would be operational. One way of forcing the
geometric system to be utilized would be to represent the cue in the distribution of ’higher-order’
texture elements defined in terms of specific configurations of different spatial features types. For
example the elements could be formed by juxtaposing a bar and two dots to form a "

" and

distracting (non-cued) features such as isolated dots and lines would be distributed randomly around
these. In order to encode these elements, the dots and bars would have to be labelled by type and
then the recurring configurations would be classified as higher-order elements. Since the contrast
segregated system would be unable to perform these operations, processing would be switched over
to the geometric processor and so an interaction between spatial frequency and exposure duration
would be expected.

4.3.3. TESTING THE THEORY AGAINST A SPATIAL FILTERING MODEL.

As mentioned earlier, the computer simulations reported in chapter 4 suggested that high
frequency filters are unable to encode discriminable cue levels in random dot patterns because of high
levels of response variability associated with positional randomization. The data suggested that if these
discriminations are really based on comparisons of relative response levels, then it is only the low
frequency responses that are measured. This implies that low pass filtering should have little effect
on thresholds providing the components that stimulate filters with space-constants of 2.0 arc minutes
are retained. The positional coding theory on the other hand, makes the opposite prediction. If the
input to the density processor is a map of the non-zero regions in the

high frequency second-

derivative, then low-pass filtering will disrupt the process. There seem to be two possibilities here: one
is that the density processor only considers outputs from filters having maximum resolution, even if
they do not contain any information. This seems improbable because it implies that low-pass filtering
would reduce density judgements to chance levels. It is more likely that the density processor will
first consider the outputs from high resolution channels and if these do not provide sufficient
information to allow a decision to be made, the next highest convolution would be inspected, and so
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on. This means that low-pass filtering will disrupt performance in accordance with the degree of loss
of positional specification that it produces in the convolutions. This value will be a linear function of
the space-constant of the mask.

Thus the predictions are fairly clear: if density is estimated by measuring spatial filter outputs,
then low-pass filtering should have little effect whereas the model that is proposed here predicts that
performance will be degraded as an inverse linear function of the highest frequency of the passband.

4.3.4. OTHER EMPIRICAL IMPLICATIONS.

It was suggested in the last section that the density processor inspects the convolved images
in sequence until one is found that contains sufficient information for a decision to be made. Like
Watt’s geometric processor (Watt 1987), this model invokes dynamic feedback systems rather than
inflexible data-driven operations and one advantage in this approach is that it cuts across the problem
of whether a process is ’preattentive’ or ’attentive’ (the former apparently involving

purely data-

driven processes). In the current approaches perception is seen as a complex and multidirectional
system of inter-modular communication and control.

But this system differs in several respects from the scanning operations that mediate
geometric error correction. First of all the scanning order is reversed: Watt’s system scans from low
to high. This might lead to the prediction that spatial scale and exposure duration will produce the
opposite interaction to that discovered by Watt for geometric processing, ie. exposure duration may
have a greater facilitatory effect on performance for low-pass filtered images. But it is not clear
whether this kind of data will show an effect because the scanning operations described here differ
from Watt’s in another important respect: The geometric processor performs an iterative constraint
relaxation procedure on each spatial map that is accessed, and this process is time-consuming. On the
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other hand the interval averaging system (as previously defined) operates rapidly and does not need
to actually retain information over the scanning operation.

There are other ways of testing the model: The stimuli for these experiments would be
constructed by superimposing low-pass and high-pass filtered versions of different random dot or bar
patterns. Thus the subject would see a mixture of spatially distinct sharp elements and blurred
elements. The task would be to discriminate the density of the patterns as a whole. If we assume that
having encoded one stimulus the comparison stimulus is scanned from high to low until a decision
can be made, then if we perturb the high frequency components in the second stimulus to the extent
that they represent the cue less precisely than the low frequency components, then whenever this
perturbation produces a detectable high frequency density difference the density processor ought to
ignore the uncorrupted cue in the low frequency component.For a proportion (depending on the
extent of the perturbation) of the trials near threshold , this will give rise to the opposite response
to that which would be produced if the subject were encoding the cue (from the low frequency
components), which means that thresholds will be elevated relative to

a

condition where the

uncorrupted low frequency components are presented without high frequency information. In the
control conditions the low frequency components would be corrupted and this would be compared
with a high frequency only condition (uncorrupted). There should be no difference between these
conditions because in both cases decisions will be made purely on the basis of the uncorrupted high
frequency components. Where cue level reaches the point of subjective equality the system would then
scan the corrupted low frequency outputs, but this will not affect the psychometric functions because
discriminable differences produced by the jitter will be evenly distributed between the two response
options.

4.4. INTERVAL MEASUREMENT.

The model that was described earlier suggests that density judgements for any patterns will
only sometimes be affected by irregularity in the distribution of elements. There seem to be two ways
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of corroborating this: one would involve constructing random dot patterns by adding positional jitter
to triangular or hexagonal arrangements. The effects of this on threshold functions for positional
jitter would need to be compared with the behaviour of a computer simulation of the model.

Another approach would be to see how well a simulation can predict performance for
different types of naturally occurring texture element distributions. This would involve taking a number
of images of some evenly textured surfaces and processing them as described in section 4.3.1. The
standard and cued stimuli would be randomly selected from this bank of processed images and the
cue would be added to one by expanding or contracting it.

5. CONCLUSIONS.

The model of density estimation that is presented in this thesis can be summarized as follows:
The first operation converts a band-passed second-derivative of the image into a map in which each
cell contains a single bit of information about whether a spatial feature is present or not. This is then
converted into a network of arcs which link adjacent dots in the image. The length of these links is
then measured by a parallel method and these values are averaged across the image. Control of the
extent of this averaging is something that will have to be considered when we have further evidence
for the basic model. Information about density changes is then used both for image segmentation
at the primal sketch level, and to derive estimates of surface depth for representation in the 2 1/2
D sketch.

220

BIBLIOGRAPHY

Andrews D.P. (1964) Error-correcting perceptual mechanisms. Quart. J. Expt. Psychol., 16, 104-115.

Andrews D.P. (1967) Perception of contour orientation in the central fovea. Part 1: short lines.
Vision Res., 7, 975-997.

Andrews D.P., Webb J.M. and Miller D.T. (1974) Acuity for length comparison in continuous and
broken lines. Vision Res., 14, 757-766.

Badcock D.R. and Westheimer G. (1985) Spatial location and hyperacuity: flank position within the
centre and surround zones. Spatial Vision, 1, 3-11.

Ballard D.H., Hinton G.E. and Sejnowski T.K. (1983) Parallel visual computation. Nature, 306, 2126.

Barlow H.B. (1953) Summation and inhibition in the frog’s retina.
J. Physiol. (Lond.), 119, 69-88.

Barlow H.B. (1972) Single units and sensation: a neuron doctrine for perceptual psychology?
Perception 1, 371-394.

Barlow H.B. (1978) The efficiency of detecting changes of density in random dot patterns. Vision Res.
18, 637-650.

Barlow H.B. (1979) Reconstructing the visual image in space and time. Nature, 279, 189-190.

Barlow H.B. (1980) The absolute efficiency of perceptual decisions. Phil. Trans. R. Soc Lond., B 290,
71-82.

Barlow H.B. (1981) Critical limiting factors in the design of the eye and visual cortex. Proc. R.
Soc.Lond., B 212, 1-34.

Beck J. (1982) Textural segmentation, in Organization and Representation in Perception (J.Beck, Ed)
pp.285-317, Hilsdale NJ: Erlbaum.

Beck J., Sutter A. and Ivry R. (1987) Spatial frequency channels and perceptual grouping in texture
segregation. Computer Vision, Graphics and Image Processing., 37, 299-325.

Bergen J.R. and Adelson E.H. (1988) Early vision and texture perception. Nature, 333, 363-364.

Blakemore C.B. and Campbell F.W. (1969) On the existence of neurones in the human visual system
selectively sensitive to the orientation and size of retinal images. J. Physiol. (Lond.), 203, 237-260.

Bowne S.F. (1990) Contrast discrimination cannot explain spatial frequency, orientation or temporal
frequency discrimination. Vision Res., 30, 449-461.

Bracewell R.N. (1978) The Fourier transform and its applications. New York: McGraw Hill.

Braddick O. Campbell F.W.C.and Atkinson J. (1978) "Channels in vision: basic aspects." in Handbook
of Sensory Physiology, Vol.8. H.W.Liebowitz and H.L.Teiber,eds. New York: Springer-Verlag.

Bryngdahl O. (1966) Perceived contrast variation with eccentricity of spatial sine-wave stimuli: size
determination of receptive field centres. Vision Res. 6, 553-565.

222

Burbeck CA . (1987) Position and spatial frequency in large scale localization judgements. Vision Res.,
27,417-428.

Burbeck CA . (1988) Large scale localization across spatial frequency channels. Vision Res., 28, 857859.

Burbeck CA . and Yap Y.L. (1990) Two mechanisms for localization? Evidence for separationdependent and separation-independent processing of position information. Vision Res., 30, 739-750.

Caelli T. (1985) Three processing characteristics of visual texture segmentation. Spatial Vision, 1, 1930.

Caelli T. and Julesz B. (1978) On perceptual analyzers underlying visual texture discrimination. Part
I. Biol. Cybern. 29, 201-214.

Caelli T.M., Julesz B. and Gilbert E.N. (1978) On perceptual analyzers underlying visual texture
discrimination. Part II. Biol. Cybern., 29, 201-14.

Campbell F.W.C.,Nachmias J. and Jukes J. (1970) Spatial frequency discrimination in human vision.
J. Opt. Soc. Am., 60, 555-559.

Campbell F.W.C. and Robson J. (1968) Application of Fourier analysis to the visibility of gratings.
J. Physiol. (Lond.), 197, 551-566.

Carlson C.R. (1983) A simple model for vernier acuity. Invest. Opthal. Visual Sci. Suppl., 24, 276.

Carlson C.R. and Klopfenstein R.W. (1985) Spatial frequency model for hyperacuity. J. Opt. Soc. Am.,
A2, 1747-1751.

223

Cooper G. and Robson J.G. (1968) Successive transformations of spatial information in the visual
system. IEE National Physiological Lab. Conference Proceedings, 42, 134-143.

Crick F.H.C.,Marr D. and Poggio T. (1981) An information processing approach to understanding the
visual cortex. In: The organization of the cerebral cortex. F.O. Schmitt (ed.), Cambridge MA: MIT
press.

De Monasterio F.M. and Gouras P. (1975) Functional properties of ganglion cells of the rhesus
monkey retina. J. Physiol. 251, 167-195.

De Valois R.L., Albrecht D.G. and Thorell L.G. (1982) Spatial frequency selectivity of cells in the
macaque visual cortex. Vision Res., 22, 545-549.

DeValois R.L. and DeValois K.K. (1980) Spatial vision. A. Rev. Psychol., 31, 309-341.

Enroth-Cugell C. and Robson J.D. (1966) The contrast sensitivity of retinal cells of the cat. J.Physiol
(Lond.) 187, 517-522.

Fahle M. (1990) A new elementary feature of visual perception. 13th E.C.V.P. abstracts.

Fahle M. and Poggio T. (1981) Visual hyperacuity: spatio-temporal interpolation in human vision.
Proc. Roy. Soc. Lond., B214, 451-477.

Fechner G.T.(1860) Elemente der psychophysik (Vol 1). Leipzig: Breitkopf & Hartel.

Finney D.J. (1971) Probit analysis, 3rd edn., Cambridge: Cambridge Univ. Press.

224

Frei W. and Chen C. (1977) Fast boundary detection: A generalization and a new algorithm. IEEE
Trans. Comput., C-26, 988-998.

Geisler W.S.(1984) Physical limits of acuity and hyperacuity. J. Opt. Soc. Am., A l, 775-782.

Gibson J.J. (1950) The perception of the visible world. Boston: Houghton Mifflin.

Graham N. and Nachmias J. (1971) Detection of grating patterns containing two spatial frequencies: a
comparison of single channel and multiple-channel models. Vision Res., 11, 251-259.

Gregory R. (1966) Eye and brain. London: Weidenfeld and Nicholson.

Grossberg S. and Levine D. (1975) Some developmental and attentional biases in the contrast
enhancement and short term memory of recurrent neural networks. Journal of Theoretical Biology, 53,
341-380.

Heeley D.W. (1989) The Weber fraction for perceived spatial frequency: effects of spatial averaging.
(Unpublished)

Heeley D.W. (1987) Spatial frequency discrimination for sine wave gratings with random band-pass
frequency modulation: evidence for averaging in spatial acuity. Spatial Vision, 2, 317-335.

Hirsch J. and Hylton R. (1982) Limits of spatial frequency discrimination

as evidence for neural

interpolation. J. Opt. Soc. Am., 72, 1367-1374.

Hubei D.H. and Wiesel T.N (1959) Receptive fields of single neurones in the cat’s striate cortex.
J.Physiol.(Lond.), 148, 574-591.

225

Hubei D.H. and Wiesel T.N (1962) Receptive fields, binocular interaction and functional architecture
in the cat’s visual cortex. J.Physiol. (Lond.), 160, 106-154.

Hubei D.H. and Wiesel T.N (1965) Receptive fields and functional architecture in two non-striate
visual areas (18 and 19) of the cat. J.Neurophysiol., 28, 228-289.

Hummel R A . and Zucker W. (1983) On the foundations of labelling processes. IEEE Trans. Pattern
Analysis and Machine Intelligence. PAMI-5, 267-297.

Iwama K. and Maida A.S. (1989) Organizing and integrating edge segments for texture discrimination.
J. Expt.Theor. Artif. Intell., 2, 113-132.

Johnston A. (1987) Spatial scaling of contrast-sensitivity functions. J. Opt. Soc. Am., A4, 1583-1593.

Julesz B. (1962) Visual pattern discrimination. I.R.E. Transactions on Information Theory, 8, 84-92.

Julesz B. (1975) Experiments in the visual perception of texture. Sci. Am., 232, 34-43.

Julesz B. (1980) Spatial nonlinearities in the instantaneous perception of textures with identical power
spectra. Phil. Trans. R. Soc. Lond., B290, 83-94.

Julesz B. (1981) Textons, the elements of texture perception and their interactions. Nature, 290, 9197.

Julesz B. (1986) Texton gradients: the texton theory revisited. Biol. Cybern., 54, 245-251.

Julesz B. and Schumer R A . (1981) Early visual perception. A. Rev. Psychol. 32, 575-627.

Julesz B. and Bergen J.R. (1983) Textons, the fundamental elements in preattentive vision and
perception of textures. Bell System Technical Journal, 62, 1619-1645.

Julesz B., Gilbert E.N. and Victor J.D. (1978) Visual discrimination of textures with identical thirdorder statistics. Biol. Cybern., 31, 137-40.

Kelly D.H. (1984) Retinal inhomogeneity. I. Spatiotemporal contrast sensitivity. J. Opt. Soc. Am., A.
1, 108-113.

Kuffler J. (1953) Discharge patterns and functional organization of the mammalian retina.
Neurophysiol. 16, 37-68.

Klein SA. and Levi D.M. (1985) Hyperacuity thresholds of 1 sec: theoretical predictions and empirical
validation. J. Opt. Soc. Am., A2, 1170-1190.

Landy M.S. and Bergen J.R. (1990) Texture Segregation and Orientation Gradient, (submitted).

Laming D.L. (1986) Sensory Analysis. San Diego: Academic Press.

Levi D.M., Klein SA. and Yap Y.L. (1988) "Weber’s law" for position: unconfounding the role of
separation and eccentricity. Vision Res., 28, 597-603.

Maffei L. and Fiorentini A. (1973) The visual cortex as a spatial frequency analyzer. Vision Res., 13,
1255-1266.

Marr D. (1976) Early processing of visual information. Phil. Trans. R. Soc. Lond., B275, 483-524.

227

Marr D. (1982) Vision: A computational investigation into the human representation and processing
of visual information. San Francisco: W.H. Freeman and Co.

Marr D. and Poggio T. (1976) Cooperative computation of stereo disparity. Science, 194, 283-287.

Marr D. and Hildreth C.E. (1980) A theory of edge detection. Proc. Roy. Soc. Lond., 204, 301-328.

Mayhew J.E.W. and Frisby J.P. (1978) Texture discrimination and Fourier analysis in human vision.
Nature, 275, 438.

McKee S.P. (1983) The spatial requirements for fine stereoacuity. Vision Res., 23, 191-198.

McLeod P., Driver J. and Crisp J. (1988) Visual search for a conjunction of movement and form is
parallel. Nature, 332, 154-155.

Michaels C.F. and Corrello C. (1981). Direct Perception. New York: Prentice Hall.

Monasterio F.M. de and Gouras P. (1975) Functional properties of ganglion cells of the rhesus
monkey retina. J.Physiol. (Lond.) 251, 167-195.

Morgan M.J.,Baker C. and Wilkinson F. (1990) Feature integration and the attentional control of
texture density discrimination, (unpublished).

Morgan M.J. (in press) Hyperacuity. In D.Regan (ed) Spatial Vision. London: Macmillan.

Morgan M.J. and Hotopf W.H.N. (1989) Perceived diagonals in grids and lattices. Vision Res., 29,
1005-1015.

228

Morgan M J. and Regan D. (1987) Opponent model for line interval discrimination: interval and
vernier acuity compared. Vision Res., 27, 107-118.

Morgan M J. and Ward R.M. (1985) Spatial and spatial-frequency primitives in spatial interval
discrimination. J. Opt. Soc. Am., A2, 1205-1210.

Morgan M J., Ward R.M. and Hole G J.H . (1990) Evidence for positional coding in hyperacuity. J.
Opt. Soc. Am. A7, 297-304.

Morgan M J. and Watt R J. (1982) The modulation transfer function of a display oscilloscope:
measurements and comments. Vision Res., 22, 1083-1085.

Morgan M J.and Watt R J. (1989) The Weber fraction for position is not an artefact of eccentricity.
Vision Res., 29, 1457-1462.

Morgan M J., Hole G. and Glennerster A. (1990) Biases and sensitivities in geometrical illusions.
Vision research. II; H32>-!$IO

Moshvon JA ., Thompson I.D. and Tolhurst D J. (1978) Spatial and temporal contrast sensitivity of
neurones in areas 17 and 18 of the cat’s visual cortex. J.Physiol. (Lond.), 283, 101-120.

Mulligan J.B. and MacLeod D.IA. (1988) Reciprocity between luminance and dot density in the
perception of brightness. Vision Res., 28, 4, 503-519.

Nakayama K. and Silverman G.H. (1986) Serial and parallel processing of visual feature conjunctions.
Nature, 320, 264-265.

Neisser U. (1967) Cognitive Psychology. New York: Appleton Century Crofts.

229

Northdurft H.C. (1985) Discrimination of higher-order textures. Perception, 14, 539-543.

Oppenheim A.V. and Lim J.S.(1981) The importance of phase in signals. Proceedings of the IEEE,
69, 529-541.

Parker A. and Hawken M.(1985) Capabilities of monkey cortical cells in spatial resolution tasks. J.
Opt. Soc. Am., A2, 1101-1114.

Phillips G.C. and Wilson H.R. (1984) Orientation bandwidths of spatial mechanisms measured by
masking. J. Opt. Soc. Am., A l, 226-232.

Pollen D A . and Ronner S.E. (1981) Phase relationships between adjacent simple cells in the visual
cortex. Science, 212, 1409-1411.

Piotrowski L.N. and Campbell F.W. (1982) A demonstration of the visual importance and flexibility
of spatial-frequency amplitude and phase. Perception, 11, 337-346.

Quick R.F. (1974) A vector-magnitude model of contrast detection. Kybemetik, 16, 1299-1302.

Regan D. and Beverley K.I. (1983b) Spatial frequency discrimination and detection: comparison of
post-adaptation thresholds. J.Opt.SocAm. 73, 1684-1690.

Regan D. and Beverley K.I. (1985) Post-adaptation orientation discrimination. J.Opt.SocAm., A 2 ,147155.

Richards W. and Purks S.R.(1978) On random dot texture discrimination. J. Opt. Soc. Am., 68, 270271.

230

Robson J.G. (1983) Frequency domain visual processing. In: Physical and Biological processing of
images. O J . Braddick and A.C. Sleigh, New York: Springer-Verlag.

Rodieck R.W. and Stone J. (1965) Analysis of receptive field of cat retinal ganglion cells. Journal of
Neurophysiology, 58, 833-849.

Sakitt B. and Barlow H.B. (1982) A model for the economical encoding of the visual image in
cerebral cortex. Biol. Cybern. 43, 97-108.

Sekular R (1974) Spatial vision. A. Rev. Psychol., 25, 215-232.

Shapley R., Caelli T., Grossberg S., Morgan M J. and Rentschler I. (1990) Computational Theories
of Visual Perception. In: Shapley R. (eds) Visual Perception: the Neurophysiological Foundations.
Academic Press.

Shapley R. and Victor J.D. (1986) Hyperacuity in cat retinal ganglion cells. Science, 231, 999-1002.

Spitzer H. and Hochstein S. (1985) A complex-cell receptive field model. Journal of Neurophysiology,
53, 1266-1286.

Stevens KA. (1978) Computation of locally parallel structure. Biol. Cybern., 29, 19-28.

Stevens KA. (1981) The information content of texture gradients.
Biol. Cyber., 42, 95-105.

Sullivan G.D. Oatley K. and Sutherland N.S. (1972) Vernier acuity as affected by target length and
separation. Percept, and Psychophys. 12, 438-444.

231

Thouless R.H. (1931) Phenomenal regression to the to the real object. B. J. Psychol., 21, 339-359.

Toet,A., van Eckhout,H.L., SimonsJ J . & KoenderinkJJ. (1987) Scale invariant features of differential
spatial displacement. Vision Res., 27, 441-452.

Toet and Koenderink,(1988) Differential spatial displacement

discrimination

for Gabor patches.

Vision Res., 28,133-143.

Treisman A. (1985) Preattentive processing in vision. Computer Vision and Image Processing, 31,156177.

Treisman A. (1988) Features and Objects: The fourteenth Annual Bartlett Memorial Lecture. Q. J.
Exp. Psychol, 40A, 201-237.
Treisman A. and Gelade G. (1980) A feature-integration theory of attention. Cognitive Psychology,
12, 97-136.

Ullman S. (1979) The Interpretation of visual motion. Cambridge MA: MIT
press.

Van Meeteren A. and Barlow H.B. (1980) The statistical efficiency for detecting sinusoidal modulation
of average dot density in random figures. Vision Res., 21, 765-777.

Volkmann A.W. (1863) Physiologische Untersuchungen im Gebiete der Optik. Leipzig: Breitkopf &
Hartel.

Vorhees H. and Poggio T. (1988) Computing texture boundaries from images. Nature, 333, 364-367.

J.Wagemans, L.Van Gool, P. Vanden Bossch, and G. d’Ydewalle (1990) Orientational effects of axis
and virtual lines in symmetry detection. Poster presented at 13th ECVP conference.

Watt R J . (1984) Towards a general theory of the visual acuities for shape and spatial arrangement.
Vision Res., 24, 1377-1386.

Watt R J . (1987) Scanning from coarse to fine spatial scales in the human vision system after the
onset of a stimulus. J. Opt. Soc. Am., 4A, 2006-2021.

Watt R J . (1988) Visual processing: computational, psychophysical and cognitive research. London:
Erlbaum.

Watt R J . and Andrews D.P.(1981) APE: Adaptive probit estimation of psychometric functions. Curr.
Psychol. Rev. 1, 205-214.

Watt R J . and Andrews D.P. (1982) Contour curvature analysis: hyperacuities in the discrimination
of detailed shape. Vision Res., 22, 449-460.

Watt RJ.,M organ M J. and Ward R.M. (1983) The use of different cues in vernier acuity. Vision
Res., 23, 991-995.

Watt RJ.,M organ M J. (1983) Mechanisms responsible for the assessment of visual location: theory
and evidence. Vision Res., 23, 97-109.

Watt RJ.,M organ M J. (1984) Spatial filters and the localization of luminance changes in human
vision. Vision Res., 24, 1387-1397.

233

Watt R J . and Morgan M J . (1985) A theory of the primitive spatial code in human vision. Vision
Res., 25, 1661-1674.

Weber E.H. (1834) D3 Pulsu, Resorpitione,Auditu et Tactu: Annotationes Anatomicae et
Physiologicae. Leipzig: Koehlor.

Westheimer G. Spatial interaction in the human retina during scotopic vision. J. Physiol., 181, 881894.

Westheimer G. (1965) Visual acuity. An. Rev. Psychol., 16, 359-380.

Westheimer G. (1979) The spatial sense of the eye. Invest. Opthal. Visual. Sci., 18, 893-912.

Westheimer G. (1984) Line seperation discrimination curve in the human fovea: smooth or
segmented? J. Opt. Soc. Am., A l, 683-684.

Westheimer G. and Hauske G. (1975) Temporal and spatial interference with vernier acuity. Vision
Res., 15, 1137-1141.

Westheimer G. and McKee S.P. (1977a) Integration regions for hyperacuity. Vision Res., 17, 89-93.

Westheimer G. and McKee S.P. (1977b) Spatial configurations for visual hyperacuity. Vision Res., 17,
941-947.

Westheimer G., Shimamura K. and McKee S. (1976) Interference with line-orientation sensitivity. J.
Opt. Soc. Am., 66, 332-338.

234

Wilson H.R. (1985) Discrimination of contour curvature: data and theory. J. Opt. Soc. Am., A 2 ,11911199.

Wilson H.R. (1986) Responses of spatial mechanisms can explain hyperacuity. Vision Res., 26, 453469.

Wilson H.R. and Bergen J.R. (1979) A four mechanisms model for spatial vision. Vision Res., 19,1932.

Wilson H.R. and Gelb D J. (1984) Modified line-element theory for spatial frequency and width
discrimination. J. Opt. Soc. Am. A l, 125-131.

Wilson H.R. and Regan D. (1984) Spatial-frequency adaptation and grating discrimination: predictions
of a line-element model. J. Opt. Soc. Am. A l, 1091-1096.

Wilson,H.R.,McFarlane,D.K. and Phillips,G.C. (1983) Spatial tuning oforientation selective

units

estimated by oblique masking. Vision Res., 23, 873-872.

Wilson H.R. and Giese S.C. (1977) Threshold visibility offrequency gradient patterns. Vision Res.,
17, 1177-1190.

235

A P P E N D IX : T H E V A R IA N C E OF A R E C T A N G U L A R D IST R IB U T IO N
Call the w idth of the distribution of positional displacements w. This is defined as the
maximum displacement multiplied by 2 (since dots can be displaced in either of 2 direc
tions). All levels of dispacement have a probability x. The variance a 2 is calculated as
follows:
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T hus, since the standard deviation is the square root of the variance, the standard deviation
(<r) for a rectangular distribution is given by,
w

