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Abstract

Magnetic resonance imaging can provide high resolution volumetric images of the 

brain with exceptional soft tissue contrast. These factors allow the complex structure 

of the brain to be clearly visualised. This has lead to the development of quantitative 

methods to analyse neuroanatomical structures. In turn, this has promoted the use of 

computational methods to automate and improve these techniques.

This thesis investigates methods to accurately segment MRI images of the brain. The 

use of global and local image information is considered, where global information 

includes image intensity distributions, means and variances and local information is 

based on the relationship between spatially neighbouring voxels. M ethods are 

explored that aim to improve the classification and segmentation of M R images of the 

brain by combining these elements.

Some common artefacts exist in MR brain images that can be seriously detrimental to 

image analysis methods. Methods to correct for these artefacts are assessed by 

exploring their effect, first with some well established classification methods and then 

with methods that combine global information with local information in the form  of a 

Markov random field model. Another characteristic of M R images is the partial 

volume effect that occurs where signals from different tissues become mixed over the 

finite volume of a voxel. This effect is demonstrated and quantified using a 

simulation. Analysis methods that address these issues are tested on simulated and 

real M R images. They are also applied to study the structure of the temporal lobes in a
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group of patients with temporal lobe epilepsy. The results emphasise the benefits and 

limitations of applying these methods to a problem of this nature.

The work in this thesis demonstrates the advantages of using global and local 

information together in the segmentation of M R brain images and proposes a 

generalised framework that allows this information to be combined in a flexible way.
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Chapter 1. Introduction

Chapter 1 

Introduction
Imaging the human brain is one of the most important technological achievements of 

the late twentieth century. Magnetic resonance imaging plays a key role. As a non- 

invasive technique, it has significantly advanced neuroscientific research. In 

medicine, it has become a powerful diagnostic tool. Volumetric M R images can be 

acquired with a resolution of up to 1mm and this is increasing with further advances 

in technology. The high resolution and exceptional soft tissue contrast enable 

com plex and subtle brain structures to be identified with clarity. These factors have 

paved the way for the in vivo study and analysis of human brain structure. In turn, this 

has promoted the development of computational methods for making quantitative 

measurements of neuroanatomy. The work in this thesis addresses the analysis of 

brain structure in MR images using image processing methods. The following 

sections describe why quantitative methods are necessary for analysing brain images 

and how image processing techniques can be employed. Segmentation and its 

application to MR images of the brain is briefly introduced, followed by a description 

o f the specific aspects of analysis methods investigated in this work. Finally the 

project aims and overview are presented.

Quantitative analysis o f  MR images o f  the brain

In medicine, M R images of the brain are often used to make qualitative assessments 

about the patient. Computer graphics and interactive software, however, have lead to 

the development of quantitative analysis methods for studying brain structure. 

Quantitative approaches may require the researcher or clinician to make 

measurements by drawing outlines around the tissues and structures of interest. The 

measurements may include for example, the ratio and volumes of different tissues or 

the shape and curvature of the cortical folds.

There has recently been a huge growth in the number of M RI studies to investigate 

the structural characteristics of neurological conditions such as schizophrenia e.g. 

[W right et al, 1995], autism e.g. [Piven et al, 1995, Piven et al, 1997], temporal lobe 

epilepsy e.g. [Berkovic et al, 1991, Cendes et al 1993b, Van Paesschen et al, 1997],
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Chapter 1. Introduction

and language disorders [Preis et al, 1998]. Other researchers have focused on the 

neuroanatomical correlates of the brain with infant development [Giedd et al, 1996], 

ageing [Salonen et al, 1997], sex, e.g. [Ashburner et al, 1998a, Steinmetz et al, 1992] 

and handedness [Steinmetz et al, 1991]. Not surprisingly, computational image 

processing methods have been developed as an attempt to automate these quantitative 

procedures. The main aims are to reduce the laborious task of manually outlining 

brain structures and furthermore, to generate less subjective and more repeatable 

results. The application of robust quantitative methods to normal populations will 

advance the structural characterisation of the normal human brain and consequently 

benefit the diagnosis and understanding of brain abnormalities.

Im age processing and medical image analysis

M uch research and development has gone into the design of image processing 

methods to automatically perform quantitative analysis of medical images. The main 

goal of these methods is to generate objective results that may otherwise be acquired 

using subjective and time-consuming methods. Computer algorithms are developed to 

detect and discriminate between specific features with the same results as an 

‘objective’ human visual system. These algorithms exploit the knowledge that 

features exist in images that are particularly salient to the human visual system. 

Continuous object boundaries, edges, textured and homogeneous regions are all 

features that the human visual system can ‘objectively’ detect [Marr, 1982].

Computer algorithms that detect fundamental image features such as edges or 

recognise specific patterns have been developed since the 1960s, e.g. [Ball and Hall, 

1966, Rosenfeld and Thurston, 1971]. These algorithms were originally designed for 

applications in industry and defense, for example in quality control or analysing 

satellite images. For this reason, the theory of feature detection and pattern 

classification has been well established. Driven by the advent of medical imaging 

techniques and the desire to automate quantitative medical image analysis, a new 

breed of algorithms has evolved. These algorithms combine fundamental feature 

detection methods with knowledge about anatomy and the imaging technique, to 

highlight, analyse and measure the specific tissues and structures of interest.
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Another motivation for developing automated methods, is to handle the vast quantity 

of data generated due to the low health risks of non-invasive imaging techniques and 

the introduction of routine scanning procedures. High resolution, volumetric M R 

images of the brain usually contain over 100 image slices, so it is not only the number 

of data sets generated but also the size of each one, that puts automated techniques 

with minimal human interaction in demand.

In some cases, image processing methods are able to process structures that a human 

cannot see. An example is in the detection of three-dimensional anatomical structures. 

Although volumetric images represent true volumes, the images are usually visualised 

as two-dimensional slices through the volume. In this way, the three-dimensional 

shape of the anatomical structure is not always obvious [Waks et al, 1990]. For 

example, it is very difficult to follow the complex folds of the human cerebral cortex 

on two-dimensional slices. Image processing methods can overcome this problem by 

using algorithms that are specifically designed to operate in three dimensions.

Im age segmentation and a priori information

Image segmentation means the decomposition of the scene in the image into its 

components [Jain, 1989]. It is often an essential step in medical image processing 

methods. Many approaches to segmentation rely on fundamental feature detection 

methods such as those mentioned above. When a human performs the process of 

visual image segmentation, he or she uses knowledge about scenes and objects, that is 

acquired from birth onwards [Hubei, 1988]. If a trained neurologist looks at an image 

of the brain, he or she is able to recognise the anatomy even if  abnormalities or image 

artefacts obscure some structures. The ‘trained’ human visual system is often able to 

compensate for these kinds of inconsistencies because the neuroanatomical 

experience provides a knowledge base enabling visual object recognition.

The ‘ideal’ automatic segmentation method should have at least the same extent of 

knowledge as a trained neurologist, if not more. This ‘ideal’ is both philosophically 

and technically complicated to achieve. A priori information about M R brain images, 

however, is available and can be formalised in a way that is useful for image 

segmentation. A priori information may include the shape and location of structures
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of interest, knowledge of the acquisition or data capture method and details of the 

likely distribution of intensity values in the structure. Information about anatomical 

structures can be introduced into the segmentation process using, for instance, 

training, averaged or spatially normalised data. The acquired data can be represented 

by statistical models in which the distributions of the intensity values in the image are 

described by a parametric distribution. Alternatively, the data can be described by a 

fuzzy model that allows image voxels to be described with a degree of uncertainty. 

Such models can be designed to model artefacts and a priori information. The aim of 

incorporating a priori knowledge into automated segmentation methods is to yield 

more meaningful results.

Segmenting M R images o f  the brain

Accurate segmentation of MR images has several goals. One of the most obvious is to 

extract specific anatomical structures or tissues in order to make quantitative 

measurements (e.g. volume or surface area). Another is to segment specific structures 

to extract less tangible information describing the shape or symmetry of the brain 

(e.g. using local curvature measures to determine the folding pattern of the cortical 

surface). These kinds of measurements are usually made for a large group of 

individuals who may all be from a normal population or may be from both a normal 

population and a population with a specific neurological condition. In the first case, 

the study aims to establish some knowledge pertaining to the normal population. In 

the latter case the study aims to characterise the neurological condition by comparing 

those subjects with the normal population.

Segmentation (or classification) of different tissues can be used for both intra- and 

inter-modality coregistration of images from the same subject. The corresponding 

segmented partitions from the different images can be independently matched to 

compensate for head motion in the case of intra-modality coregistraton and 

differences in image characteristics for inter-modality coregistration. For example, 

functional brain images contain information about local physiological changes that 

are associated with the activation of specific brain regions. One of the purposes of 

registration is to match the functional brain images to high resolution structural MR 

scans to anatomically localise detected activations. The functional images may be

22



Chapter 1. Introduction

acquired using Positron Emission Tomography (PET) or functional M RI (fMRI). The 

technique of matching lower resolution functional images to high resolution M RI for 

anatomical localisation has become common practice in the field of brain mapping. A 

further development in this field that requires accurate brain segmentation is the 

process of cortical extraction, inflation and flattening. Segmentation methods are 

necessary to extract the different cortical layers from the surface of the brain. The 

extracted surfaces can be reconstructed as volumes and visualised using three- 

dimensional graphics. In this way, detected activations can be visualised on a 

volumetric representation of the cortical surface. W ith the development of cortical 

inflation and flattening, detected activations that originate from a source located 

within the folds of the brain can be visualised.

Combining global and local image information fo r  improved image segmentation  

This thesis explores methods of improving the segmentation of MR images o f the 

brain by combining global and local image information in the image segmentation or 

classification process. Global information includes the image intensity distribution, 

mean intensities and standard deviations representative of different tissues in the 

image. Global information does not take account of the spatial locations of voxels 

within the image. It considers only the relationships between voxels in terms of 

intensity. The classification of an image based only on global information will be the 

same if  the pixels in the image are randomly reorganised in space. Many common 

statistical classification techniques (both parametric and non-parametric) rely on 

global information alone to perform segmentation. Local information includes the 

relationship between spatially neighbouring voxels. It allows voxels to be associated 

with a specific spatial feature such as an object boundary or region. In Chapter 5, a 

classification method that combines global information with local information in the 

form  o f a Markov random field model is tested on a well-established simulated M R 

image and real M R images. This method is formulated within the statistical Bayesian 

framework (Chapter 3). The work in Chapter 8 proposes a more general framework in 

which local and global components can be combined.
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Validation o f  experiments

One of the biggest problems with segmentation algorithms is the validation of the 

results. Artificial or simulated data has the advantage that the ‘true’ classification or 

segmentation is available and can be used as a comparison with the experimental 

results. A quantitative value representing the success or performance of the method 

can therefore be obtained. This value can be calculated by comparing the volumes of 

different tissue types with the volumes in the ‘true’ classification. Another method is 

to compare the images on a voxel-by-voxel basis counting the number of correct or 

incorrect classifications then normalising by, for example, the total size of the image. 

The first method provides an estimate of the error likely to be involved in using the 

segmentation method to calculate volumes. The second method provides a measure 

that is dependent on both the size of classified regions and their position in the image.

Simulated data is often used during the development and testing of segmentation 

algorithms. In some of the work presented in this thesis, a well-established simulated 

M R image was used to test the algorithms (e.g. in Chapter 5). Other simulated images 

have also been specifically designed to address certain questions (e.g. in Chapter 6). 

The disadvantage of artificial data is that it is always more ‘well-behaved’ than real 

data in terms of how well the segmentation algorithms work. It is difficult to really 

encompass the uncertainty of an image of a real world object with simulated data.

The results of different segmentation methods in Chapters 5 and 6 were validated by 

com paring the resulting volumes of each tissue class against the ‘true’ tissue volumes. 

In Chapter 8, a voxel-by-voxel measure was used so that the resulting validation 

m easure reflected the number and locations of mis-classified voxels.

An alternative to simulated data is to use images of a phantom. The advantage of this 

approach is that all the necessary information is available about the object and the 

effect of the acquisition process is real. This approach does, however, rely on an 

appropriate phantom. A phantom is used in Chapter 5 and although it simulates brain 

structures well, it also has structural characteristics that are not ideal for MRI.
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W hen a ‘true’ classification is not available, other methods such as visual assessment 

must be employed. In Chapters 5, 6 and 7, classification methods that were tested on 

simulated data were applied to subject MRIs. It was only possible to make a visual 

assessment of these results. In Chapter 7, a method is presented to semi-automate the 

delineation of the temporal lobes in the brain. There is no absolute ‘truth’ about the 

anatomical definition of the temporal lobes so the results can only be compared with 

manual outlining using a strict protocol. Even with very strict protocols, these 

methods of validation can be subjective and lead to unrepeatable results. It is possible 

to assess the performance of the different methods by looking at the intra- and inter

operator variability. A similarity measure that is particularly useful for comparing 

more than one measurement of the same object is the kappa statistic [Zijdenbos et al, 

1994], This measurement is based on the ratio of twice the common area of the two 

measured objects to the sum of the individual areas. It is sensitive to differences in the 

size of the two objects and differences in the location of the object within the image. 

The validation issues mentioned above are a topic of discussion for further work and 

will be addressed in Chapter 9.

Project overview

The aims of this project are to find methods that provide accurate classification and 

segmentation of MR images of the brain by combining global and local image 

information. Methods have been investigated with the following issues in mind:

• An understanding of the image acquisition process, image characteristics and 

artefacts including noise and image non-uniformity.

• An explicit approach to the problem of partial volume effects.

• Use of global information and local information to address anatomical 

knowledge about the brain such as the relationship between tissue intensities 

and topology.

Chapter 2 presents an introduction to MRI and its role in neuroimaging. It describes 

both the intensity characteristics of MR images and the possible image artefacts that 

should be considered in the development of segmentation methods. Chapter 3
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provides a description and assessment of image processing methods that can be 

applied in medical image analysis. Methods are described as using global or local 

information and their strengths and weaknesses discussed. The literature for the 

segmentation of MR images of the brain is reviewed in Chapter 4.

Chapter 5 specifically addresses image artefacts and investigates their effect on 

classification methods. The results of three different classification methods, tested on 

a well-established simulated MRI volume and real MRI volumes of a phantom and 

human subjects are presented. One of these classification methods combines global 

and local information in the form of a Markov random field model and the results 

suggest that this approach can improve image classification of the brain. Chapter 6 

explores these classification methods further in the context of the partial volume 

effect. A  simulation is used to determine and quantify this problem and a method is 

presented to spatially localise partial volume voxels and to make an estimate of the 

misclassification error.

Chapter 7 uses a combination of image processing methods to determine parameters 

describing the temporal lobe in MR images of patients with temporal lobe epilepsy 

(TLE). This chapter begins with a discussion of the neurological aspects of TLE and 

describes some of the literature that addresses this problem from a neuroimaging 

perspective. The presented methods are used to outline and segment the temporal lobe 

regions. A deformable contour model for delineating the temporal lobes is compared 

with a manual outlining approach and a classification algorithm assessed in the 

previous two chapters is used to determine quantities of grey and white matter. The 

aims of this work were originally to explore the possibility of determining parameters 

that may characterise TLE in the particular group of subjects studied. However, this 

study proved to be more useful in highlighting important issues relating to the 

application of image processing methods to this kind of study.

Chapter 8 proposes a general framework for combining global and local image 

information to improve image segmentation and classification methods. The results 

from  this framework are compared with the results of the classification methods 

applied in chapters 5 and 6. This chapter aims to explore in particular, the ability to
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deal with fine details in the image by explicitly addressing partial volume effects. 

Finally, in Chapter 9, the results of this thesis are summarised and limitations of the 

work discussed. Possibilities and ideas for further work are also presented.

27



Chapter 2. Magnetic resonance imaging: basic principles

Chapter 2

Magnetic resonance imaging (MRI): basic principles
M RI can provide two and three-dimensional images of the human body that provide 

precise anatomical detail and definition of soft tissues. These attributes have made 

this technique ideal for the study of the human brain. Early pioneering work lead the 

non-invasive investigation of neurological conditions such as Alzheimer’s disease, 

epilepsy and multiple sclerosis e.g. [Jack et al, 1990, Rusinek et al, 1991]. Research 

has shown that these conditions and others can be identified in M R images by 

changes in the size and shape of neurological structures and the possible presence of 

lesions.

The high resolution and contrast of MR images provide an excellent environment for 

the application of computerised methods for image segmentation and analysis. 

However, the development of robust techniques for the analysis of images o f any 

modality, requires an appreciation of the nature of the data and the physical principles 

underlying the acquisition process. Sections 2.1 to 2.5 describe the physics of 

m agnetic resonance and the acquisition and formation of M R images. Section 2.6 

describes the principles of magnetic resonance spectroscopy (MRS) which plays an 

im portant role in the analysis of metabolites in the brain and may give indication of 

anatomical structure at a neuronal level. Section 2.7 addresses the source and nature 

o f artefacts in MR images and section 2.8 summarises the characteristics of M RI of 

the head. These sections highlight factors that should be considered when developing 

techniques for the analysis and segmentation of MR images of the brain. Finally, 

section 2.9 describes functional neuroimaging and a summary is presented in section 

2.10. References for this chapter include [Webb, 1988, Gadian, 1995, Rinck, 1993, 

Stark and Bradley, 1999].

2.1 Magnetic resonance theory

M agnetic resonance imaging is based on the physical phenomenon called Nuclear 

M agnetic Resonance (NMR). NMR signals carry encoded information about the 

physical and chemical environment of atomic nuclei. This information relates to the
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density of protons and the freedom with which hydrogen-containing molecules may 

rotate. In M R images the signal is directly proportional to the proton density. An 

explanation of the NMR phenomenon addresses the magnetic properties of atomic 

nuclei and hence Quantum Theory.

2.1.1 Quantum mechanical concepts

Certain atomic nuclei possess a property known as spin. This can be envisaged as the 

spinning of a nucleus about its axis. Quantum mechanics states that the magnitude of 

the angular momentum, I  of an atomic nucleus is given by

where h is Planck’s constant and I is the nuclear spin quantum number which can 

only have integral or half-integral values. The angular momentum also has direction. 

H owever it can only have certain discrete orientations with respect to a given axis. If 

a z-axis is defined by applying an external magnetic field Bn in the z-direction, the z- 

com ponent of 7 will be

where m is the magnetic quantum number and can take any of the values, /, 7-1, ...-/, 

giving 27+1 possible orientations. Nuclei with I = and hence m -  ± |  are 

particularly important in NMR. Figure 2.1 shows the two spin states for such nuclei.

2 71
(2 .1)

(2.2)

Figure 2.1 The allowed orientations for the angular momentum /  of a nucleus of spin V i.
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The atomic nucleus can be thought of as a spinning charged particle and therefore has 

a magnetic moment p  with a magnitude given by

p  = } \l \ .  (2.3)

The quantity y is a proportionality constant known as the gyromagnetic ratio which is 

a constant for a particular nucleus. The magnetic moment has the same direction as 

the angular momentum and therefore its component along the z-axis is given by

Hz = Yn ^ - -  (2 -4 )271

In the presence of the B0 field, the nucleus can exist in energy states E  of magnitude

E = - ju zB0 , (2.5)

or substituting from (2.4)

E = — yn 2 — Bq . (2.6)
271

Since m can take the values ±1/2, the energy separation between the two states is 2SE 

where

A E = y ^ - B 0 . (2.7)
271

In order to obtain NMR signals, it is necessary to induce transitions between the 

different energy states. For a transition to occur between these states, a quantum

amount of energy must be absorbed which is equal to A E . From the Bohr

relationship, the energy E  of a photon is given by its frequency v ,

E = h v. (2.8)

If  the frequency of the absorbed photon is v0 , then this is given by,

A E  }Bn

Vo = T = 2^’ (2-9)

which corresponds to a radial frequency of 7D0 = 27TV, or

tD0 = }B0 . (2.10)
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Equation (2.10) is known as the Larmor equation and expresses the resonance 

condition for NMR. For a given B{) field, different nuclei resonate at different 

frequencies. The frequency is determined by the value gamma which is constant for a 

particular nucleus.

2.1.2 Statistical distribution of states

At thermal equilibrium the distribution of the spin states is described by the 

Boltzmann distribution. The spin up state, aligned with B(), has a slightly lower energy 

and is therefore slightly more populated than spin down. The Boltzmann distribution 

gives the population difference between the two states

where k  is the Boltzmann constant, Ts is the absolute temperature of the spin system, 

N is the number of spins in a given state. The absorption of energy by the nuclei 

requires a population difference. If the populations of the two energy states are equal, 

the numbers of transitions to each state are equal resulting in no net absorption and no 

signal. In a magnetic field of about 5 Tesla, the energy difference is small which 

explains the low sensitivity of NMR. A high magnetic field is usually desirable to 

im prove the signal to noise ratio.

2.1.3 Classical magnetic moments

The Larm or equation can also be derived for an isolated nucleus using classical 

theory. The nucleus possesses angular momentum /.  In the same way that an electric 

current circulating round a current loop gives rise to a magnetic field normal to the 

plane of current rotation, the spinning nucleus gives rise to a magnetic dipole moment 

m p normal to the angular momentum which can be defined by

N •spin-up

spin-down

(2 .11)

m p = y l ,

w here as before, y  is the gyromagnetic ratio.

(2 .12)
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In a magnetic field BQ, the magnetic moment precesses about BQ with an angular 

velocity CD0 = }B0 which is again the Larmor equation. Figure 2.2 shows the 

precessing motion of m p.

Figure 2.2 The interaction of magnetic moment mp with a magnetic field B{) results in the 
precession of mp about B() with angular velocity CD 0 .

For protons, } /2 n =  43.6 MHz/T, so at a field of 1.5T, the Larmor frequency, 

v0 = CD0/2n  is approximately 64MHz (short wave radio frequency).

2.2 Bulk magnetism and relaxation processes

In a sample with many nuclei, the net magnetic moment M  can be derived from the 

vector sum of all of the nuclear magnetic moments,

Equation 2.13 reflects the proportionality between the M R signal and proton density. 

If the sample is placed in a magnetic field B{) then at equilibrium, M  will be aligned 

with B(y M  can only be measured in the xy plane, therefore in order to acquire a 

measurable signal, it must be tilted away from B0 or the z-direction to produce a 

measurable component in the xy plane. To do this, a magnetic field B { can be applied, 

which is oriented in the xy plane and is rotating at the Larmor angular frequency. The

x

(2.13)

32



Chapter 2. Magnetic resonance imaging: basic principles

amount that M  is tilted, depends on how long the field is applied. The force of B ] 

acting on M  causes M  to precess around B {) at the Larmor frequency (figure 2.3).

x

Figure 2.3 A rotating magnetic field 5 , applied in the xy plane in the presence of a static 
field B0 oriented along the z-axis, causes M  to precess about B0 moving through an angle a  
from the z-axis.

2.2.1 Rotating frame of reference

In figure 2.3, M  is rotating in the static xy plane. It is often easier to consider that M  

exists in a reference frame x ’y ’z, which is rotating about the z-axis with angular 

velocity GJt relative to the laboratory. In this rotating frame, M  will appear to be 

precessing with angular velocity CU{)-tUT. If GJ() = GJt , then M  will appear to be stationary 

in the rotating x ’y ’ plane. An applied magnetic field B v which is oriented in the static 

xy plane and is rotating at a frequency GJ{) also appears to be stationary in the x ’y  plane 

and has the effect of rotating M  about the direction of B { with an angular frequency 

GJ=')Bl (figure 2.4).

Bo

x ’

Figure 2.4 The motion of M  in the rotating frame of reference
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2.2.2 Tipping pulses

The application of the B l field for a specific period of time is known as a pulse and 

the angle through which M  rotates around B v depends on the duration of this 

‘tipping’ pulse. If the pulse is applied for time t, M  will rotate through an angle

6 = 0 ^  = }B{x . (2.14)

Figure 2.4 shows the motion of M  rotating through an angle a. A 90° pulse will tip M  

into the x'y' plane and a 180° pulse will rotate M  until it is aligned with the -z-axis. 

The rotating B l field is generated by passing an oscillating electrical current through a 

transmitter coil and then applying this oscillating field along a given direction in the 

xy plane.

2.2.3 Relaxation times Tl, T2 and T2*

The effect of any perturbation of the magnetisation Af, for example the application of 

a 90° pulse of radiofrequency field B v is to generate a net component of 

magnetisation in the xy plane. Following the pulse, processes take place that return M  

to its equilibrium position aligned with the z-axis. These processes are known as 

relaxation processes and they play a critical role in the theory and practice of NMR.

T l is the longitudinal relaxation time, the time for recovery of longitudinal 

magnetisation, i.e. for M  to return to its original orientation along B 0. T l is also 

known as spin-lattice relaxation, because it describes the exchange of energy between 

the nuclear spins and the lattice or molecular framework. The return of the z- 

component of the magnetisation Mz, to its equilibrium value M0 along the z-axis can 

be written

* L  = d * L z “£ .  (2.15)
dt 7]
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T2 is the transverse relaxation time, the time for the decay of transverse magnetisation 

in a homogeneous field, i.e. for the loss of M  in the xy plane. It results from both a 

loss of phase coherence in the xy plane and from the longitudinal relaxation causing a 

loss in signal in the xy plane. T2 is also known as spin-spin relaxation because the 

relaxation processes involve interactions between neighbouring nuclear spins without 

exchange of energy with the lattice. The component of M  in the xy plane M' , has an 

equilibrium value of zero and its return to equilibrium can be written

dMx _ -M x
dt

(2.16)

ix
(a) (b) (c)

Figure 2.5 The loss of phase coherence and signal in the x ’y ’ plane, (a) Immediately 
following the application of a 90° pulse, the net magnetisation (heavy arrow) is a maximum 
in the x ’y ’ plane, (b) and (c) The individual nuclear spins lose phase coherence (light arrows) 
and the net magnetisation gradually declines over time T2.

Figure 2.5 shows the return of M  to equilibrium in the rotating x ’y ’ plane. The 

presence of field inhomogeneities makes the return of M’ to equilibrium faster than 

the time constant T2. The decay of the observed signal is therefore described by T2* 

where

1/ T2* = 1/ T2 + 1/ T lin h , (2.17)

T2inh is the time constant associated with relaxation induced by the field 

inhomogeneities. The relationship between T2 and T2* is becoming more important 

in M RI as imaging studies using T2* information become more widely used for rapid 

im aging and functional imaging.
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Different materials have different T l and T2 values that together with the proton 

density effect the intensity of different materials in MR images. The quantity of T l , 

T2 and T2* information in an image depends on the selection of time parameters used 

to acquire the image. The manipulation of these image characteristics is described in 

section 2.4.

2.2.4 Free induction decay (FID)

Following a radiofrequency pulse, the generated component of magnetisation in the 

static xy plane rotates about B{) and induces an electromotive force (e.m.f.) in a 

receiver coil. The detected signal is referred to as a free induction decay (FID) signal. 

The FID induces a current in the receiver coil at or close to the Larmor frequency, GJ0 

which is amplified to produce a voltage that changes as the signal does. The signal 

can be observed using a phase sensitive detector at a frequency CJ{) and in practice the 

same radiofrequency coil can be used for transmitting the /?, field and receiving the 

resulting signal.

2.3 Magnetic resonance image formation

The detected FID is digitised and Fourier-transformed to provide a frequency 

spectrum. If the sample is in a constant magnetic field, a single resonant frequency 

can be observed. If instead, the magnetic field is not uniform over the object, but has 

a linear gradient, the Fourier transform of the collected signal will be a spectrum of 

many frequencies. The frequency differences in the spectrum depend on the rate of 

change of the magnetic field across the sample and provide spatial information for a 

one-dimensional image. In order to build up a two-dimensional image, the two- 

dimensional Fourier transform is used. This method which is also known as spin-warp 

imaging now forms the basis for most M RI studies. Two-dimensional Fourier 

transform (2D FT) imaging consists of the selection of a single slice of the sample 

using a frequency selective pulse, and the application of frequency- and phase- 

encoding field gradients to provide the two dimensions of spatial information.
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2.3.1 Field gradients

Field gradients allow spatial information to be obtained from the NM R signal. A  field 

gradient is an additional magnetic field whose amplitude varies with position along a 

specified axis and can be generated by passing a current through a coil. There are 

three pairs of gradient coils in an imaging system, which generate field gradients in 

the x, y  and z-axes. These axes are commonly related to the various encoding 

directions, with respect to the magnet, in the following way: x is horizontal, y  is 

vertical and z is along the bore of the magnet and therefore aligned with B0.

2.3.2 Slice selection

Slice selection depends on the excitation of nuclear spins within the slice of interest 

only. The selection of a slice at position z, requires the application of a field gradient 

Gz, such that the effective field experienced by the nuclei is

B = B0 + (G zz) (2.18)

This gradient changes the local field from point to point so that a frequency-selective 

pulse will only excite the nuclei in a narrow strip at position z (figure 2.6). The 

resonance frequencies of the excited nuclei are determined by their position and can 

be given by

V = ^ ( B o + G zz).  (2.19)

Increasing
resonance
frequency

Selected slice

Figure 2.6 The nuclei in a narrow strip are excited by a frequency selection radiofrequency 
pulse in the presence of a field gradient G..
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2.3.3 The read gradient

The read gradient Gx is applied during data acquisition to encode for the spatial 

location of nuclei in the x-direction (frequency-encoding). The spins at different 

positions in the selected slice experience slightly different local fields causing them to 

precess at different rates. The resulting signals have different frequencies arising from 

the different spatial locations of the nuclei. Figure 2.7 shows a projection produced by 

a one-dimensional Fourier transformation of data acquired in the presence of the read 

gradient.

(a) Gx
signal

(b)

rû n
-►frequency

Figure 2.7 The acquisition of NMR signals in the presence of a field gradient Gx. (a) The 
sample has holes which contain no NMR-detectable protons, (b) The Fourier transform of 
the acquired signal gives the projection of the signal intensity (arbitrary units) of the slice 
onto the x-axis.

2.3.4 Phase encoding

Spatial encoding in the y-direction is achieved using a gradient Gy which is usually 

applied after magnetisation has been produced in the xy plane and before data 

acquisition. Spins at different positions y  experience slightly different local fields 

which are given by

B = B0 + (G yy ) .  (2.20)

This causes them to precess at slightly different rates that are determined by their 

position y. By the end of the gradient, the spins have rotated through different angles. 

Their resulting signals have different phases, determined by their y  position, the 

gradient field strength and the time for which the gradient is applied.
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The Fourier analysis of the collected signals provides the information about the 

spatial location of nuclei in the y-direction. The Fourier analysis of the signal 

collected during the read gradient provides spatial information in the x-direction. A 

two-dimensional image can be constructed using a two-dimensional Fourier 

transformation of a combination of the signals from the two directions. For a three- 

dimensional image, instead of slice selection, phase encoding is carried out in two 

directions.

2.4 Pulse sequences

The brightness of pixels in M R images depends on the proton density information 

(PD), blood flow and the relaxation times T l and T2. The signal intensities, contrasts 

between different tissues and hence the visualisation of specific structures are 

controlled by weighting the images with different combinations of PD, T l and T2 

information. This can result in proton density, T1-, T2-, and T2*-weighted images. 

W eighted images are acquired using specific pulse sequences that involve the 

appropriate contribution of magnetic field gradients and RF excitation pulses 

separated by specific time intervals. The time intervals are known as TR (repetition 

time - the time for one complete cycle), TE (echo time - the time from the initial RF 

pulse to a resonant signal), and 77 (inversion time - the time from the initial RF pulse 

to an inverting pulse).

2.4.1 Saturation recovery

T l information can be measured and Tl-w eighted images generated using a 

saturation recovery sequence. A 90° RF pulse aligns the magnetisation with the xy 

plane. An FID signal is generated and can be measured using a suitable coil. This 

process is repeated at time intervals TR (figure 2.8).
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Figure 2.8 Following an initial 90° pulse, M  is tilted into the xy plane producing an FID. It 
starts to lose phase coherence and M  begins to recover. M  can be interrogated with a second 
pulse at a later time.

Following the RF pulse, the magnetisation vector will recover with a relaxation time 

T l. The measured signal decays due to a loss of phase coherence in the xy plane 

(figure 2.8). If the magnetisation recovers fully so that there is no component of 

magnetisation in the xy plane, the image will only contain proton density information. 

This requires TR to be much longer than T l. If the TR is comparable with T l ,  the 

im age will contain some T l information. This sequence can be used to a great 

advantage if different substances in a given sample have different T l values. The 

disadvantage of this sequence is that the measured T l values are sensitive to the 

generation of accurate 90° pulses.

2.4.2 Inversion recovery

The inversion recovery sequence also generates Tl-w eighted images and allows T l 

values to be measured. A 180° pulse inverts the magnetisation that then gradually 

recovers towards equilibrium with time T l. After an inversion time 77, a 90° pulse 

tips the magnetisation into the xy plane so that its value at time 77 can be measured 

(figure 2.9). The sequence can be repeated for different values of 77 to give a range of 

values for the magnetisation and hence a value for T l. This is a time consuming 

sequence because the magnetisation vector must first recover from the 180° pulse, 

then from the 90° pulse and therefore must pass through zero before it can be
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measured, requiring a long TR. However, it provides excellent differentiation of soft 

tissues that are dependent on T l discrimination.

180c

RF excitation 
pulse

Magnetisation

TI

Signal

Figure 2.9 Following a 180° pulse, M  is inverted and subsequently returns towards its 
equilibrium value. A second 90° pulse tips M  into the xy plane allowing its value at time 77 
to be measured.

2.4.3 Spin echo

The spin echo sequence can be used to generate both T l-  and T2-weighted signals 

and is used extensively in imaging and spectroscopy. A 90° pulse is applied at time=0 

tipping the magnetisation into the xy plane, producing a signal that is not measured. 

The transverse magnetisation dephases because of local field inhomogeneities. After 

time TEH, a 180° pulse is applied which refocuses the magnetisation in the xy plane, 

producing an echo signal at time TE (figure 2.10). The resulting signal contains a 

variable amount of T l and T2 information. The amount of T2 information can be 

determined by varying the length of TE and the amount of T l information in the 

image can be altered by varying the length of TR, the repetition time for the whole 

sequence. There is more T2 information when TR and TE are long and more T l 

information when TR and TE are short.
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Figure 2.10 A 90° pulse tips M  into the xy plane and an FID is generated. Following the loss 
of phase coherence in the xy plane, M  is flipped with a 180° pulse at time TE/2 to eventually 
produce an echo at time TE.

2.4.4 T2 relaxometry

The T2 relaxation time cannot be measured directly from the FID or spin echo 

because the FID actually decays with time constant T2* rather than T2. M easurement 

of T2 uses a spin echo sequence to acquire multiple echoes. After the initial 90° pulse, 

180° pulses are repeated at intervals of 2% =TE. The initial and following pulses are 

applied along x. A curve can be plotted for the many echo values obtained, allowing a 

T2 measurement to be carried out within a single repetition of the sequence. This is 

known as the Carl Purcell sequence which has a drawback that if the length of the 

180° pulse along the x-axis is not quite accurate, a cumulative error will occur in the 

projection of M  onto the xy plane, resulting in a measured value of T2 that is too 

short. The sequence can be modified to give the Carr-Purcell-Meiboom-Gill sequence 

(figure 2.11) in which each 180° pulse is shifted 90° in phase with respect to the 

initial 90° pulse, i.e. The pulses are then oriented along the ±y-axis so that all echoes 

are formed along y  regardless of the tip angle.
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Figure 2.11 The Carr-Purcell-Meiboom-Gill sequence

2.5 Three-dimensional, multi-slice and rapid imaging techniques

The main constraints of imaging times are the long relaxation times, the desired 

signal-to-noise ratio, contrast-to-noise ratio and spatial resolution. Long TR values are 

necessary to acquire images with optimal contrast using the pulse sequences 

described above. This is because a long TR is necessary acquire enough signal to 

generate good contrast. Multi-echo, multi-slice techniques use the time delays during 

TR, when the NMR machine is not active, to collect data from many slices. Different 

slices are excited in turn using a frequency selective pulse.

The extension of 2D I T  to three-dimensional imaging involves replacing the slice 

selective pulse by a non-selective pulse to excite a three-dimensional region. Phase- 

encoding gradients are applied in the y- and z-directions which usually means that a 

large number of scans need to be collected and Fourier-transformed, increasing the 

time for collection and processing. Rapid imaging techniques and increasing 

computer power are able to overcome some of these problems.

One of the two main approaches to rapid imaging techniques involves the reduction 

of the times TR and TE. Transverse magnetisation can be generated using a tipping 

pulse of less than 90°. Such a pulse means that relaxation is quicker, and the TR of the 

pulse sequence is shorter. However, a 180° flip angle will not generate an echo if the 

original tipping pulse is less than 90°. Instead, a negative gradient is applied to 

dephase the spins, immediately followed by a positive gradient that rephases them
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causing an echo. This rapid imaging technique is known as a gradient echo sequence. 

Several different acronyms exist for gradient echo sequences based on the method 

described above. These methods may vary slightly to produce a range of different 

contrasts. This rapid imaging technique makes it possible to acquire a full three- 

dimensional data set in a reasonable amount of time. The main difference between 

gradient echo and spin echo is that the gradient echo does not refocus the dephasing 

effects caused by field inhomogeneities, generating a signal that is weighted 

according to T2* rather than T2. This T2*-dependence is proving to be of particular 

value in functional neuroimaging.

The second approach to rapid imaging involves a single excitation of the nuclear 

spins followed by the rapid switching of gradient echoes, each of which is given a 

different degree of phase-encoding and can be used to form an image. This technique 

is known as echo-planar imaging and provides a ‘snapshot’ imaging facility, i.e. A 

complete image can be obtained following a single excitation pulse, in as short a time 

as 40ms. Such short scanning times freeze the effects of body motion and allow for 

the investigation of time dependent processes in the body as with functional brain 

activations.

2.6 Magnetic resonance spectroscopy

An isolated atom is subject only to an externally imposed magnetic field. However if 

the atom is surrounded by other nuclei, as it is in a molecule, the electrons in the 

chemical bonds between the nuclei affect the magnetic field resulting in a difference 

in the resonant frequency. This difference is known as the chemical shift 8 and is 

given by

S (ppm) = Vfef ~ Vsanlple x  106. (2.21)

where v ref is a fixed reference frequency and vsample is the Larmor frequency o f the

atom of interest. The quantity 6 is unitless and expressed in parts-per-million (p p m ). 

Previously, much of the MRS research was concerned with the study of energy 

metabolism using 31P MRS (phosphorous spectroscopy). The phosphorous
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metabolites that can typically be seen in in vivo spectra include phosphocreatine (PCr) 

and adenosine-triphosphate (ATP) both of which have an important role in energy 

metabolism. More recently, interest in ‘H MRS (proton spectroscopy) has rapidly 

increased. 'H is a good nucleus for monitoring metabolism as it is found in all 

biochemicals and has the strongest M R response. ‘H MRS is particularly attractive for 

studies of brain metabolism. There are however some technical problems, the biggest 

being the large signal from water in tissue. With two 'H  nuclei in every water 

molecule and approximately 65% of tissue being water, the signal of the metabolites 

of interest would be insignificant compared to the water signal. Special methods are 

therefore required to suppress the water signal to a level that is comparable to that of 

the metabolites. One method is to use a 180° pulse to invert the water magnetisation 

so that it is large but negative. Relaxation processes begin to take the magnetisation 

back to equilibrium. At the point when the water magnetisation is approximately zero, 

a 90° pulse can produce a relatively strong signal from the metabolites and very little 

from the water. If a spin echo pulse sequence is carried out in association with a 

particular volume selection method, the sequence can be organised so that the echo is 

formed at a time when the water signal will be a minimum.

In order to obtain in vivo spectra from a particular location in the body or a specific 

tissue, the volume of interest must be spatially localised. This can be done using a 

surface coil which is a simple technique with good signal-to-noise ratio, but has some 

disadvantages including contamination from surface tissues and decrease in signal 

from tissues at increasing depths. MRS can also be carried out together with M RI in a 

single study. The volume is defined on previously acquired positioning images and 

the quality of the magnetic field within the volume is optimised by passing the current 

through shim coils. These produce correctional fields of known geometry that 

compensate for the inherent inhomogeneity of the magnet.

2.6.1 Proton magnetic resonance spectroscopy of the brain

A large number of metabolites can be identified from the ‘H MRS of the brain 

[Gadian et al, 1995]. The most interesting signals come from N-acetylaspartate 

(NAA), creatine + phosphocreatine (Cr), choline-containing compounds and lactate.
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O f particular interest is NAA and its potential use as a ‘neuronal m arker’. There is 

increasing evidence that NAA is present in neurones and therefore a lower signal 

from NAA with respect to the other metabolites can be interpreted as neuronal loss or 

damage.

2.7 Magnetic resonance characteristics and artefacts

The M RI signal is dependent on the MR characteristics of the tissues under 

investigation (i.e. relaxation times and proton density). It is also dependent on the 

volume of the region contributing to the signal (i.e. the voxel resolution), the 

magnetic field strength, the design and performance of the scanner and 

radiofrequency coil, the acquisition time, the gradient strengths and the pulse 

sequence.

Important factors to consider when employing image processing methods for the 

classification and segmentation of neuroanatomy are the signal-to-noise ratio (SNR), 

contrast-to-noise ratio (CNR), and the form of image artefacts. There is also a desire 

for smaller voxel sizes and faster acquisition times that tend to reduce SNR and CNR. 

W here possible, it is essential to select the parameters to generate the optimal SNR 

and CNR and minimise image artefacts.

2.7.1 Noise and signal-to-noise ratio

Two types of image noise exist. They are statistical (or random) noise and systematic 

(or structured) noise. Statistical noise is caused by the random fluctuations measured 

during the signal sampling. These fluctuations occur even in uniform tissue samples. 

They are mostly due to the thermal motion of ions and eddy currents generated in the 

patient’s body. Spurious background signals are produced that add to or subtract from 

the true signals generated from the net magnetisation of protons in the tissues. These 

random signal fluctuations in pixel intensities are spread evenly throughout the whole 

image. The ratio of signal to statistical noise can be increased by increasing voxel 

volume, increasing the number of acquisitions per phase-encoding step or by 

decreasing the bandwidth of the receiver coil, so narrowing the range of frequencies
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over which noise can be detected. Statistical noise can be approximately described by 

a Gaussian distribution. This results in the distribution of signal intensities from each 

tissue type also having an approximately Gaussian form. In Chapter 5, methods to 

correct for this type of noise are explored.

Systematic noise is caused by non-random sources such as patient motion, 

(respiration, vascular, CSF pulsation), receiver coil or gradient coil motion, aliasing 

data truncation (Gibbs ringing artefact). W hen associated with acquisition devices this 

type of noise can be minimised with a well-adjusted machine. In section 2.7.3 these 

kinds of noise are discussed further in the context of image artefacts.

The total noise in an MR image is a combination of statistical and systematic noise. In 

a given region of interest (ROI), the total noise can be defined as

^ to ta l  statistcal +  <T systematic ,  ( 2 . 2 2 )

where c  is the standard deviation of signal intensity in the ROI. The Fourier 

Transform image reconstruction methods for 2D and 3D M R images propagate 

statistical noise uniformly across the reconstructed image. This means that the 

random signal fluctuations present when reconstructing the image plane or volume 

will be evenly spread over the reconstructed plane or volume. The statistical noise can 

therefore be measured by calculating the standard deviation within a ROI defined in 

the frequency-encoding direction (section 2.3.3) where there is no signal (e.g. in the 

air-filled region). The frequency-encoding direction is less likely to be affected by 

systematic noise.

Systematic noise is most likely to be propagated in the phase-encoding (section 2.3.4) 

direction (or directions for a 3D image). The standard deviation of an ROI in the 

phase-encoding direction will therefore give a measure of statistical noise and 

systematic noise combined (i.e. the total noise). The systematic noise can then be 

estimated by subtracting the statistical noise from the total noise.
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Both statistical and systematic noise can be decreased relative to the signal by signal 

averaging. The signal from a tissue increases in direct proportion to the number of 

acquisitions per phase-encoding step (Naqs). This is because the signals add coherently. 

The accumulation of statistical noise is however incoherent, so that its increase is 

proportional to the square root of Naqs,

O ’aatofcol “ ' C2 '2 3 )

Systematic noise has also been shown to increase with the square root of N . 

However, artefacts induced by motion are also dependent on the periodicity of the 

motion. In most situations, the easiest way to increase signal in proportion to noise is 

to increase Naqs. The overall SNR from a single tissue will therefore increase with the 

square root of Naqs,

S N R - ^  (2.24)

The factors affecting the signal and noise can be combined to generate an expression 

for the SNR. This expression takes into account, the signals from a single acquisition 

of a given pulse sequence, the voxel size, the noise, the number of acquisitions per 

phase-encoding step and the sampling time which is inversely proportional to the 

receiver bandwidth.

SNR oc —  j T m /TR J(TE -  Tc )V  (2.25)

where S( l )  is the signal intensity which has an implicit dependence on PD, T l and T2 

values, interpulse delay times and pulse tip angles, G0 is the total noise level per unit 

time. Tm is the total acquisition time for all repetitions and TR is the repetition time 

so that -\J(Tlot / TR) is proportional to ^ N aqs . The sampling time is often set by

manufacturers to be equal to ^(j'E -  Tc) where TE is the echo time and Tc is a fixed 

constant. Finally, V is the voxel volume.
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2,1.2 Contrast and contrast-to-noise ratio

The contrast in MR images is primarily due to the inherent tissue contrast determined 

by the proton density, T l and T2 values associated with the different tissues in the 

image. As described in section 2.2.3, T l contrast is dependent on how much the 

magnetisation vector Mz has returned to its original position along the z-axis since the 

previous 90° pulse and before the next 90°. It is therefore dependent on TR. If two 

tissues differ only in their T l values, a shorter T l or longer TR provides the greater 

amount of Mz and so the greater amount of MR signal. The TR can be chosen to 

provide the maximum T l contrast between the two tissues. T2 contrast is dependent 

on how much the magentisation vector Mxy has decayed when an echo is formed. It is 

therefore dependent on TE. If two tissues differ only in T2, the longer T2 or shorter 

TE gives the larger MR signal and the TE can be selected to maximise the T2 

contrast.

The inherent tissue contrast between two tissues A and B can be defined in the 

following way,

C PD= i r A (2.26)P D a - P D b

P D a + P D b

Tl1 A - T 1 b

T1a + t i b ’

T2a - T 2 b

T 2 a + T 2 b '

c t i = A (2.27)

CT2 = — *------- S-. (2.28)
T 2a + T 2 b

These inherent tissue properties are independent of the acquisition method for a 

particular M R scanner. However, most tissue T l values do increase with an increase 

in magnetic field strength.

The contrast that is actually observed in the image can be defined in an analogous 

way to the inherent tissue contrast,
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( 2 -2 9 )

where SA and SBare the signal strengths of the two selected tissues. A better definition 

is however to select a reference signal Sref that remains constant and is independent of 

the selected tissues,

S n  — S *
c  = l— ------------------------------------------------ (2.30)image ~  v J

ref

The image contrast and hence CNR can be dramatically affected by changing the 

extrinsic imaging parameters. These parameters include the choice of pulse sequence, 

the times between pulses (i.e. the TR and TE as mentioned previously), the pixel or 

voxel size and the number of acquisitions between each phase-encoding step.

If  the noise as defined in equation 2.22 is also normalised by a reference signal Sref,

Noise =  o ^ / S ' j  , (2.31)

then the CNR can be defined independently of the reference signal as

CNR = lS A SbL (2.32)
/̂otal

Like the SNR, the overall CNR from a single tissue also increases with the square 

root o f N  ,aqs’

CNR oc . (2.33)

The factors affecting the signal and noise can be combined to generate an expression 

for the CNR that is similar to that defined for the SNR in equation 2.25.

C N R IS a 0 ) - Sb(1)I /T R y (T E - Tc).V (2.34)
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where SA(1) and SB(1) are the signals from a single acquisition per phase-encoding 

step of a specific pulse sequence. The other parameters are as defined for equation 

2.25.

2.7.3 Spatial resolution

In *H spectroscopy of the brain, studies are carried out with a spatial resolution of 

about l-2cm . Volume elements smaller than this give rise to signals that are not large 

enough to be detected. In conventional MRI, the signal is dependent on the 

concentration of water protons and as the concentration of water in tissues is much 

greater, signals can be detected from a much smaller volume. A voxel size in 

conventional MRI can be as small as 1mm3 and smaller for magnetic field strengths of 

3 Tesla and above.

The finite size of image pixels causes partial volume effects. This occurs when the 

signals from more than one tissue type become mixed over a finite volume. The result 

is that the representative pixel intensity is not directly related to one tissue or another 

but a mixture of the two. This effect occurs at the boundaries between different 

tissues or where fine structures are smaller than the size of a pixel. This effect is 

addressed in detail in Chapter 6.

For the analysis of MR images of the brain, a high resolution is necessary so that fine 

details are not blurred and partial volume effects are minimised. However, the high 

resolution does have a cost. For a uniform tissue the number of protons is linearly 

proportional to the voxel volume. The signal per voxel is also linearly proportional to 

the voxel volume. The noise is independent of the voxel volume as it originates from 

the patient and is detected evenly over the receiver coil. Therefore if there were 

uniform  tissues in each voxel both the SNR and CNR would be linearly proportional 

to the voxel volume. This fact highlights the importance of optimising the other 

parameters that control SNR and CNR, when the voxel resolution is high.
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2.7.4 Image artefacts

A major source of artefacts and the most frequently observed can arise from motion. 

Artefacts caused by respiratory motion have hampered the use of MRI for abdominal 

studies. Motion can lead to the misplacement of signals in the phase encoding 

direction resulting in blurring and ghosting. The effect is increased if the moving 

tissue has a high intensity in the imaging sequence. Approaches for eliminating these 

artefacts include physiological gating, and post-processing corrections. Flowing blood 

can also create an artefact. It usually has a high contrast with respect to surrounding 

tissues. This artefact can however be used to an advantage in demarking vessels and 

assessing blood flow.

Other factors that can give rise to artefacts are metallic items in the body, which can 

produce distortions in the local field leading to local distortions and reduction in 

signal intensity. Distortions in the gradient fields cause spatial distortions in the 

image. This artefact is particularly pronounced close to gradient coils.

Another common artefact is variations in signal intensity throughout an object which 

are caused by non-uniformities in the Bx field. Other causes of signal non-uniformity 

are radiofrequency (RF) transmitter and receiver inhomogeneities, RF penetration 

depth effects, RF standing waves, static field inhomogeneity and non-uniformity in 

the size and shape of the image planes. Certain coils produce more non-uniformities 

than others, for example, the sensitivity of surface coils falls off rapidly across the 

field of view. In Chapter 5, corrections for image non-uniformity are explored.

2.8 Magnetic resonance imaging of the head

M R  images of the head contain signals that are representative of some or all of the 

following components: brain matter, which is made up of grey matter (GM), white 

m atter (WM), cerebrospinal fluid (CSF), which surrounds the brain, extrameningeal 

tissues within skull, skin and fat. The overall signal in an M R image is proportional to 

the proton density. Therefore, bone, which has a low proton density, shows a low
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signal on all sequences, but marrow, with a high fat content shows a high signal on 

most sequences.

Tissue Tl (ms) T2 (ms) PD(ms)

White matter 510 67 0.61

Grey matter 760 77 0.69

CSF 2650 280 1.00

Table 2.1 Brain tissue parameters (in ms) measured at 1.5T. (Adapted from [Stark and 
Bradley, 1999]).

The contrasting intensities of the different tissues in MR images are dependent on the 

relaxation times associated with the tissues and the parameters controlling the image 

acquisition. The T l, T2 and PD values of CSF, grey and white matter are given in 

table 2.1 for a 1.5 T magnetic field. The table shows that CSF has a long T l 

compared to grey and white matter, which have a moderately long and shorter T l 

respectively. CSF has a long T l because it is fluid and the changes in the spin states 

are excited by the coupling and exchanging of energy with the lattice. Grey and white 

matter are successively more dense tissues. On an inversion recovery sequence, CSF 

appears black, grey matter appears quite dark and white matter with a short T l ,  has a 

high signal. CSF also has a long T2 and on a T2 weighted image, CSF has a high 

signal and appears white but can be made to appear dark by using a short TE. The T2 

and proton density values for grey and white matter are similar so that the best 

discrimination between grey and white matter occurs in T l-w eighted images.

The changes in proton density that may be caused by disease are not as well 

pronounced as changes in T l and T2. Most pathological lesions have a long T l and 

appear dark on an inversion recovery sequence. Regions of very high contrast can be 

caused by flow effects, which occur in blood vessels or nerves.

Different acquisition sequences should be designed to highlight the specific 

anatomical structures of interest. In general, for the segmentation of normal brain 

anatomy, high resolution, Tl-w eighted images are required that have optimal contrast 

between grey and white matter.
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2.9 Functional neuroimaging

This thesis deals with the analysis of structural M R images of the brain. However, 

functional MRI (fMRI) is referred to in this work and is therefore introduced here. In 

general, functional neuroimaging refers to the visualisation of local physiological 

changes in the brain that are associated with the activation of specific brain regions. 

This field of research is sometimes called brain mapping and includes the imaging 

techniques of Positron Emission Tomography (PET) and fMRI. FM RI depends on 

several mechanisms whereby changes in blood flow, volume and oxygenation 

influence MR signal intensities. Most commonly, fMRI uses T2*-weighted signal 

intensity changes that can be attributed to changes in local venous blood oxygenation. 

W ith the advent of brain mapping, structural MRI has taken a new role. It is common 

to map the results of brain mapping experiments onto the high resolution and 

anatomically detailed MR. This provides anatomical information about the location of 

brain activations. This combination of information is the first step in using M RI to 

explore structure-function relationships in the brain.

2.10 Summary

There are some important points that should be considered when embarking on a 

study to analyse MR images using image processing. These points involve both the 

acquisition process and the design of the analysis methods. These are outlined below.

• When MR images are being acquired for quantitative analysis, the acquisition 

parameters and hence the contrast must be optimised so that the structures of 

interest can be clearly discriminated by the human eye. Consequently this will 

improve the performance of automated image processing methods.

• When designing image processing methods it is important to incorporate 

knowledge about MR image characteristics in general and the specific MR 

attributes of the structures being studied. Examples of this knowledge are the 

form of image artefacts and the relative intensities of different tissues. Methods
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that take into account image noise and non-uniformity are described in Chapter 

5 and methods that model the partial volume effect are described in Chapter 6.

• Image processing methods should not be too specific that they only work for 

images acquired using strict protocols. This is crucial for the design of methods 

that will be used to process a large number of subjects. It is possible that if the 

subjects’ images are acquired over a long period of time, the performance of the 

scanner may change resulting in slightly different intensity characteristics. It 

may also be necessary to process images that have been acquired on different 

scanners.
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Chapter 3

The use of global and local information in segmentation and 
classification

Image segmentation and classification are two of the most important steps leading to 

the analysis of medical image data. Segmentation involves the decomposition of an 

image into its constituent parts or objects. Classification assigns pixels or regions in 

an image to one or more prescribed classes based on the extraction of significant 

features. In general the human visual system can perform both of these tasks with 

considerable ease. Low-level segmentation methods such as edge detection, the 

recognition of continuous regions and the association of patches of similar intensity 

values with objects or structures are available in the early human visual system. 

Computerised segmentation and classification methods attempt to mimic the human 

visual system by processing images that are completely abstract to the computer and 

generating useful and meaningful information about the image content.

Information in an image that is used in segmentation and classification is based on 

image intensity values and/or functions of the intensity values. This information may 

be global or local. Local information describes the relationship between pixel 

intensities within a small neighbourhood. If the pixel intensity values were retained 

but pixel locations were randomly scrambled, the resulting local information would 

be different. Local information is therefore dependent on the spatial distribution of 

pixels. Local information can be obtained by operations such as local differences or 

differentiation of the whole image. Global information is independent of the spatial 

location of pixel intensities. Classification is usually accomplished by the extraction 

of image features on a global level. For example, pixel intensities may be compared 

with a specified threshold or mean intensity in order to label them. If the pixels were 

scrambled the resulting global information would not be different.

M edical image analysis in general involves the recognition, labelling and quantitative 

measurement of specific objects and structures and possibly the extraction of other 

parameters that objectively describe them. However, global and local image
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information may or may not describe objects or structures that have a strong 

correlation with real world objects. In general, the use of only local information or 

only global information will not provide meaningful results. It is therefore important 

that all the information that can be acquired from the image is used for the analysis 

and that the information is combined in the correct way. This may include knowledge 

of both the subject and the nature of the image data as well as intrinsic local and 

global information.

Since the beginning of the 1970s low-level segmentation methods have been 

implemented as computer algorithms to extract global and local information for use in 

the automated analysis of digital images. Some of these techniques were soon applied 

to early medical image data such as x-rays and angiograms. More recently, with the 

development of magnetic resonance imaging (MRI), the use of segmentation and 

classification techniques has massively increased. The excellent contrast and 

resolution of MR images have provided the perfect medium to not only exploit the 

use of image processing techniques but to also quantify their success. M R images of 

the brain have especially attracted much attention. A prominent example is the 

classification of specific tissue classes such as grey and white matter that are clearly 

visible in Tl-w eighted MR images. This application is addressed in detail in the 

following chapters.

Reviews of segmentation and classification techniques in general can be found in 

[Haralick and Shapiro, 1985, Fukunaga, 1990, Shalkoff 1992, Bezdek et al, 1993, Pal 

and Pal, 1993]. This chapter provides a description of segmentation and classification 

methods that are applied in the analysis of MR images of the brain.

Section 3.1 reviews low-level image segmentation techniques including edge 

detection, thresholding and region-based methods. Section 3.2 summarises the vast 

area of statistical image processing methods such as classification and the use of 

fuzzy set theory. Section 3.3 introduces spatial context into the segmentation process 

using random field models. Finally, section 3.4 presents the role of active contour 

models in image segmentation. Chapter 4 presents a review of the literature that 

applies these techniques to the segmentation o f MR images of the brain.
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Segmentation algorithms tend to be based on two properties of grey level images that 

can be described as local and global information. Local information is based on 

discontinuities in the image (i.e. abrupt changes in the grey levels) and leads to the 

detection of isolated points, edges and lines. Global information encompasses the 

similarity of pixel intensities. These approaches are based on thresholding and 

clustering. Some methods combine local and global information so that for example 

local information is used to influence global thresholds or vice versa (for example 

region growing).

3.1 Image segmentation

Edges can be used to characterise object boundaries. Edge points are based on local 

image features and can be thought of as pixel locations where there is an abrupt 

change in grey-level. Some of the earliest image analysis algorithms were based on 

the detection of edges and boundaries [Fram and Deutsch, 1975, Rosenfeld and 

Thurston, 1971]. Algorithms that detect edges compare the differences in the 

intensities of neighbouring pixels.

3.1.1 Edge detection 

Gradient operators

Edge

Figure 3.1 Measurement of the gradient dy/dx at a point on an object boundary f(x,y).
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A common edge detection technique is to measure the gradient of the image at a 

specific point and in a specific direction (figure 3.1). For a continuous image function 

/ ( x , y ) ,  the gradient or first order derivative will be a maximum in a direction 

perpendicular to the edge. The direction of the edge with respect to the x and y  

directions is given by

(3.1)

Equation 3.1 describes the change in intensity values in the image in the x-direction 

with respect to the change in intensity in the y-direction. A high value for 0 (A f ) will 

describe a stronger edge in the x-direction; a low value of 0 (A f) describes a stronger 

edge in the y-direction. The strength of the edge is determined by the magnitude,

ma
V * 7

+ (3.2)

For edge detection algorithms the images are not continuous but discrete, digital 

representations, and the magnitude of the gradient at a discrete location or pixel with 

co-ordinates (x ,y ) can be approximated by

mag (Of) « |/ ( x ,  y ) -  f ( x  + 1, y]  +  | / ( x ,  y ) -  / ( x ,  y + 1 ]. (3.3)

This approximation calculates the sum of the differences between neighbouring pixels 

in the x-direction and neighbouring pixels in the y-direction.

Laplace operators and zero crossings

Gradient operators work best when the grey-level transition is quite abrupt, for 

example in the case of a step function (figure 3.2a). If the edge creates a wider
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transition between two different regions and its direction is not so well defined (figure 

3.2b), a more useful second order derivative such as the Laplacian operator can be 

used,

- 2  r  "2 r

V 2f  = —  + —
d x1 dy2

(3.4)

a)

Figure 3.2 a) Step function representing an ideal edge, b) Realistic edge function 
representing the noisy transition between two regions with different intensities

The drawbacks of V2f  is that it produces positive and negative peaks around a step 

edge. The edge position is located at the zero crossing so it is more useful to use the 

the zero crossings of this operator (figure 3.3) to detect edge location.

40 60
Object profile
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First derivative of profile
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20 40 60
Second derivative of profile
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Figure 3.3 Top graph shows the profile of an object with its first derivative plotted below 
and its second derivative at the bottom.
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Basic edge detectors are very sensitive to image noise. Edge detection results can be 

thresholded so that only strong edges remain. However, this usually results in 

missing sections of the object boundary. Figures 3.4b and c show the results of two 

simple edge detectors after thresholding. These are known as the Sobel and Roberts 

edge operators. The kernels for these operators are simple variations of the kernels 

described in equations 3.3. Low pass filtering before edge detection, for example 

with a Gaussian function (section 5.3) smooth the data and reduce signal-to-noise 

ratio so that only stronger edges are detected. However, edge detectors that take 

account of noise in the image are more successful. One example is the Canny edge 

detector [Canny, 1986] that detects edges at the maxima of a gaussian-smoothed 

image and uses adaptive thresholding based on an estimation of the noise in the 

image. The improvement in the results using this edge detector can be seen in figure 

3.4d. This edge detector is optimal for step edges corrupted by noise that can be 

described well.

a) Transverse MR slice b) Sobel edge operator

c) Roberts edge operator d) Canny edge operator

Figure 3.4 Different edge detection methods, a) Original MR slice, b) Sobel edge operator, 
c) Roberts edge operator, d) Canny edge operator.

61



Chapter 3. The use o f global and local information in segmentation and classification

Edge detection  - summary

• Edge detection provides local information about location, direction and 

strength of edges.

• The result of finding edges in an image will generally only be a final 

segmentation result if the object of interest has a solid colour on a background of 

solid contrasting colour so that the edge detector can completely delineate the 

boundary of the object.

• In medical image processing, edge detection is most useful when combined with 

other image processing steps to produce a more complete segmentation.

• Information about image noise is important to tune the edge detection [Canny, 

1986].

3.1.2 Thresholding

Grey level thresholding selects pixels with intensity values that lie within a specified 

range. It is by far the oldest, simplest and quickest segmentation method. If an object 

or region is characterised by a given intensity interval, thresholding can be used to 

create a binary image representation of the object. However, in medical images, 

different regions may have overlapping and a wide range of intensity values. 

Consequently, as with simple edge detection, thresholding is most commonly used as 

one step of a more complicated segmentation process. If the original image is f ( x , y ) ,  

the thresholded binary image g(x ,y) can be defined by

g ( x , y ) = l  for / (x, y) > T  (3.5)
= 0 for f (x ,  y) < = T ,

where T is the specified threshold value, g( jc, y) = 1 for image locations or pixels 

which belong to an object and g(x,  y) = 0 which belong to the background (or vice 

versa).

The selection of T determines the success of the thresholding algorithm. It can be 

selected interactively or it may be a function of the original image, for example the 

average intensity value over a specific region. T may be determined automatically
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from the grey level histogram. If the histogram is bi-modal (having two or more well 

defined peaks) and the pixels belonging to an object are represented by one of these 

peaks then the position of the valley between the peaks can be used as a threshold 

value (figure 3.5). More thresholds can be determined from a multi-modal histogram. 

Another method for automatic threshold selection was presented in [Otsu, 1979]. The 

threshold T  is selected using a discriminant function that maximises the separability 

of the resulting classes of intensity values. The discriminant measure is based on a 

function of the zeroth and first order cumulative moments of the grey level histogram. 

However the threshold T  is selected, it can be defined for the whole image to 

determine a global threshold, or over localised neighbourhoods to perform adaptive or 

local thresholding.

Thresholding - summary

• T hresho ld ing  assigns pixels to an  object class by com paring  th e ir  intensity  

values w ith a global threshold .

• T hresholds can be specified o r determ ined autom atically  from  the im age 

h istogram .

• The global n a tu re  of thresho ld ing  m eans th a t when used alone, it only 

p roduces a final segm entation in lim ited cases.

Intensity histogram
6000

T hreshold 1

T hreshold  2

I
Z

Pixel intensity values

c)a) b)

F igure  3.5 a) Intensity histogram of pixel values in image slice displayed in b). b) 
Image slice before binary thresholding, c) Binary image slice after thresholding 
between intensity values Threshold 1 and Threshold 2 (as shown in a)).
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3.1.3 Region-based segmentation

Region-based segmentation techniques identify various regions in an image that have 

similar features. One class of region based techniques is region-growing. Region- 

growing combines local information about the similarity between neighbouring pixels 

with global values used as thresholds. In general, the image is considered as a set of 

regions, each with constant grey levels. Adjacent regions are sequentially merged 

together if  they satisfy some criterion. This process continues until the remaining 

regions are sufficiently different that they can no longer be merged together. Various 

heuristic approaches are used to generate the merge criterion. For example, merge two 

regions if their average intensity values differ by no more than a specified threshold, 

or merge regions only if there are no strong edge or boundary points between them. 

Region-growing can be performed on a pixel level so that neighbouring pixels which 

satisfy the growing criterion are combined to form an object. The neighbouring pixels 

can either be four or eight-connected in two dimensions and six or twenty-six 

connected in three dimensions. The starting pixel for region growing is often referred 

to as a seed point (figure 3.6). If the image is binary, region growing is often referred 

to as a connected component analysis. In this case, pixels with a value of one (or zero) 

are added to the seeded object only if at least one connected neighbour has the same 

value. An example of using connected component analysis is demonstrated in chapter 

4, figure 4.1.

An alternative to region growing is region splitting. In the case of the split and merge 

algorithm [Horowitz and Pavlidis, 1976] the initial segment is the entire image, then 

each current segment is successively split into quarters if the segment does not satisfy 

a homogeneity criterion. Adjacent quarters from adjacent segments may need to be 

joined occasionally in the process.

Region-based methods are less sensitive to noise than edge-based approaches and 

depend on the homogeneity of objects for segmentation. Edge-detection, thresholding 

and/or a combination of the two methods can be used to determine the region growing 

or splitting criterion. The main disadvantage o f region-based techniques is the
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computational cost resulting from multiple scans through the image to determine 

optimal regions.

Figure 3.6 Results of region growing algorithm in which pixels that are 8-connected and 
have an intensity within a specified range are grown from a selected seed point, X.

Region growing - summary

• Region grow ing allows the segm entation of an object selected by a seed point.

• Local an d  global inform ation a re  com bined to generate m erge o r splitting  

criterion .

• The m ain disadvantage is the com putational com plexity due to  the req u ired  

m ultip le scans of the im age.

3 .1 .4  M o rp h o lo g ic a l o p e ra tio n s

Morphological operations are local operators that can be used to extract image 

components with a specific topology such as boundaries and skeletons. This is 

achieved by applying a structuring element to feature pixels to produce a more 

revealing shape. A full discussion of morphological operations including grey level 

morphology can be found in [Serra, 1982]. The discussion here will be restricted to 

the binary morphological operators that are most commonly used with binary image 

representations in segmentation. These operations are erosion, dilation, opening and 

closing.
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Object Structure element Erode

0 0 0 0 
0 •  •  •

• ^origin 0
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Figure 3.7 Morphological operators. Above erosion and below dilation. (Adapted from 
Jain, 1989)

In order to describe mathematically the morphological operators, the object in the 

image and the structuring element are treated as sets in Euclidean space. Let the 

object set be represented by X with each point in X given by x and the structuring 

element by B with each point in B given by b. An erosion involves the combination 

of the sets B and X by vector subtraction (-). The result of this operation is defined by 

all points x such that all possible x + b are included in X.

Erosion: X (-) B = {x + b e  X for every b e  B }

From figure 3.7 it can be seen that the effect of an erosion is to peel away pixels that 

are ‘h it’ by a binary structuring element.

A dilation operation involves the combination of sets B and X by vector addition (+).

The result of this operation is defined by the points d, which are the addition o f all

points x in X and b in B.

Dilation: X (+) B = {d = x + b for every x e  X and b e  B}

The effect of a dilation operation is to expand an object by adding pixels where the 

structuring element makes a hit (figure 3.7). A sequence of erosion followed by 

dilation is called opening. This operation tends to remove small objects and opens 

small gaps between larger components. The opposite operation is closing which is
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dilation followed by erosion. This closes small holes in objects and fills gaps between 

connected components. The use of morphological operators is demonstrated in 

chapter 4, figure 4.1.

M orphological operators - summary

• Morphological operators are local operators that can be used to extract image 

components with specific topological structures.

• In segmentation, morphological operators are useful for manipulating the 

binary results of previous processing steps.

3.2 Classification techniques

In many areas of image processing, classification refers to the identification of objects 

in an image using template or pattern matching. In this section, classification 

specifically refers to the labelling of pixels in an image that may result in the 

segmentation of objects or regions. Pixels are classified or assigned to predetermined 

classes based on some fundamental numerical description associated with each pixel. 

The description is usually referred to as a feature and a set of features associated with 

a pixel is a feature vector. The most common feature is the grey level intensity value. 

If pixels are classified according to their intensity values, the classification is based 

only on global information and is independent of the spatial distribution of pixel 

values. In addition to image intensity, pixel features can include, for example a value 

describing texture or edge information associated with the pixel. In these cases, the 

classification is spatially dependent.

Sometimes, more than one image, each with different characteristics, describes the 

same scene. Combined together, these images form a multi-channel or m ulti

dimensional data set. In medical imaging, such data sets may include images from 

different modalities such as PET and CT or from the same modality such as m ulti

echo MRI acquisition. Multi-channel data sets increase the dimension of the feature 

vector associated with each pixel (for example, there are n intensity values for each 

pixel in an ^-dimensional data set). The image features can then be displayed in an n-
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dimensional feature space. Pixels with similar feature vectors form clusters in the 

feature space that can be separated by lines or curves known as discrimination curves 

(surfaces for n=3, hypersurfaces for n>3) (figure 3.8). If the partitioned regions do not 

overlap and pixel feature values are separated so that all pixels in a single region 

belong to a single class, the classes are separable and the classification is error free.

M ost real classification problems do not fulfil this requirement so that pixels can be 

misclassified. The classification of medical images assigns pixels to specific 

anatomical regions or tissue classes. The features associated with pixels are dependent 

on the characteristics of the imaging technique and are susceptible to noise in addition 

to other image artefacts. These factors contribute to the inseparability of the classes in 

feature space and confound the classification process.

Feature 2

*  *

Feature 1

Figure 3.8 Representation of two-dimensional feature space. Cl, C2 and C3 are clusters 
separated in feature space by discriminant lines or functions.

An example of multi-dimensional feature space is shown in figure 3.9 in which a T2* 

image is plotted against a T l image. Theses images were acquired on a Siemens T2 

Vision scanner at the Wellcome Department of Cognitive Neurology. The T l image 

is acquired using the M PRAGE sequence at a resolution of 1 by 1 by 1.5 mm. The 

sequence parameters were TR=9.7ms, TE=4ms, TI=600ms, NEX=1, flip angle=10 

degrees, matrix size=256x256, number of slices=108. The T2* image is acquired
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using an echo planar sequence in which the whole volume is collected in 

approximately 4 seconds. The resolution of these voxels is 3 by 3 by 3 mm. The 

sequence parameters were TR=4s, TE=40ms, matrix size=64x64x48. This imaging 

sequence is generally used to rapidly acquire multiple volumes over time, generating 

a functional imaging data set or time series to yield information about brain activity 

rather than anatomy (section 2.5). The T2* image has a different contrast to the T l 

image and can therefore be used to demonstrate two dimensional feature space. The 

T l and T2* images first had to be coregistered so that the space of one image 

matched the space of the other. This was done using the coregistration option in 

SPM96 [SPM96, 1996, Friston et al, 1995]. The coregistration results in the T l image 

being resampled at the same resolution as the T2* image, hence its ‘blocky’ look in 

figure 3.9a. In the feature space of these two images (figure 3.9c), two main clusters 

can be seen. One cluster represents brain tissues (in the centre of feature space) and 

the other represents skull and bone (bottom left hand comer)). The decision 

boundaries A to E have been drawn manually. There is overlap between the clusters 

representing CSF (bordered by A, B and D), grey matter (bordered by A, B, C and D) 

and white matter (bordered by A, C and D). The overlap occurs because the contrast 

between CSF, grey and white matter in the T2* image is not really optimal for 

segmentation purposes. In this non-ideal case the drawing of decision boundaries to 

classify different tissues in the images, is highly subjective.

Classification using fuzzy set theory [Zadeh, 1965, Bezek, 1981] does not require that 

classes are completely separable. In fact, pixels can be assigned to more than one 

class simultaneously with a varying degree of (or fuzzy) membership. In the non- 

fuzzy or crisp case, a classifier has n inputs relating to the n features of each pixel and 

a single output that represents the class.

The discriminant function or decision rule assigns a class label to each pixel. An 

image that has been segmented using classification has all pixels labelled with one of 

a set of predetermined of classes. Classification can be supervised or unsupervised, 

depending on whether or not labelled or prototype images are used to train the 

classifier.

69



Chapter 3. The use o f global and local information in segmentation and classification

0 50 100 150 200
Tl image features

c)
Figure 3.9 Coregistered Tl and T2* images (masked for background noise) are used to 
generate a scatterplot showing the two-dimensional feature space of the two image 
modalities, a) Transverse Tl slice, b) Transverse T2* slice (corresponding with the slice in 
a)), c) Scatterplot shows the T2* image intensities 1^plotted against Tl image intensities IT1. 
The decision boundaries A-F mark the borders of corresponding tissue regions in the two 
images. A - separates brain tissues from bone (very low IT1 and 1^) and skull (low 1^, very 
high IT1). B - marks border of CSF and C separates CSF (high 1^, low to middle IT1) from 
brain matter (middle IT1 and 1.̂ ). D, E and F mark the borders of brain tissue, skull and bone 
respectively.
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3.2.1 Supervised classification

Supervised classification techniques require training data that is usually a set of 

labelled images, representative of the images to which the trained classifier will be 

applied. The sample images are used to find the optimal classifier, the quality of 

which depends on the quality and size of the training set. There are some important 

points for consideration when designing a classifier for medical image analysis. 

Firstly, it is important to consider what is the application of the classifier. Is it 

possible to gather enough typical images to produce a reliable training set? Many 

anatomical regions differ enormously between individuals therefore is it possible to 

get a training set for the particular anatomical region that does not vary too much 

between different cases? Also, are the image acquisition parameters repeatable, and 

how much does the image information change as the image acquisition parameters 

change? It is important that the information obtained from the training set is general 

enough to be appropriate for the whole of the feature space. Classification methods 

may be categorised as parametric or non-parametric depending on whether or not the 

classes can be represented by a known probability density function (pdf) and 

characterised by a small set of parameters.

Parametric approaches and Bayes rule

The parametric approach to classification uses known pdfs and a priori probability to 

define the discriminant function or decision rule. The image feature vector x, 

associated with each pixel, and the distribution of the different classes are assumed to 

have an underlying joint probability density that can be described using a specific 

distribution function. This function is known as the class conditional probability, 

p (x  I fflf) where Wi is the class in question. The probability that a feature vector x

belongs to a class tD{ is known as the a posteriori probability p(CDi Ix ) ,  and is 

described by Bayes rule,

p(W i I x) = >] for cjass i _  12 , . . c. (3.6)
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It is assumed that for a class ®jf the a priori class probability pi®, )  is known or can 

be estimated. The quantity p( \ )  is known as the mixture density, which is the 

probability of the occurrence of the feature vector x without respect to the class to 

which it belongs. The mixture density describes the distribution over the whole image 

as a sum of the distributions for each class.

A common probability distribution to assume for the conditional probability density, 

p(x\GJi) is the normal or Gaussian distribution. This function is often a good 

approximation to distributions that occur in the physical world and is widely used to 

represent the distribution of intensity values associated with particular tissue 

characteristics in medical images. For a multi-channel data set with mean feature 

vector m ( and covariance matrix for the ith class, the conditional probability

density can be given by,

p (x  IOT,) = z  1 exp [ - ^ ( x - m , )T (3-8) 

For single-channel data with mean fii and variance o]  for the ith class,

Estimations for the mean feature vector and covariance matrix (or scalar mean and 

variance for single channel data) must be determined from the training data in order to 

design the optimal classifier. The quality of the classification is therefore dependent 

on the initial estimation of these parameters.

The classification strategy can be approached by considering the error or cost in 

misclassifying x. Therefore to minimise the probability of misclassifying x, the

(3.7)

(3.9)
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optimal decision is that the probability that a pixel with feature vector x belongs to a 

specific class CDc is greater than all of the other possible a posteriori probabilities. 

This known as the maximum a posteriori (MAP) estimate described by,

p(GJc I x) = max p(GJi I x ) . (3.10)

A discriminant function for the z'th class can therefore be defined as

g i (x) = p(GJi Ix). (3.11)

If the a priori class probabilities are equal then from equation 3.6, the classification 

problem is to maximise p (x  I ffl(. ) . The term p (x  I fflf) may also be known as the 

likelihood function of fflf and this method is therefore sometimes referred to as the 

maximum likelihood method (MLM). Any monotonically increasing function of 

p(G7i I x) is also a valid discriminant function and the log function meets this

requirement so that another discriminant function can be defined as,

g f x )  =  log{/?(57. I x )}  (3.12)

Using the above discriminant function and the pdf from equation 3.11, it can be seen 

that the classification is completely dependent on the class means and variances.

r  (x — Li- )2

* '( x ) “ - p <  J- (3 -13)

The distance function in equation 3.13 is known as the M ahalanobis distance 

function.

Param eter Estimation

Assuming that the class conditional probabilities have the form of equation 3.8 or 3.9, 

supervised classification requires the estimation of the parameters m f and (or p i
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and o f )  (i.e. the class means and variances). It must also be assumed that the number 

of classes c is known in advance. Two approaches to parameter estimation are the 

maximum likelihood (ML) estimation and Bayesian estimation [Shalkoff, 1992]. The 

M L estimation assumes that the parameters are fixed but unknown and are chosen to 

be the set of parameters that maximise the probability of obtaining the given training 

set. The alternative is Bayesian estimation that models the parameters as random 

variables with an assumed known a priori distribution. In this case the training set 

acts as the observations, which allow the conversion of the a priori information into 

an a posteriori density using Bayes rule. The conditional probability density function 

of the unknown parameters is updated using the training set values.

Non-parametric approaches

Non-parametric classification approaches do not make assumptions about pdfs in the 

data and the classification is based on a direct minimisation of losses. The 

discriminant function that may be linear, piece-wise or non-linear can be generalised 

as

g(x) = f (  w,x), (3.14)

where x represents the image to be classified and w represents the class weighting 

vector which is determined using the a priori information from the training data. The 

m ost common example of a linear discriminant function is the minimum distance 

classifier [Bow, 1992, Shalkoff, 1992, Fukunaga, 1990]. This assigns each member 

of x to a class tDi if a distance function, D(x,z.) is a minimum over all other classes. 

The common distance function is the metric Euclidean distance between the unknown 

image x and the class average z. of the training data. Another example is the ^-nearest 

neighbours method [Shalkoff, 1992] where each pixel is classified as a member of the 

class to which its nearest neighbour belongs. Thresholding (section 3.2) is a very 

simple example of a non-parametric discriminant function.
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Supervised classification - summary

• Supervised classification requires training data that is general enough to be 

useful for a realistic sized data set.

• Parametric approaches model the image feature vector using a specific pdf. 

The classification can then be performed in the Bayesian framework using either 

the MAP method or the MLM method if the a priori class probabilities are equal. 

These approaches work best when the feature vector is described well by the pdf.

• Non-parametric approaches classify pixels directly according to the image 

features. These approaches are best used when the image feature vector can not 

be well described by a pdf.

3.2.2 Unsupervised Classification or Clustering

Unsupervised classification, usually referred to as clustering, does not require a priori 

information or training sets to assign pixels to classes. In medical image analysis, 

training sets of a suitable quantity, quality or that address the specific problem in 

question may not be accessible. Instead of using a priori information, pixels are 

classified into clusters by natural association or mutual similarity of pixel features. A 

cluster can be defined as a set of points in feature space for which the local density is 

a relative maximum compared to the density of feature points in the surrounding 

region [Jain, 1989] (figure 3.10).

Cluster 1|

Cluster 2

feature 1

Figure 3.10 Scatter diagram showing clusters in feature space.

Pixels are assigned to a cluster based on the similarity of their features and dissimilar 

pixels are assigned to other clusters. The similarity measures used to partition pixels

75



Chapter 3. The use o f global and local information in segmentation and classification

into clusters are based on the features associated with each pixel and usually generate 

a numerical value that indicates the degree of natural association between pixels in a 

cluster. The most simple and frequently used measure is the Euclidean distance

d 2(xi,x j ) = (xi - x . ) r (x,. — x.)  = |x. —x . |2, (3.15)

where x f and x . are two pixel feature vectors. This measure can be applied in single

or multi-dimensional feature space. In multi-dimensional feature space it is important 

to normalise over the different dimensions of features. This can be achieved by 

dividing equation 3.15 by the standard deviations of the different features. An 

alternative is to use the Mahalanobis distance function given in equation 3.13. In 

general, there are two types of clustering algorithms, hierarchical and non- 

hierarchical. Hierarchical methods either partition all pixels into the two most 

dissimilar sub-clusters, then successively partition each sub-cluster into two or more 

dissimilar subsets or the pixels are pre-grouped to form small sub-clusters which are 

gradually merged. In either case, this process continues until some convergence 

criterion is satisfied such as the dissimilarity or similarity of the resulting sub

clusters. Non-hierarchical methods sequentially assign each pixel to one of a pre

specified number of clusters. Pixels are assigned to the cluster for which the similarity 

measure is higher than all other clusters. These methods usually require that a 

reasonable estimate can be made for the number of distinct feature classes in the 

images.

Clustering with a known number of classes

The analysis of medical images often involves being able to distinguish between 

specific tissue types in the region of anatomy in question. A priori  knowledge about 

the region would more often than not include the expected number of different tissue 

types in the image. In such cases, the problem is to assign each pixel in the image to 

the tissue class for which the pixel features are most similar. At the same time, the 

feature associated with the centre of each cluster (describing the characteristics of the 

tissue class) must be calculated. An iterative algorithm based on the minimisation of
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the sum of squared distances from all points in a cluster to the cluster centre or 

average is known as the K-means clustering algorithm. The set o f pixels x are 

assigned to clusters z such that,

min ^ ( x - z , . ) 2 , (3.16)
xeSj(k)

1 where S (k) is the cluster domain for cluster centre z. at the kth iteration. The number 

o f clusters (representing the expected tissue classes) K is known and the K cluster 

centres arbitrarily initialised. At each iteration, pixels are assigned to the cluster for 

which the distance from the cluster centre is a minimum and the cluster centres are 

updated by finding the average of all pixel values in each cluster. Iterations continue 

until some convergence criterion is satisfied. This may be based on the difference 

between cluster centres calculated in successive iterations, or a maximum number of 

iterations. The algorithm is described below.

1. Initialise K cluster centres.

2. Begin iterations.

i. Calculate distance between pixel value and cluster centres.

ii. Assign pixel to cluster for which distance is a minimum.

iii. Re-calculate cluster centres.

3. Stop iterations when appropriate stopping criterion is satisfied.

The number of iterations required for convergence depends on the number of clusters 

and how well the initial cluster centres are chosen. The performance is also influenced 

by the order in which pixels are processed and the geometrical properties o f the 

analysed data. Pseudocode for this algorithm is given in Appendix A.

A variation of the K-means clustering algorithm is ISODATA (Iterative Self- 

Organising Data Analysis Techniques) [Ball and Hall, 1966]. The algorithm begins 

with a known number of clusters K and initial (possibly arbitrary) estimates for the 

cluster centres. Cluster criteria such as minimum number of samples in a cluster, 

m aximum standard deviation in each cluster, the maximum distance between clusters
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and the number of iterations allowed are also be specified. Pixels are assigned to their 

nearest cluster centres and the cluster centres re-computed. If, for any of the clusters, 

the criteria are not satisfied, clusters are discarded, split into two or pair-wise 

combined. This continues iteratively until the number of allowed iterations is reached.

Clustering with an unknown number o f  classes

W hen a reasonable estimate for the number of clusters is not known a priori, 

hierarchical clustering as mentioned above can be applied to the images. Another 

approach is known as adaptive sample set construction [Bow, 1992]. An initial cluster 

is chosen arbitrarily. Pixels are assigned to this cluster if their distance from the 

cluster centre is less than a specified threshold. If not, a new cluster is formed. W hen 

a new pixel is assigned to a cluster, the mean and variance for that cluster are 

adjusted. This continues until all pixels have been classified and any reassignment of 

the pixels stops changing. This is a simple and efficient algorithm but assumes that 

clusters are dense and widely separated from each other. The results are dependent on 

the order in which pixels are processed and on the chosen threshold value.

Clustering - summary

• Unsupervised classification or clustering is a simple classification approach 

that suits situations where an appropriate training set is not available.

• The classification is based on the mutual similarity of image features described 

by a distance function. However, the resulting classification may not necessarily 

correspond to meaningful objects and structures.

• When the number of classes for classification is known, a non-hierachical 

approach can be used that directly classifies pixels into a specified number of 

classes.

• When the number of classes is not known, a hierachical approach can be taken 

in which the initial clusters are successively split to minimise the variance with 

each cluster.
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3.2.3 Classification using fuzzy set theory

Fuzzy set theory is an extension of conventional set theory which was introduced by 

Zadeh to model uncertainty in everyday life [Zadeh, 1965]. The image classification 

methods described above are based on conventional set theory in that pixels are 

assigned to classes with a value of 1 or 0. This is also known as hard  or crisp 

classification. In contrast, fuzzy set theory is based on fuzzy membership functions 

that can assign pixels to classes with any value between 0 and 1 (figure 3.11). As with 

non-fuzzy classification, pixels are assigned to classes based on a distance function 

with respect to a property describing the class usually known as the class centre in 

feature space. Fuzzy membership functions measure the degree to which an object 

satisfies such a property that may not always be an accurate representation of the 

whole class. Uncertainty can also be modelled using probability. This is 

demonstrated above with the use of probability density functions for supervised 

classification (section 3.2.1). However, there is a significant difference between 

probability and fuzziness. A pixel may belong to a class with a probability of a  or a 

fuzzy membership of a  where a e [0,1]. The probability describes the pixel as a class 

member that contributes to the entire class with a degree of a. In this case, a  

describes the relative frequency of the occurrence of this pixel with respect to the 

whole class. In the fuzzy case, a  describes how close or similar the pixel is to the 

class centre. In the same way that a pdf such as the normal distribution provides a 

reasonable model for a real world situation, fuzzy membership functions can also be 

chosen to provide a reasonable model.

Image processing methods have taken advantage of fuzzy set theory because it allows 

the modelling of uncertainties which are inherent in digital images [Bezdek, 1981, 

Udupa, 1994]. The concept of fuzzy sets can be used at the feature level by 

representing an image as an array of membership values that denote the degree of 

membership of each pixel to different classes. A consequence of this approach is that 

any pixel can be assigned to more than one class simultaneously where the 

membership value of a pixel i to each class k is p ik, juik e [0,1] and ^ j u ik = 1.
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0.3 0.7

Fuzzy membership value

Crisp classification

Figure 3.11 Representation of the difference between fuzzy and crisp classification methods. 
A fuzzy membership value can be any value between 0 and 1 representing the degree of 
belonging of an element to a class whereas the crisp classification assigns the element a 
value between 0 and 1.

Fuzzy versions of the unsupervised classification methods described in section 3.2.2 

have been presented in the literature. In general, the difference between the crisp and 

fuzzy  classification algorithms is that instead of assigning pixels to the nearest cluster 

centre, they are assigned values to represent how close they are to each cluster centre. 

A fuzzy relative of the ISODATA algorithm was first described by Dunn [Dunn, 

1974] and a fuzzy generalisation of the traditional K-means clustering algorithm 

known as the fuzzy c-means algorithm (FCM) was presented by Bezdek [Bezdek, 

1981]. FCM  has since been popular in image classification [Huntsberger et al, 1985, 

Cannon et al, 1986]. This algorithm is described simply in words below and then in 

more mathematical detail. Pseudocode for this algorithm is also given in Appendix A.

1. Initialise c cluster centres.

2. Begin iterations.

i. Calculate distance function of pixel value and cluster centres.

ii. Assign a fuzzy membership value to each pixel for each cluster based on the 

distance functions associated with each cluster for each pixel.

iii. Re-calculate cluster centres by finding a average of all the pixel values 

weighted by their membership functions.

3. Stop iterations when appropriate stopping criterion is satisfied.
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The FCM  attempts to find clusters by iteratively optimising an objective function 

based on a weighted similarity measure or distance function (d.f.) between pixels in 

the image and each of the pre-specified c clusters or classes. The d . f . , dik, may be the 

Euclidean distance between each pixel x. and each cluster centre \ k, which can be 

given by,

4= F/-vJ (3.17)

The membership value for pixel x( is based on the relationship between the d.f. for the 

pixel in one cluster k and the d.f. for all other clusters j,

4  =

j =i

4

\ d'i J

(3.18)

c is the number of clusters and m is the fuzzification factor which determines the 

amount of overlap between clusters. When m= 1, no overlap is allowed between 

clusters and the problem is reduced to the K-means algorithm in which objects may 

only be assigned a membership value of 1 or 0.

A t the start of the FCM algorithm, the membership values juik are arbitrarily 

initialised. Then at each iteration the cluster centres are updated by finding a weighted 

average of all pixel values,

y ^ —n ■ (3.19)
i w r
i=l

At each iteration, the fiik are recalculated and compared with the membership values 

from the previous iteration. The algorithm stops when a specified stopping criterion is 

satisfied. This may be a number of iterations or when the juik stop changing by a 

specified threshold value.

The overall objective function that is minimised by this classification process is given 

by,
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n c m

J .  =  L 2 > » )  (IK -  17 - <3.20)
«=1 Jt=l

When the FCM algorithm stops, each pixel in the image has been assigned a set of 

values between 0 and 1 that represent the degree of belonging of the pixel to each of 

the clusters. By using different thresholding criteria, this fuzzy classification can be 

converted into a crisp classification ultimately assigning a single cluster to each voxel 

(as in the K-means algorithm). An example of this thresholding criterion is to assign 

the voxel to the cluster to which it has the maximum degree of membership.

The FCM algorithm has also been used in a hierarchical clustering process [Trivedi et 

al, 1986]. This method uses the pyramid data structure [Tanimoto et al, 1975] which 

allows the original image to be represented at multiple spatial resolution levels where 

the image at each level is a sub-sampled and smoothed version of the previous higher 

level. The FCM  is applied at each processing level and regions are considered 

homogeneous when the membership values are greater than a prescribed threshold. If 

a region fails this homogeneity test it is split to form a higher resolution processing 

level for further application of FCM.

The biggest drawback with fuzzy methods is the computational complexity and space 

requirements for processing. Many iterations may be necessary for convergence and 

enough space is required to store the membership values associated with all clusters. 

A more efficient version of the FCM algorithm has been presented [Cannon et al, 

1986]. This method replaces exact membership values by integer or real-valued 

estimates taken from a look-up table, reducing space requirements and processing 

time for each iteration without effecting the quality of the results.

In favour of fuzzy methods, they offer many novel algorithms and variations of 

common themes that can be used in not only image classification procedures but also 

other areas such as speech and character recognition, various types of signal 

classification and artificial intelligence. The basis of fuzzy methods depends on the 

design of appropriate fuzzy membership functions. In medical image processing, 

fuzzy classification is of particular appeal because the finite size of pixels in an image
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can mean that a pixel value is representative of more than one tissue class and can be 

assigned a label representing the degree of membership to each of these classes. This 

is a very useful concept to take into account the partial volume effect in which 

different tissue types can exist together in a single voxel.

Fuzzy methods -  summary

• Fuzzy clustering allows pixels to be assigned to more than one class with a 

degree of uncertainty unlike with ‘crisp’ clustering in which each pixel can be 

assigned to a single class only. This characteristic means that this method could 

have applications in the classification and quantification of partial volume effects. 

These are explored in chapter 6 and chapter 8.

• The main disadvantage of this approach is that it requires many iterations and 

large amounts of memory.

• The main advantage of this approach is the flexibility of using fuzzy 

membership functions to model the image features.

3.3 Random field models in image analysis

A random field model is a jo in t distribution that imposes statistical dependence on a 

set of random variables in a spatially meaningful way. It may be continuous, or 

discrete as with the random field models applied in image analysis. In the discrete 

case, the pixel class labels are the random variables. Random field models allow local 

information or spatial context to be introduced into pixel classification problems 

including segmentation and restoration [Besag, 1986, Geman and Geman, 1984, 

Derin and Elliot, 1987, Dubes and Jain, 1989]. The success of random field models in 

image analysis is largely due to their ability to model joint distributions between 

pixels and classes in an image in terms of local spatial interactions. Assumptions are 

made that the classes to which pixels are assigned depend on the classes of spatially 

neighbouring pixels. This contextual information is used to influence the pixel 

classification process. The use of random field models in image classification 

provides an approach for combining local and global information.
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The random field models that have been applied in image processing and are more 

commonly presented in the literature are the discrete Markov random fields  (MRF). 

These are defined in terms of local properties of the image. The discrete Gibbs 

random fie ld  (GRF) provides a global description of local properties of the image in 

terms of the joint distribution of classes and pixels. Both the M RF and the GRF can 

be explained in terms of a neighbourhood system, described in the next section 

followed by a detailed description of MRFs, GRFs and their relationship.

3.3.1 Neighbourhood system

Central to M RF and GRF models is the notion of a neighbourhood. In order to define 

a random field over an image with N pixels denoted by S = ( s v s2,...sN), a 

neighbourhood system, Vs must be defined. For example the neighbourhood may be 

first order which includes the four pixels sharing a side with the current pixel.

A clique C  is a set of sites on S , such that all members of C are mutual neighbours. In 

the first order neighbourhood there are 3 types of cliques: a single pixel, two vertical 

and two horizontal neighbours (figure 3.12). The single pixel clique is usually ignored 

as it adds no information about the neighbourhood.

1

2 / 4

3

8

7

6

Figure 3.12 Cliques of neighbourhood systems. Above, first order neighbourhood clique. 
There are three types of clique: a single pixel, two vertical and two horizontal neighbours. 
Below, second order neighbourhood clique. For this neighbourhood system there are ten 
types of clique. (Adapted from Choi et al, 1991).
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3.3.2 Markov random fields (MRF)

A random field is a discrete M RF with respect to the neighbourhood system Vs , if its 

probability mass function satisfies the three properties specified below. Traditionally, 

the probability mass function of a random field is specified by p (X  = x ) . The random 

vector X is distributed over the whole image and contains a random variable X t at 

each pixel location t that represents the pixel class or label. The vector x contains the 

labels at all pixels. This notation should not be confused with notation used earlier. In 

this description, for consistency with random field theory, x represents pixel label and 

y represents the observations or pixel intensities.

An M RF must satisfy the following properties,

a) p (X  = x) > 0 for all x e , where £1 is the set of class configurations

b) p { X t = x t I X 5I, = x slt) = p ( X t = x t \ X a = x ck)

c) p ( X t = xt I X A = x A) is the same for all pixel locations

The notation S\t refers to the set of all pixels locations excluding location t and ot 

refers to all pixel locations in the neighbourhood of t, excluding t.

In words these properties can be described as a) positivity, the probability of all class 

configurations is greater than zero, b) the M arkov property, the conditional 

probability of a particular location depends only on the immediate neighbours defined 

by Vs, and c) homogeneity, the probability o f all configurations is equal. The 

probabilities in b) establish a local model that defines an M RF and this local model 

must be defined with respect to cliques or neighbourhoods for the global distribution 

of the model to exist. It has been shown [Besag, 1986] that a unique GRF exists for 

every MRF and vice versa as long as the GRF is defined in terms of cliques in a 

neighbourhood system. The GRF therefore provides the global model for the image 

that describes local neighbourhood relationships.
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3.3.3 Gibbs Random Fields (GRF)

A discrete GRF provides a global model [Kindermann and Snell, 1980] for an image 

by specifying a probability density function of the following form,

where Z is called the partition function and is the sum of the numerator exponents 

over all the possible configurations of the vector x. It is generally considered as 

uncomputable (but it will be seen that it does not cause a problem for the 

classification method presented). U(x) is the Gibbs potential, or Gibbs energy 

function, which can be expressed as

where Vc(x) is the clique function associated with each clique and Q is the set of all 

cliques. A GRF is parameterised by the choice of clique functions and one example is 

[Derin and Elliott, 1987],

The parameter £ quantifies the influence of the clique C on the characteristics of the 

random field. By formulating an M RF as a Gibbs distribution in this way random 

field models can be used in image classification in a Bayesian framework. An 

overview of the use of GRF in image segmentation can be found in [Chang et al,

3.3.4 Random field models and classification in a Bayesian framework

The method of image classification using random field models in a Bayesian 

framework can be described as three components. The first component uses Bayes 

rule (equation 3.6) to determine the pixel classification or labelling x which

p(X = x) = ± e -UM (3.21)

(3.22)

V^x) = £ if all sites in clique C are the same (3.23)

-£  otherwise

1993].
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maximises the a posteriori distribution p(x  I y ) , given the vector of pixel features or 

observations y. This is the M AP (maximum a posteriori) estimation as described 

previously (equation 3.12). Using the notation from random field theory, [Dubes and 

Jain, 1989, Mardia, 1993, Geman and Geman, 1984, Besag, 1986], the pixel labelling 

is an M RP imposed on X={X1,X2,...XM} where X, is the label for pixel t. This MRF 

serves as the a priori distribution for the labelling, p(X=x). The set o f observable 

random variables is Y={Y1,Y2,...YM}, where Y,is the feature vector associated with 

the fth pixel.

p (X = x lY  = y ) = p(Y  = y ' X = X)p(X = Xf  (3.24)
P( Y = y)

Equation 3.24 describes Bayes rule using the notation from random field theory. The 

second component of this method involves the formulation of the M RF, the a priori 

distribution for the labelling p (X  = x ) , as a Gibbs distribution to provide a global 

model representing the image. This can be done using equation 3.21. The 

observations Y=y do not change in the labelling process therefore,

p (X  = x I Y = y) oc p (Y  = y I X = x ) p ( X  = x ) . (3.25)

Inserting equation 3.21 and taking logarithms of both sides of equation 3.25 gives,

In p ( X  = x IY  = y) =  In p ( Y  =  y I X = x) -  (3.26)

The first term in (3.26) is the conditional density of the observed image. This can be 

modelled as a normal process with mean j ix and variance <j2x, . The mean n x and

variance <7% can be estimated over all pixels t that have been assigned label x. At 

each pixel t, label xt = k, where fc=l,2,...K representing K tissue classes. The second 

term models the spatial interactions of the pixel labels as defined by equation 3.22. 

Taking the logarithm of both of these terms results in a combined a posteriori 

distribution of the form,
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In p (X  = x I Y = y) oc - -aYyc(x), (3.27)

The parameter a  weights the second term in equation 3.27. Changing the value of a  

controls the influence that the spatial interactions between pixels have on the overall 

classification. It can be seen that the value of the uncomputable partition function Z is 

taken up in this weighting parameter. As with other classification techniques, the 

parameters describing both the conditional probability density (jux , o x ) and the

Gibbs distribution ( Vc(x)) must first be learned or estimated.

The final component involved in this classification approach is to determine the 

labelling x by maximising the combined a posteriori distribution in equation 3.27 (i.e. 

the M AP estimation). It can be seen that the maximisation of equation 3.27 involves 

minimising the sum of the distances between the pixel values and the class means, 

divided by the class variances. In addition to this, at every pixel, the second term must 

be minimised over local neighbourhoods to encourage the classification of the current 

pixel to be the same as its neighbours. This involves the maximisation of a 

complicated function of N2 variables for an NxN image. Two approaches that have 

been presented in the literature for solving this problem are simulated annealing 

(stochastic method) and iterated conditional modes (deterministic method). These 

optimisation techniques are presented in the next two sections.

3.3.5 Optimisation in a Bayesian framework 

Sim ulated annealing

Simulated annealing was applied to image segmentation and M AP estimation by 

Geman and Geman [Geman and Geman, 1984]. Simulated annealing is in the class of 

stochastic relaxation algorithms that can be thought of as randomised iterative 

improvement techniques. It draws an analogy between optimising a function and the 

process of heating a small region of a metal structure until it is pliable enough to bend 

into a desired shape [Kirkpatrick, 1993]. The annealing process consists of heating the
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structure to just below its melting point then cooling it very slowly so that the metal 

crystallises and hardens. The changes in temperature are small and plenty of time is 

allowed for the metal to respond to the temperature changes. Optimisation through 

simulated annealing requires that an initial parameter is chosen which is analogous to 

temperature. A random perturbation method is applied to the system, an energy or 

cost function evaluated and compared with the value for the previous system set-up. 

The new arrangement is accepted with a probability of one if the function has been 

optimised and with a non-zero probability otherwise. This process is repeated at the 

same temperature until the probability distribution of the configurations approaches a 

desired value (this value is referred to as equilibrium). The temperature is then slowly 

lowered and the process repeated. As the process reaches a very low temperature, the 

optimisation becomes insignificant and the simulated annealing process is terminated. 

The slow changes in temperature allow the system to escape from local minima.

The perturbation method used by Geman and Geman [Geman and Geman, 1984] 

consisted of the selection of a single pixel to which a new label was randomly 

assigned. The cost or energy function can be defined using equation 3.27. The initial 

temperature, the number of iterations at each temperature, the stopping criteria (e.g. 

the number of changes in temperature) and the perturbation method were all chosen 

experimentally.

Iterated Conditional Modes (ICM)

ICM  was proposed by Besag [Besag, 1986] as a feasible approximation for the 

calculation of the M AP estimate. Pixel labels are estimated with respect to the M RF 

model. The method visits each pixel in turn and to maximise the probability of the 

new label at pixel t, xt must be chosen to maximise

p(y, = y ,  IX, =*,)p(X, = * , IX *  = x a ) ,  (3.28)

where is the current estimate of each label in the neighbourhood of pixel t. After

each pass over the image in which pixel labels have been adjusted according to their 

neighbours, the mean and variance are recalculated. This algorithm can be described 

simply in words.
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1. M odel each tissue class k, using a Gaussian distribution with mean n x and 

variance cr2*,.

2. First iteration:

Assign pixel t label xt by maximising the first term in equation 3.27 over all 
classes.

3. Begin iterations:

Assign pixel t label xt by maximising the whole of equation 3.27 over all 

classes and over all pixel cliques C in the local neighbourhood of location 

t.

Recalculate the mean fiXt and variance cr2x, for each class by averaging

over all pixels t that have been assigned label jc.

4. End when a specified stopping criterion is satisfied.

Pseudocode for this algorithm is given in Appendix A. It is worth noting that if  the 

second term in (3.27) is omitted then the effect of the algorithm is similar to that of 

the K-means described in equation 3.18. The inclusion of the second term and 

maximisation over neighbourhoods influences the results so pixels are more likely to 

be assigned to the same class as their neighbours and resulting regions have more 

compact boundaries.

Random fie ld  models - summary

• Random field models allow local to be introduced into the classification process 

in a spatial context.

• The formulation of a random field model as a GRF allows local and global 

image information to be combined in the theoretically sound Bayesian 

framework.

• A MAP estimate for the classification can be found using the optimisation 

method, ICM. When formulated in this way, the algorithm behaves similarly to 

the K-means approach in which pixels are classified during iterative scans of the 

image but with the difference that at each pixel there is also an optimisation over 

the local neighbourhood.
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3.4 Active contour models

The active contour model (ACM) or “snake” is introduced in this chapter as a more 

recent development in the field of image segmentation. This method, originally 

proposed by Kass [Kass et al, 1987], can also be used in shape description and the 

analysis of dynamic data. For these reasons, active contour models are popular in the 

analysis of medical images. The technique relies on matching a deformable spline or 

contour model to image features by means of energy minimisation. The original 

contour model is generated from a set of control points using a spline interpolation. 

Internal spline forces impose a smoothness constraint on the contour by making it 

resistant to bending and stretching. Image forces attract the contour towards strong 

features such as lines and edges and external forces guide the contour to the desired 

region or object of interest (figure 3.13). As the total energy of the contour model is 

optimised, its position is adjusted and shape deformed to match the best nearby 

contours. Active contour models can therefore provide a method of segmentation by 

detecting subjective contours and object boundaries.

Figure 3.13 Action of a deformable contour model or ‘snake’. The model is generated from 
a set of control points using spline interpolation. Image forces attract the control points to 
strong features such as edges.

3.4.1 T h e  e n e rg y  fu n c tio n

The total energy of the contour model is dependent on the elasticity and rigidity of the 

spline which impose a smoothness constraint, image forces and external constraint 

forces. If the contour is represented by vfs) = (x(s), y(s)) where x  and y  are the spatial
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co-ordinates and s is the length along the contour, the total energy can be represented

by eL*,

EL, =lEatate{\(s))ds
0 (3.29)

= } E -m  (VM ) + E ™ g'  (v<») + E e x  (▼(*))*
0

where Eim(\(s))  represents the internal spline energy, EjmaJ \( s ) )  represents the energy 

from image features and E J \(s ) )  represents the energy from external forces.

3.4.2 Internal energy

The internal spline energy is composed of two terms and can be written

E lnt(v(*)) = ( a , ( . s ) |v » |2 + « 2W |v„ W |2) / 2  (3.30)

The first order term, vs ,makes the snake behave like a string (resisting stretching) and 

the second order term vss makes the snake behave like a rod (resisting bending). a t 

and a 2 are weighting parameters that regulate the elasticity and rigidity respectively. 

From  [Kass et al, 1987], a discrete approximation of (3.30), for \f=(xp y )  is

E j i ) “ « ; k  -  v,_,|2 + a 2|v,_, -2 v , + v ,„ |2 (3.31)

A variation of the first order term in equation 3.31 was presented in (3.30) [Williams 

et al, 1992]. In order to stop points from tending to move towards each other, instead 

of the distance between pairs of points, they use the average distance between all pairs 

of points, d , and the distance between the current pair,

d - v , - v , , ; . (3.32)
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3.4.3 Image energy

The image energy term attracts the snake to features in the image. In [Kass et al,

1997] it is expressed as a weighted combination of several components, drawing the 

snake towards lines, edges and terminations.

= P,Em, + + M ,™  (3.33)

To attract the snake to lines, the image intensity I(x, y) can be used.

= I(x,y) (3.34)

Depending on the sign of the snake will be attracted to dark or light lines. Subject 

to other constraints, the snake will try to align itself with the lightest or darkest nearby 

contour.

To attract the snake to edges in an image, the gradient of the image, Vl(x,y) can be 

used

Eedge = - 1 Vl(x,y)I2 (3.35)

Kass et al, also describe a term to attract the snake to terminations of lines and edges 

using the curvature of level lines in a slightly smoothed image. Others incorporate 

region-based features into the image energy [Poon et al, 1994]. Their region term is 

based on a discriminant function which is defined as the ratio of between-region 

variance and within-region variance. They calculate the discriminant function over the 

whole image to perform multi-region segmentation.

3.4.4 External energy

External energy can be imposed as a constraint on the snake by positioning it close to 

the desired local minimum. These constraints may come from a user or from high 

level interpretations of the image. External energy can also arise from spring like and 

repulsion forces which can be created between a fixed point on the image and on a 

part of the snake [Kass et al, 1987]. Others have introduced an additional force which
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inflates the contour [Cohen, 1991], allowing it to find boundaries which are not close 

to its initial starting point.

3.4.5 Optimisation

Given the total energy (3.29) for the snake at an initial starting position, a 

minimisation procedure must be applied to deform the contour and adjust its position 

until a minimum is found. Several different approaches have been presented to 

iteratively minimise the energy function. Optimisation methods include the use of 

variational calculus and sparse matrices [Kass et al, 1987], dynamic programming 

methods which allow the inclusion of hard constraints in the minimisation process 

and improve on stability [Amini et al, 1988], simulated annealing and ICM (section

3.3.5) [Poon et al 1994, Rueckert and Burger, 1995]. Another approach is the ‘greedy 

algorithm ’ [Wiiliams et al, 1992]. The performance of this method matches that of 

other approaches but is more stable and allows for hard constraints. It is perhaps a 

more heuristic approach but boasts a more intuitive implementation. At each iteration, 

for each point, the energy function is evaluated for the current location of the point 

and all of its neighbouring locations. The location that gives the smallest energy value 

is chosen as the new position for that point. The iterations stop when the number of 

points that have changed position is less than a specified threshold.

Active contour models - summary

• Active contour models are matched to image features by minimising an energy 

or cost function.

• The model has smoothness constraints that make it excellent for matching to 

smooth rounded anatomical structures in medical images.

• The ACM is attracted towards or away from salient features in the image 

using functions of the image (e.g. the gradient) as components in the cost 

function.

• External constraints can also be imposed on the ACM to control its behaviour 

(e.g. user input).

• Clever optimisation strategies are required to ensure that the ACM does not 

fall into local minima or execute for unreasonable processing times.
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3.5 Summary

This chapter has reviewed some of the image processing methods used in the 

segmentation and analysis of medical images. Before choosing techniques to apply to 

a specific type of medical image and to perform analyses that have been tailored to 

suit the problem, several issues should be addressed.

• Is the data single or multi-channel, two or three-dimensional and what 

artefacts may occur in the image that could confound the structures of interest?

• Can the image intensities in the region of interest be represented by a known 

distribution?

• Will the method be applied to a range of data sets with the same or different 

characteristics?

• Is a priori information available about the image and its component 

structures? If it is, can this information be formalised and used in the analysis?

The following chapter will review the application of some of these techniques in the 

analysis of M R images of the brain. This thesis aims to assess the validity of some of 

these methods and develop improvements by combining and modifying some of the 

approaches.
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Chapter 4

The segmentation and classification of neuroanatomy in 
magnetic resonance images

In this chapter I review segmentation and classification techniques that have been 

applied to the analysis of M R images of the brain. Segmentation and classification of 

M R brain images is required for volumetric studies, morphometry, identification of 

abnormalities, feature extraction to aid co-registration and the extraction of brain 

surfaces for visualisation. Since the late 1980s, many approaches to these problems 

have been reported in the literature and thorough reviews can be found in [Liang et al, 

1993] and [Clarke et al, 1995]. In the following sections I describe and review some 

of the more commonly used techniques, addressing the advantages and disadvantages.

In sections 4.1 and 4 .2 ,1 review applications of some basic segmentation techniques 

including thresholding, morphological operations, region-based and edge-based 

methods. In sections 4.3 to 4.6, I focus on classification methods, including the 

application of multi-channel data, supervised, unsupervised and fuzzy methods. In 

section 4.7, I describe the use of random field models to incorporate spatial 

information into the segmentation process and in section 4.8, I review the use of a 

priori information and heuristics.

4.1 Thresholding and morphological operations

Thresholding is probably the most intuitive approach to segmentation. This is 

especially applicable with M R images that exploit excellent contrast and resolution. 

In m ost M R sequences, it is easy to discriminate between fluid and soft tissue and in 

T1-weighted images there is a clear definition between grey matter and white matter. 

Tissues with intensity values falling between specified threshold values can be 

segmented using thresholding techniques. The first step for thresholding is to 

determine the correct threshold values for segmenting the tissue of interest. This can 

be done manually, interactively or automatically using the statistics of the image, for 

example by histogram analysis. After thresholding, morphological operations are
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often used to spatially isolate regions of interest.

Figures 4.1(a-m) outline a simple approach to the extraction of brain from skull and 

scalp using thresholding and morphological operators. The images are T1-weighted 

with a voxel resolution of 1 x 1 x 1.5 mm. They were acquired using the M PRAGE 

sequence, on a Siemens 2T Vision Scanner at the W ellcome Department of Cognitive 

Neurology, Institute of Neurology. This brain extraction method is based on a global 

thresholding of the image volume to create a binary mask followed by a connected 

component analysis to select the object of interest. Figure 4.1(b-f) shows an example 

o f this process where the brain is successfully separated from the skull and scalp 

(although some dura is still present in the extracted brain). Figure 4.1 (g-m) shows an 

an unsuccessful example due to the intensity characteristics of the image. The contrast 

characteristics in T1 images mean that a dark region separates the brain from the 

scalp. The dark region exists because the skull produces no M R signal in T1 images. 

However, the M R signal from the dura (the collagen meningeal layer covering the 

brain) and the bone marrow (running through the centre of the skull) can appear in 

some slices as little ‘bridges’ connecting the brain and the scalp (figure 4.1g, bottom 

right hand corner). When this happens, a connected component analysis selects the 

brain and scalp as a single connected object (figure 4.1i) and so fails to separate the 

brain from the scalp. In this case, binary morphological operators can be used to 

rectify the errors (e.g. erosion and dilation in 4. lj and 1). In general, this approach is 

relatively simple and straightforward to implement in both two and three dimensions. 

There are advantages and disadvantages of using this approach in both dimensions. In 

three dimensions, an erroneous ‘bridge’ in a single slice of the volume will cause the 

stripping process to fail for the whole volume. However, the danger of carrying out 

this process in two dimensions is that small regions that appear to be disconnected 

within a two-dimensional slice may actually be connected in the third dimension. This 

skull-stripping method is a simple and popular approach. Many variations o f this 

approach are reported in the literature, some of which are reviewed in this chapter.
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b) Transverse MR slice c) Global thresholding d) Connected components

e) Hole filling f) Masking original slice

Figure 4.1 (a-f) (g-m over the page) Simple approach to the extraction of brain from skull 
and scalp using global thresholding and morphological operations, a) Intensity histogram of 
MR volume (inset shows enlarged portion in more detail). The histogram appears aliased 
because of the format in which the voxel values of the image were stored, b) Single transverse 
slice of MR volume, c) Binary thresholded slice (using global threshold value), d) Connected 
component analysis of binary thresholded image (in c). (N.B. It can be seen that the brain has 
been selected as a separate component, e) Binary mask after separation from other 
components (in c) and hole filling, f) Original slice (from b) after being masked with binary 
mask (in e).
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g) Transverse MR slice h) Global thresholding i) Connected components

j) Erosion k) Connected components

1) Hole filling and dilation m) Masking original slice

Figure 4.1 (g-m) Simple approach to the extraction of brain from skull and scalp using 
global thresholding and morphological operations (continued from the previous page), g) 
Single transverse slice of MR volume, h) Binary thresholded slice (using the same global 
threshold value as in 4.1c). i) Connected component analysis of binary thresholded image (in 
h). It can be seen that in this case the brain is NOT a separate component. Small ‘bridges’ of 
voxels that have erroneously survived thresholding (e.g. bottom right comer) attach the brain 
to the skull. Further steps must be taken to perform the skull stripping, j) Thresholded slice 
after erosion with a 3x3 structure element, k) Connected component analysis after erosion. 
(N.B. The brain is now a separate component). 1) Binary mask after hole-filling and a 
dilation with a 3x3 structure element, m) Original slice masked with binary mask (from 1).
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Lim  et al [Lim et al, 1989] interactively apply thresholds to multi-channel M R images 

that have been acquired at different echo times and added or subtracted to enhance the 

fluid/tissue and grey/white matter tissue contrast. They interactively threshold in two 

steps to quantify CSF, grey and white matter. First they separate fluid from tissue 

using a combination image that optimises the fluid tissue contrast, they then mask out 

the identified fluid pixels on a combination image that optimises grey/white tissue 

contrast and threshold for grey and white matter. This global thresholding approach 

works well when single tissue types are characterised by a single intensity range. 

However, tissues are not always represented by single intensity ranges in M R images 

because of intensity non-uniformities and for this reason, these authors [Lim et al,

1989] describe a method to correct for non-uniformities prior to segmentation. This is 

described in Chapter 5.

Hohne et al [Hohne et al, 1992] use interactive thresholding and morphological 

operators for volume segmentation and visualisation. Their system relies on an 

operator identifying an object on a two-dimensional slice and interactively masking 

the object using a combination of thresholding and morphological operations 

including thresholding, dilation, erosion, region filling and connected components. 

This method uses human interaction and so avoids the need to formalise knowledge 

about the image and its component structures. However, the interactive nature of this 

m ethod does mean that the segmentation results are operator dependent and it would 

therefore be difficult to repeat the results.

In an investigation of age-related changes in the brain, Jemigan et al [Jemigan et al,

1990] use a global thresholding approach for segmenting and measuring quantities of 

CSF, grey and white matter. Their method involves the manual sampling of regions 

o f CSF, grey and white matter and the computation o f threshold values from these 

samples. Although the results are reasonable, they depend on the manual sampling of 

regions to calculate threshold values that may not be representative of the tissue 

classes throughout the whole data set. As with many interactive methods, the results 

can be subjective and hard to repeat.

Joliot et al [Joliot et al, 1993] apply global thresholding and three-dimensional
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connectivity to segment M R brain images for three-dimensional reconstruction. They 

manually select regions of grey and white matter, compute the mean values o f the 

regions and use these mean values to define threshold values. They use a three- 

dimensional connectivity algorithm to segment out the grey and white matter. The 

three-dimensional connectivity algorithm is modified to make a prediction about 

connected voxels on neighbouring slices and avoid erroneous connections (as 

demonstrated in figure 4.1). Apart from the manual sampling of regions of interest, 

this method requires no user interaction. It does however make some assumptions that 

the threshold values for grey and white matter are global and that surface of the brain 

falls within a regular ellipse-type shape, which may not always be the case, 

particularly for diseased brains.

Brummer et al [Brummer et al, 1993] extract the brain from M R images of the head 

using thresholding and morphological operations. They use histogram analysis to 

determine automatically the grey level thresholds that identify the brain and create a 

binary mask. Morphological operations are implemented to refine the mask and a 

novel dilation labelling operation assigns different labels to weakly connected 

objects. They show that although the method was successful in a majority of cases, 

the morphological operations do fail from time to time and errors occur in the 

thresholding where there are field inhomogeneities. This demonstrates the weakness 

of the ad hoc use of morphological operators. However, histogram analysis is an 

attractive approach to automatically select thresholds if the intensity ranges of interest 

are well separated.

Kapouleas [Kapouleas, 1990] uses a combination of edge detection, adaptive 

thresholding and connected components to automatically segment M R images of the 

brain and locate lesions. The method uses the values obtained from an edge image to 

calculate threshold values. This is based on the suggestion of Pavlidis [Pavlidis, 

1982] that the intensity values of strong edge pixels give a good estimate of the 

threshold value between the regions on each side of the edge. The image is divided up 

into sub-images and the threshold value for each sub-image is calculated from the 

average intensity of the edge pixels. The adaptive thresholding compensates for 

variations in tissue intensity across the image. A connected component analysis finds
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continuous regions from the thresholded sub-images and a modification of the 

erosion-dilation (closing) operation eliminates erroneous connections. This method 

presents another approach to automatically determine threshold values. Although this 

method appears to be rather ad hoc, it is an example of using local information (where 

the neighbourhood is the size of a sub-image) to influence the global classification of 

voxels.

A fully automated segmentation method based on thresholding and morphological 

operators is presented by Lemieux et al [Lemieux, 1999]. This method involves the 

extraction of the brain from the rest of the head by thresholding and applying the 

morphological operation of opening followed by 3D connectivity. This is done 

systematically with the threshold level increasing at each stage. The starting threshold 

value is based on the automatic threshold selection method [Otsu, 1979] described in 

section 3.1.2. The process stops when the size of the extracted object increases by 

more than the expected size of the brain. A combination of thresholding and 

morphological operators is then applied to separate grey and white matter and to 

remove marrow, dura and major sinuses.

The methods described above are based on thresholding techniques, where the 

thresholds have been determined interactively or automatically. Global thresholding 

assumes that a single distinct range of intensity values represents each tissue class in 

the image. This is often not the case. There can be overlap in the intensity values of 

different tissue classes because of partial volume effects and the intensity range for a 

single tissue class can vary across the image because of intensity non-uniformities. 

The method of Kapouleas [Kapouleas, 1990] uses adaptive thresholding to 

compensate for variations across the image although this approach is limited by the 

size of the sub-images in which the individual thresholds are calculated. The method 

of Lemieux et al, [Lemieux et al, 1999] states that the thresholding in this method is 

greatly facilitated by intensity non-uniformity correction.

The use of morphological operations for brain extraction is relatively quick and 

straightforward to implement in both two and three dimensions. However, the success 

of using morphological operators is very dependent on the shape and size of the
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structuring elements used for the erosion and dilation operations. It cannot always be 

guaranteed that the erosion will completely separate false connections between the 

brain and scalp in the binary image. Assuming that the brain is separated from extra- 

cortical tissues using some erosion operations, the use of dilation operations may not 

be able to recreate the original shape and size of the brain. Furthermore, it is unlikely 

that the same series of operations would be applicable to a large set of image 

volumes.

4.2 Edge-based methods

A variety of edge detectors have been used to extract edges and anatomical contours 

in M R images. Some of these were discussed in chapter 3, section 3.1. In the 

literature, edge-based methods are often applied as a single step of a more 

complicated process. Two papers are reviewed here that use edge-detection as a more 

dominant step in the image segmentation.

Kennedy et al [Kennedy et al, 1989] use regional intensity transitions in M R images 

to locate the borders of anatomical structures for volumetric calculations. They 

generate a trial outline for the structure of interest by first calculating a differential 

intensity map. To do this they manually select a pixel within the structure of interest 

and calculate the absolute intensity difference between that pixel and surrounding 

pixels. They then generate an intensity contour (a contour surrounding a region of 

given intensity) in the difference image to create a continuous outline o f the desired 

feature. They modify the trial outlines by comparing them to a map of edges detected 

using a Sobel edge detector (Sobel map). Once they have generated a suitable contour 

on a single two-dimensional image that has been evaluated and corrected if necessary, 

they project it onto each adjacent slice and automatically optimise it again using the 

Sobel map, to segment a whole volume data set. They calculate the structure volumes 

by multiplying the total number of voxels by the volume of each voxel. This method 

assumes that the anatomical structure of interest is characterised by a homogeneous 

region in an M R image. Any inhomogeneities in the image must be corrected prior to 

the segmentation. The calculated volumes are dependent on the choice of contour 

value used to calculate the intensity contours. This system therefore requires MR
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images with particularly good contrast and well-defined boundaries.

Bomans et al [Bomans et al, 1990] apply edge-based methods to segment 

neuroanatomical surfaces for three-dimensional visualisation. They apply the Marr- 

Hildreth operator [Marr and Hildreth, 1980] extended to the three-dimensional case to 

generate closed surface contours. They use a three-dimensional version of the 

morphological operator, closing, to shift contours from the stronger edges at the grey 

and white matter transition to the grey matter, CSF boundary. They use a two- 

dimensional connected component labelling algorithm to label the segmented regions. 

They correct erroneous connections manually and report that typically 10 in 100 two- 

dimensional contours must be corrected. They use this segmentation method for 

visualisation which means that by using shading techniques the results look better but 

may not be precise enough for quantitative measurements.

Niessen et al [Niessen et al, 1999], combine edge information and intensity 

information for three-dimensional segmentation. By systematically smoothing the 

images with an anisotropic diffusion filter ([Perona and Malik, 1990] described in 

Chapter 5, section 5.1.1), an edge dependent multiscale representation of the image 

can be created. This representation provides a description of edge strength at different 

scales. A linking model is then used to group voxels at the different scales into a 

number of objects based on intensity. Morphological operations are required to 

remove small bridges between the brain and skull in order to extract the brain from 

the rest of the head.

Edge detection alone is not enough to segment meaningful regions in M R brain 

images because the application of an edge detector results in the detection of many 

edges. This was demonstrated in Chapter 3, figure 3.4. Edge detection methods 

therefore require optimisation and the choice of specific values to determine the 

strength of meaningful edges and contours. However, edges do provide very useful 

information about the local structure of objects and it is important to develop 

segmentation methods that can employ it.
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4.3 Multi-channel approaches to brain segmentation

M ulti-channel (multi-dimensional or multi-spectral) image segmentation is the 

classification of objects within an image space, based on the properties of the image 

space in several spectral regions [Pratt, 1991]. MR images have the potential to be 

multi-spectral as the signals depend on the three parameters T l ,  T2 and proton 

density (section 2.2.3). Multi-channel techniques are important because they allow the 

differentiation between tissues that have similar M R characteristics within a single 

channel of M R data. Spin echo acquisition sequences can provide multiple data sets 

that are automatically registered in space. Each echo acquired for a single slice can be 

used to form a single dimension of a multi-dimensional feature space. Images 

acquired from different pulse sequences and from other imaging modalities can also 

be used for multi-channel image segmentation, although this introduces the problem 

of image registration and longer scanning times. More commonly, dual echo data sets 

are collected and the histogram from each data set is plotted in a two-dimensional 

feature space to construct a scatterplot (figure 3.9). If there are homogeneous regions 

that correspond in both data sets, they will be represented by tight clusters in the 

scatterplot. Noise and non-uniformities in the image will cause the data points to be 

spread out and the clusters to overlap. The scatterplot can therefore also be used to 

assess image quality and perform multi-channel image segmentation, by defining 

decision boundaries in feature space. An example of a multi-channel feature space 

was given in Chapter 3, figure 3.9.

A common approach for multi-channel segmentation is to use the theory of statistical 

pattern recognition or classification. A review of such techniques applied to MR 

segmentation can be found in [Bezdek et al, 1993]. The use of supervised and 

unsupervised classification techniques for brain segmentation can be found in the 

literature. The following sections review some of this work.

4.4 Supervised classification

Supervised classification techniques require training data that are representative of the
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features that are to be classified. For the classification of M R images of the brain, 

these methods involve the identification of regions or features in the images that are 

representative of the tissue classes (section 3.2.1). For example, sample regions of 

voxels representing CSF, grey and white matter may be selected from the images or 

feature space. An expert then labels the samples to form a training set. Parametric 

classification methods assume that the tissue intensity values can be represented by a 

known distribution. The distribution of tissue features may for example be normal or 

Gaussian. As discussed previously, parameter estimates such as the means and 

covariance matrices for each tissue class can be extracted from the training set. The 

image pixels are classified by maximising the likelihood that each pixel belongs to 

one of the tissue classes. This is known as the maximum likelihood method (MLM). 

If a priori knowledge about the probability of each tissue class is available then a 

maximum a posteriori (MAP) estimate can be used to classify the pixels. Non- 

parametric classification methods such as the ^-nearest neighbours (&-NN) algorithm 

do not assume a known distribution for the pixel values but depend on the pixel 

values in the training samples.

In the conventional context of pattern recognition, supervised classification means 

that an expert would generate the training set from a sample set of images. The 

training set would then be used to classify other images. In the context of M R brain 

image analysis, the idea of supervised classification has sometimes been used to mean 

the selection of a small number of tissue samples in the image that are then used to 

classify the rest of the image volume. The training samples that may have been 

selected from just a few image slices are used to identify the tissue classes throughout 

the whole volume. Although this kind of classification is not strictly supervised 

classification, the identification, characterisation and application of the training 

samples are carried out in a similar way to supervised classification. The main 

difference is that training sets have to be generated for each image so that the results 

from these methods are more operator-dependent. The methods proposed by Cline et 

al [Cline et al, 1990] and Kohn et al, [Kohn et al, 1991] (described below), both fall 

into this category of methods. However, it is possible that both of these methods 

could be extended to be supervised classification methods in the classical sense.
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Vannier et al [Vannier et al, 1985] who introduce the concept of multi-channel 

analysis of M R images, apply a satellite imaging system to dual spin echo and 

inversion recovery images. They construct multi-dimensional histograms or 

scatterplots in feature space then classify clusters using both supervised and 

unsupervised techniques. This is the first report in which the powerful technique of 

multi-channel image analysis was used with M R images. Since then much work has 

been done to refine this technique specifically for the analysis of M R brain images.

Cline et al [Cline et al, 1990] interactively identify tissues in proton density and T2- 

weighted images. The tissue samples are used to generate a bivariate normal 

probability distribution for each tissue class which is then plotted in two-dimensional 

feature space. They assign tissue classes to each location in the image using the ML 

method. In order to visualise surfaces, these authors smooth the data and use a 

connectivity algorithm to connect all voxels of a single tissue class. Any detected 

errors are corrected in the final stages using connectivity. The results again show the 

strength of this multi-channel approach. However, the interactive selection of samples 

introduces subjectivity, reducing both inter- and intra-operator repeatability.

Gerig et al [Gerig et al, 1991, Gerig et al, 1992a] apply supervised classification 

techniques to segment CSF, background, grey and white matter in dual echo M R data. 

They manually draw round samples which represent the tissue classes and use both a 

parametric maximum likelihood classification method (modelling the tissue classes as 

Gaussian distributions) and a non-parametric Parzen window technique. The Parzen 

window classifier divides the feature space into decision regions attributing the most 

probable class to each feature vector. The results show that these methods are robust 

and efficient. The non-parametric method demonstrated favourable results when the 

tissue classes are not well represented by Gaussian distributions. They compare these 

methods with an unsupervised classification technique [Gerig et al, 1991] (section

4.5) and conclude that the results are dependent on the initial manual selection of 

training regions.

Fletcher et al [Fletcher et al, 1993] generate a three-dimensional feature space with 

T l ,  T2 and proton density images. They use six rectangular boxes to identify six
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tissue clusters, CSF, meninges and skin, muscle, adipose tissues, grey and white 

matter in the feature space which can then be quantified. This method is limited 

because it requires that the clusters are well separated and can be automatically 

located in feature space using rectangular boxes.

Kohn et al [Kohn et al, 1991] create a two-dimensional scatterplot from proton 

density and T2-weighted images. They draw regions of interest around the two 

clusters representing brain matter and CSF to roughly identify these clusters and then 

apply an algorithm that automatically partitions the clusters based on their location 

and orientation. They calculate the volumes of brain matter and CSF from the 

partitioned clusters in two-dimensional feature space. This work again demonstrates 

the simplicity and strength of the multi-channel method. The locations of feature 

space clusters are roughy identified at first. However, it is possible to consider that 

prior knowledge of these locations, if formalised carefully, could automate the 

classification process.

Clarke et al [Clarke et al, 1992] compare the stability of three supervised 

segmentation techniques in MRI. They study the maximum likelihood method 

(MLM) that assumes Gaussian statistics for the data, the ANN method and an artificial 

neural network (ANN). They select equivalent regions on T1-weighted, T2-weighted 

and proton density images of a single slice of data to train the algorithms and evaluate 

the methods on the basis of speed, stability and correctness of classification. They 

show that the results for the MLM method are heavily dependent on the selection of 

regions and are less anatomically relevant. The results for the ANN and ANN, neither 

of which require assumptions about the distribution of pixel intensities, perform 

considerably better.

Supervised classification techniques have been shown to be efficient, robust and to 

generate anatomically relevant results. However the generation of training sets is time 

consuming because it requires more than one expert operator to define representative 

tissue samples throughout a set of M R image volumes. According to the published 

methods it seems that the classification results are dependent on the initial selection of 

samples for the training sets. This suggests that it is not feasible to generate reliable
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training samples from a set of M R image volumes. This may be because the 

characteristics of the M R images can vary a lot from subject to subject and scan to 

scan. If the tissue intensity distributions are well characterised by parametric 

distributions than parametric supervised classification produces more reliable results.

Some more recent papers have taken advantage of the multi-channel potentials of 

M RI to exploit specific characteristics of brain tissues. Bedell et al [Bedell et al,

1998] use four simultaneously acquired images for the fractional analysis of tissue 

volumes, to account for partial volume averaging effects. The four images have 

distinctive characteristics. The first image has only grey matter (GM) visible, the 

second has only white matter (WM) visible, the third is a FLAIR (fluid-attenuated 

inversion recovery) image in which CSF is suppressed and the fourth image is a FSE 

(fast spin echo) image generating a conventional proton density image. They present 

an algorithm that uses the information in the four images to generate fractional 

volumes of the tissues of interest within a voxel. This involves the normalisation of 

the different intensity scales in each of the four images to account for the differential 

T1-weighting in each image. The total signal in the FSE image is assumed to 

represent a weighted sum of the signals from GM, W M  and CSF. The GM-visible and 

W M -visible images allow the computation of the contributions of W M and GM to the 

FSE image. The relative fractions of each tissue component can then determined for 

each voxel and these fractional volumes can be used to calculate the total volume of 

each tissue type. The total tissue volumes calculated using the fractional and a non- 

fractional analysis were compared. They conclude that there is a high ratio of CSF to 

GM when using the non-fractional analysis indicating that a large degree of partial 

volume averaging exists between CSF and GM. Although the WM does not vary 

between the fractional and non-fractional analyses, the authors propose that this is due 

to the partial volumes of W M voxels being averaged out over the volume.

Soltanian-Zadeh et al [Soltanian-Zadeh et al, 1998] present a feature space image- 

analysis method that generates a transformed feature space in which the normal 

tissues (white matter, grey matter and CSF) become orthonormal. This method is 

based on the acquisition of four T2-weighted and two T1-weighted images before and 

after injection of gadolineum. An optimal linear transform is applied to the images
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that reduces the dimensionality of the data to three and improves its clustering 

properties. It also clusters each of the normal tissues around a pre-specified location 

and maps partial volume regions onto straight lines between pure tissue clusters. The 

transformation matrix is based on maximising the ratio of interset distance to intraset 

distance and is applied to the images to create a three-dimensional feature space. The 

cluster centres are defined using rough regions of interest around the clusters. The 

authors report that this method was able to successfully segment normal tissue and 

different parts of brain tumours. The tumour results also agreed with biopsy samples.

M ulti-channel methods that acquire several sets of M R images increase the total 

acquisition time. It is therefore important to make sure that head motion is minimal 

and the images can be accurately registered to each other. In the case of performing 

tum our studies, the extra time involved may prove to be justified.

4.5 Unsupervised classification and clustering

Unsupervised classification involves the clustering of image data, based on a 

similarity measure (section 3.2.2). Operator intervention may be required to select 

some of the initial parameters for the algorithm and then pixels are iteratively 

assigned class labels. Unsupervised classification means that results are fully 

reproducible with negligible subjective variations. However, the operator has less 

control over the results and does not use expert knowledge of the scene to an 

advantage [Vannier et al, 1985]. After the image has been segmented, an operator 

must assign meaningful tissue class labels to each classified region but there is no 

guarantee that the clustering will produce relevant results.

Gerig et al [Gerig et al, 1992a] compare the ISODATA algorithm which is an 

extension of the k-means algorithm with a feature space approach for tissue 

classification in multi-dimensional M R images. In the latter method, they plot images 

against each other in feature space and match points of high density to a table of 

tissue cluster centres generated from training data. They show that the ISODATA 

performs better than the feature space method and is able to locate the clusters of the 

four most important categories (background, CSF, grey and white matter) plus
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additional clusters for extracranial tissues.

Rajapakse et al [Rajapakse et al, 1997] apply an unsupervised statistical classification 

method to over 100 single-channel M R images of the brains of children and 

adolescents. They model tissue distributions for grey and white matter with Gaussian 

probability densities and use maximum likelihood (ML) estimation to decide whether 

a pixel belongs to grey or white matter. They estimate the initial parameters for the 

two distributions from the mean intensity and variance calculated over a local 

neighbourhood window. As the classification proceeds, the distribution parameters 

for the pixels within the neighbourhood window are updated. The results show high 

inter-rater and intra-rater reliabilities that were validated by manual segmentation.

The strengths of unsupervised classification are that the data does not have to be well 

represented by a known probability distribution and if there is no human interaction, 

the results will be highly repeatable. The main disadvantage of unsupervised iterative 

classification methods is that it is not always clear exactly how the algorithm will 

proceed after initialisation or how it will converge. The classification can be very 

dependent on the initialisation parameters and the separability of the different 

clusters. As with thresholding techniques, image non-uniformities and partial volume 

effects can cause overlaps in clusters and errors in the classification. This may lead to 

results that are not meaningful with respect to brain anatomy. However, such 

techniques have been shown to be quite successful for the classification of grey and 

white matter. In these cases, the contrast between the different tissues must be good 

enough to generate distinct, separable clusters.

4.6 Fuzzy clustering techniques

The fuzzy version of the unsupervised clustering process, fuzzy c-means (FCM) 

(section 3.2.3) provides a flexible alternative to hard unsupervised classification 

algorithms such as the fc-means. From the literature it would appear that FCM  is a 

popular classification method for the analysis of MR brain images. Just a few of these 

papers are reviewed here.
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Brandt et al [Brandt et al, 1994] use FCM to estimate the volumes of CSF, grey 

matter and white matter. They use a two-dimensional feature space with T2-weighted 

and proton density images. They calculate the volume of each tissue type by 

averaging over the membership values of all pixels to each class. They report 

encouraging results.

Phillips et al [Phillips et al, 1995] apply FCM  to the differentiation of tumour 

boundaries from edema or haemorrhage. They perform the clustering in three- 

dimensional feature space with T1-, T2-weighted and proton density images. This 

demonstrates that FCM is advantageous when a specific tissue type (such as abnormal 

tissue) can not be modelled by a known distribution.

Hall et al [Hall et al, 1992] compare the FCM algorithm with a supervised neural 

network to classify pixels into five classes for normal cases and six for cases of brains 

with tumours (CSF, fat, tumour, edema, grey and white matter) using T l,-  T2- 

weighted and proton density images. They show that clustering using FCM  is 

superior for normal data but less stable for the pathologic cases where all tissue 

classes are disrupted. They also comment on the effect o f the initialisation on the 

speed of FCM. The same authors, in another study [Clarke et al, 1992] compare the 

FCM  algorithm with the supervised methods MLM, k-NN and an artificial neural 

network. As mentioned above in section 4.5, supervised techniques are heavily 

dependent on the training data and again the FCM proves to give the best results.

The main disadvantages of FCM, are that firstly, as with other unsupervised 

classification techniques, the results are not always anatomically meaningful and 

secondly the speed of execution and memory requirements exceed those of many 

other methods. Bensaid et al [Bensaid et al, 1992] try to overcome some of these 

problems with a partially supervised version of the FCM. This uses training data to 

guide it towards finding meaningful clusters. They demonstrate that this method 

reduces operator dependency while still arriving at meaningful results.

Pham and Prince [Pham and Prince, 1999] present an adaptive version of FCM 

(AFCM) that models intensity inhomogeneities as a gain field. Image intensities are
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allowed to vary smoothly throughout a three-dimensional image volume. The 

brightness variation due to the inhomogeneity is modelled by allowing the class 

centres to change according to the estimated gain field. First and second order 

regularization terms are used to ensure that the gain field is smooth and varies slowly. 

The authors report that AFCM yields lower error rates than FCM and other methods 

for segmenting inhomogeneity corrupted images.

From the literature reviewed above it can be concluded that completely unsupervised 

clustering algorithms are desirable to generate reproducible results that are 

independent of operator input. However, it is clear that some supervision or a priori 

knowledge about the image content is necessary to anatomically constrain or guide 

classification algorithms. The inclusion of such information should not bias the 

results but lead to more meaningful and relevant segmentation and classifications.

4.7 Segmentation using random Held models

The use of random field models to represent spatial or contextual information in an 

image were described in section 3.3. It was shown how spatial interactions between 

pixels can be modelled using a Gibbs random field model and incorporated into a 

Bayesian framework to perform a maximum a posteriori classification. This approach 

has been applied to the segmentation of M R brain data in which a spatial relationship 

between neighbouring pixels can be assumed. From brain anatomy we know that 

cortical grey matter is a continuous tissue region and white matter lies directly 

underneath. Random field models allow the introduction of connectivity constraints 

that encourage spatially contiguous regions.

In the literature, the approaches that have been taken to apply random field models in 

M R image classification very much follow the approach outlined in section 3.3.4. 

That is, a Bayesian framework is used to combine an a priori model with a 

conditional probability density representing the distribution of pixel features. A Gibbs 

distribution is used to provide the a priori model. Finally, the M AP estimate is found 

using minimisation. An optimisation method known as iterated conditional modes is 

commonly used. This method is relatively straight forward to implement and involves
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a K-means type clustering algorithm that performs minimisation over the 

neighbourhood of each voxel to model spatial constraints.

Choi et al [Choi et al, 1991] use a Markov random field to model the spatial 

interactions between what they call mixels. These are pixels that constitute more than 

a single tissue class. They apply their method to multi-channel M R images of the 

brain. Their approach is based on modelling the image data using Bayes rule and 

finding the MAP estimate using ICM. Their use of mixels allows them to investigate 

the partial volume effect. This paper is discussed further in chapter 6 where partial 

volume effects are addressed.

Pappas et al [Pappas et al, 1992] present an algorithm for image segmentation that 

follows the standard approach outlined previously. Their method differs in that the 

parameters are calculated adaptively. Initially the distribution parameters are 

estimated using the K-means algorithm over the whole image. As the classification 

proceeds, the window over which the distribution parameters are calculated is 

reduced. The ICM algorithm is used to optimise the classification. The adaptive 

calculation of parameters means that intensity variations across the image are 

accounted for.

Yan et al [Yan et al, 1995] present another variation of this method for M R brain 

segmentation which accounts for non-uniformity effects (these are discussed in more 

detail in chapter 5), by introducing a slowly varying cubic spline function to model 

slowly varying mean intensities.

Chang et al [Chang et al, 1996] present a method that uses a 3-dimensional GRF to 

model connectivity across and through planes with normal distributions for the class 

distributions. They estimate the mean of the distributions using a k-means clustering 

algorithm on a slice to slice basis. The variance for each distribution is initially a 

uniform value. This is then iteratively updated. Chang presents a minimisation 

method known as the highest confidence first (HCF). This is a deterministic method 

aimed at improving the performance of ICM. Instead of optimising at each site in turn 

in the image, HCF assigns pixel labels in a particular order that systematically
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increases neighbourhood interaction. They successfully apply the method to single

channel T1-weighted MR images of the brain and of a phantom.

Rajapakse [Rajapakse et al, 1997] present a similar approach to that above, again 

applying it to single-channel T1-weighted MR images. They use a 3-dimensional 

GRF to model spatial interactions and the gaussian distribution to model each of the 

tissue classes. They present an optimisation method based on ICM in which the 

distribution parameters are estimated using local information at each site and the 

parameters for the GRF are estimated after each iteration.

Classification methods that use random field models allow the inclusion of a priori 

information about the connectivity or topology of brain regions. In general, the results 

of methods that use this approach are improved in images where the different tissue 

regions are not so well characterised by a mean intensity value.

4.8 The use of a priori information in MR brain segmentation

Knowledge about the organisation of tissues in the brain and their characteristics in 

M RI can be used to construct segmentation techniques that incorporate a priori 

information. The main problem is how to formalise this knowledge. Heuristic 

approaches are often used. One example is the identification of skull, scalp and other 

extra-cortical tissues to separate them from the brain. The CSF that exists between the 

brain and the inside of the skull appears very dark on T1-weighted M R sequences and 

bright on T2-weighted sequences with long echo times. In transverse brain slices 

above the cerebellum, this knowledge can be used to detect a clear, circular brain 

outline.

Lim  et al [Lim et al, 1989] take advantage of this circular border. They mark the 

centre of a two-dimensional axial slice and sample a number of radii from the centre 

of the image around 360 degrees. They generate a new image in which each radii 

represents a row and search each row to find the transition between the brain, and 

skull and by selecting pixels which have an intensity less than T% of a running 

average of the previous N  pixels, where T and N  are specified by the user. They
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constrain the search further by starting it at a position calculated using the results of a 

previous number rows. They convert the detected transition pixels to rectangular co

ordinates and joined them to form the brain contour. This approach is quick but 

dependent on the input values T  and N.

Zijdenbos et al [Zijdenbos et al, 1994] find a rough estimate of the intracranial 

contour using a similar method to that described above [Lim et al, 1989]. However, 

instead of connecting the detected edge pixels, they compute a local threshold along 

each radial line, which is an average of the first intensity maximum to the left of the 

detected edge pixel and the first intensity minimum to the right of the edge pixel. A 

thresholding surface is computed for the whole image by fitting a first order plane to 

the local threshold values in a least squares fashion. They threshold the image using 

this surface, leaving a binary image that requires some further processing to remove 

extraneous regions leaving a binary mask of the intracranial contour.

This ’radial’ method (figure 4.2) is quite limited as it can only be used for processing 

data with an transverse slice orientation, and works best when the shape is roughly 

circular. Figure 4.2 shows an example of a T1 slice and its radial transformation. In 

this case it can be seen that it would be relatively simple to detect the brain skull 

border on a row by row basis in the radially transformed image. This method must be 

done on a slice by slice basis and so cannot take advantage of the extra dimension of 

information available from a volume data set.

Figure 4.2 The ‘radial’ method for skull stripping, a) Transverse MR slice, b) Radial 
transformation of slice in a) about the centre of mass of the image. The boundary between the 
brain and the skull is detected on each row of the radially transformed image.
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The segmentation method of Ashbumer et al [Ashbumer et al, 1997a] formalises a 

priori information within in Bayesian framework. This method uses a three- 

dimensional brain volume that contains probability maps representing the probable 

locations of CSF, grey matter, white matter, and other tissues within the standard 

space of a brain template. First of all the image is linearly matched to the brain 

template then the probability maps are used as a priori estimates for the different 

tissues. This technique performs very robustly. The influence of the probability maps 

means that the resulting partitions always look relatively correct. It is possible, 

however, that fine details such as thin strands of white matter may be lost because 

boundary voxels are incorrectly biased by the probability estimates.

Atkins and Mackiewich, [Atkins and Mackiewich, 1998], present a fully automatic 

segmentation method based on anisotropic diffusion filters [Perona and Malik, 1990], 

snakes or active contour models (Chapter 3, section 3.4) and a priori knowledge. 

They produce an initial brain mask by applying anisotropic filtering to approximately 

identify the intracranial countour. Using a priori information, non-brain tissues such 

as the eyes are removed from the brain mask using morphological operations. The 

intracranial contour is then properly identified using an active contour model. This 

method is dependent on the images having a transverse slice orientation. It therefore 

does not take advantage of the 3-dimensional information available in the image 

volumes.

4.9 Summary

This chapter has reviewed methods for the segmentation of M R brain images. Edge 

detection and region-based methods can be used for the extraction of specific features 

and objects. These methods may involve heuristics and are usually only applicable to 

images from a specific sequence and slice orientation.

In tissue classification, supervised methods are robust and generate anatomically 

meaningful results. The disadvantage is that they require the initial selection and 

labelling of a set of representative training data. This is a time consuming process and 

the results have been shown to be dependent on the initial selection of training
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samples. The advantages of unsupervised classification are that these methods 

automatic and the results are not dependent on training data. However, a priori 

knowledge about the image is not included in unsupervised techniques, except when 

the clustering is performed for a pre-specified number of classes. There is little 

control over the clustering process and the effect of the initial parameters on the final 

results is not always obvious.

Classification with multi-channel data has the advantage that there is more 

information on which to make pixel labelling decisions. For example, with multi-echo 

data sets, the images are spatially registered at acquisition and the sequence 

parameters can be tuned to highlight specific tissue characteristics. However, if the 

data sets come from different acquisition sequences or imaging modalities, scanning 

times are increased and extra complications arise from having to register the scans.

Approaches that assume a known statistical distribution for the range of intensities 

within tissue classes can be limited because in practice, artefacts in the image can 

cause deviations from the statistical model. Fuzzy approaches tackle this problem by 

allowing for uncertainties in the image and classifying pixels with a degree of 

membership to tissue classes.

Markov random field models can be used to introduce spatial information into an 

unsupervised classification process. This has the advantage of including some a priori 

information in the segmentation and imposing some non-subjective control over the 

results. The introduction of other a priori information such as probabilistic spatial 

maps of the different brain tissues can greatly improve segmentation results. 

However, it is important that a priori information is introduced in such a way that it 

does not bias results towards the expected solution rather than the truth.
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Chapter 5

MR image classification; consideration for image artefacts

MRI volumes can be acquired as single or multi-channel data sets. High resolution M R 

images are usually acquired as single channel data sets. These have the advantage of 

better definition at structure boundaries, which is especially significant when precise 

anatomical definition is required. The increased time necessary to acquire high 

resolution images means that it is not always ideal to acquire a multi-channel data set. 

This would not only increase overall scanning time but subject movement would be 

more likely, making accurate image registration necessary. Although the coregistration 

of intra-subject images can be considered as a routine procedure, it adds an extra 

processing step and therefore can introduce errors if not extremely accurate. The 

disadvantage of acquiring lower resolution, multi-channel data is that although the 

larger voxel size improves signal to noise ratio, it also increases partial volume effects. 

This reduces the ability to determine sharp boundaries between different tissues and 

structures, hence reducing the accuracy at which volumetric and morphometric 

analyses can be made.

The disadvantage of single channel images becomes clear however, when attempting 

to apply classification techniques to label or segment M R images. M ulti-channel data 

sets provide a multi-dimensional feature space (section 3.2) with more degrees of 

freedom and hence more statistical accuracy for the classification process. This is 

important when different tissues share similar intensity values within a single image 

modality. For example, in a single channel T1-weighted image, the intensities of 

voxels lying in the scalp layers above the skull can be close to the intensity values of 

white matter voxels. Some image artefacts can also cause an overlap in intensity values 

between different tissue types. In such cases, clustering algorithms that classify voxels 

according to intensity alone may not be able to discriminate between some tissue 

types. With multi-channel data, each channel can exploit a different set of features. For 

example, in one channel there may be good contrast between grey and white matter 

(e.g. T1-weighted) and in another channel there may be good contrast between brain 

tissue and scalp (e.g. T2-weighted). The combined information from these data 

channels can result in voxels being classified more accurately.
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In this thesis we are interested in the classification and analysis of high resolution MR 

images that provide clear anatomical boundary definition. For the reasons mentioned 

above, it is common to acquire high resolution images as single-channel data sets that 

are usually T1-weighted. Therefore, the experimental work presented in this thesis is 

limited to the investigation of classification and segmentation methods that are 

applicable to high resolution, single-channel images. The classification of single 

channel images can be particularly susceptible to image artefacts such as noise and 

non-uniformity. This is because each image voxel contains only a single value by 

which it can be classified. If the voxel value is corrupted by an artefact the 

classification of the voxel may not be correct. Therefore, this chapter focuses on the 

effect that image artefacts have on different classification methods.

This chapter is divided into three sections. Section 5.1 contains a discussion and 

review of methods to correct for image artefacts. An experimental investigation of the 

effect of image artefacts on classification methods is presented in section 5.2. The 

effect o f some artefact correction methods are also investigated. Three different 

unsupervised classification methods are explored. The first two are based on image 

intensity values alone and the third includes local spatial information in the form of a 

M arkov Random Field model. A simulated MRI volume and real M RI volumes were 

used in the experimental work. The MRI volumes were acquired using both a brain 

phantom and human subjects. Finally, section 5.3 summarises the experimental results 

and addresses the outstanding issues arising from the experiments.

5.1 Correcting for image artefacts

5.1.1 Noise

The signal-to-noise ratio (SNR) and contrast-to-noise ratio (CNR) are important 

factors for consideration when analysing MR images (section 2.7). Although the 

human visual system is able to recognise structures in an image in the presence of a 

considerable amount of noise, if either the SNR or the CNR are too low, computerised 

object recognition becomes very difficult. The visual analysis of images requires clear
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details and object visibility. Similarly, analysis using computerised methods requires a 

high SNR, as many image processing algorithms are highly noise sensitive.

The SNR can be improved by altering factors that affect the acquisition process. These 

include changing the time parameters in the acquisition sequence such as repetition 

time, inversion time and flip angle, averaging repeated acquisitions over a specified 

amount of time, scanning with larger voxels or processing the received signals during 

acquisition. These methods may carry a penalty of longer acquisition times or reduced 

resolution. Alternatively, the post-processing or filtering of raw M R data does not 

affect the acquisition process. The following section will discuss methods for noise 

reduction using post-processing and filtering methods.

Linear filtering and Gaussian smoothing

Smoothing the image using linear spatial filtering can reduce the effect of noise in an 

image. For example, each pixel intensity value can be replaced by the average 

brightness of its surrounding neighbours. Marr and Hildreth [Marr and Hildreth, 

1980] proposed that a Gaussian function offers optimal smoothing characteristics, 

being smooth and well localised in the spatial and frequency domain. However, this 

type of filtering also reduces the sharpness of important details such as lines and 

edges, affecting both visual analysis and image processing methods. An ideal filter for 

reducing noise in M R images should smooth homogeneous regions while preserving 

object boundaries and detailed structures. Furthermore the preservation of boundaries 

and structures should not create any new structures in the image [Canny, 1986].

Scale space and anisotropic diffusion

The scale-space technique was introduced by W itkin [Witkin, 1983] and further 

developed by Koenderink [Koenderink, 1984]. This involves generating coarser 

resolution images by convolving the original image with a Gaussian kernel. The main 

problem  with this technique, as mentioned above, is that the locations of edges at 

coarser scales become difficult to obtain.

Perona and Malik [Perona and Malik, 1990] introduced the method of anisotropic 

diffusion. This is a smoothing and edge detection method with a non-linear definition
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for scale-space. The non-linear scale-space of Perona and Malik is realised using a 

mathematically formulated diffusion process that encourages intra-region smoothing 

in preference to inter-region smoothing. The anisotropic diffusion equation is 

formulated as an image process It at time t ,

l t = div(c(x,y, t )Vl) = c(x,y, t )Al  + V c - V l  (5.1)

where d i v , V and A are the divergence, gradient and Laplacian operators 

respectively and c is the diffusion or conduction coefficient. The smoothing process is 

guided by c, which is a function of edge strength and includes knowledge about the 

statistics of image noise. Perona and M alik show that when the conduction coefficient 

is defined as

c(x, y , t ) = g(j|V/(x, y ,0 ||), (5.2)

edges are not only preserved, but also sharpened, for the correct function g(.). A 

discrete implementation of the Perona and Malik algorithm is depicted in figure 5.1, 

and a discrete representation of equation 5.1 can be given by,

= Kj  + CN ' ̂  nI  + Cs ’ + CE ’ ^  +  C W ' ^ W I  ) i j  ' (5-3)

The conduction coefficients c, between nearest neighbour pixels are defined as a 

function g of the gradient of the neighbouring pixel intensities. Perona and M alik 

show results for the functions shown in equations 5.4 and 5.5.

8 m = e ^ nVl'f) (5.4)

g (V /) =

1 + IN
K

\  J

(5.5)

They state that the first of these two functions tends to preserve high contrast edges 

over low contrast ones and the second tends to preserve large homogeneous regions

122



Chapter 5. MR image classification; consideration fo r image artefacts

over small ones. They suggest that the constant K  can be pre-specified or calculated 

using a “noise estimator” and employ an estimation suggested by Canny [Canny, 

1986]). This calculates a noise estimate from the gradient image histogram and is 

described in more detail in section 5.2.1.2.

I  n  ( i , j+ 1 )

I n  ( i - 1 , j )

cW

I  e  ( i+ 1 ,j )

I  s  ( i j - 1 )

Figure 5.1 The structure of the discrete computational scheme for anisotropic diffusion. The 
intensity of the current pixel, I at location i,j (central node) is associated with its neighbours 
IN , Is, IE , Iw  by the conduction coefficients cN, cS, cE, cW  in the N=North, E=East, 
S=South and W=West directions (Adapted from Perona and Malik, 1990).

Gerig et al [Gerig et al, 1992b] propose an extension of the anisotropic diffusion 

process to decrease noise in three-dimensional and multi-channel M R data sets. For 

the volumetric data, they directly extend the anisotropic diffusion method of Perona 

and M alik [Perona and Malik, 1990] to three dimensions. For multi-channel data sets, 

they apply the process to each channel of data but combine the corresponding 

diffusion coefficients to support the correlation of structural edges in the different 

channels of data. They report that their application of anisotropic diffusion allows 

spatial filtering of M R data that preserves and enhances image structures and fulfils 

m ost of the criteria defined for the improvement of SNR.

Simmons et al [Simmons et al, 1992, Simmons et al, 1994] demonstrate that 

anisotropic smoothing can be used to improve the quality of cluster analysis in MRI. 

They propose that this method can be used to improve SNR, which increases cluster 

compactness and separation.

123



Chapter 5. MR image classification; consideration fo r image artefacts

N oise  -  sum m ary

• The low SNR of MR images can corrupt segmentation methods that depend on 

image intensity and homogeneity within tissue regions.

• An ideal filter for reducing noise should smooth homogeneous regions while 

preserving object boundaries.

• In the literature, the anisotropic diffusion method has been reported to 

generate excellent results in which edges remain sharp and noise is reduced. The 

scheme is very well derived theoretically and has become a powerful tool in 

image processing.

• In this chapter, the anisotropic diffusion method is implemented and tested on 

experimental data. The effect of applying the anisotropic diffusion algorithm is 

evaluated with respect to tissue classification algorithms. The experiments and 

results are described in section 5.2.

5.1.2 Image non-uniformities

The use of radio frequency (RF) coils such as head or surface coils in M R studies has 

made it possible to obtain images with improved SNR [Axel et al, 1984]. However, 

such coils can cause image intensity non-uniformities in T1 -weighted M R images. 

W hen these effects occur, the intensities of individual pixels in an image are not only 

dependent on the proton density and relaxation times of the tissues, but also on the 

position of the pixel within the image and with respect to the RF coil. The non

uniformities are multiplicative [Axel et al, 1984], having a proportionally greater 

effect on signals of higher amplitude and are characterised by a low frequency 

intensity change. The human visual system can easily compensate for this, but 

computerised segmentation and quantification techniques that classify different 

tissues based on pixel intensity, can be severely degraded by these intensity 

variations.

Image non-uniformities may also be caused by RF transmitter or receiver 

inhomogeneities, RF attenuation from overlying tissues, static field inhomogeneity
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and non-uniformity in the size and shape of the image plane. The non-uniformity can 

occur in the different image planes, within or between slices, and vary from  system to 

system. Methods to compensate for these non-uniformities are based, in general on 

the computation of a reference image or matrix that is then used to correct the image 

or images of interest. In the literature, these methods fall into two general categories. 

In the first category, the non-uniformity correction is based on an image of a standard 

phantom. In the second category, the degree of non-uniformity is estimated from the 

acquired MR data and/or the non-uniformity is mathematically modelled to perform 

the correction.

Non-uniformity correction based on phantom  image data

An image of an appropriate phantom gives a standard pattern of non-uniformity. The 

phantom image can be used to correct subject images suffering from non-uniformity 

by dividing the image of interest by the phantom image. Alternatively, a model can be 

generated from the phantom image, for example by fitting a surface to the phantom 

image. This mathematical representation of the non-uniformity can then be used to 

make the correction, again by dividing it into the subject image.

Condon et al [Condon et al, 1987] investigate two methods, both based on a water 

phantom, to correct for the non-uniformity caused by a standard head coil. In the first 

method, they fit curves to the horizontal and vertical profiles of the phantom, 

calculate the parameters that give the best fit, and determine a correction factor for 

each pixel value that is dependent only on its horizontal and vertical displacement 

from  the centre of the image. In their second method, they low-pass filtered the 

phantom image to produce a heavily smoothed version and used this as the correction 

matrix. They made these corrections for all three image planes. They report that the 

curve fitting method is more effective than the correction matrix approach. This is 

probably because additional noise and signal fluctuations can be introduced by the 

phantom image. However the approach using the phantom correction matrix can be 

easily implemented on any MR system whereas the less noisy curve-fitting technique 

requires individual parameters to be calculated for each system and RF coil.

Brey et al [Brey et al, 1988] calculate a correction for intensity falloff in surface coils
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by computing a surface coil profile for each image which is based on the surface coil 

image and a low resolution body coil image of the same region. They apply the 

surface coil profile as a correction matrix by dividing it into the surface coil image. 

The resulting image has the SNR of the surface coil and the homogeneity of the body 

coil. This method requires extra time to acquire the body coil image for each image 

acquired.

W icks et al [Wicks et al, 1993] show that a correction based on a phantom for head 

and surface coils can improve the uniformity of images of any orientation. They 

calculate the correction matrix from the three-dimensional image of a uniform water- 

filled phantom and transform its physical co-ordinates to match those of the image of 

interest. They remove random noise from the phantom image using a median filter 

and propose that only a single phantom scan is necessary because it can be shifted 

with respect to the patient scan to take into account different head coil positions. They 

note that the correction of orientation dependent non-uniformities could be improved 

by the use of two correction matrices in two image planes, and a more ideal correction 

for oblique scans would come from a phantom image acquired in the same orientation 

but would require extra scanning time.

Simmons et al [Simmons et al, 1994] use scans of uniform oil phantoms to calculate a 

correction matrix for image non-uniformity. They use oil phantoms rather than water 

phantoms because the magnitude of radiofrequency standing waves that cause RF 

penetration effects is large in water-based phantoms. These authors demonstrate how 

the application of a correction for non-uniformity can improve the quality of tissue 

classification using cluster analysis in T1-weighted MR.

N on -u n ifo rm ity  correction  based  on ph a n to m  im age  -  su m m ary

• Image non-uniformity is a low-frequency artefact caused by RF coils, RF 

transmitter or receiver inhomogeneities, RF attenuation and static field 

inhomogeneities.

• Non-uniformity corrections based on the image of a phantom are an effective 

and simple method in which the image is divided by either the pattern of non-
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uniformity or by a mathematical model of this pattern.

• As it is unlikely that the non-uniformity pattern will be the same for every scan 

and every subject, a phantom image-based correction would require the 

phantom to be scanned with each acquisition. This is highly impractical in a 

clinical setting or busy research environment with large subject throughput.

• An alternative is to generate a new correction for each acquisition that is based 

on a single phantom image acquired for a specific RF coil. The disadvantage of 

this approach is that accurate knowledge is required about the geometrical 

relationship between the position of the coil and the image field of view.

Non-uniformity correction based on the original image data

A non-uniformity correction calculated from the image itself is based on the 

assumption that the RF non-uniformity is a low frequency artefact. Different 

approaches to making this correction include using a low-pass filtered version of the 

original image, fitting a surface or bias field to the image to model the non-uniformity 

or combining statistical classification of the tissue partitions with basis functions to 

model the non-uniformity.

A low-pass filtered version of the image approximately models the non-uniformity 

and can be used to make a uniformity correction by dividing the original image by the 

smoothed version. This type of filtering, in which a low-pass filtered version of the 

image is subtracted or divided from the original image is known as unsharp masking. 

[Gonzalez and Wintz, 1987, Jain, 1989]. One of the problems with this approach is 

that high frequency components in the data such as edges and object boundaries 

become blurred when the low-pass filtering is applied. These blurred edges introduce 

new artefacts into the original image when it is divided by the smoothed version. The 

new artefacts are in the form of edge distortions and several approaches have been 

suggested in the literature to correct for these as part of the non-uniformity correction.

Lim et al [Lim et al, 1989] use a homomorphic filtering approach and correct for the 

edge distortion by extending the intensity values of pixels at a previously defined 

brain-skull border, radially outwards to the edge of the image matrix. The result is a

127



Chapter 5. MR image classification; consideration fo r image artefacts

’feathered’ image. They blur the feathered image and divide it into the original image 

to make the correction. This method requires an ad hoc segmentation to determine the 

brain-skull border that works on transverse slices and is not necessarily successful for 

all slices through the brain.

Harris et al [Harris et al, 1994] also use homomorphic filtering to correct for non

uniformity. They set background and CSF pixels to the mean value of the brain, 

eliminating the edges that cause the artefactual distortions. A similar approach is also 

used by Narayana et al [Narayana et al, 1995], The disadvantage of these methods is 

that they require an additional preliminary step of pixel labelling.

It is clear that the disadvantage of homomorphic filtering or unsharp masking is the 

need to detect the boundary or background of the object of interest. However, 

Narayana et al [Narayana et al, 1995], do conclude that this RF non-uniformity 

correction substantially reduces the scan-to-scan and inter-observer variabilities in the 

supervised non-parametric segmentation and determination of intra-cranial volumes. 

Therefore, homomorphic filtering methods that correct for edge distortion do give 

reasonable results, although they require the additional task of identifying object 

boundaries.

Dawant et al [Dawant et al, 1993] describe two slightly different versions of non- 

uniformity correction to aid tissue classification. These both involve fitting an 

intensity correction surface to the image data. In the first variation, they generate the 

intensity correction surface by fitting it to a set of operator-selected points of a tissue 

class. In the second method they fit the surface to reference points obtained from the 

results of a preliminary supervised classification. They report that the first method 

gives a more thorough correction than the second method but is extremely sensitive to 

the selection of reference points. Both of these methods suffer from the necessity of 

an operator to select points throughout the whole volume that are typical to each of 

the tissue classes. This can lead to large inter-measurement variations. The second 

method will also be biased by the results of the supervised classification and the 

difficulty in obtaining a reliable set of reference points falling within each of the 

tissue classes.
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W ells et al [Wells et al, 1994, 1995] propose a combined statistical intensity 

correction and segmentation algorithm for M RI data. They use an expectation- 

maximisation (EM) algorithm to achieve an interleaved non-uniformity correction 

and statistical segmentation. The algorithm iterates between two steps, the E-step for 

calculating the posterior tissue class probabilities and the M-step for estimating the 

non-uniformity. They model the non-uniformity as an additive bias field by 

logarithmically transforming the data. At the first iteration, they calculate the 

posterior class tissue probabilities with respect to the current bias field estimate, then 

on the second iteration they find a M AP estimate of the bias field for the current 

tissue probabilities. The algorithm can be initialised with either an estimate for the 

current tissue probabilities or with an estimate for the bias field.

The limitations of this algorithm are that the MR intensity distribution is modelled as 

a Gaussian mixture model and the results are very dependent on the estimation of the 

mean value for each class. Such estimates are particularly difficult to obtain in the 

presence of image non-uniformities. The bias field estimate for each voxel is 

calculated from the difference between the intensity of the voxel and the assumed 

mean. Therefore, if any of the class means are not good representations of the tissue 

classes, the estimation of the bias field may introduce errors into the classification.

Guillemaud et al [Guillemaud et al, 1996, 1997] propose a modification to the 

technique of W ells et al. They introduce another tissue class that they label ‘other’ 

that has a non-Gaussian probability distribution. This class contains all of the pixels 

that are not represented by the Gaussian distributions of the defined tissue classes. 

They assume a uniform probability density for the ‘other’ class of intensities. The 

resulting combination of tissue classes is a mixture of Gaussian densities and a 

uniform density. They then estimate the bias field only with respect to the tissue 

classes that have Gaussian distributions of intensity values. This is reported to give 

better results than the method of Wells when such ‘other’ classes exist in the image.

However, as with all methods that attempt to model tissue classes with parametric 

distributions, there is still the problem of estimation of the number of classes and the 

mean class values. Guillemaud et al [Guillemaud et al, 1996, 1997] present a similar
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bias field method with an initial exploration of the application of minimum entropy. 

This method attempts to choose automatically the number of classes and the 

associated parameters by minimising a measure of entropy where the entropy is 

defined as a function of the image histogram in the region where the bias field should 

be calculated.

Brechbuhler et al [Brechbuhler et al, 1996] compensate for non-uniformities in MRI 

by estimating the parameters of an inhomogeneity or bias field model directly from 

the image data. They generate an energy function that is a function of the difference 

between the measured signal, the expected cluster centre and the bias field. The bias 

field is modelled as a linear combination of smooth basis functions and is based on 

the logarithmic values of the original data. They then use a non-linear optimisation 

algorithm to generate the minimum energy value over all pixels and linear 

combinations of basis functions. This method generates an estimated bias field by 

pushing pixel values close to an expected class mean. The generated bias field can be 

used to correct the original data but is very dependent on and influenced by the prior 

estimation of the class means.

Lee et al [Lee et al, 1996] apply an adaptive version of the fuzzy C-means algorithm 

(FCM, section 3.2.3) to estimate the bias field and correct for M R non-uniformities. 

The adaptive version of the FCM is based on a similar extension to the hard k-means 

algorithm presented by Pappas [Pappas, 1992] and described in section 4.7. The 

adaptation to local variation in mean signal intensity is accomplished by estimating 

class means over a local neighbourhood then smoothing and extrapolating between 

neighbourhoods. The adaptive FCM is applied for two classes where one represents 

high intensity voxels (most soft tissues) and the other low intensity voxels (air and 

CSF). Only the high intensity class was used to estimate and correct for the non

uniformities. As with other methods the original image was divided by the bias field 

estimate. This approach is particularly attractive because it is fully automated and 

does not require any prior estimates for distribution parameters. However, if the 

contrast between soft tissues was relatively high, the local estimates of mean signal 

intensities may be influenced by the tissue distribution in that neighbourhood.
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Ashbumer et al [Ashburner et al, 1998] present another combined tissue classification 

and non-uniformity correction. The iterative tissue classification algorithm 

incorporates prior knowledge of the spatial distribution of tissues (as described in 

section 4.8, [Ashbumer et al, 1997a, b]). Variations in intensity due to 

inhomogeneities are modelled by smoothly varying basis functions. These are based 

on a linear combination of low frequency functions generated using the one

dimensional discrete cosine transform for each of the three image orientations. These 

functions are calculated over the whole image volume and their order is dependent on 

the amount of non-uniformity correction to be applied. This is specified by the user. 

For example, a small amount of non-uniformity correction may use the discrete 

cosine transform to the order of 6 basis functions.

The first iteration of the algorithm calculates the probabilities of each pixel belonging 

to each class using the a priori probabilities of the different classes only (i.e. those 

supplied by a co-registered template image). Means and variances for each class are 

calculated at the end of the iteration. The first estimate of the intensity modulation 

due to non-uniformity is set to an arbitrary value. This is multiplied by the basis 

functions to generate a non-uniformity field. The following iterations of the algorithm 

then multiply the original image by the non-uniformity field to create an intensity- 

modulated image. The class probabilities for each pixel are then calculated using both 

the a priori (spatial) probabilities together with the Gaussian function of the intensity- 

modulated image and the previously calculated means and variances. At this stage in 

each iteration, a new estimate for the intensity modulation is made. This is calculated 

by dividing a function of the new class probabilities, the basis functions and the 

original image by a function of the new class probabilities, the basis functions, the 

original image and the class means (calculated at the end of the previous iteration). 

The division of these two functions results in a new estimate of the intensity 

modulation. The new intensity modulation will have the effect of multiplying the 

original image by the basis functions so that each voxel will have a value that is 

closer to the mean of the class to which it is most likely to belong. This is an iterative 

process that stops when an appropriate stopping criterion is reached. In this case the 

stopping criterion is when the normalised sum of the log probabilities stops changing. 

This algorithm is outlined below.
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1. First iteration:

i. Calculate class probability of each pixel based on a priori (spatial) 

probabilities of tissue classes only.

ii. Calculate new class means and variances based on class probabilities and 

original image.

2. Make initial (arbitrary) estimate of intensity modulations M.

3. Begin iterations:

i. M ultiply intensity modulations M  by basis functions from discrete cosine 

transform, [Bx,By,Bz] to create non-uniformity field.

ii. M ultiply non-uniformity field by original image to create intensity-modulated 

image.

iii. Calculate new class probability of each pixel based on a priori (spatial) 

probabilities together with the Gaussian function of the intensity-modulated 

image and class means and variances

iv. Update estimate of intensity modulations M  by divide function A by function 

B where,

A is a function of the new class probabilities x ([Bx,By,Bz] x original 

image)2

B is a function of the new class probabilities x [Bx,By,Bz] x original 

image x class means

v. Re-calculate class means and variances based on new class probabilities and 

intensity-modulated image calculated in step 3.ii.

4. Stop iterations when the normalised sum of the log probabilities stops changing.

The use of prior knowledge about the spatial distribution of tissue classes means that 

this method is not dependent on the initial estimations of the tissue means and 

variances. This method is used in the experimental work presented in section 5.2 to 

determine the effect of non-uniformity in the experimental data.

Methods that attempt to correct for non-uniformity using the original image data have 

an advantage over those using a phantom because details about the position of the RF 

coil do not need to be known, and no extra scanning time is necessary to produce a 

phantom image. Axel et al [Axel et al, 1987] compare the results of a correction based
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on a phantom image and a correction based on a low pass filtered version of the 

image. They conclude that the former method gives the best corrected image but the 

latter is more practical for most applications.

N on-un iform ity  correction  b ased  on the orig in a l im age  -  su m m ary

• Non-uniformity corrections that are based on the image itself take advantage 

of the low frequency nature of this artefact.

• Homomorphic filtering is based on dividing the image by a low-pass filtered 

version of the original image. This is very straight forward but requires an 

additional step to correct for artefacts introduced by the low-pass filtering of 

high frequency features such as edges. These methods work best for surface coils 

where there is a large variation in sensitivity across the field of view.

• Another correction based on the original image involves fitting a surface to the 

pattern of non-uniformity. The main disadvantage of this method is that it 

requires the selection of points or regions and so introduces an additional step 

that is problematic to automate.

• Parametric methods usually make assumptions about the form of the bias field 

in terms of its low frequency characteristics and the uncorrupted data in terms 

of a parametric model. Such methods usually require the estimation of the 

uncorrupted tissue class means and variances. If the model describes the data 

and/or the artefacts well, then such a correction method will greatly improve the 

results of tissue classification and quantification. However, a poor model will 

obviously bias the tissue classification, producing erroneous results.

• It is important that the correction method can work in all three dimensions to 

correct for non-uniformities between slices as well as within slice.

• The method of Ashburner [Ashburner et al, 1998], is a parametric method 

that does not depend on the estimation of class means and variances. This 

method is used in the following experimental work to assess the effect of non

uniformity on standard tissue classification algorithms by comparing between 

the results of corrected and uncorrected data.
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5.2 Experimental investigation of image artefacts

In this experimental work, image artefacts such as noise and RF inhomogeneity were 

examined for a set of T1-weighted M R images. The effects of the artefacts on 

different classification algorithms were investigated and different methods to correct 

for image artefacts were explored. Three different classification methods were 

applied. Two of them were based on global intensity information in the images and 

the third combined global information with local information about the spatial 

relationships of neighbouring voxel intensities.

This experimental work had the following aims,

• To observe the ‘detrimental effect’ of noise and non-uniformity on tissue 

classification algorithms.

• To investigate artefact correction methods that ‘improve’ classification results.

• Both the ‘detrimental effect’ of an artefact and any ‘improvement’ due to a 

correction method were judged quantitatively when the classification results 

could be compared with the ‘truth’. This was the case with the simulated MR 

data. When no ‘truth’ was available (for example with the subject data), a 

subjective judgement was made that relied on visual assessment.

5.2.1 Materials and methods

5.2.1.1 Images

The images used in the presented experiments are described in the following sections. 

(The simulated and subject MRIs are also used in the work presented in Chapter 6).

i) Sim ulated brain images

The simulated brain images were created using an MRi simulator [Kwan et al 1996, 

Cocosco et al, 1997]. The simulator allows users to independently control various MR 

acquisition parameters and to obtain realistic M R images of the brain via the 

BrainW eb internet site (http://www.bic.mni.mcgill.ca/brainweb). The MRi simulator 

was designed specifically for the purpose of validating quantitative analysis methods.
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It is possible for the user to select the image modality in terms of T l ,  T2 or proton 

density, the slice thickness, the percentage noise level and the percentage intensity 

non-uniformity. So that the simulated image was similar to the subject images 

analysed in this work, the following parameters were selected: T l-w eighted, slice 

thickness of 1mm and a noise level of 5% (which is probably the upper limit for the 

acquired images).

A discrete anatomical volume corresponding to the simulated M RI volume was 

available in which each voxel was labelled according to the tissue class it belonged to. 

The anatomical volume was used to compare the results of the classification methods 

with the ‘real’ voxel labels. ‘Fuzzy’ tissue membership volumes were also available. 

There was a fuzzy volume for each tissue class and the voxel values in each fuzzy 

volume reflect the proportion of tissue present in that voxel (this is a value between 0 

and 1).

The BrainW eb simulated volume included classifications for the following partitions: 

background, CSF, grey matter, white matter, fat, muscle and skin, skin, skull, glial 

matter and connective tissue. In the work presented here, only the CSF, grey and 

white matter partitions were used. The glial matter that occurs subcortically around 

the ventricles was classed as grey matter as in many T l image volumes, the glial 

matter is not distinguishable from grey matter.

ii) Brain phantom

The phantom images were collected using a Hoffman brain phantom [Hoffman et al, 

1990]. This phantom consists of a stack of perspex slices, 4mm thick, cut to an 

anatomical M RI template, contained in an outer cylindrical perspex shell, resulting in 

a three-dimensional structure with three compartments. One compartment, the 

perspex, simulates the central brain structures and the grey matter of the cortex. The 

second compartment, the fillable cavity, structurally simulates white matter. The third 

compartment consists of air-filled cavities and the space surrounding the persex slices. 

This compartment represents CSF. The phantom was originally designed to be filled 

with a radioactive solution and imaged using emission tomography to mimic the 

distribution of a tracer of metabolism in the human brain. For M R imaging, the cavity
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was filled with tap water.

The phantom was scanned on a 2T Siemens Magneton scanner at the W ellcome 

Department of Cognitive Neurology, Institute of Neurology. A three-dimensional 

magnetisation-prepared rapid gradient echo (MPRAGE) sequence was used to acquire 

a high resolution, Tl-w eighted volume. The sequence parameters were: TR=9.7ms, 

TE=4ms, TI=600ms, NEX=1, flip angle of 12 degrees, matrix size of 256x256, 108 

transverse slices with a voxel size of 1 x 1 x 1.5 mm. An RF head coil was used for 

RF transmission and reception. Orthogonal views of the image volume are shown in 

figure 5.2b.

From figure 5.2b, it can be seen that the phantom images did not exploit T l values 

corresponding to brain tissues. However, the contrast between the perspex, water- 

filled cavities and air, created excellent ‘tissue’ boundaries that could be used to 

explore the ability of the classification algorithms to discriminate between spatially 

distinct regions. Two sets of digital templates corresponding to the persex phantom 

slices were available. These were binary images that were supplied by the 

manufacturer and had served as the patterns used to create the phantom. They 

corresponded to the perspex slices with and without the fillable cavities removed. 

From these, the numbers of voxels in the perspex and fillable compartments could be 

calculated. These values could be used to compare the classification results with the 

actual volumes of the perspex compartment and water-filled cavities.

iii) Human images

Tl-w eighted images were obtained from control subjects on a 1.5T Siemens 

Magneton scanner at Great Ormond Street Hospital for Sick Children. A three- 

dimensional magnetisation-prepared rapid gradient echo (MPRAGE) sequence was 

used to acquire high resolution, Tl-weighted, anatomical images. This sequence had 

been chosen to provide the optimal differentiation between grey and white matter. 

The sequence parameters were: TR=10, TE=4, TI=200, NEX=1, flip angle of 12 

degrees, matrix size of 256x256, 128 sagittal slices with a voxel size of 1 x 1 x 1.25 

mm. An RF head coil was used for RF transmission and reception.
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Images from five subjects were analysed. These images were collected as part of a 

control group for volumetric studies in which specific brain structures were compared 

with those of patients with temporal lobe epilepsy. One such study is presented in 

Chapter 7 of this thesis in which the original sagittal slices were resliced into 1.5mm 

thick coronal slices. The coronal slices were oriented so that they were perpendicular 

to the direction of the hippocampus. Only coronal slices covering the length of the 

hippocampus were included in the volumes to be analysed. These coronal slices were 

used in the experiments that are presented in the following sections. Orthogonal views 

of one of these image volumes are shown in figure 5.2c. This figure demonstrates that 

the anatomical coverage was limited to the extent of the hippocampus.

The following sections outline the processing steps applied to some or all of the 

images described above. These processing steps are:

• Noise estimation

• Gaussian smoothing

• Anisotropic diffusion

• Non-uniformity correction

• Tissue classification
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Figure 5.2 Orthogonal views of Tl MR images used in the experimental evaluation of image 
artefacts and partial volume effects, a) BrainWeb simulated volume, b) Hoffman brain 
phantom c) Real volume from control subject.

5.2.1.2 Noise estim ation and  sm oothing

The effect of smoothing on image noise was investigated using a 3D Gaussian 

smoothing kernel and 3D anisotropic diffusion. The effect of these smoothing kernels 

is dependent on the scale at which they are applied. For Gaussian smoothing this 

involves either successively increasing the FWHM of the smoothing kernel or 

iteratively smoothing the image with the same size kernel. These two operations have 

the same effect because Gaussian smoothing is a linear process. The relationship

138



Chapter 5. MR image classification; consideration fo r image artefacts

between iterative smoothing and increasing the smoothing kernel follows Pythagoras’ 

law. (i.e. if an image is smoothed with a kernel width of s pixels, followed by a 

second smoothing with the same kernel, the result is equivalent to smoothing the

smoothing is however a non-linear process. That is, the effect of increasing the 

constant K  in the conduction coefficient definition (equations 5.4 and 5.5) is not the 

same as iteratively applying the anisotropic diffusion. It can be seen from these 

equations, that if K is increased, the value for the conduction coefficient becomes less 

sensitive to the strength of an edge at that point. The result becomes similar to using 

an isotropic smoothing filter such as Gaussian smoothing. However, when a 

reasonable value for K is used and the anisotropic diffusion process is iteratively 

applied to the smoothed image, noise is reduced and strong edges are retained. The 

value of K should therefore be chosen with respect to the amount of noise in the 

image.

A noise estimator suggested by Canny [Canny et al, 1986] was used by Perona and 

Malik [Perona and Malik, 1990], This method relies on the gradient of the image 

having different amplitudes depending whether it is responding to noise or strong 

edges. This fact is used to decompose image noise from signal. If it can be assumed 

that the noise has a Gaussian distribution, while step edges are made of large values 

occurring infrequently, then a histogram of the gradient image should be composed of 

responses to noise at low gradient values and responses to edges at higher gradient 

values. From this assumption, a noise level can be estimated from the positions of the 

low percentiles (from about 80 to 90 percent). The value for noise obtained using this 

noise estimator was compared with the value obtained using a simple region of 

interest approach that measured the noise in the image background. The effects of 

different smoothing filters were applied to the simulated data and the real human data. 

The exploratory experiments described in the following sections were performed to 

make a visual assessment of the effect of the different smoothing filters.

i) Noise estimation

Noise levels were estimated by defining a small region of interest in the image 

background and determining the standard deviation within the region. The noise

original image with a kernel width of n pixels where Anisotropic
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estimation method of Canny was also applied to both the simulated and real MR 

image volumes. Histograms of the gradient volumes were generated and the 80th 

percentile calculated.

ii) Comparison o f  Gaussian smoothing and anisotropic diffusion

The simulated and real images were filtered using three-dimensional Gaussian 

smoothing and anisotropic diffusion. The original Gaussian smoothing kernel size had 

a FW HM (full width half maximum) of one voxel in each dimension. The anisotropic 

diffusion algorithm was implemented as described in section 5.1. The two functions 

described in equations 5.4 and 5.5 (defining the conduction coefficient), were tested. 

These two methods will be referred to as A.D.I and A.D.II. The constant K in these 

functions was obtained empirically. Firstly, K was set to the value calculated from the 

noise estimations as described above. It was then adjusted according to the results of 

the smoothing.

All smoothing filters were applied at several scales. For Gaussian smoothing this 

involved increasing the FWHM of the smoothing kernel. For anisotropic diffusion, 

the algorithm was iteratively applied to the data. Profiles through the data were 

acquired before and after smoothing to demonstrate the effect of each filter and to 

observe its behaviour in scale space.

The effect of smoothing on tissue classification was investigated by applying the 

classification algorithms described below to the M RI volumes smoothed at different 

scales (section 5.2.1.4). Noise estimation, Gaussian smoothing and anisotropic 

diffusion were not tested on the phantom M RI data because the M R characteristics of 

the phantom are not the same as those of a human head. This data was however useful 

for testing the classification algorithms.

5.2.1.3 Non-uniformity

i) Non-uniformity correction

Image non-uniformity was investigated by applying the method presented by 

Ashburner et al [Ashbumer et al, 1998] described in section 5.1.2. The simulated MR
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volume used in this work was also used previously by Ashbum er et al [Ashbumer et 

al, 1998] to validate this non-uniformity correction method. The simulated data was 

therefore excluded from these investigations and it was assumed in this work that the 

non-uniformity correction was a validated method.

The aim of these experiments was to evaluate the amount of non-uniformity in the 

subject M R images before and after applying the uniformity correction. This was of 

interest because the low frequency nature of the non-uniformity effect means that 

visually, its presence is not always obvious. This was the case for the subject images 

analysed in this work. The non-uniformity correction was applied to the real human 

data and its effect evaluated using the method described in the next section. The non

uniformity correction performs a combined correction and classification. It uses a set 

of basis functions to estimate the non-uniformity and classifies the images into four 

classes (CSF, grey matter (GM), white matter (WM) and other).

The phantom data was also excluded from the non-uniformity assessment because the 

correction method relies on the data having a specified a priori distribution of voxel 

values (in terms of intensity and spatial localisation). The intensities of the different 

tissue classes in the brain phantom did not correspond with the a priori distribution 

for the real image volumes and therefore the non-uniformity correction would have 

been unsuccessful.

ii) Evaluation o f  non-uniformity

A method that has been reported in the literature was implemented and used to assess 

the amount of non-uniformity in the images before and after the intensity correction 

[Wicks et al, 1993, Dawant et al, 1993, Lee et al, 1996]. The grey and white matter 

segments resulting from the combined non-uniformity correction and classification 

were added together to produce a mask of brain tissue alone. Intra-slice non

uniformity NUintraslice was then calculated for the region defined by the brain matter 

mask within each slice, in the three orthogonal orientations, for uncorrected and 

corrected images. The intra-slice non-uniformity is defined as
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N il intraslice (5 .6)

where fi and o  are the mean and standard deviation of the region within the slice. 

The inter-slice non-uniformity was also calculated over all image slices. Inter-slice 

non-uniformity is defined as

where / / intersijCe an<3 0 interslice are the mean and standard deviation over the individual 

slice means.

The effect of the non-uniformity correction on tissue classification was also 

investigated by applying the classification algorithms described below to the 

corrected subject M RI volumes (section 5.2.1.4).

5.2.1.4 Tissue classification

Three different unsupervised tissue classification algorithms were used to classify 

image volumes into the three tissue classes corresponding to CSF, grey matter (GM) 

and white matter (WM). The applied algorithms were the K-means algorithm (KM), 

the fuzzy C-means algorithm (FCM) and a maximum a posteriori (MAP) approach in 

which a Markov random field (MRF) was used to model the local spatial relationship 

between neighbouring voxels. These methods were introduced in Chapter 3 and the 

algorithms are described in more detail in Appendix A. As described in section 3.2.2, 

KM assigns a single value to each voxel representing one of the three tissue classes. 

Voxel labels are assigned by minimising the distance between voxel intensity values 

and updated tissue class averages. The MAP approach parametrically models the 

tissue classes as Gaussian distributions and the a priori probability for the tissue 

classes is described by an MRF (as described in section 3.3).

The FCM algorithm that is described in section 3.2.3, assigns n values to each voxel, 

where n is the number of tissue classes. In this case n - 3, representing GM, W M  and

interslice
interslice

interslice
(5.7)
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CSF. The n values are all between 0 and 1, sum to 1 and represent the degree of 

membership to each of the classes (this value is also known as a fuzzy membership 

value). The FCM result is turned into a “crisp” or “hard” classification (i.e. a single 

value assigned to each voxel) by applying a threshold criterion. In this case, each 

voxel is assigned to the class for which the fuzzy membership value is greater than for 

the other classes (maximum class criterion).

Initial starting estimates were required for the mean intensity values of the tissue 

classes, for all of the classification algorithms. These were estimated from the peaks 

of the image histograms. The histogram peaks were labelled with the tissue class 

corresponding to that intensity. For example, in the simulated and subject MRI 

volumes, the lowest intensity peak corresponded to CSF, followed by GM then WM 

(figure 5.12 and figure 5.20 respectively). In the phantom M RI volume, the lowest 

intensity peak corresponded to air, followed by water-filled cavities then perspex. 

These partitions were labelled in terms of anatomical structure and location as CSF, 

W M  and GM respectively.

The FCM and MAP algorithms have parameters that can be varied to control their 

behaviour. The FCM algorithm has a fuzzification factor that controls the influence of 

the fuzzy membership function on the classification. In the literature the fuzzification 

factor has been set to values between 1 and 2 for M R image segmentation [Bensaid et 

al, 1992, Bezdek et al, 1993, Brandt et al, 1994]. In the experiments presented here, 

the parameter was set to 2. The parameter was also tested for fractional values 

between 1.5 and 2.5 (1.6, 1.8, 2.2 and 2.4.). These values made minimal difference to 

the results so a value of 2 was selected, which has computational advantages over the 

fractional values.

The M AP algorithm uses a weighting parameter a  that can be varied to control the 

influence of the local neighbourhood on the overall classification (equation 3.27). In 

these experiments the weighting parameter for the MAP approach was determined 

empirically. For the simulated data, a = l ,  2 and 3 were used. For the subject M RI 

volumes, only a = l  was used. Both the fuzzification factor and the M AP weighting 

param eter are described in more detail in Chapter 3.

143



Chapter 5. MR image classification; consideration fo r  image artefacts

The M AP weighting parameter for the phantom data was originally chosen to be a=2,

3. However, the strange characteristics of the phantom’s structure and M R images 

resulted in a value of 100 being empirically tested. The reason for this and the effect 

on the M AP classification results will be explained in the results section.

The classification algorithms were applied to the three sets of M RI data after different 

types and scales of smoothing. The precise details of the classification experiments 

are described for each set of M RI data below.

i) Classification o f  simulated M RI volume

The simulated images were smoothed and masked so that only CSF, GM and WM 

were remaining in the image. The mask was generated from the appropriate tissue 

partitions from the discrete anatomical volume. As mentioned previously, a small 

sub-cortical part of the discrete anatomical volume was labelled as glial matter. This 

was also included in the mask and treated as GM. The number of classes was set to 

three and the KM, FCM and MAP algorithms were applied. For the M AP algorithm, 

the weighting parameter a  was set to 1, 2 and 3. In each case, the labelled tissue 

partitions were used to mask the original data in order to calculate means and standard 

deviations for each tissue class. The results were assessed by comparing the means 

and standard deviations with those obtained from the anatomical data. The number of 

mis-classified voxels was also obtained by comparing the results with the anatomical 

volume. Percentage errors were then calculated for the resulting numbers of voxels 

per tissue class, class means and standard deviations.

Location o f  mis-classified voxels in simulated data

Subtracting the classified tissue classes from the discrete anatomical data generated 

maps of the locations of mis-classified voxels. This was done for the FCM , KM and 

the M AP classification results obtained before and after smoothing.

ii) Classification o f  phantom  M RI volume

The phantom M RI volume was classified into three classes corresponding to air, 

water and perspex (but labelled as CSF, WM and GM respectively). Results were
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obtained for the KM, FCM and M AP algorithms after applying different types and 

scales of smoothing to the phantom volume. For the M AP algorithm, the weighting 

parameter a  was initially set to 2, 3. A value of 100 for the weighting param eter was 

also tested on this data. The resulting segmented images and numbers of classified 

voxels for the perspex (GM) and water (WM) compartments were compared with the 

results from the digital templates.

iii) Classification o f  subject M RI volumes

The subject MRI volumes were corrected for non-uniformity and smoothed with 

different types and scales of smoothing. Uncorrected, corrected, unsmoothed and 

smoothed volumes were then classified using the three algorithms described above. 

For the MAP algorithm, the weighting parameter a  was set to 1. A deformable 

contour model was applied to the processed image volumes to delineate the 

intracranial volumes. These steps for extracting intracranial volumes are described in 

detail in Chapter 7. In this chapter, the deformable contour models are used only to 

mask the volumes prior to classification so that only voxels of WM, GM and CSF 

remained in the images. The resulting segmented images and numbers of voxels per 

tissue class were used to compare the different classification methods and the effect of 

the non-uniformity correction.

5.2.1.5 Validation

It was possible to directly validate the classification results obtained with the 

simulated MR image. The discrete anatomical version of the simulated image 

represented the ‘true’ classification and was used to compare the numbers of voxels in 

different tissue regions. It was also used to calculate the mean intensities and standard 

deviations of the ‘true’ tissue regions and used to compare the localisation of 

classified voxels. Using this discrete image, it was possible to generate percentage 

errors that could be used to measure the success of the different classification methods 

explored.

A true result was also available for the phantom images. Digital templates of the
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phantom were available that could be used to calculate the volumes of the different 

compartments to compare with the classification results. For the subject M R images, 

no such ‘true’ classification was available. Therefore, the strategy for assessing these 

results, was visual inspection.

5.2.1.6 Technical details

All of the image processing and analyses were performed on Sun W orkstations 

running the unix operating system with the OpenWindows graphical user interface. I 

wrote the classification algorithms in the C programming language. For displaying 

and presenting results I used the image display software Xdispim [Plummer, 1992] 

and an image display toolbox that I wrote in Matlab4 and Matlab5 [Matlab, 1996, 

1997].

The processing steps and analysis performed on the three sets of M RI data are 

outlined in table 5.1. The results for each of these experiments are presented in the 

order outlined in the table, for the three sets of M RI data.

Processing/analysis steps Sim. Phan. Subj.

5.2.2.1i Noise estimation V

5.2.2.lii Comparison of Gaussian smoothing and 

anisotropic diffusion

V V

5.2.2.2 Non-uniformity correction and evaluation of 

non-uniformity

V

5.2.2.3 Tissue classification

KM (after Gaussian smoothing and anisotropic diffusion) V V V

FCM (after Gaussian smoothing and anisotropic diffusion) V V V

M AP (after anisotropic diffusion only) a=

1,2,3

a =

2,3,

100

a = l

Location of misclassified voxels with FCM and MAP V

Table 5.1 Table of processing steps and analysis performed on the three sets of MRI 
volumes. Sim. = simulated MRI, Phan. = brain phantom MRI, Subj.= control subject MRIs.
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5.2.2 Results

5.2.2.1 Noise and smoothing

i) Noise estimation

Histograms were generated from gradient volumes for the simulated volume and the 

real human volumes. The gradient histogram from the simulated volume is shown in 

figure 5.3 and an example gradient histogram from a real volume is shown in figure 

5.4. The histogram for the subject volume is typical of all o f the subject volumes 

analysed. From these histograms it can be seen that in these images, there is not a 

clear distinction in the histogram between gradient values responding to noise and 

gradient values responding to edges. These histograms are extremely smooth 

indicating that there is a constant range of values in these gradient image volumes. 

Therefore, this data does not necessarily fit the assumption made by Canny [Canny, 

1986]. An explanation for this is probably that the images analysed contain many 

edges with a wide range of gradient values resulting in a continuous histogram with a 

wide range of gradient values. In order to select a value to represent the noise level, 

the gradient level of the 80th percentile was calculated from the histograms. The 

location of this value is indicated in each of the histograms below.

x 10s Histogram of absolute gradient values

80% percentile3.5

a 2.5

E 1.5

0.5

10040 60
Absolute gradient values

80

Figure 5.3 Gradient histogram from the BrainWeb simulated image volume. Position of 80th 
percentile is indicated.
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Figure 5.4 Gradient histogram from a subject MR image volume showing position of 80th 
percentile.

For the original simulated volume, the gradient value estimated by the Canny noise 

estimator was 27. For the subject data, the gradient value calculated by the Canny 

noise estimator was 5. These values were high compared to the noise levels obtained 

by calculating the standard deviation of a region of interest in the image background. 

The noise levels obtained from the ROI measurements were approximately 5 and 1 

for the simulated image and the subject data respectively. Both sets of noise estimates 

were tested empirically for the constant K in the anisotropic diffusion filter. Setting K 

equal to the smaller values did not appear to have a smoothing effect on the data. The 

larger noise estimates resulting from the Canny noise estimator were therefore used 

for the constant K for the anisotropic diffusion filter as described below. The 

advantage of using this measurement was that it could be automatically calculated at 

each iteration of the anisotropic diffusion.

For all sets of data, the Canny noise estimator was applied to the whole image. This is 

important as the image background gives a good representation of the magnitude of 

noise over the whole image. If noise had only been estimated over the stripped part of 

the image, the noise magnitude would be an over-estimation using this method. In 

later steps of the analysis, the brain images were stripped of non-brain tissues (i.e. 

skull and scalp).
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ii) Gaussian smoothing and anisotropic diffusion

Figure 5.5 shows a transverse slice from the simulated image volume before and after 

smoothing with a 3D Gaussian of increasing FWHM. A corresponding profile across 

the slice is also shown for each scale. The images and profiles show how the 

smoothing process blurs the edges of structures. In these figures, the slices are shown 

after masking out tissues that are not part of the brain (i.e. the skull and scalp). This 

masking was, however, done after applying smoothing to the images as it is important 

that the Canny noise estimator is calculated over the whole image to include 

background noise.

Figure 5.6 shows the same transverse slice before and after anisotropic smoothing at 

an increasing scale. The results are shown for the 3D anisotropic diffusion algorithm 

using equation 5.4 for the conduction coefficient definition (A.D.I) and the constant K 

set to the value predicted by the Canny noise estimator at each iteration. The images 

and profiles show how anisotropic diffusion retains edges and smoothes more within 

homogeneous regions compared to Gaussian smoothing. (N.B. the slices are shown 

after masking out tissues that are not part of the brain). The results using equation 5.5 

for the conduction coefficient definition (A.D.II) are not shown because visually they 

are negligibly different from the A.D.I results.

Figure 5.7 shows a coronal slice of the one of the subject image volumes before and 

after 3D Gaussian smoothing at different scales. The three different scales correspond 

to the number of iterations of the algorithms (1 , 5  and 10). Slice profiles are shown 

next to the corresponding slices. Figure 5.8 shows the coronal slice before and after 

smoothing with the 3D anisotropic diffusion filter (A.D.I) at different scales in terms 

of numbers of iterations of the smoothing algorithm ( 1 , 5  and 10). Slice profiles are 

shown next to corresponding slices. Results for A.D.II smoothing are not shown as 

they are not visually distinct from the A.D.I results. As with the results for the 

simulated data, the smoothed images and profiles show that while the 3D Gaussian 

smoothing certainly reduces noise, it also smooths tissue boundaries. As a contrast, 

smoothing using anisotropic diffusion retains strong boundaries between different 

regions.
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F igure  5.5 Original slice from BrainWeb simulated image volume before and after Gaussian 
smoothing at five different FWHMs. A profile across the slice is shown for each scale. The 
position is indicated by the white line in the original slice (at the bottom of the page).

Increasing  scale

FWHM=3 V oxel n u m b e r  ( a c r o s s  s lic e )

V oxel n u m b e r  ( a c r o s s  s lic e )

FWHM=2 V oxel n u m b e r  ( a c r o s s  s lic e )
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FWHM=1.0 V oxel n u m b e r  ( a c r o s s  s lic e )

original V oxel n u m b e r  ( a c ro s s  slice)
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F igure  5.6 Original slice from BrainWeb simulated image volume before and after 
smoothing using anisotropic diffusion at five different scales (iterations of the 
algorithm=iters). A profile across the slice is shown for each scale. The position is indicated 
by the white line in the original slice (at the bottom of the page).
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F igure  5.7 A single coronal slice through subject image volume before and after Gaussian 
smoothing at three different scales. A profile through the slice is shown next to each image. 
The scale of smoothing is given in number of iterations of the smoothing algorithm (iters).
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original

Figure 5.8 A single coronal slice through subject image volume before and after smoothing 
with anisotropic diffusion at three different scales. A profile through the slice is shown next 
to each image. The scale of smoothing is given in number of iterations of the smoothing 
algorithm (iters).
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iters=5

iters= 1
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5.2.2.2 N on-uniform ity

A visual assessment was made of the amount of non-uniformity in the five subject 

volumes. Figure 5.9 shows a vertical profile through a coronal slice of one of the 

subject volumes (as indicated on the slice). The dashed line shows the profile before 

correction and the solid line after. In figure 5.9, non-uniformity is indicated in the 

profile between the dotted lines and on the coronal slice within the rectangle. This 

corresponds to the top of the head, a location that is often susceptible to non

uniformity when using a head coil. From figure 5.9 it can be seen that it is not easy to 

visually detect the non-uniformity artefact in the image.

70

U n c o r r e c te d  —

o 40

20

250 300100
Vertical pixel number

150
pixel

20050

a) b)

Figure 5.9 a) Effect of non-uniformity in a coronal slice, b) Intensity profile before (dashed 
line) and after (solid line) uniformity correction. The non-uniformity is noticeable between 
the two dotted lines.

The original image volumes were divided by the image volumes after non-uniformity 

correction to generate an image representing the non-uniformity field. The results are 

shown in figure 5.10 for two of the subject volumes. The units of intensity of the non

uniformity images are arbitrary. The non-uniformity field has a multiplicative effect 

on the image [Axel et al, 1984]. This means that where the intensity is higher the non

uniformity causes an increase in signal intensity and where it is lower the non

uniformity causes a decrease in signal intensity. The figure shows how there is a 

reduction in intensity towards the edges of the head (especially towards the top) 

relative to the centre of the head. This indicates where there are regions of signal 

decrease in the image.
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sagittal coronal transverse

coronalsagittal transverse

Figure 5.10 Sagittal, coronal and horizontal sections through the calculated non-uniformity 
field of two images volumes, a) and b). The non-uniformity ratios for these two volumes are 
plotted in figure 5.11 a) and b) respectively. The units of intensity are arbitrary but where 
they are higher they correspond to regions where the non-uniformity causes an increase in 
signal intensity and where they are lower they correspond to regions where the non
uniformity causes a decrease in signal intensity.

Figure 5.11 shows graphs of the intra-slice non-uniformity ratios calculated for 

different slice orientations, before and after non-uniformity correction. Graphs are 

shown for the two image volumes corresponding to the non-uniformity fields shown
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in figure 5.10. The x-axis represents the slice number and from these graphs it can be 

seen that the non-uniformity effect in these images has been reduced by the correction 

in all slice orientations. The actual scale of the reduction is small because the intra

slice non-uniformity was calculated over a region containing both grey and white 

matter. Therefore the standard deviation would be high relative to any reduction in 

standard deviation caused by the non-uniformity correction. This measurement would 

be more sensitive if the non-uniformity was calculated over grey matter or white 

matter alone. Table 5.2 shows the total inter-slice non-uniformity and percentage 

change for all the volumes studied. In the first subject the inter-slice non-uniformity is 

worsened by the correction. In all other volumes, the inter-slice non-uniformity is 

improved. On average the least change is seen in the sagittal orientation. These image 

volumes were originally acquired with a sagittal orientation, therefore it would appear 

that the non-uniformity is smallest within plane.

non-uniformity ratio
subj. orientation uncorrected corrected %improvement

s i transverse 0.040 0.047 -17.5
coronal 0.024 0.029 -20.8
sagittal 0.045 0.037 17.7

s2 transverse 0.047 0.035 25.5
coronal 0.017 0.013 23.5
sagittal 0.037 0.035 5.4

s3 transverse 0.056 0.039 30.3
coronal 0.02 0.012 40.0
sagittal 0.034 0.033 2.9

s4 transverse 0.043 0.036 16.3
coronal 0.024 0.010 58.3
sagittal 0.030 0.029 3.3

s5 transverse 0.077 0.039 49.6
coronal 0.021 0.012 42.9
sagittal 0.038 0.035 7.9

Table 5.2 Inter-slice non-uniformity ratios calculated from the slice means in each of the 
slice orientations for uncorrected and corrected volumes. The final column shows the 
percentage improvement in inter-slice non-uniformity.
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Figure 5.11 Graphs of the intra-slice non-uniformity ratio for different slice orientations. 
Results are shown for two image volumes a) and b) before (dashed line) and after (solid line) 
non-uniformity correction. These correspond to the non-uniformity fields shown in figure 
5.10 a) and b).
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5.2.2.3 Tissue classification

For each set of MR data, the classification results are presented in the following 

order: description of results, pictorial results (segmented slices) and graphs of 

percentage errors and percentage differences. For this set of results, the tables (5.3 to 

5.15) are presented in Appendix B.

i) Simulated M RI volume

Figure 5.12 shows a single transverse slice of the simulated image volume after 3D 

Gaussian smoothing at different scales followed by classification using the KM 

algorithm. The corresponding slice from the discrete anatomical volume is shown at 

the bottom left hand com er for comparison. Segmented slices are not shown for the 

classification using FCM as there was negligible visible difference. It can be seen that 

the classification results for no or little smoothing are noisier than the discrete 

anatomical image and are less noisy for greater amounts of smoothing. It can also be 

seen that after greater amounts of smoothing, fine details are made to look more solid 

(for example the fine strands of white matter). Along side the segmented slices are 

histograms of the image volumes after smoothing. These demonstrate the effect that 

the smoothing has on the image intensity values and distributions. The intensity 

distributions show that as the images are progressively smoothed the number of 

voxels with values between the peaks of the distributions increases.

Tables 5.3 and 5.4 (Appendix B) show the KM and FCM results before and after 3D 

Gaussian smoothing. These tables show the number of voxels assigned to each tissue 

class, the class means and standard deviations. Quantitative percentage errors, 

generated by calculating the percentage difference between the number of voxels 

assigned to each class and the numbers assigned in the ‘true’ classification, are also 

shown. The sum of these percentage errors over all three tissue classes is given in the 

final column of each table. When the image volumes were not smoothed at all, the 

total errors involved in assigning voxels to tissue classes were above 10% for the KM 

algorithm and 8% for the FCM algorithm. All of the errors in the individual class 

means were below 1.5%. After a single iteration of 3D Gaussian smoothing, the total 

% errors are reduced, for both the numbers of voxels assigned to each class and for 

the individual class means. After more iterations of 3D Gaussian smoothing, the
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overall % errors increase. This is reflected in figures 5.15ai and bi, which graphically 

show the percentage errors in the number of voxels assigned to each tissue class for 

KM and FCM respectively. In each graph, the first column gives the percentage error 

when no smoothing has been applied. The consecutive columns represent increasing 

scales of smoothing.

According to tables 5.3 and 5.4, the standard deviations for all classes are smaller 

than the standard deviations of the ‘true’ classes. This is not surprising as the theory 

behind the KM and FCM algorithms is based on minimising the overall difference 

between the voxel values and the mean class values.

Figure 5.13 shows a single transverse slice of the simulated image volume after 

smoothing at different scales using anisotropic diffusion followed by classification 

using the KM algorithm. The results are shown for the anisotropic diffusion method 

(A.D.I). The KM classification results after applying anisotropic diffusion using 

A.D.II are not shown as they are not visually different. The results for the FCM  

classification after both A.D.I and A.D.II are also not shown, again because they are 

not visually different. It can be seen that the classifications become less noisy for 

greater amounts of smoothing without loosing fine details. This demonstrates an 

improvement in the anisotropic diffusion method over Gaussian smoothing. Along 

side the segmented slices are histograms of the image volumes after smoothing. These 

show that now more voxels have values close to the histogram peaks and there are 

less voxels with intensity values between the peak values.

Tables 5.5a and 5.6 (Appendix B) show the classification errors after smoothing with 

3D anisotropic diffusion (A.D.I) followed by KM and FCM  classification 

respectively. Table 5.5b (Appendix B) shows the classification errors after smoothing 

with 3D anisotropic diffusion (A.D.II) followed by KM only. For both KM and FCM, 

there is an overall improvement in the classification results after smoothing with both 

A.D.I and A.D.II compared with the Gaussian smoothing. By comparing the total % 

errors, it can be seen that the smoothing with A.D.II in table 5.5b results in slightly 

larger errors than smoothing with A.D.I. From this point on, only the anisotropic 

diffusion method A.D.I was used for the rest of the experiments. The A.D.II method
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appeared to be slightly inferior to A.D.I. and using a single anisotropic diffusion 

method reduced the number of sets of results. The sum of % errors in the numbers of 

voxels assigned to each tissue class falls to below 3% for FCM  after smoothing with 

A.D.I. The standard deviations do not significantly increase and the mean class values 

differ from the ‘true’ values by less than 1%. In terms of the percentage errors in 

classified voxels, the best results occur at 3 and 5 iterations of smoothing with A.D.I 

followed by FCM.

Overall, the classification after smoothing with anisotropic diffusion produces better 

results than after Gaussian smoothing. These results are reflected in figures 5.15aii 

and bii, which graphically show the percentage errors for the voxels assigned to each 

tissue class for KM and FCM  respectively.

Figure 5.14 shows a single transverse slice of the simulated image volume after 

smoothing at different scales using 3D anisotropic diffusion (A .D .I) followed by 

classification using the M AP algorithm. Results are shown for different values of the 

weighting parameter a . It can be seen that by increasing the weighting parameter a , 

the classification results become less noisy at tissue boundaries even when no 

smoothing or just a single iteration of smoothing has been applied. In this way, the 

inclusion of the local neighbourhood information in the classification algorithm has a 

similar effect to the anisotropic diffusion algorithm. This is not surprising as both of 

these methods treat voxels differently depending on whether they are located on a 

border between two regions or within a region.

Tables 5.7, 5.8 and 5.9 (Appendix B) show the MAP classification (after A .D .I 

smoothing) results for the different weighting parameters a = l ,  a= 2  and a= 3  in terms 

of voxels assigned to each tissue class, the class mean values, class standard 

deviations and percentage errors with respect to the ‘true’ classification. The total % 

errors associated with the number of voxels assigned to tissue classes are less than 5% 

and for the individual class means are less than 1.5% even when no smoothing has 

been applied. For a = l  and a= 2, at one or two iterations of smoothing the overall 

classification results improve. At 1 and 5 iterations of smoothing for a= 2 , the total
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sum of errors in numbers of voxels assigned to each class is less than 2% and errors in 

the individual class means are less than 0.5%. The errors are larger for the weighting 

parameter, a=3. These results are reflected in figures 5.15ci, ii and iii, which 

graphically show the percentage errors for the voxels assigned to each tissue class for 

the MAP classification results.
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F igure 5.12 Transverse slice of BrainWeb simulated image volume after different scales of 
3D Gaussian smoothing and classification into CSF, GM and WM using the KM algorithm. 
Histograms of the image volume after applying the 3D Gaussian smoothing filter at different
scales are shown along side the corresponding images.
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F igure  5.13 Transverse slice of BrainWeb simulated image volume after different scales of 
smoothing using 3D anisotropic diffusion and classification into CSF, GM and WM using 
the KM algorithm. Histograms of the image volume after applying the anisotropic diffusion 
filter at different scales are shown along side the corresponding images.
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N. iters=9 a=  1 a=2 a=3
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Anatomical slice

Figure 5.14 Transverse slice of BrainWeb simulated image volume after different scales of 
smoothing using 3D anisotropic diffusion (A.D.I) and classification into CSF, GM and WM 
using the MAP algorithm for different values of the control parameter a . Corresponding 
histograms of image volume after applying anisotropic diffusion filter at different scales.
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Figure 5.15 Bar graphs to show the percentage errors in the numbers of voxels assigned to 
each tissue class of the simulated data for each of the classification methods before and after 
different types of smoothing. The errors are calculated with respect to the true numbers from 
the discrete anatomical volume, ai) KM after Gaussian smoothing, aii) KM after A.D.I. bi) 
FCM after Gaussian smoothing, bii) FCM after A.D.I. ci) MAP, a= l after A.D.I. cii) MAP, 
a=2 after A.D.I. ciii) MAP, a=3 after A.D.I. In each graph, the first column gives the 
resulting error when no smoothing was applied. The consecutive columns represent 
increasing scales of smoothing.
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Location o f  misclassifled voxels in simulated data

Figure 5.16 shows the discrete anatomical volume in transverse slices with a bright 

overlay of voxels. These represent the voxels that have been classified differently 

using the FCM  classification method from the anatomical data (referred to as mis- 

classified voxels). Figure 5.16a shows the misclassified voxels for no smoothing. 

Figure 5.16b shows the misclassified voxels after smoothing with five iterations of 

anisotropic diffusion (A.D.I). Figure 5.17 shows the misclassified voxels resulting 

from the M AP algorithm. Figure 5.17a shows the results for a= 3, before smoothing 

and figure 5.17b shows the results for a= 2, after 5 iterations of smoothing with A.D.I. 

M isclassified voxels are those that are classified differently from the ‘true’ anatomical 

image on which the simulation is based (section 5.2.1.5).

Figures 5.16 and 5.17 show that the majority of the misclassified voxels occur on 

tissue boundaries. It can be seen that for the FCM algorithms, the misclassified voxels 

are slightly less noisily distributed in space after applying the anisotropic diffusion 

filter. From the results of the MAP algorithm, it can be seen that the classified voxels 

are not noisily distributed in space even when no smoothing has been applied. The 

small number of misclassified voxels in figures 5.16 and 5.17 reflect the small % 

errors resulting from these classification algorithms with this data. Although the 

classification errors are small, the spatial location of the misclassified voxels is highly 

consistent. It is visually apparent that all misclassified voxels occur on tissue 

boundaries. This will be addressed in the discussion.
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b)

F igure 5.16 Transverse slices of the simulated MRI volume showing locations of mis
classified voxels where the brightly coloured voxels represent voxels classified differently 
compared with the discrete anatomical volume, a) Misclassified voxels after FCM and 
before smoothing, b) Misclassified voxels after FCM and smoothing with 5 iterations of 
anisotropic diffusion.

F igure  5.17 Transverse slices of the simulated MRI volume showing locations of mis
classified voxels where the brightly coloured voxels represent voxels classified differently 
compared with the discrete anatomical volume, a) Difference in voxel after MAP, a=3 and 
before smoothing, b) Difference in classified voxels after MAP, a=2 and after smoothing 
with 5 iterations of anisotropic diffusion.
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ii) Phantom data

Figures 5.18a, b and c show some original slices from the phantom, slices after 

classification with the KM algorithm (no smoothing) and slices after classification 

with the M AP algorithm. Only the results for oc=100, (no smoothing) are shown. 

Figure 5.18d shows the intensity distributions before and after smoothing. The 

numbers of voxels assigned to each class using the KM, FCM  and M AP algorithms, 

after smoothing (Gaussian and A.D.I) are shown in tables 5.10, 5.11 and 5.12 

respectively. The first row of each table gives the actual values that were acquired 

from the digital templates of the perspex slices that constitute the phantom. The 

percentage errors are given for each classification result and are calculated as the 

percentage difference between the classification result and the template value.

Although the slices in figure 5.18b and c show classification results when no 

smoothing had been applied, it can be seen from the tables that smoothing did not 

improve the classification results. This is probably because although noise exists in 

these images, the different intensity classes are well enough separated that the noise 

does not cause voxels to be mis-classified. The shapes of the distributions in figure 

5.18d demonstrate this. The position and width of the histogram peaks are not 

influenced by the smoothing.

Tables 5.10 and 5.11 (Appendix B) and the plots in figures 5.19a and b show that the 

KM/FCM classification results and the template values for differ by up to 30% for 

Gaussian smoothing and 20% for anisotropic diffusion. The inaccuracies in the 

classification results are reflected in the middle slice in figure 5.18b. In this slice, it 

can be seen that voxels exhibiting a partial volume effect with the adjacent slice have 

been classified as GM. The total number of voxels in the template is up to 11% 

greater than the total number of voxels resulting from the classified MRI. There are 

two main reasons for these discrepancies that are related to the structure of the 

phantom and the digital templates. These are described in detail in the discussion 

section.
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Table 5.12 (Appendix B) and figure 5.19c shows that the M AP results for a= 2  or 3, 

are similar to the FCM  and KM results. However, when a=100, the total number of 

classified voxels is more similar to the template results (up to 4% error). The GM 

results are slightly better than the KM and FCM results (up to 15% error) and the 

WM results are slightly worse than the KM and FCM results for anisotropic diffusion. 

These results are reflected in the segmented slices in figure 5.18c. The central slice 

shows that many voxels that were mis-classified in figure 5.18b have now been 

classed as WM. The effect of setting oc=100 in the M AP approach is to heavily 

weight the classification towards assigning voxels to the same class as the 

neighbouring voxels. This result is an interesting one in the light of the MAP 

algorithm and is described in more detail in the discussion section. Unfortunately, the 

discrepancies in the phantom results mean that a direct comparison between the 

classification results and the template results is not really valid.
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Figure 5.18 Classification of brain phantom images, a) Images of the phantom indicating 
partial volume effects in the middle slice, b) Classification results using KM algorithm, no 
smoothing, c) Classification results using MAP algorithm, a=100, no smoothing, d) 
Histogram of image volume before smoothing (circle-dashed line), after Gaussian smoothing 
(cross-dashed line), and after smoothing using anisotropic diffusion (dashed line).
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Figure 5.19 Bar graphs to show percentage errors in the numbers of voxels assigned to each 
tissue class in the phantom MRI for each of the classification methods. The errors are 
calculated with respect to the template images, ai) KM after Gaussian smoothing, aii) KM 
after A.D.I. bi) FCM after Gaussian smoothing, bii) FCM after A.D.I. ci) MAP, a=2 after 
A.D.I, (N.B the results for a=2 are similar) cii) MAP, a=100 after A.D.I. In each plot, the 
first column gives the resulting error when no smoothing has been applied. The consecutive 
columns represent increasing scales of smoothing.
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Hi) Subject MR images

Figure 5.20 shows a histogram of the subject image volume before and after the 

different smoothing methods. The effect of 3D Gaussian smoothing is to increase the 

number of voxels with intensity values between the two main peaks of the histogram. 

In contrast, the anisotropic smoothing tends to broaden the peaks and slightly 

decrease the number of voxels with intensity values between the peaks of the two 

histograms. These results are similar results to those obtained for the simulated image 

volume and support the improvement in classification results using anisotropic 

diffusion.

Figure 5.21 shows results for the tissue classification using the KM, FCM  and M AP 

algorithms before smoothing for one of the subject M R images. The results are shown 

before and after non-uniformity correction. Subtle differences can be seen between 

the original images and segmented images before and after non-uniformity correction. 

The differences can be seen at the top of the head at the border of grey and white 

matter. The original image has slightly better contrast between grey and white matter. 

The segmented slices show that there is better white matter segmentation and hence a 

narrower strip of grey matter at the top of the head, after non-uniformity correction. 

At the bottom of the image, in the cerebellum, there also appears to be slightly better 

white matter segmentation after non-uniformity correction. Before the correction, it 

looks like too much of the cerebellum is classified as white matter. Visually, there is 

little difference in the results for the KM and FCM (figures 5.21b and c). The results 

for the MAP algorithm (figure 5 .2 Id) are much smoother and thin strands of white 

matter are missing from the classification results when compared with the KM and 

FCM results. A possible reason for this could be that the weighting parameter in the 

MAP algorithm, oc=l is too high for these images so that the local neighbourhood 

information over-influences the classification results.

Figure 5.22 shows results for the tissue classification using the KM, FCM  and MAP 

algorithms after smoothing (Gaussian and A.D.I) and before and after non-uniformity 

correction. Subtle differences can be seen between Gaussian smoothing and 

anisotropic diffusion comparing figures 5.22a and b. The Gaussian smoothing causes 

fine details to be lost that are retained in figure 5.22a after anisotropic diffusion has
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been applied. Comparing 5.22a with 5.21b and c shows that after smoothing with 

A.D.I, the classification is less noisy but fine strands of white matter are retained (for 

example in the cerebellum). The effect of the non-uniformity correction is also 

apparent in figure 5.22. At the top of the head the border of white matter appears to be 

much better defined after non-uniformity correction. There are also some folds of 

white matter that are missing before non-uniformity correction (e.g. 5.22ai versus 

5.22aii).

The results for the M AP algorithm both before and after smoothing have much less 

noisy edges. In figure 5.22c, the classification results after non-uniformity correction 

and smoothing show that fine details of white matter have been retained and the grey 

and white matter boundaries are smooth. It is interesting to compare figures 5.21dii 

and 5.22cii. The difference between these two results is that in figure 5.22cii 

anisotropic diffusion has been applied. This demonstrates that anisotropic diffusion 

can enhance the boundary between grey and white matter so that local neighbourhood 

information no longer over-influences the classification results. W hen greater 

amounts of smoothing are applied, too much fine detail is lost. This is demonstrated 

in figure 5.22d for the MAP algorithm, although the effect is the same for the KM and 

FCM algorithms.

In general, (as seen with the classification of the simulated MRI), there is often a 

trade off between losing fine details at tissue and structure boundaries and reducing 

the noisiness of the results. Smoothing with anisotropic diffusion appears to maintain 

a better balance between these parameters.
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Figure 5.20 Histogram of single subject image volume before and after applying different 
smoothing methods.
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Before non-uniform ity correction

Figure 5.21 Single coronal slices of a subject MRI showing classification results before i) and 
after ii) non-uniformity correction, a) Original slices, b) KM, no smoothing, c) FCM, no 
smoothing, d) MAP, a= l, no smoothing.

A fter non-uniform ity  correction
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Before non-uniform ity correction A fter non-uniform ity  correction

F igure  5.22 Single coronal slices of a subject MRI showing classification results before i) and 
after ii) non-uniformity correction, a) FCM, A.D.I smoothing, 1 iteration, b) KM, Gaussian 
smoothing, 3 iterations, c) MAP , a= l, A.D.I smoothing, 1 iteration d) MAP, a = l, A.D.I 
smoothing, 5 iterations.
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5.2.3 Discussion of results

5.2.3.1 Noise and smoothing

The Canny noise estimator can be used to generate an estimation of noise in the 

image. Although the MRI volumes did not demonstrate a clear distinction between 

noise and edges in the gradient volume, the 80th percentile gave a noise estimate that 

could be calculated automatically for each iteration of the anisotropic smoothing. The 

values obtained using this noise estimator were larger than those obtained by 

calculating the standard deviation of a region of interest defined in the background 

portion of the image. W hen tested empirically, it appeared that if the smaller value 

was used in the equation for anisotropic diffusion, it had very little smoothing effect. 

The images and profiles resulting from smoothing using the anisotropic diffusion 

I algorithm show that this method retains edges whilst smoothing regions. It is however

important to use the correct value for the noise estimator K in the conduction
j

! coefficient definition and the correct number of iterations of the algorithm. If K is too
!

| big, the anisotropic diffusion will have a similar effect to Gaussian smoothing and if

too small it will not have enough effect.

I
The results of KM classification of the simulated MRI suggested that the conduction 

coefficient defined in equation 5.4 (A.D.I) gave slightly better results for smoothing 

than using the definition in equation 5.5 (A.D.II). This was indicated by the 

classification errors given in tables 5.5a and 5.5b. For this reason, A.D.I was used for 

the rest of the experiments.

5.2.3.2 Non-uniformity

The intensity non-uniformity in the subject MRIs was not obvious to the naked eye. A 

test for intra-slice and inter-slice non-uniformity was applied to the subject images 

before and after non-uniformity correction. Unfortunately this test used a measure of 

the standard deviation over the whole of each slice which included grey and white 

matter. This meant that the measurement would not be very sensitive to changes in 

the standard deviation due to non-uniformity. This measurement would be more 

sensitive if it had been applied only to the grey matter in the image.
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However, from the graphs showing the intra-slice non-uniformity ratios, it can be 

seen that the applied correction does decrease non-uniformity. Although it may not be 

visually apparent that intensity non-uniformity exists in an image, it is important to 

perform non-uniformity analysis to check this for each slice orientation. The table of 

inter-slice non-uniformity shows that for the subject M RIs, the sagittal slices on 

average were the least affected by intensity non-uniformity. This is not surprising as 

the images were acquired in the sagittal orientation and the in-plane direction often 

demonstrates the smallest non-uniformity effect. These results could not be validated 

because a true representation of the image without the non-uniformity artefact was not 

available. Although the correction algorithm was tested and validated on the 

simulated MRI, a better approach to validating this particular set of data would be to 

acquire an image of the non-uniformity by scanning a phantom at the time when the 

subjects were scanned.

5.2.3.3 Tissue classification

i) Simulated M RI

It was possible to compare the tissue classification results for the simulated M RI with 

the ‘true’ classification results due to the anatomical volume supplied with the 

simulated MRI. Direct comparisons could be made of the number of voxels assigned 

to each tissue class, the mean of each tissue class and the standard deviation of each 

tissue class. Visual comparisons could also be made of the resulting classifications 

and by subtracting the anatomical data from these results, it was possible to determine 

the spatial locations of misclassified voxels. In addition to these comparisons, a 

voxel-by-voxel comparison of the classification results and the ‘true’ classification 

would have provided an error measure that was both sensitive to the number of 

wrongly classified voxels and their location. This measure may have given a better 

index of the success of the different classification methods.

Overall the quantitative results suggest that the classification methods explored in this 

work have visually appealing results in the segmentation of M R images. Even when 

the image volumes were not smoothed at all the errors involved in assigning voxels to
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individual tissue classes were less than 5% for the KM and FCM  algorithms and less 

than 4% for the M AP algorithm. All of the errors in class means were below 1.5%.

After performing 3D Gaussian smoothing (before classification), the KM and FCM 

classification results tend to be slightly blurred and some fine details (mainly in the 

white matter) are lost. However, one iteration of Gaussian smoothing gives better 

results than no smoothing at all for the FCM and KM. The intensity distributions of 

the Gaussian-smoothed volumes show that a larger number of voxels are distributed 

between the intensity peaks than contributing to the peaks. This suggests that voxels 

with intensity values corresponding to a mixture of tissue classes (for example located 

on the boundaries of different regions) become even more blurred by Gaussian 

smoothing.

The KM and FCM classification results after anisotropic diffusion are an 

improvement on those after Gaussian smoothing. As described previously, anisotropic 

diffusion retains edges while smoothing regions. Therefore the segmentation results 

preserve fine detail to a greater extent. The intensity distributions after smoothing 

show that less voxels are distributed between the intensity peaks and more around the 

peaks. This demonstrates that anisotropic diffusion smoothes voxels with intensity 

values corresponding to a mixture of tissue classes (i.e. boundary voxels) to a lesser 

extent, so that they are more likely to be correctly classified.

Comparing the KM and FCM algorithms is not straightforward. This is because at a 

given scale of smoothing, the classification for one class may be better for KM than 

FCM, for another class it may be worse and for another it may be identical. In these 

experiments, no systematic differences were observed. However, when looking at 

different scales of smoothing it appears that for the scales at which the errors are the 

lowest, the FCM performs better than KM in all classes. The best results for FCM  

were for 3 and 5 iterations of smoothing using A.D.I. The sum of the % errors in the 

numbers of voxels assigned to each class were 2.7 and 2.4 respectively.

The MAP classification results are only shown after smoothing using anisotropic 

diffusion. The positive effect of including local neighbourhood information in the
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classification can be seen in the results, which are less noisy even when no smoothing 

has been applied. The best results for MAP were for oc=2, at 1 and 5 iterations of 

smoothing using A.D.I. The sum of the % errors in the numbers of voxels assigned to 

each class were both 1.9.

Location o f  mis-classified voxels in simulated M RI

The figures showing the locations of mis-classified voxels (figures 5.16 and 5.17) 

demonstrate that the errors in the classification algorithms mainly occur on the 

boundaries between different tissue regions. Smoothing with anisotropic diffusion 

causes the mis-classified voxels to be less noisily distributed and more concentrated 

along region boundaries. Classification with the M AP algorithm has a similar effect. 

However, in figure 5.16b and 5.17b, the mis-classified voxels are shown for the best 

sets of results from both the KM and MAP algorithms. This shows that even though 

the errors are small in terms of numbers of classified voxels, the classification of 

voxels containing a mixture of different tissue types (i.e. along boundaries) can still 

cause problems. These results highlight the need to consider partial volume effects. 

These are explored in the next chapter.

ii) Phantom M RI

The classification results for the phantom images demonstrate large errors that are 

obviously visible in the segmented images and in terms of the % errors associated 

with the numbers of voxels assigned to each class. There are two reasons for this. 

Firstly, although the in-plane voxel size was the same for the digital templates as it 

was for the acquired MRI of the phantom, the slice thickness of the template is four 

times greater. This means that a large size mismatch can be introduced by the lower 

resolution of the template images. The second reason is that the phantom is made up 

o f perspex slices with shapes cut out of them forming a fillable cavity. Although the 

slices are packed in such a way that they fit as closely together as possible, there are 

tiny gaps between them. These gaps cause serious partial volume effects in some of 

the MRI slices. Also, the shape of the fillable cavity was not continuous across slices. 

This meant that in some slices, there were partial volume effects from the perspex of 

adjacent slices. Both of these effects can be seen in figure 5.18a where the middle 

slice has been acquired at a position where two perspex slices meet causing partial
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volume effects of both sources. To further complicate the classification, the intensities 

of the p. v. voxels had a large degree of overlap with voxels of the air filled and water 

filled cavities.

For these reasons described above, the phantom image volume did not appear to be a 

good test case for the smoothing and classification methods. The only interesting 

result that came from the analysis of the phantom images was when the MAP 

algorithm was applied. When the weighting parameter a  was assigned a value of 3, 

the classification results were not significantly better than with KM or FCM. 

Knowing that the reason for these disappointing results was because of the structural 

characteristics of the phantom, and that the weighting parameter in the M AP 

algorithm spatially influences the classification, a value of 100 was tested. This meant 

that voxels would be more likely to be classed in the same way as their neighbours 

rather than their intensity value. An improvement was observed in the classification 

of partial volume voxels in the phantom MRI. Voxels were mis-classified with the 

KM and FCM algorithms because their intensities were very close in value to the 

mean intensity of the class they were assigned to. However, in terms of their spatial 

location, the classification was clearly wrong. Assigning a large value to the 

weighting parameter in the MAP approach influenced the classification of each voxel 

in a way that it would be surrounded by voxels with similar values.

Hi) Subject MRIs

Classification results are shown for one control subject M RI and these results are 

typical of all of the control subjects analysed in terms of the performance of the 

different algorithms. As there was no ‘true’ classification of these images, it was not 

possible to quantitatively assess the performance of the classification algorithms. It 

was therefore necessary to judge the results visually.

The classification results demonstrate the importance of correcting for image non

uniformity. Subtle improvements in the classification results were observed when the 

classification algorithms were applied to the images after non-uniformity correction. 

Subtle improvements were also observed in the fine details of the classification 

results after non-uniformity correction, anisotropic smoothing and then classification
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with the MAP algorithm. It appeared that the anisotropic diffusion enhanced the 

border between grey and white matter so that fine details were retained in the 

classification.

5.3 Conclusions

This chapter has addressed two of the main sources of artefact in M R images that can 

present problems with image classification methods. Correction methods presented in 

the literature have been described and reviewed for robustness and practicality. The 

most important factor to consider is that the methods used to correct for image 

artefacts will improve the extraction of accurate and meaningful information.

The variation in signal intensity due to RF and magnetic field characteristics is 

dependent on the scanner, RF coil and acquisition method. This is therefore a problem 

that must be dealt with in the context of a specific study or type of study performed 

on a particular scanner. The results of the non-uniformity correction presented in this 

chapter show that a method based on modelling the non-uniformity field with basis 

functions is flexible and appropriate for this kind of image artefact.

The image SNR is dependent on the scanner and acquisition technique but in general 

the form of the noise in MR images is the same for most acquisition types and 

scanners. This means that algorithms can be designed that are generally applicable. 

Gaussian smoothing (convolution with a Gaussian kernel) has been the m ost common 

way to remove noise in many image modalities. However, since the publication by 

Perona and Malik in 1990, the anisotropic diffusion filtering method, that smoothes 

more in homogeneous regions while preserving edges, has become the method used 

in many approaches to MR image analysis. This has also been quite clearly 

demonstrated in the experiments presented in this chapter. However, it is im portant to 

determine the appropriate parameters and amount of smoothing required to correct for 

the magnitude of noise in each image volume.

In the context of brain MRI, simple classification methods based on image intensity 

values alone appear to produce visually appealing results. However, it is im portant to
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compensate for image intensities that are not normally distributed. Non-uniformity, 

image noise and the partial volume effect at tissue boundaries can cause this 

deviation. The combination of local information from voxel neighbourhoods (e.g. 

using Markov Random field models) with the global information from image 

intensities provides a weak constraint on the classification process. However, because 

of the complexity of the tissue boundaries in M R images of the brain, a constraint that 

weakly influences the classification of boundary voxels appears to have a subtle 

improvement on the classification results.

Experimental investigation o f  image artefacts - summary

• Image noise can be effectively reduced using smoothing. Unlike other 

smoothing methods, anisotropic diffusion is able to smooth within regions 

whilst preserving edges.

• For any smoothing technique, it is important to smooth at the correct scale. 

This means taking account of the noise level in the image and the scale of 

fine detail that must be retained.

• The results of classification methods based on image intensity alone can be 

severely degraded if image non-uniformity and noise are not addressed. Even 

if visually there appears to be no non-uniformity effect in the images, it is 

important to check this by generating profiles or intra- and inter-slice 

uniformity measures.

• A non-uniformity correction method that models the non-uniformity field 

with basis functions is flexible and appropriate for this kind of image 

artefact.

• Non-parametric classification methods work well when the intensity values 

are homogeneous within each tissue type and well separated between tissue 

types.

• Misclassification errors tend to occur on borders between tissues and 

structures. This highlights the need to account for partial volume effects.

• By combining the local information from voxel neighbourhoods (e.g. using 

Markov Random field models) with the global information from image 

intensities, classification results can be subtly improved.

182



Chapter 6. MRI analysis and partial volume effects

C hapter 6

MRI analysis and partial volume effects

Tlhe partial volume effect (p.v.e.) occurs when different signals from different tissue 

ty pes become mixed over a finite volume (figure 6.1). This can happen when a voxel 

occurs on the border between two tissue types so that the resulting intensity of the 

voxel has a value representing an average mixture of the two tissue intensities (figure 

6. la). It can also happen when a structure of a specific tissue type is very small so that 

its anatomical definition is lost within a single voxel (figure 6.1b). Figure 6.1 

demonstrates these problems in a two dimensional image. It must be pointed out that 

th e p.v.e does also extend into the third dimension. The intensity observed at a single 

voxel in a brain image might represent a mixture of signals from white and grey 

matter (WM + GM), from grey matter and cerebrospinal fluid (GM + CSF) or from 

CSF and white matter (CSF + WM) (figure 6.1c).

Resulting intensities 
o f partial volum e voxels

Partial v o lu m e
v o x e ls

object boundary

b)

Resulting intensities of  
partial volum e voxels

Jl/ \
\

Figure 6.1 a) Diagram showing the partial volume effect in voxels lying along the 
boundaries between different tissue types, b) Diagram showing the partial volume effect in 
voxels where anatomical definition of small details has been lost.

voxels
Partial volume

object boundary
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CSF + WM border

GM + CSF bordersWM + GM borders

Figure 6.1 c) Coronal slice indicating typical tissue borders in the brain where partial 
volume effects are likely to occur.

Consequently, segmentation methods that classify voxels with respect to their 

intensity values alone, are more likely to misclassify a partial volume voxel. Although 

the partial volume effect is reduced as image resolution increases, it is still present 

due to the intrinsic finite resolution of the image. Over a large volume, this 

misclassification can have a significant effect on the regional volume analysis of 

different tissue types and it is therefore important to develop methods to compensate 

for this effect.

This chapter is divided into three sections. In the first section, the literature describing 

corrections for the partial volume effect is reviewed and discussed. Section 6.2 

presents an experimental investigation of the p.v.e. A simulation is used to 

demonstrate and quantify the p.v.e and an attempt is made to find an appropriate 

image model. The p.v.e. is also explored in simulated and subject MR images. The 

final section summarises and discusses the results of the experimental work.

6.1 Correcting for partial volume effects

6.1.1 M u lti-c h a n n e l a p p ro a c h e s  to  c o r re c t fo r  p .v .e .

Many approaches to correct for the partial volume effect depend on multi-channel 

data. By using different scanning sequences, the intensities of different tissues can be 

highlighted or suppressed. A set of linear equations giving the relative fractions of
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each tissue can be written for any pair of registered M R images as long as certain 

assumptions are satisfied. These assumptions are that a) a pure tissue sample can be 

represented by a single mean intensity value, b) only the pre-specified number of 

tissues are present, and c) the signal from each tissue is independent of the location of 

other tissues. For example, let Piw’Pic and PiC denote the signal intensity of pure 

white matter, grey matter and CSF pixels respectively in the first scanning sequence 

and p 2W, p 2G and p 2C represent the signal intensity in the second sequence. The

observed signals, s} and s2 from each sequence are then related to the fractions w, g 

and c of white matter, grey matter and CSF by the following set of linear equations,

Pxs8+Pxww + PuC = \  (6 .1)

P2gg + P2WW+PlcC=S2, (6.2)

g + w  + c = 1. (6.3)

Rusinek et al [Rusinek et al, 1991] formed these linear equations, using data from two 

inversion recovery sequences. The first sequence suppressed the signal from grey and 

white matter and the second highlighted the white matter signal relative to the grey 

matter and CSF. By manually delineating regions of pure tissue samples, they found 

average values for the signal intensities from pure tissue samples and used the above 

equations to calculate relative grey matter volumes in specific brain regions and 

whole brain.

Bonar et al [Bonar et al, 1993] graphically found solutions to the linear equations 

(6.1-6.3) from the two-dimensional feature space of an early and a late spin-echo 

sequence. They determined signal intensities from pure tissue samples by manual 

sampling, then calculated the relative fractions of grey matter, white matter and CSF 

in the whole brain.

An advantage of this algebraic approach is that it makes no assumptions about the 

form of the tissue intensity distributions. It does however assume that pixel values
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represent the linear sum of the component pure tissue intensity values, each tissue is 

represented by a single intensity value and that the sampled areas are correct 

representations of the tissue classes. In these studies, the authors make a correction 

for non-uniformity before sampling the tissue classes. However, even after a non

uniformity correction, the MR signal response is not always homogeneous for a given 

tissue region and these methods do not address the possibility of pure tissues having a 

range of possible intensity values due to other factors. Rusinek et al [Rusinek et al, 

1991] calculate the errors involved with the assumptions made by this technique and 

conclude that the total effect of the assumptions is a systematic over-estimation of 

relative grey matter volume by three percent. In general this approach is simple and 

relatively accurate with respect to quantified volumes but requires multi-channel data.

Bullmore et al [Bullmore, 1995] use a polychotamous (i.e. multi-valued) logistic 

model to discriminate between CSF, GM and W M  in dual echo images. This type of 

model is attractive because it does not assume that the distribution of M R intensity 

values is a Gaussian as with most other discriminant functions. The model is used to 

calculate probabilities of voxel memberships to each of the three classes. Voxels are 

then allocated to the four different classes (CSF, GM and W M  and other) based on the 

expected proportions of each tissue and the value of the maximum probability. Voxels 

with relatively equal probabilities of belonging to all three tissue types are classed as 

other. They then use morphological processing and spatial connectivity as a second 

pass classification to re-label voxels that are isolated from others of the same class 

and accept voxels that are spatially connected to others of the same class. This step 

implicitly allocates partial volume voxels on the basis of the classification of the 

neighbours. Although this method is relatively simple it does not take into account the 

effect of partial volume voxels on the image intensity distributions and hence the 

initial assignment of probabilities is performed without considering this.

6.1.2 Statistical modelling of p.v.e

Tissue classes in an image can be statistically modelled by a sum of the individual 

intensity distributions for each class. This is known as a finite mixture density model 

(FMD), which was mentioned in Chapter 3. Statistical modelling of this nature allows
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the automatic quantification of tissue classes without the need for pixel labelling. 

Furthermore, pixels representing a mixture of tissues are implicitly modelled.

Assuming that a normal brain consists of three tissue types, white matter (W), grey 

matter (G) and cerebrospinal fluid (C), pixels can be made up of a single or mixture 

of tissues and that each tissue type can be represented by a signal intensity It , where 

te {W ,G ,C }, then pixel intensity v can be described as a weighted sum of the three 

intensities plus noise.

where tj is zero mean white Gaussian noise with variance <j 2 .

The probability density function (p.d.f.) for the whole image is given by the mixture 

density,

where Pr\t] are the probabilities of each class t and sum to one, and pvU(v\t) are the 

class conditional densities.

Santago and Gage [Santago and Gage, 1993] describe an FM D model of the form of 

equation 6.5. They explicitly model the p.v.e. by assuming that a partial volume pixel 

contains a fractions , of tissue a and the remainder is a fraction ( l - « ) of tissue b. The 

intensity value of the partial volume pixel consisting of tissues a and b is then given

v w w  I w  +  w G I G +  w c I c  +  TJ , (6.4)

(6.5)

by,

(6.6)

The p.d.f. of the two tissue partial volume pixel is
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(6.7)

and the mean and variance are given by,

(6 .8)

Using this description, Santago and Gage describe the three tissue class model as a six 

class model, representing the three pure tissue classes and three two-tissue partial 

volume classes. They assume that a three-tissue partial volume class is insignificant. 

In general, the parameters Pr\t], It and o can be determined by fitting the FM D to

the observed image histogram which can be achieved using maximum likelihood 

estimation or least squares (distance) minimisation. The relative quantities of each 

tissue class can be found using the estimated values for the parameters, P r[t]. 

Santago and Gage use distance minimisation via tree annealing, which is an extension 

of simulated annealing (section 3.3.4.1). They quantify tissue classes in two different 

ways. Firstly, they use the estimated values for the Pr[t\ (as previously mentioned). 

Secondly, they use a method which they refer to as Bayes quantification that 

determines optimal class decision boundaries based on the estimated means /, and 

variances o to classify each pixel. Their results with real and synthetic brain data

showed that it may be important to consider partial volume effects, especially when 

estimating the class mean intensities. Their quantification results using the six-tissue 

class model were not so accurate and the reason for this could be that their method 

allows partial volume pixels to be classified at any location in the image.

In [Santago and Gage, 1995], Santago and Gage generalise the six-tissue class model 

described above and derive p.d.f.s to statistically model the p.v.e in systems with 

various types of noise. They present models for sampling noise, which is due to any 

errors in the sampling or signal detection such as thermal noise, and material 

dependent noise, which is random variations due to the nature of the subject. Their 

model for sampling noise assumes that the noise is added to the model after the partial 

volume averaging of the signals. Their model for material dependent noise assumes 

that noise is included in the signal before partial volume averaging. For both noise
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models, the explicit modelling of p.v.e. results in better fits to the image histogram. 

However, the quantification of partial volume pixels tends to be overestimated 

especially when the amount of pure tissue pixels for one material is large. This is not 

unexpected, as the model allows pixels at any location in the image to be partial 

volume with a certain probability. In fact, it is clear that some regions do contain 

tissues of only one kind (i.e. such pixels should have a zero probability of being 

partial volume pixels). Santago and Gage [Santago and Gage, 1995] conclude that 

their partial volume model gives a more accurate quantification when one material is 

present in the image not as pure material pixels but as pixel components.

DeCarli et al [DeCarli et al, 1992] use an FM D-based approach to quantify brain and 

CSF volumes, but do not explicitly model the p.v.e. They model the pixel intensity 

distribution of each pure tissue class as a log normal distribution that is modified to 

account for p.v.e. They estimate the limits of each pixel distribution and fit each 

distribution separately to the observed data within these limits. They assume that the 

point of intersection of the modelled distributions is the optimal separation threshold 

between tissue classes adjacent in intensity and that this region is most likely to 

reflect partial volume pixels. To account for more partial volume pixels and quantify 

brain and CSF volumes, they apply a pixel-weighting scheme. This assumes that pixel 

intensities less than the peak pixel value for the CSF distribution are full CSF and 

pixel intensities greater than the peak intensity in brain matter are full brain matter. 

Pixels between the two peaks are then considered as having proportions of CSF and 

brain matter that are relative to their deviation from the modelled distributions. By 

accounting for p.v.e, this model gave good fits to the image histogram and 

satisfactory quantification results. As with many other parametric modelling methods, 

the limitation of this method is that it does not allow for regional differences in mean 

pixel values due to image non-uniformities.

Choi et al [Choi et al, 1991] statistically model each pixel in an image as a mixture of 

multiple tissues and refer to such a mixed pixel as a mixel. They define a mixel model 

that is based on multi-channel data, the Gaussian distribution for mixel values and a 

Markov random field (MRF, section 3.3) to model the idea that neighbouring mixels 

are similar to one another. They use a variation of iterated conditional modes (ICM,
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section 3.3.4.2) to estimate the mixel image. At each iteration, they minimise the 

following equation at each pixel in a raster scan fashion.

where M  is an m x n matrix of means for m classes and n channels of data, y. is the 

observation at location i, crN is the m x m covariance matrix of the noise process, Vc is 

the Gibbs potential for the MRF, C is the set of cliques for the neighbourhood system 

and x, is the true mixel value at i which is modelled as an m-dimensional Gaussian 

with mean,

Choi et al [Choi et al, 1991] define the Gibbs potential for the M RF to be the n- 

dimensional distance between two mixels such that,

where is the provisional estimate of the true mixel at j  and ft is a weighting 

parameter. They also compensate for intensity variations caused by radiofrequency 

field inhomogeneities by re-estimating the mean statistics of each tissue class M , 

using the provisional estimates of the true mixels x} at each iteration. M ixels are

finally classified as having a percentage volume of each of the constituent tissues. The 

inclusion of spatial information in the form of an M RF makes this approach very 

attractive. However, it is limited by the fact that it is specifically designed for m ulti

valued data and two spatial dimensions.

c
(6.9)

(6 .10)

(6 .11)
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Correcting fo r  partial volume effects - summary

• The partial volume effect occurs when signals from different tissues become 

mixed over a finite volume. The result is that the signal intensity of a partial 

volume voxel is not representative of one tissue or another but a mixture of the 

constituent tissues. This can have a detrimental effect on classification methods 

based on signal intensity alone.

• Algebraic methods to correct for p.v.e. depend on the selection of homogeneous 

samples, which means they can be subjective and require multi-channel data 

sets. Such methods are therefore not always practical or robust.

• Explicit statistical modelling of p.v. voxels as well as pure tissue pixels allows 

images to be classified with more success. The main disadvantage of this 

approach is that all pixels can be classified as p.v. pixels with a certain 

probability. Clearly, this should not be the case as many regions of pixels in an 

MR image of the brain only contain a single tissue type. It is therefore important 

to include some a priori information in the classification process to more 

accurately classify p.v. voxels.

• There are limitations in the classification of partial volume effects in MR 

images because an * absolute truth’ with respect to the location and components 

of partial volume pixels is not available. Manual methods can be used to identify 

the locations and fractional tissue components of the most likely candidate 

partial volume pixels. However, this is highly subjective and unrealistically time- 

consuming. The experimental work presented in the following section uses a 

simulation, a simulated MR image and subject MR images to explore the 

problem in more depth.
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6.2 Simulation and experimental investigation of the partial volume 

effect

A simulation of the partial volume effect is presented in section 6.2.1 using an 

artificially generated image specifically designed to demonstrate and quantify the 

problem. The information obtained from this simulation was used in the design of the 

proceeding experiments in section 6.2.2. In the experimental work, the partial volume 

effect (p.v.e) was evaluated and quantified for a set of T1-weighted M R images.

The work presented in this chapter had the following aims,

• Demonstration and quantification of the p.v.e. using a simulation.

• Determination of an image model that best represents the p.v.e.

• Exploit fuzzy methods to classify and spatially localise p.v. voxels.

• Estimate the worst case errors that can arise when p.v. voxels are misclassified.

6.2.1 Simulation of the partial volume effect

6.2.1.1 Simulated images

Figure 6.2ai shows a single transverse slice of an M R image along with its histogram 

in figure 6.2aii. The region outlined in white is shown enlarged in figure 6.2bi with its 

corresponding histogram in figure 6.2bii. The images are shown to demonstrate two 

things. First of all, the extreme convolution of boundaries between CSF, GM and 

WM is very obvious when focusing on the highlighted region. Secondly, when the 

intensity values of the voxels are scrutinised, it becomes clear that many voxels 

around the borders of GM, W M  and CSF, have intensity values that occur somewhere 

between the dominating GM, WM and CSF intensity values. This is also apparent in 

the histograms. The histogram in figure 6.2aii shows three peaks representing CSF, 

GM and WM in increasing intensity. The histogram in figure 6.2bii shows two peaks 

representing GM and W M  in increasing intensity. The CSF peak does not exist 

because most of the CSF was excluded by the region of interest.
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Intensity histogram

100
Intensity value

MR slice with corresponding histogram. The outlined region is shown below.

Intensity histogram

Intensity value

Enlarged region of MR slice from above.

Figure 6.2 Indication of the p.v.e. in an MR slice, a) MR and its histogram. b)Enlarged 
tegion and its histogram from the white outlined region in a.

As described in Chapter 2, section 2.8, voxel intensities can be effected by factors 

such as noise, image non-uniformity and the partial volume effect. Noise in MR 

images tends to have an approximately Gaussian distribution which results in the 

intensity values having an approximately Gaussian distribution (in the absence of 

other factors). The distributions in figures 6.2aii and 6.2bii appear to deviate from 

Gaussian distributions and the hypothesis in this work is that it is due to the partial 

volume effect.

To explore this hypothesis using a simulation, the simulated image in figure 6.3ai was 

generated. This image was designed to mimic the cortical folding pattern of CSF, GM 

and WM. The dimensions of the simulated image were 1024 x 1024 voxels and it 

contained three different tissue partitions and background, each associated with a 

single intensity value to simulate ‘pure’ tissue. These partitions will be referred to as 

B=Black=Background, DG=Dark Grey, LG=Light Grey, W=White. The tissue values 

can be seen as single spikes in the intensity histogram in figure 6.3aii. The value of 

the background was set to zero and is excluded from the histograms so there is no
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peak for B in the histograms. The dimensions of the image were large for two 

reasons, a) so that the voxel size was smaller than the finest image details and b) the 

object in the image could be considered as a continuous function (i.e. a real life object 

as opposed to a discrete representation). The simulated image was used to create a 

volume, made up of three slices. Each slice contained the simulated image displaced 

by 5 voxels in the two orthogonal within-slice directions relative to the previous slice. 

This was done to simulate changes in the object boundaries in the third dimension.

The simulated volume was sub-sampled in three dimensions to mimic the effect of 

discretising an object using an ‘ideal’ imaging device (i.e. no image artefacts are 

generated). The sub-sampling process calculated the average of voxels both within 

and between slice, resulting in a new volume with dimensions 64 x 64 x 1. The 

resulting sub-sampled slice is shown in figure 6.3bi and its histogram in figure 6.3bii. 

The sub-sampled image dimensions were chosen so that the relationship between the 

size of fine structural details and the voxel size was similar to that of a real M R brain 

image (i.e. compare with image in figure 6.2bi).

The effect of sub-sampling can be seen around the tissue borders in figure 6.3b, which 

are no longer sharply defined. In the corresponding histogram, it can be seen that 

some voxel values appear to be approximately uniformly distributed between the 

original pure tissue intensity values and fewer voxels have intensity values equal to 

the pure tissue intensities. These voxels are considered as partial volume voxels. The 

form of the distribution is considered in 6.2.1.2.

Figures 6.4ai and ii show the original image with ten percent random Gaussian noise 

added and its corresponding histogram. The noise was added to simulate object- 

dependent noise or biological variations in the object structure. The new image was 

again sub-sampled to a volume size of 64 x 64 x 1 voxels. The results are shown in 

figures 6.4bi and ii. It can be seen that sub-sampling has an averaging effect on the 

simulated object-dependent noise so that the results are similar to figure 6.3b.

Figures 6.4ci and ii show the sub-sampled volume and its histogram after three 

percent random Gaussian noise was added during the sub-sampling process. Adding
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noise at this step simulates the noise that is introduced by an acquisition process 

(often referred to as sampling noise). For MR images, this is mainly thermal noise 

and has an approximately Gaussian form. The effect of adding Gaussian noise during 

the sub-sampling process results in a histogram that looks similar to the real image 

histogram in figure 6.2bii (excluding the CSF peak). The mathematical forms of the 

intensity distributions resulting from the different steps of the simulation are 

discussed in section 6.2.1.2.
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F igure  6.3 Simulated image to demonstrate the partial volume effect, a) Simulated image 
and its histogram, b) Image after sub-sampling.
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F igure  6.4 a) The simulated image is shown with added material-dependent noise and its 
histogram, b) The simulated image in a, after sub-sampling, c) The simulated im age in a, 
after sub-sampling with noise added during the sub-sampling process.
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6.2.1.2 Form of intensity distributions

Let the initial 1024 x 1024 simulated image be the object O and the sub-sampled 64 x 

64 image be I, then each voxel iff in I is calculated from each voxel k,l,m in O by,

subx suby subzXXX { i —\)subx)+k,{{j-^)suby)+l,m

I n  = -* -■ \----------- , (6.12)
(subx.suby.subz)

where su b x -1024/64, suby= 1024/64 and subz=3 (3 slices in the volume).

Figure 6.3bii shows the intensity distribution of the sub-sampled image in the absence 

of noise. The range of voxel values that occur between the pure tissue peaks can be 

explained by the fact that after sub-sampling, voxels on the boundaries between two 

tissue types contain an intensity value that represents a mixture of the two tissues. The 

fraction of the voxel that constitutes one tissue or another can be any value between 

zero and one. It can then be assumed that the resulting intensity of the voxel is equal 

to sum of the fractions multiplied by the intensity values representing pure tissue

samples of the constituent classes. For example, for a voxel containing a mixture of

tissues a and b, with fractions a  and p, where a +  p - \  and the pure tissue intensity 

values are represented by /  and Ib, the resulting intensity of the partial volume voxel 

will be,

1 = a l  + p ib. (6.13)

This can also be written as,

J„=aI,+ ( } - a ) I b. (6.14)

This equation is similar to equation 6.6 as described by Santago and Gage [Santago 

and Gage, 1993 and 1995], but without the additional noise component. In the 

absence of factors such as noise, it is clear that I  can take values between I  and I..7 pv a b

Adding 10% Gaussian noise to the object can be described at each voxel k,l,m by

O noise , „10% / / r  1 r \
k,l,m  k ,l,m  k,l,m  ’ (6.15)
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where nk°J°m is calculated by taking a random number from a normalised Gaussian

distribution and multiplying it by 10% of the mean intensity over the whole object. 

The image representing the sub-sampled object with object-dependent noise (figure 

6.4b) is given by

subx suby subz

E X E  ^ \(i-l)su bx)+ k ,(ij-l)su by)+ l,m  
jo n o ise    k=\ 1=1 m=1___________________________________________  ^  1 6 )

l,J ( subx.suby.subz)

The above equation demonstrates that the sub-sampling performs averaging that 

compensates for object-dependent noise. This explains why the images and 

histograms in figures 6.3b and 6.4b are similar.

i

The addition of 3% Gaussian noise to the image at the time of sub-sampling is given
!
| at each voxel i j  by the following,!
|
!

+ (6.17)

where is calculated by taking a random number from a normalised Gaussian

distribution and multiplying it by 3% of the mean intensity over the sub-sampled 

image with no noise added. The addition of 3% Gaussian noise during the sub

sampling process is shown in figure 6.4c. The histogram now looks more like real 

data. It has a noisy Gaussian-like form around the histogram peaks and a noisy but 

approximately uniform distribution between them. Now, the intensity value of a voxel 

containing tissue a , /  can be written as,

Ianoise= I  + n. (6.18)

The intensity of a partial volume voxel /  containing a fraction a  of tissue a and a 

fraction of (1-a) of tissue b can be written as,

r noise __
i j  ~

subx suby subz 

*=1 /= ] m=1
i-\)su bx)+ k ,((j-l)su by)+ l,m

(subx.suby.subz)
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Ipr = c d + ( l - a ) I b+n .  (6.19)

This equation now has the same form as equation 6.6 as described by Santago and 

Gage [Santago and Gage, 1993 and 1995] so that the probability distributions 

representing the partial volume voxels in the image can be given by equation 6.7.

Figure 6.5a shows a finite mixture density (FMD) model to represent the partial 

volume effect in the absence of noise. This model is plotted with the sub-sampled 

image histogram (from figure 6.3bii). The FMD is comprised of a uniform 

distribution for the three classes of partial volume voxels where the three classes are 

made up of the three boundary types (B+DG, DG + LG and LG+W ) and each 

histogram peak (DG, LG and W ) is modelled by a delta function.

Figure 6.5b shows the FMD convolved with a Gaussian distribution to represent the 

noise added during the sub-sampling process. This model is plotted with the 

histogram of the sub-sampled image plus sampling noise (from figure 6.4cii). The 

small size of the sub-sampled image means that its histogram is not a good 

representation of a continuous distribution. For this reason the FMDs have not been 

fit to the data precisely, but are shown to demonstrate their form.
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F ig u re  6.5 Histograms of the sub-sampled images with simple im age models to dem onstrate 
their form, a) Image model com prising of a uniform distribution to represent p.v. voxels and 
delta functions to represent pure tissues in the absence o f noise, b) Image m odel com prising 
of the uniform  plus delta functions convolved with a Gaussian to represent the p.v.e in the 
presence of sampling noise.
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6.2.1.3 Quantification of partial volume effect using simulation results

The simulation allowed the demonstration of partial volume effects in the absence of 

noise. This allowed the p.v.e. to be quantified alone without having to take into 

account any additional noise. The quantification was carried out using the simulation 

results in the following way. The results are given in table 6.1 and discussed in 

section 6.2.1.4.

1. For of the original simulated image, calculate the number of voxels in the 

histogram peaks, (i.e. the number of pure tissue voxels = VODG, VOLG and VOw).

2. For the sub-sampled image (no noise), calculate the number of voxels in the 

histogram peaks (i.e. the number of pure tissue voxels, VSDG, VSLG and Vsw) and 

between the peaks of (i.e. the number of partial volume voxels representing mixtures 

of B+DG= VISDGB, LG+DG=VStGDC, and LG+W=VSlgm,). Scale these values by the voxel 

resolution a , (i.e. a  = (1024/64)2=256).

4. Assign p.v. voxels equally to the two pure tissue classes on either side of the p.v. 

class. (This assumes that the value a  in equation 6.13 is 0.5). Calculate the percentage 

differences %E between voxels assigned to each tissue in the simulated volume and 

the sub-sampled volume.

VOoo - ( r i V S -  +V S mdgV )
%Eoa = -----------------------— --------------------------- * 100. (6.20)

W dg

VOw - a ( V S La+ VS^ / 2 )
% EW = --------------------------------^ - * 1 0 0 .  (6.21)

V 0WJ

VOw - a ( V S w + VS^ / )
%EW = -------------------------------------* 100. (6.22)

VO

5. Calculate the total number of voxels for the object in the original simulated volume 

VOT, the sub-sampled object VSr  and the sub-sampled object and tissue classes after 

correcting for p.v.e, VS*r  VS*DG, VS*LG and VS*vv. (i.e. by assigning 0.5 of each p.v.
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class to the pure tissue classes).

V 0T =  V 0DG + VO ^ + VOv . (6.23)

VS7 =  VSDGB + VSDG + VSDGLG +VSLG+V SLGW+ VSW . (6.24)

v s * DG = v s ™ y / + v s DC+ VSDai% -  (6 -25)

VS*W = VSDG“y /  + VSLG+ VSu!W// , .  (6.26)

VS *„ = VSW + VSu™ /2 . (6.27)

VS*T =V S*DG+ V S*LG +V S*W . (6.28)

i
!

!
VO Orig.

vol.
VS Sub-samp, 

vol. * a
VS*

(corr)
Sub-samp, 

vol.* G
%E

V 0T 444036 VST 483072 8.8

v s DGB 49152
V 0DG 107333 v s DG 35840 v s* DG 112000 4.4

VSDGlg 103168
V 0LG 132773 VSLG 27136 VS*LG 139008 4.7

V̂ LGW 120576
V 0W 203930 v s w 147200 VS*W 207488 1.7
V 0T VS*T 458496 3.3

Table 6.1 Results of the quantification of p.v.e. performed using the p.v. simulation. The 
values represent the numbers of voxels assigned to each pure tissue class for the original 
volume VO and the number of voxels assigned to each pure tissue class and each p.v. class, 
multiplied by the scale factor a  for the sub-sampled volume VS. The volumes for the tissue 
classes in the sub-sampled image, after correction for p.v. effects are VS*. The percentage 
differences are calculated between the pure tissue classes of the simulated volume and the 
estimated tissue volumes for the sub-sampled volume using equations 6.14 -6.16.
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6.2.1.4 Discussion of the simulation results

The p.v.e. was simulated by sub-sampling a specially designed artificial image. The 

smallest details in the image were larger than the original voxel size so that the 

simulated structures could be considered as ‘true’ continuous objects. The sub

sampling therefore simulated the effect of digital imaging, creating a discrete 

representation of the object. The size of voxels in the sub-sampled image was chosen 

so that the ratio between voxel resolution and the smallest details in the image was 

similar to the corresponding ratio in an MR brain image. The intensity values of 

voxels on the boundaries between different tissue types were averaged in the sub

sampling process. These voxels simulated p.v. voxels. The simulation demonstrated 

the effect that p.v. voxels have on the image histogram. The number of p.v. voxels 

: present in the histogram is dependent on the number of tissue boundaries within the

j  image. The partial volume effect is an important factor in images of the human brain

| because of the convolution of the grey and white matter boundaries.
i
i

| Gaussian noise was added, first to the original simulated image to model object-
I
| dependent noise. This noise did not obviously effect the sub-sampling results because

of the averaging of the sub-sampling process. W hen Gaussian noise was added during 

the sub-sampling process to simulate sampling noise, the resulting histogram looked 

more like the histogram from a real MR image. This result was encouraging, as it 

could be assumed that the p.v. simulation approximately modelled a true situation in 

the absence of noise.

From the resulting intensity distributions, it was observed that the p.v. voxels could 

be modelled by a uniform distribution in the absence of noise. It was empirically 

assumed that in the presence of noise, p.v. voxels can be modelled by a uniform 

distribution convolved with a Gaussian. This has also been presented in the literature 

by Santago and Gage [Santago and Gage, 1995]. These assumptions are tested on 

simulated and real MR images in section 6.2.2.

In the absence of noise, the quantification of p.v.e. assumed that p.v. voxels were 

equally assigned to the two tissue classes between which their intensity values were
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located. This assumption is acceptable in this simulation, but it is still a simplification 

of the problem. It is obvious that every p.v. voxel does not contain equal amounts of 

the constituent tissues but it is acceptable when quantifying the tissues in all p.v. 

voxels. In the presence of noise and if the different tissue classes have different 

intensity variances, this assumption can become invalid.

The first row of table 6.1 shows the volume calculation for sub-sampled image 

without accounting for p.v.e. This value shows that the sub-sampled volume has more 

than 8% more voxels within the object than the original image. The sub-sampling 

process will cause this increase in (scaled) object size because the size of the smallest 

basic element in the sub-sampled image (i.e. the voxel) is larger than in the original. 

In the real world case, the smallest basic element represents the smallest detail in 

space that can be characterised (at any resolution) by the imaging device. If the p.v. 

effect is accounted for as described in equations 6.14-6.16, the sub-sampled volume 

contains only about 3% more voxels. This new value is explained only by accounting 

for p.v. voxels on the border between the background and the object.

From  table 6.1, it can be seen that the quantification errors are less than 5 % for the 

DG and LG partitions and less than 2 % for W. These errors represent the difference 

between the true tissue volumes and the calculated tissue volumes if p.v. voxels are 

assigned equally (i.e. a fraction of 0.5) to their constituent classes. All o f these errors 

are over-estimates of the tissue volumes. The smallest error is for W, the class with 

the least number of p.v. voxels because it has a boundary with only one other class. It 

would appear that for W, too many of the LGW  p.v. voxels are assigned to W. This 

suggests that assigning 0.5 of the p.v. voxels generates a volume error of less than 

2%. Consequently the number of LGW  p.v. voxels assigned to LG is underestimated 

and the number of DGLG p.v. voxels assigned to LG is over-estimated. The number 

o f DG voxels is also over-estimated, even after correcting for the p.v. effect between 

the object and background.

There are two possible reasons for these small percentage errors. The first reason is 

that the fraction of 0.5, used to assign p.v. voxels may not be correct. For example, 

the regular shape and the limited size of the simulated image may bias the assignment
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o f p.v. voxels. The second reason may be a result of rounding errors in the sub

sampling process. Although these errors are less than 10 %, they have been calculated 

in an ideal case, in the absence of noise. It can therefore be assumed that the p.v. 

effect is likely to introduce larger errors into the analysis of real images and suggests 

a need to classify p.v. voxels with respect to their topological locations. The 

importance and effect of modelling the intensity distributions of M R images and 

spatially classifying p.v. voxels is explored in the experimental work in section 6.2.2.

6.2.2 Experimental materials and methods

6.2.2.1 Images

Simulated MR images and control subjects were used in the experimental evaluation 

of p.v.e. These data were described in section 5.2.1.1.

For the analysis of the control subjects’ brain images, a smaller volume of interest 

that contained the temporal lobe region was used (figure 6.6). This volume of interest 

and the definition and segmentation of the temporal lobe was required for the study 

presented in Chapter 7. In this study, both the right and left temporal lobe regions of 

the image volumes were delineated or segmented so that the image only contained the 

temporal lobe structure. The segmentation was performed using a deformable contour 

model that is described in Chapter 7. The segmented temporal lobe regions were 

chosen to assess the p.v.e in these image volumes for two reasons. Firstly, the 

segmented temporal lobe region is approximately one tenth of the size of the whole 

brain and lies well within the boundaries of the image volume. It is therefore possible 

to ignore any effect of intensity non-uniformity within this subset of data. This is 

demonstrated in section 5.2.2.2, where figures 5.10 and 5.11 show that intensity 

values do not significantly vary over the temporal lobe region of the head. The second 

reason for using the segmented regions was that it only contains voxels representing 

CSF, grey and white matter. The analysis could therefore be carried out with the 

knowledge that the region would be segmented into three tissue classes and non

uniformity artefacts could be ignored.
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All smoothing was performed using the anisotropic diffusion method (A .D .l) as this 

proved to be the superior smoothing method as demonstrated in Chapter 5.

Figure 6.6 T1-weighted coronal slice through temporal lobe region. The highlighted 
rectangle shows the within slice area used for the temporal lobe region. Approximately 50 
slices of this size were used to make up the analysed volume.

6.2.2.2 Evaluation of pa rtia l volume effects

The processing steps to evaluate the partial volume effect are listed briefly, then each 

step is described in more detail below.

1. An intensity distribution was generated for each MR image volume. A model 

comprising of a sum of three Gaussians was fitted to each distribution. Two finite 

mixture density models (FMD) were fitted to each distribution. The first comprised of 

a sum of three Gaussians to represent pure tissue voxels plus two uniform 

distributions, convolved with a Gaussian to represent the partial volume classes. The 

second FMD was a sum of five Gaussians representing both pure and partial volume 

voxels. This model was selected on the empirical basis that the convolved Gaussian 

distribution tends towards a Gaussian as the intensity values of the pure tissue classes 

move closer together. The x  goodness-of-fit test was used to assess and compare the 

two different fits for each volume analysed.
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2. The results from Chapter 5 were used to make the hypothesis that boundary voxels 

are wrongly classified because a) they are partial volume voxels and contain a mixture 

of tissues and b) consequently their intensity values are not a good representation of 

one tissue class or another. Using the fuzzy C-means (FCM) algorithm, the 

assumption was made that the fuzzy membership values of these misclassified voxels 

would not have a dominant value for any one of the tissue classes but would have 

equally distributed fuzzy membership values associated with more than one class. The 

FCM results were therefore modified so that voxels without a dominant fuzzy 

membership value were explicitly classed as p.v. voxels and the others were classed 

as pure tissue voxels. This algorithm was applied to image volumes after different 

scales of smoothing using the anisotropic diffusion filter. This approach will be 

referred to as FCMPV.

| 3. Differences in the percentage volumes resulting from the various FMD models

| were assessed. The errors due to the misclassification of partial volume voxels were

| calculated from the classification results. The individual steps of the analysis are

! outlined in more detail in the following sections.
iI
j

i) Intensity distributions and fin ite mixture density (FMD) models
i

An intensity histogram was calculated for the simulated data and each of the 

segmented temporal lobe regions. From these histograms, the means and variances of 

the dominant tissue classes could be estimated from the location of the m axima and 

the width of each of the main histogram peaks.

Three prominent peaks existed for the simulated images. In order of increasing 

intensity, the peaks were labelled as CSF, GM and WM. Only two well-defined peaks 

existed for the segmented temporal lobe images representing GM and W M. The 

delineation of the temporal lobe structure removed most of the CSF so that an 

obvious CSF peak was not visible in the histograms. However, it was possible to 

make an estimate of the mean intensity for the remaining CSF.

For each image volume, the estimated mean and variance were used as starting 

estimates to create a p.d.f. consisting of a sum of three Gaussian distributions. The
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distribution p{xt) for each tissue class t can be represented by

V2
(6.29)

m o

The p.d.f. over the whole image can then be described as a sum of Gaussians, where t 

-  CSF, GM and WM, can be represented by

P (x ,)=  x  PrM
t=CSF,GM,WM V2

■exp
m o  , 2(7 (

(6.30)

As in equation 6.5, Pr[f] represents the probabilities of each class t and sum to one. 

The final means and variances, / i ,a n d  o 2t, for each of the tissue classes t were 

determined by fitting the sum of Gaussians to the data. The means and variances of 

the distributions were varied to minimise the sum of the squared differences between 

the sum of Gaussians and the original intensity histogram. A Matlab5 [Matlab, 1996] 

routine that minimised a function of several variables was used to perform the 

minimisation. This routine uses the Nelder-Mead simplex method [Press et al, 1988], 

which does a direct search of the parameter space to find a minimum. The 

goodness-of-fit test [Chatfield, 1985] was used to asses the fit of the sum of three 

Gaussians. Each of the resulting distributions was integrated to generate a percentage 

volume accommodated by each tissue class.

In order to explicitly include partial volume voxels in the image model two other 

FMD models were generated for each M RI volume. These models were based on the 

results from the p.v. simulation presented in section 6.2.1 and the results described by 

Santago and Gage [Santago and Gage, 1993] (section 6.1.2).

The first FMD modelled pure tissue classes as Gaussians and p.v. classes as uniform 

distributions convolved with a Gaussian. To avoid confusion, this model will be 

referred to as FMDI. The second FMD modelled both pure and partial volume tissues 

as Gaussians and will be referred to as FMDII. The equations for these models were
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described in section 6.1. In both cases the parameter a  representing the fraction of 

tissue in a voxel was set to 0.5. This makes the assumption that overall, p.v. voxels 

contain an equal amount of the two constituent tissues. This is not necessarily true, as 

demonstrated in the p.v. simulation. However, it is not an unreasonable assumption 

especially for a large image.

In this work, a five class model was used instead of a six class model that has been 

selected by others [Santago and Gage, 1995, Choi et al, 1991]. The five classes were 

chosen to represent three pure tissue classes and two partial volume classes. The two 

p.v. classes were GM+WM and GM+CSF. The CSF+W M p.v. class was not included 

in the model. The reason for this was that as can be seen in figure 6.1c the CSF+W M  

border only occurs around part of the lateral ventricles. The total number of voxels 

occurring on the CSF+WM border is therefore much less than for all the other pure 

and p.v. tissue classes. Also, in the images analysed in this work, the mean intensity 

value of the CSF+WM class has a value somewhere between the WM and CSF mean. 

This value occurs within the range of the GM and is therefore not well represented by 

an individual intensity distribution in the overall histogram.

The starting estimates of the means and variances for the pure tissue classes were the 

same as those used for the sum of three Gaussians model. The means and variances 

for the p.v. classes were determined using equation 6.8 as described in section 6.1.2. 

Both models were fit to the image histogram in the same way as for the sum of three 

Gaussians model. T h e ^ 2 goodness-of-fit test was used to assess the fit of the new 

FMD models by comparing the results with the fits obtained for the sum of three 

Gaussians. Each resulting distribution was integrated to generate a percentage volume 

accommodated by each of the tissue and p.v. classes.

ii) Classification o f  tissues and partial volume voxels

Each of the image volumes (simulated and subjects) were classified into three classes 

using the fuzzy C-means (FCM) algorithm as described in section 5.3.1. The 

classification was applied before and after smoothing with the anisotropic diffusion 

filter at different scales. The FCM  result is usually turned into a “crisp” or “hard” 

classification by applying a standard threshold criterion in which each voxel is
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assigned to the class for which the fuzzy membership value is greater than for the 

other classes (maximum class criterion). The FCM  is applied in this way in section 

5.3.1. However, to determine partial volume voxels, a different thresholding criterion, 

referred to as FCMPV, was also applied. This involved two steps that are described 

below.

1. Select the maximum fuzzy membership value (maximum class criterion).

2. If the selected maximum fuzzy membership value does not reach a specified 

threshold, class it as a p.v voxel containing a mixture of two tissue classes 

(thresholded maximum class criterion). Calculate total number of p.v. voxels from 

this result. For clarity, in future, this version of FCM will be referred to as FCMPV.

As described in step 2 above, the FCMPV classification required the selection of a 

fuzzy threshold to discriminate between p.v. voxels and pure tissue voxels. In theory, 

this threshold value should be set to 100% of the maximum possible fuzzy value. This 

would mean that only voxels with a fuzzy membership value equal to 1 are classed as 

pure tissue voxels and all others are p.v. voxels. However, in practice, a threshold 

value of 100% was too strict and at this threshold most voxels were assigned to the 

partial volume class. This is a consequence of the FCM algorithm. Only voxels with 

values exactly equal to the class mean will be assigned a membership value of 1. 

Therefore, two different threshold values were selected for the FCM PV classification 

of the simulated MRI. A more conservative value of 95% and a more lenient value of 

80% were chosen. It was assumed that p.v voxels would occur on the boundaries 

between different tissue regions. Therefore a threshold value of 95% allowed a 5% 

variation of intensity values within a specific tissue class and the 80% threshold 

allowed a 20% variation. For the subject MRIs, the FCM PV was only applied with an 

80% threshold.

For the simulated MRI, it was possible to generate true numbers of pure tissue voxels 

and p.v. voxels using the fuzzy anatomical model (section 5.2.1.1). This model was 

based on the ‘true’ anatomical model but consisted of a set of fuzzy volumes, one for 

each tissue class. The fuzzy values of these voxels represented the ‘true’ proportion of 

tissue present in each voxel (according to the MRi simulator, [Cocosco et al, 1997]).
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For this reason, if a 100% threshold was applied to the fuzzy anatomical model, the 

numbers of pure and p.v. voxels was a realistic representation of the tissues in the 

model. In order to compare the numbers and locations of pure and p.v. voxels, the 

fuzzy anatomical model was thresholded at 100% and the FCM PV classification 

results were thresholded at 95%. Boths sets of data were also thresholded at 80%.

The 95% threshold FCMPV classification results from the simulated M R image and 

the control subject images were used to mask the original data to generate 

independent distributions of the original voxel values representing the pure tissue and 

p.v. tissue classes.

Percentage volumes were calculated from the FCM and FCM PV classification results 

and from both the anatomical and the fuzzy anatomical volumes. W hen the class 

volumes were calculated without considering p.v. effects, they are referred to as VF.

| This included the volumes calculated using FCM classification and those calculated

I from the anatomical volume. W hen p.v. effects were accounted for, the class volumesii
are referred to as VP. This included the volumes calculated using FCM PV 

classification and those calculated from the fuzzy anatomical volume.

iii) Differences in percentage volumes resulting from  FM D models 

For the simulated MRI it was possible to compare the ‘true’ percentage volumes 

resulting from the anatomical model with the percentage volumes resulting from the 

different FMDs. The differences between percentage volumes resulting from a three 

Gaussian model compared to a five Gaussian model for both the simulated M RI and 

the subject MRIs were also calculated using the method described below.

1. The percentage difference was calculated between the percentage volume of each 

class according to the three Gaussian model (V3) and the percentage volume of each 

class (V5) according to the two different five Gaussian models (FMDI and FMDII). 

The percentage volumes were calculated by integrating over each component of the 

model distributions and dividing by the total image volume.

2. The FMDs were modelled so that partial volume classes were occupied by equal 

proportions of two pure tissue classes (i.e. a fraction of 0.5 for each tissue). Therefore
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p.v. voxels were equally assigned to the two tissue classes between which the mean 

intensity value fell. This is demonstrated in figure 6.7 and makes the assumption that 

every voxel assigned to a partial volume class has equal proportions of the two 

component classes.

C1+(PV12)/2

Volume of C2=

C2+(PV12)/2
(0xo
>
o£
©.O
E3
z

C2

PV12

20 30
Intensity values

Figure 6.7 Diagram to show how p.v. voxels are assigned to tissue classes with respect to 
their intensity distributions. Cl and C2 are distributions containing pure tissues and PV12 is 
a distribution of p.v. voxels.

3. The pure classes were WM, GM, CSF and the mixed classes were CSF+GM and 

GM+WM. Using these assumptions, the percentage differences resulting from the 

FMD models were defined as,

V5Y +J t

^ ^ C S F  ~

V ^ csf V ^ csf + ' CSFGM ,

V3
*100

CSF

(6.31)

V3 -v  GM

^ ° ^ G M  ~

V S  CSFGm / _i_ ^ ^ G M W M /
W GM + / 2  / 2

V3
100

GM

(6.32)

V3 _
v  WM

%E WM =

V S  4y ^ G M W M /
V WM ^  / 2

V3
100 (6.33)

WM

The above method is based on the method used to calculate the percentage differences 

for the p.v. simulation where 0.5 of each p.v. distribution is assigned to its component 

pure tissue classes.
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iv) M isclassification errors

For the simulated M RI it was possible to calculate the difference in the classification 

of p.v. voxels compared with the ‘true’ classification (according to the fuzzy 

anatomical model). For the subject MRIs, no ‘true’ classification was available. 

Therefore in order to make an upper estimate on the error due to mis-classifying p.v. 

voxels the method described below was applied.

An upper limit on the error associated with wrongly assigning too few or too many 

p.v. voxels to a pure tissue class was estimated by assuming that for each class, one 

half of all p.v. voxels (PV) could be assigned to one of the pure tissue classes. This 

provides an upper error limit because it can be assumed that in the worst case, all p.v. 

voxels can be assigned to a minimum of two classes over the whole volume, with a 

fraction of 0.5 of the p.v. voxels belonging to each class. This percentage error %E+ is 

defined as the difference between the percentage volume according to the FCM 

results (VF) and the percentage volume according to the FCM PV results (VP) plus 

half of all the p.v. voxels (PV/2). For the simulated MRI, it was also possible to 

calculate these results for the ‘true’ classifications. The voxels assigned to class PV  

are all the fuzzy voxels that do not survive either the 100% or 80% threshold. In this 

case, VF is the percentage volume of each ‘true’ pure tissue class resulting from  the 

anatomical model of the simulated MRI. VP is the percentage volume of each ‘true’ 

pure tissue class and the class of all partial volume voxels resulting from the fuzzy 

anatomical volume.

The following error estimates describe how much the pure tissue may be over

estimated (if the error is negative) or under-estimated (if the error is positive), if p.v. 

voxels are not explicitly modelled and classified. The errors are defined as,

VFcsf-(V P csf+ P V /2 )
% E+CSF= — ^ — ------------4*100  (6.34)

VFcsf

% E + G M  = VFgm (V7>cm +  P V ' 2) * 100 (6.35)
VFGM
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% E+wu + P V ' 2 ) * m  (6.36)
VFWM

These estimated errors were calculated for classification results of the simulated MRI 

and the subject MRIs. For the subject MRIs, it was only possible to make a subjective 

judgem ent about the results.
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6.2.3 Results

The results for the investigation of partial volume effects are presented first for 

simulated images followed by the control subject images. For each the results are 

presented in the following order: i) intensity distributions and FM D models, ii) 

classification of pure tissue and partial volume voxels, iii) differences in percentage 

volumes resulting from FM D models, iv) misclassification errors.

6.2.3.1 Simulated images

i) Intensity distributions and FMD models

The intensity distributions of the volumes of interest (solid lines) along with the sum 

of three Gaussians fitted to the images (dashed lines) and the three Gaussians plotted 

independently (dot-dashed lines) are shown in figure 6.8a. The first row in table 6.2 

shows the result of the y f  goodness-of-fit test for the fit of the sum of three 

Gaussians for the simulated MRI volume. The first row in table 6.3 shows the 

percentage volumes calculated from the resulting distributions.

The distributions resulting from the fit of five Gaussians are shown in figure 6.8b for 

FM DI and figure 6.8c for FMDII. The original data is shown as a solid line, the sum 

of Gaussians as a dashed line and the five Gaussians independently as dot-dashed 

lines. The tissue classes for the new intensity model were labelled as shown 

diagrammatically in figure 6.9. The voxels assigned to the p.v. classes were labelled 

according to the two tissue classes between which the mean intensity fell. The results 

for FM DI show that the CSFGM p.v. class is a more like a uniform distribution, but 

the GMW M p.v. class has retained a Gaussian shape.

The results of the goodness-of-fit tests are given in the second and third rows of 

table 6.2. This shows that both FMDI and FMDII give better fits to the original image 

histograms than the sum of three Gaussians. The percentage volumes calculated from 

the sum of five Gaussian distributions are shown in the two last rows of table 6.3. It 

can be seen that although the fits of the FMDI and FM DII models are both good, the 

resulting percentage volumes are very different.
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F ig u re  6.8 Intensity histogram  and fitted distributions for the sim ulated volume. The solid 
lines show the intensity histogram of the original data, a) The dashed lines show the sum of 
three Gaussians and the dot-dashed lines show the three independent Gaussian distributions, 
b) The dashed lines show the sum of five Gaussian distributions for FM DI. The dot-dashed 
lines show the five Gaussian distributions independently for FM DI. c) The dashed lines show 
the sum of five Gaussian distributions for FM DII. The dot-dashed lines show the five 
Gaussian distributions independently for FMDII.
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Figure 6.9 Arbitrary intensity distributions, typical of those generated from the experiments 
presented in this section. This diagram shows a schematic labelling of the five Gaussian 
distributions.

M odel X2 test

F it o f  3 Gaussians 2.43e4

Fit o f  5-FM DI 1.75e3

F ito f5 -F M D II 1.23e3

Table 6.2 Results of th e ^ 2 goodness-of-fit test for the fit of three Gaussians and five 
Gaussians (FMDI and FMDII) to the simulated image volume.

CSF CSF+GM GM GM +W M W M

%V3 20.1 48.5 31.4

%V5-FM DI 12.0 15.3 39.6 10.9 22.2

%V5-FMDII 14.9 8.1 42.7 4.5 29.7

Table 6.3 Percentage volumes of each tissue class calculated from the p.d.f.s modelling the 
simulated MRI. The first row shows the result from the sum of three Gaussians (representing 
three pure tissue classes: CSF, GM and WM). The second row and third rows show the result 
from the sum of five Gaussians (representing three pure tissue classes CSF, GM and WM 
and two mixed tissue classes, CSF+GM and GM+WM) for FMDI and FMDII respectively.
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ii) Classification o f  pure tissues and partial volume voxels

Figure 6.10 shows the results of the FCMPV before and after the simulated image 

volume has been smoothed with the anisotropic smoothing filter. The brightest 

intensity voxels represent those that have been assigned to the partial volume class. 

The other intensity values represent the pure tissue classes (CSF, GM and W M  in 

order of increasing intensity). Figures 6.10a-c show results for the threshold of 95% 

and figures 6.10d-f show results for the 80% threshold. The results are shown for 

classifications before and after 3 and 9 iterations of smoothing using anisotropic 

diffusion. The numbers of voxels and percentage volumes assigned to each tissue 

class and the p.v. class are given in table 6.4 (Appendix C).

The results for the 95% threshold with no smoothing (6.10a) show that many voxels 

are classed as p.v. voxels. This demonstrates that there are many voxels with intensity 

values that vary by more than 5% from the class means. This is not surprising, as the 

noise level in these images is 5%. After smoothing and as the amount of smoothing 

increases, the p.v. voxels become more densely concentrated at the borders and within 

the sub-cortical structures.

The results for the 80% threshold with no smoothing are less noisy than those for the 

95% threshold. In this case, p.v. voxels are being concentrated around tissue borders 

even before smoothing. After smoothing and as the amount of smoothing increases, 

the p.v. voxels become more densely concentrated at the borders and in the sub- 

cortical structures as with the 95% threshold results. However, now the widths of the 

p.v. regions are narrower.

Figure 6.11 shows the results of thresholding the fuzzy anatomical volume. Voxels 

indicated by the brightest intensity are those that did not survive thresholding. In the 

top slices the threshold was 100% of the maximum value, so all voxels that are not 

classed as pure tissues are highlighted (i.e. the voxels that belong to the p.v. class). In 

the bottom slices the threshold is 80% of the maximum value so fewer partial volume 

voxels are indicated. In this case not all of the p.v. voxels (according to the fuzzy 

anatomical model) are highlighted. As with figure 6.10, figure 6.11 shows that the 

highlighted p.v. voxels mainly occur on tissue boundaries and sub-cortical structures.
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Table 6.4 (Appendix C) shows numbers of voxels and percentage volumes resulting 

from the classification results for the FCM, FCM PV (95% threshold) and FCM PV 

(80% threshold). The numbers of voxels assigned to the pure tissue and partial 

volume classes for the anatomical (An) and fuzzy anatomical volumes (F.Ari) (at 

100% and 80% threshold) are also shown for comparison with the classification 

results. The FCM  results differ from the anatomical results by less than 5% for the 

classification of pure tissue classes. This result was also presented in Chapter 5 where 

it was hypothesised that misclassified voxels were p.v. voxels. The FCM PV results 

for the 95% threshold over-estimate the number of p.v. voxels by 25% when no 

smoothing has been applied. After smoothing, the number of p.v. voxels is under

estimated by 10%. The FCMPV results for the 80% threshold under-estimate the 

number of p.v. voxels by 7% before smoothing and this under-estimation increases 

after smoothing.

The intensity distributions of the individual classes of pure and mixed tissues, 

resulting from the classification with FCMPV are shown in figure 6.12. The results 

are shown after different amounts of smoothing with the anisotropic diffusion filter. 

Note that the intensity distributions relate to the intensity values of the original 

images. It can be seen that when anisotropic smoothing has been applied, the 

distributions of p.v. voxels form independent “Gaussian-like” distributions. These are 

similar to the distributions resulting from the five Gaussians FMD model in terms of 

the locations of the means, variances and amplitudes of the classes. These 

distributions show that there are three classes of partial volume voxels (represented by 

the dotted lines). There is a small p.v. class with a low mean intensity and low 

amplitude. This class probably represents voxels that contain a mixture of CSF and 

background and are not included the p.v. analysis. These distributions highlight the 

effect of smoothing with anisotropic diffusion on p.v. voxels.
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3 iterations of smoothing
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9 iterations of smoothing

F igure  6.10 (a-c) Transverse and coronal slices of the simulated MRI volume showing 
FCMPV classification results for a threshold of 95%. Classification of the original image 
volume is shown in a). Classification after smoothing with the anisotropic diffusion filter is 
shown in b) (3 iterations) and c) (9 iterations). The brightest intensity represents voxels 
assigned to the partial volume class. The other intensities represent CSF, GM and WM (in 
increasing intensity).
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No smoothing

3 iterations of smoothing

9 iterations of smoothing

Figure 6.10 (d-f) Transverse and coronal slices of the simulated MRI volume showing 
FCMPV classification results for a threshold of 80%. Classification of the original image 
volume is shown in d). Classification after smoothing with the anisotropic diffusion filter is 
shown in e) (3 iterations) and f) (9 iterations). The brightest intensity represents voxels 
assigned to the partial volume class. The other intensities represent CSF, GM and WM (in 
increasing intensity).
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100% thresholding

80% thresholding

Figure 6.11 Transverse and coronal slices of the simulated fuzzy image volume showing 
results after thresholding at a) 100% of the maximum value and b) 80% of the maximum 
value. The brightest intensity represents voxels that do not survive the thresholding and can 
therefore be classed as p.v voxels. The other intensities represent CSF, GM and WM in 
increasing intensity as labelled in the discrete anatomical volume.

2 2 1



Chapter 6. MRI analysis and partial volume effects

x104 x104
Partial volume — 
Pure tissue _

3.5 3.5 Partial volume —
Pure tissue

§2 .5 §2.5

£1.5

0.5 0.5

100
Voxel intensity

150 200 100
Voxel intensity

150 200
a) b)

x104

3.5

Partial volume —

Pure tissue
§2.5

£1.5

0.5

100
Voxel intensity

150 200
c)

Figure 6.12 Intensity distributions of pure tissue classes (solid lines) and p. v. classes (dotted 
lines) as classified using the FCMPV algorithm with 95% thresholding. Results are shown 
for the classification of the simulated image volume before and after smoothing using the 
anisotropic diffusion filter, a) No smoothing, b) After 3 iterations of smoothing, c) After 9 
iterations of smoothing.

in) Differences in percentage volumes resulting from  FM D models

First of all it was possible to compare the percentage volumes resulting from the three 

Gaussian model (V3) with the percentage volumes resulting from the anatomical 

volume (An). These results are given in the first row o f table 6.3 and the second row 

of table 6.4 (Appendix C). It can be seen that these values differ by a few percent for 

each tissue class.

The first two rows of table 6.5 (Appendix C) show the percentage differences 

between the percentage tissue volumes calculated using the FM DI and FM DII models
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compared to the ‘true’ anatomical volume (An). The percentage differences for the 

two models show over-estimations of WM by as much as 20% and under-estimations 

of GM by as much as 13 percent. For CSF there is a small over- or under- estimation 

by a small percentage. Although the anatomical volume is a representation of the 

‘true’ tissue classes, it does not have any compensation for partial volume effects. 

These quite large percentage differences may be due to the five Gaussian FMD 

models not being good representations of the data. It may also be because summing 

together the pure tissue class in the anatomical volume gives incorrect results because 

the partial volume voxels have not been considered.

The second two rows of table 6.5 (Appendix C) show the percentage differences 

between the percentage tissue volumes calculated using the FM DI and FM DII models 

compared to the three Gaussian model. These results show that a three Gaussian 

model would over-estimate the volume of CSF by up to 6% for FM DI and over 2% 

for FMDII. It would also underestimate GM by almost 9% and over-estimate W M  by 

almost 12% for FMDI and under-estimate the amount of grey and white matter by 

less than 2% for FMDII.

iv) M isclassification errors

The errors calculated using the classification results show the worst case of over

estimating or under-estimating pure tissue classes, if the p.v.e. is not explicitly 

accounted for. These errors were calculated for the ‘true’ classification of the 

simulated M RI by comparing the thresholded fuzzy anatomical volume (F.Ari) with 

the anatomical volume representing only pure tissues (An). These results are shown in 

table 6.5 (Appendix C) for the fuzzy anatomical volume (F.An) thresholded at both 

100% and 80%. The 100% thresholded results show that all three tissue classes can be 

over-estimated if p.v. voxels are not accounted for. The CSF can be over-estimated by 

up to 60% and the WM by up to 25%. The GM over-estimation was only up to 1%. 

The significantly smaller value for the GM is probably because p.v. voxels from CSF 

and W M both contribute to the GM so an over-estimation of this class is less likely. 

W hen the fuzzy anatomical volume is thresholded at 80%, the % errors in over

estimating CSF and WM are both less. This is because more p.v. voxels are assigned 

to the p.v. class for a threshold value of 80%.
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The worst case misclassification errors calculated from the FCM  and FCM PV 

classification results show similar amounts for the over-estimation of pure tissue 

classes as for the ‘true’ classification results. The CSF is over-estimated by more than 

70% and the WM by up to 30 %. The results vary for different amounts of smoothing 

prior to classification. The over-estimation of GM is again much lower and for some 

amounts of smoothing, the GM is under-estimated. The results are again lower for 

80% thresholding of the FCMPV results.

6 .2 3 .2  C ontro l subject images

i) Intensity distributions and FMD model

Figure 6.13 shows the intensity distributions of the segmented subject volumes of 

interest (solid lines) along with the sum of three Gaussians fitted to the images 

(dashed lines) and the three Gaussians plotted independently (dot-dashed lines). The 

first row of table 6.6 shows the result of the goodness-of-fit test for the sum of 

three Gaussians to each of the image intensity distributions. The percentage volumes 

calculated from the sum of three Gaussians image model are shown in table 6.7, 

Appendix C (in the first row for each subject).

The distributions resulting from fitting the sum of five Gaussians to the image data 

are shown for the segmented subject images in figures 6.14 (FMDI) and 6.15 

(FMDII). The original data is shown as a solid line, the sum of Gaussians as a dashed 

line and the five Gaussians independently as dot-dashed lines. The results of the 

goodness-of-fit test are given in table 6.6 for each of the subjects.

The distributions in figures 6.14 and 6.15 and the values in table 6.6 show that both 

forms of the sum of five Gaussians have a better fit to the original image histograms 

than the sum of three Gaussian distributions for all subjects. There was no consistent 

difference between the two five Gaussian models in terms of goodness of fit. 

Although the starting estimates for p.v. classes using FM DI are uniform distributions 

convolved with a Gaussian, all the resulting fits are more Gaussian than uniform. 

From  this point of view, the two different models appear to generate very similar 

results. The percentage volumes resulting from the sum of five Gaussians image
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models are shown in table 6.7 (Appendix C), in the second and third rows for each 

subject. The resulting percentage volumes are different for FM DI and FMDII. The 

largest differences are for the pure CSF class (as much as 100%), but this is because 

such a small quantity of CSF exists in these images. The variability of the volume 

results suggests that fitting an FMD to a such a limited region of the image does not 

generate a robust quantitative measurement.

s i s2 s3 s4 s5

3G. 2.33e3 2.03e3 2.37e3 1.33e3 2.10e3

5-FM DI 546 829 364 799 102

3-FM DII 88 259 235 855 861

2
Table 6.6 Results of the % goodness-of-fit test for the fit of three Gaussians (3G) and five 
Gaussians {FMDI and FMDII) to the five subject MRI volumes.
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Figure 6.13 Intensity histograms and fitted distributions of the segmented temporal lobe 
region for five different subjects a - e. The solid lines show the intensity histogram of the 
original data. The dashed lines show the sum of three Gaussian distributions fitted to the 
original data. The dot-dashed lines show the three Gaussian distributions independently.
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Figure 6.14 Intensity histograms and fitted distributions of the segmented temporal lobe 
region for five different subjects a - e. The solid lines show the intensity histogram of the 
original data. The dashed lines show the sum of five Gaussian distributions (FMDI) fitted to 
the original data. The dot-dashed lines show the five Gaussian distributions independently.
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Figure 6.15 Intensity histograms and fitted distributions of the segmented temporal lobe 
region of five different subjects a - e. The solid lines show the intensity histogram of the 
original data. The dashed lines show the sum of five Gaussian distributions (FMDII) fitted 
to the original data. The dot-dashed lines show the five Gaussian distributions 
independently.
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ii) Classification o f  tissues and partial volume voxels

The results of the FCMPV are shown in figure 6.16 for a single subject’s segmented 

temporal lobe. A series of slices from the original segmented image are shown in a), a 

single enlarged slice after classification is shown in b) and a series of slices after 

classification are shown in c). The results are shown for the image data after a single 

iteration of smoothing using the anisotropic diffusion filter. The voxels assigned to 

the p.v. class are shown as the brightest intensity. It can be seen that the p.v. voxels 

occur quite neatly along tissue boundaries or in locations where there is a p.v.e. from 

neighbouring slices. This is where p.v. voxels would be expected. The numbers of 

voxels assigned to either a single tissue class or to a p.v. class for each subject are 

given in table 6.8 (Appendix C).

iii) Differences in percentage volumes resulting from  FM D models

Table 6.9 (Appendix C) shows percentage volume differences and estimated 

misclassification errors for the subject MRIs. For each subject the first two rows show 

the errors estimated from the FMD results (Et for FMDI and E„ for FMDII). In all 

cases these results are highly variable. This is not surprising as the percentage errors 

generated for the two FMD models also varied a lot. As there is no ‘true’ 

quantification available for this data, it is difficult to make a proper validation of the 

two FMD models by looking at the differences in percentage volumes.

iv) Misclassification errors

The misclassification errors calculated for the FCM PV results represent the worst 

case over- or under-estimation of pure tissues if the p.v.e. is not explicitly accounted 

for. This estimation is given for each subject in the third row of table 6.9 (Appendix 

C). There is consistency throughout the subjects of over-estimating the amount of 

CSF and WM by over 15%. The GM is either over-estimated by less than 10% or 

under-estimated by a few percent. This can be explained by the fact that most of the 

p.v. voxels in these segmented volumes are associated in the GM.
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c)

Figure 6.16 Coronal slices of a segmented temporal lobe, a) Original MR data after temporal 
lobe segmentation, b) Single slice and c) series of slices of segmented temporal lobe 
classified into CSF, GM, WM and PV voxels. PV voxels are shown in white. Typical 
locations of PV voxels are shown more clearly in c).
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6.2.4 Summary and discussion of results

i) Intensity distributions and FMD models

For the simulated MRI and the subject MRIs, the FMD models comprising of a sum 

of five Gaussians (FMDI and FMDII) gave better fits to the image data than the sum 

of three Gaussians according to the %2 goodness-of-fit test. This illustrates the 

importance of explicitly modelling the partial volume classes. For both FM Ds, two 

partial volume classes were modelled, CSF+GM and GM+WM. In theory there 

should be a third class representing CSF+WM. However, from a neuroanatomical 

point of view, this class would not contain many voxels and its mean intensity would 

fall within the range of the GM intensities. For these reasons this p.v. class was not 

modelled.

The five Gaussian FMD models gave better fits to the intensity histograms than the 

three Gaussian models according to the %2 goodness-of-fit test. FM DI modelled p.v. 

voxels with a uniform distribution convolved with a Gaussian and FM DII was 

simplified to model p.v. voxels with a Gaussian. According to the simulation results 

in section 6.2.1, the distribution for p.v. voxels should be approximately uniform. As 

the mean intensity values of the pure tissue classes contributing to the p.v. voxels get 

closer together, the uniform distribution convolved with a Gaussian becomes more 

like a simple Gaussian. This can be seen in the model fits in FM DI where the limits of 

the uniform distribution are relatively close together. The percentage volumes 

calculated from the two models were different suggesting that although it is important 

to explicitly model p.v. voxels, it is also important to constrain the labelling o f p.v. 

voxels in terms of their spatial locations in order to properly quantify them.

ii) Classification o f  tissues and partial volume voxels

For the simulated MRI and the subject MRIs, the results of the FCM PV algorithm 

indicate the location of voxels that are classed as p.v. After a few iterations of 

smoothing has been performed, the locations of the resulting p.v. voxels correspond 

well with voxels that would be expected to contain a mixture of tissues (i.e. on the 

boundaries of different tissue classes) according to visual analysis (figures 6.10 and
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6.11). W hen comparing the FCMPV results at 100% threshold in the simulated M RI 

with the fuzzy anatomical volumes after smoothing, FCM PV apparently under

estimates the numbers of partial volume voxels. This may be a consequence of the 

anisotropic diffusion filter that treats voxels within regions differently to the voxels 

on the boundaries. This results in some boundary voxels being assigned to pure tissue 

classes when they should be p.v. voxels and demonstrates the need to explicitly 

include spatial information in the classification process.

The intensity distributions resulting from the FCM PV classification of the simulated 

M RI illustrate how after a few iterations of smoothing, the pure tissue and p.v. classes 

form independent distributions emphasising the need to treat voxels independently 

from pure tissue classes.

iii) Differences in percentage volumes resulting from  FM D models

The FM DI and FMDII models both fit the image intensity distributions well and from 

the simulated data it did appear that partial volume voxels should be represented as 

separate distributions. The percentage volumes calculated from the two models 

differed a lot which demonstrated that there was no guarantee that either of these 

models was an accurate representation of the image. For this reason the differences in 

percentage volumes calculated using the FM DI and FM DII models could not be 

treated as serious estimations of errors in percentage volume calculations.

iv) Misclassification errors

For the simulated MRI, the misclassification errors estimated for the ‘true’ 

classification were similar to the results of the FCM PV classification. W hen p.v. 

voxels are not explicitly accounted for in the calculation of tissue volumes, the CSF 

and W M can be over-estimated by more than 30%. This is an upper lim it on the type 

of errors possible if p.v. voxels are misclassified. For the GM, the errors introduced 

by assigning half of the p.v. voxels to the GM tissue class were less than 15% and in 

some cases were a small under-estimation. If the correct assumption was made that 

half of all the p.v. voxels belonged to the GM class then this results shows that 

compared with the FCMPV approach, the more simple FCM approach only slightly 

over- or under-estimated the number of GM voxels. For the W M, the errors

232



Chapter 6. MRI analysis and partial volume effects

introduced by assigning half of the p.v. voxels to the W M  tissue class were up to 

about 30%. This error suggested that assigning half of all p.v. voxels to the W M class 

would probably be an over-estimate of WM volume. For the simulated data and all 

subjects except one, the volume of the CSF class would also be over-estimated if half 

of the p.v. voxels were assigned to the CSF.

6.3 Conclusions and summary

The p.v.e. occurs as a result of the intrinsic, finite resolution of any digital image. 

This effect decreases as the image resolution increases but often with the result of 

reduced SNR. The experimental work presented in this chapter has shown that if the 

p.v.e. is not addressed, the quantification of different tissues can possibly result in 

large errors (>10%). It is therefore important to understand the nature of the images 

being classified and the likely distributions of pure tissue and p.v. regions. A better 

estimate of the errors involved in not accounting for the p.v.e. could be found by 

comparing the resulting classifications using voxel-by-voxel statistics. This would 

give a value representing errors in both the number and location of misclassified 

voxels.

The simulation presented in section 6.2.1 showed that a parametric model can be used 

to calculate the volumes of different tissue classes whilst accounting for partial 

volume voxels and regions. Such a model must use specially designed distributions 

such as the FM D model and be able to estimate fractional components of all tissue 

classes. The FM D models used in the experimental work presented in this chapter 

were not accurate enough to properly quantify pure and p.v. classes. One of the 

reasons for this lack of accuracy is that model fitting methods of this nature are not 

able to classify voxels in space. They only classify in terms of their intensity values.

As this work has shown, p.v. voxels are rather well defined spatially as they tend to 

occur on tissue boundaries. In the work presented in this chapter, fuzzy clustering 

methods have been employed to allow for the classification of fractional components 

of voxels that are likely to contain a mixture of voxels. Although these methods were 

able to locate p.v. voxels, the classification was still based on the voxel intensity
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values and the results in Chapter 5 showed that misclassified voxels using fuzzy 

clustering methods were located where one would expect to find p.v. voxels. This 

work therefore suggests that information about the spatial nature of the voxels would 

improve the resulting classifications. Methods that can introduce a spatial component 

into classification and segmentation include anisotropic diffusion, and M arkov 

Random field models. Chapter 5 demonstrated that anisotropic diffusion improves the 

classification of p.v. voxels because it smoothes the original image in a way that 

regions are treated differently from edges. Markov Random Field models were also 

addressed in Chapter 5, and it was seen that the inclusion of a Random Field model in 

the classification process introduces local spatial information that can influence the 

classification process.

Chapter 8 takes this problem further by addressing the problem of combining spatial 

or local information with global information such as image intensity in a generalised 

framework. Such a framework should allow the classification process to be based on 

crisp or fuzzy clustering methods and/or parametric models of the data.

Investigation o f  partial volume effects - summary

• Partial volume voxels should be explicitly modelled when classifying images 

that suffer from this effect. The results of unsupervised non-parametric 

classification approaches that do not model p.v. voxels show that misclassified 

voxels occur in p.v. regions such as on tissue borders and in sub-cortical 

structures.

• The misclassification of p.v. voxels can lead to errors of more than 10% in the 

calculated volumes of different tissues.

• The parametric modelling of p.v. voxels in addition to pure tissue classes 

improves the fit of a parametric model to the image histogram if the pure tissue 

and mixed tissue classes are well represented by independent parametric 

distribution. A very accurate parametric model is required to calculate the 

volumes of different tissue classes (including partial volume classes). We suggest 

that such a model can be improved including some spatial information about the
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location of p.v. voxels.

• A simple fuzzy clustering approach can be used to indicate the location of p.v. 

voxels and to estimate the potential errors in classification results that do not 

model the p.v.e.

• Anisotropic smoothing can be used as a pre-processing step that improves the 

detection of p.v. voxels.

• The results of this work suggest that it may be important to use spatial 

information to assist the localisation of tissue borders and specific structures 

such as the convoluted folds of the cortex, that exploit the p.v.e. This information 

can be used to avoid misclassification errors. It is necessary to develop a general 

framework in which such information can be combined to improve image 

classification results.

235



Chapter 7. Temporal lobe segmentation and analysis: an automated approach

Chapter 7

Temporal lobe segmentation and analysis: an automated 
approach

This chapter describes a practical application of the image analysis methods 

investigated in this thesis. A combination of segmentation and classification methods 

that have been described and explored in previous chapters are used to analyse the 

temporal lobe regions in the MR images of a group of patients with the neurological 

condition of temporal lobe epilepsy (TLE) and a group of control subjects. The 

background and pathology of TLE are described in section 7.1. Section 7.2 reviews 

recent approaches to the analysis of MR data for this condition and section 7.3 

discusses the reasons for the desired automation of analysis methods. Section 7.4 

describes the materials and methods used to automate the segmentation o f the 

temporal lobes. The results are presented in section 7.5 and the discussion in section 

7.6.

7.1 Temporal lobe epilepsy (TLE)

Temporal lobe epilepsy (TLE) is the most common form of all chronic seizure 

disorders [Engel, 1989] and typically one of the most intractable [Hauser, 1992]. The 

epileptic seizures arise because of abnormal electrical discharges generated by groups 

of brain cells in one or both of the temporal lobes. Surgical procedures have proven to 

be extremely effective in curing TLE [Engel, 1993], however the success of surgery 

depends on the precise localisation of the seizure focus. The most accurate 

localisation method currently in clinical use is the invasive technique of EEG 

(electroencephalography) which monitors the frequency and pattern of brain waves 

from intracranially placed cortical and/or depth electrodes. This is a major surgical 

procedure and it would be preferable to reduce the number of patients requiring 

intracranial monitoring by finding non-invasive localisation methods.

7.1.1 The pathology of TLE

The surgical removal of the temporal lobe region (temporal lobectomy) from patients 

with TLE has revealed regions of sclerosis in the amygdala (AM), hippocampal
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formation (HF) and parahippocampal gyrus (PHG) [Penfield, 1954]. The most 

common region associated with TLE is the hippocampus [Falconer, 1964]. 

Hippocampal sclerosis (HS), a pattern of neuronal loss and gliosis, is therefore often 

considered as the single most important cause of TLE [Babb, 1987]. However, it can 

be argued that in fact, other mesial temporal lobe structures also play an important 

role in TLE. These structures are often neglected compared with the hippocampus, 

which has an orderly geometrical organisation and is therefore easier to study in terms 

of its morphological features [Gloor, 1992]. Another argument against HS being the 

most important factor in TLE, is that HS may be a consequence of prolonged seizures 

rather than a cause. Temporal lobe seizures may originate from the lateral temporal 

neocortex as well as the mesial temporal lobe and there is considerable overlap in the 

EEG features of these two classes of epilepsy. A detectable underlying structural 

pathology is usually associated with epilepsy arising from the lateral neocortex.

7.2 TLE in MRI: characteristics and diagnosis

M RI has proved to be a sensitive and specific method for the non-invasive 

localisation of TLE [Cendes et al, 1993b, Cross et al, 1993, Jack et al, 1991, Lencz et 

al, 1992, Spencer et al, 1993]. The identification of morphological and signal 

abnormalities in MR have been shown to correspond with results from EEG 

monitoring and post-operative pathology [Cascino et al, 1991, Cendes et al, 1993b]. 

Abnormalities can be identified using both qualitative and quantitative analysis 

methods. Quantitative studies have the advantage of allowing for lower inter-rater 

variability and generating reproducible results that can be numerically compared. 

However, quantitative results should be interpreted in the context of qualitative visual 

analysis.

The most commonly detected abnormality in TLE is HS and its indicative features in 

MRI include abnormally high or abnormally low T2 signal, disrupted internal 

structure and atrophy [Berkovic et al, 1991, Kuzniecky et al, 1987, Jackson, 1995]. 

These features can be identified qualitatively by visual inspection, or quantitatively 

using volumetries.
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7.2.1 Visual analysis

Temporal lobe regions in MR images can be classified as normal or abnormal by an 

expert performing visual analysis. Such studies are usually performed blind and by 

more than one observer. It has been shown that the visual detection of high intensity 

T2-weighted signals correlates well with histopathological findings of sclerosis in the 

temporal lobes [Kuzniecky et al, 1987]. Optimised M RI makes it possible to 

highlight more subtle abnormalities of the hippocampus and cortical grey matter, such 

as loss of internal structure and decreased T2-weighted signal [Cross et al, 1993, 

Jackson et al, 1990]. The results of qualitative visual analysis with volumetric studies 

have been compared [Cendes et al, 1993a]. The comment of these authors is that 

although gross left, right differences can be detected visually, the complex and 

irregular boundaries of structures such as the AM and HF, especially in three- 

dimensions, present a difficult task for the qualitative assessment of these structures. 

They also note that a visually detected abnormal T2-weighted signal, which may be 

an indicator of sclerosis, can sometimes be difficult to differentiate from image 

artefact.

7.2.2 Volumetries and morphometry

M RI volumetries have been used to analyse temporal lobe structures such as the HF, 

AM, whole temporal lobe (TL) and anterior temporal lobe (ATL) [Cascino et al 1991, 

Jack et al, 1991, Lencz et al, 1992, Cendes et al, 1993a, Cendes et al, 1993b, Spencer 

et al, 1993, Lee et al, 1995, Van Paesschen et al, 1995]. Volumetric studies usually 

involve the manual outlining of the structures of interest on two-dimensional slices, 

typically using a mouse. The volume of the structure is calculated by summing all of 

the pixels within the outlined region on each slice and multiplying the total by the 

volume of a single pixel. Visualisation software is readily available that allows the 

outlining of regions of interest and automatic summation of pixels within the region 

[Plummer, 1992, Analyze, 1991].

Because of the variation in neuroanatomy between individuals, it is difficult to define 

standard landmarks that determine the boundaries of the temporal lobe and its medial 

structures. A strict protocol is necessary to define anatomical guidelines for outlining
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structures on both normal and abnormal anatomy so that these regions are uniformly 

delineated in all subjects. W ithout these criteria, the results can have large intra- and 

inter-observer differences and the comparison of volumes between different studies 

would be irrelevant.

Volumetric studies of the HF have shown that it is possible to detect hippocampal 

atrophy, diagnose HS and lateralize the temporal lobe of seizure origin [Jack et al, 

1990, Cascino et al, 1991, Spencer et al, 1993, Van Paesschen et al, 1995, Van 

Paesschen et al, 1997]. The severity of pathological abnormalities in the HF are 

shown to correlate with volumetric results for the HF [Cascino et al, 1991]. 

Volumetric studies of the AM may also play a part in the lateralization of 

epileptogenic abnormality, although this measure has been shown to be less sensitive 

than the HF volume [Cendes et al, 1993b]. Measurement of the ATL volume is not 

considered helpful in the lateralization of seizure focus [Cendes et al, 1993b, Jack et 

al, 1990] although other authors report smaller TL volumes on the side of seizure 

focus [Lee et al, 1995, Lencz et al, 1992].

Abnormalities in the HF or AM volumes may not be present in some cases of TLE 

[Van Paesschen et al, 1997]. In these cases it is possible that the epilepsy may arise 

from neocortical abnormalities in the temporal lobes. Pathological findings of 

neocortical abnormalities [Kuzniecky et al, 1987], ipsilateral atrophy of temporal lobe 

white matter and decreased grey-white matter boundary [Berkovic et al, 1991] add to 

these suspicions. Lee et al [Lee et al, 1995] calculate the volumes, surface area and 

curvature of grey and white matter in the temporal lobes. They report a significant 

bilateral decrease in total volume and grey matter volume, a bilateral decrease in 

white matter surface area and a small decrease in white matter volume on the side of 

seizure focus. These results indicate the possibility that TLE may be associated with 

subtle structural abnormalities in the neocortex. Investigations of these abnormalities 

require the segmentation of the temporal lobe and the analysis of tissues within the 

region.
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7.2.3 Quantitative T2 relaxometry

T2 relaxometry or mapping can provide an objective method to quantitatively 

determine the frequency and severity of T2-weighted signal abnormalities [Jackson et 

al, 1993b]. The Carr-Purcell-Meiboom-Gill sequence (section 2.4.4) is used to 

generate a series of echoes. The T2 value at each pixel is then calculated from the set 

of echoes. The range of T2 values that occur in a small circular region of interest 

lying within the hippocampus on the T2 map are small in a normal hippocampus and 

variations from this range, indicate abnormality. Studies have shown that the T2 

relaxation time can be used as a precise, stable and reliable measure in the analysis of 

hippocampal disease in epilepsy [Grunewald et al, 1994, Van Paesschen et al, 1997].

7.2.4 Proton magnetic resonance spectroscopy in TLE

A large proportion of H MRS spectra, from the medial temporal lobe region 

ipsilateral to the seizure focus, have decreased N-acetylaspartate (NAA) signals 

relative to other metabolite signals [Cendes et al, 1995, Connelly et al, 1994]. This 

decrease has been associated with neuronal loss or damage and appears to be not only 

confined to the hippocampus but extends to a greater region of the temporal lobe 

[Gadian et al, 1995].

7.3 Towards the automation of temporal lobe segmentation and 
analysis

Many of the volumetric studies described in the previous sections involve the operator 

drawing round the structures of interest on 2D image slices using a mouse. This can 

be time consuming especially if, for example, the structure must be outlined on 

around 50 slices. For a volume measurement, this process can be simplified by 

outlining the structure on slices at set intervals (for example, one slice in every five 

slices) and multiplying the total by the number of slices in the interval [Van 

Paesschen et al, 1997, Gunderson et al, 1987]. However, in order to analyse the 

tissues within a specific region, the structure must be segmented on each slice. This 

therefore highlights an application area where automated segmentation techniques 

could greatly increase the efficiency of image analysis methods. Another disadvantage 

of this approach is that the subjective identification of complex structure boundaries
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can introduce errors [Waks and Tretiak, 1990] and may lead to inter- and intra

observer variations [Eilbert et al, 1990]. There is therefore a strong desire for methods 

that reduce variability and manual processing time.

The work presented in the following sections develops and assesses methods for the 

automated delineation of the temporal lobes and the analysis of internal tissue 

structure. The described methods were used to delineate the temporal lobes and 

classify their tissue structure in a group of patients with temporal lobe epilepsy and a 

group of age matched control subjects. The aim of this study was to identify 

parameters describing different characteristics of the temporal lobes, that could 

indicate abnormality associated with temporal lobe epilepsy.

The main problem with this type of analysis is the validation. First of all there are no 

neuroanatomical landmarks that precisely define the temporal lobes. This is because 

of the enormous variability in the neuroanatomy of individuals and means that an 

absolute ‘truth’ about the neuroanatomical borders of the temporal lobes does not 

exist. Secondly, even if an anatomical definition did exist, there would still be no 

‘truth’ with which to compare the measurements of the temporal lobes and their tissue 

structure. The limitations of the presented methods are addressed in the discussion.

A deformable contour model (section 3.4) was developed to facilitate the delineation 

of the temporal lobes. The model was constrained by a strict protocol to define the 

structure boundaries. The method was assessed by comparing the results from the 

deformable model approach with the results from manual outlining, again using a 

strict protocol.

The segmented temporal lobes were then further analysed using the fuzzy clustering 

algorithm that was investigated in Chapters 5 and 6. In Chapters 5 and 6, this 

classification method was applied to a simulated MR image about which the true 

classification was available for comparison. The errors associated with this 

classification method and assessment were less than 5%. However, the only way to 

assess this algorithm for the individual subject M RIs was to use visual inspection. 

This method was employed in the following study. An additional comment about the
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use of these methods for a study to compare two groups of individuals is that if 

exactly the same approaches are applied to each individual, any consistent errors 

should not effect the group results in terms of the overall between group differences. 

However, this does not necessarily mean that the interpretation of the results is 

correct.

Volumes of whole temporal lobes, sections of the temporal lobes, grey matter, white 

matter and CSF were measured and the grey-white matter ratios were calculated. The 

main hypothesis was that some differences might be found in the grey and white 

matter of the patients compared to the control subjects. It was impossible to exclude 

the CSF from the delineated temporal lobes. The CSF was therefore included in the 

analysis because its measurement could be informative about the measurement of the 

grey and white matter when looking at the overall delineated volume. The results 

were statistically compared to determine whether these parameters exploited any 

significant differences between the controls and patients. The average T2 value within 

the temporal lobe was also calculated and included as a measure in the analyses.

None of the parameters considered here gave a significant indication of differences 

between the patients and control subjects. Assuming that the analysis methods were 

accurate, this suggests that the patient abnormality does not necessarily have a 

structural basis. Unfortunately, as explained above, a lack of proper validation means 

that it is difficult to put confidence limits on the presented results. This study has 

however provided an example of a framework in which image analysis methods are 

required. It also highlights the strengths and weaknesses of different approaches to 

medical image analysis.

7.4 Materials and methods

7.4.1 Subjects

Images from seven patients with intractable temporal lobe epilepsy (TLE) and seven 

control subjects were analysed. As described in the previous chapter, reduced 

hippocampal volume is often associated with a diagnosis of TLE. However, this 

patient group was of particular interest because the hippocampal volumes had

242



Chapter 7 Temporal lobe segmentation and analysis: an automated approach

previously been measured but were not classed as abnormal. Another variable, but 

frequently found indicator of TLE is abnormal MRS. In the case of these patients, the 

MRS was found to be either normal, or abnormal in a single side or in both 

hippocampi. To add further confusion, this observation did not correlate with the 

epileptic activity as detected using EEG on these patients [Van Paesschen et al, 1997]. 

Therefore, the motivation of this study was to find some other measurable anatomical 

or structural parameter that could be an indication of the condition of these patients.

7.4.2 Imaging
MRIs were obtained from the patients and control subjects on a 1.5T Siemens 

M agneton scanner at the M R department of Great Ormand Street Hospital for Sick 

Children. A three-dimensional magnetisation-prepared rapid gradient echo 

(MPRAGE) sequence was used to obtain high resolution, T1-weighted, anatomical 

images. This sequence was chosen to provide the optimal differentiation between grey 

and white matter. The sequence parameters were: TR: 10, TE 4, TI 200, NEX 1, flip 

angle of 12 degrees, matrix size of 256x256, 128 sagittal slices with a voxel size of 1 

x 1 x 1.25 mm.

Quantitative T2 mapping was also performed using a modified Carr-Purcell- 

Meiboom-Gill sequence. 16 identical images (slice thickness of 8mm) were acquired 

with echo times varying from 22 to 262 ms, in a tilted coronal plane along the anterior 

border of the brainstem perpendicular to and at the level of the body o f the 

hippocampus [Grunewald et al, 1994, Jackson et al, 1993b]. T2 maps were calculated 

from the 16-echo T2 sequence by fitting exponential curves to the image data. All 

images were transformed from the scanner onto a SUN workstation where the 

analyses were performed. The technical details are described in section 7.4.3 and the 

different analysis steps in section 7.4.4 to 7.4.9.

7.4.3 Technical details
All of the image processing and analyses were performed on Sun W orkstations 

running the unix operating system with the OpenW indows graphical user interface. 

The methods that I am presenting in this section have been developed for two 

different image display and processing systems. W hen I first began my project I wrote
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all of my image processing source code in the C programming language and used the 

image display software Xdispim [Plummer, 1992] to display the images and results. I 

also used Xdispim to perform the manual outlining of brain structures. W hen I started 

working at the Functional Imaging Laboratory, Institute of Neurology, I wrote a set of 

image display routines as a toolbox for the functional brain image analysis software, 

SPM96 [http://www.fil.ion.ucl.ac.uk/spm] and a region-definition toolbox for the 

outlining of brain structures as required in this project. I wrote the image display 

toolbox in Matlab4 and Matlab5 [Matlab, 1996, 1997] and where necessary, updated 

my image processing routines so that the images and results could be displayed using 

it. Some of the image processing routines were written as Matlab source code. Others 

were written in C and were consequently compiled to run under Matlab. It was also 

possible to convert the previously written C-code so that it ran with the new image 

display software. In some cases, the code was updated to take advantage of some of 

the in-built functions in Matlab that could speed up certain processes. For example, 

the Matlab function to generate a cubic spline was used to generate the deformable 

model. The results from the old and new routines were compared to ensure 

consistency.

7.4.4 Manual outlining of brain structures

The intracranial volume (ICV) and temporal lobe volumes (TLV) were manually 

delineated in each of the subject and patient M PRAGE images. The manual 

delineation involved the operator tracing round the structure of interest with the 

mouse. The ICV measurements were required to normalise the temporal lobe volumes 

over the subject’s brain size. All volumetric measurements were performed ‘blind’ so 

that there was no prior knowledge of whether a subject or a patient was currently 

being measured. All manual delineations were performed by two different operators. 

The two different operators followed exactly the same delineation protocols. This 

resulted in two values for each measurement. The images were analysed using the 

image display software Xdispim [Plummer, 1992], and the display toolbox as 

described above.
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i) ICV measurements

For ICV measurements, images in the sagittal orientation were used. On average, 100 

sagittal slices covered the ICV, therefore to speed up the manual delineation and 

reduce intra-observer and inter-observer variations, a random sampling procedure was 

used [Van Paesschen et al, 1997]. A random number between 1 and 10 was selected. 

This number was used to select a slice on which the ICV was delineated. The number 

10 was then repeatedly added to select the next slice for delineation. The numbers of 

pixels within the delineated ICVs were totalled, multiplied by 10 and by the volume 

of each pixel to compute the ICV. The ICV was anatomically defined to be a line 

encompassing the cerebral cortex and cerebellum, skirting around the outside edge of 

the dura mater (the protective covering of the brain) (figure 7.1).

Figure 7.1 Manual delineation of intracranial volume on mid-sagittal slice.

ii) TLV measurements

To facilitate the definition of the temporal lobes and make the volume measurements 

more repeatable, the original MPRAGE images in sagittal orientation were 

reformatted to produce a set of coronal sections encompassing the length of both 

temporal lobes. The coronal slices were oriented in a tilted coronal plane
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perpendicular to the body of the hippocampus and were 1.5 mm thick. The right and 

left temporal lobes of each subject were manually delineated. The anterior slice of the 

temporal lobe was defined as the most anterior slice in which the tip of the temporal 

lobe could be visualised. In order to include the maximum extent of the temporal 

lobes, the most posterior slice was defined as the last slice before the inter- 

hemispheric fissure (separating the two hemispheres) could be seen. This produced an 

average number of 52 .9±1.6  slices in the patient group and 53 .6±1.5  slices in 

controls. The inferior, medial, and lateral borders of the temporal lobes were defined 

by CSF on the more anterior slices. The superior boundary was defined laterally by 

the sylvian fissure. The medial boundary followed the temporal lobe round to the tip 

of the parahippocampal gyrus, skirting under the amygdala and hippocampus, 

laterally across to the inferior point of the ventricle then vertically across the temporal 

stem to meet the sylvian fissure at its lowest point. This therefore excluded the 

hippocampal formation and amygdala but not the parahippocampal gyrus which is 

cytoarchitecturally part of the neocortex (figures 7.2 and 7.3). Once the outline of the 

whole temporal lobe was complete, the total volume was calculated by summing all 

of the voxels within the delineated region. Left and right temporal lobe volumes 

(LTLV and RTLV) were computed for each subject. Additionally, the LTLVs and 

RTLVs were further analysed as discussed in 7.4.7.

sylvian fissure

Parahippocampal gyrus

Figure 7.2 Coronal section through temporal lobe at the level of the hippocampus.
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Figure 7.3 Manual delineation of temporal lobe volumes on coronal slices (more anterior to 
more posterior).

7 .4 .5  N o rm a lisa tio n  o f m e a su re d  vo lum es

It was assumed that a linear relationship exists between temporal lobe volume and 

intracranial volume. TLVs were plotted against ICVs for all measurements, to check 

this assumption. This relationship was then used to normalise the temporal lobe 

volumes and other measurements associated with the temporal lobes such as the 

different tissue classes, over the intracranial volumes. The normalised TLVs were 

calculated using the following relation:

NTLV=TLV - C * (ICV - MICV).

NTLV is the normalised volume of the structure, TLV is the observed volume of the 

structure, ICV is the intracranial volume, MICV is the mean of all ICV, and C is the 

regression coefficient for TLVs regressed on the ICVs.

7 .4 .6  D e fo rm a b le  c o n to u r  m odel

A model generated from cubic splines, based on a modified version of the active 

contour model discussed in section 3.4 [Kass et al, 1987], is used to create a three- 

dimensional deformable contour to facilitate the delineation of volumetric brain 

structures. The aim of this facility is to reduce the time required for the operator to
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segment the structure of interest and decrease the variability of the resulting outline, 

using intrinsic features in the image to guide the deformable contour. The model 

requires the operator to input a set of points (control points) which roughly delineate 

the volume of interest on several slices (figure 7.4). This is not equivalent to manual 

delineation, as object boundaries do not need to be marked precisely and it is not 

necessary to do this on every slice throughout the volume.

Figure 7.4 User selected control points delineating temporal lobes on coronal slices (slices 

are displayed from more anterior to more posterior).

A two-dimensional closed spline is generated on each slice containing control points 

using a cubic spline interpolation [Numerical Recipes, 1988, Matlab, 1996]. This 

interpolation scheme has the advantage that the second derivatives at each control 

point and at each interpolated point are continuous, generating a smooth contour 

(figure 7.5).
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Figure 7.5 Cubic spline interpolation of a set of control points.

Figure 7.6 Control points connecting splines between slices.

Figure 7.7 Splines interpolated on all slices.
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A new set of control points is then computed for each original contour. The same 

number of new points are created on each slice at evenly sampled positions around 

the contour and ordered so that the new points on all slices are roughly adjacent to 

each other in the third dimension. These points act as a set of connecting control 

points for the splines in the third dimension (or the between-slice dimension). Splines 

are then generated in the third dimension between each set o f connecting control 

points (figure 7.6). It is then possible to interpolate on as many slices as required, 

resulting in an interpolated two-dimensional spline on every slice (figure 7.7).

Once the model has been generated, it requires the formulation of an energy function 

that describes its position and shape. The energy function is used to control the 

behaviour of the deformable model. It is constructed so that the energy is minimised 

when the model best fits the structure of interest. By adjusting the positions of the 

control points the value of the energy function changes.

i) Energy function

The three-dimensional contour model is composed of control points that are 

connected both in a two-dimensional plane and between slices. If a section of contour 

in the xy plane is represented by \J s)= (x(s),y(s))  and a section of connected contour 

with components in xyz, represented by v (s)=(x(s),y(s),z(s)), where x, y  and z  are the 

spatial co-ordinates and s is the length along the contour, the total energy can be 

represented by E '^ ,,

1
E m odel J [ E  model (vXy (5)) + &  model (V X y Z  C*5))]^*5

0
where

E m o d el ( y  X y  C$0) — (Vjfy (S )) +Eimage (vxy (s)) + E ext(vxy(s))  (7.1)

and

E model (Vxyz  (s ) ) = E int (Vxyz ( s ) ) + E image ( vXyZ (S)) +  E ext ( VxyZ (5))

where Einl represents the internal spline energy, Eimage represents the energy from 

image features and Eext represents the energy from external forces.
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ii) Internal energy

The internal energy is composed of a first order term to control the elasticity and a 

second order term to control the bending of the model. The energy is calculated at 

each control point i. The first order term can be discretely approximated by,

_ 2 _1>1 + a i < i <xy xyi xy i—\ xyz xyz xyzj Xyz,_]

d  and d  are the average distance between all pairs of points for contours in the xy 

plane and in the xyz direction respectively and a  and are weighting parameters 

to control the elasticity in the xy and xyz splines.

The second order term can be discretely approximated by,

B v —2 v + v  + B  v — 2v + v  . (7.3)r 'x y  xy ,_i xv; x v ,_l i  r  xyz xyz ,_i xvzi xyzij. i v '*yi- 1 *y/ Wi+i xyzi-1 ' xyzi xyzj+i

and ft control the bending in the xy plane and the xyz direction respectively.

Higher values of the alpha parameters limit the overall distance between the control 

points. Higher values of the beta parameters means that bends in the model have a 

higher cost and therefore leads to smoother models.

iii) Image energy

The image energy attracts the contour model to features in the image. It is a weighted 

combination of two terms, one to attract the model to edges and one to constrain the 

model to surround a homogeneous volume.

= r,E«,s< + (7 -4 )

The gradients of the structures in the image determine the edge energy Eedge that 

attracts the model to edges. As the model is three-dimensional, the gradient is 

calculated in directions perpendicular to the direction of the in-plane contours at each 

point. At a point (jc(s), y(s),z(s)) the in-plane direction or angle 0  of the contour is 

given by the gradient at that point,
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Points in the direction normal to this edge are therefore in-plane and given by 

{x (s ) ,y (s ) ,z (s ))  where,

x(s) = ;c(s) + cos(© + n /  2) (7.6)

and

y (s) = y(s)  + sin(@ + ;z / 2 ) . (7.7)

Therefore the magnitude of the gradient of the image I  at point (x(s),y(s),z(s)) in a 

normal direction to the in-plane contour is given by

m ag(N  ( / 0 d » ,  y(s), z(s)))) =

|/ (  x(s), y(s), z (s )) -  I(x (s) + dx(s), y(s), z(s))| (7.8)

+ 11(x(s), y(s), z(s)) - 1(x(5), y (s ) + dy(s), z(^))|

and the edge energy is given by

E edge =  Y j mCl ^ N V Z i ^7 '9 )
i

To avoid the contour being attracted to noise in the image, the image is first smoothed 

with the anisotropic diffusion filter. As described in Chapter 5, this smoothing method 

smoothes more within regions than on edges. This is therefore ideal for attracting the 

model to the edges of the structures of interest.

The ratio between the variance of intensity values within the volume and the variance 

of intensity values within and surrounding the volume determines the region energy,

E . . This assumes that in the image I, the structure o f interest contains relativelyregion o  7 «/

homogeneous intensity values and prevents the model from being attracted to edges or 

large changes in contrast beyond the boundaries of the structure of interest. If for any 

position of the contour, all the points within the boundary of the contour are given by 

X wilhin, Ywithm and Zwithjn and all of the points surrounding the contour by a specified
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number of voxels are given by and then the region energy is

given by,

<7 2( ( I ( X Y Z  ) +  ( I ( X Y Z  Yi)t?    vv V surround ’ surround ’ surround ' v v within ’ within ’ within ' ' '  f - j  i  rv\

region r r2 ( T ( Y  Y  Z  Y\u  Vi  v within ’ 1 within ’ ^  within >>

Both E  . and E . are formulated so that when these terms are maximised, theregion edge 7

contour should find the best position in the image. The weighting factors and y2 can 

be adjusted to change the contribution of these terms to the total energy.

iv) External energy

The external energy is controlled by the initial definition of the user control points. 

These impose a general position on the model. The movement of the control points is 

also constrained in the optimisation process. They can only move in a direction 

perpendicular to the tangent of the contour at that point and within a specified search 

space. Secondly, a facility is included to allow the user to select anchor points that do 

not move at all. The anchor points attach the model to specific locations where the 

boundary of the region of interest is arbitrarily defined or not well delineated by 

strong features in the image. Once defined, anchor points are excluded from the 

optimisation process.

v)Optimisation

The final position of the control points and hence the shape and position of the model 

were obtained by optimising the energy function. A modified version of a direction 

set method known as Powell’s method [Numerical Methods, Press et al, 1985] was 

used. This algorithm uses a direction set method that attempts to minimise a function 

of N  variables by calculating the direction of minimisation for the first variable, then 

uses this point to calculate the direction for the following variable and so on until all 

variables have been processed. The algorithm iterates until the energy function does 

not decrease anymore. The optimisation is constrained by the search space and the 

direction in which the control points can move around.
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vi) Delineation o f  brain structures using deformable model

The described deformable model was used to delineate both the intra-cranial space 

and the temporal lobes. As with the manual outlining, total volumes were calculated 

by summing all of the voxels within the delineated region. ICV, LTLV and RTLV 

were computed for each subject. Two sets of measurement of each structure were 

acquired using the deformable contour model. For each structure, the same operator 

selected two sets of control points at two non-consecutive times. The temporal lobe 

volumes were normalised using the method described above. The resulting ICVs and 

TLVs were compared with their manually generated counterparts. The delineated ICV 

was also used for skull-stripping (i.e. to strip away all parts of the head that are not 

brain) and used in further analyses of brain tissues described in chapter 5. The 

delineated temporal lobe was also further analysed as described in the next section.

7.4.7 Tissue classification

The segmented temporal lobe volumes (delineated using the deformable contour 

model) were automatically classified into different tissue classes. The fuzzy c-means 

(FCM) [Bezdek 1981, Huntsberger 1985] clustering algorithm was selected for the 

classification on the basis that the results it generated in Chapter 5 gave errors of less 

than 5% when applied to a simulated MRI. In Chapter 6, a variation of FCM  was used 

to determine partial volume voxels (FCMPV). This method was also utilised in this 

work. Pure tissue voxels were assigned to tissue classes using the maximum class 

criterion as long as the maximum fuzzy membership value was greater than 0.5. The 

other voxels were classed as partial volume voxels. The partial volume voxels were 

assigned to each of their component tissue classes with a fraction of 0.5.

The algorithm required starting estimates of the mean intensity values for each tissue 

class. These were selected by generating grey level intensity histograms for sample 

data sets from subjects and patients. As these values were only starting estimates, and 

the acquisition parameters were the same for all data sets, it was not necessary to 

generate separate values for each subject and patient. The tissue analysis was applied 

to the whole temporal lobe volume and to the volume sections as described below. 

The images were smoothed to remove noise using three iterations of the anisotropic 

diffusion filter before applying the classification algorithms. In Chapter 5, this
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smoothing method was shown to produce good results with these classification 

methods. Non-uniformities in the image intensity that can arise from radio frequency 

head coils, or from characteristics of the magnetic field, (section 5.2), were not a 

problem over the portion of the image volume containing the temporal lobes.

Tissue volumes were calculated for GM, W M  and CSF, for the left and right temporal 

lobes. The resulting volumes of the three different tissue classes for the left and right 

sides were normalised over the intracranial volumes as described in section 7.4.5. The 

volumes were then averaged within each group and the mean and standard deviation 

for each tissue class in control subjects and patients were calculated.

Analysis o f  volume sections

In order to look at the volume of tissue classes in each temporal lobe as a function of 

position along the temporal lobe, volumes were calculated for sections, each made up 

of 5 slices (7.5mm), starting from the anterior point of the temporal lobe through to 

the most posterior slice. This provided a measure of tissue volumes and their ratios, 

both as individual volume sections and cumulatively through the volume. The image 

volumes and the sections are shown in figure 7.8. It can be seen that the image 

volumes only cover the length of the hippocampus and that the coronal slices are 

tilted in a plane perpendicular to the length of the hippocampus.

7.4.8 T2 analysis

Regions of interest were defined for performing the T2 image analyses. A region 

defining the temporal lobe, excluding amygdala and hippocampus, was delineated to 

calculate the mean T2 value. It was noted that the CSF surrounding the temporal lobe 

has a much higher T2 value than grey matter. This caused partial volume effects on 

the boundary and in the fissures and sulci of the temporal lobe. The delineated region 

was therefore thresholded at intensity values between 80 and 150 to exclude any 

pixels containing or partly containing CSF, before calculating the average T2.
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b)

F igure 7.8 Orthogonal views through MR slices of temporal lobe region, a) Coronal view 
with cross-wires marking sections through hippocampi, b) Sagittal view with vertical lines 
representing volume sections each containing five slices. The horizontal line follows along 
the length of the hippocampi, c) Oblique transverse view with horizontal lines representing 
volume sections containing five slices. The vertical lines roughly follow the length of the 
hippocampi.

7.4.9 S ta tis tic s

Standard statistical tests were performed on all results in Matlab. Paired t-tests 

[Chatfield, 1980] were applied to compare the methods for outlining the structures of 

interest (i.e. the manual delineation with the deformable model). A two-by-two 

factorial design was used to look at right-left hemisphere differences (A-B) and (C-D) 

and patient-control differences (A-C) and (B-D) (table 7.1). The interaction between 

right-left effects and patient-control effects (A-B)-(C-D) was also investigated for 

each set of results.

Controls 

Patients

T able 7.1 Two-by-two factorial design to look at right-left and subject-patient differences.

Right side Left side

A B

C D
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7.5 Results

7.5.1 Comparison of the two volumetric methods

Figure 7.9 shows an example of the final position of the deformable spline model 

after being fit to the temporal lobe of a control subject. The measured intracranial 

volumes (ICVs) and temporal lobe volumes (TLVs) (in voxels) are displayed in figure 

7.10. These graphs give a graphical representation of the difference between the two 

measurements made of each structure, using the two different volumetric methods. 

Table 7.2 (Appendix D) also lists the means and standard deviations of these two 

measurements for each structure. The standard deviations of these measurements were 

used to quantify the two methods in terms of the variability of the measured structure 

boundaries. The overall mean standard deviation for the manual outlining is, 

ICV =4762±3763, TLV=1177± 1101, and for the deformable model is, 

ICV =701±298 and TLV=212± 160. A paired t-test was performed on the standard 

deviations from the two methods to determine if the results of the deformable model 

were significantly better than the manual outlining in terms of inter-measurement 

variability. This statistical test assumed that no other factors could influence the 

measurement variability (such as patient-control differences or right-left hemisphere 

differences). For the TLVs the difference was highly significant (p<0.001) and for the 

ICVs, the difference was still significant but less so (p<0.05). The graphs in figure

7.10 also show that the volumes computed using manual delineation tend to be 

smaller than those computed using the deformable model. A two-sample t-test was 

performed to determine that this difference was significant (p<0.001). These results 

are discussed along with some possible explanations in section 7.6.
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Figure 7.9 An example of the final deformable model delineating the temporal lobe of a 
control subject. The images show slices from more anterior to more posterior.
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7.5.2 Comparison of intracranial volumes

The control and patient groups were taken from a mixed population in terms of age 

and sex. For this reason, it was not possible (neither desirable) to make a comparison 

between control and patient ICVs. However, the ICV means were used to normalise 

the TLVs so that the confounding factor of head size was removed.

7.5.3 Comparison of temporal lobe volumes

Normalisation o f  temporal lobe volumes

The measured ICVs and TLVs were multiplied by the volume of a pixel to give the 

total volumes in cm3. The TLVs were then normalised over the intracranial volumes 

as described in 7.4.5. The TLVs measured both manually and with a deformable 

contour, for both left and right temporal lobes are shown plotted against ICV in figure

7.11 (controls and patients). Regression coefficients were calculated over all 

measurements and independently for individual sets of measurements (i.e. control 

right TLVs, control left TLVs, patient right TLVs, patient left TLVs). This was done 

to test whether the regression coefficient for any single set of measurements differed 

significantly from any other set of measurements. If one of the sets of measurements 

of TLVs had a different linear relationship with the ICVs compared to the others, then 

a common regression coefficient could not be used for the normalisation. The 

resulting regression coefficients are given below.

Subjects

left manual =0.075, left model =0.078, right manual =0.0790, right model =0.083 

Patients

left manual =0.073, left model =0.075, right manual =0.079, right model =0.082 

Subjects and patients together =0.078

The results showed that the differences in the slopes of TLVs against ICVs were not 

significant given the amount of variance within the results. Figure 7.11 demonstrates 

the linear relationship between TLV and ICV and that a common regression 

coefficient can be used to normalise all TLVs.
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Figure 7.10 Graphical demonstration of the differences between the volumetric results of 
different brain structures, using two methods. The dark grey columns represent the results of 
manual delineation and the light grey columns represent the results of a deformable contour 
model. The graphs show the results for the following structures: a) left temporal lobe 
volumes (LTLV) of controls; b) left temporal lobe volumes (LTLV) of patients; c) right 
temporal lobe volumes (RTLV) of controls; d) right temporal lobe volumes (RTLV) of 
patients; e) intracranial volumes (ICV) of controls; f) intracranial volumes (ICV) of patients. 
All results are in voxels.
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Figure 7.11 TLVs plotted against ICVs. The symbols represent the following: controls 
+=right manual, X=right model, ☆=left manual, * = left model, patients: = right manual,
0 = right model, A= left manual, □ = left model.

Differences between right and left TLVs

Figures 7.12 a) and b) show normalised TLVs (NTLVs) for controls and patients 

respectively, plotted against ICVs. The graphs show results from both volumetric 

methods, although they are not graphically distinguishable in these plots. The figures 

therefore highlight the differences between left and right TLVs. The mean volume for 

each structure and the standard deviations are given in table 7.3. The results show that 

NRTLVs appear to be larger than NLTLVs. A paired t-test was performed to 

determine that this observation is statistically significant for subjects and patients as 

separate groups and over both groups together. The results are shown in the last 

column of table 7.3. This is consistent with published results [Bhatia et al, 1993, Lee 

et al, 1995]. However, the volumes presented here are systematically larger than the 

published results. This may be because the measured volumes include more posterior 

slices. Also, it may be a consequence of the normalisation method. Both of these 

reasons would lead to consistent errors across the subjects studied and therefore 

would not affect the within group analyses applied to this data.
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Differences between patient and control TLVs

From table 7.3 it appears that no obvious differences exist between subject and patient 

TLVs. A two-sample t-test was applied to determine the statistical significance of this 

observation. Tests were applied to determine the difference between subjects and 

patients for RTLVs alone, for LTLVs alone and for all TLV measurements. No 

significant differences were found. The more subtle interaction between the right-left 

differences between subjects and patients was also tested by performing a two-sample 

t-test on the paired differences for subjects and patients. Again, no significant 

difference was found.
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F ig u re  7.12 Norm alised tem poral lobe volumes plotted against ICV for a) control subjects 
and b) patients. The symbols represent the following: controls +=right manual, X=right 
model, iiV=left manual, * = left model, patients: = right manual, <>=right m o d el,A = left
manual, □  =  left model.
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7.5.4 Temporal lobe tissue classification

Assessm ent and volume calculation o f  tissue classes

The unsupervised clustering algorithm, FCM was applied to classify the segmented 

temporal lobes into grey matter (GM) , white matter (WM) and CSF. Figure 7.13 

shows some slices of a segmented temporal lobe of one control subject and the results 

in the corresponding slices. Figure 7.13b shows the FCM results after converting the 

fuzzy results to the crisp results, accounting for partial volume effects, as described in 

section 7.4.7. Figures 7.13c-e show the fuzzy results for GM, W M  and CSF 

respectively.

All of the segmentation results were visually inspected and the results appeared to 

classify the different tissue classes well. Table 7.4 (Appendix D) shows the resulting 

normalised mean tissue class volumes and standard deviations for each tissue class, 

for left and right temporal lobes, after averaging over the subject group and the patient 

group.

Difference between right and left tissue classes

Figure 7.14 shows plots of the normalised volumes for controls and patients for the 

three different tissue classes. The values in light grey are volumes on the right and in 

dark grey are volumes on the left. From these graphs it appears that for the CSF and 

WM, the volumes on the right tend to be larger in both controls and patients. The 

means and standard deviations shown in table 7.4 also suggest this. The total volumes 

(CSF+GM+WM) were significantly greater on the right than the left (p<0.05) for both 

controls and patients. It was therefore interesting to determine if one particular tissue 

class carried most of this difference or whether it was distributed evenly over all three 

classes. Paired t-tests applied to the individual classes show that for CSF and W M  the 

right volumes are significantly greater than the left in both patients and controls 

(p<0.05) whereas differences in GM were not significant. The mean GM-W M ratio 

appeared to be less on the right side than the left in both controls and patients. 

However, this difference was only statistically significant in the controls.
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Differences between patient and control tissue classes

No significant differences were found in the total volumes on the left or the right 

between controls and patients. From figure 7.14, there appears to be no obvious 

difference between controls and patients in any of the individual tissue classes, on the 

left or the right. W hen a two sample t-test was applied to each lateralised tissue class 

and to the GM-WM ratios, no significant differences were found between patients and 

controls. There were significant differences between the right and left CSF, W M  and 

for controls only the GM-WM ratio as described in the previous section. Therefore, a 

two-sample t-test was applied to each set of paired differences to determine whether 

there were any significant differences in left-right effects between controls and 

patients. None of these results were significant.
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a) b)

Figure 7.13 Results of the FCM clustering algorithm showing delineated slices of temporal 
lobe in a control subject. The tissues are classified as grey matter (GM), white matter (WM) 
and CSF. a) Original data after delineation with deformable contour model, b) Results 
showing three tissue classes: WM (white), GM (light grey) and CSF (dark grey) after 
converting fuzzy values to crisp results, c) Results showing fuzzy values representing GM.
d) Results showing fuzzy values representing WM. e) Results showing fuzzy values 
representing CSF.
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Figure 7.14 Normalised volumes for controls and patients for the three tissue classes. 
Results for right-sided volumes are displayed in light grey and for left-sided volumes are 
displayed in dark grey, a) CSF in controls, b) CSF in patients, c) GM in controls, d) GM in 
patients, e) WM in controls, f) WM in patients
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7.5.5 Analysis of volume sections

The purpose of the graphs in figures 7.15 and 7.16 is to compare how the distribution 

of CSF, GM and WM varies as a function of distance along the horizontal axis of the 

temporal lobe. Figure 7.15 shows the quantity of the different tissue classes in each 

7.5mm section along the temporal lobe. It was assumed that if there was a significant 

difference between right and left sides, or control and patient, that was localised at a 

particular position along the temporal lobe, it would be exposed by these results. 

Figure 7.16 shows the cumulative quantity of the different tissue classes at 

progressively more posterior slices. The value at each section along the temporal lobe 

is the sum of the tissue quantities of the current and all the previous sections from the 

tip of the temporal lobes. These results were of interest for two reasons. First, it was 

interesting to compare the volumetric values with other studies that determined 

temporal lobe volumes [Lencz et al, 1992, Lee et al, 1995] in which the posterior 

boundary of the temporal lobes was different. Secondly, this approach would 

overcome the potential problem that subtley distributed differences in the more 

anterior portion of the temporal lobes may be swamped out by the larger volumes of 

the posterior slices.

Differences between patien t and control tissue class sections 

In figures 7.15 a) and b) it can be seen that the CSF is quite erratically distributed 

throughout the volume on the left and the right side, for controls and patients. In 

figures 7.15 c) and d) it appears that the GM has a similar distribution on the left and 

the right sides for controls and most of the patients. In figures 7.15 e) and f) the 

amount of WM tends to increase on the right side compared to the left towards the 

more posterior slices. Figures 7.15 g) and h) show an overall similarity between the 

GM-W M ratios between left and right sides and controls and patients. Two-sample t- 

tests were used to statistically compare the observed lateralised control-patient 

differences in each of the tissue classes between corresponding volume sections. The 

results showed that controls had significantly greater volumes in two posterior 

sections of CSF on the right side and patients had significantly greater volumes in two 

more anterior volume sections of CSF also on the right side. These differences were 

not corrected for the numbers of observations and so could be classed as chance

267



Chapter 7. Temporal lobe segmentation and analysis: an automated approach

findings. All other volume section differences between controls and patients were not 

significant.

In figure 7.16, the cumulative distributions of the tissue classes appear in general to be 

quite uniform between left and right sides and between controls and patients. The 

most noticeable difference is the increased GM-W M ratio on the left side in two 

patients (figure 7.16 g) and h)). The previously seen left right differences in W M  and 

CSF seem to emerge towards the more posterior slices (figures 7.16 e), f), c) and d)). 

Figure 7.16 c) and d) suggest that there may be more variability in GM on the left side 

compared to the right in patients. However, when two-sample t-tests were applied to 

the cumulative results, no significant differences between controls and patients were 

found.
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Figure 7.15 Normalised volumes of 7.5 mm sections through temporal lobes plotted against 
distance along temporal lobe. Solid lines represent controls and dotted lines are patients. 
Results show a) Left CSF, b) Right CSF, c) left GM, d) right GM, e) left WM, f) right WM, 
g) left GM-WM ratio, h) right GM-WM ratio.
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Figure 7.16 Normalised accumulative (Acc. or Cum.) volumes of 7.5 mm sections through 
temporal lobes plotted against distance along temporal lobe. Solid lines represent controls 
and dotted lines patients. Results show a) Left CSF, b) Right CSF, c) left GM, d) right GM,
e) left WM, f) right WM, g) left GM-WM ratio, h) right GM-WM ratio.
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Difference between right and left tissue class sections

To compare the significance of right-left differences, a paired t-test was applied to 

each of the tissue classes, testing between corresponding sections. The results for the 

independent volume sections are shown on the left side in figure 7.17 and for the 

cumulative volumes on the right side in figure 7.17. Only sections in which the p- 

values survive the significance threshold of 0.05 are indicated by an ‘o ’ for patients or 

an ‘x ’ for control subjects in the corresponding volume sections along the temporal 

lobe.

Significant right-left differences can be seen in many volume and cumulative volume 

sections but more so in the most anterior and most posterior sections. W hen 

comparing control and patient results, the most interesting information in these plots 

occurs in the anterior sections of the WM where the right-left differences are more 

significant in controls than in patients (figure 7.17c, left side). These differences are 

also reflected in the plot of cumulative WM volumes (right side). The left-right 

difference in GM-WM ratio in the volume sections also seems to be affected 

(probably as a result of the WM differences). The observed statistical differences do 

not survive a correction for multiple comparisons. Therefore it would be necessary to 

have a prior hypothesis that the volume sections exploiting these differences were 

likely to be abnormal in some. For example, this kind of information could be 

extracted from the EEG results giving some indication of the lateralisation of the 

seizure focus. In these particular patients the EEG results were not consistent with the 

MRS results or the hippocampal volumes. This meant that it was difficult to 

specifically associate these volume regions with the epilepsy.

The differences in cumulative GM-WM ratio do not reach significance at all which 

suggests that although there are significant differences in W M  they must be 

compensated for by more subtle changes in GM. The results for the CSF appeared to 

be rather randomly distributed (which is unexpected from figures 7.15 and 7.16). The 

left right differences are therefore not shown in this format.
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a) Orthogonal views through MR slices of temporal lobe region (as in figure 7.8) - provides 
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Figure 7.17 Left-right differences in sections along temporal lobe, a) Orthoview of sections 
through temporal lobes, b) Grey matter, c) White matter, d) GM-WM ratio. Patients are 
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cumulative volume sections are on the right.
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7.5.6 T2 analysis

Figures 7.18 and 7.19 show average T2 values within the temporal lobes, calculated 

for different intensity threshold values. The intensity thresholding was carried out to 

compensate for the effect of high T2 values in CSF, therefore at higher thresholds the 

average T2 values are greater. It can be seen from figures 7.18 and 7.19 that all plots 

have a similar form. Although it appears that the results of the control subjects are on 

average higher than the patient results, none of the average T2 values fall outside of 

values that can be considered as normal.
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Figure 7.18 Average T2 value in left temporal lobes, calculated at different thresholds. The 
dotted lines show patient results and the solid lines controls.
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Figure 7.19 Average T2 value in right temporal lobes, calculated at different thresholds. The 
dotted lines show patient results and the solid lines controls.
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7.6 Discussion

The work in this chapter had two aims. The first aim was to explore the possibility of 

determining parameters that would characterise TLE in a group of patients with this 

condition. The second aim was to develop tools to automate the process of measuring 

and analysing the temporal lobes in order to achieve the first aim. The discussion has 

been divided into two sections. Section 7.6.1 summarises the results and discusses the 

possible interpretations of the analysis of the temporal lobes. Section 7.6.2 addresses 

the developed methods and their limitations.

7.6.1 Comparison between control subjects and patients

The results of the tissue classification gave total volumes of GM, W M and CSF in the 

right and left temporal lobes. The volume of WM was greater on the right than the left 

and the volume of GM was less on the right than the left in both controls and patients. 

This difference reached significance for the WM but not for the GM. This result 

suggests that the increased volume in the right temporal lobe is due to an increased 

amount of white matter compared to the left temporal lobe. As a result, the grey-white 

matter ratio was smaller in the right than the left temporal lobe. However, this result 

was statistically significant in controls but not in patients. W hen comparing between 

patients and controls, there appeared to be a systematic decrease in GM and W M  in 

patients compared to controls in both temporal lobes. This difference did not reach 

significance but could explain why the difference in GM-W M ratio was not 

significant in the patients.

The tissue classes were also analysed in volume sections perpendicular to the long 

axis of the temporal lobe. No significant differences in white or grey matter were 

found between the controls and patients. There were however, significant differences 

between right and left tissue classes throughout the temporal lobes in both controls 

and patients. The right left differences were similarly distributed between patients and 

controls in GM, but in the anterior and middle part of the temporal lobe, the left-right 

difference in WM was much less significant in the patients. As described previously, 

an overall reduction in GM and WM was observed in the patients compared to the
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controls. Although this result did not reach significance, it could be reflected in the 

WM difference in some of the volume sections between patients and controls.

The measured temporal lobe volumes were in general larger than results of other 

studies [Lencz et al, 1992, Lee et al, 1995]. This is probably because more posterior 

slices were included in the temporal lobe definition. The right temporal lobes were 

significantly larger than the left which is consistent with some published results [Jack 

et al, 1988, Jack et al, 1989, Lencz et al, 1992, Lee et al, 1995]. The discrepancy with 

other studies that do not show this right-left difference between temporal lobe 

volumes [Bhatia et al, 1993] may be due to the defining boundaries of the temporal 

lobe. When comparing temporal lobe volumes between controls and patients, no 

significant differences were found. There was also no significant difference in the 

right-left differences between patients and controls.

Although there were some hints at differences between patients and controls 

expressed as a bilateral decrease in both GM and WM, none of the results reached 

statistical significance. The T2 analysis also showed no significant differences 

between patients and controls. An important factor to take into consideration was the 

size of the group. The number of patients and controls in this study was probably too 

small to be able to make statistical inferences about the basis of any abnormalities in 

the temporal lobes of the patients. The study did, however, provide a framework in 

which semi-automated methods could be used to analyse brain structures. These 

methods generated results that were less subjective with a smaller inter-measurement 

variability and were quicker to apply, especially to a large set of data, than using 

traditional manual outlining methods. There is scope to automate these methods 

further. For example, the starting control points could be based on a brain template 

that is matched to the brain images before fitting the deformable model to the 

temporal lobes.

7.6.2 Image analysis

This chapter has presented a semi-automated approach to the segmentation and 

analysis of brain structures in MR images. The deformable contour model was 

developed to facilitate the delineation of anatomical structures with the main aims of
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reducing the operator time and measurement variability. The method presented here 

still requires some user interaction which may bias the results to some extent. The 

presented results do, however, show that the inter-measurement variability is less than 

that achieved by manual delineation. It can be assumed that as long as the initial 

control points are roughly in the same part of the image, the m odel’s energy function 

is likely to converge to a similar solution and hence the final models are more likely 

to be similar.

The difference between inter-measurement standard deviations were less significant 

for measurements of the ICV than for those of the TLVs. An explanation for this is 

that the ICV has a clearer and simpler outline to follow manually than the TL. The 

volumes obtained with the deformable model are smaller than the manual delineation 

results. This is probably because the deformable model converges to a minimum that 

is slightly further away from the object boundary than a manual outline. This is a 

likely explanation because in MR images, structure boundaries suffer from partial 

volume effects so that instead of a sharp edge, there is a gradual darkening of voxels 

moving away from the edge. The human eye is able to compensate for this effect so 

that the manually delineated outline fits more snugly to the structure boundary. With 

the deformable model, the energy function is designed so that the model is attracted to 

the strongest edges surrounding homogeneous regions and because of the partial 

volume effect at boundaries, this edge tends to lie outside of the manually delineated 

border. It would be possible and desirable to use knowledge to compensate for the 

partial volume effect.

The analysis of tissues within the temporal lobes used a completely unsupervised 

classification method. Although there was no way to objectively validate the 

classification results, under visual inspection they looked correct.

For both the classification and the deformable contour model, the problem  of 

validation is really a limitation of applying image analysis methods to investigate 

specific neuroanatomical differences. This is especially of importance when 

quantitative analysis methods are used to influence the decisions about performing 

interventional surgery. Although it is possible to test image processing methods on
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simulated data and phantoms, there is no guarantee that the method will be validated 

when applied to such a complex and variable structure as the brain. In Chapter 9, 

some suggestions for more rigorous validation methods are proposed.
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Chapter 8

Combining global, local and prior information in a 
generalised framework for the classification of brain images.

The classification of MR brain images should provide accurate quantification of brain 

tissues. In many cases, it must also label voxels and ideally result in the segmentation 

of distinct brain regions. Many classification methods are based on the similarity of 

pixel intensities to a global measure, for example an average intensity (or m ulti

channel vector of intensities) that is representative of a specific brain region or tissue. 

These methods were discussed in Chapters 3 and 4, e.g. [Vannier et al, 1985, Cline et 

al, 1990, Gerig et al, 1991, Jemigan et al, 1990]. W ith such methods, there are no 

constraints to ensure that the spatial locations of detected pixels correlate with the 

intrinsic spatial organisation of the image. The accuracy of these methods therefore 

depends on whether the global information (e.g. intensity mean, variance, probability 

distribution) is a good characterisation of the specific image partitions of interest.

The characteristic features of MR brain images are both well understood and common 

across populations. Consequently, we have access to prior knowledge that can be 

useful for the classification process. Global information such as the number of classes 

(or tissue types) and starting estimates for the mean intensities of these classes is 

usually required for the classification. This information can be estimated from the 

image histogram e.g. [Brummer et al, 1993], or from training data e.g. [Vannier et al, 

1985, Gerig et al, 1991] or it may exist as known estimates that are valid for all brain 

images acquired on a specific scanner with a specific set of acquisition parameters. 

W e also have prior knowledge about the spatial relationships between pixels in the 

image. In a so-called ‘normal’ brain, we know that for example, a) pixels belonging to 

the same tissue are likely to exist next to each other, b) continuous edges separate 

different tissue types and c) pixels of one tissue type do not occur in isolation. W e can 

model these topological characteristics using local differences and similarities 

between spatially neighbouring pixels intensities.

Local operators are commonly used to determine the outline and borders of specific 

brain structures, e.g. [Kennedy et al, 1989, Bomans et al, 1990]. These methods use
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local information to detect features such as edges as described in Chapters 3 and 4. 

Local operators are extremely sensitive to image noise and it is therefore important to 

account for this artefact when using them. Also, the features detected using edge 

detection methods do not necessarily result in meaningful representations o f the 

particular structures of interest. Prior knowledge about the general shape, location and 

structure of different tissues in M R brain images is available and it is important to use 

this information where possible, in an unbiased way, to increase the relevance of the 

results.

In general, segmentation and classification methods employ a discriminant function or 

decision rule to detect or label pixels with the required characteristics. A statistical 

discriminant function is used to classify images in which intensity distributions of the 

different classes can be characterised by a set of parameters. Local information or any 

other prior information must also be modelled by a set of parameters if it is to be 

combined in a statistical discriminant function.

Alternatively, a non-statistical discriminant function does not require statistical 

parametric modelling but may neglect useful prior knowledge such as the form of the 

intensity distributions. In this chapter, we explore a generalised framework in which 

global, local and prior information can be intuitively combined to provide a more 

flexible classification process.

8.1 Statistical classification

In this chapter, we first revisit a statistical classification method in the Bayesian 

framework that incorporates information about the spatial distribution of voxels. This 

is the M AP approach using a Markov random field model as the a priori distribution 

(in the form of a Gibbs distribution). This method was described in Chapter 3 and 

applied with successful results in Chapter 5. The statistical discriminant function 

g,(x) for this classification method is given by,

gi(x) oc logjpCxIffl^J-XVcC*)- (8 -1)
c
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In equation 8.1, p { \  I is the class conditional probability, for the image x, often 

modelled by a Gaussian distribution, ffl. is a class label, and Vc (x) is the Gibbs 

distribution calculated over local neighbourhoods (or cliques C) to model the discrete 

Gibbs random field model. The most common iterative approach to find the MAP 

estimate involves visiting each pixel and finding the pixel label that will maximise 

g f x ) . It is necessary to calculate the neighbourhood function Vc (x) independently at 

every pixel in order to maximise over each local neighbourhood. After each pass over 

the image in which the pixel labels have been adjusted according to their neighbours, 

the global means and variances for each class are recalculated. The limitations of this 

approach are a) that it assumes each pixel belongs to only one class and b) that it 

assumes a parametric distribution for the data.

8.2 Non-statistical classification

In order to avoid these two limitations we propose a more general framework that 

does not rely on parametric distributions and allows voxels to be labelled with 

fractional components to more than one class. Instead of modelling the image by a 

specific probability density function, we use a fuzzy membership function, juik. The 

possibility of representing a fuzzy membership process as a conditional probability 

(and vice versa) was proposed by Zadeh, [Zadeh, 1968]. In order to obtain the fuzzy 

membership function, it is necessary to run the FCM algorithm until it converges. 

This involves minimising the objective function,

^  = XX(ft*)md k -v t|)2 (8.2)
/=Lk=l

where vk is the mean of class k and x  is the value of voxel i. The resulting fuzzy 

membership model for the image can be considered as the global image information 

where each voxel has a value between 0 and 1 representing its membership to each of 

the classes. The results in Chapter 5 and Chapter 6 illustrated that FCM  generated 

good classification results with M R brain data and that the results could be 

manipulated to label and quantify partial volume voxels. W e exploit this here, but 

incorporate additional spatial information to influence the classification o f partial
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volume voxels.

In order to do this we have defined a function A that we call the attachment of fuzzy 

membership values. This is defined as,

= (8-3)
c

where Aik is the attachment of pixel i to class k. This is equal to the distance between 

the membership of pixel i to class k and the membership of pixel neighbour n to class 

k. It can be thought of as a measure of similarity amongst pixel fuzzy membership

values. Equation 8.3 can be inverted so that the inverse attachment Aik = 1/ Aik has a

high value when the pixels in a neighbourhood are similar and a low value when the 

pixels are dissimilar.

After running the FCM algorithm until it converges, the attachment at each pixel is

computed for all classes, over all the pixels in the neighbourhood or clique C. The
A

inverse attachment Aik can be calculated for the whole image at once based on the

resulting fuzzy classification. In order to specifically classify p.v. pixels, the spatial 

information can be combined with the global information from the FCM results. A 

discriminant function is designed with these two components in order to satisfy a set 

of rules. These are that

a) Pure pixels should have a single high fuzzy membership value.

b) Pure pixels should have high attachment values.

c) Partial volume pixels are likely to have low fuzzy membership values and low 

attachment values.

The p.v. pixel discrimant function for an image x is defined as

g, (x) =  a n lk + $Aik (8.4)

where a  and p are weights that are used to influence the contribution of the fuzzy

membership values and the attachment to the classification process. juik is the fuzzy
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A

membership value at each pixel and Aik is the inverse attachment defined in the 

following way.

In order to classify p.v. pixels equation 8.4 must be minimised (i.e. both the fuzzy 

membership function and the attachment must be low. The classification process was 

then applied in the following way.

1. Run FCM until convergence.

2. Select a fuzzy threshold value Tfuzzy. Pixels with membership values above this 

threshold are classified as pure tissue pixels. Ideally Tfuzzy would be set to the 

maximum possible fuzzy membership value (i.e. 1). But then too many pixels would 

be classed as p.v. pixels. Tfuzzy therefore requires a value of around 80-90% of the 

maximum fuzzy membership value.

3. Equation 8.4 is calculated at each pixel not surviving Tfuzzy for each class (i.e. for 

p.v. voxels only). The classification is restricted to allow no more than two classes to 

contribute to a p.v. pixel. Therefore the two classes that give the two smallest values 

of g, (x) at each pixel are classed as the contributing p.v. classes.

The classification process can also be described in pseudocode:

for all pixels x 

>f (xi < T ,^ )
A

pv_class_ 1 =min( a jiik + pAik) for all classes k

A

pv_class_2=min( ajuik + pAik) for all classes k != pv_class_l

end_if 

end for

The following sections describe the testing of this classification method. For 

convenience the method is referred to as FCM AT (referring to the use of the 

attachment function with the FCM method).
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8.3 Methods

The artificial image designed in Chapter 6 was used to test the FCM AT classification 

approach described above. Three versions of the artificial image were analysed. These 

were the sub-sampled image in the absence of noise, the sub-sampled image with 

sampling noise and the sub-sampled image with sampling noise after a single iteration 

of smoothing using anisotropic diffusion (ADI from Chapter 5). The images are 

shown in figure 8.1.

Making a direct comparison of the results of this method with other classification 

techniques was not straightforward. This is because the method described above 

specifically classifies non-pure class pixels as p.v. pixels using information about the 

spatial interactions of the pixel neighbours. The KM and M AP (Chapter 5) 

classification methods are only able to perform a best classification on the basis of all 

pixels being pure. As demonstrated in Chapter 6 it was possible to use a version of 

FCM  (FCMPV) to provide good spatial localisation of p.v. pixels but it did not 

provide a way of classifying voxels as being p.v. pixels of specific tissue classes.

The best way to test the FCMAT method was to use the original simulated image to 

provide a true map of the locations of p.v. pixels. This was available by determining 

where more than one class contributed to a single pixel in the sub-sampling process 

and was therefore a partial volume pixel in the sub-sampled image. The true map of 

pure and p.v. pixels was coloured in a way that each colour represented one of the 

pure or p.v. pixel classes (figure 8.2). There were 4 pure classes. These were labelled 

W, LG, DG and BG to correspond to the grey scales in the original image, white, light 

grey, dark gray and background respectively). Each p.v. voxel could contain only a 

mixture of two classes and there were 3 p.v. classes, LGW, DGLG and BGDG 

corresponding to p.v. voxels containing LG and W, DG and LG and BG and DG 

respectively.

The FCM AT was applied to each version of the simulated image. The fuzzy threshold 

value Tfuzzy (above which pixels are assigned to pure classes) was selected to be two 

different values of 85% and 90%. The a  and (3 weights were empirically selected to 

be 0.5 and 1. The FCMAT results were coloured in the same way as the pure and p.v.
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map (i.e. with each colour representing a pure or p.v. class). The true map of pure and 

p.v. voxels was then used to quantitatively assess the p.v. classification results by 

making a voxel by voxel comparison. This involved comparing each voxel in the p.v. 

map with each voxel in the classification results. This number was then divided by the 

total number of voxels in the image to give a percentage misclassification rate 

(MCR).

The MAP, FCM  and FCM PV classification methods were also applied to the three 

versions of the sub-sampled image. The MAP algorithm was applied with two 

different values of the weighting parameter a = l  and 2. As described in Chapter 5, this 

weighting parameter controls the influence of the spatial interaction of voxels on the 

classification. The FCM  classification method was tested using the maximum class 

criterion (Chapter 5). The MAP and FCM  results were coloured in the same way as 

the true p.v. map. The MAP and FCM results contained no p.v. classes so that the 

voxel by voxel comparisons gave maximal errors for the p.v. classes.

The FCM PV classification method was tested using two different thresholds to 

correspond with the FCMAT classification. Therefore p.v. thresholds of 90% and 

85% of the maximum fuzzy membership were selected (i.e. 90% and 85% of 1). All 

voxels with fuzzy memberships below this value were assigned to a partial volume 

class. In order to make an estimate of the components of the p.v. voxels, the two 

classes with the maximum membership values were selected. The classification 

results were coloured as described before and a voxel by voxel comparison was made 

with the p.v. map.

In order to make a more direct comparison between the M AP and FCM results with 

methods that specifically classify p.v. pixels, the numbers of pixels in each pure class 

were compared with the numbers of pixels in each pure class in the true map of pure 

and partial volume pixels. Firstly, the p.v. pixels in the true map were assigned evenly 

to each of the component pure classes (i.e. half of each p.v. class were assigned to 

each of the component classes). This was also done for the results of the FCM AT and 

FCM PV methods. Pure class volumes could then be calculated for all methods and 

the true map of pure and p.v. pixels. Only the classification results from the analysis 

of the sub-sampled image without noise were compared. This allowed the direct
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comparison of percentage volumes of all of the classification methods with the true 

results.

a) b) c)

F igure  8.1 Simulated images, a) Sub-sampled image with no noise added, b) Sub-sampled 
image with sampling noise, c) Sub-sampled image with sampling noise added, and 
smoothing applied using anisotropic diffusion.

B G D G  D G L G  LG W  B G

F igure  8.2 Template map of pure and partial volume tissues. The key above describes 
which class each of the grey shades represent with respect to the original image. W=pure 
white voxels, LG=pure light grey voxels, DG=pure dark grey voxels, BGDG = p.v. voxels 
of BG and DG, DGLG = p.v. voxels of DG and LG and LGW=p.v. voxels of LG and W.
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8.4 Results

Figures 8.3 to 8.5 show the fuzzy membership values resulting from FCM , the 

attachment values calculated from the FCM  results, the FCM  results using maximum 

class criterion and the FCM AT results for a fuzzy threshold of 85%. Figures 8.3 to 8.5 

show the results for the sub-sampled image with no noise, the sub-sampled image 

with sampling noise and the sub-sampled image with sampling noise and smoothing 

respectively. In each figure, the fuzzy membership values and the attachment values 

are shown for each of the four pure classes. The attachment values demonstrate how 

well this function is able to extract boundary information.

Tables 8.1 to 8.3 give percentage misclassification rates for each of the methods and 

each of the sets of data. The errors for the FCM and MAP methods are much greater 

than for the FCMAT and FCMPV methods. This is not surprising as the FCM  and 

M AP approaches are not designed to explicitly assign voxels to a partial volume 

class. This means that there are very large error rates in every class as no pixels 

belong to the p.v. classes in these results. However, these errors do not vary much for 

the different images that were analysed.

The error rates for the FCM PV and FCMAT are extremely similar. For the sub

sampled image without noise, with 90% thresholding, all classes have an error rate of 

less than 2%. The classification of the image without noise is the easiest example for 

these classification methods. In figure 8.3, the FCMPV results are visually appealing 

in that all p.v. pixels occur in expected positions.

The results from the sub-sampled image with added sampling noise are not so 

successful. The pure class W  and the p.v. class LGW  have misclassification errors 

over 2% and 3% respectively. The FCM AT results in figure 8.4 show that pixels in 

the pure class area of class W  are wrongly classified as p.v. pixels and the boundary 

pixels are less well localised around the boundaries. This is because of the image 

noise and demonstrates the need for smoothing. This result also shows that the 

measure of attachment is vulnerable to the misclassification of isolated pixels. Such 

pixels have a very weak attachment value which can be seen in figure 8.4 c).
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The results from the sub-sampled image with added sampling noise are visually more 

similar to the results for the image without noise. The smoothing has decreased the 

noise so that p.v. pixels are not classified within pure class regions. The 

misclassification rates are better than with no smoothing but still have values between 

2% and 3% for the pure class W  and the p.v. class LGW.

Figure 8.6 shows the MAP classification (a = l)  results and the FCMPV classification 

results (85% threshold) for the three images. These figures visually show how the 

M AP and FCMPV results are very similar to the FCM  and FCM AT results 

respectively. Tables 8.1 to 8.3 indicate that the misclassification error rates are a few 

percent larger for the M AP results than the FCM results. In order to make a more 

direct comparison between the FCM, MAP, FCMAT and FCM PV methods, the 

differences were calculated in the percentage volumes of pure tissue classes and the 

true percentage volumes of pure tissues. The percentage volumes were calculated only 

for the classification results of the sub-sampled image without noise. The results are 

shown in table 8.4. The results show that the total errors do not differ by more than 

about a percent. The FCMAT method gives the smallest percentage volume error, 

closely followed by FCM PV and FCM. The MAP results give the largest errors.
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Figure 8.3 Classification results from the sub-sampled image without noise, a) Fuzzy 
classification results - dark values represent high fuzzy membership to each class, b) 
Attachment results - dark values represent low attachment values, c) Pure tissue 
classification using FCM with maximum class criterion.White values=W, light grey values 
represent LG, dark grey values represent DG and black values represent BG. d) FCMAT 
results (T =85%). The colouring is as described in figure 8.2.

2 8 8



Chapter 8. Combining global, local and prior information in a generalised framework.

a)

eP

c) d)

F igure  8.4 Classification results from the sub-sampled image with sampling noise, a) Fuzzy 
classification results - dark values represent high fuzzy membership to each class, b) 
Attachment results - dark values represent low attachment values, c) Pure tissue classification 
using FCM with maximum class criterion.White values=W, light grey values represent LG, 
dark grey values represent DG and black values represent BG. d) FCMAT results 
(Tlu//y=85%). The colouring is as described in figure 8.2.

i ggjg.
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a)

y  s
r it
CM

b)

c)l

Figure 8.5 Classification results from the sub-sampled image with sampling noise and 
smoothing, a) Fuzzy classification results - dark values represent high fuzzy membership to 
each class, b) Attachment results - dark values represent low attachment values, c) Pure tissue 
classification using FCM with maximum class criterion.White values=W, light grey values 
represent LG, dark grey values represent DG and black values represent BG. d) FCMAT 
results (T =85%). The colouring is as described in figure 8.2.
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Figure 8.6 Classification results for the MAP (a= l) method (ai-ci) and the FCMPV (85% 
threshold) method (aii-cii). The results are shown for a) the sub-sampled image without noise, 
b) the sub-sampled image with added sampling noise and c) the smoothed image.
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% MCR for each of the voxel classes

Method w LG DG BG LGW DGLG BGDG TOT

FCM 3.33 4.98 2.71 2.55 5.95 3.99 3.63 27.14

MAP

a=l

2.78 5.72 2.66 8.38 5.94 3.99 2.34 31.82

MAP

a=2

2.66 5.72 2.64 8.51 5.95 3.99 2.34 31.82

FCMAT

90%

1.10 0.18 0.41 1.26 1.01 0.46 1.40 5.92

FCMAT

85%
1.60 0.89 0.34 1.40 2.23 0.34 1.68 8.49

FCMPV

90%

1.10 0.23 0.41 1.26 1.19 0.60 1.40 6.19

FCMPV

85%

1.61 0.94 0.34 1.40 2.32 0.48 1.68 8.77

Table 8.1 Error measures (%MCR) from the different classification results applied to the sub
sampled simulated image with no noise.

% M CR for each of the voxel classes

Method w LG DG BG LGW DGLG BGDG TOT

FCM 3.54 4.78 2.82 2.52 5.95 3.99 3.63 27.23

MAP

a=l

2.96 5.05 3.24 8.51 5.95 3.99 2.34 32.04

MAP

a=2

2.62 5.33 3.19 8.63 5.95 3.99 2.34 32.05

FCMAT

90%
3.16 1.79 0.87 1.26 4.31 1.38 1.40 14.19

FCMAT

85%

2.54 1.70 0.78 1.35 3.53 1.17 1.68 12.76

FCMPV

90%
3.12 1.79 0.87 1.26 4.40 1.47 1.40 14.33

FCMPV

85%
2.53 1.70 0.78 1.35 3.60 1.30 1.68 12.95

Table 8.2 Error measures (%MCR) from the different classification results applied to the sub
sampled simulated with noise.
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% MCR for each of the voxel classes

Method w LG DG BG LGW DGLG BGDG TOT

FCM 3.60 4.66 2.78 2.57 5.95 3.99 3.63 27.18

MAP

a = l

2.93 5.00 3.10 8.54 5.95 3.99 2.34 31.86

MAP

a=2

2.66 5.26 3.12 8.63 5.95 3.99 2.34 31.95

FCMAT

90%

1.95 1.63 0.94 1.29 2.89 1.42 1.49 11.61

FCMAT

85%

2.15 1.47 0.80 1.40 3.05 1.14 1.63 11.66

FCMPV

90%

1.99 1.65 0.94 1.29 3.05 1.53 1.51 11.98

FCMPV

85%

2.20 1.49 0.80 1.40 3.12 1.26 1.65 11.93

Table 8.3 Error measures (%MCR) from the different classification results applied to the 

sub-sampled simulated with noise and after smoothing.

% volume difference between pure tissue classes and true value

Method W LG DG BG Total

FCM 0.37 0.02 1.10 0.73 2.22

MAP

a = l

0.18 0.76 1.15 0.73 2.82

MAP

a=2

0.30 0.76 1.17 0.73 2.96

FCMAT

85%

0.39 0.16 0.73 0.53 1.81

FCMPV

85%

0.55 0.30 0.80 0.55 2.20

Table 8.4 Percentage volume differences between the true numbers of pixels in each class 
calculated from the true map of pure and partial volume classes and the number of pixels assigned 
to pure tissue classes (where p.v. pixels are evenly divided between component classes for 
FCMAT and FCMPV).
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8.5 Discussion

In this chapter, the FCMAT classification method has been proposed for combining 

global image information using a fuzzy membership model with spatial information 

modelled by the attraction between fuzzy pixels. This method has been applied to an 

ideal case test image with interesting results, but must be applied to more challenging 

cases to be more thoroughly assessed.

From the results it would appear that the use of local information in the form of the 

spatial interactions between neighbouring pixels could assist in the specific 

classification of p.v. voxels. However, it must also be noted that the FCM AT method 

did not give significantly better results than the FCM PV method. FCM PV only uses 

global information and thresholding to assign pixels to p.v. classes. This result 

indicates that fuzzy membership values alone were a good indicator of a pixel 

belonging to a p.v. class. However, the analysis of more realistic and complicated 

images may demonstrate that the global information alone is not enough for p.v. pixel 

classification and that it is important to include local information.

It was not really possible to directly compare the misclassification rates of the FCM 

and M AP methods with the p.v. classifications because these methods only classify 

pure classes. However it was possible to compare the percentage volume differences 

in pure tissue classes from each method. The total differences in percentage volume of 

all the methods were less than 3% for all of the methods. This indicates that these 

methods are all successful in the classification of p.v. pixels. This result could be an 

indication of the how simple this particular example was.

The FCM AT classification method presented in this chapter was designed with the 

specific goal of classifying p.v. pixels. The results of other classification results in 

this chapter have shown that pure tissue classification methods are successful. 

However, knowledge about the location and constitution of p.v. pixels can improve 

the classification of fine and complex details. For this reason the classification of p.v. 

voxels is of particular interest in the analysis of M R images of the brain.
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Chapter 9

Discussion and suggestions for further work

9.1 Discussion

The aims of this work were to investigate methods for the segmentation and tissue 

analysis of M R brain images. The emphasis was on methods that combine global 

information in terms of image intensity distributions with local information in terms 

of spatial relationships between neighbouring voxels to improve the accuracy of 

segmentation and classification methods.

In Chapter 5, it was shown that anisotropic diffusion can greatly improve the results 

of unsupervised classification methods. The results in this chapter also demonstrated 

that classification results can be improved by combining global information with local 

information in the form of a Markov random field model.

In Chapter 6, a simulation was designed to demonstrate the partial volume effect. The 

results of this simulation were used to model the partial volume effect in M R images 

of the brain. A novel approach to classifying partial volume voxels was presented that 

was able to detect p.v. voxels with errors of less than 10% in a well-established 

simulated MR image. We concluded that it was necessary to include local spatial 

information in order to improve this classification.

In Chapter 7, the application of a deformable contour model and a tissue classification 

algorithm was presented to analyse the temporal lobes of a group of patients with 

temporal lobe epilepsy. This deformable contour model generated results with a lower 

inter-measurement variability compared with manual delineation.

In Chapter 8, a general framework was presented in which global and local 

information can be combined. Usually this kind of approach is formulated within a 

statistical or Bayesian framework. In Chapter 8, the flexibility of using a more general 

non-statistical cost function is illustrated. This method was shown to use local spatial
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information to explicitly classify partial volume voxels.

The conclusions and limitations of the work in this thesis are summarised below. In 

section 9.2, the limitations are addressed in the context of further work together with 

some other suggestions for future research.

In Chapter 5, it was demonstrated that anisotropic diffusion, originally introduced by 

Perona and Malik, is a superior smoothing approach. The smoothing is influenced by 

an equation defining the conduction coefficient that is dependent on the strength of 

the gradient at any point. This results in the image being smoothed more within 

homogeneous regions than between them. The results in Chapter 5 emphasised the 

importance of smoothing at the correct scale. Information about both the noise level 

and the size of the smallest structures of interest should be considered to produce the 

best results. Anisotropic diffusion is particularly valuable for the analysis of MR brain 

images in which complex structural information can be lost when smoothed with 

using a Gaussian kernel.

Chapter 5 also illustrates the importance of correcting for image non-uniformity in all 

three imaging planes. Even if image non-uniformity is not clearly obvious to the 

naked eye, it is important to carry out a simple algorithm to check the uniformity 

ratios in the volumes before applying segmentation methods that do not explicitly 

correct for them. The uniformity correction tested was part of a combined algorithm 

for non-uniformity correction and tissue classification. If the goal of the image 

analysis is to perform tissue classification then it seems intuitive to perform the non

uniformity correction and the classification together as a single iterative process 

rather than apply these two steps serially. The non-uniformity correction should be 

flexible and appropriate to correct for these artefactual intensity changes. A method 

based on modelling the artefact using basis functions appears to be suitable.

Three different unsupervised classification methods were tested in Chapter 5. One 

was a ‘crisp’ classification method, one used fuzzy clustering methods and the third 

combined a model for the tissue intensity distribution with a priori information about 

the spatial relationships of neighbouring voxels using a M arkov random field model
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(MRF). These algorithms were tested on a well-established simulated M R image for 

which the ‘true’ classification was available. According to these results, the fuzzy 

classification performed slightly favourably over the ‘crisp’ method. If the intensity 

distributions for the different tissue types were completely separated, these two 

algorithms would produce the same results. However, because of factors such as the 

partial volume effect, the intensity distributions overlap. The fuzzy approach allows 

voxels to be ‘partially’ classified to more than one tissue class and we suggest that 

this is the reason for the improved results using this method. The third classification 

method that used an MRF to model local information about neighbouring voxels 

produced the best results of all three approaches, but only when the influence of the 

M RF was correctly weighted. W e suggest that this method is superior because the 

M RF influences the classification so that boundary voxels are correctly classified 

despite their intensity values not being very close to the corresponding class mean. In 

the light of these results, the classification methods were applied to the M R brain 

images of five control subjects. It was not possible to make a quantitative judgem ent 

of the quality of these results because the ‘true’ classifications for the subject images 

were not available. Manual delineation of the tissues could be used as a validation 

method, but this would involve more than one observer outlining the grey and white 

matter on a large population of normal subjects. Even then, the variability in user 

drawn outlines may be very large so that the ‘truth’ carried with it a large variance.

In the absence of any other validation technique, it was necessary to visually assess 

the classification results. This involved scrutinising the resulting classification and 

visually comparing it with the original images. There was negligible visual difference 

in the results for the crisp and fuzzy methods, but the M RF approach appeared to 

improve the classification of boundary pixels (when the MRF was weighted 

correctly). The results of this chapter show promising results for combining local 

information (in this case in the form of an MRF) with global information about tissue 

intensity distributions. The results also demonstrate that the classification of boundary 

voxels that suffer from partial volume effects, is the most problematic.

In Chapter 6, the partial volume effect (p.v.e.) was explored in detail. First of all a 

simulation was used to model the p.v.e. in artificial data. This allowed histograms to
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be generated that indicated the form of p.v. voxels. The results show that p.v. voxels 

can be approximately modelled by a uniform distribution in the absence of any noise. 

W ith added Gaussian noise, the distribution of p.v. voxels also becomes more 

Gaussian. These results suggested that p.v. voxels should be treated as having 

intensity distributions independent from the pure tissue classes. The distributions in 

the absence of noise were used to calculate volumes of each class (pure and p.v.) and 

it was assumed that p.v. voxels should be equally assigned to their two constituent 

classes. It was then possible to calculate the difference between the true tissue 

volumes and the volumes of each tissue (explicitly including p.v. voxels). In this 

artificial and very well-behaved data, in the absence of any noise, the assumption of 

equally assigning p.v. voxels was not unreasonable, but still gave differences of 4% 

for two classes and less than 2% for the other class. Possible reasons for this 

discrepancy were described in Chapter 6, highlighting the importance of spatially 

classifying p.v. voxels.

The independent modelling of p.v. voxels was applied to a simulated MR image and 

subject MRIs. In all cases, the image model gave a better fit to the data than fitting a 

single Gaussian distributions to each tissue class. Two different models were tested 

that resulted in different class volumes reinforcing the suggestion that it is important 

to spatially classify p.v. voxels. A modification of the fuzzy clustering method 

(FCMPV) was therefore designed to explicitly classify p.v. voxels. The results of this 

method were compared with the fuzzy clustering method that implicitly classified p.v. 

voxels. These comparisons were made firstly to determine the locations of voxels 

explicitly classified as a p.v. and secondly to estimate the possible classification error 

due to the misclassification of p.v. voxels. The effect of smoothing (using the 

anisotropic diffusion filter) on the classification of p.v. voxels was also investigated. 

The classification was applied to the simulated M R image (from Chapter 5) and MR 

images from five control subjects. It was possible to validate the results from the 

simulated MR image because not only was the ‘true’ classification of this image 

available but also a fuzzy version that could be used to indicate the true location of 

p.v. voxels. M ost of the detected p.v. voxels occurred on the boundaries as expected. 

Before smoothing, FCMPV over-estimated the number of p.v. voxels by 25%. After 

smoothing the number of p.v. voxels was under-estimated by 10%. The smoothing
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improved the detection of p.v. voxels in space but caused the number of p.v. voxels to 

be under-estimated.

A ‘true’ classification of p.v. voxels was not available for the subject MRIs. The 

knowledge that partial volume voxels occur on tissue boundaries was used to visually 

assess the classification results, but the calculation of misclassification errors could 

only be considered as an estimate within the scope of these experiments. 

Misclassification errors were estimated that expressed the worst case percentage error 

involved in not accounting for p.v. voxels in the calculation of tissue volumes. These 

errors were calculated for the ‘true’ classification and for the results of the FCM PV 

classification. For all sets of data (anatomical, simulated M RI and subject volumes) 

the errors were smallest for the grey matter classes (less than 15%), and greater than 

30% for white matter and CSF. Overall, the results suggested that additional 

information was necessary to explicitly classify p.v. voxels. This suggestion was 

explored in Chapter 8 and is summarised at the end of this section.

In Chapter 7, a deformable contour model was developed for the segmentation and 

boundary definition of the intracranial contour and the temporal lobe. The aim of this 

work was to generate values that would characterise the structure of temporal lobes in 

a set of patients with temporal lobe epilepsy and control subjects. The deformable 

contour model was used to delineate the temporal lobe and the fuzzy classification 

method (modified to account for p.v.e) described in Chapter 5 was used to classify the 

tissues within the temporal lobe. The main limitation of this work is that the 

anatomical definition of the temporal lobe is relatively subjective. W ith a strict 

protocol for boundary definition it is possible to maximise the repeatability of the 

volume measurement made by different operators. A strict protocol defining the 

limits of the anatomical regions does not necessarily mean that the corresponding 

regions are measured in different subjects. A better approach would be to match all of 

the subjects images together in a standardised or normalised spatial framework in 

which direct comparisons can be made. This approach is suggested for further work in 

section 9.2.

As a complimentary tool for manual delineation, the deformable model was shown to
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perform well. It is less time consuming because fewer points are necessary to define 

the structure boundary. It is less operator dependent because the spline model has 

parameters that control its behaviour. The results in Chapter 7 showed that the inter

measurement variability was less than that achieved by manual outlining. These 

parameters can be tuned so that the deformable model has the same behaviour for 

different sets of data. In this way, the deformable model uses a priori information 

about the image in terms of the parameters used to attract it towards certain features. 

The tissue classification performed well according to visual inspection, but again, an 

absolute quantitative evaluation of the results is not possible within the scope of this 

experiment.

The results of this study did not generate any significant parameters that could 

characterise temporal lobe epilepsy and in the absence of rigorous validation methods, 

it is not possible to say that this result is absolute. The study did, however, present an 

interesting example for the application of semi-automated image processing methods 

and stressed the need for methods to validate quantitative measurements of 

neuroanatomy.

In Chapter 8, we propose a generalised framework to combine global, local and a 

priori information to form a non-statistical discriminant function for image 

classification. We compare this framework with the less flexible but theoretically well 

established Bayesian framework. The aim of this work is to develop a classification 

environment in which object topology can be modelled using local neighbourhood 

information. Some preliminary results were shown, which were encouraging, but the 

method needs to be tested on more realistic data. Some suggestions for applications of 

this kind of method are mentioned in the following section.

9.2 Further work

The work presented in this thesis has demonstrated that it is important for brain image 

segmentation methods to exploit information about the subject, nature and 

characteristics of the image. Ideally, an explicit model relating the physical
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acquisition process to the subject of the image would also be available. It is crucial 

that the ultimate aim of the segmentation is considered when designing the 

segmentation approach. This final section describes future areas of research in brain 

image analysis that depend on or can be improved by well designed segmentation 

methods. Such areas of research can be considered as developments in the growing 

field of computational neuroanatomy and they include the construction of brain 

atlases or templates, spatial registration and normalisation, cortical reconstruction and 

flattening, brain morphometry and high-resolution structural analysis using high-field 

MR imaging. The ultimate aims of these areas of research can be divided into three 

non-distinct groups.

a) To determine the correlates between neuroanatomy and brain disorders,

b) To determine the correlates between neuroanatomy and brain function,

c) To determine the correlates between neuroanatomy and characteristics pertaining to 

the individual such as age, sex, handedness, etc.

All of the above goals depend on an objective characterisation of the neuroanatomy. 

This requires a standardised or normalised spatial frame of reference for charting 

neuroanatomical variability across individuals. In the case of mapping brain function, 

such a framework is also necessary to localise measured brain activations. Accurate 

image segmentation will play an important role in improving all of these aspects of 

computational neuroanatomy. In turn, computational neuroanatomy will be able to 

improve segmentation methods by providing more and more complete a priori 

information in the form of probability maps and anatomical atlases that can be used in 

an ‘intelligent’ segmentation process. A future perspective on the relationships 

between these areas of research and their co-dependence with image segmentation is 

introduced in figure 9.1. These ideas are expanded in the following descriptions of 

three future areas of research that we believe will promote and benefit from improved 

segmentation methods:

• ‘Intelligent’ segmentation using registration with brain templates and atlases

• Segmentation of the cortical layers for functional brain mapping.

• Anatomical segmentation for high-dimensional morphometry.
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1 Anatomical sca le

M icroscopic
(<mm)
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Individual variability 

Functional anatom y

Segmentation for:
• High resolution MR images 

acquired at high field.
• Structural texture analysis.
• White matter tract mapping.

M esoscopic
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Mapping brain function:
• Comparison of activation 
foci and patterns of 
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matter distributions.
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• Deformation-based morphometry.
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• Comparison of patterns of 
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Figure 9.1 A future perspective on the field of computational neuroanatomy. The left of the 
figure summarises the uses of segmentation at different anatomical scales. The right of the 
figure summarises the comparison of individual variability in terms of functional anatomy, 
structural anatomy and structure-function relationships. The standardised or normalised 
framework in the centre of the image emphasises the need to have a frame of reference in 
which objective comparisons can be made. Such a framework can be used to compare the 
results from segmentation, morphometric analyses and localised activations. It can also be 
used to provide prior knowledge for brain template, model or atlas driven segmentation.
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9.2.1 ‘Intelligent’ segmentation using brain templates and atlases

The segmentation method presented in Chapter 8 combined global and local 

information. The local information was a formalisation of the knowledge we have 

about the topological relationships between different tissue types and different 

anatomical regions. A more robust and sophisticated approach to formalising this 

neuroanatomical knowledge would be to use neuroanatomical atlases or probability 

maps to provide a priori information for the segmentation process (figure 9.2). To do 

this, two problems must be addressed.

The first consideration is the construction of the atlas or brain template. The template 

or atlas should represent a standardised or normalised framework for comparing 

individual variability. Such a frame of reference is necessary to chart localised areas 

of brain activation in functional brain imaging and to compare structural diversity in 

volumetric and morphometric studies. An example of a commonly used standard 

space is the atlas defined by Talairach and Toumoux [Talairach and Toumoux, 1988]. 

In a clinical setting such standardised frameworks are necessary for surgical 

procedures and diagnoses. For large population studies it is essential to use a 

standardised framework to make proper statistical comparisons.

Many digital human brain atlases have been developed. The information contained in 

a brain atlas may be a normalised or average representation of a real M R image 

[Holmes et al, 1998], labelled anatomical regions or contours [Kikinis et al, 1996, 

Rizzo et al, 1997], probability estimates of anatomical regions [Thompson et al, 

1996], probability maps of cytoarchitechtonic or receptoarchitechtonic regions [Zilles 

et al, 1995, Roland et al, 1997] or variations in anatomical landmarks [Roland and 

Zillis, 1994]. The ideal brain atlas would contain many dimensions of information 

registered together in the same space. The development of these atlases require large 

population studies and in some cases the accurate segmentation of large amounts of 

data. As more and more of these studies are pursued, more information will be 

available that will represent some kind of ‘norm al’ brain. The multi-dimensional 

layers of such an atlas or template would provide a large enough scope of information 

that it could be coregistered with any so-called ‘norm al’ brain to provide a
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standardised reference space for neuroanatomical comparisons.

The second consideration for using brain atlases and templates is the problem of 

spatial registration and normalisation. The spatial registration of images from the 

same subject allows the combination of information from different imaging 

modalities. For example, the coregistration of a high resolution anatomical M R image 

with an fMRI time-series from the same subject allows statistically significant 

activations, detected in the functional data, to be displayed in relation to the subject’s 

anatomical image. The registration of images from different subjects to each other or 

into a standard space is usually referred to as spatial normalisation. This allows direct 

comparisons of subject neuroanatomy with each other or with the reference space. 

The latter has been of particular use in clinical applications such as image-guided 

surgical procedures [Hawkes, 1998] and in brain mapping research. The spatial 

transformation required to map one image into the space of the other may involve 

iterative optimisation methods to minimise the error in mis-coregistration [Maes et 

al.,1994], or a formulation of the problem so that a unique least squares solution 

exists [Friston et al., 1995]. In practice, between-modality, within-subject registration 

can be achieved with a constrained affine transformation, by minimising a function of 

the two images. This may be a function such as the standard deviation [Woods et al, 

1993] or a voxel similarity measure, [Studholme et al, 1997]. For between-modality 

registration, the difference in the acquisition methods means that there is no simple 

relation between the intensity of the voxels in each image. Therefore salient features 

or distinct partitions must be detected and the corresponding features coregistered. 

Segmentation can therefore improve the registration process by providing specific 

tissue partitions that can be matched together, e.g. [Ashbumer et al., 1997b]. In 

addition to the affine transformation, spatial normalisation, in which an image from 

one subject is matched to a template or another subject, usually uses non-linear three- 

dimensional terms to account for non-linear differences between the subject and the 

standard space [Christensen et al, 1996, Ashbumer et al, 1998]. Using accurate 

segmentation methods, non-linear normalisation methods could be improved by 

having higher resolution in the brain template that can be matched to a more 

accurately segmented image. It would then be possible (for example) to match only 

the white matter or only the grey matter which may be useful in morphometric
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analyses (see below).

As mentioned before, the relationship between segmentation and registration 

approaches (linear and non-linear) is co-dependent. As segmentation can be used to 

improve registration, segmentation methods can be made more ‘intelligent’ by first 

matching the image to a template or atlas and then using the template as a priori 

information in the segmentation process. In the segmentation approach by Ashbum er 

et al [Ashbumer et al, 1997a], the a priori tissue distributions are provided by 

probability maps of the different tissue types. The probability maps correspond to the 

distributions of tissues in a template MR image that has been linearly co-registered to 

the image to be segmented. This method provides a robust segmentation of the 

different tissue regions and is less susceptible to variations in intensity within tissue 

regions than methods that do not use a priori data. However, this method is not so 

suitable when very good discrimination of fine details is necessary.

In figure 9.2, we propose an approach that iteratively combines segmentation and 

normalisation. The first step matches heavily smoothed probability maps to a globally 

segmented image (i.e. a low resolution of detail) as described above. The image that 

is now linearly registered with the template is segmented using a combination of 

global, local and a priori information as described in Chapter 8. This segmentation 

would take into account local differences to retain the topography and would 

explicitly classify partial volume voxels to refine the boundaries. The result would be 

a more finely detailed segmented image that could then be used to match to the atlas 

or template at a higher resolution using non-linear registration methods. This process 

therefore alternates between segmentation at successively higher resolutions and non

linear registration.
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MR brain image Brain tem plate or atlas
(ideally multi-dimensional)
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are used to aid the 
linear registration.
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(e.g. Affine 
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F igure 9.2 Diagrammatic representation of the iterative segmentation-normalisation 
approach. The initial segmentation is global only is used to assist the linear registration to 
the brain template (or atlas). The first segmentation step after registration uses the 
information from the registered template for the a priori tissue distribution. This 
segmentation step also includes local information to improve the topological segmentation. 
The segmentation results are used to perform a higher resolution, non-linear registration with 
a higher resolution version of the template. The higher resolution template then becomes the 
new prior information. This process continues until a stopping criterion is achieved. The 
final results should represent the best segmentation at the required scale matched with a 
template of the required scale.
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9.2.2 Segmentation of the cortical layers for functional brain mapping

The technique of cortical extraction, inflation and flattening [Dale and Sereno, 1993; 

Drury et al, 1996] involves the segmentation of the cortical layers from an M R image 

and their systematic ‘unfolding’. This techniques takes advantage of the fact that the 

grey matter cortex has approximately the topography of a continuous flat sheet that is 

folded within the skull. The method is particularly used in mapping brain function 

(more commonly using fMRI, but also for mapping signals from EEG and M EG, e.g. 

[Dale and Sereno, 1993]) and exploits the knowledge that the cortical activations arise 

from grey matter. The high resolution cortical surface representation extracted from 

an anatomical M R image can be registered to the lower resolution functional image 

space (in the case of fMRI) and used to sample the region corresponding to grey 

matter. Delineation of the cortical sheet therefore provides constraints that can be used 

to localise the source of the detected activations. The extraction of the cortical sheet 

also allows the locations of activation foci to be visualised in relation to a two- 

dimensional surface and therefore in a frame of reference in which the local folding 

pattern of the cortex can be discounted. Cortical flattening has especially been 

exploited in the visual cortex where the borders of human visual areas are 

topologically organised and have been mapped using fMRI [Sereno et al., 1995; Engel 

et al., 1997; Tootell et al., 1997]. Evidence suggests that this topological organisation 

exists in other brain regions such as auditory and somatosensory cortex and is 

currently a rapidly developing field of research in brain mapping.

The extraction of the cortical layers is an application where it is essential to have high 

quality and accurate image segmentation. (It is also essential to have high quality 

images). The approach taken by Dale and Sereno [Dale and Sereno, 1993] is outlined 

in figure 9.3. First of all, an intensity normalisation is performed to remove any non

uniformity artefacts (a), then the brain is extracted from the skull using a deformable 

template (b). The white matter is extracted using threshold values (c) and the two 

hemispheres are separated from each other and from non-cortical structures such as 

the cerebellum and brain stem (this step is performed using a number of seed points 

specified by the user) (d). Finally, the surface is detected on each hemisphere,
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reconstructed to produce a three-dimensional representation (e) and inflated to 

remove topological defects (f). At this point, different regions of the cortex can be 

flattened. This process extracts the white matter surface, which is assumed to be the 

most accurate boundary to extract. The grey matter layer lies above this and is 

approximately two to three millimetres thick. As the resolution of fMRI is currently a 

few millimetres, it is assumed that the white matter should provide a surface that can 

be used to sample approximately where activations lie in the fM R images.

Many of the approaches to brain inflation and flattening have a series of steps that are 

similar to those described above. The biggest drawback is that extraction of the white 

matter can result in errors. This may be because the contrast o f the M R image is not 

good enough but can also be because the very fine detail of the white matter is lost 

simply due to partial volume effects. The result is that much time must be spent 

editing the resulting white matter surface (e.g. in figure 9.3c). If this is not done it is 

not possible to reconstruct a topologically correct surface.

It appears that there is much scope for the improvement of segmentation methods 

used for the extraction of cortical layers. Extensive work has gone into developing 

algorithms for performing the inflation and flattening, but sub-quality segmentation 

results make the process more interactive and time-consuming than is necessary. An 

intelligent segmentation method designed specifically for the extraction of cortical 

layers would use a specially designed template image that could be non-linearly 

matched with the image. The cortical surface and the different layers could be 

represented in the template with the correct topography - for example as a series of 

‘continuous’ deformable surfaces. The constraints for this deformable model would 

include probability maps for the probable shapes of gyrification, the probable distance 

between the different cortical layers and the probable distributions of partial volume 

voxels that may cause the details in fine strand of white matter or narrow fissures to 

be lost. The application of this highly knowledge based segmentation method would 

take longer in terms of processing time but would require less interaction by the user.
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a) Intensity normalised T1 image. b) Extraction of brain.

c) White matter filtering and manual d) Connectivity of two hemispheres,
editing of ventricles.

e) Reconstructed white matter surface f) Inflated white matter surface of one 
of one hemisphere. of one hemisphere.

F igure 9.3 The processing steps involved in the segmentation of white matter for surface 
reconstruction and inflation.
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9.2.3 Anatomical segmentation for morphometric studies of neuroanatomy

The limitations of the work presented in Chapter 7 were outlined in section 9.1. Since 

that work was done, some new approaches for studying neuroanatomical differences 

in the M R images of populations have been presented in the literature. A technique 

that looks for mesoscopic differences by comparing grey and white matter densities 

across a population on a voxel by voxel basis was demonstrated in relation to 

regionally specific abnormalities in schizophrenia [Wright et al, 1995]. This approach 

is known as voxel-based morphometry and uses statistical methods to make 

inferences about the local density of grey and/or white matter in spatially normalised, 

segmented images. The spatial normalisation provides the segmentation with a priori 

information in the form of a smoothed brain template. However, if the contrast 

between the grey and white matter is poor in some parts of the brain, the results of the 

segmentation can be more like the template than the original image. It is important 

that this does not happen and any mesoscopic differences detected using such an 

approach should be completely independent of differences in global intensity values 

that may occur when slightly different acquisition parameters have been used. It is 

therefore important to use local operators in the segmentation process that are not 

sensitive to global intensity values. This method is related to the high-resolution 

spatial normalisation method outlined in section 9.2.1 and figure 9.2. A more accurate 

segmentation can result in a higher resolution normalisation so that mesoscopic 

morphometric differences detected using a voxel by voxel approach can detect 

differences in fine details.

Another new technique that characterises global differences in macroscopic anatomy 

has been demonstrated in the gross comparison of male and female subjects, brain 

asymmetry, the effect of handedness and the interactions of these effects [Ashbumer 

et al, 1998]. This technique is known as deformation-based morphometry. It provides 

information about macroscopic morphometric differences through the multi-variate 

comparisons of the deformations fields that are required to spatially normalise brains. 

Macroscopic morphometry is not dependent on fine scale segmentation results. 

However, it would be possible to characterise morphometric diversity somewhere 

between a mesoscopic and macroscopic scale by calculating the deformation fields
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required to match specific regions of a segmented image to the corresponding regions 

in a template. For example it would be possible to look at the diversity of gyrification 

patterns of different brains by comparing the deformation fields required to spatially 

normalise ‘intelligently’ segmented grey matter sheets. As described above an 

intelligent segmentation method could be used to delineate subtle structures such as 

the sub-cortical structures. The alternating iterative process of segmentation and 

spatial normalisation would again result in a high resolution deformation field that 

maps the structures onto the template. Over a population these deformation fields 

could be compared to look at variability in the morphometry of specific structures and 

neuroanatomical correlates of neurological conditions.
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K-means clustering algorithm
z*----------------------------------------------------------------------------------------------------------------*/
M a i n ()

/* Read intensity values from an image into image object: Image */
I m a g e  = R e a d _ I m a g e

/* Define required number of clusters: C_Num */
C _ N u m  = D e f i n e _ C _ N u m

/* Define initial cluster averages: Initial_C_Average */
f o r  i = l : C _ N u m

I n i t i a l _ _ C _ A v e r a g e [ i ]  = D e f i n e _ I n i t i a l _ C _ A v e r a g e  
e n d _ f o r

K _ C l u s t e r (  I m a g e ,  C _ N u m ,  I n i t i a l _ C _ A v e r a g e )

E n d _ M a i n

/ *  * /

K _ C l u s t e r ( I m a g e ,  C _ N u m ,  I n i t i a l _ C _ A v e r a g e )

/* Allocate memory for the following objects */
C _ L a b e l s = A l l o c a t e _ M e m o r y ( s i z e o f ( I m a g e ) ) / *  cluster labels * /
D i s t a n c e = A l l o c a t e _ 2 D _ M e m o r y  ( s i z e o f  ( I m a g e )  , C _ N u m ,  ) / *  Distances * /
C _ A v e r a g e = A l l o c a t e _ M e m o r y ( C _ N u m )  / *  cluster averages * /
P _ A v e r a g e = A l l o c a t e _ M e m o r y ( C _ N u m )  / *  Previous cluster

averages */

/* Set the initial cluster averages */
f o r  i = l : C _ N u m

P _ A v e r a g e [ i ] = I n i t i a l _ C _ A v e r a g e [ i ]
C _ A v e r a g e [ i ] = I n i t i a l _ C _ A v e r a g e [ I ] 

e n d _ f o r

/* Set flag for stopping criterion */
S t o p  = 0

/* Begin iterations */
d o

/ *  Calculate distances from each image value to each cluster 
average */
C a l c u l a t e _ D i s t a n c e ( I m a g e ,  D i s t a n c e ,  C _ A v e r a g e ) ;

/* Assign cluster labels to minimise distance between pixel 
values and cluster averages * /
C a l c u l a t e _ C _ L a b e l s ( I m a g e ,  D i s t a n c e ,  C _ L a b e l s ) ;

/* Calculate new cluster averages * /
C a l c u l a t e _ C _ A v e r a g e ( I m a g e ,  C _ A v e r a g e ,  C _ L a b e l s )

/* Check if stopping criterion has been reached * /
C h e c k _ S t o p _ C r i t e r i o n ( S t o p ,  C _ A v e r a g e ,  P _ A v e r a g e )

w h i l e  ( S t o p  ! =  1 )

E n d _ K _ C l u s t e r

/ *  *
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C a l c u l a t e _ D i s t a n c e ( I m a g e ,  D i s t a n c e ,  C _ A v e r a g e )

/* Calculate distance function for each pixel location in Image */
f o r  i = l : s i z e o f ( I m a g e )  

f o r  j = l : C _ N u m
D i s t a n c e [ i ] [ j ] = S Q R ( I m a g e [ i ] ) - C _ A v e r a g e [ j ] )  

e n d _ f o r  
e n d _ f o r

E n d _ C a l c u l a t e _ D i s t a n c e

/ *  * /

C a l c u l a t e _ C _ L a b e l s ( I m a g e ,  D i s t a n c e ,  C _ L a b e l s )

f o r  i = l : s i z e o f ( I m a g e )

/* At each pixel location, find the cluster label that gives 
the minmum distance */

C _ L a b e l s [ i ] = 1 ;
m i n i m u m _ d i s t a n c e = D i s t a n c e [ i ] [ 1 ] ;

f o r  j = l : C _ N u m
i f  D i s t a n c e [ i ] [ j ] < m i n i m u m _ d i s t a n c e  

m i n i m u m _ d i s t a n c e = D i s t a n c e [ i ] [ j ] ;
C _ L a b e l s [ i ] = j ; 

e n d _ i  f  
e n d _ f o r

e n d _ f o r

E n d _ C a l c u l a t e _ C _ L a b e l s

/ *  * /

C a l c u l a t e _ C _ A v e r a g e ( I m a g e ,  C _ A v e r a g e ,  C _ L a b e l s )

/* Set C_Average to zero */
s e t _ t o _ z e r o ( C _ A v e r a g e )

/* Allocate memory and set to zero Sum_cluster */
S u m _ C l u s t e r = A l l o c a t  e _ M e m o r y ( C _ N u m ) 
s e t _ t o _ z e r o ( S u m _ C l u s t e r )

/* Sum together image values that have been assigned to the same 
clusters, keeping track of number of pixels in each cluster*/

f o r  i = l : s i z e o f ( I m a g e )
C _ A v e r a g e [ C _ L a b e l s [ i ] ] + = I m a g e [ i ] ;
S u m _ C l u s t e r [ C _ L a b e l s [ i ] ] + = 1 ;  

e n d _ f o r

/* Divide summed image values in each cluster by cluster sums * /
f o r  i = l : C _ N u m

C _ A v e r a g e [ i ] = C _ A v e r a g e [ i ] / S u m _ C l u s t e r [ i ]  
e n d _ f o r

E n d _ C a l c u l a t e _ C _ A v e r a g e

/ *  * /
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/ *  * /

C h e c k _ S t o p _ C r i t e r i o n ( S t o p ,  C _ A v e r a g e ,  P _ A v e r a g e )

/* Define flag same_sum to keep track of how many cluster
averages have not changed. Update previous cluster averages */

s a m e _ s u m = 0  ; 
f o r  i = l : C _ N u m

i f  a b s o l u t e _ v a l u e ( C _ A v e r a g e [ i ] - P _ A v e r a g e [ i ] ) <  0 . 0 0 0 5  
s a m e _ s u m + + ; 

e n d _ i  f
P _ A v e r a g e [ k ] [ 1 ] = C _ A v e r a g e [ k ] [ 1 ] ;  

e n d _ f o r

/* If all cluster averages have stopped changing, stopping 
criterion is reached */

i f  s a m e _ s u m = = C _ N u m  
S t o p = l  

e n d _ i  f

E n d _ C h e c k _ S t o p _ C r i t e r i o n  

/ *  * /
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FC-means clustering algorithm

z*----------------------------------------------------------------------------------------------------------------*/
M a i n ( )

/* Read intensity values from an image into image object: Image */
I m a g e  = R e a d _ I m a g e

/* Define required number of clusters: C_Num */
C _ N u m  = D e f i n e _ C _ N u m

/* Define initial cluster averages: Initial_C_Average */
f o r  i = l : C _ N u m

I n i t i a l _ C _ A v e r a g e [ i ]  = D e f i n e _ I n i t i a l _ C _ A v e r a g e  
e n d _ f o r

F _ C l u s t e r ( I m a g e ,  C _ N u m ,  I n i t i a l _ C _ A v e r a g e )

E n d _ M a i n

/ *  * /

F _ C l u s t e r ( I m a g e ,  C _ N u m ,  I n i t i a l _ C _ A v e r a g e )

/♦Allocate memory for the following objects */
F _ L a b e l s = A l l o c a t e _ 2 D _ M e m o r y ( s i z e o f ( I m a g e )  ) / *  fuzzy membership

labels */
D i s t a n c e = A l l o c a t e _ 2 D _ M e m o r y  ( s i z e o f  ( I m a g e )  , C _ N u m ,  ) / *  Distances */
F _ A v e r a g e = A l l o c a t e _ M e m o r y ( C _ N u m )  / *  cluster averages * /
P _ A v e r a g e = A l l o c a t e _ M e m o r y ( C _ N u m )  / *  Previous cluster

averages */
/* Set the initial cluster averages */
f o r  i = l : C _ N u m

P _ A v e r a g e [ i ] = I n i t i a l _ C _ A v e r a g e [ i ]
F _ A v e r a g e [ i ] = I n i t i a l _ C _ A v e r a g e [ I ]  

e n d _ f o r

/* Set flag for stopping criterion */
S t o p  = 0

/* Begin iterations */
d o

/ *  Calculate distances from each image value to each cluster 
average */
C a l c u l a t e _ D i s t a n c e ( I m a g e ,  D i s t a n c e ,  F _ A v e r a g e ) ;

/* Assign fuzzy membership labels to each pixel in each 
cluster */
C a l c u l a t e _ F _ L a b e l s ( I m a g e ,  D i s t a n c e ,  F _ L a b e l s ) ;

/* Calculate new cluster averages */
C a l c u l a t e _ F _ A v e r a g e ( I m a g e ,  F _ A v e r a g e ,  F _ L a b e l s )

/* Check if stopping criterion has been reached * /
C h e c k _ S t o p _ C r i t e r i o n ( S t o p ,  F _ A v e r a g e ,  P _ A v e r a g e )

w h i l e  ( S t o p  ! =  1 )

/* Apply some threshold to convert fuzzy membership values to hard 
values

T h r e s h o l d _ F _ L a b e l s ( F _ L a b e l s )

End __ K_ C l u s t e r

/ *  * /
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/ * -------------------------------------------------------------------------------------------

C a l c u l a t e _ D i s t a n c e ( I m a g e ,  D i s t a n c e ,  F _ A v e r a g e ) ;

/* This function was already defined for the K-means 
clustering */

/ * -----------------------------------------------------------------------------------------------------------------------------------

C a l c u l a t e _ F _ L a b e l s ( I m a g e ,  D i s t a n c e ,  F _ L a b e l s )

f o r  i = l : s i z e o f ( I m a g e )
/* First check if distance function is zero for any of the 

clusters */
Z e r o _ D i s = 0  
f o r  j = l : C _ N u m

i f  D i s t a n c e [ i ] [ j ] = = 0
Z e r o _ D i s = j ; /*Keep track of which cluster has

zero distance*/
e n d i f  

e n d  f o r

/* If none of the distances are zero then calculate the fuzzy 
membership value by summing together the square of the 
normalised distances between the pixel and each cluster */
i f  Z e r o _ D i s  = =  0 

f o r  j = l : C _ N u m
D i s t a n c e _ S u m = 0 ; 
f o r  k = l : C _ N u m

D i s t a n c e _ S u m + = S Q R ( D i s t a n c e [ i ] [ j ] / D i s t a n c e [ i ] [ k ]  
e n d _ f o r
F _ L a b e l s [ i ]  [ j ] = 1 . 0 / D i s t a n c e _ S u m  

e n d _ f o r
/* If the distance from one cluster is zero then set this 

fuzzy membership to one and the others to zero */
e l s e

f o r  j = l : C _ N u m
i f  j  = = Z e r o _ D i s

F _ L a b e l s [ i ] [ j ] = 1 . 0 ;
e l s e

F _ L a b e l s [ i ] [ j ] = 0 . 0 ;  
e n d i f  

e n d _ f o r  
e n d _ i  f

e n d _ f o r

E n d _ C a l c u l a t e _ F _ L a b e l s

/ *  * /

C a l c u l a t e _ F _ A v e r a g e ( I m a g e , F _ A v e r a g e ,  F _ L a b e l s )

/*New cluster averages are calculated by summing over a power 
of all membership values multiplied by pixel values and dividing 
by stun over a power of all membership values. The power is the 
fuzzification factor which in this case is 2 (i.e. SQR).*/
f o r  j  = 1 : C _ N u m  

F _ S u m l = 0 ;
F _ S u m 2  = 0 ;
f o r  i = l : s i z e o f ( I m a g e )

F _ S u m l + = S Q R ( F _ L a b e l s [ i ] [ j ] ) * I m a g e [ i ] ;
F _ S u m 2 + = S Q R ( F _ L a b e l s [ i ] [ j ] ) ;  

e n d _ f o r
F _ A v e r a g e [ j ] = F _ S u m l / F _ S u m 2  

e n d _ f o r

E n d _ C a l c u l a t e _ F _ A v e r a g e
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/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /

C h e c k _ S t o p _ C r i t e r i o n ( S t o p ,  F _ A v e r a g e ,  P _ A v e r a g e )

/* This function was previously defined for the K-means algorithm */
/ * ---------------------------------------------------------------------------------------------------------------- */

T h r e s h o l d _ F _ L a b e l s ( F _ L a b e l s )

/* Threshold fuzzy labels using maximum class criterion 
and write out cluster label to Image*/

f o r  i = l : s i z e o f ( I m a g e )

/♦Find the maximum over all F_Labels */
C l u s t e r = l
F _ M a x = F _ L a b e l s [ i ] [ C l u s t e r ] ; 
f o r  j = l : C _ N u m

i f  F _ L a b e l s [ i ] [ j ] > F _ M a x ) {
F _ M a x = F _ L a b e l s [ i ] [ j ]
C l u s t e r = j  

e n d _ i  f  
e n d _ f o r
I m a g e [ i ] = C l u s t e r ;  

e n d _ f o r

E n d _ T h r e s h o l d _ F _ L a b e l s  

/ *  * /
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MAP classification with Gibbs priors modelling local spatial 
interactions of pixels
z*-----------------------------------------------------------------------------------------------------------------*/
M a i n ()

/* Read intensity values from an image into image object: Image */
I m a g e  = R e a d _ I m a g e

/* Define required number of clusters: C_Num */
C _ N u m  = D e  f  i n e _ C _ N u m

/* Define initial cluster averages: Initial_C_Average and 
initial cluster variances: Initial_C_Variance*/

f o r  i = l : C _ N u m
I n i t i a l _ C _ A v e r a g e [ i ] = D e f i n e _ I n i t i a l _ C _ A v e r a g e  
I n i t i a l _ C _ V a r i a n c e [ i ]  = D e f i n e _ I n i t i a l _ C _ V a r i a n c e  

e n d _ f o r

G _ C l u s t e r ( I m a g e ,  C _ N u m ,  I n i t i a l _ C _ A v e r a g e , I n i t i t a l _ C _ V a r i a n c e )  

E n d _ M a i n

/ *  */

G _ C l u s t e r ( I m a g e ,  C _ N u m ,  I n i t i a l _ C _ A v e r a g e , I n i t i a l _ C _ V a r i a n c e )  

/♦Allocate memory for the following objects */
G _ L a b e l s = A l l o c a t e _ M e m o r y ( s i z e o f ( I m a g e ) ) / *  cluster labels */
D i s t a n c e = A l l o c a t e _ 2 D _ M e m o r y ( s i z e o f ( I m a g e ) , C _ N u m , ) / *  Distances * /  
C _ A v e  r  a g e = A l l o c a t  e _ M e m o  r y ( C _ N u m )
C _ V a r i a n c e = A l l o c a t e _ M e m o r y ( C _ N u m )
P _ A v e r a g e = A l l o c a t e _ M e m o r y ( C _ N u m )

/* Set the initial cluster averages */
f o r  i = l : C _ N u m

P _ A v e r a g e [ i ] = I n i t i a l _ C _ A v e r a g e [ i ]
G _ A v e r a g e [ i ] = I n i t i a l _ C _ A v e r a g e [ i ]
C _ V a r i a n c e [ I ] = I n i t i a l _ C _ V a r i a n c e [ i ]  

e n d _ f o r

/* Set flag for stopping criterion */
S t o p  = 0

/* Set flag for number of iterations */
l t e r s = 0

/* Begin iterations */
d o

/* Calculate distances from each image value to each cluster 
average (dividing by cluster variances). */
C a l c u l a t e _ D i s t a n c e ( I m a g e ,  D i s t a n c e ,  G _ A v e r a g e ,  C _ V a r i a n c e ) ;

/* Assign cluster labels to minimise distance between each 
pixel value and the cluster averages. */

/ *  NB pixels are allocated with respect to the 'current' 
classification. This means that the classification is affected 
by the direction in which the algorithm traces through the 
image. */
/* Calculate_G_Label_F - scans forwards through the image and 
Calculate_G_Label_B scans backward through the image assigning 
cluster labels to pixels. These two functions are executed 
alternately */

/* cluster averages */ 
/* cluster variances */ 
/* Previous cluster

averages * /
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/* The G_Labels are based on a distance function and a 
function of the cliques summed over the local pixel 
neighbourhood*/
i f  i s _ e v e n ( I t e r s )

C a l c u l a t e _ G _ L a b e l s _ F ( I m a g e ,  D i s t a n c e ,  G _ _ L a b e l s )  
e l s e

C a l c u l a t e _ G _ L a b e l s _ B ( I m a g e , D i s t a n c e ,  G _ L a b e l s )  
e n d _ i  f

/* Calculate new cluster averages */
C a l c u l a t e _ C _ A v e r a g e ( I m a g e , C _ A v e r a g e ,  G _ L a b e l s )

/* Calculate new cluster varaiances */
C a l c u l a t e _ C _ A v e r a g e ( I m a g e ,  C _ V a r i a n c e ,  C _ A v e r a g e ,  G _ L a b e l s )

/* Check if stopping criterion has been reached */
C h e c k _ S t o p _ C r i t e r i o n ( S t o p ,  C _ A v e r a g e ,  P _ A v e r a g e )

w h i l e  ( S t o p  ! =  1 )

E n d _ G _ C l u s t e r

/ *  */

C a l c u l a t e _ D i s t a n c e ( I m a g e ,  D i s t a n c e ,  G _ A v e r a g e ,  C _ V a r i a n c e ) ;

/* This function is a variation of the distance function already 
defined for the K-means clustering. It now divides the distance 
by the class variance */
/* Calculate distance function for each pixel location in Image */
f o r  i = l : s i z e o f ( I m a g e )  

f o r  j = l : C _ N u m
D i s t a n c e [ i ] [ j ] = S Q R ( I m a g e [ i ] ) - C _ A v e r a g e [ j ] ) / C _ V a r i a n c e [ j ] 

e n d _ f o r  
e n d _ f o r

E n d _ C a l c u l a t e _ D i s t a n c e

/ *  * j
C a l c u l a t e _ G _ L a b e l s _ F ( I m a g e ,  D i s t a n c e ,  G _ L a b e l s )

f o r  i = l : s i z e o f ( I m a g e )

/* At each pixel, determine the label that gives the minimum 
value for the distance function together with the influence 
from the local neighbourhood provided by Sum_Cliques3d */
M i n _ L a b e l = l ;
P o s = i
M i n _ D i s = D i s t a n c e [ i ] [ 1 ] -

S u m _ C l i q u e s 3 d ( G _ L a b e l s , P o s , 1 ) ;
f o r  j = 2 : C _ N u m

i f  ( N e w _ D i s =
D i s t a n c e [ i ] [ j ] - S u m _ C l i q u e s 3 d ( G _ L a b e l s , P o s , j )
< m i n _ d i s )

M i n _ L a b e l = j ;
M i n _ D i  s  = N e w _ L a b e 1 

e n d _ i  f  
e n d _ f o r
G _ L a b e l s [ i ] = M i n _ L a b e l  

e n d _ f o r

E n d _ C a l c u l a t e _ G _ L a b e l s _ F

/ *  *  /
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/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /
C a l c u l a t e _ G _ L a b e l s _ B ( I m a g e ,  D i s t a n c e ,  G _ L a b e l s )

/* This is the same as Calculate_G_Labels_F but with a backward scan 
through the image, i.e.

for i=sizeof(Image):- I s  1 */
/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /
S u m _ C l i q u e s 3 d ( G _ L a b e l s , P o s ,  C _ V a l )

/* Whenever the current pixel has the same label as a neighbour 
the value of C_Sum is increased by 1. The 3D neighbourhood is 
defined as the six neighbours sharing a face with the current 
pixel:
Pos+1, Pos-1, Pos+Image.width, Pos-Image.width, Pos+Image.area,
Pos-Image.area.
The totalled C_sum is multiplied by weighting factor GIBBS which 
Controls the influence that the local neighbourhood has on the 
classification */
C _ S u m = 0 . 0 ;

i f  G _ L a b e l s [ P o s + 1 ] = = C _ V a l  
C _ S u m + + ; 

e n d _ i  f
i f  G _ L a b e l s [ P o s - 1 ] = = C _ V a l  

C _ S u m + + ; 
e n d _ i  f
i f  G _ L a b e l s [ P o s + I m a g e . w i d t h ] = = C _ V a l  

C _ S u m + + ; 
e n d _ i  f
i f  G _ L a b e l s [ P o s - I m a g e . w i d t h ] = = C _ V a l  

C _ S u m + + ; 
e n d _ i  f
i f  G _ L a b e l s [ P o s + I m a g e . a r e a ] = = C _ V a l  

C _ S u m + + ; 
e n d _ i  f
i f  G _ L a b e l s [ P o s - I m a g e . a r e a ] = = C _ V a l  

C _ S u m + + ; 
e n d _ i  f
C _ S u m = C _ S u m * G I B B S

R e t u r n  C _ S u m

E n d _  S u m _ C l i q u e s 3 d

/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /

C a l c u l a t e _ C _ A v e r a g e ( I m a g e ,  C _ A v e r a g e ,  G _ L a b e l s )

/* This function was previously defined for the K-means algorithm */
/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /

C a l c u l a t e _ C _ V a r i a n c e ( I m a g e ,  C _ V a r i a n c e ,  C _ A v e r a g e ,  C _ L a b e l s )

/* Set C_Variance to zero */
s e t _ t o _ z e r o ( C _ V a r i a n c e )

/* Allocate memory and set to zero Sum_cluster */
S u m _ C l u s t e r = A l l o c a t e _ M e m o r y ( C _ N u m )  
s e t _ t o _ z e r o ( S u m _ C l u s t e r )

/* Sum together image values that have been assigned to the same 
clusters, keeping track of number of pixels in each cluster*/

f o r  i = l : s i z e o f ( I m a g e )
C _ V a r i a n c e [ C _ L a b e l s [ i ] ] + = S Q R ( I m a g e [ i ] - C _ A v e r a g e [ C _ L a b e l s [ i ] ] ) ;  
S u m _ C l u s t e r [ C _ L a b e l s [ i ] ] + = 1 ; 

e n d  f o r
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/ *  Divide summed image values in each cluster by cluster sums */
f o r  i = l : C _ N u m

C _ V a r i a n c e [ i ] = C _ V a r i a n c e [ i ] / S u m _ C l u s t e r [ i ]  
e n d _ f o r

E n d _ C a l c u l a t e _ C _ V a r i a n c e

/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /

/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /

C h e c k _ S t o p _ C r i t e r i o n ( S t o p ,  G _ A v e r a g e ,  P _ A v e r a g e )

/* This function was previously defined for the K-means algorithm */
/ * ---------------------------------------------------------------------------------------------------------------------------------------------------------------* /
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Appendix B

Tables of results from Chapter 5
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Appendix B

K M  + Sm oothing nGM nW M total

Templates 610088 358224 968312

No smoothing 508756 361437 870193

% error 16.6 0.9 1 0 .1

A .D .l

iters - 1 502155 368260 870415

% error 17.7 2 . 8 1 0 .1

ite rs-5 502298 371148 873446

% error 17.6 3.6 9.7

Gaussian

FWHM=1 503080 386019 889099

% error 17.5 7.8 8 .1

FW HM -2 507444 467220 974664

% error 16.8 30.4 0.7

Table 5.10 Results of KM algorithm performed on phantom image volume. The 
numbers of voxels assigned to each tissue class are given by nGM and nWM. The total 
numbers of voxels are also shown to compare the different methods. Results are shown 
after different types and scales of smoothing and for the digital templates.

FC M  + Sm oothing nGM nW M total

Templates 610088 358224 968312

No smoothing 501521 361437 862958

% error 17.8 0.9 10.9

A .D .l

II£ 501059 370869 871928

% error 17.9 3.5 9.9

iters=5 501166 372280 873446

% error 17.8 3.9 9.8

Gaussian

FWHM=1 501160 387939 889099

% error 17.8 8.3 8 . 2

FWHM=2 504033 472477 976510

% error 17.4 31.9 0 . 8

Table 5.11 Results of FCM algorithm performed on phantom image volume. The numbers of 
voxels assigned to each tissue class are given by nGM and nWM. The total numbers of voxels 
are also shown to compare the different methods. Results are shown after different types and 
scales of smoothing and for the digital templates.
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MAP + Smoothing nGM nW M total

Templates 610088 358224 968312

No smoothing a  = 2 509081 371344 880425

% error 16.6 3.7 9.5

A .D .l

Iters = 1 502465 371644 874109

% error 17.6 3.7 1 0 . 2

Iters = 5 503141 372598 875739

% error 17.5 4.0 1 0 . 0

No smoothing a  = 3 510302 369972 880274

% error 16.4 3.3 9.5

A.D.1

Iters -  1 502979 372393 875372

% error 17.6 4.0 1 0 .1

Iters = 5 503388 374730 878118

% error 17.5 4.6 9.8

No smoothing a  = 1 0 0 526075 426373 952448

% error 13.8 19.0 1.7

A .D .l

Iters = 1 518502 419558 938060

% error 15.0 17.1 3.2

Iters = 5 517917 418988 936905

% error 15.1 17.0 3.3

Table 5.12 Results of MAP algorithm performed on phantom image volume for the 
weighting parameter a=2, 3, and 100. The numbers of voxels assigned to each tissue 
class are given by nGM and nWM. The total numbers of voxels are also shown to 
compare the different methods. Results are shown after different types and scales of 
smoothing and for the digital templates.
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M ethod CSF GM WM P V
An VF 371945 902912 674777

%VF 19.1 46.3 34.6
FC M
iters

0 VF 371264 874099 706028
%VF 19.0 44.8 36.1

3 VF 370927 896705 685927
%VF 19.0 46.0 35.1

9 VF 361588 905851 684607
%VF 18.5 46.4 35.1

F .A n VP 192857 509444 442614 807553
100% %VP 9.9 26.1 22.7 41.4

FC M PV -95%
iters
0 VP 150051 391169 404723 1009668

%VP 7.7 2 0 . 0 20.7 51.6
3 VP 194275 501031 533243 727072

%VP 9.9 25.6 27.3 37.2
9 VP 206862 536205 541346 671201

%VP 1 0 . 6 27.4 27.7 34.3
F .A n VP 269767 694281 545384 441644
80% %VP 13.8 35.6 27.9 2 2 . 6

FC M PV -80%
iters
0 VP 279696 658247 605232 412125

%VP 14.3 33.7 31.0 2 1 . 0

3 VP 291993 733465 620940 309109
%VP 14.9 37.5 31.8 15.8

9 VP 305680 776226 608681 264507
%VP 15.6 39.7 31.1 13.5

Table 6.4 Numbers of voxels in (VF) and percentage volume of (%VF) each tissue class, 
CSF, GM and WM and the p.v. class PV  in the simulated MRI volume. The first 8 rows 
are FCM results, the next 8 rows are FCMPV results for 95% thresholding and the final 8 
rows are FCMPV results for 80% thresholding. For each method, the first 2 rows represent 
the results from the anatomical (An) fuzzy anatomical volume (F.An) and the following 
rows are results before and after smoothing at 3 and 9 iterations (iters).
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Difference CSF GM WM

FMDI %E (An) -2.9 -13.8 20.0

FMDII %E (An) 0.8 -5.8 7.7

FMDI %E (V3) 2.2 -8.7 11.9

FMDII %E (V3) 5.7 -1.0 -1.8

F.An

100%

%E+ -60.2 -1.1 -25.4

95%

0 %E+ -76.3 -2.2 -28.8

3 %E+ -50.0 3.9 -30.8

9 %E+ -50.0 4.0 -27.8

F.An

80%

%E+ -31.4 -1.3 -13.3

80%

0 %E+ -30.5 1.3 -15.0

3 %E+ -20.0 1.3 -13.1

9 %E+ -20.8 -0.1 -7.8

Table 6.5 Estimated misclassification differences due to the p.v.e in the simulated MRI. 
Differences are calculated between the %volumes resulting from the FMDI and FMDII 
models and the anatomical model (An) (%E -  first two rows), between the %volumes 
resulting from the FMDI and FMDII models and the three Gaussian model V3 (%E - 
second two rows), and from the classification results, (%E+). %E+ are shown for FCMPV- 
95% results and the FCMPV-80% results. For each method the first two rows show the % 
errors for the fuzzy anatomical images thresholded at 100% (F.An 100%) and at 80% 
(F.An 80%). The other rows show the % errors before and after smoothing at 3 and 9 
iterations.
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Subj. %V CSF CSF+GM GM GM+W M WM

s i V3 8.3 64.0 27.7

FMDI 1 .1 13.0 49.1 2 0 . 1 16.7

FMDII 1 .0 17.5 48.3 18.1 15.0

s2 V3 1 2 . 6 61.3 26.0

FMDI 0 .1 1 0 . 0 63.4 1 1 . 0 15.2

FMDII 0.4 23.2 45.5 17.5 13.4

s3 V3 1 2 . 6 62.4 25.0

FMDI 0.3 19.2 50.6 14.9 15.0

FMDII 0.4 17.2 53.4 16.3 1 2 .8

s4 V3 6 . 2 64.3 29.5

FMDI 0 . 2 12.4 51.3 14.0 2 2 .1

FMDII 0.4 1 1 .1 64.1 17.5 17.6

s5 V3 6 .1 46.9 46.9

FMDI 2.5 20.4 43.7 17.9 15.5

FMDII 3.5 16.7 49.9 11.7 18.2

Table 6.7 Percentage volumes of each tissue class generated from the p.d.f.s modelling 
the subject MRIs. For each subject, the first row results from the sum of three Gaussians 
(representing three pure tissue classes: CSF, GM and WM). The second row results from 
the sum of five Gaussians (representing three pure tissue classes CSF, GM and WM and 
two mixed tissue classes, CSF+GM and GM+WM).
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subj. nCSF nGM nW M nPV

s i

VF 12289 37854 24255

%VF 16.5 50.9 32.6

VP 7524 28424 19171 19279

%VP 1 0 .1 38.2 25.8 25.9

s2

VF 9599 39401 21288

%VF 13.7 56.1 30.3

VP 6286 26394 17868 19740

%VP 8.9 37.6 25.4 28.1

s3

VF 14067 41060 25110

%VF 17.5 51.2 31.3

VP 9907 32045 19721 18564

%VP 12.3 39.9 24.6 23.1

s4

VF 13801 46390 34944

%VF 14.5 48.8 36.7

VP 9029 30508 30342 25256

%VP 9.5 32.1 31.9 26.5

s5

VF 12354 37261 23388

%VF 16.9 51.0 32.0

VP 6558 25324 19792 21329

%VP 9.0 34.7 27.1 29.2

Table 6 .8  Number of voxels in (VF) and percentage volumes of (%VF) each tissue class, 
CSF, GM and WM, with and without the p.v. class, PV for the subject MRIs. For each 
subject, the first two rows show results from the FCM and the second two rows show 
results from the FCMPV. Results are shown for the five volumes of interest analysed.
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Subj. Error CSF GM WM

si

%Ej 8.4 -2.6 3.4

%EU -17.5 -3.3 13.2

%E+ -39.7 -0.5 -18.9

s2

%Ej 38.6 -15.5 25.3

%EU 4.8 -7.4 14.8

%E+ -67.5 7.9 -30.2

s3

%Ej -19.3 -5.7 18.9

%En 28.6 -12.4 16.2

%E+ -36.3 -0.5 -15.5

s4

%Ej 22.9 -0.8 -5.0

%En 4.0 -22.0 10.7

%E+ -56.9 7.1 -23.0

s5

%Ej -53.0 1.8 11.7

%En -94.3 -36.7 48.7

%E+ -39.6 3.3 -30.3

Table 6.9 Estimated misclassification differences due to the p.v.e in the subject MRIs. 
Differences are calculated in %volumes resulting from the FMD models (%E, - first 
rows=FMDI, %En - second row=FMDII, for each subject) and from the classification 
results (%E+)- %E+ are shown for FCMPV-80% results for the classification results after 
smoothing at 1 iteration.
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Tables of results from Chapter 7
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Appendix D

Structure
mean vol.

(cm3) SD
p  for 
R>L

NLTLV (subject) 107.72 3.99 <0.05

NRTLV (subject) 116.29 4.16

NLTLV (patient) 106.92 6.53 <0.05

NRTLV (patient) 115.73 5.70

NLTLV (all) 107.32 5.22 <0.05

NRTLV (all) 116.01 4.80

Table 7.3 Mean, normalised TLVs (cm3) and SDs for right (NRTLV), left (NLTLV), 
controls and patients. The statistical significance ip) of right TLVs being greater than left 
TLVs is shown in the final column.

FCM

S.
Mean vol.

(cm3) SD

CSF (L.) 13.82 2.36

GM (L.) 60.35 4.85

WM (L.) 36.46 2.39

CSF (R.) 17.03 1.74

GM (R.) 63.73 3.36

WM (R.) 39.39 3.73
P.

CSF (L.) 14.76 3.61

GM (L.) 59.46 6.27

WM (L.) 34.43 2.63

CSF (R.) 19.23 3.58

GM (R.) 61.48 3.14

WM (R.) 37.14 3.02

Table 7.4 Mean, normalised volumes and SDs of CSF, GM and WM in right and left 
temporal lobes resulting from the FCM clustering algorithm. Tissue class volumes are 
averaged over the control subjects (S) and the patients (P).
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