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Abstract

Machine-learned components, particularly those trained using deep learning meth-

ods, are becoming integral parts of modern intelligent systems, with applications

including computer vision, speech processing, natural language processing and hu-

man activity recognition. As these machine learning (ML) systems scale to real-

world settings, they will encounter scenarios where the distribution of the data in

the real-world (i.e., the target domain) is different from the data on which they were

trained (i.e., the source domain). This phenomenon, known as domain shift, can

signi�cantly degrade the performance of ML systems in new deployment scenarios.

In this thesis, we study the impact of domain shift caused by variations in system

hardware, software and user preferences on the performance of ML systems. After

quantifying the performance degradation of ML models in target domains due to the

various types of domain shift, we propose unsupervised domain adaptation (uDA)

algorithms that leverageunlabeled datacollected in the target domain to improve

the performance of the ML model. At its core, this thesis argues for the need to

develop uDA solutions while adhering to practical scenarios in which ML systems

will scale. More speci�cally, we consider four scenarios: (i)opaque ML systems,

wherein parameters of the source prediction model are not made accessible in the

target domain, (ii)transparent ML systems, wherein source model parameters are

accessible and can be modi�ed in the target domain, (iii) ML systems where source

and target domains do not have identical label spaces, and (iv)distributed ML sys-

tems, wherein the source and target domains are geographically distributed, their

datasets are private and cannot be exchanged using adaptation. We study the unique

challenges and constraints of each scenario and propose novel uDA algorithms that

outperform state-of-the-art baselines.
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In recent years, we have witnessed the exciting capabilities and opportunities that

arti�cial intelligence (AI) can bring for end-users. For example, the Seeing AI app

from Microsoft assists users with visual impairments in identifying people, text,

or objects near them; the AI-based biometrics platform by Element Inc. aims to

provide a digital identity to infants and children in the Global South. While such

technologies are undoubtedly promising, it is important to ensure that they work-

universally-for users around the world and not just be limited to a subset of the

population in a speci�c part of the world, otherwise we risk creating a world of AI

haves and have-nots, i.e., people who will gain advanced capabilities in their lives

with AI and others who will not.

One of the hurdles in ful�lling this vision is the reliance of today's state-of-the-art

AI algorithms, such as those based on deep learning methods, on large-scale la-

beled datasets. Moreover, a fundamental assumption behind these solutions is that

the distribution (or characteristic) of the data will remain the same between training

and deployment stages. Naturally, as AI technologies become more widespread,

such divergences between training and test data are more likely to occur. For exam-

ple, users in different parts of the world will have diversity in the devices they use

(ranging from low-end phones to very expensive smartphones), their environment

conditions (e.g., ambient noise levels, natural lighting), and their technology usage

patterns—all of which are likely to introduce unique variability in the user data,

thus making it different from the original training data.

This thesis contributes to addressing these challenges by proposing algorithms to

adaptML systems to new deployment settings, only using unlabeled data collected

therein. In doing so, we place a special emphasis on ensuring that our proposed

algorithms are grounded in the realistic scenarios in which ML systems will be

deployed. As an example, ML systems often encounter private and sensitive user

data (e.g., biometrics, health records) during deployment which cannot be shared
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with other parties; hence, one of our proposed adaptation algorithms is designed to

work without requiring access to raw data during deployment.

During this research, we collected two large-scale multi-microphone speech

datasets which have been made publicly available to the academic community

to facilitate research and development of robust speech systems. Finally, the al-

gorithms developed in this thesis are being deployed in the industry to adapt AI

systems operating on mobile and embedded devices to new deployment settings.
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Chapter 1

Introduction

The only way that we can live, is if we grow. The only

way that we can grow is if we change. The only way

that we can change is if we learn. The only way we

can learn is if we are exposed. And the only way that

we can become exposed is if we throw ourselves out

into the open. Do it. Throw yourself.

C. JoyBell C.

The �eld of machine learning has witnessed signi�cant breakthroughs in the last

decade driven by the availability of large-scale data, advancements in computa-

tional models that process this data to generate meaningful inferences, and the mas-

sive increase in computational power available to train these models. As a result,

machine-learned components are increasingly being incorporated in the design of

intelligent systems in various domains such as medical imaging [3] autonomous

cars [4], conversational agents [5], smart buildings [6] and even smartphones and

wearable devices [7, 8, 9]. As an example, consider the Automatic Brightness sub-

system in the latest Android smartphones. Until recently, this sub-system used a

rule-based classi�er to adjust the screen brightness based on the ambient illumi-

nance captured from the light sensor on the phone. However, system designers

realized that this one-size-�ts-all approach does not work for all users, and replaced

the rule-based classi�er with one trained using machine learning techniques that can

adjust the screen brightness by learning a user's unique preferences [10]. On similar

lines, Mehrotra et al. [9] have proposed intelligent noti�cation systems for smart-

phones, which leverage machine learning techniques to learn a user's noti�cation

receptivity behavior and personalize the delivery of noti�cations.

As machine learning systems become pervasive, they will be deployed in diverse

real-world scenarios, many of which the system designer might not have even con-

sidered at the time of training. For example, speech-based conversational systems
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will have to interact with users with different accents; object recognition systems

might be deployed in lighting conditions drastically different from the ones in which

they were trained. In such diverse scenarios, the data collected during deployment

(i.e., test data) would look quite different from the data on which the model was

trained (i.e., training data), which in turn could degrade the performance of the

machine learning system [11]. A good example of this practical challenge is the re-

cently released ObjectNet dataset [12], which contains images of objects captured

with different backgrounds, rotations, and viewing angles. When state-of-the-art

object detection models trained on the widely used ImageNet [13] dataset were

tested on ObjectNet, they suffered a dramatic drop of 40-45% in both top-1 and

top-5 class recognition accuracy.

Hence, in order for machine learning systems to scale in the real-world successfully,

it is essential that they are capable of evolving to new scenarios with minimal human

supervision. Towards this goal, this thesis proposes a number of algorithms and

system components for adapting machine learning systems to new domains, just

using unlabeled data collected in them.

In the next section, we contextualize the contributions of this thesis in the big picture

of scalability challenges for machine learning systems.

1.1 Challenges in Scaling Machine Learning Systems

The problem of designing scalable machine learning (ML) systems is multi-faceted.

This section discusses some prominent challenges in scaling ML systems and high-

lights how the work in this thesis �ts into the research landscape.

1.1.1 Overview

ML models are often trained on large-scale datasets to achieve state-of-the-art pre-

diction performance. Hence, it is important to designscalable and ef�cient training

pipelinesto accelerate the training process. In this direction, substantial research has

been done on developing hardware accelerators [14], distributing the training across

multiple machines [15, 16, 17, 18, 19, 20], and even on novel data pipelines [21].

In many scenarios, training data is distributed geographically across multiple nodes

and cannot be aggregated on a central server due to privacy constraints;federated

learning [22, 23, 24] algorithms tackle this challenge by a combination of local

training of ML models on the individual nodes and aggregating the parameter up-

dates on a central server.
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Once a model is trained, it has to be made available to downstream system compo-

nents or end-user applications. ML models are often hosted on cloud infrastructure

such as Amazon Elastic Compute Cloud or Google Cloud Platform, and offered as

a service to user applications. In this case, it becomes important to designscalable

serving solutionsthat can ful�ll thousands of concurrent inference requests from

the users. Model serving frameworks such as TensorFlow Serving [25], Torch-

Serve [26], and ML�ow [27] are some of the promising examples in this space.

Further, for ML systems that are deployed on the edge, it is crucial that they can

scale to a wide variety of devices with different resource constraints on memory

and computation capabilities; in this direction, there have been promising efforts in

the area of embedded deep learning in the last few years [28, 29, 30, 31].

Prior research has also highlighted the signi�cant challenges inengineering large-

scale ML systems[32, 33] including the management of model con�gurations and

hyperparameters, keeping the data processing and feature extraction pipelines clean,

dealing with hidden feedback loops and mitigating unexpected dependencies be-

tween different system components.

Finally, the issue ofdata heterogeneityin real-world scenarios is a major challenge

to the scalability of ML systems. ML models trained using supervised learning

techniques assume that at inference time, test data will be drawn from the same

distribution as the training data. However, in practical settings, a number of factors

could cause the test data distribution to diverge from the training distribution, which

in turn could lead to signi�cant performance degradation of ML models.

Dealing with heterogeneity or drift in the data between training and test stages re-

quires a two-step solution. Firstly, we need to identify that data drift is indeed

happening in the ML system. In this direction, there have been numerous interest-

ing works that have highlighted the need for continuous monitoring of ML systems

in deployment [34, 33, 35] both at the level of input data and model predictions.

From an algorithm viewpoint, Rabanser et al. [36] proposed various techniques to

detect dataset drift through a combination of dimensionality reduction and a two-

sample-testing approach. There is also literature on anomaly detection [37] using

techniques such as one-class Support Vector Machine [38] and random cut for-

est [39] that can be used to identify anomalous data samples during deployment

stages. Other strategies proposed for detecting out-of-distribution (OOD) sam-

ples include applying a threshold on the softmax probabilities of the pre-trained

model [40], pre-processing the training data with adversarial perturbations [41], or

explicitly exposing the model to an outlier dataset [42] during training.
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Figure 1.1: Generic pipeline for sensor data processing and inference.

Once a drift in the data is detected, the second step is to �x it to ensure that it does

not degrade an ML system's performance during deployment. The work in this

thesis aims to address this particular challenge in scaling ML systems. We con-

sider different scenarios of deployment of ML systems, such asopaque ML systems

(wherein the model parameters are not accessible and cannot be modi�ed during de-

ployment),transparent ML systems(wherein the model parameters can be modi�ed

during deployment), anddistributed ML systems. Further, our investigations focus

on scaling ML systems that operate on sensor data collected from microphones and

inertial sensors, and encounter sensor-induced heterogeneities in the data.

1.1.2 Sensing Heterogeneities

We now give a brief overview of the causes of heterogeneities in sensor data and

how this thesis aims to address them. Later in Chapter 2, we elaborate on these

heterogeneities in the context of ML systems studied in this thesis.

There are a plethora of factors that can cause heterogeneity in sensor data in the

real-world. Figure 1.1 shows a generic pipeline for collecting and processing sen-

sor data. As we can see, before the sensor data reaches the inference model, it

undergoes processing by a number of components, each of which could potentially

lead to heterogeneity in the data. A physical analog signalx �rst encounters var-

ious environmental factors that can be a source of heterogeneity in the data. For

example, perturbations in audio and image data can be respectively introduced by

acoustic noise or lighting conditions in the environment. The perturbed signal de-

noted ase(x) is then processed by the sensor hardware which converts it into a

digital outputh� e(x). Thereafter, it is processed by domain-speci�c sampling and

signal processing algorithms to obtains� h � e(x), before being passed to the ML

inference model.

Prior research has demonstrated that each of the above components in the sensing

pipeline can induce variability in the sensor data. For example, [43] highlighted that

imperfections introduced in the analog circuitry of accelerometer sensors during the
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manufacturing process could cause variations in their digital output. Interestingly,

they found that these hardware-induced variations in accelerometer data are compu-

tationally so signi�cant that they can be leveraged to �ngerprint a smart device and

identify it with over 99% accuracy in a pool of 100 devices. On similar lines, in a

study across 52 smartphones, [44] showed that microphone sensors of these devices

could introduce variability in the audio data, which are also re�ected in the Mel-

Frequency Cepstral Coef�cient (MFCC) features and could be used to �ngerprint

the smartphone with an accuracy of 97%.

Moreover, the software stack on sensor devices can also be the source of heterogene-

ity in the data. For example, Stisen et al. [45] highlighted that run-time factors on

smartphones, such as instantaneous I/O load or delays in timestamp attachment to

sensor measurements by the operating system could lead to unstable sampling rates

for accelerometer and gyroscope sensors. Similarly, manufacturers of multi-channel

microphone arrays [46, 47] employ different (and often proprietary) noise reduction

and beamforming algorithms to enhance the signal quality before it is passed onto

the user applications. Prior research [48, 49] has shown that these algorithms are

also sensitive to microphone parameters, such as gain mismatches between individ-

ual microphones and could add unintended biases in the audio data that is passed to

the user applications. For example, through experiments on multi-channel speech

recordings, [49] found that acoustic beamforming algorithms may even cause the

performance of speech recognition models to degrade if channel parameters across

microphones differ. Besides the hardware and software causes, variability in sensor

data can also come from differences in sensing environments, user demographics,

and user preferences regarding how they interact with the system.

As we describe in the next chapter, there have been research initiatives to indi-

vidually address each of these sources of variability in sensor data, for example,

by developing sensor calibration solutions [50, 51] or adaptive beamforming algo-

rithms [49]. While such efforts are important, we argue that instead of developing

such component-level solutions to counter individual sources of heterogeneity in

sensor data, we can address thecomposite effect of these heterogeneitiesdirectly

inside the training and inference pipelines of machine learning models. This view-

point is essential because ML components are often treated as end-consumers of

sensor data in real-world systems. They may not have low-level access to system

components such as the sensor hardware or the signal processing algorithms used

by the system designer. As such, it will be infeasible to apply any component-level

solutions designed to address the individual sources of variability in the data.
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1.1.3 Sensing Heterogeneities as Domain Shift

The combined effect of different types of sensing heterogeneities can be interpreted

as a form ofdomain shiftin the sensor data. As de�ned by Storkey [52, 11], domain

shift is characterized by a change in the measurement system of data. Assuming that

there is an underlying unchanging latent representation space in which the sensor

samplex lies, we would ideally like to learn a relationship betweenx and an output

classy. However as shown in Figure 1.1, in practical ML systems instead ofx we

only observex0= f (x) = s� h� e(x), wheref is a composite function that represents

the accumulated effect of hardware, software and environment-related factors on

sensor data.

More importantly, variations in the hardware, software pipelines, or the operating

environment in real-world systems could cause the sensor datax0received by an ML

model to change between training and deployment stages, even if the underlying

physical phenomenonx is the same. This would, in effect, cause the distributions

of training and deployment data to differ from each other, thereby invalidating a

fundamental assumption of supervised learning algorithms that are used to train

sensor-based ML models.

Towards the goal of scaling ML systems in the presence of sensing heterogeneities,

we propose algorithms and system components built on the principle of domain

adaptation that minimize the effect of domain shift in ML systems. More speci�-

cally, as collecting labeled data during deployment could be expensive or infeasible,

we focus on unsupervised domain adaptation solutions that can adapt ML systems

to new deployment scenarios only using unlabeled data from them.

1.2 Research Questions and Contributions

We now formulate four research questions that we seek to answer in this thesis.

Each research question is accompanied by a conceptual diagram that summarizes

our contribution. In the rest of the thesis, we use the termsource domainto refer

to the training stage of an ML model, andtarget domainto refer to its deployment

stage.

RQ1. What is the effect of sensing heterogeneities on the performance of state-of-

the-art deep learning models operating on speech and inertial sensing data?

In Chapter 3 (and also published in [53, 54, 55, 56]), we quantify the effect of

two types of domain shift on sensor-based ML models. Firstly, to facilitate the
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Figure 1.2: In Chapter 3, we quantify the effect of various domain shifts on sensor
inference models. The parts with grey and white backgrounds represent
the target and source domains respectively.XS andXT represent source
and target datasets.

study of microphone-induced domain shift in deep learning-based speech models,

we introduce a data collection methodology to collect large-scale speech datasets

simultaneously from multiple microphones. Based on the proposed methodology,

we collect two new speech datasets that contain domain shifts induced by hard-

ware, software, and environmental factors. We then evaluate the combined effect of

these domain shifts on the performance of Spoken Keyword Detection (SKD) and

Automatic Speech Recognition (ASR) models. Secondly, in the context of human

activity recognition (HAR) models, we study the domain shift in inertial sensor data

caused by variations in sensor hardware, software, and user preferences. Our results

demonstrate that domain shift induced by the above heterogeneities poses a major

challenge to the scalability of speech and HAR models in real-world scenarios.

RQ2.What types of algorithms can be developed to counter domain shift in sensor

inference systems while adhering to practical system realities?

Having quanti�ed the impact of domain shift on various sensor inference models,

we propose two solutions to counter them based on the principles ofunsupervised

domain adaptation (uDA). Grounded in practical realities of ML systems, the so-

lutions are as follows:

Solution 1. In Chapter 4 (and also published in [54]), we consider speech-based

opaque ML systemswhere the parameters of the prediction model trained in the

source domain are not accessible during the adaptation process. We propose an

adaptation solution that operates on input data instances and learns a translation

function between data from the source and target domains, using the principles of

Cyclic Generative Adversarial Networks (CycleGANs). Once learned, this transla-

tion function could be applied as a pre-processing component in the speech infer-

ence pipeline to translate data samples from the target domain to the source domain,
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(a) In Chapter 4, we propose an instance adaptation so-
lution for opaque ML systems.

(b) In Chapter 5, we propose a model adaptation solu-
tion for transparent ML systems.

Figure 1.3: uDA Solutions are proposed in Chapters 4 and 5 to counter domain
shift in speech and inertial data.

thereby reducing the domain shift and enhancing the speech inference model's ac-

curacy in the target domain.

Solution 2.In Chapter 5 (and also published in [56]), we consider the case oftrans-

parent ML systemswherein model parameters are accessible and can be modi�ed

during the adaptation process. In the context of sensor-placement induced domain

shifts in human activity recognition (HAR) systems, we propose an adversarial fea-

ture alignment algorithm that takes as input a neural network model trained on a

labeled source domain, and adapts its parameters for use in a new unlabeled target

domain. We show that this technique can outperform a number of baseline adapta-

tion methods and improve the accuracy of HAR systems when they are deployed in

new target domains.

RQ3.How do we extend unsupervised domain adaptation algorithms to ML systems

where the source and target domains do not share a common label space?

Through the research conducted in Chapter 5, we uncovered a number of assump-

tions related to the source and target distributions that can impact the performance

of uDA algorithms. In Chapter 6 (and also published in [57]), we focus on relaxing
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Figure 1.4: In Chapter 6, we extend uDA to scenarios of mismatched source and
target label spaces.Cshared;CS andCT denote the shared and private
label spaces in the source and target domains.

one key assumption made in uDA methods that the label spaces of source and target

domains must be identical. This assumption could be easily violated in real-world

scenarios due to the presence of outlier or private classes in either the source or

the target domain. We �rst quantify the adverse effect of such private classes on

the adaptation of speech classi�ers, and then propose an end-to-end unsupervised

adaptation solution to mitigate this problem.

RQ4. What are the challenges in deploying uDA algorithms in distributed ML sys-

tems with multiple target domains?

Our investigations on uDA algorithms in the previous chapters also uncovered that

these algorithms are not designed to work in distributed ML systems, where source

and target domains are geographically separated, and exchanging data between

them could be expensive or may have privacy implications. Hence, in Chapter 7

and [58], we carefully study the bottlenecks of uDA algorithms related to privacy

and convergence time in distributed settings, and present a distributed adaptation

solution to address them.

Moreover, we show that as ML systems scale to multiple target domains, it becomes

important to allow target domains to �exibly choose their adaptation collaborators

(i.e., the source domain with which uDA is performed). In this direction, we present

an Optimal Collaborator Selection algorithm, which could be used to �nd a col-

laborator for each target domain from a set of available candidates. Finally, we

propose an end-to-end framework calledFramework for Realistic uDA (FRUDA)

that combines the collaborator selection algorithm and the distributed uDA training

approach. We demonstrate how FRUDA can help scale various domain adaptation

algorithms to distributed settings.
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Figure 1.5: In Chapter 7, we extend uDA to distributed ML settings with multiple
target domains.

1.3 Thesis Structure

The thesis is organised as follows. Chapter 2 provides background on various types

of sensory inference tasks studied in this dissertation, along with a detailed discus-

sion on unsupervised domain adaptation algorithms proposed in the literature. In

Chapter 3, we study RQ1 and quantify the effect of various domain shifts in speech

and inertial recognition models. Chapter 4 and Chapter 5 contribute to answering

RQ2 by proposing instance-based and model-based domain adaptation approaches

for opaque and transparent ML models respectively. Chapter 6 is devoted to answer

RQ3 and offers solutions for the problem of label space mismatch which can cause

accuracy degradation in domain adaptation. Chapter 7 then studies RQ4 and ex-

tends the previous adaptation algorithms to distributed settings. Finally, Chapter 8

concludes this thesis, outlines its limitations and highlights avenues for future work.

1.4 Research Outcomes

In this subsection, we list the publications and dataset artefacts that support the text

in this thesis.

1.4.1 Peer-Reviewed Publications

Below are the peer-reviewed publications that came out of the work done in this

thesis.

Conference and Journal Papers(* denotes equal contribution)

• Mathur A. , Berthouze N., Lane N.D.Unsupervised Domain Adaptation Under Label Space Mis-
match for Speech Classi�cation. Proceedings of Interspeech 2020.
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• Mathur A. , Kawsar F., Berthouze N., Lane N.D.LIBRI-ADAPT: A new speech dataset for un-
supervised domain adaptation. Proceedings of the IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), 2020.

• Chang Y*.,Mathur A. *, Isopoussu A., Song J., Kawsar F.A Systematic Study of Unsupervised
Domain Adaptation for Robust Human-Activity Recognition. Proceedings of the ACM on Interac-
tive, Mobile,Wearable and Ubiquitous Technologies (IMWUT), 2020.

• Mathur A. , Isopoussu A., Kawsar F., Berthouze N., Lane N.D.FlexAdapt: Flexible Cycle-
Consistent Adversarial Domain Adaptation. Proceedings of the 18th IEEE International Con-
ference On Machine Learning And Applications (ICMLA), 2019

• Mathur A. , Isopoussu A., Kawsar F., Berthouze N., Lane N.D.Mic2Mic: Using Cycle-Consistent
Generative Adversarial Networks to Overcome Microphone Variability in Speech Systems. Pro-
ceedings of the 18th ACM International Conference on Information Processing in Sensor Net-
works (IPSN), 2019.

• Mathur A. , Gan S., Isopoussu A., Kawsar F., Berthouze N., Lane N.D.Scaling Unsupervised
Domain Adaptation through Optimal Collaborator Selection and Lazy Discriminator Synchro-
nization. arXiv preprint.

Workshop Papers

• Gan S.*, Mathur A. *, Isopoussu A., Berthouze N., Lane N.D., Kawsar F.Distributed Asyn-
chronous Domain Adaptation: Towards Making Domain Adaptation More Practical in Real-
World Systems. Workshop on Systems for ML at Thirty-third Annual Conference on Neural
Information Processing Systems (NeurIPS), 2019.

• Mathur A. , Isopoussu A., Kawsar F., Smith R., Lane N.D. and Berthouze N.On Robustness
of Cloud Speech APIs: An Early Characterization. Proceedings of the ACM International Joint
Conference on Pervasive and Ubiquitous Computing and Wearable Computers (UbiComp), 2018.

• Mathur A. , Isopoussu A., Berthouze N., Lane N.D., Kawsar F.Unsupervised Domain Adaptation
for Robust Sensory Systems. Proceedings of the ACM International Joint Conference on Pervasive
and Ubiquitous Computing and Wearable Computers (UbiComp), 2019.

Book Chapter

• Mathur A. , Isopoussu A., Kawsar F., Smith R., Lane N.D. and Berthouze N.Towards the Design
and Evaluation of Robust Audio-Sensing Systems. Book chapter in Human Activity Sensing,
Springer 2019.

In addition to these works, I was also involved in the following publications that are

not part of this thesis.

• Mathur A. , Zhang, T., Bhattacharya, S., Veli�cković, P., Joffe, L., Lane, N. D., Kawsar F, Lió, P.
A Deep Data Augmentation Training Method to Address Software and Hardware Heterogeneities
in Wearable and Smartphone Sensing Devices. Proceedings of the 17th ACM International Con-
ference on Information Processing in Sensor Networks (IPSN), 2018.
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• Beutel, D.J., Topal, T.,Mathur A. , Qiu, X., Parcollet, T. and Lane, N.D.Flower: A Friendly
Federated Learning Research Framework.arXiv preprint arXiv:2007.14390.

• Gong T, Ramos AG, Bhattacharya S,Mathur A. , Kawsar F.AudiDoS: Real-Time Denial-of-
Service Adversarial Attacks on Deep Audio Models. Proceedings of the 18th IEEE International
Conference On Machine Learning And Applications (ICMLA), 2019

• Min, C., Montanari, A.,Mathur A. , Kawsar, F.A closer look at quality-aware runtime assessment
of sensing models in multi-device environments.Proceedings of the 17th ACM Conference on
Embedded Networked Sensor Systems (SenSys), 2019.

1.4.2 Datasets

We created a large-scale ASR dataset named Libri-Adapt containing examples of a

number of real-world heterogeneities in speech data. This dataset paper has been

published at IEEE ICASSP [53] and the dataset has been released to the academic

community.

1.4.3 Recognition

My research contributions were recognized by the academic community in the fol-

lowing ways:

• I was selected as a member of theACM Future of Computing Academy (FCA)in

2019. ACM FCA is a group of 36 young computing professionals selected from

across the globe to address the emerging challenges in the �eld of computing.

• I was a �nalist for the Gaetano Boriello Outstanding Student Award at ACM

Ubicomp 2019. This award recognizes students making outstanding contribution

in the �eld of Ubiquitous and Pervasive Computing.



Chapter 2

Background
In this chapter, we �rst provide background on sensor-based ML systems operat-

ing on inertial and speech data (§2.1). Next, in §2.2, we highlight the scalability

challenges for these systems by reviewing the literature on sensor and user-induced

heterogeneities in the data. The main objective of this review is to understand the

existing approaches used to tackle sensing heterogeneities, and to identify gaps in

the literature to inform the research questions of this thesis. In §2.3, we discuss

that the composite effect of sensing heterogeneities could be interpreted as domain

shift. §2.4 then presents a general review of unsupervised domain adaptation (uDA)

literature, and explains how uDA techniques have been used to address sensing het-

erogeneities in speech and inertial sensing models.

Finally, §2.5 summarizes the key �ndings from the chapter and explain how they

lead to our research questions. Later while presenting our technical contributions

in Chapters 4-7, we also provide a more focused literature review related to the

contents of each chapter.

2.1 Computational Models for Sensor Data

In this thesis, the scalability challenges to machine learning (ML) systems are pri-

marily studied in the context of human sensing systems. Human sensing systems

collect sensor data from personal devices owned by an end-user (e.g., a smartphone)

or from devices in the user's environment (e.g., an Amazon Echo) and process them

using ML models to infer user behavior and context. In particular, we focus on

human sensing systems operating on speech and inertial sensor data.

As such, we �rst provide an overview of commonly used training and inference

pipelines for speech and inertial sensing systems.1

1To show the broader applicability of some of the algorithms and systems developed in this
dissertation, we also evaluate them with computer vision datasets in Chapter 7. Details about those
vision datasets and visual recognition tasks are provided in Chapter 7.
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Figure 2.1: Pre-processing and feature extraction pipeline to obtain Mel Frequency
Cepstral Coef�cients (MFCCs) from raw speech data.

2.1.1 Audio and Speech Recognition

Speech has become a prominent modality to interact with our personal smart de-

vices (e.g., smartphones) and near-body devices (e.g., Amazon Echo). In addition

to the conventional use cases of speech processing such as automatic speech recog-

nition (ASR), newer use-cases of audio and speech processing have emerged, such

as inferring eating activities [59, 60], ambient conditions [61, 62], subjective user

states [63], and productivity [64, 65]. Moreover, to facilitate speech-based interac-

tion with personal digital assistants such as Siri, Alexa, or with voice assistants in

smart cars, a signi�cant emphasis has been placed on the task of Spoken Keyword

Classi�cation [66, 28] in recent years.

Feature Extraction. The �eld of speech processing has taken giant leaps in the last

decade, primarily due to the availability of large labeled datasets and breakthroughs

in deep learning techniques. The �rst step in deep learning-based speech modeling

pipelines is to extract compact yet effective features to represent the speech data.

One of the most widely used features for speech modeling are the Mel Frequency

Cepstral Coef�cients (MFCCs) [67], which are designed to take into account the

unique aspects of human auditory processing and perception.

Figure 2.1 illustrates a common feature extraction pipeline for speech data. First,

a pre-emphasis �lter is applied on the raw time-domain speech signal to boost the

amount of energy in high frequencies. Next, the speech waveform is assumed as

quasi-stationary and is split into overlapping segments (or frames) of short time du-

ration such as 25ms. After splitting the signal into frames, a windowing function

such as the Hamming window is applied to each frame to reduce spectral leakage

in Fast Fourier Transform (FFT) [68]. Thereafter, the frames are processed using

Short-Time Fourier-Transform (STFT) to obtain a frequency-domain power spec-

trum. This power spectrum is evenly distributed in the frequency domain, however
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human ear perceives sound in a non-linear fashion, by being more discriminative

at lower frequencies and less discriminative at higher frequencies. To mimic this

property of human ear, triangular �lters on the Mel scale are applied to the power

spectrum to obtain �lter bank features. Filter bank features are also referred to

as Mel-spectrograms. Finally, Discrete Cosine Transform (DCT) is applied to de-

correlate the log �lter bank features and yield a compressed representation of the

�lter banks in the form of cepstral coef�cients, also known as MFCCs. The MFCC

coef�cients from all the frames are then stacked and often mean-normalized to form

a two-dimensional (2D) representation of the speech signal.

Training and Inference Pipelines.Different deep neural network architectures are

used to process the 2D MFCC feature representation depending on the modeling

task at hand. For speech classi�cation tasks such as Spoken Keyword Classi�cation

and Emotion Recognition where the goal is to assign a class or a label (e.g., Happy,

Sad) to a given speech segment, convolutional neural networks are widely employed

to learn local features in the data. As an example, Badshah et al. [69] proposed an

architecture with three 2D convolution layers followed by three fully-connected lay-

ers to learn emotions in human speech. Other works [70] have leveraged temporal

convolutional layers for local feature learning and also explored the use of a Long-

Short Term Memory (LSTM) layer to learn [71] long-term dependencies from the

learned local features. The training of these neural network models is done by opti-

mizing a categorical cross-entropy loss between the model outputs and ground truth

labels. At inference time, the test speech signal is again processed to extract MFCC

features, which are then fed to the trained neural network to compute task-speci�c

inferences. The performance of the model is determined by computing metrics such

as accuracy, precision, recall or theF1 score on a test set.

On the other hand, state-of-the-art Automatic Speech Recognition (ASR) models

directly operate on top of the mel-spectrograms extracted from the speech data, and

employ a series of convolution layers and bi-directional LSTM layers to extract lo-

cal and global features, which are followed by 1-2 fully connected layers. These

models are trained by optimizing the Connectionist Temporal Classi�cation (CTC)

loss [72]. At inference time, mel-spectrograms of speech are fed into the neural

network, which outputs a probability distribution over characters in the vocabulary

at each time step. Thereafter, a decoder is employed to convert the probability

distributions to word transcripts, either using greedy search or beam search algo-

rithms [73]. A widely used metric to evaluate the performance of ASR systems is

the word error rate (WER), which is de�ned as the minimum edit distance between

the transcripts generated by the ASR model and the ground truth transcripts.
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Figure 2.2: Pre-processing pipeline for data from the inertial measurement unit.

2.1.2 Human Activity Recognition

Modern smart devices such as smartphones and smartwatches are equipped with

inertial measurement units (IMUs), which commonly consist of an accelerometer

and a gyroscope sensor. In addition, newer class of IMU-equipped devices are also

emerging such as earables [74], smart glasses [75] and neck pendants [76]. The data

collected from the IMU sensors of these devices could be used for recognizing hu-

man activities, such as locomotion (e.g., walking, running), posture (e.g., standing,

sitting), or composite activities (e.g., commuting, cleaning).

Feature Extraction. Initial approaches for human activity recognition (HAR) us-

ing data from the IMUs relied on extracting hand-crafted statistical features such

as mean, variance, energy, spectral entropy, features derived from the empirical cu-

mulative distribution function (ECDF) and FFT coef�cients. These features were

subsequently fed into shallow classi�ers such as Random Forests or Support Vector

Machines to map them to the activity labels [77, 78].

In the last �ve years, deep learning-based methods have emerged to automatically

extract task-dependent features from raw accelerometer and gyroscope data and

process them using deep neural networks for activity recognition. Figure 2.2 shows

a commonly used pre-processing pipeline for IMU data. In general, the proposed

methods �rst obtain accelerometer and gyroscope data from an IMU sensor placed

on a speci�c position on the human body and then normalize the data using standard

techniques such as mean normalization, min-max normalization or Z-score normal-

ization. Thereafter, the data is segmented into smaller time windows, typically

between 1-5 seconds, depending on the expected duration of the physical activi-

ties represented in the data. Inside each time window, acceleration readings from

the three axes of the accelerometer and angular velocity measurements from the

gyroscope are stacked on top of each other to form a 2D representation of the time-

series IMU data. For instance, considering a sampling rate of 50Hz and 3-second

long time windows, each window is represented by a 2D array of dimensions 150x6.
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Training and Inference Pipelines. For training HAR models on IMU data, con-

volutional neural networks (CNNs) with one-dimensional (1D) convolution kernels

have been used in the literature [79, 80, 81]. For example, Hammerla et al. [79]

used four 1D convolutional layers, each followed by a pooling layer for feature

extraction. The extracted features are then fed to a classi�er made of one or mul-

tiple fully-connected layers. Both the feature extractor and classi�er are trained by

optimizing the categorical cross-entropy loss. Other works have also employed Re-

current neural networks with Gated Recurrent Units (GRUs) or Long Short-Term

Memory (LSTM) units for training HAR classi�ers [82, 83, 79].

2.2 Scalability Challenges for Inference Models

In this section, we describe the challenges in scaling speech and inertial inference

models in practical settings.

2.2.1 Challenges in Scaling Speech Models

The main challenges in scaling speech models to new scenarios are listed below.

Speaker and Environment Heterogeneity. Variations in speaker characteristics

(e.g., accents, pronunciations) pose a major challenge for scaling speech models to

new users. This challenge has led to extensive research in the speech community to

develop models robust to speaker variations. To this end, a popular approach is to

extract speaker-speci�c features such as i-vectors [84] and incorporate them in the

training pipeline. Initially proposed in the context of speaker veri�cation systems, i-

vectors aim to encapsulate the unique characteristics of a speaker's identity (such as

accent, pitch) in a low-dimensional �xed-length representation. By concatenating

i-vectors with other speech features such as the MFCCs during training, [85, 86, 87]

have shown that more robust speech recognition models can be trained.

Another signi�cant challenge for speech models comes from the acoustic environ-

ment in which the speech is recorded. Quite expectedly, the signal-to-noise (SNR)

ratio decreases in noisy acoustic environments (e.g., in heavy traf�c, inside a pub)

which in turn degrades the performance of speech models. For example, Chon et

al. [88] found that Gaussian Mixture Models (GMM) and Random Forest models

trained for ambient sound classi�cation suffer from poor precision and recall when

deployed in unconstrained environments. Similar �ndings on the adverse impact of

diverse acoustic environments were found for speaker turn-taking detection mod-

els [64] and acoustic stress detection models [89]. In order to counter acoustic
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Figure 2.3: Sensing and inference pipeline for audio models.

environment noise, two types of approaches are proposed: �rst are the traditional

noise subtraction [90] and statistical speech enhancement [91] techniques that aim

to enhance the signal-to-noise ratio in the data. More recently, deep neural net-

work based noise removal techniques have also been proposed that aim to learn a

model that can map noisy speech to its clean counterpart [92]. On the other hand,

[93, 94, 95] showed that noise-robust speech models could be trained by augmenting

the speech samples with different ambient noise samples, and using representation

learning to extract noise-robust features. Further, [96] employed a teacher-student

learning approach wherein a teacher model is trained on a large clean speech dataset,

and is then used to generate soft labels for training a noisy speech model using su-

pervised learning. However, this work requires parallel data in the clean and noisy

conditions, which could be challenging to obtain in practical settings.

Microphone-induced Heterogeneity. The microphone used to record the audio

signal also introduces heterogeneity in the data. As shown in Figure 2.3, before an

audio signal even reaches the ML model, it goes through a number of processing

stages. Firstly, the analog signal is captured by the microphone's acoustic sensor

and converted into a digital signal. Thereafter, the signal is processed by an on-

board Digital Signal Processor (DSP), where audio enhancement techniques such

as noise reduction, echo cancellation, dereverberation are applied to it. Optionally,

multi-channel microphone arrays [97, 46] employ acoustic beamforming algorithms

to combine the audio outputs of different microphone channels. Finally, the operat-

ing system exposes the processed audio signal to user applications such as an ML

model for training or computing inferences.

Both thehardwareand softwarecomponents of this pipeline can introduce con-

founding artifacts in the signal. Das et al. [44] found that acoustic sensors exhibit

variability in their outputs, which is caused by changes in the chemical composition

of sensor components, wear in the manufacturing machines, or changes in temper-

ature and humidity between manufacturing and operational conditions. Through a

study done on 52 smartphones, they showed that this hardware-induced variability

also gets re�ected in the MFCC features, and it could be used to �ngerprint and

uniquely identify a device with an accuracy of 97%. We expect that these forms of

hardware variability would be even more prominent for low-cost embedded-scale
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microphones gaining popularity these days. To counter these hardware effects, Garg

et al. [51] proposed a technique to calibrate microphones against a reference micro-

phone using a frequency sweep signal or a reference sound.

On top of the hardware-related variations, the software processing pipelines of mi-

crophones can add further heterogeneities to the data. The on-board DSP on the

microphones run a number of audio enhancement algorithms, whose parameters are

�xed by each microphone manufacturer. For example, in the case of multi-channel

microphone arrays [97, 46], acoustic beamforming algorithms are employed to im-

prove the SNR of the audio. However, implementation differences in such algo-

rithms across manufacturers could lead to variability in the output data from differ-

ent microphones. Moreover, [48, 49] showed that acoustic beamforming algorithms

are also sensitive to microphone parameters such as gain mismatches between the

constituent microphones of an array, and could add unintended biases in the speech

data that is passed to the ML model. As a solution, [98, 99] proposed doing the

beamforming-based speech enhancement jointly with acoustic modeling and found

that it outperforms the approach where beamforming is done agnostic of the acous-

tic modeling task. This solution is attractive when the ML model has access to the

raw speech waveforms from each channel of the microphone array, however it is

not applicable in many real-world scenarios where the device manufacturers only

expose the beamformed speech output to the ML models.

2.2.2 Challenges in Scaling HAR Models

Research in HAR has revealed three key challenges in scaling HAR models to real-

world scenarios.

User-induced heterogeneity. When HAR systems are deployed in practice, they

will encounter heterogeneity in the accelerometer and gyroscope data caused by

variations in body shapes, �tness levels, movement characteristics of different

users [100, 101]. Unsurprisingly, such variations could result in performance degra-

dation of an HAR system. A number of prior works have proposed developing user-

speci�c models [77, 102, 103] where an HAR model is trained separately for each

user to capture the unique movement characteristics. While these works achieve

impressive recognition performance, on the downside, they need labeled data from

each end-user of the HAR system, which increases the cost of training the model.

The alternate approach is to train user-independent models, that have lower recog-

nition performance than the user-speci�c models initially [104, 105], but could be

�ne-tuned or personalized for individual users by collecting labeled data from them
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during deployment [106, 107]. To reduce the labeling effort needed for model per-

sonalization, [108, 109] proposed employing active learning techniques to �nd the

most informative samples for labeling. Although active learning approaches reduce

the labeling burden, they do not entirely eliminate it. In §2.4.2, we discuss some

of the recent domain adaptation literature that aims to transfer HAR models to new

users only using unlabeled data.

Device-induced heterogeneity.Biases in IMU sensors that generate accelerome-

ter and gyroscope data for HAR models can also induce heterogeneity in the data.

Broadly, there are two types of biases in IMU sensors: deterministic and stochastic.

Deterministic biases are caused by variations in sensor components across manu-

facturers, imperfections introduced in the analog circuitry of the sensor during the

manufacturing process [43], or even by the packaging used for the unit [110]. An-

other important cause of deterministic biases is the temperature differences between

initial calibration and operational stages [111]. On the contrary, stochastic biases

emanate from the electronic noise interfering with IMU operations and are typically

assumed Gaussian in nature [50, 111]. Prior research [112, 113] has highlighted that

deterministic biases are the more prominent cause of heterogeneity in IMU data. In

particular, [43] did a study with IMU-equipped smartphones and found that biases

in their accelerometers are computationally so signi�cant that they could be used

to �ngerprint a smartphone and identify it with over 99% accuracy from a pool of

100 devices. Moreover, Grammenos et al. [50] showed that IMU biases across de-

vices could also degrade the accuracy of HAR models trained to detect locomotion

states of a user by up to 10%. Various sensor calibration techniques [113, 50] have

been proposed to counter the deterministic IMU errors; for example, [50] �rst iden-

ti�es when a smartphone is in a stationary state and then use the earth's gravity as a

reference to calibrate the IMU.

In addition to the hardware-induced biases, Stisen et al. [45] found that run-time

factors such as CPU load on a smartphone can lead to instability in the sampling rate

of IMU sensors. Moreover, they uncovered unpredictable delays in the attachment

of timestamps to a sensor sample by the smartphone operating system, which also

introduces sampling rate errors in the IMU data. As a solution, they proposed a

clustering technique based on the Af�nity Propagation algorithm, wherein devices

are assigned to different clusters based on their respective IMU heterogeneities.

Thereafter, an activity recognition model is trained for each cluster of devices on

their aggregated labeled data. A limitation of this approach lies in its scalability —

for every new device on which the HAR system is deployed, we �rst need to collect

labeled data and repeat the clustering step. Thereafter, the HAR model needs to be
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retrained for the cluster to which the device is assigned.

Placement-induced heterogeneity.Finally, the placement of the IMU on the hu-

man body itself could be a major source of heterogeneity in sensor data. Inertial

sensors can be worn on the wrist (in a smartwatch), on the ear (in an earbud), or

be placed inside a user's trouser and shirt pockets (smartphones). More critically,

the sensor placement is not always static and may even change during the course

of an activity based on a user's preference. For instance, a smartphone may move

from the pocket to a user's hand, and then to the ear and then go in a handbag –

all while the user is engaged in a certain physical activity. Researchers have tack-

led this challenge by developing placement-speci�c HAR models [114, 115] and

have shown that these models are more accurate than placement-independent mod-

els such as [116]. A limitation of this approach is that it requires collecting labeled

data from each body position where the sensor is likely to be placed, thereby raising

questions on its scalability and cost-effectiveness.

2.3 Sensing Heterogeneity and Domain Shift

In the previous section, we discussed that variations in user preferences, deploy-

ment environment, and sensor data acquisition pipelines could potentially introduce

heterogeneities in the data and hinder the scalability of HAR and speech models.

This thesis offers solutions for two speci�c scalability challenges. In Chapter 4, we

focus on countering the heterogeneities in speech data introduced by the hardware

and software components of the sensing pipeline. Thereafter, in Chapter 5, we in-

vestigate how to improve the performance of HAR models in the presence of device

and sensor placement-induced heterogeneities in inertial data.

The literature review in §2.2 highlighted various existing solutions to address these

problems. For example, calibration methods have been proposed to �x hardware

biases [113, 51] and new approaches for acoustic beamforming [98, 99] have been

proposed to counter software-induced heterogeneities. These types of solutions as-

sume low-level access to the sensor hardware or the ability to modify the signal

processing algorithms in the sensing pipeline. However, in many practical settings,

an ML model is considered an end-consumer of the sensor data and does not have

access to the low-level sensing pipelines. For these settings, we argue that the com-

posite effect of various data heterogeneities could be viewed as a form of domain

shift between training (orsource domain) and deployment conditions (ortarget do-

main), and can be addressed in the training and inference pipelines of ML models.

In doing so, we can relax the assumption that the ML model will have low-level
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access to the device hardware or the sensing pipeline, and develop solutions that

rely only on the data received by the ML model.

We also reviewed various approaches to address these heterogeneities in the ML

pipeline. For example, [114, 115] proposed to train placement-speci�c HAR mod-

els to counter placement-induced heterogeneities in the IMU data. Similarly, [45]

clustered IMU devices based on the data biases in them and trained an HAR model

for each cluster. Other works [96, 106] have looked at model personalization and

teacher-student learning techniques for scaling ML models. The common limitation

of these approaches is their reliance on labeled data from each deployment condi-

tion (e.g., from each device or each sensor placement condition). However, the

collection of labeled sensor data is expensive and time-consuming, and repeating

this exercise across multiple deployment conditions is infeasible.

Ideally, we would like to adapt or transfer a source domain model to a target domain,

only using unlabeled data from the target domain. For example, one may buy a

new embedded microphone, such as [47] to develop their own speech interaction

device that can recognize speech commands from the user (e.g., unlock phone, play

music). Since no labeled data is available from this new microphone to train an

ML model, the developer can download a Spoken Keyword Classi�cation model

trained on labeled data from another microphone (i.e., source domain) to bootstrap

their ML pipeline. As users interact with the new microphone, the developer can

collect speech utterances from them (with their permission) and build an unlabeled

dataset for the new microphone. Now the key challenge is to adapt the source

domain model for the new target domain microphone, only using the unlabeled data

collected from the users.

2.4 Unsupervised Domain Adaptation

Unsupervised Domain Adaptation (uDA) is a sub-�eld of machine learning which

addresses the challenge of adapting a model trained in a source domain to a target

domain using unlabeled target data. The solutions to sensing heterogeneity that we

propose in this thesis are also based on the principles of (uDA). In this section, we

present an overview of uDA and review prior works in this area.

2.4.1 Overview

Below we introduce some notations and describe the general objective of Unsuper-

vised Domain Adaptation (uDA).
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Notations. Let X andY denote an input space and a label space. For simplicity, we

assume that the label space is discrete:Y = f 1;2; : : : ;kg. We usex and y to denote

random variables which take values inX andY respectively. We de�ne a domainD

as a distributionp(x;y) overX � Y and denote it asD = ( X;Y; p(x;y)) . Further, let

p(x) denote the marginal data distribution overX.

In the domain adaptation setting, we have a source domainDS = ( XS;YS; pS(x;y))

and a target domain asDT = ( XT ;YT ; pT(x;y)) such thatDS 6= DT . One of the

most common settings under which domain adaptation is studied is when the input

spaces, label spaces, and the conditional distributions are identical between do-

mains, i.e.,XS = XT , YS = YT , pS(yjx) = pT(yjx), but the marginal data distribu-

tions vary between domains, i.e.,pS(x) 6= pT(x). The assumption about conditional

distributionsp(yjx) being the same between domains is strong, but reasonable for

the sensor-induced domain shifts identi�ed in §2.3.

Objective of Unsupervised Domain Adaptation.Assume that we have access to

labeled observationsXS = f (xsi ;ysi )g
N
i= 1 from the source domainDS wherexsi is a

data sample andysi is the associated class label. Similarly, we have an unlabeled

dataset from theXT = f xt i g
M
i= 1 from the target domainDT .

Using the labeled source datasetXS, we can train a classi�erfS(:) to map the source

domain samples to their corresponding labels. However, if the source classi�er were

to be deployed in the target domain, it could suffer signi�cant accuracy degradation

due to domain shift. The goal of unsupervised domain adaptation is to learn a target

domain classi�er fT(:) given XS, XT and fS(:), but in the absence of any labeled

observations from the target domain.

2.4.2 Techniques

We now review some relevant techniques for unsupervised domain adaptation

(uDA) designed for deep neural networks. As discussed in §2.1, deep learning

based methods are currently state-of-the-art in the areas of speech and human-

activity recognition, and the work in this thesis studies domain shift speci�cally

in the context of deep neural networks. For completeness, we note that there is also

rich literature on domain adaptation prior to deep learning and we refer the reader to

[117, 118, 11] for a detailed survey. Also note that the following is an initial review

of uDA; while presenting our technical contributions in Chapters 4-7, we discuss

additional related work relevant to the contents of each chapter.

One of the most common approaches in uDA is to align the feature representations
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of source and target domains. In the context of deep learning, it is often achieved

by training a feature extractor neural network and minimizing the discrepancy in

the outputs of the feature extractor when it is fed samples from source and target

domains. If the samples from both domains can be mapped into a domain-invariant

feature representation, then a classi�er trained on the source domain can be expected

to generalize to the target domain under some assumptions. The proposed methods

mainly differ in how the divergence between the outputs of the feature extractor is

computed and minimized.

Tzeng et al. [119] and Long et al. [120] proposed using Maximum Mean Discrep-

ancy (MMD) as a metric to compute the divergence between source and target fea-

ture representations. To compute MMD, the source and target feature representa-

tions are mapped to a reproducing kernel Hilbert space (RKHS) using a kernel func-

tion. More speci�cally, Tzeng et al. [119] proposed the use of grid search to �nd

the layer depth and layer dimension at which to minimize the MMD loss between

source and target representations. Long et al. [120] extended this work by propos-

ing Deep Adaptation Network (DAN) that minimizes MMD at multiple layers of

the network using a multiple kernel variant of MMD. Both these works were also

evaluated on computer vision datasets, namely Of�ce-31 and Of�ce-Caltech, which

contain images of everyday of�ce objects captured in different conditions. Further,

Sun et al. [121] proposed Deep CORAL where the distribution divergence is com-

puted using second-order statistics (covariances) and evaluated their approach on

vision datasets.

Adversarial training is another widely used method to align the source and target

feature representations. Here an auxiliary binary classi�er named asdomain dis-

criminator is employed to classify whether a feature is generated from the source

or the target domain data. The training of the domain discriminator and the feature

extractor neural networks take place in an adversarial manner, inspired by Gener-

ative Adversarial Networks [2]. While the domain discriminator is trained to cor-

rectly classify the domain of the data, the aim of the feature extractor is to fool

the discriminator by generating feature representations that are domain-invariant.

Both the two neural networks play this competitive game and in the process, both

become better at their respective tasks, more importantly from the perspective of

domain adaptation, the feature extractor learns to map source and target data into

domain-invariant feature representations.

Based on this general concept, Ganin et al. [122] proposed DANN which uses a

Gradient Reversal Layer between the feature extractor and the discriminator to per-
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form adversarial training. Tzeng et al. [123] proposed ADDA which uses the label

inversion trick to facilitate adversarial training of the domain discriminator and fea-

ture extractor. Further, Sankaranarayanan et al. [124] proposed using a conditional

GAN as an auxiliary component to compute domain alignment. In this work, the

conditional GAN is trained to generate source-like images from the shared fea-

ture representations which are then compared with the original source images using

a discriminator. Finally, Shen et al. [125] proposed WDGRL where instead of a

domain discriminator, a neural network is used to approximate the Wasserstein dis-

tance between the domains, which is then minimized using adversarial training. All

the above approaches were evaluated on computer vision datasets.

There also have been applications of uDA techniques in speech modeling. [126,

127, 128] proposed using the DANN method from [122] for the tasks of speech,

speaker and emotion adaptation respectively. Further, Hsu et al. [129] proposed an

adaptation approach based on variational autoencoders in which they transform nui-

sance attributes of speech that could be domain-speci�c and irrelevant to the recog-

nition task. By doing so, they are able to transform source-domain speech samples

such that they appear to be from the target domain, and use them to augment the

dataset for supervised learning. [130] also used the DANN approach to adapt the

parameters of an ASR model to counter channel and environment noise. Finally,

the exploration of uDA for human activity recognition (HAR) using inertial data is

in nascent stages. HDCNN [131] was an early work on transferring HAR models

from a smartphone (source domain) to a smartwatch (target domain) by minimizing

the Kullback-Leibler (KL) divergence between each layer of the source and target

classi�ers. Akbari et al. [132] extended this work by generating stochastic features

from the IMU data and aligning them between source and target domains by mini-

mizing the KL divergence. These works represent some of the very recent initiatives

in applying domain adaptation techniques to HAR.

In the next section, we summarize the key �ndings from our literature review and

identify the gaps in the literature.

2.5 Discussion and Contributions

Through the background and literature review presented in this chapter, we have

identi�ed the following gaps in the literature, which are addressed in this thesis.

• In the context of speech data, hardware and software variations in recording mi-

crophones and sensing pipelines can introduce computationally-signi�cant het-
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erogeneities in the data. There have been efforts to �x hardware-related varia-

tions and software-related variations in the sensing pipeline by calibrating mi-

crophones [51] or by incorporating more robust acoustic beamforming algo-

rithms [49] in the sensing pipeline. However, when speech models are deployed

in a practical ML system, they are often treated as end-consumers of the data

and may not have the visibility or ability to modify the underlying hardware pa-

rameters or the signal processing algorithms in the sensing pipeline. Therefore,

we need to develop solutions to counter the domain shift caused by microphone-

induced heterogeneities directly in the training or inference pipelines of speech

models.

• Heterogeneity could be introduced in inertial data from accelerometers and gyro-

scopes due to variations in sensor hardware, run-time software-related effects, and

sensor placement on the human body. While each of these have been studied in

the literature in isolation [50, 45, 133], their composite effect on the performance

of human activity recognition (HAR) models has not been studied. Moreover,

the data-driven solutions to address them are not scalable as they require training

separate ML models for each type of heterogeneity. Hence, there is a need for a

solution that can handle the combined effect of these heterogeneities directly in

the training or inference pipeline of HAR models.

• For the two problems discussed above, we can borrow solutions from the litera-

ture which use labeled data during deployment to �ne-tune or personalize the ML

model to deployment scenarios (e.g., for a new microphone or a new IMU sensor

placement). However, labeling sensor data in each deployment scenario is expen-

sive and time-consuming, and reduces the practicality of these solutions. Instead,

we argue that it is more practical to address these problems through the lens of

Unsupervised Domain Adaptation (uDA), which does not assume the availability

of any labeled data in the deployment scenario (or the target domain).

While uDA algorithms have been extensively studied for visual recognition tasks,

their applications in our problem areas – addressing microphone-induced hetero-

geneity in speech models and IMU sensor placement related heterogeneities in

HAR models – are in nascent stages. Our contributions in Chapters 4 and 5 aim

to bridge this gap in the literature. Before presenting these solutions, we quantify

the effect of these domain shifts on state-of-the-art speech and HAR models in

Chapter 3.

• There has been substantial research in the area of unsupervised domain adapta-

tion, which has focused on developing new algorithms and neural architectures
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to adapt prediction models between domains. However, they have not explored

in detail how these adaptation approaches would integrate with practical ML sys-

tems. For example, in some ML systems, the source prediction model may be

opaque, i.e., its parameters may not be accessible during the adaptation process.

This is a likely scenario when source model developers may want to keep their

prediction model private for commercial reasons; examples include ML offerings

by AI-as-a-service providers such as Google [134], Microsoft [135] and Ama-

zon [136] which provide an API for users to send their sensor data to the model

and obtain inferences. On the contrary, intransparent ML systems, the parame-

ters of the prediction model can be accessed and modi�ed during adaptation. Ex-

amples of transparent ML systems include scenarios when the prediction model

is publicly known (e.g., downloaded from a public model repository) or when the

source model developer themselves would like to adapt the model parameters to

new domains.

As such, a major contribution of this thesis is to bring an ML-systems perspective

in designing uDA algorithms. More speci�cally, while proposing a solution to

address domain shift in speech models in Chapter 4, we consider the scenario

of opaque ML systems and propose an adaptation solution that operates at the

level of data instances and does not assume the knowledge of model parameters.

Similarly, while studying the domain shift problem in HAR models in Chapter 5,

we consider the scenario of transparent ML systems and propose a solution that

modi�es the source HAR model's parameters to adapt it to a target domain.

• A key assumption in many uDA algorithms is that the label spaces of the source

and target domains are identical, i.e.,YS= YT . However, in practical ML systems,

it is infeasible to enforce this assumption because we have no control over the

classes or labels that will be encountered in the target domain. In Chapter 6, we

present a solution that relaxes this assumption and scales ML systems to target

domains that may not have the same label space as the source domain.

• Finally, all the uDA algorithms reviewed in this chapter worked under the as-

sumption that source and target domain datasets are hosted on the same machine.

In many ML deployment scenarios, this would be a limiting assumption as do-

main datasets could be private, located on distributed nodes, and cannot be ex-

changed during the adaptation process. Moreover, in practice, ML systems would

need to be scaled to not just one, but multiple target domains, and it is unclear

how uDA algorithms would cater to such a setting. In Chapter 7, we present a

distributed adaptation solution to scale ML systems to multiple target domains,
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wherein all the domains are geographically distributed, and their raw data cannot

be exchanged during adaptation.

2.6 Summary

We presented background on speech and inertial recognition models in §2.1, in-

cluding the pre-processing and feature extraction pipelines, and the deep learning

based architectures employed in the literature to train these models. Thereafter in

§2.2, we explained the challenges in scaling speech and HAR models caused by

heterogeneities induced in the data due to sensor hardware, signal processing al-

gorithms, user demographics and user preferences such as sensor placement on the

body. We reviewed the sensor systems and machine learning literature aiming to

address many of these challenges, and identi�ed the limitations of those works in

practical ML systems.

Next, in §2.3, we argued that the composite effect of these heterogeneities could

be viewed as a form of domain shift between training and deployment settings of

an ML system. This domain shift could be countered using Unsupervised Domain

Adaptation (uDA) techniques. As such, we reviewed some prominent uDA litera-

ture, mainly focusing on adversarial training approaches in §2.4.

Based on the literature review, we identi�ed two application scenarios where uDA

based approaches have not been explored in detail: (i) microphone-induced hetero-

geneity in speech models, and (ii) device and placement-induced heterogeneity in

HAR models. Further, we uncovered that there is a lack of research on how uDA

algorithms would scale in different ML system settings, such as opaque, transparent

and distributed ML systems. These gaps in the literature motivate the contributions

of this thesis, which are also summarized in §2.5. Later, while presenting our tech-

nical contributions in Chapters 4-7, we also provide a more focused review of uDA

relevant to each chapter's contents.

In the next chapter, we begin our research investigation by quantifying the impact

of microphone-induced heterogeneity on speech models, and device and placement-

induced heterogeneity in HAR models.



Chapter 3

Quantifying the Effect of Domain

Shift on Sensor Inference Models

In this chapter, we seek to address our �rst research question on quantifying the ad-

verse effects of domain shifts induced by (i) microphone-induced heterogeneity on

speech models (§3.1), and (ii) device- and placement-related heterogeneity on hu-

man activity recognition models (§3.2). The �ndings from this chapter will serve as

the motivation for the subsequent chapters, where we propose unsupervised domain

adaptation solutions to counter these domain shifts.

3.1 Microphone Heterogeneity in Speech Models

A major challenge for our investigation into this problem is the lack of available

datasets that explicitly capture both hardware and software-induced heterogeneity in

speech data. Although the popular CHiME-3 dataset [137] is often used to study the

effect of channel variations in speech models, this dataset was recorded on single-

channel microphones from the same manufacturer. As such, it does not contain

hardware-induced heterogeneities often caused by differences in sensor manufac-

turer, or the software-induced heterogeneities due to variations in signal processing

and beamforming algorithms in microphone arrays. In this section, we �rst present

a methodology to collect large-scale datasets that have the desired microphone-

induced heterogeneities in them. Thereafter, we quantify how these heterogeneities

impact the accuracy of two speech-based ML models, namely Spoken Keyword

Detection and Automatic Speech Recognition.

3.1.1 Data Collection Methodology

This data collection study aims to record large-scale speech datasets (in the order of

hundreds of hours) from multiple off-the-shelf microphones that are representative
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Device Channels
Potential
Use-cases

Advertised Signal
Processing

Capabilities

Matrix
Voice

7
Internet of Things (IoT)
systems, voice assistants,

smart home products
Beamforming, derever-
beration, noise cancella-
tion

Respeaker 7
Internet of Things (IoT)
systems, voice assistants,

smart home products
Voice activity detection,
beamforming, back-
ground noise suppression

PlayStation
Eye

4 Gaming consoles Voice location tracking,
echo cancellation, beam-
forming, background
noise suppression.

USB Mic 1
Embedded-scale IoT

systems
-

Google Nexus 6 3
Smartphone interaction,

voice assistants
Beamforming, back-
ground noise suppression

Shure MV5 1
Podcasting,

home singing
Auto gain, Equalization

Table 3.1: Technical speci�cation of the microphones used for data collection.

of the microphones used in real-world speech interaction applications. Moreover,

in order to systematically study the impact of microphone-related factors, it is im-

portant to control for other variables in the dataset, such as the speech content and

recording environment across microphones. Below is the methodology adopted to

collect the datasets from multiple microphones.

Microphones. Speech-based ML systems are becoming pervasive and are being

deployed in a range of devices, including smartphones, wearables, smart home ap-

pliances, video game consoles, and even Internet of Things (IoT) devices. More-

over, in the past few years, many embedded-scale microphones (both single- and

multi-channel) have been released that can be used in conjunction with microcom-

puters such as Raspberry Pi and cloud-based speech models to develop customized

speech analytics systems [47]. As such, it is important to study if the variability in

microphones across such diverse use-cases will pose a challenge to speech classi-

�ers. In this direction, we employ seven different microphones listed in Table 3.1

to collect speech data and quantify the effect of microphone-induced domain shift

on speech models.
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Matrix Voice1 and ReSpeaker2 are circular 7-channel microphone arrays that in-

clude on-device audio processing algorithms for de-reverberation and beamforming

to combine the outputs of different channels. The potential use-cases of such mi-

crophone arrays are smart home products and voice assistants, such as Amazon

Echo [47]. Both these microphone arrays use different models of MEMS micro-

phones and implement customized signal processing and beamforming algorithms.

As such, the data from these microphones is expected to contain both hardware and

software-induced heterogeneities. Next, we use a PlayStation-Eye, a digital camera

used in Sony PlayStation gaming consoles. It consists of a 4-channel microphone

array used for speech interaction with the gaming console. The technical speci-

�cations for this array also include acoustic beamforming and noise suppression

algorithms. Further, we employ a Google Nexus 6 as a representative smartphone

microphone with which users are likely to interact while using speech applications

on their mobile devices. Next, we use a single-channel USB microphone as an

example of low-end microphones popularly used with Raspberry Pi to make IoT

products. Finally, to establish a higher-quality microphone baseline, we employ a

Shure MV5 Condenser microphone3 which is often used in desktop applications

such as podcasting, voice recordings. It can also be used as a plug-and-play micro-

phone with mobile and wearable devices.

In summary, these microphones cover a broad set of use-cases in which speech-

based ML systems are likely to be deployed. Besides, all the microphones are from

different manufacturers, and four of them also employ signal processing algorithms

for speech enhancement.

Method. While we can record speech utterances on all the above microphones

in a small-scale experiment (e.g., by recruiting users to read some text under the

same recording conditions), this data collection approach becomes very expensive

for large-scale datasets, that are often needed to train deep learning models. As

such, we adopt the methodology ofreplay-and-recordto collect large-scale speech

datasets on multiple microphones.

As shown in Figure 3.1, we use two types of host devices: areplay hostand multi-

ple recording hosts. The replay host is a laptop connected to a high-quality monitor

speaker. Recording hosts serve as the host device for the various microphones intro-

duced in Table 3.1, and are capable of initiating an audio recording on the attached

microphone and saving the recorded output on the disk. We use a Raspberry Pi

1https://www.matrix.one/products/voice
2https://respeaker.io/usb6+1 mic array/
3https://www.shure.com/en-GB/products/microphones/mv5/
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Figure 3.1: Data collection setup illustrating the Replay and Record methodology.
Three microphones are shown in the �gure, namely Matrix Voice, USB
microphone and ReSpeaker.

as the host device for Matrix, ReSpeaker, USB, and PlayStation Eye microphones.

The Shure microphone uses a Macbook Pro as the host device. The replay and

recording hosts are connected with each other using a local area network (LAN).

We �rst download an existing publicly available speech dataset on thereplay host

and play the constituent speech �les on the attached high-quality monitor speaker.

The replayed speech is then simultaneously recorded on all the microphones in a

quiet room, kept at a distance of 15cm from the speaker. To ensure that the speech

recordings are time-synchronized across microphones, we implement a network-

based synchronization scheme based on MQTT [138] messaging protocol. Before

a speech �le is played on the speaker, the replay host sends a MQTT message to

the recording host of each microphone toinitiate an audio recordingprocess for

the duration of the speech �le (e.g., initiate a recording session for 10 seconds).

Thereafter, the speech �le is played on the monitor speaker and is recorded simul-

taneously by all microphones. After the recording completes, the recorded �le is

saved in WAV format on all the recording hosts, which then send a message to the

replay host con�rming that the recording is complete. Thereafter, the replay host

proceeds to play the next �le in the dataset.

This approach of replay-and-record has its pros and cons. It allows for collect-

ing large-scale datasets needed to train deep learning models from multiple micro-

phones, without requiring the recruitment of human subjects which can be both
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time-consuming and extremely expensive. However on the downside, as the speech

is replayed through a speaker, it is impacted by the speaker's transfer function. To

counter this issue, we use a high-quality monitor speaker JBL LSR305 which has a

reasonably �at frequency response [139], thereby ensuring minimal impact on the

replayed audio's quality due to the speaker. More importantly, we argue that the

replayed dataset still allows for studying the domain shift problem caused by differ-

ent microphones, because the replay process itself could be interpreted as a form of

shift on the original speech dataset, that is shared across all microphones.

Datasets. Following the replay-and-record methodology, we collect two multi-

microphone speech datasets:

• Multi-microphone Spoken Keywords:The purpose of this dataset is to facilitate

the development of Spoken Keyword Detection models, which identify the pres-

ence of a certain keyword class (e.g., Yes, No) in a given speech segment. The

original dataset named Speech Commands was released by Google [140] and con-

sists of 65,000 one-second long utterances belonging to 30 keyword classes. We

replay this dataset on the monitor speaker and simultaneously record it on Matrix

Voice, ReSpeaker and USB microphones. The dataset is split into training (75%)

and test (25%) class-balanced subsets.

• Libri-Adapt: This dataset is built on top of the Librispeech-clean-100

dataset [141] that contains 100 hours of US English speech from users read-

ing public-domain audiobooks. Using the replay-and-record methodology, the

Librispeech-clean-100 training corpus is recorded on six different microphones

listed in Table 3.1, resulting in a training dataset of 600 hours in duration. For

each microphone, we also collect a 5.4 hour held-out test set derived from Lib-

rispeech test-clean corpus [141].

3.1.2 Experiments

Below we present the experimental setup and results of a quanti�cation study that

uses the two datasets presented in the previous section to study microphone-induced

domain shift on various speech models.

Tasks and Architectures.The following neural network architectures are used for

developing speech recognition models.

• Spoken Keyword Detection (SKD): To study how microphone-induced domain

shift affects Spoken Keyword Detection models, we use a small-footprint convo-
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lutional neural network architecture proposed in [28] to train the SKD model.

The input to this model is a two-dimensional tensor extracted from a one-second-

long keyword recording, consisting of time frames on one axis and 24 MFCC fea-

tures on the other axis. The model outputs a probability of a given audio recording

belonging to a particular keyword class (e.g., Yes, No) or to an Unknown class.

The model is trained on a source microphone's training set and evaluated on the

test set recorded from a target microphone.

• DeepSpeech2: For experiments on Automatic Speech Recognition (ASR), we

employ the Mozilla DeepSpeech2 pre-trained model [142] (release 0.5.0) as the

base model. The model accepts a speech �le in WAV format and generates a

speech transcript; it has a relatively low word error rate (WER) of 8.22% on the

LibriSpeech dataset. We �rst �ne-tune this base model on the training data from

a given source microphone (as collected in theLibri-Adapt dataset). Thereafter,

the �ne-tuned model for each source microphone is tested on the held-out test set

from target microphones to compute the Word Error Rate.

• Cloud ASR APIs: Can microphone variabilities also impact cloud-scale ASR

models that are trained with thousands of hours of data and have shown near-

human accuracy on ASR tasks [135, 143]? Although we do not have access to the

parameters of the cloud-scale ASR models, we can still query them using APIs

provided by the cloud service. As such, we conduct experiments on ASR models

from Google (using the Google Cloud Speech API [134]) and Microsoft (using

the Bing Speech API [135]). Speech �les from theLibri-Adapt test dataset are

fed to these cloud-based ASR models through REST APIs, and Word Error Rate

(WER) is computed on the output ASR transcripts.

Results. First, we present the effect of microphone heterogeneity on Spoken Key-

word Detection (SKD) models. Table 3.2 reports the accuracy obtained on the Spo-

ken Keywords dataset for a pair of training and testing microphones. As expected,

when the SKD model is trained and tested on the same microphone, we obtain the

highest detection accuracy (e.g., 81% on ReSpeaker dataset). On the contrary, when

there is a mismatch between the training and test microphones, we observe a degra-

dation in detection accuracy. For example, when the model trained on Matrix Voice

is deployed on ReSpeaker and USB microphones, there is an absolute accuracy drop

of 12.4% and 6.7% respectively.

A similar pattern is observed for the ASR task with the DeepSpeech2 model. In Ta-

ble 3.3, we show the WER of DeepSpeech2 model when it is �ne-tuned for different
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Training Microphones

Matrix
Voice

ReSpeaker USB

Matrix
Voice

78.8 66.5 75.8

ReSpeaker 66.4 81.0 76.1

USB 72.1 73.22 82.3

Table 3.2: Test set accuracy of the Spoken Keyword Detection model when trained
and tested on various microphone pairs. The columns and rows corre-
spond to the training and test microphone domains respectively.

Training Microphones

Matrix
Voice

ReSpeaker USB Shule Nexus 6
PlayStation

Eye

Matrix
Voice

13.05 28.0 20.64 24.95 26.21 24.18

ReSpeaker 16.06 12.66 14.49 16.09 15.93 15.21

USB 13.30 14.44 11.40 14.41 15.39 15.38

Shule 12.58 13.10 11.61 10.19 12.96 13.07

Nexus 6 13.09 12.81 11.99 12.73 12.27 15.28

PlayStation
Eye

14.01 13.65 14.24 16.16 16.52 11.39

Table 3.3: WER of a �ne-tuned DeepSpeech2 model trained and tested on various
microphone pairs. The columns correspond to the training microphone
domain and rows correspond to the test microphone domain.

training microphones (in columns) and tested on other microphones (in rows). In

most cases, we observe that when data from the same microphone is used for train-

ing and testing the model, it achieves the smallest WER, e.g., 11.39% in the case of

PlayStation Eye. However, in the presence of domain shift caused by microphone

mismatch, the WER increases to 24.18% when the PlayStation Eye model is tested

on Matrix Voice. We also note that the WER obtained when models from other mi-

crophones are tested on Matrix Voice is signi�cantly high (above 20% in all cases),

however when the model is �ne-tuned on Matrix Voice, we can achieve a reason-

able WER of 13.05%. This signi�cant gap presents a clear opportunity for domain

adaptation algorithms to adapt speech models trained in one microphone domain to

another.
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(a) (b)
Figure 3.2: Impact of microphone variability on Google and Bing ASR models.

Values on the bars illustrate the increase in WER over the original Lib-
rispeech dataset (black bar).

Next, we evaluate whether microphone variability also impacts cloud-scale ASR

models. Figure 3.2 shows a comparison of WER obtained from the Google and

Bing ASR models in four conditions: i) on the original Librispeech test data, ii)

on Librispeech test data recorded on Matrix Voice, iii) on Librispeech test data

recorded on ReSpeaker, and iv) on Librispeech test data recorded on the USB mi-

crophone. The latter three categories of test data come from ourLibri-Adaptdataset,

which is collected using the replay-and-record methodology.

In Figure 3.2, we observe that when ASR models are tested on speech data from

Libri-Adapt, the WER increases over the baseline (i.e., the original Librispeech

test data) by as high as 1.41 times. Although this �nding is interesting, we cannot

attribute this increase in WER only to microphone variability because the speech

recordings in Libri-Adapt dataset may also have perturbations introduced by the re-

play speaker. However, we can compare the WER across speech segments recorded

from the three microphones (Matrix, ReSpeaker, USB) as all of them will have the

same speaker-induced effects. As we can observe in Figure 3.2, the WER varies

between the three microphones (e.g., from 1.24x to 1.41x WER increase in the case

of Bing ASR model), which suggests that even cloud-scale ASR models are not

completely robust against microphone variability.

Finally, to understand the source of these microphone-induced variability at a sig-

nal level, we record a 4-second speech segment simultaneously on the three micro-

phones, namely Matrix Voice, ReSpeaker, and USB inside a non-re�ective anechoic

chamber. Figure 3.3 shows the mel-spectrograms of the 4-second speech segment

– we observe that the microphones exhibit differences in their frequency responses

to the same speech input. For example, the data recorded from Matrix Voice has

lower spectral power in the high-frequency ranges, which suggests that either this

microphone array does not capture high frequencies well (hardware effect) or they

are being �ltered out by the microphone digital signal processor (software effect).
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