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Abstract
Deep Learning learning has recently become one of the most predominantly used
techniques in the field of Machine Learning. Optimising these models, however, is
very difficult and in order to scale the training to large datasets and model sizes
practitioners use first-order optimisation methods. One of the main challenges of
using the more sophisticated second-order optimisation methods is that the curvature matrices of the loss surfaces of neural networks are usually intractable, which
is an open avenue for research.
In this work, we investigate the Gauss-Newton matrix for neural networks and
its application in different areas of Machine Learning. Firstly, we analyse the structure of the Hessian and Gauss-Newton matrices for Feed Forward Neural Networks.
Several insightful results are presented, and the relationship of these two matrices
to each other and to the Fisher matrix is discussed. Based on this analysis, we
develop a block-diagonal Kronecker Factored approximation to the Gauss-Newton
matrix. The method is experimentally validated in the context of second-order optimisation, where it achieves competitive performance to other approaches on three
datasets. In the last part of this work, we investigate the application of the proposed method for constructing an approximation to the posterior distribution of
the parameters of a neural network. The approximation is constructed by adapting
the well known Laplace approximation using the Kronecker factored Gauss-Newton
matrix approximation. The method is compared against Dropout, a commonly used
technique for uncertainty estimation, and achieves better uncertainty estimates on
out of distribution data and is less susceptible to adversarial attacks. By combining the Laplace approximation with the Bayesian framework for online learning, we
develop a scalable method for overcoming catastrophic forgetting. It achieves significantly better results than other approaches in the literature on several sequential
learning tasks. The final chapter discusses potential future research directions that
could be of interest to the curious reader.

Impact Statement
The presented work demonstrates a wide spectrum of applications for the GaussNewton matrix of Deep Learning models. The analysis from the Chapter 3 can be of
particular use to other researchers investigating the curvature of neural networks and
it could potentially give further insights into the loss surface structure. Chapter 4
proposes a practical algorithm for optimization, which can have a practical impact
on practitioners both inside and outside academia. The much lower number of
hyperparameters involved could also reduce the energy and hardware needed for
training models, as it does not require the extensive grid search that is usually
required for other methods. Chapter 5 demonstrates how to use the curvature
approximation to get uncertainty estimates of the model predictions. Uncertainty
is of great importance to any real-world applications where decisions based on the
model output can have significant consequences, such as applications in the medical
domain, human-robot interactions and self-driving cars. As such, the demonstrated
benefits of using the proposed approximation scheme can be used both as a starting
point for further research in this direction as well as an important improvement in
practical applications. In addition, this chapter further shows improvement when
our method is applied to the problem of continual learning. Our publications have
already been used in other’s research work. The code for the empirical experiments
presented in any chapter is available at https://github.com/BB-UCL/Lasagne, with
which we hope to speed up the adoption of the ideas presented.
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Chapter 1
Why is the curvature of neural
networks important
Machine Learning is a field, whose main goal is to extract the most relevant information for a given task from the observational data. It is tightly connected with
statistics and computer science, as most of the models are based on statistical modelling assumptions and are usually highly scalable on computing hardware. However,
compared to classical statistics, it is mostly focused on achieving good empirical results. In this direction, neural networks have demonstrated to be one of the most
flexible models that are also easy to train. They have become the de facto standard for applications using unstructured data, such as images, raw text, sound and
others. Training neural networks was very difficult in the early 90s and 2000s, but
several methods have been developed since then, both for optimising them better,
as well as for constructing random initialisations which allow being trained easily
[104, 61, 50, 48]. Unfortunately, some of the best optimizers used in more classical
Machine Learning models, could not be applied to neural networks directly. The
main reason for this is that they required to compute the Hessian matrix, or some
approximation of it, which will be referred to as a curvature matrix. Its size is the
number of parameters squared, however, modern neural network models have on
the order of millions or billions of parameters. This makes computing and storing
a curvature matrix infeasible for any practical purposes. Additionally, as the name
suggests, it is usually informative of the curvature of the objective loss that the
model optimises. This has been investigated by researchers with the goal of better
understanding what makes neural networks work as well as they do [38, 20]. In practice, however, the only thing that is possible to achieve is to either compute only
1
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the diagonal entries of the curvature matrix or compute its projection onto some
much smaller subspace. The work in this thesis tries to partially address this issue.
Instead of computing the full curvature matrix, we propose to approximate only
its diagonal blocks, corresponding to parameters in the same layer of the network,
using Kronecker products. Although it might seem quite limited, we demonstrate
that an approach like this provides a feasible alternative, that shows practical gains
in several applications. Compared to the diagonal approximation, this preserves any
intra-layer parameter dependencies, while ignoring any inter-layer ones.
Additionally, the curvature matrix plays an important role when used for modelling statistical dependencies between observed variables. In this scenario, the Hessian matrix is equal to the negative of the Fisher Information Matrix, also referred
to as just the Fisher. This matrix is a measure of how much information the data
carries over to the parameters of the model. It plays an important role in the famous
Cramer-Rao bound, which provides a lower bound on the variance of any unbiased
estimate of the true model parameters [109, 22]. Another important area, where the
curvature matrix plays a central role, is Information Geometry. This arises when
one considers the space of models that are defined by neural network as a Riemannian manifold. Specifically, when they define a distribution, this defines a Statistical
manifold, where the Fisher matrix plays the role of a local metric tensor. This allows one to move along geodesics on the manifold in the direction of the gradient
of any function. Since this is usually infeasible to compute, rather than computing
the exact geodesic, in practice the Riemannian retraction is used 1 . If used for optimisation, the famous work of Amari proved that this retraction, termed Natural
Gradient, is statistically efficient — it achieves the Cramer-Rao bound [2]. Other
practical applications, where the Riemannian perspective has shown to provide significant improvements, are gradient-based Markov Chain Monte Carlo methods [75].
In practice, however, because it is infeasible to compute the curvature matrix, practitioners were restricted to only use diagonal approximations, which showed limited
improvements as they ignore any intra-parameters correlations.
One of the main applications that we are interested in is constructing a Laplace
approximation to the posterior density of a neural network. In this case, the curvature matrix will become the precision matrix of the approximate Gaussian distribution. This has been successfully applied before on small scale models [79]. Because
1

The Riemannian retraction can be thought of as a first-order approximation to a geodesic

differential equation.
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of the size of the curvature matrix, this method is infeasible to apply even to an
average modern neural network model. In the literature, a diagonal approximation has been tried, but in practice, this does not seem to give very good results.
Hence, the approximation that we have developed, would enable the application of
the Laplace methods with richer curvature information. In the context of having
multiple sequential observations, Assumed Density Filtering is a classical method
that constructs a Laplace approximation on every new observation [87]. This can
be applied for the problem of online learning for neural networks, where the data
from different tasks would play the role of different observations. Our experiments
demonstrate that including curvature information with intra-layer dependencies improves significantly compared to the diagonal approximation or previously published
methods. Furthermore, in general, for local Gaussian approximations, the curvature
matrix is closely related to the evidence of the model conditioned on the data. This
is a quantity of great importance in Bayesian statistics, that is used for model selection and comparisons. Unfortunately, we did not have the opportunity to apply
our method to this problem.

1.1

Structure of the Thesis

The thesis is split into another five chapters. The next Chapter 2 presents a very
broad introduction to topics regarding Deep Learning. This includes a short presentation of different neural network architectures as well as how they are used in
practice. Also, a short introduction to optimisation methods, which are applied to
Deep Learning models, is done, as it is one of the central problems that this work
tries to solve in the later chapters. Finally, a short discussion of uncertainty estimation is presented, as well as its possible applications in different areas such as online
learning. Chapter 3 will introduce the mathematical notations and background that
will be used throughout the whole thesis. Moreover, it will present several important theoretical results regarding the structure of different curvature matrices for
Feed Forward Neural Networks and their relationships with each other. This will
layout the foundations that have motivated the work in Chapter 4, where our work
on practical and more computationally efficient approximations to the Generalised
Gauss-Newton matrix for a neural network is presented. At the end of the chapter are presented empirical evaluations and comparisons with other methods in the
literature, together with further discussion on recent advancements in the same di3
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rection. Chapter 5 will then build upon the practical curvature approximations
developed and will show how they can be used to build an approximate posterior
distribution over the parameters of a model. Several experiments have validated
this idea and demonstrated that this method achieves better uncertainty estimates
on multiple datasets, then competing approaches. Additionally, it would showcase
how the posterior distribution can be applied to online learning and empirically
demonstrate that it outperforms other methods from the literature. In the final
Chapter 6, several standing problems with the presented curvature approximations
will be discussed as well as potential future research directions.
All of the work in this thesis is based on the three conference papers, published
during my PhD studies at University College London, listed below with the full list
of collaborators:
Botev, A., Ritter, H., and Barber, D. “Practical Gauss-Newton Optimisation
for Deep Learning”. In: Proceedings of the 34th International Conference on
Machine Learning. Vol. 70. Proceedings of Machine Learning Research. International Convention Centre, Sydney, Australia, 2017, pp. 557–565
Ritter, H., Botev, A., and Barber, D. “A Scalable Laplace Approximation for
Neural Networks”. In: International Conference on Learning Representations.
2018
Ritter, H., Botev, A., and Barber, D. “Online Structured Laplace Approximations for Overcoming Catastrophic Forgetting”. In: Proceedings of the 32nd
International Conference on Neural Information Processing Systems. NIPS’18.
2018, pp. 3742–3752
In addition, the following papers have been published during my PhD:
Botev, A., Lever, G., and Barber, D. “Nesterov’s accelerated gradient and
momentum as approximations to regularised update descent”. In: 2017 International Joint Conference on Neural Networks (IJCNN). 2017, pp. 1899–
1903
Botev, A., Zheng, B., and Barber, D. “Complementary Sum Sampling for
Likelihood Approximation in Large Scale Classification”. In: Proceedings of the
20th International Conference on Artificial Intelligence and Statistics. Vol. 54.
Proceedings of Machine Learning Research. Fort Lauderdale, FL, USA, 2017,
pp. 1030–1038
4

Chapter 2
Background
In the years before Deep Learning became the popular technique it is today, in
the field of Machine Learning researchers used to train significantly smaller models
with smaller datasets. Some of the best tools used for optimising the parameters of
their models were based on second-order optimisation — techniques which required
the estimation of a curvature matrix of the objective function. However, what is a
curvature matrix? It is difficult to give a precise definition, but we will describe it
as a matrix that tries to capture properties of the loss function by approximating
in some way the matrix of second-order derivatives and can be used to speed up
optimisation in practical terms. Unfortunately, none of the previous second-order
techniques scale well to the modern demands of Deep Learning models despite the
ever-improving computational hardware that is being used. As a result, models in
more recent years are predominantly optimised using first-order methods as they
scale very easily to both large models and datasets.
In light of this, this thesis is mainly concerned with investigating the Generalised
Gauss-Newton matrix for Deep Learning models, a specific type of curvature matrix,
as well as different practical approximations of it. Despite the original motivation,
the benefits of having a curvature matrix go beyond just optimisation — it also
allows us to make a richer scalable approximation to the posterior distribution of
the parameters of a neural network. This approximation, although not perfect, still
performs better compared to other alternatives presented in the literature. Furthermore, it has many practical applications in other areas of research, some of which
will be demonstrated experimentally.

5
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2.1

Deep Learning

Deep Learning is a field that in the past couple of years has become more and
more popular and nowadays is one of the most prominent tools that is used in Machine Learning. Its development has led to achieving better state-of-the-art results
in a variety of areas, and it has revolutionised the application of Machine Learning to real-world problems [70]. The most prominent initial breakthroughs were in
computer vision, where it was one of the first methods to achieve near-human performance on difficult object recognition challenges such as ImageNet [66, 139, 125,
128]. Another area that has seen significant improvements using Deep Learning
models is Natural Language Processing (NLP), where models are now capable of
generating coherent paragraphs of text, answering questions and performing simple
dialogues [136, 106, 26, 105, 17]. Reinforcement Learning has also shown significant
progress, where models have achieved human performance on Atari games playing
directly from pixels, manipulating robotic hands with improved dexterity and more
recently by achieving a long standing challenge in AI — defeating top human players
in the game of Go without any supervision [90, 3, 124, 1]. Applications like image
generation, voice recognition and voice generation have been improved enough that
they are being used now in our everyday life through smartphones, digital assistants
and other devices. [47, 98, 134, 100]. This is just the tip of the iceberg with many
more areas and applications being improved upon every year.
The field of Machine Learning can be split into three major categories — Supervised Learning, Unsupervised Learning and Reinforcement Learning. Supervised
Learning deals with problems where we are given a collection of N data points
D = {(xn , yn )|n = 1, . . . , N }, referred to as the dataset, and the goal is to learn to
predict the variable y given x. As an example, x could be an image while y could
be a binary label of whether in the there is a dog or a cat present.
In probabilistic modelling, this would be equivalent to estimating the conditional
distribution p(y|x). In Unsupervised Learning, on the other hand, we are given a
dataset of observations x, without any labels, and the goal is to learn to generate new
values, which are similar to the dataset 1 , or to compress the observation to a much
lower-dimensional representation which captures the essential features of the data.
In the probabilistic modelling literature, this would constitute directly estimating
the marginal distribution p(x) in a way that it is possible to take samples from
it. Reinforcement Learning is somewhat different in that it does not have a fixed
1

This is an oversimplification, as in general, it is possible to have data of various modalities.
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dataset. Instead, it focuses on the very general problem of how does an agent learn
to act in a given environment. Commonly, there is an external reward that the
agent is trying to maximise. Hence, the data that it receives depends on its actions,
although there are subfields which assume some form of offline supervision. There
are various connections between the three categories, but this area is closest to what
people outside the research community consider as Artificial Intelligence.
In this thesis, we are concerned only with Supervised Learning problems. Unless otherwise explicitly specified, it should always be assumed that the neural
network model considered is trying to estimate the conditional distribution
p(y|x) for a given dataset D.
To introduce Deep Learning as a concept, we shall start with one of the first
and simplest models proposed — the perceptron, which one could call a shallow
network [117]. It was initially designed as a binary classification algorithm which
assumed that the label can be represented by applying a threshold function to linear
combination of the input features plus a bias term:

1 if wT x + b > 0,
h=
0 otherwise.

(2.1)

In the cases where the output is an arbitrary vector rather than just a binary value,
a more general computational model is used. If the input x is a vector in Rd and the
target output y is a vector in Rk , given a weight matrix W in Rk×d , a bias vector b
in Rk and a non-linear activation function φ the output is computed as
h = φ(Wx + b).

(2.2)

This computationally is commonly referred to, in the context of Deep Learning, as
a fully connected layer and the weight matrix and bias are its parameters. To train
a layer one iteratively adjusts its parameters such that the output h is as close as
possible to the targets y given x. This procedure can be formalised as minimising
the averaged square loss over the whole dataset, which is equal to
1 X n
||y − φ(Wxn + b)||22 .
N n

(2.3)

In general, one could use any activation function φ; however, in practice, it is chosen
based on the exact problem and some prior knowledge about the dataset. For
7
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instance in the case of binary classification, where y = {0, 1}, the standard choice
for an activation function is the sigmoid — φ(x) =

1
.
1+e−x

A simplified description of Deep Learning models is that they are a hierarchy
of multiple layers, each taking inputs from its predecessors, composing together to
produce output features. Although a seemingly obvious idea, it took significant time
for the research community to see its potential. The main reasons were that initially
it was proven that the capabilities of the shallow perceptron are very limited [103].
Moreover, at that time hardware was not yet well developed and capable of training
very deep models. In time it was theoretically proven that stacking multiple fully
connected layers with non-linear activation functions has universal approximation
capabilities [23]. Additionally, many more type of layers have been developed, which
improved even more model capabilities. This representation of a very sophisticated
model in a simple form of building blocks connected together revolutionised the field
and allowed its widespread research and adoption in the research community.
The following sections formalise the construction of a deep neural network mathematically. After that, some of the most popular variants of neural networks are
presented and discussed. The final section discusses how in the modern use of Deep
Learning models, they are usually used together in a probabilistic framework, and
their outputs represent distributions over the outputs rather than singular values.

2.1.1

Feed Forward Neural Networks

Feed Forward Neural Networks are the simplest deep learning models — a stack of
multiple fully connected layers. Each one performs the computation of Equation 2.2
by taking as input the output of the previous layer. Only the final layer does not
have an activation function and directly outputs its pre-activations. The reason for
this will be clarified in Section 2.1.4. This can be formalised mathematically in the
following way:
a0 = x,
hl = Wl al−1 + bl
∀l ∈ [1, L],

φ(h ) if 0 < l < L,
l
al =
h
if l = L.

(2.4)

L

Common activation functions φ used in practice are the sigmoid function described
earlier, the hyperbolic tangent, the rectified linear unit (ReLu) [46] and some more
sophisticated ones such as the exponential linear unit [21] and Swish [107].
8
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Figure 2.1: Feed Forward Neural Network. A three layer network with two hidden
layers and a scalar output. The input values are marked in green, the weight matrix
connections and layer activations in blue and the biases connections in red. Note
that the final output does not have an activation function in our notations.
Although very simple it turns out that this model, given enough units in each
layer, can approximate any function arbitrarily well [23]. However, specifically when
dealing with image data, a different type of neural network have been established
as the most successful.

2.1.2

Convolutional Neural Networks

Convolutional Neural Networks (CNN) have been developed specifically for solving
computer vision and image recognition tasks. Rather than using a direct linear
combination of the whole input image, each convolutional layer applies a discrete
spatial convolution of the image with a bank of small filters, which play a similar
role to the weight matrix of the fully connected layer. For each filter, this results
in an image like output that also has two spatial dimensions. These image like
outputs are then stacked together in the depth dimension which in turn results in
another 3D array that gets propagated to the next layer. The number of stacked
outputs, corresponding to the number of filters, is usually referred to as channels.
The main reason for this is that the depth dimension plays a comparable role as to
how the input image has red, green and blue colour channels. Similar to the fully
connected layer after applying the convolutional filters, a bias term is added, and a
9
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Figure 2.2: Convolutional Neural Network. A standard convolutional neural network
architecture, similar to AlexNet. The input image is indicated in green, which is
processed by a series of convolutional layers until finally at the end they are passed
through several fully connected layers and the output is produced. The numbers
show example dimensions of both the image like tensors as well as the convolution
kernels that are applied.
non-linear activation function is applied. Additionally, spatial pooling is commonly
used in order to shrink the spatial size of the output, while the number of channels
is usually progressively increased. The sequence of convolutional layers continues
until the spatial dimensions are sufficiently small. Then the full 3D array is flattened
into a single vector, and a small Feed Forward Neural Network is then applied to
produce the final output.
One of the main inspirations for applying convolutions was its resemblance to
some functionality of the human vision as well as its capabilities of extracting features independent of where they are in the image [32]. In the literature, this is
referred to as spatial translation invariance. One of the most famous CNNs, named
AlexNet, for the first time, achieved better performance than other classical models
on the ImageNet challenge [66]. Since its success, many more architectural developments have been done. Some improve the performance of the network across many
tasks, while others are tailored to specific tasks. One example of an architectural
change that generally improved the performance of Convolutional Neural Networks
is the introduction of residual connections [49]. By including these connections in
a network, it is now possible to train extremely deep networks and achieve better state-of-the-art results for different vision tasks, such as segmentation, as well
10
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as for improving training times. The UNet, on the other hand, is an architecture
introduced explicitly for improving the task of image segmentation [116].
Similarly, neither feed forward nor convolutional networks are well suited when
working with sequential data, for which another model has been established.

2.1.3

Recurrent Neural Networks

Figure 2.3: Recurrent Neural Network. The figure shows a standard recurrent network computation. The inputs are depicted in red and all of the hidden representation at each time steps in blue. The outputs and their connections are in red.
Recurrent Neural Networks (RNN) were developed as an extension to the standard Feed Forward Neural Networks for data which comes in sequences, like language
or sound. Since sequential data can have variable length, it is very challenging to
process such inputs with the network architectures discussed earlier. Instead of processing the whole sequence as a single vector, recurrent models process the inputs
sequentially forming a chain over the sequence length as depicted in Figure 2.3.
At every time step, the network has a hidden state representing all the necessary
information from the past and the current inputs. It is computed by combining
the hidden state at the previous time step with the inputs at the current time step
using a fully connected layer and then applying a non-linear function. An important
distinction with other models is that the weight matrix and bias of this layer are
the same across all time steps. The actual output at time t is computed by applying
a separate fully connected layer to the hidden state representation of the RNN at
time t. Mathematically this can be formalised as follows:
ht = φ(Wx xt + Wh ht−1 + bh ),
yt = Wy ht + by .
11
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This specific construction is usually referred to in the literature as a vanilla Recurrent Neural Network. The reason is that the actual transformation of the pair
(ht−1 , xt ) into ht does not need to be the same as a standard fully connected layer.
Empirically, it was observed that this model struggled with learning data dependencies that span across many time steps. To address this issue, the Long-Short
Term Memory (LSTM) [55] and Gated Recurrent Unit (GRU) [19] were developed,
which provided alternative forms of recurrent transition functions. They showed
significantly better results in tasks that the vanilla architecture was not capable of
solving. More recently, the self-attention mechanism has been used to construct
sequential models which empirically outperforms even the LSTM and GRU on a
variety of tasks [130]. Stacking multiple such layers in a hierarchical fashion lead
to the famous Transformer architecture, which is currently a basis for many of the
state-of-the-art models in NLP [26, 105].

2.1.4

Modelling distributions

Originally neural networks were used to provide point estimates of the target values — the output was treated as a direct prediction and training them was done
by regression. A more powerful paradigm is to use the network in a probabilistic
modelling framework and use its output to parameterise a distribution over the output domain. Firstly, this allows the model to assign uncertainty to the value it is
predicting. More importantly, it allows training of neural networks using Maximum
Likelihood Estimation (MLE), which has several important properties such as consistency and efficiency [24, 59]. Denoting the collection of all network parameters
as θ in the Supervised Learning setting this corresponds to maximising
X

log p(yn |xn , θ).

(2.6)

n

Whereas mentioned earlier, the pairs (xn , yn ) are taken from the dataset D. The
standard squared loss is a special case of MLE when the distribution p(y|x, θ) is
a Gaussian with mean hL and identity covariance. Experimentation has shown,
however, that Deep Learning models trained using MLE often tend to overfit the
training data and perform poorly when presented with out of sample data. In light of
this, it is common to additionally introduce a prior distribution over the parameters
and instead of using MLE the parameters are selected by maximising the logarithm

12
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of the posterior distribution:
Q
p(yn |xn , θ)p(θ)
p(D|θ)p(θ)
p(θ|D) =
= n
,
p(D)
p(D)
X
log p(θ|D) =
log p(yn |xn , θ) + log p(θ) + const.

(2.7)

n

This is a well known procedure in statistics called Maximum A Posteriori (MAP)
estimation. The most common prior distribution used over the parameters of neural
networks is the isotropic Gaussian.
The specific choice of the type of distribution that the network outputs is problem
dependent. As an example in the case of binary classification, the standard choice
would be a Bernoulli distribution, in the case of multi-class classification would be
a categorical distribution, in the case when dealing with continuous values the most
common choice is a Gaussian. All of the distributions used in practice are chosen
from the exponential family, and commonly the network parameterises them by
treating its final layer outputs hL as the natural parameters of the distribution. This
is the main reason why in our treatment of the model the last layer does not have
an activation function, as usually it is dictated by how the natural parameters map
to the actual probability density function. In the case of a Bernoulli distribution,
the natural parameter is the logit, while the probability of the variable being equal
to one is the sigmoid function of the logit.

2.2

Optimization

So far, we have introduced what Deep Learning models are and how in practice they
can be used as part of a probabilistic framework, which defines a clear objective to be
optimised. The next step is to figure out given this objective how do we find the best
parameters of the network. For complicated models such as neural networks, this is
very challenging as the resulting problem can be highly non-linear. In all problems
considered it would be assumed that the objective function E(θ, D) is differentiable
with respect to the parameters of the model θ, as well as that the goal is to minimise
it. In the case of maximisation, as in MLE and MAP estimation, the objective is
defined as the negative of the original function. By definition, the gradient points in
the direction of steepest ascent of the function value, hence a simple idea is to make
small steps in the opposite direction. This method is called Gradient Descent (GD)

13
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and given some initial parameters θ0 it iteratively updates them via the equation
θt+1 = θt − α∇θ E(θt ).

(2.8)

The scalar α is called the learning rate and defines how large the step size is at
every iteration. For every smooth function, there exists a small enough α such that
this procedure decreases the objective. Gradient Descent is not limited to Deep
Learning and can be applied to any problem and any model as long as it is possible
to calculate a gradient. Its properties have been extensively studied in the literature
[15, 92, 80]. A computational drawback of this approach, however, is that computing
the gradient of the objective function requires its evaluation on the whole dataset.
For smaller datasets of a few thousand examples, this is not an issue, but when
dealing with bigger datasets, this quickly becomes a significant bottleneck even for
modern hardware. A way around the issue is to notice that the part of the loss E that
depends on each data point is additive and independent of the others (this is true
for the log-likelihood described earlier and all commonly used objective functions).
In this case, that part of the loss function can be expressed as an expectation over
the empirical distribution. Consequently, one can use Monte Carlo to approximate
the gradient by sampling only a smaller subset of the full dataset, referred to as a
minibatch. The procedure described is unbiased in the following sense
#
"


1 X
1 X
f (yib , xib ) = Ei∼U [1,N ] f (yi , xi ) =
f (yn , xn ).
E(i1 ,...,iB )
B b
N n

(2.9)

Although in expectation of the gradient is correct, this introduces noise in the
estimated gradients; hence the method is called Stochastic Gradient Descent (SGD).
Despite that the algorithm is now stochastic, if the learning rate is decreased appropriately, satisfying the well known Robbins-Monro conditions [115], it is still
guaranteed to converge to a local minimum. This algorithm underpins most of the
modern optimisation methods used to train Deep Learning models. The next section
will discuss some of the more advanced techniques used for stochastic optimisation
with neural networks.

2.2.1

First-Order Optimisers

First-order algorithms are probably the most well known and studied algorithms
in the literature. The term comes from the fact that their update rules use only
first-order information — the gradient. To distinguish it from the adaptive methods
14
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of the next section, we will require that every update can be expressed as a linear
combination of all previous gradients. It is clear that Gradient Descent is part
of this family of algorithms, as well as its stochastic variant. The most widely
used algorithm of this type for training Deep Learning models is the Heavy Ball
method, which is often also called Gradient Descent with Momentum [104]. The
initial inspiration for the method was to introduce an auxiliary variable which plays
a similar role to that of momentum in a physical system. Then one can treat the
objective function as the potential energy and simulate Newtonian dynamics with
friction. The resulting update rules are:

vt+1 = βvt − α∇θ E(θt ),
θt+1 = θt + vt ,

(2.10)

where β is called the momentum coefficient2 . Analogously to Gradient Descent, the
method can be extended to use sub-sampled minibatches rather than the full dataset
in order to scale to large datasets. Practitioners have found this approach to be very
successful, and with proper tuning of the learning rate and momentum coefficient,
it achieves state-of-the-art results on many problems. Its convergence properties in
the stochastic setting have also been extensively studied [135, 76, 108].
Another important first-order method is the Accelerated Gradient Descent from
the seminal work of Nesterov [95]. The authors proved that in the deterministic
case, e.g. using the full gradient, it achieves the optimal quadratic convergence rate.
There has been further theoretical analysis of using similar ideas in the stochastic
setting. However, when applying these methods to large Deep Learning models,
they rarely perform better than Gradient Descent with Momentum, hence why they
are less commonly used in practice.

2.2.2

Adaptive First-Order Optimizers

In comparison to the classical first-order methods, adaptive first-order methods additionally have some form of rescaling of the gradient elementwise3 . Most often the
term is derived from the elementwise squared values of the gradients as in RmsProp,
AdaDelta and Adam [138, 61]. The most widely used method from these algorithms
2
3

The term 1 − β would correspond to the friction coefficient in the physics interpretation.
This is equivalent to a diagonal preconditioner, but we want to distinguish these methods from

second-order optimizers explicitly.
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for training Deep Learning models is Adam, arguably on par with the Heavy Ball
method in terms of its use. Its updates are based on tracking a moving average
of the first moment of the gradients and rescaling by the square root of a moving
average of the second moments of the gradients:

µ̃t+1

µt+1 = β1 µt + (1 − β1 )∇θ E(θt ),
µt+1
=
,
1 − β1t
vt+1 = β2 vt + (1 − β2 )∇θ E(θt )2 ,

ṽt+1

vt+1
,
=
1 − β2t
θt+1 = θt − α √

(2.11)

µ̃t+1
.
ṽt+1 + 

In the expressions above all mathematical operations are applied elementwise. In
practice, it performs consistently very well and with very little fine-tuning, despite
some issues with its behaviour in particular cases having been raised [111].

2.2.3

Second-Order Optimizers

Second-order methods have a long history in optimisation of deterministic functions.
The main difference with first-order methods is that they uses the second-order
derivatives matrix — the Hessian — to construct their steps. The core idea of these
methods is to construct a local quadratic approximation by Taylor expanding the
objective function around the current parameter setting and then solving it:
1
(2.12)
E(θ + δ) ≈ E(θ) + δ T ∇θ E + δ T ∇2θt Eδ.
2
−1
The solution is simply δ ∗ = − ∇2θt E
∇θ E which is the update for the classical
Newton’s method. However, in this formulation, if the Hessian matrix is not Positive
Semi-Definite (PSD) then this local quadratic function does not have a minimal value
and minimising it might lead to steps in directions that do not decrease the loss.
Additionally, this can converge to a saddle point rather than a minimum. Several
algorithmic developments address these issues, such as line search and trust-region
methods. An alternative approach is not to use the Hessian matrix at all, but find
a matrix that has similar properties and is PSD by construction. This is what will
broadly be called a curvature matrix, and its estimated value would be denoted
with C. Replacing the Hessian in the quadratic Taylor expansion by this matrix
16
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guarantees that the resulting function has a minimum and we can then update the
parameters using the solution:
θt+1 = θt − αC−1
t ∇θ E(θt ).

(2.13)

Practical algorithms of this kind execute more sophisticated updates, for instance, by
automatically choosing the step size based on different criteria [132, 4]. The adaptive
first-order methods can be thought of as building a diagonal curvature matrix based
only on gradient information. One example of such a curvature matrix is the GaussNewton, which initially has been proposed only for non-linear least squares. It will
be of central interest of this work and will be discussed in great details in Chapter 3.
Another family of algorithms that construct an alternative matrix to the Hessian are
the so called Quasi-Newton methods. They build up iteratively a curvature matrix
using properties of the Hessian. The most notable ones are the Broyden-FletcherGoldfarb-Shanno (BFGS) and its limited memory variant LBFGS [12, 97]. Due
to its significantly lower memory usage, for a while, LBFGS was one of the most
popular algorithms for non-linear optimisation. The main challenge of applying
any of these methods is that they often require significantly more memory than
first-order methods, and they are not developed to deal with stochasticity in either
the gradient or the curvature matrix. The second point is of crucial importance
as it makes them unpractical for large datasets. In recent years there has been an
increasing interest in developing Stochastic Quasi-Newton methods which can be
applicable to large models such as neural networks [14, 91, 131]. Nevertheless, there
has not yet been developed any Stochastic Quasi-Newton algorithm which manages
to achieve better or faster performance on Deep Learning models when compared
to the more popular first-order methods.
Recently there has been increasing interest in developing second-order optimisers
specifically for Deep Learning. A Hessian-free algorithm has been developed, that
uses automatic differentiation to compute Hessian-vector products cheaply and performs the gradient preconditioning via a truncated conjugate-gradient method [81].
The results from this work demonstrated that second-order methods are capable of
training neural networks on problems where first-order methods struggled to find
good solutions. Unfortunately, the method requires very large batch sizes and is still
not performing well in terms of computation time. Finally, as will be shown in this
work, several methods build a block-diagonal approximation to a curvature matrix.
A detailed discussion of such methods is deferred to later chapters.
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2.3

Model Uncertainty and its applications

The standard setting in which Deep Learning models are trained is MLE or MAP
where the result of the training procedure is just a single parameter value. Although
these results show excellent performance on data similar to the training data they
have been observed to be overconfident in predictions on data that is very different
from what they have been trained on. Consider, an image classifier that has been
trained to recognise car models from images. When, however, presented with a
plane, it would still provide us with a prediction of which car model it is. It would
be beneficial if the model can also provide us with a level of uncertainty that it has
about its prediction, which in this example is likely to be high as it knows nothing
about planes. The measure of uncertainty is especially important when trying to
apply models in real-world applications, where decisions based on their predictions
can be of great importance. Examples of such applications are autonomous vehicles
and medical treatment for patients, where real lives could be at stake if the wrong
decisions are made. The uncertainty in the model predictions can be split into types:
• aleatoric uncertainty — this arises from noise in the data generation process,
e.g. from corrupted labels or inherited noise in measurement instruments.
• epistemic uncertainty — this arises from the uncertainty of the model parameters, e.g. there are many parameters values that could explain the observed
data
A trained model usually captures well aleatoric uncertainty as the training data
is expected to be noisy and contain information about the noise. However, the point
estimate that is the result of standard training is not capable of expressing any form
of epistemic uncertainty. The Bayesian framework provides a principled way of
avoiding such problems by treating the parameters of the model as an unknown
quantity and integrating over all possible values of the posterior distribution. For
many practical models, the full posterior distribution is intractable and instead some
approximation of it has to be made in order to perform the integration. Variational
approaches try to find simpler tractable distributions that well approximate it via
divergence minimisation [62]. Another common approach is to introduce, during
training, stochastic noise into the model and perform training with it [126, 35,
5]. At test-time instead of removing this noise process, it is possible to perform
Monte Carlo sampling and get multiple predictions over the outputs. One can
relate this procedure to variational approaches under conditions which, however,
18
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are not met in practice [57]. The most popular strategy to get epistemic uncertainty
is to find multiple MAP solutions by training a model from different initial points
and constructing an ensemble from the resulting parameters [28, 73, 25, 67]. This
is both the simplest and the empirically best performing technique. It is somewhat
orthogonal to the other approaches as it can be combined with them, by making a
mixture of approximate distributions (each mixture corresponds to a single ensemble
member). Hence, in this work, ensemble methods will not be discussed in any more
details. Other applications of prediction uncertainty is active learning, where the
uncertainty of the model can be used to select the optimal unlabelled data which to
be given to a human to annotate.
The applications of having an approximate posterior distribution over the parameters go beyond using them for predictive uncertainty. Online learning is a field
where the model observes multiple tasks in a row without being able to return to
the previous tasks data. This is similar to how people often learn different tasks
in sequence and at the end are capable of then executing each one successfully. In
practice, it is challenging to train Deep Learning models in this setting as they tend
to quickly forget the information that they have learned in earlier tasks. By having
an approximate distribution to the posterior and continuously updating it based
on the new task, the model is capable of retaining information from all previous
tasks. Another avenue where the posterior distribution can be useful is Reinforcement Learning, where it can be used in order to achieve much better exploration
lower regret via approximate Thompson Sampling [122, 36, 16, 60, 56].
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Chapter 3
Curvature Matrices of Feed Forward
Neural Networks
The chapter lays out all theoretical foundations which will be the core of any of the
practical algorithms developed in the later chapters. The first three sections present
the exact problem setup and mathematical background that the reader should be
familiar with in order to understand the derivations thoroughly thereafter. Firstly,
the Hessian matrix of a Feed Forward Neural Network will be analysed, as it is the
basis of all approximate curvature matrices. As demonstrated in Lemma 3.15 for
a single input, it has a very particular structure. This result will be used to prove
several interesting facts about the objective function of neural networks when using
piecewise linear activation functions. However, since it is not Positive Semi-Definite
in general, Section 3.5 will analyse the Generalised Gauss-Newton matrix and its
relationship to the Hessian and Fisher matrices. The final section of the chapter
discusses the implication of having a finite dataset on the rank of this curvature
matrix.
The work in this chapter was done in collaboration with my supervisor Prof.
David Barber at University College London. Most of the results have been previously publish [10], however, I have tried to formalise them better and describe the
intuitions behind them in much more details than it was possible in the short page
limit of a conference publication.
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3.1

Modelling formulation and assumptions

The main focus of all theoretical results will be training a Deep Learning model on
a Supervised Learning task. In light of this, it is assumed that a dataset D is given,
consisting of N data points. Each pair (xn , yn ), where xn ∈ Rdx and yn ∈ Rdy ,
are assumed to have been sampled from some unknown distribution ptrue (x, y). The
upper indexing with the variable n would be used to indicate indexing over the data
points in D. The empirical distribution of the data is defined as a mixture of delta
functions around each data point and will be denoted as pd (x, y):
pd (x, y) =

1 X
δ(x − xn )δ(y − yn ).
N n

(3.1)

The particular objective function that will be optimised is assumed to be provided as
part of the modelling problem. There can be many variants of the exact functional
form, but the discussion will be restricted to loss functions of the form
E(θ, D) =

1 X
Lθ (xn , yn ) + λΩ(θ).
N n

(3.2)

The loss for a single data point would be denoted by Ln , keeping in mind that it
depends on θ, xn and yn . In the cases where the derivation is invariant to the
specific choice of the data point values, the index n will be dropped, and only L will
be used. The average values over the whole dataset of quantities that are data point
dependent will be denoted via an over-line, for instance the average dataset loss is
L=

1 X
Lθ (xn , yn ).
N n

(3.3)

Additionally, the regulariser Ω(θ) should be a convex function of the parameters. In
the case when the neural network is part of a statistical framework, it is assumed
that it approximates the conditional distribution p(y|x). To distinguish this from
the true data distribution, this approximation will be denoted as pθ (y|x). In this
setting, since the objective is minimised, the loss for a single data point is the
negative log-likelihood:
Ln = − log pθ (yn |xn ).

(3.4)

In the case of MAP estimation, the regulariser is nothing more than the negative
log prior:
Ω(θ) = − log p(θ),
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and then its coefficient λ is equal to

1
.
N

The construction defines the objective as

the log-posterior rescaled by a factor of one over the number of data points. In all
practical cases considered in later chapters, the prior will be an isotropic Gaussian
distribution, whose covariance is the identity multiplied by σ 2 . The full objective
function then is
E(θ, D) =

1 X n λ
L + ||θ||22 ,
N n
2

where for convenience the new variable λ is defined as

3.2

(3.6)

λ
.
σ2

The Kronecker product and related properties

The Kronecker product plays an essential role in the structure of many of the curvature matrices and their approximations. As such, the reader needs to familiarise
himself with it and its various properties in order to be able to understand the
mathematical derivations easily.
Definition 3.1. Given a m × n matrix A and a p × q matrix B the Kronecker
product between A and B, denoted as A ⊗ B, is a block matrix consisting of
m × n blocks each of size p × q and the ij th block is equal to Aij B.
For clarity this is depicted below

A11 B

 A21 B
A⊗B = 
 ..
 .

A1,n B

A22 B . . .
..
..
.
.


A2,n B 
.. 
.
. 

Am1 B Am2 B . . .

3.2.1



A12 B . . .

(3.7)

Am,n B

Properties

From the definition, it is clear that the Kronecker product is a bilinear map between the two matrices A and B. As such one can prove the following associative
properties:
• (A + C) ⊗ B = A ⊗ B + C ⊗ B.
• A ⊗(B + C) = A ⊗ B + A ⊗ C.
• (αA) ⊗ B = A ⊗(αB) = αA ⊗ B.
• (A ⊗ B) ⊗ C = A ⊗(B ⊗ C) = A ⊗ B ⊗ C.
22
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A few more properties of the Kronecker product that are used in this work are
listed below.
Property 3.2. If a and b are vectors then their outer product can be written in
terms of a Kronecker product in the following way:
a bT = a ⊗ bT = bT ⊗a.
Proof. Directly follows from Definition 3.1.
Property 3.3. Given a m × n matrix A and a p × q matrix B the transpose of
the Kronecker product between A and B is the Kronecker product of the individual
matrices transposed:
(A ⊗ B)T = AT ⊗ BT .
Proof. Directly follows from Definition 3.1.
Property 3.4. Given a m × m diagonal matrix A and a p × p diagonal matrix B
then the Kronecker product A ⊗ B is a diagonal matrix as well.
Proof. Directly follows from Definition 3.1.
Property 3.5 (Mixed Matrix Property). Given a m × n matrix A, n × r matrix
C and a p × q matrix B, q × s matrix D the following identity, referred to as the
mixed-product property, holds:
(A ⊗ B)(C ⊗ D) = (AC) ⊗(BD).
Proof. Since both (A ⊗ B) and (C ⊗ D) are block-matrices with compatible block
sizes, we can directly analyse for the resulting m × r ij th block of the product:
!
X
X
Pij =
(Aik B)(Ckj D) =
Aik Ckj BD = (AC)ij BD.
k

k

Property 3.6. Given a m × m unitary matrix A and a p × p unitary matrix B then
the Kronecker product A ⊗ B is also a unitary matrix.
Proof. (A ⊗ B)T (A ⊗ B) = (AT ⊗ BT )(A ⊗ B) = (AT A) ⊗(BT B) = I ⊗ I = I.
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T
Property 3.7. Given a m×n matrix A with Singular Value Decomposition UA ΣA VA
T
and a p×q matrix B with Singular Value Decomposition UB ΣB VB
then the Singular

Value Decomposition of the Kronecker product A ⊗ B is:
(A ⊗ B) = (UA ⊗ UB )(ΣA ⊗ ΣB )(VA ⊗ VB )T .
Proof. The factorisation follows from Property 3.5, the fact that UA ⊗ UB and
VA ⊗ VB are unitary matrices follow from Property 3.6, finally ΣA ⊗ ΣB is diagonal
from Property 3.4.
Property 3.8. Given a m × m square matrix A and a p × p square matrix B then
the Kronecker Product A ⊗ B raised to the power n is equal to the Kronecker product
of each individual matrix raised to the power n:
(A ⊗ B)n = An ⊗ Bn .
Proof. Directly follows from Property 3.7.
Property 3.9. Given a m × m square matrix A and a p × p square matrix B then
the Kronecker product A ⊗ B has a rank equal to the product of the rank of A and
the rank of B.
rank (A ⊗ B) = rank (A) rank (B) .
Proof. Directly follows from Property 3.7.
Property 3.10. Given a m × m square matrix A and a p × p square matrix B then
the determinant of the Kronecker product A ⊗ B is equal to the determinant of A
to the power p times the determinant of B to the power m.
det (A ⊗ B) = det (A)p det (B)m .
Proof. From Property 3.7 it follows that the determinant is equal to the determinant
of the diagonal matrix ΣA ⊗ ΣB . The elements of this matrix are [ΣA ]ii [ΣB ]jj for
every pair of indices i and j. Hence, each element [ΣA ]ii appears as many times as
the dimensionality of B, which is p, and analogously each [ΣB ]jj appears exactly m
times.

24

The Gauss-Newton matrix for Deep Learning models and its applications

Definition 3.11. The Khatri-Rao product of two block matrices A and B,
each one consisting of m × n blocks, is a block matrix whose k, l block is the
Kronecker product of the k, l blocks of A and B. The operation will be denoted
by A ∗ B.
For clarity the definition is depicted below:

A1,1 ⊗ B1,1 A1,2 ⊗ B1,2

 A2,1 ⊗ B2,1 A2,2 ⊗ B2,2
A∗B=
..
..

.
.


3.2.2

...

A1,n ⊗ B1,n



...
..
.

A2,n ⊗ B2,n
..
.



.



Am,1 ⊗ Bm,1 Am,2 ⊗ Bm,2 . . .

Am,n ⊗ Bm,n

(3.8)

The vectorization operator

When dealing with parameters which are matrices, it is sometimes convenient to still
treat them as vectors. For this purpose we introduce the vectorization operator:
Definition 3.12. The vectorization operator is defined as an isomorphism between
the space of real matrices of size m × n to the space of real vectors of size mn
by stacking the columns of the matrix sequentially into a single vector. Formally
vecm,n () : Rm×n → Rmn such that:


A·,1





vecm,n (A) =  . . .  .
A·,N
For convenience, when the input to the operator is a vector rather than a matrix, we
define it as the identity map.
Since vecm,n () is an isomorphic map, note that its inverse exists. The operator
has one important property that would be often used throughout the thesis:
Property 3.13. Given a vector a ∈ Rm and a vector b ∈ Rn the following equality
holds:
vecm,n (a bT ) = a ⊗ b .
Proof. Follows directly from Definition 3.12.

25

The Gauss-Newton matrix for Deep Learning models and its applications
Property 3.14. Given a m × n matrix A, a p × q matrix B and a n × p matrix X
the following equality holds:
vecm,q (AXB) = (BT ⊗ A)vecn,p (X).
Proof. Let’s consider the ith block of the right hand side, which is a vector of size
m:
Pi = [B11 A, B21 A, . . . , Bn,i A]vec (X) =

X

Bj,i AXj,· = AXB·,i .

j

which is indeed the ith column of the matrix AXB.
Notations note: Through the text whenever the matrix sizes m and n are
clear from the context the subscripts will be omitted and we will use vec (·)
instead of vecm,n (·).

3.3

Neural network notations

As discussed in the Section 2.1, there are many different Deep Learning models used
in practice. However, in this chapter, the main focus will be on investigating the
curvature matrices of Feed Forward Neural Networks. The reason for this choice
is that they are the most simple neural networks, whose properties, however, are
similar to those of more complicated architectures. Also, the fact that they have the
potential to be universal function approximators implies that some of the conclusions
drawn from them can be extended to other architectures as well. Therefore, from
this point forward unless explicitly specified, it is always assumed that the model
under consideration is a Feed Forward Neural Network.
The original notations introduced in Equation 2.4 are somewhat inconvenient
for presenting our results. In this regard, let us introduce the concatenated weight
matrix Ŵl for each layer l. It is defined by stacking the bias as an additional last
column to the standard weight matrix:
Ŵl = [W; b] .

(3.9)

Equipped with this, the original recursive definition of a Feed Forward Neural Network can be expressed in an alternative form, by additionally appending a unit with
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a value of 1 to all activations except for the final layer:
" # " #
a0
x
â0 =
=
,
1
1
hl = Ŵl âl−1
∀l ∈ [1, L],
  



f (hl )
a

 l  = 
 if l < L,
âl =
1
1



a = h
if 0 < l = L.
L

(3.10)

L

When taking derivatives, it is advantageous to represent parameters as vectors rather
than matrices or other tensors. Hence, the flattened parameters for layer l are defined
via the vectorization operator, see Section 3.2.2:
 
wl = vec Ŵl .

(3.11)

This further allows us to define the equation for the pre-activations hl as a linear
map of wl using the properties of the Kronecker product:


hl = Ŵl âl−1 = vec Ŵl âl−1
 



= vec IŴl âl−1 = âTl−1 ⊗ I vec Ŵl

= âTl−1 ⊗ I wl .

(3.12)

It is now possible to formally define the collection of all parameters as the concatenation of all layer’s wl variables — θ = [w1T ; w2T ; . . . ; wLT ]T .
Finally, we want to highlight an important distinctions, when manipulating
derivative expressions, between the gradient and Jacobian matrix. In Machine
Learning in most cases practitioners are working with gradients, they are commonly
treated as vectors 1 . However, when writing the multi-dimensional chain rule, it is
much more suitable to use the correct mathematical definition of Jacobian matrices.
In order to emphasis and make this distinction clear for the reader we will use the
following convention:
Given a vector valued function f : Rd → Rk we will denote the Jacobian
∂f
matrix of f with respect to its inputs x with ∂x
defined as
 
∂f
∂fi
=
.
∂x i,j ∂xj

1

Formally, gradients are covectors.
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In the special case, where f is a scalar function, e.g. k = 1, then we will
denote the vector of partial derivatives of f with respect to its inputs x with
∇x f defined as
[∇x f ]j =

∂f
.
∂xj

Importantly, when f is a scalar function the Jacobian represents a row vector
(its a 1 × d matrix) while the gradient is a column vector. Using these notations,
we are finally ready to dive into our theoretical analysis.

3.4

The structure of the sample Hessian matrix

A central idea throughout this thesis is the approximation of the Hessian matrix of
the objective function with respect to the parameters θ of a Feed Forward Neural
Network. From the assumption in Equation 3.2 the following equality for the Hessian
follows:

1 X ∂ 2 Ln
∂ 2Ω
∂ 2E
=
+
λ
.
∂θ2
N n ∂θ2
∂θ2

(3.13)

Since the regulariser is convex, it is assumed that there exists a known analytical expression for its second-order derivative. This is true for all practical cases considered
later, where this is nothing more than the log-density of an isotropic Gaussian and
its Hessian matrix is a scaled identity. In this regard, the expression for our analysis
is the sample Hessian, e.g. the matrix of second-order derivatives for a single data
point:

∂ 2L
.
(3.14)
∂θ2
Using the chain rule and Property 3.5 we can write the Jacobian of the objective L
Hθ =

with respect to wl as:
∂L ∂hl
∂L
=
=
∂wl
∂hl ∂wl



∂L
1⊗
∂hl




∂L
âTl−1 ⊗ I = âTl−1 ⊗
.
∂hl

(3.15)

Since âl−1 is the input to layer l observe that for k ≥ l it does not depend on either
wl or wk and so the following equalities hold:
∂âl−1
= 0,
∂wk


∂ ∂âk−1
= 0.
wk
∂hl
28
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To find the diagonal blocks of Hθ we differentiate the Jacobian one more time with
respect to wl :




∂ 2L
∂hl T ∂ 2 L
∂L
T
T
T
= âl−1 ⊗
= âl−1 ⊗
âl−1 ⊗
∂hl
∂wl ∂hl
∂wl ∂hl 2




T ∂ 2 L
∂ 2L
T
T
T
= âl−1 ⊗ âl−1 ⊗
= âl−1 ⊗ âl−1 ⊗ I
∂hl 2
∂hl 2
 ∂ 2L
∂ 2L
T
T
= âl−1 ⊗ âl−1 ⊗
= âl−1 âl−1 ⊗
.
∂hl 2
∂hl 2

∂ 2L
∂
=
2
∂wl
wl

(3.17)

To find the off diagonal blocks of Hθ we differentiate the Jacobian one more time
with respect to wk for k > l:




∂ ∂L ∂hk ∂âk−1
∂ 2L
∂
∂L
T
T
=
= âl−1 ⊗
â ⊗
∂wk ∂wl
wk l−1 ∂hl
wk ∂hk ∂âk−1 ∂hl
"
! #


T
∂
∂L
∂
∂â
∂L
∂â
k−1
k−1
= âTl−1 ⊗
wk
Ŵk
= âTl−1 ⊗
⊗
wk ∂hk
∂hl
wk
∂hl
∂hk

!T 
T
2
∂ L
∂âk−1
∂L
∂âk−1

= âTl−1 ⊗ 
Ŵk
+
⊗
∂wk ∂hk
∂hl
∂hl
∂hk



∂âk−1
∂hk T ∂ 2 L ∂hk ∂âk−1
∂L T
T
+
⊗
= âl−1 ⊗
∂wk ∂hk 2 ∂âk−1 ∂hl
∂hl
∂hk



2
T ∂ L ∂hk
∂âk−1
∂L T
T
T
+
⊗
= âl−1 ⊗ âk−1 ⊗ I
∂hl
∂hk
∂hk 2 ∂hl

T
2
∂ L ∂hk ∂âk−1
∂L
= âTl−1 ⊗ âk−1 ⊗
+
⊗
2
∂hl
∂hk
∂hk ∂hl
2

∂ L
∂âk−1
∂L T
= âk−1 âTl−1 ⊗
+ âTl−1 ⊗
⊗
.
∂hk ∂hl
∂hl
∂hk
(3.18)
Combining the above results proves the following lemma
Lemma 3.15. Using the notations from Section 3.10 and the following definitions:
• ã as the concatenation of all layers inputs — [âT0 ; âT1 ; . . . ; âTL−1 ]T .
• h̃ as the concatenation of all layers pre-activations — [hT1 ; hT2 ; . . . ; hTL ]T .
• HFO as the block diagonal matrix containing the information in the Hessian matrix that depends only on first order information, called The
29

The Gauss-Newton matrix for Deep Learning models and its applications

Hessian First Order Component. Its k, l block is a :


∂L T
∂âk−1
k
T
FO
⊗
.
Hk,l = (1 − δl ) âl−1 ⊗
∂hl
∂hk
Then the single sample Hessian matrix of a Feed Forward Neural Network with
respect to its parameters θ is equal to:
 ∂ 2L
Hθ = ããT ∗
+ HFO .
2
∂ h̃
a

Here δlk is the indicator function, which evaluates to one only when k = l and is zero

otherwise.

3.4.1

The Block Diagonal Hessian Recursion

From the previous derivation, it is easy to notice that the only second-order terms
that appear in the expressions of the sample Hessian matrix are of the form

∂2L
.
∂hl 2

These terms will be referred to as the pre-activation Hessian matrices, and for each
layer l will be denoted with Hl . In addition, the matrix of the outer product of the
inputs to layers l and k will be denoted as Al,k . Summarising these definitions:
Hl =

∂ 2L
,
∂hl 2

Al,k =

âl âTk .

From this the following relationship follows:




∂
∂
∂L
∂L ∂hl+1 ∂al
∂ 2L
=
=
Hl =
∂hl ∂hl
∂hl ∂hl+1 ∂al ∂hl
∂hl 2


2
∂ L
∂al
∂L ∂al ∂
∂al
=
Wl+1
+
∂hl ∂hl+1
∂hl ∂hl+1 ∂hl ∂hl ∂hl
∂al T T
∂al X ∂L ∂ 2 [al ]k
=
Wl+1 Hl+1 Wl+1
+
.
∂hl
∂hl
∂[al ]k ∂hl 2
k
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Importantly, since [al ]k depends only on [hl ]k almost all entries in the last term are
equal to zero:
"

X ∂L ∂ 2 [al ]k
∂[al ]k ∂hl 2
k

#
ij

X ∂L
∂ 2 [al ]k
=
∂[al ]k ∂[hl ]i ∂[hl ]j
k
=

X ∂L
∂ 2 [al ]k
δik δjk
∂[al ]k
∂[hl ]i ∂[hl ]j
k

=

δji

(3.21)

∂L
∂ 2 [al ]i
.
∂[al ]i ∂[hl ]i ∂[hl ]i

Combining the previous two results proves the following lemma:
Lemma 3.16. Given the activation function φ, its first and second derivative
φ0 and φ00 and defining the diagonal matrices Bl and Dl as a :
∂al
= diag (φ0 (hl )) ,
∂hl


∂L
00
◦ φ (hl ) .
Dl = diag
∂al
Bl =

(3.22)

Then the pre-activation sample Hessian for every layer of a Feed Forward
Neural Network satisfies the following recursive relationship:
T
Hl = Bl Wl+1
Hl+1 Wl+1 Bl + Dl .
a

(3.23)

Where ◦ stands for elementwise product, also called the Hadamard product.

The lemma provides a practical approach for computing all of the diagonal blocks
of the sample Hessian matrix. It starts by initially computing HL for the outputs of
the network. This depends on the exact choice of objective function L and has an
analytic expression for standard losses. Then the recursive rule from the lemma is
applied in a single backward pass through the network to compute the pre-activation
sample Hessian for every layer. Finally, according to Lemma 3.15 by performing a
Kronecker product of the computed matrices with Al,l the diagonal blocks of Hθ is
recovered. It is important to remember, however, that this procedure computes the
blocks of the Hessian for a single input x, and it must be repeated for every data
point if the goal is to calculate the full Hessian. A similar observation, but restricted
to the diagonal entries rather than the more general block-diagonal case, has been
previously presented in [120].
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3.4.2

The special case of piecewise linear activation functions

In recent years piecewise linear activation functions, such as the Rectified Linear
Unit φ(x) = max(x, 0), have gained significant popularity among practitioners [50].
Since the second derivative φ00 of a piecewise linear function is zero everywhere
where it exists, the matrices Dl from Lemma 3.16 will be zero. Assuming that HL
is Positive Semi-Definite, that is vT HL v ≥ 0 ∀v, then via induction it follows that
the pre-activation sample Hessian matrices for every layer are PSD as well:
T
vT Hl v = vT Bl Wl+1
Hl+1 Wl+1 Bl v,

u = Wl+1 Bl v,
vT Hl v = uT Hl+1 u,

(3.24)

uT Hl+1 u ≥ 0 ∀u =⇒ vT Hl v ≥ 0 ∀v.
Furthermore, from the fact that all of the matrices Hl are PSD it also follows that
the diagonal blocks of Hθ are PSD as well:
vec (V)T Hl,l vec (V) = vec (V)T (Al,l ⊗ Hl ) vec (V)
= vec (V)T vec (Hl VAl,l )

= trace VT Hl Vâl−1 âTl−1

(3.25)

= (Vâl−1 )T Hl (Vâl−1 ) ≥ 0.
which is summarised in the following lemma:
Lemma 3.17. For a Feed Forward Neural Network if the second derivative
of its activation functions φ is zero everywhere where it exists, and the Hessian of the objective function with respect to the outputs of the network is
Positive Semi-Definite then all of the diagonal blocks of the Hessian matrix
corresponding to parameters of a single layer wl are Positive Semi-Definite.
A corollary of this results is that if all of the parameters of the network except
for wl are fixed, the objective function is locally convex with respect to wl wherever
it is twice differentiable. Note that this does not imply that the objective is convex
everywhere with respect to wl as the surface will contain ridges along which it is
not differentiable, corresponding to boundary points where the activation function
changes regimes. In light of this, consider the following lemma:
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Figure 3.1: Loss surface for piecewise linear activation functions. The network has
two layers, uses a ReLU activation function and the objective function is a squared
error loss. (a) The objective function E as we vary the first layer weight matrix
along two randomly chosen direction matrices U and V via W1 (x, y) = xU + yV,
(x, y) ∈ R2 . (b) The objective function as instead we vary the weights of the second
layer W2 (c) The objective function as we vary jointly the weights of the first and
second layer via W1 = xU, W2 = yV. The surfaces contain no smooth local
maxima. (Best viewed in colour.)

Lemma 3.18. Under the conditions from Lemma 3.17 the overall objective
function E(θ, D) has no differentiable strict local maxima with respect to the
parameters θ of the network.
Proof. For a point to be a strict and local maxima, it is required that all eigenvalues
of Hθ are negative whenever it exists. For a symmetric matrix the sum of eigenvalues
is equal to the trace of the matrix, so to prove the lemma it is sufficient to show that
trace (Hθ ) ≥ 0. However, the trace is just the sum of the traces of the diagonal
blocks:
trace (Hθ ) =

X


trace

l

∂ 2L
∂wl 2


≥ 0.

Where the inequality comes from the result of Lemma 3.17 and the fact that the
sum of the eigenvalues of any Positive Semi-Definite matrix is non-negative.
Hence if there are any local maxima, it must lie on the non-differentiable boundary points of the activation functions. A visual depiction of this fact is shown in
Figure 3.1 for a two layer neural network with squared error loss.

33

The Gauss-Newton matrix for Deep Learning models and its applications

3.5

The Generalised Gauss-Newton matrix

As described in Section 2.2.3, when the objective function is non-convex, Newton’s
method could lead to unbounded updates of the parameters. Trying to address this
limitation for the problem of solving non-linear least squares, whose loss function is
1
L = ||hθ (x) − y||22 ,
2

(3.26)

the Gauss-Newton matrix was introduced with the following definition:
G=

∂h T ∂h
.
∂θ ∂θ

(3.27)

There are two different modern views from which this curvature matrix can be
motivated [82]. One is to assume that the whole function hθ (x) is linearised locally
around the value of the parameters:
ĥθ (x) = hθ∗ (x) + (θ − θ∗ )

∂hθ (x)
.
∂θ

(3.28)

By plugging ĥθ instead of hθ in the least squares objective it is easy to see that
in this case the Gauss-Newton matrix is the Hessian. An alternative perspective
is that considering the analytical expression of the Hessian matrix, it is possible to
select and discard those terms that are not guaranteed to be Positive Semi-Definite.
In the case of the least squares objective

∂2L
∂h2

= I and it follows that

∂h T ∂ 2 L ∂h X ∂ 2 hk ∂L
∂ 2L
=
+
∂θ2
∂θ ∂h2 ∂θ
∂θ2 ∂hk
k
∂h T ∂h X ∂ 2 hk
=
+
(hk − yk ).
∂θ ∂θ
∂θ2
k

(3.29)

Clearly, the second expression depends on the gradient of the loss with respect to
h and in general, it can have arbitrary values. Hence, to construct the GaussNewton one discards this expression. Regardless of the chosen view, the quadratic
approximation constructed using this curvature matrix has the unique property that
it takes the minimal value of zero on an (n − 1)-dimensional manifold [18]. It has
been observed that this definition can be generalised to more than just non-linear
least squares [121]. The only requirement is that the loss function L is convex
with respect to hθ (x). In order to define the Gauss-Newton matrix even when this
condition is not satisfied, the following definition will be used:
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Definition 3.19. Given a function hθ (x) mapping x to z and a loss function L(z, y) for which there is an associated Positive Semi-Definite curvature
matrix G(z, y) with respect to z, then the Generalised Gauss-Newton matrix
(GGN) of the loss function L(hθ (x), y) with respect to the parameters θ is
G=

∂h T ∂h
G .
∂θ
∂θ

In the special case when L is convex with respect to z we can uniquely pick the
associated curvature matrix G to be the Hessian

∂2L
.
∂z2

The reader might be curious what is so special about the choice G =

∂2L
∂h2

that it is

worth mentioning explicitly in the definition. This in fact is the most natural choice
for the Gauss-Newton matrix with respect to the z. The motivation for this is, that
in the first place we would like to use the Hessian matrix, however it is not Positive
Semi-Definite. On the other hand, if θ are a local minimizer of L then indeed the
Hessian matrix is Positive Semi-Definite. Comparing the top line of Equation 3.29
and the definition of the Generalised Gauss-Newton, it is easy to see that if
and G =

∂2L
∂h2

then indeed it follows that G =

∂2L
.
∂θ2

∂L
∂h

=0

In order this hold for the full

curvature matrix, after taking expectation over the full dataset, this would require
the model to have perfectly fit all of the data, that is

∂L
∂h

= 0 for any inputs. This

can still be a motive for this choice, but it is a bit restrictive, as it implies significant
overfitting to the data. Instead, we will motivate the choice using the following
lemma:
Lemma 3.20. If the objective function L is a conditional negative loglikelihood function, and there exist parameters θ∗ under which the model predictive distribution pθ (y|hθ (x)) coincides with the true data generating distribution ptrue (y|x), and for the sample Generalised Gauss-Newton, as in Definition 3.19, it has been chosen G =

∂2L
,
∂h2

then the following identity holds:
 2

∂ L
Eptrue (x,y) [G(θ∗ )] = Eptrue (x,y)
.
∂θ2 θ∗

Proof. Examining Equation 3.29 and the definition of the Generalised
Gauss-Newton
hP 2
i
∂ hk ∂L
to prove the lemma it is sufficient to show that Eptrue (x,y)
2
k ∂θ ∂hk . Expanding
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this expression, and pushing one of the expectations inside the summation we get:
"
#
"
#

X ∂ 2 hk ∂L
X ∂ 2 hk
∂L
Eptrue (x,y)
= Eptrue (x)
.
Eptrue (y|x)
2 ∂h
2
∂θ
∂θ
∂h
k
k
k
k
However, from the lemma we have assumed that ptrue (y|x) = pθ (y|hθ (x)) at θ∗ and
that L = − log pθ (y|hθ (x)). Hence the inner expectation becomes:


∂L
= Epθ (y|hθ∗ (x)) [∇ − log pθ (y|hθ∗ (x))] = 0,
Eptrue (y|x)
∂hk
where we used the well known fact that the expectation of the gradient of the loglikelihood is zero. This concludes the proof.
Hence the curvature matrix for the network output, which would be denoted as
GL , would always be chosen to be equal to HL =

∂2L
.
∂h2

Similarly to the Hessian, the Generalised Gauss-Newton matrix has a Khatri-Rao
structure:
Lemma 3.21. Using the notations from Lemma 3.15 the single sample Generalised Gauss-Newton matrix for a Feed Forward Neural Network with respects
to its parameters θ is equal to
T

Gθ = ãã




∗

∂hL T ∂hL
GL
∂ h̃
∂ h̃


.

Proof. Calculating the k, l block of the GGN starting from the definition:
Gk,l

∂hL T ∂hL
∂hk T ∂hL T ∂hL ∂hl
=
=
GL
GL
∂wk
∂wl
∂wk ∂hk
∂hl ∂wl
T
∂hL T
∂hL
= (âTk−1 ⊗ I)T
GL
(â ⊗ I)
∂hk
∂hl l−1



∂hL T ∂hL
T
= âk−1 âl−1 ⊗
GL
.
∂hk
∂hl

It can be observed that all of the expressions in the Generalised Gauss-Newton
matrix depend on terms of the form

∂hL T
L
GL ∂h
.
∂hl
∂hl

In an analogous way to the pre-

activation Hessian, these terms will be called the pre-activation Gauss-Newton matrices, and for each layer l will be denoted with Gl .
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Lemma 3.22. Using the notations and definitions from Lemma 3.16 the preactivation Gauss-Newton for every layer of a Feed Forward Neural Network
satisfy the following recursive relationship:
T
Gl = Bl Wl+1
Gl+1 Wl+1 Bl .

(3.30)

Proof. Directly from the definition of Gl and Bl we can derive

T 

∂hL ∂hl+1 ∂al
∂hL ∂hl+1 ∂al
∂hL T ∂hL
Gl =
GL
=
GL
∂hl
∂hl
∂hl+1 ∂al ∂hl
∂hl+1 ∂al ∂hl


T
∂hL
∂hL
T
T
= Bl Wl+1
Gl+1 Wl+1 Bl .
GL
Wl+1 Bl = Bl Wl+1
∂hl+1
∂hl+1

(3.31)

This result might look strikingly similar to the result from Lemma 3.16, the
only noticeable difference is the matrix Dl , which is a diagonal matrix containing
the elementwise second-order derivatives of the activation function φ. Hence, if φ
is a piecewise linear function, implying that Dl = 0, then two recursions become
identical. The following lemma formalises this:
Lemma 3.23. For a Feed Forward Neural Network if all of the activation
functions φ have zero second order derivatives whenever they are defined and
GL has been chosen to be equal to HL then for every layer the pre-activation
sample Gauss-Newton matrix and pre-activation sample Hessian matrix are
equal. Furthermore the difference between the sample Hessian and the sample Generalised Gauss-Newton matrix with respect to the parameters θ is the
Hessian First Order Component:
Hθ = Gθ + HFO .
A corollary of this result, since it is valid for any data point, is that the diagonal
blocks of the expected Hessian and Generalised Gauss-Newton over the whole data
set are also equal, sine the diagonal blocks of the Hessian First Order Component are
always zero. This demonstrates how closely the Generalised Gauss-Newton approximates the Hessian even in the case of complicated models like neural networks. Even
for non-linear activation functions, if they are behaving almost linearly, it would be
expected that this result holds approximately. Although these results apply only to
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the matrices for a single data point, they would play an important role in motivating
and developing their practical approximations in Chapter 4.

3.5.1

Relationship with the Fisher matrix

Somewhat similar results to the ones for the sample Generalised Gauss-Newton
matrix has been previously demonstrated for the sample Fisher matrix. In most
Supervised Learning problems, the two matrices are equal, and hence in those cases,
all of the results above apply to both. This section provides a short review of the
Fisher matrix and its relationship to the Generalised Gauss-Newton.
For general probability distribution pθ (x) the Fisher information matrix of the
parameters θ is defined as


F = Epθ (x) ∇θ log pθ (x)∇θ log pθ (x)T .

(3.32)

This can equivalently be expressed as the negative of the expectation of the Hessian
of the log-likelihood function [82]:


F = −Epθ (x) ∇2θ log pθ (x) .

(3.33)

For clarity the proof of this equivalence is given below




∇θ Epθ (x) [∇θ log pθ (x)] = Epθ (x) ∇θ log pθ (x)∇θ log pθ (x)T + Epθ (x) ∇2θ log pθ (x) ,
Epθ (x) [∇θ log pθ (x)] = ∇θ Epθ (x) [1] = ∇θ 1 = 0,
=⇒ ∇θ Epθ (x) [∇θ log pθ (x)] = 0,


=⇒ Epθ (x) [∇θ log pθ (x)∇θ log pθ (x)] = −Epθ (x) ∇2θ log pθ (x) .
(3.34)
By construction the Fisher matrix is Positive Semi-Definite— a property that is
desired for curvature matrices. Using it in a local quadratic approximation leads to
the update F−1 ∇θ L which is known as Natural Gradient [2]. A different perspective
comes from Differential Geometry where the Fisher matrix plays the role of the
metric tensor for statistical manifolds — manifolds whose elements are probability
distributions. In the Supervised Learning setting, where the model estimates a
conditional distribution pθ (y|x) the sample Fisher is given by


Fθ = Epθ (y|x) ∇θ log pθ (y|x)∇θ log pθ (y|x)T ,

(3.35)

and the full Fisher Fθ is the expectation of the sample Fisher over the empirical
dataset distribution pd (x). Notably it does not depend on the true data distribution
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of the target variable y. For a Deep Learning model where the output distribution
is defined based on the outputs hL the Fisher matrix can be expressed as:
"
#
∂hL T ∂ log pθ (y|hL ) T ∂ log pθ (y|hL ) ∂hL
Fθ = Epθ (y|x)
∂θ
∂hL
∂hL
∂θ
"
#
∂ log pθ (y|hL ) T ∂ log pθ (y|hL ) ∂hL
∂hL T
Epθ (y|x)
=
∂θ
∂hL
∂hL
∂θ

(3.36)

∂hL T ∂hL
=
,
FL
∂θ
∂θ
where the term Fl is called the pre-activation Fisher matrix for layer l. By inspecting
this equation and Definition 3.19 it is clear that the Fisher matrix is equal to the
Generalised Gauss-Newton if GL = FL . Since in practice the unique choice GL = HL
is taken a sufficient condition is the objective function to be a negative log-likelihood
and its Hessian matrix is independent of y. Although this might appear restrictive,
if hL parametrises the natural parameters of an exponential family distribution this
independence holds [82]. To show this, consider:
log p(y|x) = log h(y) + T (y)T η − log Z(η),

(3.37)

where h is the base measure, T is the sufficient statistic, Z is the partition function
and η are the natural parameters. Differentiating the negative log-likelihood with
respect to the natural parameters twice:
−∇η log p(y|x) = ∇η log Z(η) − T (y),
−∇2η log p(y|x) = ∇2η log Z(η),

(3.38)

which is indeed independent of y. This result is very important as it demonstrates
that for most Supervised Learning problems, where the objective is the negative
log-likelihood or negative log-posterior, the Generalised Gauss-Newton matrix and
the Fisher matrix are equivalent. In this case, all of the results proven in this section
apply to the Fisher matrix as well, and this will be something that will link other
approaches previously developed in the literature with our own methods.

3.6

On the rank of the empirical matrix

So far, we have mainly focused on analysing the sample Generalised Gauss-Newton
matrix. However, our final goal is to use these result in order to estimate the
expected, or simply referred to as the Generalised Gauss-Newton, which has an
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expectation over the data distribution. In practice, only a finite data set is provided
for training, which can have an important implication for the conditioning of the
matrix. First note that the the curvature matrix GL is of size dim (hL ) × dim (hL ).
In any practical cases, however, a Deep Learning model would have thousands, if not
million of parameters, and hence dim (θ)  dim (hL ). In this case, after examining
Definition 3.19 of the sample Generalised Gauss-Newton, it is clear that
rank (Gθ ) ≤ rank (GL ) ≤ dim (hL ) .

(3.39)

Since the full empirical Generalised Gauss-Newton is nothing more than the average
of the sample matrices over the whole data set, this implies that its rank is upper
bounded by N dim (hL ), where N is the number of data points. As modern Deep
Learning models commonly have millions of parameters, it follows that even the
full curvature matrix is usually severely under-determined. This phenomenon is
particularly pronounced for the binary classifiers, where the dimensionality of the
output of the network is one. This analogously applies to the Fisher matrix as well.
It is possible to draw a parallel between the curvature being zero and standard
techniques where the maximum likelihood problem is under-determined for small
datasets. This gives a further explanation of why the additional curvature term,
coming from the regulariser (e.g. the prior in the case of MAP) is essential. Also,
in optimisation it is often common to add a damping term, that is represented by
an extra scaled identity matrix, which for the above reasons is crucial in order to
make the Generalised Gauss-Newton well behaved.
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Chapter 4
Tractable approximations of the
Generalized Gauss-Newton matrix
In the previous chapter it was demonstrated that the sample Generalised GaussNewton matrix very closely resembles the Hessian. In the special case when the
activation functions are piecewise linear its diagonal blocks are equal to the diagonal
blocks of the Hessian. However, the special structure of the Generalised GaussNewton is valid only for a single sample, while when training a neural network the
full matrix Gθ requires computation. In practical applications, where computation
time is of importance, it is desirable to have a curvature matrix which is easy to
compute, easy to invert, such that they can be used to precondition the gradient,
and require memory comparable to the standard computation of a neural network.
The first two section develop several approximations which achieve these criteria.
The next section describes in details a full optimisation algorithm that makes use of
the curvature approximations. The final sections present experimental results and
comparison of these methods to other common optimisers in the literature.
The approximation methods presented in this chapter were developed in collaboration with my supervisor Prof. David Barber at University College London.
The implementation of all of the curvature approximations in Theano and Lasagne
[112, 27] and the experiments presented in the last section of the chapter were performed by me. The final write up of our publication and producing figures and other
materials was accomplished in collaboration additionally with my college Hippolyt
Ritter.
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4.1

Motivating the block diagonal approximation

A significant issue of ever using the full Generalised Gauss-Newton matrix is that it
is too large to store explicitly for even a moderate size network — its size is square
in the number of parameters. In an attempt to overcome this, rather than trying to
approximate the full matrix, the focus will be only on approximating its diagonal
blocks. This would allow inversion and curvature-vector products to be computed
independently for each layer. Although this discards any dependence across different
layers, it still preserves important information about curvature dependencies within
the same layer, as well as information about the scale of the objective. This approximation has been previously used in the literature only in the context of the Fisher
matrix, and its motivation is purely computational [84, 44, 6]. Below, we present a
novel, to our knowledge, result which motivates the block diagonal approximation
by showing that in the case of linear networks, it is sufficient to know only the diagonal blocks of the Generalised Gauss-Newton if the goal is to precondition a gradient
vector. The full statement is formalised in the following lemma:
Lemma 4.1. Given Feed Forward Neural Network under the following assumptions
• The network is linear, meaning the activation functions φ are identity.
• The network does not have any biases, hence W̃l = Wl .
• All layers have the same width and their weight matrices are invertible.
• The loss chosen curvature matrix GL is constant.


• The matrix Epd (x) xxT is invertible.
Denote with Gdiag the matrix constructed by taking only the diagonal blocks of
the full Generalised Gauss-Newton matrix Gθ . Given a vector V, which is a
gradient of some loss with respect to the network parameters:


∂hL T
V = Epd (x,y)
v(x, y, θ) .
∂θ
The the following equality holds
−1

Gθ V =

1 −1
G V.
L diag
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Proof. For simplicity of the derivation let:


Σx = Epd (x,y) xxT ,


Σy = Epd (x,y) v(x, y, θ)xT ,
Ml =
Nl =

l−1
Y
1
L
Y

Wl ,
Wl .

l+1

Since the network is linear and has no biases we can derive:
!
l−1
Y
al =
Wl x = Ml x,
1



Al,l = Epd (x,y) Ml xxT MTl = Ml Σx MTl ,
!
L
Y

∂hL
=
Wi âTl ⊗ I = (Ml x)T ⊗ Nl .
∂wl
i=l+1
As a result the blocks of the Generalised Gauss-Newton can be expressed as:



∂hL T ∂hL
Gl,k = Epd (x,y) Al,k ⊗
GL
∂hl
∂hk



= Epd (x,y) Ml xxT MTk ⊗ NTl GL Nk


= Ml Σx MTk ⊗ NTl GL Nk .
And the lth block of the block vector V:





∂hL T
v(x, y, θ) = E vec NTl v(x, y, θ)xT MTl = vec NTl Σy MTl .
Vl = Epd (x,y)
∂wl
−1

Let U = Gdiag V. Combining the two previous results implies:

−1 T
 
−1
T
T
T −T
Ul = Gl,l Vl = vec Nl GL Nl
Nl Σy Ml Ml Σx Ml

−1
−1
−1
.
= vec N−1
l GL Σy Σx Ml
Finally calculating the lth block of the product of G and U:

X
X
 

−1
−1
T T
−1
G
Σ
Σ
M
M
Σ
M
[GU]l =
Gl,k Uk =
vec NTl GL Nk N−1
l x
y x
k
L
k
k
k

=

X

k

vec

NTl Σy MTl

k



=

X

Vl = LVl .

k

The next step to a practical approximation is to consider how to approximate
every diagonal block Gl,l .
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4.2

Approximating the Diagonal Blocks of G

Recall that from Lemma 3.21 the diagonal blocks of the sample Generalised GaussNewton matrix can be expressed as
Gl,l = Al,l ⊗ Gl .

(4.1)

The diagonal blocks of the Generalised Gauss-Newton Gl,l are then given as the
expectation of the above equation over the data distribution pd (x, y). To compute
this, it would be required to carry out the computation for each single data point
and then add all of the results. Since the expectation of a Kronecker product
is not necessarily Kronecker factored, there is no compact representation for this
matrix, and it will be required to be stored it explicitly. If the dimensionality of the
inputs and outputs of a layer are both of order O(d) then such matrix would have
O(d4 ) elements. Even for d = 1000, which is not large by standard Deep Learning
architectures, the memory required to store that many elements in a 32bit floating
point precision is on the order of a few terabytes. As this is prohibitively large even
on modern hardware, instead of estimating the matrix exactly, an approximation
that is efficient both to store and compute is needed. The approach we propose is
to do a factorised expectation approximation, also used in [84]:
Gl,l ≈ Al,l ⊗ G l .

(4.2)

In addition, this approximation is also useful when inverting the curvature matrix
because of Property 3.8. Furthermore, under the conditions from Lemma 4.1 the
above equation is exact, since Gl does not depend on the data and the expectation
is taken only over Al,l .
The first factor Al,l is simply the uncentered covariance of the inputs to the layer:
Al,l =

1 X
âl âTl .
N n

(4.3)

By stacking all of the vectors ânl into a d × n matrix M this can be easily computed
via the single product M M T . Such a matrix is usually already computed on the
forward evaluation pass of the network.
For the second factor, however, there do not exist in general efficient ways of
computing it. In the next section, several strategies for dealing with this are presented.
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4.3

Practical calculations for G l

Recall from Lemma 3.22 that the pre-activation sample Generalised Gauss-Newton
matrix follows the recursive relationship:
Gl = Bl WlT Gl+1 Wl Bl .

(4.4)

However, for the curvature matrix of the objective, it is required to compute the
expected value — Epd (x,y) [Gl ]. In principle, the recursion can be applied independently for each single data point, but this would require storing the matrix Gl for
every data point. This is impractical in terms of computation time and could be
useful only in cases where time is not essential. In optimisation, however, computation time together with a decrease in the loss value are of the highest importance
to practitioners. As a result, below, we show several strategies for performing this
computation more efficiently.

4.3.1

Exact low rank calculation

Many problems in classification and regression deal with a relatively small number
of outputs. This implies that the rank of the output layer sample Gauss-Newton
matrix GL is low. From the recursive relationship from Lemma 3.22 it follows that
for any layer the pre-activation sample Gauss-Newton matrices have at most the
rank of GL . Given that each one is Positive Semi-Definite it can be represented as
the sum of its square root vectors:
Gl =

K
X

ckl ckT
l .

(4.5)

k=1

From Lemma 3.22 the following recursion is obtained:
ckl =

∂hL T k
T
c = Bl Wl+1
ckl+1 .
∂hl L

(4.6)

This is the same type of computation performed during back-propagation, but using
ckL instead of the gradient vector

∂L
.
∂hL

Hence for a fixed index k computing the

vectors ckl for all layers has the cost of a single backward pass. Similar to Equation 4.3
the vectors ckl can be computed efficiently for a whole batch of data points, after
which they can be stacked into a matrix, and Gl can be computed via single matrixmatrix multiplication. For this approach, it is needed to store an array of size N ×
d × K rather than N × d × d in the naive case. For small K this is significantly more
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efficient, both in terms of memory and computation. This method was originally
named Kronecker Factored Low Rank (KFLR) [10] and is closely related to the
curvature propagation in [86].

4.3.2

Recursive Mean Propagation

In practical cases where the dimensions of the outputs of the network are very high,
for instance, autoencoders, using the exact computation from the previous section,
becomes a computational bottleneck. Instead of exact computation, we propose
to use the recursion from Lemma 3.22, but pass back only the expectation of the
matrix. This yields the nested expectation approximation below:
h
i
T
Ĝl ≈ Epd (x,y) Bl Wl+1
Ĝl+1 Wl+1 Bl .

(4.7)

The recursion is initialised with the exact value of the last layer Gauss-Newton G L ,
which can be easily computed. Hence, this approach is computationally feasible,
even for deep neural networks. Moreover, notice that under the assumptions of
Lemma 4.1 the matrices Gl do not depend on x and y and the computation is
exact, not just an approximation. This method has been named initially Kronecker
Factored Recursive Approximation (KFRA) [10].

4.3.3

Using The Fisher identity

In special cases where the Generalised Gauss-Newton matrix is equivalent to the
Fisher matrix, as described in Section 3.5.1, it is possible to use this fact in order
to approximate Gl . Specifically, note that the last layer Gauss-Newton satisfies the
Fisher identity:


GL = FL = Epθ (y|x) ∇hL log pθ (y|hL )∇hL log pθ (y|hL )T .

(4.8)

Instead of computing this exactly it can be approximated via Monte Carlo sampling:
GL =

1 X
∇hL log pθ (yk |hL )∇hL log pθ (yk |hL )T ,
K k

(4.9)

yk ∼ pθ (y|hL ).
Computationally this now is equivalent to KFLR, by setting the square root vectors
to ckL =

√1 ∇h
L
K

log pθ (yk |hL ). The main computational benefit, however, is that it

is possible to estimate Gl using a single sample for each data point, allowing this
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method to have an overhead of just a single backward pass. The main drawback is
that it can never be exact and potentially introduces additional noise in the curvature matrix estimate. Using the block diagonal Kronecker factored approximation
together with the Fisher identity to obtain a stochastic approximation, in the context of the Fisher matrix, is exactly equivalent to a method called KFAC and has
been developed independently in [84].

4.3.4

Using Random Projections

The previous section suggests an even more general approach for stochastically estimating Gl . Consider the following identity for any Positive Semi-Definite matrix


of rank K, assuming that Ep(v) vvT = I:




M = LLT = Ep(v) LvvT LT = Ep(v) (Lv)(Lv)T .

(4.10)

Hence, by choosing any multivariate distribution p(v) such that its second moment
is the identity matrix, one can use Monte Carlo sampling to approximate GL via:
GL =

1 X
(Lvk )(Lvk )T ,
K k

(4.11)

vk ∼ p(v),
where L is the Cholesky factorisation of GL . The computational benefits and drawbacks are analogous to those of the Fisher identity method and can similarly use
only a single sample to calculate the approximation, making it also computationally
viable.

4.4

The full optimization algorithm

So far, we have described how to approximate the Generalised Gauss-Newton matrix.
However, the full second-order optimisation algorithm that will be used contains
many additional details, which are described in this section. Most of the steps have
been previously used in the context of optimisation in [81].
Recall that we will assume that the objective can be written in the following
form:
E(θ, D) =

1 X n λ
L + ||θ||22 .
N n
2
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This implies that full curvature matrix is
C(θ, D) = Gθ + λI.

(4.13)

Hence, the quadratic approximation can be expressed as
1
E(θt + δ, D) ≈ q(δ) = E(θt , D) + δ T ∇θt E(θt , D) + δ T C(θt , D)δ.
2

(4.14)

Dropping the dependence on θt and D for clarity, the solution to this problem is
clearly
δ∗ = −C−1 ∇θt E.

(4.15)

However, as already discussed, it is not feasible to store the curvature matrix and
hence its exact inversion is not possible. Hessian free methods attempt to do this
using a truncated Conjugate Gradient, but unfortunately, this is still too computationally heavy for a practical approach [81]. Instead, given one of the block-diagonal
approximations introduced in this chapter — KFAC, KFLR, KFRA — denoted as
e θ , the algorithm proposes a direction
G
−1

e θ + λI
∇θt E.
(4.16)
δe = G
This vector, however, is not the final update applied to the parameters θt . The
reason for this is that due to potential approximation error it could potentially be
suboptimal for q(δ). Instead, a line search is performed along the direction δe for
selecting the optimal step size. Let the step size be α, then
 
α2
e
q αδe = E + αδeT ∇θt E + δeT Cδ.
2

(4.17)

Since this is a quadratic function in α, minimising it has an analytical solution
α∗ = −

δeT ∇θt E
.
δeT C.δe

(4.18)

Computing this value might seem a difficult task as the denominator term contains
product with the full curvature matrix. However, using automatic differentiation
and the R-operator [121] it is possible to calculate matrix-vector products of the
full Generalised Gauss-Newton efficiently and in extension with C [81, 84], and here
only one such product is required. The cost of this operation is on the order of one
forward and one backward pass through the network. After computing the optimal
step size, the algorithm finally applies the update:
e
θt+1 = θt + α∗ δ.
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4.4.1

The role of damping

The idea of using damping on the curvature matrix in second-order methods is not
novel. One of the first methods to use it is was the Levenberg-Marquardt algorithm
which applied it for the classical Gauss-Newton matrix for non-linear least squares.
It can improve the numerical stability of the inversion of the matrix and can also be
related to trust-region methods. The goal is to introduce an additional diagonal term
to the curvature matrix with a magnitude such that local quadratic approximation
q(δ) is accurately estimating the actual value of the function at the minimum of q.
Hence in practice, the curvature matrix used in q is actually
C = Gθ + (λ + τ )I.

(4.20)

The value of τ is initialised to some reasonably large quantity, such that it can prevent any large initial steps. Thereafter it is adapted using the Levenberg-Marquardt
heuristic based on the reduction ratio ρ defined as
ρ=

e − E(θ)
E(θ + α∗ δ)
.
e − q(0)
q(α∗ δ)

(4.21)

When ρ < 1 this means that the true function E has a lower value at θ + α∗ δe and
thus the quadratic approximation underestimates the curvature. In the opposite
case when ρ > 1 the current quadratic approximation overestimates the curvature.
The Levenberg-Marquardt method introduces the damping decay constant ωτ < 1
and at every iteration it does one of the following two options:
• If ρ > 0.75 then ρt+1 = ωτ ρt .
• If ρ < 0.75 then ρt+1 = ωτ−1 ρt .
In the case of a Deep Learning model, however, this requires the evaluation of E(θ +
e on the same minibatch. In order to not introduce a significant computational
α∗ δ)
overhead of one extra network evaluation, this adaptation is instead applied every
Tτ iterations. In all of our experiments we used ωτ = 0.95 and Tτ = 5.
Similarly, to the parameter τ , another damping parameter ζ is introduced. Its
primary purpose, however, is to regularise the approximate Gauss-Newton matrix
e such that it approximates as best as possible the full
that is used for computing δ,
Generalised Gauss-Newton. The main reason for having two parameters is because
we have two levels of approximations, and each parameter independently affects
them:

ζ
τ
e θ ).
E(θ + δ) ≈ q(δ; Gθ ) ≈ q(δ; G
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The parameter ζ is updated greedily using a decay constant ωζ < 1. Every Tζ
iterations the algorithm computes three updates δ∗ for three different values of ζ e is selected,
{ωζ , ζ, ω −1 ζ}. From these three updates, the one that minimises q(α∗ δ)
ζ

and ζ is updated accordingly. Similarly to τ in all experiments we set ωζ = 0.95 and
Tζ = 20.

4.4.2

Inverting the approximate curvature matrix

The approximate curvature matrix used in the algorithm is
e =G
e θ + (λ + ζ)I.
C

(4.23)

e θ in all methods considered is firstly block
The approximation that is used for G
diagonal, and then each block is a Kronecker product. From the properties of the
Kronecker product presented in the previous chapter, it is known that the inverse
is just the Kronecker product of the inverses of the factors:
(A ⊗ B)−1 = A−1 ⊗ B−1 .

(4.24)

However, because of the diagonal term added, no such identity holds. The exact
calculation for computing the inverse of a Kronecker product plus scaled identity
requires to compute the eigenvalue decomposition of both matrices A and B [82].
Since the main goal is to find a fast to compute approximation we propose the
following approximation:

√ −1 
√ −1
(A ⊗ B + λI)−1 ≈ A + ω λI
⊗ B + ω −1 λI
.
In order to choose the value of ω we can bound the norm of the residual:

√ 
√  
−1
λI
R(ω) = A ⊗ B + λI − A + ω λI ⊗ B + ω
√
√
= ω −1 λA ⊗ I + ω λI ⊗ B,
√

||R(ω)|| ≤ λ ω −1 ||A ⊗ I|| + ω||I ⊗ B|| .
Minimising the right hand side with respect to ω gives the solution
s
||A ⊗ I||
ω∗ =
.
||I ⊗ B||

(4.25)

(4.26)

(4.27)

The choice of the norm is arbitrary, but for comparative purposes with previous
work on KFAC, in all of our experiments, we use the trace norm. An alternative
perspective on this approximation is that it is a particular form of damping, tailored
explicitly to Kronecker factored matrices. The full algorithm, specifically for the
KFRA approximation, is presented below:
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Algorithm 1 Algorithm for KFRA updates excluding updates for τ and ζ
Input: minibatch X, weight matrices W1:L and biases b1:L , activation functions
φ1:L , true outputs Y , parameters η and γ
- Forward Pass a0 = X
for l = 1 to L do
hl = Wl al−1 + bl
al = φl (hl )
end for
- Derivative and Hessian of the objective dL =

∂E
∂hL

hL

fL = Ep (x,y) [HL ]
G
d
- Backward pass -

hL

for l = L to 1 do
- Update for Wl gl = N1 dl âTl−1 + λŴl
el = 1 âl−1 âT
A
l−1
N
r
e
trace(Al ) dim Gel
ω = trace Ge dim Ae
( l)
l
√
k = λ+ζ
el + ωk)−1 gl (Gel + ω −1 k)−1
δel = (A
if l > 1 then
- Propagate gradient and approximate pre-activation Gauss-Newton Bl−1 = φ0 (hl−1 )
dl−1 = WlT dl Bl−1
Gel−1 = (WT Gel Wl )
l

1
A AT
N l−1 l−1



end if
end for
v = ∂hL δe

(using the R-op from [121])
∂θ
T e
T
e
δ Gδ = v HL v
e 2
δeT C δe = δeT Gδe + (λ + τ )||δ||
2

α∗ =

eT
− δδeT∇E
C δe

for l = 1 to L do
Ŵl = Ŵl + α∗ δl
end for
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4.5

Experiments

In order to evaluate the optimisation algorithm using the approximate Generalised
Gauss-Newton matrix, we performed several experiments and analysed their results.
In the first series of experiments, we trained a deep autoencoder on three standard
grey-scale image datasets. In addition, we consider a small toy problem to classify
hand-written digits as odd or even using a mixture classifier. The main goal of this
experiment is to evaluate a model where the Gauss-Newton is not equivalent to the
Fisher as the modelling distribution is not in the exponential family. The datasets
being used are:
MNIST consists of 60, 000 28 × 28 images of hand-written digits [69]. As common
practice, only the first 50, 000 images are used for training, as the other 10, 000
are usually used for validation or testing.
CURVES contains 20, 000 training images of size 28 × 28 pixels of simulated handdrawn curves, created by choosing three random points in the 28 × 28 pixel
plane. For more details on this dataset, the reader is referred to the supplementary material of the original publication [54].
FACES is an augmented version of the Olivetti faces dataset with 10 different
images of 40 people [119]. For comparative purposes with previous work,
we create a training set of 103, 500 images by choosing 414 random pairs of
rotation angles (−90 to 90 degrees) and scaling factors (1.4 to 1.8) for each of
the 250 images for the first 25 people and then subsampling to 25 × 25 pixels
as in [54].
All of the experiments were executed on a computer workstation with a Titan Xp
GPU and an Intel Xeon CPU E5-2620 v4 @ 2.10GHz.
The performance of second-order methods compared against first-order methods
was tested as well as the quality of the different approximations to the Generalised
Gauss-Newton discussed earlier in the chapter. The main goal of an optimiser is
to minimise the training loss; hence we do not try to compare any generalisation
of the resulting models. To this end, in all experiments, we report only the training error. The second-order algorithm is following Section 4.4, where in addition
to the proposed method KFRA, we also compare against KFAC [84], which always
approximates the Fisher matrix as discussed in Section 4.3.3. For any stochastic
approximation methods such as KFAC, only a single Monte Carlo sample is taken.
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We emphasise that throughout all experiments, we used the default damping parameter settings, with no tweaking required to obtain acceptable performance. One
can compare this hyperparameter to the exponential decay parameters β1 and β2 in
Adam, which are typically left at their recommended default values.
Additionally, as a form of momentum for the curvature estimation, we compared
the use of an exponential moving average with a factor of 0.9 on the curvature
matrices Gl and Al,l to only estimating them from the current minibatch. We did not
find any benefit in using momentum on the updates themselves; on the contrary, this
made the optimisation unstable and required clipping the updates. We, therefore,
do not include momentum on the updates in our results.
All of the autoencoder architectures are inspired by previous work in [54]. The
layer sizes are D-1000-500-250-30-250-500-1000-D, where D is the dimensionality of
the input. All models have been initialised identically across different optimisers
using standard practices for sampling the weights [40]. The grey-scale values are
interpreted as the mean parameter of a Bernoulli distribution, and the loss is the
binary cross-entropy on CURVES and MNIST, and square error on FACES.

4.5.1

Comparison to First-Order Methods

We investigated the performance of both KFRA and KFAC compared to popular first-order methods. Four of the most prevalent gradient-based optimisers were
considered — Stochastic Gradient Descent with and without Momentum, Nesterov
Accelerated Gradient and ADAM [61]. A common practice when using first-order
methods is to decrease the learning rate throughout the training procedure. With
the goal to perform a fair comparison, we included an extra parameter T — the
decay period — to each of the methods, halving the learning rate every T iterations.
To find the best first-order method, we ran a grid search over these two hyperparameters, by varying the learning rate from 2−6 to 2−13 at every power of 2 and
chose the decay period value from {100%, 50%, 25%, 12.5%, 6.25%}.
Each first-order method was run for 40, 000 parameter updates for MNIST and
CURVES and 160, 000 updates for FACES. This resulted in a total of 35 experiments
and 1.4/5.6 million updates for each dataset per method. In contrast, the secondorder methods did not require adjustment of any hyperparameters and were run
for only 5, 000/20, 000 updates, as they converged much faster. All of the methods
were implemented using Theano and Lasagne [112, 27]. For the first-order methods,
we found ADAM to outperform the others across the board, and we consequently
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compared the second-order methods against ADAM only.
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(b) FACES

(c) MNIST

momentum on the curvature matrix for the second-order methods. Errors are averaged using a sliding window of ten.

MNIST. GPU benchmarks are in the first row, progress per update in the second. The dashed line indicates the use of

Figure 4.1: Comparison of the objective function being optimised by KFRA, KFAC and ADAM on CURVES, FACES and

(a) CURVES
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Figure 4.1 shows the performance of the different optimisers on all three datasets.
We present progress both per parameter update, to demonstrate that the secondorder optimisers effectively use the available curvature information, and per GPU
wall clock time, as this is relevant when training a network in practice. For ADAM,
we display the performance using the default learning rate 10−3 as well as the topperforming combination of learning rate and decay period. To illustrate the sensitivity of ADAM to these hyperparameter settings in these challenging tasks, and
how much can, therefore, be gained by parameter tuning, we also plot the average
performance resulting from using the top 10 and top 20 settings.
Even after significantly tuning the ADAM learning rate and decay period, the
second-order optimisers outperformed ADAM out-of-the-box across all datasets. In
particular, on the challenging FACES dataset, the optimisation was not only much
faster when using second-order methods, but also more stable. On this dataset,
ADAM appears to be highly sensitive to the learning rate and diverged when running with the default learning rate of 10−3 . In contrast to ADAM, the second-order
optimisers did not get trapped in plateaus in which the error does not change significantly.
In comparison to KFAC, KFRA showed a noticeable speed-up in the optimisation
both per-iteration and when measuring the wall clock time. To investigate the
potential advantages of KFRA over KFAC and whether it stems from the quality of
its updates, in the next section, we compared the alignment of the updates of each
method with the exact Gauss-Newton update.

4.5.2

Alignment of the Approximate Updates

To gain insight into the quality of the approximations that are made in the secondorder methods under consideration, we compare how well the KFAC and KFRA
parameter updates δe are aligned with updates obtained from using the exact block
diagonal Gauss-Newton and the full Gauss-Newton matrix. Additionally, we check
how using the approximate inversion of the Kronecker factored curvature matrices
discussed in Section 4.4.2 impacts the alignment.
In order to find the updates for the full Gauss-Newton method we use the Con
jugate Gradient and the R-operator to solve the linear system Gθ + λI δ = ∇θ L
as in [81]. For the block diagonal Gauss-Newton method, we use the same strategy,
but the method is applied independently for each separate layer of the network. We
compared the different approaches for batch sizes of 250, 500 and 1000. Since the
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results did not differ significantly, we, therefore, show results only for a batch size
of 1000.
Figure 4.2 shows the cosine similarity between the update vectors δel for each
of the eight layers of the autoencoder model. As expected, the further the layer is
from the output, the lower the similarity is as more information is lost due to the
approximation error. We can also observe that in general KFRA produces better
alignments than KFAC, however, in the case of the CURVES dataset, the approximate inverse seems to be significantly affecting this and making the updates the
worst of the four variants. Additionally, one can notice that layers four and five,
which are around the bottleneck of the network always have relatively high cosine
similarity. We conjecture that the similarity could be affected by the dimensionality
of the layers that the blocks are approximating. Figure 4.3 shows the cosine similarity between the full update vectors δe for each approximation, including when using
the exact block diagonal Generalised Gauss-Newton matrix. Surprisingly, on the
MNIST dataset, the exact block diagonal matrix has significantly lower similarity
than expected, and it gets worse over the training of the model. This could indicate
that sometimes the approximations can condition better problems. Note that also
it does not include the extra ζ parameter, which is non-zero and potentially plays a
role in this. Comparing KFRA to KFAC, we see similar trends to the per layer cosine
similarities, with KFRA outperforming KFAC on average. Notably, on both MNIST
and FACES the approximate inversions seem to perform better. This could be due
to better numerical stability of the operations, or just that the factorised diagonal
damping improves the updates. In general it is difficult to analyse and understand
curvature approximations in high dimensions and both figures confirm this. The
main purpose of these was more to illustrate how nuanced such analysis can be and
show that under different conditions different approximations "look" better. Nevertheless, in practice there is only one important metric - whatever the downstream
task is (for instance optimisation) and we can not assert with great certainty that
being closer in cosine similarity would always translate to better performance.
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(a) CURVES

(b) MNIST

(c) FACES

Figure 4.2: Alignment of the diagonal approximate updates. Each plot shows the
cosine similarity between the updates generated from Kronecker factored approximations KFAC and KFRA, and the update generated when using the exact GaussNewton block for each of the eight layers of the network, ordered from left to right
and top to bottom, through out the optimisation. The x axis denotes the iteration number. The algorithms denoted by ∗ exactly invert the Kronecker product of
the factors plus λI using eigenvalue decomposition, while the other variants use the
approximate scheme described in Section 4.4.2.
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(a) CURVES

(b) MNIST

(c) FACES

Figure 4.3: Alignment of the full approximate updates. Each plot shows the cosine
similarity between the full update generated from the approximations KFAC and
KFRA, the block diagonal Gauss-Newton, and the update generated when using the
exact Generalised Gauss-Newton matrix. The x axis denotes the iteration number.
The algorithms denoted by ∗ exactly invert the Kronecker product of the factors plus
λI using eigenvalue decomposition, while the other variants use the approximate
scheme described in Section 4.4.2.
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4.5.3

Non-Exponential Family Model

All of the experiments conducted so far are of Supervised Learning problems with
log-likelihoods and exponential family predictive distributions, hence the Fisher and
the Generalised Gauss-Newton matrix are equivalent. In order to experiment with a
problem where the two are not equivalent we design a toy experiment with a Supervised Learning problem, where the predictive distribution is not in the exponential
family. The problem is to do binary classification, but rather than using a Bernoulli
distribution, instead mixture of two classifiers is chosen:
p(y|hL ) = σ(hL1 )σ(hL2 )y (1 − σ(hL2 ))1−y + (1 − σ(hL1 ))σ(hL3 )y (1 − σ(hL3 ))1−y .
(4.28)
where σ(x) =

1
.
1+e−x

We use the same architecture as for the encoding layers of the

autoencoders — D-1000-500-250-30-3, where D is the size of the input. The dataset
on which we test is MNIST, where the labels y represented whether the image is an
even or an odd digit. Our choice was motivated by recent interest in neural network
mixture models [29, 140, 99, 123]. Training was run for 40, 000 updates for ADAM
with a grid search as in Section 4.5.1, and for 5, 000 updates for the second-order
methods. The resulting training curves are shown in Figure 4.4.
For the CPU, both per iteration and wall clock time the second-order methods
were faster than ADAM; on the GPU, however, ADAM was faster per wall clock
time. The value of the objective function at the final parameter values was higher
for second-order methods than for ADAM. However, it is important to keep in
mind that all methods achieved a nearly perfect cross-entropy loss of around 10−8 .
When so close to the minimum, we expect the gradients and curvature to be very
small and potentially dominated by noise introduced from the mini-batch sampling.
Additionally, since the second-order methods invert the curvature, they are more
prone to accumulating numerical errors than first-order methods, which may explain
this behaviour close to a minimum.
Interestingly, KFAC performed almost identically to KFLR, despite the fact that
KFLR computes the exact pre-activation Gauss-Newton matrix. This suggests that
in the low-dimensional output setting, the benefits from using the exact low-rank
calculation are diminished by the noise and the rather coarse factorised Kronecker
approximation.
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Figure 4.4: Fisher vs Gauss-Newton for non-exponential family models. KFAC
corresponds to the Fisher matrix, while both KFRA and KFLR are using the GaussNewton matrix. The plots shows the optimisation performance on the MNIST
binary mixture-classification model.
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Chapter 5
Uncertainty estimation for Deep
Learning models
In the previous chapters, we introduced some theoretical background on the structure of the Generalised Gauss-Newton matrix and demonstrated a scalable approximation that can successfully be used in an optimisation algorithm. Experimentally
the algorithm achieved comparable results to state-of-the-art optimisers used to
train Deep Learning models. In this chapter is presented the application of our
scalable approximation to the curvature matrix for uncertainty estimation of neural
network parameters. In practice, Deep Learning models are usually trained using
MAP estimation, which provides no notion of such uncertainty as the result is a
single parameter value. Some recent attempts to approximating the posterior distribution of neural network parameters are based on optimising a variational lower
bound, treating the network parameters as latent variables:
Z
Z
q(θ)
p(D|θ)p(θ)
log p(D) = log p(D|θ)p(θ) = log
q(θ)


p(D|θ)p(θ)
= log Eq(θ)
q(θ)


p(D|θ)p(θ)
≥ Eq(θ) log
q(θ)

(5.1)

= Eq(θ) [log p(D|θ)] − DKL (q(θ)||p(θ)).
In practice the form of the approximate distribution q(θ) is very simple. The approaches proposed in [43, 8, 63] as well as the expectation propagation based methods of [52] and [39] assume independence between all individual weights. Since
optimising the lower bound is equivalent to optimising the reverse KL divergence
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DKL (q(θ)||p(θ|D)), a procedure that is known to be mode seeking, it often leads to
significantly underestimating the uncertainty over the parameters.
The most common practice up to date for getting uncertainty estimates is probably Dropout [126, 34]. The method was initially introduced as randomly dropping
units in the network along with their connection to prevent overfitting. This was
achieved by sampling a binary mask ml for every layer and multiplying the preactivations in the network with the mask 1 :
hl = hl ◦ ml .

(5.2)

Usually, each binary value of ml is sampled from a Bernoulli distribution with a
probability p across the whole network. Since the masks can be "moved" to be part
of the weight matrix, [35] reinterpret this procedure as an approximate variational
procedure, where the distribution q is a mixture of all possible combination of masks.
This, however, was shown not to be mathematically rigorous as the approximate
distribution is degenerate and the KL divergence does not exist [57]. Nevertheless,
this method has been widely used in the literature, achieving great success and being
developed further [74, 34, 63, 33].
A somewhat orthogonal direction to previous methods is the usage of model
ensembles [67, 102]. Each ensemble member is typically obtained by training the
same network from a different parameter initialisation. The main reason why these
are more of a complementary rather than a competing approach is that in the same
spirit one can create an ensemble of Dropout networks, Laplace approximations or
any other method that is applicable to a single model. Hence in this work, we will
not be evaluating any of the methods via ensembles.
The approach that we develop in this chapter for uncertainty estimation is based
on the work of [79]. Using the scalable approximation to the Generalised GaussNewton matrix from earlier chapters, we construct and approximate Laplace distribution. We validate the usefulness of the distribution by comparing its uncertainty
estimates to Dropout on out of distribution data empirically. Thereafter, the Laplace
approximation is applied to the problem of online learning, where we demonstrate
that it outperforms other methods in the literature.
The theoretical development of using the curvature approximations from previous chapters, was done in collaboration with my supervisor Prof. David Barber
and my college Hippolyt Ritter at University College London. Me and my college
1

Where ◦ stands for elementwise product, also called the Hadamard product.
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were responsible for implementing the code required to run the sampling procedures
required for the Laplace approximation. The implementation and execution of the
experiments was done by Hippolyt Ritter. Similarly, in the work on online learning,
the experimental work was done by him, while me and Prof. David Barber participated in developing the theoretical framework. All three of us contributed for
writing up and presenting our published work in [113, 114].

5.1

A scalable Laplace approximation

The Laplace method was originally developed for approximating integrals of functions of the following form:
f (x) = eg(x) .

(5.3)

Assume that the exponent g(x) is a smooth function, which has a relatively high
peak around its maximum value. In order to approximate the integral of f Laplace
suggested to approximate f using a Gaussian density function which has known
analytical expressions for its integrals [68]. To do so he proposed to Taylor expand
the exponent function around its maximum value:
1
g(x) ≈ g(x∗ ) + (x − x∗ )T ∇x∗ g(x) + (x − x∗ )T ∇2x∗ g(x)(x − x∗ ),
2

(5.4)

where x∗ is the argument for which g attains its maximal value. This is equivalent
to the quadratic approximation used for for constructing second-order optimisers
applied to g(x). Since by assumption x∗ is a strict maximiser of g, the second-order
term ∇2x∗ g(x) is guaranteed to be Negative Semi-Definite. Additionally, this also
implies that T ∇x∗ g(x) = 0 and hence the first-order term vanishes. Examining the
logarithm of the Gaussian probability density function in terms of its dependencies
on x:

1
log N (µ, Σ) = const − (x − µ)T Σ−1 (x − µ),
(5.5)
2
−1
if we set Σ = − ∇2x∗ g(x)
and µ = x∗ the two expressions have the same func-

tional form. This Gaussian approximation is exactly what the Laplace method does.
This method is particularly well suited when trying to approximate a distribution, since by definition any distribution with full support can be written in this
form. Consider the problem of estimating the posterior distribution of a parametric
model using the Bayesian framework:
p(θ|D) =

p(D|θ)p(θ)
.
p(D)
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In complicated models, such as neural networks, the posterior is intractable. Standard training under MAP estimation provides a value θ∗ that is a local maximiser of
the posterior distribution. Assuming as before that the prior is an isotropic Gaussian
with precision λ would imply that the Hessian of the log-posterior is nothing more
than −Hθ −

λ
I.
N

As discussed in Section 3.5 the Hessian of neural network is not

guaranteed to be Positive Semi-Definite, and hence this expression can not be used
as the covariance matrix of a Gaussian distribution, unless it is a strict maximum.
However, any practical training algorithms achieve a maximum of the log-posterior
only approximately due to the fact that they rely on stochastic gradients. As a result, instead of using the Hessian it is possible to use the Generalised Gauss-Newton
or the Fisher matrix for a practical Gaussian approximation.

2

Using the notations

from Section 4.4 for the curvature matrix C = Gθ + λI and representing with C∗
the matrix evaluated at the parameter value θ∗ the approximate posterior is
1 ∗−1
C ).
(5.7)
N
For many applications the goal is to improve predictions on new data, which conp(θ|D) ≈ N (θ∗ ,

stitutes calculating the predictive distribution:
Z
Z
p(y|x, D) = p(y|x, D, θ)p(θ) = pθ (y|x)p(θ|D).

(5.8)

θ

θ

Using the Gaussian approximation from the Laplace method for p(θ|D), which will
be denoted as q(θ|D), the above integral can be approximated via Monte Carlo:
Z
1 X
p(y|x, D) ≈ pθ (y|x)q(θ|D) ≈
θk ∼ q(θ|D).
(5.9)
pθk (y|x)
K k
θ

5.1.1

Practical approximations

Unfortunately, as discussed in the Chapter 4, it is not feasible to compute or invert
the full Generalised Gauss-Newton matrix for a Deep Learning model. As a result
the following two approximations will be investigated. The first one aims to approximate only the diagonal of the curvature matrix. The benefits of this approach is
that it has a very low memory cost and is easy to invert. Due to the equivalence of
the Generalised Gauss-Newton and Fisher in order to compute this approximation,
in practice we use the Fisher identity from Section 3.5.1:


diag (F) = diag Epθ (x) ∇θ log pθ (x)∇θ log pθ (x)T


= Epθ (x) ∇θ log pθ (x)2 ,
2

In this setting the two matrices are equivalent.
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where the square operation is taken elementwise. This diagonal approximation to
the curvature has been used successfully for pruning the weights [71] and, more
recently, for transfer learning in [64]. This corresponds to modelling each layer
weights as the following independent Gaussian distributions:

 ∗
−1 
∗
wl ∼ N wl , N diag Gl,l + λI
.

(5.11)

The second approach we propose is to use the block diagonal approximations developed earlier, in which each block is further approximated via Kronecker product:
Gl,l ≈ Al,l ⊗ Gl .

(5.12)

Using this representation as a covariance of a Gaussian distribution corresponds to
a Matrix-Normal distribution [45]:


∗−1
∗−1
.
wl ∼ MN wl∗ , Al,l , Gl

(5.13)

However, this approximates only G and in practice there is also a diagonal identity
term coming from the prior distribution p(θ). Since adding an identity to a Kronecker product destroys this structure, we use the tactic from Section 4.4.2 to come
up with the final layer-wise approximation:


√
√ −1 √
√ −1
∗
∗
∗
wl ∼ MN wl ,
N Al,l + λI
,
N G l + λI
.

(5.14)

This approximate posterior is reminiscent of [78] and [127], who optimise the parameters of a matrix normal distribution as their weights. However, that work is
optimising a variational lower bound, which usually leads to much worse performing
models.
Although N is the dataset size and λ corresponds to the precision of the Gaussian prior, they can instead be treated as hyperparameters, in order to improve even
further the approximation. Their values can be selected by looking at the performance of the approximate predictive distribution on a validation set. This does not
require any retraining of the model and adds a computational overhead only once
when computing the posterior after training. Setting N to a larger value than the
size of the dataset can be interpreted as including duplicates of the data points as
pseudo-observations. Manipulating λ from its initial value could modify the uncertainty about each layer’s parameters. This has a regularising effect both on the
block diagonal approximation to the true Laplace, which may be overestimating the
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variance in certain directions due to ignoring the covariances between the layers, as
well as the Laplace approximation itself, which may be placing probability mass in
low probability areas of the true posterior.
In contrast to optimisation methods, computing the curvature matrix has to be
done only once after training is complete. This means that it is not time-critical
and hence it is possible to use methods like KFLR or running KFRA with a batch
size of one to compute the exact value of Gl and Gl,l in turn. This is technically not
possible with methods relying on the Fisher identity like KFAC, which always uses a
stochastic approximation, however with enough samples, their errors would become
sufficiently small. On the other hand, for very large datasets, such as ImageNet,
and huge models, it could still be impractically slow to perform the exact computation. Additionally, it is also common in many image classification tasks to use
data augmentation, like random cropping or reflections of images, in order to boost
the effective dataset size. This practice can increase the number of possible inputs
several order of magnitude, and in these cases, it would be required to use an approximation. Hence, in our practical implementation, we make use of the minibatch
approximations, since we also use data augmentation in several of our experiments
in Section 5.2, in order to demonstrate the wider applicability of the method.

5.2

Experiments on uncertainty estimation

Since the Laplace approximation is a method for predicting in a Bayesian manner
and not for training, we focus on comparing to uncertainty estimates obtained from
Dropout [35]. The trained networks will be identical, but the prediction methods will
differ. In addition, a diagonal Laplace approximation is included in the comparisons
to highlight the benefit of modelling the covariances between the weights. The
datasets being used are:
Toy 1D is a small synthetic dataset similar to [52]. To generate it 20 uniformly
distributed points from the interval [−4, 4] are sampled and for each one a
regression value y is sampled from N (x3 , 32 ).
Binarised MNIST is a modified version of the MNIST dataset described in Section 4.5. Each pixel of the inputs provided to the models is sampled randomly
from a Bernoulli distribution according to the pixel intensity of the grey-scale
image, which makes the effective dataset size significantly larger than the original grey-scale dataset.
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notMNIST contains 28×28 grey-scale images of the letters ‘A’ to ‘J’ from various
computer fonts, i.e. not digits [13]. The main goal of this dataset is mimic as
close as possible the MNIST dataset, but have other ten object classes.
CIFAR100 consists of 60, 000 32 × 32 colour images in 100 classes with exactly
600 images per class. [65]. As common practice, only the first 50, 000 images
are used for training, as the other 10, 000 are usually used for validation or
testing.
All experiments are implemented using Theano and Lasagne [112, 27].

5.2.1

Toy Regression Dataset

As an initial experiment, we investigate the uncertainty obtained from the Laplace
approximations on the Toy 1D dataset. In contrast to previous work on toy data
[52], we use a two-layer network with seven units per layer rather than one layer
with 100 units. The main reason for this is because the inputs and the outputs are
one-dimensional, hence for a single layer network, the weights become vectors and
the matrix normal reduces to just a multivariate Gaussian. Furthermore, we are
interested in investigating how sensitive is the Laplace approximation to the ratio
of the number of data points to the number of parameters and how hyperparameter
tuning affects it.
For comparative purposes, except the diagonal and Kronecker factored Laplace
approximations, we also compute the full Laplace. For the diagonal and full Laplace
approximations, we use the Fisher identity and draw one sample per data point.
When the values N and λ in Equation 5.14 are treated as hyperparameters, we will
refer to the method as being "regularised". In these cases, their values are set using
a grid search over the likelihood of 20 validation points, sampled separately from
the same distribution as the training dataset. In an attempt to approximate the full
posterior distribution, we run Hamiltonian Monte Carlo (HMC) and obtain 50, 000
samples of parameters as in [94]. This and the full Laplace approximation are very
computationally intensive methods and are feasible only for such a small dataset
and model.
The predictive distributions from all of the methods described on the toy dataset
are depicted in Figure 5.1. All of the Laplace approximations are increasingly uncertain away from the data, as the true posterior estimated using HMC samples.
Without the regularisation, we can see that all of them significantly overestimate
68

The Gauss-Newton matrix for Deep Learning models and its applications

(a) KF Laplace

(b) Diagonal Laplace

(c) Full Laplace

(d) KF Laplace [R]

(e) Diagonal Laplace [R]

(f) Full Laplace [R]

(g) HMC

Figure 5.1: Toy regression uncertainty. Black dots are data points, the black line
shows the noiseless function. The red line shows the deterministic prediction of the
network, the blue line the mean output. Each shade of blue visualises one additional
standard deviation. The [R] indicates that the method has been regularised by
treating N and λ as hyperparameters as discussed in the text. Best viewed in
colour.
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the uncertainty in the vicinity of the training data. This is significantly mitigated by
using the hyperparameter search discussed earlier for modifying N and λ. With the
best hyperparameter setting, all approximations give an overall good fit to the HMC
predictive posterior. Recall from our discussion earlier in Section 3.6 that the Generalised Gauss-Newton of a neural network is usually significantly underdetermined as
the number of data points is much smaller than the number of parameters — in our
case we have 20 data points to estimate a 78×78 precision matrix. This potentially
explains why the full Laplace approximation overestimates the uncertainty significantly more and has a much worse predictive mean. As a result, it requires much
stronger regularisation parameters N and λ compared to the other two methods.
Similarly, the diagonal approximation’s hyperparameters are larger than those of the
Kronecker factored distribution. Consistently with the experiments presented next,
we find the diagonal Laplace approximation to place more mass in low probability
areas of the posterior than the Kronecker factored approximation, resulting in higher
variance on the regression problem. This indicates that restricting the structure of
the covariance is not only a computational necessity for most architectures but also
mitigates some of the issues of the full Laplace approximation.

5.2.2

Out-of-Distribution Uncertainty

For a more realistic test, similar to previous work, we assess the uncertainty of
the predictions when classifying data from a different distribution than the training
data [77]. The dataset on which we train the models is the Binarised MNIST.
After the model being trained, and any posterior distribution parameters have been
estimated, we test the network predictive distribution when applied to images from
the notMNIST. An ideal classifier would make uniform predictions over its classes.
The neural network used in this experiment consists of two layers of 1024 hidden
units and ReLU activation functions. During training, the precision of the Gaussian
prior is set to 10−2 . In addition to the diagonal and Kronecker factored Laplace
approximation, we train a model using Dropout for which we set the dropout probability to 0.5 on each of the hidden layers [126]. As an additional baseline similar
to [8, 43], we compare to training an approximate diagonal Gaussian, optimised
by maximising the standard variational lower bound via the reparametrisation trick
[62]. The hyperparameters of the Laplace approximations are set based on the crossentropy loss on the validation set of MNIST. All algorithms use a learning rate of
10−2 and momentum of 0.9 during training for 250 epochs. For estimating the cur70
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Figure 5.2: Predictive entropy of different posterior approximation when test on outof-distribution data. The training data is a dynamically binarised MNIST dataset
and the test data is the notMNIST dataset.
vature matrices, we use 1, 000 binary inputs sampled for each image in the dataset
in the same way as they are provided during training. To summarise, we compare
the uncertainty obtained by predicting the digit class of the notMNIST images using
1. a deterministic forward pass through the Dropout trained network,
2. by sampling different Dropout masks and averaging the predictions, and by
sampling different weight matrices from
3. the Kronecker factored approximate Laplace distribution
4. the diagonal approximate Laplace distribution
5. the fully factorised Gaussian (FFG) trained using a variational lower bound.
Each method uses 100 Monte Carlo samples from their approximate posterior distributions.
The uncertainty of each method is measured by the entropy of the predictive
distribution. For this specific data, it has a minimum value of 0 when a single class
is predicted with certainty and a maximum of about 2.3 for uniform predictions. For
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Prediction Method

Accuracy

FFG

98.88%

Deterministic

98.86%

MC Dropout

98.85%

Diagonal Laplace

98.85%

KF Laplace

98.80%

Table 5.1: Test accuracy of the Feed Forward Neural Network trained on MNIST
each data point in notMNIST we calculate the entropy and then compute an empirical cumulative distribution over this range. Figure 5.2 shows the inverse empirical
cumulative distribution for each approach (this is one minus the cumulative distribution value). If a method does not have any predictions with entropy value below c,
the curve in the image would be equal to 1 for any value on the x axis below c. Consistent with the results in [35] for Dropout, averaging the probabilities of multiple
passes through the network yields predictions with higher uncertainty than a deterministic pass that approximates the geometric average [126]. However, there still
are some images that are predicted to be a digit with certainty. Our Kronecker factored Laplace approximation makes hardly any predictions with absolute certainty
and assigns high uncertainty to most of the letters as desired. The diagonal Laplace
approximation required stronger regularisation towards predicting deterministically,
yet it performs similarly to Dropout. The variational factorised Gaussian posterior
has low uncertainty as expected. Just predicting with high uncertainty, although
desired, can be achieved trivially by just always outputting a uniform distribution
and is not sufficient for a model to be useful. To measure whether the approximate
posterior distributions also have captured the original training data in Table 5.1,
we show their predictive accuracy on the test set of MNIST. In all cases, neither
MC Dropout nor the Laplace approximation significantly changes the classification
accuracy of the network in comparison to a deterministic forward pass.

5.2.3

Adversarial Examples

To further test the robustness of our prediction method close to the data distribution, we perform an adversarial attack on the Deep Learning model. It has been
experimentally demonstrated that neural networks are prone to being fooled by
gradient-based changes to their inputs [129]. However, Bayesian models may be
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Figure 5.3: Uncertainty in untargeted adversarial attacks. The left plot shows the
predictive entropy, while the right plot shows the predictive accuracy of different
methods as a function of the step size of the attack. The adversarial image is
generated using the Fast Gradient method.
more robust to such attacks since they implicitly form an infinitely large ensemble
by integrating over the model parameters and empirical support of this claim has
been demonstrated in [74]. For our experiments, we use the fully connected net
trained on MNIST from the previous section and compare the sensitivity of the
different prediction methods for two kinds of adversarial attacks.
First, we test for untargeted adversarial attacks using the untargeted Fast Gradient Sign method [42]. To construct an adversarial example, it computes the gradient
of the class predicted with maximal probability from method m with respect to the
input x, takes only the sign of each element and moves the input in the opposite
direction with a varying step size η:
xadv = x − ηsign(∇x max log p(m) (y|x)).
y

(5.15)

This step size is rescaled by the difference between the maximal and minimal value
per dimension in the dataset. It is to be expected that this method generates
examples away from the data manifold, as there is no clear subset of the data that
the results correspond to, e.g. there are no "not ones".
Figure 5.3 shows the average predictive uncertainty and the accuracy of the original class on the MNIST test set as the step size η increases. The Kronecker factored
method achieves significantly higher uncertainty than any other prediction method
as the images move away from the data. Both Laplace approximations maintain
73

The Gauss-Newton matrix for Deep Learning models and its applications

Figure 5.4: Uncertainty in targeted adversarial attacks. The left plot shows the
predictive entropy, while the right plot shows the predictive accuracy of different
methods as a function of the step size of the attack. The adversarial image is
generated with the goal of making models to predict the class digit 0 from MNIST.
higher accuracy than the Monte Carlo Dropout on their original predictions. The
FFG method seems to have the worst performance. It does not seem to capture
well any uncertainty as well its accuracy drops pretty quickly away from the original
example. Interestingly, the deterministic forward pass appears to be most robust in
terms of accuracy. However, it has much smaller uncertainty on the predictions it
makes and will confidently predict a false class for most images.
Additionally, we perform a targeted attack that attempts to force the network
to predict a specific class, in our case 0 following [74]. Hence, for each method, we
exclude all data points in the test set that are already predicted as 0. The updates
are of similar form to the untargeted attack, however they increase the probability
of the pre-specified class y rather than decreasing the current maximum:
xt+1
= xty + ηsign(∇x log p(m) (y|x(t)
y
y ),
(0)

and initialising with xy

(5.16)

= x. We use a step size of η=10−2 for the targeted

attack. The uncertainty and accuracy on the original and target class are shown in
Figure 5.4. Here, the Kronecker factored Laplace approximation has slightly smaller
uncertainty at its peak in comparison to the other methods; however, it appears to
be much more robust as the number steps increases. It only misclassifies a little
over 50% of the images after about 20 steps, whereas for the other methods this is
the case after roughly 10 steps and reaches 100% accuracy on the target class after
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almost 50 updates, whereas the other methods are fooled on all images after about
25 steps.
In conjunction with the experiment on notMNIST, it appears that the Laplace
approximation achieves higher uncertainty than Dropout away from the data, as
in the untargeted attack. In the targeted attack, it exhibits smaller uncertainty
than Dropout, yet it is more robust to having its prediction changed. The diagonal
Laplace approximation again performs similarly to Dropout.

5.2.4

Uncertainty on Misclassifications

To highlight the scalability of our method, we apply it to a state-of-the-art convolutional network architecture. Recently, deep residual networks have been the most
successful ones among those [49, 51]. As demonstrated in the literature, Kronecker
factored curvature methods are applicable to convolutional layers by interpreting
them as matrix-matrix multiplications [44].
We compare our uncertainty estimates on wide residual networks [137], a recent
variation that achieved competitive performance on CIFAR100 while, in contrast to
most other residual architectures, including Dropout at specific points. While this
does not correspond to using Dropout in the Bayesian sense, it allows us to at least
compare our method to the uncertainty estimates obtained from Dropout.
Our wide residual network has 3 block repetitions and a width factor of 8 with
and without Dropout using the hyperparameters taken from [137]. The network
parameters are trained on a cross-entropy loss using Nesterov momentum with an
initial learning rate of 0.1 and momentum of 0.9 for 200 epochs with a minibatch size
of 128. We decay the learning rate every 50 epochs by a factor of 0.2, which is slightly
different to the schedule used in the original wide residual network experiments
(they decay after 60, 120 and 160 epochs). As the original authors, we use L2 regularisation with a factor of 5×10−4 . We make one small modification to the
architecture: instead of downsampling with 1×1 convolutions with stride 2, we
use 2×2 convolutions. This is due to Theano not supporting the transformation
of images into the patches extracted by a convolution for 1×1 convolutions with
stride greater than 1, which we require for our curvature backpropagation through
convolutions.
We apply a standard Laplace approximation to the batch normalisation parameters — a Kronecker factorisation is not needed since the parameters are onedimensional. When calculating the curvature factors, we use the moving averages
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Accuracy
Prediction Method

Dropout

Deterministic

Deterministic

79.12%

79.18%

MC Dropout

79.20%

-

KF Laplace

79.10%

79.36%

Table 5.2: Accuracy on the final 5, 000 CIFAR100 test images for a wide residual
network trained with and without Dropout.
for the per-layer means and standard deviations obtained after training, in order to
maintain independence between the data points in a minibatch. We are not aware of
any interpretation of Dropout as performing Bayesian inference on the parameters
of batch normalisation at the time of writing.
The accuracy of predictions from different methods is displayed in Table 5.2.
All models achieve comparable results as expected. For calculating the curvature
factors, we draw 5, 000 samples per image using the same data augmentation as
during training, effectively increasing the dataset size to 2.5×108 . We use the first
5, 000 images as a validation set to tune the hyperparameters of our Laplace approximation and the final 5, 000 ones for evaluating the predictive uncertainty on
all methods. The diagonal approximation had to be regularised to the extent of
becoming deterministic, so we omit it from the results.
Figure 5.5 depicts the predictive uncertainty of different approximations on the
test set. We distinguish between the uncertainty on correct and incorrect classifications, as the mistakes of a system used in practice may be less severe if the network
can at least indicate that it is uncertain. Thus, high uncertainty on misclassifications and low uncertainty on correct ones would be desirable, such that a system
could return control to a human expert when it can not make a confident decision.
In general, the network tends to be more uncertain on its misclassifications than
its correct ones regardless of whether it was trained with or without Dropout and
of the method used for prediction. Both Dropout and the Laplace approximation
similarly increase the uncertainty in the predictions irrespectively of the correctness
of the classification. Yet, our experiments show that the Kronecker factored Laplace
approximation can be scaled to modern convolutional networks and maintain good
classification accuracy while having similar uncertainty about the predictions as
Dropout.
We had to use much stronger regularisation for the Laplace approximation on the
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(a) Dropout Wide Resnet

(b) Deterministic Wide Resnet

Figure 5.5: Both plots show the inverse cumulative density function of the predictive entropy from Wide Residual Networks trained with and without Dropout on
CIFAR100. The left figure demonstrates the result for a network with Dropout,
while the right one for a deterministic network. Dashed lines indicate the entropy
for missclassified images and straight for correctly classified.
wide residual network, possibly because the block-diagonal approximation becomes
more inaccurate on deep networks and the number of parameters is much higher
relative to the number of data. It would be interesting to see how the Laplace
approximations behave on a much larger dataset like ImageNet for similarly sized
networks, where we have a better ratio of data to parameters and curvature directions. However, even on a relatively small dataset like CIFAR we did not have
to regularise the Laplace approximation to the degree of the posterior becoming
deterministic.

5.3

Online learning

Creating an agent that performs well across multiple tasks and continuously incorporates new knowledge has been a longstanding goal of research on artificial
intelligence. A stepping stone in this direction is to have a model that has the
capabilities to train on a sequence of tasks and successfully learn all of them. In
practice, however, many machine learning algorithms in this setting suffer from what
has been termed "catastrophic forgetting" [31, 88, 110] — as they go through more
tasks in the sequence they stop performing well on earlier ones. This has recently
has received more attention in the context of Deep Learning [41, 64]. Unfortunately,
the naive approach of setting the initial parameters for a new task with the optimal
ones from the previous tasks does not work [41]. As stochastic gradient descent
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does not necessarily remain sufficiently close to the original values, as new tasks are
observed, performance on earlier ones degrades further.
Bayesian learning provides an elegant solution to this problem. In this section,
we combine the framework of Bayesian online learning [101] with the Kronecker
factored Laplace approximation developed in Section 5.1 to continuously update a
posterior distribution over the weights of the model. The experiments in the next
section demonstrate the effectiveness of this approach with significant gains over
previously published methods, particularly on a long sequence of tasks.

5.3.1

Bayesian online learning for neural networks

The goal under consideration is to optimise the parameters θ of a single neural
network to perform well across multiple tasks D1 , D2 , . . . , DT . In the case that we
are interested, under a probabilistic framework, this corresponds to finding the MAP
estimate of the full posterior distribution:
θ∗ = arg max p(θ|D1 , D2 , . . . , DT ).

(5.17)

θ

In the context of online learning, it is further assumed that tasks arrive sequentially,
and it is possible to train on only one of them at a time. To address this, we
will use the Bayesian online learning framework [101]. Applying Bayes’ rule to the
full posterior distribution in Equation 5.17 following sequential relationship can be
derived:
p(θ|D1:t+1 ) =

p(Dt+1 |θ)p(θ|D1:t )
.
p(Dt+1 |D1:t )

(5.18)

This clearly reveals a principled way to online learning. Given the posterior distribution from all of the previous tasks p(θ|D1:t ) one has to multiply it with the
likelihood of the new task and renormalise accordingly. This can be alternatively be
formulated as carrying over the posterior from previous tasks as a prior distribution
over the parameters and learning the new task. As it has been discussed earlier, in
Deep Learning models the posterior distribution is intractable, and hence this procedure can not be computed exactly. Assumed Density Filtering [87] formulates a
parametric approximate posterior q with parameters ψt which is iteratively updated
in two steps:
Update step The approximate posterior qt from the previous tasks is used instead
of the true posterior p(θ|D1:t ) in Equation 5.18 to find a new posterior given the most
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recent data:
p(θ|Dt+1 , ψt ) =

p(Dt+1 |θ)q(θ|ψt )
.
p(Dt+1 |ψt )

(5.19)

Projection step The projection step finds the distribution within the parametric
class of the approximation that most closely resembles the posterior computed in
the update step:
q(θ|ψt+1 ) ≈ p(θ|Dt+1 , ψt ).

(5.20)

One criteria for accomplishing this is to find the parameters ψt+1 by minimising
the KL divergence between the two distributions [101]. This, however, is mostly
appropriate for models where both distributions are available in closed form. Since
the posterior distribution is generally not tractable for models such as neural networks, the Laplace approximation from the previous section will be used instead. To
incorporate this the two iterative steps of Assumed Density Filtering are modified
using a Gaussian approximate posterior q(θ) parameterised by a mean vector µt and
precision matrix Λt , collectively denoted as ψt = {µt , Λt }:
Update step In the projection step, the normaliser of the posterior in Equation 5.18 will never be needed; hence this term will be ignored for any practical
purposes. The Gaussian approximate distribution q obtain from the previous step
is equivalent to adding a quadratic penalty in the log domain, centred around its
mean:
log p(θ|Dt+1 , ψt ) = log p(Dt+1 |θ) + log q(θ|ψt ) + const
1
= log p(Dt+1 |θ) − (θ − µt )T Λt (θ − µt ) + const.
2

(5.21)

Projection step In this step, we approximate the posterior using the Laplace
approximation from Section 5.1. Firstly the mean of the approximate distribution
is set to be equal to the mode of the new posterior:
µt+1 = arg max log p(Dt+1 |θ) + log q(θ|ψt ).

(5.22)

θ

The precision matrix of the new distribution is then computed as the Generalised
Gauss-Newton matrix of the likelihood, evaluated at the mode µt+1 , plus the precision of the previous approximate q(θ|ψt ). This leads to the following recursive
update:
Λt+1 = Gt+1 (µt+1 ) + Λt .
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The recursion is initialised with the Generalised Gauss-Newton of the log prior.
Typically this is an isotropic Gaussian, in which case the curvature matrix is just
a scaled identity. A similar recursive Laplace approximation for online learning has
been recently discussed, however with limited experimental results and in the context
of using a diagonal approximation to the Hessian [58]. It is worth emphasising, that
sums of Kronecker products do not in general factorise, i.e. A ⊗ B + C ⊗ D 6=
(A + C) ⊗(B + D) so it is not possible to simply add all factors together. In
our implementation, an approximate curvature matrix is kept in memory for every
task, similar to how EWC keeps the MAP parameters for each task [64]. This
approximation will be termed "Online Laplace". If constant scaling in the number of
tasks is required, one can make a further approximation by adding up the Kronecker
factors separately. This is comparable to the independence assumption between the
factors within the same task, and in general, will make the approximation less
accurate.
A desirable property of the Laplace approximation is that the approximate posterior becomes peaked around its current mode as more data is observed. This
becomes particularly clear if one considers the precision matrix as the product of
the number of data points and the average precision. By becoming increasingly
peaked, the approximate posterior will naturally allow the parameters to change
less for later tasks, retaining the information about previous ones. At the same
time, even though the Laplace method is a local approximation, it should leave
sufficient flexibility for the parameters to adapt to new tasks, as the curvature of
neural networks has been observed to be flat in many directions [118].
For comparative purposes we will also compare to fitting the true posterior with
a new Gaussian on every new task, where the Generalised Gauss-Newton matrix of
all tasks is computed at the most recent MAP estimate:
Λt+1 = Gprior +

t+1
X

Gi (µt+1 ).

(5.24)

i=1

Technically, this is not a valid Laplace approximation, as the parameter µt+1 is not
necessarily a mode of the true posterior, but only a mode of the filtering distribution,
which uses q( θ, ψt ). Moreover, since this requires computing the Generalised GaussNewton on all datasets, this procedure violates the sequential learning setting as it
requires access to previous tasks’ data and requires significantly more computation.
However, the main goal of doing this is to gain insights into how much curvature
information our iterative method looses, compared to the "oracle" which can com80
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pute the curvature matrices on all of the data. In general, this is always expected
to perform better, but the hope is that the drop in performance is not significant.
This approximation will be termed "Non-Online Laplace".
Regularising the approximate posterior
A similar online method developed in [64] suggests using a multiplier λ on the
quadratic penalty in Equation 5.21. This provides a way of trading off between
retaining information from previous tasks and having sufficient flexibility in learning
new ones. As modifying the objective function directly will propagate through the
recursive relationship for the precision matrix, we propose to place the multiplier
on the new task’s Generalised Gauss-Newton matrix when updating the curvature
matrix. This corresponds to modifying Equation 5.23 to:
Λt+1 = λGt+1 (µt+1 ) + Λt .

(5.25)

Notably, since the multiplier has a direct effect on the magnitude of the approximate
posterior, used as a prior in the next task, it will affect all future MAP estimates
µ. The optimal value of λ can potentially inform us about the quality of our Gaussian approximation. If it strongly deviates from its "natural" value of 1 this would
indicate a poor approximation to the posterior and most likely either over or underestimates the uncertainty about the parameters. A toy example of this is visualised
in Figure 5.6 where both the likelihood and the prior are Gaussian. Values less than
1 shift the joint maximum towards that of the likelihood, i.e. the new task, while
values greater than 1 it moves towards the prior, i.e. previous tasks. In principle, it
is possible to use a different value of λt for every new observed task. This, however,
would make the number of hyperparameters to grow linearly in the number of tasks,
which would make tuning very costly. For this reason and to keep its interpretation
as a way of measuring the goodness of our approximation, its value is kept the same
across all tasks.
Computational complexity
Excluding the cost of finding the MAP estimate µt for every task, our method
further requires computing the two Kronecker factors of the approximate Laplace
distribution. Computing the factors can be done efficiently via minibatch sampling
and requires the same calculation as a forward and a backward pass through the
network plus two additional matrix-matrix products per layer. Thus the overhead
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Figure 5.6: Effect of the value of λ on the MAP estimate. The prior distribution
contour lines are marked with straight lines, while the likelihood with dashed lines.
The MAP estimate for different values λ is marked by ×.
is roughly equivalent to an extra training epoch. Additionally, since we are using
the Kronecker factored Gaussian as a prior, there is some additional cost during
training in calculating its gradient with respect to the parameters. For every layer,
this corresponds to two matrix-matrix products. Hence, if we assume that each layer
has a weight matrix of size d × d for L layers, the additional computation is O(Ld3 ).

5.3.2

Alternative methods

So far we have described the Bayesian approach for solving online learning, together
with a practical proposal for approximating it. However, there are other methods
in the literature that have been developed for this, which will be used in the next
section for comparison. The first method that will be presented is Elastic Weight
Consolidation (EWC) [64]. Originally this approach was also motivated by the work
of [79] for constructing an iterative Laplace approximation, as described already in
this chapter. However, instead of forming an approximate posterior that is Gaussian
around the last discovered optimal parameters, EWC builds an approximate posterior that is a mixture of Gaussians, around the parameters that were found optimal
at the end of each previous task. In the notation of Equation 5.21 the objective that
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is being maximised when finding the next mean parameter µt+1 is
log p(Dt+1 |θ) −

t
X
1
i=1

2

(θ − µi )T Fi (µi )(θ − µi ).

(5.26)

When dealing dealing with more than two tasks, this is inconsistent with the Bayesian
online learning framework and leads to over counting data — specifically more weight
would be given to earlier tasks [58]. In addition, the authors make only a diagonal
approximation to the Fisher matrix. Although this method is not compatible with
the Bayesian framework, note that it is still possible to apply EWC with a richer
curvature approximation, such as the Kronecker factored one that we have proposed.
The second method that will be presented is Synaptic Intelligence [141]. The
method is similar in spirit to EWC, in the sense that on every new task it introduces
a quadratic penalty to all of the previous tasks final parameters:
log p(Dt+1 |θ) −

t
X
1
i=1

2

(θ − µi )T Ωi (µi )(θ − µi ).

(5.27)

However, rather than using the Fisher, or any other curvature approximation, the
authors propose to weight each component of the quadratic losses, by regularisation
value that depends on two quantities — the "importance" ω of that parameter for
the given task, and the amount of change it exhibit during training on that task:
ωt =

K
X

∇θ Lk (θtk ) ◦ 4θtk ,

k=0

dt = θtK − θt0 ,
[Ω]i,j = λδji

(5.28)

[ωt ]i
.
[dt ]2i + 

The index k is over the number of optimization steps that are performed during
training on task t and  is a small constant added for avoiding any numerical issues.
The parameter λ is a hyper-parameter that similar to the Laplace approximation
trades-off the weight of previous tasks to that of the current one. The main, argument for squaring dt in the denominator is to make it scale the same as that of ωt .
This approach seems to have little theoretical justification and is much more based
on a human heuristic of determining which parameters are important. In addition,
the formulation by construction makes Ω (what can be thought of as the precision
of a Gaussian approximation) diagonal and it is not possible to apply this method
with any non-diagonal matrix.
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5.4

Experiments on online learning

In the following series of experiments our online Laplace approximation is compared
to Elastic Weight Consolidation (EWC) and Synaptic Intelligence (SI) (see Section 5.3.2). In addition, a diagonal Laplace approximation is also evaluated in order
to demonstrate the benefits of using richer curvature estimates. The "Non-Online
Laplace" Laplace from the previous section is included as well, with the goal to measure the loss of curvature information due to the online setting of the problem. In
order to investigate whether the updates from EWC are indeed worse compared to
the Bayesian online learning framework, as originally raised in [58], EWC is also run
with a Kronecker factored approximation. This would be termed "EWC Laplace",
which corresponds to the original method when it is diagonal. As a reminder, the
standard Laplace approximation from Section 5.3.1 is denoted as "Online Laplace",
the one which allowed to look at all previous data as "Non-Online Laplace". The
dataset being used in the experiments are:
MNIST the same as described earlier in Section 4.5.
notMNIST the same as described earlier in Section 5.2.
Fashion MNIST consists of 60, 000 training and 10, 000 test examples [133]. Each
image is a 28×28 grayscale image, associated with a label from 10 classes. Its
main intention is to mimic the image format of MNIST, but contains a collection of totally different objects, in this case several fashion item categories.
Permuted MNIST consists of 50 independent tasks, each one being represented
as correctly classifying the MNIST dataset images under a fixed permutation
of the image pixels. This makes the individual data distributions mostly independent of each other, testing the ability of each method to fully utilise the
model’s capacity.
Disjoint MNIST splits the original MNIST dataset in to two tasks, one containing
the digits 0 to 4 and one containing the digits 5 to 9. Both tasks are intended to
be trained as a ten-way classifier, with the goal of investigating the capabilities
of models to retain information when trained on two fully disjoint set of objects.
CIFAR10 is a similar dataset to CIFAR100, described in Section 5.2, but with 10
more coarser object classes.
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Figure 5.7: Online learning on permuted MNIST. The plot shows the mean test
accuracy on a sequence of 50 permuted MNIST tasks. The dotted black line shows
the performance of a single network trained on all observed data up to task k and
can be considered as the best possible performance.
SVHN consists of over 600, 000 examples of 32 × 32 colour images of street view
house numbers [96]. Each image represents a single digit from ‘0’ to ‘9’ , hence
there are 10 labels analogously to MNIST.
All experiments are implemented using Theano and Lasagne [112, 27].

5.4.1

Online learning on Permuted MNIST

The first experiment we conduct compares all different methods on the Permuted
MNIST dataset. The model that is being trained is a Feed Forward Neural Network
with two hidden layers of 100 units and a Rectifier Linear Unit activation functions.
The network is chosen to be smaller than in previous work with the goal to make
each task more challenging. In practice, we found that the performance of different
methods was mildly dependent on the choice of the optimiser in use. Therefore, we
optimize all techniques with Adam [61] for 20 epochs per dataset and a learning
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(a) Kronecker factored

(b) Diagonal

Figure 5.8: Effect of λ for different approximations. Each plot shows the mean,
minimum and maximum classification accuracy across the tasks observed so far, as
well as the accuracy on the first and most recent task.
rate of 10−3 as in [141], SGD with Momentum [104] with an initial learning rate of
10−2 and 0.95 momentum, and Nesterov’s Accelerated Gradient [95] with an initial
learning rate of 0.1, which we divide by 10 every 5 epochs, and 0.9 momentum.
For the momentum-based methods, we train for at least 10 epochs and early-stop
once the validation error does not improve for 5 epochs. Furthermore, we decay
the initial learning rate with a factor of

1
1+kt

for the momentum-based optimisers,

where t is the index of the task and k a decay constant. We set k using a coarse grid
search for each value of the hyperparameter λ in order to prevent the objective from
diverging towards the end of training, in particular with the Kronecker factored curvature approximation. For the Laplace approximation based methods, we consider
λ ∈ {1, 3, 10, 30, 100}; for SI we try c ∈ {0.01, 0.03, 0.1, 0.3, 1}. We ultimately pick
the combination of optimiser, hyperparameter and decay rate that gives the best
validation error across all tasks at the end of training. For the Laplace-based methods, we found momentum-based optimisers to lead to better performance, whereas
Adam gave better results for SI.
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Figure 5.7 shows the mean test accuracy as new tasks are observed for the optimal hyperparameters of each method. We find our "Online Laplace" approximation to maintain higher test accuracy throughout training than placing a quadratic
penalty around the MAP parameters of every task, in particular when using a simple diagonal approximation to the Generalised Gauss-Newton. However, the main
difference between the methods lies in using a Kronecker factored approximation of
the curvature over a diagonal one. Using this approximation, we achieve over 90%
average test accuracy across 50 tasks, almost matching the performance of a network trained jointly on all observed data. The "Non-Online Laplace" method which
recalculates the curvature for each task instead of retaining previous estimates does
not significantly improve performance.
We also investigate the effects of different values of the hyperparameter λ on
the performance of the "Online Laplace" approximation. The main goal of this
experiment is to visualise and understand better the effective trade-off between remembering previous tasks and being able to learn new ones. The comparison is
performed for the Kronecker factored as well as the diagonal approximations for
completeness. Figure 5.8 shows different statistics of the accuracy on the test set for
three different values of the hyperparameter. The exact values have been selected
as the smallest, the largest and the one that achieves the best performance on the
validation set. The performance on the first and the most recent task is of particular
interest as they measure most accurately the trade-off between memorisation and
flexibility. For all displayed values of the hyperparameter, the Kronecker factored
approximation has significantly higher test accuracy than the diagonal approximation on both the most recent and the first task, as well as on average. For the natural
choice of λ = 1 the network performance on the first task decays substantially. Using λ = 3 the Kronecker factored Laplace approximation the network has a much
smaller gap between the performance on the first and more recent task, which is
not possible with the diagonal approximation. Finally, when λ = 100 the order of
different performance curves reverses, and the network almost fully memorises the
first task.
In conclusion, the results show that the Kronecker factored curvature approximation brings significant benefits across all methods. In addition, we validate that
the principled Bayesian framework updates achieve better performance than the
one suggested in [64]. Finally, even with a better curvature approximation the
Laplace approximation seems to overestimate the uncertainty in the parameters,
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Figure 5.9: Online learning on Disjoint MNIST. The plot shows the test accuracy
of each method for different values of the hyperparameter λ for the Laplace approximations and c for Synaptic Intelligence.
which makes the optimal choice of the hyperparameter λ deviate from its natural
value of 1. Instead for this particular sequence of tasks, the optimal value, based on
optimising validation set performance, turns out to be λ = 3.

5.4.2

Online learning on Disjoint MNIST

The second experiment we compare our Kronecker factored approximation, its diagonal variant and Synaptic Intelligence on the more realistic Disjoint MNIST dataset.
Previous work has found this problem to be challenging for EWC, as during the first
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half of training the network is encouraged to set the bias terms for the second set of
labels to highly negative values [72]. This setup makes it difficult to balance out the
biases for the two sets of classes when training on the second task without overcompensating by making the biases for the first set of classes to highly negative values.
Previous work reports just over 50% test accuracy for EWC, which corresponds to
either completely forgetting the first task or being unable to learn the second one,
as each task individually can be solved with around 99% accuracy [72]. Since there
only two tasks, all of the three variations of the three methods "Online Laplace",
"Non-Online Laplace" and "EWC Laplace" are identical. Consequently, we focus
only on comparing the different curvature approximations — Kronecker factored
and diagonal.
The neural network model is identical to the network from the previous section. However, we found that in this problem, both the Laplace approximation and
Synaptic Intelligence required significantly higher values of their corresponding regularisation hyperparameter. For the Laplace method, we tested values of λ ∈ {1,
3, 10, . . ., 3×105 , 106 }, and for Synaptic Intelligence values of c ∈ {0.1, 0.3, 1, . . . ,
3×104 , 105 }. The training was done using Nesterov Accelerated Gradient with a
learning rate of 0.1 and momentum of 0.9 using a minibatch size of 250. The learning rate was decayed by a factor of 10 every 1000 parameter updates. The initial
learning rate for the second task is further decayed depending on the corresponding
hyperparameter value to prevent the objective from diverging. We experimented
with various decay factors but found the simple rule of using
factored approximation and

λ
1000

λ
10

for the Kronecker

for the diagonal approximation to work well. Each

run was repeated ten times, and the results are averaged across ten independent
runs.
Figure 5.9 shows the test accuracy for different values of the hyperparameters of
each method. The results have been averaged over ten independent runs. We did
not manage to match the performance of the method as reported in [72] and found
the Laplace approximation to work significantly better. The Kronecker factored
approximation gives a small improvement over the diagonal one and requires weaker
regularisation, which further suggests that it better fits the posterior distribution.
Both of the Laplace methods outperform Synaptic Intelligence for the optimal value
of their corresponding hyperparameter.
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Test Error (%)
Method

MNIST

nMNIST

fMNIST

SVHN

C10

Avg.

SI

87.27

79.12

84.61

77.44

57.61 77.21

EWC Laplace(D)

97.83

94.73

89.13

79.80

53.29 82.96

EWC Laplace(KF)

97.85

94.92

89.31

85.75

58.78 85.32

Online Laplace(D)

96.48

93.41

88.09

81.79

53.80 82.71

Online Laplace(KF)

97.17

94.78

90.36

85.59

59.11 85.40

Non-Online Laplace(D)

96.56

92.33

89.27

78.00

56.57 82.55

Non-Online Laplace(KF)

97.90

94.88

90.08

85.24

58.63 85.35

Table 5.3: Final test accuracy for sequential vision tasks. The bracket (D) indicates
a diagonal approximation, while (KF) a Kronecker factored.

5.4.3

Online learning on multiple datasets

The final experiments test our method on a suite of related vision datasets. The
goal of this online learning problem is to train a classifier on the following sequence
of datasets — MNIST, notMNIST, Fashion MNIST, SVHN and CIFAR10. All five
datasets contain around 50, 000 training images from 10 different classes, however
each of the 10 classes are distinct. Any dataset whose images are smaller that 32×32
are zero padded, and any grey-scale images have their intensities replicated over the
three colour channels, such that all datasets have the same image format.
The neural network used for training is a LeNet-like architecture with two convolutional layers [69]. The first layer has a bank of 20 5×5 convolutional filters while
the second layer has 50 convolutional filters with the same spatial size. After each
convolution a 2×2 max-pooling with stride of 2 is applied. Thereafter, the network
has a fully connected hidden layer with 500 before the final layer. As the meaning of
the classes in each dataset is different, we keep the weights of the final layer separate
for each task. The activation function of all layers is a Rectifier Linear unit. For
the convolutional layers we use the extension of the Kronecker factored curvature
approximations to convolutions from [44]. The network is optimised in the same was
as in Section 5.4.1. For measuring the optimal possible classification performance
we train five baseline networks, with the same architecture, each trained separately
on each task.
Figure 5.10 shows the test accuracy of the "Online Laplace" approximation,
both diagonal and Kronecker factored, compared to Synaptic Intelligence on every
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Figure 5.10: Online learning experiments using "Online Laplace". The plot shows
the test accuracy of a convolutional network on every dataset as training progress
sequentially through the five datasets MNIST, notMNIST, Fashion MNIST, SVHN
and CIFAR10. The dotted black lines indicates the performance of the baseline
networks with the same architecture trained on each task separately.
dataset as they progress sequentially through the five tasks. Similarly Figure 5.11
and Figure 5.12 show the "Non-Online Laplace" and "EWC Laplace" results respectively. In addition to help the reader the final test accuracy on each task are
shown in Table 5.3 for all methods. Overall, the "Online Laplace" approximation
in conjunction with a Kronecker factored approximation of the curvature achieves
the highest test accuracy across all five tasks. However, the difference between the
three Laplace-based methods is small in comparison to the improvement stemming
from the better approximation to the Generalised Gauss-Newton matrix. Using a
diagonal approximation for the Laplace approximation, the network mostly remembers the first three tasks, but has difficulties learning the fifth one. SI, in contrast,
shows decaying performance on the initial tasks, but learns the fifth task almost as
well as our method with a Kronecker factored approximation. However, using the
Kronecker factored approximation, the network achieves good performance relative
to the individual networks across all five tasks. In particular, it remembers the
easier early tasks almost perfectly while being sufficiently flexible to learn the more
difficult later tasks better than the diagonal methods, which suffer from forgetting.
In conclusion, these experiments suggest that in larger models, the main difference
is driven by the more richer curvature approximation, rather then the exact method
applied.
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Figure 5.11: Online learning experiments using "Non-Online Laplace". The plot
shows the test accuracy of a convolutional network on every dataset as training
progress sequentially through the five datasets MNIST, notMNIST, Fashion MNIST,
SVHN and CIFAR10. The dotted black lines indicates the performance of the
baseline networks with the same architecture trained on each task separately.

Figure 5.12: Online learning experiments using "EWC Laplace". The plot shows
the test accuracy of a convolutional network on every dataset as training progress
sequentially through the five datasets MNIST, notMNIST, Fashion MNIST, SVHN
and CIFAR10. The dotted black lines indicates the performance of the baseline
networks with the same architecture trained on each task separately.
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Chapter 6
Conclusion and future research
directions
This work presents an insightful theoretical analysis of the structure of the Generalised Gauss-Newton matrix for Feed Forward Neural Networks. Using the results
from the analysis as a motivating basis, an efficient block-diagonal approximation
is proposed. The resulting curvature approximation achieves competitive performance against state-of-the-art first-order methods when applied to optimisation.
Unlike standard optimisers, which require significant hyperparameter tunining, our
approach provides good performance with the default hyperparameter values. After
that, using the curvature approximation, we propose to construct a Laplace approximation to the posterior distribution over the weights of a trained model. Experimentally we demonstrate that the resulting method leads to better uncertainty
estimates on out-of-distribution data and is more robust to simple adversarial attacks on state-of-the-art convolutional network architecture. Finally, we adapt the
Laplace approximation into a Bayesian online learning framework, where we recursively approximate the posterior after every task with a Gaussian. The algorithm
substantially outperforms related methods on the task of overcoming catastrophic
forgetting.
Most of the modern architectures and their initialisation have been optimised to
perform well under training specifically using first-order optimisation. Nevertheless,
as shown in [85], a second-order method is capable of training models to be successful in tasks, that first-order methods struggle to succeed. A natural question arises
— is it possible that the community has not discovered useful models, just because
they are trainable only with a better optimiser? The work presented here together
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with previously published results on scalable curvature approximations for neural
networks [84, 44, 6, 83] make a step towards answering these questions. Additionally, the optimisation method used in Chapter 4 does not need any hyperparameter
tunning, a benefit similar to LBFGS. One drawback is that in practice, the GaussNewton matrix for the output of the network has to be computed explicitly. For
standard losses, as demonstrated, this is not an issue, but as more interesting models
are presented in the literature, this could be problematic for wider adoption. Below
are listed several avenues for future research on the topic of curvature approximations for Deep Learning models:
Scalable approximations for more layers This work presented only an approximation to the diagonal blocks of the Generalised Gauss-Newton matrix for fully
connected layers. However, in practice, there are many different parametric layers,
such as convolutional layers and self-attention layers. Also, for recurrent models,
due to the repeated applications of the same weights, this further complicates the
curvature approximations [83]. Recent work extends the KFAC approximation to
convolutions and can be applied to the Gauss-Newton, but for the method to be more
widely applicable all layers used in the literature should have such approximations
[44].
More flexible block approximations Although the Kronecker factored approximations perform significantly better than diagonal, there is no reason not construct
even richer approximations. The original Kronecker factor method can be modified
by correcting its eigenvalues to be fully independent [37]. It could also be possible
to construct a combination of rank-1 plus a Kronecker factored matrix, such that it
captures better the Gauss-Newton of each block. This can have further implications
in providing more insights to the curvature of the loss surfaces of Deep Learning
models.
Automatic batch size scheduler One of the major advantages of first-order
optimisers is their simplicity and in the straightforward way that they deal with
stochastic gradients. Although our method worked well with reasonably sized batch
sizes, in very small batch sizes the benefit of the curvature diminishes as its estimates
will become too stochastic as well. In light of this, one of the hyperparameters of
the method is what batch size to use? Too large and the method will become too
computationally expensive to be practical, too small, and it might lose any benefits
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of estimating the curvature. Figuring out what is the optimal batch size in an online
fashion, such that it adapts to the objective at the current parameters, would make
the method truly hyperparameter free. This would potentially give a good incentive
to the community for its wider adoption.
Further research into applications beyond function minimisation The thesis presented two avenues where the curvature approximations provided significant
benefits compared to previous methods. There are many other applications, where
further research is required to understand better how these approximations can be
used adequately. For instance, in competitive games, which include the dynamics of
GANs, are an instance of min-max optimisation. In the literature so far, there have
only been analysed methods that use first-order steps for both players [89, 53, 93,
7]. Second-order could potentially be useful in these models, but this would require
more than just a straightforward plugging in of their updates. Another interesting
direction is to try to apply these curvature matrix approximations for Reinforcement Learning. This can be done either for better policy improvements or using the
Laplace approximations for better exploration. In addition, meta-learning methods
like MAML could make use of better optimisation steps as well [30].
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